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Abstract 

 

Mocking Embedded Hardware for Software Validation 

 

Steve Seunghwan Kim, M.S.E 

The University of Texas at Austin, 2016 

 

Supervisor:  Sarfraz Khurshid 

 

This report makes the case for unit testing embedded systems software, a 

procedure traditionally found in application software development. While the challenges 

of developing and executing unit tests on embedded software are acknowledged, multiple 

solutions are presented. The GNU toolchain and a Texas Instruments microcontroller are 

used as an example embedded target. Two applications, one introductory and one more 

realistic, were developed for this embedded target using the C programming language.  

This report details the procedure required to apply open-source frameworks, Unity and 

CMock, to the two embedded applications. These frameworks, combined with the 

techniques outlined in this report, accomplished several goals of unit testing. The goals 

included automated validation of the embedded applications, increased code coverage, 

and protection against regression defects. In addition, it is shown how unit tests led to 

more modular software architecture. Potential ideas to extend this research to other tools, 

environments, and frameworks are also discussed. 
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Chapter 1: Introduction 

Unit testing is a staple in the software engineering community. Since it is an 

extremely useful tool for validating software, it is often a mandatory part of the software 

development process. However, unit testing within the embedded systems industry poses 

several unique challenges. Software is often developed on a different machine than it will 

run on, and much of the software is tightly coupled with the target hardware. Although 

testing embedded software can be more challenging than typical desktop applications, 

techniques and frameworks exist to facilitate adding unit tests to the design process. 

This report is split into several chapters. Chapters 2 and 3 provides some basic 

definitions and background information used for this report. Chapters 4 through 6 discuss 

and demonstrate how unit testing can help overcome some of the challenges presented in 

the previous chapters. More specifically, Chapter 4 discusses the motivation and tools 

used for this report. Chapter 5 details an example of the procedure for writing  embedded 

software unit tests. This includes initial setup and instructions on how to use Unity and 

CMock frameworks on a Linux host machine, as well as example applications for the 

Tiva TM4C microcontroller from Texas Instruments. Chapter 6 provides a deeper dive 

into how unit tests have help achieve the goals set in Chapter 4. Finally, conclusions and 

future work can be found in Chapters 7 and 8, respectively.  
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Chapter 2: Components of Unit Testing 

Unit testing typically has two core components: the writing of the tests, as well as 

measuring the code coverage achieved. Additional techniques, such as mocking, can be 

used to help develop more complete test cases. 

 

UNIT TESTS 

Unit testing is defined as a “software testing method by which individual units of 

source code, sets of one or more computer program modules together with associated 

control data, usage procedures, and operating procedures, are tested to determine whether 

they are fit for use” [1]. More concisely, unit testing is the practice of breaking some 

piece of software into distinct, logical units to independently validate proper 

functionality. The most obvious benefit to the developer is the ability to validate accurate 

program output. Since unit tests isolate logical modules of code, developers “are able to 

drive execution to parts of the code that are normally not covered by high-level function 

tests” [2]. This means that developers are able to direct code toward paths that may not 

get executed during normal operation, commonly known as corner cases. 

Another benefit of unit testing is the concept of regression. In software, regression 

is defined as “software functionality that previously worked as desired stops working, or 

no longer works as planned” [3]. Typically, regression occurs when modifications are 

made to a program with undetected interactions between modules. Unit tests can help 

prevent regression bugs by providing a test suite that validates the logic of specific 

modules. Failing tests that were passing in previous releases indicate a regression has 

occurred. By having automated test cases, we can now modify our program without fear 

of breaking functionality. 
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Finally, unit testing inherently creates a robust software structure. By integrating 

unit tests into the development process, a developer is forced to write what is colloquially 

known as testable or modular code. Testable code implies code that is separated into 

independent modules, with a clear and simple to use interface. Writing code in this 

manner typically “results in code that is better decomposed, not overly complex, and all-

around better designed” [2].  

 

MOCKING 

Mocking is a technique often used in conjunction with unit tests and is used to 

mimic the behavior of real objects in controlled ways. Mock objects typically share the 

same interface as the real object they mimic. During test, a mock object allows the 

developer to define which functions are called, when they are called, with what 

parameters they are called, and what values will be returned. 

While testing software, a developer may encounter several issues. For example, 

the application may require testing that involves “lots of time-consuming, fragile set-up 

effort, such as loading test data, running services, or placing hardware in a known state” 

[4]. In addition, developers may find a need to simulate interactions with hardware as 

physical target hardware may not be available. Mock objects provide a powerful method 

of abstraction to deal with these situations [4]. 

 

CODE COVERAGE 

Code coverage is a measure used to describe the degree to which the source code 

of a program is tested by a particular test suite. There are several criteria involved when 

discussing code coverage, as shown in Table 1. 
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Coverage Criteria Description 

Function Coverage Has each function in the program been executed? 

Statement Coverage Has each statement in the program been executed? 

Branch Coverage Has each branch of the control structure been executed? 

Condition Coverage 
Has each Boolean sub-expression been evaluated to both 

true and false? 

Table 1: Criteria for code coverage [5] 

Code coverage metrics are typically given in terms of percentages for each of the 

coverage criteria described above. A trivial example would be a test suite that executes 2 

out of 4 defined functions, yielding a function coverage score of 50%. The bar for 

sufficient code coverage is a highly debated issue, and is outside the scope of this report. 
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Chapter 3: Challenges of Unit Testing Embedded Systems 

Although it may seem obvious that unit testing should be part of the development 

process, developing software for embedded systems presents several challenges that must 

be overcome. 

A common reason given for lack of unit testing in embedded environments is the 

dependency on hardware. Microcontroller applications are typically written with a very 

limited, or even singular purpose. As a result, much of the software is tightly coupled 

with the hardware. In addition, during the development process, access to the hardware 

may be limited, such as having only beta units, or being limited in quantity. We can see 

that having tightly coupled software requires access to the hardware it is written for. 

However, since the hardware is limited, it is difficult to get an effective testing 

environment set up. 

As an extension to the issues stated above, when developing for a specific 

processor, the manufacturer often provides a library of drivers to help accelerate the 

software development process. However, these drivers typically are not written with 

testability as a priority. This can add an additional layer of complexity when attempting 

to unit test the final application code. 

Finally, the tools available to an embedded systems developer, or the lack thereof, 

provide another barrier to effective testing. Many of the languages in use today leverage 

the power of modern computing hardware, and provide powerful abstractions from the 

computer internals. However, many embedded devices have very strict requirements on 

physical size, power efficiency, and robustness. Many embedded processors are, 

therefore, extremely limited in resources such as computing power and memory space. 

This causes many features of modern programming languages, such as object oriented 
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design and garbage collection, to be impractical for embedded development. As such, C 

is still the language of choice when developing embedded firmware. The development 

tools around the C language, while powerful, remain cumbersome to use and provide 

little in the way of automation. As a result, setting up and easy to use testing environment 

is often more difficult than it would be in higher-level languages, such Java and Python. 
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Chapter 4: Testing Approach 

GOALS 

The procedures set forth in the remainder of this report demonstrates how the 

quality of embedded software is improved by adding unit tests. As discussed in Chapter 

2, unit testing accomplishes three goals: validation of program outputs, protection against 

regression bugs, and modular design. In addition to these three goals, this report will 

discuss how mocking can help increase the code coverage of our test cases. 

 

TOOLS 

In order to get started with testing, we require a set of tools. Obviously, a unit 

testing and mocking framework are required. However, we will also need a compiler to 

compile the C code, a linker to link all the resulting objects together, and a code coverage 

tool to analyze the completeness of our tests. A collection of these tools is typically 

referred to as a development toolchain. 

For the unit testing and mocking frameworks, I decided to go with Unity and 

CMock, both from ThrowTheSwitch.org, for several reasons. First, the frameworks are 

extremely lightweight, requiring only a single header file. Secondly, both are very 

scriptable, allowing easy integration into our toolchain. Finally, since both Unity and 

CMock were designed to be used together, integrating both tools into our environment 

was relatively trivial [6]. 

For the development toolchain, I decided to use the GNU tools, which is a set of 

free, open source tools for software development. The GNU tools package includes a C 

compiler and linker, gcc, as well as a code coverage tool, gcov and lcov. In addition, it 

includes GNU Make, a build and dependency manager. These are all industry standard 
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tools, and integrating a unit testing procedure under this environment could potentially 

reach a larger audience [7]. 

Finally, we must decide on an embedded device to develop for. For the purposes 

of this project, I decided to use the Tiva TM4C microcontroller from Texas Instruments 

(TI). The development board for this microcontroller is available for a very low cost, and 

includes a free library of drivers that allows for fast application development.  
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Chapter 5: Test Procedure 

In this chapter, we will take a deeper look into the testing procedures for 

embedded systems. All source code for the testing procedures detailed in the below 

sections can be found as directed in Appendix C: Using the Project In Github. Code, 

filenames, and other non-English constructs appearing within this report utilize bold font 

for readability.  

 

TESTING METHODS 

There are three methods that we can use to execute our tests: on our target 

machine, in a simulator, or on our host machine. In industry terms, the target machine 

refers to the machine that our production code will be running on, i.e. the microcontroller. 

The host machine refers to the machine that our code will be developed and built on, i.e. 

the desktop or workstation.  Table 2 below shows a few of the advantages and 

disadvantages of each method.  Note that access to register space implies the test has less 

than full control of the register space.  An example where this distinction is important is 

the interrupt control register (ICR), which holds flags related to interrupt generation.  

Simulators and host machine software tests can write to the ICR, but this feature is 

restricted to the hardware on the target host. 
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Test Method Pros Cons 

Target 

- Access to register space 

- Requires only a single 

toolchain 

- No modification to source 

- Creates hardware dependency 

- Limited read/write permissions 

to registers 

Simulator 

- Full control of register 

space 

- Requires only a single 

toolchain 

- No modification to source 

- Slow 

- Complicated configuration to 

bring up simulator 

- Simulator may not be available 

for target device 

Host 

- Full control of register 

space 

- Faster builds 

- Faster test execution 

- Requires separate toolchains 

- Requires source modification 

Table 2: Test Execution Methods [8] 

Running our tests on the target machine is the easiest method to set up, as no 

special configurations or additional toolchain is required. However, this creates a 

dependency on the physical hardware, which we were trying to avoid as it is not always 

practical. In addition, while we have full access to all of the microcontroller’s registers, 

many microcontrollers will designate certain registers as read-only, preventing any user 

modification. Since setting up unit tests might require setting specific test conditions, it is 

important to have full control. With these disadvantages in mind, it is clear that executing 

tests on the target machine is not the ideal choice [8]. 

This leaves us with the choice of a simulator or a host machine. Unlike running on 

the target machine, simulators give us full control of all registers and peripherals. In 

addition, since a simulator attempts to recreate the target machine architecture, it is 

capable of executing binaries written for the target machine. This means that compiling 

for different architectures does not require a separate toolchain. As we can see, simulators 



 11 

make a great environment to execute embedded unit tests on. However, simulators 

execute programs much slower compared to running on either the target or host machine, 

and can be complicated to set up, with many different options for configuration, scripting, 

and gathering data.. In addition, not all target machines have well-written simulators for 

their architecture [8]. 

We can see from Table 2 above that running our tests on our host machine by far 

requires the most initial investment. Running natively on our host machine requires that 

code that is meant for our target machine architecture must be compiled with instructions 

that our host machine can understand. This typically requires using a separate toolchain 

between test and production, which can complicate the maintenance of our build system. 

In addition, there is some source code modification necessary in order to create a flexible 

register set for full control, as well as to account for differences in compiler options and 

macros. However, test build and execution is typically much faster as compared to a 

simulator, and provides the same advantages that the simulator provides over running on 

our target machine. Although more sophisticated processors may require the use of 

simulators to test fully, running on a host machine provides an excellent alternative when 

simulators are not available [8]. For the purposes of this report, I have focused on running 

unit tests on the host machine. Executing tests in a simulator has been reserved for future 

work, which is discussed in Chapter 8. 

 

SETUP 

As previously mentioned, the microcontroller used for testing was the TI Tiva 

TMC4. TI provided a set of drivers in their TivaWare software package to aid developers 



 

in using the on-board peripherals quickly

inside the driverlib directory of TivaWare.

A typical abstraction layer stack

1. 

Figure 

Modifying for Register Access

The primary method for communicating with a microcontroller is through reads 

and writes to its register set. 

methods used to define them within the C programming language. The most popular 

method is to dereference a pointer to a specific memory location through preprocessor 

macros as shown in Figure 2.

 
#define PORTG_CONFIG (*(volatile

Figure 2: Example of preprocessor macro 

When compiled for the target machine, 

memory regions. However, when running on our host machine, these memory regions 
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directory of TivaWare. 

abstraction layer stack for the Tiva platform is depicted below in 

 

Figure 1: Typical Tiva TMC4 Stack 

Modifying for Register Access 

The primary method for communicating with a microcontroller is through reads 

 Registers differ between architectures, but there are several 

methods used to define them within the C programming language. The most popular 

method is to dereference a pointer to a specific memory location through preprocessor 

. 

volatile unsigned int*)(0x5000C000)) [5] 

: Example of preprocessor macro dereferenced pointer 

When compiled for the target machine, this method allows us to directly modify 

memory regions. However, when running on our host machine, these memory regions 

. More specifically, the driver code is placed 

for the Tiva platform is depicted below in Figure 

 

The primary method for communicating with a microcontroller is through reads 

Registers differ between architectures, but there are several 

methods used to define them within the C programming language. The most popular 

method is to dereference a pointer to a specific memory location through preprocessor 

 

this method allows us to directly modify 

memory regions. However, when running on our host machine, these memory regions 
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may not correspond to registers at all. In fact, it is very likely that these memory 

addresses could be located in protected memory that our program does not have 

permission to access. Instead, we can instruct the compiler to define these pointers as 

variables in RAM by declaring them as a unsigned integer type as seen in Figure 3 below. 

By declaring registers as variables in RAM, we gain full read and write access to the 

current state of the registers within the memory space given to our program. 

 
volatile unsigned int PORTG_CONFIG; [5] 

Figure 3: Example of pointers as variables in RAM 

We now focus on how to apply this technique to the driver library given to us 

from TI. From inspecting the code, we can see that TI has not used the conventional 

method of using pointers to describe registers. Upon further inspection, it appears all 

register reads and writes are done through a preprocessor macro, HWREG(x), that writes 

directly into the memory region.  This is shown in Figure 4 below. 

 
#define HWREG(x)                                                              \ 
        (*((volatile uint32_t *)(x))) 
#define HWREGH(x)                                                             \ 
        (*((volatile uint16_t *)(x))) 
#define HWREGB(x)                                                             \ 
        (*((volatile uint8_t *)(x))) 

Figure 4: Original HWREG(x) Macro Definition 

Furthermore, we can see that all the register names have also been defined as 

preprocessor macros that explicitly set their address in memory. 
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#define GPIO_PORTA_BASE         0x40004000  // GPIO Port A 
#define GPIO_PORTB_BASE         0x40005000  // GPIO Port B 
#define GPIO_PORTC_BASE         0x40006000  // GPIO Port C 
#define GPIO_PORTD_BASE         0x40007000  // GPIO Port D 

Figure 5: Sample Definitions From hw_memmap.h 

Although this implementation is functional, it makes it very challenging to test. 

We cannot apply the previously mentioned technique of redefining them as a variable in 

RAM, since that would break the HWREG(x) macro. The solution was to redefine the 

HWREG(x) macro itself to write to a large array of 32-bit integers as seen below in 

Figure 6. 
 

#ifdef TEST 
extern uint32_t registers[0xE0042000]; 
#endif 
 
//***************************************************************************** 
// 
// Macros for hardware access, both direct and via the bit-band region. 
// 
//***************************************************************************** 
#ifdef TEST 
#define HWREG(x)                                                              \ 
            registers[(uint32_t)x] 
#define HWREGH(x)                                                             \ 
            registers[x] 
#define HWREGB(x)                                                             \ 
            registers[x] 
#else 
#define HWREG(x)                                                              \ 
        (*((volatile uint32_t *)(x))) 
#define HWREGH(x)                                                             \ 
        (*((volatile uint16_t *)(x))) 
#define HWREGB(x)                                                             \ 
        (*((volatile uint8_t *)(x))) 
#endif 

Figure 6: Modified HWREG(x) Macro 

We define the large array to encompass the address space of the on-board RAM 

available to the microcontroller, with each index of the array being a representation of a 

specific location in memory. We can see from the code snippet in Figure 6 that during a 
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TEST build, the library will write to our newly defined array. On a production build, it 

will go back to writing directly into the memory region. 

 

Modifying for Native Compiler 

The next step in preparing our testing environment is to account for the 

differences between the host and target compilers. Compilers will typically have unique 

compiler options, macros, and even instructions that are not compatible between different 

architectures. As a result, there is an initial investment of time that must occur to make 

sure our tests are run successfully. 

For the Tiva environment, the main incompatibility was in the use of the ARM 

assembly instruction set in certain parts of driverlib as seen in Figure 7 below. 

 
#if defined(codered) || defined(gcc) || defined(sourcerygxx) 
uint32_t __attribute__((naked)) 
CPUcpsid(void) 
{ 
    uint32_t ui32Ret; 
 
    // 
    // Read PRIMASK and disable interrupts. 
    // 
    __asm("    mrs     r0, PRIMASK\n" 
          "    cpsid   i\n" 
          "    bx      lr\n" 
          : "=r" (ui32Ret)); 
 
    // 
    // The return is handled in the inline assembly, but the compiler will 
    // still complain if there is not an explicit return here (despite the fact 
    // that this does not result in any code being produced because of the 
    // naked attribute). 
    // 
    return(ui32Ret); 
} 
#endif 

Figure 7: Example ARM Assembly Code in driverlib 
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It is very obvious that an x86 architecture will not know how to handle ARM 

instructions. There are two methods around this problem. The first is to translate all 

assembly code into its equivalent in C. The second option is to simply remove the 

assembly instructions. 

From doing a search of the entire driverlib codebase, we can see that ARM 

assembly instructions are present mainly in the CPU driver code, with a few instances in 

the sysctl and epi module. Assembly code is typically used to either optimize 

performance, or to gain access to the lowest level of hardware. Since our aim is to create 

tests that do not rely on properly functioning hardware, the decision was made to simply 

remove the assembly instructions, leaving an empty function. In addition, in the rare case 

that we may need access to these low level functions, the mocking framework can be 

used to extract expected behavior out of our test cases. 

 

USING THE UNITY AND CMOCK FRAMEWORKS 

Unity and CMock are both very lightweight frameworks, requiring only a single 

source file each. In order to get started, I created a basic development environment, as 

described in Appendix E: Sample Makefile. 

Given a source file, Unity identifies a unit test function through the test_ prefix. 

In other words, all unit test functions must follow the naming convention 

test_testfunctionname. An example Unity test case can be seen in the examples shown 

in ThrowTheSwitch.org’s website [6]. 

In order to run a set of unit tests, Unity provides a Ruby script, 

generate_test_runner.rb, that will parse a source file and automatically generate a test 

runner. The test runner creates a new main function that runs the unit tests in the order 
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that they were parsed. An example of a test runner file can be seen in the code listing in 

Appendix D: Example Test_Runner.c File. 

Similarly, CMock also provides a Ruby script that will parse a header file and 

automatically generate function stubs for a mock object. Any header files that need to be 

mocked must be passed to the script create_mock.rb. The header file is parsed for its 

function stubs, and macros are placed in a new file with the prefix mock_ with mock 

object expectations and return values. 

As we can see, both Unity and CMock rely heavily on scripts to generate the files 

necessary for test execution. As a result, they are very easily integrated into many build 

systems, as most of them allow for calling and executing scripts during a build step. 

Appendix E: Sample Makefile shows an example of how Unity and CMock can be 

integrated into the GNU Make build system. 

As mentioned previously, the automatically generated test runner creates a main 

function to execute test cases. Under the Unity framework, each set of unit tests are 

contained in a single module. Since any given binary can contain only a single reference 

to the main function, each test module must be compiled as separate binaries, which 

enforces modularity. In addition, since tests are compiled into separate binaries, this 

creates a powerful method of injecting test data into a validation program with little to no 

modifications to production code. 

 

UNIT TESTING BLINKY PROGRAM 

In embedded software, blinking an external light emitting diode (LED) is seen as 

the most basic method of establishing functionality; the hardware analog to a “Hello, 

world!” program. For the purposes of this report, this program will be referred to as 
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Blinky. As a reminder, through unit testing we are attempting to validate proper 

functionality, prevent regression, and create more robust design through modularity. 

From looking at the basic implementation of Blinky, we can see that it consists of 

a single source file, main.c. Upon closer inspection, we can also see that all of the 

program’s functionality has been placed inside the main function, as shown in the code 

snippet in Figure 8. 

 
while(1) 
    { 
        // 
        // Turn on the LED. 
        // 
        GPIOPinWrite(GPIO_PORTF_BASE, GPIO_PIN_3, GPIO_PIN_3); 
 
        // 
        // Delay for a bit. 
        // 
        for(ui32Loop = 0; ui32Loop < 200000; ui32Loop++) 
        { 
        } 
 
        // 
        // Turn off the LED. 
        // 
        GPIOPinWrite(GPIO_PORTF_BASE, GPIO_PIN_3, 0x0); 
 
        // 
        // Delay for a bit. 
        // 
        for(ui32Loop = 0; ui32Loop < 200000; ui32Loop++) 
        { 
        } 
    } 

Figure 8: Original Blinky Main Loop 

We can see from this architecture that, while it is functional, it is impossible to 

test. As shown previously, the Unity framework generates a test_runner module that 

replaces the main function of the production code. Since there can only be a single 

reference to main in any given binary, we are unable to write any tests for this single 
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function program. In order to unit test this program, we will need to extract out the code 

snippets responsible for blinking the LED. 
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void 
led_on() 
{ 
    GPIOPinWrite(GPIO_PORTF_BASE, GPIO_PIN_3, GPIO_PIN_3); 
} 
 
void 
led_off() 
{ 
    GPIOPinWrite(GPIO_PORTF_BASE, GPIO_PIN_3, 0x0); 
} 

Figure 9: LED Module Functions 

Figure 9 above shows a code snippet of the LED specific code separated out into 

its own module. We can see that the LED is controlled by the GPIO register. In order to 

test this, we will need access to the microcontroller’s register set. There are two options 

in where to place this array: either as a global variable in the unit test source code, or as a 

global variable in a mock microcontroller interface. Neither choice is incorrect, as both 

methods will function identically. However, as programs grow more complex, we will be 

using mock objects in greater capacities. In order to keep coding style consistent between 

all unit tests, I decided to create a mock microcontroller interface. Code snippets for the 

mock register set and example unit tests for the LED module are shown in Figure 10 and 

Figure 11 below. 
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#define set_register_Ignore() set_register_CMockIgnore() 
void set_register_CMockIgnore(void); 
 
#define set_register_Expect(address, value) set_register_CMockExpect(__LINE__, address, 
value) 
void set_register_CMockExpect(UNITY_LINE_TYPE cmock_line, uint32_t address, uint32_t 
value); 
 
#define get_register_IgnoreAndReturn(cmock_retval) 
get_register_CMockIgnoreAndReturn(__LINE__, cmock_retval) 
void get_register_CMockIgnoreAndReturn(UNITY_LINE_TYPE cmock_line, uint32_t 
cmock_to_return); 
 
#define get_register_ExpectAndReturn(address, cmock_retval) 
get_register_CMockExpectAndReturn(__LINE__, address, cmock_retval) 
void get_register_CMockExpectAndReturn(UNITY_LINE_TYPE cmock_line, uint32_t address, 
uint32_t cmock_to_return); 

Figure 10: mock_mcu.h 

void test_LedOn_should_SetGpio(void) 
{ 
    led_on(); 
 
    get_register_ExpectAndReturn(0x40025020,0x00000008); 
    TEST_ASSERT_EQUAL_UINT32(registers[0x40025020], get_register(0x40025020)); 
} 
 
void test_LedOff_should_ClearGpio(void) 
{ 
    led_off(); 
 
    get_register_ExpectAndReturn(0x40025020,0x00000000); 
    TEST_ASSERT_EQUAL_UINT32(registers[0x40025020], get_register(0x40025020)); 
} 

Figure 11: Example Unit Tests for led.c 

It is generally considered bad coding practice to include a global variable inside 

of a header file, as it will create a copy of this variable each time this header file is 

included in a source file. However, I believe an exception can be made in this instance, as 

we are carefully limiting the inclusion of the mock_mcu.h file to a single source file: the 

unit test for a module.  
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Figure 10 and Figure 11 show the code for the mock microcontroller interface and 

the unit tests for Blinky. By including a global array for our register set, we can run the 

led_on() function and read the contents of the address represented by the index value. We 

can also instruct CMock to expect a read to the register, and return our expected value. 

We then use the Unity framework to test if the expected value matches the actual value 

read from the array. The unit test for led_off() is very similar in nature. 

 

UNIT TESTING HUMIDITY SENSOR APPLICATION 

As stated, the Blinky application represents the simplest possible program to 

exercise an embedded system, and is a somewhat contrived example. Our next program 

example will demonstrate mocking and a more realistic scenario for unit testing. 

This application reads some data from ST Micro’s HTS221 temperature and 

humidity sensor at one-second intervals and calculates the current humidity level. If it 

detects a humidity level greater than 60%, it will turn on an LED. The sensor is capable 

of communicating to a microcontroller unit through either an I
2
C or a SPI serial interface.  

Source code examination reveals that the LED interface is identical to the one 

used in the Blinky application. However, the challenge in this application is being able to 

test the functionality of the humidity calculation module. Since it depends on an external 

hardware interface to gather data, we need to inject some inputs in order to properly test 

its functionality. However, using conditional macros can be prone to human error and 

contribute to code bloat. The solution to this problem is to, once again, mock the serial 

interface using CMock. 

Figure 12 below shows the basic architecture of our software design. 

 



 

Figure 12: Software Architecture for 

We can see that our user space application interfaces with 

turn allows direct communication 

I
2
C request to the driver, which would then read the data from the physica

send it back up to the application.

Using CMock, we are able to remove the I

interface that acts as if it is actually communicating with the hardware, as shown in 

Figure 13 below. 

 

Figure 

We have now replaced the actual I

not only exposes the same functionality as the actual module, but is also capable of 
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: Software Architecture for Communication 

We can see that our user space application interfaces with an I
2
C driver that 

communication with physical hardware. The application would send an 

C request to the driver, which would then read the data from the physical hardware, and 

send it back up to the application. 

Using CMock, we are able to remove the I
2
C dependency, and introduce a mock 

interface that acts as if it is actually communicating with the hardware, as shown in 

Figure 13: Substitution of a Mock Interface 

We have now replaced the actual I
2
C interface with a mock. This mock interface 

not only exposes the same functionality as the actual module, but is also capable of 

 

C driver that in 

with physical hardware. The application would send an 

l hardware, and 

C dependency, and introduce a mock 

interface that acts as if it is actually communicating with the hardware, as shown in 

 

C interface with a mock. This mock interface 

not only exposes the same functionality as the actual module, but is also capable of 
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impersonating the role of the actual hardware. This mock interface can accept calls to 

read data, and return a predetermined value to facilitate reproducible test execution. 

As previously discussed, all CMock requires is a header file with function stubs 

that define an interface. Appendix B: I2C Interface shows the I
2
C interface defined in our 

program, as well as the mock interface generated by CMock. Using this newly generated 

mock interface, we can now write our unit tests to verify the functionality of our humidity 

module, without needing the physical hardware. 

In the code snippet shown in Figure 14, I have made use of the setUp(void) 

function that allows us to initialize a module to a known state before running each test. In 

the case of this application, there are factory calibrated values that only need to be read 

once on initialization, and will remain constant through its operation. This is shown in the 

code snippets in Figure 14 through the global variables and the initialization function. 
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static uint8_t H0_RH = 0; 
static uint8_t H1_RH = 0; 
static int16_t H0_T0_OUT = 0; 
static int16_t H1_T0_OUT = 0; 
 
 
void initialize_humidity() 
{ 
    H0_RH = i2c_read_byte(SLAVE_ADDRESS, 
0x30) / 2; 
    H1_RH = i2c_read_byte(SLAVE_ADDRESS, 
0x31) / 2; 
 
    uint8_t h0_t0_l = 
i2c_read_byte(SLAVE_ADDRESS, 0x36); 
    uint8_t h0_t0_h = 
i2c_read_byte(SLAVE_ADDRESS, 0x37); 
    H0_T0_OUT = (h0_t0_h << 8) | 
(h0_t0_l); 
 
    uint8_t h1_t0_l = 
i2c_read_byte(SLAVE_ADDRESS, 0x3A); 
    uint8_t h1_t0_h = 
i2c_read_byte(SLAVE_ADDRESS, 0x3B); 
    H1_T0_OUT = (h1_t0_h << 8) | 
(h1_t0_l); 
} 

 

void setUp(void) 
{ 
    //H0_RH and H1_RH 
    
i2c_read_byte_ExpectAndReturn(SLAVE_ADDRESS, 
0x30, 0x16); 
    
i2c_read_byte_ExpectAndReturn(SLAVE_ADDRESS, 
0x31, 0x0A); 
 
    //h0_t0_l and h0_t0_h 
    
i2c_read_byte_ExpectAndReturn(SLAVE_ADDRESS, 
0x36, 0x0B); 
    
i2c_read_byte_ExpectAndReturn(SLAVE_ADDRESS, 
0x37, 0x05); 
 
    //h1_t0_l and h1_t0_h 
    
i2c_read_byte_ExpectAndReturn(SLAVE_ADDRESS, 
0x3A, 0x05); 
    
i2c_read_byte_ExpectAndReturn(SLAVE_ADDRESS, 
0x3B, 0x0B); 
 
    //Set same global values on every test 
    initialize_humidity(); 
} 

 

humidity.c test_humidity.c 

Figure 14: Humidity Initialization Source and Test Setup 

Through CMock, we can tell the testing framework to expect multiple calls to the 

same function, and what values to return with each call. In this particular case, we can see 

that the initialize_humidity() function makes six calls to i2c_read_byte() function. By 

telling CMock to expect six calls and the expected return values, we are able to carefully 

control what numbers are used in calculating the humidity reading. 

I take a similar approach to testing the get_humidity_reading() function, as 

shown in Figure 15. 
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int16_t get_humidity_reading() 
{ 
    int16_t H_OUT = 0; 
 
    uint8_t h_out_l = 
i2c_read_byte(SLAVE_ADDRESS, 0x28); 
    uint8_t h_out_h = 
i2c_read_byte(SLAVE_ADDRESS, 0x29); 
    H_OUT = (h_out_h << 8) | h_out_l; 
 
    int16_t humidity = ((H1_RH - H0_RH) * 
(H_OUT - H0_T0_OUT) / (H1_T0_OUT - 
H0_T0_OUT)) + H0_RH; 
 
    return humidity; 
} 

 

void test_humidityreading_whenhoutismax() 
{ 
    //Get h_out_l and h_out_h values 
    
i2c_read_byte_ExpectAndReturn(SLAVE_ADDRESS, 
0x28, 0xFF); 
    
i2c_read_byte_ExpectAndReturn(SLAVE_ADDRESS, 
0x29, 0x7F); 
 
    TEST_ASSERT_INT16_WITHIN(1, -111, 
get_humidity_reading()); 
} 
 
void test_humidityreading_whenhoutismin() 
{ 
    //Get h_out_l and h_out_h values 
    
i2c_read_byte_ExpectAndReturn(SLAVE_ADDRESS, 
0x28, 0x01); 
    
i2c_read_byte_ExpectAndReturn(SLAVE_ADDRESS, 
0x29, 0x80); 
 
    TEST_ASSERT_INT16_WITHIN(1, 145, 
get_humidity_reading()); 
} 

 

humidity.c test_humidity.c 

Figure 15: Humidity Reading Source and Tests 

The get_humidity_reading() function calls i2c_read_byte() function twice, so 

the test method created expects a call to this function stub twice and returns values that 

facilitate the desired test cases. Two very popular test cases when validating a calculation 

routine is to verify that a maximum value and a minimum value return expected results. 

Accordingly, I had my mock interface return a value of 0x0FFFFFFF and 0x80000001, 

which represents 32,767 and -32,767, the maximum and minimum values that can be 

represented by a signed 16-bit integer. 

Similar techniques are employed to test the timer module. Figure 16 shows how 

the timer module is connected to both the humidity and led modules. 



 

 

Figure 16: Interconnection of Modules

In a production environment, each timer event would be serviced as an interrupt 

generated internally by the 

suggest. However, in unit testing, we do not concern ourselves with how a function is 

executed. We are only concerned with validati

generated the expected outputs. In the unit test for the timer module, I have included the 

mock objects for the microcontroller register set and the humidity module. We can see 

that we instruct CMock to expect calls to the 

return certain values. These mocked values are used as test inputs to verify if the registers 

for LED control have been set correctly. The code snippet for the timer module source

and accompanying tests can be seen in 
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: Interconnection of Modules in Humidity Application

In a production environment, each timer event would be serviced as an interrupt 

generated internally by the CPU, as the function name Timer0IntHandler()

suggest. However, in unit testing, we do not concern ourselves with how a function is 

concerned with validation if that function, or module, has 

generated the expected outputs. In the unit test for the timer module, I have included the 

mock objects for the microcontroller register set and the humidity module. We can see 

nstruct CMock to expect calls to the get_humidity_reading() function, and to 

return certain values. These mocked values are used as test inputs to verify if the registers 

for LED control have been set correctly. The code snippet for the timer module source

and accompanying tests can be seen in Figure 17. 

 

 

in Humidity Application 

In a production environment, each timer event would be serviced as an interrupt 

Timer0IntHandler() would 

suggest. However, in unit testing, we do not concern ourselves with how a function is 

if that function, or module, has 

generated the expected outputs. In the unit test for the timer module, I have included the 

mock objects for the microcontroller register set and the humidity module. We can see 

function, and to 

return certain values. These mocked values are used as test inputs to verify if the registers 

for LED control have been set correctly. The code snippet for the timer module source 
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void Timer0IntHandler(void) 
{ 
    TimerIntClear(TIMER0_BASE, 
TIMER_TIMB_TIMEOUT); 
 
    if (get_humidity_reading() > 60) { 
        led_on(); 
    } else { 
        led_off(); 
    } 
} 

 

void test_wheninterrupted_thenreadhumidity() 
{ 
    get_humidity_reading_ExpectAndReturn(40); 

 
    Timer0IntHandler(); 
} 
 
void 
test_whenhumiditygreaterthan60_thenledturnson() 
{ 
    get_humidity_reading_ExpectAndReturn(70); 
    get_register_ExpectAndReturn(0x40025020, 
0x00000008); 

 
    Timer0IntHandler(); 

 
    
TEST_ASSERT_EQUAL_UINT32(registers[0x40025020], 
get_register(0x40025020)); 
} 

 
void 
test_whenhumidityequals60_thenledturnsoff() 
{ 
    get_humidity_reading_ExpectAndReturn(60); 
    get_register_ExpectAndReturn(0x40025020, 
0x00000000); 
 
    Timer0IntHandler(); 
 
    
TEST_ASSERT_EQUAL_UINT32(registers[0x40025020], 
get_register(0x40025020)); 
} 

 
void 
test_whenhumiditylessthan60_thenledturnsoff() 
{ 
    get_humidity_reading_ExpectAndReturn(40); 
    get_register_ExpectAndReturn(0x40025020, 
0x00000000); 

 
    Timer0IntHandler(); 

 
    
TEST_ASSERT_EQUAL_UINT32(registers[0x40025020], 
get_register(0x40025020)); 
} 

 

 

timer.c test_timer.c 

Figure 17: Timer Module Source and Tests 
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Figure 18 shows test execution output when all tests pass. 

 

 

Figure 18: Passing Unit Tests 

We can see each test function is clearly labeled along with the results of the test.  
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Chapter 6: Analysis and Results 

This section will review how integration of mocks and unit tests can achieve the 

goals stated earlier in Chapter 4: Testing Approach: validating correct outputs, protecting 

against regressions, increasing code coverage and improving overall software design. 

VALIDATION 

The most obvious use case of unit testing is to validate that a program gives us the 

expected output. The contents of the humidity module and its accompanying test cases 

are presented in Figure 19. 
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int16_t get_humidity_reading() 
{ 
    int16_t H_OUT = 0; 
 
    uint8_t h_out_l = 
i2c_read_byte(SLAVE_ADDRESS, 0x28); 
    uint8_t h_out_h = 
i2c_read_byte(SLAVE_ADDRESS, 0x29); 
    H_OUT = (h_out_h << 8) | h_out_l; 
 
    int16_t humidity = ((H1_RH - H0_RH) * 
(H_OUT - H0_T0_OUT) / (H1_T0_OUT - H0_T0_OUT)) 
+ H0_RH; 
 
    return humidity; 
} 
 
 

 

void setUp(void) 
{ 
    //H0_RH and H1_RH 
    i2c_read_byte_ExpectAndReturn(SLAVE_ADDRESS, 
0x30, 0x16); 
    i2c_read_byte_ExpectAndReturn(SLAVE_ADDRESS, 
0x31, 0x0A); 
 
    //h0_t0_l and h0_t0_h 
    i2c_read_byte_ExpectAndReturn(SLAVE_ADDRESS, 
0x36, 0x0B); 
    i2c_read_byte_ExpectAndReturn(SLAVE_ADDRESS, 
0x37, 0x05); 
 
    //h1_t0_l and h1_t0_h 
    i2c_read_byte_ExpectAndReturn(SLAVE_ADDRESS, 
0x3A, 0x05); 
    i2c_read_byte_ExpectAndReturn(SLAVE_ADDRESS, 
0x3B, 0x0B); 
 
    //Set same global values on every test 
    initialize_humidity(); 
} 
 
void test_humidityreading_whenhoutismax() 
{ 
    //Get h_out_l and h_out_h values 
    i2c_read_byte_ExpectAndReturn(SLAVE_ADDRESS, 
0x28, 0xFF); 
    i2c_read_byte_ExpectAndReturn(SLAVE_ADDRESS, 
0x29, 0x7F); 
 
    TEST_ASSERT_INT16_WITHIN(1, -111, 
get_humidity_reading()); 
} 
 
void test_humidityreading_whenhoutismin() 
{ 
    //Get h_out_l and h_out_h values 
    i2c_read_byte_ExpectAndReturn(SLAVE_ADDRESS, 
0x28, 0x01); 
    i2c_read_byte_ExpectAndReturn(SLAVE_ADDRESS, 
0x29, 0x80); 
 
    TEST_ASSERT_INT16_WITHIN(1, 145, 
get_humidity_reading()); 
} 
 
 

 

humidity.c test_humidity.c 

Figure 19: Humidity Reading Tests for Validation 

The get_humidity_reading() function reads raw data from the humidity sensor, 

and computes the relative humidity level. A common test case when performing 
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calculations is to validate the results on both extremes of the input; that is, the maximum 

value of the input and the minimum value of the input. 

Using the setUp() function, we are able to carefully control the inputs to our 

equation. According to the HT221 datasheet [4], the values H0_RH, H1_RH, 

H0_T0_OUT, and H1_T0_OUT are factory calibrated, and remain constant through the 

life of the device. Therefore, we can use the setUp() function to set these variables to 

some default value before running each test. By controlling the constant variables, we are 

able to instruct our tests to expect a certain humidity level when we run our calculations. 

We can see that for the maximum value of our input, 32,767 or 0x7FFF, we expect a 

humidity level of -111%. Similarly, for our minimum input value, we expect a humidity 

level of 145%. Although these numbers may not represent a realistic output, the 

important part is in verifying the equation to compute humidity levels has been coded 

correctly. 

 

REGRESSION 

Figure 20 shows a function from the timer.c source file, as well as an 

accompanying unit test. 
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void Timer0IntHandler(void) 
{ 
    TimerIntClear(TIMER0_BASE, 
TIMER_TIMB_TIMEOUT); 
 
    if (get_humidity_reading() > 60) { 
        led_on(); 
    } else { 
        led_off(); 
    } 
} 

 

void 
test_wheninterrupted_thenreadhumidity() 
{ 
    
get_humidity_reading_ExpectAndReturn(40); 
 
    Timer0IntHandler(); 
} 

 

timer.c test_timer.c 

Figure 20: Correct Timer Implementation 

This particular test case is testing that, on a timer interrupt event, we are indeed 

calculating the humidity level. We can see that the test function expects a call to the 

get_humidity() function whenever we enter the interrupt handler, Timer0IntHandler(). 

In the function defined, we can see that the test case passes.  

Now suppose that the source code was modified to include a temperature sensor 

in a separate timer interrupt. Also suppose that, while modifying our source, we introduce 

an error into the Timer0IntHandler() function, where we incorrectly read from the 

temperature sensor instead of the humidity sensor.  
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void Timer0IntHandler(void) 
{ 
    TimerIntClear(TIMER0_BASE, 
TIMER_TIMB_TIMEOUT); 
 
    if (get_temperature_reading() > 60) { 
        led_on(); 
    } else { 
        led_off(); 
    } 
} 

 

void 
test_wheninterrupted_thenreadhumidity() 
{ 
    
get_humidity_reading_ExpectAndReturn(40); 
 
    Timer0IntHandler(); 
} 

 

timer.c test_timer.c 

Figure 21: Error Introduced in Timer Interrupt Handler 

Now when we run our unit test, we can see that the 

test_wheninterrupted_thenreadhumidity() test function fails, as shown in Figure 22. 

As we can see, by introducing unit tests, we have protected ourselves from regressions. 

With no testing in place, this error could potentially have gone undetected, as the timer 

module would have compiled and executed. However, by having a unit test in place, we 

were able to discover a logical error early in the process, and fix it before releasing it to 

production. 

 

 

Figure 22: Failing Tests 

CODE COVERAGE 

To discuss code coverage, we will once again be looking at the 

Timer0IntHandler() interrupt handler function from the timer module. 
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Recall that the purpose of our humidity sensing application was to turn on an LED 

when the humidity reads greater than 60%, and to turn off the LED when the humidity 

reads 60% or below. In the source code for Timer0IntHandler(), we can see that this 

logic is implemented as an if-else statement. 

This presents a challenge when testing embedded code. Without an actual 

humidity sensor to read from, we cannot get the humidity value from our environment. 

Additionally, without access to very expensive test equipment like a humidity chamber, it 

is difficult to manipulate our physical environment to exercise all areas of our code. In 

our particular case, we would need to find an environment with a humidity of greater than 

60%, and another environment with a humidity of less than 60%. However, there is also 

an implied third branch case, which would need to test functionality when the humidity 

level is equal to 60%. It is clear to see that without mocking, while covering a single 

branch may be easy, covering all branches of our if-else statement can be challenging. 

Fortunately, it is possible to mock objects within an embedded environment. The 

test functions shown in Figure 23 allow us to increase our code coverage. 
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void Timer0IntHandler(void) 
{ 
    TimerIntClear(TIMER0_BASE, 
TIMER_TIMB_TIMEOUT); 
 
    if (get_humidity_reading() > 60) { 
        led_on(); 
    } else { 
        led_off(); 
    } 
} 

 

void 
test_whenhumiditygreaterthan60_thenledturnson() 
{ 
    get_humidity_reading_ExpectAndReturn(70); 
    get_register_ExpectAndReturn(0x40025020, 
0x00000008); 
 
    Timer0IntHandler(); 
 
    
TEST_ASSERT_EQUAL_UINT32(registers[0x40025020], 
get_register(0x40025020)); 
} 
 
void 
test_whenhumidityequals60_thenledturnsoff() 
{ 
    get_humidity_reading_ExpectAndReturn(60); 
    get_register_ExpectAndReturn(0x40025020, 
0x00000000); 
 
    Timer0IntHandler(); 
 
    
TEST_ASSERT_EQUAL_UINT32(registers[0x40025020], 
get_register(0x40025020)); 
} 
 
void 
test_whenhumiditylessthan60_thenledturnsoff() 
{ 
    get_humidity_reading_ExpectAndReturn(40); 
 
    Timer0IntHandler(); 
 
    
TEST_ASSERT_EQUAL_UINT32(registers[0x40025020], 
0x00000000); 
} 
 

 

timer.c test_timer.c 

Figure 23: Timer Tests for Branch Coverage 

Mocking the humidity module allows the testing framework to take the path when 

a humidity reading is greater than 60%. This is represented by the test function 
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test_whenhumiditygreaterthan60_thenledturnson(). We can then create two more test 

cases that test the branches where the humidity is equal and less than 60%. Figure 24 

below shows us the code coverage of this particular function. 

 

 

Figure 24: Code coverage of function under test 

We can see that, by using mocks, we were able to cover all cases of the 

conditional statement. Without mocks, this level of validation would have required both 

the finalized hardware and expensive test equipment or a variety of different physical 

environments. 

DESIGN 

Unit test integration can help create more modular and robust designs. The code 

listings in Appendix A.1  and A.2 Alternate Implementation show the production and 

initial humidity module implementations, respectively.  

In the initial implementation, we can see that the humidity module is tightly 

coupled with the I
2
C code. The initialization code for the humidity module not only 

contains code to read factory programmed constants from the device, but initializes the 

serial interface hardware as well. In addition, when calculating the relative humidity 
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level, the initial implementation makes use of a static function, read_register(), to 

initiate a read from the I
2
C bus. 

It is clear that the code in A.2 Alternate Implementation is very difficult to test. 

The initialize_humidity() function violates modularity by completing several tasks, i.e. it 

is initializing the I
2
C interface and reading the constant, factory programmed values. 

Also, since the read_register() function is declared static, it is limited in scope to only 

this module. One possible workaround is to use preprocessor macros to define a different 

function signature, but this is prone to human error, and will not scale as modules become 

more complex. With this architecture, we are unable to inject test inputs to validate 

functionality. 

The code listing in A.2 Alternate Implementation shows the production version of 

the humidity module. The changes have increased the modularity of the design as the I
2
C 

code has been abstracted away, with the interface being exposed through the 

i2c_interace.h header file. By abstracting the I
2
C interface, the functions in the humidity 

module focus only on operations that specifically pertain to calculating the relative 

humidity level. Furthermore, by introducing a separate I
2
C interface, we are able to create 

mocks to simulate the physical bus, as shown in B.2 Mock I2C Interface.  

Furthermore, by abstracting away the hardware specific code, it is no longer 

bound to a specific interface. If requirements state that a SPI serial interface is used, the 

header file can be swapped with minimal impact on our humidity code. In fact, changing 

interfaces would minimally effect our mock objects as well, since CMock requires only a 

header file to create mocks. 
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Chapter 7: Conclusion 

Through the use of the Unity and CMock frameworks, I have demonstrated how 

unit testing can be implemented for use in embedded systems. Although there is some 

investment of time required upfront to start the process, there are numerous benefits that 

make it worthwhile. I have shown that unit tests provide value through automated 

validation of results, as well as protection against regression defects. In addition the 

introduction of a mocking framework can increase the amount of testable code and 

greatly improve the architecture of the software. 
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Chapter 8: Future Work 

The work presented in this report has been limited in scope to a relatively simple 

microcontroller application within a Unix-based development environment. In addition, 

this report has covered only a single testing framework. In order to further quantify the 

advantages and disadvantages of unit testing, different testing frameworks should be 

explored. Some examples of frameworks include cmocka [9] and AceUnit [10]. 

As mentioned, this report focused entirely on executing test cases in a Unix 

command line based environment. Since much of the industry still develops under the 

Windows operating system, it would be worthwhile to explore options for different 

platforms. One way to accomplish this goal is to port this work to a cross-platform 

development environment, such as the Java-based Eclipse IDE. 

Finally, this report focused primarily on simple, bare-metal microcontroller 

applications. Although many embedded systems programs can be tested in this manner, 

the procedures given in this report may need to be further refined for more sophisticated 

systems. More complex systems may include components such as a more sophisticated 

CPU architecture or the presence of some sort of operating system. A common simulation 

framework, such as QEMU, can be explored to extend unit testing capabilities to 

complex embedded environments [11]. 
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Appendices 
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APPENDIX A: HUMIDITY SOURCE CODE 

A.1 Production Code 

#include <stdint.h> 
#include <stdbool.h> 
#include "inc/hw_memmap.h" 
#include "inc/hw_i2c.h" 
#include "driverlib/pin_map.h" 
#include "driverlib/gpio.h" 
#include "driverlib/i2c.h" 
#include "driverlib/sysctl.h" 
 
#include "i2c_interface.h" 
#include "humidity.h" 
 
#define SLAVE_ADDRESS 0x5F 
 
static uint8_t H0_RH = 0; 
static uint8_t H1_RH = 0; 
static int16_t H0_T0_OUT = 0; 
static int16_t H1_T0_OUT = 0; 
 
int16_t get_humidity_reading() 
{ 
    int16_t H_OUT = 0; 
 
    uint8_t h_out_l = i2c_read_byte(SLAVE_ADDRESS, 0x28); 
    uint8_t h_out_h = i2c_read_byte(SLAVE_ADDRESS, 0x29); 
    H_OUT = (h_out_h << 8) | h_out_l; 
 
    int16_t humidity = ((H1_RH - H0_RH) * (H_OUT - H0_T0_OUT) / (H1_T0_OUT - 
H0_T0_OUT)) + H0_RH; 
 
    return humidity; 
} 
 
 
void initialize_humidity() 
{ 
    H0_RH = i2c_read_byte(SLAVE_ADDRESS, 0x30) / 2; 
    H1_RH = i2c_read_byte(SLAVE_ADDRESS, 0x31) / 2; 
 
    uint8_t h0_t0_l = i2c_read_byte(SLAVE_ADDRESS, 0x36); 
    uint8_t h0_t0_h = i2c_read_byte(SLAVE_ADDRESS, 0x37); 
    H0_T0_OUT = (h0_t0_h << 8) | (h0_t0_l); 
 
    uint8_t h1_t0_l = i2c_read_byte(SLAVE_ADDRESS, 0x3A); 
    uint8_t h1_t0_h = i2c_read_byte(SLAVE_ADDRESS, 0x3B); 
    H1_T0_OUT = (h1_t0_h << 8) | (h1_t0_l); 
} 
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A.2 Alternate Implementation 

#include <stdint.h> 
#include <stdbool.h> 
#include "inc/hw_memmap.h" 
#include "inc/hw_i2c.h" 
#include "driverlib/pin_map.h" 
#include "driverlib/gpio.h" 
#include "driverlib/i2c.h" 
#include "driverlib/sysctl.h" 
 
#include "humidity.h" 
 
#define SLAVE_ADDRESS 0x5F 
 
static uint8_t H0_RH = 0; 
static uint8_t H1_RH = 0; 
static int16_t H0_T0_OUT = 0; 
static int16_t H1_T0_OUT = 0; 
 
static uint32_t read_register(uint8_t register_address) 
{ 
    I2CMasterSlaveAddrSet(I2C0_BASE, SLAVE_ADDRESS, false); 
  
    I2CMasterDataPut(I2C0_BASE, register_address); 
    I2CMasterControl(I2C0_BASE, I2C_MASTER_CMD_BURST_SEND_START); 
  
    while(I2CMasterBusy(I2C0_BASE)) 
    { 
    } 
  
    I2CMasterSlaveAddrSet(I2C0_BASE, SLAVE_ADDRESS, true); 

  
    I2CMasterControl(I2C0_BASE, I2C_MASTER_CMD_SINGLE_RECEIVE); 

  
    while(I2CMasterBusy(I2C0_BASE)) 
    { 
    } 
  
    return I2CMasterDataGet(I2C0_BASE); 
} 
 
int16_t get_humidity_reading() 
{ 
    int16_t H_OUT = 0; 
 
    uint8_t h_out_l = read_register(SLAVE_ADDRESS, 0x28); 
    uint8_t h_out_h = read_register(SLAVE_ADDRESS, 0x29); 
    H_OUT = (h_out_h << 8) | h_out_l; 
 
    int16_t humidity = ((H1_RH - H0_RH) * (H_OUT - H0_T0_OUT) / (H1_T0_OUT - 
H0_T0_OUT)) + H0_RH; 
 
    return humidity; 
} 
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void initialize_humidity() 
{ 
 
    // 
    // The I2C0 peripheral must be enabled before use. 
    // 
    SysCtlPeripheralEnable(SYSCTL_PERIPH_I2C0); 
 
    // 
    // For this example I2C0 is used with PortB[3:2].  The actual port and 
    // pins used may be different on your part, consult the data sheet for 
    // more information.  GPIO port B needs to be enabled so these pins can 
    // be used. 
    // 
    SysCtlPeripheralEnable(SYSCTL_PERIPH_GPIOB); 
 
    // 
    // Configure the pin muxing for I2C0 functions on port B2 and B3. 
    // This step is not necessary if your part does not support pin muxing. 
    // 
    GPIOPinConfigure(GPIO_PB2_I2C0SCL); 
    GPIOPinConfigure(GPIO_PB3_I2C0SDA); 
 
    // 
    // Select the I2C function for these pins.  This function will also 
    // configure the GPIO pins pins for I2C operation, setting them to 
    // open-drain operation with weak pull-ups.  Consult the data sheet 
    // to see which functions are allocated per pin. 
    // 
    GPIOPinTypeI2CSCL(GPIO_PORTB_BASE, GPIO_PIN_2); 
    GPIOPinTypeI2C(GPIO_PORTB_BASE, GPIO_PIN_3); 
 
    I2CMasterInitExpClk(I2C0_BASE, SysCtlClockGet(), false); 
     
    H0_RH = read_register(SLAVE_ADDRESS, 0x30) / 2; 
    H1_RH = read_register(SLAVE_ADDRESS, 0x31) / 2; 
 
    uint8_t h0_t0_l = read_register(SLAVE_ADDRESS, 0x36); 
    uint8_t h0_t0_h = read_register(SLAVE_ADDRESS, 0x37); 
    H0_T0_OUT = (h0_t0_h << 8) | (h0_t0_l); 
 
    uint8_t h1_t0_l = read_register(SLAVE_ADDRESS, 0x3A); 
    uint8_t h1_t0_h = read_register(SLAVE_ADDRESS, 0x3B); 
    H1_T0_OUT = (h1_t0_h << 8) | (h1_t0_l); 
} 
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APPENDIX B: I2C INTERFACE 

B.1 I2C Header File 

 

/* 
 * i2c_interface.h 
 */ 
 
#ifndef INC_I2C_INTERFACE_H_ 
#define INC_I2C_INTERFACE_H_ 
 
void initialize_i2c(); 
uint8_t i2c_read_byte(uint8_t slave_address, uint8_t register_address); 
 
#endif /* INC_I2C_INTERFACE_H_ */ 
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B.2 Mock I2C Interface 

 

/* AUTOGENERATED FILE. DO NOT EDIT. */ 
#ifndef _MOCK_I2C_INTERFACE_H 
#define _MOCK_I2C_INTERFACE_H 
 
#include "i2c_interface.h" 
 
/* Ignore the following warnings, since we are copying code */ 
#if defined(__GNUC__) && !defined(__ICC) 
#if !defined(__clang__) 
#pragma GCC diagnostic ignored "-Wpragmas" 
#endif 
#pragma GCC diagnostic ignored "-Wunknown-pragmas" 
#pragma GCC diagnostic ignored "-Wduplicate-decl-specifier" 
#endif 
 
void mock_i2c_interface_Init(void); 
void mock_i2c_interface_Destroy(void); 
void mock_i2c_interface_Verify(void); 
 
 
 
 
#define initialize_i2c_Ignore() initialize_i2c_CMockIgnore() 
void initialize_i2c_CMockIgnore(void); 
#define initialize_i2c_Expect() initialize_i2c_CMockExpect(__LINE__) 
void initialize_i2c_CMockExpect(UNITY_LINE_TYPE cmock_line); 
#define i2c_read_byte_IgnoreAndReturn(cmock_retval) 
i2c_read_byte_CMockIgnoreAndReturn(__LINE__, cmock_retval) 
void i2c_read_byte_CMockIgnoreAndReturn(UNITY_LINE_TYPE cmock_line, uint8_t 
cmock_to_return); 
#define i2c_read_byte_ExpectAndReturn(slave_address, register_address, cmock_retval) 
i2c_read_byte_CMockExpectAndReturn(__LINE__, slave_address, register_address, 
cmock_retval) 
void i2c_read_byte_CMockExpectAndReturn(UNITY_LINE_TYPE cmock_line, uint8_t 
slave_address, uint8_t register_address, uint8_t cmock_to_return); 
 
#endif 
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APPENDIX C: USING THE PROJECT IN GITHUB 

 

This project assumes a Unix environment, and has been tested using Ubuntu 16.0 

 

Download Unity and CMock into /opt directory 

cd /opt 
git clone https://github.com/ThrowTheSwitch/Unity.git 
git clone https://github.com/ThrowTheSwitch/CMock.git 

 

Download the sample code 

cd /path/to/working/directory 
git clone https://github.com/steve-kim/EmbeddedUnitTesting.git 

 

Set environment variables 

export UNITY_DIR=/opt/Unity 
export MOCK_OUT=./test/mocks 

 

The unit tests can be executed for each project by using Make 

make test 

  



 48 

APPENDIX D: EXAMPLE TEST_RUNNER.C FILE 

 
/* AUTOGENERATED FILE. DO NOT EDIT. */ 
 
/*=======Test Runner Used To Run Each Test Below=====*/ 
#define RUN_TEST(TestFunc, TestLineNum) \ 
{ \ 
  Unity.CurrentTestName = #TestFunc; \ 
  Unity.CurrentTestLineNumber = TestLineNum; \ 
  Unity.NumberOfTests++; \ 
  CMock_Init(); \ 
  UNITY_CLR_DETAILS(); \ 
  if (TEST_PROTECT()) \ 
  { \ 
      setUp(); \ 
      TestFunc(); \ 
  } \ 
  if (TEST_PROTECT() && !TEST_IS_IGNORED) \ 
  { \ 
    tearDown(); \ 
    CMock_Verify(); \ 
  } \ 
  CMock_Destroy(); \ 
  UnityConcludeTest(); \ 
} 
 
/*=======Automagically Detected Files To Include=====*/ 
#include "unity.h" 
#include "cmock.h" 
#include <setjmp.h> 
#include <stdio.h> 
#include "led.h" 
#include "mock_mcu.h" 
 
/*=======External Functions This Runner Calls=====*/ 
extern void setUp(void); 
extern void tearDown(void); 
extern void test_LedOn_should_SetGpio(void); 
extern void test_LedOff_should_ClearGpio(void); 
 
 
/*=======Mock Management=====*/ 
static void CMock_Init(void) 
{ 
  mock_mcu_Init(); 
} 
static void CMock_Verify(void) 
{ 
  mock_mcu_Verify(); 
} 
static void CMock_Destroy(void) 
{ 
  mock_mcu_Destroy(); 
} 



 49 

 
/*=======Test Reset Option=====*/ 
void resetTest(void); 
void resetTest(void) 
{ 
  CMock_Verify(); 
  CMock_Destroy(); 
  tearDown(); 
  CMock_Init(); 
  setUp(); 
} 
 
 
/*=======MAIN=====*/ 
int main(void) 
{ 
  UnityBegin("test/test_led.c"); 
  RUN_TEST(test_LedOn_should_SetGpio, 16); 
  RUN_TEST(test_LedOff_should_ClearGpio, 24); 
 
  CMock_Guts_MemFreeFinal(); 
  return (UnityEnd()); 
} 
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APPENDIX E: SAMPLE MAKEFILE 

 

UNITY_ROOT=/opt/Unity 
CMOCK_ROOT=/opt/CMock 
 
MOCK_OUT=./test/mocks 
 
CC ?= gcc 
 
CFLAGS=-Wall -g --coverage -mcmodel=medium 
 
INC_DIRS=-I/opt/TivaWare-TMC4 -I./ 
TEST_INC=-I$(UNITY_ROOT)/src -I$(CMOCK_ROOT)/src -I/home/steve-kim/workspace/TivaWare-
TMC4 -I./ -I./test/mocks -I./test 
 
LIB_DIRS=-L/opt/TivaWare-TMC4/driverlib/gcc 
TEST_LIBS=-L/home/steve-kim/workspace/TivaWare-TMC4/driverlib/gcc 
 
LIBS=-ldriver 
 
SYMBOLS=-DTEST 
 
SRC_FILES=blinky.c led.c 
TEST_FILES=$(UNITY_ROOT)/src/unity.c $(CMOCK_ROOT)/src/cmock.c test/test_led.c 
test/test_runners/test_led_runner.c test/mocks/mock_mcu.c led.c 
 
TARGET_EXTENSION=.out 
TARGET_PRODUCTION=blinky 
TARGET_TEST=blinky_test 
 
all: clean default 
 
unity.o: /home/steve-kim/workspace/CMock/vendor/unity/src/unity.c 
    ${CC} -o $@ -c $< -I /home/steve-kim/workspace/CMock/vendor/unity/src 
 
cmock.o: /home/steve-kim/workspace/CMock/src/cmock.c 
    ${CC} -o $@ -c $< -I /home/steve-kim/workspace/CMock/vendor/unity/src -I 
/home/steve-kim/workspace/CMock/src 
 
./test/mocks/mock_mcu.c: ./test/mcu.h 
    @CMOCK_DIR=$(CMOCK_ROOT) 
    @MOCK_OUT=$(MOCK_OUT) ruby $(CMOCK_ROOT)/scripts/create_mock.rb ./test/mcu.h 
 
default: 
    $(CC) $(CFLAGS) $(SYMBOLS) $(INC_DIRS) $(LIB_DIRS) $(SRC_FILES) $(LIBS) -o 
$(TARGET_PRODUCTION)$(TARGET_EXTENSION) 
 
test: ./test/mocks/mock_mcu.c 
    ruby $(UNITY_ROOT)/auto/generate_test_runner.rb test/test_led.c 
test/test_runners/test_led_runner.c 
    $(CC) $(CFLAGS) $(SYMBOLS) $(TEST_INC) $(TEST_LIBS) $(TEST_FILES) $(LIBS) -o 
$(TARGET_TEST)$(TARGET_EXTENSION) 
    ./$(TARGET_TEST)$(TARGET_EXTENSION) 
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clean: 
    rm -f *$(TARGET_EXTENSION) *.gc* 
 

.PHONY: test 
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