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With an immense growth in data, there is a great need for training and

testing machine learning models on very large data sets. Several standard non-

linear algorithms based on either kernels (e.g., kernel support vector machines

and kernel ridge regression) or decision trees (e.g., gradient boosted decision

trees) often yield superior predictive performance on various machine learning

tasks compared to linear methods; however, they suffer from severe computation

and memory challenges when scaling to millions of data instances. To overcome

these challenges, we develop a family of scalable kernel-approximation-based

and decision-tree-based algorithms to reduce the computational cost of non-

linear methods in terms of training time, prediction time and memory usage.

We further show their superior performance on a wide range of machine learning

tasks including large-scale classification, regression, and extreme multi-label

learning.

In particular, we make the following contributions: (1) We develop a

family of memory efficient kernel approximation algorithms by exploiting the
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structure of kernel matrices. The proposed kernel approximation scheme can

significantly speed up the training phase of kernel machines; (2) We make

the connection between forming a kernel approximation and predicting new

instances using kernel machines, and propose a series of improvements over

the classical Nyström kernel approximation method. We show that these

improvements result in an order of magnitude speed-up in prediction time on

large-scale classification and regression tasks with millions of training instances;

(3) We overcome the challenges of applying decision trees to the extreme multi-

label classification problem, which can have more than 100,000 different labels,

and develop the first Gradient Boosting Decision Tree (GBDT) algorithm for

extreme multi-label learning. We show that the modified GBDT algorithm

achieves substantial reductions in prediction time and model size.
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Chapter 1

Introduction

In machine learning, linear and non-linear methods form two important

classes of algorithms. Typically, linear methods (1) are fast at training time

as well as prediction time, (2) have modest memory requirement, and (3)

work well for some practical problems such as document classification. Linear

methods assume that the data is linearly separable; however, for some real-

world applications, the underlying problem is non-linear. For example, the

XOR function can not be learned by a linear classifier. Non-linear methods such

as kernel methods and decision trees are applied to deal with this challenge.

Compared to linear methods, non-linear methods achieve higher prediction

accuracy, but usually take more time to train and to make predictions. The

goal is to answer the question: can we reduce the computational gap between

linear and non-linear methods without compromising accuracy? In particular,

we want to reduce the computational cost of non-linear methods in terms of

training time, prediction time, and memory usage.

Kernel methods [60] are a class of non-linear algorithms that first map

samples from the input space to a high-dimensional feature space. In the high-

dimensional feature space, various methods can be applied depending on the

machine learning task such as kernel support vector machines (SVM) [11] [28]
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and kernel ridge regression [58]. A key issue in scaling up kernel machines is the

storage and computation of the kernel matrix, which is usually dense. Storing

this dense kernel matrix requires O(n2) space, and computing it requires O(n2d)

operations, where n is the number of data points and d is the dimension. As

an example, for the MNIST2M dataset (containing 2 million data points), it

takes 16TBytes space to store and more than 10 hours to compute the n× n

dense kernel matrix.

A common approach to achieve scalability is to approximate the kernel

matrix using limited memory storage. This approach not only resolves the

memory issue but also speeds up kernel machine solvers because the time

complexity for kernel machines is usually proportional to the amount of memory

used to represent the kernel. Most kernel approximation methods aim to form

a low-rank approximation G ≈ CCT for the kernel matrix G, with C ∈ Rn×k

and rank k � n. Although Singular Value Decomposition (SVD) yields the

best rank-k approximation, SVD often cannot be applied as it requires the

entire kernel matrix to be computed and stored. To overcome this issue, many

methods have been proposed to approximate the best rank-k approximation of

a kernel matrix, including greedy basis selection techniques [66], incomplete

Cholesky decomposition [20], and Nyström methods [75].

However, is low-rank approximation the most memory efficient way to

approximate a kernel matrix? In Chapter 3, we first make the observation

that for shift-invariant kernels, the kernel structure varies from low-rank to

block-diagonal as the scaling parameter γ varies from 0 to∞. This observation
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suggests that even the best rank-k approximation can have extremely large

approximation error when γ is large, so we investigate methods that exploit

the block structure of the kernel matrix. In particular, we discuss the Memory

Efficient Kernel Approximation (MEKA) framework to approximate the kernel

matrix. This framework analyzes the use of clustering on the data points to

efficiently exploit the block structure of shift-invariant kernels. We show that

the individual blocks generated by kmeans clustering have low-rank structure,

which motivates us to apply Nyström low-rank approximation to each block

separately. Between-cluster blocks are then approximated in a memory-efficient

manner. Our approach only needs O(nk+ (ck)2) memory to store a rank-ck ap-

proximation(where c� n is the number of clusters), while traditional low-rank

methods need O(nk) space to store a rank-k approximation. Therefore, using

the same amount of storage, MEKA can achieve lower approximation error

than the commonly used low-rank methods. Moreover, MEKA takes less com-

putation time than other low-rank methods to achieve a given approximation

error.

Furthermore, we will apply block kernel approximation following the

divide-and-conquer principle to speed up kernel ridge regression (KRR) and

show its generalization error bounds. In particular, given n samples, we first

separate the points based on some underlying disjoint partition of the input

space (possibly via clustering) and then compute a KRR estimate for each

partition. Then for each partition, we consider its own local estimate for

prediction. We establish conditions under which we can give generalization
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bounds for this estimator as well as achieve optimal minimax rates. We also

show that the approximation error component of the generalization error is less

than that of a single KRR estimate fit on the whole dataset, thus providing

both statistical and computational advantages over a single KRR estimate over

the entire data (or an averaging over random partitions as in other recent work

[85]). Lastly, we provide experimental validation for our proposed estimator

and our assumptions.

Nyström approximation [75], a low-rank approximation algorithm, has

drawn considerable attention for very large-scale datasets. Nyström approxi-

mation generates the low-rank approximation of the kernel matrix by sampling

a few landmark points from the data. Several works [75, 45, 29] show that

Nyström kernel approximations are efficient for scaling up kernel machines

in both training and prediction phases. In Chapter 4, we improve Nyström

approximation by constructing pseudo-landmark points. The first way to

construct pseudo-landmark points denoted Fast-Nys involves the use of fast

transforms such as fast Haar and Hadamard transforms to generate structured

landmark points. Fast transforms have been widely used in machine learning

community (for example, speeding up random projection in [43] and [22]);

however, their benefit in constructing structured landmark points to improve

Nyström methods has never been investigated. By enforcing the structure

of the landmark points, Fast-Nys with a fixed time budget can compute ker-

nel approximation with many more landmark points compared to traditional

Nyström approximation. Also, Fast-Nys casts the landmark points learning
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problem into an optimization problem with structural constraints, which can

be solved efficiently in a k-means-like scheme. Based on these new structured

landmark points, the kernel values can be quickly evaluated, thus reducing the

time complexity of forming the low-rank Nyström approximation. Another way

to generate pseudo-landmark points is through polynomial functions, which

can speed up the computation of kernel value between two data points. In this

chapter, we also provide experimental results for different pseudo-landmark

points in Nyström approximation. Chapters 3 and 4 discussed two types of

kernel approximation frameworks: Chapter 3 mainly considers the structure

of the kernel matrix, e.g., block and low-rank structures, to form the kernel

approximation, while Chapter 4 considers generating pseudo-landmark points

in Nyström approximation to achive good kernel approximation. The meth-

ods proposed in Chapter 4 can be used as the basic low-rank approximation

methods in MEKA proposed in Chapter 3.

In Chapter 5, we focus on applying the previous kernel approximation

methods for speeding up the training and prediction phases in kernel machines.

To achieve fast training, we make the connection between the memory usage of

kernel approximation and the training cost of kernel ridge regression. We also

explain why MEKA can speed up the training time of kernel ridge regression.

Empirically, we show that MEKA performs better than other Nyström-based

methods for kernel ridge regression. As an example, on the mnist2m dataset

with 2 million samples, MEKA takes 550 seconds on a single machine using

less than 500 MBytes memory to achieve accuracy comparable with standard
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Nyström approximation, which takes more than 2700 seconds and uses more

than 2 GBytes memory on the same problem. To make the prediction faster,

we make the connection between the prediction time in kernel methods and the

cost for computing the kernel value between two data points and explain why

methods based on pseudo-landmark points based methods, namely Fast-Nys

and DC-Pred++ (a divide-and-conquer based fast prediction algorithm using

pseudo landmark points), can speed up the prediction of kernel machines.

More specifically, to test a new sample, using m landmark points, traditional

Nyström takes Θ(md) time to make a prediction, and due to the benefit of

fast transforms, the time complexity can be reduced to Θ(m log d) or Θ(m) via

Fast-Nys.

Besides using kernel approximation for fast prediction, we are interested

in kernel approximation based on the loss function for different tasks. We

propose a new family of Goal-Directed Kernel Approximation algorithms.

Instead of minimizing the kernel approximation error without any knowledge

of the final goal, e.g., classification or regression, we formulate the kernel

approximation stage and the model learning stage together as a unified objective;

as a result, low-rank kernels can be learned by optimizing the desired final goal.

This results in two algorithms, goal-directed Fourier feature and goal-directed

Nyström approximation, and both can be used to scale up various kernel

machines. We apply these algorithms to solve three important machine leaning

problems: classification, regression, and inductive matrix factorization. In

all three problems, both methods demonstrate significant improvement over

6



existing methods.

Besides kernel methods, another important class of non-linear methods

are decision trees. In Chapter 6, we will discuss how to improve decision

trees. Decision trees are widely used in industrial applications due to several

benefits: (1) data normalization is not needed; (2) it is easy to implement;

(3) the trained model is easy to understand; (4) training and prediction are

fast. Using just one decision tree, however, might not be good enough for

some applications. Boosting methods, which combine many base learners

together, are a good way to improve the performance over a single model.

Gradient Boosted Decision Trees (GBDT)[21] combines the idea of boosting

and decision trees. More specifically, it produces a prediction model in the

form of an ensemble of decision trees. We mainly discuss the modification

of GBDT and its application to binary classification and multi-label learning

tasks. For multi-label learning, we focus on decreasing the prediction time

and model size for extreme multi-label learning, an issue not addressed by the

current literature [52, 4]. Applying GBDT to extreme multi-label setting has

several challenges: (1) large dense gradient/residual matrix, (2) imbalanced

trees due to data sparsity and (3) large memory footprint for leaf nodes in

decision trees. We overcome the above three challenges by (a) introducing

label vector sparsity at leaf nodes to solve challenge (1) and (3); and (b) using

low-rank embeddings to make features dense to solve challenge (2), allowing us

to handle the datasets with a large number of labels. Compared to state-of-the

art baselines, our method shows an order of magnitude speed-up in prediction

7



time and an order of magnitude reduction in model size on datasets with more

than 100,000 labels.
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Chapter 2

Related Work

Kernel machines are widely used for solving non-linear problems. Due

to the O(n2d) time and O(n2) space complexity of forming and storing kernel

matrix, kernel machines are slow in both training and prediction phases. To

scale up kernel machines, a promising way is to form the low-rank approximation

of the kernel matrix.

To approximate the kernel matrix using limited memory, one common

way is to use a low-rank approximation. The best rank-k approximation can

be obtained by the SVD, but it is computationally prohibitive when n grows to

tens of thousands. To address the scalability issue of SVD, approximate SVD

solvers such as randomized SVD [24] have been widely used for large-scale data.

To exploit the sparse structure of large-scale network data, an alternative is to

apply CUR matrix decomposition [48] that explicitly expresses the low-rank

decomposition in terms of a small number of rows and columns of the original

data matrix. Unfortunately, to approximate kernel matrices, all the above

approaches need to compute the entire kernel matrix, so the time complexity

is at least O(dn2).

Many algorithms have been proposed to overcome the prohibitive time

9



and space complexity of SVD for approximating kernel matrices. They can

be categorized into two classes: methods that explicitly approximate kernel

matrices, and methods that approximate the kernel function.

Approximating the kernel matrix. The first class of approaches

approximates the kernel matrix based on a subset of sampled elements; as a

result, all of them are data dependent. Nyström method [75] is the most widely

used technique to approximate the kernel matrix given a sampled subset of

columns. To form a rank-k approximation, Nyström approximation requires

O(nk2 + k3) time. Many strategies have been proposed to improve over the

basic Nyström approximation, including ensemble Nyström [40], Nyström

with k-means to obtain benchmark points [83, 81], randomized Nyström [45],

Nyström approximation with shift [72], and adding ”pseudo landmark points”

to the Nyström approximation [29].

Different Nyström sampling strategies are analyzed and compared in

[41, 22]. Standard Nyström [75] uniformly samples landmark points from the

dataset. Many other landmark points selection algorithms have been proposed,

including k-means sampling [83], sampling based on norm of corresponding

kernel columns [17], ensemble Nyström [40], entropy-based selection [5], and

leverage score based sampling [22]. [23] further proposed to use Hadamard

transform to speedup the leverage score computation.

Besides Nyström approximation, [20] used the incomplete Cholesky

decomposition with pivoting for approximating kernel matrices, which requires

O(nk2 + nkd) time for computing a rank-k approximation. [3] incorporated
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side information (labels) into the incomplete Cholesky decomposition, and

show that the resulting problem can be solved with the same O(nk2 + nkd)

time complexity. Finally, [1] proposed a sampling and reweighted approach to

obtain an unbiased estimator of the kernel-vector product, and use subspace

iteration to approximate the top k eigenvectors.

Approximating the kernel function. The second class of methods

is to directly approximate the kernel function without computing elements

of the kernel matrix, so the approximation does not depend on the data.

To approximate the kernel function, a typical approach is to find a feature

mapping Z : Rd → Rk where the kernel function K(x,y) can be approximated

by Z(x)TZ(y). [54, 55] define the random feature map for shift invariant kernel

functions based on the Fourier transform. In the resulting Random Kitchen

Sinks (RKS) algorithm, the main computation turns out to be the matrix vector

multiplication Wxi for each instance xi, where W is a Gaussian random matrix.

To improve efficiency, [43] show that the computation of Wxi can be sped up

by the fast Hadamard transform. On the other hand, [77] propose to use a

quasi Monte Carlo approach to improve the approximation performance of RKS.

In addition to shift invariant kernels, [37] construct the random feature map

for polynomial kernels, and [25] propose the condensed random feature map

to improve performance. To speed up the computation of RKS, Fastfood[43]

applies the Hadamard transform to generate random features. Several papers

have focused on exploiting the structure of the kernel matrix: [28] considers the

block structure of the kernel matrix and [64] considers both low-rank and block
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structure of the shift-invariant kernel matrix to reduces the memory usage. [13]

approximate the Gaussian kernel by the t-th order Taylor expansion, but it

requires O(dt) features, which is computationally expensive for large d or t. [9]

propose to use the kernel expansion for low-degree polynomial kernels.

Kernel approximation can speed up training and prediction of kernel

machines. Besides kernel approximation, there are many work focusing on

improving the prediction time. There have been substantial works on speeding

up the prediction time of kernel SVMs, and most of the approaches can be

applied to other kernel methods such as kernel ridge regression. Most of the

previous works can be categorized into the following three types:

Preprocessing. Reducing the size of the training set usually yields

fewer support vectors in the model, and thus results in faster prediction speed.

[50] proposed a “squashing” approach to reduce the size of training set by

clustering and grouping nearby points. [49] proposed to select the extreme

points in the training set to train kernel SVM. The previous mentioned kernel

approximation methods can also belong to this category.

Post-processing. Post-processing approaches are designed to reduce

the number of support vectors in the testing phase. A comprehensive compari-

son of these reduced-set methods has been conducted in [36], and results show

that the incremental greedy method [59] implemented in STRtool achieves the

best performance. Another randomized algorithm to refine the solution of the

kernel SVM has been recently proposed in [12].
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Modified Training Process. Another line of research aims to reduce

the number of support vectors by modifying the training step. [38] proposed a

greedy basis selection approach; [70] proposed a Core Vector Machine (CVM)

solver to solve the L2-SVM. [33] applied a cutting plane subspace pursuit

algorithm to solve the kernel SVM. The Reduced SVM (RSVM) [44] selected a

subset of features in the original data, and solved the primal problem of kernel

SVM. Locally Linear SVM (LLSVM) [42] represented each sample as a linear

combination of its neighbors to yield efficient prediction speed. Instead of

considering the original kernel SVM problem, [35] developed a new tree-based

local kernel learning model (LDKL), where the decision value of each sample is

computed by a series of inner products when traversing the tree.

Another class of important non-linear methods contains tree based

algorithms, e.g., decision trees [6, 53]. Decision trees have been widely used

in industrial applications due to (1) no need for data normalization or pre-

processing; (2) is easy to implement and understand; (3) fast training and

prediction. Decision tree algorithms are often categorized into two types: re-

gression trees and classification trees[6]. Most decision tree algorithms are

different in strategy to split nodes in the tree, e.g, using Gini impurity or

information gain[6]; however, using just one decision tree might not be powerful

enough for some applications. One way to improve single decision tree is to

use ensemble methods that combine different trees together. There are many

standard ensemble methods, e.g., random forest[7][46] and gradient boosted

decision trees(GBDT)[21]. Random forest builds T (usually T is in thousands)
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decision trees from the data and outputs the average of the predictions from

all T trees. Random forest is widely applied in machine learning community.

For example,[2] applied random forest for multi-label learning, and [46] used

random forest for regression and classification.

Random forest is easy to understand and implement, and embarrassingly

parallel; however, there is no connection between these T trees resulting

in redundant models. Gradient boosted decision trees (GBDT)[21] is thus

proposed to improve random forest. In GBDT, each new tree is added to

the ensemble sequentially based all the previous trees, and thus these trees

are related. As a consequence, GBDT usually needs less trees than random

forest. Many research have been done to improve GBDT, e.g., RGF[34] and

LogitBoost[69]. Another way to improve decision tree is to learn the structure of

the decision tree via optimization. Benefits of this method are (1) to construct

balanced trees for sparse data; (2) to incorporate the information from the

machine learning task. LDKL[35] learned the tree structure for speeding up

the prediction in binary classification. FastXML[52] learned the tree structure

for multi-label learning, and achieves state-of-the-art performance. This model

can be applied in real-time applications, e.g., mobile apps, where response time

and model size is one of the main concerns.

In Appendix, we show the source of datasets tested in this thesis.
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Chapter 3

Structure based Kernel Approximation

We focus on large-scale machine learning problems, and kernel machines

suffer from scalability issue when training with millions of instances. A key

issue in scaling up kernel machines is the storage and computation of the

kernel matrix, which is usually dense. Storing the dense kernel matrix takes

O(n2) space, while computing it requires O(n2d) operations, where n is the

number of data points and d is the dimension. A common approach to achieve

scalability is to approximate the kernel matrix using limited memory storage.

This approach not only resolves the memory issue, but also speeds up kernel

machine solvers, because the time complexity for kernel machines is usually

proportional to the amount of memory used to represent the kernel matrix.

In this Chapter, we will first discuss the structure of kernel matrix, and then

introduce several structure based kernel approximation methods, and finally

show how to apply them in large-scale classification and regression problems.

The materials presented in this chapter have been published in [64]. Si Si formulated
the problems, developed the algorithms, and conducted experiments. Professor Dhillon
supervised the work.
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3.1 Structure of shift-invariant kernel matrices

The previous study on kernel approximation does not consider the

structure of the kernel matrix. Next we will investigate the behavior of kernel

matrix. We use the Gaussian kernel as an example to discuss the structure of

the kernel matrix under different scale parameters. Given two samples xi and

xj , the Gaussian kernel is given by K(xi,xj)=e−γ‖xi−xj‖22, where γ is a scale or

width parameter; the corresponding kernel matrix entries are Gij = K(xi,xj).

Low-rank approximation has been widely used to obtain an approximation for

kernel matrices. However, under different scale parameters, the kernel matrix

has quite different structures, suggesting that different approximation strategies

should be used for different γ.

Let us examine two extreme cases of the Gaussian kernel: when γ → 0,

G→ eeT where e = [1, . . . , 1]T . As a consequence, G is close to low-rank when

γ is small. However, at the other extreme as γ →∞, G changes to the identity

matrix, which has full rank with all eigenvalues equal to 1. In this case, G

does not have a low-rank structure, but has a block/clustering structure. This

observation motivates us to consider both low rank and clustering structure of

the kernel matrix. Figures 3.1a and 3.1b give an example of the structure of a

Gaussian kernel with different γ on a real dataset by randomly sampling 5000

samples from the covtype dataset.

Before discussing further details, we first contrast the use of block and

low-rank approximations on the same dataset. We compare approximation

errors for different methods when they use the same amount of memory in
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Figure 3.1c. Clearly, low-rank approximation methods work well only for very

small γ values. Block Kernel Approximation (BKA), as proposed in Section

3.1.1, is a simple way to use clustering structure of G that is effective for large

γ. Our proposed method MEKA considers both block and low-rank structure

of the kernel, and thus performs better than others under different γ values as

seen in Figure 3.1c.

(a) The Gaussian kernel ma-
trix with γ = 0.1 on covtype
dataset

(b) The Gaussian kernel ma-
trix with γ = 1 on covtype
dataset

(c) Comparison of different ker-
nel approximation methods for
various γ.

Figure 3.1: (a) and (b) show that the structure of the Gaussian kernel matrix

K(x,y) = e−γ‖x−y‖
2

for the covtype data tends to become more block diagonal
as γ increases(dark regions correspond to large values, while lighter regions
correspond to smaller values). Plot (c) shows that low-rank approximations
work only for small γ, and Block Kernel Approximation (BKA) works for large
γ, while our proposed method MEKA works for small as well as large γ.

3.1.1 Clustering structure of shift-invariant kernel matrices

There has been substantial research on approximating shift-invariant

kernels [54]. A kernel function K(xi,xj) is shift-invariant if the kernel value

depends only on xi − xj, that is, K(xi,xj) = f(η(xi − xj)) where f(·) is a

function that maps Rd to R, and η > 0 is a constant to determine the “scale”
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of the data. η is very crucial to the performance of kernel machines and is

usually chosen by cross-validation. We further define gu(t) = f(ηtu) to be a

one variable function along u’s direction where u is an unit vector. We assume

the kernel function satisfies the following property:

Assumption 1. gu(t) is differentiable for all t 6= 0.

Most of the practically used shift-invariant kernels satisfy the above

assumption, for example, the Gaussian kernel (K(x,y) = e−γ‖x−y‖
2
2), and the

Laplacian kernel (K(x,y) = e−γ‖x−y‖1). It is clear that η2 is equivalent to γ

for the Gaussian kernel. When η is large, off-diagonal blocks of shift-invariant

kernel matrices will become small, and most of the information is concentrated

in the diagonal blocks. To approximate the kernel matrix by exploiting this

clustering structure, we first present a simple Block Kernel Approximation

(BKA) as follows. Given a good partition V1, . . . ,Vc of the data points, where

each Vs is a subset of {1, . . . , n}, BKA approximates the kernel matrix as:

G ≈ G̃ ≡ G(1,1) ⊕G(2,2) ⊕ · · · ⊕G(c,c). (3.1)

Here, ⊕ denotes direct sum and G(s,s) denotes the kernel matrix for block

Vs – note that this implies that diagonal blocks G̃(s,s) = G(s,s) and all the

off-diagonal blocks, G̃(s,t) = 0 with s 6= t.

BKA is useful when η is large. By analyzing its approximation error,

we now show that k-means in the input space can be used to capture the

clustering structure for shift-invariant kernels. The approximation error equals
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‖G̃−G‖2
F =

∑
i,jK(xi,xj)

2−
∑c

s=1

∑
i,j∈Vs

K(xi,xj)
2. Since the first term is

fixed, to minimize the error ‖G̃−G‖2
F , it is equivalent to maximize the second

term, the sum of squared within-cluster entries D =
∑c

s=1

∑
i,j∈Vs

K(xi,xj)
2.

However, directly maximizing D will not give a useful partition – the

maximizer will assign all the data into one cluster. The same problem occurs

in graph clustering [62, 71]. A common approach is to normalize D by each

cluster’s size |Vs|. The resulting spectral clustering objective (also called ratio

association) is:

Dkernel({Vs}cs=1) =
c∑
s=1

1

|Vs|
∑
i,j∈Vs

K(xi,xj)
2. (3.2)

Maximizing (3.2) usually yields a balanced partition, but the computation is

expensive because we have to compute all the entries in G. In the following

theorem, we derive a lower bound for Dkernel({Vs}cs=1):

Theorem 1. For any shift-invariant kernel that satisfies Assumption 1,

Dkernel({Vs}cs=1) ≥ C̄ − η2R2Dkmeans({Vs}cs=1) (3.3)

where C̄ = nf(0)2

2
, R is a constant depending on the kernel function, and

Dkmeans ≡
∑c

s=1

∑
i∈Vs
‖xi −ms‖2

2 is the k-means objective function, where

ms=(
∑

i∈Vs
xi)/|Vs|, s=1,· · ·, c, are the cluster centers.

Proof. We use u to denote the unit vector in the direction of xi−xj (xi 6= xj).

By the mean value theorem, we have

K(xi,xj) = gu(η‖xi − xj‖2) = gu(0) + ηg′u(s)‖xi − xj‖2
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for some s ∈ (0, η‖xi − xj‖2). By definition, f(0) = gu(0), so

f(0) ≤ K(xi,xj) + ηR‖xi − xj‖2, (3.4)

where R := sup
θ∈R,‖v‖=1

|g′v(θ)|. (3.5)

Squaring both sides of (3.4) we have

f(0)2 ≤K(xi,xj)
2 + η2R2‖xi − xj‖2

2 + 2K(xi,xj)(ηR‖xi − xj‖2).

From the classical arithmetic and geometric mean inequality, we can upper

bound the last term by

2K(xi,xj)(ηR‖xi − xj‖2) ≤ K(xi,xj)
2 + η2R2‖xi − xj‖2

2,

therefore

f(0)2

2
≤ K(xi,xj)

2 + η2R2‖xi − xj‖2
2. (3.6)

Plugging (3.6) into (3.2), we have

Dkernel({Vs}cs=1) ≥
c∑
s=1

1

|Vs|
∑
i,j∈Vs

(
f(0)2

2
− η2R2‖xi − xj‖2

2

)

≥ nf(0)2

2
− η2R2

c∑
s=1

1

|Vs|
∑
i,j∈Vs

‖xi − xj‖2
2,

which can be manipulated to prove the desired bound (3.3).

Interestingly, the right hand side of (3.3) can be maximized when the

k-means objective function Dkmeans is minimized. Therefore, although optimal

solutions for k-means and ratio association might be different (consider the two

circles data, when each circle forms a cluster), Theorem 1 shows that conducting
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k-means in the input space will provide a reasonably good way to exploit the

clustering structure of shift-invariant kernels, especially when it is infeasible

to perform spectral clustering on G which might need precomputation of the

entire kernel matrix. Figure 3.2 shows that the partition from k-means can

often work as well as spectral clustering on G, which directly optimizes Dkernel,

and both of them are much better than random partitions. One advantage of

conducting k-means is that the time complexity of each iteration is O(ndc),

which is much less than computing the kernel when the dimensionality d� n.

(a) covtype (b) cadata

Figure 3.2: The Gaussian kernel approximation error of BKA using different
ways to generate five partitions on 500 samples from covtype and cadata; on
these data sets k-means in the input space performs similarly to spectral
clustering on the kernel matrix, but is more efficient.

3.1.2 Speeding up Kernel SVM with BKA

In this section we will show how to use block kernel approximation(BKA)

to divide kernel SVM problem into subproblems and significantly speed up the

computation. Given a set of instance-label pairs (xi, yi), i = 1, . . . , n,xi ∈ Rd
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and yi ∈ {1,−1}, the main task in training the kernel SVM is to solve the

following quadratic optimization problem:

min
α
f(α) =

1

2
αTQα− eTα, s.t. 0 ≤ α ≤ C, (3.7)

where e is the vector of all ones; C is the balancing parameter between loss

and regularization in the SVM primal problem; α ∈ Rn is the vector of dual

variables; and Q is an n× n matrix with Qij = yiyjGij , where Gij = K(xi,xj)

is the kernel value between i-th and j-th sample. Letting α∗ denote the optimal

solution of (3.7), the decision value for a test data x can be computed by

n∑
i=1

α∗i yiK(x,xi). (3.8)

Due to high computation cost of directly solving kernel SVM, we can

approximate the kernel matrix G by BKA to divide whole kernel SVM problem

into subproblems, where each subproblem can be handled efficiently and

independently.

To do this, we first partition the dual variables into k subsets {V1, . . . ,Vk},

where {V1, . . . ,Vk} are partitions generated by performing kmeans on the data

points, and then solve the respective subproblems independently

min
α(c)

1

2
(α(c))

TQ(c,c)α(c)−eTα(c), s.t. 0≤α(c)≤C, (3.9)

where c = 1, . . . , k, α(c) denotes the subvector {αi | i ∈ Vc} and Q(c,c) is the

submatrix of Q with row and column indexes Vc.

The quadratic programming problem (3.7) has n variables, and takes

at least O(n2) time to solve in practice. By dividing it into k subproblems
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Table 3.1: Dataset statistics for comparing BKA-SVM with low-rank Kernel
SVM Solvers

dataset
Number of Number of

d
training samples testing samples

ijcnn1 49,990 91,701 22
census 159,619 39,904 409
covtype 464,810 116,202 54

(3.9) with equal sizes, the time complexity for solving the subproblems can

be reduced to O(k · (n
k
)2) = O(n2/k). Moreover, the space requirement is also

reduced from O(n2) to O(n2/k2).

After computing all the subproblem solutions, we concatenate them

to form an approximate solution for the whole problem ᾱ = [ᾱ(1), . . . , ᾱ(k)],

where ᾱ(c) is the optimal solution for the c-th subproblem.

3.1.3 Comparing BKA-SVM with low-rank Kernel SVM Solvers

We now compare block structure based kernel SVM solver–BKA-SVM

with low-rank structure based kernel SVM solvers. All the experiments are

conducted on an Intel 2.66GHz CPU with 8G RAM. We use 3 benchmark

datasets as shown in Table 3.1. The thee datasets can be downloaded from

http://www.csie.ntu.edu.tw/~cjlin/libsvmtools/datasets or the UCI

data repository. We use a random 80%-20% split for covtype, and the original

training/testing split for other datasets.

Competing Methods

We include the following exact kernel SVM solvers (LIBSVM), approxi-
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mate low-rank SVM solvers (LLSVM, FastFood) in our comparison:

1. LIBSVM: the implementation in the LIBSVM library [8] with a small

modification to handle SVM without the bias term – we observe that

LIBSVM has similar test accuracy with/without bias.

2. LLSVM: improved Nyström method for nonlinear SVM by [74]. We solve

the resulting linear SVM problem by the dual coordinate descent solver

in LIBLINEAR [26].

3. FastFood: use random Fourier features to approximate the kernel function

[43]. We solve the resulting linear SVM problem by the dual coordinate

descent solver in LIBLINEAR.

Both LLSVM and FastFood use low-rank representation to approximate kernel

matrix so that to speed up solving kernel SVM.

Parameter Setting

We first consider the RBF kernel K(xi,xj) = exp(−γ‖xi − xj‖2
2). We

chose the balancing parameter C and kernel parameter γ by 5-fold cross

validation on a grid of points: C = [2−10, 2−9, . . . , 210] and γ = [2−10, . . . , 210]

for ijcnn1, census, and covtype. For BKA-SVM, we set the number of clusters

to be 64; the rank is set to be 3000 in LLSVM; number of Fourier features is

3000 in Fastfood1; the tolerance in the stopping condition for LIBSVM is set

to 10−3 (the default setting of LIBSVM).

1In Fastfood we control the number of blocks so that number of Fourier features is close

24



Table 3.2: Comparison on real datasets using the RBF kernel. The parameters
are chosen by cross-validation.

ijcnn1 census covtype
C = 32, γ = 2 C = 512, γ = 2−9 c = 32, γ = 32

time(s) acc(%) time(s) acc(%) time(s) acc(%)
BKA-SVM 5 98.49 838 94.72 436 96.05
LIBSVM 115 98.69 2920 94.2 83631 96.15

LIBSVM (subsapmle) 6 98.24 641 93.2 5330 92.46
LLSVM 38 98.23 1212 92.8 4451 84.21

FastFood 87 95.95 851 91.6 8550 80.1

Tables 3.2 present time taken and test accuracies. Experimental results

show that the BKA-SVM achieves near-optimal test performance. Also we

observe that BKA-SVM performs better than low-rank approximation based

methods for kernel SVM problem showing the benefit of using block structure

of kernel matrix.

3.1.4 Low rank structure of each block

There are two main drawbacks to the BKA approach: (i) it ignores

all off-diagonal blocks, which results in large error when η is small (as seen

in Figure 3.1c); (ii) for large-scale kernel approximation, it is too expensive

to compute and store all the diagonal block entries. To overcome these two

drawbacks, we propose to use low-rank representation for each block in the

kernel matrix. To motivate the use of low-rank representation in MEKA, we

first present the following bound:

Theorem 2. Given data points x1, . . . ,xn ∈ Rd, and a partition V1, . . . ,Vc,

to 3000 for each dataset.
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and assume f is Lipschitz continuous, then for any s, t (s = t or s 6= t)

‖G(s,t)−G(s,t)
k ‖F ≤4Ck−1/d

√
|Vs||Vt|min(rs, rt),

where G
(s,t)
k is the best rank-k approximation to G(s,t); C is the Lipschitz

constant of the shift-invariant function f ; rs is the radius of the s-th cluster.

Proof. To prove this theorem, we use the ε-net theorem in [15], which states

that when all the data xi ∈ Rd, i = 1, · · · , n are in a ball with radius r, there

exist T = (4r
r̄

)d balls of radius r̄ that cover all the data points. If we set T to

be k, then r̄ = k−1/d4r.

Let x1, . . . ,xns be the data points in the s-th cluster, and let y1, . . . ,ynt

be the data points in the t-th cluster, and ns = |Vs|, nt = |Vt|. Our goal is to

show that G(s,t) is low-rank, where G
(s,t)
i,j = K(xi,yj). Assume rt is the radius

of the t-th cluster, therefore we can find k balls with radius r̄ = k−1/d4rt to

cover {yj}nt
j=1.

Assume centers of the balls for t-th cluster are m1,m2, . . . ,mk, then

we can form a low-rank matrix Ḡ(s,t) = Ū V̄ T , where for all i = 1, . . . , ns, j =

1, . . . , nt, and q = 1, . . . , k,

Ūi,q = K(xi,mq) and V̄j,q =

{
1 if yj ∈ Ball(mq),

0 otherwise.
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Assume yj is in ball q, then

(G
(s,t)
ij − Ḡ

(s,t)
ij )2 = (f(xi − yj)− f(xi −mq))

2

≤ C2‖(xi − yj)− (xi −mq)‖2

= C2‖yj −mq‖2
2

≤ C2r̄2.

Therefore, if (G(s,t))∗ is the best rank-k approximation for G(s,t), then

‖G(s,t) − (G(s,t))∗‖F ≤ ‖G(s,t) − Ḡ(s,t)‖F ≤ Ck−1/d4rt
√
nsnt. (3.10)

Similarly, by covering s-th cluster {xi}ns
i=1 with k balls we can get the following

inequality:

‖G(s,t) − (G(s,t))∗‖F ≤ Ck−1/d4rs
√
nsnt. (3.11)

Combining (3.10) and (3.11) gives the results.

Theorem 2 suggests that each block(diagonal or off-diagonal block) of

the kernel matrix will be low-rank if we find the partition by k-means in the

input space and the radius of the cluster is small. In the following we present

empirical confirmation of this result. In Table 3.3, we present the numerical

rank of each block, where numerical rank for a m by n matrix A is defined

as the number of singular values with magnitude larger than max(n,m)‖A‖2δ

where δ is a small tolerance 10−6. We sample 4000 data points from the ijcnn1

dataset and generate 5 clusters by k-means and random partition. Table 3.4a

shows the numerical rank for each block using k-means, while Table 3.4b shows
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Table 3.3: Rank of each of the 5 blocks (from a subsampled ijcnn1 data set)
using different partition strategies: (a) by k-means clustering; (b) by a random
partition.

16 14 13 7 7
14 29 13 9 9
13 13 20 10 10
7 9 10 29 11
7 9 10 11 28

(a) k-means clustering.

139 99 101 44 45
99 116 86 43 44
101 86 131 46 47
44 43 46 47 45
45 44 47 45 49

(b) a random partition.

the numerical rank for each block when the partitions are random. We observe

that by using k-means, the rank of each block is fairly small.

3.2 Memory efficient kernel approximation

Based on the above observation, we propose a fast and memory efficient

scheme to approximate shift-invariant kernel matrices. As suggested by Theo-

rem 2, each block tends to be low-rank after k-means clustering; thus we can

form a rank-k approximation for each of the c2 blocks separately to achieve

low error; however, this approach would require O(cnk) memory, which can

be prohibitive. Therefore, MEKA first performs k-means clustering, and after

rearranging the matrix according to clusters, it computes the low-rank basis

only for diagonal blocks (which are more dominant than off-diagonal blocks)

and uses them to approximate off-diagonal blocks. Empirically, we observe

that the principal angles between the dominant singular subspaces of diagonal

block and off-diagonal block are small (as shown in Figure 3.3). In Figure 3.3,

we randomly sampled 1000 data points from the covtype and ijcnn1 datasets
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and generated 5 clusters by k-means for each dataset. The blue line shows the

cosines of the principal angles between the dominant singular subspace of a

diagonal block G(s,s) and that of an off-diagonal block G(s,t) for different ranks

k, where s and t are randomly chosen. We can observe that most of the cosines

are close to 1, showing that there is substantial overlap between the dominant

singular subspaces of the diagonal and off-diagonal block.

(a) covtype (b) ijcnn1

Figure 3.3: The cosines of the principal angles between the dominant singular
subspaces of diagonal block and off-diagonal block of a Gaussian kernel ((a):
γ = 0.1 and 1000 random samples from covtype; (b): γ = 1 and 1000 random
samples from ijcnn1) with respect to different ranks. The cosines of the principal
angles are close to 1 showing that two subspaces are similar.

3.2.1 Main Algorithm of MEKA

By using MEKA, we focus on diagonal blocks, and spend less effort

on the off-diagonal blocks. Assume the rank-ks approximation of the sth

diagonal block is W (s)L(s,s)(W (s))T , we form the following memory-efficient

kernel approximation:

G̃ = WLW T , (3.12)
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where W = W (1) ⊕W (2) ⊕ · · · ⊕W (c); L is a “link” matrix consisting of c2

blocks, where each ks × kt block L(s,t) captures the interaction between the

sth and tth clusters. For now, let us first assume ks = k ∀s (we will discuss

different strategies to choose ks later). Note that if we were to restrict L to be

a block diagonal matrix, G̃ would still be a block diagonal approximation of

G. However, we consider the more general case that L is dense. In this case,

each off-diagonal block G(s,t) is approximated as W (s)L(s,t)(W (t))T , and this

approximation is memory efficient as only O(k2) additional memory is required

to represent the (s, t) off-diagonal block. If a rank-k approximation is used

within each cluster, then the generated approximation has rank ck, but only

needs a total of O(nk + (ck)2) storage.

Computing W (s). Since we aim to deal with dense kernel matrices

of huge size, we use the standard Nyström approximation to compute low-rank

“basis” for each diagonal block. When applying the standard Nyström method

to a ns × ns block G(s,s), we sample m columns from G(s,s), evaluate their

kernel values, compute the rank-k pseudo-inverse of an m×m matrix, and form

G(s,s) ≈ W (s)L(s,s)(W (s))
T

. The time required per block is O(nsm(k+d) +m3),

and thus our method requires a total of O(nm(k + d) + cm3) time to form W .

We can replace Nyström by any other low-rank approximation method discussed

in Chapter 2. In Figure 3.4 we compare using standard Nyström(Nys)[75],

k-means Nyström(KNys)[81], and Nyström with randomized SVD(RNys)[45]

to generate W (s) on both ijcnn1 and cadata datasets. As shown in Figure 3.4,

we observe that the standard Nyström method combined with MEKA gives
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excellent performance.

(a) ijcnn1 (b) cadata

Figure 3.4: Comparison of using Nys, KNys, and RNys to obtain the basis
W (s) for diagonal blocks in MEKA on ijcnn1 and cadata datasets. The x-axis
shows the computation time and y-axis shows the relative kernel approximation
error(%).

Computing L(s,t). The optimal least squares solution for L(s,t)(s 6= t)

is the minimizer of the local approximation error ‖G(s,t) −W (s)L(s,t)(W (t))T‖F .

However, forming the entire G(s,t) block can be time consuming. For example,

computing the whole kernel matrix for mnist2m with 2 million data points

takes more than a week. Therefore, to compute L(s,t), we propose to randomly

sample a (1 + ρ)k × (1 + ρ)k submatrix Ĝ(s,t) from G(s,t), and then find L(s,t)

that minimizes the error on this submatrix. If the row/column index set for

the subsampled submatrix Ĝ(s,t) in G(s,t) is vs/vt, then L(s,t) can be computed

in closed form:

L(s,t) = ((W (s)
vs

)TW (s)
vs

)−1(W (s)
vs

)T Ĝ(s,t)W (t)
vt

((W (t)
vt

)TW (t)
vt

)−1,

where W
(s)
vs and W

(t)
vt are formed by the rows in W (s) and W (t) with row index

sets vs and vt respectively.
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Since there are only k2 variables in L(s,t), we do not need too many sam-

ples for each block, and the time to compute L(s,t) is O((1 + ρ)3k3). In practice,

we observe that setting ρ to be 2 or 3 is enough for a good approximation, so the

time complexity is O(k3). Empirically, many values in the off-diagonal blocks

are close to zero, and only a few of them have large values as shown in Figure

3.1. Based on this observation, we further propose a thresholding technique to

reduce the time for storing and computing L(s,t). Since the distance between

cluster centers is a good indicator for the values in an off-diagonal block, we

can set the whole block L(s,t) to 0 if K(ms,mt) ≤ ε for some thresholding

parameter ε > 0, where ms and mt are the k-means centroid for the s-th

and t-th cluster respectively. Obviously, to choose ε, we need to achieve a

balance between speed and accuracy. When ε is small, we will approximate

more off-diagonal blocks; while when ε is large, we will set more off-diagonal

blocks to be 0, but increase the approximation error. We test the influence of

thresholding parameter ε on the ijcnn1 and cadata data in Figure 3.5. When ε

is large, although MEKA yields higher approximation error(because it omits

more off-diagonal information), it is faster. On the other hand, for small ε,

when more off-diagonal information is considered, we notice an increase in time

and smaller in approximation error.

Choosing the rank ks for each cluster. We need to decide the

rank for the sth(s = 1, · · · , c) cluster, ks, which can be done in different ways:

(i) the same k for all the clusters; (ii) ks is proportional to the size of sth

cluster; (iii) eigenvalues based approach. For (iii), suppose M (s) is the ms×ms
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(a) ijcnn1 (b) cadata

Figure 3.5: Time (in seconds) and kernel approximation quality of MEKA
when varying the thresholding parameter ε for setting off-diagonal blocks in L
to be zero.

matrix consisting of the intersection of ms sampled columns in G(s,s), and M

is the cm× cm(
∑c

s=1ms = cm) block-diagonal matrix with M (s) as diagonal

block. We can choose ks such that the set of top-ck eigenvalues of M is the

union of the eigenvalues of M (s) in each cluster, that is, [σ1(M), . . . , σck(M)] =

∪cs=1[σ1(M
(s)), . . . , σks(M

(s))]. To use (iii), we can oversample points in each

cluster, e.g., sample 2k points from each cluster, perform eigendecompostion

of a 2k × 2k kernel matrix, sort the eigenvalues from c clusters, and finally

select the top-ck eigenvalues and their corresponding eigenvectors. Comparing

these three strategies, (i) achieves lower memory usage and is fastest, and (ii)

is more accurate than (i) with more memory usage, while (iii) is slowest but

achieves lower error for diagonal blocks. In Figure 3.6, we compare these three

sampling strategies to choose ks on ijcnn1 and cadata datasets. It is shown that

these three methods perform similarly well and choosing ks to be same for each
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(a) ijcnn1 (b) cadata

Figure 3.6: Comparison of different strategies to choose the rank ks of each
cluster in MEKA on ijcnn1 and cadata datasets.

cluster performs sightly better than by the size of each cluster and singular

values based approach. In the experiment, we set all the clusters to have

the same rank k. We show that this simple choice of ks already outperforms

state-of-the-art kernel approximation methods. In Figure 3.6, we compare

these three sampling strategies to choose ks on ijcnn1 and cadata datasets.

We are now ready to present our main algorithm in Algorithm 1. In

Table 3.4, we compare the time and space complexity for our method with

SVD, standard Nyström, and RKS. We can see that MEKA is more memory

efficient. For the time complexity, both TL (time for computing off-diagonal

L) and TC (time for clustering) are small as (1) we use thresholding to force

some L(s,t) blocks to be zero, and perform least squares on small blocks, which

means TL can at most be O(1
2
c2k3); (2)TC is proportional to the number of

samples. For a large dataset, we sample 20000 points for k-means, and thus

the clustering is more efficient than working on the entire data set.
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Algorithm 1: Memory Efficient Kernel Approximation (MEKA)

Input : Data points {(xi)}ni=1, scaling parameter γ, rank k, and
no. of clusters c.

Output : The rank-ck approximation G̃ = WLW T using
O(nk + (ck)2) space

1 Generate the partition V1, . . . ,Vc by k-means;
2 for s = 1, . . . , c do
3 Perform the rank-k approximation G(s,s) ≈ W (s)L(s,s)(W (s))T by

standard Nyström;

4 forall the (s, t)(s 6= t) do
5 Sample a submatrix Ḡ(s,t) from G(s,t) with row index set vs and

column index set vt;

6 Form W
(s)
vs by selecting the rows in W (s) according to index set

vs;

7 Form W
(t)
vt by selecting the rows in W (t) according to index set

vt;

8 Solve the least squares problem: Ḡ(s,t) ≈ W
(s)
vs L

(s,t)(W
(t)
vt )T to

obtain L(s,t);

In Table 3.5, we show the time cost for each step of MEKA on pendigit,

ijcnn1, and covtype datasets. The execution time of MEKA algorithm mainly

consists of three parts:(1) time for performing k-means clustering (TC), (2)

time for forming the “basis” W from the diagonal blocks (TW ), (3) time to

compute the link matrix L from off-diagonal blocks (TL). From Table 3.5, we

observe that compared with TW and TL, TC is fairly small and TW dominates

the whole process in most cases. For covtype data set, since we choose c to

be large, TL is sightly larger than TW . We will analyze TW , TL, and TC for

different c in the experiment part.
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Table 3.4: Memory and time analysis of various kernel approximation methods,
where TL is the time to compute the matrix L and TC is the time for clustering
in MEKA.

Method Storage Rank Time Complexity
RKS [55] O(cnk) ck O(cnkd)

Nyström[75] O(cnk) ck O(cnm(ck + d) + (cm)3)
SVD O(cnk) ck O(n3 + n2d)

MEKA O(nk + (ck)2) ck O(nm(k + d) + cm3 + TL + TC)

Table 3.5: Time (in seconds) for each step of MEKA, where TW is the time
to compute low-rank approximation for the diagonal block matrices; TL is
the time to form the “link” matrix L; TC is the time for performing k-means
clustering.

Dataset TC TW TL
pendigit 0.05 0.69 0.35
ijcnn1 0.15 1.27 0.84

covtype 1.83 9.82 12.23

3.2.2 Analysis for MEKA

We now bound the approximation error for MEKA. We show that when

σk+1−σck+1 is large, where σk+1 and σck+1 are the k + 1st and ck + 1st singular

values of G respectively, and entries in off-diagonal blocks are small, MEKA

has a better approximation error bound compared to standard Nyström that

uses similar storage.

Theorem 3. Let ∆ denote a matrix consisting of all off-diagonal blocks of G,

so ∆(s,t) = G(s,t) for s 6= t and all zeros when s = t. We sample cm points from

the dataset uniformly at random without replacement and split them according

to the partition from k-means, such that each cluster has ms benchmark points

and
∑c

s=1ms = cm. Let Gck be the best rank-ck approximation of G, and G̃
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be the rank-ck approximation from MEKA. Suppose we choose the rank ks

for diagonal each block using the eigenvalue based approach as mentioned in

Section 3.1.4, then with probability at least 1− δ, the following inequalities hold

for any sample of size cm:

‖G−G̃‖2≤‖G−Gck‖2+
1√
c

2n√
m
Gmax(1 + θ) + 2‖∆‖2,

‖G−G̃‖F ≤‖G−Gck‖F +

(
64k

m

) 1
4

nGmax(1+θ)
1
2 +2‖∆‖F

where θ =
√

n−m
n−0.5

1
β(m,n)

log 1
δ
dGmax/G

1
2
max; β(m,n) = 1 − 1

2 max{m,n−m} ;Gmax =

maxiGii; and dGmax represents the distance maxij
√
Gii +Gjj − 2Gij.

Proof. Let B denote the matrix formed by the diagonal block of G, that is,

B = G(1) ⊕G(2) ⊕ · · · ⊕G(c). According to the definition of ∆, G = B + ∆. In

MEKA, the error ‖G̃−G‖2 consists of two components,

‖G̃−G‖2 = ‖B̃ −B + (∆̃−∆)‖2 ≤ ‖B̃ −B‖2 + ‖∆̃−∆‖2 (3.13)

where B̃ and ∆̃ are the approximations for B and ∆ in MEKA respectively.

Let us first consider the error in approximating the diagonal blocks

‖B̃−B‖2. Since we sample cm benchmark points from n data points uniformly

at random without replacement and distribute them according to the partition

coming from k-means, the s-th cluster now has ms benchmark points with∑s=c
s=1 ms = cm. For the s-th diagonal block G(s), we will perform the rank-ks

approximation using standard Nyström, so we have G(s) ≈ E(s)(M
(s)
ks

)+E(s),

where E(s) denotes the matrix formed by ms sampled columns from G(s) and

M
(s)
ks

is a ms×ms matrix consisting of the intersection of sampled ms columns.
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Suppose we use the singular value based approach to choose ks for s-th

cluster as described in Section 3.2.1, and M+
ck = (M

(1)
k1

)+ ⊕ (M
(2)
k2

)+ ⊕ · · · ⊕

(M
(c)
kc

)+, where M is the cm× cm block diagonal matrix that consists of the

intersection of the sampled cm columns. Then we can see that approximating

the diagonal blocks B is equivalent to directly performing standard Nyström on

B by sampling cm benchmark points uniformly at random without replacement

to achieve the rank-ck approximation. The standard Nyström’s norm-2 and

Frobenius error bound are given in [40], so ‖B − B̃‖2 can be bounded with

probability at least 1− δ as

‖B − B̃‖2 ≤ ‖B −Bck‖2 +
2n√
cm

Bmax[1 +

√
n− cm
n− 0.5

1

β(cm, n)
log

1

δ
dBmax/B

1
2
max],

where Bck denotes the best rank-ck approximation to B; Bmax = maxiBii;

dBmax represents the distance maxij
√
Bii +Bjj − 2Bij.

To bound ‖∆̃−∆‖2, recall that some off-diagonal blocks in MEKA are

set to 0 by thresholding and 0 is one special solution of least squares problem

to compute L(s,t), we have ‖∆̃−∆‖2 ≤ ‖∆‖2.

Furthermore, according to perturbation theory [68], we have

‖B −Bck‖2 ≤ ‖G−Gck‖2 + ‖∆‖2. (3.14)

The inequality in (3.13) combined with (3.14) gives a bound on ‖G̃−G‖2
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as,

‖G̃−G‖2

≤ ‖B −Bck‖2 + ‖∆‖2 +
2n√
cm

Bmax[1 +

√
n− cm
n− 0.5

1
β(cm, n)

log
1
δ
dBmax/B

1
2
max]

≤ ‖G−Gck‖2 + 2‖∆‖2 +
2n√
cm

Bmax[1 +

√
n− cm
n− 0.5

1
β(cm, n)

log
1
δ
dBmax/B

1
2
max]

≤ ‖G−Gck‖2 + 2‖∆‖2 +
2n√
cm

Gmax[1 +

√
n− cm
n− 0.5

1
β(cm, n)

log
1
δ
dGmax/G

1
2
max]

≤ ‖G−Gck‖2 + 2‖∆‖2 +
1√
c

2n√
m
Gmax[1 +

√
n−m
n− 0.5

1
β(m,n)

log
1
δ
dGmax/G

1
2
max],

where Gck denotes the best rank-ck approximation to G; Gmax = maxiGii;

dGmax represents the distance maxij
√
Gii +Gjj − 2Gij. The third inequality is

because G = B + ∆, Bmax ≤ Gmax and dBmax ≤ dGmax. The last inequality is

because n� m and n� cm.

Similarly by using perturbation theory and upper bounds for the Frobe-

nius error of standard Nyström, the result follows.

When ks(s = 1, · · · , c) is balanced and n is large, MEKA provides a

rank-ck approximation using roughly the same amount of storage as rank-

k approximation by standard Nyström. Interestingly, from Theorem 3, if

‖G−Gk‖2 − ‖G−Gck‖2 ≥ 2‖∆‖2, then

‖G− G̃‖2 ≤ ‖G−Gk‖2 +
1√
c

2n√
m
Gmax(1 + θ).

The second term in the right hand side of above inequality is only 1√
c

of that

in the spectral norm error bound for standard Nyström that uniformly samples
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Table 3.6: Data set statistics for comparing MEKA with other methods (n:
number of samples; d: dimension of samples).

Dataset n d Dataset n d
wine 6,497 11 census 22,784 137

cpusmall 8,192 12 ijcnn1 49,990 22
pendigit 10,992 16 covtype 581,012 54
cadata 20,640 8 mnist2m 2,000,000 784

m columns without replacement in G to obtain the rank-k approximation as

shown in [40]. Thus, if there is a large enough gap between σk+1 and σck+1,

the error bound for MEKA is better than standard Nyström that uses similar

storage. Furthermore, when γ is large, G tends to have better clustering

structure, suggesting in Theorem 3 that ‖∆‖ is usually quite small. Note that

when using the same rank k for all the clusters, the above bound can be worse

because of some extreme cases, e.g., all the top-ck eigenvalues are in the same

cluster. In practice we do not observe those extreme situations.

3.2.3 Experiments for MEKA

In this section, we empirically demonstrate the benefits of our proposed

method, MEKA on various data sets2 that are listed in Table 3.6. Experiment

results here are mainly based on the Gaussian kernel, but we observe similar

behavior on other shift-invariant kernels. We compare our method with six

state-of-the-art kernel approximation methods:

• The standard Nyström method (denoted by Nys)[75]. In the experiment,

2All the datasets are downloaded from www.csie.ntu.edu.tw/~cjlin/libsvmtools/
datasets and UCI repository [47].
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we uniformly sample 2k columns of G without replacement, and run

Nyström for rank-k approximation.

• Kmeans Nyström (denoted by KNys)[81], where the landmark points are

the cluster centroids. As suggested in [82], we sample 20000 points for

clustering when the total number of data samples is larger than 20000.

• Random Kitchen Sinks (denoted by RKS)[55], which approximates the

shift-invariant kernel based on its Fourier transform.

• Fastfood with “Hadamard features” (denoted by fastfood)[43].

• Ensemble Nyström (denoted by ENys) [40]. Due to concern for the

computation cost, we set the number of “experts” in ENys 3.

• Nyström using randomized SVD (denoted by RNys)[45]. We set the

number of power iterations q = 1 and oversampling parameter p = 10.

We compare all the methods on kernel low-rank approximation. We do not

compare with BKA in this section, because (1) the approximation error of BKA

is large when γ is small (as shown in Figure 3.1); (2) BKA is time consuming

because it needs to compute all the diagonal blocks’ kernel values, which needs

O(n
2d
c

) time. All the experiments are conducted on a machine with an Intel

Xeon X5440 2.83GHz CPU and 32G RAM.

Approximating Gaussian Kernel
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Table 3.7: Comparison of approximation error of MEKA with six other state-of-
the-art kernel approximation methods on real datasets, where γ is the Gaussian
scaling parameter; c is the number of clusters in MEKA; k is the rank of
each diagonal-block in MEKA and the rank of the approximation for six other
methods. Note that for a given k, every method has roughly the same amount
of memory. All results show relative kernel approximation errors for each k.

Dataset k γ c Nys RNys KNys ENys RKS fastfood MEKA
pendigit 128 2 5 0.1325 0.1361 0.0828 0.2881 0.4404 0.4726 0.0811
ijcnn1 128 1 10 0.0423 0.0385 0.0234 0.1113 0.2972 0.2975 0.0082

covtype 256 10 15 0.3700 0.3738 0.2752 0.5646 0.8825 0.8920 0.1192

We now compare the kernel approximation quality for the above methods.

The parameters are listed in Table 3.7. The rank (k) varies from 100 to 600

for ijcnn1 and covtype and from 20 to 200 for the pendigit data.

Main results. The kernel approximation results are shown in Table

3.7 and Figure 3.7. We use relative kernel approximation error ‖G−G̃‖F/‖G‖F

to measure the quality. We randomly sampled 20000 rows of G to evaluate

the relative approximation error for ijcnn1 and covtype. In Table 3.7, we fix

the rank k, or the memory usage of low-rank representation, and compare

MEKA with the other methods in terms of relative approximation error. As

can be seen, under the same amount of memory, MEKA consistently yields

lower approximation error than other methods under different γ. In Figure 3.8,

we show the kernel approximation performance of different methods by varying

k and γ. MEKA always achieves lower error with less time and memory. The

main reason is that using similar amount of time and memory, our method

aims to approximate the kernel matrix by a rank-ck approximation, while all

other methods are only able to form a rank-k approximation.

42



(a) pendigit (γ = 2), memory
vs approx. error.

(b) ijcnn1 (γ = 1), memory vs
approx. error.

(c) covtype (γ = 1), memory
vs approx. error.

(d) pendigit (γ = 2), time vs
approximation error.

(e) ijcnn1 (γ = 1), time vs
approximation error.

(f) covtype (γ = 1), time vs
approximation error.

(g) pendigit (γ = 10), memory
vs approximation error.

(h) ijcnn1 (γ = 10), memory
vs approximation error.

(i) covtype (γ = 10), memory
vs approximation error.

(j) pendigit (γ = 10), time vs
approximation error.

(k) ijcnn1 (γ = 10), time vs
approximation error.

(l) covtype (γ = 10), time vs
approximation error.

Figure 3.7: Low-rank Gaussian kernel approximation results. Methods with
approximation error above the top of y-axis are not shown.
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(a) ijcnn1. (b) cadata.

Figure 3.8: The kernel approximation errors for different Gaussian scaling
parameter γ.

Robustness to the Gaussian scaling parameter γ. To show the

robustness of MEKA with different γ, we test its performance on the ijcnn1

(Figure 3.8a), cadata (Figure 3.8b) and sampled covtype datasets (Figure 3.1c).

The relative approximation errors for different γ values are shown in the figures

using a fixed amount of memory. For large γ, the kernel matrix tends to have a

block structure, so our proposed method yields lower error than other methods.

The gap becomes larger as γ increases. Interestingly, Figure 3.1c shows that the

approximation error of MEKA is superior to even the exact SVD, as it is much

more memory efficient. Even for small γ where the kernel exhibits low-rank

structure, MEKA performs better than Nyström based methods, suggesting

that it can get the low-rank structure of the kernel matrix.

Robustness to the number of clusters c. Compared with Nyström,

one main extra parameter for our method is the number of clusters c. In Figure

3.9, we test our method with different values of c on ijcnn1 dataset. In Figure

3.9a, we show how the approximation error changes when c is varied from 5 to
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25 (with rank k = 100 in each cluster). The memory usage is nk+ (ck)2, so the

storage increases as c increases. For a fair comparison, we increase the rank

of other methods as c increases, so that all the methods use the same amount

of memory. Figure 3.9a shows that the performance of MEKA for varying

choices of c. We can observe that under different c, MEKA always performs

better than others. To choose the ’best’ c for different datasests, we could

apply cross-validation. Furthermore, in Figure 3.9b we show the time cost for

each step of MEKA on ijcnn1 dataset when varying the number of clusters c.

Here the parameter γ is set to be 1. From Figure 3.9b, we observe that when

the number of clusters c is small, TW will dominate the whole process. As c

increases, the time for computing the link matrix L, TL, increases. This is

because the number of off-diagonal blocks increases quadratically with c. Since

the time complexity for k-means is O(ncd), TC increases linearly with c.

Approximating the Laplacian kernel MEKA is suitable for approximat-

ing stationary kernels. Besides Gaussian kernel, we can apply MEKA to

approximate other kernels, e.g., Laplacian kernel (K(x, y) = e−γ‖x−y‖1). Fig-

ure 3.10 compares MEKA with the standard Nyström(Nys), Randomized

Nyström(RNys), and K-means Nyström(KNys) for approximating the Lapla-

cian kernel on the pendigit and ijcnn1 data. Similar to Gaussian kernel, we

observe that MEKA is more memory efficient and faster than other methods

for approximating the Laplacian kernel.
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(a) kernel approximation under differ-
ent numbers of clusters c in MEKA.
For standard Nyström(Nys), Random-
ized Nyström(RNys), and K-means
Nyström(KNys), we use the same mem-
ory with MEKA.

(b) Time for each step of MEKA when
varying the number of clusters c. TC

is the time for performing k-means
clustering; TW is the time to form the
“basis” W from the diagonal blocks;
and TL is the time to compute L from
off-diagonal blocks.

Figure 3.9: The kernel approximation errors and time cost for each step of
MEKA when varying c on ijcnn1 dataset.

3.3 Kernel Ridge Regression via Partition

In the proposed work, we consider applying BKA to scale up the kernel

ridge regression, and deriving its generalization error bounds. Given n sample

points, we divide them into m groups based on a fixed disjoint partitioning

of input space X that the samples are drawn from. One way to obtain this

partition is via clustering, however, in principle, any partition that satisfies

certain assumptions would be acceptable. Once the samples have been divided,

we learn a kernel ridge regression estimate for each partition using only its

own samples. The conquering step i.e. computing the overall estimator, f̂C , is

then simple: Each individual estimator is applied to its respective partition.

Thus, to perform prediction for a new point, we simply identify its partition,
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(a) pendigit, memory vs approximation
error.

(b) pendigit time vs approximation er-
ror.

(c) ijcnn1 memory vs approximation
error.

(d) ijcnn1 time vs approximation error.

Figure 3.10: Low-rank Laplacian kernel approximation results for pendigit and
ijcnn1.

and use the estimator for that partition. A primary intuition for considering

partitioning is that the distribution within each partition may be localized with

thin tails. Equivalently, the eigenspectrum of the covariance conditioned on

the partition may decay sharply enough such that simply focusing on the local

samples suffices to obtain a good approximation. This intuition is captured

in our assumptions. A closely related method to ours is that of [85], where

the samples are split uniformly at random, and the estimators learnt are then
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averaged to get f̂avg.

Now, if there is an inherent approximation error in the problem i.e.,

the true regressor function, f ∗, lies outside the space of kernel functions, then

the latter method may be viewed as trying to estimate the best single kernel

function that approximates f ∗, whereas if we partition, then we are estimating

the best m-piecewise kernel function to approximate f ∗. Indeed, we can show

that the approximation error for f̂C is less than f̂avg, and corroborate this

experimentally. The estimation error terms for the two methods on the other

hand are typically of the same order, so that the overall generalization error

for our method is lower. In addition to the statistical advantages, there is also

a potential computational advantage of partitioning: prediction is faster since

there is no need for an averaging over several estimates. It is also useful to

compare our method to simply performing kernel ridge regression on the entire

dataset. As noted initially, this is computationally intensive for large number of

samples n, so our divide and conquer method is computationally advantageous,

but from the discussion above, our estimator is surprisingly also statistically

advantageous, due to a lower approximation error as discussed above.

Overall, we provide conditions under which we can obtain generalization

error rates for our estimator f̂C , as well as match minimax optimal rates.

Additionally, we will validate our method through empirical comparisons on

real and synthetic datasets.
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3.3.1 Preliminaries and Problem Setup

Reproducing Kernel Hilbert Spaces. Consider any set X , typically

the space of the input data. A function K : X × X → R, is called a kernel

function if it is continuous, symmetric, and positive definite. With any kernel

function K, one can associate a unique Hilbert space called the Reproducing

Kernel Hilbert Space of K (abbreviated as RKHS henceforth). For x ∈ X ,

let φx : X → R be the function φx(·) := K(x, ·). Then, the unique RKHS

corresponding to kernel K, denoted as H, is a Hilbert space of functions from

X to R defined as: H := span{φx}

Thus, any f ∈ H has the representation f =
∑

j αjφxj
=
∑

j αjK(xj, ·)

with αj ∈ R, ∀ j. The inner product onH is given as: 〈
∑

j αjφxj
,
∑

k βkφxk
〉H =∑

j

∑
k αjβkK(xj, xk). The inner product also induces a norm on H, given as:

‖f‖H =
√
〈f, f〉H, for any f ∈ H.

Kernel Ridge Regression. We are given a training set of n i.i.d.

samples, D = {xi, yi}ni=1. x (and xi), also called the covariate, is a random

variable in the input space X with distribution P. y (and yi) is a random

variable in the output space Y, also called the response. We consider Y ⊆ R

and assume an additive noise model for relating the response to the covariate:

y = f ∗(x) + η, (3.15)

where η is the random noise variable, and f ∗ : X → R is an unknown function.

The goal of regression is to compute the function (or an approximation to) f ∗.

We also assume that the noise has zero mean and bounded variance, E [η|x] = 0
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and E [η2|x] ≤ σ2, and that f ∗ is square integreable with respect to the measure

on X i.e. f ∗ ∈ L2(X ,P) := {f : X → R | ‖f‖2
L2

= EP [f(x)2] <∞}

A Kernel Ridge Regression (abridged as KRR) estimator approximates

f ∗ by a function in the RKHS space H (corresponding to kernel K). We require

that the RKHS space H ⊂ L2(X ,P)3. The KRR estimate f̂λ ∈ H is obtained

by solving the optimization problem:

f̂λ = arg min
f∈H

1

n

n∑
i=1

(yi − f(xi))
2 + λ ‖f‖2

H (3.16)

where λ > 0 is the regularization penalty. This is tractable since, by the

representer theorem, we have the relation f̂λ =
∑n

i=1 αiφxi
, with α ∈ Rn having

the closed form expression: α = (G+ nλI)−1y, where G ∈ Rn×n is the kernel

matrix, i.e. Gij = K(xi, xj) (i, j ∈ [n]).

Generalization/Prediction Error. For any estimator f̂ : X → R,

the generalization error quantifies closeness to f ∗, by measuring the average

prediction error. It is defined as:

Err(f̂) := E
[
(f̂(x)− f ∗(x))2

]
=
∥∥∥f̂ − f ∗∥∥∥2

L2

(3.17)

When the estimator is random, for example the KRR estimate f̂λ in (3.16)

depends on random samples, we may quantify the average error over the

randomness i.e. bound ED[Err(f̂λ)], where the expectation is taken over the

samples D. Next, we will provide bounds on the quantity ED[Err(f̂C)], where

f̂C is our divide-and-conquer estimator (DC-estimator).

3This means ∀x, Ey∼P [K(x, y)2] <∞ — which is always true for several kernel classes,
including Gaussian, Laplacian, or any trace class kernel w.r.t. P
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Partition-specific notation. Since our estimator, f̂C , is based on

partitioning, we setup some notation here for partition-specific quantities that

play a role throughout the analysis. We say that the input space X has a disjoint

partition {C1, . . . , Cm} if: X = ∪mi=1Ci, and Ci ∩ Cj = {φ} ∀ i, j ∈ [m], i 6= j.

Given data D = {(x1, y1), . . . , (xn, yn)}, we define a partition-based empirical

covariance operator as: Σ̂i = 1
n

∑n
j=1(φxj

⊗φxj
)1 (xj ∈ Ci), where 1 (·) denotes

the indicator function and φx ⊗ φx denotes the operator φx 〈φx, ·〉H. We define

its population counterpart as: Σi = E [(φx ⊗ φx)1 (x ∈ Ci)]. Note the relation:

Σ =
∑m

i=1 Σi, where Σ = E [φx ⊗ φx] is the overall covariance operator.

We let {λij, vij}∞j=1 denote the collection of eigenvalue-eigenfunction

pairs for Σi. For any λ > 0, we define a spectral sum for Σi, Si(λ) =
∑

j

λi
j

λi
j+λ

.

Similarly, letting {λj, vj}∞j=1 be the eigenvalue-eigenfunction pairs for the overall

covariance Σ, the corresponding sum for Σ is defined as S(λ) =
∑

j
λj

λj+λ
. The

quantity S(λ) has appeared in previous work on KRR [84, 30, 85], and is called

the effective dimensionality of the kernel K (at scale λ). Typically, it plays

the same role as dimension does in finite dimensional ridge regression. We

shall refer to the quantity Si(λ) as the effective dimensionality of partition Ci.

Finally, we let pi = P(x ∈ Ci) denote the probability mass of partition Ci.

3.3.2 The DC-estimator: f̂C

When the number of samples n is large, solving (3.16) may be com-

putationally prohibitive, requiring O(n3) time in the worst case. A simple

strategy to tackle this is by dividing the samples D into disjoint partitions,
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and computing an estimate separately for each partition. In this work, we

consider partitions of D which adhere to an underlying disjoint partition of

the input space X . Suppose that the input space X has a disjoint partition

{C1, . . . , Cm}. Note that m denotes the number of partitions. Also, suppose

that given any point x ∈ X , we can find the partition it belongs to from the

set {C1, . . . , Cm}.

Now, we divide the data set D in agreement with this partitioning of

X i.e. we split D = {D1, . . . , Dm} with Di = {(xj, yj) |xj ∈ Ci, j = 1, . . . , n}.

Let |Di| = ni. Then, for any partition i ∈ [m], we compute a local estimator

using only the points in its partition:

f̂i,λ = arg min
f∈H

1

ni

∑
j: (xj ,yj)∈Di

(yj − f(xj))
2 + λ ‖f‖2

H (3.18)

where λ > 0 is the regularization penalty. Finally, the overall estimator, f̂C ,

comprises of the local estimators applied to their corresponding partitions:

f̂C(x) = f̂i,λ(x) if x ∈ Ci (3.19)

In practice, one can use a clustering algorithm to cluster the points in D, as

well as determine membership for new points x.

3.3.3 Generalization Error of f̂C

In this section we quantify the error ED

[
Err(f̂C)

]
, where f̂C is the

DC-estimator from (3.19). First, we observe that Err(f̂C) can be decomposed

as a sum of errors of the local estimators, f̂i,λ, on their corresponding partitions
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Ci, i ∈ [m]. We have:

Err(f̂C) = E
[
(f ∗(x)− f̂C(x))2

]
(3.20)

=
m∑
i=1

E
[
(f ∗(x)− f̂i,λ(x))2

1 (x ∈ Ci)
]

=
m∑
i=1

Erri(f̂i,λ) (3.21)

where 1 (·) denotes the indicator function, and we have defined the partition-

wise error: Erri(f̂i,λ) := E[(f ∗(x)− f̂i,λ(x))2
1 (x ∈ Ci)]. By linearity of expec-

tation, ED

[
Err(f̂C)

]
=
∑m

i=1 ED

[
Erri(f̂i,λ)

]
. Therefore, to obtain a bound

on ED

[
Err(f̂C)

]
we need to bound ED

[
Erri(f̂i,λ)

]
, for every i ∈ [m]. Now,

to control ED

[
Erri(f̂i,λ)

]
, we bound it as a sum of intermediate error terms4,

and in turn bound these intermediate terms. For this purpose, we define the

following estimates (for each i ∈ [m]):

For any λ ≥ 0, fi,λ = arg min
f∈H

E
[
(y − f(x))2 |x ∈ Ci

]
+ λ ‖f‖2

H (3.22)

fi,λ = arg min
f∈H

E
[
(y − f(x))2 |x ∈ Ci

]
+ λ ‖f‖2

H (3.23)

f̄i,λ = ED[f̂i,λ] (3.24)

fi,λ and fi,λ are the optimal population KRR estimates for partition Ci, with

regularization penalties λ and λ respectively. f̄i,λ is the expected value of

the empirical KRR estimate from (3.18), with the expectation taken over the

samples D. Note that there is no source of randomness in all of the above

quantities, whereas f̂i,λ is a random quantity due to its dependence on the

4Similar to the usual bias-variance decomposition; or the decomposition in [30, 85]. In
contrast, loosely speaking, [18] analyze the error of f̂C by viewing it as a Standard KRR
with a new kernel K1(x, x′) =

∑m
i=1K(x, x′)1 (x ∈ Ci)1 (x′ ∈ Ci)
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random samples D. Now, based on the above estimates, we define the following

error terms:

Definition 4. For any λ > 0 and λ ∈ [0, λ], we define

Approximation Error : Approxi(λ) = E
[
(f ∗(x)− fi,λ(x))2

1 (x ∈ Ci)
]

(3.25)

Regularization Error : Regi(λ, λ) = E
[
(fi,λ(x)− fi,λ(x))2

1 (x ∈ Ci)
]

(3.26)

Bias : Biasi(λ, n) = E
[
(fi,λ(x)− f̄i,λ(x))2

1 (x ∈ Ci)
]

(3.27)

Variance : Vari(λ,D) = E
[
(f̄i,λ(x)− f̂i,λ(x))2

1 (x ∈ Ci)
]

(3.28)

The intent of fi,λ is to correspond to the best kernel function that

approximates f ∗ in the partition Ci. λ may be viewed as a small regularization

penalty that trades-off the approximation error, Approxi(λ), to
∥∥fi,λ∥∥H (which

influences other terms in Definition 4). Ideally, if the unknown function f ∗

lies in the RKHS space H, a choice of λ = 0 would suffice. In this case,

we would have fi,λ = fi,0 = f ∗ — implying zero approximation error i.e.

Approxi(λ) = Approxi(0) = 0, and bounded ‖fi,λ‖H(= ‖f ∗‖H). The following

lemma describes the decomposition of ED

[
Erri(f̂i,λ)

]
.

Lemma 1 (Error Decomposition). For each partition i ∈ [m], the error

ED

[
Erri(f̂i,λ)

]
decomposes as (for any λ ∈ [0, λ]):

ED

[
Erri(f̂i,λ)

]
≤ 2

[
Approxi(λ) + 2Regi(λ, λ) + 2Biasi(λ, n) + 2ED [Vari(λ,D)]

]
(3.29)
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Thus, the overall error ED

[
Err(f̂C)

]
decomposes as (for any λ ∈ [0, λ]):

ED

[
Err(f̂C)

]
≤ 2[

m∑
i=1

Approxi(λ) + 2
m∑
i=1

Regi(λ, λ) (3.30)

+ 2
m∑
i=1

Biasi(λ, n) + 2
m∑
i=1

ED [Vari(λ,D)]] (3.31)

In the above decomposition we have considered the same choice of λ

(and λ) for all partitions, a similar decomposition would hold even if we were

to choose a different λ (and λ) for each partition.

To summarize, in Lemma 1, we have decomposed the overall error of

our estimator, ED

[
Err(f̂C)

]
, as a sum of errors over each partition, which

have further been broken into four components: Approximation, Regularization,

Bias and Variance. The rest of this section deals with bounding these terms.

First, we require certain assumptions on the partitions.

Assumptions

We first state three assumptions needed to bound the terms in Lemma

1. We also remark that two of our assumptions are fairly standard (Assumption

2 and Assumption 3), and analogous versions have appeared before [30, 85, 18].

The last assumption, Assumption 4, is novel. However, we have validated it

extensively on both real and synthetic data sets.

Now, our first assumption concerns the existence of higher-order mo-

ments of the eigenfunctions, vij.

Assumption 2 (Eigenfunction moments). Let {λij, vij}∞j=1 denote the eigenvalue-

eigenfunction pairs for the covariance operator Σi. Then, ∀i ∈ [m], ∀j s.t. λij 6=
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0, and for some constant k ≥ 2, we assume E
[(
vij(x)2

1 (x ∈ Ci) /λij
)2k
]
≤ ak1,

where a1 is a constant.

Assumption 2 requires sufficiently many higher moments of
(
vij(x)2

1 (x ∈ Ci) /λij
)

to exist. This assumption may also be interpreted as requiring partition-wise

sub-Gaussian behaviour (up to 2k moments) in the RKHS space, given its

primary application to the bounds. Note that this assumption is similar to [85,

Assumption A], but applied to each partition.

Our next assumption concerns the approximation variable (f ∗(x) −

fi,λ(x)), requiring its fourth moment to be bounded.

Assumption 3 (Finite Approximation). ∀i ∈ [m], and any λ ≥ 0, we assume

there exists a constant Ai(λ) ≥ 0 such that E
[
(f ∗(x)− fi,λ(x))4 |x ∈ Ci

]
≤

Ai(λ)4, where fi,λ is the solution of the optimization problem in (3.22).

While the above assumption is stated for any λ, we really only care

about the actual λ used in (3.29). For example, if f ∗ ∈ H, then as noted earlier,

a choice of λ = 0 suffices — and in this case, Assumption 3 trivially holds with

Ai(λ) = 0 at λ = 0, since fi,λ = f ∗ at λ = 0.

Our final assumption enforces that the sum of effective dimensionality

over all the partitions be bounded in terms of the overall effective dimensionality.

We define the goodness measure of a partition {C1, . . . , Cm} as: g(λ) :=Pm
i=1 Si(λpi)

S(λ)
. Now, we have the following assumption.

Assumption 4 (Goodness of Partition). Let λ > 0 be the regularization penalty

in (3.18), for any i ∈ [m]. Then, we require: g(λ) = O(1).
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We show that if we have g(λ) = O(1) for a λ decaying suitably in terms

of n, the DC-estimator can achieve optimal minimax rates. In other words, if

the partitioning preserves the overall effective dimensionality, then there is no

loss in the generalization error. We validate the above assumption (at suitable

λ) by estimating g(λ) on real and synthetic data sets (see Fig 3.15 and Fig

3.14 for details). g(λ) may be viewed as a surrogate for the suitability of a

partition for the DC-estimator, and can help guide the choice of partition.

3.3.4 Bounds under Specific Cases

In this section, using the bounds on regularization, bias and variance,

we instantiate the overall error bounds for two different kernel classes. We do

this under the assumption that f ∗ ∈ H. When f ∗ /∈ H, we provide an oracle

inequality for the error term and contrast this with a similar inequality derived

in [85].

f ∗ ∈ H — Zero approximation error

As mentioned earlier, in this case a choice of λ = 0 suffices. With

λ = 0, we have fi,λ = f ∗ (from (3.22)). Thus, Approxi(λ) = 0 at λ = 0. Also,

Assumption 3 trivially holds with Ai(λ) = 0 at λ = 0. Now, we provide overall

generalization bounds for two kernel classes. We consider kernels with a finite

rank — examples include the linear and polynomial kernels, and we consider

kernels with exponentially decaying eigenvalues — an example here is the

Gaussian kernel.

Theorem 5 (Finite Rank Kernels). Let f ∗ ∈ H and suppose kernel K has a
finite rank r. Let m denote the number of partitions. Then, the overall error
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for f̂C is:

ED
[
Err(f̂C)

]
= O

(
λ ‖f∗‖2H +

σ2

n
g(λ)S(λ) +m

(
r2 log r
n

)k/2(
‖f∗‖2H +

σ2

λ

))
(3.32)

Now, if m = O
(√

n(k−4)

(r2 log r)k

)
and Assumption 4 holds at λ = r/n, then f̂C

achieves the optimal rate: ED

[
Err(f̂C)

]
= O (r/n) at λ = r/n.

Theorem 6 (Kernels with exponential eigenvalue decay). Let f ∗ ∈ H and
suppose kernel K has eigenvalues that decay as: λj ≤ c1 exp(−c2j

2) (∀j, and
constants c1, c2 > 0). Let m denote the number of partitions. Then, the overall

error for f̂C is:

ED
[
Err(f̂C)

]
= O

(
λ ‖f∗‖2H +

σ2

n
g(λ)S(λ) +m

(
log n(log log n)

n

)k/2(
‖f∗‖2H +

σ2

λ

))
(3.33)

Now, if m = O
(√

n(k−4)

(logn log logn)k

)
and Assumption 4 holds at λ = 1/n, then

f̂C achieves the optimal rate: ED

[
Err(f̂C)

]
= O

(√
log n/n

)
at λ = 1/n.

Note that the requirement of an upper-limit on m in the above theorems

is only meaningful for a sufficiently large k, in particular k ≥ 4. In other words,

we would need at least 4 moments of the quantity in Assumption 2 to exist.

If this is true, and if Assumption 4 holds, then Theorem 5 and Theorem 6

guarantee the rates ED

[
Err(f̂C)

]
= O (r/n) and ED

[
Err(f̂C)

]
= O(

√
log n/n)

— both of which are minimax optimal in their respective settings [85, 56].

f ∗ /∈ H — With approximation error

When f ∗ /∈ H, we may not have Approxi(λ) = 0 for any λ > 0. At

λ = 0, though we will always have Approxi(λ) = 0, fi,λ may not be bounded
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(in other words, no element in H would achieve this approximation). One case

where we still have Approxi(λ) = 0 at λ = 0, while having fi,λ to be bounded, is

if f ∗ is a piece-wise kernel function over our chosen partitions i.e. f ∗(x) = f ∗i (x)

if x ∈ Ci, with f ∗i ∈ H. The bounds here would then be analogous to the

previous section. In general, however, without enforcing further assumptions

on f ∗, it is hard to give meaningful bounds on Approxi(·). While we can still

proceed to obtain expressions for the regularization, bias and variance terms

for ED

[
Err(f̂C)

]
, in this scenario it may be more instructive to compare our

bounds with the bounds for the averaging estimator in [85]. Let us denote this

estimator as f̂avg. To compute f̂avg, the n samples are randomly split into m

groups, and f̂avg is simply the average of the KRR estimates over all groups.

In this case, we have from [85] (for any λ ∈ [0, λ]):

ED

[
Err(f̂avg)

]
≤ 2

(
Approx(λ) + E(n,m, λ, λ)

)
(3.34)

where Approx(λ) corresponds to the overall approximation error and E(R, n,m, λ)

is the residual error. In particular, Approx(λ) = E [(f ∗(x)− fλ(x))2] with fλ

being the overall population KRR estimate:

fλ = arg min
f∈H

E
[
(f ∗(x)− f(x))2

]
+ λ ‖f‖2

H (3.35)

Also, [85] establish the scaling: E(N,m, λ, λ) = O
(
λ ‖fλ‖

2
H + S(λ)

n

)
In contrast, for our DC-estimator, with a (potentially) different λi for

each i ∈ [m], we get:

ED

[
Err(f̂C)

]
≤ 2

(
m∑
i=1

Approxi(λi) + EC

)
(3.36)
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where we let EC = 2
(∑m

i=1 Regi(λi, λ) +
∑m

i=1 Biasi(λ, n) +
∑m

i=1 ED [Vari(λ,D)]
)
.

Before comparing (3.34) with (3.36), we require an additional defi-

nition. For any partition Ci, i ∈ [m], let us define: ApproxErrori(fλ) =

E [(f ∗(x)− fλ(x))2
1 (x ∈ Ci)], i.e. the error incurred by the global estimate fλ

( (3.35)) in the ith partition. Note that,
∑m

i=1 ApproxErrori(fλ) = Approx(λ).

To avoid confusion, we emphasize the distinction between ApproxErrori(fλ)

and Approxi(λi) (from Definition 4). While the former is the local error (in

the ith partition) incurred by the solution of a global KRR problem with reg-

ularization λ, the latter is the local error incurred by the solution of a local

KRR problem with regularization λi (as defined in (3.25)).

We now have the following theorem:

Theorem 7. Consider any λ > 0. Let fλ be the solution of (3.35). Then,

∃λ1, . . . , λm with λi ∈ [0, λ], i ∈ [m], such that,

Approxi(λi) ≤ ApproxErrori(fλ) and,
∥∥fi,λi

∥∥
H = O

(
‖fλ‖H +

√
ApproxErrori(fλ)

(λpi)

)
(3.37)

Thus:
∑m

i=1 Approxi(λi) ≤ Approx(λ). Moreover, if Approx(λ) = O
(
λ ‖fλ‖

2
H
)
,

and Assumption 2 holds, Assumption 3 holds (∀λi) and Assumption 4 holds,

then: EC = O
(
λ ‖fλ‖

2
H + σ2S(λ)

n

)
.

The above theorem shows that the approximation error term in

each partition of our estimator in ED

[
Err(f̂C)

]
is lower than its counterpart

in ED

[
Err(f̂avg)

]
. Consequently, the overall approximation term is also lower.
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(a) Piece-wise constant (b) Piece-wise Gaussian (c) Sine
Figure 3.11: Plots of functions obtained via Whole-KRR and DC-KRR (with 3
partitions)

Table 3.8: Data set statistics for real data sets used in our experiments. γ was
chosen using cross-validation on the entire data set, or a sub-sample of size
10, 000 for larger data sets.

Data set # training samples # testing samples # features γ
house 404 102 13 10−4

air 1,202 301 5 10−3

cpusmall 6,553 1,639 12 10−1

Pole 12,000 3,000 26 1
CT Slice 42,800 10,700 385 10−2

Road 347,899 86,974 3 0.1

On the other hand, under suitable restrictions, the residual estimation error

terms can be of the same order. Intuitively, this makes sense since by parti-

tioning the space, we are fitting piece-wise kernel functions, as opposed to just

a single kernel function in the averaging case. We demonstrate this through

experiments in the next section.

3.3.5 Experiments

In this section, we present experimental results of our proposed method

on both real and toy data sets. For comparison, we tested our DC-estimator

(DC-KRR) against the random splitting approach of [85](Random-KRR), and
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Kernel Ridge Regression on the entire training set (Whole-KRR).

Toy Data sets: We performed experiments on 3 toy data sets in

Fig 3.11. In each case, the covariate x was generated from a mixture of 3

Gaussians: x ∼ 1
3
N (µ1, σ) + 1

3
N (µ2, σ) + 1

3
N (µ3, σ). For the first two toy

examples, (µ1 = 0.5, µ2 = 1.5, µ3 = 2.5) and σ = 0.2, and for the third one,

(µ1 = π/2, µ2 = 3π/2, µ3 = 3π) and σ = 1. The response y is y = f ∗(x) + η,

for different choices of f ∗, and with η ∼ N (0, 0.05). For each data set, we

generated a training set of size 600, and a test set of size 100.

We chose f ∗ as: (i) a piece-wise constant function, f ∗(x) = 1 (x ≤ 1) +

1.5 × 1 (1 < x < 2) + 2 × 1 (x ≥ 2), in Fig 3.11a, (ii) a piece-wise Gaussian

kernel function, f ∗(x) = exp(−γ(x− 0.5)2)× 1 (x ≤ 1) + exp(−γ(x− 1.5)2)×

1 (1 < x < 2) + exp(−γ(x− 2.5)2)× 1 (x ≥ 2), with γ = 0.1, in Fig 3.11b, and

(iii) a sine function, f ∗(x) = sin(x), in Fig 3.11c. To obtain KRR estimate, we

used a Gaussian kernel (K(x, y) = exp(−γ(x− y)2)) with γ = 0.1 for the first

two toy data sets, and degree 2 polynomial kernel (K(x, y) = (1 + xy)2) for

(a) Piece-wise constant (b) Piece-wise Gaussian (c) Sine

Figure 3.12: Plots of Test RMSE vs. Number of partitions on Three Toy data
sets
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(a) house (b) air (c) cpusmall

(d) Pole (e) CT Slice (f) Road

Figure 3.13: Plots of Test error vs. Training size, n on real data sets. m
denotes the number of partitions. The DC-KRR plots correspond to a k-means
clustering partition

the third one. When running DC-KRR, we obtained the partition of the data

points using k-means. A regularization penalty of λ = 1/n was used, where

n = Total number of training points.

Fig 3.11 shows a comparison of the functions obtained using DC-KRR

(run with 3 partitions) and Whole-KRR. We see that DC-KRR could approxi-

mate the true underlying function better than Whole-KRR, while still being

computationally more efficient. For Fig 3.12, we varied the number of partitions,

and plotted the Test-RMSE for DC-KRR, Whole-KRR and Random-KRR on

toy data sets. We observe that while Random-KRR had a similar performance
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to Whole-KRR, DC-KRR achieved lower error than both. This is due to the

lower approximation error of piece-wise estimates.

Real Data sets: We performed experiments on 6 real data sets from

the UCI repository [47]. Data sets statistics are presented in Table 3.8. The

data was normalized to have standard deviation 1. In all cases, we utilized

a Gaussian kernel with kernel parameter γ chosen using cross-validation, as

shown in Table 3.8. We varied the number of partitions, m, and the number of

training points, n. When running DC-KRR, the partitions were determined

using clustering, and we tested with k-means and Kernel k-means. Kernel

k-means was run on a sub-sampled set of points for larger data sets. The

regularization penalty for KRR was chosen as λ = 1/n. The results of these

experiments are presented in Table 3.10 and Fig 3.13.

In all cases, DC-KRR achieved lower test error than Random-KRR,

while being comparable to Whole-KRR. Moreover, the training time for DC-

KRR, when running via k-means, was similar to Random-KRR (due to the small

overhead of clustering), but much faster than Whole-KRR. Interestingly, in two

cases (Fig 3.13a and Fig3.13b), we found that DC-KRR also achieved lower test

error than Whole-KRR. This may be a consequence of lower approximation

error due to piece-wise estimates, as also alluded to earlier.

Testing Goodness of Partitioning: We also estimated g(λ) (defined

for Assumption 4) vs. a varying number of partitions, on both our real and toy

data sets (shown in Fig 3.15 and Fig 3.14 respectively) to verify the validity of

Assumption 4.
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To estimate S(λ) and Si(λpi), i ∈ [m] (which comprise g(λ)), we used an

SVD to compute the eigenvalues of the kernel matrix on the training samples

(respectively, the kernel matrix of the training samples in partition i) and

normalized this with n, the training size (respectively, ni, the training size in

partition i). In case of larger data sets, we did this on a sub-sampled version

of the data set. It is known that the eigenvalues of KD/n, with KD being the

kernel matrix on randomly sampled points D, converge to the eigenvalues of

the covariance in the associated RKHS [57]. Finally, we set λ = 1/n, the same

as in our earlier experiments, with n = total training size/sub-sample size.

On real data sets, we found that while g(λ) increases as the number

of partitions increases, it continues to be a constant even for a large number

of partitions in several cases, thereby justifying Assumption 4. On synthetic

data sets, it seemed to grow at a somewhat faster rate. However, this could be

attributed to lesser clustering structure, since the true number of clusters was

only 3 — at which point g(λ) is still a small constant.

Comparison with [18]: We also performed additional empirical com-

parisons between the approach in [18] (denoted as VP-KRR), DC-KRR (with

k-means and kernel k-means) and Random-KRR, on the cpusmall data set (see

Table 3.8). The main algorithmic difference between DC-KRR and VP-KRR

is that the latter proposes to obtain bounded partitions using a Voronoi par-

titioning of the input space, while in DC-KRR we use a clustering algorithm

to obtain the partitions. The results of our tests are shown in Table 3.9. We

see that DC-KRR(with kernel k-means) is slightly better than VP-KRR in
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(a) house (b) air (c) cpusmall

(d) Pole (e) CT Slice (f) Road

Figure 3.14: Plots of g(λ) vs. number of partitions on real data sets

terms of Test RMSE, but also DC-KRR requires much lesser training time

than VP-KRR. A reason for this is that Voronoi partitioning tends to produce

a very unbalanced clustering. For example, when using Voronoi partitioning to

generate 9 clusters, we found that the first cluster had 6484 data points out of

total 6553 data points in the dataset, and the remaining clusters had very few

data points. Consequently, the training time for the one cluster was almost as

huge as the time it would take to train Whole-KRR.
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(a) Piece-wise constant (b) Piece-wise Gaussian (c) Sin

Figure 3.15: Plots of g(λ) vs. Number of partitions on synthetic data sets

3.4 Conclusion

In this chapter, we exploit the structure of kernel machines and observe

that the kernel matrix has blocks structure and each block in the kernel matrix

has low-rank structure. Based on the block structure of kernel matrix, we

propose the block kernel approximation (BKA). We use BKA to speed up

the training of kernel SVM (BKA-SVM) and kernel ridge regression (DC-

KRR). Furthermore, we prove the generalization error bounds for DC-KRR

under the random design setting. In particular, we theoretically show that

the approximation error component of the generalization error of DC-KRR is

lesser than when a single KRR estimate is fit on the data: thus providing both

statistical and computational advantages over a single KRR estimate over the

entire data.

We also consider the low-rank structure of kernel matrix, and propose

a novel framework, Memory Efficient Kernel Approximation (MEKA) for

approximating shift-invariant kernel matrices. The main idea is first to partition

the kernel matrix, and then perform low-rank approximation within each block.
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As a consequence, our method exploits both low-rank and block structure

present in the kernel matrix, and thus performs better than previously proposed

low-rank based methods in terms of approximation and regression error, speed

and memory usage.

There are some future directions for this line of research:

(1) In this chapter, we only show the shift-invariant kernels have block

structure, so it is worth exploiting the structure of more general kernel functions,

e.g., polynomial kernels. For different kernel structures, we can design different

kernel approximation algorithms that can reduce memory usage and improve

computation time.

(2) MEKA is highly depending on clustering methods to generate good

kernel approximation. In this chapter, we use kmeans as the clustering scheme

to generate partitions. One interesting direction is to use other clustering

methods that can better capture the structure of the kernel matrix.

(3) For DC-KRR, the approximation error bound is depending on three

assumptions, and it is interesting to verify these assumptions in the real

datasets.

The MEKA algorithm is published in [64], and the code can be down-

loaded at http://www.cs.utexas.edu/~ssi/meka. The DC-KRR’s code can

be downloaded at http://www.cs.utexas.edu/~ssi/dckrr.
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Table 3.9: Test RMSE and Training Times on cpusmall for VP-KRR([18]),
Random-KRR and DC-KRR(with k-means and kernel k-means). # partitions
is only applicable to the Random-KRR and DC-KRR columns. For VP-
KRR([18]), we choose the radius for obtaining voronoi partitions, r, to be α
times the maximum distance between any two points in the data set, with α
chosen as 0.01, 0.04, 0.07 and 0.12. After we know the number of partitions
for a specific r, we generate the same number of partitions using k-means and
kernel k-means (for DC-KRR), and random partitioning (for Random-KRR).

# partitions 6 9 13 40
Test RMSE Time(s) Test RMSE Time(s) Test RMSE Time(s) Test RMSE Time(s)

VP-KRR 5.8914 129.9600 5.8653 119.9500 6.1331 113.0400 6.3026 49.69
Random-KRR 6.6232 4.49 7.3143 2.2400 7.9986 1.2100 10.1980 0.2500

DC-KRR(k-means) 6.4246 24.72 6.4610 8.6800 6.6415 4.1700 7.2206 0.9400
DC-KRR(kernel k-means) 5.7819 17.0900 5.8338 14.4700 5.8069 13.00 6.01 12.09

Table 3.10: Test RMSE and Training Time on real data sets used in our
experiments. # partitions is only applicable to the Random-KRR and DC-
KRR columns.

Data set # partitions Whole-KRR Random-KRR DC-KRR(kernel k-means) DC-KRR(k-means)
Test RMSE Time(s) Test RMSE Time(s) Test RMSE Time(s) Test RMSE Time(s)

house 4 4.4822 0.08 4.5609 0.02 3.3849 0.18 3.8244 0.06
air 8 4.3537 2.46 4.6604 0.07 4.2577 0.79 4.4782 0.23

cpusmall 8 5.8853 118.98 7.1757 4.04 5.7947 30.86 6.4616 7.86
Pole 16 14.7256 1088.9 21.5768 6.15 15.0005 277.80 15.1167 11.88

CT Slice 32 2.1165 3840.7 10.0318 43.81 3.6100 405.38 2.4302 64.06
Road 256 - - 13.6444 43.48 11.0550 1081.3 8.6358 78.16
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Chapter 4

Pseudo-landmark based Kernel
Approximation

Kernel machines usually do not scale to large-scale applications due to

the O(n2d) operations to compute the kernel matrix and O(n2) space to store

it in memory. As shown in [40], low-rank approximation of kernel matrix using

the Nyström method provides an efficient way to scale up kernel machines to

millions of instances. Given m � n landmark points {uj}mj=1, the Nyström

method first forms two matrices C ∈ Rn×m and W ∈ Rm×m based on the kernel

function, where Cij = K(xi,uj) and Wij = K(ui,uj), and then approximates

the kernel matrix as

G ≈ Ḡ := CW †CT , (4.1)

where W † denotes the pseudo-inverse of W . This kernel approximation Ḡ can

be used to replace the original kernel in kernel machines, such as kernel SVM,

The materials presented in this chapter have been published in [65, 29]. Si Si formulated
the problems, developed the algorithms, and conducted experiments. Professor Dhillon
supervised the work.
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which solves the following optimization problems:

Kernel SVM: α∗ ← arg min
α

1

2
αTQα− eTα s.t. 0 ≤ α ≤ C, (4.2)

where G ∈ Rn×n is the kernel matrix with Gij = K(xi,xj); Q is an n by n

matrix with Qij = yiyjGij, and C, λ are regularization parameters.

In Nyström approximation, there is a trade-off in selecting the number

of landmark points m. A smaller m means faster training speed, but also yields

higher kernel approximation error, which results in a lower prediction accuracy.

In this Chapter, we aim to improve traditional Nyström method to achieve

better kernel approximation.

4.1 Pseudo-landmark points for Nyström kernel approx-
imation

Our first method to improve Nyström approximation is to construct

extra “pseudo landmark points” for the kernel approximation. Recall that

originally we have m landmark points {uj}mj=1, and now we add p pseudo

landmark points {vt}pt=1 to this set. Here, we consider pseudo landmark points

are sampled from the training dataset, while in general each pseudo landmark

point can be any d-dimensional vector. The only difference between pseudo

landmark points and landmark points is that the kernel values K(x,vt) are

computed in a fast but approximate manner in order to speed up the prediction

time.

We use a regression-based method to approximate {K(x,vt)}pt=1. As-
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sume for each pseudo landmark point vt, there exists a function ft : Rm → R,

where the input to each ft is the computed kernel values {K(x,uj)}mj=1, and

the output is an estimator of K(x,vt). We can either design the function for

specific kernels, for example, in Section 4.1.1 we design ft for stationary kernels,

or learn ft by regression for general kernels (Section 4.1.2).

Before introducing the design or learning process for {ft}pt=1, we first

describe how to use them to form the Nystöm approximation.With p pseudo

landmark points and {ft}pt=1 given, we can form the following a n× (m+ p)

matrix C̄, by adding the p extra columns to C:

C̄ = [C, C ′], where C ′it = ft({K(xi,uj)}mj=1) ∀i = 1, . . . , n and ∀t = 1, . . . , p.

(4.3)

Then the kernel matrix G can be approximated by

G ≈ Ḡ = C̄W̄ C̄T , with W̄ = C̄†G(C̄†)T , (4.4)

where C̄† is the pseudo inverse of C̄; W̄ is the optimal solution to minimize

‖G− Ḡ‖F if Ḡ is restricted to the range space of C̄, which is also used in [73].

Note that in our case W̄ cannot be obtained by inverting an m+ p by m+ p

matrix as in the original Nyström approach in (4.1), because the kernel values

between x and pseudo landmark points are the approximate kernel values. As

a result the time to form the Nyström approximation in (4.4) is slower than

forming (4.1) since the whole kernel matrix G has to be computed.

If the number of samples n is too large to compute G, we can estimate

the matrix W̄ by minimizing the approximation error on a submatrix of G.
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More specifically, we randomly select a submatrix Gsub from G with row/and

column indexes I. If we focus on approximating Gsub, the optimal W̄ is

W̄ = (C̄I,:)
†Gsub((C̄I,:)

†)T , which only requires computation of O(|I|2) kernel

elements. Overall, our algorithm can be summarized in Algorithm 2.

Algorithm 2: Kernel Approximation with Pseudo Landmark Points

Select m landmark points {uj}mj=1.

Compute n×m matrix C where Cij = K(xi,uj).
Select p pseudo landmark points {vt}pt=1.
Construct p functions {ft}pt=1 by methods in Section 4.1.1 or
Section 4.1.2.
Expand C to C̄ as C̄ = [C, C ′] by (4.3), and compute W̄ by (4.4).

4.1.1 Design of functions for stationary kernels

Next we discuss various ways to design/learn the functions {ft}pt=1. First

we consider the stationary kernels K(x,vt) = κ(‖x− vt‖), where the kernel

approximation problem can be reduced to estimate ‖x − vt‖ with low cost.

Suppose we choose p pseudo landmark points {vt}pt=1 by randomly sampling p

points in the dataset. By the triangle inequality,

max
j

(|‖x− uj‖ − ‖vt − uj‖|) ≤ ‖x− vt‖ ≤ min
j

(‖x− uj‖+ ‖vt − uj‖) .

(4.5)

Since ‖x−uj‖ has already been evaluated for all uj (to compute K(x,uj)) and

‖vt − uj‖ can be precomputed, we can use either left hand side or right hand

side of (4.5) to estimate K(x,vt). We can see that approximating K(x,vt)

using (4.5) only requires O(m) flops and is more efficient than computing
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K(x,vt) from scratch when m� d (d is the dimensionality of data).

4.1.2 Learning functions for general kernels

Next we consider learning the function ft for general kernels by solving

a regression problem. Assume each ft is a degree-D polynomial function (here

we only use D = 2). Let Z denote the basis functions: Z = {(i1, . . . , im) |

i1 + · · ·+ im = d}, and for each element z(q) ∈ Z we denote the corresponding

polynomial function as Z(q)(c) = c
z

(q)
1

1 c
z

(q)
2

2 . . . cz
(q)
m
m . Each ft can then be written

as ft(c) =
∑

q a
t
qZ

(q)(c). A naive way to apply the pseudo-landmark technique

using polynomial functions is: to learn the optimal coefficients {atq}
|Z|
q=1 for each

t, and then compute C̄, W̄ based on (4.3) and (4.4). However, this two-step

procedure requires a huge amount of training time, and the prediction time

cannot be improved if |Z| is large.

Therefore, we consider implicitly applying the pseudo-landmark point

technique. We expand C by

Ĉ = [C, C ′′], where C ′′iq = Z(q)(ci). (4.6)

where ci = [K(xi,u1), . . . , K(xi,um)] and each Z(q)(·) is the q-th degree-D

polynomial basis with q = 1, . . . , |Z|. After forming Ĉ, we can then compute

Ŵ = Ĉ†G(Ĉ†)T and approximate the kernel by ĈŴ ĈT . This procedure is

much more efficient than the previous two-step procedure where we need to

learn {atq}
|Z|
q=1, and more importantly, in the following lemma we show that this

approach gives better approximation to the previous two-step procedure.
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Lemma 2. If {ft(·)}pt=1 are degree-D polynomial functions, C̄, W̄ are computed

by (4.3), (4.4) and Ĉ, Ŵ are computed by (4.6), (4.4), then ‖G− C̄W̄ C̄T‖ ≥

‖G− ĈŴ ĈT‖.

The proof can be found in [29]. In practice we do not need to form

all the low degree polynomial basis – just sample some of the basis from Z is

enough.

Figure 4.1 compares using Nyström method with or without pseudo

landmark points for approximating Gaussian kernels. For each dataset, we

choose a few number of landmark points (2-30), and add pseudo landmark

points according the triangular inequality (4.5) or according to the polynomial

function (4.6). We observe that the kernel approximation error is dramatically

reduced when increasing the landmark points. Here the prediction time is

directly related to the number of landmark points. Note that we can also

apply this pseudo-landmark points approach as a building block in other kernel

approximation frameworks, e.g., the Memory Efficient Kernel Approximation

(MEKA) proposed in [64]. Next, we will introduce another pseudo-landmark

points based kernel approximation method.

4.2 Fast Transform landmark points selection (Fast-Nys)

We consider a family of kernel functions that have the following form:

K(xi,xj) = f(xi)f(xj)g(xTi xj), (4.7)
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(a) USPS,prediction cost vs ap-
prox. error.

(b) Protein,prediction cost vs
approx. error.

(c) MNIST,prediction cost vs
approx. error.

Figure 4.1: Comparison of different pseudo landmark points strategy. The
relative approximation error is ‖G − Ḡ‖F/‖G‖F where G and Ḡ is the real
and approximate kernel respectively. We observe that both Nys-triangle (using
the triangular inequality to approximate kernel values) and Nys-dp (using the
polynomial expansion with the degree D = 2) can dramatically reduce the
approximation error under the same prediction cost. Note that the number of
landmark points is directly related to prediction cost.

where f(·) : Rd → R and g(·) : R → R. Some widely used kernel functions

belong to this family: in Gaussian kernel, f(x) = e−γ‖x‖
2
, g(z) = e2γz, in

polynomial kernel f(x) = 1, g(z) = (c + z)p, and in homogeneous kernel

f(x) = 1, g(z) = zp.

Given a set of m landmark points U ∈ Rm×d where each row of U is

a landmark point uj, in the training phase the main computation of forming

Nyström approximation (4.1) is to compute C ∈ Rn×m where Cij = K(xi,uj).

The computational time for each row of C can be written as

Tf + Tg ×m+ TUx, (4.8)

where Tf and Tg are function evaluation time for f(·) and g(·) respectively, and

TUx is the time complexity for computing Ux, i.e., the inner product between

an arbitrary x ∈ Rd and U .
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Now we analyze the time complexity for computing kernel values between

one data point x and all landmark points (see (4.8)). Typically the matrix-

vector product Ux has Θ(md) time complexity, and both Tg and Tf are very

fast. Therefore, the third term (computation of TUx) dominates the time

complexity: computing each c requires Θ(md) time complexity. Table 4.1

shows the time segmentation for standard Nyström on the MNIST dataset

with 60, 000 samples, and TUx clearly dominates the computational time.

Now we are ready to describe the main idea. Can we compute Ux using

less than Θ(md) floating point operations with m landmark points? The answer

is yes if the landmark matrix U has some special structure. If we force the

landmark points to collectively have some special structure, then the kernel

approximation and prediction time can both be sped up. We propose two

examples of the Fast Transform Landmark Points Selection methods, where

for each one we force U to have a special structure to benefit the computation

of Ux.

4.2.1 Haar Landmark Points

For the first example of our proposed framework, we make use of the fast

Haar discrete wavelet transform. Haar discrete wavelet transform associates

with Haar matrix Hd. As an example, when d = 4,

H4 =

 1 1 1 1
1 1 −1 −1
1 −1 0 0
0 0 1 −1

 . (4.9)
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Generally, the 2d× 2d Haar matrix can be derived as:

H2d =

(
Hd ⊗ [1, 1]
Id ⊗ [1,−1]

)
, (4.10)

where Id is d × d identity matrix; ⊗ is the Kronecker product. The time

complexity for fast wavelet transform is Θ(d), which means d× d Haar matrix

multiplies a d× 1 vector can be done in Θ(d) time.

In the Haar landmark points approach, we force the m× d landmark

matrix U to have the following structure:

U = [V1H
T
d , V2H

T
d , . . . , VsH

T
d ]T , (4.11)

where s = m/d, each Vi is a d by d diagonal matrix, and Hd is the d× d Haar

matrix.

Given a sample x, the computation of Ux can be done by

Ux = [(HdV1x)T , (HdV2x)T , . . . , (HdVsx)T ]T . (4.12)

If we write Vi = diag(vi) where vi is a d-dimensional vector, called ’seed’, then

each v̄ = Vix can be computed by d multiplications. Also, using the properties

of Haar transform, Hdv̄ can be computed in Θ(d) time (and only with plus

and minus operations) using Haar transform. Therefore, with m landmark

points, using Haar landmark points, the computation of Ux can be done in

Θ(ds) = Θ(m) time, which is significantly faster than the Θ(md) computational

time in standard Nyström. When d is not 2l for some l, we can append zero

features, which will not change the time complexity of computing Ux with

Haar landmark points.
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Using this structure, we have the freedom in choosing ’seeds’ vectors

v1, . . . ,vs. Note that given a set of s classical landmark points m1, . . . ,ms

that can be generated by any landmark points selection approach (random

sampling, kmeans clustering, leverage score based sampling, or others), we can

set the seeds v1 = m1, . . . ,vs = ms. Since the first row of the Haar matrix is

all 1s, and therefore the first row of each HdVi will be mi. This implies that

the original landmark points {mi}si=1 will be a subset of the Haar landmark

points {ui}mi=1. Also it is not difficult to show that the new set of landmark

points will decrease the kernel approximation error comparing using original

landmark points in Nyström approximation (see Theorem 1 in the Appendix

of [65]).

In term of complexity, the time complexity for using {mi}si=1 and

{ui}mi=1 are the same (both are Θ(m)) to form one row of C in Nyström

approximation. For the training time, there is small computation overhead in

computing W † as shown in Table 4.1. Furthermore, computing W † can been

further sped up by randomized SVD [45].

Figure 4.2 is a toy example comparing our proposed method with a

state-of-the-art Nyström approximation method, Kmeans Nyström (KNys). As

we can see in the figure, the landmark points generated from Fast-Nys cover

more space than the landmark points from KNys, so it can achieve much lower

approximation error. Note that although Fast-Nys uses more landmark points

than KNys, the training time is similar since the structure of landmark points

allow us to speed up the kernel value evaluation by fast wavelet transform. In
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Figure 4.2: Comparisons of landmark points and approximation error using our
proposed method (Fast-Nys with Haar landmark points) and Kmeans Nystrom
(KNys). In the figure, green asterisk are the data points generated from Gaussian
distribution. Red circles are the landmark points in KNys and blue diamonds are
the generated Haar landmark points from Fast-Nys. Note that because Fast-Nys
uses fast transform to form the kernel values, so with the similar amount of time,
Fast-Nys can handle more landmark points than traditional Nyström methods(here,
KNys).
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(a) ijcnn. (b) webspam. (c) magic.

Figure 4.3: Comparisons of Haar landmark points and Hadamard landmark points
for Gaussian kernel approximation on three real datasets. We also compare random
seeds with learning seeds with structural constraint (Haar with structural constraint)
in Nyström approximation. x-axis shows the time (in seconds), and y-axis shows
the relative kernel approximation error. Since Haar landmark points perform better
than Hadamard landmark points in (4.16), we do not show the result of Hadamard
with structural constraint in these plots.

conclusion, the benefits of our proposed Haar landmark points are:

• For the same number of landmark points, using Haar landmark points

will speed up the training.

• Using the same Θ(m) time, Haar landmark points allow us to generate

more landmark points, and is guaranteed to achieve better performance

than the original landmark points.

4.2.2 Hadamard Landmark Points

Instead of using the Haar matrix in (4.11), we can also use other fast

transforms such as Hadamard transform, which associates with the Walsh-

Hadamard matrix defined as

H̄2 =

[
1 1
1 −1

]
and H̄2d =

[
H̄d H̄d

H̄d −H̄d

]
.

81



By exploiting the structure, the fast Hadamard transform allows the computa-

tion of matrix-vector product H̄dv to be done in Θ(d log d) time. Similarly, we

define the Hadamard landmark points to have the following structure:

U = [V1H̄
T
d , V2H̄

T
d , . . . , VsH̄

T
d ]T . (4.13)

Using a similar derivation with the previous subsection, we can see that with

m landmark points, the matrix-vector product Ux can be done in Θ(m log d)

time if landmark points matrix U follows the form of (4.13).

Similar to the Haar landmark points case, given a set of original landmark

points {m1, . . . ,ms}, we can set vi = mi for all i = 1, . . . , s, the resulting

kernel approximation has lower approximation error than just using the original

s landmark points, with little computation increasing. A comparison between

Hadamard landmark points and Haar landmark points is shown in Figure

4.3. We can see that Haar landmark points in most cases achieves lower

approximation error than Hadamard landmark points.

4.2.3 Searching for Seeds

In this section, we propose another way to learn the seeds v1, · · · ,vs in

our algorithm by minimizing the upper bound of kernel approximation error.

We consider the upper bound derived in [83]:

Proposition 8 (Zhang et al., 2008). If the kernel function K(·, ·) satisfies

K(a, b)2 −K(c,d)2 ≤ η(‖a− c‖2 + ‖b− d‖2) (4.14)
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Table 4.1: Segment the time(in seconds) for each step of standard Nyström and
Fast-Nys with Haar landmark points for the same number of landmark points
m. Note that ’Rest’ includes the time for computing Tf . We can see that
computing Ux dominate the whole procedure and our proposed method can
significantly speed up the computation and achieve similar accuracy.Another
thing we want to mention is that under the similar amount of time m = 40 for
Nys(3.03 seconds) and m = 160 for Fast-Nys(3.71 seconds), Fast-Nys achieves
much lower approximation error(0.0068 vs.0.0020).

number of landmark points methods TUx Tg pseudo-inverse of W Learning seed Rest Approx. Error Total time
m = 40 Nys 2.79 0.17 0.01 0 0.06 0.0063 3.03

Fast-Nys 0.77 0.17 0.01 0.33 0.07 0.0068 1.35
m = 80 Nys 5.38 0.18 0.01 0 0.08 0.0033 5.65

Fast-Nys 1.36 0.18 0.01 0.50 0.06 0.0038 2.11
m = 160 Nys 10.81 0.20 0.02 0 0.12 0.0014 11.15

Fast-Nys 2.65 0.20 0.02 0.76 0.08 0.0020 3.71

for some constant η, then the error of Nyström approximation is bounded by

‖Ḡ−G‖F ≤ C1

√
e+ C2e, where

e =
n∑
i=1

(
min
j
‖xi − uj‖2

)
. (4.15)

It is easy to show that the kernel function considered (4.7) satisfies

condition. This motivates us to find the optimal seeds to minimize the error e.

Optimal Seeds Selection by Minimizing the Error. In our

proposed algorithms, the fast transform landmark points (4.11) and (4.13) are

parameterized by the seed vectors v1, . . . ,vs, so here the goal is to find the

best seed vectors to minimize the upper bound of the approximation error,

which leads to the following optimization problem:

arg min
{v1,...,vs},t

n∑
i=1

‖xi − uti‖2 (4.16)

s.t. U = [V1H
T , V2H

T , . . . , VsH
T ]T , (4.17)
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where ui is the i-th row of U , H can be Haar or Hadamard matrices, and t is

the indicator vector.

In the following we propose an alternating minimization scheme to

solve the above optimization problem with structure constraint. We iteratively

update the indicator vector t and the seed vectors v1, . . . ,vs. A naive algorithm

will have Θ(nmd) time complexity because there are n points, m landmark

points in the d-dimensional space. However, we show that our algorithm only

requires Θ(md+ nd) or Θ(md+ nd log d) time using fast transforms.

When {v1, . . . ,vs} are fixed, the cluster indicator can be computed by

ti = arg min
q=1,...,m

‖xi − uq‖2 = arg min
q=1,...,m

‖uq‖2 − 2xTi uq.

‖uq‖ is independent of n so can be computed efficiently, and the only bottleneck

is to compute Uxi. Luckily, due to the structure of U in (4.17), the matrix-

vector product can be computed efficiently, so the time complexity for this step

is

nTUx +md.

When t is fixed, the update of v1, . . . ,vs can be separated into several

subproblems. Note that there are s groups in the structure of (4.17) and each

group has d landmark points. Assume each ti (indicator of xi) is in group g(i)

and offset q(i) , then we can write (4.16) as

arg min
v1,...,vs

n∑
i=1

d∑
j=1

((xi)j −Hq(i),j(vg(i))j)
2. (4.18)
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Table 4.2: Comparisons of Fast-Nys and the standard Nyström approximation
under m landmark points. n � m and n � d. Tseed is the time for learning
the seeds that is Θ(nd+md) for Haar landmark points, and Θ(nd log d+md)
for Hadamard landmark points.

Time to form Kernel Approximation Prediction Time in kernel methods
Standard Nyström Θ(nmd+m3) Θ(md)

Fast-Nys with Haar landmark points Θ(nm+m3) + Tseed Θ(m)
Fast-Nys with Hadamard landmark points Θ(nm log d+m3) + Tseed Θ(m log d)

The objective function of (4.18) is just a sum of m one-variable quadratic

function, which can be solved in closed form with time complexity of Θ(nd).

In summary, running the above alternating minimization for a fixed num-

ber of iterations takes Θ(nd+md) for Haar landmark points, and Θ(nd log d+

md) for Hadamard landmark points. In Figure 4.3, we compare learning seeds

with the one without learning, where the initial seeds are selected randomly.

We can see that the former achieves lower kernel approximation error.

Here we want to emphasize the difference between Fast-Nys and KNys

in [83, 81]. (1) Our main contribution is to enforce the structure of landmark

points to reduce the computation time for forming the C matrix in Nyström

approximation from Θ(nmd) to Θ(nm) with m landmark points. While for

KNys, for m landmark points, the time complexity for forming C is still

Θ(nmd). Therefore, our method has much lower training and prediction time

(see experimental results); (2) Instead of learning landmark points, we are

learning the “seeds” for our algorithm, so we cannot directly use kmeans. We

further reduce the time complexity by exploiting the structure of landmark

points; (3) Instead of using kmeans centers as seeds, our framework can use

other landmark selection methods, such as random samples as in standard
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Algorithm 3: Fast Transforms for Nyström Approximation

Input : Data points {(xi)}ni=1, number of initial seeds s, the
number of landmark points m = sd

Output : The rank-m approximation CW †CT

1. Select seed vectors {vi}si=1 using Section 4.1 or 4.3. ;
2. Form U by (4.11) where Hd can be Haar matrix or Hadamard
matrix;
3. Form the C,W using fast matrix-vector product with Haar or
Hadamard transform as shown in (4.12);

4. The rank-m approximation G ≈ CW †CT ;

Nyström.

4.2.4 Summary of the Proposed Algorithm: Fast-Nys

Our method is described in Algorithm 3. Note that (1) Similar to other

Nyström based methods [45], when m is large, randomized SVD can be applied

to speed up computing pseudo inverse of the m×m intersection matrix W ; (2)

To further improve the speed, in the experiments, we randomly sample 2000

data points to learn the seeds; (3) Number of landmark points does not have

to be fixed as sd. We can truncate the fast transforms to get different numbers

of landmark points.

The time complexity is summarized in Table 4.2. Since we can use

the fast discrete wavelet (Fourier) transform without explicitly forming the

matrix, Fast-Nys is also memory efficient. In Table 4.1, we segment the time

for Fast-Nys and compare it with standard Nyström with the same amount

of landmark points. We can see that with the same amount of landmark

points, (1) time for computing Ux, i.e., inner product between data points and
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Table 4.3: Data set statistics for comparing Fast-Nys with other methods (n:
number of samples; d: dimension of samples).

Dataset n d Dataset n d
USPS 9298 256 Covtype 581,012 54
a9a 48,842 123 MNIST 60,000 784

CIFAR 60,000 400 Epsilon 25,000 2,000

landmark points, dominates the whole procedure; (2) learning seeds takes a

small portion of the overall time; (3) Fast-Nys is faster than standard Nyström

method, while achieving similar accuracy.

4.2.5 Experimental Results

In this section, we empirically demonstrate the benefits of our proposed

method (Fast-Nys) on eight data sets listed in Table 4.3. We consider time

for forming the kernel approximation. We test three types of widely used

kernels: Gaussian kernel (k(xi,xj) = exp(−γ‖xi − xj‖2), polynomial kernel

k(xi,xj) = (1 + 〈xi,xj〉)p, and homogeneous kernel k(xi,xj) = (〈xi,xj〉)p.

The degree p is set to be 3 in the experiment. For comparison, we compare our

method with four state-of-the-art methods for kernel approximation:

1. The standard Nyström method (Nys), where the landmark points are

sampled uniformly at random from the dataset [75].

2. Kmeans Nyström (KNys), where the landmark points are the kmeans

centroids [81].

3. Random Kitchen Sinks (RKS), which approximates the shift-invariant kernel

based on its Fourier transform [55].

4. Fastfood with “Hadamard features” (Fastfood), which uses the Hadamard
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transform to speed up matrix multiplication [43].

All the experiments were conducted on a machine with an Intel Xeon

X5440 2.83GHz CPU and 32G RAM. The kernel approximation results are

(a) a9a, polynomial. (b) USPS,polynomial. (c) Covtype, polynomial.

(d) MNIST, Gaussian. (e) CIFAR, Gaussian. (f) Epsilon, homogeneous.
Figure 4.4: Low-rank kernel approximation results. x-axis is the time and y axis
shows the relative kernel approximation error. Methods with approximation error
above the top of y-axis are not shown. Note that (1) the time for learning the
landmark points is included in the running time. (2) two random feature based
methods, RKS and Fastfood can not directly apply for homogeneous and polynomial
kernel. So we only show their kernel approximation results on Gaussian kernel in (d)
and (e). More comparison between Fast-Nys with other Nyström based methods can
be found in Figure 5 in the Appendix of [65].

shown in Figure 4.4. We use relative kernel approximation error ‖G −

G̃‖F/‖G‖F to measure the quality, and test on three types of kernels. In these

plots, we vary the number of landmark points m for different Nyström methods

and each marker represents one m. We can observe from Figure 4.4 that, with

the same amount of time, our proposed method significantly and consistently
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yields lower approximation error than other Nyström based methods for various

kernels. This means that our proposed method can achieve faster training

speed for speeding up kernel machines.

4.3 Conclusion

In this chapter, we improve traditional Nyström approximation using

“pseudo landmark points”. We propose two ways to construct pseudo landmark

points: one is based on polynomial functions, and another is based on fast

transforms. These pseudo landmarks are easy-to-compute and can reduce the

kernel value evaluation time between these landmark points and the given

data points. Using the same amount of computational time, our novel kernel

approximations can deal with more landmark points compared with all the

previous Nyström methods, and this lead to fast training and prediction in

kernel machines.

There are several exciting future extensions of our work:

Firstly, it is interesting to exploit the meaning of these pseudo landmark

points to better understand them. We construct these landmark points for

computation benefits, however, no theoretical guarantee for these landmark

points are given. If we make some assumptions of the underlying distribution

of the data points, we might provide some physical meaning of these landmark

points and prove approximation error bounds.

Secondly, the goal of kernel approximation is to speed up the kernel ma-
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chines. Besides kernel approximation error, it would also be interesting to show

generalization error bounds for kernel machines for these kernel approximation

methods.

Thirdly, another interesting direction is to construct pseudo landmark

points using labeling information which can benefit the kernel machines directly.

The algorithm discussed in Section 4.1 is published as [28], and the

code can be downloaded at http://www.cs.utexas.edu/~cjhsieh/fast_

prediction.zip. The Fast-Nys is published as [65].

90



Chapter 5

Scaling up Kernel Machines via Kernel
Approximation

In this Chapter, we focus on two kernel machines – kernel SVM and

kernel ridge regressions, and discuss how to use kernel approximation to speed

up their training and prediction. Given a set of instance-label pairs {xi, yi}ni=1,

xi ∈ Rd, the training process of kernel SVM and kernel ridge regression

generates α∗ ∈ Rn by solving the following optimization problems:

Kernel SVM: α∗ ← arg min
α

1

2
αTQα− eTα s.t. 0 ≤ α ≤ C,

(5.1)

Kernel Ridge Regression: α∗ ← arg min
α

αTGα+ λαTα− 2αTy, (5.2)

where G ∈ Rn×n is the kernel matrix with Gij = K(xi,xj); Q is an n by n

matrix with Qij = yiyjGij, and C, λ are regularization parameters.

In the training phase, we first obtain the kernel approximation of

K, and then solve for model α in (5.1) and (5.2). It turns out that after

The materials presented in this chapter have been published in [29]. Si Si formulated
the problems, developed the algorithms, and conducted experiments. Professor Dhillon
supervised the work.
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kernel approximation, (5.1) and (5.2) become linear SVM and linear regression

problems, which can be solved efficiently.

In the prediction phase, the decision value of a testing data x is computed

as
∑n

i=1 α
∗
iK(xi,x), which in general requires O(n̄d) where n̄ is the number of

nonzero elements in α∗. Note that for kernel SVM problem, we may think α∗i

is weighted by yi when computing decision value for x. In comparison, linear

models only require O(d) prediction time, but usually generate lower prediction

accuracy.

5.1 Speeding up training phase in kernel machines

Kernel machines usually do not scale to large-scale applications due to

the O(n2d) operations to compute the kernel matrix and O(n2) space to store

it in memory. As shown in [40], low-rank approximation of kernel matrix using

the Nyström method provides an efficient way to scale up kernel machines to

millions of instances. Given m � n landmark points {uj}mj=1, the Nyström

method first forms two matrices C ∈ Rn×m and W ∈ Rm×m based on the kernel

function, where Cij = K(xi,uj) and Wij = K(ui,uj), and then approximates

the kernel matrix as

G ≈ Ḡ := CW †CT , (5.3)

where W † denotes the pseudo-inverse of W . By approximating G via Nyström

method, the kernel machines are usually transformed to linear machines, which

can be solved efficiently. Next we will show the connect between memory usage

of Ḡ and training cost of kernel machines.
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Table 5.1: Comparison of MEKA with six other state-of-the-art kernel approx-
imation methods on real datasets for kernel ridge regression, where λ is the
regularization constant. All the parameters are chosen by cross validation, and
every method has roughly the same amount of memory as in Table 3.7. All
results show test RMSE for regression for each k. Note that k for fastfood
needs to be larger than d, so we cannot test fastfood on mnist2m when k = 256.

Dataset k γ c λ Nys RNys KNys ENys RKS fastfood MEKA
wine 128 2−10 3 2−4 0.7514 0.7555 0.7568 0.7732 0.7459 0.7509 0.7375

cadata 128 22 5 2−3 0.1504 0.1505 0.1386 0.1462 0.1334 0.1502 0.1209
cpusmall 256 22 5 2−4 8.8747 8.6973 6.9638 9.2831 9.6795 10.2601 6.1130
census 256 2−4 5 2−5 0.0679 0.0653 0.0578 0.0697 0.0727 0.0732 0.0490
covtype 256 22 10 2−2 0.8197 0.8216 0.8172 0.8454 0.8011 0.8026 0.7106
mnist2m 256 2−5 40 2−5 0.2985 0.2962 0.2725 0.3018 0.3834 na 0.2667

For kernel ridge regression [58], we need to optimize:

max
α

λαTα+αTGα− 2αTy, (5.4)

where G is the kernel matrix formed by training samples {x1, . . . ,xl}, and

y ∈ Rl are the targets.

For kernel ridge regression, we first form the approximated kernel G̃,

and then solve (5.4) by conjugate gradient (CG). The main computation in

CG is the matrix vector product G̃v. Using low-rank approximation, this can

be computed using O(nk) flops.

Here we can also use MEKA, which considers memory usage for kernel ap-

proximation. We only need to compute WLW Tv, where W Tv =
∑c

s=1W
(s)v(s)

requires O(nk) flops, L(Wv) requires O(‖L‖0) flops, and W (LW Tv) requires

O(nk) flops. Therefore, the time complexity for computing the matrix vector

product for both MEKA and low-rank approximation methods is proportional

to the memory for storing the approximate kernel matrices.
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Table 5.1 compares the kernel ridge regression performance of MEKA

with six other methods given the same amount of memory or same k in terms

of test RMSE. It shows that MEKA consistently performs better than other

methods. Figure 5.1 shows the time usage of different methods for regression

by varying the memory or rank k. As we can see that using the same amount

of time, MEKA always achieves the lowest test RMSE. The total running

time consists of the time for obtaining the low-rank approximation and time

for regression. The former depends on the time complexity for each method,

and the latter depends on the memory requirement to store the low-rank

matrices. As shown in the previous experiment, MEKA is faster than the other

methods while achieving lower approximation error and using less memory. As

a consequence, it achieves lower test RMSE in less time compared to other

kernel approximation methods.

5.2 Speeding up prediction phase in kernel machines

When applying kernel method, computing the decision function for

the new test samples is typically expensive which limits the applicability of

kernel methods to real-world applications. Therefore speeding up the reducing

prediction time has become an important research topic. For example, recently

[12, 35] proposed various heuristics to speed up kernel SVM prediction, and

kernel approximation based methods [75, 17, 54, 43] can also be applied to

speed up the prediction for general kernel machines.

Given the model α, in the testing phase, the decision value of x is
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(a) wine, time vs regression
error.

(b) cpusmall, time vs regres-
sion error.

(c) cadata, time vs regression
error.

(d) census, time vs regression
error.

(e) covtype, time vs regression
error.

(f) mnist2m, time vs regres-
sion error.

Figure 5.1: Kernel ridge regression results for various data sets. Methods with
regression error above the top of y-axis are not shown. All results are averaged
over five independent runs.

evaluated as

c(W †CTα) = cβ,

where c = [K(x,u1), . . . , K(x,um)], and β = W †CTα can be precomputed

and stored. To obtain the prediction on one test sample, Nyström approx-

imation only needs O(md) flops to compute c, and O(m) flops to compute

the decision value cβ, so it becomes an effective ways to improve the pre-

diction speed. However, Nyström approximation usually needs hundreds of

landmark points to achieve reasonable good accuracy, which is still expensive

for large-scale applications. Next we will explain how we could use the previous
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introduced improved Nyström methods using pseudo-landmark points to speed

up prediction.

5.2.1 Using Pseudo Landmark points to speed up prediction

In all the related work, Nyström approximation is considered as a

preprocessing step, which does not incorporate the information from the model

itself. In this section, we consider the case that the model α∗ for kernel SVM or

kernel ridge regression is given, and derive a better approach to select landmark

points. The approach can be used in conjunction with divide-and-conquer

SVM [28] where an approximate solution to α∗ can be computed efficiently.

Let α∗ be the optimal solution of the kernel machines computed with

the original kernel matrix G, and ᾱ be the approximate solution by using

approximate kernel matrix Ḡ. We derive the following upper bound of ‖ᾱ−α∗‖

for both kernel SVM and kernel ridge regression:

Theorem 9. Let α∗ be the optimal solution for kernel ridge regression with

kernel matrix G, and ᾱ is the solution for kernel ridge regression with kernel

Ḡ obtained by Nyström approximation (5.3), then

‖ᾱ−α∗‖ ≤ ∆/λ with ∆ =
n∑
i=1

|α∗i |‖Ḡ·,i −G·,i‖,

where λ is the regularization parameter in kernel ridge regression, and Ḡ·,i and

G·,i are the i-th column of Ḡ and G respectively.

Theorem 10. Let α∗ be the optimal solution for kernel SVM with kernel

G, and ᾱ be the solution of kernel SVM with kernel Ḡ obtained by Nyström
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approximation (5.3), then

‖ᾱ−α∗‖ ≤ θ2‖W‖2(1 + ρ)∆, (5.5)

where ρ is the largest eigenvalue of Ḡ, and θ is a positive constant independent

on α∗, ᾱ.

The proof is in [29]. Here we show that ‖ᾱ− ᾱ∗‖ can be upper bounded

by a weighted kernel approximation error. This result looks natural but has a

significant consequence – to get a good approximate model, we do not need to

minimize the kernel approximation error on all the n2 elements of G; instead,

the quality of solution is mostly affected by a small portion of columns of G

with larger |α∗i |. For example, in the kernel SVM problem, α∗ is a sparse vector

containing many zero elements, and the above bound indicates that we just

need to approximate the columns in G with corresponding α∗i 6= 0 accurately.

Based on the error bounds, we want to select landmark points for Nyström

approximation that minimize ∆.

We focus on the kernel functions that satisfy

(K(a, b)−K(c,d))2 ≤ CK(‖a− c‖2 + ‖b− d‖2),∀a, b, c,d, (5.6)

where CK is a kernel-dependent constant. It has been shown in [83] that all the

stationary kernels (K(xi,xj) = κ(‖xi−xj‖)) satisfy (5.6). Next we show that

the weighted kernel approximation error ∆ is upper bounded by the weighted

kmeans objective.
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Theorem 11. If the kernel function satisfies condition (5.6), and let u1, . . . ,um

be the landmark points for constructing the Nyström approximation (Ḡ =

CW †CT ), then

∆ ≤ (n+ n‖W †‖
√
kγmax)

√
Ck

√
D2
α∗

(
{uj}mj=1

)
,

where γmax is the upper bound of kernel function,

D2
α

(
{ui}mi=1

)
:=

n∑
i=1

α2
i ‖xi − uπ(i)‖2, (5.7)

and π(i) = arg mins ‖us − xi‖2 is the landmark point closest to xi.

The proof is in [29]. Note that D2
α∗({ui}mi=1) is the weighted kmeans

objective function with {(α∗i )2}ni=1 as the weights. Combining Theorems 9,

10, and 11, we conclude that for both kernel SVM and ridge regression, the

approximation error ‖ᾱ−α∗‖ can be upper bounded by the weighted kmeans

objective function. As a consequence, if α∗ is given, we can use weighted

kmeans with weights {(α∗i )2}ni=1 to find the landmark points u1, . . . ,um, which

tends to minimize the approximation error.

In practice we do not know α∗ before training the kernel machines,

and exactly computing α∗ is very expensive for large-scale datasets. However,

using weighted kmeans to select landmark points can be combined with any

approximate solvers – we can use an approximate solver to quickly approximate

α∗, and then use it as the weights for the weighted kmeans. Next we show

how to combine this approach with the divide-and-conquer framework recently

proposed in [28, 27].
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Divide and Conquer Approach. The divide-and-conquer SVM

(DC-SVM) was proposed in [28] to solve the kernel SVM problem. The main

idea is to divide the whole problem into several smaller subproblems, where

each subproblem can be solved independently and efficiently. [28] proposed to

partition the data points by kernel clustering, but this approach is expensive

in terms of prediction efficiency. Therefore we use kmeans clustering in the

input space to build the hierarchical clustering.

Assume we have k clusters as the leaf nodes, the DC-SVM algorithm

computes the solutions {(α(i))∗}ki=1 for each cluster independently. For a testing

sample, they use an “early prediction” scheme, where the testing sample is first

assigned to the nearest cluster and then the local model in that cluster is used

for prediction. This approach can reduce the prediction time because it only

computes the kernel values between the testing sample and all the support

vectors in one cluster.

However, the model in each cluster may still contain many support

vectors, so we propose to approximate the kernel in each cluster by Nyström

based kernel approximation to further reduce the prediction time. In the

prediction step we first go through the hierarchical tree to identify the nearest

cluster, and then compute the kernel values between the testing sample and

the landmark points in that cluster. Finally, we can compute the decision

value based on the kernel values and the prediction model. The same idea can

be applied to kernel ridge regression. Our overall algorithm – DC-Pred++ is

presented in Algorithm 4.
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Algorithm 4: DC-Pred++: a divide-and-conquer approach for fast
prediction.

Input : Training samples {xi}ni=1, kernel function K.
Output : A fast prediction model.
Training:

Construct a hierarchical clustering tree with k leaf nodes by
kmeans.

Compute local models {(α(i))∗}ki=1 for each cluster.
For each cluster, use weighted kmeans centroids as landmark
points.
For each cluster, run the proposed kernel approximation with
pseudo landmark points (Algorithm 2) and use the approximate
kernel to train a local prediction model.

Prediction on x:
Identify the nearest cluster.
Run the prediction phase of Algorithm 2 using local prediction
models.

Next, we compare DC-Pred++ with other fast prediction algorithms

for kernel SVM problem. All the experiments are conducted on a machine with

an Intel 2.83GHz CPU with 32G RAM. Note that the prediction cost is shown

as actual prediction time dividing by the linear model’s prediction time. This

measurement is more robust to the actual hardware configuration and provides

a comparison with the linear methods.

We use six public datasets (shown in Table 5.2) for the comparison

of kernel SVM prediction time. The parameters γ, C are selected by cross

validation. We compare with the following methods:

1. DC-Pred++: a fast prediction framework, which involves Divide-and-

Conquer strategy and applies weighted kmeans to select landmark points
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and then uses these landmark points to generate pseudo-landmark points

in Nyström approximation as in Algorithm 2 for fast prediction.

2. LDKL: The Local Deep Kernel Learning method proposed in [35]. They

learn a tree-based primal feature embedding to achieve faster prediction

speed.

3. Kmeans Nyström: The Nyström approximation using kmeans centroids

as landmark points [83]. The resulting linear SVM problem is solved by

LIBLINEAR [19].

4. AESVM: Approximate Extreme points SVM solver proposed in [49]. It

uses a preprocessing step to filter out unimportant points to get a smaller

model.

5. Fastfood: Random Hadamard features for kernel approximation [43].

6. STPRtool: The kernel computation toolbox that implemented the reduced-

set post processing approach using the greedy iterative solver proposed

in [59].

Note that [35] reported that LDKL achieves much faster prediction speed

compared with Locally Linear SVM [42], and reduced set methods [33, 14, 38],

so we omit their comparisons here. The results presented in Table 5.2 show

that DC-Pred++ achieves the best prediction efficiency and accuracy in 5 of

the 6 datasets. In general, DC-Pred++ takes less than half of the prediction

time and can still achieve better accuracy than LDKL. Interestingly, in terms

of the training time, DC-Pred++ is almost 10 times faster than LDKL on most

of the datasets.
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Table 5.2: Comparison of kernel SVM prediction on real datasets. Note that
the actual prediction time is normalized by the linear prediction time. For
example, 12.8x means the actual prediction time = 12.8× (time for linear SVM
prediction time).

Dataset Metric DC-Pred++ LDKL kmeans Nyström AESVM STPRtool Fastfood
Letter Prediction Time 12.8x 29x 140x 1542x 50x 50x

ntrain = 12, 000, Accuracy 95.90% 95.78% 87.58% 80.97% 85.9% 89.9%
ntest = 6, 000, d = 16 Training Time 1.2s 243s 3.8s 55.2s 47.7s 15s

CovType Prediction Time 18.8x 35x 200x 3157x 50x 60x
ntrain = 522, 910, Accuracy 95.19% 89.53% 73.63% 75.81% 82.14% 66.8%

ntest = 58, 102, d = 54 Training Time 372s 4095s 1442s 204s 77400s 256s
Usps Prediction Time 14.4x 12.01x 200x 5787x 50x 80x

ntrain = 7291, Accuracy 95.56% 95.96% 92.53% 85.97% 93.6% 94.39%
ntest = 2007, d = 256 Training Time 2s 19s 4.8s 55.3s 34.5s 12s

Webspam Prediction Time 20.5x 23x 200x 4375x 50x 80x
ntrain = 280, 000, Accuracy 98.4% 95.15% 95.01% 98.4% 91.6% 96.7%

ntest = 70, 000, d = 254 Training Time 239s 2158s 181s 909s 32571s 1621s
Kddcup Prediction Time 11.8x 26x 200x 604x 50x 80x

ntrain = 4, 898, 431, Accuracy 92.3% 92.2% 87% 92.1% 89.8% 91.1%
ntest = 311, 029, d = 134 Training Time 154s 997s 1481s 2717s 4925s 970s

a9a Prediction Time 12.5x 32x 50x 4859x 50x 80
ntrain = 32, 561, Accuracy 83.9% 81.95% 83.9% 81.9% 82.32% 61.9%

ntest = 16, 281, d = 123 Training Time 6.3s 490s 1.28s 33.17s 69.1s 59.9s

5.2.2 Using Haar Landmark points to speed up prediction

Another way to improve prediction is to use ’Fast-Nys’, which involves

the use of fast transforms, e.g., fast Haar and Hadamard transforms, to generate

structured landmark points. By enforcing the structure of the landmark points,

with a fixed time budget, Fast-Nys can compute kernel approximation with

many more landmark points compared to traditional Nyström approximation.

Also Fast-Nys casts the landmark points learning problem into an optimization

problem with structural constraints, which can be solved efficiently in a k-means

like scheme. Based on these new structured landmark points, the kernel values

can be quickly evaluated, thus reducing the time complexity of forming the

low-rank Nyström approximation and resulting in faster prediction. More

specially, to test a new sample, for m landmark points, traditional Nyström
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Table 5.3: Comparisons of the two proposed Fast Transform Landmark Points
Selection approaches and the standard Nyström approximation with m land-
mark points.

Time to form Kernel Approximation Prediction Time
Standard Nyström Θ(nmd+m3) Θ(md)

Haar landmark points Θ(nm+m3) Θ(m)
Hadamard landmark points Θ(nm log d+m3) Θ(m log d)

(a) MNIST, Gaussian (b) CIFAR, Gaussian (c) USPS, polynomial

Figure 5.2: Fast prediction results. Methods with prediction accuracy below the
bottom of y-axis are not shown. x-axis shows the prediction time which is normalized
by the linear SVM prediction time, and the y-axis shows the kernel SVM prediction
accuracy.

takes Θ(md)time to make a prediction and due to the benefit of fast transforms,

the time complexity can be reduced to Θ(m log d) or Θ(m) via our method.

It is shown that compared with state-of-the-art kernel approximation and

fast prediction algorithms ’Fast-Nys’ can achieve lower approximation error

and higher prediction accuracy under a fixed time budget. In Table 5.3, we

conduct the complexity analysis for both Fast-Nys and standard Nyström.

Furthermore, we can even boost the performance of Fast-Nys algorithm with

the divide-and-conquer-framework (DC-Fast-Nys).

Next we show the benefit of using Fast-Nys for fast kernel SVM predic-

tion. In Figure 5.2, we show the comparison between applying Fast-Nys and
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other state-of-the-art kernel approximation methods for kernel SVM prediction.

We use Gaussian kernel for MNIST and CIFAR datasets and polynomial kernel

for usps dataset. Since Fastfood and RKS can only be used for shift-invariant

kernel, we do not compare with them on USPS. We can also apply other kernel

functions for these datasets to achieve better performance. As can be seen in

Figure 5.2, with the same prediction time, Fast-Nys always achieves higher

accuracy. For example, on the MNIST dataset, Fast-Nys takes around 40x

linear SVM’s prediction time to achieve accuracy of 95%, while the second best

algorithm takes more than 80x linear SVM’s prediction time to achieve similar

accuracy.

5.3 Goal Directed Kernel Approximation

In the kernel approximation paradigm, the machine learning task is

decomposed into two stages. In the first stage, kernel approximation algorithms

such as Nyström or random Fourier features are used to minimize the “kernel

approximation error” defined by ‖G− CCT‖ without any regard to the final

goal (e.g., classification and regression), and in the second stage the best model

is learnt given C. Many efforts have been focused on minimizing the kernel

approximation error ‖G− CCT‖ [83, 16, 23]; however a good approximation

may not necessarily lead to a low classification or regression error. This two-

stage procedure forces the number of landmark points in Nyström or random

Fourier features, m, to be very large in order to achieve good generalization

performance.
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In this section, we are interested in the following question: instead

of just minimizing the kernel approximation error, can we instead directly

identify the best kernel approximation that will optimize the final goal, for

example, classification or regression performance? This leads to our proposed

Goal-Directed Kernel Approximation (GDKA) framework.

Instead of separating the machine learning task into two stages, we

formulate the kernel approximation problem and the final goal (classification

or regression problems) together as a unified objective. We derive two new

algorithms from our framework: Goal-RFF for learning m projection directions

for constructing Fourier features, and Goal-NYS for learning m landmark points

for Nyström approximation. Since the joint learning problem is non-convex,

we use an alternating minimization algorithm to solve the problem.

Instead of finding the mapping φU (·) to minimize the kernel approxima-

tion error, we propose to learn the feature mappings and the model parameters

together by minimizing the final goal of the machine learning task, which could

be either classification or regression loss:

min
w,U

λ

2
‖w‖2 +

1

N

N∑
i=1

`i(w
TϕU(xi)) := f(w, U). (5.8)

Note that w represents the classification or regression model, and the feature

mapping ϕU(·) is parameterized by U . In (5.8), since we consider both model

parameters w and feature mapping U , we have the freedom to optimize the

kernel mapping according to the objective function that is defined by the final

goal of machine learning application.
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We can define the feature mapping ϕU (·) in (5.8) using various functions.

In our first algorithm, Goal-directed RFF (Goal-RFF) approach, the parameters

U = {ui}mi=1 are the projection directions in RFF. Compared to the original

RFF that samples {ui}mi=1 randomly from a distribution, we can learn the

projection directions {ui}mi=1 by minimizing the final objective function. For

shift-invariant kernels, based on Bochner’s theorem[54], the feature mapping

ϕ(·) can be written as (with high probability):

xi → ϕU(xi) =
1√
m

[ cos(uT1 xi), · · · , cos(uTmxi),

sin(uT1 xi), · · · , sin(uTmxi)] (5.9)

where U ={u1,· · ·,um} are the m projection directions sampled according to

the distribution from the Fourier transform of the kernel function. For the RBF

kernel (k(xi,xj) = e−γ‖xi−xj‖2 with γ representing kernel width), the sampling

distribution is a Gaussian distribution p(u) = N(0, 2γI). Since there are

infinitely number of data points from that distribution, the feature mapping is

infinite dimensional, and cannot be used in practice. [54] proposed to randomly

sample a few projections from the distribution, and used the approximate

feature mapping to speed up kernel machines.

Our second proposed algorithm, Goal-directed Nyström approximation

(Goal-NYS) is based on Nyström features that approximate the kernel matrix

G by sampling m � n landmark points {uj}mj=1, and forming two matrices

C ∈ Rn×m and E ∈ Rm×m based on the kernel function. Here Cij = K(xi,uj)
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and Eij = K(ui,uj), and the kernel matrix can be approximated as

G ≈ Ḡ := CE†CT , (5.10)

where E† denotes the pseudo-inverse of E. From the feature point of view,

the Nyström method may be viewed as constructing features for xi; with m

landmark points u1, · · · ,um, the feature mapping is

xi → ϕU(xi) = [k(xi,u1), k(xi,u2), · · · , k(xi,um)]M, (5.11)

where M = (E†)
1
2 and U = {u1, · · · ,um,M}. So we can see that the parame-

ters U = {u1, . . . ,um,M}, where each ui is a landmark point, and M ∈ Rm×m

is a linear transformation. Although gradient descent updates discussed below

can be applied to two set of variables ({ui}mi=1 and M), we observe no improve-

ment by learning two sets of parameters, so in the following we assume M = I

in Goal-NYS, and thus U = {ui}mi=1 for both Goal-NYS and Goal-RFF, where

each ui ∈ Rd.

Problem (5.8) is non-convex and can be solved via alternating mini-

mization, where we alternately optimize the model parameters w and feature

mapping parameters U . To update u1, . . . ,um, we use gradient descent and

update the parameters as:

ut+1
i ← uti − η∇ui

f(w, U), (5.12)

where η is the step size and we adopt the Armijo-rule based step size selection

to perform line search. The gradient for each ui can be computed by

∇ui
f(w, U) =

1

N

N∑
i=1

`′(wTϕU(xi))
∇ϕU(xi)

∇ui
w, (5.13)
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where ∇ϕU (xi)
∇ui

is a d×m Jacobian matrix. For Goal-RFF, each ui only correlates

with two features, so the Jacobian matrix has only two nonzero columns; where

for Goal-NYS each Jacobian matrix has only one nonzero column.

The time complexity of computing (5.13) for all i = 1, . . . ,m can

be analyzed as follows. Assume the computation of each element in ϕU(xi)

requires O(d) time (one inner product for both Goal-NYS and Goal-RFF),

so constructing ϕU(xi) for all i requires O(dmn) time. The computation of

wTϕU(xi) is only O(mn), and ∇ϕU (xi)
∇ui

also requires O(mnd) time if only one

or two columns in the Jacobian matrix are not zero. Therefore, the overall time

complexity is the same as the original construction time for RFF or Nyström

at each gradient descent step.

5.3.1 Goal-Directed Kernel Approximation for Binary classifica-
tion and Regression

Due to the alternate minimization scheme for solving (5.8), it is obvious

to show that with the same number of landmark points or projections directions

m, our method can achieve lower objective function value, that is

f(w, U t) ≤ f(w, U0),

where we set the U0 as the initial projection directions or landmark points

which comes from the traditional Nyström and random features; U t is what

we learn after t step of updates. This potentially implies lower generalization

error. In the experiments, we can clearly see significant improvement of our

proposed method with Nyström approximation and random Fourier feature
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using the same number of features.

Next we show how to apply our framework to solve kernel SVM and

kernel ridge regression problems.

Kernel SVM: The problem of goal-directed kernel approximation for kernel

SVM with square hinge loss can be written as

min
U,w

1

2
‖w‖2 + C

n∑
i=1

max(0, 1− yiwTϕU(xi))
2. (5.14)

For updating w with a fixed U , the subproblem can be solved by any existing

linear SVM solvers, such as dual coordinate descent [26] or stochastic gradient

descent [61]. When fixing w and updating ui, the gradient can be computed

by

∇ui
f(w, U) = 4γC

∑n

j=1
I(xj)(1− yjwTϕU(xj))yjwi exp−γ‖xj−ui‖2(xj − ui),

where I(xj) is an indicator function: if 1− yjwTϕU(xj) > 0, then I(xj) = 1,

else I(xj) = 0.

Similarly, for Goal-RFF that uses (5.9) as feature mapping and seeking

for projection directions U , the gradient for i-th direction ui is

∇ui
f(w, U) =

2C√
m

n∑
j=1

I(xj)(1−yjwTϕU(xj))(wi sin(uTi xj)−wi+k cos(uTi xj))yjxj.

Note that the kernel ridge regression problem can also be solved similarly as

above.

Experimental Results

We consider two important machine learning tasks: binary classification

via kernel SVM, and kernel ridge regression. We compare the following methods:
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Table 5.4: Data set statistics: n is the total number of data points and d is
the dimension of the data. γ is Gaussian kernel bandwidth and λ controls
the regularization term within kernel SVM objective, which are chosen by
cross-validation. For Skin and webspam datasets, we randomly pick 80% data
for training, use the remaining data for testing. For the other datasets, we use
the default splitting as provided in LIBSVM datasets.

Dataset n d γ C Dataset n d γ C
SVMguide 7,089 4 2−10 23 a9a 48,842 123 2−6 20

USPS 9,298 256 2−7 23 Skin 245,057 3 2−10 23

Letter 18,000 16 21 28 webspam 350,000 254 23 23

1. The standard Nyström method (NYS), where landmark points are sampled

uniformly at random from the dataset [75].

2. Kmeans Nyström (KNYS), where the landmark points are the kmeans

centroids [81].

3. Random Fourier Feature (RFF), which approximates the shift-invariant

kernel based on its Fourier transform [55].

4. Fastfood with “Hadamard features” (Fastfood), which uses the Hadamard

transform to speed up the matrix multiplication [43].

5. FSARD and FSGBARD[78]: state-of-the-art kernel learning method, which

also considers supervision information to improve Fastfood and solve the

regression problem via Gaussian Process.

6. Goal-NYS: our proposed framework with Nyström approximation.

7. Goal-RFF: our proposed framework with random Fourier features.

Note that we compare with FSARD and FSGBARD for regression

problem. For all the above methods, we use Gaussian kernel as base kernel. All

experiments are conducted on a machine with an Intel Xeon X5440 2.83GHz
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(a) SVMguide (b) USPS (c) Letter

(d) a9a (e) Skin (f) webspam

Figure 5.3: The number of projections and landmark points m vs. prediction
accuracy for kernel SVM on binary classification problem. For Fastfood, m
needs to be larger than d, so we can only show its performance in SVMguide,
Letter, and Skin datasets.

CPU and 32G RAM. All the datasets are public datasets and we will release

our code in the future.

In all the experimental results, we mainly vary m, i.e., the number of

projections or landmark points, which is directly related to the memory usage

and prediction time of kernel approximation methods. Using m landmark

points, all the kernel approximation algorithms discussed here need Θ(mn)

memory to store the low-rank factors. In the prediction phase, all the methods

except Fastfood need to compute the inner product between test point x with

m vectors, so Θ(md) time is needed.
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Table 5.5: Regression results comparing our proposed methods with other five
methods. The data are from UCI data repository. Test RMSE reported is
the average of 10 equal partitions of the data. n is the total number of data
points and d is the dimension of the data. γ is Gaussian kernel bandwidth
and λ controls the regularization term within kernel ridge regression, which
are chosen by cross-validation. For all the methods, we choose the number of
projection directions or number of landmark points to be 512 (m = 512).

Dataset n d γ λ RFF Nys KNys FSARD FSGBARD Nys-Goal RFF-Goal
House 506 13 0.1 0.1 4.77 4.05 3.76 3.39 4.62 2.61 2. 93
Airfoil 1,503 5 1 1 2.36 2.17 1.99 2.00 1.93 1.72 1.67

Pole 15,000 26 0.01 1 13.43 15.18 14.41 6.1 4.7 5.62 5.32
CT 53,500 385 0.01 0.1 4.05 11.55 7.00 3.60 2.56 2.81 1.20

Road 434,874 3 10 10 10.76 11.98 11.61 10.29 9.90 9.84 9.61

Kernel SVM Results

We test our methods for binary classification problems using kernel

SVM on six public datasets. The statistics of the datasets and parameters used

are shown in the Table 5.4. We compare our methods with KNYS, NYS, RFF,

and Fastfood. Figure 5.3 shows that our methods always perform much better

than other methods with the same m. For example, on Letter dataset, with

only 10 projections (m = 10), our method can achieve around 90% accuracy,

while with more than 50 projections or landmarks (m > 50), the other methods

can only achieve around 80% accuracy. Note that m is related to the memory

usage and the prediction time. These results indicate that we can use less

memory to achieve much higher accuracy than other methods, and meanwhile

achieve much faster prediction for new data points.

Kernel Ridge Regression Results

We further show the performance of our methods for kernel ridge

regression. Besides NYS, KNYS, and RFF, we also compare with another two
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random Fourier feature based regression methods, FSARD and FSGBARD.

They both apply Gaussian process to learn the parameters with Fastfood

representation for kernel learning. The root mean square error on testing data

(Test RMSE) is used to measure the performance. We normalized the data to

have zero mean and unit variance. In Table 5.5, we show the Test RMSE on

regression problem given the same number of projections and landmark points

m. We can clearly see that in 5 out of 6 datasets, our methods perform best

among these methods. Our method can encode label information and thus

perform better than RFF and traditional Nyström based methods. Furthermore,

the projections or landmark points learnt do not have any structure constraints,

and thus outperform FSARD and FSGBARD.

5.3.2 Goal-Directed Kernel Approximation for Inductive Matrix
Completion

Besides classification and regression, we will use goal-directed kernel

approximation to benefit the inductive matrix completion problem. Consider a

standard matrix completion setup, where we observe entries from an nx × ny

matrix A. Let Ω : |Ω| � nxny be the set of observed entries in A. Traditional

matrix completion models A to be low rank, meaning that the row and column

variables of A share a low dimensional latent space.

Standard matrix completion tries to recover the low-rank matrix by
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Figure 5.4: Toy example comparing MC, IMC, IMC-RFF and GIMC-LFF. MC
is the traditional matrix completion; IMC means inductive matrix completion
with X and Y as side information; IMC-RFF uses IMC and the side information
is the random Fourier features from X and Y ; GIMC-LFF is to learn the
projections of Fourier feature and model in IMC simultaneously by solving
Eq (5.20). We vary the number of observed entries and show the relative
error between the recovered and underlying matrix. We can see that (1)
IMC performs better than MC since it uses side information; (2) IMC-RFF
performs better than IMC, because IMC-RFF uses non-linear features; (3)
GIMC-LFF performs better than IMC-RFF, because we learn the feature and
model together and thus construct a better set of non-linear features to benefit
IMC.

solving one of the following optimization problems:

min
Z

1

2
‖PΩ(A− Z)‖2

F + λz‖Z‖∗, (5.15)

min
W,H

1

2
‖PΩ(A−WHT )‖2

F + λWH(‖W‖2
F + ‖H‖2

F ), (5.16)

where W ∈ Rnx×k and H ∈ Rny×k, and PΩ(·) is the projection operator that
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only retains those entries of the matrix that lie in the set Ω, i.e.

PΩ(Aij) =

{
Aij, if (i, j) ∈ Ω,

0, otherwise.

It has been shown that these two problems are in fact equivalent when the chosen

k ≥ rank(A) [67]. In addition, although the factorization objective (5.16) is non-

convex, it turns out that the (local optimal) solution given by this non-convex

form is usually comparable to the global optimum in (5.15). To solve (5.16),

note that when either W or H is fixed, the above optimization becomes convex

with respect to the other variable, so that one can solve (5.16) by alternating

minimization. Various optimization techniques, for example, coordinate descent

and stochastic gradient descent, have been proposed to solve (5.16) efficiently.

One challenge for traditional matrix completion is that it cannot directly

use side information and apply it to predict new and unseen data, or to

simplify computation. Inductive Matrix Completion [31] alleviates this issue.

Specifically, suppose we are given a set of features X ∈ Rnx×dx for the rows

of A, and similarly for the columns, Y ∈ Rny×dy . Each row of X (denoted as

xi) and each row of Y (denoted as yj) are features for the i-th row and j-th

column entity respectively. Then, IMC incorporates the feature information

into matrix completion by solving the following problem:

min
Z

1

2
‖PΩ(A−XZY T )‖2

F + λz‖Z‖∗,

min
W,H

1

2
‖PΩ(A−XWHTY T )‖2

F + λWH(‖W‖2
F + ‖H‖2

F ), (5.17)

where W ∈ Rdx×k and H ∈ Rdy×k.
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Note that the number of unknown parameters are k(dx + dy) which

can be significantly smaller than k(nx + ny). This has the potential to speed

up computations by non-trivial amounts. Furthermore, besides recovering

unseen entries in A, (5.17) can also be used to deal with cold start problem in

recommendation systems. For example, for a movie recommendation problem,

given a new user where only its features xnew are available, IMC could predict

the score for the movies to be xTnewZY
T . We refer the interested reader to [31]

for details.

We consider a comparison between MC and IMC on a toy example. In

this toy example, we generate the underlying matrix A as XY T + N , where

X, Y ∈ R200×50 are two rank-50 random matrices with each entry drawn from

Gaussian distribution N (0, 1), and N ∈ R200×200 is the noise matrix with each

entry drawn from N (0, 0.1). X and Y are provided as features to IMC, and

rank k is set to be 20 for both MF and IMC. We vary the number of observed

entries from 5% to 30% and recover the remaining entries of the target matrix.

The approximately recovered matrix Â will be WHT in MF and XWHTY T in

IMC. We then evaluate the recovered matrix Â using the relative approximation

error ‖Â−A‖F‖A‖F
. As shown in Figure 5.4, IMC results in lower error than MC,

suggesting that incorporating side information is useful for better recovery

given a small perturbed observations.

While Figure 5.4 shows that IMC could outperform MC, the quality of

the features plays a significant role in determining the accuracy of the recovered

matrix. Indeed, the authors in [76] showed that to guarantee exact recovery in
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IMC, the features X, Y should be perfectly aligned with the row and column

spaces of the target matrix A. Specifically, we require that

Col(A) ⊆ Col(X),

Row(A) ⊆ Col(Y ), (5.18)

where Col(·) and Row(·) correspond to the column and row space respectively.

This motivates us to ask if, given noisy features X and Y, one can learn an

embedding of the features so that we can retain the gains provided by IMC

given noisy features. In this section, we introduce our framework–Goal directed

Inductive Matrix Completion (GIMC). We first show how to employ nonlinear

mappings into IMC, and then introduce the proposed GIMC model where we

add supervision into nonlinear mappings throughout the learning process.

Feature Mapping for IMC

As discussed previously, performance of IMC may suffer if condition (5.18)

is not satisfied. One way to address this issue is to generate features based on

X and Y ; that is, mapping X to ΦX(X) and Y to ΦY (Y ) via two mappings

ΦX : Rdx → Rd′x and ΦY : Rdy → Rd′y . Notice that to overcome the violation

of (5.18), such mapping has to be non-linear, since for any linear mapping L,

Col(L(X)) ⊆ Col(X) and thus cannot help to resolve the violation of (5.18).

By doing so, the IMC problem can modified to be:

min
Z

1

2
‖PΩ(A− ΦX(X)ZΦY (Y )T )‖2

F + λz‖Z‖∗, (5.19)

where ΦX(X) and ΦY (Y ) are new set of features generated by the non-linear

mapping of X and Y respectively. For simplicity, here we again consider Z
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to be low rank, but in general, the term ‖Z‖∗ could be further replaced by

other regularization for different applications. From now on, we will focus our

discussion on the mapping of X, and use n, d to represent nx, nd. It should be

self-explanatory that all below discussions could be applied to Y as well with

n = ny, d = dy.

Indeed, the specific mapping to be used can be varied, and the choices

are many. A popular choice of such mappings are kernel mappings where we

map x to ϕ(x) which could be infinite dimensional. We could use the two

kernel mappings as shown in Section 5.3.1 to solve this problem.

However, when using the Random feature and Nyström based feature

mappings for solving IMC, as shown in the experiment, we need large number

of projections or landmark points (large m), to achieve good performance. The

memory requirement for storing these new set of features ϕU(xi) for all xi

is O(nm). This can be infeasible in many applications, for example, when

m > 10, 000 and n approaches 1 million. A natural question to ask is if we can

reduce the number of samples needed to perform the approximation.

Goal-directed IMC

To overcome the issue with large number of nonlinear features, we pro-

pose Goal-directed Inductive Matrix Completion(GIMC), which aims to learn

the important feature mapping automatically to benefit the model. Instead of

constructing a mapping ϕU (·) in an unsupervised setting which ignores the task

at hand, we propose to learn the feature mappings and the model parameters
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simultaneously in a supervised manner. This can be attempted by solving the

following joint optimization problem:

min
Z,U,V

{
λz‖Z‖∗ +

∑
(i,j)∈Ω

`(ϕU(xi)
TZϕV (yj), Aij)

}
:= f(Z,U, V ), (5.20)

where ` is the loss function, Z represents the model, and the feature mapping

of X and Y are ϕU (·), ϕV (·) which are parameterized by U and V respectively.

For simplicity, we focus on squared loss `(b, a) = 1
2
(b− a)2, but in general we

can extend the algorithm to any loss function. The main difference between

problems (5.19) and (5.20) is that the former only considers the model param-

eters Z given a fixed feature mapping since U, V are predetermined, while the

latter considers to learn Z and U, V simultaneously. As a result, we have the

flexibility to optimize the kernel mapping according to the objective function

that is defined by different machine learning applications with IMC.

Again, we can define the feature mapping ϕU(·) in (5.20) using various

functions. In our first algorithm, Goal-directed IMC with Learned Fourier

Features (GIMC-LFF) approach, we define the feature mapping according

to (5.9), and the parameters U = {ui}mi=1 are the projection directions in Fourier

Features. Compared to the original RFF that samples {ui}mi=1 randomly from

a distribution, we can learn the projection directions {ui}mi=1 by minimizing

the final objective function in IMC.

Our second proposed algorithm, Goal-directed IMC with Learned

Nyström approximation (GIMC-LNYS), uses ϕU(·) defined in (5.11). In

this case, the parameters U = {u1, . . . ,um,M}, where each ui is a landmark
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point, and M ∈ Rm×m is a linear transformation. Although gradient descent

updates discussed below can be applied to two set of variables ({ui}mi=1 and

M), we observe no improvement by learning two sets of parameters, so in the

following we assume M = I in GIMC-LNYS. Thus, U = {ui}mi=1 for both

GIMC-LNYS and GIMC-LFF, where each ui ∈ Rd.

Problem (5.20) is non-convex and can be solved via alternating mini-

mization, where we alternately optimize the model parameters Z and feature

mapping parameters U and V . The update of model Z varies through appli-

cations, and we will discuss how to update model parameters under specific

applications shortly. To update nonlinear mapping parameters u1, . . . ,um, we

use gradient descent and update the parameters as:

ut+1
r ← utr − η∇urf(Z,U, V ), ∀r = 1, . . . ,m (5.21)

where η is the step size and we adopt the Armijo-rule based step size selection to

perform line search. Assume Bij = ϕU(xi)
TZϕV (yj) is the current prediction

on (i, j) element, the gradient for each ur can be computed by chain rule:

∇urf(Z,U, V ) =
∑

(i,j)∈Ω

`′(Bij, Aij)
∂ϕU(xi)

∂ur

∂Bij

∂ϕU(xi)

=
∑

(i,j)∈Ω

`′(Bij, Aij)
∂ϕU(xi)

∂ur
ZϕV (yj) (5.22)

where ∂ϕU (xi)
∂ur

is a d × m Jacobian matrix. For GIMC-LFF, each ur only

correlates with two features (see (5.9)), so the Jacobian matrix has only two

nonzero columns; where for GIMC-LNYS each Jacobian matrix has only one

nonzero column. The update of V could be conducted similarly.
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The time complexity of computing (5.22) can be analyzed as follows.

(1) Computing ϕV (yj) for all j: Assume the computation of each element

in ϕV (yj) requires O(d) time (one inner product for both GIMC-LNYS and

GIMC-LFF), so constructing ϕV (yj) for all j requires O(dmn) time. This can

be further reduced to O(nnz(Y )m) if the original feature matrix Y is sparse.

(2) Computing ϕU(xi) for all i: similarly this requires O(nnz(X)m) time. (3)

Computing eq (5.22): Since only one or two columns of ∂ϕU (xi)
∂ur

are nonzero,

each term in eq (5.22) requires O(m) time. In summary, the overall time

complexity for evaluating ∇urf(Z,U, V ) is

O

(
(nnz(X) + nnz(Y ) + nnz(A))m

)
,

which is similar to the original matrix completion if m is small.

Details of the method are given in Algorithm 5. Since we employ

alternating minimization scheme for solving (5.20), one can show that with the

same number of landmark points or projection directions m, our method can

achieve lower objective function values compared to the one achieved by using

IMC with unsupervised Nyström (IMC-RFF) or random Fourier features(IMC-

NYS). Specifically, let U0 and V 0 be the initial set of mapping directions, Z0

be the model trained using IMC-RFF or IMC-NYS, and U t be the updated

directions at time t of Algorithm 5. we will have

f(Zt, U t, V t) ≤ f(Z0, U0, V 0),

which potentially implies a lower generalization error. In the toy example in

Figure 5.4, we can clearly see that GIMC-LFF performs better than IMC-RFF,
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Algorithm 5: Goal-Directed Inductive Matrix Factorization
(GIMC)

Input : Partially observed set {Aij | (i, j) ∈ Ω}, feature set
X = {xi}nx

i=1 and Y = {yi}
ny

i=1, number of landmark
points or projection directions mx,my for X and Y .

Output : The goal-directed feature mapping for X : ϕU(·)
parameterized by U = {ui}mx

i=1, mapping for Y : ϕV (·)
parameterized by V = {vi}my

i=1, and the model Z.
1 [For GIMC-LFF]: Initialize {ui}mx

i=1, {vi}my

i=1 by original random
Fourier features

2 [For GIMC-LNYS]: Initialize {ui}mx
i=1, {vi}my

i=1 by kmeans sampling
or random sampling from training data

3 for t = 1, . . . ,maxiter do
4 Update Z by existing IMC with {ϕU(xi)}nx

i=1 and {ϕV (yi)}
ny

i=1

// Learn feature map for X
5 Compute gi ← ∇ui

f(Z,U, V ), ∀i = 1, . . . ,mx

6 Line search to find a step size η
7 Update ui ← ui − ηgi, ∀i = 1, . . . ,mx

// Learn feature map for Y
8 Compute gi ← ∇vi

f(Z,U, V ), ∀i = 1, . . . ,my

9 Line search to find a step size η
10 Update vi ← vi − ηgi, ∀i = 1, . . . ,my

because we learn the feature and model together and thus construct a better

set of non-linear features to benefit IMC. In our real-world experiments, we

will also show that for a fixed number of features, our method outperforms

IMC using both traditional Nyström and random Fourier feature mappings.

We have introduced the framework of our model. We will show how

to apply our framework to various machine learning applications, such as

multi-label/multi-class learning and semi-supervised clustering.

Multi-label Learning
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Recently, there is a new trend on solving “extreme classification prob-

lems”,1 where the main focus is large-scale multi-label problems with large

number of samples, features, and labels. As shown in our experiments,

the largest dataset we used has more than hundred thousands samples, features,

and labels.

Traditional multi-label learning approaches usually only consider linear

models due to computational concerns, especially when the number of labels is

huge (see [80, 52]). Using our goal-directed kernel approximation framework,

we can not only learn the non-linear features, but also make computation

efficient in both training and prediction phases.

Given training data X = {xi}ni=1, we use A ∈ Rn×L to denote the 0/1

label matrix, where each row of A represents the L labels associated with xi.

We can formulate a simple model that assumes no correlation among labels,

and solve for each label independently:

min
w1...wL

L∑
r=1

(1

2
‖wr‖2 + C

n∑
i=1

`(wT
r ϕU(xi), Aij)

)
,

where each wr is the parameters for predicting whether the data has label r.

This can be reduced to L binary classification problems, but this approach

is very time consuming. For example, the Delicious dataset with 983 labels

requires more than 1 day for training. Generally speaking, a method cannot

scale to large n and large L if the time complexity grows with O(nL).

1http://research.microsoft.com/en-us/um/people/manik/events/xc15/
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We now show that we can apply GIMC-LFF and GIMC-LNYS to solve

this problem. As ` is chosen to be the squared loss, the objective function can

be rewritten as

min
W,U

λ

2
‖W‖2

F +
C

2
‖A− ϕU(X)W‖2

F ,

where ϕU(X) := [ϕU(x1) . . . ϕU(xn)]T , (5.23)

and W ∈ Rm×L are model parameters(served as Z in (5.20)). We can see

that (5.23) is a special case of (5.20), where ϕV (Y ) = I and Ω is all the nL

elements in A. 2 Therefore, we can solve it by the alternating minimization

algorithm. Unfortunately, as analyzed before, directly computing (5.22) will

lead to O(|Ω|m) = O(Lmn), which will not scale to problems with L, n ≥

100, 000.

Interestingly, in the following we show that by carefully arranging

the computation, the computational complexity can be reduced to O(m2n+

m‖X‖0 +m‖A‖0)), which leads to a scalable algorithm that only depends on

the number of nonzero elements in feature and label matrices.

When U is fixed, the subproblem with respect to W is a standard

linear regression problem, which can be solved by a linear system solver:

W ← C(CϕU(X)TϕU(X) + I)−1A.

When W is fixed, for GIMC-LFF the subproblem with respect to U can

2Rigorously speaking, it is a special case for the ”generalized” GIMC model where
regularization of model parameter is replaced with ‖ · ‖2F .
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be written as

∇ui
f(w, U) =

C√
m

n∑
j=1

T∑
r=1

(wT
r ϕU(xj)− Aj,r)(Wr,i sin(uTi xj),

−Wr,i+k cos(uTi xj))xj,

which can be written in a compact form as

∇Uf(w, U) =
C√
m
XT
(
(ϕU(X)WW T

(2) − AW T
(2)) ◦ cos(XU))

− (ϕU(X)WW T
(1) − AW T

(1)) ◦ sin(XU))
)
,

where U ∈ Rd×m, W T = [W T
(1) W

T
(2)], and ◦ is the element-wise product. This

can be computed in O(m2n+m‖X‖0 +m‖A‖0) time where ‖ · ‖0 is number of

nonzeroes in the matrix.

In the line search step, we use the following formulation to compute the

objective function value,

‖A− ϕU(X)W‖2
F =

∑
1≤i,j≤m

(
(WW T ) ◦ (ϕU(X)TϕU(X))

)
ij

+ ‖A‖2
F − 2

∑
1≤i,j≤m

(AW T ◦ ϕU(X))i,j,

which only requires O(m‖A‖0 + nm2 + Lm2) time. The complexity will not

grow with O(nL), which means it can use large number of samples and labels

when A is sparse. A similar update rule can be derived for GIMC-LNYS.

As a final remark, we can also use (5.23) for solving multi-class classifi-

cation problem, where A is a n× c matrix with c to be the number of classes.

Aij = 1 when xi belong to j-th class. The algorithm and analysis remains the

same.
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Semi-supervised Clustering We now show that we can apply our GIMC

framework for semi-supervised clustering as another application. The problem

of semi-supervised clustering could be stated as follows. Suppose we are given

n items and a feature matrix X ∈ Rn×d where the i-th row xi is the feature of

i-th item, and a set of pairwise constraints C = {Sij | (i, j) ∈ Ω} where each

constraint Sij is in the following form:

Sij =

{
1, if item i and j are similar,

0, if item i and j are dissimilar.

Then the goal is to find a clustering of items such that most similar items

are within the same cluster. A state-of-the-art approach MCCC [79] models

this problem using IMC framework. Specifically, let S =
∑k

i=1 cic
T
i be the

rank-k similarity matrix, where ci is the indicator of the i-th cluster. Then the

constraint set C could be thought of as partial observations of S. MCCC first

tries to complete the low rank matrix S using IMC (5.17), and then uses its

top-k singular vectors, which ideally will be the cluster indicators, to derive a

partition.

Although it has been shown that MCCC outperforms traditional semi-

supervised clustering algorithms [79], one issue is that it only considers linear

mapping of features in matrix completion step, while the clustering may

be revealed by some non-linear mapping of features. Thus, to overcome this

problem, we propose to apply our GIMC framework to solve the semi-supervised

clustering by learning both nonlinear mapping of features and the underlying
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similarity S by solving the following optimization problem:

min
W,H,U,V

1

2
‖PΩ

(
S − ϕU(X)WHTϕV (X)T

)
‖2
F +

λ

2
(‖W‖2

F + ‖H‖2
F ), (5.24)

which is a special case of the GIMC framework (5.20) with Y = X and

A = S. 3 To solve above optimization problem, we alternatively learn the

nonlinear mapping (i.e. solve U, V with fixed W,H) and the model (i.e. solve

W,H with fixed U, V ). Once converged, we can derive a clustering by running

k-means on top-k singular vectors of ϕU(X)WHTϕV (X)T .

We now briefly discuss how to solve each subproblem efficiently using

GIMC under semi-supervised clustering context. First, fixing U, V , solving

W,H becomes a standard IMC problem, and one can use existing efficient

algorithms (e.g. alternating minimization with conjugate gradient [80] as used

in our experiment) to solve for W and H. The method addressed in [80] only

requires O((|Ω|+ nm)k) for each update of W or H.

Fixing W,H, we could solve U, V alternatively by gradient descent with

line search. For example, let us first consider (5.24) to be GIMC-LFF where U ,

V are parameters for projections in Fourier Features, then the learning process

of U is similar to the one in multilabel learning, except here we only consider

the loss on a subset Ω. The gradient of each projection ur could be written as:

∇urf(U, V,W,H) =
∑

(i,j)∈Ω

(ϕ(xi)
Tqj − Sij)(−Qj,r sin(uTr xi)

+Qj,r+k cos(uTr xi))xi, (5.25)

3Here we consider the equivalent nonconvex form of IMC objective.
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where Q = ϕV (X)HW T . The gradient of U could be computed in O((|Ω| +

nd)m) as discussed previously. In addition, for each line search iteration,

evaluating objective function also takes O((|Ω|+ nd)m) since only |Ω| inner

products have to be computed. Similar update rule and time complexity

analysis could also be derived if we consider Nyström features for U and

V . Typically, m, d � n, |Ω| � n2, the overall time complexity for learning

mappings grows at a rate much smaller than O(n2), especially if the available

constraints are sparse. Using GIMC-LFF for semi-supervised clustering is

shown in Algorithm 6. We can derive similar algorithm using GIMC-LNYS.

Algorithm 6: Semi-supervised Clustering with GIMC-LFF

Input : feature matrix X, constraint set C = {Sij | (i, j) ∈ Ω},
number of clusters k, regularization parameter λ, number
of projections m.

Output : Clustering result π.
// Solve for GIMC-LFF model (5.24)

1 Initialize random projections U, V ∈ Rd×m, model parameter

W,H ∈ R2m×k.
2 for t = 1, . . . ,maxiter do

// Learning IMC model
3 [W,H]←

minW,H
1
2
‖PΩ

(
S − ϕU(X)WHTϕV (X)T

)
‖2
F + λ

2
(‖W‖2

F + ‖H‖2
F )

// Learning non-linear mapping
4 Update U with gradient descent (using (5.25)).
5 Update V with gradient descent (similar to (5.25)).

// Use left side of matrix to approximate top-k singular vectors
6 T ← svds(ϕU(X)W,k)
7 π ← kmeans(T, k)

We consider three important machine learning tasks: multi-label learn-

ing, multi-class classification, and semi-supervised clustering. We compare the
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following methods:

1. IMC-NYS: IMC with Nyström features. Here the landmark points in

Nyström features are sampled uniformly at random from the dataset [75].

2. IMC-RFF: IMC with random Fourier features [55]. Random Fourier

features are constructed based on the Fourier transform of shift-invariant

kernel function.

3. LEML[80]: state-of-the-art multi-label solver using IMC framework.

4. FastXML[52]: state-of-the-art multi-label solver using a random forest

approach, where each tree is constructed by jointly optimizating both

the ranking loss and tree structure.

5. SLEEC[4]: state-of-the-art multi-label solver which learns an ensemble

of local distance preserving embeddings to preserve the pairwise distance

between the neighbors’ label vector.

6. k-means: traditional k-means clustering, which only considers data points’

feature.

7. MCCC[79]: a semi-supervised clustering method using IMC framework.

8. GIMC-LNYS: our proposed framework GIMC which learns Nyström

features.

9. GIMC-LFF: our proposed framework GIMC which learns Fourier features.
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Table 5.6: Data set statistics for multi-label and multi-class classification
problems. More information about these datasets can be found in Appendix.

Dataset type # training samples # testing samples # features # labels
Bibtex multi-label 4,880 2,515 1,836 159

Delicious multi-label 12,920 3,185 500 983
NUS-WIDE multi-label 161,789 107,859 1,134 1,000

Delicious-large multi-label 196,606 100,095 782,585 205,443
CIFAR-10 multi-class 50,000 10,000 12,288 10

Note that we compare with SLEEC, FastXML, and LEML for the multi-label

learning task, and k-means and MCCC for semi-supervised clustering problem.

SLEEC, FastXML, and LEML are highly optimized C++ implementation

published along with the original papers. We use the parameters along with

the released code for these three methods. We use Gaussian kernel as the basis

kernel function used in Nyström feature and random Fourier features. The

kernel width γ in Gaussian kernel and the regularization term λ in IMC are

chosen by cross-validation. All experiments are conducted on a machine with

an Intel Xeon X5440 2.83GHz CPU and 32G RAM. All the datasets are public

datasets and we will release our code in the future.

Multi-label and Multi-class Learning

First we show that our proposed algorithms can be applied to large-scale

multi-label and multi-class classification problems. The datasets are listed in

Table 5.6. The four multi-label datasets are from [4]. We evaluate the results

by averaged precision at top 1, 3, and 5, and the precision at top k is defined as

1

k

∑
l∈rankk(ŷ)

yl (5.26)

where ŷ is the predicted score vector and y ∈ {0, 1}L is the ground truth label
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vector.

For multi-label learning problem, firstly we compare with IMC using

Nyström features (IMC-NYS) and random Fourier features(IMC-RFF) in

Figure 5.5. Here we vary m, i.e., the number of projections or landmark points

in the feature mapping, which is directly related to the memory usage and

prediction time of our method, and show the top-3 accuracy. It shows that

GIMC-LFF and GIMC-LNYS are much better than IMC-NYS and IMC-RFF.

This shows that with the same number of features, learning feature mapping

and models together will benefit IMC. Furthermore, we compare with three

state-of-the-art multi-label learning approaches: SLEEC [4], FastXML [52]

and LEML [80] in the same figures. For these three algorithms, we compare

with the best accuracy using the best parameters reported in their papers.

Also GIMC-LFF achieves better test accuracy compared to state-of-the-art

multi-label solvers on all these three datasets.

The detailed comparison in terms of precision at 1, 3, 5 are shown in

Table 5.7. In addition, the efficiency of our algorithms are competitive to state-

of-the-art algorithms, SLEEC and FastXML. On the NUS-WIDE dataset, using

500 features with 100 iterations, our GIMC-LFF achieves a 17.27% accuracy

taking 6,482 seconds, while FastXML achieves a 16.32% using 17,774 seconds

and SLEEC takes 68,232 seconds and achieves 17.67% accuracy. [h]

We can also use our proposed methods for multi-class classification.

We treat it as a special case of multi-label learning problem where the label

matrix Y has only one 1 in each row. Here we test on one popular multi-class
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(a) BibTex (b) Delicious

(c) NUS-WIDE (d) CIFAR

Figure 5.5: The comparison on multi-label and multi-class classification prob-
lems. In Figure 5.6b and 5.5c we can observe GIMC-LFF and GIMC-LNYS
are much better than IMC-RFF and IMC-NYS for multi-label learning. GIMC-
LFF even outperforms state-the-art multi-label solvers (LEML, FastXML, and
SLEEC). In Figure 5.5d, our algorithms also have good performance when
applying to multi-class problems such as the CIFAR-10 dataset.
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Table 5.7: Comparison between our proposed method GIMC with SLEEC,
FastXML, and LEML. Note that P1, P3, and P5 indicates Precision at top 1,
top 3, and top 5 respectively. GIMC means GIMC-LFF for BibTex, Delicious,
and NUS WIDE datasets. For Delicious-large, we combine GIMC-LFF and
GIMC-LNYS to make the final prediction. We can see that for the first three
datasets, GIMC achieves the best performance comparing with other methods.
On Delicious-large dataset, GIMC has similar accuracy with SLEEC, but takes
much less time than it, 4,724 vs 25,289 seconds on this dataset.

Bibtex Delicious NUS WIDE Delicious-large
P1 (%) P3 (%) P5 (%) P1 (%) P3 (%) P5 (%) P1 (%) P3 (%) P5 (%) P1 (%) P3 (%) P5 (%)

GIMC 65.85 41.17 30.01 71.40 65.16 59.79 22.49 17.40 14.70 46.13 40.32 38.15
SLEEC [4] 65.29 39.60 28.63 68.38 61.50 56.35 17.67 14.20 12.07 47.03 41.67 38.88

FastXML[52] 64.53 40.17 29.27 69.65 63.93 59.36 21.00 16.32 13.66 42.81 38.76 36.34
LEML[52] 62.53 38.40 28.21 65.66 61.15 56.08 20.76 16.00 13.11 40.30 37.76 36.66

classification dataset: CIFAR-10.

CIFAR-10: We benchmark our method on the CIFAR-10[39], a popular

multi-class classification dataset with 10 classes of natural images including

50,000 training samples and 10,000 testing samples. Each image is an 32×

32 RGB image. For each image, we extracted 12,288 dimensional features

using CAFFE, a popular deep learning framework[32]. We then apply our

proposed method GIMC-LFF and GIMC-LNYS on these new set of features for

classification. The result is in Figure 5.5. In our experiment, linear SVMs with

the new set of features achieves 81.73% accuracy, while our proposed methods

achieve around 84% accuracy using 2000 features which is also much better

than IMC with random Fourier features and Nyström features.

We also test our method on subset of ImageNet and Place205 datasets.

We sampled 150 categories in original ImageNet dateset and used CAFFE to

extract 4096 dimensional features resulting in 191,307 training samples and

7,515 testing samples. For place205 dataset, similarly we sampled 90 categories
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(a) ImageNet-sub (b) Place205-sub

Figure 5.6: The comparison of GIMC-LFF with kernel SVM (LIBSVM), linear
SVM (LIBLINEAR), and RFF for multi-class classification problems on the
sampled ImageNet and Place205 datasets. x-axis varies the number of training
samples per class, and y-axis shows the accuracy.

using CAFFE to extract 4096 dimensional features including 69,679 training

samples and 17,420 testing samples. We compare our proposed GIMC-LFF with

kernel SVM (LIBSVM), linear SVM (LIBLINEAR), and RFF in Figure 5.6. We

can see that GIMC-LFF makes the most accurate prediction comparing with

other methods. Since GIMC-LFF learns kernels instead of using pre-defined

Gaussian kernel, thus performs even better than kernel SVM on the entire

data.

Semi-Supervised Clustering Since GIMC-LFF and GIMC-LNYS perform

similarly well, we mainly compare our proposed GIMC-LFF for semi-supervised

clustering with three popular clustering methods. We consider using simple

k-means on data points’ features (and ignore pairwise constraints) as the

baseline, and also compare with state-of-the-art clustering method MCCC [79],

and IMC-RFF which first generates random Fourier features, and then applies
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MCCC with these nonlinear features. We take m = 500 for both IMC-RFF

and GIMC-LFF. Note that (1) MCCC is based on the IMC framework; (2)

since MCCC has been shown to outperform many traditional methods (see

[79] for details), we thus focus on comparing with MCCC to demonstrate the

effectiveness of our model.

In this experiment, we consider three real-world datasets: Mushroom,

Segment and Covtype 4 from classification benchmarks. Items with the same

label are regarded as in the same cluster which is the general setting for semi-

supervised clustering. We randomly sample |Ω| pairs of items and generate the

pairwise constraints based on these pairs, with |Ω| = [1, 5, 10, 15, 20]×n, where

n is the number of data points. For each choice of |Ω|, we apply each method

several times with different regularization parameters λ chosen from the set

{0.1, 0.5, 1, 5, 10}, and take the parameter (and the corresponding clustering π)

that achieves the smallest empirical clustering error:

1

|Ω|

( ∑
(i,j)∈Ω:πi=πj

1(Sij = 0) +
∑

(i,j)∈Ω:πi 6=πj

1(Sij = 1)

)
.

We then evaluate π using the clustering error rate to the ground-truth clustering

defined by:

n(n− 1)

2

( ∑
(i,j):π∗i =π∗j

1(πi 6= πj) +
∑

(i,j):π∗i 6=π∗j

1(πi = πj)

)

where π∗i is the ground-truth cluster of item i.

4We subsample from the entire dataset to make clusters have balanced size.
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Table 5.8: Semi-supervised clustering results. In this table, we generate |Ω|
pairwise constraints with |Ω| = [1, 5, 10, 15, 20]× n, and report the clustering
error rate achieved by each method. We can see that our proposed method
GIMC-LFF achieves the best performance among almost all settings in these
three datasets. This shows that learning non-linear mappings and models
jointly will benefit IMC.

Dataset n d k # constraints |Ω| k-means MCCC IMC-RFF GIMC-LFF

Mushroom 8142 112 2

n 0.1897 0.0007 0.0034 0.0002
5n 0.1897 0.0010 0.0005 0.0000

10n 0.1897 0.0007 0.0000 0.0000
15n 0.1897 0.0007 0.0002 0.0000
20n 0.1897 0.0007 0.0002 0.0000

Segment 2319 19 7

n 0.1433 0.0891 0.0683 0.0724
5n 0.1347 0.0800 0.0580 0.0570

10n 0.1363 0.0809 0.0650 0.0446
15n 0.1362 0.0872 0.0678 0.0402
20n 0.1330 0.0837 0.0564 0.0380

Covtype-sub 1711 54 7

n 0.2523 0.2498 0.1840 0.1898
5n 0.2112 0.1772 0.1930 0.1592

10n 0.2068 0.1708 0.1722 0.1388
15n 0.2203 0.1677 0.1687 0.1262
20n 0.2124 0.1607 0.1561 0.1078

The result is shown in Table 5.8. First, we observe that MCCC, IMC-

RFF and GIMC-LFF all perform well on Mushroom as perfect clustering

could be (almost) derived. This confirms that MCCC is indeed effective

when clustering is linearly dependent on features (100% training classification

accuracy could be attained by a linear SVM on this dataset). However, in

Segment and Covtype where features are not linearly separable for clustering,

MCCC is trapped and both IMC-RFF and GIMC-LFF perform better than

MCCC on these two datasets. This shows that considering nonlinear mapping

of features improves the clustering result when data points are not linearly

separable. Furthermore, we see that GIMC-LFF can further improve IMC-

RFF with sufficient constraints. This is because when constraints are sufficient,
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GIMC-LFF could reliably learn a better nonlinear mapping based on constraints,

and thus a better clustering could be obtained. The results show that our

framework outperforms both state-of-the-art MCCC algorithm and IMC-RFF

by learning a better nonlinear mapping of features for clustering.

5.4 Conclusion

In this chapter, we apply our proposed kernel approximation algorithms

to speed up training and prediction of kernel machines. In particular, we apply

MEKA as introduced in Chapter 3 to speed up the training phase of kernel

ridge regression, and apply pseudo landmark points and haar landmark points

in Nyström kernel approximation as introduced in Chapter 4 to speed up the

prediction of kernel SVM and kernel ridge regression. The experimental results

show that when dealing with large-scale applications, kernel approximation

will significantly speed up the training and prediction of kernel machines.

In this chapter, we also propose a family of Goal-directed kernel approx-

imation algorithms with application in Inductive Matrix Completion (GIMC).

In this framework, instead of constructing non-linear features without any

supervision to the final goal, we formulate the non-linear mapping finding

stage and the model learning stage together as a unified function. As a result,

our framework can learn the non-linear mapping that is good for Inductive

Matrix Completion. We apply our two algorithms, GIMC based on Fourier

features (GIMC-LFF) and GIMC based on Nyström features(GIMC-LNYS), to

multi-label learning, multi-class classification, and semi-supervised clustering
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problems. Experimental results show that our algorithms significantly reduce

the number of non-linear features needed, and we obtain a better prediction

accuracy and lower clustering error rate compared to state-of-the-art methods.

As future work, it will be interesting to exploit (1) different non-linear

features mapping, e.g., polynomial kernel feature mapping. In this chapter we

use Nyström approximation and random feature forms as feature mappings.

It would been interesting to compare with different feature mappings as well.

(2) different optimization techniques in GIMC framework to speed up the

computation, e.g., using coordinate descent and stochastic gradient descent.

GIMC framework can achieve state-of-the-art results, but it is slow because of

the optimization step, so it would be interesting to try different optimization

schemes for this framework. (3) other machine learning applications, such as

classification and regression.

Using MEKA to speed up kernel ridge regression is published in [64],

and the code can be downloaded at http://www.cs.utexas.edu/~ssi/meka.

Using DC-Pred++ to speed up prediction in kernel machines is published

in [29], and the code can be downloaded at http://www.cs.utexas.edu/

~cjhsieh/fast_prediction.zip. Using Fast-Nys to speed up prediction in

kernel machines is published in [65]. Goal-direct kernel approximation is

published in [63].
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Chapter 6

Improved Gradient Boosted Decision Trees

Traditional method builds a single model based on the data. One way

to improve the single predictor is to ensemble models together, which is called

ensemble methods. There are many standard ensemble methods, e.g., random

forest and boosted machines. Random forest builds T (usually T is in thousands)

decision trees from the data and outputs the average of the predictions from all

T trees. Random forest is easy to understand and implement; however there is

no connection between these T trees resulting in redundant models. While in

boosted machines, each new model is added to the ensemble sequentially and

thus these models are related. As a consequence, boosted machines usually

need less models than random forest to achieve certain accuracy.

6.1 Gradient Boosted Decision Trees(GBDT)

One popular boosted method is gradient boosted decision trees (GBDT).

GBDT is a powerful machine learning tool, which has shown tremendous success

Si Si formulated the problems, developed the algorithms, and conducted experiments.
Professor Dhillon supervised the work.
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Algorithm 7: Algorithm for building one decision tree using DLM

Input: {xi, ci}Ni=1, λ(the regularization term), lmax(the maximum
number of levels)

Output: Tree structure
1 for l = 1, · · · , lmax do
2 for each node in lth level and satisfies partition conditions do
3 /* Ω is a list containing {feature id, threshold}*/
4 for t ∈ Ω do
5 Decide data points in right child and left child of that

node based on t;
6 For both right child set and left child set solve for

prediction hr and hl,

hr = argmin
nr∑
i=1

L(yi, f̄t−1(xi) + hr) (6.1)

hl = argmin

nl∑
i=1

L(yi, f̄t−1(xi) + hl)

Compute the objective for both right and left child
nodes:

obj(t) =
nr∑
i=1

L(yi, f̄t−1(xi) + hr) +

nl∑
i=1

L(yi, f̄t−1(xi) + hl)

(6.2)

7

t∗ = min
t
obj(t); (6.3)

8 If the node satisfies stopping conditions, then stop partition the
node and set this node as leaf node;
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in industry applications, e.g., page rank and spam email classification. The

main idea of GBDT is to perform the gradient descend in function space using

decision trees to solve the optimization problem. Let us explain the main ideas

behind GBDT using binary classification, in which a scalar score function is

formed to distinguish the two classes. Given training data X = {xi}Ni=1 with

xi ∈ RD and their labels Y = {yi}Ni=1 with yi ∈ {0, 1}, the aim is to choose a

classification function F (x) so as to minimize the aggregation of some specified

loss function L(y, F (x)):

F ∗ = arg min
F

n∑
i=1

L(yi, F (xi)). (6.4)

Gradient boosting considers the function estimation F in an additive form:

F (x) =
T∑

m=1

fm(x), (6.5)

where T is the number of iterations. The {fm(x)} are designed in an incremental

fashion; at the m-th stage, the newly added function, fm is chosen to optimize

the aggregated loss while keeping {fj}m−1
j=1 fixed.

Each function fm belongs to a set of parametrized ‘base-learners’; let θ

denote the vector of parameters of the the base-learner. GBDT employ decision

trees to be the base learners. For this choice, θ consists of parameters that

represent the tree structure, such as the level of tree, the feature to split in

each internal node, the threshold for splitting each node, etc.

At stage m, it would be ideal to solve

θm = arg min
θ

N∑
i=1

L(yi, Fm−1(xi) + fm(xi, θ)). (6.7)
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Algorithm 8: Direct Loss Minimization

Input: {xi, yi}Ni=1, T (the number of trees), η(shrinkage parameter),
the loss function L

Output: prediction f(x)
1 Training:
2 Initial ci = yi for i = 1, · · · , N ;
3 for t = 1, · · · , T do
4 Learn a decision tree ht using Algorithm 7 to optimize the

objective:
5

min
1

N

N∑
i=1

L(yi, ci + ht(xi)) (6.6)

Update ci as ci = ci + η ∗ ht(xi);
6 /*f(xi) = f(xi) + η ∗ hk(xi)*/

7 Prediction:
8 For a test point x:
9 Initial f(x) = 0 ;

10 for t = 1, · · · , T do
11 Traverse tth tree ht, until x reaches its leaf ;
12 Update the prediction result as f(x) = f(x) + η ∗ ht(x);

and then update Fm(x) as:

Fm(x)← Fm−1(x) + fm(x, θm) (6.8)

Thus, Fm(x) =
∑m

j=1 fj(x, θj) is the prediction of x after m iterations.

For a general loss function L(y, F (x)), the solution of (6.7) is difficult

and a new decision tree induction method needs to be set up for each different

loss function. To overcome this problem, GBDT chooses fm(xi, θm) to be

aligned with the “current” negative gradient −gm(xi) given by

−gm(xi) = −∂L(yi, F (xi))

∂F (xi)
|F (xi)=Fm−1(xi) (6.9)
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Note that [−gm(x1), · · · ,−gm(xN)] gives the steepest-descent step direction,

and GBDT finds the decision tree regression function fm(x, θm) most parallel

to it by solving the least squares regression problem:

θm = arg min
θ

N∑
i=1

[−gm(xi) + fm(xi, θ)]
2. (6.10)

Because only the direction is fitted, a suitable step size (shrinkage parameter)

is usually applied to fm before it is added to Fm−1.

The advantage of this gradient boosting approach is that only the

expression of the gradient varies for different problem types; the rest of the

procedure, and in particular the decision tree induction step, remains the same

for all problem types.

6.2 Direct Loss Minimization for Binary Classification

One problem with GBDT is that the loss function is not taken into

consideration when building each decision tree. Instead, we consider directly

decreasing the loss function value when growing the tree. Suppose we want

to split node s, we will first split the points in the node s into two parts:

right node and left node, based on the feature and splitting values. Then we

can compute the prediction values for right and left nodes based on the loss

function. Finally we will choose the split that can give the lowest objective

function value.

When we compute the predict value for right and left nodes, we need
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to solve a one variable optimization problem:

hr = argmin
hr

∑
i∈Vr

L(yi, Fm−1(xi) + hr) (6.11)

hl = argmin
hl

∑
i∈Vl

L(yi, Fm−1(xi) + hl) (6.12)

where Fm−1(xi) is the prediction of xi in the previous m− 1 trees; hr and hl

are the prediction value for both right and left nodes; Vr and Vl contain all

the data points belong to right and left nodes respectively. The direct loss

minimization algorithm(DLM) can be found in Algorithm 10.

For different real-world applications, we will choose different loss func-

tion L(y, f(x)). Here we consider logistic regression for binary classification

problem:

f = argmin
f

N∑
i=1

log(1 + exp(−yif(xi))) (6.13)

When we solve for the right and left nodes’ prediction values hr and hl,

we only need to solve one variable logistic regression problem as

hr = argmin
∑
i∈Vr

log(1 + exp(−yi(Fm−1(xi) + hr)))

hl = argmin
∑
i∈Vl

log(1 + exp(−byi(Fm−1(xi) + hl)))

which can be solved using Newton method.

In Figure 6.1, we use DLM for binary classification on letter, a9a, and

IJCNN datasets, and it shows that DLM can work better than GBDT.
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(a) letter, obj (b) a9a, obj (c) IJCNN, obj

(d) letter, acc (e) a9a, acc (f) IJCNN, acc

Figure 6.1: Comparison of DLM with GBDT for binary classification task on
a9a,letter, and IJCNN datasets. x-axis shows the number of trees, and the
y-axis shows the objective function value(the three figures in the first row) and
accuracy(the three figures in the second row).

6.3 Modified GBDT for Multi-label Learning

Besides the binary classification problem, we also consider modifying

GBDT for multi-label learning problem. Many multi-label learning algorithms

[52][4][80][2] have been proposed, and some of them are based on trees structure

[52][2].

6.3.1 Our Proposed Method: GBML

GBDT has been implemented in software packages, e.g., xgboost [10]

and scikit-learn [51], and widely employed by users in binary/multi-class

classification, regression and ranking because of its accuracy, fast prediction,
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and decent model size. However, its value for multi-label learning has not

been explored before; in particular, for ‘extreme multi-label learning problems”

having a large number of samples, features, and labels. GBDT has not been

attempted at all. In this subsection, we describe the vanilla GBDT solution

for multi-label problems and explain the issues associated with its practical

usage. We then devise ways of overcoming those issues that leads to an effective

GBDT method which is suitable for extreme multi-label classification.

Vanilla extension of GBDT to multi-label problems. In multi-

label learning, the training data is given as {xi,yi}Ni=1, where xi ∈ RD and

yi ∈ {0, 1}L is an L dimensional binary label vector. The goal is to minimize

the regularized loss:

min
F

1

N

N∑
i=1

L(yi, F (xi)) +R(F ), (6.14)

where R(F ) is a regularization term that will be described below.

Traditional GBDT can be naturally extended to the multi-label setting,

where the label is L dimensional. For simplicity, we consider using the simple

squared loss with L2 regularization:

min
F

1

N

N∑
i=1

‖yi − F (xi)‖2
2 + λ

T∑
m=1

M∑
j=1

‖wm
j ‖2 (6.15)

where F (xi) =
∑T

m=1 fm(xi) and each fm(x) is formed using a multi-dimensional

regression tree having M leaves1 and each leaf outputs an L dimensional pre-

diction vector. Thus, fm(x) = wq(x) with q(x) : RD → M representing the

1In general, M can be a function of m, i.e., each tree can have a different number of
leaves.
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tree structure which maps a data point x into one of the M leaves of the m-th

tree, and wmj ∈ RL is the prediction vector associated with the j-leaf node in

the m-th tree.

Algorithm 9: Algorithm for building one decision tree in GBML

Input: {xi, ci}Ni=1, λ (the regularization term), lmax (the
maximum tree depth), k (number of non-zero elements in
each leaf node)

Output: Tree structure
1 for l = 1, · · · , lmax do
2 /*Node can split only if it exceeds the minimum number of

instances allowed in each node.*/
3 for each node s in the l-th level that satisfies splitting criteria

do
4 /* Ω is a list of split possibilities containing pairs of {feature

id, threshold}*/
5 for t ∈ Ω do
6 Set Vr and Vl, the right and left child sets of node s, as

defined by t;
7 Use (6.20) to obtain prediction vectors, hr and hl;
8 Compute obj(t), the objective for split t using (6.21);

9 Choose optimal t∗:

t∗ = min
t
obj(t); (6.16)

10 If the node satisfies stopping conditions, then set it as a leaf
node;

11 for each leaf node s in the tree do
12 /* compute the k sparse prediction value for each leaf node*/
13 Compute the k-sparse prediction vector hs by solving (6.23);
14 /* See text for the closed form greedy solution of (6.23).*/;

Let us consider the design of the m-th decision tree that is used to form

fm(x) while keeping the previous m−1 trees fixed. Because (6.15) is already in
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quadratic form, we simply design the tree to optimize that same cost, rewritten

as:

min
fm

1

N

N∑
i=1

‖ci − fm(xi)‖2
2 + λ

M∑
j=1

‖wm
j ‖2

2 (6.17)

where ci = yi −
∑m−1

j=1 fj(xi). (In the algorithm, the ci are updated after each

stage as ci ← ci − fm(xi).) In general, the multi-label objective function can

be non-quadratic, in which case we need to form the “current” gradient and

use that to set up a multi-dimensional regression problem with a quadratic

objective, similar to what was done in the previous subsection.

As in most decision tree induction methods, we follow a greedy approach,

that is, start from a single node and iteratively add branches to the tree until

some stopping conditions are met. At a general step, we want to split an existing

leaf node s in the m-th tree. Let Vs = {i|q(xi) = s} denote the set of examples

that pass through the leaf s. Suppose we fix a split, t = [feature id, threshold],

consisting of the variable to split and at what threshold it has to be split. This

partitions Vs into two disjoint sets: a set Vr associated with the right node and

a set Vl associated with the left node. Then we can compute the prediction

vectors (hr and hl) associated with the right and left nodes based on the loss

function restricted to the corresponding sets of examples:

hr = arg min
hr

1

N

∑
i∈Vr

‖ci − hr‖2
2 + λ‖hr‖2

2 (6.18)

hl = arg min
hl

1

N

∑
i∈Vl

‖ci − hl‖2
2 + λ‖hl‖2

2 (6.19)

Because of the easy quadratic form of the objectives, these problems can be
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Algorithm 10: GBML for extreme multi-label learning

Input: {xi, yi}Ni=1, T (the number of trees), λ (the regularization
parameter)

Output: prediction function F (x)
1 Training:

2 Run LEML[80] to obtain the projection of data points to a d̄
dimensional space;

3 Initialize: ci = yi for i = 1, · · · , N ;
4 for m = 1, · · · , T do
5 Use Algorithm 9 to learn a decision tree to optimize the

objective (6.17);
6 Update ci as ci ← ci − fm(xi);
7 /*F (xi) = F (xi) + fm(xi)*/

8 Prediction:
9 For a test point x:

10 Project x to a d̄-dimensional space;
11 Initialize: F (x) = 0 ;
12 for m = 1, · · · , T do
13 Traverse the decision rules of the m-th tree until x reaches a

leaf;
14 The (sparse) prediction vector associated with the leaf defines

fm(x);
15 Update the prediction result as F (x) = F (x) + fm(x);

solved in closed form as

hr =
1

λN + |Vr|
∑
i∈Vr

ci, hl =
1

λN + |Vl|
∑
i∈Vl

ci (6.20)

Now we can use hr and hl to form a prediction vector hs,i for each

example i ∈ Vs; hs,i = hr(hl), i ∈ Vr(Vl). This leads to the objective, obj(t)

associated with the split t:

obj(t) =
1

N

∑
i∈Vs

‖ci − hs,i‖2 + λ(‖hr‖2 + ‖hl‖2) (6.21)
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The best split is chosen to optimize obj(t):

t∗ = min
t
obj(t) (6.22)

This completes a general step of the vanilla extension of GBDT for multi-label

problems.

Table 6.1: Comparison between FastXML, LEML, SLEEC and GBML in terms
of prediction time and model size. N is the total number of data points; D is the
dimension of the input data; D̄ is the average number of non-zero elements for each
data point, D̄ � D for sparse data; d̄ is the projection dimension, usually less than
100; T is the number of trees, usually less than 100; l̄ is the average depth of each
tree, usually less than 10; k is the sparsity factor - the number of non-zero elements
allowed in the prediction score of each leaf node, usually less than 50. M is the
average number of leafs in one tree; L is the number of labels; e and c is the number
of ensembles and number of clusters in SLEEC respectively.

LEML FastXML SLEEC GBML
Prediction Time O((D̄ + L)d̄) O(D̄l̄T + kT ) O(e(nd̄/c+ D̄d̄)) O(D̄d̄+ l̄T + kT )

Model size (D + L)d̄ D2l̄T + kMT e(nd̄+ cd̄L) 2l̄T +Dd̄+ kMT

Challenges for extreme multi-label learning. The vanilla GBDT

extension described above faces several difficulties when it is applied on extreme

multi-label learning problems.

1. The first issue is the size of residual ci in (6.17). Each ci is a dense L

dimensional vector. So total residual size over all the examples is NL which is

both computation and memory intensive.

2. The second issue concerns the model size. The prediction vector in each leaf

of each tree is a dense vector of length L. This will result in a total model size

of O(TML), where T is the number of trees and M is the average number of

leaves in each tree. Given that L is large in extreme multi-label learning, the
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model size will also become very large.

3. The third issue is also related to the dense prediction vector in the tree

leaves, and concerns the prediction time. The prediction time for a test point

is2 O(T l̄ + TL), where l̄ is the average depth of the trees. Thus, when L is

large, the prediction is very expensive.

4. The fourth issue relates to the sparsity and large dimension of the input

vector x. For many real-world problems, the input x is sparse. Induction on

such data leads to very unbalanced decision trees with a large number of leaves;

this in turn increases the model size and prediction time. It is worth noting

that decision trees are generally found to be unsuitable for data with such

sparsity.

GBML: Overcoming the challenges. We now describe ways of resolving

the above mentioned issues. These lead to the first effective GBDT algorithm

for extreme multi-label learning (GBML), resulting in solutions with good

performance, small model size and fast prediction time.

To handle the first three issues (dense residual vectors, model size, and

prediction time), we use the intuition that each data point has very few labels

associated with it; thus, we enforce a sparsity constraint on the prediction

vector in each leaf of each tree and maintain non-zero prediction values only for

a small number (k � L) of labels. Typically, after each tree induction, each

leaf contains a coherent set of examples related to a small set of classes and so

2The first term is the cost of tree traversal while second is the cost of getting predictions
from the leaf nodes.
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the above sparsity constraint makes a lot of sense. Additionally, the constraint

offers a nice form of regularization. Note that by definition of ci in (6.17), it

can have at most Tk + |yi| non-zeros after T iterations (the label vector yi is

also sparse). This makes the computations very efficient and also reduces the

memory footprint substantially.

We enforce the sparsity constraint as a post-processing step after each

tree is built. First we use a sparsity level, k that denotes the number of active

labels that are allowed to take non-zero values in the prediction vector of each

leaf. Let ‖h‖0 denote the L0 norm (the number of non-zero elements) of a

vector h. In the s-th leaf of the tree, we replace the dense prediction vector

hs obtained from the vanilla GBDT process by the solution of the following

problem having the sparsity constraint:

min
‖hs‖0=k

1

N

∑
i∈Vs

‖ci − hs‖2 + λ‖hs‖2; (6.23)

where, like before, Vs denotes the set of examples that fall in leaf s. Because of

the decoupled nature of the objective function, (6.23) has a closed form greedy

solution: first, for each coordinate in hs, we compute the decrease in the loss

function achieved by allowing only that coordinate to be non-zero, and then

choose the k top non-zero coordinates that decrease the objective function the

most.

To solve the data sparsity issue (challenge 4), we propose to learn a

projection over the input x as a prepossessing step using LEML [80]. LEML
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aims to find a projection to incorporate the label correlation by solving:

min
W∈RD×d̄,H∈RL×d̄

‖Y −XWHT‖2
F + γ(‖W‖2

F + ‖H‖2
F ) (6.24)

where γ is a regularization term to control the over-fitting and d̄ is the projected

dimension. After we get W from LEML, we use the new features X̄ as X̄ = XW

to construct the decision trees. Using this projection has two benefits:(1) the

projection incorporates the label information; and, (2) the new data after

projection, X̄ is dense, and thus results in small and balanced trees.

Algorithm 10 summarizes our GBML method. The benefits of using

GBML are:

• Prediction time. It is O(D̄d̄ + T l̄ + Tk) for each testing point, where

D̄ is the average number of non-zero elements for each data point, T

is the number of trees and l̄ is the average depth of each tree, and k

is the sparsity factor - the number of non-zero elements allowed in the

prediction score of each leaf node. We can see that these terms are not

directly related to L. On the other hand, in other methods, the prediction

time is some function of L. If the input data is very sparse, then the

prediction time will be O(Tk).

• Model size/memory requirement. After the training, to make predictions

for new samples, we only need to maintain T tree structures and a small

projection matrix W , which is very cheap. The total model size is thus

2l̄T +Dd̄+ kMT , where M is the average number of leaf nodes in each
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tree. Usually T is less than a hundred, l̄ is less than 10, M is less than 2l̄,

and d̄ is less than 100. So the term kMT , which dominates the memory,

is not big.

Table 6.1 compares FastXML, LEML, SLEEC and GBML in terms of

prediction time and model size. We can see that LEML and SLEEC has the

number of label L in either prediction time or model size, which will result in

slow prediction time or large model size. Although FastXMLdoes not involve

L, it incurs very large model size D2l̄T + kMT . It is clear that, on both these

quantities, GBML can offer a distinct advantage over the other methods, which

is also verified in the experimental part.

Discussion

Our method is not restricted to using LEML [80] for data projection.

We can use any suitable embedding algorithm, e.g. SLEEC [4]. Also, the

subsequent tree construction step selects a single feature and threshold as the

node splitting criteria. Combined with the projection step, our algorithm can

be considered as first building a set of potential linear separators wi ∈ W ,

followed by selecting the wi at each node of the tree that gives maximum

decrease in the objective function. In contrast, FastXMLtries to learn a

separate (but sparse) linear separator at each node leading to significantly

higher prediction time and model size. As shown in the next section, this

simplification still allows us to get accuracies similar to FastXML.

154



Table 6.2: Data set statistics for multi-label problems.
Dataset # Training samples # Testing samples # Features # Labels Avg. points per label Avg. labels per point

Mediamill 30,993 12,914 120 101 1338.8 4.36
Delicious 12,920 3,185 500 983 250.06 19.02

NUS-WIDE 161,789 107,859 1,134 1,000 935.22 5.78
Wiki10-31K 14,146 6,616 101,938 30,938 8.52 18.64

Delicious-200K 196,606 100,095 782,585 205,312 72.34 75.54

Table 6.3: Comparison on five large-scale multi-label datasets. Time refers
to prediction times in seconds. Size is the model size in megabytes. All
experiments are conducted on a machine with an Intel Xeon X5440 2.83GHz
CPU and 32G RAM. Please zoom.

LEML FastXML SLEEC GBML
Time Size P@1(%) P@3(%) Time Size P@1(%) P@3(%) Time Size P@1(%) P@3(%) Time Size P@1(%) P@3(%)

Mediamill 0.28 0.17MB 82.83 66.29 3.44 7.25MB 83.13 66.39 65.16 92.04MB 85.02 68.40 0.60 3.54MB 84.23 67.85
Delicious 0.16 1.18MB 63.23 58.51 0.24 39.66MB 70.14 64.51 1.52 4.19MB 66.78 60.32 0.13 4.76MB 69.29 63.62

NUS-WIDE 22.77 1.70MB 20.26 15.58 211.88 1.57GB 20.93 16.24 384.11 212.2MB 15.32 12.36 8.86 14.46MB 21.65 16.73
Wiki10-31K 11.67 13.28MB 80.26 65.73 10.21 853.5MB 82.71 67.87 11.15 137.2MB 84.81 70.15 1.30 85.81MB 84.34 70.82

Delicious-200K 12.8467 790.4MB 40.47 37.69 146.55 11.27GB 42.99 38.50 203.86 7.98GB 45.63 40.77 13.85 338.00MB 42.11 39.06

6.3.2 Experiments

In this section we compare GBML against other key methods for

extreme multi-label classification on several large datasets and demonstrate its

value with respect to model size, prediction time and performance.

Data: We conducted our experiments on 5 publicly available datasets3.

Table 6.2 shows the associated details. Note the diversity in the number of

training samples, label size and feature dimensionality. Delicious-200K has

3Mediamill, Delicious, Wiki10-31K, and Delicious-200K are downloaded from http://
research.microsoft.com/en-us/um/people/manik/events/xc15/. NUS-WIDE is avail-
able at http://lms.comp.nus.edu.sg/research/NUS-WIDE.htm.
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more than 200K labels.

Baselines: We compare our method to three state-of-the-art extreme

multi-label learning baselines.

1. LEML [80] is an embedding based technique..

2. FastXML [52] is a random forest approach where each tree is constructed

by jointly optimizing both the nDCG ranking loss and tree structure. For the

splitting criteria, a sparse linear separator is used at each node.

3. SLEEC [4] learns an ensemble of local distance preserving embeddings.

Pairwise distances are preserved between only the nearest label vectors.

For the baselines, we use their highly optimized C++ implementation

published along with the original papers. We will also release our code in the

future.

Parameter Setting: For FastXMLand LEML, we use the default

parameter settings in the code. SLEEC’s code also has optimal parameter

settings for all the datasets except NUS-WIDE . It has 7 parameters and

their settings vary widely for different datasets. For our method, we kept

most of the parameters fixed for all the datasets: lmax = 10, nleaf = 100, and,

λ = 5, where lmax and nleaf are the maximum level of the tree and the minimal

number of data points in each leaf. Leaf node sparsity k was set to 100 for

Delicious-200Kand 20 for all others. This parameter can be very intuitively

set as an increasing function of label set size. We hand tuned the projection

dimensionality d and set it to 100 for Delicious and Wiki10-31K, and 50 for
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(a) Delicious (b) Wiki10-31K (c) NUS-WIDE

(d) Delicious (e) Wiki10-31K (f) NUS-WIDE

Figure 6.2: Top: P@1 as a function of time. Bottom: P@1 as a function of
model size.

others.

Results: Table 6.3 shows the performance of different methods along

the dimensions of prediction time, model size and prediction accuracy (Preci-

sion@1 (P@1) and Precision@3(P@3)). Note that LEML has inferior perfor-

mance to all other methods. However, its prediction times are similar to our

method on many datasets. FastXML, SLEEC and GBML achieve similar

accuracies on almost all the datasets. There is no clear trend of GBML being

better or worse than others. However, GBML gives an order of magnitude

speed-up in prediction times for almost all the datasets. For example, for

Delicious-200K, our method is 10.58x and 14.72x faster than FastXML and

SLEEC respectively. Similar gains can be observed for the model size.

Figure 6.2(a)-(c) shows the P@1 as a function of time for three datasets.

For GBML and FastXML, we vary the number of trees to get different
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prediction times. For LEML and SLEEC, experiments are ran for different

embedding sizes to generate the curve. The more the curve is towards top left,

better is the performance. For GBML, the curves sharply rise in performance;

though not shown, they become stable at the highest performance values

shown. Though GBML does not always beat all methods on performance,

we can observe that for any fixed prediction time our approach impressively

outperforms all others. Figure 6.2(d)-(f) shows the corresponding curves as

a function of model size. Again similar observations can be made, except

for Wiki10-31K where SLEEC has similar model size. In summary, we can

see from Figure 6.2 that to achieve similar accuracy, GBML takes much less

prediction time and the model size is much smaller than other methods.

6.4 Conclusion

In this chapter, we have focused on improving Gradient Boosted Decision

Trees (GBDT) for binary classification and multi-label learning problems with

an emphasis on the latter. For extreme multi-label learning problem, our goal

is to decrease the prediction time and model size, an issue not addressed by the

current literature [52, 4]. We have shown the first application of GBDT to the

extreme multi-label learning problem. Applying GBDT to extreme multi-label

setting has several challenges: large dense gradient/residual matrix, imbalanced

trees due to data sparsity, and large memory footprint for leaf nodes. We do

non-trivial modifications to GBDT (use embeddings to make features dense,

introduce label vector sparsity at leaf nodes) to make it suitable for handling
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large number of labels. Compared to the state-of-the art baselines, our method

shows an order of magnitude speed-up (reduction) in prediction time (model

size) on datasets with label set size 1000− 200000.

There are several exciting future extensions of our work.

Currently, we learn the projection matrix W first using LEML followed

by GBDT on the projected data. It would be interesting to explore the

possibility of a joint optimization framework that learns both W and trees

together. This sort of approach can be seen as combining embedding and tree

based approaches together along with the gradient boosting ideas.

Another avenue of extension is to introduce other popular loss functions,

e.g., ranking loss [52] that can further improve the accuracy of our method. The

main challenge is that we cannot get nice closed form expressions for splitting

each node. Introducing reasonable heuristics to speed up the computations for

general losses is an interesting future work.

We would also like to come up with a parallel version of our algorithm.

GBDTs are inherently sequential in nature. One way of parallelizing our

approach is to distribute the construction of each tree. Recently, some research

has been done to speed up the computation of GBDT under different parallel

settings (multi-core or distributed), e.g., XGBoost [10]. Multi-label setting

presents its own challenges here: larger gradient size, label vectors as targets

(rather than binary/categorical labels), etc. Another way to make the training

distributed is to learn a random forest rather than a single tree in each GBDT
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iteration. This can possibly reduce the number of sequential GBDT steps.

We have tried this approach in binary classification and ranking settings with

decent speed-ups for random forest sizes of around 5− 20.
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Appendix A

Multi-label Datasets

• NUS-WIDE

– Source: image dataset http://lms.comp.nus.edu.sg/research/

NUS-WIDE.htm

– # of classes: 1000

– # of data: 161,789 / 107,859 (testing)

– # of features: 1,134

– description: a web image dataset and images are collected by Lab

for Media Search in National University of Singapore. The dataset

includes: (1) 269,648 images and the associated tags from Flickr,

with a total number of 5,018 unique tags; (2) six types of low-

level features extracted from these images, including 64-D color

histogram, 144-D color correlogram, 73-D edge direction histogram,

128-D wavelet texture, 225-D block-wise color moments and 500-D

bag of words based on SIFT descriptions; and (3) ground-truth for

81 concepts that can be used for evaluation. In the thesis, we only

use 1000 tags.
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• Bibtex

– Source: text dataset http://research.microsoft.com/en-us/

um/people/manik/downloads/XC/XMLRepository.html

– # of classes: 159

– # of data: 4,880 / 2,515 (testing)

– # of features: 1,836

– description: assign tags to Bookmark or BibTeX items when submit

them to the Bibsonomy, a social bookmarking and publication-

sharing system.

• Mediamill

– Source: text dataset http://research.microsoft.com/en-us/

um/people/manik/downloads/XC/XMLRepository.html

– # of classes: 101

– # of data: 30,993 / 12,914 (testing)

– # of features: 120

– description: introduced in a video annotation challenge and goal is

to test detection of 101 semantic concepts in multimedia.

• Delicious

– Source: text dataset http://research.microsoft.com/en-us/

um/people/manik/downloads/XC/XMLRepository.html
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– # of classes: 983

– # of data: 12,920 / 3,185(testing)

– # of features: 500

– description: extracted from the del.icio.us social bookmarking site

on the 1st of April 2007. It contains textual data of web pages

along with their tags, and is used to train a multilabel classifier for

automated tag suggestion.

• Wiki10-31K

– Source: text dataset http://research.microsoft.com/en-us/

um/people/manik/downloads/XC/XMLRepository.html

– # of classes: 30,938

– # of data: 14,146 / 6,616 (testing)

– # of features: 101,938

– description: to create the prototype on tags over Wikipedia, a set of

tags for the English version of the free encyclopedia was gathered.

Starting with a set of more than 2 million articles from the English

Wikipedia on April 2009, the tag information for each of these

articles was retrieved from the social bookmarking site Delicious.

All this tag information included some non-relevant tags within the

Wikipedia environment, which were removed from the list. These

tags were wikipedia, reference and wiki. These tags seem to be
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interesting to describe the Wikipedia itself, but not each of its

articles. Finally, only the articles annotated by at least 10 users in

Delicious were preserved.

• Delicious-200K

– Source: text dataset http://research.microsoft.com/en-us/

um/people/manik/downloads/XC/XMLRepository.html

– # of classes: 205,312

– # of data: 196,606 / 100,095 (testing)

– # of features: 782,585

– description: contains a vast corpus of almost 150 million bookmarks

found at del.icio.us, a social bookmarking systems.
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Appendix B

Classification Datasets

• a9a

– source: UCI data repository https://archive.ics.uci.edu/ml/

datasets/Adult

– # of classes: 2

– # of data: 32,561 / 16,281 (testing)

– # of features: 123 / 123 (testing)

– description: predict whether income exceeds $50K/yr based on

census data.

• covtype

– source: UCI data repository https://archive.ics.uci.edu/ml/

datasets/Covertype

– # of classes: 2

– # of data: 581,012

– # of features: 54
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– description: predicting forest cover type from cartographic variables

only (no remotely sensed data). The actual forest cover type for a

given observation (30 x 30 meter cell) was determined from US Forest

Service (USFS) Region 2 Resource Information System (RIS) data.

Independent variables were derived from data originally obtained

from US Geological Survey (USGS) and USFS data. Data is in raw

form (not scaled) and contains binary (0 or 1) columns of data for

qualitative independent variables (wilderness areas and soil types).

• epsilon

– PASCAL Challenge 2008 http://largescale.ml.tu-berlin.de/

instructions/

– # of classes: 2

– # of data: 400,000 / 100,000 (testing)

– # of features: 2,000

• ijcnn1 http://www.geocities.ws/ijcnn/nnc_ijcnn01.pdf

– IJCNN 2001 neural network competition.

– # of classes: 2

– # of data: 49,990 / 91,701 (testing)

– # of features: 22

• webspam
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– Source: Webb Spam Corpus http://qwone.com/~jason/papers/

aimemo2001.pdf

– # of classes: 2

– # of data: 350,000

– # of features: 254

– description: the dataset considers the subset used in the Pascal

Large Scale Learning Challenge. According to Soeren Sonnenburg,

all positive examples were taken and the negative examples were

created by randomly traversing the Internet starting at well known

(e.g. news) web-sites. It treats continuous n bytes as a word: trigram

if n = 3 and unigram if n = 1. We use word count as the feature

value and normalize each instance to unit length. For unigram, the

number of features is 254.

• cifar10

– source: cifar10 image dataset https://www.cs.toronto.edu/~kriz/

cifar.html

– # of classes: 10

– # of data: 50,000 / 10,000 (testing)

– # of features: 12,288

– description: the original CIFAR-10 dataset consists of 60000 32x32

colour images in 10 classes, with 6000 images per class. There are

168



50000 training images and 10000 test images. We use deep learning

toolbox CAFFE to extract features from each image that results in

12,288 dimensional features.

• mushrooms

– source: UCI data repository https://archive.ics.uci.edu/ml/

datasets/Mushroom

– # of classes: 2

– # of data: 8124

– # of features:112

– description: this data set includes descriptions of hypothetical sam-

ples corresponding to 23 species of gilled mushrooms in the Agaricus

and Lepiota Family. Each species is identified as definitely edible,

definitely poisonous, or of unknown edibility and not recommended.

This latter class was combined with the poisonous one.

• skin

– source: UCI data repository https://archive.ics.uci.edu/ml/

datasets/Skin+Segmentation

– # of classes: 2

– # of data: 245,057

– # of features:3
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– description: the skin dataset is collected by randomly sampling

B,G,R values from face images of various age groups (young, middle,

and old), race groups (white, black, and asian), and genders obtained

from FERET database and PAL database. Total learning sample

size is 245057; out of which 50859 is the skin samples and 194198 is

non-skin samples.

• SVMguide

– source: UCI data repository http://www.csie.ntu.edu.tw/~cjlin/

papers/guide/guide.pdf

– # of classes: 2

– # of data: 3,089 / 4,000 (testing)

– # of features:4

– description: about astroparticle physics.

• letter

– source: UCI data repository https://archive.ics.uci.edu/ml/

datasets/Letter+Recognition

– # of classes: 26

– # of data: 15,000 / 5,000 (testing)

– # of features: 16
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– description: the objective is to identify each of a large number of

black-and-white rectangular pixel displays as one of the 26 capital

letters in the English alphabet. The character images were based on

20 different fonts and each letter within these 20 fonts was randomly

distorted to produce a file of 20,000 unique stimuli. Each stimulus

was converted into 16 primitive numerical attributes (statistical

moments and edge counts) which were then scaled to fit into a range

of integer values from 0 through 15. We use its binary classification

version.

• wine

– source: UCI data repository https://archive.ics.uci.edu/ml/

datasets/Wine+Quality

– # of classes: 2

– # of data: 6,497

– # of features: 11

– description: the dataset is included, related to red and white vinho

verde wine samples, from the north of Portugal. The goal is to

model wine quality based on physicochemical tests.

• MNIST

– source: image dataset http://yann.lecun.com/exdb/mnist/

– # of classes: 10

171



– # of data: 60,000 / 10,000 (testing)

– # of features: 784

– description: images of handwritten digits. We use its binary classifi-

cation version.

• mnist2m

– source: image dataset http://yann.lecun.com/exdb/mnist/

– # of classes: 10

– # of data: 2,000,000

– # of features: 784

– description: generated on the fly by performing careful elastic de-

formation of the original MNIST training set. We use its binary

classification version.

• usps

– source: UCI data repository http://www.gaussianprocess.org/

gpml/data/

– # of classes: 10

– # of data: 7,291 / 2,007 (testing)

– # of features: 256

– description: image database for handwritten text recognition.
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• census

– source: UCI data repository https://archive.ics.uci.edu/ml/

datasets/Census-Income+%28KDD%29

– # of classes: 2

– # of data: 159,619 / 39,904 (testing)

– # of features: 409

– description: this data set contains weighted census data extracted

from the 1994 and 1995 Current Population Surveys conducted by

the U.S. Census Bureau. The data contains 41 demographic and

employment related variables. The instance weight indicates the

number of people in the population that each record represents due

to stratified sampling.

• pendigit

– source: UCI data repository https://archive.ics.uci.edu/ml/

datasets/Pen-Based+Recognition+of+Handwritten+Digits

– # of classes: 10

– # of data: 7,494 / 3,498 (testing)

– # of features: 16

– description: a digit database by collecting 250 samples from 44

writers. These writers are asked to write 250 digits in random order
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inside boxes of 500 by 500 tablet pixel resolution. The samples

written by 30 writers are used for training, cross-validation and

writer dependent testing, and the digits written by the other 14 are

used for writer independent testing.

• protein

– source: UCI data repository https://archive.ics.uci.edu/ml/

datasets/Mice+Protein+Expression

– # of classes: 8

– # of data: 1080

– # of features: 82

– description: the data set consists of the expression levels of 77

proteins/protein modifications that produced detectable signals in

the nuclear fraction of cortex. There are 38 control mice and 34

trisomic mice (Down syndrome), for a total of 72 mice. In the

experiments, 15 measurements were registered of each protein per

sample/mouse. Therefore, for control mice, there are 38x15, or

570 measurements, and for trisomic mice, there are 34x15, or 510

measurements. The dataset contains a total of 1080 measurements

per protein. Each measurement can be considered as an independent

sample/mouse. The eight classes of mice are described based on

features such as genotype, behavior and treatment. According to

genotype, mice can be control or trisomic. According to behavior,
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some mice have been stimulated to learn (context-shock) and others

have not (shock-context) and in order to assess the effect of the drug

memantine in recovering the ability to learn in trisomic mice, some

mice have been injected with the drug and others have not.

• magic

– source: UCI data repository https://archive.ics.uci.edu/ml/

datasets/MAGIC+Gamma+Telescope

– # of classes: 2

– # of data: 19020

– # of features: 11

– description: the data are MC generated to simulate registration

of high energy gamma particles in a ground-based atmospheric

Cherenkov gamma telescope using the imaging technique.

• kddcup

– source: KDD Cup 2010 https://pslcdatashop.web.cmu.edu/

KDDCup/downloads.jsp

– # of classes: 2

– # of data: 4,898,431/ 311, 029(testing)

– # of features: 134

– description: KDD Cup 2010.
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• segment

– source: UCI data repository https://archive.ics.uci.edu/ml/

datasets/Statlog+%28Image+Segmentation%29

– # of classes: 7

– # of data: 2,310

– # of features: 19

– description: The instances were drawn randomly from a database

of 7 outdoor images. The images were handsegmented to create a

classification for every pixel. Each instance is a 3x3 region.
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Appendix C

Regression Datasets

• house

– source: UCI data repository https://archive.ics.uci.edu/ml/

datasets/Housing

– # of data: 506

– # of features: 13

– description: this dataset was taken from the StatLib library, and

concerns housing values in suburbs of Boston.

• air

– source: UCI data repository https://archive.ics.uci.edu/ml/

datasets/Airfoil+Self-Noise

– # of data: 1503

– # of features: 5

– description: the NASA data set comprises different size NACA 0012

airfoils at various wind tunnel speeds and angles of attack. The

span of the airfoil and the observer position were the same in all of

the experiments.
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• cadata

– source: StatLib http://lib.stat.cmu.edu/datasets/

– # of data: 20,640

– # of features: 8

– description: california housing prices dataset.

• cpusmall

– source: Delve Datasets http://www.cs.toronto.edu/~delve/

data/comp-activ/desc.html

– # of data: 8,192

– # of features: 12

– description: this dataset records various performance measures,

such as the bytes read/written from sytem memory, from a Sun

Sparctation 20/712 with 2 cpus and 128 Mbyte of main memory.

• pole

– source: UCI data repository http://sci2s.ugr.es/keel/dataset.

php?cod=92#sub1

– # of data:15,000

– # of features: 26
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– description: this is a commercial application described in Weiss and

Indurkhya (1995) (http://www.cs.su.oz.au/~nitin). The data

describes a telecommunication problem.

• CT slice

– source: UCI data repository https://archive.ics.uci.edu/ml/

datasets/Relative+location+of+CT+slices+on+axial+axis

– # of data: 53500

– # of features: 385

– description: the data was retrieved from a set of 53500 CT images

from 74 different patients (43 male, 31 female). Each CT slice is

described by two histograms in polar space. The first histogram

describes the location of bone structures in the image, the second

the location of air inclusions inside of the body. Both histograms

are concatenated to form the final feature vector.

• road

– source: UCI data repository https://archive.ics.uci.edu/ml/

datasets/3D+Road+Network+%28North+Jutland%2C+Denmark%29

– # of data: 434,874

– # of features: 3

– description: this dataset was constructed by adding elevation infor-

mation to a 2D road network in North Jutland, Denmark (covering
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a region of 185 x 135 km2). This 3D road network was eventually

used for benchmarking various fuel and CO2 estimation algorithms.

This dataset can be used by any applications that require to know

very accurate elevation information of a road network to perform

more accurate routing for eco-routing, cyclist routes etc. For the

data mining and machine learning community, this dataset can be

used as ’ground-truth’ validation in spatial mining techniques and

satellite image processing.
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