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In this report, a design is proposed for an embedded system that implements an 

audio beamforming application. This design provides the key considerations for both the 

analog front-end, and the digital signal processing that would be included on-chip. The 

analog portion of the design implements a multi-order delta-sigma ADC, and the digital 

portion of the design implements a digital decimation filter and a beamforming filter. The 

objective of the project is to develop a system that could be used in a real-world 

implementation, with design decisions which attempt to account for system-wide 

specifications, rather than focusing on block-level performance alone.  
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Chapter 1: Introduction 

In the field of integrated embedded systems, there is an increasing demand for ever more 

complex designs with specifications that are impacted heavily across various system blocks. For 

that reason, it is important for young engineers to fully appreciate and understand the design 

trade-offs as members working on teams developing new products and applications in today’s 

leading integrated circuit companies. 

 

BACKGROUND AND MOTIVATION 

Given the above, I hypothesized that as someone primed to enter the integrated circuits 

workforce in the near future, I and my colleagues may benefit from design experiences that 

would tackle an open-ended problem, one to be solved using advanced engineering skills, and 

not merely focusing on developing the most optimal implementation of an existing design 

topology. 

The problem statement given thus far for this project supposes the need for a directional 

microphone. Given the landscape of product development today, we can suppose that it may be 

used in a high-performance video camera, or alternatively, a next-generation cell phone. Given 

that we design for a cell phone application, we are left to consider the design constraints of 

limited power, processing time, and area, constraints that appear so often in such embedded 

systems. We can assume that we are given access to a standard 180nm process node to 

implement our design (and given that this is one small portion of a larger chip, we would not 

have a say or influence in the matter). Finally, we can also assume that, given the application of 

interest, we have limited access to voltage references, and should ideally attempt to create a 

system that does not require additional high-precision voltage references, as this would be a 

costly addition to any system. 
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DESIGN APPROACH 

Given the application of interest, we first brainstorm a general topology for the whole 

system before working out the details of each part. We should attempt to motivate our design 

decisions with real world implications in mind to create the most ideal, robust design. We can 

then use modelling approaches with software such as MATLAB to check for reasonableness the 

blocks that will make up the design before investing the resources to create a physical 

implementation. During implementation, phenomena not considered at the modeling phase may 

be encountered, and they should be carefully accounted for in order to improve optimization. 

For this project, analog components (namely, the delta-sigma ADC) were developed in 

Cadence Virtuoso, using a TSMC 180nm library provided by Dr. Nan Sun. Digital components 

are assumed to be implemented on an on-chip DSP of moderate strength. The power and 

processing resources consumed by the digital components are used as a benchmark for the 

effectiveness of the digital components. 

 

SYSTEM OVERVIEW 

In order to implement a directional microphone, beamforming techniques will be 

necessary. A classical approach to this would involve a bank of audio microphones, followed by 

signal processing that identifies differences between the sensor readings to isolate the sound of 

interest. By directing the microphones at the signal of interest, the incoming sound’s phase aligns 

with each microphone and is preserved, while other sounds are attenuated. An example of this 

can be seen below: 

 

Figure 1: Example Implementation of Beamforming [1] 



3 

 

 At the front-end, each of the sensors will require its own analog-to-digital converter. 

Since we are designing for an audio application, a Delta-Sigma topology is the obvious choice 

since it excels at signals in the audio band and provides power-saving and area benefits. Use of a 

digital decimation filter will be required however to isolate the audio band. Performance 

requirements will be high on the filter if improperly designed, but the inexpensive nature of 

digital processing power makes it an attractive option when done correctly. The margins left over 

from the decimation filter can be applied to the beamforming filter, which will take all the audio 

signals together to isolate the signal of interest. Given the design effort that must be placed in the 

ADC and decimation filters, their performance and the size of the sensor bank will have a large 

impact on the dynamic range designed into the beamforming filter.  

We have a general overview of the components that will be present in the design, and can 

focus our attention and design effort as appropriate. By expending greater design effort in the 

delta-sigma ADC and minimizing area and power consumption, we stand to improve our 

versatility in using many microphones in the sensor bank and the overall performance of the 

system. Meanwhile, a good design of the decimation filter will free up processing cycles which 

will allow the beamforming filter to be more powerful, further improving our result. These sorts 

of tradeoffs will motivate the design of the analog frontend and beyond. For the sake of clarity, a 

block diagram of the general system is seen below: 

 

 

 

 

Figure 2: System Level Block Diagram 

We will next explore the design of the individual components, with particular attention 

given to blocks requiring a greater level of design effort. 

  

Sensor 

Bank 

∆∑ ADC 

Array 

Decimation 

Filter 

Beamforming 

Filter 
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Chapter 2: Analog Frontend 

The analog frontend for this design consists of a microphone sensor array and a delta-

sigma ADC. The sensor array must be designed to meet the needs of the digital beamforming 

filter at the other end of the system.  

 

MICROPHONE ARRAY 

In order to implement a directional microphone, we will need a microphone array to 

capture multiple instances of a sound. Each of these microphones must be spaced apart, such that 

the audio captured by each sensor is different at a particular sample. Given that the speed of 

sound is approximately 340 m/s, we must approximate the time delay for sound to travel from 

one microphone to the next, in accordance to the distance (or spacing) between each sensor. 

Furthermore, the microphones we choose to implement must be both small enough to fit into an 

embedded computing device (we will assume we are considering a current-generation 

smartphone throughout the project), as well as omni-directional in order to reliably sample 

external audio. 

An application note produced by InvenSense detailing the use and development of 

MEMS microphone arrays provides a good foundation for understanding the role of the 

microphone array in our system [2]. Two different beamforming schemas are presented here: a 

Broadside Array and Endfire Array. In the Broadside Array, we place microphones 

perpendicular to the sound source of interest, while in an Endfire Array, we place the 

microphones in a line parallel to the sound source. These schemas offer different trade-offs in 

their frequency response.  

In the Broadside Array, the sound of interest is acquired by summing the signals coming 

into each sensor unit. In order to isolate the desired sound source, the summing and averaging 

operations attenuate sounds coming from the sides of the microphone array since they appear 

more out-of-phase (more distance must be traveled to reach each microphone). The signal of 



5 

 

interest, which is perpendicular to the center of the array, is distributed more evenly among the 

sensors for a given sample and is less attenuated, achieving a “beamforming” effect. Although a 

low-complexity computation, this schema shows a critical weakness. 

A figure of the frequency response for a Broadside Array can be seen below. Due to the 

computation method employed, the sensors are able to attenuate signals on either side of the 

array but not behind the array. This means that a Broadside Array is unable to distinguish 

between sounds coming in front of, and behind it, limiting its use as a good directional 

microphone. 

 

 

Figure 3: 3-Microphone Broadside Array with 75mm Spacing [2] 

 

The Endfire Array, also known as a “differential” array, is able to eliminate the 

weaknesses of the Broadside array at the cost of design complexity in the computation filter. 
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Instead of attenuating the sides, a differential array employs a delay-and-sum computation that 

attenuates sound closer to 180 degrees. This produces a cardioid shape that, while not as strong 

in eliminating sounds to the left and right of the user, is great at removing sounds behind the 

user. For our application of interest, we require the directional microphone to be multi-purpose 

and robust. Because of this, it is a more attractive option to use the Endfire Array, whose 

effective frequency response is more consistent and reliable. 

It is also important to make educated decisions regarding the size of our microphone 

array as well as the spacing between each microphone. This is especially important due to our 

application of interest, which is an embedded computing device with very limited area available. 

A frequency response plot for the Endfire Array can be seen below. 

 

 

Figure 4: Endfire Beamformer Response, Varied Spacing Lengths (fs = 48 kHz) [2] 

 

 For the sake of this discussion, we can assume that we are designing our application for a 

Samsung Galaxy Note device, which has approximate dimensions of 150mm by 80mm. Given 

the above frequency response, we find that increased spacing lengths produce greater attenuation 
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up to around 21mm, at which point a sub-cardioid pattern emerges. If we thus choose a spacing 

distance of ~20mm or less, we find ourselves with a budget allowing for a maximum of 7 

microphones lined up along the height of the device. We should note, however, that each 

additional microphone will necessitate additional ADCs and decimation filters, quickly adding 

complexity to the design. Hence, for this design, we will assume a small, 2-microphone array 

which may grow as necessary. 

 

DELTA-SIGMA ANALOG-TO-DIGITAL CONVERTER OVERVIEW 

Designing a robust ADC will simplify computation and processing at other stages in the 

system. If we want a reasonably sounding audio playback from our system, we should shoot for 

MP3 quality or better, or 320 kbps. This bitrate would translate to a data resolution of 

approximately 7.25 bits at a sampling rate of 44.1 kHz. Given that we can surely do better than 

this with a delta-sigma design, we shall aim to minimize the power and area consumption of 

multiple cascaded ADCs, each used for a microphone in the array, while maintaining high 

quality audio. 

 

Topology Selection 

Delta-sigma analog to digital converters are complex, and difficult to analyze without 

proper modelling. Valuable information on design topologies and trade-offs can be located in Dr. 

Sun’s Data Converters lecture series [3]. Meanwhile, advice on modeling and analysis is found 

in the Mixed-Signal System Design and Modeling lecture series by Eric Swanson [4]. These 

resources will be referenced closely to aid in the design decision making process. 

Before we select a topology to model, we need to develop a general idea of the conditions 

under which our ADC will operate. Determining the oversampling ratio (or OSR) will help us 

estimate the complexity of the converter. In particular, a lower OSR will require that we 

implement a larger order data converter. Meanwhile, with each order in the delta-sigma 
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modulator, we introduce more integrator blocks that can be used for noise shaping, thereby 

improving SNR at the cost of stability. According to the equation presented on the following 

page[3]: 

 

 

The dynamic range of our data converter increases as we increase the oversampling rate of the 

delta-sigma ADC. Meanwhile, a higher-order ADC will produce a steeper noise-shaping 

frequency response, improving the dynamic range seen in the audio band. From here, we should 

remark that our sampling rate will be limited by what can be reliably produced by the device we 

are designing for, and how fast we can move charge across the capacitance used in the design. 

We can develop a simple table that conveys the dynamic range we can hope to achieve with 

various oversampling rates, and include approximations for higher-order designs: 

 

 Oversampling Ratio (OSR) 

 

Modulator 

Order 

 16 32 64 128 256 

1 24 dB 33 dB 42 dB 51 dB 60 dB 

2 39 dB 53 dB 69 dB 84 dB 99 dB 

3 53 dB 75 dB 96 dB 117 dB 138 dB 

4 68 dB 95 dB 122 dB 149 dB 177 dB 

5 83 dB 116 dB 149 dB 182 dB 215 dB 

Table 1: SNR Table for Delta-Sigma ADCs [5] 
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The derivation of these values, which incorporate not just OSR but also modulator order 

into effective SNR, can be seen in an essay by Dave Ess from Cypress Semiconductor [5]. 

Looking at the table above, we can pragmatically choose a good starting point for our design. 

Given the resolution requirements we previously established (greater than 8 bits of precision), we 

should aim for a SNR above 50 dB (more is better). It is difficult to reach the required SNRs 

with a simple 1st order modulator without extreme oversampling, so we will settle for a 2nd order 

modulator which is much more manageable. Since we are designing this converter for use in a 

sensor bank, it is advisable to pay close attention to area consumption, as the addition of extra 

components could increase by up to seven-fold, depending on the number of microphones used 

in the final design. Hence, we choose to settle for a 2nd order design employing a 64x 

oversampling rate, which yields approximately 69 dB of SNR. This translates to around 11 to 12 

bits of precision, which provides a great design buffer for noise contributions that we haven’t 

considered yet. Furthermore, the 64x sampling rate translates to a reasonable sound 3 MHz 

(since the band of interest would normally be sampled at 44.1 kHz). As we will observe, a 

sampling rate like this will be very manageable in our design during implementation. 

 Next, we must choose a suitable delta-sigma ADC implementation topology for our 

design. We can begin to narrow down our choices by examining the trade-offs for particular 

design choices [3]. First, we can consider the resolution of the delta-sigma ADC’s comparator. 

We could potentially choose either a 1-bit comparator or a 4-bit comparator, with appropriate 

feedback. However, we should note that the 4-bit implementation will require a much larger set 

of flash ADCs and more complex feedback circuitry. Furthermore, 4-bit comparator 

implementations are prone to linearity problems due to mismatches between op-amps. Unlike in 

4-bit implementations, 1-bit comparators are always linear by design. For these reasons, we can 

decide that it would be better to pursue a 1-bit comparator design, particularly due to area 

concerns and the fact that linearity is critical for audio applications such as ours. 
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 From here, we should also determine how we will design the integrators and feedback in 

our delta-sigma ADC. One topology that stands out for 2nd order designs is the Boser-Wooley 

Modulator [3].  In this topology, the nature of the 1-bit quantizer is exploited in order to improve 

signal swing. In particular, since a 1-bit quantizer only cares about sign, we can lower the 

integrator gain such that the total gain over each stage is less than 1 without compromising the 

behavior of the system. 

 

Figure 5: Boser-Wooley Modulator Block Diagram [3] 

 

This sort of design is useful since it mitigates the impact of signal swing, reducing the chance of 

spurious tones compromising our output. In particular, this design is great because spurious tones 

are very noticeable by the human ear and care should be taken to eliminate them, even at the cost 

of resolution if necessary. Ultimately, however, this topology is convenient because of the major 

trade-offs (such as being required to use a 1-bit quantizer) that we have already discussed 

previously. A comparison in signal swing between a generic 2nd order implementation and the 

Boser-Wooley implementation can be seen below: 

 

Figure 6: 1-Bit Quantizer Output Example (with varying integrator #2 gain) [3] 
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Design Modeling 

Before we physically implement the design, it is prudent to model the topology in a 

software such as MATLAB to “proof” the concept prior investing more significant resources. 

Following the block diagram shown previously, we can program a model that will give us an 

approximation of the frequency response for a given design. Our model is based on one 

previously produced by Eric Swanson as an example for 1st order delta-sigma designs, modified 

to implement the 2nd order topology envisioned for this project [4]. A code printout for the model 

can be seen in “Appendix A” at the end of this report. The delta-sigma loop is executed for a 

large number of time samples (approximately 10,000), and the output is processed to plot a 

frequency response. An example printout for the model can be seen below: 

 

 

 
Figure 7: MATLAB DSM Response (Full Scale) 
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Figure 8: MATLAB DSM Response (Zoomed) 

 

 We can use the above to calculate the expected SNR and ENOB for the design. To find 

SNR, we isolate the audio band of interest (since the rest of the band will be eliminated by the 

decimation filter), and find the sum-of-squares for the signal and noise as follows [3]: 

 

Given the SNR, we also find the ENOB (effective number of bits) with an easy approximation 

using the following equation: 

 

Now that we have a working model and a means to calculate a figure of merit for a particular 

implementation, we can examine the effects of changing the gain coefficients and perform early 

optimization for our design. Some of the results for these tests are available on the following 

page: 
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Stage 1 Gain Stage 2 Gain DAC Gain SNR (dB) ENOB (bits) 

1 1 0.5 6.462 0.781 

0.5 0.5 1 25.953 4.019 

0.9 0.9 3 68.506 11.087 

1 1 1 69.179 11.199 

0.9 0.9 1 68.756 11.129 

1 1 2 69.865 11.313 

Table 2: MATLAB DSM Configurations 

 

In the tests performed above, we find that higher stage gains indeed give us better signal 

strength, and accordingly greater ENOB. However, we find ourselves with more spurious tones, 

such as in the example below, which uses a gain of 1 for all stages:  

 

 

Figure 9: MATLAB DSM Response (Spurious Tones) 
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In order to compromise between the benefits of a higher gain for ENOB, and the linearity 

benefits presented by the Boser-Wooley topology, we can choose a less-than-maximum gain to 

reap the advantages of both designs. A gain of 0.9 at each step thus works suitably for our 

design. 

 

PHYSICAL IMPLEMENTATION OVERVIEW 

At this point, we are ready to examine the implementation of the delta-sigma ADC in 

Cadence Virtuoso. The decimation filter, which is effectively part of the ADC, will be discussed 

in a later section along with the beamforming filter. Located in “Appendix B” is a full-scale 

schematic for the delta-sigma ADC in its entirety. In this section, we will isolate and discuss 

each part of the design individually. 

 

Integrator and Feedback Design 

In a delta-sigma modulator, the integrator blocks serve to synthesize the “delay block” 

effect that we see in the topology diagram. In particular, they synthesize the term: 

 

𝐻 =
𝑧−1

1 − 𝑧−1
 

 

This was seen previously in the block diagram for our model. A simple integrator consists of a 

pair of capacitors connected in a feedback circuit with an operational amplifier. Managed by a 

global clock source, the integrator outputs the given input value after collecting charge over the 

capacitance. The ratio of capacitors we choose will let us implement the gain coefficients that we 

have chosen for the design. We can examine this in more detail using the figure below [4]: 

 



15 

 

 

Figure 10: Integrator Schematic and Operation [4] 

 

In the integrator above, we have two phases. These phases are sampling (at phi-1) and 

charge-transfer (during phi-2). While the charge we see at V1out would normally be dependent 

on the ratio of Cfb to Cin, the system is more complex when we introduce the two feedback 

paths provided by Cr1 and Cr2. These paths are outputs from the DAC, which feeds back digital 

output from the flip flops at the output of the comparator. Intuitively, however, it becomes clear 

through charge conversation analysis that we can use superposition theory to consider each case 

separately [4]. In that case, we find that the “gain factors” resulting from our integrator are as 

follows: 
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𝑘 =  
𝐶𝑖𝑛
𝐶𝐹𝐵

         𝑎𝑛𝑑         𝑔 =  
𝐶𝑅
𝐶𝑖𝑛

 

 

From the above, we can now choose capacitor ratios in order to implement the coefficients 

previously defined in the MATLAB code. 

 

 

Figure 12: Input Stage and Integrator #1 Schematic 
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Figure 13: Feedback Schematic 

 

The above schematics repeat for the second stage of the design. The switched capacitor circuit 

implements the diagram seen in Figure 10, with the NAND logic controlling which of the two 

feedback paths to utilize based on the current data output. The logic gates here are implemented 

using 180nm transistors, and all switches shown are implemented as standard transmission gates 
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wielding NFET and PFET devices. Due to the complex nature of OTA design on its own, the 

operational amplifiers in this delta-sigma ADC are not implemented using transistors. Rather, the 

amplifiers are given realistic, achievable specifications using known metrics from previous 

designs we have worked on. A table providing the OTA specifications used for this design can 

be seen below: 

 

Specification Measurement 

Power Dissipation 3.7 mW 

DC Gain 80 dB 

Unity-Gain Frequency 345 MHz 

Table 3: OTA Design Specifications [6] 

 

An alternate report from previous work details the design of this OTA. For the purposes of our 

ADC design, however, we can acknowledge that the given specifications are reasonable to 

implement in our design space. For this project, the OTA performance is limited to these metrics 

in order to more accurately assess real-world performance versus the use of ideal amplifiers. 

 

Comparator Design 

The two integrator stages are used to implement the desired gain factors from our 

MATLAB code, as well as the noise-shaping transfer function in the form of the delay blocks. 

Next, we need to implement the comparator which will produce the digital output to be used both 

in filtering and in the feedback loop. Given that we are designing for a system which is clocked 

(as it employs switched-capacitor techniques), the use of a dynamic comparator is clearly a 

strong choice. With a dynamic comparator, we stand to save on static power consumption and 

produce a small block that provides very high gain during the clock phase when it is active. 
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Furthermore, if we choose to implement a strongarm latch, we can store the output data without 

needing to use an additional D Flip Flop to store the data. Schematic plots for the strongarm latch 

and comparator circuit can be seen below: 

 

 

Figure 14: Strongarm Latch Circuit 

 

 

Figure 15: Comparator with Sampling Capacitor 

In the strongarm latch implemented for this design, PMOS devices are employed to reset the 

state of the latch during the integrator sampling phase. This allows the comparator to settle 
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quickly in each comparison phase. In order to prevent this reset mechanism from clobbering 

results during the charge-transfer phase, an additional capacitor is added with an associated 

switch at the output. This capacitor is made to sample the strongarm latch’s output during the 

comparison phase, after which the switch is turned off and the value is retained until the next 

comparison phase. 

 

Timing and Performance Considerations 

 Outside of implementing the desired topology for our system, other considerations are 

necessary for the physical design. Although the capacitors we have chosen are ratiometric, we 

must still choose a base value for them. We can choose this by considering the signal of interest. 

As we are running on a standard 1.8 V supply, we expect a 900 mVpk-pk signal, or 636 mVrms. 

We can make a ballpark estimate for a reasonable capacitor size by calculating the expected 

kT/C noise and comparing it to our desired bit resolution: 

 

𝑆𝑁𝑅 = 20 ∗ log (
𝑉𝑠𝑖𝑔
𝑉𝑛𝑜𝑖𝑠𝑒

) 

67 𝑑𝐵 (~11 𝑏𝑖𝑡𝑠 𝑆𝑁𝑅) = 20 ∗ log

(

 
636𝑚𝑉𝑟𝑚𝑠

√𝑘𝑇
𝐶 )

   

√
𝑘𝑇

𝐶
= 3.52 𝑚𝑉𝑟𝑚𝑠     𝑠𝑜     𝐶 ≈ 33 𝑓𝐹 

From here, we can estimate that a capacitance value somewhere around 30 fF should be 

sufficient for our design. This is rather small, so we should not need to worry about our 3 MHz 

clock being too fast and not allowing time for the capacitance to charge during each sampling 

phase. 
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EVALUATION AND CHARACTERIZATION METHODS 

 Testing the analog component for this design was done in Cadence ADE. A test input 

signal at 10 kHz was used, with a 3 MHz clock signal. The clock signal is provided by an ideal 

clock generator, which creates two, non-overlapping clock phases. These clock phases are 

dubbed “f1” and “f2” and are used to drive the sampling and comparison phases of the 

integrators and comparator. Using transient analysis modes sampled periodically at the same rate 

as the clock, the digital comparator output is extracted and used to analyze discrete Fourier 

transforms for the system. These simulations are performed in the presence of transient noise 

along with the standard quantization noise inherent to the ADC. Below are plots that summarize 

the performance of the system, with a table detailing key performance characteristics: 

 

Specification Measurement 

SNR (with noise) 70.421 dB 

ENOB (with noise) 11.406  bits 

Power Consumption (Comparator & Caps) 0.625 mW (calculated via current integration) 

Power Consumption (OTAs) 3.7 mW (2x) 

Power Consumption (Total) 8.025 mW 

Bandwidth 22 kHz 

Sampling Rate 3 MHz 

Oversampling Rate 136.36 

Supply Voltage 1.8 V 

Capacitor Base Size 30 fF 

Table 4: Measured ADC Performance Specifications 
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Figure 16: ADC Output DFT (Full-Scale, with Noise) 

 

 

Figure 17: ADC Output DFT (Log-Scale, with Noise) 
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Chapter 3: Digital Backend 

 Next, we need to design the digital filters which will complement the delta-sigma ADC 

we have just implemented. This includes a decimation filter for use with the delta-sigma ADC, 

as well as a beamforming filter which will make use of the array of audio samples. We can 

design these filters using the robust FDATool in MATLAB. 

 

DECIMATION FILTER 

The decimation filter we design must be able to eliminate frequency components above 

the 22 kHz bandwidth of our audio band in order to capitalize on the noise-shaping effects of our 

delta-sigma modulator. If we use brute force, it is easy to create an impractical solution for this 

problem. For example, a simple auto-generated “brick-wall” FIR filter would produce over 5,000 

taps, which would demand almost 17 GHz of multiply-accumulate processing power to 

accommodate a 3 MHz.sampling rate [4]. An example of this can be seen below: 

 

 

Figure 18: Brute Force “Brick-Wall” Decimation Filter Example 

In order to produce a filter that can feasibly be executed on a standard 300 MHz DSP, we 

will need to employ optimization techniques. First, we should remark that the human hearing 

bandwidth is not as precise at higher frequencies. In particular, human beings have trouble 
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hearing anything in the 30 kHz range (unlike some animals), so we can afford to make the 

passband to stopband transition more gradual; 

 

 

Figure 19: Decimation Filter with Optimized Transition Band 

 

This new filter is only 1,085 taps, and ensures phase linearity by its nature of being an FIR filter. 

At this point, our computation overhead is now 3.255 GHz. We can further optimize this design, 

however. Since this is a decimation filter application, we must note that we actually have the 

option of simply throwing out decimated samples (also called down sampling), rather than 

actually performing the accumulator computation on them.   By doing this, we are able to 

decimate not only our signal bandwidth, but our computation bandwidth as well. This reduces 

our overhead from 3.255 GHz to around 23.871 MHz, which is very manageable for our DSP 

and provides very reasonable margin for the beamforming filter that we must implement later. 

Lastly, we can take advantage of the coefficient symmetry of linear phase filters to halve the 

effective number of needed computations, reducing the overhead again from 23.871 MHz to 

11.935 MHz. 

 For this application, we must also consider the impact of memory on our system. In 

particular, we need to “truncate” the filter such that the coefficients (which are currently floating 
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point precision in MATLAB) are implementable integer coefficients via rounding. The smallest 

coefficient in our filter is approximately 2.128e-7, so we can multiply by 4,700,000 and round. 

The new filter, after rounding, however, has a range of values from 1 to 68,854. Ideally, we 

would be able to fit this in 16-bit coefficients, which would prevent us from needing to use a 

more expensive DSP. Dividing the coefficients by 1.06 and rounding further gives us a new 

range from 1 to 64,957, which fits in a 16-bit DSP. Doing this gives use a new filter response: 

 

 

Figure 20: Decimation Filter with 16-bit Coefficients 

 

While some of the filter attenuation is lost in this case, we are well above the 74 dB of 

attenuation in the stopband required to preserve the ~12 bit precision offered by our ADC. 

 

BEAMFORMING FILTER DESIGN 

 Unlike the decimation filter, the beamforming filter is unlikely to present a large 

computational overhead. Rather, it consists of simple delay-and-sum post-processing that instead 

requires proper planning to be effective. Using the information provided in InvenSense’s 

application note, we learn how to model a basic Endfire Array [2]: 
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Design Variables 

d Distance (meters) 

c Speed of Sound (in air, 343 m/s) 

t Time (seconds) 

n DSP Sample Delay 

td Time Delay (seconds) 

fs Sampling Rate (Hz) 

fnull Null Frequency (Hz) 

Equations 

Distance of Sound Travel d = c * t 

Microphone Spacing to Ensure n-sample Matching d = n * (c/fs) 

Time Delay for n-Sample Delay td = n / fs 

On-Axis Null Frequency fnull = 0.5 * (c/d) 

Table 5: Endfire Array Modeling Parameters [2] 

 

In this case, the null frequency is particularly important. At this frequency, the array’s delayed 

signal matches the front microphone exactly, so the invert-and-sum operation eliminates the 

sound in a virtual “zero”. Hence, we must be careful to design our array such that critical sound 

frequencies are zeroed out. The model presented above has been implemented by Analog 

Devices as software in MATLAB.  We can use it to explore different Endfire Array 

configurations [7]. An example output of the script can be seen on the following page: 
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Figure 22: 2-Microphone Endfire Array Configuration 

 

In the above configuration, we place the microphones 9mm apart from one another with a one 

sample delay for the second microphone. Doing so allows us to place the null frequency just 

above 20 kHz, preventing its zero effect from distorting the signal. We also maintain a polar 

response that is well focused. However, this configuration does force us to sacrifice signal 

strength for low frequencies. In order to combat this, we would need to add additional 

microphones at the cost of area and power. In the digital domain, this two-microphone setup is 

easy to implement as a simple z-domain transfer function: 

 

𝑦[𝑧] = 𝑥1[𝑧] − 𝑥2[𝑧 − 1] 

 

Compared to the footprint of the decimation filter, the beamforming filter in this case has a 

negligible amount of computations that we can ignore for performance calculations. 
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EVALUATION AND CHARACTERIZATION METHODS 

 We can measure the overhead of each filter in our system to calculate the total overhead 

contributed by the digital design. We can approximate the required processing power of the DSP 

to be used with the system and, subsequently, approximate the power consumption. The table 

below describes the expected cost of implementation for the digital backend on a per-sensor 

basis, so we can extrapolate these costs to judge whether additional sensors for a more powerful 

Endfire Array is worth it: 

 

Specification Measurement 

Decimation Filter Passband Ripple +/- 0.5 dB 

Decimation Filter Stopband Attenuation 80 dB 

Decimation Filter Resolution 16 bits 

Decimation Filter CPU Requirements 11.935 MHz (round to 12 MHz) 

Approximate Power Consumption (DSP) 0.15 mW/MHz (see [7] as example) 

Decimation Filter Power Consumption 1.8 mW / Filter 

Total Power Consumption (2x Filters) 3.6 mW 

Beamforming Microphone Count 2x 

Beamforming Microphone Spacing 9mm 

Beamforming Array Delay Count 1 sample 

Table 6: Digital Backend Performance Specifications 

Using the C5000 Texas Instruments DSP as an example, we find ourselves with 1.8 mW of 

power consumption dedicated to decimation filter processing, which totals to 3.6 mW since we 

are using two MEMS sensors that each require their own filtering. 
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Chapter 4: Conclusions 

Putting everything together, we can now give an overall assessment of the design 

presented, and discuss strengths and weaknesses as well as placements where improvements 

would be most profitable. 

 

FUTURE DESIGN CONSIDERATIONS 

This design has many variables that interplay, some which can be restrictive to the rest of 

the design. The number of microphones, for instance, has a direct impact on both the quality of 

our output as well as the power consumption. In particular, we aim to lose approximately 9.825 

mW of power per MEMS sensor we use in the system, combining the analog and digital 

components together. This is significant, especially considering that we may use up to 7 

microphones if we want to improve the Endfire Array’s frequency response, or even more if we 

space them very close together. However, the variance in the array’s frequency response over the 

range where human hearing is best (1 kHz to 4 kHz) is only between 0 and 5 dB, so we can 

perhaps justify the limited use of only two microphones for the sake of power efficiency. 

In addition to the microphone array size, we must also consider some of the blocks in our 

design. The decimation filter and the OTAs are the largest sources of power consumption, so we 

should aim to minimize their footprints before anything else. Since the stopband quality in the 

decimation filter is critical to preserving the quality of our signal, it is difficult to find a suitable 

trade-off that would allow for power optimization in the digital backend.  The OTA, however, 

may benefit from tighter design restrictions since the delta-sigma loop has inherent noise shaping 

that mitigates the effects of a lower-quality amplifier. Given that we can redesign the OTA to 

minimize gain while maintaining performance, we stand to gain the most returns for later design 

iterations. 
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FINAL REMARKS 

The system presented here combines a pair of MEMs microphones with two analog 

frontends, consisting of 2nd order delta-sigma ADCs running with an ENOB of approximately 12 

bits and a sampling rate of 3 MHz. Each ADC sends 1-bit output data to a DSP-executed 

decimation filter made to eliminate all but the 22 kHz audio band. The microphone array 

configuration drives a simple beamforming filter in the form of a simple 1-line MAC instruction, 

which leaves a small footprint compared to the decimation filters that come before it. 

Altogether, this project demonstrates the tight interplay between analog, digital, and 

physical system designs along with associated trade-offs. As the target applications for particular 

designs become more and more restricting, the right sacrifices must be made to produce an 

optimal design. In making more pragmatic design decisions that manage design complexity, 

resource costs, and time-to-market, today’s semiconductor industries stand to gain a lot from 

each iteration of the product cycle. 
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Appendix A: MATLAB Code 

% 

%  dsm_wooley.m - 2nd Order Delta-Sigma Modulator Code 

% 

%   Gaussian noise of 1Vrms (!) used to provide dither 

%   at the quantizer input 

% 

%   copyright 2001  Eric Swanson 

% 

%   Modified by Philippe Dollo for 2nd Order Modulator 

 

% 

%  compute 1000 delta-sigma modulator samples with added Gaussian noise 

%  dither at the quantizer input 

% 

 

index=[0:9999]'; 

xr=randn(10000,1); 

dout=zeros(10000,1); 

vin=0.99*sin(2*pi*.005001.*index); 

 

% 

%v22 stores the sum of the squares of the comparator input 

% 

 

v22=0; 

 

%  

%initial conditions 

% 

 

v0=0; 

v1=0; 

v1b=0; 

d=0; 

 

% 

%delta-sigma modulator loop 

% 

 

for m=1:10000; 

    vsum=vin(m)-d; 

    v0=v0+vsum; 

    v0=v0*0.9; 

    v1=v1+v0-d; 

    v1=v1*0.9; 

    v2=v1+xr(m); 

    v22=v22+v2*2; 

    if v2<0 

        d=-1; 

    end; 

    if v2>=0 

        d=+1; 
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    end; 

    dout(m)=d; 

end; 

 

% 

%prepare data to plot 

% 

 

x1=dout; 

y=fft(x1); 

y(5002:10000)=[]; 

 

% 

%normalize 

% 

 

y1=(abs(y)+1e-25)/sqrt(10000); 

ydbfs=20*log10(y1); 

ydbfs=ydbfs - max(ydbfs) 

 

% 

%plot 

% 

 

freq=[0:5000]'; 

freq=freq*(1/10000); 

figure (1); 

plot(freq,ydbfs,'-g'); 

axis([0 0.5 -95 35]); 

ylabel('Magnitude (dBFS)'); 

xlabel('Frequency (X * fs)'); 

title('DSM Frequency Response'); 

 

%  

%convert audio band by separating signal and noise 

% 

 

DAT = y1(1:75) 

SIG = DAT(51); 

NOISE = DAT(1:75); 

NOISE(51) = 0; 

 

% 

%use sum-of-squares formula to find SNR, ENOB 

% 

 

SIG = SIG .* SIG; 

NOISE = NOISE .* NOISE; 

NOISE = sum(NOISE); 

SNR = SIG / NOISE; 

SNR = 20*log10(SNR); 

ENOB = SNR - 1.76; 

ENOB = ENOB / 6.02 
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Appendix B: Cadence Virtuoso Schematic 

 

Figure 23: Delta-Sigma ADC Schematic 
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Figure 24: NAND Logic Schematic 

 

 

Figure 25: Inverter Logic Schematic 
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