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As the technology scales, there is a need to develop design and optimization 

algorithms under various scenarios of uncertainties. These uncertainties are introduced by 

process variation and impact both delay and leakage. For future technologies at the end of 

CMOS scaling, not only process variation but the device defect density is projected to be 

very high. Thus realizing error tolerant implementation of Boolean functions with 

minimal redundancy overhead remains a challenging task. The dissertation is concerned 

with the challenges of low-power and area digital circuit design under high parametric 

variability and high defect density. 

The technology mapping provides an ideal starting point for leakage reduction 

because of higher structural freedom in the choices of implementations. We first describe 

an algorithm for technology mapping for yield enhancement that explicitly takes 

parameter variability into account. We then show how leakage can be reduced by 

accounting for its dependence on the signal state, and develop a fast gain-based 
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technology mapping algorithm. In some scenarios the state probabilities can not be 

precise point values but are modeled as an interval. We extended the notion of mean 

leakage to the worst case mean leakage which is defined as the sum of maximal mean 

leakage of circuit gates over the feasible probability realizations. The gain-based 

algorithm has been generalized to optimize this proxy leakage metric by casting the 

problem within the framework of robust dynamic programming. The testing is performed 

by selecting various instance probabilities for the primary inputs that are deviations from 

the point probabilities with respect to which a point probability based gain based mapper 

has been run. We obtain leakage improvement for certain test probabilities with the 

interval probability based over the point probability based mapper. 

Next, we present techniques based on coding theory for implementing Boolean 

functions in highly defective fabrics that allow us to tolerate errors to a certain degree. 

The novelty of this work is that the structure of Boolean functions is exploited to 

minimize the redundancy overhead.  

Finally we have proposed an efficient analysis approach for statistical timing, 

which can correctly propagate the slope in the path-based statistical timing analysis. The 

proposed algorithm can be scaled up to one million paths. 
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Chapter 1.  Introduction 

 

This dissertation aims to contribute to the solution of several challenges in the 

computer-aided design of ICs in the nanometer scale of CMOS technology and addresses 

the challenges of low-power digital circuit design under high parametric variability and 

high defectivity. Both of these fundamental challenges and the solutions we propose are 

overviewed in this chapter.  

One of the defining features of CMOS technology as it approaches the 

fundamental limit of scaling is the variability in the device parameters. With scaling, the 

variation of device parameters does not scale at the same rate due to the manufacturing 

limitations. Another reason is that fundamental atomic scale randomness is becoming 

significant at very small device dimensions. Moreover, the composition of variability 

changes: the ratio of the with-in die variation, which affects even the devices on the same 

die diversely, with respect to the die-to-die variation has been growing  [1]. For 0.13um 

CMOS technologies, the percentage of the with-in die component of gate length for the 

effective MOS channel length is 35%. The rise in with-in die variation is due to the 

fundamental limitations that arise when trying to operate the devices at a scale which is 

comparable to the atomic structure of materials. One example is the density of dopants 

which is different in different channels because of random placement of dopant atoms. 

Another example is the local oxide thickness variation that contributes to intrinsic 

threshold voltage fluctuation. In technologies below 32nm, Vth variation due to oxide 

thickness may become comparable to that due to dopant density variations. Sub-

wavelength photolithography makes Lgate variation difficult to contain because of 

optical proximity effects. Thus for transistors having smaller size compared to the 
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wavelength of light, the light is affected by diffraction from neighboring transistors. 

Therefore the dimension of transistors is influenced by the local layout.  

These trends result in the situation when the traditional means of dealing with 

variability (corner-based techniques) for both optimization and analysis become overly 

pessimistic. A related limitation of deterministic techniques is that the set of nearly 

critical paths can not be identified with the corner based analysis  [101]. Addressing this 

problem with the traditional deterministic algorithms, would lead to an explosion of 

computational complexity because of the high number of process corners that need to be 

exercised  [7]. Thus, the presence of process variation poses significant challenges for 

analysis and optimization of circuits.  

Variability in device parameters impacts both timing and power characteristics of 

digital circuits. An especially important impact is on leakage power consumption. 

Leakage power growth presents a major challenge to digital circuit design in nanometer 

scale silicon technologies. The contribution of leakage to total power consumption is 

nearly one half in 45nm CMOS  [81] [82]. Leakage power increase is due to both 

increased subthreshold and gate leakage currents. Subthreshold leakage power increase is 

due to the reduction of threshold voltage required for frequency scaling and because of 

the strong exponential dependence of subthreshold leakage on Vth. The gate leakage is 

due to tunneling current through gate oxide. The aggressive scaling of oxide thickness to 

control short channel effects, leads to significant gate leakage. Among the two leakage 

components, the subthreshold leakage is most sensitive to the parametric variation. 

Leakage depends strongly (exponentially) on Vth and channel length. This strong 

dependence causes a large spread in leakage current in the presence of process variations: 

a 30% variation in the channel length can lead to 20X variation in leakage current  [3].    
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This dissertation also looks ahead into the post-silicon era and studies a question 

of how circuits can be designed in emerging technologies. Currently, the number of 

options for the technology to replace CMOS is large. Extensive research is being 

conducted in carbon nanotube (CNT) based electronics, and molecular and quantum 

devices  [61] as replacements for CMOS electronics at the end of scaling. It appears that 

one of the severe challenges of any replacement technology is extremely high defect 

density of devices that is orders of magnitude higher than that for CMOS. Thus, the 

emerging technologies will be characterized not only by high parametric variability but 

also with a high defect density. Implementing circuits in such high defect densities is a 

very challenging task.  

This thesis contributes towards solving several problems related to design under 

high parametric variability and high defectivity. These contributions can be broadly 

classified as solving a set of optimization problems in the synthesis of circuits and 

developing new analysis techniques. More specifically we address the following 

problems: 

1. Problem-1: Whether the process variation and the information about input vector 

probability can be used during technology mapping to optimize the yield of the circuit 

limited by the leakage under timing constraints? 

2. Problem-2: How we can enable efficient and accurate statistical static timing 

analysis taking into account slope information for arbitrary distributions of process 

parameters including spatial correlation? 

3. Problem-3: What is the effectiveness of the coding techniques employing simple 

decoders for error protection in high defect density nanofabrics? Furthermore, how 

the default area overhead of coding schemes can be reduced by exploiting properties 

of the Boolean circuit? 
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1.1 CONTRIBUTIONS TO TECHNOLOGY MAPPING 

Technology mapping (TM) is an important step in the logic synthesis. TM is an 

optimization problem where one seeks to map a Boolean graph onto gates from a given 

technology. The objective is to minimize the costs such as leakage power under timing 

constraint. The prior work in TM  [8] [9] [11] [12] [25] [35] [36] [37] has ignored the process 

variations and modeled the cost parameters, such as leakage and delay, deterministically. 

The decision-making of the technology mapping phase must be made aware of its impact 

on circuit variability. Here we describe the first rigorous work on technology mapping 

which can explicitly take the process variability into account while mapping a Boolean 

network to a given technology library. Additionally, we explore the possibility of using 

TM to reduce leakage power consumption. We have investigated the potential for such 

power reductions by developing a family of new mapping algorithms. 

Specifically, in this dissertation we propose extensions of dynamic programming 

techniques to do TM taking the impact of process variation and input state probability 

information in account. In particular, we propose a statistical TM algorithm for 

maximization of the leakage power yield, under the delay constraint which is also 

probabilistic. The results indicate that a statistical technology mapping algorithm can 

produce mappings with substantially reduced power consumption at the same power and 

timing yield levels compared to an algorithm which does not take into account the 

distribution of process parameters and uses corner-based value. The details of this work 

are presented in Chapter 2, and were published in  [58]. 

Minimization of leakage power consumption is an important theme of this 

dissertation. When attempting to minimize runtime leakage power consumption, one 

realizes that leakage is strongly dependent on the input state. Leakage is highly sensitive 

to the value of input vector: for single gates the difference between the max and min 
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leakage can be up to 10X  [29]. For larger circuits the range is smaller but still remains 

substantial. At design time only statistics on input vectors can be used, however, and the 

state can be described as a random variable. We have taken into account the impact of 

primary input state probabilities to minimize the expected leakage, or leakage at a high 

percentile point under deterministic delay constraint. Compared to the above formulation 

of TM the new algorithm uses a gain-based formulation for achieving run-time reduction 

and for handling nearly continuously sized libraries. We show how the dependency of 

leakage on the output capacitance in gain-based setting can be dealt with, something that 

the prior work in gain-based synthesis  [8] [26] could not do. The details are presented in 

Chapter 3 and were published in  [59]. 

Next, we argue that using the point state probability values for primary input 

signals in some cases can be impractical and unrepresentative. Instead, we propose to use 

ranges of probabilities. An experiment with a microprocessor simulator running a variety 

of applications strongly indicates that the primary input probability is best described as 

belonging to an interval. We introduce the notion of proxy objective function to optimize 

the leakage making it less sensitive to specific instance probabilities. We define proxy 

leakage metric to be the sum of worst mean leakages of all the circuit gates under all 

feasible workloads. We formulate and develop a new technology mapping algorithm to 

minimize proxy mean leakage in the framework of recently introduced robust dynamic 

programming. The uncertainty is modeled using discrete Markov Decision Processes 

with uncertain transition probability. We develop an efficient solution whose complexity 

is linear in the circuit size. The effectiveness of the proxy leakage metric was tested by 

running the gain-based algorithm at point probability e.g. middle interval point. Since 

depending on the application phase the actual probability during the run-time may shift to 

some value other than this point probability, we compared the result using different test 
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point probabilities chosen within the interval as the test probabilities. The average 

improvement across different benchmarks can be up to 9% and max improvement among 

different benchmarks can be 16% for certain test probabilities. We also propose an 

algorithm for computing the interval state probability for the intermediate signals based 

on the information of the state probabilities of the primary inputs. The details are 

described in Chapter 4. 

 

1.2 CONTRIBUTIONS TO TIMING ANALYSIS  

Static timing analysis is concerned with verifying full-chip timing behavior. 

Traditionally, timing conformance of the circuit to requirements was checked using 

deterministic static timing analysis at all the process corners. Statistical static timing 

analysis (SSTA) was recently introduced. It models the process parameters and delay 

values as explicit random variables. It enables one to make yield predictions which can 

not be done in the process corner based approach. However, most of the previous work 

 [42] [41] [49] [51] [52] is unable to correctly capture the dependence of delay on the output 

slope of the previous stage. It either uses worst case slope propagation or latest arrival 

time slope propagation in a node based approach  [42]. These approaches of worst case or 

latest arriving time slope propagations have been shown to yield less accurate results for 

deterministic static timing analysis in  [27].  

We have proposed an efficient path based approach which can correctly propagate 

the slope information within the SSTA algorithm. The proposed algorithm can be scaled 

up to one million paths. We have also motivated the feasibility of a path-based algorithm 

in timing analysis. We provide empirical evidence that the number of paths grows as 1.6n ,  

which can be handled in reasonable run-time. The work is described in Chapter 6 and was 

published in  [60]. 
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1.3 CONTRIBUTIONS TO CODING OF BOOLEAN FUNCTIONS FOR FAULT-TOLERANCE 

In the context of high defect densities which are likely to occur in future 

nanotechnology, we propose a design methodology for building reliable computational 

elements using devices manufactured in these technologies. The fundamental strategy of 

fault-tolerance is not reconfiguration, but low-level protection of individual Boolean 

functions through the use of efficient coding.  The Boolean functions are represented in 

terms of ROMs or truth tables, and a novel version of the Hamming code is used to 

protect the functions.  The proposed coding strategy exploits for the first time the 

structure of Boolean logic networks to produce better codes with respect to the area 

overhead.   

The proposed computational architecture is based on a heterogeneous CMOS - 

carbon nanotube fabric. It seems certain that the early practical uses of CNT-based 

electronics will be built on top of the heterogeneous CMOS-CNT processes  [69]. The 

enormous economic investments into the CMOS technology and design infrastructure 

provide a strong impetus to leverage the existing flows as much as possible. Interfacing 

CMOS and CNT technology is technically feasible; the economic viability of integration 

is seen by the recent commercialization of non-volatile memory circuits based on CNT 

integrated with CMOS. Our approach is predicated on optimally combining reliable, 

albeit low performance, CMOS components with high performance, albeit unreliable, 

CNT devices. Chapter 5 describes the work that was published in  [105]. 

The novel contributions of this dissertation can be summarized as follows: 

1) A new TM algorithm for maximization of yield limited by the leakage power under 

delay constraints. 

2) Extension of gain-based TM algorithm to accurately propagate the load-dependent 

leakage costs during the synthesis flow. 
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3) Efficient and compact code construction that utilizes the special structure of Boolean 

circuits. 

4) A fast method for obtaining the delay distribution of a circuit while doing slope 

propagation and handling spatial correlation. 
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Chapter 2.  Statistical Technology Mapping 
 

We first provide some background for the statistical TM to do leakage 

optimization under the influence of process variation. 

2.1 NEED FOR VARIABILITY AWARE SYNTHESIS 

It is projected that at the 65nm node, leakage power will account for 45% of total 

power of the circuit  [3]. Because of its exponential dependence on the highly varying 

transistor channel length and threshold voltage, leakage is greatly affected by variability. 

Parametric yield is the probability of meeting the specified timing or power constraints, 

given the variability of process parameters. Parametric yield loss due to leakage power 

constraints is a well-known problem  [28]. Thus, power optimization that ignores leakage 

variance is highly suboptimal. Post-synthesis techniques for leakage reduction based on 

the use of dual-Vth cells, dual-gate length cells, and stacked devices have been very 

successful  [4] [5] [6]. Yet, a significant untapped potential exists to reduce circuit leakage 

at the synthesis phase, specifically, using technology mapping.  

Leakage power is an exponential function of two highly-variable process 

parameters (Lgate and Vth). The exponential dependence causes a large spread in leakage 

current in the presence of process variations. It has been demonstrated that a 1.3X 

variation in the effective channel length could potentially lead to 20X variation in leakage 

current  [3]. Experimental studies also show that in a rich library with dual-Vth cells, the 

sensitivity of leakage to the various process parameters are widely different, and the 

leakage variances differ markedly from cell to cell. The deterministic TM algorithm 

completely ignores the differences in cell’s leakage variances to guide the optimization. 

As a result, minimization of the average circuit leakage does not guarantee the optimal 
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result for leakage at higher quantiles of the distribution. Because much of the parametric 

yield loss is due to high leakage, what is required is parametric yield maximization, that 

is, the minimization of leakage at higher quantiles.  

The potential for leakage minimization at the synthesis level, and the impossibility of 

separating leakage minimization from parametric yield maximization has been the 

essential premise of this proposed TM work. This premise justifies propagating the 

statistical information higher in the synthesis flow and proposing a statistical technology 

mapping algorithm for leakage power-limited parametric yield maximization under 

timing yield constraints.  

 

 

 

Figure 2.1 The yield and pdf of leakage for C5315 from the statistical and deterministic 
mappers. The frequency axis denotes the rate of change of yield with leakage constraints. 
Yield is increased to 80% at a leakage for which the deterministic mapper guaranteed 
only a 50% yield. 

The decision-making of the technology mapping phase must be aware of its 

impact on circuit variability. This is the first rigorous work on technology mapping which 
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can explicitly take the process variability into account while mapping a Boolean network 

to a given technology library.  

The results indicate that a statistical technology mapping algorithm can produce 

mappings with substantially reduced power consumption at the same power and timing 

yield levels compared to an algorithm which does not take into account the distribution of 

process parameters and uses corner based value. An example of such improvement in 

yield is in Figure 2.1 which was produced by the algorithm for one of the benchmark 

circuits in the ISCAS-85 suit.  

Technology mapping is defined as the task of transforming a given Boolean DAG 

into a network of gates which are taken from a given technology library. The mapping 

has to be done so as to meet some constraints in terms of area, delay or power. The 

problem that is closely related to TM for parametric yield is that of power minimization 

under delay constraints. In a conventional setting the problem is solved using dynamic 

programming, and other effective and well-established techniques  [15].  

In traditional TM, the costs are determined by the worst-case, or alternatively 

mean, values of the costs. When the power and delay cost metrics are impacted by 

variability, and should be both defined probabilistically, the algorithms developed so far 

fail to find an optimal solution. The reason for such behavior is simple: the deterministic 

mapping ignores the dependence of the overall cost function on the variance in making 

the decisions dynamically. Statistical TM explicitly takes this dependence into account. 

Taking variance into account explicitly is necessary for two reasons. The first one is the 

significant intra-chip process parameter variation. The second reason is the mistracking 

of cell power and delay responses due to the differences in cell sensitivities to chip-to-

chip variation. One can show that if the leakage or delay sensitivity to each of the global 

process variation is identical for all cells, then the deterministic algorithm can find 
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mappings that are as good as those found by a statistical mapping algorithm. In practice, 

however, there is marked difference in the cell sensitivities.  

The actual analysis of the mapping produced by the statistical technology mapper 

indeed shows its superiority in maximizing yield, or alternatively, in minimizing leakage 

power at the fixed yield level compared to the deterministic mapper.  
 
 

Figure 2.2: A statistical mapping (mapping using OR and AND gates) for yield would 
result in a higher mean leakage but lower leakage at higher yields (above 
95%) compared to deterministic mapping (shown with OAI gate). 

Using a well-characterized statistical technology library for a 70nm CMOS 

technology, the two structurally different mappings of the same subject graph are 

produced by the two mappers. While the deterministic TM results in the smaller mean 

power, the statistical solution has higher parametric yield. A deterministic mapper, using 

the nominal cost values, will reject the first mapping as inferior in terms of both leakage 

and delay. However, a statistical mapper will recognize the fact that the first mapping 

minimizes leakage at the 95% yield, Figure 2.2. The proposed algorithm formalizes these 

trade-offs to enable optimization of large circuits.  
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The algorithm for deterministic TM is fundamentally based on dynamic 

programming. The deterministic cost metrics for area, delay, and power, because of the 

additivity, can all be computed recursively. This enables the principle of optimality  [33], 

and leads to efficient dynamic programming-based implementations. On the other hand, 

TM for parametric yield has to utilize cost metrics formulated probabilistically, the yield 

functions, which are intrinsically non-additive. As a result, there can be no simple 

recursive equations that would permit making optimal decisions at the intermediate 

stages of the dynamic algorithm while not knowing the cost of the unmapped part of the 

network.  

TM for parametric yield has to essentially be formulated probabilistically. Thus, it 

makes a radical departure from the earlier work in logic synthesis, and introduces a 

number of novel challenges. The algorithmic challenges can be summarized as follows: 

(1) construction of data structures encoding the delay-power tradeoff Pareto points 

capturing the probability distribution; (2) efficient heuristic strategies enabling efficient 

sequential decision making (pruning) of Pareto points enabling trade-off between quality 

of mapping and memory complexity; and (3) definition of the analogous operations for 

merging and addition of Pareto points used for cost propagation in the deterministic TM 

 [11].    

As far as we know, that is the first work on statistical technology mapping. While 

much work has been done recently to develop statistical timing analysis methods  [18], 

very little work has been done to account for variability in circuit optimization for 

leakage power minimization via sizing and dual threshold voltage assignment  [19] [20]. In 

 [19], an iterative TILOS-like approach is extended to rely on statistical sensitivities. 
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The proposed statistical technology mapping for parametric yield finds a circuit 

mapping such that the yield at a required power objective is maximized while meeting the 

required timing constraints at a pre-specified yield level.  

The problem of parametric yield maximization can be shown to be equivalent to 

that of minimizing the quantile function of power under the constraint on the quantile of 

circuit delay. Fundamentally, the operation of the algorithm is akin to technology 

mapping algorithm for area under delay constraints  [15]. In the algorithm we represent 

the alternative mappings using power-delay Pareto sets. During the post-order traversal of 

the canonical circuit DAG, partial coverings are generated and power-delay curves are 

propagated. However, unlike the deterministic mapper, additional probability distribution 

information is encoded and propagated. In a statistical framework, the classical principle 

of optimality does not hold  [33] because quantile function is non-additive. We developed 

a conditional pruning strategy to predict, during the intermediate steps of the dynamic 

algorithm, whether a particular covering has inferior leakage and delay characteristics for 

all possible coverings of the unmapped circuit. This is an important innovation of our 

work and is in contrast to previous approaches  [16] where decisions are made 

independent of the yet unmapped part. Probabilistic delay estimation for alternative 

mappings is based on an efficiently-computable lower bound on the timing quantile cost 

function. Probabilistic leakage power estimation is also performed analytically. A 

disutility function that penalizes mappings with high leakage variance is used to guide 

decision-making under uncertainty towards mappings with lower leakage value at pre-

specified percentiles. 

 

The developed pruning strategies enable a direct application of the linear-

complexity DAG traversal-based dynamic algorithm used for deterministic technology 
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mapping  [9]. We also exploit the heuristic techniques developed in traditional technology 

mapping for coping with the NP-hard problem of optimal covering, such as output pin re-

ordering  [11], alpha-approximate pruning  [17], fanout heuristics.  

The theoretical complexity of the algorithm is 2( )aO nm , where n is circuit size, m 

is the user set parameter for controlling the maximum number of Pareto points that may 

be stored at each node of the circuit, and a  is average number of pins per library gate.  

2.3 TECHNOLOGY MAPPING FOR PARAMETRIC YIELD: PROBLEM FORMULATION 

Formally, the parametric yield maximization problem of primary interest is:  

max  ( ), s.t. ( )Y power_max Y delay_max α≥  

First, this optimization problem is converted to an equivalent problem that is 

analytically and computationally more attractive. The monotonicity of the yield function 

permits such a transformation.  

 

 

 

 

 

 

 

Figure 2.3 Quantile function for the random variable P. 

We turn the original optimization problem of maximizing the yield at a fixed 

upper leakage constraint to the dual problem of minimizing the leakage power at a given 

yield α under the same delay constraints. It is possible to retrieve the solution to the 

( )q P
β

β
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original optimization problem by solving a set of dual problems for a range of α .  In the 

remaining part we focus on the analysis and implementation of the dual problem. The 

new objective seeks to minimize leakP  for a given yield α  under a delay constraint maxD  

for a given yield β . To formally state the problem, the notion of a quantile function is 

introduced.  

 

( ) min{ | Pr( ) }
( ) min{ | Pr( ) }

q D t D t
q P p P p

β

α α
β

= ≤ ≥
= ≤ ≥  

Then, the statistical TM for quantile optimization can be expressed as: 

maxTM1 : min ( )  . . ( )q P s t q D Dβ α ≤  

2.4 CELL DELAY AND POWER MODELS   

The canonical SIS  [30] pin-to-pin delay model is adopted: 

( , ) ( )L o Ld i C d i Cα= +  

Here, ( )od i is the intrinsic delay of cell i, CL is the total capacitance loading the 

output of gate i. The amount of leakage current is strongly dependent on the inputs 

applied to the CMOS gate. It is known, however, that only a small number of states are 

responsible for the overwhelming portion (e.g. 95%) of the subthreshold leakage current  

 [102]. Using the idea of the dominant state, we can approximate the static power 

consumption of a gate by: 

,(1 )leak leak i i
i

P - pα β= ∑  

where Pleak,i is the leakage current for a gate in dominant leakage state i, iβ  is the 

probability that the gate is in that dominant state, and α  is the switching activity factor of 

the gate. The overall circuit power consumption is computed by summing over all gates. 
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Library binding for timing and power-limited parametric yield requires super-

imposing on top of the traditional delay and power models their variational counterparts. 

Let us assume that there are only two sources of uncertain (variable) process parameters, 

X and Y. The process variation for each parameter is assumed to be Gaussian, and has an 

inter-chip and intra-chip component: l gX X XΔ = Δ + Δ and g lY Y YΔ = Δ + Δ , 

where lXΔ , lYΔ  are the local (intra-chip) components and ,  g gX YΔ Δ are the global 

(chip-to-chip) components of variation. For compactness, the general ΔX and ΔY 

notation is used to refer to two primary sources of variability of concern: effective 

channel length (Leff) and gate-length independent variation of threshold voltage (Vth). All 

the derivations are extendable to additional sources of variation. 

Now the cell delay and power properties need to be described statistically. The 

near-linear dependence of delay on the above process parameters justifies a first-order 

Taylor expansion of the gate delay function: 

/ /( , ) ( ) ( )g g o tho g g th thd d L V d L L d V V≅ + ∂ ∂ Δ + ∂ ∂ Δ  

Under this model, the delay is Gaussian. It was shown in  [28], that an empirical 

leakage power model 1 2 thc L c V
leak oP c e− −=  with constants c0, c1 and c2 can be used to 

accurately describe the variation in leakage power. Under this model, the leakage power, 

and hence, total power P is a log normal random variable. Because of the exponential 

dependence of leakage power on L and Vth, the linear approximation is carried out on the 

log of leakage of each library gate: 

 

, , ,
2 2 1/ 2

, , , , ,

, , ,
2 2 1/ 2

, , , , ,

   = ( )
log
       =  ( )

i i nom i x i y

i nom i x g i y g i x i y i

i i nom i x i y

i nom i x g i y g i x i y i

d d d X d Y
d d X d Y d d Z

p p p X p Y
p p X p Y p p Z

= + Δ + Δ
+ Δ + Δ + + Δ

= + Δ + Δ
+ Δ + Δ + + Δ
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The sensitivity coefficients are scaled so that each of random variables can be 

assumed to be unit normal N(0,1). The local variations lXΔ and lYΔ  are merged 

together in a single independent component of variation iZΔ , also scaled to unit normal. 

The impact of independent component variation iZΔ  on the total leakage distribution of 

the circuit is negligible  [22], so its coefficient can be set to 0.  

The sensitivities of global components gXΔ and gYΔ to leakage are defined as 

, ,/i x i nomp p and , ,/i y i nomp p respectively. The statistical delay and leakage models for each 

cell in the library are characterized and captured in the above canonical form. 

 

2.5 STATISTICAL GRAPH COVERING 

Just as the deterministic algorithm  [15], the statistical mapper begins by first 

doing the technology independent optimization. Then, the original circuit netlist is 

converted to a canonical form, the subject graph. The subject graph is a DAG consisting 

only of base functions, e.g., NAND2 gates and inverters. All the library gates are also 

converted to canonical forms called pattern graphs. Next, using the DAG matching 

algorithm all possible matched patterns of library gates in the subject graph are generated 

utilizing the DAG matching techniques  [15]. After generating the possible matched 

covering, the deterministic algorithm performs the post-order traversal of the subject 

graph propagating the power-delay trade-off points through the graph.  For the 

deterministic mapper, a single Pareto point is just a tuple of delay and power whereas in 

the statistical setting it is a pair of power and delay probability distributions. The 

propagation of the Pareto points is done by the operations of adding, merging and the 

pruning of inferior Pareto points  [11]. In contrast to the TM in a deterministic setting, the 

statistical TM algorithm must propagate the information about the variance.  
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A Pareto point at a subject graph node n is associated with a covering at the fan-in 

cone of n. The statistical estimates of the cover’s timing and power are computed. Several 

well-developed statistical timing techniques exist – block based  [18] [52] path based - 

 [47] [31] [60]. We incorporated a path-based algorithm in the present implementation.  

The statistical operations of merging and adding of the delay component can be 

seamlessly integrated with the recursive dynamic programming flow of our algorithm. 

Let the statistical operations of addition and maximum be denoted as ⊕ and max 

respectively. We can define the adding and merging functions as shown below.  

 

1 1 2 2 1 2 1 2

1 1 2 2 1 2 1 2

add(( , ),( , )) ( , )
merge(( , ),( , )) (max( , ), )

D P D P D D P P
D P D P D D P P

= ⊕ ⊕
= ⊕

 

The basic flow of the DAG covering is similar to its deterministic version  [15]. 

During the post-order traversal at the current node n of the subject graph, a new mapping 

at the fan-in cone of n is generated for all possible combinations of Pareto points of the 

children of the matched patterns at n. 

 

 

 

 

 

 

 

Figure 2.4 Pareto sets (3) and (4) are obtained by adding and merging. Set (1) obtained by 
the deterministic pruning drops c because of its higher mean. But c has 
smaller variance compared to a and higher yield. The statistical mapper 
drops a. 
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 If some children nodes of the pattern have multiple fanouts, then before summing 

up their power distributions, the power is divided by the number of fanouts. This is a 

standard heuristic used to avoid overestimation of the cost in the Pareto points due to path 

re-convergence  [15].  

The primary challenge of statistical TM is that the principle of optimality is not 

satisfied for the quantile functions. Therefore, the naïve pruning strategy of comparing 

the Pareto points just on the basis of statistical costs (quantile functions) of the 

corresponding partial mappings will fail, and a more sophisticated method is required.  

The algorithm reduces the selection criterion for two Pareto points to an effective 

procedure based on verification of a collection of inequalities in two variables (section 

2.5). The pruning operation in terms of inequalities identifies points that would lead to 

final mappings with both higher power and delay for all possible mappings of the 

unmapped part of the circuit. Figure 2.4 compares the pruning of deterministic and 

statistical mappers for the same set of Pareto points obtained after adding and merging.  

  The pruning procedure is crucial to scalable memory and time-complexity of the 

algorithm, since it reduces the number of Pareto points to 1( ... )iO n n+ + , where in  is 

the number of Pareto points at input i . Without any pruning the number of points grows 

as 1 2( ... )iO n n n× × , making the algorithm infeasible  [9]. Despite the pruning, a 

compression strategy is needed to further make the number of Pareto points manageable. 

 In the domain of deterministic mapping equidistant pruning  [9], or pruning based 

on binning the cost (power or time) atε length intervals and choosing the best map in 

each interval has been proposed  [15]. More recently,  [17] showed that in some cases the 

error introduced by these compression methods may become unbounded and proposed an 

alpha-approximation compression algorithm for better results.  
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In order to provide a trade-off between under-optimality and memory complexity, 

the alpha-approximate pruning strategy which allows compressing the number of Pareto 

points needed to be stored exponentially was adopted. The degree of reduction is 

modulated by a pruning factorα . This method is proved to be within α% of the optimal 

for the trees and empirically gives good results for DAG  [17]. The break points 

(1 )i i
icαλ α= +  are instantiated, and the smallest and largest cost (area or power) Pareto 

points within the interval 1[ ,  ]i i
α αλ λ + , where ic is the smallest cost, are chosen. In the 

context of the alpha-approximate pruning, the cost metric for power is set up as a 

disutility function, 2[ ]leak leakE P P+ , where leakP  is the random leakage power. Lemma 2.5 

establishes that the lower value of the disutility function helps in charactering the set of 

coverings having lower power quantile values. 

 

 

 

 

 

 

 

 

 

 

Figure 2.5 Pseudo-code for the statistical mapping algorithm. 

The algorithm makes a post-order traversal and generates delay-power trade-off 

curves followed by pruning whenever required. When post order traversal completes, the 

 

1.Start with SIS generated canonical DAG and
canonical library patterns. 

2.Visit node n of the subject graph in topological order. 
3.If graph traversal is finished goto 7. Else proceed to 4. 
4.Generate all Pareto points at node n based on the 

library patterns matched at n. 
5.Apply statistical pruning followed by alpha-

approximate pruning. 
6.Final mapping is recovered by pre-order traversal. 
7.Select the lowest cost mapping meting the timing 

quantile constraints. 
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final coverings are generated by pre-order traversal starting from the primary outputs in 

the descending order of logic depth  [11].  

The complexity of merging, adding and pruning operations 

is ( )aO m , ( )O m a× and 2( )aO m . Here, m is the upper bound on the number of Pareto 

points the algorithm stores and propagates, and a is average number of pins per library 

gate. The overall complexity thus becomes 2( )aO nm , where n is the circuit size.  

2.6 PATTERN MATCHING BASED ON STATISTICAL COST FUNCTIONS 

In this section, the operations of merging and pruning, the key steps of the 

algorithm, are formalized and further elucidated. First, the procedure for detecting delay-

inferior mappings is described. Stochastic or convex majorization can be used to compare 

two random delays and find the dominating random variable, which corresponds to the 

superior mapping  [31]. For reasons of extendibility of dynamic programming and 

computational efficiency, the statistical delay metric should ideally be recursively 

computable. The original quantile delay cost metric can not be computed recursively. 

Lemma 2.1 introduces a relaxation of the quantile function by modified cost objective 

based on a lower bound that has a recursive structure. 

Note that the using the lower bound is a conservative approach for time-

constrained mapping since Pareto points not violating timing constraint are never lost. 

Although, using the lower bound to guide the comparison of delays of two Pareto points 

is sub-optimal, experiments show that the bound has good fidelity with respect to the 

original quantile objective. A similar lower bound has also been used in the context of 

gate sizing algorithms in  [20]. The bound is based on the path-based statistical timing 

description of the circuit. 
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Theorem 2.1: Let D be the random delay of the circuit. Suppose the circuit 

contains k paths pi from primary inputs to the primary outputs, Di is the delay of the ith 

path, and 2~ ( , )g g gd N μ σ   is the gate g’s delay. Then, 
' 1 2 1/2

1
max( ) ( ) ( ( )( ) )

i i

g gi k g p g p
q D q Dα α μ ϕ α σ−

≤ ≤ ∈ ∈
≡≥ +∑ ∑  

Here 1()ϕ−  is the CDF of the standard normal random variable. 

In order to prove theorem 2.1, first we establish some preliminary lemmas 

Definition 2.1: A random variable X is said to stochastically majorize another 

random variable Y written as stX Y≥ if: 

Pr( ) Pr( ) X t Y t t≤ ≤ ≤ ∀  

 

 

 

 

 

 

 

 

 

Figure 2.6 Random variable X stochastically majorize random variable Y. 

Intuitively it says that in the same number of samples of X and Y, the fraction of 

values sampled fromX  higher than any threshold  will be more than those sampled from 

Y. Equivalently the CDF of Y lies completely above X (Figure  2.6).  

Y
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qα(X)qα(Y)
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t
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The stochastic ordering, also orders the quantile value of the random variables as 

stated in the next lemma 

Lemma 2.1: LetX and Y be two random variables such that stX Y≥ then 

( ) ( )stq X q Yα α≥  

Proof: For simplicity we will only prove for the case when X and Y follows a 

continuous random distribution, although the results is valid in a discrete setting as well. 

In this case for any random variable Z  the quantile function has the property 

thatPr( ( ))Z q Zα α≤ = . 

st

Pr( ( ))
 Pr( ( )) Pr( ( )) [ X ]

 ( ) ( )

Y q Y
X q X Y q X Y

q Y q X

α

α α

α α

α = ≤
= ≤ ≤ ≤ ≥

⇒ ≤
∵  

Next lemma establishes stochastic ordering between the delay of a path and the 

circuit delay. 

Lemma 2.2: Let D be the random delay of a circuit and Di be the delay of i-th 

path. The circuit delay D always stochastically majorize the path delay Di : i stD D≤ . 

Proof: Let P be the set denoting the collection of all the paths of the circuit. Then 

the following holds: 

max j ij P
D D t D t

∈
= ≤ ⇒ ≤  

Hence the probability that D is smaller than t is always smaller than the 

probability that Di is smaller than t. Thus from the definition 1, it follows that i stD D≤ . 

Now we proceed with the proof of Theorem-2.1 

Proof of Theorem-2.1: The delay of i -th path iD is stochastically dominated by 

the circuit delay D  by lemma-2.2. Hence the α -quantile of D  must be more than the α -

quantile of the path delay iD  for each path ip . Now the mean and variance of the delay 

along path iD are given below 
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Mean = 
i

g
g p

μ
∈
∑  

Variance = 2 ( , )
i i i

g g h
g p g p h p

h g

Cov d dσ
∈ ∈ ∈

≠

+∑ ∑ ∑  

The aforementioned information combined with the fact that for a normal random 

variable with mean μ and variance 2σ , the α quantile is 1( )μ φ α σ−+ . Hence α -quantile 

of the path delay iD for each path pi satisfies following under the positive covariance 

models: 
1 2

1 2

( ) ( ) ( ) ( , )

                  ( )

i i i i

i i

i g g g h
g p g p g p h p

h g

g g
g p g p

q D q d Cov d dα α μ φ α σ

μ φ α σ

−

∈ ∈ ∈ ∈
≠

−

∈ ∈

≥ = + +

≥ +

∑ ∑ ∑ ∑

∑ ∑
 

Since the previous inequality is valid for each path ip , it is also valid when we 

take the max of LHS (left hand side) for all paths ip . Hence 

' 1 2

1
( ) ( ) max( ( ) )

i i

g g
i k g p g p

q D q Dα α μ φ α σ−

≤ ≤ ∈ ∈
≥ ≡ +∑ ∑  

The modified delay cost metric is recursively computable and is therefore used 

within the algorithm. The optimization strategy is based on minimizing the modified cost 

function ' ( )q Dα . An additional challenge of statistical TM is the breakdown of the 

principle of optimality of DP. The algorithm addresses this challenge by introducing a 

conditional principle of optimality. Let 1M  and 2M be the two Pareto points being 

compared for delay at a given node n. The point 1M  is inferior to 2M if for all possible 

covering of the unmapped part the circuit delay D satisfy ' '
1 2( | ) ( | )q D M q D Mα α≥ . This 

condition is framed as a problem of verifying an inequality 
' '

1 1 1 2( | ) ( | )q D X M q D X Mα α+ ≥ +  for any possible path with random delay 
2~ ( , )X N μ σ  from the node n to any of the primary output, 1D  is the delay of the fan-in 
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cone ofn . Within the path-based S-STA approach used in the algorithm, this inequality 

can be further simplified. Let paths 1
iDp and 2

iDp  be the statistically dominant p paths 

through each of the possible mappings, with distributions 1 2
1 1~ ( , )i i iDp N μ σ  and 

2 2
2 2~ ( , )i i iDp N μ σ  respectively with1 i p≤ ≤ . Then, the inequality reduces to: 

1 2 2 1/2
1 11

1 2 2 1/2
2 21

max( ( )( ) )

            max( ( )( ) )
i ii p

i ii p

μ μ ϕ α σ σ

μ μ ϕ α σ σ

−
≤ ≤

−
≤ ≤

+ + + ≥

+ + +
  (2.1) 

If this condition is satisfied, then replacing the mapping 1M  by 2M  can never make 

the modified delay cost function bigger for any choice of feasible mappings in the 

unmapped part. The above nonlinear problem is solved efficiently using the Lemma 2.3 

and Lemma 2.4 below by representing the solution of inequalities (2.1), as a union of 

intersections of solutions to a basic single-variable inequality (2.2). Based on Lemma 2.3, 

one can obtain the range of σ for which (2.1) holds. If this range is[0, )∞  then we can say 

that (5) holds always since μ  does not influence the inequality (2.1).  

Lemma 2.3: Let 1 2
1 1~ ( , )i i iDp N μ σ and 2 2

2 2~ ( , )i i iDp N μ σ  be two sets of normal 

random variables. Then, for a random variable 2( , )N μ σ , the range ofσ for which 
inequality of (4) holds, is, 

1
i

i p
S

≤ ≤
∪  and  

1
i ij

j p
S R

≤ ≤
= ∩  where ijR is the range ofσ  for 

which the following basic inequality is satisfied: 
1 2 2 1/2

1 1
1 2 2 1/2

2 2

( )( )
                  ( )( )

i i

j j

μ μ ϕ α σ σ
μ μ ϕ α σ σ

−

−
+ + + ≥

+ + +
 (2.2) 

Proof: We observe that (2.1) is satisfied if at least for onei , the following 

inequality holds 
1 2 2 1/2

1 1
1 2 2 1/2

2 21

( ( )( ) )
            max( ( )( ) )

i i

i ii p

μ μ ϕ α σ σ
μ μ ϕ α σ σ

−

−
≤ ≤

+ + + ≥
+ + +  
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The above inequality is satisfied if and only if for each1 j p≤ ≤ , the following 

inequality holds: 
1 2 2 1/2

1 1
1 2 2 1/2

2 2

( )( )
                  ( )( )

i i

j j

μ μ ϕ α σ σ
μ μ ϕ α σ σ

−

−
+ + + ≥

+ + +
 

The solution set of the above inequality (forσ ) is given as the set ijR . Hence the 
solution space of the previous inequality is given as

1

i ij

j p

S R
≤ ≤

= ∩ . Furthermore 
1

i

i p

S
≤ ≤

∪ is the 

set of all theσ ’s for which (2.2) is satisfied. To find ijR , following additional lemma is 

introduced: 

Lemma 2.4: Let X and Y be two normal random variables with distributions 
2

1 1( , )N μ σ and 2
2 2( , )N μ σ respectively. Suppose Z is another random variable with the 

distribution 2( , )N μ σ . Then the range of ,μ σ for which (2.2) holds1 is given by following 

set of conditional equations: ( *α denotes the positive root of  
1 2 2 1/2 1 2 2 1/2

1 1 2 2( )( ) ( )( )x xμ ϕ α σ μ ϕ α σ− −+ + = + + ) 

if and
if and

if and

if and
if and

if and

1 2 1 2
1

1 2 1 2 2 1

1
1 2 1 2 2 1

*

1 2 1 2
1

1 2 2 1 1 2

1
1 2

( ) [0, ) [0, )
( ( )( ) ( ))

( ( )( ) ( ))
[0, ) [0, )

( )
( ( )( ) ( ))

[0, ) [0, )
( (

S

S

S
S

S

σ σ μ μ
σ σ ϕ α σ σ μ μ

φ
σ σ ϕ α σ σ μ μ

α
σ σ μ μ φ
σ σ ϕ α σ σ μ μ

σ σ ϕ α

−

−

−

−

≥ ≥ ⇒ = ∞ × ∞
≥ − < −

⇒ =
≥ − ≥ −

⇒ = ∞ ×
≤ < ⇒ =
≤ − ≤ −

⇒ = ∞ × ∞
≤ 2 1 1 2

*
)( ) ( ))

[0, ) [ , )S
σ σ μ μ

α
− > −

⇒ = ∞ × ∞

 

Proof: We restate the inequality below: 
1 2 2 1/2

1 1
1 2 2 1/2

2 2

( )( )
                  ( )( )
μ μ ϕ α σ σ

μ μ ϕ α σ σ

−

−
+ + + ≥

+ + +
 

                                                 
1 Note that we dropped the index i and j for simplicity. 
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Clearly this inequality holds independent ofμ as it cancels on both side. Now in 

order to determine the range for σ we consider two separate cases: 

Case 1: ( 1 2σ σ≥ ), we can rewrite the above inequality equivalently as shown 

below.  
1 2 2 1/2 2 2 1/2

1 2 2 1

2 2
1 2 2 1

2 2 1/2 2 2 1/2 1
1 2

( )(( ) ( ) )

( )
( ) ( ) ( )

ϕ α σ σ σ σ μ μ

σ σ μ μ
σ

σ σ σ σ ϕ α

−

−

+ − + ≥ −

− −
Φ = ≥

+ + +

 

 Now we observe that ( )σΦ  is a decreasing function ofσ . Thus in order for the 
prior inequality to not hold true for all σ we must have: 2 1

1(0) ( )
μ μ

ϕ α−
−Φ <  or 

equivalently 1
1 2 2 1( )( )ϕ α σ σ μ μ− − < − . Further the inequality will hold true for allσ if 

2 1
1lim  ( ) ( )σ

μ μσ
ϕ α→∞ −

−Φ ≥ or can be simplified to 1 2μ μ≥ . If none of the above 

conditions apply then the range of σ starts from 0 and the end point *α will be the value 

of σ for which the equality holds. 

 

Case 2: Now we look at the case 2 1σ σ≥ . Now we can equivalently write the 

target inequality as: 
2 2 1/2 2 2 1/2 1 2
2 1 1

2 2
2 1 1 2

12 2 1/2 2 2 1/2
1 2

( ) ( ) ( )

( ) ( )( ) ( )

μ μσ σ σ σ
ϕ α

σ σ μ μσ
ϕ ασ σ σ σ

−

−

−+ − + ≤

− −Ψ = ≤
+ + +

 

Note that the function ( )σΨ is decreasing inσ . The above stated condition is 
satisfied for no σ if 1 2

1lim ( ) ( )σ
μ μσ

ϕ α→∞ −
−Ψ > or 2 1μ μ> . The inequality is 

satisfied for all σ if  
1 2

1(0) ( )
μ μ

ϕ α−
−Ψ ≤  

In other words 1
2 1 1 2( )( )ϕ α σ σ μ μ− − ≤ − .  If none of above condition holds 

then the range of σ  will end in ∞and will begin at *α where the equality holds.  
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The leakage costs are distributed log-normally. In contrast to the delay cost 

metrics which are Gaussian, there are no closed-form techniques for adding the 

distribution of two log-normal random variables. As a result, the principle of conditional 

optimality used for ordering alternative mappings with respect to timing, cannot be 

extended. Thus, the pruning strategy for Pareto points based on their leakage cost metrics 

uses a strategy of risk-minimization and regularization that penalizes the alternatives with 

higher mean and variance of power. Similar principle has been employed for delay 

minimization during gate sizing  [20].  The disutility function is defined as: 

2[ ]leak leakE P P+  

Here leakP is the random leakage power. It can be shown that minimization of the 

disutility function tends to minimize the quantile function of power as well, which is the 

ultimate objective of the optimization (Lemma 2.5).  

Lemma 2.5: Let X be a random variable with E[X] as the expected value. Then 
2[ ] 1( ) 1

1 2
E X Xq Xα α

+
≤ + −

−
 

Proof: We use following chebyshev’s inequality to prove the above inequality.  

[ ]Pr( ) EYY a a> ≤  

We substitute 2Y X X= + and 2( ) ( )a q X q Xα α= +  in the above inequality to 

get the following:  
2 2

2
2

Pr( ( ) ( )) Pr( ( ))
[ ]    (1- ) ( ) ( )

X X q X q X X q X
E X X

q X q X

α α α

α α
α

+ > + = > =
+≤

+
 

We can equivalently re-write the above inequality to get an upper bound on 

( )q Xα we use the fact that 2x x+  is a monotonically increasing function ofx . 

Lemma 2.6 provides a way to evaluate the disutility function.  
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Lemma 2.6: Let M be a mapped circuit containing 1,..., nα α instances of the 

library gates 1, ..., nL L  which have leakage powers 1,..., nP P  respectively and let P denote 

the total leakage power value then  
2

1 1
1

2
, , , ,

2
, ,

2 2
, , ,

[ ] [ ] [ ]

1[ ] exp( (( )
2

( ) ))

1 1[ ] exp( )
2 2

i j i j i i
i n i n
j n

i j i nom j nom i x j x

i y j y

i i nom i x i y

E P P E PP E P

E PP p p p p
p p

E P p p p

α α α
≤ ≤ ≤ ≤
≤ ≤

+ = +

= + + +

+ +

= + +

∑ ∑

 

Proof: The power P can be expressed as
1

i i
i n

Pα
≤ ≤
∑ . Therefore  

2

1 1
1

i j i j i i
i n i n
j n

P P PP Pα α α
≤ ≤ ≤ ≤
≤ ≤

+ = +∑ ∑ , thus the first equation of the above 

stated lemma follows. Now based on the equation in Section 2.3.1 for leakage we have 

following 

, , ,
2 2 1/2

, , , , ,

log
       ( )

i i nom i x i y

i nom i x g i y g i x i y i

p p p X p Y
p p X p Y p p Z

= + Δ + Δ
= + Δ + Δ + + Δ

 

Assuming the process parameters are normally distributed and neglecting the 

impact of local process parameter iZΔ  on leakage distribution, we can say that iP and 

i jPP have lognormal distribution. For a lognormal random variable 
2( , )Ne μ σ the mean 

value is 2exp( /2)μ σ+ . Utilizing this result and the fact that g,  YgXΔ Δ are normally 

distributed we can get the second and third equalities of lemma 2.6.   

This section described the primary pruning scheme to reduce the number of 

Pareto. Additional, alpha-pruning is used to reduce the number of Pareto points further. 
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2.7 IMPLEMENTATION AND EXPERIMENTS 

The technology mapping algorithm TM-PY was implemented in C. It consists of 

17000 lines of code, and operates in the standard SIS environment. The experiments have 

been run on the circuits in the publicly available ISCAS’85 and MCNC benchmark 

suites. The same technology independent optimized blif circuits were used to compare 

both the deterministic mappings and the statistical mappings. The decomposition of the 

circuit netlists to the canonical subject graph consisting of only NAND and INVERTER 

gates was obtained using SIS. 

The cell library used to test the performance of the algorithm consists of 16 cells. 

The library contains both low-Vth and high-Vth versions of the structurally (logically) 

different cells. The use of dual-Vth cells ensures diverse sensitivity of leakage to process 

variations between cells. The library was characterized for a 70 nm process using 

Berkeley Predictive Technology Model. For NMOS (PMOS) transistors, the high 

threshold voltage is 0.20V (-0.20V) and the low threshold voltage is 0.10V (-0.10V). A 

richer library could include cells that have a finer Vth allocation granularity, skewed p/n 

transistor sizing, and even dual Lgate gates. It is likely that such a library would enhance 

the advantages of the statistical mapping (it can be easily done at the cost of higher run-

time of the algorithm). The algorithm is based on the standard SIS delay modeling, but 

can utilize any standard library-based gate delay description including having different 

rising and falling delays for a gate. Path delays were computed using an internal static 

timing analyzer. Switching activity and dominant leakage state probabilities were 

calculated by random simulation. Input probabilities were assumed independent with 

equal probability of being high or low. The library was also characterized statistically. 

Two primary sources of variability were considered: effective channel length (Leff) and 

gate-length independent variation of threshold voltage (Vth). These parameters have 
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significant impact on timing and leakage power. An additive statistical model that 

decomposes the variability, of both Leff and Vth, into the intra-chip and chip-to-chip 

variability components is used. The variability of Leff is assumed to be 8% of /σ μ , the 

variability of Vth variability is /σ μ =7%. Inter-chip component of variation is assumed 

to be 40% of the overall variation. 

The experiments to establish the effectiveness of statistical technology mapping 

for yield were carried out in two modes: (a) maximizing power yield under delay yield 

constraints; and (b) maximizing timing yield under power yield constraints. The two 

cases are similar, so we primarily describe the methodology behind the first set of 

experiments. Since the deterministic algorithm has no way to take into account the 

probabilistic constraints on timing or leakage power yield, the following search method is 

used: the deterministic timing constraint is swept across a range of delay values. For each 

run of the deterministic mapper, a Monte Carlo simulation is performed on the generated 

mapping and the delay and power values at the specified quantiles are recorded. In this 

manner, a mapping with the lowest power which satisfies the delay constraint is selected. 

This mapping is then compared against the result of the statistical mapper. Similar 

experiments are carried out for leakage constrained statistical mapping.  

The experiments indicate that across the benchmarks significant savings in 

leakage power can be achieved by the statistical mapper as opposed to the deterministic 

one, Table 2.1. Columns 3-4 of Table 2.1 report the maximum and the average 

improvements of power at the 99.9% yield, when the delay constraint was also set at the 

99.9% yield. The leakage power savings for many benchmarks can be as high as 20-40%, 

with the average across the benchmarks of 26%, Column 3. The savings also depend on 

the time constraint. These typical savings range from 3% to 30% with the average of 17% 

across the benchmarks. In the columns 5-6, the maximum and the average improvement 
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of delay at 99.9% yield level are analyzed (the power constraint was also set at the 99.9% 

yield). The delay improvement on average can be as high as 10%. The typical savings 

across the benchmarks average to 5%. 

Figure 2.7 shows the final power-delay curves produced by both the statistical and 

deterministic mappers for the benchmark circuit alu2. Depending on the precise value of 

the constraint, the savings in leakage power vary from 8% to 34%. Similar results for 

delay quantile minimization under leakage quantile constraints are observed, Figure 2.8. 

As the leakage constraints become tighter, the improvement in delay becomes more 

significant. We have observed a general trend that the delay savings are higher for the 

tighter leakage constraints compared to the deterministic mapper, as can be seen in Figure 

2.8.  

 

 

 

 

 

 

Figure 2.7 Power-delay curves produced by statistical and deterministic mappers for 
Alu2. Leakage savings are 9% to 30% depending on delay constraint. 
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Figure 2.8 Delay-power curves produced by statistical and deterministic mappers for 
C3540. Deterministic mapper is unable to find a mapping for the tightest 
delay constraint. 

This can be explained as follows: The algorithm is using a disutility function 

which has the effect of simultaneously minimizing the leakage mean as well as the 

variance. It has been reported that there is a negative correlation between leakage and 

delay  [22]. Because of the disutility function, the algorithm tends to accumulate the 

Pareto points having lower leakage quantiles, which, due to negative correlation, also 

tend to have higher delay. Thus, the algorithm is able to produce high improvements 

when the leakage constraint is tight or when the delay constraint is loose.   

Figure 2.1 depicts the pdf and cdf of leakage power obtained from the 

deterministic and statistical mappers by imposing a fixed delay constraint at 99.9% 

quantile for circuit C5315. For the entire range of leakage values, the parametric yield is 

significantly higher for the circuit produced by the statistical mapper. For example, the 

statistical mapper leads to a 80% yield at the leakage value for which the deterministic 

mapper guaranteed only a 50% yield. 
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Table 2.1 The experimental results for delay and leakage constrained mappings at 99.9% 
yield. 

2.6 CONCLUSION 

We presented the first synthesis algorithm that performs maximization of timing 

and power-limited parametric yield. The algorithm implements a statistical version of 

technology mapping for power under delay constraints. Across the benchmarks the 

algorithm achieves significant reductions in leakage power of up to 26%. This is the first 

practical demonstration of the possibility of rigorous statistical synthesis in the presence 

of variability. The future work will aim at enhancing the capacity and improving the run-

time of the algorithm.  

Leakage Power Delay Savings (%) Circuit Size 
Max Average Max Average 

Run time 
(sec)

9symml 311 23 19 13 6 134
Alu2 565 34 21 15 8 510

C1355 706 11 5 4 2 371
C499 711 50 47 6 3 1560
C1908 1167 27 10 9 5 2980
C3540 1942 21 13 17 9 2029
C6288 2603 10 6 2 1 230
C5315 3448 38 18 14 6 2940

Average 1718 26 17 10 5 1344
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Chapter 3. Gain based TM for minimum run-time leakage 

3.1 MOTIVATION 

Apart from the process variations, there is large leakage power variability due to 

dependence of leakage on the input state. Under the scenario of uncertain state 

information, we developed technology mapping algorithm for leakage minimization 

using the efficient gain-based setting  [8]. Gain-based TM was introduced in  [8] and has 

been essential for solving the problem of timing closure  [14]. Gain-based techniques are 

attractive because of their superior computational efficiency for rich libraries. 

Technology mapping for leakage has been for the first time investigated in  [11] using a 

load-binning approach. The solution of  [11] relies on a heuristic treatment of the load 

dependency, which would lead to sub-optimal results in the case of a continuously sized 

gate library. It is also likely to incur high run-time penalty because of the need to 

discretize gates in such a library.  

The problem of TM for leakage in a gain-based setting has not been studied 

previously. The failure of existing gain-based algorithms which are based on implicit area 

minimization to find a mapping with minimum leakage necessitates the development of 

such a technique. 

One essential contribution is that the proposed algorithm is formulated to find a 

mapping that minimizes leakage at an arbitrary quantile of its distribution. Leakage is 

highly sensitive to the value of input vector: for single gates the difference between the 

max and min leakage can be up to 10X  [29]. For larger circuits the range is smaller but 

still remains substantial. While average (mean) power determines average battery life, 

maximum (peak) power directly influences the cooling requirements and the packaging 

costs. The cost of a cooling solution depends on the maximum power, and increases 
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dramatically beyond a certain point: a 15% increase in power, can lead to a 3.5X increase 

in the cost of a cooling solution  [10].  

Both average and maximum runtime leakage power can be reduced by exploiting 

the leakage state dependency and the unequal state probabilities and leakage variances. It 

was observed that a 62% reduction of power is possible if the assignment of transistors in 

a gate to higher Vth is done taking into account the probability of a gate being in a 

specific state: for gates with the skewed state probability, only transistors leaking in that 

state will be set to high Vth, minimizing leakage with minimal delay penalty  [13]. While 

the fundamental observation is correct, the work of  [13] is based on the simplifying 

assumption that the state probabilities are skewed to either 0 or 1, which enables a rather 

straightforward algorithm for runtime leakage minimization.  

 

 
 
 
 
 
 
 
 
 
 
 
 

Figure 3.1 The distribution of state probabilities in the signals of a combinational circuit 
C3540 wherein the primary input probabilities are set to 0.5. The 
distribution appears to be fairly uniform, except for a cluster around 0.5. 

Extensive experiments on general combinational circuits do not validate this assumption 

(Figure 3.1). Thus, a general algorithmic approach to input state probability-aware 
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optimization is required and it has been developed in the context of TM. Gain-based TM 

(GB-TM) algorithms utilize the logic-effort delay models  [34], in which delay is 

composed of two parts. A parasitic delay p and an effort delay part which is directly 

proportional to the gain  ( / )out ing C C= , outC is the output load and inC is the input 

capacitance. For a fixed value of gain, gate delays are fixed, and minimum delay 

mapping can be easily performed. Several gain-based TM algorithms fundamentally rely 

on the monotonic relationship between area and delay which is enforced implicitly via 

the notion of gain. A simplified approach to target area-delay tradeoff using GB-TM is 

presented in  [8]. A pivotal gate is selected and is assigned some global gain value. Then, 

the gain of all the other library gates can be adjusted so that they have the same effort 

delay as the pivotal gate  [8]. Because of the monotonic one-to-one relationship between 

delay and via gain, higher gain leads to a higher delay and lower area mapping. Optimal 

area-delay Pareto curves are obtained by sweeping across the range of global gain values.  

However, this technique fails in trying to find a leakage-minimum mapping. The 

basic reason is that while for area there is a one-to-one mapping between a gain value and 

area, there is a one-to-many mapping between gain and leakage. For instance, all 

assignments of high/low threshold voltages to transistors in a gate will be characterized 

by the same logical effort and gain. A strategy that minimizes delay for a fixed gain in a 

rich library with mixed-Vt gates would always lead to a mapping with all low Vt. A 

mapping containing mixed-Vt gates would not be picked, even if its delay is only 

marginally larger. Because of the exponential delay-leakage tradeoff via Vt, the resulting 

leakage for a gate may be orders of magnitude higher than minimally possible. Sweeping 

the global gain value in small steps does not help, since the min-delay and max-leakage 

solution is always identified. We have experimentally confirmed this by finding circuit 

mappings that are uniformly better in leakage (Figure 3.2).    
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A solution to this problem within the gain-based TM framework is for each gain 

value to propagate a set of competitive delay-leakage pairs. How can this be done 

efficiently, i.e., without the knowledge of output capacitance? Relying on gain-based 

delay models removes the problem of delay versus output capacitance dependency. To 

enable accurate estimation for leakage, we propose a linear model of leakage in terms of 

the output capacitance of a match. This result is a key enabler in capturing the 

dependence of leakage on the output capacitance without resorting to a binning based 

approach. Instead, we propagate the leakage/load slope, and use the value of the slope 

itself to compare the quality of two Pareto points in terms of leakage.  

 

 

 

 

 

 

 

 

 

Figure 3.2 The algorithm in  [8] is unable to find the leakage-optimal mappings even with 
a very fine-grained sweep of the global gain (2.11 to 2.30 in steps of 0.01) 
for  the benchmark C1908. Leakage savings 4.8% to 9.6% with no delay 
penalty. 

We also show that during the dynamic programming flow of the gain-based TM, 

the partial mappings associated with any fanin-cone will have leakage directly 

proportional to the output capacitance. We provided results that allow us to compute the 
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slope of a fanin cone as a linear function of the slope of the matched gate at the root node 

of the fanin cone and the slopes of the fanin mapping of the matched gate.  

3.2 ALGORITHM FOR GAIN-BASED TM 

     In what follows we develop the necessary models and algorithms for gain-

based TM. Two algorithms are presented. The first minimizes leakage by taking the 

leakage cost to be the leakage of the dominant state. The second algorithm extends this 

approach to minimizing leakage at a given percentile value.      

3.2.1 Cell Modeling  

A continuous library is assumed and a logic effort model of delay  [34] is adopted. 

In the gain based delay model, the delay of each gate is characterized as i i id g h p= + , 

where /i out ing C C=  is the electrical effort, ih is the logical effort and ip is the parasitic 

delay. Logical effort theory  [34] states that the delay of a path is optimized if the effort 

delay i ig h is balanced along the path. One way to achieve this is to define a global gain 

value G for the inverter or some other fixed library cell which we refer to as pivotal gate 

and then determine the gain value of all the cells according to: 

invGhg
h

=  

Leakage estimation during technology mapping is difficult because cell widths, 

and thus leakage, are not known until the full circuit is mapped. A novel contribution of 

this work is the extension of the logical effort based model to leakage. The library 

consists of N cells. Let the delay, capacitance, dominant leakage, width and gain of gate i 

be denoted as , , , ,i in i i it C leak W g respectively. The cells in the library were characterized 

using SPICE to obtain the following information for cell i: ( , , ,i i i ih p r q are constants 

obtained by characterization) 



41 

  ,, ,
i

out
i i i i i i in i i i i i i

in

Ct h g p h p C rW leak qW
C

= + = + = =  

After the global gain G is decided, the delay of each cell is fixed and the delay of 

cell i is given by G
i inv iT Gh p= + . If the output capacitance is outC , the leakage of cell i 

can be estimated in terms of the output capacitance as: 

,

,
( )

( )

G
out i i outG

i i i
in i in

i i
in out i outG G

i i i i i

i i
i out i outG

i i i

C T p CT h p
C h C

h hC C W C
T p r T p

q hleak C LC
r T p

−
= + =

⎛ ⎞⎛ ⎞ ⎟⎟ ⎜⎜= = ⎟⎟ ⎜⎜ ⎟⎟⎜ ⎜⎝ ⎠− ⎝ − ⎠
⎛ ⎞⎟⎜= =⎟⎜ ⎟⎜⎝ − ⎠

 

Note that now leakage has been expressed as a linear function of output 

capacitance, a mapping algorithm can be developed which takes the aforementioned 

library characteristics as input parameters.  

3.2.2 Using Dominant-Leakage State as Cost 

The initial phase of the gain based algorithm consists of steps which are identical 

to the binning based approach  [15]. Technology independent optimization is followed by 

conversion of the Boolean netlist to a canonical DAG subject graph G(V, E) consisting of 

only two primitive gates e.g. NAND and INVERTER. Afterwards, all possible matches 

rooted at each of the node of the subject graph are identified. Since we use a true DAG 

covering algorithm, matches may include multi-fanout vertices internally. 

Dynamic programming is applied in the next phase. It recursively propagates the 

leakage-delay cost trade-off Pareto pairs for the partial mappings generated at fanin cones 

of the intermediate nodes of G. For a pattern m matched at the node v[i], we use the 

merge operation on all possible combinations of Pareto points at the input pins of m. 

Afterwards, the add operation is applied to combine the costs of resultant mappings to m.  

Pruning is subsequently employed to eliminate sub-optimal Pareto points. If the number 
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of Pareto points in this step still exceeds a predefined threshold, we apply alpha-

approximate pruning  [17], which results in an exponential decrease in the number of 

points as a function of the percentage of sub-optimality introduced.  In the final stage, we 

select a Pareto point which has the lowest leakage cost under the target delay from each 

of the primary outputs. Backward propagation is then performed by visiting the subject 

graph in a pre-order traversal starting from the library pattern associated with the selected 

Pareto points at the primary outputs and propagating the slack available to the fanins of 

the associated pattern. 

We show that the leakage of the partial mapping at the fanin cone of any node is a 

linear function of the output capacitance. Each Pareto point consists of a ( , )d l tuple. The 

element d denotes the delay of the partial mapping and l is the slope of the leakage with 

respect to the output capacitance. Thus if the output capacitance is Cout, then the leakage 

value of the partial mapping corresponding to the Pareto point is outlC .  Note that outC is a 

quantity that is unknown in the gain based framework until we have fully mapped the 

circuit. However for pruning purposes it suffices to have only the slope information.  We 

illustrate the pseudo-code for Pareto point merging and adding for dominant leakage 

based GB-TM in Figure 3. Let M be a pattern match rooted at a subject graph vertex [ ]v k . 

Let M correspond to the library cell c  and let T1 and T2 denote the partial mapping at the 

fanins of M corresponding to the Pareto point 1 1( , )d l  and 2 2( , )d l . A new partial mapping 

with the delay d and leakage slope l is then obtained by taking T1 and T2 and adding it to 

the match M. The computation of these values is described below: 

1 2max( , ) G
cd d d T= +  

The leakage of this combined partial mapping is estimated by observing that the 

input capacitance of M is /out cC g . Thus the total leakage is:  
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1 2
1 2 ( )out out

out c c out
c c c

C C l lleak l l C L L C
g g g

+
= + + = +  

Thus, the slope l can be written as: 

1 2
c

c

l ll L
g
+

= +  

 

Figure 3.3 Algorithm to reduce complexity of the pruning operation from 1( ... )nO p p to 
1( ... )nO p p+ + . 

The merging and adding operations can be generalized to the case when the match 

M has n inputs and corresponding fanin graphs 1,..., nt t have associated Pareto tuples 

1 1( , ),...,( , )n nd l d l  respectively. The delay, leakage-slope costs( , )d l for the partial 

mapping obtained by combining 1,..., nt t and the match M can be obtained as: 

1

1

max( ,..., )
...

G
n c

n
c

c

d d d T
l ll L

g

= +
+ +

= +
 (3.1) 

In general, we will have multiple Pareto points at the fanins of a match. The 

operations of merging and pruning can now be generalized to sets of Pareto points. Let 

match M have n inputs which are fanouts of subject graph nodes 1,..., nv v . Each of these 

'iv s has an associated Pareto set 1,..., nS S which has been assumed to be already 

Merge_Add 
1. Define where is the Pareto set at the i-th input pin of  
2. Sort the delay components of all the Pareto points in S. Let the delays be 
3. For each  

a. Find in each the Pareto point with the lowest leakage slope value under the 
restriction that the delay component is smaller than. If no such exists then set  to 
be NULL. 

b. Combine the picked up Pareto points’s with the  match using (1) to get the 
Pareto point  

c.  
4. Return  which is the set of all the final Pareto points generated. 
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computed since we proceed in a topologically sorted order in the DP framework. A naïve 

way to merge all the Pareto points would be to choose all possible combinations of n 

Pareto points from each of 1,..., nS S and merge them using (3.1).  

 

 

 

 

 

 

 

 

 

 

 

Figure 3.4  Algorithm to reduce complexity of pruning Pareto points generated after  
Merge_Add  operation from 2( )O n  to ( log( ))O n n . 

However, this has the complexity of 1( ... )nO p p  where i ip S= . We can reduce 

the complexity to 1( )nO p p+ + by employing the approach presented in Figure 3.3. 

For a fixed M the Pareto points returned by the Merge_Add  function will be co-optimal. 

However the presence of multiple matches at any subject node v[i] will give rise to a 

combined set of Pareto points, some of which may be redundant. Hence we need a 

pruning strategy to remove them. Let the Pareto points generated be 1 1( , ),...( , )n nd l d l . A 

simple strategy is to do pair wise comparison between each pairs ( , )i id l  and ( , )j jd l and 

prune the first point if it has both higher delay and leakage slope. This has the complexity 

Prune ( 1 1( , ),...( , )n nd l d l ) 
1. Sort the original Pareto set with respect to the delay components in a 

decreasing order of delay to obtain
' ' ' '
1 1( , ),...,( , )n nd l d l .  

2. Initialize:  

a. After_prune_set = 
' '{( , )}n nd l  

b. current = (n-1) 

3. Let 
' '( , )k kd l  be the Pareto point with the lowest index k in After_prune_set 

4. if (
' '
current kl l≥ )  

  prune 
' '( , )current currentd l   

else 

 insert 
' '( , )current currentd l in After_prune_set 

5. current = current – 1 
6 if ( l 0) 3
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of 2( )O n which can be reduced to ( log( ))O n n by using the approach presented in Figure 

3.4. 

The Pareto points are propagated during the post-order traversal shown in Figure 

3.5. We introduce a dummy sink gate with delay 0 and leakage slope 0 which has its 

inputs as all the primary outputs of the circuit.  

Based on the delay constraint, the mapped circuit is recovered during a pre-order 

traversal of the subject graph. During the pre-order traversal, the arrival time constraints 

are propagated backwards starting from primary outputs. The library patterns are bound 

to specific subject graph nodes so that we cover the full subject graph. We always choose 

Pareto points which satisfy the arrival time constraints with lowest value of leakage 

slope. For example suppose we encounter a Pareto point M which corresponds to pattern 

c which has delay d. Further suppose that M has an arrival time constraint a. The arrival 

time constraints at M’s fanins become a-d. We call a-d as the arrival time imposed by M. 

At each fanin of c, we pick up a Pareto point with lowest leakage slope which satisfies 

the arrival time constraint imposed by M. In case of multiple primary outputs the quality 

of the mapped circuit depends on the order in which we process the primary outputs. It is 

usually most beneficial to perform pre-order traversal in the order of the most critical (in 

terms of available slack) to least critical primary output  [11].  

In case of multiple primary outputs we may run into a scenario where during the 

post order traversal some fanin of the pattern associated with the current Pareto point M 

may be already mapped. Suppose one such fanin cone is rooted at subject graph node v. 

In this case, we check if the currently mapped Pareto point P at v meets the arrival time 

constraint imposed by M. If this occurs, we don’t change the mapped pattern assigned at 

that fanin. Otherwise, we replace P by the best leakage slope Pareto point Q rooted at v 

which meets the new arrival time constraint.  



46 

 

 

 

 

 

 

 
 
 
 
 

Figure 3.5  Algorithm for post-order traversal of subject graph. 

This is accomplished in two steps:  removal of the previous pattern p bound at v 

and recursive update of fanin cones of p. Potentially the mappings at the fanin cones of p 

can be improved by the removal of the arrival time imposed by P. Recursive propagation 

of the arrival time constraint is then performed at the fanin cones of the children of the 

patterns associated with Q. 

3.3 TM FOR QUANTILE LEAKAGE OPTIMIZATION 

The switching probabilities of the input vector state are captured by specifying the 

probabilities of each of its primary input being 1. Because of dependence of leakage on 

the input state, leakage becomes a random variable. The proposed technique for gain-

based technology mapping minimizes the value of leakage power at a certain quantile α .   

min ( )
   circuit given

q leakage
d dα

≤  

In order to map a circuit such that leakage at any quantile value is minimized (due 

to input state uncertainty), we would like to characterize the leakage of library gates for 

Forward_Pass (Subject Graph ( , )G V E )
1. Visit the subject graph nodes in topological order 
2. For current node v[i]. 
3. For all match m rooted at v[i] and associated 

library gate  pattern c  
a. Set mS =  Merge_Add( , )m c  
b. Set   mS S match m= ∀∪  
c. Set 'S =  Prune( )S  
d. [ ]. 'v i P S=  
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each input vector instead of the worst case leakage. Let the library gate has i have ix  

inputs. Thus, it has 2 ix
iy = input states. In an input state e, let the leakage be 

characterized as e e
i i ileak q W=  where, iW is the width of gate i. 

 We evaluate input state probability at each of the intermediate signals of the 

subject graph by random simulation. The random simulation is done by generating the 

primary inputs in each of the iterations of the Monte Carlo simulator based on the 

primary input signal probabilities.  We associate a function with the leakage random 

variable L that penalizes for high leakage variance defined 

as: ( ) [ ] ( )Penalty L E L Var Lλ= + . 

The penalty parameter λ  allows for tuning of the penalty accorded to the 

variance. In general we run through various sweeps of the algorithm for different value 

ofλ . Similar to the dominant case leakage, it can be shown that this penalty function is 

also a linear function of the output capacitance. We illustrate its computation assuming 

that the gate i is facing output capacitance outC . Let the input states are 1,..., ne e with 

probabilities 1,..., np p . According to the equations in Section 3.1.1 derived for the leakage 

in terms of the output capacitance, we deduce that leakage in the state je is given by: 

( )

j
j j

e
e eii

out outi iG
i i i

q hleak C C L
r T p

⎛ ⎞⎟⎜= =⎟⎜ ⎟⎜⎝ − ⎠
 

Hence, the penalty function can be computed as: 

1

22

,... ,
,

( ( ) ( ) )j j j

n

e e e
out j j ji i i

j j j
p p

out penalty i

C p L p L p L

C L λ

λ+ −

=

∑ ∑ ∑  

Thus, the penalty function is directly proportional to the output capacitance and is 

only dependent on the state probabilities 1,..., np p . We use as our cost metric for leakage, 

the slope of this penalty with respect to output capacitance. A Pareto point consists of 

delay and the leakage penalty slope( , )penaltyd l . Note that unlike the case of worst case 
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leakage, penaltyl for a cell is also dependent on the input state probability of the matched 

pattern. Thus, this value cannot be pre-computed for library gates and must be computed 

during the post order traversal during the forward phase of algorithm based on the actual 

state probability information of the library pattern. The simulation for a subject graph can 

be done before the run of mapping algorithm since the signal state probabilities are 

independent of a specific technology binding of the subject graph. 

 The equations for adding and merging can be written as follows similar to (3.1): 

,...,1 ,

1

,1 ,
,

max( ,..., )
... p pn

G
n c

penalty penalty n
penalty penalty c

i

d d d T
l l

l L
g

λ

= +
+ +

= +
 

The algorithm flow is similar to the case of dominant state GB-TM described in 

the previous Subsection except that we replace the leakage slope of the dominant leakage 

state by the leakage slope of the penalty function.   

3.4 IMPLEMENTATION AND RESULTS 

The library consists of 9 cells with different functionalities and 60 structurally 

different cells. For each cell we consider all possible input states and identify the 

dominant leakage states. For each of these dominant leakage states, we select the leaking 

transistors and set them all to a high Vth. Thus, for each library gate we have several 

mixed dual-Vth versions. Having such a configuration space of mixed dual-Vth gates 

allows us to reduce leakage significantly without having to pay a high delay penalty  [13].  

We always have two versions for each gate in which all transistors are either set to low 

Vth or high Vth. In all our experiments, we have set the probability of any primary output 

being 1 to be 0.5. 

The previous work in  [8] uses gain-based TM for the minimization of area under 

delay constraint.  The technique presented is also applicable to leakage minimization 
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under delay constraint. The area-delay trade-off in  [8] is generated by obtaining 

minimum delay mappings by fixing various global gain values. As we sweep across the 

gain in increasing order we obtain successively circuit configurations with higher delay 

and lower area. The mappings corresponding to the least delay for each value of global 

gain result in a monotonic curve of area as a function of delay. An analogous technique 

also provides a trade-off between leakage and delay.  

 

 

 

 

 

 

 

 

Figure 3.6  Comparison of leakage savings at 99th percentile enabled by our approach 
with the algorithm presented in [2]. We are able to achieve 14% savings in leakage on 
average. 

In our experiments, the global gain G was varied from 1.111 to 1.120 in steps of 

0.001 and the pivotal gate was chosen to be low threshold voltage NAND4 gate. These 

choices are arbitrary and others could have been set-up as well. In Figure 3.6, we show 

the percentage improvement in leakage with respect to the Pareto points generated by the 

mapper of  [8]. The average leakage gain is 14% and the leakage gain can increase to as 

much as 20% for some benchmarks. Improvement is achieved at the cost of a minor (1%) 

penalty in delay with respect to mappings produced by  [8].  
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In the next experiment, we contrast the dominant leakage versus the quantile GB-

TM algorithms wherein both algorithms   are implemented in our gain-based framework 

and perform simultaneous propagation of delay-leakage tradeoff Pareto points is 

performed in both cases. The results we obtain indicate that the dominant-state leakage 

minimization gives sub-optimal results compared to the penalty function based approach. 

This can be attributed to the ability of the latter approach to account for the impact of 

signal state probabilities on total circuit leakage. The comparison results are reported in 

Table 1. For each benchmark, we used 10 different global gain values of 1.75, 1.85, 2, 

2.1, 2.25, 2.35, 2.5, 2.75, 3.25 and 3.5. Across the benchmarks, we obtain average 

savings of 12.8% and maximum savings of 21.49% at 99% quantile leakage. Our 

algorithm has extremely small run-time and provides a 15X speed-up over a bin based 

algorithm utilizing a discretized library. The run-time reported in the table is cumulative 

run-time for the 10 gain values and for a single value of penalty factorλ . We made seven 

choices 0.1, 0.2, 0.3, 1, 2, 3 and 0 for the penalty factor.  

 

 

 

 

 

 

 

 

Figure 3.7  Comparison of mean leakage minimization and dominant leakage 
minimization. The y-axis gives savings at the mean value of leakage.  We 
obtain on 14.5% average savings 20.5% maximum savings. 
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Finally, we demonstrate that it is possible to obtain significant reduction in mean 

leakage using the GB-TM algorithm compared with dominant state leakage minimization 

(Figure 3.7). The algorithm minimizes mean leakage if we choose the penalty factor of 0. 

On comparing the Pareto sets generated by our algorithm for mean against the Pareto 

point of the dominant leakage minimizing mapper, we obtain on 14.5% average savings 

20.5% maximum savings in leakage across the benchmarks.  

 

Table 3.1 Comparison between the penalty function based technology mapper and the 
dominant state leakage based technology per. Leakage is measured at the 
99th quantile. 

Benchmark Size Max leakage 
improvement 
(%) 

Average 
leakage 
improvement 
(%) 

Run Time 
for Gain-
based 
Mapping (s) 

Run time for 
Bin-based 
Mapping (s) 

9symml 311 31 23.28 10 75 
C1908 1167 17.80 12.14 60 802 
C7552 4609 22.48 9.52 200 5006 
C5315 3448 11.44 6.05 110 1210 
C3540 1942 9.32 6.65 100 1007 
C1355 706 70.12 40.60 40 362 
Apex6 886 10.04 7.89 30 210 
Alu2 565 12.26 6.41 20 194 
C880 521 9.59 7.27 20 190 
C499 711 20.98 8.92 40 434 
Average 1486 21.49 12.8 63 949 
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3.5 CONCLUSION 

We demonstrated that the leakage of any partial mapping has a linear dependency 

on the output capacitance, and implemented a gain-based mapper that uses this model. 

We have also showed the need for probability aware optimization.  
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Chapter 4. Technology Mapping for Runtime Leakage under Workload 
Uncertainty using Robust Dynamic Programming 

4.1 MOTIVATION: INTERVAL STATE PROBABILITIES 

Minimization of leakage power consumption has become an overriding concern at 

all levels of design. While standby leakage control has been of importance for many 

years, recently there has emerged a need to runtime leakage control  [83] [84]. These 

optimization techniques rely on the fact that leakage power of a combinational gates and 

circuits differs sometimes widely depending on the input vector. The state probabilities 

can be computed and can be used to minimize power. Both average and maximum 

runtime leakage power can be reduced by exploiting the leakage state dependency and 

the unequal state probabilities and leakage variances as shown in Chapter 3.  

 

 

 

 

 

 

 

 

 

 

Figure 4.1 The probability histogram of two input bits of an adder in MIPS like 
architecture running gcc, parser applications.  Due to wide range that the 
point probability spans, a single point probability is not a useful measure of 
node activity. 
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It was observed that a 62% reduction of power is possible if the assignment of 

transistors in a gate to higher Vth is done taking into account the probability of a gate 

being in a specific state: for gates with the a skewed state probability, only transistors 

leaking in that state will be set to high Vth, minimizing leakage with minimal delay 

penalty. The results of optimization are very sensitive to assumptions about input 

probabilities. While it is often assumed that the state probabilities are known, their 

precise form cannot be easily determined. 

The notion of transition and/or state probabilities for a given combinational circuit 

is central to a large body of algorithmic work in CAD. Dynamic power cannot be 

accurately estimated without accurately computing the transition probabilities of a logical 

network  [85]. The methods of computing transition probabilities can be divided into 

simulation based  [86] and analytical probabilistic techniques  [87]. The analytical 

techniques typically have problems in accurately handling DAG in which signals have 

high degree of correlation. In addition to power analysis, state and transition probabilities 

have been used in logic synthesis. Specifically, technology mapping algorithms for 

minimum dynamic power have exploited the knowledge of switching probabilities  [88]. 

Technology mapping for minimizing mean value leakage under delay constraint has been 

studied in  [89]. Chapter 3 also discusses a gain-based formulation for addressing this 

problem. The dynamic programming approach is employed and delay-leakage Pareto 

points are propagated and alpha-approximate pruning principle  [17] is used to 

exponentially limit the growth of generated propagated point in terms of the sub-

optimality incurred.  

In this work we first subject to critical scrutiny the validity of the notion of well-

defined state probabilities for combinational circuits.  
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Figure 4.2 We depict the mean sd± of the point probabilities of the 32 bits of an adder 
circuit in a microprocessor computed using the running average of 45 * 10  
samples. The number of times this average was measured is 410 , thus 
spanning 85 * 10 cycles. The application is gcc.  

 

All the known techniques for evaluation and synthesis based on probability 

computation assume that the primary input probabilities are given and thus are known 

precisely. For microprocessors, however, the input vector probabilities are determined by 

the type of the workload, or software that is being executed by the microprocessor. In 

general one may expect that on a circuit running multiple applications, or even with a 

single application during different phases of the program, various different signal state 

probabilities will be exhibited. In this work, we show experimental evidence for this 

claim. 
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Table 4.1 Mean and standard deviation of the point probability of two input bits of an 
adder is shown. 

We argue that the more useful way of representing state probabilities is via the 

probability ranges or intervals. The actual value of the input probability can take 

potentially any value within these intervals. We argue that under such interval description 

of state probability, one can utilize a proxy leakage metric which we define to be the sum 

of the worst-case mean leakages of all the gates under the feasible probability scenario. 

We propose TM algorithm under the delay constraint such that proxy metric is minimized 

across all the feasible realization of the primary input state probabilities. This metric 

helps to reduce the sensitivity of the leakage optimized mapping to a specific point 

probability for the primary input signals. We solve the TM problem utilizing robust 

dynamic programming  [90]. The robust technology mapping tool that we develop will 

describe input probabilities as belonging to families of distributions.  

The computational challenge of dynamic programming under uncertainty is 

addressed by adopting the robust (set-theoretical) modeling paradigm. Robust DP can be 

cast as a discrete Markov decision process with uncertain transition probability matrices. 

The algorithm involves an inner loop to estimate and propagate the robust cost. Under 

several reasonable models of uncertainty (ellipsoidal, matrix-interval), the inner loop of 

Bit 0 Bit 15  
Bench Mean SD Mean SD 

bzip2 0.44 0.18 0.23 0.21
gcc 0.29 0.08 0.23 0.11
gzip 0.41 0.11 0.15 0.07
mcf 0.24 0.16 0.36 0.14
parser 0.27 0.10 0.24 0.09
twolf 0.51 0.03 0.24 0.02
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DP can be solved efficiently, so that robustness is achieved with little cost. A key issue 

for a practical algorithm is its computational performance. Many problems of decision-

making under uncertainty are computationally hard, including stochastic programming 

and stochastic dynamic programming  [92]. A continuous stochastic dynamic 

programming problem can always be turned into an approximate Markov chain process, 

known as discrete Markov Decision Process (MDP) which is, however, amenable to 

efficient solution. By formulating the dual DP problem, recent work demonstrated the 

general possibility of computationally tractable robust dynamic programming for several 

classes of convex uncertainty sets  [91].  

We provide experimental data to show that the point probability cannot capture 

the pattern of inputs observed in a typical microprocessor.  We estimated the state 

probability of different pins of an adder circuit in the microprocessor by taking running 

average of consecutive 45 * 10 iterations. The number of times this average was measured 

is 410 , thus spanning 85 * 10 cycles . We used a functional microprocessor simulator (sim-

safe) from the Simplescalar  [95] toolset to gather the data. SimpleScalar toolset is a 

system software infrastructure widely used for program analysis, microprocessor design 

and verification. The simulator executes unmodified binaries compiled using gcc for a 

MIPS like Instruction Set Architecture. We modified the simulator to gather the input 

values of integer add and subtract instructions. We used our modified simulator to gather 

the probability data for 6 SPEC2000  [96] Integer benchmark programs. These are a set of 

industry standard programs released by Standard Performance Evaluation Corporation 

(SPEC) and are universally used in the design and evaluation of new microprocessor 

architectures. These programs have characteristics that are representative of real world 

applications typically run on a computer. The applications chosen were: bzip2 (data 

compression), gcc (c-compiler, gzip (gnu data compression), mcf (combinatorial 
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optimization), parser (word processing) and twolf (placement tool). We used MinneSPEC 

 [97], a set of reduced input data files for SPEC2000 in our simulations. In Table 4.1, the 

mean and standard deviation of the point probabilities for two different input bits of an 

adder are shown. It can be seen that the mean value of the state probability varies widely 

across different applications. Even for many single applications, there is a significant 

fluctuation in the estimated state probability as indicated by the standard deviation (SD). 

Figure 4.1 and Figure 4.2 also corroborate this conclusion.  

The impact of interval probabilities on the leakage is significant. To validate this 

we produced several hundred of mapped circuits for the benchmarks 9symml.blif, 

C880.blif and C3540.blif. We test two cases. In the first case we applied a point 

probability of 0.5 at each of the primary input and second case we assume an interval 

probability of [0.3, 0.7] for each primary input. The mean leakage and proxy leakage 

metric are compared for the first and second case respectively. The differences are found 

to be 30%, 52% and 34% respectively.  

4.2. PROPAGATION OF INTERVAL PROBABILITIES 

Any algorithm involving leakage optimization must require the knowledge of 

intermediate signal state probabilities in order to correctly evaluate the mean circuit 

leakage. Thus, an important step of the algorithm is the estimation of the uncertainty 

interval of the state probabilities of the intermediate circuit signals.  

 The exact estimation of the point probabilities of the intermediate signals for the 

case of known primary input point probabilities is a known NP-complete problem. 

Various approximate approaches have appeared in literature, such as analytical 

techniques  [99] [100] and simulation based approaches to estimate the signal’s point 

probabilities. 
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Table 4.2 The distribution of errors in estimating probability intervals. A significant 
portion has been predicted with error of less than 0.1 and 0.2 

 

 

 

We propose an algorithm for interval probability estimation based on propagation 

of affine combination of a fixed set of intervals describing the uncertainty at primary 

inputs. Let the subject graph which is an input to the TM algorithm be comprised of 

Circuit error ∈ [0, 0.1]

 

error ∈ [0.1, 0.2]

 

]error ∈ [0.2, 0.3

 

C3540 71.35/77.94 26.63/20.24 1.85/1.64 

C1908 77.35/81.98 19.98/15.26 2.65/2.57 

C499 68.87/74.64 25.35/20 5.49/5.35 

C880 73.46/82.5 23.84/15.19 2.69/2.3 

Alu2 73.35/79.92 24.33/17.93 2.3/2.13 

Alu4 70.17/78.94 28.07/14.03 1.75/7.01 

Apex6 63.84/75.14 35.84/23.84 0.67/1.01 

C1355 78.29/69.07 14.89/19.71 6.8/11.2 

C6288 43/38.35 44.48/39.4 8.56/19.89 

C7552 55.01/63.99 35.67/27.53 7.66/7.24 
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NAND and INV gates, and has n primary inputs. Let the interval probabilities associated 

with the i th input be [ , ]i i iZ a b= . In the first step we observe the following 

[ , ] * [ 1,1]
2 2

where ,  ,  [ 1,1]
2 2

i i i i
i i i i i

i i i i
i i i

a b b aa b p qU
a b b ap q U

+ −
= + − = +

+ −
= = = −

 

We approximate the signal probabilities as linear combination of 'iU s . As shown 

above the primary input probabilities have already been expressed as affine 

combinations. Now consider an inverter with input probability 0
1

n

i i
i

b bU
=

+∑ , the interval 

state probability for the output of the inverter has the affine form 0
1

(1 ) ( )
n

i i
i

b b U
=

− + −∑ . 

In case of NAND gate, suppose the input probabilities are expressed as 

0
1

n

i i
i

p b bU
=

= +∑ and 0
1

,
n

i i
i

q c cU
=

= +∑  the output state probability is1 pq− . We give 

the affine approximation for pq based on which 1 pq− can be recovered. The 

approximation for pq is 0 0 0 0
1
( )

n

i i i
i

b c b c c b U
=

+ +∑ . We essentially ignore the cross-

product terms. In  [98] an alternative approximation for taking products is formulated 

which introduces a new independent random variable in each multiplication. The interval 

estimated will always cover the true interval. However this method has run-time as well 

as memory implication for the circuits containing a large number of gates. 

Experimentally we observed that the proposed method of neglecting the cross-terms 

performs better compared to  [98] . We report the results in Table 4.2. More work is 

needed to further improve the probability interval propagation. For our experiments 

(Section 4.5) we used the Monte Carlo simulation methodology in order to maintain high 

accuracy. 
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4.3 BASICS OF GAIN BASED TM FOR LEAKAGE 

First, we briefly recapitulate the gain based TM proposed in Chapter 3 which we 

have enhanced to develop the robust mean leakage minimization TM algorithm. The gain 

based TM has several advantages over the bin based mapping such as faster run-time, 

guarantee that the delay constraint will be met, works for nearly continuously sized 

library.   

We are given a subject graph which is a network consisting of NAND and INV 

gates, and a library consisting of a set of gates that are also represented in canonical form. 

There are n primary inputs 1,..., ni i . Let the probabilities of these signals being equal to 1 

be 1,..., np p respectively.  

We assume that these probabilities are independent of each other at the primary 

inputs. In what follows we develop the necessary models and algorithms for gain-based 

TM. The algorithm minimizes mean leakage with delay constraint.  

We assume a continuous library of N gates. A logic effort model of delay is 

adopted  [34]. In the gain based model, the delay of each gate is characterized 

as i i id g h p= + , where ig is the electrical effort /out inC C and ih is the logical effort and 

ip is the parasitic delay. The logical effort theory  [34] states that the delay of a path is 

optimized if the effort delay i ig h is balanced along the path. One way to achieve this is to 

define a global gain value G for the inverter or some other fixed library cell which we 

refer to as pivotal gate and then determine the gain value of all the cells according to (the 

notion of global gain has also been employed in context of gain based min area mapping 

in  [8]) 
. invG hg
h

=  
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Let i th cell delay, capacitance, dominant leakage, width, gain be denoted 

as ,, , , ,i in i i i it C leak W g . We extract using SPICE simulation the following information for 

cell i 

out
i i i i i i

in

Ct h g p h p
C

= + = +  , ,in i i iC rW= , i i ileak qW= . 

In the above equations we define /i iq r to be the leakage slope coefficients. This 

multiplied with the input capacitance gives out the leakage and it is different for different 

states of the same library gate.  

After we fixed the global gain G, the delay of each cell is fixed and the delay of i-

th cell is given by .G
i inv iT G h p= + . For output capacitance at i-th cell, outC  we can 

estimate the leakage in terms of the output capacitance as follows: 

,

,
( )

( )

G
out i i outG

i i i
in i in

i i
in out i outG G

i i i i i

i i
i out i outG

i i i

C T p CT h p
C h C

h hC C W C
T p r T p

q hleak C LC
r T p

−
= + =

⎛ ⎞⎛ ⎞ ⎟⎟ ⎜⎜= = ⎟⎟ ⎜⎜ ⎟⎟⎜ ⎜⎝ ⎠− ⎝ − ⎠
⎛ ⎞⎟⎜= =⎟⎜ ⎟⎜⎝ − ⎠

 

Note that now leakage is expressed as a linear function of output capacitance. The 

mapping algorithm takes the aforementioned library characteristics as input parameters. 

The uncertainty in the input vector state is captured by specifying the probability of each 

primary input being one. Thus leakage itself becomes a random variable due to the state 

dependency. Gain-based technology mapping minimizes the mean value of the leakage.   

min ( )
   circuit given

E leakage
d d≤  

In order to map a circuit such that leakage at mean value is minimized (due to the 

gate state uncertainty), we would like to characterize the leakage of library gates for each 

input vector instead of the worst case leakage. Let the i th library gate has ix  inputs. Thus 
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it has 2 ix
iy = input states. In an input state e, let the leakage can be characterized 

as e e
i i outleak LC=  . It can be shown that the mean leakage is also a linear function of the 

output capacitance. We illustrate its computation assuming that the gate i is driving 

output capacitance outC . Let the input states 1,..., ne e have probabilities 1,..., np p . Hence, 

the mean value can be computed as: 
1,...( )j ne p p

out j outi i
j

C p L C L=∑  

In order to find the best leakage mapping under delay constraints, we propagate a 

set of delay and leakage slope Pareto points( , )slopeD L . These Pareto points represent the 

cost of competing partial mappings. Let 1 1( , ),...,( , )n nd l d l be a set of Pareto points at the 

first to n -th input of a pattern p with gain g  whose cost itself is( , )d l . The partial 

mapping obtained by merging these Pareto points and adding the pattern p has delay, 

leakage slope ( , )slopeD L computed as follows:  

1

,1 ,

max( ,..., )
...
n

slope slope n
slope

D D D d
L L

L l
g

= +
+ +

= +
              (4.1) 

The rationale for dividing by g can be observed as follows. Let outC be the 

capacitancep is driving, then its input capacitance is /outC g , which, in turn,  is the output 

capacitance seen by the mappings rooted at its n inputs. Hence total leakage is  

,1 ,

,1 ,

/ /
( / )

slope out slope n out out

slope slope n out slope out

L C g L C g lC
L L g l C L C

+ + +
= + + + =  

The Pareto points are propagated during the post-order traversal using the 

operations defined in (4.1) until we reach the dummy sink node which has zero delay and 

zero leakage slope coefficient.  

Based on the delay constraint the mapped circuit is recovered during a pre-order 

traversal of the subject graph. During the pre-order traversal we propagate backwards the 
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arrival time constraints starting from primary outputs and select library patterns that are 

binded to specific subject graph nodes so that we cover the full subject graph. We always 

choose the Pareto points which satisfy the arrival time constraints with lowest value of 

leakage slope. For example if we encounter a Pareto point M which corresponds to 

pattern c which has delay d. Suppose M has arrival time constraint a. The arrival time 

constraints at M’s fanins become a-d. We call a-d as the arrival time imposed by M. At 

each fan-in we pick up a Pareto point with lowest leakage slope which satisfies the arrival 

time constraint imposed by M. In case of multiple primary outputs the quality of the 

mapped circuit depends on the order in which we process the primary outputs. It is 

usually most beneficial to do pre-order traversal in the order of the most critical (in terms 

of available slack) to least critical primary output  [89]. In case of multiple primary 

outputs with path reconvergences, we may run into scenario where during the post order 

traversal some fan-in of the pattern associated with the current Pareto point M may be 

already mapped. Suppose this fan-in cone is rooted at subject graph node v. In this case 

we check if the currently mapped Pareto point at v meets the arrival time constraint 

imposed by the M. In this case we don’t change the mapped pattern assigned at that fan-

in. Otherwise we replace it by the best leakage slope Pareto point rooted at v which meets 

the new arrival time constraint. This is accomplished in two steps – (1) removal of the 

previous pattern p binded at v and recursive update of fanin cones of p since potentially 

they can be improved due to the removal of the arrival time imposed by p (2) Assignment 

of new Pareto point Q rooted at v which meets the required time and recursive 

propagation of arrival time constraint at the fanin cones of the children of pattern 

associated with Q. 
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4.4 ROBUST TECHNOLOGY MAPPING 

We want to optimize the worst case expected value over all possible realizations 

of the input vector probabilities satisfying the input interval constraints.  We first produce 

the interval uncertainty estimates at all the intermediate signals of the subject graph. Let 

the circuit G have n primary inputs and i -th primary input has associated probability 

interval[ , ]i ia b . One can construct the interval probability for all the signals based on this 

information. Thus for each gate in the circuit the feasible probability scenario for its 

various states has been characterized. Formally the problem we address is minimization 

of the sum of worst case mean leakage of all the gates across the feasible probability 

scenario.    

leak,g
[ , ]

min  sup  {E[P ]}

.
     

i i ip a bg G

circuit given

s t
D d

∈∈

≤

∑
 

We cast this technology mapping problem as a robust dynamic programming 

framework  [90]. We begin by giving a brief description of the robust dynamic 

programming formulation used in  [90] and then provide the transformation from the 

technology mapping setting to the formulation of robust dynamic programming in 

Section 4.4.  

A nominal (non-robust) dynamic programming problem can be formulated in 

terms of a finite-state, finite action and finite horizon Markov Decision Processes. In a 

finite horizon MDP, we have a finite set of decision horizons (0,1,..., 1, )T N N= − . At 

each stage the system occupies a statei ∈ Χ , where the state space size Χ  is finite and 

equal ton . A decision maker is allowed to choose an action a A∈ from a finite set of 

allowed actions. At any decision horizon, the state makes a Markov decision according to 

a collection of transition matrices { | }a
tP t T a Aτ = ∈ ∧ ∈ . In other words, a state i  at 
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decision horizon t makes a transition to state j  with probability [ ][ ]a
tP i j if the decision 

maker chooses the actiona . Probabilities defined in the transition matrix are set to 0, if 

the corresponding transition is not allowed. There is a cost associated ( , )tc i a  if an action 

a is selected at decision horizon t when the state was i . In the final decision stageN , 

there is no transition made to the next stage. . Ift N= , we do not make any transition, 

hence the cost is just a function of state ( )tc i . The cost is assumed to be always non-

negative and finite. A controller policy is the assignment of actions corresponding to each 

state and decision horizon. Formally a controller policy 0 1( ,..., )Na aπ −= assigns action 

( )ta i to state i  at decision horizont . Given a controller policyπ , we can define 

( , , )tv i π τ as the mean value of total costs that is incurred if we start from the state i in the 

decision horizont and follow afterward the controller policy. We call ( , , )tv i π τ the 

cumulative mean cost starting in statei , at timet . The 'v s can be recursively computed 

as follows: 

1

1

( , , ) : ( , ( )) [ ][0]. (0, , ) ...
                            [ ][ 1]. ( 1, , )

( , , ) : ( )

a
t t t t t

a
t t

N N

v i c i a i P i v
P i n v n

v i c i

π τ π τ
π τ

π τ

+

+

= + +
+ − −

=
  (4.2) 

Let Π be the space of all controller policies. Let ' 'root be defined as the initial 

state at the timing horizon 0. The finite-horizon nominal dynamic programming problem 

can be described as the determination of the policy that minimizes the expected total cost 

starting from the initial state, 

0( , ) : min (' ', , )N v root
π

φ τ π τ
∈Π

Π =   

The output of the algorithm is the optimum controller policy *π and the optimum 

means cost value. The problem can be recursively solved using the standard Bellman 

recursion  [90]:  
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( , ) min (' ', , ) (' ')
where

( ,..., )  [the optimal controller policy]
( ) [optimal cumulative mean cost in horizon  at state ]
( ) min( ( , ) [ ][0]. (0) ..

N
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t t
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+
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∈ + +
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=

 

The application of nominal dynamic program requires knowledge of transition 

probabilities. When this information is unavailable and state transition probabilities span 

a range of values, nominal DP may produce results that become non-optimal under small 

perturbations of assumed conditions. The robust dynamic programming paradigm 

addresses this limitation. Essentially we seek to minimize the worst case expected value 

that can be realized under all the transition probabilities that are feasible. There are 

various uncertainty models which allow one to encode the multiple collections of 

transition probabilities such as likelihood model, interval model, entropy models etc. 

 [90]. We will adopt the interval model of uncertainty. Thus instead of the transition 

matrix a
tP we posit interval probability constraint from each state i  to other states j as 

follows: 

[ ][ ] [ ][ ] [ ][ ]a a a
t t tL i j P i j U i j≤ ≤  

First we formally state the robust dynamic problem. We let a
tT denote the set of 

transition matrices allowed by the above interval model of uncertainty for the transition 

matrix a
tP . Let setT be the union of a

tT .  

0( , ) : minmax (' ', , )
T

v root
π τ

φ π τ
∈Π ∈

Π Τ =  
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In  [90] authors present a modified Bellman recursion scheme to solve this robust 

dynamic program: 
*

0 0

* * *
0 1

*

*

[ ][

( , ) minmax (' ', , ) (' ')
where

( ,..., )  [the optimal controller policy]
( ) [worst case optimal value function in horizon  at state ]
( ) min( ( , )

 max a
t

T

N

t

t ta A

L i

T v root v root

a a
v i t i
v i c i a

π τ
φ π τ

π

∈Π ∈

−

∈

Π = =

=

= +
* *

] [ ][ ] [ ][ ] 1 1

INNER LOOP
*

[ ][ ] [ ][ ]

( [ ][0]. (0) ... [ ][ 1]. ( 1)))

(i) arg min( ( , )
 max

a a
t t

a a a
t t t

a a
i P i j U i j t t t t

t ta A

L i i P i j U

P i v P i n v n

a c i a

≤ ≤ + +

∈

≤ ≤

+ + − −

∈ +
* *

[ ][ ] 1 1

INNER PROBLEM

( [ ][0]. (0) ... [ ][ 1]. ( 1)))a a
i j t t t tP i v P i n v n+ ++ + − −

 

In comparison to the Bellman recursion, this recursive computation of optimal 

cost has an extra inner loop which estimates the worst case cost for each action a  taken 

in state i at time stept over the feasible transition matrices set. This worst case cost is the 

true metric to judge the controller policy. The outer problem tries to find the best choice 

of action based on the comparison of this worst case cost. The formal argument for the 

correctness has been provided in  [90].  

Note that we defined [ ][ ]a
tP i j to be the transition probability from statei , at the 

decision horizont , to state j in presence of actiona . Hence, we are restricted by the 

implicit constraint that
1

0
[ ][ ] 1.

n
a
t

j
P i j

−

=
=∑  However, the definition of cumulative cost in 

(4.2) makes the problem well defined for arbitrary positive entry matrices a
tP , and thus 

the same solution strategy will work. In the general scenario, we call [ ][ ]a
tP i j the 

multiplier associated with the transition from state i at time-step t to the state j . 
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4.5 CONVERTING TECHNOLOGY MAPPING TO RDP FORMALISM 

First we consider the case of finding the mapping with the optimal mean leakage 

ignoring delay under point state probability. Later extensions to interval probabilities and 

delay constraint are provided.  

Let S be a subject graph consisting of NAND and INVERTER base gates.  In 

order to reformulate the TM problem in terms of MDP problem stated in Section 4.3, we 

need to define the following: (1) state space, (2) action space, (3) rules for generating 

successor state from a given state based on certain action, and (4) the cost associated with 

actions chosen in various states.  

Corresponding to each subject graph node n we associate a state( ,  ,  )n l c , where 

,  l c are real numbers representing leakage and capacitance respectively. We refer to 

,  ,  n l c as the first, second, and third component of states . The decision horizons are 

implicitly associated with the first component and we do not make explicit reference to 

them henceforward. If logic depth of a circuit is N and subject graph gate n is at logic 

depthk , then the associated timing horizon isN k− . Dummy primary input nodes are 

the final decision horizons corresponding toN .  

Initial state is(' ',  0, 1)root corresponding to the dummy sink. The action set 

consists of the all library patterns. Next we describe the rules for the state evolution from 

( ,  ,  )n l c where the action is pa corresponding to a patternp . Let p have i inputs and 

2ik = input combinations with different leakage values. Let the probability of theses 

input combinations be 1,..., kp p and the respective leakage slope coefficients are 1,..., kl l . 

Further assume that the gain of pattern p  isg . Suppose 1, , in n are the subject graph 

nodes rooted at the i inputs of p . The successor states are ( , / , )x jn l i cg where x ranges in 

integers [1,  ]i and j ranges over integers[1,  ]k . The associated multiplier is jp  (see Figure 

4.3). The assigned cost of the state is set to be /l c .  
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Figure 4.3 The state evolution when action a has been taken. 

Next we describe the reason for equivalence of this formulation to TM 

formulation. Note that as we evolve the states starting from the initial states, the actions 

become associated with the subject graph nodes. Hence partial coverings get generated 

starting from the root node. As we come to a new noden , with associated state( ,  ,  )n l c , 

during the state evolution, we claim that the output capacitance that it will be seeing 

is /outC c , where the output capacitance at the primary output is outC (for simplicity we 

assume that it is same for all the primary outputs).  This can be proved inductively. For 

the initial state( ,  0,  1)root , the output capacitance clearly is /1out outC C= . For 

induction hypothesis, suppose noden with state ( ,  ,  )n l c is driving output capacitance 

of /outC c , consider a successor state ( , / , )x jn l i cg obtained by application of action 

pa associated with patternp with gaing . Since p is seeing output capacitance of /outC c , 

clearly its own input capacitance is /outC cg , which we needed to establish.  

We also can show that the expected value of the leakage of pattern p is captured 

by the total costs incurred due to the successor states of( ,  ,  )n l c . Consider a successor 

state ( , / , )x jn l i cg  where [1, ],  [1, ]j k x i∈ ∈ . The cost incurred due to ( , / , )x jn l i cg will 

be /jl icg . The associated multiplier is jp , hence the cost contribution is = /j jp l icg (from 
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Equation (5.1)). If we sum this quantity over all [1, ],  [1, ]j k x i∈ ∈ , we get  
1

/
k

j j
j

p l cg
=
∑  

, which when multiplied with outC is the mean value of leakage associated with the 

patternp , since the input capacitance of p is /outC cg .  Thus the entire cumulative mean 

cost of MDP state evolution starting from the initial state will be the correct mean value 

of circuit leakage.  

We now establish the following two properties of the MDP states that share the 

same first componentn .  

Lemma 4.1: Let ( ,  ,  )s n l c≡ is a state associated with a subject graph noden . 

For fixed ,  n l and fixed controller policy the cumulative mean cost of the entire fan-in 

cone of s is inversely proportional toc .                                                  

Lemma 4.2: The optimal leakage mapping of the state s is independent of ,  l c . 

Based on Lemma 4.1 and 4.2, we can deduce that even though from a given state 

there are multiple successor states sharing the same first component, still they have the 

same optimal covering, thus avoiding any ambiguity.  

Propagating both delay and leakage costs: Now we provide an extension to handle 

propagation of delay costs also. In this scenario, we need to propagate secondary delay 

costs in addition to the original leakage cost.  

The new cost is not a single number; rather it is a (delay, leakage) pair. Thus, if in 

a state ( ,  ,  )n l c  action pa corresponding to a pattern p is taken, then the corresponding 

cost is( , / )pd l c , where pd the delay of pattern isp .  

To construct the solution of delay-constrained leakage optimization problem, a 

Pareto set is propagated instead of merely propagating just a single cumulative mean 

leakage cost. The Pareto points are obtained at s on action pa associated with a pattern 

p by merging the Pareto points stored at its successor states. The delay cost d  is obtained 
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by taking the max of the delay component of the Pareto points associated with the 

successor states of s and adding it to the delay cost of p .  A Pareto point can be dropped 

if it is inferior both in delay and leakage. Each Pareto point ( ,  )pp d k=  generated at a 

state ( ,  ,  )s n l c≡ has an associated partial covering ppC at the fan-in cone of n  with the 

delay and leakage costs being d and outkC , where outC is the capacitance facing the 

primary output. We have the following properties analogous to Lemma 4.1 and 4.2. 

Lemma 4.3: The Pareto points generated at ( ,  ,  )s n l c≡ have the general form 

( ,( )/ )i id l l c+ where ,i id l are completely independent of l andc .  

Lemma 4.4: The partial mappings associated with the Pareto points gathered at 

the state ( ,  ,  )s n l c≡ are independent of l andc . 

Lemma 4.5: Suppose during the Pareto point generation for the states , when the 

merge operation is performed and two successor states share the first component (hence 

have the same mappings associated with the Pareto set). If we use Pareto points 

corresponding to different partial covering for these successor states in the merge 

operation. In such a scenario there is sub-optimality incurred during the merge operation.  

Based on the above lemma we conclude that Pareto points set associated with a 

state ( ,  ,  )n l c  needs to be constructed only for one choice of ,  l c and for other choices it 

can be recovered by scaling (Lemma 4.3) and the associated partial mappings do not 

change (Lemma 4.4). During the merge operation, where there are multiple successors 

sharing the same first component, the ambiguity is avoided by merging the Pareto points 

that correspond to the same mapping (Lemma 4.5).   

The mapping is recovered using backward traversal from the root node. 

Essentially we look at all the Pareto points generated at the root node. Find the one which 

has the smallest leakage cost under the user-specified delay constraint. Afterwards, we 

look at the action that was used to generate that Pareto point. The action is essentially is a 
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pattern. We look at the fan-ins of this pattern and recursively continue backward traversal 

propagating the required arrival time and selecting best leakage coverings using the 

algorithm similar to the case of Gain based mapping (Section 4.2).  

Robust Version: In this scenario, the multipliers associated with the state 

transitions are not point values but are modeled as intervals. From the previous discussion 

we know that the multiplier associated with the state transition from the state ( ,  ,  )n l c to 

( , / , )x jn l i cg is jp . Also jp is the probability of certain input combinations 1 ,...,j ijε ε at the 

inputs of the patternp . Let the state probabilities at the inputs of pattern 

p be 1,..., iq q with [ , ]m m mq a b∈ . Let ( )mjπ ε be mq if mjε is 1 and otherwise1 mq− . In this 
case we have

1
( )j mj

m i
p π ε

≤ ≤
= ∏ . It can be shown that the inner loop problem becomes 

k

1

1
1 2

sup    /

. .   ( )

 ( .... )
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j j
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j mj
m i

j ij

m m m
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s t p
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q a b

π ε

ε ε

=

≤ ≤
=

≡
∈

∑
∏  

Lemma 4.6:  An optimal solution to the above problem must have for allm , 

mq equal to either ma or mb .  

Corollary: The solution to the above problem can be found by exhaustively 

enumerating all the 2i  possibilities for mq taking either ma or mb . Since i is the number of 

library gate pins which are usually very small number, this method can be used to find 

the worst case value of the leakage in a very small amount of time.  

4.6 EXPERIMENTS 

The TM library consists of 9 logically different cells and overall 50 structurally 

different cells. For each logically different cell we consider all possible input states and 

identify dominant leakage states. For each dominant leakage states, we select the leaking 
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transistors and make a group of them. We only raised Vt  of leaking transistors. Having 

such mixed-Vt  gates allow us to reduce leakage significantly without having to pay-off a 

high delay penalty caused by the introduction of all high-Vt gates  [84]. Using the same 

library, we run a robust version of algorithm assuming an interval probability of [0.3, 0.7] 

and other experiment with a point probability of 0.5. The global gain was chosen from 

0.8 to 1.7 in increments of 0.1. The upper limit on the number of Pareto points 

propagated was kept to be 50. The experiments have been run on the circuits in the 

publicly available ISCAS’85 and MCNC benchmark suites. The library was 

characterized for a 70 nm process using Berkeley Predictive Technology Model. The 

experiments were carried out on a Sun SPARC 1.2GHz, 32 bit machine. 

The comparison is made based on the interval probabilities evaluated using the 

Monte Carlo simulation. Essentially we accumulate the Pareto point generated by both 

the robust and point probability mapping algorithms and find their union. Then we find 

the Pareto points in this union and for each delay/leakage trade-off point( ,  )d l remaining 

in the robust TM output corresponding to a mapping 1Μ . We also get the best leakage 

mapping 2Μ constrained by delayd in the point probability based TM. The comparison is 

done by estimating the leakage improvements for the point probabilities chosen from 0.1 

to 0.9 for all the primary inputs. The numbers of Pareto points generated were of the 

order of several hundreds. In Figure 4.4 to Figure 4.6, we reported for three benchmarks 

the average leakage improvement, max improvement achieved by the robust mapper for 

various test point probabilities at the primary inputs. The generic trend is - as we deviate 

more from the central point probability the improvement becomes more reaching upto 

45%, 32% and 17% respectively in the benchmarks tree, C880, C1355. The summary for 

all the benchmarks is depicted in Figure 4.7. We can obtain average improvement 



75 

upto10-16% depending on 0.3± shift from this point probability when the shift is 0.1±  

we can obtain improvement upto 6%.   

4.7 CONCLUSION 

We have presented evidence that the signal state probabilities are not point values 

and best modeled as an interval. Moreover there is a significant difference in the mean 

leakage assuming approximate point probability and robust value of leakage which 

necessitated the development of efficient robust leakage minimization under delay 

constraint. We have proposed such an algorithm and obtained improvement of9 4%± in 

ISCAS’85 benchmarks. 
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Figure 4.4 The average and max leakage improvements for different test probabilities 
ranging from 0.1 to 0.9. The benchmark is a tree circuit. 

 

 

 

 

Figure 4.5 The average and max leakage improvements for different test probabilities for 
benchmark C880. 
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Figure 4.6 The average and max leakage improvements for different test probabilities 
ranging from 0.1 to 0.9 for C1355. 

 

 

 

 

Figure 4.7 The aggregate result for all the benchmark. The primary input probabilities 
ranging from 0.1 to 0.9. 
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Chapter 5. Generation of Efficient Codes for Realizing Boolean 
Functions in Nanotechnologies 

The end of CMOS scaling will require finding alternatives to CMOS electronics. 

The currently explored technologies include carbon nanotube (CNT), molecular, and 

quantum devices  [61] It is premature to conclude which particular device technology will 

ultimately prove to be most promising, although a technology based on FETs with carbon 

nanotubes as channels appears to be the most likely candidate for near-term acceptance 

 [62] [63].  

The extreme defect densities and high parametric variability in emerging device 

technologies pose a fundamental new challenge which requires researching new cost-

effective strategies for ensuring reliable computation  [61]. Reliable computation in 

integrated digital circuits has been a subject of extensive research. A common paradigm 

for fault tolerant system design is the use of redundancy, such as triple modular 

redundancy (TMR), which uses three copies of a computational unit and arbiters 

employing majority voting to produce the correct value, or reconfiguration techniques 

 [64]. Redundancy combats both permanent and transient faults, but reconfiguration helps 

deal only with permanent faults.  

Most of the existing work is not directly relevant to finding a solution for the 

challenges of the future device technologies: (1) with the low defect densities, it was 

reasonable to assume during the redundancy insertion that the probability of the arbiter 

failing was negligible. This assumption becomes unreasonable in the case of 

nanotechnology, endangering the entire traditional fault tolerance edifice. (2) The 

traditional reconfiguration approach also fails because, with device defect density being 

of the order of 1-5%, the probability that a module which contains more than a few gates 

will operate correctly becomes so low that orders of magnitude more spares than actual 
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working components are needed. This is in contrast to the traditional silicon technologies, 

in which low defect density requires relatively few spares and allows performing 

reconfiguration at the module level  [64]. 

At higher defect densities, defect tolerance must be addressed at a lower level of 

design, specifically, at the level of logic gates. The need to make individual gates reliable 

changes the traditional approach to fault tolerance in a fundamental manner. The reason 

is that now the complexity of the test and reconfiguration circuitry, as well as the 

arbitration circuitry becomes comparable to that of logic itself. Consequently, we believe 

that the right design style is to make individual modules more reliable by using 

redundancy internal to each module, and to choose an optimal combination of inter-

module reconfigurability and intra-module redundancy. 

Just as communication in the presence of noise can be made reliable by adding 

redundant code bits, logic circuits can be made reliable out of noisy gates by the use of 

redundant gates. The possibility of building reliable circuits from noisy gates has been 

studied theoretically, most famously, by von Neumann  [66]. He introduced a massively 

redundant strategy, now known as von Neumann or NAND multiplexing. He 

demonstrated that, at the cost of tremendous overhead, for any Boolean function a 

reliable circuit can be synthesized even if individual devices fail with a fairly high 

probability (his bound was 11.87%). His construction inserted an exponential amount of 

redundant logic for all functions. Later, Pippenger refined von Neumann’s results, 

showing that for a functional selected at random, the coding overhead was a constant 

factor, with high probability  [67]; however, Pippenger’s construction is exponential for 

the functions encountered in practice. In summary, these works have shown that it is 

possible to construct reliable circuits from individually unreliable gates, but the cost is 

prohibitively high, resulting in the area overhead of 103-104 of the original circuit  [68]. 
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Because of that, gate-level redundancy insertion for constructing reliable logic circuits 

has not been previously exploited in VLSI design and remained a theoretical possibility. 

In this work we propose a design methodology for building reliable computational 

elements using devices manufactured in nano-technologies. The fundamental strategy of 

fault-tolerance is not reconfiguration, but low-level protection of individual Boolean 

functions through the use of efficient coding.  The Boolean functions are represented in 

terms of ROMs or truth tables, and a novel version of the Hamming code is used to 

protect the functions.  The proposed coding strategy exploits for the first time the 

structure of Boolean logic networks to produce better codes  

The proposed computational architecture is based on a heterogeneous CMOS - 

carbon nanotube fabric. It seems certain that the early practical uses of CNT-based 

electronics will be built on top of the heterogeneous CMOS-CNT processes  [69]. The 

enormous economic investments into the CMOS technology and design infrastructure 

provide a strong impetus to leverage the existing flows as much as possible. Interfacing 

CMOS and CNT technology is technically feasible; the economic viability of integration 

is seen by the recent commercialization of non-volatile memory circuits based on CNT 

integrated with CMOS. Our approach is predicated on optimally combining reliable, 

albeit low performance, CMOS components with high performance, albeit unreliable, 

CNT devices.  

The remainder of the chapter is organized as follows.  In Section 5.3, we describe 

the architecture of the heterogeneous circuit fabric in which the proposed coded Boolean 

functions can be decoded for achieving error correction. In Section 5.4 we describe the 

traditional Hamming code being applied for error correction of Boolean functions.  
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Section 5.5 describes the use of don’t cares for reduction of redundancy required 

for coded Boolean functions. Section 5.6 gives a formal description of code construction 

and minimization of overhead which is solved by converting the problem to the Boolean 

satisfiability problem. Experiments for redundancy reduction and yield enhancement due 

to error correction are presented in Section 5.7, and in section 5.8 we summarize the key 

contributions.   

5.1 HETEROGENEOUS FABRIC AND ARCHITECTURE 

In building a reliable circuit from unreliable gates, we face a fundamental 

limitation that the overall reliability is limited by that of the gate driving the output 

(typically an arbiter). Enhancing the reliability of arbiters would greatly reduce the 

complexity of building reliable circuits. The heterogeneous fabric resolves this: CNT 

devices can be used as the base "noisy" logic which naturally exploits its advantages 

(low-cost high-density, low power); and CMOS gates can be used for recovery of correct 

response, i.e., for decoding, by utilizing a much higher reliability of silicon devices.  

 

 

 

 

 

 

 

 

 

Figure 5.1 Microsequenced logic. 
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One simple way of mixing CMOS and nanodevices is to build c independent 

copies of circuits for each block, and use a CMOS majority voting element. This would 

require at least triplication of the nano-based computing blocks. We propose here a 

different approach that fundamentally relies on sophisticated coding.  

The optimal size of nano-based ROMs and CMOS-based decoding logic is 

dependent on a number of technology and circuit characteristics of both fabrics. Despite 

the lack of clarity about CNT-based electronics, some first order estimates based on 

experimental results can already be made. Here we compare the key CNT properties to 

that of a CMOS technology at the end of the roadmap, 22nm node. The projected CMOS 

transistor density is from 1.2·109/cm2 for logic to 24·109/cm2 for DRAM. This is 

compared to substantially higher density of 1012/cm2 that has been reported for a CNT-

based memory array  [61]. The switching time of a NMOS device in a 22nm CMOS is 

projected to be 0.15ps, which, surprisingly, appears to be comparable to the CNT 

switching time of 0.5-1ps. A significant difference can be seen in the switching energy of 

an NMOS device (4aJ/device) and the estimated CNT energy per switching ranging from 

0.5aJ/device to 0.02fJ/device. From the above analysis, it appears that the major 

advantage of CNT-based circuitry over the CMOS-based circuitry is in the transistor 

density and switching energy, with a difference of at least a factor of 40 for density and 

up to 10x for switching energy. Thus, the optimal granularity of inserting CMOS-based 

arbiters will be limited not by the timing overhead but by the density and power 

constraints.  

We propose to partition the logic into blocks, which individually can be 

implemented by a lookup-table (LUT), e.g., a ROM. The basic logic blocks will be 

"protected" using a coding scheme described in the next sections. By using coding at a 
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very low level of granularity, our technique enables a much higher probability of 

instantiation of a block in a defective fabric. We specifically address the challenge of 

protecting the content of memory bits, which are taken throughout to be the basic units of 

data storage in a ROM, such as in a NAND or NOR ROM architectures. The row address 

decoders can be protected through the use of a simple coding technique  [71]. The decoder 

is implemented in CMOS and thus imposes area overhead compared to dense nano-

LUTs. The overhead can be reduced by sharing the decoders using the time multiplexing 

strategy. We envision that the combinational circuit is evaluated in a sequence of 

microcycles, e.g., Chapter 6 of  [78]. This is illustrated in Figure 1. The 

starting combinational circuit has four multi-input multi-ouput logic blocks. We apply 

our coding to each block, to produce the functions CF0-CF3. The output function is now 

computed by first decoding the output of CF0 and storing the result in a register. We then 

compute the output of CF1, and store it in a register. The inputs to CF2 are now decoded, 

so we take its output and decode it, storing the result in the third register. Now the inputs 

to CF3 are decoded, and the decoder output is the final output.  

5.2 CODING OF LOGIC FUNCTIONS 

Coding theory has been originally developed for communication. Codes are used 

to prevent corruption of signals during transmission over a channel. A key distinction 

between a channel and a logic circuit is that the former simply transmits bits, whereas the 

latter transforms their values. The transformative nature of logic operations makes the 

extension of coding for circuits very difficult. It has been proven that for 2-input Boolean 

functions other than XOR/XNOR, the best codes are repetition codes; however, this is 

not generally the case for more complex networks  [74]. Repetition codes require 

duplication for error-detection, and triplication for error correction. From the view point 
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that is more familiar to circuit designers, repetition coding is equivalent to triple modular 

redundancy (TMR).  

In this work, we advocate a novel approach to coding for logic. It is based on 

representing Boolean computation in terms of ROM-based logic. ROMs are universal 

computing devices that can implement any logical function. The motivation for adopting 

this representation is the existence of codes for spatial channels, i.e., memories, which we 

can exploit. Coding for memories has received significant attention in the information 

and coding theory communities. The study of the fundamental limits on the number of 

bits that can be stored in a memory with defects was pioneered by  [72], with the capacity 

of classes of these systems determined in  [73]. However, much of the prior work in this 

field has usually been more analytic in nature without concrete designs of codes and 

decoding algorithms to go with this analysis.  

The design of the decoder depends on the code selected. In general, the decoder 

proceeds by iteratively making small changes to the word being decoded, stopping when 

it is a legal codeword  [70]. Because the cost of decoding is important for making the 

proposed flow practical, we will be constraining ourselves to linear codes for which 

decoders are easier to build. Linear error correction code design is the art of determining 

appropriate subspaces of n-dimensional vector spaces with special properties. The 

Hamming code and its shortened versions have many special properties making them 

particularly suitable for nano-circuits. First, they are perfect codes  [70] in that 

they can always correct exactly one error in the input bit-words. They also possess a 

highly intuitive structure and an elegant and simple decoding algorithm. 

We propose a coding scheme for general Boolean functions, i.e., functions with n-

inputs and m-outputs. Multi-output functions can be identified in multi-level logic 

networks  [79]. We propose a coding scheme for general Boolean functions, i.e., functions 
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with n-inputs and m-outputs.  This scheme is based on the Hamming code – a minimum 

number of redundant outputs are added as parity bits for coding. As is the case in coding 

for communication, the crucial consideration is the overhead of coding – the number of 

bits that need to be added. The Hamming code is optimal; a typical Hamming code 

is(2 1,2 1)m m m− − − , in other words, for 2 1m m− −  data bits, m  parity bits need to 

be added for full protection. A single decoder will produce a correct output for any input 

bitword under one bit error scenario.  

Consider a Boolean function with 2 inputs 0 1( , )x x  and 3 outputs 0 1 2( ,  ,  )y y y .  

The outputs are defined as 0 0 1y x x= ∨ , 1 0 1y x x= ∨ and
_

12 0y x x= + . The truth table 

is shown below 

x0 x1 y0 y1 y2 

00 001 

01 110 

10 111 

11 111 

 

The standard Hamming decoder can be built for the above data by adding three 

redundant columns as shown below: 

4 7

T

0 1 1

0 0 1 0 1 1 1 0 1

1 1 0 0 1 1 1 1 0
[0]

1 1 1 0 0 0 0 0 1

1 1 1 0 0 0 0 1 0

Original LUT rows + 1 0 0
3 redundant columns

Decoder_Matrix

×

⎡ ⎤
⎢ ⎥
⎢ ⎥⎡ ⎤ ⎢ ⎥⎢ ⎥ ⎢ ⎥⎢ ⎥ ⎢ ⎥⎢ ⎥ ⎢ ⎥× =⎢ ⎥ ⎢ ⎥⎢ ⎥ ⎢ ⎥⎢ ⎥ ⎢ ⎥⎢ ⎥ ⎢ ⎥⎣ ⎦
⎢ ⎥
⎢ ⎥⎣ ⎦
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The last three columns essentially represent the parity bits of 0 1{ , }y y , 0 2{ , }y y and 

1 2{ , }y y output bits respectively. The absence of an error can be detected by multiplying 

the output row with the transpose of decoder matrix and testing if the product is a 0-row 

vector. Otherwise, in a case of single bit error, one can compute the product of erroneous 

row with the transpose of the decoder matrix to get a row vector known as syndrome. The 

Hamming codes are special precisely because of the existence of simple syndromes: if 

there is an error in bit location i , then the syndrome will be identical to the i-th  row. The 

cost of coding in this case is 3 extra columns added to an LUT.  It is important to reduce 

this cost. 

An important contribution that this work makes is the extension of earlier 

Hamming code constructions. In the next section, we exploit the fact that Boolean 

functions, and thus LUTs, may contain don’t cares, to achieve reduction in the number of 

redundant columns required.  

5.3 USING DON’T CARES FOR COMPACT CODING 

All earlier applications of coding in fault-tolerant memory design have treated the 

pattern to be protected as simply a set of 1s and 0s. Here we show how the structure of 

Boolean functions can be used to reduce the coding overhead. 

A Boolean function is defined by its ON-set, OFF-set, and its DC-set  [76]. DC-set 

(don't-care set) is a set of inputs on which the output can be either 0 or 1. In control logic, 

many practically used functions are defined with a fairly compact ON-set, giving rise to a 

large DC-set. There are multiple ways to represent don’t-care sets. In developing a 

technique for coding logic, we will rely on the LUT-based representation of Boolean 

functions. LUTs are essentially truth tables, and the DC-sets are captured here explicitly. 

For multi-level circuits, local don't care sets can be computed using standard existing 

techniques  [76]. 
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The key observation that we make is that it is possible to assign values to the 

members of the don't care set, so as to encode the logic function more compactly. 

Suppose we have some don’t cares in the function as shown below. 

 

 

 

 

 

 

 

 

Our task is to find optimal assignments to the don’t cares so as to minimize the 

number of redundant columns. In this case there are 4 don’t cares remaining, which may 

be assigned so that we need 0 redundant columns. If we assign the first don’t care to 0 

and the last three to 1, then we can construct a decoding matrix without adding any 

redundant columns as shown below: 

 

4 2

T

0 0 0
0 1

1 1 1
1 0 [0]

1 1 1
1 1

1 1 1
Decoder_MatrixOriginal LUT rows

×

⎡ ⎤
⎡ ⎤⎢ ⎥
⎢ ⎥⎢ ⎥
⎢ ⎥⎢ ⎥ × =⎢ ⎥⎢ ⎥
⎢ ⎥⎢ ⎥
⎢ ⎥⎢ ⎥ ⎣ ⎦⎢ ⎥⎣ ⎦

 

For this example, we can correct single bit errors without any additional outputs 

because the only two legal outputs are 000 and 111, which have a Hamming distance of 

3. The ability to reduce the cost of coding in this way is the basic intuition behind our 

work. 

x0 x1 y0 y1 y2 

00 00X 

01 11X 

10 111 

11 XX1 
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In order to exploit the existence of don't care for more compact coding, an 

efficient algorithm for constructing such codes needs to be developed. It follows from a 

reduction from graph coloring that the optimization problem for forming such codes is 

NP-complete. Below we describe an algorithm that casts the problem as CNF-SAT, and 

solves it efficiently using a SAT solver, e.g., MiniSat  [77]. 

5.4 EFFICIENT CODING USING DON'T CARE CONDITIONS 

We use a single error correcting Hamming code on each row of the LUT. 

Experimental results support the sufficiency of single bit error correction for realistic 

defect densities. A traditional Hamming code for correcting n -bit original data 

requiress extra parity bits, where s the least integer is such that2s n s≥ + . The default 

number of extra bits required for Hamming code construction is denoted as ( )n .One 

contribution of the work is reduction of the number of default redundant columns that 

one need in the traditional Hamming code by exploiting the actual data present in LUT 

and presence of don’t cares.  

Let l pD× be a known Boolean matrix consisting of entries in certain LUT with l  

rows and p  outputs. The Hamming code is described by a decoder matrix ⎡ ⎤2log p pH × . The 

decoding procedure is simple and based on the given decoder matrix. Suppose the output 

data which correspond to the i-th row of l pD× has a single bit error. Let this row vector be 

denotes as ( )iD and location of error bit be j-th starting from the left. Let the j-th column 

of H be denoted as [ ]jH then the following identity can be established which computes a 

row vector known as syndrome   

( ). [ ]
T T

i jD H H=    (5.1) 

If the syndrome vector contains 0s in all the entries, there is no error. If there is a 

single bit error in location j  of the data then, the syndrome will be equal to the jth column 
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of H which has a one to one mapping to the bit at position j . This allows us to uniquely 

identify the error and then fix it by inverting erroneous bit. 

The code construction is essentially the construction of the decoder matrix H. In 

general, the code construction requires adding additional parity bits to data. When 

D contains exhaustively all possible Boolean vector of size p as its rows, we always need 

to add ( )p number of parity bits. However, for some l pD× , such as in the example 

previously studied, it is possible that a decoding matrix exists even without adding extra 

bits. We want to exploit this for constructing compact codes. Whether or not l pD×  

requires extra parity columns can be determined by checking the following condition.  

Define t  to be the smallest number such that2t p> . There exists a matrix 

t pH × such that no two columns are identical and no single column of H be identically 

zero. Furthermore, the following condition holds [0]T
l tDH ×= . If these conditions hold, 

we can design a decoder, without adding any redundant columns, which will correct a 

single bit error in each row of the data.  

If the above condition is not met, some minimum extra columns need to be added 

toD , until the condition [0]T
l tDH ×=  is satisfied for someH . Since we want to add the 

smallest number of extra bits, we can test the condition after adding each new column. 

The existence of don't cares allows greater flexibility in finding a solution to the above 

existence check. By proper assignment of don’t cares, we increase the likelihood that 

fewer redundant column will be needed.  

The algorithm for identification of the decoding matrix is mathematically 

formulated as a Boolean satisfiability problem which is efficiently solved using a SAT 

solver  [77]. This formulation also permits seamless handling of don’t cares in the matrix 

We convert [0]T
l tDH ×=  to the following equivalent form  

 
1

0             [1, ] and [1, ]
p

ij kj
j

d h i l k t
=

≡ ∀ ∈ ∈∑    (5.2) 
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This problem can be easily converted to a Boolean problem as follows: 

( ,  ⊗ ∧ denotes XOR and AND of two Boolean variables) 

1
( ) 0

p
ij kj

j
d h

=
⊗ ∧ ≡      (5.3) 

Now using Tstein-transformation  [75] we can convert (5.3) into a CNF form 

efficiently by introducing a small overhead of extra variables. The equivalent CNF can be 

checked for satisfiability using a standard SAT solver  [75]. The further constrains on the 

matrix H are that no column should be identically 0 and no two columns should be 

identical can be easily turned into Boolean constraints as follows  

 

1 2

1

1 2 1 21

1    [1, ]

( ) 1   , [1, ],

t
iji t
ij iji

h j p

h h j j p j j
=

=

∨ ≡ ∀ ∈

∨ ≡ ∀ ∈ ≠
(5.4) 

These constraints can again be converted into CNF format, using the Tstein-

transformation and given to the SAT solver along with (5.3). If the SAT solver detects 

that the set of Boolean conditions are satisfiable for some assignment to the entries of 

decoder matrix H , don’t cares and redundant column entries of D then a feasible 

decoding matrix exists and we can find the entries of H from SAT solution.  

The number of variables and clauses required for SAT problem is dependent on 

the dimension of the data matrixD , and it can be summarized as: variables including the 

extra variable due to Tstein transformation 2(4 2) (4 1)pp lt p C t− + + + clauses 

required: 2( 1) ptp p lt C t+ − + . Thus both the number of clauses and the number of 

rows are linear in l (the number of rows inD ). Since 2(log )t O p=  and p is small there 

is not a significant impact on the resulting CNF problem due to p andt . 

If the SAT problem is unsatisfiable, we need to add a certain number of redundant 

numbers of columns in matrix D so as to satisfy the condition in (5.3) and conditions on 
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the decoder matrix (5.4). Suppose we wanted to test if by adding k extra columns to D we 

can get a feasible decoder matrix. This will only cause the dimensions of D and H to 

change and the Boolean conditions presented in (5.3), (5.4) remains valid and can be 

applied to get the new decoder matrix H as well as the redundant column entries. 

If in addition D contains some don’t cares, this will increase the likelihood of 

redundant column reduction, by proper assignment of don’t cares. The assignment 

problem for don’t cares has been incorporated in the framework of the formulation 

presented before. We can always get a feasible decoder matrix by adding ( )p redundant 

columns using traditional hamming code method according to the lemma stated below: 
Lemma: There exists a matrix ( )l pX ×  such that ( ( ))[  ]l p pD X × +  admits a feasible 

decode matrix ( ) ( ( ))p p pH × + . The matrix H is constructed by keeping in its columns 

( )p bit long Boolean representation of the numbers starting from 1 to( ( ))p p+  with 

the power of 2 coming in end in increasing order and the rest of the numbers coming 

before also in increasing order. 

Thus we start in an incremental fashion by adding 1 extra redundant column and 

checking the feasibility of decode matrix by solving (5.3). The procedure is guaranteed to 

terminate by Lemma stated before. Since ( ) ~ (ln )p O p , the run-time overhead is small 

for this iterative approach.  

5.5 EXPERIMENTS AND PROBABILISTIC ANALYSIS FOR YIELD IMPROVEMENT 

We first studied the extent to which it is possible to reduce the addition of 

redundant columns in code construction. For this setup, we considered LUTs of sizes 

23x3 (3 inputs, 3 outputs) and 24x4 (4 inputs, 4 outputs).  
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Figure 5.2 Coding overhead in terms of extra columns. Don’t cares significantly increase 
fraction of LUTs requiring smaller overhead.  

The experiments were conducted using 5000 randomly generated 0-1 matrices. 

We considered two scenarios: "symmetric" - in which the probability of 0 and 1 were 

equal, and "skewed" - in which the probability of 1 was 0.2. The experiments were 

repeated after introducing don't-care conditions into LUTs, with the number of don't cares 

set to 50% of all entries, which seems to be a reasonable number.  

The max number of extra bits required by the Hamming code is 3 for both 

matrices. Figure 5.2 shows that in the case of 16 4× LUT, almost all LUTs required the 
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maximal number of redundant columns 3 in the absence of don’t cares. Notably, 

introducing the don’t cares allowed 80% of all LUTs to require only 2 redundant 

columns. Experiments also indicate that symmetric matrices are more difficult to encode 

- skewed LUTs permitted a higher reduction in the number of redundant columns. We 

estimated the reduction of area compared to naïve coding by defining the area of an LUT 

to be the number of bits in it that includes the redundant bits. The use of don’t cares 

allows us to reduce the area by 23%, on average, and savings range from 16% to 34% 

across the LUT’s ranging from 1-input, 1-output to the case of 4-inputs, 4-outputs.  

We also studied improvements enabled by the single bit error correction. Consider 

an LUT with m  rows and n  columns. Let p  be the defect probability of a single bit. Let 

the defect probability of individual bits be independent. A single row consisting of n  bits 

is error free with probability of(1 )np− .  Now if there are ( )f n  rows of size n  in a 

circuit, then the probability of the error free circuit is ( )( ) (1 )nf nn pψ = − .  

 

 

 

 

 

 

 

 

 

 

Figure 5.3 Our coding strategy allows achieving good chip yields. Yield without error 
correction is effectively 0. The number of LUT’s is 162 . 
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Suppose we include single bit error correction and add ( )s n redundant bits. In the 

worst case, ( )s n  is always bounded by ( )n . For the case of single bit error correction, 

the probability of an error free single row of n-bits becomes  

( ) ( ) 1( ) (1 ) ( ( ) 1)(1 )n s n n s nn p n s n p pχ + + −= − + + − −  

For the entire circuit the error free probability is ( )( )f nnχ . In general, we may 

have LUTs with different numbers of outputs; thus the overall yield probability will be 

the product of ( )nψ or ( )nχ  over all feasible n  in the case of no error correction, and 

single error correction, respectively.  

 

 

 

 

 

 

 

 

Figure 5.4 Yield without any error correction. For the range of failure probability shown, 
yield with a single bit error correction remained above 99%. 

Assuming that we always use the default number of redundant columns, we 

estimate the yield for the LUT with outputs of size 3 and 4. We assume that there are 
162 blocks where each block is a single LUT with 16 rows.  We varied the bit failure 

probability from 1e-5 to 16e-5. The yield with no error correction remained smaller that 

1e-9 in the all the cases. With our single-bit error correction, yield remained above 70% 
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expected for defect densities that would have to be 1000X smaller. In another experiment 

we varied single bit failure probability from 1e-8 to 25e-8. In this range of failure 

probabilities the yield with a single bit error correction remains always above 99%, 

Figure 5.4.  

 

 

 

 

 

 

 

 

Figure 5.5  Our error correction scheme raises significantly the block yield, i.e. the 
probability of instantiation even for very high defect density (.01) 

Finally, we studied the amount of yield improvement permitted by our error 

correction for different block sizes and defect densities which are projected for nano-

technologies. We considered fairly high defect densities of 0.01 and 0.001. Such defect 

densities (probabilities) may be expected in nano-technologies. The results are for LUTs 

with 2 inputs and 2 outputs, Figure 5.5. We can observe that for defect density of 0.01, 

the yield in the case of single-bit error correction dropped from 99% to 40% with block 

size increase. If we do not apply error correction, yield quickly drops to nearly 0% yield 

when the number of blocks increases to 8. The yield improvement for block of sizes of 16 

and more is higher than 30%. For the defect density of 0.001, the yield with a single bit 

error correction remained more than 99% across all block sizes while the yield without 

error correction drops to less than 10%. 
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5.6 CONCLUSION 

We introduced a methodology for realizing coded Boolean functions implemented 

in nano-gates. We showed that this coded implementation along with the CMOS decoder 

allows us to increase the yield of nano-circuits significantly in presence of high defect 

density. We propose novel extensions to the Hamming code techniques to reduce the 

coding overhead using the special structure of Boolean functions and the presence of 

don’t cares. We also described a heterogeneous circuit fabric and architecture in which 

such a coded implementation of Boolean function can be effectively realized.  
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Chapter 6. Path-Based Statistical Static Timing Analysis 

Timing analysis is another significant design step impacted by the process 

variation. The parametric variation makes the circuit timing a random variable, whose 

distribution needs to be identified in order to predict yield. These variations exhibit 

themselves as systematic, spatial and random changes  [1] in the parameters of active 

(transistor) and passive (interconnect) components. Furthermore, these variations are 

increasing with each new generation of technology. Statistical Static Timing Analysis 

(SSTA) has been proposed to perform full-chip analysis of timing under such types of 

uncertainty, and has been the subject of intense research recently. The result of SSTA is 

the prediction of parametric yield at a given target performance for a design. SSTA 

algorithms can be classified into two major groups: 

Block-based  [38] [39] [40] [41] [42] [43] [49] [50] [51] [52] [53] [54] approaches use a 

breadth-first traversal of the circuit to compute circuit delay. The delay pdf is propagated 

from the primary inputs to the primary outputs. The major difficulty in block-based 

approaches is the introduction of the max operator at each block, and the need to 

accurately estimate the maximum of two random variables in the same form in which 

those two variables are defined. 

Path-based  [44] [45] [46] [47] [48] approaches rely on an enumeration of all or a 

large number of the most critical paths in the circuit. Considering the case where all paths 

are enumerated, the max operator is deferred to the end of the analysis (i.e. taking the 

maximum of all the paths) and therefore does not introduce any inaccuracy in the 

computation. A major problem with path-based approaches is the perception that typical 

circuits have an exponential number of paths, making the computational requirement for 

such approaches impractical. 
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While there has been much work on the algorithms for SSTA, the existing 

solutions still lack required accuracy. Some of the sources of inaccuracy in SSTA are: (a) 

the basic assumptions underlying static timing analysis, such as ignoring the functionality 

of gates which gives rise to false paths, (b) the delay models used for gates and wires, and 

(c) the models for process variations and their spatial and/or temporal distributions.  

The algorithmic error introduced by SSTA algorithms can be traced back to the 

application of the max operator, which is an approximation to the behavior of true 

circuits, and which is further approximated in SSTA algorithms. While a direct 

assessment of that error is difficult, we propose that minimizing the number of max 

operations would aid in reducing the error. The algorithm we propose in this work 

reduces the number of max operations to one per circuit. 

The proposed method starts with a preprocessing step of path enumeration and 

delay computation of the library gates in a parameterized form, which is represented 

using a sparse matrix. Next, the path delays in parameterized form are computed by a 

natural extension to the gate delay formulation. In the Monte Carlo simulation the path 

delays samples are obtained by multiplying the path delay coefficient of the 

parameterized form which are stored in a sparse matrix with entries drawn from a 

multivariate distribution of process parameters. Finally, a distribution of circuit delay is 

obtained by applying the max operator on the path delays.  

The advantage of path-based SSTA is that it can naturally handle accurate 

nonlinear delay models. We presented a parameterized gate delay model which explicitly 

takes slope propagation into account. In current published approaches, typically worst-

case estimate of the slope or the latest arriving slope is propagated  [18] which can lead to 

significant error  [56]. By modeling the input slope in the gate delay equation we avoid 

this modeling error.  
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The major attributes of this work are: 

1) It can handle global, spatial and intra-die variations in one unified 

framework. 

2) It can compute the delay based on an accurate propagation of slope along 

all the paths. 

3) It is independent of the underlying distribution of the process parameters, 

not restricted to the usual Gaussian distribution. 

6.1 STATISTICAL STA BASED ON SPARSE-MATRIX OPERATIONS 

6.1.1. Parameterized Gate and Path Delay Modeling 

In order to generate the cell delay model for every gate in the library, we simulate 

each gate varying the process parameters uniformly in the range of 3μ σ±  

with3 0.2σ μ= s. The load capacitance CL and input slope Sin were also varied. The 

samples of Sin were generated in the range of 10 to 100 ps and samples of CL were 

generated in the range of 1 to 10 fF. Then the values were fit (least square regression 

fitting) to the delay equation given below: (The functions 1f and 2f are quadratic while 

3f is linear) 
1 2 3( , ) ( , ) ( )th L th in LD f L V C f L V S f C= + +  

Similarly, the output slope was also fit to the same canonical form as delay. Note 

that both the output delay equation (2) and the output slope equation are explicitly 

dependent on input slope Sin.  

In this and next sections, we present the sparse-matrix based SSTA formulation. 

First, we calculate the path delays without considering slope propagation and in the next 

section we take the slope into account.  
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6.1.2 Efficient Path-Delay Computation  

The path delay is given simply by the multiplication of the path-gate incidence 

matrix2 with the gate delay vector: 

path gated Ad=     (6.1) 

The overall circuit delay is given by the max of all path delays: 

max( )circuit pathd d=     (6.2) 

We note that STA in this form is essentially a sparse matrix vector multiplication, 

and that it requires only a single max operator to find the circuit delay. There are many 

data structures and algorithms developed for efficient sparse matrix manipulation which 

we can exploit  [57]. Now we turn our attention to the Statistical STA (SSTA). 

Let the delay of gate j be a function of r parameters r
jz R∈ as shown below, jc is 

a constant coefficient vector. 

1

r

j jk jk j j
k

d c z c zΤ

=
= =∑  (6.3) 

The gate delays of a circuit can be written as, 

gated C ZΤ=     (6.4) 

The path delays are obtained by multiplying the path-gate incidence matrix in 

(6.1) and the gate delay vector in (6.4) 

 

    
path gated Ad

AC ZΤ
=

=
     (6.5) 

If the process parameter vector due to k-th random sample is given by ( )kZ  gate 

then path delay vector is given by 
                                                 
2 A matrix which has rows corresponding to the paths and columns corresponding to the gates. The matrix 
entry in row corresponding to path p and column corresponding to the gates g is 1 if g is on p otherwise 0 



101 

( ) ( )k k
pathd AC ZΤ=     (6.6) 

Now if we take l samples then (6.6) can be generalized as 

(1) ( ) (1) ( )[ ] [ ]l l
path pathd d AC Z ZΤ=     (6.7) 

To get the circuit delay distribution, we apply (6.3) to Eq. (6.7) 
(1) ( ) (1) ( )[ ] [max( ) max( )]l l
circuit circuit path pathd d d d=  

This is essentially a Monte Carlo simulation expressed in matrix form. A 

histogram of the circuit delay vector produces the circuit delay distribution.  

 

 

 

 

 

 

Figure 6.1 Example circuit for illustrating the matrix formulation. For 2-input gates, the 
input pins are identified by the labels a and b. 

6.1.3 Handling of Slope Dependency 

We now extend our delay model to include slope propagation. It is important to 

note that the output slope of gate j  cannot be specified unless we know which path it 

belongs to. For example, in Figure 6.1, gate 4g  will have two different slopes namely:  

1. 14s  due to path 1 ( 1 2 4 6a ag g g g→ → → ), and 

2. 44s due to path 4 ( 1 3 4 6b ag g g g→ → → ). 

 

 



102 

 

 

   
 

Figure 6.2 A simple circuit to illustrate SSTA with slope propagation. Heres0 denotes the 
slope at the primary input. The output slope at gate g1 in path 1 is denoted 
as s11 and in path 2 is denoted as s21. 

We use the same canonical form to express both delay and slope, but we restrict 

the dependence of delay and output slope on the input slope to be linear. This linearity is 

required in order to preserve the canonical form as delays are accumulated along a path. 

We use the superscripts d  and s  to distinguish among them. We delineate the input 

slope to a gate by the subscriptin . The gate delay ijd and the output slope ijs of gate j  in 

path i  is given by: 

d d
ij j in jd s wλ= +     (6.8) 

s d
ij j in js s wλ= +     (6.9) 

Where the term ω  is independent of slope and can be expressed in the canonical 

form of (6.3), i.e. c zω Τ= . The input slope at all the gates is required to calculate the 

gate and path delays. One way to solve for the input slope is to look at each path p 

separately and obtain the slope of each gate in an individual path. This method is 

illustrated using the Figure 6.2, and this simple circuit consists of inverters which allow 

us to conveniently drop the input-pin specific subscripts.  

To illustrate, consider the path p = 1, through gates g1 and g2 in Figure 6.2. The 

column vector s1 is given by 
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1 11

12

s
s s

s

⎡ ⎤
⎢ ⎥
⎢ ⎥= ⎢ ⎥
⎢ ⎥
⎢ ⎥⎣ ⎦

 

and related by (6.9) as 

00 0

11 1 11 1

12 122 2

0 0 0

0 0

0 0

s

s s

s s

s s
s s
s s

ω

λ ω

λ ω

⎡ ⎤ ⎡ ⎤⎡ ⎤ ⎡ ⎤⎢ ⎥ ⎢ ⎥⎢ ⎥ ⎢ ⎥⎢ ⎥ ⎢ ⎥⎢ ⎥ ⎢ ⎥= +⎢ ⎥ ⎢ ⎥⎢ ⎥ ⎢ ⎥⎢ ⎥ ⎢ ⎥⎢ ⎥ ⎢ ⎥⎢ ⎥ ⎢ ⎥⎢ ⎥ ⎢ ⎥⎣ ⎦ ⎣ ⎦⎢ ⎥ ⎢ ⎥⎣ ⎦ ⎣ ⎦

     (6.10) 

where 0 0
ss ω= . 

Let sp be the column vector in which the values of slope along path p are listed. 

Assume the values are listed in the topological order of the gates along path p. In general 

(6.10) is valid for any arbitrary path containing t gates. Thus, 
1 ( 1) ( 1)

1 1,t s t ts R R+ + × +∈ Λ ∈  is lower diagonal, and ( 1)
1
s tω +∈ . If the circuit has p 

paths, then the (6.10) for all the p paths can be succinctly captured into one single 

equation shown below 

 

1 1 1

1( , , )s s
p

p p p
s s

s s
diag

s s
s s

ω

ω
ω

⎡ ⎤ ⎡ ⎤ ⎡ ⎤
⎢ ⎥ ⎢ ⎥ ⎢ ⎥
⎢ ⎥ ⎢ ⎥ ⎢ ⎥= Λ Λ +⎢ ⎥ ⎢ ⎥ ⎢ ⎥
⎢ ⎥ ⎢ ⎥ ⎢ ⎥
⎢ ⎥ ⎢ ⎥ ⎢ ⎥⎣ ⎦ ⎣ ⎦ ⎣ ⎦
= Λ +

…

    (6.11) 

From (6.11) we can solve for the slope s in the circuit 

1( )s ss I ω−= − Λ  

Lemma 1: The matrix ( )sI −Λ  is non-singular. Thus its inverse exists. 

The equation for gate delays is similar to (6.11) and can be generalized to make 

the gate delay a function of parameters. 



104 

1

1
( )

( ( ) ( ) ( ) )

d d d s s d
gate

d s s d
d s I

I C C Z DZ
ω ω ω−

− Τ Τ
= Λ + = Λ − Λ +

= Λ − Λ + =
 

Once the gate delays are calculated, we can find the path delays using (6.7). The 

circuit delay is given by the max of all path delays. Since delay and slope are a function 

of process parameters, by taking samples of process parameters one can generate samples 

of circuit delay. A histogram on these samples gives us the circuit delay distribution. 

Thus SSTA can be performed considering the slope and process variations. 

6.2 EXPERIMENTS 

We implemented our algorithm using a combination of awk/perl scripts and C++. 

We report the results of experiments run on the ISCAS’89 benchmarks using a 64-bit 

Linux machine with 16 GB RAM and running at 3.4 GHz. The delay models were 

generated using the 90 nm Berkeley Predictive Technology Model. We modeled the 

effect of variations in channel length and threshold voltage, and assumed that the 

variance of these parameters was such that3 0.2σ μ= .  

We performed 10000 Monte Carlo simulations for each of the ISCAS benchmark 

circuits. The results are summarized in Table 6.1. Note that the path generation step takes 

a modest portion of the overall runtime, less than 21% for smaller benchmarks and nearly 

5% for bigger benchmarks, while the parameterized path delay generation, which builds 

the various matrices and the matrix multiplication, take the bulk of the runtime. 

The relationship between number of paths and runtime is approximately 

1.090.006runtime paths≈ ×  

We compared the runtime for Monte-Carlo simulations reported in  [55] noting 

that the machine specifications are comparable, and that the number of Monte-Carlo 

samples is identical. The runtimes were quite close, especially for the larger benchmarks, 
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in spite of (a) the use of a simpler linear delay model, (b) not accounting for slope 

propagation, and (c) a complete compiled code (C++) implementation in  [55]. 

 

Table 6.1 Path-gate statistics of ISCAS89 benchmarks and runtime for Monte Carlo. 

Runtime [s 

] 

Percentage runtime (%) 

 

Generating Generating 

Circuit paths Gates Sparsity 

[%] 

Paths matrix 

Matrix 
multiply 

Total 

paths matrix 

Matrix 
multiply 

Tme per 
matrix 
multiply 
[s] 

s713 250 2650 17.54 5.13 36.47 50.42 92.02 5 39 54 5.00e-03 

s5378 1938 6858 0.66 4.44 9.62 20.28 34.34 12 28 59 2.00e-03 

s1432 566 3599
0 

5.61 37.42 255.02 384.52 676.9
6 

5 37 56 3.80e-02 

s35932 1477
3 

1229
97 

0.16 109.93 436.57 1041.31 1587.
81 

6 27 65 1.03e-01 

s9234 5158 2278
37 

0.74 319.25 2030.37 4236.31 6585.
93 

4 30 64 4.20e-01 

s38584 1535
1 

8504
22 

0.25 1121.4
0 

6925.62 11612.28 1965
9.30 

5 35 59 1.15 

s13207 7070 1005
680 

0.63 1575.2
0 

10385.3
1 

15364.06 2732
4.57 

5 38 56 1.52 

S38417 2163
3 

1389
348 

0.13 1349.6
1 

5779.38 13128.55 2025
7.54 

6 28 64 1.30 

6.3 CONCLUSION  

This work demonstrates that it is possible and practical to perform path based 

statistical static timing analysis, and that such an analysis can be written compactly in 

matrix notation, allowing the use of standard highly optimized linear algebra techniques. 

The major advantage of this formulation is that it embeds accurate polynomial-based 

delay model which takes into account slope propagation naturally. With the exception of 

the need to have the slope appear linearly, fairly arbitrary models can be trivially handled 
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using this framework. Data was presented to show that many practical circuits have a 

bounded number of paths, making such an analysis possible. It should be noted that this 

demonstration should not be taken as sufficient license to propose a purely path-based 

SSTA algorithm. For example, the s15850 ISCAS89 benchmark circuit had ¸ 
6150 10× paths and could not be handled. We plan to explore efficient non-critical path 

removal techniques to reduce the matrix sizes. 
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Chapter 7. Summary 

 

In this Ph.D. dissertation, we developed a set of analysis and optimization 

algorithms for statistical circuit synthesis and analysis. First we presented the synthesis 

algorithm that performs maximization of timing and power-limited parametric yield 

taking into account the process variations. The algorithm implements a statistical version 

of technology mapping for power under delay constraints. Across the benchmarks the 

algorithm achieves significant reductions in leakage power. This is the first practical 

demonstration of the possibility of rigorous statistical synthesis in the presence of 

variability. The future work will aim at enhancing the capacity and improving the run-

time of the algorithm.  

Second, we have described the first gain based technology mapper which can 

accurately capture the leakage cost estimates during simultaneous propagation of delay 

and leakage-slope trade-off points. A key contribution is that the leakage of any partial 

mappings can be shown to have a linear dependency on the output capacitance. Thus in 

spite of unavailability of capacitance, we can make accurate choices of leakage-inferior 

mappings at the fanin cones of intermediate subject graph vertices based on the slope of 

leakage with respect to the output capacitance. We also extended the algorithm to utilize 

the state dependency of the leakage for better leakage optimization. We demonstrated the 

efficiency of our algorithm in contrast to the previous gain based mappers within our own 

framework, we also contrasted the dominant-leakage based optimization with the state 

probability aware penalty function based mapper and showed the need for probability 

aware optimization. Future work includes extension of the algorithm to target the 
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discrete-size cell library and developing some heuristics for ideal choices of the global 

gain.  

Third, we have also considered extension of the above gain-based approach to the 

scenario when the input state probabilities are not point probabilities, but rather are 

uncertain, and best modeled by an interval. In this case, we define the notion of a proxy 

metric, called robust leakage, which is sum of the worst mean value of leakage of all the 

circuit gates under all possible scenarios of the input state probabilities. We proposed a 

technology mapping algorithm to minimize the robust leakage. The algorithm is based on 

the application of robust dynamic programming. We compared the mappings produced 

by the robust mapper to the mappings of the point probability mapper and showed that 

we can improve leakage if the point probability estimates are not accurate. Thus, the 

algorithm enables us to reduce the sensitivity of the optimization result to a specifically 

chosen point probability.  

 Fourth, we addressed the redundancy, or area overhead, for realizing coded 

Boolean functions implemented in nano-gates which are characterized by high defect 

density. We proposed novel extensions to the Hamming code based on the special 

structure of Boolean functions and the presence of don’t cares. We also described a 

heterogeneous circuit fabric and architecture in which such a coded implementation of 

Boolean function can be effectively realized.  

Finally, we demonstrated that it is possible and practical to perform path-based 

statistical static timing analysis, and that such an analysis can be written compactly in 

matrix notation, allowing the use of standard highly optimized linear algebra techniques. 

The major advantage of this formulation is that it places no restrictions on process 

parameter distributions. It embeds an accurate polynomial-based delay model which 

naturally takes into account slope propagation. With the exception of the need to have the 
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slope appear linearly, fairly arbitrary models can be trivially handled using this 

framework. The future work is to explore efficient non-critical path removal techniques 

to reduce the matrix size. We may employ a heuristic for identifying near critical paths in 

circuits containing more than a million paths and pass only the near-critical paths to the 

algorithm.  
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