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My dissertation uses game theoretic techniques to explain the existence of

two economic institutions which are ignored by the Arrow-Debreu-McKenzie

general equilibrium model of an economy. The �rst institution that I consider

is the gated structure of some professional service industries. Two very similar

explanations for the existence of such a structure are provided in Chapter 2

and Chapter 3 of this dissertation. The second institution that I consider is

the presence of self-enforcing social conventions that can allow a small, isolated

village to successfully manage common property resources in the absence of

private property rights or some other form of explicit regulation. An explanation

for the existence of this institution is provided in Chapter 4 of this dissertation.

Many service industries, including the medical and legal professions in some

countries, display a gated structure. Rather than approaching a �nal producer

directly, a consumer will �rst seek a referral from an intermediary. Chapter 2

provides one possible explanation for such an industry structure. If the outcome
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of a transaction depends on producer e¤ort, which is unobservable and unveri-

�able, then the market may fail to generate a Pareto optimal outcome. This is

the standard moral hazard problem. If consumers had a long-run relationship

with producers, this type of market failure might be avoided. However, in some

industries, consumers will only have a short-run relationship with producers. A

gatekeeping intermediary may provide an opportunity for reputation e¤ects to

apply in such a setting. By aggregating many potential consumers, gatekeeping

intermediaries can create an arti�cial long-run relationship between a consumer

and a producer. This long-run relationship reduces the incidence of shirking on

the part of the producer.

Chapter 3 provides another possible explanation for the gated structure of

some professional service industries. Such an industry structure might help to al-

leviate adverse selection problems between parties that interact infrequently. In-

termediaries aggregate many short-run transactions between various consumers

and a particular producer. As such, they might be able to learn a producer�s

level of pro�ciency more rapidly than an individual consumer. However, the

presence of a positive information externality means that too few consumers

will seek a referral. As such, some form of regulation to encourage consumers

to seek a referral might be warranted.

Chapter 4 provides a model in which small and relatively isolated communi-

ties can successfully manage local commons informally in circumstances where

larger or less isolated communities could not do so. The reason for this is the

non-anonymous nature of many interactions between the members of a small

and isolated community. Such communities may be able to use these multi-

ple interactions to enforce informal restrictions on the usage of local commons.

To the extent that the process of economic development reduces the number

of non-anonymous interactions among community members, it will reduce the
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ability of the community to successfully manage the local commons informally.

The resulting need for either explicit regulation or the introduction of private

property rights represents a hidden cost of development.
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Chapter 1

Introduction and overview

Ever since Adam Smith introduced the notion of the invisible hand1 , economists

have explored the ability of markets to improve the welfare of every member of

society. This line of research culminated in the Arrow-Debreu-McKenzie general

equilibrium model of an economy.2 The notion of the invisible hand, along with

a set of circumstances in which it is guaranteed to apply, is formally captured in

the general equilibrium model through the �rst fundamental theorem of welfare

economics. The �rst fundamental welfare theorem states that, under certain

circumstances, the equilibrium of an economy will be Pareto e¢ cient. An out-

come is Pareto e¢ cient if, and only if, there is no alternative feasible outcome

that would improve the welfare of at least one individual without harming any-

one else. The basic idea that underlies this theorem is very simple. Voluntary

exchange between two individuals cannot harm either party and will probably

1The concept of the invisible hand was introduced to economics by Adam Smith in his
books The theory of moral sentiments (Smith [109]) and An inquiry into the nature and
causes of the wealth of nations ( Smith [110] and [111]). An interesting discussion of these
books can be found in O�Rourke ([78]).

2Useful overviews of the Arrow-Debreu-McKenzie general equilibrium model of an economy
can be found in Border ([18]), Mas-Colell et al ([68], Part 4, Chapters 15-20), Starr ([115]) and
much of Takayama ([122]). The seminal references for this model include Arrow and Debreu
([9]), Debreu ([29]), McKenzie ([69], [70], [71]) Negishi ([76]) and Nikaido ([77]).
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improve the welfare of both parties. Otherwise, the party that was harmed

would not agree to the exchange. As such, if nobody who is not involved in

the exchange is harmed, the outcome of voluntary exchange will be a Pareto

improvement.

A market failure is any situation in which the completely free operation of

markets does not result in a Pareto e¢ cient outcome. A necessary condition for

a market failure to occur is that at least one of the assumptions underlying the

�rst fundamental theorem of welfare economics be violated. These assumptions

include market completeness, price taking behaviour by all economic agents

and locally non-satiated preferences for all economic agents. The main types

of market failure are various forms of imperfect competition, various forms of

externalities and various forms of asymmetric information.3

While the general competitive equilibrium model of an economy provides an

important benchmark, it leaves many interesting questions unanswered. In par-

ticular, it does not provide an explanation for the existence of many economic

and social institutions. The failure of the Arrow-Debreu-McKenzie model to

explain the existence of institutions provides the motivation for the topics ad-

dressed in this dissertation. My dissertation uses game theoretic techniques

to explain the existence of two economic institutions which are ignored by the

Arrow-Debreu-McKenzie general equilibrium model of an economy. The �rst

institution that I consider is the gated structure of some professional service in-

dustries. Two very similar explanations for the existence of such a structure are

provided in Chapter 2 and Chapter 3 of this dissertation. The second institution

that I consider is the presence of self-enforcing social conventions that can allow

a small, isolated village to successfully manage common property resources in

3A detailed exposition of the welfare properties of Walrasian equilibria in the Arrow-
Debreu-McKenzie general equilibrium model of an economy is provied in Chapter 16 of Mas-
Colell, Whinston and Green ([68]). The seminal papers on the two fundamental welfare
theorems in the context of the Arrow-Debreu-McKenzie model are Arrow ([5]) and Debreu
([27], [28]).
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the absence of private property rights or some other form of explicit regulation.

An explanation for the existence of this institution is provided in Chapter 4 of

this dissertation.

The presence of various market failures provides a potential role for the exis-

tence of the economic institutions that are considered in this dissertation. The

market failure that is considered in Chapter 2 is a moral hazard problem. The

market failure that is considered in Chapter 3 is an adverse selection problem.

The market failure that is considered in Chapter 4 is an externality problem. In

all three cases, the market failure occurs because of the short-run nature of the

relationships between the various parties to a transaction. If those parties had

a long-run relationship, then they could overcome the market failure through

the use of reputation e¤ects and the threat of punishment in the future. The

role of the institution is to provide an arti�cial long-run relationship between

the various parties to a transaction.

3



Chapter 2

A shirking theory of

referrals

2.1 Introduction

The potential for moral hazard problems to result in market failure is well

understood.1 Indeed, there is a large literature on the design of contracts to

alleviate moral hazard problems.2 This literature focuses on a static setting in

which the principal and the agent interact only once. Except in very restrictive

circumstances, the market failure can at best be only partially mitigated. For

this reason, moral hazard and other problems involving asymmetric information

are often used to justify a variety of consumer protection related regulations.3

But such regulations are potentially costly and sometimes ine¤ective.

1See, for example, Arrow ([6], [8]) and Pauly ([81], [82]).
2Useful surveys of this literature are provided by Hirshleifer and Riley ([49]), La¤ont and

Martimort ([62]), Macho-Stadler and Perez-Castrillo ([64]) and Mas-Colell et al ([68]). The
central references include Arrow ([6]), Grossman and Hart ([44]), Hermalin and Katz ([48]),
Holmstrom ([52]), Jewitt ([55]), Mirlees ([72]), Rogerson ([94]), Ross ([95]), Shapiro and
Stiglitz ([105]) and Shavell ([106], [107]).

3See, for example, the discussions in Damania and Round ([26]), Had�eld et al ([45]) and
Smith ([112]).
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In many settings involving moral hazard, the transacting parties interact

more than once. Repeated interaction potentially allows for greater alleviation

of moral hazard than is possible in a static setting, through the use of dynamic

punishment strategies and reputation e¤ects.4 Unfortunately, there are also

many occasions in which parties to a transaction do not repeatedly interact.

In the absence of repeated interaction, reputation cannot be relied upon to

deter moral hazard. We might expect moral hazard problems to be rampant

in markets characterised by few or infrequent interactions between the trading

parties. Indeed, Mooney and Ryan ([73], p. 134) raise exactly this concern in

relation to health care markets:

�Whilst it is possible that repeated interactions constrain doc-

tors� behaviour, since doctors will not want patients to lose faith

in them, such repeated interaction will not take place in all sectors

of the health care market. Whilst a dynamic model may be ap-

plicable to the GP-patient interaction (since there will be repeated

interactions), it is less clear how applicable such a model is to the

specialist-patient interaction.�

Is consumer protection regulation the only safeguard available in such set-

tings or can institutions be devised that might capture the bene�ts of a long-run

relationship? This paper explores one possible solution. It involves the creation

of intermediaries that generate an arti�cial long-run relationship between the

transacting parties by aggregating many short-run relationships. In e¤ect, the

intermediaries act as a surrogate long-term partner, leveraging their own re-

peated relationship with the two transacting parties. This allows the short-run

4See, for example, Abreu et al ([1], [2]), Atkeson and Lucas ([10]), Fudenberg et al ([39]),
Radner ([87], [88]), Radner et al ([89]), Rogerson ([93]), Rubenstein and Yaari ([98]), Spear
and Srivastava ([113]), Stigler ([116], p. 179), Thomas and Worrall ([123]) and Townsend
([126]).
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agents to build up a reputation for quality and the short-run principals vicarious

access to that reputation.

2.2 Motivating examples

Variations of this industry structure can be found in many professional service

industries, including the medical and legal professions. In many countries, these

professions are organised around a gatekeeper. Access to the ultimate producer

frequently requires a referral from an intermediary. In this paper, we will explic-

itly model the organisation of health care markets. However, the model readily

translates into the organisation of some other service industries, including the

legal profession.

In the medical industries of some Commonwealth countries, it is unusual for

patients to visit a specialist without �rst obtaining a referral from a general

practitioner (GP).5 The GP is essentially the family doctor. He typically sees

a patient many times throughout the patient�s life, treating a variety of minor

illnesses and referring the patient to an appropriate specialist for more serious

complaints. As such, the patient and the GP interact repeatedly over a long

period of time. Furthermore, because the GP has a pool of patients, he will

typically encounter particular diseases many times. As such, the GP has the

opportunity to develop a long-run relationship with particular specialists. While

some severe or chronic complaints might require repeated interaction between

a patient and a specialist as well, many patient-specialist relationships are in-

herently short-run. In such circumstances, the GP can potentially leverage his

long-run relationships with both patients and specialists to induce an arti�cial

5Commonwealth countries in which many patients obtain a referral from a general practi-
tioner before seeking the services of a specialist include Australia ([83], p. 421; [23], part 2,
p. 3), New Zealand ([97], section 2, p. 14) and the United Kingdom ([19]). This arrangement
does not necessarily apply to all medical specialties within these countries. For example, a
patient would probably seek a referral before visiting an opthamologist in Australia, but would
be unlikely to do so before visiting an optometrist.
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long-run relationship between a patient and a specialist.

While the medical industry in the United States of America is not formally

organised in the same way as it is in some Commonwealth countries, some

of the key institutions in the US health sector enforce similar arrangements.

Health maintenance organizations (HMOs) and preferred provider organizations

(PPOs) combine health insurance and the provision of medical care.6 HMOs

typically require patients to see one of their gatekeeping medical practitioners

before being referred to an approved specialist. By controlling which specialists

receive patients and monitoring which patients are treated by a particular spe-

cialist, the HMO can e¤ectively play a role similar to that of the GP in many

Commonwealth countries. PPOs are essentially just a less restrictive form of

HMO. They have no requirement for the patient to visit a gatekeeper before

seeing a specialist. They do, however, provide �nancial incentives for patients

to visit specialists on their list of preferred providers. By controlling which spe-

cialists are on this list, they can e¤ectively punish specialists who are suspected

of shirking. Just like the GP in our earlier example, HMOs and PPOs have

a long-run relationship with both specialists and patients. They can leverage

the �nancial clout provided by their relatively large customer base to punish

specialists suspected of shirking.7

While we focus on the medical industry example in this paper, there are

other industries with a gated structure that might in part be explained by this

theory of intermediation, including the legal industry. The structure of the legal

industry in some Commonwealth countries appears to be similar to that of the

medical industry in those countries. A client needing legal services �rst visits

6Many undergraduate textbooks on health economics contain a discussion of HMOs and
PPOs. A particularly good source is Folland et al ([38]).

7Clearly, HMOs and PPOs can punish specialists for a number of other undesirable behav-
iours too. Constraining costs by punishing suspected over-servicing may be one such concern.
We are not suggesting that HMOs and PPOs exist solely to punish shirking by medical spe-
cialists. We are, however, suggesting that this is one of many roles that they can play.
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a solicitor. If the service required is relatively minor, the solicitor may be able

to take care of it himself. But if the client�s case is going to trial, the solicitor

might choose to brief a barrister, who will then represent the client at court.

A client might have a repeated relationship with a solicitor because solicitors

can handle estate planning, conveyancing and many other legal matters that

do not require representation at trial. Even if a particular client does not have

a repeated relationship with a solicitor, the client might have sought out the

solicitor�s services on the recommendation of a friend or family member who

has previously employed him. A sequence of such recommendations can give

rise to a sequence of clients that might be thought of as a single long-run client.

A solicitor typically has many clients, so that repeated relationships between a

solicitor and a barrister might also occur. In a similar fashion to a GP in the

medical example, the solicitor may be able to leverage his long-run relationship

with a particular barrister to ameliorate any moral hazard problem that might

normally arise because of the short-run relationship between his client and the

barrister.

As with the respective medical industries, the legal industry in the United

States of America is not formally organised like it is in some Commonwealth

countries. Once again, however, organisations have evolved that, among other

things, play a similar role to solicitors in those Commonwealth countries. While

many lawyers and some legal practices might specialise in a particular area

of the law, multi-purpose law �rms also exist. These �rms are able to help

their clients in a number of disparate and unrelated legal matters. With the

exception of possible savings due to economies of scope arising from sharing �xed

overhead costs, it is unclear why clients would not prefer to seek out di¤erent

legal practices for di¤erent legal problems. The generation of an arti�cial long

run relationship provides one further argument in favour of the use of multi-

8



product �rms. By increasing the extent of interaction between particular clients

and the legal practice, multi-purpose law �rms provide the client with greater

opportunity to punish poor performance. The amount of business the �rm loses

if the client drops them is greater than it would be if they were a single purpose

practice.

2.3 A competitive model of health care markets

Consider an economy with three groups of agents who live forever. These groups

are patients, general practitioners (GPs) and medical specialists. Let patients

be indexed by i 2 f1; 2; � � � ; Ig, GPs by j 2 f1; 2; � � � ; Jg and specialists by

k 2 f1; 2; � � � ;Kg. We will assume that there are an in�nite number of patients

(I !1) and specialists (K !1), but only a �nite number of GPs (J <1).8

In each period, a patient is randomly allocated a disease state (d 2 f0; 1g).

Patients may be either well (d = 0) or sick (d = 1). Following this, each sick

patient can choose whether or not to seek treatment. Treatment can sometimes

result in a cure, improving the patient�s health status for that period. The

probability that a disease is cured by treatment increases with the amount of

e¤ort the specialist devotes to the treatment. Patients can seek a referral to

the specialist from a GP if they believe this will increase the probability that

high e¤ort treatment is provided. Both referrals and treatments come at a price.

For budget constrained patients, the bene�ts of an increased probability of good

health need to be weighed against the foregone consumption of other goods that

expenditure on health care entails. We will assume that patients visit neither a

8The reason we assume that there are a countably in�nite number of patients, a countably
in�nite number of specialists and only a �nite number of GPs is that it allows us to use the
standard version of the strong law of large numbers to make inferences about the number of sick
patients in a GPs patient pool in each period. An alternative to this set of assumptions would
be to assume that the number of patients is uncountably in�nite, the number of specialists
is countably in�nite and the number of GPs is countably in�nite. In order to analyse this
alternative version of the model presented in this paper, we would need to use the techniques
outlined in Judd ([57]).
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GP nor a specialist when they are healthy.9

All agents in this economy are price takers who behave as though the existing

prices are exogenously speci�ed. We will focus on stationary equilibria for this

economy, so that prices don�t change over time. The price per referral from any

GP is w, while the price per treatment from any specialist is r.

For payo¤ purposes, time is assumed to be discrete in this economy. Time

periods are indexed by t 2 f0; 1; 2; � � � g, with payo¤s occurring at the end of

each period. In each period, the market opens and the agents interact within

the market. Note that not all agents move at once in the market. The market

process involves sequential moves by various agents. Thus the timing of the

moves in the market process is important. We will maintain the assumption

that time is discrete and index time within a period by s 2 f0; 1; 2; � � � g. In

this fashion, each point in time can be given a unique time stamp of the form

(t; s) 2 f0; 1; 2; � � � g2 = Z2+.

2.3.1 The timing of the market in each period

At the beginning of each period ( s = 0), Nature randomly chooses a disease

state for each patient, di 2 f0; 1g. Each patient�s disease state is chosen as an

independent draw from some common distribution, � : f0; 1g ! [0; 1]. The

probability that any given patient is sick in any given period is �, while the

probability that any given patient is well in any given period is (1� �). While

each patient�s disease state is private information, the distribution from which

disease states are drawn is common knowledge.

At s = 1, having observed their disease state for the current period, patients

choose whether or not to seek treatment. If patients choose to seek treatment,

then they also choose whether or not to seek a referral from a GP. If they seek

9 If the equilibrium prices for referrals and treatment are positive, this assumption is not
needed. Even if these prices are zero, we could avoid making this assumption by introducing
an opportunity cost of time (perhaps in the form of foregone leisure) into the model.
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a referral, they choose which GP to visit at s = 2. If not, they choose which of

the specialists that treats their disease type to visit. Recall that patients who

are healthy are assumed to seek neither treatment nor referral.

We will assume that GPs follow up on the outcomes from treatment of any

of the patients they refer. In this fashion, the GP knows the entire history of

outcomes for each of his previous referrals at the start of each period. At s = 3,

GPs choose the specialists to which they will refer their patients. Patients who

seek a referral are assumed to follow the GPs advice and seek treatment from

the specialist to which they are referred. We will assume that each GP refers

all of his sick patients in a given period to the same specialist. This assumption

is not essential. However, it does simplify the analysis when GPs have �nite

patient pools. The reason for this is that it allows specialists to estimate the

size of a GP�s patient pool from the number of patients that GP refers to him.

The assumption is relatively innocuous when GPs have in�nite patient pools,

which is the case that we will focus on in this paper.

Following this, at s = 4, specialists choose how much e¤ort to devote to

treating each patient. For each patient, they can independently choose either

high e¤ort (e = 1) or low e¤ort (e = 0). The e¤ort choice a¤ects the probability

of the patient being cured.

Finally, at s = 5, Nature chooses whether or not each patient is cured. If a

patient is cured, he will have good health in that period (h = 1), while if the

patient is not cured, he will have bad health (h = 0). We will assume that high

e¤ort on the part of the treating specialist always results in the patient being

cured, while low e¤ort results in a cure with probability � 2 (0; 1). If the patient

chose not to seek treatment, he will not be cured.
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2.3.2 Player objectives

Every agent in this game is assumed to maximise the discounted present value of

a sequence of per-period von Neuman Morgernstern expected utility functions.

Furthermore, they all have a common rate of time preference, represented by

the stationary discount factor � 2 [0; 1). Thus di¤erences in the preferences of

the three groups of agents arise from di¤erences in their per-period preferences.

These are outlined below.

Patients

Patients all have identical per-period preferences de�ned over their expendi-

ture on health care (p) and their health state (h). These preferences may be

represented by a quasi-linear per-period Bernoulli utility function of the form

u(ht; pt) = B(ht)� pt,

where B(0) is normalised to zero and B(1) = B > 0.

The health state in each period is a random variable and may vary across

patients. It depends on whether or not the patient is sick, whether or not

treatment is sought and, if so, the e¤ort devoted to treating the patient. Since

each patient knows their disease status before having to make any decisions

about treatment, the probability of good health in period t is given by

t =

8>>>><>>>>:
1 if either d = 0 or high e¤ort treatment is received when d 6= 0;

� if d 6= 0 and low e¤ort treatment is received;

0 if d 6= 0 and no treatment is received.

Note that the probability of good health depends on the amount of e¤ort exerted

by a specialist when treating a patient. This is not observed by patients, so that

12



they do not know the exact probability of good health in period t after making

their treatment and referral decisions. Let �i;t denote a patient�s belief that he

will receive high e¤ort treatment if he seeks a referral. In this paper, we will

restrict our attention to symmetric equilibria in which each patient holds the

same beliefs. Thus we can set �i;t = �t for all i 2 f1; 2; � � � ; Ig. With these

beliefs, each patient�s subjective estimate of the probability of good health in

period t is given by

�t =

8>>>><>>>>:
1 if d = 0;

�t + �(1� �t) if d 6= 0 and treatment is sought;

0 if d 6= 0 and no treatment is sought.

Expenditure on health care in any given period may also vary across patients.

It will depend on whether or not the patient seeks treatment and, if so, whether

or not the patient also seeks a referral. We will assume that patients do not seek

a referral if they do not also desire treatment. Thus a patient�s expenditure on

health care is given by

pt =

8>>>><>>>>:
0 if neither treatment nor referral is sought;

r if treatment is sought without a referral;

w + r if both treatment and referral are sought.

Thus a patient�s per-period expected utility is

Eu(ht; pt) = �tB � pt.

Patients do not know their future disease states. However, they do not have

to make any decisions in any given period prior to observing their disease state in

that period. As such, a patient�s remaining lifetime expected utility after he has

13



observed his disease state in any given period can be conveniently represented

as:

U(pt; dt;Hi;t) = �tB � pt + �M ,

where Hi;t is the entire history that is observed by the patient prior to period

t and M is the expected continuation payo¤ to the patient. The expected con-

tinuation payo¤ is the next period value of the total utility the patient expects

to receive from all subsequent periods following the completion of the current

period�s stage game. Clearly the expected continuation payo¤ will be a func-

tion of the distribution of disease states within the population (�), the patient�s

future referral and treatment decisions and the e¤ort that specialists devote to

treating the patient.

General practitioners

GPs are assumed to be risk-neutral. The Bernoulli utility function that repre-

sents their per-period preferences is simply their per-period pro�t. Assuming

that they have a constant marginal cost of k per referral and no �xed costs,

their per-period pro�ts are

v(w; nj;1;t) = nj;1;t(w � k) =
IX
i=1

(w � k)1i;j;t.

The number of referrals a particular GP makes in period t is equal to the number

of sick patients he has in that period (nj;1;t). Note that the indicator variable

(1i;j;t) takes on the value one if patient i obtains a referral from GP j in period

t and the value zero otherwise.

There are two sources of uncertainty that a¤ect a GP�s payo¤s. First, there

is the fact that nj;1;t is a random variable. We show later in this paper that this

source of uncertainty disappears if the GP has an in�nite patient pool, since the

14



number of his patients who are sick in any particular period is almost surely

in�nite. The second source of uncertainty relates to the number of patients

that will visit him in future periods. This may, in part, depend on the GP�s

success in motivating specialists to exert high e¤ort when treating patients that

are referred by him. If a GP makes his referral decision before observing the

number of patients that visit him during period t, then his expected lifetime

utility can be conveniently written as

V (�) = V B(�) = E(nj;1;t jnj;t )(w � k) + �Q = �nj;t + �Q,

where Q is the GP�s expected continuation payo¤. However, if the GP does not

make his referral decisions until after he has observed the number of patients

that are seeking his referral services in the current period, then his lifetime

expected utility becomes

V A(�) = nj;1;t(w � k) + �Q.

As we show later in this paper, if a GP has an in�nite patient pool, then nj;1;t

converges almost surely to �nj;t. As such, V A(�) converges almost surely to

V B(�). Since we are interested in the case in which GPs have in�nite patient

pools, we will focus on V B(�).

Medical Specialists

We will assume that all medical specialists have the same per-period preferences.

These preferences are de�ned over the price they receive for providing treatment

(r) and the e¤ort they devote to that treatment (e). We will assume that these

preferences may be represented by a quasi-linear Bernoulli utility function that

is additively separable across patients. Each specialist�s per-period per-patient

preferences are given by
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bz(r; e) = r � C(e),

where treatment e¤ort can either be high (e = 1) or low (e = 0). The cost

of low e¤ort, C(0), will be normalised to zero, while the cost of high e¤ort is

C(1) = C > 0. Note that an implication of additive separability across patients

is that the marginal disutility of e¤ort is constant. It does not vary with the total

amount of e¤ort being exerted on all of the patients treated by a specialist in

any given period. Let nk;t denote the number of patients a particular specialist

has in period t and the variable 1i;k;t indicate whether or not patient i was

treated by this specialist k in period t. Since specialist per-period preferences

are additively separable across patients, they may be represented by a per-period

Bernoulli utility function of the form

z(r; e) =
IX
i=1

fr � C (ei;k;t)g 1i;k;t = nk;tr �
IX
i=1

C (ei;k;t) 1i;k;t.

As was the case with the GPs, the only uncertainty that a¤ects medical spe-

cialists relates to the number of patients that will seek their treatment services

in future periods. This may depend on a number of factors, including the spe-

cialist�s current e¤ort choices, the actual health outcomes following low e¤ort

treatment and the incidence of the disease in future periods. The specialist�s

expected lifetime utility can be conveniently written as

Z(�) = nk;tr �
IX
i=1

C (ei;k;t) 1i;k;t + �Y ,

where Y denotes the specialist�s expected continuation payo¤. This payo¤ will

clearly depend on the number of patients that visit him in the future. While

this is in part random, varying with Nature�s decisions about disease incidence,

it will also depend on the future decisions of patients and GPs.
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2.3.3 The nature of equilibria

In this paper, we impose some sequential rationality restrictions on the set of

acceptable equilibria for the supergame. We do this by solving the game by

backwards induction. Since the market process in each period involves incom-

plete information that is not always revealed following its completion, there will

be many non-singleton information sets in the supergame. As such, we would

expect the set of equilibrium strategy pro�les to depend on players�beliefs about

the prior history of the game at each of their information sets. In an in�nitely

repeated game, these beliefs can be rather complicated.

In order to avoid the complicated beliefs that can arise in in�nitely repeated

games, we will make use of the competitive nature of our model of health care

markets. In particular, we will solve the model in three stages. First, we will

consider an in�nitely repeated game between a representative patient and a rep-

resentative specialist in the absence of GPs. This will provide a benchmark for

the outcome if a patient chooses to self-refer. We will then consider an in�nitely

repeated game between a representative GP and a representative specialist. We

will assume that the GP has a constant patient pool of in�nite size. This will

provide a benchmark for the outcome if a patient seeks a referral from a GP.

Finally, we will consider a representative patient�s choice between self-referral

and seeking a referral from a GP.

2.4 The patient-specialist supergame

Our explanation for the structure of gated industries focuses on the role of

intermediaries in ameliorating the market failure resulting from a static moral

hazard problem. In order to pursue this line of reasoning, we need to understand

the outcomes that result in such industries when intermediaries are not present.
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These outcomes are analysed in this section.

Suppose that there are no GPs. In these circumstances, the only decisions

that a patient makes are whether to seek treatment and, if so, which specialist

to visit. The only decisions that a specialist needs to make involve the amount

of e¤ort to devote to treating each patient that visits him.

A desire to impose some credibility restrictions on the use of punishment

threats is implicit in our decision to solve the entire supergame by backwards

induction. We will maintain this approach within the patient-specialist su-

pergame. In order to impose some degree of sequential rationality on the set

of acceptable equilibria for the patient-specialist supergame, we will restrict

our attention to perfect public equilibria.10 Perfect public equilibria have two

desirable properties, both of which simplify the process of �nding sequentially

rational Nash equilibria for a supergame with imperfect monitoring. The �rst

property is belief independence. It is known that beliefs exist which will support

a perfect public equilibrium as a perfect Bayesian equilibrium.11 . As such, we

know that any perfect public equilibrium is sequentially rational without need-

ing to calculate the actual beliefs that make it so. The other desirable property

of perfect public equilibria is that they are recursive, in the sense that, from any

point in time, they will induce a perfect public equilibrium in every subsequent

continuation game.

However, we would like to extend this backwards induction reasoning to

the stage game itself. Recall that each specialist gets to make all of his e¤ort

choices after he observes which patients are seeking treatment from him in

that period, as well as any continuation payo¤s that the patients can credibly

promise. As such, we will solve each specialist�s problem �rst, conditional on

10The seminal papers on the perfect public equilibrium concept are Abreu et al ([2]) and
Fudenberg et al ([39]). Useful discussions of the concept can be found in Fudenberg and Tirole
([40], chapter 5, sections 5 and 6) and Mailath and Samuelson ([66], chapter 7).
11See Fudenberg et al ([39], pp. 8-9). More recent work on belief-free equilibria can be

found in Ely et al ([37]).
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the patients�strategy choices. We will then solve each patient�s problem under

the assumption that the specialists will respond accordingly.

Specialists�strategy choices in the stage game simply amount to a choice of

treatment e¤ort for each patient that seeks treatment from them. We assumed

earlier that the specialists� payo¤s were additively separable across patients.

Furthermore, patients cannot directly communicate treatment outcomes with

each other in this model. As such, there is no direct gain for a specialist from

linking his e¤ort choices across patients. We will assume throughout this section

that each specialist chooses the e¤ort he will devote to treating each of his

patients independently of the e¤ort devoted to treating his other patients. When

choosing the amount of e¤ort to devote to treating a particular patient, the

specialist will simply way up the expected lifetime utility of exerting high e¤ort

against that of exerting low e¤ort. In each case, the expected lifetime utility will

clearly depend on the expected continuation payo¤s promised by the patient.

Patients�strategy choices consist of three components in this model. These

components are a treatment decision, the choice of specialist in the event that

treatment is chosen and a credible statement about their future treatment and

specialist choices if they happen to get sick again. These future strategy choices

can be represented by the choice of a continuation payo¤ for that specialist.

This continuation payo¤ can vary with treatment outcomes.

2.4.1 The treatment choices of specialists

Since we wish to solve the specialist�s problem �rst, suppose that a representa-

tive patient (i) who is sick has decided to seek treatment from some specialist

(k). The patient will be able to motivate high e¤ort from this specialist if and

only if he can credibly promise continuation payo¤s that will ensure that both

the specialist�s high e¤ort incentive compatibility constraint and participation
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constraint are satis�ed. Recall that the patient only observes the outcome of

the treatment and not the e¤ort devoted to treatment by the specialist. Fur-

thermore, the patient only observes his own health outcomes and not those of

other patients treated by the specialist. Similarly, the specialist only observes

the patient�s health outcomes when he treats the patient and not when the pa-

tient is treated by another specialist. Since we are restricting our attention to

public strategies, the continuation payo¤s can only be conditioned on the pa-

tient�s history of health outcomes following treatment by this specialist. With

prices �xed, the only punishment available to a patient is to dump the treating

specialist.

This dumping strategy could be employed temporarily, with the patient re-

fusing to visit that particular specialist at any time in the next T periods or the

next T times he is sick. Alternatively, it could be employed permanently, with

the patient refusing to ever seek treatment from that specialist again. The pa-

tient could choose to trigger the punishment only after a series of bad outcomes,

or if the proportion of bad outcomes exceeds some threshold. Alternatively, the

patient could trigger the punishment after only a single bad outcome. The

most extreme punishment that could be chosen involves the patient perma-

nently dumping the specialist if there is ever a bad outcome.12 The extreme

punishment strategy requires the speci�cation of two continuation payo¤s, one

for histories in which the patient always has good outcomes following treatment

(V (1)) and one for histories in which there is at least one bad outcome (V (0)).

We will focus on this strategy in the analysis below.

Proposition 1 The specialist will prefer to provide high e¤ort treatment to a

patient rather than low e¤ort treatment if and only if the treatment price matches

or exceeds some threshold price.

12Recall that in this model, bad health outcomes following treatment can only occur if the
specialist devotes low e¤ort to that treatment.
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Proof. Under the extreme punishment strategy employed by the patient, the

specialist�s high e¤ort incentive compatibility constraint is:

r � C + �V (1) � r + � [�V (1) + (1� �)V (0)] ,

which simpli�es to:

V (1) � V (0) +
C

�(1� �) .

Since punishment involves dumping the specialist forever, we can set V (0) =

0. Furthermore, since the price of treatment is exogenous, the highest continu-

ation payo¤ for a history of only good outcomes that a patient could credibly

o¤er is a constant stream of the static payo¤ to high e¤ort. This is:

V (1) =
1X
t=0

�t�(r � C) = �(r � C)
(1� �) .

Substituting these continuation payo¤s into the high e¤ort constraint yields:

�(r � C)
(1� �) � C

�(1� �) .

After some rearranging, this becomes:

r �
�
(1� �) + ��(1� �)

��(1� �)

�
C,

or alternatively:

r �
�
1 +

(1� �)
��(1� �)

�
C.

We will call this inequality the threshold price inequality.

The threshold price referred to in proposition 1 is the lowest price at which a
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specialist will be willing to provide high e¤ort treatment rather than low e¤ort

treatment. Speci�cally, in the absence of GPs, the threshold price is given by:

br = �1 + (1� �)
��(1� �)

�
C.

Recall that � 2 (0; 1) and � 2 (0; 1). Furthermore, specialists are neither per-

fectly patient nor perfectly impatient, so that � 2 (0; 1). As such, the threshold

price inequality in Proposition 1 implies the following result.

Proposition 2 If high e¤ort treatment is to be provided, then the price of such

treatment must exceed the marginal cost of such treatment.

This result is somewhat unusual for a competitive economy. It is generated

by the asymmetric information that is present in the market for treatment

services. The gap between the threshold treatment price and the disutility

incurred by a specialist that provides high e¤ort treatment is an information

rent that must be paid in order to induce specialists to provide high e¤ort

treatment.

While the threshold price inequality in Proposition 1 guarantees that any

specialist that provides treatment will prefer providing high e¤ort treatment to

low e¤ort treatment, we still need to establish the circumstances under which a

specialist would want to provide treatment of either variety. To simplify matters,

we will assume that the specialist�s reservation utility has been normalised to

zero.

First, let us establish conditions under which the specialist will prefer to

provide high e¤ort treatment than provide no treatment whatsoever. If the

specialist refuses to treat a patient, he will receive no surplus from that trans-

action. It is possible that the patient could punish such behaviour in a similar

way to the punishment used for a bad health outcome from treatment. However,
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no such punishment is necessary to induce treatment in those cases where the

patient can motivate high e¤ort treatment from the specialist.

Proposition 3 If the high e¤ort incentive compatibility condition holds, then

the specialist will prefer to provide high e¤ort treatment to the patient rather

than not treating the patient at all.

Proof. We know from Proposition 2 that if the high e¤ort incentive compat-

ibility constraint is satis�ed, then r > C. This is su¢ cient to ensure that the

specialist would receive positive surplus if he provides high e¤ort treatment to

the patient. Since the specialist receives no surplus if he refuses to treat the

patient, he will prefer to provide high e¤ort treatment to the patient rather than

not treat the patient at all.

Note that the result in Proposition 3 holds, even if no dynamic punishment

for non-treatment is used by the patient. If patients are able to motivate high

e¤ort from the specialist, they can automatically ensure participation.

Suppose instead that the high e¤ort incentive compatibility constraint does

not hold. In this case, the specialist will only provide low e¤ort treatment, if

any treatment is provided at all.

Proposition 4 If the high e¤ort incentive compatibility constraint does not

hold, then the specialist will (weakly) prefer to provide low e¤ort treatment to

the patient over not treating the patient at all if the prevailing treatment price

is non-negative.

Proof. If the specialist provides low e¤ort treatment, then he only incurs the

disutility associated with low e¤ort treatment. Thus his cost of treatment is

C(0) = 0. As such, any non-negative price for treatment will be su¢ cient to

induce the specialist to o¤er treatment, even if the patient does not employ any

dynamic punishments for non-treatment.
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Note that if the treatment price is positive, then the specialist will earn a

positive surplus from the transaction. Even in the absence of dynamic pun-

ishments for non-treatment, this still exceeds the surplus from non-treatment,

which is zero. If the price is zero, then in the absence of dynamic punishments

for non-treatment, the specialist will be indi¤erent between providing low e¤ort

treatment to the patient and not treating the patient at all. We will adopt

the standard convention and assume that when the specialist is indi¤erent be-

tween providing low e¤ort treatment and no treatment, the specialist chooses

to provide low e¤ort treatment.

The results in Proposition 3 and Proposition 4 ensure that motivating spe-

cialists to provide treatment is not a problem in this economy. The only question

is whether they will provide high e¤ort treatment or low e¤ort treatment. The

conditions under which high e¤ort treatment will be provided are given by the

threshold price inequality in Proposition 1. If this high e¤ort incentive compat-

ibility condition does not hold, then low e¤ort treatment will be provided.

2.4.2 The treatment choices of patients

Patient�s preferences depend on both their health state and their expenditure

on health care. A sick patient will only seek treatment if the expected bene�ts

in terms of a higher probability of good health exceed the cost of the treatment.

A patient who is not sick will not seek treatment, since doing so will involve a

cost but yield no bene�t. As such, we will focus on the treatment choices of a

sick patients. Since there are no GPs present in this hypothetical economy, the

patient cannot seek a referral. As such, if the patient chooses to seek treatment,

the only expenditure incurred will be the treatment price, so that p = r. Prior to

seeking treatment in any given period, a sick patient does not know the amount

of e¤ort that will be exerted by the treating specialist. As such, his expected
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utility from treatment is:

U(h; p) = �B � r + �M ,

where M is the patients expected continuation payo¤ if he seeks treatment in

the current period and � = � + �(1 � �) is the patient�s belief that he will be

cured following treatment in the current period.

In principle, we could allow the continuation payo¤ to vary with the decision

to seek treatment for disease k and the health state following any such treat-

ment in every period up until and including the current period. The reason for

this is that these will be observed by both the representative patient and the

representative specialist. However, given the competitive nature of this model,

we will assume that specialists do not condition their future strategy choices on

the history of treatment choices or the health outcomes of their patients in the

current period. As such, from a patient�s point of view, the continuation payo¤

does not vary with the public history of either the treatment choices for disease

k or the public history of health outcomes following any such treatment. Hence

we can set all of the patient�s continuation payo¤s in the current period equal

to M . Given this, the patient�s expected utility if he does not seek treatment

is:

U0 = �M .

Proposition 5 If the treatment price is not too high, a sick patient will seek

treatment.

Proof. A sick patient will seek treatment if and only if the following individual
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rationality constraint is satis�ed:

�B � r + �M � �M .

This constraint simpli�es to the following restriction on the treatment price:

r � �B.

Thus, so long as the treatment price does not exceed the expected bene�t to

the patient from treatment, he will seek treatment.

A patient who is using the extreme dumping strategy outlined previously will

know whether or not the treatment price is at least as large as the high e¤ort

threshold price. As such, the patient will know whether or not he will receive

high e¤ort treatment. This allows us to be more speci�c about the patient�s

decision to seek treatment.

Proposition 6 If the treatment price matches or exceeds the threshold treat-

ment price, a sick patient will seek treatment whenever r � B. If the treatment

price is less than the threshold treatment price, a sick patient will seek treatment

whenever r � �B.

Proof. If the treatment price matches or exceeds the threshold price, then the

patient knows that he will receive high e¤ort treatment. As such, � = 1 and

hence � = 1. Thus the maximum treatment price that the patient will be willing

to pay in this case is r = B. If the treatment price is less than the threshold

price, then the patient knows that he will receive low e¤ort treatment. As such,

� = 0 and hence � = �. Thus the maximum treatment price that the patient

will be willing to pay in this case is r = �B.

Clearly, the extreme dumping strategy is designed to induce the specialist

to provide high e¤ort treatment. Assuming that a patient uses the extreme
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dumping strategy, we have characterised the range of prices for he will seek and

receive high e¤ort treatment. We have also characterised the range of prices for

which he will seek and receive low e¤ort treatment. However, we have not yet

established that a sick patient would prefer high e¤ort treatment to low e¤ort

treatment.

Proposition 7 A sick patient will always prefer to receive high e¤ort treatment

rather than low e¤ort treatment for any given treatment price.

Proof. The payo¤ to a sick patient who receives high e¤ort treatment is B�r+

�M . The payo¤to a sick patient who receives low e¤ort treatment is �B�r+�M .

The patient will prefer high e¤ort treatment over low e¤ort treatment if and only

if:

B � r + �M � �B � r + �M .

This expression simpli�es to:

(1� �)B � 0.

Since � 2 (0; 1) and B > 0, this inequality is always satis�ed. As such, a sick

patient will prefer high e¤ort treatment to low e¤ort treatment for any given

treatment price.

We now know that a patient will prefer high e¤ort treatment to low e¤ort

treatment and that he can motivate a specialist to provide high e¤ort treatment

if the treatment price is su¢ ciently high.

2.4.3 Long-run and short-run relationships

If a patient is able to motivate high e¤ort treatment from the specialist, then

he is said to have a long-run relationship with that specialist. If a patient is not

able to motivate high e¤ort treatment from a specialist, then he is said to have a
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short-run relationship with that specialist. We have already found conditions on

the prevailing treatment price that will allow us to characterise the relationship

between a patient and a specialist as either long-run or short-run. However, it

is perhaps more intuitive to de�ne a short-run relationship between a patient

and a specialist in terms of the probability that a patient will need the services

of a specialist in any given period. After all, if that probability is su¢ ciently

low, a patient that is being treated in the current period will be unlikely to

require treatment for the foreseeable future. Given that the specialist is not

perfectly patient ( � < 1), he is likely to ignore any impact on this patient�s

future demand for his services when choosing his current e¤ort level. Recall

that threshold treatment price for ensuring high e¤ort treatment was a function

of the probability that the patient will get sick in any given period. As such,

we can rearrange the high e¤ort incentive compatibility condition to provide a

restriction on the probability that a patient gets sick in any given period.

Proposition 8 A patient has a short-run relationship with a specialist if and

only if at least one of the following three conditions hold: (a) (r � C) � 0, (b)

� < b� and (c) b� > 1.
Proof. Recall that a patient can motivate high e¤ort treatment from a specialist

if and only if:

r �
�
1 +

(1� �)
��(1� �)

�
C.

Since this requires that (r � C) > 0, we know that the patient will receive low

e¤ort treatment if (r�C) � 0. We can rearrange the threshold price inequality

to obtain:

� � b� = (1� �)C
�(1� �)(r � C) .

Thus a patient will have a short-run relationship with a specialist if � < b�.
Finally, note that � 2 [0; 1] since it is a probability. As such, if b� > 1, then the
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patient will have a short-run relationship with the specialist.

If none of the conditions in Proposition 8 hold, then the patient will have a

long-run relationship with the specialist.

Proposition 9 The patient will have a long-run relationship with the specialist

if and only if all of the following conditions hold: (a) (r � C) > 0, (b) � � b�
and (c) b� � 1.
2.5 The GP-specialist supergame

Suppose that patients only have short-run relationships with specialists. They

might be willing to seek a referral from a GP if they thought that this would

result in high e¤ort treatment and obtaining the referral was not too costly.

In this section, we examine the circumstances under which a GP will be able

to motivate a specialist to provide high e¤ort treatment to all of the patients

that are referred to the specialist by him. In order to incorporate the idea that

each GP has a large patient pool that is stable in size, we will ultimately assume

that each GP has an in�nite patient pool. This assumption is required to ensure

that it will be rational for specialists to hold static expectations with respect to

the size of GP patient pools. A specialist has static expectations about a GP�s

patient pool if, in any given period, he believes that the number of patients

utilising the GP�s services will remain at its level in that period forever. We will

begin the analysis by assuming that the representative GP has a �nite patient

pool of size n. The in�nite patient pool assumption will be implemented by

taking limits as n!1.
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2.5.1 Optimal deviation by a specialist

Consider a representative GP, j, who currently has a patient pool of size n.

Suppose that nj;1 of these patients are sick in the current period and that the

GP j chooses specialist k to treat all of these patients. Can the GP motivate

the specialist to exert high e¤ort whenever the specialist is treating patients

referred by him? Before considering this question, we will need to make some

simplifying assumptions about the nature of competition. First, we continue to

assume that all agents are price takers and that prices are set exogenously. In

addition to this, we will assume that specialists have static expectations with

respect to the size of GP patient pools. In any given period, they believe that

the number of patients utilising a GP�s services will remain at its current level

forever. Justi�cations for this assumption are provided later in this paper, when

the price formation process is considered.

Suppose that a specialist decides to deviate and shirk in his treatment of at

least one of GP j�s patients. What is the specialist�s optimal deviation? This

amounts to determining how many of the nj;1 patients should receive low e¤ort

treatment.

Proposition 10 If a specialist chooses to shirk when treating any patient re-

ferred to him by a particular GP in a particular period, then he will shirk when

treating every patient referred to him by that GP in that period.

Proof. If nj;1 = 1, this question is easy to answer. The only possible deviation

from high e¤ort treatment for all of GP j�s patients is to shirk for that lone pa-

tient. When nj;1 > 1, the specialist could choose to provide low e¤ort treatment

for all of these patients or just for some subset of them. From the specialist�s

point of view, all of the patients referred by a particular GP in any given period

are identical. Thus we need only consider the number of these patients that

receive low e¤ort treatment and not their individual identities. Let mj;1 denote
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the number of patients referred to the specialist by GP j in the current period

that receive low e¤ort treatment. If the GP employs an all or nothing punish-

ment strategy, then only two continuation payo¤s need to be speci�ed. These

are the payo¤ to only good health outcomes, V (1), and the payo¤ if there are

any bad outcomes, V (0).

We will assume that the GP follows up on the treatment outcomes for all

of the patients he refers at the end of each period. Thus the GP can condition

the specialist�s continuation payo¤s on whether or not a bad outcome occurs for

any of the patients he referred to the specialist in the current period or in any

past period. Given this, the payo¤ to the specialist from providing low e¤ort

treatment to mj;1 of the nj;1 patients referred by GP j is

bUs(mj;1;nj;1) = nj;1r � (nj;1 �mj;1)C + �
h
�m(j;1)V (1) +

�
1� �m(j;1)

�
V (0)

i
.

If the GP�s punishment for a bad outcome is to sack the specialist, so that

V (0) = 0, this becomes

bUs(mj;1;nj;1) = nj;1r � (nj;1 �mj;1)C + ��
m(j;1)V (1).

Di¤erentiating this with respect to the number of patients for which the spe-

cialist shirks (mj;1), we obtain

@ bUs(mj;1;nj;1)

@mj;1
= C + ��m(j;1) ln(�)V (1).

Since � 2 (0; 1), so that ln(�) < 0, the sign of this derivative is ambiguous. We

could assume that the derivative is always positive, but that would place strong

restrictions on the size of the disutility of e¤ort. Notice that, since ln(�) > �1
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because � > 0, we have

lim
m(j;1)!1

��m(j;1) ln(�)V (1) = �(0) ln(�)V (1) = 0.

Hence, for su¢ ciently large mj;1, the derivative will be positive. Indeed, the

derivative is monotonically increasing in mj;1, since

@2 bUs(mj;1;nj;1)

@m2
j;1

= ��m(j;1) [ln(�)]
2
V (1) > 0 for all mj;1.

If the �rst derivative of bUs(mj;1;nj;1) with respect tomj;1 is positive for allmj;1,

then the unique optimal deviation is for the specialist to shirk for all of GP j�s

patients. If the derivative is negative for su¢ ciently lowmj;1, then there are two

possibilities for the optimal deviation. One possibility is that the specialist will

not want to shirk at all, so that mj;1 = 0, in which case there is no deviation.

However, if the specialist is going to shirk for any of GP j�s patients, he will

choose to shirk for all of them. The optimal deviation is thus mj;1 = nj;1.

The intuition behind this result is clear. The marginal bene�t of shirking

is simply the avoided cost of e¤ort for the additional patient (C), which is

constant. It does not change as the number of patients referred by GP j that

receive low e¤ort treatment increases. However, the additional probability of

being detected (and hence the expected marginal cost of shirking) falls as the

number of patients referred by GP j that receive low e¤ort treatment increases.

As such, if the specialist chooses to shirk when treating any of GP j�s patients

in any given period, he will shirk when treating all of GP j�s patients in that

period.

We are now in a position to derive the maximum payo¤ that a specialist

will receive if he shirks for any of GP j�s patients when GP j is employing the

extreme punishment strategy outlined earlier.
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Proposition 11 If a GP employs the extreme punishment strategy, the maxi-

mum payo¤ to a specialist who fails to provide high e¤ort treatment for all of

the patients referred by that GP is

bUs(deviate) = nj;1r + ��
n(j;1)V (1).

Proof. We have already shown that the optimal deviation for a specialist

involves setting mj;1 = nj;1. Substituting this into the expression for the spe-

cialists payo¤ yields

bUs(deviate) = bUs(nj;1;nj;1) = nj;1r + ��
n(j;1)V (1).

A GP will be able to motivate high e¤ort treatment from a specialist for all

of his patients if and only if the payo¤ to specialist from providing only high

e¤ort treatment exceeds both the payo¤ to his optimal deviation and the payo¤

to refusing

to treat the patients. The conditions under which a specialist would prefer

to provide high e¤ort treatment to all of the patients referred from GP j are

derived in the next subsection of this paper. The conditions under which the

specialist will choose to treat all of GP j�s patients are considered in the following

subsection of this paper.

2.5.2 Incentive compatibility constraints for specialists

A specialist will provide high e¤ort treatment to all of the patients that are

referred to him by a particular GP only if the payo¤ to doing so exceeds the

payo¤ that he would receive from shirking for at least some of these patients.

This requires that the treatment price be su¢ ciently high.
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Proposition 12 A specialist will weakly prefer to provide high e¤ort treatment

to all of the patients that are referred to him by a particular GP in a given period

over the provision of low e¤ort treatment to one or more of these patients if the

treatment price exceed some threshold price. The threshold price is given by

br(nj;1; nj) =
241 + nj;1 (1� �)

�jnj�
�
1� �n(j;1)

�
35C.

Proof. The payo¤ to the specialist from providing high e¤ort treatment for all

of GP j�s patients is

bUs(no deviation) = nj;1 (r � C) + �V (1).

Thus the specialist will choose to provide high e¤ort treatment to every patient

referred by GP j only if the payo¤ from doing so matches or exceeds the largest

possible payo¤ from not doing so. This requires that

nj;1 (r � C) + �V (1) � nj;1r + ��
n(j;1)V (1),

which can be rearranged to obtain

V (1) � nj;1C

�
�
1� �n(j;1)

� .

In determining the equilibrium continuation payo¤, V (1), we need to remem-

ber that the specialists have static beliefs about the size of each GP�s patient

pool, nj .13 Given this, the highest continuation payo¤ for a history of only good

13Strictly speaking, this only makes sense if GPs have in�nite patient pools. All that
specialists observe is the number of patients that are referred to them by a particular GP in
any given period (nj;1). As such, they need to infer the size of the GP�s patient pool (nj) on
the basis of this information. Since nj;1 � bin (�; nj), the specialist will view nj as a non-
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outcomes that a GP can credibly o¤er is a constant stream of the expected static

payo¤ to high e¤ort. This is

V (1) =
1X
t=0

�t�nj (r � C) =
�nj (r � C)
(1� �) .

Note that (r � C) is the net payo¤ per patient when the specialist exerts high

e¤ort, while �nj is the expected number of GP j�s patients that will be sick in

any given period. Substituting this into the high e¤ort ICC we obtain

�nj (r � C)
(1� �) � nj;1C

�
�
1� �n(j;1)

� ,
which can be rearranged to yield

r �

241 + nj;1 (1� �)
�nj�

�
1� �n(j;1)

�
35C.

If the prevailing treatment price does not fall below this threshold, then the

GP will be able to assure his patients that they will provided with high e¤ort

treatment by this specialist in the current period.

We will denote the threshold price, below which a GP cannot ensure high

e¤ort treatment for all of his patients, by br(nj ; nj;1). Note that when GPs have
�nite patient pools, this threshold price is a random variable. The reason for this

is that the threshold price is a function of the number members of a GP�s patient

pool who are sick in a particular period. This means that a patient cannot be

sure that any particular GP will be able to motivate high e¤ort treatment on

the part of a specialist, even if he knows both the prevailing treatment price and

the size of each GPs patient pool. This situation can be avoided if GPs have

degenerate random variable if the GP has a �nite patient pool. However, if the GP has an
in�nite patient pool, then nj;1 is almost surely in�nite. This greatly simpli�es the statistical
inference problem facing the specialist. If a specialist receives an in�nite number of referrals
from a particular GP, then he knows that the GP has an in�nite patient pool.
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in�nite patient pools.

Proposition 13 If each GP has an in�nite patient pool, then the threshold

treatment price is almost surely C
� .

Proof. Consider a GP who has a patient pool of size nj . Suppose that nj;1 of

these patients are sick in a particular period. The threshold treatment price for

such a GP will be

br(nj ; nj;1) =
241 + nj;1 (1� �)

�nj�
�
1� �n(j;1)

�
35C = "1 + �j (1� �)

��
�
1� �j

�#C,
where �j =

nj;1
nj

is the proportion of the GPs patients who are sick in that period

and �j = �n(j;1) is the probability that a specialist who shirks when treating

all of these patients does not get caught. Determining what happens to the

threshold price as the size of a GP�s patient pool approaches in�nity requires us

to determine what happens to nj;1 as nj !1. This is not straightforward, as

the relationship between nj;1 and nj is stochastic. Indeed, nj;1 can be viewed

as the number of negative outcomes in a random sample of nj Bernoulli trials,

where the probability of a negative outcome on any given trial is �. As such,

nj;1 is a binomially distributed random variable, with parameters nj and �.

The speci�c number of patients that are referred to a specialist by a GP in

any given period is simply a particular realisation of this underlying random

variable. Unfortunately, it is this actual realisation that enters a specialist�s

high e¤ort incentive compatibility constraint and hence the threshold price.

In �nite samples, any particular realisation of nj;1 could occur with positive

probability. However, in an in�nite sample, we can use limiting arguments to

show that the relative proportion of negative outcomes (�j) is almost surely

equal to the probability of a negative outcome in a single trial (�). This in turn

allows us to show that each GP almost surely has an in�nite number of sick
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patients in each period. Furthermore, the probability that any specialist who

shirks when treating all of these patients is not caught is almost surely equal

to zero. The combination of these limiting results allows us to show that the

threshold price for any GP who has an in�nite patient pool is almost surely a

constant.

First, we need to show that �j almost surely converges to � as nj approaches

in�nity. Recall that

�j =
nj;1
nj

=
1

nj

n(j)X
i(j)=1

1i(j);1,

where 1i(j);1 is an indicator variable that takes on the value one if a particular

member of GP j�s patient pool, patient i(j), has the disease in the current period

and zero otherwise. The summation is over GP j�s entire patient pool for the

current period. Not that each of these indicator variables is a Bernoulli random

variable that takes on the value one with probability � and zero otherwise. As

such,
�
1i(j);1

	n(j)
i(j)=1

is a sequence of independent and identically distributed

Bernoulli random variables. Furthermore, note that

E
�
1i(j);1

�
= �(1) + (1� �)(0) = � for all ij 2 f1; 2; � � � ; njg.

Thus, from the strong law of large numbers14 , we know that

Pr

�
lim

n(j)!1
�j = �

�
= 1.

14See Billingsley ([16], pp. 85-86) for a discussion of the strong law of large numbers. Note
that when GP patient pools are �nite, the number of members in a GP�s patient pool is an
integer. As such, when we take the limit as this number approaches in�nity, we are restricting
our attention to the set of natural numbers. In e¤ect, there is a one-to-one correspondence
between each member of a GP�s patient pool and each element of the set of natural numbers
when that GP has an in�nite patient pool. As such, each GP has a countable number of
patients. This ensures that the standard version of the strong law of large numbers applies
in the model considered in this paper. If we had assumed that each GP had a continuum of
patients instead of a countably in�nite number of patients, we would have needed to use the
techniques mentioned in Judd ([57]). The reason for this is that each GP would have had an
uncountable number of patients in that case.
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Hence we can conclude that the relative proportion of sick patients in any given

period for a particular GP (�j) is almost surely equal to the probability that

any individual patient is sick in any given period (�) if the GP has an in�nite

patient pool. Now we want to show that the probability that any specialist who

shirks when treating all of a GPs patients in any given period is not caught is

almost surely equal to zero when the GP has an in�nite patient pool. Since

�j = �n(j;1) and � 2 (0; 1), this will be clearly be the case if nj;1 approaches

in�nity as nj approaches in�nity. Note that

nj;1 =

�
nj;1
nj

�
nj = �jnj .

Furthermore,

lim
n(j)!1

nj =1:

Thus we can conclude that

nj;1
a:s:�! (�) (1) =1.

Hence we know that we know that the probability that any specialist who shirks

when treating all of a GPs patients in any given period is not caught is almost

surely equal to zero when the GP has an in�nite patient pool.

We are now in a position to look at what happens to the threshold price,

br(nj ; nj;1), as the size of GP�s patient pools get very large. Note that br(nj ; nj;1)
is a continuous function of �j and �j as long as �j 6= 1. Furthermore, since

� 2 (0; 1) ensures that �j 2 [0; 1), we do not need to worry about the potential

discontinuity at �j = 1. This means that

br(nj ; nj;1) a:s:�!
�
1 +

� (1� �)
�� (1� 0)

�
C =

�
� + 1� �

�

�
C =

C

�
.
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Thus we have established that the threshold treatment price for any GP with

an in�nite patient pool is almost surely C
� .

2.5.3 Participation constraints for specialists

While we have established the conditions under which a specialist will prefer

providing high e¤ort treatment to low e¤ort treatment, we still need to establish

that the specialist would prefer providing high e¤ort treatment for all of the

patients referred by a particular GP to not providing some or all of them with

any treatment. If the specialist refuses to treat any of a GP�s referrals, he

will receive no surplus from that transaction. It is possible that the GP could

punish such behaviour by refusing to refer any future patients to that specialist.

However, as in the case without GPs, no such punishment is necessary to induce

treatment in those cases where the GP can motivate high e¤ort treatment from

the specialist.

Proposition 14 If the high e¤ort incentive compatibility constraint is satis�ed

for a specialist with respect to a particular GP, then the specialist will prefer

to provide high e¤ort treatment to any patient referred by that GP in a given

period, rather than not treat the patient at all.

Proof. Since specialists are not perfectly patient (� 2 (0; 1)), the threshold

price must exceed the cost of high e¤ort treatment. Thus we must have r �

br(nj ; nj;1) > C. This is su¢ cient to ensure that the specialist would receive

positive surplus if he provides high e¤ort treatment to the patient. Since the

specialist will receive zero surplus from any patient he refuses to treat, he will

prefer to provide high e¤ort treatment rather than no treatment whatsoever.

Thus the specialist will prefer to provide high e¤ort treatment to the pa-

tient than not treat the patient at all, even if no dynamic punishment for non-

treatment is used by the referring GP. If a GP is able to motivate high e¤ort
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from the specialist, he can automatically ensure participation.

Suppose instead that the high e¤ort incentive compatibility constraint does

not hold. In this case, the specialist will only provide low e¤ort treatment to

any patient referred by the GP in that period, if any treatment is provided at

all.

Proposition 15 If the high e¤ort incentive compatibility constraint is not sat-

is�ed for a specialist with respect to a particular GP, then the specialist will

weakly prefer to provide low e¤ort treatment to any patient that is referred to

him by that GP in a given period, rather than not treat the patient at all.

Proof. If the specialist only provides low e¤ort treatment for each of the pa-

tients referred by the GP, then he only incurs the disutility associated with low

e¤ort treatment, C(0) = 0, for each of those patients. As such, any non-negative

price for treatment will be su¢ cient to induce the specialist to o¤er at least low

e¤ort treatment, even if the GP does not employ any dynamic punishments for

non-treatment.

2.5.4 Participation constraints for GPs

GP�s will be willing to provide referral services if and only if the discounted

present value of their expected revenues exceeds that of their expected costs.

Like all of the other players in this economy, GPs are price takers. As such,

the only way their future revenue can be a¤ected is by patients choosing not

to utilise their referral services. Since prices and costs are exogenously �xed

and constant across time in this economy, patients cannot induce specialists to

provide treatment at a price below cost now in return for their future custom

at above cost prices. Thus, GPs will provide their referral services if and only

if the price per referral is at least as high as the cost per referral (w � k).
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Proposition 16 GPs will o¤er referral services if and only if the referral price

exceeds the marginal cot of a referral.

Proof. Recall that there are no �xed costs associated with providing referral

services in this economy. Furthermore, the variable costs are constant. As such,

the marginal cost of a referral equals the average cost per referral. Given this,

the proposition follows from the above arguments.

2.6 Industry structure with exogenous prices

The structure of the health care industry will be jointly determined by the de-

cisions of patients, general practitioners and specialists. We have characterised

the conditions under which patients can motivate high e¤ort treatment from spe-

cialists by themselves and the conditions under which GPs can motivate high

e¤ort treatment from specialists for all of their patients. We have also analysed

the conditions under which GPs will be willing to o¤er their referral services

and specialists will be willing to o¤er their treatment services. Finally, we have

analysed the conditions under which a patient will demand treatment services

alone. All that remains is for us to determine the circumstances under which

a patient will prefer to seek both treatment and a referral over both treatment

alone and no treatment whatsoever. We will then be in a position to describe

how the structure of the health care industry will vary with both the treatment

price and the referral price.

2.6.1 The referral choices of patients

In order to determine the circumstances under which a patient will seek a refer-

ral, we need to compare the payo¤ that a patient gets from obtaining a referral

and treatment with both the payo¤ that the patient would get if he sought treat-
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ment alone and the payo¤ he would get without treatment. We can ignore the

possibility that a patient will seek a referral alone because it would not improve

his expected health status but it would use resources that could otherwise be

spent on consumption. The treatment outcomes facing a patient who chooses

not to seek a referral will be the same as those in the absence of GPs. Recall

that these treatment outcomes varied with the prevailing treatment price as

follows:

treatment outcome =

8>>>>>>>>>><>>>>>>>>>>:

high e¤ort treatment, if r 2 [br1; B] ;
low e¤ort treatment, if r 2 [0;min fbr1; �Bg) ;

no treatment, otherwise;

where

br1 = �1 + (1� �)
��(1� �)

�
C.

The patient�s continuation payo¤ is not a¤ected by the current period outcome.

As such, we can focus on the current period payo¤s facing the patient. In the

absence of a referral, these are

EU(h; r) =

8>>>>>>>>>><>>>>>>>>>>:

B � r if r 2 [br1; B] ;
�B � r if r 2 [0;min fbr1; �Bg) ;
0 otherwise.
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Now suppose that a patient seeks a referral. The treatment outcomes for a

patient who has a referral are

treatment outcome =

8>>>>>>>>>><>>>>>>>>>>:

high e¤ort treatment, if r 2
�
C
� ; B

�
;

low e¤ort treatment, if r 2
�
0;min

�
C
� ; �B

	�
;

no treatment, otherwise.

The patient�s payo¤s if he seeks a referral are

EU(h; r + w) =

8>>>>>>>>>><>>>>>>>>>>:

B � r � w if r 2
�
C
� ; B

�
;

�B � r � w if r 2
�
0;min

�
C
� ; �B

	�
;

0 otherwise.

Proposition 17 A necessary condition for a patient to seek a referral is that

r 2
�
C
� ; br1�.

Proof. Clearly, if r 2 [br1; B], then the patient will choose not to seek a referral
if w > 0. When w = o, the patient will be indi¤erent between seeking a

referral and self-referring. In these circumstances, we will assume that the

patient self-refers. As such, whenever, r 2 [br1; B], patients will not seek referrals.
Furthermore, if r 2

�
0; C�

�
, then patients who seek treatment will receive low

e¤ort treatment regardless of whether or not they have a referral. As such, these

patients will not seek a referral either. Thus, a necessary condition for patients

to seek a referral is that r 2
�
C
� ; br1�.

While this is a necessary condition for a patient to seek a referral, it is not

a su¢ cient condition. When treatment prices satisfy r 2
�
C
� ; br1�, a patient will
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receive high e¤ort treatment if he obtains a referral and low e¤ort treatment if

he self-refers. As such, his expected health bene�ts will be higher if he obtains a

referral. However, his treatment costs will also be higher unless treatment is free.

As such, a patient will seek a referral only if the additional expected bene�ts

from receiving high e¤ort treatment match or exceed the cost of a referral.

Proposition 18 A patient will seek a referral if and only if both r 2
�
C
� ; br1�

and w � (1� �)B.

Proof. we have already established that a patient will not seek a referral unless

r 2
�
C
� ; br1�. Even if this condition is satis�ed, the payo¤ to obtaining a referral

must be at least as high as the payo¤ to self-referring if the patient is to seek a

referral. This requires that

B � r � w � �B � r,

which can be rearranged to yield

w � (1� �)B.

2.6.2 The equilibrium industry structure

We have established the circumstances under which patients will seek a referral

and treatment, seek treatment alone and seek neither treatment nor referral.

We have also established the conditions under which GPs will o¤er their referral

services and specialists will o¤er their treatment services. The market outcome

will vary with the prevailing treatment and referral prices. The relationship

between market outcomes and prices is summarised in Table 2.1.
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Table 2.1: Market outcomes

Circumstances Market Outcomes

r 2
�
C
� ; br1� , w � (1� �)B, r + w � B High e¤ort treatment, referral

r 2 [br1; B] High e¤ort treatment, no referral

r 2
�
0;min

�
C
� ; �B

	�
Low e¤ort treatment, no referral

r 2
�
C
� ;min f�B; br1g�, w < k Low e¤ort treatment, no referral

Otherwise No treatment, no referral

These market outcomes can be illustrated in (r; w)-space. A variety of possi-

ble outcomes are illustrated in Figures 2.1 to 2.3. Note that the presence of GPs

allows for the existence of a region in (r; w)-space in which patients will choose

to seek a referral. This will result in them getting high e¤ort treatment where,

in most cases, they would not do so otherwise. This provides the foundation

for a demand driven explanation for the existence of GPs. When treatment and

referral prices fall in this region, patients will prefer to have the option of seeking

a referral from a GP. The reason for this is that GPs are able to motivate high

e¤ort treatment from specialists when prices fall in this region, while patients

cannot do so. Furthermore, the additional health bene�ts that patients expect

to receive from high e¤ort treatment exceed the additional cost of seeking a

referral when prices fall in this region.

In general, specialists do not like the presence of GPs. The reason for this

is that they need to provide high e¤ort treatment, which involves a higher

45



disutility of e¤ort for them, but they do not receive any additional remunera-

tion. However, there are some circumstances in which both patients and spe-

cialists prefer to have GPs present. These situations involve treatment prices

that satisfy r 2
�
C
� ; �B

�
, where this interval is non-empty. In the absence of

GPs, patients would not seek treatment and specialists would earn no prof-

its. If GPs are present, then patients will seek both a referral and treat-

ment. Specialist will provide high e¤ort treatment and earn positive pro�ts.

If k � w � min f(1� �)B;B � rg, then patients, GPs and specialists will all

weakly prefer the presence of GPs to their absence in such circumstances. As

such, there are some cases in which a gated industry structure weakly Pareto

dominates an ungated industry structure when prices are exogenous. Circum-

stances such as these occur for some treatment prices in Figure 2.2.

2.7 Conclusion

We have used reputation e¤ects to explain the organisation of many professional

service industries, including the medical and legal professions. The main focus

has been on explaining the existence of gatekeeping intermediaries who refer

consumers to one of many ultimate producers. Examples of such intermediaries

include general practitioners in the health care industry and solicitors in the

legal industry. The explanation for the existence of such intermediaries that is

provided in this paper focuses on their role as a reputation monitor. The GPs

keep track of the treatment outcomes for each patient they refer to a particular

specialist. GPs have large patient pools because they provide referral services

for many di¤erent types of disease. As such, they will observe many more

treatment outcomes with a particular specialist than any individual patient will

observe. Furthermore, the fact that a GP has a large patient pool also means

that if he discovers evidence of shirking on the part of the specialist, he can
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Figure 2.1: Market outcomes when �B < C
� < br1 < B.
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Figure 2.2: Market outcomes when C
� < �B < br1 < B.
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Figure 2.3: Market outcomes when C
� < br1 < �B.
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punish the specialist much more e¤ectively than could any individual patient.

The potential loss of future business from a GP with a large patient pool is

much more signi�cant than the potential loss of future business from a single

patient.

There is a related literature that uses reputation to explain the existence of

institutions, primarily �rms15 , unions16 and retailers17 . This literature builds

on earlier work examining the extent to which reputation e¤ects and market

forces provide an incentive for parties to exert e¤ort when such e¤ort is costly

and unobservable.18 In this section, we compare the model presented in this

paper with other reputation based theories of the existence of institutions. In

particular, we compare it with Kreps�theory of �rms ([61]), Hogan�s theory of

unions ([50]) and Biglaiser and Friedman�s theory of retailers ([15]).

Kreps ([61]) provides a reputation-based explanation for the existence of

�rms. His starting point is a static moral hazard problem similar to the one

considered in this paper. The outcome of a transaction between a consumer and

a producer depends on some action taken by the producer which is unobservable

to the consumer at the time of the transaction. For example, a consumer�s satis-

faction with a product may depend on its quality, which might not be observed

until the product is actually used, well after the time of purchase. Furthermore,

this quality level may be unveri�able to third parties. If low quality products

are cheaper to produce, then the producer may have an incentive to pretend

that a low quality product is really a high quality product. However, if the

producer has a long-run relationship with the consumer, he runs the risk of

losing that consumers future custom if he misleads the consumer about product

15See Kreps ([61]) and Tadelis ([121]) in particular.
16See Hogan ([50]), MacLeod and Malcolmson ([65]) and Malcolmson ([67]) in particular.
17See Biglaiser ([14]) and Biglaiser and Friedman ([15]) in particular.
18The important earlier papers include Cooper and Ross ([24]), Diamond ([31]), Holmstrom

([53]), Klein and Le er ([58]) and Shapiro ([104]). More recent work along these lines can be
found in Horner ([54]).
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quality. As such, repetition may overcome the static moral hazard problem.

Unfortunately, consumers will not always have a long-run relationship with the

producer. Kreps shows that if the outcomes of previous transactions can be

communicated to future customers, then the fact that any individual customer

only has a short-run relationship with the producer is irrelevant. What matters

is that the producer can be punished in the future for any current transgressions.

The analysis presented in this paper strengthens the foundations of Kreps

model in two ways. Kreps�model assumes that the outcomes of current trans-

actions can be accurately and costlessly communicated to future consumers. It

also assumes that the terms of trade between consumers and producers are �xed

because of the existence of competition for trading partners. However, Kreps

does not explicitly examine either the communication process or the price forma-

tion process. In this paper, we have provided a natural means of communicating

past outcomes in the form of gatekeeping intermediaries that monitor the out-

comes of transactions that result from their referrals. Furthermore, we have

explicitly modelled the process of price formation. This has allowed us to pro-

vide foundations for the �xed terms of trade assumption and to determine the

equilibrium terms of trade.

Hogan ([50]) provides a reputation-based explanation for the existence of

unions. He considers a moral hazard problem between a worker and a �rm in

which output depends on employee e¤ort which is costly for the employee to

provide. The e¤ort provided by any given employee is assumed to be observable

to both the employee and the employer, but is both unobservable and unveri�-

able to third parties. As a result, the employer must use an implicit contract to

motivate high e¤ort on the part of employees. If the employer and an employee

have only a short-run relationship, the employer will have an incentive to renege

on any promised high e¤ort payments for employees, even if they provide high
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e¤ort. This problem can be at least partially overcome if the employer and the

employees have a long-run relationship. However, if the �rm�s production tech-

nology exhibits diminishing marginal returns to labour, implicit contracts will

be insu¢ cient to achieve �rst-best employment levels. The presence of a union

in this setting increases employment and thereby allows e¢ ciency losses to be

reduced. The reason for this is that the union is able to monitor the behav-

iour of the employer and inform its members if the employer has reneged on a

contract with any them. Note that the individual employees cannot undertake

this monitoring role themselves because they do not observe the e¤ort choices

of other employees. The union is assumed to possess a technology that enables

it to observe the e¤ort choices of its members. This technology is too expensive

for individual employees to utilise in the absence of the union. The monitoring

costs incurred by the union are recovered through union membership fees.

Unlike the model considered in this paper, the employer and the employees

have a long-run relationship in Hogan�s model. As such, reputation can play

a role in reducing the occurrence of opportunistic behaviour by the �rm, even

if the union is not present. The presence of the union simply enhances the ef-

fectiveness of these reputation e¤ects. A gatekeeping intermediary in Hogan�s

model would look more like a temporary recruitment agency. The very nature

of temporary employment would ensure that temporary employees have only a

short-run relationship with the employer. As such, in the absence of a tempo-

rary recruitment agency, the employer would have a strong incentive to renege

on any payments that were promised in return for the provision of high e¤ort by

the employee. This would in turn provide an incentive for the employee to only

provide low e¤ort. However, if the employer obtains his temporary employees

through a temporary recruitment agency, then that agency will have a long-run

relationship with the �rm. Furthermore, if that agency refers its workers to
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many di¤erent �rms, then it will have a long-run relationship with the tempo-

rary employees that use its referral services. As such, the temporary recruitment

agency may be able to leverage its long-run relationships with employers and

temporary employees to create an arti�cial long-run relationship between the

employers and the temporary employees. As such, the use of temporary re-

cruitment agencies may allow for equilibria in which the employees provide high

e¤ort and the employers do not renege on their promise to pay extra for the

provision of high e¤ort.

Biglaiser and Friedman ([15]) provide a reputation-based theory of the ex-

istence of retailers. They consider a moral hazard problem in which consumers

do not observe the quality of a good until after they have purchased it. As such,

producers will have an incentive to mislead consumers about the quality of the

goods they produce. This incentive is reduced if the producer sells his products

through retailers that also stock the products of other producers rather than

directly to the public. The reason for this is that the retailers will lose future

sales on their other products if they do not punish a producer for misleading

consumers about the quality of his products.

In many respects, Biglaiser and Friedman�s model is the closest in spirit

to the one employed in this paper. In both models, an intermediary has a

long-run relationship with producers because he sells their products to many

di¤erent consumers. Similarly, in both models an intermediary has a long-run

relationship with consumers because he sells many di¤erent products that they

might wish to purchase. However, there are also a number of di¤erences. One

relatively minor di¤erence relates to the party that chooses to use the services

of an intermediary. In Biglaiser and Friedman�s model, the producers choose to

use an intermediary to market their goods to consumers. In the model employed

in this paper, consumers choose to use an intermediary to access the services of
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a producer.

There are also more signi�cant di¤erences between the two models. Biglaiser

and Friedman allow quality to vary continuously, while specialist e¤ort can only

take on one of two values in the model considered in this paper. In Biglaiser and

Friedman�s model, consumers learn the quality of the products they purchase

following the transaction. If they purchased the product from an intermediary,

the intermediary also learns the quality of the product after the transaction

has been completed. As such, there is never any uncertainty about whether or

not they have been deceived by the producer. However, in the model employed

in this paper, patients and general practitioners cannot always infer the e¤ort

choices of specialists. In order to allow for the possibility that producers may

mislead consumers about the quality of their products, Biglaiser and Friedman

incorporate a signaling component into their model. No signaling components

are incorporated into the model considered in this paper. One �nal di¤erence in

the structure of the two models relates to the length of the relationship between

consumers and producers. In Biglaiser and Friedman�s model, in the absence of

retailers, demand in every period will be the same if the producer never defects.

The proportional decrease in demand is identical to the proportion of customers

that were deceived in the previous period. This is consistent with consumers

having a long-run relationship with the producer. The main focus of this paper,

on the other hand, is on situations in which patients have only a short-run

relationship with specialists.

One of the most signi�cant di¤erences between Biglaiser and Friedman�s

analysis and the analysis presented in this paper relates to the type of equilibria

that are considered. Even when retailers are absent, Biglaiser and Friedman

focus on equilibria in which producers do not mislead consumers about the

quality of their products. The introduction of retailers reduces the cost to
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a producer of signalling his chosen quality level and reduces the price that a

consumer must pay to receive a product of that quality level. While a similar

result was obtained in the model employed in this paper for the case in which

both patients and GPs could motivate high e¤ort treatment from specialists,

this case was not the main focus of this paper. The main focus of this paper

was on situations in which patients could not motivate high e¤ort treatment

from specialists, but GPs could do so. We showed that there existed equilibria

in which this was the case that were preferred by patients to the outcomes

when GPs were not present. Patients preferred this equilibrium because the

additional expected bene�t they received from high e¤ort treatment exceeded

the additional cost of such treatment. In some cases, specialists also preferred

the presence of GPs. In these cases, the additional revenue that specialists

received from providing high e¤ort treatment exceeded the additional cost of

providing high e¤ort treatment.

2.8 Appendix: Industry structure with endoge-

nous prices

Throughout this paper, we have assumed that prices are set exogenously. This

assumption can be viewed as a black-box for any price formation process that

generates a uniform price. It does not really matter whether health care markets

are perfectly competitive, imperfectly competitive or even monopolised, as long

as price discrimination is not present. However, in the previous section on

industry structure when prices are exogenous, we imposed a slightly stronger

assumption. This assumption involved the equilibrium treatment price being the

same when GPs are present as it is when they are absent. In this section, we

relax this assumption and examine market outcomes in the context of an explicit
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price formation process. Equilibrium prices are assumed to be the outcome of

Bertrand competition. We will allow specialists to o¤er two di¤erent prices,

one for high e¤ort treatment and one for low e¤ort treatment. However, since

e¤ort is not observable and treatment outcomes are not veri�able, the high

e¤ort treatment price will need to satisfy the high e¤ort incentive compatibility

constraint if it is to be credible. The di¤erence between the high e¤ort incentive

compatibility constraint for patient-specialist interactions and the corresponding

constraint for GP-specialist interactions suggests that the equilibrium treatment

price may vary with the presence of GPs in some cases under this price formation

process.

2.8.1 Price formation without GPs

In the absence of GPs, standard Bertrand competition arguments suggest that

the equilibrium high e¤ort treatment price will be

r�11 =

�
1 +

(1� �)
��(1� �)

�
C.

This is the lowest price at which patients will believe that specialists will provide

high e¤ort treatment. Similarly, standard Bertrand arguments suggest that the

equilibrium low e¤ort treatment price will be

r�10 = 0.

Patients will demand high e¤ort treatment if and only if

B �
�
1 +

(1� �)
��(1� �)

�
C � �B,
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which can be rearranged to yield

C �
"

�� (1� �)2

�� (1� �) + (1� �)

#
B.

Thus, if the cost of providing high e¤ort treatment is not too high, then the

prevailing treatment price will be r�11. However, if the cost of high e¤ort is too

high, then the prevailing treatment price will be zero.

2.8.2 Price formation with GPs

When GPs are present, we need to determine both the equilibrium treatment

price and the equilibrium referral price. In this section, we will allow specialists

to o¤er three types of treatment service. They can o¤er high e¤ort treatment

to patients with a referral, high e¤ort treatment to patients without a referral

and low e¤ort treatment. Once again, each of these outcomes needs to be self-

enforcing. We have already described the candidate treatment prices in the

absence of a referral. As such, we only need consider the case in which a patient

seeks both a referral and treatment. If GPs have in�nite patient pools, standard

Bertrand arguments suggest that the equilibrium treatment price will be

r�11 =
C

�
.

Furthermore, assuming there are an in�nite number of potential GPs who stand

ready to enter at zero cost, Bertrand competition among GPs will result in an

equilibrium referral price of w� = k. As such, patients will seek both a referral

and high e¤ort treatment if and only if

B � C

�
� k � max

�
B �

�
1 +

(1� �)
��(1� �)

�
C; �B

�
.
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If a patient would prefer high e¤ort treatment without a referral to no treat-

ment whatsoever, then this becomes

B � C

�
� k � B �

�
1 +

(1� �)
��(1� �)

�
C,

which can be rearranged to obtain

k �
�
(1� �) [1� � (1� �)]

�� (1� �)

�
C.

This is equivalent to

C �
�

�� (1� �)
(1� �) [1� � (1� �)]

�
k.

On the other hand, if a patient would prefer low e¤ort treatment to high ef-

fort treatment without a referral, then the patient will seek high e¤ort treatment

with a referral if and only if

B � C

�
� k � �B,

which can be rearranged to obtain

k � (1� �)B � C

�
.

This is equivalent to

C � � [(1� �)B � k] .

Thus we know that the prevailing treatment price will be r�11 if either

�
�� (1� �)

(1� �) [1� � (1� �)]

�
k � C �

"
�� (1� �)2

�� (1� �) + (1� �)

#
B,
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or "
�� (1� �)2

�� (1� �) + (1� �)

#
B � C � � [(1� �)B � k] .

2.8.3 Market outcomes with endogenous prices

There are three possible outcomes in this market. The �rst outcome involves

all patients obtaining both a referral and high e¤ort treatment. The second

outcome involves all patients obtaining high e¤ort treatment without a referral.

The third case involves all patients obtaining low e¤ort treatment without a

referral.

All patients will obtain both a referral and high e¤ort treatment if either

�
�� (1� �)

(1� �) [1� � (1� �)]

�
k � C �

"
�� (1� �)2

�� (1� �) + (1� �)

#
B

or "
�� (1� �)2

�� (1� �) + (1� �)

#
B � C � � [(1� �)B � k] .

In these cases, the equilibrium treatment price will be

r�11 =
C

�
,

while the equilibrium referral price will be

w� = k.

Suppose that


 =

(
$ :

�
�� (1� �)

(1� �) [1� � (1� �)]

�
k � $ �

"
�� (1� �)2

�� (1� �) + (1� �)

#
B

)
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and

	 =

(
 :

"
�� (1� �)2

�� (1� �) + (1� �)

#
B �  � � [(1� �)B � k]

)
.

Note that it is possible that 
 might be an empty set. Similarly, it is possible

that 	 might be an empty set. In order for patients not to obtain a referral, we

need both C =2 
 and C =2 	.

All patients will obtain high e¤ort treatment without a referral if both C =2


 [	 and

C �
"

�� (1� �)2

�� (1� �) + (1� �)

#
B.

In this case, the equilibrium treatment price will be

r�11 =

�
1 +

(1� �)
��(1� �)

�
C,

while the referral market will not exist.

All patients will obtain low e¤ort treatment without a referral if both C =2


 [	 and

C >

"
�� (1� �)2

�� (1� �) + (1� �)

#
B.

In this case, the equilibrium treatment price will be

r�10 = 0,

while the referral market will not exist.
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Chapter 3

A learning theory of

referrals

3.1 Introduction

The potential for adverse selection problems to result in market failure is well

understood.1 Nonetheless, there are a number of ways in which the parties to

a transaction might be able to reduce the impact of adverse selection. The in-

formed party in a transaction might attempt to signal his type. Alternatively,

the uninformed party might attempt to design a screening contract that induces

the informed party to truthfully reveal his type. However, in a static setting,

such mechanisms might only be partially successful.2 If the transacting par-

ties interacted repeatedly, then reputation e¤ects might potentially reduce the

1See, for example, Akerlof ([3]), Pauly ([82]), Rothschild and Stiglitz ([96]), Stiglitz and
Weiss ([119]) and Wilson ([127]).

2Useful surveys of the signalling and screening literature include Hirshleifer and Riley ([49],
Chapter 11), Kreps ([60], Chapter 17), Mas-Colell et al ([68], Chapter 13), Riley ([92]) and
Stiglitz and Weiss ([120]). The seminal papers in this literature include Banks and Sobel
([11]), Cho and Kreps ([20]), Riley ([90], [91]), Rothschild and Stiglitz ([96]), Spence ([114])
and Wilson ([127]).
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incidence of adverse selection below the level that would occur in a static set-

ting. Unfortunately, there are many occasions in which parties to a transaction

do not repeatedly interact. In the absence of repeated interaction, reputation

cannot be relied upon to overcome adverse selection. As such, we might expect

adverse selection problems to be particularly severe in markets characterised by

few or infrequent interactions between the trading parties. Is consumer protec-

tion regulation the only safeguard available in such settings or can institutions

be devised that might capture the bene�ts of repeated interaction?

A gated industry structure might provide one possible solution to potential

adverse selection problems between parties that interact infrequently. An indus-

try has a gated structure when consumers seek a referral to a producer from an

intermediary, rather than accessing the services of a producer directly. These in-

termediaries aggregate many short-run transactions between various consumers

and a particular producer. This might enable an intermediary to learn the pro-

ducer�s level of pro�ciency more rapidly than an individual consumer. A gated

industry structure is observed in some professional service industries, including

the medical and legal professions in some countries. In the medical industries

of some Commonwealth countries, including Australia, it is unusual for patients

to visit a specialist without �rst obtaining a referral from a general practitioner

(GP).3 Indeed, while it is permissible for a patient to be treated by a specialist

without a referral in Australia, there are �nancial incentives o¤ered to patients

who obtain a referral for treatment by a specialist. In most medical specialties,

patients will be reimbursed a larger portion of their treatment costs under the

Medicare system in Australia if they obtain a referral before seeking treatment.4

This raises two interesting questions. Why do we observe a gated structure for

3Commonwealth countries in which many patients obtain a referral from a general practi-
tioner before seeking the services of a specialist include Australia ([83], p. 421; [23], part 2,
p. 3), New Zealand ([97], section 2, p. 14) and the United Kingdom ([19]).

4See, for example, Commonwealth of Australia ([23], part 2, p. 3).
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some professional service industries? Why might government regulation be re-

quired to support this gated industry structure? In this paper we provide an

answer to both of these questions. As an aid to exposition, we will focus on the

health care example.

This paper is organised as follows. First, we outline a competitive model

of a health care market in which treatment outcomes depend on the ability of

the treating specialist, which is private information. We analyse the outcomes

in a static version of this health care market. In particular, we characterise

the conditions under which the market will fail to exist because of the adverse

selection problem. We then proceed to show that if this static market is re-

peated an in�nite number of times, the resulting dynamic market is less likely

to fail to exist than the static market. Following this, we consider the impact of

introducing a gated structure to the dynamic health care market. This further

reduces the potential for the health care market to fail to exist. A comparison

between these three versions of the health care market is then provided. This

comparison illustrates the bene�ts of both repetition and the presence of in-

termediaries. Following this, we show that the bene�ts of the gated structure

might not be achievable without government intervention. The reason for this

is the presence of a positive information externality. Finally, we conclude by

comparing the results of this chapter with those that we obtained in Chapter 2

and with some features of actual health care markets.

3.2 A competitive model of health care markets

Consider an economy with three groups of agents who live forever. These groups

are patients, general practitioners (GPs) and medical specialists. Let patients

be indexed by i 2 f1; 2; � � � ; Ig, GPs by j 2 f1; 2; � � � ; Jg and specialists by

k 2 f1; 2; � � � ;Kg. We will assume that there are an in�nite number of patients
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(I !1) and specialists (K !1 ), but only a �nite numbers of GPs (J <1).

Patients are either well (d = 0) or sick (d = 1) In each period, a patient is

randomly a disease state, d 2 f0; 1g. Following this, each patient can choose

whether or not to seek treatment if he is sick. Treatment can sometimes result

in a cure, improving the patient�s health status for that period. The probabil-

ity that a sick patient is cured by treatment increases with the ability of the

treating specialist. Patients can seek a referral to the specialist from a GP if

they believe that this will increase the probability that they are treated by a

high ability specialist. Both referrals and treatments come at a price. For bud-

get constrained patients, the bene�ts of an increased probability of good health

need to be weighed against the foregone consumption of other goods that ex-

penditure on health care entails. We will assume that patients visit neither a

GP nor a specialist when they are healthy.5

All agents in this economy are price takers who behave as though the existing

prices are exogenously speci�ed. We will focus on stationary equilibria for this

economy, so that prices don�t change over time. The price per referral from any

GP is w, while the price per treatment from a medical specialist is r. We will

assume throughout that specialist ability is neither observable nor veri�able by

outside parties, although it may be learned by patients and GPs that interact

with the specialist. As such, the treatment price cannot vary with specialist

ability.

For payo¤ purposes, time is assumed to be discrete in this economy. Time

periods are indexed by t 2 f0; 1; 2; � � � g, with payo¤s occurring at the end of

each period. In each period, the market opens and the agents interact within

the market. Note that not all agents move at once in the market. The market

process involves sequential moves by various agents. Thus the timing of the

5 If the equilibrium prices for referrals and treatment are positive, this assumption is not
needed. Even if these prices are zero, we could avoid making this assumption by introducing
an opportunity cost of time (perhaps in the form of foregone leisure) into the model.
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moves in the market process is important. We will maintain the assumption

that time is discrete and index time within a period by s 2 f0; 1; 2; � � � g. In

this fashion, each point in time can be given a unique time stamp of the form

(t; s) 2 f0; 1; 2; � � � g2 = Z2+.

3.2.1 The timing of the market in each period

Prior to the beginning of the �rst stage game, at time t = �1, Nature selects an

ability level for each potential specialist as a sequence of independent draws from

a common distribution. Any given specialist has either high ability (� = 1) or

low ability (� = 0). Each specialist�s ability level, which is �xed for all time, is

observed by nobody except for that specialist. However, it is common knowledge

that the probability that any given specialist has a high level of ability is given

by � 2 (0; 1).

At the beginning of each period (s = 0), Nature randomly chooses a disease

state for each patient, di 2 f0; 1g. The disease state for each patient is chosen

as a random draw from some common distribution, �. The probability that any

given patient is sick in any given period is � 2 (0; 1), while the probability that

a patient is well in any given period is (1 � �). The distribution from which

these disease states are drawn is common knowledge.

At s = 1, having observed their disease state, patients choose whether or not

to seek treatment and, if they seek treatment, whether or not to seek a referral

from their GP. If they seek a referral, they choose which GP to visit at s = 2.

At s = 3, GP�s choose the specialists to which they will refer their patients.

At this point in the stage game, any patients who chose top self-refer at s = 2

will also choose the specialist from whom they will treatment. We will assume

that GPs follow up on the outcomes from treatment of any of the patients they

refer. In this fashion, the GP knows the entire history of outcomes for each of
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his previous referrals at the start of each period. This allows him to use this

information when making his current referral decisions.

Following this, at s = 4, specialists treat each patient that has been referred

to them. Finally, at s = 5, Nature chooses whether or not each patient is cured.

If a patient is cured, he will have good health in that period (h = 1), while if

the patient is not cured, he will have bad health (h = 0). We will assume that

treatment by a high ability specialist always results in a patient being cured,

while treatment by a low ability specialist never results in a patient being cured.

Furthermore, any patient who chose not to seek treatment will not be cured.

3.2.2 Player objectives

Every agent in this game is assumed to maximise the discounted present value of

a sequence of per-period von Neuman Morgernstern expected utility functions.

Furthermore, they all have a common rate of time preference, represented by

the stationary discount factor � 2 [0; 1). Thus di¤erences in the preferences of

the three groups of agents arise from di¤erences in their per-period preferences.

These are outlined below.

Patients

Patients all have identical per-period preferences de�ned over their expendi-

ture on health care (p) and their health state (h). These preferences may be

represented by a quasi-linear per-period Bernoulli utility function of the form

u(ht; pt) = B(ht)� pt,

where B(0) is normalised to zero and B(1) = B > 0.

The health state in each period is a random variable and may vary across

patients. It depends on whether or not the patient is sick, whether or not
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treatment is sought and, if so, the ability of the treating specialist. If a sick

patient receives treatment from a high ability specialist, he will de�nitely be

cured. If a sick patient receives treatment from a low ability specialist, he will

de�nitely not be cured. Since each patient knows his disease status before having

to make any decisions about treatment, the probability of good health in period

t is given by

�t =

8>>>>>>>>>>>>>><>>>>>>>>>>>>>>:

1
if either d = 0 or

high ability treatment is received with certainty when d = 1;

�
if d = 1 and treatment is sought

from a specialist whose ability is not known;

0
if d = 1 and either low ability treatment is received

or no treatment is sought.

Expenditure on health care in any given period may also vary across patients.

It will depend on whether or not the patient seeks treatment and, if so, whether

or not the patient also seeks a referral. We will assume that patients do not seek

a referral if they do not also desire treatment. Thus a patient�s expenditure on

health care is given by

pt =

8>>>><>>>>:
0 if neither treatment nor referral is sought;

r if treatment is sought without a referral;

w + r if both treatment and referral are sought.

This allows us to express a patient�s per-period expected utility as

Eu(ht; pt) = �tB � pt.
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General practitioners

GPs are assumed to be risk-neutral. As such, they maximise their expected

pro�ts. The Bernoulli utility function that represents their per-period prefer-

ences is simply their per-period pro�t. Let nj;1;t denote the number of referrals a

particular GP makes in period t. Assuming that they have a constant marginal

cost of CGP per referral and no �xed costs, their per-period pro�ts are

�j = nj;1(w � CGP ),

where we have dropped the time subscripts for convenience.

Note that nj;1;t is a random variable if a GP has a �nite patient pool of size

nj;t. However, when GP has an in�nite patient pool, this source of uncertainty

disappears. The reason for this is that nj;1;t converges almost surely to �nj;t =

1 as nj;t !1.

Proposition 19 nj;1;t converges almost surely to �nj;t =1 as nj;t !1.

Proof. First, note that

nj;1 =
nj;1
nj

nj = �jnj .

Furthermore,

�j =
nj;1
nj

=
1

nj

n(j)X
i(j)=1

1i(j);1,

where 1i(j);1 is an indicator variable that takes the value of one if the patient in

question is sick and the value zero otherwise. Note that GP j has a patient pool

consisting of nj patients, including those that do not need the GPs services in

the current period. These patients are indexed by ij 2 f1; 2; � � � ; njg. Note that

each of these indicator variables is a Bernoulli random variable that takes on

the value one with probability � and zero otherwise. As such,
�
1i(j);1

	n(j)
i(j)=1

is a

sequence of independent and identically distributed Bernoulli random variables
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in which

E
�
1i(j);1

�
= �(1) + (1� �)(0) = � for all ij 2 f1; 2; � � � ; njg.

Thus, from the strong law of large numbers6 , we know that

Pr

�
lim

n(j)!1
�j = �

�
= 1.

This allows us to conclude that �j converges almost surely to �. Finally, note

that

lim
n(j)!1

nj =1.

Thus we can conclude that

nj;1 = �jnj
a:s:�! (�) (1) =1.

Hence we know that nj;1;t converges almost surely to �nj;t = 1 as nj;t ! 1.

Medical Specialists

Like GPs, medical specialists are assumed to be risk-neutral. As such, a spe-

cialist�s per-period Bernoulli utility function is simply his pro�t. This pro�t

will depend on the treatment price (r) and the cost of constant marginal cost

6See Billingsley ([16], pp. 85-86) for a discussion of the strong law of large numbers. Note
that when GP patient pools are �nite, the number of members in a GP�s patient pool is an
integer. As such, when we take the limit as this number approaches in�nity, we are restricting
our attention to the set of natural numbers. In e¤ect, there is a one-to-one correspondence
between each member of a GP�s patient pool and each element of the set of natural numbers
when that GP has an in�nite patient pool. As such, each GP has a countable number of
patients. This ensures that the standard version of the strong law of large numbers applies
in the model considered in this paper. If we had assumed that each GP had a continuum of
patients instead of a countably in�nite number of patients, we would have needed to use the
techniques mentioned in Judd ([57]). The reason for this is that each GP would have had an
uncountable number of patients in that case.
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of treatment (CS). We will assume that there are no �xed costs of treatment.

Each specialist�s per-period per-patient pro�t is given by r�CS . Let nk;t denote

the number of patients a particular specialist treats in period t. Given this, the

specialist�s pro�t in period t is simply

�k;t = nk;t(r � CS).

In each period, specialists observes the number of patients seeking treatment

from them before actually treating any patients. As such, the only uncertainty

that a¤ects medical specialists relates to the number of patients that will seek

their treatment services in future periods. While this may be a function of the

outcomes that result from their current and past treatment of patients, there is

nothing they can do to in�uence these outcomes. Thus specialists will simply

maximise their per-period pro�ts.

3.3 Static outcomes in competitive health care

markets

Before analysing the dynamic model of competitive health care markets, it is

useful to consider what would happen in the absence of any repetition whatso-

ever. To do this, we will initially assume that patients can be a icted with the

disease at most once. As such, patients will only need the services of medical

specialist at most once. We will focus on a representative patient (i) whose has

the disease and a representative specialist (k). We will assume that all agents

in this economy are price takers and that all prices are exogenously determined.

Specialist will receive the treatment price (r) from each patient that they

treat. However, they will also incur a treatment cost equal to CS for each patient

that they treat. This treatment cost is independent of their ability.
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Proposition 20 (The participation constraint for specialists): Specialists will

o¤er their treatment services if and only if r � C.

Proof. Medical specialists are pro�t maximisers. They can guarantee them-

selves zero pro�ts by refusing to treat any patients. As such, they will only

treat patients if the pro�t per patient is at least zero. This requires that the

treatment price either matches or exceeds the cost of treatment for each patient.

Now consider a sick patient. If the patient is cured, then he will be in good

health (h = 1) for the remainder of the current period. This will yield him

bene�ts equal to B(h) = B(1) = B > 0. If the patient is not cured, he will be

in bad health (h = 0) for the remainder of the current period. This yields him

bene�ts equal to B(h) = B(0) = 0. If the patient is to have any chance of being

cured of this disease, he will require treatment by a medical specialist. There are

two types of medical specialists, high ability specialists (� = 1) and low-ability

specialists (� = 0). If the patient is treated by a high ability specialist, he is

guaranteed to be cured. If the patient is treated by a low ability specialist, he

is guaranteed not to be cured. Unfortunately, each specialist�s ability is private

information, known only to that specialist. It is common knowledge, however,

that the probability of any given specialist having high ability is � 2 (0; 1).

Proposition 21 (The participation constraint for patients): Patients will seek

treatment if and only if r � �B.

Proof. Since the participation constraint for specialists is independent of their

ability, patients with rationally believe that the probability of a cure following

treatment is equal to the probability that a specialist has high ability. As such,

if a patient obtains treatment, his expected utility is:

EUi(treatment) = �B + (1� �)0� r = �B � r.
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If a patient does not obtain treatment, he will neither be cured nor will he have

to pay the treatment price. As such, his expected utility will be zero. Thus a

patient will seek treatment if and only if �B�r � 0. This requires that r � �B.

The outcomes in this static health care market will vary with the treatment

price. If the price is too low, no specialists will o¤er their treatment services.

As such, no patients will be cured. If the treatment price is too high, no pa-

tients will seek treatment and hence no patients will be cured. In both cases,

patients receive zero expected utility and specialists receive zero pro�t. There

will sometimes be an intermediate range of prices in which all patients will seek

treatment and all specialists will o¤er their treatment services. In these cases,

patients will receive non-negative expected utility and specialists will earn non-

negative pro�ts. However, some patients will be disappointed with the outcome

of their treatment. These are the patients that will have been unfortunate

enough to be treated by a low ability specialist.

Proposition 22 (Static market existence): If �B < CS, then the set of prices

at which both patients demand treatment and specialists supply treatment is

empty. If �B � CS, then the set of prices at which both patients demand

treatment and specialists supply treatment is non-empty.

Proof. Both the specialist participation constraint and the patient participation

constraint are satis�ed if and only if CS � r � �B. This clearly requires that

CS � �B. Thus, if CS > �B, there are no values for the treatment price that

will satisfy both participation constraints. If CS = �B, then there is unique

value for the treatment price that will satisfy both participation constraints.

This value is r = CS = �B. Finally, if CS < �B, then there is a range of values

for the treatment price that will satisfy both participation constraints. These

are r 2 [C; �B].
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Proposition 23 (Static market outcomes): If the health care market exists,

then patients will receive non-negative expected utility and specialists will make

non-negative pro�ts. However, some patients might not be cured following treat-

ment.

Proof. If the health care market exists, then CS � r � �B. This means that

EUi = �B � r � �B � �B = 0.

It also means that

�k(d) = r � CS � CS � CS = 0.

Thus patients receive non-negative expected utility and specialists receive non-

negative pro�ts. However, since both high ability specialists and low ability

specialists are prepared to o¤er their treatment services for this range of prices,

some patients might have sought treatment from a low-ability specialist. Any

such patients will not be cured.

3.4 Dynamic outcomes without general practi-

tioners

Suppose we now play an in�nitely repeated version of the stage game in the

absence of GPs. In this version of the dynamic model, any patient that wants

to be treated by a specialist needs to seek the services of a specialist without

a referral. Before observing his disease state in period zero, a patient�s lifetime

expected utility is

Ji =
1X
t=0

�t�EUi;t(sick) +
1X
t=0

�t(1� �)EUi;t(well).
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The expected utility that patients receive in periods when they are well is not

a¤ected by their treatment choices when they are sick. As such, we can ignore

these terms when considering the impact of treatment decisions on a patient�s

lifetime expected utility. Given this, for the remainder of this paper we will only

focus on the payo¤s that a patient receives in periods when he is sick.

The �rst time a patient is a icted with the disease, he will not have any

information about the ability of any of the specialists. As such, he may as well

randomly select a specialist from whom to seek treatment if he decides to seek

treatment.

Proposition 24 (Treatment payo¤ ): If it is optimal for a patient to seek treat-

ment when he is �rst a icted with the disease, then it will be optimal for him

to seek treatment whenever he is a icted with the disease. Furthermore, his

lifetime expected utility, net of at that point in time is

V =

�
(1� �) + ��

(1� �)2 + (1� �)��

�
�B �

�
(1� �) + ���

(1� �)2 + (1� �)��

�
r.

Proof. The patient does not know the ability of whichever specialist treats him

the �rst time he is a icted with the disease. As such, his expected utility in

that period is simply �B � r. Following treatment, the patient is either cured

or not cured. As such, he learns the ability of the treating specialist. If he is

cured, then he knows the treating specialist has a high level of ability. If it is ever

optimal to seek treatment, then it must be optimal to do so when you know that

you will be cured. As such, the patient will seek treatment from that specialist

whenever he is sick in future periods. If the patient is not cured in the current

period, then he knows the treating specialist has a low level of ability. As such,

he will never seek treatment from that specialist again. However, he might still

get sick in some future periods. In the next such period, he will need to start

from scratch. Since there an in�nite number of potential medical specialists,
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the problem he will face in that period will be identical to the current one. As

such, the lifetime expected utility from that period onwards will be identical to

the lifetime expected utility in the current period. Hence, the patient�s lifetime

expected utility the �rst time he gets sick, prior to treatment, must satisfy the

following equation:

V = (�B � r) + �
1X
t=1

�t�(B � r) + (1� �)
1X
t=1

�t�(1� �)t�1V .

Note that this equation can be rewritten as

V = (�B � r) + ��
1X
t=0

�t�(B � r) + (1� �)�
1X
t=0

[� (1� �)]t �V ,

which becomes

V = (�B � r) + ��
�
�(B � r)
1� �

�
+ (1� �)�

�
�V

1� � + ��

�
.

Solving this equation for the patient�s lifetime expected utility (V ) yields:

V =

"
(1� � + ��)2

(1� � + ���) (1� �)

#
�B �

�
(1� � + ��)
(1� �)

�
r.

While we have characterised a patients lifetime expected utility if he chooses

to seek treatment, we have not yet established the conditions under which seek-

ing treatment will be optimal. In order to derive these conditions, we �rst need

to lifetime expected utility of a sick patient who does not seek treatment.

Proposition 25 (Non-treatment payo¤ ): If it is optimal for a patient not to

seek treatment when he is �rst a icted with a the disease, then it will never be

optimal for him to seek treatment. Furthermore, his lifetime expected utility at

that point in time is zero.
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Proof. If the patient does not seek treatment when he is �rst a icted with

the disease, then he will neither be cured in that period nor incur any medical

expenses in that period. As such, his expected utility in that period is zero.

Furthermore, since he did not seek treatment, he will not learn anything about

the ability of any of the medical specialists. As such, he will face an identical

problem the next time he gets sick, assuming such an event occurs. If it is

optimal for him not to seek treatment the �rst time he gets sick, it must therefore

be optimal for him not to seek treatment the next time he gets sick. Thus, by

mathematical induction, if it is not optimal for a patient to seek treatment the

�rst time he is sick, it will never be optimal for him to seek treatment when he

is sick. The lifetime expected utility of such a patient will be zero.

Now that we have characterised the payo¤s to a patient, both when he

chooses to seek treatment and when he does not, we are in a position to derive

the conditions under which it will be optimal for him to seek treatment when

he is sick.

Proposition 26 (Participation constraint for patients): A sick patient will seek

treatment in this dynamic health care market if and only if

r �
�
(1� � + ��)
(1� � + ���)

�
�B.

Proof. We have already established that a patient will either always seek

treatment when he sick or never do so. Furthermore, we have calculated the

lifetime expected utility at the point in time where the patient �rst discovers

that he sick for both of these cases. Thus we know that a sick patient will choose

to seek treatment if and only if his lifetime expected utility from doing so is at

least as large as his lifetime expected utility from not seeking treatment. This
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requires that

"
(1� � + ��)2

(1� � + ���) (1� �)

#
�B �

�
(1� � + ��)
(1� �)

�
r � 0.

This inequality can be rearranged to obtain

r �
�
(1� � + ��)
(1� � + ���)

�
�B.

Thus patients will seek treatment whenever the treatment price is not too high.

It is worth noting that the range of treatment prices for which patients will

be willing to seek treatment in this dynamic health care market is larger than

that in a static health care market. This makes intuitive sense because the

bene�ts from seeking treatment in the dynamic market are larger than they are

in the static market. As well as the expected bene�ts from treatment in the

current period, which occur in both markets, patients who seek treatment will

also learn the ability level of the treating specialist. While this has no value in

a static model, it yields positive expected utility in a dynamic market.

Proposition 27 (The bene�ts of repetition): The maximum treatment price at

which a patient will seek treatment is higher in a dynamic market than it is in

a static market.

Proof. Let brd denote the maximum price at which patients will seek treatment

in a dynamic market and brs denote the maximum price at which patients will

seek treatment in a static market. These prices are given by least upper bounds

of the patient participation constraints in each model. Note that

brd � brs = � (1� � + ��)
(1� � + ���)

�
�B � �B,
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which can be rearranged to obtain

brd � brs = � (1� �)��
(1� � + ���)

�
�B > 0.

Thus we know that brd > brs.
There is nothing that specialists can do to in�uence treatment outcomes,

treatment costs or treatment prices. This means that repetition does not a¤ect

their participation decisions. As such, the participation constraint facing spe-

cialists in dynamic health care markets will be the same as that facing them in

static health care markets. We are now in a position to characterise the con-

ditions under which a dynamic health care market will exist. As with a static

health care market, the outcomes in this dynamic health care market will vary

with the treatment price. If the price is too low, no specialists will o¤er their

treatment services. As such, no patients will be cured. If the treatment price

is too high, no patients will seek health care treatment and hence no patients

will be cured. In both cases, patients receive zero expected utility and spe-

cialists receive zero pro�t. There will sometimes be an intermediate range of

prices in which all patients will seek treatment and all specialists will o¤er their

treatment services. In these cases, patients will receive non-negative lifetime

expected utility and specialists will earn non-negative pro�ts. However, some

patients will be disappointed with the outcome of their treatment on at least

one occasion. These are the patients that will have been unfortunate enough to

be treated by a low ability specialist in at least one period.

Proposition 28 (Dynamic market existence): If brd < CS, then the set of

prices at which both patients demand treatment and specialists supply treatment

is empty. If brd � CS, then the set of prices at which both patients demand

treatment and specialists supply treatment is non-empty.
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Proof. Both the specialist participation constraint and the patient participation

constraint are satis�ed if and only if CS � r � brd. This clearly requires that
CS � brd. Thus, if CS > brd, there are no values for the treatment price that will
satisfy both participation constraints. If CS = brd, then there is unique value
for the treatment price that will satisfy both participation constraints. This

value is r = CS = brd. Finally, if CS < brd, then there is a range of values for
the treatment price that will satisfy both participation constraints. These are

r 2 [CS ; brd].
Proposition 29 (Dynamic market outcomes): If the health care market ex-

ists, then patients will receive non-negative expected utility and specialists will

make non-negative pro�ts. However, some patients might not be cured following

treatment.

Proof. If the health care market exists, then the participation constraints

of both patients and specialists must be satis�ed. Thus patients receive non-

negative expected utility and specialists receive non-negative pro�ts. However,

since both high ability specialists and low ability specialists are prepared to

o¤er their treatment services for this range of prices, some patients might have

sought treatment from a low-ability specialist on at least one occasion when

they were sick. Any such patients will not have been cured on those occasions.

We showed earlier that the repetition present in this dynamic health care

market expands the set of treatments prices for which patients will be willing to

seek treatment compared to the set of such prices in a static health care market.

Since the set of treatment prices for which specialists will o¤er their services is

the same in both markets, this means that there is a larger set of circumstances

in which a dynamic health care market will exist than in which a static health

care market will exist.
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Proposition 30 (The relationship between static market existence and dynamic

market existence): A dynamic health care market will exist whenever a static

health care exists. Furthermore, a static health care market will not exist when-

ever a dynamic health care market does not exist. However, there are some cases

where a dynamic health care market will exist but a static health care market

will not exist.

Proof. First, we will show that the existence of a static health care market

implies the existence of a dynamic health care market. We have already es-

tablished that a static health care market will exist if and only if CS � brs.
We have also already established that brd > brs. Thus, if a static health care
market exists, we know that CS < brd. Thus the the condition that guarantees
the existence of a dynamic health care market (CS � brd) is satis�ed. Thus the
existence of a static health care market does indeed imply the existence of a

dynamic health care market. Now we show that the non-existence of a dynamic

health care market implies the not existence of a static health care market. If a

dynamic health care market does not exist, then we know that CS > brd. Sincebrd > brs, this means that CS > brs as well. This means that, if a dynamic health
care market cannot exist, then nor can a static health care market. Finally, we

will show that there are some cases in which a dynamic health care market will

exist, but a static health care market will not exist. Suppose that brs < CS � brd.
In this case, the necessary and su¢ cient condition for the existence of a static

health care market is not satis�ed, but the necessary and su¢ cient condition for

the existence of a dynamic health care market is satis�ed. Hence there are cases

where a dynamic health care market can exist but a static health care market

cannot exist.
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3.5 Dynamic outcomes with general practition-

ers

Having established what happens in a dynamic health care market without gen-

eral practitioners, we are now in a position to analyse the impact of introducing

them. Suppose, for the moment, that access to treatment by medical specialists

is subject to regulation. Speci�cally, we will assume that all sick patients will

need to seek a referral before obtaining treatment in the �rst period (period

zero). In all subsequent periods, sick patients will be able to choose whether

or not to seek a referral before obtaining treatment. A regulation along these

lines is needed because of the presence of an information externality. This issue

is discussed in more detail later in this paper. Market outcomes in period zero

will be deferred until later in this paper as well. In this section, we will focus

on outcomes in this form of a dynamic health care market after period zero has

�nished.

Suppose that there are a �nite number of GPs, each of whom has an in�-

nite patient pool in period zero of this dynamic health care market. In these

circumstances, each GP must have an in�nite number of sick patients in period

zero.

Proposition 31 (Patient numbers): Each GP has and in in�nite number of

sick patients in period zero.

Proof. We showed earlier that nj;d converges almost surely to �dnj = 1 as

nj;t ! 1. Given that all GPs have in�nite patient pools in period zero, they

will almost surely have an in�nite number of sick patients in that period.

Since each GP has an in�nite number of sick patients in period zero, he can

refer a single patient to each of an in�nite number of medical specialists. As

such, every GP will �nd at least one medical specialist who has high ability.
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Proposition 32 (GP learning): In period zero, every GP will �nd at least one

medical specialist who has high ability.

Proof. Recall that any given specialist has high ability with probability � and

low ability with probability (1 � �). Furthermore, recall that GPs observe the

treatment outcomes for all of the patients for whom they provide a referral.

Since the ability level of each specialist is perfectly revealed by the outcome of

any treatment that they provide, a GP will learn the ability level of any specialist

to whom he refers at least one patient. Since the GP has an in�nite number

of sick patients, he can refer a single patient to each of an in�nite number of

medical specialists. The probability that at least one of these specialists has

high ability is simply one minus the probability that none of the specialists who

treat a patient referred by the GP has high ability. This is given by

Pr f#j;k(� = 1) > 0g = 1� lim
n(j;1)!1

�
�n(j;1)

�
= 1� 0 = 1.

Thus, in period zero, each GP will �nd at least one medical specialist who has

high ability.

Thus it is possible for every GP to �nd at least one high ability specialist

in period zero. Since the ability of specialists is �xed for all time prior to

the opening of the dynamic health care market in period zero, every GP can

guarantee a patient that he will be cured if he seeks a referral from that GP in

any time period after period zero.

A potential problem with referrals is that GPs might have an incentive to

refer patients to a low ability specialist. The reason for this is that patients

will no longer need a referral after they learn the identity of a high ability

specialist. If GPs are earning positive pro�ts on each referral they make, they

might attempt to induce further demand for services by initially making poor

referrals. However, patients can deter such a strategy by threatening to dump
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any GP who refers them to a low ability specialist after period zero. This will

remove any incentive that GPs might have to make poor referrals after period

zero.

Proposition 33 (GP incentive compatibility constraint): General practitioners

cannot pro�t by referring patients to specialists who have low ability after period

zero.

Proof. If all consumers employ a strategy that involves never again using the

referral services of a GP who refers them to a low ability specialist after period

zero, then GPs will not gain anything by referring any patient to a low ability

specialist after period zero.. As such, after period zero, GPs will be indi¤erent

between referring patients to high ability specialists and referring them to low

ability specialists. In these circumstances, it is reasonable to assume that GPs

will refer patients to high ability specialists after period zero.

In order to analyse market existence and market outcomes under these cir-

cumstances, we need to consider the behaviour of two groups of consumers. The

�rst group of consumers are those that are fortunate enough to have been treated

by a high ability specialist in period zero. The second group of consumers con-

sists of all consumers who are not members of group one. This includes both

patients who were not sick in period zero, patients who were sick in period zero

but were unfortunate enough to be treated by a low ability specialist and pa-

tients who were sick but chose not to seek treatment in that period. The lifetime

utility after period zero will be di¤erent for these two groups of patients. The

�rst time a patient in group one gets sick after period zero, his lifetime expected

utility if he seeks treatment will be

Vi;1 = (B � r) +
1X
t=1

�t� (B � r) =
�
1� � + ��
1� �

�
(B � r) .
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If a patient in group two seeks a referral after period one, he knows that he will

be referred to a high ability specialist. As such, he will learn the identity of a

high ability specialist. Thus, the �rst time a patient in group two gets sick after

period zero, his lifetime expected utility if he seeks a referral and treatment is

Vi;2 = (B � r � w) +
1X
t=1

�t� (B � r) =
�
1� � + ��
1� �

�
(B � r)� w.

With these lifetime expected utilities in hand, we can characterise the cir-

cumstances under which members of each will choose to seek treatment when

they are sick.

Proposition 34 (Participation constraint for informed patients): A patient

who knows the identity of a high ability medical specialist will treatment when-

ever he is sick if and only if r � B. Furthermore, if r > B he will never seek

treatment.

Proof. The remaining lifetime expected utility of a sick patient who knows the

identity of a high ability specialist is given by Vi;1. Furthermore, this is true for

any period in which he is sick. This patient will seek treatment when he is sick

if and only if Vi;1 � 0. This requires that r � B. Thus a patient who knows

the identity of a high ability specialist will seek treatment whenever he is sick

if and only if r � B.

Proposition 35 (Participation constraint for uniformed patients who have ac-

cess to an informed GP): A patient who does not know the identity of a high

ability specialist but whose GP does know the identity of such a specialist will

weakly prefer to seek both a referral and treatment over no treatment when he

is �rst sick if and only if

r � B �
�

1� �
1� � + ��

�
w.
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Furthermore, if such a patient seeks both a referral and treatment the �rst time

he is sick and w � 0, he will seek treatment whenever he is sick from that point

in time onwards.

Proof. The remaining lifetime expected utility of a sick patient who does not

knows the identity of a high ability specialist but whose GP does know the

identity of a high ability specialist is given by Vi;1 if that patient seeks both

a referral and treatment. This patient will prefer to seek both a referral and

treatment if and only if Vi;1 � 0. This requires that

�
1� � + ��
1� �

�
(B � r)� w � 0,

which can be rearranged to yield

r � B �
�

1� �
1� � + ��

�
w.

Finally, note that following the referral and treatment, such a patient will know

the identity of a high ability specialist. We know that informed patients will be

willing to seek treatment whenever they are sick if r � B. Thus if w � 0 and

uninformed patients with access to an informed GP seeks a referral after period

zero, then it must the case that r � B.

Recall that repetition does not a¤ect the participation decision of specialists.

As such, the participation constraint facing specialists in this dynamic health

care markets with GPs will be the same as that facing them in a static health

care market. We are now in a position to characterise the conditions under

which a dynamic health care market with GPs will exist.

Proposition 36 (Treatment market existence): If all sick patients seek treat-

ment in period zero, then the treatment market will exist after period zero when-
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ever CS � B. However, some patients will choose not to seek treatment if

r 2
�
max

�
CS ;

�
(1� � + ��)
(1� � + ���)

�
�B;B �

�
1� �

1� � + ��

�
w

�
; B

�
.

Proof. Recall that patients are not allowed to seek treatment without a referral

in period zero. As such, if every sick patient in period zero seeks treatment, then

every sick patient will also seek a referral. Since each GP has an in�nite patient

pool, this means that each GP will almost surely have an in�nite number of sick

patients in period zero. We have already shown that this ensures that each GP

will be able to discover the identity of at least one high ability specialist. Since a

GP only discovers the identity of a high ability specialist when at least one of his

patients is treated by a high ability specialist, we know that at least one patient

from the patient pool of each GP must also learn the identity of a high ability

specialist. This means that there will be at least J informed patients at the end

of period zero. If these patients are ever sick from the beginning of period one

onwards, they will seek treatment whenever r � B. Specialists will be willing

to provide a referral if and only if r � CS . As such, the treatment market will

exist if and only if CS � B. On the other hand, if CS > B, then the treatment

market will not exist. The mere existence of the treatment market does not

mean that all sick patients will choose to seek treatment. Clearly informed

patients will seek treatment. However, uninformed patients might not do so.

Recall that uninformed patients would be willing to seek treatment without a

referral if and only if

r �
�
(1� � + ��)
(1� � + ���)

�
�B =

�
� (1� �) + ���
(1� �) + ���

�
B < B.

Furthermore, assuming that w � 0, uninformed patients will be willing to seek
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treatment with a referral if and only if

r � B �
�

1� �
1� � + ��

�
w < B.

Thus uninformed patients will only participate in the treatment market if

max

��
(1� � + ��)
(1� � + ���)

�
�B;B �

�
1� �

1� � + ��

�
w

�
� CS .

If the treatment market exists but this condition does not hold, then it must be

the case that

max

�
CS ;

�
(1� � + ��)
(1� � + ���)

�
�B;B �

�
1� �

1� � + ��

�
w

�
= CS

and r 2 [CS ; B]. This means that uninformed patients will not participate in

the treatment market despite the fact that it exists.

Since GPs are also present in the health care sector now, we also need to

consider the existence of a referral market. This requires us to examine par-

ticipation constraints for patients and GPs in the referral market after period

zero.

Proposition 37 (Patient participation constraint for referrals): Informed pa-

tients will never seek a referral. Uninformed patients will seek a referral if and

only if both

r � B �
�

1� �
1� � + ��

�
w

and

w �
�
1� � + ��
1� � + ���

�
(1� �)B.

Proof. Recall that

brd = � (1� � + ��)
(1� � + ���)

�
�B.
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Let

brGP = B �
�

1� �
1� � + ��

�
w.

Consider an uniformed patient who is sick at some time after period zero. If

this patient seeks both a referral and treatment, his remaining lifetime expected

utility will be

Vi(referral) =

8>>>><>>>>:

�
1��+��
1��

�
(B � r)� w if r � brGP ;
0 if r > brGP .

If the patient seeks treatment without a referral, his remaining lifetime expected

utility will be

Vi(treatment) =

8>>>><>>>>:

h
(1��+��)2

(1��+���)(1��)

i
�B �

h
(1��+��)
(1��)

i
r if r � brd;

0 if r > brd.
Finally, if the patient seeks neither treatment nor referral, his remaining lifetime

expected utility will be zero. A patient will prefer to seek to seek a referral and

treatment to no treatment whatsoever if and only if

�
1� � + ��
1� �

�
(B � r)� w � 0.

This can be rearranged to obtain

r � B �
�

1� �
1� � + ��

�
w.

Furthermore, a patient will prefer to seek both a referral and treatment over

treatment alone if and only if Vi(referral) � Vi(treatment). If r � min fbrd; brGP g,
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this requires that

�
1� � + ��
1� �

�
(B � r)� w �

"
(1� � + ��)2

(1� � + ���) (1� �)

#
�B �

�
(1� � + ��)
(1� �)

�
r.

This can be rearranged to obtain

w �
�
1� � + ��
1� � + ���

�
(1� �)B.

Proposition 38 (GP participation constraint): GPs will o¤er their referral

services whenever w � CGP .

Proof. We have already established that patients can deter GPs from referring

them to low ability specialists. As such, repetition does not a¤ect the participa-

tion decision of GPs. Recall that there are no �xed referral costs and constant

marginal referral costs. As such, the average cost of a referral is constant. In-

deed, it is simply the marginal referral cost. Hence GPs will participate if and

only if the referral price exceeds this referral cost. This requires that w � CGP .

With the participation constraints for patients and GPs in hand, we are now

in a position to establish the conditions under which a referral market will exist.

Proposition 39 (Referral market existence): A referral market will exist if and

only if

CGP �
�
1� � + ��
1� � + ���

�
(1� �)B.

Proof. Note that only uninformed patients will seek a referral after period zero.

These patients will seek a referral if and only if

w �
�
1� � + ��
1� � + ���

�
(1� �)B.
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GPs will o¤er their referral services if and only if w � CGP . As such, the set of

referral prices for which both patients and GPs are willing to participate in the

referral market will be non-empty if and only if

CGP �
�
1� � + ��
1� � + ���

�
(1� �)B.

Finally, we are in a position to comment on the impact that the introduction

of GPs has on the threshold treatment price for market existence.

Proposition 40 (Treatment price when a referral market exists): If the refer-

ral market exists, then the threshold treatment price will satisfy the following

condition:

brGP 2 �brd; B � � 1� �
1� � + ��

�
CGP

�
� [brd; B] :

Proof. Recall that, for the referral market to exist, we need

CS � w �
�
1� � + ��
1� � + ���

�
(1� �)B.

As such, we know that

brGP � B �
�

1� �
1� � + ��

�
CGP � B.

Furthermore, we also know that

brGP � B �
�

1� �
1� � + ��

��
1� � + ��
1� � + ���

�
(1� �)B,

which can be rearranged to obtain

brGP � � (1� � + ��)
(1� � + ���)

�
�B = brd.

90



3.6 A comparison of treatment market outcomes

We can now compare the various circumstances in which a treatment market

will exist and the treatment outcomes in each of these circumstances. Recall

that a static treatment market will exist if CS � r � �B = brs, while a dynamic
treatment without GPs will exist if

CS � r �
�
(1� � + ��)
(1� � + ���)

�
�B = brd.

Furthermore, a dynamic treatment market with GPs in which all sick patients

seek treatment will exist if

CS � r � B �
�

1� �
1� � + ��

�
CGP = brGP .

Finally, a dynamic treatment market with GPs in which only informed patients

seek treatment will exist if

B �
�

1� �
1� � + ��

�
CGP = brGP � r � B.

The relationship between these various threshold treatment prices is illustrated

in Figure 3.1. It is clear that repetition expands the range of treatment prices

for which the treatment market will exist. Repetition and the presence of GPs

expands the range of treatment prices that are consistent with treatment market

existence even further.

Treatment market outcomes will vary with the nature of the market and the

prevailing prices. In both the static market and the dynamic market without

GPs, all patients will seek and obtain treatment whenever the treatment price
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Figure 3.1: The relationship between threshold treatment prices

r

0 CS sr̂ dr̂ GPr̂ B

lies between the cost of treatment and the relevant threshold treatment price.

However, in both cases, patients will not know whether or not they will be

cured. Some patients will be cured, while some patients will not be cured. In

a dynamic market with GPs, all patients will seek treatment if the treatment

price lies between the cost of treatment and the threshold price for uninformed

patients. However, if the treatment price lies between the threshold treatment

price for uninformed patients and the bene�t from good health, then only the

informed patients will seek treatment. In both of these cases, all of the patients

who seek treatment will be cured.

3.7 Information externalities and the need for

regulation

While characterising the outcomes in dynamic markets with GPs, we assumed

that all sick patients were required to seek a referral and treatment in period
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zero. This allowed every GP to learn the identity of at least one high ability

specialist before the start of the next period. In this section, we will exam-

ine patients referral choices in period zero. We will show that all sick patients

choosing to seek a referral in that period is not an equilibrium outcome. The

intuition for this result involves the presence of a positive information external-

ity. Individual patients bear the entire cost of obtaining a referral. However,

they do not capture any of the bene�ts from that referral. The patient would

learn the ability level of one of the specialists if he sought treatment regardless

of whether or not he also sought a referral. The bene�t from the referral is that

the GP also learns the ability level of one of the specialists for each referral that

he makes. Given the presence of this positive externality, it is not surprising

that patients may choose to consume too few referrals in period zero, from a

social welfare point of view. As such, some policy to correct for this may be

warranted. Potential policies include a requirement that patients seek a referral

before obtaining treatment in period zero or some form of subsidy for patients

who seek a referral. As we noted in the introduction to this chapter, the cost of

treatment is often subsidised for patients who seek a referral in Australia.

Proposition 41 (The need for regulation): All sick patients in period zero

choosing to seek a referral is not part of an equilibrium outcome if referrals

are not free.

Proof. Suppose that all but one of the sick patients in period zero choose

to seek both a referral and treatment. Consider the choice confronting the

remaining sick patient. There are an in�nite number of sick patients in period

zero who choose to seek a referral from each GP regardless of this patient�s

referral decision. As such, every GP will still be able to learn the identity of at

least one high ability GP at the end of period zero. Furthermore, the probability

of this patient becoming an informed patient at the end of period zero is not
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altered by his referral choice. As such, the continuation payo¤ for this patient

will not be altered by his referral decision. This means that he can simply

maximise his period zero expected utility when making a referral decision. The

expected utility for this patient in period zero if he seeks both a referral and

treatment is

EUi(referral) = �B � r � w.

The expected utility for this patient in period zero if he seeks only treatment is

EUi(treatment) = �B � r.

Clearly

EUi(referral) � EUi(treatment),

with the inequality being strict if w > 0. As such, this patient will choose not

to seek a referral in period zero if referrals are not free. Thus it cannot be an

equilibrium outcome for all sick patients to seek both a referral and treatment

in period zero if referrals are not free.

It appears that sick patients will not seek referrals in su¢ cient numbers to

allow GPs to become informed at the end of period zero. As such, some form

of regulation will be needed if each GP is to be able to learn the identity of at

least one high ability specialist. Suppose that any sick patient who wants to

obtain treatment in period zero is required to obtain a referral prior to seeking

treatment. Will such patients still choose to obtain treatment in period zero?

Proposition 42 (Patient participation constraint for period zero): If sick pa-

tients are required to obtain a referral before seeking treatment in period zero,

then they will seek treatment if and only if

w �
�
1� � + ��
1� � + 2��

���
�� ��+ ��

1� �

�
B �

�
1� � + ��
1� �

�
r

�
.

94



Proof. The lifetime expected utility of a sick patient in period zero who chooses

to seek both a referral and treatment can be decomposed into three terms. These

terms are the patient�s expected utility in period zero, his continuation utility

if he becomes informed at the end of period zero and his continuation utility

if he does not become informed at the end of period zero. The continuation

payo¤s will also need to be weighted by the probability of their occurrence. We

will assume throughout that all of the other sick patients during period zero

choose to seek a referral. Since we are deriving a condition under which this

will be true, this assumption will be valid if that condition holds. The patient�s

expected utility in period zero is

EUi(referral) = �B � r � w.

His continuation utility if learns the identity of a high ability specialist during

period zero is

Vi;1 =

1X
t=1

�t�(B � r) = ��(B � r)
(1� �) .

His continuation utility if he does not learn the identity of a high ability specialist

during period zero is

Vi;2 =
1X
t=1

�t�(B � r)�
1X
t=1

�t(1� �)t�1�w.

This expression simpli�es to

Vi;2 =
��(B � r)
(1� �) � ��w

(1� � + ��) .

Thus the patients lifetime expected utility if he seeks a referral is

Vi = �B � r � w + �
�
��(B � r)
(1� �)

�
+ (1� �)

�
��(B � r)
(1� �) � ��w

(1� � + ��)

�
,
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which can be rearranged to obtain

Vi =

�
�� ��+ ��

1� �

�
B �

�
1� � + ��
1� �

�
r �

�
1� � + 2��
1� � + ��

�
w.

Clearly, the patient will choose to seek a referral if and only if Vi � 0, which

requires that

�
�� ��+ ��

1� �

�
B �

�
1� � + ��
1� �

�
r �

�
1� � + 2��
1� � + ��

�
w � 0.

This expression can be rearranged to obtain

w �
�
1� � + ��
1� � + 2��

���
�� ��+ ��

1� �

�
B �

�
1� � + ��
1� �

�
r

�
.

Finally, we need to establish the conditions under which the treatment and

referral markets will exist in period zero.

Proposition 43 (Treatment market existence in period zero): If there is a reg-

ulation requiring any patient that wants treatment in period zero to obtain a

referral as well, then the treatment market will only exist if

CS �
�
�(1� �) + ��
1� � + ��

�
B �

�
(1� �)(1� � + 2��)

(1� � + ��)2

�
w.

Proof. Recall that specialists will o¤er their treatment services if and only if

r � CS . We can rearrange the period zero participation constraint for patients

to obtain

r �
�
�(1� �) + ��
1� � + ��

�
B �

�
(1� �)(1� � + 2��)

(1� � + ��)2

�
w.
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Thus the participation constraints for patients and GPs can be simultaneously

satis�ed if and only if

CS �
�
�(1� �) + ��
1� � + ��

�
B �

�
(1� �)(1� � + 2��)

(1� � + ��)2

�
w.

Proposition 44 (Referral market existence in period zero): Even with a reg-

ulation requiring any patient that wants treatment in period zero to obtain a

referral as well, the referral market will only exist if

CGP �
�
1� � + ��
1� � + 2��

���
�� ��+ ��

1� �

�
B �

�
1� � + ��
1� �

�
r

�
.

Proof. If this condition is not satis�ed, then the participation constraints for

patients and GPs cannot be simultaneously satis�ed.

3.8 Conclusion

Some professional service industries display a gated structure, notably including

the medical industry in some Commonwealth countries. The main focus of this

chapter has been on explaining both the existence of gatekeeping intermediaries

who refer consumers to one of many ultimate producers and providing a ra-

tionale for regulations that encourage the use of referrals. The results in this

chapter are complementary to those obtained in Chapter 2. In that chapter, the

gated industry structure observed in some professional service industries pro-

vided an arti�cial long-run relationship between patients and specialists when,

in the absence of GPs, they would only have a short-run relationship. The ar-

ti�cial long-run relationship between patients and specialists enabled them to

avoid a market failure resulting from shirking on the part of specialists. This
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industry structure was largely driven by the demands of patients, although there

may have been some circumstances in which the presence of GPs improved the

welfare of both patients and specialists. While we provided an explanation for

the gated structure of some professional service industries in Chapter 2, that

explanation did not provide a rationale for regulations that encouraged such a

structure. In this chapter, we have provided a rationale for such regulations.

However, while patients in the model employed in Chapter 2 had an incentive

to repeatedly seek a referral for the treatment of non-chronic diseases, patients

in the model employed in this chapter will seek a referral at most twice. The

reason for this di¤erence relates to the underlying market failure. In Chapter 2,

the underlying market failure is a moral hazard problem. Specialists can alter

their e¤ort choices from period to period. As such, they constantly need to be

induced to provide high e¤ort treatment. In this chapter, the underlying market

failure is an adverse selection problem. The ability level of a specialist is private

information, known only by that specialist. However, this ability level is �xed

for all time. Thus, if a patient learns the identity of a high e¤ort specialist, he

will obtain no additional bene�ts from seeking further referrals.

In actual health care markets, patients might well seek a referral on a number

of occasions. As such, it would appear that the limited number of referrals that

are predicted by the model in this chapter is somewhat unrealistic. However,

that result is generated by the stationary population of agents in the model

employed in this paper. In actual health care markets, the populations of pa-

tients, GPs and specialists will be in a constant state of �ux. In each period,

some new agents will arrive and some old agents will leave. Thus we would

expect the outcomes in actual health care markets to re�ect aspects of both the

period zero outcomes and the later period outcomes of the model employed in

this chapter.
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Chapter 4

Multiple interactions and

the management of local

commons

4.1 Introduction

It is often claimed that private property rights are essential for the e¢ cient

performance of an economy. Secure private property rights allow economies to

avoid resource misallocations due to externalities and provide the investment

incentives necessary to promote economic growth.1 Despite these claims, there

is evidence that some externalities can be managed without the use of private

property rights. In particular, various examples of the successful community

management of local common property resources have been documented.2 This

1See, for example, Alchian and Allen ([4], pp. 91-96 and 345-347), Coase ([21]), De Long
and Shleifer ([30]), Gordon ([41]), Grafton et al ([42]), Hardin ([46]), Johnson et al ([56]),
Murphy et al ([74]) and Scully ([101]).

2See, for example, Bardhan ([12]), Cornes and Sandler ([25], pp. 283-289), Dietz et al ([32],
2003), Ostrom et al ([79]), Ostrom and Gardner ([80]), Pretty ([86]) and Seabright ([102]).
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chapter provides a model in which small communities that have limited interac-

tion with the outside world are able to manage local commons in circumstances

where communities that are either larger or have more interaction with the out-

side world could not manage them. One implication of these results is that,

rather than being a necessary precursor to development, the need for private

property rights might be generated by the process of development.

This chapter proceeds as follows. First, we set up a simple static model

of a village economy. This model takes the form of a static common property

resource game and a set of identical static games that represent the other in-

teractions among villagers. Following this, we analyse an in�nitely repeated

version of the simpli�ed village economy. This allows us to examine how the

ability of the village to successfully manage the local commons varies with the

number of non-anonymous interactions among the villagers. We then describe

the nature of economic development for this village economy and discuss the

impact of economic development on the ability of the village to manage its local

commons without the use of private property rights or some other form of ex-

plicit regulation. Finally, we conclude by discussing some potential extensions

of the model presented in this chapter.

4.2 A simple model of a village economy

Imagine a small village in which there are I residents. Suppose that the vil-

lage has no contact with the outside world, so that it is a closed economy. We

are focussing on such a village because we want there to be a relatively large

number of non-anonymous transactions between the villagers. The residents of

this village want to consume (n + 1) �nal goods and services. This includes n

excludible public goods3 and one private good. The production of the private
3A useful survey of the literature on public goods is contained in Cornes and Sandler

([25]). The seminal references on public goods include Samuelson ([99], [100]). In this paper,
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good requires both labour services and the use of a common property resource.

The production of the public goods requires only labour services. The villagers

combine to produce the public goods. The public goods in this model capture

the non-anonymous transactions that would occur in a small, isolated village.

The private good provides a potential incentive for over-exploitation of the com-

mon property resource. A formal model of a village economy with these features

is described in the appendix to this paper.

In the main body of the paper, we will work with a simpli�ed version of

this village economy model. Our focus will be on symmetric pure-strategy

Nash equilibria. As such, we can represent the incentives facing an individual

villager in this economy through the use of two payo¤ matrices. One of these

payo¤ matrices relates to the interaction of the villagers through their use of

the common property resource to produce the private good. The other payo¤

matrix summarises the interaction among villagers in the production of each of

the public goods.

If all other villagers choose a common pure strategy, then the payo¤s for

villager i in the common property resource interaction may be represented by

the payo¤ matrix in Table 4.1, where M > W > Z > X > 0:

Table 4.1: Payo¤s in the common property resource interaction

Cooperate (C�i) Don�t Cooperate(D�i)

Cooperate (Ci) W X

Don�t Cooperate (Di) M Z

There are n other interactions between the villagers in each period. Each of

the excludible public goods are simply proxies for the non-anonymous interactions between
the various members of a small community.
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these interactions can be represented by the payo¤ matrix in Table 4.2, where

2V > C > V > 0:

Table 4.2: Payo¤s in other interactions

Cooperate (C�i) Don�t Cooperate(D�i)

Cooperate (Ci) V � C
I V � C

Don�t Cooperate (Di) 0 0

These payo¤matrices summarise the payo¤s to an individual villager if all of

the other villagers employ a common strategy. As such, they are only a subset

of all of the potential payo¤s in this village economy game. Since the underlying

game is symmetric, however, these two payo¤matrices provide all of the relevant

payo¤s for the calculation of symmetric pure-strategy Nash equilibria in the

underlying game. Nonetheless, it is useful to brie�y consider the nature of

the underlying game. The underlying game consists of (n + 1) simultaneous-

move games. Furthermore, each of these games is conducted simultaneously.

One of these games represents the interaction of the villagers through their

use of the common property resource. This game is an I-player version of the

classic Prisoner�s dilemma game. This game very neatly captures the incentive

structure underlying a static version of a common-property resource problem.

The other n games represent the interaction of the villagers in the production

of the public goods. There is one game for each public good and each of these

games is identical. Recall that the villagers can exclude individual villagers from

consuming the services of a public good in this model. This removes the usual

incentive for each villager to shirk on his contribution of labour services to the

provision of public goods. We will assume that the cost of providing the public
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good exceeds the bene�t that any individual villager obtains from its services.

As such, the public good interaction can be modelled as a coordination game

in which there are two pure-strategy Nash equilibria. One of these equilibria

involves cooperation among all villagers in the production of the public good and

hence the provision of the public good. The other equilibria involves the non-

cooperation of all villagers in the production of the public good and hence the

non-provision of the public good. The cooperative equilibrium Pareto-dominates

the noncooperative equilibrium in this public goods game.

4.2.1 A two person example of the village economy game

The common property resource interaction in each period is represented by the

stage game in Table 4.3, where Y > W > Z > X > 0 and 2W > X + Y :

Table 4.3: Two player common property resource interaction

Cooperate (C�i) Don�t Cooperate(D�i)

Cooperate (Ci) W;W X;Y

Don�t Cooperate (Di) Y;X Z;Z

There are n other interactions between the villagers in each period. Each

of these interactions can be represented by the stage game in Table 4.4, where

2V > C > V > 0:

Table 4.4: Two player other interactions

Cooperate (C�i) Don�t Cooperate(D�i)

Cooperate (Ci) V � C
2 ; V �

C
2 V � C; 0

Don�t Cooperate (Di) 0; V � C 0; 0
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There are two pure strategy Nash equilibria in the two-person version of this

village economy game. One of these equilibria involves the villagers cooperating

in the provision of the public goods and not cooperating in the exploitation of

the common property resource. We will call this the cooperative equilibria. The

other equilibria involves the villagers not cooperating in any of their interactions.

We will call this the non-cooperative equilibria. The cooperative equilibria

Pareto dominates the non-cooperative equilibria. As such, we might expect

it to be a more likely outcome of this static village economy game.4 Note

that, both of these equilibria are symmetric equilibria. Furthermore, regardless

of which equilibrium is chosen in this two-person static village economy, the

common-property resource will be over-exploited.

4.2.2 A three person example of the village economy game

The common property resource interaction in each period is represented by

the stage game in Table 4.5, where M > W > Y > N > Z > X > 0 and

3W > M + 2N :

Table 4.5: Three player common property resource interaction

C3 D3

C2 D2 C2 D2

C1 W;W;W N;M;N C1 N;N;M X; Y; Y

D1 M;N;N Y; Y;X D1 Y;X; Y Z;Z; Z

4Pareto dominance is one of the two equilibrium selection criteria that were proposed by
by Harsanyi and Selten ([47], pp. 355-357). They called this criterion payo¤ dominance. The
other criterion that they proposed was risk dominance.
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There are n other interactions between the villagers in each period. Each

of these interactions can be represented by the stage game in Table 4.6, where

2V > C > V > 0:

Table 4.6: Three player other interactions

C3 D3

C2 D2 C2 D2

C1

V � C
3

V � C
3

V � C
3

V � C
2

0

V � C
2

C1

V � C
2

V � C
2

0

V � C

0

0

D1

0

V � C
2

V � C
2

0

0

V � C

D1

0

V � C

0

0

0

0

Just as in the two-person example, there are two pure strategy Nash equi-

libria in the three-person version of this village economy game. Once again,

these are both symmetric equilibria, one of which involves cooperation among

the villagers and one of which does not involve cooperation among the villagers.

The cooperative equilibria involves the villagers cooperating in the provision

of all of the public goods, but not cooperating in the exploitation of the com-

mon property resource. The non-cooperative equilibria involves the villagers

not cooperating in any of their interactions. The cooperative equilibria Pareto

dominates the non-cooperative equilibria, so that we might expect it to be a

more likely outcome of this static village economy game. Nonetheless, regard-

less of which equilibrium is chosen in this three-person static village economy,

the common-property resource will be over-exploited.
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4.3 Outcomes in a village economy

Imagine a community that repeatedly plays the village economy game outlined

in the previous section an in�nite number of times. We will assume through-

out that all villagers maximise the discounted presented value of their in�nite

sequence of per-period expected utilities. These per-period expected utilities

are given by the payo¤s from the village economy stage game described in the

previous section of this paper. Furthermore, all villagers have a common one-

period discount factor, � 2 (0; 1), that does not vary over time. Furthermore,

we will assume that following the completion of the stage game in each period,

every villager observes the outcomes of all of the activities in which they in-

teract with the other villagers. We are interested in the impact that multiple

interactions, both over time and across activities, have on the ability of a village

to sustain cooperation in the use of a common property resource. This requires

some benchmarks, against which we can compare the outcomes that occur when

both types of multiple interaction are present. As such, we �rst consider what

would happen in the absence of multiple interactions between villagers. This

includes situations in which there are no multiple interactions in any dimension,

as well as the situations in which the multiple interactions only take place either

across activities or over time.

4.3.1 The outcome for a short-run association of hermits

Imagine a community whose members only interact through their use of the

common property resource. We will call such a community an association of

hermits, re�ecting the solitary nature of its members. In this section, we consider

a situation in which the common property interaction only takes place once.

This short-run association of hermits is the most extreme of the benchmark

scenarios.
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Proposition 45 A short-run association of hermits cannot avoid a tragedy of

the commons without the use of private property or some other form of explicit

regulation.

Proof. A short-run association of hermits only plays the common property

resource interaction component of the stage game. Furthermore, they only play

it once. Note that M > W and Z > X. As such, non-cooperation (Di) is a

strictly dominant strategy for each villager in the common property resource

game. The unique Nash equilibrium in this game involves all villagers choos-

ing not to cooperate. This means that the common property resource will be

overused in the absence of some explicit regulatory regime that alters the payo¤s

in the common property resource game.

4.3.2 Outcomes for a short-run village

Now imagine a community whose members interact in many activities. We will

call such a community a village, re�ecting the somewhat gregarious nature of its

members. Suppose that each of these interactions only take place once and occur

at a single point in time. This short-run village provides a benchmark in which

the members of a community have multiple interactions across activities but not

over time. This restriction means that villagers cannot link their behaviour in

one activity to the outcome of another activity.

Proposition 46 Short-run villages cannot avoid a tragedy of the commons

without the use of private property or some other form of explicit regulation.

Proof. A short-run village only plays the stage game once. Furthermore,

the outcome of the common property interaction cannot be observed before

the villagers choose their actions in the public goods interactions. As such,

deviation in the common property resource interaction cannot be punished in
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these other interactions. This means that we need only consider the optimal

behaviour of each villager in the common property interaction. In e¤ect, we

can treat the common property interaction as a separate game. We proved in

Proposition 45 that non-cooperation (Di) is a strictly dominant strategy for

each villager in the common property resource game. Thus the unique Nash

equilibrium in this game involves all villagers choosing not to cooperate. This

means that the common property resource will be overused in the absence of

some explicit regulatory regime that alters the payo¤s in the common property

resource game.

4.3.3 Outcomes for a long-run association of hermits

The �nal benchmark scenario involves a community of individuals who only in-

teract through their use of a common property resource but do so repeatedly

over time. Such a community will be called a long-run association of hermits.

We will assume that there are an in�nite number of repetitions of the com-

mon property game. The fact that the interactions take place repeatedly over

time means that the hermits can link their behaviour in any interaction to the

outcome of previous interactions.

Proposition 47 A long-run association of hermits can avoid a tragedy of the

commons if every hermit has a discount factor that is no smaller than b�0 =
M�W
M�Z 2 (0; 1).

Proof. Hermits only interact through their use of the common property re-

source. As such, a long-run association of hermits involves in�nite repetition of

the common-property resource stage game. The e¢ cient outcome in the stage

game involves every hermit choosing to cooperate in the use of the common

property resource. Suppose that the hermits attempt to sustain this outcome
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through the use of Nash reversion grim trigger strategies. The maximum net

gain to any hermit who deviates from this strategy is:

Net-Gaini(Deviation) = (M �W )�
1X
t=1

�ti (W � Z) .

If a tragedy of the commons is to be avoided, we need this net gain to be

non-positive. This requires that:

�i � b�0 = M �W
M � Z for all i 2 f1; 2; � � � ; Ig .

Note that M > W > Z > 0, so that (M � Z) > (M �W ) > 0. This ensures

that b�0 2 (0; 1).
4.3.4 Outcomes for a long-run village

A long-run village is a community whose members interact with each other both

across activities and over time. We have already seen that interaction across

activities alone does not allow a community to avoid a tragedy of the commons,

but that interaction across time alone might do so. We now look at the impact

that interaction across many activities has on the ability to avoid a tragedy of

the commons for a community whose members also interact across time. We

will assume that the short-run village stage game is repeated an in�nite number

of times.

Proposition 48 A long-run village can avoid a tragedy of the commons if every

villager has a discount factor that is no smaller than b�n = � M�W
M�Z+n(V�E)

�
2

(0; 1), where n is the number of interactions between the villagers that do not

involve the common property resource.

Proof. Suppose that every villager except for villager i employs the following

Nash-reversion grim trigger strategy. They will cooperate in all interactions
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initially and will continue to do so as long as every other villager has also

cooperated in all prior interactions. However, if any villager ever chooses not to

cooperate, they will revert to playing the bad Nash equilibrium strategies in the

short-run village stage game. This involves non-cooperation in all interactions.

If villager i deviates from cooperation in any period, he will do so by overusing

the common property resource. He gains nothing by deviating in the other

interactions and still incurs the punishment from the rest of the village. As

such, the gain to deviating for villager i is:

Benefiti(deviate) =M �W .

If villager i deviates, then he will also incur a cost during the punishment phase

of the super-game. This cost is given by:

Costi(deviate) = �i

 1X
t=0

�ti

�
(W � Z) + n

��
V � C

I

�
� 0
��!

,

which can be simpli�ed to yield:

Costi(deviate) =
�i
�
W � Z + n

�
V � C

I

�	
(1� �) .

Clearly, villager i will deviate if and only if:

Benefiti(deviate)� Costi(deviate) > 0.

This requires that:

�i < b�n =  M �W
M � Z + n

�
V � C

I

�! .
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In other words, the long-run village can deter deviation by a villager whenever

he is su¢ ciently patient (�i � b�n). Note thatM > W > Z > 0, 2V > C > 0 and

I � 2. As such, we know that (M �Z) > (M �W ) > 0 and
�
V � C

I

�
> 0. This

ensures that b�n 2 (0; 1) for all n � 0. Furthermore, since this game is symmetric
and the threatened punishment involves villagers choosing Nash-equilibrium

strategies in the stage game, cooperation in all interactions can be sustained as a

sub-game perfect equilibrium of the repeated game if all villagers are su¢ ciently

patient. Speci�cally, this requires that �i � b�n for all i 2 f1; 2; � � � ; Ig.
We have established the circumstances under which a long-run village can

avoid a tragedy of the commons. Recall that villagers interact with each other

more times in each period than hermits. This di¤erence results in villagers being

able to avoid a tragedy of the commons in a larger set of circumstances than

hermits.

Proposition 49 A long run village can avoid a tragedy of the commons for a

larger range of discount factors than a long-run association of hermits with the

same number of members.

Proof. We have

b�n � b�0 = �n (M �W )
�
V � C

I

�
(M � Z)2 + n (M � Z)

�
V � C

I

� .
Note that M > W > Z > 0, 2V > C > 0, I � 2 and n > 0. This ensures

that min
�
(M �W ) ; (M � Z) ;

�
V � C

I

�
; n
	
> 0. Hence we can conclude thatb�n � b�0 < 0, so that b�n < b�0.

Finally, it is worth noting that the threshold discount factor for the successful

management of the local common, b�n, falls as the number of contemporaneous
interactions between villagers rises.

Proposition 50 As the number of contemporaneous interactions between the
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�xed number of villagers rises, the threshold discount factor falls. Furthermore,b�n ! 0 as n!1.

Proof. If we di¤erentiate b�n with respect to n, we obtain
@b�n
@n

=
@
n
(M �W ) [M � Z + n (V � C)]�1

o
@n

=
� (M �W )

�
V � C

I

��
M � Z + n

�
V � C

I

��2 .
Note that M > W > Z > 0, 2V > C > 0 and I � 2. As such, we know that

(M � Z) > 0 and
�
V � C

I

�
> 0, so that [M � Z + n (V � C)]2 > 0. Further-

more, it also ensures that (M �W ) > 0, so that
�
� (M �W )

�
V � C

I

�	
< 0.

Thus we can conclude that
@b�n
@n

< 0.

Furthermore,

lim
n!1

b�n = lim
n!1

�
M �W

M � Z + n (V � E)

�
=

�
M �W
1

�
= 0.

As such, we know that as n rises, b�n must be falling towards zero.
In other words, the probability that a long-run village with a �xed population

can avoid a tragedy of the commons increases as the number of contemporane-

ous interactions between villagers increases. Note, however, that this result is

contingent on the fact that the villagers are already interacting with each other

repeatedly over time. The contemporaneous interactions enhance the e¤ective-

ness of the temporal interactions.

4.4 The impact of economic development

As economic development takes place, this village is likely to develop contacts

with the outside world. The opportunity for trade with the outside world is
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likely to reduce the number of interactions between villagers. Goods and ser-

vices can now be purchased from outside communities where their production

previously required cooperation among the villagers. As such, the process of de-

velopment can be incorporated in the simple model of a village economy through

a reduction in the number of interactions among villagers that do not involve

the common property resource. In order to draw direct inferences from the

results we derived in the previous section, it is necessary to make some simpli-

fying assumptions. First, we need to assume that the membership of the village

does not change as the process of development takes place. Second, we need to

assume that villagers hold static expectations about the number of contempo-

raneous interactions between them in future periods. These assumptions allow

us to use the results from the previous section of this paper to draw some infer-

ences about the impact of economic development on the ability of the village to

successfully manage the local common.

Initially, when the village is a small and closed economy, the number of

interactions between villagers is likely to be rather large. As such, it is highly

probable that the village could have deterred individual villagers from over-using

the common property resource. In the model, this takes the form of a relatively

low threshold discount rate. However, as the village develops and increases its

interaction with the outside world, the number of interactions among villagers

falls. This leads to an increase in the threshold discount rate.

Proposition 51 As the number of contemporaneous interactions between the

�xed number of villagers rises, the threshold discount factor falls. Furthermore,b�n ! b�0 as n! 0.

Proof. In Proposition 49, we established that b�n < b�0. Furthermore, in the
process of proving Proposition 50, we established that b�n is a strictly decreasing
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function of n. Finally, note that

lim
n!0

b�n = lim
n!0

�
M �W

M � Z + n (V � E)

�
=

�
M �W
M � Z

�
= b�0.

Since b�n is a strictly decreasing function of n that approaches b�0 as n! 0, we

can conclude that, as n falls, b�n must be rising towards b�0.
Eventually, there may come a point where the village can no longer deter

individual villagers from over-using the common property resource. At that

point, some other solution will be required if a tragedy of the commons is to

be avoided. This solution might involve some form of explicit regulation or it

might involve the allocation of private property rights.

Proposition 52 If a long-run association of hermits cannot avoid a tragedy

of the commons, then there exists some minimum number of contemporaneous

interactions between villagers, bn(�) > 0, that must occur if a long-run village

whose members have the same common discount factor as the hermits is to avoid

a tragedy of the commons.

Proof. If a long-run association of hermits cannot avoid a tragedy of the com-

mons, then the hermits must be too impatient. This means that

� <
M �W
M � Z ,

so that

(M �W )� �(M � Z) > 0.

Suppose that a long-run village can avoid a tragedy of the commons. Then it

must be the case that � 2
hb�n;b�0�. This requires that � � b�n, so that

� �
 

M �W
M � Z + n

�
V � C

I

�! .
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This inequality can be rearranged to obtain

n � bn(�) =  (M �W )� �(M � Z)
�
�
V � C

I

� !
.

Since (M �W ) � �(M � Z) > 0, � 2 (0; 1), 2V > C > 0 and I � 2, we know

that bn(�) > 0.
Note that in this simple model of a village economy, rather than private

property rights being a precondition for development to take place, it is the

process of development that leads to the need for private property rights or some

other mechanism to manage local commons. The cost of implementing a more

explicit regime for managing the local common is a hidden cost of development.

This does not necessarily mean, however, that economic development reduces

social welfare. The bene�ts from economic development may well exceed the

costs of developing and implementing an explicit regime for managing common

property resources.

4.5 Conclusion

In this chapter, we have provided a simple explanation for the observation that

small, isolated communities can sometimes manage common property resources

e¤ectively without recourse to private property rights or other forms of explicit

regulation. The explanation requires the villagers to interact with each other in a

number of activities. It also requires these interactions to be repeated over time.

This non-anonymous multi-market contact enhances the ability of the village to

deter individual villagers from over-using the common property resource. This

insight is similar to the idea that multi-market contact might enhance the ability

of �rms to sustain collusion.5 However, the process of economic development is

5See, for example, Bernheim and Whinston ([13]).
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likely to reduce the need for villagers to directly interact with each other. As the

number of activities in which villagers interact declines, it becomes harder for

the village to deter over-use of the common property resource. Eventually, an

alternative regime for managing the common property resource will be needed.

This might involve the allocation of explicit private property rights or other

legal restrictions on the use of the common property resource. The cost of

implementing such a system is, in a sense, a hidden cost of development.

There are a number of potential extensions to the model developed in this

paper. First, the static nature of the villagers� beliefs about the number of

interactions could be relaxed. A �rst step in this direction would involve the

speci�cation of an exogenous stochastic process that governs the evolution of the

number of such interactions. If we also relaxed the assumption of non-durability

of the stock of each public good, the evolution of the number of interactions

could be endogenised. This would be accomplished by making the probability

of a reduction in the number of interactions a function of the existing stock of

one or more of the local public goods. Another potential extension to the model

would involve replacing the static version of the tragedy of the commons that is

employed in this paper with a dynamic version of the tragedy of the commons.

Finally, it would be worth exploring the relationship between village size and

the number of non-anonymous transactions between the various villagers. In

general, the larger a community becomes, the less likely it will be that each

villager knows and directly interacts with every other villager. As such, the

relationship between community size and the number of non-anonymous inter-

actions is likely to be non-linear. Initially, an increase in the village population

might increase the number of non-anonymous transactions. However, eventually

a point might be reached at which further increases in village population result

in a decrease in the number of non-anonymous transactions among villagers.
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4.6 Appendix: A formal model of a village econ-

omy

Consider a village in which there are I individuals, indexed by i 2 f1; 2; � � � ; Ig.

Initially, the village has no interaction with the outside world. As such, it

constitutes a closed economy. This assumption will be relaxed later. Each of

the villagers uses his own labour (Ni) and some amount of a common property

resource (Ki) to produce a private consumption good for his own consumption.

Villager i0s production of this private consumption good is denoted by ci. In

addition to this, the villagers pool their labour to produce some commodities

that take the form of excludible public goods. There are J of these public

commodities. They are indexed by j 2 f1; 2; � � � ; Jg. Both the private and

public goods are perishable and cannot be stored over time. We will assume

that all villagers have identical preferences that can be represented by a constant

discount rate, �, and a per-period Bernoulli utility function, U : R+�f0; 1gJ !

R. This utility function is de�ned over a villager�s consumption of leisure, the

private good and each of the J excludible public goods, U(li; ci; q1; q2; � � � ; qJ).

For simplicity, assume that each villager�s per-period Bernoulli utility function

is additively separable. As such, we can write U(li; ci; q1; q2; � � � ; qJ) = ul(li) +

uc(ci) +
PJ

j=1 uj(qj).

Each of the private goods is produced using a production technology, Fi :

RI+1+ ! R+, that can be represented by a production function of the form

yi = F (Ni;N�i;K), whereK is the total stock of the common property resource

in every period. To keep things simple, we will assume that this production

technology is the same for every villager, i 2 f1; 2; � � � ; Ig. The amount of

the consumption good that is produced by a particular villager in any given

period depends in part on the total usage of the resource by the village in
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that period. Speci�cally, cn = F (Ni;N�i;K) =
Nn;J+1

NJ+1

bF (Nj+1;K) = f(Nj+1),

where NJ+1 =
PI

i=1Ni;J+1, f
0(NJ+1) > 0 and f 00(NJ+1) < 0.

Each of the public goods is produced using a production technology, gj :

R+ ! f0; 1g, which can be represented by a production function of the form

qj = gj(Nj). Here qj 2 f0; 1g, where qj = 1 means that the public good is

produced and qj = 0 means that it is not produced. Note that the public

goods are all or nothing commodities. They are either produced or they are

not produced. The labour input to the production of each public good is the

aggregate amount of labour devoted to its production by the entire village, so

that Nj =
PI

i=1Ni;j . There is some threshold level of labour that is required

to produce a particular public good. This threshold level of labour is denoted

by bNj .
Labour is in scarce supply. Thus the village economy faces a number of

feasibility constraints in each period. Each villager has N units of labour to

allocate between various activities in each period. As such, the labour feasibility

constraints take the form
PJ+1

j=0 Ni;j;t � N for all i 2 f1; 2; � � � ; Ig. Here,

j = 0 denotes the amount of time that a villager devotes to leisure, while

j = J + 1 denotes the amount of time a villager devotes to producing the

private consumption good.
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