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The field of genomics has witnessed tremendous achievements in the

past two decades. The advances in sequencing technology have enabled acqui-

sition of massive amounts of data that reveals information about individual

genetic blueprint and is revolutionizing the field of molecular biology. Inter-

pretation of such data requires solving mathematical (statistical and computa-

tional) problems rendered difficult by the complex interacting processes that

are characteristic of biological systems; the data is high dimensional, typi-

cally noisy and often incomplete. Algorithm design in these settings requires

deep understanding of the underlying biological principles, good mathemat-

ical abstractions permitting tractable inference and fast, scalable and accu-

rate solutions using ideas from diverse fields such as optimization, probability,

statistics and algorithms. This dissertation deals with two such problems oc-

curring in the field of bioinformatics/computational biology. First, for the

vii



problem of basecalling for sequencing-by-synthesis (Illumina) platforms, I de-

scribe novel computationally tractable statistical models and signal processing

schemes that are fast and have lower error rates than existing state-of-the-

art basecallers. Extensions to a soft information exchange setup to do joint

basecalling and SNP calling are also explored. Next, I describe two novel sin-

gle individual haplotyping inference schemes using an (optimal) branch and

bound framework and (scalable) low rank semidefinite programming ideas for

diploid and polyploid species. In addition to improving the quality of basecall-

ing, SNP calling, genotyping and haplotyping, I also developed user-friendly

software that can be used by the biological research community for various

purposes including cancer genomics and metagenomics studies.
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Chapter 1

Introduction

Advances in sequencing technology in the last decade has revolutionized

the fields of molecular and cell biology. Recent development of next-generation

sequencing platforms has enabled cost-effective whole-genome sequencing and

resequencing, reinvigorated transcriptomics, and has provided an essential tool

for research in functional and comparative genomics, epigenetics, and metage-

nomics [1]. Presently, DNA/RNA sequencing is one of the first steps in a

wide range of biological studies, not just in molecular/cell biology but also in

neuroinformatics, genetics, evolutionary analysis and medical genomics, and

is paving the road towards personalized medicine.

Next-generation DNA sequencing platforms are capable of generating

millions of short reads that sample a long target sequence of interest in a

matter of days at rapidly reducing costs. Despite its proliferation and tech-

nological improvements, the performance of next-generation sequencing re-

mains adversely affected by the imperfections in the underlying biochemical

and signal acquisition procedures. To this end, various techniques have been

used to improve read lengths and accuracies of these systems. Development

of highly accurate yet computationally efficient and scalable basecalling algo-
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rithms which determine the order of nucleotides in aforementioned short reads

is an ongoing challenge.

The data generated by high-throughput sequencing technologies may be

used towards different goals, including studies of genetic variations. Humans

are diploid organisms with two sets of chromosomes (22 pairs of autosomes and

one pair of sex chromosomes). The two chromosomes in a pair of autosomes

are homologous, i.e., they have similar DNA sequences and essentially carry

the same type of information but are not identical. The most common type

of variation between chromosomes in a homologous pair are single nucleotide

polymorphisms (SNPs), where a single base differs between the two DNA se-

quences (i.e., the corresponding alleles on the homologous chromosomes are

different and hence the individual is heterozygous at those specific locations).

SNP calling is concerned with determining locations and the type of poly-

morphisms. Once such single variant sites are determined, genotype calling

associates a genotype with the individual whose genome is being analyzed.

Genotypes, however, provide only the list of unordered pairs of alleles, i.e.,

genotyping does not associate the alleles with one of the chromosomes. The

complete information about DNA variations in an individual genome is pro-

vided by haplotypes, the list of alleles at contiguous sites in a region of a single

chromosome. Haplotype information is of fundamental importance for a wide

range of applications. For instance, when the corresponding genes on homolo-

gous chromosomes contain multiple variants, they often exhibit different gene

expression patterns. This may affect an individual’s susceptibility to diseases
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and response to therapeutic drugs, and hence suggests directions for medical

and pharmaceutical research [2]. Haplotypes also reveal patterns of variation

that are present in certain regions of a genome. This enables focusing whole

genome association studies on tag SNPs, representative SNPs in a region of

the genome characterized by strong correlation between alleles (i.e., high link-

age disequilibrium) [3]. Finally, since each chromosome in a homologous pair

is inherited from one of the parents, knowledge of haplotype structure can be

used to advance understanding of recombination patterns and identification

of genes under positive selection [4]. Of the many downstream applications of

sequencing, haplotyping is among the most important.

Haplotyping (alternatively called phasing) in the early years of sequenc-

ing worked mostly for small haplotype blocks. The bottleneck for creating long

haplotype blocks stemmed mostly from an inability to connect SNPs with large

distances between them. Advances in sequencing technology, namely the abil-

ity to generate paired end reads and in particular the creation of long inserts [5],

have opened up the possibility of full genome haplotyping. This necessitates

the development of haplotyping schemes that are accurate and scalable.

While haplotyping was primarily conducted for diploid species (2 chro-

mosomes), the plant and animal kingdoms have abundant occurrences of poly-

ploid species (more than 2 chromosomes). The coverages necessary for poly-

ploid sequencing are significantly higher than for diploid species. However,

recent advances in sequencing technology now allow us to obtain billions of

high quality reads per sequencing run that could be used for haplotyping in-
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dividual species. Haplotyping polyploids is therefore of considerable interest

to the biological community.

Driven by the significance of sequencing and haplotyping applications,

in this dissertation I devise novel statistical and computational methods for

addressing the fundamental signal and data processing challenges therein. To

this end, I draw upon ideas from statistical signal processing, machine learning,

probability and statistics, optimization and algorithms to develop models and

measures that take into account fundamental properties of basecalling and

haplotyping and design novel and improved algorithms for those two problems.

1.1 Motivation

Due to its importance, the basecalling problem has attracted a lot of

attention from the bioinformatics and computational biology community. A

clear understanding of the underlying biochemistry and signal acquisition pro-

cedure is essential for the design and analysis of efficient base calling schemes.

Moreover, given the scale of the problem, one needs tractable models on which

fast and accurate inference can be performed.

This has motivated my work on basecalling. In particular, I study

the widely used sequencing-by-synthesis platforms such as Illumina’s Genome

Analyzer and HiSeq systems and develop fast basecallers that are suitable for

processing large volumes of data generated by these systems. Relying on a slow

fading model of the underlying biochemical processes, I draw upon ideas from

signal processing and communications to show that accurate and rapid esti-
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mation of the order of nucleotides in sequenced DNA fragments may be done

by solving a certain dynamic program. Other than the optimal Viterbi and

forward-backward algorithms for ML and MAP estimation, I also investigate

the performance of a reduced complexity heuristic – in particular, the soft-

output Viterbi scheme. Moreover, I develop a two-stage system with the first

stage comprising of a basecaller and the second stage comprising of a down-

stream application (e.g., SNP caller) and devise a turbo decoding-like scheme

that iteratively exchanges information between the two stages to significantly

improve performance of the system.

The significance of haplotype inference has made it a heavily researched

and well studied problem. With the advent of the long read (e.g., fosmid)

technology, the problem has received renewed interest. Such long reads enable

reconstruction of very long haplotype blocks but that also brings forward a

number of computational challenges. Furthermore, the large number of reads

that are sequenced in a single run enable haplotyping polyploid species – a

difficult problem that has received little attention until now.

These issues have motivated my work on haplotyping. As part of this di-

rection of research, I have developed and analyzed optimal branch-and-bound

schemes for assembly of short haplotype blocks (e.g., those generated in the

1000 Genomes Project). For long haplotype blocks, I re-frame the haplo-

typing problem as one of correlation clustering and use low-rank semidefinite

programming (SDP) relaxations to find near-optimal solutions. The diploid

haplotyping problem reduces (approximately) to an unconstrained SDP while
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the polyploid haplotyping problem can be reformulated as a constrained SDP

optimization. I then propose an adaptive algorithm that is fast and accurate

and well-suited for haplotyping long blocks.

1.2 Thesis Contributions

Here I formally state the contributions related to this Ph.D. disserta-

tion.

(1) Signal processing for high-throughput DNA sequencing. The

rapid advances in modern computational genomics have primarily been

enabled by the technological progress in DNA sequencing. While mul-

tiple competing technologies exist, Illumina’s sequencing-by-synthesis

platform has emerged as the most widely used high-throughput sequenc-

ing system. A major thrust of my research has been the modeling and de-

velopment of signal processing algorithms for high-throughput sequenc-

ing data generated by Illumina’s platforms.

Fast and accurate basecalling - I have developed model-based sta-

tistical methods for fast and accurate base calling in Illumina’s next-

generation sequencing platforms [6], [7]. In particular, I have proposed

computationally tractable parametric models of sequencing-by-synthesis

that enable dynamic programming formulation of the base calling prob-

lem. Our forward-backward and soft-output Viterbi base calling algo-

rithms lead to significant improvements in accuracy and speed over state-
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of-the-art base calling methods, as extensively demonstrated on reads

obtained by Illumina’s Genome Analyzer II and HiSeq2000 platforms.

In addition to reliable and fast base calling, the developed algorithms

enable incorporation of prior knowledge which can be beneficial for var-

ious downstream applications.

Joint basecalling/SNP calling - Basecalling is the first in a long

line of steps of the sequencing data processing pipeline. Our major ob-

servation has been that the basecalling error rates can be improved (at

the cost of an additional computational cost) by exchanging probabilis-

tic information between the basecaller and (any) downstream process-

ing block. Relying on loopy belief propagation methodology (so-called

iterative turbo decoding), I have developed a scheme that significantly

improves SNP calling rates at the modest increase in computational com-

plexity.

(2) Algorithms for haplotype assembly. Genotyping and haplotyping

provide valuable information regarding the chromosomal variations that

may be utilized to identify disease markers and enable population stud-

ies. A significant part of this thesis is focussed on accurate and fast

algorithms for haplotype assembly.

Exact algorithms - Finding exact solutions to haplotype assembly

problems is NP hard. I have developed a novel method for optimal

haplotype assembly for diploids that is based on depth-first branch-and-

bound search of the solution space. I exploit statistical and structural
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properties of the problem such as the information about error rates in

sequencing data to constrain the search of the haplotype space and thus

efficiently find the optimal solution. Theoretical analysis of the expected

complexity of the algorithm shows that the optimal haplotype assembly

is practically feasible for haplotype blocks of moderate length [8].

Semidefinite programs - The advances in sequencing technology lead-

ing to longer reads and, in particular, larger insert sizes have made the

whole genome haplotyping a distinct possibility. For the problems of such

scale, exact haplotype assembly methods may be computationally infea-

sible. The computational challenges are even more pronounced in the

case of polyploid haplotypes, whose assembly is considerably more diffi-

cult than in the case of diploids. Fast, accurate, and scalable methods for

haplotype assembly of diploid and polyploid organisms are thus needed. I

have developed a novel framework [9] for diploid/polyploid haplotype as-

sembly from high-throughput sequencing data. The method formulates

the haplotype assembly problem as a semidefinite program and exploits

its special structure (namely, the low rank of the underlying solution) to

solve it rapidly and with high accuracy. The method relies on low rank

SDPs and may have broad implications that go well beyond haplotype

assembly and bioinformatics.
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1.3 Thesis Layout

The rest of the thesis is organized as follows. In Chapter 2, I describe

a fast parameter estimation and basecalling scheme called OnlineCall.

In Chapter 3, I describe dynamic programming techniques for basecall-

ing. This scheme is more accurate than the previous scheme although it comes

at the price of being slightly slower.

Chapter 4, presents a sphere decoding scheme for optimal single indi-

vidual haplotyping.

Chapter 5, presents a low-rank semidefinite programming approach for

diploid and polyploid species that is scalable to full chromosomes.

Finally, in Chapter 6, we summarize the ideas in this thesis and some

future interersting questions fueled by the work presented in previous chapters.

Much of the material presented in this thesis is based on the following

prior publications:

(1) S. Das and H. Vikalo, Optimal Haplotype Assembly with Statistical

Pruning. IEEE International Workshop on Genomic Signal Processing

and Statistics (GENSIPS), Atlanta, GA, December 2014. [8]

(2) S. Das and H. Vikalo, SDhaP: Haplotype Assembly for Diploids and

Polyploids via Semi-Definite Programming, BMC Genomics, vol. 16,

no. 1, pp. 260 .2015. [9]
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(3) S. Das and H. Vikalo. Single Individual Haplotyping with Low Rank

Semidefinite Programming. NIPS Workshop on Machine Learning and

Computational Biology, Montreal, CA, December 2014.

(4) S. Das and H. Vikalo, Base calling for high-throughput short-read se-

quencing: Dynamic programming solutions, BMC Bioinformatics, vol.

60, no. 10, pp. 6576 - 6601. 2013. [7]

(5) S. Das and H. Vikalo, Base-calling for Illumina’s next-generation se-

quencing via Viterbi algorithm. 49th Annual Allerton Conference on

Communication, Control, and Computing, Monticello, IL, September

2011, pp. 1733-1736 (invited). [10]

(6) S. Das and H. Vikalo, OnlineCall: Fast online parameter estimation and

base calling for Illumina’s next generation sequencing, Bioinformatics,

vol. 28, no. 13, pp. 1677-1683, 2012. [6]

(7) S. Das and H. Vikalo, Model-based sequential base calling for Illumina

sequencing. IEEE International Workshop on Genomic Signal Process-

ing and Statistics (GENSIPS), Cold Spring, NY, November 2010. [11]
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Chapter 2

Fast Online Parameter Estimation and Base

Calling for Illumina’s Sequencing-by-Synthesis

Systems

2.1 Introduction

Recent development of next-generation sequencing platforms has en-

abled cost-effective whole-genome sequencing and resequencing, reinvigorated

transcriptomics, and has provided an essential tool for research in functional

and comparative genomics, epigenetics, and metagenomics [1]. However, be-

fore the promised benefits of widespread applications of DNA sequencing come

to fruition, sequencing technology requires further improvements. While next-

generation sequencing systems are cost-effective and capable of providing very

high number of reads in a relatively short time, their accuracy and read-lengths

are still lagging behind those of the conventional Sanger sequencing method.

In this chapter, we focus on Illumina’s sequencing platform [12] and, relying on

a mathematical model of sequencing-by-synthesis, propose a fast online algo-

rithm for unsupervised learning of the parameters of the model and a computa-

tionally efficient technique for sequential base calling. The model captures the

different sources of uncertainty in the sequencing process and signal acquisition

procedure. Current Illumina’s base calling software, Bustard, is very fast but
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its performance leaves a lot of room for improvement. Consequently, several

novel base calling methods for Illumina’s sequencing platform have been pro-

posed in recent years [13]. [14] developed an approach referred to as Alta-cyclic

which relies on a supervised training stage (using a rich DNA library with a

known reference genome on a control lane) to find parameters of a model,

and employs support vector machines for optimal basecalling. [15] proposed

model-based clustering and information theoretic ideas for basecalling. The

developed method, referred to as Rolexa, employs a Gaussian mixture model

for classification, and uses filters which cut off bases/reads with quality scores

that are below a certain threshold. [16] proposed Ibis which employs a machine

learning scheme similar to Alta-cyclic, and relies on base-specific parameters

and multi-class support vector machines with polynomial kernels for acceler-

ation of the algorithm. Recently, [17] proposed a Bayesian inference method

for base calling. In particular, this approach relies on a batch expectation-

maximization algorithm to infer parameters of a detailed mathematical model

of sequencing-by-synthesis on the Illumina’s platform, and applies the Markov

Chain Monte Carlo technique to perform base calling. The approach, named

BayesCall, was shown to significantly improve base calling error rates over the

state-of-the-art techniques. However, the approach turned out to be compu-

tationally demanding and therefore infeasible for basecalling millions of reads

obtained from the Illumina’s sequencing platforms. The follow up paper by

the same authors presents naiveBayesCall [18], a simplified heuristic which

runs significantly faster than BayesCall at the cost of small-to-moderate dete-
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rioration of the error rate performance.

The basecalling method I propose in this chapter, OnlineCall [6], re-

lies on a mathematical model that is a simplified version of the model used

by BayesCall and naiveBayesCall. Parameters of the proposed model can be

inferred in a computationally efficient manner. As a result, the parameter

estimation step of OnlineCall is more than 3500 times faster than the param-

eter estimation step of BayesCall and naiveBayesCall. Moreover, the adopted

efficient estimation procedure allows us to treat parameters in the model as

tile-dependent, and makes tile-by-tile inference of parameters computationally

affordable. The base calling step of OnlineCall is orders of magnitude faster

compared to some other publicly available schemes (50 times faster than naive-

BayesCall and approximately 750 times faster than Bayescall). Both param-

eter estimation and basecalling steps are implemented as online (as opposed

to batch) algorithms. Performance of the proposed techniques is tested on a

full lane of DNA sequencing reads of bacteriophage phiX174 acquired by Illu-

mina’s Genome Analyzer II. It is demonstrated on this data that allowing tile-

dependent model parameters translates to improved error rates as compared

to other practically feasible basecalling methods – a significant improvement

over Bustard and a moderate improvement over naiveBayesCall.
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2.2 Method

2.2.1 Mathematical Model

The mathematical model described here is based on BayesCall [17].

Phasing, pre-phasing, and the generated signal – In the Illumina’s reversible

terminator chemistry, dNTPs with removable protecting group are added in

each test cycle. Ideally, only the first unpaired base of each template should

bind with the dNTP that is its Watson-Crick complement. However, incorpo-

ration of dNTPs into complementary strands is not perfect and phasing and

pre-phasing occur. The former refers to the event where no base is incor-

porated while the latter denotes the event where the complementary strand

is extended by more than one base. Phasing and pre-phasing are significant

sources of erroneous basecalls, especially towards the ends of the reads as the

phasing and pre-phasing effects accumulate.

We adopt the representation of a template sequence of length L by a

4 × L matrix S, where the ith column of S, Si, has a single non-zero entry

which is equal to 1 and which indicates the type of the base in the ith position

of the template sequence. We use the convention where the first component

of Si corresponds to A, the second to C, the third to G and the fourth to

T . Phasing and pre-phasing are treated probabilistically, and described as

Bernoulli random variables. Let pph denote the probability that no base is

incorporated into a complementary strand (i.e., the probability of phasing),

and let ppr denote the probability of incorporating more than one base (i.e.,

the probability of pre-phasing). For computational tractability, it is assumed
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that at most 2 bases can be incorporated in a single test cycle. Define an

(L+ 1)× (L+ 1) transition matrix P with entries Pi,j (0 < i, j < L) given by

Pi,j =


pph, if j = i

(1− pph)(1− ppr), if j = i+ 1

ppr(1− pph), if j = i+ 2

0, otherwise.

The signal generated over N cycles of the synthesis process affected by

phasing and pre-phasing can be expressed as Z = SET , where E = (Ei,j) is

an N × L matrix with entries Ei,j = [Pi]0,j, the probability that a template

terminates in state j after i cycles. We denote the ith column of the 4 × N

matrix Z by Zi.

Cross-talk – During the data acquisition step, the clusters are exposed

to lasers with two different emission wavelengths. The excited fluorescent la-

bels attached to incorporated nucleotides emit light, and the image containing

information about the type of each incorporated nucleotide is acquired and

processed. However, the emission spectra of the fluorescent labels overlap, re-

sulting in a significant cross-talk. The cross-talk is quantified by a 4×4 matrix

K having off-diagonal elements which are reflective of the level of the emission

spectrum overlap occuring in the same cycle.

Signal decay/droop – Signal decay observed in sequencing-by-synthesis

platforms is not necessarily smooth, i.e., it may exhibit variations that are

conveniently represented as being probabilistic. In particular, the decay can

be modeled by a cycle dependent scalar parameter λi which evolves over time
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according to

λi | λi−1 ∼ N ((1− d)λi−1, (1− d)2λ2i−1σ
2), (2.1)

where d denotes a droop factor presumed to be common to all cycles and

reads, σ is the standard deviation of a scalar Gaussian random variable and |

represents conditioning. Consequently, the signal generated in the ith cycle is

given by Xi = λi(SET )i.

Signal leakage – Acquired raw data shows considerable evidence of sig-

nal leakage from one cycle into the next. Let Yi denote the 4-dimensional

vector comprising signal intensities acquired in each of the 4 channels during

the ith test cycle. Collect the vectors Y1, Y2, . . . , YN into a 4 × N matrix Y,

where N denotes the number of cycles. It is assumed that the signal leakage

from cycle i − 1 to cycle i is a constant fraction α, 0 < α < 1, of the signal

acquired in cycle i− 1, Yi−1.

Noise – Measurement uncertainties are assumed to primarily originate

from fluctuations in K and are modeled by a multiplicative noise of the form∑s=4
s=1Xi(s)νs, where νs are 4×1 zero-mean independent identically distributed

Gaussian random vectors each having covariance Σ. Thus the covariance Σi

in the ith cycle is

Σi = ‖Xi‖22Σ.

Full model – The full model which incorporates all of the listed effects

is of the form

Yi ∼ N (KXi,Σi) i = 1
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Yi|Yi−1 ∼ N (KXi + (1− d)αYi−1,Σi) i = 2, ....N. (2.2)

Time-dependent windowing – BayesCall [17] relies on time dependent

parameters to significantly improve the performance of basecalling. To this

end, cycles are separated into “windows”, the length of which W is sufficiently

small to capture local variations in parameters. Therefore, the set of parame-

ters associated with the lth window, l = d i
W
e, is in general different from those

associated with other windows.

2.2.2 Revised Model

Analysis of experimental data reveals that the coefficient of variation

(ratio of the standard deviation to the mean) of λi in (2.1) is small, typically

below 0.1 for cycles i ≥ 20, and below 0.06 in the latter cycles which are more

prone to erroneous basecalls than the early ones. Therefore, approximating

decay by its mean may provide sufficient information about this phenomenon

to a basecalling scheme. Nevertheless, to remain capable of capturing small

variations in λi, we allow the droop factor to vary from one cycle to another

and model the decay as λi = λ
∏i

j=2(1− d̄j), where λ denotes the transduction

coefficient which maps synthesis events to the generated signal intensity, and

d̄j denote cycle-dependent droop factors.

On another note, the intricate way in which pph and ppr affect generated

signal is a major reason for needing a computationally intensive parameter

estimation step. Note that the signal generated in the ith cycle Xi can be
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expressed as

(λ
i∏

j=2

(1− d̄j))(Si +

min{L,i−1}∑
j=1

ᾱi,jSi−j +

min{L,N−i}∑
j=1

β̄i,jSi+j),

where ᾱi,j and β̄i,j are evaluated from pph, ppr, and d̄j, and where we assume

that no more than L cycles leading and L cycles following the ith one affects

the signal generated in the ith cycle. Assuming that the values of pph, ppr and

d̄j do not vary much from the (i−L)th to the (i+L)th cycle, we approximate

Xi by

λ
i∏

j=2

(1− d̄j)Si +

min{L,i−1}∑
j=1

αi,jXi−j +

min{L,N−i}∑
j=1

βi,jXi+j.

The above expression describes dependence (induced by phasing effects) of the

signal generated in the ith cycle on signals generated in cycles preceding and

following the ith one. If there were no measurement noise, the same relation

would hold for Yi, Yi−j and Yi+j – pre-multiplication of both sides of (2.2.2)

with the cross-talk matrix K would result in Yi being approximately equal to

λ
i∏

j=2

(1− d̄j)KSi +

min{L,i−1}∑
j=1

αi,jYi−j +

min{L,N−i}∑
j=1

βi,jYi+j.

However, measurements are perturbed by noise and hence we use the above

expression to approximate the mean value of Yi, while the associated uncer-

tainty is modeled by a Gaussian noise of appropriate variance (as discussed in

Section 2.4). Therefore, the overall model is given by

Yi|(Yi−J1 , . . . , Yi−1, Yi+1, . . . , Yi+J2) ∼ N (λ
i∏

j=2

(1− d̄j)KiSi
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+

min{L,i−1}∑
j=1

αi,jYi−j +

min{L,N−i}∑
j=1

βi,jYi+j, (λ
i∏

j=2

(1− d̄j))2Σi)

(2.3)

where J1 = min{i− 1, L}, J2 = min{L,N − i}, i = 1, ....N . Note that within

a given window l, all parameter values are constant, e.g., for W = 6 and l = 1,

K1 = K2 · · · = K6. Similar expressions hold for the other parameters.

To summarize, we introduce the following modifications of the model

(2.2):

1. Expression for the signal decay (2.1) is replaced by the relation λi =

λ
i∏

j=2

(1− d̄j).

2. Effects of phasing and prephasing are modeled implicitly by adding a

fraction αi,j and βi,j of the jth lagging and leading cycle signals to the ith

cycle signal. It is assumed that no more than L such leading and lagging

bases contribute to the signal.

Note that the form of cross talk and noise remain unchanged. It will

be clarified in later sections why this revised model offers computational ad-

vantages over the original one.

2.2.3 Our Final Model

Fitting the data to the model reveals that only the base immediately

following or preceding the tested base makes a significant contribution to the
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signal generated by the test. This observation is consistent with the results

reported in [16], [14], [17]. Therefore, we set L = 1 and retain only αi,1 and

βi,1 in our model. Then the final model is of the form

Yi|(Yi−11{i>1}, Yi+11{i<N}) ∼ N (λ
i∏

j=2

(1− d̄j)KiSi

+ αiYi−11{i>1} + βiYi+11{i<N}, (λ
i∏

j=2

(1− d̄j))2Σi)

(2.4)

where 1 is an indicator function equal to 1 if the tested condition is true and

0 otherwise, αi,1 and βi,1 are renamed as αi and βi and i = 1, . . . , N . Note

that we may, in principle, use L > 1. The additional computational costs

incurred by doing so are relatively small. There is however, a price to be

paid in terms of latency, i.e., in the number of cycles that must pass before

parameter estimation/basecalling can start.

2.2.3.1 Illumina’s Base Calling Approach.

Prior to base calling, Bustard (Illumina’s base calling software) esti-

mates cross-talk using signals generated by synthesizing the first 2 bases of all

reads, evaluating entries of K as the median of the estimates obtained using

individual read signals. Bustard then infers X by inverting K and multiplying

it with Y. Next, it calculates a tile-wide average scalar Xi =
∑
Xj,i and renor-

malizes the signal by multiplying Xi by X1/Xi. This procedure corrects for the

signal droop. Matrix E is estimated from the first 12 bases, inverted and multi-

plied by the normalized Xi values. This compensates for phasing/prephasing.
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Finally, for each cycle, base calling is performed by selecting the base inferred

as having the highest corrected signal.

2.2.3.2 Parameter Estimation and Basecalling Approach of BayesCall
and naiveBayesCall.

BayesCall relies on the comprehensive model reviewed in this section to

perform base calling and significantly reduce error rates compared to Bustard.

However, it suffers from two major computational bottlenecks. First, the lack

of a closed form expression for the solution to the E-step of the EM algorithm

used for parameter estimation necessitates a computationally intensive numer-

ical optimization. Hence, the parameter estimation stage is time consuming,

requiring ≈ 25 minutes per iteration on an 8 core machine. Consequently,

BayesCall performs a single parameter estimation step that uses reads from

all the tiles in a lane to generate a single set of parameters for the entire lane.

Detailed analysis of BayesCall and naiveBayesCall error rates indicates that

using a single set of parameters for an entire lane results in serious performance

degradation for tiles where the parameters significantly differ from the ones

used by the base calling algorithms. Moreover, base calling in BayesCall is per-

formed by relying on simulated annealing. Being a computationally intensive

algorithm, the times for base calling via simulated annealing are prohibitively

high. In order to overcome this issue, in the follow-up paper [18], the authors

propose a simplified heuristic which reduces base calling times to ≈ 6 hours per

lane with a small reduction in performance compared to BayesCall. However,

since the parameter estimation step used by naiveBayesCall is the same as the
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one used by BayesCall, tiles with parameters which significantly differ from the

single parameter set computed for the entire lane have very small performance

improvements over Bustard. In the following sections, I describe my method

which is extremely fast and practical as well as accurate for basecalling.

2.2.4 Unsupervised Online Parameter Estimation

An unsupervised learning scheme allows for a more economical use of

resources and is therefore preferred over a supervised scheme. The latter suffers

from the disadvantage that it requires training data, e.g., in a form of known

sequences analyzed in a dedicated control lane. Our unsupervised learning

scheme has an additional, potentially major advantage of relying on an online,

as opposed to a batch, algorithm. The online algorithm starts parameter

estimation after only a few cycles of the sequencing run; hence the latency

between the start of the sequencing run and the completion of basecalling

may be significantly reduced. In each cycle of a sequencing run, images of

all lanes are acquired. Our online learning scheme, in combination with an

adequately fast image processing algorithm capable of providing raw data in

a timely manner, can perform calling of bases only a few cycles after their

incorporation.

2.2.4.1 Scheme for the Online Parameter Estimation

To facilitate unsupervised estimation of the parameters in (3.3), we rely

on an online expectation-maximization (EM) algorithm [19] and use a training
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set of R = 250 reads randomly selected across a tile. The EM algorithm

iteratively solves the following optimization problem

Θn = arg max
Θ

E(λ,S)|Θn−1 [L(S, λ,Θ)], (2.5)

where the scalar coefficient λ and the template sequence matrix S are latent

variables, α, β, K, Σ, and d̄j (henceforth collectively referred to as Θ) are the

parameters to be optimized over, and L denotes the log-likelihood function.

The expectation is taken over the latent variables given the current estimate

of Θ (i.e., given Θn−1).

As previously stated, we divide the sequencing run into windows and

estimate parameters sequentially (i.e., window-by-window). Parameters for

the lth window are initialized using the values of the parameters estimated in

the (l − 1)st window. In order to prevent over-fitting, optimization (3.4) is

performed over two windows, l and l + 1, and the resulting Θ is used as the

set of parameters for window l. We empirically found that the choice of the

window length W = 6 leads to a very good performance in terms of basecalling

error rates, while requiring practically feasible CPU run times.

Following model (3.3), for the lth window we need to maximize expec-

tation of the log-likelihood function

Eλ,S
R∑
k=1

(l+1)W∑
i=(l−1)W+1

−1

2
L(λk, Ski ,Θl), (2.6)

L(λk, Ski ,Θl) = logdet(λk(
i∏

j=2

(1− d̄j))2Σi)+
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(Y k
i − λk

i∏
j=2

(1− d̄j)KiS
k
i )TΣ−1i (Y k

i − λk
i∏

j=2

(1− d̄j)KiS
k
i )

(λk
i∏

j=2

(1− d̄j))2

(2.7)

where Y i = Yi − βYi+1 for i = 1, Y i = Yi − αYi−1 for i = N and Y i =

Yi−αYi−1− βYi+1 for i > 1, i < N . The superscript k is an index of a read in

the training set and ranges from 1 to R.

2.2.4.2 E-step for the First Window

Given the initial parameter estimates, the E-step entails finding the

expectation of the log-likelihood function in (3.5) over continuous and dis-

crete variables λ and S. Closed form expressions are not available, while the

numerical Monte-Carlo methods are computationally very intensive. As an

alternative, we use the following method. In the first window, we call S using

the Bustard’s approach since, in general, it performs well in the first few cycles.

As a result, the E-step can be reduced to finding the expectation of the log-

likelihood function over the continuous-valued variable λk for k = 1, 2, . . . , R.

For this, we use an importance sampling scheme.

2.2.4.3 Finding λ̂k

Using the parameters Θ and S, for each read k we can find λk = λ̂k

by maximizing the log-likelihood function (3.6). The part of the objective
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function in (3.6) which is dependent upon λk is given by

(l+1)W∑
i=(l−1)W+1

−4logλk − Y k
i Σ−1i Y k

i

2(λ
i∏

j=2

(1− d̄j))2
+

(KiS
k
i )TΣ−1i (Y k

i )

(λ
i∏

j=2

(1− d̄j))
. (2.8)

Differentiating with respect to λk we arrive at the following expression,

(l+1)W∑
i=(l−1)W+1

−4

λk
+

Y k
i Σi

−1Y k
i

(λk)3(
i∏

j=2

(1− d̄j))2
− (KiS

k
i )TΣi

−1(Y k
i )

(λk)2(
i∏

j=2

(1− d̄j))
. (2.9)

Setting this to 0,we get an equation quadratic in λk. Since λk > 0, the unique

solution λ̂k is obtained by solving (3.13). The fact that the maximum of the

log-likelihood function over λk can easily be found is used in various parts of

the remaining sections.

2.2.4.4 Importance Sampler

In order to evaluate the log-likelihood function (3.6), we use an impor-

tance sampling scheme. It is empirically observed that the distribution of λk

has a relatively small coefficient of variation, i.e., its distribution is heavily con-

centrated around λ̂k. We found that a normal distribution with mean λ̂k and

standard deviation 0.1 has a heavier tail than the empirical distribution of λk.

We use the aforementioned normal distribution as a proposal density, sampling

points from it and calculating their weights. In particular, NIS = 500 samples

are generated from the proposal density . Following (3.6), our log-likelihood
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function is computed numerically according to

−1

2

R∑
k=1

(l+1)W∑
i=(l−1)W+1

NIS∑
j=1

wj,kL(λkj , S
k
i ,Θl), (2.10)

where λkj are the generated samples and wj,k denote their corresponding nor-

malized weights.

2.2.4.5 M-step for First Window

The objective function in (3.6) is not convex over the parameter vector

Θ. However, the function is separately differentiable and convex over each

of the parameters in Θ. To maximize it, we use a cyclic co-ordinate descent

scheme which rotates among the components of Θ. Such a method is guaran-

teed to converge to a local minimum as long as there is a unique minimum over

each of the coordinates. Differentiating (3.7) with respect to each of the vari-

ables, we find that this condition is indeed satisfied. We omit further details

of this step for the sake of brevity of the presentation.

2.2.4.6 Stopping Criteria

When the ratio of the change in the value of the objective function to

the value of the objective function in a previous iteration is less than ε = 0.003,

the co-ordinate descent is terminated. A similar stopping criterion is used for

the E-M algorithm as well.

A brief comment on the convergence of the EM algorithm for parameter

estimation in the first window is in place. It can be observed that the em-
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pirical log-likelihood may fluctuate (especially when the algorithm is nearing

termination), and hence the convergence of this stochastic EM is not mono-

tonic. However, it can be shown that for such a stochastic EM algorithm,

convergence is guaranteed provided NIS is increased with every EM step [20].

In particular, increasing NIS ensures that the difference between empirical ex-

pectation and true expectation of the log-likelihood function remains small.

In our implementation, NIS is increased by 30% in every iteration.

2.2.4.7 E-step for Subsequent Windows

The simple parameter estimation scheme which we employ in the first

time window performs well primarily because phasing effects are tolerable in

the early cycles of the synthesis process. As the cycle number grows, cumula-

tive effects of phasing, signal decay, and measurement noise cause deterioration

of performance and demand a more sophisticated parameter estimation and

basecalling procedure. Since the simple basecalling procedure used to call

bases in the first window is no longer adequate, we must resort to numerical

evaluation of the expected value of the log-likelihood function in (3.5). How-

ever, this is computationally demanding since the expectation is over both the

continuous variable λk and the discrete variables Ski . To make the inference

practically feasible, we approximate expression (3.5) by fixing the value of the

parameter λk to the value λ̂k obtained by the EM algorithm in the previ-

ous time window. Consequently, expectation of the log-likelihood function is
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evaluated over the discrete variables Ski only, and hence we replace (3.5) by

−1

2

R∑
k=1

(l+1)W∑
i=(l−1)W+1

∑
s∈A,C,G,T

P(Ski,s|Y)L(λ̂k, Ski ,Θl). (2.11)

The probabilities P(Ski,A|Y),P(Ski,C |Y),P(Ski,G|Y) and P(Ski,T |Y) can be ob-

tained from (3.3).

2.2.4.8 M-step for Subsequent Windows

The M-step for subsequent windows is very similar to the M-step for the

first window, with the only difference stemming from the fact that the particle

weights are now the probabilities of each symbol. The remaining steps are

exactly the same as those described earlier. Note that since the E-step is

evaluated in a closed form (2.11), the EM algorithm converges monotonically.

2.2.4.9 Updating λ̂k

After each step of the EM algorithm used for estimating parameters in

a given window, MAP calls for Ski are made. The calls and the most recent

parameters are then used to update λ̂k by solving (3.13). The updated value

of λ̂k is then used by the EM algorithm in the next window.

2.2.5 Base Calling

Base calling requires solving the following maximization problem

arg max
S,λ

P(S, λ | Y,Θ)
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for each read. Based on (3.3), this is equivalent to maximizing the log-

likelihood function

− 1

2

N∑
i=1

(8 log(λ)+

(Y i − λ
i∏

j=2

(1− d̄j)KiSi)
TΣ−1i (Y i − λ

i∏
j=2

(1− d̄j)KiSi)

(λ
i∏

j=2

(1− d̄j))2
)

(2.12)

Base calling follows in the lines of parameter estimation. Initialization

is done by assuming that the bases in the first 2 windows can be called correctly

using the simple scheme employed by Bustard. Given Si for the first two

windows, the initial λ̂ is found by solving quadratic equation (3.13). For

the next window, each of the 4 possibilities for Si are tested to obtain the

corresponding log-likelihoods. The choice of Si that leads to the maximum

value of the log-likelihood function is declared as the call. The associated

likelihood is declared as the quality score for the call. Once all bases in a

window have been called, λ̂ is updated by solving (3.13) anew. Such updates

allow for both local and global variations in λ to be accounted for, and ensure

that noisy cycle intensities do not have a prolonged effect on future calls.

The described basecalling procedure is repeated until all the bases in all the

windows are called.
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Our base calling algorithm is computationally inexpensive yet achieves

performance rivalling that of naiveBayesCall. The performance improvement

our method achieves compared to other practically feasible schemes is enabled

by tile-dependent parameter estimation. Moreover, parameter estimation and

basecalling steps rely on similar ideas, which enables their seamless integration

into a computationally efficient inference procedure.

2.2.6 Quality Scores

While error rates provide a ground for benchmarking the performance

of various base calling algorithms, quality scores enable assessment of the

confidence of a base calling procedure. In order to assess the ‘goodness’ of

quality scores (and thus measure the performance of an algorithm), we consider

their discrimination ability [21], [22]. The discrimination ability for a given

error rate is obtained by sorting all bases according to their quality scores

in descending order and finding the number of bases called before the error

rate exceeds the predefined threshold. In our base calling scheme, the quality

scores assigned is the likelihood for the called base obtained from (2.12).

2.3 Results

The Illumina flowcell has 8 lanes, each lane having 100 tiles. Perfor-

mance of OnlineCall is verified on a full lane data obtained by sequencing

phiX174 bacteriophage using Illumina’s Genome Analyzer II, generating reads

of length 76. After basecalling the lane by Bustard, naiveBayesCall, Rolexa,
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Figure 2.1: Base calling error rates as a function of tile.

Ibis and OnlineCall, the calls were mapped onto the known reference sequence

comprising 5386 bases. The optimal alignment which relies on computing the

Hamming distance (The Hamming distance between two strings of equal length

is the number of positions at which the corresponding symbols are different.)

is found. Any read that maps with less than 30% of erroneously called bases

is retained while reads having more erroneously called bases are removed to

ensure that there is no ambiguity in the alignment. This results in approxi-

mately 7.15 million reads and 544 million bases which are used to compare the

performance of the considered basecalling schemes. Average error rates over

the lane comprising 100 tiles are compared in Table 2.1.

Figure 2.1 compares the per-tile error rates of the 5 different base-

calling schemes. For the first 22 tiles, OnlineCall’s tile-dependent parameter
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Table 2.1: Comparison of the different base calling strategies for error rates
and information content.

Decoding Strategy Error Rate IC(in mil) Running Times

Bustard 0.0154 512.7 ≈ 25mins
naiveBayescall 0.0139 528.9 25hrs

OnlineCall 0.0137 529.3 30mins
Rolexa 0.0171 514.3 12hrs

Ibis 0.0147 526.9 8hrs

estimation strategy enables significant reduction of error rates as compared to

the other schemes. For the remaining tiles, performance of OnlineCall is very

close to that of naiveBayesCall. Figure 2.2 shows the dependence of basecall-

ing error rates on cycle number. OnlineCall and naiveBayesCall have similar

performance, and are increasingly better than Bustard for cycles beyond the

30th one. Figure 2.3 is a plot of the discrimination ability of the 5 basecalling

schemes. Up to an error rate 0.0038 Bustard’s quality scores are the best, after

which OnlineCall has the most reliable quality scores. It is worth pointing out

that Bustard’s good discrimination ability at very low error rates suggests that

rejecting calls below a certain (high) score threshold could lead to excellent

error rates. This, however, is not advisable since the fraction of the rejected

reads would be very high.

2.4 Discussion

2.4.1 Implementation and Running Times

We implemented our codes on an Intel i7 machine @3.07GHz using

only a single core. With our codes written in C, it takes approximately 20
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Figure 2.2: Base calling error rates as a function of cycle number.

seconds to read in an intensity file, perform the parameter estimation step

on 250 reads, call bases for the whole tile and write it in fastq format. The

actual times spent in parameter estimation and basecalling are about 12 sec-

onds. Processing an entire lane requires about 30 minutes. naiveBayesCall,

on the other hand, takes 19 hours just for a single parameter estimation step

while its basecalling step takes 6 hours. Thus, our implementation is 50 times

faster than naiveBayesCall. Note that the run times of naiveBayesCall are

reported for an implementation on a processor with 8 cores; we expect that

a parallel implementation of our algorithm would reduce the total running

time by roughly 8 times. In addition, if the acquired images could be pro-

cessed in real-time, our proposed scheme, being sequential in nature, would

be able to almost instantaneously provide very high quality base calls to the

end user. A comparison of the running times between our online scheme and
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Figure 2.3: Discrimination ability.

naiveBayesCall is shown in Table 5.1.

2.4.2 Information Content of Base Calling

A major drawback of the discrimination ability metric is the fact that it

does not take into account absolute values of quality scores – any scaling of the

quality scores leads to the same value of discrimination ability. Moreover, it is

not clear how to use this measure to compare different base callers which may

be calling different numbers of reads/bases. For a fair comparison between

different base calling strategies, we suggest a new metric referred to as the

information content of a tile/lane, defined as

IC =
R∑
j=1

N∑
i=1

(
qji1{Sji is correct}

− qji1{Sji is incorrect}

)
,
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Figure 2.4: Information content for all tiles as a function of cycle number.

where qji is the quality score associated with the ith call of the jth read, Sji

is the corresponding call, N is the number of cycles and R is the number of

reads in the tile/lane. A justification for such a metric is the following: For

a correct call, it is desirable that the quality score to be as large as possible,

and hence we reward the correct call by the amount of its quality score. On

the other hand, calling a base incorrectly is penalized with its corresponding

quality score. (Not calling a base is not penalized.) Since base callers are

invariably followed by downstream applications like de-novo assemblers which

can exploit redundancy in reads to correct errors, the base callers purpose

should be to provide as much reliable information as possible to the subsequent

stages. Rejecting somewhat subpar reads will undoubtedly improve error rates,

but will also feed those downstream applications with less information and

therefore in the overall scheme of things, may lead to poor performance in the
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particular applications.

Table 2.1 shows the information content measure of performance of

Bustard, naiveBayesCall, and OnlineCall applied to base calling a lane com-

prising 100 tiles. We see that OnlineCall and naiveBayesCall have comparable

performance with around 3.25% more information being extracted compared

to Bustard. Figure 2.4 plots the information content as a function of cycle

number. These figures imply that Bustard aggressively makes low quality

score calls in later cycles, somewhat compensating (from the information con-

tent point of view) for the poorer error rates it achieves. The information

content metric may reflect performance better than quality scores and error

rates, especially in a situation where different base calling strategies result in

different number of calls.

2.4.3 Impact of Improved Base Calling on de-novo Assembly

We investigated the impact of improved base calling on de-novo assem-

bly. For this study, we relied on VELVET [23] (version 1.2.03). A tile was

randomly chosen from the whole lane and reads at coverage of 5X, 10X, 15X

and 20X were randomly selected for the assembly. A k-mer size of 31 was used

for the analysis. The experiment was repeated 100 times and average values

for the maximum contig length and N50 are reported in Table 2.2.

N50 is a statistic commonly used to measure the goodness of an as-

sembler. For this, all contigs are sorted in descending order according to their

lengths, the minimum set of contigs whose lengths total 50% of the total length
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Table 2.2: Results of de-novo assembly using the different base calling strate-
gies.

Coverage
Bustard NaivebayesCall OnlineCall

Max N50 Max N50 Max N50

5X 635 276 580 268 613 285
10X 1502 985 1644 1061 1656 1096
15X 2936 2500 3513 3241 3524 3328
20X 3821 3677 4178 4097 4496 4429

of all contigs is determined, and N50 is declared as the length of the shortest

contig in this set. As can be seen, OnlineCall and naiveBayesCall outper-

form Bustard on all the different metrics at all coverages except for the 5X

coverage maximum contig length. Moreover, OnlineCall performs better than

naiveBayesCall. This clearly demonstrates the superiority of our algorithm

compared to the competing schemes.

2.4.4 Conclusion

In this chapter, we proposed a novel model and developed a fast online

parameter estimation and base calling scheme for Illumina’s next-generation

sequencing platforms. The error rates and discrimination ability of the pro-

posed method are better than those of the existing competing schemes. At the

same time, the proposed method is 3 orders of magnitude faster than some of

the recently proposed competing schemes, and is practically feasible – it takes

approximately half an hour to determine the parameters of a model for reads

that belong to an entire lane, and call those reads. We demonstrated positive

impact of the developed method on downstream applications (in particular,
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extended lengths of the contigs in sequence assembly). Improved base calling

will enable performance advancements of genome and transcriptome assembly

as well as genotype/SNP calling. The benefits are expected to be particularly

pronounced under low coverage situations where standard redundancy-based

error-correction schemes will not work.
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Chapter 3

Base Calling for High-throughput Short-Read

Sequencing: Dynamic Programming Solutions

3.1 Introduction

Chapter 2 described a simplification of the comprehensive paramet-

ric model of Illumina’s sequencing-by-synthesis platform originally proposed

in [17] that enabled us to develop the fast base calling scheme OnlineCall.

In this chapter, I present an alternative simple model that leads to a novel

formulation of the base calling problem amenable to being solved by dynamic

programming methods. In particular, we derive the forward-backward and

soft-output Viterbi algorithm (SOVA) for base calling. The performance of

the proposed algorithms is demonstrated on experimental reads acquired from

Illumina’s Genome Analyzer II and HiSeq2000 and compared with several re-

cent base calling techniques. A major benefit of the developed techniques as

compared to existing base calling methods is efficient computation of posteriori

probabilities of base calls. This enables exchange of probabilistic information

between different stages in the data processing pipeline and motivates turbo

decoding-like iterative scheme for joint base and SNP calling presented later

in this chapter.
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3.2 Methods

Here I specify the mathematical model that leads to dynamic program-

ming formulation of the base calling problem, and present algorithms for base

calling and parameter estimation.

3.2.1 Model Refinements for Fast Tractable Base Calling

Recall that while the mathematical model of the sequencing process de-

scribed in [17] provides detailed description of various sources of uncertainty, it

also leads to computationally demanding base calling algorithms. To simplify

the model and enable practically feasible base calling, we may approximate λi

by its mean. Such an approximation is justified by the analysis of experimen-

tal data which shows that the coefficient of variation (ratio of the standard

deviation to the mean) of λi in (2.1) is small (typically below 0.1 for early

cycles and below 0.06 in the latter ones) [6]. On the other hand, it is desir-

able that the model allows variations in the droop factor from one cycle to

another. Therefore, we describe the decay as λi = λ
∏i

j=2(1 − d̄j), where λ

denotes a read-dependent transduction coefficient mapping synthesis events to

the generated signal intensity, and d̄j denotes cycle-dependent droop factors.

Note that the signal generated in the ith cycle of the sequencing step,

(SET )i, can be expressed as

(SET )i =
L∑

j=1,j 6=i

βi,jSj + (1−
L∑

j=1,j 6=i

βi,j)Si, (3.1)

where βi,js are dependent on pii and pcf . Based on the initial parameter
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estimates obtained using Monte Carlo methods, we observe that pii is very

small. It is also observed that if we choose to retain only those terms in a

given row of E that are at least 10% of the maximum entry, there is at most

one base ahead of the tested base that contributes significantly to the signal

Xi. Consequently, we may approximate (SET )i in (3.1) as

(SET )i ≈ (1− βi,i+1)Si + βi,i+1Si+1, (3.2)

where βi,i+1 is a cycle-dependent parameter which allows us to approximate

the nonlinear dependence of E on pcf and hence facilitate efficient base calling.

For any given cycle i, the intensity of the signal in (3.2) is a function of

Si and Si+1. Such a finite memory approximation enables search for the opti-

mal path S1, S2, . . . , SL using dynamic programming principles. Graphically,

this can be interpreted as the search on a 16-state trellis1, where the states at

the ith stage of the trellis represent all possible pairs of bases in the ith and

(i + 1)th position of a read. We denote the states of the trellis by Ti, where i

is the cycle number. The states can take one of 16 possible values in the set

{AA,AC,AG, . . . , TT}, 1 ≤ j ≤ 16. Note that not all state transitions are

feasible. In particular, a transition from a state in cycle i to a state in cycle

i + 1 is valid if the second symbol of the state in cycle i is as same as the

first symbol of the state in cycle i + 1. Figure 3.1 illustrates two consecutive

stages of the trellis. For the sake of tractability of the illustration, only 8 of

1The number of states needs to be increased if the parameters pii and/or pcf are large,
or if longer reads need to be called.
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Figure 3.1: The 16 state trellis : Illustration of the transitions between states
in the ith and (i+1)th stage of the trellis. The figure shows 8 out of the possible
16 states along with all valid transitions between them.

the possible 16 states are shown. Arrows indicate valid transitions between

the states that are included in the illustration.

3.2.1.1 Final model

Based on the discussion in the preceding section, the final model (for

the lth window) is of the form

Yi ∼N (λKiXi, λ
2‖Xi‖22Σi) i = 1
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Yi|Yi−1 ∼N (λ
i∏

j=2

(1− d̄j)KiXi + αiYi−1, (λ
i∏

j=2

(1− d̄j))2‖Xi‖22Σi) i = 2, ....N

(3.3)

where Xi = ((1−βi)Si+βiSi+1), and βi,i+1 is relabeled as βi for the simplicity

of notation. Let us collect all the parameters into a vector Θ. Given Θ, λ and

Y1, Y2, . . . , YN , the goal of base calling is to determine S1, S2, . . . , SL. In our

approach, we first obtain estimates of the parameters Θ using an unsupervised

learning scheme. Then, posterior probabilities of Si are determined using either

forward-backward or soft-output Viterbi algorithm. Details of the proposed

scheme follow.

3.2.2 Parameter Estimation

We infer parameters of the mathematical model (3.3) by relying on an

unsupervised estimation scheme. Unsupervised estimation need not be aided

by a reference genome nor does it require analyzing a known sequence in a

control lane. Our scheme also has the advantage of being implemented as an

online, as opposed to a batch, algorithm. This allows parameter estimation

(and base calling) of a previous window to be performed while the experi-

ment is still in progress, resulting in smaller latency between the end of the

run and basecalling results. In particular, we employ the online expectation-

maximization (EM) algorithm [19] which relies on a training set of R = 250

reads randomly selected across a tile. The optimization problem that the EM
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algorithm solves in an iteratively fashion can be stated as

Θn = arg max
Θ

E(λ,S)|Θn−1 [logP(S, λ|Y,Θ)], (3.4)

where the scalar coefficient λ and the template sequence matrix S are latent

variables, Θ = {α, β,K,Σ, d̄j} is the set of parameters which need to be

determined, and logP(S, λ|Y,Θ) denotes the log-posterior function. In the

absence of any prior information, this is also the log-likelihood function. The

expectation in (3.4) needs to be evaluated with respect to λ and S given the

current estimates of Θ.

The results from [17] indicate that base calling may be significantly

improved by allowing the parameters to be cycle dependent. We observe the

same and thus divide a sequencing run into windows of length W = 6, and

estimate model parameters window-by-window. Parameters for window l are

initialized using the values of the parameters estimated in the previous window,

l− 1. To prevent over-fitting, (3.4) is optimized over two windows, l and l+ 1,

and the resulting Θ is used as the set of parameters for window l. A window

length W = 6 was found to be short enough to capture time variations in the

parameters and still maintain run times of the parameter estimation and base

calling low.

3.2.2.1 Initialization for the First Window

The EM algorithm requires initialization of the parameters in the first

time window. We can reliably call the first two bases in a template by simply
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identifying the channels having the largest signal in the first two test cycles

from which an initial estimate of K is obtained. As done by Bustard, multiple

estimates of the columns of K can be computed from the first two signals of

each read in a tile, and then the median of all these estimates can be used to

provide an initial estimate K̂. Subsequently, we find the mean of each column

and add this to the diagonal entries. We then use the inverse of the resulting

matrix to call bases again and iteratively refine the estimates of the entries of

the matrix. The number of iterations is set to 5.

Given K̂, an empirical estimate of Σ is obtained by computing the

difference between the intensity vector and the column of the cross talk matrix

that corresponds to the called base. The covariance matrix Σ̂l is computed

from this for each read. Finally, the estimate Σ̂ is formed as the median of

Σ̂l. Parameters αi and βi are negligible in the early cycles and are initialized

as zeros. To estimate droop coefficients d̄i, we start by calculating K̂−1Y l
i for

each read and summing up the resulting vector elements to obtain the total

signal xli acquired in the ith cycle. The droop for the ith cycle is then calculated

as ˆ̄dli = xli/x
l
i−1 for each individual read. Finally, the median value of all ˆ̄dli

is chosen as the initial value of d̄i. Details of this step are omitted and the

interested reader is referred to [6].

3.2.2.2 E-step for the First Window

The E-step requires finding the expectation of the log-likelihood func-

tion in (3.4) over λ and S. Closed form expressions are not available, while
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the numerical Monte-Carlo methods are computationally prohibitive in prac-

tice. As an alternative, we rely on Bustard’s approach to call sequences in

the training set and use the resulting Ŝk, 1 ≤ k ≤ R, to approximate the

expectation with respect to S. In particular, we approximate the objective of

maximization (3.4) by

O = −
R∑
k=1

Eλk

 (l+1)W∑
i=(l−1)W+1

1

2
L(λk, Ŝki ,Θl)

 , (3.5)

where

L(λk, Ŝki ,Θl) = logdet(λk(
i∏

j=2

(1− d̄j))2‖Xi‖2Σi)+

(Y k
i − λk

i∏
j=2

(1− d̄j)KiX
k
i )TΣ−1i (Y k

i − λk
i∏

j=2

(1− d̄j)KiX
k
i )

(λk
i∏

j=2

(1− d̄j))2‖Xi‖2

(3.6)

and Y i = Yi for i = 1 and Y i = Yi− αYi−1 for i > 1, i <= N . The superscript

k is an index of a read in the training set and ranges from 1 to R. Then the

expectation over λk in (3.5) is evaluated numerically via importance sampling,

leading to an approximation of the objective function

O ≈ −1

2

R∑
k=1

(l+1)W∑
i=(l−1)W+1

NIS∑
j=1

wj,kL(λkj , Ŝ
k
i ,Θl), (3.7)

where wj,k denote normalized weights of NIS = 500 samples λkj generated

for each read in the training set from the Gaussian distribution N(λ̂k, 0.1)
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(such a choice of sampling distribution for λkj is suggested by the analysis of

experimental data). The mean of the sampling distribution for each read in

the training set, λ̂k, is obtained by maximizing the log-likelihood function (3.6)

given the current estimates of the parameters Θ and base calls Ŝ
k
.

3.2.2.3 M-step for First Window

The objective function in (3.6) is separately differentiable and convex

over each of the parameters in Θ except β. To optimize it, we rely on a cyclic

co-ordinate descent scheme which rotates among the components of Θ. To

find β, we employ a grid search. The co-ordinate descent is terminated when

the ratio of the change in the value of the objective function to the value of

the objective function in a previous iteration is less than ε = 0.003. We use

a similar stopping criterion for termination of the expectation-maximization

algorithm.

3.2.2.4 E-step for Subsequent Windows

Due to phasing effects and other imperfections affecting generated and

measured signal, using Bustard’s calls to approximate expectation of the log-

likelihood function as in (3.5) fails to provide reliable parameter estimates in

subsequent windows. On the other hand, numerical evaluation of the objective

function in (3.4), E(λ,S)|Θn−1 [logP(S, λ|Y,Θ)], as we already argued in this

section, is computationally prohibitive in practice. To facilitate practically

feasible evaluation of the E-step for windows l > 1, for each read in the
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training set we approximate the transduction coefficient λk by its mean, λ̂k,

and replace the objective function by

R∑
k=1

M∑
i=1

P(Si|Yk, λ̂k,Θ) log(P(Si|Yk, λ̂k,Θ)), (3.8)

where λ̂k is obtained by maximizing the log-likelihood function (3.6) given the

parameters inferred in the (l−1)st window. Posteriori probabilities P(Si|Yk, λ̂k,Θ)

needed to evaluate expression (3.8) can be found from the state posteriori

probabilities. For instance, posteriori probability that the ith base is A is

P(STi = [1 0 0 0]|Yk, λ̂k,Θ) =
4∑
j=1

P(Ti = tj|Y, λ̂k,Θ), (3.9)

where tj ∈ {AA,AC,AG,AT,CA, . . . , TT}, 1 ≤ j ≤ 16. Clearly, we need to

find P(Ti = tj|Y, λ̂k,Θ). For this, we turn to dynamic programming ideas –

in particular, the forward-backward and soft-output Viterbi algorithms.

3.2.2.5 Forward-Backward Algorithm

Denote the transition probability from state k in the ith stage to state

l in the (i + 1)th stage of the trellis by akl = P(Ti = tk|Ti+1 = tl). If no prior

information about transition probabilities is available, we will assume that

the valid transitions are equally likely. Moreover, note that the state priors

may be computed from the symbol priors, if those are available. For instance,

prior for the state Ti = AC can be found as the product of the priors for

STi = [1 0 0 0] and STi+1 = [0 1 0 0]. Let fl(i) = P(Y1, Y2, . . . , Yi, Ti = tl) denote

the so-called forward probabilities, and bl(i) = P(Yi+1, . . . , YM |Ti = tl) denote
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the backward probabilities. Moreover, let el(Yi) = P(Yi|Ti = tl, λ,Θ) denote

emission probabilities. Then the recursion that computes forward probabilities

can be stated as

fl(i+ 1) = el(Yi+1)
16∑
k=1

fk(i)akl,

while the backward recursion is given by

bk(i) =
16∑
l=1

el(Yi+1)aklbl(i+ 1).

The recursions are initialized by setting f0(0) = 1 and bk(M) = ak,e, where ak,e

denotes the probabilities of the terminating state as computed by the forward

algorithm. Finally, the posterior probability is obtained as

P(Ti = tk|Y, λ,Θ) =
fk(i)bk(i)∑16
j=1 fj(i)bj(i)

,

for all 1 ≤ k ≤ 16, 1 ≤ i ≤ M . In order to ensure that the finite size of the

trellis does not adversely effect reliability of the computed probabilities, we

add extra 5 cycles in the calculations (i.e., we use Y1, . . . , YM+5).

3.2.2.6 Soft Output Viterbi Algorithm

The forward-backward algorithm computes exact posteriori probabili-

ties of the bases in a sequence. On the other hand, one can rely on various

heuristics to obtain reasonably good approximations of posteriori probabilities

while suffering only minor degradation in accuracy. Such heuristics include the

soft-output Viterbi algorithm (SOVA), a modification of the Viterbi algorithm

implemented on the same trellis we described in previous sections.
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Let vk(i) denote the probability of the most likely state sequence which

ends at Ti = tk, i.e.,

vk(i) = max
T1,...,Ti−1

P (Y1, . . . , Yi, T1, . . . , Ti−1, Ti = k).

Retaining the notation introduced for the description of the forward-backward

algorithm, we can recursively compute vk(i) as

vl(i+ 1) = el(Yi+1) max
k
aklvk(i),

where the recursion is initialize by setting v0(0) = 1, vk(0) = 0 for all k > 0.

This recursion is at the core of the Viterbi algorithm, which then proceeds

by backtracking through the optimal trellis path to determine the most likely

sequence of states. The Viterbi algorithm, however, provides only the most

likely sequence of states and does not find posteriori probabilities of the sym-

bols. To this end, a soft-output variant of the Viterbi algorithm was proposed

in [24]. SOVA traces back optimal path through the trellis and for each sym-

bol (i.e., base) explores alternative paths that could have changed the decision

of the Viterbi algorithm for that symbol. Cost metrics of the alternative

paths are then used to approximate posteriori probabilities for the base un-

der consideration. To allow computationally efficient procedure, we limit the

length of deviation of the alternative paths from the optimal one to 3 edges.

Note that it is necessary to normalize the posterior probabilities obtained in

the described fashion. As we will demonstrate in the subsequent sections,

the forward-backward algorithm achieves better base calling error rates than

SOVA, but it does so at the cost of having reduced speed.
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3.2.2.7 M-step for subsequent windows

The M-step for subsequent windows is very similar to the M-step for

the first window. The only difference is that the objective function being

maximized is now

−1

2

R∑
k=1

(l+1)W∑
i=(l−1)W+1

4∑
j=1

P(Si = sj|Yk, λ̂k,Θl)L(λj, Si = skj ,Θl). (3.10)

The optimization follows the same procedure as described for the first window.

Updating λ̂k - After each step of the EM algorithm used for estimating

parameters in a given window, we make calls for Ski (using outputs of either

forward-backward or SOVA). The calls and the most recent parameters are

then employed to update λ̂k by maximizing the log-likelihood function (3.6).

The updated value of λ̂k is used by the EM algorithm in the next window.

3.2.3 Base Calling

Given Θ inferred by the EM algorithm and Y1, Y2, . . . , YN , the goal of

base calling is to determine S1, S2, . . . , SL, i.e., to find

Ŝi = arg max
sj

P(Si = sj|Y, λ̂,Θ), (3.11)

where sj can take values of unit vectors comprising three zeros and one non-

zero entry equal to 1, and 1 ≤ j ≤ 4. Base probabilities P(Si = sj|Y, λ̂,Θ)

can be calculated from the state probabilities of the trellis that we defined in

the parameter estimation section, e.g.,

P(STi = [1 0 0 0]) =
4∑
j=1

P(Ti = tj|Y, λ,Θ), (3.12)

51



and so on. Note that these probabilities are also the ‘quality score’ assigned

to the given basecall (more on quality scores in the next section). Clearly, we

need to find posteriori probabilities P(Ti = tj|Y, λ̂,Θ). For this, we again turn

to the soft-output Viterbi and forward-backward algorithms that we described

in the previous section.

Note that the value of λ̂ used for base calling in window l is approxi-

mated by the value of λ which maximizes the log-likelihood function formed

using Θ and Ŝi from the previous window, l − 1 (except in window l = 1

where we use Ŝi provided by Bustard). It is straightforward to show that this

maximization entails solving the quadratic equation in λ

lW∑
i=(l−1)W+1

4λ2 +
(KiX̂i)

TΣi
−1(Yi)

(
i∏

j=2

(1− d̄j))‖X̂i‖2
λ− YiΣi

−1Yi

(
i∏

j=2

(1− d̄j))2‖X̂i‖2
= 0, (3.13)

and choosing the positive solution as the value of λ̂.

3.3 Results

3.3.1 GAII

Performance of the forward-backward algorithm and SOVA is verified

on a full lane data obtained by sequencing phiX174 ((EMBL/NCBI accession

number J02482 )bacteriophage using Illumina’s Genome Analyzer II which

generates reads of length 76. After basecalling the lane by Bustard, naive-

BayesCall, Rolexa, Ibis, forward-backward and SOVA, the calls were mapped

onto the known reference sequence comprising 5386 bases. The optimal align-
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Table 3.1: Comparison of error rates and speed for GAII: A comparison of
error rates and running times (per lane) for different base callers (note that
Bustard’s running time is underestimated since it does not account for the
parameter estimation step) .

Decoding Strategy Error Rate Running Times
FB 0.0128 400mins

SOVA 0.0129 300mins
OnlineCall 0.0137 30mins

naiveBayesCall 0.0139 1500mins
Ibis 0.0147 480mins

Bustard 0.0154 40mins
Rolexa 0.0171 720mins

ment is found using a Hamming distance metric. Reads that map with less

than 30% errors are retained while reads having more errors are removed to

ensure that there is no ambiguity in the alignment. This results in approxi-

mately 7 million reads and 550 million bases which are used to compare the

performance of the considered basecalling schemes. Average error rates com-

puted over the entire lane are compared in 3.1. Figures 3.3, 3.2 and 3.4 shows

the by tile error rates, by cycle error rates and the discrimination abilities of

the different basecallers. Forward-backward algorithm and SOVA outperform

all other schemes in terms of error rates and discrimination abilities.

3.3.2 HiSeq

Performance of the forward-backward algorithm and SOVA is verified

on reads from E.coli (EMBL/NCBI accession number NC007779) using Illu-

mina’s HiSeq2000 comprising of 100 cycle paired end data. The error rates

for both pairs of reads are shown as a function of cycle number in Figures 3.5
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Figure 3.2: Base calling error rates as a function of cycle.

Table 3.2: A comparison of error rates for different base callers for HiSeq.
Decoding Strategy Error Rate (Pair 1) Error Rate (Pair 2)

FB 0.0029 0.0029
SOVA 0.0029 0.0029

Bustard 0.0033 0.0032

and 3.6. Average error rates are compared in Table 3.2 for both SOVA and

FB schemes. As can be seen, we improve on Bustard’s calls by 12.3 and 9.6%

for the first and second pair respectively.

3.4 Discussion

3.4.1 Computational Complexity

For each read, the most computationally expensive Bustard’s step is

its correction of phasing effects. For both forward-backward algorithm and

SOVA, we need to evaluate 16 objective functions for the states at each stage
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Figure 3.3: Base calling error rates as a function of tile.

of the trellis. In order to avoid finite window effects, for each window of

length 6 additional 5 cycles are included in the computations. Therefore,

for a 76 cycle read, we need to evaluate 131 × 16 state values. Additional

overhead due to combining these values requires mostly additions (when the

algorithms are implemented in the log domain). naiveBayesCall on the other

hand, performs matrix inversion of the same complexity as those performed

by Bustard, followed by evaluation of 4× 76× 21 terms. The factor 21 arises

due to the fact that naiveBayesCall needs to solve a quartic equation using

a golden section search that requires 21 evaluations per base. Thus, forward

backward and SOVA are ≈ 3 times faster than naiveBayesCall.
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Figure 3.4: Discrimination ability

3.4.2 Implementation and Running Times

We implemented our codes on an Intel i7 machine @3.07GHz using

only a single core. With our codes written in C, it takes approximately 240

seconds to read in an intensity file, perform the parameter estimation step

on 250 reads, call bases for the whole tile and write it in fastq format for the

forward backward scheme and 180 seconds for SOVA. Processing an entire lane

requires about 400 minutes and 300 minutes for FB and SOVA, respectively.

naiveBayesCall, on the other hand, requires 19 hours just for its parameter

estimation step while its basecalling takes 6 hours. Thus, our FB and SOVA

implementations are 4 and 5 times faster than naiveBayesCall. Note that the

run times of naiveBayesCall are reported for an implementation on a processor

with 8 cores; it is expected that a parallel implementation of our algorithm

would reduce the total running time by roughly 8 times. In addition, our
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proposed schemes would be able to almost instantaneously provide very high

quality base calls to the end user since they are online (as opposed to batch)

in nature. A comparison of the running times for processing an entire lane

between the forward-backward algorithm and SOVA and the other basecallers

is shown in Table 3.1.

3.4.3 Improving Error Rates using Supervised Parameter Estima-
tion

Although the described parameter estimation procedure assumes no

supervision, the proposed forward-backward and SOVA schemes allow incor-

poration of non-uniform priors that may improve accuracy of the inferred pa-

rameters and hence the overall base calling performance. Illumina platforms

typically have a dedicated control lane comprising reads from a known ref-

erence. In such a case, it is possible to obtain priors by aligning the reads

onto the reference and using them to improve the accuracy of the estimated

parameters.

To this end, we utilize the calls from Bustard and align the reads onto

the reference phiX174 genome using the same mapping criteria as described

in the Results section. A basecall that is perfectly mapped to the reference

is assigned a prior probability of 1, while in case of a mismatch the prior

probabilities are split between the base suggested by the reference and the

base called. If the reference is not very trustworthy, lower prior can be assigned

to the base implicated by the reference. The described change requires very
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Table 3.3: A comparison of error rates for supervised and unsupervised schemes
on a single tile for GAII.

Decoding Strategy Error Rate
FB (unsupervised) 0.0125

SOVA (unsupervised) 0.0127
FB (supervised) 0.0124

SOVA (supervised) 0.0126

minor modification of the parameter estimation step. Table 3.3 shows the

improvement obtained using the supervised scheme. Both forward-backward

and SOVA schemes benefit marginally if the parameters are estimated in the

supervised setting.
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Figure 3.5: Base calling error rates as a function of cycle for the first pair.
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Figure 3.6: Base calling error rates as a function of cycle for the second pair.

3.5 Iterative basecalling and SNP calling

In this section, I present an iterative framework for joint basecalling

and SNP calling that relies on the soft-in soft-out basecallers described earlier

in this chapter. The proposed framework is motivated by the turbo decoding

ideas from the field of digital communications that are introduced and briefly

described next.

3.5.1 Background on turbo decoding

Turbo codes are a class of codes that were introduced in the field of

communications and demonstrated to have a performance close to the Shan-

non rate. In recent years, it has been shown that iterative turbo decoding

is an instance of the loopy belief propagation [25]. A communication sys-

tem employing the turbo principle exchanges extrinsic information between
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its components that are concatenated in series and/or parallel. The extrinsic

information is in the form of probabilities or log-likelihood ratios, and is typi-

cally computed by soft-in/soft-out a posteriori probability (APP) decoders.

Iterative/turbo base calling – The forward-backward basecaller described

earlier in this chapter is capable of accepting prior (soft-in) and providing

APP/extrinsic (soft-out) information. The a posteriori probability (APP) of

any base is composed of 2 parts,

P(Sj
i|Y

j,Θ) ∝ PextP(Sji ), (3.14)

where P(S) is the a priori probability of S (which should come from an in-

dependent source) and Pext is the extrinsic information for the state Sji . The

a priori (sometimes referred to as intrinsic) information is meant to be avail-

able before base calling while the extrinsic information is exchanged between

different reads – in particular, extrinsic information refers to the incremental

information about a given symbol/base obtained in the current iteration from

all other symbols/bases/reads.

Steps of iterative/turbo base calling – The first step consists of parame-

ter estimation, base calling and error correction.2 At this point, the priors for

parameter estimation and base calling are all non-informative (i.e., uniform).

The base caller provides the a posteriori output that is fed into the error cor-

rection block. The extrinsic information for all the bases in all the reads at

2We may think of the basecalling / error correction system as a class of parallel concate-
nated rate 1/n code where n denotes sequencing coverage.
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this stage corresponds to the APP. After alignment and reference correction,

overlaps between different reads are identified. For the 1st iteration, the prior

for the jth base of the ith read is obtained by averaging the extrinsic informa-

tion provided by the bases of all other reads that align onto (i.e., cover) the

same position on the reference, i.e., P(Sji = s) =

∑N
k=1,k 6=i P(Slk = s)1

{lth base of read k aligns with jth base of read i}∑N
k=1,k 6=i 1{lth base of read k aligns with jth base of read i}

,

(3.15)

where s ∈ {A,C,G, T} and N is the total number of reads. In case there is no

redundancy (i.e., only one base aligns onto a given location), a uniform prior

is retained.

Empirical observations suggest that the APP obtained in this way tends

to assign high confidence to erroneous calls. In addition, it is possible to

misalign reads, especially when the errors are present in the reference sequence.

In order to guard against such scenarios, a more conservative approach is

taken where we modify the extrinsic information by adding a constant and

renormalizing.

With each iteration of the described iterative process, the average er-

ror rate (computed across all reads) improves. However, the improvement

diminishes as the number of iterations increases.
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3.5.2 Turbo basecalling results

After having verified in Section 3.3 that the stand-alone base caller

(i.e., the non-iterative basecaller) performs better than Bustard and other

competing base callers, we devise an experiment to test the improvements

provided by the iterative decoding approach. In particular, we test the iterative

base and single nucleotide polymorphism (SNP) calling using the following

metrics:

FNR =
FalseNegatives

FalseNegatives+ TruePositives
,

FPR =
FalsePositives

FalsePositives+ TrueNegatives
.

These two metrics, FNR and FPR, are the SNP false negative and false pos-

itive rates, respectively. We test the iterative base/SNP caller on a reference

that is injected with 0.1% substitutions which is similar to the human genome’s

SNP rate (note that tracking substitutions is easier than indels although our

error correction scheme can handle indels as well). We simulate 1X − 11X

coverages by randomly subsampling a flow cell tile. Parameter estimation,

base calling and error correction are performed prior to starting the iterations.

To keep the complexity low, we constrain the scheme to performing only 2

iterations. FPR and FNR are plotted as functions of coverage in Figure 3.7
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and Figure 3.8, respectively.3 As can be seen, the iterative decoder outper-

forms the single-pass base caller in terms of FPR. On the other hand, FNR

seems to be unaffected by iterative decoding. This is because the primary con-

tribution to the FNR comes from the number of sites that are not covered by

any reads. Since the Illumina platform has a coverage that is approximately

Poisson-like, centered around a mean (which is the average coverage per base),

there will always be some bases that will never be covered (and thus no FNR

improvement can be made in those positions).

Figure 3.7: Comparison of the single pass and Turbo SNP caller under dif-
ferent performance metrics: False Positive Rate as a function of coverage at
alignment thresholds 50 and 90 for the single pass SNP caller and Turbo caller
with 2 iterations.

3The alignment thresholds in Figure 3.7 and 3.8 refers to a threshold on the alignment
score that indicates if the alignment is valid; if not the read is rejected.
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Figure 3.8: Comparison of the single pass and Turbo SNP caller under dif-
ferent performance metrics: False Negative Rate as a function of coverage at
alignment thresholds 50 and 90 for the single pass SNP caller and Turbo caller
with 2 iterations. Note that since the difference between the FNR for 0 and 2
iterations are very small, the plots are almost indistinguishable.

3.6 Conclusion

We presented a formulation of the base calling problem on Illumina

platforms that is amenable to being solved by dynamic programming meth-

ods, and proposed forward-backward and soft-output Viterbi algorithms for

solving it. Base calling error rate performance of the proposed algorithms

was demonstrated on experimental data to be superior to Illumina’s Bustard

and several other publicly available base callers. The developed base callers are

tested on data obtained by Genome Analyzer II and HiSeq2000 but the model,

concepts, and algorithms should apply to other Illumina’s platforms as well.

The developed schemes are online (as opposed to batch), scalable, and much

64



faster than competing model-based base callers. In addition, they are capable

of taking in soft inputs (priors) and generating soft outputs (posteriors) – a

feature we exploited to devise a supervised scheme for learning parameters of

the sequencing model. Finally, we used the basecaller in an iterative setup to

perform basecalling and SNP calling jointly, demonstrating the improvement

in the accuracy of the ultimate task of the scheme – the SNP calling.
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Chapter 4

Branch-and-bound Algorithms for Haplotype

Assembly

4.1 Introduction

Tremendous advancements in high-throughput DNA sequencing tech-

nology have enabled affordable sequencing of individual genomes and opened

up the possibility for routine detection and studies of genetic variations. In

diploid organisms, such as humans, DNA is organized into pairs of chromo-

somes. Majority of the chromosome pairs are homologous, i.e., they have

similar sequences that are not exactly identical but differ at a small fraction

of nucleotide positions (the only non-homologous one is the sex chromosome).

The most common differences between two chromosomes in a homologous pair

come in the form of single nucleotide polymorhisms (SNPs), isolated variants

along the chromosome sequences. A pair of SNPs at the corresponding po-

sitions of the homologous chromosomes constitutes a genotype. Haplotypes,

on the other hand, are ordered collections of SNPs that are located on the

same chromosome. Information about haplotypes is essential for enabling a

number of personalized medicine applications. These applications include the

discovery of how prone an individual is to various diseases and the search for

optimal drug therapies [2], whole genome association studies [3], and stud-
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ies of recombination patterns as well as the detection of genes under positive

selection [4].

While SNP detection and genotype calling can be performed using

low-throughput methods, it was high-throughput DNA sequencing that made

the haployping of single individuals a reality. Each read provided by a high-

throughput sequencing platform is a sample fragment of one chromosome of

an individual. When a read covers multiple SNP positions, it provides in-

formation that can be used to assemble the haplotype associated with the

chromosome from which the read was sampled. Today’s sequencing platforms

are capable of providing paired-end reads, i.e., pairs of reads that are sepa-

rated by inserts of known length. This helps bridge large distances along a

chromosome which is needed due to a relatively low frequency of polymor-

phisms – it is estimated that the SNP rate between two human chromosomes

in a homologous pair is approximately 10−3 [26], while the sequencing reads

are typically only hundreds of bases long.

Haplotype assembly from error-free reads is straightforward and entails

aligning reads to a reference and then partitioning them in two groups, each

corresponding to one of the chromosomes in a pair. The error-free reads that

belong to a partition provide unambiguous information about the haplotype.

However, sequencing is typically erroneous which, combined with constraints

on read and insert lengths, make the haplotype assembly problem challeng-

ing. In particular, sequencing errors cause ambiguities since the reads imper-

fectly sampled from a chromosome may provide conflicting information about
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Figure 4.1: An illustration how paired-end reads generated by next-generation
sequencing platforms are used for haplotype assembly.

the corresponding haplotype; moreover, errors induce uncertainty in assigning

reads to chromosomes. Consequently, most of the existing haplotype assembly

methods attempt to resolve error-induced ambiguities, which has motivated

minimum fragment removal, minimum SNP removal and minimum error cor-

rection formulations of the problem [27]. In this chapter, we focus on the

minimum error correction (MEC) criterion and methods that are concerned

with finding the smallest number of nucleotides in reads whose changing to a

different value would resolve aforementioned ambiguities. It has been shown

that finding optimal solution to the MEC formulation of the haplotype assem-

bly problem is NP-hard [27,28].

Since the problem is NP-hard, suboptimal heuristics are often used to

optimize for the MEC criterion. In [29], a greedy algorithm was proposed

and applied to the first complete diploid individual genome obtained via high-
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throughput sequencing. In [30], an algorithm (HapCUT) that solves a max-

cut reformulation of the problem was proposed and shown that it significantly

outperforms the method in [29]. Bayesian frameworks relying on MCMC and

Gibbs sampling schemes were proposed in [31] and [32], respectively. Recently,

a greedy cut approach was proposed in [5] and applied to reads sequenced

using fosmid libraries, while [33] presented a graphical approach to haplotype

phasing.

In addition to heuristics, several computationally intensive methods

for finding exact solutions to various formulations of the haplotype assem-

bly problem have been proposed in literature. In [34], the authors used a

branch-and-bound scheme to minimize the MEC objective over the space of

reads, imposing a bound obtained by a random bipartition of the reads. Un-

fortunately, exponential growth of the complexity of this scheme renders it

computationally too expensive even for moderate haplotype lengths. In [35],

the authors observed that, on Huref data, a large fraction of reads have small

effective length which motivated their use of dynamic programming ideas for

computing the optimal MEC of a revised problem that discards long reads.

However, if long reads cannot be ignored, [35] abandons the search for the

optimal solution and instead rephrases haplotype assembly as a MAXSAT

problem and solves it using WBO and Clone solvers.

Motivated by the sphere decoding algorithm originally proposed for

closest lattice point search [36] and then adopted in the field of data commu-

nications [37–41], I propose a depth-first branch-and-bound scheme which uses
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statistical information about sequencing errors to impose an upper bound on

the objective function and facilitate computationally efficient search for the

optimal solution to the MEC formulation of the haplotype assembly problem.

I analyze the expected complexity of the proposed algorithm and show that

it is practically feasible for moderate lengths of haplotype blocks typically en-

countered in haplotyping projects. Then, I impose additional lower bounds

on the objective function that further constrain the search space and allow

even faster search for the optimal solution. The lower bounds are efficiently

computed using a heuristic variable wordlength Viterbi scheme.

4.2 Haplotype Assembly via Sphere Decoding

The first step in haplotype assembly from high-throughput sequencing

data is mapping of the reads onto a reference, which is then followed by the

detection of polymorphic position (“SNP calling”). Homozygous positions

where all bases in all reads are identical are of no interest for the haplotype

assembly problem and are thus discarded. Moreover, if a read covers only

a single SNP position, it is not informative for the task at hand and is also

discarded. The remaining reads are labeled and organized into an m × n

SNP fragment matrix R, where m is the number of the reads and n denotes

the haplotype length. The ith read is represented by the ith row of R, ri.

Diploid organisms, including humans, are typically bi-allelic which means that

there may be only two possible nucleotides in any given heterozygous site of a

homologous chromosome pair. These variants are labeled as −1 or 1 according
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to an arbitrarily chosen convention and thus a haplotype pair is conveniently

represented by a pair of strings (h1,h2), each of length n, with components

h1i , h
2
i ∈ {1,−1}. For the ease of notation, we introduce h = h1 = −h2

(h1 and h2 are complements of each other). Assume that the ith read covers

SNP positions j1, j2, . . . , jk. Then the ith row of R, ri, will contain useful

information only in k positions (in particular, positions j1, j2, . . . , jk). We

adhere to the convention of filling all the remaining entries of ri by 0’s, i.e., 0’s

in ri indicate SNP positions on the chromosome that are not covered by the

ithread. The start and the end of the ith read are the first and the last position

in ri that are not 0. Note that paired-end reads typically contain substrings

comprising all 0’s which correspond to gaps connecting paired-end fragments;

such substrings may also be present in single reads if there is missing data.

Reads with a continuous string of +1 and −1 are gapless reads, otherwise they

are referred to as gapped reads. The length of a read starting at position i

and ending at position j is j − i+ 1 (i.e., it includes any possible gaps).

Remark: Note that, due to the coverage and read length limitations,

available data is often insufficient for the assembly of an entire haplotype and

instead enables assembly of fragmented haplotype blocks. In such situations,

the data is organized in a number of SNP fragment matrices, each correspond-

ing to one such haplotype block.
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4.2.1 Problem Definition

We define a measure of the distance d between two symbols in the

ternary alphabet {−1, 0, 1} as

d(x, y) =

{
1 if x 6= 0 and y 6= 0 and x 6= y,

0, otherwise.

Denote the Hamming distance between read ri and haplotype h as hd(ri,h) =∑n
j=1 d(ri,j, hj), where ri,j and hj denote the jth components of ri and h,

respectively. Then the minimum error criterion (MEC) formulation of the

haplotype assembly problem is concerned with minimizing Z over h, where

the objective function

Z =
m∑
i=1

min(hd(ri,h), hd(ri,−h)), (4.1)

and m denotes the total number of reads.

4.2.2 Sphere Decoding Algorithm for Haplotype Assembly

To minimize Z in (4.1) over h, we construct and conduct a depth-first

search on a tree where the node at the kth level of the tree corresponds to the

partial (k bases long) leading substring of h.1 The search tree is illustrated

in Figure 4.2.2. Recall that conflicts between reads are induced by sequenc-

ing errors and that in the MEC framework we inherently attempt to resolve

1A related branch-and-bound algorithm for haplotype assembly was proposed in [34] but
the search there is conducted in the space of reads (of the dimension m that is typically
much greater than n), does not impose statistical bounds on the objective akin to those we
introduce in this section, and does not consider expected complexity of finding the solution.
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conflicts by assuming the fewest possible errors. Denote the probability of an

erroneous entry in R by p. Note that the total number of errors v causing

conflicts between fragments has a binomial distribution with cumulative mass

function (cmf)

P(v ≤ k) =
k∑
j=0

(
µ

j

)
pj(1− p)(µ−j),

where µ denotes the total number of non-zero entries in matrix R. This,

in turn, can be used to impose a statistical upper bound2 on the objective

function (4.1). In particular, we use a depth-first search on the aforementioned

binary tree to find all haploype candidates h satisfying

Z =
m∑
i=1

min(hd(ri,h), hd(ri,−h)) ≤ b, (4.2)

where the upper bound on the number of errors, b, is computed from the

binomial cmf as

b = inf{k|
k∑
j=0

(
µ

j

)
pj(1− p)(µ−j) > 1− ε}. (4.3)

Parameter ε determines the confidence that we will find an n-dimensional h

which satisfies the constraint (4.2). For instance, setting ε = 0.01 means

that with probability 1 − ε = 0.99 we will find a solution to the constraint

satisfaction problem (4.2). Clearly, while traversing close to the root of the

search tree, the bound is very loose and induces little pruning. As we proceed

deeper into the search tree, the bound is more frequently violated which results

2Similar idea has been used to enable efficient search for the closest point in a lattice in
a probabilistic setting commonly encountered in data communications [37,38].
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Figure 4.2: An illustration of the tree searched by the sphere decoding algo-
rithm. The “hollow” nodes correspond to haplotype substrings that induce costs
which violate an upper bound on the objective function and are hence pruned
by the algorithm.

in discarding a large fraction of the nodes. If no h satisfying (4.2) is found,

we increase the bound (i.e., reduce ε) and start the search anew.

Remark: Due to the form of the objective function (5.1), the search

algorithm needs to simultaneously test if both h and −h are feasible haplotype

sequences. For efficiency, in our implementation the algorithm traverses the

tree by concatenating a partially constructed haplotype pair at the (j − 1)st

level, {h1:j−1,−h1:j−1}, with either (−1, 1) or (1,−1). If, for example, the

algorithm traversed the first j = 3 levels of the search tree through (−1, 1),

(−1, 1) and (1,−1), then the partially reconstructed potential haplotype pair

being tested for feasibility is {h1:3,−h1:3} = {[−1 − 1 1], [1, 1 ,−1]}.

4.2.3 Practical Implementation Issues

Note that every time a candidate hc satisfying (4.2) is found, we can

update the upper bound as b =
∑m

i=1 hd(ri,h
c) and proceed searching. More-
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over, note that if a read covers SNPs i and k, i < j < k, then at the jth level of

the search tree we can incorporate partial contribution of the read to the cost

function (5.1) (i.e., we do not need to wait until the kth tree level to include

the MEC cost induced by the read, which allows faster pruning and improves

speed of the algorithm especially when dealing with long reads). The proposed

algorithm is formalized as Algorithm 1.
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Algorithm 1 Sphere decoding for haplotype assembly of diploid chromosomes
Input: R, UB(1...n) = 0, Z = b(upper bound) .
Output: Z∗(optimal MEC), cnt (# of optimal solutions).
Initialization: h1

1 = 1, h2
1 = −1 , UB(1...n) = Z, s(1...n) = 0, obj(1...n) = 0, k = 2, cnt=0

sk = sk + 1
if sk = 1 then

set h1
k = 1, h2

k = −1
else

set h1
k = −1, h2

k = 1
end
objk = objk−1; softobj = 0 For all reads ending at level k, compute total MEC from these
reads (= Zk); set objk = objk + Zk

For all reads starting before level k and ending after level k, compute MEC from these
partial reads (= Zk); softobj = softobj + Zk

temp = objk + softobj
if temp > UBk then

set objk = 0
Backtrack: while sk = 2 do

set sk = 0, k = k − 1
end

end
if temp = UBk and k = n then

cnt = cnt + 1
end
if temp < UBk and k = n then

cnt = 1
end
if temp <= UBk and k = n then

set Z∗ = objk, set hap1,2
(1...n)(cnt) = h1,2

(1...n), set UB(1...n) = Z∗

Backtrack: while sk = 2 do
set sk = 0, k = k − 1

end

end
if temp <= UBk and k < n then

set k = k + 1
end
if k > 1 then

goto step 1 i.e. sk = sk + 1
end
if k = 1 and cnt > 0 then

terminate algorithm, return cnt,hap,Z∗

end
if k = 1 and cnt = 0 then

increase Z and restart algorithm
end
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4.3 Theoretical Analysis of the Expected Complexity of
the Algorithm

The complexity of sphere decoding varies over random instances of

the underlying optimization problem and is hence best viewed as a random

variable [37,38]. We here characterize it by its mean, i.e., we find an analytical

expression for the expected complexity of the sphere decoding algorithm for

haplotype assembly. The complexity is proportional to the number of nodes

visited on the search tree in Figure 4.2.2 and hence the expected complexity

is proportional to the expected number of such nodes. The total number of

nodes that survive the pruning (4.2) is given by

Nt =
n∑
j=1

2j∑
k=1

I(Zk
j ≤ b), (4.4)

where b is the upper bound, I(·) denotes an indicator function that is equal

to 1 when its argument is true, and Zk
j is the (partial) MEC score associated

with the tree path ending in the kth node at level j,

Zk
j =

m∑
i=1

min(hd(ri,1:j,h
k
1:j), hd(ri,1:j,−hk1:j)),

ri,1:j is the vector comprising first j components of ri and hk1:j records the

collection of nodes along the partial tree search path ending in the kth node

at level j. The expected number of survivor nodes is then given by the expec-

tation of (4.4), i.e.,

E[Nt] =
n∑
j=1

2j∑
k=1

P(Zk
j ≤ b), (4.5)
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and the expected complexity can therefore be expressed as

E[Ct] =
n∑
j=1

2j∑
k=1

P(Zk
j ≤ b) · fp(j),

where fp(j) is the computational cost associated with processing a jth level

node and is equal to the number of non zero entries for all rows (corresponding

to reads) ending at the jth SNP position.

In the general setting where inter-SNP distances are drawn from a

geometric distribution and insert lengths are modeled as Gaussian random

variables, finding a closed-form expression for the expected complexity of the

proposed algorithm appears challenging. We therefore make simplifying as-

sumptions and study the setting where a haplotype block of length n is sam-

pled with m reads. A read covers no more than l SNPs but these l positions

need not be contiguous (i.e. the reads can have gaps in them). In the following

analysis, we make the further assumption that the two haplotype strands in a

pair are equally likely sampled, i.e., the probabilities of a read being associated

with either haplotype strand are equal. No assumption about the coverage per

haplotype position is made.

Without a loss of generality, for the following argument we assume that

the true haplotype pair is {ht,−ht} = {(1, . . . 1), (−1, · · ·−1)}. At the jth level

of the search tree in Figure 4.2.2, there are 2j nodes possibly visited by the

algorithm. For a given tree node at this level, the contributions of individual

reads to Zk
j ,

zki,j = min(hd(ri,1:j,h
k
1:j), hd(ri,1:j,−hk1:j)),
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l sequence HD dki,j(0) dki,j(1) dki,j(2)

2 (-1,-1) 0 1− 2p(1− p) 2p(1− p)
(-1,1) 1 2p(1− p) 1− 2p(1− p)

3 (-1,-1,-1) 0 1− 3p(1− p) 3p(1− p)
(-1,-1,1),(-1,1,-1),(-1,1,1) 1 3p(1− p) 1− 3p(1− p)

4 (-1,-1,-1,-1) 0 (1− p)4 + p4 4p(1− p)(1− 2p + 2p2) 6p2(1− p)2

(-1,-1,-1,1),(-1,-1,1,-1),(-1,1,-1,-1),(-1,1,1,1) 1 p(1− p)(1− 2p + 2p2) (1− p)4 + p4 3p(1− p)(1− 2p + 2p2)

(-1,-1,1,1),(-1,1,-1,1),(-1,1,1,-1) 2 2p2(1− p)2 4p(1− p)(1− 2p + 2p2) (1− p)4 + p4 + 4p2(1− p)2

Table 4.1: Coefficients of the PMF d(zki,j) for different read lengths l. For
clarity, the complements of the partially reconstructed haplotype segments are
omitted.

i = 1, 2, . . . ,m, j = 1, 2, . . . , n, k = 1, 2, . . . , 2j, are independent and hence the

probability mass function (PMF) of Zk
j , d(Zk

j ), may in principle be obtained

by convolving the PMFs d(zki,j). Rather than combining the PMFs by means of

convolutions, however, we consider the moment generating functions (MGFs)

of the relevant random variables.

The MGF of Zk
j can be obtained as the product of the MGFs of zki,j. To

find the MGF of zki,j, note that for a read covering no more than l SNPs (i.e., ri

has no more than l components from {−1, 1}), it must hold that 0 ≤ zki,j ≤ b l2c.

The PMF of zki,j characterizes the probabilities of zki,j taking values 0, 1, . . . b l
2
c,

e.g., dki,j(0) = d(zki,j = 0), dki,j(1) = d(zki,j = 1), etc. The corresponding MGF is

given by

Mzki,j
(t) = dki,j(0) + dki,j(1)et + dkj (2)e2t . . . dki,j(b

l

2
c)eb

l
2
ct,

where

b l
2
c∑

s=0

dki,j(s) = 1.
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4.3.1 Computing d(zki,j)

Case j = 2: It is beneficial to first consider an illustrative scenario

j = 2 and gapless reads that cover the first two SNPs in the haplotype. Recall

our assumption that the true haplotype is {ht,−ht} = {[1 . . . 1], [−1 . . .− 1]}.

The pairs {h1:2,−h1:2} corresponding to the possible paths through the nodes

on the first two levels of the search tree are {[−1 − 1], [1 1]} and {[1 −

1], [−1 1]}. The costs induced by a read either containing no errors or having

both positions incorrect (which happens with the probability (1− p)2 + p2 =

1−2p(1−p)) are zki,2 = 0 and zki,2 = 1 when traversing the paths {[−1 −1], [1 1]}

and {[1 − 1], [−1 1]}, respectively. Likewise, the costs induced by a read

containing precisely one error (which happens with the probability 2p(1− p))

are zki,2 = 1 and zki,2 = 0 when traversing the paths {[−1 − 1], [1 1]} and

{[1 −1], [−1 1]}, respectively. For convenience, let us introduce p′ = 2p(1−p).

Therefore, the PMF of the contribution to Zk
2 by a read that covers the first

two SNPs in the haplotype is given by the mixture

d(zki,2) =
1

2
Bernoulli(p′) +

1

2
Bernoulli(1− p′), k = 1, 2.

General case: Since zki,j depends on a path through the search tree,

the coefficients in the PMF of zki,j will generally vary for two different nodes

k1 and k2 unless zk1i,j = zk2i,j. Finding closed form expressions for d(zki,j) seems

challenging but numerical evaluation of the coefficients of the PMF is possible

for small l, j. We illustrate the PMF coefficients for gapless reads of length

l = 2, 3, 4 in Table 5.1.

80



4.3.2 Computing d(Zk
j )

Case j = 2: Continuing the illustrative example from the previous

section, it is straightforward to see that if c reads cover the first two SNP

positions, then

d(Zk
2 ) =

1

2
(B(c, p′) +B(c, 1− p′)),

where B(c, p′) denotes the binomial distribution with parameters c and p′.

Note that we here found the distribution directly, and did not need to first

evaluate the moment generating function of Zk
2 given by

MZk
2
(t) =

1

2
[((1− p′) + p′et)c + (p′ + (1− p′)et)c].

General case: Given the MGFs of zki,j, the MGF of Zk
j can be computed

as

MZk
j
(t) =

m∏
i=1

[
dki,j(0) + dki,j(1)et + · · ·+ dki,j(b

l

2
c)eb

l
2
ct
]
.

In principle, we may evaluate MZk
j
(t) numerically and use it to find d(Zk

j ) and,

consequently, evaluate (4.5). This, however, quickly becomes computationally

infeasible since for a haplotype of block length n one needs to evaluate the

contributions from the MGFs of 2n nodes. Numerical approach, therefore,

may be used to provide theoretical expressions for the expected complexity

of the proposed algorithm only for small lengths of haplotype blocks. In the

following subsections, we consider a set of simplifying assumptions on the

structure of the SNP fragment matrix that enable efficient computation of the

expected complexity.
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4.3.3 Efficient Evaluation of Expected Complexity

Computation of the expected complexity of the proposed algorithm

becomes tractable under certain simplifying assumptions on the structure of

the SNP fragment matrix. Let the reads be indexed in such a way that their

starting positions are non-decreasing, i.e., if the first SNP position covered by

the ith read is ki, then k1 ≤ k2 ≤ · · · ≤ km. Let us group reads into q blocks

according to their starting positions j1 < j2 < · · · < jq (note that q ≤ n− 1),

and let wi denotes the number of reads in the ith such block. It is easy to see

that if the end position of the reads in the ith block (the ones starting at ji) is

the first position of the reads in the (i+1)st block (i.e., ji+1) and the reads are

gapless, then {Zk
ji
}, 1 ≤ ji ≤ q, are mutually independent. In this scenario, we

can efficiently evaluate the expected complexity for arbitrary haplotype block

lengths. For clarity, we first focus on the simple scenario where all reads are

of equal length l = 2 and then generalize it to l > 2.

Case l = 2: For l = 2, it holds that ji = ji−1 + 1, j0 = 0. Let us start

by considering the scenario where the number of reads in each aforementioned

block is the same, i.e., w1 = w2 = · · · = wq = w. Then the MGF of Zk
j ,

1 ≤ j ≤ n, is given by

MZk
j
(t) =

1

2j
[(1− p′ + p′et)w + (p′ + (1− p′)et)w]j,

where, as before, p′ = 2p(1 − p) is introduced for convenience. By expand-

ing the expression within the brackets and collecting terms having the same
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exponent ekt, the rth coefficients of the PMF of Zk
j is readily obtained as

1

2j

(
w

r

)
[(p′)r(1− p′)w−r + (p′)w−r(1− p′)r].

A straightforward use of the multinomial theorem leads to the coefficients of

d(Zk
j ) in a closed form. Note that the support of the PMF d(Zk

j ) at the jth

level is {0, 1 · · · jw}, and that the coefficients evaluated at the (j−1)st level can

be used to recursively compute the coefficients at the jth level. Therefore, the

required coefficient can be obtained with O(wj2) time complexity (and, thus,

coefficients for all n levels can be obtained with O(wn2) time complexity).

If wi’s are not all equal, the moment generating function of Zk
j is given

by

MZk
j
(t) =

1

2j

j∏
i=1

[(1− p′ + p′ei)wi + (p′ + (1− p′)et)wi ],

where wi is the number of reads in the ith block. While the closed form

expressions for the coefficients of d(Zk
j ) are not available, one can find them

numerically using the same recursive scheme as in the uniform coverage case.

This computation can be performed with O(
∑

0<i,j<nwiwj) time complexity.

The support of the distribution at the nth level is {0, 1, · · · ,
∑n

i=0wi}.

General case: We extend the previous analysis to the case where the

reads are of arbitrary length but other assumptions leading to the indepen-

dence of {Zk
ji
} are satisfied. In this scenario, it is sufficient to characterize

the expected number of points visited at level ji = l − 1 and levels j that are

integer multiples of l − 1 (there is no pruning at levels that are not integer
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multiples of l−1). Unlike the l = 2 case, here the MGF for a block containing

w1 reads is given by MZk
j(l−1)

(t) =,

1

2l−1
[
2l−1∑
k=1

(dki,j(0) + dki,j(1)et + · · ·+ dki,j(b
l

2
c)eb

l
2
ct)w1 ],

j = 1, 2 . . . n
l−1 . The MGF (evaluated at levels j(l − 1), j = 1, 2, . . . , n

l−1) is

given by

n
l−1∏
j=1

1

2j(l−1)
[
2j(l−1)∑
k=1

(dki,j(0) + dki,j(1)et + · · ·+ dki,j(b
l

2
c)eb

l
2
ct)wj ].

Note from Table 4.1 that the weights of d(zki,j) (and, therefore, the coeffi-

cients in the corresponding MGFs) depend on the tree path that the algorithm

traverses. However, if two nodes k1 and k2 are reached by traversing paths

characterized by the same minimum distance from the pair of true haplotype

sequences, then the corresponding MGFs of zk1i,j and zk2i,j are equal. Therefore,

for an efficient enumeration of the space of different tree paths of a specified

length, one needs to examine those paths and categorize them according to

their minimum Hamming distance from the pair of true haplotype sequences.

The entries in Table 4.1 suggest how this enumeration may be done for partial

tree search paths of length l ∈ {2, 3, 4}. For instance, for partial tree search

paths of length l = 3, there are 6 out of 8 possible path sequences at the same

same minimum Hamming distance from the true haplotype sequence; the re-

maining 2 paths coincide with the corresponding segments of one of the true

haplotype sequences and thus their associated minimum Hamming distance is

zero. Moreover, among the partial tree paths of length l = 4, there are 8 that
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are characterized by the same minimum Hamming distance (leading to iden-

tical MGFs of the contribution to the MEC cost by the reads of length l = 4),

another 6 induce a different MGF, while the remaining 2 have a third MGF in

common. Therefore, if the ith block consists of wi reads of length li = 4, then

the ith factor in the product which needs to be computed to obtain the MGF

of Zk
ji

is given by

1

23
[(a0(0) + a0(1)et + a0(2)e2t)wi

+ 4(a1(0) + a1(1)et + a1(2)e2t)wi

+ 3(a2(0) + a2(1)et + a2(2)e2t)wi ],

where {ar(0), ar(1), ar(2)} denotes the set of coefficients {dki,j(0), dki,j(1), dki,j(2)}

in Table 1 for partial tree paths of length l = 4 being at the minimum Hamming

distance HD = r from the pair of true haplotype sequences, r ∈ {0, 1, 2}.

Figure 4.3: A comparison of the theoretical and empirical average number of
nodes across different levels of the search tree.
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In Figure 4.3 we compare the theoretical and empirically evaluated

expected number of nodes visited at different levels of the search tree for the

parameters of the problem p = 0.01 (the error rate in the fragment matrix

R) which is the error rates in Illumina platforms), coverage c = 10, haplotype

block length n = 75 and read length l = 2. In Figure 4.4, we keep all the

parameters the same as before but let the length of the haplotype block increase

and show the expected complexity exponent as a function of n. Theoretical

and experimental average complexities are displayed in Figure 4.5 as a function

of coverage, while Figure 4.6 compares them for different error rates.

Figure 4.4: A comparison of the theoretical and empirical average complexity
exponents for different lengths of the haplotype blocks.
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Figure 4.5: A comparison of the theoretical and empirical average complexity
exponents for different sequencing coverages.

4.4 Speeding up Sphere Decoding for Haplotype As-
sembly using Lower Bounds on the MEC Score

In this section, we describe a method for reducing the complexity of

sphere decoding for haplotype assembly by performing additional pruning of

the search tree in Figure 4.2.2. In addition to the nodes pruned due to violating

an upper bound in (4.2), additional nodes are eliminated from the search if the

value of the objective they induce violates a lower bound on the MEC score.

Such a lower bound needs to be computed efficiently so that the benefits of

reducing the number of visited tree nodes outweigh the cost incurred by the

evaluation of the bound. Here we describe the Viterbi algorithm that utilizes

special structure of the SNP fragment matrix to efficiently compute lower

bounds on the MEC score. To this end, we first discuss relevant properties of
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Figure 4.6: A comparison of the theoretical and empirical average complexity
exponents for different error rates.

the objective function and outline the main idea behind the sphere decoding

algorithm with improved search speed.

4.4.1 Properties of the Objective Function Z

Consider a data matrix R. Let R′ be another read matrix obtained by

performing any combination of the following operations:

(a) removing a read (i.e., a row) from the data set;

(b) truncating a read by a fixed length;

(c) deleting any non-zero entry of R; and

(d) cutting up a paired end/long read into smaller fragments.
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If h∗ optimizes the MEC objective on the read matrix R′ (denoted by

Z(h∗, R′) and hopt optimizes Z on the read matrix R, then Z(h∗, R′) is a lower

bound on Z(hopt, R). We will utilize this property of Z throughput the section.

4.4.2 Heuristic Haplotype Assembly with Dynamic Programming

Here we describe an efficient dynamic programming technique that op-

erates on a reduced data set R
′

to find the desired lower bound. Note that a

dynamic programming solution to the haplotype assembly problem was pro-

posed in [35]. That approach essentially employs the Viterbi algorithm to

conduct a breadth-first search on a trellis with 2kmax−1 states, where kmax

denotes the length of the longest read in the data set (in the case of paired-

end reads, kmax includes the number of SNP positions covered by the insert).

The trellis states correspond to all possible kmax-long substrings of the haplo-

type pairs. To ensure computational tractability of the solution, reads that are

longer than a pre-selected kmax are discarded. Given a set of reads, the Viterbi

algorithm recursively tracks the most likely sequence of states and finds the

optimal path (and hence the haplotype) by backtracking through the trellis.

It is beneficial to illustrate the dynamic programming solution to the

haplotype assembly problem on a simple example. Let us denote the states of

the trellis by Tj = tk, k = 1, . . . , 2kmax−1, where the jth trellis stage correspond

to the jth SNP position. For kmax = 3 there are 4 states: {(−1,−1,−1),

(1, 1, 1)}, {(−1,−1, 1), (1, 1,−1)}, {(−1, 1,−1), (1,−1, 1)} and {(−1, 1, 1),

(1,−1,−1)}. Transitions from a state at level j to a state at level j + 1 may
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occur only if the last kmax − 1 substrings of both partial haplotypes of the

state at level j are the same as the first kmax − 1 substrings of both partial

haplotypes of the state at level j+ 1. It is easy to see that only branches from

states d i
2
e and 2kmax−1− d i

2
e at level j − 1 transition into the ith state at level

j.

Let the starting position of a read be defined as the location of the first

SNP within a haplotype that is covered by that read. Assume that the SNP

fragment matrix R is generated using reads that are sorted according to their

starting positions. The MEC scores of the states in the jth trellis stage are

computed using the reads having starting position j or smaller. Let Zi denote

the subset of reads with starting position i, 1 ≤ i ≤ n, and let zk(i) denote

the MEC score associated with the state k at stage i that is induced by the

reads in Zi. Finally, let Zk(i) denote the MEC objective of the most likely

state sequence which ends at Ti = tk, i.e.,

Zk(i) = min
T1,...,Ti−1

Z(r1, . . . , ri, T1, . . . , Ti−1, Ti = k).

Then we can recursively compute Zk(i) as

Zl(i+ 1) = min(Zd l
2
e(i), Z2kmax−1−d l

2
e(i)) + zl(i+ 1), (4.6)

where the recursion is initialized by setting Z0(0) = 1, Zk(0) = 0 for all

k > 0. This recursion is at the core of the dynamic programming solution to

the haplotype assembly problem, which finally backtracks through the optimal

trellis path to determine the most likely sequence of states.
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The above described heuristic procedure, originally proposed in [34],

does not fully exploit structure of the problem. Since real data sets contain

a large fraction of reads having length significantly smaller than kmax, we

propose a variable word length Viterbi algorithm alternative. In particular,

assume that the longest read used in the computations of state transition costs

at the ith stage of the trellis has length ki. Then the number of distinct state

transition costs to be computed at stage i is exponential in ki while the number

of states is exponential in kmax. The variable wordlength Viterbi algorithm

exploits this to reduce the complexity of the conventional Viterbi algorithm

from O(
∑n

i=1mikmax2
kmax−1) to O(

∑n
i=1miki2

ki−1).

4.4.3 Using Lower Bounds on the Objective Function to Speed up
Sphere Decoding

Since the upper bound (4.3) is evaluated based on the contributions of

all SNP sites to the objective function Z, it may be very loose at the early

stages of the search and thus induce little pruning of the nodes that are close

to the root of the search tree. To improve the efficiency of the search, we

can further restrict the search space without compromising the accuracy (i.e.,

finding the optimal solution remains our goal). The main idea is to compute a

lower bound on the value of the objective function induced by the part of the

tree that is yet to be traversed. To formalize this, assume that we are visiting

the kth node at the jth level of the search tree. The objective function (5.1) of

our optimization can be written as Z = Zk
j + Z̄k

j , where Zk
j denotes the MEC

score associated with the tree path ending in the kth node at level j, while
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Z̄k
j denotes the MEC score yet to be induced by traversing the remainder of

the tree and accounting for the reads not included in the computation of Zk
j .

Thus we can restate (4.2) as

Zk
j ≤ b− Z̄k

j . (4.7)

Now, if we could efficiently compute a lower bound on Z̄k
j , we could impose a

bound at the jth level of the tree that is more strict than (4.2) and potentially

significantly reduce the number of nodes that survive the pruning while still

finding the exact solution to the problem. Clearly, the benefit of computing a

lower bound on Z̄k
j must outweigh the additional complexity. We compute the

lower bounds using the Viterbi algorithm from previous sections applied to a

modified data matrix R
′

generated using only the reads shorter than kmax. A

large kmax leads to a tight lower bound but at the cost of significant additional

complexity. On the other hand, a small kmax keeps the complexity of finding

the lower bound feasible, but the resulting bound may not enable significant

node pruning.

Recall that the starting position sj of the jth read is defined as the

location of the first SNP within a haplotype that is covered by that read.

Additionally, we define the ending position ej of the jth read as the location

of the last SNP within a haplotype covered by that read. To facilitate efficient

evaluation of the lower bound at the ith level of the search tree, consider a

partition of the reads into the following sets:

Ai: Set of reads {j} such that ej < i.

92



Bi: Set of reads {j} such that ej = i.

Ci: Set of reads {j} such that sj < i and ej > i.

Di: Set of reads {j} such that sj ≥ i and ej − sj + 1 ≤ kmax.

Ei: Set of reads {j} such that sj ≥ i and ej − sj + 1 > kmax.

Inequality (4.2) can then be re-written as

Z = Z{Ai,Bi} + Z{Ci,Di,Ei} ≤ b, (4.8)

where Z{Ai,Bi} and Z{Ci,Di,Ei} denote contributions of the reads in sets Ai ∪ Bi

and Ci ∪ Di ∪ Ei to Z, respectively. Following (4.7), we can write

Z{Ai,Bi} ≤ b− Z̄{Ci,Di,Ei}, (4.9)

where Z̄{Ci,Di,Ei} denotes a lower bound on Z{Ci,Di,Ei}. Provided the lower bound

is nontrivial (i.e., Z̄{Ci,Di,Ei} > 0), replacing (4.2) by (4.9) is beneficial as it

would lead to eliminating more points from the search tree. Note that imposing

(4.9) will not prune out the optimal solution since we have replaced Z{Ci,Di,Ei}

by its lower bound. Clearly, the tighter (i.e., the larger) the lower bound,

the more nodes will be pruned from the tree. Of course, finding the tightest

possible Z̄{Ci,Di,Ei} is infeasible since it corresponds to minimizing the MEC

criterion (which is the original computationally intensive problem we started

with). This motivates the use of the Viterbi algorithm on a reduced set of

reads R′.
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As argued before, certain transformations of the SNP-fragment matrix

R reduce the MEC score. In particular, if a read from the sets Ci, Di or Ei is

discarded, truncated or cut into multiple pieces, the MEC score corresponding

to the new matrix R′ is a lower bound on the MEC score corresponding to the

original SNP-fragment matrix R. The reads belonging to the set Di are shorter

than kmax and thus need not be altered. Any paired-end/mated-pair read in

Ei with inserts longer than kmax

2
is first randomly cut into 2 fragments; the

resulting fragments, along with all the other reads in Ei, are cut into smaller

fragments of length ≤ kmax. This procedure leads to a set of reads that are no

longer than kmax.

Having transformedR toR′, we can now employ the variable wordlength

Viterbi scheme from previous sections to compute a lower bound that is com-

mon for all the tree points at a given level of the search tree. Clearly, the larger

kmax we can computationally afford, the larger the fraction of non-modified

reads and the tighter the resulting lower bound.

Remark: In principle, there are n different levels of the search tree at

which the Viterbi algorithm could be performed. However, it may be sufficient

to run the Viterbi algorithm for only a few levels in order to determine the lower

bounds for all of them. To see this, consider two levels i and j, j < i. Note

that card(Dj) ≥ card(Di) and card(Ej) ≥ card(Ei), where card(·) denotes the

cardinality of its argument. Therefore, the lower bound is a decreasing function

of the search tree levels. The minimum number of levels for which one needs

to compute the lower bound is determined using the following procedure:
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• compute the lower bounds for levels k = 1, k = n and k = dn
2
e.

• split the tree levels into two partitions, 1 ≤ j ≤ dn
2
e and dn

2
e ≤ j ≤ n,

choose one of them at random and place the other one into a stack.

• if the bounds associated with the smallest and the largest levels of the

selected partition are equal, the bounds for all the other levels in the

partition are the same.

• if the bounds associated with the smallest and the largest levels of the

partition are different, find the bound associated with the mid-level of

the partition.

• repeat the above steps until all the partitions in the stack are exhausted.

The sphere decoding for haplotype assembly with improved speed facili-

tated using lower bounds described in this section is formalized as Algorithm 2.
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Algorithm 2 Sphere decoding for haplotype assembly with improved speed
facilitated by pruning using lower bounds
Input: R, UB(1...n) = 0, LB(1...n),Z = b(upper bound) .
Output: Z∗(optimal MEC), cnt (# of optimal solutions).
Initialization: h1

1 = 1, h2
1 = −1 , UB(1...n) = Z − LB(1...n), s(1...n) = 0, obj(1...n) = 0, k = 2,

cnt=0
sk = sk + 1
if sk = 1 then

set h1
k = 1, h2

k = −1
else

set h1
k = −1, h2

k = 1
end
objk = objk−1; softobj = 0 For all reads ending at level k, compute total MEC from these
reads (= Zk); set objk = objk + Zk

For all reads starting before level k and ending after level k, compute MEC from these
partial reads (= Zk); softobj = softobj + Zk

temp = objk + softobj
if temp > UBk then

set objk = 0
Backtrack: while sk = 2 do

set sk = 0, k = k − 1
end

end
if temp = UBk and k = n then

cnt = cnt + 1
end
if temp < UBk and k = n then

cnt = 1
end
if temp <= UBk and k = n then

set Z∗ = objk, set hap1,2
(1...n)(cnt) = h1,2

(1...n), set UB(1...n) = Z∗ − LB(1...n)

Backtrack: while sk = 2 do
set sk = 0, k = k − 1

end

end
if temp <= UBk and k < n then

set k = k + 1
end
if k > 1 then

goto step 1
end
if k = 1 and cnt > 0 then

terminate algorithm, return cnt,hap,Z∗

end
if k = 1 and cnt = 0 then

increase Z and restart algorithm
end
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4.5 Results and Dicussion

In this section, performance of the proposed algorithms is tested on

both simulated and experimental data.

4.5.1 Performance on Real Datasets

We tested our algorithms on the 1000 Genomes Project data (individual

NA12878). Figure 4.7 shows the haplotype block lengths in this dataset. As

can be seen in this figure, majority of the blocks have length less than 200.

Table 4.2 compares the accuracy (in terms of the MEC) of our sphere decoding

haplotype assembly algorithm with that of HapCUT (the best performing

heuristic to our knowledge). Table4.3 shows the corresponding runtimes (in

seconds). As can be seen from these two tables, our proposed method provides

better accuracy while being practically feasible. Note that for this particular

data set the improvement in the MEC score is small; however, even such small

improvements in the MEC score may correspond to significant improvements

in the switch error rate (an important performance metric discussed in details

in the next subsection).

4.5.2 Performance of the Algorithm on Simulated Data

To thoroughly test our proposed algorithms under different perfor-

mance criteria, we generate multiple synthetic datasets emulating various ex-

perimental setups. To simulate the sequencing process, we randomly gener-

ate reads with fragment lengths drawn from the empirical distribution of the
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Figure 4.7: Histogram of the number of haplotype blocks as a function of block
length.

dataset discussed previously. The starting positions of the reads are randomly

selected across the entire genome. We simulate different coverages, different

sequencing error rates and different block lengths.

Figure 4.8 shows the expected complexity exponent as a function of

block length for our proposed algorithms at 3 different coverages - 10, 20 and

30 – for the fixed data error rate of 0.01 [6]. As can be seen from the figure,

lower bounding prevents exponential complexity growth otherwise evident in

the sphere decoding scheme that uses no lower bounding speed-up. For shorter

blocks, the higher complexity of the scheme that relies on lower bounding

technique is due to the additional O(2kmaxn2) operations needed to compute

the lower bounds. Figure 4.9 shows the expected complexity for 3 different

error rates at a fixed coverage c = 10. For the error rate of 0.01, expected

complexity of the basic sphere decoding scheme deteriorates rapidly while the
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chr #
MEC

Algorithm 1 Algorithm 2 HapCUT
1 2306 2306 2317
2 2872 2872 2887
3 2361 2361 2367
4 2605 2605 2618
5 2167 2167 2179
6 3559 3559 3576
7 2070 2070 2077
8 1838 1838 1855
9 1479 1479 1489
10 1823 1823 1828
11 1577 1577 1583
12 1589 1589 1591
13 1405 1405 1414
14 987 987 992
15 1061 1061 1062
16 1263 1263 1271
17 1228 1228 1236
18 941 941 942
19 765 765 767
20 794 794 797
21 528 528 533
22 436 436 438

Table 4.2: Comparing MEC scores of sphere decoding for haplotype assembly
with (Algorithm 2) and without (Algorithm 1) lower bounding with those of
HapCUT for 1000 Genomes Project data. Both Algorithm 1 and Algorithm 2
are optimal while HapCUT is a heuristic.

scheme that employs the lower bounding speed-up technique changes little

over the considered range of parameters. For the low data error rates of 0.001

and 0.003, benefits of additional pruning do not overcome the additional cost

of computing the lower bounds and thus the basic sphere decoding algorithm

is the preferred choice in this scenario.

Figure 4.10 further explores the expected complexity exponent of the

sphere decoding algorithm that employs lower bounding, showing it as a func-
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chr #
Runtime (seconds)
SpDec HapCUT

1 41 6
2 49 8
3 41 7
4 44 9
5 39 7
6 69 12
7 35 6
8 35 5
9 27 5
10 32 5
11 29 5
12 28 4
13 24 3
14 20 3
15 18 3
16 22 3
17 25 3
18 19 3
19 12 2
20 15 2
21 11 1
22 10 1

Table 4.3: Comparing runtimes (in seconds) of sphere decoding for haplotype
assembly with those of HapCUT for 1000 Genomes Project data. One hard
block in chromosome 6 was removed since its processing required more than 24
hours.

tion of the block length for the data error rate 0.003 and 3 different coverages

(10, 20 and 30). As seen from the figure, even for the block lengths of 500 the

expected complexity is sub-cubic. Figure 4.11 shows the impact of data error

rate on the expected complexity exponent. As can be seen, for error rates

0.003 and 0.01, and blocks of length smaller than 500, the expected complex-

ity exponent is low. However, for the higher error rate of 0.03, the expected

complexity exponent starts growing exponentially as the block length exceeds
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Figure 4.8: Plot showing the expected complexity exponent for the sphere de-
coder with and without lower bounding as a function of block lengths for cov-
erages 10, 20 and 30.

250. Therefore, haplotype assembly of moderately long block at error rates

typically encountered in state-of-the-art sequencing platforms can be solved

with sub-cubic complexity.

A crucial accuracy metric of haplotype assembly is the switch error

rate (SWER), defined as the number of switches (recombination events in

the inferred phased haplotypes) that are required to obtain the true haplo-

type phase. This comparison is typically expressed as a rate: the number

of switches required divided by the number of opportunities for switch error,

which is the number of heterozygote markers in the individual’s genotype mi-

nus 1 (the first heterozygote marker can be assigned an arbitrary phase). Such

a comparison may be obtained here since the gold standard is known for the

simulated datasets. Figure 4.12 shows the SWER of sphere decoding for hap-
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Figure 4.9: Plot showing the expected complexity exponent for the sphere de-
coder with and without lower bounding as a function of block lengths for error
rates of 0.001, 0.003 and 0.01. The complexity of Algorithm 2 is dominated by
the Viterbi algorithm used for finding lower bounds and thus the three dashed
plots seemingly coincide (since the complexity of the Viterbi algorithm does not
depend on the data error rates).

lotype assembly for different error rates as a function of block length for a

fixed coverage (c = 10). As expected, the SWER increases with the data error

rates. There is a small increase in the SWER as the block get longer. For a

comparison, we also show the SWER obtained by phasing using HapCUT. The

suboptimal solutions obtained via HapCUT lead to lower SWER compared to

sphere decoding solutions. Figure 4.13 shows the SWER as a function of cov-

erage (10, 15 and 20) for a fixed error rate (0.01). Here the impact of coverage

is more noticeable – there is almost an order of improvement as the coverage

is increased from 10 to 15 and from 15 to 20. The SWERs of HapCUT are

also shown, showing improvement of our proposed technique over the existing

method.
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Figure 4.10: The expected complexity exponent for the sphere decoder with
lower bounding as a function of block lengths for coverages 10, 20 and 30.
Block lengths of up to 500 can be assembled with sub-cubic complexity.

4.6 Conclusion

Motivated by sphere decoding ideas, we proposed a novel depth-first

branch-and-bound algorithm for finding optimal solution to the single indi-

vidual haplotyping problem. The algorithms exploit structure inherent to the

problem and statistical information about sequencing errors to facilitate com-

putationally efficient search for the solution to the minimum error correction

formulation of the assembly problem. We characterized expected complexity

of the proposed method and demonstrated its practical feasibility on both

simulated and real data. In scenarios typically encountered when processing

high-throughput sequencing data, the proposed method finds the optimal so-

lution to the haplotype assembly problem with low expected complexity. [42]
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Figure 4.11: The expected complexity exponent for the sphere decoder with
lower bounding as a function of block lengths for error rates of 0.003, 0.01 and
0.03. For error rates of 0.03 and block lengths larger than 200, the complexity
starts growing exponentially.

Figure 4.12: The switch error rates (SWERs) of sphere decoder with lower
bounding and HapCUT as a function of block lengths for error rates of 0.003,
0.01 and 0.03.
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Figure 4.13: The switch error rates (SWERs) of sphere decoder with lower
bounding and HapCUT as a function of block lengths for coverages 10, 15 and
20.
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Chapter 5

SDhaP: Haplotype Assembly for Diploids and

Polyploids via Semi-Definite Programming

5.1 Introduction

The branch-and-bound methods described in Chapter 4 are applicable

for reconstruction of short to moderately long haplotypes. However, since the

haplotying is an NP-hard problem, exact methods are not scalable. To address

the assembly of very long haplotype blocks (e.g., over entire chromosomes), in

this chapter we cast the haplotype assembly as a correlation clustering prob-

lem and efficiently solve it using a novel algorithm that exploits structural

features of the underlying optimization. Correlation clustering, originally pro-

posed by [43] and analyzed in [44–46], is a method for clustering objects that

are indirectly described by means of their mutual relationships. In the con-

text of haplotype assembly, the relationships between reads may conveniently

be represented by a graph and an associated weighted adjacency matrix, and

the problem of assigning reads to haplotypes leads to correlation clustering on

this graph. For diploids, that can in principle be done using an algorithm for

MAXCUT such as [47], while for polyploids one could use an algorithm for

MAX-k-CUT [48]. Both of these algorithms solve semi-definite programming

(SDP) relaxations of the original integer programming objectives that arise in
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MAXCUT and MAX-k-CUT. 1 The complexity of solving the SDPs, however,

is impractical for large-scale haplotype assembly problems. To this end, we

develop a novel algorithm for finding low-rank approximate solutions to the

aforementioned SDP problems with complexity that is only linear in the num-

ber of reads. The results on both simulated and real data sets demonstrate

that the proposed algorithm, named SDhaP, has higher accuracy and is sig-

nificantly faster than the existing haplotype assembly schemes. The proposed

method is scalable and needs only minutes to accurately assemble haplotypes

of complex genomes on a standard desktop computer. In addition to the devel-

oped software, we also provide an in-depth analysis of the coverage required

to achieve near-optimal haplotype assembly – a result with many practical

implications and useful guidelines for the choice of parameters of sequencing

experiments.

5.2 Methods

In this section, we introduce some modifications to the setup introduced

in chapter 4 to incorporate a general haplotype assembly model that allows

for representation of diploids and polyploids with the possibility of correcting

for homozygous positions that are incorrectly called as heterozygous.

1In semidefinite programming, one minimizes a linear function subject to the constraint
that an affine combination of symmetric matrices is positive semidefinite. Such a constraint
is nonlinear and nonsmooth, but convex, so semidefinite programs are convex optimiza-
tion problems. Semidefinite programming unifies several standard problems (e.g. linear
and quadratic programming) and finds many applications in engineering and combinatorial
optimization [49].
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Haplotype assembly is preceded by the mapping of the reads obtained

from a sequencing platform to the reference genome and genotyping. Since

homozygous sites do not contribute useful information nor cause any ambi-

guities in the haplotype assembly, they are omitted from the haplotype and

read representations. We represent haplotypes by K strings, (h1, h2, . . . hK),

each of length n, where K denotes the ploidy and n is the haplotype length

(for diploids, K = 2). For convenience, each read is represented as a string

of length n with entries {A,C,G, T,−} (denoted by A), where ‘−’ indicates

SNP positions on the chromosome that are not covered by the read. The reads

are arranged into an m × n matrix R according to their positions along the

chromosome, where m denotes the number of reads and the ith row of R, Ri,

corresponds to the ith read. Since the reads are relatively short compared to

the length of the haplotype sequence, matrix R is sparse, i.e., a large fraction

of its entries are −. The start and the end of the ith read are the first and the

last position in Ri that are not −. The length of a read starting at position i

and ending at position j is equal to j − i+ 1 and may include gaps. The goal

of haplotyping is to infer (h1, h2, . . . hK) from the observed reads.

Following genotyping, we identify alleles at each SNP location. Us-

ing the genotype calls, one can reduce the underlying alphabet to a ternary

one having elements {1, 2,−} in the diploid case, and quaternary alphabet

{1, 2, 3,−} in the triploid case. For higher ploidy, there is no further reduction

in the alphabet size. In the case where two or more haplotypes share the same

nucleotide at a given SNP location (which is not applicable to the diploid set-
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ting but can occur for higher ploidy), further reduction is possible by treating

all nucleotides that are not a part of the genotype as errors and neglecting

them. This is followed by the preprocessing step (already discussed in chapter

4).

5.2.1 Preprocessing

Before the actual assembly, disconnected haplotype components need to

be separated, i.e., we need to identify haplotype blocks that are not connected

by any reads. From R, we can generate an adjacency matrix and a graph

having vertices that correspond to the SNP positions (i.e., to the columns of

R). An edge is present between two vertices if a read covers the corresponding

SNP positions, i.e., if the components of a read at those columns in the matrix

are not −. Reads that cover only one SNP position do not provide information

that can be used to reconstruct a haplotype and are thus discarded from R.

Similarly, any SNP position not covered by at least one read is removed. After

forming the adjacency matrix, disconnected subgraphs or partitions need to

be identified. This is done by implementing a simple queue. Starting with

the first vertex, all vertices connected to it are inserted in the queue. These

vertices are labeled by k = 1 to indicate the first subgraph. Then in a first-

in first-out manner, all vertices connected to the vertices in the queue are

inserted into the queue provided they have not been previously labeled. Once

the queue is empty, a new unlabeled vertex is chosen and labeled as k = 2,

and the process is repeated until all vertices are labeled. This procedure
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leads to partitioning of the matrix into smaller disconnected matrices (if such

disconnected components exist).

5.2.2 Problem Definition

Let us define a measure of distance d between two symbols a and b from

the alphabet A used to represent the SNP fragment matrix R as

d(a, b) =

{
1 if a 6= − and b 6= − and a 6= b,

0, otherwise.

Denote the Hamming distance between readRi and haplotype hl as hd(Ri, h
l) =∑n

j=1 d(Ri,j, h
l
j). Then the minimum error criterion (MEC) formulation of the

haplotype assembly problem is concerned with minimizing Z over hl, where

the objective function

Z =
m∑
i=1

min(hd(Ri, h
1), hd(Ri, h

2), . . . hd(Ri, h
K)), (5.1)

and m denotes the total number of reads.

5.2.2.1 The all-heterozygous and heterozygous/homozygous case

Ideally, the SNP matrix R should only contain true heterozygous sites

determined in the genotyping step. However, in practice, false positives from

the genotyping procedure lead to the presence of columns in R that correspond

to both homozygous sites as well as heterozygous ones. Our method can detect

the potential presence of genotyping errors and enable correction of a large

fraction of incorrectly called heterozygous sites, hence improving the MEC

score of the final solution to the haplotype assembly problem.
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5.2.2.2 Problem Reformulation

Sequencing reads that are used in haplotype assembly projects may be

the short reads generated by Illumina platforms, the long reads obtained from

Pacific Biosciences instruments, or the long reads from jumping libraries in [5],

to name a few. Consequently, the SNP fragment matrix may be either a fat

matrix (with more columns than rows) or a tall one (with more rows than

columns), depending on the technology used. While short Illumina paired-end

reads generally lead to limited lengths of connected haplotype blocks, technolo-

gies that provide long reads and/or large insert sizes enable very long blocks.

In the latter scenario, the APX hardness 2 result essentially implies that exact

inference, being of exponential complexity, is no longer feasible. Therefore,

computationally efficient approximate inference methods that enable fast yet

accurate haplotype assembly are needed.

To quantify the relationships between the reads, we evaluate a measure

of similarity for each pair of rows of the SNP fragment matrix as described next.

Define a graphG = (V , E ,W ) where V denotes the set of vertices corresponding

to the rows of the SNP fragment matrix, E is the set of the edges connecting

the vertices in V , and W denotes the set of weights associated with the edges.

For any two reads i and j that overlap in at least one position, we define the

2In complexity theory, the class APX is the set of NP optimization problems that allow
polynomial-time approximation algorithms with approximation ratio bounded by a constant
(or constant-factor approximation algorithms for short)
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weight of an edge between the corresponding vertices vi and vj as

wij =
ksim − kdissim
ksim + kdissim

.

Here ksim denotes the number of overlapping positions where the reads have

an identical base and kdissim is the number of positions where they are differ-

ent. Then G = (V , E ,W ) is a correlation graph where the edges connecting

vertices associated with similar reads (i.e., the reads that belong to the same

haplotype) should have positive weights, while the edges connecting vertices

associated with dissimilar reads should have negative weights. In the absence

of genotyping errors, that is indeed the case and thus separating the reads into

K different clusters corresponding to K distinct haplotypes is trivial. In the

presence of errors, however, a positive weight no longer unambiguously implies

that two reads belong to the same chromosome nor a negative one means that

they belong to different chromosomes, hence making the separation problem

difficult. We formalize it as follows: given a weighted graph G = (V , E ,W ),

find K − 1 cuts such that the sum of intra-partition edge weights is maximized

and inter-partition edge weights is minimized. This effectively translates to

performing ‘correlation clustering’ in machine learning/algorithms parlance.

5.2.3 Haplotype Assembly via Correlation Clustering

5.2.3.1 Problem Formulation for Diploid Species

In the case of diploid organisms, correlation clustering interpretation

of the haplotype assembly problem leads to maximization of the cut norm of
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the adjacency matrix W ,

maximize
x

∑
i<j

wijxixj

subject to xi ∈ {+1,−1} i = 1 . . .m.

Defining x = [x1 x2 . . . xm]T where (·)T denotes the transpose, the above opti-

mization can be restated as

maximize
x

xTWx

subject to x2i = 1 i = 1 . . .m.
(5.2)

Introduce a rank-1 matrix variable X = xxT . It is straightforward to show

that X is positive semidefinite. Thus the maximization (5.2) can be written

as
maximize

X
Tr(WX)

subject to Diag(X) = e

rank(X) = 1

X � 0,

(5.3)

where e denotes an m×1 all-ones vector. Note that 5.2 and 5.3 are equivalent

(We omit the details for this). This problem is hard to solve because of the rank

constraint. Relaxing the rank constraint leads to the following semi-definite

program (SDP),
maximize

X
Tr(WX)

subject to Diag(X) = e

X � 0.

(5.4)

This SDP can efficiently be solved in polynomial-time (in the case of haplo-

type assembly, O(n3.5) where n is the length of the haplotype), and provides an
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upper bound on the objective of the quadratic program (5.2). The Goemans-

Williamson randomized algorithm may then be used to find an approximate

integer solution to the problem [47]. We omit the arguments behind the ran-

domized algorithm for brevity and summarize the procedure below.

Goemans-Williamson algorithm for solving the MAXCUT problem:

1. Solve the SDP relaxation and denote the optimal solution by X∗.

2. Compute the factorization X∗ = V V T . Let Vi denote the normalized ith

column of V.

3. Rounding Procedure: set S = {}.

3.1. Uniformly generate a random vector η on the unit n-sphere.

3.2. For i = 1 . . .m, if xi = V T
i η > 0 assign vertex i to S (i.e., set

xi = 1); otherwise, assign vertex i to S̄ (i.e., set xi = −1).

3.3. Find the value of the obtained cut xTWx.

4. Repeat the rounding procedure and output the assignment with best cut

value.

5.2.3.2 Problem Formulation for Polyploid Species

In the case of polyploid species, haplotype assembly can be cast as the

correlation clustering problem where the goal is to partition the set of reads

into as many subsets as there are haplotypes. Let the ploidy of an organism

be K > 2, e.g., K = 3 for triploids, K = 4 for tetraploids, and so on. Given
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the clustering graph G = (V , E ,W ) representing the reads, we would like to

partition the vertex set V into K partitions such that the sum of intra-partition

edge weights is maximized and inter-partition edge weights is minimized.

To this end, we first need a suitable way of defining variables that

can take one of K possible values [48]. Let y
j

be one of the K vectors

{a1, a2, ..., aK} that are defined as follows: take an equilateral simplex
∑

K

in RK with vertices {b1, b2, ..., bK}. Let cK =
b1+b2+···+bK

K
be the centroid of∑

K and let ai = bi − cK , for 1 ≤ i ≤ K. Assume that
∑

K is scaled so that

‖ai‖ = 1 for 1 ≤ i ≤ K. Note that this definition of the variables y
i

implies

yT
i
y
j
≥ − 1

K − 1
i < j i, j = 1 . . .m

yT
i
y
i

= 1 i = 1 . . .m.

To see why this is true, note that for any K, the entries of yi are − 1
K

except for

one of the components which is equal to 1− 1
K

. This object is then normalized

by its 2-norm and thus (after normalization) ‖yi‖2 = 1. When we multiply 2

such normalized vectors, it is straightforward to see that the resulting inner

product yiyj = − 1
K−1 (i 6= j). Finally, this equality is relaxed to an inequality

to turn the problem into a convex problem.

Now we can state the correlation clustering formulation of the haplo-

type assembly problem for the K-ploid species as the optimization

maximize
x

∑
i<j

wijy
T

i
y
j

subject to ‖y
i
‖ = 1 i = 1 . . .m

yT
i
y
j
≥ − 1

K − 1
i, j = 1 . . .m, j < i.

(5.5)
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Define matrix Ŷ whose ith row is yT
i

and introduce Y = Ŷ Ŷ T . The optimiza-

tion (5.5) is a vector program which we relax to a semi-definite program of the

form

maximize
Y

Tr(WY )

subject to Diag(Y ) = e

Yij ≥ −
1

K − 1
i, j = 1 . . .m

Y � 0

(5.6)

and solve using interior-point methods; here we relaxed the rank of Y from K−

1 to m. As in the diploid case, a randomized rounding algorithm may then be

used to find an approximate integer solution (details of the rounding procedure

are omitted for brevity). Note, however, that there are n2 constraints which

make the complexity of solving the SDP very high, approximately O(n7).

For long haplotype blocks, directly solving the semi-definite program-

ming formulation of the assembly problem in either diploid or polyploid setting

is computationally infeasible. It is therefore of interest to explore underlying

structural features of the assembly problem and derive fast SDP methods tai-

lored for finding the solution to problems with such features. In the following

two sections, we exploit sparsity of the underlying graphical representation of

the haplotype assembly problem and the prior knowledge that the solution is

low-rank to develop fast yet highly accurate algorithms for solving the SDPs

(5.3) and (5.6).
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5.2.4 Low-rank SDP Solutions for Haplotype Assembly of Diploid
Species

[50] and [51] independently studied the scenario where the optimal

solution to an SDP has low rank. In particular, they considered the rank-

r optimal solutions X∗ to an SDP such that r(r+1)
2
≤ m where m denotes

the number of constraints of the SDP. The existence of X∗ � 0 implies the

existence of some Vo ∈ Rm×r such that X∗ = VoV
T
o . If the optimization over

X = V V T is replaced by an equivalent optimization over V , the number of

variables can be greatly reduced and hence the optimal solution can be found

with potentially significant computational savings.

The graph G = (V , E ,W ) representing the haplotype assembly problem

is inherently sparse, and hence we can rewrite (5.4) as

maximize
V

∑
i<j

wijV
T
i Vj

subject to ‖Vi‖ = 1 i = 1 . . .m,

(5.7)

where Vi denotes the ith row of V . Note that by expressing the objective

function in terms of V rather than X, we no longer need to explicitly impose

the positive semidefinite constraint on X. If the graph is very sparse, most

wij’s are 0 and the computation of the objective function is fast. Moreover, it

is convenient to convert (5.7) into the following unconstrained program,

maximize
V

∑
wij

V T
i Vj

‖Vi‖‖Vj‖
. (5.8)

Denote the objective in (5.8) by M . This optimization is no longer convex;

however, for r > r∗ (r∗ being the rank of the optimal solution), the stationary
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point of the non-convex problem (5.8) does in fact coincide with the optimal

solution of the convex program (5.4).

5.2.4.1 Adaptive Rank Update

To solve (5.8), we rely on adaptive rank scheme where we initialize V

as an m× 2 matrix. In the subsequent steps of the algorithm, the number of

columns of V is increased until V becomes rank deficient (i.e., the rank of V

drops below the number of columns of V ). Each step of our proposed scheme

requires computation of the objective function (5.8) and its gradients, which

has complexity O(|E|r). Clearly, we also need to find the rank of V as the al-

gorithm progresses. This is done by computing a singular value decomposition

(SVD) of V (which requires O(mr2) operations) and declaring that the rank

of V is equal to the number of singular values that are larger than a predefined

threshold εth (e.g., εth = 0.1).

5.2.4.2 Gradient Computation

We compute the gradient of the objective function in (5.8) with respect

to Vi,

∂M

∂Vi
=
∑
k∈Ei

wi,k
‖Vi‖2Vk − (Vi · Vk)Vi

‖Vk‖‖Vi‖3
.
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From the computed gradient, we arrive at the following simple update rules

for fast iterative solution of the SDP relaxation (5.8),

Vi ←
∑
k∈Ei

(wik)Vk

Vi ←
Vi
‖Vi‖

.

5.2.4.3 Convergence and Stopping Criterion

We keep track of how the ratio of the gradient to the objective func-

tion changes through the iterations. When this ratio becomes smaller than a

predefined tolerance value εtol, we terminate the algorithm. Since the gradi-

ent descent scheme ensures that the objective of the optimization problem is

non-decreasing, convergence of the algorithm is guaranteed.

5.2.4.4 Randomized Projections and Greedy Refinement

The result of the previously described optimization procedure V̂ is of

rank r̂. In order to obtain a rank 1 solution, we project V̂ onto a random

vector of size r̂ and take the sign of the projection. We generate multiple

projections and choose the one among them leading to the largest value of the

objective function in (5.7) as the solution. The number of projections needed

for the expected value of the objective function to meet certain performance

guarantees is ≈ O(log(m)) [52].

In the scenario where there are no genotyping errors, the previously

described procedure provides the haplotype pair (h1, h2). This solution is
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further refined by greedily exploring whether sequential alterations of the bases

along the haplotype sequences might lead to even lower MEC scores. In the

scenario where genotyping errors are present, we use the previously described

procedure to partition the reads into 2 clusters. In order to assemble the

haplotypes from the partitions, we employ the following strategy: for every

SNP location and for each partition, we rely on majority voting to decide on

the corresponding haplotype position. This may result in both heterozygous

and homozygous sites. Finally, the assembled haplotypes are further greedily

refined by testing if sequential alterations of the bases lead to any improvement

of the MEC scores, which has complexity O(2n). We formalize the proposed

scheme as Algorithm 1 given below.
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Algorithm 3 Haplotype assembly for diploids

Input: W, εth, εtol, r = 2, k = 1, V (an m× 2 matrix).
Output: Haplotypes h1, h2.
Initialization: V ← random matrix with normalized rows.
η ← an m× 1 vector with random entries
while ∇V

V
≥ εtol and k 6= r do

for i = 1 to m do
Vi ←

∑
j∈Ei

wijVj
Vi ← Vi

‖Vi‖

end
k= the # of singular values of V that are greater than or equal to εth
if (k=r) then

r ← r + 1
V=[V 0.01η]
V ← row normalized V

end

end
for i = 1 to O(log(m)) do

ξ ← an r × 1 vector with random entries
P=Random projection of V on ξ
xi(1 . . . m) ← sign(P)
Mi =

∑
wijxi(j)xi(k)

end
x∗(1 . . .m) = arg max

xi

Mi

Obtain h1, h2 from x∗(1 . . .m) using majority voting
Perform greedy refinement of (h1, h2)
Return(h1, h2)
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5.2.5 Fast Lagrangian Relaxation for Haplotype Assembly of Poly-
ploid Species

In the previous section, we described a fast and accurate method for

haplotype assembly of diploid species that relies on solving low-rank SDP

relaxation of the problem. For the polyploid setting, we need to solve a con-

strained SDP (5.6). To this end, we employ a fast, low-rank Lagrangian scheme

followed by randomized projections and a greedy refinement of the K-ploid

haplotypes.

Following factorization Y = V V T , we can re-phrase the SDP formula-

tion (5.6) of the haplotype assembly problem for K-ploids (5.5) as the opti-

mization

maximize
∑
i<j

wij(V
T
i Vj)

subject to ‖Vi‖ = 1 i = 1 . . .m

V T
i Vj ≥ −

1

K − 1
i, j = 1 . . .m, i < j, wij 6= 0.

(5.9)

Unlike the unconstrained optimization (5.8) that arises in the diploid setting,

the above optimization problem is constrained (with conic constraints). In

order to solve it with practically feasible and scalable complexity, we consider

its Lagrangian relaxation and solve the dual problem using a minorization-

maximization technique.

In particular, our scheme iteratively finds

inf
λij≤0

sup
V
L(V, λ),

122



where L(V, λ) is the Lagrangian of (5.9) and λ = {λij} is an m × m matrix

collecting all Lagrange multipliers associated with inequality constraints (the

equality constraints need not be explicitly incorporated in L(V, λ) since they

are readily enforced by the projection step explained later in this section).

Therefore, the Lagrangian is given by

L(V, λ) =
∑

wij(V
T
i Vj) +

∑
λij(V

T
i Vj +

1

K − 1
).

The minorize-maximize iterative procedure consists of an inner and an

outer loop. In the inner loop (minorize), we find sup
V
L(V, λ) by keeping λ fixed.

For this, we rely on the same idea of cyclic coordinate descent with adaptive

rank update as described in the diploid section. Specifically, we make the

following updates of the ith row of V ,

Vi ←
∑
j∈Ei

(wij + λij)Vj,

Vi ←
Vi
‖Vi‖

.

In the outer loop (maximize) we keep V fixed and update λ. The subgradient

for λij is V T
i Vj + 1

K−1 . A simple updating rule for λij is of the form

λij ← λij + α(V T
i Vj +

1

K − 1
),

where α is a pre-defined step size. Since λij are constrained to be less than or

equal to zero, the above update rule is modified as

λij ← min(λij + α(V T
i Vj +

1

K − 1
), 0).
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To accelerate the convergence, let us introduce εg ≥ 0 that defines a guard

interval. If λij < −εg, we make a further modification and update λij as

λij ← λij2
−µ(V T

i Vj+
1

K−1
),

where µ ≥ 0 is a damping parameter that can be tuned according to the

accuracy requirement of the final solution [53]. This exponentiation in the

Lagrange multiplier update improves the speed of convergence of the proposed

scheme.

5.2.5.1 Convergence and Stopping Criterion

Detecting convergence is slightly more complicated in the polyploid

case as the objective does not increase monotonically. We use a short window

of 50 latest iterations to smoothen the value of the objective function and use

the obtained value to test the convergence (details omitted for brevity).

5.2.5.2 Randomized Projections and Greedy Refinement

The solution V̂ to the fast Lagrangian scheme described in this section

has rank r̂. To obtain K partitions sought after in the K-ploid haplotype

assembly problem, we project V̂ onto an r×K matrix Q with random entries

and assign the ith read to the jth partition if the (i, j) entry of P = V̂ Q is

the largest component of the ith row of P . We generate multiple projections

and choose the one among them leading to the largest value of the objective

function in (5.9) as the solution.

For the no-genotyping-errors setting, the previous scheme provides h1, . . . hK .
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A few rounds of greedy iterations that explore if local alterations of the bases

along the K haplotype sequences may improve the MEC score are conducted.

For the case where genotyping errors are present, we use the previously de-

scribed procedure to partion the reads into K clusters. To assemble the hap-

lotypes from the partitions, we use the majority voting scheme as described in

the diploid section. Finally, the assembled haplotypes are further greedily re-

fined by testing if sequential alterations of the bases lead to any improvement

of the MEC scores, which has complexity O(Kn). We formalize the proposed

scheme as Algorithm 4 given below.
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Algorithm 4 Haplotype assembly for polyploids

Input: W, εth, εtol, εg, r=K, k=K-1, V (an m×K matrix).
Output: Haplotypes (h1, h2 . . . hK)
Initialization: V ← random matrix with normalized rows.
η ← an m× 1 vector with random entries
repeat

Inner Loop
for i=1 to m do

Vi ←
∑

j∈Ei
(wij + λij)Vj

Vi ← Vi
‖Vi‖

end
Inner loop end
Outer loop
for i=1 to m do

for j=1 to m do
if (λij ≤ εg) and (λij 6= 0) then

λij ← min(λij + α(V T
i Vj + 1

K−1), 0)

end
else

λij ← λij2
−µ(V T

i Vj+
1

K−1
)

end

end

end
Outer loop end
k= the # of singular values of V that are greater than or equal to εth
if (k=r) then

r ← r+1
V=[V 0.01η]
V ← row normalized V

end

until convergence criterion is met ;
for i = 1 to O(log(m)) do
Q ← an r ×K matrix with random entries
P=Projections of V on Q
xi(1 . . . m) ← argmax(P) (row-wise)
Mi =

∑
wij(1{xi(j)=xi(k)} − 1{xi(j) 6=xi(k)})

end
x∗(1 . . .m) = arg max

xi

Mi

Obtain h1, h2 . . . hK from x∗(1 . . .m) using majority voting
Perform greedy refinement of (h1, h2 . . . hK)
Return(h1, h2 . . .hK)
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5.3 Results and Discussion

We tested performance of SDhaP using both simulated and experimen-

tal data, as described next. Our codes are written in C and the benchmarking

tests are conducted on a single core Intel Xeon machine with 2.93GHz and

12GB RAM. We compared SDhaP with CPLEX [54] (an optimal haplotype

assembly scheme which, however, requires proprietary software for solving in-

teger programs), HapCUT [30] (a widely used method characterized by a good

speed/accuracy trade-off), RefHap [5] (a more recent scheme that is capable

of detecting and correcting homozygous positions) and HapTree [55] (a re-

cent method capable of performing haplotype assembly for both diploid and

polyploid species).

5.3.1 Performance on Real Datasets

5.3.1.1 HuRef Data

We first tested SDhaP on the HuRef dataset [29] which contains single

and mated reads sequenced using a dideoxy Sanger sequencing technology with

an average coverage of ≈ 8X. Table 5.1 compares the accuracy (in terms of the

MEC scores) and runtimes of SDhaP with those of aforementioned existing

techniques. As can be seen from the table, the MEC scores obtained with

SDhaP are significantly better than those of the competing algorithms except

for CPLEX. The complexity of CPLEX, however, scales exponentially with the

haplotype length which makes it impractical for very long haplotype blocks.

As evident from the table, our SDhaP is faster than any of the other considered
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(and, unlike CPLEX, publicly available) schemes. We should point out that

unlike SDhaP and RefHap neither HapCUT nor HapTree make homozygous

calls, which adversely affects their performance both in terms of MEC and (as

shown in the simulation sections) switch error rate (SWER).
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Table 5.1: Comparison of MEC and runtimes for different schemes applied to
HuRef data.

chr #
Huref

CPLEX SDhaP HAPCUT RefHap HapTree
MEC t(in secs) MEC t(in secs) MEC t(in secs) MEC t(in secs) MEC t(in secs)

1 16853 1.72× 105 17192 190 19777 251 18739 8354 21112 8499
2 12618 1260 12713 220 14698 185 13762 3576 15720 8210
3 9296 960 9444 153 10714 257 10096 4866 11424 12183
4 9958 1140 10106 115 11567 274 10936 5399 12479 9534
5 9195 1080 9333 141 10590 196 10045 4398 11391 8972
6 8637 900 8696 105 9922 247 9318 4225 10912 8462
7 9782 1020 9954 102 11279 152 10540 7030 12196 6876
8 8480 3960 8604 90 9832 226 9352 4640 10552 9162
9 8051 780 8134 88 9290 111 8850 3898 9905 5515
10 8550 1200 8680 87 9877 209 9323 5203 10598 8782
11 7027 840 7186 92 8210 156 7744 4514 8856 7093
12 7136 720 7256 100 8240 152 7725 2669 9003 5494
13 5090 600 5142 62 5844 125 5511 3363 6285 7680
14 5086 480 5173 52 5861 72 5537 2313 6273 3533
15 8088 1.67× 105 8216 71 9364 108 9031 2014 10218 4018
16 7176 1500 7231 51 8287 138 7830 1896 8769 4589
17 5739 480 5819 47 6570 86 6238 2362 7106 5626
18 4403 540 4467 56 5041 108 4814 1542 5500 3544
19 4628 480 4670 32 5335 65 5052 1132 5660 2804
20 3243 300 3316 37 3753 63 3458 1472 4068 3602
21 3360 2400 3369 31 3914 63 3752 739 4154 1692
22 3908 7.16× 105 3973 32 4539 43 4384 1786 4780 1683

MEC and running times for CPLEX, SDhaP, HAPCUT, RefHap and
HapTree algorithms applied to HuRef data. SDhaP is more accurate than all
schemes except for CPLEX (which is the only one that requires proprietary
software). However, for longer blocks, the complexity of the CPLEX scheme
may become very high as evident from chromosomes 1, 15 and 22.

5.3.1.2 Fosmid Data

To investigate how SDhaP performs when employed for the assembly

of very long haplotype blocks, we tested it on the fosmid dataset analyzed

in [5]. Table 5.2 shows the accuracy and runtime comparison of SDhaP with

several competing schemes. As can be seen from the table, the MEC scores of

SDhaP are better than those of HapCUT, HapTree and RefHap; its runtimes
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are comparable to those of RefHap, while HapCUT and HapTree are very slow

when the coverage is low and read lengths long (as is the case with the fosmid

dataset). Overall, SDhaP seems to be robust with respect to the nature of

the dataset, e.g., it is fast, compared to other techniques, regardless whether

being applied to HuRef or fosmid datasets.
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Table 5.2: MEC and running times for CPLEX, SDhaP, HAPCUT, RefHap
and HapTree haplotype assembly strategies applied to Fosmid data. SDhaP is
more accurate than the other schemes except CPLEX and significantly faster
than HapCUT or HapTree. For chromosome 6, HapTree did not complete its
run within 48 hours and hence the corresponding entry is missing.

chr #
Fosmid

CPLEX SDhaP RefHap HAPCUT HapTree
MEC t(in secs) MEC t(in secs) MEC t(in secs) MEC t(in secs) MEC t(in secs)

1 6889 480 7297 8.07 8051 2.61 9550 600 9676 6501
2 6700 451 7214 7.84 7910 2.65 9661 660 9802 7196
3 5122 420 5588 6.49 6111 2.969 7557 360 7705 4847
4 4072 360 4510 5.41 4880 1.81 6265 540 6500 8392
5 4637 762 5029 6.2 5558 2.15 6919 480 7094 5670
6 5248 471 5674 7.26 6341 2.093 7958 2700 – –
7 4174 464 4509 5.02 4961 2.07 6062 480 6169 5589
8 4301 347 4785 5.09 5092 2.0 6255 615 6379 8316
9 3974 191 4200 4.7 4591 1.76 5463 376 5513 4465
10 4508 270 4765 5.04 5357 2.52 6445 454 6553 4838
11 3903 150 4165 4.63 4620 2.23 5558 457 5625 5183
12 3907 159 4174 5 4686 2.18 5654 360 5770 5654
13 2669 137 2946 3.0 3155 1.1 3967 291 4029 5367
14 2814 413 2971 3.35 3244 1.89 3978 302 4038 4103
15 2903 138 3029 3.09 3341 1.54 4007 250 4116 3357
16 3844 221 4022 4.84 4438 1.66 5086 570 5142 9683
17 3448 295 3586 3.41 4159 1.86 4743 251 4806 3003
18 2337 288 2555 2.69 2801 1.39 3445 240 3493 2303
19 2707 70 2857 2.78 3406 1.35 3898 180 3953 1984
20 2783 305 2943 3.08 3295 1.72 3810 203 3886 1529
21 1367 72 1452 1.44 1601 1.05 1951 134 1979 1410
22 2422 175 2508 3.21 2876 1.69 3260 118 3307 1351

5.3.2 Performance of the Algorithm on Simulated Data

5.3.2.1 Diploid

To characterize how the accuracy of SDhaP depends upon coverage and

haplotype block lengths, we perform tests on simulated data sets. In partic-

ular, we generate data sets containing paired-end reads with long inserts that

emulate scenario where long connected haplotype blocks need to be assembled.

The SNP rate between two human haploid chromosomes is estimated at 1 in

300 [3]. We generate SNPs by randomly choosing the distance between each

pair of adjacent SNPs based on a geometric random variable with parameter
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psnp (the SNP rate). To simulate a sequencing process capable of facilitat-

ing reconstruction of long haplotype blocks, we randomly generate paired-end

reads of length 500 with average insert length of 10, 000 bp and standard de-

viation of 10%; sequencing errors are inserted using realistic error profiles [6]

and genotyping is performed using a Bayesian approach [56]. At such read

and insert lengths, the generated haplotype blocks are nearly fully connected

(99.9%).

Accuracy of haplotype assembly is naturally expressed in terms of

switch errors – the number of switches (recombination events in the inferred

phased haplotypes) that are required to obtain the true haplotype phase. This

can be expressed as a rate: the number of switches required divided by the

number of opportunities for switch error. While our tests of the performance of

SDhaP on real datasets are expressed only in terms of the MEC scores, for the

simulated datasets we know the ground truth and therefore characterize the

performance of SDhaP in terms of both MEC and switch error rate (SWER).

Table 5.3 compares the MEC, SWER and running times of SDhaP with those

of HapCUT, HapTree and RefHap. We make these comparisons for haplotype

block lengths of 103 and 104 at coverages of 10, 20 and 30. SDhaP’s MEC score

is lower and its SWER is nearly half that of the competing schemes. The run-

ning times of SDhaP are at least 10 times lower for haplotype block lengths

of 104 (although for block lengths of 103 the difference in running times is

not as appreciable). Overall, SDhaP clearly outperforms the other considered

methods.
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Table 5.3: Comparison of SWER, MEC and runtimes for different schemes
on simulated diploid data: MEC, SWER and running times (in seconds) for
SDhaP, RefHap, HAPCUT and HapTree algorithms for simulated data of dif-
ferent lengths (l) and with different coverages (c). The data contains a fixed
1% fraction of genotyping errors. SDhaP is more accurate in terms of MEC
and SWER and faster by almost an order of magnitude compared to other
schemes for longer blocks.

data
Simulated Data

SDhaP RefHap HAPCUT HapTree
MEC SWER time MEC SWER time MEC SWER time MEC SWER time

l 103, c 10 86 0.002 4 123 0.009 8 123 0.009 6 123 0.009 31
l 103, c 20 212 0.001 5 293 0.010 169 303 0.011 8 305 0.006 14
l 103, c 30 300 0.001 7 378 0.007 567 377 0.002 7 378 0.001 14
l 104, c 10 1112 0.003 28 1257 0.008 2341 1354 0.011 282 1354 0.010 34905
l 104, c 20 2088 0.003 36 2659 0.008 36392 2774 0.009 680 2774 0.009 35443
l 104, c 30 3482 0.004 81 4164 0.009 39184 4277 0.010 604 4283 0.009 17002

Since CPLEX is originally designed to find an optimal solution to the

haplotype assembly problem, we compared SDhaP with both the original

CPLEX as well as its heuristic variant proposed by [54] for different hap-

lotype block lengths, coverages and error rates. We set a time limit of 24

hours for the optimal scheme to complete the assembly task and, if the op-

timal scheme did not succeed, ran the heuristic method allowing another 24

hours for the completion of the assembly task. Table 5.4 and Table 5.5 show

the MEC scores, SWER and runtimes for the considered methods. As can be

seen from the tables, CPLEX did not complete the task for block lengths of 105

and most of the block length of 104. For block lengths of 103 and error rates

1%, CPLEX achieves the best MEC scores and SWER but its runtimes are

significantly slower than those of SDhaP. For very long blocks and high error

rates, neither the optimal CPLEX method nor its heuristic variant provided

a solution except in one instance where SDhaP actually performed better (in
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Table 5.4: Comparison of SWER, MEC and runtimes for SDhaP and CPLEX
on simulated diploid data with 1% error rate: MEC, SWER and running times
(in seconds) for SDhaP, RefHap, HAPCUT and HapTree algorithms for sim-
ulated data of different lengths (l) and with different coverages (c). The data
contains a fixed 1% fraction of genotyping errors. SDhaP is more accurate
in terms of MEC and SWER and faster by almost an order of magnitude
compared to other schemes for longer blocks.

data
Simulated Data

SDhaP CPLEX(optimal) CPLEX(heuristic)
MEC SWER time MEC SWER time MEC SWER time

l 103, c 10 100 0.001 1 100 0.001 192 100 0.001 57
l 103, c 20 215 0.001 4 215 0.001 1320 215 0.001 373
l 103, c 30 291 0.001 6 291 0.001 1241 291 0.001 910
l 104, c 10 978 0.008 14 - - - 972 0.008 4505
l 104, c 20 2039 0.004 33 - - - 2039 0.004 89811
l 104, c 30 2988 0.004 68 - - - - - -
l 105, c 10 10356 0.008 324 - - - - - -
l 105, c 20 19975 0.007 713 - - - - - -
l 105, c 30 29967 0.005 1810 - - - - - -

particular, for the block length 104, error rate 5%, and coverage 10).
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Table 5.5: Comparison of SWER, MEC and runtimes for SDhaP and CPLEX
on simulated diploid data with 5% error rate: MEC, SWER and running times
(in seconds) for SDhaP, RefHap, HAPCUT and HapTree algorithms for sim-
ulated data of different lengths (l) and with different coverages (c). The data
contains a fixed 5% fraction of genotyping errors. SDhaP is more accurate
in terms of MEC and SWER and faster by almost an order of magnitude
compared to other schemes for longer blocks.

data
Simulated Data

SDhaP CPLEX(optimal) CPLEX(heuristic)
MEC SWER time MEC SWER time MEC SWER time

l 103, c 10 535 0.04 1 518 0.036 811 - - -
l 103, c 20 1042 0.007 4 - - - 1041 0.007 11393
l 103, c 30 1583 0.003 4 - - - - - -
l 104, c 10 4971 0.099 14 4945 0.093 13800 7024 0.12 961
l 104, c 20 9839 0.0370 41 - - - - - -
l 104, c 30 15310 0.0150 85 - - - - - -
l 105, c 10 51342 0.210 375 - - - - - -
l 105, c 20 102234 0.120 772 - - - - - -
l 105, c 30 157234 0.030 1517 - - - - - -

Figure 5.1 shows the switch error rate of SDhaP as a function of se-

quencing coverage for various block lengths and error rates. The considered

haplotype block lengths are 103, 104 and 105. The data for the haplotype

blocks is generated with embedded error rates of ≈ 1% and ≈ 5%. The cov-

erages used were 10X, 20X and 30X. As can be seen in the figure, when the

error rate is 1%, the SWER of SDhaP for coverages greater than 20X is very

small for all block lengths. When the error rate is 5%, we observe that higher

coverage is needed to ensure low SWER.

Figure 5.2 show the runtimes of SDhaP as a function of the coverages

for various block lengths and error rates. The runtimes (in minutes) are plot-

ted on the logarithmic scale and show that the complexity of SDhaP scales

approximately linearly with block lengths and coverage. Notably, a block of

length 105 (which is of the same order as the length of the haplotype associated
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with the longest human chromosome, chromosome 1) with a coverage of 30X

requires only 20 minutes. Note that there is no significant difference in the

runtimes for different error rates.

Figure 5.1: Switch error rates of SDhaP applied to diploid data as a function
of coverage for different block lengths and error rates. To achieve the same
SWER, higher coverages are needed for longer blocks and higher error rates.

5.3.2.2 Polyploid

To test the performance of SDhaP for the assembly of polyploid haplo-

types, we generate data in the same way as described in the previous section
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Figure 5.2: Runtimes of SDhaP applied to polyploid data as a function of
coverage for different block lengths and error rates. The runtimes scale ap-
proximately linearly with block lengths and quadratically with the ploidy.

(notably, the reads and inserts are of the same lengths as those in the diploid

simulations). We study the performance of SDhaP when applied to the assem-

bly of haplotypes with ploidy K = 3, 4 and 6. Figure 5.3 shows the SWER

of SDhaP as a function of the coverage for various block lengths. As can be

seen there, the coverage required to obtain a chosen target SWER increases

with the ploidy. (For details on the definition of SWER for polyploids, please

see [55]; we compute SWER using a branch and bound scheme.). The algo-
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rithm is tested for coverages 5KX, 10KX and 5K2X, where K denotes the

ploidy. From the simulation results, it appears that the required coverage

increases approximately with the square of the ploidy. For example, the cover-

age needed to achieve SWER below 1% for triploids (K = 3) is approximately

45X, for tetraploids (K = 4) the required coverage is around 80X, and for

hexaploids (K = 6) the algorithm requires coverage of ≈ 180X. In Figure 5.4

we show the runtimes of SDhaP (in minutes and on a logarithmic scale) as a

function of the coverage for different ploidy.

Tables 5.6, 5.7 and 5.8 compare the MEC, SWER and runtimes of

SDhaP when applied to the haplotype assembly of triploids, tetraploids and

hexaploids as a function of coverage and block length with those of Hap-

Tree [55]. Note that HapTree, previously shown to outperform the only

other existing method for haplotype assembly of polyploids [55], assumes exact

knowledge of the underlying genotypes and that its performance deteriorates

in the presence of errors. Genotyping from next-generation sequencing data,

however, is typically erroneous [57] and hence we compare the performance

of SDhaP and HapTree in the presence of genotyping errors (the error rates,

reported in the tables, are typical of genotyping software [57]). As can be seen

from the tables, SDhaP outperforms HapTree in terms of both SWER and

MEC. The complexity of SDhaP is roughly linear in the size of the haplotype

block while the complexity of HapTree grows significantly with the size of the

block. In fact, several of HapTree simulations could not be completed within

48hrs (hence the data for such instances is missing).

138



Table 5.6: Comparison of SWER, MEC and runtimes for different schemes on
simulated biallelic triploid data: MEC, SWER and running times for SDhaP
and HapTree algorithms on biallelic triploid simulated data. For l = 104 and
c = 15, HapTree did not complete the task in 48 hrs.

Dataset parameters genotyping error rate
SDhaP HapTree

MEC SWER t(in secs) MEC SWER t(in secs)
length 103, cov 15 0.0348 170 0.0130 18 401 0.0430 1860
length 103, cov 30 0.0135 331 0.0027 90 582 0.0220 8
length 103, cov 45 0.0064 488 0.0013 183 614 0.0053 5
length 104, cov 15 0.0348 1848 0.0143 388 - - -
length 104, cov 30 0.0135 4091 0.0038 1289 4744 0.0191 680
length 104, cov 45 0.0064 6169 0.0025 2048 5492 0.0060 2424

Table 5.7: Comparison of SWER, MEC and runtimes for different schemes on
simulated biallelic tetraploid data: MEC, SWER and running times for SDhaP
and HapTree algorithms on biallelic tetraploid simulated data. For l = 104,
HapTree did not complete the task in 48 hrs.

Dataset parameters genotyping error rate
SDhaP HapTree

MEC SWER t(in secs) MEC SWER t(in secs)
length 103, cov 20 0.0487 193 0.0105 40 626 0.0891 580
length 103, cov 40 0.0217 385 0.0050 124 974 0.0380 780
length 103, cov 80 0.0081 836 0.0015 560 2174 0.0290 15
length 104, cov 20 0.0487 4676 0.0233 383 - - -
length 104, cov 40 0.0217 6966 0.0096 2901 - - -
length 104, cov 80 0.0081 14146 0.0072 8784 - - -

Remark: SDhaP is designed to minimize the MEC score which, as

pointed out in [55], cannot distinguish between identical pairs of SNPs on the

haplotypes of a polyploid. For example, when a triploid has pairs of SNPs

{AC,GT,GT} at the same positions of its haplotypes, MEC cannot be used

to distinguish between the two chromosomes containing the SNP subsequence

GT (and thus phase the corresponding haplotypes). However, this does not

impede the ability of the MEC criterion to enable separation of polyploid

haplotypes provided they are sampled by paired-end reads sufficiently long to

resolve segments of identical SNPs – as demonstrated by the results presented

in Tables 5.4, 5.5 and 5.6.
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Table 5.8: SWER, MEC and runtimes of SDhaP for simulated hexaploid data:
MEC, SWER and running times of SDhaP for biallelic hexaploid simulated
data. HapTree completed the task within 48 hrs in only one case, (l = 30,
cov=60),where it achieved MEC=2832, SWER=0.1114, and t = 3441s, all
inferior compared to the results of SDhaP in the table.

Dataset parameters genotyping error rate
SDhaP

MEC SWER t(in secs)
length 103, cov 30 0.0480 1270 0.1338 278
length 103, cov 60 0.0283 1653 0.0215 943
length 103, cov 120 0.0177 2246 0.0170 1178
length 103, cov 180 0.0087 1767 0.0017 8341
length 104, cov 30 0.0480 14127 0.3370 1665
length 104, cov 60 0.0283 16014 0.1100 5240
length 104, cov 120 0.0177 21102 0.0353 19940
length 104, cov 180 0.0087 72203 0.0210 30911

5.3.3 Connectivity

The lengths of sequencing reads, insert sizes and their variations, and

SNP rates are of fundamental importance for the achievable performance of

haplotype assembly and connectivity of SNP positions. Figures 5.6 and 5.7

show the distributions of the haplotype block lengths for HuRef and Fosmid

data for all 22 chromosomes, respectively. As can be seen there, majority

of the blocks are shorter than 500 SNPs. While this has been a major is-

sue with previous generations of sequencing technologies, with the ability of

sequencing longer reads and fosmid technologies that allow insert lengths as

large as 100kB, one can expect achieving complete connectivity in future. In

our simulation studies, we focused on long inserts that enable near-complete

connectivity of the haplotype blocks. For a more detailed discussion, please

see [58] and the references therein.

140



Figure 5.3: Switch error rates of SDhaP applied to polyploid data as a function
of coverage for different block lengths and error rates. To achieve the same
SWER, higher coverages are needed for longer blocks and higher ploidy.

5.3.4 Homozygous Positions

[54] demonstrated presence of homozygous sites in haplotype blocks

assembled using high-throughput sequencing data. In Figure 5.5, we show the

histogram of the fraction of homozygous positions in the haplotypes assembled

from HuRef data using SDhaP. As seen there, approximately 1 − 1.5% of

the positions are homozygous. To address this issue, [33] suggested using
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Figure 5.4: Runtimes of SDhaP applied to polyploid data as a function of
coverage for different block lengths and error rates. The runtimes are nearly
independent of error rates and scale approximately linearly with block lengths.

alternative measures of performance such as minimum weighted edge removal

(MWER). However, as our results demonstrate, optimizing the MEC objective

with the added capability of calling homozygous positions results in a very low

SWER.
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Figure 5.5: Histogram of the fraction of homozygous positions as a function
of chromosome number for HuRef data. On average, around 1% positions are
falsely called heterozygous.

5.4 Conclusion

In this chapter, we introduced a haplotype assembly scheme for diploid

(K = 2) and polyploid (K > 2) species that relies on our novel technique

for solving low-rank semidefinite programming optimization problems. Highly

accurate and computationally efficient, the proposed SDhaP algorithm also

addresses the important issue of having homozygous positions in the data – a

problem that is neglected by most existing haplotyping schemes. The method
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is tested on real and simulated data for both the diploid and polyploid sce-

narios, showing that it outperforms several existing methods in terms of both

accuracy and speed. We also provide important guidelines for the required

coverage needed to achieve near-optimal haplotype assembly. In future, we

expect to extend the developed method to jointly perform genotyping and

haplotyping.

Figure 5.6: Histogram of block lengths for Huref data.
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Figure 5.7: Histogram of block lengths for Fosmid data.
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Chapter 6

Conclusion and Future Directions

This dissertation seeks to provide statistical signal processing and ma-

chine learning solutions for next generation sequencing data. I address two

problems of major significance for biological and medical fields – the problems

of basecalling for sequencing-by-synthesis systems and haplotyping inference

for diploid and polyploid species. Fast, accurate and scalable solutions for

these problems make it possible to improve the quality of basecalling and hap-

lotyping and are particularly useful in settings where billions of reads are being

sequenced by a platform or chromosomes that are hundreds of millions bases

long are being haplotyped. For the problem of basecalling, I design fast and

accurate algorithmic schemes that in conjunction with a SNP/genotype caller

lead to improved sequencing error rates and reduced false positives/false neg-

atives of SNP detection. For the problem of haplotype inference, I develop

a fast and accurate haplotyper for diploid and polyploid species. The ideas

presented in this dissertation may in future be extended to a framework for

detection of unknown ploidy and joint genotyping-haplotyping. The outcomes

of this research are expected to significantly improve the quality of basecalling,

SNP calling, genotyoping and haplotyping.
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