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There are two recent trends that are changing the landscape of vision-based

activity recognition. On one hand, wearable cameras have become widely used

for recording daily life activities. With a growing number of egocentric videos

generated, there is an increasing need to develop computer vision algorithms that

are tailored to the egocentric paradigm. On the other hand, the advances in sensing

technologies, especially the introduction of Kinect-style depth sensors, have greatly

facilitated the measurement of distance information in the 3D world.

The aim of my work is to develop algorithms for egocentric activity recog-

nition using RGB-D data. Compared to conventional approaches on third-person

activity recognition which commonly use local space-time features for represent-

ing the activities, my approach to egocentric activity recognition is novel in three

aspects.

First, my approach is context-aware and automatically discovers the scene

attributes that characterize the context. Egocentric activities tend to co-occur with

certain types of scene context, e.g., cooking in the kitchen or driving in the car. To

model the scene context, I propose a novel latent topic model, known as Supervised

vi



Block Latent Dirichlet Allocation (sBlock-LDA), to discover the semantic attributes

of the scene context. The basic LDA model can be considered as a special case of

sBlock-LDA when setting the correlation between different latent topics as zero. To

ensure that a scene is only a sparse mixture of latent topics, a Gini impurity based

regularizer is used to control the freedom of visual words taking on different latent

topics. I further show that the proposed model can be easily extended to account

for the global spatial layout of the latent topics by treating latent topic positions as

hidden variables.

Second, my approach is object-centric and robust to object appearance vari-

ations. Since egocentric activities heavily involve manipulating objects, object fea-

tures are another important source of information for recognizing egocentric activ-

ities. In order to effectively exploit the varied object appearance in a video, I take

a set-based recognition approach and represent the target object using the set of

frames contained in the video. A novel kernel function, the Sparse Affine Hull ker-

nel, is proposed that measures the similarity of two sets by the minimum distance

between the sparse affine hulls of the two sets. The proposed kernel also allows

convenient integration of heterogeneous data modalities beyond RGB and depth.

Third, my approach is state-specific and automatically learns the importance

of each state. An egocentric activity by its nature involves a series of maneuvers

that result in changes to the object. Effectively encoding the state transitions of an

egocentric activity in terms of hand maneuvers and object changes is key to suc-

cessful activity recognition. While existing algorithms commonly use manually

defined states to train action classifiers, I present a novel model that automatically

mines discriminative states for recognizing egocentric actions. To mine discrimina-

tive states, I draw on the Sparse Affine Hull kernel and formulate a Multiple Kernel

Learning based framework to learn adaptive weights for different states.
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Last but not least, I also propose a novel algorithm for segmenting long-

scale activities into short, atomic sub-activities. Hidden Markov Models (HMMs)

have been the state-of-the-art techniques for modeling human activities despite their

unrealistic first-order Markov assumptions and the very limited representational ca-

pacity of the hidden states. I propose two enhancements that significantly improve

the performance of HMM-based activity segmentation and recognition: (1) Deep

Neural Nets (DNNs) is used to model the observations in each state. This is mo-

tivated by the recent success of deep architectures in learning complex statistical

correlations from high-dimensional data. (2) State-duration variables are incorpo-

rated to explicitly address the temporal span of each state. This helps improve

contextual compatibility and eliminate incoherent activity segments.

In summary, I have developed a series of algorithms that are aimed at au-

tomatic interpretation of egocentric activity videos. It is demonstrated that depth

data benefits egocentric activity recognition in terms of target localization and fea-

ture representation. It is also demonstrated that the proposed algorithms are sig-

nificantly more robust than traditional algorithms when applied to the egocentric

domain. This work contributes significantly to research on egocentric activity anal-

ysis.
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Chapter 1

Introduction

Human activity recognition has been an active area of research for the past

several decades. State-of-the-art recognition algorithms have achieved successful

performance on realistic activities collected from movies [3, 4], web videos [5, 6],

and TV shows [7], and have wide applications in surveillance and robotics. One

of the characteristics common to these works is that they all focus on third-person

activity scenarios, that is, activities that are recorded from a viewpoint other than

the actor’s.

There are two recent trends that are changing the landscape of vision based

activity analysis. On one hand, wearable cameras (see Figure 1.1), that is, compact,

light-weight cameras that can be easily mounted or clipped to a user, have become

widely used for recording daily life activities. Wearable cameras provide an ideal

first-person viewpoint for capturing egocentric activities without interrupting the

user. With a growing number of egocentric videos generated, there is an increas-

ing need to develop computer vision algorithms that are tailored to the egocentric

paradigm.

On the other hand, the advances in sensing technologies, especially the in-

troduction of Kinect-style depth sensors, have greatly facilitated the measurement

of distance information in the 3D world. Briefly, the Kinect depth sensor func-

tions by projecting a predetermined pattern of infrared (IR) dots that cover the field

of view. The monochrome Complementary Metal-Oxide Semiconductor (CMOS)

1



(a) GoPro (b) Narrative Clip (c) Google Glass

Figure 1.1: Wearable cameras. Wearable cameras are designed to be compact and
light-weight so that they can be easily mounted on a human.

IR Projector IR CMOS Sensor

RGB CMOS Sensor

RGB image depth image

Figure 1.2: Kinect-based depth sensing. The depth sensing component of Kinect
consists of a infrared (IR) projector and a CMOS-based IR sensor. The depth of a
pixel in the field of view is estimated based on the difference between the expected
and observed IR dot pattern.

sensor is placed at an offset relative to the IR projector, and the difference between

the observed and expected IR dot pattern is used to calculate the depth at each pixel

of the Red Green Blue (RGB) image, see Figure 1.2. Compared to RGB data, depth

data provide pure geometry and shape information of the scene, thus being robust

to illumination variation and background clutter. Although there has been a lot of

work on third-person activity recognition using RGB-Depth (RGB-D) data, very

few have looked into the problem of RGB-D based egocentric activity recognition.

The aim of this work is to develop algorithms for egocentric activity recog-

nition using RGB-D data. Compared to conventional approaches on third-person

2



(a) Diving

(b) Golf swing

(c) Dining

(d) Cooking

Figure 1.3: Third-person activities (diving and golf swing [1]) vs. first-person ac-
tivities (dining and cooking [2]). Conventional approaches on third-person activity
recognition commonly use the salient motions of body parts or joints to represent
the activities. Egocentric activities, on the other hand, involve complex hand-object
interactions that require special treatment (see text for details).

activity recognition which commonly use space-time motion features for represent-

ing the activities [8, 9], the egocentric paradigm presents a set of constraints as well

as unique characteristics that require special treatment (see Figure 1.3),

1. Egocentric activities tend to co-occur with certain types of scene context, e.g.,

cooking in the kitchen or driving in the car. A more discriminative activity

model can be learned by exploiting the correlation between scenes and activ-

ities.

2. Egocentric activities mostly involve manipulating objects with hands, e.g.,

3



cut an apple or read a book. It is therefore expected that object information

plays a very important role in egocentric activity recognition.

3. Egocentric activities usually exhibit complex temporal structure. For exam-

ple, wash hands can be divided into 4 sub-activities, i.e., wet hands under

water, use soap, rinse hands, and dry hands using towel. Accurate segmenta-

tion and recognition of the sub-activities of a long-scale activity will benefit

applications such as understanding the agent’s goal and intention in behavior

analysis.

It is the focus of this dissertation to describe a series of novel approaches to

address the above challenges. It will be demonstrated that by drawing upon domain

knowledge of the egocentric paradigm and the benefits enabled by the combined use

of RGB and depth data, state-of-the-art performance can be achieved on a number

of tasks related to automatic egocentric video analysis.

The rest of this chapter is structured as follows. In Section 1.1, 1.2, 1.3 and

1.4, I highlight the novelty of this work by summarizing the major contributions of

this work. In Section 1.5, I describe some of the potential applications of recogniz-

ing activities in egocentric videos. Finally, in Section 1.6, I lay out the content of

this dissertation.

1.1 Scene Context in Daily Life

Typical scenes in daily life include meeting room, kitchen, gym, etc. Since

human activities are frequently constrained by the purpose and physical properties

of scenes and demonstrate high correlation with certain scene classes, an effective

egocentric activity recognition algorithm should take into account the scene context

in which the activity takes place.

4



The Bag-of-visual-Words (BoW) model, which represents an image as an or-

derless collection of local features such as Scale Invariant Feature Transform (SIFT)

[10]), has demonstrated impressive scene modeling performance [11, 12, 13], be-

cause they can be reliably detected and matched across scenes under different view-

points or lighting conditions.

More recently, the success of latent topic models, such as probabilistic La-

tent Semantic Analysis (pLSA) [14] and Latent Dirichlet Allocation (LDA) [15],

which originate from statistical natural language processing, has motivated researchers

to apply them to visual recognition tasks. The advantage of modeling a scene with a

latent topic model is the automatic discovery of semantic elements (e.g., chair, car,

river) related to the scene category without the requirement of manually labeling

them.

I describe in Chapter 3 a novel latent topic model, named supervised Block

Latent Dirichlet Allocation (sBlock-LDA), for characterizing scene context [16].

The key advantage of the proposed model is the achievement of topic coherency

and sparsity by jointly generating the latent topics of adjacent visual words while

imposing a Gini impurity regularizer on the latent topics. The scene category is

recognized by fitting a softmax classifier to the discovered latent topics. Combined

together, topic coherency and sparsity helps rule out unlikely combinations of latent

topics and guide the classifier to produce accurate scene recognition results. I will

demonstrate that the proposed model outperforms other related models on the task

of scene context modeling, especially in the egocentric paradigm.

5



1.2 Objects in Egocentric Activities

Egocentric activities are largely defined by the objects with which the user

interacts. Effectively modeling the objects in egocentric videos is thus critical to

egocentric activity recognition. Several authors have proposed to take an object-

centric approach to egocentric activity recognition [17, 18, 19]. However, they all

detect objects treating the frames of a video as independent to each other, and little

effort is made towards exploiting the object appearance variations as displayed in

the videos.

Whereas the accuracy of single-frame based object recognition is limited by

appearance variations between objects within the same class, and between varying

poses of the same object, image set based object recognition, that is, the classifica-

tion of a set of images of an object as a whole, which captures the object appearance

under various pose and illumination, has been shown extremely useful for learning

object models that are robust to appearance variations [20, 21, 22].

In Chapter 4, I describe in detail a novel kernel function for comparing

the similarity between two image sets [23]. Instead of considering each frame

independently, I model an object using the set of frames contained in the video.

By measuring the distance between two image sets as the minimum distance be-

tween their affine hulls under the sparsity constraint, the proposed kernel function is

less affected by object variations and significantly improves performance of object

recognition in egocentric videos. It will be demonstrated on several public datasets

that the proposed algorithm is capable of learning object models that are signifi-

cantly more robust than models obtained from other algorithms, especially in the

egocentric paradigm where the objects are subject to various types of appearance

variations.
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1.3 Recognizing Egocentric Activities

An egocentric activity by its nature involves a series of maneuvers that result

in changes to the object. For example, drinking soda is essentially composed of two

sequential states where one first opens the soda can, and then drinks from the soda

can. Effectively encoding the state transitions of an egocentric activity in terms

of hand maneuvers and object changes is another key factor in egocentric activity

recognition.

A number of methods have been proposed that aim to represent egocentric

activities with state-specific hand and object features (clenched hands and tilted

soda can); notably, they have found that coupled with discriminative state-specific

detectors, state-of-the-art egocentric activity recognition performance can be achieved

[24, 25, 26, 27]. However, all previous works train activity classifiers based on

manually defined states, and little is understood as to their optimality. For example,

Fathi and Rehg [25] propose to learn a two-state activity classifier for each activity

where the object appearance changes in the starting and ending frames are used to

recognize an activity. However, one may easily argue that some activities require

more than two states to be fully represented.

An adaptive approach to defining states of hands and objects comes from

the idea of spatial pyramids [28], where regular spatial grids of increasing gran-

ularity are used to pool local features. Similarly, temporal pyramids can be used

to provide a reasonable cover over the activity state space with variable temporal

scales. On the other hand, while temporal pyramids succeed in dividing an activ-

ity into increasingly finer states, one can reasonably expect that some states are

more discriminative than others and should be weighted more by the recognition

algorithm.

In Chapter 5, I will describe in detail a novel algorithm for learning the state
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weights for egocentric activity recognition [29]. Based on the temporal pyramids

approach, my work in this chapter aims to answer the following question: Which is

the optimal weight of each state for egocentric activity recognition? Specifically, I

adopt the idea of using kernel functions for measuring state similarity and show that

the state weights can be efficiently optimized in the Multiple Kernel Learning [30]

framework; in addition, by discarding those non-discriminative states, a noticeable

reduction in the computational cost is achieved while maintaining high recognition

accuracy in the experiments.

To close the loop, I will systematically evaluate the performance of scene,

object, and motion features on egocentric activity recognition. It will be shown that

object features provide the best recognition performance among all three types of

features, and the combined use of scene, object, and motion features outperform

any single type of features alone. It will also be demonstrated that RGB augmented

with depth data significantly improves the recognition performance.

1.4 Temporal Activity Segmentation

An egocentric activity usually exhibits complex temporal structure and can

be decomposed into a sequence of sub-activities, or actions. For example, the activ-

ity wash hands can be divided into 4 actions, i.e., wet hands under water, use soap,

rinse hands, and dry hands using towel. The algorithms covered so far cannot be

readily applied to recognize the constituent actions of a long-scale activity because

they all require the activity to be pre-segmented. In Chapter 6, I will describe a

novel algorithm for simultaneous segmentation and recognition of the actions of an

activity.

The inherent difficulty of activity segmentation and recognition stems from
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the large inter-action ambiguities, intra-action irregularities, and the exponential

number of possible action combinations. Conventional approaches based on gram-

mar models, e.g., Context Free Grammar (CFG) [31] and Context Sensitive Gram-

mar (CSG) [32], and graphical models, e.g., Hidden Markov Models (HMM) [33]

and Markov Random Fields (MRF) [34], have proven quite successful for learning

complex temporal relations from long-scale activities. By representing the temporal

relations between actions as grammar rules (as in grammar models) or connected

nodes (as in graphical models), the search space for possible action combinations

can be effectively reduced. However, these approaches are severely limited by their

capacity to fully capture the rich variations of raw video frames with respect to

high-level notions of action classes. Application of these approaches to realistic

activity datasets still falls far below expected level of performance.

Deep learning is a class of multi-layer machine learning models that can

learn highly non-linear functions for processing raw sensory input. As data is

passed through each layer of the deep architecture, increasingly abstract concepts

and complex correlations can be extracted. Deep learning can be used for unsuper-

vised feature extraction, or supervised classification, and has demonstrated superior

performance in a range of applications such as visual object recognition [35, 36, 37],

natural language processing [38], and speech recognition [39, 40].

In Chapter 6, I describe in detail how to to use Deep Neural Nets (DNN) [36]

to bridge the gap between raw video frames and action classes. In particular, DNN

are trained in which the units of the input layer are set to frame pixels and the units

of the output layer are set to a vector indicating the posterior probability of each

action class. HMM Viterbi decoding requires as input the observation likelihood

rather than the action class posterior probability. To integrate DNN and HMM, I

thus convert the output of DNN into observation likelihood via proper scaling.
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The major weakness of the standard HMM is its ineffectiveness in model-

ing state duration. In fact, the first-order Markov assumption used in the standard

HMM forces the state duration to follow a geometric distribution. For a sequence of

actions, this geometric distribution is inappropriate, since each action is expected

to span a number of frames before it transitions to the next action. I thus take a

similar approach to that of Tang et al. [33], and build a variable-duration HMM

by explicitly incorporating a state-length variable. To segment an activity into a se-

quence of actions, a sequence of probability distributions indicating the observation

likelihood obtained from DNN are fed into the variable-duration HMM.

1.5 Potential Applications

The widespread use of wearable camera devices such as GoPro, Narrative

Clip, and camera-enabled cellphones has generated a great amount of visual data

that open up a huge range of potential applications of egocentric activity recogni-

tion. In this section, four major applications are reviewed, that is,

1. Health Monitoring

2. Task Guidance

3. Context-Awareness

4. Social Networking

1.5.1 Health Monitoring

Recent years have seen an explosion of wearable devices with sensors for

health monitoring purposes. These devices help expand the capabilities of health

care systems, extending their usage into the daily life of the wearer with minimal
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intervention and interruption. They can be used to gather physiological data such

as heart rate and respiratory rate, and monitor home-based rehabilitation processes

of stroke survivors. Emergency situations (e.g., falls) can be detected via automatic

sensor data processing, and family members or caregivers are immediately alerted

to ensure faster emergence response [41].

1.5.2 Task Guidance

An egocentric activity recognition system may collaborate with the user in

order to guide him/her towards completing a particular task. Such an intelligent

system acts like a human expert and constantly monitors the user as he/she goes

through each stage of a complex task. It gives instructions as to what needs to

be done for the next step and may correct the user if it finds anything improperly

handled. A typical example is an intelligent system helping users’ assembly tasks,

such as putting together a laptop computer, installing a printer’s toner cartridge, or

assembling the transmission of a car [42].

1.5.3 Context-Awareness

Mobile devices such as cellphones and tablets make it possible for users

to make phone calls, check emails, and read news at any time and place. How-

ever, each time a device proactively delivers an incoming piece of information, it is

competing for the user’s attention and possibly interrupting the ongoing tasks. Au-

tomatic recognition of the user’s activities such as “in a meeting” or “with family”

can be used to customize the behavior of the mobile devices (e.g., setting to silent

mode). Other activities, such as “getting back home” may trigger the device to send

messages to friends for grocery shopping [43].
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1.5.4 Social Networking

Social networking sites, such as Facebook and Twitter, allow a user to share

to a broad audience his/her status in terms of his/her activity (e.g., attending a con-

cert, meeting a friend), habits (e.g., at the coffee shop or gym), and state of mind

(e.g., excited, sad). It is interesting to note that nearly all facets of social network-

ing rely on manual user input. With the capability of automatic egocentric activity

recognition, the profile of the user in these social networking sites can be updated

with information such as “biking along the Seine” with minimal user operation [44].

1.6 Dissertation Layout

The rest of this dissertation is structured as follows. Chapter 2 briefly re-

views work that is related to egocentric activity recognition. Chapter 3 describes

in detail how to model the scene context using Supervised Black-LDA. Chapter 4

describes how to learn robust object models based on the idea of measuring object

similarity using image set kernels. Chapter 5 presents a novel approach for encod-

ing the state transitions of egocentric activities and extensively evaluates various

types of features for egocentric activity recognition. Chapter 6 gives the algorithm

for automatically segmenting and recognizing the constituent actions of long-scale

activities. Chapter 7 concludes this dissertation.
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Chapter 2

Related Work

My work on egocentric activity recognition is closely related to the four

areas of research, i.e.,

• Scene recognition

• Object recognition

• Activity recognition

• Activity segmentation

In the following, I will give a review of each of these four research areas.

2.1 Scene Recognition

Scene context provides useful clues about the type of events or activities that

may take place. Scene modeling using visual words has been widely studied. Built

upon a BoW representation of scene images, several works [11, 12, 13] directly train

classifiers to recognize the scene category. Lazebnik et al. [28] incorporate spatial

information into the BoW representation of images for better scene recognition

performance. Yuan et al. [45] and Zheng et al. [46] take into account the colloca-

tion patterns of visual words and learn “visual phrases” for high-level scene/object
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recognition. Winn et al. [47] learn a compact yet discriminative “universal” dic-

tionary for visual categorization by optimally merging visual words. Morioka et

al. [48] build a compact codebook for pairs of spatially close SIFT descriptors for

visual recognition tasks.

In contrast to the above-mentioned methods which infer scene categories

directly from the low-level features, topic models take a hierarchical Bayesian view

of the generation of images [49, 50, 51, 52]. In the following, I mainly review

related work on topic model based scene recognition since they are more relevant

to my approach.

Topic models assume the existence of intermediate-level topics in between

low-level features and scene categories. The low-level features are considered as

generated from the scene topics. And the scene topics are considered as generated

from the scene. The scene category is determined as the one most likely capturing

its correlation with the latent topics. Therefore, to derive semantically meaningful

topics for visual words becomes crucial to recognize scenes.

Previous work has mainly focused on exploiting contextual cues in deriv-

ing the latent topics. For example, to promote local spatial homogeneity, which

requires spatially close visual words to have identical topic, Cao et al. [53] pro-

pose to oversegment an image into regions of homogeneous appearances. Only one

single topic is assigned to the visual words within each region. Wang et al. [54]

propose a spatial LDA model in which visual words that correspond to the same

object are clustered into the same topic.

Based on the idea that scene elements are located within an image according

to some global spatial layout, e.g., sky or cloud is more likely to be found in the

top part of an image than in the bottom, Niu et al. [50] learn a global layout map

from manually labeled training data for more accurate sampling of the latent topics.
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Similarly, Niu et al. [51] incorporate location information into DiscLDA [55] for

visual recognition by modeling the spatial arrangement of scene regions.

Although simple and generally performing well, these methods rely on ei-

ther the underlying image segmentation algorithm for local spatial homogeneity or

manual scene elements labeling for building global layout map, making them brit-

tle and sensitive to the visual content of images. Furthermore, while previous topic

models capture ambiguous visual word senses by permitting a visual word to be

generated from different latent topics, it is often seen that an image is only a sparse

mixture of scene elements. For example, in a coast scene, one may never find scene

elements such as car or tall building. Therefore, without restriction of the free-

dom of visual words taking excessive, noisy latent topics, one may end up with a

overfitted topic model and have the recognition performance negatively affected.

By addressing the above difficulties, the advantages of my approach are

three-fold:

• Local spatial homogeneity of latent topics is inherently built into the proposed

model by jointly generating adjacent latent topics.

• The proposed model can be easily extended to learn the global spatial layout

of the latent topics by adding additional functional nodes without the require-

ment of manually localizing them in an image.

• A Gini impurity based sparsity measure of the latent topics is proposed.

Based on that, a sparsity regularizer can be incorporated into the proposed

model to encourage sparse latent topics.
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2.2 Object Recognition

Recognizing objects of daily use can provide rich information about a user’s

daily activities. Several authors [56, 57] have been relatively successful in using

Radio-Frequency IDentification (RFID) tags for detecting handled objects.

The problem of object recognition in egocentric videos is driven by the

emergence of wearable cameras. Mayol and Murray [58] first study the detection

of handled objects using a wearable camera by color histogram matching. Merler

et al. [59] address the problem of recognizing objects in videos collected in nat-

ural environment (in situ) with training images extracted from the web (in vitro).

Ren and Gu [18] show that figure-ground segmentation improves handled object

recognition in egocentric video.

The recent advancement in sensing technologies, especially the introduction

of Kinect-style depth sensors, has greatly facilitated the collection of depth data at

relatively low cost. Several works [60, 61] demonstrate improved performance in

handheld object recognition when combining RGB and depth cues.

Representing varied object appearance in a video using a set of frames

is more appealing to the video-based recognition, and has demonstrated superior

recognition performance in unconstrained settings by fully exploiting varied ap-

pearance of the object [20]. These methods can be broadly classified into two cate-

gories, parametric and non-parametric.

Parametric methods Parametric methods seek to represent a set of frames

by some parameterized distributions, e.g., single Gaussian [62] or Gaussian Mixture

Model (GMM) [63], and then measure the similarity between two distributions in

terms of the Kullback-Leibler Divergence (KL-Divergence). However, as noted by

Wang et al. [64], they have to solve the difficult parameter estimation problem,

16



and a large training set is required to prevent overfitting. Moreover, novel testing

data may not strictly follow the same distribution as the training data, thus causing

domain shift problems.

Non-parametric methods Instead of assuming a parameterized distribu-

tion of a frame set, non-parametric methods usually represent a frame set using

subspace/manifold. Subspace representations prove to be well-motivated for mod-

eling the appearance variations of a convex Lambertian object [65]. With more

complex appearance variations introduced by viewpoint, illumination, non-rigid

deformation, etc., the subspace model no longer fits well. In this case, modeling

the image set as a manifold [66], which is conceptually a collection of locally lin-

ear subspaces, demonstrates superior performance. Convenient distance definitions

between subspaces/manifolds (e.g., principal angles) largely facilitate the applica-

tion of off-the-shelf classifiers such as k-Nearest Neighbors (kNN), Support Vector

Machines (SVM) to the image set classification problem [20, 67, 64].

Recently, Cevikalp and Triggs [68] propose to represent a frame set using

the affine hull of the set. Since an affine hull typically gives a rather loose approx-

imation to the actual data distribution, several regularization schemes have been

proposed to constrain the affine hull of a set [69, 21, 70].

To the best of my knowledge, my approach represents the first attempt to

apply set-based classification to object recognition in egocentric videos. I propose

a novel sparsity-regularized affine hull (SAH) kernel, where the distance between

two sets can be efficiently solved by convex optimization. Compared to previous

regularized affine hull methods [69, 21, 70], the proposed formulation is more con-

cise, requires less tuning, and admits a global optimum.
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2.3 Activity Recognition

Egocentric activities usually involve complex hand-object interactions. Wu

et al. [71] demonstrate the effectiveness of object-centric representations for ego-

centric action recognition by recording the interacted objects using RFID tags at-

tached to objects. Several authors [26, 72, 58] demonstrate improved recognition

performance by jointly modeling hands and objects. In order to better discrimi-

nate between actions that involve the same object, e.g., opening jar vs. closing jar,

several authors [73, 25, 27, 24] use state-specific hand/object detectors to acquire

cause-and-effect relationship in egocentric actions. However, these approaches

were largely impacted by inaccurate hand/object detection results due to the sig-

nificantly varied appearance of hands and objects under occlusion and viewpoint

changes.

Recent work has demonstrated robust recognition performance when aggre-

gating visual information from a set of frames that cover different pose and occlu-

sion [74, 75, 22, 76]. Inspired by this idea, I model the state of hands and objects

using a set of consecutive frames within a video and draw on the Sparse Affine Hull

kernel to compare set similarity. I show that the proposed state kernel is robust to

intra-state variations due to occlusion and viewpoint changes.

The idea of using temporal pyramids to model the temporal structure of an

action has been addressed in a number of works [3, 77, 24, 27], all using a prede-

fined set of weights for individual temporal segments. I instead aim to learn the

optimal weight for each temporal segment. Learning weights has the benefit of

removing redundancy and increasing discriminativeness, thus improving the per-

formance of the egocentric action recognition.
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2.4 Activity Segmentation

One basic approach for temporal segmentation of activity videos is unsu-

pervised clustering. Methods based on this approach usually cluster video frames

into individual segments based on color, motion, objects, and temporal adjacency

[2, 78, 34]. The down side of this approach is that no semantic interpretation, e.g.,

what action is being performed, is associated with the video segments, unless fur-

ther processed by discriminatively trained classifiers.

Existing methods for joint segmentation and recognition of activities can

be divided into two categories. 1) Grammar based methods. Ryoo and Aggar-

wal [31] use CFG to represent and recognize composite human activities. Ivanov

and Bobick [79] propose to disambiguate uncertain activity parsing results using

Stochastic Context Free Grammar (SCFG). Joo and Chellappa [80] use grammar

rules augmented with attributes to describe the rich context of multi-agent activi-

ties in surveillance settings. Zhang et al. [81] apply an rule induction algorithm

to automatically learn the grammar rules for modeling and recognizing complex

visual events. These methods focus on the hierarchical parsing of long-scale activ-

ities, but the temporal relations between actions are not fully utilized. 2) Graphical

model based methods. Yamato et al. [82] use discrete HMMs to recognize six ten-

nis strokes. Tang et al. [33] introduce variable-duration HMM to account for the

time span of different actions. Vail et al. [83] use CRFs to model action sequences

which avoids the need for independence assumptions between observed frames.

Graphical models are ideal for representing the temporal relations among action

classes, but rich variations of the observation within each action usually make it

difficult to predict the action in the first place.

Deep architectures have been shown to outperform shallow architectures in

a number of tasks, including visual recognition, speech recognition, natural lan-
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guage processing, etc. There are generally two ways of integrating deep archi-

tectures with graphical models for modeling temporal data series. 1) Using the

features learned by deep architectures as input to traditional HMMs and CRFs

[84, 85, 86, 87]. 2) Applying deep architectures to directly predict the posterior

probability of hidden states given the observations, which is converted into ob-

servation likelihood probabilities and fed into HMM to perform Viterbi decoding

[88, 39, 89]. My work takes the second approach and presents the first attempt to

use hybrid DNN-HMM to parse complex activity sequences.
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Chapter 3

Modeling Scene Context

The abilities of humans to recognize thousands of activity categories, de-

spite significant variations in pose, illumination, and potential occlusion is still un-

matched by any computer vision algorithms. Typical algorithms for activity recog-

nition consider the surrounding environment as independent of and distractions to

the activities – features extracted from image regions other than the human actor

are usually removed from later recognition process [90, 6, 91, 92, 77]. However, in

the real world, the scene context usually provides a rich source of information that

can serve to help rather than hinder the recognition of activities [4, 93].

When presented with an image such as the one in Figure 3.1, our perception

system quickly parses the scene into several components – there is a narrow trail

surrounded by green trees, a bicycle is in the middle of the scene with hands on the

handlebars. A reasonable, holistic interpretation of the scene will lead us to believe

that a man is riding a bicycle, although we do not see him sitting on the saddle and

his feet stepping on the pedals.

In the real world, human activities tend to take place in particular settings

and environments, providing a rich collection of contextual associations to be ex-

ploited by the visual system. Recent psychological research has revealed that in a

single glance of an image, humans can not only recognize or categorize the indi-

vidual objects in the scene, but also put together the contextual interactions among
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Figure 3.1: Context information such as trees, trail, bicycle, hands provides evi-
dence of the image depicting a riding a bicycle activity.

different scene components in order to perceive complex activities and social inter-

actions [94].

Scene modeling has long been an active research topic in computer vision.

Bag-of-Word based approaches [11, 12, 13] represent the very few initial attempts

to tackle this problem. Since then, there have been a lot of research efforts trying to

extract useful feature descriptors in order to improve image understanding.

Supervised Scene Attribute Recognition A contextual representation of

the image might describe an image with perceptual dimensions such as concrete,

glossy, natural lighting, camping, enclosed. Oliva and Torralba explore a small set

of scene attributes in the seminal “gist” paper [95] and the follow-up work [96].

Eight “spatial envelope” attributes are found by having participants manually par-

tition a database of eight scene categories. These attributes such as openness, per-

spective, and depth are predicted based on the scene gist representation. Greene et

al. [97] show that these global scene attributes are predictive of human performance

on a rapid basic-level scene categorization task. Vogel and Schiele [98] use visual
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attributes to characterize image regions and combine these local semantic descrip-

tions into a global image representation, which is then used for retrieval of natural

scene images. Wang et al. [99] propose to represent images by their similarities

with Flickr image groups which have explicit semantic meanings. They show that

these semantic features give better performance than pure visual features for differ-

ent image classification tasks. Torresani et al. [100] use a large number of object

detectors to scan an image, and the outputs are used to represent images, which

produces satisfactory performance for both image classification and image retrieval

tasks. A similar idea is also adopted in Li et al. [101], in which an image is repre-

sented by the localized outputs of object detectors. In these methods, classifiers are

trained for each individual semantic attribute and the classifier outputs are used to

represent images.

Unsupervised Scene Attribute Discovery An inconvenient requirement of

the above supervised approaches is the manual annotation of “intermediate” prop-

erties. For example, Oliva and Torralba [95] instruct human subjects to rank each of

the hundreds of training scenes into 6 different properties (e.g., ruggedness, expan-

siveness, roughness, etc.). Vogel and Schiele [102] ask human subjects to classify

59,582 local patches from the training images into one of 9 different “semantic con-

cepts” (e.g., water, foliage, sky, etc.). Both cases involve tens of hours of manual la-

bor. To avoid manually annotation, latent topic models take a hierarchical Bayesian

view of the generation of images [49, 50, 103, 52], where there is a hidden layer of

latent topics in between the visual words layer and the scene category layer. Prob-

ability distributions of the local features as well as the intermediate topics are both

learned in an automatic way, bypassing any human annotation. No supervision is

needed apart from a single category label to the training image. For downstream

latent topic models [104], the most likely latent topics are determined by Bayesian

23



scene: inside city 

Color dots denote 
the latent topics  
that generate 
the visual words 

Color-homogeneous  
regions correspond  
to different objects 
in the scene. 

latent topics: grass 

Latent topics generate visual words. Adjacent  
latent topics are dependent on each other. 

visual words 

latent topics 

Figure 3.2: The three-layer hierarchy of the proposed sBlock-LDA model for scene
recognition. Different from previous topic models, the proposed model forms a
network of latent topics in which each latent topic is correlated with its neighbors,
making the proposed representation context aware.

inference given the visual words. Then, the scene category of each image is recog-

nized using the latent topic representation as input to linear or non-linear classifiers.

In upstream latent topic models [55], visual words and scene category jointly de-

termine the most likely latent topics of each image in the training stage. In testing

stage, the scene category and latent topics of each image are jointly inferred given

the visual words.

This chapter describes in detail a novel contextual topic model for scene

modeling, see Figure 3.2. The proposed model, termed as Supervised Block Latent

Dirichlet Allocation (sBlock-LDA), builds upon a simple extension of the baseline
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LDA model. The proposed sBlock-LDA belongs to downstream latent topic mod-

els. This keeps down the computational complexity without losing the desirable

properties of latent topic models. It captures local spatial homogeneity by jointly

generating the latent topics of neighboring visual words. To do so, one only needs

to estimate a probability matrix in which each entry represents the frequency of a

pair of latent topics being neighbors. It will be shown that this minimal but power-

ful modification to the baseline LDA model can be efficiently solved using Gibbs

sampling.

In addition to local spatial homogeneity, it will be shown that by treating

the position of latent topics as latent variables, one can easily capture the global

spatial layout of latent topics, e.g., sky is more likely to be found in the top part of

an image, car is more likely to be found in the bottom part of an image. In contrast

to previous work [103, 50] that learn the global layout using training data with

manually annotated position information, the proposed model is free of manual

annotation and the learning of latent topic positions is completely unsupervised,

thus being scalable to large-scale scene recognition.

As the third major contribution of this work, I explore the benefit of sparsity

regularization on latent topics and show that it leads to a noticeable performance

improvement. The motivation is that natural scenes are usually composed with a

restricted topic focus. For example, in a coast scene, one may never find visual

words generated from latent scene topics such as car or tall building. Moreover, for

small sized images, topic sparsity helps avoid overfitted models, thus allowing the

learned model to generalize well to unseen images.

In this work, I relate the sparsity of the latent topics to the Gini impurity of

these latent topics, i.e., sparse latent topics correspond to a low Gini impurity. In

contrast to previous LDA models that allow visual words to take on different latent
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topics freely, I show that a Gini impurity regularizer on the latent topics leads to

better recognition performance. To the best of my knowledge, this is the first work

that introduces the idea of topic sparsity into topic model based scene recognition.

3.1 Model Description

This section first gives the notations used in this work, then describes the

proposed model in detail.

Notations Assume a set of training images {1, · · · , D} are given. For each

image d ∈ {1, · · · , D}, SIFT features are densely extracted from a regular grid with

a constant spacing. In contrast to SIFT features extracted from keypoints, densely

extracted SIFT features are able to capture uniform regions such as sky, calm water,

or grass [28]. The vocabulary V of visual words is obtained by vector quantization

of a small subset of the SIFT features extracted from the training image set using

kmeans. For image d, Wd = {wdi} is used to denote the set of visual words of this

image.

Assume that there exist a total number of K latent topics that fully describe

the semantic extent of the visual words in V . Latent topics can be thought of as a

taxonomy of the word senses. For example, words such as bank, profit, and loss

are related because they are all related to the topic of finance. Formally, one says

that a latent topic generates a set of words. One preferable property of latent topic

models is that not only many words are related to each other if they are generated

from the same latent topic, one word can be generated by different latent topics

considering the fact that word is usually polysemous. For example, the word bank

can be generated either by finance or geography. The integer index k ∈ {1, · · · , K}

is used to denote the kth latent topic. Later on, I will describe how to statistically
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quantify the relationship between visual words and latent topics.

In training a latent topic model, the goal is to, for each image d ∈ {1, · · · , D},
infer the latent topics for each visual word in Wd (and other model parameters). Let

Zd be the set of latent topics of the corresponding visual words in Wd. The follow-

ing describes how the distribution of the latent topics in images and the distribution

of the visual words given the latent topics can be exploited to derive meaningful

representations of images.

Supervised Block-LDA The basic form of the proposed model, termed as

Supervised Block-LDA, based on a formulation of Mixed Membership Stochastic

Blockmodels (MMSB) given by Parkkinen et al. [105], is illustrated in Figure 3.3

(a). It is easier to understand this model by going through the generative process of

an image.

For an image d ∈ {1, · · · , D}, the generative process begins by randomly

choosing a matrix Θd ∈ RK×K from a predefined Dirichlet distribution, which

satisfies ∑
1≤k,l≤K

Θd〈k,l〉 = 1

where the 〈k, l〉th entry of Θd, Θd〈k,l〉, is the probability of k, l being the latent top-

ics of a pair of adjacent visual words in image d. In the traditional LDA model, the

latent topics of the visual words are assumed to be independent to each other. How-

ever as discussed before, this is only a simplified model of the real-world scenario

– it is a natural requirement of local spatial homogeneity that the latent topics of

adjacent visual words on the regular grid are correlated to each other. I therefore

use Θd〈k,l〉 to characterize the correlation between latent topic k and l – the greater

Θd〈k,l〉 is, the higher probability of k and l being the latent topics of a pair of ad-

jacent visual words on the dense grid. Please note that by restricting Θd to be an
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identity matrix, the proposed model reduces to the standard LDA model in which

latent topics are considered to be independent of each other.

For each topic k ∈ {1, · · · , K}, a vector βk ∈ R|V | is randomly chosen

from a predefined Dirichlet distribution, which satisfies

|V |∑
i=1

βki = 1

where the ith entry of βk, βki, is the probability of the ith visual word vi ∈ V being

generated by topic k. The greater βki is, the higher probability of observing a visual

word vi given that its latent topic is k.

Having chosen Θd and βk, the probability of observing a pair of adjacent

visual words 〈wdi, wdj〉 in image d can be calculated by first generating a pair of

adjacent topics 〈zdi, zdj〉 with probability Θd〈zdi,zdj〉, then generating wdi and wdj

with probability βzdiwdi
and βzdjwdj

respectively.

By maximizing the posterior probability of the latent topics, one can deter-

mine the most probable latent topics that generate these visual words. The scene

category is recognized using a softmax classifier with the (normalized) mixture pro-

portions of the latent topics as input.

Formally, the generative process of the images in the training set under Su-

pervised Block-LDA can be stated as follows

1. For each image d ∈ {1, . . . , D} , draw Θd ∼ Dir(α), where Dir(α) is a

Dirichlet distribution with parameter α.

2. For each topic k ∈ {1, . . . , K}, draw βk ∼ Dir(γ), where Dir(γ) is a Dirich-

let distribution with parameter γ.
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3. For each scene class c ∈ {1, . . . , C}, draw ηc ∼ N(0, ρ2I), where ηc are the

softmax regression coefficients of class c, and N(0, ρ2I) is a multi-dimensional

normal distribution with mean 0 and variance ρ2I , I is an identity matrix.

4. For each pair of adjacent visual words 〈wdi, wdj〉 from image d

(a) Draw topic pair 〈zdi, zdj〉 ∼ Multi (Θd).

(b) Draw wdi ∼ Multi(βzdi) and wdj ∼ Multi(βzdj), respectively, where

Multi(·) denotes a multinomial distribution.

5. For each image d ∈ {1, . . . , D}, draw its scene label yd ∼ softmax(zd, η),

where zd =
1

|Zd|
∑
zdi∈Zd

zdi is the normalized mixture proportions of the latent

topics 1 of image d, and the softmax function provides the following distribu-

tion over the class variable p(c|zd, η) =
exp(zd · ηc)∑
c′ exp(zd · ηc′)

.

Supervised Block-LDA under Regularization Topic models capture the

polysemy of visual words by allowing a visual word to be generated by different

latent topics in different context. While this freedom is essential to a flexible model,

it is often seen that an image contains only a mixture of a small portion of all the

latent topics. Visual words with unrestricted freedom of taking on various latent

topics often add to ambiguity and decreases the discrimination power of the model.

In order to regularize the Supervised Block-LDA model, I propose a polysemy

measure for visual word based on Gini impurity. The intuition is that a visual word

with a low degree of polysemy should also have a low degree of “impurity” of latent

topics. I first calculate how often a visual word v in image d is generated by each

1Here the notation is abused and zdi is represented as a K-dimensional binary vector in which
the non-zero entry denotes the actual topic. For example, [1, 0, . . . , 0] denotes the first topic.
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latent topic k ∈ {1, · · · , K}, which is

P d
v (k) = ndkv/(

K∑
k′=1

ndk′v), k = {1, . . . , K} (3.1)

where ndkv is the count of the number of times v is generated from topic k in image

d, i.e.,

ndkv =
∑

wdi∈Wd

1{wdi=v,zdi=k} (3.2)

where 1{·} denotes an indicator function. To express the preference for a low degree

of polysemy, I enforce a Gini impurity based regularizer on Supervised Block-LDA,

which is calculated as

H(P d
v ) =

K∑
k=1

P d
v (k)(1− P d

v (k)) = 1−
K∑
k=1

(P d
v (k))2 (3.3)

H(P d
v ) goes to 0 as the latent topics generating visual word v in image d become

sparse. Note here that the Gini impurity of a visual word is computed per image

rather than for the whole training set. This is because it is still expected that a visual

word is highly polysemous across the training set.

The plate diagram of Supervised Block-LDA under regularization is shown

in Figure 3.3 (b). In this model,H(P d
v ) follows a Gaussian distribution with mean 0

and variance σ2. This amounts to penalizing large Gini impurity, with σ2 dictating

the strictness of the penalty. As the variance goes to infinity, the model reduces to

a fully unregularized mixed membership model. It is worth pointing out that other

sparsity measure such as the entropy of the topic distribution can also be used to

regularize the model [106].

Learning the global spatial layout As pointed out by Niu et al. [103],

spatial layout of scene elements in a specific scene category provides important
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global context for scene understanding. Since latent topics are hidden variables that

are not known a priori, one cannot learn their global spatial layout using annotated

location information. As a solution, I propose to treat the location of the latent

topics also as hidden variables. Assume the location of topic k is dictated by a

Gaussian distribution (other distributions are also allowed) with parameter λk =

(νk, ξ
2
k), where νk is the mean, and ξ2k is the variance. Then, the global spatial layout

can be incorporated into the Supervised Block-LDA model as shown in Figure 3.3

(c). As can be seen, ldi, the location of zdi, is drawn from P (ldi|zdi, λ), i.e., ldi ∼

N(λzdi). The generation process of the graphical model in Figure 3.3 (c) can be

obtained simply by adding the following step to the generation of the Supervised

Block-LDA model.

• For each pair of adjacent latent topics 〈zdi, zdj〉, draw location pair 〈ldi, ldj〉,

ldi ∼ N(λzdi), ldj ∼ N(λzdj), respectively.

3.2 Parameter Learning and Scene Recognition

For ease of presentation, I will only give the parameter learning procedure

for regularized Supervised Block-LDA. It is straightforward to extend this proce-

dure to solve for the parameters when global spatial layout of latent topics are con-

sidered.

Given the hyperparameters α, γ, σ2, ρ2 (pre-determined by linear search),

the joint distribution of the latent topicsZ = {Zd}Dd=1, visual wordsW = {Wd}Dd=1,

topic pair distribution parameter Θ = {Θd}Dd=1, word distribution parameter β =

{βk}Kk=1, scene labels y = {yd}Dd=1, softmax regression coefficients c = {ck}Kk=1,

and Gini impurity of visual words H(PV ) under the regularized Supervised Block-
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LDA model, can be decomposed as

P (Z,W,Θ, β, y, η,H(PV )|α, γ, σ2, ρ2)

= P (Θ|α)P (Z|Θ)× P (β|γ)P (W |Z, β)× P (y|z, η)P (η|ρ2)× P (H(PV )|σ2)
(3.4)

Since the exact inference in the model is intractable, I use a collapsed Gibbs

sampler for approximate inference, where Θ and β are integrated out. Assuming

that Dir(α) and Dir(γ) are symmetric, i.e., αk,l = α0,∀k, l ∈ {1, . . . , K} and γv =

γ0,∀v ∈ V , the probability of sampling a topic pair given all other topic pairs can

be written as

P (〈zdi, zdj〉 = 〈k, l〉|〈wdi, wdj〉, Z¬〈zdi,zdj〉,W¬〈wdi,wdj〉,

y¬〈wdi,wdj〉, η,H(PV )¬〈wdi,wdj〉, α, γ, ρ2, σ2)

=
α0 + n

¬〈wdi,wdj〉
d〈k,l〉∑

k′,l′(α0 + n
¬〈wdi,wdj〉
d〈k′,l′〉 )

·
(γ0 + n

¬〈wdi,wdj

kwdi
)∑

v∈V (γ0 + n
¬〈wdi,wdj〉
kv )

·

(γ0 + n
¬〈wdi,wdj〉
lwdj

)(1−δ(wdi,wdj))

(
∑

v∈V (γ0 + n
¬〈wdi,wdj〉
lv ))− δ(zdi, zdj)

·

exp(zd
¬〈zdi,zdj〉 · ηyd)∑

c exp(zd
¬〈zdi,zdj〉 · ηc)

· exp (
−H((P d

wdi
)¬〈wdi,wdj〉)2

2σ2
)·

exp (
−H((P d

wdj
)¬〈wdi,wdj〉)2

2σ2
· (1− δ(wdi, wdj))) (3.5)

where δ(·, ·) is an indicator function that evaluates to 1 when the two inputs are

equal, and 0 otherwise, i.e.,

δ(zdi, zdj) =

{
1 if zdi = zdj

0 otherwise
(3.6a)

δ(wdi, wdj) =

{
1 if wdi = wdj

0 otherwise
(3.6b)
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nd〈k,l〉 is the count of the times of 〈k, l〉 being the latent topics of a pair of adjacent

visual words in image d, i.e.,

nd〈k,l〉 =
∑
〈zdi,zdj〉

1{〈zdi,zdj〉=〈k,l〉} (3.7)

nkv is the count of the number of times a word v is generated from latent topic k in

the whole training set, i.e.,

nkv =
D∑
d=1

( ∑
〈zdi,zdj〉

1{wdi=v,zdi=k}
∑
〈zdi,zdj〉

1{wdj=v,zdj=k}

)
(3.8)

The negation ¬〈wdi, wdj〉 denotes 〈wdi, wdj〉 is ignored when calculating the cor-

responding quantity. For example, n¬〈wdi,wdj〉
d〈k,l〉 denotes the count of node pairs in

image d with group membership 〈k, l〉 after 〈wdi, wdj〉 is temporarily removed. See

the appendix for the derivation of Eq 3.5.

The softmax regression parameters η are then obtained by training a soft-

max regression model that uses zd as input features and yd as the response. The

inference procedure therefore alternates between sampling 〈zdi, zdj〉 for pairs of ad-

jacent visual words in the training set and training the softmax regression model to

obtain estimates for the η. η can be obtained via maximum a posteriori (MAP) es-

timation using algorithms such as gradient descent. The topic-specific multinomial

distribution over visual words and the topic pair distribution are estimated using the

count of observations

βkv =
nkv + γ0∑
v′ nkv′ + γ0

(3.9)

Θd〈k,l〉 =
nd〈k,l〉 + α0∑
k′,l′ nd〈k′,l′〉 + α0

(3.10)

respectively. The algorithm for Gibbs sampling based parameter learning is sum-

marized in Algorithm 1.
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Algorithm 1 Learning model parameters
1: Inputs:

Visual words W = {Wd}Dd=1 that represent the images in the
corpus.

2: Outputs:
{Zd}Dd=1,Θ, β, η.

3: Begin:

4: ∀d ∈ {1, · · · , D}, randomly initialize Zd and increment counters.
5: while not reaching maximum iterations do
6: for d = 1→ D do
7: for adjacent visual word pair 〈wdi, wdj〉 in Wd do
8: sample 〈zdi, zdj〉 according to Eq. 3.5
9: end for

10: end for
11: re-estimate Θ, β, using Eq. 3.10 and Eq. 3.9, respectively.
12: re-estimate η = argη′ max

∏
d softmax(P (yd|zd, η′)).

13: end while
14: return {Zd}Dd=1,Θ, β, η.

To recognize the scene category of an input image I , it is first represented

using a grid of visual words WI . With the parameters Θ, β, one is able to infer the

latent topics of the corresponding visual words ZI . The scene category is predicted

using the fitted softmax classifier, i.e.,

yI = arg max
c
P (c|zI , η) = arg max

c
exp(zI · ηc) (3.11)

3.3 Experimental Setup

The proposed model is evaluated on 4 scene datasets, including one natural

scene dataset (Scene-15), one indoor scene dataset (MIT Indoor-67), one third-

person event scene dataset (UIUC-Sports) and one egocentric event scene dataset

(SenseCam), see Figure 3.4 for examples from each dataset. The same experimental
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Figure 3.4: Example scene classes from each of the four datasets.

protocol as previous works is followed, which is described as follows.

• Scene-15 [28]. This is a dataset of 15 natural scene classes, and each category

has 200 to 400 images. with an average size of approximately 250 × 300

pixels. Following Lazebnik et al. [28], 100 images are used in each class for

training and rest for testing.

• MIT Indoor-67 [107]. This is a dataset of 15,620 indoor scene images in 67

scene categories. In the experiment, the training/testing partition provided

by Quattoni and Torralba [107] is used, in which each scene category has
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80 training and 20 testing images, with an average size of approximately

500×400 pixels.

• UIUC-Sports [108]. This is a dataset of 8 event classes, and each has 137

to 250 images. with an average size of approximately 900 × 1100 pixels.

70 randomly drawn images from each class are used for training and 60 for

testing following [108, 103, 52]

• SenseCam [109]. This is an egocentric image dataset of 32 daily life scene

classes. To ensure sufficient training data for each class, classes are removed

whose examples are less than 100, resulting in a 12-class dataset with each

image 640× 480 in size. 10-fold cross validation is used for training/testing.

All images are converted to grayscale and resized to be no larger than 600×

500 pixels with preserved aspect ratio. All experiments are repeated 10 times, and

the average of per-class recognition rate is recorded for each run. The final perfor-

mance metric is reported as the mean of the results from the individual runs. An

advantage of such a metric is that it is less sensitive to an unbalanced distribution

of classes. To assess the proposed model on image scene recognition, a total of 8

methods are compared. One is a BoW based model with spatial information. Two

are BoW based models which exploit visual word correlations for building opti-

mized codebooks. Three are LDA based topic models. The last two are LDA based

models proposed in this work.

• Spatial Pyramid Matching (SPM) [28]. SPM partitions the image into in-

creasingly fine sub-regions, and performs histogram matching on local fea-

tures inside each sub-region.
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• Morioka 10 [48]. A codebook for spatially close SIFT descriptors is built

which encodes local spatial information.

• Huang 11 [110]. A codebook graph is constructed in which edges connect

correlated local features.

• Fei-Fei 05 [111]. A LDA based model in which a class-specific Dirichlet

prior generates the topic distribution for each image.

• Chong 09 [52]. A LDA based model in which the scene class is generated

from the topic distribution of an image via softmax regression.

• S-DiscLDA [103]. A LDA based model that encodes the appearance and

spatial arrangement of scene elements simultaneously.

• sBlock-LDA. This is the Supervised Block-LDA model described in this

chapter.

• rsBlock-LDA. This is the regularized Supervised Block-LDA model described

in this chapter.

3.4 Experimental Results
3.4.1 The sampling rate and patch size of SIFT descriptors

sBlock-LDA with three different configurations of SIFT descriptor have

been tested, i.e., 16×16 patch sampled every 5 pixels, 32×32 patch sampled ev-

ery 10 pixels, 40×40 patch sampled every 20 pixels. The results are presented in

Table 3.1. As can be seen, a small patch size with high sampling rate gives bet-

ter recognition accuracy on all datasets. This may have to do with the description

power of SIFT features: with smaller patches and denser sampling, SIFT gives a

better representation of the image visual content.
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Table 3.1: The average accuracy of sBlock-LDA when varying SIFT configuration.

Scene-15 MIT Indoor-67 UIUC-Sports SenseCam
16×16 at every 5 pixels 0.819 0.597 0.755 0.769
32×32 at every 5 pixels 0.810 0.573 0.734 0.752
40×40 at every 20 pixels 0.792 0.545 0.713 0.709

3.4.2 The number of latent topics K

This section investigates how recognition accuracy varies with respect to the

number of latent topics. The results are plotted in Figure 3.5. The first observation

is that the performance of rsBlock-LDA is much better than that of its unregularized

version, sBlock-LDA, on all 4 datasets. rsBlock-LDA outperforms sBlock-LDA by

as high as 8.6% at 70 latent topics for the Scene-15 dataset. A second observation

is that as the number of latent topics increases, both rsBlock-LDA and sBlock-

LDA experience performance downgrade, but to different degrees. rsBlock-LDA

maintains a satisfactory recognition accuracy even after optimal number of latent

topics, and sBlock-LDA begins to overfit severely after the optimal topic number.

This can be attributed to the fact that the polysemy regularizer enables rsBlock-

LDA to infer meaningful latent topics when the number of latent topics is relatively

large compared to the size of the training set.

3.4.3 Gini impurity regularization strictness σ2

In this experiment, I fix the number of latent topics and vary the variance σ2,

the sparsity regularization strictness. Figure 3.6 shows the average Gini impurity

with respect to σ2. Figure 3.7 shows the average recognition accuracy with respect

to σ2. As can be seen, a small variance value leads to low Gini impurity due to strict
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Figure 3.5: The recognition accuracy vs. the number of latent topics.
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regularization. The recognition accuracy first increases with the variance and then

falls as it increases further. Another observation is that 4 datasets differ in the value

of the variance at which the highest recognition accuracy is achieved, with MIT

Indoor-67 having the most strict regularization (lowest variance value) and UIUC-

Sports having the least strict regularization (highest variance value). This can be

explained by the fact that MIT Indoor-67 has more scene classes and are intrinsi-

cally more complicated in its visual elements, thus requiring a strict regularization

to eliminate false latent topics.

3.4.4 Comparison to other methods

In this subsection, a detailed comparison of the methods listed in Section 3.3

is given. The recognition accuracy of those methods is given in Table 3.2. Only
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Table 3.2: The average accuracy of various methods.

SPM Morioka 10 Huang 11 Fei-Fei 05
Scene-15 0.722 [28] 0.834 [48] 0.829 [110] 0.652 [28]
MIT Indoor-67 0.340 0.384 [48] - -
UIUC-Sports 0.720 [101] - - 0.360 [52]
SenseCam 0.637 - - 0.724

Chong 09 S-DiscLDA sBlock-LDA rsBlock-LDA
Scene-15 - - 0.819 0.841
MIT Indoor-67 - - 0.597 0.662
UIUC-Sports 0.657 [52] 0.680 [103] 0.755 0.776
SenseCam - - 0.787 0.812

the confusion matrices of rsBlock-LDA at its optimal topic number are given in

Figure 3.8 for brevity’s sake.

As can be seen, rsBlock-LDA performs better than other methods on all

4 datasets. rsBlock-LDA reduces the error of Chong 09 by at least 6% on both

LabelMe and UIUC-Sports, and even more for Fei-Fei 05. For the experiment

on LabelMe dataset, S-DiscLDA performs almost as well as rsBlock-LDA, and

is better than sBlock-LDA. This is because S-DiscLDA enhances its performance

by exploiting the spatial information of scene elements. To verify this, I perform

supervised classification on LabelMe dataset using DiscLDA [55], which makes

no use of spatial information. The best average accuracy of DiscLDA is 75.7%,

approximately the same as Chong 09 and lower than both sBlock-LDA and rsBlock-

LDA. Therefore, it is fair to say that the S-DiscLDA’s performance gains from the

spatial information. And one naturally expects that, with the incorporation of global

spatial layout, sBlock-LDA and rsBlock-LDA will have their performance boosted

even further.
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Figure 3.8: The confusion table of rsBlock-LDA on four datasets.
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On MIT Indoor-67 dataset, the proposed method outperforms SPM and

Morioka 10 by a large margin, improving their results by around 30%. It is sus-

pected that as the number of classes gets bigger, the discriminative power of BoW

models drops quickly. In contrast, since the latent topics learned by sBlock-LDA

and rsBlock-LDA are expected to correspond to human perceptual dimensions, they

are thus more discriminative and can still produce satisfactory recognition results

when the number of classes is large.

3.4.5 Visualization of the latent topics

Figure 3.9 visualizes the latent topics of the visual words of the testing im-

ages from the Scene 15 dataset. The color of the dot denotes the topic membership

of the visual word. Three methods are compared, including LDA, sBlock-LDA,

rsBlock-LDA. For sBlock-LDA and rsBlock-LDA model, the topic of a visual word

is determined as its most frequent one assumed by itself in all its interactions with 4

neighbors (a topic is randomly chosen if the frequency counts are equal). As can be

seen, the topics estimated by LDA is rather noisy, i.e., adjacent topics can be quite

different from each other, although the image patch appearance is visually similar

and semantically correlated. In the results from sBlock-LDA, much smoother topic

estimation is obtained. The rsBlock-LDA model gives the best results of all three,

as exhibited by the local spatial homogeneity and semantic coherency of the color

dots in the image.

3.5 Conclusion

In this chapter, a new topic model, Supervised Block-LDA, is presented for

scene recognition. The proposed model can be considered as a generalization of the

basic LDA model that takes into account the correlation between the latent topics
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Figure 3.9: The latent topics inferred for testing images from the Scene 15 dataset.
The first row shows the original images, corresponding to coast, tall building, high-
way, inside city, respectively. Row 2 ∼ 4 show the latent topics inferred by LDA,
sBlock-LDA, and rsBlock-LDA, respectively. Best viewed in color.

of neighboring visual words. In the proposed model, an image is represented in

a three-layer hierarchy where a layer of interdependent latent topics generate the

visual words. Local spatial coherency of latent topics is naturally built into this

model by modeling the joint generation of latent topics. The sparsity of the topics

is achieved via a Gini impurity based regularizer. Moreover, this framework can be

easily extended to incorporate a global spatial layout of latent topics.

The proposed scene model is able to perform unsupervised discovery of

latent topics, that is, semantic scene elements that are related to scene interpretation.

This proves a major benefit for scene recognition tasks where it is infeasible to
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manually annotate the scene elements. The effectiveness of the proposed model

is demonstrated on four different scene datasets ( third-person, egocentric, natural,

and event). In spite of the complexity of various scene categories, the proposed

model outperforms traditional topic models and BoW models for scene recognition,

especially on scenes from the egocentric and event domain. The simplicity and

effectiveness of the proposed model makes it suitable for the task of scene context

modeling in egocentric activities.
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Chapter 4

Modeling Objects in Egocentric Activities

The objects that are involved in egocentric activities largely determine the

categories of the egocentric activities [26, 17, 18]. This chapter addresses the prob-

lem of modeling objects in egocentric activities. Object recognition in the ego-

centric paradigm is vastly different from the traditional web-image based object

recognition in the following 3 aspects.

1. Object localization is relatively easier. Given no prior knowledge of where

the target object is located, traditional web-image based object recognition

has to exhaustively scan the image at all possible positions and scales for

potential objects. In contrast, the object of interest in the egocentric paradigm

can be determined as the one that is being interacted with by the user, which

is usually located at the center of the field of view.

2. The pose of the target object is highly varied. Objects in web images tend to

be shot in canonical views. Traditional classification algorithms designed for

web images usually experience serious performance downgrade when applied

to egocentric videos in which the objects expose highly varied poses as they

are manipulated by the users.

3. Objects may suffer from frequent hand occlusions and state changes. Objects

in web images often occur in isolation without being occluded. On the other

hand, objects in the egocentric paradigm may be only partially visible due
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Figure 4.1: The Creative Senz3D camera is mounted on a user’s head to record
RGB-D egocentric videos of objects. My dataset contains 40 object classes each of
which has 16∼20 instances. The target object in each video sequence is automati-
cally segmented based on RGB and depth cues.

to hand occlusion; furthermore, some objects may have their appearance and

shape modified during egocentric activities.

To study the problem of object recognition in the egocentric paradigm, I

introduce a new dataset composed of RGB-D egocentric videos capturing daily

objects while they are manipulated during human activities. See Figure 4.1 for

examples from the proposed dataset. In contrast to previous datasets which consist

of images or videos of static objects [112, 113, 59], the appearance of the objects

in the proposed dataset may change significantly due to varied pose, illumination,

and hand occlusion. The objects may also undergo state changes during egocentric

activities. For example, an apple is split in two halves in a cut an apple activity.

One favorable characteristic of object recognition in egocentric activities is

that the target objects (together with the user’s hands) are closer to the camera than

the background. This implies that distance information is key to a successful object
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localization algorithm. In this chapter, I will demonstrate that the combined use

of RGB and depth data greatly facilitates the localization of the target objects in

egocentric videos. In particular, I first calculate a foreground mask consisting of

only hands and target object by a binary thresholding operation on the depth image.

To further calculate pixel-level masks on the target object, I remove skin pixels

from the foreground with a skin detector. Compared to previous algorithms that

rely on optical flow [18] or scanning window [27] for target object localization, my

algorithm is both accurate and efficient.

Object recognition in egocentric videos was traditionally solved as a frame-

by-frame recognition problem [17, 18, 19, 114], and little effort was made towards

exploiting the object appearance variations as displayed in the videos. Image set

based recognition refers to the classification of a set of novel images as a whole,

which correspond to the varied appearance of an object due to camera pose changes,

nonrigid deformations, or variation in illumination conditions. Whereas the accu-

racy single-image based recognition is limited by appearance variations between

objects within the same class, and between varying poses of the same object, im-

age set based recognition has been shown extremely effective for learning object

models that are robust to appearance variations [20, 21, 22].

I take an image set based approach to solve the problem of modeling objects

in egocentric videos. In particular, I compare the similarity between objects in ego-

centric videos with a novel kernel function, known as Sparse Affine Hull (SAH),

which is an extension to Affine Hull under sparsity regularization. By measuring

the distance between two sets as the minimum distance between their affine hulls

under the sparsity constraint, the proposed kernel function is less affected by object

variations and significantly improves performance of object recognition in egocen-

tric videos.
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The rest of this chapter is structured as follows. Section 4.1 presents my

RGB-D egocentric object dataset. Section 4.2 describes in detail the localization

and the feature representation of objects in egocentric videos. I give details on

the object recognition algorithm in Section 4.3. Various experimental results are

presented in Section 4.4, followed by the conclusion in Section 4.5.

4.1 RGB-D Egocentric Object Dataset

The Creative Senz3d camera is used to collect an RGB-D egocentric object

dataset. Creative Senz3d is a compact-sized camera that records synchronized RGB

and depth video sequence at up to 30 fps. The RGB video sequence has a resolution

of 640 × 480, and the depth video sequence has a resolution of 320 × 240 with an

effective range of 0.15 m to 0.99 m. The camera is mounted on a user’s head such

that it covers the area in front of the user’s eyes.

To collect realistic videos of daily objects, I put together a list of human

activities each of which involves an unique object class. A total number of 40

object classes are considered, see Figure 4.2. There are 16∼20 instances for each

object class. Using the camera, I record the subjects interacting with the objects

without giving them detailed instructions. The objects’ pose, appearance, and state

may constantly change during the activity, thus giving rise to a challenging dataset

for object recognition.

Depending on the complexity of the activity, the length of each video se-

quence varies between 150 and 500 frames, with an average of around 200 frames.

Both the RGB and depth frames are calibrated using a set of checkerboard im-

ages in conjunction with the calibration tool of Burrus [115]. This also provides

the homography between the two cameras, allowing one to obtain precise spatial
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Figure 4.2: A complete list of the object classes in my dataset. The objects are
organized into three groups based on the corresponding activities.

alignment between the RGB and depth frames.

The depth frames contain numerous artifacts. The most notable of these is

a depth “shadow” on the left edges of objects. These shadow regions are visible

from the CMOS IR sensor, but not reached by the IR projector. Consequently

their depth cannot be estimated, leaving shadow in the depth frame. A similar

issue arises with specular and low albedo surfaces. The internal depth estimation

algorithm also produces numerous fleeting noise artifacts, particularly near edges.

Before extracting features from the depth frames, I filter each depth frame using the
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cross-bilateral filter of Paris and Durand [116] to remove these artifacts.

4.2 Object Segmentation and Object Features

In this section, I first present an effective object segmentation algorithm.

Then I describe the object features that will be used for egocentric object recogni-

tion.

4.2.1 Object Segmentation

In order to extract features that are truly representative of objects, it is nec-

essary to accurately segment the object in each video frame. The proposed seg-

mentation pipeline consists of two steps, depth-based foreground segmentation and

RGB-based skin removal, see Figure 4.3.

Foreground Segmentation In egocentric videos where the target object is

manipulated by the user, the foreground which consists of the hands and target

object is at a closer distance to the camera than to the background. This suggests

that a thresholding operation on the depth frame can help segment each frame into

foreground and background.

Figure 4.3 (top) shows the histogram of a depth frame from lifting weight.

Note the gap in the histogram that separates the frame into foreground and back-

ground. An extensive analysis of the egocentric videos in my dataset shows that the

exact position of the separation gap may vary from video to video and there can be

“deceptive” gaps due to the artifacts in depth frames.

In order to account for the varied statistics of depth frames, I first convert

the histogram of each depth frame into a non-parametric probability density dis-

tribution using a Gaussian kernel. This helps smooth the histogram and remove
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deceptive gaps. To identify the ideal threshold for segmenting the frame, I then

seek the leftmost minimum of the histogram curve. Finally, a foreground mask is

obtained by thresholding the depth frame using the previously selected threshold.

Empirically I find that a histogram of k = 1000 bins smoothed by a Gaussian kernel

of variance σ2 = 5 gives good segmentation results.

Skin Removal To further obtain the mask of the target object, a skin de-

tector is used to detect and remove hand pixels from the foreground region. The

skin detector combines color and texture analysis. In color analysis, a bi-threshold

classifier is used to label each pixel as skin given its RGB value. That is, pixels

which are above the high threshold are classified as skin. Then, pixels which are

above the low threshold are also classified as skin if they are spatial neighbors to a

pixel above the high threshold (these thresholds are determined by cross-validation

on groundtruth segmentation). The skin likelihood of a pixel given its RGB value

is determined from a pre-trained lookup table [117]. This hysteresis strategy is also

used by the Canny edge detector.

Simply applying color analysis gives good skin detection results for many

videos in the dataset, but is still problematic when the object has skin-like color

(e.g., banana). Therefore, I also perform texture analysis to improve the skin de-

tection accuracy. In particular, I apply a Gabor feature based texture classifier on

the output of color analysis in order to distinguish between genuine and fake skin

pixels [118].

Combining color and texture analysis provides high-quality skin detection,

and given the detected skin, all the remaining pixels in the foreground are classified

as belonging to the object.
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4.2.2 Object Features

The object features build on existing feature descriptors and go a step further

by incorporating the depth information. The details are described as follows.

The appearance of an object may vary from frame to frame in a video. I ex-

tract Histogram of Oriented Gradients (HOG) feature within the rectangular region

containing the segmented object to characterize object appearance of a particular

frame. The rectangular region is first rescaled to a fixed size, then divided in 8×8

non-overlapping cells. For each cell, a histogram of oriented gradients with 9 ori-

entation bins is accumulated. Finally, the histogram of each cell is normalized with

respect to the gradient energy in a neighborhood around it. Note that it is possible

to use a more flexible cell partition configuration according to the aspect ratio of the

rectangular region, e.g., 4×8 partition for a tall rectangular region, or 8×4 partition

for a wide rectangular region, as used by Lu and Grauman [34]. However, I find

that this does not improve the recognition performance much.

Instead of simply concatenating HOG features from RGB and depth frame,

I treat them as two heterogeneous data channels. In the next section, I describe in

detail how to learn a robust object model by integrating the object appearance from

different frames and channels.

4.3 Modeling Objects in RGB-D Egocentric Videos

Given a collection of videos {X i}, let X i
k denote the kth channel of video

X i (RGB, depth, etc.). Assuming some appropriate kernel function κ(X i
k,X

j
k) for

measuring the similarity of the two videos in the kth channel, a multi-channel SVM
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classifier for recognizing a novel videoX can be written as

f(X) = sign(
N∑
i=1

αiyiK(X i,X) + b) (4.1)

where yi ∈ {−1, 1} is the label for X i, K(X i,X) =
∑K

k=1 µk · κ(X i
k,Xk) is a

compound kernel constructed from a weighted sum of κ(X i
k,Xk), µk is the weight

for the kth channel. Note that Eq. 4.1 only defines a binary classifier and can be

extended to multi-class classification using the one-versus-rest approach.

4.3.1 A Novel Kernel Function

While previous methods commonly use a single frame to recognize an ob-

ject, I propose to use the whole set of frames of a video to cover complex variations

of an object. In particular, let us write X i
k = [x1,x2, · · · ,xp] ∈ Rd×p, where

xm ∈ Rd, 1 ≤ m ≤ p, is the feature vector from the mth frame of X i
k. Given two

sets of features X i
k ∈ Rd×p and Xj

k ∈ Rd×q, I define a novel kernel function based

on the notion of affine hull.

Mathematically, the affine hull of a set S is the set of all affine combinations

of elements of S, i.e., aff(S) = {
∑

i βisi|si ∈ S,
∑

i βi = 1}. It provides a unified

expression for “unseen” elements of S. Cevikalp and Triggs [68] propose to define

the distance between two sets as the minimum distance between their affine hulls,

i.e.,

D(X i
k,X

j
k) = min

βi
k,β

j
k

‖X i
kβ

i
k −X

j
kβ

j
k‖

2
2 (4.2a)

s.t.
p∑

m=1

βikm = 1 and
q∑

n=1

βjkn = 1 (4.2b)

whereβik ∈ Rp andβjk ∈ Rq are the affine coefficients forX i
k andXj

k , respectively.
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The affine hull based formulation fails if the affine hulls computed from the

training data intersect. This can happen for two reasons. First, the feature vec-

tors forming a set are not sufficiently discriminative to linearly separate the affine

hulls. For example, the affine hulls are more likely to intersect when SIFT features

are used because SIFT features are 128-D and are relatively low-dimensional com-

pared to the size of a set, which can easily reach 100. Since HOG features used

in this work are 765-D, the affine hulls formed from sets of HOG features are less

susceptible to intersection.

Second, the affine hulls formed from sets of features overlap because an

affine hull is only a loose representation for a set and it may be desirable to incor-

porate additional constraints on the affine hull based representation. For example,

Yang et al. [70] use l2-norm to regularize the affine coefficients.

Motivated by the recent success of sparse representation techniques [119], I

introduce sparsity regularization terms on affine coefficients, i.e.,

{β̂ik, β̂
j
k} ← arg min

βi
k,β

j
k

‖X i
kβ

i
k −X

j
kβ

j
k‖

2
2+

λ|βik|1 + λ|βjk|1 (4.3a)

s.t.
p∑

m=1

βikm = 1 and
q∑

n=1

βjkn = 1 (4.3b)

where | · |1 denotes the l1-norm of a vector and is known for its sparsity-inducing

properties. Under l1-norm regularization, the unseen feature is restricted to be a

weighted sum of just a few existing features; this sparse representation is supported

by the fact that the varied appearance of an object lies in a low-dimensional sub-

space [65]. Compared to previous regularized affine hull models (e.g., [68, 69]),

the proposed model is more concise, requires less tuning, and is jointly convex with

respect to βik and βjk. The global solution can be efficiently solved by the Alter-
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nating Direction Method of Multipliers (ADMM) algorithm [120]. See Appendix 7

for details.

Given the minimum distance between sparse affine hulls, the kernel function

is defined as

κ(X i
k,X

j
k) = exp

(
− 1

γ
D(X i

k,X
j
k)
)

(4.4)

where D(X i
k,X

j
k) = ‖X i

kβ̂
i
k −X

j
kβ̂

j
k‖22, and γ is the mean value of D(X i

k,X
j
k)

in the training examples.

Note A distance metric on a set S is a function d : S × S → R, and for all

x, y, z ∈ S, the following conditions are satisfied:

1. d(x, y) ≥ 0 (separation axiom)

2. d(x, y) = 0 if and only if x = y (coincidence axiom)

3. d(x, y) = d(y, x) (symmetry)

4. d(x, z) ≤ d(x, y) + d(y, z) (triangle inequality)

It can be shown that the distance metric D given by Eq. 4.2 and Eq. 4.3 do

not satisfy the coincidence axiom and the triangle inequality. Consider, for example,

X1
k =


1 1

1 2

1 3

1 4

 ,X2
k =


1 4

1 3

1 2

1 1

 ,X3
k =


1 4

2 3

2 2

2 1

 , (4.5)

then D(X1
k ,X

2
k) = 0, and D(X1

k ,X
3
k) > D(X1

k ,X
2
k) + D(X2

k ,X
3
k).
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Similarly, it can be shown that the kernel κ defined by Eq. 4.4 is not positive

semi-definite. Specifically, consider the matrix of kernel valuesκ(X1
k ,X

1
k) κ(X1

k ,X
2
k) κ(X1

k ,X
3
k)

κ(X2
k ,X

1
k) κ(X2

k ,X
2
k) κ(X2

k ,X
3
k)

κ(X3
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where C0 is the normalization factor. Since the above matrix is not positive semi-

definite, kernel κ is not positive semi-definite.

Only positive semi-definite kernels guarantee an optimal solution to kernel-

based algorithms based on convex optimization, including SVM [121]. However,

as pointed out by Burges [122], for machine learning heuristics, choice of a ker-

nel function κ that does not satisfy the positive semi-definiteness condition may

still perform reasonably if κ at least approximates the intuitive idea of similarity.

Section 4.4 will empirically show that the proposed kernel κ outperforms state-of-

the-art algorithms on the task of egocentric object recognition.

4.3.2 Integration of Heterogeneous Data Modalities

While it is possible to determine appropriate weights µk for different data

modalities via cross-validation, this approach quickly becomes infeasible as the

number of object classes increases. Inspired by the idea of Multiple Kernel Learn-

ing (MKL) [30], I thus propose to jointly learn µk and other SVM classifier param-
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eters by solving

min
µk,wk,ξi,b

1

2
(
K∑
k=1

µk‖wk‖2)2 + C

N∑
i=1

ξi (4.7a)

s.t. yi(
K∑
k=1

µkw
T
k φ(X i

k) + b) > 1− ξi (4.7b)

K∑
k=1

µk = 1 and µk ≥ 0, ∀k (4.7c)

ξi ≥ 0, ∀i (4.7d)

where φ(X i
k) is the mapping function satisfying κ(X i

k,X
i
k) = φ(X i

k)
Tφ(X i

k).

The algorithm by Sonnenburg et al. [123] is used to optimize the parameters.

To perform multi-class classification, class-specific parameters {µck,wc
k, ξ

c
i , b

c} are

learned for each object class c using the one-versus-rest approach.

4.4 Experiment

In this section, I first verify the accuracy of the object segmentation algo-

rithm, and then evaluate the proposed egocentric object recognition algorithm on

three benchmark datasets.

4.4.1 Object Segmentation

Object segmentation serves an important role in extracting features only

from target object. This section evaluates the accuracy and efficiency of the pro-

posed object segmentation algorithm. To this end, I randomly select a set of RGB-

D frames from the proposed dataset (10 RGB-D frames for each object class, 400

RGB-D frames in total) as the validation set. Groundtruth hand and object masks

are obtained by means of manual annotation. Three experiments are performed:
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Table 4.1: The performance of foreground segmentation and hand/object segmen-
tation. FG: threshold based foreground segmentation. H/O-1: skin-detection based
hand/object segmentation given the groundtruth foreground. H/O-2: skin-detection
based hand/object segmentation given the foreground produced by FG.

FG H/O-1 H/O-2
precision 0.955 0.927 0.919
recall 0.981 0.959 0.942
F1 score 0.968 0.943 0.930
time (sec/frame) 0.028 0.272 0.281

1) FG: foreground segmentation; 2) H/O-1: hand/object segmentation given the

groundtruth foreground; 3) H/O-2: hand/object segmentation given the foreground

produced by FG. All experiments are run on a standard PC with 3.40 GHz Intel

Core I7 processors and 8 GB RAM.

Table 4.1 gives the results. For foreground segmentation, FG gives an F1

score of as high as 96.8% while being extremely efficient (0.028 sec/frame, or 35.7

frame/sec). As for hand/object segmentation, H/O-2 performs approximately the

same as H/O-1, indicating that skin detection is not affected much by the errors

introduced in automatic foreground segmentation. A close look at the hand/object

segmentation results reveals that illumination affects skin detection more than any

other factor. For example, the skin detector used in this work tends to give a low

recall in environments such as a dark stairway. As part of future work, I expect to

improve skin detection by explicitly modeling illumination changes.

4.4.2 Evaluating the Object Recognition Algorithm

This section presents various experimental results of object recognition. I

compare the proposed algorithm to two single-frame based classification algorithms
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(1 and 2), and six set-based classification algorithms (3 ∼ 8):

1. Locality-constrained Linear Coding (LLC) [124];

2. Hierarchical Matching Pursuit (HMP) [125];

3. Chamfer distance (Chamfer) [126];

4. Hausdorff distance (Hausdorff) [127];

5. Discriminant Canonical Correlation (DCC) [20];

6. Manifold Discriminant Analysis (MDA) [67];

7. Affine Hull based Image Set Distance (AHISD) [68];

8. Sparse Approximated Nearest Points (SANP) [69];

9. Sparse Affine Hull Kernel (SAH).

For LLC, the setup by Wang et al. [124] is followed, that is, I train a code-

book with 4096 bases, and use 4×4, 2×2 and 1×1 sub-regions for SPM. For HMP,

the parameter settings as specified by Bo et al. [125] are followed. Specifically,

two-layer hierarchical matching pursuit is used. The number of the filters is set to

be 3 times the filter size in the first layer and to be 1000 in the second layer. Batch

orthogonal matching pursuit is used to compute sparse codes. The sparsity level K

in the two layers is set to be 5 and 10, respectively. For Chamfer and Hausdorff, the

Euclidean norm is used to compute the distance between two feature vectors. For

DCC, the embedding dimension and subspace dimension is set to 100 and 10, re-

spectively. 10 maximum canonical correlations are used to calculate set similarity.

For MDA, the parameters are tuned for each dataset as specified by Wang and Chen

[67]. For AHISD, linear kernels are used and the subspace dimension is set by re-

taining enough leading eigenvectors to account for 98% data variance as specified

by Cevikalp and Triggs [68]. For SANP, the reconstruction weight parameter λ1 is
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fixed as 0.1, and the sparsity weight parameters λ2 and λ3 is adaptively determined.

For SAH, the sparsity penalty parameter λ is set to 10.

For algorithms 1 ∼ 8, the features from the RGB and depth channel are

concatenated to represent object appearance. For single-frame based classification

algorithms LLC and HMP, the accuracy is calculated as the proportion of correctly

classified frames in the whole testing set (listed under the LLC and HMP column

in Table 4.2). I also record the accuracy of algorithms LLC and HMP where the

individual frame classification results vote on the video label (listed under the LLC-

vote and HMP-vote column).

I test the above algorithms on two RGB-D object datasets, my RGB-D

Egocentric Objects (REO) dataset and the University of Washington RGB-D Ob-

jects (UWRO) dataset [128]. I also perform experiments on a thermal/visible face

dataset, that is, the IRIS Thermal/Visible Face (ITVF) dataset [129].

4.4.2.1 Results on the REO Dataset

Experiments are performed using 10-fold cross-validation. Since the per-

formance of set-based recognition depends critically on the set size, I thus vary

the set size by randomly sampling frames from each video sequence and see how

recognition accuracy changes (3 different set sizes are used, i.e., 50, 100, all). As

for single-frame based recognition, the set size determines how many frames are

extracted from each video for training/testing. To verify the importance of proper

integration of heterogeneous data modalities, I test two versions of the proposed

algorithm, SAH-equal, which uses equal weights for the RGB and depth channel,

and SAH-learned, which uses learned weights for the RGB and depth channel. Ta-

ble 4.2 lists the results.

As can be seen, set-based recognition algorithms outperform single-frame
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Table 4.2: The object recognition accuracy on the REO dataset. set size denotes
the number of frames sampled from each video sequence. SAH-equal and SAH-
learned denotes using equal weights and learned weights to integrate the RGB and
depth data channels, respectively.

set size LLC LLC-vote HMP HMP-vote Chamfer Hausdorff DCC MDA
50 0.632 0.605 0.639 0.653 0.532 0.628 0.707 0.752
100 0.663 0.623 0.648 0.684 0.589 0.597 0.734 0.772
all 0.699 0.646 0.689 0.671 0.569 0.657 0.773 0.814
set size AHISD SANP SAH-equal SAH-learned
50 0.742 0.763 0.798 0.811
100 0.758 0.782 0.813 0.846
all 0.769 0.794 0.821 0.859

based recognition algorithms (except for Chamfer and Hausdorff), and all algo-

rithms have improved performance with increased set size. This is expected be-

cause the more frames used for modeling the object appearance, the more robust

the classifier is to the object appearance variations. It is also interesting to note

that the majority voting accuracy of LLC-vote and HMP-vote is not a consistent

improvement over that of LLC and HMP, indicating the ineffectiveness of a naive

majority voting scheme.

Both SAH-equal and SAH-learned achieves higher recognition accuracy

than other algorithms. It is also worth noting that with a set size of just 100 frames,

SAH-learned is capable of achieving higher accuracy than all other algorithms with

a set size of all. This can be attributed to the benefit of learning proper weights for

heterogeneous data integration. Figure 4.4 plots the learned weights of the RGB

and depth channel for a subset of object classes. As expected, for objects with rich

textures (e.g., cereal box and Rubik’s cube), the RGB channel plays a more impor-

tant role, whereas textureless objects (e.g., bowl and mug) rely more on the depth

channel.
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Figure 4.4: The RGB and depth channel weights learned for different object classes.

4.4.2.2 Results on the UWRO Dataset

UWRO contains 300 daily objects organized into 51 categories. For each

object, it is placed on a turntable which revolves at a constant speed. Then, RGB-D

videos are recorded at 20 fps with three cameras mounted at three different angles

relative to the turntable (30◦, 45◦, 60◦). Each video contains around 250 frames,

giving a total number of 250,000 RGB-D frames in the dataset. Compared to objects

in REO, objects in UWRO have consistent illumination and are not occluded or

modified by hands.

Following the experimental settings by Lai et al. [128], I perform object

recognition at two levels, category-level and instance-level. Category-level recog-

nition is to determine the category of objects (e.g., mug vs. apple). Instance-level

recognition is to recognize whether an object is physically the same object that has

previously been seen (e.g., Alice’s mug vs. Bob’s mug). For category-level recog-

nition, I randomly leave one object instance out from each category for testing, and

train models on the remaining 300 − 51 = 249 objects. The accuracy averaged

over 10 random train/test splits is reported. For instance-level recognition, I train

models on videos captured from 30◦ and 60◦ angle, and test them on the videos of

45◦ angle.
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Table 4.3: The object recognition accuracy on the UWRO dataset. set size denotes
the number of frames sampled from each video sequence. cate. denotes category-
level recognition, and inst. denotes instance-level recognition. LLC-vote and HMP-
vote do not improve over LLC and HMP much, and are omitted from this table.

set LLC HMP Chamfer Hausdorff DCC
size cate. inst. cate. inst. cate. inst. cate. inst. cate. inst.
50 0.632 0.668 0.812 0.738 0.653 0.638 0.721 0.703 0.827 0.774
100 0.663 0.607 0.829 0.768 0.679 0.691 0.742 0.776 0.844 0.792
all 0.678 0.634 0.849 0.792 0.671 0.732 0.759 0.761 0.873 0.852
set MDA AHISD SANP SAH-equal SAH-learned
size cate. inst. cate. inst. cate. inst. cate. inst. cate. inst.
50 0.852 0.769 0.842 0.749 0.821 0.804 0.843 0.832 0.901 0.847
100 0.872 0.807 0.856 0.793 0.839 0.826 0.868 0.821 0.913 0.882
all 0.914 0.843 0.883 0.834 0.842 0.841 0.874 0.853 0.924 0.908

The results are given in Table 4.3. As can be seen, the proposed algorithm,

SAH-learned, outperforms all other algorithms in both category and instance recog-

nition. Examination of the learned weights shows that the RGB channel is more

effective than the depth channel for both category and instance recognition. How-

ever, the depth channel is relatively more effective in category recognition, while

the RGB channel is relatively more effective in instance recognition. This is ex-

pected, since a particular object instance has fairly consistent texture across views,

while objects in the same category can have different texture. On the other hand,

shape tends to be stable across many instances of a category.

4.4.2.3 Results on the ITVF Dataset

ITVF is a dataset of face images acquired with thermal and visible light

sensors. There are 31 subjects in this dataset. For each subject, 8 sets of face images

are captured corresponding to 3 facial expressions (surprise, anger, and laughing)

and 5 lighting conditions (left light on, right light on, both lights on, both lights off,
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Table 4.4: The face recognition accuracy on the ITVF dataset. SAH-equal and
SAH-learned denotes using equal weights and learned weights to integrate the RGB
and depth data channel, respectively.

LLC LLC-vote HMP HMP-vote Chamfer Hausdorff DCC MDA
0.939 0.958 0.949 0.967 0.712 0.787 0.973 0.914
AHISD SANP SAH-equal SAH-learned
0.969 0.842 0.962 0.989

dark room). In each set, thermal and visible face images are captured at 11 poses.

In the experiment, I randomly leave one set out from each subject for testing,

and train models on the remaining 31×(8-1) = 217 sets. For each set, the set size

is all, i.e., all 11 thermal & visible frames are used. The accuracy averaged over

10 random train/test splits is reported. Faces in the thermal images are localized

using the bi-modal thresholding algorithm by Trujillo et al. [130]. Faces in the vis-

ible images are localized using the Viola-Jones face detector [131]. I extract HOG

features from the rectangular face region to represent face appearance in the ther-

mal and visible images. For algorithms 1∼8, thermal and visible HOG features are

concatenated to form a single feature. For SAH-equal, thermal and visible features

are integrated by equal weights. For SAH-learned, thermal and visible features are

integrated by the MKL framework.

The results are given in Table 4.4. Chamfer and Hausdorff give significantly

lower accuracy than other algorithms. This is mainly because the Euclidean norm

used by Chamfer and Hausdorff distance is highly sensitive to face appearance vari-

ations, even if all the information in the image set is used to make a classification

decision.

As can be seen, SAH-learned gives the highest recognition accuracy. The

visible channel has an average weight of 0.736 across the 31 subjects, which is
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much higher than that of the thermal infrared channel (0.264). Nonetheless, the

complementary effects of thermal infrared channel are quite important – when only

using the visible channel, the proposed recognition algorithm tends to fail at test

cases from the dark room setting, and the overall recognition accuracy would drop

to 0.941.

4.5 Conclusion

This chapter focuses on the problem of recognizing objects in RGB-D ego-

centric videos. The proposed recognition method consists of two stages: 1) The

target object is first segmented by exploiting the RGB and depth cues; 2) Then a

novel kernel function is used to classify a set of features corresponding to the varied

object appearance in the video. Using the proposed kernel function, the similarity

between two sets of features is measured by the minimum distance between their

sparse affine hulls. The proposed kernel function also allows convenient integration

of additional data modalities such as depth and thermal.

The proposed recognition method is compared to single-frame based meth-

ods and other set-based methods on three datasets, including two RGB-D object

datasets and one thermal/visible face dataset. All experimental results clearly show

that, compared to the state-of-the-art methods, the proposed method is significantly

more robust to object/face appearance variations due to viewpoint and illumination

changes, and occlusion, thus being suitable for learning object models in egocentric

videos.
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Chapter 5

Recognizing Egocentric Activities

Conventional approaches on third-person activity recognition commonly

use local space-time features [8, 9] for representing activities since they avoid non-

trivial pre-processing steps, such as human tracking or segmentation. In contrast

to third-person activity recognition, the egocentric paradigm presents a set of con-

straints as well as unique characteristics that make inappropriate a direct application

of the approaches developed in third-person activity recognition to egocentric ac-

tivity recognition.

1. Unlike videos captured by static third-person cameras, videos captured by a

first-person camera may undergo large ego-motion because it is worn by the

user. Representing activities solely with motion features inevitably biases the

classifier towards learning models of ego-motions rather than hand motions.

2. Egocentric activities usually involve manipulating an object, which may cause

changes to the shape and form of the object, e.g., cut an apple with knife. Tra-

ditional space-time local features designed for characterizing motion patterns

may not be well-suited for modeling object state changes.

3. Whereas previous works mostly do not relate scene context to activities, it is

often the case that scene context defines egocentric activities such as playing

ping-pong or starting the car.
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Figure 5.1: The Creative Senz3D camera is mounted on the user’s head to record
RGB-D egocentric videos of activities. The proposed dataset contains 40 ac-
tivity classes each of which has 40 instances. Pixel-level masks for the back-
ground/hands/object are automatically calculated based on RGB and depth cues.

This chapter describes my approach to egocentric activity recognition that

addresses the above-mentioned challenges by drawing on both RGB and depth data.

I particularly focus on two aspects of egocentric activity recognition, aiming to pro-

vide answers to the following two questions: (a) What is the best way to model

the temporal changes of of motion and object features in egocentric activities? (b)

What is the respective contribution of motion, object, and scene features to egocen-

tric activity recognition?

A fully annotated 40-class RGB-D egocentric activity dataset is presented,

covering activities ranging from kitchen tasks such as squeezing lime, to sport ac-

tivities such as playing ping-pong, all featuring first-person daily activities, see Fig-

ure 5.1. This dataset is valuable in that 1) it is the first RGB-D dataset for study-

ing egocentric activities; 2) pixel-level background/hand/object masks are provided

throughout each activity sequence, which is critical for training detailed activity
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models; 3) a scene label is assigned to each activity sequence in order to study the

correlation between scene context and egocentric activity recognition.

I propose a depth-based enhancement to the state-of-the-art motion descrip-

tor – HOF (Histogram of Optical Flows) [132]. HOF has proven to be an effective

representation for third-person activities and perform the best on a variety of third-

person activity datasets. The main idea is to compute dense optical flow field and

then compute histogram of optical flows on the local space-time cuboids to capture

the motion information in the video. I will evaluate the performance of HOF on

egocentric activities, with and without depth enhancement, which is able to demon-

strate the effectiveness of depth enhancement.

The previous chapter has described an image set kernel for modeling objects

in egocentric videos. In this chapter, I refine my previous approach by explicitly

modeling the state changes of the objects. Modeling object state changes is criti-

cal to distinguishing certain egocentric activities. For example, open coffee jar and

close coffee jar are two inverse activities. They produce similar motion patterns and

involve the same object. The key to distinguishing the two activities is to model the

appearance changes (open vs. closed) of the jar. In order to build a state model for

each object, I construct a temporal pyramid for the object to capture potential ap-

pearance changes. Temporal pyramids are more flexible than object state detectors

used in previous work [27]. Experiments show that temporal pyramid based object

modeling greatly increases recognition accuracy.

Different from motion and object features, it is reasonable to assume that the

scene context does not change for the duration of an egocentric activity. Therefore,

I treat the video as a whole and apply the Supervised Block-LDA algorithm from

Chapter 3 to obtain a histogram of latent topics as a semantic representation of

the scene. I will show that egocentric activity recognition benefits from the co-
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occurrence relations between activities and scenes in egocentric videos.

The rest of this chapter is structured as follows. Section 5.1 provides details

on the egocentric activity dataset collected for this work. Section 5.2 describes

how the motion, object, and scene features are extracted. Section 5.3 describes

how to learn models of motion and object to characterize the state of egocentric

activities. Various experimental results on the task of egocentric activity recognition

are presented in Section 5.4.

5.1 RGB-D Egocentric Activity Dataset

The Creative Senz3d camera is used to collect an RGB-D egocentric activity

dataset. I put together a list of 18 daily activities (some of these activities are the

same as the ones in my egocentric object recognition work in Chapter 4), and asked

20 subjects to perform each activity twice in their own style in order to collect

realistic and varied data. All the activities involve complex hand-object interactions,

including 7 household activities (e.g., washing dishes), and 11 recreational activities

(e.g., playing ping-pong), see Figure 5.2. Note that some activities may display a

large amount of ego-motion in the recorded videos. For instance, in the case of

playing ping-pong, the field of view of the camera changes significantly as a result

of the user hitting the ball.

Some activities in my dataset are characterized by a complex temporal com-

position of sub-activities. For example, wash hands can be divided into 5 sub-

activities, i.e., wet hands under water, use soap, rub hands to make bubbles, rinse

hands, and dry hands using towel. In this work, the term “actions” is used to refer

to sub-activities that constitute the complex activities. Each activity is manually

segmented into actions in time such that the first and last frame roughly correspond
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clean whiteboard (2)

cut cucumber (3)

cut hair (3)

make coffee (5)

wash dishes (4)

wash hands (5)

household activities

paint wall (2)

read (1)

pet dog (1)

plant in a pot (4)

play flute (1)

recreational activities

play juggle (1)

play pingpong (1)

play billiards (1)

shoot (1)

shoot basketball (2)

drink wine (2)

lift weight (1)

Figure 5.2: Activities categories in my dataset. The number in the parentheses
denotes the number of actions making up the activity.

to the start and end of an action, resulting in 40 unique actions. I will present results

from both activity recognition (18-class) and action recognition (40-class).

In order to extract features that are truly representative of the scene context,

object, and motion, it is necessary to accurately segment hands and objects in each

frame. The same image segmentation algorithm from Chapter 4 is used for this

purpose.

5.2 Motion, Object and Scene Features

This section presents the motion, object and scene features that will be used

for egocentric activity recognition.
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5.2.1 Motion Features

Dense optical flow from the hand region is extracted to characterize hand

motion in the current frame. Utilizing depth data, an effective way of computing

3D optical flow is easily achieved. In particular, I first compute the 2D dense optical

flow field (ut, vt) in RGB frame t. Each point (xt, yt) in RGB frame t is tracked to

the next frame t+ 1 using the 2D flow vector at (xt, yt)

(xt+1, yt+1) = (xt, yt) + (ut, vt)|(xt,yt) (5.1)

Assuming the RGB and depth frames have been accurately registered, the 3D flow

vector at (xt, yt, zt) can thus be written as (ut, vt, wt)|(xt,yt,zt), where wt|(xt,yt,zt) =

zt+1 − zt, zt is the depth value at (xt, yt) in depth frame t. As optical flow is sub-

pixel accurate, (xt+1, yt+1) will usually end up between pixels. I thus use bilinear

interpolation to infer zt+1.

To quantize the orientation of a 3D optical flow vector, an icosahedron (i.e.,

a regular polyhedron with 20 faces) is used, where each face of the polyhedron

corresponds to a histogram bin (see Figure 5.3). Histogram-of-Optical Flow (HOF)

features are then constructed from the 3D flow vectors. With an additional bin for

zero flow, the resulting HOF feature has a dimension of 21. l2-normalization is

applied to the HOF feature.

5.2.2 Object Features

As object features, the HOG is extracted within the rectangular region con-

taining the segmented object. The rectangular region is first rescaled to a fixed size,

then divided into 8×8 non-overlapping cells. For each cell, a histogram of oriented

gradients is accumulated with 9 orientation bins. Finally, the histogram of each

cell is normalized with respect to the gradient energy in a neighborhood around it.
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Figure 5.3: The orientation of a 3D optical flow vector is quantized using an icosa-
hedron.

The HOG features from RGB-D image pair are concatenated to describe the object

appearance in the current RGB-D image pair.

5.2.3 Scene Features

Scene features are extracted from the background region using the Super-

vised Block-LDA (sBlock-LDA) algorithm described in Chapter 3. I train sBlock-

LDA with the following settings: SIFT features are extracted from RGB and depth

images at every 5 pixels with 16×16 local patch; SIFT features are clustered into

1000 visual words; the number of latent topics is 40. It is assumed that the scene

context remains the same during an activity. To represent the scene context of each

activity, I calculate the histogram of latent topics of each frame, and use the average

histogram of all frames as the scene context representation.
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5.3 Modeling States of Hands and Objects

Modeling the states of hands and objects is key to capturing the cause-

and-effect relationships in egocentric activities, which is especially critical to dis-

criminating between activities involving the same objects. Previous work mainly

focus on improving the accuracy and scalability of state-specific object detectors

[25, 27, 24], and do not generalize well to model gradual state transitions.

Inspired by the adaptivity of spatial pyramids [28], I propose to use temporal

pyramids to model states of arbitrary temporal scales. Without any prior knowledge

of the intrinsic structure of action, a natural extension from spatial pyramids is

to partition a full-length video into increasingly shorter segments and represent a

state using the corresponding segment. In particular, given a video X i, a temporal

pyramid is constructed, where the top level l = 0 is the full-length video, the next

level l = 1 contains two segments obtained by temporally splitting the segment on

level l = 0 in two, and so on. LetX i
lk denote the kth segment on level l.

Assuming some appropriate kernel function κ(X i
lk,X

j
lk) for measuring state

similarity, a binary SVM classification scheme for recognizing a novel egocentric

videoX can be written as

f(X) = sign(
N∑
i=1

αiyiK(X i,X) + b) (5.2)

where yi ∈ {−1, 1} is the label forX i, K(X i,X) =
∑L

l=1

∑K
k=1 µlk ·κ(X i

lk,Xlk)

is a compound kernel constructed from a weighted sum of κ(·, ·), µlk = 1/2L−l

assigns a small weight to state kernels on coarse temporal scales.

Eq. 5.2 provides a general definition that embraces existing egocentric ac-

tion state models. For example, using a linear kernel and representing each state

using a histogram of detected objects corresponds to the object-centric approaches

by McCandless et al. [24] and Pirsiavash et al. [27].
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In this work, the Sparse Affine Hull (SAH) kernel from Chapter 4 is used

to measure the similarity between two activity states. That is, for comparing the

object appearance (hand motions) of two activity states, I represent a segment X i
lk

as a set of HOG (HOF) feature vectors each of which is extracted from a frame of

the segment as described in Section 5.2. The similarity between two sets of features

is calculated using the SAH kernel.

5.3.1 Mining Discriminative States

One practical issue with the classifier defined in Eq. 5.2 is that, using a

predefined set of weights {µlk} for different hand and object states may not be

optimal, as various states contribute differently to classifying an action. To mine

discriminative states, I adopt the idea of Multiple Kernel Learning (MKL) [30], and

jointly learn the state weights and other SVM parameters by solving

min
µlk,wlk,ξi,b

1

2
(
L∑
l=1

K∑
k=1

µlk‖wlk‖2)2 + C
N∑
i=1

ξi (5.3a)

s.t. yi(
L∑
l=1

K∑
k=1

µlkw
T
lkφ(X i

lk) + b) > 1− ξi (5.3b)

L∑
l=1

K∑
k=1

µlk = 1 and µlk ≥ 0, ∀k, l (5.3c)

ξi ≥ 0, ∀i (5.3d)

where φ(X i
lk) is the mapping function satisfying κ(X i

lk,X
i
lk) = φ(X i

lk)
Tφ(X i

lk).

The algorithm by Sonnenburg et al. [123] is used to optimize the parameters. To

perform multi-class classification, the class-specific parameters {µclk,wc
lk, ξ

c
i , b

c}

are learned for the c-th action class using the one-versus-rest approach.
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5.3.2 Integrating Different Types of Features

The motion, object, and scene features are combined using a multi-channel

approach

K(X i,Xj) = exp

(
−
∑
c

1

Ωc

Dc(X
i,Xj)

)
(5.4)

where Dc(X
i,Xj) is the χ2 distance for channel c, and Ωc is the average channel

distance. To build a multi-class classifier, binary classifiers are combined using

one-versus-rest approach.

5.4 Experiments
5.4.1 Motion vs. Object vs. Scene

This section extensively evaluates the motion, object, scene features de-

scribed in Section 5.2. The 40 egocentric actions from the dataset described in

Section 5.1 is used for training and testing. It will be demonstrated that object

features outperform motion and scene features in terms of average recognition ac-

curacy. This to a great extent is due to egocentric actions being identifiable by the

objects that are involved. Nonetheless, object features tend to confuse egocentric

actions that involve the same objects.

In the experiment, 10-fold cross-validation is used while ensuring that ac-

tions performed by the same person do not appear across both training and testing

data. The average recognition accuracy is computed by averaging the diagonal of

the confusion matrix. The motion, object, and scene features are evaluated in 3 dif-

ferent settings: 1) RGB, i.e., only RGB data is used; 1) depth, i.e., only depth data

is used; 1) RGB-D, i.e., both RGB and depth data is used. The average recognition

accuracy obtained in different settings is given in Table 5.1.
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Table 5.1: The performance of motion, object, and scene features in different set-
tings on the task of 40-class action recognition on the REA dataset.

motion object scene motion+object motion+object+scene
RGB 0.435 0.557 0.212 0.569 0.592
depth 0.281 0.422 0.142 0.458 0.476

RGB-D 0.523 0.603 0.252 0.663 0.693

It can be seen that depth-augmented features features improve the perfor-

mance of their RGB counterparts, but to different degrees. For motion features, it

is very intuitive and effective to extend 2D HOF to 3D HOF, and there is around

9% improvement (from 43.5% to 52.3%). For object and scene features, one only

observes a small improvement of around 4%. This may be due to the limitation of

concatenating depth features to the RGB features.

It is also clear from Table 5.1 that object features outperform motion and

scene features in all 3 settings. Scene features perform the worst among all three

types of features, but still much better than random guess (2.5%). The performance

gap between object and motion features is as high as 12.2% in the RGB setting. This

is largely due to the subtlety of the hand and finger motions. Indeed, a close look

at Figure 5.4, which gives the confusion matrices obtained by motion and object

respectively in the RGB setting, reveals that object does much better than motion

in distinguishing between different egocentric actions. It is also worth noting that

object features tend to confuse actions that are sub-activities of a complex activity

because the same object(s) are involved (sub-activities of a complex activity are

denoted by connected bars along the x- and y-axis). The next section will show that,

to further improve the performance of egocentric action recognition, it is essential

to take into account the object state changes.
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(a) Confusion matrix obtained by HOF. (b) Confusion matrix obtained by HOG.
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Figure 5.4: The confusion matrix obtained by motion features (left) and the one
by object features (right) in the RGB setting. The connected bars along the x- and
y-axis denote the actions that are subactivities of a complex activity.

5.4.2 Evaluating the Egocentric Action Recognition Algorithm

This section presents various experimental results on three egocentric video

datasets, my RGB-D Egocentric Activities (REA) dataset, Activities of Daily Liv-

ing (ADL) [27], and Georgia Tech Egocentric Activities (GTEA) [17].

5.4.2.1 Results on the REA Dataset

The REA dataset provides video annotation on two levels, (1) 18-class ac-

tivities characterized by long-duration hand-object interactions, and (2) 40-class

actions characterized by short-duration hand-object interactions. It is interesting

to see how well the proposed state model performs at the activity-level and the

action-level. Thus two groups of experiments are performed, that is, 18-class ac-

tivity recognition and 40-class action recognition. For both groups, 10-fold cross-

validation is adopted while ensuring that activities/actions performed by the same
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Table 5.2: The activity and action recognition accuracy on the REA dataset using
different state kernels.

activity action
(1) principal angles [133] 0.578 0.469
(2) KL-Divergence [134] 0.553 0.472
(3) convex hull [68] 0.643 0.522
(4) affine hull [68] 0.664 0.563
(5) bag-of-active-objs [27] 0.547 0.423
(6) sparse affine hull (mine) 0.721 0.663

person do not appear across both training and testing data. The average recognition

accuracy is computed by averaging the diagonal of the confusion matrix.

The State Kernel Function The proposed kernel function κ(·, ·) is defined

based on calculating the distance between two sets using sparse affine hulls. There

exist several other definitions of distance between two sets. I thus implement D(·, ·)
by different set-distance definitions: (1) principal angles [133], (2) KL-Divergence

[134], (3) convex hull [68], and (4) affine hull [68]. I also test the (5) bag-of-active-

objs kernel proposed by Pirsiavash et al. [27]. For all tests, the number of pyramid

levels L is set to 3. Results are given in Table 5.2.

As can be seen, the (5) bag-of-active-objs kernel gives a relatively low per-

formance. This is mainly due to the limited accuracy of object detectors (with

groundtruth object information, accuracy is improved to 0.674 and 0.589 for activ-

ity and action recognition, respectively). Other set-distance based kernels (1)∼(4)

and (6) give much higher accuracy. The proposed kernel gives the highest accuracy,

indicating the effectiveness of l1-norm regularization on the affine hull of a set.

Also note that the accuracy of activity recognition is consistently higher

than action recognition across different kernels mainly because a) the number of
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Figure 5.5: The action recognition accuracy on the REA dataset in 3 settings: (1)
without mining states, (2) mining states, (3) mining states and discarding trivial
states. The number of pyramid levels L is varied from 0 to 6.

activity classes is less than the number of action classes and b) similar objects tend

to increase the confusion among different actions.

Mining Discriminative States

Using temporal pyramids to combine increasingly finer states of hands and

objects, there are effectively two possible directions to improve the performance:

to increase the number of pyramid levels L and to mine discriminative states. I ar-

gue that these two directions are complementary: the performance gain from min-

ing discriminative states could not be simply replaced by increasing the number of

pyramid levels. In fact, as the number of levels grows, the performance may drop

due to feature variation and mismatching on fine temporal scales, while one can

still obtain gains by mining discriminative states and discarding those that are not

performance-enhancing.

To empirically justify this argument, I perform experiments by varying the

number of pyramid levelsL, and comparing the recognition accuracy with and with-

out mining states. The accuracy of action recognition is given in Figure 5.5. As can

be seen, the performance without mining reaches the highest at L = 3 and sig-
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(a) State weights for cutting cucumber

(b) State weights for drinking wine

Figure 5.6: The weights of states learned for two actions: (a) cutting cucumber and
(b) drinking wine. The x-axis tick label l_k denotes the k-th state on the l-th level.
States on the same level l are plotted in the same color.

nificantly drops from beyond L = 4, while mining states always brings additional

performance gains. The accuracy for activity recognition is interpreted similarly to

action recognition, and is omitted due to space limitations.

Furthermore, the importance of mining states lies in redundancy removal.

Figure 5.6 plots the state weights of two actions learned from my algorithm when

L = 3. As can be seen, many states have very small weights and are negligible to

egocentric action recognition. In fact, one is able to maintain satisfactory perfor-

mance when only using states whose weights are greater than 0.05 ·maxlk{µlk}, see

the blue curve in Figure 5.5. On average, this effectively removes 85% states from

the temporal pyramid, and is particularly valuable to time-bounded applications.
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5.4.2.2 Results on the ADL Dataset

ADL is an RGB egocentric video dataset of 18 different daily living ac-

tivities, such as “making tea”, “washing dishes”, and “using computer”. These

activities are each performed by 20 subjects in an uncontrolled manner. Note that

no action-level video annotation is available for this dataset. For this dataset, only

activity recognition is considered.

Pirsiavash et al. [27] demonstrated relatively successful recognition perfor-

mance using the Bag-of-Active-Objects approach, where a state is represented by

a histogram of interacted objects. McCandless et al. [24] achieved further perfor-

mance improvement by adaptively learning spatial-temporal binning schemes. In

this experiment, BoW (Bag-of-Words) is included as a baseline where HOF and

HOG features are densely extracted and concatenated to represent egocentric ac-

tions [3].

For consistency, the same evaluation protocol as specified by Pirsiavash et

al. [27] is used. That is, I use leave-one-out cross-validation, where it is ensured

that activities of the same person does not appear across both training and testing

data. The overall recognition rate is computed by averaging the diagonal of the

confusion matrix.

The hand regions of each frame are obtained using the method by Fathi et

al. [17]. ADL has object-level annotations in terms of bounding boxes. How-

ever, for object features only the object interacted with by the subject is consid-

ered, which is determined as the one whose bounding box center is the closest

to the hand region. The scene features are extracted from the image background.

The pyramid level L = is set to 3. Since no depth data is available, I simply ex-

tract 2D HOF and HOG features to characterize the state of hands and objects.
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Table 5.3: The activity recognition accuracy on the ADL dataset.

BoW (HOF+HOG) [3] 0.235
Pirsiavash et al. [27] 0.369
McCandless et al. [24] 0.387
Mining States, Obj 0.458
Mining States, Hand+Obj 0.513
Mining States, Hand+Obj+Scene 0.538

Three versions of my algorithm are tested, 1) MiningState-Obj, where only ob-

ject features are used to ensure a fair comparison with object-centric approaches;

2) MiningState-Hand+Obj, where hand and object features are combined; and 3)

MiningState-Hand+Obj+Scene, where hand, object and scene features are com-

bined.

Table 5.3 lists the recognition accuracy of various methods. BoW, being un-

able to encode the states of hands and objects, achieves the lowest accuracy among

all compared methods. While Pirsiavash et al. [27] and McCandless et al. [24]

represent videos using detected objects and achieve significantly higher accuracy

than BoW, they are inherently limited by the spurious output of object detectors.

My algorithm achieves the highest accuracy (0.458, 0.513, 0.538), demonstrating

the effectiveness of the proposed kernel function and the state mining algorithm.

5.4.2.3 Results on the GTEA Dataset

The GTEA dataset [17] is an RGB egocentric video dataset that contains 7

food/drink preparation activities performed by 4 subjects, such as “making cheese

sandwich” and “making coffee”. These 7 activities are further segmented into a

total number of 61 actions. Pixel-wise hand and object masks are provided with the
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Table 5.4: The recognition accuracy on the GTEA dataset.

activity action
BoW (HOF+HOG) [3] 0.571 0.213
Fathi et al. [26] 0.857 0.230
Fathi et al. [25] n/a 0.397
Mining States, Obj 0.878 0.459
Mining States, Hand+Obj 1.000 0.525
Mining States, Hand+Obj+Scene 1.000 0.542

dataset.

Fathi et al. [26] built a graphical model for jointly learning activities, ac-

tions, hands, and objects, and demonstrated promising performance. Fathi et al.

[25] improved the performance of action recognition using state-specific object de-

tectors.

I perform activity and action recognition using the proposed state model.

As in the work by Fathi et al. [25, 26], I use the videos by subjects 1, 3 and 4

for training, and use the videos by subject 2 for testing. The overall recognition

rate is computed by averaging the diagonal of the confusion matrix. The number of

pyramid levelsL is set to 3. 2D HOF and HOG features are extracted to characterize

the states of hands and objects, respectively. The results are given in Table 5.4.

The proposed state model significantly outperforms previous methods for

both activity and action recognition. It is worth noting that the proposed model

gives 100% accuracy for activity recognition on the GTEA dataset when combin-

ing states of hands and objects. Combining scene context with hands and objects

achieves the highest action recognition performance among all the compared algo-

rithms.
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5.5 Conclusion

This chapter systematically evaluates the performance of scene, object, and

motion features on egocentric activity recognition and presents a novel approach

to modeling the states of egocentric activities. It is shown that object features pro-

vide the best recognition performance among all three types of features, and the

combined use of scene, object, and motion features outperforms any single type

of features alone. It is also demonstrated that RGB augmented with depth data

significantly improves the recognition performance.

Experimental results using the proposed activity state model show that the

significance of each state is vastly different across the action classes, and optimizing

their respective weights is capable of achieving dramatically improved accuracy on

3 benchmark datasets. The SAH kernel proposed in the previous chapter is used

for calculating the similarity between two states. Experimental results demonstrate

that the SAH kernel is capable of covering complex hand and object variations

during a hand-object interaction task, thus greatly improving the robustness of my

recognition algorithm.

In my current work, the use of temporal pyramid restricts each state to be

temporally aligned with the grid of the pyramid. To allow more flexible state def-

initions, the future work consists of mining discriminative states that may be of

arbitrary time-shift and length.
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Chapter 6

Temporal Segmentation and Recognition of
Egocentric Activities

The previous chapter has described my approach to egocentric activity recog-

nition. The implicit assumption is that each video is pre-segmented such that it

contains a single activity that will be classified as a whole, even if the activity in

the video may exhibit a complex temporal structure and can be decomposed into

a sequence of sub-activities, or actions. For example, the activity wash hands can

be divided into 4 actions, i.e., wet hands under water, use soap, rinse hands, and

dry hands using towel. In this chapter, I describe a novel approach of explicitly

modeling the temporal decomposition of complex activities.

An appropriate model for parsing activities should take into account two

important aspects. 1) Temporal relations between actions. For example, wash an

apple is more likely to be followed by cut an apple than make coffee. 2) Evidence

from observations. For example, identifying features related to a plate signals ac-

tions related to dining and almost surely eliminates actions related to sports.

Hidden Markov Models (HMMs) have been the state-of-the-art techniques

for modeling human activities despite their unrealistic first-order Markov assump-

tions and the very limited representational capacity of the hidden states. In this

chapter, I propose two enhancements that significantly improve the performance

of HMM-based activity segmentation and recognition. First, Deep Neural Nets

(DNNs) are used to model the observations in each hidden state. This is motivated
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by the recent success of deep architectures in learning complex statistical correla-

tions from high-dimensional data. Second, state-duration variables are incorporated

to explicitly address the temporal span of each state. This helps improve contextual

compatibility and eliminate incoherent activity segments.

6.1 Parsing Activities by Hybrid DNN-HMM

Suppose V = {I1, · · · , IT} is an activity video of T frames, where It is the

RGB frame (or RGB-D frame pair) at time t. My aim is to decompose an activity

into a sequence of actions. Let us denote by L = {a1, · · · , aT} as the action label

sequence, where at is the action label for It. Taking the HMM approach, the joint

distribution of the observations V and hidden states L can be written as

P (V, L) = p(a1)p(I1|a1)
T∏
t=2

p(It|at)p(at|a1:t−1) (6.1)

where p(It|at) is the probability term over observations, which encodes the like-

lihood of observing frame It in action at, p(at|a1:t−1) is the probability term over

hidden states, which encodes the temporal relations between current action and pre-

vious actions, a1:t−1 are the action labels of all the frames from time 1 to t− 1. To

restrict model complexity, the first-order Markov assumption was frequently used

in previous work, i.e.,

p(at|a1:t−1) = p(at|at−1) (6.2)

6.1.1 Gaussian Mixture Models

A conventional way of modeling observation likelihood is using GMMs.

Supposing fIt is the feature vector extracted from It, the observation likelihood can
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be written as

p(It|at) =
M∑
i=1

λat,i N(fIt ;µat,i, σ
2
at,i) (6.3)

where (λat,i, µat,i, σ
2
at,i) are the Gaussian mixture parameters, M is the number of

Gaussian components. With enough components, GMMs are able to model proba-

bility distributions to any required level of accuracy. However, as noted by Hinton

et al. [40], one major limitation of GMMs is that they are statistically inefficient for

modeling data that lie on or near a non-linear manifold.

Human activities, though containing hundreds of thousands of pixels per

frame, are characterized by structured movement of body joints and objects, thus

being intrinsically lower-dimensional with embeddings in a data manifold. DNNs,

on the other hand, have the potential of learning better models for data that lie on

or near a non-linear manifold. In the following, I describe in detail how DNNs can

be used to model the observation likelihood.

6.1.2 Deep Neural Nets

DNN is a type of feed-forward neural network that is composed of multiple

hidden layers between its input layer and output layer, as shown in Figure 6.1. Each

hidden layer hi takes the output from the previous layer hi−1 and transforms it via

the following function

hi = sigm(bi +Wihi−1) (6.4)

where sigm(s) = 1/(1 + e−s) is the sigmoid function. For multi-class classifica-

tion, the output layer y ∈ [0, 1]C is a C-dimensional vector with yk indicating the

posterior probability of the kth class.
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Figure 6.1: RBM and DNN. DNN can be trained in a greedy, layer-wise manner as
an RBM.

DNNs parameters can be discriminatively trained by backpropagating the

derivatives of the errors between the desired output and the actual output [135]. Hin-

ton [136] further demonstrated that a greedy, layer-wise pre-training of the weights

of each layer using the generative optimization criterion of an Restricted Boltzmann

Machine (RBM) can serve as a good starting point for backpropagation-based fine-

tuning.

6.1.2.1 Generative Pre-training

An RBM [137] is a two-layer graphical model that defines a joint distribu-

tion over visible units v = {vi} and hidden units h = {hj},

P (v,h) =
e−E(v,h)

Z
(6.5)
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where E(v,h) is the graph energy, Z =
∑
v,h e

−E(v,h) is known as the partition

function and acts as a normalization factor. In the case where v and h are con-

strained to be binary-valued, E(v,h) can be defined as

E(v,h) = −bTv − cTh− vTWh (6.6)

where b and c are the biases of the visible and hidden units, respectively, andW is

the matrix of visible/hidden unit connection weights.

Binary-valued RBM can also be generalized to model continuously dis-

tributed variables. In particular, it can be used to model Gaussian distributed visible

units by adopting the following graph energy

E(v,h) =
∑
i

(vi − bi)2

2σ2
i

−
∑
j

cjhj −
∑
ij

vi
σi
hjwij (6.7)

where σi is the standard deviation of the Gaussian distributed input to the visible

unit vi. It is possible to learn σi for each visible unit, but for simplicity σi is fixed

to a unit value.

The lack of direct connections within each layer makes the visible and hid-

den units conditionally independent given one another. For Gaussian RBM, it is

easy to show that

P (h|v) =
∏
j

p(hj|v)

=
∏
j

sigm(
∑
i

wijvi + cj) (6.8a)

P (v|h) =
∏
i

p(vi|h)

=
∏
i

( 1√
2πσ2

i

exp(−(vi − ui)2

2σ2
i

)
)

(6.8b)
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where

ui = bi + σ2
i

∑
j

wijhj (6.9)

For a detailed presentation of the theories of RBM, see the work by Bengio [138].

Using the above formula, an efficient gradient approximation algorithm, Contrastive

Divergence [139], can be used to train model parameters.

6.1.2.2 Discriminative Fine-tuning

To discriminatively fine-tune the DNN parameters, one needs to define an

error function that measures the discrepancy between the desired output and actual

output. I define the error function based on cross-entropy, which has been shown

to lead to faster learning speed and better modeling accuracy [140]. Denoting the

output layer as y = {yk}, the error function is defined as

error =
∑
k

ŷk ln yk + (1− ŷk) ln(1− yk) (6.10)

where ŷk ∈ {0, 1} is the desired value of the k output unit and yk is the actual value.

Minimizing the above error function by backpropagation is not effective

with a randomly initialized starting point. More specifically, if the initialized weights

are too large, the network gets stuck in local minima that generalizes poorly to held-

out data. On the other hand, if the initialized weights are too small, the vanishing

gradient problem would significantly slow down the learning speed in the lower

layers and the network becomes infeasible to train. I thus take a greedy, layer-wise

training approach, and train each layer of DNN as an RBM using the output of the

previous layer as the input of the current layer. With RBM-based pre-training, the

layer weights are then fine-tuned using the above defined error function.
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6.1.3 Variable-duration HMM

Another major weakness of the traditional HMM is its ineffectiveness in

modeling state duration. In fact, the duration of each state follows a geometric

distribution under the first-order Markov assumption. For a sequence of actions,

this geometric distribution is inappropriate, since one expects each action to span

a number of frames before it transitions to the next action. I thus take a similar

approach to that of Tang et al. [33] and Rabiner et al. [141], and build a variable-

duration HMM by explicitly incorporating a state-length variable.

Suppose a total of r actions have been visited during observed frames V =

{I1, · · · , IT}. Denote the actions as Q = {q1, · · · , qr} with durations associated

with each action D = {d1, · · · , dr}. The implicit constraint is

r∑
i

di = T (6.11)

The joint distribution of the frames V , the actions Q, and their durations D can be

written as

p(V,Q,D) =p(q1)p(d1|q1)
d1∏
t=1

p(It|q1)

r∏
i=2

(
p(qi|qi−1)p(di|qi)

t=
∑i

j=1 dj∏
t=1+

∑i−1
j=1 dj

p(It|qi)
)

(6.12)

In the variable-duration HMM, state transition is not allowed within the speci-

fied duration and can only happen after the duration variable counts down to zero.

p(di|qi) encodes the distribution of the duration variable with respect to the under-

lying action class. It is assumed that the minimum duration dmin and maximum du-

ration dmax for all states are given, and the duration variable follows uniform distri-

bution within [dmin, dmax]. Given training activity videos that are already segmented
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actions, supervised training can be used to learn the parameters of variable-duration

HMM, which significantly reduces the computational complexity compared to un-

supervised training such as Baum-Welch algorithm [141].

6.1.4 Combining DNN and HMM

The output layer of a discriminatively trained DNN gives the posterior prob-

ability of each action p(yk|It). But to infer the optimal action label sequence via dy-

namic programming, one still need to compute the observation likelihood p(It|yk).

Note that p(It|yk) can be written as

p(It|yk) = p(It)p(yk|It)/p(yk) (6.13)

where p(yk) is the prior probability of each action estimated from the training set,

and p(It) is independent of the action label and can be ignored. Given the above

equation for calculating the observation likelihood, dynamic programming can be

used to find out the optimal action label sequence L corresponding to the observa-

tion sequence V .

6.2 RGB-D Egocentric Activity Dataset

To evaluate the proposed method, I have collected an RGB-D video dataset

of daily activities with the Creative Senz3d camera. I put together a list of 14 daily

activities, including 7 household activities (e.g., wash hands), and 7 recreational

activities (e.g., lift weight), see Figure 6.2. 20 subjects were asked to perform each

activity twice in their own style with different object instances. Note that some of

the activity categories are the same as the ones in Chapter 5.

The goal is to segment and recognize the constituent actions of a complex

activity. Conceptually, actions are the atomic components of an activity and cannot
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clean whiteboard (2) 

cut cucumber (3) 

cut hair (3) 

make coffee (5) 

wash dishes (5) 

wash hands (4) 

household activities 

paint wall (2) 

pet cat (2) 

plant in a pot (4) 

recreational activities 

play pingpong (2) 

play billiards (2) 

shoot basketball (2) 

drink wine (2) 

lift weight (2) 

Figure 6.2: Activity categories in my dataset. The number in the parentheses de-
notes the number of actions making up the activity.

be further decomposed. To alleviate the potential difficulty caused by the relatively

small dataset and the combinatorial number of ways of performing an activity (the

small training set vs. the large number of model parameters), I create step-by-step

script of how each activity is decomposed into a sequence of actions, according to

the instructions given in WikiHow [142], which is a popular how-to website and

gives easy, step-by-step, illustrated instructions for all sorts of daily tasks. It is

worth pointing out that the proposed segmentation algorithm is generic and is able

to learn activity models of arbitrary decomposition patterns given sufficient training

data.

The linguistic <verb-argument> structure is adopted to label each action in

terms of a <motion, target> pair. A similar approach is used by Park and Aggarwal

[143] to label atomic actions. For example, an activity wash hands can be divided

into 4 actions, i.e., wet hands, use soap, rinse hands, and dry hands.

Each activity video is manually segmented into actions in time such that the

first and last frame correspond to the start and end of an action. Predicted action
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boundaries that fall within a “grace period” of 5 frames of the groundtruth action

boundaries are considered valid. This helps alleviate the effect of human annotation

errors.

My dataset is challenging in 3 aspects. First, most of the activities in the

dataset display a large amount of ego-motion in the recorded videos. For instance,

in the case of playing ping-pong, the field of view of the camera changes signif-

icantly as a result of the user hitting the ball. Second, each subject performs the

activities in their own style, resulting in video data with highly varied visual cues.

Third, the objects involved in each activity ranges from rich-textured objects such

as cereal boxes to amorphous objects such as towels, adding to the difficulty of

extracting discriminative features.

In order to extract features that are truly representative of the scene context,

object, and motion, it is necessary to accurately segment hands and objects in each

frame. The same image segmentation algorithm from Chapter 4 is used for this

purpose.

6.3 Experiments

This section reports various experimental results on three datasets, Fine-

grained Cooking Activities (FCA) dataset [144], GeorgiaTech Egocentric Activ-

ity (GTEA) dataset [17], and my Complex RGB-D Egocentric Activities (CREA)

dataset. All three datasets consist of realistic human activities that have complex

temporal structures and rich visual variations, thus being suitable for testing activity

parsing algorithms.

The FCA dataset is an RGB video dataset that contains 14 long-scale cook-

ing activities such as make fruit salad and make a cake, with 65 fine-grained action
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labels such as fill water from tap and remove from package. 12 participants are

recorded while performing different cooking activities. Due to the complexity of

the cooking activities, instructions were given verbally and frequently to partici-

pants during the activities. In total, there are 44 videos with a total length of more

than 8 hours or 881,755 frames.

The GTEA dataset is an RGB egocentric video dataset that contains 7 food/drink

preparation activities performed by 4 subjects, such as make cheese sandwich and

make coffee. These 7 activities are further segmented into a total number of 61 ac-

tions. In total, there are 28 videos with 31,222 frames. Pixel-wise hand and object

masks are provided with the dataset.

6.3.1 Action Recognition

DNN outputs the posterior probability of every action class for an RGB

frame (or RGB-D frame pair). It is interesting to see how well DNN recognizes

different actions on a per-frame basis. I compare DNN based action recognition

to several shallow-structure recognition algorithms, including 1) GMM, 2) SVM,

3) Softmax. For 1) ∼ 3), HOG+HOF [3] features are extracted to represent each

frame. Note that none of these methods use temporal information to smooth the

recognition results.

For FCA, 40 RGB frames are randomly sampled from each action instance

for training and testing. For GTEA, 80 RGB frames are randomly sampled from

each action instance for training and testing. For CREA, 40 RGB-D frame pairs

are randomly sampled from each action instance for training and testing. In my

experiment with DNN, images in all three datasets are resized to be 60 × 90 (with

proper cropping if necessary) followed by local-contrast normalization [145] before

being used for training and testing. DNN is configured to be 5400-1024-256-128-C,
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Table 6.1: The performance of different methods for action recognition. ER-1 and
ER-2 denotes the type-1 and type-2 error rate respectively. Total ER denotes the
total error rate obtained by adding ER-1 and ER-2 together.

FCA GTEA CREA
ER-1 ER-2 Total ER ER-1 ER-2 Total ER ER-1 ER-2 Total ER

GMM 28.73 13.61 42.34 22.82 12.33 35.15 28.73 16.59 45.32
SVM 23.32 12.73 36.05 19.73 18.25 37.95 19.35 15.61 34.96
Softmax 26.59 16.83 43.42 24.83 15.75 40.58 25.85 14.63 40.48
DNN 20.75 12.97 33.72 16.93 14.67 31.60 15.73 14.59 30.32

where C is the number of action classes in the corresponding dataset.

10-fold cross-validation is adopted and the final recognition performance is

reported as the average error rate of individual runs. The data is split into training

and testing with the constraint that frames from the same action instance do not

appear across both training and testing. Two types of errors are distinguished here,

1) predicted action class is different from actual action class but they both involve

the same object class, and 2) predicted action class is different from the actual action

class and they involve different object classes. The action recognition accuracy is

given in Table 6.1.

As can be seen, DNN gives the lowest total error rate among the compared

methods on all three datasets. A close look into Table 6.1 reveals that DNN achieves

significantly lower ER-1 than all other methods. This indicates that DNN learns a

more discriminative action model that is less affected by similar objects.

6.3.2 Activity Segmentation

This section presents various experimental results related to activity seg-

mentation. 10-fold cross-validation is adopted while ensuring that videos from the
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Table 6.2: The performance of activity segmentation. ER-1 and ER-2 denotes the
type-1 and type-2 error rate respectively. Total ER denotes the total error rate.

FCA GTEA CREA
ER-1 ER-2 Total ER ER-1 ER-2 Total ER ER-1 ER-2 Total ER

GMM-HMM 23.63 12.78 36.41 20.05 9.63 29.68 24.86 14.64 39.50
GMM-vHMM 18.33 14.32 32.65 17.23 10.18 27.41 17.26 12.91 30.17
DNN-HMM 15.83 11.91 27.74 12.78 13.86 26.64 13.63 12.82 26.45
DNN-vHMM 12.71 11.13 23.84 9.85 9.32 19.17 11.32 8.82 20.14

same subject do not appear across both training and testing data.

The proposed hybrid DNN-HMM segmentation algorithm is compared with

GMM-HMM. I test two versions of DNN-HMM, 1) DNN-HMM, which uses the

standard HMM for decoding the output of DNN, and 2) DNN-vHMM, which uses

variable-duration HMM for decoding the output of DNN. Similarly, I also test two

versions of GMM-HMM, 1) GMM-HMM and 2) GMM-vHMM. I evaluate the seg-

mentation performance in terms of inferred action labels compared to the ground

truth labels. Again two types of errors are calculated, 1) predicted action class is

different from actual action class but they both involve the same object class, and 2)

predicted action class is different from the actual action class and they involve dif-

ferent object classes. The performance of different algorithms is given in Table 6.2.

Figure 6.3 visualizes some segmentation results on the CREA dataset.

From the comparison between Table 6.1 and Table 6.2, one can see that both

DNN-HMM and GMM-HMM outperform their counterparts that have no HMM-

based temporal smoothing. For example, GMM-HMM significantly outperforms

GMM (36.41% vs. 42.34% on the FCA dataset). Also note that DNN-HMM out-

performs GMM-vHMM, demonstrating the relative importance of modeling the

hidden state likelihood over modeling the duration of the hidden states.
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From Table 6.2 it is also seen that DNN-vHMM and GMM-vHMM signif-

icantly outperform DNN-HMM and GMM-HMM, respectively, demonstrating the

superiority of variable-duration HMM for modeling the temporal span of actions.

The visualization results from Figure 6.3 shows that segments produced by DNN-

vHMM tends to be more coherent than those of GMM-HMM, GMM-vHMM, and

DNN-HMM.

6.4 Conclusion

In this chapter I have introduced a model for simultaneously segmenting

and recognizing complex egocentric activities in long-scale videos. This helps lift

the assumption of the egocentric videos being pre-segmented, making it possible to

directly analyze raw, unsegmented egocentric videos.

The proposed model is built upon the traditional HMM and has two impor-

tant extensions. First, I take advantage of the recent development of deep learning

techniques and show that complex statistical correlations between the video frames

and the underlying action classes can be effectively learned. Second, I explicitly

model the duration of each action by introducing duration variables that reflect

the temporal span of different actions. Extensive experiments on three benchmark

datasets show that the proposed algorithm is able to achieve significantly lower er-

ror rate on both action segmentation and recognition.

Possible directions for future work include building context-dependent ac-

tivity models. My current model treats each video frame as solely dependent on the

underlying action. This amounts to a hard constraint that only one action class can

be associated with a video frame. However, it is more appropriate to allow video

frames lying on or near boundaries between action segments to be dependent on
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GMM-vHMM

Groundtruth

DNN-HMM

DNN-vHMM

time

time

(a) wash dish

(b) wash hands

GMM-HMM

GMM-vHMM

Groundtruth

DNN-HMM

DNN-vHMM

GMM-HMM

Figure 6.3: Activity segmentation results of two test videos from the CREA dataset.
The horizontal axis represents time. Different colors represent different action
classes. Segmentation results obtained from GMM-HMM, GMM-vHMM, DNN-
HMM, DNN-vHMM, and groundtruth segmentation results are stacked from top to
bottom.
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more than one action classes. I have tackled context-independent parsing of the

structure of complex activities, but being able to learn context-dependent activity

structures is a step further towards the ultimate goal of semantic video understand-

ing.
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Chapter 7

Conclusion

This dissertation has described my work on learning egocentric activity

models using RGB-D data. Compared to conventional approaches on third-person

activity recognition which commonly use local space-time features for representing

the activities, I solve the problem of egocentric activity recognition by extracting

useful cues to characterize the motion, object, and scene context that are involved

in the activities.

Scene context provides useful clues about the type of events or activities

that may take place. The Bag-of-visual-Words model has demonstrated impressive

scene modeling performance, but it is limited in its capability of capturing the se-

mantic elements (e.g., sofa in a living room, blackboard in a classroom) in the scene.

The advantage of modeling a scene with a latent topic model is the automatic dis-

covery of semantic elements related to the scene category without the requirement

of manually labeling them. My approach to scene context modeling is based on a

novel latent topic model, known as Supervised Block Latent Dirichlet Allocation

(sBlock-LDA). sBlock-LDA can be considered as a generalization of the basic LDA

model that takes into account the correlation between the latent topics of neighbor-

ing visual words. Modeling the correlation between latent topics of neighboring

visual words is beneficial to promoting the spatial coherency of latent topics. I also

explore the benefit of sparsity regularization on latent topics. The motivation is that

daily scenes are usually composed with a restricted topic focus. The sparsity of
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the topics is achieved via a Gini impurity based regularizer. Moreover, I show that

the proposed latent topic model can be easily extended to incorporate a global spa-

tial layout of latent topics. Experiments on various types of datasets (third-person,

egocentric, natural, and event) demonstrate that the proposed model outperforms

traditional topic models and BoW models for scene recognition.

The objects involved in egocentric activities largely define the activity cat-

egories. Effectively modeling the objects in egocentric videos is thus critical to

egocentric activity recognition. The major challenge of modeling objects in ego-

centric videos is that the object appearance may change significantly as a result of

pose variations, hand occlusions, and hand manipulations. It is extremely impor-

tant to exploit all the information about the object in a video to achieve robust object

recognition. I thus take a set-based recognition approach and represent the target

object using a set of features extracted from all the frames of a video. To measure

the similarity between two sets of features, I propose a novel kernel function that

calculates the similarity of sets by the minimum distance between the sparse affine

hulls of the sets. The proposed kernel function also allows convenient integration

of heterogeneous data modalities beyond RGB and depth. I experimentally demon-

strate on several public datasets that the proposed algorithm is capable of learning

object models that are significantly more robust than models obtained from other

algorithms, especially in the egocentric paradigm where the objects are subject to

various type of appearance variations.

Egocentric activities usually involve a series of maneuvers that cause changes

to object appearance. Modeling the temporal changes of object appearance can

provide additional cues to the recognition of egocentric activities. To cover object

appearance changes of arbitrary temporal scale, I use a temporal pyramid that splits

the video into increasingly fine pyramid grid. This is inspired by the popular use
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of spatial pyramids, where regular spatial grids of increasing granularity are used

to pool local features. Moreover, I present a novel framework that automatically

mines discriminative states for recognizing egocentric actions. To mine discrim-

inative states, I formulate a Multiple Kernel Learning based framework to learn

adaptive weights for different states; by discarding those non-discriminative states,

a noticeable reduction in computational cost is achieved while maintaining high

recognition accuracy in the experiments.

All of my work mentioned above assumes that a video is pre-segmented

such that the start and end of a video corresponds to the start and end of an activity.

As an attempt to analyze raw, unsegmented videos, I propose a novel algorithm for

segmenting long-scale complex activities into short, atomic sub-activities. The pro-

posed algorithm is based on a hyrid model that combines Deep Neural Nets (DNNs)

and Hidden Markov Models (HMMs). Traditional HMMs are limited by their un-

realistic first-order Markov assumptions and the very limited representational ca-

pacity of the hidden states. I propose to use Deep Neural Nets (DNNs) to model

the observations in each state. This is motivated by the recent success of deep ar-

chitectures in learning complex statistical correlations from high-dimensional data.

Specifically, I train DNNs in which the units of the input layer are set to frame

pixels and the units of the output layer are set to a vector indicating the posterior

probability of each action class. Moreover, I incorporate state-duration variables to

explicitly address the temporal span of each state. This helps improve contextual

compatibility and eliminate incoherent activity segments. To segment an activity

into a sequence of actions, a sequence of probability distributions indicating the ob-

servation likelihood obtained from DNN are fed into the variable-duration HMM.

HMM Viterbi decoding requires as input the observation likelihood rather than the

action class posterior probability. To integrate DNN and HMM, I thus convert the
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output of DNN into observation likelihood via proper scaling. Experiments on three

datasets clearly show that the proposed algorithm performs significantly better than

state-of-the-art on the task of egocentric activity segmentation and recognition.

In summary, the main impact of this dissertation is that I have developed a

series of algorithms that are aimed at activity recognition in the egocentric paradigm.

It is demonstrated that depth data benefits egocentric activity recognition in terms

of target localization and feature representation. It is also demonstrated that the

proposed algorithms are significantly more robust than traditional algorithms when

applied to the egocentric domain.

According to the prediction from Statista [146], the market value of wear-

able devices in 2020 will double as compared to 2015, reaching a total of 16 billion

U.S. dollars. It is believed that this is just the beginning of the era of wearable com-

puting. With future developments, depth sensors with even higher resolution will

become better integrated with RGB sensors, which will open up a broad range of

applications. I believe that this dissertation will contribute to research on egocentric

visual data analysis and promote the development of wearable computing.
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Proof of Convexity of Eq. 4.3

Let us denote A = [X i
k,−X

j
k] ∈ Rd×(p+q), β =

[
βik

βjk

]
∈ Rp+q, e =[

1

1

]
∈ R2, C =

[
c1

c2

]
∈ R2×(p+q), c1 = [

p︷ ︸︸ ︷
1, 1, · · · , 1,

q︷ ︸︸ ︷
0, 0, · · · , 0] ∈ R1×(p+q),

c2 = [

q︷ ︸︸ ︷
0, 0, · · · , 0,

p︷ ︸︸ ︷
1, 1, · · · , 1] ∈ R1×(p+q), Eq. 4.3 can thus be rewritten as

β̂ ← arg min
β
‖Aβ‖22 + λ|β|1 (.1a)

s.t. Cβ = e (.1b)

Since Eq. .1 is a convex problem, the joint convexity of Eq. 4.3 w.r.t. βik and βjk is

proved, and the global solution can be solved by iterative optimization procedures

such as ADMM [120].
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