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Developing partially supervised models is becoming increasingly relevant in

the context of modern machine learning applications, where supervision often

comes at a cost. In particular, there are several application domains where

the available training data consists only of positive and unlabeled examples

(no negative examples). One motivating application in computational biology

is that of predicting genes linked to human genetic disorders, where we do

not have access to “negative” gene-disease associations but only a few positive

associations. Existing methods for supervised learning (i.e. when the learner

has access to both positive and negative examples) do not always work when

the training data has examples from only one class. In this thesis, we study

various machine learning problems with positive-unlabeled (PU) supervision

and develop methods for the corresponding PU learning problems. We show

that by reducing PU learning to learning with “one-sided label noise”, one can

obtain a family of methods applicable to diverse problems including binary

classification, multi-label learning, matrix completion and multiple-instance
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learning. The benefits of such a reduction are twofold: (1) We can essentially

use the algorithms for supervised learning, albeit with appropriate modifica-

tions to account for partial supervision; (2) The resulting problem formulations

are amenable to analysis, leading to strong theoretical guarantees for the per-

formance of the proposed methods in PU learning tasks. Finally, we consider

performance measures widely used in PU learning applications beyond the

traditional measures such as classification accuracy, and extend some of the

guarantees to general performance measures.
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Chapter 1

Introduction

The problem of learning from only positive and unlabeled examples,

referred to as Positive-Unlabeled learning (PU learning, for short) in the liter-

ature, is a variant of the traditional supervised learning in that the supervision

is partial. PU learning arises in many real-world applications such as informa-

tion retrieval and bioinformatics where examples of the “negative” class are not

available. Consider the task of developing an algorithm that identifies pages

of “interest” to a web user. This could be posed as a standard binary clas-

sification problem if both positive and negative instances of interesting pages

are available. Positive examples are easy to collect — for example, bookmarks

indicate pages of interest. Negative examples, however, are difficult to obtain.

On the other hand, there are a large number of unlabeled examples — all web

pages that are not bookmarked by the user. This simple example serves to

illustrate the nature of partial supervision that is rampant in modern machine

learning applications.

An important domain where learning from only positive and unlabeled

examples naturally arises is computational biology. A motivating application

for this thesis is the problem of predicting genes linked to genetic disorders
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such as cancer. A negative example for the gene-disease inference problem

is a gene that is not associated with a disease. However, such a negative

association is very hard or even impossible to ascertain by biologists. But

there are numerous unlabeled gene-disease pairs (i.e. any gene-disease pair not

known to be related). Infeasibility or high cost of obtaining negative examples,

and the abundance of unlabeled examples in real-world problems necessitated

partially-supervised learning methods in the last decade [8, 22, 42, 45, 49].

In this thesis, we address practical and theoretical aspects of learning

with positive and unlabeled examples. First, we consider an important prob-

lem in computational biology that can be naturally studied in the PU learning

framework, namely, predicting gene-disease associations. A disease caused by

mutations in one or more genes is called a genetic disorder. It is very expensive

and time-consuming to experimentally ascertain the association of a gene with

a disease. Identifying disease-related genes using machine learning methods

not only helps speed up biological research but also helps unravel associations

that would otherwise remain obscure to biologists. The biological application

has far-reaching impacts such as drug design and therapy for cure. The as-

sociations data available to us are essentially only a few “positive” genes per

disease. It is practically impossible to obtain negative associations for a dis-

ease, i.e. genes that are not associated with the disease. As a result, most of

the gene-disease pairs remain unlabeled and the goal is discover potential pos-

itive associations. Sparsity of the available positive associations necessitates

incorporating different biological data sources for prediction. For example,
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given that a certain gene is associated with a disease, the knowledge of how

the gene interacts with other genes (in biological processes) can help shed light

on what other genes may be related to the disease. The data sources are di-

verse and heterogeneous, and it is a challenge to tackle the incomplete (and

perhaps noisy) nature of the data sources. Biologists prefer learning methods

that predict “novel” genes for a disease — finding new biology sometimes takes

precedence over other measures of performance. However, it is a challenge to

evaluate learning methods based on the novelty. As a part of this thesis, we

propose PU learning formulations, develop methods for predicting gene-disease

associations and address different ways of evaluating the proposed methods.

Our methods perform considerably better than state-of-the-art on a widely

used gene-disease association dataset.

The PU learning formulations for predicting gene-disease associations

prompt many questions on the theoretical front. In the supervised learning

setting, i.e., when both positive and negative examples are available, we seek

for a function that minimizes the likelihood of misclassification (or some other

notion of risk) on unseen data. Statistical learning theory guarantees that

the function obtained by minimizing the corresponding empirical loss on i.i.d.

training examples will have “small” generalization loss; for example, in case

of binary classification, the probability that the empirical minimizer will mis-

classify an unseen data point from the same distribution as the training data

distribution will be small. This motivates the question if we can obtain simi-

lar guarantees by performing empirical risk minimization on training data that

3



consist only of positive and unlabeled instances. We show that by considering

a certain class-conditional random noise model for the labels, we can formulate

optimization problems that are guaranteed to achieve low error with respect

to the clean distribution, despite the fact that the training data is noisy. In-

terestingly, PU learning can be thought of as a special case of this random

noise model, where noise is one-sided ; negative labels are always revealed as

unlabeled, and some of the positive labels may be revealed as unlabeled as

well. The results presented in this thesis for binary classification in presence

of random label noise help bridge the theoretical gap in the understanding of

heuristic methods that have been employed in the past for PU learning such

as biased logistic regression and biased SVM [42, 49].

PU learning has been primarily studied only in the context of binary

classification [8, 17, 22]. However, many machine learning tasks may face

one-sided supervision. One of the primary contributions of this thesis is to

extend the spectrum of PU learning to general machine learning problems

where it is natural to assume lack of negative examples. To this end, we

address PU formulations and solutions for various machine learning problems

namely matrix completion, multi-label learning and multiple-instance learning.

Though the PU learning counterparts of the aforementioned learning problems

pose unique challenges, we show that the problems invariably can be cast as

learning with a certain type of one-sided random noise in the training data.

Consider the classical matrix completion problem that often arises in

applications such as recommender systems. The goal is to try and “complete”

4



a target matrix (e.g. adjacency matrix of relationships between users of a so-

cial network) using a small set of randomly observed entries, under additional

assumptions on the structure of the matrix such as low rank. In recent years,

many theoretical guarantees have been shown for the (binary) matrix comple-

tion problem when the entries are sampled from both positive and negative

entries [10, 16]. In settings such as recommender systems, where the goal is to

estimate user-item preferences, it is common to observe only positive prefer-

ences of users. In such cases, existing guarantees do not apply and the standard

matrix completion algorithms fall short. This motivates the formulation of the

PU matrix completion problem, where the goal is to recover a target matrix

using a small set of randomly observed positive entries from the matrix. We

analyze two kinds of recovery settings based on how the matrix entries are

revealed, and show when and how guaranteed recovery is possible under each

setting. One of the methods for which we guarantee recovery turns out to be

a popular method used in practice — where observed and unobserved entries

are penalized differently in the matrix completion objective.

In many modern applications, instances are assigned two or more labels

simultaneously, in contrast to binary classification where there is a single target

label or multi-class classification where each instance is assigned exactly one of

many possible labels. In multi-label learning, each instance is associated with

a binary vector of labels, indicating which labels are positive (relevant) and

which labels are negative (irrelevant) for the instance. The standard multi-

label learning problem formulation assumes that the label vectors for training

5



instances are fully observed. In practice, this is hardly the case. Typically,

relevant labels are available to the learning algorithm whereas irrelevant la-

bels are not. Consider the popular image-sharing website Flickr1 for example,

where users upload images and annotate the images with relevant tags. Re-

cently, Gao et al. [24] defined and studied multi-label consistency, analogous to

consistency of loss functions for binary classification. In this thesis, we extend

the analysis to the PU learning setting and show guarantees via the one-sided

random noise model. An effective and popular approach for multi-label learn-

ing, that captures correlations among labels, is low-rank matrix completion.

Here, the goal is to try and learn a low-rank instance-label association matrix

using some positive labels and the features associated with instances and, in

some cases, labels as well. We extend our PU learning analysis to the so-called

inductive matrix completion problem which incorporates both row (instance)

and column (label) features.

In the learning tasks discussed so far, the supervision is partial in the

sense that examples of only one class are revealed. Next, we consider a learn-

ing problem called multiple-instance learning with a different aspect of partial

supervision. Multiple-Instance Learning (MIL) concerns with tasks where la-

bels are available not for individual instances but for groups of instances called

bags. A bag is labeled +1 if at least one of its instances is positive, indicating

that the bag contains an object of interest. This form of partial supervision

is practical for tasks like tagging objects in images. It has been shown that it

1www.flickr.com
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is “cost-effective” to obtain labels for groups of instances at once rather than

labels for individual instances [72]. Similar to supervised learning, the goal

of MIL is to learn a classifier over instances with low generalization error. It

is known that standard MIL can be reduced to learning with one-sided ran-

dom noise [4]. This enables us to adapt the methods for learning with noisy

labels and obtain similar guarantees for MIL. More importantly, it is natural

to conceive PU multiple-instance learning problem — when we have access

to positive and unlabeled bags only. If the number of instances in a bag are

too many, a human labeler is prone to missing the object of interest, result-

ing in noisy negative instances. Similar to the binary classification problem,

we consider a one-sided noisy MIL problem, and propose possible approaches

for learning with performance guarantees. MIL has been studied only in the

setting when there is no noise in the bag labels; our problem formulation is

therefore novel.

Much of the state-of-the-art theory for supervised learning is geared

towards traditional performance measures. However, practitioners are hardly

interested in these kinds of performance guarantees. This is even more so, in

the case of PU learning applications. For example, in the problem of ranking

documents relevant to a search query, positive examples (i.e. relevant docu-

ments) are often very few, while negative examples which are essentially the

rest of the document collection are very large. Here, optimizing for misclassi-

fication error (which is the number of mistakes made by a classifier) is highly

misleading — classifying all the documents as irrelevant achieves a very low er-
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ror. It is well known that misclassification error is not an appropriate metric for

rare event classification problems (invariably PU learning applications) such

as medical diagnosis, fraud detection, click rate prediction and text retrieval

applications [20, 25, 26, 44]. But classical supervised learning methods such

as SVM, or even the PU learning analysis of the problems introduced above,

are only guaranteed to have low generalization error. There have been several

evaluation measures that application areas have independently looked at: ex-

amples include Precision at top-k, Recall at top-k, and compound evaluation

measures such as the F1-measure. This motivates the need to bridge the gap

between conventional statistical learning theory and modern evaluation mea-

sures. An important contribution of this thesis is to derive statistical learning

theoretic guarantees for learning to optimize general evaluation measures.

1.1 Outline of the Thesis

In Chapter 2, we discuss formulations and methods for predicting gene-

disease associations. We begin by setting the goals, describing the challenges

and the biological data sets in detail. We propose two formulations; one based

on PU binary classification and the other based on PU matrix completion. In

particular we present our method called Catapult (Section 2.2) that uses a

biased SVM to classify positive gene-disease associations from “negative” asso-

ciations. We construct features using graph-theoretic measures computed on a

combined network consisting of multiple biological sources such as gene-disease

network, gene-interactions network and disease-similarity network. The sec-
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ond formulation is based on matrix completion. We formulate biased matrix

completion (Section 2.3.1), motivated by the use of a biased objective in the

first formulation. We observe that it is most effective in practice is to use an

“inductive” approach (Section 2.3.2) to matrix completion, where rows and

columns of the gene-disease matrix have associated features.

In Chapter 3, we provide guarantees for PU learning methods for binary

classification under a certain type of random noise model called the class-

conditional noise model. We propose two methods with provable risk bounds

— as the learner receives more examples with noisy labels, the generalization

error of the output decision function of the learner is guaranteed to converge to

that of the best possible decision function under the clean distribution. The

first method (Section 3.2.1) is based on obtaining an unbiased estimator of

the given loss function to minimize, and the second method (Section 3.2.2)

is based on using label-dependent costs in the loss function (includes biased

SVM).

We analyze two different PU learning settings for matrix completion

in Chapter 4. For the non-deterministic setting (Section 4.1.1), we formulate

shifted matrix completion problem which is motivated by the method of un-

biased estimators in Chapter 3 and show that the formulation recovers the

underlying low-rank matrix. For the deterministic setting (Section 4.1.2), we

formulate biased matrix completion problem which is motivated by the method

of label-dependent costs in Chapter 3 and give recovery guarantees.

In Chapter 5, we extend our results in Chapter 3 for binary classi-
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fication and in Chapter 4 for matrix completion to the multi-label learning

problem. In particular, we analyze the inductive matrix completion problem

in the two aforementioned PU learning settings and provide recovery guar-

antees. In Chapter 6, we discuss the application of class-conditional random

noise model to the multiple-instance learning problem and obtain generaliza-

tion error bounds.

In Chapter 7, we first consider a family of binary performance measures

given by ratios of linear combinations of the four fundamental quantities for

evaluating classifiers namely true positives, true negatives, false positives and

false negatives. Measures in this family include classification accuracy, false

discovery rate, precision, the AM measure and the F-measure. Our analysis

shows that the optimal classifiers for all such measures can be characterized as

the sign of the thresholded conditional probability of the positive class, with

a threshold that depends on the specific measure. We also develop provably

consistent learning algorithms for learning with general performance measures.

We extend our results to multi-label performance measures (Section 7.2), and

address how to optimize a sub-family of the general measures in the PU learn-

ing setting (Section 7.3).
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Chapter 2

A Motivating Application: Predicting

Gene-Disease Associations

In this chapter, we consider a motivating PU learning application and a

significant problem in bioinformatics, namely, identifying potential genes asso-

ciated with genetic disorders. Correctly identifying genes linked with diseases

has long been a goal in biology. The emergence of large-scale gene-phenotype4

association datasets and gene studies in biology together with the advances

in statistical and machine learning methods has driven a lot of computational

research towards the goal. A number of new, and often surprising, gene associ-

ations have been discovered for human diseases using modern learning methods

on heterogeneous data sources. The biological problem is of particular interest

and relevance to the thesis because of the nature of supervision provided. For

any given phenotype, it is very hard to verify that a gene is not associated in

some way with the disease. While a biological experiment can give clear evi-

1U Martin Singh-Blom, Nagarajan Natarajan, Ambuj Tewari, John O Woods, Inderjit
S Dhillon, and Edward M Marcotte. Prediction and validation of gene-disease associations
using methods inspired by social network analyses. PLoS One, 8(5):e58977, 2013.

2Nagarajan Natarajan and Inderjit S Dhillon. Inductive matrix completion for predicting
gene-disease associations. Bioinformatics, 30(12):i60–i68, 2014.

3All the co-authors contributed equally in the related publications.
4An observable characteristic of an organism; diseases and phenotypes are used inter-

changeably in the thesis, albeit imprecisely.
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dence for the existence of a certain gene-disease association, lack of evidence

for a connection does not imply that such a connection does not exist. Biol-

ogists therefore tend to report only positive associations between genes and

diseases. Consequently, the problem of predicting gene-disease associations is

naturally a PU learning problem and serves to motivate the thesis.

Aside from partial supervision, the prediction problem has other chal-

lenges. To begin with, for any given disease, we only have a few known genes

associated with the disease. Due to inherent difficulty and latency in hu-

man gene-disease studies, very few reliable associations are reported to public

databases such as the Online Mendelian Inheritance in Man [66] and the Ge-

netic Association Database [2]. Exploiting multiple auxiliary sources of data

becomes essential for predicting genes linked to diseases, and many existing

methods have been developed for this purpose. For example, a popular family

of network-based methods include CIPHER [89], GeneWalker [37], Prince [87],

RWRH [46] and GeneMANIA [59]. These methods exploit biological networks

such as the functional gene interactions network and disease similarity net-

work; they infer gene-disease connections by using random walk procedures

on different biological networks or computing a similarity measure between

nodes. Gene-phenotype associations in other species such as mouse can help

discover hidden associations in humans. For instance, the human neural crest

related developmental disorder Waardenburg syndrome shares gene modules

with gravitropism (the ability to detect up and down) in plants, and mam-

malian angiogenesis has been found to involve the same pathways as lovas-
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tatin sensitivity in yeast. Clearly, the data sources are diverse and finding a

common representation for features is a problem. Finally, we usually do not

know of the strength of the gene-disease association — we either know if a

gene is associated with a disease or the relationship is unobserved.

We propose two formulations for the task of predicting gene-disease

associations. The first formulation poses the task as a binary classification

problem, where we want to try to learn a decision function that separates

positive gene-disease pairs from “negatives” — biologists believe that only a

few of the large number of unobserved associations are likely to be positive. A

random sample is likely to consist mostly of negatives, which suggests that we

could randomly choose from unlabeled examples and treat the random sample

as negatives. We then propose to use a variant of the support vector machine

that penalizes misclassified positives and misclassified negatives differently.

This method, called Biased SVM, has been previously employed in similar

PU learning tasks. To obtain features for representing gene-disease pairs,

we turn to graph-theoretic measures popularly used for the problem of link

prediction in social networks. Our second formulation poses the task as a

matrix completion problem, where the goal is to try and “complete” the matrix

of partially observed gene-disease associations. We propose a biased variant

of the standard matrix completion as a PU learning solution. In another

approach, we associate features with rows and columns of the gene-disease

matrix, and perform “inductive” matrix completion. The inductive approach

is particularly effective for genes and diseases with no known associations (but
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only features) as observed from our experiments.

The methods we develop under the two formulations integrate diverse

biological datasets. We first describe our data in Section 2.1. In Section

2.2, we formulate the PU classification problem for predicting gene-disease

associations. In Section 2.3, we present two matrix completion formulations

for the problem: biased matrix completion and inductive matrix completion.

We evaluate the methods on how well they prioritize genes for a given disease.

Extensive experimental results are presented in Section 2.4.

2.1 Biological Problem

1. Evaluation data. We perform experiments on a widely used repos-

itory for gene-disease predictions called the Online Mendelian Inheri-

tance in Man (OMIM) project. OMIM database records gene associa-

tions reported from various biological studies on human genetic disorders.

OMIM has become the standard data set for the evaluation of prediction

of gene-disease associations [34, 37, 46, 87, 89, 57].

2. Disease similarities. We use the similarities between diseases obtained

from [86] which gives a (weighted) network between diseases.

3. Gene Networks. We use interaction network between genes to de-

rive features in our methods. In particular, we use HumanNet [41],

a large-scale functional gene network which incorporates multiple data

sets, including mRNA expression, protein-protein interactions, protein
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complex data, and comparative genomics (but not disease or phenotype

data). HumanNet contains 21 different data sources, which are com-

bined into one integrated network using a regularized regression scheme

trained on GO pathways. The edges in the network have non-negative

edge weights, and there are 733,836 edges with non-zero weights.

4. Phenotypes from other (non-human) species. We also incorporate

gene-phenotype associations curated from literature and public databases

for eight different (non-human) species: plant (Arabidopsis thaliana),

worm (Caenorhabditis elegans), fruit fly (Drosophila melanogaster), mouse

(Mus musculus), yeast (Saccharomyces cerevisiae), Escherichia coli, ze-

brafish (Danio rerio), and chicken (Gallus gallus). Detailed description

on the extraction of most datasets can be found in [53] and the resulting

dataset has been summarized in Table 2.1.

Index Species # Phenotypes # Associations
1 Human (Hs) 3,209 3,954
2 Plant (At) 1,137 12,010
3 Worm (Ce) 744 30,519
4 Fly (Dm) 2,503 68,525
5 Zebrafish (Dr) 1,143 4,500
6 E.coli (Ec) 324 72,846
7 Chicken (Gg) 1,188 22,150
8 Mouse (Mm) 4,662 75,199
9 Yeast (Sc) 1,243 73,284

Table 2.1: Phenotype data from various species used for inferring gene-disease
associations.
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2.2 PU Classification: Catapult Method

We pose the problem of predicting potential gene-disease associations

as classifying positive associations from negatives. Since we do not have neg-

ative associations, we use a variant of the traditional support vector machine,

which is a popular choice for classification in similar settings. For training, we

have a few positive associations and a large number of unlabeled gene-disease

pairs. We use a random sample from the unlabeled pairs as “negative” exam-

ples to train a supervised classifier (which is motivated by the biological prior

that only a few associations are relevant). As the examples are not known

to be negative, it may be helpful to allow the classifier to not heavily penal-

ize the mistakes on negatives in the training phase. Our system Catapult

(Combining dATA from multiple species using Positive-Unlabeled Learning

Technique) learns a biased support vector machine classifier using the positive

associations and a random sample of unlabeled associations. Recently, [58]

proposed ProDiGe that also uses a random sample of unlabeled examples as

a negative sample to train a biased support vector machine against a set of

known positives. The support vector machine is biased in the sense that false

negatives (known positives classified as negatives) are penalized more heavily

than the false positives (“negatives” classified as positives). The bias makes

sense because the positive examples are known to be positive, while the neg-

atives are not and hence false positives are not to be penalized too heavily.

Later, in Chapter 3, we will see that biasing is indeed the “right” thing to do.

Note that, in principle, we could use any PU learning method (for instance, the
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weighted logistic regression model proposed in [43]) to obtain a classifier for

gene-disease pairs. Next, we describe how we obtain features for gene-disease

pairs in Catapult.

2.2.1 Walk-based features for gene-disease pairs

Conceptually, gene-disease association data can be thought of as a bi-

partite graph, where genes and diseases are nodes, and there is an edge between

a gene node and a disease node if there is a known association between the

pair of nodes. Similarly, we can form bipartite graphs from gene-phenotype

association data of different species. We can also obtain a disease-disease

network for a given species, where a (weighted) edge (i, j) indicates that phe-

notype i is “similar” to phenotype j. Adding a gene-gene interaction network

G completes a heterogeneous network of genes and phenotypes. The resulting

combined network is given by,

C =

[
G P̄
P̄ T Q̄

]
, (2.1)

where P̄ includes the gene-disease bipartite network of humans PHs and phe-

notypes of other species (see Table 2.1), and Q̄ is set to the disease similarity

matrix QHs corresponding to human disease nodes and 0 elsewhere1. The idea

is to compute different “walk-based” similarity measures between a given gene

and disease node in the combined network C. Each similarity measure gives

a feature for the gene-disease pair.

1We could incorporate phenotype similarities for other species if available

17



Suppose we are given an undirected, unweighted graph with a (symmet-

ric) adjacency matrix A, where Aij = 1 if node i and node j are connected, and

Aij = 0 otherwise. One way to find the similarity between two (not necessarily

connected) nodes i and j is to count the number of walks of different lengths

that connect i and j. This has a natural connection to matrix powers since

(Al)ij is exactly the number of walks of length l that connect i to j. Hence

(Al)ij gives a measure of similarity between the nodes i and j. We want to

obtain a single similarity measure that summarizes the similarities suggested

by different walk lengths. For example, we could choose any sequence βl of

non-negative coefficients and define the similarity

Sij =
k∑

l=1

βl(A
l)ij,

where β is a constant that dampens contributions from longer walks. In matrix

notation, the similarity matrix S (that captures similarities between all pairs

i and j) may be written as:

S =
k∑

l=1

βlA
l . (2.2)

As observed by a recent survey article [23], we can regard S as a matrix

function F (A) where F is defined through the series expansion in (2.2). Note

that we may allow k→∞, as long as βl→ 0 as l→∞. Specific choices for βl

yield a variety of concrete similarity measures. A choice of βl = βl leads to

the well-known Katz measure [35]:

Skatz =
∑
l≥1

βlAl = (I − βA)−1 − I , (2.3)
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where β is chosen such that β < 1
∥A∥2 . In the case where the connections in

the graph are weighted such that Aij is the strength of the connection between

nodes i and j, we can generalize the idea of walks using this matrix framework,

by simply using the weighted adjacency matrix instead of the binary matrix.

Different ways of constructing the matrix A together with the appropriate

normalizations of the matrix lead to methods of the type used by PRINCE

[87], RWRH [46] and GeneMANIA [59]. However, we do not necessarily have

to consider sum over infinitely many path lengths. Paths of shorter lengths

often convey more information about similarity between a given pair of nodes,

and contributions from longer paths become insignificant. This suggests that

we can consider a finite sum over path lengths, and typically small values of

k (k = 3 or k = 4) are known to yield competitive performance in the task

of recommending similar nodes [50]. Now, applying the “truncated” Katz

measure on the combined network C we have,

SKatz(C)ij =
k∑

l=1

βl(C l)ij. (2.4)

Note that for smaller values of β, higher order paths contribute much less.

Letting k = 3, the block of the Katz score matrix SKatz(C) corresponding to

similarities between gene nodes and human disease nodes, written SKatz
Hs (C),

can be expressed as:

SKatz
Hs (C) = βP̄+β2(GP̄+PHsQHs)+β

3(P̄ P̄ TPHs+G
2PHs+GPHsQHs+PHsQ

2
Hs)

(2.5)

where PHs and QHs denote the gene-disease and disease similarity network
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of humans respectively. We observe from (2.5) that, for a given length of

walk, there are multiple ways of obtaining hybrid walks, as given by the terms

in the series. For a given gene-phenotype pair, different walks of the same

length, and walks of different lengths can be used as features for the pair.

In particular, the term involving P̄ P̄ T can be written as a sum of terms cor-

responding to gene-phenotype network of each species: P̄ P̄ T =
∑

i∈S PiP
T
i ,

where S = {Hs, At, Ce, Dm, Dr, Ec, Gg, Mm, Sc}. Thus supervised learn-

ing of feature weights could help improve on the prediction performance over

a particular choice of weights, say, (β, β2, β3, . . . ) as in the Katz measure.

Clearly, the dimensionality of the feature space is exponential in k, the length

of the walk, and makes us vulnerable to the curse of dimensionality because

the examples are limited. However because we ignore higher order terms,

computation is efficient in practice. Katz measure and walk-based feature

map Φ : (i, j)→Rd for a given gene-disease pair are illustrated in Figure 2.1.

2.2.2 Biased SVM

Catapult uses a biased support vector machine to classify gene-disease

pairs with a single training phase for all diseases. It draws a random boot-

strap sample from the set of all unlabeled gene-disease pairs and treats them

as “negative” examples [58]. Let Ω denote the set of observed positive associ-

ations and Ω− denote the sampled negatives. Feature map Φ for gene-disease
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Figure 2.1: Katz measure (left) and walk-based features (right) used
by Catapult. (Left) The disease node d1 is connected to the gene node g6
by one walk of length 2 (solid red line) and three walks of length 3 (dotted,
dashed and dashdotted red lines). This can be quickly calculated from the
adjacency matrix C of the graph: If Cij = 1 when there is a link between
nodes i and j, and 0 otherwise, the number of paths of length n between genes
i and j is (Cn)ij. In the example above, (C2)16 = 1 and (C3)16 = 3. (Right)
Feature map for gene-disease pairs.

pairs is given in Figure 2.1.

min
θ′∈Rd

1
2
∥θ′∥2 + C−

∑
(i,j)∈Ω−

ξi,j + C+

∑
(i,j)∈Ω ξi,j (2.6)

subject to ξi,j ≥ 0, ∀(i, j) ∈ Ω ∪ Ω−,

⟨Φ(i, j), θ′⟩ ≥ 1− ξi,j, ∀(i, j) ∈ Ω, and

−⟨Φ(i, j), θ′⟩ ≤ ξi,j − 1,∀(i, j) ∈ Ω−.

In (2.6), C+ and C− are the penalties on misclassified positives and

misclassified negatives respectively. Typically, C+ > C− in our experiments.

We use the value of ⟨θ′,Φ(i, j)⟩ as a score to rank gene i for disease j under the

assumption that the further a point is on the positive side of the hyperplane,
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the more likely it is to be a true positive. Predictions made by Catapult

using the combined network are illustrated in Figure 2.2.

Diabetes!
insipidus!

AVPR2!

AVP!

MYBL2!

AQP2!

GK!
MIP!

AQP5!

AQP1!
AQP6!

Response to salt stress!

Decreased urine!
osmolality!

Abnormal kidney!
physiology!

Predictions!
1  AQP1!
2  AQP6!
3  AQP5!
4  MIP!
!…!

40 !MYBL2!

Gene–Phenotype!

Gene–Gene!

Predicted link!

Figure 2.2: The combined network in the neighborhood of a human
disease. The local network around the human disease diabetes insipidus and
two genes highly ranked by Catapult, AQP1 (top ranked candidate) and
MYBL2 (ranked as number 40). AQP1 is ranked higher than MYBL2 be-
cause there are more paths from diabetes insipidus to AQP1 than to MYBL2,
both through model organism phenotypes and through the gene–gene network.
Only genes and phenotypes that are associated to both diabetes insipidus and
the predicted genes AQP1 and MYBL2 are shown.

2.3 PU Matrix Completion Methods

The problem of predicting gene-disease associations can be thought of

as designing a recommender system where the goal is to predict the ‘preference’

that a user (gene) would give to an item (disease). An important formulation
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used in recommender systems such as the Netflix movie recommendations [3]

is matrix completion, where the problem is to “complete” the user-item pref-

erence matrix given a sample of observed preferences. The standard matrix

completion techniques for recovering the user-item preference matrix assume

that the true underlying matrix is low-rank. Using a matrix completion ap-

proach to recovering the gene-disease associations matrix is challenging due

to the extreme sparsity of the associations matrix and the lack of “negative”

associations. Furthermore, all matrix completion approaches suffer from the

cold-start problem, i.e., making predictions for a new user or a new item.

To infer gene-disease associations, we first form the target matrix2 P ∈

RNg×Nd , where each row corresponds to a gene (total number of genes is Ng),

and each column corresponds to a disease (total number of training diseases is

Nd), such that Pij = 1 if gene i is linked to disease j and 0 if the relationship

is unobserved. In the standard matrix completion problem, the goal is to

estimate missing entries from a true underlying matrix M ∈ Rm×n, given a

sample of observed entries Ω, under additional assumptions on the structure

of the matrix. The most common assumption is that M is low-rank. The

low-rank constraint is NP-hard to solve. The standard relaxation of the rank

constraint is to constrain the trace norm, i.e., sum of singular values of M .

Write M = WHT , where W ∈ Rm×k and H ∈ Rn×k are of rank k ≪ m,n.

We want to learn factors W and H such that the estimated values are close to

the observed entries, and the rank of WHT is small. Applying the standard

2This is just the PHs matrix used in Catapult, but we drop Hs for simplicity.
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low-rank model on the gene-disease associations matrix P ≈ WHT , we could

solve the following optimization problem:

min
W∈RNg×k,H∈RNd×k

∑
(i,j)∈Ω

(Pij −W T
i Hj)

2 +
1

2
λ
(
∥W∥2F + ∥H∥2F

)
, (2.7)

where λ is a regularization parameter, Wi and Hj denote the latent factor for

the ith gene and the jth disease respectively. The gene-disease association

matrix P is typically very sparse. For example, in our data set consisting

of diseases from the OMIM database, most columns (diseases) have just one

known entry, and many rows (genes) have no known entries. Standard matrix

completion (2.7) on P fails to predict on rows and columns with no known

entries. Of course, to make meaningful predictions, we would need more in-

formation about genes and diseases that have no associations data. Our for-

mulations presented next incorporate additional information used for feature

construction in Catapult.

2.3.1 Biased Matrix Completion

Standard matrix completion (2.7) ignores entries (i, j) /∈ Ω. However,

these entries correspond to unlabeled examples, and we know that the true

associations matrix is likely to be sparse. The formulation is motivated by the

PU classification strategy used in Catapult — use different weights on ob-

served and unobserved entries in the matrix completion objective. We consider

matrix completion on the combined network C given in (2.1) instead of the

bipartite network P . The low rank model C ≈ WHT suggests that the factors
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W and H should explain not only the gene-disease associations but also the

observed gene-interactions, other species phenotypes and disease similarities.

Letting the size of the matrix C to be N × N , the optimization problem we

solve is:

min
W,H∈RN×k

α
∑

(i,j)∈Ω

(Cij −W T
i Hj)

2 + (1− α)
∑

(i,j)̸∈Ω

(Cij −W T
i Hj)

2 + (2.8)

λ
(
∥W∥2F + ∥H∥2F

)
.

A small value of α biases the estimation of the unobserved entries in C toward

0 (reflecting the assumption that the true underlying biological networks are

sparse). Of course, setting α = 1 corresponds to applying the standard matrix

completion (2.7) on C. In our experiments on OMIM diseases, we choose α

by cross-validation.

2.3.2 Inductive Matrix Completion

Most of the existing methods for predicting gene-disease associations

typically rely on a seed set of genes already linked to the query disease and

therefore fail to make predictions for a new disease of interest, for which there

are no gene linkage studies yet; a few make reasonable predictions if we could

compute some similarity measure with existing diseases on which the meth-

ods were trained (note that Catapult and Biased Matrix Completion on the

combined network fall under this category). However, more often than not,

the type of evidence available for diseases of interest varies — for example, we

may know already linked genes, keywords associated with the disease obtained
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by mining text, or co-occurrence of disease symptoms by observing patients.

Methods relying on a specific type of evidence (such as disease similarities)

cannot be applied to a query disease with a different type of evidence (say

keywords associated with the disease). The same is true for the type of evi-

dence available for genes. Network-based methods cannot predict a gene that

is not connected to any other node in the network.

Various biological data sources yield features for genes and diseases

(some of which are listed in Section 2.1): text-mining of biomedical literature,

functional annotations, phenotype relationships, gene interactions, regulatory

information, orthologous phenotypes in other species, and gene expression

information. We could solve a regression problem associated with each disease

independently, where the gene features form the covariates and the associations

for the disease form the responses. The fundamental problem here is that most

diseases do not have enough training examples. Instead, we formulate a multi-

label learning problem, where each gene is an example and each disease is a

label or a task, and try to jointly learn associations for all diseases. To this end,

we adopt the so called inductive matrix completion method (Imc) [30]. The

method can be interpreted as generalization of the transductive multi-label

learning formulation, where tasks or labels also have features. Imc assumes

that the associations matrix is generated by applying feature vectors associated

with its row and column entities to a low-rank matrix Z. The goal is to recover

Z using observations from P . The idea is illustrated in Figure 2.3.

Let xi ∈ Rfg denote the feature vector for gene i, and yj ∈ Rfd denote
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Figure 2.3: Schematic of the proposed approach. First, we construct
gene and disease features using different sources. Then, we perform Inductive
Matrix Completion using row and column features. The shaded region in the
P matrix corresponds to genes or diseases with at least one known association.

the feature vector for disease j. Let X ∈ RNg×fg denote the training feature

matrix of Ng genes, where the ith row is the gene feature vector xi, and let

Y ∈ RNd×fd denote the training feature matrix of Nd diseases, where the ith

row is the disease feature vector yi. The entry Pij of the matrix is modeled

as Pij = xT
i Zyj and the goal is to learn Z using the observed entries, denoted

by Ω. Z is of the form Z = WHT , where W ∈ Rfg×k and H ∈ Rfd×k, and k

is small. The low-rank constraint on Z is NP-hard to solve. Using the trace-

norm relaxation on Z, the factors W and H can be obtained as solutions to

the following optimization problem:

min
W∈Rfg×k,H∈Rfd×k

∑
(i,j)∈Ω

ℓ(Pij,x
T
i WHTyj) +

λ

2

(
∥W∥2F + ∥H∥2F

)
. (2.9)
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The loss function ℓ penalizes the deviation of estimated entries from the obser-

vations. A common choice for loss function is the squared loss function given

by ℓsq(a, b) = (a−b)2. The regularization parameter λ trades off accrued losses

on observed entries and the trace-norm constraint. Given a new disease j′ that

was not a part of the training data, the predictions Pij′ can be computed for

all genes i as long as we have feature vector yj′ . Typically, when the number of

features is very large, a small value of k implies that the number of parameters

to be learnt is much smaller than fg × fd. Note that in the standard matrix

completion, we would learn (Ng +Nd)× k parameters, but in Imc the number

of parameters is independent of the number of genes or diseases, but depends

only on the number of gene and disease features.

Principal Components as Features We perform dimensionality reduction

on different types of data sources to obtain gene and disease features. Most

of our data sources are in the form of networks represented by adjacency

matrices (described in Section 2.1). One way to obtain real-valued features

for nodes is to look at the principal components of the adjacency matrices. In

particular, we use the leading eigenvectors of the adjacency matrix as latent

features. For example, consider the gene-interactions network G of size Ng ×

Ng. Let U ∈ RNg×m denote the matrix of eigenvectors corresponding to the

top m eigenvalues of G. Now, the ith row of U gives k latent features for

gene i. We perform PCA (Principal Components Analysis) on the microarray

expression data for genes and word-count data obtained by mining text articles
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on diseases; this gives us informative low-dimensional features for genes and

diseases respectively.

Optimization Our formulation (2.9) is non-convex. We use alternating min-

imization (fix W and solve for H and vice versa) to solve (2.9). If the loss

function ℓ is convex, then the objective function becomes convex when W or H

is fixed. The resulting convex problem in one variable (W or H) is solved using

the Conjugate Gradient iterative procedure. Common choices of loss function

include squared loss, logistic loss ℓlog(a, b) = log(1 + e−ab) and squared-hinge

loss ℓsqhinge(a, b) = (max(0, 1− ab))2. In our experiments, we use the squared

loss, and treat missing values as zeros (alternatively, we could differently pe-

nalize missing values as in (2.9)). Time taken per alternating minimization

step is O((nnz(P ) +Ngfg +Ndfd)k
2T ), where nnz(P ) denotes the number of

non-zeros in P , and T is a small constant. We find that using small values for

fd, fg and k (few hundreds) suffices to guarantee competitive performance.

2.4 Experimental Results

To quantitatively evaluate our approaches and to compare to the state-

of-the-art disease-gene prioritization methods, we measure the recovery of

genes using a cross-validation strategy similar to the one used by [57] on OMIM

data. We split the known gene-disease pairs into three equally sized groups.

We hide the associations in one group and run the methods on the remaining

associations, repeating three times to ensure that each group is hidden exactly
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once. For each disease in our data set, we order all the genes by how strongly

the method predicts them to be associated with the disease. Finally, for every

gene-disease pair (g, d) in the hidden group we record the rank of the gene g

in the list associated with disease d. We use the cumulative distribution of the

ranks as a measure for comparing the performances of different methods, i.e.,

the probability that the rank (at which hidden gene-disease pair is retrieved)

is less than a threshold r. The motivation for using this performance mea-

sure is to distinguish methods based on the probability of recovering a true

association in the top-r predictions for a given disease. A small value of r

is desired by biologists; Here, we report results for r ≤ 100. We are partic-

ularly interested in studying the ability of our method to correctly identify

associations between diseases and genes that are less well studied. We propose

validation on singleton genes, i.e., genes with only one known association in

the data set but none in the training, for highlighting methods that discover

novel genes. We also study how well different methods perform on the task

of recommending genes to a new disease, i.e., diseases for which there are no

known associations at the training time.

2.4.1 Competitive methods

We compare the performances of the proposed methods Catapult,

Biased Matrix Completion and Imc to that of the following baseline and com-

petitive methods:

1. Katz measure on the combined network. A competitive method that
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can be interpreted as the unsupervised alternative of Catapult, where the

genes are ranked for a given disease using scores computed by (2.5). This

method is closely related to RWRH [46].

2. Matrix completion on P . A natural baseline for matrix completion

based methods is the standard matrix completion on the gene-disease associ-

ations matrix P given in (2.7).

3. LEML [94]. Implemented identical to Imc, but without using disease fea-

tures.

4. ProDiGe [57]. A PU learning method that uses a multiple kernel learning

framework to integrate information from multiple types of gene interaction

data and phenotype similarities. Similar to Catapult, gene-phenotype pairs

are classified using SVM. Instead of explicitly constructing features, they de-

fine the following kernel over gene-disease pairs:

Kpair((g, p), (g
′, p′)) = Kgene(g, g

′)×Kphenotype(p, p
′),

where Kgene and Kphenotype are kernels over genes and phenotypes respectively

(we use the kernels provided by the authors).

2.4.2 Results on the OMIM dataset

Overall performance. The three-fold cross-validation results on 3209 OMIM

diseases are presented in Figure 2.4 (a). The vertical axis in the plots gives the

probability that a true gene association is recovered in the top-r predictions for

various r values in the horizontal axis. We observe that the proposed method

Imc significantly dominates every other competitive method consistently over
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all r values. In particular, Imc has close to 25% chance of retrieving a true

gene in the top-100 predictions for a disease, and the second best performing

method Catapult has about 15%. The three competitive methods Katz,

Catapult and Biased Matrix Completion which use the same information,

albeit in different ways, perform very similarly within the top 100 predictions.

As expected, Biased Matrix Completion performs significantly better than the

baseline matrix completion. ProDiGe which uses a different kernel in the clas-

sification performs much worse than Catapult. The importance of using

disease features is evident — LEML performs significantly worse. In Figure

2.4 (b), we present precision-recall curves for different methods. Precision is

the fraction of true positives (genes) recovered in the top-r predictions for a

disease. Recall is the ratio of true positives recovered in the top-r predictions

to the total number of true positives for the disease in the test set. We ob-

serve a consistent ordering of curves with respect to the standard precision

and recall measures.

Singleton genes. One problem that plagues the evaluation of prioritization

methods are the “popular” genes. Genes that are well-connected tend to be

predicted more often and therefore tend to yield inflated recall rates. To this

end, we look at singleton genes, i.e., genes that have only one association in

the data, and evaluate the methods on how highly the corresponding gene

associations are ranked. Note that the genes have no known associations at

training time, and therefore the ability of a method to predict singleton gene
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Figure 2.4: Comparison of disease gene prioritization methods. The
left panel shows the empirical cumulative distribution function for the rank of
the withheld gene under cross validation. The vertical axis shows the probabil-
ity that a true gene association is retrieved in the top-r (shown on the horizon-
tal axis) predictions for a disease. The proposed method Imc is trained with
300 gene features, 200 disease features and k = 200. Katz, Catapult and Ma-
trix completion on C all use the same combined network (2.1); ProDiGe uses
a different kernel than Catapult. Imc (solid black) and Catapult (solid
red) outperform competitive methods by a good margin. The significance of
using disease features is apparent by comparing to LEML (dash-dotted blue).

associations also attests to the novelty of predictions. The results are shown in

Figure 2.5(a). We see that using additional sources like the biological networks

directly are helpful in the case of Katz and Biased Matrix Completion and

to lesser extent in case of Catapult in the top 1 to 20 range. Catapult

and ProDiGe generally perform poorly under this evaluation. Imc attains

a significant increase in the performance around top 50 to 100 predictions

because it uses additional microarray features for genes.
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Induction on new diseases. We evaluate the proposed methods on their

ability to make predictions for a new disease, which has no existing gene asso-

ciations. The features for the new disease are usually available. For evaluation

purposes, we look at the CDF of ranks of genes associated with diseases for

which no gene associations were available at the training time (corresponding

to columns with no known entries). Figure 2.5(b) shows how different meth-

ods perform on the task. The significance of using disease features cannot be

emphasized more — Imc is substantially better than all other methods.

Evaluation on newly discovered associations. We use the approach in

[5] to evaluate the methods based on their “novelty” factor. Cross-validation

results are likely to yield overoptimistic performance estimate, as some of the

data sources are contaminated with knowledge from gene-disease associations.

It is important to understand the subtlety here — the contamination can be

by more indirect ways. For example, certain gene interactions may have been

discovered precisely because of the associations with the particular disease

under evaluation. Though the associations themselves are hidden, the other

features are “contaminated” with this information. The approach used in [5]

mimics novel discovery more closely. We train all the methods using all gene

associations for 3209 OMIM diseases collected until August 2011. For evalua-

tion, we use 36 of the 42 associations curated by [5]3. Of the 36 associations,

3We use the expanded set of OMIM phenotypes in our experiments; 6 of the 42 as-
sociations correspond to collapsed phenotypes such as “Complex heart defect” which can
potentially be associated with many phenotypes in our data set, and therefore we choose to
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6 associations correspond to 6 new diseases that are not a part of our train-

ing data. We also supplement the data by including 84 associations added

to the OMIM database between August 2011 and November 2013. The to-

tal 120 associations involve 115 unique genes, of which 56 genes did not have

any known associations before. Thus, evaluation on the new associations also

helps characterize the ability of the methods to recommend novel genes. The

ranking performances of competitive methods on the 120 new associations

are shown in Figure 2.6. We see that both Imc and Catapult outperform

other competitive methods for most values of r. Note that the training data

for this experiment consists of many more associations than previous experi-

ments, and in particular all the diseases (except 6 new diseases from [5]) have

at least one known association, which could explain the noticeable increase in

the performances of methods compared to the earlier results in Figure 2.4.

2.5 Summary of the Contributions

The Catapult method and related biological results are published in

[80]. More method specific details for Catapult and walk-based methods

are published in the technical report [62]. The inductive matrix completion

approach is published in [65]. Our MATLAB implementation of Catapult

(which is based on the implementation provided by the authors of LEML [94])

can be downloaded from http://marcottelab.org/index.php/Catapult. A

web interface for obtaining predictions for a given phenotype is also accessible

exclude them from evaluation.
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(b) Singleton diseases

Figure 2.5: Evaluating novelty with singleton genes and singleton
diseases. The methods are evaluated in two extreme settings: rows with no
known entries (left panel) and columns with no known entries (right panel). (a)
While using additional sources like the biological networks directly are helpful
in the case of Katz and Biased Matrix Completion, we see a significant increase
in the performance around top 50 to 100 predictions by also using microarray
features (solid black). (b) The significance of using disease features is distinct.
Note that the baseline matrix completion is missing from both the panels as
it cannot make predictions for rows or columns with no known entries.

from the page. Datasets and source code for gene-disease prediction using

inductive matrix completion can be downloaded from

http://bigdata.ices.utexas.edu/project/gene-disease.
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Figure 2.6: Evaluating methods on 120 newly discovered associations.
The plot shows empirical cumulative distribution function of the ranks of re-
cently discovered associations for a few diseases. Imc and Catapult methods
outperform other competitive methods for most values of r.
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Chapter 3

PU Learning: Class-Conditional Noise Model

We study a formal model for PU learning and obtain rigorous theoreti-

cal guarantees in this chapter. We saw in Chapter 2 that differently weighting

false positives and false negatives in the SVM optimization problem helps to

cope with the absence of negative gene-disease associations (also observed by

[49, 42] in similar PU learning tasks). Again in the matrix completion ap-

proach used in Chapter 2, appropriately penalizing estimated entries based on

whether the true value is positive or unobserved appeared to be effective for

the prediction task. The inevitable question here is what biasing means for

PU learning in general. To investigate this aspect, we focus on binary classifi-

cation in the presence of positive and unlabeled examples in this chapter. Our

goal is to obtain algorithms that can provably learn (shortly, the term will be

described precisely) in the absence of examples of one class. Later, we will

see that the learning model and the solutions proposed in this chapter can be

generalized to more general problems that arise in machine learning.

1Nagarajan Natarajan, Inderjit Dhillon, Pradeep Ravikumar, and Ambuj Tewari. Learn-
ing with noisy labels. In Advances in Neural Information Processing Systems 26, pages
1196–1204, 2013.

2All the co-authors contributed equally in the related publication.
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Our analysis begins with specifying a model for how examples are re-

vealed to the learning algorithm (or the learner). It is helpful to review the

classical supervised learning setting. We want to learn a function f : X →Y

that maps objects X (for example Rd) to responses Y . We restrict our at-

tention to binary classification, therefore Y = {+1,−1}. The learner receives

i.i.d. training examples (X1, Y1), (X2, Y2), . . . , (Xn, Yn) drawn from a joint dis-

tribution P over X ×Y . The goal of the learner is to output a decision function

f̂ that has a small misclassification probability. Note that the setting is ag-

nostic, i.e. there need not be a function that perfectly classifies all instances in

X . Therefore, the best the learner can do is to try to minimize the “0-1 loss”

or the risk :

RP(f) = E(X,Y )∼P[1{f(X )̸=Y }] = P(f(X) ̸= Y ),

which is simply the expected error of f . Of course, the learner does not have

access to P directly, but has access to i.i.d. samples from P. The learner could

try to minimize the empirical risk given by,

R̂P(f) =
1

n

n∑
i=1

1{f(Xi) ̸=Yi}.

It is well-known that minimizing disagreements R̂P(f) is NP-hard. In practice,

the learner minimizes a (convex) surrogate loss function ℓ(., .) such as hinge,

logistic and squared losses. The standard algorithms used for binary classifi-

cation can be cast in the following framework of empirical risk minimization

(ERM):

min
f∈F

1

n

n∑
i=1

ℓ(f(Xi), Yi), (3.1)
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where F is a representation function class used by the learner (for example,

vectors in Rd of bounded L2 norm). In the traditional supervised learning set-

ting, both positive and negative labels Yi are observed. When we have access

to examples of only one class, say Yi = 1, ERM (3.1) may not be a good idea

as it (a) may lead to trivial solutions, and (b) ignores the unlabeled exam-

ples. What distinguishes PU learning from supervised learning is the nature

of supervision, i.e. what labels are revealed to the learner and how they are

revealed. This motivates an approach to analyzing PU learning setting: After

drawing an example (X,Y ) ∼ P, the label Y is “erased” if Y = −1 or presented

to the learner with some probability q if Y = 1. Of course q < 1, otherwise

the problem is trivial. Even if q < 1, this simple erasure model assumes that a

positive example seen by the learner is indeed positive. Can we tolerate some

noise in the observed positive examples as well, i.e. the true label of a small

fraction of the observed positive examples is negative? In learning theory lit-

erature, this amounts to what is known as the class-conditional random noise

model; one-sided random noise (where labels of one class are revealed without

any corruption) and uniform random noise (where noise is independent of the

label or the example) are special cases. In this chapter, we obtain guarantees

for supervised learning when the features (instances) themselves are not cor-

rupted but the labels are subjected to noise that depends only on the example

class.

In Section 3.1, we formally describe the noise model and its relation

to other statistical learning models, and in particular its connection to PU
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learning. ERM under class-conditional noise is addressed in Section 3.2. We

propose two methods with provable risk bounds — as the learner receives

more examples with noisy labels, the risk of the output decision function of

the learner is guaranteed to converge to that of the best possible decision

function under the clean distribution. As we anticipated at the outset of this

chapter, one of the methods turns out to be minimizing an appropriately biased

loss function (Theorem 9). Section 3.3 considers the setting where training

examples are revealed sequentially (in an online fashion). Experimental results

on benchmark datasets are presented in Section 3.4.

3.1 Class-Conditional Noise Model

The class-conditional random label noise (abbreviated CCN) model is

a statistical framework for analyzing learnability of function classes. The well-

known PAC learning model assumes the learner sees i.i.d. examples from the

clean distribution. In contrast, the random classification noise (abbreviated

CN) model assumes that the labels of the examples are flipped with some small

probability, independent of the features or the example class. CCN is more

general in the sense that the flip probability depends on the example class.

The noise models seem to be successively harder for learning, but [68] showed

that, in the PAC framework, the seemingly harder noise models are indeed

easy — if a function class can be learnt without noise, then it can still be

learnt under any of these noise models.

Let P be the underlying true distribution generating (X,Y ) ∈ X ×
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{+1,−1} pairs from which n samples (X1, Y1), (X2, Y2), . . . , (Xn, Yn) are drawn.

After injecting random noise (independently for each i) into these samples,

corrupted samples (X1, Ỹ1), (X2, Ỹ2), . . . , (Xn, Ỹn) are obtained. CCN model is

specified by:

P(Ỹ = −1|Y = +1) = ρ+1,P(Ỹ = +1|Y = −1) = ρ−1,

ρ+1 + ρ−1 < 1.

The corrupted examples are what the learning algorithm sees. We will assume

that the noise rates ρ+1 and ρ−1 are known to the learner. Noise rates need

not be known in practice (See Section 3.4). Let the distribution of (X, Ỹ ) be

Pρ. An algorithm is said to successfully learn in the presence of CCN if its

expected error on P can be bounded, as it sees more iid samples from Pρ.

Connection to PU learning We can relate the asymmetry of supervision

in PU learning to the asymmetry of noise rates in CCN. Recall the problem

of predicting gene-disease associations. The positive examples revealed by

biologists are highly likely to be true positives, i.e. ρ−1 ≈ 0. On the other

hand, most of the unlabeled gene-disease pairs are likely to be true negatives.

So we can treat the unlabeled examples as noisy negatives, with unknown noise

rate ρ+1. Note that this is common in recommender systems in general. Each

user usually prefers a very small fraction of items and therefore a large fraction

of the unlabeled user-item preferences would be true negatives (dislikes).
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3.2 ERM with Noisy Labels

Empirical risk minimization is well understood for learning without

noise. Here, we consider ERM for learning in the presence of CCN. We pro-

pose two methods to suitably modify any given surrogate loss function used in

supervised learning. First, in Section 3.2.1, we provide a simple unbiased esti-

mator of any loss to be used in the ERM. If the loss function satisfies a simple

symmetry condition, we show that the method leads to an efficient algorithm

for empirical minimization. Second, in Section 3.2.2, by leveraging a reduc-

tion of risk minimization under noisy labels to classification with weighted 0-1

loss, we suggest the use of a simple weighted surrogate loss, for which we are

able to obtain strong empirical risk bounds. This approach has a remarkable

consequence — methods used in practice such as biased SVM and weighted

logistic regression are provably noise-tolerant.

Let f : X →R be some real-valued decision function. Recall that the

risk of f w.r.t. the 0-1 loss is given by RP(f) = E(X,Y )∼P
[
1{sign(f(X)) ̸=Y }

]
.

The optimal decision function (called Bayes optimal) that minimizes RP over

all real-valued decision functions is given by f ∗(x) = sign(η(x) − 1/2) where

η(x) = P(Y = 1|x). We denote by R∗ the corresponding Bayes risk under

the clean distribution P, i.e. R∗ = RP(f ∗). Let ℓ(t, y) denote a loss function

where t ∈ R is a real-valued prediction and y ∈ {+1,−1} is a label. Let ℓ̃(t, ỹ)

denote a suitably modified ℓ for use with noisy labels (obtained using methods

in Sections 3.2.1 and 3.2.2). It is helpful to summarize the three important

quantities associated with a decision function f :
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1. Empirical ℓ̃-risk on the observed sample: R̂ℓ̃(f) := 1
n

∑n
i=1 ℓ̃(f(Xi), Ỹi).

2. As n grows, we expect R̂ℓ̃(f) to be close to the ℓ̃-risk under the noisy

distribution Pρ:

Rℓ̃,Pρ
(f) := E(X,Ỹ )∼Pρ

[
ℓ̃(f(X), Ỹ )

]
.

3. ℓ-risk under the “clean” distribution P: Rℓ,P(f) := E(X,Y )∼P [ℓ(f(X), Y )].

Typically, ℓ is a convex function that is calibrated with respect to an underlying

loss function such as the 0-1 loss. ℓ is said to be classification-calibrated [1]

if and only if there exists a convex, invertible, nondecreasing transformation

ψℓ (with ψℓ(0) = 0) such that ψℓ(RP(f) − R∗) ≤ Rℓ,P(f) − minf Rℓ,P(f).

The interpretation is that we can control the excess 0-1 risk by controlling

the excess ℓ-risk. If f is not quantified in a minimization, then it is implicit

that the minimization is over all measurable functions. Though most of our

results apply to a general function class F , we instantiate F to be the set of

hyperplanes of bounded L2 norm, W = {w ∈ Rd : ∥w∥2 ≤ W2} for certain

specific results.

It is known that if ρ+1 = ρ−1 and ρ+1 < 1/2, then it suffices to minimize

the empirical version of ℓ-risk for a surrogate loss function ℓ of 0-1 loss [52].

In the general setting when ρ+1 ̸= ρ−1, the minimizer of 0-1 loss with respect

to the noisy distribution, i.e. argminf RPρ(f) does not have the same sign as

f ∗. It is necessary to use a different loss function to hope to control excess 0-1

risk with respect to clean distribution.
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3.2.1 Method of unbiased estimators

The idea is to use an unbiased estimator ℓ̃(t, ỹ) for the loss ℓ(t, y). The

following key lemma tells us how to construct unbiased estimators of the loss

using noisy labels and noise rates.

Lemma 1. Let ℓ(t, y) be any bounded loss function. Then, if we define,

ℓ̃(t, y) :=
(1− ρ−y) ℓ(t, y)− ρy ℓ(t,−y)

1− ρ+1 − ρ−1

(3.2)

we have, for any t, y, Eỹ

[
ℓ̃(t, ỹ)

]
= ℓ(t, y) .

Proof. One could directly compute and see that ℓ̃ is unbiased. But to give a lit-

tle more insight into what motivates the definition of ℓ̃, consider the conditions

that unbiasedness imposes on it. We should have, for every t,

E
ỹ
ρ∼y

[
ℓ̃(t, ỹ)

]
= ℓ(t, y) .

Considering the cases y = +1 and y = −1 separately, gives the equations

(1− ρ+1)ℓ̃(t,+1) + ρ+1ℓ̃(t,−1) = ℓ(t,+1) ,

(1− ρ−1)ℓ̃(t,−1) + ρ−1ℓ̃(t,+1) = ℓ(t,−1) .

Solving these two equations for ℓ̃(t,+1) and ℓ̃(t,−1) gives

ℓ̃(t,+1) =
(1− ρ−1)ℓ(t,+1)− ρ+1ℓ(t,−1)

1− ρ+1 − ρ−1

,

ℓ̃(t,−1) =
(1− ρ+1)ℓ(t,−1)− ρ−1ℓ(t,+1)

1− ρ+1 − ρ−1

.
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By unbiasedness of ℓ̃ (Lemma 1), we know that, for any fixed f ∈ F , the

above sample average converges to Rℓ,P(f) even though the former is computed

using noisy labels whereas the latter depends on the true labels. The method

is presented in Algorithm 1.

Algorithm 1 Unbiased Estimator

Input: Loss function ℓ, training examples (Xi, Ỹi), i = 1, 2, . . . , n.
1. Construct ℓ̃ as given in (3.2).
2. f̂ ← argminf∈F

1
n

∑n
i=1 ℓ̃(f(Xi), Ỹi)

3. Return f̂

The first main result for learning in the presence of CCN bounds the

error of f̂ with respect to the clean distribution P as stated in the theorem

below. The key component of the proof is to show that f̂ has bounded risk

with respect to Pρ in terms of the Rademacher complexity of the function

class F . The main idea in the proof is to use the contraction principle for

Rademacher complexity to get rid of the dependence on the proxy loss ℓ̃. The

price to pay for this is Lρ, the Lipschitz constant of ℓ̃.

Theorem 2. With probability at least 1− δ,

Rℓ,P(f̂) ≤ min
f∈F

Rℓ,P(f) + 4LρR(F) + 2

√
log(1/δ)

2n
.

Furthermore, if ℓ is classification-calibrated, there exists a nondecreasing func-

tion ζℓ with ζℓ(0) = 0 such that,

RP(f̂)−R∗ ≤ ζℓ

(
min
f∈F

Rℓ,P(f)−min
f
Rℓ,P(f) + 4LρR(F) + 2

√
log(1/δ)

2n

)
.
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Proof. The proof of Theorem 37 applies.

The term on the right hand side involves both approximation error

(that is small if F is large) and estimation error (that is small if F is small).

However, by appropriately increasing the richness of the class F with sample

size, we can ensure that the misclassification probability of f̂ approaches the

Bayes risk of the true distribution. This is despite the fact that the method of

unbiased estimators computes the empirical minimizer f̂ on a sample from the

noisy distribution. Getting the optimal empirical minimizer f̂ is efficient if ℓ̃ is

convex. However, the loss ℓ̃ may not be convex even if we start with a convex

ℓ. An example is provided by the familiar hinge loss ℓhin(t, y) = [1− yt]+. [84]

showed that ℓ̃hin is not convex in general (of course, when ρ+1 = ρ−1 = 0, it is

convex). We can provide a simple condition to ensure convexity of ℓ̃:

Lemma 3. Suppose ℓ(t, y) is convex and twice differentiable almost everywhere

in t (for every y) and also satisfies the symmetry property

∀t ∈ R, ℓ′′(t, y) = ℓ′′(t,−y) .

Then ℓ̃(t, y) is also convex in t.

Proof. Let us compute ℓ̃′′(t, y) (recall that differentiation is w.r.t. t) and show

that it is non-negative under the symmetry condition ℓ′′(t, y) = ℓ′′(t,−y). We
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have

ℓ̃′′(t, y) =
(1− ρ−y)ℓ

′′(t, y)− ρyℓ′′(t,−y)

1− ρ+1 − ρ−1

=
(1− ρ−y)ℓ

′′(t, y)− ρyℓ′′(t, y)

1− ρ+1 − ρ−1

=
(1− ρ−y − ρy)ℓ′′(t, y)

1− ρ+1 − ρ−1

= ℓ′′(t, y) ≥ 0 ,

since ℓ is convex in t.

Examples satisfying the conditions of the lemma above are the squared

loss ℓsq(t, y) = (t− y)2, the logistic loss ℓlog(t, y) = log(1 + exp(−ty)) and the

Huber loss:

ℓHub(t, y) =


−4yt if yt < −1

(t− y)2 if − 1 ≤ yt ≤ 1

0 if yt > 1

Consider the case where ℓ̃ turns out to be non-convex when ℓ is convex, as in

ℓ̃hin. We will now focus on the function class W of hyperplanes. Even though

R̂ℓ̃(w) is non-convex, it is uniformly close to Rℓ̃,Pρ
(w). Since Rℓ̃,Pρ

(w) =

Rℓ,P(w), this shows that R̂ℓ̃(w) is uniformly close to a convex function over w ∈

W . We can therefore approximately minimize F (w) = R̂ℓ̃(w) by minimizing

the biconjugate F ⋆⋆. Recall that the (Fenchel) biconjugate F ⋆⋆ is the largest

convex function that minorizes F .

Lemma 4. Let F :W→R be a non-convex function defined on function class

W such it is ε-close to a convex function G :W→R:

∀w ∈ W , |F (w)−G(w)| ≤ ε
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Then any minimizer of F ⋆⋆ is a 2ε-approximate (global) minimizer of F .

Proof. Since F ≥ G− ε and F ⋆⋆ is the largest convex function that minorizes

F , we must have F ⋆⋆ ≥ G− ε. This means that F ⋆⋆ + 2ε ≥ G+ ε ≥ F . Thus,

F is sandwiched between F ⋆⋆ + 2ε and F ⋆⋆. The lemma follows directly from

this.

Now, the following theorem establishes bounds for the case when ℓ̃ is

non-convex, via the solution obtained by minimizing the convex function F ∗∗.

Theorem 5. Let ℓ be a loss, such as the hinge loss, for which ℓ̃ is non-

convex. Let W = {w : ∥w2∥ ≤ W2}, let ∥Xi∥2 ≤ X2 almost surely, and

let ŵapprox be any (exact) minimizer of the convex problem minw∈W F ⋆⋆(w),

where F ⋆⋆(w) is the (Fenchel) biconjugate of the function F (w) = R̂ℓ̃(w).

Then, with probability at least 1− δ, ŵapprox is a 2ε-minimizer of R̂ℓ̃(·) where

ε =
2LρX2W2√

n
+

√
log(1/δ)

2n
.

Therefore, with probability at least 1− δ,

Rℓ,P(ŵapprox) ≤ min
w∈W

Rℓ,P(w) + 4ε.

Proof. The first part of the theorem follows by combining Lemma 38 and

Lemma 4, using the fact that if ∥w∥2 ≤ W2 for any w and ∥Xi∥2 ≤ X2 then,

R(W) ≤ W2X2/
√
n. Note that (the first part of) Theorem 2 is true also for

2ε-minimizers of the empirical risk R̂ℓ̃ provided we add 2ε to the right hand

side.
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Numerical or symbolic computation of the biconjugate of a multidi-

mensional function is difficult, in general, but can be done in special cases. It

will be interesting to see if techniques from Computational Convex Analysis

[51] can be used to efficiently compute the biconjugate above.

3.2.2 Method of label-dependent costs

We develop the method of label-dependent costs from two key observa-

tions. First, the Bayes classifier for noisy distribution, denoted f̃ ∗, for the case

ρ+1 ̸= ρ−1, simply uses a threshold different from 1/2. Second, f̃ ∗ is the mini-

mizer of a “label-dependent 0-1 loss” on the noisy distribution. The framework

we propose here generalizes known results for the uniform noise rate setting

ρ+1 = ρ−1 and offers a more fundamental insight into the problem. The first

observation is formalized in the lemma below.

Lemma 6. Denote P(Y = 1|X) by η(X) and P(Ỹ = 1|X) by η̃(X). The Bayes

classifier under the noisy distribution, f̃ ∗ = argminf E(X,Ỹ )∼Pρ

[
1{sign(f(X)) ̸=Ỹ }

]
is given by,

f̃ ∗(x) = sign(η̃(x)− 1/2) = sign

(
η(x)− 1/2− ρ−1

1− ρ+1 − ρ−1

)
.

Proof. The first equality is true because the optimal bayes classifier under Pρ
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thresholds η̃(X) = P(Ỹ = 1|X) at 1/2. Now,

η̃(X) = P(Ỹ = 1, Y = 1|X) + P(Ỹ = 1, Y = −1|X)

= P(Ỹ = 1|Y = 1)P(Y = 1|X) + P(Ỹ = 1|Y = −1)P(Y = −1|X)

= (1− ρ+1)η(X) + ρ−1(1− η(X))

= (1− ρ+1 − ρ−1)η(X) + ρ−1.

Therefore,

sign(η̃(x)− 1/2) = sign((1− ρ+1 − ρ−1)η(x) + ρ−1 − 1/2)

= sign

(
η(x)− 1/2− ρ−1

1− ρ+1 − ρ−1

)
.

Interestingly, this “noisy” Bayes classifier can also be obtained as the

minimizer of a weighted 0-1 loss; which as we will show, allows us to “correct”

for the threshold under the noisy distribution. Let us first introduce the notion

of “label-dependent” costs for binary classification. We can write the 0-1 loss

as a label-dependent loss as follows:

1{sign(f(X)) ̸=Y } = 1{Y=1}1{f(X)≤0} + 1{Y=−1}1{f(X)>0}.

We realize that the classical 0-1 loss is unweighted. Now, we could consider an

α-weighted version of the 0-1 loss as:

Uα(t, y) = (1− α)1{y=1}1{t≤0} + α1{y=−1}1{t>0},
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where α ∈ (0, 1). In fact we see that minimization w.r.t. the 0-1 loss is

equivalent to that w.r.t. U1/2(f(X), Y ). It is not a coincidence that Bayes

optimal f ∗ has a threshold 1/2. [74] showed that in fact for any α-weighted

0-1 loss, the minimizer thresholds η(x) at α, i.e. f ∗
α(x) , sign(η(x) − α)

minimizes Uα-risk. Now consider the risk of f w.r.t. the α-weighted 0-1 loss

under noisy distribution Pρ:

Rα,Pρ(f) = E(X,Ỹ )∼Pρ

[
Uα(f(X), Ỹ )

]
.

At this juncture, we are interested in the following question: Does there exist

an α ∈ (0, 1) such that the minimizer of Uα-risk under Pρ has the same sign as

that of the Bayes optimal f ∗? The second main result for learning under CCN

is stated in the following theorem. Note that the statement of the theorem is

stronger — the Uα-risk under Pρ is linearly related to the 0-1 risk under P.

The corollary of the theorem answers the question in the affirmative.

Theorem 7. For the choices,

α∗ =
1− ρ+1 + ρ−1

2
and Aρ =

1− ρ+1 − ρ−1

2
,

there exists a constant BX that is independent of f such that, ∀f ,

Rα∗,Pρ(f) = AρRP(f) + BX .

Proof. The proof of Theorem 39 applies with δ = 1/2.

Corollary 8. The α⋆-weighted Bayes optimal classifier under noisy distribu-

tion coincides with that of 0-1 loss under clean distribution:

argmin
f

Rα∗,Pρ(f) = argmin
f

RP(f) = sign(η(x)− 1/2).
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Consider any surrogate loss function ℓ; and the following decomposi-

tion:

ℓ(t, y) = 1{y=1}ℓ1(t) + 1{y=−1}ℓ−1(t)

where ℓ1 and ℓ−1 are partial losses of ℓ. Analogous to the 0-1 loss case, we can

define α-weighted loss function and the corresponding α-weighted ℓ-risk. Can

we hope to minimize an α-weighted ℓ-risk with respect to noisy distribution

Pρ and yet bound the excess 0-1 risk with respect to the clean distribution P?

Indeed, the α⋆ specified in Theorem 7 is precisely what we need. The method

is presented in Algorithm 2.

Algorithm 2 Biased Loss Minimization

Input: Loss function ℓ, parameter α, training examples (Xi, Ỹi), i =
1, 2, . . . , n.
1. ℓα(t, y) = (1− α)1{y=1}ℓ(t) + α1{y=−1}ℓ(−t).
2. f̂α = argminf∈F

1
n

∑n
i=1 ℓα(f(Xi), Ỹi).

3. Return f̂α.

The next main result of this chapter relies on a generalized notion of

classification calibration for α-weighted losses [74]:

Theorem 9. Let ℓ : R→ [0,∞) used in Algorithm 2 be a convex loss function

with Lipschitz constant L such that it is classification-calibrated (i.e. ℓ
′
(0) <

0). Then, for the choices α∗ and Aρ in Theorem 7, there exists a nondecreasing

function ζℓα⋆ with ζℓα⋆ (0) = 0, such that f̂α∗ returned by Algorithm 2 satisfies

the following bound with probability at least 1− δ:

RP(f̂α∗)−R∗ ≤ A−1
ρ ζℓα⋆

(
min
f∈F

Rα∗,Pρ(f)−min
f
Rα∗,Pρ(f)+4LR(F)+2

√
log(1/δ)

2n

)
.
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Proof. The proof of Theorem 41 applies.

Aside from bounding excess 0-1 risk under the clean distribution, the

importance of the above theorem lies in the fact that it prescribes an efficient

algorithm for empirical minimization with noisy labels: ℓα is convex if ℓ is con-

vex. Thus for any surrogate loss function including ℓhin, f̂α∗ can be efficiently

computed using the method of label-dependent costs.

Note that the choice of α∗ above is quite intuitive. For instance, when

ρ−1 ≪ ρ+1 (which occurs in PU learning setting), α∗ < 1 − α∗ and therefore

mistakes on positives are penalized more than those on negatives. This makes

intuitive sense since an observed negative may well have been a positive but

the other way around is unlikely. In practice we do not need to know α∗,

i.e. the noise rates ρ+1 and ρ−1. The optimization problem involves just one

parameter that can be tuned by cross-validation.

Recently, Scott [73] showed that consistent estimates of noise rates can

be obtained under a certain condition on the data distribution called “mutual

irreducibility”. In particular, the assumption is that it is not possible to write

the clean class-conditional distribution of one class as a non-trivial mixture

of the clean class-conditional distribution of the other class and some other

distribution, and vice versa. Note that our model is free of any assumptions

on the distribution, and it is not clear if one can obtain estimates of noise rates

(or α) without any additional assumption.
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3.3 Online Learning

We now extend the results to the online learning setting where an ad-

versary chooses a sequence of examples, and reveals one-by-one to the learner.

Let x ∈ X ⊆ Rd denote an instance and let y denote label. At time i, the

learner has to make a prediction based on (x1, ỹ1), . . . , (xi−1, ỹi−1) and xi where

ỹi are the noisy labels. But the learner’s cumulative loss as well as that of the

best fixed predictor in hindsight are both computed using the true labels yi.

Note that if ℓ(t, y) is convex in t (for every y), and we choose λ1 ∈ ∂ℓ(t, y) and

λ2 ∈ ∂ℓ(t,−y), (where ∂ℓ is the subdifferential w.r.t. t) we have

Eỹ [g(t, ỹ)] ∈ ∂ℓ(t, y)

where

g(t, y) =
(1− ρ−y)λ1 − ρy λ2

1− ρ+1 − ρ−1

(3.3)

We show that Algorithm 3 indeed satisfies low regret (in expectation) on the

Algorithm 3 Online learning using unbiased gradients

Choose learning rate γ > 0
W = {w : ∥w∥2 ≤ W2}
ΠW (·) = Euclidean projection onto W
Initialize w0 ← 0
for i = 1 to n do

Receive xi ∈ Rd

Predict ⟨wi−1,xi⟩
Receive noisy label ỹi
Update wi ← ΠW (wi−1 − γg(⟨wi−1,xi⟩ , ỹi)xi) where g(·, ·) is defined
in (3.3)

end for

original sequence chosen by the adversary even though it only receives noisy
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versions of the labels. We fix the function class to be the set W of bounded-

norm hyperplanes.

Theorem 10. Let ℓ(t, y) be convex and L-Lipschitz in t (∀y). Fix an arbi-

trary sequence (x1, y1), . . . , (xn, yn). If Algorithm 3 is run on noisy data set

(x1, ỹ1), . . . , (xn, ỹn) with learning rate γ = W2/(X2Lρ

√
n) where ỹi is noisy

version of yi with noise rates ρ+1, ρ−1, then we have

Eỹ1:n

[
max

∥w∥2≤W2

n∑
i=1

(ℓ(⟨wi−1,xi⟩ , yi)− ℓ(⟨w,xi⟩ , yi))

]
≤ LρX2W2

√
n ,

where Lρ := (1+|ρ+1−ρ−1|)L/(1−ρ+1−ρ−1) and it is assumed that ∥xi∥ ≤ X2

for all i ∈ [n].

Proof. Let us use the abbreviation gi for g(⟨wi−1,xi⟩ , ỹi)xi so that the update

in Algorithm 3 becomes wi ← ΠW (wi−1 − γgi). It is well known [96] that, for

any w,
n∑

i=1

⟨gi,wi−1 −w⟩ ≤ γ

2

n∑
i=1

∥gi∥2 +
∥w∥2

2γ
. (3.4)

Since ℓ is L-Lipschitz, the λ1, λ2 appearing in the definition (3.3) of g(·, ·)

satisfy |λ1|, |λ2| ≤ L. This implies |g(t, y)| ≤ (1+|ρ+1−ρ−1|)L/(1−ρ+1−ρ−1) =

Lρ and hence ∥gi∥ ≤ LρX2. Thus, we have, for any w with ∥w∥ ≤ W2,∑n
i=1 ⟨gi,wi−1 −w⟩ ≤ γL2

ρX
2
2n

2
+

W 2
2

2γ
. Choosing γ = (W2/LρX2)

1√
n
, we get∑n

i=1 ⟨gi,wi−1 −w⟩ ≤ LρX2W2

√
n. Note that wi−1 only depends on ỹ1:i−1.

Hence

Eỹi [⟨gi,wi−1 −w⟩ | ỹ1:i−1] = ⟨Eỹi [gi | ỹ1:i−1] ,wi−1 −w⟩ ≥
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ℓ(⟨wi−1,xi⟩ , yi)− ℓ(⟨w,xi⟩ , yi)

because Eỹi [gi | ỹ1:i−1] ∈ ∂w=wi−1
ℓ(⟨w,xi⟩ , yi) by (3.3) and the chain rule for

differentiation, and ℓ(⟨w,xi⟩ , yi) is convex in w. Thus, for any w with ∥w∥2 ≤

W2,

Eỹ1:n

[
n∑

i=1

ℓ(⟨wi−1,xi⟩ , yi)

]
−

n∑
i=1

ℓ(⟨w,xi⟩ , yi) ≤ LρX2W2

√
n.

Since the above inequality is true for any w with ∥w∥2 ≤ 1, we have

Eỹ1:n

[
n∑

i=1

ℓ(⟨wi−1,xi⟩ , yi)

]
− min

∥w∥2≤W2

n∑
i=1

ℓ(⟨w,xi⟩ , yi) ≤ LρX2W2

√
n.

Observing that the minimum over w is not random allows us to move it inside

the expectation giving us the theorem.

3.4 Experimental Results

We show the robustness of the proposed algorithms to increasing rates

of label noise on synthetic and real-world datasets. We compare the perfor-

mance of the two proposed methods with state-of-the-art methods for dealing

with random label noise. We divide each dataset (randomly) into 3 training

and test sets. We use a cross-validation set to tune the parameters specific to

the algorithms. Accuracy of a classification algorithm is defined as the frac-

tion of examples in the test set classified correctly with respect to the clean

distribution. For given noise rates ρ+1 and ρ−1, labels of the training data are

flipped accordingly and average accuracy over 3 train-test splits is computed1.

1Note that training and cross-validation are done on the noisy training data in our
setting. To account for randomness in the flips to simulate a given noise rate, we repeat
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Finally, we address a practical question of specifying true noise rates to the

algorithms, and study how misspecification of noise rates affects the perfor-

mance of the algorithms. For evaluation, we use Algorithm 1 with logistic loss

(referred to as Logistic) and Algorithm 2 with hinge loss (referred to as Biased

SVM, which is the method used in Chapter 2).

3.4.1 Synthetic data

First, we use the synthetic 2D linearly separable dataset shown in Fig-

ure 3.1(a). We observe from experiments that our methods achieve over 90%

accuracy even when ρ+1 = ρ−1 = 0.4. Figure 3.1 shows the performance of

Logistic on the dataset for different noise rates. Next, we use a 2D UCI bench-

mark non-separable dataset (‘banana’) shown in Figure 3.2(a). The dataset

and classification results using Biased SVM (in fact, for uniform noise rates,

α∗ = 1/2, so it is just the standard SVM) are shown in Figure 3.2. The re-

sults for higher noise rates are impressive as observed from Figures 3.2(d) and

3.2(e). The ‘banana’ dataset has been used in previous research on classifi-

cation with noisy labels. In particular, the Random Projection classifier [82]

that learns a kernel perceptron in the presence of noisy labels achieves about

84% accuracy at ρ+1 = ρ−1 = 0.3 as observed from our experiments (as well as

shown by [82]), and the random hyperplane sampling method [83] gets about

the same accuracy at (ρ+1, ρ−1) = (0.2, 0.4) (as reported by [83]). In contrast,

each experiment 3 times — independent corruptions of the data set for same setting of ρ+1

and ρ−1, and present the mean accuracy over the trials.
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standard SVM achieves about 90% accuracy at ρ+1 = ρ−1 = 0.2 and over 88%

accuracy at ρ+1 = ρ−1 = 0.4.
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Figure 3.1: Classification of linearly separable synthetic data set using
Logistic. The noise-free data is shown in (a). Plots (b) and (c) show training
data corrupted with noise rates (ρ+1 = ρ−1 = ρ) 0.2 and 0.4 respectively.
Plots (d) and (e) show the corresponding classification results. The algorithm
achieves 98.5% accuracy even at 0.4 noise rate per class. (Best viewed in
color).

3.4.2 Benchmark data

We compare our methods with three state-of-the-art methods for deal-

ing with label noise: Random Projection (RP) classifier [82]), NHERD [13])

(project and exact variants2), and perceptron algorithm with margin (PAM)

2A family of methods proposed by Crammer and coworkers [14, 15, 19] could be compared
to, but [13] show that the 2 NHERD variants perform the best.

59



−4 −3 −2 −1 0 1 2 3
−3

−2

−1

0

1

2

3

4

(a)

−4 −3 −2 −1 0 1 2 3
−3

−2

−1

0

1

2

3

4

(b)

−4 −3 −2 −1 0 1 2 3
−3

−2

−1

0

1

2

3

4

(c)

−4 −3 −2 −1 0 1 2 3
−3

−2

−1

0

1

2

3

4

(d)

−4 −3 −2 −1 0 1 2 3
−3

−2

−1

0

1

2

3

4

(e)

Figure 3.2: Classification of ‘banana’ data set using Biased SVM.
The noise-free data is shown in (a). Plots (b) and (c) show training data
corrupted with noise rates (ρ+1 = ρ−1 = ρ) 0.2 and 0.4 respectively. Note
that for ρ+1 = ρ−1, α

∗ = 1/2 (i.e. Biased SVM reduces to standard SVM).
Plots (d) and (e) show the corresponding classification results (Accuracies are
90.6% and 88.5% respectively). Even when 40% of the labels are corrupted
(ρ+1 = ρ−1 = 0.4), the algorithm recovers the class structures as observed
from plot (e). Note that the accuracy of the method at ρ = 0 is 90.8%.

which was shown to be robust to label noise by [36]. We use the stan-

dard UCI classification datasets, preprocessed and made available by Gun-

nar Rätsch (http://theoval.cmp.uea.ac.uk/matlab). For kernelized algo-

rithms, we use Gaussian kernel with width set to the best width obtained by

tuning it for a traditional SVM on the noise-free data. For Logistic, we use

ρ+1 and ρ−1 that give the best accuracy in cross-validation. For Biased SVM,

we fix one of the weights to 1, and tune the other. Table 3.1 shows the per-
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Dataset

(d, n+, n−)

Noise rates Logistic Biased
SVM

PAM NHERD RP

ρ+1 = ρ−1 = 0.2 70.12 67.85 69.34 64.90 69.38
Breast Cancer ρ+1 = 0.3, ρ−1 = 0.1 70.07 67.81 67.79 65.68 66.28
(9, 77, 186) ρ+1 = ρ−1 = 0.4 67.79 67.79 67.05 56.50 54.19

ρ+1 = ρ−1 = 0.2 76.04 66.41 69.53 73.18 75.00
Diabetes ρ+1 = 0.3, ρ−1 = 0.1 75.52 66.41 65.89 74.74 67.71
(8, 268, 500) ρ+1 = ρ−1 = 0.4 65.89 65.89 65.36 71.09 62.76

ρ+1 = ρ−1 = 0.2 87.80 94.31 96.22 78.49 84.02
Thyroid ρ+1 = 0.3, ρ−1 = 0.1 80.34 92.46 86.85 87.78 83.12
(5, 65, 150) ρ+1 = ρ−1 = 0.4 83.10 66.32 70.98 85.95 57.96

ρ+1 = ρ−1 = 0.2 71.80 68.40 63.80 67.80 62.80
German ρ+1 = 0.3, ρ−1 = 0.1 71.40 68.40 67.80 67.80 67.40
(20, 300, 700) ρ+1 = ρ−1 = 0.4 67.19 68.40 67.80 54.80 59.79

ρ+1 = ρ−1 = 0.2 82.96 61.48 69.63 82.96 72.84
Heart ρ+1 = 0.3, ρ−1 = 0.1 84.44 57.04 62.22 81.48 79.26
(13, 120, 150) ρ+1 = ρ−1 = 0.4 57.04 54.81 53.33 52.59 68.15

ρ+1 = ρ−1 = 0.2 82.45 91.95 92.90 77.76 65.29
Image ρ+1 = 0.3, ρ−1 = 0.1 82.55 89.26 89.55 79.39 70.66
(18, 1188, 898) ρ+1 = ρ−1 = 0.4 63.47 63.47 73.15 69.61 64.72

Table 3.1: Comparative study of classification algorithms on UCI benchmark
datasets. Entries within 1% from the best in each row are in bold. All the
methods except NHERD variants (which are not kernelizable) use Gaussian
kernel with width 1. All method-specific parameters are estimated through
cross-validation. Proposed methods (Logistic and Biased SVM) are compet-
itive across all the datasets. We show the best performing NHERD variant
(‘project’ and ‘exact’) in each case.

formance of the methods for different settings of noise rates. Biased SVM is

competitive in 4 out of 6 datasets (Breast Cancer, Thyroid, German

and Image), while relatively poorer in the other two. On the other hand,

Logistic is competitive in all the data sets, and performs the best more often.

When about 20% labels are corrupted, uniform (ρ+1 = ρ−1 = 0.2) and non-
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uniform cases (ρ+1 = 0.3, ρ−1 = 0.1) have similar accuracies in all the data

sets, for both Biased SVM and Logistic. Overall, we observe that the proposed

methods are competitive and are able to tolerate moderate to high amounts

of label noise in the data.

3.4.3 Knowledge of noise rates

The proposed algorithms require the knowledge of noise rates ρ+1 and

ρ−1. However, in practice, we do not know the true value of noise rates,

and therefore we resort to cross-validating the values in our experiments. In

domains where the true noise rates are known, the proposed methods can

benefit whereas the competitive methods cannot as they do not involve noise

rates. This motivates our study presented in Figure 3.3. True noise rates

ρ+1 = ρ−1 = ρ are misspecified as (ρ+1 ± ϵ, ρ−1 ± ϵ) for ϵ ∈ {0.1, 0.2, 0.3, 0.4}.

The ratio between the average accuracy for a given ϵ and the accuracy at

ϵ = 0, i.e. when true noise rates are specified, is a measure of sensitivity of the

algorithms to ϵ-misspecification of noise rates. We would want the ratio to be

close to 1 for a given ϵ, which would suggest that the method is fairly robust

with respect to the ϵ-misspecification. The results in Figure 3.3 show that the

proposed methods are robust to ϵ-misspecification of noise rates, which in turn

suggests that our methods can find better use in applications where labels can

be noisy and noise rates are approximately known, without resorting to ad-hoc

cross-validation procedures on the noisy data.
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(b) Hinge Online
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(c) Huber online
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(d) Logistic online

Figure 3.3: Study of sensitivity of batch (Logistic) and online (Hinge,
Huber and Logistic) methods to specification of noise rates ρ+1 and
ρ−1. True noise rates ρ+1 = ρ−1 = ρ are misspecified as (ρ+1 ± ϵ, ρ−1 ± ϵ) for
ϵ ∈ {0.1, 0.2, 0.3, 0.4}. The ratio between the average accuracy for a given ϵ
and the accuracy at ϵ = 0, i.e. when true noise rates are specified, is plotted for
different values of noise rates ρ. The ratio is computed for each of the 6 UCI
data sets in Table 3.1 and the mean and the standard deviation of the ratios
are shown. Ratio being equal to 1 for a given ϵ means that the performance
of the algorithm, on average, is unaltered by misspecification of noise rates
up to ϵ. As expected, the ratio decreases, i.e. the algorithms perform worse
as ϵ increases. Most of the ratios being close to 1 suggests that the proposed
methods are fairly robust with respect to ϵ-misspecification of noise rates.
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3.5 Summary of the Contributions

The main results presented in this chapter on learning with noisy labels

(Sections 3.2 and 3.4, in particular) are published in [64]. Online learning

(Section 3.3) and other extensions are currently under review [63].
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Chapter 4

PU Matrix Completion

The problem of recovering a matrix from a given subset of its entries

arises in many practical problems of interest. The famous Netflix problem of

predicting user-movie ratings is one example that motivates the traditional

matrix completion problem, where the goal is to recover the underlying rat-

ings matrix given some user-movie ratings. Strong theoretical guarantees have

been developed in the recent past for the low-rank matrix completion prob-

lem [10]. An important variant of the matrix completion problem is to recover

ground-truth matrix from one-bit quantization of its entries. Indeed, the prob-

lem of predicting gene-disease associations that we studied in Chapter 2 is an

example. Another example is the problem of link prediction in social net-

works. Here, the goal is to recover the underlying friendship network from

a given snapshot of the social graph consisting of observed friendships. We

can pose the problem as recovering the adjacency matrix of the network A,

where Aij = 1 if users i and j are related and Aij = 0 otherwise. These two

applications reveal a conspicuous gap between existing matrix completion the-

1Cho-Jui Hsieh, Nagarajan Natarajan, and Inderjit S. Dhillon. PU Learning for Matrix
Completion. In Intl. Conf. on Machine Learning, volume 37, pages 2445–2453, 2015.

2All the co-authors contributed equally in the related publication.
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ory and practice. In practice, we only observe positive relationships between

users, corresponding to 1’s in A (also true in the case of gene-disease associ-

ations). Thus, there is not only one-bit quantization in the observations, but

also a one-sided nature to the sampling process here — no “negative” entries

(corresponding to 0’s in the ground-truth matrix) are sampled. PU learning

has been studied only in the context of classification (discussed in Chapter 3)

in the past [22, 49]. For matrix completion, can one guarantee recovery when

only a subset of positive entries is observed? In this chapter, we formulate

the PU matrix completion problem and answer the question in the affirmative

under different settings.

Minimizing squared loss on the observed entries corresponding to 1’s,

subject to the low-rank constraints, yields a degenerate solution — the rank-1

matrix with all its entries equal to 1 achieves zero loss. In practice, a popular

heuristic used is to try and complete the matrix by treating some or all of

the missing observations as true 0’s, which appears to be a good strategy

when the underlying matrix has a small number of positive examples, i.e.,

small number of 1’s. This motivates viewing the problem of learning from

only positive samples as a certain noisy matrix completion problem. Existing

theory for noise-tolerant matrix completion [9, 16] does not sufficiently address

recoverability under PU learning (see Section 4.1).

We assume that the true matrix M ∈ Rm×n has small nuclear norm

∥M∥∗ (i.e. sum of singular values of M). The PU learning model for matrix

completion is specified by a certain one-bit quantization process that generates
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a binary matrix Y from M and a one-sided sampling process that reveals a

subset of positive entries of Y . In particular, we consider two recovery set-

tings for PU matrix completion: The first setting is non-deterministic — M

parameterizes a probability distribution which is used to generate the entries

of Y . We show that it is possible to recover M using only a subset of positive

entries of Y . The idea is to minimize an unbiased estimator of the squared

loss between the estimated and the observed “noisy” entries, motivated by

the first approach in Chapter 3. We recast the objective as a “shifted matrix

completion” problem that facilitates in obtaining a scalable optimization al-

gorithm. The second setting is deterministic — Y is obtained by thresholding

the entries of M , and then a subset of positive entries of Y is revealed. While

recovery of M is not possible (see Section 4.1), we show that we can recover Y

with low error. To this end, we propose a scalable biased matrix completion

method where the observed and the unobserved entries of Y are penalized

differently, motivated by the second approach in Chapter 3.

We begin by establishing some hardness results and describing our PU

learning settings in Section 4.1. In Section 4.2, we propose methods and give

recovery guarantees for the matrix completion problem under the different

settings. We describe efficient optimization procedures in Section 4.3. Ex-

perimental results on synthetic and real-world data are presented in Section

4.4.
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4.1 Problem Settings

We assume that the underlying non-negative matrix M ∈ Rm×n
+ has

small nuclear norm, i.e., ∥M∥∗ ≤ t, where t is a constant independent of

m and n. If Mij ∈ {0, 1} for all (i, j), stating the PU matrix completion

problem is straight-forward: we only observe a subset Ω1 randomly sampled

from {(i, j) |Mij = 1} and the goal is to recover M based on this “one-sided”

sampling. We call this the “basic setting”. However, in real world applications

it is unlikely that the underlying matrix is binary. In the following, we consider

two general settings, which include the basic setting as a special case.

4.1.1 Non-deterministic setting

In the non-deterministic setting, we assume Mij has bounded values

and without loss of generality we can assume Mij ∈ [0, 1] for all (i, j) by

normalizing it. We then consider each entry as a probability distribution

which generates a clean 0-1 observation Y ∈ Rm×n:

P(Yij = 1) = Mij, P(Yij = 0) = 1−Mij,

In the classical matrix completion, we will observe partial entries sampled

randomly from Y ; in our PU learning model, we observe a subset of indices

Ω1 from Y where Ω1 is sampled uniformly from {(i, j) | Yij = 1}. We assume

|Ω1| = s̄ and denote the number of 1’s in Y by s. With only Ω1 given, the goal

of PU matrix completion is to recover the underlying matrix M . Equivalently,

letting A ∈ {0, 1}m×n denote the observations, where AΩ1 = 1 and Aij = 0 for
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all (i, j) /∈ Ω1, the non-deterministic setting can be specified as observing A

by the process:

P(Aij =1)=Mij(1− ρ), P(Aij =0)=1−Mij(1−ρ), (4.1)

where ρ = 1− s̄/s is the noise rate of flipping a 1 to 0 (or equivalently, 1− ρ

is the sampling rate to obtain Ω1 from Y ).

Hardness of recovering M The 1-bit matrix completion approach of [16]

can be applied to this setting — Given a matrix M , a subset Ω is sampled

uniformly at random from M , and the observed values are “quantized” by

a known probability distribution. We can transform our problem to the 1-

bit matrix completion problem by assuming all the unobserved entries are

zeros. For convenience, let M ∈ Rn×n. We will show that the one-bit matrix

completion approach in [16] is not satisfactory for PU matrix completion in

the non-deterministic setting. In [16], the underlying matrix M is assumed

to satisfy rank(M) ≤ r and ∥M∥∞ ≤ α. Given a subset of indices (chosen

uniformly at random) Ω, we observe:

Yi,j =

{
1 with probability f(Mij),

0 with probability 1− f(Mij),
(4.2)

where f : → [0, 1] is a differentiable function; by setting f(Mij) = (1− ρ)Mij

and 1 ≥Mij ≥ 0, and letting Ω to be all the n2 entries, it is equivalent to our

problem. The estimator M̂ is obtained by solving the following optimization
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problem:

M̂ = arg max
X:∥X∥∞≤α,∥X∥∗≤t

∑
i,j∈Ω

( ∑
i,j:Yij=1

log(f(Xij))

+
∑

i,j:Yij=0

log(1− f(Xij))

)
. (4.3)

The following result shows that M̂ is close to M :

Theorem 11 ([16]). Assume rank(M) ≤ r and let Y be generated by (4.2),

then the solution M̂ to (4.3) satisfies, with probability at least 1− C1/n,

1

n2
∥M̂ −M∥2F ≤

√
2Cα

√
2nr

|Ω|
, (4.4)

where Cα := C2αLαβα, C1 and C2 are absolute constants, and

Lα = sup
|x|≤α

|f ′(x)|
f(x)(1− f(x))

and βα = sup
|x|≤α

f(x)(1− f(x))

(f ′(x))2
.

In our setting, by substituting f(x) = (1−ρ)x, we find Lα ≥ 1
α(1−(1−ρ)α)

and βα ≥ α(1−(1−ρ)α)
1−ρ

, so Lαβα ≥ 1
1−ρ

, and furthermore by letting |Ω| = n2, the

above theorem suggests that, with high probability,

1

n2
∥M̂ −M∥2F = O

( √
r

(1− ρ)
√
n

)
. (4.5)

This implies that the sample complexity for recovery using this approach is

quite high — for example, when M is dense, i.e.
∑

i,j Mi,j = O(n2) (number

of 1’s are of the same order as the number of 0’s in Y ) and when O(n log n)

1’s are observed, we have (1 − ρ) = O( logn
n

) and the average error according

to (4.5) is 1
n2∥M̂ −M∥2F = O(

√
rn

logn
), which diverges as n → ∞. In contrast,
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we will see that the average error of our estimator vanishes as n → ∞. Also,

importantly, the main drawback of using this approach for PU matrix comple-

tion is computation — time complexity of solving (4.3) is O(n2) which makes

the approach prohibitive for large matrices.

4.1.2 Deterministic setting

In our deterministic setting, a clean 0-1 matrix Y is observed from M

by the thresholding process:

Yij =

{
1 if Mij ≥ q,

0 otherwise
(4.6)

where q signifies a threshold. Without loss of generality we set q = 0.5 (we

can rescale M otherwise). Again, in our PU learning model, we assume only a

subset of positive entries of Y are observed, i.e. we observe Ω1 from Y where

Ω1 is sampled uniformly from {(i, j) | Yij = 1}. Equivalently, we will use A to

denote the observations, where Aij = 1 if (i, j) ∈ Ω1, and Aij = 0 otherwise.

It is impossible to recover M even if we observe all the entries of Y . A

trivial example is that all the matrices ηeeT will give Y = eeT if η > q, and

we cannot recover η from Y . Therefore, in the deterministic setting we can

only hope to recover the underlying 0-1 matrix Y from the given observations.

To the best of our knowledge, there is no existing work that gives a reasonable

guarantee of recovering Y .

Hardness of recovering Y An easy way to model PU matrix completion

problem in the deterministic setting is to think of it as a traditional matrix
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completion problem with n2 “noisy” observed entries. In [9], it is assumed

that A = M + Z where Z is noise and δ = ∥Z∥F . The idea is to solve:

min ∥X∥∗ s.t.
∑

(i,j)∈Ω

(Xij − Aij)
2 ≤ δ, (4.7)

where δ is total amount of noise. [9] established the following recovery guar-

antee:

Theorem 12 ([9]). Let M ∈ Rn×n be a fixed matrix of rank r, and assume M

is µ-incoherent, i.e.,

∥ui∥∞ ≤
√
µ/n and ∥vi∥∞ ≤

√
µ/n,

where ui,vi are eigenvectors of M . Suppose we observe |Ω| entries of M with

locations sampled uniformly at random, and

|Ω| ≥ Cµ2nr log6 n,

where C is a numerical constant, then

∥M̂ −M∥F ≤ 4

√
(2 + p)n

p
δ + 2δ,

where p = |Ω|/n2.

If we apply Theorem 12 to our case to estimate binary Y (write A =

Y + Z), with δ = ∥Z∥F = ρ
1−ρ

s̄ and p = 1 (since |Ω| = n2), the error of the

recovered matrix Ŷ obtained by (4.7) can be bounded as:

∥Ŷ − Y ∥F ≤ 2δ(2
√

3n+ 1) (4.8)

72



and clearly this bound is not very useful. This is a trivial bound because even

if we use the noisy observation A as a guess for the ground-truth, the error

will be ∥A− Y ∥F = δ, which is already smaller than the bound in (4.8).

4.2 Proposed Algorithms

In this section, we introduce two algorithms: shifted matrix completion

for non-deterministic PU matrix completion, and biased matrix completion for

deterministic PU matrix completion.

4.2.1 Non-deterministic setting: Shifted Matrix Completion

We want to find a matrix X such that the loss ∥M −X∥2F is bounded,

using the noisy observation matrix A generated from M by (4.1). Observe that

conditioned on Y , the noise in Aij is asymmetric, i.e. P(Aij = 0|Yij = 1) = ρ

and P(Aij = 1|Yij = 0) = 0. We will now develop a method based on the

asymmetric label noise model studied in Chapter 3; in particular, we will

use the unbiased estimator method to bound the true loss using only noisy

observations. In our case, we aim to find a matrix minimizing the unbiased

estimator of the underlying squared loss ℓ(Xij,Mij) = (Xij −Mij)
2 defined on

each element, which leads to the following optimization problem:

min
X

∑
i,j ℓ̃(Xij, Aij) (4.9)

such that ∥X∥∗ ≤ t, 0 ≤ Xij ≤ 1 ∀(i, j),
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where ℓ̃ is given by

ℓ̃(Xij, Aij) =

{
(Xij−1)2−ρX2

ij

1−ρ
if Aij = 1,

X2
ij if Aij = 0.

(4.10)

By minimizing ℓ̃ on the observed Aij, we minimize the squared loss w.r.t. Yij

in expectation, as formalized in Lemma 13. The constraint 0 ≤ Xij ≤ 1 in the

above estimator ensures the loss has bounded Lipschitz constant. The above

optimization problem is equivalent to the traditional trace-norm regularization

problem

min
X

∑
i,j

ℓ̃(Xij, Aij) + λ∥X∥∗, (4.11)

such that 0 ≤ Xij ≤ 1 ∀(i, j),

where λ has a one-to-one mapping to t.

Lemma 13. For any X ∈ Rm×n, 1
mn
E
[∑

i,j(Xij−Yij)2
]

= 1
mn
E
[∑

i,j ℓ̃(Xij, Aij)
]
.

Proof.

1

mn
E

[∑
i,j

l̃(Xij, Aij)

]
=

1

mn

∑
i,j

E

[
l̃(Xij, Aij)

]

=
1

mn

∑
i,j

(
P(Yij = 0)X2

ij + P(Yij = 1)

(
ρX2

ij + (1− ρ)

(
(Xij − 1)2 − ρX2

ij

1− ρ

)))
=

1

mn

∑
i,j

(
P(Yij = 0)X2

ij + P(Yij = 1)(Xij − 1)2
)

=
1

mn
E

[∑
i,j

(Xij − Yij)2
]

=
1

mn
E

[
l(Xij, Yij)

]
.
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Interestingly, we can rewrite ℓ̃ as ℓ̃(Xij, 1) =
(
Xij − 1

1−ρ

)2 − ρ
(1−ρ)2

.

Therefore, (4.11) can be rewritten as the following “shifted matrix completion”

(ShiftMC) problem:

X̂ = argmin
X

∑
i,j:Aij=1

(
Xij−

1

1− ρ

)2

+
∑

i,j:Aij=0

X2
ij+λ∥X∥∗

s.t. 0 ≤ Xij ≤ 1 ∀(i, j). (4.12)

We now show that the average error of the ShiftMC estimator X̂ decays as

O(1/n). In order to do so, we first need to bound the difference between the

expected error and the empirical error. The empirical error is

R̂ℓ̃(X) :=
1

mn

∑
i,j

ℓ̃(Xij, Aij)

and the expected error is

Rℓ̃(X) := EA[R̂ℓ̃(X)] = EA[
1

mn

∑
i,j

ℓ̃(Xij, Aij)].

We first show that the difference between expected error and empirical error

can be upper bounded:

Theorem 14. Let X := {X ∈ Rm×n | ∥X∥∗ ≤ t, 0 ≤ X ≤ 1}, then

max
X∈X

∣∣∣Rℓ̃(X)− R̂ℓ̃(X)
∣∣∣

≤ tC

√
n+
√
m+ 4

√
s

(1− ρ)mn
+ 3

√
log(2/δ)√
mn(1− ρ)

with probability at least 1− δ, where C is a constant.
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Proof. We want to bound supX∈X

∣∣∣R̂l̃(X)−Rl̃(X)
∣∣∣. First,

Rl̃(X) ≤ R̂l̃(X) + sup
X∈X

( 1

mn
EA[
∑
i,j

l̃(Xij, Aij)]

− 1

mn

∑
i,j

l̃(Xij, Aij)
)
.

Apply McDiarmid’s Theorem in [77]; since each l̃(Xij, Aij) can be either X2
ij

or
(Xij−1)2−ρX2

ij

1−ρ
, when changing one random variable Aij, in the worst case the

quantity supX∈X

(
Rl̃(X)− 1

mn

∑
i,j l̃(Xij, Aij)

)
can be changed by

∣∣∣X2
ij −

(Xij − 1)2 − ρX2
ij

1− ρ

∣∣∣ ≤ ∣∣∣2Xij + 1

1− ρ

∣∣∣ ≤ 3

1− ρ
.

So by McDiarmid’s Theorem, with probability 1− δ/2,

sup
X∈X

(
Rl̃(X)− 1

mn

∑
i,j

l̃(Xij, Aij)
)

≤EA

[
sup
X∈X

(
Rl̃(X)− 1

mn

∑
i,j

l̃(Xij, Aij)
)]

+ 3

√
log(2/δ)√
mn(1− ρ)

.
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Also,

EA

[
sup
X∈X

(
Rl̃(X)− 1

mn

∑
i,j

l̃(Xij, Aij)
)]

(4.13)

≤ EA,Ã

[
sup
X∈X

( 1

mn

∑
i,j

l̃(Xij, Ãij)−
1

mn

∑
i,j

l̃(Xij, Aij)
)]

(4.14)

= EA,Ã

[
sup
X∈X

1

mn

∑
i,j

(l̃(Xij, Ãij)− l̃(Xij, Aij))

]
(4.15)

=
1

mn
EA,A′,σ

 sup
X∈X

∑
i,j:Yij=1

σij(l̃(Xij, Ãij)− l̃(Xij, Aij))

 (4.16)

≤ 1

mn
EA,σ

 sup
X∈X

∑
i,j:Yij=1

σij l̃(Xij, Aij)

 (4.17)

where σij are symmetric Bernoulli random variables (taking +1 or -1 with equal

probability). Where from (4.15) to (4.16) we use the fact that Aij = 0 with

probability 1 if Yij = 0. Next we want to bound the Rademacher complexity

EA,σ

[
supX∈X

∑
i,j:Yij=1

σij l̃(Xij, Aij)
]
. When Yij = 1,

l̃(Xij, Aij) =

{
X2

ij with probability ρ
(Xij−1)2−ρX2

ij

1−ρ
with probability 1− ρ

Since 0 ≤ Xij ≤ 1, the Lipschitz constant for l̃(Xij, Aij) is at most 1/(1− ρ),

so

(4.17) ≤ 1

mn
Eσ

 sup
X∈X

∑
i,j:Yij=1

σijXij


≤ 1

(1− ρ)mn
Eσ

[
sup
X∈X
∥PYij=1(σ)∥2∥X∥∗

]
.
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As pointed out in [76], we can then apply the main Theorem in [40], when Z

is an independent zero mean random matrix,

E[∥Z∥2] ≤ C

(
max

i

√∑
j

E[Z2
ij] + max

j

√∑
i

E[Z2
ij]

+ 4

√∑
ij

E[Z4
ij]

)

with a universal constant C.

So in our case E[∥σ∥2] ≤ C (
√
n+
√
m+ 4

√
s), so (4.17) ≤ tC

√
n+

√
m+ 4

√
s

(1−ρ)mn
.

Combining Lemma 13 and Theorem 14, we have our first main result:

Theorem 15 (Main Result 1). With probability at least 1− δ,

1

mn

∑
i,j

(Mij − X̂ij)
2 ≤ 6

√
log(2/δ)√
mn(1− ρ)

+

2Ct

√
n+
√
m+ 4

√
s

(1− ρ)mn
,

where C is a constant.

Proof. Let X̂ be the minimizer of (4.9), and

P := tC

√
n+
√
m+ 4

√
s

(1− ρ)mn
+ 3

√
log(2/δ)√
mn(1− ρ)

,
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we have

E

[
1

mn

∑
i,j

(X̂ij − Yij)2
]

= E

[
1

mn

∑
i,j

l̃(X̂ij, Aij)

]
(Lemma 13)

≤ R̂l̃(X̂) + P (Theorem 14)

≤ R̂l̃(M) + P (by the definition of X̂)

≤ E

[
1

mn
l̃(Mij, Aij)

]
+ 2P (Theorem 14)

= E

[
1

mn

∑
i,j

(Mij − Yij)2
]

+ 2P (Lemma 13)

Therefore

1

mn

∑
i,j

E
[
(X̂ij − Yij)2 − (Mij − Yij)2

]
≤ 2P.

Since P(Yij = 1) = Mij, we have

E
[
(X̂ij − Yij)2 − (Mij − Yij)2]

= Mi,j

(
(X̂ij − 1)2 − (Mij − 1)2

)
+ (1−Mij)(X̂

2
ij −M2

ij) = (X̂ij −Mij)
2,

therefore

1

mn

∑
i,j

(X̂ij −Mij)
2 ≤ 2P.

The average error is of the order ofO( 1
n(1−ρ)

) whenM ∈ Rn×n, where 1−

ρ denotes the ratio of observed 1’s. This shows that even when we only observe

a very small ratio of 1’s in the matrix, we can still estimate M accurately when

n is large enough.
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4.2.2 Deterministic setting: Biased Matrix Completion

In the deterministic setting, we propose to solve the matrix completion

problem with label-dependent loss, motivated by the second approach studied

in Chapter 3. Let ℓ(x, a) be a loss function for a ∈ {0, 1} (e.g., ℓ(x, a) =

(x− a)2). The α-weighted loss is defined by

ℓα(x, a) = α1a=1ℓ(x, 1) + (1− α)1a=0ℓ(x, 0), (4.18)

where 1a=1, 1a=0 are indicator functions. We then recover the ground-truth by

solving the following biased matrix completion (BiasMC) problem:

X̂ = argmin
X:∥X∥∗≤t

∑
i,j

ℓα(Xij, Aij) (4.19)

The underlying binary matrix Y is then recovered by the thresholding operator

X̄ij = 1X̂ij≥q. Without loss of generality, we assume q = 0.5 (otherwise we can

shift and scale the matrix).

A similar formulation has been used in [79] to recommend items to users

in the “who-bought-what” network. Here, we show that this biased matrix

factorization technique can be used to provably recover Y . For convenience,

we define the thresholding operator thr(x) = 1 if x ≥ q, and thr(x) = 0 if

x < q. We first define the recovery error as

R(X) =
1

mn

∑
i,j

1thr(Xij )̸=Yij
,

where Y is the underlying 0-1 matrix. Define the label-dependent error:

Uα(x, a) = (1− α)1thr(x)=11a=0 + α1thr(x)=01a=1. (4.20)
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and α-weighted expected error:

Rα,ρ(X) = E
[∑

i,j

Uα(Xij, Aij)
]
,

The following lemma is a special case of Theorem 7 in Chapter 3, showing that

R(X) and Rα,ρ(X) can be related by a linear transformation:

Lemma 16. For the choice α∗ = 1+ρ
2

and Aρ = 1−ρ
2
, there exists a constant b

that is independent of X such that, for any matrix X, Rα∗,ρ(X) = AρR(X)+b.

Therefore, minimizing the α-weighed expected error in the partially

observed situation is equivalent to minimizing the true recovery error R. By

further relating Rα∗,ρ(X) and Rℓα∗ ,ρ(X) := E
[∑

i,j lα∗(Xij, Aij)
]
, we can show:

Theorem 17 (Main Result 2). Let X̂ be the minimizer of (4.19), l(·) is

L-Lipschitz continuous, then there exists a nondecreasing function ξlα∗ with

ξlα∗ (0) = 0 and a constant C such that the following holds with probability

least 1− δ:

R(X̂)≤ 2

1− ρ
ξlα∗

(
CtL

√
n+
√
m+ 4
√
mn

mn
+2

√
log(2/δ)√

2mn

)
.

When lα∗ is the α∗-weighted squared loss, we have

R(X̂) ≤ 2η

1− ρ

(
Ct

√
n+
√
m+ 4

√
mn

mn
+ 2

√
log(2/δ)√

2mn

)
,

where η = 4(1 + 2ρ).
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Proof. We will apply Theorem 9 in Chapter 3 to prove. We have to redefine

each term in our case. We define a sample set X = {Eij | i ∈ {1, . . . , n}, j ∈

{1, . . . ,m}}, where Eij is the indicator matrix with 1 on the (i, j) element, and

zeroes elsewhere. The clean distribution P contains the sample-label pairs:

(E11, 2Y11 − 1), · · · , (Eij, 2Yij − 1), · · · , (Emn, 2Ymn − 1),

and the noisy distribution Pρ generates the following pairs:

(E11, 2A11 − 1), · · · , (Eij, 2Aij − 1), · · · , (Emn, 2Amn − 1),

where A is the 0-1 observed matrix, and based on our setting we have

P(2Aij − 1 = 1 | 2Yij − 1 = −1) = 0,

P(2Aij − 1 = −1 | 2Yij − 1 = 1) = ρ.

The function f : X → R that parameterized by an m by n matrix X:

fX(Eij) = 2Xij − 1.

Using this definition, RP(fX) defined in Theorem 9 is equivalent to the recovery

error R(X), and Rα,P(fX) is Rα(X), Aρ = 1−ρ
2

(see Lemma 16). The function

space F is defined by

F := {fX | ∥X∥∗ ≤ t},

so the optimal solution f̂α in Theorem 9 (Chapter 3) is fX̂ , where X̂ is the

solution of BiasMC problem.
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Based on the above notation mapping, according to Theorem 9, there

exists a nondecreasing function ξlα with ξlα(0) = 0 such that the following

bound holds with probability at least 1− δ:

R(X̂)−R∗ ≤ 2

1− ρ
ξlα∗

(
min
X∈F

Rα∗(X)−min
X

Rα∗(X)

+ 4LR(F) + 2

√
log(1/δ)

2n

)
. (4.21)

Since M ∈ F and M minimizes Rα∗ , we have

R(X̂)−R∗ ≤ 2

1− ρ
ξlα∗

(
4LR(F ) + 2

√
log(1/δ)

2n

)
.

Now we want to compute R(F), which is defined by

R(F) := E

[
sup
f∈F

1

mn

∑
i,j

ϵijf(Xij)

]
.

The procedure is the same as that of the proof of Theorem 14, as shown

below. Recall σij denotes Bernoulli random variable taking +1 or -1 with

equal probability.

R(F) =
1

mn
Eσ

[
sup
f∈F

∑
i,j

ϵijf(Eij)

]

=
1

mn
Eσ

[
sup

∥X∥∗≤t

∑
i,j

ϵij(2Xij − 1)

]

=
1

mn
Eσ

[
sup

∥X∥∗≤t

2
∑
i,j

ϵijXij

]

≤ 2

mn
Eσ

[
sup

∥X∥∗≤t

∥σ∥2∥X∥∗

]
,
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where the last equality (before the inequality) comes from the fact thatEσ

[∑
i,j ϵij

]
=

0. As pointed out in [76], we can then apply the main Theorem in [40], when

Z is an independent zero mean random matrix,

E[∥Z∥2] ≤ C

(
max

i

√∑
j

E[Z2
ij] + max

j

√∑
i

E[Z2
ij] + 4

√∑
ij

E[Z4
ij]

)
with a universal constant C. So in our case E[∥σ∥2] ≤ C (

√
n+
√
m+ 4

√
mn),

and

R(F) ≤ 2tC

√
n+
√
m+ 4

√
mn

mn
.

Therefore,

R(X̂) ≤ 2

1− ρ
ξlα∗

(
8tC

√
n+
√
m+ 4

√
mn

mn
+ 2

√
log(1/δ)

2mn

)
. (4.22)

Finally, we show the bound when ℓ(·) is squared loss. According to the

proof of Theorem 9 (Chapter 3), we need to find a function ξ such that

Rα,ρ(X)−min
X

Rα,ρ(X) ≤ ξ(Rlα,ρ(X)−min
X

Rlα,ρ(X)). (4.23)

We want to show when lα is

lα(x, a) = α1a=1(x− 1)2 + (1− α)1a=0x
2

and q = 0.5, we have

Rα,ρ(X)−min
X

Rα,ρ(X) ≤ η(Rlα,ρ(X)−min
X

Rlα,ρ(X)), (4.24)

for some constant η. It suffices to show that for each element Xij,

Rα,ρ(Xij)−min
Xij

Rα,ρ(Xij) ≤ η
(
Rlα,ρ(Xij)−min

Xij

Rlα,ρ(Xij)
)

(4.25)

We consider two cases: Yij = 1 and Yij = 0 separately:
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1. When Yij = 0,

Rα,ρ(Xij) = (1− α)1Xij≥q, min
Xij

Rα,ρ(Xij) = 0

Rlα,ρ(Xij) = (1− α)X2
ij, min

Xij

Rlα,ρ(Xij) = 0.

If Xij < q, then Rα,ρ(Xij) = 0, so the left hand side of (4.25) is 0, and

(4.25) will be satisfied for any η.

If Xij ≥ q, then

Rα,ρ(Xij)−min
Xij

Rα,ρ = 1− α,

Rlα,ρ(Xij)−min
Xij

Rlα,ρ(Xij) = (1− α)X2
ij ≥ (1− α)q2,

so (4.25) will be satisfied with

η ≥ 1

q2
(4.26)

2. When Yij = 1, then

Rα,ρ(Xij) = ρ(1− α∗)1Xij≥q + (1− ρ)α∗1Xij<q

=
(1− ρ)(1 + ρ)

2
1Xij<q +

ρ(1− ρ)

2
1Xij≥q,

Rlα,ρ(Xij) =
(1− ρ)(1 + ρ)

2
(Xij − 1)2 +

ρ(1− ρ)

2
X2

ij.

If Xij ≥ q, Rα,ρ(Xij) = minXij
Rα,ρ(Xij) = ρ(1−ρ)

2
, so the left hand side

of (4.25) is 0, and (4.25) is satisfied with any η.

If Xij < q, Rα,ρ(Xij) = (1−ρ)(1+ρ)
2

, so

Rα,ρ(Xij)−min
Xij

Rα,ρ(Xij)

=
(1− ρ)(1 + ρ)

2
− ρ(1− ρ)

2
=

(1− ρ)

2
, (4.27)
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and

min
Xij

Rlα,ρ(Xij)

= min
x

(1− ρ)(1 + ρ)

2
(x− 1)2 +

ρ(1− ρ)x2

2
,

where the optimal solution will be x∗ = 1+ρ
1+2ρ

, and

min
Xij

Rlα,ρ(Xij) =
ρ(1− ρ)(1 + ρ)

2(1 + 2ρ)
.

Since q = 1
2
< 1+ρ

1+2ρ
, x = 0.5 will minimize Rlα,ρ(Xij), and thus

Rlα,ρ(Xij) ≥
(1− ρ)(1 + ρ)

8
+
ρ(1− ρ)

8

=
(1− ρ)(1 + 2ρ)

8
,

so

Rlα,ρ(Xij)−min
Xij

Rlα(Xij)

≥(1− ρ)(1 + 2ρ)

8
− ρ(1− ρ)(1 + ρ)

2(1 + 2ρ)

=
(1− ρ)

8(1 + 2ρ)
. (4.28)

By (4.28) and (4.27) we can show (4.25) is satisfied with

η ≥ 4(1 + 2ρ) (4.29)

Combining (4.29) and (4.26), q = max
(

1
q2
, 4(1+2ρ)

ρ

)
satisfies (4.24), therefore

for the squared loss we can choose

ξlα∗ (z) = max

(
1

q2
,
4(1 + 2ρ)

ρ

)
z
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in (4.22). Since q = 0.5 and ρ ≥ 0, we can choose η = 4(1 + 2ρ) such that

ξlα∗ (a) := ηa.

The average error is of the order of O( 1
n(1−ρ)

) when M ∈ Rn×n, where

1− ρ denotes the ratio of observed 1’s, similar to the ShiftMC estimator.

4.3 Optimization Techniques

In this section, we show that BiasMC can be solved very efficiently for

large-scale (millions of rows and columns) datasets, and that ShiftMC can be

solved efficiently after a relaxation.

First, consider the optimization problem for BiasMC:

argmin
X

α
∑

i,j:Aij=1

(Xij − 1)2 + (1− α)
∑

i,j:Aij=0

X2
ij + λ∥X∥∗

:= fb(X) + λ∥X∥∗, (4.30)

which is equivalent to the constrained problem (4.19) with suitable λ. The

typical proximal gradient descent update is X ← §(X − η∇fb(X), λ), where η

is the learning rate and § is the soft thresholding operator on singular values

[31]. The (approximate) SVD of G := (X − η∇fb(X)) can be computed

efficiently using power method or Lanczos algorithm if we have a fast procedure

to compute GP for a tall-and-thin matrix P ∈ Rn×k. In order to do so, we

first rewrite fb(X) as

fb(X) = (1− α)∥X − A∥2F + (2α− 1)
∑

i,j:Aij=1

(Xij − Aij)
2. (4.31)
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Assume the current solution is stored in a low-rank form X = WHT and

R = (X − A)Ω1 is the residual on Ω1, then

GP = XP − 2η [(1− α)(X − A) + (2α− 1)R]P

=(1−2η(1−α))WHTP + 2η[(1−α)A−(2α− 1)R]P,

where the first term can be computed in O(mk2 + nk2) flops, and the remain-

ing terms can be computed in O(|Ω1|k) flops. With this approach, we can

efficiently compute the proximal operator. This can also be applied to other

faster nuclear norm solvers (for example, [28]).

Next we show that the non-convex form of BiasMC can also be effi-

ciently solved, and thus can scale to millions of nodes and billions of observa-

tions. It is well known that the nuclear norm regularized problem minX fb(X)+

λ∥X∥∗ is equivalent to

min
W∈Rm×k,H∈Rn×k

fb(WHT ) +
λ

2
(∥W∥2F + ∥H∥2F ) (4.32)

when k is sufficiently large. We can use a trick similar to (4.31) to compute

the gradient and Hessian efficiently:

1

2
∇Wfb(WHT ) =[(1−α)(WHT−A) + (2α−1)RΩ]H,

1

2
∇2

Wi,·
fb(WHT ) = (1− α)HTH + (2α− 1)HT

Ωi
HΩi

,

where HΩi
is the sub-matrix with columns {hj : j ∈ Ωi}, and Ωi is the column

indices of observations in the ith row. Thus, we can efficiently apply Alter-

nating Least Squares (ALS) or Coordinate Descent (CD) for solving (4.32).
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For example, when applying CCD++ in [93], each coordinate descent update

only needs O(|Ωi|+ k) flops. We apply this technique to solve large-scale link

prediction problems (see Section 4.4).

The optimization problem for ShiftMC is harder to solve because of the

bounded constraint. We can apply the bounded matrix factorization technique

[33] to solve the non-convex form of (4.11), where the time complexity is

O(mn) because of the constraint 0 ≤ (WHT )ij ≤ 1 for all (i, j). To scale it to

large datasets, we relax the bounded constraint and solve:

min
W∈Rm×k,H∈Rn×k

∥A−WHT∥2F +
λ

2
(∥W∥2F + ∥H∥2F )

s. t. 0 ≤ W,H ≤
√

1/k (4.33)

This approach (ShiftMC-relax) is easy to solve by ALS or CD with O(|Ω|k)

complexity per sweep (similar to the BiasMC). In our experiments, we show

ShiftMC-relax performs even better than shiftMC in practice.

4.4 Experimental Results

We first use synthetic data to show that our bounds are meaningful and

then demonstrate the effectiveness of our algorithms in real world applications.

4.4.1 Synthetic data

We assume the underlying matrix M ∈ Rn×n is generated by UUT ,

where U ∈ Rn×k is the orthogonal basis of a random Gaussian n by k matrix
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with mean 0 and variance 1. For the non-deterministic setting, we linearly

scaleM to have values in [0, 1], and then generate training samples as described

Section 4.1. For deterministic setting, we choose q so that Y has equal number

of zeros and ones. We fix ρ = 0.9 (so that only 10% 1’s are observed). From

Lemma 16, α = 0.95 is optimal. We fix k = 10, and test our algorithms with

different sizes n. The results are shown in Figure 4.1(a)-(b). As expected,

the results reflect the theory: error of our estimators decreases with n; in

particular, error linearly decays with n in log-log scaled plots, which suggests

a rate of O(1/n), as shown in Theorems 15 and 17. Directly minimizing

∥A−X∥2F gives very poor results. For BiasMF, we also plot the performance

of estimators with various α values in Figure 4.1(b). As the theory suggests,

α = 1+ρ
2

performs the best. We also observe that the error is well-behaved in

a certain range of α. A principled way of selecting α is an interesting problem

for further research.

4.4.2 Parameter selection

Before showing the experimental results on real-world problems, we

discuss the selection of the parameter ρ in our PU matrix completion model

(see eq (4.1)). Note that ρ indicates the noise rate of flipping a 1 to 0. If there

are equal number of 1’s and 0’s in the underlying matrix Y , we will have ρ =

1 − 2s where s = (# 1’s)/(# total entries). In practice (e.g., link prediction

problems) number of 1’s is usually less than number of 0’s in the ground-truth,

but we do not know the ratio precisely. Therefore, in all the experiments we
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chose ρ from the set {1 − 2s, 10(1 − 2s), 100(1 − 2s), 1000(1 − 2s)} based on

a random validation set, and use the corresponding α in the optimization

problems.

4.4.3 Matrix completion for link prediction

One of the important applications that motivated the analysis in this

chapter is the link prediction problem. Note that matrix completion has been

used for link prediction on signed network [11], but the application to (un-

signed) general networks has not been carefully considered before. Here, we

are given n nodes (users) and a set of edges Ωtrain (relationships) and the goal

is to predict missing edges, i.e. Ωtest. We use 4 real-world datasets: 2 co-

author networks ca-GrQc(4,158 nodes and 26,850 edges) and ca-HepPh(11,204

nodes and 235,368 edges), where we randomly split edges into training and

test such that |Ωtrain| = |Ωtest|; 2 social networks LiveJournal(1,770,961 nodes,

|Ωtrain| = 83,663,478 and |Ωtest| = 2,055,288) and MySpace(2,137,264 nodes,

|Ωtrain| = 90,333,122 and |Ωtest| = 1,315,594), where train/test split is done

using timestamps. For our proposed methods BiasMC, ShiftMC and ShiftMC-

relax, we solve the non-convex form with k = 50 for ca-GrQc, ca-HepPhand

k = 100 for LiveJournaland MySpace. The α and λ values are chosen by a

validation set as discussed earlier.

We compare with competing link prediction methods (see [47]) Com-

mon Neighbors, Katz, and SVD-Katz (compute Katz measure using the rank-k

approximation, A ≈ UkΣkVk). Note that the classical matrix factorization ap-
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proach in this case is equivalent to SVD on the given 0-1 training matrix, and

SVD-Katz slightly improves over SVD by further computing the Katz values

based on the low rank approximation (see [78]), so we omit the SVD results

in the figures. Another competing method is the ldNMF algorithm proposed

in [79], but is time consuming because there are O(n2) hidden variables to esti-

mate. Therefore, we compare with it only on a n = 500 subset of ca-GrQc. On

this subset, BiasMC gets 1.14% prediction accuracy whereas ldNMF achieves

a lesser accuracy of 1.08%.

Based on the training matrix, each link prediction method will output

a list of k candidate entries. We evaluate the quality of the top-k entries by

computing the False Positive Rate (FPR) and False Negative Rate (FNR) on

the test snapshot defined by

FPR =
# of incorrectly predicted links

# of non-friend links
,

FNR = 1− # of correctly predicted links

# of actual links
.

The results are shown in Figure 4.1 (c)-(f). ca-GrQcis a small dataset, so we

can solve the original ShiftMC problem accurately, although ShiftMC-relax

achieves a similar performance here. For larger datasets, we show only the

performance of ShiftMC-relax. In general BiasMC performs the best, and

ShiftMC tends to perform better in the beginning. Overall, our methods

achieve lower FPR and FNR comparing to other methods, which indicate that

we obtain a better link prediction model by solving the PU matrix completion

problem. Also, BiasMC is highly efficient — it takes 516 seconds for 10 coor-
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dinate descent sweeps on the largest dataset (MySpace), whereas computing

top 100 eigenvectors using eigs in Matlab requires 2408 seconds.

4.5 Summary of the Contributions

To the best of our knowledge, this thesis serves as the first work to

formulate and study PU learning for matrix completion, necessitated by the

applications of matrix completion. Our results provide a theoretical insight

for the heuristic approach often used in practice, namely, biased matrix com-

pletion [29, 71, 79]. The work presented in this chapter is published in [27].
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(a) Synthetic data: non-deterministic set-
ting.

(b) Synthetic data: deterministic setting.

(c) FPR-FNR on ca-GrQcdataset. (d) FPR-FNR on ca-HepPhdataset.

(e) FPR-FNR on LiveJournaldataset. (f) FPR-FNR on MySpacedataset.

Figure 4.1: (a)-(b): Recovery error of ShiftMC and BiasMC on syn-
thetic data. We observe that without shifting or biasing, error does not
decrease with n (the black lines). The error of our estimators decreases ap-
proximately as 1

n
, as proved in Theorems 15 and 17. (c)-(f): Comparison

of link prediction methods. ShiftMC and BiasMC consistently perform
better than the rest.
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Chapter 5

PU Multi-label Learning

In traditional supervised learning, each instance is associated with a

single label. In many real-world applications, instances are usually associated

with multiple labels simultaneously. For example, documents can be associated

with two or more tags; images, such as in Flickr, are annotated with multiple

tags. In such multi-label applications, supervision may be limited or noisy, like

in the case of binary classification studied in Chapter 3. In particular, we are

interested in the PU multi-label learning problem where we have knowledge of

what labels are relevant to instances, but no explicit information is available

on irrelevant labels. In this chapter, we extend formulations, algorithms and

guarantees for PU learning discussed in Chapters 3 and 4 to the multi-label

learning problem.

5.1 Multi-label Learning with Noisy Labels

Let the number of labels be m. Let x ∈ X denote instances and

y ∈ Y = {+1,−1}m such that yi = +1 if label i is relevant to x and -1

1Cho-Jui Hsieh, Nagarajan Natarajan, and Inderjit S. Dhillon. PU Learning for Matrix
Completion. In Intl. Conf. on Machine Learning, volume 37, pages 2445–2453, 2015.

2All the co-authors contributed equally in the related publication.
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otherwise denote labels. Let P denote the joint probability distribution over

instances x and label vectors y. For convenience, define the quantity ηj(x) =∑
y∈Y,yj=+1 P(y|x). Similar to the 0-1 loss in case of binary classification,

a widely-used multi-label loss function is the hamming loss. The hamming

loss, denoted by ℓham, concerns how many labels are misclassified for a given

instance. Given two label vectors y and ŷ, the loss is defined as:

ℓham(y, ŷ) =
1

m

m∑
j=1

1{ŷj ̸=yj} .

Let f : X →{+1,−1}m denote a multi-label classifier. Define the hamming

risk of f as:

Rℓham,P(f) = E(x,y)∼P
(
ℓham(f(x),y)

)
. (5.1)

As in the case of the (binary) 0-1 loss, it can be shown [24] that the multi-label

Bayes classifier f∗ that minimizes the expected hamming loss w.r.t. P simply

thresholds the label-wise marginals at 1/2. Formally, for any f∗ that satisfies:

f∗(x) = [sign(η1(x)− 1/2), sign(η1(x)− 1/2), . . . , sign(ηm(x)− 1/2)], (5.2)

we have:

R∗
ℓham,P := Rℓham,P(f∗) = min

f
Rℓham,P(f) . (5.3)

Clearly, minimizing hamming loss is hard. One approach for multi-label learn-

ing is to transform the problem into independent binary classification tasks,

and learn m decision functions using a surrogate (binary) loss ϕ (such as the

hinge loss). For a given classification-calibrated binary loss ϕ (discussed in
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Section 3.2), we can define the corresponding multi-label surrogate loss as:

ℓ(f(x),y) =
1

m

m∑
j=1

ϕ(yjfj(x)). (5.4)

The following result established in [24] shows that ℓ is multi-label consistent

with respect to the hamming loss, i.e. minimizing ℓ-risk is a good proxy for

minimizing hamming loss.

Theorem 18 (Multi-label consistency [24]). Multi-label surrogate loss de-

fined in (5.4) is consistent with respect to the hamming loss ℓham, i.e. if

Rℓ,P(f)→R∗
ℓ,P, then Rℓham,P(f)→R∗

ℓham,P, where Rℓ,P(f) = E(x,y)∼P(ℓ(f(x),y)).

Note that the above approach assumes that the label vector is fully

observed. In practice, this is hardly the case. A more natural setting is that

the relevant labels are revealed to the learner, but irrelevant labels are not.

Analogous to PU learning problem studied in Chapter 3, we now formulate

PU multi-label learning problem where the positive labels for an instance are

corrupted with some small probability, whereas negative labels are not. Also,

we may allow negative labels to be corrupted with some small probability

too (for example, images can have wrong tags occasionally). Furthermore,

the likelihood of mislabeling depends on the label itself (for example, some

image categories may be harder to label than others). Let ỹ denote the noisy

version of the true label vector y, and let Pρ denote the corresponding noisy

distribution over instances x and label vectors ỹ. Formally, the label noise

model can be stated as follows:

P(ỹj = −1|yj = 1) = ρ+j, P(ỹj = 1|yj = −1) = ρ−j,
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ρ+j + ρ−j < 1,∀j .

Note that there are 2m parameters that characterize the noisy distribution in

the multi-label setting. The analysis presented in Chapter 3 can be extended

in a straight-forward way to yield consistent multi-label learning methods with

provably bounded hamming risk.

5.1.1 Unbiased estimators for noisy multi-label learning

Here, the idea is to use unbiased estimator ℓ̃(t,y) of the surrogate loss

ℓ(t,y) defined in (5.4). Define:

ℓ̃(t,y) :=
1

m

m∑
j=1

ϕ̃(tjyj) :=
1

m

m∑
j=1

(1− ρ−yjj)ϕ(tjyj)− ρyjjϕ(−tjyj)
1− ρ+j − ρ−j

(5.5)

where ϕ̃ denotes the unbiased estimator of ϕ; note that ρyjj evaluates to ρ+j

if yj = +1 or ρ−j otherwise. Consider ERM using the modified loss (5.5) on

iid noisy samples (x(i), ỹ(i)) ∼ Pρ, i = 1, 2, . . . , n:

f̂ := arg min
f∈F

1

n

n∑
i=1

ℓ̃(f(x(i)), ỹ(i)) , (5.6)

where F ⊂ {f : x 7→ Rm} is a function class of interest. The following

corollary shows that minimizing empirical ℓ̃-risk using i.i.d. samples from

noisy distribution Pρ suffices to ensure bounded hamming risk w.r.t. the clean

distribution P; the result directly follows Theorem 2 (in Chapter 3). Let Pρ,j

denote the marginalized (noisy) distribution over instances x and label j and

let Lρ,j = L
1+|ρ+j−ρ−j |
1−ρ+j−ρ−j

≤ 2L/(1−ρ+j−ρ−j), where L is the Lipschitz constant

of ϕ.
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Corollary 19. If ϕ used in (5.5) is classification-calibrated, there exists a

nondecreasing function ζϕ with ζϕ(0) = 0 such that f̂ returned by (5.6) satisfies

the following bound with probability at least 1− δ:

Rℓham,P(f̂)−R∗
ℓham,P ≤

m∑
j=1

ζϕ

(
min
f∈F

Rϕ,Pρ,j
(f)−min

f
Rϕ,Pρ,j

(f) + 4Lρ,jR(F)

+2

√
log(1/δ)

2n

)
.

5.1.2 Label-dependent costs for noisy multi-label learning

We now extend the method of label-dependent costs (Section 3.2.2) to

multi-label learning. We consider the following label-dependent surrogate loss

function. Let ϕ denote a classification-calibrated binary loss function.

ℓ̃(t,y) :=
1

m

m∑
j=1

(1− αj)1yj=1ϕ(tj) + αj1yj=−1ϕ(−tj) (5.7)

Now, cconsider the ERM using the above modified loss (5.7) on iid noisy

samples (x(i), ỹ(i)) ∼ Pρ, i = 1, 2, . . . , n:

f̂ := arg min
f∈F

1

n

n∑
i=1

ℓ̃(f(x(i)), ỹ(i)) . (5.8)

The following corollary gives a risk bound for the hamming loss of f̂ learnt

using noisy samples; the result directly follows from Theorem 9. Aρ,j and α∗
j

denote the corresponding optimal choices w.r.t marginal distribution Pρ,j for

label j according to Theorem 7.

Corollary 20. Let ϕ : R→ [0,∞) used in (5.7) be a convex loss function with

Lipschitz constant L such that it is classification-calibrated (i.e. ϕ
′
(0) < 0).
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Then, there exist constants α∗
j , Aρ,j, and a nondecreasing function ζϕ,α⋆

j
with

ζϕ,α⋆
j
(0) = 0, such that f̂ returned by (5.8) satisfies the following bound with

probability at least 1− δ:

Rℓham,P(f̂)−R∗
ℓham,P ≤

m∑
j=1

A−1
ρ,jζϕ,α⋆

j

(
min
f∈F

Rα∗
j ,Pρ,j

(f)−min
f
Rα∗

j ,Pρ,j
(f)+4LR(F)

+ 2

√
log(1/δ)

2n

)
.

5.2 Matrix Completion Approach

We now consider a multi-label learning formulation that exploits cor-

relation among labels [94]. Let Y ∈ Rn×m denote the label matrix where

each row corresponds to the label vector for an instance x ∈ Rd. Now, multi-

label learning can be formulated as matrix completion on the label matrix

Y , under the assumption that the true label matrix is low-rank. In contrast

to our first approach, here we exploit correlations between labels to learn a

prediction function f(x;Z) = ZTx where the parameter matrix Z ∈ Rd×m

is low-rank. In some applications, we also have access to features on the la-

bels. The aforementioned formulation can naturally be extended to so-called

inductive matrix completion [30], where both rows and columns have asso-

ciated features. Recall that we had features for genes as well as diseases in

the case of gene-disease prediction problem studied in Chapter 2. Formally,

let Fu ∈ Rn×d, Fv ∈ Rm×d denote the row (corresponding to instances) and
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the column (corresponding to labels) features respectively1. In the standard

inductive matrix completion problem [30], the observations AΩ are sampled

from the groundtruth M ∈ Rn×m, and we want to recover M by solving the

following optimization problem:

min
D∈Rd×d

∑
i,j∈Ω

(Aij − (FuDF
T
v )ij)

2 + λ∥D∥∗. (5.9)

Note that the standard matrix completion is a special case of inductive ma-

trix completion when Fu = I, Fv = I. In the multi-label learning problem,

M represents the label matrix and Fu corresponds to examples (typically

Fv = I) [94, 90]. This technique has also been applied to semi-supervised

clustering [92].

We now extend the PU matrix completion model and formulations

studied in Chapter 4 to PU inductive matrix completion problem.

5.2.1 Non-deterministic setting: Shifted Inductive Matrix Com-
pletion

In the non-deterministic setting (see Section 4.1.1), we consider the

inductive version of the shifted matrix completion problem (ShiftIMC):

min
D∈Rd×d

∑
i,j

ℓ̃((FuDF
T
v )ij, Aij) (5.10)

s. t. ∥D∥∗ ≤ t, 0 ≤ FuDF
T
v ≤ 1,

1for clarity, we present results with the number of row features being equal to the number
of column features.
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where the unbiased estimator of the squared loss is defined in (4.10). Note

that we can assume that Fu, Fv are orthogonal (otherwise we can conduct a

preprocessing step to normalize it). Let ui be the ith row of Fu (the feature for

row i) and vj be the jth row of Fv. We define constants Xu = maxi ∥ui∥,Xv =

maxj ∥vj∥.

µ = min

(
mini ∥ui∥
Xu

,
mini ∥vi∥
Xv

)
.

In practice if one does an instance-wise scaling of features, µ will be 1. Assume

Fu = UΣV , then we define F̄u = Ud̄Σd̄Vd̄ where σd̄ is the smallest singular

value with σd ≥ µσ1. By the same way we can define F̄v. We assume the

column space of the ground truth M lies in span(F̄u) and the row space of

M lies in span(F̄v). We expect µ to be not too small, which indicates that

the ground truth matrix lies in a more informative subspace of Fu and Fv.

Since the output of inductive matrix completion is FuDF
T
v , it can only recover

the original matrix when the underlying matrix M can be written in such

form. Following [90, 92], we assume the features are good enough such that

M = Fu(Fu)TMFv(Fv)
T . Recall ∥M∥∗ ≤ t. We now extend Theorem 15 to

PU inductive matrix completion.

Theorem 21. Assume D̂ is the optimal solution of (5.10) and the ground-

truth M is in the subspace formed by Fu and Fv: M = Fu(Fu)TMFv(Fv)
T ,

and let M̂ = FuD̂F
T
v , then, with probability at least 1− δ:

1

mn
∥M − M̂∥2F ≤ 6

√
log(2/δ)√
mn(1− ρ)

+
4t
√

log 2d√
mn
√

1− ρ
XuXv.
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Proof. For convenience, we letX = FuDF
T
v . We first apply the same argument

as in the proof of Theorem 14 in Chapter 4 to get (4.17). Now we want to

bound the Rademacher complexity EA,σ

[
supw∈W

∑
i,j σij l̃(Xij, Aij)

]
(upper

bound of (4.17)). Since l̃(Xij, Aij) is Lipchitz continuous with constant 1
1−ρ

(use the fact that Xij is bounded between 0 and 1), we have l̃(Xij, Aij) ≤
1

1−ρ
(Xij − Aij). Therefore,

EA,σ

 sup
w∈W

∑
i,j:Aij=1

σij l̃((FuDF
T
v )ij, Aij)


≤ EA,σ

 sup
w∈W

∑
i,j:Aij=1

σij
1− ρ

(FuDF
T
v )ij

+ EA,σ

[
σij

1− ρ

]

=
1

1− ρ
EA,σ

 sup
w∈W

∑
i,j:Aij=1

σijtr(uiv
T
j D)


We then use the following Lemma, which is a special case of Theorem

1 in [32] when taking ∥ · ∥ to be the matrix 2 norm, in which case ∥ · ∥∗ (the

dual norm) is the trace norm:

Lemma 22. Let D := {D | D ∈ Rd×d, ∥D∥∗ ≤ D1}, W = maxi ∥Wi∥2, then

Eσ

[
sup
D∈D

1

p

p∑
i=1

σitr(DWi)

]
≤ 2WD1

√
log 2d

p
.

In our case, D is {D : ∥D∥∗ ≤ t} and p corresponds to the number of
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observations in A, i.e. p = nm(1− ρ). So,

EA,σ

sup
D∈D

∑
i,j:Aij=1

σij l̃((FuDF
T
v )ij, Aij)


≤ 2

1− ρ
t

(
max
i,j
∥uiv

T
j ∥2
)√

log 2d
√
p

≤ 2

1− ρ
tXuXv

√
log 2d

√
mn
√

1− ρ =
2
√
mnt
√

log 2d√
1− ρ

XuXv.

Thus we have:

1

mn
EA,σ

sup
D∈D

∑
i,j:Aij=1

σij l̃((FuDF
T
v )ij, Aij)

 ≤ 2t
√

log 2d√
mn
√

1− ρ
XuXv.

Combined with other part of the proof of Theorem 14 we have

1

mn

∑
i,j

(Mij − FuD̂F
T
v )2 ≤ 6

√
log(2/δ)√
mn(1− ρ)

+
4t
√

log 2d√
mn
√

1− ρ
XuXv.

Therefore if t and d are bounded, the mean squared error of ShiftIMC

estimator is O(1/n) in the non-deterministic setting.

5.2.2 Deterministic setting: Biased Inductive Matrix Completion

In the deterministic setting (see Section 4.1.2), we propose to solve the

inductive version of the biased matrix completion problem (BiasIMC):

D̂ = arg min
D:∥D∥∗≤t

∑
i,j

ℓα((FuDF
T
v )ij, Aij) (5.11)
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where ℓα is defined as in (4.18), corresponding to the squared loss. The ground-

truth 0-1 matrix Y can then be recovered by the estimator Ŷ defined as:

Ŷij =

{
1 if (FuD̂F

T
v )ij ≥ q

0 if (FuD̂F
T
v )ij < q.

(5.12)

As in the case of matrix completion, Lemma 16 shows that the expected error

R(X) and the α-weighted expected error in noisy observation Rα,ρ(X) can

be related by a linear transformation when α∗ = 1+ρ
2

. This choice of α∗

allows us to extend Theorem 17 to PU inductive matrix completion and bound

R(Ŷ ) = 1
mn
∥Y − Ŷ ∥2F :

Theorem 23. Let D̂ be the minimizer of (5.11) with α∗ = (1 + ρ)/2, Ŷ be

generated from D̂ by (5.12). Then there exists a nondecreasing function ξlα∗

with ξlα∗ (0) = 0 such that the following holds with probability at least 1− δ:

R(Ŷ ) ≤ 2

1− ρ
ξlα∗

(
Ct
√

log 2d√
mn

XuXv + 2

√
log(2/δ)√

2mn

)
,

When lα∗ is the α∗-weighted squared loss, we have

R(Ŷ ) ≤ 2η

1− ρ

(
Ct
√

log 2d√
mn

XuXv + 2

√
log(2/δ)√

2mn

)
,

where η = 4(1 + 2ρ) and C is a constant.

Proof. The proof closely follows that of Theorem 17 in Chapter 4. We use the

same definitions as in the proof of Theorem 17. The only difference is that we

define the functions to be

fD(Eij) = 2uT
i Dvj − 1,
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where ui is the ith column of Fu, and vj is the jth column of Fv. With this

definition we can get (4.21), and the proof is complete if we bound R(F).

R(F) =
1

mn
Eσ[sup

f∈F
ϵijf(Eij)]

=
1

mn
Eσ[ sup

∥D∥∗≤t

∑
i,j

ϵij(2u
T
i Dvj − 1)]

=
2

mn
Eσ[ sup

∥D∥∗≤t

∑
ij

σijtr(vju
T
i D)]

≤ 4tmax
i,j

(∥ui∥∥vj∥)
√

log(2d)
√
mn (by Lemma 22).

= 4tXuXv

√
log(2d)

√
mn.

Again, we have that if t and d are bounded, the mean squared error of

BiasIMC is O(1/n).

5.3 Experimental Results

We focus on the matrix completion approach, which is more relevant in

practice. PU inductive matrix completion can be applied to many real-world

problems, including recommender systems with features and 0-1 observations,

and the semi-supervised clustering problem when we can only observed pos-

itive relationships. Here we use the latter as an example to demonstrate the

usefulness of our algorithms2.

2In Chapter 2, we essentially used BiasIMC (what is referred to as IMC in Figures 2.4,
2.5 and 2.6) for gene-disease prediction.
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In the semi-supervised clustering problem, we are given n samples with

features {x(i)}ni=1 and pairwise relationships A ∈ Rn×n, where Aij = 1 if two

samples are in the same cluster, Aij = −1 if they are in different clusters,

and Aij = 0 if the relationship is unobserved. Note that the ground-truth

matrix M ∈ {+1,−1}n×n exhibits a simple structure and is a low rank as

well as low trace norm matrix; it is shown in [92] that we can recover M

using IMC when there are both positive and negative observations. We con-

sider the setting where only positive relationships are observed, so A is a 0-1

matrix. We show that biased IMC can recover M using very few positive re-

lationships. We evaluate on two datasets: the Mushroom dataset with 8142

samples, 112 features, and 2 classes; the Segment dataset with 2310 samples,

19 features, and 7 classes. The results are presented in Figure 5.1. We com-

pare BiasIMC estimator (referred to in the plots as BiasMC-inductive) with

(a) MC-inductive, which considers all the unlabeled pairs as zeros and mini-

mizes ∥FuDF
T
v −A∥2F , and (b) spectral clustering, which does not use feature

information. Since the data is from classification datasets, the ground truth

M is known and can be used to evaluate the results. In Figure 5.1, the vertical

axis is the clustering error rate defined as the fraction of entries in M predicted

with correct sign. We observe that BiasMC-inductive performs much better

than competing methods.
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(a) Mushroom dataset. (b) Segment dataset.

Figure 5.1: Semi-supervised clustering on real-world data. BiasMC-
inductive performs better than MC-inductive (treats unlabeled relationships
as zeros) and spectral clustering (does not use features). BiasMC-inductive
achieves under 10% error using just 100 samples.

5.4 Summary of the Contributions

The results presented in Section 5.1 are extension of the work presented

in the paper [64], and are included in the dissertation for completeness. The

results presented in Section 5.2 are presented in [27].
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Chapter 6

PU Multiple-Instance Learning

In problems such as learning to identify objects in images, it is easier

to tell if the object of interest is present in a collage of objects within an image

than to label specific instances of objects. The setting where a single (binary)

label is assigned to sets of examples is generally known as multiple-instance

learning (MIL). The training data in MIL consists of sets of examples, called

bags, and their labels. The examples in a bag are termed instances. A bag is

labeled +1 if and only if at least one of its instances is positive (i.e. the object of

interest), as shown in Figure 6.1. The goal is to learn a classifier that classifies

bags or instances, depending on the application, with low misclassification rate.

As in the applications considered in the previous chapters, PU supervision is

natural to study for the MIL problem as well. In this chapter, we show how

one can use the label noise model studied in Chapter 3 to obtain guarantees

for the PU MIL problem.

6.1 Characterizing Learnability with Bags

In this section, we will review background work on PAC-style analy-

sis for multiple-instance learning. The PAC-learnability argument motivates
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Figure 6.1: Supervision in the standard multiple-instance learning
problem. Labels of individual instances are not revealed, but only the labels
of the bags. A bag is labeled positive if and only if at least one instance in the
bag is positive (colored green).

an algorithm for empirically learning a binary instance classifier that is prov-

ably consistent. Let P denote an arbitrary unknown distribution on labelled

instances X × {1, 0}. Bags of size r are drawn i.i.d. from Pr — or equiva-

lently, instances are drawn i.i.d. from P and grouped into bags of a fixed size

r. 1 A bag X = (x1, x2, . . . , xr) is labeled negative if all of its instances are

negative and labeled positive if at least one of its instances is positive, i.e.

Y = y1 ∨ y2 ∨ · · · ∨ yr. Let F : X →{0, 1} denote a class of decision functions.

1All bags are assumed to be of the same size for ease of exposition.
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Denote P(y = 1) by π.

In the standard MIL setting, the label oracle is assumed to give accurate

labels for bags. Blum and Kalai [4] define PAC-learnability using supervision

in the form of bags as follows:

Definition 1. (MI-Learnability) An algorithm A PAC-learns function class

F from bags if for any r > 0 and any distribution P over single instances, A

PAC-learns F̄ = {f̄(X) = f(x1)∨ f(x2)∨ . . . f(xr) | f ∈ F} over distribution

Pr.

Proposition 1 ([4]). If F is PAC-learnable from one-sided random label

noise, then F is PAC-learnable from bags.

The proof essentially involves showing how i.i.d. bags can be used to

obtain i.i.d. instances from a one-sided noisy distribution Pρ characterized by:

P(ỹ = 0 | y = 1) = 0,

P(ỹ = 1 | y = 0) = 1− (1− π)r−1 := ρ (6.1)

The reduction to one-sided label noise suffices to show PAC-learnability

using bags. In practice, we often want to minimize some empirical (con-

vex) loss on the training data. In the traditional supervised learning, dis-

cussed in the beginning of Chapter 3, we have access to training samples

(xi, yi), i = 1, 2, . . . , n drawn from a distribution P. To learn a decision func-

tion, we minimize appropriate loss on the training data:

f̂ = min
f∈F

1

n

n∑
i=1

ℓ(f(xi), yi) .
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By using a classification-calibrated loss function, the empirical risk minimizer

f̂ can be shown to have a bounded generalization error R(f̂). Now, if we

have access to only bag-level labels Yi instead of labels of individual exam-

ples yi, can we still obtain a consistent binary classifier f̂? Indeed, the sim-

ple reduction observed in [4] is sufficient to answer the question in the af-

firmative. The approach is as follows: Given a set of i.i.d. training bags

B = {(X1, Y1), (X2, Y2), . . . , (Xn, Yn)}, we obtain a set of training instances I

as follows. We retain the first instance of each bag Xi (and ignoring the rest)

and the label of an instance is set to the label of its bag. It is easy to see that

I consists of i.i.d. instances from the one-sided noisy distribution Pρ given

in (6.1) — If x is a true positive, it remains positive with probability 1; if x

is a true negative, it is labeled positive with probability 1 − (1 − π)r−1. Let

ℓ : R→ [0,∞) be a margin loss function (such as the hinge loss). The fol-

lowing ERM procedure returns a function f̂α that is the empirical minimizer

computed over I.

f̂α = argminf∈F
1

n

{
(1− α)

∑
i:yi=1

ℓ
(
f(xi)

)
+ α

∑
i:yi=0

ℓ
(
− f(xi)

)}
. (6.2)

We now show that f̂α has a bounded generalization error with respect to the

underlying distribution P.

Theorem 24. Let ℓ : R→ [0,∞) is a convex loss function with Lipschitz

constant L such that it is classification-calibrated (i.e. ℓ
′
(0) < 0). Define α∗ =

1− (1− π)r−1/2. There exists a nondecreasing function ζℓα⋆ with ζℓα⋆ (0) = 0,

such that f̂α∗ obtained using ERM (6.2) satisfies the following bound, with
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probability at least 1− δ:

RP(f̂α∗)−R∗ ≤ 2

(1− π)r−1
ζℓα⋆

(
min
f∈F

Rα∗,Pρ(f)−min
f
Rα∗,Pρ(f) + 4LR(F)

+2

√
log(1/δ)

2n

)
.

Proof. Clearly, the labels for training instances in (6.2) have one-sided random

noise. Let ỹ denote the noisy instance label, which is same as the label of

the bag it belongs to. Let y denote its true (unobserved) instance label.

We will now appeal to the ERM guarantees for noisy labels in Chapter 3.

Following the notation there, we have, P(ỹ = −1|y = 1) = ρ+1 = 0 and

P(ỹ = 1|y = −1) = ρ−1 = 1 − (1 − π)r−1, where P(y = −1) = 1 − π, and

clearly ρ+1+ρ−1 < 1. Denote this noisy distribution by Pρ. Now we can invoke

Theorem 9 to bound R(f̂α∗): We have α∗ = 1−ρ+1+ρ−1

2
= 1− (1− π)r−1/2 and

Aρ = (1− π)r−1/2 = 1− α∗. This completes the proof of the theorem.

In some applications such as image classification, one may be interested

in the generalization error on bags rather than instances. We can define the

MI-risk of a classifier f as:

RMIL(f) = E{(xi,yi),i=1,2,...,r}∼Pr [1{f̄(X )̸=Y }].

For example, [72] considers an ERM procedure for minimizing the train-

ing error over bags, i.e. the empirical MI-risk, which essentially leads to a non-

convex problem. Therefore they employ a heuristic iterative algorithm to find
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a separating hyperplane from a training sample of bags. In contrast, our ERM

formulation (6.2) is efficient (remains convex if ℓ is convex) and importantly,

f̂α also has a bounded MI-risk:

Theorem 25. Let ℓ : R→ [0,∞) is a convex loss function with Lipschitz

constant L such that it is classification-calibrated (i.e. ℓ
′
(0) < 0). Define α∗ =

1− (1− π)r−1/2. There exists a nondecreasing function ζℓα⋆ with ζℓα⋆ (0) = 0,

such that f̂α∗ obtained using ERM (6.2) satisfies the following bound, with

probability at least 1− δ:

1

2

(
RMIL(f̂α∗)−R∗

MIL

)
≤
(
1−π−R∗/2

)r−(1−π−R∗/2− 1

2(1− α∗)
ζℓα∗ (Un)

)r
where Un = minf∈F Rα∗,Pρ(f)−minf Rα∗,Pρ(f) + 4LR(F) + 2

√
log(1/δ)

2n
.

Proof. Assume ∀f ∈ F ,Px∼PX
[f(x) = 1] = π, where π is the probability of

a positive label under P and PX is the marginal distribution on X . We will

argue that

P⟨x̄,ȳ⟩∼Pr [f̄(x̄) ̸= (y1 ∨ · · · ∨ yr)] = κπr
(
P(x,y)∼P[f(x) ̸= y]

)
, (6.3)

where κπr (.) is defined as κπr (ϵ) := 2
(
(1−π)r−(1−π−ϵ/2)r

)
. In the following,

we use ȳ∨ to denote y1 ∨ y2 · · · ∨ yr.

P[f̄(x̄) ̸= ȳ∨] = P[f̄(x̄) = 0 ∧ ȳ∨ = 1] + P[f̄(x̄) = 1 ∧ ȳ∨ = 0]

= P[f̄(x̄) = 0]− P[f̄(x̄) = 0 ∧ ȳ∨ = 0] + P[ȳ∨ = 0]

−P[f̄(x̄) = 0 ∧ ȳ∨ = 0]

= P[f̄(x̄) = 0] + P[ȳ∨ = 0]− 2P[f̄(x̄) = 0 ∧ ȳ∨ = 0] .(6.4)
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Because (xi, yi) are i.i.d. draws, we have

(i) P[f̄(x̄) = 0] =
(
Px∼PX

[f(x) = 0]
)r

= (1− π)r,

(ii) P[ȳ∨ = 0] =
(
P[y = 0]

)r
= (1− π)r, and

(iii)

P[f̄(x̄) = 0 ∧ ȳ∨ = 0] =
(
P(x,y)∼P[f(x) = 0 ∧ y = 0]

)r
=

(
1− π − P[f(x) ̸= y]/2

)r
.

Putting together in (6.4), we have (6.3). Therefore, 1
2

(
RMIL(f̂α∗)− R∗

MIL

)
=

(1 − π − R∗/2)r − (1 − π − R(f̂α∗)/2)r. Finally, appealing to the bound in

Theorem 24, the proof is complete.

6.2 MIL with Noisy Bag Labels

In Section 6.1, we assumed that the labeling oracle for bags always

returned the accurate label — a bag labeled positive always contains at least

one positive instance and a bag labeled negative never contains a positive

instance. Now, we relax this assumption and allow for label noise at the bag

level. After all, the primary reason for obtaining supervision in the form of

bags rather than individual instances is that the supervision is cheap, quick

and dirty. Therefore, if some of the bag labels used in training are noisy, ERM

(6.2) may no longer yield a consistent classifier. To this end, we first define a

noise model for bag labels and then show how (6.2) can be suitably modified

to account for the label noise in training bags and yield a consistent classifier.
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6.2.1 Noisy MIL oracle

The noise model is best motivated by a typical crowd-sourcing setup

that mimics the label oracle for multiple-instance learning. The instances

drawn from a fixed distribution P are grouped into bags of size r for obtaining

labels. There is an asymmetry in effort or time spent to label a bag as positive

versus labeling it as negative — a positive label requires identifying just one

relevant instance in the bag whereas a negative label requires ruling out every

instance. Often there is a fixed cost (such as cents per label in case of the

Amazon Turk) or time associated with labeling a bag that is independent of its

true label. Thus, it is likely that some positive bags are mislabeled negatives.

The multiple-instance oracle first draws {(xi, yi), i = 1, 2, . . . , r} ∼ Pr. It

outputs the bag Xi = (x1, x2, . . . , xr) and a noisy label defined by:

Ỹ =

{
y1 ∨ y2 ∨ · · · ∨ yr with probability 1− ρB
¬(y1 ∨ y2 ∨ · · · ∨ yr) with probability ρB

(6.5)

The standard multiple-instance learning setting corresponds to the case

when the noise rate ρB = 0. In practice, the likelihood of a human labeler

giving an incorrect label for a bag usually depends on the characteristics of a

typical bag in the task domain. In our noise model, we consider two important

factors that influence the noise rate:

1. The sparsity of positive labels in a bag — if a bag contains many positive

instances, the labeler is likely to spot at least one.

2. Size of the bag r — larger bags are difficult to label accurately, particu-

larly if the bag contains very few positive instances.
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Let ρI denote the probability that a positive instance drawn from P is misla-

beled — think of this as the prior probability of mislabeling when individual

examples are presented as is to the labeler, corresponding to the case r = 1.

The expected sparsity of a bag, i.e. the number of positive instances in the bag

is πr. Assuming labels are independently corrupted, a positive bag is flipped

with probability ρB = ρπrI . Shortly, we will see that this noise model allows

for much greater noise tolerance when the training labels are corrupted by the

noise process (6.5).

6.2.2 Obtaining a consistent classifier

Earlier, when the bag labels were noise-free, we saw that learnabil-

ity from multiple instances could be reduced to learning in the presence of

one-sided random noise. Now, we require the notion of learning under class-

conditional random noise, i.e. two-sided asymmetric random noise, where

noise rate depends on the class label. Given i.i.d. training bags generated by

the oracle (6.5), analogous to the procedure in Section 6.1, we can convert it

into a distribution over single-instance examples x by simply taking the first

instance of each bag (and ignoring the rest). Let 1−π be the probability that

a single instance drawn from P is a negative example.

1. If x is a true positive, it is labeled positive with probability 1− ρB, and

labeled negative with probability ρB.

2. If x is a true negative, it is labeled negative with probability (1− π)r−1,
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independent of the other instances and labelings in the resulting distri-

bution.

The reduction induces a total noise rate of 1 − (1 − π)r−1 + ρB in the

resulting instance labels. For learnability in the class-conditional noise model

1 − (1 − π)r−1 + ρB < 1 =⇒ ρB < (1 − π)r−1. After simple algebra, noise

tolerance and in turn learnability under our noise model can be characterized

by log 1
ρI
> 1

π
log 1

1−π
. It is important to remark on what happens if a constant

noise rate on bags is assumed, i.e. ρB = ρ. Then, ρB = O((1 − π)r), which

is prohibitive even for modest values of r in practice. But in our noise model,

we can trade-off π and r — for example, choosing r = O( 1
π
), we get ρB ≈ ρI .

Next, we show that the ERM procedure (6.2) yields a consistent classifier

if we choose α differently than in the standard MIL setting. The proof is

straight-forward given Theorem 24, and Theorem 9 in Chapter 3.

Theorem 26. Let ℓ : R→ [0,∞) is a convex loss function with Lipschitz

constant L such that it is classification-calibrated (i.e. ℓ
′
(0) < 0). Define

α∗ = 1− (1− π)r−1/2− ρB/2. There exists a nondecreasing function ζℓα⋆ with

ζℓα⋆ (0) = 0, such that f̂α∗ obtained using ERM (6.2) satisfies the following

bound, with probability at least 1− δ:

RP(f̂α∗)−R∗ ≤ 2

(1− π)r−1 − ρB
ζℓα⋆

(
min
f∈F

Rα∗,Pρ(f)−min
f
Rα∗,Pρ(f)+4LR(F)

+2

√
log(1/δ)

2n

)
.
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As in the standard MIL case, we can bound the MI-risk of the output

classifier learnt using appropriate α∗.

Corollary 27. Let ℓ : R→ [0,∞) is a convex loss function with Lipschitz

constant L such that it is classification-calibrated (i.e. ℓ
′
(0) < 0). Define

α∗ = 1− (1− π)r−1/2− ρB/2. There exists a nondecreasing function ζℓα⋆ with

ζℓα⋆ (0) = 0, such that f̂α∗ obtained using ERM (6.2) satisfies the following

bound, with probability at least 1− δ:

1

2

(
RMIL(f̂α∗)−R∗

MIL

)
≤
(
1−π−R∗/2

)r−(1−π−R∗/2− 1

2(1− α∗)
ζℓα∗ (Un)

)r
where Un = minf∈F Rα∗,Pρ(f)−minf Rα∗,Pρ(f) + 4LR(F) + 2

√
log(1/δ)

2n
.

6.3 Experimental Results

We now show some experimental results with synthetic data in order to

verify the theory. For a given prior π = P(y = 1), we first generate instances

from random 2-dimensional Gaussian such that they are linearly separable with

a small margin. Then, the instances are grouped randomly into bags of size r.

The label of each bag (which is the OR of the labels of composite instances)

is then flipped with the given noise rate ρB. We then use the proposed ERM

(6.2) with hinge loss and appropriate choice of α (which is computed using r

and the given values of π and ρB).

The results are presented in Figure 6.2. Plots 6.2 (a) and (c) correspond

to the case when there is no noise in the bag labels; so we have one-sided

instance level noise discussed in Section 6.1. Plots 6.2 (b) and (d) correspond
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to the case when there is small noise (ρB = 0.05) in the bag labels; so we

have two-sided instance level noise discussed in Section 6.2. In each case, we

plot the convergence of 0-1 loss on instances vs. the number of training bags

used, for various bag sizes r. Note that r = 1 case in the plots corresponds to

the method of label-dependent costs in Chapter 3 with appropriate value for

bias α in the loss function. We observe that as the bag size r increases, the

average error increases which is not surprising — since the instance level noise

rate ρI increases exponentially with r. What is disconcerting is the average

error appears to converge to P(y = 1), which suggests that the learnt classifier

classifies all instances as the major class (i.e. y = −1). Choosing the right

value of r, so that the resulting noisy supervision is useful, may be tricky in

practice.

6.4 Summary of the Contributions

The results presented in this chapter are part of on-going work. To the

best of our knowledge, the noisy MIL problem formulation and the theoretical

results presented are novel. But as the experimental results indicate, more

sophisticated noise-tolerant algorithms may be required in practice to be able

to effectively utilize quick and dirty multiple-instance supervision.
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(a) ρB = 0,P(y = 1) = π = 0.2

0 200 400 600 800 1000
0

0.1

0.2

0.3

0.4

0.5

0.6

0.7

Sample size
A

ve
ra

ge
 e

rr
or

Synthetic data (ρ
B
 = 0.05,π = 0.2)

 

 

r = 1
r = 5
r = 10
r = 20

(b) ρB = 0.05,P(y = 1) = π = 0.2
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(c) ρB = 0,P(y = 1) = π = 0.1
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(d) ρB = 0.05,P(y = 1) = π = 0.1

Figure 6.2: Classification of linearly separable synthetic data set using
multiple-instance supervision for two settings of P(y = 1) and bag
label noise ρB. Plots show the behavior of 0-1 loss on instance labels vs. the
number of training bags used, for various bag sizes r.
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Chapter 7

General Performance Measures

The thesis, so far, has focussed on traditional performance measures

and statistical learning theory guarantees — bounding misclassification error,

i.e. 0-1 loss, in case of classification tasks or squared loss in case of matrix

completion. In fact, much of the state-of-the-art theory for supervised learning

is geared towards traditional performance measures. However, practitioners

hardly are interested in these kinds of performance guarantees. This is even

more so, in the case of PU learning applications. For example, consider the

problem of ranking documents relevant to a search query, which is often en-

countered in Information Retrieval and Text Mining. In this case, the so called

positive examples which are the relevant documents are often very few, while

the negative examples which are essentially the rest of the document collec-

tion are very large. Here, optimizing for misclassification error (which is the

number of mistakes made by a classifier) is highly misleading — classifying all

1Oluwasanmi O Koyejo, Nagarajan Natarajan, Pradeep K Ravikumar, and Inderjit S
Dhillon. Consistent binary classification with generalized performance metrics. In Advances
in Neural Information Processing Systems, pages 2744–2752, 2014.

2Oluwasanmi O Koyejo, Nagarajan Natarajan, Pradeep K Ravikumar, and Inderjit S
Dhillon. Consistent multi-label classification. To Appear in Advances in Neural Information
Processing Systems, 2015.

3All the co-authors contributed equally in the related publications.
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the documents as negative (i.e. irrelevant) achieves a very low error. It is well

known that misclassification error is not an appropriate measure for rare event

classification problems (invariably PU learning applications) such as medical

diagnosis, fraud detection, click rate prediction and text retrieval applications

[20, 25, 26, 44]. Clearly, optimizing for 0-1 loss is not useful; but the classical

supervised learning methods such as SVM, or even the proposed PU learning

methods in, say, Chapter 3, are only guaranteed to have low generalization er-

ror. There have been several evaluation measures that application areas have

independently looked at: examples include Precision at top-k, Recall at top-k,

and compound evaluation measures such as the F1-measure. This motivates

the work presented in this chapter — to bridge the gap between statistical

learning theory and the evaluation measures of practical interest.

7.1 Binary Classification Measures

In this section, we investigate learning with respect to general perfor-

mance measures for binary classifiers, beyond generalization error. An impor-

tant statistical learning-theoretical question concerning performance measures

is the characterization of optimal decision functions. There have been a few re-

sults in the past [21, 91, 54, 48] showing that, for certain performance measures,

the optimal decision function can be characterized as sign(P(Y = 1|x) − δ∗)

for some δ∗ ∈ (0, 1), like in the case of classification accuracy (or equivalently,

0-1 loss) where it is well-known that δ∗ = 0.5. In this section, we show that

in fact for most general performance measures, the optimal decision function
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exhibits a similar simple characterization. Then, we develop simple, provably

consistent learning algorithms, with guarantees for the evaluation measure of

interest. We begin with the observation that the different measures used in

practice belong to a fairly general family of performance measures given by

ratios of linear combinations of the four population quantities associated with

the so-called confusion matrix.

7.1.1 Linear-fractional family of binary measures

Let X be either a countable set, or a complete separable metric space

equipped with the standard Borel σ-algebra of measurable sets. Let X ∈ X

and Y ∈ {−1,+1} represent input and output random variables respectively.

Further, let Θ represent the set of all binary classifiers Θ = {θ : X 7→

{−1,+1}}. Let P denote the joint distribution over (X,Y ) pairs. Define

the quantities: π = P(Y = 1) and γ(θ) = P(θ = 1).

The components of the confusion matrix are the fundamental popula-

tion quantities for binary classification. They are the true positives (TP), false

positives (FP), true negatives (TN) and false negatives (FN), given by:

TP(θ,P) = P(Y = +1, θ = +1), FP(θ,P) = P(Y = −1, θ = +1), (7.1)

FN(θ,P) = P(Y = +1, θ = −1), TN(θ,P) = P(Y = +1, θ = −1).

These quantities may be further decomposed as:

FP(θ,P) = γ(θ)− TP(θ,P), FN(θ,P) = π − TP(θ,P) (7.2)

TN(θ,P) = 1− γ(θ,P)− π + TP(θ,P).
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Let L : Θ×P 7→ R be a performance measure of interest. Without loss

of generality, we assume that L is a utility measure, so that larger values are

better. The Bayes utility L∗ is the optimal value of the performance measure,

i.e., L∗ = supθ:X 7→{−1,+1} L(θ,P). The Bayes classifier θ∗ is the classifier that

optimizes the performance measure, so L∗ = L(θ∗), where:

θ∗ = arg max
θ:X 7→{−1,+1}

L(θ,P).

We consider a family of classification measures computed as the ratio

of linear combinations of these fundamental population quantities (7.1). In

particular, given constants (representing costs or weights) {a11, a10, a01, a00, a0}

and {b11, b10, b01, b00, b0}, we consider the measure:

L(θ,P) =
a0 + a11TP + a10FP + a01FN + a00TN

b0 + b11TP + b10FP + b01FN + b00TN
(7.3)

where, for clarity, we have suppressed dependence of the population quantities

on θ and P. Examples of performance measures in this family include the AM

measure [54], the Fβ measure [91], the Jaccard similarity coefficient (JAC) [81]

and Weighted Accuracy (WA):

AM =
1

2

(
TP

π
+

TN

1− π

)
=

(1− π)TP + πTN

2π(1− π)
,

Fβ =
(1 + β2)TP

(1 + β2)TP + β2FN + FP
=

(1 + β2)TP

β2π + γ
,

JAC =
TP

TP + FN + FP
=

TP

π + FP
=

TP

γ + FN
,

WA =
w1TP + w2TN

w1TP + w2TN + w3FP + w4FN
.
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Note that we allow the constants to depend on P. Other examples in this class

include commonly used ratios such as the true positive rate (also known as

recall) (TPR), true negative rate (TNR), precision (Prec), false negative rate

(FNR) and negative predictive value (NPV):

TPR =
TP

TP + FN
, TNR =

TN

FP + TN
, Prec =

TP

TP + FP
,

FNR =
FN

FN + TP
, NPV =

TN

TN + FN
.

Interested readers are referred to [12] for a list of additional measures in this

class.

By decomposing the population measures (7.1) using (7.2) we see that

any performance measure in the family (7.3) has the equivalent representation:

L(θ) =
c0 + c1TP(θ,P) + c2γ(θ,P)

d0 + d1TP(θ,P) + d2γ(θ,P)
(7.4)

with the constants:

c0 = a01π + a00 − a00π + a0, c1 = a11 − a10 − a01 + a00, c2 = a10 − a00 and

d0 = b01π + b00 − b00π + b0, d1 = b11 − b10 − b01 + b00, d2 = b10 − b00.

Thus, it is clear from (7.4) that the family of performance measures depends

on the classifier θ only through the quantities TP and γ.

Optimal classifier

We now characterize the optimal classifier for the family of performance

measures defined in (7.4). Let ν represent the dominating measure on X .
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We assume that the marginal distribution P(X) is absolutely continuous with

respect to the dominating measure ν on X so there exists a density µ that

satisfies dP = µdν. To simplify notation, we use the standard dν(x) = dx. We

also define the conditional probability η(x) = P(Y = 1|X = x). Now, we can

expand the terms TP(θ) =
∫
x∈X η(x)θ(x)µ(x)dx and γ(θ) =

∫
x∈X θ(x)µ(x)dx,

so the performance measure (7.4) may be represented as:

L(θ,P) =
c0 +

∫
x∈X (c1η(x) + c2)θ(x)µ(x)dx

d0 +
∫
x∈X (d1η(x) + d2)θ(x)µ(x)

.

Our first main result identifies the Bayes classifier for all utility func-

tions in the family (7.3), showing that they take the form θ∗(x) = sign(η(x)−

δ∗), where δ∗ is a measure-dependent threshold, and the sign function is given

by sign : R 7→ {−1,+1} as sign(t) = +1 if t ≥ 0 and sign(t) = −1 otherwise.

Theorem 28. Let P be a distribution on X × [0, 1] and let L be a performance

measure in the family (7.3). Given the constants {c0, c1, c2} and {d0, d1, d2},

define:

δ∗ =
d2L∗ − c2
c1 − d1L∗ . (7.5)

1. When c1 > d1L∗, the Bayes classifier θ∗ takes the form θ∗(x) = sign(η(x)−

δ∗)

2. When c1 < d1L∗, the Bayes classifier takes the form θ∗(x) = sign(δ∗ −

η(x))

Proof. We will use the following lemma regarding first-order optimality con-

dition in the proof.
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Lemma 29. Let F = {f : X 7→ R}, the constraint set C ⊂ F , and the

functional G : F 7→ R, consider the optimization problem:

f ∗ = arg max
f∈F

G(f) s.t. f ∈ C

If the Fréchet derivative ∇G(f) exists, then f ∗ is locally optimal iff. f ∗ ∈ C

and:

⟨∇G(f ∗)⟩ f ∗ − f ≥ 0 ∀ f ∈ C,

=⇒
∫
x∈X

[∇G(f ∗)]xf
∗(x)dx ≥

∫
x∈X

[∇G(f ∗)]xf(x)dx ∀ f ∈ C.

Lemma 29 is a generalization of the well known first order condition

for optimality of finite dimensional optimization problems [6, Section 4.2.3] to

optimization of smooth functionals.

Let F = {f : X 7→ R}, and note that Θ ⊂ F . We consider a continuous

extension of (7.4) by extending the domain of L from Θ to F . This results in

the following optimization:

f ∗ = arg max
f∈F

L(f) s.t. f ∈ Θ (7.6)

It is clear that (7.4) is equivalent to (7.6), and the minima coincide i.e. f ∗ = θ∗.

The Fréchet derivative of L evaluated at x is given by:

[∇L(f)]x =
1

(c1 − d1L(f))Dr(f)

[
η(x)− d2L(f)− c2

c1 − d1L(f)

]
µ(x)

where Dr(f) is denominator of L(f). A function f ∗ ∈ Θ optimizes L if f ∗ ∈ Θ

and (Lemma 29):∫
x∈X

[∇L(f ∗)]xf(x)dx ≥
∫
x∈X

[∇L(f ∗)]xf
∗(x)dx ∀ f ∈ Θ.
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Thus, when c1 ≥ d1L∗, a necessary condition for local optimality is that the

sign of f ∗ and the sign of [∇L(f ∗)] agree point-wise w.r.t. x. This is equivalent

to the condition that sign(f ∗) = sign(η(x)−δ∗). Combining this result with the

constraint set f ∈ Θ, we have that f ∗ = sign(f ∗), thus f ∗ = sign(η(x) − δ∗)

is locally optimal. Finally, we note that f ∗ = sign(η(x) − δ∗) is unique for

f ∈ Θ, thus f ∗ is globally optimal. The proof for c1 < d1L∗ follows using

similar arguments.

Remark 1. The specific form of the optimal classifier depends on the sign of

c1− d1L∗, and L∗ is often unknown. In practice, one can often estimate loose

upper and lower bounds of L∗ to determine the classifier.

A number of useful results can be evaluated directly as instances of

Theorem 28. For the Fβ measure, we have that c1 = 1+β2 and d2 = 1 with all

other constants as zero. Thus, δ∗Fβ
= L∗

1+β2 . This matches the optimal threshold

for F1 measure specified by [95]. For precision, we have that c1 = 1, d2 = 1 and

all other constants are zero, so δ∗Prec = L∗. This clarifies the observation that

in practice, precision can be maximized by predicting only high confidence

positives. For true positive rate (recall), we have that c1 = 1, d0 = π and other

constants are zero, so δ∗TPR = 0 recovering the known result that in practice,

recall is maximized by predicting all examples as positives. For the Jaccard

similarity coefficient c1 = 1, d1 = −1, d2 = 1, d0 = π and other constants are

zero, so δ∗JAC = L∗

1+L∗ .

When d1 = d2 = 0, the generalized measure is simply a linear combina-

tion of the four fundamental quantities. With this form, we can then recover
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the optimal classifier outlined by [21] for cost sensitive classification.

Corollary 30. Let L be a performance measure in the family (7.4) such that

{c0, c1, c2} and {d0, d1 = 0, d2 = 0}. Then, the optimal threshold (7.17) is

δ∗ = − c2
c1
.

Classification accuracy is in this family, with c1 = 2, c2 = −1, and it is

well-known that δ∗ACC = 1
2
. Another case of interest is the AM measure, where

c1 = 1, c2 = −π, so δ∗AM = π, as shown in [54].

7.1.2 Consistent learning algorithms

The characterization of the Bayes classifier for the family of perfor-

mance measures (7.4) given in Theorem 28 enables the design of practical

classification algorithms with strong theoretical properties. In particular, the

algorithms that we propose are intuitive and easy to implement. Despite

their simplicity, we show that the proposed algorithms are consistent with

respect to the measure of interest; a desirable property for a classification al-

gorithm. We begin with a description of the algorithms, followed by a detailed

analysis of consistency. Let {Xi, Yi}ni=1 denote iid. training instances drawn

from a fixed unknown distribution P. For a given θ : X →{−1,+1}, we de-

fine the following empirical quantities based on their population analogues:

TPn(θ) = 1
4n

∑n
i=1(1 + θ(Xi))(1 + Yi), and γn(θ) = 1

2n

∑n
i=1(1 + θ(Xi)). It

is clear that TPn(θ)
n→∞−−−→ TP(θ;P) and γn(θ)

n→∞−−−→ γ(θ;P). Consider the
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empirical measure:

Ln(θ) =
c1TPn(θ) + c2γn(θ) + c0
d1TPn(θ) + d2γn(θ) + d0

, (7.7)

corresponding to the population measure L(θ;P) in (7.4). It is expected that

Ln(θ) will be close to the L(θ;P) when the sample is sufficiently large (see

Proposition 31). For the rest of this manuscript, we assume that L∗ ≤ c1
d1

so

θ∗(x) = sign(η(x)− δ∗). The case where L∗ > c1
d1

is solved identically.

Our first approach (Two-Step Expected Utility Maximization) is quite

intuitive (Algorithm 4): Obtain an estimator η̂(x) for η(x) = P(Y = 1|x)

by performing ERM on the sample using a proper loss function [70]. Then,

maximize Ln defined in (7.7) with respect to the threshold δ ∈ (0, 1). The

optimization required in the third step is one dimensional, thus a global min-

imizer can be computed efficiently in many cases [75]. In experiments, we use

(regularized) logistic regression on a training sample to obtain η̂.

Algorithm 4 Two-Step EUM

Input: Training examples S = {Xi, Yi}ni=1 and the utility measure L.
1. Split the training data S into two sets S1 and S2.
2. Estimate η̂(x) using S1, define θ̂δ = sign(η̂(x)− δ)
3. Compute δ̂ = arg maxδ∈(0,1) Ln(θ̂δ) on S2.

Return: θ̂δ̂

Our second approach (Weighted Empirical Risk Minimization) is based

on the observation that empirical risk minimization with suitably weighted

loss functions yields a classifier that thresholds η(x) appropriately (Algorithm

5). Given a convex surrogate ℓ(t, y) of the 0-1 loss, where t is a real-valued
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prediction and y ∈ {−1,+1}, the δ-weighted loss is given by:

ℓδ(t, y) = (1− δ)1{y=1}ℓ(t, 1) + δ1{y=−1}ℓ(t,−1).

Denote the set of real valued functions of interest as F ; we then define f̂δ as:

f̂δ = arg min
f∈F

1

n

n∑
i=1

ℓδ(f(Xi), Yi) (7.8)

then set θ̂δ(x) = sign(f̂δ(x)). [74] showed that such an estimated θ̂δ is consis-

tent with θδ = sign(η(x)−δ). With the classifier defined, maximize Ln defined

in (7.7) with respect to the threshold δ ∈ (0, 1).

Algorithm 5 Weighted ERM

Input: Training examples S = {Xi, Yi}ni=1, and the utility measure L.
1. Split the training data S into two sets S1 and S2.
2. Compute δ̂ = arg maxδ∈(0,1) Ln(θ̂δ) on S2.

Sub-algorithm: Define θ̂δ(x) = sign(f̂δ(x)) where f̂δ(x) is computed using
(7.8) on S1.
Return: θ̂δ̂

Remark 2. When d1 = d2 = 0, the optimal threshold does not depend on L∗

(Corollary 30). We may then employ simple sample-based plugin estimate δ̂S.

A benefit of using such plugin estimates is that the classification algo-

rithms can be simplified while maintaining consistency. Given such a sample-

based plugin estimate δ̂S, Algorithm 4 then reduces to estimating η̂(x), and

then setting θ̂δ̂S = sign(η̂(x)− δ̂S), Algorithm 5 reduces to a single ERM (7.8)

to estimate f̂δ̂S(x), and then setting θ̂δ̂S(x) = sign(f̂δ̂S(x)). In the case of AM

measure, the threshold is given by δ∗ = π. A consistent estimator for π is all

that is required (see [54]).
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Consistency of the proposed algorithms

An algorithm is said to be L-consistent if the learned classifier θ̂ satisfies

L∗ − L(θ̂)
p→ 0 i.e., for every ϵ > 0, P(|L∗ − L(θ̂)| < ϵ)→ 1, as n→∞.

We begin the analysis from the simplest case when δ∗ is independent

of L∗ (Corollary 30). The following proposition, which generalizes Lemma 1

of [54], shows that maximizing L is equivalent to minimizing δ∗-weighted risk.

As a consequence, it suffices to minimize a suitable surrogate loss ℓδ∗ on the

training data to guarantee L-consistency.

Proposition 2. Assume δ∗ ∈ (0, 1) and δ∗ is independent of L∗, but may

depend on the distribution P. Define δ∗-weighted risk of a classifier θ as

Rδ∗(θ) = E(x,y)∼P
[
(1− δ∗)1{y=1}1{θ(x)=−1} + δ∗1{y=−1}1{θ(x)=1}

]
,

then, Rδ∗(θ)−min
θ
Rδ∗(θ) =

1

c1
(L∗ − L(θ)).

Proof. From Corollary 30 we know δ∗ = − c2
c1

. Since 0 < δ∗ < 1, and c1 < 1

from Proposition 4, we have 1 > c1 > 0. We can rewrite L(θ) as L(θ) =

c1[(1− δ∗)TP + δ∗TN] + Ã, where Ã is a constant. We have:

Rδ∗(θ) = E(x,y)∼P

[(
(1− δ∗)1{y=1} + δ∗1{y=0}

)
.1{θ(x)̸=y}

]
= (1− δ∗)P (y = 1, θ(x) = 0) + δ∗P (y = 0, θ(x) = 1)

= (1− δ∗)FN + δ∗FP

= (1− δ∗)(π − TP) + δ∗(1− π − TN)

= (1− δ∗)π + δ∗(1− π)−
(
(1− δ∗)TP + δ∗TN

)
= (1− δ∗)π + δ∗(1− π) +

Ã

c1
− 1

c1
L(θ).
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Observing that (1− δ∗)π + δ∗(1− π) + Ã
c1

is a constant independent of θ, the

proof is complete.

Note that the key consequence of Proposition 2 is that if we know δ∗,

then simply optimizing a weighted surrogate loss as detailed in the proposition

suffices to obtain a consistent classifier. In the more practical setting where δ∗

is not known exactly, we can then compute a sample based estimate δ̂S. We

briefly mentioned in the previous section how the proposed Algorithms 1 and

2 simplify in this case. Using the plug-in estimate δ̂S such that δ̂S
p→ δ∗ in the

algorithms directly guarantees consistency, under mild assumptions on P, as

stated next.

Proposition 3. Let L be a measure of the form (7.4), and δ̂S be some estima-

tor of its optimal threshold δ∗. Assume δ̂S ∈ (0, 1) and δ̂S
p→ δ∗. Also assume

the cumulative distribution of η(x) conditioned on Y = 1 and on Y = 0,

Fη(x)|Y=1(z) = P(η(x) ≤ z|Y = 1) and Fη(x)|Y=0(z) = P(η(x) ≤ z|Y = 0) are

continuous at z = δ∗. Let the classifier be given by one of the following:

(a) the classifier θ̂δ̂S(x) = sign(η̂(x) − δ̂S), where η̂ is a class probability

estimate that satisfies Ex[|η̂(x)− η(x)|r] p→ 0 for some r ≥ 1,

(b) the classifier θ̂δ̂S = sign(f̂δ̂S), the empirical minimizer of the ERM (7.8)

using a suitably calibrated convex loss ℓδ̂S [74],

then θ̂δ̂S is L-consistent.
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Proof. Given Proposition 2, the proofs for parts (a) and (b) essentially follow

from the arguments in [54] for consistency with respect to the AM measure.

Under the stated assumptions, the decomposition lemma (Lemma 2) of [54]

holds: For a classifier θ̂, if

Rδ̂S
(θ̂)−min

θ
Rδ̂S

(θ)
p→ 0 then, L∗ − L(θ̂)

p→ 0

This allows us to directly invoke Theorems 5 and Theorems 6 of [54] giving us

the desired L-consistency in parts (a) and (b) respectively.

Now, we turn to the general case, i.e. when L is an arbitrary measure

in the class (7.4) such that δ∗ is difficult to estimate directly. In this case, both

the proposed algorithms estimate δ to optimize the empirical measure Ln. We

employ the following proposition which establishes bounds on L.

Proposition 4. Let the constants aij, bij for i, j ∈ {0, 1}, a0, and b0 be non-

negative and, without loss of generality, take values from [0, 1]. Then, we have:

1. −2 ≤ c1, d1 ≤ 2,−1 ≤ c2, d2 ≤ 1, and 0 ≤ c0, d0 ≤ 2(1 + π).

2. L is bounded, i.e. for any θ, 0 ≤ L(θ) ≤ L :=
a0+maxi,j∈{0,1} aij
b0+minij∈{0,1} bij

.

Before showing consistency of the proposed algorithms, we now state

a lemma regarding convergence of the empirical measure to the population

measure.

Lemma 31. For any ϵ > 0, limn→∞ P(|Ln(θ)−L(θ)| < ϵ) = 1. Furthermore,

with probability at least 1 − ρ, |Ln(θ) − L(θ)| < (C+LD)r(n,ρ)
B−Dr(n,ρ)

, where r(n, ρ) =
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√
1
2n

ln 4
ρ
, L is an upper bound on L(θ), B ≥ 0, C ≥ 0, D ≥ 0 are constants

that depend on L (i.e. c0, c1, c2, d0, d1 and d2).

Proof. For a given θ, ϵ1 > 0, ρ > 0, there exists an n such that for any n > n,

P(|TPn(θ) − TP(θ)| < ϵ1) > 1 − ρ/2 and P(|γn(θ) − γ(θ)| < ϵ1) > 1 − ρ/2.

By union bound, the two events simultaneously hold with probability at least

1 − ρ. Let c̃1 = 1/|c1| if c1 ̸= 0 else c̃1 = 0. Define c̃2, d̃1, d̃2 similarly. Now

define C = max(c̃1, c̃2) and D = max(d̃1, d̃2). Observe that either C > 0 or

D > 0 otherwise L is a constant. Now for a given ϵ > 0, after some simple

algebra, we need

ϵ1 ≤
(d1TP(θ) + d2γ(θ) + d0)ϵ

D(L(θ) + ϵ) + C
.

Choosing some ϵ1 satisfying the upper bound above guarantees L(θ) − ϵ <

Ln(θ) < L(θ) + ϵ. Thus for all n > n implied by this ϵ1 and ρ, P (|Ln(θ) −

L(θ)| < ϵ) > 1− ρ holds.

Now, for the rate of convergence, Hoeffding’s inequality with ρ =

4e−2nϵ21 (or ϵ1 =
√

1
2n

ln 4
ρ
) gives us P(|TPn(θ) − TP(θ)| < ϵ1) > 1 − ρ/2

and P(|γn(θ) − γ(θ)| < ϵ1) > 1 − ρ/2. Choose ϵ1 > 0 as a function of ϵ such

that it is sufficiently small, i.e. ϵ1 ≤ (d1TP(θ)+d2γ(θ)+d0)ϵ
D(L(θ)+ϵ)+C

. We know L(θ) ≤ L

for any θ (from Proposition 4), therefore D(L(θ) + ϵ) + C < D(L + ϵ) + C.

Furthermore, d1TP(θ) + d2γ(θ) + d0 > b0 + min(b00, b11, b01, b10) := B. We can

choose ϵ1 = Bϵ
D(L+ϵ)+C

≤ (d1TP(θ)+d2γ(θ)+d0)ϵ
D(L(θ)+ϵ)+C

or ϵ = (C+LD)ϵ1
B−Dϵ1

. From the first part

of the lemma, we know P (|Ln(θ)− L(θ)| < ϵ) > 1− ρ holds with probability

at least ρ. This completes the proof.
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Now, we show a uniform convergence result for Ln with respect to

maximization over the threshold δ ∈ (0, 1).

Lemma 32. Consider the function class of all thresholded decisions Θ =

{sign(f(x) − δ) ∀δ ∈ (0, 1)} for a [0, 1]-valued function f : X → [0, 1]. Define

r̃(n, ρ) =
√

32
n

[
ln(en) + ln 16

ρ

]
. If r̃(n, ρ) < B

D
(where B and D are defined as

in Lemma 31) and ϵ = (C+LD)r̃(n,ρ)
B−Dr̃(n,ρ)

, then with prob. at least 1− ρ,

sup
θ∈Θ
|Ln(θ)− L(θ)| < ϵ.

Proof. Let ρ = 16eln(en)−nϵ21/32, then ϵ1 = r̃(n, ρ). Using Lemma 29.1 in [18],

we obtain:

P
[

sup
θ∈Θ
|TPn(θ)− TP(θ)| < ϵ1

]
> 1− ρ/2 .

By union bound, inequalities supθ∈Θ |TPn(θ)−TP(θ)| < ϵ1 and supθ∈Θ |γn(θ)−

γ(θ)| < ϵ1 simultaneously hold with probability at least 1 − ρ. If n is large

enough that r̃(n, ρ) < B
D

, then from Proposition 31 we know that, for any

given θ, |Ln(θ) − L(θ)| < (C+LD)r̃(n,ρ)
B−Dr̃(n,ρ)

with probability at least 1 − ρ. The

lemma follows.

We are now ready to show consistency of the two proposed algorithms.

Theorem 33. If the estimate η̂(x) satisfies η̂(x)
p→ η(x), Algorithm 4 is L-

consistent.

Proof. Using a strongly proper loss function [69] and its corresponding link

function ψ, and an appropriate function class to minimize the empirical loss,
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we can obtain a class probability estimator η̂ s.t. Ex

[
|η̂(x)−η(x)|2

]
→ 0 (from

Theorem 5 in [55]). Convergence in mean implies convergence in probability,

so η̂
p→ η. Now let θ∗δ = sign(η(x) − δ). Recall that δ̂ denotes the empirical

maximizer obtained in Step 3. Now, since Ln(θ∗
δ̂
) ≥ Ln(θ∗δ∗), it follows that:

L∗ − L(θ∗
δ̂
) = L∗ − Ln(θ∗

δ̂
) + Ln(θ∗

δ̂
)− L(θ∗

δ̂
)

≤ L∗ − Ln(θ∗δ∗) + Ln(θ∗
δ̂
)− L(θ∗

δ̂
)

≤ 2 sup
δ
|L(θ∗δ)− Ln(θ∗δ)|

≤ 2ϵ
p→ 0

where ϵ is defined as in Lemma 32. The last step is true by instantiating

Lemma 32 with the thresholded classifiers corresponding to f(x) = η(x).

Note that we can obtain an estimate η̂(x) with the guarantee that

η̂(x)
p→ η(x) by using a strongly proper loss function [69] (e.g. logistic loss).

Theorem 34. Let ℓ : R : [0,∞) be a classification-calibrated convex (margin)

loss (i.e. ℓ′(0) < 0) and let ℓδ be the corresponding weighted loss for a given δ

used in the weighted ERM (7.8). Then, Algorithm 5 is L-consistent.

Proof. For a fixed δ, E(X,Y )∼P[ℓδ(θ̂δ(X), Y )]→ minθ E(X,Y )∼P[ℓδ(θ(X), Y )]. With

the understanding that the surrogate loss ℓδ (i.e. the ℓδ-risk) satisfies regu-

larity assumptions and the minimizer is unique, the weighted empirical risk

minimizer also converges to the corresponding Bayes classifier [74]; i.e., we
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have θ̂δ
p→ θ∗δ . In particular, θ̂δ̂

p→ θ∗
δ̂

= sign(η(x) − δ̂). Let δ̂ denote the em-

pirical maximizer obtained in Step 2. Now, by using an argument identical to

the one in Theorem 33 we can show that L∗ − L(θ∗
δ̂
) ≤ 2ϵ

p→ 0.

Recall from Chapter 3 that loss functions used in practice such as hinge

and logistic are classification-calibrated.

7.2 Multi-label Learning Measures

In multi-label classification over m labels, we are given instances x ∈ X

and associated subset of relevant labels, encoded by a binary vector y ∈ Y =

{−1,+1}m (where yj = 1 iff jth label is associated with the instance). Let P

denote the unknown distribution over X ×Y . The goal is to learn a multi-label

classifier f : X 7→ Y that optimizes a certain performance measure with respect

to P, using a set of training instance-label pairs (x(i),y(i)), i = 1, 2, . . . , n drawn

(typically assumed iid) from P. Let Ψ : {f(x(i)),y(i)}ni=1 7→ [0,∞) denote a

performance measure defined on the sample — note that the measure need

not decompose over individual examples. Practitioners are often interested

in measures that are a function of the entries of the confusion matrix, like

in the case of binary classification discussed in Section 7.1. Let 1 [Z] denote

the indicator function that is 1 if the predicate Z is true or 0 otherwise. For

multi-label classification, we can define a generalized confusion matrix with
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the following primitives as its entries:

T̂P(f)j,i = 1
[
fj(x

(i)) = 1, y
(i)
j = 1

]
F̂P(f)j,i = 1

[
fj(x

(i)) = 1, y
(i)
j = −1

]
T̂N(f)j,i = 1

[
fj(x

(i)) = −1, y
(i)
j = −1

]
F̂N(f)j,i = 1

[
fj(x

(i)) = −1, y
(i)
j = 1

]
Most performance measures for multi-label classification considered in the lit-

erature can be written as a function of the above primitives. So, we write

Ψ : {f(x(i)),y(i)}ni=1 7→ [0,∞) as

Ψ : {T̂P(f)j,i, F̂P(f)j,i, T̂N(f)j,i, F̂N(f)j,i}m,n
j=1,i=1 7→ [0,∞).

Without loss of generality, let Ψ be a function of d arguments, Ai(f), i =

1, 2, . . . , d, where each Ai(f) in turn depends on the aforementioned mn quan-

tities. Equipped with the definition of a sample performance measure Ψ, we

consider the population utility of a multi-label classifier f defined as:

L(f ; Ψ,P) = Ψ({E [Ai(f) ]}di=1), (7.9)

where the expectation is over iid draws from the joint distribution P. Our goal

is to learn a multi-label classifier that maximizes L(f ; Ψ,P) for general perfor-

mance measures Ψ. Note that this can be seen as a multi-label generalization

of maximizing binary measures [38, 61] and multi-class measures [60]. Define

the (Bayes) optimal multi-label classifier as:

f∗Ψ = arg max
f :X →{−1,+1}m

L(f ; Ψ,P). (7.10)

Also let L(f∗Ψ; Ψ,P) = L∗
Ψ. We say that f̂Ψ is a consistent estimator of f∗Ψ if

L(f̂Ψ; Ψ,P)
p→L∗

Ψ.

140



Examples. The measure corresponding to Hamming loss used in multi-

label classification (discussed in Section 5.1) corresponds to simply choos-

ing: Aj(f) = 1
n

∑n
i=1 F̂P(f)j,i + F̂N(f)j,i, for j = 1, 2, . . . ,m and ΨHam(f) =

1 − 1
m

∑
j Aj(f).

1 The measure corresponding to rank loss can be ob-

tained by choosing Ai(f) = 1
m2

∑
j1=m

∑
j2=m F̂P(f)j1,iF̂N(f)j2,i, and ΨRank =

1− 1
n

∑n
i=1Ai(f).

We may drop the argument f (e.g. write T̂P(f) as T̂P) when it is

clear from the context. The most popular class of multi-label performance

measures consists of averaged binary performance measures, that corresponds

to defining the arguments Aj(f), or Ψ itself, or both as certain averages.

Micro-averaging Ψmicro. Micro-averaged multi-label performance measure

is defined as:

Ψmicro({Ai(f)}di=1) := Ψ(T̂P, F̂P, T̂N, F̂N), (7.11)

where Ψ : [0, 1]d=4→ [0,∞) and

T̂P(f) =
1

mn

n∑
i=1

m∑
j=1

T̂P(f)j,i F̂P(f) =
1

mn

n∑
i=1

m∑
j=1

F̂P(f)j,i

T̂N(f) =
1

mn

n∑
i=1

m∑
j=1

T̂N(f)j,i F̂N(f) =
1

mn

n∑
i=1

m∑
j=1

F̂N(f)j,i (7.12)

Thus, in micro-averaging, one applies a binary performance measure to con-

fusion matrix defined by the four (averaged) quantities above.

1Note that the choice of Aj , and therefore Ψ, is not unique.
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Macro-averaging Ψmacro. Macro-averaging measures average classification

performance across labels. Define the averaged measures:

T̂Pj(f) =
1

n

n∑
i=1

T̂P(f)j,i F̂Pj(f) =
1

n

n∑
i=1

F̂P(f)j,i

T̂Nj(f) and F̂Nj(f) are defined similarly. The macro-averaged performance

measure is given by:

Ψmacro({Ai(f)}di=1) :=
1

m

m∑
i=1

Ψ(T̂Pj, F̂Pj, T̂Nj, F̂Nj). (7.13)

Instance-averaging Ψinstance. This measures the average classification per-

formance across examples. Define the averaged measures:

T̂Pi(f) =
1

m

m∑
j=1

T̂P(f)j,i F̂Pi(f) =
1

m

m∑
j=1

F̂P(f)j,i

T̂Ni(f) and F̂Ni(f) are defined similarly. The instance-averaged performance

measure is given by:

Ψinstance({Ai(f)}di=1) :=
1

n

n∑
i=1

Ψ(T̂Pi, F̂Pi, T̂Ni, F̂Ni). (7.14)

Before characterizing the optimal classifiers under different definitions of multi-

label measures, we first observe that micro-averaging and instance-averaging

are in fact equivalent under the definition of utility (7.9).

Proposition 5. For a given binary classification measure Ψ, consider the

averaged multi-label measures Ψmicro defined in (7.11) and Ψinstance defined in

(7.14). For any f , L(f ; Ψmicro,P) = L(f ; Ψinstance,P). In particular, f∗Ψ∗
micro

=

f∗Ψ∗
instance

.
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Proof. Observe that the utility (7.9) corresponding to micro-averaged measure

is simply: L(f ; Ψmicro,P) = Ψ(TP(f),FP(f),FN(f),FP(f)) where TP(f) =

EP

[
T̂P(f)

]
. We have, EP

[
T̂P(f)

]
= 1

mn

∑n
i=1

∑m
j=1 EP

[
T̂P(f)j,i

]
. But

EP

[
T̂P(f)j,i

]
= P(fj(x) = 1, Yj = 1). Similarly, for the instance-averaged

measure, we see that the corresponding TP(f) = EP

[
T̂P(f)

]
= P(fj(x) =

1, Yj = 1). Thus whereas the instance measures could be different, the popu-

lation utilities of the micro-averaged and instance-averaged measures coincide.

The second part of the proposition is immediate.

In light of Proposition 5, we will just focus on one definition, Ψmicro, to

characterize the Bayes optimal.

7.2.1 Linear-fractional family of multi-label measures

Now, we fix Ψ in the definition of Ψmicro (7.11) from the linear-fractional

measure family, introduced in Section 7.1.1. Recall that any Ψ in this family

can be written as:

Ψ(T̂P, F̂P, F̂N, T̂N) =
a0 + a11T̂P + a10F̂P + a01F̂N + a00T̂N

b0 + b11T̂P + b10F̂P + b01F̂N + b00T̂N
,

where a0, b0, aij, bij, i, j ∈ {0, 1} are fixed constants, and T̂P, F̂P, F̂N, T̂N are

defined as in (7.12) for Ψmicro. Many popular multi-label measures can be
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derived using linear-fractional Ψ. Some examples include:

Fβ : ΨFβ
=

(1 + β2)T̂P

(1 + β2)T̂P + β2F̂N + F̂P

Jaccard : ΨJacc =
T̂P

T̂P + F̂P + F̂N
(7.15)

Hamming : ΨHam = T̂P + T̂N

Note that Hamming is typically defined as the loss, given by 1−ΨHam. Define

the population quantities: π =
∑m

j=1 P(Yj = 1) and γ(f) =
∑m

j=1 P(fj(x) = 1).

Let TP(f) = E
[

T̂P(f)
]
, where the expectation is over iid draws from the

joint P. From (7.12), it follows that, FP(f) := E
[

F̂P(f)
]

= γ(f) − TP(f),

TN(f) = 1− π − γ(f) + TP(f) and FN(f) = γ(f)− TP(f).

Now, the population utility (7.9) corresponding to Ψmicro can be written

succinctly as:

L(f ; Ψmicro,P) = Ψ(TP(f),FP(f),FN(f),TN(f)) =
c0 + c1TP(f) + c2γ(f)

d0 + d1TP(f) + d2γ(f)

(7.16)

with the constants:

c0 = a01π + a00 − a00π + a0, c1 = a11 − a10 − a01 + a00, c2 = a10 − a00 and

d0 = b01π + b00 − b00π + b0, d1 = b11 − b10 − b01 + b00, d2 = b10 − b00.

Assume that joint P has a density µ that satisfies dP = µdx, and define

ηj(x) = P(Yj = 1|X = x). We now state a result that characterizes Bayes

optimal multi-label classifier f∗Ψmicro
, analogous to its binary counterpart in

Theorem 28.
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Theorem 35. Given the constants {c1, c2, c0} and {d1, d2, d0}, define:

δ∗ =
d2L∗

Ψmicro
− c2

c1 − d1L∗
Ψmicro

. (7.17)

The optimal Bayes classifier f∗ := f∗Ψmicro
defined in (7.10) is given by:

1. When c1 > d1L∗
Ψmicro

, f∗ takes the form f ∗
j (x) = sign(ηj(x) − δ∗), for

j ∈ [m].

2. When c1 < d1L∗
Ψmicro

, f∗ takes the form f ∗
j (x) = sign(δ∗ − ηj(x)), for

j ∈ [m].

Proof. The proof is presented for the finite domain case. Extension to the

continuous case is forthcoming. Let F = {f : X →Rm}, and Θ = {f :

X →{−1,+1}m} ⊂ F . The derivative of L(f ; Ψmicro,P) w.r.t. fj(xi) is given

by:

∇fj(xi)L(f) =
1

(c1 − d1L(f))Dr(f)

[
ηj(xi)−

d2L(f)− c2
c1 − d1L(f)

]
µ(xi)

where Dr(f) is denominator of L(f). A (multivariate) function f∗ ∈ Θ opti-

mizes L if f∗ ∈ Θ and:

∑
j

∑
xi∈X

∇fj(xi)L(f∗)fj(xi) ≥
∑
j

∑
xi∈X

∇fj(xi)L(f∗)f ∗
j (xi)dx ∀ f , f∗ ∈ Θ.

Thus, when c1 ≥ d1L∗, a necessary condition for local optimality is that

the sign of f ∗
j and the sign of [∇fj(x)L(f∗)] agree point-wise w.r.t. x, ∀ j. This

is equivalent to the condition that sign(f ∗
j ) = sign(ηj(x)−δ∗). Combining this

result with the constraint set f ∈ Θ, we have that f ∗
j = sign(f ∗

j ), thus f ∗
j =
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sign(ηj(x)− δ∗) is locally optimal. Finally, we note that f ∗
j = sign(ηj(x)− δ∗)

is unique for f ∈ Θ, thus f∗ is globally optimal. The proof for c1 < d1L∗

follows using similar arguments.

The key observations from the above result are that the optimal clas-

sifier for each label can be obtained by thresholding the marginal conditional

probability for the label Pj(.|x) and, importantly, that the optimal classifiers

for all the labels share the same threshold δ∗. The dependence on the joint

distribution in optimizing utility is only through the threshold. It is easy to

see that Theorem 28 is a special case of Theorem 35.

Finally, the Bayes optimal for macro-averaged measure is straight-

forward to establish (included for completeness).

Proposition 6. For a given linear-fractional measure Ψ, consider the macro-

averaged multi-label measure Ψmacro defined in (7.13). Let y∗ = f ∗
Ψ∗

macro
(x). We

have, for j = 1, 2, . . . ,m:

y∗j = sign(ηj(x)− δ∗j ),

where δ∗j ∈ [0, 1] is a constant that depends on the measure Ψ and marginal of

P over label j.

Proof. Note that the population utility corresponding to macro-averaged mea-

sure Ψmacro can be written as:

L(f ; Ψmacro,P) =
1

m

m∑
j=1

Ψ(TPj(f),FPj(f),FNj(f),TNj(f)),
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where TPj(f) = P(fj(x) = 1, Yj = 1) (FPj(f),FNj(f),TNj(f) defined simi-

larly). Let Pj denote the marginal P(X, Yj = 1). Note that L(f ; Ψmacro,P) is

maximized by f∗ if for all j, Ψ(TP(f),FP(f),FN(f),TN(f)), where TP(f) =

Pj(f(x) = 1, Y = 1), is optimized by f ∗
j . From Theorem 28, we know that

the Bayes optimal f ∗
j (x) for linear-fractional Ψ with respect to Pj is given by

sign(ηj(x)− δ∗j ), where δ∗j depends only on Ψ and marginal Pj.

7.2.2 Consistent learning algorithm

We now give a simple plugin-estimator based algorithm for learning

multi-label classifier that optimizes averaged measures Ψmicro (or Ψinstance).

The overall procedure is as follows. First, an estimator η̂j(x) for ηj(x) =

P(Yj = 1|x) for each label j is obtained by independently performing class

probability estimation for each label [70], using validation samples assembled

for the corresponding labels {(x(i), y(i)j )}. Then, the given measure Ψmicro(f) is

maximized on the sample — note that it suffices to maximize over f such that

fj(x) = sign(η̂j(x) − δ), for all j = 1, 2, . . . ,m for fixed δ. Let f̂δ(x) denote

the multi-label classifier that outputs sign(η̂j(x) − δ) for label j. Then the

empirical utility maximization can be equivalently written as a search over

the space of thresholds:

δ̂ = arg max
δ∈(0,1)

Ψmicro(f̂δ), (7.18)

where Ψmicro is the micro-averaged sample measure defined as in (7.11) (and

similarly for Ψinstance). Note that though the search is over δ ∈ (0, 1) the
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number of distinct Ψmicro(f̂δ) values a training sample of size n admits is at

most nm. Thus (7.18) can be solved efficiently on a finite sample.

Algorithm 6 Plugin-Estimator for Ψmicro and Ψinstance

Input: Training examples S = {x(i),y(i)}ni=1 and measure Ψmicro.
for j = 1, 2, . . . ,m do

1. Form the training data for label j: Sj = {x(i), y(i)j }ni=1.
2. Split the training data Sj into two sets Sj1 and Sj2.

3. Estimate η̂j(x) using Sj1, define f̂j(x) = sign(η̂j(x)− δ).
end for
Obtain δ̂ by solving (7.18) on S2 = ∪m

j=1Sj2.

Return: f̂δ̂.

Consistency of the proposed algorithm. We now show that the output

multi-label classifier f̂δ̂ of Algorithm 6 for given measure Ψmicro is consistent,

i.e.

L∗
Ψmicro

− L(f̂δ̂; Ψmicro;P)
p→ 0, (7.19)

i.e., for every ϵ > 0, P(|L∗
Ψmicro

− L(f̂δ̂; Ψmicro;P)| < ϵ)→ 1, as n→∞.

Theorem 36. Let Ψmicro be a linear-fractional measure. If the estimates η̂j(x)

satisfy η̂j
p→ ηj, ∀j, then the output multi-label classifier f̂δ̂ of Algorithm 6 is

consistent, i.e. satisfies (7.19).

Proof. We first show the following claim:

Claim. For a fixed f , Ψmicro(f ; {x(i),y(i)}ni=1)
p→L(f ; Ψmicro;P), where Ψmicro

defined in (7.11) is the micro-averaged measure computed on iid sample.
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The proof follows closely that of Lemma 31. It is easy to consider

the simplified empirical Ψmicro corresponding to the simplified population util-

ity in (7.16), obtained by replacing TP(f) with T̂P(f), γ(f) with γ̂(f) :=

1
mn

∑m
j=1

∑n
i=1 1

[
f
(i)
j = 1

]
and π (in the definition of c0 and d0) with π̂ =

1
mn

∑m
j=1

∑n
i=1 1

[
y
(i)
j = 1

]
. Note that for any given ϵ1 > 0, ρ > 0, there ex-

ists n such that for any n > n, P(|T̂P(f) − E[T̂P(f)]| < ϵ1) > 1 − ρ/3,

P(|γ(f) − γ(f)| < ϵ1) > 1 − ρ/3 and P(|π̂ − π| < ϵ1) > 1 − ρ/3. Thus

by union bound it follows that all the three events hold with probability

1 − ρ. Write c0 = c′o + c′′0π and d0 = d′0 + d′′0π. Let c̃1 = 1/|c1| if c1 ̸= 0

else let c̃1 = 0. Define c̃2, d̃1, d̃2 accordingly. Let C = max(c̃1, c̃2) and D =

max(d̃1, d̃2). Note that for Ψmicro to be valid and bounded, max(C,D) > 0.

For a given ϵ > 0, we want ϵ1 ≤ (d′0+d′′0π+d1TP(f)+d2γ(f))ϵ

D(L(f ;Ψmicro;P)+ϵ)+C
, so that we can guaran-

tee |Ψmicro(f)− L(f ; Ψmicro;P)| < ϵ. For large enough n, for given ϵ and δ, we

can show |Ψmicro(f)−L(f ; Ψmicro;P)| < ϵ with probability at least 1− ρ. This

completes the proof of the claim.

Assume the estimated η̂j(x) satisfies η̂j(x)
p→ ηj(x) as stated in the The-

orem (this can be guaranteed by using a suitable class density estimation algo-

rithm). Consider the multi-label classifier f∗δ (x) = (sign(ηj(x)− δ))mj=1. Let δ∗

be the optimal threshold corresponding to the Bayes optimal f∗Ψmicro
. Because δ̂

is the empirical minimizer on a finite sample, we have Ψmicro(f
∗
δ̂
) ≥ Ψmicro(f

∗
δ∗)
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on the sample. So:

L∗
Ψmicro

− L(f∗
δ̂
; Ψmicro,P) = L∗

Ψmicro
−Ψmicro(f

∗
δ̂
) + Ψmicro(f

∗
δ̂
)− L(f∗

δ̂
; Ψmicro,P)

≤ L∗
Ψmicro

−Ψmicro(f
∗
δ∗) + Ψmicro(f

∗
δ̂
)− L(f∗

δ̂
; Ψmicro,P)

≤ 2 sup
δ
|Ψmicro(f

∗
δ )− L(f∗δ ; Ψmicro,P)| (7.20)

Now, to conclude the proof, we argue that the last term in the RHS of the

inequality above vanishes as n → ∞. For a given f ∈ Rm, let Fδ denote the

class of multi-label classifiers obtained by thresholding f for some δ ∈ (0, 1).

Using Lemma 29.1 in [18], for given ρ and ϵ1 > 0, supf∈Fδ
|T̂P(f)−TP(f)| < ϵ1

with probability at least 1 − ρ/3. Following similar arguments in the claim

above, given ϵ > 0 and ρ, we can choose ϵ1 and n large enough such that

supδ |Ψmicro(f
∗
δ ) − L(f∗δ ; Ψmicro,P)| < ϵ with probability at least 1 − ρ. This

shows that the RHS of (7.20) vanishes as n → ∞. The proof of the theorem

is complete.

From Proposition 5, it follows that consistency holds for Ψinstance as

well. Finally, we can use algorithms in Section 7.1.2, independently for each

label, to obtain a consistent estimator for Ψmacro in light of Proposition 6.

7.3 PU Learning with General Measures

In Sections 7.1 and 7.2, we assumed that the training data consists of iid

examples from the underlying distribution. Now, we look at the PU learning

setting, or more generally, the class-conditional noise model from Chapter 3.
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We extend approaches and guarantees for learning with noisy labels in Sections

3.2.1 and 3.2.2 to more general performance measures, beyond 0-1 loss. In

particular, we look at a family of cost-sensitive evaluation measures, motivated

by applications where there is an asymmetry in cost to misclassifying labels

(for example, in medical diagnosis, false negatives are much more of concern

than negatives).

Cost-senstive measures. Measures we consider in the remainder of the

section are a sub-family of linear-fractional measures in Section 7.1.1.

L(f,P) = a0 + a11TP + a10FP + a01FN + a00TN (7.21)

given constants a0, a11, a10, a01, a00 (that could depend on P). Two important,

commonly-used measures in this family include:

1. The Accuracy measure LAcc(f ;P), with a11 = a00 = 1 and a10 = a01 = 0.

2. The AM (Arithmetic Mean of TPR and TNR) measure defined as

LAM(f ;P) :=
1

2

(
TPR(f ;P) + TNR(f ;P)

)
,

where TPR(f ;P) = P(f(X) = 1|Y = 1) is the true positive rate and

TNR(f ;P) = P(f(X) = −1|Y = −1) is the true negative rate, with

constants a10 = a01 = 0, a11 = 1
2(1−π)

and a00 = 1
2π

, where π = P(Y = 1).

Recall the definition of class-conditional noise model introduced in Section 3.1.

The noisy labels are denoted by Ỹ and the corresponding distribution by Pρ.
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Method of unbiased estimators

We now extend the method of unbiased estimators in Section 3.2.1 to

handle cost-sensitive measures. Given a loss ℓ, recall the α-weighted loss ℓα

defined as

ℓα(t, y) = (1− α)1{y=1}ℓ(t) + α1{y=−1}ℓ(−t), (7.22)

and the unbiased estimator of ℓα, denoted by ℓ̃α, which can be obtained from

(3.2). In the presence of noisy labels, we can try to learn a good predictor that

optimizes the measure L of the form (7.21) by minimizing the sample average

f̂ ← argmin
f∈F

R̂ℓ̃α
(f) :=

n∑
i=1

ℓ̃α(f(Xi), Ỹi) ,

where α = δ∗P = a00−a10
a00−a10−a01+a11

is chosen to be the optimal threshold corre-

sponding to L given in Corollary 30.

The following result gives a performance bound for f̂ with respect to

the clean distribution P.

Theorem 37. For any α ∈ (0, 1), with probability at least 1− δ,

Rℓα,P(f̂) ≤ min
f∈F

Rℓα,P(f) + 4LρR(F) + 2

√
log(1/δ)

2n
.

Furthermore, if ℓα is α-CC, then for the choice α = δ∗P, there exists a nonde-

creasing function ζℓ,α with ζℓ,α(0) = 0 such that,

L∗−L(f̂ ;P) ≤ ζℓ,α

(
min
f∈F

Rℓα,P(f)−min
f
Rℓα,P(f) + 4LρR(F) + 2

√
log(1/δ)

2n

)
.

Proof. We will use the following lemma in the proof.
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Lemma 38. Let ℓ(t, y) be L-Lipschitz in t (for every y). Then, for any α ∈

(0, 1), with probability at least 1− δ,

max
f∈F

|R̂ℓ̃α
(f)−Rℓ̃α,Pρ

(f)| ≤ 2LρR(F) +

√
log(1/δ)

2n

where R(F) := EXi,ϵi

[
supf∈F

1
n

∑
i ϵif(Xi)

]
is the Rademacher complexity of

the function class F (ϵi’s are iid Rademacher random variables) and Lρ ≤

2L/(1− ρ+1 − ρ−1) is the Lipschitz constant of ℓ̃α.

By the basic Rademacher bound on the maximal deviation between

risks and empirical risks over f ∈ F , we get

max
f∈F

|R̂ℓ̃α
(f)−Rℓ̃α,Pρ

(f)| ≤ 2 ·R(ℓ̃α ◦ F) +

√
log(1/δ)

2n

where

R(ℓ̃α ◦ F) := EXi,Ỹi,ϵi

[
sup
f∈F

1

n

n∑
i=1

ϵiℓ̃α(f(Xi), Ỹi)

]
If ℓ is L-Lipschitz then for any α ∈ (0, 1), ℓ̃α is Lρ Lipschitz for Lρ = (1 +

|ρ+1−ρ−1|)L/(1−ρ+1−ρ−1) ≤ 2L/(1−ρ+1−ρ−1) and hence by the Lipschitz

composition property of Rademacher averages, we have

R(ℓ̃α ◦ F) ≤ Lρ ·R(F) .

This proves the lemma.
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Let f ∗ be the minimizer of Rℓα,P(·) over F . We have

Rℓα,P(f̂)−Rℓα,P(f ∗) = Rℓ̃α,Pρ
(f̂)−Rℓ̃α,Pρ

(f ∗)

= R̂ℓ̃α
(f̂)− R̂ℓ̃α

(f ∗) + (Rℓ̃α,Pρ
(f̂)− R̂ℓ̃α

(f̂))

+ (R̂ℓ̃α
(f ∗)−Rℓ̃α,Pρ

(f ∗))

≤ 0 + 2 max
f∈F

|R̂ℓ̃α
(f)−Rℓ̃α,Pρ

(f)| .

We can now apply Lemma 38 to control the last quantity above, and thus

obtain the first statement of the theorem. Now, if ℓα is α-CC, then for α =

δ∗P, we know from [74] that there exists a convex, invertible, nondecreasing

transformation ψℓ with ψℓ,α(0) = 0 such that,

ψℓ,α(Rα(f)−R∗
α) ≤ Rℓα,P(f)−min

f
Rℓα,P(f)

Subtracting minf Rℓα,P(f) off either sides of the first inequality in the theorem

statement, and realizing that ψ−1
ℓ,α is nondecreasing as well, with ψ−1

ℓ,α(0) = 0,

we get:

Rα(f̂)−R∗
α ≤ ψ−1

ℓ,α

(
min
f∈F

Rℓα,P(f)−min
f
Rℓα,P(f) + 4LρR(F) + 2

√
log(1/δ)

2n

)
.

Finally we can use Proposition 2 to bound L∗ − L(f̂ ;P), by setting ζℓ,α =

(a11 + a00 − a01 − a10)ψ−1
ℓ,α.

Method of label-dependent costs

We now extend the method of label-dependent costs in Section 3.2.2 to

handle cost-sensitive measures. Recall the α-weighted 0-1 loss:

Uα(t, y) = (1− α)1{y=1}1{t≤0} + α1{y=−1}1{t>0},
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where α ∈ (0, 1). Let Rα,P(f) denote the Uα-risk of f w.r.t. P. The following

result, which generalizes Theorem 7, shows that the Uα-risk under noisy dis-

tribution Pρ is linearly related to Uδ-risk under the clean distribution P, for

appropriately chosen α.

Theorem 39. For any given δ ∈ (0, 1), for the choices,

α∗ = ρ−1 + (1− ρ+1 − ρ−1)δ and Aρ = 1− ρ+1 − ρ−1,

there exists a constant BX independent of f such that, for all functions f ,

Rα∗,Pρ(f) = AρRδ,P(f) +BX .

Proof. For simplicity, let us think of f as {±1}-valued. We have,

Cδ,P(f) = EY

[
(1− δ)1{Y=1}1{f(X) ̸=1} + δ1{Y=−1}1{f(X )̸=−1}

]
and

Cα,Pρ(f) = EỸ

[
(1− α)1{Ỹ=1}1{f(X )̸=1} + α1{Ỹ=−1}1{f(X )̸=−1}

]
.

Note that Rδ,P(f) = EX [Cδ,P(f)], and Rα,Pρ(f) = EX

[
Cα,Pρ(f)

]
. Also note

that Cδ,P(f) = (1−δ)η(X) if f(X) = −1, and Cδ,P(f) = δ(1−η(X)) otherwise.

Similarly, Cα,Pρ(f) = (1− α)η̃(X) if f(X) = −1 and Cα,Pρ(f) = α(1− η̃(X))

otherwise. We want to find A and B such that the following equations hold

simultaneously:

(1− α)η̃(X) = A(1− δ)η(X) +B

α(1− η̃(X)) = Aδ(1− η(X)) +B
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Using the relation between η(X) and η̃(X) shown in Lemma 6 and solving for

A we get,

A =
(1− ρ+1 − ρ−1)η(X) + ρ−1 − α

η(X)− δ
.

Choosing α = α∗ = ρ−1 + (1− ρ+1− ρ−1)δ, and simplifying, we get a constant

A that depends only on the noise rates:

A = Aρ = 1− ρ+1 − ρ−1.

Consequently, B = ρ−1(1−α∗)+(δ−α∗)(1−ρ+1−ρ−1)η(X). Taking expectation

with respect to X, we conclude:

Rα∗,Pη(f) = AρRδ,P(f) +BX ,

where BX = EX [B].

Corollary 40. The α⋆-weighted Bayes optimal classifier under noisy distri-

bution coincides with that of L measure under clean distribution:

argmin
f

Rα∗,Pρ(f) = argmin
f

Rδ∗P ,P(f) = argmin
f
L(f ;P) = sign(η(x)− δ∗P).

The following result (generalizes Theorem 9) gives a performance bound

for the empirical minimizer of ℓα loss, for α chosen appropriately according to

the measure L.

Theorem 41. Given a convex loss function ℓ : R→ [0,∞) with Lipschitz

constant L such that it is classification-calibrated (i.e. ℓ
′
(0) < 0), consider the

empirical risk minimization problem with noisy labels:

f̂α = argmin
f∈F

1

n

n∑
i=1

ℓα(f(Xi), Ỹi).
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where ℓα is defined as in (7.22). Then, for the choices α∗ and Aρ in Theorem

39, there exists a nondecreasing function ζℓα⋆ with ζℓα⋆ (0) = 0, such that the

following bound holds with probability at least 1− δ:

L∗−L(f̂α∗ ;P) ≤ 1

Aρ

ζℓα⋆

(
min
f∈F

Rα∗,Pρ(f)−min
f
Rα∗,Pρ(f)+4LR(F)+2

√
log(1/δ)

2n

)
.

Proof. From Corollary 4.1 of [74], we can infer that ℓα is α-CC for given

α ∈ (0, 1), as ℓ is convex, classification-calibrated and ℓ
′
(0) < 0. Then, from

Theorem 3.1 of [74], there exists an invertible, non-decreasing convex trans-

formation ψℓα with ψℓα(0) = 0 such that, for any f and any distribution P,

ψℓα(Rα,P(f)−min
f
Rα,P(f)) ≤ Rℓα,P(f)−min

f
Rℓα,P(f).

Fix distribution to be Pρ, and let f = f̂α. The RHS of the above inequality

can then be controlled similarly as in the proof of Theorem 37. It is easy to

see that the Lipschitz constant of ℓα is same as that of ℓ, denoted L. With

probability at least 1− δ:

Rℓα,Pρ(f̂α)−min
f∈F

Rℓα,Pρ(f) ≤ 4LR(F) + 2

√
log(1/δ)

2n
.

Now consider Rα,Pρ(f)−minf Rα,Pρ(f). Using the linear relationship between

Rα,Pρ and Rδ∗P ,P at α∗ (Theorem 39), we get Rα∗,Pρ(f) − minf Rα∗,Pρ(f) =

Aρ(Rδ∗P ,P(f) − R∗
δ∗P

). BX vanishes because it is constant for the distribution

Pρ. Note that ψ−1
ℓα∗ is nondecreasing as well and ψ−1

ℓα∗ (0) = 0. Subtracting

minf Rα∗,Pρ(f) from both sides of the second inequality above, we get: With

probability at least 1− δ,

Rδ∗P
(f̂α∗)−R∗

δ∗P
≤ A−1

ρ ψ−1
ℓα⋆

(
min
f∈F

Rα∗,Pρ(f)−min
f
Rα∗,Pρ(f)+4LR(F)+2

√
log(1/δ)

2n

)
.
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Invoking Proposition 2 and setting ζℓα⋆ = (a11 +a00−a10−a01)ψ−1
ℓα⋆

, the proof

is complete.

7.4 Experimental Results

We present experiments on synthetic data to verify the theoretical re-

sults. We also evaluate the proposed algorithms and present comparisons with

competitive methods on benchmark datasets, using representative performance

measures.

7.4.1 Binary classification

Synthetic data: Verification of Bayes optimal. We evaluate the Bayes

optimal classifiers for common performance measures to empirically verify the

results of Theorem 28. We fix a domain X = {1, 2, . . . 10}, then we set µ(x)

by drawing random values uniformly in (0, 1), and then normalizing these. We

set the conditional probability using a sigmoid function as η(x) = 1
1+exp(−wx)

,

where w is a random value drawn from a standard Gaussian. As the opti-

mal threshold depends on the Bayes risk L∗, the Bayes classifier cannot be

evaluated using plug-in estimates. Instead, the Bayes classifier θ∗ was ob-

tained using an exhaustive search over all 210 possible classifiers. The results

are presented in Fig. 7.1. For different measures, we plot η(x), the predicted

optimal threshold δ∗ (which depends on P) and the Bayes classifier θ∗. The

results can be seen to be consistent with Theorem 28 i.e. the (exhaustively

computed) Bayes optimal classifier matches the thresholded classifier detailed
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in the theorem.
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Figure 7.1: Binary classification measures: Simulated results showing
η(x), optimal threshold δ∗ and Bayes classifier θ∗.

Benchmark data: Performance of the proposed algorithms. We eval-

uate the two algorithms on several benchmark datasets for classification, using

two measures, F1 defined as in Section 7.1.1 and Weighted Accuracy defined

as 2(TP+TN)
2(TP+TN)+FP+FN

. We split the training data S into two sets S1 and S2: S1

is used for estimating η̂(x) and S2 for selecting δ. For Algorithm 4, we use

logistic loss on the samples (with L2 regularization) to obtain estimate η̂(x).

Once we have the estimate, we use the model to obtain η̂(x) for x ∈ S2, and

then use the values η̂(x) as candidate δ choices to select the optimal threshold

(note that the empirical best lies in the choices). Similarly, for Algorithm 5, we

use a weighted logistic regression, where the weights depend on the threshold

as detailed in our algorithm description. Here, we grid the space [0, 1] to find

the best threshold on S2. Notice that this step is embarrassingly paralleliz-

able. The granularity of the grid depends primarily on class imbalance in the

data, and varies with datasets. We also compare the two algorithms with the
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standard empirical risk minimization (ERM) - regularized logistic regression

with threshold 1/2.

First, we optimize for the F1 measure on four benchmark datasets: (1)

Reuters, consisting of news 8293 articles categorized into 65 topics (obtained

the processed dataset from [7]). For each topic, we obtain a highly imbalanced

binary classification dataset with the topic as the positive class and the rest as

negative. We report the average F1 measure over all the topics (also known as

macro-F1 score). Following the analysis in [91], we present results for averaging

over topics that had at least C positives in the training (5946 articles) as well

as the test (2347 articles) data. (2) Letters dataset consisting of 20000

handwritten letters (16000 training and 4000 test instances) from the English

alphabet (26 classes, with each class consisting of at least 100 positive training

instances). (3) Scene dataset (UCI benchmark) consisting of 2230 images

(1137 training and 1093 test instances) categorized into 6 scene types (with

each class consisting of at least 100 positive instances). (4) Webpage binary

text categorization dataset obtained from [67], consisting of 34780 web pages

(6956 train and 27824 test), with only about 182 positive instances in the

train. All the datasets, except Scene, have a high class imbalance. We use

our algorithms to optimize for the F1 measure on these datasets. The results

are presented in Table 7.1. We see that both algorithms perform similarly in

many cases. A noticeable exception is the Scene dataset, where Algorithm

4 is better by a large margin. In Reuters dataset, we observe that as the

number of positive instances C in the training data increases, the methods
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perform significantly better, and our results align with those in [91] on this

dataset. We also find, albeit surprisingly, that using a threshold 1/2 performs

competitively on this dataset.

Dataset C ERM Algorithm 4 Algorithm 5

1 0.5151 0.4980 0.4855
Reuters 10 0.7624 0.7600 0.7449
(65 classes) 50 0.8428 0.8510 0.8560

100 0.9675 0.9670 0.9670
Letters (26 classes) 1 0.4827 0.5742 0.5686
Scene (6 classes) 1 0.3953 0.6891 0.5916
Web page (binary) 1 0.6254 0.6269 0.6267

Table 7.1: Comparison of methods: (Binary) F1 measure. First three are
multi-class datasets: F1 measure is computed individually for each class that
has at least C positive instances (in both the train and the test sets) and then
averaged over classes.

Next we optimize for the Weighted Accuracy measure on datasets with

less class imbalance. In this case, we can see that δ∗ = 1/2 from Theorem

28. We use four benchmark datasets: Scene (same as earlier), Image (2068

images: 1300 train, 1010 test) [56], Breast Cancer (683 instances: 463

train, 220 test) and Spambase (4601 instances: 3071 train, 1530 test) [88].

Note that the last three are binary datasets. The results are presented in Table

7.2. Here, we observe that all the methods perform similarly, which conforms

to our theoretical guarantees of consistency.

7.4.2 Multi-label learning

Synthetic data: Verification of Bayes optimal. We consider the micro-

averaged F1 measure in (7.15) with 4 labels. To simulate, we sample a set of five
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Dataset ERM Algorithm 4 Algorithm 5

Scene 0.9000 0.9000 0.9105
Image 0.9060 0.9063 0.9025
Breast cancer 0.9860 0.9910 0.9910
Spambase 0.9463 0.9550 0.9430

Table 7.2: Comparison of methods: (Binary) Weighted Accuracy, defined as
2(TP+TN)

2(TP+TN)+FP+FN
. We observe that the two algorithms are consistent (δ∗ =

1/2).

2-dimensional vectors x = {x1, x2, . . . , x5} from the standard Gaussian. The

conditional probability ηj(xi) for label j is modeled using a sigmoid function:

ηj(x) = P(Yj = 1|x) = 1
1+exp−wT

j x
, for a random vector wj also sampled from

the standard Gaussian. The Bayes optimal f∗(xi) ∈ {0, 1}4 that maximizes

the micro-averaged F1 population utility is then obtained by exhaustive search

over all possible label vectors for each instance. In Figure 1 (a)-(d), we plot

the conditional probabilities (in increasing order over instances) for each label,

the corresponding f ∗
j for each x, and the optimal threshold δ∗. We observe

that the optimal multi-label classifier indeed thresholds P(Yj|x) for each label

j, and furthermore, that the threshold is the same for all the labels, as stated

in Theorem 35.

Benchmark data: Performance of the proposed algorithms. We now

evaluate the proposed plugin-estimation (Algorithm 6) that is consistent for

micro-averaged and instance-averaged multi-label measures. We focus on two

measures F1 and Jaccard listed in (7.15). We compare Algorithm 6 that is
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Figure 7.2: Bayes optimal classifier for multi-label F1 measure on
synthetic data with 4 labels, and distribution supported on 5 in-
stances. Plots from left to right show the bayes optimal classifier prediction
for instances for labels 1 through 4. Note that the optimal δ∗ at which the
label-wise marginal ηj(x) is thresholded is shared, conforming to Theorem 35.

designed to optimize micro-averaged (or instance-averaged) multi-label mea-

sures to two related plugin-estimation methods: (1) Tune a threshold δ∗j for

each label j individually — this optimizes the utility corresponding to the

macro-averaged measure, but is not consistent for micro-averaged or instance-

averaged measures; we refer to this as Macro-Thr (2) Use a constant threshold

1/2 for all the labels — this is indeed optimal for linear (decomposable) mea-

sures, but F1 and Jaccard are non-linear. We refer to this as Binary Relevance

(BR) [85].

We use four benchmark multi-label datasets2 in our experiments: (1)

Scene (used in Section 7.4.1) (2) Birds, an audio dataset consisting of 19

labels, with 323 training and 322 test instances, (3) Emotions, a music

dataset consisting of 6 labels, with 393 training and 202 test instances, and (4)

CAL500, a music dataset consisting of 174 labels, with 400 training and 100

2The datasets were obtained from http://mulan.sourceforge.net/datasets-mlc.

html.
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test instances 3. We perform logistic regression (with L2 regularization) on a

separate validation sample to obtain estimates of η̂j(x) of P(Yj = 1|x), for each

label j (as described in 7.2.2). All the methods we evaluate rely on obtaining

a good estimator for the conditional probability. So we exclude labels that

are associated with very few instances — in particular, we train and evaluate

using labels associated with at least 20 instances, in each dataset, for all the

methods.

In Table 7.3, we report the micro-averaged F1 and Jaccard measures

on the held-out set for Algorithm 6, Macro-Thr and BR. We observe that esti-

mating a fixed threshold for all the labels (Algorithm 6) consistently performs

better than estimating thresholds for each label (Macro-Thr) and than using

threshold 1/2 for all labels (BR); this conforms to our main result in Theorem

35 and also shows that Algorithm 6 is consistent in practice. Similar trend is

observed if we look at the instance-averaged measures computed on the test

set, shown in Table 7.4. Proposition 5 says that maximizing the population

utilities of micro-averaged and instance-averaged measures are equivalent; the

result holds in practice as observed from results in Table 7.4. Finally, we

report macro-averaged measures computed on held-out set in Table 7.5. We

observe that Macro-Thr is competitive in 3 out of 4 datasets; this conforms

to Proposition 6 that it is optimal to tune threshold specific to each label

independently, in the case of macro-averaged measures.

3Original dataset does not provide splits; we split the data randomly into train and test
sets.

164



Dataset BR Algo 6 Macro-Thr BR Algo 6 Macro-Thr
F1 F1 F1 Jaccard Jaccard Jaccard

Scene 0.6559 0.6847 0.6631 0.4878 0.5151 0.5010
Birds 0.4040 0.4088 0.2871 0.2495 0.2648 0.1942
Emotions 0.5815 0.6554 0.6419 0.3982 0.4908 0.4790
CAL500 0.3647 0.4891 0.4160 0.2229 0.3225 0.2608

Table 7.3: Comparison of plugin-estimator methods on multi-label F1 and
Jaccard measures. Reported values correspond to micro-averaged measure
computed on test data. The proposed Algorithm 6 is consistent for micro-
averaged measures, and performs the best consistently across datasets.

Dataset BR Algo 6 Macro-Thr Baseline Algo 6 Macro-Thr
F1 F1 F1 Jaccard Jaccard Jaccard

Scene 0.5695 0.6422 0.6303 0.5466 0.5976 0.5902
Birds 0.1209 0.1390 0.1390 0.1058 0.1239 0.1195
Emotions 0.4787 0.6241 0.6156 0.4078 0.5340 0.5173
CAL500 0.3632 0.4855 0.4135 0.2268 0.3252 0.2623

Table 7.4: Comparison of plugin-estimator methods on multi-label F1 and
Jaccard measures. Reported values correspond to instance-averaged measure
computed on test data. The proposed Algorithm 6 is consistent for instance-
averaged measures, and performs the best consistently across datasets.

7.4.3 Cost-sensitive learning with noisy labels

We perform experiments using the AM measure, for the methods pre-

sented in Section 7.3. We use the same datasets as in Section 3.4. The results

for different settings of noise rates are shown in Table 7.6. We find that the

proposed Biased SVM is competitive in three datasets, and NHERD is com-

petitive in most of the datasets. Also observe that at high noise rates AM is a

more reliable measure of performance — in case of the four datasets Breast

Cancer, Diabetes, Thyroid and German which have class imbalance,
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Dataset BR Algo 6 Macro-Thr Baseline Algo 6 Macro-Thr
F1 F1 F1 Jaccard Jaccard Jaccard

Scene 0.6601 0.6941 0.6737 0.5046 0.5373 0.5260
Birds 0.3366 0.3448 0.2971 0.2178 0.2341 0.2051
Emotions 0.5440 0.6450 0.6440 0.3982 0.4912 0.4900
CAL500 0.1293 0.2687 0.3226 0.0880 0.1834 0.2146

Table 7.5: Comparison of plugin-estimator methods on multi-label F1 and
Jaccard measures. Reported values correspond to macro-averaged measure
computed on test data. Macro-Thr is consistent for macro-averaged measures,
and we observe that it is competitive in three out of four datasets. The pro-
posed Algorithm 6 although theoretically not consistent for macro-averaged
measures, achieves the best performance in three out of four datasets.

the classifier optimized for the accuracy measure (see corresponding results in

Table 3.1) tends to bias its predictions towards the majority class (suggested

by accuracy values matching the class imbalance ratio) and the achieved AM

values are low. Overall, the experimental results support the theoretical guar-

antees; we observe that the proposed methods are competitive and are able to

tolerate moderate to high amounts of label noise in the data.

7.5 Summary of the Contributions

The results for binary classification measures presented in Section 7.1

are published in [38]. The results for multi-label learning measures presented

in Section 7.2 are published in [39]. The results for cost-sensitive learning

measures under the class-conditional random noise model presented in Section

7.3 are submitted for review [63].
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Dataset Noise rates Logistic Biased
SVM

PAM NHERD RP

ρ+1 = ρ−1 = 0.2 59.58 54.26 51.52 66.14 55.50
Breast Cancer ρ+1 = 0.3, ρ−1 = 0.1 56.28 50.24 50.00 64.28 52.26

ρ+1 = ρ−1 = 0.4 51.5 53.28 49.8 56.21 49.20

ρ+1 = ρ−1 = 0.2 63.37 70.26 64.45 74.48 70.63
Diabetes ρ+1 = 0.3, ρ−1 = 0.1 63.13 51.61 50.00 76.66 54.45

ρ+1 = ρ−1 = 0.4 56.07 66.68 50.03 71.88 66.94

ρ+1 = ρ−1 = 0.2 82.42 91.51 94.07 77.67 78.88
Thyroid ρ+1 = 0.3, ρ−1 = 0.1 68.04 87.34 80.33 83.99 74.09

ρ+1 = ρ−1 = 0.4 53.19 58.55 66.25 82.97 44.47

ρ+1 = ρ−1 = 0.2 67.47 67.19 50.12 70.64 53.80
German ρ+1 = 0.3, ρ−1 = 0.1 53.87 50.00 49.57 70.45 52.52

ρ+1 = ρ−1 = 0.4 51.50 56.21 49.71 54.70 49.82

ρ+1 = ρ−1 = 0.2 80.92 82.21 69.91 82.97 64.84
Heart ρ+1 = 0.3, ρ−1 = 0.1 83.37 76.67 56.83 82.19 74.10

ρ+1 = ρ−1 = 0.4 51.59 71.04 54.30 52.07 63.22

ρ+1 = ρ−1 = 0.2 80.23 92.16 92.81 76.75 77.81
Image ρ+1 = 0.3, ρ−1 = 0.1 81.18 90.98 90.48 80.21 72.90

ρ+1 = ρ−1 = 0.4 56.70 71.62 73.90 70.64 67.31

Table 7.6: LAM measure of classification algorithms on UCI benchmark
datasets. Entries within 1% from the best in each row are in bold. All the
methods except NHERD variants (which are not kernelizable) use Gaussian
kernel with width 1. All method-specific parameters are estimated through
cross-validation. As in Table 3.1, we show the best performing NHERD vari-
ant (‘project’ and ‘exact’) in each case. Biased SVM is competitive at low
noise rates and NHERD is competitive overall.
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Chapter 8

Conclusions

Learning from positive and unlabeled examples arises in many modern

machine learning applications. We can obtain rigorous theoretical guarantees

as well as algorithms that are effective in practice by modeling the PU learn-

ing problem as supervised learning with one-sided label noise. This thesis

presented formulations, algorithms and guarantees for various machine learn-

ing problems in the face of availability of only positive and unlabeled training

examples.

The first contribution of the dissertation was developing predictive

methods for the problem of predicting gene-disease associations in biology. As

showed in Chapter 2, the proposed PU learning methods perform significantly

better than state-of-the-art gene prioritization methods. The predictions from

the proposed methods also indicate novel biology, an important evaluation

aspect for biologists. This encourages developing PU learning formulations

and similar methods for many other prediction tasks arising in bioinformatics,

healthcare and computational medicine.

The second contribution was obtaining formal guarantees for the prob-

lem of learning from noisy labels, and in turn for PU learning via the one-sided
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random noise model. The theoretical results presented in Chapter 3 bridge a

gap in the understanding of heuristic methods that have been used in practice,

such as biased SVM and biased logistic regression.

The third contribution was formulating various machine learning prob-

lems including matrix completion, multi-label learning and multiple-instance

learning in the PU learning setting and analyzing the resulting formulations

via the one-sided random noise model. Finally, the dissertation addressed the

statistical and algorithmic aspects of learning with respect to modern evalua-

tion measures widely used in PU learning applications. Future work includes

a) developing better (tighter) bounds for some of our existing formulations

(such as PU inductive matrix completion) and b) developing statistical guar-

antees and robust practical methods for PU learning and dealing with label

noise for larger family of performance measures.
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