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In the upcoming era of extremely large ground-based astronomical tele-

scopes, the design of wide-field spectroscopic survey instrumentation has become

increasingly complex due to the linear growth of instrument pupil size with tele-

scope diameter for a constant spectral resolving power. The upcoming Visible Inte-

gral field Replicable Unit Spectrograph (VIRUS), a baseline array of 150 copies of

a simple integral field spectrograph that will be fed by 3.36×104 optical fibers on

the upgraded Hobby-Eberly Telescope (HET) at McDonald Observatory, represents

one of the first uses of large-scale replication to break the relationship between in-

strument pupil size and telescope diameter. By dividing the telescope’s field of view

between a large number of smaller and more manageable instruments, the total in-

formation grasp of a traditional monolithic survey spectrograph can be achieved at

a fraction of the cost and engineering complexity. To highlight the power of this

method, VIRUS will execute the HET Dark Energy Experiment (HETDEX) and
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survey & 420 degrees2 of sky to an emission line flux limit of ∼ 10−17 erg s−1 cm−2

to detect ∼ 106 Lyman-α emitting galaxies (LAEs) as probes of large-scale struc-

ture at redshifts of 1.9< z< 3.5. HETDEX will precisely measure the evolution of

dark energy at that epoch, and will simultaneously amass an LAE sample that will

be unprecedented for extragalactic astrophysics at the redshifts of interest.

Large-scale replication has clear advantages to increasing the total informa-

tion grasp of a spectrograph, but there are also challenges. In this dissertation, two

of these challenges with respect to VIRUS are detailed. First, the VIRUS cryogenic

system is discussed, specifically the design and tests of a novel thermal connector

and internal camera croygenic components that link the 150 charge-coupled device

detectors to the instrument’s liquid nitrogen distribution system. Second, the de-

sign, testing, and mass production of the suite of volume phase holographic (VPH)

diffraction gratings for VIRUS is presented, which highlights the challenge and suc-

cess associated with producing of a very large number of highly customized optical

elements whose performance is crucial to meeting the efficiency requirements of

the spectrograph system.

To accommodate VIRUS, the HET is undergoing a substantial wide-field

upgrade to increase its field of view to 22′ in diameter. The previous HET facil-

ity Low Resolution Spectrograph (LRS), which was directly fed by the telescope’s

previous spherical aberration corrector, must be removed from the prime focus in-

strument package as a result of the telescope upgrades and instead be fiber-coupled

to the telescope focal plane. For a similar cost as modifying LRS to accommo-

date these changes, a new second generation instrument (LRS2) will be based on

x



the VIRUS unit spectrograph. The design, operational concept, construction, and

laboratory testing and characterization of LRS2 is the primary focus of this disser-

tation, which highlights the benefits of leveraging the large engineering investment,

economies of scale, and laboratory and observatory infrastructure associated with

the massively replicated VIRUS instrument. LRS2 will provide integral field spec-

troscopy for a seeing-limited field of 12′′×6′′. The multiplexed VIRUS framework

facilitates broad wavelength coverage from 370 nm to 1.0 µm spread between two

dual-channel spectrographs at a moderate spectral resolving power of R ≈ 2000.

The design departures from VIRUS are presented, including the novel integral field

unit, VPH grism dispersers, and various optical changes for accommodating the

broadband wavelength coverage. Laboratory testing has verified that LRS2 largely

meets its image quality specification and is nearly ready for delivery to the HET

where its final verification and validation tasks will be executed. LRS2 will en-

able the continuation of most legacy LRS science programs and provide improved

capability for future investigations.

To investigate the physical nature of the galaxy population used to trace

large-scale structure by HETDEX, two studies of the spectrally resolved hydrogen

Lyman-α (Lyα) emission of 2.0 < z < 3.5 LAEs from the HETDEX Pilot Survey

are included. The first compares the Lyα emission of three LAEs to simulated spec-

tra of resonant Lyα line transfer through an expanding shell of neutral hydrogen gas

(H I), and concludes that high luminosity LAEs primarily have low H I column den-

sities. The second introduces a sample of 38 star-forming LAEs to investigate how

the parameters describing the Lyα emission depend on various physical properties

xi



of the emitting galaxies. Low column density of H I is again suggested to be the

primary regulator of Lyα emission in these galaxies, but contributions from other

physical mechanisms (such as galactic-scale outflows) must be invoked to better ex-

plain the observed correlations. The presented data set is one of the most uniform

and comprehensive to which future advanced Lyα radiative transfer modeling ef-

forts can be compared. Looking forward, a sensitivity model for LRS2 is presented,

and a case is made for conducting one of the first systematic integral field surveys

of extended Lyα emission at moderate redshifts. In three hours of exposure time on

the HET, LRS2 can reach an average Lyα surface brightness of ∼ 7.8× 10−18 erg

s−1 cm−2 arcsec−2 at 5σ significance, which is competitive with similar future instru-

ments on other 10 meter-class telescopes. This science case illustrates the power of

LRS2 as a workhorse survey follow-up instrument for HETDEX.
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Chapter 1

Introduction

In the last quarter century, a revolution in astronomical technology has taken

place with the advent of very large telescopes in the 8 m to 10 m class (VLTs). To-

day, there are 13 telescope in operation within this range of aperture, along with an-

other 5 that have a primary mirror diameter between 6 m and 8 m. These telescopes

and the focal plane instrumentation that has been developed congruently to exploit

their unique capabilities have enabled many of the ground-breaking discoveries in

modern astrophysics and have opened parameter spaces that were previously un-

explored in various subfields of astronomy. This is especially true in fields that

are traditionally photon-starved, such as in the high spectral and spatial resolution

regimes, and especially in most studies involving the high redshift universe. The

instrumentation for VLTs, which is currently in its third generation at several ob-

servatories in the VLT-class, has grown both in capability and complexity to push

the observational limits of this newest generation of telescopes as technology has

allowed.

Within the next decade, the next generation of extremely large telescopes

(ELTs1) will meet and surpass 25 m diameter apertures, representing a significant

1The three primary ELT projects, which include the 40 m European Extremely Large Telescope, the
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step forward in light gathering ability with at least a five-fold increase in collecting

area beyond the current generation of 10 m telescopes. However, this large increase

in aperture and subsequent complexity has major implications for the instrumenta-

tion that these telescopes will be outfitted with, including the manner in which they

are designed (Russell et al., 2004). Using the basic parameters of the combined

telescope/instrument optical system for a spectrograph, it can be shown that:

δλ ∝ ds Dtel

Dpupil
, (1.1)

where δλ is the spectral resolution of the instrument, ds is the angular width of the

spectrograph’s slit on the sky, Dtel is the diameter of the telescope, and Dpupil is the

diameter of the instrument’s pupil (e.g., McLean 1997). This scaling relation im-

plies that to maintain a constant δλ for a constant ds, increasing the telescope diame-

ter requires a proportional increase in the instrument’s pupil size. This means phys-

ically larger collimator optics, cameras optics, diffraction gratings, and detectors

(or arrays of detectors), which requires that the spectrograph become significantly

more voluminous, massive, and more expensive by extension. The instrument also

becomes more complex as a result of its larger size. For example, at a given focal

ratio of the camera and collimator, an increased diameter of the optics requires a

proportional increase in their focal lengths, meaning that larger and heavier optics

need to be mechanically supported over longer distances to maintain a similar level

of alignment precision. Even in today’s generation of instruments for VLTs, this

30 m Thirty Meter Telescope, and the 25 m Giant Magellan Telescope, have recently begun the
post-development construction phase of the system life cycle.
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often requires active flexure control for instruments mounted in positions with vari-

able gravity vectors (e.g., Nasmyth platforms, etc.), the requirements for which will

be much more stringent for ELT instruments (Russell et al., 2004).

A representative example of a wide field, seeing-limited optical spectro-

graph in the ELT era is the Multi-Object Broadband Imaging Echellette (MOBIE;

Bigelow et al. 2014) for the Thirty Meter Telescope (TMT). Currently in the ad-

vanced stages of conceptual design, MOBIE draws significantly from proven her-

itage designs of the current generation of instruments for VLTs, and utilizes a sim-

ilar operational concept as current instrumentation that has been scaled-up in ac-

cordance with the size of its host telescope. For example, MOBIE is a Nasymth

mounted spectrograph and has a baseline design for its mechanical structure, rota-

tion carriage, and multi-object echellette spectroscopic mode based on the Magellan

Telescope’s Inamori-Magellan Areal Camera & Spectrograph (IMACS; Dressler

et al. 2011). Its baseline collimator design is similar to that developed for Keck

Observatory’s Low Resolution Imaging Spectrometer (LRIS; Oke et al. 1995), and

it utilizes active flexure control based on that used for Keck’s Deep Imaging Multi-

Object Spectrograph (DEIMOS; Faber et al. 2003). MOBIE is also a familiar dou-

ble spectrograph that is typical of many of today’s optical spectrographs (e.g., the

Multi-Object Double Spectrographs at the Large Binocular Telescope; Pogge et al.

2010), which splits its total wavelength coverage between two separately optimized

channels to boost the overall efficiency and keep the detector sizes manageable.

With a wide passband spanning wavelengths 310 < λ (nm) < 1000, high through-

put of ∼ 30%, multiple resolving power modes from R = λ/δλ = 1000 to 8000, and
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a wide field of view of up to 8′×3′ coupled to a 30 m telescope, MOBIE’s scientific

potential is astounding! But this all comes at a cost. When assembled at the TMT

Nasmyth port, MOBIE will roughly occupy the same volume as the optical tube of

an entire telescope in the 4 m class. Its optics are quite large, including a collimator

with a largest dimension of∼ 1.7 m, an atmospheric dispersion corrector with a pair

of 1.4 m diameter prisms, a ∼ 0.7 m dichroic, diffraction gratings that are up to 0.5

m on a side, and camera optics that are approaching 0.5 m in diameter. In addition,

the focal plane of each of the two cameras will contain a mosaic of at least 4 large

charge-coupled device (CCD) detectors having a total of up to ∼ 200 megapixels.

While the technical requirements for MOBIE (and designs similar to it for

the other two ELTs) are technically feasible over the next 5 to 10 years and are based

primarily on designs proven on smaller scales, one should ask if there are other so-

lutions for the design of a wide-field, low to moderate resolution instrument for an

ELT. One way to maintain a constant δλ for an increasing value of Dtel is to reduce

ds. However, doing so in natural seeing at the plate scale of an ELT will result in

significant slit losses to maintain R sufficient for carrying out most astrophysical

studies, thereby reducing the overall throughput of the telescope/instrument sys-

tem which is effectively the same as reducing the telescope’s aperture. As a result,

one method of keeping ELT instrument pupil sizes under control while maintain-

ing a constant δλ is to improve the spatial resolution of the image delivered to the

telescope’s focal plane so that smaller angular slit widths can be used without neg-

atively affecting the system throughput. This is the primary reason that most VLTs

are and all ELTs will be heavily reliant on Adaptive Optics (AO), as reviewed for
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astronomical applications by Davies & Kasper (2012). However, AO has limita-

tions, specifically in its ability with current technology to provide corrections into

the short wavelength optical spectrum and near-ultraviolet (NUV) for fields of view

that utilize the full information content delivered by the telescope to its focal plane.

For wide-field spectrographs, ground layer AO may be the most useful tool to im-

prove the point spread function (PSF) width by a factor of two to three over a field

of ∼ 10′, but instruments will still need to be extremely large even with such im-

provement in the image quality. While AO will certainly play a vital role moving

forward for wide-field spectroscopy in the ELT era, it may not be the ultimate ap-

proach instrument builders seek to maintain the size and cost of new instruments

for that specific purpose.

1.1 Multiplexed and Replicated Astronomical Instrumentation

Another way to reduce the rate of instrumental pupil size growth with cur-

rent technology for telescopes with large Dtel is by multiplexing. Introducing mul-

tiplexing modes into an astronomical instrument is not necessarily a new idea. For

example, the double spectrograph design discussed in the previous section, which

utilizes multiplexing into multiple optimized spectrograph channels to increase the

spectral coverage for a given R and maintain high efficiency across the entire band-

pass of the instrument, has been exploited for at least three decades (e.g., the Palo-

mar Double Spectrograph; Oke & Gunn 1982) and is still prevalent in many instru-

ments today. Additionally, modern imagers and spectrographs have been utilizing

the electronic multiplex of CCD detector mosaics to increase the amount of detector
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space available at instrument focal planes for more than two decades (e.g., Tyson

et al. 1992) and continue to do so in upcoming wide-field imagers, such as the 3.2

gigapixel CCD camera for the Large Synoptic Survey Telescope (Gilmore et al.,

2008). Another type of multiplexing is image slicing and is the division of the tele-

scope focal plane into a single spectrograph. Image slicing can be on coarse scales,

such as those probed by traditional multi-slit spectrographs or instruments fed by a

number of precisely positioned optical fibers. The slicing can also be sufficiently

fine and closely packed on the focal plane of the telescope to allow an image to

be reconstructed for every spectral resolution element on the detector. This refor-

matting of the two-dimensional field of view into the one-dimensional input into

the spectrograph is known as integral field spectroscopy, and is a common way to

increase the field of view of the instrument or to reduce the physical size of the spa-

tial resolution element to allow for a higher spectral resolution. The concept of an

integral field spectrograph (IFS) was proposed more than three decades ago (e.g.,

Vanderriest 1980; Courtes 1982), and is now a standard tool in the instrumentation

arsenals at nearly every major astronomical observatory worldwide. IFSs slice the

field of view using a variety of methods including microlens arrays, optical fibers,

and optical devices simply called “image slicers” that consist of a number of reflec-

tive or refractive micro-optical assemblies to divide the field of view.

While the aforementioned multiplexing methods either improve the utiliza-

tion of detector space or enable simultaneous access to more of the telescope’s focal

plane, it does not necessarily address the issue of managing instrument pupil size.

A multiplexing method that addresses this issue is referred to as “field division”,
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where the telescope field of view is divided into a number of adjacent subfields, and

the information contained in each subfield is directed to a separate spectrograph.

When the spectrographs are identical, this is otherwise referred to as “replication”

in the terminology of an excellent review on the subject by Hill (2014). This method

allows one to cover the same field of view as a single monolithic spectrograph by

utilizing some number of identical smaller spectrographs with the same number of

total detector pixels (and thereby spectral and spatial resolution elements). When

field division and instrument replication are combined with integral field methods

that slice the field on sufficiently small physical scales to obtain the desired spectral

resolution, large boosts in spectral power and total areal grasp can be realized on

the largest current and future telescopes for less cost, volume, and engineering com-

plexity as compared to an equivalent monolithic instrument. This is because even

though one has to procure a number of identical optical components, mechanical

components, detectors, and associated electronics, the physical size and complexity

of these components are kept sufficiently small and simple to allow for existing fab-

rication methods to be used. Additionally, when the numbers become large enough,

one can take advantage of the cost per unit savings associated with large production

runs (Hill, 2014).

Hill (2014) demonstrated that current monolithic instrumentation for VLTs

is reaching a practical limit in terms of size and cost, primarily driven by the avail-

able detector sizes and the difficulty of engineering optomechanical instruments

on a large enough scale to efficiently utilize the largest available detectors. To do

so, Hill (2014) followed Bershady et al. (2004) and Bershady (2009) to plot the
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Figure 1.1 The total information grasp (i.e., total areal grasp vs. spectral power)
of selected optical and near-infrared instruments, as combined from Figures 1 and
2 of Hill (2014). Replicated spectrographs are shown as orange circles, existing
IFSs (all available modes) are shown as small black circles, high-grasp multi-object
spectrographs are shown as green triangles, and low to moderate resolution wide-
field spectrographs for ELTs are shown as black open circles. Additionally, the
VIRUS instrument and its variants (see Section 1.2.3) are shown as the larger black
diamonds. The diagonal lines indicate the loci of detectors with different total pixel
count utilizing the assumptions listed in Footnote 2, while the shaded area above
the 8k×8k locus indicates the area of the plot in which replicated instruments are
likely required to continue pushing the total information grasp of spectrographs
forward. The black dashed line is the locus for a VIRUS or MUSE-like instrument,
and shows that the two are very similar in their overall ability to grasp information
from their host telescope’s focal plane. Note that one can move an instrument along
these diagonal loci by trading spatial resolution elements for spectral resolution
elements or vice-versa. References for instruments that are not listed in the text of
this dissertation can be found in the listed citations of Hill (2014).
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“total information grasp” for various representative detector sizes. Total informa-

tion grasp is a figure of merit for astronomical instruments that is defined as the

product of two fundamental merit functions that consider the spatial and spectral

domains, respectively: the areal grasp A×Ω (where A is the total collecting area of

the telescope, and Ω is the solid angle on the sky covered by the instrument), and

the spectral power Nλ×R (where Nλ is the number of spectral resolution elements

imaged by the instrument). Both of these fundamental merit functions are directly

related to the size of the detector since a minimum of 2× 2 pixels must be used

to properly sample the spectral×spatial resolution element. In Figure 1.1, this plot

has been reproduced from Hill (2014) to illustrate the practical limit for monolithic

instruments. In this plot, three relations are shown for a constant total pixel count

in common detector sizes and for other common instrumental parameters used in

modern spectrographs2. According to Hill (2014), the area above the 8k×8k detec-

tor relation is the realm of replicated spectrographs, primarily because detector size

is a key limiting factor in spectrograph design evolution. As discussed above, CCD

detectors can be stitched together into mosaics. However, focal planes exceeding

this size begin to make camera construction difficult and expensive from both an

optical and mechanical standpoint. Despite this, pushing into this region of the plot

will necessarily be required for optical spectroscopy over wide fields of view in the

upcoming ELT era.

2To plot loci of constant total pixel count in Figure 1.1, Hill (2014) assumed the following instrument
parameters: f/1.3 camera focal ratio, 15 µm pixel size, 4 pixels per resolution element, a spatial
packing efficiency of 65% and a spectral resolving power of R = 1000. The loci for three common
detector sizes used in modern instruments are plotted: 2k×2k, 4k×4k, and 8k×8k.
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For context, the total information grasp of a sample of existing multiplexed

instruments and future instruments designed for high information grasp spectroscopy

are also shown in Figure 1.1. Note that a number of monolithic instruments and ex-

isting IFSs shown in this plot exceed the limit set by the 8k×8k detector locus due

to the more efficient use of CCD pixels than assumed by Hill (2014) thanks to the

smaller 4 m telescopes they are coupled with (although, note that each of these three

instruments are multiplexed with multiple wavelength channels). Additionally, the

loci plotted in this figure assume that R = 1000, as is typical of a wide-field survey

spectrograph, while some of the instruments beyond the 8k×8k limit have a much

larger resolving power as required by their specific science objectives. Therefore

in Figure 1.1, a fair comparison is nontrivial between the constant total pixel count

loci and the instrument data points. Of note in Figure 1.1 is that there are a num-

ber of replicated spectrographs already in existence, with the first coming on line

nearly three decades ago (e.g., Gunn et al. 1987). However, the majority of these

instruments have only two or four copies of the base spectrograph channel. Among

these instruments are the wide field spectrographs currently assumed to be a part

of the instrument suite at two of the three ELTs, including the DIORAMAS instru-

ment for the European Extremely Large Telescope (Le Fèvre et al., 2010) and the

GMACS instrument (DePoy et al., 2012) for the Giant Magellan Telescope (GMT),

which in addition to utilizing traditional multi-object slitlets can be fiber-coupled

using the GMT’s advanced fiber positioner called MANIFEST (Lawrence et al.,

2014). As noted by Hill (2014), replicated instruments with so few copies may re-

alize some of the benefits of field division and instrument replication, but the cost
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benefits associated with economies of scale are not realized until ∼ 10 copies are

built. Currently, there are three instruments in existence or in development that uti-

lize replication on such a scale. The “large-scale” replicated instruments (utilizing

on order of 10 base spectrograph copies; Hill 2014) include the spectrograph for

the 4 m Large Sky Area Multi-Object Fiber Spectroscopic Telescope (LAMOST;

Zhu et al. 2006), which consists of 16 copies of a fiber fed, double spectrograph

to obtain spectra over a ∼ 2 arcmin2 field with a spatial resolution element of 1.7

arcmin2 for 370 < λ (nm) < 900 with resolution modes that achieve R ≈ 1000 or

5000. Additionally, the Multi-Unit Spectroscopic Explorer (MUSE; Bacon et al.

2010) instrument at the 8.2 m UT4 Very Large Telescope utilizes an advanced image

slicer to obtain exceptional spatial resolution down to 0.04 arcsec2 over a 1 arcmin2

contiguous field utilizing 24 spectrograph copies that cover 465 < λ (nm) < 930

with R≈ 3000. The third instrument is the only one in existence to utilize “massive

replication” (> 100 spectrograph copies; Hill 2014), and is known as the Visible

Integral field Replicable Unit Spectrograph (VIRUS; Hill et al. 2014b) for the VLT-

class Hobby-Eberly Telescope at McDonald Observatory. VIRUS is the instrument

that enables a revolutionary new survey called the Hobby-Eberly Telescope Dark

Energy Experiment (HETDEX). Since the work presented in this dissertation was

performed entirely within the context of this instrument and its associated science

driver, they will be introduced in more detail below. To conclude this subsection,

it is noted that the instruments with the largest total information grasp among VLT-

class telescopes are those that incorporate large-scale or massive replication. These

instruments represent a powerful next step in wide-field optical spectroscopy at low
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to moderate spectral resolution.

1.2 The Hobby-Eberly Telescope Dark Energy Experiment

The Hobby-Eberly Telescope (HET; Ramsey et al. 1998) is a unique tele-

scope located at the McDonald Observatory in west Texas, and is one of the largest

optical telescopes in the world. The telescope is a very unique design and employs

an 11 m hexagonal-shaped, segmented spherical primary mirror fixed at a zenith

angle of 35◦. The telescope structure can rotate 360◦ in azimuth, allowing the tele-

scope to access ∼ 70% of the sky visible at McDonald Observatory. To track astro-

nomical objects, a robotic x-y tracker sweeps the 9.2 m pupil across the over-sized

primary mirror rather than moving the whole telescope structure. The Prime Focus

Instrument Package (PFIP) that rides on the tracker contains the spherical aberra-

tion correcting optics, metrology instrumentation, and fiber feeds for the science

instruments. The HET is optimized for spectroscopy, and was originally envisoned

to enable wide-field spectroscopic surveys. As stated by Hill (2014), the HET is

“the world’s smallest ELT” because the relatively poor image quality delivered by

the site (1.2′′ typical seeing conditions) combined with the telescope’s plate scale

is similar to telescopes in the ELT-class at sites with the best natural seeing (e.g.,

∼ 0.5′′ at sites like Las Campanas in northern Chile, the site of the 25 m GMT).

Thus, instrument pupil size management is as important for instruments on the HET

as it is for instruments on an ELT. Therefore, the HET is an ideal telescope at which

to test the advantages of instrument replication. To do so with a compelling science

case, the HETDEX project was developed and includes a complete overhaul of the
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HET to accommodate the massively replicated VIRUS spectrograph in which the

telescope has been redesigned using a systems approach to meet the certain science

requirements. HETDEX consists of three main components, each described in the

following subsections: the Dark Energy Experiment, the HET Wide Field Upgrade,

and the construction and deployment of the VIRUS spectrograph.

1.2.1 Science Objective

The scientific objective of the HETDEX project is described in Hill et al.

(2004a) and Hill et al. (2008b), and is summarized briefly here for context. Other

than its existence manifested as the accelerating expansion of the universe (Riess

et al., 1998), little is known about the nature of dark energy. A further understanding

and constraint on the nature of the mysterious energy that dominates the universal

mass-energy budget (e.g., Komatsu et al. 2011; Planck Collaboration 2014) will

require precision measurements of the expansion history of the universe. While

many projects aim to do this by improving the accuracy of measurements at low

redshift (e.g., the Baryon Oscillation Spectroscopic Survey; Schlegel et al. 2009),

no project has yet measured the evolution of dark energy at redshifts approaching

z ≈ 4 with high precision. To accomplish this, HETDEX aims to provide percent-

level constraints on the Hubble parameter H(z) and the angular diameter distance

DA(z) for 1.9 < z < 3.5 using baryonic acoustic oscillations in the galaxy power

spectrum (e.g., Koehler et al. 2007), which will require scouring a volume of &

9 Gpc3 using a tracer of large scale structure that has a space density of at least

10−4 Mpc−3. Such a tracer are the Lyαemitters (LAEs); that is, galaxies emitting
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luminously in the Lyman-α (Lyα) transition of neutral hydrogen at 1215.67 Å in

the rest-frame, which are typically young star-forming galaxies but can also be

higher mass active galaxies (see Section 1.3). The Lyα transition is well-suited to

survey observations for this science case because it is redshifted into NUV/optical

at the redshifts of interest to HETDEX and is a very bright emission line that can

be detected with relative ease from a ground-based observatory. HETDEX will

also provide an accurate measurement of the curvature of space (e.g., Knox 2006).

Using luminous LAEs as tracers of large scale structure over such a large volume

at these redshifts, HETDEX will need to survey ∼ 420 degrees2 of sky to a line

flux limit of < 10−16 erg s−1 cm−2 with a survey instrument that has a wide bandpass

to detect ∼ 1 million galaxies. To complete the survey in a reasonable amount of

time (on order of 100 nights), a large field of view will also be required. While

the cosmology is beyond the scope of this dissertation, it should be noted that the

sample of LAEs that the HETDEX survey will amass will be unprecedented for

extragalactic astrophysics at the redshifts of interest.

1.2.2 The Wide Field Upgrade

Currently, the HET is undergoing a major wide-field upgrade (WFU) in

preparation for HETDEX (see Hill et al. 2014a and the references therein). The

WFU, which includes a new, more advanced tracker (Good et al., 2014) and PFIP

assembly (Vattiat et al., 2014), is centered around a new ambitious four-mirror

wide-field spherical aberration corrector (WFC; Oh et al. 2014) that will increase

the telescope’s field of view from 4′ to 22′ in diameter and increase the pupil size
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to a full 10 m diameter. Additionally, the WFU will result in improved through-

put, closed-loop metrology for maintaining alignment and ensuring optimal image

quality (Lee et al., 2012c), improved guiding and acquisition capability, and will op-

timize the telescope to efficiently feed fiber-coupled instruments at a fast focal ratio

of f/3.65. In addition to continuing to support selected current instruments, fu-

ture instruments, and a new facility low resolution spectrograph, the WFU revolves

around supporting the VIRUS spectrograph array to enable HETDEX. VIRUS is

introduced in the following subsection.

1.2.3 VIRUS: A Massively Replicated Spectrograph

The VIRUS spectrograph array is a novel new instrument that will consist

of 150 individual, simple IFSs that will be used to enable the HETDEX survey. It

represents the first optical astronomical instrument to ever be replicated on such a

massive scale, outpacing the next most replicated instrument (MUSE; Bacon et al.

2010) in terms of the number of identical units by a factor of ∼ 6. The VIRUS

concept was first conceived over a decade ago by Hill & MacQueen (2002) as a

cost-effective multiplexed instrument with 64 spectrograph channels for the 2.7 m

Harlan J. Smith telescope at McDonald Observatory that would be fed by 1000

positionable miniature fiber integral field units (IFUs) to enable wide field spec-

troscopic survey ability. Hill & MacQueen (2002) determined that the total cost

of such an instrument was approximately a factor of two less than an equivalently

capable monolithic instrument. The conceptual design was further refined by Hill

et al. (2004c) and applied to the HET with 132 spectrograph channels using fiber
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IFUs with a fixed array pattern on the sky as a solution to tackling the problem of

dark energy. Over the several years since, the design has continued to evolve, was

prototyped, and is now in full production ready for deployment on the upgraded

HET by the year’s end. See Hill et al. (2014b) and the references therein for more

details on the final design, testing, and production of VIRUS.

The VIRUS unit spectrograph was designed and optimized from the outset

for mass production. It is designed to be fed by fiber optics and is optimized to

accept a f/3.65 input beam (it can accept a beam as fast as f/3.3 to account for

slight misalignments and a small amount of focal ratio degradation in the fibers).

As seen in Figure 1.2, the spectrograph optical design is a double-Schmidt, with

the collimator reversed. The Schmidt collimator and camera share a corrector plate

and utilize a volume phase holographic (VPH) grating for dispersion at the pupil3.

The wavelength coverage for HETDEX is 350 < λ (nm) < 550 with R≈ 700. The

focal reduction factor from the collimator to the camera is 2.8×. VIRUS is fed

by a “densepak” IFU, where the bare 266 µm core diameter fibers are arrayed in

a hexagonal pattern with a 1/3 spatial fill-factor on the telescope focal plane. For

input into the instrument, the fibers are arranged in a linear “slit” pattern of 224

fibers. The VIRUS IFU is fed directly at f/3.65 by the HET WFC, which results in

a single fiber core diameter spanning 1.5′′ on the sky. An observation with VIRUS

3Note that while VIRUS will only operate in a single, fixed resolution mode with fixed wavelength
coverage for HETDEX, the optical design in general is pan-chromatic since the optical power is
mainly in the two spherical mirrors. For adaptation to different wavelength ranges while maintain-
ing the superb image quality of the base design, the mirrors and transmissive optics can be supplied
with different coatings and custom aspheric correcting optics can be fabricated if needed. The dis-
persion and wavelength coverage can be further adapted by exchanging the standard VPH gratings
for grisms to avoid the need to modify the angle between the camera and collimator.
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Figure 1.2 a) A rendering of the upgraded HET showing the large enclosures
mounted on either side of the telescope structure that contain VIRUS spectrographs.
The green cables extending from the PFIP at the top of the telescope to the enclo-
sures are large bundles of fiber optics. b) A closer view of an enclosure compared
to a human-sized reference figure. The tank above the spectrograph array is the
liquid nitrogen header taken for distributing cryogen to the spectrograph units. c)
A section view of the mechanical design of the VIRUS unit spectrograph pair. The
plumbing extending above the spectrograph is part of the liquid nitrogen distribu-
tion lateral manifold. The IFU output head containing the fiber “slit” is mounted
to the bulkhead at right, and a schematic section of the fibers can be seen in the
housing in red. d) The optical layout of VIRUS with major components labeled.
For scale, the collimated beam size is 125 mm. The fiber “slit” is oriented out of
the page.

consists of three exposures, each in one of three dither positions separated by ∼ 1′′

that fill in the sky coverage gaps between the fibers. The dithers are achieved by

precisely moving the focal plane assembly on which the IFUs are mounted rather

than moving the telescope itself (Vattiat et al., 2014). Dithering is thus independent

of guiding and guarantees precise knowledge of the relative positions of the three

exposures that complete the observation.

In production, the 150 individual VIRUS spectrographs are built into 75
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units, where each mechanical unit contains a pair of spectrographs in a common

housing (see Figure 1.2). Each pair is fed by a single IFU containing 448 fibers

divided between the two channels. The 75 IFUs are arrayed on the upgraded HET’s

22′ diameter focal plane with a ∼ 1/4.5 spatial filling factor, resulting in a total

of 3.36× 104 simultaneous spectra per exposure. Since this configuration allows

a pair of spectrographs to share common components (such as CCD electronics,

vacuum vessels, cryogenic components, etc.), costs are reduced and more efficient

use of the limited space available at the telescope structure is allowed for. To help

keep the fiber optics bundles as short as possible, which is required to achieve the

high NUV throughput for HETDEX, the spectrographs will ride on the telescope

structure in two separate environmentally controlled enclosures, each measuring

6.0×6.0×1.4 m and placed ∼10 m above the dome floor. Figure 1.2 shows the two

large VIRUS enclosures mounted on the HET post-WFU. In addition to providing

the mechanical and electrical infrastructure for VIRUS, it also supports the large

liquid nitrogen distribution system that is used to cool each of the 150 2k×2k CCD

detectors.

In Figure 1.1, the black diamonds show the total information grasp of VIRUS

and its variants (which will be discussed elsewhere in this dissertation). On the

HET, while it has low spectral power, even a single VIRUS spectrograph channel

(labeled “VIRUS-1” in Figure 1.1) is a highly competitive IFS with an impres-

sive areal grasp. When replicated 150-fold (labeled “VIRUS-150” in Figure 1.1),

VIRUS easily becomes the highest areal grasp instrument in the world, making it

ideal for HETDEX or other wide-field spectroscopic surveys where high resolving
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power is not critical to the science objective. Hill (2014) also pointed out that a

VIRUS-like instrument coupled with GMT’s MANIFEST fiber positioner would

make a formidable low resolution wide-field ELT spectrograph, at a fraction of

the cost of similar instruments (i.e., GMACS). The prospect of deploying multiple

small IFUs across the field of view of a 25 m telescope is quite exciting and would

efficiently provide data to tackle a number of astrophysical problems that are not

feasible with current instrumentation.

1.2.4 The VIRUS Prototype

One aspect of the HETDEX project that is particularly unique is the abil-

ity to test the survey, from prototype instrumentation to the implementation of the

survey observations, and the utilization of the scientific data products to conduct a

range of studies of various astrophysical phenomena. A single prototype VIRUS

spectrograph channel (the Mitchell Spectrograph, formerly VIRUS-P; Hill et al.

2008a), has been in regular use as a facility instrument on the McDonald Observa-

tory Harlan J. Smith 2.7 m telescope since 2007. In addition to verifying the VIRUS

concept, it has resulted in the successful completion of the HETDEX Pilot Survey

(HPS; Adams et al. 2011) in preparation for HETDEX, in which ∼ 170 arcmin2 of

sky was surveyed to result in the discovery of 105 new LAEs at 1.9 < z < 3.8 and

hundreds of additional lower redshift emission line galaxies. The Mitchell Spectro-

graph has demonstrated the high throughput, excellent image quality, low ghosting,

and exceptional stability of the VIRUS design. Two of its four modes are indicated

in Figure 1.1 as “VP1” and “VP2”, showing that even the VIRUS prototype is one
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of the highest grasp IFSs available today. Note that in addition to VIRUS-P, the

VIRUS design inspired a medium resolution IFS called VIRUS-W (Fabricius et al.,

2012) for the 2 m telescope at the Wendelstein Observatory in Germany. VIRUS-

W is a bench mounted spectrograph utilizing a refractive camera and a 4k× 2k

CCD detector with two resolution modes, R ≈ 8700 and 3300, that are optimized

for recovering the dynamical properties of disk galaxies and for the study of stel-

lar populations in local galaxies, respectively. VIRUS-W is currently on loan to

McDonald Observatory and is in use at the 2.7 m telescope. The total informa-

tion grasp for its two modes are also shown in Figure 1.1 (labeled “VW,Low” and

“VW,High”, respectively).

1.3 Lyα Emitting Galaxies

In a region of ionized hydrogen gas, ∼ 68% of captured electrons will cas-

cade through the n = 2→ 1 transition (where n is the principle quantum number) and

result in the emission of a Lyα photon at 1216 Å in the rest frame (Dijkstra, 2014).

Since a large fraction of ionizing radiation is thus reprocessed into this single spec-

tral feature, the Lyα transition of hydrogen was recognized decades ago as a poten-

tial luminous signpost for star-forming galaxies in the early universe (Partridge &

Peebles, 1967). In the years since, Lyα has become one of the most widely utilized

and fundamental tools for detecting high-redshift galaxies (e.g., Hu & McMahon

1996; Cowie & Hu 1998; Rhoads et al. 2000; Steidel et al. 2000; van Breukelen

et al. 2005; Gronwall et al. 2007; Finkelstein et al. 2009; Rauch et al. 2011; Adams

et al. 2011) and will soon be exploited as such by HETDEX to probe the evolution
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of dark energy. Lyα is extremely versatile in that it can probe the extremes of the

high-redshift galaxy census, from faint, low-mass populations (e.g., Rauch et al.

2008) to the high energy systems at the top-end of the mass function (e.g., Willott

et al. 2011).

Non-active galaxies that are selected by virtue of their Lyα emission with

equivalent width EWLyα > 20 Å (i.e., LAEs) are typically low-mass (. 109.5 M�)

with young stellar populations (. 100 Myr) and are forming stars at rates of . 10

M� yr−1 (e.g., Venemans et al. 2005; Gawiser et al. 2006; Finkelstein et al. 2007;

Ono et al. 2010; Acquaviva et al. 2011; Hagen et al. 2014). In addition, some LAEs

appear to have non-negligible dust content (Finkelstein et al., 2009; Pentericci et al.,

2009), low gas-phase metallicity (Finkelstein et al., 2011b; Nakajima et al., 2013;

Song et al., 2014), and compact, irregular spatial morphologies in the ultraviolet

(UV) continuum (e.g., Venemans et al. 2005; Gronwall et al. 2011; Bond et al.

2012). At least some of these properties appear to not evolve significantly with red-

shift (e.g., Ouchi et al. 2008; Blanc et al. 2011; Mallery et al. 2012). A significant

fraction of UV continuum-selected galaxies (i.e., Lyman break galaxies; LBGs)

also show Lyα in emission (e.g., Shapley et al. 2003; Kornei et al. 2010; Stark et al.

2010; Kulas et al. 2012; Ono et al. 2012; Berry et al. 2012). LBGs typically have

lower EWLyα (some even show Lyα in absorption), more evolved stellar popula-

tions, and are more massive than the typical Lyα-selected galaxy (e.g., Gawiser

et al. 2006; Pentericci et al. 2007; Yuma et al. 2010).
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1.3.1 High-level Description of Lyα Radiative Transfer

Lyα photons are produced as a result of excitation or ionization of neu-

tral hydrogen and can arise in a variety of astrophysical scenarios relating to high-

redshift galaxies. These include cooling radiation as a result of gravitational col-

lapse (e.g., Faucher-Giguère et al. 2010) or extremely rapid gas motions (i.e., shocks;

Birnboim & Dekel 2003), photo-ionization by stars (e.g., Partridge & Peebles 1967)

or an active galactic nucleus (AGN; e.g., Haiman & Rees 2001), or fluorescence of

neutral gas in the intergalactic medium (IGM; e.g., Kollmeier et al. 2010). How-

ever, the interpretation of the emergent Lyα spectra is non-trivial due to the reso-

nant nature of the transition in neutral hydrogen, in which the line is optically thick

for even small neutral fractions (Gunn & Peterson, 1965) resulting in a scattering

process through which the photon diffuses in physical and frequency space. This

property makes the escape of Lyα photons from a galaxy a complex radiative pro-

cess that is highly dependent on the properties of the interstellar medium (ISM)

and surrounding circumgalactic medium (CGM), such as gas density, kinematics,

covering fraction, geometry, and dust content.

The result of Lyα radiative transfer through the ISM or CGM is a significant

modulation of the intrinsic Lyα emission line profile, both spatially and spectrally.

The emergent emission line profile can be further modified by transfer through the

surrounding IGM, which can absorb a significant amount of radiation in the vicinity

and blueward of Lyα (e.g., Laursen et al. 2011). Because of the amount of physics

that can be encoded within the emergent Lyα line profile, a great deal of theoretical

work has gone into understanding Lyα radiative transfer to aid in the interpretation
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of observed Lyα spectra of galaxies. In particular, the use of Monte Carlo nu-

merical techniques has become standard practice (e.g., Lee 1974; Ahn et al. 2000;

Zheng & Miralda-Escudé 2002; Tasitsiomi 2006; Hansen & Oh 2006; Dijkstra et al.

2006a; Verhamme et al. 2006), and has provided useful predictions of the emergent

Lyα line profile for comparison with observations for a variety of different physical

scenarios. The implementation of such radiative transfer codes are currently being

advanced by post-processing more realistic models of galaxies that are drawn from

hydrodynamic and cosmological simulations (e.g., Zheng et al. 2010; Kollmeier

et al. 2010; Barnes et al. 2011; Verhamme et al. 2012; Yajima et al. 2013).

In a star-forming galaxy, Lyα photons are produced from recombinations in

hydrogen gas that was ionized by the UV radiation of massive, main sequence stars.

Unlike UV continuum or photons from other optically thin transitions that hail from

the same region of ionized hygrogen (e.g., Balmer-α photons), Lyα photons become

resonantly trapped in the first parcels of neutral hydrogen they encounter. As com-

pared to the optically thin photons, the path length of Lyα to escape the galaxy is

increased due to the scattering, making it especially sensitive to dust absorption. In

addition to the gas density, the path length of Lyα photons through neutral hydrogen

can be further altered by local velocity fields due to thermal motion, turbulence, and

bulk motions (e.g., due to supernovae or stellar driven winds, or by galaxy-galaxy

interactions), thereby shifting Lyα photons in and out of resonance and affecting

the emergent line profile (e.g., Verhamme et al. 2006). This potentially makes the

emergent Lyα spectrum a very powerful probe of gas kinematics (e.g., Verhamme

et al. 2008; Yang et al. 2011; Kulas et al. 2012).
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1.3.2 Why Study Lyα Emission Line Profiles?

Since Lyα emission is one of the fundamental tools by which galaxies can

be probed at high redshift, understanding the physics that might be encoded in the

emission line profile is extremely important. However, the resonant scattering of

the Lyα photons within the ISM and surrounding CGM leads to a complex radiative

process in which the observed Lyα emission line profile is shaped by a large num-

ber of factors that are difficult to disentangle or establish any order of precedence

for. As described in the previous subsection, these factors include dust content (e.g.,

Verhamme et al. 2008), dust geometry (e.g., Scarlata et al. 2009; Finkelstein et al.

2011a), neutral gas content and kinematics (e.g., Kunth et al. 1998), neutral gas

geometry (e.g., Neufeld 1991; Hansen & Oh 2006; Laursen et al. 2013; Duval et al.

2014), and the orientation of the system with respect to the observer given asym-

metries in the gas distribution and velocity field (e.g., Verhamme et al. 2012; Zheng

& Wallace 2014).

Various studies have compared Lyα radiative transfer models to the ob-

served Lyα emission of galaxies (e.g., Tapken et al. 2007; Verhamme et al. 2008;

Adams et al. 2009; Kulas et al. 2012; Christensen et al. 2012; Hashimoto et al.

2015) with the ultimate goal of recovering physical galaxy properties from the ob-

served Lyα line profile (such as outflow/inflow velocities, neutral gas column den-

sities and velocity dispersions, etc.), which should in theory encode a great deal of

physics about the systems under study (e.g., Verhamme et al. 2006). While these

direct comparisons have proven to be a valuable component of the current working

knowledge of Lyα radiative transfer in galaxies, the number of parameters that can
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go into the radiative transfer models combined with the complexity of the relation-

ships between those parameters and other physical conditions of the galaxies make

this comparison challenging. In addition, simplified models can sometimes provide

an unsatisfactory comparison to individual observed Lyα line profiles or provide

predictions of other related parameters that do not match the observations, such as

the widths of low ionization interstellar absorption lines that trace the scattering

neutral gas (e.g., Kulas et al. 2012) or the intrinsic frequency distribution of the

Lyα photons (e.g., Hashimoto et al. 2015). One such simple and popular radiative

transfer model is of Lyα propagation through a uniform spherical expanding shell

of neutral gas (e.g., Verhamme et al. 2006; Schaerer et al. 2011).

Despite the challenges discussed above, pushing forward both observation-

ally and theoretically to further the understanding of the Lyα line profiles of LAEs

should continue to be pursued for several reasons. For example, the stellar mass

growth and chemical enrichment history of galaxies develop through star formation,

which is regulated by a complex exchange of material between the galaxy ISM and

the IGM through collimated cold gas inflows (e.g., Kereš et al. 2005; Dekel et al.

2009; Faucher-Giguère et al. 2010) and stellar feedback processes that expel gas

and metals through galactic-scale outflows (e.g., Kunth et al. 1998; Shapley et al.

2003; Steidel et al. 2010; Berry et al. 2012). Since the Lyα emission from the cen-

tral galaxy must resonantly scatter through neutral gas caught in these bulk flows,

the observed Lyα line profiles must probe this critical ingredient in the process of

galaxy formation and evolution. These gas flows and the impact they have on the

emergent Lyα line profile may also help explain why LAEs have such strong Lyα
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emission in the first place, which is still a fundamental question that has not yet

been fully resolved (although, see Shibuya et al. 2014a,b; Hashimoto et al. 2015).

The above is especially important at higher redshifts nearing and prior to

the epoch of reionization, since galactic-scale gas outflows may allow Lyα photons

to escape galaxies at wavelengths where the Gunn-Peterson opacity is significantly

reduced (e.g., Santos 2004; Malhotra & Rhoads 2006; Dijkstra & Wyithe 2010).

Such a scenario can enable the spectroscopic confirmation of the earliest known

galaxies (e.g., Schenker et al. 2012; Finkelstein et al. 2013). Moreover, furthering

the understanding of the conditions that regulate Lyα escape from galaxies and the

associated radiative transfer effects that are encoded in the Lyα line profile is impor-

tant so that surveys utilizing Lyα as a probe of galaxy populations and/or cosmology

(e.g., HETDEX; Hill et al. 2004a, 2008b) are not subject to unknown biases (e.g.,

Wyithe & Dijkstra 2011). As a final example and as previously described, many

LAEs are young, relatively unevolved, low mass, and low metallicity (e.g., Song

et al. 2014) with high ionization parameters (e.g., Nakajima et al. 2013). These are

conditions that are similar to those expected for faint galaxies in the early universe

at higher redshifts (e.g., Erb et al. 2010). Since a large number of physically similar

faint galaxies are likely required to reionize the universe by z∼ 6−7 (e.g., Bouwens

et al. 2012; Finkelstein et al. 2012; Robertson et al. 2013), deciphering the Lyα line

profiles of lower redshift LAEs and understanding what they indicate about the dis-

tribution and kinematics of neutral gas is potentially important to understanding the

emission mechanisms of ionizing radiation (e.g., Verhamme et al. 2015).
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1.4 Outline of this Dissertation

This dissertation will take place entirely within the context of the HETDEX

project, and will therefore focus both on instrumentation and device development,

as well as astrophysical research on the Lyα emission line profiles of LAEs. Chap-

ters 2 and 3 are primarily concerned with the engineering and optimization of the

VIRUS cryogenic system and the VIRUS VPH diffraction gratings, respectively,

which are two components of VIRUS that were risky and challenging to implement

when replicated on such a massive scale. In Sections 1.2.3 and 1.2.4 above, it can

be seen that the VIRUS design is adaptable to many different science applications,

telescope sizes, and spectral resolution and wavelength configurations. As a fur-

ther illustration of this versatility, Chapters 4 through 6 detail the design evolution,

operational concept, construction, and lab characterization of two modified VIRUS

pairs that will be used in conjunction with a contiguous, small field of view IFU to

serve as the HET’s second generation low resolution spectrograph (LRS2). In this

application, the total wavelength range from the NUV at 370 nm to the near-infrared

at 1.05 µm is sliced between four VIRUS spectrograph channels at a moderate spec-

tral resolution of R∼ 2000 to enable efficient survey follow-up observations of the

most interesting objects discovered throughout the HETDEX survey. By leveraging

the engineering investment in VIRUS, which includes utilizing many of its mass-

produced components in combination with several highly customized assemblies

and the VIRUS production line assembly and alignment methods, LRS2 is an ex-

tremely capable IFS that can be delivered to the HET for a fraction of the cost of a

comparable instrument of a custom design.
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In Chapters 7 and 8, the focus is switched from instrumentation to science in

which the properties of the spectrally resolved Lyα emission of star-forming galax-

ies at 2.0< z< 3.5 that were discovered in the HETDEX Pilot Survey (Adams et al.,

2011) are explored. Chapter 7 presents an in-depth study of the spectrally resolved

Lyα emission from three LAEs, including a comparison of their Lyα emission line

profiles to a grid of simple Lyα radiative transfer models within the uniform ex-

panding spherical shell geometry. Chapter 8 expands upon this study with an order

of magnitude larger sample of spectrally resolved Lyα line profiles, in which the

range and frequency of spectral morphologies are evaluated among LAEs that will

be typical of those that will be discovered by HETDEX. Additionally, without as-

suming a prior model of Lyα radiative transfer, the sample data are explored for

correlations between the parameters describing the Lyα emission and other phys-

ical properties of the galaxies. This work helps to set the foundation for the type

of follow-up observations that can be conducted with LRS2 on the most interesting

LAEs that will be discovered by HETDEX in the near-future. In Chapter 9, the

instrumentation development and the LAE science are finally brought together: a

sensitivity model for LRS2 is developed and subsequently applied to describe the

capabilities of the instrument in a future systematic study of extended Lyα emission

at moderate redshifts. This science case illustrates how powerful the combination

of VIRUS as a survey instrument is with the follow-up capability of LRS2 on the

HET.

Throughout this dissertation, all cosmological calculations are performed

assuming a flat Λ-Cold Dark Matter cosmology (Hubble constant H0 = 70 km s−1
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Mpc−1, matter density Ωm = 0.27, and dark energy density ΩΛ = 0.73; Komatsu et al.

2011). For the atomic transitions discussed, vacuum wavelengths are utilized from

the Atomic Line List v2.044, which is based on the atomic energy level data pro-

vided through the National Institute of Standards and Technology. Additionally, all

magnitudes are reported in the AB system (Oke & Gunn, 1983), unless otherwise

stated. Finally, for the reader’s convenience, all acronyms, abbreviations, and sym-

bols will be redefined upon their first use in each chapter and its abstract, as well as

in each appendix.

4Atomic Line List v2.04: http://www.pa.uky.edu/ peter/atomic/
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Chapter 2

Development of the VIRUS Cryogenic System1

Chapter Abstract

The upcoming Hobby-Eberly Telescope Dark Energy Experiment (HETDEX) has

provided motivation for upgrading the Hobby-Eberly Telescope (HET) at the Mc-

Donald Observatory. This upgrade includes an increase in the field-of-view to ac-

commodate the new and revolutionary Visible Integral-field Replicable Unit Spec-

trograph (VIRUS). VIRUS is the instrument designed to conduct the HETDEX sur-

vey and consists of 150 individual integral-field spectrographs fed by ∼ 3.36×104

total optical fibers spread over the 22′ field-of-view of the upgraded HET. The spec-

trographs are mounted in two large enclosures, each approximately 6.0×6.0×1.5 m

in size. Each spectrograph contains a charge-coupled device detector that must be

cryogenically cooled, which presents an interesting design challenge for developing

the vacuum and cryogen distribution system. In this chapter, the proposed vacuum

jacketed, thermal siphon, liquid nitrogen distribution system used to cool the array

1This chapter is adapted from work published in:

• Chonis, T. S., Vattiat, B. L., Hill, G. J., Marshall, J. L., Cabral, K., DePoy, D. L., Smith,
M. P., Good, J. M., Booth, J. A., Rafal, M. D., and Savage, R. D., Development of a cryo-
genic system for the VIRUS array of 150 spectrographs for the Hobby-Eberly Telescope,
2010, Proc. SPIE, 7735, 76

Reprinted with permission from SPIE.
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of detectors is reviewed. The focus is on the design, prototyping, and testing of a

novel “make-break" thermal connector, built from a modified cryogenic bayonet,

that is used to quickly detach a single spectrograph pair from the system.

2.1 Chapter Introduction

As described by Lee et al. (2010b) and Hill et al. (2014b) and reviewed in

Section 1.2.3 of this dissertation, the Visible Integral-field Replicable Unit Spectro-

graph (VIRUS) camera is based on the classic Schmidt camera optical design. With

the corrector plate acting as the cryostat window, the camera’s entire volume is

evacuated. The charge-coupled device (CCD) detector is located at the prime-focus

of the camera’s mirror and is cantilevered in the beam by an Invar support “spider”.

A series of copper cold-links (which are mounted in thermal isolation from the spi-

der assembly) provides the thermal connection between the detector and the cold

source. For the Mitchell Spectrograph at the Harlan J. Smith 2.7 m telescope at the

McDonald Observatory (i.e., the prototype of a single VIRUS spectrograph), the

cold source is a simple liquid nitrogen (LN2) filled dewar with a copper cold finger

providing a direct connection to the CCD detector. While this simple approach is

effective for a single spectrograph, it would be unreasonable to have an individual

LN2 dewar for each of the spectrographs in the full VIRUS array of 75 unit pairs.

In collaboration with George T. Mulholland of Applied Cryogenics Technology,

Inc., McDonald Observatory engineers developed a design study to investigate the

most effective solution for cooling the array of CCD detectors. This design study

is summarized by Smith et al. (2008), and resulted in the conceptual design of an
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extensive vacuum jacketed, thermal siphon LN2 distribution system.

This chapter begins in in Section 2.2 by concisely reviewing the LN2 dis-

tribution system as outlined by Smith et al. (2008). In Section 2.3, the testing of a

prototype “make-break" thermal connector that is integral to meeting the require-

ments of the cryogen distribution system is discussed, followed by a discussion of

the design and testing of a production model of the connector. The integration of

this component into a VIRUS camera pair is reviewed in Section 2.4, which will

include a description of additional prototyped cryogenic components, the camera

vacuum vessel, and a fully integrated test of the camera pair cryogenic system.

Finally, the chapter is summarized in Section 2.5.

2.2 Overview of the VIRUS Cryogenic System

The baseline cryogenic system concept is described by Smith et al. (2008).

The system will briefly be described here to place the details of the prototyped

components that are described in detail later in this work in context. Throughout

the following description, please refer to Figure 2.1 for a schematic of the of the

cryogenic system concept.

The VIRUS cryogenic system is a vacuum jacketed, thermal siphon system

which distributes LN2 (with boiling temperature TLN2 = 75.3 K at McDonald Obser-

vatory’s elevation; 77.4 K at 1 atm) to local thermal connectors at the spectrograph

locations. The cold source for the system, which is common to all spectrographs

in the array, is an 1.1× 104 gallon dewar located outside of the telescope dome

where a truck-load of LN2 is to be delivered roughly every other week. This source
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Figure 2.1 A schematic providing an overview of the entire VIRUS cryogenic sys-
tem concept. Detail is shown for the gravity fed thermal siphon system (outlined
in the blue inset) as well as for a single lateral in the manifold to show the weir
assembly (outlined in the green inset). For each lateral, the three locations labeled
“Load” indicate the location of an attachment point for a VIRUS camera pair. This
figure is adapted from Smith et al. (2008).
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must deliver ∼ 3.6×103 W of cooling power after accounting for ∼5 W per spec-

trograph, losses, and a 50% buffer. Through its own pressure created by nitrogen

gas formation, liquid is forced from the storage dewar through a vacuum jacketed

transfer line which enters the telescope enclosure and connects to a flex line (via a

cryogenic bayonet connection). The flex line serves the purpose of flexing with the

telescope’s azimuth rotation since the spectrographs are located on the telescope

structure. At the end of the flex line, a connection is made to two vacuum jacketed

risers, which carry the coolant to the two 160 L thermal siphon vessels, one on each

side of the telescope. The thermal siphon vessels, each given a continuous supply

from the large storage dewar, supply the LN2 to manifolds in a gravity feed where

eight lateral lines of three thermal connections for spectrograph cameras are located

(labeled “Load” in Figure 2.1). In the original design, there are a total of four man-

ifolds, where each thermal siphon vessel feeds two. Nitrogen leaves the manifold

in two phases, liquid and gas, after the heat loads on the thermal connectors in

each lateral causes vaporization of some of the liquid. Each lateral utilizes weirs

to prevent gas from entering the liquid risers and directing it through the two-phase

return risers. The liquid and two-phase risers meet a horizontal return line back to

the thermal siphon vessel, where the liquid is returned to the gravity feed and the

vapor is separated out to an exit line where it is vented outside the dome.

The original concept of the system with four manifolds seen in 2.1 provides

96 thermal connections for spectrographs from the laterals, which can be adjusted

in the final realization of the system design as needed. The number of available

thermal connections implies that the spectrographs are built in pairs, as described
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in Section 1.2.3, where each pair shares certain components (such as electronics,

vacuum vessels, optics enclosures, and cryogenic components). Pairing spectro-

graphs upholds the cost-efficient methodology with which VIRUS was designed as

well as improving the use of the little available space on the telescope structure Hill

et al. (2014b). A primary requirement for the system is that each of the thermal

connections from the manifold lateral to the detector must provide efficient trans-

fer of cooling power while also providing a separation point so that an individual

spectrograph pair can be removed from the system (e.g. for maintenance) without

disrupting the cooling of the rest of the array. To achieve this, a closed connection

(i.e., with no LN2 flowing through) was devised by attaching a flexible, 0.5” inside

diameter (ID) vacuum jacketed flex line from the lateral to a modified cryogenic

bayonet in which custom copper thermal connectors are incorporated to provide

the dry thermal connection. In the design study, it was determined that this novel

thermal connector was one of the highest-risk components of the system.

2.3 The Thermal “Make-Break” Connector

The connector concept is based around a standard 3” long (0.5” ID) Linde-

type cryogenic bayonet, which is designed to connect two flex lines allowing direct

flow of LN2 between them. Since direct flow through the connector is not desired,

the modification is to add thermally conducting copper plugs to each side of the

bayonet, which hinder the flow of LN2 while transferring cooling power when in

contact with each other. Figure 2.2 shows a cross-sectional view of the connector.

The female side of the standard bayonet is modified with a vacuum flange for at-
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Figure 2.2 A cross-sectional view of the “make-break" thermal connector concept.
Each of the two Linde-type bayonet components contains a custom copper plug that
make provide thermal contact when the bayonet components are assembled. A full
description of the connector can be found in the text of Section 2.3.

tachment to the camera vacuum vessel. At the end of the female bayonet is where

a male copper plug is brazed. The plug protrudes into the instrument where further

cryogenic components, such as an activated charcoal getter and the detector cold

finger, can be attached. Facing the opposite direction into the bayonet tube is a ta-

pered protrusion where the thermal connection will be made. The male bayonet has

a larger brazed female copper plug which contains two extruded cuts: one tapered

for mating with the male copper plug and the other for providing ample surface

area for contact with the LN2. The inside of the vacuum jacketed flex line from

the manifolds carrying the LN2 is brazed to the ID of the large extruded cut on the

female copper plug allowing direct flow of LN2 into it, thereby cooling the copper

plug. The outside of the vacuum jacketed flex line is welded to the OD of the male

bayonet, sealing the vacuum jacket. When the two bayonet halves are brought to-

gether, the self-seating tapered extrusions make direct contact, thereby closing the

thermal circuit and transferring the cooling power from the female copper plug to

the male copper plug and then to the instrument. Using the vacuum jacketed flex

line allows the flow of LN2 into the connector and allows the heat sink to be located
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right at the thermal connection, which yields the potential for the temperature gra-

dient (∆T ) across the connector to be small. The connector concept depends on the

LN2 remaining in the nucleate boiling regime, where the liquid makes contact with

the copper and boiling occurs in small, discrete bubbles from the surface. If the

heat flux across the surface or ∆T is too large, the liquid moves to the sheet boiling

regime where a layer of gas builds up between the liquid and the surface and no

direct contact is made. This reduces the maximum achievable cooling power. For

the 10 W cooling load of the camera pair, Smith et al. (2008) report that at least

15 cm2 of surface area for contact with LN2 is needed to avoid sheet boiling. Note

that for proper cooling operation, the bayonets must be oriented vertically with the

LN2 side (i.e. the male bayonet) on top so that gas escapes upward through the

vacuum jacketed line and into the manifold where it is then carried out and vented

as described in Section 2.2. Turning the male bayonet upside-down results in a

“gravity-switch" or “vapor-lock", as shown in Figure 8 of Smith et al. (2008). This

permits a thermal connector to be isolated from the rest of the cooling system when

a spectrograph pair is detached for maintenance.

2.3.1 Proof of Concept: A First Prototype

The concept described above has been extensively tested to prove its func-

tionality. In order to test the “make-break" connector, a test apparatus was con-

structed by Ability Engineering Technology, Inc. with a vacuum jacketed gravity

feed header tank and a 48” run of vacuum jacketed 0.5” ID flex line. The flex line is

attached to the first prototype male bayonet, containing the heat sink. A schematic
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Figure 2.3 The apparatus for testing the prototype “make-break" connector. a) A
schematic of the test apparatus and test cryostat with major components labeled. b)
A photo of the apparatus assembled and mounted on its frame. Note that the female
bayonet on the vacuum jacketed flex line is positioned in the “gravity-switch" off
position.
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of this basic gravity-fed system can be seen in Figure 2.3a. The first prototype bayo-

net was constructed with a standard 3” Linde-type bayonet from Precision Cryogen-

ics Systems, Inc. The female side, which is attached to a test cryostat constructed

with standard 2.75” ConFlat vacuum components, has a long copper plug with a

cylindrical protrusion containing four through-holes where four 525Ω heater resis-

tors are epoxied and tied together in parallel. At the end of the cylindrical protrusion

is where three 100Ω resistance temperature detectors (RTDs) are located. Each of

the RTDs is of a different brand and type following the IEC751 standard. Testing

with different types was performed to determine the best model for future use in

VIRUS. It is found that the most suitable sensor is a platinum thin-film 100Ω RTD

by Heraeus and all temperature values reported hereafter are measured using this

RTD model. The test cryostat also has locations for two vacuum sensors allowing

testing of different sensor models to be carried out. A schematic of the test cryo-

stat can also be seen in Figure 2.3a. The entire apparatus is placed on a mounting

frame which holds the location of the thermal connection below the height of the

header tank while also maintaining that the connector remains in the proper vertical

operational orientation. A photo of the mounted apparatus can be seen in Figure

2.3b. In this orientation, the header tank is filled with LN2 from the top, which then

flows into the vacuum jacketed flex line. Once it reaches the female copper plug in

the male bayonet, the LN2 boils and the vapor returns through the flex line where

it escapes into the air. The following sections describe the tests of the prototype

connector, in which the following primary questions are addressed:

• Can a 0.5” ID flex line simultaneously supply LN2 to the heat sink and carry
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away the boil-off vapor?

• At what heat load does sheet boiling occur for the prototype connector?

• What is the performance of the connector as a function of input power (i.e.,

heat load)?

2.3.1.1 Reaching Temperature Equilibrium

Upon filling the header tank with LN2, a large amount of boil off occurs

and continues to do so until the heat sink cools sufficiently to enter into nucleate

boiling. The “cold equilibrium temperature" (CET) is defined as the lowest con-

stant temperature measured at the male copper plug in the female bayonet with no

external load other than the bayonet itself. A run of temperature is considered to be

constant if ∆T/∆t < 0.04 on average over a 5 minute period, where T is in degrees

C or K and t is in minutes. This is typically a good estimate of the true asymp-

totic temperature to within 1◦ C. From room temperature, it takes ∼30 minutes for

the system to reach the CET. The average value of the CET through all of the 3”

prototype tests is 87.0±0.4 K, resulting in ∆T = 9.6±0.4 K. With no external load

other than the power losses in the bayonet itself, cooling to a sufficient level can

be achieved with the prototype. The system quickly comes to equilibrium after a

small change in load. After turning on the heaters (which adds additional load to the

bayonet’s intrinsic losses), the system reaches equilibrium at a higher temperature

in ∼10 minutes on average.

The “gravity-switching" process was also tested. After the apparatus was

cooled to the CET, the male bayonet was removed and hung upside-down, which
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Figure 2.4 A plot of the CET as a function of ∆d = d − d0. At left, a schematic of
the connector attached to the test cryostat is shown to provide an example of how d
is defined. Here, d0 is an arbitrary reference point measured in the same way as d.
The force placed on the thermal connection is thus a function of ∆d.

creates a “vapor-lock" (see Figure 2.3b). After The vapor-lock, the male bayonet

warmed back to ambient room temperature in ∼120 minutes. Subsequent cool

down occurs on the timescale discussed above. Note that a significant amount of

frost will build up on the exposed bayonets while they are warming. See Section

2.3.1.2 for the effect of frost on the functionality of the connector when re-seating

after a vapor-lock.

The mating copper plug extrusions are dimensioned so that they fully seat

before the bayonet connection bottoms out to allow a quantifiable amount of force

to be placed on the thermal connection. More force can be placed on the thermal

connection by tightening the bayonet. The heat transfer is expected to improve as

more force is placed on the connection. For a simple test of this hypothesis, it is

assumed that the force on the bayonet is a function of the distance from some arbi-

trary point on the test cryostat to the top of the knurled cap on the male bayonet that

screws down onto the threaded portion of the female bayonet (see the schematic in
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Figure 2.4). The test begins by seating the bayonet and lightly tightening the cap

until a small amount of resistance is noticed. The quantity d in the schematic of Fig-

ure 2.4 is measured; the first reference measurement is called d0. A corresponding

temperature is also recorded. The cap is then tightened, which places more force

on the thermal connection, and d is re-measured. The quantity ∆d = d − d0 is cal-

culated and another temperature is recorded. In doing this multiple times, the run

of temperature with ∆d is plotted, which can be seen in Figure 2.4. Given that ∼8◦

C of improvement in CET is observed in only ∼0.05” change in d shows that fully

tightening the bayonet results in the best heat transfer and is necessary for proper

operation.

2.3.1.2 Heater-Curve Tests

It is important to quantify both the power losses intrinsic to the bayonet

as well as the change in temperature per input unit of power to the heater resis-

tors. Through what is referred to here as a “heater-curve test", these values can be

measured directly by plotting the temperature as a function of power input into the

system. In normal nucleate boiling, this relationship is expected to be linear and

for the linearity to break down (or at least for the slope to change) when entering

the sheet boiling regime. The slope of the line gives the temperature change per

unit of input power. The connector’s losses can be derived by looking at the line’s

intercept. In an ideal system with no losses, the intercept of the heater-curve should

pass through TLN2 . That is, with no power losses, the male copper plug should ide-

ally be at LN2 boiling temperature. Since the connector is not ideal, the raw data
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Figure 2.5 A plot of temperature vs. input power, otherwise referred to in this chap-
ter as a “heater-curve" plot. Lines and data plotted in red are for the 3” prototype
bayonet described in Section 2.3.1. Lines and data plotted in blue are for the 6”
production model described in Section 2.3.2. The data points show an example of
a single heater-curve test and are uncorrected for bayonet losses. Horizontal dot-
ted lines indicate temperatures of interest. The two solid lines are the calculated
average heater-curves. The power loss for each bayonet is also indicated.
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is expected to have an intercept of > 77.4 K. The raw data are then shifted on the

horizontal (Power) axis to force the intercept to be equal to TLN2 ; the amount of shift

is the total experimental power loss through the “make-break" connector.

The power input into the system P is calculated by measuring the current

I through the resistors and the input voltage V and using the simple P = V I rela-

tion. Use of the equivalent resistance of the resistors is avoided in the calculation

as it is slightly temperature dependent. For each change in input power, a tempera-

ture measurement is made. Sample raw data for the 3” bayonet heater-curve test is

shown in Figure 2.5 (red data points). The average CET indicated in Section 2.3.1.1

is also plotted as a red horizontal dotted line. Fourteen such tests were completed of

the 3” prototype. The average heater-curve slope was 3.3±0.1 K/W while the ex-

perimentally determined loss in the connector is 3.04±0.08 W. The average heater

curve is also plotted in Figure 2.5 as a solid red line and the loss determination is

indicated.

Several modifications were added to the heater-curve test in an attempt to

intentionally improve or degrade performance. The first was to perform a heater-

curve test normally, then use the “gravity-switch" to turn the connector off. The

connector is then re-seated, time is allowed for the CET to be reached, and another

heater-curve test is performed to look for changes. No changes in performance after

the gravity-switch were observed. This gravity-switch test is also performed and re-

seated the bayonet while it is still cold. By blowing on the copper plugs, copious

amounts of frost are introduced to each side. The bayonet is the re-seated and

another heater curve test is performed. Prior to the tests, it is hypothesized that the
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frost would act as an insulator and would degrade the performance of the connector.

This was falsified as identical behavior is observed, even with frost present. In an

attempt to further improve the thermal conductivity of the connector, Apiezon N

Cryogenic Vacuum Grease was added to each copper plug where the mate is located

before performing a heater-curve test. The results with the thermally conducting

grease gave slightly improved results as compared to tests without grease. The

improvements were slight however, indicating that the mate between the tapered

copper components is already robust. One disadvantage of the thermally conducting

grease is that it made it much more difficult to unseat the bayonet while still cold.

The fact that the connector cools down to give ∆T ∼10 K means that the

LN2 must be in a nucleate boiling state. To test where nucleate boiling breaks

down, the connector was tested with a higher input power that exceeded 25 W

(i.e. >2 times the required power of a camera pair, including bayonet losses). No

breakdown in linearity or discontinuity of the heater-curve is observed through 25

W of input power, as can be seen by the sample raw data in Figure 2.5. All of

these results point toward a robust and successful prototype of the “make-break"

connector concept that is capable of cooling a VIRUS detector pair. Improvements

on this design and subsequent testing of a production model will be discussed in the

following section.

2.3.2 Six Inch Production Model

While the 3” prototype was a success, the design can be improved upon.

From a practical mechanical design standpoint, using a 6” bayonet makes logisti-

45



Figure 2.6 The test cryostat for testing the 6” production model connector. a) An
exploded view of a prototype VIRUS camera vacuum vessel casting showing the
6” bayonet and test cold block where RTDs and heaters are mounted. In the inset,
the prototype activated charcoal getter, which takes the place of the test cold block
in the later tests, is shown attached to the female bayonet. b) Tapered and flat male
copper plug ends. The tapered end was used in tests that utilize the test cold block
while the flat end was used when mounting the prototype getter. c) A photo of the
6” test cryostat setup.

cal sense (see Vattiat et al. 2010 for a description of the evolution of the VIRUS

mechanical design). Additionally, a longer bayonet allows the depth of the large

extruded cut on the female copper plug into which LN2 flows to be deeper, which

increases the surface area onto which the LN2 can make contact. The design of

the tapered extrusions was also changed to have a slightly steeper taper to facilitate

self-seating. Additionally, the 6” bayonet was reverse-engineered for this custom

application and was fabricated by the McDonald Observatory in-house machine

shop rather than modifying an off-the-shelf bayonet.

To test the 6” bayonet, the test apparatus used for the testing the 3” prototype

was modified. The 3” male bayonet was removed from the vacuum jacketed flex

line and was replaced with the 6” male bayonet. Due to the larger size of the 6”

bayonet, the test cryostat made from standard vacuum fittings was retired. As will
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be discussed in Section 2.4.1, a set of prototyped, cast aluminum vacuum vessels

for the camera pair were procured to test the production camera vacuum chambers

during testing of the 6” bayonet. The end of the 6” bayonet was outfitted with a

test cold block. Like the 3” prototype, the test cold block has four bored holes for

mounting heater resistors and an area where RTDs can be mounted. See Figure 2.6a

for a model of the new test cryostat and Figure 2.6c for a photo of the test cryostat

with the connector assembled.

The performance of the 6” model is found to be greatly improved over the

3” prototype. The time to reach CET is shorter at 19 minutes. The average CET is

79.20±0.03 K, yielding ∆T = 1.80±0.03 K. This implies that the power losses in

the bayonet are quite small. Six heater-curve tests were conducted with this system.

In these tests, a slope of 1.37±0.06 K/W is found, along with an experimental bay-

onet power loss of 1.27±0.07 W. In all respects, the 6” model is a vast improvement

over the 3” prototype. The heater-curve tests are represented in Figure 2.5 in the

same manner as for the 3” prototype. Given the larger surface area of the heat sink

which will yield more reliable and consistent cooling, reaching the sheet boiling

regime will be even more difficult.

Similar modifications to the 6” tests as for the 3” prototype were introduced,

including frost and gravity-switching. No change in performance was noticed with

these modifications. As described by Vattiat et al. (2010), a necessary mechanical

modification was made to the VIRUS enclosure design which tilted the spectro-

graphs forward by 20◦, meaning that the bayonet would no longer be perfectly

vertical. The thermal connector was re-tested in this configuration and no change in
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performance was found since the slight angular tilt is not steep enough to affect the

gravity feed. It is possible that the slight tilt may actually aid in allowing boiled-off

vapor to escape, which will ensure that the LN2 reaches the heat sink unobstructed

by gas bubbles. For an additional modification, the test cold block was replaced

with a prototype of an activated charcoal getter that is used to maintain a good vac-

uum and was outfitted with RTDs and heaters (see the inset of Figure 2.6a; the affect

of the getter on the vacuum is discussed in Section 2.4.1). The tip of the copper plug

on a second female bayonet was also modified from tapered to flat, which makes

machining the getter frame and copper plug simpler (see Figure 2.6b). Subsequent

testing of the modified system gave a CET of 80.5 K, yielding ∆T = 3.1 K. The

heater-curve slope is 1.45 K/W with a total loss of 2.11 W. While the performance

of this modification is slightly degraded from the original 6” model, it is still more

than adequate for these purposes and continues to represent an improvement over

the 3” prototype. Given also that a different female bayonet was used with the same

male bayonet, the fact that acceptable test results are observed shows that a given

thermal connector port on the manifold is not unique to a specific spectrograph pair.

As a result of the tests discussed here, the 6” version of the thermal “make-break"

connector has been adopted as the production model for VIRUS.

2.4 Cryogenics in a Camera Pair

As previously described, the spectrographs are to be constructed in pairs so

that a given pair shares a single fiber integral field unit, optics enclosure, and a com-

mon cryostat (Hill et al., 2014b). While this is largely driven by the handling of the
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Figure 2.7 Cryogenic components inside of a VIRUS camera pair assembly. a)
An internal view of the cryogenic components within the camera cryostat. b) The
cryogenic components shown isolated from the rest of the camera assembly. For
reference through the discussion in Section 2.4, major components are labeled.

optical fiber, it is beneficial in terms of number and cost for the cryogenic system

at the level of individual camera pairs while also improving the vacuum hold time

due to the larger enclosed volume. Each camera in a pair shares a common vac-

uum vessel as well as a common thermal connection, which will yield cost savings

for vacuum and cryogenic fixtures. Inside of a camera pair, the female side of the

thermal connector described in Section 2.3.2 is attached to an activated charcoal

getter, which is housed in a large copper fixture. The components for transferring

cooling power to each detector are commonly attached to the getter fixture. For

each detector arm, a large copper braid connects the getter fixture to a cold finger

that runs through the arm of the Invar spider which holds the detector in the beam at

the prime focus of a spherical mirror inside the Schmidt camera. A smaller copper

braid attaches the cold finger to a cold block establishing the thermal connection to

the CCD detector. The camera’s internal cryogenic components can be seen in Fig-

ure 2.7. In the following sections, the cryogenic system inside of a camera pair is
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discussed, beginning with the vacuum vessels in which the components are housed

and ending with a discussion of a fully functional test assembly of the camera cryo-

genic system.

2.4.1 Vacuum Vessels

Since up to 96 spectrograph pairs are to be fabricated and constructed, it

is necessary to work in a cost effective manner. As a result, castings for many

mechanical components are being explored and utilized (Vattiat et al., 2010). Of

interest in this discussion is the cast vacuum vessels enclosing ∼37 L of volume in

which the camera and cryogenic components will be housed. An exploded view of

the cast aluminum vacuum housing and a photo of the casting in use for the 6” ther-

mal connector tests can be seen in Figures 2.6a and 2.6c, respectively. Castings are

typically not thought of as good vacuum chambers since their surfaces are some-

what porous and the effective surface area is large as a result of the rough casting

process (Vattiat et al., 2010). MKS Instruments, Inc., to whom the prototype vac-

uum chamber castings were contracted, have used Loctite Resinol RTC (a liquid

sealant designed for sealing porosity in castings) to impregnate the casting walls

and seal any pores or other incursions. Each vacuum chamber consists of two large

components: a camera base-plate and a camera cover. The fixtures which hold the

camera optics are attached to the base-plate which then attaches to the collimator

assembly behind the diffraction grating. Light enters through a window which seals

the vacuum on the base-plate and also serves as the Schmidt corrector plate. The

base-plate also contains a large groove for an O-ring and a KF25 vacuum flange
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where the cryogenic bayonet is installed. The cover is a large hollow casting which

mounts onto the base-plate and contains two KF25 vacuum flanges: one for a small

vacuum pump-out valve and the other for the attachment of a pressure sensor.

The vacuum chambers have been tested to inspect the effectiveness of the

Loctite Resinol RTC in a moderately high vacuum (e.g. ∼1×10−6 Torr, which is

the specified operating pressure in the VIRUS cameras). Additionally, the vacuum’s

sustainability has also been tested in the presence of the prototyped getter. In the

cost-saving production methodology of VIRUS, methods of vacuum leak detection

have also been explored based on sensing increased conduction through a degrad-

ing vacuum. In the following tests, the cast aluminum vacuum chambers described

above have been used in combination with an MKS Instruments, Inc. model 925

and 972 vacuum gauges (a model 999 gauge was also used on loan from MKS for

some tests). A small Pfeiffer Vacuum HiCube 80 Eco pumping station is also uti-

lized, which can achieve 67 L/s pumping speed for N2. This pump is especially

interesting because it is small and light (17 kg), allowing for easy transport inside

the Hobby-Eberly Telescope dome when maintaining VIRUS vacuum chambers

that are located &10 m above the dome floor. With this pump, the ∼37 L volume

of the camera vacuum vessels is easily able to be pumped down to a pressure of

∼10−5 Torr in < 2 hours, depending on the conduction of the valve being used.

With the vacuum vessels carefully cleaned and with various electrical and cryo-

genic components enclosed (which act as sources of out-gassing), the pressure in

the chambers remains quite constant, rising .0.1 mTorr in over a week’s time after

pumping down to ∼10−5 Torr. Additional helium leak tests also show no obvious
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Figure 2.8 The change in power ∆P required to hold the temperature of the test cold
block constant as a function of pressure within the cast aluminum VIRUS camera
cryostat. The data points shown were taken using the test setup shown in Figure
2.6. The dashed curve is a second order polynomial fit to the data to help guide the
reader’s eye.

leaks and point towards a well maintained vacuum. With a prototyped activated

charcoal getter installed and cooled, pressures between 10−6 and 10−7 Torr are rou-

tinely able to be achieved and maintained, which is adequate for the VIRUS vacuum

specification.

While vacuum sensors are necessary for monitoring the vacuum in the test

cryostats, tests have been performed to explore whether there is a need for them on

the VIRUS cameras. Since there are potentially up to 96 individual cryostats, elimi-

nating the need for vacuum sensors would result in major cost-savings. The camera

cryogenic system itself is thus attempted to serve as a vacuum sensor which senses

an increase in conduction as a result of an increasing density of gas molecules. In

normal operation, the heaters regulate the temperature of the CCD detectors to -
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100◦ C. If the camera pair’s vacuum begins to degrade, thermal conductivity will

increase, adding an additional heat load to the system and requiring less power for

the heaters to hold the detectors at a constant temperature. This change in heater

power ∆P could be detected and trigger a warning for a given camera pair to be

serviced. To test this theory, the heater resistors are held at a constant power while

the pressure in the cryostat is varied. With each change in pressure, a temperature

reading is taken. This temperature is converted into a power using a heater-curve

for which data was gathered directly before the vacuum was varied. The difference

in power ∆P between the constant power given to the heaters and the power calcu-

lated for each temperature measurement is calculated and plotted against pressure.

This plot can be seen in Figure 2.8; the data points shown were taken in three runs

of the described test. The dearth of data points between 10−3 and 5×10−5 Torr is

a result of the vacuum “running-away" as the density of molecules becomes low

enough to begin freezing-out onto the cryogenic surfaces in significant numbers,

which reduces the pressure too quickly for any data to be taken. As can be seen,

∆P ≈ 0 for all pressures <10−3 Torr. No significant change in the required heater

power is noticed until ∼5×10−2 Torr, at which point the vacuum in the camera has

been significantly compromised.

2.4.2 Integrated Tests of the Camera Cryogenic System

A test apparatus was constructed that will allow tests of the cryogenic sys-

tem of an entire camera pair under realistic thermal loads. Astronomical Research

Cameras, Inc., to which the VIRUS detectors have been contracted, provided a pair
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Figure 2.9 The assembly for integrated testing of the camera pair cryogenic compo-
nents. a) A solid model of the integrated test assembly showing the large vacuum
plate with windows installed. As shown, the plate is cut away to reveal the internal
components. b) A photo of the integrated test assembly and vacuum plate. c) A
photo of the Invar spider with cryogenic components installed to show the location
of the various RTDs (blue arrows) that were used for testing temperature differen-
tials across component junctions.

of mock CCD detectors which are mechanically identical to the actual detectors.

The following describes the test apparatus built around these mock detectors which

allows the verification of the thermal load of a camera pair and the validation of the

functionality of internal cryogenic components.

2.4.2.1 Prototyped Components

The test apparatus for the integrated testing of camera pair cryogenic com-

ponents can be seen in Figure 2.9. For this setup, the latest design was prototyped

for the activated charcoal getter, the cold finger, and the cold block onto which the

mock CCD detector is mounted (see Figure 2.7b for the location of these compo-

nents). These components have been connected via flexible copper braids which

allow the relative mechanical isolation of the CCD detector from the rest of the

cryogenic components. The base-plate of the cast aluminum vacuum chamber was

used as well as the 6” production thermal connector described in Section 2.3.2. The
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cold finger is mounted inside of a post-machined prototype Invar spider, which is

securely attached to the base-plate. For these tests, the camera cover of the cast alu-

minum vacuum chamber was replaced with a large plate containing windows over

each CCD. These windows were used for testing the amount of deflection of the

cantilevered spider arm through a cool-down/warm-up process utilizing lasers (the

results of these tests are beyond the scope of this chapter, however).

The following section will outline the results of the initial tests with this

apparatus. Although the cryogenic component of the camera pair was complete at

the time of this writing, the final setup including the CCD electrical flex-circuit,

instrument RTDs, and heater resistors was not. These simple initial tests utilize six

RTDs strategically placed along the thermal circuit to allow the measurement of ∆T

across component junctions. Of particular interest is ∆T across the copper braids,

especially the small braid connecting the cold finger to the cold block (since this is

the thermal bottle-neck in the system). The effective diameters deff of the copper

braids were determined if they were solid copper wire. For the large braid, deff =

4.7 mm; deff = 1.2 mm for the small braid. The locations of the RTDs can be seen in

Figure 2.9c and are as follows: at the getter before the large braid, on the cold finger

after the large braid, at the opposite end of the cold finger before the small braid,

on the cold block after the small braid, on the CCD, and on the spider. The CCD

temperature is required to be -140◦ C with no external load, which allows ample

load to be placed on the system by the heater resistors to regulate the operational

CCD temperature. This test will show to what degree this requirement can be met

and where improvements can be made if it is not.
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Figure 2.10 The temperature T as a function of time ∆t during the cool-down pro-
cess of the integrated camera cryogenic test. Each curve represents T as recorded
by an RTD at the indicated location. Three plots of temperature for the CCD are
shown, each taken during a different test. The AWG12 designation indicates data
for the test where the small copper braid that connects the cold finger to the CCD
cold block was replaced by a solid AWG12 copper wire. Data taken with the orig-
inal small copper braid in place are indicated by deff(1) and deff(2). The difference
between these two temperature readings is described in the text of Section 2.4.2.2.

2.4.2.2 Test Results

As would be expected given the larger mechanical load on the thermal con-

nection, the time required to reach the CET (as defined in Section 2.3.1.1) has in-

creased significantly as compared to the basic bayonet tests. This time also varies

for individual components in the camera cryogenic system. The getter reaches CET

= -184.6◦ C in 118 minutes while the CCD reaches CET = -125.4◦ C in 266 min-

utes. The CET of the CCD does not quite meet the requirement, and solutions to
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this issue will be discussed in the ensuing paragraphs.

At the time of this writing, the system has been cooled four times, each

time data logging the cool down at different locations in the cryostat. The resulting

average temperatures T as a function of time ∆t can be seen in Figure 2.10. In

all tests, the temperatures for the getter and cold finger were consistent. The CET

of the cold finger after the large braid is -173.0◦ C, resulting in ∆T = 11.6◦ C

across the large braid. ∆T across the length of the cold finger is 2.4◦ C, indicating

minimal radiation coupling between it and the spider. This is confirmed by the

warm average temperature of the spider (-4.6◦ C). The average value of ∆T for the

CCD and cold block junction is 3.3◦ C. All of these ∆T values are quite acceptable.

As expected from its small cross-section, the small braid is the thermal bottle-neck

in the system. Initial tests had poor contact between the cold finger, cold block,

and small braid. This can be seen by the curve in Figure 2.10 labeled as “CCD -

deff(1)". Upon re-seating the braid by folding the ends before clamping (thereby

increasing the amount of pressure the clamps can put on the braid and reducing

contact resistance), the performance was increased by ∼10◦ C to the CET value

quoted in the previous paragraph, resulting in a still large value for ∆T (45.7◦ C).

This curve is labeled in Figure 2.10 as “CCD - deff(2)". In order to reduce this

value of ∆T , deff should be increased for the small braid. Since the cold finger

would not accept a braid with 2deff, a solid piece of copper wire was used instead.

AWG12 solid copper wire has a suitable diameter for fitting the cold finger in place

of the braid while having a diameter that is 1.7deff. This resulted in a much higher

conductivity and a new CET of -151.1◦ C was reached in 179 minutes (the new
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∆T across the junction from the cold finger to the cold block is 15.4◦ C). While

this performance is highly desirable, it needs to be achieved with a flexible braid

rather than a rigid wire to allow some mechanical decoupling of the detector from

the rest of the cryogenic system. Modifications must be made to the design of the

cold finger before a larger braid with similar deff as AWG12 wire can be tested.

Using the heater-curve results for the 6” production thermal connector (see

Section 2.3.2 and Figure 2.5), the amount of heat load on the thermal connection

can be estimated as a result of cooling two full detectors (albeit without the external

load of the regulating heater resistors). Including the inherent losses in the bayonet,

a 9.2 W load is estimated on the thermal connection. The flex-circuit will add a few

tenths of a watt to this total, along with the additional power required to regulate the

CCD temperature. These first tests of an integrated cryogenic camera pair are quite

encouraging. Given a larger braid for connecting the cold block and the cold finger

and the modifications to accommodate such a braid, the CCD temperature with no

external load will be better than the requirement.

2.5 Chapter Conclusions

In conclusion, an overview of the VIRUS cryogenic system has been pre-

sented as well as a detailed account of tests of prototype and production compo-

nents and assemblies. The primary development is the design, proof of concept,

and testing of a thermal “make-break" connector, which was considered to be one

of the highest-risk components of the VIRUS camera cryogenic system. An entire

assembly of the internal cryogenics for a VIRUS camera pair was also procured
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and tested. The tests presented in this chapter have proved essential in the concept

verification and production design of the VIRUS cameras.
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Chapter 3

Development and Production of Volume Phase
Holographic Gratings for VIRUS1

Chapter Abstract

The Visible Integral-field Replicable Unit Spectrograph (VIRUS) is a baseline ar-

ray of 150 copies of a simple, fiber-fed integral field spectrograph that will be de-

ployed on the Hobby-Eberly Telescope (HET). VIRUS is the first optical astro-

nomical instrument to be replicated on an industrial scale, and represents a rela-

tively inexpensive solution for carrying out large-area spectroscopic surveys, such

as the HET Dark Energy Experiment (HETDEX). Each spectrograph contains a

volume phase holographic (VPH) grating with a 138 mm diameter clear aperture as

its dispersing element. The instrument utilizes the grating in first-order for wave-

lengths 350 < λ (nm) < 550. The test methods used to evaluate the performance

of the prototype gratings are discussed, which have aided in modifying the fabri-

1This chapter is adapted from work published in:

• Chonis, T. S., Hill, G. J., Clemens, J. C., Dunlap, B., and Lee, H., Methods for evaluating
the performance of volume phase holographic gratings for the VIRUS spectrograph array,
2012, Proc. SPIE, 8446, 5

• Chonis, T. S., Frantz, A., Hill, G. J., Clemens, J. C., Lee, H., Tuttle, S. E., Adams, J. J., Mar-
shall, J. L., DePoy, D. L., and Prochaska, T., Mass production of volume phase holographic
gratings for the VIRUS spectrograph array, 2014, Proc. SPIE, 9151, 1

Portions of both works have been reprinted here with permission from SPIE.
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cation prescription for achieving the specified batch diffraction efficiency required

for HETDEX. In particular, tests are described in which the diffraction efficiency

is measured at the nominal grating angle of incidence in VIRUS for all orders ac-

cessible to the test bench used that are allowed by the grating equation. For select

gratings, these tests have allowed > 90% of the incident light to be accounted for

at wavelengths within the spectral coverage of VIRUS. The remaining light that is

unaccounted for is likely being diffracted into reflective orders or being absorbed or

scattered within the grating layer (for bluer wavelengths especially, the latter term

may dominate the others). The final production design of the VPH gratings for

VIRUS is also presented as well as a discussion of the mass production of the suite

of 170 units, including witness samples. A custom apparatus was developed that

has been used to rapidly test the first-order diffraction efficiency of the production

gratings for various discrete wavelengths within the VIRUS spectral range. This

device was used to perform both in-situ tests to monitor the effects of adjustments

to the production prescription as well as to carry out the final acceptance tests of

the gratings’ diffraction efficiency. Finally, the as-built performance results for the

entire suite of VPH gratings are presented.

3.1 Chapter Introduction

As described in Section 1.2.3 of this dissertation, the Visible Integral-field

Replicable Unit Spectrograph (VIRUS) concept (Hill et al., 2014b) was proven by

the Mitchell Spectrograph at the McDonald Observatory Harlan J. Smith 2.7 m

telescope (Hill et al., 2008a). The Mitchell Spectrograph has excellent throughput
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in the blue down to 350 nm (∼ 30%, excluding the telescope and atmosphere). For

VIRUS, however, better throughput is required to maximize the number of Lyman-

α emitting galaxy (LAE) detections in order to achieve the goals of the Hobby-

Eberly Telescope Dark Energy Experiment (HETDEX; Hill et al. 2008b). This is

especially true at the lowest redshifts of the HETDEX survey (i.e., at wavelengths

in the near-ultraviolet; NUV) because the surveyed volume is smaller, the number

density of bright LAEs that HETDEX uses as tracers of large-scale structure is

diminished (e.g., Ciardullo et al. 2012), and the atmospheric transmission is quickly

decreasing.

An optical component that can be improved in efficiency over the Mitchell

Spectrograph at these wavelengths is the volume phase holographic (VPH) diffrac-

tion grating that is used as the instrument’s dispersing element. A VPH transmis-

sion grating is an optical element that diffracts light as it passes through a thin layer

of holographic material (typically dichromated gelatin; DCG) whose refractive in-

dex nDCG is modulated in a regular fashion (typically sinusoidally). The diffracting

DCG layer is typically sandwiched between two glass substrates and encapsulated

with an optical adhesive. VPH gratings have become the standard in astronomi-

cal spectroscopy as they provide higher diffraction efficiency and versatility over

classic surface relief gratings (Barden et al., 1998). For an overview of the physics

of VPH gratings, the reader is referred to Arns et al. (1999), Barden et al. (2000),

and Baldry et al. (2004). In addition, Barden et al. (1998) gives a brief overview of

how VPH gratings are fabricated. Adams et al. (2008) discusses the performance of

VPH gratings developed for the Mitchell Spectrograph, which at that time pushed
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the technology to the highest diffraction efficiency achieved at 350 nm (∼ 60%).

For VIRUS, even higher diffraction efficiency is desired, especially at the bluest

wavelengths. To tune the VPH layer fabrication prescription for achieving such

high efficiency and maintaining it across the instrument’s spectral coverage, one

must understand how a given diffraction grating distributes the incoming light into

various diffraction orders and where losses (i.e., scattering and/or absorption) oc-

cur. In addition, a key technological challenge that is currently specific to VIRUS

is achieving consistency in the required high performance standard over a large

production suite of ∼ 170 gratings.

In this chapter, the design, development, and mass production of the VPH

gratings for VIRUS are presented with a focus on testing methodologies and the

as-built performance of the final suite of 170 gratings. Section 3.2 begins by de-

scribing the production design of the gratings. In Section 3.3, the methods used in

measuring the diffraction efficiency of select prototype gratings which have helped

in finding an acceptable fabrication prescription are described. In Section 3.4, the

performance metrics by which the production gratings are judged are discussed,

and the design of a custom apparatus that ensures the standardization of the ac-

ceptance tests for a large number of units is presented. In Section 3.5, the grating

mass production at Sygygy Optics, LLC is discussed and the resulting performance

of the grating suite is presented in Section 3.6. Final thoughts and a summary are

provided in Section 3.7.
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a. b. 

Figure 3.1 a) A schematic drawing of the VIRUS VPH diffraction grating, showing
a face-on and an edge-on view. The substrate diameter is 148 mm and the total
thickness of the grating assembly is 16 mm. Note that the grating and epoxy layer
thicknesses are exaggerated and are not to scale. The incident angle α and angle
of diffraction β are shown in addition to the direction of the fringe tilt, which is
indicated in red by φ. b) A photograph of a production VIRUS VPH grating.

Table 3.1. VIRUS External Diffraction Efficiency Requirement

λ [nm] Batch Mean [%] Batch Minimum [%]

350 70 60
450 70 60
550 40 30

Note. — For unpolarized light. All values are assumed
to be averaged over the grating’s clear aperture.

64



3.2 VIRUS VPH Grating Design and Specification

Thanks to the extensive testing of VPH gratings using an in-house test fa-

cility (Adams et al., 2008) and that the Mitchell Spectrograph allows for tuning of

the collimator angle (Hill et al., 2008a), different realizations of the VIRUS grating

design have effectively been tested in the field. With the additional test results pre-

sented in the following sections, a suitable design for the production VIRUS grating

has been found. A schematic drawing and photograph of a VIRUS production grat-

ing can be seen in Figure 3.1. The grating assembly has physical dimensions of 148

mm (diameter) × 16 mm (total thickness). The VPH layer has a 138 mm diame-

ter clear aperture (CA) and is sandwiched between two 8 mm thick, anti-reflection

(AR) coated fused silica substrates using an optical grade adhesive. The grating has

a fringe frequency GΛ = 930± 2 lines mm−1, which provides a level of dispersion

that is sufficient to cover wavelengths 350 < λ (nm) < 550 at spectral order m = 1.

The grating will operate in transmission for unpolarized light. The key properties

of the gratings are high diffraction efficiency (especially for the bluer wavelengths)

and repeatability of the grating properties from unit to unit. Due to the large number

of units required for VIRUS (170 science-grade gratings, plus four witness samples

of lesser quality to monitor environmental degradation over the lifetime of the grat-

ings), the gratings were delivered in batch sizes of up to 50 units (but no smaller

than 10) over a 12 month time period. To accommodate the large number of units

and the expected variation of performance from unit to unit, the required exter-

nal diffraction efficiency for unpolarized light was defined as a mean over a given

delivery batch. Uniformity from unit to unit is promoted by establishing a mini-
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mum allowable efficiency for any grating. The batch mean and minimum external

diffraction efficiencies are summarized in Table 3.1.

As described in the various references listed in Section 3.1 on the physics of

VPH gratings (e.g., Baldry et al. 2004), light passing through a VPH grating follows

the standard grating equation (Palmer & Loewen, 2005):

GΛ mλ

ni
= sinαi + sinβi , (3.1)

where GΛ is the fringe frequency (i.e., the projected number of fringes per unit

length in the plane of the grating), ni is the index of refraction, and αi and βi are

the angles of incidence and diffraction from the grating normal, respectively. For

glass substrates with surfaces parallel to the plane of the DCG layer, Equation 3.1

can be applied outside of the substrates in air, within the glass substrates, or within

the DCG layer as long as αi, βi, and ni are all given within the same medium2. In

a VPH grating, the diffraction efficiency is maximized when the light is “reflected”

off the plane of the fringes (e.g., when βDCG = αDCG) in a process that is analogous

to Bragg’s Law for the scattering of X-rays off of the atomic layers within a crystal

lattice. Under this “Bragg” condition, Equation 3.1 can be rearranged to give:

αDCG = sin−1
(

GΛ mλ

2 nDCG

)
. (3.2)

For a given m, λ, and GΛ, the angle given by Equation 3.2 is the angle of incidence

on the DCG layer that will result in the highest possible diffraction efficiency. The

2Here, i denotes the medium in which the incident or diffracted angle is calculated. For the purposes
of this discussion, it is assumed that nDCG and nglass are equivalent, which is an acceptable assump-
tion since a typical layer of processed DCG has an average index of refraction of 1.5 (Barden et al.,
2000).
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wavelength that satisfies Equation 3.2 for a given αDCG is referred to as the “Bragg

wavelength”. For HETDEX, the ideal peak diffraction efficiency is between 350<

λ (nm)< 400, and the focus has been on maximizing the diffraction efficiency over

this wavelength range while maintaining a sufficiently wide bandwidth to retain

acceptable efficiency towards 550 nm. Given the parameters listed in this section,

Equation 3.2 indicates that the angle of incidence on the glass substrate αair is∼ 10◦

for the VIRUS VPH gratings.

Burgh et al. (2007) has shown that the location in detector space where

the wavelength satisfying the Bragg condition is imaged is also the location of the

“Littrow recombination ghost”. This optical ghost is caused by reflection off the

charged-coupled device (CCD) detector, recollimation by the camera, followed by

either a) m = 1 reflective recombination off the VPH grating layer, or b) m = 1

transmissive recombination through the VPH grating layer followed by subsequent

reflection off the inner surface of the front grating substrate (i.e., the cap in Figure

3.1) and finally m = 0 transmission. Following either case a or b, the recombined

light makes a final pass through the camera and is finally reimaged on the detector.

The resulting ghost image can have a wavelength integrated strength that dominates

the signal in a given resolution element of the direct spectrum and can masquerade

as a solitary emission line source (Adams et al., 2008). For HETDEX, this could

contribute significantly to sample contamination since normal LAE detections in

its redshift range do not include any other bright emission lines other than Lyα

itself. To mitigate this issue, the fringes are tilted by φ = −1◦ to decouple the Bragg

condition from the Littrow configuration. Note that the sign convention of Burgh
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et al. (2007) has been adopted for φ, where negative tilts move the plane of the

fringes away from the incident beam, as depicted in Figure 3.1a. By introducing

a fringe tilt into the grating design, several other design parameters are affected.

As an example, a fringe tilt changes the projected separation of the fringes on the

plane of the grating, such that GΛ = cos |φ|/sfringe. Here, sfringe is the separation

of the fringes in the interference pattern to which the holographic layer is exposed

during the grating fabrication process. Additionally, introducing a fringe tilt causes

the Bragg condition to become satisfied when βDCG + φ = αDCG − φ, which changes

Equation 3.2 to:

αDCG = sin−1
(

GΛ mλ

2 nDCG

)
+ φ . (3.3)

With φ = −1◦ in Equation 3.3, αair ∼ 9◦ for the VIRUS VPH gratings. This allows

the retention of the diffraction efficiency curve similar to a αair = 10◦ grating with

unslanted fringes while pushing the Littrow ghost off the CCD detector as a result

of the change in the physical grating angle.

3.3 Evaluation of Prototype VPH Gratings
3.3.1 Prototype VIRUS Production Gratings

To carry out a design study and to produce diffraction gratings for the initial

tests of the VIRUS spectrographs before entering the mass production phase (Tuttle

et al., 2012), four VPH gratings have been fabricated according to the specifica-

tion described in Section 3.2. To achieve a sufficiently wide efficiency bandwidth

for meeting the diffraction efficiency requirements outlined in the previous sec-

tion (e.g., see Barden et al. 2000 in the Kogelnik approximation; Kogelnik 1969),
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Figure 3.2 The theoretical performance of the VIRUS prototype VPH diffraction
gratings calculated using RCWA for −2≤ m≤ 3. The curves are for a grating with
the specifications described in Section 3.2 and Section 3.3.1 (i.e., GΛ = 930 lines
mm−1, αair = 9◦, φ = −1◦, d = 5.5 µm, and ∆n = 0.037; it is assumed that nDCG = 1.5).
For a fair comparison with measurements, the modeled efficiency curves are shown
after being multiplied by the measured transmission of the AR coated substrates
and epoxy (Tsub(λ)) as well as for the transmission of a typical DCG layer (TDCG(λ);
see Figure 3.4 and Section 3.3.3).
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the targeted parameter values for the DCG diffracting layer are optical thickness

d = 5.5 µm and index of refraction modulation ∆n = 0.037 (which is assumed to

be sinusoidal). In Figure 3.2, the theoretical diffraction efficiency of such a grating

is shown for −2 ≤ m ≤ 3, which will be useful for later comparison with mea-

surements. These efficiency curves were calculated using Rigorous Coupled Wave

Analysis (RCWA; Gaylord & Moharam 1985) assuming an average index of refrac-

tion of the diffracting layer of nDCG = 1.5 (e.g., Barden et al. 2000).

The four gratings are referred to hereafter by their serial numbers (327-

3, 338-1, 412-2, and 412-4) which identify them by procurement batch and allows

them to be traced to a specific fabrication process. For verification of the AR coating

and epoxy transmission, a blank set of AR coated substrates (that contains no DCG)

was also fabricated which have been bonded together using the same optical epoxy

as the gratings. A photo of one of the prototype VIRUS gratings can be seen in

Figure 3.1b.

3.3.2 The Grating Test Bench

To test the prototype gratings, an automated test facility that was first intro-

duced and developed by Adams et al. (2008) was utilized. Here, a short summary

of its design and operating procedure are provided, but the reader is referred to that

work for further details. In short, the design is very similar to the tunable spec-

trograph concept introduced by Barden et al. (1998). As shown schematically in

Figure 3.3a, monochromatic light is input into the optical system through a fiber

optic bundle. The diverging light from the fiber bundle is collimated by a 50 mm
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diameter singlet, after which the beam size can be stopped-down by an adjustable

iris. The collimated light is then incident on the grating, which is mounted in a cell

that is attached to a rotation stage (labeled θ1 in Figure 3.3a) for fine adjustment of

the incident angle. After the grating, the beam is focused by a lens that is identical

to the collimating lens. The focused beam is incident on a small Fabry lens, which

improves the measurement stability by imaging the exit pupil of the system onto

a photodiode with an oversize 5 mm active area. The focusing lens, Fabry lens,

and detector are mounted on a cantilevered arm that is attached to a second rotation

stage that rotates around the same axis as the grating rotation (labeled θ2 in Figure

3.3a). The test bench thus enables the full characterization of a grating over a range

of incidence angles, angles of diffraction, and spectral order. Reference measure-

ments are taken with the grating removed from the beam in the “straight-through”

configuration. Although the test bench resides in a light-tight enclosure, dark mea-

surements are taken to accompany all reference and test measurements in order to

remove any background signal.

For the light source, a commercial monochromator with R = λ/δλ ≈ 240

(where δλ is the spectral resolution) at 500 nm is used containing a 100 W quartz

tungsten halogen (QTH) lamp as well as a 30 W deuterium lamp that produce an

output flux that is stable with time at the . 1% level. The former, while bright

and yielding an excellent signal to noise ratio (S/N), produces copious amounts

of red light, some of which leaks through the monochromator especially biasing

the bluer measurements (λ . 450 nm) that are intrinsically at a lower signal level

(Adams et al., 2008). The deuterium lamp is a clean source over the entire spectral

71



Figure 3.3 a) A schematic of the grating test bench optical layout operating at spec-
tral order m = 1. Each major component in the optical system is labeled. The bench
features two independent, coaxial rotation stages: θ1 indicates the rotation of the
grating, and θ2 indicates the rotation of the cantilevered arm on which the focusing
lens, Fabry lens (not shown), and the detector are mounted. The dashed line on the
grating indicates the grating normal, and the angles of incidence (α) and diffraction
(β) are also labeled. In addition to the m = 1 configuration, example rotational con-
figurations for other spectral orders are also shown. This panel was adapted from
Figure 10 of Barden et al. (1998). b) A photo of the grating test bench with one
of the VIRUS prototype gratings in place. In this photo, the tester is shown in the
m = −1 configuration.
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range of interest, but is much less intense and causes problems with low S/N when

measuring diffraction orders where the grating’s diffraction efficiency can be .

10% (i.e., typically for m 6= 1). To avoid issues with low S/N and leaking light

at undesirable wavelengths, the QTH source is used in conjunction with a set of

narrow-band filters with 10 nm full width at half maximum (FWHM) that are placed

in the beam before the grating for up to six discrete wavelengths: 350, 370, 400,

450, 500, and 550 nm (at a minimum, 350, 450 and 550 nm are used for a given

test). Additional modifications to the tester had to be made to accommodate the

circular footprint of the VIRUS gratings (the gratings tested by Adams et al. 2008

for the Mitchell Spectrograph were rectangular with the fringes aligned with one

of the substrate edges). This introduces an additional alignment step to the setup

process for aligning the grating diffraction axis to the plane that is coincident with

the motion of the photodiode detector. For this purpose, a custom cell was designed

that allows by-hand rotational adjustment of the grating about its normal (see Figure

3.3b), which can be verified by eye with a bright optical laser source for quick

feedback. For the test results presented here, a 12.5 mm diameter collimated beam

is utilized for consistency with the apparatus discussed in Section 3.4.2. Finally,

note thatthe accuracy of the absolute zero-point alignment of the grating rotation

stage has been estimated to be ±0.25◦.

3.3.3 First Order Diffraction Efficiency

For each of the prototype VIRUS production gratings listed in Section 3.3.1,

the first order external diffraction efficiency has been measured for a single 12.5 mm
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Figure 3.4 a) The measured first order external diffraction efficiency of the VIRUS
prototype VPH diffraction gratings for αair = 9◦ with the fringes oriented as shown
in Figure 3.1a. Tsub(λ) (the measured transmission of the AR coated substrates and
epoxy) and TDCG(λ) (the transmission of a typical DCG layer; see Section 3.3.3) are
also shown. The gray line shows the batch mean external diffraction efficiency re-
quirement for the VIRUS gratings while the lower bound of the gray shaded region
indicates the batch minimum (see Table 3.1). b) The residuals between the RCWA
calculated m = 1 efficiency curve from Figure 3.2 and the data for each grating. For
both panels, the solid curves connecting the data points are cubic spline fits to the
data.
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diameter beam at αair = 9◦ with the grating test bench. For each of these tests, the

grating was oriented in the beam such that the tilted fringes match the orientation

shown in Figure 3.1a. Each grating was measured using the narrow-band filtered

QTH source, except for 338-1 which was measured with the deuterium source be-

fore the narrow-band filters were obtained. The results are shown in Figure 3.4a. As

can be seen, all four gratings meet or exceed the batch mean external diffraction ef-

ficiency requirement at 450 and 550 nm. However, the performance appears to fall

off towards 350 nm where only one grating (327-3) exceeds the batch mean require-

ment. While two additional gratings (412-2 and 412-4) would meet specification

for the batch minimum requirement at 350 nm, it appears that the mean of this small

sample of four gratings would not meet the batch mean requirement. Although the

fabrication prescription is the same for all four gratings, the performance of 338-1

is significantly worse for all wavelengths as compared to the other gratings. This is

due to the final processing of the grating layer, in which this particular grating was

exposed to heat during the drying procedure for an extended period of time. This

caused the optical thickness of the diffracting layer to become too thin by ∼ 2 µm.

Thus, 338-1 is generally excluded from what is considered the result of a typical

grating made with the intended prescription.

As seen in Figure 3.4a, the transmission of the AR coated and epoxied blank

substrates Tsub(λ) was measured at 9◦ angle of incidence. An average transmission

of 97.9% was found, which does not vary significantly with wavelength. The reader

is reminded that the blank epoxied substrates do not contain any DCG, so the latter

measurements do not take into account the transmittance of the grating layer. Since
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no direct measure of the DCG transmission was in-hand at the time of the tests, it

was estimated by utilizing the transmission data presented in Figure 2 of Barden

et al. (2000), which is for a uniformly exposed 15 µm thick layer. The physical

thickness of the DCG layer was measured in the prototype gratings to be 7.5 µm

and was used to estimate their DCG transmission TDCG(λ) to be that from Barden

et al. (2000) taken to the power of 7.5 µm / 15 µm = 0.5. The result is plotted in

Figure 3.4a. For a fair comparison with the data, all RCWA curves shown in this

work have been multiplied by Tsub(λ) and TDCG(λ). For all four gratings, a general

trend of increasing deviation from the RCWA predicted efficiency (after correction

for the substrate, epoxy, and DCG transmittance) with decreasing wavelength is

observed, especially for λ. 400 nm (see Figure 3.4b).

Given these m = 1 results, it is determined that fabricating a grating that can

meet the requirements outlined in Section 3.2 is possible for the selected prescrip-

tion and process (e.g., see grating 327-3). In addition, the fabrication process is

consistent enough to produce gratings that are similar to each other within ∼ 5%

for most of the spectral coverage of the instrument. However, the decreased perfor-

mance of all gratings towards 350 nm and that only one of the gratings performs

better than the batch mean requirement at that wavelength beckons further inves-

tigation. Before continuing, note that since only a single sub-aperture that is only

∼ 10% the diameter of the grating’s CA has been measured, one cannot rule out

that spatial variability of the diffraction efficiency may be a cause of the appar-

ent decreased performance at 350 nm. Unfortunately, the grating test bench does

not easily allow for a useful number of sub-apertures distributed evenly across the
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CA to efficiently be measured for a better estimation of the grating’s characteristic

diffraction efficiency without introducing significant systematic errors. See Section

3.4.2.3 for further discussion on the issue of the spatial variability of the diffraction

efficiency.

3.3.4 Locating All of the Incident Light

To explore the discrepancy between the m = 1 RCWA prediction and the m =

1 data for all four gratings, additional spectral orders are considered in an attempt

to account for all of the incident light. For the prototype VIRUS gratings at αair = 9◦

and 350 < λ(nm) < 550, −2 ≤ m ≤ 3 can generally be accessed with the tester

when a solution for the grating equation exists and βair is within ±65◦. For the six

possible discrete wavelengths, this translates into −2 ≤ m ≤ 3 for 350 and 370 nm

(note that this range covers all defined transmissive spectral orders at αair = 9◦ for

these wavelengths) and −1≤ m≤ 2 for 400, 450, 500, and 550 nm.

In Figure 3.5, the αair = 9◦ external diffraction efficiency measurements are

shown for the four prototype gratings over −2≤m≤ 3. The measurements for m 6= 1

were made for the same 12.5 mm diameter sub-aperture as the m = 1 data presented

in the previous section. For 338-1, the m = 1 efficiency has been remeasured using

the narrow-band filtered QTH source, which agrees with the deuterium-based mea-

surements shown in Figure 3.4 within ±2% for the measured wavelengths. Note

that each grating’s multi-order diffraction efficiency plot appears very similar to the

RCWA predictions shown in Figure 3.2. For example, no signal was measured for

any grating in m = −2 or 3, which is consistent with the RCWA predictions. Ad-
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Figure 3.5 The external diffraction efficiency of all four gratings measured for −2≤
m ≤ 3 at αair = 9◦ with the fringes oriented as shown in Figure 3.1a. For easy
comparison with the RCWA predictions, the color scheme is the same as for Figure
3.2. The curves connecting the data points are spline fits to the data (cubic, except
for 338-1, which is quadratic due to having measured only three wavelengths). The
black stars represent the sum of all light found in all measured diffraction orders.
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ditionally, the main thief from the m = 1 efficiency is m = 0, especially for redder

wavelengths. For bluer wavelengths, increased m = 2 efficiency is often the domi-

nant order that removes light from m = 1. Additionally, a small but non-negligible

amount of light is often diffracted into m = −1. While the general trends from the

RCWA models can be observed in the measurement data, the main discrepancy lies

in the absolute efficiency at which the diffraction occurs. This is most strikingly

true for m = 2 for 327-3, 338-1, and 412-2, which all display efficiencies in excess

of the m = 2 RCWA predictions by as much as 10%. Additionally, 412-4 appears

to be an outlier by having relatively low m = 2 efficiency (which closely matches

the RCWA predictions) and a relatively high m = −1 efficiency. This is extremely

peculiar as 412-2 and 412-4 were fabricated by the same prescription and process.

Note that while these m = −1 and 2 efficiency curves can be qualitatively reproduced

individually with a RCWA model different from that shown in Figure 3.2, it can-

not be done without severely affecting the m = 1 curve such that it becomes totally

unrepresentative of the data. While detailing the discrepancies between the models

and the data warrants further investigation, it is beyond the scope of this section.

In Figure 3.5 for all gratings, the total measured external diffraction effi-

ciency over −2≤ m≤ 3 (which for all intensive purposes corresponds to all possi-

ble transmissive diffraction orders) has also been plotted. As can be seen, the total

transmissive diffraction efficiency displays a ubiquitous drop towards 350 nm while

showing asymptotic behavior with increasing wavelength. Since the total diffrac-

tion efficiency of a grating at any wavelength can be no greater than the product

Tsub(λ)TDCG(λ) (the value of which is > 94% for all wavelengths based on the mea-
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surements and assumptions about the DCG layer), the data imply that some of the

incident light is still unaccounted for. To quantify this “diffractive loss”, the follow-

ing is calculated:

Loss(λ) = Tsub(λ) TDCG(λ) −

3∑
m=−2

ηm(λ) , (3.4)

where ηm is the external diffraction efficiency measured for transmissive order m.

In Figure 3.6, the diffractive loss for all four gratings is shown. As indicated by

the total diffraction efficiency curves in Figure 3.5, the loss is ubiquitously greatest

at the shortest wavelengths and appears to level as one approaches 550 nm. Addi-

tionally, there is a striking difference between 327-3 and the other three gratings.

327-3 has a much flatter loss curve that is systematically lower at all wavelengths as

compared to the other three gratings. For 327-3, all but ∼ 5% of the incident light

is accounted for in the transmissive diffraction orders. The losses, as measured for

the remaining three gratings, are all consistent with each other and reach as high

as ∼ 15%. The systematic difference between 327-3 and the other three gratings

is quite interesting, especially since 327-3, 412-2, and 412-4 display very similar

performance for m = 1. Similarly, that the loss properties of 338-1 are very similar

to 412-2 and 412-4 is intriguing since 338-1 is an outlier in terms of its relatively

poor m = 1 performance.

These calculations have taken into account the transmission of the AR coated

fused silica substrates, optical epoxy, and the DCG layer as well as the light diffracted

into all transmissive orders. Ttwo possibilities are envisaged for explaining the

diffractive loss and the differences/similarities in this quantity between the grat-

ings. First, as the only quantity that has thus far not been measured directly when

80



Figure 3.6 The diffractive loss, as calculated from Equation 3.4 for all four proto-
type gratings and the sample KOSI VPH grating. The filled circles represent the
loss as measured with the grating at αair = 9◦ while the “X”s represent measure-
ments at αair = 0◦. The curves connecting the data points are spline fits to the data
(cubic, or quadratic if the number of data points is three). Above each discrete
wavelength, the black error bar indicates the measured level of statistical error as
formally propagated through Equation 3.4. For wavelengths where the S/N is high
(i.e., λ≥ 400 nm), the statistical errors are negligible compared to systematic errors
caused by the uncertainty in αair (see Section 3.3.2).
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calculating the loss, it is possible that TDCG(λ) from Barden et al. (2000) is incorrect

for these four gratings due to some different processing technique or unknown con-

taminant introduced to the grating layer during fabrication. Second, it is possible

that the VPH gratings have small but non-negligible total diffraction efficiency for

reflective orders.

It can then be inferred that reflective diffraction is relatively inefficient for

the four gratings given that all but . 15% of the incident light has been accounted

for in the transmissive diffraction orders and the transmission of various other op-

tical components. While the reflective orders cannot be directly measured with the

test bench due to the limitations of its range of motion, constraints can at least be

placed on it by utlizing the Littrow recombination ghost (Burgh et al., 2007). As

discussed in Section 3.2 and in Burgh et al. (2007), the Littrow ghost can occur

for two modes of recombination: reflective and transmissive. For VPH gratings

with a wedged cap substrate (i.e., a grism), the reflective and transmissive recom-

bination ghosts can be spatially decoupled at the focal plane. Since the gratings

are immersed in plane parallel substrates, the locations of the ghosts produced by

both recombination modes spatially coincide. While the reflective recombination

efficiency cannot be measured alone, one can measure the combined strength of the

ghost produced by both modes and use that as an upper limit to determine if the

diffractive losses of the gratings can be explained by unmeasured reflective diffrac-

tion orders. There are also additional caveats with this indirect method: 1) the re-

flective recombination ghost measured is for the reflective m = 1 only, and 2) since

the ghost is recombined, the wavelength averaged reflective diffraction efficiency
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can only be calculated. As discussed by Tuttle et al. (2012) at time of these tests, as-

sembly of VIRUS unit spectrographs for testing before beginning mass production

has begun. By design, the αair = 9◦ setup does not image the Littrow ghost. As such,

a single VIRUS spectrograph containing a prototype grating was set at αair = 10◦,

which images the Littrow ghost near the edge of the CCD chip (since this is close

to the design angle of incidence, the results are not expected to be significantly dif-

ferent between the two grating setups). Following Burgh et al. (2007), the total flux

in the direct spectrum is measured from a single fiber illuminated by a QTH source

as well as the flux in the corresponding Littrow ghost. The ratio of the ghost flux to

the integrated flux in the direct spectrum is 2.0×10−5. Assuming no absorption in

the CCD substrate, the CCD reflectivity averaged over 350 < λ(nm) < 550 is 12%

and the camera throughput is estimated to be 67% (which includes the effect of the

camera’s central obstruction and the transmissivity/reflectivity of its optics). This

results in a wavelength averaged grating recombination efficiency of 0.04%, which

should be typical for all gratings presented in this work. Even if the recombina-

tion efficiency was due solely to the reflection mode, it can safely assumed from

this that the m = 1 reflective diffraction efficiency contributes negligibly to mak-

ing up the difference measured in the loss. While other reflective orders remain

unconstrained, it is likely that any case of reflective diffraction will be similarly

inefficient due to being so far away from the Bragg condition for the orientation of

the grating’s fringes.

Given the above evidence for very small reflective diffraction efficiency, the

DCG layer is again considered. As stated above, it is possible that the measurements
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of TDCG(λ) from Barden et al. (2000) are not appropriate for the gratings. Differ-

ences in TDCG(λ) could also explain the systematic offset of the 327-3 loss from

that of the other three gratings. Since 327-3 was fabricated in an earlier batch, it is

possible that something changed in the DCG processing to cause the grating layer

to become less transparent (e.g, increased scatter or absorption) for the later grat-

ings. Since no processed DCG that was exposed to a uniform source for measuring

TDCG(λ) directly was supplied for each grating batch, it is not possible to retroac-

tively measure with high certainty. As additional evidence that suggests that the use

of an incorrect DCG layer transmission may be a cause of the loss, the diffractive

loss was measured for various αair and found that it remains constant. In Figure 3.6,

the loss as measured for αair = 0◦ for 327-3 and 412-2 is shown. There are small

differences between the αair = 0◦ and αair = 9◦ data, but they are on the level that

is expected from the ±0.25◦ uncertainty in αair for a given test (this uncertainty is

largest away from the Bragg wavelength at ∼ 400 nm). The independence of the

measured loss with αair suggests some common mode of loss that is independent of

the physical diffraction process, which points towards the DCG layer transmission

since it has not explicitly measured it for the gratings. As additional evidence, the

loss for an additional sample grating that was provided by Kaiser Optical Systems,

Inc. (KOSI) during the grating development phase for the Mitchell Spectrograph

was measured. This grating is a small 25 mm × 20 mm sample with 831 lines

mm−1. The details of the grating layer are not known other than that the grating is

optimized for use at αair = 10◦ and has unslanted fringes. Also sandwiched in the

same uncoated fused silica 76 mm × 25 mm rectangular substrate is a sample of
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uniformly exposed DCG that was processed simultaneously and identically to the

grating. Measurement of the uniformly exposed DCG sample gives Tsub(λ)TDCG(λ)

directly and all available transmissive diffraction orders at αair = 0◦ have been mea-

sured. The diffractive loss is thus calculated for this grating using these data and

the result is plotted in Figure 3.6. As can be seen, nearly all the incident light is

accounted for with this grating, with a maximum of 2.0% loss at 350 nm. The

wavelength averaged loss is 0.83%, which is closer to the order of magnitude one

might expect for the total reflective diffraction efficiency.

3.3.5 Meeting the Diffraction Efficiency Requirement

While the task of accounting for all of the incident light on the grating was

largely academic, it will prove useful in further iterations on the grating design. If in

fact the higher diffractive loss in the four gratings is due to a decreased grating layer

transmission as compared to that measured by Barden et al. (2000) after scaling for

the DCG thickness, tracking down the cause could prove highly beneficial for in-

creasing the diffraction efficiency. For example, 412-2 and 412-4 have similar m = 1

external diffraction efficiency to 327-3 despite having ∼ 5 − 10% higher measured

loss. If TDCG(λ) for these two gratings could be increased to the level as indicated

by the 327-3 loss curve, each of these two gratings would at least meet the VIRUS

batch mean external diffraction efficiency requirement at 350 nm where they cur-

rently fail to do so. Determining if this is the case will require the fabrication of a

uniformly exposed DCG sample with identical post-processing for measurement.

After the above measurements, a new uniformly exposed sample of DCG
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was received that is the same physical thickness as the four gratings and made

on the same process. The transmission measurements (which were corrected for

the glass substrate on which the DCG was processed) qualitatively match the loss

shown in Figure 3.6 for gratings 338-1, 412-2 and 412-4 with transmission at 350,

450, and 550 nm of around 87, 92, and 95%, respectively. Because these measure-

ments were made with haste, the measurment uncertainties are relatively unknown.

By adding additional processing steps to harden the gelatin in additional samples,

the transmission appears to be systematically improving closer to the Barden et al.

(2000) TDCG(λ) measurements. These results imply that the amount of absorption in

the gelatin is normal and that the previous processing methods resulted in excessive

scatter in the DCG film. Note that with this improved process, it is estimated that

the latest gratings (based on the average properties of 412-2 and 412-4) would have

m = 1 efficiencies of about 73, 87, and 60% at 350, 450, and 550 nm, respectively.

This should exceed the requirements at all wavelengths and prove extremely bene-

ficial for HETDEX science, although an attempt to validate these expectations will

be presented in the later sections of this chapter.

While it seems that the major culprit for the increased loss in the gratings

has been identified (especially for the bluer wavelengths), the simple fact is that

the prototype gratings nearly perform at the required level for the mode in which

they will be used for VIRUS despite the increased scatter in the DCG layer. As

seen in Figure 3.4, all four gratings have a peak external diffraction efficiency that

is slightly too red as compared to the desired efficiency curve represented by the

RCWA model. This is due in part to the DCG layer transmission (i.e., increased
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Figure 3.7 The measured external diffraction efficiency of grating 412-2 for four
different values of αair ≤ 9◦. These measurements show that the 350 nm external
diffraction efficiency requirement can be more closely met with the same fabrica-
tion prescription as the prototype gratings and without resolving the DCG layer
transmission issues by effectively reducing the angle of incidence. A simple way
of achieving this would be to remove the fringe tilt (φ = 0◦) and keep αair = 9◦. This
scenario is closely represented by the thick blue efficiency curve, which is for 412-2
(i.e., a grating with φ = −1◦) oriented at αair = 8◦. The solid curves connecting the
data points are cubic spline fits to the data.
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scatter) and that the grating diffracts an excess of light for bluer wavelengths into

mainly m = 2 (m = −1 for 412-4); the latter appears to be at odds with the RCWA

models. Naturally through the Bragg condition, it can be seen that changing the

angle of incidence on the grating can also shift the wavelength of peak efficiency

(i.e., the Bragg wavelength), which can be accomplished by changing either αair

or φ (see Section 3.2). In fact, a review of the setup of 327-3 during its exposure

to the interference pattern during fabrication shows that it actually has φ closer to

−0.6◦. With its inferred higher DCG transmission, this helps explain why it has

a slightly higher m = 1 diffraction efficiency at 350 nm as compared to 412-2 and

412-4 (which both were setup properly to give φ = −1◦). In this way, it is possible

to meet the VIRUS batch mean external diffraction efficiency requirement with the

current grating prescription and fabrication techniques by simply setting φ = 0◦ and

keeping αair = 9◦. Such a setup would boost the m = 1 efficiency at 350 nm at

the expense of the efficiency at 450 and 550 nm. This is acceptable since both of

these wavelengths currently are exceeding the requirement by & 10%. To see the

magnitude of such a change, the φ = 0◦ and αair = 9◦ scenario can be approximately

represented by using the φ = −1◦ gratings at αair = 8◦. As seen in Figure 3.7 for

412-2, this results in a boost in the 350 nm efficiency of ∼ 6% while maintaining

greater-than-required efficiency at higher wavelengths.

3.4 Evaluation of Mass-produced VPH Gratings

The results presented above for the VIRUS prototype gratings constitute

a full characterization of their diffraction efficiency performance and have helped
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provide essential feedback into the design and fabrication of the production grat-

ings. Given the results at the designed αair and m for 327-3, 412-2, and 412-4, it

appears that a grating prescription has been found that will nearly meet the diffrac-

tion efficiency specification with consistency, and that areas of improvement have

been identified for the production phase. The grating test bench used for the tests in

Section 3.3 is an excellent general purpose tool for fully characterizing a grating’s

performance. However, such level of detail is not necessary for verifying the perfor-

mance requirements of the entire suite of 170 production gratings since the primary

concern is with the external diffraction efficiency in the specific configuration used

for VIRUS and its consistency across large batches of gratings. Thus, efficiently

and consistently testing 170 gratings to validate acceptance metrics requires a dif-

ferent approach than the detailed characterization efforts described in the Section

3.3.

3.4.1 Acceptance Test Requirements

The following is a list of requirements for the acceptance tests of the mass-

produced gratings for VIRUS:

• The testing method must provide a standardized reference for a direct com-

parison to specifications.

• Characterization and testing must take no longer than 10 minutes per grating.

• Diffraction efficiency measurements at αair = 9◦ and m = 1 must be made for

≥ 3 wavelengths within 350< λ(nm)< 550.
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• Tests must provide an estimation of the spatial uniformity of the diffraction

efficiency across the CA.

• Tests must provide an estimation of the scattered light in the VPH layer for at

least one wavelength in the NUV.

• The test apparatus must be transportable to the vendor’s facility and be oper-

able in an office environment.

• The test apparatus’ calibration and data reduction must be transparent to the

operator.

The test bench discussed in the Section 3.3.2 is too large to be easily trans-

ported, and a test of a grating for multiple subapertures to provide a measure of

the spatial uniformity is time consuming (typically, it takes & 30 minutes to test a

grating for m = 1 at a given αair for a single sub-aperture). Additionally, the ability

to test a grating for a range of αair, βair, and m is not necessary for the acceptance

tests. More precisely, the flexibility is undesirable as it may increase the probability

of user error over a large number of grating tests.

3.4.2 The VIRUS Grating Tester

To meet the requirements for acceptance testing, a new apparatus has been

designed and constructed and will be supplied to the contracted grating vendor,

Syzygy Optics, LLC, to be integrated into the production line. Hereafter, this device

is referred to as the VIRUS Grating Tester (VGT).
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Figure 3.8 The optomechanical design of the VGT. a) Ray trace of the VGT optics
with the major components labeled. b) A cross-section of the VGT mechanical
model shown at the same scale and orientation as the ray trace in panel a with
rough dimensions indicated for scale.
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3.4.2.1 Design and Operation

Figure 3.8 shows the optomechanical design of the VGT. For direct com-

parison to the external diffraction efficiency specification in Table 3.1, the VGT

performs measurements only at 350, 450, and 550 nm. The light from the light-

emitting diode (LED) sources first passes through an engineered diffuser, followed

by a 300 µm diameter pinhole that is placed at the focus of a 25 mm diameter

f /3 singlet. The collimated beam is then stopped down to 12.5 mm in diameter.

The 12.5 mm beam size was chosen to avoid the differential vignetting of the dis-

persed collimated beam after transmission through the grating since the collimator

and camera lenses have the same physical diameter (see below). With an emitted

FWHM of approximately 25, 25, and 60 nm for the 350, 450 and 550 nm LEDs, re-

spectively, the light sources are far from monochromatic. To centralize the spectral

emission, each respective LED is limited by using a 10 nm FWHM narrow-band

filter in the collimated beam. The final, effective measurement wavelengths after

filtering the LEDs’ output are 353.9, 452.3, and 549.5 nm.

After the filter, the collimated beam is split into two paths. The first path

is refocused with a second f /3 singlet onto a silicon photodiode, which is used to

monitor and self-calibrate instabilities in the LED output. The active area of the

photodiode is 1.6 mm in diameter, which is large enough to accommodate the chro-

matic aberration attributed to the singlet lenses. The second path of the collimated

beam is incident on the diffraction grating substrate at 9◦ from the grating substrate

normal. The diffracted light (β = 15.3◦ at 450 nm) is then focused onto a 2/3”-

format, 5 megapixel CCD (3.45 µm square pixels) by a stock 25 mm diameter f /1
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aspheric lens. The use of a CCD (rather than multiple single pixel detectors for

each wavelength, such as photodiodes) is highly beneficial for the VGT. Firstly, the

detector alignment and the alignment of the grating in the system (see below) is

simplified since the active sensing area is larger than the individual pinhole images

and the angular range of the dispersion. Additionally, the fine sampling of the cho-

sen CCD enables accurate centroid determination for verifying the dispersion of

each grating, and allows for the use of custom photometric apertures.

Due to imperfections in the grating fabrication process, the diffraction ef-

ficiency of a grating may be spatially variable across the CA. Ideally, one would

measure the diffraction efficiency with a collimated beam matched to the CA of the

grating. However such an apparatus for the 138 mm diameter gratings would be

too large to be portable and would significantly increase costs. To maximize the

directly tested area and provide an empirical estimate of the spatial variability of

the diffraction efficiency using this small optical system, the VGT was designed

to easily measure up to 9 subapertures of a grating. Figure 3.9 details the design

of a mounting cell that makes these multiple measurements possible. A marking is

placed on the edge of each grating by the vendor to indicate the fringe tilt and fringe

direction within ±1◦ so that the grating can easily be placed in the VGT mounting

cell in the correct orientation. A corresponding mark on the edge of the mounting

cell is used for visual alignment of the grating and ensures that the placement of the

focused spot is on the CCD chip. The cell contains two press-fit locating pins which

mate to a series of holes and slots on the tester base for constraining the rotational

alignment as it is moved between the series of 9 test positions.
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Figure 3.9 The mechanical design of the VGT grating mounting cell. a) A rendering
of the grating cell with major components labeled. b) The engraving on the edge of
one of the prototype VIRUS gratings that indicates the fringe orientation, including
the direction of the fringe tilt. This engraving is aligned with a matching feature
on the grating cell’s frame for rapid initial alignment of the grating. c) A rendering
of the VGT base showing the series of holes and slots used for maintaining the
rotational alignment of the grating when switching between the 9 subapertures. The
positions of the subapertures are indicated by the thin blue circles on the grating
face.
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The optomechanical design of the tester has been simplified by utilizing

off-the-shelf components for 1” diameter optics, and modifications to these stock

parts were made where necessary. Custom aluminum hardware seamlessly mates

with these stock components to fix the collimator and camera angles in the same

configuration as a VIRUS spectrograph to an accuracy of±0.1◦. Including its light-

tight enclosure that allows accurate testing in a fully-illuminated room, the VGT is

compact and can easily fit on an office desk. It has the approximate dimensions of

485 mm tall with a 350×320 mm footprint and weighs ∼ 12 kg.

The LEDs and the comparison photodiode are controlled through a data ac-

quisition unit requiring a single USB connection to a host computer. The CCD

camera interfaces with the computer through a Gigabit ethernet port and is powered

by an external 12 V DC source. Both the CCD and the comparison photodiode were

verified for linearity over the relevant signal levels. The operation of the VGT is

controlled through custom Python software that provides near “push-button” sim-

plicity for the tester’s operation in a command shell environment, and includes the

automated reduction of the CCD images, photometry, background subtraction of

the photodiode signal, and calculation of diffraction efficiencies. Before shipment

to the vendor, an absolute calibration of the VGT was provided by assembling the

camera lens and CCD in a “straight-through” configuration without the grating and

performing CCD photometry on the direct pinhole images of the LEDs. This initial

calibration is then refined as needed over time automatically through the continuous

monitoring of the LED output by the comparison photodiode, and manually through

regular checks of a standardized 930 line mm−1 reference grating whose absolute
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Figure 3.10 a) A photo of the completed VGT. When in use, a curtain drops over
the open face of the enclosure to make the apparatus light-tight. b) An image con-
structed from the sum of three dark subtracted CCD images, each taken with one
of three LEDs turned on. Each CCD image was normalized to the peak flux within
each indicated circular aperture before the summation. The three circular apertures
are used for the photometric measurements from which the diffraction efficiency
at each wavelength is calculated. The red elliptical annulus around the 350 nm
pinhole image has a maximum angular width of 0.5◦ and was used to measure the
NUV scattering of the gratings.

external diffraction efficiency is well-known through measurements made with the

flexible test bench discussed in Section 3.3.2. The statistical uncertainties in the

diffraction efficiency measurements by the VGT are±0.8%,±0.8%, and±0.1% at

350, 450, and 550 nm, respectively.

3.4.2.2 Enabled Measurements

A photo of the completed VGT can be seen in panel a of Figure 3.10.

Thanks to the fixed and rugged nature of the VGT design, the grating acceptance
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measurements are tailored to verifying the most critical specifications and have be-

come standardized to avoid the unnecessary confusion that results from inconsistent

measurement methods. For each VPH grating on the production line, the VGT pro-

vides the following key measurements:

• Average External Diffraction Efficiency: Each grating is tested at 350, 450,

and 550 nm in each of the 9 different subaperture positions across the grating

CA. With a 12.5 mm diameter beam size, this allows 7.4% of the total CA

area to be directly tested. The reported external diffraction efficiency for

each wavelength that is to be compared with the specification in Table 3.1 is

calculated as the average over these 9 subapertures. Figure 3.10b shows an

example of the pinhole images for each wavelength on the VGT CCD and the

location of the over-sized apertures used for performing the photometry.

• External Diffraction Efficiency Spatial Uniformity: Using the data gath-

ered above for the 9 subapertures, an estimate of the spatial uniformity of

the external diffraction efficiency can be calculated. For example, a simple

metric for estimating the spatial diffraction efficiency uniformity is the dif-

ference between the maximum and minimum measured efficiencies at each

wavelength.

• NUV Scattered Light: Scattered light within the processed grating layer can

be the result of aberrations, reflections, and other imperfections in the optical

system used to expose the holographic material in which the grating is formed

(Barden et al., 2001). Additional sources of scattering are the epoxy layer
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used to bond the substrates and the surface roughness of the substrates them-

selves. An example of a grating with particularly bad scattering properties

can be found in Figure 18 of Barden et al. (2001). In VIRUS, a grating that

scatters a high amount of the incident beam can adversely affect the image

quality of the spectrograph leading to an increase in the cross-talk between

imaged fibers at the focal plane. Scattering is most pronounced at short wave-

lengths, so the worst-case scenario is quantified by making the measurement

at 350 nm. To increase the signal to noise ratio for measuring faint scattered

light, the images taken at all 9 subaperture positions are coadded. Two custom

photometric apertures are used. First, an inner elliptical aperture is centered

on the 350 nm pinhole image with major and minor axes that correspond to

the ideal image size as modeled with Zemax, given the dispersion resulting

from the non-monochromatic LED output. A second elliptical aperture is

also used with the same center and major axis as the first, but with a minor

axis that extends an additional angular distance of 0.5◦ on either side of the

inner elliptical aperture. The total flux within the large circular aperture used

in the 350 nm diffraction efficiency calculation is first measured, followed

by a measurement of the flux contained within the elliptical annulus formed

between the two elliptical apertures (see Figure 3.10b). The goal for science-

grade gratings is to have . 3% of the total flux scattered into the elliptical

annulus for the grating to be accepted3.

3The original specification for scattered light by the gratings stated that . 3% of light at λ = 350 nm
in a point source can be scattered into a 0.5◦ solid angle cone around the m = 1 beam at the design
αair. However, as stated in Section 3.4.2.1, the narrowband-filtered LED light sources in the VGT

98



The most notable optical property that the VGT does not verify is the trans-

mitted wavefront error (TWE). TWE measurements are made on selected gratings

to verify consistency from batch to batch using a Zygo interferometer with a 6”

diameter beam (stopped down to a 138 mm diameter) at λ = 632 nm in a double-

pass configuration using a reference mirror. The TWE for a science-grade grating

should be < 2 waves peak-to-valley at 632 nm within the CA, including any spher-

ical wavefront error.

3.4.2.3 First Test Results

To validate VGT measurements against those of the test bench used in Sec-

tion 3.3.2 for testing the VIRUS prototype gratings, full tests for all three wave-

lengths and all nine sub-apertures of gratings 327-3, 412-2, and 412-4 have been

performed. A full efficiency test from beginning to end (including alignment and

setup) takes . 10 minutes to complete. The results are shown in Figure 3.11 for all

three gratings. It is confirmed, as shown in Section 3.3.3, that the prototype gratings

perform comparably for m = 1 and αair = 9◦, with 327-3 performing slightly better

at 350 nm than the other two. The agreement with the bench test facility within the

measured spatial variation of the diffraction efficiency successfully demonstrates

the accuracy of the measurements provided by the VGT. A given measurement is

extremely repeatable thanks to the fixed mechanical design and the high S/N that

is achieved.

are not monochromatic. As a result, the pinhole images on the CCD are elongated in the dispersion
direction, which motivates the use of an elliptical annulus as the scattering aperture.
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Figure 3.11 First order diffraction efficiency measurements at αair = 9◦ for 327-3,
412-2, and 412-4. The filled circles are data taken with the VGT (averaged over
the measurement of nine different 12.5 mm sub-apertures) while for comparison,
the dashed curves are cubic spline fits to the bench grating tester data from Figure
3.4a (which were taken for a 12.5 mm sub-aperture whose position on the grating
was not recorded). The black error bars above the data indicate the total range of
variation in nine measurements of a single sub-aperture, which reflects the statis-
tical uncertainty. The colored error bars correspond to the total range of variation
measured from nine different sub-apertures, which reflects the spatial variability of
the diffraction efficiency. Note that the data points have been offset by 3 nm from
each other at each wavelength for clarity.
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As the results in Figure 3.11 show, it is not uncommon to have a VPH grat-

ing with spatial efficiency variations of up to ±8% when measured with even a

12.5 mm diameter beam. This level of spatial variation should be considered when

looking at the results presented in Sections 3.3.3 and 3.3.4, which were for a sin-

gle 12.5 mm diameter sub-aperture. In general, the spatially averaged diffraction

efficiency of the three prototype gratings shows that they are virtually indistinguish-

able at 450 and 550 nm, which supports the conclusion from Section 3.3.3 that the

fabrication of these VPH gratings can be done consistently enough for meeting the

requirements. Note, however, that the spatially averaged diffraction efficiencies

also suggest that the below batch mean efficiencies of 412-2 and 412-4 cannot be

blamed alone on having by chance measured a below average sub-aperture in the

original single sub-aperture tests.

3.5 Production Line Fabrication Process

In this section, the production line process that was used to fabricate the

VIRUS VPH gratings by Syzygy Optics, LLC is summarized. For an individual

VPH grating, the process begins by preparing a solution of ammonium dichromate

and gelatin that serves as the holographic medium. This solution is poured between

a glass mold and the base fused silica substrate. To achieve a layer of gelatin that

is initially ∼ 100 µm thick, adhesives are attached to the substrates around the

perimeter to serve as shims between the substrate and mold. The gelatin is then

cooled until it congeals. The substrate is subsequently removed from the mold

using a releasing agent, and is then dried and cured in an incubator.
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To form a holographic image in the gelatin layer, each cured substrate is ex-

posed to a 457.5 nm coherent light source that has interference in a plane that forms

a 1◦ angle with the gelatin layer. After the exposure, the grating is submerged in

photographic fixer and then dehydrated with graded alcohol. The amount of time in

the fixer and in each of the alcohol baths can be varied to produce different modula-

tions of the gelatin layer’s index of refraction. Upon removal from the final alcohol

bath, any remaining liquid is dried from the grating by placing it in an oven for ap-

proximately five minutes. To obtain a preliminary analysis of the optical properties

of the uncapped grating4, a series of rapid measurements were taken with the VGT

to determine if the grating met the minimum required efficiency at 350, 450, and

550 nm. If the grating did not meet the minimum diffraction efficiency specifica-

tion, the process of fixing and dehydration is immediately modified for the follow-

ing grating. If necessary, gratings can be reprocessed through the alcohol baths to

further modulate the gelatin layer’s refractive index. If a grating was not uniform

across the CA, however, it would not be eligible for reprocessing. Using the VGT

to determine the level of uniformity in-situ prevented the reprocessing of gratings

that could not consistently reach the minimum required diffraction efficiency across

the CA.

Acceptable gratings were stored in a dry box for 2-3 days before retesting

4On average, the exposed and processed DCG layer has approximately the same index of refraction
as the glass that is used to cap the grating (Barden et al., 2000). As a result, the VGT with its
fixed 9◦ angle of incidence can be used to measure a grating with or without the cap substrate in
place. The only difference in the measurement without the cap substrate is the lack of an AR coated
incident surface, and the lack of losses due to the internal transmittance of the fused silica. Both of
these effects can be accounted for to estimate the final diffraction efficiency of the capped grating.
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with the VGT to confirm that the grating properties did not significantly vary from

the initial measurements. If there were no significant changes after drying, a 4-5

mm ring of the gelatin around the edge of the grating is removed and the grating is

capped with the second fused silica substrate using an optical grade glue. The ring

around the edge of the grating that is devoid of gelatin fills with the adhesive and

encapsulates the diffractive medium. This seals the grating and prevents moisture

from entering and altering the material. Once the adhesive sets, the VGT is then

used for the final measurements at each of the 9 subapertures before being approved

as science-grade. In the following section, the final VGT measurements for the

170 science-grade gratings that were fabricated using this production process are

presented.

3.6 Performance of the VPH Grating Suite

To be accepted as a science-grade grating, each of the 170 units must meet

the basic assembly specifications. These include having a total thickness of 16.0±

0.5 mm, a physical diameter of 148.0±0.5 mm, a radial mismatch of the two fused-

silica substrates of < 0.5 mm, and a total wedge of < 30′ and < 10′ perpendicular

and parallel to the fringes, respectively. The VPH layer must also have a CA with

a diameter > 138.0 mm, be centered on the base substrate to within ±1 mm, and

be free of major bubbles and point defects. Averaged over all 170 science-grade

gratings, the mean defect area is measured to be 1.13 mm2 (standard deviation

σ = 0.53 mm2). The maximum defect area of any individual science-grade grating is

2.40 mm2, which corresponds to only 2.0% of the area of a single VGT subaperture.
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As a result, the characterization of the average external diffraction efficiency will

not be significantly affected by measuring a subaperture that contains a large bubble

or point defect. Each science-grade grating must have no chips within the CA on

either substrate, be able to meet a surface finish specification of 60/40 scratch/dig,

and have a surface roughness of < 2 nm within the CA. Finally, each VPH grating

assembly was supplied with a unique serial number that can be traced back to a

specific manufacturing date and process during production.

3.6.1 Average External Diffraction Efficiency

The external diffraction efficiency results for the delivered science-grade

VPH gratings for VIRUS are shown in Figure 3.12a. For each of the three tested

wavelengths, the individual, spatially averaged VGT diffraction efficiency measure-

ments are shown along with the suite mean and standard deviation averaged over

all 170 gratings. In addition, the distribution of the diffraction efficiency for each

wavelength is shown in Figure 3.13. The histograms in that figure represent a cross-

section at each wavelength along the y-axis of Figure 3.12a. These results are also

summarized in Table 3.2. In general, the measured external diffraction efficiency

of the VPH grating suite very closely meets or exceeds the batch mean requirement

at each of the three tested wavelengths on average. Additionally, the majority of

the delivered gratings greatly exceed the minimum external diffraction efficiency

specification, with only a single grating dropping below the minimum requirement

at 350 nm by 0.2%.

To quickly compare the individual gratings amongst each other quantita-
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Figure 3.12 The average delivered external diffraction efficiency of the VIRUS VPH
grating suite. The shaded gray region in both panels indicates the external diffrac-
tion efficiency specification outlined in Table 3.1. a) The average VGT diffraction
efficiency measurements for each grating are shown as the small colored data points
(teal for 350 nm, blue for 450 nm, and green for 550 nm), which have been scattered
randomly about the tested wavelengths for visual clarity. The large black data points
show the average external diffraction efficiency of the entire grating suite at each of
the three measured wavelengths, while the error bars show the standard deviation
of the distributions. The black curves show quadratic spline fits to the diffraction
efficiency measurements for notable individual gratings (the heavy solid and heavy
dashed curves correspond to the best and worst overall gratings, respectively, while
the light dashed curve is the grating that performs best at 350 nm with a peak exter-
nal diffraction efficiency of 77.4%). b) A comparison of the delivered grating suite
to 10 gratings simulated with RCWA. The blue curves are quadratic spline fits to
the individual VGT grating measurements, while the red curves are quadratic spline
fits to the simulated gratings. The large black (red) data points and error bars are
the mean diffraction efficiency and standard deviation for the delivered (simulated)
grating suites. The dashed red curve indicates a simulated grating that would be
rejected as science-grade. The vertical blue (red) lines indicate the average wave-
length of peak diffraction efficiency for the delivered (simulated) grating suites. See
the text of Section 3.6.1 for more details.
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Figure 3.13 Histograms showing the distribution of the external diffraction effi-
ciency for the delivered VIRUS VPH grating suite, as measured by the VGT. Each
histogram represents a cross-sectional cut along the y-axis at each wavelength from
Figure 3.12a. For each panel, the solid and dashed black vertical line indicates the
batch mean and minimum requirements on the external diffraction efficiency, re-
spectively, while the solid red vertical line indicates the measured mean external
diffraction efficiency for the entire grating suite.

tively, the quantity
∫
η(λ) dλ is calculated for each grating between 350< λ(nm)<

550, where η(λ) is the function describing the external diffraction efficiency curve.

Since measurements only exist at three discrete wavelengths, the diffraction effi-

ciency is interpolated between them using a quadratic spline to determine η(λ) for

each grating. In Figure 3.12a, the heavy solid curve shows the quadratic spline fit

to the measurements of the best overall performing grating according to this merit

function while the heavy dashed curve represents the worst grating. Despite the

large difference in performance of these two gratings at longer wavelengths, both

have similar efficiency at 350 nm. This is consistent with the measurements in

general (see Table 3.2), as will also be seen in the following section on the spatial

uniformity of the diffraction efficiency. This consistency is the result of commu-
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nication with the contractor that high efficiency at 350 nm was the primary goal

for the grating performance due to the multiple combined effects in the NUV that

make detecting LAEs difficult (e.g., see Section 3.1). Of all the gratings in the

suite, the best-performing unit at 350 nm has a spatially averaged external diffrac-

tion efficiency of 77.4%. The quadratic spline fit to this unit’s VGT data has been

highlighted in Figure 3.12a in addition to that of the best and worst performing

gratings mentioned above. Overall, the production process was very consistent

with time, as there is no statistical dependence of the external diffraction efficiency

at any wavelength on the date of manufacture.

The range of variation from grating to grating seen in Figs. 3.12 and 3.13

is due to small differences in the properties of the processed DCG layer in which

the grating is formed. A VPH grating can be fully described and its diffraction effi-

ciency modeled at a given αair and m (e.g., with RCWA; Gaylord & Moharam 1985)

given the following properties: the fringe frequency, the fringe tilt φ, the substrate

glass and DCG layer refractive index nDCG and its sinusoidal modulation ∆nDCG,

and the DCG layer thickness d. Of these properties at a fixed αair and m, those that

significantly affect the diffraction efficiency of the grating are d, ∆nDCG, and φ. To

estimate the range of variation in these parameters that match the measured unit-to-

unit diffraction efficiency variation in the delivered grating suite, a series of m = 1

RCWA models were run based around the targeted parameters for VIRUS. As de-

scribed in Section 3.2 and Section 3.3.1, those parameters are GΛ = 930 line mm−1,

φ = −1◦, αair = 9◦, d = 5.5 µm, and ∆nDCG = 0.037. It is assumed that nDCG = 1.5

(e.g., Barden et al. 2000), and factors are applied to the RCWA modeled diffraction
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efficiency to take into account the transmission through the AR coated fused-silica

substrates, the epoxy layer, and the transmittance of the DCG layer itself for typi-

cal physical thicknesses (Barden et al., 2000). The predicted diffraction efficiency

was calculated at 350, 450 and 550 nm to mimic the VGT measurements. In Fig-

ure 3.12b, a sample suite of 10 RCWA modeled gratings (red quadratic splines)

are shown compared to the delivered VIRUS grating suite (blue quadratic splines).

The exact values of d, ∆nDCG, and φ for each RCWA model were chosen from

a uniform distribution with a range about the targeted value of ±1.0 µm, ±0.01,

and ±0.5◦, respectively. As can be seen, the range of diffraction efficiency at each

measured wavelength in the RCWA model suite qualitatively matches that of the

delivered grating suite relatively well. Similar to what is observed for the deliv-

ered gratings, the wavelength with the least variation from unit to unit is 350 nm.

Additionally, the overall shape of the average modeled diffraction efficiency curve

matches that of the delivered grating suite well, with a difference in the average

diffraction efficiency peak of only 10.8 nm (see the vertical lines in Figure 3.12b).

Of the modeled gratings, one was not considered in the discussion above due to

not meeting the diffraction efficiency requirements for a science-grade grating (see

the dashed red curve; the fall-off at 350 nm was due to an extremely large ∆nDCG

coupled with d that was also larger than the targeted value). In general, however,

the average diffraction efficiency of the delivered gratings falls systematically short

of the RCWA models at each wavelength (also, see Section 3.3.3 and Section 3.6.2

below). The exercise outlined above gives an estimation of the precision to which

the DCG layer can be processed for modern VPH gratings.
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Table 3.2. VGT Measurements of VIRUS VPH Grating Performance

λ Diffraction Efficiency Spatial Variation Spatial Variation Spatial Variation Scattering
[nm] [%] Total [%] High [%] Low [%] [%]

353.9 68.90 (3.39) 10.76 (5.64) +4.21 (1.92) −6.55 (4.12) 2.84 (0.30)
452.3 72.58 (4.26) 19.10 (8.57) +7.46 (3.14) −11.63 (6.11) −

549.5 46.04 (6.30) 18.74 (7.13) +8.28 (3.29) −10.47 (4.57) −

Note. — All values are averaged over the VIRUS VPH diffraction grating suite. The standard deviation among
the sample of 170 gratings for each quantity is shown in parentheses. The wavelengths listed are the effective VGT
measurement wavelengths (i.e., the wavelength centroids of the narrowband-filtered LED spectra). The “Diffraction
Efficiency” measurements are described in Section 3.6.1, the various “Spatial Variation” measures are described in Section
3.6.2, and the “Scattering” measurement is described in Section 3.6.3.

3.6.2 Spatial Uniformity

From the measurement of the 9 individual subapertures across a grating CA,

the VGT provides a measure of the spatial uniformity of the external diffraction

efficiency. As labeled in Table 3.2, the “Total” spatial variation is a simple measure

of uniformity calculated by taking the difference between the maximum and the

minimum measured diffraction efficiencies between the 9 subapertures. In Figure

3.14, the distributions of the total spatial variation for the VIRUS VPH grating suite

are shown at each of the three measured wavelengths. As was the case with the

average external diffraction efficiency, the most consistent performance is at 350

nm, where the mean total spatial variation is ∼ 2× smaller than at 450 or 550 nm.

The 350 nm distribution’s standard deviation is also significantly smaller than the

other two wavelengths.

In addition to the total spatial variation, the spatial variation above and be-

low the average external diffraction efficiency is also considered. As labeled in
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Figure 3.14 Histograms showing the distribution of different measures of the uni-
formity of the external diffraction efficiency for the delivered VIRUS VPH grating
suite, as measured by the VGT. Each panel corresponds to one of the three mea-
sured wavelengths and contains three histograms. The shaded histograms represent
the difference between the maximum and minimum diffraction efficiency measured
over the 9 VGT subapertures (“Total”). The black histograms represent the differ-
ence between the maximum diffraction efficiency measured over the 9 subapertures
and the average (“High”). Finally, the red histograms represent the difference be-
tween the minimum diffraction efficiency measured over the 9 subapertures and
the average (“Low”). To ease the comparison of the “High” and “Low” distribu-
tions, the “Low” distribution (which consists entirely of negative values) is shown
as positive.
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Figure 3.15 Scatter plots of the “High” and “Low” spatial variation measures as a
function of the spatially averaged diffraction efficiency for each VPH grating in the
VIRUS suite at each of the three wavelengths measured by the VGT. As described
in Section 3.6.2, the “High” (“Low”) spatial variation is simply the difference be-
tween the maximum (minimum) diffraction efficiency measured over the 9 subaper-
tures and the spatially averaged diffraction efficiency that is plotted on the abscissa.
Thus, there are two colored data points plotted for each grating: one above the thick
dashed line at y = 0, and one below. The larger black data points in each panel cor-
respond to the average spatial variation measure calculated for four equally spaced
bins of average diffraction efficiency, while the error bars correspond to the standard
error of the mean.
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Table 3.2, the “High” spatial variation is simply the difference between the max-

imum measured diffraction efficiency among the 9 subapertures and the spatially

averaged diffraction efficiency for a given grating. Similarly, the “Low” spatial

variation is the difference between the minimum measured diffraction efficiency

among the 9 subapertures and the spatially averaged diffraction efficiency, and is a

negative quantity. The “High” (“Low”) distributions for the VIRUS VPH grating

suite are also shown in the panels of Figure 3.14 as the black (red) histograms. In

Figure 3.14, the “Low” distributions are shown as positive to facilitate visual com-

parison with the “High” distributions. By simply looking at the mean and standard

deviation of the two distributions for each wavelength (see Table 3.2), it is clear that

the distributions significantly differ. This is confirmed by running a two-sample

Kolmogorov-Smirnov test on the “High” and “Low” distributions, which indicates

that the null-hypotheses (i.e., the two distributions are drawn from the same par-

ent distribution) can be rejected at each wavelength with very high certainty. At

each wavelength, the “High” distribution is narrower and has a lower mean than the

corresponding “Low” distribution. This is likely due to the fact that the maximal

diffraction efficiency at a given wavelength for a fixed fringe frequency and inci-

dence angle is achieved for exactly the right combination of properties that describe

the processed DCG layer (i.e., primarily ∆nDCG and d; Barden et al. 2000; Baldry

et al. 2004). Given some distribution of achieved values for these processed DCG

layer properties about the targeted values, it is more likely that a combination of

non-optimal values will be drawn rather than drawing the exact correct set of val-

ues that maximizes the diffraction efficiency. As a result, non-uniformities in the
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DCG layer processing that cause the diffraction efficiency to vary across the grating

CA (e.g., small changes in effective gelatin thickness) are more likely to reduce the

diffraction efficiency than boost it about the average in a given subaperture. The

result is that the “High” distribution is narrower and smaller on average than that

for the “Low” distribution. Since the spatial variations in DCG layer properties

tend to decrease the measured average diffraction efficiency for a given grating, it

should not be surprising that the modeled RCWA predictions shown in Figure 3.12b

(which does not consider the spatial variation of grating parameters) are systemati-

cally higher than the measurements for the delivered gratings.

Figure 3.15 also supports the aforementioned hypotheses that small changes

in the DCG properties as a function of position across the CA tend to scatter indi-

vidual measurements towards lower efficiency rather than higher efficiency. In this

figure, both the “High” and “Low” spatial variation measures are plotted for each

grating as a function of the spatially averaged diffraction efficiency for each re-

spective wavelength. In addition, the Spearman Rank Correlation Coefficient ρS

and associated p-value were calculated for the “High” and “Low” variation mea-

sures separately at each wavelength. As can be seen in Figure 3.15, the “High” and

“Low” variation measures are correlated with high statistical significance at 350 and

450 nm such that more uniform gratings have higher spatially averaged diffraction

efficiency. However, this trend is not seen at 550 nm. For 350 and 450 nm, the fact

that the “Low” spatial variation measure increases with increasing average diffrac-

tion efficiency is not surprising. What is more interesting is that the “High” spatial

variation measure decreases with increasing average diffraction efficiency. This is

113



likely a result of the highest average diffraction efficiency gratings already having

close to the optimal DCG properties that maximize the diffraction efficiency. As

a result, non-uniformities in the DCG layer processing are increasingly less likely

to result in a better combination of layer properties. The reason these trends are

not seen at 550 nm is because it is the furthest tested wavelength from the Bragg

condition (from Section 3.2, recall that the VIRUS gratings were designed such that

the Bragg wavelength is between 350 < λ (nm) < 400; from Figure 3.12a, the av-

erage wavelength of the peak diffraction efficiency for the suite is 412.3 nm). As

a result, the diffraction efficiency at 550 nm is not maximal, yielding a more equal

likelihood that a slight change in DCG properties could either scatter the diffraction

efficiency positively or negatively about the average.

3.6.3 Near-UV Scattering

Figure 3.16a shows the distribution of the scattering measurements made

by the VGT at 350 nm. On average, the fraction of light in the 350 nm pinhole

image that is scattered into the VGT scattering aperture (see Section 3.4.2.2) is

3.2%, which is slightly worse than the desired . 3% specification. With a stan-

dard deviation of only 0.37%, all gratings in the VIRUS VPH grating suite perform

comparably, and the amount of observed scattering in the worst performing grat-

ing (4.3%) should not significantly increase the fiber-to-fiber cross-talk on the CCD

detector beyond what is acceptable for HETDEX.

Of all the properties that were measured by the VGT, the NUV scattering is

the only one that is significantly correlated with the manufacturing date (ρS = 0.61,
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Figure 3.16 The scattered light properties of the VIRUS VPH grating suite. a) The
distribution of the scattered light at 350 nm as measured by the VGT. The teal his-
togram represents the original measurements, while the red histogram represents
the measurements after correction for the scattering time dependence that is sus-
pected to be due to an increasing amount of dust on the VGT optics (see panel b).
The dashed black vertical line indicates the original specification on the fraction of
the 350 nm pinhole image’s total flux that could be scattered into the VGT scatter-
ing aperture (. 3%; see Section 3.4.2.2). The solid black vertical line indicates the
mean of the entire VIRUS VPH grating suite from the original measurements, and
the solid red vertical line indicates the mean after the correction. b) The measured
scattered light at 350 nm as a function of manufacturing date. The manufacturing
date is represented as ∆t in days, which is the time since the completion of the first
science-grade grating. The gray line represents a linear fit to the data and is used as
an estimation of the increased scattering effect due to the increasing dust deposited
on the VGT optics with time. The slope of this linear fit is used to correct the orig-
inal measurements, and the corrected data are shown as the red histogram in panel
a.
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Figure 3.17 Surface/wavefront maps showing the TWE at λ = 632 nm for a typical
grating in the VIRUS VPH grating suite. The map on the left shows the m = 1 TWE
while the map on the right shows the m = 0 TWE. The typical m = 1 TWE is 1/2
wave peak-to-valley at λ = 632 nm, which is significantly better than the ≤ 2 wave
peak-to-valley requirement for VIRUS.

p = 1.07× 10−18; see Figure 3.16b). Recall that the VGT operates in an office

environment rather than in a cleanroom. Without clean air in circulation around the

VGT during the year over which these tests were carried out, it is suspected that

the slow increase in the measured scattered light with time is a systematic effect

caused by the steady increase of dust deposited on the VGT’s lenses and filters,

rather than an increase in the actual grating layer scattering. To estimate the average

scattering in this scenario, it is assumed that the VGT optics were clean as of the

time of the first science-grade grating’s completion. The slope of a linear fit to the

scattering data as a function of time is then subtracted. The linear fit can be seen

in Figure 3.16b and the resulting histogram of corrected scattering measurements

can be found in Figure 3.16a. The mean and standard deviation of the corrected

distribution is 2.84% and 0.30%, respectively. After the correction, 48 gratings

(∼ 28% of the suite) have a scattering measurement of > 3%.
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3.6.4 Transmitted Wavefront Error

Figure 3.17 shows surface/wavefront maps for a typical VIRUS VPH grat-

ing as measured at m = 0 and m = 1. The surface errors are not correlated among

the two measured spectral orders. The typical TWE at λ = 632 nm for m = 1 (m = 0)

is ∼ 360 nm (∼ 240 nm) peak-to-valley. For VIRUS, this 1/2 wave peak-to-valley

performance at m = 1 is excellent and is significantly better than the ≤ 2 wave

peak-to-valley requirement. This is the result of a high performance holographic

exposure system in addition to the use of thick substrates to reduce the effect of

warping after the cap substrate is finally glued over the processed grating layer.

3.7 Chapter Conclusions

In this chapter, the design of the VPH diffraction gratings for VIRUS has

been presented. The grating design was optimized to have high external diffrac-

tion efficiency in the NUV. Four prototype, production-grade VPH gratings were

fabricated and extensively tested. The tests presented have shown that the initial

fabrication prescription for the prototype VPH gratings is close to meeting the ex-

ternal diffraction efficiency that is required for the HETDEX survey to meet its

goals. By measuring various diffraction orders and attempting to take into account

the transmission of the grating layer, substrates, and optical epoxy, these tests have

identified issues with the DCG layer in the prototype gratings that contribute to

increased scattering and a gradual drop in performance towards 350 nm. Slight de-

sign and fabrication changes will allow the production gratings to meet the VIRUS

batch mean diffraction efficiency requirement.
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One of the principle challenges involved in the production of the suite of 170

gratings is maintaining consistency in the high performance standard required for

HETDEX. With such a large number of units, a significant challenge is to efficiently

and consistently validate the performance of each of the 170 gratings to ensure

that the best quality units are delivered. To perform these tests, an apparatus was

designed and constructed that is very effective at providing robust acceptance test

results in which measurements of the average external diffraction efficiency, spatial

uniformity of the diffraction efficiency, and NUV scattered light are provided in

. 10 minutes per grating. The suite of 170 science-grade gratings have since been

tested with this device and it has been determined that they individually meet or

outperform the specifications. At NUV wavelengths, the average grating in the

suite achieves an excellent external diffraction efficiency of ∼ 70%. As the first

optical astronomical instrument to be replicated on such a large scale, the VIRUS

project has provided a useful platform on which the production of large aperture

VPH gratings for astronomy can be evaluated in a statistical manner.
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Chapter 4

LRS2: Design of the New Facility Low Resolution
Integral Field Spectrograph for the Hobby-Eberly

Telescope1

Chapter Abstract

The second generation Low Resolution Spectrograph (LRS2) is a new facility in-

strument for the Hobby-Eberly Telescope (HET). Based on the design of the Vis-

ible Integral-field Replicable Unit Spectrograph (VIRUS), which is the new flag-

ship instrument for carrying out the HET Dark Energy Experiment (HETDEX),

LRS2 provides integral field spectroscopy for a seeing-limited field of 12′′× 6′′.

For LRS2, the replicable design of VIRUS has been leveraged to gain broad wave-

length coverage from 370 nm to 1.0 µm, spread between two fiber-fed dual-channel

spectrographs, each of which can operate as an independent instrument. The blue

1This chapter is adapted from work published in:

• Chonis, T. S., Lee, H., Hill, G. J., Cornell, M. E., Tuttle, S. E., and Vattiat, B. L., Design
and construction progress of LRS2-B: a new low resolution integral-field spectrograph for
the Hobby-Eberly Telescope, 2012, Proc. SPIE, 8446, 2

• Chonis, T. S., Hill, G. J., Lee, H., Tuttle, S. E., and Vattiat, B. L., LRS2: the new facility low
resolution integral field spectrograph for the Hobby-Eberly telescope, 2014, Proc. SPIE,
9147, 0

Portions of both works have been reprinted here with permission from SPIE. Additional information
in this chapter was drawn from internal engineering reports.
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spectrograph, LRS2-B, covers the wavelength range 370≤ λ (nm)≤ 470 and 460≤

λ (nm) ≤ 700 at fixed spectral resolving powers of R ≈ 1900 and 1100, respec-

tively, while the red spectrograph, LRS2-R, covers 650≤ λ (nm)≤ 842 and 818≤

λ (nm)≤ 1050 with both of its channels having R≈ 1800. In this chapter, a detailed

description of the instrument’s design is presented in which the focus is on the de-

partures from the basic VIRUS framework. The primary modifications include the

fore-optics that are used to feed the fiber integral field units at unity fill-factor, the

cameras’ correcting optics and detectors, and the volume phase holographic grisms.

A high-level description of some of science LRS2 will enable is also discussed. In

particular, LRS2 will provide a powerful spectroscopic follow-up platform for large

surveys such as HETDEX.

4.1 Chapter Introduction

Broadband low resolution spectroscopy is a powerful general purpose tool

employed at nearly all major optical astronomical observatories to serve the needs

of a wide range of research programs. For the past decade, the 9.2 m HET (Ramsey

et al., 1998) has provided this capability to its users through the Marcario Low

Resolution Spectrograph (LRS; Hill et al. 1998b), which has been a workhorse

facility instrument that has provided the majority of the telescope’s citations over

that time period. Currently, the LRS rides on the telescope’s tracker as a part of the

Prime Focus Instrument Package (PFIP) assembly and is fed directly by the HET

spherical aberration corrector. However, due to the physical and optical constraints

imposed by the new PFIP assembly (Vattiat et al., 2014) and Wide Field Corrector
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(WFC; Oh et al. 2014) as a part of the HET Wide Field Upgrade (WFU; Hill et al.

2014a) in preparation for the upcoming HETDEX survey (Hill et al., 2008b), the

current LRS instrument is incompatible with the WFU and must either be replaced

or modified to be fiber-coupled to the focal plane of the upgraded telescope. For a

review of the HET and the WFU, see Section 1.2.2.

The upcoming HETDEX survey will amass a sample of∼0.8 million Lyman-

α (Lyα) emitting galaxies (LAEs) to be used as tracers of large-scale structure

for constraining dark energy and measuring its possible evolution from redshifts

1.9 < z < 3.5. To carry out the 120 night blind spectroscopic survey covering a

420 degree2 field (9 Gpc3), the HET will be outfitted with a revolutionary new mul-

tiplexed instrument called the Visible Integral Field Replicable Unit Spectrograph

(VIRUS; Ref. Hill et al. 2014b). As described in Section 1.2.3, VIRUS consists of

at least 150 copies of a simple fiber-fed integral field spectrograph and is the first

optical astronomical instrument to leverage the economies of scale associated with

large-scale replication to significantly reduce overall costs. By taking advantage of

the large engineering investment already made in VIRUS and its mass production

lines (Tuttle et al., 2012, 2014; Marshall et al., 2014), a new facility instrument

with improved sensitivity can be procured to replace LRS at only a slightly higher

cost than modifying the current instrument to be compatible with the WFU. The

VIRUS unit spectrograph design is versatile and was intended to be adaptable to a

range of spectral resolutions and wavelength coverage configurations. As a result,

the VIRUS multiplex advantage can be used to gain broad spectral coverage, which

provides an ideal platform on which to build the second generation LRS instrument
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(hereafter, referred to as LRS2).

The original LRS2 design concept (Lee et al., 2010a) was fed by a 12′′×7′′

integral field unit (IFU) with unity spatial fill-factor and simultaneously covered the

wavelength range 350 < λ (nm) < 1100 at a fixed resolving power of R = λ/δλ ≈

1800, where δλ is the width of the spectral resolution element. The wide spectral

coverage is made possible by utilizing two VIRUS unit pairs (i.e., four total spectro-

graph channels). While much of the design concept discussed in Lee et al. (2010a)

remains unchanged in the final LRS2 design presented here, there have been some

significant adjustments. The largest change is that the quad-channel instrument that

would have provided simultaneous coverage from 350 < λ (nm) < 1100 has been

broken up into two, independent double-spectrographs that will observe the wave-

length ranges of 370< λ (nm)< 700 and 650< λ (nm)< 1050, respectively. Other

than a new, highly customized IFU, the blue-optimized spectrograph pair (LRS2-B)

requires only modest adaptation of the VIRUS design (the most significant of which

is custom dispersing elements) while the red-optimized pair (LRS2-R) requires sim-

ilar modifications to LRS2-B in addition to different optical coatings, optimized re-

fractive camera correcting optics, and custom red-sensitive charge-coupled device

(CCD) detectors. LRS2-B and LRS2-R will be built on the VIRUS production line

using many components that are common with VIRUS, which will greatly reduce

the delivery time and final cost for such a capable instrument.

As simple, robust general purpose instruments with rapid setup times and

high efficiency, LRS2-B and LRS2-R are designed to be highly complementary to

VIRUS and to exploit the queue-scheduled HET (Shetrone et al., 2007) for efficient
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survey follow-up, synoptic observations, and observations of targets of opportunity

(TOOs). In the following section, the scientific utility of the LRS2 spectrographs

is outlined with an emphasis on the drivers for setting the spectral resolution and

wavelength coverage of the four individual spectrograph channels. In Section 4.3, a

technical description of the instrument is provided which focuses on the departures

from the base design of VIRUS. The deployment and operation of the instrument is

discussed in Section 4.4. Finally, a summary and outlook towards the commission-

ing of the instrument is given in Section 4.5.

4.2 Scientific Drivers

LRS2 will enable the continuation of current LRS science programs as well

as provide new and improved capabilities. While a VIRUS-based design will not

replicate the imaging or multi-object capabilities of LRS, the majority of LRS usage

has historically been spectroscopic slit observations of individual small objects (i.e.,

< 10′′ in size). Additionally, the imaging capability previously provided by LRS

will be assumed by the new acquisition camera that is included as part of the new

PFIP (Vattiat et al., 2014) while the wide field, multi-object spectroscopy will be

carried out with VIRUS (Hill et al., 2014b). The strongest requirements for LRS2

are broadband spectral coverage with high efficiency (particularly in the red) and

excellent sky subtraction. LRS has historically been the dominant instrument in

dark time and has been used for the largest variety of science applications among

the three current HET instruments (Hill et al., 2004b). LRS2 is expected to have

similar broad application and to increase the efficiency of many of the tasks at
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which its predecessor excelled. Additionally, the change from a slit to an IFU and

the enhanced red sensitivity will enable a range of new science applications.

LRS2 now consists of two optimized double-spectrographs, each with a

sharp dichroic beam splitter separating the light into two optimized spectrograph

channels. The possibility of utilizing a third dichroic for simultaneous spectral cov-

erage from the near-ultraviolet (NUV) to the near-infrared (NIR) was considered

(Lee et al., 2010a), but the design was complicated by the tight space constraints on

the HET focal plane and the required alignment tolerance. Given the requirements

on the desired spectral resolution and the constraints imposed by using VIRUS

as a building block for LRS2, introducing a third dichroic cross-over would also

complicate the data quality near the important Hα emission line. Additionally,

the large difference in background levels between the NUV and the NIR and the

typical spectral energy distributions of common targets makes splitting the total

wavelength range with significant overlap around Hα a good compromise between

science goals and engineering complexity.

4.2.1 Specific Science Cases for LRS2-B and LRS2-R

Below is a list several high-level descriptions of science cases that LRS2

will contribute to:

Targets of Opportunity - When coupled with the responsive queue schedul-

ing of the HET (Shetrone et al., 2007), LRS has proven to be an ideal instrument for

time critical studies of transient phenomena such as follow-up spectroscopy of γ-

ray bursts (GRBs) and supernovae. Similar future observations will greatly benefit
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from the increased spectral coverage of LRS2 and its IFU, which will significantly

decrease setup times. This increases observing efficiency since coordinates of tran-

sients often arrive with arcsecond-level uncertainties. The IFU will also improve the

two-dimensional background subtraction of the underlying host galaxies of GRBs

and supernovae. A prime example of LRS TOO observations that LRS2 can per-

form more efficiently is the completion of the Sloan Digital Sky Survey (SDSS)-II

Supernova Survey, for which LRS provided spectra for the sample’s most distant

objects to z∼ 0.5, mostly within 24 hours of discovery (Zheng et al., 2008). These

types of observations help provide cosmological constraints on dark energy at inter-

mediate redshifts (e.g., Kessler et al. 2009). LRS also has obtained rapid response

spectra of GRBs (e.g., Schaefer et al. 2003), including the brightest ever observed

(Racusin et al., 2008). GRBs are now being discovered up to z ∼ 8 and provide

deep lines of sight through the high redshift intergalactic medium that can be used

to probe reionization. The broad spectral coverage, rapid acquisition capability, and

high red efficiency of LRS2 will make it ideal for these studies.

Synoptic Observations - Synoptic observations, such as the reverberation

mapping of active galactic nuclei (AGN; e.g., Kaspi et al. 2007) have been well

suited to the capabilities of LRS and will continue to be with LRS2. Addition-

ally, LRS2 will efficiently provide extended synoptic observations of supernovae to

monitor their spectra as they fade. These types of observations can probe the in-

ner structure of the explosions and provide insights into the explosion physics (e.g.,

Quimby et al. 2007).

Single Object Studies and Survey Follow-Up - With broad wavelength
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coverage, excellent sky subtraction, and efficient operation in survey mode through

the HET queue schedule (Shetrone et al., 2007), LRS2 will play a uniquely impor-

tant role as a follow-up instrument for interesting objects found through upcoming

large surveys that will discover an unprecedented number of objects that will re-

quire spectroscopic follow-up (e.g., the Dark Energy Survey2, Pan-STARRS3, and

the Large Synoptic Survey Telescope4). LRS2 will enable the following examples:

• Supernovae: Thousands of moderate-redshift supernovae will be found in

fields that are accessible to the HET (see Section 1.2.2). The ability to rapidly

obtain spectra of these supernovae will lead to improved redshift determi-

nations, more accurate classification, and reduced systematic errors in the

derived Hubble diagrams. Zheng et al. (2008) shows the power of flexibly-

scheduled spectroscopy of supernovae (including many spectra from LRS).

As an example, the Dark Energy Survey will discover and measure light

curves for & 3000 Type Ia supernovae in 5 years for 0.3 < z < 1.0. LRS2

could be used for follow-up spectroscopy of a large number of Type Ia can-

didates as well as their host galaxies to confirm redshifts. The predicted sen-

sitivity of LRS2 (see Chapter 9) is also well matched to the expected super-

novae discovery brightness.

• Brown Dwarfs: The coldest, low-mass brown dwarfs represent valuable lab-

oratories for studying cool, planet-like atmospheres and provide constraints

2The Dark Energy Survey - http://www.darkenergysurvey.org/
3Pan-STARRS - http://pan-starrs.ifa.hawaii.edu/
4Large Synoptic Survey Telescope - http://www.lsst.org
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on the low end of the stellar initial mass function. Spectroscopy from 600

nm to 1 µm is critical for identifying and studying brown dwarfs since the M

and L spectral types are identified by molecular absorption bands in the red

(Kirkpatrick et al., 1999), Hα can be used as a diagnostic of accretion from

circumstellar disks (Muzerolle et al., 2005), and gravity sensitive absorption

lines can place constraints on masses (Cruz et al., 2007). A use of LRS in

this field has been for the confirmation of brown dwarf candidates identified

in photometric surveys of young stellar objects in star-forming regions (Luh-

man et al., 2009). With the increased sensitivity of LRS2-R over the current

LRS at the relevant wavelengths, surveys for these young stellar objects with

the HET could reach mass limits as low as ∼ 5 MJupiter.

• Quasars: LRS has made important contributions to identifying quasar can-

didates from current surveys (e.g., Schneider et al. 2000). With NUV to NIR

sensitivity, LRS2 will be superb for spectroscopic follow up of a wide range

of imaging surveys from X-ray to infrared and radio wavelengths (e.g. Brand

et al. 2003). A powerful feature of LRS2 is that the spectral resolution is

fixed and the IFU adapts the data to any image quality without losing light

at the entrance aperture. Upcoming surveys will yield significant numbers of

z ∼ 6-7 quasar candidates brighter than 21 AB mag at 950 nm which is eas-

ily within LRS2’s reach for confirming and calibrating photometric redshift

measurements.

• Galaxies and Clusters: LRS has also contributed to studies of galaxy struc-

ture and dynamics (e.g., Corsini et al. 2008). LRS2 will also do so and will
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continue to enable emission line diagnostics in the local universe for the stan-

dard optical transitions (e.g., [O II], [O III], Hα, Hβ, [N II]) while providing

two dimensions of spatial information. Upcoming large imaging surveys will

also discover many galaxy clusters over a moderate range of redshifts that

will be used for cluster-cosmology science and studies of galaxy evolution.

LRS2 could be used to survey candidate clusters and at a minimum could pro-

vide validation of the cluster-finding algorithms and assess the completeness

of galaxy catalogs.

• HETDEX: In addition to detecting ∼ 1 million LAEs from 1.9 < z < 3.5,

HETDEX (Hill et al., 2008b) will also discover as many [O II] emitters at

z < 0.5. It will also deliver spectra of large numbers of AGN, stars, galaxy

clusters, and more down to the sensitivity limit of the SDSS imaging survey.

This unique dataset will require follow-up with LRS2 to establish, for ex-

ample, the classification of emission line objects and extremely metal poor

stars, and to study emission line diagnostics over a wider wavelength range.

For example, Hα, [N II], and [S II] emission line diagnostics will be within

the LRS2-R bandpass for all HETDEX [O II] emitters. Understanding galac-

tic winds is also an upcoming field, and HETDEX will provide a substantial

sample of blue compact dwarf galaxies at z < 0.5 where LRS2 can search

for the emission line diagnostics of outflows over a wide wavelength range at

moderate resolving power.

• Lyα and High Redshift Galaxies: With its broad wavelength coverage,

LRS2 provides the ability to detect Lyα emission from 2 < z < 7.6. The ra-
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diative transfer of Lyα has long been an intense field of study since Lyα emis-

sion is a prominent selection method for star-forming galaxies and quasars in

the early universe, it provides a mechanism for confirming redshifts, and can

probe reionization (e.g., Stark et al. 2010). Lyα radiative transfer is compli-

cated due to the resonant nature of the transition, which effectively scatters

the photons through neutral hydrogen in a geometric and frequency diffusion

process. This makes the transition very sensitive to gas velocity fields, line

of sight neutral gas density, and the presence of dust (e.g., Verhamme et al.

2006; Barnes et al. 2011). LRS2 will be useful for follow-up observations

of the most interesting LAEs discovered by HETDEX (e.g., largest mass,

highest star formation rate, etc.), especially near the epoch when the star for-

mation rate of the universe was near its peak and when most galaxy assembly

occurred (i.e., 2 . z . 2.7; e.g., Li 2008). This redshift range also places the

galaxies’ rest-frame optical nebular transitions (e.g., Hβ, [O III], Hα, [N II])

into the NIR atmospheric windows where infrared spectrographs (e.g., MOS-

FIRE, McLean et al. 2012; KMOS, Sharples et al. 2012) can provide mea-

surements of systemic redshifts and standard rest-frame optical emission line

diagnostics (e.g., Song et al. 2014). In conjunction with spectrally resolved

Lyα spectra, these data provide a path towards learning about the physics of

these young star-forming galaxies, especially the effects of feedback (e.g.,

starburst driven winds) from extreme star formation on the galactic environ-

ment. This is especially true for the spatially extended Lyα blobs with sizes

as large as 100 kpc (e.g., Yang et al. 2010). These objects can be studied in
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great detail with the LRS2 IFU, and an unprecedented sample of them will be

compiled from VIRUS HETDEX observations. This specific science case is

outlined along with detailed calculations of the LRS2 sensitivity in Chapter

9.

4.2.2 Spectrograph Channel Wavelength Coverage

As mentioned, the two LRS2 double-spectrographs have wavelength cover-

ages of 370< λ (nm)< 700 (LRS2-B) and 650< λ (nm)< 1050 (LRS2-R), which

significantly overlaps around the important Hα line and covers the major optical

transitions with additional coverage to accommodate a range of redshift. Due to

the fixed VIRUS spectrograph design into which LRS2 is being adapted (see Sec-

tion 1.2.3), there is a trade-off between spectral coverage and spectral resolution for

each of the four spectrograph channels for a given fiber core diameter. Addition-

ally, the cross-over wavelengths of the two dichroic beam splitters must be chosen

to minimize the science impact since there is an inevitable loss of signal to noise

ratio around the wavelengths of the split.

For LRS2-B, there are two primary criteria that set the wavelength range of

the dichroic cross-over. First, emission line diagnostics in the local universe has

historically been a significant use of LRS. To provide continuity to observers in the

LRS2 era, the LRS “G2” configuration (Hill et al., 1998b, 2003) must be replicated

in a single LRS2 channel. This mode provides sufficient wavelength coverage to

simultaneously observe Hβ to Hα with contingency for a small range in redshift and

for accommodating the broad line widths often observed in AGN. Second, sufficient
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Figure 4.1 A schematic of the LRS2 fiber light path. The HET WFC focal plane
is located at the top of the telescope inside the PFIP assembly (indicated by the
orange circle). The arrangement of VIRUS IFUs, fiber feeds for other HET facility
instruments, and the LRS2 IFUs on the Input Head Mounting Plate at the WFC
focal plane is shown in the orange inset. Only three VIRUS IFUs are shown along
with the fiber feed for the High Resolution Spectrograph (HRS) and the IFU feeds
for the two LRS2 spectrograph pairs. A VIRUS IFU will be installed in each of
the open ports on the mounting plate, which highlights the limited space in which
the LRS2 feed optics must be deployed. At the other end of the fiber cable is a
spectrograph pair (shown in the blue inset) where the fibers are arranged into two
linear “slits” within the IFU output head to feed each spectrograph channel. Since
the LRS2 spectrographs will be located within the enclosures of the VIRUS Support
Structure (see the blue circle on the large box mounted onto the side of the HET
structure), the LRS2 fiber cables will be bundled together with the cables from the
VIRUS IFUs.
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spectral resolution and wavelength coverage for enabling LAE follow-up studies

must be achieved for 2 . z . 2.7 (i.e., the redshift range in which the important

rest-frame optical transitions are shifted into the atmospheric windows in the NIR).

These considerations place the channel transition from 460 − 470 nm. Note that

the lower limit to the spectrograph’s coverage purposefully contains [O II] at z = 0,

which extends the current capability of LRS toward the ultraviolet (UV) by ∼ 50

nm. The bluer LRS2-B channel is thus called the “UV Arm”. The redder “G2”

replicating channel is referred to as the “Orange Arm”.

For LRS2-R, the specific choice of the transition wavelength is less im-

portant than maintaining an adequately high spectral resolution in both channels to

ensure good sky subtraction in the far red where the strong night sky emission bands

dominate the background. It is also desirable to maintain approximately the same

spectral resolution between the two channels to allow diagnostic spectral features

to be analyzed consistently over the whole wavelength range. These considerations

loosely place the channel transition at ∼ 850 nm. The bluer LRS2-R channel is

referred to as the “Red Arm” and the redder channel as the “Far Red Arm”.

4.3 Instrument Design

LRS2 is based on the VIRUS unit spectrograph design that has been care-

fully optimized for mass production and benefits greatly from the investment made

in its development and production-line engineering. For a description of the key

design features of VIRUS that form the basis of the LRS2 spectrographs, the reader

is referred to Section 1.2.3. For a more complete description of VIRUS, see Hill
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et al. (2014b). The departures from the VIRUS baseline that morph it into the LRS2

spectrographs are discussed individually in the subsections that follow.

4.3.1 Feed Optics and Fiber Integral Field Units

The most significant departure from VIRUS for LRS2 is the fiber IFU design

and how it is fed by the HET. For VIRUS, the bare 266 µm (1.5′′) core diameter

fibers of the 1/3 spatial fill-factor IFUs are fed directly by the HET WFC. For LRS2,

however, IFUs with∼ 100% spatial fill-factor are desired as well as a sufficient field

size to ease target acquisition and provide adequate sky sampling for small objects

in all image quality conditions. Small enough spatial elements to subsample the

typical HET image quality of 1.2′′ full width at half maximum (FWHM) are also

desired, which will require reimaging the telescope’s fast f /3.65 beam.

4.3.1.1 Fiber Cables

In addition to the two LRS2 IFU feed assemblies (one for LRS2-B, and one

for LRS2-R), the focal plane of the upgraded HET (see Figure 4.1) is populated by

the fiber feeds for the other HET facility instruments (Hill et al., 2004b; Mahadevan

et al., 2014) and at least 75 IFUs that feed the VIRUS spectrograph array (Hill et al.,

2014b). As a result, HET focal plane “real-estate” is extremely limited and the strict

space restrictions will drive the design of the reimaging optics for feeding the LRS2

IFUs.

Each LRS2 spectrograph pair will rely on the well-established VIRUS IFU

cable design that is described in detail by Hill et al. (2014b) and Kelz et al. (2014),
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Figure 4.2 A schematic of the LRS2 IFU fiber cable layout with major components
labeled, as viewed from above. The two fiber cables (one for each LRS2-B and
LRS2-R spectrograph pair) each contain two input heads, one for each wavelength-
specific spectrograph channel, where the fibers are arrayed into the rectangular pat-
tern with 13 columns alternating between 22 and 21 fibers each. Looking at the
input heads along the thick black arrow at right, the fiber layout of the precision
drilled hole blocks is seen detailed at the top right of the figure. The two additional
arrowed holes outside of the rectangular fiber arrangement on each hole block are
used as an alignment reference, as discussed in Section 4.3.1.3. The fibers from the
two input heads are bundled together and routed through a single conduit into the
output head, where the fibers are again separated and laid out into two linear “slits”
to feed each spectrograph channel. A photo of the fiber separation and arrangement
into the “slits” inside of the output head can be seen at the top left of the figure.
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with the only differences being the type of fiber, the fiber core diameter, the number

of fibers, and the design of the fiber input head. The VIRUS fiber cable design has

been shown to be quite robust, and has successfully passed the equivalent of 10

years of operational moves without displaying any significant decay in its optical

properties (Murphy et al., 2012). To help achieve higher spectral resolution and the

desired spatial sampling, the LRS2 IFUs are constructed with fibers that have 170

µm core diameter (36% smaller than VIRUS). The number of spatial elements in

the final IFU design is limited by the number of spectra that can be packed onto

the CCD detectors with sufficient separation for clean extraction. For LRS2, this

separation must be such that ≤ 25% of the peak intensity of the fiber spatial profile

is reached at the overlap point. For the VIRUS spectrograph design with 170 µm

core diameter fiber, this number is 280 per spectrograph channel. The overall length

of the fiber cable is 18 m, and the type of fiber used is FBP low loss broad spectrum

silica optical fiber from Molex - Polymicro Technologies.

For VIRUS, a single input IFU head containing 448 fibers feeds the pair

of spectrographs contained within a single VIRUS unit. At the output head of the

fiber cable, the 448 fibers are split evenly between the two linear “slits” that feed

each spectrograph (see Figure 4.2). For each LRS2 spectrograph pair, however,

the light will be split spectrally using a dichroic before the fibers are initially fed

(see the following section), so each spectrograph channel has its own input head

containing 280 fibers. The layout of the 280 fibers on the LRS2 input heads can

be seen in Figure 4.2, and the mechanical design is discussed below in Section

4.3.1.3. The fibers from each input head are bundled together through a single
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Figure 4.3 The numbering scheme for identifying fibers from the input head hole
blocks (right) to the output groove blocks (left). The mapping of fibers from the
input to the output is described in Table 4.1. The orientation of the groove blocks is
the same as is shown in Figure 4.2 (i.e., viewed from above with the light output into
the spectrograph to the left). The orientation of the input heads is looking along the
thick black arrow in Figure 4.2, with the top direction being up in the figure. The
different relative sizes of the two input heads in this figure is only for a sense of
perspective since the Orange/Far Red input head sits further back due to the optical
design of the IFU input (see Section 4.3.1.2). On each input head schematic, the
green column of fibers corresponds to the first column where the numbering begins.
The red fibers correspond to the central two fibers on each input head that are split
on either side of the large gap on the output groove block to ensure that no fiber
images are split between the two CCD amplifiers. The two blue circles on each
input hole block correspond to holes that are intended for alignment metrology and
are not included in the number scheme.
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conduit and routed to the spectrograph pair. Using the same method as VIRUS at

the output head, the fibers are separated again and arranged into the linear “slits” to

feed the respective wavelength optimized spectrograph channels. For the LRS2 IFU

output head, the hardware assembly is identical to VIRUS except for the precision

machined stainless “groove block” that sets the angle and spacing between the fibers

within the “slit”. For LRS2, the angular separation of the fibers on the groove block

is 0.037◦, which at the radius of curvature of the fiber output corresponds to a center-

to-center linear separation 270.9 µm for adjacent fibers.

Table 4.1: LRS2 Fiber Mapping

UV / Red Orange / Far Red

Input Fiber # Input Column # Ouput Groove # / Input Fiber # Input Column # Output Groove #

1 1 1 / 281 1 296
... ... ... / ... ... ...
22 1 22 / 302 1 317

Gap Gap 23 / Gap Gap 318
23 2 24 / 303 2 319
... ... ... / ... ... ...
43 2 44 / 323 2 339

Gap Gap 45 / Gap Gap 340
44 3 46 / 324 3 341
... ... ... / ... ... ...
65 3 67 / 345 3 362

Gap Gap 68 / Gap Gap 363
66 4 69 / 346 4 364
... ... ... / ... ... ...
86 4 89 / 366 4 384

Gap Gap 90 / Gap Gap 385
87 5 91 / 367 5 386
... ... ... / ... ... ...

108 5 112 / 388 5 407
Gap Gap 113 / Gap Gap 408
109 6 114 / 389 6 409
... ... ... / ... ... ...

129 6 134 / 409 6 429
Gap Gap 135 / Gap Gap 430
130 7 136 / 410 7 431
131 7 137 / 411 7 432
132 7 138 / 412 7 433
133 7 139 / 413 7 434
134 7 140 / 414 7 435
135 7 141 / 415 7 436
136 7 142 / 416 7 437
137 7 143 / 417 7 438
138 7 144 / 418 7 439
139 7 145 / 419 7 440
140 7 146 / 420 7 441
Gap Gap 147 / Gap Gap 442
Gap Gap 148 / Gap Gap 443

Continued on Next Page. . .
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Table 4.1 – (cont’d)

UV / Red Orange / Far Red

Input Fiber # Input Column # Ouput Groove # / Input Fiber # Input Column # Output Groove #

Gap Gap 149 / Gap Gap 444
141 7 150 / 421 7 445
142 7 151 / 422 7 446
143 7 152 / 423 7 447
144 7 153 / 424 7 448
145 7 154 / 425 7 449
146 7 155 / 426 7 450
147 7 156 / 427 7 451
148 7 157 / 428 7 452
149 7 158 / 429 7 453
150 7 159 / 430 7 454
151 7 160 / 431 7 455
Gap Gap 161 / Gap Gap 456
152 8 162 / 432 8 457
... ... ... / ... ... ...

172 8 182 / 452 8 477
Gap Gap 183 / Gap Gap 478
173 9 184 / 453 9 479
... ... ... / ... ... ...

194 9 205 / 474 9 500
Gap Gap 206 / Gap Gap 501
195 10 207 / 475 10 502
... ... ... / ... ... ...

215 10 227 / 495 10 522
Gap Gap 228 / Gap Gap 523
216 11 229 / 496 11 524
... ... ... / ... ... ...

237 11 250 / 517 11 545
Gap Gap 251 / Gap Gap 546
238 12 252 / 518 12 547
... ... ... / ... ... ...

258 12 272 / 538 12 567
Gap Gap 273 / Gap Gap 568
259 13 274 / 539 13 569
... ... ... / ... ... ...

280 13 295 / 560 13 590

Note. — This table shows the mapping of fibers for LRS2 from the IFU input heads to the output head groove blocks. The numbering
scheme for the input head fibers and columns as well as the groove block is defined in Figure 4.3. “Gap” in the Input Fiber and
Input Column columns indicates that the corresponding groove block fiber position is left empty to separate input columns on the
CCD detector. For bevity, only the first and last fibers for each input head column are shown, except for the central column (Column 7)
to highlight the large three-fiber gap left on the groove blockto separate the fibers between the two halves of the CCD detector that are
read-out through different amplifiers.

Figure 4.3 schematically shows the numbering scheme used to identify fibers

on the input head and the output groove block. The mapping of the 280 fibers at

each input head to their assigned grooves on each groove block within the output

head is described in Table 4.1. As shown in Table 4.1, each groove block has 295

grooves while the corresponding input head contains 280 fibers. This is to accom-

modate a one groove gap between each input column of fibers, in addition to a three
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groove gap between the input head’s central fibers (indicated in red on each input

head in Figure 4.3). The larger gap at the center of the groove block makes it so

that no fiber is imaged at the exact center of the CCD. This is required because each

half of the detector is read-out through a different amplifier (see Section 4.3.4.2).

4.3.1.2 Optical Design

Figure 4.4 shows the optical layout of the IFU input optical system for

LRS2 (note the scale indicating its small size). The optical design is the same

for the LRS2-B and LRS2-R fiber feed optical systems except for the coatings on

the lenses, fold mirror, and dichroic. The IFU input optical system consists of a

focal extender made with two custom doublets (fabricated from fused silica and

LLF1) mounted after the telescope focus to convert the f /3.65 telescope beam to

f /10.5 for finer spatial sampling. The two doublets are 6 and 12 mm in diameter,

respectively. The usable field of view of the focal extender is ∼ 14′′ in diameter,

although a field stop at the input (i.e., coincident with the HET focal surface) limits

the field of view to 20% larger than the desired field size of the instrument to re-

duce stray light and improve the quality of flat field calibrations. The image quality

of the dual-doublet relay is excellent with 90% of the diffraction encircled energy

enclosed within < 0.25′′ diameter across the central 12′′ of its field of view. An

optimized dichroic after the reimaging doublet (i.e., Doublet 2 in Figure 4.4) splits

the beam by reflecting bluer light and transmitting redder light. For LRS2-B and

LRS2-R, the as-built dichroic transition wavelength (i.e., the wavelength at which

the transmissivity and reflectivity of the dichroic are equal) is 463.4 nm and 835.0
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Figure 4.4 a) The optical design and ray-trace of the LRS2 IFU input optical system.
The design is identical for both LRS2-B and LRS2-R, except for the coatings on the
lenses, fold mirror, and microlens arrays, and the dichroic design. b) Detailed view
of the microfocal reducer optics, consisting of a field lens and the two lenslet arrays
that provide the field slicing. c) The optical path for a single spatial element of the
lenslet arrays, showing the conversion of the f /10.5 input beam from the doublet
relay back to f /3.65 to optimally feed the optical fibers. d) The layout of the 280
spatial elements of the microlens arrays. Each spatial element is hexagonal with
a pitch of 0.3 mm (0.59′′). For scale, a 1.5′′ FWHM Moffat point spread function
is shown along with the VIRUS fiber size (1.5′′, shown in green) and the Mitchell
Spectrograph fiber size (4.2′′, shown in blue).
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nm, respectively, as motivated by the science objectives discussed in Section 4.2.

The fold mirror in the bluer arm of each IFU is coated to optimize for the wave-

length coverage of that channel. The dichroic is used at a shallow 30◦ angle of

incidence to help sharpen the transition between the transmission and reflection re-

gions. In Figure 4.5, the transmissivity and reflectivity of the LRS2-B and LRS2-R

dichroics are shown. For both dichroics at the operating angle of incidence, the

transition from reflection to transmission with increasing wavelength is very sharp

and decreases from 80% to 20% reflectance in 4 nm and 7 nm for LRS2-B and

LRS2-R, respectively.

After the dichroic split and subsequent additional reflection for the bluer

channel, each channel’s beam is focused onto a microfocal reducer, which reimages

the f /10.5 beam back to f /3.65 to directly image the sliced field onto the individual

fiber ends, by way of a 8 mm diameter fused silica field lens. As shown by the ray-

trace in Figure 4.4, the microfocal reducer consists of two fused-silica microlens

arrays which provide the field slicing. The microlens array elements are hexagonal

with a pitch of 0.3 mm (see Figure 4.4 for the pitch definition), which corresponds

to 0.59′′ on the sky and allows sufficient sampling of the typical seeing at the HET.

Note that the minimum requirement for the spatial fill factor of the microlens arrays

is 95%, which accounts for the inevitable small loss at the interfaces in between the

lenslets. The IFU layout consists of 13 columns of fibers which alternate between

containing 22 or 21 individual fibers. This layout covers a 12.4′′× 6.1′′ field as

measured from the centers of the microlens elements (physically, the active area of

the microlens array is 6.3 mm × 3.1 mm). For LRS2, the elongated field is advan-
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Figure 4.5 The delivered efficiency of the LRS2 dichroic beam splitters at the oper-
ating angle of incidence. The data for LRS2-B is shown in blue with its wavelength
scale is shown on the lower horizontal axis, while the data for LRS2-R is shown
in red with its wavelength scale shown on the upper horizontal axis. The dashed
curves are the transmitted efficiency while the solid curves are the reflected effi-
ciency. The wavelength axes are plotted so that the transition wavelengths (i.e.,
the wavelength where the reflection and transmission efficiencies are equal) of each
dichroic are aligned on the vertical gray line. The data for the two dichroics are
over-plotted together to allow a comparison the sharpness their transition regions.
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tageous over a circular microlens arrangement since it provides the opportunity to

place potential sky fibers farther from the observed object, depending on its size,

shape, and placement on the IFU.

The first microlens array in the microfocal reducer assembly has lenslets

that are double-convex while the second has lenslets that are plano-convex (all con-

vex surfaces are spherical). Since the microimages formed by the individual mi-

crofocal reducer lenslets are 120 µm in size, the optical design allows ±25 µm of

leeway for the fiber IFU-to-microfocal reducer alignment to minimize unnecessary

losses. Feeding fibers with direct imaging using the microfocal reducer method de-

scribed here is more complicated than traditional lenslet-coupled IFUs, which typ-

ically form micropupil images on the fiber ends (e.g., Allington-Smith et al. 2002).

However, high quality modern optical fibers exhibit little enough focal ratio degra-

dation when fed at f /3.65 that the telescope’s central obstruction is maintained in

the spectrograph for directly illuminated fibers (Murphy et al., 2008). Since central

obscurations also exist in the LRS2 spectrograph due to its folded collimator and

Schmidt camera, the retention of the telescope’s central obstruction within the spec-

trograph results in lower light losses. Another advantage of the microfocal reducer

is that it allows the retention of telecentricity through the entire IFU input optical

system, which results in less sensitivity to alignment errors that could result in ad-

ditional losses and effective focal ratio degradation. Modeling of the microfocal

reducer-based IFU feed design predicts an overall fiber coupling efficiency ∼ 90%,

including diffraction effects. Table 4.2 summarizes the properties of the fiber feed

optics and IFU as described in this section.
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Table 4.2 Summary of the Properties of LRS2’s Feed Optics and IFU

Dichroic Feed Lenslet Micro-Image Fiber Core Lenslet Spaxel Center-to-
Crossover Focal Pitch Diameter Diameter Array Center IFU Size

(nm) Ratio (′′) (µm) (µm) Format (′′)

463.4 (LRS2-B) f /10.5 0.59 (0.30 mm) 120 170 22×13 12.4×6.1
835.0 (LRS2-R) Hexagonal Rectangular (6.3×3.1 mm)

Figure 4.6 a) The LRS2 IFU input feed mechanical assembly. b) An exploded view
of the IFU input feed assembly with major subassemblies labeled. c) An exploded
view of the IFU input head, including the optomechanical components that make
up the microfocal reducer.

4.3.1.3 Mechanical Design and Alignment

The mechanical design of the IFU input head and feed assembly is shown in

Figure 4.6. It consists of five subassemblies: the first houses the dual doublet focal

extender, the second houses the dichroic and fold mirror, and the third positions

the two IFU input heads. The remaining two subassemblies are the two IFU input

heads, which include the mechanical framework for positioning the optics of the

microfocal reducer. The mechanical design of the IFU input head and feed assembly
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is identical for LRS2-B and LRS2-R.

For the focal extender and dichroic subassemblies, the optics can be posi-

tioned and fastened to sufficient accuracy by using mechanical positioning features

fabricated with precision machine tolerance. Positioning the optics of the micro-

focal reducer with sufficient accuracy with respect to the fiber array is much more

challenging, however. Figure 4.6c shows the components of the IFU input head and

microfocal reducer. The 280 fibers are coupled to the alloy hole block in the same

way as VIRUS as described in Hill et al. (2014b). The hole block is then fastened to

the input head base. The field lens and each of the two microlens arrays are epoxied

into mounting cells. To align the two microlens arrays and field lens with respect

to the positions of the fibers on the hole block, a custom 8-degree of freedom align-

ment jig was developed to make fine adjustments of the two microlens arrays and

the field lens. The jig is equipped with a machine vision camera that monitors the

alignment of reference features drilled into the hole block and precision etched into

each of the microlens arrays. The alignment jig and a schematic of the alignment

features can be seen in Figure 4.7. Once aligned, epoxy is injected into the four

large holes in the IFU hole block and the mounting cells for the lenslet arrays and

field lens. These can be seen in the exploded view of the IFU input head assembly

in Figure 4.6c.

Once the microfocal reducer optics have been aligned to the fiber array, each

of the two assembled input heads are then inserted into the IFU position housing.

The registration of the two IFUs must be accurate to within ≤ 1/10 of the lenslet

pitch for spatially resolved studies of extended objects for which the broad wave-
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Figure 4.7 Alignment of the IFU input head and microfocal reducer optics. a) A
schematic view of the alignment features used to position the two lenslet arrays with
respect to the fiber positions, which are represented by the purple circles behind the
microlens arrays. In the zoomed-in inset, one of the alignment reference holes on
the IFU hole block is shown with the etched reference features on the two microlens
arrays. This view is similar to what would be seen by the machine vision camera on
the alignment jig. b) A photo of the IFU input head alignment jig. The zoomed-in
inset shows a section view of the jig’s fine-adjustment mechanisms.
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length coverage of the combination of the two spectrograph channels is desired.

Such registration accuracy is achieved using precision machine tolerances on two

perpendicular inner walls of the IFU position housing and the outside walls of the

two input head bases. Fasteners accessible from the outside of the IFU position

housing allow the input head bases to be securely positioned against the two refer-

ence surfaces.

4.3.2 Volume Phase Holographic Grisms

Since the two LRS2 spectrograph pairs are housed inside the mechanical

framework of a VIRUS unit, the collimator and camera angles are not free pa-

rameters. To adapt such a fixed setup to a wavelength coverage configuration and

spectral resolution that differs from the base VIRUS design for a fixed fiber core

diameter, a standard volume phase holographic (VPH) grating must be immersed

between prisms to tune the beam deviation for the various required grating fringe

frequencies. Such an optical assembly is called a “grism” (e.g., Hill et al. 2003).

For a review of standard VPH gratings, the reader is referred to Chapter 3. In Figure

4.8, a ray-trace of the LRS2-B UV Arm is shown to visualize how a grism with a

large total wedge angle directs the diffracted beam into the camera. Since the de-

sign, tolerance analysis, and acceptance testing of the four VPH grism assemblies

are presented in detail in Chapter 5, only a brief overview is provided in this section.

The fixed VIRUS spectrograph design naturally creates a trade-off between

the spectral coverage and spectral resolution for a fixed fiber core diameter (e.g., if

one desires higher spectral resolution, the channel’s wavelength coverage is subse-
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Figure 4.8 Ray-trace diagram of the LRS2-B UV Arm. Vignetted rays are not
shown. The rays are colored by the wavelengths indicated in . Superposed on the
diagram is a dashed line that corresponds to the camera optical axis. The zoomed-
inset shows how the rays trace through the grism assembly. The UV Arm grism
shown here has a total wedge angle of 35.5◦ (labeled γtot in the inset). For the four
LRS2 channels, the collimator and camera angles are not free parameters due to
the fixed VIRUS mechanical framework around which they are built (i.e., the angle
θVIRUS is fixed). In general, the further the channel wavelength range, dispersion,
and spectral resolution stray from the base VIRUS design, the steeper the prism
wedge angle must be to steer the diffracted beam into the camera. To more clearly
show how the beam deviates due to refraction through the prisms (with index of
refraction nN−BK7), the normal to each prism face is shown as the short solid lines in
the inset.
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quently reduced). Therefore, the designs of the VPH grisms are determined primar-

ily by the desired wavelength coverage for each spectrograph channel. Considering

the delivered sharpness of the dichroic transitions (see Figure 4.5), 10 and 24 nm

of overlap was left between the two channels of the LRS2-B and LRS2-R spectro-

graph pairs, respectively. Given the resulting wavelength coverage for each channel

and the fixed VIRUS detector size used for LRS2, the linear dispersion of the grism

P (in units of wavelength per pixel) is known and a good estimate of the required

fringe frequency GΛ can be determined. For all four LRS2 grisms, the prisms and

VPH grating substrates are fabricated from BK7 glass, and the grisms are used in

first order. The grisms have a square physical footprint with 150 mm sides, and

the required total wedge angles of the four assemblies γtot range from 3.5◦ for the

Orange Arm to 37.4◦ for the Far Red Arm. A rigorous tolerance analysis of the as-

semblies (see Chapter 5) indicates that the grisms are straightforward to fabricate,

and that adequate alignment in the spectrograph only requires a single degree of

fine adjustment of the grism in rotation about the camera’s optical axis.

Each grism has been designed such that the external diffraction efficiency

is relatively uniform across the channel bandpass, and that the peak efficiency is

& 80%. In Figure 4.9, predictions of the first order external diffraction efficiency

of each grism calculated using Rigorous Coupled Wave Analysis (RCWA; Gaylord

& Moharam 1985) are shown for unpolarized light (see Chapter 5 for the details of

these calculations). The extensive in-house experience with VPH-based dispersing

elements at McDonald Observatory indicates that meeting the high external diffrac-

tion efficiency requirement is achievable (Hill et al. 2003; Adams et al. 2008; also
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Figure 4.9 RCWA predictions of the first order external diffraction efficiency of the
LRS2 grisms for unpolarized light. The solid curves are the model predictions tak-
ing into account the internal transmittance of the BK7 prisms and substrates, reflec-
tion losses, absorption in the epoxy layers, and the transmittance of the diffracting
holographic layer. The shaded regions beneath each curve represents the range of
delivered efficiency is acceptable for LRS2. For further details on these models, see
Chapter 5.

Table 4.3. Designed Properties of the LRS2 VPH Grisms

UV Arm Orange Arm Red Arm Far Red Arm Units

λmin 370 460 650 823 nm
λmax 470 700 847 1050 nm

P 0.48 1.16 0.95 1.10 Å px−1

δλ 2.20 5.09 4.24 4.87 Å (FWHM)
GΛ 1770 776 923 797 lines mm−1

γtot 35.5 3.5 30.8 37.4 ◦

Note. — Symbol definitions: λmin - minimum wavelength of spectrograph channel;
λmax - maximum wavelength of spectrograph channel; P - linear dispersion of the spec-
trograph system in wavelength units per pixel for 1×1 CCD binning; δλ - FWHM spec-
tral resolution; GΛ - grating fringe frequency; γtot - total prism wedge angle of the grism
assembly (see Figure 4.8). For a detailed description of the LRS2 VPH Grism design, see
Chapter 5. The values shown in this table are the nominally designed values, rather than
the delivered values. For the delivered values, see Table 6.1.
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see Chapter 3). The basic, nominally designed properties of the grisms are summa-

rized in Table 4.3.

4.3.3 Collimator Assembly

Other than the change from the standard VPH gratings used in VIRUS to

larger VPH grisms, the two LRS2 collimator assemblies largely remain optically

and mechanically unchanged from the standard VIRUS collimator assembly. The

collimator assembly can be seen outlined in Figure 4.10. For all channels except the

Orange Arm, the LRS2 grisms are large enough to collide with a support strut on the

lower side of the standard VIRUS collimator. This support strut is only for stiffness,

and the VIRUS “V”-shaped part is easily exchanged for a new “Y”-shaped part to

accommodate the larger optics. All of the reflective optics in the LRS2-B collimator

assembly utilize the same broadband dielectric coating used in VIRUS (> 95%

average reflectivity for 345 − 700 nm, but optimized for 350 − 590 nm with > 98%

average reflectivity). In LRS2-R however, the reflective optics are custom coated

with a red-optimized dielectric coating (> 98% average reflectivity for 650 − 1050

nm). With the exception of the grism mounts (summarized below), the construction

of the LRS2 collimator assemblies follows directly from the assembly line methods

used for VIRUS (Prochaska et al., 2012; Marshall et al., 2014; Tuttle et al., 2012,

2014).

The hardware to mount the larger grism dispersers is custom to each of

the four LRS2 spectrograph channels. As detailed in Chapter 5, the optical toler-

ance analysis for the grism fabrication considered the range of alignment errors that

151



Figure 4.10 Schematic view of the modifications to the VIRUS collimator assem-
bly for LRS2-R and LRS2-B. As indicated in the text, these modification are: 1 -
Replacement of the lower support strut to one with a “Y” shape to make room for
the larger grism dispersers; 2 - For the two LRS2-R channels, replacement of the
standard VIRUS reflective optics with custom coated mirrors that have reflectivity
optimized for 650 − 1050 nm (see the inset photo of the two differently coated mir-
rors); and 3 - Replacement of the VIRUS VPH diffraction gratings for the grism
assemblies, including a custom mount for each channel. A zoom-in on the UV Arm
grism mount is shown at the top right corner of the figure. The design of the grism
mounts are discussed further in Chapter 5.
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may result from the installation of the assembly into the instrument. This analysis

showed that the placement of the grism in the spectrograph can be achieved using

mechanical reference features that are positioned with precision machine tolerance.

The only fine adjustment necessary for the final grism alignment is to the rotation of

the grism assembly about the camera’s optical axis, which serves as a compensator

for angular misalignments in the grism assembly that would otherwise result in the

movement of a spectrum of one or more fibers near the edge of the IFU slit off the

CCD detector. The analysis showed that the maximum required range of rotational

compensation is ±0.75◦, which is built directly into the design of the grism mount.

The base plate of the grism mounts features the same footprint and locating pin

scheme as the VIRUS grating cells to allow the LRS2 grism cell assemblies to fit

seamlessly onto the collimator base plates that are fabricated in the VIRUS produc-

tion. For additional details on the design of the grism mounting cells, see Chapter

5.

4.3.4 Camera Assemblies

The VIRUS camera and detector system design is described in Hill et al.

(2014b). As with the LRS2 collimator assemblies, only minor modification is

needed to convert a VIRUS camera pair into one that is suitable for use with LRS2-

B or LRS2-R, and the construction of the two LRS2 camera assemblies follows

directly from the assembly line methods used for VIRUS (Tuttle et al., 2012, 2014).

An overview of an LRS2 camera pair can be seen in Figure 4.11.
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Figure 4.11 Schematic view of an LRS2 camera pair. At left is a view of the cam-
era pair looking at the entrance aperture through the Schmidt corrector plates. The
CCD detector heads can be seen suspended in front of the camera mirror through
each entrance aperture. The middle view shows the camera pair at a different angle
with the cast aluminum vacuum chamber cut away to provide a view of the camera
internals. Major optical and mechanical components, especially those that are men-
tioned in the text and are different from the VIRUS camera, are labeled. At right, a
zoomed-in view of the CCD detector head is shown.

Figure 4.12 A plot of nFS, the index of refraction of the UV Grade Fused Silica
from which the VIRUS and LRS2 camera corrector plate and field flatteners are
fabricated, as a function of wavelength. The colored vertical dashed lines indicate
the wavelength bounds of each of the four LRS2 channels. The nFS data plotted in
this figure are from the Corning HPFS® Fused Silica KrF Grade (code 7980) data
sheet.
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4.3.4.1 Optimization of Camera Corrective Optics

As discussed in Section 1.2.3, the VIRUS camera is optimized for 350 <

λ(nm)< 550. While the majority of the optical power is in the fast f/1.33 spherical

camera mirror, the Schmidt optical design of the camera relies on transmissive,

aspheric correcting optics to correct for various aberrations inherent in the spherical

camera mirror and to flatten the focal plane. At wavelengths > 550 nm, the image

quality of the base VIRUS camera design begins to degrade due to the change in

the index of refraction of the fused silica nFS from which the corrector plate and

field flattener optics are fabricated, as shown in Figure 4.12. For all four LRS2

spectrograph channels, the image quality requirement is such that≥ 90% diffraction

enclosed energy (EE90) is achieved from a point source within a 2× 2 pixel area

(i.e., 30 µm × 30 µm) for all imaged wavelengths and field angles. Although the

fiber spacing on the LRS2 CCDs is less aggressive than for VIRUS, meeting this

image quality requirement is important to avoid fiber cross-talk, especially at longer

wavelengths where bright night sky emission lines begin to become a factor.

For the LRS2-B UV Arm, no departure from the VIRUS camera optical

design is required since its wavelength coverage lies entirely within that of the

base VIRUS design. For the other three spectrograph channels, however, modi-

fications to the optical prescription for the field flatteners and/or corrector plates are

required. To determine the modified optical prescription for these optics in each of

the three channels redward of the UV Arm, the ray-tracing and optimization tools

in the Zemax optical design software package were utilized. In the optimization,

the maximum number of variables is 13 for a full redesign of both the field flattener
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the corrector plate5 The minimum number of variables in the simplest test-case is 1

when the optical prescriptions of the transmissive optics are left unchanged while

allowing for a change in only the camera mirror focus position. For any optical pre-

scription, the glass type must remain fused silica, primarily for its low coefficient

of thermal expansion. Zemax’s Damped Least Squares algorithm for optimization

was utilized with the default merit function to optimize the spot size. In all cases,

the optimization was allowed to run for ∼ 103 iterations to ensure convergence on

a solution. Additionally, since the optical correction provided by the transmissive

camera optics typically performs most poorly at the corners of the CCD chip, those

wavelengths and fields were weighted to help balance the correction over the en-

tirety of the spectrograph focal plane.

While the LRS2-B Orange Arm overlaps significantly with the VIRUS wave-

length range, it does extend redward of it by 150 nm. Using VIRUS transmissive

optics prescription in the Orange Arm camera, wavelengths > 680 nm in the 20%

of fibers that are farthest from the center of the fiber slit drop below the EE90 re-

quirement, even after re-optimizing the focus position of the camera mirror and

varying the distance from the vertex of the back surface to the field flattener to the

5The 13 variables in the full redesign optimization of the camera’s transmissive correcting optics are
as follows:

• Corrector Plate: thickness, front surface even aspheric coefficients from 2nd to 8th-order
• Field Flattener: thickness, front surface radius of curvature, back surface radius of curvature,

back surface even aspheric coefficients from 4th to 8th-order
• Distance of the field flattener back surface vertex to the CCD detector’s active surface
• Camera Focus
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Figure 4.13 A comparison of the focal plane image quality of the LRS2-B Orange
Arm before (top) and after (bottom) the camera transmissive optics were optimized.
At left is a matrix spot diagram shown for 5 wavelengths increasing to the right, and
five field positions across the CCD detector. Since the image quality is symmetric
about the CCD’s spatial dimension, only fields on the top half of the CCD are
shown. The field heights are indicated in mm, and correspond to the distance from
the center of the IFU groove block from which the initial rays were launched. At
right are plots of the diffraction ensquared energy for the five field positions at 700
nm. After the optimization, it can be see that the outer two field positions meet the
image quality specification of achieving EE90 within a 15 µm radius.
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CCD. Since the majority of the Orange Arm’s focal plane meets the specification

with standard VIRUS transsmive optics, a constrained optimization was attempted

in which a standard VIRUS corrector plate was used and only a re-figuring of a

standard VIRUS field flattener’s rear aspheric surface was allowed. As a result, this

optimization involves 6 variables (camera mirror focus, field flattener thickness,

field flattener back surface radius of curvature, and field flattener back surface 4th to

8th-order even aspheric coefficients). Since the distance from the detector surface to

the vertex of the re-figured rear aspheric surface of the field flattener was held con-

stant, no change in the field flattener mounting hardware is required. To visualize

the new balance of the image quality across the focal plane after these modifications

were made, Figure 4.13 shows the image quality of the optical model before and

after the optimization.

As one would expect from the trend of nFS shown in Figure 4.12, the im-

age quality with the standard VIRUS camera transmissive optics gets progressively

worse for LRS2-R. However, note that the change in nFS is ∼ 2× smaller over the

wavelength range covered by both LRS2-R channels combined than for either of

the LRS2-B channels individually. This suggests that a single optical prescription

for the camera transmissive optics may be able to be found for the Red and Far Red

channels together. Especially for the Far Red Arm, the lack of ability to reach an

acceptable level of image quality for∼ 50% of the focal plane indicates that a more

involved optimization process will be necessary that what was done for the Orange

Arm. As a result, a full redesign of both the field flattener and the corrector plate

was performed, but in such a way that the design is optimized across both LRS2-
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R channels simultaneously. This results is a full 13-variable optimization process.

The resulting LRS2-R optical prescription for the corrector plate has a different

front aspheric surface and a thinner central thickness, which makes its edge thick-

ness 0.3 mm thinner than a standard VIRUS corrector plate. When compared to

the standard VIRUS field flattener, the new prescription for the LRS2-R field flat-

tener results a much stronger asphere on the back side of the optic, a smaller central

thickness, and a larger radius of curvature on the front spherical side of the optic.

With the new optical prescription for the LRS2-R camera, the final image quality

of the optical models in terms of the diffraction ensquared energy is shown along

with that of the LRS2-B UV Arm and Orange Arm in Figure 4.14.

Since the optimal optical prescription for these optics changes the edge

thickness as compared to the standard VIRUS optics, the hardware used to mount

them in the LRS2-R camera must also be modified. In the VIRUS camera design,

the corrector plate also serves as the vacuum window for the camera cryostat. To

accommodate the thinner LRS2-R corrector plate, the aluminum retaining ring that

provides the O-ring vacuum seal had to be modified to lower the O-ring surface by

0.3 mm. For the LRS2-R field flattener, the thinner edge thickness combined with

the optimal distance from the back aspheric surface vertex to the CCD results in

the need to support the field flattener 130 µm higher than the standard VIRUS field

flattener. To accomplish this, new Invar flexure clips for each channel need to be

fabricated. The corrector plate retaining ring and the Invar flexure clips can both be

seen in Figure 4.11.

As with the LRS2-R collimator reflective optics, the camera mirrors for the
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Figure 4.14 The diffraction ensquared energy at the focal plane within a 2×2 pixel
area for the four LRS2 spectrograph channel optical models after including the fi-
nal optimized prescriptions for the camera transmissive optics. As described in the
text, the UV Arm utilizes all VIRUS optics, while the Orange Arm utilizes only
a custom field flattener. Both LRS2-R channels utilize the same custom corrector
plate and field flattener combination that is entirely different from the VIRUS op-
tical prescription. The thin curves correspond to images at the center of the CCD
detector, which typically display the best overall image quality. The thick curves
correspond to images at the corners of the CCD for the reddest wavelengths imaged
by each channel, which represents the worst image quality on the detector. At right
is a footprint diagram of an LRS2 focal plane indicating the location of images that
these thick and thin curves represent on the detector.
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Figure 4.15 The measured QE of the four LRS2 CCD detectors. Also shown at the
top right corner of the plot is a photo of two of the four LRS2 CCDs. The CCD at
left (reflecting yellow) is a LRS2-B/VIRUS CCD while the CCD at right (reflecting
blue) is a LRS2-R CCD with different AR coating to help boost the QE at longer
wavelengths.

two LRS2-R channels are coated with the same high reflectivity dielectric coating

that is optimized for 650 − 1050 nm. Similarly, the LRS2-R transmissive camera

optics also have custom anti-reflection (AR) coatings that are optimized for this

wavelength range.

4.3.4.2 Detector System

The LRS2-B cameras utilize the same cryogenically cooled, custom 2064×

2064 CCD detectors as VIRUS. The detectors, which were packaged specifically

for the VIRUS camera design (Hill et al., 2014b), are thinned, backside illuminated

CCDs with 15 µm square pixels and have AR coatings that are optimized for the
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UV-blue. The CCDs feature high quantum efficiency (QE) in the UV-blue, low

read-noise of ∼ 3.5 e−, and low dark currents of . 0.001 e− px−1 s−1 at -110◦ C.

Figure 4.15 shows the measured QE of the LRS2-B CCDs. For LRS2-R, custom

CCDs with identical physical and electrical format to the VIRUS CCDs are utilized,

which greatly reduces the overall cost of the LRS2-R spectrograph by avoiding a

significant redesign of the camera’s detector mounting head to utilize a different

type of CCD package. Additionally, the LRS2-R CCDs utilize the same read-out

electronics as VIRUS. These two CCDs have custom AR coatings and a thicker

epitaxial layer of 30 µm to help mitigate charge diffusion effects, boost sensitivity

at longer wavelengths, and reduce fringing. The LRS2-R CCDs also feature low

read-noise of ∼ 3.5 e− and low dark currents of . 0.001 e− px−1 s−1 at -110◦ C.

Their QE can also be seen plotted in Figure 4.15.

Since LRS2-B and LRS2-R utilize CCDs with the same electrical format as

VIRUS, the CCD controllers and other detector system electrical components are

identical to those for VIRUS that are supplied by Astronomical Research Cameras,

Inc. (Hill et al., 2014b). However, the LRS2 detector system operates independently

and is significantly scaled-down in terms of the level of multiplex since LRS2 only

has 4 CCDs compared to ≤ 156 for VIRUS. Like VIRUS, however, the first layer

of multiplexing takes place directly on the CCD detector, as each half of the de-

tector is read-out through a separate amplifier. The read-out of the pair of LRS2

CCD detectors contained within the shared cryostat is controlled by the same CCD

controller, which connects directly through the cryostat vacuum housing without

cables by way of a 55-pin hermetic bulkhead connector. Each controller has DC
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power in and fiber-optic data lines out. For VIRUS, DC power is supplied to all

of the CCD controllers by four total power supply units (two for each of the two

VIRUS enclosures that are attached to either side of the telescope structure) and

is broken-out to each controller by a custom power filter box (one per power sup-

ply). The data lines are fed to a custom 8-way multiplexer (MUX) which combines

the output from up to 8 CCD controllers and synchronizes the timing of the CCD

clocks. There are 5 MUX units in each of the two VIRUS enclosures which pro-

vides electrical infrastructure for up to 80 VIRUS pairs on the HET. Each of the five

MUX units in each enclosure feeds the combined data to a PCI interface card that is

integrated into a PCI-to-PCIe expansion chassis. Each of the two expansion chassis

then integrates into the VIRUS Control Computer via a PCIe interface, from which

the data is transferred directly into memory to be saved and processed.

For the two LRS2 CCD controllers, DC power will be supplied through the

existing VIRUS power supply in the enclosure that houses the two LRS2 spectro-

graph pairs using two power leads from one of the three junctions on the power

supply filter box. For LRS2, a single dedicated MUX unit for the four detectors

will be used, which will feed the data to a single PCI card. This PCI card will

be integrated directly into the LRS2 Control Computer, which will be a dedicated

machine for controlling LRS2 and its associated equipment, as well as transmitting

and receiving LRS2 related functions and data to and from the HET telescope con-

trol system (TCS). The detector control system can read all four of the LRS2 CCDs

in∼ 40 seconds for 1×1 binning. In Figure 4.16, a schematic of the LRS2 detector

system as described above is shown.
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Figure 4.16 A high-level schematic of the LRS2 detector system. Power to the CCD
controllers is provided through one of the power supplies and filter boxes used for
VIRUS. Here, LRS2 is shown to be powered on Junction 3 of Filter Box 1/Power
Supply 1 in Enclosure A (see 4.4). For each LRS2 camera pair, the power runs to
a “break-out box”, which in addition to DC power, takes in a timing signal from
the dedicated LRS2 MUX unit. The output of the break-out box is a timed voltage
signal to the CCD controllers to ensure that the CCDs are read-out with precise
parallel timing. The CCD controllers transmit data to the MUX unit, where the raw
data are then transmitted to the host machine. On the MUX unit, a large number
of plugs for clocking, sync, and data transmission are shown as being unused since
the LRS2-dedicated MUX is a re-purposed VIRUS MUX, which can support up to
16 CCD detectors.
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4.3.4.3 Vacuum Instrumentation

For VIRUS, significant cost savings are realized by not outfitting each of

the camera pairs with vacuum measurement equipment. VIRUS will undergo a

maintenance schedule in which each camera pair is warmed, pumped, and then re-

cooled in-situ every 3-4 months, which is approximately the amount of time verified

in the lab that a camera can maintain an adequately low pressure for the CCDs to

remain at operational temperature (Hill et al., 2014b). Additionally, there are ways

to detect a significantly degraded vacuum for VIRUS without a vacuum sensor (e.g.,

see Chapter 2). While it is tolerable to have a couple out of the ∼ 80 VIRUS pairs

out of operation due to vacuum related issues, such a situation is to be avoided for

LRS2. As such, the LRS2-B and LRS2-R camera pairs will be outfitted with full

range vacuum gauges and ion pumps to ensure the longevity of the vacuum to avoid

unnecessary down time. Experience with LRS indicates that the vacuum can be

maintained for > 18 months as long as the instrument remains cold.

LRS2’s vacuum instrumentation will be a self-enclosed subsystem of the

instrument and will be controlled through the LRS2 Control Computer. The con-

straints, operational scheme, and control software architecture of the LRS2 vac-

uum instrumentation subsystem is detailed in Appendix A. All components of the

vacuum instrumentation subsystem will be powered by a single dedicated Power

Distribution Unit (PDU) that has outlets that can be toggled on or off remotely via

the HET observatory network. Each outlet must be able to be individually pow-

ered off without affecting the other outlets. The PDU will power a minimum of

four devices (subsequently described in this section) with 120 VAC at 20 A. For
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such applications, the HET has adopted a standard PDU model for which mature

in-house control software exists.

The typical operational pressures of the LRS2 cameras while cold are∼ 10−6

to 10−7 Torr, and a vacuum gauge that can measure from atmosphere to at least an

order of magnitude lower than these typical operational pressures shall be utilized.

Based on experience with LRS and other instruments at McDonald Observatory, the

PKR251 full-range Pirani/Cold-Cathode vacuum gauge by Pfeiffer Vacuum GmbH

has been selected for each LRS2 cryostat. The attachment of the gauge to the

cryostat can be seen in Figure 4.11. Both of the LRS2 gauges will be read and

controlled by the Pfeiffer Vacuum Activeline TPG262 vacuum gauge controller.

Since this model can read and control two gauges, only a single controller unit is

required for both LRS2 spectrograph pairs. The controller is operated remotely via

RS-232. However, it must be accessible remotely over the network. Therefore, a

serial-to-Ethernet device server will be required for network communication with

the device.

To enhance and prolong a quality vacuum, each of the two LRS2 cryostats

shall be outfitted with an ion pump. In addition to the charcoal getter in each of the

LRS2 camera cryostats (see Chapter 2), the ion pumps will act to trap gases that

gradually leak over time through the Viton O-rings that are used to seal the cam-

era. Experience with LRS showed that ion pumping during daylight hours allowed

a cold camera to maintain an acceptable operating pressure for up to 18 months.

Based on experience with the Mitchell Spectrograph (Tufts et al., 2008), the Agilent

Technologies (formerly Varian, Inc.) 9190520(M003) 2 L/s Ion Pump is suitable
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for LRS2’s purposes. The additional “M003” added to the end of the Agilent part

number indicates a custom pump originally developed by Varian at the request of

McDonald Observatory scientists that utilizes a tantalum cathode to increase the

pumping capability for noble gases. The attachment of the ion pump to the cryostat

can be seen in Figure 4.11. The two ion pumps are powered and controlled indi-

vidually by their own Agilent MicroVac Ion Pump Controller. The pumps connect

to their controller via a special radiation resistant cable that safely carries the high

voltages required by the ion pump. Note that since this cable is only available in

a single length of 4 m, the location of these controllers relative to the two LRS2

spectrograph units is highly constrained.

4.4 Deployment & Operation
4.4.1 Final Alignment of the Spectrographs

The LRS2 collimators and cameras are assembled using the standard assem-

bly line practices established for VIRUS (Tuttle et al., 2012, 2014; Marshall et al.,

2014; Prochaska et al., 2012). Once the collimator and camera for an LRS2 spectro-

graph pair are assembled, roughly aligned, and integrated together with the IFU, the

final adjustment of the collimator and camera mirrors are made to achieve the op-

timal plate scale and focus over the full field. This is accomplished using full-field

image moment-based wavefront sensing (Lee, 2011; Lee & Hill, 2012; Lee et al.,

2012a, 2014), where the collimator mirror or camera mirror is actuated through

focus and CCD images are taken in discrete steps with an arc lamp that sparsely

illuminates the IFU. The final adjustment to the collimator mirror or camera mirror
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position is rapidly derived from the analysis of the resulting set of images. The

adjustment is performed with the detectors at operational cryogenic temperatures

and utilizes a specially designed temporary vacuum housing with feed-throughs

to actuate and clamp the camera mirror into its final position. The final optical

alignment of the LRS2 spectrographs should not require further adjustment at the

telescope once deployed since the instruments operate in a constant gravity vector

and were specifically designed to be extremely stable against temperature changes

through the use of Invar in the critical places within the mechanical design (Hill

et al., 2014b). The assembly, integration, alignment, and characterization of LRS2

is described in more detail in Chapter 6.

4.4.2 LRS2 Facility Configuration at the HET

By utilizing the VIRUS design as the basis of the two LRS2 spectrograph

pairs, the large amount of infrastructure that is installed at the HET to support the

VIRUS spectrograph array can be taken advantage of. As a result, LRS2-B and

LRS2-R will be rack mounted inside one of the large environmentally controlled

enclosures (Prochaska et al., 2014) of the VIRUS Support Structure (Heisler et al.,

2010) that are mounted to the sides of the HET telescope truss structure. As can be

seen in Figure 4.17, the LRS2 spectrographs are located in Enclosure A (which is

attached to the right side of the HET as viewed looking at the front of the telescope)

at the top-corner of the enclosure in Bays A11 (LRS2-B) and A21 (LRS2-R). These

two bays are located closest to the fiber cable strain relief mechanisms that are

attached to the top of the PFIP to keep the required fiber cable length short for
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Figure 4.17 Schematic of the VIRUS Enclosure side A. LRS2 resides in this enclo-
sure in positions A11 (LRS2-B) and A21 (LRS2-R). The position label format is
<enclosure ID><column #><row #>. The small figure at left shows a schematic
of the HET. As shown looking towards the front of the telescope, Enclosure A is at
right. The zoom-in on Enclosure A shows the enclosure as viewed from the outside.
The color coding of the spectrographs indicates from which power supply/filter box
the power is provided by. For the two LRS2 spectrograph pairs, power is provided
from Junction 3 on Filter Box 1, along with three other VIRUS spectrographs. The
location of the LRS2 MUX is also indicated, as well as the location of the LRS2
vacuum instrumentation subsystem components. The LRS2 Control Computer is
located in a separate electronics room within the HET building, and is not shown
on this figure.
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LRS2, which helps to maintain the highest possible instrumental throughput.

For LRS2, these two enclosure bays will also contain additional infrastruc-

ture that is not required for a standard VIRUS spectrograph pair. For example, due

to the constraints associated with the cabling of the LRS2 vacuum instrumentation

subsystem (see Section 4.3.4.3), all of the subsystem components will be located

within the two LRS2 enclosure bays. As shown in Figure 4.17, the vacuum instru-

mentation subsystem PDU and device server are located underneath of the LRS2-B

spectrograph pair in Bay A11, while the vacuum gauge controller and two ion pump

controllers are located in a custom electronics rack that is mounted into the corner

of that same bay. To support these electronics, the LRS2 enclosure bays are also are

outfitted with an AC power outlet provide power to the PDU, as well as two Ethernet

lines for remote communication with the PDU and the device server for the vacuum

gauge controller, respectively. Additional LRS2 detector system electronics are also

housed within the VIRUS Support Structure enclosures. As shown in Figure 4.17,

the VIRUS enclosures each contain a large electronics rack for mounting the power

supplies, filter boxes, and MUX units. In Enclosure A, the two LRS2 CCD con-

trollers are powered through Junction 3 of VIRUS Filter Box 1 on Power Supply 1

along with the three other VIRUS units that are co-located in Spectrograph Row 1.

Additionally, the LRS2 MUX will be co-located with the five VIRUS MUX units

in the large electronics rack. The LRS2 Control Computer will be located off of

the telescope structure in an electronics room along with the control computers for

other instruments and HET subsystems, and will retrieve data and send commands

to the MUX unit via fiber optic data lines.
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The VIRUS Support Structure also supports the extensive liquid nitrogen

distribution system that is utilized to keep the CCDs contained in the ∼ 75 VIRUS

spectrograph pairs and the two LRS2 spectrograph pairs cool (Smith et al., 2008).

As described in Chapter 2, at the top of each enclosure pair is a header tank which

provides a continuous flow of cryogen to the various lateral levels of vacuum jack-

eted pipes for each row of spectrographs in each enclosure. The header tanks lo-

cated above each enclosure are replenished from a large external dewar, which is

refilled by an 18-wheel tanker truck every two weeks. From each of the lateral

sections of pipe in each enclosure are three vacuum jacketed flexible hoses that

feed cryogen to each spectrograph pair. The flexible hoses terminate with the novel

copper heat exchanger bayonet that conducts heat out of the camera cryostat and

allows the camera to be disconnected from the cryogenic system with ease without

affecting the rest of the system (see Chapter 2).

At the HET focal plane, the two LRS2 IFU feeds are integrated just off

the center of the upgraded HET’s 22′ field of view. As seen in Figure 4.18, the

LRS2 IFUs are located on the same focal plane assembly within the PFIP on which

all of the VIRUS IFUs are mounted. To mount the large array of IFUs and fiber

feeds for the other HET instruments on the curved focal plane of the telescope, a

special “plug plate”, called the Input Head Mounting Plate (IHMP) was designed.

This allows the implementation of parallel observing (Odewahn et al., 2012) where

VIRUS can observe in the background while one of the LRS2 spectrograph pairs

are observing their target. In this configuration, LRS2 and VIRUS share the same

external shutter system that is controlled through the TCS and is located within the
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Figure 4.18 The location of the various IFUs and fiber feeds for facility instruments
and metrology instruments on the focal plane of the HET. At top left, an exploded
view is shown with each of the IFUs and fiber feeds labeled. At bottom left, the
IFUs and fiber feeds are shown assembled on the IHMP. From this figure, a zoom-
in drawing is shown of the IHMP. The orientation of this drawing relative to the rest
of the telescope is such that one is looking down on the part towards the primary
mirror (M1). In this orientation, Enclosure A is located to the right and the tracker
+Y direction is up. The blue squares indicate the positions of VIRUS IFUs. The
locations of the two LRS2 feeds are 056 (LRS2-B) and 066 (LRS2-R). The IHMP
position label format is <two digit column #><single digit row #>. A zoom-in of
the LRS2-B IFU field of view is also shown below the drawing relative to a 1.5′′

FWHM point spread function.
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PFIP in front of the fibers (i.e., on the primary mirror side of the IHMP; Vattiat et al.

2012). The LRS2-B and LRS2-R fields are both oriented on the IHMP such that

the longer side of the IFU field of view is perpendicular to the tracker +Y direction

indicated in Figure 4.18. The center-to-center angular distance on the sky from

the LRS2-B IFU field of view in position 056 on the IHMP to the LRS2-R IFU in

position 066 is 100′′.

4.4.3 High-level Operational Concept

While LRS2-B and LRS2-R are optically separate instruments, they are in-

tended to be operated in unison. LRS2-B and LRS2-R together operate as a subsys-

tem of the entire upgraded HET observatory, and their operation is highly reliant on

other observatory subsystems. The LRS2 control computer must therefore provide

the following basic functionality:

• Run a custom, standalone version of the VIRUS Data Acquisition Software

for acquiring images from the four LRS2 CCD detectors.

• Run a customized copy of CURE, which is the data reduction pipeline for

VIRUS. Here, the software is tailored to reduce data from the four unique

spectral formats of each LRS2 channel.

• Control the vacuum instrumentation for each of the LRS2-B and LRS2-R

camera pairs (see Appendix A).

• Communicate with the HET TCS and accept coordinated commands from

other observatory subsystems that are related to LRS2 observations (e.g., the

shutter).
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LRS2 will have multiple observing modes, as illustrated in Figures 4.19.

The mode that is utilized will depend on the size of the source being observed

and the desired wavelength range of the observations. Observing point sources

(or small objects where there are a large number of IFU spatial elements at an

acceptable distance from the source) is the simplest case, where sky subtraction

is provided in-situ through spectra provided by IFU spatial elements that contain

no object flux (see Figure 4.19a). For observing extended targets where the object

fills the majority of the IFU or overfills it, nodding the telescope off-source will

be required to obtain sky spectra for sky subtraction (see Figure 4.19b). Both of

these two observing modes assume that data only within the LRS2-B or LRS2-R

wavelength range is needed. However, since LRS2-B and LRS2-R are operated

in unison, all four CCDs are read-out when an exposure is taken and the data is

saved even for the LRS2 spectrograph pair that is not being utilized. Thus, when

the observer needs data over the total range of wavelengths spanned by LRS2-B

and LRS2-R, a different observing mode involving “beam-switching” is utilized

for objects that are . 100′′ in size (Figure 4.19c). Recall from the previous section

that the two LRS2 IFUS are located 100′′ apart (center-to-center) on the sky. While

one of the IFU fields is observing on-target, the other field is located off-target by

100′′ and is simultaneously obtaining spectra of the sky. When the exposure for the

first IFU is complete, the telescope is displaced by 100′′ to center the target on the

second IFU. The first IFU is now off-target to obtain sky spectra. For extremely

large objects that are & 100′′ in size for which a small region of spectra is needed

(e.g., the nucleus of a large, nearby spiral galaxy), the separation between the two
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LRS2 IFUs may not be large enough for the beam-switching method to be used

for sky subtraction (i.e., after displacing the telescope, the first IFU may not be

positioned over blank sky). In this case, separate observations and subsequent sky

nods will have to be carried out for each LRS2 spectrograph pair individually to

obtain data for the full LRS2 wavelength range.

In addition to the above observing modes, it is also possible to observe with

VIRUS and LRS2 simultaneously in parallel mode (Odewahn et al., 2012). In most

cases, the LRS2 observations will drive the parameters of the simultaneous observa-

tion, and VIRUS will be slaved to these parameters. For parallel observing mode,

the VIRUS and LRS2 data acquisition systems must communicate to coordinate

shutter open and close times, CCD read-out (e.g., in cases where the LRS2 and

VIRUS CCD binning settings differ, the instrument with the smaller CCD binning

factors will have a longer read-out time), and dithering (if required to fill the VIRUS

field). The VIRUS dithers are extremely precise (Vattiat et al., 2012), so the move-

ment of the field on the LRS2-B or LRS2-R IFU between the three dithered ex-

posures needs to be communicated back through Flexible Image Transport System

image headers to the data reduction software to properly reconstruct the final LRS2

spectra. VIRUS parallel mode can be highly advantageous for conducting surveys

without the high cost of obtaining additional observing time. While VIRUS parallel

mode can complicate the data acquisition and reduction processes for LRS2, it is

a powerful method of maximizing the time-efficiency and scientific output of the

HET.
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Figure 4.19 Illustrations of the primary LRS2 observing modes. Panel a shows the
observation of a small or unresolved object where sky signal can be obtained in-situ
from IFU spatial elements that are sufficiently far from the target. In this figure,
the shaded spatial elements indicate those that contain only sky flux and would be
sufficient to use for sky subtraction. Panel b shows the observation of a resolved
object that fills the majority of the IFU. Sky signal is then obtained by nodding the
telescope off-target and exposing the spectrograph on a relatively blank patch of
sky. Panel c shows the observation of an object for which the observer desires data
over the entire LRS2 wavelength range. When this is the case, the two LRS2 IFUs
are beam-switched between the target and blank-sky fields. The background galaxy
images used in Panels a and b are courtesy of the author. In Panel c, the image is
from the SDSS (Data Release 10; Ahn et al. 2014).
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Calibrations for the LRS2 science data are typical for a CCD-based op-

tical spectrograph. These may include the overscan correction, bias correction,

dark correction, flat field correction, wavelength calibration, telluric correction, and

flux calibration. For calibrations that require light that is not from an astronomi-

cal source or the sky, the necessary calibration lamps are provided within the PFIP

by the Facility Calibration Unit (Lee et al., 2012b). The Facility Calibration Unit

is a deployable optical assembly that mimics the illumination pattern of the HET

primary mirror and injects suitable calibration light into the WFC for obtaining flat

fields and wavelength calibration for any of the HET facility instruments.

All of the above operations will be conducted through the HET queue schedul-

ing system (Shetrone et al., 2007) to ensure that optimal observations are obtained

in response to weather conditions, high priority targets, TOOs, and to advance the

completion of observing programs. The main operational change between LRS2

and the first generation LRS instrument is from slit spectroscopy to IFU observa-

tions. The IFU, in addition to the improved metrology provided through the HET

WFU (Lee et al., 2012c), should reduce target acquisition to ∼ 1 minute from the

current value of ∼ 10 − 15 minutes. Together with the fact that it is a highly inte-

grated subsystem of the HET, the operation of LRS2 is expected to be extremely

reliable and efficient.

4.4.4 Data Reduction

A data reduction pipeline based on the “CURE” software package that has

been developed for VIRUS (Snigula et al., 2012) will exist specifically for reduc-
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ing the LRS2 integral field data. Similar to the adaptation of the VIRUS hardware

that has been outlined here for transforming VIRUS pairs into LRS2, CURE will

only require minor adaptations to account for the different spectral data format of

LRS2 (i.e., different wavelength ranges, number of fibers, fiber spacing, etc.). The

pipeline will provide basic reduction and calibration of the data cubes and pro-

vide sky subtraction routines that are tailored to the types of expected targets (i.e.,

unresolved, resolved but smaller than the IFU, and larger than the IFU for which

beam-switching will be required to sample the sky). The data cubes can be visu-

alized and analyzed with CURE or with other IFU-specific packages, such as P3D

(Sandin et al., 2010).

4.4.5 Instrumental Performance

Lee et al. (2010a) presented initial predictions of the throughput of LRS2.

These predictions were based on the throughput model used for VIRUS, which

has been verified against on-sky tests using the Mitchell Spectrograph (Hill et al.,

2008a). For LRS2 relative to VIRUS, additional factors must be taken into account

for the transmission efficiency of the IFU feed optics, the lenslet coupling to the

fibers, and the specific length of the fiber cables. Here, the initial LRS2 through-

put model is updated to include the latest IFU design parameters and efficiency

predictions. For the spectrograph itself, the as-built efficiency measurements for in-

dividual optical components that were provided by vendors or from in-house mea-

surements are combined to give an empirical estimation of the total efficiency of the

optical system. Included in these calculations are the measured external diffraction
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Figure 4.20 The throughput of the LRS2 instrument using the most recent efficiency
data on all of the optical components. The solid black curve shows the combined
throughput of the HET and the sky at an airmass of 1.22, but does not include
atmospheric or Galactic extinction or account for the mean illumination of the HET
primary mirror during a track. The dashed colored curves are the throughput of
the four LRS2 spectrograph channels, while the solid colored curves give the total
sky-to-detector throughput.
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efficiencies of the grism assemblies, which are presented in detail in Chapter 5.

Figure 4.20 shows the expected total throughput of LRS2 both with and

without the combined effect of the HET and the atmosphere. The calculation of the

“HET + atmospheric” throughput takes into account the most recent measurements

of the HET primary mirror’s mean reflectivity, the expected throughput of the WFC,

and the transmission of the atmosphere at an airmass of 1.22 (which is constant for

the purposes of these calculations given the HET’s fixed altitude design). While the

throughput shown in Figure 4.20 does not take into account atmospheric extinction,

Galactic extinction, or the mean illumination of the HET’s primary mirror during a

track, these factors can easily be added if desired. Verifying this throughput model

for LRS2 will be a primary action-item during the commissioning phase of the in-

strument. While an end-to-end measurement of LRS2’s system throughput is not

currently available, this model is expected to be representative of the delivered in-

strumental performance. As an example, an earlier version of the model adopted

here for LRS2 agreed with the on-sky measured throughput of the Mitchell Spec-

trograph to . 7% across the entire bandpass (see Figure 10 of Hill et al. 2008a). In

Chapter 9, this throughput model is built upon and used as input for calculations of

the on-sky performance of the instrument as applied to integral field observations

of extended Lyα emission at moderate redshifts.

4.5 Chapter Conclusions

As has been described in this chapter, LRS2 will be an excellent replace-

ment for the workhorse LRS instrument for the HET. With the new spectroscopic
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and imaging capabilities coming on-line through the HET WFU (Hill et al., 2014a),

LRS2 will add broadband integral field spectroscopic capability in a robust pack-

age. As a capable general purpose instrument for survey follow-up studies, LRS2

will help further the HET’s goal of becoming the premier spectroscopic survey

telescope. All aspects of the LRS2 design are complete, and all of the hardware

required for both LRS2-B and LRS2-R has been delivered. Both spectrograph pairs

will be built using the assembly standards adopted throughout the mass production

of VIRUS. The assembly, lab integration, and characterization with the completed

IFU assemblies is further described in Chapter 6. As has been the case through

the entirety of its development, LRS2’s “first-light” at the telescope is paced by the

HET WFU schedule (Hill et al., 2014a), so both LRS2-B and LRS2-R will be avail-

able for commissioning together as soon as they can be accepted at the telescope.

Chapter Acknowledgments

The staffs of McDonald Observatory, Leibniz-Institut für Astrophysik Potsdam,

Max-Planck-Institut für Extraterrestriche-Physik, Texas A&M University, Oxford

University Department of Physics, and Institut für Astrophysik Göttingen are greatly

appreciated for their contributions to the development of VIRUS (and LRS2 by

extension). Additionally, Pennsylvania State University is greatly appreciated for

providing a significant part of the funding for LRS2. Thanks to the HET Board

of Directors for the approval of LRS2 and the HET community for guidance in the

conceptual design for determining the best instrumental parameters for community-

wide use.

181



Chapter 5

Engineering of Volume Phase Holographic Grism
Assemblies for LRS21

Chapter Abstract

The second generation Low Resolution Spectrograph (LRS2) is a new facility in-

strument for the Hobby-Eberly Telescope that is based on the new Visible Integral-

field Replicable Unit Spectrograph (VIRUS). VIRUS was designed and optimized

for mass-production, and will consists of 75 pairs of spectrographs that are fed by

fiber integral field units. To obtain the broad wavelength coverage that is required

for the LRS2 science case, LRS2 will utilize the VIRUS multiplexing methodology

and will cover wavelengths of 370 nm to 1.0 µm over four spectrograph chan-

nels. However, the different wavebands and spectral resolutions that are required

for LRS2 cannot be achieved within the constraints of the VIRUS optomechanical

design with standard volume phase holographic (VPH) gratings. Instead, a VPH

grism is utilized, which is an optical device consisting of a VPH grating that is

formed in between prisms. Grisms are utilized in applications where the total beam

deviation of the disperser needs to be tuned to a specific range for a given grat-

1While this chapter draws material from the two publications listed in Footnote 1 of Chapter 4, it
is primarily adapted from internal engineering reports. Any material that is reproduced here from
those two publications is done so with permission from SPIE.
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ing fringe frequency. In this chapter, the design and engineering work-flow that is

used to produce a detailed specification for the four unique grism assemblies for

LRS2 is presented. Additionally, the methods and results of the acceptance tests

of the delivered grism assemblies are discussed. Finally, the mechanical design

of the mounting cells that will be used to secure the grism assemblies within the

spectrographs is presented.

5.1 Chapter Introduction

In the previous chapter, the second generation Low Resolution Spectrograph

(LRS2) was introduced for the upgraded Hobby-Eberly Telescope (HET; Hill et al.

2014a) as the successor to the workhorse Marcario Low Resolution Spectrograph

(LRS; Hill et al. 1998b). To reduce the costs and risks associated with designing and

building a new instrument, LRS2 was engineered around the optical and mechanical

framework of a Visible Integral-field Replicable Unit Spectrograph (VIRUS) unit,

which is a mature design that was optimized for mass-production (see Chapter 1

and Hill et al. 2014b). Despite this, there are several major modifications to the

base VIRUS unit that present some complexity to the adaptation due to constraints

imposed by the pre-existing design.

One such constraint is the fixed total deviation angle of 24.3◦ between the

collimated beam that is incident on the volume phase holographic (VPH) diffraction

grating and the camera’s optical axis, which is denoted in this chapter as θVIRUS (see

Figure 5.1). This angle is set at this particular value because it is the optimal total

beam deviation for the VPH gratings that are utilized by VIRUS for carrying out
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Figure 5.1 An illustration of the parameters in the basic grating equation (Equation
5.1) in the context of the VIRUS spectrograph for a plane-parallel VPH grating.
The total beam deviation θVIRUS is equivalent to the sum of the external incident
angle αair and and the external diffraction angle for the central wavelength of the
spectrograph βair(λ0). At left, a close-in view is shown of the VPH grating in which
the refraction through the glass substrates is shown, along with the diffraction of
the light through the holographic grating layer (indicated in red) and transmission
through an encapsulating layer of optical adhesive (indicated in yellow). The holo-
graphic layer and layer of optical adhesive are not shown to scale. In this figure and
throughout the discussion in Section 5.1, it is assumed that the indices of refraction
for the glass and the holographic layer are equivalent. The dashed black line in the
close-in grating view indicates the grating normal from which all of the angles are
calculated. Finally, the sign convention for the grating equation is indicated.
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the HET Dark Energy Experiment survey. For a review of the VIRUS VPH grating

design, the reader is referred to Chapter 3, which also includes a description of

the basic VPH grating nomenclature that will be utilized in this chapter. For a

more detailed review of VPH grating physics, the reader is referred to Arns et al.

(1999), Barden et al. (2000), and Baldry et al. (2004). As described in Chapter 4

(see Section 4.2.2), each of the four LRS2 spectrograph channels observes over a

range of wavelengths at spectral resolutions that differ from the base VIRUS design.

As will be shown below, this necessitates a significant change in the design of the

dispersive optical element for each LRS2 channel relative to that of VIRUS.

To illustrate this within the context of the constraint on θVIRUS, consider the

standard grating equation shown in Equation 3.1 (e.g., Palmer & Loewen 2005).

For simplicity, assume a standard, plane-parallel VPH grating without tilted fringes

working in the first spectral order. In this case, the grating equation can be written

as:
GΛ λ

ni
= sinαi + sinβi , (5.1)

where GΛ is the grating fringe frequency, ni is the index of refraction of the medium,

and αi and βi are the angles of incidence and diffraction measured from the grating

normal, respectively2. This is illustrated in Figure 5.1. For the current example,

consider the external angles of incidence and diffraction (i.e., αair and βair, respec-

tively). Since θVIRUS = αair +βair(λ0) for a plane-parallel grating (where λ0 indicates

2As in Equation 3.1, i denotes the medium in which the incident or diffracted angle is calculated.
For the purposes of this discussion, it is assumed that the index of refraction of the holographic
layer in which the grating is formed nDCG and the index of refraction of the glass substrates nglass
are equivalent.
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Figure 5.2 Relations derived from the grating equation (Equation 5.1) for a stan-
dard, plane-parallel diffraction grating operating in first order in transmission with
the geometric constraints imposed by the base VIRUS opto-mechanical design. For
a grating used at an incident angle of αair = 9◦, Panel a shows the grating’s fringe
frequency GΛ as a function of the desired wavelength to be imaged at the center
of the spectrograph’s CCD detector λ0. Panel b again shows GΛ, but the abscissa
instead shows the linear dispersion of the spectrograph P in units of wavelength
per pixel. Combining these two panels, Panel c shows the relation between λ0 and
P, in addition data points showing the required dispersion and central wavelength
for VIRUS and each of the four LRS2 channels. The four LRS2 data points lie off
of the relation towards smaller linear dispersion values, indicating that a standard
plane-parallel VPH grating is not sufficient for obtaining the required level of dis-
persion given the constraints on the total beam deviation that are imposed by the
VIRUS opto-mechanical design. Note that the results shown in this figure are not
significantly affected by the exact choice of αair.
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the central wavelength imaged by the spectrograph channel), there is a clear relation

between the fringe frequency of the grating and the central wavelength imaged by

the spectrograph for a given αair. This is illustrated in Figure 5.2a for αair = 9◦ (note,

however, that the specific choice of αair is unimportant to the overall result shown in

this figure). In addition to changing the central wavelength imaged by the spectro-

graph, a change in the grating’s fringe frequency also affects the dispersion of the

light. By differentiating the grating equation with respect to λ, the angular spread of

the light that passes through the diffraction grating over a given wavelength interval

can be found (e.g., Palmer & Loewen 2005):

dβi

dλ
=

GΛ

ni cosβi
. (5.2)

By considering the VIRUS camera’s focal length fcam (156.55 mm) and pixel size

of the charge-coupled device (CCD) detector wpx (15 µm), the linear dispersion P

in units of wavelength per pixel can be found:

P = wpx

(
fcam

dβi

dλ

)−1

=
wpx ni cosβi

fcam GΛ

. (5.3)

Again, assuming that αair = 9◦, Figure 5.2b shows the relation between linear dis-

persion calculated for βair(λ0) and the grating fringe frequency. Under these same

conditions, the resulting relation between the central wavelength imaged by the

spectrograph and the linear dispersion is shown in Figure 5.2c. In addition, the

required central wavelength and linear dispersion for VIRUS and each of the four

LRS2 channels is shown, where the dispersion requirement is approximated as the

difference between the maximum and minimum wavelengths required to be imaged
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on the CCD detector for each channel divided by the number of pixels in the spec-

tral direction3. As can be seen, the data point representing VIRUS lands directly on

the relation, while each of the four LRS2 channels do not. This indicates that for a

standard VPH grating given the constraints dictated by the fixed mechanical frame-

work of the VIRUS design on the allowed values of αair and βair(λ0), the required

level of dispersion (and therefore spectral resolution) cannot be achieved.

From Equation 5.3, it can be seen that the value of the linear dispersion can

be decreased further towards the requirement for the LRS2 channels by increas-

ing GΛ or βair(λ0). However, due to the grating equation in Equation 5.1, these

two values cannot be adjusted independent of each other and in general, a larger

value of GΛ results in a larger total beam deviation (i.e., the sum of αair and βair(λ0)

increases). Ignoring any constraints on the angles of incidence and diffraction im-

posed by the VIRUS mechanical design, Figure 5.3 shows the range of the total

external beam deviation as a function of the grating fringe frequencies that are pos-

sible to allow for the first-order diffraction to achieve the required linear dispersion

at the central wavelength for each LRS2 channel. For all four channels, it can be

seen that the resulting external beam deviations must exceed θVIRUS for a standard,

plane-parallel VPH grating. Therefore, to achieve the required dispersion, each of

the LRS2 channels must implement some method to steer the diffracted beam at a

shallower angle into the camera.

3The maximum and minimum wavelengths for each of the four LRS2 spectrograph channels are
shown in Table 4.3 in Chapter 4. There are 2064 pixels for the VIRUS and LRS2 CCD detectors in
the spectral direction.
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Figure 5.3 Ignoring any constraints on the angles of incidence and diffraction im-
posed by the base VIRUS opto-mechanical design, the curves in this plot show the
range of total external beam deviation (i.e., αair +βair(λ0)) as a function of the range
of grating fringe frequencies GΛ that are allowed for first order diffraction to achieve
the required linear dispersion for each LRS2 channel at the central wavelength. In
addition, the same is shown for VIRUS, and the value of θVIRUS is indicated by the
thin, black horizontal line. For each of the LRS2 channels, it can be seen that a
larger total beam deviation is required to achieve the necessary level of dispersion
with a plane-parallel grating.

189



A common solution to steering the diffracted beam of a transmission grating

is to attach a prism onto one of its sides or totally immerse the grating between two

prisms. Such an optical device is called a “grism”, and was first explored for use

in astronomical spectrographs several decades ago by Bowen & Vaughan (1973).

Grisms are most widely used in imaging spectrographs, where the wedge angle and

material of the prism(s) is selected together such that the first-order diffraction of

the spectrograph’s central wavelength is refracted out of the grism assembly undevi-

ated. This allows the instrument to be changed from imaging mode to spectroscopic

mode by simply inserting the grism assembly into the beam in front of the camera.

Such a design was implemented with ruled gratings in early survey spectrographs

(e.g., LDSS++, formerly at the Anglo-Australian Telescope; Wynne & Worswick

1988), as well as in modern instruments based both in space (e.g., the Advanced

Camera for Surveys on the Hubble Space Telescope; Ubeda et al. 2014) and on the

ground (e.g., the Inamori-Magellan Areal Camera & Spectrograph at the Magellan

Baade telescope; Dressler et al. 2011). Grism assemblies based on VPH technol-

ogy are particularly versatile due to the tunable nature of VPH gratings towards

specific applications (e.g., Baldry et al. 2004), even when used in a fixed-format

spectrograph. The first example of a VPH grating being used in an astronomical

spectrograph as the basis for a grism assembly was in an upgrade of the LDSS++

instrument (Glazebrook, 1998). Since then, VPH grisms have become more widely

used in major facility instruments at various observatories, such as the FOCAS in-

strument at Subaru (Kashikawa et al., 2002; Kashiwagi et al., 2004). At McDonald

Observatory, in-house experience with VPH grisms was obtained through the de-

190



velopment of the Imaging Grism Instrument for the Harlan J. Smith 2.7 m telescope

and with LRS at the Hobby-Eberly Telescope (Hill et al., 2003).

Although LRS2 is not an imaging spectrograph that requires zero beam de-

viation, the grism concept is directly applicable for tuning the total beam deviation

for each channel’s VPH grating to accommodate the fixed-format of the VIRUS

optomechanical design. In this chapter, the design, fabrication, acceptance testing,

and installation of the four VPH grism assemblies for the LRS2 channels are de-

tailed. Section 5.2 outlines the design of the grisms and provides a prediction of

their external diffraction efficiency. In Section 5.3, the optical tolerance analysis

of the grism assemblies from which the technical specification for the fabrication

of the grism assemblies is derived is discussed. These specifications and require-

ments are presented in Section 5.4. In Section 5.5, an overview of the acceptance

test methods is given as well as a presentation of the measured external diffraction

efficiency. In Section 5.6, the mechanical design of the grism mounting cells are

outlined in addition to the work-flow for their installation into the LRS2 collimator

assemblies. The chapter is summarized and concluded in Section 5.7.

5.2 LRS2 VPH Grism Design
5.2.1 Basic Assembly Design

The LRS2 VPH grisms are based on a standard VPH grating. As a review

from Chapter 3, a VPH transmission grating is formed in a thin layer of holographic

material (typically dichromated gelatin; DCG) whose refractive index nDCG is mod-

ulated in a regular fashion (typically sinusoidally). The diffracting DCG layer is
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Figure 5.4 Basic properties of N-BK7HT glass from which the substrates and
prisms of the four LRS2 grisms assemblies are fabricated. The index of refraction
nN−BK7 is shown at left as a function of wavelength. At right is shown the internal
transmittance of the glass as a function of wavelength for four different thicknesses.
The data plotted in this figure are from the Schott N-BK7HT (517642.251) data
sheet.

formed, exposed, and processed on a plane-parallel glass substrate and is sealed by

a layer of optical adhesive and encapsulated by a second plane-parallel substrate.

Prisms are then attached to either side of the grating assembly with optical adhesive.

While a grating layer can be formed directly on one of the prisms, the fabrication

of the grism assembly is simplified if the grating is formed on the plane-parallel

substrates first, and assembled with the prisms later.

To further simplify the assembly and installation into the spectrograph, the

LRS2 grisms will have a square physical footprint with 150 mm sides. The grat-

ing layer clear aperture (CA) is circular with an over-sized 138 mm diameter as

compared to the 125 mm diameter collimated beam to relax the translational posi-

tion tolerance of the grism within the instrument. For all four LRS2 channels, the

grisms are used in first order, and the prisms and VPH grating substrates are fabri-
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cated from N-BK7 glass. For all other optics in the spectrograph that are common

with VIRUS, fused silica was utilized due to its high internal transmittance into the

ultraviolet (UV) and its low coefficient of thermal expansion. The latter is much

less of a factor for LRS2 due to its designed wavelength coverage, and while the

low coefficient of thermal expansion of fused silica is important in the spectrograph

design for optics carrying a significant amount of optical power, it is less important

for the grisms as utilized in LRS2. N-BK7 can also be acquired for a lower cost,

and it has a higher index of refraction which allows shallower prism wedge angles

to be used for a given correction to the grating beam deviation. Figure 5.4 visualizes

these basic properties of N-BK7 glass.

5.2.2 Ray Tracing

In Figure 5.5, a schematic of rays traced through one of the LRS2 channels

is shown in which the original VIRUS VPH grating depicted in Figure 5.1 has been

replaced by a grism. As previously described, the collimated beam that is incident

on the grism assembly is at an angle θVIRUS relative to the optical axis of the camera.

The orientation of the grism assembly relative to the collimated beam is indicated

by the angle θgrism, which is called the “grism assembly physical tilt” and is defined

as the angle between the camera optical axis and the normal to the plane of the

holographic grating layer. The collimated beam is first incident on the front prism,

which has a wedge angle of γa. The incident angle on the front prism face is given

by:

αair = θVIRUS − θgrism − γa . (5.4)
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Figure 5.5 A ray-trace of an LRS2 spectrograph channel with grism in place. Su-
perposed on the diagram of the entire spectrograph optical system is a dashed line
that corresponds to the camera optical axis. The solid line is the normal to the
VPH diffracting layer of the grating. Additionally, the coordinate system that is
used in Section 5.3 is shown. A detailed view of the ray tracing through the grism
assembly is shown at bottom-left. Another level of detail that focuses on the the
holographic layer is shown at the bottom right. Throughout the figure, the relevant
angles and quantities that describe the grisms’ design are labeled. These quantities
are discussed in detail in the text of Section 5.2. The thickness of the holographic
grating layer (shown in red) and its encapsulating layer of optical adhesive (shown
in yellow) are not shown to scale. Additional layers of optical adhesive exist at the
black lines that indicate the interface between the each prism and the corresponding
grating substrate. The angle sign convention used for the ray tracing in Equations
5.4 through 5.9 is indicated on each side of the normal at each relevant location in
the grism schematics. Note that θgrism, θVIRUS, γa, and γb are all positive as shown.
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The sign convention for this angle and others described hereafter are indicated in

the figure. Through Snell’s Law, the internal angle on the front prism face is given

as:

αa = sin−1
(

nair

nN−BK7(λ)
sinαair

)
. (5.5)

After traversing the thickness of the prism, the ray enters a layer of optical adhesive

that bonds the prism to the grating substrate. Typically, the adhesive layer has

an index of refraction that closely matches the glass. If there is any difference in

the adhesive’s index of refraction and that of the glass, the result is only a small,

lateral displacement of the beam along the plane of the adhesive layer that will be

insignificant over its thickness, which is typically only a few tens of microns. After

subsequently transversing the thickness of the grating substrate, the beam is then

incident on the holographic grating layer at an angle given by:

αDCG = αa + γa , (5.6)

after which the light is diffracted according to the grating equation (Equation 5.1).

The resulting diffracted angle is of course a function of wavelength, and is given

by:

βDCG(λ) = sin−1
(

GΛλ

nDCG
− sinαDCG

)
. (5.7)

As has been mentioned several times throughout this dissertation, the holographic

DCG layer typically has a index of refraction nDCG that is ∼ 1.5 (Barden et al.,

2000), which is very similar to the index of refraction of N-BK7 glass. It is there-

fore assumed in these calculations that nDCG = nN−BK7(λ). The diffracted beam
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traverses the rear grating substrate, and is transmitted through another layer of opti-

cal adhesive that bonds the back prism to the grating. The back prism has a wedge

angle denoted by γb. After traversing the thickness of the back prism, the diffracted

beam is incident on the glass-air interface at the back prism face at an angle of:

βb(λ) = βDCG(λ) − γb , (5.8)

and is finally refracted through the interface into the air towards the camera at an

angle given by:

βair(λ) = sin−1
(

nN−BK7(λ)
nair

sinβb(λ)
)
. (5.9)

5.2.3 First-Order Grism Design

As was shown in Section 5.1, the fixed design of the LRS2 spectrographs

naturally create a trade-off between the spectral coverage and the dispersion. There-

fore, if one desires higher spectral resolution for a given fiber core diameter used

in the integral field unit (IFU), the channel’s wavelength coverage must be reduced.

As a result, the designs of the VPH grisms are primarily driven by the desired

wavelength coverage for each spectrograph channel, which was settled upon after

considering the wavelength and the delivered sharpness of the dichroic transitions

(see Figure 4.5 from Chapter 4). The resulting wavelength coverage for each chan-

nel is listed in Table 4.3 in Chapter 4. As outlined in Section 5.1, the calculated

value of the linear dispersion P leads to the range of possible fringe frequencies

GΛ, which are shown for the central wavelength of each LRS2 channel in Figure

5.3. Recall from Chapter 3 that a VPH grating is most efficient at a given wave-

length when operated at the Bragg condition for that wavelength. To ensure that the
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Bragg condition can be satisfied for the channel’s central wavelength λ0 without

an overly large tilt of the fringes (see Section 5.2.4 below), a value of GΛ that is

centrally located along the curves in Figure 5.3 is chosen for each channel.

To design the grisms to first-order, any constraints on the grating layer angle

of incidence that may be required to maximize the diffraction efficiency are ignored.

Additionally, it is assumed that γa = γb = γ. Since fabricating two identical prisms

for each grism will reduce the overall cost of the assembly, this condition will be

implemented when possible in the final grism designs. To find the total wedge angle

of the grism (γtot = γa + γb = 2γ) that is required to achieve a total beam deviation

equivalent to θVIRUS, a starting value for θgrism is chosen. An easy choice is simply

θVIRUS/2 = 12.15◦ which corresponds to the Littrow configuration for λ0. The total

beam deviation of the grism at λ0 is given as follows:

θVIRUS = 24.3◦ = γtot + αair + βair(λ0) , (5.10)

assuming the sign convention shown in Figure 5.5. Equations 5.4 through 5.10 can

then be combined and solved to find γtot. A rough estimation for γtot for each chan-

nels’ grism can be found in Figure 5.3 by subtracting θVIRUS from the value of the

total external beam deviation at the chosen value of GΛ. Since the beam deviation

for the Orange Arm grism requires that γtot be a small angle of∼ 3.5◦, only a single

prism is used that is bonded to the backside of the VPH grating to slightly redirect

the spectra properly onto the CCD, which reduces the cost of that unit. In this case,

γa = 0◦ and γb ≈ 3.5◦. To further refine the grism design, the parameters derived

in the first-order design described above are inserted into an optical model of each
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spectrograph channel using standard ray-tracing optical design software (e.g., Ze-

max), which takes into account various higher-order effects that have thus far been

ignored (e.g., the dispersion intrinsic to N-BK7 glass dnN−BK7/dλ, etc.).

While a value for θgrism has been assumed above to help determine the basic

grism design, the actual value that will be used in the final design is constrained in

order to avoid imaging the Littrow recombination ghost (Burgh et al., 2007). As

described in Section 3.2 of Chapter 3, this optical ghost is caused by a reflection off

of the CCD face, recollimation by the camera, followed by reflective and transmis-

sive recombination by the grating (in the case of the transmissive recombination,

the recombined light is reflected off of the front internal glass-air interface and is

transmitted through the grating at zeroth-order back towards the camera). The re-

combined reflected light is then refocused by the camera onto the CCD detector.

In the Littrow configuration for a plane-parallel grating, the Littrow recombination

ghost is imaged on the CCD detector coincident with the wavelength for which the

Littrow condition is satisfied. For a grism, the reflective and transmissive recom-

bination ghosts are spatially decoupled at the focal plane, resulting in two separate

ghosts in some cases. However, for grisms with sufficiently steep prism angles, the

transmission ghost may be eliminated due to refraction out of the camera’s field

of view or due to total internal reflection of the ghost beam at the back internal

glass-air interface (Burgh et al., 2007). In any case, the optical models for each

LRS2 channel shows that increasing the value of θgrism by ∼ 3◦ moves the remain-

ing Littrow recombination ghost(s) entirely off of the CCD in the blueward spectral

direction. Note that while changing θgrism will cause the angles expressed in Equa-
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tions 5.4 through 5.9 to change accordingly, it does not have any mentionable effect

on the values of GΛ or γtot that are required for imaging the specified range of

wavelengths for a given LRS2 channel (i.e., the relation shown in Equation 5.10

still holds independent of the value of θgrism).

At this stage of the design, enough information exists to calculate the full

width at half maximum (FWHM) spectral resolution of the grism δλ. For a general

case ignoring differential refraction, Baldry et al. (2004) have analytically derived

the resolving power of an immersed transmission grating. Written in terms of the

LRS2 instrument geometry, their expression for the resolving power of a grism can

be rearranged and simplified to give:

δλ =
d f

fcoll

cosαair

cos (αDCG − γa)
nair cosαDCG

GΛ

, (5.11)

where d f is the fiber core diameter (170 µm) and fcoll is the collimator focal length

(424.32 mm). A numerical solution would be required if one is to consider the

differential refraction that results from the intrinsic dispersion of the N-BK7 glass

from which the prisms are fabricated. Since including this effect would result in

only a marginal decrease of δλ, Equation 5.11 provides a very good estimate of the

final spectral resolution of each LRS2 channel.

5.2.4 Grating Layer Design and Diffraction Efficiency Predictions

At this point in the design process, the Bragg condition (e.g., Baldry et al.

2004) can be used to find the optimal angle of incidence on the plane of the fringes

that is required to maximize the diffraction efficiency at the wavelength of choice
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(i.e., the Bragg wavelength λBragg). For each LRS2 channel, λBragg is elected to be

near the center of the bandpass. The optimal angle of incidence on the plane of the

fringes αfringe (see Figure 5.5) is given by:

αfringe = αDCG − φ = sin−1
(

GΛ λBragg

2nDCG

)
, (5.12)

where φ is the angle at which the plane of the fringes is tilted with respect to the

normal of the plane of the holographic grating layer. The sign convention for φ

is the same as that shown for αDCG in Figure 5.5 (i.e., φ is negative as shown).

As described by Burgh et al. (2007), tilting the fringes allows one to decouple the

Bragg condition from the Littrow configuration. In the holographic grating layer

design for LRS2, the value of φ is a free parameter and is selected according to

Equation 5.12 to yield the proper angle of incidence on the plane of the fringes for

meeting the Bragg condition, independent of the value of αDCG that follows from

the constraints on γtot and θgrism.

In addition to satisfying the Bragg condition, the diffraction efficiency of

the grating is strongly dependent on the properties of the VPH layer itself, specifi-

cally its thickness d and the amplitude of the layer’s index of refraction modulation

∆nDCG, which is approximately sinusoidal. To guide the choice of the targeted

values of these properties, the first-order calculations are utilized of the diffraction

efficiency for the first spectral order of a thick holographic grating at the Bragg con-

dition that were first derived by Kogelnik (1969). The “Kogelnik approximation” is

accurate to ∼ 1% when the following condition is satisfied (Baldry et al., 2004):

4 nDCG sin2αfringe

∆nDCG
& 10 . (5.13)
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For s-polarized light (i.e., with the electric vector perpendicular to the fringes),

Kogelnik’s efficiency at the Bragg condition is given by:

ηs = sin2
(

π∆nDCG d
λBragg cosαfringe

)
. (5.14)

For p-polarized (i.e., with the electric vector parallel to the fringes), Kogelnik’s

efficiency is given by:

ηp = ηs cos (2αfringe) . (5.15)

For unpolarized light, the diffraction efficiency is given by (ηs + ηp)/2. The diffrac-

tion efficiency of the holographic grating is thus maximized when the argument of

the squared sine function in Equation 5.14 is equal to π/2. Thus, the following

condition must be satisfied to achieve the highest diffraction efficiency at the Bragg

condition:

λBragg =
2∆nDCG d
cosαfringe

. (5.16)

In addition to achieving a high diffraction efficiency at λBragg, a grating with a wide

efficiency bandwidth is also desired. Since not all wavelengths imaged by the spec-

trograph channel will satisfy the Bragg condition, there will be an “envelope” sur-

rounding λBragg for which the diffraction efficiency will be high, but not optimal. In

Kogelnik’s approximation, the FWHM of this envelope is approximately given by

(Baldry et al., 2004):

∆λFWHM ∼
λBragg cotαfringe

GΛ d
. (5.17)

As can be seen in this relation, a thicker grating results in a narrower bandwidth.

Based on the desired bandwidth for each channel, Equation 5.17 provides a good

starting point for the value of the grating layer thickness. Then, Equation 5.16
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can be used to find the corresponding value of ∆nDCG. Note, however, that there

is a trade-off between peak diffraction efficiency and efficiency bandwidth. For

example, a thin grating results a wide efficiency bandwidth (see Equation 5.17).

But, at a given λBragg and αfringe, a thinner grating requires a larger value of ∆nDCG

to maintain the maximal peak diffraction efficiency (see Equation 5.16). If ∆nDCG

becomes too high, the condition for the Kogelnik approximation to be accurate may

not be met (see Equation 5.13), and the result will be a grating with reduced peak

diffraction efficiency. This is most important with regards to the Orange Arm since

it has the widest bandpass of all four LRS2 channels.

While the Kogelnik approximation provides reasonable estimates of the

VPH layer characteristics, the final values of d and ∆nDCG are determined by mod-

eling the diffraction efficiency using Rigorous Coupled Wave Analysis (RCWA;

Gaylord & Moharam 1985), which is a computational method that considers mul-

tiple diffracted waves simultaneously as well as derivatives of the wave equations

that are higher than first-order. These theoretical diffraction efficiencies are then

corrected to include the internal transmittance of the N-BK7 prisms and substrates

for the average path length through the grism optical assembly, surface reflection

losses and absorption in the anti-reflection (AR) coating that are applied to the two

outer optical prism faces, absorption in the multiple layers of optical adhesive, and

the transmittance of the DCG layer. Since these corrections can alter the wavelength

dependence of the theoretical diffraction efficiency of the holographic grating layer,

the grating layer properties are tuned to match the desired external diffraction ef-

ficiency curve. The resulting predictions of the final external diffraction efficiency

202



of the four LRS2 grisms were presented in Figure 4.9 in Chapter 4, and are further

discussed in Section 5.4.

5.3 Optical Tolerance Analysis

An extensive tolerance analysis of the VIRUS unit optical system on which

LRS2 is based was performed by Lee et al. (2010b). Since these tolerances are

directly applicable to all optics within the four LRS2 spectrograph channels with

the exception of the dispersing elements, a separate tolerance analysis is carried out

specifically for the grisms in which only parameters defining the grism are allowed

to vary from their nominally specified values, which are fully defined for all four

channels in Section 5.4 below. The rigorous grism optical tolerance analysis was

carried out with the Zemax optical design software package and utilizes a Monte

Carlo technique, which enables one to consider coupling effects between the mul-

tiple perturbed quantities.

In this section, the Cartesian coordinate system shown in Figure 5.5 will be

frequently referred to. This coordinate system is such that the origin is coincident

with the center of the holographic grating layer and that the X −Y plane is coplanar

with it. The Z direction corresponds to the normal of the holographic grating layer.

The tolerance on parameters describing the grism fall into one of three categories,

as described below. Here, only the parameters that were directly perturbed in the

Monte Carlo tolerance analysis are explicitly listed.

• Fabrication Tolerance - quantities required for fabricating a given optical
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component. Parameters falling in this category are of direct concern to the

vendor.

– VPH layer fringe frequency (GΛ)

– VPH layer fringe alignment to base substrate (i.e., the substrate on which

the holographic grating layer is formed) reference edge

– Substrate parallelism

– Substrate and prism edge thickness

– Prism wedge angles (γa, γb)

– Prism pyramidal errors

• Assembly Tolerance - quantities required for assembling the grisms’ individ-

ual components. Parameters falling in this category are of direct concern to

the vendor.

– Cap substrate registration with respect to base substrate

– Prism angular alignments

– Prism registration with respect to base substrate

• Installation Tolerance - quantities required for the placement of the grism

assembly in the spectrograph. Parameters falling in this category are mostly

of concern to in-house personnel as they relate to the installation of the final

assembly in the instrument. All rotations are about the origin of the adopted

coordinate system.

– Grism assembly rotation about the X and Y axes
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– Grism assembly rotation about the Z axis (to be used as a compensator

for errors resulting from the tolerance on the parameters listed above)

5.3.1 Figures of Merit

The grism is not the principle optic in the system that determines the image

quality since it ideally should have no optical power. Other than by its transmitted

wavefront error, the grism does not significantly affect the spot size. However, it

does have a significant effect on the image position on the CCD detector, both in

the spectral and spatial dimensions. For the VIRUS tolerance analysis (Lee et al.,

2010b), the criterion for image motion was that the reimaged fibers could move

by no more than the equivalent of a set number of spatial resolution elements at

the focal plane. A similar figure of merit is adopted here. Five positions with

different wavelength and fiber slit field position combinations are monitored at the

focal plane, as illustrated in Figure 5.6. For any given perturbation of the grism

parameters, the linear change in position from the nominal case is calculated for the

spatial and spectral directions for each of the five monitored spots. The maximum

displacement in each direction out of the sample of five monitored spots is then

found. These displacements are denoted by ∆xmax and ∆ymax for the spatial and

spectral directions, respectively. Note that lower case coordinates refer to the focal

plane, while upper case refer to the coordinate system defined on the grating layer

of the grism. This method is sensitive to translations, rotations, magnifications, and

distortions.

After an initial sensitivity analysis, it was found that the stack-up of rota-
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Figure 5.6 Footprint diagrams of the focal planes for the UV Arm (left) and Orange
Arm (right). The resolving power of each channel, R = λ0/δλ, is shown for each
diagram as a reminder that the dispersions are different for each channel and that the
labeled overlap region is only schematic. The legends next to each diagram show
the wavelengths of the spots in µm. The numbers above or below the diagram refer
to the linear off-axis distance of the fiber on the slit in mm. The solid black circles
show the location of the spots that are monitored in the Monte Carlo analysis. The
dashed circles indicate the nominal position of a spot in each channel for which
the results of the Monte Carlo simulation are shown in Figure 5.9. An identical
schematic could be shown for the LRS2-R channels, but is omitted here for brevity.
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tional perturbations (i.e., rotations about the Z axis) of individual grism compo-

nents caused the largest displacements in the spatial direction which often would

push several fiber images off the edge of the CCD detector. These effects can be

mitigated by allowing the grism assembly rotation about the Z axis to act as a com-

pensator. However, from a mechanical design perspective, the rotation of the grism

assembly that is used as a compensator will more likely be about the camera’s opti-

cal axis. In the Monte Carlo tolerance analysis, its range is arbitrarily required to be

within ±0.75◦. Note that large contributions to displacements in the spectral direc-

tion come from the stack-up of the fringe frequency tolerance, prism wedge angle

tolerance, and substrate parallelism perpendicular to the fringes. However, there

is no reasonable compensation option to correct for displacements in this direction

since rotations about the X are restricted due to the need to maintain a specific an-

gle of incidence on the holographic grating layer so as to achieve the desired shape

of the diffraction efficiency curve. A rotation about the Y axis has little effect on

spot locations and is thus useless as a compensator. For each Monte Carlo run, the

compensator is optimized by minimizing the merit function (MF), which is given

by:

MF =
√

∆x2
max + ∆y2

max . (5.18)

For all spectrograph channels, it is required that no fiber images fall off of

the CCD. At the time of the completion of this tolerance analysis, the final design of

the LRS2 IFU was not yet complete, and the pitch angle and total number of fibers

had not yet been finalized for the linear fiber slit that injects light into the spectro-

graph. To be conservative, the maximum extent of the linear slit is assumed, which
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places the edge fibers 40.62 mm off-axis. For the nominal case, the typical distance

between the outer edge of the image of the fiber at the end of the fiber slit and the

CCD detector’s edge is ∼ 106 µm. Given the demagnifcation factor resulting from

the differing focal lengths of the camera and collimator ( fcoll/ fcam ≈ 2.7), a single

spatial resolution element subtends ∼ 63 µm at the focal plane. Therefore, a ±1.7

spatial resolution element shift is the maximum allowable in the spatial direction.

The maximum allowable shift of the image in the spectral direction is determined

by considering the size of the spectral overlap region between the two spectrograph

channels. This region was set to 10 nm and 24 nm for the blue (LRS2-B) and red

(LRS2-R) optimized spectrograph pairs, respectively (see Section 4.3.2 in Chapter

4).

The tolerance for parameters that affect shifts in the spectral direction will

be set so that most shift in the wavelength direction takes away from the size of

the overlap region. This allows for the preservation of the design minimum (370

nm for LRS2-B; 650 nm for LRS2-R) and maximum (700 nm for LRS2-B; 1050

nm for LRS2-R) wavelengths on the CCD detectors. As confirmed by the initial

sensitivity analysis, the parameter that largely determines the maximum amount

taken from the overlap region is the VPH layer fringe frequency, which can typi-

cally be fabricated with an accuracy of ±2 lines mm−1. Including the effect of the

prisms on the dispersion, a manipulation of the grating equation with the camera’s

focal length can yield the displacement in the spectral direction due to the fringe

frequency tolerance. For example, using the respective angles of incidence on the

VPH layer for each LRS2-B spectrograph channel and evaluating at 465 nm (i.e.,
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within the LRS2-B overlap region), it can be shown that the equivalent of a ±2.3

spatial resolution element shift in the spectral direction is inherently due to the ±2

line mm−1 range of uncertainty on the fringe frequency for each channel. Given the

linear dispersion for each spectrograph (e.g., 0.48 Å px−1 and 1.16 Å px−1 for the

UV and Orange Arm in 1× 1 CCD binning mode, respectively), this corresponds

to a ±0.5 nm and ±1.1 nm shift for the UV and Orange Arm, respectively, which

results in up to a ∼ 30% reduction in the size of the overlap region due to the fringe

density tolerance alone. Another 30% reduction of the overlap region is allowed

due to other perturbed parameters, distributed evenly between the two channels.

Thus, the maximum allowable infringement on the overlap region is < 2.0 nm for

the UV Arm and < 2.6 nm for the Orange Arm. For the LRS2-R Red Arm and Far

Red Arm, these figures are < 5.8 nm and < 6.2 nm, respectively.

The figures of merit to be used in the tolerance analysis are thus summarized

as follows:

• Compensation by rotating the grism assembly about the camera’s optical axis

must be within ±0.75◦.

• No fiber images are allowed to fall off the CCD, which constrains image shifts

in the spatial direction to within ±1.7 spatial resolution elements (106 µm).

• The maximum shifts in the spectral direction are constrained to < 2.0 nm

redward for the UV Arm, < 2.6 nm blueward for the Orange Arm, < 5.8 nm

redward for the Red Arm, and < 6.2 nm blueward for the Far Red Arm.
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5.3.2 Procedure

The grism optical tolerance analysis is performed through an iterative proce-

dure. For each run, a sensitivity analysis is first completed, which involves making

a small change to each perturbed parameter individually and calculating the result-

ing change in the MF . This enables the determination of which tolerances are the

most or least sensitive and thus are in need of tightening or loosening, respectively.

After the sensitivity analysis, a short Monte Carlo simulation is run in which 102

realizations of the grism are produced. The value for each parameter in a given

Monte Carlo trial is chosen from within the perturbation range according to a uni-

form distribution. For both the sensitivity analysis and the Monte Carlo run, the

optimization of the compensator is performed through Zemax’s orthogonal descent

algorithm. The results of each iteration of the sensitivity analysis and subsequent

Monte Carlo simulation are used to roughly determine if the figures of merit are

satisfied and to find the worst offending parameters. These two methods are com-

plimentary to each other in this effort since the former considers each parameter

independently while the latter can uncover the coupling of parameters. The pertur-

bation ranges of the worst offending parameters are then reduced, and the process

begins again. The iteration of this process continues until the figures of merit ap-

pear to be met, after which a larger Monte Carlo simulation with 103 realizations of

the grism is run to verify the figures of merit with better statistical significance.
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Figure 5.7 Histograms of the rotational compensation of the grism assemblies about
the camera’s optical axis that minimizes the MF for the four LRS2 channels from
the 103 realization Monte Carlo simulation. Note that the horizontal scale is set
at ±0.75◦ in this plot, which is equivalent to the arbitrarily set maximum allowed
range of compensation.
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5.3.3 Analysis Results

In Section 5.4, the final specification of the four LRS2 grisms is presented

and is based on the final iteration of the aforementioned procedure. The results of

the 103 Monte Carlo simulations on which this specification is based are presented

in this section. In the simulations, the compensation resulting from the rotation of

the grism assembly about the camera optical axis required a total range of motion

within ±0.44◦ for the UV Arm, ±0.34◦ for the Orange arm, ±0.53◦ for the Red

Arm, and ±0.46◦ for the Far Red Arm. These results are visualized in Figure 5.7.

These ranges fit within the figure of merit that governs the amount of compensation

with ample room to spare. Under-shooting this figure of merit by the amount that is

observed from the simulations is acceptable because the rotational compensation of

the grism is directly linked to rotational misalignments of the various grism compo-

nents. Due to the random nature of the perturbation on such parameters, the scatter

of the spots in the spatial direction can grow large enough for an accordingly loose

tolerance such that no compensation can prevent at least one fiber from falling off

the CCD detector. By tightening the tolerance on these parameters to satisfy the fig-

ure of merit for spatial shifts, the amount of required compensation is subsequently

reduced as well.

Figure 5.8 shows histograms of the MF in units of spatial resolution ele-

ments. For all of the four channels, the MF (which tracks the worst-case shift in a

given Monte Carlo run) is at its largest < 8 spatial resolution elements. Although

the tolerances on the UV Arm grism components are slightly tighter than that for

the Orange Arm, the MF distribution is slightly wider and has a larger worst-case
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Figure 5.8 Histograms of the MF (see Equation 5.18) for the 103 realization Monte
Carlo simulation for each of the four LRS2 channels. The value of the MF repre-
sents the worst-case shift of an image location on the focal plane of the spectrograph
in a given Monte Carlo run. For reference, the vertical dashed lines for each of the
four channels indicates the maximum change in the MF that would result from the
±2 line mm−1 tolerance on the holographic grating layer fringe frequency. That
change occurs only in the spectral (y) direction, and can be mitigated in the full
Monte Carlo tolerance analysis by other factors that shift the focal plane images in
the spectral direction (e.g., the tolerance on the prisms’ wedge angles).
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shift. This is due to the lack of a front prism on the Orange Arm grism assembly

and the much greater path length the light must travel in the glass for the UV Arm.

This also holds true for why the two LRS2-R channels have a wide MF distribu-

tion. In these histograms, the directions of the shifts are not specified. To clarify

this, Figure 5.9 shows the distribution of a randomly selected subsample of the 103

perturbed spots on the focal plane as launched from a fiber located 26.64 mm off

the axis of the slit for the UV Arm and Orange Arm at 370 nm and 700 nm, respec-

tively. The same is also shown for the Red and Far Red Arms at 650 nm and 1050

nm, respectively.

In general, the perturbed spot associated with each modeled field position

and wavelength combination follows the distributions shown in Figure 5.9 for each

spectrograph channel. However, the distribution shape is slightly modified primar-

ily as a function of wavelength while remaining constant for a given wavelength as

a function of slit field position. The change in the distribution shape is as follows:

Spatial Direction - the modification is such that the distributions’ scatter is

largest at the bounding wavelengths at the CCD’s edges and smallest for the central

wavelength. This can be understood as being primarily due to the nature of the com-

pensation mechanism. For example, a given set of random parameter perturbations

typically results in some amount of shift in the spatial direction. To compensate, the

grism is rotated about the camera optical axis until the MF is minimized. The linear

shift at the focal plane due to this compensation is wavelength dependent because

the grating equation necessitates that longer wavelengths have larger diffraction an-

gles. As a result, the compensation tilts the spectra with respect to the CCD edge.
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Figure 5.9 The distribution of 100 randomly selected spots about the nominal posi-
tion (indicated by the black cross) in the 103 realization Monte Carlo simulation of
the LRS2-B UV Arm grism (top left) and Orange Arm grism (top right). For each,
the distribution of spots is shown for a fiber located 26.64 mm off the axis of the
fiber slit at 370 nm for the UV Arm and at 700 nm for the Orange Arm, respectively.
The same results for the LRS2-R Red Arm grism (lower left) and the Far Red Arm
grism (lower right) are shown at 650 nm and 1050 nm, respectively. The numbers
next to the arrows in each of the four diagrams indicate the range of the offsets from
the nominal position in the spatial (x) and spectral (y) direction on the focal plane
and are in units of spatial resolution elements.
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Due to how the MF is calculated (specifically due to the location of the monitored

spots; see Figure 5.6), its minimization results in the central wavelength’s spots

ending up closest to the nominal position in the spatial direction with the tilt re-

sulting in longer and shorter wavelengths being further from their nominal spatial

position. According to the Monte Carlo simulation, there is no preferred direction

for the compensation, which results in a relatively symmetric scatter about the nom-

inal position in the spatial direction, as seen in Figure 5.9. The distributions shown

in Figure 5.9 are for wavelengths at the edge of each channel’s respective CCD chip

and thus represent the largest spatial scatter.

Spectral Direction - the modification is such that the distributions’ scatter is

largest for longer wavelengths. The wavelength dependence is primarily due to the

nature of the grating equation and the tolerance on the VPH layer fringe frequency

(i.e., the change in diffraction angle βi(λ) due to a given perturbation on the fringe

frequency GΛ is larger for longer wavelengths; see Equation 5.1). According to the

Monte Carlo simulation for the UV Arm, the spread is∼ 10% larger at 470 nm than

at 370 nm; for the Orange Arm, the spread is ∼ 44% smaller at 460 nm than at 700

nm. For the Red Arm, the spread is ∼ 25% larger at 847 nm than at 650 nm; for the

Far Red Arm, the spread is ∼ 26% smaller at 823 nm than at 1050 nm.

Figure 5.9 shows that the spatial direction scatter for all four channels (after

compensation) is within the±1.7 resolution element figure of merit. Therefore, it is

not expected that any fibers will fall off the CCD in any realization of either grism.

In the spectral direction, Figure 5.9 shows that the UV Arm and Red Arm range of

spot shifts is offset from the nominal spot position towards the red while the Or-
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ange Arm and Far Red Arm range is offset slightly towards the blue. This helps to

preserve the total wavelength range established in the nominal design of LRS2-B

and LRS2-R, respectively. For the UV Arm, the total shift in the spectral direction

at 370 nm is 6.4 spatial resolution elements, or ∼ 1.3 nm. At 470 nm, which is at

the end of the UV Arm’s spectral coverage and inside the overlap region, the shift

is increased by ∼ 10% to 7.0 resolution elements, approximately 5.8 (∼ 1.2 nm)

of which is redward of the nominal position. For the Orange Arm, the total shift

at 700 nm is 9.2 resolution elements, or ∼ 4.6 nm. In the overlap region at 460

nm, the shift is decreased by ∼ 44% to 5.1 resolution elements. Approximately

3.1 resolution elements (∼ 1.5 nm) are blueward of the nominal position. In total,

it is expected that 2.7 nm (27%) of the overlap region at worst could be absorbed

into the tolerance. The design of the dichroic in the LRS2-B fiber feed has a de-

livered transition wavelength of 463.4 nm while achieving an 80% to 20% drop-off

in the transmittance/reflectance in ∼ 4 nm. As shown in Figure 5.10a, the LRS2-B

grism tolerance determined here sufficiently maintains the design wavelengths at

the CCD edges without encroaching unnecessarily on the transition region. The de-

livered sharpness of the LRS2-B dichroic transmission/reflection indicates that little

detector space will be wasted given the tolerances to which the LRS2-B grisms will

be constructed.

For the LRS2-R Red Arm, the total shift in the spectral direction at 650

nm is 8.6 spatial resolution elements, or ∼ 3.4 nm. At 847 nm, which is at the

end of the Red Arm’s spectral coverage and inside the overlap region, the shift is

increased by ∼ 25% to 10.8 resolution elements, approximately 8.6 (∼ 3.4 nm) of
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Figure 5.10 The overlap region between the LRS2-B UV and Orange Arm (Panel
a) and between the LRS2-R Red and Far Red Arm (Panel b). The worst-case toler-
ance on each respective channel’s spectral coverage due to the grisms is shown. The
light dashed curves show the originally designed transmission/reflection of the two
dichroic beam-splitters while the thick solid curves shows the delivered transmis-
sion/reflection. These data were provided by the dicroic vendor. As can be seen, the
cross-over wavelength of both dichroics was delivered slightly out of specification.
Despite this, the final range of uncertainty in the spectrograph channel wavelength
coverage due to the grism tolerances that were derived in out Monte Carlo tolerance
analysis are small enough that the transition region of each LRS2 spectrograph ad-
equately maintains its nominally designed width.
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which is redward of the nominal position. For the Far Red Arm, the total shift at

1050 nm is 13.0 resolution elements, or ∼ 6.2 nm. In the overlap region at 823 nm,

the shift is decreased by ∼ 26% to 10.3 resolution elements. Approximately 5.7

resolution elements (∼ 2.7 nm) are blueward of the nominal position. In total, it is

expected that 5.6 nm (25%) of the overlap region at worst could be absorbed into the

tolerance. As shown in Figure 5.10b, the LRS2-R grism tolerance determined here

will also sufficiently maintain the design wavelengths at the CCD edges without

encroaching unnecessarily on the transition region.

5.3.4 Implication for Grism Mount Mechanical Design

In the above analysis, the tolerance on the grism assembly rotation about

the X and Y axes are each allowed to vary within ±0.25◦. Positioning the grism

assembly to this level of accuracy can be achieved without the need for fine ad-

justment in the final assembly of the spectrograph and can be placed by machined

reference features. In the design of the VIRUS grating mounting cells (Prochaska

et al., 2012), the rotational adjustment occurs about the normal of the holographic

grating layer (i.e., the Z axis in Figure 5.5). For LRS2 due to the large size of the

grisms, it is simpler from a mechanical point-of-view for the compensator rotation

to occur about the camera’s optical axis rather than the Z axis, consistent with the

compensator rotation in the tolerance analysis. Since the camera optical axis and

the Z axis for the LRS2 grisms differ by the angle θgrism, rotations about the cam-

era’s optical axis will effectively result in rotations about the two other orthogonal

axes as well. Within the ±0.75◦ maximum allowed range of compensation about
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the camera optical axis, these secondary rotations about the other two axes will have

a negligible effect on the image position on the focal plane. Thus, only a single de-

gree of fine-adjustment is required in the design of the grism mounting cells, which

will greatly simplify the final alignment of each grism within the instrument.

5.4 Specification and Statement of Work

Thus far in this chapter, the design of the LRS2 VPH grisms and the pro-

cess that was followed to determine the properties of each LRS2 channel’s grism

assembly has been discussed. In this section, the final design specification and state-

ment of work for the grisms are presented that were provided to various potential

contractors during the competitive bidding process, and from which the delivered

assemblies were built. Since the two LRS2-B grisms and two LRS2-R grisms were

contracted separately, there is a separate specification and statement of work for

each spectrograph pair, as outlined in the following subsections.

5.4.1 LRS2-B VPH Grism Specification

One VPH grism must be constructed for each of the two LRS2-B channels.

Each consists of a conventional VPH grating, in which the holographic grating layer

is sealed between two N-BK7 (or similar glass) substrates with an optical adhesive.

The substrates have a square footprint while the CA of the grating is circular. The

substrate on which the diffracting layer is formed is referred to as the “base” while

the sandwiching substrate is referred to as the “cap”. Prisms will be bonded onto at

least one the two substrates of the conventional grating to form the grism assembly.
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The prism that is bonded onto the cap substrate is referred to as the “back” prism

while that which is bonded onto the base is referred to as the “front” prism. The

“front” and “back” monikers refer to the light being first incident on the front prism.

As with the substrates, the prisms will have a square footprint and be fabricated

from N-BK7 glass (or similar).

Figure 5.11 shows schematic drawings of the UV and Orange Arm VPH

grism assemblies. Each grism will be attached to a mounting cell in the instrument

via room temperature vulcanization (RTV) silicone that will be applied to the front

prism face (outside of the CA) and the sides of the grism (i.e., on the faces of the

grism assembly that are parallel to the plane of the page as seen in the side views

of Figure 5.11). Monte Carlo simulations have been utilized to determine the fab-

rication, assembly, and final alignment tolerance for each grism. Each mounting

cell will be attached to a custom rotation stage that will enable rotational compen-

sation about the camera’s optical axis to accommodate the allowed fabrication and

assembly misalignments and ensure that no fiber images are lost off the edge of the

CCD.

5.4.1.1 UV Arm

GENERAL

1. The VPH grism shall be used in transmission at first order.

2. Wavelength coverage: 370 nm to 470 nm inclusive.

3. The instrument is intended for use with unpolarized light.
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Figure 5.11 Schematic assembly drawing of the LRS2-B grisms for the UV arm
(left) and Orange arm (right). Common terms describing the various components
of the grism assembly are labeled. The orientation of the diffraction layer fringes
is noted as well as the orientation of the fringe tilt φ that is necessary for using the
grisms in an off-Littrow configuration (as is required to eliminate the Littrow ghost;
Burgh et al. 2007). Note that the thickness of the VPH layer has been exaggerated
to discern the grating CA from the adhesive layer that bonds the substrates. The
surfaces of the optical components that are facing the reader and parallel to the plane
of the page in the side view serve as the reference faces for assembly purposes.
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4. The grism shall be oriented in the instrument such that the normal to the

plane of the VPH layer is tilted at an angle θgrism = 15.300◦ with respect to

the camera optical axis. This orientation results in an angle of incidence

αair = −8.767◦ relative to the normal of the front prism air-glass interface for

the specified front prism wedge angle (see below). The resulting angle of

incidence on the grating layer within the glass αDCG = 12.044◦, assuming

λ = 420 nm and an index of refraction nN−BK7(λ) consistent with the speci-

fied glass material. Given the specified wedge angle of the back prism (see

below), the range of exit angles at the back prism external glass-air interface

for the dispersed light is -8.032◦ < βair(λ) < 3.003◦. See Figure 5.5 for an

illustration of the aforementioned angles.

FABRICATION

1. Substrate and prism material: N-BK7. Due to the long path length through

this grism assembly and the inclusion of near-UV wavelengths in the oper-

ational spectral coverage, high transmittance Schott N-BK7HT is preferred:

grade H3, bubble class B1 VB 300, or similar. Depending on cost and the

time of availability, a similar glass may be substituted (such as Ohara S-BSL

77: grade Special A5, bubble Class 1, or similar).

2. Substrate dimensions: square with 150.0± 0.5 mm sides. Each substrate

is 8.0± 0.1 mm thick. The front and back faces of each substrate must be

parallel to < 1′. For a technical drawing, see Figure B.1 of Appendix B.
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3. VPH layer CA: 138.0 mm minimum diameter, centered on the base substrate

to within ±1.0 mm. See Figure B.1 of Appendix B.

4. Prism dimensions: the prisms shall have a square footprint with 150.0 mm

sides and a wedge angle γ = 17.767◦. See Figures B.2 and B.3 of Appendix

B for technical drawings. All linear dimensions are given to theoretical sharp.

Up to a 1.0 mm bevel can be applied as needed to all edges. The tolerance

on γ is −1′, +4′ for the front prism and −4′, +1′ for the back prism. The

pyramidal error is limited to < 3′ for both prisms. These tolerances and those

on the linear dimensions are indicated on the drawings.

5. External surface finish: 60/40 scratch/dig. External surface roughness: 2 nm

root mean square (RMS) within the CA. The finish and roughness of internal

surfaces can be relaxed relative to this external specification.

6. Surface figure: for the entire assembly, the transmitted wavefront error must

be < 2 waves peak-to-valley at 632 nm within the CA in first order.

7. The VPH layer fringe frequency is 1770 (+3,-1) lines mm−1. The fringes must

be aligned perpendicular to the reference face of the base substrate to within

±0.2◦ (see Figure B.1 of Appendix B).

8. Slanted fringes: the grism is oriented in the instrument such that diffraction

occurs in an off-Littrow configuration to avoid imaging the Littrow ghost

(Burgh et al., 2007). For the external diffraction efficiency to remain com-

pliant with the requirement (see Section 5.4.1.3), the fringes shall be slanted

by an angle φ (as determined by the vendor) such that the slant moves the

plane of the fringes away from the incident beam (as shown in Figure 5.11,
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and Figure B.1 of Appendix B).

9. Bubbles and other point defects in the holographic layer shall total an area of

no more than 1.0 mm2 in the CA. No individual defect shall have a diameter

greater than 0.5 mm.

10. External diffraction efficiency: for the entire assembly in first order, the

diffraction efficiency must be consistent with that described in Section 5.4.1.3.

11. AR coating: applied to the external surfaces of the front and back prisms.

For each of the two external prism surfaces, a maximum of 1% reflection

throughout the specified wavelength range is allowed for. The mean reflection

and absorption by the AR coating must total < 0.5% over the wavelength

range. The angles of incidence at the external surfaces are indicated above.

ASSEMBLY

1. Alignment: all individual optical components feature a reference face, as in-

dicated in Figures B.1, B.2, and B.3 of Appendix B. These reference faces

shall be used to constrain the rotational alignment of the two prisms and the

cap substrate relative to the fringes recorded in the DCG on the base substrate.

2. The grism’s components shall be sealed and bonded with an adhesive that has

< 1% absorption at any wavelength within the specified wavelength range.

The adhesive shall exhibit low shrinkage upon curing so as to avoid warping

any of the optical components. The vendor shall specify the adhesive. Epo-

tek 301-212 is an acceptable choice that has been tested extensively. The
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adhesive layer shall follow the same specification for bubbles and point de-

fects as the VPH layer.

3. Adhesive wedge: the total wedge error of the assembly parallel and perpen-

dicular to the fringe direction has been allocated individually to the substrates.

Any additional anticipated wedge resulting from the three adhesive layers of

the assembly must be absorbed into this total error.

4. Assembly beam deviation: for the final grism assembly, the beam deviation

in the spatial direction (i.e., perpendicular to the dispersion) shall not exceed

±12′ relative to an ideal ray that is incident on the center of the CA at any

wavelength within the specified range. This is the driving optical specifica-

tion for the assembly of the grism.

5. Assembly mechanical extrusion: the outside edges of the optical components

comprising the final grism assembly shall be aligned translationally and ro-

tationally such that no edge of any component extrudes further than 2 mm

measured perpendicularly from the edge of any other component. This sec-

ondary mechanical specification is imposed so that the final grism assembly

fits within its mounting cell.

6. The grism assembly and components shall be able to operate in the following

environment without damage and/or loss of performance over time:

• Normal operating temperature: -10◦ C to 35◦ C

• Normal operating air quality: ISO-6 (Class 1000)

• Normal operating humidity range: < 50% non-condensing

• Survival temperature range: -25◦ C to 66◦ C
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• Survival humidity range: ≤ 95% non-condensing

ALIGNMENT (For internal use)

1. Translational tolerance: the assembly must be positioned within the instru-

ment such that the center of the grism assembly is within ±2 mm of the

nominal position.

2. Angular tolerance: the assembly must be aligned about the X and Y axes (see

Figure 5.5) to within ±0.25◦.

3. A rotation of the grism assembly about the camera optical axis shall be al-

lowed for with a total range of motion of at least ±0.75◦ to compensate

for misalignments allowed within the fabrication and assembly specifications

listed above.

5.4.1.2 Orange Arm

GENERAL

1. The VPH grism shall be used in transmission at first order.

2. Wavelength coverage: 460 nm to 700 nm inclusive.

3. The instrument is intended for use with unpolarized light.

4. The grism shall be oriented in the instrument such that the normal to the plane

of the VPH layer is tilted at an angle θgrism = 14.300◦ with respect to the cam-

era optical axis. Due to the lack of a front prism for this grism assembly, this

orientation results in an angle of incidence αair = 10.000◦ relative to the nor-

mal of the base substrate air-glass interface. The resulting angle of incidence
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on the grating layer within the glass is αDCG = 6.575◦, assuming λ = 580 nm

and an index of refraction nN−BK7(λ) consistent with the specified glass mate-

rial. Given the back prism wedge angle (see below), the range of exit angles

at the back prism external glass-air interface for the dispersed light is 5.194◦

< βair(λ) < 16.211◦. See Figure 5.5 for an illustration of the aforementioned

angles.

FABRICATION

1. Substrate and prism material: N-BK7, or similar (such as Ohara S-BSL 77:

grade Special A5, bubble Class 1, or similar).

2. Substrate dimensions: square with 150.0± 0.5 mm sides. Each substrate

is 8.0± 0.1 mm thick. The front and back faces of each substrate must be

parallel to < 1′. For a technical drawing, see Figure B.1 of Appendix B.

3. VPH layer CA: 138.0 mm diameter minimum, centered on the base substrate

to within ±1.0 mm. See Figure B.1 of Appendix B.

4. Back prism dimensions: the prism shall have a square footprint with 150.0

mm sides, and a wedge angle γb = 3.502◦. See Figure B.4 of Appendix B for

a technical drawing. All linear dimensions are given to theoretical sharp. Up

to a 1.0 mm bevel can be applied as needed to all edges. The tolerance on γb

is −0′, +5′. The pyramidal error is limited to < 6′. These tolerances and those

on the linear dimensions are indicated on the drawing.

5. External surface finish: 60/40 scratch/dig. External surface roughness: 2 nm

RMS within the CA. The finish and roughness of internal surfaces can be
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relaxed relative to this external specification.

6. Surface figure: for the entire assembly, the transmitted wavefront error must

be < 2 waves peak-to-valley at 632 nm within the CA in first order.

7. The VPH layer fringe frequency is 776± 2 lines mm−1. The fringes must

be aligned perpendicular to the reference face of the base substrate to within

±0.2◦ (see Figure B.1 of Appendix B).

8. Slanted fringes: the grism is oriented in the instrument such that diffraction

occurs in an off-Littrow configuration to avoid imaging the Littrow ghost

(Burgh et al., 2007). For the external diffraction efficiency to remain com-

pliant with the requirement, the fringes shall be slanted by an angle φ (as

determined by the vendor) such that the slant moves the plane of the fringes

away from the incident beam (as shown in Figure 5.11, and Figure B.1 of

Appendix B).

9. Bubbles and other point defects in the holographic layer shall total an area of

no more than 1.0 mm2 in the CA. No individual defect shall have a diameter

greater than 0.5 mm.

10. External diffraction efficiency: for the entire assembly in first order, the

diffraction efficiency must be consistent with that described in Section 5.4.1.3.

11. AR coating: applied to the external surfaces of the base substrate and back

prism. For each of the two external surfaces, a maximum of 1% reflection

throughout the specified wavelength range is allowed for. The mean reflection

and absorption by the AR coating must total < 0.5% over the wavelength

range. The angles of incidence at the external surfaces are indicated above.
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ASSEMBLY

1. Alignment: all individual optical components feature a reference face, as in-

dicated in Figures B.1 and B.4 of Appendix B. These reference faces shall be

used to constrain the rotational alignment of the prism and the cap substrate

relative to the fringes recorded in the DCG on the base substrate.

2. The grism’s components shall be sealed and bonded with an adhesive that has

< 1% absorption at any wavelength within the specified wavelength range.

The adhesive shall exhibit low shrinkage upon curing so as to avoid warp-

ing any of the optical components. The vendor shall specify the adhesive.

The adhesive layer shall follow the same specification for bubbles and point

defects as the VPH layer.

3. Adhesive wedge: the total wedge error of the assembly parallel and perpen-

dicular to the fringe direction has been allocated individually to the substrates

and the prism. Any additional anticipated wedge resulting from the two ad-

hesive layers of the assembly must be absorbed into this total error.

4. Assembly beam deviation: for the final grism assembly, the beam deviation

in the spatial direction (i.e., perpendicular to the dispersion) shall not exceed

±10′ relative to an ideal ray that is incident on the center of the CA at any

wavelength within the specified range. This is the driving optical specifica-

tion for the assembly of the grism.

5. Assembly mechanical extrusion: the outside edges of the optical components

comprising the final grism assembly shall be aligned translationally and ro-

tationally such that no edge of any component extrudes further than 2 mm
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measured perpendicularly from the edge of any other component. This sec-

ondary mechanical specification is imposed so that the final grism assembly

fits within its mounting cell.

6. The grism assembly and components shall be able to operate in the following

environment without damage and/or loss of performance over time:

• Normal operating temperature: -10◦ C to 35◦ C

• Normal operating air quality: ISO-6 (Class 1000)

• Normal operating humidity range: < 50% non-condensing

• Survival temperature range: -25◦ C to 66◦ C

• Survival humidity range: ≤ 95% non-condensing

ALIGNMENT (For internal use)

1. Translational tolerance: the assembly must be positioned within the instru-

ment such that the center of the grism assembly is within ±2 mm of the

nominal position.

2. Angular tolerance: the assembly must be aligned about the X and Y axes (see

Figure 5.5) to within ±0.25◦.

3. A rotation of the grism assembly about the camera optical axis shall be al-

lowed for with a total range of motion of at least ±0.75◦ to compensate

for misalignments allowed within the fabrication and assembly specifications

listed above.
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Figure 5.12 RCWA predictions of the first order external diffraction efficiency of
the LRS2-B UV and Orange Arm grisms for unpolarized light. In Panel a, the solid
curves are the actual predictions while the dashed curves are 10% lower and repre-
sent the minimum acceptable external diffraction efficiency. The external diffrac-
tion efficiency requirements at selected wavelengths are tabulated in Table 5.2. In
Panel b, the transmittance of DCG is plotted for four different layer thicknesses that
are typical for VPH gratings like those fabricated for LRS2. The data for 15 µm
thickness are from Barden et al. (2000), and are the basis from which the transmit-
tance used in the external diffraction efficiency calculations were scaled. Here, the
transmittance for the full LRS2 wavelength range is shown.

Table 5.1. LRS2-B Holographic Grating Layer Properties

Property Units UV Arm Orange Arm

DCG Optical Thickness d µm 3.5 6.0
DCG Refractive Index Modulation ∆nDCG - 0.060 0.048

DCG Average Refractive Index ( nDCG ≈ nN−BK7(λ0) ) - ∼ 1.529 ∼ 1.517
Fringe Frequency GΛ lines mm−1 1770 776

Fringe Tilt φ ◦ −1.31 −2.00
Grating Layer AOI αDCG

◦ 12.04 6.57

Note. — Properties listed in this table were used as input for the RCWA models on which the final
external diffraction efficiency predictions were based for the LRS2-B grism assemblies shown in Figure
5.12.
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Table 5.2. LRS2-B Grism External Diffraction Efficiency Requirement

Grism λ [nm] Efficiency [%]

UV 370 > 74
UV 400 > 81
UV 450 > 66

Orange 500 > 72
Orange 620 > 76
Orange 700 > 65

Note. — See Figure 5.12.

5.4.1.3 External Diffraction Efficiency

The predicted external diffraction efficiencies of the two LRS2-B grism as-

semblies are shown in Figure 5.12a (solid curves). The first order diffraction effi-

ciencies were calculated with RCWA (Gaylord & Moharam, 1985) for unpolarized

light. While the vendor is in no way limited to the VPH layer properties used to

calculate these predicted efficiencies, they are tabulated in Table 5.1 for reference.

These theoretical curves have been corrected to include the internal transmittance

of Schott N-BK7HT glass for the average path length through the grism assembly

(see Figure 5.4), surface reflection losses and absorption in the AR coating con-

sistent with the specification above, absorption in the optical adhesive consistent

with the specification above, and the transmittance of the DCG diffracting layer (as

scaled for the DCG physical thickness for each grating from the data presented by

Barden et al. 2000, which is also reproduced here for convenience in Figure 5.12b).
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The grisms are acceptable with diffraction efficiencies no more than 10% worse

than these predictions (dashed curves in Figure 5.12a). The resulting diffraction

efficiency requirements are tabulated in Table 5.2.

5.4.1.4 Statement of Work

1. The number of grism assemblies to be delivered to the University is 2: one

for the LRS2-B UV Arm and one for the LRS2-B Orange Arm. The vendor

shall be responsible for the procurement and/or fabrication of all individual

components for each grism, in addition to the final assembly of the grisms.

The latter includes the procurement or fabrication of any required fixtures or

tooling.

2. The vendor shall propose changes to the design features of the grism as-

sembly and/or its individual components to meet the external diffraction effi-

ciency requirements set forth in Section 5.4.1.3.

3. The vendor shall measure the first order external diffraction efficiency of both

grism assemblies at mutually agreed upon wavelengths spanning the specified

wavelength ranges for the UV Arm and Orange Arm grisms, respectively.

The vendor shall provide documentation of such tests to the University.

4. Grisms with low scattering properties over the specified wavelength range

are desired by the University. The goal is for the VPH grating to appear

clear and to not exhibit haziness by visual inspection. This may be demon-

strated through a visual comparison to a grating that shows good clarity and

is known to exhibit low scattering. The University can supply a suitable com-
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parison grating to the vendor. Alternatively, if samples are produced by the

vendor in the development of the VPH gratings, the University can measure

the scattering and provide feedback towards this end.

5. A schedule for delivery shall be mutually agreed upon by the vendor and the

University as part of the proposal award process.

6. The vendor shall provide all packing material and shipping costs. Shipping

will be from the vendor’s fabrication facility to the University, located in

Austin, Texas.

7. The University will inspect and test each of the delivered grism assemblies

to ensure that they are in compliance with this specification. The amount of

time required for the University to inspect and report noncompliance is not

less than four weeks after receipt.

8. The vendor shall remedy any non-conformance with this specification (e.g.,

by appropriate rework or replacement with new grism assemblies that are

within specification) within a mutually agreed upon time frame. The vendor

may consider each grism assembly as accepted if the vendor has not received

a noncompliance report from the University within the inspection and report-

ing time period discussed above.

5.4.2 LRS2-R VPH Grism Specification

One VPH grism must be constructed for each of the two LRS2-R channels,

each having specific properties chosen to accommodate the respective spectral cov-

erage and spectral resolution. Each grisms consists of a conventional VPH grating
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constructed from N-BK7 substrates (or similar glass). The substrates have a square

footprint while the CA of the grating is circular. The nomenclature for designating

the substrates and the prisms is the same as was defined for LRS2-B. As with the

substrates, the prisms will have a square footprint and be fabricated from N-BK7

glass (or similar).

Figure 5.13 shows schematic drawings of the Red Arm and Far Red Arm

VPH grism assemblies. Each grism will be attached to a mounting cell in the in-

strument via RTV silicone that will be applied to the front prism face (outside of

the CA) and the sides of the grism (i.e., on the faces of the grism assembly that are

parallel to the plane of the page as seen in the side views of Figure 5.13). Monte

Carlo simulations have been utilized to determine the fabrication, assembly, and

final alignment tolerance for each grism. Each mounting cell will be attached to a

custom rotation stage that will enable rotational compensation about the camera’s

optical axis to accommodate the allowed fabrication and assembly misalignments

and ensure that no fiber images are lost off the edge of the CCD.

5.4.2.1 Red Arm

GENERAL

1. The VPH grism shall be used in transmission at first order.

2. Wavelength coverage: 650 nm to 847 nm inclusive.

3. The instrument is intended for use with unpolarized light.

4. The grism shall be oriented in the instrument such that the normal to the

plane of the VPH layer is tilted at an angle θgrism = 15.300◦ with respect to
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Figure 5.13 Same as Figure 5.11, except for the LRS2-R grisms with the Red arm
grism shown at left and the Far Red arm grism shown at right.

the camera optical axis. This orientation results in an angle of incidence

αair = −6.382◦ relative to the normal of the front prism air-glass interface

for the specified front prism wedge angle. The resulting angle of incidence

on the grating layer within the glass αDCG = 11.166◦, assuming λ = 748.5

nm and an index of refraction nN−BK7(λ) consistent with the specified glass

material. Given the specified back prism wedge angle, the range of exit angles

at the back prism external glass-air interface for the dispersed light is -5.616◦

< βair(λ)< 5.323◦. See Figure 5.5 for an illustration of these angles.

FABRICATION

1. Substrate and prism material: Schott N-BK7 (grade H3, bubble class B1 VB

300), or similar (such as Ohara S-BSL 77: grade Special A5, bubble Class 1).
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2. Substrate dimensions: square with 150.0± 0.5 mm sides. Each substrate

is 8.0± 0.1 mm thick. The front and back faces of each substrate must be

parallel to < 1′. See Figure B.1 of Appendix B for a technical drawing.

3. VPH layer CA: 138.0 mm minimum diameter, centered on the base substrate

to within ±1.0 mm. See Figure B.1 of Appendix B.

4. Prism dimensions: the prisms shall have a square footprint with 150.0 mm

sides and a wedge angle γ = 15.382◦. See Figures B.5 and B.6 of Appendix

B for technical drawings of the prisms. All linear dimensions are given to

theoretical sharp. Up to a 1.0 mm bevel can be applied as needed to all

edges. The tolerance on γ is −2′, +4′ for the front prism and −4′, +2′ for the

back prism. The pyramidal error is limited to < 2′ for both prisms. These

tolerances and those on the linear dimensions are indicated on the drawings.

5. External surface finish: 60/40 scratch/dig. External surface roughness: 2 nm

RMS within the CA. The finish and roughness of internal surfaces can be

relaxed relative to this external specification.

6. Surface figure: for the entire assembly, the transmitted wavefront error must

be < 2 waves peak-to-valley at 632 nm within the CA in first order.

7. The VPH layer fringe frequency is 923 (+3,-1) lines mm−1. The fringes must

be aligned perpendicular to the reference face of the base substrate to within

±0.2◦ (see Figure B.1 of Appendix B).

8. Slanted fringes: the grism is oriented in the instrument such that diffraction

occurs in an off-Littrow configuration to avoid imaging the Littrow ghost

(Burgh et al., 2007). For the external diffraction efficiency to remain com-
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pliant with the requirement, the fringes shall be slanted by an angle φ (as

determined by the vendor) such that the slant moves the plane of the fringes

away from the incident beam (as shown in Figure 5.13 and Figure B.1 of

Appendix B).

9. Bubbles and other point defects in the holographic layer shall total an area of

no more than 1.0 mm2 in the CA. No individual defect shall have a diameter

greater than 0.5 mm.

10. External diffraction efficiency: for the entire assembly in first order, the

diffraction efficiency must be consistent with that described in Section 5.4.2.3.

11. AR coating: applied to the external surfaces of the front and back prisms. For

each of the two external prism surfaces, a maximum of 1% reflection through-

out the specified wavelength range is allowed for. The mean reflection and

absorption by the AR coating must total < 0.5% over the specified wave-

length range. The angles of incidence at the external surfaces are indicated

above.

ASSEMBLY

1. Alignment: all individual optical components feature a reference face, as in-

dicated in Figures B.1, B.5, and B.6 of Appendix B. These reference faces

shall be used to constrain the rotational alignment of the two prisms and the

cap substrate relative to the fringes recorded in the DCG on the base substrate.

2. The grism’s components shall be sealed and bonded with an adhesive that has

< 1% absorption at any wavelength within the specified wavelength range.
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The adhesive shall exhibit low shrinkage upon curing so as to avoid warping

any of the optical components. The vendor shall specify the adhesive. Epo-

tek 301-211 is an acceptable choice that has been tested extensively. The

adhesive layer shall follow the same specification for bubbles and point de-

fects as the VPH layer.

3. Adhesive wedge: the total wedge error of the assembly parallel and perpen-

dicular to the fringe direction has been allocated individually to the substrates

and the prisms, respectively. Additional anticipated wedge resulting from the

three adhesive layers of the assembly must be absorbed into this total error.

4. Assembly beam deviation: for the final grism assembly, the beam deviation

in the spatial direction (i.e., perpendicular to the dispersion) shall not exceed

±20′ relative to an ideal ray that is incident on the center of the CA at any

wavelength within the specified range. This is the driving optical specifica-

tion for the assembly of the grism.

5. Assembly mechanical extrusion: the outside edges of the optical components

comprising the final grism assembly shall be aligned translationally and ro-

tationally such that no edge of any component extrudes further than 2 mm

measured perpendicularly from the edge of any other component. This sec-

ondary mechanical specification is imposed so that the final grism assembly

fits within its mounting cell.

6. The grism assembly and components shall be able to operate in the following

environment without damage and/or loss of performance over time:

• Normal operating temperature: -10◦ C to 35◦ C
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• Normal operating air quality: ISO-6 (Class 1000)

• Normal operating humidity range: < 50% non-condensing

• Survival temperature range: -25◦ C to 66◦ C

• Survival humidity range: ≤ 95% non-condensing

ALIGNMENT (For internal use)

1. Translational tolerance: the assembly must be positioned within the instru-

ment such that the center of the grism assembly is within ±2 mm of the

nominal position.

2. Angular tolerance: the assembly must be aligned about the X and Y axes (see

Figure 5.5) to within ±0.25◦.

3. A rotation of the grism assembly about the camera optical axis shall be al-

lowed for with a total range of motion of at least ±0.75◦ to compensate

for misalignments allowed within the fabrication and assembly specifications

listed above.

5.4.2.2 Far Red Arm

GENERAL

1. The VPH grism shall be used in transmission at first order.

2. Wavelength coverage: 823 nm to 1050 nm inclusive.

3. The instrument is intended for use with unpolarized light.
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4. The grism shall be oriented in the instrument such that the normal to the

plane of the VPH layer is tilted at an angle θgrism = 15.300◦ with respect to

the camera optical axis. This orientation results in an angle of incidence

αair = −9.688◦ relative to the normal of the front prism air-glass interface for

the specified front prism wedge angle. The resulting angle of incidence on

the grating layer within the glass αDCG = 12.283◦, assuming λ = 936.5 nm and

an index of refraction nN−BK7(λ) consistent with the specified glass material.

Given the specified wedge angle of the back prism, the range of exit angles

at the back prism external glass-air interface for the dispersed light is -8.946◦

< βair(λ) < 2.059◦. See Figure 5.5 for an illustration of the aforementioned

angles.

FABRICATION

1. Substrate and prism material: Schott N-BK7 (grade H3, bubble class B1 VB

300), or similar (such as Ohara S-BSL 77: grade Special A5, bubble Class 1).

2. Substrate dimensions: square with 150.0± 0.5 mm sides. Each substrate

is 8.0± 0.1 mm thick. The front and back faces of each substrate must be

parallel to < 1′. See Figure B.1 of Appendix B.

3. VPH layer CA: 138.0 mm diameter minimum, centered on the base substrate

to within ±1.0 mm. See Figure B.1 of Appendix B.

4. Prism dimensions: the prisms shall have a square footprint with 150.0 mm

sides and a wedge angle γ = 18.688◦. See Figures B.7 and B.8 of Appendix

B. All linear dimensions are given to theoretical sharp. Up to a 1.0 mm bevel
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can be applied as needed to all edges. The tolerance on Far Red is −4′, +2′ for

the front prism and −2′, +4′ for the back prism. The pyramidal error is limited

to < 2′ for both prisms. These tolerances and those on the linear dimensions

are indicated on the drawings.

5. External surface finish: 60/40 scratch/dig. External surface roughness: 2 nm

RMS within the CA. The finish and roughness of internal surfaces can be

relaxed relative to this external specification.

6. Surface figure: for the entire assembly, the transmitted wavefront error must

be < 2 waves peak-to-valley at 632 nm within the CA in first order.

7. The VPH layer fringe frequency is 797± 2 lines mm−1. The fringes must

be aligned perpendicular to the reference face of the base substrate to within

±0.2◦ (see Figure B.1 of Appendix B).

8. Slanted fringes: the grism is oriented in the instrument such that diffraction

occurs in an off-Littrow configuration to avoid imaging the Littrow ghost

(Burgh et al., 2007). For the external diffraction efficiency to remain com-

pliant with the requirement, the fringes shall be slanted by an angle φ (as

determined by the vendor) such that the slant moves the plane of the fringes

away from the incident beam (as shown in Figure 5.13 and Figure B.1 of

Appendix B).

9. Bubbles and other point defects in the holographic layer shall total an area of

no more than 1.0 mm2 in the CA. No individual defect shall have a diameter

greater than 0.5 mm.

10. External diffraction efficiency: for the entire assembly in first order, the
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diffraction efficiency must be consistent with that described in Section 5.4.2.3.

11. AR coating: applied to the external surfaces of the base substrate and back

prism. For each of the two external surfaces, a maximum of 1% reflection

throughout the specified wavelength range is allowed for. The mean reflection

and absorption by the AR coating must total < 0.5% over the wavelength

range. The angles of incidence at the external surfaces are indicated above.

ASSEMBLY

1. Alignment: all individual optical components feature a reference face, as in-

dicated in Figures B.1, B.7, and B.8 of Appendix B. These reference faces

shall be used to constrain the rotational alignment of the two prisms and the

cap substrate relative to the fringes recorded in the DCG on the base substrate.

2. The grism’s components shall be sealed and bonded with an adhesive that has

< 1% absorption at any wavelength within the specified wavelength range.

The adhesive shall exhibit low shrinkage upon curing so as to avoid warp-

ing any of the optical components. The vendor shall specify the adhesive.

The adhesive layer shall follow the same specification for bubbles and point

defects as the VPH layer.

3. Adhesive wedge: the total wedge error of the assembly parallel and perpen-

dicular to the fringe direction has been allocated individually to the substrates

and the prisms, respectively. Any additional anticipated wedge resulting from

the two adhesive layers of the assembly must be absorbed into this total error.

4. Assembly beam deviation: for the final grism assembly, the beam deviation
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in the spatial direction (i.e., perpendicular to the dispersion) shall not exceed

±20′ relative to an ideal ray that is incident on the center of the CA at any

wavelength within the specified range. This is the driving optical specifica-

tion for the assembly of the grism.

5. Assembly mechanical extrusion: the outside edges of the optical components

comprising the final grism assembly shall be aligned translationally and ro-

tationally such that no edge of any component extrudes further than 2 mm

measured perpendicularly from the edge of any other component. This sec-

ondary mechanical specification is imposed so that the final grism assembly

fits within its mounting cell.

6. The grism assembly and components shall be able to operate in the following

environment without damage and/or loss of performance over time:

• Normal operating temperature: -10◦ C to 35◦ C

• Normal operating air quality: ISO-6 (Class 1000)

• Normal operating humidity range: < 50% non-condensing

• Survival temperature range: -25◦ C to 66◦ C

• Survival humidity range: ≤ 95% non-condensing

ALIGNMENT (For internal use)

1. Translational tolerance: the assembly must be positioned within the instru-

ment such that the center of the grism assembly is within ±2 mm of the

nominal position.
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Figure 5.14 RCWA predictions of the first order external diffraction efficiency of
the LRS2-R Red and Far Red Arm grisms for unpolarized light. The solid curves
are the actual predictions while the dashed curves are 10% lower and represent
the minimum acceptable external diffraction efficiency. The external diffraction
efficiency requirements at selected wavelengths are tabulated in Table 5.4.

2. Angular tolerance: the assembly must be aligned about the X and Y axes (see

Figure 5.5) to within ±0.25◦.

3. A rotation of the grism assembly about the camera optical axis shall be al-

lowed for with a total range of motion of at least ±0.75◦ to compensate

for misalignments allowed within the fabrication and assembly specifications

listed above.

5.4.2.3 External Diffraction Efficiency

The predicted external diffraction efficiencies of the two LRS2-R grism as-

semblies are shown in Figure 5.14 (solid curves). The first order diffraction effi-

ciencies were calculated with RCWA (Gaylord & Moharam, 1985) for unpolarized
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Table 5.3. LRS2-R Holographic Grating Layer Properties

Property Units Red Arm Far Red Arm

DCG Optical Thickness d µm 4.9 7.5
DCG Refractive Index Modulation ∆nDCG - 0.074 0.061

DCG Average Refractive Index ( nDCG ≈ nN−BK7(λ0) ) - ∼ 1.513 ∼ 1.509
Fringe Frequency GΛ lines mm−1 923 797

Fringe Tilt φ ◦ −2.06 −2.09
Grating Layer AOI αDCG

◦ 11.17 12.28

Note. — Properties listed in this table were used as input for the RCWA models on which the final
external diffraction efficiency predictions were based for the LRS2-R grism assemblies shown in Figure
5.14.

Table 5.4. LRS2-R Grism External Diffraction Efficiency Requirement

Grism λ [nm] Efficiency [%]

Red 650 > 74
Red 740 > 82
Red 840 > 68

Far Red 830 > 72
Far Red 920 > 81
Far Red 1040 > 65

Note. — See Figure 5.14.

247



light. While the vendor is in no way limited to the VPH layer properties used to

calculate these predicted efficiencies, they are tabulated in Table 5.3 for reference.

These theoretical curves have been corrected to include the internal transmittance

of Schott N-BK7HT glass for the average path length through the grism assembly

(see Figure 5.4), surface reflection losses and absorption in the AR coating con-

sistent with the specification above, absorption in the optical adhesive consistent

with the specification above, and the transmittance of the DCG diffracting layer

(as scaled for the DCG physical thickness for each grating from the data presented

by Barden et al. 2000, which is also reproduced for convenience in Figure 5.12b).

The grisms are acceptable with diffraction efficiencies no more than 10% worse

than these predictions (dashed curves in Figure 5.14). The resulting diffraction ef-

ficiency requirements are tabulated in Table 5.4.

5.4.2.4 Statement of Work

1. The number of grism assemblies to be delivered to the University is 2: one

for the LRS2-R Red Arm and one for the LRS2-R Far Red Arm. The vendor

shall be responsible for the procurement and/or fabrication of all individual

components for each grism, in addition to the final assembly of the grisms.

The latter includes the procurement or fabrication of any required fixtures or

tooling.

2. The vendor shall propose changes to the design features of the grism assem-

bly and/or its individual components to meet the requirements set forth in

Section 5.4.2.3.
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3. The vendor shall measure the first order external diffraction efficiency of both

grism assemblies at mutually agreed upon wavelengths spanning the specified

wavelength ranges for the Red Arm and Far Red Arm grisms, respectively.

The vendor shall provide documentation of such tests to the University.

4. Grisms with low scattering properties over the specified wavelength range

are desired by the University. The goal is for the VPH grating to appear

clear and to not exhibit haziness by visual inspection. This may be demon-

strated through a visual comparison to a grating that shows good clarity and

is known to exhibit low scattering. The University can supply a suitable com-

parison grating to the vendor. Alternatively, if samples are produced by the

vendor in the development of the VPH gratings, the University can measure

the scattering and provide feedback towards this end.

5. A schedule for the delivery of the grisms shall be mutually agreed upon by

the vendor and the University as part of the proposal award process.

6. The vendor shall provide all packing material and shipping costs. Shipping

will be from the vendor’s fabrication facility to the University, located in

Austin, Texas.

7. The University will inspect and test each of the delivered grism assemblies

to ensure that they are in compliance with this specification. The amount of

time required for the University to inspect and report noncompliance is not

less than four weeks after receipt.

8. The vendor shall remedy any non-conformance with this specification (e.g.,

by appropriate rework or replacement with new grism assemblies that are
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within specification) within a mutually agreed upon time frame. The vendor

may consider each grism assembly as accepted if the vendor has not received

a noncompliance report from the University within the inspection and report-

ing time period discussed above.

5.5 Acceptance Testing

Syzygy Optics, LLC4 was selected as the contractor to fabricate and assem-

ble the four VPH grisms for LRS2. At the time the contracts were awarded, final

versions of the grism specification (see Section 5.4 and the engineering drawings

included in Appendix B) were provided to them. In the following subsections, the

acceptance testing of the four delivered VPH grism assemblies is discussed.

5.5.1 Initial Inspection

Upon delivery of each grism assembly, a careful visual inspection was per-

formed to verify the final fabrication quality of each unit. These visual inspections

confirmed the high quality of the delivered optical assemblies, with only a few

exceptions that were each reported prior to delivery from the vendor. Of minor con-

cern is the total area of bubbles in the final holographic film for the Orange Arm

grism, which total ∼ 4.0 mm2. The total loss due to bubbles in the CA would be

∼ 0.02%. The Red Arm grating layer also has a large bubble within the CA that

exceeds the 0.5 mm maximum diameter specified for a single bubble. The resulting

4Syzygy Optics, LLC also was contracted to fabricate the suite of VPH gratings for VIRUS. See
Chapter 3 for additional details.
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diffraction efficiency loss is also on the order of a hundredth of a percent, which is

insignificant especially if the grating is of high efficiency otherwise.

Of more major concern is an issue with the Red Arm grism AR coating that

was applied by the subcontractor who fabricated the prisms for the LRS2-R grism

assemblies. After gluing the grism assemblies together, the vendor goes through a

clean-up procedure that involves a final clean of the two AR coated optical faces of

the grism assembly with isopropyl alcohol and deionized water. After this process,

the Red Arm grism began to show degradation of the AR coating on the front prism

(some of which is in the CA), while the AR coatings for the other three grism as-

semblies showed no adverse effects as expected. Additionally, the AR coating on

the back Red Arm prism (which is the same as that used for the front prism) was

unaffected. In the CA, ∼ 0.13% of the area contains damage to the coating. In

addition, a Zemax ray tracing model was run that shows that any reflected light off

of the front prism face is reflected out of the primary spectrograph beam and will

therefore not produce any adverse ghosting effects, even if the coating was entirely

stripped. Of primary concern is the long-term durability of the coating. Extensive

testing by the grism vendor using witness samples produced by the prism subcon-

tractor concluded that the Red Arm grism AR coating is fragile, and susceptible

to damage only after minor abrasion, such as that which can occur during clean-

ing. Since the grism had already been assembled, polishing the existing coating

off and recoating would require that the entire grism assembly be included in the

coating chamber, which would limit the deposition temperature of the new coating

to < 100◦ C to ensure the survivability of the holographic grating layer. Since this
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process would be risky for the assembled grism and deposition at this low tempera-

ture would likely result in another fragile coating, it was decided to continue testing

the grism. Additionally if finally accepted, no further degradation is expected since

the spectrographs will reside in the environmentally controlled VIRUS enclosures

and will not be cleaned unless absolutely necessary.

5.5.2 Verification of Physical Dimensions

The physical dimensions of the grism assemblies are verified using a FaroArm

Quantum portable contact coordinate measuring machine (CMM). The 6 axis mea-

surement arm has a total extension of 6 feet and achieves a volumetric accuracy

of 23 µm and a single point measurement repeatability of 16 µm. In these mea-

surements, the primary goal is to verify the total wedge angle γtot of the grisms

as well as the as-built total pyramidal errors. However, measurements with the

FaroArm quickly provide verification of other physical dimensions as well, such

as the maximum overhang due to the physical misalignment of the edges of each

grism component, and the overall length, width, and perpendicularity of each grism

face.

Each of the LRS2 grism assemblies meets all of the physical dimension

specifications, except for the Red Arm grism. The two specifications which this

grism fails to meet are for the assembly mechanical extrusion and the total pyrami-

dal error. For the former, there is a 2.4 mm overhang of the base substrate resulting

from a misalignment of the substrate relative to the interference fringe pattern dur-

ing the holographic layer exposure process. Note that this misalignment is only
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mechanical in nature, as the two prisms are optically aligned relative to the final

processed grating fringes. As a result, the large overhang will affect the way the

grism is mounted in its cell (see Section 5.6).

For the Red Arm grism total pyramidal error, 8.58′ is measured, which is

more than 4′ greater than what was originally specified. Using the parameters of

the Monte Carlo tolerance analysis discussed in Section 5.3, at least one fiber is lost

in the majority of realizations of the grism with a total pyramidal error equaling

that measured. In practice however, this is likely to not be a major issue once

the grism is installed in the actual instrument. At the time the grism tolerance

analysis was conducted, the final design of the LRS2 IFU output head was not yet

complete. As a result, the final number of fibers on the IFU and their pitch angle at

the output into the spectrograph was not known. Both of these pieces of information

are necessary to determine the total length of the IFU fiber slit from which light is

injected into the spectrograph. As a result, the optical models that were utilized in

the Monte Carlo tolerance analysis assumed the maximum possible fiber slit length

to be conservative. According to the LRS2 IFU output head final design presented

in Section 4.3.1.1 of Chapter 4, the as-built maximum linear off-axis distance of the

end fibers from the central fibers on the IFU fiber slit is 322 µm less than that used

in the optical models. Thus, even with the 8.58′ of total pyramidal error, all fibers

should still remain safely on the CCD assuming all other specifications for the Red

Arm grism were met.
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5.5.3 External Diffraction Efficiency Measurements

The most important acceptance test that is performed is the measurement

of the external diffraction efficiency of the grisms, since this ultimately provides a

measure of the final performance of the grism assemblies. To conduct these mea-

surements, the same general-purpose grating test facility that was developed by

Adams et al. (2008) and was described in Section 3.3.2 for performing detailed full

characterizations of prototype VPH gratings for VIRUS was utilized.

Note that the test bench was not designed to test gratings without plane-

parallel substrates, so several modifications were required to perform the tests on

the LRS2 grisms. To visualize the the test bench setup when grisms are tested, the

reader is referred to Figure 5.15 in which a schematic of the test bench layout is

shown. In this schematic, the angle θ1 refers to the angle of the rotation stage on

which the grism rests, while θ2 refers to the angle of the rotation stage on which

the detector arm is mounted. Note that the grism rotation stage actually rides on

the detector arm and is mounted coaxially with the detector arm rotation stage. As

a result, the zero-point of the grism rotation stage rotates with the detector arm.

The sign conventions for θ1 and θ2 as set by the rotation stage motor controllers are

indicated about the zero-point for each axis in Figure 5.15.

To mount the grisms onto the first rotation stage, a single custom platform

was designed on which the grism sits. This platform includes a set of three pre-

cision drilled holes for each grism into which locating pins can be inserted. The

grism’s front optical face rests against two of these pins to ensure that its normal is

coaxial with the optical axis of the collimating lens when θ1 = θ2 = 0◦. The grism
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Figure 5.15 a) A schematic of the grating test bench optical layout as set up to test
a VPH grism. Each major component in the optical system is labeled. The bench
features two independent, coaxial rotation stages: θ1 indicates the rotation of the
grism, and θ2 indicates the rotation of the cantilevered arm on which the focusing
lens, Fabry lens (not shown), and the detector are mounted. The thick solid lines
indicate the zero-points for each of the two respective rotational axes. The dashed
line on the grism’s two prism optical faces indicates the normal to each face, and
the external angles of incidence (αair) and diffraction (βair) are also labeled. Finally,
the sign conventions for the angles θ1, θ2, αair, and βair are also shown. This panel
was adapted from Figure 10 of Barden et al. (1998). b) A photo of the test bench
with one of the LRS2 grisms in place and being tested in a similar configuration to
that shown schematically in Panel a.
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is then pushed against a third pin which rests against the back optical face to en-

sure consistent placement of the grism and guarantee that the same subaperture is

measured from test to test. The pins are placed such that the rotation axis of the

rotation stage is directly underneath the plane of the holographic grating layer. The

design of the grism mounting platform also allows one to test up to six independent

subapertures spread across the grism’s CA. This enables the characterization of the

diffraction efficiency spatial variation across the CA and allows a better estimate of

the grism’s performance in the much larger collimated beam of the spectrograph. In

these tests, a 21.2 mm diameter beam was utilized. For six subapertures, this allows

the direct test of 14.2% of the grism CA.

To test a grism with the grating test bench in the configuration described

above with the custom grism mounting platform, the values of the detector arm

rotation stage angle θ2 and the grism rotation stage angle θ1 that need to be entered

into the rotation stage motor controllers are given as follows:

θ2 = − (γa + γb + αair + βair(λ) ) , (5.19)

where the all angles follow the sign convention described in Section 5.2.2 and the

final sign of θ2 moves the motor in the direction indicated in Figure 5.15. Since

the grism rotation stage is mounted on the detector arm coaxially with the detector

arm’s rotation stage, the required value of θ1 depends on θ2 and is given by:

θ1 = − (αair + θ2) . (5.20)

For each grism, the diffraction efficiency is tested for seven to ten different wave-

lengths within each spectrograph channel’s bandpass for one subaperture. Addi-
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tionally, the remaining five subapertures that are within reach using the mounting

platform are measured at three wavelengths across the channel bandpass to quantify

the diffraction efficiency spatial variation. For the majority of the total wavelength

range covered by the four LRS2 channels, the quartz tungsten halogen (QTH) light

source is used. However, as described in Section 3.3.2 of Chapter 3, the measured

diffraction efficiency can be biased by red light leaking through the monochroma-

tor for bluer wavelengths below 450 nm. To avoid this, either a deuterium light

source or a narrowband filter in conjunction with the QTH source are used when a

measurement is taken below 500 nm.

Before beginning a diffraction efficiency test, the orientation of the grism

is first verified. With the exception of the Orange Arm, the LRS2 grisms have

symmetric prisms attached to the VPH grating, which makes it difficult to tell which

prism face is the front and which is the back. Since each grisms each employ a

fringe tilt of as much as φ ≈ −2◦, the installed orientation is critical as the wrong

orientation will yield significantly decreased diffraction efficiency measurements

by as much as ∼ 30% less than the diffraction efficiency measured in the correct

orientation, depending on the measured wavelength. To perform this verification,

a laser is used as the light source (532 nm for the LRS2-B channels, and 632 nm

for the LRS2-R channels) and quickly do a hand calculation of the efficiency. The

orientation yielding the highest efficiency is the correct one. Once found, the prisms

are labeled “front” and “back” accordingly, which will ensure the correct orientation

later when the grism assemblies are installed in their mounting cells. These quick

laser tests also allow the rough verification by eye that the correct dispersion is
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Figure 5.16 The measured external diffraction efficiency of the grisms for the two
LRS2-B spectrograph channels. At left is the UV Arm while the Orange Arm is
shown at left. Plots showing the diffraction efficiency measurements are presented
on the top row. In these plots, the RCWA predicted efficiency is shown as the col-
ored curve, and the shaded region below this curve represents the acceptable range
of delivered efficiency. In black, the single 21 mm diameter subaperture is shown
for which up to ten wavelengths were tested. In gray, additional measurements
taken at five other subapertures for three wavelengths each are shown to help char-
acterize the range of spatial variability of the diffraction efficiency, and to better
characterize the efficiency averaged over the entire CA. On the bottom row, photos
of each respective grism on the grating test bench while under test with the 532 nm
laser are presented.
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Figure 5.17 The measured external diffraction efficiency of the grisms for the two
LRS2-R spectrograph channels. At left is the Red Arm while the Far Red Arm is
shown at left. Plots showing the diffraction efficiency measurements are presented
on the top row, in similar fashion to that shown in Figure 5.16. On the bottom row,
photos of each respective grism are shown on the grating test bench while under
test with the 632 nm laser.
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Table 5.5. LRS2 Grism Measured External Diffraction Efficiency

UV Orange Red Far Red
λ [nm] Efficiency [%] / λ [nm] Efficiency [%] / λ [nm] Efficiency [%] / λ [nm] Efficiency [%]

370 71.95 (7.43) / 500 75.83 (1.92) / 650 76.83 (6.67) / 830 78.90 (6.98)
400 77.31 (4.77) / 620 81.33 (2.76) / 740 85.52 (3.65) / 920 84.97 (2.95)
450 68.40 (4.98) / 700 67.19 (3.81) / 840 69.50 (9.43) / 1040 71.28 (7.83)

Note. — The efficiency values tabulated here are the average of the six measurements from the different 21.2 mm diameter subapertures. The values
in parentheses are the standard deviation of those six measurements and quantify the variation of the diffraction efficiency across the grism clear aperture.
These results can be compared directly to the requirements shown in Tables 5.2 and 5.4 for LRS2-B and LRS2-R, respectively. Also for LRS2-B and
LRS2-R, respectively, see Figures 5.16 and 5.17.

being achieved for each grism by checking that the diffracted beam is entering the

photodiode detector aperture for the calculated values of θ1 and θ2. However, note

that a precision measurement of the delivered dispersion must be delayed until the

grism is installed in the spectrograph. This is because the FWHM of the focused

spot is approximately an order of magnitude smaller than the photodiode detector’s

active area to ensure that all of the flux is collected by the detector, even if there

are small errors in the total beam deviation of the disperser under test. While this

design ensures accurate diffraction efficiency measurements, it can only provide

verification of delivered total beam deviation at a given wavelength to within±0.5◦,

which corresponds to ±90 pixels at the LRS2 focal plane.

In Figures 5.16 and 5.17, the measurements of the diffraction efficiency

compared with the original external diffraction efficiency specification are shown

for the LRS2-B grisms and LRS2-R grisms, respectively. For each grism, the results

for the one subaperture are shown that was measured at seven to ten different wave-

lengths in black. For the remaining five subapertures that were measured at only

three wavelengths, the results are shown in gray. Note that these three wavelengths
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were the same three wavelengths at which the external diffraction efficiencies were

specified in Tables 5.2 and 5.4 for the LRS2-B and LRS2-R channels, respectively.

For comparison with these specifications, the measured external diffraction effi-

ciency is tabulated at the same three wavelengths per channel averaged over the six

measured subapertures in Table 5.5. As can be seen, all of the grisms are excellent

performers, with all grisms except the UV Arm grism outperforming the minimum

specification. As was seen on average in the fabrication of the VIRUS VPH gratings

(see Chapter 3), fabricating a VPH grating with low scattering and high efficiency

is difficult at the short wavelength approaching the near-UV. In addition for the

UV Arm grism, all mediums through which the light travels in the assembly are

quickly dropping in efficiency for λ. 400 nm, including the multiple layers of op-

tical epoxy, the holographic layer (see Figure 5.12b), and even the glass itself (e.g.,

the amount of efficiency lost in the glass alone for short wavelengths in the UV

grism ranges from 1% to 6% depending on the thickness of the glass; see Figure

5.4). Given these inevitable losses, even a VPH grating with the best UV efficiency

(77.4% at 350 nm) in the suite of 170 units for VIRUS would do no better than the

UV grism when incorporated into a grism assembly of similar design.

5.5.4 Acceptance Decision

Based on the acceptance tests described in this section, it was decided that

each of the four grisms would be accepted. Even though several units did not meet

all specifications, the amount by which they fell short was not significant enough

to warrant rework by the vendor and/or their subcontractors. This is especially
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true when considering project time constraints and the risk to the existing units

depending on the type of further work that would be needed in order to ensure

compliance with the specification.

5.6 Grism Mounting Cells

Mounting the VPH grisms into the LRS2 spectrograph requires custom

hardware for each channel since each grism differs in its shape and overall size

according to the required optical prescriptions discussed previously in this chapter.

For the mechanical design of the grism mounting cells, previous experience and

design heritage from both LRS (Hill et al., 1998a, 2003) and VIRUS (Prochaska

et al., 2012) is utilized. The mechanical design is presented in the next subsection,

followed by an outline of the work-flow required for installing the grism assemblies

into the cells.

5.6.1 Mechanical Design

The Monte Carlo optical tolerance analysis of the LRS2 VPH grisms con-

sidered the range of alignment errors that may result from the installation of the

assembly into the instrument. To review, this analysis showed that the alignment

of the grism in the spectrograph can be achieved using mechanical reference fea-

tures that are precision machined and that the only necessary fine adjustment is to

the rotation of the grism assembly about the camera’s optical axis. This rotational

adjustment serves as a compensator for angular misalignments in the grism assem-

bly (such as the fringe direction relative to external reference features or alignment
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Figure 5.18 Three different views of a solid model of the LRS2 grism mounting cell.
The UV Arm grism is shown, but the design is the same for all four channels. The
bottom two views show a side view and back view of the assembly, and the two
primary subassemblies are labeled. The top assembly is shown in more detail in
Figure 5.19 and the mount base assembly is shown in Figure 5.20. Two secondary
subassemblies are shown as part of the mount base assembly, and are also shown in
more detail in Figure 5.20.
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errors of the prisms relative the fringes) that would otherwise result in the move-

ment of a spectrum of one or more fibers near the edge of the IFU slit off the CCD

detector. From 103 Monte Carlo realizations for each grism, it was found that the

maximum required range of rotational compensation is±0.75 A model of the over-

all grism mounting cell design can be seen in Figure 5.18. The design consists of

two primary subassemblies: the mount base assembly, and the top assembly. While

the former was designed to be compatible for all four grism mounts, the latter is

specific to each individual spectrograph channel. The mount base assembly also

contains two secondary subassemblies in the locking screw assemblies and the ad-

juster block. The mount is fabricated primarily from 6061 aluminum.

The top assembly requires unique components for each LRS2 channel to

accommodate the unique geometries of the individual grism assemblies. As seen in

Figure 5.19, the top assembly consists of three primary components: the top mask

plate, and two side plates. The top mask plate contains the mechanical reference

features for properly orienting the grism. The grism front prism optical face rests on

three pads located on the underside of the top mask plate. These pads are precision

machined to ensure that the front prism optical face is parallel with the mechanical

features that attach to the side plates. Additionally, the pads set the thickness of the

RTV adhesive layer (0.5 mm) that is used to bond the front prism face outside of

the CA to the underside of the plate (see Figure 5.19). The top plate also features

a precision reference edge on its underside, onto which the front edge of the front

prism rests to eliminate the rotational degree of freedom of the grism (about the

Z axis, referring to the coordinate system defined in Figure 5.5 and Section 5.3).
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Figure 5.19 A solid model view of the grism mount’s top assembly. At left, an
exploded view of the subassembly is shown with components and relevant features
labeled. The subassembly primarily consists of three custom machined plates and
the grism itself. At right, two additional views of the subassembly are shown from
the front and the side, respectively. In these views, components in the line of sight
to the grism are made transparent so that the locations of RTV adhesive application
can be shown. In this figure, the UV Arm grism is shown. While the design is
similar among all four channels, the geometries of the side plates and top mask
plate are slightly different from channel to channel due to each’s unique optical
prescription.
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In addition to setting the proper orientation of the grism, the top mask plate also

features an elliptical knife-edge baffle to help reduce stray light. On either side, the

top mask plate mates with two side plates whose geometry determines the angular

orientation of the grism about the X and Y axes. The side plates are positioned

relative to the top mask plate using locating pins, and are then fastened into place

onto the plate. In addition to the underside of the top mask plate, RTV is also

injected into the 2.5 mm (nominal) gap in between the non-optical side faces of the

grism assembly and the side plates (see Figure 5.19). Finally, the side plates feature

two countersunk holes each, which are used to fasten a total of four “safety nuts”

on the under side of the grism. The safety nuts are cubical nuts fabricated from

Delrin that are intended to provide “insurance” in the case of a total failure of the

RTV adhesive. While the safety nuts provide no mechanical support for the grism,

they will minimize the fall the grism would suffer if the worst were to happen and

provide a relatively soft landing surface.

The mount base assembly, which provides the means by which the top as-

sembly attaches to the collimator baseplate, is identical across all four channels and

enables the rotational compensation adjustment. As seen in Figure 5.20, the mount

base assembly consists of two primary components: the mount base itself, and a ro-

tation stage. The side plates of the top assembly attach directly to the rotation stage.

Two locating pins are press-fit into the rotation stage for precisely orienting the top

assembly and the screws used to fasten the two components together are accessed on

the underside of the stage. Thus, the top assembly and rotation stage are assembled

prior to the rest of the mount base assembly. Similar to the adjustment mechanism

266



Figure 5.20 A solid model view of the grism mount’s mount base assembly. At the
lower left, an assembled view of the mount base assembly is shown. At right is an
exploded view of the subassembly with components labeled. The subassembly pri-
marily consists of two custom machined plates, and two secondary subassemblies
(the adjuster block assembly and locking screw assembly, whose exploded views
are also shown in this figure). The two M4×16 mm dowel pins that are press-fit
into the mount base plate slide inside of two arced slots on the rotation stage to
provide±2◦ of rotational contingency for aligning the grism in the instrument. The
top assembly mounts onto the top of the rotation stage before the rotation stage is
fastened to the mount base plate. This subassembly is identical for all four LRS2
channels.
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used in the VIRUS grating mounts Prochaska et al. (2012), the rotation is achieved

by two guide pins that are press-fit into the mount base plate that slide within arced

slots that are machined into the rotation stage. The fine adjustment is achieved by a

micrometer and opposing spring plunger that pushes on a tab that is machined into

the rotation stage plate. This “adjuster block” subassembly is shown in Figure 5.20,

and is detached from the mount base plate once the alignment is complete. The

rotation stage rides on a series of 6 nylon pads that are attached to the base plate to

reduce friction and allow smooth motion. The arc length of the arced slots allow for

up to ±2◦ of rotation so as to allow ample room for alignment contingency beyond

the ±0.75◦ prediction from the Monte Carlo analysis, if needed. Using the coarse

and fine adjustments of the micrometer, a single revolution corresponds to 0.2◦ and

0.02◦ of rotation, respectively. Once the spectra are aligned on the CCD detector,

the rotation stage can be locked into place with a series of 4 locking screws. The

locking screw subassembly is also seen in Figure 5.20, and consists of nylon and

stainless washers along with a split lock washer to provide force on the rotation

stage, even when the locking screws are loosened. The base plate features the same

footprint and locating pin scheme as the VIRUS grating cells to allow the LRS2

grism cell assemblies to fit onto the production VIRUS collimator base plates with

minimal modification.

5.6.2 Grism Installation

The fabrication of the LRS2 grism mounting cell components was con-

tracted to a local machine shop in Austin, and the final assembly was performed
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in house. Prior to installing the grisms, the critical dimensions of each assembled

mounting cell were verified using the FaroArm CMM. These measurements con-

firm that the assembled mounting cells will easily be able to position the grisms

within the specified tolerance as was described in Section 5.4.

To bond the grism into the top assembly, Dow Corning® 7091 Adhesive/Sealant

is utilized. This single component adhesive is designed for applications that require

a strong but flexible bond, and is especially suited for bonding materials with dif-

fering coefficients of thermal expansion (such as glass and aluminum). The full

cure time is dependent on the thickness of the glue layer and the ambient humidity,

with a 2 mm thick layer curing in 24 hours at 50% relative humidity and room tem-

perature. Since the temperature and humidity levels were not controlled during the

curing process when mounting the grisms, a conservative cure time of at least four

days was allowed for.

The steps to install the grisms into their cells are described as follows (note

that this process is identical for all four grism assemblies).

1. Assemble the grism mount top assembly by fastening the side plates onto the

top mask plate.

2. With the top assembly upside down, place a∼ 15 mm×∼ 5 mm dab of 7091

adhesive with ∼ 3 mm thickness at each of the four corners on the underside

of the top mask plate, as indicated by the arrows shown in Figure 5.21a.

3. Place the grism into the cell, with the back prism facing up. The front prism

face should be making good contact with the adhesive. Center the grism
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Figure 5.21 Grism installation. Panel a shows the assembled grism mount top as-
sembly ready for grism installation. The four arrows indicate the location of the
adhesive. Panel b shows the grism placed into the top assembly, and shimmed to
ensure that it is centered. The arrows indicate the location of the shims. The bracket
indicates the top mask plate reference edge on which the grism rests to ensure the
proper orientation in the mount. The arrow in Panel c indicates the location of the
leaf spring that is used to ensure that the grism stays firmly pushed against the top
mask plate reference edge while the adhesive cures. While the three panels in this
figure show the UV Arm grism, note that the installation process is identical for all
LRS2 channels.

within the cell by placing the proper thickness of shims equally on either side

in between the grism and the inner width of the top mask plate, as arrowed

in Figure 5.21b. Next, push the grism forward in the cell so that the front

prism is fully seated against the reference edge on the top mask plate, which

is indicated by the bracket in Figure 5.21b. To ensure that the grism stays

properly seated against the reference edge, insert a leaf spring on the back

side of the grism in between the grism and the edge on the top mask plate, as

indicated in Figure 5.21c.

4. Allow ∼ 4 days for curing.

5. Once cured, remove the shims and leaf spring. Then, inject additional ad-

hesive into the gap between the sides of the grism and the two side plates.
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Figure 5.21 (cont’d) Panel d shows one of the four locations where adhesive is
injected into the gap in between the side face of the grism and the side plate of the
top assembly. In Panel e, the four safety nuts are indicated by the arrows, and are
installed after finishing gluing the grism to the side plates. The photos in this figure
show the UV Arm grism.
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Figure 5.21 (cont’d) Panel f shows the attachment of the rotation stage to the top
assembly after the adhesive has finished curing. The arrows indicate the four coun-
tersunk screws on the underside of the rotation stage that are used to fasten it to
the top assembly. After the rotation stage and completed top assembly are mounted
to the mount base plate, panels g and h show photos with two different views of
the completed assemblies for LRS2-B and LRS2-R, respectively. In panel g, the
arrows indicate the two locating pins that are pressed into the bottom of the mount
base plate that are used to precisely position the completed grism assembly into the
spectrograph.
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Figure 5.19 showed the two locations per side where adhesive is to be used.

In Figure 5.21d, the bracket indicates the injected adhesive on the thicker

side of the grism. Once finished, install the four safety nuts, each indicated

in Figure 5.21e.

6. Allow another ∼ 4 days for curing.

7. Once cured, install the rotation stage onto the top assembly. In Figure 5.21 f ,

the arrows indicate the location of the four screws used for this purpose,

which are located on the bottom side of the rotation stage plate.

8. Finally, install the rotation stage onto the mount base plate. The mount base

plate should already have the locating pins installed that are used to position

the grism mount assembly into the spectrograph. These pins are indicated by

the arrows in Figure 5.21g.

Figure 5.21 (Panels g and h) shows the completed LRS2 grism assemblies. At

this point, the units are ready for installation into the spectrograph, which will be

discussed in the following chapter.

5.7 Chapter Conclusions

Motivated by the need to adapt the VIRUS optomechanical design to differ-

ent wavelength ranges and spectral resolutions to satisfy the science requirements

of LRS2, the methods and work-flow used to engineer a set of four highly cus-

tomized VPH grisms was presented. From a rigorous tolerance analysis of the base

design, a detailed specification was developed for each grism assembly which dif-
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fers slightly between the four LRS2 channels and primarily depends on the desired

wavelength coverage. The grisms were fabricated and assembled by a contractor

from these specifications, and while the acceptance tests of the units identified a

few minor areas where they fall short of the specification, the overall performance

is generally excellent and exceeds the minimum requirements. Based on these data,

each of the four LRS2 grisms will be accepted from the contractor. Since the grism

assemblies are significantly different in size and shape than the VIRUS gratings,

new mounting hardware had to be designed, and was presented. The grisms have

been successfully installed in these newly designed mounting cells, and are really

to be installed in the spectrograph.
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Chapter 6

Assembly, Optical Alignment, and Lab
Characterization of LRS21

Chapter Abstract

The second generation Low Resolution Spectrograph (LRS2) is a new integral field

spectrograph for the Hobby-Eberly Telescope (HET), and is based on the design

of the new Visible Integral-field Replicable Unit Spectrograph (VIRUS) that was

optimized for mass-production. To obtain broad wavelength coverage, LRS2 uti-

lizes the multiplexing methodology of VIRUS and covers wavelengths of 370 nm

to 1.0 µm over four spectrograph channels. In this chapter, the assembly, integra-

tion, optical alignment, and laboratory testing and characterization of the newly

constructed pair of dual channel spectrographs is described. Due to the design sim-

ilarities between LRS2 and VIRUS, many of the assembly, alignment, and testing

activities are very similar between the two instruments. However, since each of the

four LRS2 spectrograph channels observes a unique wavelength range compared

to VIRUS, modifications to these procedures are required, and are described here.

At the current stage of testing and performance characterization, LRS2 has mostly

1This chapter is based on internal engineering reports. Additional individuals that contributed sig-
nificantly to the work described here include Christian Haubitz-Reinke, Gary J. Hill, Thomas Jahn,
Andreas Kelz, Hanshin Lee, Trent W. Peterson, Sarah E. Tuttle, and Brian L. Vattiat.
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met its image quality requirements, and has surpassed its spectral resolution re-

quirements. However, several minor issues were encountered during the assembly

and integration based on these tests. Design solutions to these issues are discussed

(and implemented, where possible), and a brief list of ongoing tasks is presented for

bringing the instruments closer to completion. In general, both LRS2 spectrograph

pairs are nearly ready for delivery to the HET to begin on-sky commissioning, and

should be available for integration with the HET as soon as the HET wide field

corrector is ready to accept instrumentation.

6.1 Chapter Introduction

In the previous two chapters, the design of the second generation Low Res-

olution Spectrograph (LRS2) for the upgraded Hobby-Eberly Telescope (HET; Hill

et al. 2014a) was presented. The previous chapter detailed the design, specification,

and testing of the four VPH grism assemblies and demonstrated the installation

of the grisms into their assembled mounting cells. In this chapter, the description

of the assembly of the spectrograph’s hardware and optical components continues

beyond the grisms to include the full collimator assemblies, the cameras, and the

integral field units (IFUs) and fore-optics assemblies. The construction and inte-

gration of the various major spectrograph subassemblies are described in Section

6.2. In Section 6.3, the initial lab testing of the spectrographs is described, in which

the procedure for the first-order optical alignment is presented. In addition, Section

6.3 includes a discussion of several notable design solutions to issues that became

apparent during the initial tests of the instrument. In Section 6.4, the initial lab-
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Figure 6.1 Initial assembly of the LRS2 collimator mechanics. a) A drawing view
from the engineering documentation outlining the modifications to the preproduc-
tion collimator baseplate for LRS2-B. The three through-holes shown in red were
previously for capturing the vee-blocks from the old design. The top two holes
needed to be drilled out to 8 mm diameter accommodate the locating pin design for
positioning the grism mounts. The 6 tapped holes indicated in green for fastening
the grism mount into place are M3 on the preproduction baseplate for LRS2-B, and
M4 on the production baseplate for LRS2-R. All dimensions are in mm or degrees.
Datums A, B, and C are not shown here, but refer to features on the backside of the
plate that locate the position of the camera assembly. b) A photo showing the as-
sembled LRS2 collimators without optics. Components that are frequently referred
to in the text are indicated.

oratory characterization of the four roughly-aligned LRS2 spectrograph channels

is presented. In Section 6.5, the method of “Full-field Moment-based Wavefront

Sensing” (Lee & Hill, 2012; Lee et al., 2012a, 2014) is introduced and summa-

rized. This is the adopted method for achieving the final optical alignment of the

VIRUS spectrographs, and will also be the method of choice for providing the fine

alignment correction to the first-order optical alignment of LRS2, if necessary. Fi-

nally, the chapter is summarized and concluding remarks are provided in Section

6.6.
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6.2 Construction and Integration of LRS2 Subassemblies

As described in Chapter 4, the benefits of designing the HET’s second gen-

eration Low Resolution Spectrograph around the basic design of VIRUS included

further realizing the cost savings associated with large-scale replication, further

leveraging the large initial engineering investment in the VIRUS design, and re-

ducing the overall risk associated with developing a new instrument from scratch.

The assembly and integration of the major components of the LRS2 spectrographs

also benefits from these aspects of the development of VIRUS since the standards,

procedures, and tooling that have been well-established for production will be uti-

lized2. In the subsections that follow, these procedures are described as they apply

to LRS2.

6.2.1 Collimators

The procedures for assembling a VIRUS collimator are described by Prochaska

et al. (2012) and Marshall et al. (2014). With the exception of the grism installation

that was described in outlined in 5, the assembly of the LRS2 collimators follows

an identical process. For the collimator of the blue-optimized LRS2 spectrograph

pair (LRS2-B), repurposed preproduction mechanical components were used. The

differences between the preproduction and production components were minor, and

primarily dealt with the interface of the grating cell with the collimator baseplate.

On the preproduction collimator baseplate, a set of three vee-blocks were used to

2At the start of LRS2 assembly at the end of Quarter 2 of 2014, a total of 40 VIRUS cameras and
65 VIRUS collimators were assembled, with 39 completed spectrographs fully aligned according
to Table 1 of Hill et al. (2014b).
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mate with three tooling-balls on the preproduction grating cells. For VIRUS pro-

duction, this interface was exchanged with one that uses fewer parts, and utilized

the combination of a circular and diamond-head locating pin on the grating cell

to mate with precision drilled holes on the baseplate. Since the shoulders of the

previously-used vee-blocks in the preproduction baseplate for LRS2-B were larger

than the 4 mm diameter locating pins used in the VIRUS production design, larger

8 mm diameter pins were chosen to be used for the LRS2 grism mounts. As a re-

sult, the holes on the baseplate were enlarged to accommodate the change, as shown

in Figure 6.1a. For consistency, this modification was also made to the collimator

baseplate of the red-optimized LRS2 spectrograph pair (LRS2-R). In addition to

the locating pins, the preproduction baseplate used M3 screws for fastening the cell

into place, where as the production baseplate used M4 screws. Since all four grism

mount bases were originally fabricated with M3 counterbored holes for fastening

to the baseplate, the LRS2-R grism mount bases were further modified to comply

with the M4 fasteners used on its production baseplate. Once these steps were com-

pleted, the kit of fully anodized collimator mechanical components was assembled

without optics, as shown in Figure 6.1b. This process is very straightforward and

takes less than one hour to complete per assembly.

The first step to begin installing the collimator optics is to glue an Invar

mounting “puck” on the backside of the collimator mirror that will be used to fasten

the mirror to a support plate via two shoulder screws that constrain the mirror’s

rotational orientation and translational position. The support plate is spring-loaded

on three Invar metering rods for adjustments of the collimator mirror in focus, tip,
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Figure 6.2 Gluing the Invar mounting “puck” onto the back of one of the collima-
tor mirrors. a) A photo of the mirror in the alignment jig. The puck, which is
underneath the mirror and can not be seen in this view, is secured to the jig via
two shoulder screws. The mirror is secured in the proper orientation relative to the
tapped holes in the puck against the jig’s locating features throughout the entirety
of the week-long cure time. b) A photo of the back side of the finished collimator
mirror showing the puck.

and tilt. As discussed in Prochaska et al. (2012) and shown in Figure 6.2, a small jig

was used for securing the mirror onto the aligned puck throughout the duration of

the week-long curing time of the 3M Scotch-Weld™ 2216 B/A Epoxy Adhesive at

room temperature. Note that a small volume of glass beads with precision diameter

were used to ensure an even 0.5 mm thick glue layer.

A more involved process is the installation of the two fold flat mirrors into

the pockets on the collimator headplate. These pockets are precisely machined to

hold the flat mirror at 12.15◦ relative to the nominal optical axis of the collimator

mirror to direct the collimated beam into the grism clear aperture. The fold mirrors

also contain a 4.6 mm wide slot through which light from the fiber slit passes that

is tilted 12.15◦ with respect to the flat mirror face normal. This slot needs to be pre-

cisely positioned to avoid vignetting the light-cones from the output of the linear

array of fibers. A “worst-case” tolerance stack-up utilizing the specification for the

280



IFU output head, collimator headplate, and fold flat mirror indicated that the center

of the slot needs to be positioned to within ±30 µm and ±1 mm in the direction

perpendicular and parallel to the axis along the fiber slit, respectively, while the tilt

of the slot can be out of true by . 1′. The nominal position and tilt of the mirror slot

is given with respect to the coordinate system formed by the precision holes drilled

into the collimator headplate for securing the three kinematic vee-blocks that are

used to position the IFU output head, as shown in Figure 6.3a. To measure the

position of the mirror slot with respect to the adopted headplate coordinate system,

the FaroArm Quantum portable contact coordinate measuring machine (CMM) that

was described in Section 5.5.2 was used. As seen in Figure 6.3b, both the FaroArm

and the headplate were secured to an optical table. Positioning of the mirror in

the pocket was accomplished by utilizing strategically placed shim stock (the mini-

mum thickness used was 25 µm) with opposing leaf springs in three locations (two

on the long side of the mirror; one on the short side) to obtain translations and rota-

tions. Approximately five iterations of shimming and subsequent measurement by

the FaroArm were required for each mirror. Once the mirror was positioned within

the allowed tolerance, Dow Corning® 7091 Adhesive/Sealant was injected into the

space between the mirror and the pocket walls to secure it in place. Four days were

allowed for curing at room temperature before the finished assembly was handled,

which can be seen in Figure 6.3c.

With the collimator mirrors glued to their pucks, they can easily be fastened

to the support plates in the proper orientation about the optical axis using two shoul-

der screws. Access to the the screws on the back of each support plate is available
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Figure 6.3 Gluing the collimator fold flat mirrors into place on the collimator head-
plate. a) A drawing view of the headplate with a fold flat mirror installed on the left
side and an associated section view showing the angled orientation of the pockets.
The mirror’s slot is indicated in blue, with the “×” marking the center. The three
red shaded holes indicate the locations of the three kinematic vee-blocks that define
the coordinate system used during the installation procedure. The center of the top
hole is the origin, with the x axis parallel to the line formed between the lower two
holes. The z axis onto which the two-dimensional measurements of the mirror slot
are projected is perpendicular to the plane formed by the bottom of the counterbore
on which the vee-blocks rest, as indicated in the section view. b) A photo of the
setup used to install the LRS2 fold flat mirrors. The three shim locations can easily
be seen for each mirror. The opposing leaf springs are not easily visible in this
view. c) A photo of the fully-cured assemblies. LRS2-B’s assembly is on top while
LRS2-R’s is on the bottom.
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Figure 6.4 Installation of the LRS2 collimator optics into the mechanical assembly.
a) A photo of an LRS2-R collimator mirror installed on its support plate. The
fiducial spacers for setting the initial collimator focus, tip, and tilt (not visible here)
rest on the collimator baseplate behind the support plate. b) A photo of the LRS2-B
and LRS2-R collimator assemblies with the headplate assemblies installed. c) A
photo of the LRS2-B grism assemblies installed. The Orange Arm is at left, while
the UV Arm is at right. d) A view of the installed LRS2-B Orange Arm grism from
behind the baseplate (i.e., from the point of view of the spectrograph’s camera).
An image of the author formed by the collimator mirror after recombination by the
grism can be seen superposed on light that is dispersed after entering the collimator
through the fold flat mirror slot.
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via holes in the baseplate. Once secured to the support plates as seen in Figure

6.4a, the tip, tilt, and focus of the mirror is initially set using three fiducial spacers

positioned between the back of the support plate and the baseplate. These use of

these spacers greatly simplifies the optical alignment process and were machined to

set the collimator mirror to within ±0.1 mm of the nominal focus position and to

within ±5′ of the nominal tip and tilt. After the collimator mirrors are installed, the

headplate assembly is installed (see Figure 6.4b). Finally, the grism assemblies (as

assembled in Section 5.6.2) are installed (see Figure 6.4c and d).

6.2.2 Cameras

The procedures for assembling a VIRUS camera are described by Tuttle

et al. (2012, 2014). With the exception of the exchange of a number of compo-

nents that are custom to LRS2 as described in Chapter 4, the assembly of the LRS2

cameras follows an identical process. In addition, because some of the optics and

components for LRS2 are channel-specific, extra care was taken to ensure that the

correct components were installed on the correct side of the camera. The first step

is to clean and prepare all mechanical components according to Tuttle et al. (2012).

Then, the selection of the cast-aluminum, Loctite Resinol RTC infused cryostat is

made from those available for VIRUS. The internal walls of each VIRUS cryostat

are thoroughly cleaned with isopropyl alcohol and painted flat black with a one

part optical absorber coating that is vacuum compliant prior to their first vacuum

test. In addition, the Viton O-ring seals are baked out. To test the initial vacuum

performance of the prepared cryostats, each unit was pumped out with a vacuum
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turbopump until no significant change in pressure was detected over a 5 minute pe-

riod for up to 12 hours, after which the achieved pressure was recorded. For LRS2,

exceptional vacuum performance is required in an effort to avoid instrument down

time. As such, the best two performing cryostats were chosen, with each selected

unit reaching a minimum pressure (with no cryogenic trapping) of 6.5× 10−6 Torr

and 6.2×10−6 Torr for LRS2-B and LRS2-R, respectively. Once the cryostats were

chosen, the aluminum blanks that the units were shipped with are removed, and the

channel-specific Schmidt corrector plates were installed. These corrector plates act

as the cryostat window and form a seal against sandwiching Viton O-rings that are

set into grooves in the cryostat (as seen in Figure 6.5a) and the optic retaining ring.

Figure 6.5a also shows the custom Teflon flexures that are used to center the cor-

rector plate in its pocket. The corrector plate retaining ring (which also acts as the

camera’s entrance aperture) can then be installed (Figure 6.5b). After the corrector

plates are in place, the female cryogenic bayonet is installed (Figure 6.5c), and the

cryostat is then sealed with its cover (Figure 6.5d), vacuum tested again, and set

aside until later stages of the assembly.

Next, the camera mirror assemblies (CMAs) are built. The first step in this

process is to glue an aperture mask to the front of the camera mirror to control

stray light. In addition, a flexure called the “lollipop” is adhered to the back of the

camera mirror. As seen in Figure 6.6a, an alignment jig and the FaroArm CMM

are utilized to ensure that the mask is properly placed on the front of the mirror,

and that the lollipop is installed so that the camera mirror centration is achieved

to within the allowed tolerance of ±200 µm. After this assembly is fully cured, a
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Figure 6.5 Installation of the LRS2 camera corrector plates. a) The LRS2-B Or-
ange Arm corrector plate placed in its pocket before the installation of the retaining
ring. Note the black Viton O-ring underneath the optic that seals the camera vac-
uum chamber. Also note the six Teflon washers around the perimeter of the optic
that are used as flexures for accurate centration. b) The installed corrector plate re-
taining ring on one of the LRS2-R channels. c) Installation of the female cryogenic
bayonet. d) The two LRS2 camera cryostats after the installation of the corrector
plates. LRS2-R is the pair at left and is differentiated from LRS2-B by the blue hue
of its red-optimized anti-reflection coatings.

Figure 6.6 Assembly of the LRS2 CMAs. a) Lab setup for gluing the baffle and
“lollipop” mounting flexure onto the camera mirrors. Each mirror can be seen in its
alignment jig after gluing. b) A side view of the CMA’s “knuckle”, which contains
the set screws and spring plungers that are used to actuate the mirror during the
optical alignment. The red arrow indicates one of the “wedge pads” that are used
to help distribute the pressure from the alignment set screws over a larger area on
the back of the fused silica camera mirror. c) A view of the back of the assembled
CMAs for LRS2. d) A view of the front of the assembled LRS2 CMAs looking
at the optical faces of the camera mirrors. LRS2-B’s assemblies are at right while
LRS2-R’s are at left.
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set of three “wedge pads” that serve to distribute the pressure from the set screws

that are used to adjust the mirror during alignment are glued onto the back of each

mirror (Figure 6.6b). As described in Tuttle et al. (2012), Dow Corning 6-1104

CV sealant is used to glue these components, which was allowed to cure for 24

hours before handling. The remainder of the CMA mechanical assembly is built-up

around the glued camera mirror, and consists of three Invar “knuckle” assemblies

(which contain the set screws and spring plungers used to actuate the camera mirror

in focus, tip, and tilt) and three Invar “Y-legs” that kinematically cantilever the

mirror assembly off of the spider where the charge-coupled device (CCD) detector

is mounted. The four completed LRS2 CMAs can be seen in Figure 6.6 (Panels c

and d). Note that unlike the collimator mirrors, the camera mirrors are not preset to

a specific focus, tip, and tilt position prior to the optical alignment of the instrument.

The next stage of the camera assembly involves the installation of the CCD

detector and takes place in a Class 10,000 clean room. Additionally, safe procedures

for handling electrostatic-sensitive devices were followed. First, the CCD detector

is removed from its shipping case and is attached to the Invar spider through three

screws that are thermally isolated through the use of a set of Ultem bushings. To

align the detector to ensure that the center of the active sensing area will be on-axis

and that the plane of the detector will be at the right height above and parallel to

the plane formed by the precision machined mounting points on the inside of the

cryostat housing, the spider/CCD assembly is suspended on a 6-degree of freedom

alignment mechanism that is adjusted using feedback from an optical metrology

system (Vattiat et al. 2010; Tuttle et al. 2012; see Figure 6.7a). Once the detector
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Figure 6.7 Installation and alignment of the LRS2 CCD detectors and field flatten-
ers. a) A photo of the lab setup. The 6-degree of freedom alignment mechanism
is seen on the lower half of the photo with one of the LRS2-B spiders attached.
The optical metrology system can be seen suspended above the spider assembly.
b) Gluing the mounting bushings onto one of the LRS2-B spider assemblies after
alignment was achieved. During the alignment, the bushings are secured to the ta-
ble of the alignment jig while the spider is adjusted around them. c) Aligning and
installing one of the LRS2-R field flatteners relative to the aligned CCD detector.
Here, the spider assembly is attached to the jig’s table while the optic is adjusted.
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is sufficiently aligned around a set of three mounting bushings that are preset on

the alignment jig at the location of the mounting points on the cryostat, Masterbond

EP21TCHT-1 epoxy is injected to lock the alignment in place (Figure 6.7b). After

a full 24 hour cure time, the field flattener flexure mounting clips are installed on

the CCD package. These clips feature two mounting features. The first is a shoul-

der used for holding a detector mask for stray light control, which is epoxied into

place by hand. The second is where a layer of epoxy is placed for securing the

aligned field flattener optic. To align the field flattener relative to the detector prior

to gluing, the same 6-degree of freedom mechanism that was previously mentioned

is again utilized. In this step, the spider assembly is mounted to the jig’s table us-

ing the previously installed bushings, and a separate jig that holds the field flattener

is suspended on the translation stages and adjusted with feedback from the optical

metrology system until alignment is achieved (see Figure 6.7c). As shown in Figure

5 of Tuttle et al. (2012), the critical aspects of the field flattener alignment are the

distance from the field flattener vertex to the CCD surface, the angle of the optical

axis of the field flattener relative to the CCD surface normal, and the centration of

the field flattener relative to the center of the detector. As with the spider mounting

bushings, the cure time for the CCD mask and field flattener is 24 hours.

For each LRS2 spectrograph, the pair of spiders are then fastened to a cus-

tom work-rack (further described below) where various cryogenic components (the

cold block, small braid, cold finger, and large braid, as labeled in Figure 2.7) are

installed (Figure 6.8a). Using an Ultem hub, the cold finger is mounted in thermal

isolation from the spider. The cold block contains the heater resistors and a resis-
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Figure 6.8 Installation of the LRS2 detector head cryogenic components and flex
cable. a) Installation of the cryogenic subassembly consisting of the cold block,
small copper braid, cold finger, and large copper braid. The cold finger subassembly
for the left-hand detector head has not yet been installed. b) A close-up view of the
detector head with the flex cable plugged into the CCD detector and the daughter
board. c) The flex cable installed. Note the protective cover that is installed on the
right-hand detector head.

tance temperature detector (RTD) for temperature measurement and control which

interfaces with the rest of the camera electrical system through an attached daugh-

ter board. After these components are installed, a custom flex cable that routes the

electrical connections to the external CCD controller is installed, which attaches to

each detector head in two places: directly at the CCD, and onto the daughter board,

as shown in Figure 6.8b. The flex cable is held in place by Ultem brackets, and ter-

minates at the large bulkhead connector that is secured to the work-rack in between

the two channels (Figure 6.8c). Finally, a protective cover is fastened to the detector

head to enclose the exposed electronics.

At this point, the cryostat assemblies are reintroduced into the process. With

the cryostat cover removed, the copper getter assembly (which is outfitted with an

RTD and filled with activated charcoal to facilitate cryogenic trapping) is fastened

to the female bayonet (Figure 6.9a). Next, the top half of the work-rack to which
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Figure 6.9 Integration of the various LRS2 camera subassemblies. The LRS2-R
camera is shown in each of the panels in this figure. a) The getter assembly is in-
stalled on the end of the female bayonet. b) The pair of completed spider assemblies
is moved with the help of the custom work-rack, flipped, and set down inside the
camera cryostat. c) After the work-rack is removed, the large braids are attached to
the getter. Additionally, the black and red twisted pair from the flex cable is plugged
into the getter’s RTD. d) The two CMAs installed. Using long fasteners, the CMA
and its corresponding spider assembly are kinematically secured together onto the
camera cryostat.
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the spider assemblies are fastened is detached from its base, flipped, and lowered

into the cryostat (Figure 6.9b). After the rack is detached from the spiders, the

mounting bushings on each spider are manually fitted into their mating holes on the

cryostat, and the large copper braids are clamped to the getter to complete the ther-

mal connection with the CCDs (Figure 6.9c). Finally, each of the two CMAs are

lowered onto the kinematic mounting balls that sit in the spider bushings, and the

system is bolted together (Figure 6.9d). At this stage, the camera assembly is com-

plete. To proceed with alignment, the camera is closed and sealed using a temporary

“adjuster back” that allows mechanical and visual access to the camera mirror ad-

justment and locking set screws while under vacuum and the detectors are cooled.

This device is further described in Section 6.3.2. During lab characterization and

actual usage of LRS2, the normal camera cryostat cover that is outfitted with the

vacuum measurement and maintenance instrumentation will be utilized (see Sec-

tion 6.4.1). After the assembly is complete, the camera subassembly is mated with

the collimator assembly. This is done very repeatably by utilizing a set of three

kinematic vee-blocks that are mounted to the rear of the collimator baseplate inside

of which a set of matching tooling balls that are mounted on the front of the camera

cryostat rest.

6.2.3 Integral Field Units and Input Feed Optics Assemblies

As described in Section 4.3.1.1, each LRS2 spectrograph pair uses the well-

established VIRUS IFU cable design that is described in detail by Kelz et al. (2014).

The only differences in the construction are the diameter of fibers used, the to-
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tal number of fibers, the design of the fiber input head(s), and the mapping of the

fibers at the input to that at the output (according to Table 4.1). The construction

of the two LRS2 IFU cables was completed by Berlin-Fibre GmbH using the facil-

ities at Leibniz-Institute for Astrophysics Potsdam that were setup for VIRUS IFU

and fiber cable production. In addition, personnel from The University of Texas

at Austin were involved with the alignment and installation of the double-stack of

microlens arrays for each of the four IFU input heads using the alignment device

shown in Figure 4.7. Figure 6.10 shows some of the details of the input head con-

struction and testing. For additional details on the construction of the output heads,

the reader is referred to Kelz et al. (2014).

After the fiber cables are constructed with the fibers mapped and installed

from the input heads (with the microlens arrays installed over the fibers) to the

output heads, the assemblies are shipped from Germany to The University of Texas

at Austin where the remainder of the construction of the input feed optics assembly

is completed. To complete the assembly, three parallel steps are carried out before

the integration of the IFUs, as illustrated in Figure 6.11. First, to complete the

assembly of the input heads, the two field lenses (one for each input head) are

glued over the top of the microlens arrays. Since the alignment tolerance of the

field lens is relatively loose in translation, no specialized fixturing is required for

its installation. For gluing the microlens arrays and field lenses into their mounting

cells, a low viscosity, long pot life epoxy intended for fiber optic connectors is used.

For gluing the stack of optic cells together as shown schematically in Figure 4.6, a

thicker epoxy with a shorter pot life that is also intended for fiber optic connectors
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Figure 6.10 Assembly and inspection of the LRS2 IFU fiber cable input heads. All
photos are courtesy of Berlin-Fibre GmbH. a) Pulling fiber through the conduit and
through the micro-drilled holes that set the positions of the fibers on one of the input
head hole blocks. b) Apparatus for inspecting the input heads and verifying the
proper fiber mapping after the double-stack of microlens arrays have been installed.
At lower right, a magnified, back-illuminated view of the input head is shown. The
hexagonal lenslets are clearly visible. In addition, note the glue spill-over from the
microlens array installation on the corner that obstructs one of the lenslets. While
this spill-over was a common result of the installation process, only one occurrence
of it obstructing an active lenslet was recorded.

294



is used, which has a full cure time of less than two hours at room temperature. This

process is shown in Figure 6.11a.

A second parallel step is the installation of the dichroic and fold mirror

into the dichroic subassembly housing. The housing sleeve is made of stainless

steel and was fabricated using wire electrical discharge machining. Two slots are

precision machined through the sides of the sleeve, which hold the dichroic and

fold mirror precisely into their respective positions. Prior to installation, care was

taken to ensure that the proper side of the dichroic substrate is placed towards the

incoming beam (two different coatings are applied on either side of the fused silica

substrate: the multi-layer dichroic coating, and an anti-reflection coating optimized

for the transmitted passband). Since the vendor failed to mark the relevant side

of the substrate, this verification step is critical since the increase in path length

through the fused silica substrate if installed incorrectly will result in images that

are significantly out of focus for the reflected channel. Once the proper side is

determined, the dichroic is inserted into the slot, propped up by small wedges, and

epoxy is applied onto the slot faces. With the sleeve oriented such that the gravity

vector is pulling down parallel to the normal of the glue surface, the dichroic is set

down onto the epoxy, and allowed to cure in that position for 48 hours. Once curing

is complete, the housing is rotated 180 degrees, and the process is repeated for the

fold mirror. This step is illustrated in Figure 6.11b.

The third parallel step is the assembly of the focal extender subassembly,

which consists of the installation of the two doublet lenses, and an order blocking

filter (for the LRS2-R input feed only, as discussed in Section 6.3.5). Doublet 1 (see
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Figure 6.11 Construction of the LRS2 input feed optics subassemblies. a) Installa-
tion of the field lenses on the IFU input heads with previously installed microlens
arrays. The top photo is prior to installation for LRS2-B, showing the installed mi-
crolens arrays. The middle photo shows the LRS2-R field lenses being installed
in their cells, which is similar to how the microlens arrays are mounted. The bot-
tom photo shows the installed LRS2-R field lenses. b) Installation of the LRS2-B
dichroic and fold mirror. The top photo shows the wedges used to hold the fold
mirror up while epoxy is applied. The middle photo shows the subassembly after
both optics are installed. The bottom photo shows the view through the subassem-
bly from the input heads. The top (yellow) optic is the dichroic transmitting light,
while the lower (blue) optic is the fold mirror reflecting blue light that was reflected
off the dichroic layer. c) Assembling the LRS2-R focal extender. The top photo
shows Doublet 1 installed, the middle photo shows the order blocking filter on its
mount, and the lower photo shows Doublet 2 after installation into the lens tube.
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Figure 4.4) is first installed, and is glued into a precision pocket that is machined

into the lens barrel housing (which is also made from stainless steel) using the same

short pot life epoxy that was discussed above for gluing the input head optic cells

into place. Next, for LRS2-R, the order blocking filter is installed into a pocket

on a tubular filter mount, again using the short pot life fiber optic connector epoxy.

With the filter epoxied in place, the tubular mount assembly is inserted into the

tube of the lens barrel, and epoxied into place. The length of the cylinder is such

that when fully inserted, the built-in knife-edge baffle sits at the pupil, with the

filter directly behind it in the collimated beam in between the two doublets. While

no order blocking filter is required for LRS2-B (see Section 6.3.5), the cylindrical

filter mount is still installed to provide improved stray light control. After this is

complete, Doublet 2 (see Figure 4.4) can be installed on the opposite end of the

lens barrel in the same manner as for Doublet 1, which completes the construction

of the focal extender assembly. These steps are illustrated in Figure 6.11c.

With the three aforementioned subassemblies completed, the fiber cable and

the input feed optics assemblies can be integrated. In the as-built design of the input

feed assembly, the IFU positioner housing and the dichroic subassembly (see Figure

4.6) are combined into the same mechanical fixture, such that the IFU input heads

are integrated directly into the mechanical sleeve inside of which the dichroic and

fold mirror are mounted. M1 pins are inserted into holes on the side of the sleeve on

which the front of the input head assemblies rest to set their rough focus position.

Once the input heads are seated on these pins, a series of 8 set screws are tightened

to force the input heads against the precision machined perpendicular inner walls
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of the sleeve. The fiber cable is then fastened to the top of the dichroic subassem-

bly. Furthermore, a cylindrical positioning feature on the end of the focal extender

subassembly is inserted into the end of the dichroic subassembly, and clamped into

place to complete the integration of the IFU feed optics assembly. The final step

before the IFUs can undergo a system test is to install the fiber slit cylinder lenses

and masks on the output heads. These lenses are bonded to the fiber ends using a

ultraviolet (UV)-curing optical couplant, and serve to improve the coupling of the

fibers into the spectrograph. For conducting system tests of the fully assembled

IFUs and to aid in making any final adjustments, the video microscope that was

utilized in the jig shown in Figure 4.7 is used with different fixturing to image the

focal surface of the system input that is ideally formed at the end of the focal ex-

tender assembly lens barrel. Individual fibers are back-illuminated with light that

is within each spectrograph channel’s respective passband at f/3.65, which forms

an image of the illuminated lenslet at the input end. To aid in stray light control, an

aperture mask is installed at the end of the focal extender lens barrel coincident with

the focal surface. The aperture measures 2.75 mm × 1.44 mm, which is oversized

by ∼ 20%. With the aid of the video microscope and the back-illuminated IFU, the

aperture mask is glued into the proper orientation to complete the IFU assembly.

These steps are illustrated in Figure 6.12.

Prior to integration with the assembled LRS2 spectrographs, the IFU fiber

mapping is verified according to Table 4.1. Additionally, the focus is evaluated for

each channel in each IFU relative to each other, and relative to the input aperture

mask that is coincident with the nominal focal surface. The focus is evaluated
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Figure 6.12 Integration and testing of the LRS2 IFU input feed. a) Installation of
the assembled input heads into the dichroic subassembly sleeve. Six of the eight set
screws for securing the input heads can be seen in this view. b) The fully assembled
LRS2-B IFU input feed assembly, after the focal extender assembly is installed. A
zoom-in at the end of the lens barrel shows the focal plane aperture mask, with an
image of the back-illuminated Orange Arm microlens array visible. c) Before and
after photos of the cylinder slit lens and mask installation for one of the LRS2-R
channels. d) Laboratory setup for carrying out the back-illuminated system tests of
the LRS2 IFUs, with major components labeled. This is the setup used to measure
the IFU registration error between the two channels on each IFU, as shown in Figure
6.13.

299



Figure 6.13 Measurement of the IFU registration error between the two channels
of LRS2-B (left) and LRS2-R (right), as viewed by the video microscope. In both
cases, the same five individual fibers were back-illuminated at the output head fiber
slit for each channel. The illuminated microlens arrays are imaged through the rest
of the system, and the focal plane is reimaged by the microscope objective lens onto
the detector. The bluer arm’s microlens array images are used as the blue channel
in these false color images, while the redder spectrograph arm is used as the red
channel. The average of the two is used as the green channel, and a separate image
of one of the arms with the full fiber slit back-illuminated is used as a luminance
channel. The result is that the back-illuminated fibers for the bluer arm are shown
in blue, while that for the redder arm are shown in orange. For LRS2-B (LRS2-R),
the registration error as a fraction of the lenslet pitch is 0.50 (0.49).

visually and is actuated by a 25 µm resolution micrometer that drives a translation

stage onto which the microscope optics are mounted. The estimated subjective

uncertainty in the focus measurements is ±25 µm. For both IFUs after adjustments

not exceeding 0.6 mm in focus, it is found that the focal surfaces of each channel’s

microlens arrays are coincident with the aperture mask to within the measurement

uncertainties. Additionally, the degree of measurable focus gradients across each

channel’s focal surface indicates good axial alignment of the input heads relative to

the macroscopic optics in the focal extender.
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The final step prior to integrating the IFUs with their respective spectro-

graphs is a measurement of the registration error between the two channels at the

input focal plane. Note that no fine adjustment mechanism is available for trans-

lating the input heads within the dichroic subassembly sleeve, primarily due to the

strict space requirements imposed on the input feed design (see Section 4.3.1.1).

Nominally, the registration between the two wavelength channels for LRS2-B and

LRS2-R would be to within ≤ 1/10 of the lenslet pitch (i.e., ≤ 0.06′′ on sky). Such

a level of registration between the two fields of view is sufficient to avoid a cor-

rection to the data for spatially resolved studies after observations are conducted.

However, as long as the registration error is well-measured and within the lenslet

pitch, it is possible to interpolate the results of one channel’s field to the spaxel co-

ordinates of the other channel, if necessary. To make this measurement, the same

five individual fibers were back-illuminated on both of the channel’s fiber slits. The

location of these illuminated fibers at the input were then measured with the video

microscope in both channels. Using these data, the registration between the two

channels is measured. For LRS2-B, it is found that the translational error between

the UV and Orange Arms is 0.50±0.03 times the lenslet pitch (i.e., 0.30′′±0.02′′

on sky), while the rotational error and magnification difference is constrained to

< 0.3◦ and < 0.5%, respectively. These same values for LRS2-R are very similar

to the LRS2-B measurements, and are 0.49± 0.04 times the lenslet pitch, < 0.3◦,

and < 0.5%, respectively. The registration error is visualized using data taken with

the video microscope in Figure 6.13.

While they are based on the design heritage of the VIRUS IFU cables, the
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LRS2 IFU input feed assemblies represent a novel optomechanical design that has

never before been implemented. As would be expected for what is essentially a

research and development project, there were some challenges, primarily with the

integration of the various subassemblies. The only major challenge faced during

the integration was due to too much fiber length being exposed beyond the end of

the fiber cable conduit for the LRS2-R IFU. As a result, too much force had to

be used to push the end of the conduit towards the back of the dichroic assembly

for fastening. The resulting axial force along the 280 fibers decoupled the Far Red

Arm’s fiber hole block (and the stack of micro optics) from its base sleeve, which

precluded its individual focus adjustment. After reattaching the fiber hole block

(and the micro optics stack) to the base sleeve, the fiber had to be pulled back

through the conduit from the output end to reduce the length of the exposed fiber

at the input end. After reassembly, it was found that the axial stresses induced

on the Far Red Arm fibers resulted in two broken fibers, both of which luckily

occurred at the edge of the field of view. No broken fibers were found as a result

of the assembly process for the other three spectrograph channels. Measurements

of potential increases in the focal ratio degradation and/or throughput losses of the

fibers as a result of these axial stresses have yet to be evaluated.

6.3 Laboratory Testing and Optical Alignment

Since the construction of the collimator and camera assemblies for each

LRS2 spectrograph pair was completed ahead of the finished IFUs, the initial test-

ing and first-order optical alignment of the spectrographs was completed with the
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preproduction IFU that was utilized for the optical alignment of VIRUS. Since this

IFU has fibers with a larger core diameter (266 µm), a different angular separation

(0.048◦), and a smaller overall number of fibers per channel (224) as compared to

the LRS2 IFUs, the final performance of LRS2 cannot be immediately evaluated.

Additionally, the VIRUS IFUs utilize high-OH silica fibers to maximize the UV

transmission, which can be problematic for the LRS2-R channels (especially the

Far Red Arm) since relatively wide bands of high attenuation are known to exist

within its wavelength range due to combination vibrations in the hydroxyl species

contained within the glass (e.g., Kaiser 1973). However, since the software tools

for achieving the final optical alignment correction were not yet complete, utilizing

the VIRUS alignment IFU to perform the LRS2 first-order optical alignment will

allow the direct comparison of the initial LRS2 image quality with that of a large

sample of fully-aligned VIRUS spectrographs. This level of optical alignment will

be sufficient for continuing ahead with the initial lab characterization of LRS2. The

final alignment correction will be applied with LRS2-B’s and LRS2-R’s respective

IFUs once the software tools are developed (see Section 6.5). The results of the

initial lab tests and optical alignment that will be presented in this section are tabu-

lated in Table 6.1 along with the results of instrument’s initial characterization that

will be discussed in Section 6.4.

6.3.1 VIRUS/LRS2 Optical Compensators

As shown in the description of the assembly of LRS2 in Section 6.2, the

majority of the optical components in the spectrographs are aligned during the con-
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Figure 6.14 Summary of the possible adjustments of the optical compensators in the
VIRUS/LRS2 spectrograph optomechanical design. At left is a rear view of a solid
model of a single spectrograph channel with the collimator baseplate and camera
cryostat cover shown as transparent to reveal the collimator mirror support plate and
camera mirror lollipop flexure, respectively. The locations of the collimator mirror
actuators are shown in blue, while the locations for those for the camera mirror are
shown in red. At right is a side view of the same spectrograph channel with axes to
define the tip, tilt, and focus adjustments of each mirror. For reference, a ray trace
through the optical system can be found in Figures 1.2, 4.8, or 5.1.
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struction of each major subassembly. However, adjustment of the final position and

orientation of the camera and collimator mirrors were left as optical compensators

in the VIRUS/LRS2 optomechanical design to counteract small alignment errors

elsewhere (Lee et al., 2010b) and to optimize the final delivered image quality (Lee

et al., 2012a). Figure 6.14 defines the allowed adjustments of each mirror in focus,

tip, and tilt.

Within limits, tip and tilt adjustments of both the collimator mirror and cam-

era mirror have the same effect on translating the focal plane image in the spectral

and spatial direction, respectively. However, camera mirror tip and tilt will have

a larger effect on the final image quality since the camera mirror is much faster

than the collimator mirror, and because the CCD detector must be as perpendicu-

lar as possible to the camera mirror’s optical axis. As a result, collimator mirror

adjustments in tip and tilt should be preferentially used to adjust the position of

the dispersed fiber images on the CCD detector. However, these collimator mir-

ror adjustments should be done with careful consideration because too large of a

collimator tip and/or tilt may cause part of the collimated beam’s footprint to be

translated out of the clear aperture of either the collimator’s folding mirror or the

disperser, both of which are baffled optical surfaces. Thus, too large of a collimator

tip or tilt may result in a loss in overall throughput. This is further discussed in

Section 6.3.4. As can be seen, the tip and tilt adjustments of these two mirrors are

somewhat degenerate. Decoupling these effects on a fine-scale to optimize the final

image quality is the primary purpose of the use of in-situ Full-field Moment-based

Wavefront Sensing (Lee & Hill, 2012; Lee et al., 2012a) in the spectrograph’s final
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optical alignment correction, as described in Section 6.5. Like the tip and tilt ad-

justments, focus adjustments for the collimator mirror and camera mirror are also

somewhat degenerate in their focal plane results. However, an interesting feature

of the VIRUS optical design is that the magnification of the dispersed fiber images

at the detector can be fine-tuned by adjusting the camera mirror and compensating

with the collimator mirror to bring the images back to focus (or vice-versa). There-

fore, by measuring the focal plane distance between the outermost fiber images, one

can constrain the focus positions of each mirror.

In addition to those allowed for the camera and collimator mirrors, the fi-

nal degree of freedom for optical compensation is the rotational adjustment of the

grism assembly, which is required to properly orient the spectra on the detector. A

description of this adjustment and its implementation within the spectrograph can

be found throughout Chapter 5.

6.3.2 Laboratory Configuration

For performing the initial testing, optical alignment, and characterization

of the LRS2 spectrographs, the lab facilities that have been established for VIRUS

alignment and characterization are utilized. These facilities, as described below,

are summarized in Figure 6.15. All tasks are carried out with the camera cryostats

pumped down to a sufficiently low pressure to allow the CCD detectors to be cooled

to their operational temperatures (−110◦ C). Cooling of the detectors in the lab is

achieved by using a custom cryogenic header tank that auto-fills from a larger ex-

ternal storage tank and feeds liquid nitrogen through a gravity fed vacuum-jacketed
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line that terminates at the male bayonet. This cryogenic system is essentially an ad-

vanced version of the apparatus shown in Figure 2.3, and can keep a VIRUS/LRS2

camera cold for upwards of a week without intervention, depending on the size of

the external storage tank.

The CCDs are controlled through a production VIRUS CCD controller that

has been modified to operate alone without the full multiplexed VIRUS detector

system working around it. Power is supplied to the controller through an Astro-

nomical Research Cameras, Inc. (ARC) small power supply, and the fiber optic data

lines run out of the CCD controller to an ARC PCI interface board in the control

computer. Since the VIRUS/LRS2 cameras are not shuttered internally, the modi-

fied VIRUS CCD controller has an external connector to allow communication with

a stand-alone external shutter. Additionally, the lab was kept dark during all testing

and the spectrograph was covered by a double-layer of Thorlabs blackout fabric to

limit ambient background light since charge can be accumulated on the CCD dur-

ing readout. The control computer runs a copy of ARC’s OWL image acquisition

software. Separate parameter files can be edited to control the voltages on the CCD

for optimizing the detector’s performance. For the purposes of the initial tests de-

scribed in this section, the basic detector configuration used during the alignment

of VIRUS was utilized. As such, these parameters were not yet optimized for the

LRS2 CCDs. Note, however, that this is more important for the LRS2-R CCD de-

tectors since those for LRS2-B are simply units that were repurposed directly from

the VIRUS CCD procurement.

To feed light into the alignment IFU, a simple box made from aluminum
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Figure 6.15 The laboratory configuration used for the initial alignment and lab char-
acterization of the two LRS2 spectrograph pairs. In each panel, major components
that are discussed in the text of Section 6.3.2 are labeled. a) A photo of the light
sources and associated equipment used to feed light into the alignment IFU. b) A
photo of one of the LRS2 spectrographs during initial optical alignment. c) A photo
from behind one of the spectrograph channels showing the adjustment mechanisms
that are used to actuate the collimator mirror and camera mirror (cf., Figure 6.14).

sheet was constructed to hold a suite of calibration lamps. The scattered light from

the lamps inside the box is directed into a controlled range of angles by an engi-

neered diffuser, and is further fed to the fibers at the IFU input head by a series

of lenses that come to a focus at the proper focal ratio (i.e., f/3.65). Prior to the

diffuser, the system is shuttered by a 1/2” diameter ThorLabs optical shutter. This

shutter is controlled by the ThorLabs SC10 shutter controller, which is triggered

through a direct connection to the ARC CCD controller. The pencil-style emis-

sion line calibration lamps that are used here are the same as those utilized in the

HET Facility Calibration Unit (Lee et al., 2012b) and include mercury-argon (Hg),

cadmium (Cd), argon (Ar), neon (Ne), and krypton (Kr). While the Hg+Cd lamps

are all that are required for placing a sufficient number of bright lines on the CCD
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for VIRUS, the different wavelength ranges for each of the LRS2 channels (espe-

cially those that extend into the red) require a different set of lamps. In addition

to the emission line calibration lamps, continuum calibration light is also available

through deuterium and quartz tungsten halogen (QTH) lamps. See Table 6.1 for a

list of the lamps that are commonly used for each spectrograph channel.

To actuate the camera and collimator mirrors for optical alignment as de-

scribed in Section 6.3.1, the adjustment mechanisms for VIRUS discussed in Sec-

tions 3.1 and 3.3 of Prochaska et al. (2012) are utilized. For the collimator mirror

adjustment, a set of three micrometers with 10 µm resolution are threaded into the

baseplate at the locations shown in blue in Figure 6.14 and push against the back

of the collimator mirror support plate. The plate is preloaded with springs that are

set on the Invar metering rods, as shown in Figure 6.4a. Once alignment of the

collimator mirror is achieved, the support plate can be locked down on the metering

rods, and the micrometers can be removed from the baseplate. Given the resolution

of the micrometers and the distances between them on the baseplate, the typical

angular resolution is 18′′ in tip and 11′′ in tilt. Since the camera must be under

vacuum for the detectors to be cooled and the camera mirror adjustment set-screws

are located within the cryostat, a custom cryostat cover was developed exclusively

for the optical alignment procedure. Referred to as the “adjuster back”, the custom

cryostat cover consists of a production cover that has been modified to accept six

standard KF25 vacuum fittings and six vacuum windows, each of which are located

directly behind each camera mirror’s three adjustment screws which are indicated in

red in Figure 6.14. A set of bellows and ferrofluidic vacuum feed-throughs that are
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outfitted with hex keys are attached to the vacuum fittings. By looking through the

vacuum windows, one can access either the camera mirror adjustment set screws or

the locking screws with the hex key. Outside the vacuum on the other side of the

feed-through is a dial indicator for each hex key. Combined with the resolution on

the dial indicators (1◦) and the linear distance between the M4×0.7 mm adjustment

set screws for the camera mirror, adjustments can be made with 2 µm resolution in

focus, and 2′′ resolution in tip and tilt. In practice, however, backlash between the

adjustment set screws and the threads in the “knuckle” make these values a factor

of a few larger.

6.3.3 As-built Grism Dispersion

The acceptance tests of the LRS2 VPH grisms could only verify the beam

deviation to within ±0.5◦ (±90 pixels on the LRS2 CCD; see Section 5.5). As

discussed during the tolerance analysis of the grisms in Section 5.3.3, the grism

design parameter that primarily drives shifts of the focal plane images in the spec-

tral direction is the grating layer fringe frequency GΛ. Additionally, GΛ primarily

defines the dispersion of the system (see Equation 5.3). To avoid wasting detector

space within the dichroic cross-over regions for LRS2-B and LRS2-R, knowing a

precise delivered value of GΛ for each of the four grisms is necessary so that the re-

sulting wavelength bounds for each channel can be accurately determined. If these

wavelength bounds are unsatisfactory relative to the transition wavelength of the

dichroic, some degree of corrective action can be taken during the optical align-

ment. Knowing these actions and their potential consequences prior to the optical
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alignment can aid in the best overall instrumental performance.

To measure GΛ precisely, images were taken with each spectrograph chan-

nel with the alignment IFU illuminated by an appropriate emission line calibration

lamp. Since these were the first images taken with each channel, no previous optical

alignment steps had been carried out except for those performed during the assem-

bly process. As such, the only major sources of initial misalignment in the system

come from the grism rotation and the camera mirror focus, tip, and tilt. To initially

adjust the camera mirror, a focus adjustment is made until the image quality across

the chip is satisfactory by visual inspection. Then, the angular misalignment of the

grism is calculated directly from the CCD images by measuring the pixel coordi-

nates of two emission lines in the same fiber that are as near to the edges of the

CCD chip in the spectral direction as possible. Using these pixel coordinates, the

angle of the dispersion relative to the CCD rows (or columns) is calculated, which

is equivalent to the angular misalignment of the grism. The grism mount is then ad-

justed using the “adjuster block” subassembly (see Section 5.6.1) until the spectra

are sufficiently aligned on the detector, after which the mount locking screws are

tightened and the adjuster block is removed. The typical residual grism misalign-

ment after this process was ∼ 0.01◦. The exact residual value for each channel was

incorporated into its respective Zemax optical model.

After the grism rotational adjustments are made, the camera mirror tilt is

adjusted to center the fiber slit’s central gap on the CCD detector in the spatial

dimension. The final step in this rough alignment procedure for an accurate mea-

surement of GΛ is to verify the image scale, which constrains the relative focus
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positions of the camera mirror and collimator mirror. Focus adjustments are made

to the collimator mirror and camera mirror together to achieve the image scale of the

nominal Zemax model. Note that the image scale can be measured independently

of the grism dispersion by calculating the distance (in pixels) along the spatial di-

rection between emission line images at a given wavelength in the outermost two

fibers on the fiber slit. This distance can be compared directly to the Zemax optical

model. Once the measured image scale matches the optical model, the remaining

source of large-scale mismatch between the observed spectra and the optical model

should be the camera mirror tip, which translates the focal plane image in the spec-

tral direction. However, while the camera mirror tip could be adjusted to center a

selected emission line on its respective position on the detector to match the opti-

cal model, other emission lines did not properly line up in the spectral dimension

for each LRS2 channel, which suggests that the spectral dispersion of the optical

models were incorrect (i.e., the values of GΛ in the models did not match that of

the delivered grisms). For each LRS2 channel, the value of GΛ that matched the

laboratory data was smaller than that specified beyond the required tolerance.

For the UV, Orange, Red, and Far Red Channels, this method yields grating

fringe frequencies of 1764, 770, 918, and 792 lines mm−1, respectively (cf., Table

4.3 and Section 5.4). Consultation with the vendor yielded confirmation of a simi-

lar, but independent finding. Using in-situ measurements with the Goodman High

Throughput Spectrograph (Clemens et al., 2004) at the 4 m SOAR telescope, the

vendor determined that a 930 line mm−1 VPH grating made on the VIRUS grat-

ing production line was measured instead at 925 lines mm−1 (J.C. Clemens, private
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communication). As another example, an in-situ measurement of a VIRUS grating

using the method described in this section produced a measurement of 926 lines

mm−1. Since all of these measurements of gratings from the same vendor are con-

sistent with the delivered fringe frequency being ∼ 5 lines mm−1 under the targeted

value, the cause appears to be systematic within the fabrication procedure. Current

speculation points towards a systematic uncertainty in the exact wavelength of the

coherent light source that is used to expose the gelatin layer (see Section 3.5).

The effect of the reduced values of GΛ was considered prior to proceeding

with the first-order optical alignment of the instruments. As can be seen from the

basic Grating Equation in Equation 5.1, a reduced value of GΛ at a given incident

angle and wavelength results in a smaller angle of diffraction. For LRS2-B and

LRS-R at their respective dichroic cross-over wavelengths, the resulting shift in the

diffraction angle from the nominal design is 0.17◦ and 0.25◦ shallower, respectively.

This means that the wavelength bounds for each spectrograph channel will be redder

than in the nominal design. As discussed in Section 6.3.1, the collimator mirror

tip can be used to translate the focal plane image in the spectral direction, and so

could be used to bring the wavelength bounds closer to those that were originally

specified. However, there are practical limits on how much tip can be applied. For

example, the edge baffle on the top mask plate of the grism mount was designed

to be slightly oversized with respect to the nominal collimated beam diameter to

allow for some degree of instrumental misalignment and focal ratio degradation in

the fibers. With a collimator tip that exceeds ±0.07◦, the collimated beam at the

grism’s top mask plate will be translated out of the clear aperture and be vignetted
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Figure 6.16 Two views of the shims (arrowed) that were added in between the col-
limator baseplate and the top two kinematic vee-blocks that are used to position the
LRS2-B and LRS2-R cameras. The thickness and placement of these shims results
in a shallower camera angle to place the desired wavelengths on the edges of the
CCD detectors and compensate for the change in the angle of diffraction as a result
of the grisms being fabricated with grating layer fringe frequencies that were under
the original specification.

by the baffle, which causes a loss in overall throughput.

Throughout the previous two chapters, it was assumed that the collimator

and camera angles are not free parameters due to the fixed VIRUS mechanical

framework. In practice, however, this angle can be modified by a small amount

by adding shims of the proper thickness under the appropriate kinematic vee-block

mounts to which the camera mates on the rear side of the collimator baseplate, as

shown in Figure 6.16. Adjusting this angle has the same effect of translating the

focal plane image in the spectral direction as do tips of the collimator mirror, but

without vignetting the beam and without a degradation of the image quality. Ad-

ditionally, this adjustment is made under the constraint that the angle change must

apply to both spectrograph channels. For LRS2-B (LRS2-R), shims with a thick-

ness of 2.655 mm (1.770 mm) were fabricated and installed under the upper two
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vee-block mounts to make the angle between the collimator and camera 0.6◦ (0.4◦)

shallower than the nominal value for VIRUS (i.e., θVIRUS = 24.3◦). Note that these

angle adjustments are shallower than are required to compensate for the diffrac-

tion angle shift caused by the reduced values of GΛ, especially for LRS2-B. This

is because the reduced values of GΛ also result in less dispersion for each channel,

or equivalently, a slight increase in total wavelength coverage. Since the Far Red

Arm’s instrumental throughput very quickly falls off due to the poor sensitivity of

the CCD detector at long wavelengths, the camera shims for LRS2-R were designed

to add this small increase in wavelength coverage to the blue side of the Red Arm. A

shallower angle for the LRS2-B camera allows the additional wavelength coverage

to extend further into the near-UV, rather than further into the redder wavelengths

of the Orange Arm since that spectral regime is already efficiently covered by the

LRS2-R Red Arm.

6.3.4 First-Order Optical Alignment

Following the procedure outlined above for making the precise measure-

ments of GΛ, a large fraction of the rough optical alignment process was already

completed. To begin the final stage of the first-order optical alignment of the spec-

trographs, the measured values of GΛ and the shallower camera angles were in-

corporated into each channel’s Zemax optical model. Recall that at this point, the

collimator mirror has not yet been actuated away from the prealigned tip and tilt

that was set during the assembly process. Since the focus positions of the camera

mirror and collimator mirror were previously adjusted to match the image scale of

315



the optical model, the only remaining parameter to be tuned so that the observed

spectra match the optical models is the tip adjustment of the camera mirror. Again

using an emission line lamp appropriate for each channel, the adjustment of the

camera mirror tip is made to match the positions of the observed emission lines and

fiber positions with those in the Zemax optical model.

Once aligned, the camera mirror is locked into place by tightening the three

camera mirror locking screws. Unfortunately, locking the camera mirror often re-

sults in shifts of the focal plane image by ∼ 5 pixels and in some cases causes

a slight focus change. To compensate, very small adjustments were made to the

collimator mirror tip and tilt to recenter the spectra. Finally, the collimator mirror

is actuated through ±300 µm of focus in five equally spaced steps, with an im-

age taken at each step for evaluation. To evaluate the image quality at each focus

step, the emission line images across the detector were analyzed visually for any

asymmetries or softness. Additionally, the image quality was roughly quantified

in several locations on the CCD detector (i.e., in each corner and at the center) by

calculating a metric called the “contrast”, which is given by:

Contrast = (Ipeak − Ivalley) / (Ipeak + Ivalley) . (6.1)

Here, Ipeak and Ivalley are the background-subtracted pixel intensities (in analog-to-

digital units; ADUs) at the peak of the fiber image and in the valley between the

fiber and its neighbor, respectively. Note that for VIRUS using the same IFU that

was used here for LRS2, the image quality requirement is that ≥ 90% of the fiber

images across the detector must have a contrast of ≥ 0.6 (Hill et al., 2014b). The
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collimator is then moved to the focus position that yields the best overall image

quality as evaluated by these methods, and is subsequently locked in place by tight-

ening locking screws that cause the collimator mirror support plate to clamp down

on each of the three Invar metering rods.

At this stage, the first-order optical alignment of the LRS2 channels is com-

plete. In Figure 6.17, background-subtracted images of the emission line calibration

lamps indicated in Table 6.1 are shown for each spectrograph channel to illustrate

the final wavelength bounds and spectral overlap of each spectrograph channel. A

cross cut of the background-subtracted emission line spectra near the center of the

detector for each LRS2 channel compared to a fully-aligned VIRUS spectrograph is

shown in Figure 6.18a, each of which displays excellent separation between adja-

cent fibers and very similarly shaped fiber core images. Additionally, since the fiber

profiles cut through one of the gaps in the IFU fiber slit, the amount of light that is

scattered into adjacent fibers can be evaluated. As is the case with a fully-aligned

VIRUS channel, the UV, Orange, and Red LRS2 Arms show very low levels of

scattered light that is nearly three orders of magnitude below the peak flux in the

fiber images. The exception to this is the Far Red Arm, which shows a little more

than one order of magnitude difference between the peak flux in the fiber images

and the trough of the fiber gap. A more rigorous determination of the overall image

quality is performed using the contrast metric. To do so, the IFU is illuminated

with a continuum source. The background-subtracted continuum image is binned

in the spectral direction using bins that were 6 pixels wide, which roughly corre-

sponds to the size of the fiber core image on the LRS2 detector with the VIRUS
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Figure 6.17 Background-subtracted emission line calibration lamp images for each
LRS2 channel after the initial optical alignment. The images for each channel are
aligned in order of increasing wavelength from bottom to top, and their position
relative to each other vertically represents the relative wavelength overlap between
the channels. For LRS2-B and LRS2-R separately, a dashed line cuts through each
image at the position of the dichroic cross-over wavelength. For each image, promi-
nent emission lines are labeled, and the provided wavelengths are rounded to the
nearest nm. A zoom-in of the central fibers around the bright Ne 703.24 nm line for
the Red Arm is shown to illustrate the typical image quality achieved in the initial
optical alignment. The black line cutting through the Ne 703.24 nm emission line
represents the cross cuts across the fiber core images shown in Figure 6.18a.
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Figure 6.18 Image quality assessments of the initial LRS2 optical alignment com-
pared to the typical results for fully-aligned VIRUS channels. a) A cross cut of
emission line spectra near the center of the detector, going through the central fiber
gap. All four LRS2 channels show a very similar fiber core profile with good sep-
aration between fibers. In addition, the levels of scattered light into adjacent fibers
is very low, as illustrated by the relative flux levels in the fiber gap. The LRS2-R
Far Red Arm is the exception, which is further discussed in the text. b) Empirical
cumulative distribution functions of the contrast measurement for LRS2 compared
to fully-aligned VIRUS channels. The results of the initial optical alignment of the
UV, Orange, and Red channels is shown to be at least as good as the image qual-
ity of a fully-aligned VIRUS channel. Again, the LRS2-R Far Red channel is the
exception, which is further discussed in the text.
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alignment IFU. For each bin across the detector, the contrast was calculated for all

224 fibers on the IFU. In Figure 6.18b, the empirical cumulative distribution func-

tion (ECDF) of contrast measurements for each LRS2 channel is shown compared

to a similar measurement made for a sample of fully-aligned VIRUS units3. This

figure illustrates that after the initial optical alignment, the image quality of the UV,

Orange, and Red Arms are all at least as good as or better than fully-aligned VIRUS

channels.

The ECDF for the Far Red Arm, however, appears to suggest that there are

some issues with its image quality. Part of the issue with the Far Red Arm lies

with the high-OH silica fibers used in the VIRUS alignment IFU, which features

a ∼ 60 nm wide region of extremely high attenuation (>100 dB km−1) associated

with OH absorption at 945 nm (Kaiser, 1973). The lack of flux in this region is the

cause for all contrast measurements of . 0.3. Interestingly, if one plots the ECDF

only for wavelengths lying blueward of this absorption feature, 50% of the contrast

measurements are > 0.84 with no contrast at < 0.75, which suggests excellent im-

age quality on par with the other three LRS2 channels. Plotting the ECDF only for

wavelengths lying redward of this aborption feature yields results that are strikingly

different, with 50% of the contrast measurements being> 0.45 and no contrast mea-

surements being > 0.66. This discontinuity in contrast on either side of the fibers’

OH absorption at 945 nm is easily visible in the Far Red Arm’s ECDF shown in

3In Figure 6.18b, the ECDFs that are plotted for VIRUS come from the measurement of the contrast
for each of the 224 fibers on the IFU for a single emission line. The measurements for three VIRUS
channels are shown, each with nine emission lines measured at various positions across the CCD
detector.
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Figure 6.18b. Despite this, visual inspection of the shapes of the fiber core images

(e.g., Figure 6.18a) across the entire Far Red Arm detector are comparable to even

the Red Arm, which displays excellent image quality characteristics. What seems

to be changing on either side of the 945 nm OH absorption band is the amount of

light scattered at larger distances from the fiber image. For example, the ratio of

the flux in the trough of the fiber gap at the center of the fiber slit to that at the

peak of the fiber image is 1.0×10−2, 2.8×10−2, and 1.3×10−1 at 922.4 nm, 966.5

nm (shown in Figure 6.18a), and 1047.1 nm, respectively. Given the quality of the

Far Red Arm fiber core images across the detector despite this apparent wavelength

dependent scattering effect, it is deemed that the Far Red Arm is in adequate optical

alignment for proceeding to characterization activities where the scattering issue

will be further investigated. As described in Section 6.4, these tasks will take place

with the fully assembled LRS2-specific IFUs, which will be very useful in further

diagnosing the scattering issues with the Far Red Channel. This is especially true if

the issue is photonic in nature due to the fibers used in the VIRUS alignment IFU

that are non-optimal for those wavelengths.

Further adjustments may be necessary after the spectrographs are integrated

with their respective IFUs, especially since the smaller fiber core diameter may ex-

acerbate image quality deficiencies and the different relative fiber separation will

effect the measurements of contrast. Since such corrections will only be to further

improve the image quality, the spectral format provided by the first-order optical

alignment represents that which will be delivered to the HET. For each LRS2 chan-

nel, a wavelength solution was determined for the central IFU fibers by fitting a
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third order polynomial to the pixel locations of ∼ 10 emission lines. The residuals

of these wavelength solutions have a typical standard deviation of ∼ 0.1 Å. The

wavelength solutions were used to determine the wavelengths that fall on the first

(λmin) and last (λmax) pixel of each LRS2 CCD detector. The linear dispersion P

in Å pixel−1 for 1× 1 CCD binning is then calculated as (λmax −λmin)/2064. For

each LRS2 channel, these delivered values are tabulated in Table 6.1. Note that

the values of λmin, λmax, and P deviate slightly from these values for fibers that are

increasingly further away from the center of the CCD detector. This is due to the

fact that the light from these fibers is incident on the grating layer out-of-plane,

which introduces curvature to the spectra (e.g., Palmer & Loewen 2005). That is,

the light from fibers lying off the center of the fiber slit is incident on the grism’s

grating layer at a non-zero angle with respect to the plane that is perpendicular to

the fringes at the grating’s center (this plane corresponds to the plane of the page in

Figure 5.5, for example).

6.3.5 Contamination by Second Order Light

For ground-based astronomical spectrographs operating redward of ∼ 600

nm (i.e., twice the wavelength of the UV atmospheric cutoff at ∼ 300 nm), it is

common practice to place a wide-band blocking filter into the optical path to avoid

imaging unwanted spectral orders that could contaminate the desired spectrum. In

the original design of LRS2, no such filter was included. For LRS2-B, no con-

cern of higher spectral order contamination exists for the UV Arm since 1/2 times

any wavelength in its bandpass is below the UV atmospheric cutoff. For the Or-

322



Table 6.1. Summary of LRS2 Laboratory Characterization Results

LRS2-B LRS2-B LRS2-R LRS2-R
UV Arm Orange Arm Red Arm Far Red Arm Units

IFU Translation 0.50 — 0.49 — Fraction of Lenslet Pitch
IFU Rotation < 0.3 — < 0.3 — ◦

IFU Magnification < 0.5 — < 0.5 — %
Calibration Lamp Hg+Kr Hg+Cd Ne Ar −

Continuum Lamp Deuterium QTH QTH QTH −

GΛ 1764 770 918 792 lines mm−1

Camera Shim -0.6 — -0.4 — ◦

Contrast 0.812 0.790 0.909 0.624 −

λmin 364.4 453.7 643.2 823.4 nm
λmax 466.8 699.7 845.0 1056.4 nm

P 0.496 1.192 0.978 1.129 Å px−1

Cryostat Pressure 1.2×10−6 — 9.4×10−7 — Torr
TCCD -114.6 -116.0 -110.5 -112.8 ◦ C
δλ 1.68 4.04∗ 3.00 3.67 Å (FWHM)

R 2474 1427∗ 2480 2561 −

RN
† 3.45 3.50 3.53 3.63 e− px−1

Gain† 1.78 1.74 1.88 1.90 e− ADU−1

Full Well† > 1.10×105 > 1.10×105 > 1.10×105 > 1.03×105 e− px−1

Dynamic Range† > 90.1 > 89.9 > 89.9 > 89.1 dB
Ṅd
† 5.35×10−4 1.10×10−3 1.21×10−3 5.0×10−4 e− px−1 s−1

Note. — Definitions: IFU Translation, Rotation, and Magnification - input feed field of view registration error measure-
ments for the LRS2-B and LRS2-R IFUs; Calibration Lamp, Continuum Lamp - the emission line lamp and continuum
lamp, respectively, that were used in the initial alignment and characterization; GΛ - measured grating fringe frequency;
Camera Shim - Change in the camera-collimator angle from the base value of θVIRUS = 24.3◦; Contrast - image quality
metric defined in Equation 6.1 as measured after initial optical alignment with the VIRUS alignment IFU, given as the
value corresponding to the 50% cumulative fraction shown in Figure 6.18; λmin - minimum wavelength of spectrograph
channel after initial optical alignment; λmax - maximum wavelength of spectrograph channel after initial optical alignment;
P - measured linear dispersion of the spectrograph system in wavelength units per pixel for 1× 1 CCD binning; Cryostat
Pressure - the typical pressure achieved while the CCD detector is cooled with the ion pump running, recorded 7 days
after the cryostat was pumped out; TCCD - the typical steady-state temperature of the CCD detector without closed-loop
temperature control enabled and the CCD controller powered on; δλ - measured FWHM spectral resolution with the LRS2
IFUs (∗ expected for the Orange Arm; see Section 6.4.2), averaged over the entire detector; R - spectral resolving power
with the LRS2 IFUs (∗ expected for the Orange Arm; see Section 6.4.2) given by λ0/δλ, where λ0 = 0.5(λmax +λmin);
RN - measured CCD read noise; Gain - measured CCD gain; Full Well - measured full well capacity of the CCD detector;
Dynamic Range - metric evaluating the ability of the detector to simultaneously measure faint and bright signals, defined
in units of dB as 20 log(Full Well/RN ); Ṅd - measured CCD dark noise at −110◦ C. The measurement methods are further
described throughout Sections 6.2.3, 6.3, and 6.4. A “—” symbol indicates a quantity that applies equally to both LRS2-B
or LRS2-R spectrograph channels. A “†” symbol indicates quantities that were measured by the vendor.
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ange Arm, some degree of blocking is provided by the dichroic in the LRS2-B

IFU feed, which by design transmits efficiently only for wavelengths > 463.4 nm

(i.e., the dichroic crossover wavelength). For wavelengths < 458 nm, the typical

transmission efficiency of the LRS2-B dichroic is < 1% which provides signifi-

cant suppression of any second order light that might be present within the Orange

Arm bandpass. Combined with the decreasing transmission of the atmosphere and

the decreasing throughput of the telescope/instrument combination at wavelengths

< λmax/2 for the Orange Arm, second order contamination for wavelengths > 600

nm is expected to be negligible except in certain very specialized cases (e.g., obser-

vations of a 1.46≤ z≤ 1.90 quasar with bright Lyα emission).

For the LRS2-R channels, some significant degree of suppression for out-

of-band wavelengths was expected due to the specialized dielectric mirror coatings.

However, lab measurements of the Hg emission line lamp with the Red and Far Red

Arms using the VIRUS Alignment IFU showed prominent second order emission

lines, which suggests that the red-optimized mirror coatings are not sufficient for

order blocking. Note that no emission lines bluer than the 404.656 nm Hg line were

observed. For the Red Arm, the dichroic in the LRS2-R IFU transmits efficiently

at wavelengths that are relevant to second order contamination within its passband.

As such, an order blocking filter is necessary for LRS2-R.

A simple design solution to this issue is to place a small longpass filter near

the pupil of the Focal Extender in the LRS2-R IFU feed as shown in Figure 6.19.

Such a design provides order blocking for both spectrograph channels through a sin-

gle optic. To mount the filter, a tubular optical mount was designed to be inserted
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Figure 6.19 The design solution for the LRS2-R order blocking filter. At left, a
section view of the LRS2 IFU input head and feed assembly is shown with rays
traced through the system for the Red Arm from the input to the first microlens array
surface. The location of the system pupil is indicated, along with the order blocking
filter (which is shown in red). At right is a zoomed-in section view of the Focal
Extender subassembly detailing the filter mount and the gap in between the mount
and the filter’s outer diameter where glue will be injected to secure the assembly in
place. A plot of the measured transmission of the delivered order blocking filter is
shown.
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into the 10.98 mm inside diameter of the Focal Extender mounting tube. Once the

1 mm thick filter is glued into a pocket that is machined into the optic mount, the

filter and mount subassembly is inserted into the Focal Extender mounting tube,

and dabs of glue are injected into the gap between the filter’s outside diameter and

tube’s inside diameter. The length of the cylindrical tube mount places a knife edge

baffle directly at the Focal Extender’s intermediate pupil, with the filter mounted

directly behind it in the collimated beam. The filter itself is made from Schott

OG570 colloidally colored glass, and is 9.2 mm in diameter with a 5.5 mm diame-

ter clear aperture. Schott OG570 is very well suited to this application with efficient

blocking at wavelengths ≤ 530 nm (i.e., internal transmittance of 0.02) and a high

average internal transmittance of 0.98 at wavelengths≥ 630 nm within the LRS2-R

passband4. To minimize image shift at the microlens focal surfaces, a wedge re-

quirement of< 1′ was implemented. To further enable high transmission within the

operating wavelength range of LRS2-R, the filter’s two surfaces are anti-reflection

coated.

The installation of the filter was discussed in Section 6.2.3 along with the

rest of the assembly procedure for the IFU input feed optics. As shown in Fig-

ure 6.19, the delivered filter was measured to have a transmission of > 0.95 for all

wavelengths > 680 nm (0.85 at 650 nm). The 50% cut-on wavelength of the deliv-

ered filter is 587 nm, with transmission of 2.8±1.7×10−3 to provide blocking for

wavelengths < 500 nm (1.6×10−2 at 520 nm).

4Internal transmittance estimates provided for a 1 mm reference thickness based on the technical
specifications of Schott OG570 glass.
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6.4 Laboratory Characterization

In this section, the aligned LRS2 spectrograph pairs are integrated with their

respective IFUs. Sans the final optical alignment correction (see Section 6.5), an

initial characterization of the final integrated performance of the spectrograph is

described. For these tasks, all mirror adjustment mechanisms were removed. As

such, the collimator cover could be installed to help keep any ambient light in the

lab away from the optical system since access to the collimator mirror support plate

locking bolts is no longer needed. In addition, the camera adjuster back was re-

moved and replaced with the standard camera cryostat cover. Unless otherwise

noted, the laboratory configuration for completing these tasks is the same as that

described in Section 6.3.2. The results of the initial lab characterization presented

here are tabulated in Table 6.1 along with the results of the initial optical alignment

that was discussed in the previous section.

6.4.1 Performance of Camera Vacuum and Cryogenics

In addition to the installation of the standard camera cryostat cover, the

LRS2 vacuum instrumentation assembly (see Section 4.3.4.3) was installed to con-

duct an integrated test of the vacuum and cryogenic systems. Note, however, that

the full software architecture for closed-loop control of the camera vacuum system

as outlined in Appendix A was not utilized here. Rather, these simple tests were

carried out in the background while other characterization tasks were completed

with the vacuum gauges and ion pumps controlled manually through their respec-

tive controllers. In Figure 6.20a, a vacuum instrumentation assembly can be seen
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operating on one of the LRS2 spectrographs.

Before the LRS2 camera is connected to the cryogenic system, it is pumped

down to a pressure of . 10−4 Torr. The cryogenic bayonet is then attached to the

camera. As the activated charcoal getter cools, the pressure in the cryostat drops

further due to cryogenic trapping. Once the vacuum valve is closed and the turbo

pump is removed from the system, the ion pump is switched on. The characteri-

zation tasks described in this section took place over approximately two weeks for

each spectrograph, during which the ion pump and vacuum gauge remained on as

long as images were not being taken. With the ion pump off, the initial steady-state

pressure was 1.6× 10−6 Torr for LRS2-B and 1.1× 10−6 Torr for LRS2-R. With

the ion pump on, the pressure is typically a factor of ∼ 2 lower (8.3× 10−7 Torr

for LRS2-B and 7.9× 10−7 Torr for LRS2-R, initially). Pressure measurements in

both states of the ion pump were usually taken once per day. As shown in Figure

6.20 with the ion pump on, the pressure steadily increased by 4.6×10−8 Torr day−1

for LRS2-B and 1.1× 10−8 Torr day−1for LRS2-R. Under the assumption that the

increase in the pressure remains linear with time, it is estimated that the pressure

with the ion pump on (off) will be 1.8×10−5 Torr (3.8×10−5 Torr) for LRS2-B and

4.7×10−6 Torr (2.8×10−5 Torr) for LRS2-R after one full year of operation without

intervention. In Appendix A, the maximum pressure threshold for operating the ion

pumps was set to 8× 10−6 Torr due to their limited operational lifetimes at higher

pressures (see Table A.1). Again assuming that the pressure increase remains linear

with time, this pressure threshold will be reached with the ion pump on in ∼ 190

days and ∼ 820 days for LRS2-B and LRS2-R, respectively. For LRS2-B, this rep-
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Figure 6.20 Cryogenic and vacuum system test results for LRS2. a) A photo of the
configuration of the spectrographs during the laboratory characterization phase in
which the cryogenic and vacuum systems were tested. Major components that are
discussed in the text of Section 6.4 are labeled. b) Test results for LRS2-B over
the approximately two week characterization phase. The upper panel shows the
cryostat pressure as a function of time both with the ion pump on and off. The lines
show linear fits to the pressure data for extrapolating to later times. The lower panel
shows the temperature of both CCD detectors and the activated charcoal getter.
Days prior to the vertical dashed line have the CCD controller powered on at all
times, while those after the line have the CCD controller powered down except for
when the temperatures were read. c) Same as panel b, except for LRS2-R. In both
panels b and c, the maximum of the vertical temperature axis is -110◦ C, which
corresponds to the nominal operating temperature of the CCDs when under closed-
loop control.

resents a reasonable time period after which to recharge the cryostat vacuums with

a turbo pump. For LRS2-R, the vacuum performance is superb!

The typical temperatures of the CCD detectors without closed-loop temper-

ature control under these pressure conditions are listed in Table 6.1 for each LRS2

channel. As seen in Figure 6.20, these temperatures varied by ∼ 5◦ C over the test

period. The systematic trend in the CCD detector temperatures is dictated by the

status of the CCD controller, which normally operates in a mode that continuously
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flushes the detector (e.g., Rest et al. 2002) when images are not requested by the

observer. The work being done to transport electrons during the flushing process

results in a small additional heat load on the detector. In the temperature plots for

LRS2-B and LRS2-R in Figure 6.20, days prior to the dashed vertical line have the

CCD controller powered on and flushing. At the dashed line, the CCD controller

was powered off, except for the short period of time required to read the detec-

tor temperatures. The difference in the temperature equilibrium on either side of

the line (i.e., prior to and after powering down the CCD controller) is clearly visi-

ble. Since the CCD controllers will typically be powered on at all times, the tem-

peratures recorded in Table 6.1 correspond to the equilibrium temperature reached

before the dashed line.

For all LRS2 channels, the recorded equilibrium temperature is safely un-

der the specified operational temperature regulation setpoint of −110 ◦ C. However,

since one data point was recorded above -110◦ C for the LRS2-R Red Arm, it may

be necessary to run its CCD 1 − 2◦ C warmer to ensure that the temperature is suf-

ficiently regulated. While the dark noise will increase slightly in this scenario, the

effects will be negligible as exposures within the Red Arm’s wavelength coverage

will typically be sky noise dominated, even for short integration times (e.g., see

Figure 9.1). One area of potential concern with the LRS2-R camera is the temper-

ature of the activated charcoal getter, which runs ∼ 12◦C warmer than LRS2-B’s

getter and those tested for VIRUS. Since the LRS2-R getter is not reaching its opti-

mal cold equilibrium temperature of −168±1◦ C, this suggests an abnormally large

loss associated with either the female cryogenic bayonet connector, or possibly its
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thermal connection with the getter. A logical step would be to replace these compo-

nents to see if the −168±1◦ C equilibrium temperature can be reached. If so, it is

likely that the additional cooling capacity will result in the Red Arm CCD temper-

ature safely equilibrating below the −110◦C setpoint, even with the CCD controller

continuously flushing.

Previous experience at McDonald Observatory indicates that it is desirable

to switch the vacuum gauge and ion pump off while science and calibration data

are being taken because each of these devices are capable of emitting low levels

of optical radiation within the operational wavelength range of the CCD detectors

while in operation. To test the effect on the data if the vacuum instrumentation is

left on during an integration, a series of 3 minute dark exposures were taken with

each LRS2 channel with both vacuum devices on, both of them off, and with each

switched on individually. For the LRS2-B UV Arm and the LRS2-R Red Arm,

no statistically significant change in the background level of the CCD images is

observed. For the LRS2-B Orange Arm and the LRS2-R Far Red Arm, a slight in-

crease in the background level was measured when either one or both of the vacuum

devices were on. For both spectrograph channels in the 3 minutes immediately fol-

lowing the vacuum gauge power-up, the average increase in the background count

rate is a modest ∼ 2 ADU px−1 over the 3 minute integration time. However, if the

vacuum gauge is allowed a full 10 minute warm up, the increase in the background

counts for these channels can approach hundreds of ADU px−1 over the 3 minute

integration time. Finding an increase for these two channels is not surprising, espe-

cially since the vacuum devices are mounted directly behind their camera mirrors
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Figure 6.21 The configuration of the various spectrograph inputs used during the
LRS2 lab characterization activities. Major components are labeled in each figure
panel. a) Connecting the LRS2 IFU input head to the lab calibration lamps. In-
cluding and prior to the diffuser and optics that feed the LRS2 IFU focal extender
at f/3.65, the setup is identical to that shown in Figure 6.15a. b) The LRS2 IFU
output head attached to one of the spectrograph pairs. c) For taking pixel flat field
images for detector characterization, the normal IFU output head shown in panel b
is replaced by a custom output head that is designed to continuously illuminate the
spectrograph input. The design and operation of this device is described in Section
6.4.4.

on a tee vacuum fitting. In practice at the HET, a routine will be implemented in

which these devices are turned off during all science observations to avoid similar

undesired increases in the background count rate. The implementation of the LRS2

vacuum instrumentation control is presented in detail in Appendix A.

6.4.2 Image Quality and Spectral Resolution with LRS2’s IFUs

For laboratory measurements of the delivered image quality and the result-

ing spectral resolution of the integrated LRS2 system, the LRS2 IFU input head is

mated to the same diffuser and fore optics assembly that was used with the VIRUS

alignment IFU to feed the system at f/3.65 with calibration light, as described in

Section 6.3.2. A photo of the LRS2 IFU input head integrated with this assembly
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can be seen in Figure 6.21a. Figure 6.21b shows a photo of the LRS2 IFU output

head mated to the spectrograph.

Due to the optomechanical tolerance stack-up of the IFU output head as-

sembly, small adjustments of the spectrograph collimator mirrors were required to

recenter the spectra on the CCD detectors. The image shifts with the LRS2 IFU

relative to the initial optical alignment with the VIRUS alignment IFU were small,

ranging from no shift to shifts of ∼ 10 pixels in either the spectral and/or spatial

dimensions. An adjustment of the collimator mirror was executed only for shifts of

> 5 pixels. As will be seen below, the spectrograph image quality was not signifi-

cantly different with the LRS2 IFUs than observed with the VIRUS alignment IFU.

For the LRS2-B Orange Arm however, a significant focus gradient was present in

combination with a shift of ∼ 30 pixels in the spectral dimension using the LRS2

IFU. A second check with the VIRUS alignment IFU showed the same effect. Since

tips of the collimator mirror do not have such a strong effect on the image quality,

these results suggest that the Orange Arm camera mirror tip came out of alignment.

This misalignment likely occurred during transport of the spectrograph from one

lab to another, which was unfortunately required in order to accommodate ongoing

VIRUS characterization activities. Additionally, after the initial optical alignment,

the camera mirrors were not fully locked down due to the anticipation of future

fine optical corrections (see Section 6.5). Prior to transporting the spectrographs to

the HET, the camera mirrors will be fully locked to prevent a similar misalignment

occurrence during shipping.

A cross cut of the background-subtracted emission line spectra near the cen-
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Figure 6.22 Image quality assessments of the fully integrated LRS2 systems. a)
A cross cut of emission line spectra near the center of the detector, going through
the central gap. Above the plot is a section of the image from which the 1-D cross
cut was taken for the Red Arm. The image intensity scale corresponds to the y-
axis scaling in the 1-D plot. b) Empirical cumulative distribution functions of the
contrast measurement. Note that the LRS2-R Far Red Arm still displays the same
long tail to low contrast values as was observed with the VIRUS alignment IFU.
This behavior is further investigated in Section 6.4.3. For the Orange Arm, the
contrast empirical cumulative distribution function is plotted only for the redder
third of the CCD detector.
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ter of the detector for each LRS2 channel is shown in Figure 6.22a. As expected

based on the results with the VIRUS alignment IFUs, each channel displays excel-

lent separation between adjacent fibers and very similarly shaped fiber core images.

For the LRS2-B Orange Arm, the camera mirror misalignment is such that the im-

age quality monotonically degrades in the spectral direction towards the blue side

of the detector. For the redder third of the detector, the image quality is actually

quite good, as shown by the cross cut in Figure 6.22a for the 643.8 nm Cd line5.

Unfortunately, the cross cut for the Far Red Arm still shows must higher scattered

light levels into the central fiber gap as compared to the other three spectrograph

channels. As described in Section 6.3.4, the ECDFs of contrast were constructed

to more rigorously quantify the image quality and fiber separation with the LRS2

IFUs. As shown in Figure 6.22b, the image quality of the UV, Orange (for the red-

der third of the detector, which should be representative of the image quality across

the entire detector once the camera mirror is realigned), and Red Arms is excellent

with the 50% cumulative fraction corresponding to contrasts of 0.844, 0.848, and

0.935, respectively. While the 50% cumulative fraction of contrasts is a respectable

value of 0.808 for the Far Red Arm, the same long tail towards low contrast values

that was seen with the VIRUS alignment IFU in Figure 6.18b is still present. Since

this is the case even with the FBP broadband optimized fibers used in the LRS2

IFU, a photonic explanation of this behavior is no longer plausible. Rather, the high

5In Figures 6.22, 6.23, and Table 6.1, plots and values for the Orange Arm marked with “∗” indicate
measurements that involve the LRS2-B IFU only for the redder third of the detector where the
image quality is still acceptable. Further explanation is provided in each respective figure or table
caption.
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levels of scattered light are due to some optical component within the spectrograph,

as will be further investigated in the following subsection. Note that the contrast

50% cumulative fraction is higher with the LRS2 IFUs as compared to the same

measurement with the VIRUS alignment IFUs (see Table 6.1). This is largely due

to the less aggressive fiber spacing used for LRS2, which yields slightly larger gaps

in between individual fibers.

The contrast ECDFs primarily quantify the ability of the spectrograph opti-

cal system to separate adjacent fiber images in the spatial dimension. To quantify

the image quality in the spectral dimension with the LRS2 IFUs (which provides a

measurement of the delivered spectral resolution), images were taken with emission

line lamps and Gaussian functions were fit to the unblended emission lines over as

much of each channel’s detector as possible after the individual fiber images were

collapsed spatially along their width. In units of pixels, the average (standard de-

viation) full width at half maximum (FWHM) measurements for the UV, Red, and

Far Red Arms are 3.38 (0.16), 3.07 (0.16), and 3.25 (0.18), respectively. For the

Orange Arm, the measurement was made only for the redder third of the detector,

and is 3.46 (0.17) pixels. A comparable result is found for the Orange Arm by mak-

ing similar measurements for images taken with the VIRUS alignment IFU prior

to the camera mirror misalignment. After scaling the FWHM measurements across

the whole detector by the ratio of the fiber diameters used in the LRS2 IFU (170

µm) and the VIRUS alignment IFU (266 µm), respectively, the average (standard

deviation) of the FWHM is found to be 3.39 (0.20) pixels. For each channel, the

image quality delivered by the spectrographs is excellent, so much so that binning
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Figure 6.23 Maps of the FWHM spectral resolution across the CCD detectors for
each of the four LRS2 channels, as measured with the LRS2 IFUs. The LRS2-B
channels are shown in the left column, and the LRS2-R channels are shown in the
right column. Both are shown increasing in wavelength from the bottom. Here, the
vertical (spectral) pixel coordinates have been transformed into wavelength units.
The open circles show the locations of the actual measurements, while the back-
ground color map shows the interpolated values. For the Orange Arm, the map was
measured using the VIRUS alignment IFU prior to the camera mirror misalignment.
As a result, the measurements shown here have been scaled by the ratio of the fiber
core diameters to represent the spectral resolution that will be delivered with the
LRS2-B IFU.

337



the CCD by a factor of two in either the spectral or spatial dimensions would unfor-

tunately undersample the fiber image. As a result, LRS2 should always be operated

in 1×1 CCD binning mode.

Using the linear dispersion values for each channel that were measured in

Section 6.3.4, the FWHM measurements can be converted into wavelength units.

In Figure 6.23, maps of the resulting FWHM spectral resolution δλ can be seen for

each spectrograph channel. As expected from the optical design of the instrument,

the worst image quality (and therefore highest δλ) occurs towards the edges of the

detector. Using the average wavelength on the detector divided by the average δλ,

the delivered spectral resolving power R for each LRS2 channel is 2474, 1427,

2480, and 2561 for the UV, Orange, Red, and Far Red Arms, respectively. Com-

pared with the predicted values of δλ in Table 4.3, it can be seen that the measured

values provided in Table 6.1 are smaller by a factor of ∼ 0.75. This is due to the

fact that the fiber illumination falls off from the center of the fiber core towards the

edges. As a result, the measured FWHM values are smaller than the reimaged 170

µm fiber core diameter (4.3 pixels, nominally). This fact was not captured in the

original spectral resolution predictions from Equation 5.11, which simply assumed

top hat illumination from the optical fibers.

6.4.3 Scattered Light Measurements

The LRS2 optical system is generally quite free of stray light, ghost images,

and scattered light. The amount of scattered light in the LRS2 optical system is

evaluated by making measurements of the flux within the fiber gaps. First, a one-
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dimensional (1-D) spectrum is extracted from a fiber that is adjacent to one of the

gaps, where the pixel values are summed in the spatial dimension over the width of

the fiber. Next, the same extraction procedure is followed by moving the extraction

window into the fiber gap where a fiber would otherwise be. At each pixel in the

spectral dimension, the contrast (see Equation 6.1) is calculated, where Ipeak is the

value of the 1-D spectrum for the fiber and Ivalley is the 1-D “spectrum” extracted

from the fiber gap. As a result, the contrast in this context quantifies the amount of

light scattered from a given fiber into the adjacent fiber.

The scattered light profiles are plotted as a function of wavelength in Figure

6.24a. For completeness, the measurement is provided with both the LRS2 IFU as

well as the VIRUS alignment IFU. As can be seen, the results are generally con-

sistent between the two IFUs, except for the multiple OH absorption bands visible

with the VIRUS alignment IFU. The measurements with the LRS2 IFU also have

systematically larger contrast values, which results from the less aggressive fiber

spacing and smaller fiber images. For the UV, Orange, and Red Arms, the scattered

light contrast measurements are generally excellent at> 0.85, with the entire wave-

length coverage of the UV and Red Arms measuring in at > 0.92 (except for within

the dichroic cross-over regions). Consistent with the findings in Section 6.3.4, the

Far Red Arm shows excellent scattering characteristics for wavelengths ≤ 950 nm,

but features a steep decline in the measured contrast for longer wavelengths. This

increase in scattered light is the cause for the long tail towards low contrasts in the

ECDFs shown in Figures 6.18b and 6.22b. This behavior is quite puzzling, and has

the wrong wavelength dependence to be consistent with surface scattering off of the
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Figure 6.24 Scattered light measurements within the LRS2 spectrograph channels.
a) Scattered light profiles as a function of wavelength for each LRS2 channel, as
parametrized by the contrast metric to quantify the amount of light scattered from
one fiber into the adjacent fiber. For each channel except the Far Red Arm, the
levels of scattered light is excellent. The thick, faint curves were measured with
the VIRUS alignment IFU, while the thin darker curves were measured with the
LRS2 IFUs. The black arrows indicate the location of OH absorption features in
the optical fibers, as listed by Kaiser (1973). b) Scattered light measurements within
the Far Red Arm. For five Ar emission lines, a cross cut in the spatial dimension is
shown at left, while the spectral line profiles for the same lines are shown at right.
At right, a Voigt profile is fit to the 922 nm line. The corresponding smooth curve
at left is the superposition of 8 such Voigt profiles. Since the scattered light in the
fiber gap is over-predicted by a factor of approximately three, it is concluded that
the scattering is asymmetric about the fiber images, and is more concentrated in the
spectral dimension.

340



optical surfaces within the spectrograph (e.g, Bennett & Porteus 1961).

To further investigate the Far Red Arm scattering, cross cuts across the cen-

tral IFU slit gap for five Ar emission lines spread across the wavelength range of

the channel are shown in 6.24b. Additionally, the spectral profiles of these same

Ar lines are also shown in Figure 6.24c. As expected, both panels show a marked

increase in the scattered light at relatively large distances from the peak image flux

starting at 922 nm. While the increased scattering can be seen in both the spectral

and spatial profiles, it is far greater in the spectral dimension. As an illustration of

this, Voigt profiles were fit to the spectral line profiles (one such fit is shown for the

922 nm Ar line in Figure 6.24c). Assuming that the scattering is azimuthally sym-

metric, eight Voigt profiles whose peaks correspond to the peak locations in Figure

6.24b are added together. At the wavelengths of the five tested Ar lines, the super-

posed scattering wings result in a scattered light level within the central fiber gap

that is a factor of approximately three larger than what is actually observed. Since

the scattered light is asymmetric about the fiber images and is more concentrated in

the dispersion direction, the grism is a likely candidate for the cause.

To check this hypothesis, the Far Red grism was removed and tested sepa-

rate from the rest of the spectrograph. A simple test setup was utilized for these tests

that was based on the grating test bench discussed in Section 3.3.2 (also, see Sec-

tion 5.5.3). The light source for these tests was an Ar calibration lamp fed through

a fiber bundle that was stopped down by a 300 µm diameter pinhole into the test

bench optics. For making scattered light measurements, the test bench photodiode

detector was replaced by a CCD camera that was outfitted with an f/1 lens. At a
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wavelength of 1 µm, R ≈ 360. Images were taken and background subtracted in

this configuration through the grism for three separate Ar lines: 826.5 nm, 965.8

nm, and 1047.0 nm. For each emission line, the scattered light is measured within

four separate square apertures, each placed on either side of the dispersed pinhole

image in both the spectral and spatial dimensions. The apertures are 15′× 15′ in

size and are placed with the edge closest to the pinhole image at 7.5′ from the

centroid. At 826.5 nm and 965.8 nm, no scattered light was detected around the

dispersed pinhole images above the background noise, averaged over all four aper-

tures. This constrains scattered light levels at these wavelengths to< 3×10−3 times

the peak image flux. At 1047.0 nm, however, the scattered light levels are signif-

icantly higher and measure 1.7± 0.7× 10−2 times the peak image flux, averaged

over the four apertures. The scattered light in the spectral apertures is not measured

to be greater than that measured in the spatial apertures beyond the measurement

uncertainties. Additionally, a cross cut of the 1047.0 nm pinhole image shows the

image peak flanked by long extended wings that are similar to the profiles shown

in Figure 6.24b and are well-fit by a Voigt function. This strongly suggests that

the grism is responsible for the degraded contrast values measured for the Far Red

Arm at long wavelengths. Future consultation with the vendor is required to further

explore this issue.

6.4.4 Detector Characteristics

The basic properties of the four LRS2 CCD detectors as measured by the

vendor (The University of Arizona Imaging Technology Laboratory; ITL) are listed
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in Table 6.1. Charge transfer efficiency measurements are not listed, since each

detector was measured at ≥ 0.999995. Note that these values should be considered

provisional since the CCD controllers that will be utilized with the instrument at the

HET were not used in the ITL measurements.

Prior to delivery to the HET, the LRS2 CCD detectors will be characterized

in-situ with their dedicated detector system electronics and data acquisition soft-

ware using the same methods that were adopted for VIRUS (Hill et al., 2014b),

which are primarily based on measuring sets of flat field images taken at various

illumination levels to populate a photon transfer curve (e.g., Janesick 2007). Such

an analysis yields the detector read noise, system gain, and full well capacity. Ad-

ditionally, the data set can be utilized to characterize the detector linearity (as mea-

sured by ITL, all LRS2 CCD detectors have linearity residuals at the . 0.2% level),

as well as create maps of pixel-to-pixel quantum efficiency variations and bad pixel

maps.

To obtain continuous flat field images with the constructed spectrograph that

are free of the modulated pattern of the fiber IFU slit, the IFU is replaced with a

custom “continuous slit output head” that was developed for VIRUS characteriza-

tion, as shown in Figure 6.21c (the standard IFU output head can be seen in panel b

of the same figure). The continuous slit output head consists of a large B270 glass

plate, with one end fine ground and the other polished. A large numerical aperture

liquid light guide that is fed from a laser-driven broadband light source is coupled

to the polished end of the glass plate. The light traverses the plate from the liquid

light guide and illuminates the fine ground edge that is placed at the back of the slot
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in the spectrograph fold mirrors where the fiber slit of the standard IFU output head

would sit. Combined with the smooth, broadband spectrum of the laser-driven light

source, the result is a continuous illumination of the detector in the spatial direction

from which flat field images can be constructed for detector characterization.

6.5 Final Optical Alignment

As described in Section 6.3, the software tools required to perform the final

optical alignment correction of the spectrographs were not available at the time of

initial laboratory testing. However, as described in Section 6.3.4, the first-order

optical alignment of each LRS2 channel was comparable to the image quality of a

sample of fully-aligned VIRUS spectrographs, and was sufficient for proceeding to

the initial laboratory characterization of the fully integrated instruments. As a final

step prior to delivering the spectrographs to the HET, a final deterministic correction

to the first-order optical alignment of each channel can be carried out as described

below, if required.

6.5.1 Alignment Correction using Moment-based Wavefront Sensing

In each step of the first-order optical alignment procedure for LRS2 as de-

scribed in Section 6.3.4, the adjustments made to the system were verified against

the Zemax optical model for each spectrograph channel. Despite this verification,

the process is inexact and relies largely on simple image measurements and visual

comparison to minimize the fiber image sizes across the detector at each incremen-

tal adjustment step. As was seen in Sections 6.3.4 and 6.4.2, this method yields
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acceptable image quality, but was time consuming to achieve (∼ 5 days per spec-

trograph channel) and for all channels except for possibly the Red Arm, there is

further room for image quality improvement.

For VIRUS, this traditional style of optical alignment correction would be a

serious bottle-neck in the production line process. Using this as motivation, a novel

alignment technique called “Moment-based Wavefront Sensing” (MWFS) was de-

veloped by Lee (2011) and Lee & Hill (2012) that provides a deterministic align-

ment correction based on the geometric relation between the calculated image shape

moments (e.g., the centroid, width, skewness, kurtosis, etc.) for focus-modulated

images and the wave aberration coefficients. The implementation of this method for

VIRUS is addressed in Lee et al. (2012a) and a progress report providing the statis-

tics of the MWFS alignment corrections for 29 VIRUS units (58 total spectrograph

channels) is presented in Lee et al. (2014).

For VIRUS, the final MWFS optical alignment correction procedure is sum-

marized as follows, utilizing the same laboratory configuration as discussed in Sec-

tion 6.3.2. Prior to beginning the MWFS focus modulations, the camera mirror

focus, tip and tilt are roughly adjusted to provide reasonably sharp images and to

center the spectra on the CCD detector with respect to fiducial pixel locations that

are predetermined with the Zemax optical model. The diffraction grating is also

aligned. Once complete, a mask is installed in front of the IFU input (inside of

the “Mask Housing”, as labeled in Figure 6.15a and Figure 6.21a) that features

250 µm diameter circular openings for 17 specific fibers. In combination with the

wavelengths of the well-separated bright emission lines of the Hg+Cd calibration
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lamp combination, the mask provides a semi-regular grid of fiber images distributed

across the CCD detector that provides ample space in between images for accurate

determination of the background level and to avoid any overlap of the individual

fiber images that would negatively affect the measurement of the image moments.

Next, images and corresponding background frames are taken at each of five differ-

ent through-focus positions of the collimator mirror; these are referred to hereafter

as “modulation images”. As described by Lee & Hill (2012), incorporating this

focus diversity into the analysis allows for the equations from which the wavefront

aberration coefficients are estimated to become linear. Once the moments of the

sparse fiber images are each measured across the detector and the associated wave

aberration coefficients are estimated for each, a polynomial function is fit to the

coefficients in both the spectral and spatial dimensions. The resulting fit is used

to determine the required adjustments to the camera mirror and collimator mirror,

where the gradients determine the tip and tilt, and the zeroth order fitting coefficient

determines the focus term. These adjustments are translated into physical turns of

the camera mirror and collimator mirror adjusters using the matrix equation in Lee

et al. (2012a). This method is particularly effective at breaking the degeneracy be-

tween tips and tilts of the camera mirror and collimator mirror. As stated in Section

6.3.1, while these adjustments both have the effect of translating the focal plane

images, the combination of the two mirror orientations with respect to each other

has a significant effect on the image shapes, which are directly measured using the

MWFS alignment method. Note that the adjustments of the collimator mirror are

somewhat restricted due to the possibility of translating the collimated beam out of

346



the grating’s clear aperture (see Section 6.3.4).

Because the MWFS determination of the wavefront aberration coefficients

is mathematically quite complex (e.g., Lee 2011), the analysis has been scripted

specifically for the application to VIRUS (Lee et al., 2012a). Since the LRS2 op-

tomechanical design is identical to VIRUS with regards to actuating the camera

mirror and collimator mirror, this set of software scripts can be directly applied for

the application to LRS2. However, the models used in the MWFS analysis must

take into account the optical differences between each LRS2 channel and that of

VIRUS (e.g., the grisms, camera angle shim, differences in the aspheric proper-

ties of the camera correcting optics, etc.). Additionally, the wavelength range, IFU

format, and fiber mapping are different for LRS2 as compared to VIRUS, which

results in a unique image grid for each spectrograph channel. Thus, some degree of

customization of the MWFS software is required for each LRS2 channel individu-

ally.

6.5.2 Setup of LRS2 Modulation Images

The final MWFS image quality analysis for LRS2 should be carried out with

the respective LRS2 IFUs to achieve the best results for the fully integrated instru-

ments. To establish the grid of fiber images across the LRS2 CCD detectors for the

modulation images, a new input mask must be used for isolating specific fibers due

to the unique way the LRS2 IFUs are fed. For LRS2, the input mask features 15

pinholes that are 95 µm in diameter, each chemically etched into a 100 µm thick

plate of blackened 110 copper. The pinholes are arranged such that the first and last
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Figure 6.25 Setting up the LRS2 MWFS modulation images for carrying out future
fine optical alignment corrections to the spectrographs prior to delivery to the HET.
a) A Zemax footprint diagram of the LRS2-R Red Arm detector showing the layout
of 8 different Ne emission lines that are usable for MWFS analysis. Only the 15
fibers that are illuminated when the input mask is in place are plotted. b) A zoomed-
in view of the 15 pinholes on the input mask. Note the scale, which corresponds
to the physical width of the field of view that is reimaged onto the IFUs by the
LRS2 IFU input’s focal extender. c) A disassembled view of the inside of the mask
housing with the mask installed. Note the six cap screws around the outside of the
housing, which are used for aligning the mask pinholes at the focal surface of the
LRS2 IFU input feed.

spatial elements of each of the seven long rows of fibers are illuminated, in addition

to one of the two central fibers (see Figure 4.3). Given the fiber mapping outlined in

Table 4.1, the resulting illumination on the CCD detector is shown in Figure 6.25a,

here simulated for the LRS2-R Red Arm with selected Ne emission lines that are

sufficiently well-separated for the MWFS analysis. In addition, Figure 6.25b shows

a photo of the mask, zoomed-in to show the individual pinholes.

To align the mask to the LRS2 IFU input, the mask is first epoxied to a

mounting cell, which is then attached to the inside of the mask housing. The mask

mounting cell can be translated and rotated using a series of screws that are threaded
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through the housing, as shown in Figure 6.25c. One side of the mask housing

attaches to the IFU input head, while the other attaches to the optics that feed the

IFU at the proper focal ratio6 (see Figure 6.21a). For aligning the mask to the IFU

input, the IFU will be back illuminated and the video microscope used in Section

6.2.3 will again be utilized.

The final aspect of establishing the semi-regular grid of images across the

LRS2 detectors for the modulation images is the choice of emission line lamps,

which is unique for the wavelength range of each spectrograph channel. For the

MWFS analysis, the goal is to find a combination of calibration lamps that provide

∼ 7 bright, unblended, and relatively isolated emission lines that span the majority

of the CCD detector. For VIRUS, the Hg+Cd combination is utilized, which places

7 bright lines with relatively even spacing across∼ 90% the length of the detector’s

spectral dimension (see Lee et al. 2012a). Based on the findings of Section 6.3.4

(i.e., Figure 6.17), the calibration lamps listed in Table 6.1 for each respective spec-

trograph channel should provide a sufficient number of adequately spaced emission

lines across the detectors for performing the MWFS analysis.

6.5.3 Future Results

The final step in the optical alignment prior to delivering a fully-aligned pair

of instruments to the HET is to run the MWFS analysis on the modulation images

6When use of the mask is not desired (such as for the activities discussed in Sections 6.3 and 6.4), the
mask housing is replaced by an identical unit that contains no mask. Through a series of locating
pins, the mask housing can be easily reinstalled while also maintaining its original alignment to the
IFU spatial elements.
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taken with each LRS2 spectrograph channel to evaluate the magnitude of the re-

quired adjustments for further improving the image quality across the detectors. For

the purposes of this dissertation, as indicated throughout this chapter, the software

tools for carrying out this analysis were not yet fully developed for the application

to LRS2. However, utilizing the modulation image configuration established in the

previous subsection, it should be possible to quickly execute this analysis once the

software is in place. Based on the image quality assessment of the fully integrated

spectrographs in Section 6.4.2, the required adjustments as determined from the

MWFS analysis are expected to be small, and are even possibly unnecessary to im-

plement given the image quality that was achieved by eye. If MWFS adjustments

are required for any of the four LRS2 channels, the initial first-order optical align-

ment for LRS2 results in a starting-point for the MWFS analysis that is much closer

to the ultimate optical alignment than is typical for a VIRUS channel. As a result,

only one MWFS iteration is likely to be required to find the optimal optical align-

ment (as opposed to the two or three iterations that are typical for VIRUS; Hill et al.

2014b). The resulting suggested adjustments need not be applied if the gradients of

the sensed wavefront aberration coefficients are not significant enough to correct.

6.6 Chapter Conclusions

In this chapter, the construction, laboratory testing, optical alignment, and

laboratory characterization of the two dual-channel LRS2 spectrographs and their

respective IFUs have been presented. The completion of these tasks leaves LRS2

at a level of completion that is nearly ready for delivery to the HET. However, as of
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this writing, there are still a small number of tasks that require completion prior to

delivery given the findings reported here. These include:

• Optical alignment correction - A final evaluation of the delivered image qual-

ity of the four spectrograph channels needs to be completed and an executive

decision should be made on whether a MWFS alignment correction is go-

ing to be pursued. If the delivered image quality reported in Section 6.4.2

is adequate for LRS2, then the camera mirrors should be fully locked down.

Note that the Orange Arm camera mirror needs to be realigned and the image

quality reevaluated prior to locking.

• In-situ detector characterization - As described in Section 6.4.4, the perfor-

mance characteristics of the four LRS2 CCD detectors should be measured

using the LRS2-dedicated detector system and control software. These well-

measured values will be used as a baseline for future detector health diagnos-

tics and for incorporation into tools for planning observations.

• Cryogenic system tune-up for LRS2-R - To bring the cold equilibrium tem-

peratures of the LRS2-R CCD detectors safely below the operational set point

of −110◦ C (see Section 6.4.1), the getter assembly and/or the female cryo-

genic bayonet should be replaced.

• Test LRS2’s IFUs for focal ratio degradation and throughput - Following the

difficulties encountered during the integration of the LRS2-R IFU input feed

(see Section 6.2.3), two broken fibers were discovered on the Far Red Arm’s

input head. Since additional fibers likely experienced an increased level of

axial stress during the integration process, the amount of increased focal ra-
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tio degradation and any reduction in overall throughput should be quantified.

Since the throughput of the spectrographs is well understood, the measure-

ment of the IFU throughput (which includes the coupling efficiency of the

micro optics to the fibers) will provide a very good estimate of the expected

total instrumental throughput of the LRS2 system that will be verified during

on-sky commissioning.

• Evaluate solutions to the Far Red Arm’s grism scattering - The LRS2-R Far

Red Arm will go on-sky with the current grism, despite the high levels of

scattered light observed at long wavelengths in Section 6.4.3. However, the

strong scattering wings will make sky subtraction more difficult, and will

increase the background noise levels of the clean spectra in between the night-

sky emission lines. Contact will be made with the grism vendor in an effort to

understand this issue. Once understood, a longer term goal will be to source

a new Far Red Arm grism that is free of this performance deficiency.

In addition to these hardware tasks, software tasks are currently ongoing by the

HET software team to prepare LRS2 for on-sky commissioning and science oper-

ations after the upgrades to the telescope are complete. In particular, integrating

the LRS2 hardware into the HET network is a primary upcoming task for control

of the instrument, in addition to adapting CURE (the data reduction pipeline for

VIRUS) to the LRS2 spectral format. Based on the results presented in this chapter,

LRS2 is proceeding successfully as expected from a hardware point of view. Ul-

timately, however, the true testament of success will come during the instrument’s

commissioning phase when the system throughput and on-sky performance can be
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evaluated. As is, both LRS2 spectrographs are nearly ready for delivery to the HET

to begin these tasks.
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Chapter 7

The Lyα Line Profiles of Three z∼ 2.4
Star-forming Galaxies1, 2

Chapter Abstract

New results are presented on the spectrally resolved Lyman-α (Lyα) emission of

three Lyα emitting field galaxies at z∼ 2.4 with high Lyα equivalent width (> 100

Å) and Lyα luminosity (∼ 1043 erg s−1). At 120 km s−1 (full width at half max-

imum) spectral resolution, the prominent double-peaked Lyα profile straddles the

systemic velocity, where the velocity zero-point is determined from spectroscopy

of the galaxies’ rest-frame optical nebular emission lines. The average velocity off-

set from systemic of the stronger redshifted emission component for the sample

is 176 km s−1 while the average total separation between the redshifted and main

blueshifted emission components is 380 km s−1. These measurements are a fac-

tor of ∼ 2 smaller than for ultraviolet continuum-selected galaxies that show Lyα

1This chapter is adapted from work published in:

• Chonis, T. S., Blanc, G. A., Hill, G. J., Adams, J. J., Finkelstein, S. L., Gebhardt, K.,
Kollmeier, J. A., Ciardullo, R., Drory, N., Gronwall, C., Hagen, A., Overzier, R. A., Song,
M., and Zeimann, G. R., The Spectrally Resolved Lyα Emission of Three Lyα-Selected Field
Galaxies at z∼ 2.4 from the HETDEX Pilot Survey, 2013, ApJ, 775, 99

Reprinted with permission from the American Astronomical Society.
2This chapter includes data taken at The McDonald Observatory of The University of Texas at
Austin.
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in emission with lower Lyα equivalent width. The Lyα spectra are compared to

the predicted line profiles of a spherical “expanding shell” Lyα radiative transfer

grid that models large-scale galaxy outflows. Specifically blueward of the systemic

velocity where two galaxies show a weak, highly blueshifted (by ∼ 1000 km s−1)

tertiary emission peak, the model line profiles are a relatively poor representation of

the observed spectra. Since the neutral gas column density has a dominant influence

over the shape of the Lyα line profile, equating the observed Lyα velocity offset

with a physical outflow velocity is cautioned against, especially at lower spectral

resolution where the unresolved Lyα velocity offset is a convoluted function of sev-

eral degenerate parameters. Referring to rest-frame ultraviolet and optical Hubble

Space Telescope imaging, it is found that galaxy-galaxy interactions may play an

important role in inducing a starburst that results in copious Lyα emission, as well

as perturbing the gas distribution and velocity field which have strong influence

over the Lyα emission line profile.

7.1 Chapter Introduction

So far throughout this dissertation, the focus has been on the engineering

and development of astronomical instrumentation for the upgraded Hobby-Eberly

Telescope (HET) in preparation for the HET Dark Energy Experiment (HETDEX)

survey. As discussed in Chapter 1 and echoed through the subsequent chapters, the

HETDEX survey will discover and use a large number of Lyman-α (Lyα) emitting

galaxies (LAEs) to probe dark energy over redshifts of 1.9 < z < 3.5. However,

not only will this sample of galaxies be useful for studying dark energy, it will also
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provide the one of the largest and most powerful samples to date of this class of

star-forming galaxy observed during the epoch when the rate of star formation in

the universe was reaching its peak (e.g., Madau et al. 1998; Li 2008). This sample

will help provide a better understanding of the nascent galaxies from which today’s

more massive Milky Way-type galaxies were formed (e.g., Gawiser et al. 2007). For

the next two chapters, the dissertation will switch gears away from instrumentation

and focus on scientific research regarding the physics of LAEs, specifically on what

can be learned from their luminous Lyα emission.

As described in Section 1.3, the velocity field of the neutral gas through

which Lyα photons scatter prior to escaping a galaxy can have a significant impact

on the observed Lyα emission line profile. Indeed, evidence for large-scale outflows

is wide-spread in high-redshift star forming galaxies (e.g., Shapley et al. 2003; Mar-

tin 2005; Berry et al. 2012). In ultraviolet (UV) continuum-selected galaxies (i.e.,

Lyman break galaxies; LBGs), for example, the galaxy’s redshift differs when mea-

sured from the interstellar (IS) absorption lines versus the Lyα emission line (by

& 600 km s−1), which implies that one or both features are not at rest with respect

to the stars in the galaxy (Shapley et al., 2003). Systemic redshifts and gravita-

tionally induced motion are expected to be well represented by nebular emission

lines such as Hα, which is optically thin and whose strength depends upon the UV

radiation field in the same vicinity as the origin of the Lyα photons (Erb et al.,

2006b). In LBGs, the IS absorption lines are blueshifted with respect to the Hα-

based systemic redshift (by ∼ 160 km s−1) while the peak of the Lyα emission line

is typically redshifted (by∼ 450 km s−1; Steidel et al. 2010). Although the interpre-
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tation of the redshifted Lyα emission is non-trivial due to the transition’s resonant

scattering nature, the blueshifted IS absorption is a strong indicator of a galactic-

scale outflow and is caused by the absorption of stellar light in swept-up material

that is approaching along the observer’s line of sight.

Recently, observations of rest-frame optical nebular emission lines (e.g.,

Hβ, [O III], or Hα, depending on the redshift of the galaxy) for 2 . z . 3 LAEs

observed in the near-infrared (NIR) have become more common. These data pro-

vide not only standard rest-frame optical emission line diagnostics for these high-

redshift galaxies (e.g., Finkelstein et al. 2011b; Song et al. 2014), but also a measure

of their systemic redshifts (McLinden et al., 2011; Hashimoto et al., 2013; Guaita

et al., 2013). Thus, Lyα velocity offsets are now being measured for LAEs much

in the same way as for LBGs (e.g., Steidel et al. 2010; Kulas et al. 2012), which

provides an important constraint when comparing Lyα radiative transfer models to

the observed Lyα spectra of LAEs. However, velocity offsets of Lyα alone cannot

necessarily constrain the gas kinematics and may not correlate directly with bulk

gas velocities. Useful kinematic information may also be encoded within the offset

Lyα line profile in the form of asymmetries and other finer-scale spectral features,

such as multiple emission peaks. This information can potentially be lost when

observed at low spectral resolution, as has been used in multiple studies that probe

Lyα velocity offsets (e.g., Finkelstein et al. 2011b; McLinden et al. 2011; Kulas

et al. 2012; Guaita et al. 2013; Song et al. 2014). Multiple peaks are a also natural

consequence of Lyα resonant line transfer (e.g., Neufeld 1990), and the frequency

of multiple-peaked Lyα spectra in LAE and LBG samples has recently been stud-
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ied by Yamada et al. (2012) and Kulas et al. (2012), respectively. Both studies find

that multiple-peaked Lyα line profiles comprise &50% of their respective samples,

which should be regarded as lower limits due to the limited signal to noise ratio

(S/N) and spectral resolution of the Lyα data.

Combined with the recent observational evidence that shows that LAEs have

smaller Lyα velocity offsets as compared to LBGs (Hashimoto et al., 2013), the

spectral substructure that studies such as Yamada et al. (2012) and Kulas et al.

(2012) have uncovered motivates observations of Lyα at higher spectral resolution.

Such observations will probe the interstellar and circumgalactic gas through which

the Lyα photons traverse, and provide more stringent constraints on existing Lyα

radiative transfer models. In this chapter, new higher resolution (120 km s−1 full

width at half maximum; FWHM) optical spectra are presented of the Lyα emis-

sion of three galaxies that were initially discovered in the HETDEX Pilot Survey

(HPS; Adams et al. 2011). These data are discussed in Section 7.2. In Section

7.3, the basic observational results from the optical spectroscopy are presented and

the three Lyα emission line profiles are compared with those of other Lyα and

UV continuum-selected samples. In Section 7.4, a quantitative comparison of the

observed Lyα line profiles with the predictions of existing Lyα radiative transfer

models with a spherical expanding shell gas geometry are presented. In Section

7.5, the findings are discussed and conclusions are finally presented in Section 7.6.
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7.2 Observations and Data Reduction
7.2.1 Sample Selection - The HETDEX Pilot Survey

HETDEX (Hill et al., 2008b) will use 0.8 million LAEs as tracers of the

galaxy power spectrum and measure the evolution of dark energy from 1.9< z< 3.5

with high precision. This ∼420 deg2 (∼9 Gpc3) blind spectroscopic survey will be

conducted with the HET and a revolutionary new multiplexed instrument called

the Visible Integral-field Replicable Unit Spectrograph (VIRUS; Hill et al. 2014b;

see Section 1.2.3). As a test-bed for HETDEX, a single prototype VIRUS unit

integral field spectrograph (the Mitchell Spectrograph; formerly known as VIRUS-

P; Hill et al. 2008a) has resided at McDonald Observatory’s Harlan J. Smith 2.7 m

telescope since 2007 and has conducted a ∼100 night, ∼169 arcmin2 (∼106 Mpc3)

pilot survey for HETDEX in which 99 star-forming (i.e., non-active) LAEs were

discovered at redshifts 2 < z < 4. The survey design, catalog, and initial science

results can be found in Adams et al. (2011) and Blanc et al. (2011).

As described in Section 7.1, observations of the rest-frame optical nebular

emission lines are especially important for constraining models of Lyα radiative

transfer and gas kinematics in star-forming galaxies. Given the aforementioned fo-

cus of this chapter, prior knowledge of the galaxy systemic redshift is required, as

measured from the rest-frame optical nebular emission lines. For two HPS LAEs

(catalog ID 194 and 256), these data have been published in Finkelstein et al.

(2011b). Additionally, the only existing optical spectra previous to this work for

these galaxies are from the HPS in which the Mitchell Spectrograph observed with

5.5 Å resolution (∼400 km s−1 FWHM at 4100 Å), yielding unresolved Lyα emis-

359



Table 7.1. Observed Properties of Targeted HPS Galaxies

(Units) HPS-194 HPS-256 HPS-251 Sourcea

R.A. (J2000) 10:00:14.18 10:00:28.33 10:00:27.23 A11b

Decl. (J2000) +02:14:26.11 +02:17:58.44 +02:17:31.50
zLyα ( - ) 2.2896± 0.0004 2.4923± 0.0004 2.2865± 0.0004 A11c

zsys ( - ) 2.28628± 0.00002 2.49024± 0.00004 2.28490± 0.00005 F11d , S14d

∆vLyα (km s−1) 303± 28 177+52
−68 146+116

−156 A11c ,F11d , S14d

FLyα (10−17 ergs s−1 cm−2) 61.0+4.9
−4.3 31.4+9.3

−6.5 45.0+13.7
−11.6 A11

LLyα (1042 ergs s−1) 25.1± 1.9 16.4± 4.1 18.5± 5.2
EWLyα (Å) 114± 13 206± 65 140± 43 B11

σHα (km s−1) 61± 9 72± 9 44± 6 F11, S14
V (mag) 24.07± 0.05 25.07± 0.09 24.70± 0.07 COSMOSe

E(B − V ) (mag) 0.09± 0.06 0.10± 0.09 0.07± 0.08 B11

SFR(Hα) (M� yr−1) > 29.3 > 35.4 > 9.9 F11, S14 f

12 + log (O/H) ( - ) < 7.87 < 8.12 < 8.00 F11, S14g

Stellar Mass (108 M�) 155+31
−43 1.9+0

−0.1 11+2
−1 F11, S14

Note. — Table footnotes:
a A11 = Adams et al. (2011), F11 = Finkelstein et al. (2011b), S14 = Song et al. (2014), B11 = Blanc et al. (2011)
b The equatorial coordinates correspond to the optical counterpart to the Lyα emission.
c Given for the HPS R ≈ 750 Lyα spectra after the correction for VLSR and for the natm error (see Section 7.3.1). The Lyα velocity offset is
calculated from these data as: ∆vLyα = c (zLyα − zsys) / (zsys + 1). The quoted uncertainties are statistical. Systematic errors associated with
the wavelength calibration are discussed in Section 7.3.1.
d Given for the NIRSPEC data after recalculation using the proper vacuum wavelengths for [O III] and Hα (see Section 7.2.3.1). For HSP251,
zsys is determined from Hα only. The quoted uncertainties are statistical. Systematic errors associated with the wavelength calibration are
discussed in Section 7.2.3.1.
e COSMOS Intermediate and Broad Band Photometry Catalog, April 2009 Release. The magnitudes have been corrected to total using the
supplied band-independent aperture corrections. Also, see Ilbert et al. (2009).
f Given from the measured Hα line fluxes without a dust correction and assuming the star formation scaling relation of Kennicutt (1998).
g The oxygen abundances are given as 1σ upper limits.

sion lines (Adams et al., 2011). Given the existing data available for these two

galaxies, follow-up observations were chosen to be conducted with higher resolu-

tion optical spectroscopy. For convenience, some relevant properties of HPS-194

and HPS-256 are tabulated from the current HPS publications in Table 7.1. The

only preselection for the galaxies in this follow-up study is that they have a Lyα

flux FLyα & 10−16 erg s−1 cm−2 to ease the detection of the rest-frame optical lines

(note that 86 of the 99 non-active HPS LAEs meet such a selection criteria). Ad-

ditionally, note that the galaxies included in this study are bright enough in the UV

continuum to be considered LBGs in most surveys (e.g., Steidel et al. 2004).
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7.2.2 Mitchell Spectrograph Optical Spectroscopy

Follow-up optical spectra were obtained of the Lyα emission of HPS-194

and HPS-256 using the Mitchell Spectrograph (Hill et al., 2008a) on the Harlan

J. Smith 2.7 m telescope at the McDonald Observatory on the nights of UT 2010

February 13 and 14, respectively. In an attempt to spectrally resolve the Lyα feature

of these galaxies, the 831 line mm−1 grating that was used to carry out the HPS was

replaced with a 2400 line mm−1 grating. This grating yields a spectral resolution of

δλ = 1.6 Å (120 km s−1 FWHM at 4100 Å) over the wavelength range 3690< λ (Å)

< 4400 (R = λ/δλ≈ 2500).

The Mitchell Spectrograph is an integral field spectrograph that has high

throughput for blue wavelengths (∼ 40% at 4100 Å; Hill et al. 2008a). The 107′′×

107′′ square field of view integral field unit (IFU) contains 246 fibers arranged in

a hexagonal close pack pattern with one-third fill factor. Each fiber has a diameter

of 4.24′′ on the sky (∼36 kpc at z ∼ 2.4). For these observations, a single fiber is

positioned on the coordinates of each targeted galaxy that correspond the the most

likely optical continuum counterpart to the detected Lyα emission, as determined

by Adams et al. (2011). For the HPS-256 pointing, the IFU was positioned such

that another nearby HPS LAE (catalog ID 251) fell within the field of view and

near the edge of another fiber. Note that HPS-194, HPS-256, and HPS-251 are

unresolved within the fiber in the .2′′ FWHM seeing during the observations. The

remaining fibers in the IFU sample the sky to provide excellent sky subtraction.

The astrometry of the individual fiber positions was calibrated to 1.0′′ root mean

square (RMS). In Figure 7.1, Subaru V -band images (Taniguchi et al., 2007) are
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shown from the Cosmic Evolution Survey (COSMOS; Scoville et al. 2007; see also

Section 7.2.3.2) in which the fiber positions are indicated relative to the continuum

counterparts and the centroid of the Lyα emission (as determined by Adams et al.

2011).

The data were taken in 2×1 binning in the spectral direction on the charge-

coupled device (CCD) detector. This results in a dispersion of 0.69 Å per binned

pixel (i.e., there are 2.3 binned pixels per resolution element along the spectral di-

rection). The read noise of the CCD is 3.8 e− which allows for sky noise dominated

spectra in the 1800 second integration times used throughout the observing run.

The CCD gain was set to 1.0 e− ADU−1. For both the HPS-194 and the HPS-256

pointings, six hours of total integration was obtained in dark and clear conditions.

All science exposures were acquired at an airmass of< 1.2. Two flux standard stars

were observed each night to correct for the instrumental response.

The data were reduced with the custom pipeline VACCINE (Adams et al.,

2011). VACCINE carries out standard reduction procedures for overscan and bias

correction. Twilight flats, which were taken both at dawn and dusk each night,

are combined and used to locate and trace each of the 246 spectra on the CCD.

To properly correct the pixel-to-pixel variations, fiber-to-fiber relative transmission,

and the fiber spatial profile, the solar spectrum must be removed from the twilight

flats which requires a wavelength solution. Unfortunately, the suite of calibration

lamps available did not yield enough comparison lines for determining a reliable

wavelength solution for the instrumental setup that was utilized. Therefore, a wave-

length solution was extracted from the twilight flats themselves by convolving a
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Figure 7.1 Subaru V -band images (10.5′′× 10.5′′ in size) showing the field sur-
rounding each targeted galaxy. The solid red circle indicates the position of the
4.24′′ diameter Mitchell Spectrograph fiber while the concentric dashed circle indi-
cates the extent of the RMS uncertainty in its position on the sky. The blue diamond
and the surrounding dashed blue circle indicate the Lyα centroid and positional er-
ror, respectively, from the HPS (Adams et al., 2011). The black lines indicate the
width and position angle of the NIRSPEC slit used by Finkelstein et al. (2011b) for
HPS-194 and HPS-256 and by Song et al. (2014) for HPS-251. The 2.5′′× 2.5′′

box is centered on the coordinates of the most likely continuum counterpart to the
Lyα emission (Adams et al., 2011) and shows the spatial extent of the HST images
discussed in Section 7.5.5.
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template solar spectrum (Kurucz et al., 1984) to the instrumental resolution and fit-

ting the result to the combined twilight flats. The fit for each fiber is parameterized

as a polynomial of the fourth degree as a function of pixel, where the second order

terms are constrained across the fibers to be a smooth function for greater solution

stability. An independent wavelength solution results for each fiber on each night.

From the RMS in the residuals of the fitted solar features, this wavelength solution

is expected to be accurate to ∼0.1 Å (∼ 7 km s−1 for Lyα at z ∼ 2.4). By mea-

suring the centroids of solar absorption features in the dusk and dawn twilight flats

separately (which were taken at the high and low temperatures recorded each night,

respectively), it is found that this wavelength solution systematically drifts with

changing thermal conditions by < 0.15 Å (< 11 km s−1 for Lyα at z ∼ 2.4). Once

the spectra for a given night are combined (see below), this systematic error results

in a negligible degradation of the spectral resolution of the final reduced spectrum.

After correcting the combined twilight flat for the solar spectrum and normalizing,

the science data are extracted and flat fielded. The combined sky spectrum from

the empty fibers is fit with a B-spline and subtracted from the fiber containing the

target galaxy (Dierckx, 1993; Kelson, 2003). Finally, cosmic rays are masked. The

resulting individual science spectra are collapsed along the fiber spatial direction by

a weighted mean ignoring the pixels that were masked for cosmic rays, where the

weights are determined from the Poisson and Gaussian uncertainties due to photon

counting and read noise, respectively.

Each one-dimensional (1-D) science spectrum is further corrected for at-

mospheric extinction using a model specific to McDonald Observatory as well as
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Figure 7.2 Mitchell Spectrograph optical spectra of the targeted galaxies plotted
against the observed wavelength at R≈ 2500. The spectra show a ±50 Å window,
centered on the detected Lyα feature. Each spectrum has been normalized to the
peak flux observed in the line. The error bars indicate the 1σ statistical uncertainties
at each wavelength, which are typically ±0.11 for HPS-194, ±0.14 for HPS-256,
and ±0.17 for HPS-251 in the relative flux units displayed.

for the instrumental response using the coadded flux standard star spectra. The

individual corrected 1-D science spectra for each galaxy are then combined by a

weighted, ±3σ-clipped mean, where the weight for each spectrum is determined

from differential photometry of stars that were congruently observed with the sci-

ence exposures by the Mitchell Spectrograph’s CCD guider. Due to the stability of

the instrument (see the previous paragraph), a single wavelength solution applies

for a given fiber throughout the entire night and no resampling of the science spec-

tra are required before combination. Upon examination of the combined spectra for

each galaxy (including HPS-251), it is found that detections were made of the Lyα

feature in which multiple emission components are visible at S/N & 3. Using an

assumed wavelength-independent index of refraction for air at the altitude of Mc-

Donald Observatory (natm = 1.00022), each combined 1-D spectrum is shifted into

vacuum conditions. Finally, for proper comparison with the rest-frame optical neb-

ular emission lines (see Section 7.2.3.1), the wavelength scale is further corrected
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for the relative motion of the Earth with respect to the local standard of rest at the

time of observation using the VLSR calculator.3 In Figure 7.2, a ±50 Å subsection

of the final 1-D spectra is shown, centered on Lyα. Since the Lyα emission from

HPS-251 was successfully detected despite it not being a primary target, a compi-

lation of its observed properties are provided in Table 7.1 along with HPS-194 and

HPS-256.

7.2.3 Ancillary Data

7.2.3.1 NIRSPEC Rest-Frame Optical Spectroscopy

The interpretation of the Lyα spectra relies on knowing the galaxies’ sys-

temic redshifts zsys. The data required for making this measurement were taken at

the 10 m Keck II telescope with the NIRSPEC instrument (McLean et al., 1998), as

presented by Finkelstein et al. (2011b) for HPS-194 and HPS-256 and Song et al.

(2014) for HPS-251. These authors have detected at least one rest-frame optical

nebular emission line for each galaxy at > 3σ significance (Hα for all three galax-

ies in addition to [O III] λ5007 for HPS-194 and HPS-256) and used the observed

wavelengths to calculate zsys. However, Finkelstein et al. (2011b) did not use the

vacuum wavelengths of the [O III] λ5007 and Hα transitions when comparing to the

corresponding observed wavelengths (which were corrected into a vacuum frame

and to the local standard of rest). Song et al. (2014) have performed a new and

improved reduction of the Finkelstein et al. (2011b) HPS-194 and HPS-256 data

3VLSR Calculator, based on Chapter 6.1 of Meeks (1976):
http://www.astro.virginia.edu/emm8x/utils/vlsr.html
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and have recalculated the [O III] λ5007 and Hα-based redshifts using the vacuum

wavelengths listed in Section 7.1. The newly calculated weighted average values of

zsys for these galaxies are listed in Table 7.1 along with each measurement’s statis-

tical uncertainty. The 1-D Hα emission line profile for each galaxy can be seen in

lower panels of Figure 7.3.

As described by Finkelstein et al. (2011b), small errors in the wavelength

solutions of the H and K-band NIRSPEC data (i.e., the instrumental setups for

detecting [O III] λ5007 and Hα, respectively) result in slightly different values of

zsys for a given galaxy depending on which emission line is being measured. As a

result, Finkelstein et al. (2011b) assigned an additional systematic error term to zsys.

After the new reduction by Song et al. (2014), the zsys systematic error for HPS-194

and HPS-256 has been improved to ±0.00013 and ±0.00014, respectively (∼ 12

km s−1 at z ∼ 2.4). Note that the systematic error cannot be calculated for HPS-

251 as described by Finkelstein et al. (2011b) since Hα was the only line used to

determine its zsys. To be conservative in the analysis, it will be assumed that the

larger systematic error associated with the HPS-256 zsys measurement also applies

for HPS-251.

7.2.3.2 COSMOS & CANDELS Public Data

All three galaxies reside within the COSMOS4 survey (Scoville et al., 2007)

and Cosmic Assembly Near-infrared Deep Extragalactic Legacy Survey (CAN-

4COSMOS Archive - Released Datasets:
http://irsa.ipac.caltech.edu/data/COSMOS/datasets.html
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DELS; Grogin et al. 2011) footprints. When necessary in this work, the wealth

of publicly available data from these surveys will be utilized and the relevant cata-

log(s) and citation(s) will be noted. In particular, the CANDELS version 1.0 Hubble

Space Telescope (HST) Advanced Camera for Surveys (ACS) Wide Field Channel

(WFC) F606W images and Wide Field Camera 3 (WFC3) / Infrared (IR) channel

F160W images are utilized to consider the spatial morphologies and distribution of

sources around the galaxies (Koekemoer et al., 2011). The former probes the three

galaxies in the rest-frame UV at ∼1800 Å while the latter does so in the rest-frame

optical at ∼4700 Å.

7.3 Observational Results
7.3.1 Lyα Velocity Offsets from the HETDEX Pilot Survey

Finkelstein et al. (2011b) determined the Lyα velocity offset from the sys-

temic line center ∆vLyα by comparing the redshifts as determined from the rest-

frame optical lines (zsys) and that for Lyα (zLyα). They originally found ∆vLyα =

162±37±42 km s−1 and 36±35±18 km s−1 for HPS-194 and HPS-256, respec-

tively. The first set of quoted uncertainties are statistical and display the uncertainty

in locating the centroid of a low S/N emission line while the second set are system-

atic resulting from the differences in the wavelength solutions of the H and K-band

NIRSPEC data (see Finkelstein et al. 2011b for details). The systematic error re-

sulting from the wavelength calibration of the HPS data is insignificant compared

to these error terms (Adams et al., 2011). Given the corrected zsys values discussed

in Section 7.2.3.1, these velocity offsets are actually larger than what was originally
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calculated by Finkelstein et al. (2011b).

During the reduction of the R ≈ 2500 Lyα spectra, the central Lyα wave-

length was compared to that quoted for each respective object in the HPS catalog

(Adams et al., 2011). Through this comparison, it was discovered that the central

wavelengths quoted in Table 3 of that work are actually in error, which was caused

by a division of the observed wavelengths by the atmospheric index of refraction

natm (rather than a multiplication) when correcting to vacuum conditions. To recover

the central Lyα wavelengths with a proper correction into vacuum conditions, one

can multiply the values of Column 4 in that table by natm
2 = (1.00022)2. This cor-

responds to a 0.9 Å (65 km s−1) increase in the original quoted central wavelengths

for Lyα at z ∼ 2.4. With the new corrected values of zsys, applying this additional

correction as well as a VLSR correction to the HPS optical data of Adams et al. (2011)

results in new velocity offsets of ∆vLyα = 303 km s−1 and 177 km s−1 for HPS-194

and HPS-256, respectively. In addition, the statistical uncertainty in the velocity

centroids was reevaluated by fitting a Gaussian to 103 Monte Carlo realizations of

the observed HPS spectrum, where the flux in each realization was varied accord-

ing to the derived 1σ statistical errors (assuming they are normally distributed). The

uncertainties encompass the 68% confidence interval, and are±28 km s−1 for HPS-

194 and +52
−68 km s−1 for HPS-256. The same corrections and uncertainty estimation

methods are applied to the HPS Lyα data for HPS-251; using the NIR results of

Song et al. (2014), it is found that ∆vLyα = 146+116
−156 km s−1. These results are tabu-

lated in Table 7.1.

In the top panels of Figure 7.3, the coadded R≈ 750 HPS spectra are shown
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(using data from all HPS fibers in which Lyα was detected). Two of the three galax-

ies are shown to have statistically significant velocity offsets, which may suggest

the presence of large-scale outflows in their interstellar medium (ISM). It will be

seen when examining the higher resolution R≈ 2500 spectra that the bulk offset of

the unresolved emission lines at low spectral resolution are difficult to interpret due

to the complicated Lyα radiative transfer in these galaxies.

7.3.2 Characterization of the R≈ 2500 Lyα Spectra

7.3.2.1 Multiple-Peaked Lyα Emission Line Profiles

In the lower panels of Figure 7.3, zsys for each galaxy is used to convert the

wavelength scale of the R ≈ 2500 spectra into velocity space, where ∆v = 0 km

s−1 corresponds to the Hα line center. Each galaxy appears to display a complex

Lyα line profile with at least two emission components straddling the velocity zero-

point with absorption (i.e., lack of emission) at the Lyα line center. In all cases, the

strongest emission component lies redward of the velocity zero-point and appears

quite asymmetric with an extended redward tail. Additionally, each galaxy shows

significant emission blueward of the Lyα line center. HPS-194 shows a single, rel-

atively weak blueward emission peak. HPS-256 and HPS-251 show a similar weak

blue peak as HPS-194 in addition to second blueshifted peaks located at approxi-

mately −1000 km s−1 for each galaxy with S/N = 2.8 and 3.0, respectively.

Recent results have shown that multiple-peaked Lyα emission line profiles

are common among star-forming galaxies (e.g., Kulas et al. 2012; Yamada et al.

2012), especially the “characteristic” double-peaked profile having a stronger red
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Figure 7.3 The Lyα spectra of the three galaxies shown in velocity space. In the
lower panels, the R≈ 2500 Lyα spectra are shown as the thin green histogram. The
blue curves in these panels represent the multi-component asymmetric Gaussian
fits, as discussed in Section 7.3.2. The red histogram shows the Hα spectra for
each object from Song et al. (2014). The top panels show the coadded R ≈ 750
HPS spectra for each galaxy in black along with Gaussian fits to the emission lines
in blue. For comparison, the R ≈ 2500 Lyα spectra are also shown after being
degraded to the HPS spectral resolution in green. The light-blue shaded region in
the HPS-256 and HPS-251 panels indicates the location of the second blueshifted
peak examined in Section 7.3.2.1.
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peak with an accompanying weaker blue emission component straddling the veloc-

ity zero-point. The Lyα line profile of HPS-194 easily fits this description. Kulas

et al. (2012) find that such profiles (“Group 1” in their nomenclature) consist of

61% of their sample of 18 z ∼ 2 − 3 Lyα emitting LBGs that were preselected to

have multiple Lyα peaks with measures of zsys from observations of Hα or [O III]

in the NIR. Additionally, while Yamada et al. (2012) have no measure of zsys for

their large sample of 91 z ∼ 3.1 LAEs in the SSA22-Sb1 field without a multiple-

peaked preselection, they do find that ≥ 44% of their measured Lyα spectra appear

“Group 1”-like in having two emission components where the redder component is

stronger. Further discussion and more examples of double-peaked Lyα line profiles

are presented from the literature in Section 7.3.3.

Excluding the highly blueshifted emission components at −1000 km s−1 in

the HPS-256 and HPS-251 Lyα spectra, these two galaxies also appear to fit the

“Group 1” Lyα line profile morphology. As such, the bluest peak for each of these

two galaxies is further explored. The peaks under scrutiny are marked in Figure 7.3

by the light-blue shaded regions, which have been centered on the central velocity

of the peak as determined through a Gaussian fit to the emission component in the

R ≈ 2500 data. The width of the shaded region corresponds to one spectral reso-

lution element of the R ≈ 750 data. Since the velocity offset of this emission peak

is so large, it should be cleanly resolved in the HPS R ≈ 750 spectra. However,

no evidence of emission beyond the 1σ statistical uncertainties is seen at the corre-

sponding velocity in the R ≈ 750 data for either HPS-256 or HPS-251. Note that

this does not rule out the reality of these features in the R≈ 2500 spectra. In the top
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panels of Figure 7.3, the R ≈ 2500 data are also shown convolved to the spectral

resolution and interpolated to the dispersion of the HPS. As can be seen, the lower

spectral resolution smears out the weak emission peak to within the 1σ statistical

uncertainties for both galaxies, so clearly detecting them in the HPS spectra is not

expected.

The possibility that the low S/N second blueward peaks are the result of

systematic or random effects in the R ≈ 2500 data has been considered. Despite

that HPS-256 and HPS-251 were observed in the same field, the two galaxies have

different zsys. Thus, the second blueshifted peaks do not correspond to the same

observed wavelength even though they have very similar velocity offsets relative

to the systemic redshift. The extracted sky spectra from the fibers in the IFU that

are adjacent to those containing the LAEs are examined to look for sky absorption

or emission features in the vicinity of the second blueward peaks. None are found

for HPS-251. For HPS-256, the second blueward emission peak lies within one

spectral resolution element of a sky absorption feature. However, no evidence is

found of a systematic sky subtraction error since no peaks with similar S/N are

seen in the reduced spectra of adjacent fibers at the wavelength corresponding to

that of the second blueward emission peak. Additionally, the two-dimensional (2-

D) spectra of the fibers containing the LAEs are examined for each individual CCD

exposure after the cosmic ray masking procedure to verify that no cosmic rays or

other artifacts were left unmasked in the vicinity of the Lyα spectra. Finally, the

data combination rejection procedure was experimented with by recomputing the

±3σ-clipped weighted mean on the 2-D data before collapsing to the final 1-D
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spectra. Performing the combination with the increased pixels space should yield

a more robust rejection of outlying pixel values. After collapsing this combined

2-D spectra along the fiber spatial direction, it is found that the resulting reduced

Lyα line profiles are statistically identical to those in the original data reduction

described in Section 7.2.2 and that the second blueward peaks are insensitive to the

specifics of the data combination procedure. Thus, the peaks at −1000 km s−1 for

HPS-256 and HPS-251 are not believed to be the result of systematic or random

effects in the R≈ 2500 data.

The distribution of the sources on the sky within the extent of the fiber are

examined by looking to the COSMOS V -band images shown in Figure 7.1. Both of

the primary targeted galaxies (i.e., HPS-194 and HPS-256) are centered within the

fiber with no additional continuum sources located within the RMS positional error.

The case for HPS-251 is more complicated. Since it was not originally a primary

target of the observations, the location of the LAE continuum counterpart is not

positioned optimally with respect to the fiber center. As a result, the area of sky

covered by the fiber contains several additional continuum sources. These include a

brighter and extended source with a photometric redshift5 of 0.97+0.04
−0.05 (Ilbert et al.,

2009). If the second HPS-251 blue peak was from this lower-redshift galaxy, its

rest-frame wavelength would be 2019+53
−40 Å. Since this range does not correspond to

any prominant near-UV transition, the low-redshift galaxy in the fiber is most likely

not the source of the second blue peak6. The remaining source other than the LAE

5COSMOS Photometric Redshift Catalog, November 2008 Release. The quoted uncertainties cor-
respond to the 99% confidence interval.

6The photometric redshift of this brighter and extended source is confirmed with a detection of Hα
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itself within the fiber (taking into account the RMS uncertainty in its position) is

a faint source to the east of the low-redshift galaxy. This source has no COSMOS

photometric redshift.

Since another source from which they originate is not able to be determined,

it cannot be ruled out that the second blueward peaks are indeed Lyα emission from

the targeted LAEs. A triple-peaked Lyα line displaying two weak blue peaks has

not been previously observed in studies that looked for multiple-peaked Lyα emis-

sion (e.g., Kulas et al. 2012; Yamada et al. 2012). Additionally, there are no clear

examples of such highly blueshifted Lyα emission, even in the most extreme star-

burst LAEs in the nearby universe when observed with high resolution and sensitiv-

ity (see Heckman et al. 2011). With the inconclusive nature of the second blue peaks

and given the prevalence of “Group 1”-type double-peaked profiles in the literature,

this work will continue forward treating HPS-256 and HPS-251 as double-peaked

objects (i.e., the second blueward peaks are ignored). However, the possibility of

these galaxies being more complex, triple-peaked Lyα systems will be returned to

in Section 7.5.

7.3.2.2 Quantitative Description of the Lyα Emission

To quantitatively characterize the Lyα line profiles and extract observable

quantities from the double-peaked profiles, the MPFIT IDL package (Markwardt,

2009) is utilized for fitting a function ftot(∆v) to each galaxy’s Lyα spectrum in

at 12989 Å (z = 0.98±0.01) in the 3D-HST survey (Brammer et al., 2012).
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velocity space with the following form:

ftot(∆v) = fblue(∆v) + fred(∆v) + C , (7.1)

where C is the continuum level and fx(∆v) is a function describing each component

of emission (e.g., fx denotes the red emission component if x = red and the blue

component if x = blue). At the spectral resolution of the data, the emission compo-

nents are asymmetric. For fx(∆v), an “asymmetric Gaussian7” functional form is

therefore adopted, which is similar to that used by McLinden et al. (2011) to fit the

Lyα line profiles of z = 3.1 LAEs. This is given by:

fx(∆v) = Ax exp
[

−
(∆v −∆v0,x)2

2σ2
x

]
, (7.2)

where, Ax is the amplitude of the respective emission component above the contin-

uum level, ∆v0,x is the velocity of the peak emission of the component, and σx is a

width parameter. Skew is introduced to the Gaussian described above by defining

σx as:

σx ≡
{

σx,b if ∆v<∆v0,x

σx,r if ∆v>∆v0,x
. (7.3)

The FWHM of component x is then given by:

FWHMx =
√

2ln(2) (σx,b + σx,r) , (7.4)

and a parameter describing the skew is defined as:

αx ≡ σx,r /σx,b . (7.5)

7The “asymmetric Gaussian” function is implemented in the IDL code through the
ARM_ASYMGAUSS routine developed by Andrew Marble: http://hubble.as.arizona.edu/idl/arm/
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This parameter is defined such that αx = 1 describes a symmetric emission com-

ponent, while αx > 1 (< 1) describes an asymmetric emission component with an

extended red (blue) tail. A total of seven observables are extracted that describe the

Lyα line profile morphology: the red-to-blue component flux ratio Fred/Fblue (where

Fx =
∫

fx(∆v) d(∆v) ), the red component velocity offset from systemic (∆v0,red), the

total velocity separation of the red and blue components (∆vtot = ∆v0,red −∆v0,blue),

FWHMblue, FWHMred , αblue, and αred . The continuum level C is not included since

the continuum flux for all three galaxies is well below the detection limit of the

spectra. Note that the functional form of ftot(∆v) is not motivated by the physics

of the Lyα radiative transfer, but is rather for the purpose of parameterizing the

emission line morphology for comparison with previously published results. This

fitting procedure will be especially useful in the future for characterizing and find-

ing trends in large samples of observed Lyα emission line profiles (see Chapter

8).

In the bottom panels of Figure 7.3, the best-fit ftot(∆v) to each Lyα emission

line is shown, the parameters of which are listed in Table 7.2. The quoted statistical

uncertainties encompass the 68% confidence interval and were determined by fit-

ting Equation 7.1 to 103 Monte Carlo realizations of the observed spectrum, similar

to the method described in Section 7.3.1 for the low resolution HPS Lyα spectra.

In addition to these statistical uncertainties, recall that there also exists a system-

atic uncertainty in the velocity zero-point resulting from the NIR data (see Section

7.2.3.1; this only affects the ∆v0,red measurement). All applicable values reported

in Table 7.2 (i.e., FWHMx and αx) have not been corrected for the instrumental
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resolution. Such a correction would decrease the FWHMx measurements (by no

more than 30 km s−1 for the narrowest component) and increase (decrease) the αred

(αblue) measurements, thus yielding the asymmetry parameterizations as lower (up-

per) limits. As a result, these limits on αx clearly indicate that the red Lyα peak for

each LAE is quite asymmetric with a red tail, while the blue Lyα peak tends to be

asymmetric with a blue tail.

One may notice that the measured ∆v0,red given in Table 7.2 may not nec-

essarily agree with the ∆vlyα measurements from the lower resolution HPS obser-

vations in Table 7.1. This is due to the low S/N of both sets of spectra and the

intrinsic asymmetry in the dominant redward Lyα emission peak (in particular, the

extended red tail and truncated blue edge of that component). When observing such

an asymmetric emission line at the lower spectral resolution of the HPS, the excess

emission in the extended red tail pulls the convolved peak of the unresolved line

further redward. This can be seen in the top panel of Figure 7.3 when comparing

the actual HPS R≈ 750 data with the R≈ 2500 data that has been degraded to the

HPS spectral resolution and dispersion. This effect is further discussed in Section

7.5.4.

7.3.3 Double-Peaked Lyα Emission Across Galaxy Samples

The presented sample of three LAEs were not preselected to have mul-

tiple Lyα emission components. However, it should not be surprising that each

LAE shows a multiple-peaked morphology at high spectral resolution since multi-

ple peaks are a natural outcome of Lyα resonant line transfer. This is due to photons
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diffusing through the scattering medium in real and frequency space until reaching

the line wings on either side of the core where the optical depth is low enough for

escape. For the simplest case of resonant scattering through static gas, the result is

a double-peaked emergent spectrum that is symmetric about the velocity zero-point

(Neufeld, 1990). The observed frequency of multiple peaked Lyα emission appears

to be significant for LAE samples (∼ 50% in the overdense SSA22-Sb1 field; Ya-

mada et al. 2012) as well as for LBG samples (∼ 30%; Kulas et al. 2012). These

frequencies should be regarded as lower limts due to the limited spectral resolution

and S/N of the data. Disregarding possible trends with environment (i.e., overden-

sity vs. field), these results suggest that drawing three LAEs with multiple peaks

from the HPS sample is not an unlikely scenario.

At low spectral resolution, the measured velocity offsets of all three LAEs in

the sample appear to be consistent with the mean Lyα velocity offset as measured

from 8 other Lyα-selected galaxies in the literature that were observed at similar

resolution (〈∆vLyα〉= 164±97 km s−1, where the uncertainty represents the standard

deviation of the sample; McLinden et al. 2011; Hashimoto et al. 2013; Guaita et al.

2013). This value, as noted by Finkelstein et al. (2011b) and the aforementioned

authors, is much smaller than the ∼ 450 km s−1 offset that is typically measured for

LBGs (e.g., Steidel et al. 2010).

From the results of Yamada et al. (2012) and Kulas et al. (2012), Lyα spectra

having a strong red component and a weaker blue component are the most common

multiple-peaked line profile morphology. Besides being observed in both Lyα-

selected and UV continuum-selected samples of galaxies, this line profile can be
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Table 7.2. Best-Fit R≈ 2500 Lyα Observables

(Units) HPS-194 HPS-256 HPS-251

Fred/Fblue ( - ) 2.4±0.4 3.9+0.9
−1.2 2.0+0.7

−0.4

∆v0,red (km s−1) 173+17
−20 175+9

−19 179+8
−28

∆vtot (km s−1) 300+19
−71 425+33

−38 415+29
−44

FWHMblue (km s−1) 353+48
−62 240+75

−23 306+81
−37

FWHMred (km s−1) 380+44
−23 335+11

−80 343+45
−18

αblue ( - ) 0.4+0.1
−0.2 0.6+0.4

−0.1 0.8±0.2

αred ( - ) 4.4+1.2
−0.9 5.3+1.5

−0.5 2.7+0.8
−0.1

Note. — See Section 7.3.2 for the definitions of these param-
eters. The quoted uncertainties are statistical. Systematic errors
associated with the optical and NIR wavelength calibrations are
discussed in Sections 7.2.2 and 7.2.3.1, respectively (these only
affect the ∆v0,red measurement).
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observed for galaxies spanning a variety of redshifts from local LBG analogues

(Heckman et al., 2011) to galaxies beyond z∼ 3 (Tapken et al., 2007). In addition,

it is not only observed emerging from individual galaxies (e.g., this work, McLinden

et al. 2011; Kulas et al. 2012; Christensen et al. 2012; Yamada et al. 2012), but also

from the large Lyα nebulae (i.e., Lyα blobs; LABs) that are often associated with

protoclusters (Matsuda et al., 2006; Yang et al., 2011) and radio galaxies (Adams

et al., 2009).

As with the unresolved Lyα velocity offsets ∆vLyα discussed above, the

velocity offsets of the multiple peaks relative to the systemic velocity might be

expected to be different between LAE and LBG samples. From Kulas et al. (2012),

the average velocity offset for the red emission component of their “Group 1” line

profiles is 〈∆v0,red〉 = 417±101 km s−1 while the average total separation between

the red and blue components is 〈∆vtot〉 = 801± 136 km s−1. On average for the

LAEs presented here, these same measurements are smaller by a factor of ∼ 2 (cf.,

Table 7.2). This is visualized in Figure 7.4, which shows the average R ≈ 2500

spectrum of the three LAEs plotted on the same velocity scale relative to zsys as the

composite spectrum of the 11 “Group 1” double-peaked LBGs from Kulas et al.

(2012). Additionally, a composite spectrum of 29 single peaked LBGs from Steidel

et al. (2010) is shown. The top panel shows the Lyα spectra normalized by the peak

flux to accentuate differences in the velocity offsets, while the lower panel shows the

same spectra normalized to the continuum8 redward of the Lyα line to accentuate

8The relative flux of the R ≈ 2500 Lyα spectra has been scaled to match the total Lyα line flux
measured from the HPS (Adams et al., 2011). Since no continuum is detected spectroscopically for
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differences in the relative Lyα equivalent width (EWLyα) for each sample. In both

panels, a degraded version of the composite Lyα line profile for the three LAEs

is shown that has the same average spectral resolution of Steidel et al. (2010) and

Kulas et al. (2012) to illustrate that the differences in the velocity structure between

the samples are largely invariant with spectral resolution. This figure embodies

a trend that higher EWLyα objects tend to have smaller Lyα velocity offsets (e.g.,

Hashimoto et al. 2013). This trend is especially interesting since there is naturally

some overlap between LBG and LAE samples; some LAEs, such as those presented

in this work, have high EWLyα and small Lyα velocity offsets, but are bright enough

in the continuum to be considered LBGs in most surveys and have some physical

properties that are similar to the typical LBG, such as stellar mass.

In addition to the three LAEs presented here, the number of Lyα line pro-

files displaying the strong red and weaker blue double-peaked morphology with a

measure of zsys has grown significantly (e.g., Fynbo et al. 2010; Steidel et al. 2010;

McLinden et al. 2011; Yang et al. 2011; Heckman et al. 2011; Kulas et al. 2012;

Christensen et al. 2012; Noterdaeme et al. 2012). As with the three LAEs presented

here, the systemic Lyα line center usually lies in between the two peaks. While the

large sample of such Lyα line profiles from Yamada et al. (2012) for LAEs do not

have a measure of zsys, these previous results suggest that at least comparing ∆vtot

for the galaxies presented here with that from the Yamada et al. (2012) sample is

reasonably safe. Since the Yamada et al. (2012) sample has 〈∆vtot〉 = 608± 170

the LAEs presented here, the continuum flux measured by COSMOS V -band photometry is used
for normalization (see Table 7.1).
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Figure 7.4 Comparison of the Lyα line profiles for different galaxy samples. In
both panels, the blue histogram is the composite Lyα spectrum for LBGs from Ku-
las et al. (2012) that encompass the “Group 1” multiple-peaked profiles and qual-
itatively match the general Lyα morphology of the LAEs presented here. The red
histogram is the composite spectrum of single-peaked Lyα profiles of LBGs from
Steidel et al. (2010). The green histogram is the average R≈ 2500 Lyα line profile
for the three HPS LAEs observed in this work, while the black histogram is the
same data but degraded to the same spectral resolution as the LBG Lyα spectra.
The top panel is normalized to the peak Lyα flux to accentuate differences in the
velocity axis while the lower panel is normalized to the continuum flux redward of
Lyα, showing the relative differences in EWLyα. The light-blue shaded region has
the same meaning as in Figure 7.3.

383



km s−1, the LAEs here appear to be on the lower end of the distribution. However,

despite the asymmetry that they measure in their Lyα spectra, Yamada et al. (2012)

determine the peak-to-peak separation by fitting symmetric Gaussians to each emis-

sion component. If the Lyα spectra in this work were fit with symmetric Gaussians

consistent with their method, ∆vtot would be 422, 561, and 559 km s−1 for HPS-194,

HPS-256, and HPS-251, respectively. In this case, each of the three LAEs would

be close to within 1σ of the mean of the Yamada et al. (2012) ∆vtot distribution.

Thus, as also seen at lower resolution, the double-peaked Lyα spectra presented

here appear to be consistent with those already measured for other LAE samples.

Depending on the gas geometry and kinematics, the asymmetric shape of

the emission line components can provide clues about the Lyα radiative transfer and

the properties of the scattering gas (e.g., Verhamme et al. 2006; Zheng et al. 2010;

Schaerer et al. 2011; Christensen et al. 2012; Noterdaeme et al. 2012). As seen from

the measurements in this work, both emission peaks in the three LAEs’ spectra are

typically asymmetric, with a sharper fall-off towards the Lyα line center. While

asymmetry measurements are highly dependent on the instrumental resolution, the

Lyα spectra in this work can at least qualitatively be compared to the asymme-

try observed for galaxies showing Lyα with a similar characteristic double-peaked

morphology. At slightly lower spectral resolution than the data presented here (180

km s−1 FWHM as compared to the data presented here at 120 km s−1), Yamada

et al. (2012) find that the stronger red peak in objects showing the characteristic

double-peaked Lyα profile is typically asymmetric with an extended red wing on

the red emission component. McLinden et al. (2011) also find this for the one ob-
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ject in their sample displaying the double-peaked morphology. At similar or higher

spectral resolution to that used here, studies such as Fynbo et al. (2010), Heckman

et al. (2011), Yang et al. (2011), Noterdaeme et al. (2012), and Christensen et al.

(2012) have observed objects whose double-peaked Lyα spectrum is asymmetric in

the same manner as the spectra shown here (i.e., each emission component showing

asymmetry with the sharpest fall-off towards line center). The asymmetry in the

current data appear to be consistent with that of the highest resolution Lyα spec-

tra in the examples given (. 75 km s−1 FWHM; Christensen et al. 2012), which

shows that the flux fall-off towards line center is extremely sharp. Such asymmetry

is thought to be the signature of outflowing gas, where the extended red wing of the

red emission component consists of photons that have been “backscattered” several

times off of the far-side inner surface of an expanding shell of neutral hydrogen

gas (e.g., Verhamme et al. 2006; also, see Section 7.4.2). In the following section,

the ability of such a model to reproduce the shape of the observed Lyα profiles is

examined for the three LAEs.

7.4 Comparison with Lyα Radiative Transfer Models

In Section 7.1 and the references therein, the complex processes that govern

the escape of Lyα from a galaxy and their effect on the emergent Lyα emission

line profile were discussed, along with mention of several studies which attempt to

model them. To date, the model that observed Lyα line profiles have been most

widely compared with is that of the propagation of Lyα photons through a simple

expanding, spherical shell of neutral hydrogen gas (e.g., Verhamme et al. 2006;
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Barnes & Haehnelt 2010; Schaerer et al. 2011). This is largely due to its success

in reproducing many observed properties of z ∼ 3 LBGs, including the shape of

the Lyα line in emission and absorption for various line profile morphologies (e.g.,

Schaerer & Verhamme 2008; Verhamme et al. 2008). While highly idealized, this

model is physically motivated by the basic picture of a star-forming galaxy in which

the energy from a centrally located starburst (which is the location of the initial

Lyα emission) pushes out the ISM through the combined effect of stellar winds and

supernovae explosions. The result is a “superbubble” formed within a geometrically

thin shell of expanding neutral gas.

7.4.1 The Expanding Shell Model Grid

To compare with the R ≈ 2500 data, the Lyα radiative transfer code devel-

oped by Zheng & Miralda-Escudé (2002) and Kollmeier et al. (2010) is used to

produce a grid of model Lyα spectra resulting from the transfer of Lyα photons

through expanding, isothermal, and homogeneous shells of neutral hydrogen gas.

This code was also used by Kulas et al. (2012) in their qualitative comparison of

model Lyα line profiles with the multiple-peaked Lyα spectra of LBGs. The ex-

panding shell radiative transfer models that are run here are identical to previous

work by Verhamme et al. (2006) and Schaerer et al. (2011), with the exception of a

couple notable simplifications:

1) Intrinsic Lyα Spectrum - The intrinsic spectrum emitted from the central

point source in these two studies is a Gaussian Lyα line plus a continuum, whereas

the models presented here currently only use an idealized monochromatic Lyα line.
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Figure 7.5 Representative Lyα emission line profiles from the grid of Lyα radiative
transfer models in the homogeneous expanding shell geometry. From left to right,
each panel shows the variation of the Lyα emission line profile as functions of NHI,
b, and Vexp, respectively, while the other two respective parameters are held constant
about a fiducial model having NHI = 1019 cm−2, b = 80 km s−1, and Vexp = 100 km
s−1. Each model spectrum has been convolved with a 120 km s−1 FWHM Gaussian
kernel for comparison with the R ≈ 2500 Mitchell Spectrograph observations of
Lyα and have been scaled to the peak flux.

The lack of continuum emission in the models results in only negligible effects on

the output model Lyα spectra since they are being compared with the Lyα spec-

tra of galaxies that have observed EWLyα > 100 Å in the rest-frame. Using Hα,

Song et al. (2014) have measured the 1-D integrated line-of-sight nebular velocity

dispersion σHα for each galaxy. This traces the velocity dispersion of the galaxy’s

ionized hydrogen (H II) regions and thus the width of the intrinsic Lyα emission.

For the three LAEs presented here, σHα is at most 72 km s−1 (which is systemati-

cally smaller by ∼ 40 km s−1 than σHα for the average z ∼ 2 UV-selected galaxy;

Erb et al. 2006b). The effect of using a dispersion of Lyα injection frequencies

(rather than a monochromatic line) is discussed in Section 7.5.1.

2) Dusty Shells - The neutral hydrogen shells in these two studies can be uni-
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formly mixed with dust (parameterized by a dust absorption optical depth τa, which

essentially characterizes the dust-to-gas ratio), whereas the models used here only

simulate dust-free shells. Including dust in the shell has the effect of “sharpening”

the Lyα line profile. Basically, this is because photons that emerge farther from the

Lyα line center have encountered more scattering events, which gives them a higher

probability of being absorbed by a dust grain. For τa . 1, the overall shape of the

emergent Lyα line profile is well preserved when compared to the dust-free line

profile emerging from an otherwise identical shell, other than the sharpening effect

(Verhamme et al., 2006; Schaerer et al., 2011). The dust absorption optical depth

is related to the measured reddening as E(B −V ) ≈ 0.1τa (Verhamme et al., 2006).

Using E(B−V ) for the three LAEs (cf., Table 7.1; Blanc et al. 2011), τa ≈ 0.9±0.6,

1.0± 0.9, and 0.7± 0.8 for HPS-194, HPS-256, and HPS-251, respectively. The

potential impact of dust on the comparison with dust-free shell models is further

discussed in Section 7.5.1.

An individual model on the grid is thus characterized by three parameters

that describe the shell: the (uniform) expansion velocity Vexp, the Doppler parameter

b (which in the absence of turbulence is equivalent to the gas thermal velocity), and

the neutral hydrogen column density NHI. The grid has been computed for the

following values: Vexp = 50, 100, 200, and 300 km s−1; b = 20, 40, 80, and 120 km

s−1; NHI = 1017, 1018, 1019, and 2× 1020 cm−2. For comparison with the R ≈ 2500

Mitchell Spectrograph Lyα data, each model Lyα spectrum has been convolved

with a 120 km s−1 FWHM Gaussian kernel.
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7.4.2 Model Trends

Verhamme et al. (2006) decompose the Lyα line profile to determine how

various features in multiple-peaked Lyα spectra arise (see their Figure 12). In sum-

mary, there are three basic modes of escape of Lyα photons from an expanding

shell, any number of which could be occurring simultaneously in the same model

depending on the shell parameters: 1) a single series of scatterings before escape;

2) one or more series of “backscatterings” before escape (where a backscattering

event is defined as a series of scatterings after which the photon traverses the shell’s

cavity and reenters the shell in a different location); and 3) direct escape (i.e., no

interaction with the shell). Mode 1, which is a similar process to resonant scattering

through a slab of neutral gas, results in a peak blueward of the Lyα line center and

a redward peak. The relative strength of these two peaks is determined by Vexp (i.e.,

the two peaks are more equal in strength for small Vexp as one approaches the static

case). Mode 2 results in another peak redward of the Lyα line center, which is

composed of photons that have undergone one backscattering event. Due to radia-

tive transfer effects (i.e., these photons are “reflected” off the receding inner surface

of the shell back towards the observer), this peak traces ∼ 2Vexp in terms of its off-

set from the line center. Photons that undergo more than one backscattering event

emerge progressively redward of this peak with less probability, which results in an

extended redward tail. Finally, mode 3 occurs only when Vexp is large enough for

the Lyα photons emitted at the shell’s center to already be redshifted out of reso-

nance in the frame of the expanding gas when they encounter the shell. Therefore,

these photons emerge as a peak at the Lyα line center.
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In Figure 7.5, several representative model Lyα spectra from the grid are

shown, where each panel shows the variation of one of the three parameters for

fixed values of the other two about a fiducial model having NHI = 1019 cm−2, b = 80

km s−1, and Vexp = 100 km s−1. All of the escape modes discussed above are seen in

at least one of the models shown in this figure.

To understand how the Lyα line profile that is emergent from the expand-

ing shell depends on the three parameters, consider the simplest case of resonant

scattering through a static slab of neutral hydrogen gas with Doppler parameter b

and neutral hydrogen column density NHI. This configuration results in a symmetric

double-peaked spectrum about the Lyα line center (e.g., Neufeld 1990). Based on a

random walk in both frequency space and real space, one can show that the typical

velocity offsets of the peaks from the line center are approximated by (e.g., Hansen

& Oh 2006; Verhamme et al. 2008):

∆v ∼ ±190
[
km s−1] ( b

80 km s−1

)1/3( NHI

1019 cm−2

)1/3

. (7.6)

Imparting a bulk velocity to the slab towards the observer (away from the Lyα

source) results in a growing asymmetry in the flux of the two peaks as the Lyα

photons upon the first interaction are redshifted in the frame of the hydrogen atoms.

As a result, bluer photons shift into resonance, which diminishes the bluer peak

relative to the redder peak. When the slab has a bulk velocity, the velocity offsets of

the emission peaks are no longer well approximated by the relation in Equation 7.6,

but the basic behavior remains the same (i.e., the total separation between the peaks

increases with increasing b and NHI). This scenario qualitatively describes escape
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mode 1 for photons escaping the expanding shell on the hemisphere approaching

the observer at Vexp, and the basic trends described above can be seen in the panels

of Figure 7.5.

As mentioned, escape modes 1 and 2 together result in two emission peaks

redward of the Lyα line center. While several models in Figure 7.5 show this mor-

phology, the majority only show a single redward peak. As noted by Verhamme

et al. (2006), decreasing the ratio Vexp/b results in these two red peaks becoming

increasingly superposed, eventually resulting in a single blended redward emission

peak. Decreasing this ratio also results in a decrease of the ratio of the flux redward

of the line center to the blueward flux. This is in part due to the move closer to the

static case with decreasing Vexp.

Changes in NHI result in complex variations of the line profile. In general, as

roughly described by Equation 7.6, increasing NHI results in an increased separation

between the peaks. Additionally, the FWHM and asymmetry of each peak increases

with increasing NHI due to the photons needing to scatter further out into the line

wings in order to escape the optically thick column, especially for the redward

emission as the mode 2 backscattering effect is increased. This is also the cause of

the decreasing ratio of the flux redward of the line center to the blueward flux for a

given Vexp. As mentioned above, the velocity offset of the red peak that results from

escape mode 2 (i.e., backscattered photons) typically traces∼ 2Vexp. At first glance,

this feature of the emergent Lyα line profile seems to provide a tight constraint on

the outflow velocity of the system. However, this peak can become blended with the

redward peak resulting from escape mode 1 for decreasing Vexp/b. To further com-
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Figure 7.6 The results of the statistical comparison of the Lyα spectra of the three
LAEs with the grid of model Lyα line profiles in the expanding shell geometry.
The reduced χ2 statistic (χ2

red) is shown as a function of each of the three model
parameters. In each panel, the horizontal dashed and solid lines represent the 68%
and 99% confidence limits shown in the reduced units, respectively. To emphasize
the minimum χ2

red model, the vertical axis of each panel is set such that models with
χ2

red > 6 are not shown. Each data point has been scrambled by a small, random
amount along the horizontal axis and displayed with some degree of transparency
to avoid confusion between similar-valued points.
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plicate the matter, Verhamme et al. (2006) note that the redward peak from escape

mode 1 decreases in strength relative to the escape mode 2 peak with increasing

NHI. This effect is clearly illustrated in Figure 17 of Verhamme et al. (2008), which

shows how the velocity offset of the dominant redward Lyα peak traces a vary-

ing multiplicative factor of Vexp with various values of NHI. For NHI & 1020 cm−2,

the most dominant of the two redward peaks results from the backscattered escape

mode 2 photons and traces ∼ 2Vexp. For smaller NHI, the dominant redward peak

results from escape mode 1 photons and its velocity offset traces < 2Vexp. This ex-

plains why little change in the velocity offset of the dominant red peak in the right

panel of Figure 7.5 is seen with changing Vexp. Since the models shown here are

for NHI = 1019 cm−2, the dominant peak results from escape mode 1 photons whose

velocity offset from the line center is primarily determined by changes in NHI and b

(cf., Equation 7.6). NHI is particularly dominant because, in addition to shifting the

emission components in velocity, it has the ability to strongly influence the FWHM

and asymmetry of the emission components. Additionally, its dynamic range is

much larger than that for b.

As can be seen by the above discussion and the example model spectra

shown in Figure 7.5, the emergent Lyα line profile changes in non-trivial fashion for

variations in each individual parameter. In addition, simple qualitative interpreta-

tions of observed Lyα line profiles under the expanding shell model can be hindered

by the degeneracies of the modeling parameters on all observables (e.g., one needs

to constrain NHI before using the velocity offset of the dominant redward peak di-

rectly as a tracer of Vexp). While such constraints are not currently available for the
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Figure 7.7 The observed Lyα spectra of the three LAEs plotted with their respec-
tive best-fitting expanding shell model Lyα spectra. The magnitude of the velocity
shift within the total velocity zero-point uncertainty that yields the minimum χ2 is
visualized in these panels by the shifted vertical dashed line relative to ∆v = 0 km
s−1. The best-fitting models and their respective statistics are listed in Table 7.3.

three galaxies here, the observed Lyα spectra are of sufficient resolution to identify

individual emission components and their shapes (i.e., asymmetries, widths, etc.).

By conducting a statistical comparison of the three observed Lyα spectra with the

spectra of the expanding shell model grid, the goal is to constrain the physical pa-

rameters of the gaseous component of the LAEs through which the Lyα photons

scatter.

7.4.3 Statistical Comparison with Observed Lyα

A statistical comparison between the observed Lyα emission line profiles

and the expanding shell Lyα radiative transfer models is performed by calculating

the χ2 statistic for each model on the grid for each galaxy. After being degraded to

the instrumental resolution, each model in the grid is interpolated via cubic spline

to the velocity bin centers of each galaxy’s observed Lyα spectrum. The observed

spectra are corrected for the background level C measured in Section 7.3.2.2 (this
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is important only for HPS-251, which includes faint continuum from the nearby

extended low-redshift galaxy that was within the fiber; see Figures 7.1 and 7.3).

Finally, the model is multiplied by a scaling factor A, which is determined by mini-

mization of the squared residuals between the model and the data. The χ2 statistic

is calculated as follows:

χ2 =
N∑

i=1

[
Fi − y (NHI, b, Vexp, A; ∆vi)

σi

]2

, (7.7)

where Fi and σi are the observed relative flux and its associated statistical uncer-

tainty, respectively, each at the ith velocity bin ∆vi. Here, the model spectrum with

the parameters NHI, b, Vexp, and A, is denoted as y. Recall that there is an uncertainty

on the velocity zero-point of the observed Lyα spectrum that results from the RMS

of the Mitchell Spectrograph and NIRSPEC wavelength solutions as well as the

systematic uncertainty associated with the zsys measurement (see Section 7.2.2 and

Section 7.2.3.1). To reflect this uncertainty in the analysis, the observed Lyα spectra

are allowed to shift relative to the velocity zero-point within this total uncertainty

until the minimum χ2 is found for each model on the grid. The total uncertainty in

the velocity zero-point is ±19, ±20, and ±21 km s−1 for HPS-194, HPS-256, and

HPS-251, respectively.

For a common comparison of the calculated χ2 values between the three

galaxies, the reduced χ2 statistic is calculated, which is given by χ2
red = χ2/(N − M),

where N is the number of velocity bins in each spectrum and M is the number of

degrees of freedom (here, M = 5). Since only data in the range −1000 < ∆v (km

s−1) < 1000 are included in the calculation of χ2 (i.e., the second blueward peak in
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Table 7.3. Summary of Best-Fit Expanding Shell Models

Object N − M Q logNHI b Vexp χ2
red

(km s−1) (km s−1)

HPS-194 33 4.1×10−10 18 120 300 3.218

HPS-256 39 7.8×10−4 18 80 100 1.921

HPS-251 34 3.2×10−4 18 80 200 2.040

Note. — The models listed are the best-fit at the 68% confidence level, with
the exception of HPS-256. For HPS-256, a model with the same b and Vexp
(but with NHI = 1019 cm−2) is the next best-fit. Since these two models differ
by ∆χ2 = 0.61, they both lie within the 68% confidence limit.

HPS-256 and HPS-251 is ignored), N is 38, 44, and 39 for HPS-194, HPS-256, and

HPS-251, respectively.

In Figure 7.6, the results of the statistical comparison of the R ≈ 2500 data

with the expanding shell model grid are shown by plotting χ2
red as a function of

each of the three physical model parameters for each galaxy. Horizontal lines are

included that represent the ∆χ2 above the minimum χ2 for each galaxy in the re-

duced units that corresponds to the 68% and 99% confidence limits (Press et al.,

1992). As can be seen from Figure 7.6, the data appear to be able to constrain the

models relatively well at the 68% confidence level. For HPS-194 and HPS-251, a

single best-fit model lies below the 68% confidence limit. For HPS-256, two mod-

els lie below the 68% confidence limit, although these two models occupy nearly

same position in the three-dimensional parameter space and differ only by one order
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of magnitude in NHI. At the 99% confidence level, HPS-194 still only has a single

best-fitting model. HPS-256 and HPS-251, however, have three and four models ly-

ing below the 99% confidence limit, respectively, and are thus less well constrained.

In particular, the lower S/N of the HPS-251 Lyα spectra resulted in the four models

within the 99% confidence limit spanning the entire parameter space in both b and

Vexp.

The best-fit models for each galaxy are summarized in Table 7.3 and are

plotted with the R≈ 2500 Lyα data in Figure 7.7. From this figure, it can be qual-

itatively stated that the emission redward of the Lyα line center is relatively well

represented by the expanding shell model spectra for each galaxy except for the

extended red wings for HPS-256 and HPS-251. The emission blueward of the Lyα

line center, however, is very poorly fit by the best-fitting model for each galaxy

except for HPS-256. For HPS-194 and HPS-251, the models do not reproduce the

proper velocity offset or red-to-blue peak flux ratio. To estimate the probability of

the observed residuals being due to statistical fluctuations in the data, the proba-

bility Q is calculated, which is given by the integral of the χ2 probability density

function for N −M degrees of freedom, integrated from the best-fit χ2 value for each

galaxy to infinity (Press et al., 1992). Probabilities of 4.1× 10−10, 7.8× 10−4, and

3.2× 10−4 are obtained for HPS-194, HPS-256, and HPS-251, respectively. This

suggests that even the best-fitting expanding shell model Lyα spectra are relatively

poor representations of the observed Lyα spectra for these galaxies.
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7.5 Discussion
7.5.1 Possible Limitations of the Models

In Section 7.4.1, the differences between the homogeneous expanding shell

models presented here and those of Verhamme et al. (2006) and Schaerer et al.

(2011) were discussed. The differences are the simplification of the input spectrum

and the lack of dust. Each of these are further discussed below as they pertain to

the statistical comparison presented above.

The lack of continuum is negligible in the models presented here since the

three objects have such high EWLyα. However, all three galaxies have a measurable

value of σHα from the spectrally resolved Hα emission (Song et al., 2014). As-

suming the Lyα photons are originally emitted from the same gas that is emitting

the detected Hα, these measurements imply an intrinsic Lyα FWHM of 144± 22,

170± 22, and 104± 14 km s−1 for HPS-194, HS256, and HPS-251, respectively.

A higher intrinsic Lyα line width (as opposed to the monochromatic line modeled

here) results in more photons beginning the resonant scattering process further from

the core of the scattering cross-section. In non-static media, however, the frequency

of the resonant core is shifted in the frame of the scattering gas. Thus, for the ex-

panding shells modeled here, a non-monochromatic intrinsic Lyα line increases the

direct escape probability of photons originally emitted redward of the Lyα line cen-

ter while decreasing the corresponding probability for blueward emitted photons.

The result is a slightly broader Lyα spectrum with similar velocity offsets and a

slightly increased value of Fred/Fblue. A broader emergent Lyα spectrum would aid

in fitting the extended red wings of the redward emission component for HPS-256
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and HPS-251. However, this improvement may be negatively offset because, as

seen in Figure 7.7, the flux ratio Fred/Fblue is consistently too large in the models. In

addition, a non-monochromatic intrinsic Lyα emission line would not significantly

change the model emission component velocity offsets. Since the velocity offset

of the HPS-194 and HPS-251 blueward emission component is already reproduced

incorrectly by Lyα photon transfer through the expanding shell, including a fre-

quency distribution rather than monochromatic Lyα photons would likely result in

only negligible improvements for those objects.

As seen in Section 7.4.1, each LAE contains potentially significant amounts

of dust (although the large uncertainties on E(B −V ) are also consistent with very

little or no dust; Blanc et al. 2011). Verhamme et al. (2006) discuss how the various

features of the Lyα line profile that arise from the various escape modes (see Sec-

tion 7.4.2) change with increasing dust optical depth τa. In general, the photons that

encounter more scatterings have a higher probability of being absorbed by dust due

to their longer effective path length through the system. Thus, the backscattered

photons of escape mode 2, particularly the extended red tail resulting from multiple

backscattering events, are especially affected by dust which results in a more nar-

row (or “sharpened”) line profile (also, see Laursen et al. 2009). Additionally, the

photons emerging blueward of the line center (i.e., the bluer photons resulting from

escape mode 1 scatterings through the hemisphere of the shell expanding towards

the observer) are also especially susceptible to dust absorption. This is because the

bluer photons are redshifted closer to the resonant frequency as seen by the hy-

drogen atoms in the shell and undergo a larger number of core scatterings before
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emerging blueward enough for escape. These effects can be seen in Figure 17 of

Verhamme et al. (2006), Figures 5 and 6 of Schaerer et al. (2011), and Figure 16

of Duval et al. (2014). As mentioned above, the expanding shell models within the

searched parameter space do not reproduce the observed values of Fred/Fblue, with

the peak blueward of the line center ubiquitously having too little flux in the best-fit

models. Since the blueward peak is one of the features that is most easily extin-

guished by dust, including dust in the models cannot improve the best-fitting values

of χ2 since the little flux in the models blueward of the line center would only be

further diminished.

As is often the case at 2 . z . 3, the effect of absorption and scattering

in the intergalactic medium (IGM) has been neglected. While its effect is mostly

to further diminish the Lyα emission that is blueward of the Lyα line center (e.g.,

Laursen et al. 2011), it is possible for gravitational inflow of IGM material in the

vicinity of the galaxy’s dark matter halo to also diminish the redward emission

(Dijkstra et al., 2006b). However, since the mean optical depth of the IGM is . 0.2

at the redshifts of the galaxies included in this study (Becker et al., 2013), it is not

considered as a contributing factor in the poor fits to the data.

Finally, it is reiterated that the Lyα radiative transfer through expanding

shells was modeled here with a homogeneous distribution of neutral gas. Duval

et al. (2014) have modeled Lyα radiative transfer through expanding shells with

varying degrees of density inhomogeneity, from the homogeneous case to a sce-

nario where all of the neutral gas is contained in clumps (i.e., the volume in the

shell between the clumps is transparent to Lyα photons). In general, they find that

400



the overall shape of the emergent Lyα line profile for increasing degrees of inho-

mogeneity is basically unchanged and follows the same trends as seen in the homo-

geneous case (see Section 7.4.2 and Verhamme et al. 2006). However, one marked

change for parameter combinations resulting in double-peaked spectra (i.e., models

with low Vexp/b) is the reduction in Fred/Fblue with increasing inhomogeneity. As

seen in Figure 13b of Duval et al. (2014) for an expanding shell with NHI = 2×1020

cm−2, b = 40 km s−1, and Vexp = 100 km s−1, Fred/Fblue reduces from ∼ 11 in the

homogeneous case to ∼ 5 in the clumpy case. Since the homogeneous models con-

sistently produce too large Fred/Fblue, this effect would certainly improve the overall

fit of the expanding shell model spectra to the observed Lyα spectra.

While a highly inhomogeneous, multi-phase ISM is not fully consistent with

LAE observations and may be astrophysically unrealistic (e.g., Scarlata et al. 2009;

Duval et al. 2014; Laursen et al. 2013), several recent studies have shown that some

degree of inhomogeneity is present for the average LAE (e.g., Blanc et al. 2011;

Nakajima et al. 2012). These studies derive the parameter q = τLyα/τ1216, where

τLyα is the optical depth of Lyα photons and τ1216 is the optical depth of continuum

photons redward of the Lyα transition. Values of q� 1 indicate that Lyα sees very

little dust extinction, as would be the case for a reduced number of scatterings in

an ISM that has either favorable kinematic properties (e.g., the gas experiences a

high velocity bulk motion, such as a powerful outflow), a highly inhomogeneous

and clumpy distribution of neutral gas and dust (e.g., Neufeld 1991; Hansen & Oh

2006), or both. Values of q� 1 indicate that Lyα photons suffer a large number of

scatterings and are thus strongly attenuated by dust, which is expected for a homo-
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geneous and/or static ISM. For a sample of ∼ 900 LAEs at z = 2.2, Nakajima et al.

(2012) calculated 〈q〉 = 0.7±0.1, while Blanc et al. (2011) measure a median q of

0.99±0.44 for LAEs in the HPS sample. Both of these measurements indicate that

on average for a similar LAE to those observe here, Lyα photons are neither pref-

erentially attenuated nor are preferentially escaping due to the configuration of the

ISM. Although the effects of the ISM’s distribution and kinematics both factor into

the measured value of q, q ≈ 1 indicates that some degree of ISM inhomogeneity

cannot be ruled out.

In summary, the limitations of the Lyα radiative transfer modeling may be a

factor in explaining some of the discrepancies between the model Lyα spectra and

the observations presented here. For HPS-256, the expanding shell model properly

reproduces the velocity offsets of the Lyα emission components. Including a dis-

tribution of frequencies for the input Lyα photons (which would create a broader

emergent Lyα spectrum, better fitting the extended red wing of the red emission

component) and modeling an inhomogeneous gas distribution within the expanding

shell (which would decrease Fred/Fblue) would likely result in a model spectrum that

closely matches the observations. However, such modeling advancements will not

improve the fit when the velocity offsets of the Lyα emission components are not

properly reproduced in the first place (e.g., the blue peak of HPS-194 and HPS-251).

7.5.2 Expanding Shells: the Right Model?

The expanding spherical shell model describing gaseous geometry and kine-

matics is appealing for star-forming galaxies due to its simplicity and physical mo-
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tivation. This model has recently received a great deal of attention in the literature

from an observational standpoint for interpreting Lyα line profiles of LAEs and

LBGs and their velocity offsets. Verhamme et al. (2008) had success in fitting

the Lyα line profiles of a sample of 11 LBGs (8 have EWLyα > 20 Å) observed

at R ≈ 2000 with expanding shell synthetic spectra. Their spectra were typically

constrained by systemic redshift measurements of non-resonant emission lines in

the low resolution FORS Deep Field spectra of Noll et al. (2004). They use the

physical parameters derived from those fits to explain several observed correlations

between various properties of the sample. Of their 11 galaxies, 7 display a Lyα

line with a single asymmetric peak. Their spectra are typically deep enough to de-

tect the continuum, so secondary peaks are not missed due to S/N limitations. The

remaining 4 galaxies show multiple-peaked morphologies similar to the Lyα spec-

tra of the LAEs presented here. Unlike for the single-peaked asymmetric profiles,

Verhamme et al. (2008) have difficulty fitting the double-peaked Lyα profiles with

the expanding shell model and typically require quasi-static gas kinematics, much

larger intrinsic Lyα line widths than are physical for non-AGN star-forming galax-

ies, or a large adjustment of the velocity zero-point (of & 200 km s−1) in order to

obtain a good fit.

Observing LBGs with existing Lyα data at an average spectral resolution of

∼ 370 km s−1 FWHM, Kulas et al. (2012) specifically targeted objects displaying

multiple-peaked Lyα spectra and followed-up on a sample of 18 objects with NIR

observations of optical nebular emission lines to constrain the sample’s zsys. They

observe various Lyα line profile morphologies and qualitatively compare composite
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spectra grouped by morphology with a coarse grid of synthetic spectra from the

same expanding shell Lyα radiative transfer code used here. In general, they found

that most features of the various multiple-peaked spectra could not be reproduced

by the models. The best match to the expanding shell model is their “Group 1”

profiles, which are qualitatively similar to the Lyα profiles in this work (see Figure

7.4). A high column density expanding shell model with NHI = 2× 1020 cm−2,

b = 40 km s−1, and Vexp = 100 km s−1 reproduces the large velocity offsets for their

composite “Group 1” LBG profile as well as the asymmetries. But, as observed in

Figure 7.7, the expanding shell model under-predicts the strength of their “Group 1”

composite’s blue emission component. Kulas et al. (2012) also measure the widths

and velocity offsets of IS absorption features. Assuming that the absorbing material

is part of the same outflowing shell through which Lyα photons scatter, the former

measure traces b while the latter is equivalent to Vexp. Indeed, they find qualitatively

that the best-fitting model spectrum has Vexp = 100 km s−1, which is comparable to

the 90 km s−1 blueshift of the “Group 1” IS absorption lines. However, their best-fit

value of b is lower than that estimated from the observed IS absorption line widths

for those objects by a factor of ∼ 7.

In addition to the aforementioned discrepancies between predicted Lyα line

profiles from the expanding shell model and observed double-peaked Lyα profiles,

the deep spectroscopy of faint LAEs from Rauch et al. (2008) has allowed for the

study of spatial Lyα surface brightness (SB) profiles. The Rauch et al. (2008) sam-

ple is comprised of several single-peaked, asymmetric Lyα spectral line profiles as

well as some that are double-peaked. Barnes & Haehnelt (2010) have predicted the
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SB profiles using radiative transfer models with various spatial and velocity config-

urations of the gas, including expanding shells. They find that Lyα radiative transfer

through an expanding shell typically results in a flat spatial SB profile, which is at

odds with the peaky composite profile of the faint LAEs in the Rauch et al. (2008)

sample. While the faint LAEs of Rauch et al. (2008) may be in a different class of

objects than the bright LAEs observed here, Rauch et al. (2011) have performed a

similar comparison to Barnes & Haehnelt (2010) with the spatial Lyα SB profiles

of single, bright LBGs having both single and double-peaked spectral line profile

morphologies. In both cases, Rauch et al. (2011) determine that the flat spatial SB

profile resulting from an expanding shell is inconsistent with the peaky Lyα SB

profiles with extended wings that are observed. They conclude that better represen-

tations of the observed Lyα SB profiles for bright LAEs are found by modeling a

point source of ionizing radiation within an optically thick, slowly expanding halo

of neutral gas rather than a shell.

In this work, examples of LAEs have been provided whose double-peaked

Lyα spectral line profiles are not well-reproduced by radiative transfer through ho-

mogeneous expanding shells. The largest discrepancies are the flux ratio Fred/Fblue

and the velocity offset of the blue component. Extrapolating from Figure 7.5, one

can decrease Fred/Fblue and reduce the blue component velocity offset qualitatively

in better agreement with the observed Lyα line profiles of these objects by decreas-

ing the shell’s Vexp well below 50 km s−1, which is the smallest value in the grid. For

this near-static case, the total velocity separation between the two emission compo-

nents straddling the systemic Lyα line center are to first-order given by twice the
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value calculated using Equation 7.6. From Equation 7.6, it can be seen that repro-

ducing the observed ∆vtot for essentially any value of b requires NHI ∼ 10−19 cm−2,

which is too low of a column density to simultaneously reproduce the large FWHM

of each peak and the extended red wings in the observed Lyα data (see Figures

7.5 and 7.7). Additionally, the Hα derived star formation rates (SFR; uncorrected

for dust; see Table 7.1) for these three galaxies are large for a typical LAE. Com-

bined with their small sizes (. 1.6 kpc; see Section 7.5.5) and dynamical masses

(see Rhoads et al. 2014), the resulting SFR surface density ΣSFR of these galax-

ies indicates that they should be driving strong outflows of > 50 km s−1 if Vexp is

comparable to the escape velocity (Heckman, 2002; Newman et al., 2012). This

strongly disfavors any quasi-static shell model.

Finally, to this point, the second blue emission peak in the spectrum of HPS-

256 and HPS-251 has been ignored and it was assumed that these two galaxies rep-

resent typical double-peaked LAE. If this assumption is invalid and the second blue

peak is Lyα emission from the same system, the expanding shell geometry can most

likely be immediately ruled out as the geometric and kinematic configuration of the

neutral gas distribution for these objects. Triple-peaked Lyα emission profiles can

be produced by the expanding or infalling9 shell geometry (cf., Figure 7.5), but not

with the observed relative strengths of the various components when considering

their respective locations relative to the velocity zero-point.

9The synthetic Lyα spectra produced by the shell geometry expanding at Vexp are also valid for a
shell infalling with the same velocity, in which the Lyα profile is reversed about ∆v = 0 km s−1

relative to the expanding case (Verhamme et al., 2006).
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7.5.3 Other Models

The aforementioned discrepancies between the expanding shell model and

the observations should lead towards considering different, or more complex gas ge-

ometries and velocity fields. These differences should include deviations away from

spherical symmetry, unity covering factors, and strictly outflowing gas. Works such

as Christensen et al. (2012) and Noterdaeme et al. (2012) incorporate multi-phase

media in their gas geometries to closely reproduce multiple-peaked Lyα line pro-

files. The former work is actually an expanding shell (whose parameters are within

the space covered by the grid: NHI ≈ 1018 cm−2, b ≈ 90 km s−1, Vexp≈ 50 − 100

km s−1) that includes dense neutral clouds distributed within a more ionized and

less dense “intercloud medium” inside the shell’s cavity. The latter work incor-

porates an overall inflowing velocity field with starburst driven bipolar outflowing

gaseous “jets” to account for the strong blueward Lyα emission they observe for a

double-peaked line profile. A similar model was adopted by Adams et al. (2009)

to constrain the spatially resolved 2-D Lyα emission from a z = 3.4 radio galaxy,

where ionized cones aligned with the galaxy’s radio axis are embedded in an in-

falling neutral halo.

Current state-of-the-art modeling efforts are post-processing galaxy mod-

els drawn from hydrodynamic and cosmological galaxy formation simulations with

Lyα radiative transfer codes (e.g., Zheng et al. 2010; Kollmeier et al. 2010; Barnes

et al. 2011; Verhamme et al. 2012; Yajima et al. 2013). For example, Barnes et al.

(2011) find that a typical halo contains a mixture of inflowing and outflowing gas

and that the relative contribution of each along the line of sight determines the rel-
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ative strength of the Lyα emission blueward (for inflow) and redward (for outflow)

of the velocity zero-point. As a result, the Lyα line profile can vary as a function

of viewing angle for the same halo. Also, Verhamme et al. (2012) post-processed

high resolution hydrodynamical simulations that follow the formation and evolu-

tion of isolated disk galaxies with a Lyα radiative transfer code. Their simulations

resolve the small-scale structure of the ISM (including the thick, fragmented clouds

in which stars form and the Lyα photons originate), which they find to be extremely

important in determining the galaxy’s Lyα properties. The clumpy disk galaxy they

model harbors an axially asymmetric, large-scale outflowing velocity field that is

mostly perpendicular to the disk. The asymmetric outflow aids in the escape of

Lyα photons and results in galaxy inclination strongly affecting the observed Lyα

emission in terms of the escape fraction and EWLyα, the Lyα SB distribution, and

the shape of the Lyα line profile. For edge-on orientations, they expect to observe

more symmetric double-peaked Lyα spectra as a result of little-to-no outflow along

the line of sight and the higher optical depth to the star-forming regions through the

disk. For increasingly face-on orientations, increasing EWLyα and asymmetry be-

tween the two emission peaks should develop as the outflowing gas perpendicular

to the disk gains a larger velocity component along the line of sight. While typical

star-forming galaxies at z∼ 2.4 are likely not disks in the classical sense (e.g., Law

et al. 2012b) and probably do not have bipolar outflows (e.g., Law et al. 2012a),

the more realistic treatment of galactic systems by Verhamme et al. (2012) has

shown the importance of considering Lyα radiative transfer on small-scales within

the ISM. Expanding shells modeling large-scale galactic outflows do not capture
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Figure 7.8 CANDELS HST images (Koekemoer et al., 2011) of the three LAEs,
which show the stellar continuum morphologies of each galaxy. The top row shows
ACS/WFC F606W images (which probe the rest-frame UV at ∼1800 Å) and the
bottom row shows WFC3/IR F160W images (rest-frame optical at∼4700 Å). Each
panel is 2.5′′×2.5′′ (21×21 kpc at z∼ 2.4) in size, and their positions are indicated
in the wider field Subaru V band images shown in Figure 7.1 by the thick black
boxes.

such physics, which may be an additional cause for the discrepancies observed here

between the expanding shell model predictions and the spectrally resolved Lyα line

profiles of the three LAEs.

7.5.4 Does ∆vLyα Indicate the Magnitude of Vexp?

Many studies have used the results of Lyα radiative transfer through ex-

panding shells to help explain the observed velocity offsets of the Lyα emission

line from zsys for star-forming galaxies and further to constrain the velocity of their

large-scale outflows (e.g., McLinden et al. 2011; Finkelstein et al. 2011b; Yang

et al. 2011; Hashimoto et al. 2013; Guaita et al. 2013; Song et al. 2014). The analy-
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sis in Section 7.4.3 of the spectrally resolved, multiple-peaked Lyα emission of the

three LAEs presented here shows that it is difficult to constrain some of the phys-

ical parameters of each galaxy’s outflowing gas. This is especially true since even

the best-fitting expanding shell radiative transfer models show major discrepancies

when compared to the resolved Lyα spectra. Given these discrepancies, it is of note

that NHI and b appear to be much better constrained than Vexp. For each galaxy,

the best-fitting model has NHI = 1018 cm−2 and a high value of b as a result of their

strikingly similar values of ∆v0,red and FWHMred . In addition, as can be seen in

Figure 7.5, there is little change in the position of the dominant redward Lyα peak

over the range 50<Vexp (km s−1)< 200 for an expanding shell model with low neu-

tral column density (i.e., NHI . 1020 cm−2; see Section 7.4.2). Especially since this

strong redward peak dominates the observed Lyα line profile at low spectral reso-

lution and/or S/N, it appears that Vexp has the least influence on ∆vLyα of the three

physical parameters that were modeled for a galaxy with low neutral gas column

density.

Several of the aforementioned studies (McLinden et al. 2011; Finkelstein

et al. 2011b; Guaita et al. 2013; Song et al. 2014) do in fact utilize a lower spectral

resolution that is similar to the HPS when observing Lyα such that objects with

line profiles similar to those presented here are unresolved (see Figure 7.3). In

cases for objects with multiple-peaked Lyα line profiles with ∆vtot less than the

instrumental resolution, much of the information that is encoded in the multiple-

peaked profile is lost and the only measurable quantity from the line profile becomes

zLyα (or ∆vLyα when a measure of zsys exists). The instrumental effect of observing
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an intrinsically asymmetric emission line at low resolution was previously noted in

which the peak flux can can be biased in the direction of the extended emission tail

(see Section 7.3.2.2). As a result of the loss of information, the measured ∆vLyα for

an unresolved line becomes a convoluted function of many parameters, including

the line of sight velocity field, column density, and the temperature of the neutral

gas in addition to parameters that were not explored in the models, such as dust

content. Even when ignoring the possible effects of the IGM on the Lyα line profile

(e.g., Dijkstra et al. 2006b; Laursen et al. 2011), the matter is further complicated

when considering Lyα radiative transfer through more realistic models of the gas

distribution and velocity fields for galaxies (see the previous subsection). These

models, which do not have spherically symmetric gas distributions, indicate that

viewing angle should also be an important parameter in determining the degree

of flux asymmetry between the multiple peaks, which can affect the value of the

measured ∆vLyα.

As a result of all of these factors, attempts to equate the velocity offsets from

systemic that are observed in Lyα spectra to physical outflow speeds need to be

treated with extreme caution. The importance of observing Lyα with high spectral

resolution is also stressed in order to extract the maximum amount of information

from the line profile. It should be noted, however, that while the magnitude of

the inflow or outflow speed is not yet clearly a measurable quantity from the Lyα

line profile even when spectrally resolved, the detection and sign of a non-zero

∆vLyα does at least indicate presence of an outflow (neglecting IGM absorption) or

potentially inflow (for blueshifted Lyα emission) along the line of sight.

411



7.5.5 Clues from Spatially Resolved Data

In Figure 7.8, CANDELS HST ACS/WFC F606W and WFC3/IR F160W

images are shown of the three LAEs, which probe the rest-frame UV (∼1800 Å;

this wavelength traces recent star formation through the continuum emission of

young, massive stars) and rest-frame optical (∼4700 Å), respectively. As expected

from near-UV HST morphological studies of LAEs at similar redshift (e.g., Bond

et al. 2012; Law et al. 2012a), the galaxies are compact with half-light radii10 re =

1.6, 1.1, and 0.7 kpc for HPS-194, HPS-256, and HPS-251, respectively, at ∼2400

Å (Leauthaud et al., 2007).

At the spatial resolution of the HST, two of the galaxies (HPS-194 and HPS-

251) are shown to have a companion continuum source at . 1′′ distance:

HPS-194: This galaxy consists of a compact source to the north-west with

a possible tidal tail reaching towards the north (this is visible as small clumps in the

rest-frame UV image and is a very pronounced continuous feature in the rest-frame

optical image). A more diffuse companion is located ∼ 0.6′′ to the south-west in

projection (∼ 5 kpc if the sources are at the same redshift). As seen in Figure 7.1, the

NIRSPEC slit used by Finkelstein et al. (2011b) is aligned along the two sources.

However, Hα emission is not detected from the fainter source. As will be presented

in Section 8.2.3, deeper NIR spectra were obtained of HPS-194 with the Folded-

port InfraRed Echellette (FIRE; Simcoe et al. 2013) at the 6.5 m Magellan Baade

telescope. Like the NIRSPEC data, the slit was aligned along the two sources,

10COSMOS ACS I-band Photometry Catalog, June 2008 Release
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and the diffuse companion’s rest-frame optical emission lines were not detected.

Although it cannot be confirmed from the available data if the compact and more

diffuse sources lie at the same redshift, the disturbed, asymmetric morphology and

possible tidal feature emanating from the north-west compact source is suggestive

of an ongoing or recent merger event.

HPS-251: This galaxy has a fainter, compact companion located ∼ 1.0′′

(∼ 8 kpc) to the south-south-west in projection. Like HPS-194, the NIRSPEC slit

used by Song et al. (2014) is aligned along the two sources. Unfortunately, two

of the positions of the ABBA dither pattern positioned the dimmer source on the

bottom edge of the slit, yielding insufficient S/N in the final 2-D spectrum at the

position of the companion. However, follow-up observations using FIRE that are

presented in Section 8.2.3 have confirmed detections of [O III] λ4959 and [O III]

λ5007 for both sources at the same redshift. A 2-D FIRE spectrum showing these

two emission lines for each source can be seen in Figure 7.9. At the projected

distance of ∼ 8 kpc, the two components of HPS-251 are clearly interacting and

will eventually merge.

While HPS-256 does not have a companion within 1′′, it does have several

nearby continuum sources within ∼ 4′′ to the south-east in projection (∼ 33 kpc if

the sources are at the same redshift; see Figure 7.1). However, these sources are out-

side of the Mitchell Spectrograph’s fiber and the NIRSPEC slit used by Finkelstein

et al. (2011b) was not aligned to include them.

Cooke et al. (2010) explored the Lyα properties of close LBG pairs and

found that all showed Lyα in emission when the projected separation was . 15
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Figure 7.9 A section of the FIRE echellogram showing the spectra of the [O III]
λ4959 and [O III] λ5007 emission from HPS-251 and its nearby companion. At
left is a CANDELS HST WFC3/IR F160W image of the field with the positions of
the FIRE slit in the A (blue) and B (red) dither positions. At right is the echellogram
section displayed as an A − B difference image, which shows clear detections of the
[O III] λ4959 and [O III] λ5007 emission lines for both continuum sources in the
slit at the same redshift. The [O III] λ5007 emission line is partially obscured by
a night sky emission line. Nevertheless, this spectrum confirms that HPS-251 is a
merger in progress. The FIRE data reduction is described in Section 8.2.3.

kpc. Their work supports the picture of galaxy-galaxy interactions triggering star-

formation and clearing gas and dust sufficiently for the Lyα photons produced in

the starburst to escape the galaxies with high EWLyα. Cooke et al. (2010) also find

that while the 1-D spectra of the close LBG pairs are often double-peaked, they

are resolved spatially into two distinct offset Lyα lines and corresponding continua

in 2-D spectra. For HPS-194 and HPS-251, this may be an alternative explanation

for the multiple-peaked Lyα emission and why the expanding shell models poorly

represent the data. However, the fiber-based Lyα spectra presented here are spa-

tially unresolved on the sky, so potential spatial offsets of the spectrally resolved

Lyα emission components cannot be readily investigated for these galaxies with

the current data. As seen in Figure 7.1, the potential companion sources for HPS-

256 and the confirmed companion to HPS-251 are located outside of the Mitchell
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Spectrograph’s fiber, even when considering the RMS pointing uncertainty. Yet,

the multiple-peaked Lyα line profile morphology is still observed. This makes it

more likely that the multiple-peaked and asymmetric nature of the Lyα line for

these galaxies is a consequence of radiative transfer effects in a non-static medium

rather than being the result of the integrated Lyα emission from multiple sources at

similar redshift.

Since all three galaxies have at least one nearby continuum source within a

projected distance of . 33 kpc and one of the galaxies has a confirmed companion

within ∼ 8 kpc, a possible link between galaxy-galaxy interactions and luminous

Lyα emission should not be ignored. This has recently been explored in the context

of LABs by Yajima et al. (2013) who post-process hydrodynamical simulations

of gas-rich binary major mergers with a three-dimensional radiative transfer code.

These authors find that such mergers produce copious Lyα emission (with Lyα

luminosity LLyα∼ 1043−44 erg s−1) that is extended over 20-50 kpc at z∼ 3 as a result

of shocked gas and the starburst induced by the gravitational interaction. These

properties are similar to typical z ∼ 3 LABs (e.g., Matsuda et al. 2006). Due to

the observational and selection methods utilized in the HPS (Adams et al., 2011),

the LLyα observed for the three LAEs (∼ 1043 erg s−1; see Table 7.1) is of the same

order as that predicted by the Yajima et al. (2013) simulations. Additionally, the

total velocity widths of the Lyα emission for HPS-194, HPS-256, and HPS-251

are 667, 612, and 884 km s−1, respectively (Adams et al., 2011), which are each

comparable to the median value of 780 km s−1 for the LABs of Matsuda et al.

(2006). However, since the Lyα spectra presented in this work supply no spatial

415



information, one cannot currently assess the extended nature of the three LAEs

individually. The HPS data is also of limited use in this regard due to the coarse

spatial resolution and limited depth of the survey (an upper limit of 7.5′′ FWHM,

which corresponds to the spatial resolution limit of the HPS, can be placed on each

LAE’s size; Adams et al. 2011). Future deep, spatially resolved Lyα spectra will be

useful in determining if the LAEs are significantly extended, which would provide

further evidence for the interaction scenario based on the simulations by Yajima

et al. (2013).

Recently, Rhoads et al. (2014) used measurements of the SFR of bright

LAEs (HPS-194 and HPS-256 were among the galaxies in their sample) along with

measurements of their dynamical mass (which were assumed to be the upper limit

of their gas mass) and sizes to compare such galaxies to existing star formation scal-

ing relations. Daddi et al. (2010) established that there are two distinct sequences

of star formation in the Kennicutt-Schmidt ΣSFR vs. gas mass density Σgas plane

(e.g., Kennicutt 1998): a temporally extended sequence for "normal" star-forming

disk galaxies, and a more rapid sequence for starburst galaxies that was determined

from measurements of sub-millimeter and ultraluminous infrared galaxies (SMGs

and ULIRGs, respectively). The latter scaling relation is offset above the former

by 1.1 dex in the ΣSFR vs. Σgas plane. This bimodality between the star formation

sequences of starburst and normal star-forming galaxies is largely due to the use of

a bimodal conversion factor αCO = Mgas/LCO used to convert the observed carbon

monoxide line luminosity LCO to gas mass Mgas (αCO = 4.6 for normal star-forming

galaxies and 0.8 for starburst galaxies). The measurements by Rhoads et al. (2014)
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suggest that LAEs lie above the scaling relation for normal star-forming galaxies

and are consistent with the Daddi et al. (2010) starburst sequence at the > 3σ level.

Thus, LAEs appear to form stars more rapidly than a typical star-forming galaxy

at a given Σgas. Note that the bimodality of αCO has recently been challenged by

the simulations of Narayanan et al. (2012). These authors show that while αCO is

systematically different for varying local galaxy conditions (e.g., metallicity and

surface density), it varies smoothly among them. The result is a continuous, uni-

modal star formation scaling relation where the highest ΣSFR disk galaxies overlap

with the inferred mergers (i.e., starburst galaxies). The measurements for LAEs by

Rhoads et al. (2014) show that LAEs occupy a region in the ΣSFR vs. Σgas plane

bounded by 0 . logΣSFR . 1.3 and 2 . logΣgas . 3.2. Data points within this

bounded area are consistent with the scatter in the continuous star formation scal-

ing relation of Narayanan et al. (2012) and lie in a region of elevated SFR density

occupied by both high-z disk galaxies and inferred mergers (i.e., low-z ULIRGs

and high-z SMGs). Thus, the star formation observed for luminous LAEs is con-

sistent with (but not necessarily suggestive of) that expected from an interacting or

merging system.

In this scenario, interactions could be responsible for dispersing gas and

dust and allowing Lyα photons to escape through low column density (i.e., low op-

tical depth) “windows” in the overall neutral gas distribution. Combined with a low

dust optical depth, the gravitationally induced burst of star formation could result in

the luminous Lyα emission observed here in addition to driving a strong large-scale

outflow. Lyα radiative transfer through the dispersed (i.e., lower NHI) outflowing
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gas could give rise to the asymmetric, multiple-peaked Lyα line profiles with small

Lyα velocity offsets, as compared to the Lyα spectra of LBGs that typically have

large velocity offsets and smaller EWLyα. Interaction-induced inflows of gas (result-

ing in star formation or shocks) along the line of sight could also help to enhance the

Lyα flux blueward of the line center. Additionally, multiple blueward Lyα peaks

(such as that observed for HPS-256 and HPS-251) could also be produced from

shocked and/or fluorescing gas that is infalling along different sight lines. The large

blueshift (∼ 1000 km s−1) of these Lyα peaks, however, likely indicates that such

emitting material is not yet bound, unless radiative transfer effects couple favorably

with the dynamics of the system to produce such large velocity offsets relative to the

systemic velocity of the LAE’s H II regions. To verify an interaction-based scenario

for luminous LAEs, a larger sample of galaxies with confirmed redshifts for nearby

companion continuum sources and spatially resolved Lyα spectra are needed. 11

The irregular nature of these galaxies’ continuum morphologies and the con-

firmed and potential interactions with nearby companions may suggest that signif-

icant deviations away from Lyα point sources and spherical gas distributions and

velocity fields are necessary for properly modeling Lyα radiative transfer through

neutral gas on the galactic and circumgalactic scale. This conjecture is especially

11 After the work presented in this chapter was published, Shibuya et al. (2014a) presented a study of
426 LAEs with HST imaging in the I and H-bands, and found that EWLyα decreases as the merger
fraction increases. They estimate the merger fraction using the “close-pair” method (i.e., counting
the number of sources within a given radius of the LAE) and separately using a non-parametric
quantification of the asymmetry of the LAEs’ continuum light distribution. While their results
counter the scenario discussed here, it is noted that the merger fraction estimates of Shibuya et al.
(2014a) are not sensitive to mergers along the line of sight. Such mergers would be more likely
to induce a significant radial velocity component to the gas along the observer’s sight line, which
can result in an increase in Lyα emission that escapes in the observer’s direction.
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intriguing given that the two galaxies that are most poorly represented by the spher-

ical expanding shell model Lyα spectra (i.e., HPS-194 and HPS-251) are the same

two galaxies with the strongest evidence of an interaction.

7.6 Chapter Conclusions

In this chapter, follow-up optical spectra have been obtained for three LAEs

drawn from the HETDEX Pilot Survey (Adams et al., 2011) with sufficient spectral

resolution to resolve the Lyα emission line. With no preselection other than FLyα >

10−16 erg s−1 cm−2 (which corresponds to LLyα & 1043 erg s−1 at z∼ 2.4), it is found

that all three galaxies at 120 km s−1 FWHM spectral resolution display multiple

Lyα emission peaks. Using the NIR spectra of these galaxies’ rest-frame optical

emission lines from Finkelstein et al. (2011b) and Song et al. (2014), the velocity

structure of the Lyα emission relative to the systemic redshift of each galaxy has

been determined. The main results are as follows:

1) The prominent double-peaks of the Lyα emission line for each LAE

straddles and is asymmetric about the velocity zero-point. The strongest emission

peak is redshifted by 176 km s−1 on average relative to the systemic velocity and

its velocity offset and basic shape are strikingly similar among the three galaxies in

the sample. Larger variations from galaxy to galaxy are observed in the emission

blueward of the systemic velocity, including two of the three galaxies that display

two separate weak blueshifted emission peaks. The most blueshifted of these weak

peaks for these two galaxies is offset from the systemic redshift by ∼ 1000 km s−1.

However, the velocity offset of the redward peak and the peak-to-peak velocity sep-
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aration between the two most prominent peaks that straddle the velocity zero-point

are ∼ 2× smaller for each LAE than the same measurements made on average for

Lyα emitting LBGs with similar Lyα line profile morphologies. This is true even

when taking into account the spectral resolution differences for each sample.

2) The Lyα spectra were compared with the predicted line profiles of a grid

of Lyα radiative transfer models in the popular and relatively idealized spherical

expanding shell geometry to model large-scale galactic outflows. In contrast to the

findings of works such as Verhamme et al. (2008) for single-peaked asymmetric

Lyα line profiles, several key discrepancies are observed between the best-fitting

models and the data. Visually, the redshifted Lyα emission component is acceptably

reproduced by models with low column density of neutral gas (NHI = 1018 cm−2).

However, the blueshifted emission component ubiquitously has too little flux as

compared to the data and has an incorrect velocity offset relative to the systemic

velocity for two of the three galaxies (HPS-194 and HPS-251). Additionally, Lyα

radiative transfer through an expanding shell cannot produce the highly blueshifted

emission peak that is observed for HPS-256 and HPS-251.

3) Based on the above analysis, equating an observed velocity offset of Lyα

directly with an outflow or inflow velocity is cautioned against, especially at low

spectral resolutions where the Lyα line profile is unresolved and the intrinsic asym-

metry of the emission line can bias the velocity offset measurement. The measured

velocity offset, especially for unresolved Lyα spectra, is a complex function of

many parameters describing the neutral gas, especially the column density NHI due

to its large dynamic range and ability to significantly change the width and asym-
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metry of the emission components. Additionally, the Lyα line profile shape and the

resulting velocity offset can also be highly dependent on the viewing angle for more

realistic, non-spherical gas geometries.

4) For luminous LAEs with LLyα & 1043 erg s−1, like those in the HPS LAE

sample, galaxy-galaxy interactions may play a significant role in producing and

aiding the escape of copious Lyα photons and in shaping the emergent line profile

by inducing star formation and clearing gas and dust (however, see Footnote 11).

Such gravitational interactions may cause deviations away from spherical neutral

gas geometries and velocity fields, such as those modeled in the expanding shell

radiative transfer simulations. The effects of a non-spherical outflow in addition to

simultaneous inflow of neutral gas, as well as smaller-scale Lyα radiative transfer

effects within the ISM that are not captured in the expanding shell model could

all contribute to the discrepancies observed here between the Lyα spectra of these

galaxies and the predictions of the models.

In the next chapter, this study will be extended to obtain spectrally resolved

Lyα line profiles of a larger sample of ∼ 30 LAEs with high EWLyα and LLyα using

multi-object techniques. Of particular importance will be the ability to obtain at

least one dimension of spatial information. The combination of a larger sample and

>1-D spectra will allow not only an investigation of the frequencies of various Lyα

line profile morphologies among this unique sample, but also an investigation of

the spatial distribution and possible extended nature of the Lyα emission. The latter

may provide important constraints on the emission and escape mechanisms of Lyα

photons from these systems.
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Chapter 8

The Lyα Emission of Luminous Lyα Emitting
Galaxies at 2.0< z< 3.5: A Statistical Sample 1, 2

Chapter Abstract

High quality spectra of the Lyman-α (Lyα) emission from 38 star-forming Lyα

emitting galaxies (LAEs) at redshifts of 2.0< z< 3.5 are presented with 150 km s−1

(full width at half maximum) spectral resolution. The LAEs, which are compiled

from recent surveys in the Cosmic Evolution Survey field, are very luminous in

Lyα (∼ 1043.1 erg s−1), and have high Lyα equivalent width (∼ 79 Å) and Lyα es-

cape fractions ( fesc,Lyα ∼ 0.53). Hubble Space Telescope imaging is available for all

LAEs in the sample, as well as previously published spectral energy distribution fit-

ting results for most. The Lyα emission line profiles are found to be divided evenly

between single-peaked and double-peaked profiles. More complex Lyα emission

is observed for ∼ 10% of the sample, and ∼ 13% have individual detections of

Lyα emission scattered beyond the extent of the ultraviolet (UV) continuum. The

merger fraction is estimated to be ∼ 36%, but the morphology of the Lyα profile

1The study presented in this chapter is based on preliminary results that are previously unpublished.
Additional individuals that contributed significantly to the work described in this chapter include
Guillermo A. Blanc and Gary J. Hill.

2This chapter includes data gathered with the 6.5 m Magellan Telescopes located at Las Campanas
Observatory, Chile.
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does not significantly depend on the broadband counterpart’s merger status. Sys-

temic redshifts for 14 LAEs are measured via detections of [O III] λ5007 or Hα

emission. The average velocity offset from systemic of the primary Lyα emis-

sion peak (i.e., the redder emission component for all double-peaked profiles) is

∆vLyα ≈ 125 km s−1, which is found to be systematically smaller for single-peaked

LAEs compared to those with double-peaks. For double-peaked profiles, the ve-

locity separation of the two Lyα emission components ∆vtot is observed to be pos-

itively correlated with the width of the strongest Lyα peak and anti-correlated with

its asymmetry. Additionally, the line width and ∆vtot correlate with several physical

galaxy parameters, including anti-correlations of both with fesc,Lyα and positive cor-

relations of both with the UV star formation rate. Using additional double-peaked

Lyα emission line profiles in the literature for galaxies selected by a range of meth-

ods at various redshifts, a strong positive relation is found between ∆vtot and ∆vLyα.

These results strongly suggest that the neutral hydrogen column density is the pri-

mary regulator of Lyα escape, although contributions from other factors (such as

galactic-scale outflows) must be considered to explain the significant scatter ob-

served in the various detected correlations. Ultimately, this sample provides a uni-

form compilation of Lyα emission line properties and physical galaxy properties to

which future advanced Lyα radiative transfer modeling efforts can be compared.

8.1 Chapter Introduction

Motivated by the science drivers discussed in Section 1.3 and by the re-

sults of the previous chapter, a large sample of spectrally resolved Lyman-α (Lyα)
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emission line profiles of luminous Lyα emitting galaxies (LAEs) at redshifts of

2.0 < z < 3.5 is presented in this chapter, along with an ensemble of measured

physical properties for each galaxy. As discussed in Section 1.3, this redshift range

is important because it allows for an independent measurement of the systemic ve-

locity of the system and of the line profiles of non-resonant rest-frame optical emis-

sion lines that are redshifted into the near-infrared (NIR) and trace the dynamics

of the ionized hydrogen (H II) regions where the Lyα photons are initially emitted

(e.g., Steidel et al. 2010; McLinden et al. 2011; Finkelstein et al. 2011b; Kulas et al.

2012; Hashimoto et al. 2013; Shibuya et al. 2014b; Erb et al. 2014; Hashimoto et al.

2015). As shown in Chapter 7 and elsewhere in the literature (e.g., Verhamme et al.

2008; Kulas et al. 2012; Hashimoto et al. 2015), these measurements are crucial for

minimizing degeneracies in the interpretation of the observed Lyα emission line

profiles and their comparison to Lyα radiative transfer models. The goal of this

large sample is to enable a future self-consistent analysis of both the observed Lyα

line profiles and model neutral gas distributions to find trends in various parameters

spaces that might allow the statistical discrimination of different model families.

This will eventually allow constraints to be placed on the structure and kinemat-

ics of the interstellar medium (ISM) and circumgalactic medium (CGM) of high

redshift star-forming galaxies.

This chapter is outlined as follows: in Section 8.2, the sample selection and

the spectroscopic observations of the Lyα emission of ∼ 40 LAEs at 2.0 < z < 3.5

are described. Ancillary data are also described, including NIR observations of

rest-frame optical emission lines that provide systemic redshifts for a subset of the
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sample, as well as a wealth of other physical properties from the literature that

are derived from spectral energy distribution (SED) fitting, ultraviolet (UV) contin-

uum measurements, and morphological measurements. In Section 8.3, the observed

Lyα emission is classified by its spectral and spatial properties and quantitatively

characterized. In Section 8.4, the non-Lyα physical properties of the sample are

presented. In Section 8.5, the dependencies of the galaxy physical properties on

the Lyα classification schemes are examined, and observed correlations within the

sample are presented in Section 8.6. The general results are summarized and dis-

cussed in Section 8.7, and concluding remarks are provided in Section 8.8. Finally,

unless otherwise noted, the 95% confidence level is used to determine statistical

significance for hypothesis testing throughout this chapter.

8.2 Observations and Supporting Data
8.2.1 Sample Selection

The objects comprising the larger sample of LAEs presented here will be

primarily drawn from the Hobby-Eberly Telescope Dark Energy Experiment (HET-

DEX) Pilot Survey (HPS; Adams et al. 2011), which was carried out with McDon-

ald Observatory’s Harlan J. Smith 2.7 m telescope and the Mitchell Spectrograph

(Hill et al., 2008a) in preparation for the upcoming HETDEX survey (Hill et al.,

2004a). The HPS is a ∼169.23 arcmin2 (1.03×106 Mpc3) blind integral field unit

survey in which 105 LAEs were discovered via their strong Lyα emission at red-

shifts 1.9< z< 3.8 in four separate extragalactic survey fields. Of these 105 LAEs,

6 have an associated X-ray detection that suggests activity from active galactic nu-
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clei (AGNs) as the source of the strong Lyα emission. The remaining 99 LAEs are

classified as normal star-forming galaxies whose luminous Lyα emission is primar-

ily powered by the photoionization of neutral gas due to the strong UV radiation

of young, massive main sequence stars in H II regions. To obtain high signal to

noise follow-up observations of the Lyα line profiles for a large number of HPS

galaxies with moderate spectral resolution, long exposure times will be needed on

even a large telescope. In addition, multi-object techniques must be employed to

efficiently complete such an observing program. To maximize the number of HPS

targets available for potential simultaneous inclusion onto a multi-object slit mask,

observational efforts were focused on the HPS survey area within the Cosmic Evo-

lution Survey field (COSMOS; Scoville et al. 2007), which comprises ∼ 42% of

the HPS total survey area and inside of which ∼ 52% of the HPS LAEs were dis-

covered.

Since the HPS was designed to test the basic observational parameters of

the full HETDEX survey (which is optimized for precision cosmology; Hill et al.

2008b), its large volume and relatively shallow limiting depth result in a very

unique sample of LAEs. With a typical 5σ limiting line flux of ∼ 4× 10−17 erg

s−1 cm−2 (Adams et al., 2011), the lower limit on the Lyα luminosity (in erg s−1) is

log(LLyα) ≈ 42.4 at z ≈ 2.5. The median log(LLyα) of the HPS star-forming LAE

sample is 43.0 with a maximum of 44.0 (Blanc et al., 2011). By comparison, the

sample of 2.2< z< 3.1 LAEs studied by Erb et al. (2014) have a median log(LLyα)

of 41.9 and range from 41.2 to 42.7.

Another factor that is unique to the HPS is the extremely coarse spatial
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resolution delivered by the Mitchell Spectrograph when coupled to the Smith 2.7

m telescope (e.g., a single spatial resolution element subtends 4.24′′ in diameter).

This causes an uncertainty in the association of broadband counterparts with the

discovered emission line sources. As a result, Adams et al. (2011) implemented a

maximum likelihood algorithm for assigning association probabilities to broadband

counterparts near each emission line source in the catalog. The sum of the associ-

ation probabilities of the two highest likelihood broadband counterparts is usually

> 0.9, but rare cases do exist where the most likely scenario is consistent with

there being no associated broadband counterpart (implying a very high emission

line equivalent width). For the HPS star-forming LAE sample, the median r-band

magnitude of the most likely continuum counterparts is 24.56 mag (1σ = 0.94 mag).

Given this distribution, ∼ 82% of the HPS star-forming LAE sample is sufficiently

bright in the continuum to be considered LBGs in most photometric surveys (e.g.,

r . 25.5 mag; Steidel et al. 2004).

Some other notable characteristics of the star-forming HPS LAE sample in-

clude a median rest-frame Lyα equivalent width (EWLyα) of 73 Å, with individual

galaxies spanning from only 14 Å to > 240 Å, which is the canonical maximum

value that is allowed by a normal stellar population (i.e., one with near-solar metal-

licity and a Salpeter 1955 initial mass function; Charlot & Fall 1993; Malhotra &

Rhoads 2002). The sample exhibits low dust extinction with a median reddening

E(B−V ) of 0.13 mag (Blanc et al. 2011, assuming a Calzetti 2001 attenuation law),

which is comparable to that found in narrowband Lyα surveys at similar redshifts

(e.g., Nilsson et al. 2009). In addition, the median stellar mass of the sample is
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9.3×108 M� (Hagen et al., 2014). This is a typical low value that is often associated

with LAEs, but the range of stellar masses for the sample spans from∼ 107.5 M� to

∼ 1010.5 M�. From the selected HPS LAEs for which NIR follow-up observations

of rest-frame optical nebular lines have been obtained, the sample appears to exhibit

low gas-phase metallicity, and may on average lie below the mass-metallicity rela-

tion for continuum-selected star-forming galaxies at a given redshift (Finkelstein

et al., 2011b; Song et al., 2014).

For inclusion onto the multi-slit masks, objects were selected from the over-

all HPS star-forming LAE sample to avoid spatial conflicts associated with the

arrangement of the individual spectra on the spectrograph charge-coupled device

(CCD) detector while simultaneously maximizing the total number of objects on

the mask for a given slitlet length. For target selection, objects with previous NIR

follow-up detections (i.e., from Song et al. 2014, or from new observations that

will be presented below in Section 8.2.3) were given the highest priority since these

objects have confirmed counterpart coordinates and have observations of at least

one optically thin emission line from which the systemic redshift of the galaxy can

be measured. The remainder of the HPS LAEs within the COSMOS field are pri-

oritized in descending order of their broadband counterpart association probability

from Adams et al. (2011). Since the slit mask was fabricated and the telescope posi-

tioned such that the slits are placed on the coordinates of the most likely continuum

counterpart, HPS LAEs with a counterpart association probability of < 0.2 were

not considered for follow-up observations. The exception to this are five slitlets re-

served for HPS objects for which the most likely scenario is no association with any
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continuum counterpart. For these objects, the slits will be placed on the coordinates

of the Lyα centroid as determined from the HPS data. Since there were a total of

11 objects in the HPS for which no continuum counterpart association was the most

likely scenario, detecting these objects will help confirm sources with extremely

high EWLyα given an extremely faint and undetected broadband counterpart (see

Appendix C). Once the maximum number of HPS LAEs are included on the mask,

remaining space is filled by selecting objects from the catalog of 187 narrowband-

detected LAEs from Nilsson et al. (2009) at z = 2.25± 0.11 (the range in redshift

corresponds to the full width at half maximum of the narrowband filter used in their

survey). The comoving survey volume and 5σ limiting Lyα luminosity of that sur-

vey is similar to the HPS at 0.3×106 Mpc3 and log(LLyα) = 42.36, respectively. As

a result, these LAEs (referred to hereafter by the prefix “N09”), exhibit a similar set

properties as those of the HPS star-forming sample (Blanc et al., 2011).

8.2.2 Optical Spectroscopy with Magellan/IMACS

Optical (rest-frame far UV) spectra of LAEs in the COSMOS field cen-

tered at R.A. = 10:00:32.70, Dec. = +02:12:30.39 were obtained using the Inamori-

Magellan Areal Camera & Spectrograph (IMACS; Dressler et al. 2011) on the 6.5 m

Magellan-Baade telescope located at Las Campanas Observatory in northern Chile.

Using the IMACS f/4 “long” camera, a 15.4′×15.4′ unvignetted field can be im-

aged on the 8k×8k “Mosaic3” detector array that consists of eight 2k×4k E2V

CCDs with 15 µm pixels at an unbinned image scale of 0.11′′ px−1. Although

slightly variable between CCD chips, the readout mode utilized here provided an
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average gain of 0.87 e− ADU−1 and an average read noise of 3.7 e−. To achieve

a sufficiently high spectral resolution for resolving the Lyα line profiles of LAEs

within the redshift range covered by the HPS, the 600 line mm−1 reflection grating

was used, which provides a spectral coverage of 3650 < λ (Å) < 6750 at 0.38 Å

px−1 dispersion. Combined with a 0.7′′ slit width (which is comparable to the ex-

cellent seeing conditions that are typical at Las Campanas), the spectral resolution

is 2.4 Å (full width at hald maximum; FWHM). For Lyα observed at z = 2.5, this

corresponds to R≈ 1760, or 170 km s−1 FWHM. Given this slit width, the detector

array was binned by a factor of two in both the spectral and spatial dimensions,

yielding a spatial image scale of 0.22′′ px−1 and a slit width that spans 3.2 pixels in

the spectral direction.

8.2.2.1 Description of Observing Runs

The IMACS observations took place over two separate observing runs, the

first of which was on UT 2012 January 24 in photometric conditions with 0.90′′

FWHM typical seeing. The slit mask for Run 1 contained 0.7′′ wide × 6′′ long

slitlets for 45 LAEs: 35 from the HPS in addition to 10 N09 objects. Of the 35

HPS slitlets, five were wider (1′′ wide × 6′′ long) to help maximize the chances

of a detection for the HPS objects for which no continuum counterpart was clearly

associated. In addition to the object slitlets, the slit masks contain a set of seven 4′′×

4′′ boxes that are centered on field stars for mask alignment, which in spectroscopic

mode produce a set of stellar spectra that are observed concurrently with the science

data and whose resolution is seeing-limited. These stellar spectra will prove useful
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later for both flux calibration and for characterizing the spectrograph point spread

function (PSF). Measurements of the positions of the mask alignment stars relative

to the centers of the boxes indicate that the mask was aligned to within 0.15′′ root

mean square (RMS).

The majority of the data on the second observing run was gathered on UT

2014 January 31 with additional data taken on UT 2014 February 1. Both nights

offered clear conditions with an average seeing of 0.85′′ FWHM. The slit mask for

Run 2 also contained 0.7′′ wide × 6′′ long slitlets, but for 33 total LAEs: 24 from

the HPS and 9 N09 LAEs. Of the HPS LAEs on the mask for Run 2, nine were

also on the mask for Run 1. These nine LAEs were not detected in the first ob-

serving run, in most cases because the broadband continuum counterpart on which

the slit was placed was not the correct one. For these objects in Run 2, the slit was

instead placed on the coordinates of the next most likely broadband counterpart.

Since such non-detections provide an evaluation of the assignment of broadband

continuum counterpart association probabilities for LAEs in the HPS catalog, they

will be considered further in Appendix C. Like the mask for Run 1, the slit mask for

Run 2 also contains a set of seven 4′′×4′′ boxes that are centered on field stars for

mask alignment. The alignment error of the mask for Run 2 was comparable to that

for Run 1 (0.15′′ RMS). In total between the two runs, 50 unique HPS LAEs were

targeted out of the 55 in the region of the COSMOS field surveyed by the HPS, in

addition to 19 unique LAEs from the sample of Nilsson et al. (2009).

For Run 1, a total of 7×2700 sec exposures were taken on the science field

for a total integration time of 5.25 hours at an average airmass of 1.343. Each

432



subexposure was bracketed by helium arc lamp calibration frames for wavelength

solution determination and spectral mapping. For flat field corrections, it was found

that the repeatability of the mask insertion was not sufficient for taking a single set

of flat field images at the beginning or end of the night. Additionally, the red intrin-

sic spectrum of the available quartz lamps did not provide sufficient signal for the

blue half of the observed spectral range without multiple exposures extending into

several minute-long integrations, which would have significantly increased observ-

ing overheads if taken throughout the night concurrently with the arc exposures. As

a result, flat field corrections were omitted from the data reduction, the result of

which is slightly higher random noise levels due to the uncorrected pixel-to-pixel

gain variations. However, note that a set of twilight flats was taken with a corre-

sponding set of arc lamp exposures in order to measure and correct for the spatial

slit illumination. For correcting the instrument’s spectral response, long slit obser-

vations of spectrophotometric standard stars Hiltner 600 (Hamuy et al., 1994) and

Feige 67 (Oke, 1990) were taken with a 0.9′′ wide slit both at the beginning and

the end of the night, respectively. Finally, several 2700 sec dark frames were ob-

tained to measure ambient signal levels within the instrument. For Run 2, a total of

8× 2700 sec exposures were taken on the science field for a total integration time

of 6 hours at an average airmass of 1.284. A set of calibration frames identical to

those from Run 1 were also taken, as described above.

During Run 1, it was noticed that there was a correlated noise pattern visible

in all frames on spatial scales of several tens of pixels that varied between readouts

of the detector array. Measurements of the standard deviation of pixels in a num-
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ber of bias frames containing this structure were a factor of two higher than what

should have been measured due to read noise, which could prove to be detrimental

to the detection and characterization of faint spectral features. Consultation with

the observatory indicated that there was an issue with the CCD electronics, which

were relatively new to the instrument after the f/4 camera was upgraded to the

Mosaic3 detector array only a few months prior to Run 1 (I.B. Thompson, private

communication). While the noise pattern varied from readout-to-readout, it was no-

ticed that the structure was identical on all eight detectors in a given readout, which

suggested that the noise pattern could be isolated and subtracted. For a bias or dark

frame, all eight detectors can be median combined to isolate the noise structure, and

the result can then be subtracted from each frame individually. The standard devia-

tions of pixels in the resulting subtracted images are consistent with each detector’s

read noise. For a science exposure that contains multi-slit or long slit spectra, how-

ever, the situation is more complicated. Since the spectra are dispersed across the

two rows of four detectors approximately parallel to the pixel rows, each of four

CCD detectors in the two detector rows will contain signal in the same pixels rows.

While most pixel rows in the top row of CCDs do not have signal in the same pixel

rows as the bottom row of CCDs, there are several locations where the spectra do

overlap. To isolate the pattern signal, the eight CCD images for a given readout

are “minimum combined” (i.e., the minimum of the eight pixel values at each pixel

coordinate is calculated), which removes most of the signal while preserving the

noise pattern. To remove the residual signal due to pixel rows that contained flux in

both rows of detectors, the resulting “minimum” image is then averaged parallel to

434



the spectral direction to remove the pattern signal, which creates a one-dimensional

(1-D) profile of the residual spectral signal. This profile is then subtracted from

each pixel column of the “minimum” image, which leaves only the correlated noise

pattern. This can then be subtracted from each of the eight original images individu-

ally for a given readout. Test standard deviation measurements of pixels in between

spectra in the science data frames indicate that the method described above success-

fully removes the correlated noise pattern with minimal effect on the intrinsic noise

properties of the images. Note that the electrical issue causing the pattern noise was

remedied after Run 1, so no correlated pattern noise correction was required for the

data from Run 2.

8.2.2.2 IMACS Spectral Data Reduction

For basic data reduction for both observing runs, the Carnegie Observato-

ries System for MultiObject Spectroscopy (COSMOS-v2.183) data reduction pack-

age was utilized, which incorporates an optical model of the IMACS spectrograph

for accurately predicting the location of spectra on the detector array. Standard

overscan correction is first performed for all frames. Next (for Run 1 data), the

correlated pattern noise is isolated and subtracted as described above for each CCD

chip in each dark frame, twilight flat frame, standard star exposure, and science

exposure. Following this, the median dark signal is measured in a 2700 sec dark

frame, scaled for exposure time, and subtracted from each twilight flat frame, stan-

dard star exposure, and science frame.

3COSMOS-v2.18 - released September 24, 2012: http://code.obs.carnegiescience.edu/cosmos
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COSMOS-v2.18 is then used to map the multi-slit spectra on the detec-

tor array. First, the rough alignment of the mask relative to pixel coordinates on

the detector array is determined against an arc frame. COSMOS-v2.18 then maps

the aligned slit-mask coordinates to CCD detector array coordinates using a two-

dimensional (2-D) polynomial fit to an arc frame in which up to 14 helium emission

lines were identified within the total spectral coverage of the data. This simultane-

ously provides a wavelength solution and trace of the spectrum for each slitlet on

the mask (including the spectra produced from the alignment star boxes). As noted

above, an arc lamp exposure was taken before and after each science exposure. Us-

ing these bracketed arc lamp frames, the original spectral map is adjusted for each

science frame to compensate for instrument flexure throughout the night, which al-

lows individual spectra to be mapped to within pixelation. In addition to the science

frames, a spectral map was also created for the twilight flats and the long slit spectra

of the standard stars. The RMS of mapped wavelength solution residuals for each of

the identified helium arc lamp emission lines across all of the science target slitlets

in each science frame across both observing runs is 0.19 Å (or, 13.4 km s−1 for Lyα

at z = 2.5). The science and standard star spectra are then sky subtracted (Kelson,

2003), and subsequently extracted to result in a set of rectified spectra for each slit

with a final dispersion of 0.7 Å px−1 and a spatial image scale of 0.2′′ px−1. The

extracted science spectra for each observing run are then summed using a cosmic

ray rejection algorithm, resulting in a single coadded 2-D spectrum for each science

slit.

This extraction and combination procedure is also performed for the twilight
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flat frames for each observing run, which are then used to calculate a slit illumina-

tion correction for each science slit. This is done by calculating the normalized

illumination profile along the slit for a number of bins in the spectral direction and

interpolating between them. The resulting illumination correction for each slitlet

is divided into the combined science target spectra. In addition, since a formal flat

field correction could not be applied to the science frames (see the discussion in the

previous section), the twilight flats were used to examine the response of pixels lo-

cated around the expected location of the Lyα emission for each slitlet to check for

strong and/or large features on the detector that could negatively affect the spectra.

No such features were identified.

The two sets of standard star spectra from each night are also extracted

and combined as described above, and a 1-D spectrum was further extracted from

the 2-D spectral data by summing over pixels in the spatial dimension. To correct

for the spectral response of the instrument and to flux calibrate the science data,

the published spectrophotometric data for each standard star (Massey & Gronwall,

1990) was interpolated to the rectified wavelength scale of the IMACS data, and

divided by the observed IMACS count rate. The sensitivity spectra derived from

the beginning and end of each night are then averaged together. Note that since the

long slit with which the standard stars were observed was positioned at the center

of the telescope’s focal plane, the imaged spectral range extends only to ∼ 5400 Å.

On each of the two multi-object slit masks, there are a number of science targets

whose slits are positioned such that wavelengths up to 6700 Å are imaged on the

detector array. To extrapolate to these longer wavelengths and to provide a flux
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calibration correction to the sensitivity spectra that is measured concurrently with

the science spectra, g and r magnitudes (which are calibrated into the AB system;

Oke & Gunn 1983) were retrieved from the Sloan Digital Sky Survey (SDSS) Data

Release 7 (Abazajian et al., 2009) for three of the alignment stars on each mask

whose spectral coverage reaches out to ∼ 6700 Å. The average g magnitude is

18.99 mag while the average r magnitude is 17.83 mag across the six stars between

the two masks.

For each of the three stars on each mask, a 1-D spectrum was extracted from

the coadded 2-D spectral data by summing over pixels in the spatial dimension.

The alignment star 1-D spectrum was then multiplied by the average sensitivity

spectrum to convert the IMACS count rate to flux density units. Using the SDSS g-

band system transmission curve, the AB magnitude of the star is calculated from the

IMACS data. The sensitivity spectrum is then scaled so that the g-band magnitude

calculated from the IMACS spectrum matches the SDSS-measured value. Using

the r-band SDSS photometry and the observed count rate of the alignment star in

the IMACS spectra, the value of the sensitivity spectrum is calculated at the r-

band central wavelength (6166 Å). Since the sensitivity spectrum varies smoothly

as a function of wavelength, a second order polynomial is fit using data from the

scaled sensitivity spectrum at wavelengths≥ 5100 Å and the r-band derived value to

extrapolate the sensitivity spectrum out to 6700 Å. For the final sensitivity spectrum

that will be applied to the science data for each of the two masks, the average of

these three corrected and extrapolated sensitivity spectra is used. The maximum-

to-minimum systematic variation between the corrected and extrapolated sensitivity
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spectra using the three alignment stars is 12% for Run 1 and 14% for Run 2.

After the science data are flux calibrated using the average corrected and ex-

trapolated sensitivity spectrum, the wavelength scale of the science data is shifted

into vacuum conditions using an assumed wavelength independent index of refrac-

tion for air of 1.00021. The wavelength scale is further corrected for the relative

motion of the Earth with respect to the local standard of rest at the time of observa-

tion using the VLSR calculator (see Footnote 3 in Chapter 7).

8.2.2.3 Detected Lyα Sample

After the 2-D science spectra have been fully reduced and calibrated as de-

scribed above, they are each visually inspected for a detection of Lyα. For HPS

LAEs, this is a relatively simple process since the redshift is accurately known

from Adams et al. (2011). From both observing runs, a range of Lyα line profile

morphologies are observed in the Lyα detections for a total of 32 unique HPS LAEs

at a signal to noise of & 5 per resolution element. One of these (HPS-222) is clearly

Lyα emission resulting from AGN activity as determined from the width of the Lyα

line as well as a clear detection of broad C IV emission. This object, in addition

to the remaining 17 HPS LAEs that were not detected, will be further discussed in

Appendix C.

For the N09 objects, Lyα will fall within the wavelength range 3690 . λ

(Å) . 4230, which corresponds to twice the FWHM of the Nilsson et al. (2009)

narrowband filter. From both observing runs, Lyα was detected for a total of 8

unique N09 LAEs at a signal to noise of & 5 per resolution element. Interestingly,
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Lyα was detected at z = 2.7472 for N09-145, which is well outside of the wave-

length range covered by the Nilsson et al. (2009) narrowband filter. However, the

double-peaked Lyα emission line profile is consistent with that of a typical star-

forming LAE, and there are no additional emission lines clearly identifying it as a

low redshift interloper. Like HPS-222, the Lyα emission from N09-140 is also the

result of AGN activity as determined from the width of the Lyα line. This object,

in addition to the remaining 11 N09 LAEs that were not detected, will be further

discussed in Appendix C.

The total sample of star-forming LAEs considered here therefore consists

of 38 objects (31 HPS objects, and 7 N09 objects). In the center panels of Figures

8.1, 8.2, and 8.3, a±15 Å section of the 2-D spectrum centered on the detected Lyα

emission line is shown for representative objects in the detected sample (note that

the division of the detected LAEs between these three figures corresponds to the

spectral classification scheme that is introduced in Section 8.3.1). These data for

the full sample can be found in Appendix D. Based on the wavelengths of the 38

Lyα lines combined with the slight variability in the widths of the slits that were cut

into the masks, the average FWHM spectral resolution measured from clean helium

arc lamp lines is 150.0 km s−1, ranging from 116 km s−1 to 184 km s−1.

For analyzing the Lyα line profiles, 1-D spectra are extracted from the 2-D

data by calculating a simple sum along the spatial dimension. The width and center

of the extraction window are determined by measuring the spatial pixel coordinates

where the spatial profile of the Lyα emission reaches the 1σ noise level in the 2-D

data at the brightest point of the line in the spectral dimension. In the right-center
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Figure 8.1 HST ACS/WFC F814W imaging, IMACS Lyα spectral data, and NIR
spectral data for representative LAEs that are classified as single-peaked according
to the classification scheme discussed in Section 8.3.1. Each row of figure panels
corresponds to a single LAE. The center column is the IMACS 2-D Lyα spectrum,
with wavelength increasing to the right. The location of the spectroscopic slit can
be seen in the center-left column superposed on a 8′′× 8′′ HST F814W image of
the field (red for Run 1, blue for Run 2). The left column is a 2′′× 2′′ zoom-in
of this F814W image in the region immediately surrounding the LAE continuum
counterpart. The center-right column contains the extracted IMACS 1-D spectra,
plotted in velocity units relative to the peak Lyα flux. Plotted in red is the NIR
emission line profile of either [O III] λ5007 or Hα, which provides the systemic
redshift of the LAE. The light blue curve is the convolved asymmetric Gaussian fit
to the Lyα line profile (see Section 8.3.2). The right column is the spatial profile
of the Lyα emission along the spectroscopic slit (black data points and curve) com-
pared to the IMACS PSF (red curve) and the spatial profile of the UV continuum
emission as measured within the slit from the HST F814W data after convolution
with the IMACS PSF. For a full description of the figure panel columns and for the
figures for the remainder of the single-peaked subsample, see Appendix D.
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Figure 8.2 Same as Figure 8.1, except for Lyα line profiles classified as double-
peaked (see Section 8.3.1). Each row of figure panels corresponds to a single LAE.
For a full description of the figure panel columns and for the figures for the remain-
der of the double-peaked subsample, see Appendix D.

Figure 8.3 Same as Figure 8.1, except for Lyα line profiles classified as having
more than two peaks (see Section 8.3.1). Each row of figure panels corresponds to
a single LAE. For a full description of the figure panel columns and for the figures
for the remainder of the multiple-peaked subsample, see Appendix D.
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panels of Figures 8.1, 8.2, and 8.3 (see Appendix D for the full sample), the 1-D

Lyα line profiles are plotted in relative velocity units, which are calculated as:

∆v(λ) =
c (λ − λpeak)

λpeak
, (8.1)

where c is the speed of light, and λpeak is the wavelength of the spectral pixel in

the 1-D spectrum containing the peak Lyα line flux. As a result, note that the zero-

point of the velocity scale shown in these panels does not correspond to the systemic

redshift of the galaxy.

The Lyα line fluxes for HPS objects were measured previously by Adams

et al. (2011) from integral field spectroscopy, while Nilsson et al. (2009) made the

same measurement for the N09 objects using narrowband imaging. To estimate the

losses due to the spectroscopic slit in the IMACS data, the Lyα line flux is measured

directly from the IMACS 1-D spectra FLyα,IMACS for each object and compared to

the previously published measurements FLyα, which do not suffer from slit losses.

On average for Run 1, the ratio FLyα,IMACS/FLyα is 0.40. For Run 2, the average ratio

is similar at 0.42. In Figure 8.4a, FLyα,IMACS is shown plotted against FLyα, showing

a wide range in their ratio. There are several potential causes for the wide range

of observed ratios: statistical uncertainties in the flux measurements, losses due to

the FWHM seeing being larger than the slit width for unresolved science targets,

slight variations in slit width from object-to-object, losses due to a rotation and/or

decenter of the slit mask relative to the targets on the sky, or the science targets

themselves are spatially resolved. The spatially resolved nature of these targets will

be further examined in Section 8.3.3. In practice, the cause is likely a combination
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of these factors. As an example, however, the ratio of flux through a 0.7′′ wide ×

6′′ long slit for a Moffat (1969) PSF with the same shape as that measured from

the alignment stars on the Run 1 and Run 2 slit masks at 4200 Å with a 0.15′′

perpendicular decenter is calculated to be 0.54. As such, a factor of ∼ 2 loss in flux

due to the spectroscopic slit is not surprising on average for these observations.

Using the empirically measured noise properties of a slit with no Lyα detec-

tion and accounting for the average ratio of FLyα,IMACS/FLyα for each observing run,

the 5σ continuum and line flux limits per resolution element for the IMACS data

are shown in Figure 8.4b and c, respectively. In Figure 8.4b, the r-band continuum

magnitudes of each detected LAE are also shown relative to the continuum limits.

From Figure 8.4c, the IMACS 1-D spectra are approximately an order of magnitude

deeper than the original HPS spectra in terms of line flux.

8.2.3 Near-Infrared Spectroscopy

Of the 10 HPS LAEs for which NIR observations of the rest-frame optical

emission lines were presented in Song et al. (2014), 8 were detected in the IMACS

Lyα sample. These observations provide the galaxy systemic redshift zsys (using [O

III], Hα, or both) as well as the line-of-sight velocity dispersion of the emitting gas

σlos from measurements using the NIRSPEC instrument (McLean et al., 1998) on

the 10 m Keck II telescope or SINFONI (Eisenhauer et al., 2003) on the 8.2 m VLT

UT4 telescope (R ∼ 1500 and R ∼ 3000 − 4000, respectively). Prior to using these

data in this work, the heliocentric velocity correction applied by Song et al. (2014)

was undone, and the spectra were corrected instead against the local standard of
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Figure 8.4 Observational limits for the IMACS optical spectroscopy. a) The IMACS
measured Lyα line flux for the detected LAE sample plotted against the values
determined by Adams et al. (2011) and Nilsson et al. (2009) using methods that are
not affected by slit losses. The solid line illustrates the 1:1 relation, while the dashed
line illustrates the average ratio. b) The 5σ limiting continuum AB magnitude of
the IMACS 2-D and 1-D spectra for Run 1 (thin black curve) and Run 2 (thin gray
curve), assuming the sample average slit loss (see Panel a). The thick gray curve
corresponds to the limiting depth of a 1-D stack of all 38 star-forming LAEs in the
sample. The data points correspond to the r-band continuum magnitude of each
detected LAE. c) The same as Panel b, but for the line flux. The 5σ limiting line
flux of the HPS (Adams et al., 2011) is indicated by the dashed horizontal line.
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rest in the same manner as described in Section 8.2.2.2 for the IMACS data.

Additional NIR observations of rest-frame optical emission lines were ob-

tained during several observing runs between February 2012 and February 2014

with the Folded-port InfraRed Echellette (FIRE; Simcoe et al. 2013), which is also

located on the 6.5 m Magellan-Baade telescope. Many of the LAEs observed with

FIRE are also in the Song et al. (2014) sample with NIRSPEC data. The FIRE ob-

servations were taken in the high-resolution echellette mode with a 0.75′′ wide slit,

which provides continuous spectral coverage from 0.8 µm to 2.5 µm at R ∼ 5000

(62.5 km s−1 FWHM). In addition to providing deeper data for measuring multiple

rest-frame optical emission lines, this spectral resolution is a significant improve-

ment over that of NIRSPEC, which allows for a better measurement of the emission

line profiles (and by extension, a better measurement of σlos).

For carrying out the FIRE observations, the J-band acquisition camera was

used to center a bright star on the spectroscopic slit that is typically located . 40′′

from the science target. Blind offsets are then applied from the star to place the LAE

continuum counterpart in the slit. Integration times of 900 seconds were used for the

subexposures that make up the ABBA dither sequences, with total integration times

ranging from 0.5 to 1.5 hours. Readouts were performed in high gain “Sample Up

The Ramp” mode (1.2 e− ADU−1) to minimize observing overheads. For reference,

Figure 7.9 showed an A − B difference image for a section of a FIRE echellogram

with minimal additional calibration to highlight the detection of [O III] emission

lines for HPS-251. For calibration, an A0V telluric standard star was observed

at a similar airmass to the observed science targets at the beginning and end of
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each night. Quartz lamp and thorium-argon lamp exposures were taken for each

telescope pointing for flat fielding and wavelength calibration in vacuum conditions,

respectively (the wavelength solution was also refined in-situ using night sky OH

lines prior to sky subtraction). The FIRE data were reduced using the publicly

available reduction pipeline4, resulting in a calibrated 1-D spectrum for each object.

Finally, the wavelength scale was corrected against the local standard of rest in the

same manner as described in Section 8.2.2.2 for the IMACS data.

Given the Lyα-based redshifts for each FIRE-observed LAE, the 1-D spec-

tra are searched in the relevant wavelength regions for emission line detections of

Hβ, [O III] λ4959, [O III] λ5007, and/or Hα (each where applicable). If not par-

tially obscured by a sky line and detected at a signal to noise of & 5 per resolution

element, the line was fit with a Gaussian profile using the IDL MPFIT routines

(Markwardt, 2009) to determine the centroid, line width, and total line flux. Uncer-

tainties in these quantities are determined using Monte Carlo simulations where 103

realizations of the emission line was fit after modulating the 1-D spectra according

to a Gaussian distribution with a standard deviation equal to the 1σ uncertainties

in the data. Calculations of zsys are performed by comparing the observed wave-

length of each line to its vacuum laboratory wavelength, while σlos is calculated

after a correction of the measured line width for the instrumental resolution. For

several of the LAEs, multiple measurements of these quantities exist from the mul-

tiple emission lines that were detected. The final quoted measurements used for

each LAE hereafter are the weighted averages from all of detected rest-frame opti-

4FIRE data reduction pipeline: http://web.mit.edu/∼rsimcoe/www/FIRE/ob_data.htm
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Table 8.1. LAE Properties Derived from NIR Observations

Object Observed Lines∗ zsys σlos F[OIII]λ5007
† FHα

†

(km s−1) (10−18 erg s−1 cm−2) (10−18 erg s−1 cm−2)

HPS-182 [O III]λ5007S 2.43410± 0.00013 71.6± 8.6 85.1± 12.2 —
HPS-189 [O III]λ5007S , HαS 2.45024± 0.00014 62.7± 10.1 120.9± 18.4 62.2± 11.4
HPS-194 [O III]λ4959F,N , [O III]λ5007F,N,S , HαF,N,S 2.28600± 0.00040 51.9± 0.5 161.6± 33.1 106.8± 6.3
HPS-229 [O III]λ5007F 3.03699± 0.00008 46.3± 8.1 94.6± 11.7 —
HPS-244 [O III]λ5007F , HαF 2.10016± 0.00012 41.0± 2.1 33.8± 1.6 33.2± 1.5
HPS-251 [O III]λ4959F , HαF,N 2.28457± 0.00022 71.8± 2.0 — 60.1± 3.0
HPS-253 [O III]λ5007F 3.18145± 0.00008 61.3± 8.5 81.1± 3.0 —
HPS-256 HβF , [O III]λ4959F , [O III]λ5007F , HαN 2.49036± 0.00014 39.1± 0.6 465.7± 2.0 88.4± 2.6
HPS-263 [O III]λ4959F , [O III]λ5007F 2.43493± 0.00003 61.2± 1.9 209.9± 6.5 —
HPS-286 HαN 2.22958± 0.00011 < 84.9 — 18.6± 1.6
HPS-306 [O III]λ4959F , [O III]λ5007F , HαN 2.43787± 0.00070 63.2± 1.4 274.6± 4.1 24.7± 0.8
HPS-318 HβF , [O III]λ4959F , [O III]λ5007F,S , HαF,S 2.45358± 0.00034 58.6± 0.9 181.7± 60.6 121.7± 9.8
N09-116 [O III]λ4959F , [O III]λ5007F 2.28060± 0.00021 49.1± 1.7 85.1± 0.9 —
N09-128 [O III]λ5007F 2.22213± 0.00007 32.7± 3.0 39.6± 2.2 —

Note. — Table footnotes:
Instruments Used: F Magellan/FIRE (see Section 8.2.3); N Keck/NIRSPEC (see Song et al. 2014); S VLT/SINFONI (see Song et al. 2014)
∗ Each of the quantities listed in this table are weighted averages of all of the listed lines, where the weights are determined from the inverse square of the
individual statistical uncertainties.
† Line flux for the indicated emission line. If the transition was detected with multiple instruments, the weighted average of those observations is given, where
the weights are determined from the inverse square of the individual statistical uncertainties.

cal emission lines, where the weights are determined from the inverse square of the

individual statistical uncertainties. If more than one emission line is detected for a

given LAE, the final quoted uncertainty for the mean measurement is given by the

standard deviation of the individual measurements. When possible, the NIRSPEC

and/or SINFONI measurements from Song et al. (2014) are also incorporated into

these weighted means.

Table 8.1 summarizes the rest-frame optical emission lines detected for the

14 LAEs and their weighted mean values of zsys, σlos, and the Hα and/or [O III]

λ5007 line flux. In the right-center panels of Figures 8.1, 8.2, and 8.3 (also, see

Appendix D), the 1-D spectra of the highest signal to noise rest-frame optical emis-

sion line (typically [O III] λ5007, otherwise Hα) can be seen plotted in red with the
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1-D Lyα line profile. Since the rest-frame optical emission lines are optically thin

and directly escape the galaxy, the offset shown in these figures from ∆v = 0 km s−1

represents the actual velocity offset of the Lyα emission from the systemic velocity

(see Section 8.3.2).

8.2.4 Ancillary Data

Since the entire IMACS LAE sample lies within the confines of the COS-

MOS survey field (Scoville et al., 2007), a great deal of ancillary data is available

from associated systematic observations from a large number of facilities across the

electromagnetic spectrum. The majority of the objects in the IMACS LAE sample

also lie within the boundaries of the overlapping Cosmic Assembly Near-infrared

Deep Extragalactic Legacy Survey survey (CANDELS; Grogin et al. 2011), which

provides deep Hubble Space Telescope (HST) imaging in several optical and NIR

bands (Koekemoer et al., 2011) that will be used to examine the continuum mor-

phologies of the galaxies. Since the LAEs not within the CANDELS boundary have

HST Advanced Camera for Surveys (ACS) / Wide Field Channel (WFC) F814W

imaging from the COSMOS survey (Koekemoer et al., 2007), only the ACS/WFC

F814W data from CANDELS will be utilized here for consistency. If available, the

CANDELS F814W data will be utilized preferentially since the data are slightly

deeper (5σ limiting AB magnitude of 27.5, compared to 27.2 mag for COSMOS).

From both surveys, the ACS/WFC F814W data provide imaging with 0.05′′ reso-

lution (0.4 kpc at z = 2.5). Note that the F814W filter is similar to the I-band, and

probes the rest-frame UV redward of Lyα at wavelengths of ∼ 1800 Å to ∼ 2700
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Å for galaxies at redshifts of 3.5 to 2.0, respectively.

Some of the publicly available data from the aforementioned surveys has

already been exploited in a number of publications related to the HPS and N09

LAE samples, and their results will be utilized here. In particular, Blanc et al.

(2011) utilized publicly available broadband photometry from COSMOS (Capak

et al., 2007) to determine UV luminosities, refined EWLyα, UV spectral slopes β,

and UV star formation rates SFR(UV) for the HPS sample. Additionally, for each

of the HPS objects in the IMACS sample, SED fitting from Hagen et al. (2014) is

available that utilizes up to 15 photometric bands between wavelengths of 4000 Å

and 8 µm compiled from the Capak et al. (2007) photometry catalog, in addition

to CANDELS data (when available) and Spitzer IRAC observations. For the N09

sample, SED fitting is not available for individual LAEs, but measurements similar

to those from Blanc et al. (2011) are provided by Nilsson et al. (2009), in which the

Capak et al. (2007) photometric catalog was also utilized.

8.3 Characterization of the Lyα Emission

In this section, the resolved Lyα emission of the IMACS LAE sample is

classified and quantified, both in terms of its spectral and spatial morphology. In

addition to the classifications and measurements provided below, the luminosity of

the Lyα emission from these galaxies LLyα is calculated from the line fluxes mea-

sured in Adams et al. (2011) for the HPS objects. For N09 objects, LLyα is calculated

from the data provided in Nilsson et al. (2009). In Table 8.2, a summary of the Lyα

properties derived in this section for the IMACS LAE sample is presented.
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8.3.1 Spectral Classification

For the simplest case of initially monochromatic Lyα photons propagating

through a static slab of neutral hydrogen, the emergent Lyα emission line profile

is double-peaked and symmetric about the systemic velocity as a result of the res-

onant scattering through the gas both in space and frequency (e.g., Neufeld 1990).

Deviations from this symmetric line profile occur when additional parameters are

accounted for, such as different gas geometries, bulk gas flows, gas temperature,

and dust content, among others (e.g., Verhamme et al. 2006). The result is a wide

range of emergent Lyα line profile morphologies, with varying numbers of emis-

sion peaks emerging at a range of different velocities with a slew of asymmetric

shapes. A simple way of classifying the various Lyα line profile morphologies is

by the number of observed emission peaks.

The frequency of multiple-peaked Lyα emission has been investigated pre-

viously by Yamada et al. (2012) for LAEs and Kulas et al. (2012) for LBGs. Ya-

mada et al. (2012), a study conducted with 180 km s−1 FWHM spectral resolution

at z = 3.1, found that 44% of their sample of Lyα line profiles for 89 star-forming

LAEs have a double-peaked Lyα line profile, where the bluer emission peak is

weaker than the redder one. The remainder of their sample either consists of single-

peaked Lyα lines (52%), or multiple-peaked Lyα lines where the strongest peak is

the bluest peak (4%). Kulas et al. (2012), a study of ∼ 103 2 < z < 3 Lyα emitting

LBGs conducted with spectral resolution ranging from 225 km s−1 to 500 km s−1

FWHM, finds that the frequency of multiple-peaked Lyα spectra among their sam-

ple is ∼ 30%, even in a subsample of objects that were observed with the highest
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available spectral resolving power. This is substantially lower than the LAE sample

of Yamada et al. (2012). Using a subsample of 18 multiple-peaked Lyα spectra

with measurements of zsys, Kulas et al. (2012) found that 61% were double-peaked

line profiles with a stronger red peak and 11% were double-peaked with a stronger

blue peak, both with the two peaks straddling the systemic velocity. The remainder

of the sample shows more complex morphologies.

For the IMACS sample, the number of Lyα emission peaks is determined

by searching the spectra visually within a ±2000 km s−1 region surrounding the

primary Lyα peak. Both the 1-D and 2-D spectra for each LAE were examined in

this exercise, and secondary peaks are identified by the following criteria: 1) the

candidate Lyα peak must be detected at a signal to noise of ≥ 3 in the 1-D spec-

trum; 2) the candidate peak must span at least one spectral resolution element in

the 1-D spectrum; and 3) the candidate peak must span at least one spatial reso-

lution element in the 2-D spectrum. Based on these criteria, the Lyα line profiles

were divided into three categories: single-peaked, double-peaked, and profiles with

> 2-peaks. HST imaging and IMACS spectra for representative LAEs in each of

the three Lyα spectral categories are shown separately in Figures 8.1, 8.2 and 8.3,

respectively (with the full sample shown in Appendix D). The three categories rep-

resent 44.7%, 44.7%, and 10.6% of the full sample, respectively. The distribution

of single-peaked and double-peaked Lyα profiles is consistent with the results of

Yamada et al. (2012) for LAEs, although the higher quality of the IMACS spectra

presented here may be responsible for the higher fraction of objects with> 2-peaks.

Among the IMACS double-peaked subsample, it is of note that all of the profiles

452



display a blue peak that is weaker than the primary red peak, although the flux ratio

between the two varies considerably. This is in contrast to both Yamada et al. (2012)

and Kulas et al. (2012), who both detect several double-peaked profiles where the

bluer peak is the stronger one.

Note that the classification of Lyα spectra by the number of observed peaks

is dependent on the spectral resolution, since lower resolution observations can

cause emission components to blend together which can result in broad or asymmetric-

shaped lines. However, asymmetries in the shapes of the individual Lyα compo-

nents arise naturally from radiative transfer effects (e.g., Verhamme et al. 2006),

and are commonly observed in Lyα line profiles at all redshifts (e.g., Rhoads et al.

2003). The observed frequency of multiple Lyα peaks is also dependent on the sig-

nal to noise of the data, especially for faint emission components. From the fitting

procedure described in the following subsection, it is estimated that the classifica-

tion of double-peaked Lyα line profiles is complete for profiles with an emission

line component flux ratio of Fred/Fblue < 4.2. This was determined by measuring

the lower limit of this ratio based on the signal to noise of the data for the worst

single-peaked Lyα profile detection (i.e., N09-107), assuming that a currently un-

detected secondary component would be spectrally resolved if detected at the 3σ

threshold.
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8.3.2 Line Profile Fitting

To quantitatively characterize the Lyα profiles, the MPFIT IDL package

(Markwardt, 2009) is utilized for fitting a multi-component “asymmetric Gaussian”

function to each LAE’s 1-D Lyα velocity profile. The method adopted is the same

as that implemented in Section 7.3.2.2 for the Mitchell Spectrograph observations

of the double-peaked Lyα emission line profiles for HPS-194, HPS-251, and HPS-

256, but with a few minor changes. First, the fitting function ftot(∆v) utilized in this

chapter is instead given by:

ftot(∆v) = Sinst(∆v) ∗
[

fblue(∆v) + fred(∆v)
]

+ C , (8.2)

where Sinst(∆v) is the instrumental profile in velocity units, “∗” denotes the convolu-

tion, C is the continuum level, and fx(∆v) is given by Equation 7.2 for the blueward

(x = blue) and redward (x = red) emission components, respectively. In this chapter,

however, note that ∆v0,x in Equation 7.2 (which represents the absolute velocity

offset of the peak when the velocity scale of the spectra has been set relative to

zsys) is replaced with the symbol ∆vx. This subtle subscript change denotes that the

velocity offset of the peak is measured in units relative to that of the peak flux in

the Lyα emission line profile since zsys measurements are not available for all of the

LAEs. In Equation 8.2, the parameters defining fx(∆v) are fit directly for the in-

strumentally corrected values, since an instrumental correction is non-trivial for the

asymmetric Gaussian profile. For single-peaked objects, fblue(∆v) is simply forced

to equal zero to result in a single-component asymmetric Gaussian fit. For objects

with > 2-peaks, only the primary Lyα peak is fit, which is done so in the same
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manner as a single-peaked profile. The other change is how the skew parameter is

defined. In this chapter, the skew is defined as:

αx ≡
σx,r − σx,b

σx,r + σx,b
, (8.3)

where σx,r and σx,b are the asymmetric Gaussian width parameters on either side of

the peak velocity ∆vx of emission component x, as defined in Equation 7.3. In this

improved definition of skew, αx is a bound quantity between −1 and 1, with αx = 0

corresponding to a symmetric line, negative values corresponding to a line with a

blue tail, and positive values corresponding to a line with a red tail. The FWHM of

the emission line component is given in Equation 7.4, and the total flux Fx for each

component is given as the integral over velocity of fx(∆v).

For all Lyα line profiles in the sample, there are two main observable quan-

tities that are extracted from these fits: FWHMred , and αred . For double-peaked Lyα

line profiles, four additional quantities are measured: FWHMblue, αblue, Fred/Fblue,

and the total velocity separation of the two peaks ∆vtot =∆vred −∆vblue. These quan-

tities and their uncertainties (which are calculated using the Monte Carlo method

described in Section 7.3.2.2) are tabulated for the IMACS Lyα line profiles in Table

8.2. Additionally, the fits are plotted with the 1-D Lyα spectra in the right-center

panels of Figures 8.1, 8.2, and 8.3 (see Appendix D for the full sample).

For the 14 LAEs with systemic redshifts determined from the NIR observa-

tions of rest-frame optical nebular emission lines, an absolute velocity zero-point

can also be determined for the fitted Lyα emission line profiles. Due to the mea-

surement uncertainties in the spectra, the zero-point of the relative velocity scale
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Figure 8.5 Distributions of the quantities that describe the Lyα emission line pro-
files, divided by the spectral classification of Section 8.3.1. The entire sample is
shown by the shaded gray histograms, while the single-peaked profiles, double-
peaked profiles, and profiles with > 2-peaks are shown in red, blue, and green,
respectively. In addition to LLyα, the quantities shown were derived from the asym-
metric Gaussian fitting procedure described in Section 8.3.2. Note that the bottom
row of histograms consists of quantities that are only measurable for the double-
peaked Lyα line profiles. In addition to the histograms, the error bars shown in
each panel illustrate the median measurement uncertainty relative to the width of
the histogram bin.

458



established in Equation 8.1 may not coincide with the fitted velocity of the pri-

mary emission peak, which is denoted by ∆vred . Therefore, the fitted redshift of the

primary Lyα emission peak is calculated as:

zLyα =
λpeak

(
1 +

∆vred
c

)
λLyα

− 1 , (8.4)

where λLyα is the rest-frame vacuum wavelength of Lyα (1215.67 Å), and the nu-

merator of the first term corresponds to the fitted observed wavelength of the pri-

mary Lyα emission peak. Using the systemic redshift as the absolute velocity zero-

point, the velocity offset of a Lyα emission peak with redshift zLyα is given by:

∆vLyα =
c (zLyα − zsys)

(zsys + 1)
. (8.5)

The Lyα velocity offsets calculated in this manner for LAEs with the required mea-

surements are also listed in Table 8.2, and are shown schematically in the right-

center panels of Figures 8.1, 8.2, and 8.3 (see Appendix D for the full sample). The

mean value of ∆vLyα for this sample of 14 LAEs is 125.5 km s−1 (σ = 86.4 km s−1),

with a maximum Lyα velocity offset of 356.2 km s−1 redward of the systemic ve-

locity (HPS-318). All measurements of ∆vLyα reported here are positive, indicating

that the primary Lyα emission peak is offset redward from the systemic velocity.

However, one object in the sample is consistent with no velocity offset within the

1σ error bar (HPS-189). As with other comparably sized samples of LAEs with

measurements of ∆vLyα (e.g., Hashimoto et al. 2013; Song et al. 2014; Shibuya

et al. 2014b; Hashimoto et al. 2015), this average velocity offset is a factor of sev-

eral smaller than the ∼ 400 km s−1 value that is typically observed in LBG samples
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(e.g., Steidel et al. 2010). Also of note: for each of the six LAEs in the double-

peaked subsample, the two Lyα emission peaks straddle the systemic velocity.

In addition to being summarized in Table 8.2, the distributions of the quanti-

ties measured in this section that describe the Lyα emission are shown in Figure 8.5.

Histograms of the various quantities are provided both for the sample as a whole, as

well as for the subsamples corresponding to the three Lyα spectral classes discussed

in Section 8.3.1.

8.3.3 Extended Lyα Emission

In addition to classifying the Lyα emission line profiles by their spectral

morphology, one can also classify them by their spatial morphology along the spec-

troscopic slit. For ground-based data, information in this dimension is limited by

the natural seeing conditions. For the IMACS observations, the 0.9′′ FWHM typical

seeing is equivalent to a spatial resolution of ∼ 7 kpc at z = 2.5. At that resolution,

the typical LAE or LBG is unresolved in the UV continuum, with typical half light

radii of ∼ 1 − 4 kpc (e.g., Bond et al. 2009; Pentericci et al. 2010; Bond et al. 2012;

Hagen et al. 2014). However, in many cases, Lyα emission is known to extend out

to larger radii compared to the continuum emission due to the resonant scattering

of the Lyα photons in the still optically thick neutral gas of the CGM (e.g., Stei-

del et al. 2011; Hayes et al. 2013, but also see Feldmeier et al. 2013). In the most

extreme cases (i.e., Lyα Blobs; see Chapter 9), the Lyα emission can extend as

far as ∼ 100 kpc in size with Lyα luminosities pushing towards 1044 erg s−1 (e.g.,

Yang et al. 2010). However, as the nature of these enormous objects suggests a

460



connection to the formation of massive galaxies or galaxy clusters, they are likely

in a different class than the star-forming LAEs observed here.

Adams et al. (2011) presented spatial FWHM measurements of the Lyα

emission for HPS objects from their integral field survey data. Since the spatial

resolution of the survey was very coarse, they carried out an analysis of the recovery

of mock point sources through the 4.24′′ fibers with the survey’s subdither pattern,

which resulted in a 7.5′′ resolution limit. The Lyα size measurements of five LAEs

in the HPS exceed this limit (three of which are located in the COSMOS field).

Unfortunately, none of them were included in the IMACS sample. Nevertheless,

since the spatial resolution of the IMACS data set is a factor of ∼ 8 better than that

of the HPS survey and approximately an order of magnitude deeper in line flux, it

can be used to further investigate the extended nature of the Lyα emission of the

LAEs in a way that the HPS could not.

To evaluate the resolved nature of the Lyα emission, the IMACS spectro-

graph spatial PSF must first be characterized. A measurement of the PSF can be

made in-situ by utilizing the spectra of the seven mask alignment stars that were

taken congruently with the science data. These spectra are thus subject to the same

atmospheric seeing conditions as the science targets. For each mask alignment star,

the 2-D extracted spectra were binned in the spectral direction in 100 Å increments

to increase the signal to noise. For each spectral bin, the profile of each star in the

spatial dimension was fit with a Moffat (1969) function. The resulting fitted Moffat

profiles at each wavelength bin for each of the seven stars were averaged together

after normalization to the peak fitted flux, with the standard deviation of the seven
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normalized fits representing the PSF uncertainty. The result is a representation of

the IMACS PSF shape as a function of wavelength. In general, the PSF FWHM de-

creases with increasing wavelength, from 0.90′′ at 4200 Å to 0.75′′ at 6000 Å. The

systematic variation in PSF shape across the slit mask is insignificant and is com-

parable to the statistical noise in the data, as is expected from the excellent image

quality of the IMACS f/4 camera (Dressler et al., 2011).

For each Lyα line profile, a spatial profile of the emission along the slit

is constructed by collapsing the 2-D spectra along the spectral dimension. Using

the 1-D line profiles for guidance, the wavelength region over which the 2-D spec-

tra are collapsed was determined by finding the wavelengths at which the flux of

the outermost identified emission components drops below the 1σ noise level. To

determine if the Lyα emission is spatially resolved, the spatial Lyα profile is first

smoothed with a 3 pixel moving average to minimize the effect of noise spikes on

the determination of the location of the spatial profile’s peak flux, which is used for

normalization. On each side of the peak flux, the position at which the flux drops

below a threshold of the three times the noise is marked. The full width of the Lyα

spatial profile is then calculated as the difference of these two positions, in units of

arcseconds. A total of 103 Monte Carlo realizations of this measurement are run

for each spatial Lyα profile to determine the uncertainty of the full width measure-

ments. The PSF full width at the same relative flux threshold is also calculated.

Here, an LAE is determined to be spatially resolved in Lyα if the full width of the

Lyα spatial profile is larger than the spectrograph PSF full width at ≥ 3σ signifi-

cance. For each of the LAEs in the IMACS sample, the 1-D spatial Lyα profiles can
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Figure 8.6 Same as Figure 8.5, except divided by the spatially resolved nature of the
LAEs as described in Section 8.3.3. The orange histogram corresponds to objects
with both spatially resolved UV continuum emission and spatially resolved Lyα
emission at ≥ 3σ significance, while the blue histogram indicates objects with Lyα
emission extended beyond that of the UV continuum at ≥ 3σ significance.

be seen plotted with the IMACS PSF for the wavelength at which the Lyα emission

was observed in the right panels of Figures 8.1, 8.2 and 8.3 (see Appendix D for the

full sample).

As seen in Figure 8.4b, the IMACS spectra are not deep enough to probe the

UV continuum of individual LAEs. As a surrogate, the deep CANDELS or COS-

MOS HST ACS/WFC F814W imaging can be utilized along with the measured 1-D

seeing-limited IMACS PSF, which is assumed to be rotationally symmetric. For

each LAE, a 20′′× 20′′ HST image is convolved with the constructed 2-D IMACS

PSF to provide a continuum image in simulated conditions that are identical to those

of the IMACS Lyα spectra. A 0.7′′ wide × 6′′ long aperture is then overlaid on the
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convolved HST image at the proper coordinates and position angle to simulate the

IMACS slit. The convolved HST image is then collapsed along the width of the

slit to provide the 1-D spatial profile of the continuum emission within the F814W

passband along the slit length. After normalizing the resulting profile to the peak

flux, the full width of the continuum profile for each LAE is measured at the same

relative flux threshold as the Lyα data. Note that after the convolution, the primary

uncertainty in the continuum spatial profile is due to the uncertainty in the PSF it-

self. As discussed above for comparison of the Lyα emission full width with that

of the PSF, an LAE is determined to be spatially extended in Lyα relative to the

continuum emission if the full width of the Lyα spatial profile is larger than the

convolved HST continuum profile’s full width at ≥ 3σ significance. The convolved

HST continuum spatial profiles can be seen plotted with the IMACS PSF and Lyα

spatial profile in the right panels of Figures 8.1, 8.2 and 8.3 (see Appendix D for

the full sample).

Of the 38 LAEs in the sample, this analysis results in 12 that are resolved in

Lyα with ≥ 3σ significance. Furthermore, of these 12, five are found to have their

Lyα emission extended beyond the UV continuum emission with≥ 3σ significance.

These five objects are indicated as such in Table 8.2. Additionally, the resolved

nature of these sources is indicated in the top right corner of the right panels in

Figures 8.1, 8.2, and 8.3 (also see Appendix D). Figure 8.6 shows the distributions

of the Lyα line profile fitting parameters for these resolved objects as compared to

the whole sample.

Note that if the measurement significance is instead reduced to ≥ 2σ, the
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number of resolved Lyα sources increases to 19 LAEs, 12 of which would have

their Lyα emission extended beyond that of the UV continuum. At the 3σ noise

threshold of the IMACS data, the largest Lyα full width is measured at 2.5′′±0.1′′

for HPS-194 (which corresponds to 20.5±0.8 kpc at its zLyα). This suggests that the

objects in this sample do not significantly overlap with samples of the much larger

Lyα blobs, despite that the total Lyα luminosities of the two object classes are

similar. Note that the Lyα surface brightness of the IMACS data is only∼ 2×10−17

erg s−1 cm−2 arcsec−2. Future spectra that probe deeper surface brightness limits

may be able to reveal Lyα emission at larger radii than can be probed here.

8.4 Physical Properties

In this section, various physical properties of the LAEs in the IMACS sam-

ple are presented, as adopted from the references listed in Section 8.2.4, or calcu-

lated using similar methods from publicly available data. A short summary of each

property is provided below.

8.4.1 Morphological Properties

In addition to classifying the LAE sample by its Lyα emission properties,

the high resolution HST F814W images can be utilized to classify objects by their

UV continuum morphology. The morphology of LAE continuum counterparts has

been well studied as a population by various authors (e.g., Gronwall et al. 2011;

Bond et al. 2012; Shibuya et al. 2014a). Here, the adopted morphological analysis

is quite simplistic, in which the LAE continuum counterparts are broadly catego-
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Figure 8.7 Same as Figure 8.5, except divided instead by the morphological class
of the LAE continuum counterparts as described in Section 8.4.1. The green his-
togram corresponds to the subsample of compact and isolated continuum counter-
parts, while the yellow histogram indicates continuum counterparts that are isolated
while also showing a disturbed, or asymmetric light distribution. The maroon his-
togram corresponds to objects in the merger category, as determined by a “close-
pair” analysis of secondary continuum counterparts within a 1′′ radius (∼ 8 kpc).

rized into three classes by visual comparison (e.g., Le Fèvre et al. 2000; Law et al.

2012b). The first class (“compact”) consists of compact, isolated continuum coun-

terparts, whose light distribution is highly concentrated and rotationally symmetric.

The second class (“disturbed”) also consists of isolated continuum counterparts, but

whose light distribution shows a high degree of rotational asymmetry and extended

emission. The final class (“merger”) consists of objects with a nearby companion.

To determine whether an object is isolated or should be classified as a

merger, a “close-pair” method is utilized in which a circle with a 0.65′′ radius (∼ 5
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kpc, typically) is drawn around the continuum counterpart. If more than one source

lies within or intersects this projected area, then the object is classified as a merger.

Note that an object is classified into this group regardless of the concentration or

asymmetry of the primary continuum counterpart and is based only on the pres-

ence of a secondary object. This method is similar to that used by Shibuya et al.

(2014a) for a large sample of LAE continuum counterparts also imaged with HST

ACS/WFC F814W data from the COSMOS and CANDELS surveys. As discussed

by those authors, this method primarily probes major mergers, and has a detec-

tion completeness of ∼ 100% (∼ 50%) for a component flux ratio of 0.5 (0.3) at

an F814W AB magnitude of 25.0, which is similar to the median continuum mag-

nitude of the IMACS sample. Note also that according to a similar analysis of

LAE continuum counterpart morphologies from HST images by Bond et al. (2012),

the estimated likelihood of an unassociated object at a redshift that is significantly

different than the LAE with a similar flux being present in projection within the de-

tection radius is∼ 14% to∼ 12% over the range of redshifts from z = 2.1 to z = 3.1,

respectively. Bond et al. (2012) estimated this merger fraction contamination rate

by measuring the density of sources outside of the 0.65′′ radius selection region

using HST images from the GEMS (Rix et al., 2004), GOODS (Giavalisco et al.,

2004), and HUDF (Beckwith et al., 2006) fields, all of which reach flux limits that

are & 1 mag deeper than the COSMOS/CANDELS data. As such, these estimates

represent the upper limit of contamination in the shallower HST images considered

here.

Based on this classification for the 38 star-forming LAEs in this sample, 13

467



(34.2%) fall into the compact category, 6 (15.8%) fall into the disturbed category,

and 19 (50.0%) fall into the merger category. After adopting a conservative 14%

contamination rate in the merger categorization, the average merger fraction for

the IMACS LAE sample is ∼ 36%, which is higher than the value of 23% derived

by Shibuya et al. (2014a), who assumed a 10% contamination rate. Based on this

classification scheme, Figure 8.7 shows the distributions of the Lyα line profile

fitting parameters for each of these three groups as compared to the whole sample.

8.4.2 Properties from Fitting the Spectral Energy Distribution

For the HPS LAEs in the IMACS sample, SED fitting results are available

from Hagen et al. (2014), who used publicly available photometry from the COS-

MOS and CANDELS surveys (compiled by Adams et al. 2011 and Song et al.

2014, respectively), and from Spitzer IRAC observations into the mid-infrared. Ha-

gen et al. (2014) used up to 15 photometric bands to fit the SEDs of the HPS LAEs

using the GalMC code (Acquaviva et al., 2011), in which the updated stellar pop-

ulation synthesis models of Bruzual & Charlot (2003) were utilized. A Salpeter

(1955) initial mass function was assumed, as well as a Calzetti (2001) extinction

law, a Madau (1995) model of intergalactic absorption, a fixed metallicity of 0.2

times the solar value (which, for example, is consistent with the limits placed on

the gas-phase metallicity of LAEs from Song et al. 2014), and a constant star for-

mation history. Emission lines are also taken into account in the fitting process.

With these assumptions, three variables are fit: the stellar mass M∗, the age of the

stellar population, and the dust reddening for the stellar continuum ESED(B − V ).
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Figure 8.8 Distributions of the stellar population age (top row) and stellar mass
(middle row), and dust reddening (bottom row) derived from the SED fitting of
HPS LAEs by Hagen et al. (2014). Each column of figure panels shows the sample
subdivided by the various classification schemes. The left column is divided by the
spectral morphology of the Lyα emission, the center column is divided by objects
that are spatially resolved in the IMACS data, and the right column is divided by
the morphological type determined from the HST F814W images. The coloring of
the various histograms corresponds to that outlined in Figures 8.5, 8.6, and 8.7.
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Here, however, note that the dust reddening values that will be primarily consid-

ered for further analysis are those derived from the measured UV slope, which is

available for all LAEs in the sample (Nilsson et al., 2009; Blanc et al., 2011). In

the following subsection, a comparison of the two reddening measurements will be

provided. In Figure 8.8, the distributions of the parameters derived from the SED

fitting are shown divided by the various classification schemes. As discussed by Ha-

gen et al. (2014), the HPS LAEs span a three orders of magnitude in stellar mass,

consist of relatively young stellar populations, and have relatively small amounts of

dust extinction. Unfortunately for the N09 sample as well as for HPS-205 (which

was detected in Lyα for a continuum counterpart that differed from the most likely

one identified by Adams et al. 2011; see Appendix C), SED fitting results are not

currently available.

8.4.3 Properties Derived from the Ultraviolet Continuum

In addition to the morphological classification discussed in Section 8.4.1,

the HST F814W images also enable the measurement of the sizes of the LAE con-

tinuum counterparts in the rest-frame UV, as parametrized by the half light radius

Re. For the majority of the HPS objects in the IMACS sample, these measurements

are provided by Hagen et al. (2014) following the procedures of Bond et al. (2009).

For the N09 objects as well as for HPS-205, Re is measured here using the HST

images presented in Section 8.2.4 also by utilizing the procedures of Bond et al.

(2009), in which Re is calculated by interpolating a curve of growth to one-half the

total flux enclosed within a 0.6′′ maximum radius aperture that is centered on the
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flux-weighted centroid of the continuum source. The median Re for this sample

is 1.2 kpc, and the distribution of the measurements can be seen in the top row of

Figure 8.9.

Various properties related to the UV continuum are measured directly from

the publicly available broadband photometry by Blanc et al. (2011) for the HPS

LAE subsample and Nilsson et al. (2009) for the N09 LAE subsample. In particu-

lar, both of these works derived the slope of the UV continuum β, working under

the assumption that the rest-frame UV SED is well-characterized by a power law

spectrum of the form fλ ∝ λβ . Measurements of β are useful for deriving a range

of physical quantities that describe the LAEs. For example, the continuum flux

can be interpolated to a common rest-frame UV wavelength using the measured

values of β when calculating EWLyα. As calculated by Blanc et al. (2011) for the

HPS subsample (and repeated here for the N09 objects using the data provided in

Nilsson et al. 2009), the values of EWLyα listed in Table 8.2 are calculated by in-

terpolating the UV continuum luminosity to 1216 Å. The distribution of the EWLyα

measurements can be seen in the middle row of Figure 8.9.

Given the assumed form of the UV flux density fλ, the canonical value of

the intrinsic UV slope that is associated with a dust-free galaxy SED is β0 = −2.23

(Meurer et al., 1999). Since it has been demonstrated that the dependence of β

on the galaxy’s dust attenuation dominates over other effects associated with the

age, metallicity, and initial mass function of the stellar population (e.g., Leitherer

& Heckman 1995; Bouwens et al. 2009), the measurement of β for these LAEs

can be translated into a dust reddening for the UV stellar continuum. Utilizing
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Figure 8.9 Distributions of properties derived from measurements of the UV contin-
uum of the LAEs. The top row shows the half-light radius Re as measured from the
HST F814W images. The middle row shows EWLyα, as calculated from the contin-
uum luminosity at 1216 Å.The bottom row shows the dust reddening E(B −V ) for
the stellar continuum as derived from the measurements of the UV spectral slope β
from Blanc et al. (2011) and Nilsson et al. (2009). The columns and coloring of the
histograms are the same as described in Figure 8.8.
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the Calzetti (2001) attenuation law, the extinction at 1600 Å is given as A1600 =

(k1600 / 0.44) E(B −V ), where k1600 = 4.39 and the empirically derived conversion

factor between the dust reddening for the stellar continuum and that of the ionized

gas from Calzetti (1997) is assumed5. The extinction A1600 is also related to the

measured UV continuum slope by the Meurer et al. (1999) empirical relation given

by A1600 = 4.43 + 1.99β, from which the color excess E(B −V ) that parameterized

the reddening of the stellar continuum can be expressed as a function of β. The

distribution of the calculated E(B − V ) values can be seen in the bottom row of

Figure 8.9.

Since E(B −V ) as estimated in this manner is available for all LAEs in the

IMACS sample, these values are used in this dissertation over those derived from

SED fitting for uniformity. The majority of the HPS LAEs have a measure of the

dust reddening using both methods, so some brief comparisons can be made. In

the broadest sense, the two methods agree in that the majority of objects have low

reddening of E(B −V )< 0.2, with a tail of objects extending towards higher values

of E(B − V ) . 0.6. A two-sample Kolmogorov-Smirnov (KS) test supports this,

yielding a difference in the two distributions at only the < 1.5σ level. In general,

however, the ESED(B − V ) values are small compared to the E(B − V ) values that

are calculated from β, with the median E(B −V ) being ∼ 25% larger than the SED

fitted values amongst the subset of objects with both measurements. Additionally,

the calculated Spearman rank correlation coefficient ρS between the two is 0.073

5From Calzetti (1997), this conversion is given by: E(B−V ) = 0.44Eg(B−V ), where the color excess
of the ionized gas is distinguished by the subscript “g”.
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(p = 0.700). This suggests that the two reddening estimates do not provide the

same value for a given LAE, on average. As a result, the values of E(B −V ) used

throughout the remainder of the analysis must be considered with this systematic

uncertainty in mind.

Star formation rates for the LAEs in the IMACS sample are derived from the

measured luminosity of the UV continuum, following Blanc et al. (2011). Using the

r-band photometric measurements from Adams et al. (2011) for the HPS subsample

and subsequent measurements of the N09 objects from the photometry catalog of

Capak et al. (2007), the flux density in the rest-frame of the LAE is calculated, and

extrapolated to a common rest-frame wavelength of 1500 Å using the measurements

of β for each galaxy. Utilizing the luminosity distance for the redshift of the LAE,

the monochromatic luminosity at 1500 Å Lν,1500 is calculated (in units of erg s−1

Hz−1), which is converted into a dust corrected star formation rate (in units of M�

yr−1) following Kennicutt (1998) with the Calzetti (2001) attenuation law as:

SFR (UV)corr = 1.4×10−28 Lν,1500 100.4 k1500 E(B−V )/0.44 . (8.6)

Note that this UV star formation rate indicator probes the average star formation

rate over time scales of ∼ 100 Myr. The median dust corrected star formation rate

for the IMACS LAE sample is 29 M� yr−1. Since E(B −V ) is generally quite small,

the dust corrections in Equation 8.6 are typically minor. As a result, the choice of

whether to use E(B −V ) or ESED(B −V ) for the dust correction is not particularly

important, at least from a statistical point of view. For example, among the subset

of objects that have both E(B −V ) and ESED(B −V ), the median star formation rate
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corrected using E(B −V ) (32 M� yr−1) is slightly larger than that using ESED(B −V )

(23 M� yr−1). However, a two-sample KS test on SFR (UV)corr using both reddening

measurements yields distributions that are not statistically distinguishable (KS test

statistic D = 0.260, p-value= 0.177).

Using the size measurements from the HST images, the dust corrected UV

star formation rate can be normalized by the projected galaxy area to give the star

formation rate surface density as ΣSFR = SFR (UV)corr/(πR2
e). This quantity effec-

tively parametrizes the amount of energy available from star formation that can be

injected into the surrounding ISM, and a value of > 0.1 M� yr−1 kpc−2 has been

suggested as a threshold for driving galactic-scale outflows (Heckman, 2002). Ac-

cordingly, the outflow velocity may be correlated with ΣSFR (Kornei et al., 2012).

Note that all LAEs in this sample except for six exceed the 0.1 M� yr−1 kpc−2

threshold given the measurement uncertainties. The UV star formation rate can

also be normalized by stellar mass to give the specific star formation rate (SSFR,

in units of yr−1), where the stellar masses are from the SED fitting described above.

For a constant star formation history, this quantity is the inverse of the time re-

quired to double the stellar mass of the galaxy. The distributions of these various

star formation parameters can be found in Figure 8.10.

The final property of the LAEs that is derived from the UV continuum is the

Lyα escape fraction fesc,Lyα, which is given by the ratio of the observed to intrinsic

Lyα luminosities. Since the intrinsic Lyα luminosity LLyα,0 is not readily calculable,
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Figure 8.10 Distributions of the UV star formation rate and related quantities for
the IMACS LAE sample. The top row shows the dust corrected UV star formation
rate SFR (UV)corr (see Equation 8.6), the second row shows the star formation rate
surface density ΣSFR, the third row shows the specific star formation rate, and the
final row shows the Lyα escape fraction fesc,Lyα (see Equation 8.7). The columns
and coloring of the histograms are the same as described in Figure 8.8.
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fesc,Lyα can be parameterized following Blanc et al. (2011):

fesc,Lyα =
LLyα

LLyα,0
≈ SFR (Lyα)

SFR (UV)corr
, (8.7)

where SFR (Lyα) is given by the Kennicutt (1998) star formation rate conversion

factor for Hα assuming an intrinsic Lyα to Hα ratio of 8.7 under Case B recombi-

nation (e.g., Osterbrock & Ferland 2006; see also Henry et al. 2015). Thus, in units

of M� yr−1, SFR (Lyα) = 7.9× 10−42 (LLyα/8.7), where the Lyα luminosity is in

units of erg s−1. The median Lyα escape fraction of the entire IMACS LAE sample

is found to be 0.53, compared to the median value of 0.29 that was determined for

the entire HPS sample of star forming LAEs by Blanc et al. (2011). The distribution

of fesc,Lyα for the IMACS LAE sample can be found in the bottom row of Figure

8.10. Note that there are two objects in the IMACS LAE sample with fesc,Lyα > 1.0

beyond the observational uncertainties (N09-107 in particular, which has an ele-

vated value of fesc,Lyα that is greater than unity at∼ 2.5σ). As noted by Hagen et al.

(2014), galaxies with such values may harbor conditions that are especially favor-

able for Lyα escape, such as anisotropies in the neutral gas distribution that may

include low column density holes that are blown out by supernovae. Hagen et al.

(2014) found a statistically significant decline in fesc,Lyα with increasing M∗, which

provides some circumstantial support for this scenario since less energy is required

to expel gas from a less massive galaxy. Such a trend is also observed within this

subsample of objects (see Section 8.6.4). Additionally, these objects could be “su-

per Case B” LAEs (Nakajima et al., 2013), which may have an enhancement of the

Lyα emission due to collisional excitations (e.g., as a result of shocks).
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8.4.4 Properties from Optically-thin Nebular Emission Lines

In addition to systemic redshifts as described in Section 8.3.2, a number of

physical parameters can be derived from the NIR observations of the rest-frame

optical nebular emission lines of the 14 LAEs with such data. As previously men-

tioned, the line-of-sight velocity dispersion of the line emitting gas σlos is calculated

from instrumentally corrected measurements of the widths of the detected emission

lines (see Table 8.1). Since the Lyα photons presumably originate from the same

H II regions as the rest-frame optical nebular lines, σlos traces the intrinsic frequency

distribution of the Lyα emission prior to the resonant radiative transfer effects that

modulate the emission line profile. Excluding the upper limit on σlos set for HPS-

286, the median gas velocity dispersion for the sample is 58.6 km s−1, which is sys-

tematically smaller by a factor of ∼ 2 compared to the average z ∼ 2 UV-selected

galaxy (e.g., Erb et al. 2006b). The distribution of σlos measurements can be found

in Figure 8.11.

Using the measurements of Re from the HST F814W images, values of σlos

can be converted into dynamical masses Mdyn by invoking the virial theorem. Under

this assumption (e.g., Shapley et al. 2004; Rhoads et al. 2014; Song et al. 2014),

Mdyn ∼ 5 Re σ
2
los /G, where G is the gravitational constant, and the factor of 5 is

a structure-dependent parameter (e.g., Toft et al. 2012 and the references therein).

Note that these dynamical mass estimates are lower limits since they only trace

the central Re kpc of the galaxy and assume that the nebular line broadening is

due only to the gravitational potential of the galaxy. Under these assumptions and

ignoring the limit set for HPS-286, the median Mdyn is 109.7 M�. By comparison,
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Figure 8.11 Distributions of the line of sight gas velocity dispersion σlos (top row)
for 14 LAEs as measured from the instrumentally corrected widths of the rest-frame
optical nebular emission lines. The resulting dynamical mass estimations Mdyn are
shown in the bottom row. The columns and coloring of the histograms are the same
as described in Figure 8.8.

the dynamical mass of the average UV-selected galaxy is approximately an order of

magnitude larger, according to the study of Erb et al. (2006b). The distribution of

Mdyn for the sample can be found in Figure 8.11.

Using the Hα line fluxes of the LAEs with such measurements, the dust

corrected instantaneous star formation rates SFR (Hα)corr can be estimated through

the Kennicutt (1998) star formation rate conversion factor, as previously introduced

above. The dust correction is applied to the Hα luminosity using E(B −V )/0.44, as
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appropriate for nebular reddening (Calzetti, 1997), in addition to a Calzetti (2001)

attenuation law. SFR (Hα)corr can only be calculated for eight LAEs, since the re-

maining six with NIR data only have observations of one or both of the [O III]

lines (which are not reliable indicators of the star formation rate; e.g., Kennicutt

1992). For the eight LAEs, the median SFR (Hα)corr is 23 M� yr−1, with a maxi-

mum (minimum) value of 80 (6) M� yr−1. Typical 1σ uncertainties on individual

measurements of SFR (Hα)corr are ±5 M� yr−1.

Following Song et al. (2014) for the eight objects discussed above, the gas

mass fraction is estimated as µ = Mgas/(Mgas + M∗). The gas mass Mgas is given

by πR2
e Σgas, where Σgas is the gas surface density that is found by inverting the

Kennicutt-Schmidt star formation law (Kennicutt, 1998) using the star formation

rate surface density calculated from SFR (Hα)corr above. This method yields a me-

dian value of µ for the eight LAEs with relevant measurements of 0.83, with a

maximum (minimum) value of 0.97 (0.66). Typical 1σ uncertainties on individual

measurements of µ are ±0.10. As can be seen, the typical LAE in the IMACS

sample is gas-rich and contains a large gas reservoir from which to form stars.

8.5 Dependencies of Galaxy Properties on Classification Schemes

Figures 8.5 through 8.11 showed the distributions of the different measured

parameters for the IMACS LAE sample, each divided by the three different classi-

fication schemes. In the following subsections, the dependencies of these various

properties on the three classification schemes are examined by comparing the distri-

butions of the various subclasses amongst themselves using a two-sample KS test,
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in which the null hypothesis is that the two distributions being tested are drawn

from the same parent distribution. Here, as described in Section 8.1, the null hy-

pothesis is not considered rejected unless it can be done so with≥ 95% confidence.

Additionally, due to small number statistics, the KS test will not be performed for

subsamples consisting of less than six LAEs.

8.5.1 Lyα Spectral Line Profile Type

Due to the small number of objects that show a Lyα line profile with > 2-

peaks (four LAEs), the statistical comparison here will focus on objects with single

and double-peaked Lyα line profiles. Of the 19 measured parameters excluding

ESED(B −V ), 7 were derived from the Lyα line profile fitting in Section 8.3.2, and

only three of these (FWHMred , αred , and ∆vLyα) are calculable for both single-

peaked and double-peaked profiles. Additionally, note that the parameters derived

from the rest-frame optical nebular emission lines are only available for at maxi-

mum 14 LAEs in the current sample. Since two of these parameters (SFR (Hα)corr

and µ) require measurements of the Hα line (which are only available for 8 total

objects), the KS statistic will not be calculated due to the small sample size. In

Table 8.3, the results of the two-sample KS tests between the single-peaked and

double-peaked subsamples for the remainder of the measured galaxy properties are

tabulated.

From Table 8.3, it can be seen that the type of emergent Lyα line profile

is not significantly dependent on the majority of the measured galaxy properties.

However, with ≥ 95% confidence, the null hypothesis that both the single and
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Table 8.3. Two-Sample KS Test Results:
Lyα Spectral Classification

Galaxy Property∗ Nsingle
† Ndouble

† D‡ p-value

log LLyα 17 17 0.176 0.930
FWHMred 17 17 0.235 0.673
αred 17 17 0.294 0.387
∆vLyα 6 6 1.000 0.001

log Age 13 13 0.231 0.828
log M∗ 13 13 0.462 0.087

Re 17 17 0.294 0.387
log EWLyα 17 17 0.235 0.673
E(B −V ) 17 17 0.529 0.010

log SFR (UV)corr 17 17 0.529 0.010
log ΣSFR 17 17 0.353 0.190
log SSFR 17 17 0.231 0.828

fesc,Lyα 17 17 0.529 0.010
σlos 6 6 0.333 0.810

log Mdyn 6 6 0.333 0.810

Note. — Table footnotes:
∗ Bold rows indicate parameters for which the null hypothesis
can be rejected with statistical significance (i.e., p≤ 0.05).
† Sample sizes of the single and double-peaked LAE subsam-
ples, respectively, used in the two-sample Kolmogorov-Smirnov
test.
‡ The Kolmogorov-Smirnov test statistic, described as the max-
imum difference between the empirical cumulative distribution
functions of the two subsamples.
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double-peaked subsample distributions are drawn from the same parent distribution

can be rejected for four parameters: ∆vLyα, E(B −V ), SFR (UV)corr, and fesc,Lyα.

For ∆vLyα, objects with double-peaked Lyα line profiles have systemati-

cally larger values of the offset of the primary Lyα emission component from the

systemic velocity as compared to single-peaked objects (see Figure 8.5). However,

the small sizes of the two subsamples may be a contributing factor to the high sta-

tistical significance of this KS test. Hashimoto et al. (2015) obtained Lyα spectra

(with non-uniform spectral resolution of either R≈ 4100 or R≈ 1100) for 14 LAEs

and identified 8 and 6 objects as single and double-peaked, respectively. Using their

measurements of ∆vLyα, a two-sample KS test indicates that their two subsamples

are indistinguishable (D = 0.250, p-value= 0.959). On the other hand, if the IMACS

subsamples are combined with those of Hashimoto et al. (2015) to form a single-

peaked subsample of 14 objects and a double-peaked subsample of 12 objects, the

resulting KS test for ∆vLyα remains statistically significant (D = 0.571, p = 0.017).

Clearly, obtaining additional NIR data for determining zsys for a larger number of

LAEs in the IMACS sample is important for performing this test with a larger and

more uniform sample that spectrally resolves the Lyα emission for proper double-

peak classification.

For E(B − V ), objects with double-peaked Lyα line profiles have a distri-

bution that peaks at a higher dust extinction compared to single-peaked objects,

which are mostly clustered around E(B −V ) ≈ 0.0 (see Figure 8.9). Since objects

with a single-peaked Lyα line profile appear to have less dust extinction, it is un-

surprising that they are also distributed over a higher range of fesc as compared to
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the double-peaked LAEs (see Figure 8.10). In addition to these parameters, LAEs

with double-peaked Lyα line profiles also tend to be seen in LAEs that have higher

values of SFR (UV)corr compared to that for single-peaked LAEs (see Figure 8.10).

8.5.2 Resolved versus Unresolved Objects

Since only five of the resolved LAEs have Lyα emission that is resolved

beyond the spatial extent of the UV continuum, the KS test will be performed for

all objects with resolved Lyα emission (regardless of whether the continuum is also

resolved) versus unresolved objects. To better interpret such an analysis, however,

larger samples of objects with Lyα emission spatially resolved beyond that of the

UV continuum need to be compiled. In Table 8.4, the results of the two-sample KS

tests between the spatially resolved and unresolved subsamples are tabulated for

properties with sufficiently large subsample sizes. Properties that do not meet this

criteria include those derived from the rest-frame optical emission lines, for which

only three spatially resolved LAEs in the IMACS sample have measurements.

From Table 8.4, it can be seen that the size of the Lyα emission on the

sky (i.e., whether or not the emission is resolved at the IMACS spatial resolu-

tion) generally does not significantly depend on measured galaxy properties that

are unexpected. With ≥ 95% confidence, the null hypothesis that both the spatially

resolved and unresolved subsample distributions are drawn from the same parent

distribution can be rejected only for three parameters: log LLyα, log SFR (UV)corr,

and log ΣSFR. Finding that objects emitting Lyα over a larger projected area on the

sky are also more luminous in the Lyα line is not a surprising result (see Figure
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Table 8.4. Two-Sample KS Test Results:
Lyα Spatial Classification

Galaxy Property∗ Nunresolved
† Nresolved

† D‡ p-value

log LLyα 26 12 0.583 0.004
FWHMred 26 12 0.397 0.111
αred 26 12 0.423 0.076

Fred/Fblue 11 6 0.242 0.949
FWHMblue 11 6 0.545 0.129
αblue 11 6 0.394 0.472
∆vtot 11 6 0.394 0.472

log Age 19 11 0.402 0.158
log M∗ 19 11 0.478 0.055

Re 26 12 0.365 0.174
log EWLyα 26 12 0.154 0.982
E(B −V ) 26 12 0.397 0.111

log SFR (UV)corr 26 12 0.538 0.010
log ΣSFR 26 12 0.468 0.036
log SSFR 19 11 0.163 0.986

fesc,Lyα 26 12 0.372 0.160

Note. — Table footnotes:
∗ Bold rows indicate parameters for which the null hypothesis can
be rejected with statistical significance (i.e., p≤ 0.05).
† Sample sizes of the spatially unresolved and resolved LAE sub-
samples, respectively, used in the two-sample Kolmogorov-Smirnov
test.
‡ The Kolmogorov-Smirnov test statistic, described as the maximum
difference between the empirical cumulative distribution functions
of the two subsamples.
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8.6), especially since the LAEs studied here were drawn from flux limited sam-

ples. Furthermore, since star formation rates derived from the Lyα luminosity are

correlated with SFR (UV)corr (e.g., see Figure 9 of Blanc et al. 2011), finding that

objects with spatially resolved Lyα emission (and typically higher Lyα luminosity)

also have larger star formation rates is also not surprising (see Figure 8.10). As an

extension from this, since the dynamic range observed in log SFR (UV)corr is much

larger than that for Re, the resolved subsample also tends to have larger values of the

star formation rate surface density (see Figure 8.10). In addition to these aforemen-

tioned properties, M∗ shows a difference in its spatially resolved and unresolved

distributions that is just slightly under the 95% confidence level. While LAEs with

resolved Lyα emission have a range of stellar masses, they tend to be more mas-

sive than an unresolved LAE (see Figure 8.8). Note that except for possibly LLyα,

the differences in the distributions between the resolved and unresolved objects for

SFR (UV)corr, ΣSFR, and M∗ appear to be driven by the LAEs that are extended in

both Lyα and the UV continuum.

8.5.3 UV Continuum Morphological Class

The majority of the LAEs in the IMACS sample are classified as mergers

based on the presence of a close companion, while six additional LAEs were clas-

sified as disturbed despite lacking a companion. Although the sample of disturbed

LAEs is small, KS tests were performed between the merger and disturbed subsam-

ples for each galaxy property where the sample sizes were sufficient. In all prop-

erties, these tests detect no statistically significant difference in their distributions.

486



As a result, the disturbed and merger subsamples will be treated together as a single

class here, and will be tested against the LAEs whose continuum counterparts are

compact and isolated. Unfortunately, the class of compact LAEs only contains four

objects with double-peaked Lyα spectra, so KS tests will not be performed for the

four Lyα line profile fitting parameters that are specific to double-peaked Lyα emis-

sion lines. Furthermore, only four compact LAEs have NIR data for the rest-frame

optical emission lines, so KS tests will also not be performed for the parameters

associated with those measurements. In Table 8.5, the results of the two-sample KS

tests between the merger/disturbed and compact subsamples are provided.

Various properties have significantly different distributions depending on

whether or not the LAE is classified as being a merger/disturbed in comparison to

being classified as compact/isolated. For log LLyα, FWHMred , Re, E(B − V ), and

log SFR (UV)corr, the distributions for merging/disturbed LAEs peak at higher val-

ues as compared to the compact/isolated subsample. In contrast, the distribution for

the merging/disturbed LAEs peak at lower values compared to the compact/isolated

subsample for fesc,Lyα. Of these parameters, note that the distribution differences for

FWHMred and E(B −V ) are the least significant. These results suggest that merging

galaxies form stars more vigorously, contain more dust, and emit more Lyα photons

as compared to non-merging galaxies. However, the Lyα photons appear to escape

these systems less efficiently. Since merging LAEs have broader Lyα emission line

components on average as compared to non-merging LAEs, this may be indicative

of the Lyα photons having to undergo a larger number of resonant scatterings prior

to escaping the system, which in the presence of enhanced dust content results in
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Table 8.5. Two-Sample KS Test Results:
UV Continuum Morphology Classification

Galaxy Property∗ Ncompact
† Nmerger/disturbed

† D‡ p-value

log LLyα 13 25 0.569 0.004
FWHMred 13 25 0.440 0.050
αred 13 25 0.338 0.227

log Age 10 20 0.400 0.179
log M∗ 10 20 0.400 0.179

Re 13 25 0.883 1×10−6

log EWLyα 13 25 0.329 0.255
E(B −V ) 13 25 0.449 0.043

log SFR (UV)corr 13 25 0.609 0.002
log ΣSFR 13 25 0.225 0.724
log SSFR 10 20 0.4 0.179

fesc,Lyα 13 25 0.486 0.022

Note. — Table footnotes:
∗ Bold rows indicate parameters for which the null hypothesis can be
rejected with statistical significance (i.e., p≤ 0.05).
† Sample sizes of the merger/disturbed and compact/isolated LAE
subsamples, respectively, used in the two-sample Kolmogorov-Smirnov
test.
‡ The Kolmogorov-Smirnov test statistic, described as the maximum
difference between the empirical cumulative distribution functions of the
two subsamples.
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a lower Lyα escape fraction. Especially since no evidence for an enhancement of

the EWLyα is observed for merging/disturbed LAEs, this scenario is consistent with

the findings of Shibuya et al. (2014a), who suggest that the neutral gas and dust

that is disturbed by a merger envelopes the central ionizing starburst, as opposed to

dispersing it and opening low column density holes in the surrounding neutral gas

distribution (as was conjectured in Section 7.5.5).

8.5.4 Association Among Classifications

By subdividing the IMACS LAE sample as discussed throughout this chap-

ter, a set of three categorical variables have been created on which a cross-sectional

analysis can be performed to find any potential associations among the classifica-

tion schemes. Each of the three categorical variables (i.e., Lyα spectral class, Lyα

spatial class, and UV continuum morphological class) consists of three categories

from which contingency tables can be constructed. To test the significance of a

potential association between two of the categorical variables, a Fisher’s exact test

is performed on each contingency table under the null hypothesis that the relative

proportions of the first variable are independent of the second.

First, the Lyα spectral class and Lyα spatial class are tested against one

another. For LAEs with spatially unresolved Lyα emission in the IMACS spectra,

14 have single-peaked Lyα line profiles, 11 are double-peaked, and 1 has> 2-peaks.

For LAEs with spatially resolved Lyα emission congruent with spatially resolved

continuum emission, 2 are single-peaked, 3 are double-peaked, and 2 have > 2-

peaks. Finally, for objects with extended Lyα emission beyond the UV continuum,
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1 is single-peaked, 3 are double-peaked, and 1 has > 2-peaks. For the resulting

3×3 contingency table, p = 0.180 indicating that there is no significant association

between the number of Lyα peaks and the extent of the Lyα emission.

Second, the Lyα spatial class is tested against the UV continuum morpho-

logical class. For LAEs with spatially unresolved Lyα emission in the IMACS

spectra, 11 have compact/isolated UV continuum counterparts, 3 are disturbed, and

12 are components of a close-pair association. For LAEs with spatially resolved

Lyα emission congruent with spatially resolved continuum emission, 1 is com-

pact/isolated, 1 is disturbed, and 5 are potential mergers. Finally, for objects with

extended Lyα emission beyond the UV continuum, 1 is compact, 2 are disturbed,

and 2 are potential mergers. For the resulting 3× 3 contingency table, p = 0.335,

which indicates that there is no significant association between the extent of the Lyα

emission and the morphology of the UV continuum counterpart. The same holds

true for a 3× 2 table where the potential mergers and disturbed UV continuum

counterparts are binned together into a single class (p = 0.394).

Finally, the Lyα spectral class is tested against the UV continuum mor-

phological class. For LAEs with single-peaked Lyα emission line profiles, 9 have

compact/isolated UV continuum counterparts, 2 are disturbed, and 6 are potential

mergers. For LAEs with double-peaked Lyα spectra, 4 are compact/isolated, 4 are

disturbed, and 9 are potential mergers. Finally, for objects with more than two Lyα

emission peaks, all four are classified as potential mergers. For the resulting 3×3

contingency table, p = 0.144, which indicates that there is no significant associa-

tion between the number of Lyα emission peaks and the morphology of the UV
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continuum counterpart. For a 3× 2 contingency table where the potential mergers

and disturbed UV continuum counterparts are binned together into a single class,

the association becomes only weakly significant at p = 0.053, where LAEs that are

classified as disturbed/merging may have a greater number of Lyα emission peaks.

8.6 Correlations within the Full IMACS LAE Sample

In this section, the full IMACS LAE sample is searched for correlations

among the various measured parameters with the goal of finding the observed phys-

ical properties on which the Lyα radiative transfer is most dependent. To evaluate

the strength and statistical significance of the correlation of any two parameters,

the Spearman rank correlation coefficient ρS is calculated. The associated p-value

provides the probability of obtaining the observed correlation or stronger under the

null hypothesis that no correlation exists. The null hypothesis is not considered to

be rejected unless it can be done so with ≥ 95% confidence.

In Figure 8.12, the correlations within the observed parameter space for the

IMACS LAE sample are illustrated in the form of a correlation matrix. In this

figure, the cells corresponding to any two properties are color-coded by their asso-

ciated value of ρS/p, which provides a simultaneous measure of both the strength

and significance of the correlation. Note that the matrix is divided into three sec-

tions. At left of the vertical line is the sub-matrix containing the seven parameters

that quantify the Lyα line profile from the asymmetric Gaussian fitting routine in

Section 8.3.2. Below the horizontal line is the sub-matrix containing the physical

parameters for the LAE sample. The correlation matrix parameter space to the right
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Figure 8.12 Correlation matrix for the observed parameter space of the IMACS
LAE sample. Each cell illustrates the correlation between the two properties listed
at the top of the column and at the right of the row, respectively. The color of the
cell indicates the strength and significance of the correlation, as parametrized by
the ratio of the Spearman rank correlation coefficient ρS and its associated p-value.
Red indicates a positive correlation, while blue indicates an anti-correlation. Cells
containing a “?” are explicitly marked as statistically significant (i.e., p ≤ 0.05).
Cells containing a “◦” indicate no significant correlation without HPS-153, but a
significant correlation with it. Similarly, cells containing a “×” indicate signifi-
cant correlation without HPS-153, but insignificant correlation with it (see Section
8.6.1). Cells to the left of the heavy black vertical line are those that quantify the
Lyα line profile (see Section 8.6.2). Cells to the right of the vertical line and above
the horizontal line illustrate the correlation of Lyα line profile properties with the
LAE physical properties (see Section 8.6.3). Finally, cells below the heavy black
horizontal line are for the remainder of the physical LAE properties (see Section
8.6.4).
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of the vertical line and above the horizontal line illustrates the observed correlations

among the physical properties and the Lyα profile fitting parameters. Each of these

three sections of the correlation matrix will be further explored in the subsections

that follow.

8.6.1 The Curious Case of HPS-153

While the Lyα line profiles of the 38 LAEs in this sample span a wide range

of morphologies, one object in particular should be pointed out, as it represents a

significant outlier in various parameter spaces. Classified as an LAE with a double-

peaked Lyα line profile, HPS-153 (shown in Figure D.2) has both the largest values

of FWHMred and ∆vtot in the sample, and measures a factor of & 2 larger than the

next largest objects in both parameters. Additionally, it has one of the largest mea-

surements of αblue in the sample (only one object has a larger value), but has one of

the smallest values of FWHMblue (only three objects have a smaller value). As a re-

sult of the large difference in the measured widths of the two emission components,

HPS-153 also has the largest measurement of Fred/Fblue. Despite these extremes

in the fitted Lyα line profile parameters, HPS-153 is otherwise unremarkable in its

other physical properties, except for its relatively large values of EWLyα, E(B −V ),

and M∗ (only four LAEs in the sample have a larger value of these parameters).

Since significantly outlying data points can drive or spoil correlations for the

relatively small sample sizes available here, the effect of removing HPS-153 from

the sample has been examined. However, there is no compelling reason to do so,

other than to find the correlations that are robust without it. Overall, the quality of
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the Lyα spectrum of HPS-153 in Figure D.2 is good, except that the signal to noise

ratio of the blue peak is relatively weak. Nevertheless, the blue peak does span a

full resolution element in both the spectral and spatial dimensions, which is why it

was not classified as a single-peaked LAE. If it was classified as a single-peaked

LAE, it would still have an outlying value of FWHMred . A possible scenario is

that the current blue peak is a false detection, and the broad red Lyα emission

peak is actually a spectrally unresolved double-peak (see the following subsection

and Figure 8.13a for more on the likelihood of selecting a double-peaked Lyα line

profile while close to the IMACS resolution limit). Due to the absence of an X-

ray detection (Adams et al., 2011) and the absence of other broad emission lines in

its rest-frame UV spectrum, the broad Lyα emission is unlikely to be due to AGN

activity (see Section C.3 for examples of AGNs observed with IMACS among this

sample). One way or the other, HPS-153 is an intriguing object worthy of future

follow-up observations.

In general, removing HPS-153 has very little effect on the results of the

KS tests presented in Section 8.5. However, there are three KS tests results on the

brink of significance that cross the significance threshold of p ≤ 0.05 when HPS-

153 is excluded. For M∗ without HPS-153, the difference in the distribution be-

tween the spatially resolved and unresolved LAEs becomes significant (D = 0.525,

p = 0.029). For FWHMred , the difference between the distributions of the LAEs

with compact UV continuum morphologies and merger/disturbed morphologies be-

comes insignificant (D = 0.417, p = 0.077). Finally, for E(B − V ), the difference

between the distributions of the LAEs with compact UV continuum morphologies
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and merger/disturbed morphologies becomes insignificant (D = 0.436, p = 0.057).

For the tests of association between the various classification schemes in Section

8.5.4, the results are unaffected when excluding HPS-153 from the sample.

As expected when removing a significant outlier, the strength of the corre-

lation and the significance level for a parameter pair can change from that shown

in Figure 8.12, which was plotted with HPS-153 included. To denote correlations

in Figure 8.12 that are significant (i.e., p≤ 0.05) regardless of whether HPS-153 is

included in the sample or not, a “?” is included within the cell. If a correlation is

significant with HPS-153 in the sample but is not significant when it is excluded,

a “◦” is plotted. Similarly, if a correlation is insignificant with HPS-153 in the

sample but is significant when it is excluded, a “×” is plotted. The lack of any

symbol denotes correlations that are not significant, regardless of whether or not

HPS-153 is included. Unsurprisingly, several of the correlations that change de-

pending on whether or not HPS-153 is counted in the sample include parameters

for which it has an outlying value (i.e., αblue, FWHMblue, FWHMred , and ∆vtot). For

the three correlations that do not involve these parameters, only a small change in

the correlation strength and significance are observed. However, since the correla-

tions for these parameter pairs were already very close the significance threshold

of p ≤ 0.05, the small variation in the p-value after removing HPS-153 from the

sample is enough to change whether or not it is considered significant.
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8.6.2 Correlations Among the Fitted Lyα Line Profile Properties

Among the properties derived from the asymmetric Gaussian fitting of the

Lyα line profiles in Section 8.3.2, only three of the 21 possible parameter pair com-

binations robustly show a statistically significant correlation. These include a posi-

tive correlation for ∆vtot vs. FWHMred , and anti-correlations between ∆vtot vs. αred

and ∆vLyα vs. Fred/Fblue. The three scatter plots for these parameter pairs are shown

in Figure 8.13. The scatter plot for αblue vs. FWHMblue is also shown, which is only

significant if HPS-153 is included in the sample. Note that the respective values of

ρS and p are included on these plots for the IMACS sample, but are given without

HPS-153 included. It should also be noted that all four of these three correlated

parameter pairs can only be explicitly calculated for the double-peaked subsample.

Of the three parameter pairs that can be calculated for single-peaked objects (i.e.,

FWHMred vs. αred , FWHMred vs. ∆vLyα, and αred vs. ∆vLyα), none show a statis-

tically significant correlation for either the entire LAE sample, the double-peaked

subsample alone, or the single-peaked subsample alone.

Figure 8.13a shows the correlation between ∆vtot and FWHMred for the

double-peaked subsample. This correlation was fist reported by Yamada et al.

(2012) and was used as evidence to support the idea that the two Lyα peaks were

part of the same spectral feature that resulted from radiative transfer effects, rather

than being emitted separately from two closely separated Lyα emitting galaxies. In

addition to confirming this correlation, the data presented here supports the radiative

transfer effect argument, especially since double-peaked Lyα emission is observed

from several LAEs that have an isolated and compact UV continuum morphology
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Figure 8.13 Statistically significant correlations (i.e., those with p ≤ 0.05) among
the fitted Lyα line profile parameters. a) The correlation between ∆vtot and
FWHMred . The light gray points correspond to measurements from the LAE sam-
ple of Yamada et al. (2012), while the dashed line shows the 1:1 relation. The
shading in the background indicates the probability of selecting the Lyα profile as
double-peaked given the corresponding values of ∆vtot and FWHMred at the IMACS
spectral resolution. b) The correlation between ∆vtot and αred . c) The correlation
between Fred/Fblue and ∆vLyα. Black data points are for the double-peaked subsam-
ple, while the gray triangles correspond to single-peaked objects, where the value
of Fred/Fblue plotted corresponds to the lower limit, under the assumption that a sec-
ondary Lyα peak was undetected in the IMACS data. d) The correlation between
αblue and FWHMblue, which is only significant when HPS-153 is included in the
sample. Note that in panels a, b, and d, the data point for HPS-153 is indicated with
a red circle. Additionally, ρS and p are given for each correlation without HPS-153.
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(see Figure D.2). In Figure 8.13a the data from Yamada et al. (2012) after instru-

mental correction are plotted along with the IMACS data. Together, there are 51

total LAEs plotted (not including HPS-153), which results in a combined value of

ρS = 0.411 and p = 0.003. Given the limiting spectral resolution of the observations,

there are regions of this parameter space that may not be populated, which may give

rise to the observed correlation. For example, given a large FWHMred , a double-

peaked Lyα line profile with a small velocity separation between the peaks may

appear to be blended after convolution with the instrumental profile and otherwise

be classified as a broad single-peaked Lyα line. To test this, the parameter space

covered in Figure 8.13a was divided into a 10×10 grid. For each value of ∆vtot and

FWHMred in this grid, 10 realizations of a mock double-peaked Lyα spectrum were

constructed using the functional form of Equation 8.2, where the remainder of the

Lyα fitting parameters (including the signal to noise ratio) were drawn from uni-

form distributions spanning the ranges observed in the IMACS data. Each of these

mock spectra were then classified as double-peaked or single-peaked according to

Section 8.3.1, and the resulting probability of the double-peaked selection is de-

rived. As can be seen, observational selection effects may play a role in forming the

observed correlation for ∆vtot . 400 km s−1. However, the majority of the IMACS

and Yamada et al. (2012) sample have ∆vtot & 400 km s−1, which suggests that the

observed correlation is likely robust and not limited by observational effects.

Figure 8.13b shows the correlation between ∆vtot and αred . The correla-

tion is such that double-peaked Lyα profiles with large velocity separation between

the two peaks tend to have more symmetric primary emission components. The
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extended redward wing of the redshifted Lyα emission component is often associ-

ated with backscattering of Lyα photons off of an expanding shell of neutral gas

(e.g., Verhamme et al. 2006), and is a common feature observed in Lyα emission

line profiles over a large range of redshifts (e.g., Rhoads et al. 2003; Tapken et al.

2007; Hashimoto et al. 2013; Yang et al. 2014b; McLinden et al. 2014; Yang et al.

2014a). Although asymmetry measurements are often reported for Lyα lines, few

works report any correlation of the line asymmetries with other measured param-

eters. McLinden et al. (2013) found weak evidence of a correlation between their

asymmetry measurements and ∆vLyα, such that more asymmetric lines have larger

values of ∆vLyα. However, no such correlation was found in the IMACS data with

a slightly larger number of objects.

An interesting thing to note regarding the above two correlations involving

∆vtot is that while FWHMred and αred are both correlated with ∆vtot, they are not

significantly correlated with each other. Additionally, no statistically significant

correlation is found for either FWHMred or αred with ∆vLyα (although, this may be

due to the small sample size of only six double-peaked objects with a measurement

of zsys). Indeed, no correlation is observed between ∆vLyα and ∆vtot for these six

objects. This is a bit surprising, however, especially since the two peaks that re-

sult from Lyα resonant scattering away from the optically thick line core typically

move in velocity together away from line center with increasing neutral gas column

density and/or gas temperature (e.g., see Equation 7.6 and Figure 7.5 for Lyα radia-

tive transfer through a static slab and expanding shell of neutral gas, respectively).

This will be discussed further in Section 8.7.1. In similar fashion, one might ex-
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pect FWHMred and FWHMblue to be positively correlated since the widths are also

related to the neutral gas column density. As can be seen from Figure 8.12, no

significant correlation is observed (however, removing HPS-153 from the sample

results in a very weak positive correlation between the two, with ρS = 0.409 and

p = 0.116).

The final robust correlation between Lyα line profile fitting parameters is

shown in Figure 8.13c for ∆vLyα and Fred/Fblue. Here, the values of ρS and p are

only formally calculated for the small sample size of six double-peaked Lyα line

profiles in this case. Due to the statistically significant separation of single and

double-peaked LAEs in terms of ∆vLyα (see Section 8.5.1), the lower limits placed

on the Fred/Fblue for the single-peaked objects tracks the double-peaked correlation

to smaller ∆vLyα favorably. However, due to the small sample involved (and be-

cause this result is inconsistent with a similar measurement made at lower spectral

resolution with a much larger sample by Erb et al. 2014), this correlation should

be considered provisional at best. Finally, a possible correlation between αblue and

FWHMblue is reported. However, its significance requires that HPS-153 be included

in the sample (p = 0.045). If HPS-153 is not included, the p-value is 0.107. Ad-

ditionally, it is noted that due to the low signal to noise with which the blue Lyα

emission component is often detected, the measurement uncertainties on both of

these parameters can be quite large.
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8.6.3 Comparing Lyα Line Profile Properties with Physical Properties

When comparing the parameters fitted to the Lyα line profiles in Section

8.3.2 to the various physical properties derived for the IMACS LAE sample in Sec-

tion 8.4, it can be seen from Figure 8.12 that the several of the Lyα line profile

parameters are generally not sensitive to the galaxy physical properties. However,

four of the seven parameters show a correlation with at least one physical galaxy

property. The line profile fitting parameter that stands out most is FWHMred , which

shows robust and statistically significant correlations with six of the 14 galaxy

properties, including LLyα, stellar population age, Re, SFR(UV)corr, fesc,Lyα, and µ

(although, see Song et al. 2014 for potential selection effects associated with µ

measurements). Two other notable galaxy parameters (EWLyα, and M∗) are corre-

lated with FWHMred as well, depending on whether or not HPS-153 is included.

The other Lyα line profile parameter that stands out is ∆vtot, which is correlated

with E(B −V ), SFR(UV)corr, and fesc,Lyα, as well as with EWLyα if HPS-153 is not

included. Interestingly, αred shows a correlation with LLyα, but no other galaxy

property. Similarly, αblue correlates with ΣSFR, but no other galaxy property.

Figure 8.14 shows the scatter plots for the six statistically significant cor-

relations that are observed with FWHMred , in addition to the two that depend on

HPS-153’s inclusion. FWHMred is positively correlated with each of these phys-

ical galaxy properties, except for fesc,Lyα, µ (note the small sample size of only 8

LAEs), and EWLyα. It is also important to note, as can be seen in Figure 8.12, that

many of the galaxy properties that are correlated with FWHMred here are also cor-

related with each other (for example, five of the properties that are correlated with
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Figure 8.14 Scatter plots for FWHMred (shown on the ordinate) and each of the
six physical galaxy properties with which is it robustly correlated with statistical
significance (i.e., p ≤ 0.05). The two additional plots (for log M∗ and log EWLyα)
are shown offset to the right of these six subplots because the statistical significance
of the correlation depends on whether or not HPS-153 is included in the sample. In
all subplots, blue data points are for the double-peaked subsample, red points are
for the single-peaked subsample, and green points correspond to LAEs with > 2-
peaks. Where applicable, the outlying data point for HPS-153 is outlined in black,
and all values of ρS and p are given with HPS-153 excluded from the sample.
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FWHMred in Figure 8.14 are strongly correlated with SFR(UV)corr; stellar popu-

lation age and µ are the only ones that are not). Correlations of properties with

Lyα line width have been previously reported. For example, Tapken et al. (2007)

reported the correlation between Lyα line width and EWLyα (which is only seen in

the IMACS sample when HPS-153 is removed). Additionally, using Lyα radiative

transfer models with an expanding shell geometry, Verhamme et al. (2008) found

a correlation between the Lyα line width and the neutral hydrogen column density

NHI of the shell. Such a relation can easily be explained by invoking radiative trans-

fer effects, where the Lyα line profile is broadened by the photons having to diffuse

further into the line wings to escape the optically thick medium. Since the line of

sight NHI is proportional to the Lyα optical depth for even simple gas geometries

(e.g., Neufeld 1990; Verhamme et al. 2006), a similar relation should hold in gen-

eral for Lyα radiative transfer, except in cases where the bulk velocity of the gas

relative to the Lyα emitting source is large enough to shift the Lyα photons totally

out of resonance.

In the FWHMred vs. SFR(UV)corr parameter space, objects with single-

peaked and double-peaked Lyα line profiles separate into two statistically signif-

icant relations that appear to be offset from one another (ρS = 0.600 and p = 0.011

for the single-peaked objects, and ρS = 0.712 and p = 0.002 for the double-peaked

objects excluding HPS-153), such that the LAEs with double-peaked Lyα line pro-

files tend to have a smaller FWHMred at a given SFR(UV)corr as compared to single-

peaked LAEs. This follows from the finding in Section 8.5 that single-peaked LAEs

have a systematically smaller SFR(UV)corr as compared to double-peaked LAEs,
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Figure 8.15 Scatter plots for ∆vtot (shown on the ordinate) and each of the three
physical galaxy properties with which is it robustly correlated with statistical sig-
nificance (i.e., p≤ 0.05). The additional plot (for log EWLyα) is shown offset to the
right of these three subplots because the statistical significance of the correlation
depends on whether or not HPS-153 is included in the sample. In all subplots, the
outlying data point for HPS-153 is outlined in red, and all values of ρS and p are
given with HPS-153 excluded from the sample

while the two subsamples are indistinguishable in terms of their FWHMred values.

Figure 8.15 shows the scatter plots for the three statistically significant cor-

relations with ∆vtot, including E(B −V ), SFR(UV)corr, and fesc,Lyα. The correlation

observed between EWLyα and ∆vtot is shown offset to the right because its statisti-

cal significance depends on HPS-153 being excluded. Like the Lyα line width as

described in the previous subsection, ∆vtot should also be correlated with NHI (e.g.,

see Equation 7.6), since larger Lyα optical depths result in the photons needing to

diffuse further away from the line center to escape the medium. Indeed, FWHMred

and ∆vtot are clearly related to each other (as seen in Figure 8.13a), and relate to

SFR(UV)corr, fesc,Lyα, and EWLyα in the same way. On that note, it is interesting

that ∆vtot shows a correlation with E(B−V ), but E(B−V ) is not similarly correlated

with FWHMred . Note that Henry et al. (2015) and Yang et al. (2015) also observed

an anti-correlation between ∆vtot and fesc,Lyα in the spectra of “Green Pea” galaxies
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(i.e., low redshift analogues to the higher redshift LAEs studied here).

Figure 8.16 shows the scatter plots for the statistically significant correla-

tions of αred with log LLyα (panel a) and αblue with ΣSFR (panel b). Also shown and

offset to the right in panel b is the possible correlation between αblue and E(B −V ),

the significance of which depends on HPS-153 being included in the sample. Like

with the Lyα line component widths, the asymmetry measurements for the redward

and blueward emission components are not correlated with each other, and are like-

wise not correlated with the same physical galaxy properties. First, the redward

Lyα emission line component (or the singular emission line component for single-

peaked LAEs) appears to become increasingly skewed (with an extended red tail) as

LLyα increases, although there is significant scatter in the data within this parameter

space. For the double-peaked LAEs, the blueward Lyα emission component ap-

pears to become increasingly skewed (with an extended blueward tail) for smaller

values of ΣSFR and possibly smaller values of E(B −V ). As noted in the previous

subsection, however, the low signal to noise with which the blue Lyα emission com-

ponent is often detected results in large measurement uncertainties for αblue, such

that ∼ 47% (∼ 75%) of the sample is consistent with αblue = 0.0 (i.e., symmetry)

within the 1σ (2σ) uncertainties. As such, the correlations involving αblue should be

considered provisional within the current data set.

In each of the statistically significant correlations presented here, significant

scatter is present in the data. Given that a number of potentially degenerate physical

parameters go into even a simple Lyα radiative transfer model (e.g., Verhamme

et al. 2006), it is likely that this scatter is physically driven, rather than being due
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Figure 8.16 Scatter plots for measurements of the Lyα line profile component asym-
metry (shown on the ordinate of the various subplots) and each of the physical
galaxy properties with which is they are robustly correlated with statistical signifi-
cance (i.e., p≤ 0.05). a) Plot for αred vs. log LLyα. The symbols are as described in
Figure 8.14. b) Scatter plot for αblue and ΣSFR. The additional plot against E(B −V )
that is offset to the right depends on whether or not HPS-153 is included in the
sample. In all panels, HPS-153 is indicated in black (panel a) or red (panel b), and
all values of ρS and p are given with HPS-153 excluded from the sample.

to the observational uncertainties alone. Further discussion on these correlations

will be presented in Section 8.7. In addition to these correlations, the absence

of correlation with the fitted Lyα line profile parameters is intriguing for several

physical galaxy properties. Among these is the lack of influence that dust apparently

has on the shape of the Lyα line profile, since E(B −V ) is only seen to correlate

significantly and independent of HPS-153’s inclusion with one fitting parameter

(∆vtot). Additionally, only a single Lyα line profile parameter is correlated with

ΣSFR, which is the physical galaxy property included in this study that may be

most closely related to the strength of galactic-scale outflows (e.g., Heckman 2002;

Kornei et al. 2012). Another notable property that correlates with none of the Lyα

line profile parameters is the line-of-sight velocity dispersion of the line emitting

gas σlos, which should trace the intrinsic frequency distribution of the Lyα photons
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(although, see Erb et al. 2014 using a much larger sample). Finally, although there

are only 8 LAEs with such a measurement (5 double-peaked objects), there is only

weak evidence for a correlation of the instantaneous star formation rate SFR (Hα)corr

with ∆vLyα (ρS = 0.683, p = 0.071), and no correlation with FWHMred or ∆vtot

(which were correlated with SFR (UV)corr, a property that traces the time averaged

star formation rate over times scales of ∼ 100 Myr).

8.6.4 Correlations Among the Physical Properties

There are a large number of significant correlations among the galaxy phys-

ical properties, many of which have been found and discussed in other studies.

Since several properties derived from the Lyα emission have been included in this

category (i.e., EWLyα, LLyα, and fesc,Lyα), they will be discussed individually below.

When HPS-153 is excluded from the sample, the equivalent width of the

Lyα emission was seen to be anti-correlated with FWHMred and ∆vtot, both of

which are Lyα line profile parameters that strongly depend on NHI. Within the

IMACS LAE sample, EWLyα is found with statistical significance to be higher

for less massive galaxies (i.e., M∗ and Mdyn), as well as galaxies with smaller

SFR (UV)corr since stellar mass and star formation rate are closely related (e.g.,

Daddi et al. 2007). Additionally, depending on whether or not HPS-153 is included,

EWLyα is also anti-correlated with Re. These results are largely captured by Law

et al. (2012a), Shibuya et al. (2014a), and Hagen et al. (2014). As would be ex-

pected, EWLyα is also observed to be larger for LAEs within this sample that have

a higher value of fesc,Lyα.
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Figure 8.17 Scatter plots for the Lyα escape fraction fesc,Lyα (shown on the ordinate)
and several of the physical galaxy properties with which is it significantly correlated
(i.e., p≤ 0.05). The coloring of the data points is as described for Figure 8.14. All
values of ρS and p are given with HPS-153 excluded from the sample. The plot
shown at the far right shows the correlation between fesc,Lyα and the dust reddening
E(B −V ) for the subsample of LAEs studied here, which is similar to Figure 11 of
Blanc et al. (2011). The gray lines indicate the expected relation between fesc,Lyα

and E(B −V ) for various values of the parameter q (see Equation 8.8 and Section
8.7.2), which parametrizes the dust optical depth seen by the Lyα photons compared
to that seen by continuum photons of similar rest-frame wavelength.

The Lyα luminosity, like EWLyα, is correlated with at least one of the pa-

rameters that depend on NHI (i.e., FWHMred). However, in terms of physical galaxy

properties, it is only significantly correlated in a positive sense with Re and SFR (UV)corr.

The latter correlation is expected since the Lyα-based star formation rate (which is

proportional LLyα) is correlated with SFR (UV)corr (e.g., Blanc et al. 2011). The for-

mer correlation with Re was also reported for a larger sample of HPS galaxies by

Hagen et al. (2014). Both E(B −V ) and ΣSFR are also correlated with LLyα, but only

if HPS-153 is included in the sample,

Like EWLyα, the Lyα escape fraction fesc,Lyα was also seen to be anti-correlated

above with FWHMred and ∆vtot. As a result, it is unsurprising that EWLyα and

fesc,Lyα are positively correlated with each other. In addition to the correlation with
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EWLyα, fesc,Lyα is anti-correlated with a large number of physical galaxy properties.

These include galaxy mass (i.e., M∗ and Mdyn), E(B −V ) (e.g., Blanc et al. 2011),

Re, SFR (UV)corr, and ΣSFR. All of these properties are closely connected as seen

in Figure 8.12, which is why an anti-correlation with fesc,Lyα is observed for all of

them together. For example, physically smaller galaxies are typically less massive,

and less massive galaxies within the HPS sample uniformly contain less dust (the

more massive galaxies in the sample, however, can have a wider range of dust ex-

tinctions). Lower mass galaxies also typically have smaller overall star formation

rates (e.g., Daddi et al. 2007; Hagen et al. 2014) and ΣSFR. As a result, more mas-

sive galaxies typically have lower Lyα escape fractions. These results for fesc,Lyα,

which are summarized for the IMACS LAE sample in Figure 8.17, were also found

and generally captured by Hagen et al. (2014) for a larger subsample of HPS LAEs.

Additionally, this picture is consistent with the cosmological hydrodynamic sim-

ulations of Laursen et al. (2009) that included an environmentally dependent dust

model after post-processing with a Monte Carlo Lyα radiative transfer code.

8.7 Summary and Discussion

In this chapter, a new uniform sample of spectrally resolved observations of

the Lyα emission for 38 star forming LAEs at 2.0 < z < 3.5 has been presented.

This sample of LAEs has a high median Lyα luminosity of 1043.1 erg s−1 and a high

median EWLyα of 79 Å. For 14 LAEs in the sample, additional NIR spectra of the

rest-frame optical nebular emission lines provide systemic redshifts. In addition,

ancillary data from the literature has been compiled for this sample, primarily from
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HST imaging (Koekemoer et al., 2007, 2011), observations of the UV continuum

(Nilsson et al., 2009; Blanc et al., 2011), and SED fitting (Hagen et al., 2014). This

rich data set has enabled a systematic view of the Lyα emission of high luminosity

LAEs at moderate redshifts from which the following primary findings have been

presented:

1. The spectrally resolved Lyα emission line profiles span a range of spectral

morphologies. The sample is evenly divided between LAEs with single-

peaked Lyα emission line profiles, and LAEs with double-peaked Lyα line

profiles. Only ∼ 10% of the sample is comprised of LAEs with more com-

plex line profiles. For all of the double-peaked Lyα line profiles in this sam-

ple, the redder emission component is dominant. In addition to the spectral

morphological differences, five individual LAEs in the sample are found to

have strong evidence of extended Lyα emission beyond the extent of the UV

continuum emission. There is no evidence for an association between the

extent of the Lyα emission and number of Lyα emission peaks observed.

2. Based on a simple visual analysis of the HST F814W imaging data for these

LAEs, only ∼ 1/3 of the sample is found to consist of compact and isolated

broadband counterparts. The majority of the sample consists of objects with

highly disturbed morphologies, or a close companion that suggests a potential

merger. Including a consideration of the contamination rate from unrelated

close pairs, the merger fraction of this sample is estimated to be∼ 36% which

is larger than other LAE samples (e.g., Shibuya et al. 2014a). Only weak

evidence exists in the current sample that the number of observed Lyα peaks
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is related to the morphology of the broadband counterpart, such that LAEs

with two or more Lyα peaks may be more likely to emerge from a disturbed

or merging galaxy. Additionally, note that extended Lyα emission beyond

the UV continuum emission is detected for both compact objects as well as

disturbed and/or merging objects.

3. LAEs with single-peaked Lyα line profiles differ from those with double-

peaked Lyα line profiles in only four of the measured galaxy properties:

∆vLyα (double-peaked higher), E(B−V ) (double-peaked higher), SFR (UV)corr

(double-peaked higher), and fesc,Lyα (double-peaked lower).

4. LAEs that are compact and isolated differ from those that are disturbed or

merging in several measured galaxy properties and Lyα line profile parame-

ters: LLyα (disturbed/merging higher), FWHMred (disturbed/merging higher),

Re (disturbed/merging higher), E(B−V ) (disturbed/merging higher), SFR (UV)corr

(disturbed/merging higher), and fesc (disturbed/merging lower). Despite find-

ing little statistically sound evidence of an association between the number

of observed Lyα peaks and the morphology of the broadband counterpart,

only four LAEs with double-peaked Lyα emission fall within the compact

broadband counterpart category. As a result, the four Lyα line profile param-

eters that exclusively describe double-peaked Lyα line profiles could not be

included in this comparison.

5. Among the 21 possible parameter pair combinations that can be formed be-

tween the seven fitted parameters that quantify the Lyα line profile shape,

only three show a statistically significant correlation (i.e., p ≤ 0.05): ∆vtot
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vs. FWHMred (positive correlation), ∆vtot vs. αred (anti-correlation), and

∆vLyα vs. Fred/Fblue (anti-correlation). A possible anti-correlation was also

found between αblue vs. FWHMblue.

6. Of the seven Lyα line profile parameters, two are correlated with a large

number (i.e., ≥ 3) of galaxy properties. These include FWHMred and ∆vtot,

which are both parameters that are strongly dependent on the H I column

density in even the simplest Lyα radiative transfer geometries (e.g., Neufeld

1990; Verhamme et al. 2006). Two additional Lyα line profile parameters

(αred and αblue) are significantly correlated with only a single physical galaxy

property (LLyα and ΣSFR, respectively).

7. As expected, the data set presented here captures a large number of statis-

tically significant correlations among the 14 physical galaxy properties. Of

particular note are the strong correlations involving EWLyα (including anti-

correlations with galaxy mass, Re, and SFR (UV)corr) and Lyα escape frac-

tion. While fesc and EWLyα are positively correlated, fesc is anti-correlated

with galaxy mass, E(B −V ), Re, SFR (UV)corr, and ΣSFR. Many of these re-

sults were captured by other groups working on similar samples of LAEs

(e.g., Blanc et al. 2011; Law et al. 2012b; Shibuya et al. 2014a; Hagen et al.

2014).

In the remainder of this chapter, these general results will be discussed in relation

to various existing models of Lyα radiative transfer, and placed into context with

respect to the dominant physical mechanisms that are often proposed for facilitating

the escape of Lyα photons from star forming galaxies.
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8.7.1 The Role of Neutral Hydrogen Density

In principle, the density of H I that envelopes the ionizing starburst should

have a major influence on the Lyα emission line profile that eventually emerges

from a galaxy. In the simplest case of resonant scattering of Lyα photons through

a static slab of H I defined by a column density NHI and a Doppler parameter b

(i.e., the gas thermal velocity), the total velocity separation of the two symmetric

emission peaks (each equidistant in velocity on either side of the line center) that

emerge from the slab scales as NHI
1/3 for a given value of b, as shown in Equa-

tion 7.6 (Neufeld, 1990; Hansen & Oh, 2006). Although the total peak velocity

separation also scales as b1/3 for a given NHI, the physical dynamic range of NHI is

orders of magnitude greater than b for a reasonable range of gas thermal velocities.

This basic behavior is also seen in a slightly more complicated model of Lyα ra-

diative transfer through a homogeneous and uniformly expanding shell of H I that

surrounds a Lyα source (Verhamme et al., 2006), and can be seen in Figure 7.5.

However, adding the additional variable of the expansion velocity Vexp complicates

the relation and actually can extinguish it altogether when Vexp is sufficiently large

to allow a single peak of Lyα emission to emerge at the systemic redshift due to

being shifted out of resonance with respect to the fast moving gas.

Another general feature of increasing NHI is that the width of the Lyα emis-

sion components increase due to the larger number of resonant scatterings the Lyα

photons encounter before diffusing sufficiently into the line wing to escape the sys-

tem (e.g., Dijkstra et al. 2006a; Verhamme et al. 2008). While the critical escape

frequency relative to the Lyα line center grows with both increasing NHI and b, the
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line width is primarily determined by NHI since Lyα photons scattering through gas

with a higher b have an increased probability of scattering off of a hydrogen atom

with a sufficiently high relative velocity to cause a large Doppler shift of the pho-

ton’s frequency out of resonance in a single scattering event. As a result, the overall

number of scattering events required for escape is effectively reduced, which pro-

duces a narrower emission component. This behavior can be observed in the left

and center panels of Figure 7.5 for the expanding shell geometry. For all geometries

of the neutral gas distribution, however, increased velocity offsets of the observed

Lyα peaks combined with an increased emission component width is strongly sug-

gestive of a high NHI (e.g., Verhamme et al. 2015).

8.7.1.1 Related Observed Correlations

Many of the observed correlations among the IMACS LAE sample pre-

sented here support the theory that NHI plays a dominant role in shaping the Lyα

line profile and in the escape of Lyα photons from the system in general. First, it

was seen in Section 8.6.2 that very few of the parameter pairs that can be formed

amongst the Lyα line profile fitting parameters correlate. One of the two robust cor-

relations that were observed is between FWHMred and ∆vtot for the double-peaked

subsample (also see Yamada et al. 2012). Both of these parameters scale with NHI,

as discussed above, and the observed positive correlation between them is as would

be expected for increasing NHI. However, it is noted that the observed scatter within

this relation is much larger than the measurement uncertainties, which indicates that

there are other factors that need to be considered.
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Given the above discussion about NHI driving the velocity separation of the

peaks, it is interesting that very few correlations are observed among the objects

with measurements of ∆vLyα. Chief among the Lyα line profile fitting parameters

with which no correlation is observed with ∆vLyα are FWHMred and ∆vtot. How-

ever, especially since there are only six double-peaked LAEs with ∆vLyα measured,

the lack of correlations (or the correlation itself in the case of Fred/Fblue) could

be due to small number statistics. To explore this issue further, the literature was

searched for additional double-peaked Lyα emission line profiles for which zsys

was well-measured. The double-peaked Lyα line profile morphology was found

to be common among various classes of high (and low) redshift galaxies, and a

total of 53 such profiles with measured ∆vLyα were found including the six double-

peaked LAEs presented here. Data for double-peaked Lyα line profiles from addi-

tional LAEs are drawn from McLinden et al. (2011), Christensen et al. (2012), and

Hashimoto et al. (2015); LBGs from Tapken et al. (2007) and Kulas et al. (2012);

Lyα blobs from Yang et al. (2014b); and damped Lyα absorption systems showing

Lyα emission within the absorption trough from Fynbo et al. (2010) and Noter-

daeme et al. (2012). In addition, a large number of high quality measurements are

available for low redshift analogues to the high redshift galaxies studied here from

Heckman et al. (2011), Henry et al. (2015), and from the data compiled by Ver-

hamme et al. (2015). For these measurements, the plotted velocity offset of the two

Lyα emission components is determined by the velocity at which the peak flux is

observed (including for the six LAEs from this study for consistency). The result, as

shown in Figure 8.18, is a strong correlation between ∆vtot and ∆vLyα (ρS = 0.583,
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p = 4.6× 10−6). The relation between the two parameters appears to be linear on

average despite significant scatter amongst the data beyond their 1σ measurement

uncertainties. Additionally, galaxies in each of the different selection classes lie

along the same relation. A least squares linear fit to the data results in a slope

and intercept of 0.90± 0.09 and 359± 25 km s−1, respectively. The uncertainties

in those parameters are determined by refitting 103 realizations of the data, where

each data point was adjusted from its observed value in each iteration according to

a normal distribution with a standard deviation equivalent to the quoted uncertainty.

In addition to the data and the resulting linear fit in Figure 8.18, the expected

relation between ∆vtot and ∆vLyα is plotted for Lyα radiative transfer through a

static sphere of neutral gas (Dijkstra et al., 2006a). This relation is nearly iden-

tical to that derived for a static slab of H I as represented in Equation 7.6 (e.g.,

Neufeld 1990; Hansen & Oh 2006; Verhamme et al. 2008). In this configuration

within the plotted parameter space, the relation has a slope of 2 as both the redward

and blueward peaks move away from the line center in unison with increasing NHI

and/or b. Additionally, the approximate relation for a slowly expanding (Vexp ≤ 20

km s−1) homogeneous shell of H I gas is also shown by comparing the two subplots

in Figure 2 of Verhamme et al. (2015). For both the static configurations and the

expanding shell, objects can move along the plotted relations by changing either

NHI or b. When an expansion velocity is introduced, the slope becomes shallower

with an intercept that increases from 0 km s−1. This suggests that outflow velocity

may also be an important parameter in determining the emergent Lyα line profile,

and may be one of the causes for the large scatter in the otherwise linear relation
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Figure 8.18 The correlation of ∆vtot with ∆vLyα for double-peaked Lyα emission
across galaxy samples. The data are correlated with high significance, as shown
at the lower right of the plot. A linear fit to the data is shown by the thick black
line, and the uncertainty in the fit is indicated by the gray shaded region. Also
shown are the expected relationship between the two parameters in a simple model
of Lyα radiative transfer through a static sphere of H I gas (dotted line; Dijkstra
et al. 2006a), and a very slowly expanding (Vexp ≤ 20 km s−1) homogeneous shell
of H I (dashed line; Verhamme et al. 2015). The six LAEs measured in this work
are indicated by the larger blue data points. Additional objects were compiled from
the following literature sources for each galaxy class: LBGs (Tapken et al., 2007;
Kulas et al., 2012), low redshift analogues (Heckman et al., 2011; Henry et al.,
2015; Verhamme et al., 2015), damped Lyα absorption systems (DLAs; Fynbo et al.
2010; Noterdaeme et al. 2012), Lyα blobs (LABs; Yang et al. 2014b), and additional
LAEs (McLinden et al., 2011; Christensen et al., 2012; Hashimoto et al., 2015).
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between ∆vtot and ∆vLyα if a range of expansion velocities exist from galaxy to

galaxy. To properly evaluate this, additional data is needed for each galaxy that is

plotted in Figure 8.18 for some well constrained physical property that is sensitive

to the neutral gas outflow velocity (such as the velocity shifts of the low ionization

interstellar absorption lines; e.g., Shapley et al. 2003; Berry et al. 2012; Shibuya

et al. 2014b). This will be further discussed in Section 8.7.3.

Another notable feature of Figure 8.18 is that the LBGs and the LAEs are

stratified along the linear fit, with LAEs primarily confined to low values of ∆vtot

and ∆vLyα (see also Hashimoto et al. 2015). If the observed relation between ∆vtot

and ∆vLyα is primarily due to differences in NHI, then this stratification suggests

that LAEs have lower neutral gas column densities along the line of sight as com-

pared to LBGs. One way to test this would be to add a third dimension to this

parameter space (FWHMred for example). If a strong correlation also exists be-

tween ∆vLyα and FWHMred over the larger dynamic range in ∆vLyα than can be

probed using only the six double-peaked LAEs presented here, then the relation

shown in Figure 8.18 is primarily governed by NHI. Unfortunately, the line widths

and other parameters similar to those fitted in Section 8.3.2 for the IMACS LAE

sample are not uniformly available for the entire sample of galaxies shown in Fig-

ure 8.18. Although not as direct, the correlation observed between FWHMred and

∆vtot for the IMACS double-peaked LAE sample is suggestive that changes in ∆vtot

may be primarily due to a larger number of resonant scatterings (i.e., higher NHI).

This scenario is also generally consistent with the observed positive correlations of

∆vtot with E(B −V ) and SFR (UV)corr, and especially the anti-correlations of ∆vtot
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with fesc,Lyα and EWLyα (e.g., Lyα photons in LAEs with a higher ∆vtot, and thereby

higher NHI, must scatter more before escaping the system, which makes them more

susceptible to dust absorption and results in lower fesc,Lyα and EWLyα; see also

Henry et al. 2015). All of these correlations were shown in Figure 8.15. Similar

correlations were also observed with FWHMred in Figure 8.14.

8.7.1.2 Support from Other Studies

Invoking low NHI to explain the strong Lyα emission of LAEs has become

increasingly more frequent in recent years, and various other studies support such a

scenario. For example, in Chapter 7, model Lyα line profiles resulting from a homo-

geneous and uniformly expanding shell geometry were fit to the Lyα line profiles

of three HPS LAEs (HPS-194, HPS-251, and HPS-256) with 120 km s−1 FWHM

spectral resolution. Despite the best-fitting models having a range of Doppler b pa-

rameters and expansion velocities, the similar line widths, velocity separations, and

∆vLyα measurements for the three objects resulted in all having a best-fitting NHI

of 1018 cm−2. In a similar study that included 12 Lyα emission line profiles using

more sophisticated expanding shell Lyα radiative transfer models, Hashimoto et al.

(2015) found that the average best-fitting NHI was 1018.4 cm−2. These typical NHI

values are more than an order of magnitude smaller than NHI determined through

a similar fitting procedure by Verhamme et al. (2008) for LBGs, and a clear trend

between NHI and ∆vLyα has emerged (i.e., Figure 12 of Hashimoto et al. 2015).

Since the first values of ∆vLyα were measured for LAEs (McLinden et al.,

2011; Finkelstein et al., 2011b), it was noticed that ∆vLyα was systematically smaller
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for LAEs as compared to the same measurements for LBGs (e.g., Steidel et al.

2010), regardless of the number of Lyα peaks observed. This was later confirmed

in larger numbers of LAEs by Hashimoto et al. (2013) and Song et al. (2014), and

has become common knowledge in the most recent studies (Shibuya et al., 2014b;

Hashimoto et al., 2015). As a natural consequence of this discovery, hints of an

anti-correlation between ∆vLyα and EWLyα surfaced (Hashimoto et al., 2013) and

have since been definitively confirmed using a larger dynamic range of EWLyα (Erb

et al., 2014). While many of the early studies suggested an equivalence (or at least

a correlation) between the outflow speed and ∆vLyα for these objects, studies such

as that in Chapter 7 cautioned otherwise. Subsequent deeper rest-frame UV spectra

were obtained for several LAEs from which absorption lines in the UV stellar con-

tinuum from intervening material in the ISM was detected (Hashimoto et al., 2013;

Shibuya et al., 2014b). As is the case for LBG observations (e.g., Shapley et al.

2003), the interstellar absorption lines are blueshifted relative to the systemic ve-

locity by typical values of ∼ 200 km s−1, which is a direct indication of outflowing

material along the line of sight towards the observer. The absorption lines utilized

in these studies correspond to metal lines with low ionization potentials of < 13.6

eV, and thus are used as a proxy to trace the kinematic properties of the H I gas that

scatters Lyα photons. Since the magnitude of the low ionization interstellar (LIS)

absorption line blueshift for LAEs is comparable to that of LBGs (Shibuya et al.,

2014b), they are concluded to have outflows of neutral gas with a similar velocity,

which effectively eliminates different outflow conditions as the primary cause of

the lower values of ∆vLyα in LAEs. This leaves NHI as the primary factor in de-
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termining the escape of Lyα photons, a result that was corroborated by Erb et al.

(2014).

If the above evidence for lower NHI in LAEs is robust, what is the cause

of the lower NHI? One explanation is for the gas distribution around these galax-

ies to be anisotropic (i.e., have a covering fraction of less than unity), resulting in

low density holes through which Lyα can preferentially escape. This scenario will

be further discussed in Section 8.7.4. As proposed by Song et al. (2014), how-

ever, the primary cause of the low NHI that gives rise to the strong Lyα emission

could be low metallicity. Using observations in the NIR of the rest frame opti-

cal emission lines for 10 LAEs from the HPS sample (8 of which were included

in the IMACS LAE sample), Song et al. (2014) placed robust upper limits on the

gas-phase metallicity of the LAEs and determined that they may lie systematically

below the mass-metallicity relation for continuum-selected galaxies at a similar red-

shift (see Erb et al. 2006a). For two galaxies with the same neutral gas distribution

and over all gas mass, the one starting with an intrinsically lower metallicity will

form stars with hotter stellar photospheres (Tumlinson & Shull, 2000), which re-

sults in a larger ratio of ionizing flux to hydrogen gas density (Leitherer et al. 2010;

i.e., a higher ionization parameter). The higher ionization parameter will result in a

larger volume of ionized gas throughout the galaxy, which will effectively lower the

overall value of NHI and promote higher escape fractions of Lyα photons. Indeed,

several studies have directly measured the ionization parameter in LAEs through

measurements of the [O III]λ5007 / [O II]λ3727 line ratio, and found that LAEs

at the redshifts probed in this study have higher ionization parameters compared to

521



continuum-selected galaxies (Nakajima et al., 2013; Nakajima & Ouchi, 2014).

8.7.1.3 Implication for Leaking Lyman Continuum Radiation

If the shape of the Lyα emission line profile is strongly dependent on NHI

then spectroscopic observations of Lyα with sufficiently high spectral resolution to

resolve the emission line components can in theory be used to find objects with

particularly low values of NHI. As outlined by Verhamme et al. (2015), a low NHI

of ∼ 1.6× 1017 cm−2 yields a line center optical depth for Lyα of ∼ 104, which

necessitates resonant scattering away from the line core for escape. At the same

time, such NHI yields an optical depth of order unity for photons at the Lyman

limit, which suggests that Lyman-continuum radiation (LyC; i.e., hydrogen ionizing

wavelengths < 912 Å) may be able to leak from such galaxies. In cases where the

escape fraction of ionizing photons is very high, EWLyα will actually decrease due

to the low density of ionized gas from which the Lyα photons are initially emitted.

Nevertheless, photoionization models by Nakajima & Ouchi (2014) indicate that

EWLyα can still be as high as ∼ 100 Å, even for density bounded nebulae with

ionizing photon escape fractions as high as 0.8. This has interesting implications

for using Lyα emission line profiles to identify LyC leaking galaxies that are similar

to those necessary to complete reionization by z≈ 6 (e.g., Robertson et al. 2013).

Using expanding shell Lyα radiative transfer models, Verhamme et al. (2015)

identified two particularly favorable neutral gas configurations from which LyC

photons can escape, and predicted the associated Lyα line profiles for each. The

first configuration is a density bounded H II region, modeled as a standard homoge-
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neous expanding shell with NHI low enough to be optically thin to hydrogen ionizing

photons (i.e., NHI . 1017 cm−2), and with sufficiently low Vexp to not allow photons

to escape at the systemic velocity. In this case, due to the dependence of the Lyα

emission component widths and velocity offsets on NHI, good candidate LyC leak-

ing galaxies show the following characteristics in their Lyα line profiles: 1) narrow

Lyα emission components; 2) ∆vLyα ≤ 150 km s−1 for single or double-peaked Lyα

line profiles; 3) ∆vtot ≤ 300 km s−1 for double-peaked profiles when the systemic

velocity lies in between the two peaks. The second configuration is that of an ex-

panding shell with a high (but less-than-unity) covering factor of H I, similar to the

clumpy expanding shells modeled by Duval et al. (2014) and the beamed Lyα radia-

tive transfer considered by Behrens et al. (2014). In this configuration, the observed

Lyα line profile is orientation-dependent with respect to the observer, as there are

certain lines of sight where both Lyα and ionizing photons can escape unimpeded.

In this case, the primary signature in the Lyα line profile is an emission peak at the

systemic velocity, with a relatively narrow profile that is comparable to the velocity

dispersion measured from a traditionally optically thin emission line (e.g., Hα).

Note that these Lyα spectral signatures do not confirm that leaking LyC ex-

ists. Rather, the method presented by Verhamme et al. (2015) is a way to select

good candidate LyC leakers. Ground-based narrowband surveys for LyC emission

in LBGs and LAEs at z ∼ 3 show that ∼ 8% and ∼ 12% leak detectable amounts

of LyC photons, respectively, with LAEs leaking a significantly larger LyC flux rel-

ative to the non-ionizing UV flux compared to LBGs (Nestor et al., 2011, 2013).

While such studies have recognized the importance of considering the contamina-
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tion of narrowband flux from foreground galaxies, recent HST imaging studies have

shown that the contamination is quite substantial in ground-based surveys (e.g.,

Mostardi et al. 2015) and that a definitive sample of LyC leaking galaxies at high

redshift is still elusive (Siana et al., 2015). Since a definitive sample of LyC leak-

ers at high redshift will likely require confirmation from spacebourne observatories

(e.g., HST), the importance of using the Lyα line profile as a technique for iden-

tifying candidate LyC leaking galaxies is clear since it is much less susceptible to

contamination from foreground sources in ground-based observations.

For both of the neutral gas configurations explored by Verhamme et al.

(2015), a measurement of zsys is necessary. In the density bounded case with single-

peaked Lyα line profiles, zsys measurements are required to determine ∆vLyα. For

double-peaked Lyα line profiles, zsys measurements are necessary to confirm that

the two emission components straddle the systemic redshift, which is not always the

case (e.g., Kulas et al. 2012). Additional supporting measurements can also help

strengthen the case that an LAE emits LyC photons. For example, a high [O III]/[O

II] ratio indicates a high ionization parameter, which supports a density bounded

configuration (although, [O II] was not observed for any of the LAEs with NIR data

in this sample; see Table 8.1). Additionally, measurements of the LIS lines can

also help discriminate between neutral gas configurations (e.g., Berry et al. 2012;

Shibuya et al. 2014b). Confirmation of low Vexp by measuring the blueshift of these

absorption lines are important for eliminating high outflow velocities as the cause

for single-peaked Lyα emission at the systemic velocity (e.g., see Figure 7.5). Ad-

ditionally, measurements of the strength of the LIS absorption lines can indicate the
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neutral gas covering fraction (weak or non-detected absorption lines may be indica-

tive of low NHI). However, the IMACS spectra are not deep enough to detect these

absorption lines for individual objects (see Figure 8.4b).

Despite lacking these strengthening observations, there are several LAEs

within the IMACS sample that satisfy the characteristics of a LyC leaker based

on their Lyα line profiles alone. Note that high spectral resolution observations

of Lyα are highly desirable for these purposes. For example, the IMACS spectral

resolution was shown in Figure 8.13a to not always be adequate for identifying

double-peaked Lyα spectra when ∆vtot . 300 km s−1. As a result, none of the ob-

jects with double-peaked Lyα line profiles are good candidate LyC leakers6. On the

other hand, each of the six single-peaked LAEs for which zsys was measured have

∆vLyα < 150 km s−1 (HPS-182, HPS-189, HPS-244, HPS-253, HPS-263, and N09-

116). Note that three of these LAEs are consistent with ∆vLyα = 0 km s−1 within

1.5σ (HPS-189, HPS-263, and N09-116). Unfortunately, without a measurement

of zsys, classification of the other 11 single-peaked Lyα line profiles in this sample

is not currently possible. As a final note, the primary peak of the two LAEs with

> 2-peaks in their Lyα spectra and zsys measurements also have ∆vLyα< 150 km s−1

after the instrumentally corrected asymmetric Gaussian fitting (HPS-229 and HPS-

286). However, it is not currently clear how to interpret their complex Lyα emis-

sion, especially under the two neutral gas configurations explored by Verhamme

et al. (2015). Given the redshifts of the eight LAEs listed here that satisfy the

6HPS-194 is the only object in the IMACS LAE sample with a double-peaked Lyα line profile
having ∆vtot ≤ 300 km s−1. However, since it has ∆vLyα > 150 km s−1 (see Table 8.2), it likely has
too large of NHI to leak significant amounts of LyC photons.

525



Verhamme et al. (2015) LyC leaker criteria for Lyα line profiles, rest-frame wave-

lengths of< 912 Å are not accessible in the IMACS spectra. High spatial resolution

HST imaging will be the best tool for following-up on the potential LyC emission

from these sources given the difficulties of eliminating foreground contamination

in ground-based searches for LyC emission at these redshifts (e.g., Mostardi et al.

2015).

8.7.2 The Role of Dust

It was seen empirically in Section 8.6.3 that the total dust content of a

galaxy as parametrized by E(B − V ) has a significantly lesser role in shaping the

observed Lyα emission line profiles compared to the NHI dependent parameters

of ∆vtot and FWHMred . However, as illustrated in the right-most panel of Figure

8.17, the fraction of Lyα photons that actually escape the system is strongly de-

pendent on E(B −V ), such that higher dust content leads to lower fesc,Lyα. This is

consistent with theoretical work (e.g., Laursen et al. 2009), which also predicts that

Lyα radiative transfer through dusty media tends to “sharpen” or narrow the Lyα

line profile while generally preserving its overall shape (see also: Verhamme et al.

2006; Schaerer et al. 2011; Verhamme et al. 2015).

Despite the lack of correlation observed for E(B − V ) with the Lyα line

profile fitting parameters, it was noticed in Section 8.5.1 that there is a statisti-

cally significant difference in the distributions of measured E(B −V ) (and fesc,Lyα)

for single and double-peaked LAEs (single-peaked LAEs have lower E(B −V ) and

higher fesc,Lyα). To explore any potential differences between these two classifica-
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tions based on the geometry of the dust distribution rather than the overall dust con-

tent of a galaxy, the ratio of the optical depth of Lyα photons to that of continuum

photons at a similar wavelength (otherwise known as the q parameter; Finkelstein

et al. 2008) is calculated as:

q ≡
τLyα

τ1216
=

− ln ( fesc,Lyα)( k1216 E(B−V )
1.086× 0.44

) , (8.8)

where k1216 = 5.2675 from Calzetti (2001). In the right-most panel of Figure 8.17,

contours of constant q are plotted in the E(B−V ) vs. fesc,Lyα parameter space. Typi-

cally, 0< q< 1 is associated with a clumpy ISM where the dust is entrained within

dense clouds of neutral gas (e.g., Neufeld 1991; Hansen & Oh 2006; Duval et al.

2014), while q� 1 is generally associated with a homogeneous ISM in which dust

is uniformly mixed (e.g., Verhamme et al. 2006). The q parameter was calculated

for the entire HPS sample of star forming LAEs by Blanc et al. (2011), who found

a median value of 0.99. This suggests that on average, Lyα photons experience

a similar level of dust extinction as UV continuum photons, and that a highly ho-

mogeneous ISM can be ruled out. As expected based on the Blanc et al. (2011)

result, the median q for the IMACS subsample is similarly 0.95, and the majority

of the LAEs lie near the q = 1 contour in Figure 8.17 within the measurement un-

certainties7. The Lyα escape fractions and dust extinction measurements for many

samples of galaxies are also consistent with q≈ 1 (e.g., Atek et al. 2009; Song et al.

2014; Hagen et al. 2014), although several LAE subsamples are more consistent

7Note that q cannot be calculated for several LAEs due to their measured values of β that are con-
sistent with the UV spectral slope of a dust-free galaxy. Additionally, most of these objects have
single-peaked Lyα emission line profiles.
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with q < 1 or even a wider range of q (Nakajima et al., 2012; Hashimoto et al.,

2013; Nakajima et al., 2013).

In the IMACS LAE sample, q is calculable (i.e., β > β0) for 16 double-

peaked objects, 11 single-peaked objects, and the 4 objects with > 2-peaks in their

Lyα spectra. The observed range in q is from < 0 to 1.7 (all objects with q < 0

are consistent with q = 0 within the measurement uncertainties). Unfortunately,

the measurement uncertainties on q are quite large with a median value of ±0.76.

With this in mind, a formal KS test shows that there is no statistically significant

difference in the distribution of q for single vs. double-peaked LAEs (D = 0.318,

p = 0.444). The situation is similar for differences in q for the 12 resolved vs. the 19

unresolved LAEs at the IMACS spectral resolution (D = 0.140, p = 0.997), as well

as for the 7 isolated/compact LAEs vs. the 24 disturbed/merging LAEs (D = 0.464,

p = 0.137). Additionally, q is not found to correlate significantly with the Lyα line

profile fitting parameters, except for one: for the double-peaked subsample, αblue

is anti-correlated with q at the 95% confidence limit regardless of whether HPS-

153 is included (ρS = −0.514, p = 0.050, without HPS-153). Additionally, a weak

correlation with ∆vtot is found (ρS = 0.489, p = 0.064), but only when HPS-153 is

excluded from the sample. Upon calculating ρS for q with each of the 14 physical

galaxy properties, it is found that significant correlations emerge for four: EWLyα

(ρS = −0.875, p = 2.7×10−10), M∗ (ρS = 0.490, p = 0.011), SFR (UV)corr (ρS = 0.537,

p = 0.002), and fesc,Lyα (ρS = −0.671, p = 4.8×10−5). All quoted statistics for these

four physical galaxy properties are given without HPS-153 included in the sample

(although the results are largely unchanged if it is included).
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From these results, it can be seen that both the total dust content and the

geometry of the dust distribution appear to be important factors in governing the

escape of Lyα, with higher EWLyα (and by extension, a higher escape fraction of

Lyα photons) emerging from LAEs with a q value that indicates a non-uniform

ISM. Additionally, LAEs that are higher mass (and by extension, higher overall

star formation rate) appear to have their dust distributed more uniformly. On the

other hand, despite that a lower dust content is present for the LAEs with single-

peaked Lyα line profiles, the geometry of the dust distribution appears to only play

a minor role in shaping of the Lyα emission line profiles. However, given the large

uncertainties on q, these results must be considered provisional until higher quality

dust measurements can be obtained.

8.7.3 What about Outflows?

Directly measured outflow velocities remain unavailable for individual LAEs

in the current sample, unfortunately. Despite this, given the evidence presented

above for the limited influence dust appears to have in shaping the Lyα line pro-

files, invoking outflows is likely required to explain the large scatter beyond the

measurement uncertainties in the detected correlations with the Lyα line profile fit-

ting parameters (see Section 8.7.1.1). Evidence for large-scale outflows is almost

ubiquitous in star-forming galaxies at all redshifts (e.g., Shapley et al. 2003; Martin

2005; Wofford et al. 2013; Henry et al. 2015), including in stacks of z∼ 2 − 3 LAE

spectra (Berry et al., 2012; Hashimoto et al., 2013). Berry et al. (2012) found that

LAEs have much weaker LIS absorption lines from which the outflow velocities are
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directly measured as compared to their continuum-bright counterparts. As a result,

direct measurements of outflows remained elusive for individual continuum-faint

LAEs until recent deep observations were made by Shibuya et al. (2014b), who

found an average blueshift relative to systemic of the LIS lines for four objects of

204± 27 km s−1. This is consistent with the stacked measurements by Hashimoto

et al. (2013) of 179± 73 km s−1. Additionally, these blueshifts are comparable to

those observed for LBGs (164±17 km s−1 averaged over∼ 100 galaxies by Steidel

et al. 2010). These observations suggest that neutral gas outflows between LAEs

and LBGs are similar in magnitude, despite their differences in the relative strength

of the Lyα emission and the magnitude of its velocity offset from systemic.

Most LAEs in this sample exceed the 0.1 M� yr−1 kpc−2 star formation rate

surface density threshold for driving large-scale outflows (Heckman, 2002). As a

result, it is highly likely that outflowing neutral gas plays a role in the Lyα radiative

transfer (Kunth et al., 1998; Wofford et al., 2013). Along with possibly sight-line

variable absorption in the intergalactic medium from LAE to LAE (Laursen et al.,

2011), outflows of neutral gas are required to explain the range of Fred/Fblue that is

observed among the IMACS LAE sample. In general, resonant scattering in neutral

gas that is outflowing at higher speeds relative to the Lyα source results in a reduc-

tion in the strength of the Lyα peak that is blueward of the line center (see Figure

7.5). This occurs for the simplest case of Lyα radiative transfer through an H I slab

with a bulk velocity towards the observer (Neufeld, 1990), for the more compli-

cated case of Lyα resonant scattering through an expanding shell of H I (Verhamme

et al., 2006), and in the most realistic cosmological hydrodynamic simulations of
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galaxies that are post-processed with Lyα radiative transfer codes (Barnes et al.,

2011; Verhamme et al., 2012).

In addition to the scenario of escaping along optically thin sight lines in

a clumpy ISM (see Section 8.7.1.3), the narrow single-peaked Lyα line profiles

observed with ∆vLyα that is consistent with 0 km s−1 can also be explained even in a

medium with high NHI by a very high speed outflow, where the Lyα photons escape

the system directly due to being shifted totally out of resonance in the frame of the

gas. In several cases, however, despite the small ∆vLyα, the single-peaked objects

can still be observed with a redward tail of Lyα emission, yielding αred > 0. This

is also a signature of outflowing gas, and is commonly attributed to back-scattering

off of the inside of an expanding shell of H I before escaping through the shell’s

front towards the observer (Verhamme et al., 2006). In any case, it is an indication

that some portion of the Lyα photons are interacting with the neutral gas, even if

some are escaping at or near the systemic velocity.

Henry et al. (2015) performed a detailed study of the Lyα emission from 10

“Green Pea” galaxies (i.e., LAE analogues at z ∼ 0.2) with the HST Cosmic Ori-

gins Spectrograph (Green et al., 2012), including accurately measured Lyα escape

fractions, and an analysis of the kinematic properties and absorption strength of LIS

transitions and for absorption in other H I Lyman series transitions (which, unlike

the LIS lines, directly probe the neutral gas in which Lyα photons scatter). Nine

of 10 Green Peas show double-peaked Lyα emission, and range in EWLyα from 9

to 164 Å. The range of ∆vLyα and ∆vtot for the Lyα emission from these galaxies

are also strikingly similar to that observed for the 2.0 < z < 3.5 LAEs observed
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here. In general, Henry et al. (2015) observe blueshifted absorption lines that are

indicative of gaseous outflows. However, they find little evidence that fesc,Lyα is

strongly dependent on the properties that directly probe the outflowing gas. They

do find an anti-correlation between fesc and ∆vtot, similar to that found here in the

IMACS double-peaked LAE sample (see Figure 8.15 and Section 8.6.3). Such an

anti-correlation is expected if the Lyα radiative transfer is primarily regulated by

changes in NHI. However, for the Green Peas, this correlation is driven not by the

velocity offset of the redward Lyα emission peak, but rather by the blueward Lyα

peak, which suggests that some physical mechanism is at work that causes the blue-

ward and redward Lyα peaks to not move in velocity with respect to the line center

in unison (see also Yang et al. 2015). This is consistent with the trend shown in Fig-

ure 8.18, in which the slope of the data in the ∆vtot vs. ∆vLyα plane was observed to

be < 2.0 using data from a wide range of Lyα emitting sources. As was shown in

that figure and discussed in Section 8.7.1.1, outflows are a possible way to break the

unified velocity offset and shape of the blue and red Lyα peaks for double-peaked

Lyα line profiles. Henry et al. (2015) also find that while fesc,Lyα is not necessarily

sensitive to the outflow properties, other aspects of the Lyα line profile are. In par-

ticular, they find that the wings of the blueward Lyα emission trace the same range

of velocities as the blue absorption wing of the H I Lyman series transitions, which

suggests that the gas that scatters the Lyα photons spans a range of velocities. This

is something that the simple Lyα radiative transfer models in expanding shells do

not capture (Kulas et al., 2012). The sensitivity of the wing of the blue Lyα emis-

sion component found by Henry et al. (2015) is a possible reason that at least one
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statistically significant correlation is found with αblue in the double-peaked IMACS

LAE sample.

8.7.4 Anisotropy and Orientation Effects

Various studies of LAEs and LBGs over a range of redshifts have estimated

the covering fraction of neutral gas based on measurements of the strength of the

LIS absorption lines detected in the UV continuum (e.g., Shapley et al. 2003). In

some cases, the covering fraction is estimated to be less than unity, and is found to

possibly be anti-correlated with EWLyα (Jones et al., 2013; Shibuya et al., 2014a),

which suggests that Lyα emission is enhanced by preferentially escaping through

low density holes in the neutral gas distribution. Such a scenario is consistent with

NHI being the primary regulator of Lyα escape. On the other hand, the study of Lyα

emitting Green Peas at z∼ 0.2 by Henry et al. (2015) found that the absorption line

profiles of the H I Lyman series transitions were saturated, and were almost com-

pletely opaque. Since this represents a direct measurement of the gas that scatters

Lyα photons, they concluded that a low covering fraction of H I gas was not suffi-

cient to explain the range of fesc,Lyα they observed (also see Quider et al. 2010 for a

similar result). It also indicates that the metals are not distributed evenly within the

H I gas since they appear to have a lower covering fraction.

Despite that recent observational evidence indicates a lack of support for

holes in the neutral gas distribution through which Lyα photons escapes, it is possi-

ble for there to be a unity H I covering factor while also harboring spatial variations

in the neutral gas density, or variations in the Lyα optical depth due to anisotropic
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velocity fields. Even if it is a reasonable approximation, the H I density fields of

galaxies are surely not isotropic, nor is the velocity field as simple as an isotropic

shell expanding at a uniform velocity. Deviations from this approximation may

play an important role in shaping the observed Lyα emission line profiles and the

correlations describing their shape as a function of other physical galaxy properties.

A number of toy models of Lyα radiative transfer in anisotropic neutral gas

distributions have been developed by several groups. For example, a natural ex-

tension of the uniformly expanding homogeneous shell model is a multiphase, or

clumpy shell (Duval et al., 2014). This model is essentially spherically symmetric,

although extremely clumpy models were envisaged where the covering factor drops

below unity. While multiphase media can help to increase the escape of Lyα pho-

tons, the observed Lyα line profiles compared to the homogeneous expanding shell

models are not significantly different, except in a few cases with extreme density

contrasts between the clumps and and the inter-clump medium. Gronke & Dijkstra

(2014) carried out a similar study in which they evaluated the directional depen-

dence of the EWLyα boost observed in a multiphase medium. Although they do not

provide Lyα line profile predictions, they do find that strong line of sight variations

in EWLyα can exist when a high density clump obscures the UV source from the

observer.

As a further expansion on the model of Lyα radiative transfer in an ex-

panding shell, Behrens et al. (2014) performed Lyα radiative transfer calculations

through three highly anisotropic gas distributions: a bipolar outflow, an expanding

shell with holes, and a cavity model that is similar to the extreme scenario of a wind
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breaking out of a galactic disk. In each case, the amount of Lyα flux escaping and

the shape of the Lyα line profile is found to be highly dependent on the viewing

angle, with the most notable Lyα line profile difference being an emission peak that

appears at the systemic velocity when viewing the Lyα source directly through the

the hole, cavity, or at low to moderate viewing angles with respect to the axis of

symmetry in the bipolar case. Of these three cases, the observational results on the

covering factor from Henry et al. (2015) make the bipolar outflow the most physi-

cal since the H I covering factor need not drop below unity to result in line of sight

differences in the Lyα optical depth.

Similar to Behrens et al. (2014), Zheng & Wallace (2014) studied Lyα ra-

diative transfer in three additional anisotropic cases in a spherical H I cloud, all of

which have a covering factor of unity. The first case introduces a density gradient

along one of the axes of the static cloud, the second introduces a Hubble-like out-

flow with a modification to the velocity along one axis, and the third is a bipolar

outflow case similar to that of Behrens et al. (2014) in which a radial outflow is

only allowed within a certain range of solid angle along one axis. An important

result from the Zheng & Wallace (2014) toy models is that the velocity offsets of

the Lyα emission components is strongly dependent on the viewing angle, as the

sight lines with the lowest optical depth naturally result in increased Lyα emission

emerging nearer to the systemic velocity with a larger EWLyα. Additionally, the

effects of the anisotropy appear to lessen as the mean column density is increased.

A common feature among all of the anisotropic models of Zheng & Wallace (2014)

is a correlation between the line shape (i.e., some combination of the line width
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and the asymmetry) with ∆vLyα, which is largely driven by changes in NHI. Zheng

& Wallace (2014) noted that the scatter in the correlation was due to the different

levels of anisotropy introduced from model to model. While no correlation is found

for FWHMred or αred with ∆vLyα among the 14 LAEs with a measurement of zsys

within the IMACS sample, correlations are observed for both with ∆vtot for the

double-peaked Lyα line profiles.

A different toy model incorporating anisotropies into Lyα radiative trans-

fer is by Garavito-Camargo et al. (2014), who propagate Lyα photons through a

sphere of H I that is uniformly mixed with dust and is undergoing solid body rota-

tion to mimic the bulk rotation of a galaxy. They find that the emergent Lyα line

profile is dependent on the viewing angle, with single-peaked profiles visible for

lines of sight that are perpendicular to the rotation axis. Parallel to the rotation axis,

one sees a double-peaked profile that resembles the line profile for static media.

Additionally, the width of the Lyα emission line profile increases with increasing

rotational velocity, even if the Lyα optical depth remains constant. While clearly

an oversimplified model, the noted viewing angle effects and changes to the Lyα

line profile as a result of the bulk rotation should be considered in unison with more

realistic gas geometry, density profiles, and outflow velocities.

The various artificial anisotropies incorporated into the aforementioned toy

models provide evidence that in real galaxies, the Lyα radiative transfer is extremely

complex and depends on a large number of factors. The interpretation of the Lyα

line profiles is especially non-trivial when considering anisotropic effects. The vari-

ous anisotropies and viewing angle effects are now being evaluated in more realistic
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model galaxies by post-processing cosmological hydrodynamic simulations (which

incorporate a large amount of galaxy physics to result in realistic three-dimensional

density and velocity fields; e.g., Tescari et al. 2009; Braun et al. 2014) with Lyα

radiative transfer codes. For example, Barnes et al. (2011) captures the combined

kinematic field of gaseous rotations in dark matter potentials simultaneously with

inflows and outflows of gas from galactic systems. As expected, they find that the

Lyα emission properties are dependent on the viewing angle, and that the amount

of Lyα emission observed blueward and redward of the systemic velocity is de-

termined by the relative amount of gas inflow and outflow along the line of sight,

respectively. Several recent post-processed hydrodynamical models use high res-

olution simulations of disk galaxies that resolve the ISM (Verhamme et al., 2012;

Behrens & Braun, 2014). These simulations feature outflows that are somewhat

bipolar in that the highest velocity vectors are perpendicular to the galactic disk.

Since the column density of gas is greater and the line of sight outflow velocity

is lower when viewed edge-on, the Lyα line profile is more symmetric about the

systemic velocity and is broad. When viewed face-on, the column density of gas

is less and the outflow velocity along the line of sight is maximal. As a result, the

face-on orientation provides the easiest path of escape for the Lyα photons, which

results in a significantly higher Lyα escape fraction, and Lyα emission line profiles

that are narrower and double-peaked with a stronger red peak. Since continuum

photons do not display such a strong inclination effect, the EWLyα is seen to vary

in these simulations by nearly two orders of magnitude from edge-on to face-on

orientations.
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While typical star-forming galaxies at the redshifts probed by the IMACS

LAE sample are likely not classical disks (Law et al., 2012b) and possibly do not

have bipolar outflows (Law et al., 2012a) as modeled in the Lyα radiative transfer

simulations of Verhamme et al. (2012) and Behrens & Braun (2014), these more

realistic Lyα radiative transfer simulations make clear that many intertwined in-

gredients dictate the observed Lyα emission from star forming galaxies at all red-

shifts. In combination with additional complicating effects that are not captured

in the above simulation examples (e.g., galaxy-galaxy interactions), the best hope

for fully understanding Lyα emission in various galaxy populations is to model the

characteristics of the population as a whole, rather than on a case by case basis for

individual galaxies (e.g., Chapter 7). The compilation of a data set such as that pre-

sented in this chapter that contains a detailed characterization of the Lyα emission in

combination with measured physical galaxy properties for a statistically significant

sample size provides a powerful observational benchmark to which future modeling

efforts can be compared.

8.8 Chapter Conclusions

Some of the associations and correlations captured in this study have been

previously investigated individually for LAEs by a number of authors (e.g., Tapken

et al. 2007; Verhamme et al. 2008; Blanc et al. 2011; Yamada et al. 2012; Hashimoto

et al. 2013; Erb et al. 2014; Hagen et al. 2014; Shibuya et al. 2014a,b; Song et al.

2014; Hashimoto et al. 2015; Henry et al. 2015; Verhamme et al. 2015; Yang et al.

2015). However, the extensive data set presented here encompasses all of the cur-
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rently well-measured physical properties for this particular sample of LAEs. As a

result, these data are among the most uniform and comprehensive yet available for

exploring the potential relationships between the observed Lyα emission and the

properties of the emitting galaxies at these moderate redshifts. However, there is

still room for improvement of the sample, especially with regards to its coverage

of properties that are determined from NIR observations of the rest-frame optical

nebular emission lines.

In this chapter, the global properties of the Lyα emission and the physical

nature of the LAEs have been studied without assuming a prior model of the Lyα

escape. While the data presented here supports the scenario where NHI is the most

prominent property that regulates the emission of Lyα photons, it is clear from these

data that contributions from other parameters (such as outflows, dust content, neu-

tral gas geometry, environment, and viewing angle) must play at least some limited

role as well. Ultimately, the goal of this data set is to provide a uniform sampling

of the Lyα emission properties of these star forming galaxies that can serve as a

foundation on which future advanced modeling efforts can be based for sorting

out these additional contributions. Consequently, Lyα radiative transfer modeling

within the context of the observed galaxy properties is necessary to fully explain

the wide range of correlations observed here. These efforts will not only further

the understanding of this particular sample of objects, but will also provide valu-

able context for observations at higher redshifts where the Lyα emission is often

the only spectral signature that can easily be observed.
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Chapter 9

Prospects for the Future: Studying Lyα Emission in
Three Dimensions with LRS21

Chapter Abstract

In the concluding chapter of this dissertation, the scientific studies and instrument

development projects that have been presented are merged to discuss the future on-

sky capabilities of the second generation Low Resolution Spectrograph (LRS2) for

the Hobby-Eberly Telescope (HET). The quantitative framework for calculating the

instrumental sensitivity is developed, and a detailed description of the procedure is

provided. The output of the sensitivity calculations are an estimation of the mini-

mum exposure time required to transition into the photon noise dominated regime

for each LRS2 spectrograph channel, and the continuum and emission line detec-

tion limits for both resolved and unresolved objects. As an example of LRS2’s

capabilities in dark sky conditions with typical seeing, the median 5σ line flux and

continuum limits taken across all four spectrograph channels for an unresolved ob-

ject are 9.7× 10−18 erg s−1 cm−2 and 22.85 mag for a single 30 minute exposure,

respectively. The sensitivity calculations are then used to validate LRS2 as a capa-

1This chapter is primarily based on part of a proposal to the Hobby-Eberly Telescope Board of
Directors for allocating the early science utilization of LRS2. It also draws material from the two
publications listed in Footnote 1 of Chapter 4. Any material that is reproduced here from those two
publications is done so with permission from SPIE.
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ble instrument for carrying out the first systematic integral field study of extended

Lyman-α (Lyα) emission at redshifts z & 2, in which the Lyα emission line can be

resolved both spatially and spectrally with 5σ detection significance for a surface

brightness of 1.1×10−17 erg s−1 cm−2 arcsec−2 and 5.0×10−18 erg s−1 cm−2 arcsec−2

in 3 hours of total exposure time for the blue-optimized LRS2 spectrograph pair’s

UV Arm and Orange Arm, respectively. In combination with the Visible Integral

field Replicable Unit Spectrograph array as the engine for discovering new extended

Lyα emitting objects through the HET Dark Energy Experiment, LRS2 will be able

to fulfill its scientific objective of providing efficient survey follow-up observations

through this proposed science case.

9.1 Chapter Introduction

This dissertation has thus far concentrated on two relatively distinct sub-

jects: Chapters 2 through 6 focused on the development of optomechanical in-

strumentation as part of the Hobby-Eberly Telescope (HET) Wide Field Upgrade

(WFU; Hill et al. 2014a), while Chapters 7 and 8 focused on the study of the

Lyman-α (Lyα) emission line profiles of Lyα emitting galaxies at redshifts between

2.0 . z . 3.5. However, the various studies that utilized the data products and sam-

ple from the HET Dark Energy Experiment (HETDEX) Pilot Survey (e.g., Adams

et al. 2011; Blanc et al. 2011; Finkelstein et al. 2011b; Ciardullo et al. 2013; Song

et al. 2014; Bridge et al. 2014; Hagen et al. 2014), like the scientific work pre-

sented in the previous two chapters, are all pilot studies themselves for what will

be possible in the near-future with the unprecedented sample sizes of Lyα emit-
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ting galaxies (LAEs) as a result of the HETDEX survey (Hill et al., 2008b). Since

such future studies are enabled by the Visible Integral field Replicable Unit Spec-

trograph (VIRUS; Hill et al. 2014b) and the WFU at the HET (which includes the

development of the second generation Low Resolution Spectrograph as an instru-

ment particularly suited for HETDEX survey follow-up), the instrument develop-

ment and scientific studies included in this dissertation are closely intertwined. In

this concluding chapter, the two distinct subjects are explicitly brought together to

quantitatively look at the capabilities of the HET’s second generation Low Resolu-

tion Spectrograph (LRS2) and how it may enable a future extension of the study of

Lyα emission line profiles in the upcoming era of HETDEX.

9.2 LRS2 Sensitivity Model

To provide a baseline to which the actual performance of LRS2 can be com-

pared during its commissioning in the near future, a model of the system perfor-

mance of the instrument has been developed. This model additionally provides

a reference point from which future LRS2 observations can be planned, and was

therefore distributed to the LRS2 Science Team to aid in the development of scien-

tific projects that will be conducted during the advanced stages of commissioning

and larger initial science programs that will help push the first LRS2 data sets to-

ward quick publication. In this section, the details of the LRS2 sensitivity model

are discussed and the expected on-sky performance of the instrument is presented.

A primary input into the sensitivity model that will be discussed frequently in the

following subsections is total throughput of the instrument. For more information
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on the calculation of the total system throughput, the reader is referred to Figure

4.20 and Section 4.4.5.

9.2.1 Typical LRS2 Exposure Times

For a charge-coupled device (CCD) detector, the signal to noise ratio per

resolution element S/Nr is given by the standard “CCD Equation”, which can be

written as:
S
N r

=
Ṅ t√

t (Ṅ + Ṅs + npx Ṅd) + npx R2
N

. (9.1)

Here, t is the exposure time, Ṅ is the photon detection rate per resolution element

from the source, Ṅs is the photon detection rate per resolution element from the

background sky, Ṅd is the dark current per pixel, RN is the detector read noise per

pixel, and npx is the number of pixels per resolution element. A resolution element

is defined as the minimum resolution of the spectrograph for a single integral field

unit (IFU) spatial element. Thus, npx can be calculated as:

npx =
⌈

d f fcam

fcoll wpx m1

⌉
×
⌈

δλ

P m2

⌉
, (9.2)

where d f is the fiber core diameter (170 µm), fcam is the camera focal length (156.55

mm), fcoll is the collimator focal length (424.32 mm), wpx is the pixel size (15 µm),

δλ is the full width at half maximum (FWHM) spectral resolution (see Equation

5.11), and P is the linear dispersion (see Equation 5.3). The CCD binning factors

m1 and m2 are for the spatial and spectral dimensions on the detector, respectively.

The first term is simply the width of a single dispersed fiber image in units of pixels,

while the second term is simply the FWHM spectral resolution in units of pixels.
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In Equation 9.1, note that the units of Ṅ and Ṅs are photons s−1 while the units of

Ṅd and RN are e− px−1 s−1 and e− px−1, respectively. Here, an implicit assumption of

equivalence between photons and electrons has been made. Since CCD detectors

working at or near optical wavelengths typically convert each photon into a single

electron-hole pair, this assumption is a reasonable one to make (Howell, 2006). For

the four LRS2 CCD detectors, RN ranges from 3.45 to 3.63 e− px−1 while typical

values of Ṅd range from 0.0005 to 0.0012 e− px−1 s−1 at -110◦ C, depending on the

specific detector in question (see Section 4.3.4.2). From Table 6.1, it can be seen

that the noise per pixel due to the dark current remains below the detector read

noise until the exposure time exceeds 6400 s, 3100 s, 2900 s, and 7200 s for the

UV, Orange Red, and Far Red Arms, respectively.

Using Equation 9.1, one can determine the best exposure times to use for

each LRS2 channel by analyzing the noise terms. First, consider the limit where the

read noise term in the denominator is much greater than the Poisson noise terms.

In this case, which is referred to as the “read noise regime”, it can be seen that

S/Nr ∝ t. On the other hand, if the Poisson noise terms are much greater than

the read noise term (a situation that is referred to as the “photon noise regime”),

it can be seen that S/Nr ∝
√

t. Using a sufficiently long exposure time to enter

into the photon noise regime is particularly advantageous, especially with regards

to combining multiple exposures. Multiple images will be taken for most LRS2 ob-

servations, which will help to increase the total exposure time, to enable dithering if

required, and to facilitate the removal of cosmic rays from the images, among other

reasons. When combining images, S/Nr increases as √nexp, where nexp is the num-
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ber of exposures combined. In the photon noise regime, combining nexp images and

increasing the exposure time of a single image by a factor of nexp will yield identical

results. In the read noise regime on the other hand, combining images is a much

less efficient way of increasing the signal to noise ratio rather than simply increas-

ing the exposure time since S/Nr increases linearly with t. To find the exposure

time required for transitioning out of the read noise regime, one can simply equate

the Poisson noise terms and the read noise term and solve for t. Considering the

background (i.e., where Ṅ = 0 photons s−1), the minimum exposure time for indi-

vidual images to transition out of the read noise regime and into a regime where sky

photon noise is greater than the read noise is given by:

tmin =
npx R2

N

Ṅs + npx Ṅd
. (9.3)

While this method will at least allow for some general statements to be made regard-

ing LRS2 exposure times, the exact exposure time choice is obviously dependent

on the requirements of the observing program.

Before calculating values of tmin using Equation 9.3, one must first deter-

mine the sky photon count rate Ṅs. In general, given a surface brightness Σλ (in

units of spectral flux density per solid angle on the sky), the number of photons de-

tected within a single detector resolution element by an instrument on a telescope

with an unobstructed collecting area A is given by:

N = fsystem
A δΩ t

h c

∫ λ+δλ

λ

λ′Σλ dλ′ ≈ fsystem
A δΩ t

h c
λΣλ δλ . (9.4)

Here, h is Planck’s constant, c is the speed of light, and fsystem is the total sys-

tem throughput (see below). The quantity represented by δΩ is the angular area
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subtended by a single spatial resolution element on the sky. For LRS2 with its

hexagonal spatial elements that have a 0.59′′ pitch (see Section 4.3.1.2), the value

of δΩ is 0.301 arcsec2. The approximation in Equation 9.4 holds for small values

of δλ, which is applicable for all of the four LRS2 channels. Thus, evaluating the

approximation at the LRS2 spatial resolution element size and the 10 m diameter

pupil of the upgraded HET, the photon count per second per resolution element is

given by:

Ṅ = 0.3385 [photons s−1] fsystem

(
λ

7100 Å

)(
Σλ

10−18 erg s −1 cm −2 Å −1 arcsec −2

)(
δλ

4.0 Å

)
.

(9.5)

As written in this equation, fsystem (which is a function of wavelength) encompasses

a large number of terms that take into account the transmission of the atmosphere

at a given airmass, to the quantum efficiency of the detector, and everything in

between that may lower the overall efficiency of the measurement. Since it is not

explicitly written in Equations 9.4 and 9.5, other variable and field-dependent terms

can also be folded into fsystem as needed, such as atmospheric extinction, Galactic

extinction, and the mean pupil illumination of the HET primary mirror throughout

the duration of the observation (e.g., see Ramsey et al. 1998). For LRS2, a model

of fsystem was presented in Section 4.4.5 and shown in Figure 4.20. Note that this

model as presented ignores atmospheric extinction and Galactic extinction, and was

calculated with 100% of the 10 m HET pupil illuminated. All calculations presented

hereafter will utilize this model as a basis upon which further modification can be

made for these variable and field-dependent quantities depending on the observation

that is being simulated.
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Figure 9.1 The minimum required exposure time for each of the four LRS2 spectro-
graph channels to transition from the read noise regime to the photon noise regime
as a function of wavelength. The plotted values are calculated from Equation 9.3.
The light colored curves in the background are calculated at wavelength intervals
that are equivalent to each respective channel’s linear dispersion from the sky spec-
trum of Hanuschik (2003) after convolution with each channel’s spectral resolution.
The data points show a median of these values over a range of wavelengths (±5 nm,
±8 nm, ±7 nm, and ±7 nm for the UV, Orange, Red, and Far Red channels, re-
spectively).
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In Figure 9.1, the results of the calculation of tmin as a function of wavelength

for the four LRS2 spectrograph channels is shown. To calculate Ṅs in Equation 9.3,

Equation 9.5 is utilized with fsystem given exactly as shown in Figure 4.20. That

is, no additional factors are considered for atmospheric or Galactic extinction, and

the 10 m HET pupil is assumed to be fully illuminated (including any combination

of these factors will act to increase tmin). Additionally, a high signal to noise, high

resolution spectrum of the night sky was utilized from measurements by Hanuschik

(2003) using the UVES instrument at the VLT (Dekker et al., 2000), which was pro-

vided in units of erg s−1 cm−2 Å−1 arcsec−2. Although this sky spectrum is already

in the proper units, it requires some modifications before it can be used for Σλ in

Equation 9.5. First, the overall sky brightness is scaled to matched a value that is

appropriate for a typical dark night at McDonald Observatory. From Kalinowski

et al. (1975) and Garstang (1989), such an appropriate value is 22.5 mag arcsec−2 in

the B-band. Since these measurements are decades old, the B-band night sky bright-

ness was also checked in similar conditions using deep images from Chonis et al.

(2011) that were taken with the 0.8 m telescope at McDonald Observatory using

the PFC instrument (Claver, 1992). These measurements corroborate the results of

the older studies at McDonald Observatory within a few tenths of a magnitude. For

each LRS2 spectrograph channel, the scaled sky spectrum is then convolved with

the spectral resolution and is finally binned to match the linear dispersion. This pro-

cessed sky spectrum will be utilized in all of the remaining calculations throughout

this chapter.

Note that for each of the LRS2 channels, the CCD binning factors m1 and m2
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must both be equal to 1. This is because, as discussed in Section 6.4.2, using binning

factors > 1 will result in undersampling the instrumental profile (see Equation 9.2).

As a result, the calculations for tmin shown above and for all calculations that follow

in this chapter assume 1×1 CCD binning.

As can be seen in Figure 9.1, a typical sky background dominated exposure

for LRS2 is∼ 14 minutes long. The exception to this is the UV Arm with a median

exposure time of∼ 43 minutes. This is expected due to three factors: first, the spec-

tral resolution δλ is smaller by about a factor of two as compared to the other three

channels; second, the night sky is much darker at wavelengths covered by the UV

Arm that are approaching the UV atmospheric cutoff; and third, the transmission ef-

ficiency of everything from the atmosphere to the optical fibers drop off quickly for

wavelengths < 450 nm. In practice, the actual exposure time utilized for the blue-

optimized LRS2 spectrograph pair (LRS2-B) will have to be chosen intelligently

according to the requirements of the science program being undertaken since the

UV Arm and Orange Arm take exposures simultaneously. Exposure times will also

have to be coordinated with the red-optimized LRS2 spectrograph pair (LRS2-R)

for programs that require beam-switching between the two spectrograph pairs for

acquiring sky spectra (see Section 4.4.3).

9.2.2 Sensitivity Model Description

The basic mathematical framework that is used to simulate an LRS2 obser-

vation and calculate the expected wavelength dependent instrumental sensitivity is

the same as that laid out in the previous subsection. A qualitative description of the
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additional steps in the sensitivity calculation is provided in this subsection.

The instrumental sensitivity is calculated for two classes of targets: resolved

and unresolved objects. For a resolved target, a useful sensitivity metric is the sur-

face brightness limit, either in terms of the continuum or an emission line flux. For

such a calculation, only a single IFU spatial element needs to be considered. First,

given a total exposure time that is calculated from the desired subexposure time and

the number of CCD images to be taken, the total noise per spectral resolution ele-

ment is calculated for each wavelength interval in the passband using the measured

values of RN and Ṅd for the CCD of the channel under study, the size of a single

resolution element in pixels npx, and the sky flux. The total noise value is multiplied

by the chosen detection significance level, and the detected object count rate in the

IFU element at each wavelength interval can be calculated using the CCD equa-

tion (Equation 9.1). Note that when calculating a line flux limit, the intrinsic width

of the emission line must be taken into account to provide an accurate picture of

the instrument’s emission line sensitivity. This is, for example, because a broader

emission line for a given total line flux will be more difficult to detect than a narrow

emission line since the total flux in the line is spread out over more spectral reso-

lution elements on the detector. To simulate this, the intrinsic line width provided

is convolved with the instrumental profile, and the fraction of the resulting line flux

that is smeared out of the spectral resolution element is calculated. This provides a

correction that is applied to the detected object count rate, after which a conversion

to energy flux units is performed. This flux value is finally divided by the on-sky

area covered by a single IFU spatial element to provide the surface brightness limit.
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For a spatially unresolved target for which a one-dimensional (1-D) com-

bined spectrum is the ultimate goal, the calculation is more involved. First, a point

spread function (PSF) that is representative of the desired seeing conditions is sim-

ulated by utilizing a two-dimensional Moffat (1969) probability density function

with a chosen FWHM in arcseconds that is distributed over a large array such that

the scale (in units of arcseconds per array element) is very small. The typical scale

used was such that the IFU spatial element pitch (i.e., 0.59′′) spanned 100 array

elements. An array of hexagonal apertures simulating the LRS2 IFU is overlaid on

the PSF image, and the relative flux in each IFU spatial element is calculated by

summing the PSF array elements that fall within each aperture. Once a choice is

made for how many spatial elements will be included in the final combined spec-

trum, the total noise contained in all of the included spatial elements is calculated

per spectral resolution element for each wavelength interval in the passband. Given

a desired detection significance level for the final 1-D spectrum, the detected object

count rate at each wavelength interval can be calculated using the CCD equation

(Equation 9.1). This detected object count rate is then corrected to the total object

count rate to account for lost light at the interface between the IFU lenslets (recall

from Section 4.3.1.2 that the IFU microlens arrays have a specified minimum fill

factor of 95%), and for any light in the PSF that was not included in the selected

spatial elements for the final combined spectrum. As was the case for a resolved

object when calculating a line flux limit, the intrinsic emission line width is taken

into account, and a correction for the smearing of the line flux over multiple spectral

resolution elements is applied. Finally, the resulting object count rate is converted
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to energy flux units to provide the final sensitivity.

One detail that was not elaborated on in the above procedure description for

unresolved target sensitivity calculations is the choice of which spatial elements to

include in the final combined spectrum. One way this might be done by an observer

in the final stages of data reduction is to first use the distribution of flux on the

IFU available in the data to determine the centroid of the PSF. Using either a priori

knowledge of the seeing (i.e., from a seeing monitor at the observatory during the

observations) or from measurements of the distribution of flux directly in the data,

the FWHM of the PSF can be determined. Using the PSF centroid and width,

the radius at which some desired fraction of the PSF total flux is enclosed can be

determined, and all IFU spatial elements whose centers lay within that radius can

be included. If a high flux fraction is chosen, many IFU spatial elements lying on

the faint outskirts with low signal to noise ratio will be included, which may cause

the overall signal to noise ratio of the final combined spectrum to be reduced. In

a method similar to utilizing a CCD growth curve (e.g., Howell 1990), the signal

to noise of the final combined spectrum can be evaluated at various radii until the

maximal signal to noise ratio is achieved. The final measured flux of the object can

further be corrected to the true value by extrapolating the enclosed flux as a function

of radius. For the sensitivity predictions of unresolved objects in this chapter, this

is the method that is used to determine which spatial elements are included in the

final combined 1-D spectrum. The method is illustrated in Figure 9.2 for radii of the

form lσPSF, where l a scaling factor, and σPSF is estimated as FWHM/(2
√

2ln2).

Tests using the signal to noise calculated from fixed object count rates show

553



Figure 9.2 An illustration of the “growth curve” method employed in the LRS2
sensitivity simulation for determining the proper number of IFU spatial elements
to include in the final combined 1-D spectrum to achieve the maximal signal to
noise ratio for an unresolved object. At left, an example PSF is shown with the IFU
aperture array overlaid. For this PSF, the radius of the dashed circle indicates the
radial seeing width σPSF, while the radius of the solid circle is variable by including
the scaling factor l. The three “×” marks indicate three locations where the PSF
was centered to determine the amount of variation in the final combined signal to
noise ratio to simulate small telescope pointing errors. The plot at right shows both
the fraction of the enclosed PSF flux and the relative signal to noise ratio for the
final combined spectrum using the IFU spatial elements whose centers fall within
the radius lσPSF as a function of the scaling factor l. The vertical dashed line shows
that the maximum signal to noise is achieved at l ≈ 1.7. The plot is shown for 1.2′′

FWHM seeing with the PSF centered on an IFU spatial element. Note that the IFU
flux fraction for large l asymptotes to 0.95, which corresponds to the filling factor
of the simulated IFU.
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that l ≈ 1.7 yields the best final combined signal to noise ratio for the LRS2 IFU

(see Figure 9.2), a result that is largely independent of the detection significance

and the seeing conditions as long as the PSF is at least critically sampled. Note that

this result is also largely independent of where the PSF center is placed on the IFU.

In Figure 9.2, three notable positions on the IFU are marked with a “×”. In moving

the IFU apertures relative to the PSF so that the PSF center lands at each of these

positions,< 5% variation of the final signal to noise ratio is observed. The most loss

of signal to noise ratio occurs when the PSF is centered on the interface between

multiple lenslets in the best seeing conditions, a scenario that maximizes the amount

of light lost from the bright central core of the PSF into the lenslet gaps (recall

the 95% minimum IFU filling factor, which has been assumed in this simulation).

This indicates that LRS2’s data quality will be robust even in the presence of small

telescope pointing errors.

9.2.3 Expected LRS2 Sensitivity

As a simple example to illustrate LRS2’s capabilities, Figure 9.3 shows the

calculated the 5σ line flux limit and the 5σ continuum limit for a single 30 minute-

long exposure for each spectrograph channel in dark sky conditions. This exposure

time roughly corresponds to the minimum value of tmin for the UV Arm that was cal-

culated in Figure 9.1. For this example calculation, it is assumed that an unresolved

object is centered perfectly on one of the IFU spatial elements and is observed in

1.2′′ FWHM seeing conditions, which is typical of the image quality at the HET

site. For the line flux limit calculation, an intrinsic emission line width of 100 km
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Figure 9.3 An example observing scenario to illustrate the capabilities of LRS2.
Panel a shows the combined 1-D 5σ line flux limit for the LRS2 channels in a 30
minute single exposure in dark sky conditions with 1.2′′ FWHM seeing, assuming
a 100 km s−1 FWHM intrinsic line width. It is also assumed that the target is unre-
solved and that it is centered on one of the IFU spatial elements. Panel b shows the
5σ continuum limit in AB magnitudes for the same conditions. In each case, the
total system throughput as shown in Figure 4.20 is assumed. To illustrate the effect
of different seeing conditions, the lower and upper bounds of the shaded regions in
each panel represent the instrumental sensitivity for excellent seeing (0.5′′ FWHM)
and poor seeing (1.9′′ FWHM) conditions, respectively. The black triangles plotted
in panel b correspond to the 95% completeness limit for point sources in the Sloan
Digital Sky Survey DR10 (Ahn et al., 2014) ugriz imaging survey.
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s−1 FWHM is assumed. Since the simulated seeing conditions result in the object’s

light being spread over multiple IFU spatial elements, the flux limits reflect the

sensitivity of a coadded 1-D spectrum utilizing the spatial elements whose centers

fall within a radius of 1.7σPSF from the PSF centroid, as described in the previ-

ous subsection. Taken across all four LRS2 spectrograph channels, the median 5σ

line flux limit and continuum limit achieved with these observational parameters

are 9.7× 10−18 erg s−1 cm−2 and 22.85 mag, respectively, with the deepest limits

naturally occurring in the LRS2-B Orange Arm and the LRS2-R Red Arm. Note

that the effect of different seeing conditions is also illustrated in this figure by the

lower and upper bounds of the shaded regions for excellent (0.5′′ FWHM) and poor

(1.9′′ FWHM) image quality, respectively. For this particular calculation, no addi-

tional terms are carried through the system throughput for atmospheric or Galactic

extinction, and it is assumed that the 10 m pupil of the HET is fully illuminated.

Under these conditions, it can be seen in Figure 9.3 that LRS2 will be able to spec-

troscopically probe at least as deep as the 95% completeness limit for point sources

in the Sloan Digital Sky Survey DR10 ugriz imaging survey (Ahn et al., 2014). For

a more detailed sensitivity calculation applied to a specific science case, the reader

is referred to the following section.

9.3 Scientific Application: 3-D Spectroscopy of Lyα Blobs

With the framework laid out in the previous section for evaluating the sen-

sitivity and overall capability of LRS2, one can now carry out detailed calculations

to predict the total exposure time required to reach a given flux limit for a desired
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significance level in a number of various observing scenarios for any or all LRS2

spectrograph channels. As a specific example, the sensitivity model is applied to

the science case of studying Lyα nebulae (or, Lyα Blobs; LABs). Such an observ-

ing program builds on the scientific studies previously presented in this dissertation.

In Chapter 7, the Lyα line profiles of three LAEs at z ∼ 2.4 were studied with the

Mitchell Spectrograph on the McDonald Observatory 2.7 m Harlan J. Smith tele-

scope. Since the Mitchell Spectrograph’s fibers are so large on the sky (4.24′′ in

diameter; Hill et al. 2008a) compared to the typical unresolved compact LAE, no

spatial information can be obtained from such observations, making them “one-

dimensional” and only resolved in the spectral direction. In Chapter 8, the Lyα line

profiles of an order of magnitude larger sample of LAEs between 2.0 < z < 3.5

were studied using the multi-object mode of the Inamori-Magellan Areal Camera

& Spectrograph (Dressler et al., 2011) on the 6.5 m Magellan Baade telescope.

Since each object was observed through a 6′′ long slitlet in . 0.9′′ FWHM seeing

conditions, these observations are “two-dimensional” in that they are resolved both

spectrally and spatially (for some objects) along the slit. As will be discussed be-

low, a future study of LABs (which can exceed∼ 10′′ in size on the sky at moderate

redshifts) with the HET that utilizes LRS2’s integral field capability will extend

these previous studies of Lyα line profiles (and the references therein) to three di-

mensions: one spectrally resolved dimension, as well as two resolved spatial di-

mensions on the sky.
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9.3.1 Lyα Blobs: A Primer

LABs are giant structures of neutral hydrogen Lyα line emitting gas ob-

served in the high redshift universe (z & 2), typically having sizes of up to 100 kpc

and Lyα luminosities of ∼ 1043 to ∼ 1044 erg s−1. While these objects are rare and

are often discovered in small numbers (e.g., Francis et al. 1996; Steidel et al. 2000;

Palunas et al. 2004; Nilsson et al. 2006), large area surveys are now discovering

dozens at a time (e.g., Matsuda et al. 2004; Saito et al. 2006; Yang et al. 2010).

LABs appear to be highly clustered and tend to be discovered in overdense regions

(e.g., Yang et al. 2010), suggesting that they are associated with the formation of

massive galaxies or clusters in some of the most massive dark matter halos (∼ 1013

M�). Recent work suggests that LABs trace large-scale filamentary structure (Erb

et al., 2011) and that their morphology depends strongly on the environment in

which they live (Matsuda et al., 2012). The origin of LABs is not well understood,

but three primary mechanisms for powering the extended Lyα emission have been

proposed:

1. Cooling radiation from ∼ 104 K gas that is being accreted into massive dark

matter halos (e.g., Haiman et al. 2000; Dijkstra & Loeb 2009)

2. Shock induced heating of gas by mechanical feedback from galactic super-

winds (e.g., Taniguchi & Shioya 2000; Ohyama et al. 2003)

3. Photoionization of gas by a central starburst or active galactic nucleus (AGN;

e.g., Hayes et al. 2011; Cen & Zheng 2013; Overzier et al. 2013)
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Some LABs contain no detectable central power source, leaving the first mecha-

nism as the most likely scenario (e.g., Nilsson et al. 2006). However, the latter two

mechanisms are attractive explanations given that most LABs contain at least one

embedded X-ray, optical, infrared (IR; near or far), and/or radio detected source

(e.g., Geach et al. 2009; Prescott et al. 2012b; Geach et al. 2014; Adams et al. 2009,

respectively). Even then, there is disagreement between these various studies about

the physical powering mechanism of Lyα blobs when embedded sources are de-

tected. For example, Overzier et al. (2013) suggests that all LABs are powered by

AGNs. Additionally, some studies present evidence for LABs being powered by

galactic superwinds produced by the mechanical feedback of overlapping super-

novae winds after an intense starburst (Ohyama et al., 2003; Wilman et al., 2005),

while others rule out significant outflows by comparing the Lyα emission line pro-

file to optically thin rest-frame optical emission lines (Yang et al., 2011; McLinden

et al., 2013; Yang et al., 2014b). While it is highly possible that all three mecha-

nisms could be at play simultaneously for a given LAB (e.g., Colbert et al. 2011),

it is clear that these objects are sites of strong interaction between galaxies and the

intergalactic medium.

Given these potential powering mechanisms, the LAB phenomenon appears

to be strongly dependent on the distribution and kinematics of the gas that lives in

these massive dark matter halos and how that gas interacts with the galaxies that

may be embedded within them. Due to the resonant scattering nature of the Lyα

transition, the shape of the emergent Lyα spectral line profile is sensitive to the

column density and velocity field of neutral gas along the line-of-sight (e.g., Ver-
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hamme et al. 2006; Barnes et al. 2011; also, see Chapter 7). While interpretation of

the Lyα line profile is non-trivial, detailed radiative transfer modeling of spatially

resolved Lyα spectra has been shown to provide strong constraints on the gas dis-

tribution and velocity field, which can help reveal the physical nature of the LABs

(Adams et al., 2009).

Combined with constraints on the physical nature of the galaxies that may

be embedded in LABs, spatially resolved observations aimed at studying how the

Lyα emission is distributed and how its spectral line profile varies as a function of

position across the LAB relative to other emission lines can further the understand-

ing of the relative contributions of each powering mechanism by constraining the

gas distribution and velocity field. Recent studies have been carried out using slit

spectrographs to probe LABs in this way for both individual objects as well as for

larger samples. For example, Prescott et al. (2015) used spatially resolved slit ob-

servations of Lyα for a z≈ 1.67 LAB as well as measurements of several other less

optically thick transitions that can provide a better measure of the systemic velocity

of the gas (i.e., He II, C IV, and C III]) to detect a coherent velocity shear and a

kinematic signature that is suggestive of large-scale rotation. With a larger sample

of eight LABs at z ∼ 2.3, Yang et al. (2014b) study the gas kinematics of these

objects using slit observations of Lyα, in addition to rest-frame optical transitions

observed in the near-IR (i.e., [O III] and Hα). Their findings suggest that galactic

superwind models can be ruled out for their sample and that inflow or outflows of

gas in general are not driving the extended Lyα emission.
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The Lyα emission as well as other less optically thick transitions emitted

from LABs can be “dissected” even more effectively by utilizing an integral field

spectrograph. While integral field spectroscopy of LABs is not necessarily a new

idea, there are only on order of a half-dozen LABs that have been studied using

this technique (Bower et al., 2004; Wilman et al., 2005; Adams et al., 2009; Weij-

mans et al., 2010; Francis et al., 2013; Martin et al., 2014; Swinbank et al., 2015).

This is primarily because the observation is somewhat difficult due to the low sur-

face brightness of these objects. As an example to illustrate the power of integral

field observations, Adams et al. (2009) used data from the Mitchell Spectrograph

(Hill et al., 2008a) of the Lyα halo surrounding a z = 3.4 radio galaxy in combina-

tion with observations of 21 cm absorption and Monte Carlo Lyα radiative transfer

models to constrain the neutral gas geometry and overall velocity field. Addition-

ally, observations of an LAB in the SSA22 field at z≈ 3.1 by Weijmans et al. (2010)

utilizing the SAURON spectrograph (Bacon et al., 2001) dissected the overall LAB

into multiple smaller Lyα halos that account for the majority of the total Lyα flux of

the LAB, with each being associated with a different individual galaxy or unknown

power source. Recently, observations with the Cosmic Web Imager (Matuszewski

et al., 2010) of a different z ≈ 3.1 LAB in the SSA22 field by Martin et al. (2014)

found extended filaments of Lyα emission that are kinematically associated with the

larger LAB, are situated into discrete azimuthal regions, and have double-peaked

spectral line profiles that are consistent with Lyα resonant scattering. The results of

this work are suggestive of the observationally elusive cold inflowing streams of gas

along the filaments of the cosmic web, likely made visible here due to fluorescence
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of the cold gas from an obscured AGN.

With LRS2 in combination with the flexible queue scheduling of the HET

(Shetrone et al., 2007), observations of LABs similar to those in the studies cited

above can be carried out systematically to cover a larger sample that contains ob-

jects existing in different environments (e.g., field vs. overdensity) and containing

different embedded sources (e.g., AGN vs. starburst vs. none detected). Given the

small number of LABs already probed in detail, such an observing program with

LRS2 would be both the first systematic integral field study of its kind, and the first

to study LABs that are not preselected to lie in known overdensities.

9.3.2 Potential Lyα Blob Samples, Including HETDEX

While LRS2 can technically observe Lyα emission all the way to z = 7.64,

the redshift range where it is most effective for the study of LABs is much more

limited for a number of reasons. Cosmologically speaking, resolved structures like

LABs are most easily detected at lower redshifts due to the strong cosmological

surface brightness dimming effect, which goes as (1 + z)−4 (e.g., Calvi et al. 2014).

Additionally, observing LABs with high spectral resolution is beneficial to suffi-

ciently resolve the Lyα emission for its proper interpretation and for comparison

to radiative transfer simulations (see, for example, Chapter 7). Given these two

conditions, the LRS2-B UV Arm (which has a FWHM spectral resolution of 109

km s−1 at z = 2.81, a factor of more than two times better than the Orange Arm at

the same redshift) is best suited for follow-up studies of LABs, which means that

the primary redshift range will be 2.00 . z . 2.81. A sample of LABs in this red-
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shift range can come from a number of different sources, including existing samples

from imaging surveys that have not yet been significantly followed-up with integral

field spectroscopic observations and contain objects within the regions of the sky

that are accessible with the HET (e.g., Yang et al. 2009, 2010; Prescott et al. 2012a,

2013). However, as will be discussed below, the usefulness of the LRS2-B Orange

Arm should not be discounted for studying LABs, particularly due to the increased

total system throughput over its passband compared to the UV Arm. Additionally,

large samples of LABs exist within its redshift coverage for Lyα (2.81 . z . 4.75),

especially at z≈ 3.1 (e.g., Matsuda et al. 2004).

In addition to the above reasoning, LABs within the redshift range covered

by the UV Arm also have multiple rest-frame optical emission lines (e.g., Hβ, [O

III], Hα, [N II]) redshifted into the atmospheric windows in the near-IR. This is es-

sential for characterizing the physical nature of embedded galaxies, and interpreting

the Lyα emission line profiles kinematically with respect to their systemic redshifts

(e.g., Yang et al. 2014b). Observing LABs at z . 3.5 will allow the Orange Arm’s

bandpass to capture other redshifted ultraviolet emission lines that are prominent

in high redshift galaxies. At z . 3.5, one can observe Lyα and C IV λ1549 si-

multaneously. Additionally for LABs at z . 3.27 and z . 2.67, respectively, He II

λ1640 and C III] λ1909 can also be simultaneously observed with LRS2-B. Detect-

ing these lines in conjunction with the Lyα emission has been shown by multiple

groups to facilitate the interpretation of the physical nature of LABs (e.g., Scarlata

et al. 2009; Prescott et al. 2015; Arrigoni Battaia et al. 2015). However, while not all

LABs prominently display these emission lines, placing limits on the He II/Lyα and
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Figure 9.4 Narrowband Lyα images of three z≈ 2.3 LABs from Yang et al. (2010).
The yellow isophote corresponds to a Lyα surface brightness of 4× 10−18 erg s−1

cm−2 arcsec−2. The LRS2 IFU is overlaid on each image to show that in most cases,
LRS2’s IFU field size is well matched to the typical sizes of LABs at 2 . z . 3.
The size of the objects decreases from left to right. With an area of 61.6 arcsec2

within a Lyα surface brightness of 5.5×10−18 erg s−1 cm−2 arcsec−2, CDFS-LAB01
(left) would require several LRS2 pointings. However, note that this object is rare
with an area nearly twice that of the next largest object in their sample of 25 LABs.
CDFS-LAB05 (center) and CDFS-LAB16 (right) are more representative of the
sample with areas of 21.3 arcsec2 and 10.3 arcsec2, respectively. Finally, note that
the surface brightness distribution of these objects is not always uniform over the
full extent of the object.

C IV/Lyα line ratios at the flux limits that can be reached by the Orange Arm (see

the following section) has been shown to help constrain different powering scenar-

ios (Arrigoni Battaia et al., 2014, 2015). Finally, the LRS2 IFU size of 12.4′′×6.1′′

is well matched in size to the typical LAB within this redshift range (104 kpc ×51

kpc at z = 2.4). For comparison to the ∼ 75 arcsec2 area covered by the LRS2 IFU,

the average isophotal area within a Lyα surface brightness of 5.5× 10−18 erg s−1

cm−2 arcsec−2 in the sample of z≈ 2.3 LABs from Yang et al. (2010) is 18.3 arcsec2

with a maximum area of 61.6 arcsec2. Figure 9.4 shows the LRS2 IFU overlaid on

several representative z≈ 2.3 LABs from the Yang et al. (2010) sample.

A sample of candidate LABs also exists in-house from the HETDEX Pilot

565



Survey (HPS; Adams et al. 2011), which covered 169.3 arcmin2 over four different

fields for 350 < λ (nm) < 580 to discover 105 Lyα emitting galaxies in a comov-

ing volume of ∼ 1.2× 106 Mpc3. When combined with the 4.24′′ diameter fibers

of the Mitchell Spectrograph on the Harlan J. Smith 2.7 m telescope (Hill et al.,

2008a), the typical line flux limit of the HPS yields a 5σ Lyα surface brightness

limit of ∼ 3.5× 10−18 erg s−1 cm−2 arcsec−2, which is more than sufficient to de-

tect the average Lyα surface brightness of LABs (1.8×10−17 erg s−1 cm−2 arcsec−2

for the sample of Yang et al. 2010). While the large fiber size is advantageous

for detecting low surface brightness objects, the lack of spatial resolution acts as a

hindrance to accurate size determination and morphological analysis. Despite this,

Adams et al. (2011) carried out a detailed analysis of the recovery of mock point

sources through the Mitchell Spectrograph fibers after considering the subdithering

pattern of the survey. This analysis showed that the point source nature of sources

measuring > 6.8′′ through the HPS “curve of growth” method can be rejected at

the 3σ confidence level. Applying this as a hard cut on the measured objects sizes

in the HPS LAE sample yields a total of 10 LAB candidates (seven within the UV

Arm’s bandpass). Seven of these objects (six within the UV Arm’s bandpass) lie

in the 71.6 arcmin2 surveyed region of the Cosmic Evolution Survey field (COS-

MOS; Scoville et al. 2007). In the COSMOS subsample of six objects within the

UV Arm’s bandpass, four LAB candidates are located in a known overdensity at

z ≈ 2.44 (Chiang et al., 2014) and two are located in the field. Additionally, two

of these LAB candidates also have associated X-ray detections (suggesting AGN

photoionization as the dominant powering mechanism), while the remaining four
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do not. The diversity of the characteristics of LAB samples is clearly illustrated

here, even within this very small subsample in the COSMOS field.

In addition to these existing samples, future blindly discovered samples of

LABs may be compiled from VIRUS (Hill et al., 2014b) observations through the

HETDEX survey. During normal HETDEX operations (in which a total of 8 hours

per night are assumed to be spent observing science fields), VIRUS will directly

survey ∼ 1.2× 103 arcmin2 per night to a limiting 5σ line flux of ∼ 4× 10−17 erg

s−1 cm−2. This is equivalent to completing ∼ 7 HETDEX Pilot Surveys each night,

in which a total comoving volume of 7.2×106 Mpc3 is surveyed for Lyα emission

(3.6×106 Mpc3 within the LRS2 UV Arm’s bandpass). However, since the VIRUS

fiber angular diameter on the sky is 1.5′′ (a factor of almost three smaller than the

Mitchell Spectrograph used for the HPS), the HETDEX survey’s 5σ Lyα surface

brightness limit is significantly shallower at only 2.3×10−17 erg s−1 cm−2 arcsec−2.

If one is conservative and assumes that the total flux measured for the LABs in the

narrowband-discovered sample of Yang et al. (2010) is distributed evenly over the

measured area of the blob, only one object would exceed the HETDEX 5σ Lyα

surface brightness limit. However, note that the total comoving volume surveyed

by Yang et al. (2010) is a factor of ∼ 5 smaller than for a single night of HET-

DEX survey observations within the LRS2 UV Arm’s bandpass and a factor of

∼ 10 smaller for the entire VIRUS bandpass. Thus, naively extrapolating from the

sample of Yang et al. (2010), one might expect the HETDEX survey to yield & 10

newly discovered LABs each night (or & 5 within the UV Arm’s bandpass). These

estimations should be considered lower limits because some objects will be discov-
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ered with less than 5σ significance, and because the total Lyα flux of a LAB is not

necessarily distributed evenly across its area (see Figure 9.4). In fact, many LABs

are quite “lumpy” (e.g., Weijmans et al. 2010), containing knots of higher surface

brightness Lyα emission that will be easier for VIRUS to detect while conduct-

ing the HETDEX survey. This provides an unprecedented opportunity to amass an

enormous catalog of bright and rare extended Lyα emitting objects from a survey

that will exceed the volume of the largest current volumes surveyed for LABs (i.e.,

Prescott et al. 2012a) in only ∼ 18 nights. Although such a sample will be strongly

flux limited, it will yield a large and likely diverse sample of rare LABs that are not

selected a priori to lie in known overdensities.

Despite that this section has concentrated primarily on samples for LAB

follow-up by the LRS2-B UV Arm, it is again noted that the Orange Arm is also

perfectly suitable for LAB observations at higher redshifts (albeit at a lower spectral

resolution; see the following subsection). In addition to the HETDEX sample at

wavelengths longer than 4700 Å, there are many LAB samples at higher redshift

that would be suitable for follow-up by the Orange Arm, such as from the work of

Saito et al. (2006) and Matsuda et al. (2011). LAB samples also exist at redshifts

pushing towards the epoch of reionization (e.g., Ouchi et al. 2009 at z≈ 6.6), which

may be suitable for integral field spectroscopic follow-up by LRS2-R. However, the

sensitivity predictions that follow will focus on the lower redshift samples that are

accessible to the two LRS2-B channels.
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Figure 9.5 The 5σ limiting surface brightness of LRS2-B in realistic conditions
for observing LABs. These sensitivity predictions assume dark sky conditions,
6× 1800 s of total exposure time, an intrinsic emission line width of 250 km s−1,
atmospheric extinction of 0.2 mag, Galactic extinction representative of a typical
extragalactic survey field, and a 75% illumination factor of the telescope pupil on
the HET primary mirror through the track. The darker colored curves show the limit
for a single IFU spatial element, while the lighter colored curves show the limit for
an adaptive binning scenario where the spectra from three contiguous IFU spatial
elements are combined. The black data points show the estimated spatially averaged
surface brightness of the 10 extended LAEs discovered in the HPS (Adams et al.,
2011), while the faint red data points show the same for the sample of 25 z ≈
2.3 LABs from Yang et al. (2010). The red error bar indicates the mean surface
brightness and uncertainty of that sample. For an object observed at this redshift, the
observed wavelengths of three additional prominent UV emission lines are shown
by the vertical dashed red lines. For reference, the dashed black horizontal line
indicates the depth of the yellow isophote in Figure 9.4.
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9.3.3 Observing Sensitivity and Strategy with LRS2-B

In Figure 9.5, the 5σ surface brightness limits per resolution element for the

LRS2-B UV and Orange channels are shown for an observing scenario that might

be used on the HET for obtaining integral field spectra of LABs. The parameters of

this sensitivity calculation are as follows:

• Dark sky conditions that are typical for McDonald Observatory (i.e., B-band

night-sky surface brightness of 22.5 mag arcsec−2; see Section 9.2.1)

• A total exposure time of 3 hours, divided between six 1800 s exposures

• An intrinsic emission line width of 250 km s−1 FWHM, which is consistent

with the typical Lyα line width of a single emission component for HPS LAEs

(see Chapter 8)

• Atmospheric extinction of 0.2 mag

• Galactic extinction consistent with a typical extragalactic survey field2

• A 75% illumination factor of the 10 m diameter HET pupil is taken into

account to model the loss in throughput that results from the pupil sweeping

over the primary mirror as the telescope tracks (Ramsey et al., 1998), as is

consistent for an equatorial field

Under these conditions, the UV Arm reaches a median 5σ surface brightness limit

of 1.1×10−17 erg s−1 cm−2 arcsec−2 while the Orange Arm simultaneously reaches

2For this calculation, the extinction Aλ in 88 photometric bands was obtained from the NASA Ex-
tragalactic Database for a set of coordinates within the COSMOS field (RA = 150.059110◦, Dec.
= 2.240640◦). After calculating the fraction of transmitted light from Aλ, a second-order polyno-
mial as a function of wavelength was fit and was subsequently applied to the LRS2 total system
throughput.
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5.0×10−18 erg s−1 cm−2 arcsec−2. This is shown in Figure 9.5 as the darker blue and

orange curves, respectively. To show that LRS2-B is capable of mapping the Lyα

emission of LABs under these realistic conditions, the estimated surface bright-

ness is plotted for the 10 extended LAEs in the HPS (black data points), assuming

their measured Lyα flux is uniformly distributed over the area measured with the

Mitchell Spectrgoraph. The known overdensity at z≈ 2.44 in the COSMOS field is

clearly seen within this data set in the plot by the clustering of extended HPS LAEs

at that redshift.

In addition, the Lyα surface brightness is also plotted for the LAB sample

of Yang et al. (2010) at z ≈ 2.3 (light red data points), again assuming that the

measured total flux of the object is uniformly distributed over its measured area.

Three of these LABs are shown with their spatial extent highlighted by the faint

4×10−18 erg s−1 cm−2 arcsec−2 isophote in Figure 9.4. For the majority of the LABs

in the Yang et al. (2010) sample, this isophote falls almost entirely within the LRS2

IFU field with room to spare for simultaneous sky sampling. For larger objects,

sky-nodding to obtain sky background exposures will be required. However, this

will significantly increase the observing overhead on a “per object” basis. Note

that in 3 hours of exposure, the UV Arm doesn’t quite reach the 4× 10−18 erg s−1

cm−2 arcsec−2 isophote shown in Figure 9.4. However, to probe deeper without

increasing the exposure time to approach that limit, one can employ an adaptive

binning technique in the fainter regions of the object by taking a slight reduction

in spatial resolution through combining the spectra from multiple contiguous IFU

spatial elements. For example, binning the spectra of three IFU spatial elements
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together under identical conditions to those described above results in a deeper

median 5σ surface brightness limit of 6.4× 10−18 erg s−1 cm−2 arcsec−2 and 2.9×

10−18 erg s−1 cm−2 arcsec−2 for the UV Arm and Orange Arm, respectively. This is

indicated in Figure 9.5 by the lighter colored curves.

What does a 5σ detection per resolution element look like for various types

of Lyα line profile morphologies when observed by the LRS2-B UV Arm or Or-

ange Arm? In Figure 9.6, simulated observations of Lyα at 5σ significance in the

brightest spectral resolution element are shown. To simulate these observed Lyα

line profiles, the results of the fitting procedure employed in Chapter 8 for quan-

tifying the Lyα emission line profiles of 2.0 < z < 3.5 LAEs are utilized, which

included an instrumental correction. For diversity, Lyα line profiles with a wide

range of morphologies were selected, including single-peaked profiles with differ-

ent asymmetries, and double-peaked profiles with different component asymmetries

and line widths. For the purposes of this discussion, the UV Arm observations are

shown at z = 2.3, while the Orange Arm is shown at z = 3.5. At these redshifts for

Lyα the FWHM spectral resolution of the two channels are 125 km s−1 and 221

km s−1, respectively. The Lyα line profiles are first convolved with the instrumen-

tal resolution, and then binned to match the dispersion of each LRS2-B channel.

To simulate the noise, each pixel in the mock spectrum is summed with a random

number drawn from a normal distribution with a standard deviation equal to 1/5

of the flux measured in the brightest resolution element divided by the number of

pixels per resolution element. To be able to directly compare the simulated Lyα

line profiles from the two LRS2-B channels, the spectra are plotted in rest-frame
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Figure 9.6 Simulated Lyα emission lines observed at 5σ significance in the brightest
resolution element for LRS2-B. All plots shown in blue are for the UV Arm at
z = 2.3, while orange plots are for the Orange Arm at z = 3.5. The top row shows
the input Lyα emission (i.e., prior to convolution with the instrumental profile), as
determined from the fitting procedure for four HPS LAEs in Chapter 8. From left to
right, the Lyα spectra increase in complexity: a single relatively symmetric peak; a
single asymmetric peak; a double-peaked profile with narrow, relatively symmetric
components; and a double-peaked profile with broad, asymmetric components. The
two colored Gaussians in each of the top panels show the instrumental profiles for
each LRS2-B channel (125 km s−1 and 221 km s−1 FWHM for Lyα at the indicated
redshift for the UV and Orange Arms, respectively). The bottom row shows the
simulated 5σ Lyα line profiles with each of the two spectrograph channels. Note
that all panels are converted into rest-frame velocity units in km s−1 relative to the
peak flux in the line profile.
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velocity units, where the zero-point corresponds to the pixel that contains the most

flux.

As can be seen qualitatively from Figure 9.6, the UV Arm and Orange Arm

simulated Lyα line profiles look very similar to each other. However, one type

of line profile for which they differ significantly is the narrow, double-peaked line

profile (∼ 50 − 100 km s−1 FWHM) with a relatively small velocity separation of

the emission components (here, 350 km s−1). In this case, the Orange Arm does

not have sufficient spectral resolution to separate the line components, and the re-

sult can often be a single-peaked profile with an asymmetric blueward wing. In 50

line profiles simulated from the input for HPS-197 shown in Figure 9.6 with the

Orange Arm for a 5σ detection, 40+14
−12 % of the resulting spectra were classified as

double-peaked, where the uncertainty represents the 95% confidence interval3. By

comparison, the same test carried out for the higher resolution UV Arm resulted

in a 76+10
−13 % successful classification rate. For a double-peaked Lyα profile with

broader components (e.g., the input for HPS-150 in Figure 9.6 with ∼ 300 km s−1

FWHM) and wider velocity separation (here, 590 km s−1), the successful classifi-

cation rate increases to 100+0
−7 % for both LRS2-B channels. In addition to this test,

the ability of each channel has been tested at this signal to noise ratio and these

redshifts to recover the input line profile parameters for each respective line profile

type. By performing the parametric fitting procedure described in Chapter 8 on 103

simulated Lyα emission lines, it is found that each of the line profile parameters can

3Here, the only outcome of the test of the simulated line profiles is either to be correctly classified
as double-peaked, or incorrectly classified as single-peaked. Therefore, the quoted uncertainty is
the 95% binomial proportion confidence interval.
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be recovered by both LRS2-B channels within the ±1σ error bar of the measure-

ment when the line profile is correctly classified visually (see above). However, it

should be noted that the Monte Carlo determined uncertainties on the measured line

profile parameters are larger on average for the Orange Arm compared to the UV

Arm (σUV ≈ 0.8σOrange), despite the data having the same detection significance per

resolution element. Although this effect is an expected byproduct in the analysis

of Lyα line profiles due to the Orange Arm’s lower spectral resolution, it should

not be considered a impediment for conducting LAB follow-up observations with

LRS2-B at z & 2.81 where the Lyα line is redshifted out of the UV Arm’s spectral

coverage.

9.4 Final Thoughts

As is consistent with one of its primary scientific objectives, it can be seen

throughout this chapter that LRS2 will be a very capable survey follow-up instru-

ment for spectroscopy of extended Lyα emission. But how does LRS2 compare to

other integral field spectrographs that have previously been used to study LABs?

Additionally, how does it compare to new or future instruments that explicitly list

studying extended Lyα emission as a primary science goal? As discussed in Section

9.3.1, there are only a few published studies that have obtained integral field spectra

of LABs, using only a limited selection of instruments. These instruments include:

• The Spectrographic Areal Unit for Research on Optical Nebulae (SAURON;

Bacon et al. 2001), a lenslet-coupled integral field spectrograph on the 4.2 m

William Herschel telescope on La Palma, was used by Bower et al. (2004),
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Wilman et al. (2005), and Weijmans et al. (2010) in Low Resolution mode to

study two LABs in the SSA22 field at z≈ 3.1.

• The Mitchell Spectrograph (formerly VIRUS-P; Hill et al. 2008a), a direct

fiber-coupled integral field spectrograph on the 2.7 m Harlan J. Smith tele-

scope at McDonald Observatory, was used in a blue, low resolution mode

with the VP1 grating set for 340 - 568 nm by Adams et al. (2009) to study the

Lyα halo of a radio galaxy at z≈ 3.4.

• The Wide-Field Spectrograph (WiFeS; Dopita et al. 2007), a slicer-coupled

integral field spectrograph on the Australian National University 2.3 m tele-

scope at Siding Spring Observatory, was used by Francis et al. (2013) with

the R = 3000 grism to study one of the first LABs ever discovered at z≈ 2.4.

• The Cosmic Web Imager (CWI; Matuszewski et al. 2010), a slicer-coupled

integral field spectrograph on the 200” telescope at Palomar Observatory, was

used by Martin et al. (2014) with a 3050 line mm−1 grating set to 440 - 560

nm to detect filamentary structures suggestive of inflow along the cosmic web

around the z≈ 3.1 LAB that was previously studied by Wilman et al. (2005).

• The Multi-Unit Spectroscopic Explorer (MUSE; Bacon et al. 2010), a new

slicer-coupled array of replicated integral field spectrographs that was re-

cently commissioned on the 8.2 m UT4 Very Large Telescope on Cerro Paranal,

was used by Swinbank et al. (2015) in natural seeing with the instrument’s

Wide Field Mode to map the kinematics of the ∼ 150 kpc-sized Lyα halo

around a radio galaxy at z = 4.11.

576



In addition, individuals within the HETDEX collaboration have proposed (success-

fully or otherwise) to use the following instruments for LAB studies:

• The Mitchell Spectrograph in a high resolution mode using the VP2 grating

set to 463 - 534 nm to target LABs from the narrowband survey by Matsuda

et al. (2011) at z≈ 3.1.

• The Inamori-Magellan Areal Camera & Spectrograph (IMACS; Dressler et al.

2011), a general purpose facility spectrograph for the 6.5 m Magellan Baade

telescope that includes a fiber+lenslet coupled IFU mode, to follow-up and

confirm the LAB candidates from the HPS with the f/4 camera and the 300

line mm−1 grating.

Finally, in addition to LRS2-B’s UV Arm and Orange Arm, the following new or

future instruments include studying extended Lyα emission among their scientific

objectives:

• The Visible Integral field Replicable Unit Spectrograph (VIRUS; Hill et al.

2014b), a direct fiber-coupled array of replicated integral field spectrographs

that are currently under construction for the 10 m HET at McDonald Obser-

vatory.

• The Keck Cosmic Web Imager (KCWI; Morrissey et al. 2012), an advanced

copy of the CWI that is currently under development for the 10 m Keck II

telescope on Mauna Kea, using the 20′′×8.3′′ IFU and BM1 grating.

In Figure 9.7, the basic properties of these instruments that are most important

for studying LABs are visualized. Note that many of these spectrographs offer
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several different operational modes covering different spatial resolutions, spectral

resolutions, and wavelength coverages. The specific mode shown here and assumed

throughout the following discussion is either the mode that was actually used, was

proposed to be used, or the mode that will most likely be used for future scientific

studies of LABs in the case of forthcoming instruments.

Figure 9.7a summarizes the wavelength coverage and spectral resolving

power R for each of the spectrographs. As has been discussed throughout this dis-

sertation, utilizing the highest R possible is advantageous for the study of spectral

substructure that is often present in Lyα emission line profiles. Additionally, pre-

vious integral field observations of Lyα line profiles in a z ≈ 2.4 LAB by Francis

et al. (2013) have shown that very narrow spectral features of < 100 km s−1 exist.

This figure panel also shows that different redshift ranges are probed for Lyα with

each instrument, making a common comparison between them somewhat challeng-

ing. To maintain a common comparison with the LRS2-B UV Arm, observations of

Lyα at z = 2.3 are assumed if the instrument’s bandpass allows it. If the instrument

bandpass instead allows observations of Lyα at z = 3.5, then a fair comparison can

be made with the LRS2-B Orange Arm. Otherwise, z = 3.1 is assumed since that is

the most common redshift at which LABs have been currently studied.

Figure 9.7b summarizes the on-sky areal coverage of the spectrographs by

showing the angular area covered by a single spatial resolution element δΩ and the

total area Ω covered by a single IFU field4. From the discussion in Section 9.3.2, the

4In some cases, an instrument can observe multiple fields of view simultaneously. For example, the
IMACS IFU has two identical fields to enable beam-switching and other methods for simultaneous
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Figure 9.7 A comparison of existing and planned integral field spectrographs that
have either already been used to study LABs, have been proposed to do so within the
HETDEX collaboration, or have integral field studies of LABs listed amongst their
science goals. In each panel, the LRS2-B UV and Orange Arms are highlighted
in blue and orange, respectively. a) A summary of the wavelength coverage and
spectral resolving power R for each of the 11 selected instruments. b) A summary
of the on-sky areal coverage of the spectrographs, showing the angular area of a
single spatial resolution element δΩ and the total area covered by the IFU Ω. c) The
5σ Lyα surface brightness limit for a 250 km s−1 FWHM emission component for
each instrument as a function of the “specific IFU etendue” ε. The error bars for
instruments on the HET indicate the possible range of the two plotted parameters
as a result of the variable pupil illumination for different locations in the sky and
during a track (Ramsey et al., 1998).
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angular area on-sky subtended by a typical LAB is ∼ 18 arcsec2. As can be seen,

the total on-sky areal coverage for all instruments is at least this large. Note that

several of the instruments that utilize slicer-coupling are seeing-limited in at least

one on-sky dimension (i.e., WiFeS, CWI, KCWI and MUSE). To provide a common

comparison between all of the instruments, seeing conditions of 1′′ FWHM are

assumed and the value of δΩ utilized here is such that this image quality is critically

sampled. Similarly for fiber and lenslet-coupled instruments whose native spatial

elements oversample 1′′ FWHM seeing (i.e., IMACS), a spatial binning factor is

assumed that is appropriate for critical sampling to be achieved. The remainder

of the selected spectrographs either have spatial elements that already critically

sample the PSF in these seeing conditions or exceed this criterion (i.e., SAURON,

the Mitchell Spectrograph, LRS2, VIRUS). While a variety of spatial scales can

be useful for LAB studies, it is desirable to have as fine of spatial sampling as is

possible without slicing the sky too finely such that the required signal to noise ratio

cannot be met for a single spatial resolution element. This provides the flexibility

to spatially bin contiguous IFU spatial elements to probe whatever scale is desired.

In 1′′ FWHM seeing that is critically sampled, a single optimal spatial resolution

element should be ∼ 0.25 arcsec2 in size (i.e., 0.5′′× 0.5′′, for a rough estimate).

Note that for 2.3 . z . 3.5, a sampling of 0.5′′ corresponds to ∼ 4 kpc.

sky subtraction. SAURON also employs additional spatial elements located well outside of the
primary science field for sky subtraction. Additionally, VIRUS employs 75 individual IFUs that
populate the HET focal plane with a 1/4.5 filling factor to efficiently survey a huge on-sky area,
as is consistent with its science objective of being a precision cosmology engine. For Ω in this
discussion, only the spatial elements useful for observing a single LAB are considered. Thus, for
IMACS, only one field is considered; for SAURON, the spatial elements dedicated to sky sampling
are ignored; and for VIRUS, only a single IFU is considered.
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Using the machinery introduced in Section 9.2, Figure 9.7c shows the 5σ

Lyα surface brightness limit per resolution element for each instrument for a 250

km s−1 FWHM emission line under identical sky conditions (i.e., dark skies scaled

to a B-band surface brightness of 22.5 mag arcsec−2 with the sky spectrum of

Hanuschik 2003 after convolution and binning to each instrument’s spectral resolu-

tion and dispersion; field dependent Galactic extinction and atmospheric extinction

are neglected). CCD binning was employed in these calculations if it could be uti-

lized to increase the signal to noise ratio without undersampling the instrumental

profile. The total exposure time for each instrument is 6× sfill× 1800 s, where sfill

is the spatial filling factor of the IFU. For all instruments in this sample, sfill = 1.0

except for VIRUS and the Mitchell Spectrograph, which are fiber-coupled instru-

ments whose spatial elements sparsely sample the IFU field of view with sfill = 1/3.

As a result, three shots are required to fill in the field for these. For each instru-

ment, the total system throughput (including the efficiency of the telescope and

atmosphere) was taken either from the instrument’s primary publication or from its

host observatory’s website. Since wavelength dependent system throughputs are

often difficult to recover from the literature, it is expected that the single value of

the wavelength independent system throughput for each instrument adopted here

is accurate to within ∼ 5%. As shown in Figure 9.7c, the 5σ Lyα surface bright-

ness limit is plotted against the quantity ε, or the “specific IFU etendue”, which

represents a figure of merit of the telescope/instrument system that combines the

parameters that matter most for integral field studies of LABs. The specific IFU
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etendue is given by:

ε = A × δΩ × fsystem × sfill . (9.6)

Commonly used figures of merit that enable objective comparison of instruments

are discussed by Bershady (2009). Two such figures of merit are the “specific grasp”

(A×δΩ, which quantifies how much areal information is grasped from the telescope

focal plane within each spatial resolution element), and “etendue” (A×Ω× fsystem,

which quantifies the total areal information grasp of the instrument from the tele-

scope focal plane and how efficiently it the information is grasped). Since all figures

of merit should be based on the science objective at hand (Bershady, 2009), these

two merit functions have been combined to define ε in Equation 9.6. Note that for

instruments on the HET, both the 5σ Lyα surface brightness limit and ε are variable

quantities that depend on the fraction of the 10 m diameter pupil that is illuminated,

which changes depending on where the object is on the sky throughout the obser-

vation (Ramsey et al., 1998). The data points shown in Figure 9.7c for LRS2 and

VIRUS assume a 100% pupil illumination. To illustrate the effect of the changing

HET pupil, the error bars extending from this data point show the possible range in

ε and the 5σ surface brightness limit for a pupil illumination as low as 60% in the

most extreme case.

To compare instruments for a particular science case, one must look at the

total picture painted by all three panels of Figure 9.7 simultaneously. Compared to

the instruments that have previously been used for integral field studies of LABs,

the LRS2-B UV Arm can probe at least as deep as all for a given exposure time

assuming the best possible pupil illumination for the HET, with the exception of
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the two Mitchell Spectrograph modes. However, note that even if two instruments

occupy nearly the same space in Panel c of Figure 9.7 (e.g., the UV Arm, the two

modes of the Mitchell Spectrograph, CWI, and KCWI), it does not necessarily mean

that they provide a similar data product. For example, the Mitchell Spectrograph

high resolution mode with the VP2 grating has a similar spectral resolving power

as the UV Arm (see Panel a). At the same time, the spatial sampling δΩ of the UV

Arm is 2 orders of magnitude finer than the Mitchell Spectrograph (see Panel b).

Compared to future instruments, both LRS2-B channels will be very competitive in

the study of LABs, as they can probe at least as deep as other instruments in a given

exposure time with fine spatial sampling (albeit at a lower spectral resolution in the

case of the Orange Arm). Note that the total field of view of LRS2 is quite small

compared to future and existing instruments with similar science goals. However,

the purpose of LRS2 is not to be a wide-field engine for discovering LABs; rather,

its purpose is to provide follow-up capability with great depth and detail. With

VIRUS as the primary means by which new samples of objects will be discovered

(see Section 9.3.2), the specific science case of studying LABs is just one exam-

ple of many that illustrates the power of the VIRUS/LRS2 system for surveys and

subsequent follow-up of the most interesting targets.

An initial science team was assembled to help develop commissioning projects

and larger initial science programs to push the first LRS2 data sets toward quick

publication. These projects include, but are not necessarily limited to:

• A systematic integral field survey of extended Lyα emission (as described in

this chapter)
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• Integral field studies of evolving spiral galaxies at z< 0.3

• Follow-up of high proper motion objects to identify substellar members of

the Galactic halo

• Emission line diagnostics of extremely metal-poor galaxies found with HET-

DEX at z< 0.1

• Spectroscopic redshift confirmation of galaxies out to z & 7

• Synoptic studies of quasar broad absorption line variability events

These initial programs will provide verification of the hardware and the software

pipeline, encourage continuing refinement of the instrument and methods to im-

prove LRS2’s performance for more challenging future science goals, and will

highlight the new capabilities of both the upgraded HET and its new low resolution

facility spectrograph. From the slate of projects listed above and from the potential

of LRS2 as compared to similar instruments at other facilities, it is clear that LRS2

will provide years of exciting astrophysics and will help make the HET the world’s

premier spectroscopic survey telescope.
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Appendix A

Software Architecture for Controlling the Vacuum
Instrumentation for LRS2

A.1 Appendix Introduction

This appendix, adapted from internal engineering reports, outlines the con-

straints, operational scheme, and control software architecture for the Hobby-Eberly

Telescope’s (HET) second generation Low Resolution Spectrograph’s (LRS2) vac-

uum instrumentation subsystem. This subsystem is a set of hardware and associated

software routines that monitors and helps to maintain the health of the vacuum in

each the two LRS2 camera cryostats: LRS2-B (the blue-optimized spectrograph

pair) and LRS2-R (the red-optimized spectrograph pair). A properly maintained

vacuum is required to allow cryogenic cooling of the instrument’s charge-coupled

device (CCD) detectors. For an overview of the LRS2 instrument and its design,

see Chapter 4. The LRS2 vacuum instrumentation subsystem was introduced in

Section 4.3.4.3 of that chapter.

The LRS2 vacuum instrumentation subsystem consists of five primary hard-

ware components that will be discussed throughout this appendix. The first is an

APC AP7901 Power Distribution Unit (PDU). This unit is a switchable rack PDU

that can be controlled remotely via Ethernet. The second is the Activeline TPG262
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vacuum gauge controller by Pfeiffer Vacuum GmbH, which will be controlling two

Pfeiffer Vacuum PKR251 full-range Pirani/Cold-Cathode vacuum gauges (one for

each of the two LRS2 camera cryostats). Since the TPG262 can only be com-

municated with by an RS-232 serial port, the third device is a UDS2100 serial-

to-Ethernet device server by Lantronix, Inc., which will facilitate communication

between the LRS2 Control Computer and the TPG262 over the HET observatory

network. The final two hardware components are two Agilent Technologies Mi-

croVac Ion Pump Controllers, each of which runs an Agilent 2 L/s ion pump (one

for each of the two LRS2 camera cryostats).

A.2 Operational Scheme and Constraints

In this section, the basic scheme for controlling the LRS2 vacuum instru-

mentation is summarized. The operations discussed here shall be carried out by

software running directly on the LRS2 Control Computer.

A.2.1 Ion Pumps

Essential Software Functions:

• Remotely switch LRS2-B and LRS2-R ion pumps on and off.

• Log the cumulative amount of operating time for each ion pump to aid in

determining when a pump should be replaced.

Operational Scheme:

• While power to the ion pumps can be toggled by remotely shorting two pins

587



accessible via a db-9 connector on rear of the Agilent controller units, the

preferred method is to leave the controllers physically switched on and cut

power to the controller externally. When power is restored to the controller

in this configuration, the ion pump will automatically be powered on and will

resume normal operation.

• The two LRS2 ion pump controllers are powered by the switched rack PDU

whose outlets can be toggled on or off via Ethernet.

• The LRS2 Control Computer will access the PDU directly over the network

in order to toggle the power to the ion pump controllers.

• The two ion pumps should be able to be toggled on or off and operated inde-

pendent of the other.

Constraints:

• Since they can emit low levels of optical radiation within the operational

wavelength range of the CCD detectors (see Section 6.4.1), the ion pumps

for the LRS2-B and LRS2-R cameras should be turned off when scientific

and calibration data are being taken. Otherwise, they can be powered on at

all other times. Typically, they will be turned off at the beginning of the

night and turned on in the morning as part of the observatory start-up and

shut-down procedures.

• According to Agilent Technologies’ documentation and previous experience

at McDonald Observatory, the ion pumps have limited operational lifetimes

that are severely reduced at higher pressures, as shown in Table A.1. To
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Table A.1. Ion Pump Operational Lifetime

Pressure [Torr] Operating Lifetime [Years]

...
...

10−6 1.00
10−5 0.10
10−4 0.01

...
...

Note. — Order of magnitude estimates of the
operational lifetime of the Agilent Technologies
9190520(M003) 2 L/s Diode Ion Pump as a function
of pressure. These values are provided from experi-
ence on the Mitchell Spectrograph.

prevent reduced lifetimes of the ion pumps, they must be automatically turned

off when the pressure inside the cryostat is > 8×10−6 Torr, as verified by the

vacuum gauge. These events should be flagged and be made clear to the user

so that the declining health of the cryostat vacuum can be dealt with in a

timely manner.

A.2.2 Vacuum Gauges

Essential Software Functions:

• Remotely switch LRS2-B and LRS2-R vacuum gauges on and off through

the TPG262 vacuum gauge controller.

• Read pressures from the LRS2-B and LRS2-R vacuum gauges, through the

TPG262 vacuum gauge controller.
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• Report the pressure readings to the user, and to other software subsystems

that require such information. This includes flagging and alerting the user to

pressures that exceed certain safety thresholds (e.g., for determining whether

or not it is safe to switch on the ion pumps).

• Record the pressure readings for each cryostat measured at the beginning of

the night into the Flexible Image Transport System (FITS) image headers.

Operational Scheme:

• A single TPG262 controller operates both the LRS2-B and LRS2-R vacuum

gauges.

• Communication with the vacuum gauge controller shall be through the RS-

232 interface that is built into the unit.

• The LRS2 vacuum gauge controller is powered by the same switched rack

PDU that powers the ion pump controllers.

• For communication, the vacuum gauge controller shall be connected to an

RS-232 device server so that the unit can be accessed via the network. The

LRS2 Control Computer will access this device server to communicate with

the vacuum gauge controller directly over the network.

Constraints:

• The PDU to which the vacuum gauge controller and device server are at-

tached is the same that is used for the ion pumps. As such, power to the
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vacuum gauge controller and device server can be switched on or off re-

motely through the PDU. These outlets should always be on so that the vac-

uum gauge controller and device server always have power. The individual

vacuum gauges can be toggled on and off by commands given to the con-

troller via RS-232 from the LRS2 Control Computer. However, the LRS2

Control Computer must be able to remotely power-cycle both the vacuum

gauge controller and the RS-232 device server in case of a loss of communi-

cation.

• Like the ion pumps, vacuum gauges should be powered off during LRS2

science and calibration exposures since they can emit low levels of optical

radiation within the operational wavelength range of the CCD detectors (see

Section 6.4.1).

• After being switched on, the vacuum gauges require between 5 and 10 min-

utes to stabilize before reliable measurements can be made.

A.3 Hardware Configuration

Figure A.1 shows a schematic of the LRS2 Vacuum Instrumentation sub-

system. As can be seen, control the LRS2 Vacuum Instrumentation by the LRS2

Control Computer is done by communicating with only two devices: the PDU (via

the network), and the vacuum gauge controller (via the network by way of the RS-

232 device server). The configuration of these two devices is discussed in the two

paragraphs that follow.
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Figure A.1 A schematic of the LRS2 vacuum instrumentation subsystem. AC power
connections are shown as solid black lines. Data and communication connections
are shown as dotted blue lines. Dotted black lines show the connections between
the vacuum measurement and maintenance instruments with their respective con-
trollers. For the PDU, the numbering scheme of the AC power connections is de-
scribed in Figure A.2.
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Figure A.2 A photo of the PDU with the LRS2 vacuum instrumentation subsys-
tem components plugged in. The ion pumps shall be powered through Outlets 1
and 2 for LRS2-B and LRS2-R, respectively. The Pfeiffer Vacuum TPG262 vac-
uum gauge controller is powered through Outlet 3. To minimize the number of
obstructed outlets due to the size of the AC-to-DC converter in case future equip-
ment is added to this PDU, the Lantronix UDS2100 RS-232 device server shall be
powered through Outlet 8.

The APC AP7901 PDU has 8 outlets available for powering different de-

vices. This dedicated PDU distributes power to all of the electronics in the LRS2

Vacuum Instrumentation subsystem. Therefore, only four of its outlets will be uti-

lized. The outlet configuration is shown in Figure A.2. The APC AP7901 is the

standard PDU that is used throughout the HET, so software already exists within

the HET resident software architecture for communicating with this device and

toggling the power to all 8 of the outlets.

Communication with the Pfeiffer Vacuum TPG262 vacuum gauge controller

is through the manufacturer-provided RS-232 interface. The TPG262 is accessed

over the network through the Lantronix UDS2100 device server, which will relay

the RS-232 commands from the LRS2 Control Computer via the network to the

TPG262. The vacuum sensor configuration is shown in Figure A.3. Here, Sen-
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Figure A.3 The configuration of the vacuum gauge controller electronics. Shown in
the middle and right are photos of the back and front, respectively, of the Pfeiffer
Vacuum TPG262 vacuum gauge controller. The LRS2-B vacuum sensor shall be
plugged into Sensor 1, while the LRS2-R vacuum sensor shall be plugged into
Sensor 2. The RS-232 port on the TPG262 shall be attached to Serial Port 1 on the
Lantronix UDS2100 Device Server, shown at left.

sor 1 corresponds to the LRS2-B vacuum gauge and Sensor 2 corresponds to the

LRS2-R vacuum gauge. The TPG262 is connected to Serial Port 1 on the Lantronix

UDS2100 Device Server.

A.4 Control Software Architecture

The architecture and high-level functional description of the LRS2 vacuum

instrumentation subsystem control software is described in this section. To begin,

a description of a graphical user interface (GUI) for the software is given, followed

by a logical flow-down and description of the basic software functions.
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Figure A.4 An example of a very simple graphical user interface for the LRS2
vacuum instrumentation subsystem control software. Toggle buttons are shown in
blue, while informational displays are shown in gray. Each toggle button or display
is labeled with a number that corresponds to a description of each respective item
that can be found in the text of Section A.4.1.
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A.4.1 Graphical User Interface

The LRS2 Vacuum Instrumentation subsystem shall be controlled through

a GUI running on the LRS2 Control Computer. This GUI shall provide the means

to toggle the various functions of the subsystem on and off, as well as display rel-

evant information and alerts to the user. In Figure A.4, an example GUI schametic

is shown that demonstrates the basic requirements for the software user interface.

In this figure, toggles and buttons are shown as blue squares while informational

displays are shown as gray squares. Each item in the schematic GUI is labeled and

described below in numerical order:

1. LRS2-B Ion Pump Toggle Button - Turn on/off the LRS2-B Ion Pump Op-

eration function. The button should be color coded to indicate the status of

the function (e.g., red if function is in operation, blue if it is not in operation,

gray if disabled).

2. LRS2-B Vacuum Gauge Toggle Button - Turn on/off the LRS2-B Vacuum

Gauge Only Operation function. The button should be color coded to indicate

the status of the function (e.g., red if function is in operation, blue if it is not

in operation, gray if disabled).

3. LRS2-B Pressure Display - Location to display the current or last-read pres-

sure from the LRS2-B vacuum sensor. The displayed units should be Torr.

4. LRS2-B Ion Pump Lifetime Display - Location to display the cumulative

lifetime of the LRS2-B ion pump. The displayed units should be days.

5. LRS2-B Alert Display - Location to display any alerts from the LRS2-B
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Ion Pump Operation or Vacuum Gauge Only Operation functions. The text

should be bright and very noticeable when an alert is queued-up for display.

6. LRS2-R Ion Pump Toggle Button - Same as item 1 in this list, but for LRS2-

R.

7. LRS2-R Vacuum Gauge Toggle Button - Same as item 2 in this list, but for

LRS2-R.

8. LRS2-R Pressure Display - Same as item 3 in this list, but for LRS2-R.

9. LRS2-R Ion Pump Lifetime Display - Same as item 4 in this list, but for

LRS2-R.

10. LRS2-R Alert Display - Same as item 5 in this list, but for LRS2-R.

11. Power-Cycle PDU Button - Runs the function for power-cycling the PDU,

which resets the GUI to its initial start-up configuration. The button should be

color coded to indicate that the function is running (e.g., gray while disabled

during function use).

12. PDU Outlet Status Display - Location to display the status of the 8 PDU

outlets. For each outlet, the status is either “on” or “off”. Outlet identifiers

can be color coded to indicate which are on and which are off, or can be a list

of outlets that are currently on, etc.

13. Shut-Down PDU Button - Runs the function for shutting-down the subsys-

tem hardware and the GUI.
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A.4.2 Logical Flow-down of Software Functions

In this subsection, flow charts showing the architecture of the LRS2 Vacuum

Instrumentation subsystem control software are presented. Note in Figure A.4 that

there are several functions accessed through the GUI that are separate for LRS2-B

and LRS2-R, but are identical in their operation. In the flow charts that follow, such

functions will be labeled but will not be explicitly shown as being two indepen-

dent functions. A list of the functions shown here and described in the following

subsection is as follows:

• Function 0: High-level operational architecture of the GUI (see Figure A.5)

• Function 1: PDU Shut-Down (see Figure A.6)

• Function 2:: PDU Power-Cycle (see Figure A.6)

• Function 3: Ion Pump Operation (see Figure A.7). A separate copy of this

function shall be used to individually control the ion pump for LRS2-B and

LRS2-R, respectively.

• Function 4: Vacuum Gauge Only Operation (see Figure A.8). A separate

copy of this function shall be used to individually control the vacuum gauge

for LRS2-B and LRS2-R, respectively.

A.4.3 Description of Software Functions

In this subsection, the functions listed in the previous subsection are de-

scribed in more detail. Throughout, the five flow charts of Figures A.5 - A.8 that

were presented in the previous subsection when are referred to when discussing
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Figure A.5 Flow chart of the high-level architecture of the software GUI that con-
trols the LRS2 Vacuum Instrumentation subsystem. Note that the arrows from func-
tion 0.0 to functions 0.0.0 and 0.0.1 are doubled, with each having a separate blue
and red line. These blue and red lines indicate that one of each function exists for
both LRS2-B and LRS2-R separately. As such, there is a function below 0.0 for
each of the six buttons indicated in the GUI schematic in Figure A.4. The functions
enclosed in blue circles should be executed and run in the background while the
GUI function returns to 0.0 to await a new command. The details of external func-
tions that are shown in this diagram (Functions 1, 2, 3 and 4) are shown in Figures
A.6, A.6, A.7, and A.8, respectively. Each function is further described in Section
A.4.3.
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Figure A.6 Flow charts for the two functions that are exclusive to the PDU. Each
function is further described in Section A.4.3.

600



Figure A.7 Flow chart of the architecture for the function that operates the ion
pumps. One such function shall exist for each of LRS2-B and LRS2-R. For each,
the function is identical except for the specific hardware that is called throughout.
The details of external functions that are shown in this diagram (Functions 2, 4.1,
and 4.2) are shown in Figures A.6, A.8, and A.8, respectively. Each function is
further described in Section A.4.3.
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Figure A.8 Flow chart of the architecture for the function that operates the only the
vacuum gauges. One such function shall exist for each of LRS2-B and LRS2-R. For
each, the function is identical except for the specific hardware that is called through-
out. The details of the external function that is shown in this diagram (Function 2)
is shown in Figure A.6. Each function is further described in Section A.4.3.
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each function.

Function 0 (High-level GUI Operation; Figure A.5): This function is the high-

est level of the LRS2 Vacuum Instrumentation subsystem control software. Upon

starting the software, the GUI will open and the PDU will automatically be power-

cycled (see Function 2). Once complete, only the device server (PDU Outlet 8) and

the TPG262 vacuum gauge controller (PDU Outlet 3) are powered on, and the soft-

ware will stand idle awaiting a command from the user through the GUI (Function

0.0). With no other functions operating, there are six different commands than can

be given.

• The primary functions are to turn the LRS2-B and LRS2-R ion pumps on

or off (as mentioned, there is an individual function for each spectrograph

pair). With reference to the GUI schematic (see Figure A.4), this can be done

by toggling Button 1 or 6 for LRS2-B or LRS2-R, respectively. Assuming

that the function is not currently in operation (which is checked in Function

0.0.0), Function 3 will be called. Once called, the function shall be run in the

background and the software should then await another command (i.e., cycle

back to Function 0.0). While the Ion Pump Operation function is running

in the background, the option to turn on the vacuum gauge must be disabled

since the vacuum gauges already run as a part of Function 3. This shall be

reflected on the GUI by disabling Buttons 2 and 7 for LRS2-B and LRS2-R,

respectively. While awaiting a new command while Function 3 is running

in the background, Buttons 1 and/or 6 are still enabled, but toggling them

again will then issue an escape command (Function 0.0.0.0) which is passed
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into Function 3. This will then queue the Ion Pump Shut-Down procedure.

Once Function 3 has been completed, the software will again await a new

command.

• A secondary function is to turn the LRS2-B or LRS2-R vacuum gauges on

or off (as mentioned, there is an individual function for each spectrograph

pair). This can be done by toggling Buttons 2 and 7 for LRS2-B and LRS2-R,

respectively. Assuming that the function is not currently in operation (which

is checked in Function 0.0.1) or the function’s toggle buttons are not disabled

as a result of Function 3 being in current operation, Function 4 will be called.

Once called, the function shall be run in the background and the software

should then await another command (i.e., cycle back to Function 0.0). While

the Vacuum Gauge Only Operation function is running in the background, the

option to turn on the ion pumps must be disabled since the vacuum gauges

run as a part of Function 3. This shall be reflected on the GUI by disabling

Buttons 1 and 6 for LRS2-B and LRS2-R, respectively. While awaiting a new

command while Function 4 is running in the background, Buttons 2 and/or 7

are still enabled, but toggling them again will then issue an escape command

(Function 0.0.1.0) which is passed into Function 4. This will then queue the

Vacuum Gauge Shut-Down procedure. Once Function 4 has been completed,

the software will again await a new command.

• In case of any communication issues with any device, one can reset the soft-

ware to its initial start-up configuration by pressing Button 11, which queues-

up the PDU Power-Cycle Command (Function 2). The result of this function
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is that all PDU outlets will be powered off, and only PDU Outlets 3 and 8 (for

the device server and TPG262, respectively) will be powered back up. Be-

fore calling Function 2, escape commands are issued (Function 0.0.2) to any

function that is running in the background so that an attempt can be made to

cleanly shut-down any running devices before being powered down through

switching the PDU outlet.

• To shut-down the software completely, Button 13 can be selected. As with the

routine described immediately above, escape commands are issued (Function

0.0.3) to any function that is running in the background so that an attempt can

be made to cleanly shut-down any running devices before powering down.

Once the escape commands have been issued, Function 1 is called which

powers all of the PDU outlets down. Once complete, the software will shut-

down as well, and the GUI will close.

Function 1 (PDU Shut-Down; Figure A.6): This function is very simply a “for”

loop in which each of the 8 outlets on the PDU are switched OFF one at a time.

Function 2 (PDU Power-Cycle; Figure A.6): This function is used to power-

cycle the equipment on the PDU outlets in case of any communication failure. This

function acts as a “reset”İ button for the LRS2 Vacuum Instrumentation subsystem

control software, as the result of the function is to power-up the equipment on the

PDU as it would be when the control software is just executed. The subroutines

within this function are as follows:

• 2.0. Orient GUI Toggles and Display. When this function is operating, all of
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the GUI toggle buttons shall be disabled. Once the GUI is properly oriented,

proceed to Function 1 to switch off each of the 8 PDU power outlets. As each

outlet is switched off, the PDU Outlet Status Display (Display 12 in the GUI

Schematic in Figure 8) should be updated to reflect the change in PDU status.

• 2.1. Once the PDU outlets are all switched off, wait for∼ 10 seconds to allow

a full reset of the equipment.

• 2.2. Switch PDU Outlet 3 on. This powers-up the TPG262 vacuum gauge

controller. Display 12 should be updated to reflect the change in PDU status.

• 2.3. Switch PDU Outlet 8 on. This powers-up the device server. Display 12

should be updated to reflect the change in PDU status.

• 2.4. Orient GUI Toggles and Display. As the last step in the function, all of

the GUI toggle buttons shall again be enabled.

Function 3 (Ion Pump Operation; Figure A.7): This is the primary function of

the LRS2 Vacuum Instrumentation subsystem control software. Recall that one

such function exists for both LRS2-B and LRS2-R. The function can be called for

each respective spectrograph pair by toggling GUI Buttons 1 and 6, respectively.

The major subroutines within this function are as follows:

• 3.0. Start-Up: Once called from the GUI, the first step is to orient the GUI

toggles (Function 3.0.0), which means that the Vacuum Gauge Only Opera-

tion toggle button for the respective spectrograph pair (Button 2 or 7) should

be disabled. Additionally, the Ion Pump Operation toggle button (Button 1 or

6) should change color to indicate that the function is running. Before contin-
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uing, check for an ongoing CCD exposure (Function 3.0.1). If one is under-

way, the ion pumps and/or vacuum gauges must not be turned on. As a result,

alert the user by displaying relevant information in Display 5 or 10, depend-

ing on the spectrograph pair (Function 3.0.1.0). Then, the GUI toggles can be

reoriented so as to reactivate Button 2 or 7, and color Button 1 or 6 back to its

original color indicating that the function is no longer in operation (Function

3.0.1.1). Then abort the function (Function 3.0.1.2). If there is no CCD expo-

sure underway, proceed to attempt communication with the TPG262 through

the device server (Function 3.0.2). This can be accomplished by setting up

and opening the relevant serial port to which the TPG262 is connected and

issuing a request to the TPG262 to identify the attached vacuum sensors. If a

negative response is received from the TPG262 or there is a communication

error, proceed to execute Function 2 to power-cycle the PDU. Once com-

plete, begin again at Function 3.0.1 to check for an ongoing CCD exposure.

Attempt power-cycling the PDU a maximum of 5 times before alerting the

user of a problem in Display 5 and/or 10, and abort the function. If a positive

acknowledgment is received from the TPG262, proceed to set the units to Torr

(Function 3.0.3), and setup the respective vacuum sensor (Sensor 1 for LRS2-

B, or Sensor 2 for LRS2-R; see Figure A.3) for manual operation (Function

3.0.4). Once the sensor is setup, switch the sensor on (Function 3.0.5). The

Pfeiffer Vacuum PKR251 vacuum sensor typically requires up to 10 minutes

to stabilize before the most accurate measurements are provided, so Function

3.0.6 provides time for this stabilization to occur. In addition, Function 3.0.6
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should indicate to the user through Display 5 or 10 what the remaining wait-

ing time is. Additionally, once per second, this function should check for an

escape command issued by the user by pressing the respective GUI button or

if a CCD exposure has been started. If either one of these are detected, pro-

ceed to Function 4.2 to shut-down the vacuum sensor. Otherwise, once the

sensor is stabilized, obtain a pressure reading to check if the pressure in the

cryostat is below the threshold for safely turning on the ion pump (Function

3.0.7). If the pressure exceeds the threshold, alert the user via Display 5 or 10

(Function 3.0.7.0) and reorient the GUI toggles so as to show that Button 2 or

7 are in use, and deactivate Button 1 or 6 (Function 3.0.7.1). This is because

rather than simply aborting the function, the software is directed to proceed

to Function 4.1, which provides for a steady-state continuous reading of the

vacuum gauge without activating the ion pump. This will allow the user to

monitor the conditions of the vacuum under a subsequent pump-down of the

cryostat, for example. If the threshold pressure is not exceeded, proceed to

switch the ion pump on by switching the relevant PDU outlet (Function 3.0.8;

Outlet 1 for LRS2-B and Outlet 2 for LRS2-R). As the outlet is switched on,

the PDU Outlet Status Display (Display 12 in the GUI schematic in Figure 8)

should be updated to reflect the change in PDU status. While the ion pump is

in operation, the date, time, and a pressure reading shall be recorded in a data

file from which the total cumulative operation time of the pump can be cal-

culated (Functions 3.0.9 and 3.1.3). This value shall be displayed in Display

4 for LRS2-B and Display 9 for LRS2-R so that HET personnel can easily
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determine when it is appropriate for an ion pump to be replaced. In addition,

the current pressure reading should be displayed in Display 3 or 8. Once the

first data point is logged, proceed to enter the loop for steady-state operation.

• 3.1. Steady-State Operation: This loop describes the steady-state operation

of the ion pump. The frequency of this loop shall be once per second. Once

the first data point has been logged, the first loop iteration begins by checking

for the escape command that is issued from Function 0 by the user to shut-

down the Ion Pump Operation (Function 3.1.0). If the escape command is

detected, then proceed to Function 3.2 for shut-down. If no escape command

is detected, proceed to check for an ongoing CCD exposure (Function 3.1.1).

If a CCD exposure is detected, alert the user through Display 5 or 10 (Func-

tion 3.1.1.0) and proceed to Function 3.2 for shut-down. If no CCD exposure

is detected, obtain the next pressure reading from the sensor (Function 3.1.2)

and check if this pressure is above or below the threshold for safe operation

of the ion pumps. If the pressure exceeds the threshold, alert the user through

Display 5 or 10 (Function 3.1.2.0) and proceed to Function 3.2 for shut-down.

If the pressure does not exceed the threshold, then update Display 3 or 8 ac-

cordingly with the new pressure reading (Function 3.1.3). Every 30th iteration

of the loop (i.e., every 30 seconds), record the pressure, date, and time in the

data log file, and update Displays 4 or 9 accordingly (Function 3.1.4). Then

begin the loop again.

• 3.2. Shut-Down: The most immediate step in the ion pump shut-down routine

is to switch the ion pump off by switching the relevant PDU outlet (Func-
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tion 3.2.0; Outlet 1 for LRS2-B and Outlet 2 for LRS2-R). As the outlet

is switched off, the PDU Outlet Status Display (Display 12) should be up-

dated to reflect the change in PDU status. The GUI toggles should then be

reoriented (Function 3.2.1), including deactivating Buttons 1 or 6 and show-

ing Buttons 2 or 7 as being in-operation. The final function to execute is

dependent on the route by which the steady-state loop (Function 3.2) was

terminated. If the loop was terminated due to the pressure threshold begin

exceeded, then proceed to the steady-state of the Vacuum Gauge Only Oper-

ation (Function 4.1) so that the vacuum can continue to be monitored without

the ion pump in operation. If the loop was terminated due to a detected on-

going CCD image or because the escape command was detected, both condi-

tions require that the vacuum gauge also be shut-down. Thus, in these cases,

proceed to Function 4.2 which will shut-down the vacuum sensor.

Function 4 (Vacuum Gauge Only Operation; Figure A.8): This is the secondary

function of the LRS2 Vacuum Instrumentation subsystem control software, and al-

lows the operation of the vacuum sensors to obtain pressure readings without con-

gruently operating the ion pump. This function is thus useful for monitoring the

pressure in the cryostat during maintenance, for example. Recall that one such

function exists for both LRS2-B and LRS2-R. The function can be called for each

respective spectrograph pair by toggling GUI Buttons 2 and 7, respectively. The

major subroutines within this function are as follows:

• 4.0. Start-Up: Once called from the GUI, the first step is to orient the GUI

toggles (Function 4.0.0), which means that the Ion Pump Operation toggle
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button for the respective spectrograph pair (Button 1 or 6) should be disabled.

Additionally, the Vacuum Gauge Only Operation toggle button (Button 2 or

7) should change color to indicate that the function is running. Before contin-

uing, check for an ongoing CCD exposure (Function 4.0.1). If one is under-

way, the vacuum gauge must not be turned on. Alert the user by displaying

relevant information in Display 5 or 10, depending on the spectrograph pair

(Function 4.0.1.0). Then, the GUI toggles can be reoriented so as to reacti-

vate Button 1 or 6, and color Button 2 or 7 back to its original color indicating

that the function is no longer in operation (Function 4.2.2) and the function

can be aborted. If there is no CCD exposure underway, proceed to attempt

communication with the TPG262 through the device server (Function 4.0.2).

This can be accomplished by setting up and opening the relevant serial port

to which the TPG262 is connected, and issuing a request to the TPG262 to

identify the attached vacuum sensors. If a negative response is received from

the TPG262 or there is a communication error, proceed to execute Function

2 to power-cycle the PDU. Once complete, begin again at Function 4.0.1 to

check for an ongoing CCD exposure. Attempt power-cycling the PDU a max-

imum of 5 times before alerting the user of a problem in Display 5 and/or 10,

and aborting the function. If a positive acknowledgment is received from the

TPG262, proceed to set the units to Torr (Function 4.0.3), and setup the re-

spective vacuum sensor (Sensor 1 for LRS2-B, or Sensor 2 for LRS2-R; see

Figure A.3) for manual operation (Function 4.0.4). Once the sensor is setup,

switch the sensor on (Function 4.0.5). The Pfeiffer Vacuum PKR251 vac-
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uum sensor typically requires up to 10 minutes to stabilize before the most

accurate measurements are provided, so Function 4.0.6 provides time for this

stabilization to occur. In addition, Function 4.0.6 should indicate to the user

through Display 5 or 10 what the remaining waiting time is. Additionally,

once per second, this function should check for an escape command issued

by the user by pressing the respective GUI button or if a CCD exposure has

been started. If either one of these are detected, proceed to Function 4.2 to

shut-down the vacuum sensor. Once the sensor is stabilized, obtain a pressure

reading (Function 4.0.7) and display the pressure in Display 3 or 8. Once the

first pressure reading is displayed, proceed to enter the loop for steady-state

operation.

• 4.1. Steady-State Operation: This loop describes the steady-state of the Vac-

uum Gauge Only Operation. The frequency of this loop shall be once per

second. Once the first pressure reading has been displayed, the loop iteration

begins by checking for the escape command that can be issued from Function

0 by the user to shut-down the Vacuum Gauge Operation (Function 4.1.0).

If the escape command is detected, then proceed to Function 4.2 for shut-

down. If no escape command is detected, proceed to check for an ongoing

CCD exposure (Function 4.1.1). If a CCD exposure is detected, alert the user

through Display 5 or 10 (Function 4.1.1.0) and proceed to Function 4.2 for

shut-down. If no CCD exposure is detected, obtain the next pressure read-

ing from the sensor (Function 4.1.2) and update Display 3 or 8 accordingly

(Function 4.1.3). Then begin the loop again.
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• 4.2. Shut-Down: The most immediate step in the Vacuum Gauge Shut-Down

routine is to switch the sensor off (Function 4.2.0). Next, the last measured

pressure should be saved for later inclusion into the FITS headers of CCD

images taken immediately after the last pressure reading and before the next

time the vacuum sensor is read (Function 4.2.1). Finally before exiting the

function, the GUI toggles should then be reoriented (Function 4.2.2), includ-

ing reactivating Buttons 1 or 6 and showing Buttons 2 or 7 as being out of

operation.
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Appendix B

Engineering Drawings of the Prisms and Substrates
for the LRS2 Volume Phase Holographic Grisms

This appendix is adapted from the Specification and Statement of Work doc-

umentation presented in Section 5.4 and presents the engineering drawings for the

prisms and substrates for the four Volume Phase Holographic (VPH) Grism assem-

blies for the Hobby-Eberly Telescope’s second generation Low Resolution Spectro-

graph (LRS2). The drawings shown here are as follows for each of the four LRS2

spectrograph channels:

UV Arm

• Base and Cap Substrates: Figure B.1

• Front Prism: Figure B.2

• Back Prism: Figure B.3

Orange Arm

• Base and Cap Substrates: Figure B.1

• Back Prism: Figure B.4
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Red Arm

• Base and Cap Substrates: Figure B.1

• Front Prism: Figure B.5

• Back Prism: Figure B.6

Far Red Arm

• Base and Cap Substrates: Figure B.1

• Front Prism: Figure B.7

• Back Prism: Figure B.8
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Figure B.1 Engineering Drawing: VPH Grating Base and Cap Substrates (all spec-
trograph channels).
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Figure B.2 Engineering Drawing: UV Arm Front Prism.
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Figure B.3 Engineering Drawing: UV Arm Back Prism.
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Figure B.4 Engineering Drawing: Orange Arm Back Prism.
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Figure B.5 Engineering Drawing: Red Arm Front Prism.
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Figure B.6 Engineering Drawing: Red Arm Back Prism.
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Figure B.7 Engineering Drawing: Far Red Arm Front Prism.
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Figure B.8 Engineering Drawing: Far Red Arm Back Prism.
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Appendix C

Evaluation of Continuum Counterpart Association
with Lyα Sources

C.1 Appendix Introduction

The majority of the Lyman-α (Lyα) emitting galaxies (LAEs) in the statisti-

cal sample at redshifts 2.0< z< 3.5 from Chapter 8 were drawn from the HETDEX

Pilot Survey (HPS; Adams et al. 2011). As summarized in Section 8.2.1, the coarse

spatial resolution of the HPS (4.24′′ per spatial resolution element) often precludes

the certain association of broadband counterparts with the observed emission lines.

To mitigate this issue, Adams et al. (2011) developed a maximum likelihood algo-

rithm1 for assigning a probability of association to each continuum source within a

threshold radius from the emission line centroid. The inputs into this algorithm are

the coordinates of the emission line centroid, the associated astrometric uncertainty,

and the differential number counts of foreground and background continuum emis-

sion line sources as a function of r-band flux density under the assumption that the

emission line is correctly classified with a known redshift. As described by Adams

et al. (2011), 74% of the total HPS sample has a most likely counterpart association

probability that is > 90%. Note that the case of an emission-line source having

1The algorithm for assigning association probabilities is described in detail and illustrated for several
representative examples in Section 5.3 and Section 5.5 of Adams et al. (2011), respectively.

624



no associated broadband counterpart in the r-band imaging was also considered,

and 3% of the total HPS sample falls into this category. The remaining ∼ 23% of

the total HPS sample has multiple broadband counterparts with similar association

probabilties. In each of these cases, Adams et al. (2011) always reported the most

probable association.

The Inamori-Magellan Areal Camera & Spectrograph (IMACS) follow-up

observations of HPS LAEs in the Cosmic Evolution Survey (COSMOS) field that

were presented in Chapter 8 use a relatively narrow slit (0.7′′ width) that was cen-

tered on one of the possible continuum counterparts to the Lyα emission. As a

result, the subsequent IMACS detection (or non-detection) of the Lyα emission pro-

vides a refinement of the HPS catalog in which the actual continuum counterpart to

the Lyα emission can be confirmed. In the following section, the expected detection

rate of HPS objects based on the association probabilities of Adams et al. (2011) is

presented and compared with the observations. Section C.3 provides IMACS spec-

tra for two LAEs that were included on the IMACS slit masks that had previously

associated X-ray detections, which suggests that they are active galaxies. Section

C.4 presents the non-detections of HPS LAEs in the IMACS observations, which

definitively rules out certain broadband sources as the continuum counterpart to the

Lyα emission. In addition, the non-detections among the subsample of LAEs ob-

served with IMACS from the (Nilsson et al., 2009) sample (N09) are also briefly

discussed in Section C.5.
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C.2 Likelihood of Lyα Detections for IMACS Slit Masks

As described in Section 8.2.2.1, 50 different LAEs in the HPS sample were

targeted by the IMACS observations, each with a unique counterpart association

probability. Since the IMACS slitlets were placed on the most likely continuum

counterparts, averaging over the association probabilities calculated by Adams et al.

(2011) for these objects gives an estimate of the expected detection rate. For one of

these 50 objects (HPS-210), the IMACS slitlet was incorrectly placed on the wrong

continuum counterpart, which happened to actually correspond to a low redshift [O

II] emitting galaxy. Therefore, it is not considered further here. For the remaining

49 HPS objects targeted for IMACS follow-up, the expected detection rate is 56.6%.

Ignoring attempts to follow-up on the second most likely continuum counterpart

(see below), the observed detection rate was 65.3% for HPS LAEs, which is in

reasonable agreement with the predicted value.

C.3 Active Galaxies Observed on the IMACS Slit Masks

Both Adams et al. (2011) and Nilsson et al. (2009) estimated the contam-

ination fraction due to active galactic nuclei (AGN) at ∼ 6% within the HPS and

N09 subsamples, respectively, based on the association of X-ray counterparts with

the emission line sources. One HPS LAE with an associated X-ray detection was

included on an IMACS mask (HPS-222), as well as one such object from the N09

sample (N09-140). The optical imaging and spectroscopic data for these two ob-

jects are presented in Figure C.1. Both objects show spectrally broad, but spatially

unresolved Lyα emission in their IMACS optical spectra. For HPS-222, the broad

626



Figure C.1 Imaging and spectra for the two active galaxies (as determined from
associated X-ray detections by Adams et al. 2011 for HPS-222 and Nilsson et al.
2009 for N09-140) observed on the IMACS slit masks. For each of the two objects,
a row of imaging and Lyα spectral data are presented. The various panels in these
rows are as described in Appendix D. Under each row of imaging and spectral data,
the full IMACS spectrum is plotted after being shifted into the rest-frame using the
redshift of the peak Lyα flux for HPS-222, or the redshift of the trough in between
the two Lyα emission components for N09-140. The blue shaded area in these plots
illustrates the 1σ uncertainties in the data. The vertical dashed lines represent the
wavelengths of the various detected emission lines.
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Lyα emission has a full width at half maximum (FWHM) of ∼ 860 km s−1 with a

long asymmetric tail of emission extending ∼ 2900 km s−1 redward from the peak.

Several other broad emission lines, including high ionization lines such as C IV

that are commonly associated with AGN activity (e.g., Baskin & Laor 2005) are

also observed. N09-140 has a very peculiar, apparently double-peaked Lyα emis-

sion line profile with a stronger blue peak. However, the Lyα line profile is located

at the edge of the detector, so it is possible that the entire line profile has not been

observed. Each Lyα emission component has a FWHM of & 1000 km s−1. Most of

the additional emission lines observed in HPS-222 are not seen in N09-140 (e.g.,

C IV). However, based on the observed redshift of the supposed Lyα emission, a

broad line is observed approximately at the rest-frame wavelength of N IV] λ1486

(note that this line also appears to be double-peaked). While further investigation

into the nature of N09-140 is beyond the scope of this appendix, it is noted that ob-

jects showing only Lyα and N IV] in emission have been studied previously (e.g.,

Vanzella et al. 2010).

C.4 Misidentified Continuum Counterparts in the HETDEX Pi-
lot Survey

Since the IMACS slit mask was aligned to within 0.15′′ (which is smaller

by a factor of & 5 than both the slit width and the FWHM seeing conditions) and

since the IMACS observations are approximately an order of magnitude deeper in

terms of line flux compared to the HPS spectra, a non-detection of the Lyα emis-

sion almost certainly means that the IMACS slit was not positioned on the actual
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broadband source that is emitting Lyα. Exceptions to this are primarily due to tech-

nical issues. For example, HPS-286 and HPS-296 were observed during Run 1, but

were not detected because the wavelength of Lyα fell in a gap in between two of

the charge-coupled device (CCD) detectors on the IMACS f/4 camera’s detector

array. As a result, both of these objects were observed again during Run 2. Ad-

ditionally, observations of N09-129 and a second attempt at observing HPS-273

during Run 2 were thwarted by their dispersed slit images falling off the edge of

the detector array in spectroscopic mode due to a slight misalignment of the grat-

ing. Another exception is the five observed HPS objects with a most likely case of

being associated with no continuum counterparts (e.g., HPS-190, HPS-266, HPS-

273, HPS-314, and HPS-327). These objects were centered on the HPS-derived

Lyα centroid, and all five were undetected at that position in the IMACS data. With

the exception of HPS-266 (which was observed a second time centered on an un-

likely broadband counterpart; see below), it cannot be ruled out that these objects

represent false Lyα detections in the HPS.

Among the HPS LAE subsample observed with IMACS and not including

the objects listed above without a likely broadband counterpart, a total of 9 objects

were observed only once and not detected with the slitlet placed on the coordinates

of the most likely continuum counterpart. Only one additional object (HPS-205)

was observed in Run 1 with a non-detection on its most likely broadband counter-

part, followed by a successful Lyα detection on the second most likely counterpart.

A total of 5 HPS objects were observed twice (either the most likely counterpart

or at the HPS-derived Lyα centroid in Run 1, followed by the second most likely
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Figure C.2 Visualization of the placement of IMACS slitlets for the undetected HPS
LAEs. Each image shows a 8′′×8′′ HST F814W cutout with the slit position over-
laid. Red slits indicate an observation during Run 1, while blue slits indicate an
observations during Run 2. All slits are dashed, indicating non-detections, except
for the Run 2 slit for HPS-205 in which Lyα was successfully observed (see Fig-
ure D.1). The green diamond and dashed circles represent the HPS-derived Lyα
centroid and its 1σ positional uncertainty. For HPS-266, the location of the sus-
pected correct continuum counterpart to the Lyα emission is indicated, based on an
extremely weak Lyα detection while observing on the indicated slit for Run 2.
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Table C.1. Broadband Sources not Associated with HPS Lyα Emission

Object IMACS Run R.A. (J2000) Dec. (J2000) Notes

HPS-144 2 10:00:05.764 +02:19:48.94 Weak continuum, but no Lyα.

HPS-145 1 10:00:06.170 +02:13:06.62 Nothing detected.

HPS-148 2 10:00:07.070 +02:19:25.83 Weak continuum, but no Lyα.

HPS-160 1 10:00:08.573 +02:17:38.95 Nothing detected.
2 10:00:08.789 +02:17:39.39 Nothing detected.

HPS-162 1 10:00:08.844 +02:15:29.20 Weak continuum, but no Lyα.

HPS-174 2 10:00:11.004 +02:12:27.20 Weak continuum, but no Lyα.

HPS-183 1 10:00:12.547 +02:17:52.56 Nothing detected.
2 10:00:12.448 +02:17:54.09 Weak continuum, but no Lyα.

HPS-190 1 10:00:13.246 +02:16:49.19 Nothing detected. See Note 1.

HPS-205 1 10:00:16.466 +02:20:30.90 Nothing detected. See Note 2.

HPS-223 1 10:00:18.665 +02:15:00.00 Nothing detected.
2 10:00:18.389 +02:14:58.66 Nothing detected.

HPS-249 2 10:00:26.726 +02:17:41.25 Weak continuum, but no Lyα.

HPS-266 1 10:00:29.734 +02:18:50.15 Nothing detected. See Note 1.
2 10:00:29.839 +02:18:48.45 Weak continuum and Lyα. See Note 3.

HPS-273 1 10:00:31.980 +02:15:51.01 Nothing detected. See Note 1.

HPS-287 1 10:00:34.894 +02:17:44.06 Nothing detected.

HPS-296 2 10:00:36.546 +02:13:09.54 Weak continuum, but no Lyα.

HPS-313 1 10:00:40.822 +02:18:23.00 Weak continuum, but no Lyα.

HPS-314 1 10:00:41.093 +02:17:03.55 Nothing detected. See Note 1.

HPS-327 1 10:00:45.696 +02:16:58.69 Nothing detected. See Note 1.
2 10:00:45.525 +02:16:53.71 Nothing detected.

Note. — This table presents the coordinates of the broadband counterparts that the IMACS observations
have confirmed are not associated with the Lyα emission discovered in the HETDEX Pilot Survey (Adams
et al., 2011). Additional notes are as follows:
1 - The coordinates given for HPS-190, HPS-266 (Run 1), HPS-273, HPS-314, and HPS-327 (Run 1)
correspond to the Lyα emission centroid determined by the HPS. For these objects, Adams et al. (2011)
determined that the likelihood of having no associated broadband counterpart was higher than the association
probability for any of the broadband sources within the detection threshold.
2 - Lyα emission for HPS-205 was detected on the Run 2 slit mask for the second most likely continuum
counterpart, and is included in the LAE sample in Chapter 8.
3 - Very weak Lyα was detected for HPS-266 (Run 2) with a simultaneous continuum detection. For Run 2, a
compact object resembling the compact LAEs in Chapter 8 lies just off the edge of the slit, and is suspected to
be the broadband counterpart to the Lyα emission. The coordinates of this object are: R.A. = 10:00:29.814,
Dec. = +02:18:49.18
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counterpart in Run 2), and were not detected in either attempt. Since some con-

tinuum source was placed on the slit in most of these cases, many of these Lyα

non-detections still yielded a detection of the continuum for the broadband source

on which the slit was placed. This was the case for the second observation of HPS-

266, except that a very weak emission line was also seen at the correct wavelength

for Lyα, given the Lyα redshift derived from the HPS. In this case, the continuum

source that is suspected to be the actual source of the Lyα emission lies just of the

edge of the slit next to the broadband source on which the slit was placed, with

a small fraction of the light from the Lyα emitter blurred into the slit due to the

seeing.

The coordinates of continuum sources that are definitively not the source of

the Lyα emission for the HPS objects that have gone undetected in the IMACS data

are documented in Table C.1. Additionally, the location of the IMACS slitlets for

continuum sources with no Lyα detection are superposed on Hubble Space Tele-

scope (HST) Advanced Camera for Surveys / Wide Field Channel images of the

fields with the F814W filter in Figure C.2 (note that the suspected continuum coun-

terpart for HPS-266 is indicated in this figure).

C.5 Non-detections in the Nilsson et al. (2009) Subsample

As noted in Section 8.2.2.3 and considering N09-129 as discussed above, 10

unique N09 LAEs were not detected by IMACS. Since the IMACS line flux limit

is also approximately an order of magnitude deeper than the narrowband imaging

from which these objects were discovered, the Lyα emission is expected to be ob-
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Figure C.3 Visualization of the placement of IMACS slitlets for the undetected N09
LAEs. The image cutouts and the colors of the slits are the same as described for
Figure C.2. Here, the green diamond denotes the Lyα centroid on which the slits
were centered, as derived from the narrowband imaging of Nilsson et al. (2009).

served if the slit is positioned correctly. Since the exact redshift of Lyα is unknown

within a given range of wavelengths corresponding to the width of the narrowband

filter, the possibility exists that the Lyα line landed in a gap between the CCD detec-

tors on the IMACS f/4 camera’s detector array. Although this scenario is unlikely

for all non-detected N09 objects, it should be noted that 7 of the 10 undetected N09

objects do have a weak continuum detection without a detection of Lyα, indicating

that some source was within the slit.

Also, note that the Nilsson et al. (2009) narrowband imaging was obtained

in 1.29′′ seeing. Given some uncertainty in the Nilsson et al. astrometric solution

(which was not explicitly evaluated by those authors), combined with the root mean

square positional error of the slitlets and the better seeing in which the IMACS

spectra were obtained, it is possible that some slits grazed or missed their targets.

For example, only a very weak detection of an emission line within the correct
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range of wavelengths was found for N09-151 and N09-164, although continuum

was detected for both objects.

Of the 10 undetected N09 objects, only one (N09-132) showed both no Lyα

detection and no continuum detection. It should be noted that the Nilsson et al.

(2009) LAE catalog underwent a likelihood analysis to eliminate false detections,

and a detailed analysis of interloper populations was performed that concluded that

only ∼ 5 objects in the sample of 187 LAEs were expected to be either low redshift

[O II] emitters or higher redshift C IV emitters. As such, it is unlikely that any of

the undetected N09 LAEs are not actually Lyα emitters. For the undetected N09

objects, the location of the IMACS slitlets are superposed on HST F814W images

of the fields in Figure C.3.
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Appendix D

Spectroscopy and Imaging for the Full Sample of
2.0< z< 3.5 Lyα Emitters

This appendix contains the spectral and imaging data for the remainder of

the statistical sample of Lyman-α (Lyα) emitting galaxies (LAEs) observed over the

redshifts 2.0< z< 3.5 from Chapter 8. According to the Lyα spectral morphology

classification scheme presented in Section 8.3.1, the full sample was divided into

single-peaked spectra, double-peaked spectra, and objects containing more than

two Lyα peaks. Representative data from each Lyα spectral class were originally

presented in Figures 8.1, 8.2, and 8.3, respectively. The remainder of the data in

each spectral class are presented here in Figures D.1, D.2, and D.3.

A full description of the presented data and formatting in these figures is

provided below. Each row of figure panels corresponds to a single LAE, whose

name and Lyα redshift1 are printed above and below the two-dimensional (2-D)

Lyα spectrum in the center column, respectively. The columns of figure panels are

as follows:

• Left-Center Column — A 8′′×8′′ Hubble Space Telescope (HST) Advanced

1In these figures, the listed Lyα redshift zLyα corresponds to that of the primary Lyα emission com-
ponent. See Section 8.3.2 for additional details.

635



Camera for Surveys (ACS) / Wide Field Channel (WFC) image from the Cos-

mic Assembly Near-infrared Deep Extragalactic Legacy Survey (CANDELS)

taken in the F814W filter (Koekemoer et al., 2011). The image size corre-

sponds to 65 kpc× 65 kpc and probes rest-frame wavelengths around∼ 2300

Å in the ultraviolet continuum (UVC) for an LAE at z = 2.5. For objects that

do not have CANDELS imaging, an ACS/WFC F814W image is included

from Cosmic Evolution Survey (COSMOS) HST imaging (Koekemoer et al.,

2007). Overlaid on the image is an outline of the Inamori-Magellan Areal

Camera & Spectrograph (IMACS) slit (red for Run 1, blue for Run 2), in ad-

dition to a green diamond and dashed circle that represents the Lyα centroid

and positional error, respectively, from the Hobby-Eberly Telescope Dark En-

ergy Experiment Pilot Survey (HPS; Adams et al. 2011) or the Nilsson et al.

(2009) narrowband LAE survey (N09). The three objects studied in Chap-

ter 7 also have a black 4.24′′ diameter circle representing the position of the

Mitchell Spectrograph fiber from that work. Finally, a black 2′′× 2′′ box is

centered on the LAE continuum counterpart, representing the zoomed-in re-

gion of the image shown in the left column.

• Left Column — A 2′′×2′′ zoom-in (16 kpc× 16 kpc at z = 2.5) of the F814W

HST image shown in the left-center column to highlight the environment di-

rectly around the LAE continuum counterpart. The orientation of the image is

the same as that indicated for the larger HST image. The morphological clas-

sification discussed in Section 8.4.1 (“Compact”, “Disturbed”, or “Merger”)

is indicated directly above the image.
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• Center Column — A 30 Å wide section of the fully reduced and calibrated 2-

D IMACS spectrum centered on the Lyα emission line. Wavelength increases

to the right. For scale, the vertical arrow at left is 2′′ in length, while the

horizontal arrow spans 1000 km s−1.

• Right-Center Column — The one-dimensional (1-D) spectrum of the Lyα

line profile (shown in black) that was extracted from the 2-D IMACS spec-

trum in the center column, plotted in velocity units relative to the spectral

pixel containing the peak Lyα flux ∆v according to Equation 8.1. The un-

shaded area of the background represents the ±15 Å width displayed for the

2-D spectra. The blue shaded area represents the ±1σ uncertainties in the

Lyα flux density. For each LAE with a single-peaked and double-peaked

Lyα spectral morphology, the light blue curve is the convolved asymmetric

Gaussian function that was fit to the 1-D Lyα line profiles, as described in

Section 8.3.2. For LAEs with more than two Lyα peaks, only the primary

peak was fit, while the secondary peaks are indicated with arrows. For ob-

jects with near-infrared (NIR) measurements of at least one rest-frame optical

nebular emission line, the 1-D line profile of the transition with the highest

signal to noise is shown in red. Most often, this is the [O III] λ5007 line, but

may be the Hα line if [O III] was not able to be observed. The red shaded

area represents the ±1σ uncertainties in the flux density. Note that the NIR

data are scaled to the peak Lyα flux to facilitate visual comparison, and are

thus not shown in the flux units for the Lyα data that are indicated along the

vertical axis. Finally, below the spectra, the vertical red line with horizon-
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tal ±1σ error bar indicates the systemic velocity of the galaxy relative to the

velocity of the peak Lyα flux as determined from the NIR data.

• Right Column — The 1-D relative flux profile of the Lyα emission (shown as

black data points with ±1σ error bars) plotted as a function of position along

the slit ∆l in arcseconds. The dark gray curve represents the 3 pixel running

mean of these data points. The center of the slit is denoted by ∆l = 0′′, with

∆l increasing vertically along the slit shown schematically on the HST im-

age in the center-left column. The red curve shows the empirically measured

IMACS spectrograph point spread function (PSF) with the f/4 camera, and

the curve’s width represents the range of uncertainty on the PSF shape. The

blue curve shows the 1-D relative flux profile of the continuum, as determined

by collapsing the F814W HST data along the slit width after a 2-D convolu-

tion of the image with the IMACS PSF. The resolved nature of the spatial Lyα

profile is indicated in the top right corner of the panel according to the clas-

sification described in Section 8.3.3. Here, “Unresolved” indicates that both

the Lyα emission and the continuum emission are unresolved at the IMACS

image quality and seeing conditions at 3σ significance; “Lyα ≤ UVC” indi-

cates that both Lyα and the UVC emission are resolved at ≥ 3σ significance,

with the extent of Lyα not exceeding that of the continuum; “Lyα > UVC”

indicates that the Lyα emission is extended beyond the continuum emission

with ≥ 3σ significance (note that the continuum emission may or may not be

resolved in this case).
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Figure D.1 Imaging and spectra for the remaining single-peaked Lyα line profiles.
Each row of figure panels corresponds to a single LAE. See the text of Appendix D
for a full description of the different figure panel columns.
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Figure D.1 (cont’d)
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Figure D.1 (cont’d)
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Figure D.2 Imaging and spectra for the remaining double-peaked Lyα line profiles.
Each row of figure panels corresponds to a single LAE. See the text of Appendix D
for a full description of the different figure panel columns.
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Figure D.2 (cont’d)
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Figure D.2 (cont’d)
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Figure D.3 Imaging and spectra for the remaining Lyα line profiles containing more
than two peaks. Each row of figure panels corresponds to a single LAE. See the text
of Appendix D for a full description of the different figure panel columns.
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