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Supervisor: Daniel J. Heinzen

Experimental progress toward the application of laser beams with shaped

intensity profiles to dipole force trapping of ultracold atoms is reported. The

experiment combines a new method for beam shaping, producing beams with

intensity control to the 0.3% RMS level, with an apparatus designed to pro-

duce quantum degenerate gases of 87Rb atoms. Experiments showing the

production of ultracold 87Rb and progress toward quantum degeneracy are

discussed, along with several suggestions for the advancement to Bose con-

densation. Novel experiments with this apparatus are proposed, which would

allow the investigation of specific points in phase space which have, until now,

been difficult if not impossible to access. This work could lead to high-precision

measurements of phase transitions, including quantum phase transitions and

quantum criticality in a Bose or Bose-Hubbard gas.

vi



Table of Contents

Acknowledgments iv

Abstract vi

List of Figures x

Chapter 1. Introduction 1

1.1 A Brief History . . . . . . . . . . . . . . . . . . . . . . . . . . 2

1.2 Experimental Goals and Motivation . . . . . . . . . . . . . . . 3

Chapter 2. Theoretical Base 5

2.1 Ten Orders of Magnitude Cooling . . . . . . . . . . . . . . . . 6

2.1.1 Doppler Cooling and Zeeman Slowing . . . . . . . . . . 7

2.1.2 Magneto-Optical Trap . . . . . . . . . . . . . . . . . . . 14

2.1.3 Optical Molasses . . . . . . . . . . . . . . . . . . . . . . 20

2.1.4 Magnetic Trap . . . . . . . . . . . . . . . . . . . . . . . 26

2.1.5 Evaporative Cooling . . . . . . . . . . . . . . . . . . . . 37

2.2 Optical Dipole Force . . . . . . . . . . . . . . . . . . . . . . . 42

2.3 Bose-Einstein Condensation . . . . . . . . . . . . . . . . . . . 49

2.3.1 Gross-Pitaevskii Equation . . . . . . . . . . . . . . . . . 51

2.3.2 Thomas-Fermi Approximation . . . . . . . . . . . . . . 52

2.3.3 Fitting Images of BECs . . . . . . . . . . . . . . . . . . 53

2.4 Bose-Hubbard Model . . . . . . . . . . . . . . . . . . . . . . . 56

2.4.1 The Bose-Hubbard Hamiltonian . . . . . . . . . . . . . 60

2.4.2 Quantum Phase Transitions . . . . . . . . . . . . . . . . 62

2.4.3 Mean-Field Approximation . . . . . . . . . . . . . . . . 63

2.4.4 Disordered Bose-Hubbard Model . . . . . . . . . . . . . 65

2.5 Shaped Beam Capabilities . . . . . . . . . . . . . . . . . . . . 68

2.6 Imaging Cold Atoms . . . . . . . . . . . . . . . . . . . . . . . 73

vii



Chapter 3. Experimental Setup 80

3.1 Support Apparatus . . . . . . . . . . . . . . . . . . . . . . . . 81

3.1.1 MOPA Laser . . . . . . . . . . . . . . . . . . . . . . . . 81

3.1.2 Toptica Laser . . . . . . . . . . . . . . . . . . . . . . . . 82

3.1.3 Fiber Laser and Amplifier . . . . . . . . . . . . . . . . . 83

3.1.4 Beam Shaping . . . . . . . . . . . . . . . . . . . . . . . 84

3.1.5 Computer Control . . . . . . . . . . . . . . . . . . . . . 86

3.2 Main Apparatus . . . . . . . . . . . . . . . . . . . . . . . . . . 87

3.2.1 Zeeman Slower . . . . . . . . . . . . . . . . . . . . . . . 87

3.2.2 Magneto-Optical Trap . . . . . . . . . . . . . . . . . . . 89

3.2.3 Magnetic Trap . . . . . . . . . . . . . . . . . . . . . . . 93

3.2.4 Optical Dipole Trap . . . . . . . . . . . . . . . . . . . . 98

3.2.5 RF Evaporation . . . . . . . . . . . . . . . . . . . . . . 102

3.3 Imaging . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 104

Chapter 4. Progress Toward Bose-Einstein Condensate 106

4.1 Experimental Procedure . . . . . . . . . . . . . . . . . . . . . 106

4.2 MOT Characteristics . . . . . . . . . . . . . . . . . . . . . . . 107

4.3 Temporal Dark MOT Characteristics . . . . . . . . . . . . . . 112

4.4 Molasses Characteristics . . . . . . . . . . . . . . . . . . . . . 114

4.5 Quadrupole Magnetic Trapping and Attempted Optical Dipole
Trapping . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 119

4.6 Ioffe-Pritchard Magnetic Trapping . . . . . . . . . . . . . . . . 121

4.6.1 Strange Behavior and Final Results . . . . . . . . . . . 123

Chapter 5. Outlook 128

5.1 Reaching Condensation . . . . . . . . . . . . . . . . . . . . . . 129

5.2 Experiments With a Condensate . . . . . . . . . . . . . . . . . 131

5.2.1 Shaped Trap Homogeneity Tests . . . . . . . . . . . . . 131

5.2.2 “Beach” Potential . . . . . . . . . . . . . . . . . . . . . 136

5.2.3 Homogeneous Optical Lattice . . . . . . . . . . . . . . . 140

Chapter 6. Conclusion 145

viii



Appendices 147

Appendix A. Appendix A: MOPA Construction 148

A.1 Support Electronics . . . . . . . . . . . . . . . . . . . . . . . . 148

A.2 Construction . . . . . . . . . . . . . . . . . . . . . . . . . . . . 151

A.3 Layout Details . . . . . . . . . . . . . . . . . . . . . . . . . . . 154

A.4 Anti-Reflection Coated Diode . . . . . . . . . . . . . . . . . . 156

Appendix B. Appendix B: Acousto-optic Modulation 159

Appendix C. Appendix C: Doppler-Free Spectroscopy 163

Appendix D. Appendix D: Frequency Locking 168

Appendix E. Appendix E: Common Symbols in this Document172

Bibliography 175

ix



List of Figures

2.1 Rb-87 Level Diagram . . . . . . . . . . . . . . . . . . . . . . . 10

2.2 Slower Field . . . . . . . . . . . . . . . . . . . . . . . . . . . . 11

2.3 Slower Level Diagram . . . . . . . . . . . . . . . . . . . . . . . 12

2.4 1D MOT illustration . . . . . . . . . . . . . . . . . . . . . . . 15

2.5 Optical Molasses . . . . . . . . . . . . . . . . . . . . . . . . . 23

2.6 Quadrupole Potentials . . . . . . . . . . . . . . . . . . . . . . 30

2.7 Asymmetrical Density Profile . . . . . . . . . . . . . . . . . . 31

2.8 Ioffe-Pritchard Coils . . . . . . . . . . . . . . . . . . . . . . . 33

2.9 Ioffe-Pritchard Potentials . . . . . . . . . . . . . . . . . . . . . 34

2.10 Evaporative cooling . . . . . . . . . . . . . . . . . . . . . . . . 37

2.11 RF Evaporation . . . . . . . . . . . . . . . . . . . . . . . . . . 41

2.12 Basic Dipole Potential . . . . . . . . . . . . . . . . . . . . . . 45

2.13 Time-of-flight Temperature Measurement . . . . . . . . . . . . 55

2.14 Column Density . . . . . . . . . . . . . . . . . . . . . . . . . . 57

2.15 Super-Lorentzian Column Density . . . . . . . . . . . . . . . . 58

2.16 Bose-Hubbard Model . . . . . . . . . . . . . . . . . . . . . . . 61

2.17 Bose-Hubbard Phase Diagram . . . . . . . . . . . . . . . . . . 66

2.18 Beam Shaping . . . . . . . . . . . . . . . . . . . . . . . . . . . 69

2.19 Fluorescence Imaging . . . . . . . . . . . . . . . . . . . . . . . 77

2.20 Absorption Imaging . . . . . . . . . . . . . . . . . . . . . . . . 79

3.1 Rb-87 and laser levels. . . . . . . . . . . . . . . . . . . . . . . 91

3.2 Coil Schematic . . . . . . . . . . . . . . . . . . . . . . . . . . 95

3.3 Hybrid Trap Potential . . . . . . . . . . . . . . . . . . . . . . 97

3.4 Shaping System Schematic . . . . . . . . . . . . . . . . . . . . 99

4.1 Procedure up to the Magnetic Trap . . . . . . . . . . . . . . . 108

4.2 Ioffe-Pritchard Procedure . . . . . . . . . . . . . . . . . . . . . 109

x



4.3 Rapid BEC pathway . . . . . . . . . . . . . . . . . . . . . . . 110

4.4 MOT Image . . . . . . . . . . . . . . . . . . . . . . . . . . . . 111

4.5 Temporal Dark MOT Image . . . . . . . . . . . . . . . . . . . 115

4.6 tdMOT Parameter Sweep . . . . . . . . . . . . . . . . . . . . 116

4.7 Molasses Image . . . . . . . . . . . . . . . . . . . . . . . . . . 117

4.8 Molasses Parameter Sweep . . . . . . . . . . . . . . . . . . . . 118

4.9 Image of Ioffe-Pritchard Trap . . . . . . . . . . . . . . . . . . 122

5.1 Hybrid Input Optics . . . . . . . . . . . . . . . . . . . . . . . 133

5.2 Linear Ramp . . . . . . . . . . . . . . . . . . . . . . . . . . . 137

5.3 Density in the Linear-Ramp Potential . . . . . . . . . . . . . . 139

5.4 Bose-Hubbard Experiment Profiles . . . . . . . . . . . . . . . 143

A.1 Littrow configuration . . . . . . . . . . . . . . . . . . . . . . . 152

A.2 MOPA Layout . . . . . . . . . . . . . . . . . . . . . . . . . . . 155

B.1 AOM Diagram . . . . . . . . . . . . . . . . . . . . . . . . . . 160

C.1 Lamb Dip . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 164

D.1 Lock-in Amplifier Outputs . . . . . . . . . . . . . . . . . . . . 170

xi



Chapter 1

Introduction

This dissertation describes plans for and progress toward a system for

observing the behavior of ultracold atoms in optical potentials designed by

the experimenter. Previous experiments in this field have generally relied on

unshaped (generally Gaussian) beams, an approach which has several limi-

tations. Common measurement techniques integrate signal over one axis of

the sample, so significant inhomogeneities in that dimension can obscure the

effects of sharp transitions.

By generating specific laser intensity profiles, we intend to avoid these

limitations and construct a system capable of performing cleaner, more sen-

sitive tests of theory, especially around phase transitions. The apparatus we

have designed will be able to examine the behavior of ultracold atoms in cus-

tomized, time-dependent potentials, which will prove useful in studying several

aspects of their behavior. The generation of customized potentials can simplify

the study of transport. Certain many-body systems of experimental interest

have Hamiltonians which might be accessible with this system. If we generate

analogous Hamiltonians , we may emulate these systems in order to learn more

about their behavior. By tuning the potentials and loaded atoms to specific
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points in parameter space, we may also examine the critical behavior between

different phases these systems. Our work on Bose gases may additionally prove

useful for the advancement of studies of Fermi gases.

1.1 A Brief History

Bose-Einstein condensation is a now well-known phenomenon describ-

ing the behavior of a gas of identical bosons above a critical phase-space den-

sity. One can understand the transition visually by imagining each boson as a

wavepacket with a length corresponding to its thermal deBroglie wavelength.

At low enough temperatures, and high enough densities, the wavepackets over-

lap, resulting in massively collective behavior. From a statistical perspective,

the phenomenon is a condensation of a macroscopic portion of the particles

into the single-particle ground state of the system, where, in samples with

phase-space density significantly below this critical point, the occupation of

any individual level is vanishingly small [1].

Bose-Einstein condensation followed from the statistics first proposed

by Bose and further examined by Einstein in a series of papers in the 1920s

[2, 3, 4]. Einstein calculated statistics for a noninteracting monoatomic gas of

bosons and concluded that it was possible for the particles to condense into

the system’s single-particle ground state. Later, Bose-Einstein condensation

was proposed in the 1930s as an explanation for the peculiar behavior of liquid

helium [5, 6], though the strongly interacting liquid regime was quite far from

the noninteracting regime described by Einstein.
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Modern pursuit of Bose-Einstein condensation in dilute gases began

in the 1970s with spin-polarized hydrogen and continued in magnetically and

optically trapped and cooled alkali atoms[7], until the first observation of a

condensate in June of 1995 at JILA [8] and very soon after at Rice University

[9] and MIT [10].

Once condensation was achieved, study of various aspects of the con-

densate became commonplace. This group proceeded to achieve BEC [11]

and study molecular transitions [12], photoassociation [13], quantum manipu-

lations leading to precision measurements [14], and the behavior of ultracold

atoms in optical lattices [15, 16]. My work takes the group in a similar direc-

tion, with applications toward precision measurements in smooth potentials

and optical lattices.

1.2 Experimental Goals and Motivation

The ability to create and control ultracold atomic gases is a pathway to

a richer understanding of fundamental physics. Systems near zero temperature

often exhibit radically different behavior than at higher temperature. These

behaviors can also differ wildly if the shape of the container changes. The

transition from a normal gas to a Bose-condensed gas is but one example of

this sort of phase change. Both the normal gas and the Bose-condensed gas

are well-described by appropriate theories, but the region near the transition,

known as the quantum critical regime, is more difficult to understand. One of

the goals of this project is to construct an apparatus able to spatially broaden
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the quantum critical region so as to permit more careful study.

Another important application for this system is to create a highly

homogeneous lattice potential for cold atoms. If a Bose gas at zero temperature

is placed in a periodic potential, it may exist in a superfluid state or a Mott

insulator [17]. Disorder turns the Mott insulator into a normal fluid with

similar properties, and admits the possibility of a Bose glass state [18, 17].

Above zero temperature, the Mott insulator phase becomes a normal fluid,

and the area near the transition becomes another area of quantum criticality

[17].

Fermi systems, properly cooled, achieve degeneracy, and particles pack

tightly into the lowest possible energy levels [1]. Since a collapse into a single

state is impossible for fermions, cooling Fermi systems into deep degeneracy

is significantly more difficult than for bosons. However, methods for cool-

ing fermions by selectively eliminating entropy from the system have been

proposed which rely on time-variation in the trapping potential [19]. This

time-variation is another potential application of the system we describe here.

The apparatus described here is designed to have applications toward

achieving all of these goals. By improving the state of the art in laser intensity

control, we will further the understanding of quantum gases and quantum

many-body physics.
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Chapter 2

Theoretical Base

The operation of an ultracold atom experiment makes use of a wide

variety of physical phenomena. From electromagnetic theory to statistical me-

chanics to atomic physics, the sheer volume of theoretical work that underpins

any such experiment can be daunting.

Fortunately, the experimentalist in this field can frequently reach an

acceptable level of understanding of the applicable phenomena from simplified

or approximated versions of the theory. For example, the understanding of a

magneto-optical trap in one dimension is easily extended to three, and certain

complicated interactions between the atoms and light can be simplified by

several assumptions warranted by the experimental setup.

This chapter will provide a primer on the theory necessary to under-

stand and operate an ultracold atom experiment, as well as the theory neces-

sary to understand the proposed experiments to be discussed in chapter 5. I

will describe the physical basis for the processes leading up to Bose-Einstein

condensation, the relevant theory necessary for understanding Bose-Einstein

condensation, and the theory behind the experiments I will propose.

The organization of this chapter attempts to walk through the steps
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necessary to produce a condensate. I begin by describing the process of cool-

ing from a hot gas of rubidium to a progressively colder, denser cloud. This

includes examinations of the Zeeman slower, which relies on the Doppler effect

and Zeeman shifts, the magneto-optical trap (MOT) which has two stages of

operation, each with specific goals, sub-Doppler cooling by 3D optical mo-

lasses, and magnetic trapping and evaporation. After this is a discussion of

the basic theory of Bose-Einstein condensates relevant to this project. This

chapter mostly discusses the calculations necessary for understanding these

phenomena, whereas the technical descriptions of the devices producing the

necessary fields are generally discussed in chapter 3.

2.1 Ten Orders of Magnitude Cooling

In order to reach BEC, it is necessary to take a large number of atoms

over nine orders of magnitude in temperature while also increasing the density

above a critical level. The atoms must remain in a gaseous state, despite

being orders of magnitude colder than their normal condensation temperature.

The road to BEC is a highly non-equilibrium route, with several changes in

technique along the way.

To get a feel for the changes necessary, we can look at the starting con-

ditions of the rubidium and the final requirements for producing a BEC. Our

system starts with 87Rb gas at about 400 K and can only achieve condensation

at temperatures around 100 nK. Similarly, the density of rubidium gas at 400

K is 3.3× 1012 atoms/cm3, a few times 1010 cm−3 in the MOT, but must rise
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to over 1013 cm−3 to Bose condense.

2.1.1 Doppler Cooling and Zeeman Slowing

Doppler cooling is one of the most important concepts necessary to

understand how atoms hotter than room temperature are cooled to extremely

low temperatures. Though its applicability goes away at the low end of the

temperature scale, it is responsible for about five orders of magnitude of the

cooling in the experiment. The cooling of the atoms from hot oven tempera-

tures (∼400K) to temperatures which can be captured by the magneto-optical

trap (∼4mK) is entirely due to Doppler cooling, but in order to use Doppler

cooling over such a large temperature range, several experimental tricks are

used.

The combination of tricks that prolong the cooling period involve the

clever use of magnetic fields and light polarization to maintain the cooled atoms

in a state amenable to further cooling. These techniques together describe a

portion of our experimental apparatus called the Zeeman slower, which will

be described in some detail here. Additional detail, as well as details of con-

struction and experiments for testing are available in Jan Gruenert’s Master’s

thesis [20].

The simplest way to introduce Doppler cooling is to imagine a simple

two-level atom with states separated by an energy E = ~ω0. Coupling between

these states is possible by absorption of a photon with similar energy. An

atom in the excited state, left alone, will release a photon of similar energy

7



in a random direction, such that an ensemble of excited atoms decays to the

ground state exponentially with time constant τ . The transition between the

excited state and the ground state then has a linewidth of Γ = 1
τ
.

An atom with momentum ~~k corresponding to velocity ~v moving oppo-

site a laser with frequency ωl sees, in its rest frame, photons with momentum

~(~k + ~kl), where ~kl is the wavenumber of the laser light in the lab frame. The

apparent frequency of the laser beam is shifted toward the blue. The Doppler

shift, in frequency terms, is described by ωD = −~kl ·~v, with the atom observing

photons at the frequency ω = ωl + ωD.

For atoms with significant velocity, the absorption and subsequent emis-

sion of a photon results in two momentum kicks: one in the direction of the

laser, and one in a random direction. Over a large number of events, the

random kicks mostly average out. In 87Rb, the recoil velocity of a single 780

nm photon is ~~k780nm
M

, about 0.59 cm/s. For 87Rb atoms at oven temperatures

moving about 300 m/s, tens of thousands of recoils are necessary to bring the

atoms to a few meters per second.

The situation is complicated by two effects. In the first, the probability

of absorbing a photon is dependent on the detuning of that photon from the

transition. See, for example, equation 2.2 on page 16. As an atom is slowed,

the Doppler shift it sees decreases. An 87Rb atom moving 300 m/s into a beam

of near-resonant light sees a Doppler shift of 385 MHz, but when that same

atom reaches 100 m/s, the Doppler shift is reduced to 128 MHz. For 87Rb,

the linewidth γ of the transition is 2π × 6.065MHz. Clearly, the atoms being

8



cooled will rapidly fall out of resonance with the counterpropagating laser if

something is not done.

Our group’s solution to this problem is our Zeeman slower coil system.

Built over two decades ago, it has seen constant use since. The coil system

uses the Zeeman effect to shift the transition for atoms in desired velocity

classes toward resonance. In our case, the effect is such that the two levels we

use to slow the atoms (|F,mF 〉 = |2,−2〉 to |F ′,m′F 〉 = |3,−3〉) have a relative

Zeeman shift such that, for every Gauss of local field, the spacing between the

levels changes by 1.4 MHz. This approximation, applied to these two levels,

works out to at least several hundred Gauss (though other level spacings are

not so well-behaved) [21]. It is important to note that F represents the total

angular momentum of the atomic system, and mF is its projection along some

quantization axis, usually defined by a magnetic field.

The Zeeman slower coil system produces a magnetic field aligned along

the atomic beam which varies from around 700 Gauss at the beginning of the

slower to about 870 Gauss at its end. An approximate plot of magnetic field

versus position in the slower, based on field calculations made in [20] is given

in figure 2.2. Paired with the total detuning of our Zeeman slower laser, 1310

MHz, we can calculate approximately what velocity class of atoms is cooled,

as well as the final expected velocity.

For light on resonance, we expect

ωD + ωB = ωD2 − ωl =
2πv

λ
+ 1.4[MHz/G]| ~B| (2.1)
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Figure 2.1: Rubidium-87 level diagram. All frequencies stated in MHz. The
spacing between the lower, unprimed levels and the upper, primed levels cor-
responds to a laser wavelength of approximately 780 nm.
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Figure 2.2: Approximate magnetic field in the Zeeman slower as a function of
position.
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Figure 2.3: This diagram illustrates the shifts and effects present in the slower.
Energies are in arbitrary units and not necessarily to scale. Outside of the
slower, the resonance line for the D2 and the actual laser frequency (grey lines)
are far from one another. However, inside the slower, two effects bring the laser
to resonance: the Zeeman shift, with its curve as a function of position in the
slower shown, and the Doppler shift of the atoms, which follows the same curve
from the other direction. As the atoms are slowed, their velocity distribution
tends toward lower velocities, and the magnetic field increases to counter this,
resulting in a significant number of atoms scattering resonantly throughout
the slower.
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If we use the known numbers from our experiment, in the slower region,

the controlled field ranges from 700 to 870 Gauss. These magnetic fields cor-

respond to a velocity range from about 260 m/s to about 70 m/s. In practice,

we also see significant slowing of velocity classes outside this range because

the field before the coils gradually rises to the starting value and the field after

the shaped portion of the system continues to increase for a short distance.

The output of the Zeeman slower must have a significant fraction of the atoms

at velocities around 30 m/s, because the decelerating forces of the MOT are

not capable of capturing atoms much above this limit and slower atoms have

a larger angular divergence due to their flight time, which means they miss

the trap entirely.

The second effect that complicates the slowing of the atomic beam is

the fact that the 87Rb atom is by no means a simple two-level system. We

excite atoms from the F=2 to F’=3, but each F state is split into several

different states, depending on mF , by a magnetic field. Excitation to states

other than the desired one can result in a decay of the atom into a state which

is not effectively excited by the slower laser. Should this occur within the

slower, the affected atom will no longer scatter light and will not experience

any more slowing, making capture by the MOT unlikely. We are somewhat

aided by the fact that these undesirable excitations are somewhat detuned

from the desired excitation, but, without taking action to further isolate the

desirable transition, we will see significantly fewer slowed atoms.

In order to prevent this, we polarize the slower laser in order to pref-
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erentially excite transitions in which the change in angular momentum of the

atomic system is negative. This is equivalent to circularly polarizing the beam,

producing σ− light. A transition from the |F,mF 〉 = |2,−2〉 state to the

|F ′,m′F 〉 = |3,−3〉 state leaves only one possible decay route for the atom: a

return to |F,mF 〉 = |2,−2〉. This transition forms a closed loop, or cycling

transition, which leaves (almost) no way for the atom to decay into a dark

state. The fidelity of this cycling transition depends upon the quality of the

polarization of the laser beam, so one of the parts of our Zeeman slower laser

setup is a carefully collimated portion in which we place a quarter-wave plate,

converting the linearly polarized light to circularly polarized light with the

highest fidelity we can manage (measured as a better than 700:1 ratio). If

the quarter-wave plate is misaligned, we observe a noticeable decrease in the

number of slowed atoms. Mistakes in the alignment of the waveplate of even

a few degrees are noticeable.

2.1.2 Magneto-Optical Trap

The Magneto-Optical Trap (MOT) captures and stores atoms cooled

and slowed by the Zeeman slower. Three pairs of orthogonal laser beams,

properly polarized, along with a weak spherical quadrupole magnetic field. The

theoretical underpinnings of the MOT, taken to their conclusions, are complex

and daunting, but fortunately even a fairly rudimentary understanding of these

principles is enough to produce and understand the behavior of a MOT in an

ordinary experiment.
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Figure 2.4: Illustrated example of a one-dimensional MOT for an atom with
an F = 0 ground state and an F ′ = 1 excited state near which a laser is tuned.
The spatial variation in the F ′ = 1 energy levels is due to a magnetic field
along the z-axis, such that the field is positive when z is. Atoms away from the
center see the light that pushes them toward the center as closer to resonance,
and thus experience a force toward the center. In addition, atomic velocity
toward a beam also brings them closer to resonance. In our three-dimensional
MOT, this diagram describes the two dimensions orthogonal to the coil axis,
with the coil axis having the magnetic fields and light polarizations flipped.
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As shown in figure 2.4, the one-dimensional conception of the MOT

requires a magnetic field to split the magnetic sublevels of the trapped atom.

The MOT lasers are somewhat red-detuned from resonance (15 MHz in our

case), such that atoms displaced from the center of the MOT are more likely

to absorb photons from the beam pushing them toward the center. The same

is true for atoms moving away from the center of the MOT, though due to

Doppler shifts rather than the Zeeman effect.

Most of the force on the atoms in a MOT comes from the scattering of

near-resonant light. As a result, understanding the rate at which the atoms

scatter light as a function of various parameters is absolutely crucial. The

scattering rate of light is a function of the intensity and detuning of the light

hitting the atom, such that

Γp =
Γ

2
· I/IS

1 + I/IS + (2δ/Γ)2
(2.2)

where I is the intensity of light on the atom, IS is the saturation intensity (a

function of exactly what transitions are being excited, but on order of a couple

mW/cm2 for rubidium), δ is the detuning, and Γ is the linewidth.

From equation 2.2, we can see that scattering increases as intensity

increases, essentially linearly for intensities much lower than saturation, and

plateauing as intensity rises to or above saturation. As detuning increases,

the scattering rate decreases, and for a given intensity, the scattering rate

decreases as 1/δ2 (An important point to come later is that the force felt by

the atoms from non-scattering effects of the laser falls off as 1/δ, such that,
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with large enough detuning, it is possible to trap atoms with light without

appreciable scattering, as in section 2.2).

The magnetic field at the center of the MOT is produced by two wire

coils, aligned coaxially and producing fields in opposite directions, a quasi-

anti-Helmholtz configuration. The field at the center of the trap is zero, with

field increasing away from the center. This trap configuration, called a spher-

ical quadrupole trap, is characterized by the axial field gradient B′, and the

quadrupole field near the center of the trap has the form

~B(x, y, z) = −B′zẑ +
B′

2
(xx̂+ yŷ) (2.3)

As mentioned in the caption for figure 2.4, the axis of the coils determines

which direction looks like the figure and which directions have the fields (and

laser polarizations) in the opposite configuration.

It is, of course, theoretically possible to estimate the field gradient in the

MOT by simple application of the Biot-Savart law to the known dimensions

of the coils (such a method gives a result that is off by only about 13%),

but, from a practical perspective, the field gradients for these coils have been

measured by previous students and these figures are well-known. The MOT

coils in our experiment produce a central gradient in the strong axis of 1.1

G/cm per ampere [15]. The gradient in the two perpendicular axes is half

that.

The atoms trapped in the MOT equilibrate at a temperature approxi-
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mately corresponding to the Doppler limit, which is given by

TD =
~γ
2kB

(2.4)

where γ is the linewidth of the excited state and kB is Boltzmann’s constant

[22]. This limit, which applies to laser cooling using the Doppler effect at fairly

high laser intensities, can be calculated by equating the damping force

~FOM ∼=
8~k2

l δs0~v

Γ(1 + s0 + 2δ/Γ)2)2
(2.5)

where s0 ≡ I/Is, and heating rate 4~ωrΓp of scattering photons. By setting

these two equations equal to each other and finding the minimum of v, one

finds

v2 =
kBTD
M

=
hγ

2M
(2.6)

which simplifies to the expression for the Doppler limit above. Important to

note is the independence of the Doppler limit to the particulars of the laser

used. The Doppler limit in 87Rb corresponds to a temperature of 140 µK.

Even after loading a large number of atoms, further cooling and density

increases can still be achieved in the MOT. The parameters used to load atoms

from the Zeeman slower result in a trap that absorbs and emits large amounts

of light. Each atom absorbing near-resonant photons similarly re-emits them,

and this produces a repulsive force between atoms which limits the density of

atoms in the trap. See equation 2.7 below.

After successfully loading from the Zeeman slower, we change the pa-

rameters of the MOT dramatically over a relatively short period, about 20 ms,
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in a technique called a temporal dark MOT. The changes decrease the forces on

atoms in the MOT, which makes capture from the Zeeman slowed atoms un-

likely, but allow the atoms already in the trap to achieve much higher density

and lower temperature. Early experiments, instead of changing parameters

in time, used clever optics to create a region of the trap with no repumper

to serve a similar purpose [23, 24]. Later setups also modulated when the

dark spot appears [15], and some used detuning of the repumper to achieve

the same goal [25]. As a sidenote, the primary loss rate at this stage is from

collisions between background gas and trapped atoms, which is relatively slow

(∼ 10−2s−1), so this portion of the sequence is not under any critical time

constraints.

Atoms in a bright MOT are subject to significant forces pointing toward

the center of the MOT as well as strong damping forces. However, the large

quantities of photons absorbed and re-emitted by the atoms create a repul-

sive force between atoms due to radiation pressure. If an atom absorbs (and

therefore emits) light from the MOT lasers at a rate of Γp, then the photons

it emits exhibit a force on nearby atoms that can be described by

FR =
〈σF 〉Γp
4πcd2

(2.7)

where FR is the repulsive force, σF is the absorption cross-section for spon-

taneously emitted light (which is larger than that of the input light, due to

frequency distribution and depolarization), c is the speed of light, and d is the

distance between atoms [26].
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By increasing the detuning of the MOT lasers and reducing their in-

tensities, we reduce the repulsive force and allow the atoms to achieve higher

densities. An additional boost is achieved by reducing the repumper laser

power drastically, causing the atoms to spend a larger fraction of their time in

the F = 1 state, which is 7 GHz detuned from the MOT transition. Atoms in

this ”dark” state interact much more weakly with the MOT lasers, and this

further reduces the radiation rate.

The final stage before the imposition of the magnetic trap in fact further

reduces laser power and tunes the magnetic field gradient to zero. No longer

magnetically confined, the atoms expand against the still-detuned laser beams

in what is commonly called a three-dimensional optical molasses configuration.

2.1.3 Optical Molasses

Sub-Doppler optical molasses, hereafter referred to simply as optical

molasses, is a phenomenon by which multilevel atoms can be cooled below the

Doppler limit, in contrast with simple two-level systems, which cannot. When

laser-cooled clouds far below the supposed Doppler limit were observed, better

theoretical understanding of cooling multilevel atoms was clearly necessary

[27]. Optical molasses processes depend on the transfer of atoms between

various sublevels to allow further cooling. Several basic techniques [22] for

optical molasses cooling of neutral atoms exist:

� Counterpropagating σ+ and σ− lasers without a magnetic field. “σ+σ−”
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� Counterpropagating orthogonally-linear polarized lasers without a mag-

netic field. “lin ⊥ lin”

� Circularly-polarized standing wave with a weak transverse magnetic field.

“Magnetically Induced Laser Cooling”

� Strong magnetic field in circularly-polarized light.

� High-intensity standing waves of blue-detuned light. “Blue cooling”

Our experiment’s MOT beams, with our magnetic fields turned off, look

very similar to three sets of the first example. Therefore, below I will detail a

rough theoretical outline of the mechanism responsible for sub-Doppler cooling

in the first example. The second method is somewhat more straightforward to

understand, and examples can be found in any number of documents, includ-

ing a previous group member dissertation [11]. My summary of σ+σ− molasses

primarily uses Dalibard and Cohen-Tannoudji’s paper [28] as a source. An-

other similar discussion can be found in a paper by Ungar et al. [29]. Both of

those papers also discuss lin ⊥ lin molasses in great detail. The other three

methods are discussed briefly in [22].

The lin ⊥ lin system depends on a process much like Sisyphus cooling

[28], in which atoms are constantly being pushed up a potential hill, but

counterpropagating σ+σ− beams do not produce a straightforward potential

hill for optical pumping. When a σ+ beam counterpropagates against a σ−

beam, it can be shown that the resulting electric field has a linear polarization
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whose axis rotates around ẑ over the span of a laser wavelength. So, for

example, the polarization might be in the direction of ŷ at z = 0, x̂ at z = λ/4,

and so on (see figure 2.5). To take advantage of this sort of polarization

gradient, the particle in question must have a total angular momentum of ~

or greater. We shall examine the simplest, lowest possible momentum case.

An atom at rest in this field experiences no net force; it simply absorbs

light from both beams randomly, though there is something to be gained by

looking at the steady state of the atom as it rests in the field. Depending on

the position of the atom, the linearly polarized field will point in some definite

direction. If, for example, the local light polarization is along ŷ, the atom’s

population in the y-basis will unevenly populate the sublevels. The uniform π

illumination, paired with the spontaneous decay probabilities [22] from each

excited state (see figure 2.5) result in a distribution such that the state with

no angular momentum along ŷ will have a larger fraction of the atoms, while

the other two states lag behind.

In order to deal with a moving atom, Dalibard and Cohen-Tannoudji

introduce a rotating frame ¯̂y that follows the light polarization in space [28].

They then use perturbation theory to observe that, while the energies of the

states are not perturbed to first order, the wavefunctions of the states are.

This leads to a steady-state value of angular momentum in ẑ such that

〈Jz〉st =
40~klv
17∆′0

(2.8)

22



Figure 2.5: A diagram of the two different types of 1D optical molasses dis-
cussed here. (a) Shows the relevant level diagram for σ+σ− molasses on an
F = 1 to F ′ = 2 transition. Line thickness corresponds to a product of tran-
sition strength and population. The blue circles represent equilibrium popu-
lations. Below that, a map of the laser polarization, beam configuration, and
the relative AC Stark shifts of the lower hyperfine levels. (b) Shows a similar
diagram for lin ⊥ lin molasses on an F = 1/2 to F ′ = 3/2 transition. The
Sisyphus-like conditions are shown in the level diagram. (c) Shows relevant
excitation strengths for σ+ transitions (flip horizontally for σ−). (d) Shows
excitation strengths for linearly polarized light.
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where ∆′0 is the light shift of the m = 0 sublevel under π illumination:

∆′0 ∝
~δs0

1 + (2δ/Γ)2
(2.9)

The precise factor of proportionality depends on the system. In the F = 1 to

F ′ = 2 transition of alkali atoms with I=1/2, it is 4. For I=3/2, it is 20 [22].

What this means for the moving atom is that, if it moves in the +ẑ

direction in a red-detuned lattice, its equilibrium state has a larger population

in the m = −1 sublevel. An atom in the m = −1 sublevel is six times

more likely to absorb a σ− photon than a σ+, and, if the two beams have

approximately equal intensities, this tendency results in a nonzero radiation

pressure on the atom. So, if the σ+ beam propagates toward +ẑ and the σ−

beam is counterpropagating, an atom moving toward +ẑ is pushed toward −ẑ

and vice versa. The total force is shown to scale as [28]

F ∼ ~k2
l

Γp
∆′0

v (2.10)

Dalibard and Cohen-Tannoudji perform a much more detailed theoret-

ical analysis and conclude that the equilibrium temperatures for σ+ to σ− and

lin ⊥ lin cooling are very similar and scale proportionally to laser intensity

and inversely with detuning [28]. The key point to remember is that neither

of the two mechanisms uses the Doppler shift of the incoming light to produce

the cooling force, so the minimum temperature is not limited by the finite

linewidth of the transition.

In summary, the driving force of 1D σ+σ− molasses is a preferential

absorption of light from the beam propagating against the atom’s motion due
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to spatial changes in the equilibrium population distribution. This preferential

absorption is related to the steady-state population distribution of the atom’s

ground sublevels and applies to any atom with total angular momentum of ~

or greater. The minimum temperature achievable in this scheme is not limited

by the excited state linewidth and it is theoretically possible to reach all the

way down to the recoil limit, ~2k2/2M this way.

Unfortunately, the story does not end there. In fact, the treatment of

1D molasses, depending on the arrangement of sublevels in the atom, does

not clearly scale to a two- or three-dimensional case, in which the local po-

larization of the light field is not a simple gradient in one dimension, but a

complicated multidimensional gradient with random phases, to boot. However,

three-dimensional simulations of 3D lin ⊥ lin molasses have been performed

[30] and another group has made a useful analysis of 3D molasses polarization

gradients [31] which correlates lin ⊥ lin 3D molasses with σ+σ− 3D molasses

and justifies our look at 1D σ+σ− molasses.

Armed with a reasonable understanding of 1D molasses, we can exam-

ine two theoretical treatments dealing with 3D optical molasses, in papers by

Castin and Mølmer [30] and Hopkins and Durrant [31]. In 1995, Castin and

Mølmer published a paper in which they performed a Monte Carlo analysis of

3D molasses. Castin and Mølmer’s simulated lin ⊥ lin 3D molasses agreed well

with experimental results [30]. Two years later, Hopkins and Durrant pub-

lished a paper analyzing different polarization gradients in three dimensions

and, examining a large number of trajectories, decomposed several types of 3D
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molasses into superpositions of 1D molasses. They discovered that 3D lin ⊥

lin molasses and 3D σ+σ− had characteristics of 1D molasses of both types. In

fact, the average characters of the very different 3D molasses were very similar

when averaged over a large number of trajectories. They reported an average

Sisyphys parameter for 3D lin ⊥ lin of 0.47, with 0.44 for 3D σ+σ−. Their

corkscrew parameter, corresponding to a polarization gradient like 1D σ+σ−

was 0.19 for 3D lin ⊥ lin and 0.24 for 3D σ+σ− [31]. These results strongly sug-

gest that both cooling mechanisms are significant in 3D molasses, with relative

strengths more dependent on specific trajectories than laser polarizations.

In conclusion, an understanding of 3D molasses (without a magnetic

field) typically employed in cold atom experiments requires at least basic un-

derstanding of both types of zero-magnetic field 1D molasses. The movement

of an atom in three dimensions determines which cooling mechanism is more

applicable. In many cases, both mechanisms play a part. A basic discussion of

1D lin ⊥ lin molasses can be found in [11]. Our discussion of 1D σ+σ− should

cover what the lin ⊥ lin mechanism misses.

2.1.4 Magnetic Trap

Even with the powerful tool of optical molasses, it is still necessary to

further compress the atoms. A trap which produces a strong, conservative

force with minimal repulsion and losses is necessary. In our experiment, one

way to fill this niche is with a purely magnetic trap, which captures atoms in

a low-field-seeking sublevel of their ground state. In the case of 87Rb, the two
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states which are typically used for the magnetic trap are |F = 1,mF = −1〉

and |F = 2,mF = 2〉. The |F = 2,mF = 1〉 state is also trappable, but is

typically not used, for reasons which will be described below.

The magnetic fields used to generate the trap, fortunately, are small

enough to describe with the low-field Zeeman effect, with energies proportional

to the magnetic field B, mF , and the g-factor for the state F , gF .

∆EF,mF
= µBgFmFB (2.11)

The |F,mF 〉 quantum numbers remain valid in this regime, as well.

From equation 2.11, and the knowledge that g2 = 1/2 = −g1, an ad-

vantage of using the |F = 2,mF = 2〉 state is clear: for a given magnetic field,

the effect on the |mF | = 2 state is twice as strong as that for the |mF | = 1

state. However, the disadvantages of the F = 2 state are more subtle.

The problems that arise by using the F = 2 state can be explained by

looking at two different types of inelastic collisions that occur in the magnetic

trap: spin-exchange collisions, in which two atoms collide and exchange an-

gular momentum quanta without affecting their totals, and dipole relaxation

collisions, in which atoms collide and, through a non-radial dipole force, escape

with a different total internal angular momentum, with the remainder going

to their relative orbital angular momentum. The F = 1 state exhibits reduced

losses from both types of collision.

First, we examine spin-exchange collisions. In general, spin-exchange

collisions conserve three quantities: l, the total orbital angular momentum
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between the particles, f = F1 +F2, the total internal angular momentum, and

m = mF1 +mF2, the total projection of the internal angular momentum along

the quantization axis. Since atoms in the states with mF = F cannot possibly

trade to increase their mF values, inelastic collisions in pure clouds of either

|F = 2,mF = 2〉 or |F = 1,mF = −1〉 are not, in general, permitted.

To make a concrete example, the results of two |F = 1,mF = −1〉

atoms colliding, must have m = −2. The only viable way to achieve this is

with mF1 = mF2 = −1. Trading F states is similarly forbidden (there is no

F = 0 state in 87Rb). However, atoms in |F = 2,mF = 1〉 can collide with

each other and with states having mF 6= 2, resulting in their loss from the

trap, with the additional possibility that the untrapped states these collisions

generate may collide with mF = 2 atoms [32].

The mechanism behind the dipole relaxation differences is yet more

subtle. In dipole relaxation collisions, atoms collide with a certain amount of

internal angular momentum, and, in the process of the collision, 2~ is trans-

ferred to or from the orbital angular momentum of their relative motion. In

general, the cross section for dipole relaxation is on the order of 10−15cm3s−1

[33, 34], but an important effect occurs only in the F = 1 state. Described by

Cornell, Ensher and Wieman in [35], they note that the probability of these

collisions in |F = 1,mF = −1〉 vanishes at low magnetic fields. The reason

for this is that the l = 2 outgoing angular momentum creates a barrier in the

interatomic potential. At low temperatures, and in a very weak magnetic field

(< 1Gauss), the atoms lack the energy escape each other until the angular
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momentum returns to the internal states. Densities near condensation may

reach 1014cm−3, so the elimination of a loss mechanism with a ten second life-

time significantly improves the ability to form a condensate by allowing longer

evaporation times.

Historically, our group has produced BECs in both states [11], but the

tendency arose later to produce condensates almost exclusively in the F = 1

state. My efforts toward a condensate followed this tendency, but the reasoning

behind the tendency, upon examination, appears sound. The production of a

system of F = 1 atoms is performed by illuminating the atoms briefly with

a burst of light tuned to the F = 2 to F ′ = 2 transition, referred to as the

depopulator. Further practical details will be discussed in chapter 3.

After choosing the desired F state, there is one other significant choice

to make regarding the magnetic trap: between a quadrupole trap and an Ioffe-

Pritchard trap, either of which our apparatus can produce. The quadrupole

trap is more tightly-confining and simpler to operate, but Majorana losses

(discussed below) at the field zero point mean that, in order to compress atoms

in a quadrupole trap, some method for keeping the atoms away from the center

must be employed, such as the time-orbiting potential (TOP) trap [8, 36, 11]

or some other competing potential which moves the minimum. One route

we planned to take toward BEC involved using our dipole beams to create a

potential minimum away from the magnetic zero, just as the Spielman group

has done [37].

The quadrupole field near the center of the trap is adequately described
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Figure 2.6: Three different examples of what the quadrupole potential might
look like. In blue is a quadrupole potential in an axis perpendicular to gravity.
The potential is symmetric. In yellow we see a potential along the axis of
gravity with the magnetic field gradient set 10% above gravity. The potential
is highly asymmetric. At higher magnetic fields, we expect something more
like the magenta curve, but the asymmetry is still noticeable.

by:

~B = −B′zẑ +
B′

2
(xx̂+ yŷ) (2.12)

where B′ is the field gradient produced by the coils in the z-direction. The

result is a field that increases linearly away from the center of the trap, half

as sharply in the radial directions as the axial direction.

An important tipping point in the quadrupole is the point at which the

energy gradient from the magnetic field becomes stronger than gravity. This
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Figure 2.7: Data along a vertical line through a quadrupole trap image. The
density profile of the cloud is highly asymmetrical, due to the relatively low
magnetic gradient in this instance. The left side of the graph corresponds to
the upper part of the trap.

effect is especially pronounced in heavy atoms like 87Rb. The tipping point

occurs when

Mg =
B′

2
µBgFmF (2.13)

Quadrupole trapping fields below this threshold simply dump the atoms down-

ward more slowly than gravity, by itself, would. In our case, with F = 1 and

mF = −1, we require a minimum B′ of 60 G/cm (in the strong axis–the actual

field in the axis of gravity is 30 G/cm) to just barely counteract gravity.

In practice, the high axial field gradients and the asymmetric potential
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in the direction of gravity make calculations to determine ideal quadrupole

extremely difficult. Fortunately, there is only one field gradient to vary, so

finding the best current to load the atoms requires one to start just above the

point at which gravity is counteracted and gradually increase loading current,

noting the trends in number and temperature of atoms loaded.

As mentioned above, the magnetic field zero in the quadrupole trap

permits Majorana losses. In this mechanism, atoms passing through the field

zero, where the other Zeeman sublevels are degenerate with the trapped state,

frequently flip to one of the untrapped mF states. The atoms which undergo

this transition leave the trap, and lost atoms, on their way out, may collide with

other atoms at the center of the trap, resulting in additional losses and heating.

Even worse, the field zero point occurs at the center of the trap, where the

density would normally be highest, so this effect is even more destructive as the

density of the sample is increased on the way to Bose-Einstein condensation.

In contrast, the Ioffe-Pritchard trap requires some switching of the

MOT coils as well as some additional coils (see section 3.2.3 starting on page

93 or [15, 38]) and produces a field that increases parabolically away from the

center of the trap with a finite field offset at the center. The fields produced

by these additional coils is a bit more complex in nature, but its magnitude

can still be written reasonably concisely:

| ~B| = B0 +
1

2

(
B′2

B0

− B′′

2

)
ρ2 +

B′′

2
z2 (2.14)

In the above equation, B0 is the bias field, B′ is the gradient due to the
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Figure 2.8: Labeled diagram of the Ioffe-Pritchard coils, with relative direc-
tions of currents denoted by arrows. The extra-bias coils are not pictured but
are situated in the same region as the pinch and anti-bias coils. The pinch
coils serve as the MOT coils earlier in the experiment.

cloverleaf coils, and B′′ is the field curvature due to the pinch and anti-bias

coils (see figure 2.8). ρ is the radial coordinate, (x2 + y2)1/2. We will also find

it helpful to write

B ≡
(
B′2

B0

− B′′

2

)
(2.15)

Additionally, we will use the size and temperature of the cloud just before

turning on the magnetic fields, designated as σmol and Tmol respectively. These

numbers are determined by captured images of the cloud after the molasses,

and they will be discussed in the imaging section (2.6).

In the Ioffe-Pritchard configuration, the trap strength is not affected

by gravity; rather, its center is moved. This can be visually understood by

comparing the equations y = x2 and y = x2 + ax, where a is some finite

constant–the parabola moves but retains its shape (see also figure 2.9). This,
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Figure 2.9: Here we show three examples of the Ioffe-Pritchard potential. In
blue we see the basic potential for a given curvature setting. In magenta, we
take the same curve and subtract gravity from it. The bottom of the curve
moves, showing gravitational sag, but the curvature of the trap, and therefore
its strength, is identical. The yellow curve shows the effect of a too-small bias
field. If the bias field runs in the wrong direction, one observes two zeroes in
the absolute value of the field and the trap becomes unstable.

paired with the fact that the strength of the trap determines the equilibrium

size of the cloud, allows us to select the parameters of our Ioffe-Pritchard trap

to “mode-match” the trap to the cloud and minimize the heating of the atoms

in the transfer.

Mode-matching allows us to get an idea for a rough set of parameters

to initially try for magnetic trapping in the Ioffe-Pritchard trap. We can make

a few simple theoretical calculations based on well-known characteristics of
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harmonic traps and get a reasonable idea of where to start each coil. There

are several reasonable ways to calculate these parameters, with varying levels

of complexity. Our method assumes the heating of the atoms is primarily due

to the motion of the trap center due to gravity.

We start by writing down expressions for two trap frequencies, one axial

and one radial. We recall equations 2.11 on page 27 and 2.14 just above, and

see that

ω2
ρ =

µB
2M

(
B′2

B0

− B′′

2

)
ω2
z =

µBB
′′

2M
(2.16)

If we look only in the y-axis, setting x=0, add the gravitational potential mgy,

and find the minimum, we observe that the center of the trap falls by

∆y =
−2Mg

µBB
(2.17)

This drop adds energy to the cloud, resulting straightforwardly in a tempera-

ture increase

∆Tfall =
(Mg)2

3kBµBB
(2.18)

which we will use to determine our field parameters.

We define an overall trap frequency for the system in three dimensions:

ω2
IP = (ω2

ρωz)
2/3 (2.19)

and, through the use of the equipartition theorem as well as our knowledge of

the Gaussian density profile of atoms in a harmonic trap, we can find that the

average potential energy per atom is

〈U〉
N

=
3

2
Mω2

IPσ
2
mol =

3

2
kBT (2.20)
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Then, if we take advantage of the fact that the two trap frequencies can differ,

we set

ω2
z =

µBB
′′

2M
=
kBTmol

Mσ2
mol

(2.21)

ω2
ρ =

kB
Mσ2

mol

(
1 +

∆Tfall

Tmol

)3/2

(2.22)

which we can solve to find suggestions for our initial trapping fields.

In practice, these initial numbers do not produce the best overall trap,

but provide a rough guide for a starting point. Because of the simplifications

involved, the calculated parameters differ noticeably from the ideal settings.

However, in a system with three independently controlled parameters which

nonetheless have a strong interdependence on trapping parameters, an idea

for a starting point significantly reduces the amount of parameter space which

must be covered to find the best settings.

After a successful load into the magnetic trap, the trap is further com-

pressed, in order to increase the density of the cloud. If the compression is

adiabatic, phase-space density, is conserved, leading to

Phase Space Density = nΛ3 ∝ nT−3/2 = constant (2.23)

where Λ is the thermal de Broglie wavelength, h/
√

2πMkBT , of an atom.

Thus, the density increases at the expense of temperature, but a high enough

density greatly improves the efficiency of evaporative cooling, to be discussed

in the next section.
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Figure 2.10: A hypothetical example of the effects of evaporative cooling.
Density is plotted as a function of energy for a system of weakly-interacting
particles. The red trace, on the left, has the particles in the darkened area
removed, and the remaining atoms rethermalize to the cooler distribution in
the orange trace. Note the movement of the distribution’s peak to a lower
value, highlighted by the vertical lines.

2.1.5 Evaporative Cooling

The basic principle of evaporative cooling takes advantage of the fact

that individual particle energies in many-body systems will vary. For example,

the velocity distribution in an ideal gas is given by [39]

f(~v) = n

(
M

2πkBT

)3/2

e−mv
2/2kBT (2.24)

By selectively removing the most energetic particles and allowing the

remaining particles to reach a new thermal equilibrium, the temperature of

the system can be reduced, albeit at the expense of number. If the conditions

are right, the reduction in temperature greatly outpaces the number loss. This

technique is commonly used for the final cooling stage toward Bose-Einstein

condensation.
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The mechanism for eliminating energetic atoms from the trap can have

several forms, two of which will be discussed here: radiofrequency evaporation

in a magnetic trap and evaporation in an optical dipole trap. The first method

relies on the existence of nearby untrapped magnetic sublevels while the second

is conceptually simpler, relying instead on the finite depth of the trap.

Regardless of which technique is used to eliminate energetic atoms from

the trap, a vital time scale to the process is the rate at which the cloud ther-

malizes, reaching its new, lower temperature. This rate is proportional to

the rate of elastic collisions in the cloud. Calculating the exact number of

elastic collisions necessary for rethermalization suggests about five collisions is

necessary for rethermalization, but considering the length of the evaporation,

it is necessary for the atoms to rethermalize many times during the process.

Experimental evidence suggests that the total evaporation time must exceed

the elastic collision rate by several hundred times [35]. This places a similar

restriction on the lifetime of the atoms in the trap. Clearly, if the evapora-

tive procedure takes so long that non-evaporative losses are comparable, it is

unlikely that any significant positive effect can be achieved.

The elastic collision rate for the cloud is the product of the density n,

elastic collision cross-section σel, and relative velocity of the atoms v.

γel = nσelv (2.25)

As the evaporation proceeds, the collision rate will, of course, change. In

general, the velocity scales with the square root of temperature, and density
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rises rapidly as the temperature falls. The elastic cross-section will depend

on temperature and has a different form for each atomic species. In the case

of 87Rb in the F = 1 state, the elastic cross-section is basically constant, at

around 8 × 10−12 cm2 all the way up to about 100 µK, with a slight peak

around 400 µK, and falling off at temperatures over 1 mK [40]. If the cross-

section were to decrease significantly as temperature fell, evaporative cooling

would be much more difficult, if not impossible.

Depending on various experimental parameters, the efficiency of the

evaporation may or may not reach a threshold called ”runaway evaporation.”

In the case that the density increases rapidly enough to outpace the fall in

relative velocity, the elastic collision rate rises throughout the evaporation and

the efficiency of the evaporation (that is, the rate of temperature decrease

per density decrease) reaches a maximum. This ”runaway evaporation” is the

final step toward successfully producing BEC in many experiments [11, 15].

On the other hand, if trap losses or heating prevent the density from rising,

the efficiency of the evaporation falls, and the phase space necessary to reach

condensation may be unattainable.

Evaporation in a dipole trap, compared to RF evaporation, is simpler

to understand but more difficult to implement. We will describe this method

first, with a description of RF evaporation to follow. The actual details of an

optical dipole potential will be discussed in section 2.2, but here, the knowledge

that the depth of an optical trap is proportional to intensity (U ∝ I) is enough

to understand the method.
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Generally speaking, optical dipole traps are much shallower than mag-

netic traps. Where the total depth of the magnetic trap may be several tens

of millikelvin, optical dipole traps produced by this experiment will be ap-

proximately a millikelvin at most, and generally much less. For any given

distribution in any given trap, some fraction of the atoms will have enough

energy to leave the trap, but, as the trap becomes deeper, this fraction decays

exponentially. Therefore, in shallow traps, like optical dipole traps, a signif-

icant fraction of the atoms may have enough energy to leave, but in a deep

magnetic trap, this fraction is usually incredibly small.

Evaporation in an optical dipole trap is simple: by slowly reducing the

intensity of the beam, we reduce the depth of the trap, and the most energetic

atoms will leave [41]. However, simply reducing the intensity of a Gaussian

beam reduces density, and, as we have seen above, will lead to diminishing

returns. In order to avoid this, methods for forcing evaporation have been

developed and shown to work by various groups [42, 43]. In our case, the use

of a non-Gaussian beam is another way to mitigate the loss of density with

intensity.

In contrast, RF evaporation is more complicated. Instead of changing

the depth of the trap, RF evaporation defines a surface at a certain depth

where atoms will be lost, and moves that surface slowly toward the trap center

to eject atoms from the trap. The ejection is caused by direct excitation of

transitions between different mF sublevels, for example, from mF = −1 to

mF = 0. In the same way we calculated the energy shift of an atom in a
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Figure 2.11: A diagram showing how RF evaporation works. In a harmonic
trap, the atoms occupy Gaussian distributions in position, velocity, and energy.
The dark blue lines describe the energies of different sublevels, depending on
the local magnetic field. Atoms in the mF = −1 state can be transferred to the
mF = 0 state by an RF field, signified by the blue wave moving from one level
to the other. The position of this transition is determined by the frequency of
the waves, such that a higher frequency moves the transition further from the
center. In RF evaporation, we start with ωRF at a large enough frequency that
only the hottest atoms in the cloud are effected. These hot atoms are trans-
ferred to the lower state and leave the trap. We slowly decrease ωRF , moving
the transition in the direction of the black arrows. If performed correctly,
the selective removal of hot atoms and the rethermalization of the remaining
atoms results in a drastic reduction in the cloud temperature.

magnetic field (equation 2.11), we can calculate a frequency ~ωRF = ∆E|F,mF 〉

such that atoms at a point in the trap with an anomalous Zeeman shift of

∆E|F,mF 〉 can be transferred to different mF levels, dropping them out of the

trap. For atoms in the F = 1, mF = −1 state, the RF frequency scales with

the magnetic field at 0.7 MHz/Gauss.

Evaporating atoms using RF starts at a high frequency, such that the

resonant surface is just outside the cloud, gradually reducing it, pulling the

surface inward. The RF must consistently remove the most energetic atoms
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from the trap during the entire procedure. Lowering the frequency too quickly

results in atom loss without rethermalization, and not moving quickly enough

allows normal heating and losses to dominate. Finding the appropriate fre-

quency as a function of time is primarily an iterative task, examining the

effects of small changes in rate and extending the evaporation in steps, aiming

for the highest possible efficiency throughout the procedure. We performed

some tests of RF evaporation, the results of which are described at the end of

chapter 4, in sections 4.6 and 4.6.1.

2.2 Optical Dipole Force

As has been mentioned above, it is possible to generate a trap for cold

atoms with nothing but a far-detuned laser beam. An intense light field shifts

the energies of the atoms within the beam, and, for negative (red) detunings,

the energy of an atom shifts down proportionally to the intensity of the light.

Producing traps using blue-detuned light is also possible, but requires different

techniques outside the scope of our work.

To introduce this effect, we will begin by looking at a simple two-level

system which permits it [22]. Consider an atom with two levels: the ground

state |g〉 and the excited state |e〉, separated by an energy ~ω0. If we add a

perturbation H ′(t), we can absorb any diagonal elements into the unperturbed

Hamiltonian, leaving us with two off-diagonal elements (H ′ge and H ′eg) which

are complex conjugates of each other.

We can describe the state of the system as the sum of its projection
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into the unperturbed basis:

Ψ = cg(t)e
−iωgt|g〉+ ce(t)e

−iωet|e〉 (2.26)

The dynamics of the system are described by the Schrödinger equation,

which leads to two coupled equations:

i~
dcg(t)

dt
= ce(t)H

′
ge(t)e

−iω0ti~
dce(t)

dt
= cg(t)H

′
eg(t)e

iω0t (2.27)

These equations are very similar in form to the optical Bloch equations

[22]. Their dynamics describe the transfer of populations between states for a

given perturbation frequency. However, for the purposes of our discussion of

the optical dipole potential, we must examine not the dynamics of the system,

but rather the effect that the perturbing Hamiltonian has on the eigenenergies

of the system.

In this discussion, the perturbing Hamiltonian has the form of a sinu-

soid. Broadly speaking, it has the form H ′(t) = −e ~E(~r, t) · ~r, which, in the

case of a plane wave at frequency ωl applied to the laser, can be expressed

as H ′eg(t) = ~Ωcos(−ωlt), with the assumption that the laser wavelength is

much larger than the system, such that spatial variations in the electric field

over the system are negligible. Ω is shorthand for the Rabi frequency, which

is defined as

Ω ≡ −eE0〈e|r|g〉/~ (2.28)

Metcalf [22] suggests a change to a rotating frame in order to more

easily understand the effect of the perturbation on the eigenenergies. We use
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a new set of constants c′g and c′e such that c′g = cg and ce = c′ee
(−iδt). Here, δ

is the laser detuning, such that

δ = ωl − ω0 (2.29)

Combining this new basis with the coupled equations above leads us to dis-

cover that the perturbing Hamiltonian has a non-diagonal element in this

basis. Finding the eigenvalues for the perturbed Hamiltonian shows that

the energy levels of the system are shifted (the so-called “light shift”) by

~(−δ ±
√
δ2 + Ω2)/2, such that, for a red-detuned beam (δ < 0), the ground

state energy shifts down, and the excited state energy shifts up. In the limit

as |δ| >> Ω, these shifts simplify to

∆Eg =
~Ω2

4δ
and∆Ee = −~Ω2

4δ
(2.30)

Now that we see how coupling a two-level system results in level shifts,

we can examine the more useful (and more accurate) oscillator model [44].

This model, applied to red-detuned lasers and alkali atoms, is simple and

can be separated into three regimes: the far-red regime, in which the DC

polarizability provides a reasonable approximation of the atom’s polarizability,

the far-detuned regime, in which the detuning is comparable to the resonant

frequency, and the near-detuned regime, where the detuning is much smaller

than the resonant frequency. Our experiment occupies the second regime, but

brief examinations of the other two lend a great deal of insight to similar

experiments with widely differing detunings.
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Figure 2.12: A diagram showing the effect of a light shift on a two-level atom.
If the detuning, δ is negative, the energy levels are pushed further apart. If δ
is positive, they are pushed closer together. Pushing the levels apart has the
effect of reducing the energy of the ground state proportionally to the intensity
of the beam.

The first regime is the simplest, as the oscillation of the laser field is

so slow compared to the resonant frequency of the atom that the atom reacts

as if it is merely being subjected to a DC field. In other words, we can use

the DC polarizability of the atom in question to determine the potential it

experiences. This approach is valid only when the laser frequency is at least

an order of magnitude slower than the resonance frequency (higher frequency

lasers inevitably run into the problem of higher energy states). An example

of this situation can be found in a paper by Barret et al.[41], in which a CO2

laser is used to produce a quasi-electrostatic trap (QUEST). The potential

experienced by the atoms is described by

U ∼=
α

2
|Erms|2 (2.31)

where α is the DC polarizability of 87Rb, which is 5.3 × 10−39 m2 C / V.
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Their CO2 laser operates at a wavelength of 10.6 microns, which is over an

order of magnitude longer than the resonance at 780 nm. With this simple

approximation, they are able to easily estimate the depth of their optical dipole

traps.

However, if the laser frequency is much closer to the resonant frequency,

the DC polarizability no longer gives a good approximation of the trap depth.

A more careful treatment is necessary–especially if the laser detuning is still a

sizeable fraction of the resonance frequency. The oscillator model discussed in

Grimm et al. [44] allows us to derive depths to within a few percent for alkali

atoms, as long as the detuning is much smaller than the resonant frequency

(|δ| � ω0).

Grimm et al. [44] begin with a simple oscillator model in which an

electric field induces a dipole moment on a two-level atomic system, causing

an energy shift

Udip = −Re(α)I

2ε0c
(2.32)

where α is the complex polarizability of the system, given by

α = 6πε0c
3

(
γ/ω2

0

ω2
0 − ω2

l − i(ω3
l /ω

2
0)

)
γ (2.33)

These expressions can be simplified to the form

Udip(~r) = −3πc2γ

2ω3
0

(
1

ω0 − ωl
+

1

ω0 + ωl

)
I(~r) (2.34)

Here we can see that there are two terms, one concerned with the detuning,

and one concerned with the sum of the laser frequency and resonant frequency.
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This is generally true. However, it is difficult to adapt these expressions to

a multilevel atomic system without making the rotating-wave approximation

(RWA), which depends on the detuning being much less than the resonant

frequency, eliminates the term with summed frequencies, and allows us to

simplify things. The result has the same form as the quantum expression for

the second-order perturbation on the energy levels and can be extended to

multilevel atoms by summing over the appropriate (read: least detuned) line

strengths. Grimm’s result for alkali atoms illuminated by linearly-polarized

light is [44]

Udip(~r) = −πc
2Γ

2ω3
0

(
2

ωD2 − ωl
+

1

ωD1 − ωl

)
I(~r) (2.35)

where ωD2 and ωD1 are the resonant frequencies of the D2 and D1 lines, re-

spectively, and the factor of two in the D2 contribution compared to the D1

contribution is due to the lines’ relative strengths. A point of note is the de-

pendence on the inverse of detuning. Recalling equation 2.2 on page 16, we

observe an inverse-squared relation to detuning in the scattering rate. This

is why we choose a dipole laser at a high detuning: to eliminate as much as

possible the chance of scattering photons. In an extremely cold sample, a scat-

tered photon is equivalent to an atom lost from the condensate, so scattering

must be reduced as much as is practical.

Grimm’s method works very well when the laser frequency is far from

any other resonances, making the D2 and D1 shifts the dominant effects, and

when the sum of the laser frequency with the resonant frequencies are much
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larger than the detuning from either level, making the contributions of the

counter-revolving term negligible. Such an approach is a good approximation

when the laser is only a few nm from the resonances, as in [45], where a laser

at 784 nm was used to produce an optical trap for rubidium, with resonances

at 780 and 794 nm.

Methods for extending the non-RWA expression by the use of an ef-

fective detuning including a factor for the sum of the frequencies have also

been explored [46] as well as methods using Heisenberg operator perturbation

techniques [47].

However, the approach used here will be a bit different. It is, in

fact, possible to use easily measured and calculated quantities to connect the

Lorentz classical theory to the exact quantum result, so long as the intensity

is far below saturation. The key is the oscillator strength, which connects the

quantum-mechanical decay rate to the classical system. The atomic polariz-

ability can be expressed as

α =
e2

me

∑
j 6=0

(ω2
j − ω2

l )fj

(ω2
j − ω2

l )
2 + (γjωl)2

+
iγjωlfj

(ω2
j − ω2

l )
2 + (γjωl)2

(2.36)

where j refers to an excited state of the atomic system, such that we sum

over as many excited states as may be relevant. In alkali atoms with a far

red-detuned laser, the D1 and D2 lines are usually enough to get within 1% of

the correct number, because their oscillator strengths are extremely high and

the other, weaker levels are also further detuned.

The oscillator strengths are factors determined by the deviation of the
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actual linewidths of each level from their classical value and the relative de-

generacy of each level.

fj =

(
gj
3g0

)
γj
γcl,j

(2.37)

where γj is the actual linewidth of the transition, and γcl,j is the classical

linewidth of the transition, given by

γcl,j =
e2ω2

0

6πε0mec3
(2.38)

To determine the potential experienced by the atom in a far-detuned

system, we note that scattering effects are negligible and use equation 2.32.

We can estimate the effects of a given level by calculating its contribution,

including the oscillator strength. In the event that levels above the D lines are

relevant, we can continue to add lines until the desired accuracy is achieved.

2.3 Bose-Einstein Condensation

In the introduction, we introduced the Bose-Einstein condensate as a

phenomenon occurring when a group of bosons exceeds a critical phase-space

density. The phenomenon can be understood as a macroscopic portion of

the bosons occupying the lowest energy state of the system. Looking at a

noninteracting system of bosons, the well-known Bose-Einstein distribution is

〈np〉 =
ze−εp/kBT

1− ze−εp/kBT
(2.39)

which leads to the equation of state

n =
g3/2(z)

Λ3
+

1

V

z

1− z
(2.40)
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where Λ is the thermal de Broglie wavelength and z is the fugacity, eµ/kBT .

g3/2(z) is a special function describing a specific infinite sum [1]. We also note,

in the Bose-Einstein case, that the occupation of the zero momentum state

is z/(1 − z), which can diverge when the chemical potential, µ exceeds the

thermal energy, kBT . This divergence captures the essence of Bose-Einstein

condensation: macroscopic occupation of the ground level [1].

As we increase the density and lower the temperature of the system,

the fugacity rises toward unity and g3/2(z) approaches a limiting value, equal

to the value of the Riemann zeta function at 3/2, which is approximately equal

to 2.612. We can rearrange the equation of state to the form

Λ3 〈n0〉
V

= nΛ3 − g3/2(z) (2.41)

and it becomes clear that, if we increase the density and lower the temperature

beyond a certain point, the zero momentum state must become macroscopi-

cally occupied. The critical point for a noninteracting Bose gas is thus

Tc =
2π~2

MkB(g3/2(1)/n)2/3
(2.42)

The ideal Bose gas is not particularly realistic when condensed. For

example, its compressibility becomes infinite [1]. Moreover, the treatment

above assumes the gas sits in a perfectly uniform box with no variation in

potential. The addition of trapping potentials affects the behavior of the BEC,

often in significant ways.
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For example, theoretical calculations for the ideal gas suggest that the

use of nonrigid walls has the effect of reducing the effective volume as temper-

ature falls, resulting in an increase in the critical temperature. The corrected

critical temperature for a Bose gas in a radially symmetric harmonic potential

becomes [48]

Tc =

[
h3Nω3

4(2.404)π3k3
B

]1/3

(2.43)

In contrast, the same paper gives, for a 3D box potential,

Tc =

(
h3N

2.612(2MπkB)3/2V

)2/3

(2.44)

The condensed fraction is expected to scale differently in each case as

well, with the harmonic potential scaling as 1−(T/Tc)
3 and the 3D box scaling

as 1− (T/Tc)
3/2.

The addition of interactions results in a system much closer to those

actually produced in experiments. The basic theoretical tools used to describe

interacting BECs will be discussed next.

2.3.1 Gross-Pitaevskii Equation

Handling theoretical calculations of large collections of condensed atoms

is computationally intensive. Monte Carlo methods, while correct to within

statistical errors, require large numbers of calculations and provide little in-

tuitive understanding of the physics involved. The value of a mean-field ap-

proach comes from the relative simplicity of the computations as well as the

clear physical meaning and interpretation of the results [49].
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The Gross-Pitaevskii equation is the result of applying a mean-field ap-

proach to the condensed Bose gas, assuming a delta-function contact interac-

tion between atoms. For a low-temperature Bose gas of atoms with scattering

length asc in an external potential Vext the Gross-Pitaevskii equation is written

[49]

i~
∂

∂t
Φ(~r, t) =

(
−~2∇2

2M
+ Vext(~r) +

4π~2asc

M
|Φ(~r, t)|2

)
Φ(~r, t) (2.45)

This equation requires that the average distance between atoms be much larger

than asc and that the number of atoms be large. It describes the macroscopic

behavior of the system by the order parameter Φ which, at zero temperature,

corresponds to the local density, such that |Φ|2 ∝ n.

This mean-field approach can be used to predict many phenomena ap-

pearing in BECs, from the instability of large N traps with a negative scat-

tering length, to elementary excitations, hydrodynamics, and collective oscil-

lations [49]. However, we use an even simpler approximation to model density

profiles for imaging of BECs, discussed next.

2.3.2 Thomas-Fermi Approximation

In the case of systems at extremely low temperature, with a large con-

densed fraction, with no significant movement of the density profile, we can

further simplify the Gross-Pitaevskii equation by neglecting the kinetic energy

term, which is justified for large condensates [50]. This approximation is called

the Thomas-Fermi approximation, and gives us an extremely simple equation
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that can help explain the shape of our condensate density profile in space while

it remains trapped.

Starting from Gross-Pitaevskii without the kinetic term:

−i~∂Φ(~r, t)

∂t
=

(
Vext(~r) +

4π~2asc

M
|Φ(~r, t)|2

)
Φ(~r, t) (2.46)

We note that we expect |Φ|2 to be constant. Therefore, we use an ansatz for

Φ:

Φ(~r, t) = e−iµt/~φ(~r) (2.47)

This ansatz allows us to eliminate the time dependence and solve for |φ|2.

|φ(~r)|2 =
µ− Vext

4π~2asc/M
(2.48)

We arrive at the conclusion that the density profile acts as though it

is filling the potential well to a certain height, as shown in figure 2.14. For

instance, in the case of a harmonic external potential, the density profile for

the Bose-condensed atoms will be an inverted parabola. In the case of our

shaped traps, the condensate density should similarly follow the generated

beam profile.

2.3.3 Fitting Images of BECs

The Thomas-Fermi approximation allows us to predict the shape of

the condensate while it is trapped, but a further complication appears when

we attempt to image the atoms: our time-of-flight measurements mean that

the atoms evolve without the external potential confining them for some time.
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Depending on the shape of the trap, the time-of-flight can have a significant

effect on the density profile of the atoms. In situ imaging, with the magnetic

trap still on, is problematic in its own way, as the Zeeman shifts result in

spatial detunings of the resonant transition, affecting the image.

In a harmonic trap (in fact, even in a harmonic trap with two different

frequencies), calculations show that the density profile fortunately remains

parabolic as the atoms expand. Calculations by Castin and Dum [51] show that

we should expect the harmonic profiles to remain, with the size of the cloud in

the two different axes expanding differently over time. The radial size scales

as
√

1 + (ωρt)2 while the axial size scales as 1 + (ωz/ωρ)2(ωρt arctan(ωρt) −

ln
√

1 + (ωρt)2 (plus higher order terms).

This means that, had we produced a BEC in our Ioffe-Pritchard trap,

we would expect to see density profiles corresponding to the column density

through a cloud with a parabolic density profile in three dimensions. For a

cloud with the density profile

ρ(x, y, z) = ρ0 − A(x2 + y2)−Bz2 (2.49)

we can find the column density by simply integrating out the appropriate

coordinate. For example, integrating over z, we find that for a given (x, y) the

density is nonzero only for |z| less than

z0(x, y) =

(
ρ0

B
− A

B
(x2 + y2)

)1/2

(2.50)

which leads to the expression for the column density:

ρ̃(x, y) = 2z0(x, y)ρ0 − 2Az0(x, y)(x2 + y2)− 2Bz0(x, y)

3

3

(2.51)
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Figure 2.13: A plot of some data with which we determined the temperature
and density of our tdMOT. The horizontal axis corresponds to time squared,
the vertical with the size of the cloud squared. The slope of the linear fit de-
termines temperature, and the y-intercept density. In this case, the measured
temperature is 73 µK, and the density at t=0 is about 5× 1010 cm−3.
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Of which I have plotted an example density plot for ρ0 = 1, A = 1 and B = 1/2

in figure 2.14. The advantage of the harmonic trap, as discussed above, is that,

in a time-of-flight image, the density profile keeps its harmonic shape, simply

increasing in size as time goes on.

In a 3D shaped trap, we expect the in situ density profile to mimic

the potential, according to the Thomas-Fermi approximation. This produces

a density profile with a much flatter top and steeper sides, as shown in figure

2.15.

The time-of-flight evolution of the atoms in the shaped trap is a more

difficult problem. It may in fact be possible to understand the time evolution

of the atoms as they fall from a shaped trap by solving the Gross-Pitaevskii

equation, assuming the Thomas-Fermi distribution at t = 0. Other studies of

BEC in approximately flat-bottomed traps have shown that the free expansion

of BEC from such traps has no simple functional form [52]. However, a way

around this potentially difficult problem is to avoid imaging after free fall

and instead imaging the atoms in situ, which avoids the problem of free-fall

evolution entirely.

2.4 Bose-Hubbard Model

In 1989, Matthew Fisher et al. published a paper as a counterweight

to the intense theoretical study of metal-insulator transitions in systems of

interacting fermions [18]. In contrast to the Hubbard model for fermions, they

described the system now commonly referred to as the Bose-Hubbard model,
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Figure 2.14: Example plots of theoretical densities for a harmonically-trapped
BEC. (a) is a plot of expected column density, normalized to cloud size and
density. (b) is a plot of density as a function of distance from the center of
the trap.
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Figure 2.15: (a) A theoretical plot of relative column density versus position
for a 3D super-Lorentzian potential partially filled by a BEC. The density pro-
file corresponds to the Thomas-Fermi approximation for a chemical potential
corresponding to half the maximum energy of the potential. (b) A plot of
density versus position in a similar system.
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and described many of its properties, including its response to the presence of

disorder. The model describes a system of bosons with short-ranged repulsive

interactions residing in a periodic lattice. The phase diagram of the model was

studied as an interesting novelty [53], but after the successful experimental

demonstration of Bose-Einstein condensation, Jaksch et al. wrote a paper

[54] connecting the Bose-Hubbard model to ultracold BEC, illuminating a

bridge between the theory and achievable experiment. They observed that, by

placing a BEC into a off-resonant optical standing wave, an experimentalist

could create a system approximating the Bose-Hubbard model.

To say that the field exploded would perhaps understate the effect.

The theoretical study of cold atoms in lattices expanded significantly. Groups

that had produced condensates began setting up optical lattices around their

atoms and reporting their findings. Markus Greiner et al. submitted a paper

at the end of 2001, to be published in early 2002 in which they observed

strong evidence of the phase transition from a superfluid to a Mott insulator

(technically a Mott insulator-like normal fluid) [55]. Other groups made other

observations as well, including a paper by Gretchen K. Campbell et al. in

which they imaged the spatial variation in the number of atoms per site [56].

The results tracked well with theoretical expectations, but had a no-

table limitation. Namely, the confining forces for the atoms were generally

provided by Gaussian beams, resulting in a significant spatial variation in the

local atomic density. The sites near the center of the trap saw much higher

densities than those at the outskirts. The Campbell experiment, for instance,
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observed occupation numbers as high as five atoms per site at the center of

the trap [56].

The layered structure had the potential to obscure interesting physics

at certain points in parameter space by virtue of the fact that any experiment

attempting to explore these points would necessarily sample points nearby.

For example, properties of the system near the superfluid-insulator transition

at constant commensurate filling [57] cannot be carefully measured in a system

with large reservoirs of atoms at different points in the phase diagram.

One of the possible applications of our experiment is to significantly

enhance the ability to measure conditions at a specific point in phase space by

generating trapping forces without a significant harmonic character. Below,

a discussion of the theoretical aspects of our experiment will follow a basic

discussion of the Bose-Hubbard model. Specific details of planned experiments

will follow in chapter 5.

2.4.1 The Bose-Hubbard Hamiltonian

The Bose-Hubbard Hamiltonian with on-site interactions has three

terms and three parameters which depend on the characteristics of the trap.

ĤBH = −J
∑
〈i,j〉

â†iâj + (U/2)
∑
i

n̂i(n̂i − 1) +
∑
i

(εi − µ)n̂i (2.52)

In the above equation, J represents a hopping frequency between neighboring

sites. U represents on-site interaction strength. εi is a local potential energy

term which corresponds to the overall trapping force (e.g. Gaussian beam
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Figure 2.16: An illustration of the terms in the Bose-Hubbard Hamiltonian.
Single-site energies depend on occupation number, as well as the on-site in-
teraction parameter U , the chemical potential µ, and the site energy εi. The
hopping term J describes the frequency with which atoms hop from site to
site.

profiles, etc.). n̂i is the number operator for site i, and â†i and âi are the

creation and annihilation operators for site i.

In the absence of a variation in the local potential energy (εi =constant

for all i) the system exhibits one of two possible behaviors, depending on

the values of J/U and µeff/U . If J/U is very small, the movement of atoms

from site to site is suppressed, and the ground state of the system can be

described as a product of states corresponding to a known number at each site

(Fock states). This phase is known as the Mott insulator, and is characterized

by its incompressibility and the reversible transfer of coherence from phase

to number, as the experiment by Greiner et al. [55] showed. A gap in the

excitation spectrum is also present, corresponding to forced hops of an atom

to an occupied site [54].
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If, on the other hand, J/U becomes large, the atoms move relatively

freely from site to site, phase coherence is restored, and compressibility rises.

The gap in the excitation spectrum disappears, as well. The superfluid phase

shows a characteristic pattern in time-of-flight observations, with well-separa-

ted peaks corresponding to the quantized momenta resulting from the weak

lattice.

2.4.2 Quantum Phase Transitions

The Bose-Hubbard model exhibits a quantum phase transition. Quan-

tum phase transitions differ from classical phase transitions in that they do

not depend on thermal energy. Rather, they arise from the change of some

other parameter which can be varied even at T = 0, such that the variation of

this parameter over some critical point fundamentally changes the character

of the low-lying energy states.

The Bose-Hubbard system’s transfer from superfluid to Mott insulator

satisfies this requirement. In the superfluid phase, where J is much larger

than U , the ground state wave function has the atoms uniformly dispersed

throughout the lattice, with significant variance in the number to be found

in any given site. However, the Mott insulator’s ground state is a product

of definite number states in each site. This transition occurs even at zero

temperature, and is in no way dependent on the effects of thermal excitation;

in other words, it is not only that the excited states change their form, the

ground state also changes its character.
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Of course, experimentally, the temperature can never be reduced to

zero. Therefore, the direct observation of a quantum phase transition is im-

possible, and some systems may exhibit quantum phase transitions but have no

notable discontinuities at zero temperature. However, some types of quantum

phase transitions give rise to an area of nonzero temperature classical phase

transitions. These classical phase transitions have a second-order character

and occur near the quantum phase transition, in a region called the quantum

critical regime [58].

2.4.3 Mean-Field Approximation

A mean-field approximation converts the interacting Bose-Hubbard

model into an effectively non-interacting system, enabling a fairly detailed

understanding of the outstanding characteristics of the system derived from

the analytically solvable mean-field system. For example, the mean-field ap-

proximation shows the existence of the superfluid to Mott insulator transition,

and the single-site character of the approximation shows how the number state

eigenfunctions in the Mott insulator phase are a sensible choice, while the same

functions fail to satisfy a system with significant hopping, which, as stated

above, is the clear evidence of a quantum phase transition.

To begin, we look at the Bose-Hubbard Hamiltonian (equation 2.52)

and realize that only the hopping term has any reference to a second site. The

other two terms can be carried over to mean-field theory without incident. As

for the hopping terms, we replace the references to the jth site with references
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to a mean-field parameter ΨB, which must be self-consistently determined

from the other conditions of the system.

We end up with a mean-field Hamiltonian which looks like [58]:

ĤMF =
∑
i

(U/2)n̂i(n̂i − 1) + (εi − µ)n̂i −Ψ∗Bâi −ΨBâ
†
i (2.53)

In the case of no interactions, this further simplifies to

ĤMF (ni) =
∑
i

(U/2)
∑
i

n̂i(n̂i − 1) +
∑
i

(εi − µ)n̂i (2.54)

leading to clear solutions in the form of a number state at each site

|ΨMI〉 =

√
Mn

(n!)M

M∏
i

(â†i )
n|0〉 (2.55)

where n is the number of atoms per site and M is the number of sites. |0〉

represents an empty lattice.

The ground state in this limit is in fact a product of set number states

at each site, and that number can be determined by the ratio between µ and U .

The number of atoms per site is a step function equivalent to rounding up the

ratio µ/U , with the points where µ/U exactly equal to an integer representing

the point at which n and n + 1 atoms per site are degenerate. This step

function is represented by n0(x).

Even with a nonzero hopping term, it is still possible to calculate the

mean-field boundaries between the Mott insulator states and the superfluid

state. It can be shown that the superfluid to Mott insulator transition is a
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second-order quantum phase transition, which allows us to write the energy of

the system in the form

E0 = EMF + r|ΨB|2 + O(|ΨB|4) (2.56)

which leads to an expression for the boundary between states

r = χ0(µ/U)[1− ZJχ0(µ/U)] (2.57)

χ0(µ/U) =
n0(µ/U) + 1

Un0(µ/U)− µ
+

n0(µ/U)

µ− U(n0(µ/U)− 1)
(2.58)

such that the sign of r determines the phase, and the result of n0(µ/U) deter-

mines the number of atoms per site in the Mott insulator.

2.4.4 Disordered Bose-Hubbard Model

The addition of disorder to the Bose-Hubbard model, defined as a ran-

dom variation in εi within the range ±∆/2, changes some of its characteristics.

The two-phase system gives way to a third phase, called a Bose glass. The

Bose glass phase is characterized by a loss of long-range phase coherence, much

like the Mott insulator, but the compressibility of a Bose glass is finite and its

excitation spectrum is gapless [18]. In fact, on experimentally relevant scales,

the Bose glass and Mott insulator can be very difficult to distinguish [59].

The disordered Bose-Hubbard model (DBHM) has been studied exper-

imentally using various methods. The system, in various dimensions, has been

studied theoretically in a number of ways, depending on the dimensionality of

the system [60, 61, 62, 63, 64], with the suppression of diffusion at high disor-

der levels a point of serious study. More recently, the use of stochastic mean
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Figure 2.17: A plot of the mean-field approximation results for the phase
transitions in the Bose-Hubbard model. Mott insulator lobes are labeled by
the number of atoms per site. “SF” refers to the superfluid phase.
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field theory has furthered the study of disordered Bose- and Fermi-Hubbard

systems [65].

The significant studies of the DBHM have shown, for instance, that, in

the presence of disorder, direct transitions from superfluid to Mott insulator

in three dimensions are not possible, but are instead always mediated by a

Bose glass phase, at least at unity filling. In the presence of disorder, direct

transitions from a gapped to an ungapped state are not permitted in the Bose-

Hubbard model, except for those of a specific type, called Griffiths transitions.

In a Griffiths transition, small regions of an ungapped phase appear in regions

where the local fluctuations generate what looks like a homogeneous shift in

the chemical potential, at least locally. By the same token, a system in a

gapless state transitioning into a gapped state has large areas that locally look

like the gapped state, which precludes superfluidity. Therefore, in the DBHM,

it is expected that a Bose glass always cuts in between the Mott insulator and

superfluid [59].

So far, the studies of the DBHM have focused on white noise. However,

the noise spectrum of normal laser intensity distributions may not be white.

Therefore, the study of systems in which the noise has an inhomogeneous

frequency spectrum may have the chance to examine some novel effects. In

addition to attempting to minimize or eliminate the systematic effects of trap-

ping potentials in Bose-Hubbard experiments, our apparatus may further be

able to introduce desired noise spectra into the intensity profiles. Though such

an application is ostensibly quite far in the future, the possible application of
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our system to this end is notable.

2.5 Shaped Beam Capabilities

The DMD system is a two-dimensional array of switchable mirrors.

The actual details of its behavior are quite complex, but can be understood

by approaching the problem at several progressively complex levels. We can

understand the principles of its operation by first examining an idealized sys-

tem with infinitely small elements which can be dimmed individually, and

handling the problems of finite mirror size and discrete on/off operation in

turn.

The basic problem the DMD system is used to address is the desire to

produce an arbitrary intensity profile from a noisy, nonuniform input beam.

We imagine a desired intensity profile Ish(x, y) and an input profile Iin(x, y).

We can calculate a desired reflectance profile r(x, y) by

Ish(x, y) = r(x, y) · Iin(x, y) (2.59)

A few limitations rise to the surface here. First, the DMD system is

effectively a reflective device, so r(x, y) must everywhere be less than unity.

In fact, the restriction is significantly worse, as the maximum reflectivity of

the DMD system is strongly dependent on the wavelength of the input beam,

and, at 1064 nm where we intend to operate, the measured power conversion

efficiency, which includes the diffraction efficiency of the surface (53%), the

loss from removing the peak of the input Gaussian, as well as the imperfect
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Figure 2.18: An example of how the beam-shaper might be used. The blue
curve represents the input Gaussian. The magenta curve represents the de-
sired shape, an eighth-order super-Lorentzian. The yellow curve represents
the necessary reflectance curve to generate the desired profile from the input
Gaussian. In practice, the input profile contains noise and other irregularities,
and the reflectance profile must be adjusted accordingly.

transmission of the input window (78%), has been measured to be 7% [66].

We next examine the problem of finite mirror size. The finite size of the

mirrors requires us to use rasterized versions of our profiles. This discretization

creates no significant problems in theory, but in practice, the effects of the

edges of the mirrors and the stepwise variation in the local reflectivity result

in the addition of a great deal of unwanted intensity modulation at high spatial

frequencies. This unwanted modulation is of the same order of magnitude as

the overall reflectance, which means that it must be removed from the output
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beam in order to produce the desired intensity profile.

Two considerations arise from this phenomenon: first, the method for

removal of the high spatial frequency variation, and second, the limitations

that the removal of high spatial frequencies imposes on our desired output

profiles.

The high spatial frequencies are removed by bringing the output light

to a focus, and passing it through a pinhole filter. The maximum spatial

frequency we want to allow into the output beam is on the same order as

the inverse length of one mirror of the DMD. However, we must first devise a

method for determining what spatial frequencies a pinhole with some diameter

after a lens with some known focal length restricts.

We can understand the pinhole filter’s behavior by examining the focal

plane as it relates to the Fourier transform of a Gaussian beam. It is fairly

simple to relate the spatial variation of the intensity at the focal plane with

the spatial frequency of the beam, collimated through a lens.

If we start with a Gaussian intensity profile (say, at the DMD)

I(x, y) = I0exp

(
−2(x2 + y2)

w2
s

)
(2.60)

where we have a collimated beam with a waist of ws. If the beam consists

of light with a wavelength λ and is passed through a perfect lens with focal

length f , such that diffraction and aberration effects were negligible, we would
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find an intensity profile at the focus

If (x, y) = Ifexp

(
−2(x2 + y2)

w2
f

)
wf =

fλ

πws
(2.61)

this intensity profile at the focus can be trivially compared to the Fourier

transform of the original intensity profile I(x, y):

F[I(x, y)](kx, ky) = 2πw2
sI0exp(−2(k2

x + k2
y)π

2w2
s) (2.62)

We observe that the form of If and F[I(x, y)] are Gaussians with waists

proportional to the inverse of the waist of I(x, y). With some algebra, the

individual details of the beams fall away and we find a conversion factor that

allows us to relate a position in space at the focus with a spatial frequency at

the DMD.

kx(x) =
2xfocus

fλ
(2.63)

This allows us to calculate the cutoff spatial frequency for an arbitrary pinhole

filter, by simply equating the radius of the filter with xfocus.

By choosing a pinhole diameter which eliminates the spatial frequencies

corresponding to individual pixels, we can remove the noise introduced by the

DMD system, but we have also limited the level of detail we can produce.

Any reflectance profile we produce with spatial frequency components above

the cutoff will be altered from our desired profile. Therefore, it is important for

us to choose our desired profiles carefully, in order to minimize these effects.

From this reasoning, the high spatial frequencies present in the sharp

edge of a flat-top profile will produce significant fringes after passing through

71



the pinhole filter. A continuous function with smooth variation, on the other

hand, will reduce the presence of high spatial frequencies at the expense of a

less-defined edge. Several different profiles were tried, but the profile that was

most thoroughly explored was the 8th-order super-Lorentzian [67], given by

the equation

SL(x, y) = SL0

(
1 + |

(
√
x2 + y2)

rSL
|8
)−1

(2.64)

with SL0 and rSL set to provide the maximum central intensity while main-

taining r(x, y) < 1 for all pixels. Dr. Jinyang Liang, in his dissertation, chooses

rSL to be two-thirds the width of the input Gaussian, and SL0 to be 40% of

its maximum intensity as an example of reasonable parameters [66].

The next layer of complexity to add concerns the behavior of each

element of the DMD. In fact, each mirror on the DMD has only two possible

settings: ON and OFF. This adds a layer of complexity, as it is now necessary

to introduce variations on the few-pixel scale to reach an effective reflectivity

for each point which mimics the desired profile. For example, in an area with

approximately 80% local reflectivity, it is necessary to have an algorithm which

decides which specific pixels to turn on and which to turn off.

Professor Becker and Dr. Liang decided on a method known as error dif-

fusion. Described in a paper by Victor Ostromoukhov [68], this method works

its way through the array of pixels, turning them on or off depending on which

state is closer to the desired reflectivity, and transferring the remaining error

to neighboring pixels which have not yet been evaluated. The pixel evaluation

follows a serpentine path, and the coefficients by which the error is distributed
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to neighbors are dependent on the input reflectance. This method has an ad-

ditional advantage in that it has a strong tendency to relegate its variance to

high spatial frequencies, which works nicely with our spatial filtering.

In addition to this method, Dr. Liang also implemented an iterative

process to further reduce the variations in the flat-top. After the error diffusion

algorithm generates a pattern for the DMD, the actual output intensity profile

was measured, and peaks and valleys were identified, with appropriate pixels

switched in order to reduce the irregularity. The resulting DMD pattern was

then measured again, and iterated again, a total of five times. Noise levels

in the output were reduced in this way to within a pixel’s variation. A more

detailed description of the process can be found in Dr. Liang’s dissertation

[66].

2.6 Imaging Cold Atoms

Two simple methods of imaging trapped atoms at sub-millikelvin tem-

peratures see use in our experiment. Both rely on the interactions of the

trapped atoms with near-resonant laser light, but in opposite ways. In fluo-

rescence imaging, we observe the light emitted by atoms as they are bathed

in near-resonant light. In absorption imaging, we instead observe the shadow

cast by the atoms when they are illuminated by a short near-resonant burst

of laser light.

Each method has advantages and disadvantages. Fluorescence imaging

is simpler to implement, requiring only that we turn the MOT lasers back on
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for a short time and observe the cloud. This is best for the preliminary work of

aligning and adjusting the focus of the optical system, as even extremely small

clouds can be held in the trap and viewed in situ on the camera. However,

fluorescence imaging is very sensitive to background light, and also requires a

relatively large number of photons to scatter from each atom, meaning that

fluorescence images of untrapped or very cold clouds may perturb the atoms,

affecting the result.

Fluorescence imaging depends upon the scattering rate of photons of

the illuminated cloud, Γp, described in section 2.1.2, equation 2.2, on page 16.

The intensity used in this case is the total intensity of the beams illuminating

the cloud. The remainder of the calculation comes from simple dimensional

analysis. The two cases relevant to our experiment are passive illumination of

a photodiode by the cloud and short time-scale illumination of a cloud, with

emitted photons imaged, captured, and counted by a CCD.

In the first case, we collect fluorescence of the cloud with a lens and

focus the signal onto the surface of a photodiode. A photodiode operating

passively generates a certain number of electrons per photon applied to the

surface, and we convert this current into a voltage Vpd across a resistor R, and

calculate

Natoms =
Vpd

RηpdTfilterdΩEγΓp
(2.65)

with ηpd the photodiode efficiency in A/W, Tfilter, the transmission efficiency

of the observation path (we use an interference filter with a transmission of

about 60% at 780 nm to cut out stray light), dΩ, the ratio of observed area
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to the total observable area at that distance, and Eγ, the energy of a single

photon hc/λ. One slight caveat of this method is that the photodiode current

conversion is only valid so long as the voltage difference across the photodiode

is less than about 200 mV. For this reason, we choose our resistor R to keep

the voltage below this level.

The other case involves counting photons imaged onto a CCD, so we

must convert counts to atom number. We find that

Natoms =
Ncts

ΓpdΩτexpηcts

(2.66)

where τexp is exposure time and ηcts converts between CCD counts and photons.

With this, we can calculate the number of atoms in the sample, and by looking

at the spatial distribution of light, we can determine the density of the cloud.

In our system, we typically observe thermal clouds with known symme-

tries and density distributions which are expected to be Gaussian. In general,

when extracting the number of atoms from a cloud, we fit a two-axis Gaussian

to the image and extrapolate the density profile, to avoid edge effects. One

axis corresponds to the axial direction, between the coils. The other corre-

sponds to the radial direction, which covers both axes perpendicular to the

coil axis. The equation we use for the fit has the form:

nc(x, y) = nc0Exp

[
−(x− x0)2

2σx
+

(y − y0)2

2σy

]
(2.67)

where nc refers to a column density, either at a pixel (nc(x, y)) or at the center

of the cloud (nc0). The σ parameters describe the size of the cloud in the two

viewed axes.
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Our density measurements are typically taken after removing all trap-

ping forces from the cloud and allowing it to expand in free fall, a commonly

used technique called the time-of-flight (TOF) method. In the case of a ther-

mal cloud, we expect the density profile to remain Gaussian, expanding in a

predictable way due to its finite temperature [69, 70]. We expect

σ2(t) = σ2
0 +

kBT

m
t2 (2.68)

where σ = (σ2
ρσz)

1/3 is the geometric mean of the Gaussian width in each of

the three axes of the density distribution and σ0 is the effective size of the

cloud at t = 0. For thermal clouds with a non-Gaussian in situ distribution,

this equation still works, but the cloud must be allowed to expand enough that

σ(t) > σ0.

In the case of absorption imaging, the density fits and temperature

measurement remain the same, but the method of calculating the density

distribution is necessarily different, as we measure missing light rather than

emitted light. Our approach is based on [71] but will be summarized here.

We assume a collimated beam with an intensity profile Ib(x, y) inter-

acting with a cloud of atoms with a column density described by nc(x, y).

At each point (x, y) the atoms scatter some fraction of the photons passing

through, resulting in a new intensity profile Ia(x, y) such that the laser inten-

sity is attenuated by a factor t2(x, y). For completion, we assume a background

radiation profile of Id(x, y) is present whenever Ib or Ia is measured.
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Figure 2.19: Three images showing the raw images and the processed results
of a typical fluorescence image. (a) is the bright field image, resulting from a
short exposure of the CCD while the lasers induce fluorescence of the atoms in
the trap. (b) is the dark field image, which is the result of exposing the CCD
while the lasers are on but the trap is devoid of atoms. (c) is the difference
between the two images, showing relative column densities as a function of
position.
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We then describe t2 as a function of position:

t2(x, y) =
Ia(x, y)− Id(x, y)

Ib(x, y)− Id(x, y)
(2.69)

which we can calculate by taking three images of our trap area, one with a

cloud of atoms illuminated by a probe (“atom” image), one with the probe

beam but no atoms (“bright” image), and one with no probe and no atoms

(“dark” image), with subscripts of the previous equation corresponding to the

respective images. Based on our understanding of scattering, we note that the

probability that the atoms at a certain position will scatter a fraction of the

photons depending on their density, resonant cross-section (σ0 ≡ 3λ2/2π for

a two-level atom [71]), and the laser’s detuning (we ignore saturation effects,

and assume scattered light is lost):

σsc =
nσ0

1 + (2δ/Γ)2
(2.70)

which leads to an intensity profile of the probe beam that diminishes expo-

nentially I → Ie−D ≡ t2I with column density, such that

t2(x, y) = Exp

[
− ncσ0

1 + (2δ/Γ)2

]
(2.71)

and we can calculate nc from our images, and fit them just as described for

fluorescence images.
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Figure 2.20: A set of images and the processed result for a typical absorption
image. (a) is the result of CCD exposure as the probe beam illuminates the
atoms from behind, casting a shadow which we image on the CCD. (b) is the
probe beam without the accompanying atoms. (c) is a dark field, taken with
the probe beam blocked but all other parameters just as they would be during
the other exposures. (d) is the processed image, such that the brightness of
each pixel corresponds linearly to column density.
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Chapter 3

Experimental Setup

As discussed in chapter 2, in order to approach the point of Bose-

Einstein condensation, it is necessary to cool 87Rb atoms over nearly ten or-

ders of magnitude in temperature, from about 400 K to 100 nK while also

producing a density greater than 1013cm−3. Our apparatus makes significant

use of various laser cooling techniques, as well as several well-known tech-

niques using magnetic fields. Chapter 2 covers the theoretical aspects of the

techniques used to achieve this. This chapter focuses on the practical aspects

of our apparatus, including detailed descriptions of the parameters used.

The apparatus can be roughly divided into two parts: First, the sup-

port structure consists of several laser systems designed to produce the light

necessary to run the experiment, a computer system which performs high-

precision control of various experimental variables, a fairly significant number

of radiofrequency sources which help in various aspects of the operation, and

the beam shaping system. Second, the main experimental apparatus takes all

of the inputs of the support structure and arranges them as necessary to pro-

duce experimental results. The main apparatus includes the vacuum chamber

and a large number of optical components which direct the lasers into the
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chamber.

3.1 Support Apparatus

3.1.1 MOPA Laser

The main source of near-resonant laser power for the experiment is a

master oscillator, power amplifier (MOPA) laser system providing more than

half a watt of light near the F=2 to F’=3 transition of the 87Rb D2 line. This

laser’s light is split in two, with one beam routed to the experiment, forming

the six MOT beams, the Zeeman slower beam, the depopulator, and the probe.

The relevant level diagram can be seen in Figure 3.2.2 on page 91. The other

beam is routed to our frequency measurement and locking apparatus, described

in detail in appendices C and D.

The MOPA laser consists of a variety of parts both commercially avail-

able and built in-house. The details of design, construction, and operation are

described in Appendix A. To summarize these details, we note the MOPA

system provides approximately 550 mW of light near the F = 2 to F ′ = 2

transition with a linewidth of about 600 kHz. The laser can be rapidly tuned

via analog current modulation over a range of ±100 MHz and provides the

light for our MOT, our Zeeman slower, our probe, and our depopulator, with

various frequencies generated by passing the light through acousto-optic mod-

ulators (described in Appendix A) driven at appropriate frequencies.

Both the MOPA laser and the Toptica laser, discussed just below, trans-

fer their light to the main experimental apparatus by way of a single-mode
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optical fiber. Careful alignment of a pair of mirrors and a lens focus the beam

down to a few microns, which is coupled into the fiber. The fiber is then routed

to the optical table housing the main experiment. Since the single-mode opti-

cal fiber is only capable of transmitting the TEM00 mode over long distances,

the input coupling is strongly dependent on the beam quality, but the output

beam is generally an extremely clean Gaussian.

3.1.2 Toptica Laser

Another source of light, this one between the F = 1 and F ′ = 2 levels

of the 87Rb D2 line, is necessary in order to run the experiment. (again, see

Figure 3.2.2 on page 91) This light is about 7 GHz from the MOPA frequency,

which is too great a change to efficiently reach with acousto-optic modulation.

Modulation with AOMs is extremely difficult to achieve over 1 GHz, and the

efficiency of the modulation typically decreases at higher frequencies. In order

to produce this light, we use a Toptica model DL100 diode laser locked to

the appropriate frequency and we bring its light over to the main apparatus

through a similar optical fiber.

The Toptica laser, a commercial product, has several devices packaged

with it which allow us to control and lock it as required. One feature present

in the Toptica controller is a feed-forward for the laser current with respect

to the piezo voltage. As the voltage to the piezo is varied, the feed-forward

also tunes the diode current slightly. This increases the mode-hop-free tuning

range of the Toptica diode significantly, helping to compensate for the lower
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quality AR coating on its front face, though multi-mode behavior, in which

the laser operates simultaneously at a number of different frequencies, still

occasionally appears.

The Toptica light, about 40 mW after an optical isolator (see Appendix

A), is split into two components, like the MO light. About 39 mW goes to the

main apparatus (measured at the input to the fiber coupler), and the rest is

split off for frequency and mode structure measurement, as well as frequency

locking. The Toptica light at the experiment is passed through optics which

split it into two beams and direct them onto the atoms along two MOT beam

paths. The beams have very different in power, with the bright beam having

up to 15 mW of power, and the dim beam having about 500 µW of power.

The mismatched beams allow us to radically dim the repumper easily for the

temporal dark MOT (discussed below) and have no obvious effects on the

bright MOT.

3.1.3 Fiber Laser and Amplifier

In order to produce our dipole potentials, a great deal of power far from

any atomic resonances is necessary. We produce this light using a two-stage

system consisting of a fiber laser from NP Photonics (part no. FLS-50-0-1064)

providing 50 mW of light at 1064 nm with a single-mode fiber output. This

light is directed into a Nufern fiber amplifier (part no. NUA-1064-PD-0015-C0)

capable of producing 15 W of laser power from the input.

The NP Photonics laser is a self-contained commercial device, without
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many options for user control. However, the Nufern amplifier is controlled by

several analog and digital signals which are provided by a home-built device

which allows control of the output power and monitors several aspects of the

amplifier’s condition. In addition, the low-power NP Photonics laser requires

no special cooling, but the Nufern amplifier is water-cooled by a set of two

high-contact liquid cold plates from Aavid Thermalloy.

The output from the Nufern amplifier leaves an optical isolator and is

coupled into an optical system comprised of various acousto-optic modulators,

telescopes, steering mirrors, and our beam shaper. A diagram of this system

is shown in figure 3.4 on page 99.

3.1.4 Beam Shaping

In order to precisely shape the intensity profile of the 1064 nm beam, its

light is directed into an optical system originally designed by our collaborators,

Professor Michael F. Becker’s group, and modified in order to fit on our optical

tables and to direct the shaped light into our trap. The centerpiece of the

system is the digital micromirror device, or DMD. Our experiment uses a

Discovery 4000 model DMD from Digital Light Innovations, with a window

coated for the infrared.

Laser light, when applied to the DMD surface at a specific angle, has its

intensity profile modified and leaves normal to the DMD surface. The effect is

best described as a diffraction effect, with misalignment resulting in increased

power in undesired orders. Thus the careful alignment of the input light and

84



the DMD surface are vital to the proper operation of the system.

The DMD surface consists of a large two-dimensional array of tiny

mirrors. Each mirror is independently addressed, turning ON or OFF. By

selecting which mirrors are placed in which state, the intensity profile of the

input beam can be altered as desired. A small portion of the output light is

imaged onto a CCD camera, and with all of the mirrors in the ON position,

this serves as a measurement of the input beam profile. Targeting a desired

output profile requires an algorithm to decide which mirrors to switch OFF.

The algorithm used to determine which mirrors to switch was devel-

oped by Professor Becker’s group. It is based on a method known as error

propagation, in which errors resulting from difference between the (analog)

desired reflectivity of a given mirror on the DMD and the actual choice of

state is propagated to neighboring mirrors as the solution is calculated, mir-

ror by mirror. The algorithm was realized and coded by Jinyang Liang, who

graduated from Professor Becker’s group in 2012 [66].

The light from the DMD surface travels into a system of optics designed

to create an image of the DMD surface, reduced one hundred times, at the

location of the atomic cloud in the vacuum chamber. A pinhole is placed at

the Fourier plane (where rays from the DMD surface would be focused to a

point) of the first telescope, which limits the spatial frequencies in the beam

(see section 2.5 starting on page 68), removing the intensity variations from

the small individual mirrors while leaving our desired profile, which, by design,

consists mostly of low spatial frequency components, mostly unaffected.
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3.1.5 Computer Control

Extremely stable and repeatable real time control of many devices is

necessary to run the experiment. During any given run, lasers, magnetic coils,

shutters, and other devices must all be controlled relatively simultaneously

and with high accuracy–better than 100 µs. In order to do this, we use a

real time computer that interfaces with our lab computers and our apparatus,

providing (with some caveats) control of the experiment with timing better

than 10 µs.

The National Instruments computer runs a special version of LabVIEW

in a real-time configuration, that is, without the unexpected hangs and pauses

present in many multi-tasking operating systems (such as Windows). The

front panel of the virtual instrument (VI) appears on a normal Windows ma-

chine and communicates user actions such as button presses or parameter

changes with the real-time machine. Time-critical processes are run on this

separate machine. User input to the Windows machine determines experiment

parameters and sets a starting point.

The real-time computer is a PXI-8101 housed in a PXI-1000B chassis,

both from National Instruments. It interfaces with a number of cards which

provide digital and analog inputs and outputs, as well as a GPIB interface.

It also communicates over our local area network using standard cables and

protocols.
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3.2 Main Apparatus

This section details the various steps involved in bringing rubidium

atoms from a hot vapor to BEC temperatures and densities. The above-

mentioned support apparatus provides resources necessary for the main appa-

ratus. A basic theoretical outline is provided in chapter 5.

3.2.1 Zeeman Slower

The Zeeman slower is responsible for much of the bulk cooling of the

rubidium atoms for the experiment. The slower begins with an oven containing

a hot rubidium vapor in equilibrium and emits them toward the chamber. A

counterpropagating laser beam, along with some carefully designed magnetic

coils, rapidly laser cools the atoms as they traverse about a meter, bringing

them from about 400 K to a few millikelvin when they reach the center of the

main chamber.

The oven is effectively a stainless steel tube, filled with rubidium metal,

wrapped in a flexible heater, and open to the vacuum chamber at only one

point: a 1 mm hole. The oven is maintained at 110 ◦C for normal opera-

tions. The equilibrium vapor pressure of rubidium gas and liquid at a specific

temperature is given by [21]

log10PV = 15.88253− 4529.635

T
− 0.00058663T − 2.99138log10T (3.1)

leading to a rubidium vapor pressure inside of 1.3 × 10−4 torr. If we assume

the oven works as an effusive source, then its output in atoms/second is given
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by [39]

Φ0 =
1

4
nvA =

PA√
2πkBT

(3.2)

where P is pressure, and A is the area of the hole. Using our oven’s param-

eters, we expect 5.5 × 1014 atoms/second to be emitted. The vast majority

of these atoms never make it to the main chamber. In fact, we place several

obstacles, such as a copper plate with a 1 cm hole in it and a set of liquid

nitrogen-cooled baffles, between the oven and the chamber in order to reduce

the contamination of the vacuum chamber by rubidium, whose vapor pres-

sure at room temperature is 3 × 10−7torr and has deleterious effects on ion

pumps at high concentrations [37]. These obstacles capture atoms emitted at

untrappable angles.

A portion of the MOPA beam is split off and directed up the slower.

We send about 150 mW of laser light into a high-frequency acousto-optic

modulator from Brimrose (part no. GPF-1000-400-780) and it deflects 30 mW

toward the slower. Of particular note is the low efficiency of this process–as

stated before, larger frequency deflections tend toward lower efficiencies, so

the Brimrose at over 1 GHz, is only about 20% efficient, whereas the other

AOMs, driven at frequencies at or below 230 MHz, can achieve efficiencies

around 80%.

The Zeeman slower beam is expanded to a waist of 2 cm, polarized to

the σ− orientation, and directed through a long focal length lens designed to

bring the beam to a focus near the oven nozzle. With a focus near the oven

nozzle, we can determine the correct direction of the beam by observing the
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light scattering from the metal face of the oven, and the proper position is

close to a scattering minimum, which indicates the light is going through the

hole.

The atoms escaping from the oven are repeatedly cycled between the

F = 2 and F ′ = 3 energy levels and, in doing so, lose velocity. Over the course

of around 45000 scattering events, the velocity of the atoms is reduced from

300m/s to about 30m/s, resulting in a final effective temperature of about 1K

[20]. This final velocity is low enough that a reasonable number of the atoms

can be stopped and trapped by the magneto-optical trap.

3.2.2 Magneto-Optical Trap

The magneto-optical trap, or MOT, is formed by the intersection of

three pairs of counterpropagating laser beams and the center of a set of quasi-

anti-Helmholtz magnetic coils. The coils produce a field zero at the center of

the trap with magnetic fields increasing gradually away from the center. The

three pairs of laser beams are expanded to waists of 2-3 cm, roughly collimated,

with intensities near the center of the cloud ostensibly matched. Since the

actual intensities at the atoms cannot be measured directly, intensities on

both sides of the atoms are measured and the average used as the assumed

intensity at the atoms. Further adjustments use the behavior of the atoms

as a guide. We attempt to generate beams around 4 cm in diameter with

average center intensities of 3mW/cm2 for each beam at the atoms. The size

and divergence of each beam is determined by adjusting two telescopes in each

89



path.

Each pair of laser beams must have a specific helicity, which depends

on the details of the magnetic field gradients around the center of the trap.

Our system has the axial fields pointing toward the center of the trap, so we

use negative helicity beams in the coil axis and positive helicity beams in the

two perpendicular axes. The energy diagram for a 1D MOT corresponding

to our axial direction is shown in figure 2.4 on page 15. In our case, quarter-

wave plates are placed in each beam path before the (linearly polarized) MOT

beams reach the chamber. These are oriented to properly polarize each beam.

During normal operation, 8A are passed through the magnetic coils,

resulting in a magnetic field gradient of 9 G/cm near the center of the trap in

the axis of the coils. The gradient perpendicular to the coils is half of this, as

described in section 2.1.2.

The MOT beams are red-detuned by 15 MHz from the F = 2 to F ′ = 3

cycling transition. The net effect on atoms in the trap is to capture and hold

atoms passing through the beams with speeds of up to several meters per

second and cool them to a temperature of a few mK. Densities in the MOT

can reach as high as 2× 1017m−3.

Two additional beams, tuned to resonance with the F = 1 to F ′ = 2

transition, ensure that atoms that fall out of the cycling transition are re-

turned to it. The detuning of the MOT beams inevitably means that an atom

illuminated by them has a significant chance of being excited to F ′ = 2, with
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Figure 3.1: Rubidium-87 level diagram and our laser and AOM frequencies.
Single-side arrows represent lasers. Double-sided thin arrows represent AOM
shifts. Double-sided thick arrows simply state frequency differences. All fre-
quencies stated in MHz. The overall spacing corresponds to a laser wavelength
of about 780 nm.
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a good probability of falling to F = 1 afterwards (each photon gained or lost

can change F by ±1). A MOT without repumping rapidly darkens, so these

two beams ensure the population remains in the proper states.

The two beams have vastly different powers, with one having as much

as 15 mW of power and the other less than 500 µW. This unbalance has no

observable effect on the MOT, and allows us to turn off the 15 mW beam in

order to vastly reduce the bright state population, a technique we use in our

temporal dark MOT. A diagram of the 87Rb energy levels of interest as well

as our normal running lasers and AOM detunings is shown in figure 3.2.2.

With the Zeeman slower running properly, we observe an average load-

ing rate of about 1×108 atoms/s over 25 seconds of loading. After 25 seconds,

we observe a cloud of about 2.5 × 109 atoms in the trap, at which point we

begin our temporal dark MOT in order to reduce the temperature and increase

the density of the cloud. Longer load times for the MOT indeed are able to

load more, but our experimental tests have shown that these atoms tend to

be lost in the subsequent procedure, so we typically stop loading at 25 s.

The changes made to the system for the temporal dark MOT, roughly

speaking, achieve several goals discussed in chapter 4. Several changes are

made in sequence. At the beginning of the dark MOT, a metal flag is placed

in front of the rubidium oven and the Zeeman slower beam is switched off.

The more powerful repumping beam is turned off, decreasing the repumping

power by over 90%. With the Zeeman slower beam off, the only light from the

MOPA that reaches the atoms is in the MOT beams. We unlock the MOPA
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and red-detune it by an additional 40 MHz, resulting in a total detuning of 55

MHz at the atoms. In addition, we reduce the power of the MOT beams by

approximately 37.5%. These ramps to the dark MOT conditions are linear,

and occur over 20 ms (40 steps, each 0.5 ms).

At this point, the atomic cloud is dense (around 2× 1017m−3) but not

especially cold (around 100 µK). We then suddenly switch off the magnetic

fields and further reduce the laser power to approximately 50% of its loading

level. The atoms are allowed to cool in this “optical molasses” for 4 ms,

and then the lasers are turned off completely and the atoms are transferred

to the magnetic trap. After molasses, the cloud is a bit less dense (around

1× 1017m−3) but much colder (around 30 µK).

3.2.3 Magnetic Trap

Our apparatus has two different methods by which a magnetic trap

can be generated. The main magnetic coils, also used to generate the fields

for the MOT, are capable of passing up to 375 A, with current supplied by a

Lambda (now TDK-Lambda) ESS 40-375 power supply. The cloverleaf coils,

responsible for producing the proper fields for an Ioffe-Pritchard trap, can

pass up to 500 A, supplied by a Lambda ESS 30-500 supply. Currents are

switched on and off (and the paths of some currents can be altered) by the use

of several insulated-gate bipolar transistors (“IGBTs,” from Powerex, model

CH1000HA-24H for the cloverleaf coils and several of model CM600HA-24H

for the main coils) controlled by digital outputs from the realtime computer
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system, which are directed to the gates of the IGBTs.

The coils and IGBTs are water-cooled. The IGBTs are mounted on a

copper plate which contains tubing through which chilled water is flowed, with

pumps bringing the pressure at the input to around 125 psi. The high-current

magnetic ”wires” are made from 1/8” square copper tubing, through which

chilled water is forced. Interlocks ensure that the flow rate of cooling water is

sufficiently and that the output water is not too hot.

As shown in figure 3.2, the pinch and anti-bias coils are configured so

that current can pass through them in one of two ways. In the first case, the

current passes through the upper-left side of the diamond first, then through

the pinch coils and lower-right side. Here, the direction of the current through

the pinch coils on one side of the chamber opposes the current through the

coils on the other side of the chamber, just as in the MOT.

In the event that we wish to generate a quadrupole magnetic trap, we

simply increase the current through the pinch coils in their normal MOT con-

figuration. The advantages of the quadrupole trap include strong confinement

and ease of alignment; with only two coils to align, and with those coils the

identical coils that generate the magnetic fields for the MOT, misalignments

are likely worked out before the magnetic trap is attempted. The disadvan-

tage is the previously-mentioned Majorana losses (see section 2.1.4 for more

discussion).

Our other option, and the one used to produce BEC by previous stu-
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Figure 3.2: Schematic diagram of pinch and anti-bias magnetic coils, along
with wire paths and IGBTs. Each switch on the diagram represents an IGBT,
and each inductor represents a coil. “P” is shorthand for pinch, and “AB” is
shorthand for anti-bias. The primed coils are on the front side of the device,
and the unprimed coils are on the back. The cloverleaf coils are described by
a simple loop with the supply and IGBT in series, and so are not pictured.
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dents in the group, is the Ioffe-Pritchard trap configuration. Here, the current

travels through the lower-left side of the diamond in figure 3.2 first, followed

by the back side pinch coils and the front side anti-bias coils. The pinch and

anti-bias coils serve as two opposing sets of quasi-Helmholtz coils, producing

a nonzero, relatively flat field in the center of the trap. In addition, current

is passed through the cloverleaf coils in a manner designed to produce a field

that effectively rises proportionally with the square of the distance from the

center of the trap. Majorana losses are avoided, but the trapping potential

becomes much less confining.

To avoid Majorana losses in a quadrupole trap, several techniques may

be employed. In general, these techniques reduce the density at the zero-field

point and thus avoid spin flips. They include the TOP trap, in which a rapidly-

changing bias field moves the zero-field point so that the atoms constantly lag

behind it [8, 36, 11], a blue-detuned dipole beam at the center of the trap

which pushes atoms away [10], and a relatively new technique pioneered by

the Spielman group [37]. Spielman’s technique places an attractive optical

potential just below the field zero, keeping the atoms from the zero-field point.

Our experimental setup, with its high-powered dipole beams, was intended to

emulate Spielman’s method.

However, before attempting the somewhat more complicated setup re-

quired for the Spielman method, we resolved to try to produce a condensate

using the Ioffe-Pritchard coils as previous students had done [15]. The IP trap

method has the advantage of not requiring careful alignment of the dipole
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Figure 3.3: An example of what the potential might look like along the grav-
itational axis using the hybrid optical dipole/magnetic quadrupole trap as
described in [37]. The horizontal axis corresponds to downward, as in earlier
images. A Gaussian beam focused slightly below the center of the magnetic
trap provides a strong trapping force which helps to prevent atoms from sag-
ging out of the magnetic trap.
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beam, and has worked in the past under similar conditions. Starting coil cur-

rents are calculated as in 2.1.4 and optimized experimentally. After capture

parameters are optimized, the trap is compressed adiabatically by simultane-

ously ramping up the pinch and anti-bias currents while lowering the extra-bias

current. This varies the potential, described by equation 2.14 on page 32, in-

creasing the trap frequencies. After compression, we perform RF evaporation,

with the apparatus described below. Our progress toward BEC, with specific

data on the parameters of our experiment as well as data from observations of

trapped atoms, is described in chapter 4.

3.2.4 Optical Dipole Trap

We have attempted to produce an optical dipole trap by focusing the

light from the fiber laser and amplifier on the atomic cloud. Our system, in

principle, makes it possible to use a powerful Gaussian beam to trap the atoms

initially, and later change the dipole potential smoothly to one shaped by our

DMD system. The low overall efficiency of the DMD system makes initial

trapping with an unshaped beam preferable, in that we can use the deeper

trap for capture and evaporation, followed by a transfer to the shaped trap for

experimentation and measurement.

The optical dipole trap system uses a series of electronically controlled

and sequentially placed AOMs to route beams to the appropriate optics. There

are two separate beam lines, for a vertical beam and a horizontal beam, and

the horizontal path is further divided into the aforementioned shaped and
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Figure 3.4: A schematic of the beam-shaping system’s present design. AOMs
control the power in three beams: the unshaped vertical, and shaped and
unshaped horizontal. The CCD after the DMD is used to measure the input
beam and check the quality of the shaped beam. The two horizontal beams
are combined by way of a waveplate in the unshaped path and a polarizing
beam splitter cube. The current design produces an image of the DMD with
high spatial frequencies removed, reduced by 40x at the approximate position
of the atoms.

unshaped portions. A diagram of the systems appears in figure 3.4.

The AOMs used are of two types: two IntraAction AOM-402AF3 and

one IntraAction AOM-402N, but their operating characteristics are basically

identical. They have a peak frequency of 40 MHz and can accept up to 5 W

of RF power, and, with those parameters, can deflect about 85% of the input

beam to the first diffracted order. The AOMs are supplied with RF from

three IntraAction generators (1x model DE-B, 2x model ME) which can be

electronically controlled by an analog voltage provided by our LabVIEW real-
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time computer. The AOMs are arranged to ensure that the beams applied to

the atoms all have different frequencies, in order to avoid interference effects

at the atoms.

The fiber amplifier output is specified to provide up to 15 W of light

at 1064 nm, but our measurements of the output power using a thermopile

power meter suggest an actual output power at maximum of a little over 12

W. At maximum power, we observed about 4.4 W in the horizontal unshaped

beam and 3.2 W in the vertical unshaped beam, with the vertical unshaped

beam measured before it passed through its cylindrical lenses. The horizontal

unshaped beam was measured at the far end of the vacuum chamber.

The horizontal unshaped beam is designed to produce a circular Gaus-

sian beam with a waist of 50 µm. This translates to a maximum intensity of

1.12 × 109 W/m2. Using the calculations from section 2.2 using both the D1

and D2 lines, the potential depth at the center of the beam corresponds to a

temperature of 170 µK.

By comparison, based on measurements of energy conversion efficiency

made by Dr. Liang [66], the expected maximum depth of the shaped horizontal

beam is around 11 µK. This disparity in depths means one of two things: either

we must capture hot atoms in a Gaussian beam and cool them before switching

over to the shaped beam, or we must generate cold atoms in a magnetic trap

before loading into the shaped potential.

The sequential placement of the AOMs for the horizontal beams allows
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us to smoothly switch from an unshaped trap to a shaped one. The first

AOM deflects light for the shaped beam, while the undeflected light is sent

to the AOM for the unshaped beam. By gradually turning on the first AOM,

we simultaneously increase the power in the shaped beam while reducing the

power in the unshaped beam. Once the maximum power in the first AOM is

achieved, the second AOM can be smoothly turned off, reducing the power in

the unshaped beam to zero.

The vertical unshaped beam was intended to produce a trapping force

along the axis of the more powerful horizontal beam. A cylindrical telescope

changes its aspect ratio to 5:1, leading to an expected depth of 25 µK. The

extended width of the vertical beam was intended to create an effective sheet

of light, with little variation in the axis it shares with the horizontal beams.

Another important technical detail is the method by which the horizon-

tal dipole beams are introduced to the trap. The dipole beams are introduced

along the same axis as one pair of the MOT beams, in order to maximize the

numerical aperture available to the shaped beam, which allows higher sharp-

ness in the image, resulting in the ability to produce smaller features at the

atoms. To achieve this result, the final lens of the system is a diffraction-

limited triplet with an effective aperture of 40 mm with a working distance

of about 9 mm. The MOT beams, which must be roughly collimated at the

atoms, are brought to a focus behind the triplet. The shaped dipole beam,

on the other hand, is very slowly expanding when it reaches the triplet. The

dipole beam is coupled into the beam path by reflecting from a dichroic mirror
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just before the triplet. Dichroic mirrors, however, are extremely sensitive to

input angle and so the reverse order, in which the rapidly expanding MOT

beam is reflected by the dichroic, is not feasible.

A further subtlety was encountered during the setup of the unshaped

horizontal beam. The desired focus in the center of the trap was very large

compared to the diffraction-limited focus generated by the triplet. Ray optical

treatment of the problem proved to be insufficient, because the distances be-

tween the optics involved was very close to the Rayleigh length, and the simple

equations of ray optics break down when optics are placed within the Rayleigh

length of foci. Fortunately, a still reasonably-simple Gaussian treatment of the

optical system, starting from the desired focus at the atoms and working its

way back through the optics shared with the shaped beam path permitted us

to determine the appropriate characteristics of the input beam, which were de-

termined by the free-space telescope behind the polarizing beamsplitter cube

which couples the shaped and unshaped beams together (again, see figure 3.4).

3.2.5 RF Evaporation

Our RF evaporation system is fairly simple, having only four parts

independent of the rest of the experiment. Our RF signal is initially generated

at relatively low power (<1 mW) by a Rohde & Schwarz SMH generator, which

is capable of generating up to 20 mW of RF power at frequencies between 100

kHz and 2 GHz. We control the SMH by way of a GPIB connection to our

LabVIEW real-time computer, which sends commands to the SMH as strings
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of plain text. The GPIB interface is relatively slow compared to our analog and

digital controls, having a maximum rate of processing commands of around 30

Hz. Attempting to send commands more quickly to the SMH cause its output

to lag behind the commands.

The output RF from the SMH is sent to a model 25A250A amplifier

from Amplifier Research. This amplifier functions between 10 kHz and 250

MHz, and can produce gains between 20 and 52 dB, with a maximum output

of 25 W, or about 43 dBm. In our case, the gain setting used is around 41 dB.

The high-powered RF output from the 25A250A is then sent to a Wer-

latone D6500 splitter, which functions between 100 kHz and 250 MHz, with

input powers up to 100W. The splitter takes the high-power RF and splits it

into two equal-powered sources, which we then direct into the chamber via a

paired set of RF coils constructed for Dr. Changhyun Ryu’s experiment [15].

This apparatus allows us to generate and apply to the atoms any desired

RF field between about 100 kHz and 250 MHz, and with powers up to several

watts, if desired. In practice, the actual frequencies used are generally below

about 75 MHz, with the lower frequency portions corresponding to the colder,

more crucial portions of the evaporation. Each frequency and power step can

be performed in about 30 ms, making typical evaporations with hundreds of

steps during 30 s easily achievable.
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3.3 Imaging

The theory behind imaging clouds of cold atoms was described in sec-

tion 2.6. Here I will describe the actual conditions used to produce our images

and show some examples of the various types of images we regularly take.

Both fluorescence and absorption images will be examined.

As previously discussed, fluorescence images are generally easier to pro-

duce and process, but are limited by the relatively small capture angle of the

imaging system, making longer exposures necessary. The heating and addi-

tional spread caused by the bombardment by near-resonant light means that

fluorescence is best suited to measuring large, relatively warm clouds. In gen-

eral, fluorescence exposure times must be quite long to observe a significant

signal. Our fluorescence images are all 200 µs or longer. In 200 µs, and with

the intensity and detuning of the MOT beams, the atoms are expected to

absorb and re-emit around 800 photons each, resulting in average heating of

10 µK and additional motion amounting to at least 10 µm. For short times-

of-flight of large clouds with temperatures much more than 10 µK, this is not

a big effect, but it would significantly change the appearance of small and/or

cold clouds.

Examples of fluorescence images can be found in figure 2.19 on page 77.

The bright image, with the light from the atoms, is subtracted from another

image with the lasers on but the atoms absent, resulting in light at the CCD

proportional to the column density at each pixel.
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Our absorption images are used with colder, smaller clouds, and with

clouds having small numbers of atoms. The number of photons scattered by

each atom is less, and more signal can be achieved with less overall light on

the atoms, and since the absorption light is directly applied to the CCD, the

relatively small solid angle of the imaging system is not an issue. Limitations

on the technique come from the saturation intensity of the atoms, which can

result in a nonlinear response across the cloud, and the charge capacity of the

CCD. Fortunately, even CCDs with fairly high capacity per pixel can only

withstand a very short pulse of a laser at a significant fraction of saturation.

For example, we have used a probe beam containing around 500 µW of light,

expanded to a waist of around 5.6 mm to image the atoms, and the CCD is

nearly saturated after only 60 µs of exposure.

Our general practice has been to take a dark field image at the be-

ginning of the day, and sometimes additionally throughout the day. In the

dark field image, the lasers are on but generally blocked (in the condition they

would be at the time of the probe), and the probe beam is physically blocked.

Then, for each image we take, we run two identical sequences with identical

probe times, one with atoms(atom field) and one without (bright field). Mea-

surements of our probe laser signals suggest less than 1 µs variation in time

from shot to shot. The bright field, atom field, and dark field images are com-

bined as discussed in 2.6 in order to produce a map of column density at the

time of imaging. Examples of these three types of images are shown in figure

2.20 on page 79.

105



Chapter 4

Progress Toward Bose-Einstein Condensate

Here I will further describe the procedures we used to approach Bose-

Einstein condensation and give details on our results. The procedure for load-

ing and cooling the atoms up to the point of the magnetic trap is described

in sections 3.2.1 and 3.2.2. However, after that point, there are two possi-

ble routes toward Bose-Einstein condensation: we can either use the Ioffe-

Pritchard trap or we can use the quadrupole trap combined with an optical

dipole trap, as in Lin et al. [37]. I will describe our work with both methods

in detail.

In addition, I will describe our methods for optimization of our exper-

imental procedures and show data from observations we made along the way.

I will also discuss various issues we observed with the experiment, and what

we did to diagnose and solve them.

4.1 Experimental Procedure

Our procedure for trapping and cooling atoms is separated by the begin-

ning of the magnetic trap into two significant portions. Prior to the magnetic

trap, we load a MOT from the Zeeman slower, darken the MOT in order to
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increase its density, release the magnetic fields in order to subject the cool,

dense atoms to a short period of optical molasses, and finally pump the atoms

into the desired hyperfine manifold. The behavior of the apparatus during this

portion of the procedure is summarized in figure 4.1 and in the sections 3.2.1

and 3.2.2.

From there, we have two viable routes (see figures 4.2 and 4.3) toward

Bose-Einstein condensation. The first route uses the Ioffe-Pritchard magnetic

trap. The second route uses a combination of a quadrupole magnetic trap and

an optical dipole trap, similar to the method used by Lin et al. [37].

4.2 MOT Characteristics

Our MOT cloud, after 25 seconds of loading, generally holds about

2.5× 109 atoms in a cloud which, when fitted to a Gaussian distribution, has

a e−1/2 width of about 1.9 mm. We generally use fluorescence imaging on

the MOT for simplicity; the beams used for fluorescence imaging are identical

to the MOT beams. In situ imaging is incredibly easy, because the atoms

are strongly repumped and we need only open and close the CCD shutter

to take an image. Time-of-flight images require us only to turn the beams

off for a short time and flash them back on for the imaging time. The large

number, relatively high temperature, and bright state of the atoms all facilitate

fluorescence imaging. In contrast, absorption imaging of MOT clouds requires

extremely high detunings (15 MHz or more) in order to avoid completely

blacking out the center of the probe beam.
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Figure 4.1: A diagram of various experimental parameters in the time leading
up to the magnetic trap. The experiment goes through four distinct stages,
first loading a MOT, then allowing it to reach higher density by reducing the
scattering rate. Next, the atoms are allowed to expand against optical molasses
for a short time, before finally being pumped into the F = 1 magnetic state.
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Figure 4.4: A fluorescence image of the MOT after 8 ms time-of-flight. The
total time of illumination was 200 ms. This image is part of a series which
measured the temperature of the atoms as 167 µK.

An example of an image of the MOT is shown in figure 4.4. Time-

of-flight series were observed, and we measured a temperature of about 170

µK, slightly hotter than the Doppler temperature, and about what we expect

in a bright MOT. From our measurements, we calculated a peak density in

the MOT of about 2.5 × 1010cm−3. In order to reach higher densities, it is

necessary to reduce the reradiation pressure.

The MOT cloud is, generally speaking, constantly loaded whenever the

Zeeman slower is active. We load for 25 seconds because our data suggests that

larger MOTs do not couple any better into the magnetic trap. So, although

the maximum number of atoms that can be trapped in our MOT with the

current laser parameters is much larger, around 1010 after 120 seconds, the
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population in the magnetic trap is about the same for a 25 second load as a

45 second load.

The loss rate from the MOT is primarily due to collisions with room-

temperature background gas, as the damping and restoring forces of the MOT

beams are large compared to the atoms’ energies, and the density is low enough

that the three-body collision rate is negligible by comparison. The trap life-

time is measured by blocking the Zeeman slower laser and atomic beam, and

measuring the decay of the photodiode signal, starting from a large MOT.

Starting from a small MOT is inadvisable due to the presence of background

Rb gas, which, even in the absence of the slower, will load a small cell MOT

of up to a few 107 atoms. The lifetime is inversely proportional to background

pressure, such that Pτ ∼ 3×10−9[Torr · s]. We observed lifetimes of up to 167

seconds in the MOT with our best vacuum conditions, which corresponded to

a readout of about 3×10−11 torr (though this number is near the very bottom

of the sensitivity range for our ion gauge, so it should be taken with a grain

of salt).

4.3 Temporal Dark MOT Characteristics

Our temporal dark MOT (tdMOT) strongly reduces the number of

photons scattered by the atomic cloud while maintaining a weakened but still

functional trap. As discussed in the previous chapter, reradiation heating

limits the density achievable in a bright MOT. We have in fact observed the

effects of failing to reduce the radiation rate enough, which resulted in a “wall,”
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preventing us from reaching densities higher than about 2.5 × 1010 cm−3 as

long as the atomic cloud was strongly repumped.

This hard limit on density remained in place despite all other changes

we attempted, and was a serious obstacle for some time. Early measurements

suggesting that the repumper power had no significant effect on the atom num-

ber led us to fail to realize the significant limitation on density. Our original

measurements of the tdMOT were confounded by effects from mechanical res-

onances in the laser detuning system as well as extremely small atom number

caused by a mistake in the setup of the Zeeman slower, which had the effects

of increasing the noise of our measurements as well as reducing the beneficial

effects of the tdMOT. Early in the process, we were observing densities in the

tdMOT only a factor of two denser than the bright MOT.

Once we fixed the problems with the laser detuning and the slower,

we spent some time trying to fix problems in the magnetic trap and imaging

before we realized the additional problem in the tdMOT. Examination of other

groups’ work in tdMOTs suggested our weakening of the repumper by only a

factor of two was insufficient. We further unbalanced the two beams, reducing

the weaker beam to around 500 µW, and observed a significant increase in

density. With a weakened repumper, we soon saw densities over 2× 1011 cm11

and temperatures below 80 µK.

Unlike many of the other steps in our procedure, we were unable to

look to earlier successful work within the group on detuned tdMOTs. The

group’s most recent successful BEC procedure, very similar to that detailed in
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Dr. Changhyun Ryu’s dissertation [15] relied on blocking the central portion

of two repumper beams to create a small volume without repumping light,

which would normally be filled by the plug beam. Simply transferring those

parameters to our tdMOT did not result in the best results. We explored

four general areas in parameter space, guided by earlier work in the group and

published works by other groups and found a general set of parameters which

seemed to produce reasonable results.

We further examined the parameter space nearby in detuning, beam

power, and magnetic coil current. Our examination led us to adopt the pa-

rameters described in the previous chapter. For the tdMOT, we maximized

number density primarily, with overall atom number a secondary concern.

Plots of some of the data we took can be seen in figure 4.6.

4.4 Molasses Characteristics

After optimizing our tdMOT parameters, we performed a similar search

in parameter space for our molasses procedure. Fortunately, the parameters

used in the group’s earlier work were still applicable. Starting from that initial

point, we varied the molasses time and detuning and observed the variation

in density and temperature. However, in this case, rather than looking at the

condition of the atoms just after the end of the molasses, we eventually ad-

justed the molasses parameters to load the most atoms into the Ioffe-Pritchard

trap.
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Figure 4.5: A CCD image of our temporal dark MOT, taken after 11 ms time-
of-flight. Again, a 200 µs fluorescence exposure was used. This image is part
of a series which measured the temperature as 73 µK.
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Figure 4.6: A plot of the measured peak density of the tdMOT cloud as
the laser detuning and pinch voltage were varied. Contrary to expectations,
we found the peak density slightly improving with decreased magnetic field.
Increasing the laser detuning also increased peak density, to a point. Larger
detunings than 55 MHz produced lower peak densities.
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Figure 4.7: A CCD image of our atomic cloud after optical molasses. This
picture was taken after 11 ms time-of-flight, with a 200 µs exposure. This
image is part of a series taken just after the series mentioned in the caption to
figure 4.5 and the series fit to a temperature of 32 µK.
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Figure 4.8: A plot of some of the data we took, varying the parameters of
the molasses and observing temperature and peak density. We observed that
longer molasses times did not especially reduce the temperature, but had a
significant effect on peak density. Larger detunings slightly decreased the
temperature, but a larger factor was lost in density.

118



4.5 Quadrupole Magnetic Trapping and Attempted Op-
tical Dipole Trapping

When we had initially gotten the tdMOT and molasses generally work-

ing, we first attempted to observe the capture of atoms by an unshaped optical

dipole trap. We applied the unshaped beam powers described in section 3.2.4

to our atomic clouds in an attempt to observe trapped atoms. However, despite

our efforts, we were unable to see any evidence of optical dipole trapping.

We tried in several ways to find an optical dipole trap signal. Extensive

two-dimensional sweeps of the final lens position yielded no hints of optically

trapped atoms. We attempted to load atoms into the trap from the MOT, td-

MOT, and after molasses. Careful alignment and examination of the focusing

optics on a separate table suggested that our focused beam could be as small

as 15 µm, suggesting a fairly deep trap, and the position of the focus was very

close to our expectations.

We calculated the positions of the beam foci and associated optics by

a Gaussian beam approximation, rather than simple ray optics and thin lens

approximations. This calculation appeared to be highly relevant, as the beam

characteristics needed to produce a 50 µm focus in the chamber put some of

the lenses very near the Rayleigh length for the beam. In other words, our

examination of the desired beam parameters showed us that the ray optics

approximations were not reasonable in our case.

In addition, we tried a technique that had produced positive results in

an earlier experiment by the group [72]. This earlier experiment had difficulty
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loading atoms into the dipole trap because of its weak depth and its effect

on the spacing between the ground and excited states. Atoms in the optical

dipole trap failed to experience cooling because of the AC Stark shift of the

excited state, which reduced the scattering rate in the dipole trap, eliminating

the cooling effect of the MOT lasers there. This shift, on order of 20 MHz,

calculated from figures given in [73] in our case, might have been preventing

atoms from being loaded into the optical dipole trap.

In order to both cool and optically trap, it is necessary to rapidly cycle

the MOT beams and dipole trapping beams. Each set of beams must be turned

off when the other is on. We applied a 100 kHz square wave and its inverted

counterpart to the AOMs controlling the dipole beam power and the AOM

controlling the MOT beam power. However, even this method failed to show

any noticeable dependence on the optical dipole beams. Images of the trapping

area showed no localized signs of atoms, and integration of the amount of light

collected found no statistical differences between instances with and without

the dipole trapping beams.

Later on, we tried loading atoms into the quadrupole trap without

the optical dipole trapping beams with some limited success, but the simple

fact that compression and evaporation in the quadrupole trap without the

optical dipole trap would not likely lead to a condensate led us to change our

method and adopt the Ioffe-Pritchard trap in order to see if we could cool

a cloud to condensation or nearly to condensation using methods which had

been successful in the group before [15].
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4.6 Ioffe-Pritchard Magnetic Trapping

We saw attempting to load, compress, and evaporate atoms in the

Ioffe-Pritchard as a good first step toward determining whether our system

was optimized enough to produce BECs in general. The IP trap was used

successfully in the past with a very similar experimental configuration, so we

knew that producing a BEC would be possible if the product of our tdMOT

and molasses was sufficiently cool and dense. In addition, using the IP trap

would mean that we might be able to make use of the previous experimental

parameters, at least as a guide to operation.

With that in mind, we began looking at Dr. Changhyun Ryu’s ex-

perimental procedures and attempted to adapt them to our conditions. For

example, the clouds of Rb we were producing after optical molasses were a

bit colder and somewhat smaller than previously produced. We adapted the

radial curvature of our initial trap to accomodate the different characteristics.

Results of loading into the IP trap were mixed. Initial loading showed

reasonable success, with approximately one third of the atoms in the tdMOT

making their way into the magnetic trap. However, the phase space density

of the cloud suffered significantly greater loss, with the density of the cloud

suffering a loss of a factor of about ten and the temperature increasing by a

factor of about four.

Our attempts to mitigate these losses in phase space density were not

especially successful. We varied our loading currents in all three coils over
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Figure 4.9: An image of atoms after being captured in our Ioffe-Pritchard
trap. This image is taken after 6 ms time-of-flight. The large size compared
to our tdMOT and molasses images is due to its higher temperature. This is
an absorption image, taken with about 6 MHz detuning in the probe beam.
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Stage Temp (µK) Density (cm−3)
MOT 170 2.5× 1010

tdMOT 73 5× 1010

Molasses 32 4× 1010

IP Trap (load) 72 3× 109

IP Trap (comp) 470 2× 1010

Evap 23 9× 1010

Table 4.1: A table of experimentally observed temperatures and densities at
various stages in the production of BEC.

fairly large ranges but were unable to find any significantly better results.

The loss of phase space density going into the magnetic trap, in turn, limited

the maximum density achievable through compression of the magnetic trap.

At our maximum achievable densities, we attempted RF evaporation on the

atoms, but observed only moderate reduction in temperature, down to about

the temperature of the molasses, a far cry from condensation. A table of the

temperature and density values as we worked toward BEC appears in table

4.1.

In addition to and concurrent with this limitation, several other issues

appeared which further confounded progress, to be discussed below.

4.6.1 Strange Behavior and Final Results

We observed four distinct behaviors of the trapped atoms which are as

yet unexplained. There are several possible explanations for them, but as of

this time, these problems remain unsolved. Two of the behaviors affected the

initial capture of the atoms, and two appeared during compression. Here I
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will detail these behaviors and provide our data on them. I will additionally

suggest several possible reasons for them, with the intention of narrowing the

field for future efforts on our apparatus.

The first behavior we observed was an intermittent effect which resulted

in a non-ellipsoidal cloud in the magnetic trap. Visible only on certain runs, we

observed strangely-shaped clouds which seemed to have a sharp cutoff along a

diagonal line in the imaging plane. This behavior was observed occasionally,

and did not appear to be connected to the experimental parameters. Our first

instinct was that the strange behavior was due to insufficient holding time for

the atoms to equilibrate to the magnetic trap, but even with a five second hold

time, we still occasionally saw this behavior.

At the same time, we observed another related behavior. Normally, if

the issue was merely a mismatch in trap positions, one would expect to observe

oscillations in position as the trapped atoms rethermalized and moved their

center of mass. However, the behavior we observed was quite different. Rather

than seeing oscillations on the time scale of the magnetic trap frequency, on

order of a second or less, we observed a very slow, seemingly strongly damped

transition between the initial position of the atoms and their final position.

The total move under normal circumstances would take around five seconds–

more on occasion. This is hard to explain in a conservative magnetic trap.

Nonetheless, there is at least one problem we can point to which might have

caused this behavior.

The possibility occurred to us that there might be an issue with the
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connectivity between the coils generating the IP trap. We examined the coils

and connections and could find no persistent shorts or incorrect connections,

both with and without current flowing through the coils. We additionally

checked the coils for current flow with a gaussmeter and found no deviations

from expectations. However, the possibility of an intermittent short to ground

still exists. Such an intermittent short might only persist for a short time, or

might only appear probabilistically, which would make detection more difficult.

On the other hand, it seems unlikely that this problem would be difficult to

detect if its time constant were on the order of five seconds, as suggested by

the slow drift of the cloud.

A third and fourth behavior appeared during our attempts at compres-

sion. The third issue is also suggestive of a probabilistic short to ground: We

observed readings on the current meter of our supply for the IP coils which

exceeded the maximum current limit for that device. Similar behavior has

been observed in the past when the output, which is supposed to float, was

shorted to ground near one of the coils. However, our investigation of this

phenomenon is still preliminary, and although this would seem to be another

point in favor of our explanation for our two loading issues, a few observations

point in the opposite direction.

First, when the overcurrents were observed, they generally began at

the start of and persisted throughout the compression. If the overcurrent was

caused by a short to ground, we would expect perhaps a shift in the trap

location and quality, but the trap would remain undamped. Moreover, the
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current readings during initial capture and hold acted as expected. If the short

only appeared during compressions, the link between the different behaviors is

questionable, as the two initial behaviors appeared even without compression.

If, on the other hand, the shorts were still occurring without compression, it

is unclear why the overcurrent reading would not also occur, as it had in the

past.

The fourth behavior we observed was an inability to produce an unsta-

ble IP trap. As discussed in section 2.1.4, the pinch and anti-bias coils leave a

small field at the center of the trap, in order to avoid having any field zeroes

in the area of the trap. The extra-bias coils produce an additional bias in

the same direction as the pinch coils, which should flip the bias at reasonable

currents, and allow us to achieve arbitrarily low bias fields, as well as unstable

IP traps with two field zeroes. However, our variation of the final extra-bias

current allowed us to bring it all the way to zero without observing any clear

evidence of a double-welled unstable trap (see figure 2.9). This behavior might

be explained by a persistent short, but not an intermittent one. However, this

behavior seems as though it would be difficult to ascribe to shorted coils, as

missing coil currents seem more likely to increase the chance of an unstable

trap, rather than decrease it.

We examined the placement of the coil holders and observed a slight

deviation from flatness relative to the vacuum chamber. This might explain

the persistent non-zero field in the center of the trap, as two misaligned coils

could generate significant fields perpendicular to the coil axis at the center.
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Our attempt to reorient the coils reduced the deviation but we did not have

the time to eliminate it completely. Reorienting the coils also relies on the

assumption that the Bakelite around the coils exactly corresponds to the coil

geometry, which may also be untrue.

The adjustment that we did manage to make did not have a propor-

tional effect on the effective bias field. We attempted to measure the effective

bias field by scanning the RF evaporation frequency. As we lowered the final

frequency, we observed fewer and fewer atoms in the trap, until none remained.

The frequency at which the atoms vanish from the trap is connected to the

bias field by the anomalous Zeeman effect (see equation 2.11). Our final re-

sults suggested a bias field of 19 Gauss before the adjustment and 13 Gauss

after the adjustment. An important point to note is that these fields are also

larger than the fields necessary to preclude dipole relaxation collisions in the

magnetic trap, as discussed in 2.1.4. This may explain why loss rates during

evaporation were so high. However, at this point, it was necessary to shift from

experimental work to the production of this and other related documents.

127



Chapter 5

Outlook

Our final results, falling short of Bose-Einstein condensation, leave us

with several suggestions for advancing the experiment as well as several pro-

posals for novel experiments which could be performed, should a condensate

be generated. If the apparatus is able to produce a Bose-Einstein conden-

sate, then there are a few fairly simple experiments which could produce very

interesting results. I will briefly summarize them here.

First, I propose a simple experiment to check the homogeneity of the

shaped trap. Very basic theory of BECs in traps suggests that certain char-

acteristics of the trap are dependent on the shape of the trap. Testing these

dependencies would provide concrete evidence of the shape of the trap, and

could potentially be used to improve the homogeneity of the trap by using the

cold atoms themselves as bellwethers.

A slightly more difficult experiment would enable us to explore the

quantum critical regime between the normal fluid and superfluid phases in

three dimensions. A slight change in the shape of the potential would allow us

to effectively zoom in on this critical region and make highly precise measure-

ments of the characteristics of the gas in this regime. Similar modifications
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could permit the study of transport properties or dynamic characteristics of

the ultracold gas. Our shaping system might additionally allow us to intro-

duce controlled noise at specific spatial frequencies, by which we might study

the effects of disorder in a controlled environment.

Further along the path of increasing complexity, the addition of retrore-

flecting paths and additional axes might allow us to generate an extremely

homogeneous lattice. This has some very basic applications in examining the

onset of the Mott insulating state at commensurate filling, and the effects of

disorder on the production of a glass versus a true insulator are areas that

could use experimental study.

This chapter contains several methods which are, in my estimation, the

best options to reach BEC. I consider the specific issues we have experienced

and the most likely causes. Following that, I will describe several plans for

useful experiments that can be performed with this apparatus once BEC is

achieved.

5.1 Reaching Condensation

The Ioffe-Pritchard trap method stalled because of issues which seem as

though they might stem from problems with the connections and orientations

of the coils themselves. Unfortunately, the remedies for these problems are

time- and labor-intensive, but they are not particularly complicated. Removal

of the coil assemblies from the chamber and examination for any signs of

shorts is a reasonable first step. Measurement of the fields generated by the
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coils might provide some additional insight. It might, for instance, be possible

to measure how much additional bias field occurs when the coils are misaligned

by some amount. Once all possible shorts have been addressed, reinstallation

with special care taken to align the coils to the chamber would result in a

smaller perpendicular bias field, if the perpendicular bias field is in fact an

issue.

Testing the high-current supplies at load may also be useful as a di-

agnostic. If the issue of overcurrent readings on the supply are not due to a

short, it follows that the problem stems from the control circuitry. Reexami-

nation and testing of the control circuits and the analog signals produced by

the LabVIEW realtime machine may expose additional problems.

If the strange behaviors we observed stem from one or more of the

possible problems I discussed in the previous chapter, the above procedures

will fix the IP trap and evaporation. With those problems solved, it may

in fact be possible to achieve densities high enough in the magnetic trap to

achieve runaway RF evaporation. The minimum temperatures observed in our

system were on the order of 10 µK, so about two more orders of magnitude in

temperature are required for condensation.

In the event that the issues with the IP trap are not easily solved, there

is another possible direction toward BEC. Implementation of the rapid BEC

procedures from [37] may be able to proceed to condensation regardless. The

strong bias field which is an issue in the IP trap should not be as problematic in

the quadrupole/optical dipole hybrid trap. The absence of currents in all but
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the pinch coils, and the simple quasi-anti-Helmholtz field configuration may

be less sensitive to small misalignments. In addition, the use of the optical

dipole trap for evaporation may avoid the issues with high density atoms at

significant bias fields, namely losses due to dipole relaxation collisions.

5.2 Experiments With a Condensate

The remainder of this chapter will contain proposals for several ex-

periments making use of our system combining ultracold atoms and shaped

potentials. In order of increasing complexity, I will describe some basic tests

to measure the homogeneity of the potential, including the additional devices

and techniques necessary for thorough measurement. Then I will discuss our

proposal to study the quantum critical regime between the normal and super-

fluid phases of the ultracold boson gas. Finally, I will discuss the extension of

this system to produce optical lattices and describe some experiments which

may be interesting in the Bose-Hubbard model.

5.2.1 Shaped Trap Homogeneity Tests

Tests outside of the vacuum chamber have produced laser intensity pro-

files with uniformity much better than 1%, once variations due to the camera

are removed with a digital low-pass filter [66]. The best results have shown

RMS nonuniformity of approximately 0.2%. The uniformity as a function of

the number of optical elements between the DMD and the imaging plane has

also been examined experimentally, with the results showing that the increase
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of nonuniformity due to irregularities in the optics is likely to be acceptably

small [66]. Therefore, it should be possible to transfer this uniformity into

the chamber and apply it to ultracold atoms, even with retroreflection to pro-

duce a lattice, but the proof that this method works must come from actual

measurements of the atomic cloud.

The simplest test to perform will be to observe the density profile of the

atomic cloud in situ, along the same axis as the shaped beam. For this purpose,

we have an additional element in our optical system to allow imaging along the

same axis as the horizontal shaped beam. The mirror which normally directs

the MOT beam into the chamber is mounted on a Thorlabs MFF001 motorized

flipper mount. During the magnetic/optical dipole trapping, period, we trigger

the flipper and move the mirror out of the way. Then, a probe illumination

along the rear MOT beam path allows us to perform absorption imaging along

the same axis as the optical dipole beam, even with the OD beam still on. The

vertical unshaped beam, under these conditions, should only result in smooth,

calculable numerical factors affecting column density when viewed along this

axis.

In this situation, we expect in situ imaging of the atoms to be vital.

Whereas the evolution of a parabolic BEC in free fall is well-understood [51],

we suspect the free-fall evolution of the shaped trap to be significantly more

complex. The sharply-sloped change in density at the edges suggests that

most of the action will occur there, possibly including interference effects.

The Thomas-Fermi approximation of the density profile produces a curve with
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Figure 5.1: A diagram of the optics which enable us to use the same beam
path for a pair of MOT beams, a dipole beam, and a probe beam. A set of
optics rests on a small breadboard located as close as possible to the vacuum
chamber. Included are the optics to enlarge and collimate a MOT beam, the
final lens of the second dipole beam telescope, a flipper mirror which moves
out of the way after optical molasses, in order to allow a probe beam to pass,
and a dichroic mirror which combines the near-resonant MOT beam and the
far-detuned dipole beam.
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discontinuities in the spatial derivative at the edges. Clearly, this nonphysical

result means that the actual behavior will be determined by the missing kinetic

energy term. Calculations of the relative energies of the terms of the Gross-

Pitaevskii equation for a Thomas-Fermi density profile which half-fills the

potential suggests that the kinetic energy contribution is considerably less

than the potential energy or interaction energy. But the elimination of the

confining potential will result in the rapid conversion of interaction energy

into kinetic energy.

Addition of another DMD system to the vertical beam path would allow

us to generate a true three-dimensional trap with a relatively flat bottom. In

this case, it will be interesting to observe the variation in the critical temper-

ature of the BEC transition while varying the volume of the box. In Bagnato

et al. [48], the critical temperature, condensate fraction, heat capacity, and

discontinuity in the heat capacity are calculated for various trap shapes. In

the 3D box, the critical temperature varies as V −2/3 and the condensate frac-

tion as 1 − (T/TC)3/2. By adjusting the size of the trap, loading parameters,

and evaporation, it will be possible to measure the variation in the conden-

sate fraction and critical temperature and match the behavior to predicted

behavior in power-law traps.

Work done by Prof. Zoran Hadzibabic’s group has used blue-detuned

beams to produce a repulsive box in which ultracold atoms could be stored

[52]. Their work showed variation in the critical temperature which agreed

with theoretical predictions. Their system showed behavior corresponding to
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a trap with the dependence Vext(r) ∝ r13±2. By comparison, our 8th-order

super-Lorentzian may only show behavior corresponding to r8.

Our approach, using attractive potentials rather than repulsive ones,

has limitations compared to that of Prof. Hadzibabic. For instance, our flatness

will depend more strongly on the accuracy of our shaping, as the area with

the highest density of atoms will occur where the laser intensity is highest.

In the center of the trap, where deviations from flatness should have a strong

effect on the local density, it will be useful to examine images of the density

profile for nonuniformity and adjust the pattern on the DMD to counter the

irregularities. The initial plan is to cross an unshaped vertical beam, focused

to a Gaussian 100 µm wide and 20 µm deep, with the 50 µm shaped beam and

observe the density profile of atoms trapped in the crossed area. It may be

possible to improve the flatness compared to the profiles produced by imaging

the beam on a CCD.

On the other hand, our attractive potential approach may allow us to

more easily load atoms into more complicated potentials, as a repulsive system

needs shaped beams as well as the repulsive box. The spatial characteristics

of the noise could also have an effect. For example, if the noise is proportional

to the local intensity, the repulsive method, with lower intensities where the

atoms are, would perform better. However, if the noise is proportional to the

overall beam power, blue-detuned systems would observe large relative noise

at precisely the points where the atoms are most likely to be.
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5.2.2 “Beach” Potential

The next series of experiments we would be likely to perform involve

studying the quantum critical behavior of a cloud of cold 87Rb atoms as they

approach and cross the critical point. By producing a beam with an intensity

that varies linearly over a wide range, we would generate a trap which would

mostly cancel out the effect of gravity. By carefully choosing the number of

atoms to load into the trap, most likely by controlling the evaporation depth,

we could produce a sample which is uniform in two dimensions and slowly

increases in density toward one end of the trap.

Cheng Chin’s group has studied the quantum critical regime in effec-

tively 2D Bose gases by producing a wide, flat condensate and observing the

density profile at the edge of the condensate [74]. Their observations matched

the predictions of Prokof’ev and Svistunov[75], who used Monte Carlo methods

to determine the scaling in the region around the phase transition. Prokof’ev,

Ruebenacker, and Svistunov produced another set of calculations relating to

the behavior of a weakly-interacting 3D Bose gas in 2004 [76]. The experi-

ment I propose here is designed to measure the behavior of a 3D Bose gas as

it transitions from a normal fluid to a superfluid.

Dr. Liang’s work on the beam shaping system has shown that linearly-

ramped intensity profiles can be produced by the DMD system [66]. A linear

ramp with similar edge conditions to our super-Lorentzian can be defined by:

I(x) =
A0(x/x0 − d0)

1 + | x
x0
|9

(5.1)

136



Figure 5.2: A plot of the linear ramp function and a Gaussian. This plot uses
the parameters A0 = 0.2 and d0 = x0/1.5, but a variety of parameters are
acceptable. The criterion for acceptability is whether the reflectance function
remains less than unity. Moreover, the spatial frequency width of the function
must remain similar, or we risk losing information-bearing spatial frequencies
at the pinhole filter.

which, for appropriate values of A0 and d0, produces intensity profiles which

have a long range of linear ramp and require a reflectance (corrected for overall

reflectivity) of less than unity throughout.

To clearly see the effects of the varying potential, we must have a

flat profile in the other two dimensions. This can be achieved by using a

shaped vertical beam as well. This will produce a system in which the effective

chemical potential varies linearly as a function of the vertical position. The

goal is to generate a linear ramp as close to that of gravity as possible, in order
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to produce the widest possible area over which the atoms change from normal

to superfluid. The Monte Carlo simulation by Prokof’ev et al. [76] suggests

that the gradient of the density will change at the critical point.

The necessary intensity gradient to completely compensate for gravity

can be easily calculated:

Mg =
∂I

∂z
× Re(α)

2ε0c
(5.2)

such that we find an intensity gradient of 6.72×1011 W/m3 is necessary for our

laser parameters. Using the parameters Dr. Liang used for his flattops, and

applying our equation for linear ramps, taking care to obey the same limits

on reflectivity, we conservatively estimate a gradient of 3 × 1011 W/m3 to be

achievable. In fact, larger gradients may be possible by pushing the maximum

of the reflectance function closer to unity. The above result has a reflectance

maximum of about 0.61. Parameters limiting the reflectance function at about

0.82 resulted in a gradient of 7.25× 1011 W/m3, more than enough to counter

gravity.

Generating the appropriate potential and loading the appropriate num-

ber of atoms into the system would produce a system which smoothly varied

from normal fluid to superfluid over a space of up to 40 µm. The optical sys-

tem is capable of resolutions approaching 3 µm, and varying the position of

the knee in the density gradient by adjusting the number of atoms loaded into

the trap would allow us to resolve around 30 different points in the critical

region.
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Figure 5.3: A diagram of the linear-ramp potential and an example of what
the density might look like. From the Thomas-Fermi approximation, we ex-
pect the density of the condensate to vary linearly, and a simplified statistical
mechanical look at the non-condensed portion suggests its density will fall
exponentially when the potential increases linearly.
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5.2.3 Homogeneous Optical Lattice

One further experiment which our apparatus should be able to per-

form is the generation of a homogeneous optical lattice. By retro-reflecting a

flattop beam back onto the atoms, we can produce a lattice with extremely

small variation in the site-to-site intensity. Looking back at the Bose-Hubbard

Hamiltonian,

ĤBH = −J
∑
〈i,j〉

â†iâj + (U/2)
∑
i

n̂i(n̂i − 1) +
∑
i

(εi − µ)n̂i (5.3)

we note that the homogeneous optical lattice is akin to having each εi identical

within the noise floor of the flattop.

This has utility because it enables us to construct experiments which

precisely replicate very small areas on the phase diagram. Typical experiments

in the Bose-Hubbard model have used lasers with a harmonic variation in

overall intensity near the top of the intensity profile (Gaussian beams, for

example). This variation in the local energy has the effect of varying the

effective chemical potential as a function of space, which creates a distinctive

layered structure, in which thick spherical shells of varying Mott occupation are

separated by thin shells of sites with superfluid-like behavior. This behavior

was explored and the individual Mott shells were imaged [56].

The problem with this approach is that it has very little ability to

carefully examine the critical behavior of the system. Although it is possible

to produce large volume Mott insulators, the number of sites at the transition

is always small, and, in general, it is necessary to look through large regions
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which may locally be deep within the Mott insulator or superfluid phase at

the same time. The perspective is that of examining the points along a curve

in phase space (see figure 5.4).

In contrast, the ability to eliminate the large-scale variation in the

local chemical potential and minimize the small-scale variation will allow us

to produce systems which very nearly approximate a point in phase space.

Depending on the sharpness of the edge, the number of sites at parameters

different from the bulk can be quite small. For example, if we produce a flattop

50 µm across with edges approximately 3 µm on each side, we expect 97 sites

in the flattop and 12 sites on the edges, looking at a cross-section of the trap.

Therefore, about 90% of our signal should correspond to that of a uniform

Bose-Hubbard Hamiltonian. By contrast, in the wedding-cake structure, a

much larger fraction of the atoms corresponds to points deep within the Mott

insulator regime, and all transition regions are surrounded by non-transition

regions. By focusing on a single point in the phase diagram, we may be able to

better observe the phase transition, and compare it to theoretical calculations

[57].

As we approach the Mott insulator phase, we can measure the column

density and the size of the density variations. If we are able to produce some-

thing like a Mott insulator, we should see the size of the variations shrink as

we approach the transition, and then vanish. It is possible this can be done

by gradually increasing the power in the optical lattice, until the J/U ratio

corresponds to a point within the Mott lobe. In the event that noise in the
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potential is significant or the transition is not adiabatic, the system might

more closely resemble a Bose glass.

A concern with this proposal is what degree of flatness is necessary

to produce a system which precisely mimics the homogeneous Bose-Hubbard

model. Deep in the Mott insulator regime, it can be argued that the relevant

energy scale is U , on order of 10−30J, as that is the energy needed for it to be

energetically advantageous for an atom to hop to an adjacent site. Conversely,

in the superfluid regime, it seems reasonable that site-to-site variations on the

order of J , around 10−31 J, should be enough to affect the system’s behavior.

Near the transition, we note U is approximately 4 × 1031 J and J is close to

10−32J. Based on our understanding of our dipole force beams, we note a depth

of our shaped trap around 3× 10−28 J, so an error of 1% should correspond to

about 3× 10−30 J.

It may be possible to further reduce the energy scale of the nonunifor-

mity by lowering the beam intensity after BEC is achieved, but we note this

error will still probably be significantly larger than J near the transition, but

close to U . Our system may be a little shy of an effectively disorder-free sys-

tem near the phase transition, but it will be necessary to examine the system

in order to confirm this. Conversely, our system should be able to controllably

introduce disorder at specific spatial frequencies to examine the behavior of

the disordered system as we vary the parameters. By examining the system

as we increase the disorder and push it further into a Bose glass state, we may

be able to find experimentally measurable differences between the two phases.
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Figure 5.4: A phase diagram of the Bose-Hubbard Hamiltonian with curves
describing the effective conditions of experiments. The green curve describes
the set of points in phase space sampled by Campbell’s experiment [56] with
Gaussian intensity profiles for its lattice beams. U , J , and µeff ≡ µ − εi)
all change as a function of the local light intensity. In contrast, our flattop
beams create a significant area corresponding to a localized point (the blue
circle) in phase space, which can be moved (arrow and other blue circle) by
adjusting the power in the beams. The edges of our trap sit in an area below
and to the right of the circle, forming a tail with a shape similar to the green
curve. Important to note is that the move from point to point is not a simple
horizontal line, but also follows the relations defining U , J and εi as the laser
intensity is varied.
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In addition, theoretical studies of the disordered Bose-Hubbard Hamil-

tonian have suggested that the presence of generic, bounded disorder precludes

the possibility of a direct transition from superfluid to Mott insulator, requiring

the system to first pass through a Bose glass state [77]. The best experimen-

tal data we have shows a raw RMS noise of 1.4% after retro-reflection, but a

significant portion of this noise may have been added by the camera. Digital

low-pass filtered data for this profile is not available, but estimates based on

the filtered data for intermediate planes suggests the real noise may be around

1% RMS [66]. In addition to producing a relatively flat beam, we can produce

larger levels of disorder as well as control the spatial frequency spectrum of

the disorder. These techniques have the potential to very precisely study the

behavior of the disordered Bose-Hubbard model and better understand the

effects of disorder on finite-size samples.
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Chapter 6

Conclusion

I have brought this apparatus most of the way to the performance of

several extremely interesting experiments. Although the progress in the Ioffe-

Pritchard trap was slow, the alternative method, using the quadrupole trap

and optical dipole trap, is still relatively fresh ground. There appear to be no

fundamental reasons why the production of a condensate with this apparatus

is very far off.

The combination of ultracold atoms with state-of-the-art beam shaping

has a number of merits. The production of arbitrary potentials has a variety

of merits, from the examination of the quantum critical regime in the Bose

gas or the Bose-Hubbard model, to an understanding of the effects of disorder

on these systems, to the emulation of solid-state systems, to fermion cooling,

to the study of dynamics, and other possibilities.

The operation of these experiments will give us a better idea of its fun-

damental limitations and constraints. Right now, the best evidence suggests

we will be able to produce potentials which have around 1% error, compared

to the desired potential, and, depending on the application, we may be able

to use experimental data to provide feedback to reduce this error, or we may
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be able to move this error to specific areas in the system, so as to manage it

more easily.

Recent developments in atomic physics have also provided some future

possibilities. The production of the quantum gas microscope [78], with single-

site resolution, may push the limitations of our beam shaper even further.

Single-site resolution with arbitrary, time-varied potentials in a lattice model

may have applications to boson sampling and quantum computation.

Future improvements to hardware may further improve the resolution

and time-response of the system, making even more detailed exploration of

these fields possible. The noise floor of the system, based on calculations of

the contribution of a single pixel, suggests that larger arrays may be able to

further drive down the noise. For future students attempting to make use of

these techniques, I hope the method, theory, and technique here proves useful.
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Appendix A

Appendix A: MOPA Construction

Our master oscillator, power amplifier (MOPA) laser system was de-

signed and built in-house, mostly from commercially available parts. A signif-

icant amount of revision was made from initial requirements, so the specific

problems and issues we dealt with will be detailed here.

The MOPA laser was built to fulfill our need for a high-powered, tunable

laser system to provide the light for our MOT, slower, etc. The same laser,

with its frequency in the range of the F = 2 ground state optical transitions

in 87Rb, and with ample power available, was also used as our Zeeman slower,

probe, and depopulator laser beams.

A.1 Support Electronics

Several devices, both built in-house and commercial, provide the nec-

essary currents and voltages to run the MOPA laser system. The MO and the

TA each have separate current and temperature controllers, and the MO has

an additional supply providing a voltage to a piezo stack.

Each semiconductor is independently held at a specific temperature

by a temperature servo consisting of a Wavelength Electronics RHM5K-CH

148



temperature controller and a thermistor placed in close proximity to the semi-

conductor. The controller stabilizes the resistance of the thermistor, modeled

by

T−1[K] = a+ b(lnR) + c(lnR)3 (A.1)

by adjusting the current through a thermo-electric cooling element. The pa-

rameters a,b, and c are particular to a given thermistor. In our case, both

chips are held near 17.6 �, and the stability of the thermistor suggests that

the temperatures are stable to better than ±0.02�. This temperature is cho-

sen based on three criteria: First, our experience with diodes suggests that

running them colder increases power output and slows aging. Second, if the

temperature of the chip falls below the dew point of the lab, condensation

on the input or output facets will destroy the anti-reflective coatings, seri-

ously deteriorating the performance. The dew point in the lab can rise as

high as 16.5 � in the summer, so our operating temperature should be well

above this. Third, the mode structure of the MO can be altered somewhat by

changing its temperature, so the temperature can be varied to improve per-

formance during initial setup. One other important point is the placement of

the thermo-electric cooler, which should be as close to the thermistor as possi-

ble, to minimize time delays between signals to the cooler and the controller’s

response, which can cause slow temperature oscillations which can seriously

affect the laser’s stability.

The current supply for the MO is a home-built low-noise current supply

based on a design published in 1990 by Professor Randall Hulet [79]. The MO,
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under normal operation, requires about 75 mA of current, though the supply

can produce as much as 150 mA. The key requirement is for low current noise,

absolutely vital because the MO output frequency varies strongly with changes

in current, with a variation of about 200 MHz per mA. We have measured a

current noise of approximately 0.7 µA rms from this supply, leading to about

140 kHz of frequency noise.

The current supply has a direct input to the diode which we use for lock-

ing and tuning the laser frequency. The direct diode input has an impedance

of approximately 20 kΩ, converting input voltages nearly directly into changes

in current. The direct input can accommodate analog signals up to about 5

kHz. Combined with our ±10 V real-time analog outputs, we can tune the

laser ±100 MHz quickly and repeatably, and without mechanical oscillations.

Of course, a total of 200 MHz of tuning is not enough, in general, to

deal with mode-hops that can occur at daily warm-up or, rarely, during the

day. Tuning ranges of order 10 GHz are generally useful for daily operation.

For this purpose, we use one-third of a Thorlabs MDT690 to provide a control

voltage between 0 and 150 V to a piezo (Thorlabs part number AE0505D08F)

which further scans the laser frequency (discussed in more detail below). The

MDT690 also has an analog input with a bandwidth of a few hundred hertz,

which we use for manual laser tuning in the range of tens of MHz. It is

theoretically possible to lock the laser with this control, but the side-effects of

mechanical resonances in the piezo make using it to stabilize the laser frequency

less stable and more prone to oscillations, especially when trying to move the
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laser frequency quickly.

The TA, serving as an amplifier, has less stringent requirements for

current noise, but requires a great deal more current. The output of the TA is

determined by the input laser, and the frequency spectrum is not significantly

expanded in amplification [80]. We supply current with a model MPL7500

from Wavelength Electronics, specified to provide up to 7.5 A of current. Our

application sets the current limit much lower, with a maximum input current

for the TA specified at 4 A. Normally, we run 2.70 A through the TA in order

to produce about 1.2 W of total laser power, resulting in 550 mW at our fiber

output to the experiment.

A.2 Construction

The MOPA system sits atop a several layer system with the intention

of reducing the transmission of acoustic noise from the optical table. The

top layer is a 1/2” thick aluminum breadboard, with a layer of sorbothane

beneath it, followed by another aluminum slab, to increase the mass of the

system. These sit atop several pieces of ultrasoft foam, which compress from

2” thickness to somewhat less than an inch. The total mass of the system and

the spring constant of the foam suggest a first frequency resonance at about 18

Hz, which should be effective at damping mechanical oscillations from sources

within the building.

The MO sits in a box attached to the breadboard. Twisted pairs of

wires provide current to the diode and thermo-electric cooler, as well as voltage
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Figure A.1: A picture of our MO in Littrow configuration, with details high-
lighted for clarity. The laser light emerges from the diode and collimating lens,
traveling downward to the grating. There are two orders of interest: the zero
order, which reflects as though the grating is a mirror, and one other order,
which travels back into the diode. The separation between the different orders
is determined by the wavelength of the laser and the spacing of the grating,
as sinθm − sinθi = mλ

d
where θi is incident angle, θm is the light diffracted

into order m, and d is the grating spacing. In the simplest case, m = −1 and
sinθ−1 = −sinθi. Our grating has d = 1800mm−1, leading to a solution for
λ = 780nm at θi very near 45 degrees.
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signals to the piezo and a small, constant current to a thermistor in order to

measure the diode temperature. Air currents are kept from the MO by a

plastic cover that has holes for access to adjustment screws and an attached

Brewster plate which helps to ensure a clean output polarization. The MO is

set up in classic Littrow configuration (figure A.1), with the angle of the grating

controlled by a total of four screws, one behind the piezo (Thorlabs part no.

AE0505D08F) to make medium-size adjustments to the incident angle (very

large adjustments can be made by unscrewing the piezo mount and turning

it), and three in a pull-push-pull configuration to control the vertical angle of

the grating.

The various optical elements are generally clamped to the breadboard,

using posts equipped with Thorlabs BE1 bases which work with CF125 clamps.

Notable exceptions are the mirror mounts, which use RB2 mounts instead.

These mounts offer a high level of flexibility in moving optics when necessary

while being fairly stable when fully tightened down. The optical isolators each

use two posts and clamps. Mirror mounts are Thorlabs model Polaris-K1,

designed for high stability, which helps to reduce drift over the course of the

experiment.

The TA is held within a custom copper and aluminum holder which was

based on designs we obtained from Prof. Thomas Killian’s group at Rice Uni-

versity, in Houston, Texas. We made some slight modifications to the designs,

including replacing the original design for the holder of the output coupling

lens. The input coupler is a molded aspheric lens (Thorlabs C340TME-B) held
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in an X-Y fiber positioner (Newport 9051) modified to accept the thread of the

lens mount. Sensitivity of the input coupler is similar to that of a single-mode

fiber input.

The TA itself arrives in a CMT04 package, with the semiconductor

perched atop a relatively large metallic piece designed to aid in the dissipation

of the large quantities of waste heat produced. This heat sink also serves as

the mounting hardware. A small screw clamps the TA chip to the copper

holder, with a 0.001” thick piece of indium foil between the chip and holder

to improve thermal conductivity.

The entire system is protected by a plastic cover designed with several

removable panels to enable adjustment of coupling of light into the TA as well

as measurement of TA output power. The translucent plastic also allows us

to observe stray beams and block them accordingly (though this property was

noticed only after construction).

A.3 Layout Details

A schematic diagram of the layout of the MOPA system is shown in

figure A.2.

The MO output is sent through an optical isolator with about 60 dB of

reverse attenuation first. Back-reflections can have crippling effects on diodes,

from uncontrolled frequency effects to thermal runaway and destruction of

the diode. A small portion of the resulting beam is split off for frequency
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Figure A.2: A diagram of the layout
of optical elements in the MOPA sys-
tem. Each element is labeled and mir-
rors have an additional line describ-
ing the direction of the laser beam to
guide the eye. Dotted-line rectangles
represent areas we typically place the
power meter in order to measure laser
power. Certain elements are intention-
ally spaced further apart than neces-
sary to facilitate this.
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measurement and stabilization (appendices C and D). The laser linewidth,

when locked, is about 600 kHz. The rest of the beam is directed via two

mirrors into the TA input coupling lens, which directs the light into the input

facet of the TA. The output of the TA passes through an aspheric lens which

collimates the horizontal axis (the output is highly astygmatic), followed by

two cylindrical lenses which collimate the vertical axis at a comparable waist.

The beam passes through another isolator, this one with about 30 dB of reverse

attenuation, and is then steered, via two mirrors, into a optical fiber coupler.

A.4 Anti-Reflection Coated Diode

One other notable element of the our MOPA system is our MO diode,

which has an extremely high-quality anti-reflection coating on its output facet,

resulting in a reflectivity of less than 5 × 10−4, and possibly as low as one-

tenth that figure. The diode, an SAL-0780-060 from Sacher Lasertechnik,

performs a bit differently from a standard laser diode, whose output facet is

more reflective.

One of the common characteristics of a diode with a more reflective

output facet is the presence of a lasing threshold without any external cav-

ity. Given enough input current, the back-reflection from the output facet is

enough to create a dominant mode and cause the diode to lase in a relatively

small number of modes. Further adjustments can create conditions which sup-

port only a single mode at a single frequency. The modes permitted by the

reflection from the output facet are determined by the index of refraction of
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the semiconductor material and the length of the diode. A cavity of length

L, index of refraction n permits an equally-spaced comb of frequencies which

satisfy

f =
lc

2nL
l = 1, 2, 3... (A.2)

The major difficulty appears when an external cavity is added to the

system. It is fairly simple to imagine the effects of another cavity: a second

comb appears, and competition between different modes can occur. For a

pertinent example, imagine a 1 mm long diode (for simplicity, with n = 1)

with a 10 mm external cavity. The two combs have spacing between modes

of 150 GHz and 15 GHz, respectively. As one tunes the external cavity, the

15 GHz comb moves but the 150 GHz comb is stationary. We observe mode-

hopping in 15 GHz increments as the laser mode hops from one mode of the

external cavity to the next, staying as close as possible to one of the internal

cavity modes.

The properties of the grating further complicate matters, creating an-

other resonance peak according to the diffractive behavior as above. These

competing mechanisms result in a laser system with significant areas of mul-

timode operation as well as increased difficulty in controlled tuning. A stan-

dard diode might exhibit mode hops every GHz or so, and adding a current

feed-forward can increase this to a few GHz. Our Sacher diode, however, is

frequently able to be tuned nearly 10 GHz without any noticeable mode hops

or multimode activity.
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The extremely low-reflectivity output facet of the Sacher diode reduces

these effects. In our system, the external cavity need not compete with the in-

ternal cavity, leading to noticeably more consistent operation and fewer areas

of multimode operation. Day-to-day operation of the laser is greatly simplified.

However, special care must be taken to ensure that the diode is kept signifi-

cantly warmer than the local dew point, as condensation on the output facet

seriously and permanently degrades the quality of the anti-reflective coating.

One further caution applicable to this variety of laser diode involves the

wavelength range. The range of output wavelengths for which reasonably good

lasing can occur is significantly wider than a common laser diode–± 15 nm in

our case, which is wide enough that care must be taken to match the output of

the MO to the acceptable input wavelengths for the TA, which has a stricter

wavelength requirement. My first attempt to amplify the MO light in fact

resulted in no amplification. I thought the TA was destroyed, but it turned

out that the MO wavelength was around 760 nm, outside the amplification

range of the TA.
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Appendix B

Appendix B: Acousto-optic Modulation

Acousto-optic modulators (AOMs) are used ubiquitously in the exper-

iment in order to tune beam powers and frequencies. The behavior of AOMs

has been well-understood for several decades, with a commonly cited article

by Klein and Cook appearing in the late 1960s [81]. There, they discuss the

theory and experimental operation of acousto-optic modulation in a variety of

conditions and subdivide the practical operation of AOMs into three general

cases:

1. Raman and Nath operation, in which multiple symmetric diffractive or-

ders appear and the most intense effect is achieved at normal incidence

2. The transition region, where only a few orders appear, though the most

intense effect is achieved at the Bragg angle for the first order

3. The Bragg region, in which a single order dominates all diffraction effects

(generally the ± first order) and the most intense diffraction occurs at

the Bragg angle.

All of our AOMs operate in the Bragg region, so at least a basic under-

standing of the trends and effects of acousto-optic modulation in this regime
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Figure B.1: A schematic diagram of an AOM as commonly used in our exper-
iment. The red arrows represent the direction of the laser, with the dotted red
line representing the unaffected laser path. The RF input goes to a transducer
which creates an acoustic wave in the glass. If the laser is properly aligned on
the glass, we observe deflection of the beam over twice the Bragg angle, and
a change of the laser frequency by the frequency of the RF input. The sys-
tem as shown increases the laser frequency, but rotating the AOM 180 degrees
would result in a decreased frequency of the deflected beam. Not shown are
the second-order excitations, which are usually small enough to be neglected.

are necessary to understand our experimental setup. In rough terms, an AOM

in the Bragg region uses a radiofrequency signal at some frequency f to drive a

piezoelectric device (“transducer”) attached to a crystal, setting up an acous-

tic wave inside. Laser light passing through the crystal is effectively scattered

from this acoustic wave, changing its frequency and the direction of its prop-

agation. Figure B.1 shows a schematic diagram of the system.

The Bragg angle describes the angular separation between the normal

and the input beam at the point of greatest diffraction. It is approximately

determined by the laser wavelength and the acoustic wavelength [82].
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θB = λ/2Λ (B.1)

Where λ is the wavelength of the light and Λ is the wavelength of the

sound wave. This approximation depends on the wavelength of the light being

much less than that of the sound, as well as an assumption that the index

of refraction of the material is relatively small, of order 1. When laser light

is incident on the AOM with the Bragg angle, some of the light is deflected

across the angle 2θBand ends up with its frequency being shifted by f . It is

equally possible to shift the frequency up or down, depending on which side

of the normal the light is incident.

Thus an AOM, properly aligned, provides both frequency and spatial

separation of a beam. The diffraction efficiency is given by [82]

η = I1/I = sin2

(
2.22

(
LM2Pa
λ2H

)1/2
)

(B.2)

Where Pa is the RF power, L is the length of the sound field, H is the

height of the sound field, and M2 is a fudge factor for a given device (slight

variations from device to device are common).

In practice, the alignment of an AOM is done by sending a laser through

it while a significant amount of RF power ( 1W) is sent to the transducer. The

output is observed and the AOM is twisted in its mount until diffraction in

the desired direction is seen (diffraction away from the transducer means a

frequency increase, and the converse is also true). Then, slight adjustments
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are made to maximize the output in the diffracted order. Finally, the power

to the transducer is adjusted to achieve the desired power output, which may

mean tuning the power output to some desired level or simply increasing the

RF power until either an efficiency maximum is reached (η ∝ sin2) or the

maximum power input for the transducer is reached, usually the latter.

The experiment can switch the diffracted beam on and off with rea-

sonable fidelity (∼1:1000) by simply switching off the amplifier for the RF

source–input powers are high enough that sources used are typically ampli-

fied, however, even a switched-off amplifier has a tendency to let a little power

through. High-fidelity shutoffs are generally done by mechanical shutters.

Acousto-optic modulators are, in reality, much more versatile than this.

For example, by modulating the frequency of the input RF, the output angle of

the diffracted beam can be changed. This can be used to rapidly sweep a beam

across a sample, and a combination of frequency and amplitude modulation can

be used to create an effective potential for slow-moving objects. For example,

the frequency modulation might occur at several tens of kilohertz, and atoms

in a trap might only respond on the few-hertz time scale. In that case, it

might be possible to use AOMs as an alternative method for producing shaped

potentials.
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Appendix C

Appendix C: Doppler-Free Spectroscopy

Stabilizing our laser frequency requires a constant frequency reference.

We would like a feature at a well-known frequency which has a very narrow

shape in frequency space. A room temperature rubidium gas has absorption

lines at the right frequencies, but the Doppler broadening we see at that tem-

perature is very large–around 2 GHz in width. However, there is a technique

by which we can extract much narrower lineshapes from a room temperature

gas, which uses three beams in total, with two of those beams counterpropa-

gating and overlapping. The apparatus, colloquially called a Lamb Dip, allows

us to observe structure in the frequency domain with widths very close to the

natural linewidths of the features.

The Lamb Dip works on the very simple idea that a strong beam can

deplete the atoms in the lower level of an effective two-level system, leaving

fewer atoms available to attenuate another beam. A cloud of atoms near-

resonance with a beam will remove photons from the beam path and scatter

them in random directions. But if a significant fraction of those atoms are

forced into the excited state, the beam will be attenuated less.

Let us first imagine a single beam passing through a cloud of atoms
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Figure C.1: A diagram of the Lamb Dip. Three beams are passed through a gas
cell: a pump, a probe, and a reference. The pump and probe overlap and are
counterpropagating. The probe and reference beam intensities are measured
as a function of frequency, and the difference between them has features with
widths approximately equal to the natural linewidths of the transitions. The
size of these features are on the order of MHz, whereas the Doppler broadened
curve may be hundreds of times wider.

at room temperature. If the atoms are a two-level system (say, with resonant

frequency ω0), we would observe scattering should the laser approach the res-

onant frequency. In addition to the natural linewidth of the atoms, Γ, we

observe a Doppler broadening ΓD which is proportional to the square root of

temperature.

If we assume the Doppler broadening is very wide compared to the

natural linewidth, we can say that, for a laser propagating in the +x̂ direction

at a frequency ωl, the atoms excited are those with velocity ~v = ωl(1 − v/c),

where ~v = vx̂. These atoms scatter N photons per second, reducing the power

in the beam by ~ωlN .

If we shine another laser beam over the same area, counterpropagating
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with the first, we would observe the same amount of relative scattering, as

long as ωl 6= ω0. The effective frequency of the counterpropagating laser is

ωl(1 + v/c). Each beam would scatter photons from atoms moving equally

fast but in opposite directions.

However, if ωl = ω0, then the beams are both trying to excite the

same atoms. The stronger beam, the pump, will excite a large fraction F

of the atoms, up to one half. The weaker beam, the probe, will then see

the population of atoms it can excite reduced by the same fraction. Thus,

the reduction in power of the probe beam will be less than if the pump were

absent. Instead of losing power ~ωlN , it loses power ~ωlN(1− F ).

The result is a feature which looks very much like the natural linewidth

of the original two-level system. Put another way, the atoms with velocities

near zero also have a nonzero chance of scattering light. They see a laser

with frequency ω(v) = ωl(1− v/c) and, if they have a natural linewidth such

that their frequency response is some peaked function φ(ω) (a Lorentzian, for

atoms), then we will observe an effect at frequencies away from ω0 such that

F = F (v) = F × φ(ω(v)).

If we then pass a third reference beam through the cloud, without

overlapping either of the other two beams, we can observe its power as a

function of frequency, and subtract the probe from the reference to extract

the Doppler-free peak.

It is important to note that it is possible to inadvertently broaden the
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lines observed by this method. Too much power in the lasers will power-

broaden the spectrum, for instance. High vapor pressures will also broaden

the measured lines, as a high rate of collisions will result in larger numbers

of the atoms entering and exiting the resonant frequency range on time scales

comparable to the natural lifetime of the excited state. This effect manifests

itself as a noticeable widening of the supposedly unbroadened peak. Leakage

of trace atmospheric gases into glass cells containing 87Rb gas over time results

in gradual widening of the Lamb Dip peaks.

One other vital effect is the source of crossover peaks. Crossover peaks

are peaks which occur when looking at the spectra of systems with multiple

nearby excited states. For example, the 52P3/2 hyperfine structure of the

excited state of 87Rb has three F states accessible from each lower F state

of the 52S1/2 state, which produce three crossover peaks in each set of peaks

produced by exciting a particular F state.

The phenomenon of crossover peaks is fairly simple to understand. Let

us imagine we have an atom with two excited states |1〉 and |2〉 which are

much closer to each other than the Doppler width. If we shine a laser through

these atoms, we now excite two different velocity classes with each laser. The

crossover peak occurs when the laser frequency is between the two states. In

that situation, the pump excites atoms moving at a certain velocity to |1〉,

and the probe, which would normally excite atoms at the same velocity to |2〉,

instead sees a depleted population.
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Mathematically, we can write:

ω1 = ωl(1 + v/c) ω2 = ωl(1− v/c) (C.1)

where we have an atom moving with velocity v resonant with the |1〉 transition

for the pump, and resonant with the |2〉 transition for the probe. If we solve

for ωl, we get ωl = (ω1 +ω2)/2. For natural peaks much further apart than the

Doppler width, there are no atoms with a velocity that meets this requirement,

so the crossover peaks between the different F states of 87Rb, with separations

of around 6 GHz, for instance, are suppressed.
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Appendix D

Appendix D: Frequency Locking

Now that we have an apparatus that produces a signal that has a sharp

peak at a known frequency, we need a method to use this signal to hold the

laser on the peak with a high degree of accuracy. A simple frequency-locking

servo can be produced with only a few parts: an oscillator, a lock-in amplifier,

and an integrator. In this appendix, I will show how the frequency locking

system for our MOPA works. The locking mechanism for the Toptica laser is

similar, though with the parts combined into a single device, and is thoroughly

discussed in Chapter IX of the Toptica DL100 Manual [83].

Assume we have a laser at some center frequency ωl. We will restrict

ourselves to a place near a peak of the Lamb Dip signal, where the second

derivative of the signal is everywhere negative. For a given frequency near the

resonance, we observe an output voltage:

VLD = V0 − A(ωl − ω0)2 (D.1)

If we apply a small sinusoidal perturbation to the laser frequency with

the oscillator,

ωl = ωl0 −Bsin(ωDt) (D.2)
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where ωl0 is the center frequency of the laser, B is the amplitude of the dither

in units of laser frequency, and ωD is the dither frequency, we arrive at a Lamb

Dip voltage

VLD = V0 − A((ωl0 +Bsin(ωDt))− ω0)2 (D.3)

The time average of VLD has a maximum when ωl0 = ω0. By itself, this

output does not contain enough information to tell us which way to tune the

laser in order to bring it closer to resonance–if the signal drops, we don’t know

which way to tune. However, if we add a lock-in amplifier to the system, it

will provide us with a signal which can be used to adjust the laser frequency.

A lock-in amplifier, put simply, modifies an input signal by multiplying

it with a reference signal. They are useful in measuring the difference in

phase between two signals. They typically integrate their output over a short

period of time in order to remove fast oscillations produced. Various other

options are available, depending on the device, which may amplify the input

signal, change the integration time, or adjust the phase of the reference signal,

either continuously or discretely. The Thorlabs LIA100 we use has several

such features [84].

If we use our dither signal sin(ωDt) as our reference, and put our VLD

in as the input, we observe a signal whose sign depends on which side of the

resonance the center frequency of the laser is. By inverting and sending this

signal to the frequency input of the laser, we provide feedback which effectively

locks the laser very near to ω0.
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Figure D.1: Two diagrams showing examples of what the output signals might
look like in the locking system. (a) shows the result for a laser frequency
below resonance. Note that the signal spends much more time above zero
than below. (b) shows the result for a laser frequency above resonance, with
the corresponding flip in the dominant sign.
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In the case of our MOPA, the frequency modulation and control is

performed by adjusting the laser current. The Toptica adjusts both the current

and the piezo. Our dither signals typically modulate the laser frequency by a

few hundred kHz, with the dither frequencies being around 1 kHz themselves.

This method has the further advantage of being insensitive to overall

laser power and mechanical instability in the Lamb Dip apparatus. Since the

signal depends on the local derivative of the Lamb Dip signal, generally slow

drifts where the overall quality of the Lamb Dip signal may waver or the laser

power may fluctuate have no effect on the locking ability of this system. This

is in contrast to side-locking methods which lock to a specific voltage level

corresponding to some position on the side of some peak.
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Appendix E

Appendix E: Common Symbols in this

Document

Symbol Meaning Definition
Γ linewidth 1/τ
E Energy
ω0 transition frequency
τ exponential lifetime 1/Γ
M mass of 87Rb 1.44× 10−25 kg
me mass of electron 9.109× 10−31 kg

ωD Doppler Frequency −~kl · ~v
~kl laser wavenumber 2π/λ
Bz magnetic field in z
µB Bohr Magneton 9.274×10−24 J/T
ωB Zeeman shift frequency µBgFmFBz/~
Γp Photon Scattering Rate Equation 2.2
I Intensity
Is Saturation Intensity
δ detuning of laser ωl − ω0

TD Doppler Temp Equation 2.4
FR Repulsive Force Equation 2.7
s0 Saturation Parameter I/IS
gF g factor for F state
mF substate of F
m sum of mF s

∑
atoms mF

f sum of F s
∑

atoms F
B′ mag field gradient
B related to radial freq for IP Equation 2.15
ωρ radial freq IP Equation 2.16
ωz axial freq IP Equation 2.16
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Symbol Meaning Definition
TMol molasses temp
σMol size of cloud
Λ deBroglie wavelength h/

√
2πMkBT

γel Elastic collision rate
σel Elastic collision cross-section γel = nσelv
ωRF Frequency of radio waves for evaporation
Ω Rabi Frequency Equation 2.28
e fundamental charge 1.602× 10−19 C
α complex polarizability of atom Equation 2.33
ε0 Permittivity of Vacuum 8.854×10−12 F/m
c Speed of light 2.998× 108 m/s
ωl laser freq
fj oscillator strength of transition j Equation 2.37
γcl,j classical linewidth of transition j Equation 2.38
z fugacity eµ/kBT

µ chemical potential
µeff,i effective chemical potential at site i (µ− εi)
asc scattering length 5.3 nm for F=1

87Rb [85]
Vext external potential
U onsite interaction energy
J hopping energy
n̂i number of atoms at site i
âi annihilation operator at site i

â†i creation operator at site i
εi onsite potential at site i

ĤMF Mean field hamiltonian Equation 2.53

ĤBH Bose-Hubbard Hamiltonian Equation 2.52
Ish(x, y) shaped intensity profile
Iin(x, y) Input intensity profile
r(x, y) reflectivity profile
ws beam waist
F fourier transform of intensity profile
SL(x, y) superlorentzian Equation 2.64
SL0 superlorentzian top rel to Gaussian
rSL superlor width rel to Gaussian
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Symbol Meaning Definition
Natoms number of atoms in trap
Vpd photodiode V
ηpd photodiode conversion efficiency
Tfilter filter efficiency
dΩ ratio of obs area to total observable area
Eγ energy of photon ~ωl
ηcts conversion btwn CCD counts and photons
nc column density
nc0 column density peak
σx,y density profile width
σ geometric mean sigma
σ0 cloud size at t=0
Ia(x, y) atom intensity (abs img)
Id(x, y) dark intensity (abs img)
Ib(x, y) bright intensity (abs img)
σsc cross section of atoms for light scattering Equation 2.70
PV vapor pressure
Φ0 flux
n number density
v̄ mean speed
P Pressure
A Area
TC critical temp
g gravity accel 9.8 m/s2

VLD Lamb Dip voltage out
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