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Clinical experiences during the three years of residencies occur in inpatient and 

outpatient settings on generalist and specialist clinical services.  Housestaff rotate through 

different clinical experiences monthly, with their primary care clinic time overlaid 

longitudinally on these other clinical services.  The primary goals of this research are to 

construct housestaff schedules and improve efficiencies for residency programs. 

In the first phase of the research, we developed two models for constructing 

monthly clinic schedules for housestaff training in Internal Medicine.  In our first model, 

the objective is to both maximize clinic utilization and minimize the number of violations 

of a prioritized set of goals while ensuring that certain clinic-level and individual 

constraints are satisfied.  The corresponding problem is formulated as an integer goal 

program in which several of the hard constraints are temporarily allowed to be violated to 

avoid infeasibility.  A three-phase methodology is then proposed to find solutions.  The 

second model solves a similar problem with the objective of maximizing the number of 

interns and residents that are assigned clinic duty each month during their training in 

Internal Medicine.  A complexity analysis is provided that demonstrates that the basic 

problem can be modeled as a pure network and the full problem can be modeled as a 

network with gains. 
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In the second phase of the research, the goal was to redesign the monthly 

templates that comprise the annual block rotations to obtain better housestaff schedules.  

To implement this model, we investigate two different programs: Family Medicine and 

Internal Medicine.  The problems were formulated as mixed-integer programs but proved 

too difficult to solve exactly.  As an alternative, several heuristics were developed that 

yielded good feasible solutions. 

For the last part of the research, we focused on improving patient flow at a family 

health clinic.  The objective was to obtain a better understanding of patient flow through 

the clinic and to investigate changes to current scheduling rules and operating procedures.  

Discrete event simulation was used to establish a baseline and to evaluate a variety of 

scenarios associated with appointment scheduling and managing early and late arrivals. 
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Chapter 1: Introduction 

In the last year of medical school, students apply to residency programs for 

further training in specific specialties.  This additional training takes place in what are 

called the post-graduate years (PGYs) and is required for board certification and 

typically for licensure.  The first post-graduate year (PGY-1) is frequently referred to as 

the “intern” year.  In subsequent years, trainees are called residents.  Collectively, interns 

and residents are also referred to as housestaff.  The academic year for housestaff starts in 

July and runs through June of the following year.  In the United States, approximately 94% 

of seniors are matched with hospitals that sponsor residency programs, usually in 

conjunction with a medical school.  In contrast, over a recent five-year period, an average 

of only 42.1% of foreign-trained immigrant physicians who applied for residencies 

through the national match system were successful (Rampell 2013).  Without completing 

such a program it is not possible to receive a license to independently practice medicine 

in any state in the U.S. 

The guidelines and expectations for each residency program fall under the 

purview of the Accreditation Council for Graduate Medical Education (ACGME), a 

national accrediting body.  Some guidelines apply to all specialties, such as those related 

to work hours.  Others are specialty-specific and include the amount of time during the 

year a trainee must spend in different clinical settings, such as outpatient clinics, the 

intensive care unit, or specialty services.  While there is some local flexibility in 

developing schedules, there are significant constraints associated with supervisory 

resources, team operations, call requirements, and the need to provide a wide range of 

training experiences (e.g., see Bard et al. 2013). 

Each medical specialty, such as Radiation Oncology, Pediatrics, Family Medicine 

or Internal Medicine, structures its own program in terms of duration of training and 

work schedules following the guidelines set forth by the ACGME and the relevant 

specialty society.  Housestaff generally rotate through different activities during their 

training, learning specific skills in each.  The two specialties that provide the backdrop 
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for our work are Family Medicine and Internal Medicine.  Throughout the year, the 

interns and residents in these specialties are given different assignments, commonly 

referred to as blocks or rotations.  The location of these assignments range from general 

medicine hospital wards, to affiliated specialty wards such as geriatrics and obstetrics, to 

critical and intensive care units.  Housestaff in Family and Internal Medicine are also 

expected to care for patients in a primary care setting throughout their residency in what 

are called continuity clinics.  This allows them to treat the same patients over time, 

developing relationships and managing preventive care and chronic illnesses.  To meet 

this expectation, housestaff spend several days a week at an outpatient primary care clinic 

while on several of their rotations.  In this setting, the housestaff work under the 

supervision of an attending or faculty physician.  One faculty member can supervise up to 

four housestaff in an outpatient clinic setting. 

With this background, there are two main purposes of this research: the first one 

is to develop monthly block schedules for housestaff and the second one is to improve 

patient flow at the Family Health Clinic (FHC) through a simulation model.  In Internal 

Medicine, the construction of monthly clinic schedules is the responsibility of the chief 

resident who serves in that position during his or her “fourth” year.  It is a complex 

process that must take into account a conflicting set of ACGME requirements, the 

individual preferences of each housestaff, faculty availability, and a varying list of 

training and procedural goals.  For the vast majority of residency programs, clinic 

schedules are constructed manually in a haze of confusion and frustration that may 

consume up to a week of the chief resident’s time.  To compound matters further, the 

derived schedules are often suboptimal and in violation of any number of hard constraints.  

Our first two models provide more rational and systematic approaches to clinic 

scheduling in Internal Medicine.  In our first model, we developed a three-phase 

methodology centered on solving a mixed-integer nonlinear program (MINP) with the 

ultimate objective of maximizing the number of clinic sessions assigned to the eligible 

housestaff per month.  We then present a network model with the objective of 

maximizing the number of interns and residents that are assigned clinic duty each month 
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during their training in Internal Medicine.  A complexity analysis is provided that 

demonstrates that the basic problem can be modeled as a pure network.  When teaming, 

on-service, and other hard clinic constraints are taken into account, it is shown that the 

problem can be modeled as a network with gains. 

In the third model, we investigate both Family Medicine and Internal Medicine 

programs, the major activity will still center on housestaff scheduling, but now the goal 

will be to redesign the monthly templates associated with each rotation.  In the case of 

Family Medicine, the goal is to adjust the clinic assignments within each rotation to 

achieve as much balance as possible in the number of patients that can be seen during 

each of five AM and five PM clinic sessions per week.  As a first step, we start with the 

current clinic assignments and then perturb them within the allowable limits.  In the next 

step, we start from scratch and redesign the blocks to minimize the imbalance.  In the 

case of Internal Medicine, the general goal is to develop a model that can be used to 

automatically generate block schedules that satisfy a variety of rules, individual 

preferences, and educational requirements.  At a more detailed level we also wish to 

achieve a balance in the number of patients who can be seen during each of the ten clinic 

sessions per week.  The underlying need for balance is to make the most efficient use of 

the resources supporting the housestaff in the clinics as possible, including medical 

assistants, nurses, exam rooms, laboratory equipment, technicians, clinic staff, and 

faculty. 

In the last phase of the research, we develop an analysis of the FHC whose 

majority of patients are underserved.  A critical goal of this effort has been to develop a 

comprehensive understanding of outpatient processes, operational procedures and 

provider interactions, first at the FHC with the intention of applying this understanding to 

similar clinics across the UT system.  The ultimate goal is to reduce patient flow times, 

increase patient satisfaction and improve access.  Discrete event simulation was used to 

establish a baseline and to evaluate a variety of scenarios associated with appointment 

scheduling and managing early and late arrivals.  The first steps in developing the model 

were to map the administrative and diagnostic processes and to collect time-stamped data 
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and fit probability distributions to each.  In conjunction with the initialization and 

validation steps, various regressions were performed to determine if any relationships 

existed between individual providers and patient types, length of stay, and the difference 

between discharge time and appointment time.  The latter two statistics along with 

resource utilization and closing time were the primary metrics used to evaluate system 

performance. 

In the next chapter, we review the related literature.  This is followed in Chapter 3 

by an MINP model constructing monthly clinic schedules for the Internal Medicine 

housestaff.  In Chapter 4, a network model for the housestaff scheduling problem is 

developed and a complexity analysis is provided.  Chapter 5 provides mathematical 

models that can be used to help design better rotation templates for two different 

residency programs.  In Chapter 6, a simulation based analysis of the FHC is presented to 

reduce patient flow times, increase patient satisfaction and improve access.  We conclude 

with a discussion of the future work plan in Chapter 7. 
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Chapter 2: Literature Review 

2.1 Housestaff Scheduling 

The majority of research on physician scheduling has concentrated on emergency 

room (ER) and operating room (OR) assignments (e.g., see Beaulieu et al. 2000, Beliën 

and Demeulemeester 2006, Cardoen et al. 2010, Carter and Gupta 2007, Lapierre 2001, 

May et al. 2011, Topaloglu 2006).  There has also been some parallel work on scheduling 

anesthesiologists for surgeries (Brunner et al. 2009, Dexter et al. 2010).  With respect to 

healthcare workers in general, nurses have been the most widely studied (see Burke et al. 

2004, Ernst et al. 2004, Kellogg and Walczak 2007).  Effective methods now exist that 

address both the midterm and short-term problems with an emphasis on satisfying 

individual preferences, and have been implemented in many facilities with some degree 

of success.  Bard and Purnomo (2005a), for example, used a column generation scheme 

to solve the midterm scheduling problem for nurses.  Individual preferences were 

addressed in their line-of-work construction subproblem.  Jaumard et al. (1998) used an 

exact branch-and-price algorithm to solve a similar problem, and were successful for 

hospital units with a few dozen nurses.  Others, including Bester et al. (2007), Burke et al. 

(2006), Burke et al. (2010), and Dowsland (1998), have relied on intelligent heuristics to 

find good solutions.  For work on daily nurse scheduling, see Bard and Purnomo (2005b) 

and Mobasher et al. (2011). 

The problem of physician scheduling outside of the ER and OR has received 

much less attention, and in the vast majority of cases, is still done manually at great time 

and expense.  The complex nature of the general problem, particularly in the case of 

housestaff scheduling where specialized constraints based on training requirements and 

departmental rules can be overwhelming, makes it difficult to define a set of widely 

accepted hard or even soft constraints, unlike the situation with nurses.  By implication, it 

is difficult to formulate a generic problem that lends itself to common modeling 

approaches that rely on a set of basic shifts and start times (e.g., see Beaumont 1996; 

Valouxis and Housos 2000). 



 

 

6 

Nevertheless, there has been some progress in this area.  Rousseau et al. (2002) 

provide a list of rostering issues confronting the scheduler but offer little in the way of 

modeling or solutions.  Gunawan and Lau (2013) addressed the planning problem of 

assigning physicians daily tasks such as surgery, clinic, call and administration to defined 

time slots or shifts over a time horizon.  Their model incorporated a large number of 

constraints and complex physician preferences, and had the objective of satisfying as 

many preferences and duty requirements as possible while ensuring optimal usage of 

available resources. 

With respect to exact methods, Franz and Miller (1993) developed a MIP for 

scheduling residents at a large teaching hospital, while Cohn et al. (2006) employed 

optimization techniques to schedule the teaching phase of special training programs at 

Boston University School of Medicine.  One-year schedules that consider on-call service 

and vacation requests were obtained.  White and White (2003) explored the similar 

problem of scheduling hospital rounds by specialty for teams and used tabu search to 

construct monthly rosters.  Ovchinnikov and Milner (2008) describe an implementation 

of a spreadsheet model for assigning radiology residents over a 1-year horizon in 

radiology at the University of Vermont’s College of Medicine.  They argue that 

spreadsheets are preferable to free standing codes for small size problems, especially 

when practitioners are the ultimate users. 

Also considering residents, Sherali et al. (2002) developed a MIP for the problem 

of allocating night shifts to housestaff taking into consideration departmental staffing and 

skill requirements as well as individual preferences.  The underlying problem was too 

difficult to solve exactly, however, so several heuristics were proposed.  Brunner et al. 

(2009) proposed an implicit shift modeling approach for bi-weekly scheduling of 

anesthetists in a German university hospital with the added feature of accounting for 

lunch breaks, also implicitly.  When constructing midterm schedules, it was necessary to 

plan for regular coverage over the week as well as for on-call services to handle 

emergencies in off hours.  The flexibility that exists in many general labor contracts to 

start shifts of different lengths at various times, increased the options for constructing 
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lines-of-work.  However, individual agreements between physicians and the hospital 

further compounded the scheduling process by raising issues of equity and fairness.  

Computational results were presented for real instances with up to 18 physicians and 

planning horizons that extended up to 6 weeks.  In a follow on study, they developed a 

branch-and-price algorithm that was able to optimally solve most of those instances 

within 1000 seconds (Brunner et al. 2011). 

Topaloglu (2006) used goal programming to model a monthly shift scheduling 

problem for emergency medical residents.  His formulation takes seniority levels into 

account, allows for requests of days off, and considers the planning of an education phase 

in the rosters but is limited to two fixed shift types; i.e., a 10-hour day shift and a 14-hour 

night shift.  The largest instance solved contained roughly 5,000 integer variables and 

constraints, which reflects the problem size for 23 residents and a 31-day planning 

horizon. 

The idea of tackling personnel scheduling problems with implicit modeling 

techniques dates back to the work of Moondra (1976) who defined variable sets for the 

number of shifts starting and ending in each period, and formulated constraints to impose 

limits on their allowable durations.  Thompson (1995) adopted this idea for a single-day 

problem.  He presents a linear model built on the premise that each shift start in a 

particular period must be followed by a shift end in one of several successor periods.  In a 

post-processing step he generates shifts by employing the first-come, first-served 

principle that assigns each shift start to a shift end.  Cezik et al. (2001) extended 

Thompson’s approach to include days-off scheduling in a network flow framework.  

Outputs are weekly rosters with two days off.  Similarly motivated, Bechtold and Jacobs 

(1990) developed an implicit modeling scheme for including lunch breaks in shifts. 

Computerized systems for nurse scheduling have been developed for a long time.  

Ahuja and Sheppard (1975) developed a computer implementation for solving the nurse 

scheduling problem and provided four-week cyclic rosters that considered individual 

nurse preferences.  Chen and Yeung (1992) developed a hybrid expert system, called 

NURSE-HELP, to facilitate the nurse scheduling process in light of ergonomic 
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constraints.  Schedules generated by the head nurses manually and by NURSE-HELP 

were compared using 18 data sets of four-week time periods each to evaluate the system.  

On average, NURSE-HELP took less than 20 minutes while the head nurses usually 

spend two to four hours for generating the schedules.  The study also show that the 

NURSE-HELP schedules where of higher quality in terms of several hospital objectives.   

Randhawa and Sitompul (1993) described a heuristic-based computerized nurse 

scheduling system which constructs schedules for 4-, 8- or 12-week periods using 

selected patterns derived from hospital work regulations and nurse preferences.  Azaiez 

and Sharif (2005) presented a similar model which was adapted by the Riyadh Al-Kharj 

Hospital (in Saudi Arabia) to accelerate their manual process.  An implementation of the 

system over a six-month period indicated that it provide superior results as judged by 

common quality measures in the literature and the feedback from the nurses.  Bard and 

Purnomo (2005a) used a column generation procedure to solve the monthly nurse 

scheduling problem with the hierarchical objectives of first minimizing undercoverage 

and then nurse preferences.  New columns were constructed heuristically by adding, 

removing, and interchange shifts over the month.  The software was tested on a series of 

problems with up to 100 nurses and the results showed that high-quality solutions can be 

obtained within a few minutes in most of the cases.  The code was successfully 

incorporated in a decision support system called CareWare. 

There also exists a wealth of user-friendly systems to help solve other scheduling 

problems, a handful of which are mentioned here.  Ball et al. (1981) considered the 

problem of simultaneously generating vehicle schedules and crew schedules.  The system 

they developed allows users to make manual adjustments at various points.  Bertram and 

Winckler (1988) developed the MICROBUS software system to help bus transport 

companies with their operational planning and workforce rostering.  Campbell (1988) 

designed a similar computer-aided scheduling system for the bus driver scheduling 

problem.  Included were a set of business and operations conditions required for applying 

the software.  de Sousa (1991) developed a human-computer interactive method for the 

crew scheduling problem.  The underlying algorithm can automatically optimize partially 



 

 

9 

completed schedules using heurist methods, and was implemented as part of the decision 

support system at Oporto Urban Transport Authority.  Eveborn and Ronnqvist (2004) 

built a comprehensive, flexible tool for staff planning which they embedded in software 

called SCHEDULER.  They considered the problem of finding personal schedules for a 

given demand, a set of working rules, a list of skills, and a set of individual preferences.  

The software was seen to generate feasible schedules in a short time that were highly 

rated on all metrics considered. 

The few other papers that exist on block scheduling mostly concern 

anesthesiology residents.  For example, Dexter et al. (2010) developed an integer 

programming model for designing weekly rotations that consider one or two specialties.  

Their motivation was to minimize the frequency that anesthesia trainees were assigned to 

cases off rotation (e.g., scheduled for cardiac surgery but assigned to otolaryngology for 

the day).  They began by calculating the maximum number of trainees who could be 

scheduled for single specialties each day with a high likelihood that they would be 

assigned the corresponding cases.  Next, they solved an optimization model to create 

hybrid rotations of two specialties to increase the total number of trainees over the 

number found in the first step who could be assigned to cases matching their scheduled 

rotations. 

In contrast to the standard approach of assigning residents to rotations months in 

advance or to call weeks in advance, Turner et al. (2013) took a short-term view and 

assigned residents to daily activities.  Their focus was on educational objectives rather 

than service needs, which is the opposite of our goal, which is to increase patient access 

and maximize the efficiency in the way available resources are used. 

2.1 Simulation and Process Improvement 

The continuing challenge of healthcare systems is to deliver high quality services 

with increasingly shrinking resources.  It is not surprising then, that there has been a host 

of studies over the last two decades that have examined and offered solutions to problems 

related to limited access, escalating costs, paralyzing congestion, and simmering patient 
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dissatisfaction.  The majority of these studies have centered on emergency centers and 

operating room suites (e.g., see Dexter and Traub 2002, Gupta and Denton 2008, King et 

al. 2006, Marmor et al. 2012, Zhang et al. 2009) 

Although healthcare organizations collect a vast amount of data, their information 

systems and databases are built around payment collection and insurance claims 

processing, and not around process flow in clinics and wards.  Therefore, almost any 

study aimed at assessing and improving the patient experience will necessarily involve 

some amount of hands-on data collection.  Various tools and techniques such as 

simulation, optimization, and process improvement have been used for analysis. 

In a typical process improvement study, Rohleder et al. (2011) used simulation to 

investigate flow through an outpatient orthopedic clinic.  Although the quality of 

treatment was believed to be high, waiting times and congestion created patient 

dissatisfaction and staff morale problems.  The modeling helped identify alternative 

staffing and scheduling procedures that led to better overall operational performance as 

measured by patient waiting times and total length of stay (i.e., finish time – arrival time).  

Data collection was carried out by four students over 4-5 weeks.  Each spent roughly 20 

hr/wk shadowing patients and providers, and tabulating the raw data. 

Simulation is by far the most common methodological tool used in support of 

these types of studies (Jun et al. 1999, Mahachek 1992, Vanderby and Carter 2010).  Coté 

(1999) used discrete event simulation (SIMAN IV) at an outpatient clinic to describe and 

quantify issues related to patient flow and resource utilization for an individual physician.  

His objective was to investigate the relationship between exam room capacity and patient 

flow across four performance measures: room utilization, room queue length, probability 

of two occupied rooms for same provider, and patient length of stay.  Among other more 

intuitive findings, the experimental results indicated that reducing exam room capacity 

only affected their utilization and the probability of reaching full capacity.  Moreover, 

increased resource utilization did not necessarily imply longer waiting lines or longer 

times in the clinic. 
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Santibáñez et al. (2009) considered an ambulatory care unit in a large cancer 

center where operational and resource utilization issues led to overcrowding, excessive 

delays, and concerns regarding patient safety.  Like us, they used simulation (Arena) to 

analyze the simultaneous impact of operational procedures, scheduling, and resource 

allocation on patient waiting times, clinic overtime, and resource utilization.  Their model 

included multiple clinics as well as the extra burden of training residents and medical 

students during patient consults.  Through scenario analysis they found that the best 

outcomes were obtained when not one but several changes were implemented 

concurrently.  With the new configurations, reductions of up to 70% in patient waiting 

times and 25% in physical space requirements were achieved with the same appointment 

volume.  The key factor was the need for on-time starts, improved patient scheduling, and 

the ability to allocate exam rooms flexibly and dynamically among individual clinics 

within each of the oncology programs.  A similar study was undertaken by Berg et al. 

(2010) who evaluated the operational performance of a colonoscopy suite as measured by 

the number of patients served during the clinic day and utilization of key resources.  They 

found that the maximum number of patients that could be served was linearly related to 

the number of procedure rooms, with a fixed room-to-endoscopist ratio, and that changes 

in the patient arrival schedule could reduce patient waiting time without requiring a 

longer clinic day.  For other applications of discrete event simulation in healthcare, see, 

e.g., Klassen and Rohleder (1996), VanBerkel and Blake (2007); for similar applications 

using system dynamics, see, e.g., Vanderby and Carter (2010), Lane and Husemann 

(2008). 

Viewing the changes of a patient’s health longitudinally, van Zon and Kommer 

(1999) presented a dynamic linear programming model of patient flows in response to the 

allocation of healthcare resources at the community level.  Their model strongly 

resembled a Markov process: it uses the idea of transitions among health states that are 

governed by probability distributions, but it also allows for medical interventions and 

conditions that have a finite duration.  Taking a central planner’s perspective they were 

able to describe the efficacy of the system in attaining certain policy goals.  Performance 
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was measured by an aggregate valuation of community health and the length of time a 

portion of the population remained in an unhealthy state.  Simulation was used to 

illustrate changes over time.  Applying a combination of simulation and optimization, 

Woodall et al. (2013) investigated patient flow at the Duke Cancer Institute.  They first 

developed a discrete-event simulation model (Arena) to predict patient waiting times and 

resource utilization across various parts of the center, and showed that nurse 

unavailability during oncology treatment caused a serious bottleneck.  Next, they 

developed a mixed-integer programming model to relieve the bottleneck by optimizing 

the weekly and monthly schedules of the different types of nurses.  The objective was to 

better match an aggregated supply of nurses with demand for service, which fluctuated 

widely over the week.  Further optimization of shift starting times led to even greater 

improvement in system performance. 

A somewhat unusual though not entirely unique property of healthcare systems is 

extreme congestion, which can lead to excessive delays or even bring flow to a 

paralyzing halt (Jenkins and Gisler 2012).  In part, this is due to inattention to patient 

flow issues, but also to the financial structure of healthcare (Savin 2006).  Highly 

congested queueing systems, like an emergency center or ambulatory clinic, may find 

themselves in a perpetual state of dysfunctional equilibrium, which degrades their ability 

to deliver quality service.  Crowding in waiting rooms and treatment areas, loss in 

privacy, delays in accessing needed equipment, and delays in providing medication can 

all add to patient anxiety and suffering.  Continual queueing also de-motivates employees, 

since no matter how hard they work backlogs persist.  Moreover, the need to shuttle 

patients in and out of treatment rooms as they wait for test results or resources reduces 

everyone’s productivity. 

To remove waste and streamline processes, many healthcare organizations have 

turned to lean and six sigma techniques (e.g., see Proudlove et al. 2008).  One of the most 

expansive implementations was initiated in the early 2000s by Virginia Mason Medical 

Center, which embraced lean from the top down (Kenney 2011).  Our work falls in this 

category although we have not adopted the formalities of the lean approach.  



 

 

13 

Nevertheless, appointment scheduling and methods for handling early and late arrivals 

factor into understanding and improving patient flow, a cornerstone of lean in healthcare 

delivery. 

In a study on attitudes, McCarthy et al. (2000) found that 64% of patients rated 

waiting times at their primary care facility as unsatisfactory, and a significant number of 

them skipped their appointment regularly because of the expectation of long waits.  Such 

“no-shows” disrupt other patients, reduce revenue for the practice, and add physician idle 

time to the day.  Methods for managing patients who repeatedly do not arrive for their 

appointments are discussed by Izard (2005). 

Due to arrival time and service time variation, patients may often end up waiting 

even though they have reserved time slots.  Moreover, it is common practice at many 

outpatient clinics to overbook the day, in part, to ensure that patients are always available 

to see their provider (Noon et al. 2003).  In trying to reach the proper balance, there have 

been numerous studies on appointment scheduling.  Many of the issues are laid out by 

Gupta and Denton (2008) who give an overview of common rules for constructing 

schedules and responding to deviations in real time (also see Cayirli and Veral 2003).  In 

an early study, Klassen and Rohleder (1996) addressed the problem of how to schedule 

patients as they call for appointments, absent of an accounting for future requests.  Their 

main goal was to compare various scheduling rules aimed at minimizing a combination 

of patient waiting time and provider idle time.  They analyzed two decision variables 

(slot assignments, and the position of slots left open for potential urgent calls), and two 

environmental factors (expected service time for patients, and expected percentage of 

patients with low service time variance compared to those with high service time 

variance).  In all, they considered 10 decision rules ranging from first-come, first-served 

(FCFS), to non-uniform appointment times.  A main finding was that scheduling patients 

with low service time variation early in the session often provided the best results. 

In a more recent study, Millhiser et al. (2012) also addressed patient waiting time, 

provider idle time and overtime, but with operational performance metrics that assess 

their respective probabilities of exceeding established thresholds instead of optimizing a 
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presumed cost function.  Using a stochastic model, they introduced a new way of 

analyzing appointment schedules that takes into account the variable nature of patient 

consultation times, known differences in the duration of diverse consults, and patients’ 

propensity to miss their appointments.  Six scheduling rules as well as panel 

characteristics such as no-show rates, heterogeneity of patients, and managerial decisions 

involving patient sequences, and appointment slot durations were considered.  Their 

overall conclusion was that it is better to design appointment scheduling systems to meet 

performance targets rather than minimize aggregate costs. 

Additional work on overbooking that accounts for no-shows is given by 

Muthuraman and Lawley (2008) who developed a stochastic model based on exponential 

service times that captures patient waiting time, staff overtime and patient revenue.  In an 

extension that allows for general service time distributions, Chakraborty et al. (2010) 

offered several numerical techniques that can readily be adopted by clinic schedulers.  

The case without predefined time slots was investigated by Chakraborty et al. (2013). 

LaGanga and Lawrence (2007) developed a clinic scheduling model for a single-

server with deterministic service times and an identical no-show probability for all 

patients.  Their objective was to maximize net utility, which they defined as the expected 

revenue minus the expect waiting and overtime costs.  In a follow-on study, they 

proposed a flexible appointment scheduling model to mitigate the detrimental effects of 

patient no-shows, and developed a fast and effective solution procedure that constructs 

near-optimal appointment schedules with overbooking.  Their solutions are intended to 

balance the benefits of serving additional patients with the potential costs associated with 

patient waiting and clinic overtime (LaGanga and Lawrence 2012).  For the same 

objectives, Robinson and Chen (2003) used stochastic linear programming and Monte 

Carlo simulation to schedule patients under the assumption that they arrive promptly and 

that the arrival sequence is known.  Others have also used stochastic programming to 

construct appointment schedules, including Denton and Gupta (2003), Erdogan and 

Denton (2013), and Mancilla and Storer (2012). 

A much less popular approach to system design and patient flow analysis relies on 
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queueing theory, which is significantly less data driven than simulation but highly 

dependent on strong assumptions of steady state and Markovian transitions.  One 

example is given by Jiang and Giachetti (2008) who analyzed patient cycle time in an 

urgent care clinic using a multi-class, opening queueing network model.  Their main 

contribution was implementing an approximation for fork/join queues in the network and 

by improving the approximation for multi-server queues in both low traffic and high 

traffic conditions.  Zonderland et al. (2009) similarly used a multi-class, opening 

queueing network model in a performance analysis of a preanesthesia evaluation clinic.  

Solutions were obtained with an approximation decomposition method that only required 

the mean and squared coefficient of variation of the arrival process and service times.  

Nevertheless, if the system under study is not in equilibrium, in order to use queueing 

theory it is necessary to either use weak approximation or to model its transient behavior, 

something that is problematic for all but the simplest of cases.  Clinics like the FHC 

never come close to reaching equilibrium. 

The last part of our research overlaps with several of the papers cited above in 

that we make extensive use of simulation to evaluate scheduling rules and operational 

policies with the goal of improving patient flow.  The study conducted by Santibáñez et 

al. (2009) comes closest to ours; it is the only ones that we could identify that modeled an 

outpatient clinic staffed by residents, though not primary care as in our case.  Their 

concern mostly centered on resource allocation while our focus is mainly on scheduling 

rules and dealing with early and late arrivals for a fixed allocation of resources. 
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Chapter 3: Housestaff Scheduling: A Mixed-Integer Nonlinear 

Programming Model
1
 

3.1 Problem Statement 

Internal Medicine housestaff at the UTHSCSA spend time in two clinical systems:  

University Health System and The South Texas Veterans Health Care System.  At the 

beginning of their first year, each of the approximately 32 interns is assigned to one of 

three primary care clinics for the duration of their residency: the internal (general) 

medicine clinic at University Hospital (UH-GMC), the Veterans Administration Internal 

Medicine Clinic (VA-IMC) or the Veterans Administration geriatric clinic (VA-GEM).  

The UH-GMC, VA-IMC and VA-GEM are alternatively referred to as continuity clinics, 

a generally used term that reflects the goal of providing patients with consistent and 

deliberate care over an extended period of time.  A critical step in meeting this goal is to 

align providers with patients to assure continuity of care from one visit to the next.  The 

idea is to simulate the family doctor experience, at least for the length of the residency 

program.  When the doctor knows his or her patients, visits are more productive, fewer 

errors are made, and the patient admits a much higher degree of satisfaction. 

With few exceptions, the Internal Medicine housestaff at UTHSCSA must spend a 

certain number of half-day sessions in their assigned clinic.  Also, at the beginning of the 

year, each intern and resident is given 12 monthly assignments collectively called a block 

schedule.  A subset of the blocks can be classified as either required or elective rotations 

on a particular service such as ambulatory care or endocrinology.  Each places its own 

restrictions on clinic duty, such as frequency and available days, and are discussed below. 

A second set of assignments given to the housestaff each month is contained in 

their call schedule.  Some rotations like night float (NF) and the various critical and 

                                                 

1
 Part of Chapter 3 is based on a previous publication: Bard, J. F., Shu, Z., & Leykum, L. (2013). Monthly 

clinic assignments for Internal Medicine housestaff. IIE Transactions on Healthcare Systems Engineering, 

3(4), 207-239.  Dr. Bard supervised the project, Dr. Leykum helped with understanding the scheduling 

policies for residency program at the Internal Medicine Clinic. 
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intensive care units fall into this category.  For those on ward rotations, call is assigned 

once every five days and has its own clinic assignment restrictions. 

To avoid the confusion that comes with each new rotation, a “month” is defined 

differently for interns and residents.  For the latter, the month “starts” on the 27
th

 of the 

previous month and runs through the 26
th

 of the current month.  For interns, the normal 

definition applies.  The exception is July, the first month of the academic year where all 

rotations start on the 1
st
.  The implication of the overlap is that the scheduling period 

extends from the 27
th

 of the previous month to the end of the current month, say, from 

August 27 through September 30 for September.  Therefore, residents are not assigned 

clinic duty from the 27
th

 to the end of the current month, and the interns’ assignments for 

this period in the previous month cannot be changed. 

The problem we face is to construct monthly schedules that respect day-of-the-

week restrictions, teaming considerations, rules associated with periodic on-call 

assignments, and limits concerning housestaff-to-faculty ratios, while ensuring adherence 

to the ACGME guidelines and maximizing the number of sessions that housestaff spend 

in primary care clinics within these overall constraints.  All that is needed is a feasible 

schedule but not all schedules are equally preferred.  In fact, the quality of a schedule is 

judged by how closely it meets the following goals, given in order of their priority; the 

symbols in parentheses after each goal correspond to the objective function weights used 

in the optimization model. 

1. The housestaff-to-faculty ratio should not be violated. (M1 = 1000) 

2. At least one housestaff on a required inpatient rotation should stay on the service 

each day, so cannot be assigned to clinic. (M2 = 1000)  

3. No UH-GMC clinic session should have 1 or 5 housestaff; it is undesirable for 1 

faculty to supervise 1 housestaff or 2 faculty to supervise 5 housestaff. (M3 = 500) 

4. At least one housestaff on an elective inpatient rotation should stay on the service. 

(M4 = 200)  

5. Housestaff not on a required or elective rotation but eligible for clinic duty should 

be assigned one clinic session a week. ( = 64) 
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6. One housestaff should be assigned to the UH-GMC acute care unit (MACC) each 

day for either an AM or PM session.  A different person should be assigned each 

day. ( = 32) 

7. For some rotations, when multiple housestaff are assigned to them for the month, 

no two should be given clinic duty on the same day. ( = 16) 

8. The ratio of housestaff to faculty should be maximized within the given limits (4 

to 1). ( = 8) 

9. Interns on ward rotations should not be assigned clinic duty on the 1
st
 day of the 

month and residents on ward rotations should not be assigned clinic duty on the 

27
th

 of the month. ( = 4) 

10. Given the option of assigning an intern/resident to two different half days during 

the week or to one full day, it is preferable to make the latter assignment. ( = 4) 

11. Whenever possible, each intern/resident should be assigned the same clinic days 

each week so that he or she is supervised by the same faculty during the month. 

( = 2) 

12. There should be at least one housestaff per session in the last few days when only 

interns are assigned. ( = 1) 

Pairwise comparisons of the weights reflect the relative importance between goals.  

Although each goal can be viewed alternatively as a soft constraint, the first three are 

really hard constraints that are not strictly enforced in the second phase of the solution 

methodology [cf. De Causmaecker and Vanden Berghe (2002) who took a similar 

approach for over-constrained personnel scheduling instances].  Any violations are 

removed in the third phase. 

For scheduling purposes, the clinics run Monday through Friday except for most 

major holidays when they are closed.  When specifying demand, each day is divided into 

two sessions, an AM session and a PM session, so coverage requirements are generally 

stated in terms of half days; that is, “two clinic days per week” really means two sessions 

per week.  For the most part, the problem decomposes by clinic, but the fact that some 
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teams have members who are not all associated with the same clinic creates a 

proportional amount of overlap.  A second factor that prevents decomposition concerns 

housestaff on the same inpatient service rotation.  At least one of them must remain in the 

hospital each day of the month (goals 2 and 4 above). 

Maximum number of housestaff at each clinic. During each clinic session, up to 

four residents can generally be assigned for each faculty on duty.  This ratio is based on 

Medicare billing rules for primary care (the VA-IMC is an exception where this ratio 

doesn’t strictly apply).  The upper bounds given in Table 1 on the number of interns and 

residents must be enforced; however, we found that treating the 4-to-1 ratio as a hard 

constraint could produce an infeasible problem instance when the other hard constraints 

are taken into account.  Therefore, we decided to treat this requirement as a soft 

constraint and allow the ratio to be violated but at a significant cost (goal 1 above).  In the 

post-processing phase, clinic assignments are adjusted to ensure that the ratio is always 

satisfied for the UH-GMC and VA-GEM. 

Table 1: Maximum number of interns/residents permitted during any clinic session 

Clinic Clinic days Session Max no. housestaff 

UH -GMC Mon & Tue AM 4 residents (no interns) 

UH-GMC Mon – Fri PM 8 housestaff 

VA-GEM Mon – Thu PM 4 housestaff 

VA-IMC Mon – Fri AM & PM Varies every month
†
 

†
As of July 2012: Mon PM = 4, Tue AM = 4, Tue PM = 6, Wed PM = 6,  

Thu AM = 3, Thu PM = 5, Fri AM = 4, Fri PM = 6 

The maximum number of faculty working at UH-GMC and VA-GEM during 

each session can be inferred from the maximum number of housestaff specified.  We 

have a restriction, though, that at the UH-GMC at least 2 housestaff must be present to 

justify a faculty member’s time.  This in part provides a lower bound on the number of 

housestaff that must be assigned to each session; however, the first 4 are assigned to the 

first faculty so it is not permissible to assign 5 housestaff when the maximum is 8 (goal 3 
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above).  For the VA-IMC, the numbers in the Table 1 footnote take this restriction into 

account.  The last restriction in this category is that interns should not be given AM 

sessions at any of the three clinics. 

Teams. Each month twenty-six housestaff are assigned to inpatient medicine 

rotations.  These housestaff are organized into 9 teams generally consisting of 1 resident 

and 2 interns, although a few teams have 3 interns while others have 1 intern from 

another service such as psychiatry or anesthesiology.  Four teams consist of housestaff at 

UH and five at the VA.  In each case, at most one team member can be assigned clinic 

duty on any day.  This constraint is intended to ensure sufficient coverage in the hospital 

when a team member is on clinic duty.  An additional requirement is that each team 

member be assigned at least 3 clinic sessions a month.  Note that there is a tenth team 

comprised of military residents, but because they are not assigned clinic duty, they are 

excluded from the analysis. 

Call. The call schedule, which indicates the days of the month that each 

housestaff admits inpatients to the hospital, is constructed prior to constructing the clinic 

schedule.  For each of the nine teams, call rotates every five days, and each member of 

the same team has call on the same day.  In general, housestaff on required or elective 

rotations do not have call during the month, except for those on required inpatient 

rotations which are defined below.  For scheduling purposes, there are two basic rules 

that must be followed: (i) residents always have a PM clinic session on pre-call days, and 

(ii) no housestaff are assigned to the clinic on call day or post-call day 1.  Because at 

most one team member can be assigned clinic duty on any day, the interns on the same 

team cannot be assigned clinic on their pre-call days, which are reserved for the resident 

on the team.  If the pre-call day is Saturday or Sunday, then the resident does not have an 

associated clinic duty.  If the call day is Friday, then only one intern will have clinic the 

following Monday; the resident will have clinic on the following Tuesday because that 

Wednesday is a call day for the team.  Currently, one of the interns on a team is given 
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clinic duty on post-call day 2 and the other on post-call day 3, but this is not a hard 

constraint.  For UH team 1, both interns can be assigned to the clinic on their pre-call day. 

Medicine Acute Care Clinic (MACC). The MACC is a subdivision of the UH-

GMC located in the same facility.  It handles patients who have a pressing need to see a 

physician but whose complaint is not necessarily severe enough to justify an ER visit.  

Examples might include a worsening cough, a sharp recurring pain, and an infected sore.  

Goal 6 above indicates that on each day of the month one housestaff should be assigned 

either an AM or PM MACC session, and that a different person should be assigned each 

day.  To be fair, we impose a hard constraint that limits the number of MACC 

assignments to those who work in the UH-GMC to two sessions per month. 

 “First” day of the month. When a housestaff member starts a new ward rotation, 

it is preferable that he or she not be given clinic duty on the first day of the month to 

allow at least one day for acclimation.  For interns this literally means the 1
st
 day of the 

month and for residents, the 27
th

 of the month.  If either of these days falls on a weekend 

or holiday, then the rule is ignored.  In any case, this rule is treated as a soft constraint 

(goal 9).  However, a related rule stating that interns on ward rotations should not be 

assigned clinic duty on the 27
th

 of the month to avoid leaving the new residents partially 

alone on service is treated as a hard constraint.  The counterpart for ward residents is not 

imposed explicitly because they will generally be in the hospital on the 1
st
 of the month to 

support the new interns, except when they are on call. 

Beginning of the year. When the new academic year starts in July, interns are 

excluded from clinic duty for the first 10 to 15 days.  The actual value is treated as an 

input parameter.  This interval allows time for the interns to adjust to their new 

environment in the hospital without having to immediately jump into clinic duty.  

Moreover, for the first three months of the year interns cannot be in the MACC by 

themselves; there must be either two interns, one resident, or one intern and one resident 

on duty during any session. 
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Definition 1: Inpatient service refers to rotations where the housestaff treat patients in 

the hospital.  It includes all the ward teams and any rotation with the words “consults” or 

“inpatient.” In addition, for the required rotations, it includes Neurology Required and 

Procedure Month. 

Inpatient service. Residents on required inpatient service (IPS) during a month 

cannot be assigned clinic duty on any AM session.  This also applies to interns, but they 

are already restricted to PM sessions only.  An additional constraint is that for each 

required and elective inpatient rotation, at least one housestaff member must remain to 

cover the service.  This is more important for required rotations (goal 2) so in the second 

phase of the solution methodology such violations are penalized more than twice as 

heavily as those for elective rotations (goal 4).  In a post-processing step, the results are 

adjusted so that the final schedule adheres to the IPS requirement. 

Demand. A complicated set of staffing requirements exist for each clinic that 

depend on whether the intern or resident is on a required or elective rotation during the 

month, or whether he or she is on an inpatient ward rotation.  Table 2 highlights the 

assignment rules for those on required rotations.  For example, if a resident is on the 

ambulatory care rotation at UH-GMC, then he or she must be assigned clinic duty on 

Tuesday PM and Friday PM each week so there are no choices; a housestaff member on 

an ER rotation must be assigned one clinic session a week on either Tuesday or Thursday.  

For the adolescent medicine rotation, the rules vary by clinic, which is the exception. 

Table 3 provides the same information for those on elective rotations.  In all cases, 

the goal is to assign the corresponding intern or resident 2 sessions per week but this may 

not be feasible.  For most of the remaining housestaff, the goal is to assign them 1 clinic 

session a week with the requirement that they are given at least 3 sessions a month.  

Those on night float or who are assigned to critical or acute care units for the month are 

exempt from primary care clinic duty.  Finally note that the VA-GEM never has morning 

clinics. 
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Contingencies. For several elective rotations, it is permissible to assign an 

undesirable clinic session to a housestaff when it is costly or infeasible to select a regular 

session.  These sessions are called contingency sessions or contingencies.  The 

contingency sessions are treated as unavailable sessions in this MINP model, while we 

will take advantage of it in the post-processing step and the network model. 

Jeopardy. In each month, two or three residents are on an elective rotation 

preceded by a “j” for “jeopardy”, and are pulled to cover Friday night shifts every other 

week.  Therefore, they cannot have clinics on the Friday afternoons that they have night 

shift duties.  This is indicated in the call schedule. 

Table 2: Required rotations and clinic assignments 

ID no. Rotation Assignment rules for each housestaff 

R01 Adolescent medicine UH-GMC: all day Mon or all day Tues (can do other PMs);  

VA-GEM: Mon-Thurs 2 PMs 

VA-IMC: all day Tues or Thurs or 2 PMs 

R02 Ambulatory care Tues PM and Fri PM; that is, fixed assignments [VA-GEM has 

“chart checks” (cc) on Fridays] 

R03 ER (er) 1PM/wk; different days for multiple interns; Tues, Thurs 

preferred 

R04 Geriatrics (geri) 2/wk, Tues PM, Wed PM 

R05 Heme consults (Heme) 1PM/wk; different days for multiple residents 

R06 HIV (inpatient) 1PM/wk; Tues, Thurs; different days for multiple residents 

R07 Medicine consults 

(MCS) 

1PM/wk; not Mon (preop clinic); different days for multiple 

residents 

R08 Neurology (neuro) 1PM/wk; Tues, Wed; different days for multiple residents 

R09 Procedure month 1PM/wk; Tues, Wed, Thurs; different days for multiple interns; 

not 1
st
 day and not 3

rd
 Wed PM (applies to interns only) 
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Table 3: Elective rotations and clinic assignments 

ID no. Rotation Assignment rules for each housestaff (all 2 sessions/wk) 

E01 Advanced outpatient Any day AM or PM 

E02 Allergy Mon PM, Wed PM (any afternoon contingency) 

E03 BMT Any day AM or PM 

E04 Cardiology consults 

Cardiology outpatient 

Any day AM or PM 

E05 Cardiology downtown 

outpatient 

Mon PM, Wed PM, Fri PM 

E06 Dermatology Tues PM, Thurs PM (any afternoon contingency) 

E07 Endocrine Mon AM, Tues AM, Thurs PM, Fri PM 

E08 ER – elective Any day AM or PM 

E09 Geri outpatient elective Any day AM or PM except Thurs 

E10 GI consults Mon PM, Tues PM, or Fri PM 

E11 Heart station Any day AM or PM 

E12 Hematology outpatient Any day AM or PM 

E13 Hepatology UH/VA Any day except Thurs PM 

E14 HIV out Tues PM, Wed, Thurs, Fri 

E15 ID consult Mon PM, Tues PM, Wed PM (any afternoon contingency) 

E16 Musculoskeletal (MSK) Mon PM, Wed PM, Fri PM 

E17 Nephrology inpatient Tues PM, Thurs PM, Fri PM 

E18 Nephrology outpatient Mon PM, Tues AM, Thurs PM (Fri PM as contingency) 

E19 Neurology – elective Tues, Wed PM, Thurs PM 

E20 Office medicine Any day AM or PM  

E21 Palliative Mon, Tues PM, Wed PM, Fri PM 

E22 Pancreas Mon PM, Tues, Wed PM, Fri PM 

E23 Procedure (elec) Not 1st day of month or AM in the first week (1st to 7th), 

or 3rd Wed PM 

E24 Pulmonary consults Mon PM, Tues (Thurs PM as contingency) 

E25 Pulmonary outpatient Mon PM, Tues PM, Fri PM (Thurs as contingency) 

E26 Quality improvement Mon, Tues, Thurs PM 

E27 Radiology Any day AM or PM 

E28 Research  Any day AM or PM 

E29 Rheumatology Tues, Fri PM (Mon PM as contingency) 

E30 Teaching Any day AM or PM 

E31 Women’s health Any day AM or PM 
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3.2 Model Formulation 

We now present our mixed-integer programming model for the monthly 

housestaff scheduling problem.  In the formulation, we make use of the following 

notation. 

Indices and sets 

C set of clinics; C = {UH-GMC, VA-IMC, VA-GEM} 

D set of days in the planning horizon on which interns/residents need to be 

assigned to clinic duty; d  D = {-d27, -d28, …, -dlast, d1, d2,…,dlast}, where the 

minus sign indicates the previous month and dlast is the last day of the month 

D(i) set of days on which intern/resident i can be assigned a session (Interns are 

scheduled from the 1
st
 of the current month through the last day of the month; 

residents are scheduled from the 27
th

 of the previous month through the 26
th

 of 

the current month.) 

DF(i) set of days that intern/resident i is eligible for clinic duty for at least  one AM 

or PM session 

DM
res

 set of days in the previous month on which only residents can be assigned 

clinic duty – interns already scheduled; DM
res

 = {-d27, -d28, …, -dlast } 

DM
int

 set of days in the current month on which only interns will be assigned clinic 

duty; DM
int

 = {d27, d28,…,dlast} 

DV(i) set of days that intern/resident i is on vacation or holiday, or otherwise 

unavailable 

DW set of scheduling days in a week;   DW = {Mon, Tue, Wed, Thu, Fri} 

DW(i) set of days in a week that intern/resident i can be assigned clinic duty 

IPS set of inpatient services 

N set of all interns and residents 

N(t) set of interns/residents in year t; t = 1,2,…,n
yrs

 

N(d,s,t) set of interns/residents in year t that can be assigned session s on day d 
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N

E

rot (r )  set of interns/residents that are on elective rotation r during the planning 

horizon 

  
N

R

rot (r )  set of interns/residents that are on required rotation r during the planning 

horizon 

N
team

() set of interns/residents who are on team  

N
call

(d) set of interns/residents who are on call on day d  

NC(c) set of all interns and residents assigned to clinic c; c  C 

NI(j) set of housestaff on inpatient service j 

NW set of interns and residents on a ward rotation (not on a required or elective 

rotation) 

R set of required and elective rotations; r  R  

R
elec

 set of elective rotations; R
elec

  R 

R
req

 set of required rotations; R
req

  R 

R
ward

 set of inpatient ward rotations;  R
ward

  R 

S(d) set of sessions on day d that clinic duty can be assigned; s  S(d)  {AM, PM} 

S(i,d) set of sessions on day d that intern/resident i can be assigned clinic duty 

T set of teams;   T 

W set of weeks (including partial weeks) in the month; w  W = {1,…,4 or 5} 

Parameters 

demdst number of interns/residents in year t required to work session s on day d 

ratio

cdsmax  maximum number of housestaff that can be assigned to clinic c for session s on 

day d 

 
max

i

ses
 maximum number of sessions per month that intern/resident i can be assigned 

clinic duty  

 
max



team  maximum number of housestaff on team  that can be on clinic duty during the 

same day; 
 
max



team  = 1 or 2 
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n
yrs

 number of years associated with the intern/residency program 

n
team

 number of teams 

 
n

t

res  number of interns/residents in year t; 
 
n

t

res  = |N(t)| 

 
n

t

  number of times a day of the week  is in the current month for 

interns/residents in year t 

ses

rn  number of sessions that need to be assigned each week for housestaff on 

rotation r 

n
July

 number of days at the beginning of July when clinic duty cannot be assigned to 

interns 

 penalty assigned to a schedule that has a violations 

i penalty weight for violating soft constraint i; i = 1,…,8 

M1 arbitrarily large positive number that penalizes overstaffing at the clinic on any 

session 

M2 arbitrarily large positive number that penalizes violations of the goal that “at 

least one housestaff should remain in the hospital” for each required inpatient 

rotation 

M3 large positive number that penalizes violations of the goal that says “1 or 5 

housestaff should not be assigned clinic duty on any session” 

M4 large positive number that penalizes violations of the goal that “at least one 

housestaff should remain in the hospital” for each elective inpatient rotation 

Decision variables 

xid (binary) 1 if intern/resident i is assigned to at least one session on day d, 0 

otherwise 

xids  (binary) 1 if intern/resident i is assigned to session s on day d, 0 otherwise 

 
x

id

MACC  (binary) 1 if intern/resident i is assigned to the MACC on day d; 0 otherwise 

ar
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z

i
 (binary) 1 if day of the week  is the primary clinic day for intern/resident i, 0 

otherwise 

ratio

cds  (integer) number of housestaff short with respect to the maximum ratio of 

housestaff to faculty at clinic c on day d, session s 

ratio

cds  (integer) number of housestaff above the maximum ratio of housestaff to 

faculty at clinic c on day d, session s 

 


id

same  (binary) 1 if intern/resident i does not have clinic duty on day d where day of 

the week (d) is his or her primary day, 0 otherwise 

 


id

same  (binary) 1 if intern/resident i has clinic duty on day d where day of the week 

(d) is not his or her primary day, 0 otherwise 

 


id

split  (binary) 1 if intern/resident i has clinic duty on session 2 (PM) of day d  DF(i) 

but not on session 1 (AM), 0 otherwise (can be treated as continuous) 

 


id

split  (binary) 1 if intern/resident i has clinic duty on session 1 (AM) of day d  

DF(i) but not on session 2 (PM), 0 otherwise (can be treated as continuous) 

 
s

d

MACC  (binary) 1 if no housestaff are assigned to the MACC on day d, 0 otherwise 

(can be treated as continuous) 

MACC

i  (binary) 1 if housestaff i has been assigned 2 MACC sessions during the month, 

0 otherwise. 

 
s

iw

one  (binary) 1 if intern/resident i not on a required or elective rotation is not 

assigned clinic duty in week w, 0 otherwise 

intern

cdss  amount of undercoverage at clinic c on day d, session s from the 27
th

 to the end 

of the month when only interns are scheduled (can be treated as continuous) 

inpatient

djs  (binary) 1 if no housestaff stays on inpatient service j on day d, 0 otherwise 

1

dsNH  (binary) 1 if the number of housestaff assigned to UH-GMC on day d session s 

is greater than or equal to 1, 0 otherwise 
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1

dss  (binary) 1 if the number of housestaff assigned to UH-GMC on day d session s 

is 1, 0 otherwise (can be treated as continuous) 

5

dsNH  (binary) 1 if the number of housestaff assigned UH-GMC on day d session s is 

greater than or equal to 5, 0 otherwise 

5

dss  (binary) 1 if the number of housestaff assigned to UH-GMC on day d session s 

is 5, 0 otherwise (can be treated as continuous) 

3.2.1 Pre-processing 

Several of the scheduling restrictions state that certain sessions must be staffed by 

a particular person or by housestaff in a particular post-graduate year, such as interns; 

others prohibit clinic duty on particular sessions or days, such as Friday PM for those on 

jeopardy rotations when they might be called in to cover for others.  These restrictions are 

handled by setting the corresponding decision variables, xids, to zero.  Days set aside for 

vacation, classroom lectures, or other training cannot be preempted with clinic duty.  This 

allows us to set xids = 0 for intern/resident i who is not available on day d, session s and to 

set xid = 
x

id

MACC = 0 for intern/resident i who is not available on day d.  In the 

implementation, this is achieved by setting the appropriate upper and lower bounds to 0. 

For each housestaff on call on day d, the next day d + 1 cannot be a clinic 

assignment.  Therefore, for all d  D  {-d26}, s  S(d) and i  N
call

(d), we set xi,d+1,s = 0.  

Also, if i  N
call

(d) \ N
team

(UH1), and i is a resident, then xi,d1,2 = 1 unless d1 is a 

Saturday or Sunday since there are no clinics on the weekend.  Recall that ward residents 

go to the PM clinic on their pre-call day (they are not permitted to take vacation during a 

ward rotation) and that residents on team UH 1 are in the military and don’t have clinic 

duty.  In addition, if a ward resident has call on the 22
nd

 of the month, implying a clinic 

on the 21
st
, then that resident should also be assigned clinic duty five days later on the 

26
th

.  As a consequence of these rules, ward interns cannot have clinic on their pre-call, 

call, and post-call days so the corresponding x variables can be set to zero. 
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During the first month of a new year, July in our case, interns are excluded from 

clinic duty for the first n
July

 days.  This is enforced by setting xids = 0 for all i  N(t)  

NW, s  S(d), d = 1,…,n
July

.  With respect to the first-day-of-the-month rule, on the 27
th

 

of the month ward interns are supposed to remain on service rather go to the clinic so we 

set xi,27 = 0 for all i  N(1) \ {housestaff on required and elective rotations}. 

Due to the staggering of schedules, the planning horizon extends from the 27
th

 

day of the previous month up to the 26
th

 day of the current month for residents, and from 

the 1
st
 day through the last day of the current month (call it dlast) for interns.  A basic 

restriction is that the interns’ clinic assignments on days d27 through dlast of the previous 

month cannot be changed.  This is enforced by setting xids = 1 for all i N(1), d  DM
res

 

and s  S(d) such that session s on day d was a clinic assignment, and xids = 0 otherwise.  

Also, it is necessary to set xids = 0 for all residents i 
2

( )
yrsn

t
N t

 , d  DM
int

, s  S(d), and 

to reduce the parameter 
 
max

ds

ratio  by the number of intern assignments on day d  DM
rres

, 

session s  S(d). 

Approximately 15 housestaff are assigned annually to the VA-GEM.  Each month 

a different person from that cohort is selected to work in the geriatric acute care clinic 

(GACC), and is typically assigned two PM sessions a week.  As a consequence, the 

designee is relieved of clinic duty in the VA-GEM for the month.  When considering the 

housestaff-to-faculty ratio, the person assigned to the GACC must be factored in. 

Additional variable specifications are implied by the restrictions identified in 

Tables 2 and 3.  To a large extent, they can be accommodated by appropriately defining 

the set N(d,s,t).  For i  N(d,s,t), we set xids = 0 for all d and s.  Similarly, because there 

are no clinic hours on weekends, xids = 0 for all d  D such that  (d)  DW = 

{Mon,…,Fri}, where the function  (d) maps d into a day of the week; e.g., 

 (10 Aug 2012) = Fri. 
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3.2.2 Generic clinic model 

Our MIP for the housestaff scheduling problem is formulated as a preemptive 

goal program.  The objective function incorporates the eleven goals stated above, each 

multiplied by a weight that reflects its relative importance.  A set of corresponding soft 

constraints is also included that determine the value of the penalty variables in the 

objective function terms.  The hard constraints are associated with minimum and 

maximum clinic requirements, MACC assignment limits, and team restrictions.  The 

constraints specific to the required and elective rotations are given in Appendix A. 

Minimize M1
( )

ratio

cds

c C d D s S d


  

  + M2
req

inpatient

d D j IPS R

djs
  

   

 + M3  1 5

( )\ int

ds ds

s S dD DM

s s


  + M4
elecd D j IPS R

inpatient

djs
  

   

 + 1
one

iw

i NW w W

s
 

   + 2
(UH-GMC)\ int

MACC MACC

d i

i NCd D DM

s 


 
 

 
    

 + 3  ER Heme HIV MCS Neuro Pro

d d d d d d

d D

s s s s s s


    
 
+ 4

( )\ int

ratio

cds

c C s S dd D DM


 

  
  

 
+ 5 

1 272 2

(1) 2 ( )

yrsn

id id

i N NW t i N t NW

x x
    

 
 

 
  

 
+ 6  

( )

split split

id id

i N d DF i

 
 

 
  

 
+7  , ( ) , ( )

( ) ( )int res

same same

i d i d

i N d D i DM DM d DW

 



 
    

    + 8 
( )int

intern

cds

c C s S dd DM

s
 

    (1a) 

Subject to   

One session per week for housestaff not on a required or elective rotation 

( , ) ( )

1one

ids iw

d D i w s S d

x s
 

   ,  i  N \
  
N

R

rot (r
1
) \

  
N

E

rot(r
2
) , r1  R

rot
, r2  R

elec
; 

 D(i,w) = DW for all w (1b) 

At least 3 sessions per month for housestaff not on a required or elective rotation 

( ) ( )

3ids

d D i s S d

x
 

  ,  i  N \
  
N

R

rot (r
1
) \

  
N

E

rot(r
2
) , r1  R

rot
, r2  R

elec
 (1c) 

MACC daily assignments (only for UH-GMC) 

(UH-GMC)

1MACC MACC

id d

i NC

x s


  ,   d  D \ DM
int

 (1d) 
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int( )\

2MACC

id

d D i DM

x


 ,   i  NC(UH-GMC) (1e) 

int( )\

1MACC MACC

id i

d D i DM

x 


  ,   i  NC(UH-GMC) (1f) 

( )

MACC

id ids

s S d

x x


  ,   i  NC(UH-GMC), d  D(i) (1g) 

Housestaff-to-faculty ratio, day-of-the-week limits by session 

1 ( ) ( , , )

yrsn
ratio ratio ratio

ids cds cds cds

t i NC c N d s t

x max 
  

    ,   c  C ,  d  D ,  s  S(d) (1h) 

2

( ) ( ,2,1)

/ 4intern ratio

ids cd cds

i NC c N d

x s max
 

  ,   c  C \{VA-IMC}, d  DM
int 

2

( ) ( ,2,1)

1intern

ids cd

i NC c N d

x s
 

  ,   c = VA-IMC,  d  DM
int

 (1i) 

Preference to assign clinic duty on the same days of the week for each housestaff  

 
( ) 1

( )

, 7 , 7 , 7 , ( )

0

d
tn

same same d

i d j i d j i d j t i d

j

x n z





 


  



   ,  i  N(t),  t = 1,…,n
yrs

, 

 d {d1,…,d7}  DW for interns,  

 and d {d -27,d -28,… }  DW for residents (1j) 

( )

ses

i r

DW i

z n


 ,   i  N(t)  ( )rot

RN r , r  R
req

, t = 1,…,n
yrs

  

( )

ses

i r

DW i

z n


 ,   i  N(t)  
  
N

E

rot (r ) , r  R
elec

, t = 1,…,n
yrs

 (1k) 

2xid  xid1 + xid2,  xid  xid1 + xid2,   i  N(t), t = 1,…,n
yrs

 (1l) 

Preference for assigning two sessions on the same day when possible rather than 

splitting days 

  
x

id1
 x

id 2
 

id

split 
id

split  0 ,   i  
  
N

R

rot (geri)  
  
N

E

rot (r ) , r  R
elec

, d  DF(i) (1m) 

Do not assign 1 or 5 housestaff to a clinic session 

1 1

UH-GMC,

1 (UH-GMC)

(1 ) 2

yrsn
ratio

ids ds ds ds

t i NC

x max NH s
 

     ,   d  D \ DM
int

, s  S(d) (1n) 

1

UH-GMC,

1 (UH-GMC)

0

yrsn
ratio

ids ds ds

t i NC

x max NH
 

   ,   d  D \ DM
int

, s  S(d) (1o) 
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5 5

UH-GMC,

1 (UH-GMC)

(1 ) 6

yrsn
ratio

ids ds ds ds

t i NC

x max NH s
 

     ,   d  D \ DM
int

, s  S(d) (1p) 

5

UH-GMC,

1 (UH-GMC)

4

yrsn
ratio

ids ds ds

t i NC

x max NH
 

   ,   d  D \ DM
int

, s  S(d) (1q) 

Teams 

( )team

team

id

i N

x max


 ,     T,  d 
  

D(i)
iN team ( }

U  (1r) 

Inpatient service 

( ) ( )

( ) 1inpatient

ids dj

i NI j s S d

x s NI j
 

    ,  d  D, j IPS, |NI(j)| > 1 (1s) 

Variable definitions 

xid, xids,  
x

id

MACC , 
 
z

i
, 

 
s

iw

one , 
 


id

same , 
 


id

same , 
 


id

split , 
 


id

split , 
 
s

d

MACC , 
MACC

i , inpatient

djs ,  

1

dss , 5

dss , 
1

dsNH , 
5

dsNH   {0,1},   i, d, s, ;  ratio

cds , 
ratio

cds , 
intern

cdss   0,   c, d, s (1t) 

The objective function (1a) is the weighed sum of twelve preference terms 

corresponding to the twelve goals.  The coefficients M1, …,M4, 1, 2, …, 7 must be 

chosen so that the appropriate emphasis is placed on each.  For example, since the ninth 

and tenth goals have equal priority, we set 5 = 6.  In general, values are assigned such 

that M1   . . .   M4 >> 1  . . .   8, where the M coefficients are much larger than the 

 coefficients.  In theory, this weighting scheme ensures that if feasible solution to the 

scheduling problem exists which does not violate the first four goals (hard constraints) 

listed in Chapter 3, it will be found. 

The first three terms and to some extent the fourth in (1) are associated with hard 

constraints and are weighted by relatively large coefficients.  The first term in this 

category is weighted by M1 and is the sum of the number of times the housestaff-to- 

faculty ratio is exceeded, as determined by constraints (1h).  The right-hand-side values, 

, are given in Table 1.  Although the ratio must always be satisfied, we treat it here 

as a soft constraint to preclude the possibility of an infeasible instance and make 

adjustments later if there are any violations.  The second term with a large penalty (M2) 

ratio

cdsmax



 

 

34 

attempts to ensure that inpatient

djs  = 0 in constraints (1s) for all d  D and j  IPS  R
req

.  If 

all the housestaff on required inpatient rotation j is assigned clinic duty on day d, then a 

penalty of M2 is incurred.  The fourth term with a large penalty (M4) is the counterpart of 

this goal for elective inpatient rotations j  IPS  R
elec

.  Finally, the term associated with 

M3 penalizes violations of the rule of not assigning 1 or 5 housestaff to a clinic session at 

the UH-GMC.  The slack variables 1

dss , 5

dss  and constraints (1n) – (1q) are used to ensure 

that this goal is met whenever possible. 

The fifth term in (1a) sums the slack variables in Eq. (1b), which represent the 

number of times a member of the housestaff who is not on a required or elective rotation 

is not given clinic duty each week.  This applies even when there are five weeks in the 

month.  The sixth term is the weighted (2) sum of the number of days that no housestaff 

is assigned to the MACC plus the number of housestaff who has been assigned two 

MACC sessions during the month (note that only housestaff at the UH-GMC can be 

assigned MACC sessions).  The days on which no clinic assignments are made are 

recorded by the variables 
 
s

d

MACC  in Eq. (1d) for all d  D.  In the first three months, an 

intern cannot be assigned to a MACC session by him or herself alone; either two interns 

or one resident should be assigned. 

The seventh term (weighted by 3) sums the surplus variables associated with 

those rotations for which no two housestaff should be given clinic duty on the same day 

when multiple housestaff are on the same block for the month.  The corresponding 

constraints are given in Appendix A.  The eighth term (weighted by 4) sums the slack 

variables 
ratio

cds  associated with Eq. (1h), which represent the shortfall in staffing with 

respect to the maximum ratio of housestaff to faculty given by the parameter 
ratio

cdsmax  on 

the right-hand side of (1h).  Note that the index range for d in (1a) for some summations 

does not include the 27
th

 through the end of the month when only the interns are 

scheduled. 
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The ninth term (weighted by 5) penalizes the assignment of clinic days to ward 

interns on the first of the month and to ward residents on the 27
th

.  The tenth term 

(weighted by 6) penalizes split-day assignments when Eq. (1m) is taken into account.  

When intern or resident i can be assigned two sessions on day d, but only one is assigned, 

then either 
 


id

split  or 
 


id

split  must take the value of 1 and a penalty is incurred.  Equivalently, 

we are trying to minimize 1 2id idid
x x . 

The eleventh term (weighted by 7) penalizes the number of days on which the 

housestaff are assigned clinic duty but not on their primary day or days of the week.  For 

each i  ( )rot

RN r , r  R
req

 or i  ( )rot

EN r , r  R
elec

, constraint (1k) selects ses

rn  of the five 

week days as the primary days.  Penalties are incurred when 
  


i, (d )

same   0 or 
  


i, (d)

same   0 in Eq. 

(1j). 

The last term is associated with the 27
th

 through the end of the month when only 

interns are scheduled.  Recognizing that it may not be possible to cover each session with 

just interns, the goal is to spread their assignments over as many sessions as possible 

rather than lumping them together.  The summation (weighted by 8) penalizes sessions 

on which there is no coverage. 

Constraints (1b) are designed to enforce the rule that each member of the 

housestaff who is eligible for clinic duty and not on a required or elective rotation should 

spend exactly one session a week in the clinic, regardless of the number of days in the 

week (the first or last week, or weeks with holidays, may have fewer than five days).  

More than one is not permitted due to the heavy workload on the wards, and, if necessary, 

one or more weeks can be skipped altogether if such assignments lead to more severe 

violations of other requirements.  The slack variable 
 
s

iw

one  takes the value of 1 when 

intern/resident i is not given clinic duty in week w.  To ensure that the clinic schedule is 

roughly the same for housestaff on ward rotations, constraints (1c) impose a lower bound 

of 3 on the number of sessions that must be assigned to each of them over the month. 
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Constraints (1d) – (1g) address the goal of assigning one member of the 

housestaff to the MACC on each day in the planning horizon other than the last few days 

when only interns are scheduled; that is, the 27
th

 through the end of the current month.  

Resident assignments for d  DM
int

 are accounted for in the next month, and some may 

satisfy this goal for the next period.  In Eq. (1d), 
 
s

d

MACC  = 1 when no housestaff is assigned 

to the MACC on day d and 0 otherwise.  Positive values are penalized by an amount 

proportional to 2 in the objective function (1a).  Constraints (1e) limit a MACC 

assignment to at most two per month for each intern/resident i  NC(UH-GMC), while 

(1g) prevents a MACC assignment (i.e., 
 
x

id

MACC = 1) unless intern/resident i is assigned 

clinic duty on at least one of the AM or PM sessions on day d.  The goal is to assign a 

different person to the MACC each day and limit such assignments to one a month but 

this may not be possible.  Therefore, the right-hand side of (1e) is set to 2 as a 

compromise.  When two assignments are made, MACC

i = 1 in (1f) and a penalty of 2 is 

incurred in (1a). 

Constraints (1h) aim to ensure that the housestaff-to-faculty ratio is met exactly 

during each clinic session during the week.  As mentioned, goal 8 is to meet this ratio 

whenever possible, so shortages are penalized.  The value of 
ratio

cdsmax  is given in Table 1 

and corresponds to a ratio of 4 to 1 for UH-GMC and VA-GEM; for the VA-IMC, the 

stated bounds provide the maximums – the ratio doesn’t apply.  From the 27
th

 through the 

end of the month when only interns are scheduled, there are likely to be shortages but 

these will be mitigated when the schedule for the next month is constructed.  Constraints 

(1i) are designed to evenly distribute the interns over these days.  The fraction 
 
max

ds

ratio / 4 

on the right-hand side of (1i) indicates the number of faculty available at the UH-IMC 

and VA-GEM.  A small penalty denoted by 7 is incurred in (1a) when 2

intern

cds  = 1, 

indicating no coverage on day d  DM
int

 at clinic c on the PM session.  For the VA-IMC, 

the right-hand side of (1i) is replaced with 1. 
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In an effort to assign the same clinic days each week, housestaff are assigned 

primary days by the model.  The number of primary days depends on the particular 

rotation and the corresponding clinic requirements.  Constraints (1j) count the number of 

days in the planning horizon that intern/resident i is not assigned to the clinic on his or 

her primary days each week.  They are written for the first seven days of the month but 

are only in effect for weekdays since weekends are ignored.  Depending on the rotation 

that intern/resident i is on, the primary days can be any day DW(i).  The variable zi is 

used to make the selection in constraints (1k).  The pair of constraints in (1l) is used for 

accounting purposes.  The first inequality sets the binary variable xid = 1 when 

intern/resident i is assigned clinic duty on at least one of the sessions on day d.  If no 

assignment is given on d, then xid =0, which is assured by the second inequality. 

To understand how (1j) – (1l) work, assume that the first day of the month d1 = 1 

for interns is a Monday so  (d1) = Monday.  Also assume that there are five Mondays in 

the month, so 
  
n

1

 = 5.  If the model selects   = Tuesday for the primary day for intern 2 

(z2,Tue = 1), then the corresponding constraint for Monday is  
4

2,1 7 2,1 7 2,1 70

same same

j j jj
x    

   

= 
  
4z

2,Mon
= 0.  The summation is written for d = 1, 8, 15, 22, 29.  Adjustments for 

vacations and holidays are possible, but not really necessary because they will not have 

any effect on the results and can be accounted for in a pre-processing step.  If intern 2 is 

on vacation on the second Monday in the month in the example, then N(d = 8, s = 1, t = 1) 

= N(8,2,1) would not contain intern 2 and we set  x2,8,2 = 0 in the pre-processing step.  

Although a corresponding penalty is 7 is incurred in the second week because 
  


2,d

same
 = 1 

in (1j), it can be removed during post-processing. 

With respect to goal 10 of not splitting clinic duty between two days if possible, 

when resident i is eligible on both the AM and PM sessions on day d but only one is 

assigned, implying that xid1  xid2, then one of the penalty variables 
 


id

split
 or 

 


id

split
in 

constraints (1m) must be 1 to balance the equation.  If xid1 = xid2, then the equation is 

satisfied and neither penalty variable need be positive.  These constraints are only written 
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for residents who are supposed to spend two days in the clinic a week.  Recall that interns 

are never assigned AM sessions so (1m) is not relevant for them. 

The next block of constraints (1n) – (1q) deals with the undesirable situations of 

having one faculty supervising one housestaff during a clinic session at UH-GMC (this 

rule doesn’t apply to the VA clinics).  In light of the 4 to 1 ratio, when n housestaff are 

assigned clinic duty on session s, this can occur when n mod 4 = 1, for n = 1, 2, …, n
max

.  

In our case, this happens when n = 1 or 5 since n
max

 = 8.  Constraints (1n) – (1o) are 

designed to discourage the assignment of one housestaff to session s on day d.  If the 

number assigned is greater than or equal to 1, then 
1

dsNH = 1 implying that (1n) is active 

and (1o) is redundant.  In this case, 1

dss  will be 1 when exactly one housestaff is assigned 

to the clinic, which is discouraged by the penalty term in (1a) weighted by M2.  When 

1

dsNH = 0, (1n) is redundant and (1o) prohibits any clinic assignments on day d, session s.  

Constraints (1p) – (1q) similarly discourage an assignment of 5 housestaff on day d, 

session s.  If it were permissible to assign, say, 12 housestaff to a clinic session, then 

additional constraints would have to be included for the case where n = 9, and so on. 

Constraints (1r) limit the members of a team that can be assigned to the clinic on 

the same day to at most 
teammax , which is 1 for the current problem, while constraints (1s) 

try to ensure that if there is more than one housestaff on inpatient service j, then at least 

one of them remains on in the hospital on day d.  Violations are noted when inpatient

djs = 1, 

and penalized in (1a).  Finally, variable definitions are given in (1t). 

3.2.3 Objective function modifications 

Adjusting the  and M values in (1a) shifts the importance of the corresponding 

terms but does not affect the relative importance of each violation within each term, 

which are all assumed to be equal.  In some cases, this is evident while in others, 

violations should really be penalized at an increasing rate.  For example, consider the 

sixth term with 2.  Because the goal is to assign one housestaff a day to the MACC, a 

violation on any particular day is the same as on any other day so it is sufficient to 
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compute associated penalty by summing the slack variables 
 
s

d

MACC .  This would be true as 

long as, say, 4 violations during the month were viewed to be twice as bad as 2 violations.  

The fact that there can be at most one violation per day further supports the use of a linear 

penalty function for this case. 

Now consider the fifth term in (1a), which sums the number of times 

intern/resident i who is not on a required or elective rotation is not assigned clinic duty in 

a week.  Given that the goal is to assign one clinic a week, if this is not possible it is 

preferable to spread the violations out over all housestaff rather than lumping them 

amongst a few.  That is, it is better to have two residents each miss a week of clinic duty 

rather than have the first resident miss two weeks and the second resident miss none.  

One way to achieve a balance is to replace iw 
s

iw

one  with iw
 
f s

iw

one , where 
  f ()   0 is a 

strictly convex function, such as a quadratic.  Introducing nonlinearities, though, is likely 

to create computational difficulties.  Instead, we propose a linear alternative that captures 

the desired penalty properties.  In making the modifications, we only consider those 

penalties that are directly associated with interns and residents, the housestaff-to-faculty 

ratio, and the end-of-the-month schedule.  The affected variables are 
 
s

iw

one , 
 


id

same , 
 


id

same , 

 


id

split
, 

 


id

split
, 

ratio

cds , 
intern

cdss .  For the updated model, the following additional notation is used. 

a index for the number of preference violations; a = 1,…,V
staff

(V
ratio

) 

V
ratio

 maximum number of ratio constraint (1h) violations allowed 

V
staff

 maximum number of violations allowed for each housestaff 

 
v

ia

one   (binary) 1 if intern/resident i who is not assigned to a required or elective 

rotation does not have clinic duty in a weeks during the planning horizon, 0 

otherwise 

 
v

ia

same
 (binary) 1 if intern/resident i has a clinic assignment that is not on his or her 

primary day, 0 otherwise 
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v

ia

split  (binary) 1 if intern/resident i who is supposed to be assigned two sessions a 

week is assigned two sessions, but in a weeks they do not fall on the same day, 

0 otherwise 

ratio

cdsav  (binary) 1 if session s on day d at clinic c is assigned a more housestaff than 

the maximum allowed, 0 otherwise 

intern

cdsav  (binary) 1 if session s on day d at clinic c is under-covered  

ra cost coefficient associated with a violations; ra = a
2
 

Updated model 

Minimize M1
( )

ratio

cds

c C d D s S d


  

  + M2
req

inpatient

d D j IPS R

djs
  

   

 + M3  1 5

( )\ int

ds ds

s S dD DM

s s


  + M4
elecd D j IPS R

inpatient

djs
  

   

 1
1

staffV
one

a ia

i NW a

r v
 

   + 2
(UH-GMC)\ int

MACC MACC

d i

i NCd D DM

s 


 
 

 
   

 + 3  ER Heme HIV MCS Neuro Pro

d d d d d d

d D

s s s s s s


      + 4
( ) 1\

ratio

int

V
ratio

a cdsa

c C s S d ad D DM

r v
  

     

 + 5 
1 272 2

(1) 2 ( )

yrsn

id id

i N NW t i N t NW

x x
    

 
 

 
   + 6 

1

staffV
split

a ia

i N a

r v
 

  +7
1

staffV
same

a ia

i N a

r v
 

  

 + 8 
( ) 1

ratio

int

V
intern

a cdsa

c C s S d ad DM

r v
  

     (2a) 

subject to (1b) – (1t) 

1

staffV
one

ia

a

av


  = one

iw

w W

s


 ,   
1

staffV
one

ia

a

v


  1,  i  NW (2b) 

1

staffV
same

ia

a

av


  =  , ( ) , ( )

( )( ) int res

same same

i d i d

d DWd D i DM DM

 


 
  

  ,  
1

staffV
same

ia

a

v
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N

R

rot (geri) \
  
N

E
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1

staffV
split

ia

a

av


  =  
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split split

id id

d DF i

 


 ,  
1

staffV
split

ia

a

v
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1

ratioV
ratio

cdsa

a

av


  = ratio

cds ,  
1

ratioV
ratio

dsa

a

v


   1,   c  C, d  D, s  S(d) (2e) 

1

ratioV
intern

cdsa

a

av


  = intern

cdss , 
1

ratioV
intern

dsa

a

v


 1,   c  C, d  D, s  S(d) (2f) 

 
v

ia

one , 
 
v

ia

same , 
 
v

ia

split , ratio

cdsav , intern

cdsav   {0,1},   c, i, d, s, a (2g) 

The terms in objective function (2a) that differ from those in (1a) penalize 

violations at an increasing rate as specified by the coefficient ra, which is a quadratic 

function of a; specifically,  ra = a
2
.  For a = 1 (one violation), r1 = 1, for a = 2, r2 = 4, for 

a = 3, r3 = 9 and so on.  Constraints (2b) – (2f) each have two components.  The first 

counts the number of violations and the second determines which penalty coefficient ra 

will be in effect.  With respect to (2b), for example, if intern i is given clinic duty in 

weeks 1 and 4, but not in weeks 2 and 3, assuming 4 weeks in the month, then 
  
s

i1

one = 
  
s

i4

one  = 

0 and 
  
s

i2

one = 
  
s

i3

one = 1 [see (1b)].  Thus, a = 2, vi2 = 1, via = 0 for a  2, and r2 = 4 in (2a). 

3.3 Solution Procedure 

Model (2) is a large-scale mixed-integer linear program (MILP) with O(|N|.|D|) 

variables and O(|N|.|D| + |C|.|D|.|R|) constraints.  Nevertheless, after the pre-processing 

phase, it can be solved quickly by CPLEX 12.4 (www.cplex.com) to get tentative 

schedules each month.  To remove any violations in the hard constraints present in those 

schedules, and to try to reduce violations of the soft constraints, we have implemented a 

post-processor that sequentially works its way through a subset of the goals seeking to 

reduce violations in each.  The two basic options available for doing this are either to 

remove one or more housestaff from a session, or to make use of contingency sessions.  

The latter option is only applicable for those on elective rotations (see Table 3).  For 

example, if a Tuesday AM session at the UH-GMC for some week was assigned more 

housestaff than the maximum allowed, then it may be possible to move, say, a resident on 

Rheumatology from Tuesday AM to her contingency session on Monday PM.  

Alternatively, if a Tuesday PM session was assigned a single housestaff only, it may be 

http://www.cplex.com/


 

 

42 

possible to find a second housestaff with only one assignment that week, say, someone on 

an Allergy rotation, to work at the clinic during the Tuesday PM session.  Such an 

assignment would not have been made by the model, but since Tuesday PM is a 

contingency for Allergy, it can be assigned whenever it improves the schedule. 

In the post-processor, single moves, removals, and insertions are considered first, 

and then pairs of moves involving two housestaff at a time.  The basic steps of the 

algorithm are highlighted below.  A more descriptive pseudocode is given in Appendix B. 

Basic_Post-processing_Algorithm 

Input: Schedules generated by model (2); current rotation and unavailable days for 

each intern and resident; contingency days for each elective rotation. 

Output: Updated schedule with no violations of hard constraints; list of goal violations 

at the clinic level; list of goal violations associated with each rotation; list of 

goal violations associated with each housestaff; comparison between the 

updated schedule and the current schedule for each goal violation. 

Step 1: Eliminate violations of goal 2 associated with required inpatient service by 

selectively removing housestaff based on the number of sessions assigned to 

each in the month. 

Step 2: Identify sessions during the month that have fewer housestaff than the 

maximum allowed.  Try to increase the number of housestaff assigned to those 

sessions by taking advantage of contingencies available to housestaff on 

elective rotations. 

Step 3: Eliminate violations of goal 1 associated with maximum housestaff-to-faculty 

ratio by first trying to move housestaff on over-covered sessions to a 

contingency session.  If violations still exist, remove housestaff from the 

violated sessions starting with those who have the most clinic duty in the 

month (ties are broken arbitrarily). 

Step 4: Eliminate violations of goal 3 for sessions at the UH-GMC where either 1 or 5 

housestaff are assigned.  If a violated session corresponds to a contingency day 

for someone on an elective rotation try to eliminate the violation by 
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reassigning that person.  Otherwise, remove the housestaff who has the most 

clinic duty in the month from the violated session. 

Step 5: Try to reduce violations of goal 4 by removing the intern or resident on a 

violated inpatient service who has the most clinic duty in the month.  This 

assumes that such action does not lead to a violation of either goal 3 or drops 

the housestaff member below his or her required number of sessions per month. 

For several reasons, we did not try to reduce the number of violations of the 

remaining goals in this phase of the computations.  First, compared to the first four goals, 

the remaining seven are relatively unimportant.  We found that eliminating a lower level 

violation often led to the introduction of a higher level violation; moreover, we did not 

see a straightforward way of addressing more than one violation at a time.  Second, the 

number of violations of the soft constraints was already minimized hierarchically by 

CPLEX in the second phase so there is little room for improvement.  Third, the 

randomization of the 5-step procedure outlined in the next paragraph, though still 

sequential, was seen to occasionally produce schedules that were hierarchically better 

than those obtained with the basic version alone. 

The Basic_Post-processing_Algorithm is a greedy procedure that, 

depending on the step, selects which housestaff or session to consider first based on the 

maximum number of violations associated with either.  Such an approach is not likely to 

produce a global optimum because it fails to account for the future consequences of an 

immediate decision.  To add diversity to the procedure, the selection rules in the 

implementation were randomized at each step to permit candidates with fewer violations 

to be chosen.  This provided a mechanism for overcoming local optimality and exploring 

a wider portion of the feasible region. 

The basic input data required for schedule construction fall into two categories: 

individual data and clinic data.  With respect to the first category, we need the identity of 

the interns and residents, their monthly rotations, their vacations and other absent days, 

their assigned clinics, and their call schedules.  At the clinic level, we need the holiday 

schedule, the GACC monthly assignments, the available clinic sessions and the 
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maximum number of  housestaff that can be assigned to each clinic (Table 1), the 

restrictions associated with each required and elective rotation (Tables 2 and 3), and the 

scheduling goals.  For comparative purposes, we also need past schedules. 

Figure 1 depicts the data requirements in summary form.  The Internal Medicine 

Residency Program at UTHSCSA, the test bed for this study, stores the individual data in 

an information system called AMION (www.amion.com).  Partial screen shots of the 

AMION graphical user interfaces for the block and call schedules are shown in Figures 2 

and 3.  The primary input file that we use in our code is exported from AMION and 

contains individual housestaff information for each day of the year; there is one record 

for each person for each day of the 365 days in the year.  Beyond the export date, 

unknown information like clinic assignments and call schedules are represented by zeros. 

The computational flow of our solution procedure called H-CAT is outlined in 

Figure 4.  Currently, the call schedule is generated manually a few months ahead of time.  

It is a straightforward process because call patterns are fixed, repeating every five days, 

and only housestaff on ward rotations are considered.  With a few exceptions, housestaff 

on required or elective rotations do not have call during the month.  The pre-processing 

steps are also straightforward, and only involve fixing a subset of the decision variables 

in model (2) to one or zero.  Output reports after running the 

Post_processing_Algorithm consist of the monthly assignments by individual 

and clinic, and a comparison of goal achievement with respect to the current schedule. 

http://www.amion.com/
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Figure 1: Data requirements for schedule construction 

 

Figure 2: Partial block schedule for Internal Medicine housestaff for 2012-2013 
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Figure 3: Partial call schedule for Internal Medicine housestaff for November 2012 

 

Figure 4: Computational flow of scheduling procedure, H-CAT 
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3.4 Computations: Case Study 

The scheduling procedure was coded in C++ and run under Windows 7 on a Dell 

XPS 13 laptop with 1.60 GHz Intel core i5 processor and 4 GB of memory.  CPLEX 12.4 

with its default settings was used to solve the MILPs.  After the presolve step, the number 

of rows and columns in the model averaged 1600 and 2800, respectively, and contained 

approximately 1700 binary variables.  H-CAT solution times ranged from 20 to 30 

seconds, with the majority of the effort associated with setting up and solving the MILPs.  

The housestaff data for the analysis were downloaded from AMION for the first 8 

months of the 2012-13 academic year, which began July 1, 2012.  In all, there were 

roughly 39 interns (PGY1), 36 second year residents (PGY2), and 27 third year residents 

(PGY3), giving a total of 102. 

In any given month, about 60% of the housestaff are eligible for clinic duty.  In 

November 2012, for example, 20 interns, 21 second year residents, and 19 third year 

residents were scheduled.  Of those, 26 were permanently assigned to the UH-GMC, 13 

to the VA-IMC, and 22 to the VA-IMC.  These proportions are relatively constant each 

month. 

Two additional files are read by our code.  The first specifies the parameter values, 

the holiday schedule, the GACC assignments, the objective function weights, and the 

names of the clinics.  The second is a text version of Tables 2 and 3, and contains one or 

more lines for each rotation; all spellings used in AMION must be included.  The rotation 

name is followed by a 20-character string of zeros, ones, and twos indicating the 

availability of each session during the week.  Samples of these files are given in 

Appendices C and D. 

For each month of the study period, clinic assignments were generated by our 

procedure and the results compared to those associated with the actually schedules.  

Performance was judged by the number of goal violations, taking into account their 

relative importance.  To facilitate the presentation, the first 11 goals were divided into the 

following three categories: Clinic (goals 1, 3, 8), Rotations (goals 2, 4, 7), and Housestaff 
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(goals 5, 6, 7, 10).  The 12
th

 goal was only used as a modeling device and so is not 

relevant here. 

Tables 4 – 8 highlight the comparative statistics for November 2012, which is a 

difficult month to schedule because there are three holidays and one short week.  The 

columns labeled “CPLEX” give the number of violations of the respective goals after the 

second phase in which model (2) is solved.  The columns labeled “H-CAT” report the 

number of violations after running the post-processor and represent the final results of 

our assignment tool H-CAT.  The columns labeled “current” report the number of 

violations in the schedules posted on AMION. 

For the clinic-related goals, we see in Table 4 that CPLEX scheduled 7 sessions 

during the month above the maximum allowed (violations of goal 1).  This was necessary 

to avoid violating any of the explicit hard constraints, which consist of (1c), (1e), (1r) and 

those in Appendix A related to elective rotations.  The post-processor was able to remove 

all the violations by taking advantage of contingency days.  For goal 3, which relates to 

assigning either 1 or 5 housestaff to a UH-GMC session, no violations were produced by 

our procedure although two existed in the posted schedule.  For goal 8, many violations 

were present in both the H-CAT schedule and the AMION schedule, although our results 

are a notable improvement.  Of the 124 violations in the CPLEX schedule, the post-

processer was only able to remove 3, bringing the total down to 121.  This represents an 

18.8% reduction from 149 in the AMION schedule.  Nevertheless, the results 

demonstrate how difficult it is to avoid large numbers of violations of the lower level 

goals. 
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Table 4: Comparison of violations of clinic-related goals for November 2012 

Clinic 
 Goal 1   Goal 3   Goal 8  

CPLEX H-CAT Current CPLEX H-CAT Current CPLEX H-CAT Current 

VA-IMC AM 0 0 0 0 0 0 25 25 33 

VA-IMC PM 5 0 0 0 0 0 20 20 29 

VA-GEM AM 0 0 0 0 0 0 0 0 0 

VA-GEM PM 2 0 0 0 0 0 18 15 14 

UH-GMC AM 0 0 0 0 0 1 3 3 9 

UH-GMC PM 0 0 0 0 0 1 58 58 64 

Total 7 0 0 0 0 2 124 121 149 

Penalty coef.  1000   500   8  
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Table 5: Comparison of violations of rotation-related goals for November 2012 

Rotation 
 Goal 2   Goal 4   Goal 7  

CPLEX H-CAT Current CPLEX H-CAT Current CPLEX H-CAT Current 

er       0 0 0 

Heme 0 0 0    0 0 0 

HIV 1 0 0    1 0 0 

MCS 0 0 0    0 0 0 

Neuro 0 0 0    0 0 0 

procedure 0 0 0    0 0 0 

cards consult    0 0 0    

gi    0 0 0    

heme inpt    0 0 0    

ID consult    0 0 0    

nephro inpt    0 0 0    

pulm consult    3 2 3    

UH 1    0 0 0    

UH 2    0 0 0    

UH 3    0 0 0    

UH 4    0 0 0    

Transplant    0 0 0    

VA A    0 0 0    

VA B    0 0 0    

VA C    0 0 0    

VA F    0 0 0    

VA P    0 0 0    

onc consults    0 0 0    

Total 1 0 0 3 2 3 1 0 0 

Penalty coef.  1000   200   16  
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Table 6: Comparison of violations of housestaff-related goals for PGY1 interns for November 2012 

Name Clinic Rotation 
No. of sessions  Goal 5   Goal 6   Goal 9  Goal 10 Goal 11 

CPLEX H-CAT Curr. CPLEX H-CAT Curr. CPLEX H-CAT Curr. CPLEX H-CAT Curr. CPLEX H-CAT Curr. CPLEX H-CAT Curr. 

Aznaurova, Liliya UH-GMC pulm consult 8 8 9    0 0 1    0 0 9 0 0 0 

Dao, Angie VA-IMC Neuro 4 4 4             0 0 0 

Garcia-Everett, Ashley UH-GMC Heme 2 2 2    0 0 0       0 0 0 

Habib, Sheila VA-GEM VA A 3 3 3 2 2 2    0 0 0       

Higgs, Elizabeth VA-IMC ID consult 7 6 6          7 6 6 1 1 1 

Kato, David UH-GMC msk 7 7 7    0 0 0    7 7 7 0 0 1 

Lam, Ha VA-IMC geri 6 6 6          6 6 6 0 0 0 

Mangat, Mandeep VA-IMC pulm out 6 6 5          6 6 5 1 1 0 

Mehanni, Christina VA-IMC HIV 4 3 3             2 1 1 

Mireles, Christy VA-IMC nephro inpt 7 7 5          7 7 5 1 1 0 

Nassar, Tareq VA-IMC Heme 3 2 1             1 1 0 

Parra, Albert UH-GMC bmt 8 8 3    0 0 0    2 2 3 3 3 0 

Phillips, Jason UH-GMC VA B 4 4 4 1 1 1 0 0 0 0 0 0       

Purkat, Stephanie VA-IMC nephro out 7 7 4          7 7 4 2 2 1 

Quade, Robert VA-GEM VA P 1 1 1 4 4 4    0 0 0       

Sewell, Jeff UH-GMC derm 5 7 4    0 0 0    5 7 4 0 2 0 

Steele, Stephen UH-GMC Research 10 9 8    0 0 0    0 1 8 0 0 0 

Strain, Sasha UH-GMC Neuro 4 4 4    0 0 0       0 0 0 

Suarez, Keith VA-GEM VA C 4 4 4 1 1 1    0 0 0       

Tanwir, Hira VA-GEM office 6 5 5          6 5 5 1 1 0 

Vinales, Karyne UH-GMC HIV 4 3 4    0 0 0       1 1 1 

Total 110 106 92 8 8 8 0 0 1 0 0 0 53 54 62 13 14 5 

Penalty coefficient     64   32   4   4   2  
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Table 7: Comparison of violations of housestaff-related goals for PGY2 residents for November 2012 

Name Clinic Rotation 
No. of sessions  Goal 5   Goal 6   Goal 9  Goal 10 Goal 11 

CPLEX H-CAT Curr. CPLEX H-CAT Curr. CPLEX H-CAT Curr. CPLEX H-CAT Curr. CPLEX H-CAT Curr. CPLEX H-CAT Curr. 

Aznaurova, Liliya UH-GMC pulm consult 8 8 9    0 0 1    0 0 9 0 0 0 

Dao, Angie VA-IMC Neuro 4 4 4             0 0 0 

Garcia-Everett, Ashley UH-GMC Heme 2 2 2    0 0 0       0 0 0 

Habib, Sheila VA-GEM VA A 3 3 3 2 2 2    0 0 0       

Higgs, Elizabeth VA-IMC ID consult 7 6 6          7 6 6 1 1 1 

Kato, David UH-GMC msk 7 7 7    0 0 0    7 7 7 0 0 1 

Lam, Ha VA-IMC geri 6 6 6          6 6 6 0 0 0 

Mangat, Mandeep VA-IMC pulm out 6 6 5          6 6 5 1 1 0 

Mehanni, Christina VA-IMC HIV 4 3 3             2 1 1 

Mireles, Christy VA-IMC nephro inpt 7 7 5          7 7 5 1 1 0 

Nassar, Tareq VA-IMC Heme 3 2 1             1 1 0 

Parra, Albert UH-GMC bmt 8 8 3    0 0 0    2 2 3 3 3 0 

Phillips, Jason UH-GMC VA B 4 4 4 1 1 1 0 0 0 0 0 0       

Purkat, Stephanie VA-IMC nephro out 7 7 4          7 7 4 2 2 1 

Quade, Robert VA-GEM VA P 1 1 1 4 4 4    0 0 0       

Sewell, Jeff UH-GMC derm 5 7 4    0 0 0    5 7 4 0 2 0 

Steele, Stephen UH-GMC Research 10 9 8    0 0 0    0 1 8 0 0 0 

Strain, Sasha UH-GMC Neuro 4 4 4    0 0 0       0 0 0 

Suarez, Keith VA-GEM VA C 4 4 4 1 1 1    0 0 0       

Tanwir, Hira VA-GEM office 6 5 5          6 5 5 1 1 0 

Vinales, Karyne UH-GMC HIV 4 3 4    0 0 0       1 1 1 

Total 110 106 92 8 8 8 0 0 1 0 0 0 53 54 62 13 14 5 

Penalty coefficient     64   32   4   4   2  
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Table 8: Comparison of violations of housestaff-related goals for PGY3 residents for November 2012 

Name Clinic Rotation 
No. of sessions  Goal 5   Goal 6   Goal 9  Goal 10 Goal 11 

CPLEX H-CAT Curr. CPLEX H-CAT Curr. CPLEX H-CAT Curr. CPLEX H-CAT Curr. CPLEX H-CAT Curr. CPLEX H-CAT Curr. 

Abedi, Ali VA-GEM adolesc^ 5 5 4          5 5 4 1 1 1 

Abel, Jordan VA-IMC UH 4 4 4 4 1 1 1    0 0 0       

Aguilar ,Patrick UH-GMC UH 2 3 3 3 2 2 2 0 0 0 0 0 0       

Bowhay, Elizabeth VA-GEM procedure elec 7 6 5          7 6 5 1 1 0 

Castillo, Cynthia UH-GMC UH 3 4 4 4 1 1 1 0 0 0 0 0 0       

Chavez-Velazquez, A. UH-GMC Transplant 5 5 4 0 0 1 0 0 0 0 0 0       

Fleischer, Raymond UH-GMC radiology 8 8 6    0 0 0    0 0 6 0 0 0 

Fletcher, Jeffrey VA-IMC adol% 4 4 4          0 0 0 0 0 0 

Garcia, Teresa UH-GMC ER elective 10 9 7    0 0 0    0 1 7 0 0 0 

Hernaiz, Johanna VA-GEM rheum out 4 5 7          4 5 7 0 0 0 

Jatskiv, Andrew UH-GMC MCS 4 4 7    0 0 0       0 0 4 

Kornsawad, Kanapa VA-GEM rheum out 3 4 5          3 4 5 0 0 0 

Kurtyka, Jamen UH-GMC office med 9 9 8          1 1 8 0 0 0 

Lilley, Kirthi VA-IMC onc out 7 6 5          3 2 1 4 3 3 

Martinez, Nicholas VA-IMC office 7 7 5          3 3 3 2 2 2 

Nathanson, Robert VA-IMC nephro out 6 5 4          6 5 4 1 0 0 

Patel, Payal VA-GEM rheum out 4 6 7          4 6 7 0 0 1 

Patel, Shalin UH-GMC cards out 8 8 7    0 0 1    0 0 5 2 2 1 

Rahnama-Moghadam, S. VA-IMC VA F 5 5 4 0 0 1    0 0 0       

Wiesenthal, Alison UH-GMC MCS 4 4 6    0 0 0       1 1 2 

Total 111 111 106 4 4 6 0 0 1 0 0 0 36 38 62 12 10 14 

Penalty coefficient     64   32   4   4   2  

 

 



 

 

54 

Table 5 provides the statistics for the rotation-related goals 2, 4 and 7.  The 

second, which says that at least one housestaff on each required inpatient rotation must 

stay on service, is a hard constraint, while the fourth, the counterpart for housestaff on 

elective inpatient rotations, is a soft constraint.  The results show no violations of goal 2 

but 2 and 3 violations, respectively, for goal 4 for our procedure and the posted schedule 

(a blank entry for a person indicates that the corresponding goal does not apply in the 

current month).  For goal 7, both the H-CAT and AMION schedules have 0 violations. 

The statistics for the housestaff-related goals are given in Tables 6, 7 and 8 for 

PGY1, PGY2 and PGY3, respectively, for the 61 housestaff who had clinic assignments 

in November.  An important observation is that for all three years, the number of sessions 

scheduled by our methodology increased by 11.1% for PGY1, 15.2% for PGY2 and 4.7% 

for PGY3 with respect to the AMION schedule.  With a few minor exceptions, this was 

achieved with either fewer or an equal number of violations of goals 5, 6, 9, 10 and 11.  

For goal 5, for example, which tries to assign each ward housestaff one clinic session a 

week, there were 32 violations in the actual schedule but only 25 in ours.  For goal 10, 

which gives preference to providing two sessions on the same day of the week rather than 

splitting them when there are alternative choices, the reductions were significant, 

averaging 12.9% for PGY2 and 38.7% for PGY3 (recall that PGY1 housestaff are not 

available for clinic duty during AM sessions). 

A summary of the comparative statistics for the study period July 2012 – 

February 2012 is given in Table 9.  Also included is the total number of sessions assigned 

each month.  Compared to the posted schedules, increases ranging from a lower of 16 

additional sessions in July and February to a high of 28 in November were realized.  The 

average over the eight months was 21.8 sessions, a significant improvement in resource 

utilization. 

In all cases, the H-CAT schedules did not contain any violations of the first three 

goals (hard constraints) although there were a total of 22 violations of goal 4 over the 

study period, compared to 16 in the current schedules.  However, the latter had 12 

violations of goal 3.  This observation demonstrates two points: (i) it is difficult to 
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manually construct schedules that don’t violate the most important rules, and (ii) 

schedule generation by H-CAT is governed by the hierarchical listing of the goals, so it is 

often necessary to incur violations of lower level goals in order to minimize violations of 

higher level goals.  The first point is underscored by the statistics associated with the 

current schedules for goal 1 (not shown).  Over the eight-month period, an average of 

3.75 housestaff were assigned to clinic sessions above the maximum number “permitted.”  

Almost all of the violations were at the VA-IMC. 

For the most part, the statistics in Table 9 indicate that the H-CAT schedules are 

an improvement over the current schedules with respect to all goals except 4 and 9.  With 

respect to goal 8, for example, which is aimed at assigning as many housestaff as possible 

to clinic sessions within the limits given in Table 1, the H-CAT schedules reduced the 

number of unassigned slots by an average of 14.8%, or 22.75 per month.  For goal 10, 

which specifies that AM and PM sessions on the same day are preferred for those 

housestaff who are on rotations that require two clinics a week, the H-CAT schedules had 

an average of 10.9 fewer split days per month than did the current schedules – a 9.9% 

reduction.  The full set of results is available from the authors. 
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Table 9: Comparison of goal violations for study period 

Month 

No. of 

sessions 
Goal 3 Goal 4 Goal 5 Goal 6 Goal 7 Goal 8 Goal 9 Goal 10 Goal 11 

H-

CAT 
Curr. 

H-

CAT 
Curr. 

H-

CAT 
Curr. 

H-

CAT 
Curr. 

H-

CAT 
Curr. 

H-

CAT 
Curr. 

H-

CAT 
Curr. 

H-

CAT 
Curr. 

H-

CAT 
Curr. 

H-

CAT 
Curr. 

July 2012 258 242 0 4 12 4 30 30 2 5 0 2 146 162 0 0 119 103 19 17 

August 313 286 0 2 0 1 11 20 0 2 0 0 127 156 3 1 81 115 11 33 

September 341 324 0 1 0 0 8 6 0 0 0 1 111 133 2 3 84 96 32 37 

October 312 289 0 0 4 1 14 16 0 6 7 4 139 157 3 2 88 97 22 34 

November 308 280 0 1 2 3 25 32 0 3 0 0 121 149 5 0 92 124 28 24 

December 288 265 0 4 0 1 33 35 0 3 0 0 147 172 1 0 95 101 24 29 

January 2013 309 285 0 0 2 2 21 27 0 1 4 8 153 174 0 0 92 107 30 36 

February 327 311 0 0 2 4 14 16 0 2 5 3 100 123 3 0 124 119 28 25 

Total 2456 2282 0 12 22 16 156 182 2 22 16 18 1044 1226 17 6 775 862 194 235 
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Chapter 4: Housestaff Scheduling: A Network Model
2
 

4.1 Problem Statement 

In general, integer programming problems are NP-hard and may require excessive 

CPU time to solve large-scale instances.  Nevertheless, the MINP model discussed in 

Chapter 3 can be solved in a very short time: 20 to 30 seconds for an instance with 

approximately 1700 binary variables and 1600 structural constraints.  The code was 

tested for several months and the running time of H-CAT remained stable.  With this 

observation, we conduct a complexity analysis and show that there is a network structure 

underlying the housestaff scheduling problem, which is now made explicit.  Basically, 

the network model we develop solves the same problem as the MINP model, although 

there are a few minor changes due to modeling issue and new requirements added by the 

chief resident.  These will be discussed in detail in the following paragraphs.  Another 

purpose of the network model is to validate the effectiveness and robustness of the MINP 

model in a comparison study. 

Just to remind the readers, the problem we face is to construct monthly schedules 

that maximize clinic time while respecting day-of-the-week restrictions, teaming 

considerations, rules associated with periodic on-call assignments, and limits concerning 

housestaff-to-faculty ratios.  As usual, the clinics run Monday through Friday except for 

most major holidays when they are closed.  When specifying demand, each day is divided 

into two sessions, an AM session and a PM session, so coverage requirements are 

generally stated in terms of half days; that is, “two clinic days per week” really means 

two sessions per week.  For the most part, the problem decomposes by clinic, but the fact 

that some teams have members who are not all associated with the same clinic creates a 

proportional amount of overlap.  A second factor that prevents decomposition is more 

                                                 

2
 Part of Chapter 4 is based on a previous publication: Bard, J. F., Shu, Z., & Leykum, L. (2014). A 

network-based approach for monthly scheduling of residents in primary care clinics. Operations Research 

for Health Care, 3(4), 200-214.  Dr. Bard supervised the project, Dr. Leykum helped with understanding 

the scheduling policies for residency program at the Internal Medicine Clinic. 
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technical and concerns housestaff on the same inpatient service rotation.  At least one of 

them must remain in the hospital each day of the month. 

4.1.1 Soft constraints 

When evaluating a schedule, individual preferences, perceived fairness, and 

departmental rules inevitably come into play (e.g., see Alsheddy and Tsang 2011, Bard 

and Purnomo 2005a).  In our case, the quality of a schedule is judged not only by the 

number of assigned clinic sessions per month but on how closely it meets the following 

goals, given in order of their priority:  

1. Ward housestaff who are eligible for clinic duty should be assigned one clinic 

session a week. ( = 64) 

2. One housestaff should be assigned to the UH-GMC acute care unit (MACC) each 

day for either an AM or PM session.  A different person should be assigned each 

day. ( = 32) 

3. Minimize the number of faculty at the UH-GMC each week. ( = 24) 

4. The ratio of housestaff to faculty should be maximized within the given limits (4 

to 1). ( = 16) 

5. Given the option of assigning an intern/resident to two different half days during 

the week or to one full day, it is preferable to make the latter assignment. ( = 8) 

6. Interns on ward rotations should not be assigned clinic duty on the 27
th

 of the 

month. ( = 4) 

7. Whenever possible, each intern/resident should be assigned the same clinic days 

each week so that he or she is supervised by the same faculty during the month. 

( = 2) 

Each goal is treated as a soft constraint and permitted to be violated but at a cost 

as in preemptive goal programming – our approach.  The symbols in parentheses after 

each goal correspond to arc costs used in the network model.  Pairwise comparisons 

reflect their relative importance. 
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Of the seven goals, the fourth is the equivalent of maximizing clinic sessions but, 

as the  weights indicate, it is not the most important.  From an operational point of view, 

it is more desirable to satisfy the first three goals to as large an extent as possible before 

trying to assign more clinic sessions.  For example, goals 1 and 4 are closely aligned but 

if it is two sessions can be sacrificed during the month so that a ward housestaff can be 

given one session each week, this is an acceptable tradeoff. 

A second tradeoff involves reducing both the number of faculty and number of 

sessions, as suggested by goals 3 and 4.  At the UH-GMC, one faculty can supervise up 

to 4 housestaff so if there are 6 housestaff assigned to a session, it means that 2 faculty 

are required (the number of faculty available is an input parameter).  Now suppose that a 

second session during the week has only 2 housestaff assigned to it.  Considering only 

these two sessions, a total of 3 faculty are required.  However, if 2 of the 6 housestaff 

assigned to the first session could be reassigned to the second session that has only 2 

housestaff, the number of required faculty would be reduced by one – a desirable result 

enforced by the  weights.  Taking this one more step, assume that the second session 

has 3 rather than 2 housestaff.  In this case, it would be preferable to either remove 1 of 

the 3 housestaff and reassign 2 of the 6 to the second session, or remove 1 of the 6 and 

reassign 1 of the 5 remaining to the second session.  Again, the  weights are designed to 

achieve one of these results if either is feasible. 

Contingencies. For those on elective rotations the requirement is two clinic 

sessions a week, as discussed in the next section.  In the majority of cases, all 10 sessions 

are permissible but for a small subset, a distinction is made between preferred and 

contingency sessions.  In our model, a penalty “cost”  is incurred when a contingency 

day is assigned. 

4.1.2 Hard constraints 

Most of the hard constraints are same with the ones described in Section 3.1 for 

the MINP model, here we just list the differences between the two models. 



 

60 

Goal 1, 2 and 3 in the MINP model are treated as hard constraints in the Network 

model as they are supposed to be, violations of these goals are also eliminated in the post-

processing step for the MINP model.  Another additional hard constraint is that interns on 

ward rotations should not be assigned clinic duty on the 1
st
 day of the month, which is 

newly required by the chief resident.  This is part of goal 9 in the MINP model. 

Since we are treating more requirements as hard constraints, the housestaff 

scheduling problem may become infeasible for the Network model even when we can 

solve it using the MINP model.  Thus at the same time, we loosen some of the 

requirements for the Demand part.  For example, if a resident is on a neurology rotation, 

she is required to have one PM session per week on either Tuesday or Wednesday.  

Inherently, it may not be feasible to satisfy this constraint for all housestaff on neurology 

due to the Impatient service constraint and the Housestaff-to-faculty ratio requirement.  

To deal with this issue when it arises, we limit the number of sessions to at most one a 

week, but require at least three per month. 

For the elective rotations, the same issue arises, the goal is to assign the 

corresponding intern or resident 2 sessions per week but this may not be feasible, instead 

we will assign the housestaff a maximum of 2 sessions per week while a minimum of 6 

sessions for the month.  For most of the remaining housestaff, the goal is to assign them 1 

clinic session a week with the requirement that they are given at least 3 sessions a month. 

In summary, the following rules are applied for those on required and elective 

rotations. 

R1. Housestaff who should have 1 session a week are restricted to have 3 to 5 sessions 

during the month, but no more than 1 a week. 

R2. Housestaff who should have 2 sessions a week are restricted to have 6 to 10 

sessions during the month, but no more than 2 a week. 

Of course, when an intern or resident is on vacation for a portion of the month, a 

holiday falls on an eligible day, or they are unavailable for any number of reasons, it may 

not be possible to satisfy these constraints.  Accordingly, we first determine the weekly 
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availability of each housestaff and reduce his or her weekly and monthly clinic 

requirements to the point where a feasible schedule can be obtained. 

Summary. The following constraints must be satisfied for a clinic schedule to be 

feasible. 

H1. The maximum number of housestaff allowed per session should not be violated. 

H2. No more than 
 
max



team  members of team  can be assigned clinic duty on the same 

session. 

H3. The number of MACC assignments to those who work in the UH-GMC is limited 

to two sessions per month. 

H4. Interns on ward rotations should not be assigned clinic duty on the 1
st
 day of the 

month. 

H5. No UH-GMC clinic session should have 1 or 5 housestaff; it is undesirable for 1 

faculty to supervise 1 housestaff or 2 faculty to supervise 5 housestaff. 

H6. At least one housestaff on an inpatient rotation should stay on the service each 

day, so cannot be assigned to clinic.  This rule applies to both required and 

elective rotations. 

The complexity analysis given in the next section and the subsequent network 

formulation are based on the requirements associated with the Internal Medicine 

housestaff at UTHSCSA.  Nevertheless, the approach is sufficiently broad to be 

applicable to other Internal Medicine residency programs as well as to those of other 

specialties. 

4.2 Complexity Analysis of Problem Constraints 

Absent the majority of the soft constraints, we now show that the monthly 

housestaff clinic scheduling problem can be modeled as a network flow problem with 

gains.  We begin a simple version of the problem that includes only a single clinic and 

hard constraints R1, R2, H1 and H4.  Goal 2 and constraints H2, H3 and H6 are then 

considered. 
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In the developments, the following notation is used. 

C set of clinics; c  C 

D set of days in the week; d  D = {Mon, Tue, Wed, Thu, Fri} 

N set of housestaff; i  N and n = |N| 

W set of weeks in the month; w  W 

ratio

cdmax  maximum number of housestaff that can be assigned to clinic c on day d 

 
max



team  maximum number of housestaff on team  that can be on clinic duty during the 

same day; 
 
max



team = 1 or 2 

month

il  lower bound on number of sessions that housestaff i must work during the 

month 

week

il  lower bound on number of sessions that housestaff i must work each week 

month

iu  upper bound on number of sessions that housestaff i can work during the 

month 

week

iu  upper bound on number of sessions that housestaff i can work each week 

Proposition 1:  The problem of maximizing the total number of sessions assigned to the 

housestaff each month at clinic c subject to lower and upper bounds on the number of 

sessions each week and over the month that each housestaff i  N can work without 

exceeding 
ratio

cdmax  on day d, is solvable in polynomial time. 

Proof. It will be shown that the stated problem can be formulated as a pure max-flow 

problem on a directed graph.  For ease of presentation, it is assumed that each day has 

only one session, allowing us to drop all references to sessions and focus on days.  For 

the most part, we will also drop the reference to clinic c, although it would be more 

accurate to tie the notation to it.  In the construction, let G = (V,A) be a directed graph 

with node set V and arc set A.  The first step in defining G is to introduce a supersource 

node s and a supersink node t, and backflow arc (t,s) with a lower bound of month

ii N
l

  

and an upper bound of month

ii N
u

 .  Emanating from s are n arcs (s,i), one for each 
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housestaff i  N with a lower bound month

il and an upper bound month

iu  on its flow.  These 

arcs ensure that the number of sessions assigned to each member of the housestaff over 

the month is within the prescribed limits.  Then, for each node i and for each week w 

define a node iw (i = 1,…,n; w  W)  and a directed arc (i,iw) with a lower bound of week

il  

and an upper bound of week

iu  on its flow.  Similarly, these arcs limit the number of 

sessions assigned to each housestaff i over the week to a predetermined range. 

Now let D(i,w) be the set of days in week w that housestaff i is available for clinic 

duty, and for each week w, introduce an arc (iw, dwD ) for all d  D(i,w), with a lower 

bound of 0 and an upper bound of 1, where Ddw is the node representing day d in week w.  

To accumulate flow at the end of each week w, we introduce a node Kw.  Then, for all 

nodes dwD  and Kw (d  D, w  W) we have an arc ( dwD ,Kw) with a lower bound of 0 and 

an upper bound of ratio

cdmax .  This construct restricts the maximum number of clinic 

assignments per day at clinic c to 
ratio

cdmax .  Finally, each node Kw (w  W) is linked to 

node t by arc (Kw,t) with a lower bound of week

ii N
l

 and an upper bound of week

ii N
u

 .  

This defines the graph G = (V,A). 

Figure 5 illustrates the form that G takes with |W | = 4, 
month

il = 6,
month

iu  = 8, 
week

il = 1,

week

iu = 2, and |D(i,w)| = 3 for all i  N and w  W.  In the graph, Ddw is represented by Mw, 

Tw, Ww, Hw, Fw, w = 1,…,4, for simplicity.  The maximum number of housestaff that can 

be assigned each day is [8, 6, 10, 4, 7] and assumed to be the same for each week.  These 

values are shown above the corresponding nodes for emphasis, but really should appear 

as upper bounds on the arcs exiting each node dwD .  All the bounds are included, for 

example, for w = 4.  To avoid too much clutter, only a small subset of the nodes, arcs and 

bounds that appear in the full graph are shown.  The dashed arcs are intended to indicate 

additional connections.  In general, G has |N | + |N |.|W | + |D|.|W | + |W | + 2 nodes and 

order |N | + |N |.|W | + |N |.|D|.|W | + |D|.|W | + |W | + 1 = |N |.(1 + |W |) + |D|.|W |.(|N | + 1) + 

|W | + 1 arcs, which implies that the graph can be constructed in polynomial time.  If we 

now let Xjk be the flow on arc (j,k)  A, then maximizing Xts subject to flow balance 
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constraints at each node j  V and flow bounds on each arc in A, gives a pure max-flow 

problem.     

 

Corollary 1: The problem defined in Proposition 1 for multiple clinics is solvable in 

polynomial time. 

Proof. Because each member of the housestaff has a unique clinic assignment c, the 

scheduling problem decomposes by clinic.  Therefore, all that is necessary is to solve a 

maximum flow problem for each c  C.     

 

Figure 5: Partial representation of graph used in proof of Proposition 1 

Corollary 2: Assume that there is a single clinic (i.e., |C| = 1) and consider the following 

constraints. 

 (i) At most 
 
max



team  members of team   T can be assigned clinic duty on any day 

(hard constraint H2). 
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(ii) At least one housestaff on a required or elective inpatient rotation must stay on 

service each day (hard constraint H6). 

(iii) For some rotations, when multiple housestaff are assigned to them for the month, 

no two should be given clinic duty on the same day (this rule was not previously 

discussed). 

When each of these constraints is included separately in the problem defined in 

Proposition 1, solutions can be obtained in polynomial time. 

Proof. We first note that there may be housestaff who are subject to both constraints (ii) 

and (iii), and of those, a subset may work in different clinics as members of the same 

team .  However, we are assuming that there is only one clinic and no overlap in 

housestaff who are subject to (ii) and (iii). 

The essence of the proof is to expand the network in Figure 5 in a way that will 

allow us to include each of the three sets of constraints separately by placing the 

appropriate bounds on the new arcs.  Each part is addressed in turn. 

Part (i). The first step is to introduce an additional node for each team and for each day 

of the week of each week, call it dwD  (d  D, w  W,   T), and place it immediately 

before dwD  in the network.  For team  assume that the set of housestaff, denoted by 

N
team

(), is {1, 2, 3}.  Now, for each i  N
team

(), day d  D and week w  W, remove 

the arc (iw, dwD ) and add the arc (iw, dwD  ).  Also add the arc ( dwD  , dwD ) with lower bound 

0 and upper bound 
 
max



team . 

The portion of the updated network for the first Monday of week 1, that is, M1, is 

shown in Figure 6, where 1M  corresponds to the new node 1,1,D   and M1 corresponds to

1,1D .  By construction, at most 
 
max



team  housestaff on team  can flow into M1, thus 

enforcing the team constraint. 

Part (ii). Let R
ips

(r) be the set of housestaff on required and elective inpatient 

rotation r.  Using the same ideas as in part (i), introduce the new nodes dwrD  immediately 

before dwD , remove the arcs (iw, dwD ) for all i  R
in

(r), d  D and w  W and add the arcs 
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(iw, dwrD ).  Also add the arcs ( dwrD , dwD ) with lower bound 0 and upper bound | R
ips

(r)|  1, 

respectively.  Letting R
ips

(r) = {4, 5, 6}, the expanded network is shown in Figure 7 along 

with the team constraints in Figure 6. 

Part (iii). Let R
1
() be the set of housestaff on rotation  for which at most one 

member can be assigned clinic duty on any day.  As above, introduce node dwD 

immediately before dwD  for all d D, w  W,   R
1
(), and an arc between them with 

lower bound 0 and upper bound 1.  This limits the flow of housestaff on rotation out of 

node dwD  and into node dwD  on day d, week w to at most 1.     

 

Figure 6: Illustration of a portion of the expanded network to account for team constraints 

on Monday 

Constraints in (i) and (ii) and constraints in (i) and (iii) in Corollary 2 are 

independent of each other because teams consist of housestaff on ward rotations, which, 

by definition, are distinct from required and elective rotations.  Thus, these two pairs of 

constraints can be included in the same formulation without affecting the complexity of 
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the problem.  For team members assigned to different clinics, and housestaff whose 

rotations overlap with the constraints in (ii) and (iii) the situation is more complicated.  

Maintaining a pure network structure does not seem possible as implied by the following 

result. 

 

Figure 7: Expanded network to account for team constraints and “at least 1 must remain 

on service” constraints on Monday 

Lemma 1: When one or more housestaff are subject to both constraints (ii) and (iii) in 

Corollary 2 the problem defined in Proposition 1 can be modeled as a network with gains. 

Proof. The result will first be shown for a specific case of two overlapping sets S1 and S2 

of housestaff and then generalized.  Let S1 = {1, 2, 3} be subject to the constraints in part 

(iii) of Corollary 2 for rotation , which state that no two housestaff can be assigned 

clinic duty on the same day; similarly, let S2 = {3, 4, 5, 6} be subject to the constraints in 
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part (ii) of Corollary 2, which state that at least one housestaff on inpatient service 

rotation r must stay on service each day.  Here, S1  S2 = {3}. 

The network in Figure 8, which is an extension of the network in Figure 7 but 

where the team constraints have been replaced with the constraints associated with 

rotation .  For each node iw in Figure 5, a copy is made and joined by an arc with a gain 

of 2 for all i  (S1  S2) \ (S1  S2), and with a gain of 3 for i  S1  S2.  For each copy 

of iw for i  S1 and i  S2, we introduce a solid arc (iw, dwD  ) with a lower bound of 0 and 

an upper bound of 1, and a dashed arc (iw,Ddw) with the same bounds.  Observe that if 

there is flow on the arc (iw,iw) it is multiplied by 2.  The first unit of flow enters dwD   and 

the second enters Ddw to preserve flow balance [note that there can be at most 1 unit of 

flow at the origin of arc (iw,iw)]. 

For each copy of iw for i  S1  S2, the gain on arc (iw,iw) is 3 and 3 arcs exit the 

second node iw.  The first two arcs are the same as in the above case; the third is depicted 

as a solid arc in Figure 8 and enters dwrD .  The lower bound on all three arcs is 0 and the 

upper bound is 1.  To enforce the constraints in (ii) and (iii), a dummy node Sw is created 

with two entering arcs.  The first is ( dwD  ,Sw) with a lower bound of 0 and an upper 

bound of 1; the second is ( dwrD ,Sw) with a lower bound of 0 and an upper bound of | 

R
ips

(r)|  1.  The flow exiting Dw goes to an external sink that can absorb any excess flow. 

In the example, if housestaff i = 1 is assigned clinic duty on Monday of week 1, 

then the flow entering the copy of node 11 is 2 due to the gain of 2 on arc (11, 11).  One 

unit of flow goes to 1M   and the second to M1 which counts towards the maximum of 8 

(again, the notation Ddw is replaced by the symbol for the day of the week in Figure 8).  

Also, one unit of flow goes from 1M   to S1.  Thus flow is preserved at each of the nodes.  

If the common housestaff i = 3 has clinic on Monday of week 1, then the flow on arc 

(31,31) is multiplied by 3 and one unit exits 31 on each of its outgoing arcs.  However, 

only one unit flows into M1; the remaining two units flow into 1M   and 1M r , respectively, 

and from there into node S1.  Thus, housestaff 3 is not double counted on Monday at node 
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M1.  A check of the graph will show that all flow is conserved at each node and that no 

housestaff is counted multiple times on any day. 

The procedure for constructing the network with gains for those who are subject 

to multiple sets of overlapping constraints readily generalizes.  If housestaff i, for 

example, is subject to m constraints that place limits on the number of members of each 

set that can be assigned clinic each day, then the gain on arc (iw,iw) would be m + 1 for all 

w  W.  There would also be one arc existing node iw and entering each of the m nodes 

corresponding to the m constraints.  Each of those arcs would have a lower bound of 0 

and an upper bound of 1.  A final arc would go from iw to Ddw with the same bounds.     

 

Figure 8: Partial network with gains to account for “no 2 on rotation ρ should have clinic 

on the same day” and “at least 1 must remain on service” constraints on Monday 
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Garey and Johnson (1979) state that the decision version of an integral max-flow 

problem with gains is weakly NP-complete.  This implies that the problem stated in 

Lemma 1 is solvable in no more than pseudopolynomial time, but it doesn’t prove that it 

is weakly NP-hard.  Other formulations may admit polynomial time algorithms. 

Lemma 2: When the members of teamare assigned to different clinics, the problem 

defined in Proposition 1 can be modeled as a network with gains. 

Proof. The same network construction used in the proof of Lemma 1 can be used here 

when housestaff are assigned to two or more clinics.  A partial network centering on 

team is depicted in Figure 9, where N
team

() = {1, 2, 3}.  In the diagram, it is assumed 

that housestaff 1 works in clinic c1, housestaff 2 and 3 work in c2, 
1 ,1

ratio

cmax  = 5 and 

2 ,1

ratio

cmax  = 8. 

For each team member i  N
team

() on day d  D in week w  W, a copy of the 

node iw is made and a gain of 2 is placed on the arc (iw,iw).  For housestaff 1, one arc 

(dashed) goes to node 1

1M
c

 and a second arc (solid) goes to 1M  .  For housestaff 2 and 3, 

one arc (solid) similarly goes to 1M   and one arc (dashed) goes to 2

1M
c

.  Each of these 

arcs has a lower bound of 0 and an upper bound of 1.  Also included in the network is arc 

( 1

1M
c

, 1

1

c
K ) with a lower bound of 0 and an upper bound of 5, and arc ( 2

1M
c

, 2

1

c
K ) with a 

lower bound of 0 and an upper bound of 8 to assure that the daily maximums are not 

exceeded in the two clinics.  An additional arc extends from node 1M   to dummy node S1 

with its flow bounded between 0 and 
 
max



team .  These bounds ensure that no more than 

 
max



team  members of team are assigned clinic duty on Monday.  Accordingly, these 

constructs can be extended to account for any number of clinics and any number of teams.    
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Figure 9: Partial network with gains representing team restrictions for two clinics 

Lemma 3: When the number of housestaff assigned to clinic c on any day d is required to 

be either 0 or between 2 and
ratio

cdmax  (hard constraint H5), the problem defined in 

Proposition 1 is weakly NP-hard. 

Proof. When the flow on an arc can be in one of two sets, the flow variable is termed 

semicontinuous.  This constraint can be represented in the network in Figure 5 by 

replacing the bounds (0, 
ratio

cdmax ) on the arcs leaving the nodes Ddw and entering nodes  

Kw for each day d  D and week w  W by the following: {0}  {2, 
ratio

cdmax }.  This is 

illustrated for week 1 in Figure 10.  The result follows from the work of Angulo et al. 

(2013) who have shown that a binary knapsack problem can be reduced to the network 

flow structure identical to that in Figure 10 but with {2, 
ratio

cdmax } replaced by {} (where 

 is any constant greater than 1), and the bounds on the flow exiting node Kw replaced by 

a positive constant .  Because the number of days in the week, the number of weeks in 
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the month, and ratio

cdmax are all bounded by known constants, it is possible to enumerate 

over all values in the set {2, ratio

cdmax } for each day and each week in polynomial time.  

This implies that the complexity of the problem is still weakly NP-hard.     

 

Figure 10: Illustration of network flow structure for semicontinuous variables 

Lemma 4: When the rule is imposed that one housestaff should be assigned to the UH-

GMC acute care center (MACC) each day with at most two assignments per month for 

any individual (hard constraint H3), the problem defined in Proposition 1 can be modeled 

as a network with gains. 

Proof. A partial network centering MACC constraints is depicted in Figure 11, where c1 

represents UH-GMC.  In the diagram, it is assumed that housestaff 1, 2 and 3 work in 

clinic c1, other housestaff work in c2, 
1 ,1

ratio

cmax  = 5 and 
2 ,1

ratio

cmax  = 8. 

For each UH-GMC housestaff i  N
clinic

(UH-GMC) on day d  D in week w  W, 

a copy of the node iw is made and a gain of 2 is placed on the arc (iw,iw).  Different from 
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previous setting, here flow can go from the original node to 1

1M
c

without passing through 

the copy node.  For each housestaff, one arc (dashed) goes to node macci  and a second arc 

(solid) goes to 1Mmacc  from the copy node.  Each of these arcs has a lower bound of 0 and 

an upper bound of 1.  Also included in the network is arc ( 1

1M
c

, 1

1

c
K ) with a lower bound 

of 0 and an upper bound of 5, and arc ( 2

1M
c

, 2

1

c
K ) with a lower bound of 0 and an upper 

bound of 8 to assure that the daily maximums are not exceeded in the two clinics. 

To ensure that one housestaff is assigned to MACC each day, there is an arc from 

node 1Mmacc
 to 1

1M
c

 with both the lower and upper bound equal to 1.  An additional arc 

extends from node macci  to dummy node Si with its flow bounded between 0 and 2.  This 

construct limits the number of MACC sessions assigned to any housestaff to no more 

than two per month.     

 

Figure 11: Partial network with gains representing MACC constraints 
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4.3 Model Formulation 

Let G = (V,A) be the directed graph that represents the monthly housestaff clinic 

scheduling problem, where V is the set of nodes and A is the set of arcs.  The major 

subsets of V are the housestaff nodes, the week nodes, and the day nodes.  To construct G, 

we begin with the basic network in Figure 5 and then add on the various components 

defined in the subnetworks in Figures 6 – 11.  Appendix E contains the pseudocode for 

the generation process. 

4.3.1 Preprocessing 

Hard constraints R1, R2, H2, H3, H6 are modeled as flow balance equations in 

the network formulation given in the next section.  The remaining hard constraints are 

implemented by either removing variables from the formulation, fixing variables before 

constructing the model, placing the appropriate upper and lower bounds on the network 

arcs, or with side constraints.  A discussion of each follows. 

Maximum housestaff per session. This is handled by setting the upper bound on 

arcs leaving a day node to the maximum permissible housestaff.  For example, in Figure 

5, at most 8 housestaff can be assigned to clinic on Monday so the upper bound from M1 

to K1 should be 8. 

Fixed clinic assignments. Some clinic assignments are fixed during the scheduling 

process due to call rules, the absence of flexibility for several rotations in Table 2, and the 

respective definitions of a month for interns and residents.  With respect to the latter, the 

clinic assignments determined for interns on the last few days (27
th

 to the last day) of the 

previous month carry over to the current month.  Also, ward residents always go to the 

PM clinic on their pre-call day.  For these cases, we set both the lower and upper bounds 

of the arc connecting the corresponding week node and day node to 1. 

As an example, assume housestaff 1 is a ward resident and has call on Wednesday 

of the first week, which indicates clinic duty on Tuesday in the afternoon.  Referring to 

Figure 5, we set the bounds of the arc from week node 11 to day node T1 to (1, 1). 
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Unavailable clinic assignments. Several of the scheduling restrictions state that 

certain sessions must be staffed by a particular person or by housestaff in a particular 

post-graduate year, such as interns; others prohibit clinic duty on particular sessions or 

days, such as Friday PM for those on jeopardy rotations when they might be called in to 

cover for others.  Days set aside for vacation, classroom lectures, or other training cannot 

be preempted with clinic duty.  There are also other situations where the clinic 

assignments are not available such as for hard constraint H4.  In these cases, both the 

lower and upper bounds of the arcs from the corresponding week node to the day node 

are set to 0.  Alternatively, the arc can be removed from the network. 

Consider the same example as for fixed clinic assignments where housestaff 1 is a 

ward resident and has call schedule on Wednesday of the first week.  Since ward 

housestaff can only have one clinic session a week, he cannot have clinic assignments on 

the other days of the first week.  Therefore we can either remove the arcs from week node 

11 to day nodes M1, W1, H1 and F1 or set their bounds to (0, 0) in Figure 5. 

Rotation requirements. Ideally, we would like to satisfy all the rotation 

requirements by making the assignments specified in Tables 2 and 3.  This may not 

always be possible, though, for at least three reasons: (i) the number of faculty 

availability in the clinics may not be sufficient; (ii) the first or last week in a month may 

be short and not have a sufficient number of sessions to accommodate the demand, and 

(iii) vacations, holidays, and conflicting responsibilities reduce the number of sessions 

some housestaff are available in a particular week.  With respect to (ii), for example, if a 

week only contains Thursday and Friday, but only Thursday PM is permitted for a certain 

rotation such as Quality Improvement, then the goal of assigning two sessions that week 

cannot be met. 

As a practical matter it is necessary to introduce some slack in the scheduling 

process, so a lower bound of 3 sessions and an upper bound of 5 sessions per month is 

placed on housestaff who are on rotations that require 1 session per week and a lower 

bound of 6 sessions and an upper bound of 10 sessions per month is placed on those who 

require 2 sessions per week.  To assure that all instances are feasible with respect to these 
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constraints, we first calculate the maximum number of possible sessions that housestaff i 

could have in the month; call it month

in .  If month

in  < 3 or 6, depending on the requirement, 

the right-hand side of the corresponding lower bound constraint is replaced with month

in .  

The idea is to assign as many sessions as possible to each housestaff. 

In addition to these adjustments, there are several elective rotations where it is 

permissible to assign an undesirable (contingency) clinic session to a housestaff when it 

is costly or infeasible to select a regular session.  We treat the contingency option as a 

soft constraint and impose a penalty of  in the objective function for each such session 

included in a schedule. 

 

Figure 12: Example of network construction for rotation requirements and contingency 

sessions 

Figure 12 gives an example of how we generally deal with the rotation 

requirements.  Assume housestaff 1 is on Nephrology Outpatient during the month, 

which is an elective rotation that requires 2 sessions per week.  The arc from the source 

node s to the housestaff node for housestaff 1 has lower bound 6 and upper bound 10 to 

allow for slack.  From Table 3 we see that Monday PM, Tuesday AM and Thursday PM 

are available sessions for this rotation, and that Friday PM is a contingency session.  

Although there are arcs from the week node 11 to all the available and contingency 
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sessions, there is a penalty β on the arc from week node 11 to contingency session node 

2

1F . 

4.3.2 Network mixed integer program 

We have chosen to present the model by relying extensively on set definitions 

rather than on 0-1 parameters that indicate whether or not an arc exists, which is 

sometimes the approach taken.  In the developments, we make use of the following 

notation.  For the most part, subscripts are indices and superscripts are descriptive 

“words.”  

Indices and sets 

DM set of days in the planning horizon on which interns/residents need to be 

assigned to clinic duty; d  DM = {-d27, -d28, …, -dlast, d1, d2,…,dlast}, where 

the minus sign indicates the previous month and dlast is the last day of the 

month 

 contD i  contingency session/days for housestaff i;  contD i  DM, i  N 

R set of required and elective rotations; r  R  

( )rot

EN r  set of interns/residents that are on elective rotation r during the planning 

horizon 

  
N

R

rot (r )  set of interns/residents that are on required rotation r during the planning 

horizon 

V set of nodes; j, k  V 

A set of arcs; (j, k)  A 

1

wardV  set of housestaff nodes for ward interns; 1

wardV  V 

1

dayV  set of day nodes where 1 housestaff is not allowed; 1

dayV  V 

5

dayV  set of day nodes where 5 housestaff is not allowed; 5

dayV  V 

day

MACCV    set of MACC day nodes (Lemma 4); 
day

MACCV  V   

staff

MACCV   set of MACC housestaff nodes (Lemma 4); 
staff

MACCV  V 
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GMC

dayV   set of day nodes for UH-GMC; GMC

dayV  V 

 staffV i  housestaff node for housestaff i;  staffV i  V, i  N 

 ,AMdayV d  day node for AM session of day d;  ,AMdayV d  V, d  DM 

 ,PMdayV d  day node for PM session of day d;  ,PMdayV d  V, d  DM 

Parameters 

jkl  minimum flow on arc (j, k) 

jku  maximum flow on arc (j, k) 

jkg  gain on arc (j, k) 

ses

rn  number of sessions that need to be assigned each week for housestaff on 

rotation r 

Decision variables 

jkX   (integer) flow on arc (j, k) 

1

jkNH  (binary) 1 if the flow on arc (j, k) is greater than 1, 0 otherwise; j  1

dayV  

5

jkNH  (binary) 1 if the flow on arc (j, k) is greater than 5, 0 otherwise; j  5

dayV  

MACC

jk  (binary) 1 if the flow on arc (j, k) is 2, 0 otherwise; j  
staff

MACCV  

GMC

jkNF  (integer) number of faculty needed for arc (j, k) at UH-GMC; j  GMC

dayV  

 


id

split  (binary) 1 if intern/resident i has clinic duty on session 2 (PM) of day d but not 

on session 1 (AM), 0 otherwise (can be treated as continuous) ; d  DM 

 


id

split
 (binary) 1 if intern/resident i has clinic duty on session 1 (AM) of day d but not 

on session 2 (PM), 0 otherwise (can be treated as continuous) ; d  DM 

idz  (binary) 1 if day of the week d is the primary clinic day for intern/resident i, 0 

otherwise; d  D 

 


id

same  (binary) 1 if intern/resident i does not have clinic duty on day d where day of 

the week (d) is his or her primary day, 0 otherwise; d  DM 
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id

same  (binary) 1 if intern/resident i has clinic duty on day d where day of the week 

(d) is not his or her primary day, 0 otherwise; d  DM 

Minimize 1  
1
ward

sj

j V

W X


 + 2 1
staff day

MACC MACC

MACC

jk jk

j V j V

X
 

  
   

  
  

  + 3

GMC

GMC

day

jk

j V

NF


  

 + 4  ts tsu X + 5  split split

id id

i N d DM

 
 

  + 6  27

1

, ,PMday

ward
j V d

j V

X


  

 + 7  , 7 , 7

same same

i d w i d w

i N w W d D

  

  

 + β
   

 
,staff day

cont
V i V d

i N d D i

X
 

   (3a) 

Subject to   

Network constraints 

 
'

, ( ', )

jk jk k j

j k A k j A

g X X
 

  ,  j  V (3b) 

jk jk jkl X u    (j, k)  A (3c) 

Do not assign 1 or 5 housestaff to a clinic session 

1(1 ) 2jk jkX M NH    ,   (j, k)  1

dayV × V (3d) 

1 0jk jkX M NH   ,   (j, k)  1

dayV × V (3e) 

5(1 ) 6jk jkX M NH    ,   (j, k)  5

dayV × V (3f) 

5 4jk jkX M NH   ,   (j, k)  5

dayV × V (3g) 

MACC daily assignments (only for UH-GMC) 

1MACC

jk jkX   ,   (j, k)  
staff

MACCV × V (3h) 

Number of faculty at the UH-GMC during the month 

GMC4jk jkX NF  ,   (j, k)  GMC

dayV × V (3i) 

Preference for assigning two sessions on the same day when possible rather than 

splitting days 

1 2
0split split

jk jk id idX X      ,   i 
  
N

R

rot (geri)  
  
N

E

rot (r ) , r  R
elec

, j =  staffV i ,  

 d  DM,  1 ,AMdayk V d ,  2 ,PMdayk V d  (3j) 
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Preference to assign clinic duty on the same days of the week for each housestaff  

1 2 , 7 , 7 ,

same same

jk jk i d w i d w i dX X z      ,  i  N, j =  staffV i , w  W,  

  1 7 ,AMdayk V d w  ,  2 7 ,PMdayk V d w  ,  

 d {d1,…,d7}  D for interns, 

 and d {d -27,d -28,… }  D for residents (3k) 

ses

id r

d D

z n


 ,   i  N(t)  ( )rot

RN r , r  R
re q

,   

ses

id r

d D

z n


 ,   i  N(t)  
  
N

E

rot (r ) , r  R
elec

 (3l) 

jkX  0 and integer, 1

jkNH {0,1}, 5

jkNH  {0,1}, MACC

jk {0,1}, GMC

jkNF {0,1}, 

 


id

split {0,1}, 
 


id

split {0,1}, 
idz {0,1}, 

 


id

same {0,1}, 
 


id

same{0,1},   (j, k)  A, i 

 N, d  DM (3m) 

The objective function (3a) is the weighed sum of seven goals associated with the 

seven soft constraints.  The coefficients 1, 2, …, 7 must be chosen so that the 

appropriate emphasis is placed on each.  In general, values are assigned such that 1  . . .  

 7, where the ratio between any two coefficients reflects the tradeoff between the 

corresponding goals.  In theory, the weighting scheme ensures that if a feasible solution 

to the scheduling problem exists which does not violate the hard constraints, it will be 

found. 

The first term in (3a) sums the number of times a ward intern is not given clinic 

duty each week.  A penalty of 1 is incurred for each absence.  The second term is the 

weighted (2) sum of the number of days that no housestaff is assigned to the MACC 

plus the number of housestaff who has been assigned two MACC sessions during the 

month (note that only housestaff at the UH-GMC can be assigned MACC sessions). 

The third term (weighted by 3) sums the number of faculty needed at the UH-

GMC during the planning horizon.  The forth term (weighted by 4) counts the shortfall 

in staffing with respect to the maximum ratio of housestaff to faculty given by the 
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parameter ratio

cdmax , here ratio

ts cdc C d DM
u max

 
  , where the subscripts t and s refer to the 

supersink and supersource nodes, respectively. 

The fifth term (weighted by 5) penalizes split-day assignments when Eq. (3k) is 

taken into account.  When intern or resident i can be assigned two sessions on day d, but 

only one is assigned, then either 
 


id

split  or 
 


id

split  must take the value of 1 and a penalty is 

incurred.  The sixth term (weighted by 6) penalizes the assignment of clinic days to 

ward interns on the 27th of the month. 

The seventh term (weighted by 7) penalizes the number of days on which the 

housestaff are assigned clinic duty but not on their primary day or days of the week.  For 

each i  ( )rot

RN r , r  R
req

 or i  ( )rot

EN r , r  R
elec

, constraint (3m) selects 
ses

rn  of the five 

week days as the primary days.  Penalties are incurred when , 7

same

i d w    0 or , 7

same

i d w    0 in 

Eq. (3l).  The last term penalizes the clinic assignments for contingency sessions.  In the 

implementation, β =12, which is between 4 and 5. 

Constraints (3b) and (3c) are network constraints.  Constraints (3b) are balance 

equations which ensure that the inbound flow to a node equals the outbound flow.  When 

an arc has a gain or loss on it, the inbound flow is multiplied by the corresponding 

parameter value denoted by gjk.  Bounds on the flow through arc (j, k) are imposed by 

(3c). 

The block of constraints (3d) – (3g) deals with the undesirable situations of 

having one faculty supervising one housestaff during some clinic sessions (UH-GMC and 

occasionally VA-IMC).  In light of the 4 to 1 ratio, when n housestaff are assigned clinic 

duty on session s, this can occur when n mod 4 = 1, for n = 1, 2, …, n
max

.  In our case, 

this happens when n = 1 or 5 since n
max

 = 8.  If the number assigned is greater than 1, 

then 1

jkNH = 1 implying that (3d) is active and (3e) is redundant.  When 1

jkNH = 0, (3d) is 

redundant and (3e) prohibits any clinic assignments on that session.  Constraints (3f) – 

(3g) similarly prohibit an assignment of 5 housestaff to a clinic session.  If it were 

permissible to assign, say, 12 housestaff to a clinic session, then additional constraints 

would have to be included for the case where n = 9, and so on. 
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Goal 2 is to assign a different person to the MACC each day and limit such 

assignments to one a month but this may not be possible.  When two assignments are 

made, MACC

jk = 1 in (3h) and a penalty of 2 is incurred in (3a).  Constraints (3i) counts the 

number of faculty needed for UH-GMC each session according to the 4 to 1 ratio, a 

penalty 3 is incurred in (3a) for each faculty. 

With respect to goal 5 of not splitting clinic duty between two days if possible, 

when resident i is eligible on both the AM and PM sessions on day d but only one is 

assigned, implying that 
1 2jk jkX X , then one of the penalty variables 

 


id

split  or 
 


id

split in 

constraints (3j) must be 1 to balance the equation.  If 
1 2jk jkX X , then the equation is 

satisfied and neither penalty variable need to be positive.  These constraints are only 

written for residents who are supposed to spend two days in the clinic a week.  Recall that 

interns are never assigned AM sessions so (3j) is not relevant for them. 

In an effort to assign the same clinic days each week, housestaff are assigned 

primary days by the model.  The number of primary days depends on the particular 

rotation and the corresponding clinic requirements.  Constraints (3k) count the number of 

days in the planning horizon that intern/resident i is not assigned to the clinic on his or 

her primary days each week.  They are written for the first seven days of the month but 

are only in effect for weekdays since weekends are ignored.  Depending on the rotation 

that intern/resident i is on, the primary days can be any day d D.  The variable zid is 

used to make the selection in constraints (3l). 

To understand how (3k) – (3l) work, assume that the first day of the month d1 = 1 

for interns is a Monday.  If the model selects d = Tuesday for the primary day for intern 2 

( 2,Tue 1z  ), then the corresponding constraint for Monday is 

1 2 2,1 7 2,1 7 2,Mon 0same same

jk jk w wX X z       .  The summation in (3l) is written over d = 1, 8, 15, 

22, 29.  Adjustments for vacations and holidays are possible, but not really necessary 

because they will not have any effect on the results and can be accounted for in the 

preprocessing step.  Finally, variable definitions are given in (3m). 



 

83 

As mentioned, several of the hard constraints are built in the network model so 

they don’t need to be written out explicitly.  If (3b) is satisfied, then so are they.  In 

particular, we have the following. 

 Teams (H2: At most 
 
max



team  members of team   T can be assigned clinic duty 

on any day).  Part (i) of Corollary 2 discusses team constraints for one clinic; the 

network modification is illustrated by Figure 6.  Lemma 2 addresses the case 

when members of teamare assigned to different clinics; Figure 9 shows the 

partial network. 

 MACC (H3: One housestaff should be assigned to the MACC each day for either 

an AM or PM session.  A housestaff can have at most 2 MACC sessions during 

the month).  This is illustrated in Lemma 4; Figure 11 shows the partial network. 

 Inpatient services.  (H6: At least one housestaff on a required or elective inpatient 

rotation should stay on the service each day, so cannot be assigned to clinic).  

This is part (ii) of Corollary 2 in the network model.  Figure 7 shows the 

expanded network accounting for both team constraints and inpatient service 

constraints. 

 Ward residents can only have clinic duty during the PM session of their pre-call 

day.  This is enforced in the preprocessing step, ward residents’ clinic 

assignments are fixed by setting both the lower and upper bounds of the 

corresponding arc to 1. 

4.4 Computations: Case Study 

The network model was coded in C++ and run under Windows 7 on a Dell XPS 

13 laptop with 1.60 GHz Intel core i5 processor and 4 GB of memory.  CPLEX 12.4 with 

its default settings was used to solve the MIPs.  After the preprocessing step, there are 

around 4,000 nodes and 10,000 arcs, where the flow on each arc corresponds to a 

decision variable.  The solution times ranged from 10 to 20 seconds, with the majority of 

the effort associated with setting up and solving the MIPs.  The housestaff data for the 
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analysis were downloaded from AMION for the 2012-13 academic year, which began 

July 1, 2012 and ended June 30, 2013.  In all, there were roughly 39 interns (PGY1), 36 

second year residents (PGY2), and 27 third year residents (PGY3), giving a total of 102. 

In any given month, about 60% of the housestaff are eligible for clinic duty.  In 

March 2013, for example, 20 interns, 21 second year residents, and 19 third year 

residents were scheduled.  Of those, 27 were permanently assigned to the UH-GMC, 13 

to the VA-GEM, and 20 to the VA-IMC.  These proportions are relatively constant each 

month. 

Two additional files are read by our code.  The first specifies the parameter 

values, the holiday schedule, the GACC assignments, the objective function weights, and 

the names of the clinics.  The second describes all the rotations and contains one or more 

lines for each.  The input procedure is described in Appendix E; file samples are given in 

Appendices C and D. 

For each month of the study period, clinic assignments were generated by our 

code and the results compared to those associated with the actually schedules.  

Performance was judged by the number of goal violations, taking into account their 

relative importance.  To facilitate the presentation, the 7 goals are divided into the 

following two categories: Clinic (goals 3, 4) and Housestaff (goals 1, 2, 5, 6, 7). 

Tables 10 – 13 highlight the comparative statistics for March 2013.  The columns 

labeled “Network” or “Net.” give the number of violations of the respective goals after 

solving the network model.  The columns labeled “Current” or “Curr.” report the number 

of violations in the schedules posted on AMION. 

For the clinic-related goals, we see in Table 10 that AMION schedule has two 

less violations for goal 3, which means fewer faculty are needed at UH-GMC.  Looking a 

little deeper, this result can be explained by the fact that the total number of clinic 

sessions assigned in the AMION schedule is 9 less than the Network schedule, a 

desirable tradeoff.  In the case of the latter, more faculty are needed for supervision.  For 

goal 4, which is aimed at minimizing the difference between the number of clinic 

sessions available and the actually number assigned, many violations were present in 
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both the Network and the AMION schedule, although our results are a notable 

improvement.  There are 100 violations in the Network schedule, which represents a 

12.3% reduction from 114 in the AMION schedule.  Nevertheless, the results 

demonstrate how difficult it is to avoid large numbers of violations of even the lower 

level goals. 

The statistics for the housestaff-related goals are given in Tables 11, 12 and 13 for 

PGY1, PGY2 and PGY3, respectively, for the 60 housestaff who had clinic assignments 

in March.  An important observation is that for all three years, either fewer or an equal 

number of violations of goals 1, 2, 5, 6 and 7 is achieved in the Network schedule with 

only a few minor exceptions.  For goal 1, for example, which tries to assign each ward 

housestaff one clinic session a week, there were 13 violations in the actual schedule but 

only 12 in ours.  For goal 5, which gives preference to providing two sessions on the 

same day of the week rather than splitting them when there are alternative choices, the 

reductions were significant, averaging 26.2% for PGY2 and 40.0% for PGY3 (recall that 

PGY1 housestaff are not available for clinic duty during AM sessions). 

Table 10: Comparison of violations of clinic-related goals for March 2013 

Clinic 
Vio3 Vio4 

Network Current Network Current 

VA-IMC AM 0 0 10 14 

VA-IMC PM 0 0 29 31 

VA-GEM AM 0 0 0 0 

VA-GEM PM 0 0 0 1 

UH-GMC AM 7 3 12 25 

UH-GMC PM 28 30 49 43 

Total 35 33 100 114 

Penalty coefficient 24 16 
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Table 11: Comparison of violations of housestaff-related goals for PGY1 interns for March 2013 

Name Clinic Rotation 
No. of sessions Vio1 Vio2 Vio5 Vio6 Vio7 

Net. Curr. Net. Curr. Net. Curr. Net. Curr. Net. Curr. Net. Curr. 

Alvarez, John UH-GMC VA F 4 4 1 1 0 0 
  

0 0 
  

April, Carolyn UH-GMC procedure 3 3 
  

0 0 
    

1 2 

Ayoub, Sura VA-GEM VA B 4 4 1 1 
    

0 1 
  

Britten, Lauren VA-GEM er 4 4 
        

0 1 

Bui, James UH-GMC er 4 2 
  

0 0 
    

0 1 

Camero, Alfredo UH-GMC VA C 4 4 1 1 0 0 
  

0 0 
  

Cristan, Elaine UH-GMC pulm consult 4 6 
  

0 0 
    

0 1 

Escobar, Maria UH-GMC UH 1 4 4 1 1 0 0 
  

0 0 
  

Everett, Christopher UH-GMC Transplant 4 4 1 1 0 0 
  

0 0 
  

Force, Christopher VA-IMC er 4 4 
        

0 0 

Kha, Victor VA-IMC procedure 3 3 
        

1 1 

Mansoor, Saad VA-IMC VA F 4 4 1 1 
    

0 0 
  

Prabhu, Ashwin VA-IMC UH 2 4 4 1 1 
    

0 1 
  

Ramirez, Carol VA-GEM procedure 3 3 
        

0 1 

Salinas, Alan UH-GMC UH 1 4 4 1 1 0 0 
  

0 1 
  

Shie, Michael VA-IMC VA P 4 4 1 1 
    

0 0 
  

Suarez, Adriana UH-GMC rheum out 6 7 
  

0 0 
    

0 0 

Thi, Meilinh VA-GEM Transplant 4 4 1 1 
    

0 1 
  

Vizuete, John VA-IMC UH 3 4 4 1 1 
    

1 1 
  

Wong, Deran UH-GMC UH 3 4 4 1 1 0 0 
  

0 0 
  

Total 79 80 12 12 0 0 0 0 1 5 2 7 

Penalty coefficient 
 

64 32 8 4 2 
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Table 12: Comparison of violations of housestaff-related goals for PGY2 residents for March 2013 

Name Clinic Rotation 
No. of sessions Vio1 Vio2 Vio5 Vio6 Vio7 

Net. Curr. Net. Curr. Net. Curr. Net. Curr. Net. Curr. Net. Curr. 

Ali, Umer VA-IMC VA A 3 3 
          

Garcia-Everett, Ashley UH-GMC UH 3 4 4 
  

0 0 
      

Habib, Sheila VA-GEM pulm consult 4 5 
    

4 5 
  

1 0 

Higgs, Elizabeth VA-IMC geri 7 8 
    

7 8 
  

0 0 

Kato, David UH-GMC office 8 7 
  

0 1 2 7 
  

2 2 

Lam, Ha VA-IMC pancreas 8 6 
    

2 6 
  

2 0 

Mehanni, Christina VA-IMC pulm consult 4 7 
    

2 1 
  

1 1 

Mireles, Christy VA-IMC ID consult 6 6 
    

6 6 
  

0 0 

Nassar, Tareq VA-IMC VA P 3 3 
          

Parra, Albert UH-GMC onc out 9 7 
  

0 1 1 7 
  

1 2 

Phillips, Jason UH-GMC VA F 5 5 
  

0 0 
      

Purkat, Stephanie VA-IMC Neuro 5 4 
        

1 0 

Quade, Robert VA-GEM Quality 5 5 
    

5 5 
  

0 1 

Rajlakshmi, Mona VA-GEM geri 7 8 
    

7 8 
  

0 0 

Sewell, Jeff UH-GMC HIV 4 4 
  

0 0 
    

0 0 

Sorrell, Cari VA-IMC Heme 3 2 
        

1 1 

Steele, Stephen UH-GMC Neuro 3 4 
  

0 0 
    

0 0 

Strain, Sasha UH-GMC HIV 4 4 
  

0 0 
    

0 0 

Suarez, Keith VA-GEM heart station 6 6 
    

6 6 
  

0 1 

Tanwir, Hira VA-GEM cards DT uot 6 6 
    

6 6 
  

0 0 

Vinales, Karyne UH-GMC Transplant 5 4 0 1 0 0 
      

Total 109 108 0 1 0 2 48 65 0 0 9 8 

Penalty coefficient  64 32 8 4 2 
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Table 13: Comparison of violations of housestaff-related goals for PGY3 residents for March 2013 

Name Clinic Rotation 
No. of sessions Vio1 Vio2 Vio5 Vio6 Vio7 

Net. Curr. Net. Curr. Net. Curr. Net. Curr. Net. Curr. Net. Curr. 

Abedi, Ali VA-GEM board study 6 6 
    

6 6 
  

0 2 

Abel, Jordan VA-IMC Research 10 6 
    

0 4 
  

2 2 

Aguilar, Patrick UH-GMC MCS 4 4 
  

0 0 
    

0 1 

Bowhay, Elizabeth VA-GEM VA B 4 4 
          

Castillo, Cynthia UH-GMC MCS 4 3 
  

0 0 
    

0 1 

Fleischer, Raymond UH-GMC allergy 4 5 
  

0 0 4 5 
  

0 0 

Fletcher, Jeffrey VA-IMC cards out 7 7 
    

1 7 
  

1 3 

Freeman, Megan VA-IMC teaching 8 7 
    

0 7 
  

2 2 

Griffin, Patrick UH-GMC nephro out 7 7 
  

0 1 7 7 
  

1 2 

Hernaiz, Johanna VA-GEM derm 7 5 
    

7 5 
  

0 1 

Jatskiv, Andrew UH-GMC VA C 5 5 
  

0 0 
      

Kornsawad, Kanapa VA-GEM radiology 4 5 
    

4 5 
  

0 1 

Kurtyka, Jamen UH-GMC onc outpt 9 7 
  

0 0 1 7 
  

1 3 

Lilley, Kirthi VA-IMC UH 4 5 5 
          

Mazo Canola, Marcela UH-GMC ID consult 4 6 
  

0 0 4 6 
  

0 0 

Nathanson, Robert VA-IMC adolesc% 5 4 
    

3 0 
  

3 0 

Patel, Shalin UH-GMC office 8 6 
  

0 0 2 6 
  

2 2 

Rahnama-Moghadam, Sahand VA-IMC UH 2 3 3 
          

Soto Gomez, Natalia UH-GMC adolesc 6 6 
  

0 0 0 0 
  

0 0 

Total 110 101 0 0 0 1 39 65 0 0 12 20 

Penalty Coefficient 
 

64 32 8 4 2 
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A summary of the comparative statistics for the study period July 2012 – June 

2013 is given in Table 14.  Also included is the total number of sessions assigned each 

month.  Compared to the posted schedules, increases ranged from a high of 33 sessions in 

April to a low of 0 in May, which was the exception.  The average over the twelve 

months was 15.25 sessions, which translates into roughly 60 additional patient visits per 

month, a significant improvement in access. 

As designed, the Network schedules have no violations of the hard constraints, 

but the same cannot be said of the AMION schedules.  With respect to hard constraint 

H1, for example, over the 12-month period, an average of 2.33 housestaff were assigned 

to clinic sessions above the maximum number “permitted.”  This observation 

demonstrates the important point that it is difficult to manually construct schedules that 

don’t violate even the highest priority rules.  For healthcare workers, in particular, it is 

not uncommon to see such violations in weekly and monthly schedules that are generated 

without the aid of a decision support system.  In work related to the weekly scheduling of 

traveling physical therapists, for example, we found large discrepancies in the stated rules 

and the posted rosters (Shao et al. 2012).  A second observation from the results is that 

because schedule construction by the Network model is directed by a set of hierarchical 

goals, it is often necessary to incur violations of lower level goals to avoid violations of 

those with higher priorities. 

For the most part, the statistics in Table 14 indicate that the Network schedules 

are an improvement over the AMION schedules with respect to all goals.  Again for goal 

4, the Network schedules reduced the number of unassigned slots by an average of 7.8%, 

or 10.75 per month.  For goal 5, which asserts that AM and PM sessions on the same day 

are preferred for those housestaff who are on rotations that require two clinics a week, the 

Network schedules had an average of 29 fewer split days per month than did the current 

schedules – a 27.7% reduction.  The full set of results is available from the authors. 

Finally, comparing to the results obtained with our three-phase methodology 

described in Chapter 3, it can be seen that both models produce nearly identical results.  

The differences are mainly due to the way some of the requirements are handled.  For 
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example, not all the hard constraints are treated as such in the MINP model, although 

large penalties were imposed for violating them.  To gain feasibility, the schedules 

obtained from solving the MIPs were post-processed, which guaranteed only local 

optimality.  During that phase of the computations, only violations for hard constraints 

H1, H3 and the required inpatient service component of H2 are eliminated.  Also, the 

relative importance for the soft constraints was changed in the network model.  For 

example, goal 6 is added to the network model as required by the chief resident at the 

UTHSCSA; while we don’t want the ratio between goal 5 and goal 6 or goal 6 and goal 7 

to be too small, thus the weight of goal 5 is increased from 4 in the MINP model to 8 in 

the network model.
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Table 14: Comparison of goal violations for study period 

Month 
No. of sessions Vio 1 Vio 2 Vio 3 Vio 4 Vio 5 Vio 6 Vio 7 

Net. Curr. Net. Curr. Net. Curr. Net. Curr. Net. Curr. Net. Curr. Net. Curr. Net. Curr. 

July 2012 251 238 12 20 0 5 24 28 150 164 95 103 0 1 9 13 

August 318 286 5 13 0 2 34 37 125 153 83 115 2 2 6 29 

September 332 320 0 0 0 2 42 46 125 134 69 96 1 4 29 33 

October 306 292 4 9 0 7 36 39 145 154 77 97 0 0 19 32 

November 297 279 9 19 0 4 37 37 136 151 65 124 2 2 12 20 

December 287 266 25 28 0 6 30 35 153 166 77 100 0 0 21 25 

January 2013 295 284 6 13 0 1 31 32 167 176 65 105 0 0 19 34 

February 324 312 7 8 0 3 38 40 114 119 103 121 1 1 26 21 

March 298 289 12 13 0 3 35 33 100 114 39 65 0 0 12 20 

April 365 332 4 16 0 2 40 40 100 120 59 122 0 0 28 53 

May 297 297 6 8 0 1 28 31 96 95 112 109 0 0 3 18 

June 316 307 0 2 0 2 40 41 108 102 63 98 0 0 17 45 

Total 3686 3502 90 149 0 38 415 439 1519 1648 907 1255 6 10 201 343 
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Chapter 5: Block Scheduling for Residency Programs 

5.1 Problem Statement 

5.1.1 Family Medicine 

Depending on the specialty and the post-graduate year, a rotation may be either 

two weeks, four weeks or a month.  In the Family Medicine Department at UTHSCSA, 

all three periods are used.  Figure 13 displays the weekly templates for Family Medicine 

interns for the academic year beginning July 2013 and running through June 2014. 

Each template specifies the duties of the assigned intern for each of the seven AM 

and seven PM sessions during the week.  For example, someone on IPS 1A (inpatient 

service 1A) spends the Monday-Saturday AM sessions and the Thursday-Saturday PM 

sessions in the hospital providing patient care.  On Monday and Tuesday afternoon the 

intern is in clinic, as indicated by FHC (Family Health Center), and on Wednesday 

afternoon she is required to attend the weekly family medicine conference.  Thus, all 

PGY-1 who work IPS 1A have two clinic sessions per week.  The Family Medicine 1A 

and 1B templates have the most clinics per week at six and the Night Hospital Physician 

and Critical Care Unit (CCU) rotations have the fewest with zero.  In all templates, there 

are no clinics on the weekends because the FHC is closed.  For PGY-1, there are 16 

templates, each assigned for four weeks at a time; for PGY-2 there are 12 templates with 

some assigned for 2 weeks and some for 4 weeks; for PGY-3 there are 10 templates, each 

assigned for month at a time.  Vacation requests must be made six months in advance and 

time off is only permissible during certain rotations.  The use of templates is quite 

common in family medicine programs throughout the U.S. 

Designating a particular AM or PM session as clinic may conflict with the needs 

of the service associated with the rotation or might interfere with the time periodically set 

aside for other training.  For example, ER 1 at the University Hospital, which is one of 

the hospitals affiliated with the UTHSCSA, only permits the housestaff assigned to their 

service to go to clinic in the afternoon.  Others, like Ambulatory Pediatrics 1 (AMB 
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PEDS 1) and Muscular-Skeletal 1 (MSK 1), are much more open and permit a wide range 

of choices. 

The FHC clinic sessions indicated in the templates in Figure 13 were assigned by 

the residency coordinator with the goal of evenly distributing the number of housestaff 

over the week assuming one housestaff per template, which is not always the case.  

Nevertheless, even if the balance is near perfect, the number of patients that can be seen 

actually depends on the year and current month of residency.  The following rules apply: 

 PGY-1: July – December, 3 patients; January – June, 5 patients 

 PGY-2: July – December, 6 patients; January – June, 8 patients 

 PGY-3: July – December, 9 patients; January – June, 10 patients 

Second and third year residents have templates similar to those in Figure 13 but 

an elective rotation with the requirement of two clinic sessions per week is also included.  

Because electives normally don’t place restrictions on when clinic can be assigned they 

offer some flexibility when trying to balance trainee workload. 
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PGY-1 

IPS 1A *NO nursing home during this rotation 
 M Tu W Th F Sat Su 

6am – 12noon IPS IPS IPS  IPS  IPS IPS 
DAY 
OFF 

1pm – 6pm 
FHC to 

5pm 
FHC to 

5pm 
Conf to 
4:30 pm 

IPS – 
thru sign 

out 

IPS – 
thru sign 

out 
IPS  

Total Hours: 
72 

11.5 11.5 11 13 13 12 0 

 

IPS 1B *NO nursing home during this rotation 
 M Tu W Th F Sat Su 

6am – 12noon 
IPS 

(8:30a- MM 
Rad Rounds) 

IPS IPS IPS IPS 
DAY 
OFF 

IPS 

1pm – 6pm IPS 
IPS – 

thru sign 
out 

Conf to 
4:30 pm 

IPS 
FHC to 

5pm 

IPS – 
thru sign 

out 

Total Hours: 
72.5 

12 13 11 12 11.5 0 13 

 

IPS. 1C *NO nursing home during this rotation 
 M Tu W Th F Sat Su 

6am – 12noon 
IPS  

(8:30a- MM 
Rad Rounds) 

FHC 
Pedi 

Walk In 
FHC 

DAY 
OFF 

IPS IPS IPS 

1pm – 6pm 
IPS – 

thru sign 
out 

FHC to 
5pm 

Conf to 
4:30 pm 

IPS IPS 
IPS – 

thru sign 
out 

Total Hours: 
69.5 

14 9.5 9 0 12 12 13 

 

AmbRot1 *Will attend nursing home. **On Back Up for 2 weeks except Saturdays** 
 M Tu W Th F Sat Su 

8am – 12noon 

MMC 
7:30am 

JDC WCC 
FHC 
Pedi 

Walk In 
FHC 

DAY 
OFF 

Back Up 

FHC 
Pedi 

Walk In 

1pm – 5:30pm 
Psychotr

opic 
Clinic 

WCC 
Conf to 
4:30 pm 

* FHC to 
5pm 

Psychotr
opic 

Clinic 

Total Hours: 
46.5 

10 9.5 8.5 9 9.5   

Two week rotation begins January 2014 - splits mid-block w/NHP. 
 

NIGHT HOSPITAL PHYSICIAN *NO nursing home during this rotation. 

 M Tu W Th F Sat Su 

12mid – 7am NHP NHP NHP NHP NHP 

DAY 
OFF 

 

7am – 6pm       

6pm – 
12mid 

NHP NHP NHP NHP  NHP 

Total Hours: 
65 

13 13 13 13 7  6 

Two-week rotation begins January 2014 - splits mid-block w/AmbRot1. 
 

GYN *Will attend nursing home. (VM)  
 M Tu W Th F Sat Su 

8am – 12noon 

MMC 
7:30am Family 

Planning 
FHC FHC 

FHC 
Colpo 
Clinic DAY 

OFF  
DAY 
OFF  

GYN 
clinic 

8:45am 
ALL DAY 1pm – 5:30pm 

GYN 
clinic 

Conf to 
4:30 pm 

*FHC to 
5pm 

GYN 
Triage 
to 7pm 

Total Hours: 
48 

10 9.5 8.5 9 11   

 

AMB PEDS 1 *Will attend nursing home. (VM) 
 M Tu W Th F Sat Su 

8am – 12noon 
NW 

Clinic 
Pedi 

WCC JDC 
NW 

Clinic 
Pedi 

FHC 
Pedi 

Walk-in DAY 
OFF 

DAY 
OFF 

1pm – 5:30pm 
NW 

Clinic 
Pedi 

FHC to 
5pm 

Conf to 
4:30 pm 

* FHC to 
5pm 

FHC to 
5pm 

Total Hours: 
45 

9.5 9 8.5 9 9   

 

MSK 1 *Will attend nursing home. (VM)  
 M Tu W Th F Sat Su 

8am – 12noon 
MARC – 

Ortho 
@8:30am 

B&J 
FHC 

Sports 
Med  

B&J 
MARC – 
Sports 
Med 

Sports 
Events 
& Back 

Up 
DAY 
OFF 

1pm – 5:30pm 
FHC to 

5pm 
FHC to 

5pm 
Conf to 
4:30 pm 

* FHC to 
5pm 

FHC 
Pedi 

Walk In 
 

Total Hours: 
48.5 

8.5 9 8.5 9 9.5 4  

Figure 13: Weekly blocks for the Family Health 

Center interns 

 
FAM MED 1A *Will attend nursing home. **On Back Up First Half/Two Weeks Except 

Saturdays** 
 M Tu W Th F Sat Su 

8am – 12noon 

MMC @ 
7:30am 

FHC FHC 

FHC 
Pedi 

Walk In 
1

st
/3

rd
 Geri 

Clinic  
DAY 
OFF 

Back Up 
1

st
 two 

weeks 
DAY 

OFF 2
nd

 
two 

weeks 

FHC 
Sono 
1

st
/3

rd
 

FHC 
Pedi 

Walk In 
2

nd
/4th 

FHC 
2

nd
/4th 

1pm – 5:30pm 
Psychotr

opic 
Clinic 

Prac 
Mgmt 

w/Dr. Ali 

Conf to 
4:30 pm 

* FHC to 
5pm 

FHC to 
5pm 

Total Hours: 
46 

10 9.5 8.5 9 9   

 

FAM MED 1B *Will attend nursing home. **On Back Up Second Half/Two Weeks Except 

Saturdays** 
 M Tu W Th F Sat Su 

8am – 12noon 

MMC @ 
7:30am 

FHC  FHC  

FHC 
1

st
/3rd 

FHC  

DAY 
OFF 

Back Up 
2

nd
 two 

weeks 
DAY 

OFF 1
st
 

two 
weeks 

FHC 
Pedi 

Walk In 
1

st
/3

rd
 

FHC 
Sono 
2

nd
/4th 

FHC 
Pedi 

Walk In 
2

nd
/4th 

1pm – 5:30pm 

 
Geri 
Clinic  

 

Prac 
Mgmt 

w/Dr. Ali 

Conf to 
4:30 pm 

* FHC to 
5pm 

Psycho 
tropic 
Clinic 

Total Hours: 
46.5 

10 9.5 8.5 9 9.5   

 

SURG – INPATIENT *Will attend nursing home. (VM) 
 M Tu W Th F Sat Su 

12mid – 6am 
5-7 

Rounds / 
Wards 
7-10 

Grand 
Rounds 

10-4 

OR / Wards 
4-6 

Rounds / 

Wards 

5-8 
Rounds / 

Wards 
8-4 
 2M 

Clinic 
4-6 

Rounds / 
Wards 

5-7 
Rounds / 

Wards 
7-12 OR 
/ Wards 

FHC 

5-7 

Rounds / 
Wards 

7-1  

OR / Wards 
1-4 

2M Clinic  

4-6 
Rounds / 

Wards 

DAY 
OFF 

DAY 
OFF 

6am – 12noon 

12noon – 5pm 
Conf to 
4:30 pm 

* FHC to 
5pm 

Total Hours: 
59.5 

13 13 11.5 9 13   

 

OB *NO nursing home during this rotation. 
 M Tu W Th F Sat Su 

6am – 12noon 

Pre 
rounds 
@6am 

6a-7a 
Pre 

rounds 
7a-6p 
OB 

Triage 

Pre 
rounds 
@6am  

OB Clinic 
@8am 

6a-7a 
Pre 

rounds 
7a-6p 
OB 

Triage 

Pre 
rounds 
@6am  
DM OB 
Clinic 
@8am 

6a-7a 
Pre 

rounds 
7a-6p 
L&D  

DAY 
OFF 

FHC 
Prenatal 
@8am 

FHC to 
5pm 

OB Clinic 
to 5:30 

pm 1pm – 6pm 
Conf to 
4:30 pm 

Total Hours: 
69.5 

11 12 10.5 12 11.5 12   

 

ER 1 – UHS *Will attend nursing home. (VM) 

 M Tu W Th F Sat Su 

8am – 12noon 
 
 

*Code 
Training 
@ 9am 

Rad @ 
CSR 

*ER 
Didactics 

   

1pm – 6pm  
FHC to 

5pm 
Conf to 
4:30 pm 

* FHC to 
5pm 

   

Total Hours: 
49.5 

8 8 8.5 9 8 8  

~3 ER shifts per week per ER department; may include overnight shifts. 
*FHC when no Code Training or Didactics scheduled 

 

NEWBORN NURSERY *NO nursing home during this rotation. 
 M Tu W Th F Sat Su 

7am – 12noon NBN NBN NBN NBN NBN NBN NBN 

1pm – 5:30pm 
FHC to 

5pm 
FHC to 

5pm 
Conf to 
4:30 pm 

NBN 
‘til 5pm 

NBN 
‘til 5pm 

NBN 
‘til 5pm 

NBN 
‘til 5pm 

Total Hours: 
69.5 

10 10 9.5 10 10 10 10 

 Schedule per Pedi Team.  Will have 4 days off/rotation. 
 

CCU *NO nursing home during this rotation. 
 M Tu W Th F Sat Su 

        

Total Hours: 
66 

       

Schedule per CCU.  No FHC clinic this rotation. 
Will work alternating days of 7am – 5pm and 7am – 7pm w/ 4 days off/rotation. 
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Given that each session is approximately four hours long, interns in the first half 

of the year may spend up to 80 minutes with a patient, while third-year residents only 

about 27 minutes.  During their patient interactions, the housestaff are not only evaluating 

the patient’s chief complaint but also consulting with their supervising faculty and 

entering information into the electronic medical record system. 

At the start of each academic year 13 new interns enter in the program, which 

keeps the total number of housestaff at 39.  When putting together the annul housestaff 

schedules, the residency coordinator must adhere to the following general requirements 

(ACGME 2013). 

 Residents must not be scheduled for more than 80 h per week, averaged over a 4-

week period, with the provision that individual programs may apply to their 

sponsoring institution’s Graduate Medical Education Committee for an increase in 

this limit of up to 10 percent if they can provide a sound educational rationale. 

 Residents must have at least one full (24-h) day out of 7, free of patient care duties, 

averaged over 4 weeks. 

 Residents must not be assigned in-house calls more often than every third night, 

averaged over 4 weeks. 

 Continuous time on duty is limited to 24 h, with additional time up to 6 h for 

inpatient and outpatient continuity of care, educational debriefing and formal 

didactic activities.  Residents may not assume responsibility for new patients after 

24 h. 

 Residents should have a minimum rest period of 10 h between duty periods. 

 When residents take calls from home and are recalled into the hospital, the time 

spent in the hospital must be counted toward the weekly duty hour limit. 

How these requirements are implemented depends on the program, the coordinator, 

and both department and medical school policies.  The Family Medicine templates were 

designed to ensure that all requirements are satisfied. 
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5.1.2 Internal Medicine 

The Internal Medicine Department at UTHSCSA takes a different approach; 

rather than using templates, they construct annual block schedules for each housestaff.  

Each block spans a month and is generally associated with one rotation although a few 

may be split between a service and a ward at mid-month.  The process begins at the end 

of the current academic year and takes approximately two weeks to complete.  It is 

performed by the Chief Resident who applies a series of rules outlined below but mostly 

involves trial and error.  The requirements by year are as follows. 

PGY-3 residents:  2 wards, 1 CCU, 1 MICU, 1 Med Consults, 1 Adolescent/ICU 

(may be replaced with NF/ICU), 1 Night Float, 5 electives 

PGY-2 residents:  2 or 3 wards, 1 CCU, 1 MICU, 1 Heme/ICU, 1 HIV, 1 Geriatrics, 1 

Neuro, 3 or 4 electives 

PGY-1 categorical interns: 5 wards, 1 CCU, 1 MICU, 1 Procedure, 1 Ambulatory, 1 

Night Float, 1 ER, 1 elective 

PGY-1 preliminary interns: 6 wards, 1 CCU, 1 MICU, 1 ER, 1 Onc Consults, 2 

electives 

Common abbreviations are used for rotation names, such as “Onc” for oncology 

and “neuro” for neurology.  “Wards” refer to general medicine wards as opposed to 

“units” such as the medical intensive care unit (MICU).  With respect to the two distinct 

PGY-1 classifications, categorical interns intend to spend three years in the program with 

the goal of becoming board certified in Internal Medicine.  Preliminary interns spend one 

year in the program before moving on to a specialty residency (such as radiology, 

ophthalmology, neurology, dermatology).  Some of the differences in the annual blocks 

are that preliminary interns spend 6 months on wards rather than 5, they rotate on 

oncology consults (categoricals do not), and they are not assigned night float, procedure 

or ambulatory medicine rotations.  They also don't have primary care continuity clinics. 

The reason why some PGY-2 residents have 2 wards and some 3 is 

technical.  During the second half of the academic year, PGY-1 and PGY-2 categorical 
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housestaff pick their "tracks" for the next year, which are created by the incoming 

chief.  The rising PGY-2 residents either pick a jeopardy or non-jeopardy track, and the 

rank order for who gets to pick first is determined by conference attendance 

percentages.  If you pick a jeopardy track, you only have to do 2 ward months during the 

PGY-2 year, but 2 of the 5 electives during the PGY-3 year are designated "jeopardy 

electives."  During a jeopardy elective, residents are essentially on backup duty 24/7 and 

could be called in at any time to cover a resident.  For example, if a resident on a ward 

team has a medical emergency and has to take extended leave, the jeopardy elective 

residents cover the absentee’s service for the duration of the leave.  Non-jeopardy 

residents have 3 wards during the PGY-2 year, but no jeopardy electives during the PGY-

3.  Examples of PGY-2 tracks are depicted in Figure 14. 

Notice that the tracks only specify "ward" and "unit," but not which type of unit 

(CCU vs. MICU), and not location.  The specifics are determined by the chief as he or 

she creates the call schedules three months in advance.  PGY-2 and PGY-3 residents can 

submit requests to stay in one hospital for their unit and/or ward rotations, so location 

assignments are sometimes based on their preferences.  An effort is made to have PGY-1 

residents spend equal time between the University Hospital and the Veterans 

Administration Hospital for their units and wards.  After the rising PGY-2 and PGY-3 

residents pick their tracks, they select electives and submit their vacation 

requests.  Residents can take vacation during electives or geriatrics 

The creation of PGY-1 tracks is individual specific and based primarily on their 

vacation requests.  Interns can take vacation during elective, procedure or ambulatory 

months.  If an intern asks for vacation during September and March, for example, then he 

is assigned one of those blocks in September and March, and the rest of his schedule is 

built to satisfy the requirements listed above. 
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Figure 14: Possible tracks for PGY-2 residents 

 Regarding the sequencing of blocks, one of the hard constraints specifies that no 

track can have more than three consecutive "call" rotations, which include wards, units, 

and night float.  Another hard constraint prohibits two unit rotations in two consecutive 

months.  The only exception is if a unit rotation is followed by ICU/adolescent.  A month 

and a half of consecutive units is considered manageable, but not two full consecutive 

months.  Finally, a notable soft constraint is that a unit rotation should not follow night 

float and vice versa. 

5.2 Model Formulation 

In this section, we present separate models for constructing annual block 

schedules for both Family Medicine and Internal Medicine residency programs.  

July August Sept October Nov Dec Jan Feb March April May June

Non-Jeop

A Elective ICU/Heme Unit HIV Geri Ward Elective Unit Neuro Elective Ward Ward

B Elective Geri Unit Ward Elective Elective Ward Unit Heme/ICU Neuro Ward HIV

C Elective HIV Unit Geri Ward Elective Heme/ICU Elective Unit Ward Neuro Ward

D Ward Elective HIV Unit Elective Ward Geri Neuro Unit Elective Ward Heme/ICU

E Ward Elective HIV Unit Geri Ward ICU/Heme Ward Elective Neuro Elective Unit

F Ward Heme/ICU Elective Unit HIV Elective Ward Neuro Elective Geri Unit Ward

G Elective HIV Ward Elective Unit Neuro Geri Ward Heme/ICU Ward Elective Unit

H ICU/Heme Ward Elective Ward Neuro Unit Geri Elective Ward Elective HIV Unit

I Elective Ward Neuro HIV Heme/ICU Ward Elective Ward Geri Unit Elective MCS

J Elective Ward Neuro Ward Unit Elective HIV Heme/ICU Geri Ward Elective NF

Jeopardy

K Elective Elective Ward Neuro Unit Elective Ward Geri Unit Elective HIV ICU/Heme

L Elective Unit Geri Ward ICU/Heme Elective Unit HIV Elective Elective Ward Neuro

M HIV Unit Geri Ward Elective ICU/Heme Elective Unit Elective Elective Ward Neuro

N Elective Neuro Unit Geri Elective Ward HIV ICU/Heme Elective Unit Elective Ward

O Elective Elective Unit Ward Elective Heme/ICU Elective Unit HIV Neuro Ward Geri

P Heme/ICU Elective Ward Unit Elective Elective Neuro Ward Elective HIV Geri Unit

Q HIV Elective Geri Unit Elective Neuro Ward Elective Elective ICU/Heme Ward Unit

R HIV Geri Heme/ICU Unit Neuro Elective Elective Ward Elective Elective Unit Ward

S Neuro Elective Ward Elective Unit Geri Elective HIV Elective Heme/ICU Unit Ward

T Neuro Elective Ward ICU/Heme Elective Unit Elective Geri HIV Unit Elective Ward

U Elective Neuro Ward Elective Unit Elective Elective Geri Ward HIV ICU/Heme Unit

V Ward Elective Ward Heme/ICU HIV Geri Unit Elective Elective Elective Neuro Unit

W Elective Elective Ward Neuro Elective HIV Unit Heme/ICU Ward Elective Geri Unit

X Geri Unit Elective Neuro Elective Unit Elective HIV Ward Elective Heme/ICU Ward

Y Geri Unit Elective Ward Elective HIV Unit Elective Neuro Ward Elective Heme/ICU

Z Ward Elective ICU/Heme Unit Elective Ward Neuro Elective Elective Geri Unit HIV
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Although the hard and soft constraints for either service are, in part, program specific, 

they are representative of the requirements that all programs in the U.S. must follow.  In 

Section 5.3, we discuss the approach used to find solutions. 

5.2.1 Family Medicine 

For this program, the goal is to redesign the annual templates to equalize as much 

as possible the number of patients that can be seen in the clinic each session while 

minimizing the changes from the current templates.  There are several functions that can 

be used for the first goal.  After some experimentation, we have chosen to minimize the 

maximum absolute deviation between the number of patients that can be seen during any 

session over the week from the average.  For the second goal, we start with the current 

templates and try to minimize the number changes that result from reassigning clinic 

sessions over the week.  This is motivated by the fact that adjustments incur real costs 

such as those associated with faculty rescheduling and bed relocations.  The feasibility of 

interchanging clinic assignments depends on the particular rotation and the rules 

associated with it.  Since the two goals are numerically incommensurate, we use the 

weighted sum of each in our objective function. 

The following notation is used to represent the model. 

Indices and sets 

PGY set of PGY years; k  PGY 

HY set of half years in the academic year; l  HY = {1
st
, 2

nd
} 

R set of rotations; j  R 

R(k) set of PGY-k rotations; j  R(k) 

D set of scheduling days in the year; d  D 

DH(l) set of scheduling days in half year l; d  DH(l) 

DW set of scheduling days in a week;   DW = {Mon, Tue, Wed, Thu, Fri} 

D() set of scheduling days in the year whose day of week is ; d  D() 

M set of scheduling months in the academic year; m  M = {July, August,…, 

June} 
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M(l) set of scheduling months in half year l; m  M(l) 

DM(m) set of scheduling days in month m; d  DM(m) 

S set of sessions in a day; s  {AM, PM} 

Parameters 

HSk number of PGY-k housestaff   

rot

jmax  maximum number of times a housestaff can be assigned to rotation j during the 

academic year 

rot

jmin  minimum number of times a housestaff must be assigned to rotation j during 

the academic year 

HS

jmax  maximum number of housestaff that can be assigned to rotation j in each 

month 

HS

jmin  minimum number of housestaff that can be assigned to rotation j in each month 

cjs 1 if session s on day of week  is designated as clinic duty in rotation j in 

current template, 0 otherwise 

ajs 1 if session s on day of week  is permitted to be assigned clinic duty in 

rotation j, 0 otherwise 

pkl number of patients seen per session for housestaff from PGY-k in half year l 

nj number of clinic sessions in a week for rotation j 

1 penalty weight for maximum deviation 

2 penalty weight for changing 1 assignment in the current template 

Decision variables 

yjm number of housestaff assigned to rotation j in month m 

ujs (binary) 1 if rotation j has clinic duty during session s on day of week , 0 

otherwise 

vjs (binary) 1 if session s on day of week  in rotation j is changed, 0 otherwise 

qjms  number of housestaff assigned to rotation j on month m if rotation j has clinic 

duty during session s on day of week , 0 otherwise  
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zkds  number of housestaff from PGY-k who have clinic duty during session s on 

day d 

j number of changes made to rotation j 

avgl average number of patients seen per session during half year l 

dev maximum deviation of patients seen on any session from average number of 

patients seen per session 

Model 

Minimize 1dev + 2 j

j R

   (4a) 

subject to 

Housestaff assignment rules 

( )

jm k

j R k

y HS


 ,    k  PGY, m  M (4b) 

rot rot

j k jm j k

m M

min HS y max HS


  ,    k  PGY, j  R(k) (4c) 

HS HS

j jm jmin y max  ,    k  PGY, j  R(k), m  M (4d) 

Linearization of the quadratic term ( jm s jm j sq y u  ) 

jm s jmq y  ,    k  PGY, j  R(k), m  M,   DW, s  S (4e) 

jm s j sq G u   ,    k  PGY, j  R(k), m  M,   DW, s  S (4f) 

( 1)jm s j s jmq Gu y    ,    k  PGY, j  R(k), m  M,   DW, s  S (4g) 

(G is a sufficiently large number; here G can be HS

jmax .) 

Number of housestaff from PGY k who have clinic duty during session s on day d 

( )

jm s kds

j R k

q z


 ,    k  PGY, m  M,   DW, d  D() ∩ DM(m), s  S (4h) 

Average number of patients seen over all sessions  

 

 

kl kds

k PGY d DH l s S

l

p z

avg
DH l S

  




  
,   l  HY (4i) 
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Linearization of maximum absolute deviation 

kl kds l

k PGY

dev p z avg


  ,   l  HY, d  DH(l), s  S (4j) 

l kl kds

k PGY

dev avg p z


   ,   l  HY, d  DH(l), s  S (4k) 

Number of clinic sessions in a week for each rotation cannot be changed 

j s j

DW s S

u n
 

  ,    k  PGY, j  R(k) (4l) 

Availability of rotations 

j s j su a  ,   j  R,   DW, s  S (4m) 

Number of changes made to rotations 

j s j s j sv u c    ,   j  R,   DW, s  S (4n) 

j s j s j sv c u    ,   j  R,   DW, s  S (4o) 

j s j

DW s S

v 

 

   ,   j  R (4p) 

Variable definitions 

ujs, vjs  {0, 1},  j  R,   DW, s  S; yjm integer,  j  R, m  M 

qjms, zkds, j, avgl, dev ≥ 0,  k  PGY, j  R(k), l  HY, m  M,   DW, d  D, 

s  S (4q) 

The objective function (4a) is the weighed sum of the maximum deviation and 

total number of changes made to all rotations.  A smaller maximum deviation means that 

the schedule is more balanced with respect to the number of patients that can be seen 

each session.  We also want to minimize the number of changes made to the rotations 

since there will be costs incurred.  The coefficients 1 and 2 should be chosen according 

to the importance of each term and the preferences of the program director. 

Constraints (4b) – (4d) define housestaff assignment rules.  Constraints (4b) 

ensure that all the housestaff from a specific PGY get an appropriate rotation every 

month.  Constraints (4c) limit the number of assignments of rotation j over the academic 

year to be within the range rot

jmin  to rot

jmax .  For example, if rot

jmin = 1, rot

jmax = 2 and 
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rotation j is associated with PGY-3 where HS3 = 13, then the total number of assignments 

should be between 13 and 26.  Similarly, constraints (4d) say that there should be 

between HS

jmin  and HS

jmax  housestaff assigned to rotation j each month.  These 

constraints are simple bounds and can be enforced implicitly when defining the variables 

in (4q). 

Constraints (4e) – (4g) are used to linearize the quadratic (bilinear) term 

jm s jm j sq y u  which is a more efficient way of representing qjms but not manageable in a 

MIP solver.  When the binary variable ujs = 1, qjms = yjm, and 0 otherwise which is what 

we want.  Constraints (4e) limit qjms to be less than or equal to yjm as a partial 

representation of this requirement.  Equality is established by constraints (4f) and (4g).  

Only one of the constraints in this pair will be active in any solution with the other being 

redundant.  Which one is active depends on the value of ujs.  If 0j su   , then constraint 

(4f) is active and qjms will be 0.  In this case, (4g) is redundant; if 1j su   , then (4g) is 

active and qjms = yjm as desired  Collectively these constraints enforce the quadratic 

relationship. 

Constraints (4h) count the number of housestaff from a PGY who have clinic duty 

during each session each day.  Constraints (4i) then determine the average number of 

patients that can be seen each session based on the value of zkds.  Notice that housestaff 

from different years can see different numbers of patients per session.  This is the reason 

why we need to compute the number of housestaff who have clinic duty during each 

session separately for each PGY.  Constraints (4j) and (4k) determine the maximum 

deviation by comparing the number of patients seen each session to the average.  

Minimizing the maximum deviation aims to balance the number of patients seen each 

session.  Since housestaff can see more patients per session in the 2
nd

 half of an academic 

year than in the first as they become more proficient, the two halves must be treated 

separately.  In (4i), we calculate the average number for the two half years independently 

of each other and then compare the number of patients seen each session to the average of 

the corresponding half year. 
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Constraints (4l) and (4m) deal with restrictions on rotation template assignments.  

Constraints (4l) enforce the requirement imposed by FHC director that the number of 

clinic sessions in a week for a given rotation should remain the same.  For each rotation j, 

constraints (4m) limit the assignment of sessions to eligible slots during the week.  

Similar to constraints (4d), constraints (4m) are simple bounds and can be implemented 

with variable definitions. 

Constraints (4n) – (4p) count the number of changes made to the current rotations.  

Constraints (4n) and (4o) determine whether a single clinic session is changed in a 

rotation.  If ujs = cjs, then in light of the second objective function term and (4p), vjs will 

be 0 and there will be no penalty incurred; if ujs ≠ cjs, then either constraint (4n) or 

constraint (4o) is active and vjs must be 1.  Constraints (4p) sum over all the sessions to 

get the total number of changes made to each rotation j.  Finally, variable definitions are 

given in (4q). 

After we solve model (4) and get values of the yjm variables, we can use that as 

input parameters to get the individual assignments of housestaff by solving the following 

null transportation problem for each PGY. 

Parameters and sets 

N set of housestaff; i  N 

N(k) set of PGY-k housestaff; i  N(k) 

Yjm number of housestaff assigned to rotation j in month m [from model (4) 

solution] 

Decision variables 

xijm 1 if housestaff i is assigned to rotation j in month m, 0 otherwise 

Model 

Minimize 0 (5a) 

subject to 

Housestaff assignment constraints 

( )

ijm jm

i N k

x Y


 ,    k  PGY, j  R(k), m  M (5b) 
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( )

1ijm

j R k

x


 ,    k  PGY, i  N(k), m  M (5c) 

rot

ijm j

m M

x max


 ,    k  PGY, i  N(k),  j  R(k) (5d) 

Variable definitions 

xijm  {0, 1},    k  PGY, i  N(k), j  R(k), m  M (5e) 

The objective function (5a) is not important since we are simply interested in 

finding a feasible solution, which is guaranteed when the Yjm parameters correspond to a 

solution of model (4).  Model (5) decomposes by PGY and each subproblem can be 

solved in negligible time. 

5.2.2 Internal Medicine 

For the Internal Medicine program, our goal is to construct annual block 

schedules for each housestaff that balance the number of clinic sessions assigned during 

the academic year for housestaff within the same PGY while satisfying certain rules and 

regulation.  Our first objective is to minimize the maximum deviation between the 

number of clinic sessions assigned to any housestaff from the average.  Our second 

objective is associated with the chief resident’s rule not to assign night float immediately 

before or after a unit block.  Finally, to better evaluate and differentiate the quality of 

solutions, as a third objective we try to minimize the maximum deviation between the 

number of patients seen during any month over the year from the average [this is similar 

to the first term in (4a)].  The objective function is then a hierarchically weighted sum of 

each of the corresponding terms. 

The following notation is used in developing the model. 

Indices and sets 

N set of housestaff; i  N 

C set of clinics; c  C = {UH-GMC, VA-IMC, VA-GEM} 

NC(c)  set of housestaff assigned to clinic c; i  NC(c) 

PGY set of PGY years; k  PGY 

NY(k) set of PGY-k housestaff; i  NY(k) 
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HY set of half years in the academic year; l  HY = {1
st
, 2

nd
} 

M set of scheduling months in the academic year; m  M = {July, August,…, 

June} 

M(l)  set of scheduling months in half year l; m  M(l) 

R set of rotations; j  R (For simplicity, all the wards are considered as one 

rotation, all the electives are considered as one rotation) 

Parameters 

nsj number of clinic sessions during a month for rotation j 

lrjk lower bound on number of rotation j assigned to PGY-k housestaff during the 

academic year 

urjk upper bound on number of rotation j assigned to PGY-k housestaff during the 

academic year 

lhjk lower bound on number of PGY-k housestaff assigned to rotation j each month 

uhjk upper bound on number of PGY-k housestaff assigned to rotation j each month 

lccm lower bound on number of clinic sessions assigned to clinic c during month m 

uccm upper bound on number of clinic sessions assigned to clinic c during month m 

callj 1 if rotation j is a call rotation, 0 otherwise 

unitj 1 if rotation j is a unit rotation, 0.5 if rotation j is a half unit rotation, 0 

otherwise 

pkl number of patients seen per session for housestaff from PGY-k in half year l

1 penalty weight for maximum deviation of number of clinic sessions assigned to 

each housestaff 

2 penalty weight for having a unit rotation followed by night float or vice-versa 

3 penalty weight for maximum deviation of total number of patients seen each 

month 

Decision variables 

xijm (binary) 1 if housestaff i is assigned to rotation j during month m, 0 otherwise 

yim (binary) 1 if housestaff i has a unit rotation followed by night float during 

month m or vice-versa, 0 otherwise 



 

107 

ses

kavg  average number of clinic sessions assigned to all the PGY-k housestaff during 

the academic year 

dev
ses

 maximum deviation of clinic sessions assigned to each housestaff from the 

average number of the corresponding PGY during the academic year 

pat

clavg  average number of patients seen each month at clinic c during half year l 

pat

cdev  maximum deviation of number of patients seen each month from average for 

clinic c 

Model 

Minimize α1 dev
ses

 + α2

 \ June

im

i N m M

y
 

   + α3
pat

c

c C

dev


  (6a) 

subject to 

Assignment constraints 

1ijm

j R

x


 ,    m  M, k  PGY, i  NY(k) (6b) 

Bounds on the number of time rotation j is assigned to PGY k housestaff during the 

academic year 

jk ijm jk

m M

lr x ur


  ,    j  R, k  PGY, i  NY(k) (6c) 

Bounds on the number of PGY k housestaff assigned to rotation j each month 

( )

jk ijm jk

i NY k

lh x uh


  ,    j  R, k  PGY, m  M (6d) 

Bounds on the number of clinic sessions assigned to clinic c during month m  

( )

cm j ijm cm

i NC c j R

lc ns x uc
 

   ,    c  C, m  M (6e) 

Maximum number of consecutive call rotations 

3

'

'

3
m

j ijm

m m j R

call x


 

 ,    i  N, m  M \ {April, May, June} (6f) 

Maximum number of consecutive unit rotations 

 , , 1 1.5j ijm i j m

j R

unit x x 



  ,    i  N, m  M \ {June} (6g) 
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Try not to have a unit rotation and night float back to back 

, , 1 1j ijm i NF m im

j R

unit x x y



   ,    i  N, m  M \ {June} (6h) 

, , , , 1 1i NF m j i j m im

j R

x unit x y



   ,    i  N, m  M \ {June} (6i) 

Average number of sessions assigned over all PGY k housestaff 

 
j ijm

i NY k j R m M ses

k

ns x

avg
N

  


 
,    k  PGY (6j) 

Maximum deviation of number of clinic sessions assigned to each housestaff 

ses ses

j ijm k

j R m M

dev ns x avg
 

  ,   k  PGY, i  NY(k) (6k) 

ses ses

k j ijm

j R m M

dev avg ns x
 

  ,   k  PGY, i  NY(k) (6l) 

Average number of patients seen each month at clinic c during half year l 

    

 

kl j ijm

m M l k PGY i NC c NY k j R pat

cl

p ns x

avg
M l

    


   
,    c  C, l  HY (6m) 

Maximum deviation of number of patients seen each month from average for clinic c 

   

pat pat

c kl j ijm cl

k PGY i NC c NY k j R

dev p ns x avg
   

    ,   c  C, l  HY, m  M(l) (6n) 

   

pat pat

c cl kl j ijm

k PGY i NC c NY k j R

dev avg p ns x
   

     ,   c  C, l  HY, m  M(l) (6o) 

Variable definitions 

xijm, yim  {0,1},   i  N, j  R, m  M; 

ses

kavg , dev
ses

, 
pat

clavg , 
pat

cdev   0,   k  PGY, c  C, l  HY (6p) 

The objective function (6a) is the weighed sum of three penalty terms.  The first 

term is the maximum deviation of clinic sessions assigned to each housestaff.  We are 

minimizing since we want every housestaff from the same PGY to be assigned the same 

number of clinic sessions during the academic year.  The second term counts the number 

of violations where a housestaff has a unit rotation followed by night float or vise-versa.  

The third term sums the maximum deviation of the number of patients seen each month 
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for all the clinics.  The smaller the maximum deviation the better balanced the schedule is 

with respect to the number of patients that can be seen each month at each clinic.  The 

coefficients 1, 2 and 3 reflect the relative importance of each term as determined by 

the program director.  In the computations, 1 > 2 > 3and differ in value by an order of 

magnitude. 

Constraints (6b) – (6e) define housestaff assignment rules.  Constraints (6b) 

ensure that each housestaff gets exactly one rotation every month.  Constraints (6c) limit 

the number of assignments of rotation j over the academic year to be within the interval 

[lrjk, urjk] for all PGY-k.  Similarly, constraints (6d) say that there should be between lhjk 

and uhjk housestaff from PGY-k assigned to rotation j each month.  In addition, there are 

bounds on the number of housestaff that can be assigned to a clinic each month, which 

are enforced by constraints (6e). 

Constraints (6f) and (6g) restrict the maximum number of consecutive call and 

unit rotations, respectively.  Constraints (6f) say that no housestaff can have more than 

three consecutive call rotations.  It is easy to see that four or more consecutive call 

rotations will violate this inequality.  Similarly, constraints (6g) ensure that there are no 

more than 1.5 consecutive unit rotations.  We have 1.5 here because some rotations are 

considered to be equivalent to half a unit rotation.  A month and a half of consecutive 

units is considered manageable but not two full consecutive unit months. 

Constraints (6h) and (6i) count the number of violations where a unit rotation and 

night float are back to back.  If a housestaff has a unit rotation followed by night float, 

then the left-hand side of (6h) will be greater than 1 and thus the corresponding yim 

variable will be 1.  For the reverse case, (6i) will be active and yim will also be 1.  In all 

other cases, yim = 0 since we are minimizing the sum of the yim variables in the objective 

function (6a). 

Constraints (6j) calculate the average number of sessions assigned over all 

housestaff from the same PGY.  The maximum deviation from the average is determined 

by comparing the number of sessions assigned to each housestaff to the average of the 

corresponding PGY in constraints (6k) and (6l).  Minimizing the maximum deviation 
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aims to balance the number of clinic sessions assigned to each housestaff from the same 

PGY. 

Similar to constraints (6j) – (6l), constraints (6m) – (6o) determine the maximum 

deviation of the number of patients seen each month for all the clinics.  Constraints (6m) 

calculate the average number of patients that are seen each month for each clinic, while 

constraints (6n) and (6o) determine the maximum deviation.  Since housestaff can see 

more patients per session in the second half of an academic year than in the first as they 

become more proficient, the two halves must be treated separately.  In (6m), we calculate 

the average number for the two half years independently of each other and then compare 

the number of patients seen each month to the average of the corresponding half year.  

Finally, variable definitions are given in (6p). 

5.3 Solution Procedure 

Models (4) and (6) differ greatly in size and complexity.  To find solutions, we 

took very different approaches.  In this section, we describe the computational techniques 

developed for the two models. 

5.3.1 Family Medicine 

After the preprocessing steps mentioned in the next subsection, real instances of 

model (4) contain roughly 5800 constraints and 2600 variables, among which there are 

562 binary variables.  In our initial experiments, the problem could not be solved to 

optimality within 8 hours using CPLEX 12.6.  Although instances of this size are not 

large-scale MIPs, the optimality gap was 80% when the computations were terminated.  

An examination of the solutions in the search tree revealed that the weak LP bounds were 

due to the linearization constraints (4e) – (4g) so it was not likely that additional 

iterations would give better results. 

In light of this experience, we decided to pursue two alternative strategies: the 

first is based on heuristic ideas and the second on solving a relaxed version of model (4) 

to get a lower bound.  The former involve solving a simplified version of model (4), 

adjusting the solutions to achieve feasibility, and then iterating between two 
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complementary problems in which different sets of variables are fixed in each.  In the 

second strategy, our aim was to find good lower bounds by relaxing a subset of the 

integer variables in one case and solving a half-year version of the block scheduling 

problem in a second.  In all computations, the objective function weights were set as 

follows: 1 = 10 and 2 = 1. 

5.3.1.1 Preprocessing 

Before attempting to solve model (4), several preprocessing steps are executed to 

improve its representation.  These include fixing some rotation templates, transforming a 

subset of the variables, and adding constraints to break monthly symmetry. 

Fixing rotation templates. For some of the rotation templates, the only available 

clinic sessions (ajs) are the current clinic sessions (cjs).  Notice that in constraints (4l) we 

enforce the requirement that the number of clinic sessions in a week for a given rotation 

remains the same as in the current templates.  For those templates there is no flexibility 

so they can be fixed by setting ujs = cjs and vjs = 0. 

Variable transformation. In constraints (4d) we have both lower and upper bound 

on variables yjm.  For the FHC, we always have 1HS HS

j jmax min   since we don’t want the 

number of housestaff assigned to a rotation to vary too much from one month to the next.  

Thus we can define binary variables HS

jm jm jy y min    and then replace all the yjm 

variables in model (4) with HS

jm jy min  .  The benefit of doing this is that we get a tighter 

formulation of constraints (4e) – (4g) which again are used to linearize the quadratic term 

jm s jm j sq y u  .  Introducing the binary variables jm sq 
 , we let jm s jm j sq y u 

   and replace 

(4e) – (4g) with: 

jm s jmq y
  ,    k  PGY, j  R(k), m  M,   DW, s  S (4e) 

jm s j sq u 
  ,    k  PGY, j  R(k), m  M,   DW, s  S (4f ) 

1jm s j s jmq u y 
    ,   k  PGY, j  R(k), m  M,   DW, s  S (4g) 
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The advantage of (4e) – (4g) is that these constraints are more computationally 

efficient than (4e) – (4g).  That is, instead of linearizing the product of a binary variable 

ujs and an integer variable yjm, we only need to linearize the product of two binary 

variables.  To conclude, we replace qjms in model (4) with HS

jm s j j sq min u 
   . 

Breaking monthly symmetry. Notice that in model (4) there is no difference 

among months in the same half year.  So, for each feasible solution found, there will be 

many alternatives with the same objective function value but different monthly schedules 

in the same half year.  During branch and bound, we would like all of these solutions to 

be treated as one.  A straightforward way of achieving this is by adding the following 

constraints to the model: 

   1m mf Y f Y 
  ,   m  M \ {December, June}  (4r) 

where 
mY   is a vector  ,m jmY y j R    and  f   can be any function.  Because we 

are modeling the problem as a MIP, we would like (4r) to be linear.  One way to achieve 

this is to let   ( )m jmj R
f Y g j y


  , where g(j) ≠ constant can be any function of j. 

Proposition 2: Constraints (4r) break symmetry and are valid for model (4). 

Proof. We show that any feasible solution to the original problem can be mapped to a 

feasible solution to model (4) along with constraints (4r).  To see this, suppose 
mY   for all 

m  M (along with the other decision variables) is a feasible solution to the original 

problem.  Now, we can calculate  mf Y   for all m  M and reorder them such that: 

     [1] [2] [6]f Y f Y f Y       and       [7] [8] [12]f Y f Y f Y      

Here, {[1], [2], …, [6]} is a reordering of {July, August, …, December} and {[7], 

[8], …, [12]} is a reordering of {January, February, …, June}.  Thus we have a feasible 

solution to the augmented problem with the same objective function value as the original.    

 

In our computations, we use  jm jmj R
f y j y


   , which biases the assignment of 

rotations with larger indices towards the earlier months of the half year.  Note that 
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because the number of patients that can be seen per session by housestaff in PGY-k, pkl, is 

different for the two half years for each k, we can only break symmetry within the same 

half year l.  This is also why constraint (4r) is not included for December, the first month 

of the second half of the year; also, if m = June, then m+1 would be July of the first half 

of the year and is similarly excluded. 

5.3.1.2 Heuristics 

After trying unsuccessfully to solve model (4) with CPLEX, we investigated the 

use of Dantzig-Wolfe decomposition as wells as customized branch and bound with 

problem specific rules.  None of these methods could provide good feasible solutions 

within a reasonable amount of time (8 hours).  Thus we decided to pursue various 

heuristics.  First, we tried to fix the y and u variables alternately and only solve the 

resultant problem for one of them at a time.  With either the y or u variables fixed, model 

(4) is easy to solve since the constraints jm s jm j sq y u 
  are now linear and can replace (4e) 

– (4g).  This approach led to a local optimum after only 5 iterations with 24 changes in 

the rotation templates, a maximum deviation of 4.5, and an objective function value of 69.  

The latter value should only be thought of in relative terms, say, with respect to the 

current templates which has a maximum deviation of 35 and an equivalent objective 

function value of 350.  Convergence was quick since rotation templates (u variables) and 

housestaff assignments (y  variables) match up.  Once one of the pair is fixed, there is not 

too much room to improve the overall solution by changing the other one. 

The second approach we tried could be classified as a greedy algorithm.  

Although the original problem cannot be solved by CPLEX, when we find a feasible 

solution and then limit the total changes in the rotation templates to a very small number, 

the problem can be solved in reasonable time.  Implementing this restriction in an 

algorithm is called local branching (Fischetti and Lodi 2003), and in our case, we can 

only solve the problem with a maximum of 2 changes in the rotation templates.  The idea 

here is simple: we start with an incumbent set of rotation templates and implicitly search 
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its neighborhood by solving model (4) with CPLEX, but with one additional constraint.  

The individual steps for this approach are as follows: 

Procedure_Neighborhood_Search 

Input: An incumbent set of rotation templates 

(0)

j sU   = 1 if rotation j has clinic duty during session s on day of week  in the 

incumbent rotation templates, 0 otherwise 

(0)

j sV   = 1 if session s on day of week  in rotation j is changed in the incumbent 

rotation templates from the original rotation templates, 0 otherwise; that is, 

(0) (0)

j s j s j sV U c     

Output:  A local optimal solution to the original problem 

Step 0: Set  = 0; 

Step 1: Solve model (4) with additional constraints (4s): 

 ( )

j s j su U 

  ,   j  R,   DW, s  S such that ( )k

j sV   = 1 

 
( )

, , : 0

2

j s

j s

j R DW s S V

v





   

  (4s) 

Step 2: If a better solution is found, put    + 1 and update the incumbent rotation 

templates ( )

j sU 

  and ( )

j sV 

 , and go to Step 1; otherwise, terminate the algorithm 

and output the current incumbent solution. 

Starting with the original rotation templates, the algorithm converges after 5 

iterations to a local optimum with 10 changes in the rotation templates, a maximum 

deviation of 4.5, and a total objective function value of 55. 

In the third approach, we first solve a relaxed version of model (4) in which the y 

variables are treated as continuous instead of binary; that is, 

 0 1jmy  ,  j  R, m  M  (4q) 

Next, the resultant values of the u variables are fixed and we solve model (4) 

again to get integral values of the y variables.  This approach gave the best results.  
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When solving the first stage problem with continuous y variables, the solution has 10 

changes in the rotation templates and a maximum deviation of 0, which gives an overall 

objective function value of 10, which is a lower bound on (4a).  Recalling that there are 

multiple optimal solutions for the y variables due to monthly symmetry, there are now 

multiple optimal values for the u variables in the first stage problem for the same reason.  

As a consequence, we set up a third problem to identify as many as possible.  This allows 

us to explore different parts of the feasible region and perhaps uncover an improved local 

optimum.  We would like to find all the optimal values of the u variables in the first stage 

problem so that we will have a better chance of getting good feasible solutions in the 

second stage problem where the solution provides integer values for y with u fixed.  The 

following procedure is used. 

Procedure_Multiple_Optima 

Input: Optimal solution to the first stage problem 

(0)

j sU  = current value of the ujs variables for all j,  and s obtained from this 

optimal solution 

(0)

j sV  = current value of the vjs variables for all j,  and s obtained from this 

optimal solution 

 Delta
(0)

 = number of changes made to the rotation templates in the optimal 

solution 

 Obj = objective function value associated with the optimal solution 

Output: All optimal values of the u variables in the first stage problem 

Step 0: Initialize the optimal set of the u variables for the first stage problem; that is, 

set Opt = { (0)

j sU  } and let  = 0. 

Step 1: Add constraint (4t) to model (4) to exclude the current solution ( )

j sV 

  and re-

solve the first stage problem. 

 
( )

( )

, , : 1

1

j s

j s

j R DW s S V

v Delta







   

   (4t) 
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Let new

j sU  , new

j sV  , Delta
new

 and Obj
new

 denote the corresponding values for the 

new solution. 

Step 2: If Obj
new

 = Obj, put    + 1, Delta
(k)

  Delta
new

, ( ) new

j s j sV V

  , ( ) new

j s j sU U

   

and add ( )

j sU 

  to the optimal set, that is, Opt  Opt  { ( )

j sU 

 }, and go to Step 1; 

otherwise if Obj
new

 > Obj, terminate the algorithm and output the optimal set 

Opt. 

In all, we found 14 different solutions for the rotation templates (u variables) for 

the first stage problem.  When solving the second stage problem with u variables fixed at 

these 14 solutions respectively, one of them had a maximum deviation of 5, nine of them 

had a maximum deviation of 4.5, and four of them had a maximum deviation of 4.  The 

best feasible solution we found had jj J
 = 10 changes in the rotation templates and a 

maximum deviation dev = 4, giving an overall objective function value in (4a) of 50. 

Of course, the most that we can say about this solution is that is local with respect 

to the defined neighborhoods.  In such cases, it is often useful to implement a post-

processor based on a newly defined neighborhood in which components of a solution are 

interchanged.  We did not find such an approach fruitful, however, because, as mentioned 

above, it is extremely difficult to reshuffle the rotation templates (u variables) or the 

housestaff assignments (y variables) to get good feasible solutions once one of them is 

fixed.  Since the first term in the objective function is the maximum deviation from the 

average, which is a global measure, it is very unlikely that the objective function can be 

improved by adjusting the housestaff assignments for a single month or changing the 

templates for some particular rotation.  When both are changed simultaneously, it is 

virtually impossible to avoid increasing the maximum deviation, never mind improving 

the results. 

5.3.1.3 Lower bounds 

The quality of non-optimal solutions is often assessed by their distance from a 

lower bound.  Since model (4) cannot be solved to optimality, we would like to find a 

tight lower bound.  By solving the first stage problem in the third heuristic with 
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continuous rather than integral y variables, we get a lower bound of 10.  Other 

relaxations were tried but failed to noticeably improve on this value.  As an alternative, 

we focused on analyzing the parameters of the FHC instance under investigation.  This 

involved the following three steps. 

1. Determine a lower bound on the maximum deviation by solving a relaxed 

problem that minimizes the maximum deviation.  Denote the lower bound Dev
low

. 

2. Given Dev
low

, determine a lower bound on the number of changes in the rotation 

templates needed to achieve a maximum deviation of Dev
low

. 

3. Combine steps 1 and 2 to get an overall lower bound for the original problem. 

Lower bound on maximum deviation. After trying several different heuristics, the 

smallest maximum deviation we were able to find is 4.  Given this value and assuming 

that the lower bound on the maximum deviation is greater than 0, any positive value that 

we can find is likely to improve the overall lower bound for the original problem. 

 Looking at the first half year for the moment, we see in Section 5.1.1 that the 

number of patients that can be seen in each session for each PGY is a multiple of 3.  This 

makes it easier to achieve the same total number of patients seen each session and hence 

more difficult to find a positive lower bound.  For the second half year, the situation is 

different – there is no common multiple.  Although 10 patients per session for PGY-3 is a 

multiple of 5 patients per session for PGY-1, 8 patients for PGY-2 and 5 for PGY-1 are 

mutually prime.  The implication for our purposes is that if there is a difference in PGY-2 

housestaff between two sessions, then the difference must be a multiple of 5 for the two 

sessions to accommodate the same number of patients.  For this reason, we focused on 

the second half year and developed the following relaxed model to find a lower bound on 

the maximum deviation. 

Decision variables 

dsz  number of housestaff from PGY-1 plus two times the number of housestaff 

from PGY-3 who have clinic duty during session s on day d in the second half 

year; that is, 
1, 3,2ds PGY ds PGY dsz z z 

    for all s  S and d  DH(2) 
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Relaxed model 

Minimize 1dev  (7a) 

subject to 

Housestaff assignment rules 

  2

( 2)

HS

jm j PGY

j R PGY

y min HS 

 

   ,    m  M(2) (7b) 

 
(2)

HS rot

jm j j k

m M

y min max HS


   ,    j  R(PGY-2) (7c) 

Linearization of the quadratic term ( jm s jm j sq y u 
  ) 

jm s jmq y
  ,    j  R(PGY-2), m  M(2),   DW, s  S (7d) 

jm s j sq u 
  ,    j  R(PGY-2), m  M(2),   DW, s  S (7e) 

1jm s j s jmq u y 
    ,    j  R(PGY-2), m  M(2),   DW, s  S (7f) 

Number of housestaff from PGY-k who have clinic duty during session s on day d 

  2,

( 2)

HS

jm s j j s PGY ds

j R PGY

q min u z  

 

    ,    m  M(2),   DW,  

 d  D() ∩ DM(m), s  S (7g) 

Average number of patients seen over all sessions  

 
 

 

2,

2

5 8

2

ds PGY ds

d DH l s S

z z

avg
DH S



 

 




 
 (7h) 

Linearization of maximum absolute deviation 

2, 25 8ds PGY dsdev z z avg
   ,   d  DH(2), s  S (7i) 

2 2,5 8ds PGY dsdev avg z z 
   ,   d  DH(2), s  S (7j) 

Number of clinic sessions in a week for each rotation cannot be changed 

j s j

DW s S

u n
 

  ,    j  R(PGY-2) (7k) 

Availability of rotations 

j s j su a  ,   j  R(PGY-2),   DW, s  S (7l) 
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Variable definitions 

ujs  {0, 1},  j  R(PGY-2),   DW, s  S; 

jmy  binary,  j  R(PGY-2), m  M(2); 
dsz  integer,  d  DH(2), s  S; 

qjms, zPGY-2,ds, avg2, dev ≥ 0,  j  R(PGY-2), m  M(2),   DW,  

 d  DH(2), s  S (7m) 

The basic structure of model (7) is the same as model (4); however, there are 

several differences that make (7) a relaxation: 

 Only the second half year is considered in model (7). 

 In model (7), we don’t have constraints on rotation templates or housestaff 

assignments for PGY-1 and PGY-3; the only requirement is that the 
dsz  variables must 

be integer.  Again that is because PGY-1, PGY-2 and PGY-3 housestaff can see 5, 8 

and 10 patients per session in the second half year, 10 is a multiple of 5 while 8 and 5 

are mutually prime.  No matter how we change the rotation templates and housestaff 

assignments for PGY-2, it is difficult to balance the total number of patients seen each 

session by adding a multiple of 5 to the number of patients seen by PGY-2 housestaff. 

 The objective in (7a) is to minimize the maximum deviation only; the number of 

changes in the rotation templates is not considered so there is no term for j as in (4a).  

Therefore, the v variables and the constraints (4n)  (4p) that count the number of 

changes made to each rotation templates have been removed. 

Proposition 3: Model (7) is a relaxation of model (4). 

Proof. We will prove this by showing that variable values from any feasible solution of 

model (4) will also satisfy the constraints in model (7), and that at optimality, Obj
(7)

  

1dev
(7)

 ≤  1dev
(4)

 + 2
(4)

jj R
  Obj

(4)
. 

Let { (4)

jmy , (4)

j su  , (4)

jm sq  , 
(4)

kdsz , 
(4)

lavg , dev
(4)

} denote the corresponding values of a 

feasible solution to model (4).  Now make the following assignments: 

(7) (4)

jm jmy y  ,    j  R(PGY-2), m  M(2) 
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(7) (4)

j s j su u  ,    j  R(PGY-2),   DW, s  S  

(7) (4)

jm s jm sq q  ,    j  R(PGY-2), m  M(2),   DW, s  S 

(7) (4)

2, 2,PGY ds PGY dsz z  ,    d  DH(2), s  S 

(7) (4) (4)

1, 3,2ds PGY ds PGY dsz z z 
   ,    d  DH(2), s  S 

(7) (4)

2 2avg avg  

(7) (4)dev dev  

We claim that { (7)

jmy , (7)

j su  , (7)

jm sq  , (7)

2,PGY dsz  , (7)

dsz , 
(7)

2avg , dev
(7)

} is a feasible solution 

to model (7). 

Constraints (7b) - (7c) are part of constraints (4b) - (4c) with (4)

jmy  variables 

replaced by (4) HS

jm jy min  .  Constraints (7d) - (7f) are exactly the same with constraints 

(4e) - (4g) for PGY-2 in the second half year.  Constraints (7g) are part of constraints 

(4h) with (4)

jm sq   variables replaced by (4) HS

jm s j j sq min u 
   .  Constraints (7h) – (7j) are same 

with constraints (4i) – (4k) for the second half year with the pkl parameters replaced by 

numbers.  Notice that: 

 

(4) (4) (4) (4)

1, 2, 3,

(4) (4) (4)

1, 3, 2,

(7) (7)

2,

5 8 10

5 + 2 + 8

5 + 8

kl kds PGY ds PGY ds PGY ds

k PGY

PGY ds PGY ds PGY ds

ds PGY ds

p z z z z

z z z

z z

  



  



  







 

Constraints (7k) – (7l) are the same with constraints (4l) – (4m) for PGY-2.  Thus 

we have shown that { (7)

jmy , (7)

j su  , (7)

jm sq  , (7)

2,PGY dsz  , (7)

dsz , 
(7)

2avg , dev
(7)

} satisfies all the 

constraints in model (7), which implies that the feasible region of  model (7) is a 

relaxation of the feasible region of model (4).  Given this relationship, we have 1dev
(7)

 ≤ 

1dev
(4)

 + 2
(4)

jj R
 at optimality so the result follows.   

Compared to model (4), instances of model (7) are much smaller and can be 

solved to optimality.  For the relaxed problem, the optimal objective function value is 10, 

which indicates that the maximum deviation Dev
low

 is at least 1 in the second half year.  

Although this result is for a specific number of patients that can be seen during each 



 

121 

session for the three PGYs, the approach is applicable whenever two of the numbers have 

a common divisor but the third one does not. 

Lower bound on the number of changes in rotation templates. In light of the  

penalty parameters in (4a) and the lower bound on the maximum deviation provided by 

model (7), we wish to compute a lower bound on the number of changes in the rotation 

templates that can achieve a maximum deviation of Dev
low

.  Call it 
low

.  We proceed by 

solving a sequence of local branching problems with the y variables treated as 

continuous.  Let N be the maximum number of changes allowed for rotation templates, 

where N = 2, 4, 6, … [due to constraints (4l) – (4p), N must be even].  The changes to 

model (4) are as follows: 

 0 1jmy  ,  j  R, m  M  (4q) 

 j s

j R DW s S

v N

  

    (4s) 

Solutions with N = 2, 4, 6, 8, 10 are listed in Table 15 and were each found in less 

than 20 seconds.  Now, given that Dev
low

 = 1, it can be argued that 
low

 is associated with 

the smallest value of N such that dev(N) ≤ Dev
low

.  From the table we can see that Dev
low

 

is bracketed by solutions for N = 8 and N = 10, so 
low

 = 10. 

Table 15: Solutions of the relaxed problem with local branching constraint (4s) 

N jj R
  

Deviation, 

dev(N) 

Objective 

function 

2 2 15.45 156.49 

4 4 12.18 125.82 

6 6 6.72 73.19 

8 8 3.23 40.33 

10 10 0 10 

Overall lower bound for the original problem. Based on the results from the first 

two steps, we would like to get an overall lower bound for the original problem.  We 

already know that if the maximum deviation is Dev
low

, then the overall objective function 

value is at least 1Dev
low

 + 2
low

 = 20.  We also need to consider the situation where the 



 

122 

maximum deviation is greater than Dev
low

 while the corresponding number of changes in 

rotation templates is less than 
low

.  Hence, we try to find another lower bound for this 

case and compare it to 1Dev
low

 + 2
low

.  The smaller of the two will be a valid lower 

bound for the original problem.  For our instance, we can see from Table 15 that when N 

= 8, the objective function value is 40.33, which is greater than 20 (This is not always 

true; for example, if dev(8) = 1.1 and the objective function value is 19 when N = 8, then 

we can only claim 19 as a valid lower bound for the original problem).  For the given 

results, we claim that the lower bound for the original problem is at least 20.  The logic is 

as follows:  

 If there are at most 8 changes in the rotation templates, then the objective function 

value is at least 40.33; 

 If there are more than 8 changes, then there will be at least 10.  Given that the 

maximum deviation is at least 1, the objective function value is at least 10 + 10 × 1 

= 20. 

Thus, 20 is a valid lower bound for the original problem. 

5.3.2 Internal Medicine 

In the Internal Medicine program, there are 27 interns (PGY-1), 25 second year 

residents (PGY-2), and 27 third year residents (PGY-3), giving a total of 79.  For model 

(6), real instances contain roughly 5000 constraints and 7600 variables, most of which are 

binary.  In our initial experiments, the problem could not be solved to optimality within 9 

hours using CPLEX 12.6.  We then tried several modifications of the original model and 

found that the problem can be solved quickly if we dropped the third term (maximum 

deviation of number of patients seen each month) in the objective function and instead 

included it as a set of constraints.  The revised model follows. 

Bound on maximum deviation of number of patients seen each month 

Parameters 

pat

cBdev =  bound on maximum deviation of number of patients seen each month for clinic 

c 
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Model 

Minimize α1 dev
ses

 + α2

 \ June

im

i N m M

y
 

   (6a) 

subject to 

Constraints (6b) – (6m), (6p) 

Bound on maximum deviation of number of patients seen each month from average 

   

pat pat

kl j ijm cl c

k PGY i NC c NY k j R

p ns x avg Bdev
   

    ,   c  C, l  HY, m  M(l) (6n) 

   

pat pat

cl kl j ijm c

k PGY i NC c NY k j R

avg p ns x Bdev
   

    ,   c  C, l  HY, m  M(l) (6o) 

Breaking housestaff symmetry. Notice that in model (6) no differences exist 

among housestaff from the same PGY and clinic.  So, for each feasible solution found, 

there will be many alternatives with the same objective function value but different 

schedules for the housestaff.  During branch and bound, we would like all of these 

solutions to be treated as one.  A straightforward way of achieving this is by adding 

constraints (6q) to model (6).  In specifying these constraints, let N(c, k) = NC(c) ∩ NY(k) 

be the set of PGY-k housestaff that are assigned to clinic c, and let  [ ][1] [2], , , ckn

ck ck cki i i  be an 

ordering of N(c, k).  Here, nck = |N(c, k)| is the number of PGY-k housestaff that are 

assigned to clinic c.  The symmetry breaking constraints are 

      1t t

ck cki i
f X f X  ,   k  PGY, c  C, t = 1, 2, …, nck – 1 (6q) 

where 
iX  is a matrix  , ,i ijmX x j R m M    and  f   can be any function.  

Because we are modeling the problem as a MIP, we would like (6q) to be linear.  As in 

the FHC model, one way to achieve this is to let  
,

( , )i ijmj R m M
f X g j m x

 
 , where g(j, 

m) ≠ constant can be any function of j and m.  In our computations, we use

  , ,i i CCU mm M
f X m x


  , which biases the assignment of CCU rotations in the earlier 

months of the academic year towards housestaff with larger indices. 

After some experiment, we set 
pat

cBdev  = 20 for all three clinics and were able to 

solve model (6), which is roughly the same size as model (6), in approximately 5 
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minutes.  Surprisingly, we found that a typical solution has 0 deviation for the number of 

clinic sessions assigned to each housestaff within same PGY, and there could be 

thousands of schedules that satisfy constraints (6h) and (6i) without any y variables being 

1.  The actual number of optimal solutions with objective function 0 depends on the value 

of pat

cBdev .  To find alternative optima, we applied the following procedure. 

Procedure_Multiple_Optima 

Input: N
opt

 = number of optimal solutions to be exported 

An optimal solution for model (6) with bound constraints on maximum 

deviation of number of patients seen each month 

(0)

ijmX = current value of the xijm variables for all i, j and m associated with this 

optimal solution 

 TX
(0)

 = summation of all the xijm variables associated with the optimal solution 

Output: Set S containing N
opt 

optimal values of the x variables for model (6) 

Step 0: Initialize the optimal set S for model (6); that is, set S = { (0)

ijmX } and let  = 0. 

Step 1: Add constraint (6r) to model (6) to exclude the current solution ( )

ijmX   and re-

solve the problem. 

 
( )

( )

, , : 1

1

ijm

ijm

i N j R m M X

x TX




   

  ,  = 0,1,…, (6r) 

Let new

ijmX  and TX
new

 denote the corresponding values for the new solution. 

Step 2: Put    + 1, Delta
(k)

  Delta
new

, ( ) new

ijm ijmX X   and add ( )

ijmX   to the optimal 

set, that is, S  S  { ( )

ijmX  }.  If  < N
opt

 – 1, go to Step 1; otherwise, terminate 

the algorithm with  = N
opt

 – 1 solutions in hand and output the optimal set S. 

Proposition 4: Constraint (6r) excludes the solution found at iteration  and all previous 

solutions found. 

Proof. It is sufficient to show that at iteration , constraint (6r) cuts off the optimal 

solution found at iteration  – 1.  Accordingly, it is evident that ( )

ijmX   cannot satisfy 

constraint (6r); that is, 
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( ) ( ) ( )

( ) ( )

( ) ( )

, , : 1 , , : 1 , , : 0

( ) ( )

, , : 1 , , : 0

( )

, ,

( ) ( )

0

1

ijm ijm ijm

ijm ijm

ijm ijm

i N j R m M X i N j R m M X i N j R m M X

ijm ijm

i N j R m M X i N j R m M X

ijm

i N j R m M

X X

X X

X

TX TX

  

 

 

 



 

           

       

  

 

 



  

  

 



 

Now, for any feasible solution xijm to model (6), based on constraints (6b), we 

have: 

( )1ijm ijm

j R j R

x X 

 

   ,    m  M, k  PGY, i  NY(k) 

Thus, 

( ) ( ) ( )

, , , , , , ,

1ijm ijm ijm ijm

i N j R m M i N m M j R i N m M i N m M j R i N j R m M

x x X X TX  

             

            

Also, we know that ( )
, , : 0

1
ijm

ijmi N j R m M X
x

   
  for any feasible solution other than 

( )

ijmX   (otherwise the two solutions would be exactly the same).  So we have 

( ) ( )

( )

, ,, , : 1 , , : 0

1

ijm ijm

ijm ijm ijm

i N j R m Mi N j R m M X i N j R m M X

x x x TX
 



         

       

which is constraint (6r) .     

Because model (6) has to be solved from scratch at each iteration , doing so can 

be time consuming and not really necessary since many of the solutions will be nearly 

identical.  As an alternative, we propose to generate only N
opt 

solutions and then filter that 

number down to a diversified subset from which the program director can select his or 

her preferred block schedule.  Given the amount of time required to solve model (6), we 

set N
opt

 = 100.  In all, it takes about 500 minutes to generate 100 solutions.  To perform 

the filtering, we solve the maximum diversity problem given below, which selects a 

predetermined number of solutions, N
soln

, that have minimum similarity among them.  

This provides the program director with a range of measurably different choices. 
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Maximum diversity problem (minimum similarity problem) 

Indices and sets 

S set of solutions; s, s  S (output from Procedure_Multiple_Optima) 

Parameters 

dss similarity between solutions s and s: 
, ,ss ijm ijmi N j R m M

d x x   
  

N
soln

 number of solutions to be selected 

Decision variables 

sim similarity among generated pool of solutions 

zs (binary) 1 if solution s is selected, 0 otherwise 

Model 

Minimize sim (8a) 

subject to 

N
soln

 solutions should be selected from the solution pool S 

soln

s

s S

z N


  (8b) 

Similarity between solution s and s is considered if both solution s and s are selected 

 1s s sssim z z d    ,    s, s  S (8c) 

Variable definitions 

sim  0; zs  {0,1},   s  S (8d) 

Model (8) is a simple MIP and can be solved quickly for our instances.  In the 

next section, we discuss the computations performed for both the Family Health Center 

and Internal Medicine problems. 

5.4 Computations: Case Study 

All the procedures described in Section 5.3 were coded in C++ and run under 

Windows 7 on a Dell Alienware laptop with a 2.50 GHz Intel core i5 processor and 8 GB 

of memory.  CPLEX 12.6 with its default settings was used to solve the MIPs. 
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5.4.1 Family Medicine 

For the FHC analysis, we used housestaff data for the 2013-14 academic year, 

which began July 1, 2013.  In all, there were 16 first year rotations (PGY-1), 12 second 

year rotations (PGY-2), and 10 third year rotations (PGY-3), giving a total of 38.  

Moreover, there were 39 housestaff in total, 13 in each of the three post-graduate years. 

In the objective function, we set α1 to 10 and α2 to 1, which indicates that we are 

willing to make 10 changes in the rotation templates to decrease the maximum deviation 

by 1.  The results were fairly insensitive to these values, not changing when α1 was 

reduced 1.  When solving the model (1) with all the rotation templates (u variables) fixed, 

the optimal solution has a maximum deviation of 27.98 and an optimal objective function 

value of 279.8, which can be viewed as benchmark solution for our problem instance.  As 

discussed in Section 5.3.1.2, the best solution found was with the third heuristic and has a 

maximum deviation of 4 with 10 changes, giving an objective function value of 50.  The 

original and best rotation templates are given in Table 16.  Changes are enclosed in 

parentheses.  An entry of 1 indicates a clinic assignment while a 0 means no assignment 

during the associated session; e.g., those on rotation IPS 1A have clinic duty on Monday 

and Tuesday PM. 

Table 17 highlights the comparison of the current solution (which was actually 

used by the FHC), the benchmark solution, and the best solution found.  The third column 

labeled “Statistic” gives the “Min” number of patients that can be seen over all PGY 

during a particular session in the first half and second half year, the “Max” number of 

patients that can be seen during the particular session, the “Avg” number that can be seen 

during the particular session, and the maximum “Dev” from the Avg. with respect to the 

Min and Max for the session.  For example, in the 52 Monday AM sessions associated 

with the current templates, the average number of patients that can be seen is 84.1 when 

all housestaff are taken into account, the minimum number is 79, the maximum number is 

85, and the maximum deviation from the average is: max{Avg – Min, Max – Avg} = 

max{ 84.1 – 79, 85 – 84.1} = 5.1.  The last column labeled “Overall” gives the same 

statistics for the 10 sessions over Monday through Friday. 
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The results in Table 17 indicate that the current solution has a maximum deviation 

of 42.6 in the second half year.  Keeping the rotation templates fixed at their current 

values and only adjusting the housestaff monthly assignments, the best we can do is the 

benchmark solution, which has a maximum deviation of 28.  Notice that the session-

based deviations are not very large compared to the overall deviation for the current and 

benchmark solutions. 

For the current solution in the first half year, the Monday PM session has a 

deviation of 10.2 patients which is the largest among all the sessions.  Nevertheless, this 

value is less than a third of the overall deviation in the first half year which is 35.  Further 

investigation revealed that the maximum value arises from the difference among different 

sessions.  For example, there are always more patients seen on the Thursday PM session 

than that on the Friday AM session.  Table 16 reveals that there are 18 rotations that have 

clinic sessions on Thursday PM in the current templates while only 9 rotations have clinic 

sessions on Friday AM, so only adjusting the housestaff assignments cannot offset this 

huge difference. 

When we are allowed to change the rotation templates (best found), the maximum 

deviation dropped to 4 while the changes in the rotation templates climbed to 10.  

Although this solution is not guaranteed to be optimal, it represents much improved 

assignments with respect to the current solution. 
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Table 16: Current and improved FHC rotation templates† 

PGY Rotation 
Monday Tuesday Wednesday Thursday Friday 

nj
‡
 j AM PM AM PM AM PM AM PM AM PM 

1 

IPS 1A 0 1 0 1 0 0 0 0 0 0 2 0 

IPS 1B 0 0 0 0 0 0 0 0 0 1 1 0 

IPS 1C 0 0 1 1 1 0 0 0 0 0 3 0 

AmbPed1 0 0 1 1 0 0 0 1 1 1 5 0 

AmbRot1 1 0 0 1 1 0 1 1 1 0 6 0 

CCU 0 0 0 0 0 0 0 0 0 0 0 0 

ER1 0 0 0 1 0 0 0 1 0 0 2 0 

FamMed1a 1 0 1 0 1 0 1 1 0 1 6 0 

FamMed1b 1 0 1 0 1 0 1 1 1 0 6 0 

GYN1 0 0 0 0 1 0 1 1 0 0 3 0 

MusculMed1 0 1 0 1 0 0 0 1 0 1 4 0 

NBN 0 1 0 1 0 0 0 0 0 0 2 0 

NHP1 0 0 0 0 0 0 0 0 0 0 0 0 

OB-1 0 1 0 0 0 0 0 0 0 0 1 0 

Outpatient 1 1 1 0 1 0 0 1 1 1 7 0 

Surg2Inpt 0 0 0 0 0 0 1 1 0 0 2 0 

2 

AmbProced2 0 (1) 0 1 0 0 0 1 0 0 1 (0) 3 2 

BehSci 0 0 1 0 0 0 0 0 1 1 3 0 

COMM 1 0 0 0 1 0 1 1 0 0 4 0 

Elec 1 0 0 0 0 0 0 0 0 0 1 0 

ER 1 1 0 0 1 0 0 0 0 0 3 0 

Geri-IPS2 0 1 0 0 0 0 0 0 0 1 2 0 

InptPeds2 0 0 0 0 0 0 1 1 0 0 2 0 

IPS2 0 0 0 0 0 0 0 0 0 1 1 0 

MusculMed2 0 1 0 1 0 0 0 0 1 1 4 0 

NHP2 0 1 0 0 0 0 0 0 0 0 1 0 

OB-2 0 0 0 0 0 0 0 1 0 0 1 0 

Surg1Outpt 0 0 0 1 1 0 1 0 0 0 3 0 

3 

AmbPed3 0 1 1 1 1 0 0 1 1 1 7 0 

AmbRot3 1 1 0 1 1 0 1 1 1 1 8 0 

Card3rdyear 0 1 0 0 0 0 1 0 0 1 3 0 

EEU 1 0 1 0 0 (1) 0 0 1 (0) 1 0 4 2 

ER3-initial 1 0 0 0 0 0 0 0 0 0 1 0 

FamMed3 0 0 1 1 0 0 0 1 0 1 4 0 

Geri-IPS3 0 0 0 1 0 0 0 1 (0) 0 (1) 0 2 2 

IPS3 0 0 0 0 0 0 0 (1) 1 (0) 0 0 1 2 

MatSr 0 0 0 (1) 0 0 0 0 0 0 1 (0) 1 2 

NHP3 0 1 0 0 0 0 0 0 0 0 1 0 

Total 
10 

(11) 
13 

10  

(11) 
13 

11 

(12) 
0 

11 

(12) 

18 

(15) 

9 

(10) 

15 

(13) 
110 10 

†1 if rotation has a FHC clinic session, 0 otherwise; numbers in parentheses are the 

session status after change. 
‡nj is the number of clinic sessions in a week for rotation j and j is number of changes 

made to rotation j. 
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Table 17: Comparison of current solution, benchmark solution, and the best solution 

found 

Half 

year 
Solution Statistic 

Monday Tuesday Wednesday Thursday Friday 
Overall 

AM PM AM PM AM PM AM PM AM PM 

1st 

Current 

( = 0) 

Min 79 88 49 85 43 \ 49 88 39 79 39 

Max 85 105 56 95 52 \ 59 101 49 95 105 

Avg. 84.1 98.2 52.1 91.6 51.1 \ 55.6 97.7 46.3 89.1 74.0 

Dev. 5.1 10.2 3.9 6.6 8.1 \ 6.6 9.7 7.3 10.1 35.0 

Bench-

mark 

( = 0) 

Min 51 87 48 60 48 \ 54 99 48 99 48 

Max 72 93 60 75 60 \ 69 99 51 99 99 

Avg. 62.5 91.0 53.5 68.0 53.5 \ 63.5 99.0 49.5 99.0 71.1 

Dev. 11.5 4.0 6.5 8.0 6.5 \ 9.5 0.0 1.5 0.0 27.9 

Best 

found 

( = 10) 

Min 72 72 72 75 72 \ 72 72 75 72 72 

Max 78 78 78 78 78 \ 78 78 78 78 78 

Avg. 75.0 76.0 74.0 76.5 75.0 \ 75.0 74.5 77.0 76.0 75.4 

Dev. 3.0 4.0 4.0 1.5 3.0 \ 3.0 3.5 2.0 4.0 3.4 

2nd 

Current 

( = 0) 

Min 99 96 61 106 45 \ 48 99 41 95 41 

Max 108 116 67 115 59 \ 64 124 56 120 124 

Avg. 104.6 101.0 61.9 111.6 50.3 \ 59.2 112.1 49.3 102.3 83.6 

Dev. 5.6 15.0 5.1 5.6 8.7 \ 11.2 13.1 8.3 17.7 42.6 

Bench-

mark 

( = 0) 

Min 84 107 71 86 69 \ 75 124 76 120 69 

Max 102 120 89 99 92 \ 90 124 79 123 124 

Avg. 93.7 115.2 75.3 92.0 84.2 \ 81.3 124.0 77.0 121.5 96.0 

Dev. 9.7 8.2 13.7 7.0 15.2 \ 8.7 0.0 2.0 1.5 28.0 

Best 

found 

( = 10) 

Min 90 92 91 89 89 \ 90 89 89 92 89 

Max 97 97 96 96 97 \ 97 94 96 97 97 

Avg. 93.8 94.7 92.8 93.7 92.8 \ 93.0 90.7 91.2 94.3 93.0 

Dev. 3.8 2.7 3.2 4.7 4.2 \ 4.0 3.3 4.8 2.7 4.0 

5.4.2 Internal Medicine 

For N
opt

 = 100, model (6) contains roughly 7000 x variables (monthly assignment 

variables) of which 948 (= 79 housestaff × 12 monthly assignments) will be 1 in any 

feasible solution.  Recall that an optimal solution is used as input to 

Procedure_Multiple_Optima.  The set S of alternative optima obtained from this 

procedure feed the maximum diversity problem model (8), which contains roughly 5000 

constraints and 100 binary variables when N
soln

 = 10.  This instance can be solved in less 

than 10 seconds.  Table 18 shows the similarity matrix corresponding to the 10 solutions 
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obtained from model (5).  The similarity between two solutions counts the number of x 

variables that are 1 in both solutions.  For example, the similarity between solution 1 and 

2 is 197, indicating that 197 monthly assignments are same in solutions 1 and 2.  From 

Table 18 we can see that the maximum similarity between any pair of these 10 solutions 

is 207 (marked bold font), which means that at most only about 22% of the rotations in 

the schedules are the same or that more than 78% are different.  Table 19 shows the same 

similarity matrix in percentage terms. 

Table 18: Similarity matrix for selected solutions (number of variables) 

Solution 

# 
2 3 4 5 6 7 8 9 10 

1 197 195 200 189 199 191 202 199 190 

2 − 202 162 193 207 199 204 189 200 

3 − − 194 205 207 191 207 200 200 

4 − − − 201 169 179 198 185 202 

5 − − − − 195 207 179 194 181 

6 − − − − − 204 195 205 202 

7 − − − − − − 204 207 207 

8 − − − − − − − 193 184 

9 − − − − − − − − 203 

Table 19: Similarity matrix of selected solutions (percentage)  

Solution 

# 
2 3 4 5 6 7 8 9 10 

1 20.8% 20.6% 21.1% 19.9% 21.0% 20.1% 21.3% 21.0% 20.0% 

2 − 21.3% 17.1% 20.4% 21.8% 21.0% 21.5% 19.9% 21.1% 

3 − − 20.5% 21.6% 21.8% 20.1% 21.8% 21.1% 21.1% 

4 − − − 21.2% 17.8% 18.9% 20.9% 19.5% 21.3% 

5 − − − − 20.6% 21.8% 18.9% 20.5% 19.1% 

6 − − − − − 21.5% 20.6% 21.6% 21.3% 

7 − − − − − − 21.5% 21.8% 21.8% 

8 − − − − − − − 20.4% 19.4% 

9 − − − − − − − − 21.4% 
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Table 20 compares the current solution (which was actually used by the Internal 

Medicine Clinic) with the solutions obtained from model (4) in terms of the three goals 

listed in objective function (1a).  Recall that dev
ses

 is the maximum deviation of clinic 

sessions assigned to each housestaff from the average, 
 \ June imi N m M

y
    counts the 

number of violations where a housestaff has a unit rotation followed by night float or 

vise-versa, and the last three columns list the maximum deviation of number of patients 

seen each month for all three clinics.  From the table, we can see that the 10 solutions 

outperform the current solution across all measures.  For the first two terms, the selected 

solutions have 0 deviation and violation, while the current solution has a maximum 

deviation of 3.04 for the number of clinic sessions assigned and 7 violations of the unit-

night float rule.  With respect to the number of patients seen, the maximum deviation of 

the current solution is almost 10 times larger than that of the selected solutions for all 

three clinics.  The complete block schedule of solution #1 is presented in Appendix F. 

Table 20: Comparison of current solution with the selected solutions 

Solution # dev
ses

  \ June imi N m M
y

    pat

UH GMCDev   
pat

VA IMCDev   
pat

VA GEMDev   

Current 3.04 7 184 144.67 185.33 

1 0 0 19.33 18 14 

2 0 0 20 20 16 

3 0 0 15.33 20 18.67 

4 0 0 20 18 16 

5 0 0 20 16 14 

6 0 0 16.67 14 20 

7 0 0 15.33 18 20 

8 0 0 12 16.67 20 

9 0 0 20 20 16.67 

10 0 0 18 18 18.67 
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Chapter 6: Improving Patient Flow at a Family Health Clinic
3
 

6.1 Description of Family Health Center 

Strongly motivated by the Affordable Care Act and its emphasis on patient access, 

outcomes, and changing reimbursement models, most healthcare organizations in the U.S. 

are deliberately adjusting their clinical and operational procedures in accordance with the 

triple aim in healthcare: (i) improved quality of care, (ii) a better patient experience, and 

(iii) increased affordability and efficiency.  The Family Health Center is in the forefront 

of this effort and is especially concerned with the second aim, which can be achieved in 

part by reducing the amount of time patients spend waiting for service – a major goal of 

this study. 

The FHC is a clinic within a larger freestanding ambulatory facility located in 

downtown San Antonio.  The FHC itself actually consists of a dozen clinics ranging from 

bone & joint, child wellness, pediatric walk-in, to skin, sports medicine and family health 

continuity.  The latter is by far the largest in terms of demand, with a panel of roughly 

11,400 patients.  From here on we will concentrate on the family health continuity clinic 

only and refer to it synonymously as the FHC. 

The FHC runs Monday through Friday each week and has two 4-hour sessions per 

day: the morning sessions are 8:00 am – 12:00 pm and the afternoon sessions are 1:00 pm 

– 5:00 pm.  Primary care is provided predominately by interns and residents who work 

under the supervision of a faculty member, also known as an attending.  Both groups 

must present all patients to their attending, but the attending does not necessarily have to 

see every patient.  As each cohort gains more experience, they are assigned more patients 

during a session as described in Section 5.1.1. 

In 2013 there were approximately 40,000 patient visits at the FHC, although many 

more were scheduled.  During the year, the no-show rate averaged 21.8% over all patient 

                                                 

3
 Part of Chapter 6 is based on a previous publication: Bard, J. F., Shu, Z., Morrice, D. J., Wang, D. . E., 

Poursani, R., & Leykum, L. (2014). Improving patient flow at a family health clinic. Health Care 

Management Science, 10.1007/s10729-014-9294-y.  Dr. Bard and Dr. Morrice supervised the project, D. 

Wang helped with building the simulation model and data processing, Dr. Poursani and Dr. Leykum helped 

with understanding the patient flow through the Family Medicine Clinic. 
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types.  Such high rates are mostly explained by the population demographics.  The 

majority of patients are over 50, are likely to lack transportation, have no access to the 

Internet, and may be immobile or severely infirm.  The residency coordinator can 

schedule a maximum of 17 housestaff in the FHC at any one time, including all the FHC-

related clinics, but the actual number depends on the availability of supervising faculty.  

A four-to-one ratio is the norm. 

Continuity of care has become a driving force at the FHC because of its 

potentially important role in reducing unnecessary demand for future care.  When a 

patient is seen by a physician who is not his or her PCP, the probability of an extra 

follow-up visit (for which a request is made to be seen by the PCP) increases, creating an 

avoidable future demand.  In addition, assessment times increase, patients may be less 

candid, and suboptimal outcomes are more likely due to the physician’s lack of 

familiarity with the case.  Houck (2004), for example, cites data from Kaiser Permanente 

which indicate that as many as 48% of patients who were seen by a physician other than 

their PCP return within 2 weeks to see “their” doctor. 

When patients arrive for their appointment, they proceed through a series of steps 

that include check-in, registration, check of vital signs, provider assessment, and 

discharge.  Each of these will be discussed in the next section.  At each step, one or more 

resources are required for service.  As might have been expected, the provider turned out 

to be the bottleneck with utilization statistics above 90% -- much higher than for any of 

the other resources. 

6.2 Model Construction 

Patients entering the FHC require a variety of resources including exam rooms, 

physicians, support staff, and equipment for medical tests and procedures.  From an 

operational point of view, patient flow can be thought of as movement between a series 

of activities, each requiring a unique set of resources and consuming time.  It is common 

to depict the aggregate process as a network in which nodes represent the healthcare 

components and arcs indicate movement between them.  This is the view that we take in 

developing a model for the FHC. 
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Figure 15: Overview of Family Health Center workflow 

Figure 15 gives an overview of FHC workflow.  When developing this diagram, 

we had several meetings with the clinic director to discuss each step in which patients 

interact with the clinic.  It quickly became evident that protocols did not exist for several 

steps, so the flow was not always consistent.  Details were uncovered after several 

iterations and modifications were made to the diagram.  In support of this effort, we also 
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followed patients, MAs, and providers for half-day sessions over a course of several 

months to see for ourselves how each process works. 

To set an appointment, patients call in to a phone bank and arrange a time and day 

for their visit.  The goal is to schedule the appointment with the patient’s PCP, which is 

usually possible unless the need is urgent.  Basically, there are four types of patients: 

follow-up patients (FUP: 15-minute appointment), new patient visits (NPV: 30-minute 

appointment), hospital discharge patients (HOS: 30-minute appointment) and same day 

appointment patient (SAM: 15-minute appointment).  However, because all patients 

follow the same path through the system, there was no need to distinguish them in the 

analysis.  To support this assertion we regressed patient length of stay against patient type, 

and provider assessment time against patient type including patient type as a 0-1 dummy 

variable in each model.  In both regressions, the adjusted- R
2
 statistics were very close to 

zero indicating that differences in patient types accounted for little of the variation in 

patient length of stay and provider assessment time. 

The difference between a patient’s appointment time and arrival time is called 

patient tardiness.  This can be viewed as a virtual process that can take negative time 

when patients arrive earlier than their appointment time.  After arrival and check-in, 

patients wait in the lobby until they are called to the registration desk where their 

insurance and personal information are checked.  They then return to the lobby and wait 

for an MA to escort them to an exam room for triage and measurement of their vital signs.  

When the patient calls in for an appointment, she will be assigned a time slot with her 

PCP who may be an intern, resident, or faculty.  Most providers at the FHC are in the 

first two categories.  At the direction of FHC director, we focused our study on the PGY 

3 residents.  Each provider is assigned two exam rooms and each MA serves two 

providers during a session, usually a PGY 1 and a PGY 3, or two PGY 2s, ensuring that 

their workload is about the same. 

When both rooms are occupied, a queue develops for MA triage.  In such cases, 

some MAs may use a 3
rd

 room to take vital signs, a policy that is discouraged by the FHC 

director.  After this step, patients wait in the exam room to be assessed by the provider 
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who typically begins with a history and physical (H&P).  The wait can take anywhere 

from a few minutes to over an hour, depending on the condition of the patient in the other 

exam room.  After the provider first sees a patient, she leaves the room to present the case 

to her faculty supervisor.  This involves a discussion of the diagnosis and the design of a 

treatment plan, followed by a second assessment for roughly 20% of the patients.  When 

the case is complicated or unusual, the faculty may participate in the second assessment.  

For the remaining 80% of patients, no additional treatment is required. 

At this point, the provider initiates the discharge paperwork and gives it to the 

MA who then completes it, executes the discharge, and escorts the patient to the lobby.  

Simultaneously, the provider enters case information into the electronic medical record 

(EMR) system.  Whatever paperwork remains concerning diagnostic and treatment 

details is entered after the patient leaves or after the session ends. 

6.2.1 Data collection 

After developing the flowchart in Figure 15, we began collecting data by 

following patients and recording the start and end times of each of their encounters.  This 

work took place between June and September 2013, mostly during morning sessions.  

Although the clinic has two information systems, virtually none of the data we needed to 

initialize and validate the simulation model could be retrieved from their databases.  Even 

the simplest data elements, such as check-in and discharge times, were not available 

(since this shortcoming was highlighted, the FHC corrected its information systems and 

now closely tracks these data).  Table 42 in Appendix G shows a completed data form for 

a single session.  In total, 308 patients were observed but after removing no-shows and 

cancelations, 234 valid data points remained.  We then used Arena Input Analyzer 

(www.arenasimulation.com/) and StatFit2 (www.geerms.com/) to fit the observed data to 

standard probability distributions.  The results provided the foundation for the simulation 

model. 

Figures 16 and 17 present sample output from Arena Input Analyzer and StatFit2, 

respectively.  The primary reason for using StatFit2 is that it can fit Johnson distributions, 

which are widely used in healthcare flow models (e.g., see Rohleder et al. 2001, 

http://www.arenasimulation.com/
http://www.geerms.com/
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Alexopoulos et al. 2008).  In particular, we found that the Johnson SU offered the best fit for 

patient tardiness which produces fat tails corresponding to extreme early and late arrivals 

(Figure 17) – a not uncommon occurrence for FHC patients who are largely dependent on 

public transportation.  A second advantage of the Johnson SU is that it can accommodate a 

high peak at zero which occurs when the majority of patients arrive on time. 

 

Figure 16: Sample output of Arena Input Analyzer for check-in to registration completion 
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Figure 17: Sample output of StatFit2 for patient tardiness 

In the simulation model, most of the activities in the FHC flowchart are modeled 

as processes using the fitted distributions.  Two exceptions are check-in and registration 

which were merged along with the intervening waiting time into a single process because 

each takes negligible time.  Table 21 lists the fitted distributions, their parameter values, 

the particular validation test used, and test statics.  The Weibull, lognormal, and 
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exponential were found to be the most common, which is consistent with the observations 

of Cayirli and Veral (2003).  While some fitted distributions have small p-values, all the 

distributions we used were ranked highest by the fitting packages and found to provide 

reasonable visual fits to histograms of the original data.  Furthermore, for the process 

steps that determined demand and capacity where we needed the most accuracy, i.e., 

patient tardiness and the main provider activities (assessments and EMR work), the null 

hypothesis of distribution fitting was not rejected. 

Another important point concerns queue times.  In general, queue times should be 

calculated from the simulation output and used as a metric to validate the model.  In our 

case, queue times for consulting with the faculty supervisor and MA discharge were 

modeled as processes with fitted distributions.  Table 21 shows that these distributions 

were best modeled as mixtures because in the actual data, zero wait times occurred 

frequently.  We did not include all the details of the MA and faculty supervisor in the 

simulation model because our main focus was a single provider, the bottleneck in the 

process.  To make the model more precise, it would have been necessary to collect time-

stamped data on all the activities of the MA and the second provider whom she supports.  

In addition, because the faculty supervise up to four residents per session, it would have 

been necessary to collect data on all of those residents, their patients, and their MAs in 

order to capture all of the supervisor’s activities.  Given that these supporting activities 

accounted for a small fraction of the delays in the process for a single provider, we did 

not feel that the additional effort could be justified.  Such an effort would have required a 

three- to fourfold increase in manpower which was well beyond the resources available 

for the study.



 

141 

Table 21: Fitted distributions for FHC processes (all times in minutes) 

Process Patient tardiness 
Check-in to complete 

registration 
MA triage Provider assessment 1 Provider assessment 2 

Average -17.55 11.53 4.16 15.81 6.47 

Half width 0.61 0.31 0.03 0.19 0.34 

Distribution Johnson Lognormal Beta Gamma Weibull 

Parameters 
JOHN( 0.629, -1.23, 

19.4, -3.26) 
LOGN(11.9, 14) 

0.5 + 14 * BETA(7.38, 

21.1) 

1.5 + GAMM(4.51, 

3.19) 
1.5 + WEIB(7.08, 1.2) 

Test used Kolmogorov-Smirnov Chi Square Chi Square Chi Square Chi Square 

p-value 0.839 0.023 0.038 0.189 > 0.75 

Test statistic 0.067
 

11.4
 

6.64 17.5 0.401 

Sample size 81 73 234 217 43 

Process Queue time for faculty Presentation Works on EMR 
Queue time for 

discharge 
Discharge process 

Average 2.02 3.69 7.80 3.23 2.69 

Half width 0.15 0.09 0.14 0.09 0.06 

Distribution Mixture Exponential Erlang Mixture Exponential 

Parameters 
DISC(0.54, 0, 1.0, 1) * 

(0.5 + LOGN(4.07,8.85)) 
EXPO(3.66) ERLA(3.93, 2) 

DISC(0.30, 0, 1.0, 1) * 

(0.5 + 

WEIB(4.17,1.02)) 

EXPO(2.66) 

Test used Chi Square Chi Square Chi Square Chi Square Chi Square 

p-value < 0.005 < 0.005 0.139 > 0.75 < 0.005 

Test statistic 15.8
 

24.4
 

15.1 3.05 27.9 

Sample size 107 222 197 160 228 
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As mentioned, we also performed a number of regression analyses to determine 

whether or not the difference in provider assessment time for the various types of patients 

was significant.  Although we did not find any correlation, the statistics did indicate that 

the assessment time was arguably a function of the individual.  Most providers have a 

unique style and method that leads to variations in the average time they spend with their 

patients.  Since we did not have a sufficient number of data points to fit distributions for 

each provider, we regressed assessment times on provider dummy variables.  The 

analysis is presented in Figure 18 and shows an adjusted-R
2
 value of 0.25.  Figure 19 

shows the regression analysis of total patient time versus individual provider; somewhat 

surprisingly, it did not reveal any correlation between them.  For the statistical analysis, 

we used StatTools (www.palisade.com/stattools/) and STATA (www.stata.com/).  A 

logarithmic transformation of the assessment times was necessary to assure the 

assumptions of normality, homoscedasticity, and independence held.  Normality was not 

rejected by the Shapiro-Wilk normality test (p-value = 0.24), homoscedasticity was not 

rejected by Bartlett’s test (p-value = 0.97), and a serial correlation test and runs test (p-

value = 0.63) on the results did not reveal any significant deviation from statistical 

independence.  A visual inspection of the residual versus fitted plot did not show any 

non-linearity in these data.  The regression ANOVA confirmed that there was a there was 

a significant effect of the provider on the assessment times (F(15,200) = 6.43, p < 0.0000).  

However, these differences did not appear to impact the broader performance of the clinic.  

When we regressed the patient finish time – arrival time on provider dummy variables, 

the resulting adjusted-R
2
 was only 0.08.  For this reason and the fact that the housestaff 

turns over annually, the clinic director did not believe that it was necessary to model 

specific behaviors of individual providers.  Rather than focusing on their differences, our 

simulation results suggest that the best way to improve long-run performance is to try to 

reduce procedural variations through standardization. 

http://www.palisade.com/stattools/
http://www.stata.com/
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Regression Summary

Multiple R 0.55

R Square 0.30

Adjusted R Square 0.25

Std. Dev. 7.53

Obs. 216

Std. Dev. Analysis

df SS MS F Significance F

Regression Analysis 15 4859.63 323.98 5.71 0.00

Residue 200 11349.59 56.75

Total 215 16209.22

Coefficients Std. Dev. t Stat P-value Lower 95% Upper 95%

Intercept 10.97 1.27 8.62 0.000 8.46 13.48

23917 22.53 3.33 6.77 0.000 15.96 29.09

23924 11.49 2.45 4.70 0.000 6.67 16.31

23926 -2.64 4.53 -0.58 0.561 -11.57 6.30

24137 8.42 2.18 3.85 0.000 4.11 12.73

24351 7.41 2.08 3.56 0.000 3.31 11.51

24353 2.89 3.12 0.93 0.356 -3.26 9.04

24354 13.89 3.12 4.45 0.000 7.74 20.04

24355 6.35 1.91 3.32 0.001 2.58 10.12

24356 7.10 2.32 3.05 0.003 2.51 11.68

24358 3.09 2.27 1.36 0.175 -1.39 7.57

24359 -1.40 3.12 -0.45 0.654 -7.55 4.75

24362 3.53 2.38 1.48 0.140 -1.17 8.23

24363 7.76 2.60 2.98 0.003 2.62 12.89

24586 5.73 2.70 2.12 0.035 0.40 11.05

30094 8.83 3.60 2.45 0.015 1.73 15.93  

Figure 18: Regression analysis of assessment time vs. provider 
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Regression Summary

Multiple R 0.38

R Square 0.14

Adjusted R Square 0.08

Std. Dev. 38.45

Obs. 215

Std. Dev. Analysis

df SS MS F Significance F

Regression Analysis 15 49218.14 3281.21 2.22 0.01

Residue 199 294213.85 1478.46

Total 214 343431.98

Coefficients Std. Dev. t Stat P-value Lower 95% Upper 95%

Intercept 77.97 6.50 12.00 0.000 65.15 90.79

23917 9.20 16.99 0.54 0.589 -24.31 42.70

23924 -17.51 12.49 -1.40 0.162 -42.14 7.12

23926 -13.64 23.13 -0.59 0.556 -59.25 31.98

24137 -1.86 11.15 -0.17 0.868 -23.85 20.13

24351 18.18 10.78 1.69 0.093 -3.08 39.43

24353 28.89 15.92 1.81 0.071 -2.51 60.28

24354 -8.83 15.92 -0.55 0.580 -40.22 22.57

24355 -11.54 9.75 -1.18 0.238 -30.77 7.68

24356 15.16 11.87 1.28 0.203 -8.24 38.56

24358 -4.16 11.60 -0.36 0.720 -27.04 18.72

24359 -44.40 15.92 -2.79 0.006 -75.79 -13.01

24362 23.39 12.16 1.92 0.056 -0.59 47.36

24363 11.66 13.29 0.88 0.381 -14.54 37.87

24586 -6.17 13.79 -0.45 0.655 -33.36 21.02

30094 -8.97 18.38 -0.49 0.626 -45.22 27.28  

Figure 19: Regression analysis of finish time  appointment time vs. provider 

6.2.2 Model validation 

To assure that the model was an accurate representation of the FHC, we compared 

the following output statistics with the average values calculated from the collected data: 

queue time for MA triage, queue time for provider, total patient time, and finish time – 

appointment time.  Table 22 shows the corresponding average statistics for the real data 

and the simulation results for 1000 simulation replications (or runs) with and without the 

use of a 3
rd

 exam room for the MA. 

For validation purposes, the 3
rd

 room was included in the model.  The real data 

indicate that it is used approximately 55% of the time.  From the table we see that the 
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total patient time and finish time – appointment time match almost exactly with less than 

a 2-minute difference for the former over a 95-minute span.  The queue times for MA 

triage also differ by less than 3 minutes while the corresponding values for the provider 

differ by less than 1 minute.  More rigorously, a statistical test was performed that 

compared the real data with the simulated data under the null hypothesis that the means 

of the two data sets are equal.  In particular, Welch’s t-test assuming unequal and 

unknown variance (Law and Kelton 2000) was performed on the queue time for MA 

triage, queue time for provider, total patient time, and finish time – appointment time for 

the patients.  The p-values for all four tests were greater than 0.05 so the null hypotheses 

of equality of the actual and simulated means were not rejected.  Detailed test results are 

contained in the supplement Statistical Test Results for FHC Simulation Analysis, which 

is available upon request. 

Table 22: Model validation (all statistics in minutes; numbers in parentheses are 95% 

confidence interval half-widths) 

Statistic 
Queue time for 

MA triage 

Queue time for 

provider 

Total patient 

time 

Finish time – 

appointment 

time 

Real data 
18.72 

(2.46) 

27.80 

(3.30) 

95.09 

(8.98) 

79.73 

(5.09) 

Arena with 3
rd

 

room 

15.96 

(0.84) 

27.36 

(0.80) 

95.80 

(1.61) 

79.49 

(1.66) 

Arena without 

3
rd

 room 

24.13 

(1.18) 

21.00 

(0.43) 

97.06 

(1.71) 

80.59 

(1.72) 

Due to the fact that it is more difficult to keep track of patients when a 3
rd

 room is 

used, and it takes noticeably longer to escort patients back and forth to the waiting area in 

the lobby, the clinic director did not want us to include the 3
rd

 room option in the analysis.  

In the 2-room scenario reported in Table 22, waiting shifts from the provider queue to the 

MA triage queue, but overall queueing time for the patient does not increase significantly.  

Compared to the real data, the Arena statistics without the 3
rd

 room include an additional 

5.4-minute wait for MA triage but a 6.8-minute reduction in the wait to see the provider, 

almost a one-for-one exchange.  The director was satisfied with this outcome and has put 
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in place measures to discourage the use of the 3
rd

 room.  This will have the added benefit 

of freeing it up for more pressing needs. 

6.3 Experimental Design and Analysis 

In general terms, the purpose of the study is to gain a better understanding of the 

dynamics of clinic operations and to determine if it is possible to improve the patient 

experience by adjusting current policies and procedures.  Performance was measured by 

the following averages: (i) total patient time at the FCH; that is, the length of stay, (ii) 

difference between the departure time and appointment time, (iii) number of minutes 

beyond the nominal closing time of a session that was needed to treat the last patient, and 

(iv) resource utilization.  Two different strategies were pursued.  The first involved an 

investigation of various scheduling rules that assign patients to appointment slots while 

the second focused on protocols for dealing with early and late arrivals.  Figure 20 plots 

the first measure for current operations for each appointment slot.  Recall that the 

morning session runs from 8:00 to 12:00 and the afternoon session from 13:00 to 17:00.  

Notice that the latest scheduled time in each session is 1 hour 30 minutes prior to closing; 

however, the 10:45 and 15:45 slots are occasionally assigned to walk-ins or urgent 

patients.  The 8:30 and 14:00 slots are assigned to new patients and are 30 minutes in 

length rather than the normal 15 minutes although the 10:00 and 15:00 are also 30 

minutes.  There is no strong rationale for the current booking process; the most we can 

say is that it evolved over time through trial and error and is easy to implement.  With 

respect to metric (iii), the morning sessions typically run 3 minutes late on average and 

the afternoon sessions, 7 minutes late. 

Going beyond the nominal closing time is a resident satisfaction issue as well as a 

cost issue.  A stressful experience or an excessive workload may lead to a misdiagnosis 

and incorrect treatment.  In addition, residents often have other obligations after their 

sessions, and in many cases must leave promptly.  A few minutes a few times a month is 

inconsequential but 20- or 30-minute extensions several days a week could have a strong 

negative impact on the residents and could trigger overtime pay for the support staff.  
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Moreover, the last patient in a session usually has the longest wait so staying within the 

time limits will indirectly improve patient satisfaction. 

Although length of stay is important, the amount of time spent waiting in the 

exam room after triage and vital signs check but before the provider enters can be just as 

critical when gauging patient satisfaction.  Figure 21 depicts the corresponding average 

times for each appointment slot.  Not surprisingly, the graph indicates that the later in the 

session the appointment time, the longer the wait for the provider, with the trend being 

more pronounced in the afternoon.  This follows because the provider often spends much 

more time, on average, with each patient than the 15 minutes allotted for a visit.  When 

this happens the upstream patients suffer increasing delays.  A similar plot for provider 

assessment time suggests that it is relatively uniform over the day averaging 16.84 

minutes with a standard deviation of 8.68.  These statistics are almost exactly the same as 

those reported by Oh et al. (2013) who observed an average of 16.7 minutes with a 

standard deviation of 8.7 for a group practice.  For a preanesthesia evaluation clinic with 

three providers, Dexter et al. (2013) found that the fastest practitioner was typically 1.23 

times faster than the second fastest practitioner and 1.61 times faster than the slowest of 

three practitioners.  They concluded, however, that the differences in speed were not 

sufficient to warrant managing the assignment of patients to providers.  Instead they 

recommended that to reduce mean patient waiting times, clinics should focus on reducing 

the overall mean evaluation time.  A similar recommendation comes out of our work. 

Although queue time tends to increase towards the end of a session, the providers 

do not appear to speed up their work (diagnosis, treatment planning, or EMR entry) to 

accommodate it.  The most likely explanation for this observation is that not all providers 

are aware of the number of patients waiting in the lobby, and with such a high no-show 

rate, there may not be much concern of long waits. 
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Figure 20: Average patient length of stay 

 

Figure 21: Average queue time for provider 

6.3.1 Scheduling rules 

The research on scheduling rules for multi-server queueing systems is extensive, 

going back to the early work of Bailey and Welch in the 1950s (e.g., see Sickinger and 

Kolisch 2009 or Oh et al. 2013 for a discussion).  In our study, we investigate six of the 

most popular approaches as well as the rule now in use at the FHC.  Table 23 lists the six 

additional rules, which are defined as follows (see Millhiser et al. 2012 for more detail). 

IBFI: (individual-block/fixed-interval) Each patient is assigned a unique 

appointment time equally spaced every μ time units throughout the session. 
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2BEG:  (2 at the beginning) IBFI rule with 2 patients scheduled at time 0 and no 

patient scheduled in the last time slot (this is essentially the Bailey-Welch 

rule). 

2BFI:  (2-block/fixed-interval) 2 patients are scheduled in each time slot, the time 

interval is twice as that in IBFI. 

OFFSET: (individual-block/variable-interval rule) The initial k − 1 patients arrive 

earlier and the patients k + 1 to N arrive later than the times in an IBFI 

schedule (patient k has the same time as in an IBFI schedule). 

DOME: Time intervals are larger in the middle and smaller at the beginning and 

end of the session. 

1/2 DOME: Variant of 2BFI and DOME where the time intervals are small at first, but 

increase monotonically throughout the session 

Table 23: Scheduling rules 

Scheduling 

rule 

Appointment number 

1 2 3
*
 4 5 6 7 8 9 

Current 8:00 8:15 8:30 9:00 9:15 9:30 9:45 10:00 10:30 

IBFI 8:00 8:20 8:40 9:00 9:20 9:40 10:00 10:20 10:40 

2BEG 8:00 8:00 8:20 8:40 9:00 9:20 9:40 10:00 10:20 

2BFI 8:00 8:00 8:40 8:40 9:20 9:20 10:00 10:00 10:40 

OFFSET 8:00 8:05 8:30 8:55 9:20 9:45 10:10 10:35 10:40 

DOME 8:00 8:15 8:35 8:55 9:20 9:45 10:05 10:25 10:40 

1/2 DOME 8:00 8:15 8:30 8:50 9:10 9:30 9:50 10:15 10:40 

PM 13:00 13:15 13:30 13:45 14:00
*
 14:30 14:45 15:00 15:30 

*
New patient visit 

The second line in Table 23 corresponds to the current morning schedule and the 

last line to the current afternoon schedule.  For the most part, we only simulated the 

morning sessions since the statistics for the afternoon were almost identical (see Table 

32).  The headings in the table represent the appointment number (slot) for the nine 

patients scheduled during each session.  Of the nine, one is always a new patient, and is 

assigned slot 3 in the morning and slot 5 in the afternoon. 
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All computations were performed under Windows 7 on a Dell XPS 13 laptop with 

1.60 GHz Intel core i5 processor and 4 GB of memory.  Depending on the scenario, runtimes 

averaged between 3 and 5 minutes for 1000 replications.  Table 24 presents the metrics used 

for judging the quality of a schedule along with output statistics for each alternative.  For 

the primary metrics, total patient time and overall finish time, we performed a one-way 

ANOVA using the scheduling policies as dummy factors.  To meet the ANOVA 

assumptions, we batched the simulated data into bins of 20 runs each giving 50 batched 

mean data points for the 1000 simulation runs for each scheduling rule.  The batched 

means passed the Shapiro-Wilk normality test and Bartlett’s homoscedasticity test.  Since 

the simulation runs were seeded independently, the assumption of independence was 

satisfied.  No violation of linearity was evident in the residual versus fitted plots.  

ANOVA results for total patient time (F(6,343) = 20.38, p < 0.0000) and overall finish 

time (F(6,343) = 6.51, p < 0.0000), confirm a statistical difference between the 

scheduling rules. 

Since the ANOVA results were statistically significant, we performed the post-

hoc analyses in Tables 25 and 26 using Sidak pairwise comparisons in STATA.  The top 

number in each comparison represents the difference in the metric between two policies; 

the bottom number represents the p-value in a t-test that accounts for experiment-wise 

error rate (Sidak 1967).  On total patient time, the statistically better policies, OFFSET, 

DOME and IBFI, are statistically indistinguishable from one another, although the results 

suggest that they be ranked as ordered.  For overall finish time, 2BEG performed 

significantly better than DOME, IBFI, and OFFSET.  While 2BEG, the current policy, 

2BFI, and Half DOME are statistically indistinguishable, the results suggest that 2BEG 

performs better than these other policies on overall finish time.  This is not surprising 

because 2BEG has the earliest appointment time for the last patient. 

For the analyses in Tables 25 and 26, we could have increased the sample size to 

make finer statistical distinctions; however, from a practical standpoint, clinic 

management considered all policies acceptable on overall finish time.  Furthermore, on 

total patient time, OFFSET, DOME, and IBFI provided clear alternatives to the current 
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policy with an average reduction of about 8%, 6%, and 5%, respectively.  Although these 

improvements are not overwhelming, they do show that it is possible to modestly reduce 

the patients’ length of stay without significantly increasing the overall finish time 

obtained from the simulation using the current scheduling policy. 

 It is important to note that the simulated finish times appear to be consistently 

later than the finish times in the real data which indicate that the AM sessions finish at 

12:03 and the PM sessions at 17:07, on average.  As a practical matter, when a provider is 

running late, one of the faculty usually steps in to take the last patient, which explains the 

difference between the real data and what the simulation reports.  We decided not to 

model this intervention because it distorts the performance of the clinic. 

Table 24: Output statistics for the different scheduling rules (1000 runs in all cases; half-

widths in parentheses) 

Scheduling 

rule 

Total 

patient 

time (min) 

Finish time  

appointment 

time (min) 

Overall 

finish 

time 

No. sessions 

beyond 12:00 

(%) 

Provider 

util. (%) 

MA util. 

(%) 

Exam 

room util. 

(%) 

Current 
97.06 

(1.71) 

80.59 

(1.72) 

12:17 

(3.00) 

62.00 

(3.01) 

91.55 

(0.56) 

17.92 

(0.24) 

79.21 

(0.75) 

IBFI 
92.17 

(1.60) 

75.39 

(1.60) 

12:22 

(2.82) 

67.90 

(2.90) 

89.80 

(0.60) 

17.56 

(0.24) 

76.62 

(0.78) 

2BEG 
100.45 

(1.77) 

84.47 

(1.74) 

12:12 

(3.00) 

56.50 

(3.07) 

93.57 

(0.50) 

18.27 

(0.25) 

82.20 

(0.71) 

2BFI 
94.81 

(1.71) 

78.42 

(1.70) 

12:17 

(2.96) 

61.10 

(3.02) 

91.99 

(0.58) 

17.72 

(0.24) 

79.55 

(0.80) 

OFFSET 
89.03 

(1.56) 

72.46 

(1.57) 

12:20 

(2.78) 

65.70 

(2.94) 

90.20 

(0.63) 

17.39 

(0.22) 

76.80 

(0.84) 

DOME 
90.78 

(1.58) 

74.06 

(1.60) 

12:22 

(2.79) 

68.90 

(2.87) 

89.89 

(0.61) 

17.45 

(0.23) 

76.82 

(0.80) 

1/2 DOME 
94.85 

(1.68) 

78.25 

(1.68) 

12:18 

(2.85) 

63.40 

(2.99) 

91.31 

(0.59) 

17.78 

(0.24) 

78.89 

(0.79) 
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Table 25: Sidak pairwise comparison of mean total patient time for different scheduling 

rules (bottom cell entry is p-value) 

 2BEG 2BFI Current DOME Half DOME IBFI 

2BFI 
5.642 

0.000 
     

Current 
−3.385 

0.113 

2.257 

0.754 
    

DOME 
9.669 

0.000 

4.026 

0.022 

6.283 

0.000 
   

Half DOME 
5.604 

0.000 

0.039 

1.000 

2.218 

0.779 

4.065 

0.019 
  

IBFI 
8.277 

0.000 

2.634 

0.485 

4.891 

0.002 

1.392 

0.998 

2.673 

0.458 
 

OFFSET 
11.424 

0.000 

5.782 

0.000 

8.039 

0.000 

1.755 

0.967 

5.822 

0.000 

3.147 

0.193 

Table 26: Sidak pairwise comparison of mean overall finish time for different scheduling 

rules (bottom cell entry is p-value) 

 2BEG 2BFI Current DOME Half DOME IBFI 

2BFI 
4.806 

0.282 
     

Current 
5.336 

0.144 

0.530 

1.000 
    

DOME 
10.046 

0.000 

5.240 

0.164 

4.710 

0.315 
   

Half DOME 
5.637 

0.093 

0.831 

1.000 

0.301 

1.000 

4.409 

0.432 
  

IBFI 
10.301 

0.000 

5.495 

0.115 

4.965 

0.233 

0.255 

1.000 

4.664 

0.332 
 

OFFSET 
8.075 

0.001 

3.269 

0.899 

2.739 

0.979 

1.971 

1.000 

2.438 

0.994 

2.226 

0.998 
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The last three columns in Table 24 report the percentage utilization for the 

providers, MAs and exam rooms, respectively.  These statistics suggest that the providers, 

with utilization around 90%, are indeed the bottleneck at the FHC regardless of the 

scheduling rule.  Therefore, the primary way to reduce patients’ length of stay without 

increasing overtime is to decrease the assessment time.  In contrast, the utilization of the 

MAs is extremely low, averaging about 18%.  However, we are not capturing all their 

activities because each MA actually supports two providers in a session and must deal 

with a constant stream of paperwork and external requests for information.  Doubling or 

even tripling their workload though, would still allow them ample time to perform their 

duties without affecting patient flow.  This is true even in the presence of a highly diverse 

set of patients, each with a differing variety of needs.  The exam rooms, however, offer a 

contrasting view since their utilization is not quite high enough to create a second 

bottleneck but not low enough to ignore it.  In fact, most of the time the patients are 

simply on hold waiting for the provider, which implies that the rooms are not actually in 

use.  Excluding this nonproductive time from the calculations would drop exam room 

utilization by 20 or 30%. 

Additional analysis using trial-and-error to assign appointment times to the 9 

patients showed that a further reduction of 4 minutes on average (compared to OFFSET) 

could be achieved.  The results are not included in Table 24.  One explanation why 

further reductions appear out of reach without structural reform is that over the 3-year 

residency program providers are given mixed messages.  For senior housestaff to see 9 

patients in a 4-hour session they need to reduce the time they are currently spending 

directly with patients, which averages roughly 17 minutes with a standard deviation of 

8.7 minutes.  An out-of-the-ordinary delay with the first patient can disrupt the flow for 

the entire session.  When the time associated with queueing and presenting to the faculty, 

entering EMR data, and discharge are added in, each patient consumes about 35 minutes 

of the provider’s time.  Given a utilization rate of about 90% for the providers, without 

the high no-show rate, it would be impossible to treat 9 patients each session without 
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incurring unacceptable overtime.  High variability at high utilization rates lead to long 

wait times that increase as the session progresses (Figure 20). 

In contrast to this picture, residents are encouraged to treat the whole person and 

not just the immediate complaint.  Also, it is important not to lose sight of the fact that 

they are in training and a good part of their clinic time represents an educational 

opportunity.  Inevitably, these goals collide with the operational goal of closing out all 

patients without overtime and reducing the length of stay of each visit.  The likelihood of 

achieving both is slim but failing to do so may have long-term consequences for the 

clinic.  Spreading out the appointment times may help reduce the total patient time, but 

scheduling some patients later in the session is certain to result in delays, overtime, and 

lower provider utilization. 

6.3.2 Dealing with early and late arrivals 

One of the issues that we wanted to investigate is how to handle early and late 

arrivals.  The vast majority of previous studies of clinics similar to the FHC (e.g., see 

Cayirli and Veral 2003, Millhiser et al. 2012, Robinson and Chen 2003, Zonderland et al. 

2009) assume that patients are prompt, which is rarely the case here.  The published 

research that exists on policies related to the order in which waiting patients are called is 

mostly limited to dealing with different patient classes that have different arrival 

processes and impose different costs on the system (e.g., see Zonderland et al. 2009, 

Sickinger and Kolisch 2009, Green et al. 2006, Kolisch and Sickinger 2008). 

The FHC uses a FCFS policy regardless of patient class, and tries to 

accommodate all late arrivals and walk-ins.  Arguably, this is quite reasonable for 

patients who are punctual or at least arrive close to their appointment time.  For the 

conspicuously early and late arrivals, a different policy might be viewed to be fairer and, 

in fact, improve patient flow.  Why should a patient who is an hour late be assigned to the 

next opening and delay those who are already waiting?  Here we consider patients who 

arrive 30 minutes earlier than their appointment time as being early and patients who 

arrive 30 minutes later than their appointment time as being late. 
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Since we want to determine how different policies affect clinic performance, we 

considered two extreme cases whose simulation results are reported in Tables 27 and 29.  

In the first case (Table 27), the 4
th

 patient is forced to be 1 hour early, and in the second 

(Table 29), the 1
st
 patient is forced to be 1 hour late.  These modifications are in addition 

to any patients that the simulation designates as 30 or more minutes early or late.  

Regardless of policy, though, the high no-show rate has the beneficial effect of reducing 

the wait times of all patients. 

In Table 27, we have: 

 Policy A is current policy of FCFS, 

 Policy B requires the early arrivals to wait for their appointment time, and  

 Policy C tries to accommodate early patients as soon as possible should a slot 

become available, say, as a result of a no-show or late patient. 

Similar to Section 6.3.1, we performed a one-way ANOVA on total patient time 

and overall finish time using the three policies as dummy factors.  We considered three 

metrics for total patient time: on time patients (“on time”), early patients (“early”), and all 

patients (“overall”).  The ANOVA results for on time (F(2,147) = 6.37, p = 0.0022), early 

(F(2,147) = 160.98, p < 0.0000) and, overall (F(2,147) = 11.62, p < 0.0000) were all 

statistically significant.  The results for overall finish time (F(2,147) = 2.54, p = 0.0825), 

however, were not statistically significant. 

In the case of C, the early arrivals have lower priority before their appointment 

time.  From a post-hoc analysis of the three total patient time metrics (see Table 28), we 

found that policy B benefits the on-time patients compared to policy A with no significant 

penalty in overtime.  On the other hand, early patients pay a price under policies B and C 

relative to policy A, because an early patient cannot “squeeze in” upon arrival under the 

former two policies.  On average, Policy B performs worse than its competitors on the 

overall total patient time, which is intuitive since B may idle a provider even when an 

early patient is waiting, while policies A and C will not.  Nevertheless, policy B can be 

justified in highly congested settings where providers welcome idle time during the 
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session to catch up on other job duties.  Policy C performs as well the current policy on 

the overall average metrics, but has the added advantage of encouraging promptness, with 

a moderate increase in wait times for those who are early. 

Table 27: Different policies for early arrivals (half-widths in parentheses) 

Policy 

for 

early 

arrivals 

Avg. 

no. of 

early 

arrivals 

Total patient time (min) 
Finish time – 

appointment time (min) 
Overall 

finish 

time 

Provider 

util. (%) On 

time 
Early Overall 

On 

time 
Early Overall 

A 
1.99 

(0.07) 

99.64 

(1.82) 

85.00 

(2.25) 

97.20 

(1.63) 

91.56 

(1.83) 

33.04 

(2.12) 

75.99  

(1.64) 

12:13 

(2.97) 

92.53 

(0.56) 

B 
1.99 

(0.07) 

94.34 

(1.76) 

116.41 

(2.71) 

102.79 

(1.71) 

86.26 

(1.78) 

64.45 

(2.20) 

81.57 

(1.69) 

12:18 

(3.03) 

90.51 

(0.58) 

C 
1.99 

(0.07) 

97.26 

(1.72) 

89.62 

(2.51) 

97.20 

(1.63) 

89.18 

(1.74) 

37.66 

(2.34) 

75.99  

(1.64) 

12:13 

(2.97) 

92.53 

(0.56) 

Table 28: Sidak comparison on total patient time of different policies for early arrivals for 

(from left to right) on time patients, early patients, and all patients 

Row Mean – 

Col Mean 

Policy 

A 

Policy 

B 

Row Mean – 

Col Mean 

Policy 

A 

Policy 

B 

Row Mean – 

Col Mean 

Policy 

A 

Policy 

B 

Policy B 
-5.301  

Policy B 
31.408  

Policy B 
5.582  

0.001  0.000  0.000  

Policy C 
-2.381 2.920 

Policy C 
4.618 -26.790 

Policy C 
0.000 -5.582 

0.299 0.147 0.046 0.000 1.000 0.000 

Table 29 presents the results for late arrivals for the following three policy options:   

 Policy A is again FCFS,  

 Policy B sends the delinquent patients to the back of the queue to wait until the end 

of the session to see the provider, and  

 Policy C allows the late patients to see the provider at the next available opening 

when no other patients are in the queue. 

ANOVA results for two of the three total patient time metrics, on time (F(2,147) 

= 51.92, p < 0.0000) and late (F(2,147) = 234.32, p < 0.0000) were statistically 

significant; however, the results for overall total patient time (F(2,147) = 1.74, p = 0.1788) 

and overall finish time (F(2,147) = 1.99, p = 0.1405) were not.  It is important to note that 
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for the late patient total patient time ANOVA results, we had to use weighted least 

squares regression to account for heteroscedasticity found in these data. 

For Policy C, late arrivals have lower priority than on time or early patients.  Post-

hoc analyses in Table 30 demonstrate that both policies B and C are superior to policy A 

for the on-time patients.  As with early patients, late patients pay a price under policies B 

and C relative to policy A, because they cannot “squeeze in” upon arrival.  Again, policy 

C has the added benefit over policy B of rewarding promptness, without as high an 

increase in wait times for those who are late. 

Table 29: Different policies for late arrivals (half-widths in parentheses) 

Policy 

for late 

arrivals 

Avg. 

no. of 

late 

arrivals 

Total patient time (min) 
Finish time – 

appointment time (min) 
Overall 

finish 

time 

Provider 

util. (%) On 

time 
Late Overall 

On 

time 
Late Overall 

A 
0.84 

(0.03) 

99.87 

(1.70) 

80.24 

(3.51) 

99.82 

(1.68) 

82.07 

(1.83) 

126.93 

(4.72) 

91.23 

(1.81) 

12:28 

(3.04) 

88.05 

(0.56) 

B 
0.84 

(0.03) 

88.96 

(1.51) 

156.95 

(5.66) 

101.67 

(1.60) 

71.16 

(1.64) 

203.63 

(7.04) 

93.08 

(1.76) 

12:32 

(2.92) 

86.88 

(0.60) 

C 
0.84 

(0.03) 

95.45 

(1.55) 

109.06 

(5.49) 

99.82 

(1.68) 

77.65 

(1.70) 

155.74 

(6.56) 

91.23 

(1.81) 

12:28 

(3.04) 

88.05 

(0.56) 

Table 30: Sidak comparison on total patient time of different policies for late arrivals for 

(from left to right) on time patients and late patients 

Row Mean – 

Col Mean 

Policy 

A 

Policy 

B 

Row Mean – 

Col Mean 

Policy 

A 

Policy 

B 

Policy B 
-10.910  

Policy B 
76.708  

0.000  0.000  

Policy C 
-4.417 6.493 

Policy C 
28.814 -47.893 

0.000 0.000 0.000 0.000 

6.3.3 Parametric analysis 

To determine how current policies and procedures influence system performance, 

we conducted a number of parametric analyses that included varying the MA start time, 

experimenting with the NPV slot, reducing the no-show rate, and decreasing the mean 

and standard deviation parameter values for provider assessment time.  Table 31 provides 
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statistics on the three critical performance measures for different MA start times.  We 

performed a one-way ANOVA on total patient time (F(3,196) = 1.11, p = 0.3457)  and 

overall finish time (F(3,196) = 0.44, p = 0.7218) with the four MA starting times as 

dummy factors similar to Section 6.3.1.  The results indicated no statistical significant at 

the 5% level for both of these metrics. 

Table 31: Different MA start times (half-widths in parentheses) 

MA start time 
Total patient time 

(min) 

Finish time  

appointment time 

(min) 

Overall finish 

time (min) 

7:30 
97.06 

(1.71) 

80.59 

(1.72) 

12:17 

(3.00) 

7:40 
97.06 

(1.71) 

80.59 

(1.72) 

12:17 

(3.00) 

7:50 
97.16 

(1.71) 

80.68 

(1.72) 

12:17 

(3.00) 

8:00 
99.03 

(1.71) 

82.55 

(1.71) 

12:19 

(2.97) 

Current practice is to schedule only 1 new patient among the 9, where the new 

patient is always scheduled in the 3
rd

 slot (8:30) in the morning session (see Table 23).  In 

that case, the length of the visit is 30 minutes rather than the usual 15 minutes for most 

other patients.  Since the time interval for the 8
th

 slot (10:00) is also 30 minutes, though, 

we wanted to see if some improvement was possible by scheduling the new patient at that 

time.  In the four-month observational study, the only difference between new patients 

and follow ups was the no-show rate, which was 31.4% for NPVs and 20.7% for FUPs 

with the weighted average being 21.1%.  This compares favorably with the actual 

average rate of 21.8% for calendar year 2013.  For modeling purposes, we designated all 

patient types except NPVs as FUPs, a simplification that is justified by the fact that we 

could not identify any measurable differences in the real data among the classes of 

patients that make up our aggregated FUP group. 
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Table 32 presents the major statistics for the scenario in which the NPV slot is 

reset at 10:00, as well as for a current afternoon session running from 13:00 to 17:00 with 

the NPV slot at 14:00 (Table 23). 

Similar to Section 6.3.1, we performed a one-way ANOVA on total patient time 

(F(2,147) = 0.07, p = 0.9334)  and overall finish time (F(2,147) = 1.07, p = 0.3458) with 

the three factors in Table 32 as dummy variables.  The results indicated no statistical 

significant at the 5% level for both of these metrics. 

Table 32: NPV slot and PM session (half-widths in parentheses) 

Average 

(1000 runs) 

Total patient 

time (min) 

Finish time  

appointment 

time (min) 

Overall finish 

time 

No. sessions 

beyond 12:00 or 

17:00 (%) 

Current 
97.06 

(1.71) 

80.59 

(1.72) 

12:17 

(3.00) 

62.00 

(3.00) 

NPV at 10:00 
96.90 

(1.67) 

80.26 

(1.68) 

12:16 

(2.95) 

61.30 

(3.00) 

PM 
97.37 

(1.74) 

80.91 

(1.74) 

12:14 

(2.99) 

58.40 

(3.00) 

Table 33 highlights the results for several additional cases we investigated where 

the patient no-show rate and provider assessment time are modified.  We performed a 

one-way ANOVA on total patient time (F(6,168) = 322.63, p < 0.0000)  and overall 

finish time (F(6,168) = 501.09, p < 0.0000) with the seven factors in the first column of 

Table 33 as dummy variables.  In order to satisfy normality assumptions for these data, 

we had to batch the simulated data into bins of 40 runs each giving 25 batched mean data 

points for the 1000 simulation runs for each factor level.  The batched means passed the 

Shapiro-Wilk normality test and Bartlett’s homoscedasticity test.  Since the simulation 

runs were seeded independently, the assumption of independence was satisfied.  No 

violation of linearity was evident in the residual versus fitted plots.  Post-hoc analyses are 

provided in Tables 34 and 35.  The row heading in Table 33 “0 no-show rate” represents 

the most congested case in which all 9 patients make their appointment.  The total patient 

time is increased by over 25% with an average length of stay exceeding 2 hours.  The 

overall finish time is delayed to 13:14, on average, which is after the start time of the PM 
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session.  For the second scenario where the no-show rate is reduced by 50%, the system 

gradually begins to back up.  Here, the total patient time increases by an average of 

roughly 14% and the overall finish time is extended by about 26 minutes to 12:43.  The 

implication is that there is no point in trying to reduce no-shows if protocols are not put 

in place to reduce provider assessment time. 

Table 33: Different no-show rates and modified provider assessment time (half-widths in 

parentheses) 

Average (1000 

runs) 

Total patient 

time (min) 

Finish time  

appointment time (min) 

Overall finish 

time 

No. sessions 

beyond 12:00 (%) 

Current 100% , 

100%  

97.06 

(1.71) 

80.59 

(1.72) 

12:17 

(3.00) 

62.00 

(3.00) 

0 no-show rate 
123.00 

(1.48) 

106.47 

(1.45) 

13:14 

(2.31) 

98.50 

(1.00) 

50% no-show rate 
109.16 

(1.61) 

92.24 

(1.60) 

12:43 

(2.79) 

83.40 

(2.00) 

Provider time 

75% , 100%  

81.63 

(1.46) 

65.16 

(1.49) 

11:52 

(2.50) 

40.00 

(3.00) 

Provider time 

100% , 75%  

97.17 

(1.60) 

80.69 

(1.62) 

12:18 

(2.87) 

63.00 

(3.00) 

Provider time 

75% , 75%  

81.21 

(1.38) 

64.73 

(1.40) 

11:51 

(2.38) 

38.10 

(3.00) 

Provider time 

87.5% , 87.5%  

88.44 

(1.52) 

71.97 

(1.54) 

12:03 

(2.67) 

50.70 

(3.00) 
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Table 34: Sidak comparison on total patient time for different scenarios 

 

Table 35: Sidak comparison on overall finish time for different scenarios 

 

In the third scenario, the providers are assumed to work faster or be more 

consistent in the amount of time they spend with their patients.  In the first case examined, 

the average assessment time  was reduced to 75% of the observed value while the 
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standard deviation  was maintained at its current value.  As a result, the total patient 

time and overall finish time decreased by about 15 and 25 minutes, respectively.  On 

average, the providers finished their sessions well before 12:00.  In the second case in 

which  was maintained at its current value but  was reduced by 25%, there is virtually 

no change in total patient time and overall finish time with respect to the current scenario.  

Reducing both  and  to 75% of their current value produced roughly the same results 

as the case when only  was reduced.  Our inference from these runs is that only the 

mean has a statistically significant effect on system performance.  In all cases, provider 

utilization remained close to 90%, MA utilization remained near 18%, and exam room 

utilization ranged from approximately 75% to 79%. 

There are a few factors that explain why a reduction in the standard deviation has 

no noticeable effect on the total patient time and the other performance metrics.  The 

main driver of patient waiting time is the fact that the average time a provider spends 

working on each patient case (including assessment through discharge) exceeds the 

average patient interarrival time for the first 150 minutes of the schedule.  Hence, queues 

continue to increase and the statistics never reach steady state during a single session.  

This effect can be seen in Figures 20 and 21.  We generated similar plots (not included) 

from our simulation model.  Secondarily, the standard deviation of provider assessment 

time is only 20% of the standard deviation of the total patient time for the case were (,) 

= (100%, 100%) and 16.5% for the case were (,) = (100%, 75%).  The reduction from 

20% to 16.5% is not large enough to affect the total patient time, especially in the 

presence of the aforementioned transient effect. 

There are no easy ways of speeding up the provider without incurring some form 

of cost or penalty with respect to the other performance metrics.  For example, entering 

EMR data after the session ends or when idle time exits between patients would reduce 

the total time that the patient spends with the provider, but in the former case some 

information might be forgotten, garbled or entered incorrectly due to the time lapse.  

Similarly, patient wrap-up information could be entered at the end of the session but with 

the same caveat about errors.  Another possibility would be to standardize protocols for 



 

163 

certain classes of treatment.  This would add more consistency from one patient 

encounter to another for an individual provider, as well as among providers.  A third 

option would be to reduce the resident-to-faculty ratio to, say, three to one; however, we 

saw no indication that this ratio was a problem in the FHC and a cause for bottlenecks.  

After our study, one concrete step that was taken was for the MAs to administer any shots 

that a patient needed prior to the provider entering the exam room.  For a subset of 

patients, this will reduce the amount of time the provider spends with a patient. 

As a final case, we reduced both  and  to 87.5% of their current value.  The 

results are reported in Tables 33 – 35.  These tables suggest an approximate linear 

relationship between the performance metrics and the average provider assessment time.  

Figure 22 plots the average and half-width statistics in the second and last four rows of 

Table 33.  In all, these statistics confirm that the primary means of reducing patient 

length of stay is to focus on the bottleneck and encourage the providers to shorten their 

assessment time. 
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Figure 22: Performance statistics for different provider assessment time parameters 
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6.3.4 Full factorial designed experiment 

We conducted a more thorough analysis in the form of a designed experiment to 

ascertain the impact of various factors (main and interaction effects) on total patient time 

and overall finish time.  For the purposes of the regression analysis, overall finish time 

was measured in minutes from the beginning of the session.  So, for example, in a 

morning session, the overall finish time in the regression represents the number of 

minutes after 7:45am when the clinic session ends. 

In our experiments, we ran a full factorial design on following three factors, each with 

two levels:  

1) Scheduling rules (current policy versus OFFSET). In the subsequent analysis, we 

name this factor “rule.”  

2) No-show rate (current level of no-shows versus a 50 decrease in no-shows). We 

refer to this factor as “no-show” in the analysis. 

3) Provider time (current , versus 75% , 75% ). This factor is called “cv” (for 

coefficient of variation – since we alter both and ) in the subsequent analysis. 

These three factors and their levels were chosen based on the insights we gathered 

from our earlier analyses reported in Tables 25, 26, 34, and 35.  Table 36 provides a 

summary of the factors and their levels. 

Table 36: Factorial design factors and their levels 

Factor Factor name Factor levels 

  Level 1 Level 2 

Scheduling rule rule Current (-1) OFFSET (+1) 

No-show rate no-show Current (-1) 50% of Current (+1) 

Provider time cv Current (-1) 0.75𝜇 , 0.75𝜎 (+1) 

We replicated each point in the factorial design 1000 times.  To satisfy the 

standard regression assumptions of normality and independence, we  

i) used non-overlapping random number streams in Arena to ensure that the runs at 

each design point and across design points were statistically independent; and 
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ii) formed batches of 40 replications yielding 25 batch means at each design point to 

approximate normality (Law and Kelton 2000, Chapter 9). 

Using backward regression, STATA generated the regression models for total 

patient time (in minutes) and overall finish time (in minutes) given in Tables 37 and 38, 

respectively.  For both of these models, the residuals showed no deviation from normality 

or homoscedasticity according the Shapiro-Wilk test for normality and White’s test for 

heteroscedasticity.  Additionally, the residual versus fitted plots showed no deviation 

from linearity, while statistical independence was assured based on the independently 

seeded runs. 

As expected from the results in Tables 25 and 34, total patient time is reduced by 

reducing the provider assessment time’s mean and variance, and using the OFFSET rule.  

Moreover, the increase in total patient time from the reduction in the no-show rate is also 

to be expected.  Reduction in no-show rate together with reduction in variation produces 

a negative reinforcing effect, further decreasing total patient time by a small, but 

statistically significant amount.  Taken together, if the clinic wishes to lower its no-show 

rate and improve total patient time, it can do so by reducing the mean and variance of the 

provider’s assessment time and adopting the OFFSET scheduling rule. 

As expected from the statistics in Table 35, overall finish time is increased when 

the no-show rate is reduced and decreased when the mean and variance of the provider’s 

assessment time are reduced.  By conducting the factorial design, we were able to 

establish that switching to the OFFSET rule from the current schedule yields a 

statistically significant increase in overall finish time.  What is most interesting about the 

results in Table 38 is that a reduction in no-show rate together with a reduction in the 

mean and variance of the provider’s assessment time produces a negative interaction 

effect, which reduces some of the increase in overall finish time due to the reduction in 

no-show rate.  Another way to look at this is that the negative interaction effect more than 

counterbalances the increase in overall finish time from the OFFSET rule.  Hence, if the 

clinic decides to use the OFFSET rule for its beneficial impact on total patient time, it 

need not sacrifice anything on overall finish time when these three factors are taken 
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together.  Again, if the clinic wishes to improve the no-show rate and overall finish time, 

it can do so by reducing the mean and variance of the provider’s assessment time and 

moving to the OFFSET scheduling rule. 

Table 37: Backward regression results when total patient time is regressed on the three 

experimental design factors along with terms needed to determine their interaction effects 

 

Table 38: Backward regression results when overall finish time is regressed on the three 

experimental design factors along with terms needed to determine their interaction effects 

 

6.4 Summary and Conclusions 

The evolving nature of healthcare and changes in reimbursement models have 

placed increased emphasis on primary care delivery.  Maintaining access in the context of 

greater numbers of patients potentially entering the system under the Affordable Care Act 
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requires efficient clinical operations.  With respect to previous work, one of the 

distinguishing characteristics of the FHC is that the providers are mostly housestaff 

working in a highly structured environment dictated by their residency program.  

Accordingly, they are not totally independent and must consult with their faculty 

supervisor before recommending a course of action for their patients.  This adds several 

extra steps during the patient visit that are absent in a typical physician’s office or in an 

independent primary care clinic.  As a consequence, flow through the FHC may be 

delayed when the provider is forced to queue for the faculty. 

The main finding of the study, confirmed by both an analysis of the real time-

stamped data and the simulation results for all scenarios investigated, is that the provider 

is the bottleneck with a utilization rate of approximately 90%.  Given that a resident in 

the first half of her third year is assigned 9 patients per session, time constraints imply 

that she should spend no more than 20 or 25 minutes with each patient if overtime is to be 

avoided.  In reality, a resident may spend up to 1 hour with the first or second patient, 

which has the effect of introducing long delays for those with later appointments.  This is 

a common occurrence at the FHC, and the only factor that works against perennial over-

congestion is the high no-show rate.  Longer patient encounters are unwittingly offset by 

a fraction of patients who miss their appointments each session.  A curious insight that 

follows from this observation is that there is no point in reducing the no-show rate, never 

mind overbooking, without a comparable effort to reduce the provider assessment time.  

The simulation results indicate that reducing the no-show rate by 50% would lead to a 14% 

increase in length of stay, and that reducing it to 0 would produce overcrowding that 

would require several hours of overtime to clear out. 

Several additional insights follow from the simulation results.  Most can be 

generalized to FHC-like clinics. 

 In light of the provider being the bottleneck, only minimal improvement in 

performance can be realized by adjusting appointment times. 

 Efforts to reduce length of stay are frequently offset by an increase in overtime.  

A good example of this is the OFFSET scheduling rule in Table 23.  From the 
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results of the designed experiment in Section 6.3.3, we see that it produces about 

a 4-minute average reduction in total patient time (Table 37), but a 1.4-minute 

increase in overtime (Table 38). 

 Scheduling rules evolve over time and are likely to be robust in the environment 

for which they were designed.  To improve upon them, the introduction of less 

intuitive rules with variable-interval time slots is likely to be required.  In our 

experience, such rules are difficult to maintain in the long run. 

 Provider assessment time does not appear to be a function of the queue length, 

which suggests that the provider is either isolated from the queue or is simply not 

able to wittingly adjust the amount of time spent with patients. 

 For early arrivals: 

o The current rule of FCFS, policy A, rewards those who are very early and 

penalizes those who arrive on time by extending their length of stay. 

o Policy B, which does not take early arrivals before their appointment time and 

may idle a provider even when an early patient is waiting, can lead to increased 

overall total patient time. 

o Policy C, which allows those who are early to see the provider only when there 

is an unplanned opening in the schedule, provides the fairest results. 

 For late arrivals: 

o Policy A, FCFS, is inferior to the two alternatives considered because it 

produces a relatively longer length of stay for patients who are punctual. 

o Policy B, which reassigns late patients to a slot at the end of the session, 

produces the greatest benefit for those who arrive on time. 

o Policy C, which places late patients at the end of the queue but allows them to 

be seen should a slot become available in the interim, rewards promptness 

without as high an increase as Policy B in wait times for those who are late.  

Hence, this policy represents a good compromise. 

 Reducing the variability in provider assessment time has no noticeable impact on 

patient length of stay and other metrics. 
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 Changing the slot in the schedule for new patient visits has no effect on system 

performance. 

 If the clinic wants to accommodate a better no-show rate and improve its main 

performance metrics i.e., total patient time and overall finish time, it can do so by 

reducing the provider assessment time’s mean and variance and move to the better 

scheduling rules such as OFFSET. 

During the observational phase of the study, we saw very little wasted effort in 

the value stream associated with patient flow so applying the formalities of lean and six 

sigma methodologies is not likely to yield much improvement.  One positive step forward, 

though, would be to move towards a greater level of standardization in the way the MAs 

and providers perform their work, such as defining the point in the visit that is best for the 

provider to enter EMR information.  Standardization reduces variability and may in fact 

reduce the average time required for each activity if best practices are followed.  

However, high no-show rates, high provider utilization, and the absence of steady state 

may undercut such efforts. 

As the climate in which healthcare is delivered evolves, it will be increasingly 

important for clinics like the FHC to streamline their operations and shorten patient 

waiting times while keeping costs and overtime to a minimum.  The results presented 

here demonstrate the difficulty in achieving this goal without some behavioral changes in 

the way providers interact with their patients. 
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Chapter 7: Future Work 

Although significant progress has been made in constructing monthly housestaff 

schedules and block schedules, improvements are still possible.  Issues that could be 

addressed in future work might be development of an algorithm that automatically 

constructs the call schedule associated with the Internal Medicine housestaff, which is an 

input to our model, and to augment the formulation to allow solutions for several months 

at a time.  Despite the housestaff scheduling problem as now defined decomposes by 

month, a prevailing goal is to balance the clinic assignments over the year among the 

housestaff.  This can best be done by developing a multi-month model with new 

preference-type constraints aimed at achieving this balance.  Another issue that remains 

is to generalize the model and code so they can handle additional features that might be 

present at other training hospitals and clinics, such as rules for those on probation or the 

need to accommodate nonrecurring restrictions for some days of some months. 

For the block scheduling model, at least two challenges stand out.  The first 

concerns the nonlinearities in the Family Medicine model (4).  The corresponding 

constraints were the obstacle in obtaining provably optima solutions, so it would be 

worthwhile to explore additional modeling approaches and algorithms for dealing with 

them.  The second is again the need for more generality.  Although there was some 

overlap in rules and policies for the two residency programs addressed, the models were 

individually tailored.  It would be helpful for directors of other programs if a general 

framework could be developed that could accommodate a wide variety of requirements 

and objectives. 
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Appendices 

Appendix A: Additional Constraints for Required and Elective Rotations 

D(i,w) set of days of the year in week w that intern/resident i is eligible for clinic duty; 

for example, if D(i,2) = {Mon, Wed} in week 2 of August 2012, then D(i,w) = 

{August 6
th

, August 8
th

} 

J  set of housestaff on a jeopardy rotation (see Table 3) 

ER

ds  (binary) 1 if there are 2 interns from ER  required on clinic duty on day d, 0 

otherwise 

Heme

ds  (binary) 1 if there are 2 residents from Hematology consults on clinic duty on 

day d, 0 otherwise 

HIV

ds  (binary) 1 if there are 2 residents from HIV inpatient on clinic duty on day d, 0 

otherwise 

MCS

ds  (binary) 1 if there are 2 residents from Medicine consults on clinic duty on day d, 

0 otherwise 

Neuro

ds  (binary) 1 if there are 2 residents from Neurology required on clinic duty on day 

d, 0 otherwise 

rP o

ds  (binary) 1 if there are 2 interns from Procedure month on clinic duty on day d, 0 

otherwise 

To simplify the presentation, it is assumed that clinic duty is not assigned on 

vacation days or observed holidays.  This is accounted for in the set D(i,w} which 

contains the dates of the year in week w.  The specification D(i,w} = {Mon, Tue}, for 

example, corresponds to the dates in week w that fall on Mon and Tue.  Recall that the 

weeks in a month are different for interns and residents since the former start their 

rotations on the 1
st
 of the month and the latter start on the 27

th
 of the previous month. 

Ideally, we would like to satisfy all the requirements in Tables 2 and 3 by making 

the indicated assignments.  This may not always be possible, though, for at least three 

reasons: (i) the number of faculty availability in the clinics may not be sufficient; (ii) the 
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first or last week in a month may be short and not have a sufficient number of sessions to 

accommodate the demand, and (iii) vacations, holidays, and conflicting responsibilities 

reduce the number of sessions some housestaff are available in a particular week.  With 

respect to (ii), for example, if a week only contains Thursday and Friday, but only 

Thursday PM is permitted for a certain rotation such as Quality Improvement, then the 

goal of assigning two sessions that week cannot be met. 

As a practical matter it is necessary to introduce some slack in the scheduling 

process, so a lower bound of 4 sessions per month is placed on housestaff who are on 

rotations that require 1 session per week and a lower bound of 8 sessions per month is 

placed on those who require 2 sessions per week.  To assure that all instances are feasible 

with respect to these constraints, we first calculate the maximum number 

of possible sessions that housestaff i could have in the month; call it month

in .  If month

in  < 4 

or 8, depending on the requirement, the right-hand side of the corresponding lower bound 

constraint is replaced with 
month

in .  The idea is to assign as many sessions as possible to 

each housestaff. 

In addition to these adjustments, many of the elective rotation requirements in 

Table 3 are stated in terms of desired sessions per week but with the option assigning 

clinic on one or more contingency days.  To avoid treating all these requirements as soft 

constraints with corresponding penalty variables, we treat them as hard constraints and, 

as mentioned, deal with any induced violations in the major goals in the post-processing 

phase. 

Required rotation constraints from Table 2 

Adolescent medicine, r = 1, i 
  
N

R

rot (1)  

( , ) ( )

2ids

d D i w s S d

x
 

  ,   w  W, i  NC(UH-GMC); D(i,w) = {Mon, Tue} (A1a) 

( , ) ( )

8ids

w W d D i w s S d

x
  

   ,   w  W, i  NC(UH-GMC); D(i,w) = {Mon, Tue} (A1b) 
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2

( , )

2id

d D i w

x


 ,   w  W, i  NC(VA-GEM);  

 D(i,w) = {Mon, Tue, Wed, Thu} (A1c) 

2

( , )

8id

w W d D i w

x
 

  ,   w  W, i  NC(VA-GEM);  

 D(i,w) = { Mon, Tue, Wed, Thu}  (A1d) 

( , ) ( )

2ids

d D i w s S d

x
 

  ,   w  W, i  NC(VA-IMC); D(i,w) = {Tue, Thu} (A1e) 

( , ) ( )

8ids

w W d D i w s S d

x
  

   ,   w  W, i  NC(VA-IMC); D(i,w) = {Tue, Thu} (A1f) 

Ambulatory care, r = 2, i 
  
N

R

rot (2)  

xid1 = xid2,  i  NC(VA-IMC); d  D  {Tue, Fri} (A1g) 

2

( , )

2id

d D i w

x


 ,  w  W; D(i,w) = {Tue, Fri}   

 (if VA-GEM, then “cc” on Fri) (A1h) 

2

( , )

8id

w W d D i w

x
 

  ,   w  W; D(i,w) = {Tue, Fri} (A1i) 

ER  required, r = 3, i 
  
N

R

rot (3)  

2

( , )

1id

d D i w

x


 ,   w  W; D(i,w) = {Tue, Thu} (A1j) 

2

( , )

4id

w W d D i w

x
 

  ,   w  W; D(i,w) = {Tue, Thu} (A1k) 

2

(3) (1)

1
rot
R

ER

id d

i N N

x s
 

  ,   d  D  {Tue, Thu} (A1l) 

Geriatrics, r = 4, i  
  
N

R

rot (4)  

2

( , )

2id

d D i w

x


 ,   w  W; D(i,w) = {Tue, Wed} (A1m) 

2

( , )

8id

w W d D i w

x
 

  ,   w  W; D(i,w) = {Tue, Wed} (A1n) 

Hematology consults, r = 5, i 
  
N

R

rot (5)  

2

( , )

1id

d D i w

x


 ,   w  W; D(i,w) = DW for all w (A1o) 

2

( , )

4id

w W d D i w

x
 

  ,   w  W; D(i,w) = DW  (A1p) 
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2

(5) \ (1)

1
rot
R

Heme

id d

i N N N

x s
 

  ,   d  D (A1q) 

HIV inpatient, r = 6, i 
  
N

R

rot (6)  

2

( , )

1id

d D i w

x


 ,   w  W; D(i,w) = {Tue, Thu} (A1r) 

2

( , )

4id

w W d D i w

x
 

  ,   w  W; D(i,w) = {Tue, Thu} (A1s) 

2

(6) \ (1)

1
rot
R

HIV

id d

i N N N

x s
 

  ,   d  D  {Tue, Thu} (A1t) 

Medicine consults (MCS), r = 7, i 
  
N

R

rot (7)
 

2

( , )

1id

d D i w

x


 ,   w  W; D(i,w) = DW \ {Mon} (A1u) 

2

( , )

4id

w W d D i w

x
 

  ,   w  W; D(i,w) = DW\ {Mon} (A1v) 

2

(7) \ (1)

1
rot
R

MCS

id d

i N N N

x s
 

  ,   d  D \ {Mon} (A1w) 

Neurology required, r = 8, i 
  
N

R

rot (8)  

2

( , )

1id

d D i w

x


 ,   w  W; D(i,w) = {Tue, Wed} (A1x) 

2

( , )

4id

w W d D i w

x
 

  ,   w  W; D(i,w) = {Tue, Wed} (A1y) 

2

(8) \ (1)

1
rot
R

Neuro

id d

i N N N

x s
 

  ,   d  D  {Tue, Wed} (A1z) 

Procedure month, r = 9, i 
  
N

R

rot (9)  

2

( , )

1id

d D i w

x


 ,   w  W; D(i,w) = {Tue, Wed, Thu},  w  W   

(not 1
st
 day of  the month or 3

rd
 Wed PM for interns} (A1aa) 

2

( , )

4id

w W d D i w

x
 

  ,   w  W; D(i,w) = {Tue, Wed, Thu},  

(not 1
st
 day of  the month or 3

rd
 Wed PM for interns} (A1bb) 

2

(9) (1)

1
rot
R

Pro

id d

i N N

x s
 

  ,   

 d  D  {Tue, Wed, Thu} \ {1
st
 of month, 3

rd
 Wed} (A1cc) 
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In these constraints, when the requirement is “one clinic a week,” we insist on 

four a month but no more than one a week.  Similarly, when the requirement is “two a 

week,” we insist on eight a month but no more than two a week.  For those rotations that 

specify “different days for multiple interns/residents,” a surplus variable is introduced 

and penalized in (1a) with the weight 3.  In other words, this requirement is treated as a 

soft constraint.  For example, for Procedure month, we include constraint (A1cc) with 

contains surplus variable 
Pro

ds . 

Elective rotation constraints from Table 3 

All constraints are written for 2 sessions per week but to make the model general 

this number should be an input parameter.  In addition, two or three housestaff each 

month are on a “jeopardy” rotation and are pulled to cover Friday night shifts every other 

week.  Therefore, they cannot have clinics on the Friday afternoons that they have night 

shift duties.  This is indicated in the call schedule.  As discussed in the pre-processing 

subsection, it is sufficient to exclude Friday PM clinic assignments for those on jeopardy.  

This needs to be done on an individual basis and is not included in the constraints below. 

In addition, the VA does not hold clinics during the last week of the year.  An 

exception is made for those on the advanced outpatient elective rotation, though, so they 

should be assigned 2 clinic sessions in each week in December. 

Advanced outpatient, r = 1, i  
  
N

E

rot (1)  

( , ) ( )

2ids

d D i w s S d

x
 

  ,   w  W; D(i,w) = DW (A2a) 

( , ) ( )

8ids

w W d D i w s S d

x
  

   ,  D(i,w) = DW for all w (A2b) 

Allergy, r = 2, i 
  
N

E

rot (2)  

( , ) ( )

2ids

d D i w s S d

x
 

  ,   w  W; D(i,w) = {Mon PM, Wed PM} for all w (A2c) 

( , ) ( )

8ids

w W d D i w s S d

x
  

   ,  D(i,w) = {Mon PM, Wed PM} for all w (A2d) 
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BMT, r = 3, i 
  
N

E

rot (3)  

( , ) ( )

2ids

d D i w s S d

x
 

  ,   w  W; D(i,w) = DW (A2e) 

( , ) ( )

8ids

w W d D i w s S d

x
  

   ,  D(i,w) = DW for all w (A2f) 

Cardiology consults and Cardiology outpatient, r = 4, i 
  
N

E

rot (4)  

( , ) ( )

2ids

d D i w s S d

x
 

  ,   w  W; D(i,w) = DW (A2g) 

( , ) ( )

8ids

w W d D i w s S d

x
  

   ,  D(i,w) = DW for all w (A2h) 

Cardiology downtown outpatient, r = 5, i 
  
N

E

rot (5)   

2

( , )

2id

d D i w

x


 ,   w  W; D(i,w) = {Mon PM, Wed PM, Fri PM} (A2i) 

2

( , )

8id

w W d D i w

x
 

  ,  D(i,w) = {Mon PM, Wed PM, Fri PM} (A2j) 

Dermatology, r = 6, i 
  
N

E

rot (6)  

( , ) ( )

2ids

d D i w s S d

x
 

  ,   w  W; D(i,w) = {Tue PM, Thu PM} (A2k) 

( , ) ( )

8ids

w W d D i w s S d

x
  

   ,  D(i,w) = {Tue PM, Thu PM} for all w (A2l) 

Endocrine, r = 7, i 
  
N

E

rot (7)  

( , ) ( )

2ids

d D i w s S d

x
 

  ,   w  W;  

D(i,w) = {Mon AM, Tue AM, Thu PM, Fri PM} (A2m) 

( , ) ( )

8ids

w W d D i w s S d

x
  

   ,   

D(i,w) = {Mon AM, Tue AM, Thu PM, Fri PM} for all w (A2n) 

ER  elective, r = 8, i 
  
N

E

rot (8)
 

( , ) ( )

2ids

d D i w s S d

x
 

  ,   w  W; D(i,w) = DW (A2o) 

( , ) ( )

8ids

w W d D i w s S d

x
  

   ,  D(i,w) = DW for all w (A2p) 
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Geri outpatient, r = 9, i 
  
N

E

rot (9)  

( , ) ( )

2ids

d D i w s S d

x
 

  ,   w  W; D(i,w) = DW \ {Thu} (A2q) 

( , ) ( )

8ids

w W d D i w s S d

x
  

   ,  D(i,w) = DW \ {Thu} for all w (A2r) 

GI consults, r = 10, i 
  
N

E

rot (10)  

( , ) ( )

2ids

d D i w s S d

x
 

 
 
,   w  W; D(i,w) = {Mon PM, Tue PM, Fri PM} (A2s) 

( , ) ( )

8ids

w W d D i w s S d

x
  

   ,  D(i,w) = {Mon PM, Tue PM, Fri PM} for all w (A2t) 

Heart station, r = 11, i 
  
N

E

rot (11)  

( , ) ( )

2ids

d D i w s S d

x
 

  ,   w  W; D(i,w) = DW (A2u) 

( , ) ( )

8ids

w W d D i w s S d

x
  

   ,  D(i,w) = DW for all w (A2v) 

Hematology outpatient, r = 12, i  
  
N

E

rot (12)  

( , ) ( )

2ids

d D i w s S d

x
 

  ,   w  W; D(i,w) = DW for all w (A2w) 

( , ) ( )

8ids

w W d D i w s S d

x
  

   ,  D(i,w) = DW for all w (A2x) 

Hepatology UH/VA, r = 13, i 
  
N

E

rot (13)  

( , ) ( )

2ids

d D i w s S d

x
 

  ,   w  W; D(i,w) = DW \ {Thu PM} (A2y) 

( , ) ( )

8ids

w W d D i w s S d

x
  

   ,  D(i,w) = DW \ {Thu PM} for all w (A2z) 

HIV, r = 14, i  
  
N

E

rot (14)  

( , ) ( )

2ids

d D i w s S d

x
 

  ,   w  W; D(i,w) = {Tue PM, Wed, Thu, Fri} for all w (A2aa) 

( , ) ( )

8ids

w W d D i w s S d

x
  

   ,  D(i,w) = {Tue PM, Wed, Thu, Fri} for all w (A2bb) 
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ID consults, r = 15, i 
  
N

E

rot (15)  

2

( , )

2id

d D i w

x


 ,   w  W;  D(i,w) = {Mon, Tue, Wed} (A2cc) 

2

( , )

8id

w W d D i w

x
 

  ,  D(i,w) = {Mon, Tue, Wed} for all w (A2dd) 

Musculoskeletal (MSK) r = 16, i 
  
N

E

rot (16)  

2

( , )

2id

d D i w

x


 ,   w  W; D(i,w) = {Mon, Wed, Fri} for all w (A2ee) 

2

( , )

8id

w W d D i w

x
 

  ,  D(i,w) = {Mon, Wed, Fri} for all w (A2ff) 

Nephrology inpatient, r = 17, i 
  
N

E

rot (17)  

( , ) ( )

2ids

d D i w s S d

x
 

  ,   w  W; D(i,w) = {Tue PM, Thu PM, Fri PM} (A2gg) 

( , ) ( )

8ids

w W d D i w s S d

x
  

   ,  D(i,w) = {Tue PM, Thu PM, Fri PM} for all w (A2hh) 

Nephrology outpatient, r = 18, i 
  
N

E

rot (18)  

( , ) ( )

2ids

d D i w s S d

x
 

  ,   w  W; D(i,w) = {Mon PM, Tue AM, Thu PM} (A2ii) 

( , ) ( )

8ids

w W d D i w s S d

x
  

   ,  D(i,w) = {Mon PM, Tue AM, Thu PM} for all w (A2jj) 

Neurology, r = 19, i 
  
N

E

rot (19)  

( , ) ( )

2ids

d D i w s S d

x
 

  ,   w  W; D(i,w) = {Tue, Wed PM, Thu PM} (A2kk) 

( , ) ( )

8ids

w W d D i w s S d

x
  

   ,  D(i,w) = { Tue, Wed PM, Thu PM} for all w (A2ll) 

Office medicine, r = 20, i 
  
N

E

rot (20)  

( , ) ( )

2ids

d D i w s S d

x
 

  ,   w  W ;  D(i,w) = DW (A2mm) 

( , ) ( )

8ids

w W d D i w s S d

x
  

   ,  D(i,w) = DW for all w (A2oo) 
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Palliative, r = 21, i  
  
N

E

rot (21)  

( , ) ( )

2ids

d D i w s S d

x
 

  ,   w  W ;   

D(i,w) = {Mon, Tue PM, Wed PM, Fri PM} (A2pp) 

( , ) ( )

8ids

w W d D i w s S d

x
  

   ,   

 D(i,w) = {Mon, Tue PM, Wed PM, Fri PM} for all w (A2qq) 

Pancreas, r = 22, i 
  
N

E

rot (22)  

( , ) ( )

2ids

d D i w s S d

x
 

  ,   w  W ;   

D(i,w) = {Mon PM, Tue, Wed PM, Fri PM} (A2rr) 

( , ) ( )

8ids

w W d D i w s S d

x
  

   ,   

D(i,w) = {Mon PM, Tue, Wed PM, Fri PM} for all w (A2ss) 

Procedure, r = 23, i 
  
N

E

rot (23)  

( , ) ( )

2ids

d D i w s S d

x
 

  ,   w  W; D(i,w) = DW \ {1
st
 day of the month,  

AM first week (1
st
 to 7

th
), 3

rd
 Wed PM} (A1tt) 

( , ) ( )

8ids

w W d D i w s S d

x
  

   ,  D(i,w) = DW \ {1
st
 day of the month,  

 AM first week (1
st
 to 7

th
), 3

rd
 Wed PM} for all w (A1uu) 

Pulmonary consults, r = 24, i 
  
N

E

rot (24)  

( , ) ( )

2ids

d D i w s S d

x
 

  ,   w  W; D(i,w) = {Mon PM, Tue} for all w (A2vv) 

( , ) ( )

8ids

w W d D i w s S d

x
  

   ,  D(i,w) = {Mon PM, Tue} for all w (A2ww) 

Pulmonary outpatient, r = 25, i 
  
N

E

rot (25)  

( , ) ( )

2ids

d D i w s S d

x
 

  ,   w  W; D(i,w) = {Mon PM, Tue PM, Fri PM} (A2xx) 

( , ) ( )

8ids

w W d D i w s S d

x
  

   ,  D(i,w) = {Mon PM, Tue PM, Fri PM} for all w (A2yy) 
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Quality improvement, r = 26, i 
  
N

E

rot (26)  

( , ) ( )

2ids

d D i w s S d

x
 

  ,   w  W; D(i,w) = {Mon, Tue, Thu PM} (A2zz) 

( , ) ( )

8ids

w W d D i w s S d

x
  

   ,  D(i,w) = {Mon, Tue, Thu PM} for all w (A2aaa) 

Radiology, r = 27, i 
  
N

E

rot (27)  

( , ) ( )

2ids

d D i w s S d

x
 

  ,   w  W; D(i,w) = DW (A2bbb) 

( , ) ( )

8ids

w W d D i w s S d

x
  

   ,  D(i,w) = DW for all w (A2ccc) 

Research, r = 28, i  
  
N

E

rot (28)  

( , ) ( )

2ids

d D i w s S d

x
 

  ,   w  W; D(i,w) = DW (A2ddd) 

( , ) ( )

8ids

w W d D i w s S d

x
  

   ,  D(i,w) = DW for all w (A2eee) 

Rheumatology, r = 29, i 
  
N

E

rot (29)  

( , ) ( )

2ids

d D i w s S d

x
 

  ,   w  W; D(i,w) = {Tue, Fri PM} (A2fff) 

( , ) ( )

8ids

w W d D i w s S d

x
  

   ,  D(i,w) = {Tue, Fri PM} for all w (A2ggg) 

Teaching, r = 30, i 
  
N

E

rot (30)  

( , ) ( )

2ids

d D i w s S d

x
 

  ,   w  W; D(i,w) = DW (A2hhh) 

( , ) ( )

8ids

w W d D i w s S d

x
  

   ,  D(i,w) = DW for all w (A2iii) 

Women’s health, r = 31, i 
  
N

E

rot (31)  

( , ) ( )

2ids

d D i w s S d

x
 

  ,   w  W; D(i,w) = DW  (A2jjj) 

( , ) ( )

8ids

w W d D i w s S d

x
  

   ,  D(i,w) = DW for all w (A2kkk) 

Each elective rotation includes two common sets of constraints to deal with the 

requirement of “two sessions a week”.  The constraints associated with Women’s health 
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are representative.  The first set limits the number of sessions each week to at most 2; the 

second places a minimum of 8 on the number of sessions each month.  This design allows 

some scheduling flexibility and avoids creating an infeasible instance when there are 

more than four weeks in a month.  That is, if the first or last week contains less than 5 

days, it may not be possible to schedule two sessions in those weeks for some housestaff.  

To accommodate vacations and short months like December, again, we calculate the 

maximum number of sessions each housestaff can be assigned clinic duty each month, 

month

in , for all i , and replace the right-hand side of the second set of constraints for 

each elective, now given as 8, with month

in  if 8month

in  . 

For the most part, these constraints have the same format regardless of elective.  

What differs is the days of the week for which they apply.  The set D(i,w) contains the 

applicable days for a particular intern or resident i. 
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Appendix B: Pseudocode for Post-processor 

Post-processing_algorithm 

Input: Schedule from Cplex solution;  

SI(i), set of sessions where housestaff i  N has clinic duty in the current 

schedule;  

SC(i), set of contingency sessions for housestaff i  N 

Output: Updated schedule 

Step 1. Eliminate violations of goal 2 associated with required inpatient service. 

FOR r  ISP  R
req 

FOR d  D
 

WHILE there is a violation of goal 2 for rotation r on day d 

FOR i 
  
N

R

rot (r ) , where housestaff i has clinic duty on day d 

Record the housestaff with maximum number of sessions in 

the month, denote person by i
*
.  If there are ties, choose one 

who reaches the maximum arbitarily (e.g., choose the 

housestaff by alphabetical order of their names). 

ENDFOR 

Delete the assignment of housestaff i
*
 on day d. 

ENDWHILE 

ENDFOR 

ENDFOR 

Step 2. Add contigency sessions. 

WHILE 1
 

FOR i  N such that housestaff i has contingency sessions 

If no one has contingency sessions, then 

Exit WHILE. 

Else 
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Record the housestaff with minimum number of sessions in the 

month; denote person by i
*
.  If there are ties, choose one who 

reaches the minimum arbitarily. 

Endif 

ENDFOR 

FOR s  SC(i) 

Record the session with maximum shortage of housestaff; denote it by 

s
*
.  If there are ties, choose one that reaches the maximum arbitrarily 

(e.g., choose the session by time order). 

ENDFOR 

Add a clinic duty for housestaff i
*
 on session s

*
 in the schedule. 

ENDWHILE 

Step 3. Eliminate violations of goal 1 associated with maximum housestaff-to-faculty 

ratio. 

FOR c  C
 

FOR d  D 

FOR s  S(d) 

WHILE there is a violation of goal 1 on day d session s at clinic c 

FOR i  N(c), where housestaff i has clinic duty on day d 

session s 

If a housestaff can be moved to a contingency session, 

then 

Move the housestaff to a contingency session; exit 

FOR, and continue WHILE. 

Else 

Record the housestaff with maximum number of 

sessions in the month; denote person by i
*
.  If there 

are ties, choose one who reaches the maximum 

arbitarily. 
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Endif 

ENDFOR 

Delete the assignment of housestaff i
*
 on day d session s. 

ENDWHILE 

ENDFOR 

ENDFOR 

ENDFOR 

Step 4. Eliminate violation of goals 3 associated with 1 or 5 housestaff at UH-GMC. 

c = UH-GMC
 

FOR d  D 

FOR s  S(d) 

If there is a violation of goal 3 on day d session s 

FOR i  N(c), where housestaff i has clinic duty on day d session 

s 

If a housestaff can be moved to a contingency session, then 

Move the housestaff to a contingency session; exit FOR, 

and continue WHILE. 

Else 

Record the housestaff with maximum number of 

sessions in the month; denote person by i
*
.  If there are 

ties, choose one who reaches the maximum arbitarily. 

Endif 

ENDFOR 

Delete the assignment of housestaff i
*
 on day d session s. 

Endif 

ENDFOR 

ENDFOR 

Step 5. Try to reduce violations of goal 4 associated with elective inpatient service. 

FOR r  ISP  R
elec 
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FOR d  D
 

WHILE there is a violation of goal 4 for rotation r on day d 

FOR i  ( )rot

EN r , where housestaff i has clinic duty on day d 

Record the housestaff with maximum number of sessions in 

the month; denote person by i
*
.  If there are ties, choose one 

who reaches the maximum arbitarily. 

ENDFOR 

If housestaff i
*
 has enough sessions in the month, then 

Delete the assignment of housestaff i
*
 on day d. 

Else 

Exit WHILE. 

Endif 

ENDWHILE 

ENDFOR 

ENDFOR 

At Step 1, violations of goal 2 are eliminated by removing one clinic session at a 

time for those housestaff members on required inpatient services.  On a given day and for 

a given session, the person who has been assigned the maximum number of sessions 

during  months is chosen first.  Ties are broken arbitarily.  The complexity of this step is 

O(R
req.D .N).  At Step 2, add contingency sessions for housestaff who are on rotations that 

have contingencies.  We try to add as many contingency sessions as possible, the person 

who has been assigned the minimum number of sessions is chosen first; for a given 

person, a session with maximum shortage of housestaff is chosen first.  Ties are broken 

arbitrarily.  The complexity of this step is O(N.D .S).  At Step 3, violations of goal 1 are 

eliminated by moving or removing one clinic session at a time for those housestaff on 

sessions that exceeds the maximum housestaff-to-faculty ratio.  We first try to move a 

housestaff to a contingency session; if that’s not the case, then we will need to remove a 

session.  On a given clinic and a given session, the person who has been assigned the 

maximum number of sessions is chosen first.  Ties are broken arbitarily.  The complexity 
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of this step is O(C.D .S .N).  At Step4, violations of goal 3 are eliminated by moving or 

removing one clinic session at a time for those housestaff on UH-GMC sessions that has 

1 or 5 housestaff.  We first try to move a housestaff to a contingency session; if that’s not 

the case, then we will need to remove a session.  On a given day and a given session, 

housestaff who has the maximum number of sessions is chosen first.  Ties are broken 

arbitarily.  The complexity of this step is O(D .S .N).  At Step 5, violations of goal 4 are 

reduced by removing one clinic session at a time for those housestaff on elective inpatient 

services.  On a given day and a given session, the person who has been assigned the 

maximum number of sessions is chosen first, and we only remove the clinic session if the 

housestaff has enough sessions during the month.  Ties are broken arbitarily.  The 

complexity of this step is O(R
eles.D .N). 

Post-processing_Algorithm can be viewed as a greedy procedure since 

it always chooses the housestaff with the maximum (or minimum) number of sessions in 

the month.  This will often be myopic and not produce the best overall results.  To 

address this issue instead of comparing the number of sessions, we compare the number 

of sessions plus some random number and choose the housestaff with the maximum (or 

minimum) value of the sum.  For example, if we have three housestaff to compare in Step 

1 and they have 6, 7, 8 sessions during the month respectively; say the random number is 

generated from a uniform distribution from 0 to 2 and the random numbers are 1.2, 1.7, 

0.5 respectively.  If we use the greedy procedure, we will choose housestaff 3; while now 

by adding the random number, housestaff 2 has the maximum value (7+1.7=8.7).  We use 

this kind of procedure since it also considers the original information instead of total 

randomness.  We can control the effect of randomness by changing parameters of the 

random number.  In the example above, we can change the range of the uniform 

distribution; if the range is less than 2, then we will never choose a housestaff whose 

number of sessions is 2 less than the maximum, like housestaff 1.  We should also expect 

that there are very little ties in the comparison as long as the precision of the random 

number is high.  We call this procedure the Randomized_Post-
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processing_Algorithm.  For K an input parameter specifying the number of times 

to run the algorithm, we have: 

FOR k from 1 to K 

Let  (0) be the initial schedule and g(0) be an 12-dimensional vector of goal 

violations associated with  (0). 

Run the Randomized_Post-processing_Algorithm to get 

schedule (k) and goal violations g(k) = (g1(k), g2(k), …, g11(k)). 

If g(k) is lexicographically less than g(k1), then update the incumbent by 

putting (k)  (k). 

ENDFOR 

Output the best schedule. 
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Appendix C: Sample input.txt File for Scheduling Code 

2012 $ Academic ear 

0 $ Leap year (1/0 means Y/N) 

7 $ First month of scheduling year (1-12 means Jan-Dec) 

11 $ Current month (1-12 means Jan-Dec) 

7 $ First day of year in the week (1-7 means Mon-Sun) 

14 $ First day of the first month when interns can be assigned clinic duty 

23 $ Last day of December on which housestaff can be assigned clinic duty except for 

those on advanced outpatient rotations 

 

Maximum number of housestaff followed by holidays for each clinic 

VA-IMC,0,4,4,6,0,6,3,5,4,6 

Holidays: 1/1,1/21,2/18,5/27,7/4,9/3,10/8,11/12,11/22,11/23,12/25 

VA-GEM,0,4,0,4,0,4,0,4,0,0 

Holidays: 1/1,1/21,2/18,5/27,7/4,9/3,10/8,11/12,11/22,11/23,12/25 

UH-GMC,4,8,4,8,0,8,0,8,0,8 

Holidays: 1/1,1/16,2/20,5/28,7/4,9/3,11/22,11/23,12/25 

 

Penalty coefficients 

64 $ alpha1, housestaff on ward rotations should be assigned one clinic session per week 

32 $ alpha2, a different housestaff should be assigned to the MACC each day 

16 $ alpha3, penalty for each violation of the rule "different clinic days for housestaff" 

for some (required) rotations 

8 $ alpha4, ratio of housestaff-to-faculty should be maximized 

4 $ alpha5, interns/residents on ward rotations should not be assigned clinic duty on the 

1st/27th day of the month 

4 $ alpha6, preferable to assign two sessions on the same day rather than different days 

during each week 

2 $ alpha7, each housestaff should be assigned the same clinic day each week 
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1 $ alpha8, better to spread out intern assignments from the 27th through end of month 

1000 $ M1, penalty for each violation of the housestaff-faculty ratio 

1000 $ M2, penalty for violation of the rule "at least one housestaff on an inpatient 

rotation should stay on the service" 

500 $ M3, penalty for each violation of assigning 1 or 5 housestaff on a session 

200$ M4, penalty for violation of the rule "at least one housestaff on an elective inpatient 

rotation should stay on the service" 

 

GACC month assignments for the year 

Rajlakshmi, Mona$ July 

Bowhay, Elizabeth$ August 

Quade, Robert$ September 

Habib, Sheila$ October 

Hernaiz, Johanna$ November 

 

Clinic abbreviations, AMION unique ID numbers, and AMION backup ID numbers 

"cc","1819","37" 

"MC","2165","52" 

"GACC","2178","58" 

"VA-IMC","2225","61" 

"PR","2270","62" 

"UH-GMC","2271","63" 

"UH","2272","64" 

"macc","2274","66" 

"VA-GEC","2333","67" 

"VA-GEM","2334","68" 

"geri","2335","69" 

"pre-op","2339","70" 

"neuro clinic","2343","71" 
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Appendix D: Sample rotation.txt Input File for Scheduling Code 

 (Note: All variations of the spelling of a rotation must be included.) 

Field 1-2: Rotation name, Unique number 

Field 3-5: Type, Inpatient (1/0 means Y/N), Number of sessions 

Field 6-15: Available sessions (Monday AM, Monday PM, …, Friday PM; 0 means not 

available, 1 means available and 2 means contingency) 

 

adol%,1,r,0,2,0,1,1,1,0,1,1,1,0,1 

adol^,1,r,0,2,0,1,0,1,0,1,0,1,0,0 

adol,1,r,0,2,1,1,1,1,0,2,0,2,0,2 

adolesc%,1,r,0,2,0,1,1,1,0,1,1,1,0,1 

adolesc^,1,r,0,2,0,1,0,1,0,1,0,1,0,0 

adolesc,1,r,0,2,1,1,1,1,0,2,0,2,0,2 

ambulatory,2,r,0,2,0,0,0,1,0,0,0,0,0,1 

er,3,r,0,1,0,2,0,1,0,2,0,1,0,2 

geri,4,r,0,2,0,0,0,1,0,1,0,0,0,0 

Heme,5,r,1,1,0,1,0,1,0,1,0,1,0,1 

HIV,6,r,1,1,0,0,0,1,0,0,0,1,0,0 

MCS,7,r,1,1,0,0,0,1,0,1,0,1,0,1 

Neuro,8,r,1,1,0,0,0,1,0,1,0,0,0,0 

neurology,8,r,1,1,0,0,0,1,0,1,0,0,0,0 
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Appendix E: Pseudocodes for Generating the Network Model 

E.1 Initialization 

Initialization_for_network_model_generation 

Input: input.txt, rotation.csv, block_schedule.txt 

Output: housestaff object for every intern and resident 

Step 1. Read input.txt. 

 1a. Read basic information. 

The basic information defines the scheduling environment and includes 

“Academic year,” “Leap year (Y/N),” “First month of scheduling year” 

and “Current month.” 

 1b. Read clinic information. 

This includes the weekly staffing limits and holidays for each clinic.  If a 

clinic has different limits from one week to the next, then an additional file 

called “Clinic name_monthly_staffing.csv” must be read. 

 1c. Read weights for every soft constraint or goal. 

 1d. Read GACC monthly assignments for the scheduling year. 

 1e. Read AMION unique ID for every clinic assignment. 

Step 2. Read rotation information from rotation.csv; specifically, rotation type, 

inpatient or not, required number of sessions per week, and available weekly 

sessions. 

Step 3. Read block_schedule.txt. 

 For each housestaff 

Read basic information like housestaff name, PGY and assigned clinic.   

Read daily assignments including rotation assignments, call schedule and 

vacations.  From each housestaff’s rotation assignment, determine the 

available sessions and required number of sessions per week from the 

rules associated with his or her rotation. 

Construct object to store the information. 

 End 
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E.2 Generate the network model 

Generating_the_network_model 

Input: Housestaff objects 

Output: Graph representing the network model (illustrated by Figure 5) 

Step 1. Create a supersource node s and supersink node t, add an arc from t to s with 

lower bound 0 and upper bound equals to the summation of the maximum 

staffing level over all clinics and all sessions during the planning horizon. 

Step 2. For each housestaff i  N, let nsi denote the required number of sessions per 

week for housestaff i 

Generate housestaff node i, add an arc from supersource node s to i with 

lower bound 3nsi and upper bound 5nsi.  The lower bound should be 

adjusted accordingly when the intern or resident does not have enough 

available sessions during the scheduling month. 

For each week w  W 

Generate week node iw, add arc from housestaff node i to iw with 

lower bound 0 and upper bound nsi. 

End 

End 

Step 3. For each week w  W 

Generate accumulating node Kw 

For each day d  D 

Generate day node dw 

For each housestaff i  N 

Add arc from week node iw to day node dw with lower bound 0 

and upper bound 1 if day d is an available day for housestaff i. 

End 

Add arc from day node dw to node Kw with lower bound 0 and upper 

bound equals to the maximum staffing level of day d. 

End 
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Add arc from node Kw to supersink node t with lower bound 0 and upper 

bound equals to the summation of the maximum staffing level of days in 

week w. 

End 
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Appendix F: Sample Block Schedule Solution for Internal Medicine 

Table 39: Detailed block schedule associated with solution #1 for Internal Medicine PGY 1 housestaff 

Clinic July August September October November December January February March April May June 

VA-IMC CCU Ambulatory ward elective ward ER MICU ward ward Procedure Night Float ward 

UH-GMC ward CCU Procedure ward Night Float ward ER MICU Ambulatory elective ward ward 

UH-GMC ward ward CCU Ambulatory Night Float Procedure ward ER elective MICU ward ward 

UH-GMC ward elective CCU Procedure ward ward MICU Ambulatory Night Float ER ward ward 

UH-GMC Night Float ER ward CCU ward Ambulatory ward ward Procedure elective MICU ward 

UH-GMC ward ward MICU elective Ambulatory ward CCU ward ER Night Float Procedure ward 

UH-GMC MICU ER Night Float ward ward Ambulatory ward Procedure CCU ward elective ward 

UH-GMC ward ward ER Night Float ward MICU Procedure ward CCU Ambulatory ward elective 

UH-GMC ward Night Float ward ER ward ward Ambulatory elective CCU ward MICU Procedure 

UH-GMC Night Float Procedure ward ward MICU Ambulatory ward ER ward CCU elective ward 

UH-GMC ward ward MICU ER ward ward Night Float elective ward CCU Ambulatory Procedure 

UH-GMC MICU ward Procedure ward ward elective Night Float ward ward ER CCU Ambulatory 

UH-GMC elective Night Float ward ward Procedure ward ward ER MICU ward CCU Ambulatory 

VA-GEM ER CCU ward ward elective MICU Procedure Night Float Ambulatory ward ward ward 

VA-GEM ward ER elective MICU ward CCU Procedure Night Float ward Ambulatory ward ward 

VA-GEM Procedure ward MICU ward ER CCU ward Ambulatory ward Night Float ward elective 

VA-GEM ER Procedure ward ward Ambulatory ward Night Float ward elective MICU ward CCU 

VA-GEM ward Ambulatory ward Procedure MICU ward elective ward Night Float ward ER CCU 

VA-IMC CCU elective Ambulatory Night Float ward ward ER MICU ward ward Procedure ward 

VA-IMC elective MICU Ambulatory CCU Procedure ward ward ward ER ward ward Night Float 

VA-IMC ward MICU ward Procedure CCU ER elective ward ward ward Ambulatory Night Float 

VA-IMC Ambulatory Night Float ER ward CCU elective ward ward ward Procedure ward MICU 

VA-IMC MICU ward Night Float Ambulatory ward CCU ward Procedure ward ward elective ER 

VA-IMC ward ward ward Ambulatory Night Float Procedure CCU ward MICU elective ER ward 

VA-IMC Ambulatory ward ward MICU elective ward ward CCU Procedure ward Night Float ER 

VA-IMC Procedure ward ER ward elective Night Float ward CCU Ambulatory ward ward MICU 

VA-IMC ward ward elective ward ER Night Float Ambulatory ward ward CCU Procedure MICU 
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Table 40: Detailed block schedule associated with solution #1 for Internal Medicine PGY 2 housestaff 

Clinic July August September October November December January February March April May June 

UH-GMC ward CCU Heme/ICU Geriatrics MICU ward elective elective Neurology elective ward HIV 

UH-GMC MICU Geriatrics CCU ward elective elective Neurology Heme/ICU ward HIV elective ward 

UH-GMC HIV Heme/ICU CCU Neurology Geriatrics elective ward MICU ward elective elective ward 

UH-GMC ward MICU Geriatrics CCU elective elective elective HIV Heme/ICU ward Neurology ward 

UH-GMC ward HIV elective Heme/ICU elective ward CCU ward elective MICU Geriatrics Neurology 

UH-GMC elective ward elective Heme/ICU Neurology Geriatrics HIV CCU elective ward MICU ward 

UH-GMC ward elective elective elective ward Neurology Geriatrics CCU ward MICU HIV Heme/ICU 

UH-GMC ward elective elective Neurology ward Geriatrics HIV ward CCU Heme/ICU elective MICU 

UH-GMC elective ward elective Geriatrics MICU ward Neurology ward CCU Heme/ICU HIV elective 

UH-GMC Neurology Heme/ICU MICU HIV Geriatrics ward elective ward elective elective CCU ward 

VA-GEM Geriatrics elective ward MICU elective Heme/ICU CCU elective Neurology ward ward HIV 

VA-GEM elective elective Heme/ICU MICU HIV ward ward Geriatrics ward Neurology CCU elective 

VA-GEM Heme/ICU elective ward ward Neurology elective MICU HIV elective ward CCU Geriatrics 

VA-GEM Heme/ICU Neurology ward elective ward MICU ward elective HIV Geriatrics elective CCU 

VA-GEM elective ward Heme/ICU elective MICU elective ward Geriatrics HIV ward Neurology CCU 

VA-IMC CCU elective ward ward HIV Heme/ICU ward Neurology elective elective MICU Geriatrics 

VA-IMC CCU ward ward elective elective HIV Geriatrics Neurology Heme/ICU ward elective MICU 

VA-IMC Neurology CCU HIV elective ward MICU elective elective ward Geriatrics ward Heme/ICU 

VA-IMC ward HIV Geriatrics CCU ward Neurology Heme/ICU elective MICU elective elective ward 

VA-IMC elective Neurology HIV ward CCU ward elective MICU Geriatrics ward Heme/ICU elective 

VA-IMC Geriatrics MICU Neurology ward CCU elective elective ward ward HIV Heme/ICU elective 

VA-IMC HIV ward MICU elective Heme/ICU CCU ward elective Geriatrics Neurology elective ward 

VA-IMC elective ward ward HIV ward CCU Heme/ICU elective MICU elective Geriatrics Neurology 

VA-IMC Geriatrics ward Neurology ward elective HIV MICU Heme/ICU elective CCU ward elective 

VA-IMC MICU Geriatrics elective HIV Heme/ICU elective ward ward Neurology CCU ward elective 
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Table 41: Detailed block schedule associated with solution #1 for Internal Medicine PGY 3 housestaff 

Clinic July August September October November December January February March April May June 

UH-GMC MICU elective Night Float elective CCU elective elective ward Adol/ICU elective ward MCS 

UH-GMC MCS Night Float elective ward CCU elective Adol/ICU elective elective elective ward MICU 

UH-GMC ward Night Float elective elective Adol/ICU CCU elective elective MICU ward MCS elective 

UH-GMC elective Adol/ICU elective Night Float ward CCU elective MCS ward MICU elective elective 

UH-GMC Adol/ICU ward MICU MCS ward elective CCU elective elective Night Float elective elective 

UH-GMC ward elective Adol/ICU elective Night Float ward CCU elective MICU elective elective MCS 

UH-GMC Adol/ICU MCS elective MICU elective Night Float ward ward elective elective CCU elective 

UH-GMC elective ward ward Night Float elective MICU elective elective MCS Adol/ICU CCU elective 

UH-GMC elective elective elective Night Float ward Adol/ICU MCS MICU elective elective CCU ward 

UH-GMC elective ward MICU elective MCS Adol/ICU ward elective elective Night Float elective CCU 

UH-GMC elective elective ward elective elective Night Float elective MICU Adol/ICU ward MCS CCU 

UH-GMC Night Float elective Adol/ICU elective elective ward MICU ward elective elective MCS CCU 

VA-GEM ward Adol/ICU elective CCU elective elective MCS Night Float elective ward elective MICU 

VA-GEM ward elective Adol/ICU elective MCS Night Float elective CCU ward MICU elective elective 

VA-GEM elective Night Float ward elective elective elective elective CCU MCS Adol/ICU MICU ward 

VA-GEM elective MICU elective ward Adol/ICU ward elective elective CCU MCS Night Float elective 

VA-GEM MICU elective MCS elective Adol/ICU elective Night Float ward CCU elective elective ward 

VA-IMC CCU ward MCS MICU elective elective ward Adol/ICU elective elective Night Float elective 

VA-IMC CCU elective MICU elective elective elective Adol/ICU elective MCS ward ward Night Float 

VA-IMC MCS CCU elective ward MICU elective ward elective Night Float elective Adol/ICU elective 

VA-IMC ward CCU elective Adol/ICU elective MICU elective Night Float ward MCS elective elective 

VA-IMC elective MCS CCU elective ward elective Night Float ward elective elective MICU Adol/ICU 

VA-IMC elective ward CCU Adol/ICU MCS MICU ward elective Night Float elective elective elective 

VA-IMC elective elective ward CCU elective MCS MICU Adol/ICU ward elective elective Night Float 

VA-IMC elective MICU elective ward Night Float elective elective MCS ward CCU Adol/ICU elective 

VA-IMC Night Float elective elective ward MICU MCS elective elective elective CCU ward Adol/ICU 

VA-IMC MICU elective Night Float MCS elective ward elective Adol/ICU elective CCU elective ward 
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Appendix G: Data Collection Form for Family Health Center 

Table 42: Sample data collection form for the morning session on September 5, 2013 

Patient 

ID 

Appointment 

time 

Check-in 

time 

Complete 

registration 

MA triage Provider assessment 
Present to 

faculty 

Works on 

EMR 
MA discharge 

ID Start Finish ID 
Enters 

Room 

Leaves 

Room 
Start Finish Start Finish 

Enters 

room 

Patient 

leaves 

1229 8:00 7:37 7:40 301 8:00 8:03 24359 8:04 8:14 8:18 8:23 8:14 8:18 8:20 8:22 

388 8:15 8:09 8:15 301 8:21 8:25 24359 8:29 8:34 8:39 8:40 8:34 8:39 8:40 8:42 

9895 8:30 No-show 
           

 
 

5183 9:00 8:49 9:05 301 9:12 9:19 24359 9:26 9:37 9:40 9:45 9:37 9:40 9:46 9:50 

7316 9:15 8:17 8:14 301 8:30 8:34 24359 8:45 9:00 9:12 9:19 9:00 9:12 9:24 9:26 

3378 9:30 9:27 9:37 301 9:49 9:53 24359 9:56 10:08 10:14 10:16 10:08 10:14 10:00 10:03 

9289 9:45 9:34 9:48 301 9:53 9:59 24359 10:16 10:24 10:24 10:26 10:26 10:32 
 

10:24 

6780 10:00 10:00 10:17 301 10:22 10:25 24359 10:33 10:39 10:55 10:58 10:39 10:44 10:51 10:53 

3169 10:30 No-show 
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