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Projecting the ice sheets’ contribution to sea-level rise is difficult because of the

complexity of accurately modeling ice sheet dynamics for the full polar ice sheets,

because of the uncertainty in key, unobservable parameters governing those dynamics,

and because quantifying the uncertainty in projections is necessary when determining

the confidence to place in them.

This work presents the formulation and solution of the Bayesian inverse problem

of inferring, from observations, a probability distribution for the basal sliding pa-

rameter field beneath the Antarctic ice sheet. The basal sliding parameter is used

within a high-fidelity nonlinear Stokes model of ice sheet dynamics. This model maps

the parameters “forward” onto a velocity field that is compared against observations.

Due to the continental-scale of the model, both the parameter field and the state

variables of the forward problem have a large number of degrees of freedom: we

consider discretizations in which the parameter has more than 1 million degrees of

freedom. The Bayesian inverse problem is thus to characterize an implicitly defined

distribution in a high-dimensional space. This is a computationally demanding prob-

lem that requires scalable and efficient numerical methods be used throughout: in

discretizing the forward model; in solving the resulting nonlinear equations; in solv-

v



ing the Bayesian inverse problem; and in propagating the uncertainty encoded in the

posterior distribution of the inverse problem forward onto important quantities of

interest.

To address discretization, a hybrid parallel adaptive mesh refinement format is

designed and implemented for ice sheets that is suited to the large width-to-height

aspect ratios of the polar ice sheets. An efficient solver for the nonlinear Stokes equa-

tions is designed for high-order, stable, mixed finite-element discretizations on these

adaptively refined meshes. A Gaussian approximation of the posterior distribution

of parameters is defined, whose mean and covariance can be efficiently and scalably

computed using adjoint-based methods from PDE-constrained optimization. Using a

low-rank approximation of the covariance of this distribution, the covariance of the

parameter is pushed forward onto quantities of interest.
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Chapter 1. Introduction

1.1 Motivation

The mass balance of the polar ice sheets will be critical to climate in the coming

century, yet there is much uncertainty surrounding both the current mass balance of

ice sheets and its future evolution. The current rate of ice sheet mass loss was re-

cently estimated at roughly 200 billion metric tons per year in [Shepherd et al., 2012]

using data from various sources, including radar and laser altimetry, gravimetric ob-

servations, and surface mass balance calculations of regional climate models. There

is great uncertainty in this estimate: in that same work, the mass balance estimates

for the Antarctic ice sheet have confidence intervals with magnitudes as large as the

estimates themselves.1 Observations also point to an acceleration of mass loss from

the polar ice sheets [Hanna et al., 2013]. Driven by increased warming, collapse of

even a small portion of one of these ice sheets has the potential to greatly acceler-

ate this figure. Indeed, recent evidence suggests that sea level rose abruptly at the

end of the last interglacial period (118,000 years ago) by 5–6 m; the likely cause is

catastrophic collapse of an ice sheet driven by warming oceans [O’Leary et al., 2013].

Based on a conservative estimate of a half meter of sea level rise, the Organization for

Economic Cooperation and Development estimates that the 136 largest port cities,

with 150 million inhabitants and $35 trillion worth of assets, will be at risk from
1+14 ± 43 billion metric tons from East Antarctica, −65 ± 26 from West Antarctica, −20 ± 15

from the Antarctic peninsula.
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coastal flooding by 2070 [Nicholls et al., 2008].

The above estimates of the current mass balance of the ice sheets are best de-

scribed as extrapolations of empirical observations. Model-based prediction—where

empirical observations are used to constrain a dynamic model of the ice sheets—have

the potential to increase the accuracy of both contemporary mass balance estimates

and projections of future behavior. Full ice sheet models have been developed for

decades: an early successful model, for instance, was the SICOPOLIS model of the

Greenland ice sheet [Greve, 1997b, Greve, 1997a]. The first continental-scale ice sheet

models had two important limitations to their predictive power. First, they used

two-dimensional approximations of the equations of ice sheet dynamics (which are

described in section 1.2), such as the shallow ice approximation [Hutter, 1983, Chap-

ter 5]. Second, their parameterizations of the basal boundary conditions of the ice

sheets were often simplistic. The first implementation of SICOPOLIS, for example,

used a constant coefficient for the whole ice sheet when defining the basal sliding law

(discussed further in section 1.2), when in reality the basal boundary conditions of the

ice sheet exhibit highly localized variations, due to basal hydrology, till composition,

basal heat flux, etc.

Due to these limitations, the ice sheet models that were incorporated into global

climate simulations for the fourth report of the Intergovernmental Panel on Climate

Change were found to be the source of much of the uncertainty in future climate

projections:

The uncertainty in the projections of the land ice contributions [to sea
level rise] is dominated by the various uncertainties in the land ice models
themselves [...] rather than in the temperature projections. [Meehl et al., 2007]

Following this report their was a renewed interest in improving the accuracy of ice

sheet models and in obtaining improved parameters for those models. Two recently
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developed models include the BISICLES model [Cornford et al., 2012] and the Al-

bany/FELIX model [Kalashnikova et al., 2014]. In [Nowicki et al., 2013] alone one

finds eight additional models of Greenland that participated in the SeaRISE ice-

sheet model intercomparison project. Of those eight models, half still rely on the

shallow ice approximation of ice sheet dynamics (or the related shallow shelf approx-

imation [Morland, 1987]); three use three-dimensional approximations with terms re-

moved from the stress-strain relationships to simplify the equations (such as the hy-

drostatic or Blatter-Pattyn model [Blatter, 1995, Pattyn, 2003]), and only one uses

three-dimensional Stokes equations with a full stress-strain relationship to model both

conservation of momentum and mass. Each of the non-Stokesian approximations

exhibits non-physical behavior is some regimes [Hindmarsh, 2004]: the shallow ice

approximation is known to be a poor model for fast-flowing outlet glaciers, and the

hydrostatic assumption poorly describes steep outlet glaciers.

At the same time, there has also been much research into systematic means of

determining those necessary parameters of ice sheet models that can be observed

only sparsely or not at all. Many parameters needed to initialize and force an ice

sheet model match this description, including the temperature field within the ice,

the basal topography, the fabric of the ice, the water content, and the geothermal heat

flux, among others. If an ice sheet model is not coupled to a full hydrology model, one

of the most influential parameters is the coefficient governing how freely the ice slides

over the substrate beneath it. This coefficient is phenomenological, subsuming many

complicate processes involving melting, refreezing, and till deformation: observations

are necessary to constrain this coefficient.

There are many types of observations that could be used for the purpose of con-

straining the sliding coefficient, included laser altimetry, interferometric synthetic

aperature radar (InSAR), and glacial seismology. Even the most complete set of
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observations, however, will be insufficient, because the process of determining param-

eters from observations is a fundamentally ill-posed one. Recognizing this, researchers

have begun to apply methods from the study of inverse problems to this problem. In

the terminology of inverse problems, the model of ice sheet dynamics is known as the

“forward model” that maps from parameters to observations, and it is used within an

outer loop to define an inverse map. Important recent work in this area includes in-

version for the sliding coefficient for Antarctica in [Morlighem et al., 2013], to invert

for both the sliding coefficient and the basal topography in [Perego et al., 2014], and

to invert for both the sliding coefficient and topography in a time-dependent model

problem in [Goldberg and Heimbach, 2013].

The value of a single choice of parameters is limited, however, when it comes time

to use these parameters for the main purpose of near-term modeling of the ice sheets,

and indeed of all climate modeling, which is to predict quantities of interest (e.g.,

future surface temperature and future sea level rise under various forcing scenarios)

for the purposes of informed decision making. When one uses one set of model

parameters to compute a prediction of these quantities, the question arises of the

sensitivity or uncertainty of the quantities to the parameters. How different would

the quantities be if a different set of parameters were used: in particular, a set of

parameters that is just as likely, given current observations?

Bayesian inversion (described in section 1.3) provides a systematic framework for

end-to-end uncertainty quantification: from observations, through parameter estima-

tion, to quantities of interest. Using Bayesian inversion, the end result of a prediction

is not a single value for each quantity of interest, but a joint probability distribution

of the quantities, describing the uncertainty due to observations, prior knowledge,

and model uncertainty. Such a distribution is clearly much more valuable for decision

makers.
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Bayesian inversion, however, is computationally demanding in the extreme: the

distributions involved are implicitly defined in high-dimensional probability spaces,

having as many dimensions as there are parameters in the model. Obtaining the

value of the posterior distribution of the parameters at a single point, for instance,

requires a full solution of the forward model, so any approach to integration of such a

distribution that relies purely on sampling will be prohibitively expensive to evaluate.

The object of this work is to combine a high-accuracy Stokes model of ice sheet

dynamics with an approach to estimating the posterior distributions of Bayesian

inversion into a scalable approach for end-to-end model-based prediction with uncer-

tainties. In the next two sections the Stokes equations for ice sheet dynamics and

the Bayesian inversion framework are described in greater detail. Following that, we

outline our approach.

1.2 The Governing Equations of Ice Sheet Dynamics

We model ice as an incompressible viscous fluid. If we assume that internal stresses

balance body forces instantaneously, the principles of conservation of momentum and

mass within an ice sheet can be expressed as

−∇ · σ = −ρg, (1.1)

∇ · u = 0, (1.2)

where g is acceleration due to gravity, ρ is the density of ice, u its velocity, and σ is

the Cauchy stress tensor for stresses within the ice. We assume that σ can be split

into two components,

σ = 2µD(u)− pI, (1.3)
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where Ip is the mean hydrostatic stress, expressed as the product of the identity

tensor and a scalar pressure, and 2µD(u) is the stress deviator tensor, expressed as

the symmetric gradient of velocity D(u) = 1
2
(∇u+∇uT), isotropically scaled by the

effective viscosity µ. This viscosity is temperature-dependent and shear-thinning: it

is given by

µ(u, T ) = B(T )(D(u)II + ε)
1−n
2n , (1.4)

where B(T ) is an Arrhenius-like temperature dependence, D(u)II is the second invari-

ant of D(u), D(u)II = 1
2
D(u) :D(u), and ε > 0 is a small regularization parameter.

A typical value for n is 3.

The behavior of an ice sheet is highly sensitive to its boundary conditions. At

interfaces with the atmosphere and the ocean, we assume a stress-matching condition,

σn = σin, i ∈ {atmosphere, ocean}. (1.5)

We can assume σatmosphere = 0 and σocean = poceanI. We impose no-slip boundary

conditions on the lateral boundaries where the ice sheet terminates on land.

Conditions beneath the grounded regions of the polar ice sheet are much more

complicated: there one may find a combination of bedrock, sediment, till, and wa-

ter. At this interface, ice may melt, water may refreeze, sediment and till may de-

form. Modeling of these complex sub-glacial processes is an active area of research

[Creyts and Schoof, 2009], but in our work, we do not model these processes explic-

itly, and instead employ two phenomenological models: one involving the components

of u normal to the boundary, the other the tangential components. In the normal di-

rection, we subsume all melting and refreezing of the ice into a spatially heterogeneous

rate ṁ,

u · n = ṁ, (1.6)
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and unless otherwise stated we assume ṁ = 0. For the tangential components T‖u =

−n× (n× u), we assume that the ice is either frozen to the substrate,

T‖u = 0, (1.7)

or that the relationship between T‖u and the stress in the tangent plane takes the

form of a Robin-type boundary condition,

T‖σn+ β(T‖u) = 0. (1.8)

It is further assumed that the function β takes the form of a power law

β(T‖u) = β
(

1
2
|T‖u|2

) 1−m
2m T‖u, (1.9)

where β is a spatially heterogeneous coefficient that subsumes sub-glacial processes

into a single value that, roughly speaking, measures the friction between the ice and

the substrate. We note that if m = 1, this reduces to a linear boundary condition,

and that if β = 0, it reduces to a homogeneous Neumann boundary condition.

If we assume that an ice sheet has a given shape and temperature, one can form

a classical boundary value problem from the equations of motion and boundary con-

ditions presented above. Let Ω be an ice sheet with boundary ∂Ω = ΓD ∪ ΓN ∪ ΓR,

the boundary value problem is to find u and p such that the following equations are
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satisfied:
{equations (1.1) and (1.2)}, x ∈ Ω,

{equation (1.5)}, x ∈ ΓN,

{equations (1.6) and (1.7)}, x ∈ ΓD,

{equations (1.6) and (1.8)}, x ∈ ΓR.

(1.10)

1.3 Bayesian Inversion

Because the coefficient field β is phenomenological, there is only weak a priori knowl-

edge of its value, and it cannot be directly observed. We parametrize this coefficient

by

β(s) = exp(m(s)) (1.11)

so that a function m can be defined in a function space M where each function in

the space defines a valid (non-negative) coefficient field β. We define a probability

measure µprior(m) onM that encodes our a priori knowledge of β.

Any projection of the future behavior of the polar ice sheets that directly models

ice dynamics requires a choice of this m. More credence should be given to the

projections of models that match empirical data. Glaciologists collect and analyze

many types of observations; the most comprehensive data of the polar ice sheets comes

from satellite and aerial observations of surface ice velocity. The set of all observations

can be characterized as a vector dobs ∈ RNd . No empirical data is exact: we assume

that dobs is a sample from a conditional probability distribution πobs(dobs|dtrue), where

dtrue is the true value of what was measured.

We can map the state variables w of a model into the space of observations via

a map b(w): in this case, b measures the velocity field at the observation locations.

The forward model implicitly defines the state in terms of the parameters, w(m).
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Coupled with the map b, this defines a map f : M → RNd that associates a set of

observations with each parameter field. We can use this map to define the conditional

likelihood of a set of parameters m generating the observations dobs,

πlike(dobs|m) := πobs(dobs|f(m)) = πobs(dobs|b(w(m))). (1.12)

This distribution should not just incorporate the uncertainty due to the observation

process, but also the uncertainty due to errors in the model w(m).

Bayes’ rule then allows us to compute µpost(m|d), the probability measure of a

parameter field given a set of observations [Tarantola, 2005], which can be expressed

via the Radon-Nikodym derivative

dµpost(m|dobs)
dµprior(m)

∝ πlike(dobs|m). (1.13)

If we pose this inference problem in a finite-dimensional subspaceMh ⊂ M, Bayes’

rule can be stated in terms of probability distributions,

πpost(m|dobs) ∝ πprior(m) πlike(dobs|m). (1.14)

Then, given any quantity of interest q(m) that can be computed from m (q may

involve the original forward model or some entirely different model), the expected

value of q(m) can be defined by

E[q(m)] :=

∫
Mh

q(m)dµpost(m|dobs) ∝
∫
Mh

q(m)πlike(dobs|m)dµprior(m) (1.15)

=

∫
Mh

q(m)πobs(dobs|b(w(m)))dµprior(m),

(1.16)

9



and higher-order statistics can be defined analogously. From this form we see that any

sampling-based approach to estimating these statistics requires evaluating b(w(m)),

which in turn requires evaluating the forward model. The expense of such approach

that multiplies the cost of the forward model by the number of evaluation it takes for

the statistical estimate to converge. For large parameter spaces (in chapter 4 we shall

demonstrate calculations with more than a million parameters), and large forward

problems, black-box sampling approach are thus intractable.

1.4 Outline

In our approach to modeling the forward problem, we directly discretize the Stokes

equations presented in section 1.2. The Stokes model has not been adopted by all

ice sheet modelers because it is considered an “expensive” model. Shallow approxi-

mations, of course, are smaller in that they are two-dimensional, and the hydrostatic

approximation, though three-dimensional, only models two state variables (horizontal

velocity components u and v), where the Stokes equations require four state variables

(additionally the vertical velocity component w and the pressure p). The shear-

thinning nature of the ice velocity in ice sheets, however, tends toward the develop-

ment of localized ice streams and narrow-mouthed outlet glaciers. The amount of

resolution necessary to accurately describe the flow in these regions is high (accord-

ing to some [Schoof, 2007], for instance, sub-kilometer resolution is required at the

grounding line), while in the vast interior of the ice sheets the flow changes only over

large distances. Thus, with appropriately defined adaptive mesh refinement (AMR),

a Stokes approximation can be less expensive than a uniformly refined hydrostatic

model, yet still demonstrate better accuracy per degree of freedom.

A proven scalable approach to parallel adaptive mesh refinement is the forest-of-
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octrees approach, implemented in the p4est library [Burstedde et al., 2011] (more

will be said about this approach in chapter 2). The isotropic forest-of-octrees ap-

proach is ill-suited to be used directly on the anisotropic shape of the polar ice sheets,

whose horizontal dimensions are orders of magnitude greater than their thickness. In

chapter 2, we define and implement a lightweight extension to the p4est library that

handles the type of anisotropy seen in ice sheet discretizations (and other impor-

tant problems) and provides local control over the aspect-ratio of the elements in the

discretization.

Another reason that ice sheet modelers may not adopt the Stokes equations is

that they are considered more difficult to solve: the shallow approximations and the

hydrostatic approximation are elliptic systems of PDEs, whereas the Stokes equations

are indefinite. Fast solvers have been presented for the hydrostatic approximation

of ice sheet dynamics [Brown et al., 2013], and for Stokes equations as they appear

elsewhere in geodynamics [May and Moresi, 2008]. A central component of this work

is developing a fast, scalable solver for the nonlinear Stokes equations for ice sheet

dynamics, which we present in chapter 3. We demonstrate the effectiveness of this

solver on a family of discretizations based on inf-sup stable mixed finite element

pairs, on both model problems and a discretization of the full Antarctic ice sheet.

Complicating factors that are addressed by our approach include the large aspect-

ratios of the finite elements in the mesh and the non-conforming element interfaces

that result from our local mesh refinement.

Our approach to estimating statistics of the posterior distribution πpost(m|dobs)

(equation (1.14)) is described in chapter 4: it is built around computing a Gaussian

approximation of that distribution, centered at the point of maximum a posteri-

ori likelihood (or MAP point): this approximation is sometimes referred to as the

“Laplace approximation” of the distribution. The MAP point can be computed ef-

11



ficiently using adjoint-based methods of PDE-constrained optimization. The action

of the inverse covariance of the approximation on a vector can likewise be computed

via the solution of adjoint models of the original forward model. We show that the

spectral properties of the covariance operator imply that it is well-described by a

low-rank approximation, and randomized methods can be used to scalably compute

such a low-rank approximation.

The author of this work has recently contributed (with co-authors to be cred-

ited in the following chapters) to papers in each of the areas described above: par-

allel AMR [Burstedde et al., 2010, Isaac et al., 2012, Isaac et al., 2014a], the solu-

tion of the forward equations of ice sheet dynamics [Isaac et al., 2014b], and scal-

able data-to-predictions with quantified uncertainties for large-scale ice sheet models

[Isaac et al., 2015]. In this work, the common thread of those papers is combined to

present an approach to uncertainty quantification that is highly-scalable at three of

the main levels in the computational stack—discretization, the solution of implicit

PDEs, and statistical inversion—that are important not only for estimating param-

eters of ice sheet models, but will be just as important as the computation of even

larger and more complicated inverse problems is attempted in the future.

12



Chapter 2. Adaptive Mesh Refinement

2.1 Motivating AMR for Ice Sheets

The shear-thinning rheology of glacial ice, as was mentioned in chapter 1, leads

to the formation of narrow ice streams, with thin margins between fast and slow

ice velocities. This effect is clearly demonstrated, e.g., in a model problem intro-

duced in [Cornford et al., 2012, Section 4]. In this model problem, the domain is

a 160 km × 160 km periodic slab of ice with a slight pitch, so that flow will be

induced by gravity. The basal sliding parameter (i.e., β in equation (1.8)) varies

sinusoidally transverse to the flow direction. The period of this sinusoidal varia-

tion is 160 km, yet the resulting ice stream is less than 10 km across. In the ma-

jority of ice outside of the ice stream, the gradients in the ice velocity are quite

small, which requires less discretization resolution. The Schoof-Hindmarsh approxi-

mation [Schoof and Hindmarsh, 2010] used in that model problem is a simplification

of the Stokes equations, but the same effect can be observed for the Stokes equations

[Isaac et al., 2014b, Section 6] (see figure 2.1).

Even in the slower moving portions of the ice sheet, meshes for the simulation of

ice flow must address the different length scales that arise. Due to basal drag, vertical

gradients of the ice velocity occur1: to accurately capture the vertical variations of
1In idealized settings, one can describe the shape of these vertical gradients analytically. If the

ice is isothermal and frozen to the bedrock, and there is no variation in the ice thickness or pitch,
then the magnitude of the velocity grows from the base of the ice sheet as z1+n, where z is the
height and n is the exponent in the stress-strain relationship in equation (1.4). Thus in the case of
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(a) (b)

Figure 2.1: Ice stream model problem on a 400×400 km periodic domain of 1 km thick
ice with a 0.5◦ slope to the right. Shown in (a) is the coefficient field β beneath the ice and
in (b) the magnitude of the velocity u at the top surface. A fast flowing ice stream develops
due to the shear thinning rheology. (Reproduced from [Isaac et al., 2014b].)

the state variables, a minimum vertical mesh resolution is necessary. Most ice sheet

models use ∼10 nodes in each vertical column and have a horizontal resolution of 5

km. Since the average thickness of the polar ice sheets is ∼2 km, the width-to-height

aspect ratio φ of these discretizations is ∼25. The Antarctic ice shelves, moreover,

are typically ∼500 m thick, so the same horizontal resolution results in φ ≈ 100.

Thus, when discretizing an ice sheet, we seek to define meshes that allow for local

control of the resolution based on flow features and topography, and local control

of the aspect ratio φ of the elements in the mesh. Because we conduct large-scale

simulations which will require distributed-memory parallelism, we also need the mesh

to be partitioned into the regions assigned into different processes. What we are

after, then, is an approach to parallel AMR that is both well-suited to ice sheets and

scalable.

The author is a contributor to the p4est library for parallel AMR [Burstedde et al., 2011],

whose other primary authors are Carsten Burstedde and Lucas C. Wilcox.2 This

a linear rheology (n = 1), one sees a Couette-like parabolic flow. As the nonlinearity increases, the
boundary layer narrows towards the base of the ice sheet, becoming more plug-like.

2On April 13th, 2015, the author used information from the git repository of the library
(https://github.com/cburstedde/p4est/graphs/contributors) to estimate that writing the library
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Figure 2.2: This seismic wave simulation from [Burstedde et al., 2010] demonstrates
the parallel AMR library p4est. Left: Section through mesh that has been locally adapted
to the size of the spatially-variable wavelengths; low frequency used for illustrative pur-
poses. Middle and right: Two snapshots of waves propagating from an earthquake source;
the mesh is adapted dynamically to track propagating wavefronts. (Reproduced from
[Burstedde et al., 2010].)

library has been used for problems ranging from explicitly time-stepped wave prop-

agation problems [Burstedde et al., 2010] (see figure 2.2) to geometric multigrid hi-

erarchy construction [Sundar et al., 2012]. To satisfy the needs of a wide variety of

applications, the library seeks to provide both an efficient data structure with minimal

redundancy as well as rapid and highly-scalable remeshing routines.

The applications listed above stress the performance of p4est more than the ice

sheet meshing problem: in the computations we present in chapters 3 and 4, the

remeshing capabilities of the library are not tested, and the total mesh setup time is

insignificant in comparison to the runtime of the inversion algorithms in chapter 4.

In spite of the library’s good performance on those more demanding applications, the

main form of AMR implemented by p4est, which is known as the forest-of-octrees

approach, has only limited support for anisotropy, and thus cannot generate meshes

that satisfy all of the requirements that will be placed on them when simulating

thus far has required changing (adding or subtracting) ∼ 270 thousand lines of code: ∼ 60% of
these changes were made by Prof. Burstedde, ∼ 32% were made by the author, ∼ 6% were made by
Prof. Wilcox. Other contributors are listed in the AUTHORS file distributed with the library.

15



the flow of ice sheets. The challenge that is addressed in this chapter is not one of

improving the performance of the p4est library, but of extending its capabilities.

The author has developed an extension to the p4est library called the “p6est”

extension.3 This extension is used and was given a brief description by the author

and his co-authors in [Isaac et al., 2014b], but the scope of that work did not per-

mit a definitive description of the p6est extension. In section 2.2, we give a brief

overview of parallel AMR in general and the forest-of-octrees approach in particular

as background. Then, in section 2.3, we describe the data structures and algorithms

that define the p6est extension as they relate to the forest-of-octrees, and compare

the two approaches. In section 2.4, we demonstrate the p6est in generating a mesh

of the Antarctic ice sheet.

2.2 Review of Parallel AMR and the Forest-of-Octrees

Approach

2.2.1 A constrained optimization description of parallel AMR.

Parallel adaptive mesh refinement algorithms can be thought of as methods for ap-

proximately solving a constrained optimization problem. Given a mesh T , which is

a tiling of a domain Ω by a set {Ki}i∈I of cells that are used in computation, the

task is to find a new mesh T̃ = {K̃i}i∈Ĩ of minimal distance from T that satisfies a

3In the p4est library proper, routines related to quadtrees are prefixed with “p4est”, while
routines related to octrees are prefixed with “p8est:” the extension is a hybrid of the two approaches,
hence the moniker.
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collection of constraints, which we informally represent as

T̃ = arg min d(T , T̃ ), such that

A(T̃ ) = 0,

B(T̃ ) ≤ 0.

(2.1)

The distance d(T , T̃ ) is a measure of how much T must be changed to construct T̃ ,

and might, e.g., include a count of the number of cells added and subtracted. When

T is a partitioned mesh used in distributed computations, d(T , T̃ ) might also include

a measure of how different the partition of T̃ is from the partition of T in terms of

the number of cells that must migrate.

The equality constraint A(T̃ ) = 0 represents properties that every potential mesh

T̃ must have. Some simulations, for instance may require conformal meshes; some

simulations may require that a particular sub-manifold of Ω is exactly represented by

the cells in T̃ .

The inequality constraint B(T̃ ) ≤ 0 represents minimum measures of mesh quality

that must be met by T̃ . Typically measures of mesh quality are combinations of

metrics of element quality of the cells in T̃ . In general, the quality of an element Ki ∈

T̃ is a combination of metrics on the map ϕi : K̂ → Ki from a reference element K̂

onto Ki. If, for example, all that is required is that a minimum resolution is obtained,

this can be expressed in terms of bounds on the determinant of the Jacobian of the

mapping, |∇ϕi|; if it is desired that the element be well-shaped, this can be expressed

in terms of the condition number of the Jacobian, cond(∇ϕi); if there is a target

metric tensor G for the problem, the distance of the Jacobian from that target can be

measured, ‖G−∇ϕi‖. An example of an application with this kind of target metric

tensor is super-sonic flow with shocks [Rodriguez et al., 2013, Loseille et al., 2010].
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Consider, for example, the Delaunay point-insertion method of refining triangular

meshes [Shewchuk, 1997]. In this approach, the metric d(T , T̃ ) is the number of

points that are inserted. The equality constraints A(T̃ ) = 0 represent the Delaunay

condition, which all feasible meshes must satisfy. The inequality constraints B(T̃ ) ≤

0 represent both the additional user-specified resolution that sets the algorithm in

motion, as well as the element quality of all the newly-created triangles that are

created by the algorithm. Below, we introduce the forest-of-octrees approaches to

parallel AMR and show how it fits into this constrained optimization description.

2.2.2 The Forest-of-Octrees Approach to Parallel AMR.

A complete description of the data structures that define the forest-of-octrees ap-

proach to AMR can be found in [Isaac et al., 2014a, Section 2], which we summarize

here.4

A forest-of-octrees starts with a coarse, conformal mesh T of the domain Ω, made

up of K hexahedral elements (which we call “trees” for reasons that will be obvious

shortly),

T := {(T t, ϕt)}0≤t<K , (2.2)

where each tree T t is the image of the reference cube [0, 1]d under a mapping ϕt. Then,

a tiling of Ω is generated by splitting each tree isotropically into 2d octants, and re-

cursively splitting octants into sub-octants until the desired resolution is achieved.

The resulting collection of octants O is the fine mesh used for computation. Due to

the hierarchical nature, one might expect O to be stored as a tree structure, but in-

stead only the leaves of this tree structure are stored, an approach known as a linear
4Note that we use the term forest of octrees to generically described both two dimensional and

three-dimensional meshes: when discussing just two-dimensional meshes, we use the term forest of
quadtrees.
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octree. Each octant is uniquely identified by three pieces of information: the tree

t ∈ {0, . . . , K − 1} that contains it, the refinement level ` of the octant below the

root in the implicit tree structure, and the coordinates x ∈ [0, 1]d of the corner of the

octant closest to the origin (see figure 2.3). A total order is induced on the octants

in O by combining a Morton order [Morton, 1966] within each tree with the ordering

of the trees themselves. Although the Morton order does not induce a continuous

space-filling curve like the Hilbert curve [Hilbert, 1891], the ordering is within a con-

stant factor of optimal [Xu and Tirthapura, 2012] in terms of preserving the locality

of the ordering. As a consequence, a set of octants within a single octree that is

contiguous with respect to the Morton order will form a compact subdomain. This

means that using the Morton order to partition the octants in O between processes

(O = O0 ∪O1 · · · ∪OP−1, where P is the number of processes) results in well-shaped

subdomains, with nearly optimal surface-to-volume ratios. This is important for

the performance of numerical methods (finite element, finite volume, etc.) where the

communication between processes is roughly proportional to the sizes of the interfaces

between processes. In figure 2.4, we illustrate a simple forest-of-quadtrees partitioned

across three processes.

Let us consider the forest-of-octrees approach to parallel AMR from the con-

strained optimization perspective described above. Assuming two forests O and Õ

share the same coarse mesh T , then one can be transformed into the other in a finite

number of operations where we either split an octant into its family of 2d children,

or combine a family of children into a parent. The minimum number of such changes

needed to transform O into Õ is an obvious choice for the distance d(O, Õ) between

two forests.

Now consider B(Õ) < 0, the minimum mesh quality constraints. Because refine-

ment in a forest-of-octrees is isotropic, it can only be used to change scale-based mea-
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Figure 2.3: An illustration of the reference domain [0, 1]d, which is the root of the
octree, and a level-2 (i.e., twice-refined) octant o: this figure shows how the level l and
coordinate x are sufficient to define o within an octree. (Adapted from [Isaac et al., 2014a,
Fig 2.1].)

Op Oq Or

Ω

T s

T t

Figure 2.4: An illustration of a forest-of-quadtrees mesh. The coarse mesh T of the
domain Ω consists of two side-by-side quadrilaterals, T s and T t: the mapping from the
reference cube to the second quadrilateral is rotated relative to the first. The implicit tree
structure of the refined mesh is shown on the left, and the actual refined mesh is shown
on the right. The left-to-right traversal of the leaves in the tree structure (black “zig-zag”
line) demonstrates the total order. In this example the forest is partitioned among three
processes p, q and r by sectioning the leaves into Op, Oq, and Or: color conveys this partition.
(Adapted with permission from [Burstedde et al., 2011, Fig. 2.1].)
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(a) (b) (c)

Figure 2.5: 2:1 balance conditions for a 2D quadtree mesh. Balance across faces (b)
ensures that T-intersections only occur once per face which is often required by numerical
discretizations. Corner balance (c) produces a smoother grading of the mesh.

sure of mesh quality, i.e., to improve the resolution. In particular: let ϕt : [0, 1]d → T t

be the mapping of the unit reference cube onto tree t, and let o be an octant that is

l-times refined, whose coordinate closest to the origin is x. The mapping ϕo from the

reference cube onto o is defined by

ϕo(ξ) = ϕt(2−lξ + x). (2.3)

This means that a scale-free measure of element quality that can be formulated in

terms of the Jacobian of the mapping ϕo will be the equal to the same measure applied

to the tree T t. Thus any scale-free measures of mesh quality must be satisfied by the

coarse mesh T if it is to be satisfied by any forest O.

Finally, what are the constraints A(Õ) = 0 that all feasible forest-of-octree meshes

must satisfy? The most common such constraint is a 2:1 balance condition between

neighboring octants (see figure 2.5). Having elements with very different sizes adja-

centy to each other can lead to ill-conditioned numerical methods, and enforcing a

2:1 balance condition also limits the type of non-conforming interfaces that occur,

which simplifies mesh management. As shown in figure 2.5, there are different types

of 2:1 balance conditions, depending on which octants are considered adjacent. In

2D, there is face-balance and full-balance (balance faces and corners); in 3D, there is

also edge-balance.
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A high-level description of the mesh refinement cycle for forests of octrees (i.e.,

the solution of the optimization problem) is given in algorithm 1. Because a linear

octree has no explicit tree structure, the octants that make up the local subdomain

of a mesh (i.e., Op for process p) can be processed as a stream: adapting the mesh

(step 1 of algorithm 1) is thus very fast. Repartitioninig (step 3 of algorithm 1) is also

fairly straight-forward to implement, and requires little communication if the mesh

has not changed dramatically.5 Enforcing a 2:1 balance condition and reconstructing

secondary mesh data (steps 2 and 4 of algorithm 1) require the exchange of infor-

mation between adjacent octants in the mesh, and there is no adjacency information

included in the forest of octree data structures discussed above. These steps are thus

the bottlenecks of the mesh refinement cycle, as one can see in the scaling results in

[Burstedde et al., 2011]. Because adjacency information must be exchanged between

subdomains, they are also the components that are the most difficult to implement

efficiently in parallel. We finish the discussion of forests of octrees with a review of the

author’s work on algorithms in these two components of the mesh refinement cycle.

Algorithm 1: Forest-of-Octrees Mesh Refinement Cycle
Input : Distributed forest of octrees O that needs refinement
Result: Refined, 2:1 balanced, and load-balanced forest Õ, ready for

computation
1 Sweep through octants and coarsen and refine to O to match user
specifications, creating O1.

2 Using only refinement, compute a 2:1 balanced octree O2 that is minimally
distant from O1.

3 Repartition O2 to balance the workload, creating Õ.
4 Reconstruct any secondary mesh data needed for computation (e.g., ghost
layers, finite element enumerations).

5We note, however, that the standard implementation given in [Burstedde et al., 2011] requires
an allgather over all P processes, and thus becomes a potential bottleneck in the strong-scaling limit.

22



p q r s↔ ↔ ↔ p q r s↔ ↔ ↔ p q r s↔ ↔ ↔ p q r s↔ ↔ ↔

Figure 2.6: A demonstration of multiple rounds of the ripple algorithm for 2:1 balance
on a distributed octree. Because updates only pass between neighboring processors, multiple
rounds of communication (potentially as many as the diameter of the processor adjacency
graph) are necessary before the algorithm completes.

2:1 balance conditions. Efficient algorithms for 2:1 balance can be found in

[Sundar et al., 2008, Burstedde et al., 2011, Isaac et al., 2012]6. Because the 2:1 con-

dition is specified in terms of local conditions, one can enforce it by incrementally

refining octants when they are more than twice as large as their neighbors. This ap-

proach is often called the “ripple algorithm,” because the changes in the mesh ripple

outward from the most refined octants. Variations on this approach can be used to

implement an efficient 2:1 balancing algorithm on a single processor. In parallel, how-

ever, this approach can require an indeterminate number of rounds of communication

between processes to propagate changes across the mesh, as is shown in figure 2.6.

Two key facts about 2:1 balance conditions in quadtrees and octrees allow parallel

2:1 balancing algorithms with O(1) rounds of communication to be constructed. The

first fact, which was first used in [Tu and O’Hallaron, 2004], is that the question of

whether an octant o in an unbalanced octree O must be refined in order to create a

balanced octree Õ balanced octree Õ can be determined from just octants within the

insulation zone of o: a region of the mesh 3-times the width of o (see figure 2.7a).

This fact can be used to determine which processors must communicate with each
6[Isaac et al., 2012] was co-authored by the author, Carsten Burstedde, and Omar Ghattas. The

author was responsible for all work on 2:1 balance conditions; Prof. Burstedde was responsible for
the “Notify” algorithm; Prof. Ghattas provided guidance and advised.
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Figure 2.7: (a) The 3-by-3 insulation zone of octant r is the region containing all
octants (such as o) which may cause r to be refined during 2:1 balance. (b) For every 2:1
balance condition, for any two octants o and r, there is an O(1) algorithm that takes the
sizes of o and r and the offset δ between them, and computes a: the closest descendant of r
that is 2:1 balanced with o. (Reproduced from [Isaac et al., 2012, Figs. 4(a), 10].)

other during a 2:1 balance condition.

The second fact concerns the comparison of two octants, o and r, which may

be distant from each other, to determine if there exists a 2:1 balanced octree that

contains both of them (this scenario is visualized in figure 2.7b). For every balance

condition (i.e., face- and full-balance in 2D and face-, edge-, and full-balance in 3D)

there is an O(1) algorithm that can be implemented in terms of standard integer and

bitwise operations to make this determination. These algorithms were enumerated in

[Isaac et al., 2012], and can be used to efficiently calculate the effects of octants on

remote processes on a process’ subset of the octree.

Constructing mesh adjacency data. Although the adjacency data is not stored

in a forest of octrees data, local adjacency information for an octant can still be

efficiently computed. Because the octants are stored in a sorted array according to

the Morton order, the octant containing a given point can be found by an O(logNp)
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search, where Np is the number of octants on process p. Using a bounded number of

searches, the full set of octants that neighbor on octant o can be determined. Thus the

(local) adjacency structure of a forest of octrees can be determined in O(Np logNp)

time.

When conducting repeated searches independently, however, one can make little

reuse of a processor’s cache hierarchy from one search to the next. In this situation,

the leading coefficient of the O(Np logNp) time bound will tend to be on the order of

the memory latency from main memory.

Instead of conducting independent searches, one can use a recursive divide-and-

conquer approach to computing the full adjacency structure of a forest. Because of the

locality of the Morton order, this approach will tend to fetch whole neighborhoods of

adjacent octants at once, resulting in cache-oblivious memory movement and reducing

the number of cache-misses in the algorithm. This approach is demonstrated in

[Isaac et al., 2014a].7

2.3 p6est: A Hybrid Quadtree/Octree Approach to

Anisotropic AMR

We mentioned in the previous section that any scale-free mesh quality metrics that

must be satisfied by a forest of octrees must be satisfied by the coarse mesh of the

forest. For an anisotropic domain such as the Antarctic ice sheet, this means that the

coarse mesh must be much larger than would otherwise be necessary. In figure 2.8,
7[Isaac et al., 2014a] was co-authored by the author, Carsten Burstedde, Lucas C. Wilcox, and

Omar Ghattas. The author was responsible for the design, implementation, and testing of most
of the algorithms therein, with the exception of the “Search” algorithm, which was designed and
implemented by Prof. Burstedde; Prof. Wilcox aided in various work on the p4est library and in
editing and structuring the work; Prof. Ghattas provided guidance and advised.
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Figure 2.8: A conforming hexahedral mesh of the Antarctic ice sheet, where the
width:height aspect ratio has been bounded by 75.

we show a coarse hexahedral mesh for the Antarctic ice sheet that could be used by

a forest of octrees, where the width:height aspect ratio φ of all of the coarse elements

has been restricted by φ < 75. The resulting mesh has ∼ 100 thousand hexahedra.

In p4est, the coarse mesh information is redundantly copied on all processes, so a

large coarse mesh can consume a significant portion of a process’ available memory.

If, when calculating the ice flow velocity, we should decide a posteriori that lower

aspect ratios are required in some regions, then this would require changes to the

coarse mesh toplogy, for which we could not use the efficient octree algorithms in

section 2.2.2, and the solution from the old mesh could not be exactly projected onto

the refined mesh.

Another disadvantage of using the pure forest-of-octrees approach is that the

Morton order used to organize and partition the octants is ignorant of the fact that,

in ice sheet simulations, the elements within a vertical column of ice are more tightly

coupled than those from different columns. As we will discuss in chapter 3, this tight

coupling may necessitate numerical methods which involve all elements in a column at

once. An arbitrarily refined forest of octrees may not have well-defined columns, and
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Figure 2.9: A forest-of-octree mesh of a simple slab, with some columns being more
refined than others. The mesh has been partitioned across seven processes: the color indicates
the process containing each octant. Note that some columns have been split between two
processes.

even if it does, partitioning based on Morton order will typically split some columns

into multiple pieces (see figure 2.9).

The p6est extension that we have devised for the p4est library is designed to

overcome these limitations, while maximizing reuse of the efficient algorithms al-

ready developed within that library. It assigns to each quadrant in the existing

two-dimensional forest-of-quadtrees data structure a set of layers. Each layer is a

one-dimensional version of the octant data structure described in section 2.2.2, con-

taining a vertical refinement level lz, and a vertical coordinate z. The layers within a

column are ordered from bottom to top. In memory, the set of all layers for the local

quadrants Op are stored in a contiguous array. The p4est quadrant data structure

already has 16 bytes of data that can be used by the user: we use this space to store

with each quadrant the start and end of its section of the layer array. The p6est

data structure is illustrated in figure 2.10.
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lz : 1
z : 0

lz : 1
z : 0.5

lz : 2
z : 0

lz : 2
z : 0.25

lz : 1
z : 0.5

lz : 3
z : 0

lz : 3
z : 0.125

lz : 2
z : 0.25

lz : 1
z : 0.5

. . .

Figure 2.10: (Top) The p6est data structure describes a partition of the domain
into columns whose cross-sections are the quadrants of a forest of quadtrees, and whose
columns are recursively bisected to the desired resolution. (Bottom) In memory, the p6est
data structure is described by the existing p4est data structure for a forest of quadtrees,
augmented by an array of layers, where each layer is described by its level of refinement and
its vertical offset. Attached to each quadrant in the forest are the endpoints of its section of
the array of layers.
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2.3.1 Comparing the Granularity of p6est to Forest-of-Octrees

AMR

It is clear from the previous discussion what the advantages of the p6est approach

over the forest-of-octrees approach are: local control over element aspect ratio, column-

oriented data layout, and partitions that conform to column boundaries. To under-

stand the limits of this approach, it is worth assessing the flexibility that has been

sacrificed relative to the original forest-of-octrees approach.

Refinement granularity. The organization of data into columns means that any

decision to refine horizontally is guaranteed to affect more than just one element. A

decision criterion is necessary within a column to decide if horizontal refinement is

necessary. Consider a case where error indicators suggest that only one layer in a

column needs additional horizontal refinement (figure 2.11a). A majoritarian vote

would keep the offending element in the mesh, and potentially keep the error in the

solution from decreasing. If any one layer can force the column to refine, then if there

are many layers in the column, the increase in the number of degrees of freedom in the

system may be disproportionate to the potential decrease in the error. This suggests

that the best approach to a posteriori refinement within the p6est framework would

be the “competitive refinements” approach [Rachowicz et al., 1989], which only adopts

those refinements whose efficiency is greatest in terms of the estimated decrease in

error per newly added degree of freedom.

There is a corresponding loss of granularity when coarsening horizontally as well,

which is illustrated in figure 2.11b.

Partitioning granularity. By partitioning at the level of columns rather than

elements, the p6est approach has less granular control over the load balancing via
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(a)

(b)

Figure 2.11: (a) (Refinement) Because the column structure must be preserved in the
p6est approach, any single element requiring additional horizontal resolution (gray) causes
the whole column to refine as well. (b) (Coarsening) If four columns are to be coarsened into
one, but their layers do not match, then the layers in the coarsened column must be common
ancestors to all of the original layers.

repartitioning. In particular, if one is attempting to balance N total layers across P

processes, then there will be a large variability in the number of layers per process if

there is a single column with more than N/P layers, because this is the number of

layers that an equipartitioning will attempt to assign to each process. An illustration

of this situation is given in figure 2.12.

For ice sheet models, it is typically the case that the maximum number of layers

in a column L is small, on the order of 10, so this load balancing would only become

an issues when trying to partition a mesh with almost as many processes as there are

columns. This level of parallelism is well past the strong-scaling perfomance of the

ice sheet flow solver we will present in chapter 3, so this load-balancing issue is not a

concern for ice sheet modeling.

2.3.2 Algorithms for p6est

In this section we compare the four steps of the mesh refinement cycle in algorithm 1

as they are implemented for p6est to the standard forest-of-octrees implementation.

Only the algorithm for enforcing 2:1 balance requires any significant modification from
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. . .

Figure 2.12: A side-view illustration of a mesh with large variations in the number
of layers per column. Large variations in the number of layers per column can increase the
variability of process workloads when the p6est data structure is partitioned. In this mesh
the rightmost column contains more than half of the elements in the mesh, so partitioning
with more than 2 processes will results in severe load imbalance.

method additional communication
refine +1 allgather
coarsen +1 allgather
partition +1 allgather, +1 isend/irecv
balance +x allgather, +x isend/irecv (iterative)
FE mesh +1 allgather, +1 isend/irecv
ghost layer +1 isend/irecv

Table 2.1: Each p6est algorithm calls on its corresponding p4est algorithm. This
table lists the additional communication that the p6est algorithms require.

the existing algorithms for forests of octrees, so this is the only algorithm treated in

depth. In all cases, the p6est algorithms call on the existing algorithms for forests of

quadtrees. In table 2.1, we summarize the parallel communication required by each

algorithm beyond that already present in the forest-of-quadtrees algorithms.

Step 1: Adaptivity. As with the standard forest-of-octrees implementation, there

is no explicit tree structure to maintain, so refinement and coarsening can still be

implemented efficiently by streaming over the quadrants that define the columns,

while simultaneously streaming over the array of layers within the columns. The only

additional communication in parallel is an allgather that updates the number of layers

on each process.
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(a) (b) (c)

Figure 2.13: (a) Cross-refined neighbors in a p6est mesh. (b) If continuous finite
element nodes are defined at the corners of the gray face, then all hanging-nodes (the stars
at the midpoints of the edges) needed to interpolate the nodes to the cross-refined neighbors
can be calculated using Kronecker products of the interpolation operators Il and Ir defined in
the text. (c) If fluxes are defined on the faces of the cross-refined neighbors, then the fluxes
can be exactly interpolated onto the four small gray faces for quadrature using Kronecker
products of Il and Ir.

Step 2: Enforcing 2:1 Balance. A 2:1 balance condition is not as easily defined

for a p6est mesh as it is for an isotropically-refined forest of octrees. Under isotropic

octree refinement, each of an octant’s faces is equal to or a subset of a neighbors face;

in a p6est mesh, horizontally refinement can abut vertical refinement, resulting in

neighboring faces which are not subset of each other (see figure 2.13a). Should they

be considered to satisfy a 2:1 balance condition?

Our target applications, such as ice sheet modeling, use continuous finite ele-

ment nodes, or they require flux calculations on the interfaces between elements for

methods such as the discontinuous Galerkin method. In each case, non-conforming

interfaces must be handled by interpolating a function space onto a mesh object (ei-

ther a cell or a face) for quadrature calculations. For continuous finite elements,

these operations are often referred to as interpolating to hanging nodes; for the dis-

continuous Galerkin method, we follow [Kopriva et al., 2002] for the proper handling

of interpolating fluxes to and lifting fluxes from nonconforming interfaces. When a

forest of octrees obeys a 2:1 balance condition, all of these interpolation operators

can be defined using Kronecker products of one-dimensional interpolation operators

taken from a set of just two interpolation operations: interpolation from the refer-
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(a) (b)

Figure 2.14: (a) A side-view illustration of an unbalanced p6est mesh. Around the
single layer in the central column we have shaded the equivalent of a 3-by-3 insulation zone.
The layer is in balance with the other layers in the insulation layer. There are small layers
(gray) outside the insulation zone, however. (b) When the previous p6est mesh is refined to
enforce 2:1 balance, the effect of the small layers (gray) is to refine the central layer, showing
that the insulation zone is not applicable to p6est meshes.

ence interval [−1, 1] (Il) to the left half [−1, 0], and to the right half [0, 1] (Ir). Our

pragmatic definition of 2:1 balance conditions for p6est meshes is to say that any

mesh where all interpolation operations can be constructed in the same way is 2:1

balanced. Figures 2.13b and 2.13c show that the cross-refined neighbors satisfy this

pragmatic definition of 2:1 balance.

The irregularity of the refinement patterns that can occur in p6est meshes has the

consequence that the concept of an insulation zone in section 2.2.2 has no corollary:

when determining whether a layer will be present when 2:1 balance is enforced, we

cannot limit the scope to just a region around the layer, but must consider the whole

mesh (see figure 2.14). As a consequence, the efficient parallel 2:1 balance algorithms

for forests of octrees that use only O(1) rounds of communication described in sec-

tion 2.2.2 cannot be extended to p6est meshes. Instead, some form of the iterative

parallel ripple-propagation algorithm—where layers are refined when they are too

large to be 2:1 balanced with neighboring layers—must be used.

Step 3: Repartitioning. A weighted repartitioning algorithm can easily be imple-

mented using p4est’s existing weighted partitioning algorithm [Burstedde et al., 2011,
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Algorithm 16]. The weight of each column is set to the sum of the weights of its lay-

ers, and the existing weighted partitioning algorithm for forests of quadtrees is used

to calculate an equipartition of these weights. Once the destination of each column

has been determined using this approach, the layers can be transfered to their new

processes using point-to-point communication. In addition to these transfers, one

allgather is needed to update the number of layers on each process.

Step 4: Reconstructing secondary mesh data. The two main secondary mesh

data structures that we use are the ghost layer and finite element meshes: they are

discussed in depth in [Isaac et al., 2014a]. Much like the repartioning described above,

constructing a ghost layer for the p6est data structure can be implemented by simply

constructing the ghost layer for the forest of quadtrees that represents the columns

and then transferring the corresponding layers. To construct the nodes of a finite

element mesh for a p6est data structure, one can construct the finite element nodes

for the columns and then extrude each two-dimensional finite element node into the

appropriate number of finite element nodes for the three-dimensional mesh.

2.4 Meshing the Antarctic Ice Sheet

We now describe how the p6est extension to the p4est library outlined in section 2.3

is used to construct efficient discretizations of the Antarctic ice sheet. These dis-

cretizations were used in [Isaac et al., 2014b] in testing the scalability of the solver

for the nonlinear Stokes equations of ice sheet dynamics that we will present in chap-

ter 3. This description is largely reproduced from Section 8.1 of that work.

The geometric description of the ice sheet is constructed from the ALBMAP

dataset [Le Brocq et al., 2010], which is a dataset describing observed physical char-

34



(a) (b)

Figure 2.15: (a) The coarse mesh used by the p6est library extension to describe the
Antarctic ice sheet. (b) An oblique view of of the ice sheet after it has been refined according
to the criteria given in the text. The refinement exhibited in the middle of the ice sheet is
caused by the criterion which keeps each the width:height aspect ratio φ of each element in
the mesh less than 25.

acteristics of the ice sheet, such as its elevation and extent. Elevation values in the

ALBMAP dataset are given relative to the EIGEN-GL04C geoid [Förste et al., 2008]:

we convert these values to elevations relative to the WGS84 ellipsoid [USN, 1984] us-

ing the software library GeographicLib [Karney, 2013], and then map the resulting

(latitude, longitude, elevation) geodetic coordinates into Cartesian coordinates.

From the ice thickness data, given on a latitude-longitude grid, we obtain a

polygon describing the lateral boundaries of the ice sheet. We create a quadrilat-

eral mesh from this polygon by first using the triangular mesh generator Triangle

[Shewchuk, 1996], and then splitting the triangles into quadrilaterals, to which we

apply mesh smoothing to improve the element quality. This resulting coarse quadri-

lateral mesh (figure 2.15a) contains ∼27,000 elements. We refine this mesh to con-

struct the footprints for the columns of our final hexahedral mesh. We use several

refinement criteria: we require that the elements of our mesh have a footprint smaller

than (2.5 km)2 at this grounding line; we refine any column whose thickness varies by
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more than a factor of 1.5; in keeping with other ice sheet models, we keep the aspect

ratio φ of the elements below 25: a snapshot of the result of this type of refinement

is shown in figure 2.15b.

The p6est mesh in Figure 2.15a should be compared to the forest-of-octrees mesh

in figure 2.8. The p6est mesh is ∼ 25% as large as the forest-of-octrees mesh. The

p6est mesh actually has greater geometric fidelity: it includes holes in the ice sheet

(such as those where the Transantarctic mountains poke through) that are omitted

in the forest-of-octrees mesh. All of the refinement criteria presented in the previous

paragraph, if applied to the forest-of-octrees mesh, would have to be applied to the

coarse-mesh. To make those refinement criteria configurable at runtime in an HPC

computing environment, the meshing pipeline outlined above (ALBMAP dataset →

Triangle → quadrilateral mesh → mesh smoothing → hexahedral mesh) would have

to be included in every simulation, whereas the p6est coarse mesh can be generated

once and read at the start of each simulation.
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Chapter 3. The Forward Problem

Having presented our approach to the efficient discretization of the ice sheet do-

main Ω in chapter 2, we now present our approach to discretizing and solving the

nonlinear Stokes boundary value problem for the instantaneous ice velocity and

pressure (collected in equation (1.10)). Our approach was originally presented in

[Isaac et al., 2014b].1 In that work we presented and analyzed a variational-form of

the equations, discretized the equations using a family of high-order, inf-sup stable,

mixed finite elements, designed and analyzed a solver for the discretized equations

(with particular emphasis on developing a simple algebraic multigrid technique for

the anisotropic discretizations arising from our p6est meshes), and demonstrated the

scalability of our approach on large-scale discretizations of the Antarctic ice sheet.

The salient aspects of that work are discussed in the following chapter. We also in-

clude a validation of the approximation order of our discretization, which was not

included in that work.

Note on conventions. We use ‖ · ‖X for the norm of the normed linear space X in

general, ‖ · ‖α,β,S for the space Wα,β(S), ‖ · ‖α,β as shorthand for Wα,β(Ω), and ‖ · ‖β
as shorthand for Lβ(Ω).

1[Isaac et al., 2014b] was co-authored by the author, Georg Stadler, and Omar Ghattas. The
author implemented the numerical methods presented in that work; the presentation of those meth-
ods, and the design of the numerical experiments testing them, was a collaborative effort between
the author and Prof. Stadler; Prof. Ghattas aided in the editing of the work, provided guidance and
advised.
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3.1 Derivation andWell-Posedness of the Variational

Form

The classical boundary value problem describing the ice velocity and pressure within

an ice sheet was given in equation (1.10). Here we present a variational form of the

problem and argue existence of unique solution of that problem. The variational

problem is to find fields (u, p) in a vector space2 V × Z that solve

∫
Ω

[µ(u)D(v) :D(u)− p∇ · v − q∇ · u] dx+

∫
ΓR

βT‖v · T‖u ds− f(v) = 0, (3.1)

for all (v, q) ∈ V×Z, where µ(u) = µ(u, T ) = B(T )(DII(u)+ε)
1−n
2n , and f is the sum

of body and boundary forces. We assume that B(T ) ∈ L∞(Ω) is uniformly bounded

from below, that β ∈ L∞(ΓR) is nonnegative and that ∂Ω is Lipschitz continuous.

For simplicity, we assume that the Dirichlet boundary conditions are homogeneous

and are incorporated into the space V . The variational form in equation (3.1) defines

an operator A : V × Z → (V × Z)∗, which allows us to more succinctly write the

variational problem as

A((u, p)) = 0. (3.2)

Existence and Uniqueness of Solution. For a similar problem, Jouvet and

Rappaz [Jouvet and Rappaz, 2012] show that a unique solution (u, p) exists in the

Dirichlet-conforming subspace of [W1,r(Ω)]3×Lr′(Ω), where r = 1+1/n and r′ = 1+n.

For the common choice of n = 3, these are r = 4/3 and r′ = 4. The main difference

between equation (3.1) and the variational form in [Jouvet and Rappaz, 2012] is the
2For mixed problems, it is customary (cf. [Braess, 1997, Ern and Guermond, 2004]) to use X for

the primary space andM for the constraint space. We have reserved these symbols to describe the
inverse problem in chapter 4, hence our non-standard notation here.
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boundary integral
∫

ΓR
βT‖v ·T‖u ds: for u ∈ W1,r(Ω), this form is not meaningful be-

cause the trace of u is not necessarily in L2(ΓR). We compensate for this by bringing

the boundary integral into the definition of V , i.e., we define V to be the space of all

Dirichlet-conforming functions v ∈ W1,r(Ω) for which

‖v‖V := |v|1,r +

√∫
ΓR

|T‖v|2 ds (3.3)

is bounded, and choose ‖ · ‖V as the norm for this space. In [Isaac et al., 2014b],

we show that this modification of V does not alter the proof of the existence and

uniqueness of a unique solution u in Vdiv=0 of

∫
Ω

µ(u)D(v) :D(u) dx+

∫
ΓR

βT‖v · T‖u ds− f(v) = 0 ∀v ∈ Vdiv=0. (3.4)

We use a known result that, assuming ΓN 6= ∅ (which is always true for ice sheets,

since the traction-frree upper surface of the ice sheets is a subset of ΓN) there is an

inf-sup constant γ such that

inf
q∈Z

sup
u∈V

(∇ · u, q)Ω

‖u‖V‖q‖Z
≥ γ > 0. (3.5)

These two facts are sufficient to prove the existence and uniqueness of a solution to

equation (3.1) in V × Z.

A Priori Error Estimates. The modified velocity space norm ‖ · ‖V that we

define also has little effect on the existing proof of a priori error estimates for the

boundary value problem in [Jouvet and Rappaz, 2012], which follows the technique

first presented in [Barrett and Liu, 1994]. Given the solution (u, p) ∈ V × Z of

39



equation (3.1), Barrett and Liu define a quasinorm

|||v||| :=
√∫

Ω

|D(v)|2
(1 + |D(u)|+ |D(v)|)2−r dx, (3.6)

which is useful for relating ‖ · ‖1,r to other norms because it satisfies the following

inequalities (C, and Dκ are positive constants independent of u and v):

‖v‖2
1,r ≤ C(1 + ‖u‖1,r + ‖v‖1,r)

r−2|||v|||2 ∀v ∈ [W1,r(Ω)]d (3.7)

|||v|||2 ≤ Dκ‖v‖κ1,κ ∀κ ∈ (r, 2],v ∈ [W1,κ(Ω)]d. (3.8)

For the modified space V with norm given in equation (3.3), we can define a modified

quasinorm

|||v|||V := |||v|||+
√∫

ΓR

|T‖v|2 ds, (3.9)

for which we clearly have similar inequalities,

‖v‖2
V ≤ C̃(1 + ‖u‖V + ‖v‖V)r−2|||v|||2V ∀v ∈ [W1,r(Ω)]d (3.10)

|||v|||2V ≤ D̃κ‖v‖κ1,κ ∀κ ∈ (r, 2],v ∈ [W1,κ(Ω)]d. (3.11)

Following the same steps as in [Barrett and Liu, 1994, Section 3], we can establish

the following a priori error bound.

Theorem 3.1.1. Suppose the finite-dimensional space Vh×Zh ⊂ V ×Z satisfies the

inf-sup condition

inf
q∈Zh

sup
v∈Vh

(∇ · v, q)Ω

‖q‖κ′‖v‖1,κ

≥ γh > 0, (3.12)

for all κ ∈ [r, 2], and let (u, p) be the solution of equation (3.1) in V ×Z and (uh, ph)

be the discrete solution in Vh × Zh. Then there exist a constant C such that for all
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(vh, qh) ∈ Vh ×Zh,

‖u− uh‖V ≤ Cγ−1
h (1 + ‖f‖V∗ + ‖vh‖V)2−r(‖u− vh‖1,2 + ‖p− qh‖r′) (3.13)

‖p− ph‖2 ≤ Cγ−1
h (1 + ‖f‖V∗ + ‖vh‖V)(2−r)/2(‖u− vh‖1,2,Ω + ‖p− qh‖r′ + ‖p− qh‖2).

(3.14)

Proof. Cf. the proof of [Barrett and Liu, 1994, Theorem 3.2].

Linearization. Let us assume that we have chosen a finite-dimensional subspace

Vh × Zh in which to search for a solution to equation (3.1) (we describe our finite-

dimensional subspace in section 3.2). The linearization of A about a velocity-pressure

pair (uh, ph) ∈ Vh ×Zh is the bilinear form

Auh
((ũh, p̃h), (vh, qh)) :=

∫
Ω

[D(vh) : (µ′(uh)D(ũh))− p̃h∇ · vh − qh∇ · ũh] dx

+

∫
ΓR

βT‖vh · T‖ũh ds.
(3.15)

Here, µ′(uh) is an anisotropic 4th-order tensor given by

µ′(uh) = µ(uh)I +
∂µ(uh)

∂DII(uh)
D(uh)⊗D(uh) = µ(uh)

(
I− n− 1

2n

D(uh)⊗D(uh)

DII(uh) + ε

)
.

(3.16)
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Here, “⊗” denotes the outer product between two second-order tensors. We can

establish that µ′(uh) is equivalent in norm to µ(uh)I,

µ(uh)|X|2 ≥ µ′(uh)[X,X] = µ(uh)

(
|X|2 − n− 1

2n

(X : D(uh))
2

DII(uh) + ε

)
≥ µ(uh)

(
|X|2 − n− 1

2n

|X|2|D(uh)|2
DII(uh) + ε

)
= µ(uh)

(
1− n− 1

2n

|D(uh)|2
1
2
|D(uh)|2 + ε

)
|X|2

≥ µ(uh)

(
1− n− 1

n

)
|X|2 =

1

n
µ(uh)|X|2.

(3.17)

We can establish that µ(uh) is bounded from both above and below,

(inf
x
B(T ))‖DII(uh) + ε‖

1−n
2n∞ ≤ µ(uh) ≤ ‖B(T )‖∞ ε

1−n
2n . (3.18)

Finally, one can apply Korn’s inequality to establish that (µ(uh)Dũh,Dũh)Ω is equiv-

alent to ‖ũh‖2
1,2, which shows that for any uh ∈ Vh, the bilinear form Auh

defines

an operator Auh
: (Vh × Zh) → (Vh × Zh)∗ that is a bijection. Note that here we

have used the equivalence of norms in finite dimensions, which is why we postponed

defining Auh
until after discretization.

The operator Auh
appears within Newton’s method when solving equation (3.1),

Auh,k
((uh,k+1, ph,k+1)− (uh,k, ph,k)) = −A((uh,k, ph,k)), (3.19)

and, because it is a self-adjoint operator, Auh
also appears as the operator in a set of

adjoint equations that will appear in chapter 4.
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3.2 Mixed Finite Element Discretization: Stability

and Error Estimates

Our goal for discretizing the variational form from equation (3.1) and the Newton

linearization from equation (3.19) is to obtain discrete solutions that converge to

the continuous solutions rapidly in terms of the number of unknowns and time-to-

solution. Our approach combines locally refined meshes with high-order finite element

approximation spaces. Adaptive meshing was discussed in chapter 2; here we describe

the finite element approximation spaces for the Stokes equations.

Given a mesh T of possibly nonconforming hexahedra {Ki}, we define a finite-

dimensional subspace of C0(Ω) using isoparametric Lagrange finite elements of polyno-

mial order k. The nk := (k + 1)3 nodes Ξk = {ξrst}0≤r,s,t≤k that define our Lagrange

finite elements are the tensor-product Gauss-Lobatto nodes of polynomial degree

k ≥ 2 on the reference domain K̂ = [−1, 1]3. These basis functions span Qk(K̂), the

space of functions on K̂ that are the univariate polynomials of degree at most k in

each of the coordinate directions. We map K̂ to an element Ki by ϕi ∈ [Qk(K̂)]3 and

use the tensor-product Gauss nodes of order k for numerical quadrature. We define

the finite-dimensional space

QT ,k := {v ∈ C0(Ω) : ∀Ki ∈ T , v ◦ ϕi ∈ Qk(K̂)},

and the velocity space VT ,k := [QT ,k]3∩V . For a conforming mesh, the set of element

nodes Ξk naturally defines a set of global nodesXT ,k for QT ,k by the images of element

nodes. For a nonconforming mesh T , however, not all element nodes correspond

to global nodes, as shown in figure 3.1. To construct a set of global nodes at a

nonconforming interface, we thus ignore some element nodes: if an element is more

43



(a) (b)

Figure 3.1: (a) A two-dimensional Q3 mesh with a 2:1 nonconforming interface. (b)
The nodal values along a nonconforming interface. Shown in green are the Gauss-Lobatto
nodes of the smaller element, which do not align with those of the larger element: function
values at these nodes depend on the values at the nodes of the larger element, so they are
not included in the global nodal basis. The matrix Ri that interpolates a function to the
nodes of the smaller element must interpolate cubic polynomials to the hanging nodes. This
polynomial interpolation is dense: the value at each of the hanging nodes is dependent on
all of the independent nodes. For two-dimensional nonconforming interfaces, Ri is defined
by tensor-product polynomial interpolation. (Reproduced from [Isaac et al., 2014b, Figure
3.2].)

refined than its neighbor, the element nodes on the interface with that neighbor do

not contribute to the set of points that define the global nodes. Instead, these nodes

are known as hanging or dependent nodes. An element Ki with hanging nodes needs

an interpolation operator Ri to interpolate the global nodes to its element nodes;

if Ai is a finite element matrix evaluated at the element nodes of Ki, then RT
i AiRi

is the finite element matrix evaluated at the global nodes whose basis functions are

supported on Ki.

We use inf-sup stable mixed finite element spaces. To satisfy element-wise incom-

pressibility, we favor piecewise-discontinuous pressure spaces. The two most com-

mon choices for approximation on the reference cube are Pk−1(K̂), which is the

space of polynomials on K̂ of degree at most (k − 1), and Qk−2(K̂). The pairing

[Qk(K̂)]3 × Pk−1(K̂) has an optimal order of convergence, and has an inf-sup con-

stant that is independent of k and of the type of hierarchical local mesh refinement

we use [Heuveline and Schieweck, 2007]. Its inf-sup stability, however, degrades with

increasing aspect-ratio φ [Ainsworth and Coggins, 2000]. We therefore use instead
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the pairing [Qk(K̂)]3 × Qk−2(K̂), which has a suboptimal order of convergence, but

its inf-sup stability is uniform with respect to boundary layer refinement making it

appropriate for large values of φ [Toselli and Schwab, 2003]. For this pairing, the

inf-sup constant decreases as O(k−1); however, for the moderate values of k we use,

this dependence is not problematic. Thus our discrete pressure space is

ZT ,k−2 := {q ∈ L2(Ω) : ∀Ki ∈ T , q ◦ ϕi ∈ Qk−2(K̂)}. (3.20)

We note that in [Heuveline and Schieweck, 2007] it was proved that for discrete

spaces based on the pair [Qk(K̂)]3 × Pk−1(K̂), the inf-sup stability is independent

of the local hierarchical refinement in the mesh. It was shown in that work that

it is sufficient to prove h-independent stability on each element independently, and

refinement-independent stability of the space VT ,2 × ZT ,0. Because h-independent

stability holds for [Qk(K̂)]3 × Qk−2(K̂) on each element, and because VT ,2 × ZT ,0 is

also a subspace of every space in our family, the same proof shows the refinement-

independent stability of VT ,k ×ZT ,k−2.

Our approximation spaces VT ,k and ZT ,k−2 have well-established approximation

results (see, e.g., [Ern and Guermond, 2004, Section 1.5]). Let h be the maximum

diameter of all elements in the mesh: there exist bounded linear projection operators

ΠT ,k : [W1,2(Ω)]3 → VT ,k and ΠT ,k−2 : L2(Ω) → ZT ,k−2 and constants C1 and C2

such that for all κ ∈ [r, 2],

‖u−ΠT ,k(u)‖1,κ ≤ C1h
k‖u‖1+k,κ ∀u ∈ [W1+k,κ(Ω)]3, (3.21)

‖p− ΠT ,k−2(p)‖κ′ ≤ C2h
k−1‖p‖k−1,κ′ ∀ p ∈ Wk−1,κ′(Ω). (3.22)

Combining the approximation results equations (3.21) and (3.22) with the O(k−1)
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inf-sup constant for the space VT ,k ×ZT ,k−2 and the a priori error estimate in Theo-

rem 3.1.1, we establish an a priori error estimate in terms of the mesh size h.

Theorem 3.2.1. Suppose for k ≥ 2 that the solution (u, p) of equation (3.1) in V×Z

is also in [Wk,2(Ω)]3×Wk−1,2(Ω), let (uh, ph) be the discrete solution in VT ,k×ZT ,k−2,

and let h be the maximum diameter of all elements in T . Then there exists a constant

C3 dependent on ‖f‖V∗ and norms of u and p such that

‖u− uh‖V + ‖p− ph‖2 ≤ C3h
k−1k−1. (3.23)

Proof. By substituting ΠT ,k(u) for vh and ΠT ,k−2(p) for qh in equations (3.13) and (3.14)

and adding them together, we get

‖u− uh‖V + ‖p− ph‖2 ≤Cγ−1
h (1 + ‖f‖V∗ + ‖ΠT ,ku‖V)2−r

(‖u−ΠT ,ku‖+ ‖p− ΠT ,k−2p‖r′ + ‖p− ΠT ,k−2p‖2)

(3.24)

By continuity, ‖ΠT ,ku‖V is bounded by ‖ΠT ,k‖‖u‖V . Using this and the estimates

in equations (3.21) and (3.22), we get the results in equation (3.23) with

C3 := C(1+‖f‖V∗+‖ΠT ,k‖‖u‖V)2−r max{C1‖u‖k,2, C2‖p‖k−1,r′ , C2‖p‖k−1,2}. (3.25)

3.3 Finite Element Implementation and Verification

Software components. The major software components used in our ice sheet mod-

els are shown in figure 3.2. The p4est library, and its p6est extension, handle the con-

struction of the mesh T of the domain Ω. The mangll library is used to construct the
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Figure 3.2: The software stack of the ice sheet modeling code ymir.

function spaces VT ,k and ZT ,k−2. The mangll library was originally a library for the

nodal high-order discontinuous Galerkin method (see, e.g., [Wilcox et al., 2010]), but

has been extended by the author to support the hanging-node interpolations necessary

for continuous Galerkin methods. The ymir library3 handles evaluating and solving

the variational form from equation (3.1), though it is also used to solve similar equa-

tions in other geophysics applications, such as mantle convection [Rudi et al., 2015].

The ymir library calls on PETSc [Balay et al., 2012] for linear solver components.

Notes on Matrix-Free Implementation. For a mesh with Nel hexahedra, the

number of degrees of freedomNdof in a k-order finite element discretization isO(Nelk
3),

and the number of nonzero entries in the matrix for a system of equations defined

on that space is O(Nelk
6) = O(Ndofk

3). This increasing density means that sparse

matrix-vector products (matvecs) based on globally assembled element matrices are

not efficient (in terms of memory operations) for large values of k. We therefore

compute nonlinear residuals and apply linear operators using a matrix-free approach

to finite elements, where only the coefficients and fields that define an operation

are stored in memory and the operation’s application to a specific vector is assem-

bled from all element contributions at the time of application. This approach requires

O(Ndof) memory operations per matvec or residual. For high-order elements, it is thus

better suited to modern computer architectures, where the bandwidth for memory
3Inspired by Rhea [Burstedde et al., 2013], a mantle convection code named for the titaness of

Greek mythology, we named this code after the ice giant of Norse mythology.
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operations is much narrower than the bandwidth for floating-point operations. This

reduction in memory operations comes at the expense of more floating point opera-

tions, but the tensor structure of Qk(K̂) allows for all such element computations to

be reduced to repeated applications of one-dimensional compute kernels, which can

be highly optimized [Deville et al., 2002, Brown, 2010]. The same one-dimensional

kernels are used to apply the restriction operators Ri for hanging nodes.

Convergence Verification. To verify the implementation in ymir of the discretiza-

tion described in section 3.2, we demonstrate that the computed solutions converge

to a known solution at the rate predicted by equation (3.23).

We manufacture a solution of the periodic “infinite slab” domain typical of ice

sheet mode problems. Let Ω̂ be the box domain [0, 2π] × [0, 2π] × [−4
3
π, 0]. Our

manufactured velocity field on this domain is û = (û, v̂, ŵ)T,

û := sin(ŷ) cos(ẑ),

v̂ := sin(x̂) cos(ẑ),

ŵ := 0.

(3.26)

This velocity field has several important characteristics that mimic ice flow: it is

divergence free, it is traction-free at the top surface (z = 0), its flow is tangential to

the bottom surface (z = −4
3
π), and the traction at the bottom surface is opposite the

flow, which allows it to be described by a positive scalar Robin condition.

Our computational domain Ω for verification is different from Ω̂ in that it is

stretched and slightly sheared (see figure 3.3). There is a linear transformation Q

that maps Ω onto Ω̂ (modulo periodicity): we take as our manufactured velocity on

Ω u := Q−1û◦Q. This is a scaled version of the Piola transform, so the characteristics
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Figure 3.3: The relationship between Ω̂, where (û, p̂) is defined, and Ω, where (u, p) is
defined.

of the flow listed above are maintained.

To this velocity, we may add any pressure that vanishes on the top surface without

disturbing the traction-free condition there. Using the same domains, we let

p̂ := sin(x̂) sin(ŷ) sin(
3

2
ẑ) (3.27)

and p := p̂ ◦Q.

Although we omit the details, we can compute −∇ · ((D(u)II + ε)
1−n
2n D(u)− Ip)

in closed form (in our verification tests we choose ε = 0.1), and replace the body

force due to gravity with this value in equation (1.1); we can also exactly compute

the ratio of the traction to velocity, |σn|/|u|, and set the sliding coefficient β to this

value. The result is a strong form of the nonlinear Stokes equations for which (u, p)

is the exact solution.

We have discretized Ω on a sequence of non-conformal (but shape-regular) meshes

with decreasing maximum element diameter h. We test the effect of non-affine element

geometry on the approximation error. First, a mesh refinement pattern is generated
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(a) (b) (c)

Figure 3.4: Non-conformal meshes with h = 1, h = 1/2, and h = 1/4.

on the unit cube [0, 1]3. Then, the unit cube is mapped onto itself by the mapping

x← x̂+
1

4π
sin(2πx̂) cos(2πŷ) cos(2πẑ)

y ← ŷ +
1

4π
sin(2πŷ) cos(2πẑ) cos(2πx̂)

z ← ẑ +
1

4π
sin(2πẑ) cos(2πx̂) cos(2πŷ).

(3.28)

Finally, the unit cube is mapped onto the physical domain. The first three meshes in

the resulting sequence of meshes are shown in figure 3.4.

On these meshes, we have computed discrete solutions to the variational form of

this problem in the VT ,k ×ZT ,k−2 spaces. In figure 3.5, we plot the norm of the error

using the norm in the left hand side of the error bound in equation (3.23). The results

verify that the solutions computed by ymir converge at the expected O(hk−1) rate to

the true solution for the values of k tested.

3.4 Solver Implementation

In [Isaac et al., 2014b, Sections 4-6], we describe our approach to the design of an

efficient, scalable solver for solving equation (3.1) as discretized by the mixed finite

elements described in section 3.2 on the meshes generates by the AMR strategy

described in section 2.3. That approach is summarized here, and we refer the reader
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Figure 3.5: Convergence of the discrete solution computed by ymir to the manufactured
solution described in the text.

there for greater detail.

The Inexact Newton-Krylov Method. Given a velocity and pressure pair (u, p),

we (approximately) solve equation (3.19) for a search direction (ũ, p̃). We then con-

duct a line search in the direction (ũ, p̃) using the weakWolf conditions [Nocedal and Wright, 1999]

to guarantee that the nonlinear residual decreases. Each Newton update is computed

inexactly via a Krylov-space iterative method, but with a tolerance that decreases in

subsequent steps so as to guarantee quadratic convergence of the Newton iterations

[Eisenstat and Walker, 1996] close to the solution.

Block Preconditioning of the Indefinite Operator. Discretization of the bilin-

ear form Au in equation (3.15) results in a linear system with the symmetric saddle-
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point system matrix F BT

B 0

 . (3.29)

We solve systems involving A using preconditioned Krylov space methods, typically

restarted GMRES, or, if the preconditioner is not stationary, its flexible variant

FGMRES [Saad, 1993]. We build a block-based preconditioner from preconditioners

for F and for the Schur complement with respect to the (1,1)-block, S := −BF−1BT.

We use an upper-triangular block preconditioner Ã,

Ã−1 =

F̃ BT

0 S̃


−1

(3.30)

which converges in two iterations if exact inverses for F and S are used and in O(1)

iterations if the block preconditioners are spectrally equivalent to their targets.

Multilevel Preconditioning of the Elliptic Block. Due to the elliptic nature

of F , a multilevel preconditioner is required for h-independent preconditioning. To

approximately invert F , we use algebraic multigrid (AMG) and, in particular, we use

the smoothed aggregation multigrid (SA-AMG) [Vaněk et al., 1996]. We have three

essential parameters under our control in building a SA-AMG preconditioner of F :

(1) The matrix F̃ used to construct the multigrid hierarchy, which need not be the

same matrix as F .

(2) How the hierarchy is coarsened. If fine nodes are only grouped into aggregates

when they are strongly connected to each other, then there will be more aggre-

gates and a less aggressively coarsened hierarchy; if fine nodes are grouped into

aggregates indiscriminately, the coarser meshes can be made much smaller.
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(3) The choice of smoothing operation on each level of the hierarchy.

We do not wish to store a sparse-matrix representation of the high-order matrix F ,

which is dense, so we construct a sparse approximation F̃ using a low-order approxi-

mation technique. In the low-order approximation technique, the high-order nodes of

a Qk(K̂) discretization are treated as nodes of a grid of Q1 finite elements. For a con-

formal mesh, these low-order element matrices can be summed into a global matrix

F̃ that is spectrally-equivalent to F , but whose nonzeros-per-row is bounded inde-

pendent of the polynomial order k of the discretization. For non-conformal meshes,

there are issues with the hanging-node interpolants (see figure 3.1) increasing the

number of non-zeros. In [Isaac et al., 2014b, Section 5.2.2], we show that we can

sparsify these hanging-node interpolants in much the same way that we sparsify the

element matrices themselves. For anisotropic discretizations, we can only sparsify the

hanging-node interpolants if elements are organized into columns as they are using

the p6est AMR library from section 2.3: if this is not the case, then the errors we

make are too large, and the matrix F̃ ceases to be a good approximation.

To coarsen matrices algebraically, a common approach (and the default of PETSc’s

[Balay et al., 2012] implementation of SA-AMG in its GAMG preconditioner) is to

pseudo-randomly construct aggregates via a maximal independent set (MIS) algo-

rithm [Adams, 1998]. While this approach is a good default choice, it does not respect

the fact that our discretization is anisotropic, and is does not transfer the column-

structure that we have carefully constructed via the p6est mesh to the coarse matri-

ces. As a result, errors on the coarse levels of the hierarchy become more difficult to

smooth, and the “smoothed” prolongation operators at the heart of SA-AMG actually

introduce rough errors to the solution. To combat this, we have designed a plugin
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for PETSc’s GAMG preconditioner4 that constructs aggregates which preserve the

column-structure of degrees of freedom on all levels of the hierarchy.

The smoother that we use within a multigrid V-cycle has can be considered a mul-

tiplicative preconditioner with three components. The outermost component, which

is necessary for robustness, tries to keep all components of error from growing. This

can take the form of a Chebyshev polynomial preconditioner, which is stationary but

requires a relatively accurate estimate of the largest eigenvalue of the preconditioned

system, or of a Krylov subspace method such as CG or GMRES, whose Ritz values

often quickly converge on the largest eigenvalues of the system, but which results in

a nonstationary V-cycle.

The middle component, which is necesssary for efficient distributed memory par-

allelism, is a decomposition of the matrix into the subsets that will be preconditioned

by each process. Some problems require overlap in this decomposition for robustness,

such as an Additive Schwarz Method (ASM) with j-levels of algebraic overlap, but

we find that for ice sheet problems a block-Jacobi (i.e., ASM(0)) decomposition is

sufficient.

The innermost component is the smoother each processor applies to its own por-

tion of the matrix. Jacobi and Gauss-Seidel are often used in this setting, but the

convergence of multigrid using pointwise smoothers degrades for anisotropic problems

when isotropic coarsening is used [Trottenberg et al., 2001, Chapter 4]. Instead, we

use an inexact factorization preconditioner (more specifically, an inexact Cholesky

factorization). For a simple 7-point stencil discretizing the scalar Laplacian, the con-

vergence of lexical incomplete factorizations can be determined from local Fourier

analysis [Trottenberg et al., 2001, Chapter 7], and aspect-ratio-independent conver-
4Available at bitbucket.org/tisaac/dofcolumns: the repository includes a small numerical example

of the poor solver performance that it corrects.
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gence can be achieved. A key component of this analysis is the ordering of degrees

of freedom in the incomplete factorization: tightly-coupled degrees of freedom within

a column must be sequential. While our discretization of the vector-valued operator

F does not yield to the same analysis, the ordering of degrees of freedom still has

a significant effect on the performance of the preconditioner. This is another reason

why it is critical for us to preserve the column-structure of degrees of freedom on

every level of the multigrid hierarchy.

In [Isaac et al., 2014b, Section 5], we demonstrate the robustness of this approach

over aspect ratio, h-refinement, polynomial order k, as well as over multiple order of

magnitude of strength of the sliding coefficient β.

The Schur Complement Preconditioner. For constant viscosity µ > 0, the

Schur complement S is known to be spectrally equivalent to the scaled pressure mass

matrix −µ−1M . Because of this equivalence, a common choice is to approximate S

by −M̃(µ−1), which is a diagonally-lumped approximation to the µ−1-weighted mass

matrix. This preconditioner performs will for our discretizations. One reason for

this good performance is that we choose a basis for the discontinuous finite element

pressure space that nearly diagonalizes the mass matrixM for the pressure space. As

a consequence, the effect of replacing −M(|µ|−1) with its mass-lumped counterpart

−M̃(|µ|−1) is minimal. Such a basis for Qk−2(K̂) is given by a Lagrange basis for

the tensor-product Gauss nodes. In [Isaac et al., 2014b, Section 6], we show that the

choice of basis has a large effect on the convergence rate of the preconditioner.
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3.5 Convergence and Scalability Results.

In [Isaac et al., 2014b, Sections 7 & 8], we tested the scalability of our discretization

and solver for equation (3.1), first on the model ice stream problem that was illustrated

in figure 2.1b, then on the full Antarctic ice sheet.

On the ice stream model problem, we compare the convergence for polynomial

orders k = 3, 4, and 5, and for k = 3 we also compared against a similar solver

that relies on a fixed-point or Picard iteration rather than on inexact Newton-Krylov.

The convergence histories are shown in figure 3.6. From these results, several obser-

vations can be concluded. We see that the coarse tolerance for the early iterations of

the inexact Newton Krylov method results in less time (measure in preconditioned

matvecs) being spent outside the basin of convergence of Newton’s method. Near the

solution, the linear and the nonlinear convergence rates closely coincide, as desired

for an inexact Newton-Krylov method. We see only slight dependence of the conver-

gence factor on k, which can be explained by the O(k−1) dependence of the inf-sup

condition, which affects the condition number of the operator. We also see that the

Picard iteration converges much slower than Newton’s method.

We next tested our solver for multiple values of k on a discretization of the Antarc-

tic ice sheet, whose meshing is described in section 2.4. We discretize equation (3.1)

for k = 3, 4, and 5, resulting in problems with 51M, 121M, and 238M degrees of free-

dom. The experiments were conducted on TACC’s Stampede supercomputer, with

each MPI process assigned to one Sandy Bridge Xeon core. Each discretization is dis-

tributed across 1024 MPI processes. The convergence of our inexact Newton-Krylov

solver is shown in figure 3.7. Although the convergence overall is slower, we see the

same qualitative behavior as we did for the model problem.

We next test the parallel scalability of our solver for k = 3. We use three different
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‖rj‖/‖r0‖: φ = 100, ISMIP-C, stream variant,
CG(2)/block-Jacobi/IC(0)
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Figure 3.6: Convergence of the inexact Newton solver for the flat bed topography ice
stream model problem, for different polynomial orders k. Diamonds correspond to the non-
linear residual at the start of a Newton step. The lines show the linear residuals of the
Krylov iterations. The Krylov method is FGMRES(30). The smoother for the (1,1)-block
AMG preconditioner is two iterations of CG, preconditioned by IC(0) on each processor
block. The bracketed numbers in the legend indicate the total number of nonlinear iterations.
(Reproduced from [Isaac et al., 2014b, Figure 7.2].)
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Figure 3.7: Antarctic ice sheet problem: convergence of the incomplete Newton-Krylov
solver for different polynomial element orders k. The bracketed numbers are the total number
of nonlinear iterations. (Reproduced from [Isaac et al., 2014b, Figure 8.2].)
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Table 3.1: Antarctic ice sheet problem: scaling of the full nonlinear solver for k = 3,
using GMRES(10)/block-Jacobi/IC(0) as a smoother in the (1,1)-block multigrid precondi-
tioner. For different numbers of processes P , we report the total time (in seconds) to solve the
nonlinear problem to a relative tolerance of 10−12 in the `2-norm from a zero initial guess, the
parallel efficiency (eff.) as well as the number of Newton iterations (#N) and overall Krylov
iterations (#K) performed during the solution. We also report the average time and effi-
ciency for a single matrix-vector product (matvec), a preconditioner application (apply), and
the total preconditioner setup time (setup). We report efficiency in reference to the smallest
problem size on the smallest number of processors. (Reproduced from [Isaac et al., 2014b,
Table 8.1].)

P solve eff. #N #K matvec eff. apply eff. setup eff.
` = 0 uniform refinement, Ndof =7M

128 67.7 1.00 7 66 0.0275 1.00 0.981 1.00 7.361 1.00
256 36.9 0.91 7 67 0.0146 0.94 0.577 0.93 4.255 0.86
512 20.3 0.83 7 65 0.0080 0.86 0.299 0.82 2.722 0.67

` = 1 uniform refinement, Ndof =51M
1,024 78.0 0.86 11 75 0.0276 0.99 0.987 0.99 8.657 0.85
2,048 44.2 0.76 10 75 0.0152 0.90 0.561 0.87 5.810 0.63
4,096 30.2 0.56 10 75 0.0087 0.79 0.383 0.64 5.406 0.34

` = 2 uniform refinement, Ndof =383M
8,192 108.0 0.62 13 91 0.0295 0.93 1.13 0.87 15.58 0.47
16,384 74.7 0.45 10 89 0.0168 0.82 0.80 0.61 17.22 0.21

levels of uniform mesh refinement, ` = 0, 1, and 2. We note that in this study we

used a stronger smoother than in those presented above, in that we needed more

smoothing iterations per level (10 in this study, versus 2 before). Timings for the

full solve and for solver components are reported in table 3.1. We see good parallel

scalability overall, maintaining over 50% strong-scaling efficiency from 128 to 8192

cores. The matvec and V-cycle components show even better scalability; the least

scalable component of the total solve time is the setup and recomputation of SA-AMG

preconditioners.

Finally, to demonstrate some of the innovations of our work, we compare the effec-

tiveness of the incomplete-factorization-based SA-AMG, which requires our column-

preserving approach to aggregation to be effective (see section 3.4), to a symmetric-
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Figure 3.8: Antarctic ice sheet problem: magnitude of the surface velocity field opti-
mized to match satellite observations. The optimization is described in section 4.1.

Table 3.2: Antarctic ice sheet problem: comparison of algorithmic scalability of the
solver used in [Isaac et al., 2015] (which uses SSOR and standard SA-AMG within the (1,1)-
block preconditioner) versus the one presented here (which uses IC(0) and column-preserving
SA-AMG). Shown are the number of overall degrees of freedom Ndof, the number of processes
P , the number of Newton iterations #N and the number of cumulative Krylov iterations #K.
(Reproduced from [Isaac et al., 2014b, Table 8.2], though the SSOR data is reproduced from
[Isaac et al., 2015].)

SSOR, standard SA-AMG IC(0), column-preserving SA-AMG
Ndof P #N #K #N #K
38M 1,024 8 147 7 85
268M 8,192 9 243 8 98

Gauss-Seidel-based SA-AMG constructed using the default MIS aggregation strategy

in PETSc.5 We perform this comparison for k = 3 on two meshes, with 38M dofs and

268M dofs. In table 3.2, we see that our solver is not only absolutely faster in terms of

outer Newton and inner Krylov iterations, but also scales better, demonstrating near

h-independence, whereas the symmetric-Gauss-Seidel-based solver nearly doubles the

total number of Krylov iterations from one problem size to the next.

5The symmetric-Gauss-Seidel approach was used in the scalability results presented in
[Isaac et al., 2015].
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Chapter 4. The Inverse Problem

In this section, we describe the definition and solution of inverse problems for in-

ferring the spatially heterogeneous basal sliding coefficient β in equation (1.9) as

parameterized by a model parameter β = exp(m). In [Isaac et al., 2015],1 we have

presented inversions for this model parameter from satellite-derived surface velocity

observations in both deterministic and Bayesian settings, based on the forward model

of ice sheet dynamics discussed in chapter 3. We will present the formulations of the

inverse problems presented in that work, the adjoint methods used in the solution of

the inverse problems, as well as the Gaussian approximation of the Bayesian inverse

problem used to estimate quantities of interest with quantified uncertainties for the

full Antarctic ice sheet.

Notation. The notation in this chapter differs from that in [Isaac et al., 2015]. We

let X stand for the mixed space V×Z for velocity and pressure discussed in chapter 3,

and M for the space of model parameter fields m which define coefficient fields

β(m). In this chapter, we denote partial derivatives of function with respect to their

arguments using subscripts, e.g., the first partial derivatives of F(x,y) are Fx(x,y)

1[Isaac et al., 2015] was co-authored by the author, Noémi Petra, Georg Stadler, and Omar Ghat-
tas. All of the contributing authors took part in the design of both the deterministic and statistical
inverse problems. In addition to the work on the underlying finite element discretization of the for-
ward equations, the author worked with Prof. Petra to discretize and verify the regularization/prior
and observation operators used in defining the inverse problems. Prof. Petra ran the large-scale
inversion studies, implemented the low-rank posterior approximation, and generated the majority
of the figures in that paper.
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and Fy(x,y).

4.1 Formulation of a Deterministic Inverse Problem

Let ΓR be the portion of the basal boundary where Robin boundary conditions exist

in the statement of the forward problem equation (1.10). Every choice of a parameter

field m ∈ L2(ΓR) defines a coefficient field β(m) for which the variational problem

defined in equation (3.1) is well-posed in X (see section 3.1). We may parameterize

the forward problem in equation (3.2) as

A(w;m) = 0, (4.1)

where w ∈ X is a velocity-pressure pair (wu,wp). Our well-posedness result im-

plies that equation (4.1) implicitly defines the state variables in terms of the model

parameters, w(m).

The observations from which we will invert the parameter field m are satellite

observations of the velocity of the ice flow at the surface. The data from many

observation sources have been combined into a surface velocity field, defined on a

regular grid in [Rignot et al., 2011]. We will refer to this data set as the vector

dobs ∈ RNd .

The deterministic inverse problem may be formulated as an optimization prob-

lem, where we seek a parameter field m, such that the solution w to equation (4.1)

minimizes some misfit norm

‖wu|Γtop − dobs‖misfit. (4.2)

The straightforward way to define the misfit norm would be to take velocity differences
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at the observation points, √√√√ Nd∑
i=1

|wu(xi)− di|2. (4.3)

We did not take that approach in [Isaac et al., 2015], but instead chose to interpolate

the discrete observations to an observation field uobs and to define the misfit as a

weighted L2 norm,

I(w) := ‖wu|Γtop − dobs‖2
misfit := 1

2

∫
Γtop

|wu(s)−uobs(s)|2
|uobs(s)|2+ε

ds. (4.4)

There were several reasons for this choice. First, an integral over the surface was easier

to implement within the existing finite element software. Second, the vector dobs is

already interpolated from true data sources to regular grid points {xi}di=1, so taking

differences at these points is not necessarily more meaningful. Third, weighting the

observations by the observed velocities emphasizes regions of slow flow whose misfit

would be insignificant otherwise. Though none of these reasons is without criticism,

we believe that this is a reasonable form for the misfit. Future work may address

other forms.

We note that equation (4.4) requires a trace of wu on the top surface of the ice

sheet to be in L2(ΓN), much as our Robin boundary condition requires its trace on

the bottom surface to be in L2(ΓN). In section 3.1, we described modifying W1,r(Ω),

r < 2, to allow for this trace to be well-defined: we now further restrict the space V

of ice velocities to those for which equation (4.4) is well-defined. We also note that

the gradient of I can be defined in terms of an inner product,

Iw(w)w̃ = 〈wu − uobs, w̃〉misfit :=

∫
Γtop

(wu − uobs) · w̃u

|uobs|2 + ε
ds. (4.5)
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The misfit in equation (4.4) cannot be used to define a well-posed optimization

problem, because the number of observations is fixed and the number of parame-

ters is dependent on the discretization. We would like to have some kind of mesh-

independent well-posedness of the optimization problem, and the most obvious way

to accomplish this is for the optimization problem to be well-posed on the function

space M from which we choose the finite-dimensional subspace Mh. We add to

our objective function a regularization operator R(m) that makes the optimization

problem well-posed inM (more on this below). Our objective function is thus

J (m) := I(w(m)) +R(m), where A(w(m);m) = 0. (4.6)

For the deterministic inverse problem, our regularization term is W1,2-Tikhonov

regularization using the Laplace-Beltrami gradient on ΓR:

R(m) :=
1

2

∫
ΓR

γ|∇ΓRm|2 + δ|m|2 ds, (4.7)

where γ > 0 controls the regularization by penalizing oscillatory components. The

coefficient δ > 0, which is small compared to γ, guarantees that R(m) is equivalent

to ‖m‖2
1,2,ΓR

, and is strongly convex in W1,2(ΓR), with gradient

Rm(m)m̃ = γ(∇ΓRm,∇ΓRm̃)ΓR + β(m, m̃)ΓR . (4.8)

Thus, if we choose M = W1,2(ΓR), this guarantees the existence of a minimizer

of J (m) in M, and that each minimizer is locally unique. Our well-posed PDE-
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constrained optimization problem is thus

min
m∈W1,2(ΓR)

J (m) = I(w(m)) +R(m),

where A(w(m);m) = 0.

(4.9)

4.1.1 Optimization Solver: Inexact Newton-CG

Let us assume that we have chosen finite-dimensional subspaces of our parameter

space and state space, Mh and Xh. We have established that R(m) is smooth in

M and I(w) is smooth in X , and in chapter 3 we established that w(m) depends

smoothly on m. Therefore, we have established that the objective function J (m) is

smooth enough to define a gradient, and a natural strategy is to seek a minimizer using

a descent method. We would like to use Newton’s method as our descent method,

which requires that we be able to compute for each m the gradient D(J (m)), and

that we be able to solve systems in the Hessian of the objective, D2(J (m)), which

we will refer to as H(m). As we shall see, H(m) is expensive to completely form, so

we will solve systems in H(m) using a Krylov subspace method, which only requires

that we be able to compute the Hessian-vector products H(m)m̂ for each m̂.

To solve D(J (m)) = 0, we apply the same inexact Newton-Krylov method used

to solve the nonlinear forward problem in section 3.4, with only two main differences.

First, the criterion for sufficient descent in the line search is the objective function

J (m), rather than the norm of the residual, ‖D(J (m))‖. Second, rather than using

GMRES, our Krylov method for this problem is the conjugate gradient method. Away

from a local minimum, the Hessian H(m) is not necessarily positive-definite, so we

use the early termination criterion of [Dembo and Steihaug, 1983] to guarantee that

the approximate solution returned by CG for use as a search direction has a negative

inner product with the gradient and is thus a descent direction.
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Using this methodology, the efficiency and scalability of our solve for the optimiza-

tion problem will depend of the efficiency and scalability with which can compute the

objective J (m), the gradient D(J (m)), the Hessian-vector products H(m)m̂, and

apply a preconditioner for the Hessian. These computations are discussed in the next

section.

4.1.2 Gradient and Hessian Computation Via Adjoint Equa-

tions

The gradient. Derivatives of J can be calculated using the method of adjoints: see,

e.g., [Borzì and Schulz, 2012, Tröltzsch, 2010]. Using the operators we have already

defined, the gradient D(J (m)) may be computed in steps by first computing the

solution of the forward problem and then an associated set of adjoint equations for

an adjoint variable z ∈ Xh, forced by the misfit:

A(w;m) = 0; (4.10)

A∗w(w;m)z = −Iw(w); (4.11)

D(J (m)) = Rm(m) + z∗Am(w;m). (4.12)

These equations, combined with the condition D(J (m)) = 0, are the first-order

necessary KKT conditions for optimality of the constrained optimization problem in

equation (4.9). The operator Aw is the linearization of the forward equations pre-

sented in equation (3.15), which we noted was self-adjoint, so solving equation (4.11)

is equivalent to a single Newton step in the solution of the forward problem. We note

that it is necessary to solve equation (4.10) to compute J (m), so the net cost of

computing D(J (m)) is one adjoint PDE solve followed by computing the right hand
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side of equation (4.12). The latter is a direct finite-element computation and can be

written in this case as

D(J (m))m̃ =

∫
ΓR

γ∇ΓRm · ∇ΓRm̃+ δm · m̃− m̃ exp(m)T‖zu · T‖wu ds. (4.13)

Greater detail on the gradient computation, including the strong form expression of

the adjoint PDEs, can be found in [Isaac et al., 2015, Section 3.3].

Hessian-vector products. By taking the derivatives of equations (4.10), (4.11)

and (4.12) with respect to m, w and z, we can obtain an expression for the action

of H(m) on the vector m̂ in terms of m, w, z, and incremental variables ŵ and ẑ:

Aw(w;m)ŵ = −Am(w;m)m̂; (4.14)

A∗w(w;m)ẑ = −(A∗wm(w;m)m̂+A∗ww(w;m)ŵ)z − Iww(w)ŵ; (4.15)

H(m)m̂ = Rmm(m)m̂+ z∗(Amm(w;m)m̂+Amw(w;m)ŵ) + ẑ∗Am(w;m).

(4.16)

The action is computed by solving equations (4.14) and (4.15) in succession and then

computing the right hand side of equation (4.16).

The above description of the steps taken to compute the Hessian-vector product

H(m)m̂ does not illuminate the structure of the operator. Let us drop the arguments

from the operators and define

B := Iww, C := Am, D := z∗Aww, E := z∗Amw, and F := z∗Amm.

(4.17)

Putting equations (4.14) to (4.16) into matrix form using these operators, the struc-
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ture becomes clearer:
0 Aw C

A∗w (D + B) E∗

C∗ E (Rmm + F)



ẑ

ŵ

m̂

 =


0

0

H(m)m̂

 . (4.18)

These operators can be expressed in terms of finite element discretizations of PDEs,

which we spell out in [Isaac et al., 2015, Section 4.3]. The matrix of operators on the

left, which is sometimes referred to as the “full-space” Hessian, is the Hessian of the

Lagrangian of the constrained optimization problem. In this terminology, the Hessian

we are computing is the “reduced-space” Hessian that is defined only on the space of

parameters and assumes the state w and adjoint z always satisfy equations (4.10)

and (4.11). We can write an expression for this reduced-space H(m) by eliminating

rows from (4.18):

H(m) = C∗A−∗w (D + B)A−1
w C − C∗A−∗w E∗ − EA−1

w C + (Rmm + F). (4.19)

Hessian preconditioning. In [Isaac et al., 2015, Section 3.2], we argue thatHR−1
mm,

i.e., the Hessian preconditioned by the regularization, is a discretization of an operator

that is a compact perturbation of the identity, an operator for which Krylov subspace

methods exhibit mesh-independent convergence behavior [Campbell et al., 1994]. Be-

cause Rmm is simply the sum of the Laplace-Beltrami operator and a mass matrix,

this justifies the use of an optimal preconditioner for elliptic operators, such as alge-

braic multigrid, to precondition the Newton steps of our inexact Newton-CG method.
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#sdof #pdof #N #CG avgCG #Stokes
95,796 10,371 42 2718 65 7031
233,834 25,295 39 2342 60 6440
848,850 91,787 39 2577 66 6856

3,372,707 364,649 39 2211 57 6193
22,570,303 1,456,225 40 1923 48 5376

Table 4.1: Algorithmic scalability of inverse solver for the ice sheet inverse problem
posed on the Pine Island Glacier region of Antarctica. Number of Newton and CG iterations
and number of linearized Stokes solves for a sequence of increasingly finer meshes (and hence
inversion parameters) for the inexact Newton-CG method. The first column (#sdof) shows
the number of degrees of freedom for the state variables w; the second column (#pdof) shows
the number of degrees of freedom for the inversion parameter fieldm; the third column (#N)
reports the number of Newton iterations; columns four (#CG) and five (avgCG) report the
total and the average (per Newton iteration) number of CG iterations; and the last column
(#Stokes) reports the total number of linear(ized) Stokes solves (from forward, adjoint, and
incremental forward and adjoint problems). The Newton iterations are terminated when the
norm of the gradient is decreased by a factor of 105. (Reproduced from [Isaac et al., 2015,
Table 2].)

4.1.3 Inversion results

In [Isaac et al., 2015, Secton 3.4], we present the results of applying our inexact

Newton-CG approach to inverting for the parameter m defining the sliding coeffi-

cient β from the observations of ice velocity in [Rignot et al., 2011], first for just the

Pine Island Glacier catchment, and then for the full Antarctic ice sheet. In table 4.1,

we show the algorithmic scalability of our approach (i.e., measured in terms of New-

ton iterations, Krylov iterations, and equivalent solves of the forward equations) on

the Pine Island Glacier problem. This table demonstrates that, by these measures,

our approach achieves h-independent scalability beyond 1 million parameter degrees

of freedom.

In PDE-constrained optimization, the strength of the regularization has a large

impact on the quality of the solution. To determine a good choice for the regu-

larization parameter γ in equation (4.7), we use an L-curve criterion: after solving

the optimization problem multiple times for different values of γ we search for an
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Figure 4.1: L-curve-based regularization parameter selection. Each point (in blue) on
the curve represents the solution of an inverse problem for a different choice of the value of
the regularization parameter γ (shown in red). For each value of γ, the vertical axis plots
the magnitude of the regularization term R(m) evaluated at the optimum value of m; the
horizontal axis plots the value of the data misfit term I(w), also evaluated at the optimum
value ofm. The L-curve criterion takes as the “optimum” regularization parameter the value
at the point of maximum curvature, in this case γ ≈ 0.1. The criterion posits this value of γ
as the best tradeoff between minimizing the data misfit and controlling small-scale variations
due to data noise in the resulting β field. (Reproduced from [Isaac et al., 2015, Figure 2].)

inflection point where the marginal improvement in the misfit component of the ob-

jective (I(w)) induced by decreasing γ becomes less than the marginal increase in

the W1,2(ΓR) norm of the parameter field (see figure 4.1).

We next solve the optimization problem on the full Antarctic ice sheet, showing the

basal sliding coefficient β of the optimal m in figure 4.2. We compare the associated

ice velocity field to observations in figure 4.3. We observe good agreement with

the observed velocities in the fast-flowing ice streams, although the flow in the deep

interior of the ice sheet is faster than observed. This appears to reflect that, for our

choice of rheological parameters, the model surface velocities will be faster than the

observed surface velocities, even if we imposed no-slip conditions at the base of the

ice sheet.

In this section we have formulated a PDE-constrained optimization problem ap-

proach to the deterministic inverse problem of inverting for the model parameter m.
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exp(β)1/3

[(Pa/(km/a))1/3]

Figure 4.2: Solution of inverse problem of inferring the Antarctic basal sliding parame-
ter field from InSAR surface velocity observations. For visualization purposes, the cube root
of the exponential of the basal sliding coefficient is plotted; the actual Robin coefficient β of
the basal sliding boundary condition varies over nine orders of magnitude. We note that, due
to the discrepency in terminology, β in this work is referred to as exp(β) in the figure. Low
(red) and high (blue) values for the basal sliding parameter represent low and high resistance
to sliding, and correlate with fast and slow ice flow regions, respectively. (Reproduced from
[Isaac et al., 2015, Figure 3].)

RossFilchner-Ronne

Amery

George VI

Shackleton

Figure 4.3: Observed (top) and reconstructed via solution of the inverse problem (bot-
tom) surface velocity fields. In the top image, we also highlight the names and locations
of the largest ice shelves, the extensions of the ice sheet onto the ocean. (Reproduced from
[Isaac et al., 2015, Figure 4].)
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As we discussed in section 1.3, however, the result of this optimization approach is a

single parameter field, without any indication of the predictive power of the model.

In the next section we will deploy the same PDE-constrained optimization framework

in the context of Bayesian inversion.

4.2 Formulation of a Bayesian Inverse Problem

We recall the definition of the Bayesian inverse problem given in section 1.3. A

distribution πprior(m), describing the prior knowledge of the parameters, is combined

with a conditional probability πlike(dobs|m), describing the expected distribution given

the value of the parameter-to-observation map f(m) = b(w(m)), into an updated

posterior distribution of the parameters

πpost(m|dobs) ∝ πprior(m) πlike(dobs|m). (4.20)

We now translate the components of deterministic inversion of the previous section

into this setting.

Gaussian prior distributions. The utility of the Bayesian framework depends on

the choice of πprior(m) and πlike(dobs|m) used in computation. A balance must be

struck between the descriptiveness of these distributions and the their computability.

In [Isaac et al., 2014b], we choose to describe both of these distributions as multivari-

ate Gaussian distributions. For the finite-dimensional observation space, this can be

easily stated as

πlike(dobs|m) = πobs(dobs|b(w(m))) ∝ exp{−1
2
(dobs−b(w(m)))∗C −1

obs(dobs−b(w(m)))}.

(4.21)
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Here, Cobs ∈ RNd×Nd is assumed to be invertible so that C −1
obs defines a norm on RNd .2

Defining a Gaussian distribution (or, more properly, a Gaussian probability mea-

sure) on an infinite-dimensional Hilbert space is a bit more complicated: for more

on this topic, see for example [Stuart, 2010]. As was first shown in [Satô, 1969], ev-

ery Gaussian measure on a separable Banach space W can be described in terms

of another separable Hilbert space G, known as the Cameron-Martin space, that is

embedded inW , such that the embedding I : G → W is a Hilbert-Schmidt operator,

i.e.,

Tr(I ∗I ) <∞. (4.22)

This fact has a practical consequence when defining πprior(m) on a finite-dimensional

subspace Mh of the infinite-dimensional space M. The distribution will still have

the form

πprior(m) ∝ exp{−1
2
m∗C −1

prior,hm}, (4.23)

where C −1
prior,h defines a norm on Mh, but we must take care that in the limit as

our h → 0, Cprior,h converges to an operator inM that has bounded trace (because

it should converge to I ∗I for some choice of Cameron-Martin space G). In what

follows, we will drop the subscript h and assume Cprior is defined on our choice ofMh.

Relating the posterior distribution to PDE-constrained optimization. Un-

der the assumption that πprior(m) and πlike(dobs|m) are Gaussian, the expression for

πpost(m|dobs) (which we will abbreviate πpost(m)) in equation (4.20) can be expanded

as

πpost(m) ∝ exp
{
−1

2

(
‖dobs − b(w(m))‖2

C−1
obs

+ ‖m‖2
C−1

prior

)}
. (4.24)

2In [Isaac et al., 2015], Γ is used as the standard symbol for a covariance matrix or operator. As
we have used this symbol in describing the boundaries of Ω, we employ C instead.
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If we take the negative logarithm of each side, we get

− log πpost(m) = C + 1
2

(
‖dobs − b(w(m))‖2

C−1
obs

+ ‖m‖2
C−1

prior

)
, (4.25)

where C is an arbitrary constant. Ignoring the constant, the term on the right is

equivalent to the objective function J (m) in equation (4.6), if:

1. We choose b and Cobs such that

‖dobs − b(w(m))‖C−1
obs

= ‖uobs −wu‖misfit, (4.26)

i.e., if b takes the trace of the state vector’s velocity on the surface, and if

C −1
obs is a norm on the observations dobs defined by interpolating dobs to the

field uobs and taking the weighted L2(Γtop) norm from equation (4.4). We note

that if b and Cobs are so defined, b∗C −1
obsb is equal to the operator B defined in

equation (4.17).

2. We equate m∗C −1
priorm and the Hessian of the regularization Rmm (which is

independent of m).

Because the observations are finite-dimensional, the first choice equating the misfit

and the observation covariance is valid. As we mentioned above, however, it is not

sufficient for Cprior to be a continuous linear operator: it must converge to a compact

operator as h → 0. The regularization operator from our deterministic inversion

has as its leading term the weak form of the Laplace-Beltrami operator on a two-

dimensional surface: assuming ΓR is smooth, the eigenvectors of this operator are

C0(ΓR) functions and its eigenvalues grow as i2 + j2. The trace of the inverse of this
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operator diverges, ∑
i,j

1

i2 + j2
→∞, (4.27)

so this operator is inappropriate for defining a parameter space M that is a subset

of C0(ΓR).

To address this in [Isaac et al., 2015], we define C −1
prior to be a higher-degree differ-

ential operator, namely by making the leading term a weak form of the bilaplacian,

m̃C −1
priorm :=

∫
ΓR

γ∆ΓRm̂∆ΓRm+ δm̂m ds. (4.28)

The eigenvalues of this operator grow as i4 + j4, so Cprior has a bounded trace that is

independent of h. This is essentially equivalent to choosingW2,2(ΓR) as the Cameron-

Martin subspace that defines the measure onM. See [Isaac et al., 2015, Section 3.1]

for more details.

We have formulated prior distributions for the parameters and for the observations

given the parameters, πprior(m) and πlike(dobs|m), and have shown how the posterior

distribution of the parameters given observations, πpost(m), is formally analogous

to regularized PDE-constrained optimization problem. In the next section, we will

discuss our approach to solving the Bayesian inverse problem, or Bayesian inference,

which is the problem of computing statistics of the posterior distribution.

4.2.1 Gaussian Approximation of the Posterior Distribution.

Since we defined πprior(m) and πlike(dobs|m) to be Gaussian distributions above, the

posterior distribution πpost(m) in equation (4.24) looks almost Gaussian itself, but it

is not because of the nonlinearity of the map w(m) implicitly defining the state w

through the forward problem, A(w(m);m) = 0.
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Gaussian distributions are useful for computational purposes because it easier to

compute the statistics of a Gaussian distribution than it is to compute the statistics

of a general probability distribution. The moments of N (m,C ) (i.e., the Gaussian

distribution with meanm and covariance C ), for instance, have explicit expressions in

terms ofm and C . Even for general statistics that must be estimated with sampling,

Gaussian distributions are convenient to work with because samples can be quickly

generated: given a symmetric factorization C = L L ∗ and a standard normal vector

z, (one where each zi is independently sampled from a Gaussian distribution with

mean 0 and standard deviation 1), L z +m is a sample from N (m,C ). Even if one

does not have a symmetric factor of C , the action of a symmetric factor on a vector

an be iteratively computed using Krylov subspace methods [Chow and Saad, 2014,

Parker and Fox, 2012].

In [Isaac et al., 2015, Section 4], we choose to approximate the posterior distribu-

tion πpost(m) with a Gaussian distribution N (mMAP,Cpost). HeremMAP is the point

of maximum a posteriori likelihood (or MAP point), mMAP := arg maxm πpost(m),

and C −1
post is the Hessian of − log πpost(mMAP). This approximation, sometimes re-

ferred to as the Laplace approximation, is the best Gaussian approximation in the

vicinity of mMAP in that 1
2
(m−mMAP)∗C−1

post(m−mMAP) is the second order Tay-

lor expansion of − log πpost(mMAP). Even when πpost(m) is sufficiently non-Gaussian

thatN (mMAP,Cpost) is not considered a good approximation on its own, it can still be

used to accelerate sampling of πpost(m) by serving as a proposal distribution within

the Markov Chain Monte Carlo framework [Petra et al., 2014].

To effectively use N (mMAP,Cpost), it is of course necessary to compute mMAP.

By definition, mMAP also minimizes − log πpost(m), which we have shown has the

same form as the regularized PDE-constrained optimization problem for which we

demonstrated a scalable solver in section 4.1. In [Isaac et al., 2015, Section 4.4], we
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Figure 4.4: The MAP point of the posterior distribution πpost(m) described in the text.
Low (red) and high (blue) values for the basal sliding parameter correlate with fast and slow
ice flow regions, respectively. We note that, due to the discrepency in terminology, β in this
work is referred to as exp(β) in the figure. (Reproduced from [Isaac et al., 2015, Figure 7].)

compute the MAP point for the Antarctic ice sheet problem with 400,000 parameter

degrees of freedom and 4 million state degrees of freedom: the sliding coefficient

corresponding to mMAP is shown in figure 4.4.

The structure of the operator C −1
post is the same as that given in equation (4.19)

for H(m), but with b∗C −1
obsb in the place of B and C −1

prior in the place of Rmm. Our

approach to representing the prior distributions πprior(m) and πlike(dobs|m) in memory

is to store the inverse covariance operators C −1
prior and C −1

obs , as these are sparse matrices

from finite element calculations. This is not true of C −1
post, however: it is dense and

a single entry in C −1
post requires one linearized forward and one adjoint PDE solve to

calculate. Thus, with O(105) or more parameters, direct storage of C −1
obs or Cobs is not

feasible.

Explicit storage of either Cpost or C −1
post, however, is not necessary: the only op-

erations required to compute expectations of functions weighted by N (mMAP,Cpost)

are the application of Cpost, the application of C −1
post, and the drawing of samples by
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applying a symmetric factor of Cpost to a vector.

Even still, each of these operations can be quite expensive for large-scale problems.

The cheapest is applying C −1
post, which requires one linearized forward and one adjoint

solve to calculate (see equations (4.14) to (4.16)); applying Cpost or a symmetric factor

of Cpost each requires a Krylov subspace iteration, where C −1
post is the operator, so each

requires (depending on the quality of preconditioning) several PDE solves. In the next

section, we will discuss our approach for reducing these costs.

4.2.2 Posterior Covariance Approximation Via Low-Rank Up-

dates.

Let C −1
post−C −1

prior be called Hmisfit, the misfit Hessian: it contains all of the information

in C −1
post that comes from the parameter-to-observation map (this is equivalent to all

the terms in the expression for H in equation (4.19) except the Rmm term). The

posterior covariance can be written in terms of the prior-preconditioned misfit Hessian

as

Cpost = (CpriorHmisfit + I)−1Cprior (4.29)

By the similar reasoning to that given in the deterministic case, the prior-preconditioned

misfit Hessian is a compact operator. In [Isaac et al., 2015, Section 4.2], we demon-

strate this fact numerically for the Bayesian inverse problem posed on the Antarctic

ice sheet by showing that the spectrum of the prior-preconditioned misfit Hessian

converges to zero at a rate that is unchanged by h-refinement (see figure 4.5).

If r is the numerical rank of CpriorHmisfit (which we take to mean the number

of singular values greater than some threshold ε ≤ 1), then using the randomized

EVD methods from [Halko et al., 2011], only r + O(1) Hessian-vector products are
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Figure 4.5: Log-linear plot of spectrum of prior-preconditioned misfit Hessian for two
successively finer parameter/state meshes of the Bayesian inverse problem described in the
text. The curves lie on top of each other, indicating mesh independence of the spectrum.
(Reproduced from [Isaac et al., 2015, Figure 5].)

necessary to compute a low rank approximation,

CpriorHmisfit ≈ WrΛrV
T
r , (4.30)

where Λr ∈ Rr×r is diagonal with positive and monotonically decreasing entries, and

Vr = C −1
priorWr (see [Isaac et al., 2015, Section 4.2] for details on this decomposition).

Using this approximation, we can approximate Cpost and its inverse:

Cpost ≈ Cprior −WrΛr(Λr + Ir)
−1WT

r ; (4.31)

C −1
post ≈ C −1

prior + VrΛrV
T
r . (4.32)

The form of Cpost illustrates that the uncertainty of the posterior distribution (which

is characterized by the magnitude of the covariance) is equal to the uncertainty of the

prior distribution, less what has been learned from observations. This reduction in un-

certainty can be seen in the basal sliding parameter fields β(m) form ∼ N (0,Cprior)

and m ∼ N (0,Cpost), illustrated in figure 4.7.

This approximations can also be used to generate samples from the posterior
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distribution: if n is a sample drawn from N (0,Cprior), then

mMAP + (I +Wr((Λr + Ir)
−1/2 − Ir)V T

r )n (4.33)

is a sample drawn from N (mMAP,Cpost).

Let {λi}Nd
i=1 be the singular values of CpriorHmisfit: the error in the approximation

of Cpost (in the Frobenius norm) will be O(
∑Nd

i=r+1 λi); the error in the approximation

of C −1
post will be O(

∑Nd

i=r+1 λi/(λi + 1)).

The value of these approximations is that they are much cheaper to apply than the

true operators Cpost and C −1
post. Once we have performed the Hessian-vector products

necessary to compute the approximation, we no longer must solve linearized forward

or adjoint equations to (approximately) apply the covariance or its inverse.

In figure 4.6, we show the eigenvectors Wr of the prior-preconditioned misfit Hes-

sian. They demonstrate that, while large-scale changes in the parameter m are the

most informed by the observations, even the most informed parameter modes still

exhibit a degree of locality. In the most-informed mode, we can see the parameter

changes only near the George VI and Ross ice shelves; in the second largest, the

parameter changes only near the Filchner-Ronne ice shelf.

4.2.3 Scalable Propagation of Uncertainty to Quantities of In-

terest

In [Isaac et al., 2015, Section 5], we use the approximate posterior distribution dis-

cussed in sections 4.2.1 and 4.2.2, which is a Gaussian approximation that is a low-

rank update to the prior distribution, to propagate forward to quantities of interest

the uncertainty in the parameter field m after observation.
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Figure 4.6: Eigenvectors of the prior-preconditioned data misfit Hessian corresponding
(from left to right and top to bottom) to the 1st, 2nd, 100th, 200th, 500th, and 4000th
eigenvalues. Note that different eigenvectors localize in different regions of Antarctica, and
that eigenvectors corresponding to smaller eigenvalues are increasingly more oscillatory (and
thus inform smaller length scales of the basal sliding parameter field) but are also increasingly
less informed by the data. (Reproduced from [Isaac et al., 2015, Figure 6].)
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Figure 4.7: Samples from the prior (top row) and Gaussian approximation of the
posterior (bottom row) distributions for the basal sliding parameter field. The difference
between the prior and posterior samples reflects the information gained from the observational
data. The large scale features of the posterior samples consistently resemble the MAP point
shown in figure 4.4. Note the small variability in the fast ice flow regions, while central
and West Antarctica exhibit large variability in the inferred basal sliding parameter field.
(Reproduced from [Isaac et al., 2015, Figure 9].)
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We assume a set Q(m) ∈ Rq of quantities of interest of the parameter fieldm. In

[Isaac et al., 2015], we used as example quantities of interest the mass flux of the ice

sheet at different portions of the ice-ocean interfaces, because these quantities were

simple to compute, and because the map fromm to Q goes through the same forward

model A(w;m) that was used to invert for m from observations. In predicting

the future of the polar ice sheets, quantities of interest are more likely to be the

surface mass balance at some future time, or even the future locations of the ice-

ocean interfaces, as incursion of warm waters under ice shelves is threatening the

stability of marine ice sheets (see e.g. [Favier et al., 2014]). For these quantities of

interest, the map Q from the parameter involves a more complex and more expensive

forward model than the steady-state forward model of this work. We note that our

method for approximating the forward propagation of uncertainty is still effective in

this setting, provided one is able to scalably evaluate the Jacobian of Q with respect

to m, using, e.g., adjoint methods.

The exact expressions for the expected mean and covariance of Q are

Q̄ := E[Q(m)] =

∫
M
Q(m)dµpost(m|dobs), (4.34)

σ2(Q) := E[(Q(m− Q̄)(Q(m)− Q̄)T ] =

∫
M

(Q(m)− Q̄)(Q(m)− Q̄)Tdµpost(m|dobs).

(4.35)

As was stated above, the low-rank Gaussian approximation of πpost(m) we develop

can be used to accelerate the sampling from πpost(m) to compute estimates which

will converge to Q̄ and σ2(Q) as the number of samples grows. Although we know

that πpost(m) is a compact perturbation of the Gaussian prior distribution πprior(m),

in our numerical experiments we demonstrate that the numerical rank of that per-

turbation (i.e., the number of modes that are significantly informed by observations)
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is still somewhat large—O(103)—for the inverse problem we have formulated on the

Antarctic ice sheet. For such a high-dimensional space, even accelerated sampling

would require a large number (e.g., O(106)) of samples to converge, each requiring

both the solution of the forward problem A(m;w) = 0, in addition to evaluation of

the quantities of interest Q(m), which is potentially even more expensive than the

forward problem.

To obtain approximations that are immediately available once our low-rank Gaus-

sian approximation has been constructed, we use the Jacobian Qm of Q to push

forward the posterior Gaussian approximation N (mMAP,Cpost) onto a Gaussian ap-

proximation N (Q(mMAP),CQ), where

CQ := QmMAPCpostQ
∗
mMAP

. (4.36)

Because the quantities Q that were chosen in [Isaac et al., 2014b] use the same state

parameters w as those used to infer from observations, evaluating QmMAP and QmMAP

reduce to adjoint systems of PDEs like those already used for the parameter-to-

observation map (see equation 26 of that work).

With this last step, we have demonstrated estimates of uncertainty in predictions

where each step—finding the MAP point via PDE-constrained optimization, low-rank

approximation of the posterior covariance, and propagation of that covariance to the

covariance of predictions—has a scalable and efficient algorithm. The use of adjoint

methods allows each of these steps to be broken down into a number of forward

and adjoint solves, where the total number of solves depends not on the number of

parameters, the number of state variables, or the number of raw observations, but only

on the amount of information that the observations have added to the prior knowledge.

When combined with scalable solvers for the forward and adjoint equations, the result
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is a scalable framework for data-to-prediction uncertainty quantification.
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Chapter 5. Ongoing and Future Work

In this work we have presented a scalable framework for prediction with uncertainty,

comprising three main components:

Chapter 2 Parallel adaptive mesh refinement designed for thin three-dimensional domains,

such as the polar ice sheets, to capture sub-kilometer scale features without the

computational cost of using such a fine resolution uniformly;

Chapter 3 Accurate, stable discretization of the nonlinear Stokes equations of ice sheet

dynamics, capable of high-order accuracy, along with a scalable and efficient

solver for the resulting nonlinear equations and linearized equations;

Chapter 4 Mesh-independent (i.e., with a number of forward and adjoint solves indepen-

dent of parameter and state resolution) solution of the Bayesian inverse problem

of inferring the basal sliding coefficient from observations, and propagation of

that uncertainty to quantities of interest, to provide a systematic assessment of

the reliability of those predictions.

Many opportunities remain for improving and expanding upon this framework, some

of which we discuss in this concluding section.

Adaptive Mesh Refinement. The hybrid parallel AMR strategy in section 2.3

is conceptually simple: it extrudes a locally refined three-dimensional mesh from a

locally refined two-dimensional mesh. The p4est library has demonstrated excellent
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performance and scalability, but most aspects of its implementation are hard-coded,

which increases the complexity of extending the library. The author was able to

implement the hybrid AMR strategy in the p6est library extension in about a month,

but had he not been one of the main developers of p4est, the concept would surely

have taken much more effort to realize.

Through communications and interactions with the users of p4est, the author

has also come to appreciate that many applications of parallel AMR are similar to

the ice-sheet meshing problem, in that they require data structures that are similar,

but not quite the same, as those provided by the main p4est interface. The authors

of p4est have deployed two strategies to handle these cases, one algorithmic and one

social. The former is an efficient “mesh iteration” algorithm, which was presented in

[Isaac et al., 2014a], that serves the mesh topology to user-specified callbacks so that

they may transform it as they see fit. The latter is simply collaboration with users

through the p4est mailing list to understand how their requirements differ from what

p4est provides and working with them to bridge the gap. Neither approach is ideal:

the mesh iteration algorithm can only produce data structures that are in some sense

isomorphic to the underlying forest-of-octrees data; the p4est authors have limited

time to collaborate with users.

The author is thus led to believe that there would be demand for an approach to

parallel AMR with an explicit emphasis on extensibility, i.e., which would allow the

user to provide plugin replacements for default algorithms and implementations. We

give a partial list of components of the forest-of-octrees approach to parallel AMR

which could benefit from plugin-type extensibility.

• Although the Morton space-filling curve (SFC) is assumed to organize data in

forest-of-octrees AMR, the same generic algorithms can be used for many SFCs,
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including, e.g., Hilbert and Peano curves. Each curve has relative advantages

that may suite different applications, so an extensible library that allows the

user to choose between them, or to implement her own, would be advantageous.

• Many component algorithms of forest-of-octrees AMR could be used unchanged

for forests of triangles/tetrahedra/prisms/etc., provided they are formulated in

terms of properties that are common to all polytopes. A useful tool for imple-

menting this type of abstraction is the concept of a CW complex from algebraic

topology (see, e.g., [May, 1999, Chapter 10]), which motivated the Sieve library

[Knepley and Karpeev, 2009] and its successor, the DMPlex mesh format within

the PETSc library. Algorithms written as a synthesis of hierarchical operations

(e.g., parent, child) and CW-complex operations (e.g., closure, support) would

maximize extensibility.

• The two-level domain description in a forest of octrees, with a coarse mesh and a

refined mesh, could be generalized to a multi-level domain description, where a

leaf on one level becomes a tree on the next. This is essentially what the p6est

extension already does: the leaves of the two-dimensional quadtrees become

the roots of the binary trees describing the layers within columns. A truly

multi-level format would allow other users to more easily implement similar

constructions for other, unanticipated applications.

The Forward Problem. The forward model used in this work involves only the

ice velocity and pressure, and is not a time dependent model. Using a fully ther-

momechanical model of ice, through the coupling of the current model to either

temperature [Zhu et al., 2014], enthalpy [Aschwanden et al., 2012], or energy equa-

tions [Kallen-Brown, 2011, Chapter 6] would increase the accuracy of the model. The

88



solver that we have developed for the forward model can also be applied to solve for

implicit time-stepping within an time-dependent simulation. Because of the critical

role marine ice sheet instability will play in the future of the Antarctic ice sheet,

coupling of our model with an ocean model, in the manner demonstrated for model

problems in [Goldberg and Heimbach, 2013], would greatly expand the impact of our

work.

In section 3.2, we presented two mixed finite element spaces for discretizing

the nonlinear Stokes equations of ice sheet dynamics, [Qk(K̂)]3 × Pk−1(K̂)disc and

[Qk(K̂)]3×Qk−2(K̂)disc. The former has optimal-order convergence but an inf-sup con-

dition that depends on the aspect ratio of the physical element K = ϕ(K̂); the latter

has sub-optimal convergence but an inf-sup condition that is independent of the aspect

ratio. In discretizing the Antarctic ice sheet, we decided that performance for large

aspect ratios was more important than convergence order and chose the latter pair. It

should be noted that Ainsworth and Coggins in [Ainsworth and Coggins, 2002] show

that in two dimensions the pair [Sk(K̂)]2 ×Qk−1(K̂) (Sk is the “trunk” or “serendip-

ity” space of order k) has optimal-order convergence and an inf-sup constant that is

bounded below for both h and k as well as the element aspect ratio. If this result

could be extended to three dimensions, it might prove useful for ice sheet discretiza-

tions, although giving up the tensor product structure of the velocity space could

negatively impact the efficiency of computations.

The solver for the nonlinear Stokes equations of ice sheet dynamics discussed in

section 3.4 has demonstrated good scalability and robustness, but there are still areas

for potential improvement. It is difficult to achieve good scalability for the setup of an

algebraic multigrid (AMG) hierarchy, and our scaling results in section 3.5 reflect this.

Geometric multigrid (GMG) methods avoid Galerkin projection to construct coarse-

grid operators, which is a large component of AMG setup time, and they also allow for
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unassembled coarse-grid operators which can surpass the poor numerical intensity of

sparse matrix multiplication. In recent work, [Sundar et al., 2012, Rudi et al., 2015],

a composition of GMG and AMG hierarchies has been successfully implemented using

the same software stack used in this work (see figure 3.2), albeit without the p6est

extension. Combining this GMG/AMG approach with the p6est library extension

could significantly improve the setup and solve time for the forward problem. In

[Rudi et al., 2015] we also present significant improvements in the performance of the

kernel routines used in matrix-free matvecs, improvements which can also be applied

to the operators for the equations in this work.

Within the multigrid preconditioner for the (1,1)-block of the linearized Stokes

system, we employed a smoother whose innermost component is an incomplete fac-

torization, which is computed without pivoting because of the need to keep the de-

grees of freedom associated with a column of ice together. Except for M -matrices,

such a factorization without pivoting is not guaranteed to exist (for a good discus-

sion, see [Eijkhout, 1999]). The discretization of the (1,1)-block of the Stokes sys-

tem, which as a second-order differential operator of the form (D(u),D(v))Ω, where

D(u) = 1
2
(∇u+ ∇uT), cannot be reduced to an M - matrix. As a result, some kind

of modification is necessary to keep the factorization algorithm from breaking down:

we discuss this issue at greater length in [Isaac et al., 2014b], but it suffices to say

that this issue of breakdown in the factorization algorithm affects the robustness of

our preconditioner. Given this deficiency, why are we intent on using an incomplete

factorization smoother? We are motivated by the fact that for a simpler elliptic prob-

lem (a 7-point stencil discretization of the Laplacian), the incomplete factorization

results in a smoother that does not lose efficiency as the aspect ratio of discretization

increases. In this simpler setting, the incomplete factorization is not only guaranteed

to exist, but can be formulated using only a perturbation on the diagonal. To wit, if
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A = L+D + LT is the matrix for a 7-point stencil discretizing the Laplacian, where

D is diagonal and L is strictly lower-triangular, then the incomplete factorization can

be written as

A ≈ Ã = (L+ D̃)D̃−1(L+ D̃)T. (5.1)

A possibility for robustly smoothing the (1,1)-block of the Stokes system is to com-

pute a decomposition similar to the one in equation (5.1), where D̃ is computed as

the diagonal vector (or block-vector) that approximately minimizes ‖A− Ã‖. While

this type of computation is undoubtedly more expensive than the typical ILU al-

gorithm, it should be noted that it could be computed iteratively, and the paral-

lel iterative computation of incomplete factorizations is an active area of research

[Chow and Patel, 2015], which could be applied to this case.

The Inverse Problem. The inverse problem that we have posed is for a parameter

field m that defines a basal sliding coefficient by β = exp(m). It is used as a purely

phenomenological Robin coefficient, i.e., it contains no description of any processes

that affect the traction between the ice sheet and the bed. While it may be useful

for initializing a time-dependent ice sheet model, alone it is not as useful to force a

time-dependent ice sheet model, because there are factors, such as basal hydrology

[Creyts and Schoof, 2009], that affect that traction and change on time scales of days

and months. A more useful parameterization for future predictions would be to use

the parameter m to describe the depth and nature of the till beneath the ice sheets.

These values change over much longer time scales of years and decades, and so if we

inverted for these parameters, they could be coupled with a dynamic basal hydrology

model for greater predictive validity.

The specifics of the parameters and the observations used in our deterministic
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and Bayesian inverse problems in chapter 4 do not effect the properties that give

our approach mesh-independent performance, so our methods can be readily applied

to other related inverse problems. A promising source of additional observations are

isochrones within the ice sheets. An isochrone is a layer of ice within the sheet that was

once simultaneous at the surface, before accumulation buried it. Using radar stratig-

raphy, isochrones have been traced in Greenland [MacGregor et al., 2015], giving us a

good approximation of the age of the ice at each depth. This three-dimensional data

potentially provides a great deal more information than the two-dimensional data

that makes up a surface-velocity dataset, and is thus potentially more informative

when used to invert for parameters.

In transitioning from a deterministic inverse problem to a Bayesian inverse prob-

lem for the parameterm governing the basal sliding coefficient in sections 4.1 and 4.2,

we defined both the prior probability distribution of the parameter (πprior(m)) and

the likelihood of the observations (πlike(dobs|m)) to be Gaussian approximations with

covariance operators Cprior and Cobs, respectively. While Gaussianity is generally a

fair choice for a distribution in the absence of additional information, the choices

made in defining Cprior and Cobs have an enormous impact on the meaning and be-

lievability of the posterior distribution that Bayesian inference subsequently defines.

In [Isaac et al., 2015], the factors that went into the choice of covariance operators

were largely theoretical (such as the need for Cprior to converge to a trace-class oper-

ator in the limit as h→ 0) and practical (such as the choice to calculate C −1
obs via an

integral over the surface of the ice sheet, rather than at a set of discrete points). For

the scalable Bayesian inversion framework to have a meaningful impact, it will have

to be applied using distributions that are motivated by empirical factors. In the case

of Cobs, this means converting an understanding of the instruments (such as InSAR)

used to collect data, and the conditions under which it was collected (e.g., how much
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distortion could be expected from the atmosphere), into a realistic covariance oper-

ator Cnoise, which can be added to an estimate of model error to get the complete

covariance Cobs. In the case of Cprior, this means a good-faith effort to understand the

processes that go into defining the basal sliding coefficient and the length scales over

which they vary.

Under any reasonable choice of prior distributions, the nature of the parameter-

to-observations map through the forward model is such that the prior-preconditioned

misfit Hessian discussed in section 4.2.2 will be compact and thus have a rank that

is mesh-independent. While that rank does not grow with the problem size, it is not

necessarily objectively small: in our Bayesian inverse problem defined on the Antarc-

tic ice sheet, the numerical rank was found to be r ≈ 4000: a rank-4000 update to

an operator requires at least 4000 vectors to store, which may require resorting to

disk for storage. An important avenue of future work will be combining the low-

rank approximation we describe with other Hessian approximation techniques, such

as hierarchical matrix approximations [Börm et al., 2003]. Due to the locality of the

eigenvectors seen in figure 4.6, a domain-decomposition approach, where inverse prob-

lems are defined on subsets of the ice sheet, may also define a useful approximation

of the posterior covariance Cpost.
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