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As in many service organizations, hospitals use a variety of shift types when 

scheduling nurse resources.  In general, the operational decisions of workforce planning 

can be divided into two interrelated problems: (1) midterm planning in terms of shift 

assignments for up to six weeks at a time, and (2) the short-term daily adjustment of 

schedules.   

Individual nurse profiles are a function of a unit’s skill requirements, labor laws, 

and other qualifications, and are results of the long-term planning decision.  At the 

midterm level, the goal is to match nurse resources with the expected workload over the 

planning horizon.  Rosters are designed to maximize personnel preferences as well as 

minimize cost.  To investigate this problem, a large-scale integer program model was 

developed and solved with two methodologies. The first is based on Lagrangian 

Relaxation based heuristic, which uses a combination of subgradient optimization and 

Bundle methods, with variable fixing strategy and IP-based heuristic. The second 

methodology is a branch-and-price algorithm that makes use of several new branching 

rules, an extremely effective rounding heuristic, a dual bound procedure, and specialized 

aggregation scheme. To extend the algorithms to solve different levels of nursing skills, a 

downgrading strategy is used by giving scheduling priorities to higher level of worker. 

The midterm schedules provide a blueprint for the monthly work assignments of 

the staff.  Because of absenteeism and unpredicted demand fluctuations, though, a 

hospital-wide reallocation of resources is needed on a daily basis.  While the overall goal 
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is to ensure adequate coverage at minimize cost, a secondary goal is to minimize changes 

to the assigned rosters.  Nevertheless, to allow more flexibility, nurses are permitted to 

work in several units during a shift rather than just their home unit.  An IP-based column 

generation methodology was developed to solve this problem and applied within a rolling 

horizon framework.  The idea is to consider 24 hours at a time, but implement the results 

for only the first 8 hours.  All algorithms were tested on data obtained from a 400-bed US 

hospital.  The results show an order-of-magnitude improvement over current approaches 

in terms of solution quality and computation times. 



 

 viii 
 

 Table of Contents 

Table of Contents...........................................................................................................  viii 

List of Tables………………………………………………………………………….     x 

List of Figures…………………………………………………………………………    xi 

Chapter I Introduction ………………………………………………………………..     1 

1.1. Background………………………………………………………………………     1 

1.2. Literature Review………………………………………………………………...     6 

 1.2.1. Scheduling Strategies……...……………………………………………     7 

 1.2.2. Solution Methodology………………………………………………….     8  

Chapter II Nurse Midterm Scheduling Problem……………………………………...    16 

2.1. Model Development……………………………………………………………..    16 

2.2. Shift-View IP Model…………………………………………………………….    18 

2.3. Lagrangian Relaxation Formulation…………...………………………………...   26 

2.4. LR Solution Methodology……………………………………………………….   32 

 2.4.1. Subgradient Optimization for Solving the Lagrangian Dual…………..   33 

 2.4.2. Bundle Method………………………………………………………...   35 

 2.4.3. Feasibility IP Heuristic………………………………………………...   38 

 2.4.4. Variable Fixing Heuristic……………………………………………...    40 

 2.4.5. Complete Lagrangian Relaxation Algorithm………………………….    42 

2.5. Reformulation as Set-Covering Type Model……………………………………    45 

2.6. Branch and Price (B&P) Solution Methodology………………………………..    49 

 2.6.1. Branching Strategy……………………………………………………    50 

 2.6.2. Heuristics……………………………………………………………...    55 

 2.6.3. Enhancement Options………………………………………………...    57 

2.7. Computational Results………………………………………………………….    62 

 2.7.1. Problem Sets………………………………………………………….    63 

 2.7.2. Result for Lagrangian Relaxation Heuristics………………………....    64 

 2.7.3. Performance of the B&P Algorithm………………………………….    69 

 2.7.4. Comparative Analysis………………………………………………..    72 



 

 ix 
 

Chapter III Midterm Nurse Scheduling with Downgrading………………………..    77 

3.1. Downgrading…………………………………………………………………..    77  

3.2. Experimental Design and Computational Results……………………………..    85 

 3.2.1. General Results………………………………………………………    89 

3.2.2. Comparative Results…………………………………………………    90 

Chapter IV Short Term Nurse Scheduling Problem………………………………..    93 

4.1. Problem Statement……………………………………………………………..   94 

4.2. Mathematical Model…………………………………………………………...   97 

4.3. Branch and Price Methodology for Short-term Problem………………………  109 

 4.3.1. Column-oriented Approach for Daily Rescheduling………………… 109 

 4.3.2. Column Generation…………………………………………………..  112 

 4.3.3. Overview of Branch and Price (B&P) Algorithm……………………  114 

 4.3.4. Branching Rules……………………………………………………...  116 

4.4. Heuristic and Computational Enhancements…………………………………..  122 

 4.4.1. Tabu Search………………………………………………………….   123 

 4.4.2. Set Covering Heuristic……………………………………………….  129 

 4.4.3. Column Management and Cuts………………………………………  131 

4.5. Computational Experiments for Non-Split Model……………………………..  133 

 4.5.1. Input Data……………………………………………………………  134 

 4.5.2. Experimental Design and Results for Non-Split Shift Problems……   139 

4.6. Computational Results for Split Model………………………………………..  145 

 4.6.1. Solution Characteristics for Test Problems……………………….….  148 

 4.6.2. Computational Statistics for Test Problems……………………….…  150 

 4.6.3. Summary by Group…………………………………………………..  153 

 4.6.4. Sensitivity Analysis………………………………………………….  154 

 4.6.5. MIR Cuts…………………………………………………………….  157 

Chapter V Conclusion………………………………………………………………  159 

Bibliography…….…………………………………………………………………..  164 

Vita………………………………………………………………………………….  170 



 

 x 
 

List of Tables 

 

Table 2.1. Input Characteristic for all Problem Instances…………………………….. 64 

Table 2.2. Output Data of Lagrangian Heuristic………………………………….…... 65 

Table 2.3. Solution Characteristic of B&P Algorithm………………………..………. 71 

Table 2.4. Comparisons between Master Variable  

  And Subproblem Variables Branching………………………………..  73 

Table 2.5. Lower Bound Performance for Problem 13……………………………….  74 

Table 2.6. Performance of B&P Algorithm with Early Termination…………………  75 

Table 2.7. Cmputational Results for Double Aggregations…………………………..  76 

Table 3.1. Definition of Shifts and Demand Periods…………………………………  78 

Table 3.2. Summary of Problems Used in Downgrading Computational Experiment.  86 

Table 3.3. Parameter Settings for Algorithm…………………………………………   87 

Table 3.4. Summary of Results for Downgrading Problem Instances 1 and 2……….  87 

Table 3.5. Summary of Results for Downgrading Problem Instances 3 and 4……….  88 

Table 3.6. Comparison of Sequential with Combined Approaches…………………..  88 

Table 4.1. Properties of Test Data…………………………………………………… 135 

Table 4.2. Input Data for Pool Nurses for Problem 1………………………………... 136 

Table 4.3. Input Data for Regular Nurses for Problem 1…………………………….. 137 

Table 4.4. Model Parameters and Their Values……………………………………… 138 

Table 4.5. Availability Data for Agency and On-call Nurses for Problem 1………… 138 

Table 4.6. Incremental Demand by Unit for Problem 1……………………………… 139 

Table 4.7. Summary of Computations for the First Set of Experiments……………... 140 

Table 4.8. Example Assignment for Pool Nurses in Problem 1……………………… 142 

Table 4.9. Assignments for Regular Nurses in Problem 1…………………………… 143 

Table 4.10. Assignments for Agency and On-call Nurses in Problem 1……………..  143 

Table 4.11. Full Set of Assignments over 24 Hours for Problem 1…………………..  144 

Table 4.12. Summary of Problem Instance Characteristics…………………………..  146 

Table 4.13. Parameter Settings……………………………………………………….  147 



 

 xi 
 

Table 4.14. Solution Quality for Test Problems……………………………………..  149 

Table 4.15. Computational Results…………………………………………………..  151 

Table 4.16. Summary Statistics for Computational Results…………………………  153 

Table 4.17. Optimality Gap for Different Penalty Values for 70-Nurse Problem…...  157 

Table 4.18. Experience with MIR Cuts……………………………………………… 158 

 



 

 xii 
 

List of Figures 

 

Figure 2.1. Algorithmic Performance for Problem No. 6……………………………… 68 

Figure 2.2. Comparison between LP solution and dual lower bound for problem 13 … 74 

Figure 4.1. Components of System for Optimizing Daily Schedule.…………………..  96 

Figure 4.2. Flowchart of B&P Algorithm……………………………………………... 115 

Figure 4.3. Cost Preference Trade-off for Problem 1 for Non-Split Case…….………. 145 

Figure 4.4. Relationship between Objective Functions and Aggregate Penalty………. 155 

Figure 4.5. Relationship between Algorithmic Efficiency and Aggregate Penalty…… 156 

 



 

 1 
 

Chapter I 

Introduction 

 
Personnel scheduling in the service industry presents challenges that are absent in most 

manufacturing settings where 8-hour shifts are the rule.  Organizations such as hospitals, 

call centers, airlines, and retail outlets typically operate up to 24 hours a day, 7 days a 

week, and face widely fluctuating demand.  The liabilities of poor planning are many. 

Overstaffing results in inflated payrolls and excessive idle time, while understaffing leads 

to poor customer service and a potential loss of revenue.  There is also an indirect effect 

that is evidenced by low job satisfaction and morale, accompanied by high turnover rates 

and increased recruitment and training costs (Quan 2005).   

To cope with high variations in demand, it is common for service providers to use 

multiple starting times, a combination of full- time and part-time labor, and a range of 

shift lengths.  The general objective of the staff scheduling problem is to find a feasible 

set of rosters that minimizes the weighted sum of labor costs and individual preference 

violations.  A roster is defined as a combination of shifts and days-off assignments over a 

fixed period of time.  The problem is complicated by the need to comply with 

government regulations, contractual agreements, and local policies related to weekend 

assignments, days-on and days-off patterns, maximum work stretches, and undesirable 

shift patterns. 

 

1.1. Background  

The constant challenge in the health care industry is to provide high-quality service while 

keeping down costs. The nurse scheduling problem faced by hospitals is especially 

challenging because of a welter of factors that must be considered in developing optimal 

staffing decision, such as hospital policies, labor laws, different nursing skill categories, 

random fluctuations in demand, and the desire to accommodate individual preferences. 

The latter is exacerbated by an acute shortage of nurses, said to be 120,000 today and 

expected to grow to 808,000 by 2020 in the United States (US) alone (USDHHS 2002, 

Levine 2001).  The reasons for this shortfall are complex, interrelated, and persistent.  
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Recent studies point to a common set of factors including the aging professional 

population, a shrinking cohort of entry- level candidates, increasing economic pressure on 

hospitals, the changing nature of the job, new life and work values, and a historical sense 

of disenfranchisement by the general nursing population from the decision-making 

process (Aiken 2002). 

To understand the depth of the problem faced by the health care industry, it is 

helpful to examine more statistics from various social studies.  In 2000, there were almost 

2.7 million individuals with nursing licenses in the U.S.  While this represents an increase 

of 1 million from 1980, the most recent period on which data are available, between 1996 

and 2000, witnessed a rate of growth less than half of that. Almost 500,000 individuals 

with nursing licenses were not working in nursing in 2000, an indication that there are 

alternative career choices for them outside the hospital such as education, insurance, and 

utilization review.  The average age of the current workforce is 45.2 years, and only 9.1% 

of nurses were younger than 30 in 2000 compared with 25.1% in 1980. Younger nurses 

are more open to accepting hospital jobs.   

The majority of nurses retire from the workforce in their late 50s (Kimball and 

O’Neil 2002).  This relatively short career is explained, at least in part, by the physical 

demands of the job, which become more difficult with age.  However, the most 

significant impact of the changing age distribution is that after the year 2010, when the 

baby boom generation begins to retire and greater utilization of health services most 

likely will occur, the small number of nurses entering the field combined with the large 

cohort now in their 40s with some starting to retire shortly thereafter, will lead to a 

dramatic shortage at the time when they will be increasingly needed.  A similar situation 

exists in Western Europe and many parts of Asia. 

 In the past, the essence of the nursing shortages seemed to be a mismatch between 

the demands of the market and the difficulties that hospitals encountered in meeting 

salary expectations of new graduates.  Today's problem is more complex; no evidence 

exists to suggest that large numbers of nurses have left the profession because of low 

wages or, in fact, are working at other jobs waiting for pay to increase (Berliner and 
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Ginzberg 2002).  In 2000, the national average earnings for full-time staff nurses were 

US$42,133, although this varied widely by region.  Wages have kept pace with inflation 

but have not significantly increased beyond that level over the past 20 years (Spratley et 

al. 2000).  While future increases in pay might attract a larger number of entrants into the 

field (mid-career or new career entrants), this alone will not resolve the other issues that 

are keeping the supply of nurses low.  This point does not seem to have had an impact on 

most hospital administrators who still think that wages alone are the issue (Berliner and 

Ginzberg 2002). 

The majority of researchers argue that the work environment must make the 

career more attractive (e.g., see Neisner and Raymond 2002, O’Neil and Seago 2002).  In 

focus group studies conducted over the past two years, nurses have consistently identified 

a non-supportive, demeaning and, at times, hostile relationships with physicians as one of 

the most important factors diminishing the quality of work.  These discussions also 

revealed a dissatisfaction with schedules, inadequate investment in information 

technology to support nursing, and a lack of opportunity to deploy their skills and 

competencies to improve patient care and the workings of the system (Coffman et al. 

2001). While all research points out to embracing flexibilities and nurse preferences in 

roster assignment, hospitals need to be aware about their bottom lines. Historically, 

nurse-staffing cost represents a high proportion of the hospital operating budget 

(Perskalla and Brailer, 1994).   

In the most general sense, the problem of planning and scheduling of nurse 

resources can be viewed hierarchically and decomposed along the time axis: long-term 

decisions, mid-term decisions and short-term decisions (Perskalla and Brailer 1994, 

Warner 1976). This decomposition approach is used due to the uncertainty, both in 

demand that is derived from the number of patients in a unit and the availability of 

nurses.  In forecasting demand, a major difficulty lies not only in determining the number 

of patients for whom care must be provided, but the level of care that will be required by 

each; i.e., the acuity of care.  Siferd and Benton (1994) represented the number of nurses 

needed during a shift as a multiplicative model that takes into account mean patient 
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acuity, number of patients, and the mean rate of change in acuities.  Using simulation, 

they showed that the stochastic interplay of these factors could cause wide swings in 

coverage requirements for subsequent shifts.  In practice, however, demand is derived 

primarily from productivity data.  Kao and Queyranne (1985) developed a stochastic 

programming model with recourse to estimate the nursing budget costs for a surgical unit. 

They used ARIMA to forecast the number of patients in a month. This information 

determined the expected number of nurses required, and eventually, the total nursing 

budget. The simplified aggregate estimates illustrated the seasonal aspect of the demand. 

At the levels of planning, uncertainty is dealt with by considering average 

measures.   Decisions are made based on the best estimate found for every uncertain 

parameter, such as average demand for nurses per day.  At the lower level in the 

hierarchy, adjustments are made on a regular basis according to the realization of the 

uncertain factors.  However, decisions made at previous levels remain in effect and  must 

be treated as input to the decision at the next level.   

In the long run, the goal is to specify the composition of the permanent workforce 

by skill and specific shift profiles.  The nursing staff at most hospitals includes registered 

nurses (RNs), licensed practical nurses (LPNs), technicians, and nurse aides.  Each 

category may be further divided by specialty and experience. Registered nurses are the 

most versatile and generally preferred because they can provide the widest range of care.  

LPNs are less flexible, while nurse aids have only limited training and skills.  A technical 

nurse is usually needed to operate certain medical instruments specific to a unit, such as 

cardiology.  For purposes of matching skills with requirements, some percentage of the 

average daily demand is assigned to each nurse category.  The specification of this 

percentage is a management decision that represents a tradeoff between cost, availability, 

and quality of service. A nurse shift profile is the combination of shifts a nurse is hired 

for in the contract. A shift in midterm scheduling is a number of consecutive periods of 

time within a working day.  Hospitals typically employ nurses to work either 8-hour or 

12-hour shifts.  In the review of hospital management, Siferd and Benton (1992) report 

that 50% of the hospitals in US use 8-hour shifts only, while 30% use a combination of 8-
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and 12-hour shifts.  Depending on hospital policy and state regulations, there are two 

types of shift profiles, a single shift profile and a rotational shift profile.  A nurse with a 

single a.m. shift profile will only be assigned to work on a.m. shifts and not on any other 

shifts.  On the other hand, a nurse with day-evening rotational shift profile can be 

assigned to work on either day shifts or evening shifts by the hospital.  To assure fairness, 

the rotational shifts usually require a minimum proportion of favorable shifts.   

The output of the long-term problem is the number of regular nurses available on 

a unit, along with their shift profiles.  Hospital units use this information, along with 

expected demand, planned leave and expected departures as input to the mid-term 

planning problem, the next level in the hierarchy. The primary challenge of midterm 

scheduling is to provide some minimum level of care (in terms of staff by skill category) 

during each shift over the planning horizon, while taking into account general and 

individualized schedule preferences of nurses. The primary goal of mid-term planning is 

to generate high quality nurse roster, a pattern of days on and days off within a two or 

four week planning horizon subject to demand requirements. Each unit or ward generates 

its own rosters independently, using average demand as input.   

Given the midterm rosters, further adjustments and decisions still need to be made 

on a short-term basis to deal with unplanned leave and spikes in demand.  This is the 

daily adjustment problem (Warner 1976).  When supply exceeds demand in a unit, a 

nurse may be asked to float to another unit or may be sent home.  When a unit is short of 

staff, the hospital has several options such as requesting overtime, calling in casuals, 

asking a nurse to work on his or her day off, or requesting outside resources.  The latter 

include both float pool and agency nurses, each imposing a different set of costs. 

The purpose of this dissertation is to report research associated with different 

problems encountered in nurse scheduling, with a focus on the midterm scheduling and 

short-term (daily adjustment) problems. In the rema inder of this chapter, the literature on 

staff scheduling is reviewed with an emphasis on the nurse scheduling problem. Chapter 

2 defines and presents the solution methodology to solve the midterm scheduling problem 

using a cyclic preference strategy. The solution provides two-week cyclic schedules for a 
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particular nursing skill in a specific unit. The schedules can be repeated periodically as 

long as the demand remains relatively constant.  Two different IP methodologies are used 

to solve the problem: a Lagrangian relaxation heuristic and branch-and-price algorithm.  

Computational results for problem instances with up to 200 nurses are highlighted where 

it is shown that most solutions were obtained within a few minutes.   

Chapter 3 demonstrates how the midterm scheduling approach can be extended to 

include different skill levels by using a downgrading strategy. Several IP-based 

formulations and methodologies are presented. Computational results are provided for 

two data sets containing up to a 100 nurses split between RNs and LPNs. Chapter 4 

addresses the problem of adjusting individual work assignments to account for daily 

fluctuations in the patient population, absenteeism, and emergencies. The problem is 

again formulated as an integer program, but solved within a rolling horizon framework, 

once prior to the beginning of each of three 8-hour shifts.  Because only limited instances 

can be solved with a commercial code, a branch-and-price algorithm was developed that 

was able to find good solutions to problems with up to 200 nurses in less than an hour, 

and in most cases, within a few minutes.  This is extremely important in an operational 

environment where the situation changes continually.  

 

1.2. Literature Review 

Although there has been abundant research on personnel scheduling, most efforts have 

focused on either shift scheduling or days-off scheduling with the objective of 

minimizing total cost (e.g., see Bechtold and Jacobs 1996, Burns and Carter 1985).  

These problems are the central components of midterm or tour scheduling (e.g., see 

Brusco 1998).  In the last two decades, most of the research on nurse scheduling has 

concentrated on rostering with the aim of accommodating individual preferences, such as 

requests for specific days off or shifts.  Less attention has been paid to short-term and 

long-term personnel planning. The nurse scheduling problem can be classified as a shift 

scheduling problem according to the topology of staff scheduling developed by Ernst et 

al. (2004). There are at least three different scheduling strategies used. 
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1.2.1. Scheduling Strategies 

The first strategy to solve the midterm nurse scheduling problem was called rotational or 

cyclic scheduling (Howell 1998).  In this approach, several sets of schedules are 

generated that collectively satisfy the demand requirements.  Nurses are then assigned the 

same schedules for several planning horizons, or rotated through all possible optimum 

assignments over several planning horizons. The latter is a more rigid form of cyclic 

scheduling, called tour scheduling.    In the basic approach, cyclic work patterns are 

generated to minimize the size of the nursing staff needed to cover the demand.  When 

only one shift per day is defined and the objective is to minimize the size of the staff, an 

exact solution to the cyclic scheduling problem can be found by using a fairly simple 

algorithm that minimizes that number of cyclic work patterns required to cover the 

demand. Burns (1978) studied the case of 10 days on a 14-day planning horizon with 

every second weekend off and up to six consecutive days on. Isken (2004) proposed an 

implicit tour scheduling IP that allows different starting shift times. He was able to solve 

a roster problem with a different mixes of starting times and total hours. The model 

benefited from its flexibility to allow different shift starting times. The cyclic scheduling 

policy implicitly assumes demand stability over a long period of time, and does not 

respond well when fluctuations in demand are present. Another criticism of the approach 

is that the cyclic scheduling model is focused on satisfying workstretch and weekend 

constraints, and leave out preference constraints. Many nurses view flexibility, and more 

importantly preferences satisfaction, as an entitlement that comes with the job. 

In recent years, many hospitals have gone to self-scheduling for midterm 

schedule. Having determined the number of nurses required for each period, nurses are 

asked to sign up for any shifts that they want to work and their preferred shifts as long as 

they are within their contractual bounds during the planning horizon.  To avoid an 

oversupply in any given period, an upper limit is placed on the number permitted to sign 

up in each block of time.  When conflicts occur, further adjustments are made through 

consensus (Griesmer 1993). Although it is easy to implement, self-scheduling may not be 



 

 8 
 

practical in all situations because of the impracticality of holding meetings to resolve 

conflicts, especially for large units.  Moreover, the results may not necessarily be 

perceived as fair.  Those who are savvy enough to game the system will always have an 

advantage over the procrastinators.  Controlling the sign-up order and rotating it over the 

year is a partial solution. 

As a consequence, more systematic approaches have been developed, which are 

in between cyclic schedule and self-scheduling.  The most popular is preference 

scheduling, which embodies two key ideas: work rules and the quantification of 

individual preferences. Work rules are sometimes referred to as hard constraints and 

derive from labor contracts and regulatory statutes.  Because they are non-negotiable, all 

rosters must comply with the hard constraints. In addition to general contractual rules, 

personnel requests, such as specific shifts and days off are submitted as a list of requests 

to the nurse manager prior to roster determination. To quantify preferences, desirable and 

undesirable patterns (soft constraints) are identified and assigned penalties, depending on 

the severity of a violation. The assignment may be done by asking nurses to freely 

distribute their own weighted penalties to a list of violations (Warner 1976), or by 

assuming several levels of penalties (Burke et al. 2001, Jaumard 1998). The final rosters 

generated try to satisfy as many preferences and pending requests as possible. 

One disadvantage of the preference scheduling approach is its inherent 

inconsistency. Due to the implicit assumption of independence of consecutive planning 

horizons, nurses may have noticeably different shift assignments from week to week and 

month to month.  This can be unsettling for those who need to make personal plans well 

in advance.  An alternative approach is to include a cyclic feature into the problem along 

with the preferences.  This usually reduces the planning horizon to one or two weeks 

compared with four to six weeks for preference scheduling to allow flexibility.  

 

1.2.2. Solution Methodology 

Early research methodologies to solve nurse scheduling were primarily aimed at 

developing efficient heuristics.  Both Bartholdi III (1981) and Howell (1998) solved the 
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cyclic scheduling problem by combining intuitive information of what constitutes a good 

schedule with greedy exchanges.  Miller et al. (1976) were the first to formally address 

the preference scheduling problem.  They used a simplified version of a rotation heuristic 

for a 4-week problem.  The objective function was a weighted combination of personnel 

costs and preference penalties.  A greedy heuristic with feasible neighborhood swaps was 

adopted to solve real instances with up to 12 nurses. Randhawa and Sitompul (1990) used 

a similar approach in their decision-support system model.  More recently, 

metaheuristics, such as tabu search and genetic algorithms (GAs), have been designed for 

various midterm scheduling problems.  The distinguishing feature of these methods is 

their ability to escape local optimality; however, they can only deal with one objective 

function or constraint at a time. The presence of hard and soft constraints requires solving 

the problem in several stages, one for each objective function and constraint.  Another 

approach is to develop a weighted function of several constraints. 

  Tabu search keeps a list of the most recently visited points and prohibits the 

search function from returning to them for several iterations. To enhance its performance, 

additional features such as strategic oscillation, intensification-diversification, and 

multiple neighborhood types have been proposed for the preference scheduling problem. 

Dowsland (1998) developed a tabu search approach with strategic oscillation to solve 

nurse scheduling problem with three different 8-hour shifts.  The algorithm starts with an 

initial roster obtained with a greedy heuristic that ignores the minimum coverage 

requirement.  In the next phase, three swap moves are used to try to satisfy the coverage 

constraints: shift swaps for a single nurse, two-nurse chain swaps, and rotation swaps. 

The solution is further refined with diversification and strategic oscillation The quality of 

each schedule produced by the algorithm is measured by a weighted sum of the penalty 

coefficients associated with the preference violations. Working independently, Burke et 

al. (1999) implemented a tabu search algorithm with diversification and greedy shuffling 

in the Plane software system to schedule nurses at several Belgium hospitals.  Similar 

implementations for constructing nurse rosters that include diversification strategy and 

adaptive memory structure can be found in Ferland (2001) and Nonobe & Ibaraki (1998).   
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Starting with several initial solutions, GAs use crossover and mutation operators 

to generate pairs of improved solutions.  In the context of preference scheduling, Aickelin 

and Dowsland (2004) transformed each roster into a string.  This representation allowed 

the original problem to be viewed as a permutation problem, which is more suitable for 

GAs due to the nature of the exchange procedures.  Heuristics were used to reconstruct 

solutions from the strings.  Related applications are discussed by Kawanaka et al. (2001). 

Their method was a bit restrictive, though, because it was designed around six hard 

constraints specific to the hospital environment in which they were working. 

 In contrast to heuristic whose termination criteria are concerned with no 

improvement solution of the current local optima, exact methods try to develop a lower 

bound and upper bound using math programming properties. They generally involve an 

integer program (IP) formulation of all constraints. Based on the definition of the 

decision variables, there are two principal ways of formulating staff scheduling problems 

as integer programs.  The first is the pattern-view formulation and leads to a set-covering 

type problem with a large number of columns.  In these models, each column represents a 

particular scheduling pattern or roster.  Accordingly, the decision variable, ζik, is defined 

to be equal to 1 if nurse i is assigned pattern k and 0 otherwise.  Pattern k contains a 

sequence of shifts and days-off assignments that span the planning horizon. The typical 

objective is to minimize a weighted combination of costs and preference penalties.  What 

has limited the usefulness of this approach is the size of the integer program (IP) that 

must be solved and the determination of the penalty coefficients.  The longer the planning 

horizon, the more alternatives that can be generated, and as a result, the harder the IP is to 

solve.  The penalty coefficients must be defined so that ‘small’ values imply a ‘good’ 

schedule. The second formulation is based on the shift view of the problem and often 

contains a large number of rows, most associated with individual employee constraints.  

Here, the decision variable, xidt, is defined to be equal to 1 if nurse i is assigned to shift t 

on day d and 0 otherwise. Each logical constraint has an explicit mathematical 

formulation. This makes the formulation grows in the number of constraints. In general, 
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each formulation has its own advantages, but the underlying problem remains NP-hard 

(Lau 1996). 

Exact algorithms typically involve some form of decomposition or use cutting 

planes derived from polyhedral theory.  The column generation approach, an example of 

decomposition, uses the pattern-view formulation as a master problem and either 

heuristics or the shift-view formulation for subproblems that generate candidate rosters.  

In a call center application, Caprara et al. (2003) simplified the subproblems into network 

problems that were easily solved.  The cutting plane approach is based on the shift-view 

formulation and aims to generate valid inequalities to tighten the linear programming 

(LP) relaxation of the IP model.  Fellici and Gentile (2004), for example, were able to 

generate strong cuts by exploiting the weekend constraints of the tour staff-scheduling 

problem for an airline application. 

 In the vast majority of cases, the pattern-view formulation only includes demand 

constraints, which gives it the advantage of simplicity, although the number of columns 

grows exponentially with the length of the planning horizon.  In addition, when using a 

heuristic to generate columns, a separate code must be included to check for violations of 

the hard constraints and to calculate violations of soft constraints.  These can be time-

consuming activities (Bard and Purnomo 2005).  The shift-view formulation eliminates 

these drawbacks, but gives a weaker formulation.  Moreover, it requires an explicit 

representation of all the rules, which may require several sets of constraints and a 

proportionate number of logical variables.  

An easy way to overcome the formidable size of the set covering formulation is to 

generate only a subset of the columns at a time. Warner (1976) selected 50 columns with 

the help of a greedy method to set up an IP.  He used a block pivoting strategy to find 

feasible solutions, which were then improved with a post-processor.  The methodology 

was implemented at two hospitals with staff sizes ranging from 19 to 47 nurses. Jaumard 

et al. (1998) developed a branch-and-price (B&P) algorithm for the preference scheduling 

problem.  In this approach, a master problem is created that contains the demand 

constraints only.  The hard and soft constraints are contained in a series of subproblems, 
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one for each nurse, which are solved iteratively to generate columns for the master 

problem.  Columns in the master problem were generated at each iteration by solving a 

resource-constrained shortest path subproblem. Preliminary numerical tests were carried 

out using data from the Royal Victoria Hospital of Montreal for a 6-week planning 

horizon.  The problem was solved in 2-week blocks for a unit that contains 41 registered 

nurses.  About 16.5 hours of CPU time on a Sparc Sun 5 workstation were required to 

obtain a good integer solution (0.86% gap). Bard and Purnomo (2005) developed a 

variant of heuristic based on column generation. Testing in units with up to 100 nurse 

using data from several hospitals has shown that high-quality schedules can be found 

within minutes. At the heart of the methodology is a column generation algorithm that 

relies on an intelligent heuristic to produce candidate schedules, an implicit weighting 

scheme for assigning penalties to soft constraint violations, and a reduction procedure for 

minimizing the number of gaps in the final schedule. The algorithm generates necessary 

columns by taking into account overstaffing and understaffing periods. A series of set-

covering IP are solved to generate good solutions. Each time, a hashing function is used 

to eliminate redundancy. 

While the difficulties of the set-covering formulation center on the pattern 

generation, the shift-view formulation suffers from its loose constraints, which results in 

poor bounds of its LP relaxation. Several approaches have been suggested to work on this 

issue: network, hybrid of IP and heuristics, and goal programming, to name a few. Millar 

and Kiragu (1998) constructed a network with each node represents each possible 

workstretch (called stint) and consecutive days off.  Demand constraints and other 

preferences constraints form the side constraints of network. The model can actually be 

applied to both cyclic and non-cyclic nurse scheduling. It was solved with a MIP and 

network solver in CPLEX for up to 30 nurses. Valouxis and Housos (2000) developed a 

hybrid approach with two stages. In the first stage, a relaxed shift-view formulation that 

minimized the total number of shifts is solved. It considers only part of demand 

satisfaction and several simple preferences constraints. The second stage uses Tabu 

search to achieve feasibility. Goal programming is a common methodology to solve 
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optimization problems that contain soft constraints.  In this approach, two strategies are 

used to find solutions: (1) sequential, in which goals are prioritized and a series of single 

optimization problems are solved sequentially to ensure that goal achievement is 

preserved, and (2) a combined strategy that constructs a composite objective function by 

taking a weighted sum of the goals and then minimizes it subject to the hard constraints. 

Arthur and Ravindran (1981) were the first to apply goal programming to the preference 

scheduling problem. They considered the following four goals: contractual requirements, 

preferences, requests, and staffing requirements.  In the first phase of their two-phase 

approach, a small IP is solved to decide the day on which each nurse is to work.  Shift 

assignments are made in the second phase. Ozkarahan (1991) also solved on an 8-hour 

shift problem with goal programming. Recently, Topaloglu and Ozkarahan (2004) 

expanded the methodology to include 11 different preference goals and cyclical 

constraints to solve a variety of tour scheduling problem. Due to the requirement of 

iterative goal satisfaction procedure, the algorithm was only able to solve a problem with 

less than 20 nurses. In a similar vein, Berrada et al. (1996) proposed a constraint 

satisfaction model that viewed demand coverage and the number of working days as the 

hard constraints and compliance to shift patterns, daily requirements for supervisory 

personnel, and the grouping of days off and weekends off as the soft constraints. 

Nonconventional methods have also been devised to solve nurse scheduling 

problems. Okada (1992) used an artificial intelligence (AI) procedure called memetic 

learning to construct rosters.  Constraint programming (CP) is also an AI technique that, 

unlike integer programming, does not make use of an explicit mathematical 

representation of the hard and soft constraints.  Instead, the constraints information is 

used to formulate propagation rules that reduce the search space. When constraint 

satisfaction is difficult to achieve, each is assigned a different priority that is used to drive 

the search process.  Solution quality is judged on the basis of priority satisfaction. Cheng 

et al. (1997) used 20 different constraints to construct good schedules for 30 nurses. In 

their approach, a redundant constraint was employed to enhance the propagation effect 

and further reduce the search space.   
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 One shortcoming of the tools available for nurse scheduling is the inability to take 

into account worker flexibility.  In most hospitals, nurses with higher level skills are 

required to substitute for nurses with lower level skills; e.g., RNs filling in forLPNs to 

meet demand.  This idea is sometimes called downgrading and is applied widely in the 

service industry (e.g., see Dawids et al. 2001).  There are several approaches to this 

problem but with a few exceptions, there has been little analysis. The primary reason 

once again is the computational burden.  Warner and Prawda (1972) developed an 

approach for substituting nurses with higher skills for those with lower skills when 

shortages exist at the lower level as a partial solution.  Their model more closely reflects 

a downgrading procedure rather than a corrective action procedure that is needed. A 

genetic algorithm was developed to solve the same problem by Aickelin and Dowsland 

(2000).   

Most of the research in nurse scheduling has concentrated on the mid-term 

planning problem with virtually no attention being paid to short-term adjustment issues.  

Warner et al. (1991) discussed strategies to solve the short-term problem weekly, daily or 

on a shift-by-shift basis. The short-term, or daily adjustment problem, is seen as part of 

disruption management. Moz and Vato (2004) developed a multicommodity network 

problem to reschedule nurses for the remaining planning horizon. The methodology was 

applied for 30 nurse problems in a Portuguese hospital. However, their readjustment 

strategy is different from the one considered in this dissertation because it is closer to the 

tuning of the midterm schedule. It uses estimates as its rescheduling basis, and also 

ignores the dynamic of nursing reallocation through the possibility of floating nurses 

between units and assigning overtime.  

The closest to the daily adjustment short-term problem is the reallocation of 

nursing resources presented by Triverdi and Warner (1976). The extra nurses for each 

skill level needed are dependent on the level of urgency in a unit. The level of urgency is 

predicted with linear regression using the total hours of RNs, LPNs and AIDEs in each 

unit as the external variables. As part of the model, a nonlinear relationship was 

postulated between the level of urgency and the actual number of nurses needed. The 



 

 15 
 

derived regression function was used as the objective function of simple IP that was 

designed to minimize uncovered demand in a unit.  

To sum up, there have been abundant studies on personnel scheduling, but they 

have mainly focused on the midterm planning problem and its variants.  The survey by 

Cheang et al. (2003) discuss the range of proposed methodologies. Burke et al. (2004) 

give a more thorough bibliography chronicling the applications of OR tools for solving 

nurse scheduling problems and discussing the level of complexity associated with each. 

They tabulated choices of objective functions, types of scheduling policy, and various 

levels of complexity of types of constraints to include in nurse scheduling problem.  For a 

general bibliography on staff scheduling, see Ernst et al. (2004). 
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Chapter II 

Nurse Midterm Scheduling Problem 

 

2.1. Model Development 

The midterm cyclic scheduling problem has the nursing staff and shift profiles fixed and 

tries to generate a set of rosters that minimizes the number of uncovered shifts.  Nurses 

are then either rotated among rosters in consecutive planning periods, or they are 

assigned the same roster until a change is called for.  The focus of this dissertation is the 

second problem. However, it includes not only multiple, overlapping shifts, but also 

restricted work hours, individual preference considerations, and rotational profiles as 

well.  The input for this problem, which from now on is referred as cyclic preference 

scheduling, is the demand for nursing resources by unit, general scheduling rules, and 

nurse profiles.  The demand is forecast for each time bracket of the day for the planning 

horizon, which is typically a multiple of two weeks.  A time bracket can be defined either 

in terms of periods or shifts.  When periods are used, a day is divided into a combination 

of non-overlapping time brackets of 4, 6 or 8 hours, depending on the hospital (Jaumard 

et al. 1998).  In contrast, shift-based demand may include some overlapping time 

brackets, especially when different shift lengths and nonuniform shift starting times are 

considered.  In either case, demand is forecast from patient acuity and census data taking 

into account projected admissions, discharges, and transfers.  

There are five different shift types considered in the model. The first three divide 

the day evenly into non-overlapping periods of 8 hours each, and are referred to as Day 

(D:7 a.m. – 3 p.m.), evening (E:3 p.m. – 11 p.m.), and night (N: 11:00 p.m. – 7 a.m.).  

The remaining two divides the day into12-hour, non-overlapping periods, and is called 

AM (7 a.m. – 7 p.m.) and PM (7 p.m. – 7 a.m.).  The starting time of an AM shift 

coincides with the starting time of a D shift, while the end time of a PM shift coincides 

with the end time of an N shift.  Demand is specified as a lower and upper bound on the 

number of nurses needed per shift.  Because of nation-wide staff shortages, it would be 
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unusual to be able to cover all demand.  It is assumed, therefore, that gaps in the schedule 

will later be filled with outside nurses.  Short-term scheduling addresses this issue. 

The second input of the problem is the general scheduling rules, which are 

classified into hard constraints and soft constraints. The hard constraints considered here 

include the following. 

a. All full-time nurses must be assigned either 72 or 80 hours within a two-week 

planning period, depending on their contract.  When a nurse is assigned fewer 

hours than specified in the contract, she is still paid her full weekly salary.  

Cancellations and overtime are taken into account on a daily basis and are taken 

into account on daily adjustment model. 

b. A nurse can only be assigned to the shifts that define her rotational profile. 

c. The number of consecutive working days, also commonly called the workstretch, 

cannot exceed Dmaxon.  In most cases, this parameter is set to 5. 

d. A nurse can work for at most 12 hours in a day, which means that at most one 

shift can be assigned in a day.  Also, there needs to be at least an 8-hour break 

between consecutive assignments.  Compliance is generally automatic because of 

the 12-hour rule; however, additional restrictions are required for those profiles in 

which back-to-back shifts are possible.  In particular, the following sequences are 

not permitted: N-D, PM-D, N-AM and PM-AM. 

e. Nurses must work two weekend shifts in the same weekend every two weeks.  For 

these purposes, the first weekend shift starts at 7:00 p.m. on Friday and the last 

weekend shifts start at 3 p.m. on Sunday. 

Two soft constraints considered in the problem are: 

f. Days-on and days-off patterns. There are two undesirable working patterns.  The 

first is evidenced by one day off between two working days and is denoted by on-

off-on or 1-0-1 (Warner 1976).  The second is evidenced by a day on between two 

days off and is denoted by off-on-off or 0-1-0.  It is more desirable to have at least 

two consecutive days off.  In this implementation, nurses who only work 12-hour 
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shifts (AM, PM or both) are not subject to the 1-0-1 and 0-1-0 soft constraints 

because most hospitals view them as too restrictive. 

g. Different shift assignments on consecutive working days.  This situation may 

occur when a rotational nurse is assigned to work a sequence such as D-E-D 

without an intervening day off.  This type of pattern is highly undesirable because 

it disrupts the body’s circadian rhythm. 

 
A rotational profile is defined by the triplet (eligible shifts, ratio, total hours).  A 

nurse may work up to two different shifts, such as D and E, over a two-week planning 

horizon.  The ratio, often expressed as a percentage, indicates the minimum number of 

shifts of each type that must be assigned.  For example, a D/E nurse with a 40% ratio 

whose contract calls for 80 hours of work in two weeks (D/E, 40%, 80) must be assigned 

10 shifts over this period.  At least four of those shifts must be D and four E.  An E/PM 

nurse with a 25% ratio who is contracted for 72 hours of work in two weeks (E/PM, 25%, 

72) must be assigned at least two E shifts and two PM shifts.  The possibilities are (3E, 

4PM) and (6E, 2PM).    

 

2.2 Shift-View IP Model 

When preference scheduling is used, rosters are constructed for the full planning horizon 

at once; when cyclic scheduling is used, 14-day rosters are constructed and then repeated 

every two weeks.  To be consistent with the literature, the planning horizon, Dmax is 

defined to be a multiple of two weeks, with the idea that the model is really going to 

solve a 14-day problem and then repeat the solution in two-week blocks.  The model is 

based on a shift view and includes both the hard and soft constraints.  The following 

notation is used in the developments. 

Indices and sets 
i  index for nurses; i ∈ N 

d index for days; d ∈ D = {1,2,…,Dmax} 

a index for the number of preference violations; a = 1,…,Vmax 
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m index for two-week planning periods; m ∈ W 

t index for shifts; t ∈ T 

t1 (t2) first (second) shift in Ti for rotational nurse (actually, a function of i ∈ NR)   

Ti  set of shift types that nurse i is hired to work 

T set of all possible shift types considered, ii N
T T

∈
= ∪  = {D, E, N, AM, PM} 

DW set of weekend days in a two-week period 

W   set of weeks under consideration 

N  set of nurses to be scheduled 

NR set of nurses with rotation patterns (two possible shifts); NR ⊆ N 

NBB set of nurses with back-to-back rotational profiles (N/D, PM/D, N/AM, 

PM/AM); NBB ⊆ NR ⊆ N 

D  set of days for which the model is to be solved; |D | = 14  

Parameters  

ar  penalty assigned to a roster that has a violations 

ht  length of shift t (hours) 

M large number representing the cost of an outside nurse (undercoverage) in a 

period 

Hi number of hours nurse i is contracted to work every two weeks 

LDdt (UDdt) lower (upper) demand requirement for shift t on day d 

maxon
iD   maximum number of consecutive days (workstretch) that nurse i is permitted 

to work 

Pit   minimum number of shifts of type t that nurse i must work every two weeks 
max

iW    number of weekend shifts nurse i must work every two weeks 

Vmax maximum number of violations allowed for each nurse 

TRmax   maximum number of consecutive transitions allowed 
max
dtO  maximum number of outside nurses that can be assigned to shift t on day d 



 

 20 
 

Decision variables 
xidt  (binary) 1 if nurse i works shift t on day d, 0 otherwise 

wim (binary) 1 if nurse i works on weekend m, 0 otherwise 

via (binary) 1 if nurse i has a violations, 0 otherwise 

bid   (accounting) 1 if nurse i ∈ NR works shift t1 on day d and shift t2 on day d + 1, 

0 otherwise; t1 ≠ t2 

pid   (accounting) 1 when nurse i has a 0-1-0 pattern that starts on day d, 0 

otherwise 

qid   (accounting) 1 when nurse i has a 1-0-1 pattern that starts on day d; 0 

otherwise 

ydt number of outside nurses assigned to shift t on day d  

sdt excess number of nurses assigned to shift t on day d 

IPθ =  
max

1

Minimize 
V

a ia dt
i N a d D t T

r v M y
∈ = ∈ ∈

+∑ ∑ ∑ ∑  (2-1a) 

subject to idt dt dt dt
i N

x s y LD
∈

− + =∑ , d∈D, t∈T  (2-1b) 

 ,  ,   idt it R i
d D

x P i N t T
∈

≥ ∈ ∈∑  (2-1c) 

 ,  
i

t idt i
d D t T

h x H i N
∈ ∈

= ∈∑ ∑  (2-1d) 

 1, , 
i

idt
t T

x i N d D
∈

≤ ∈ ∈∑  (2-1e) 

 
2 1, 1, 1,  ,  idt i d t BBx x i N d D++ ≤ ∈ ∈  (2-1f) 

 
maxon

maxon ,  ,  
i

i

d D

ilt i
l d t T

x D i N d D
+

= ∈

≤ ∈ ∈∑ ∑  (2-1g) 

 max ,  ,  
W i

idt i im
d D t T

x W w i N m W
∈ ∈

= ∈ ∈∑ ∑  (2-1h) 

 1, im
m W

w i N
∈

= ∈∑  (2-1i) 
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 , 1, , 2,1  1, , 
i i i

idt i d t i d t id
t T t T t T

x x x p i N d D+ +
∈ ∈ ∈

 
+ − + + ≥ ∈ ∈ 

 
∑ ∑ ∑  (2-1j) 

 , 1, , 2,1 1 1, , 
i i i

idt i d t i d t id
t T t T t T

x x x q i N d D+ +
∈ ∈ ∈

   
− + + − + ≥ ∈ ∈   

   
∑ ∑ ∑  (2-1k) 

 , 1,1 1 1, , idt i d t id Rx x b i N d D
α β+− + − + ≥ ∈ ∈ ,  α ≠ β  ∈ {1, 2} (2-1l) 

 max ,  id R
d D

b TR i N
∈

≤ ∈∑  (2-1m) 

 ( )
max

1

,  
V

id id id ia
d D a

p q b av i N
∈ =

+ + = ∈∑ ∑  (2-1n) 

 
max

1

1,  
V

ia
a

v i N
=

≤ ∈∑  (2-1o) 

      0 ≤ sdt ≤ UDdt − LDdt, 0 ≤  ydt  ≤ max
dtO , ∀ t, d (2-1p) 

 bid , pid , qid ≥ 0, ∀ i, t, d;  via ∈ {0,1}, ∀ i, a; wim ∈{0,1}, ∀ i, m  (2-1q) 

 xidt∈{0,1}, ∀ i, t, d,  where ,14 ,i l t iltx x+ ≡ , l = 1,…, maxon
iD  (2-1r) 

 

The objective (2-1a) is to minimize the weighted sum of preference violations and 

the cost of covering gaps with outside nurses.  The choice of the parameter M implicitly 

defines the tradeoff between satisfying the collective preferences of the nurses and 

incurring additional costs by allowing for shortages.  In general, the model chooses M >> 

the penalty coefficient ra.  In the application, ra is the exponential function 2a–1, where a 

∈ [1, Vmax] is the total number of violations associated with a roster. 

Constraint (2-1b) corresponds to the demand requirement for each shift t on day d 

and represents a transformation from a two-sided inequality into a single equality 

constraint with an upper bound on the slack variable dts , as indicated in (2-1p).  With 

some algebra, it can be shown that the number of nurses assigned to shift t must be at 

least LDdt. and no more than UDdt; that is ,dt idt dt
i N

LD x UD
∈

≤ ≤∑  for all 

 ,  d D t T∈ ∈ (Baker, 1976).  An optimal solution will exist with dts  and dty  integral so 
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they can be treated as continuous variables.  The complementary condition of dts × dty = 0 

will also hold. 

Hard constraints: Constraint (2-1c) is applicable for all i ∈ NR and it guarantees that at 

least Pit shifts of type t are assigned every two weeks, where Pit is determined from the 

ratio.  For nurses with a single shift profile; i.e., i ∈ N \ NR, (2-1c) can be removed.  

Equation (2-1d) states that the total number of hours assigned to nurse i must be equal to 

the number of hours Hi that she is contractually obligated to work every two weeks.   

Constraint (2-1e) restricts a nurse to at most one shift assignment within 24 hours. 

Because the length of a shift is at most 12 hours, constraints (2-1c) – (2-1e) automatically 

ensure an 8-hour break between shifts for nurses with rotational profiles except for the 

back-to-back cases mentioned in rule (d).  These cases are handled by constraint (2-1f) 

which permits only one assignment of either an N or PM shift (t2) on day d, or a D or AM 

shift (t1) on day d + 1.   

Constraint (2-1g) limits the workstretch of nurse i to no more than maxon
iD  days in 

any time window of maxon
iD + 1 consecutive days.  This corresponds to rule (c). The 

parameter maxon
iD  is set to 5 for nurses who work for 8-hour shifts only and 4 for nurses 

who work both 8- and 12-hour shifts.  Because the problem is cyclic, day 14 is followed 

by day 1. This is indicated in (2-1r).  The weekend rule (e) is modeled by constraints (2-

1h) – (2-1i).  Weekends are defined by N and PM shifts for Friday and Saturday, and by 

D, E and AM shifts for Saturday and Sunday.  Together, these constraints require that 

nurse i work exactly max
iW  weekend days every two weeks.  Although the days must fall 

on the same weekend, it is an easy matter to allow split weekends.  Note that the value of 
max

iW is a function of the rotational profile.  In implementation, if nurse i works only 12-

hour shifts, then she will be assigned just one weekend day ( max
iW = 1) every two weeks; 

otherwise, max
iW  = 2. 
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Soft constraints: Constraints (2-1j) – (2-1o) determine the quality of the schedules. The 

undesirable patterns are counted in the model by the variables pid, qid and bid.  A 0-1-0 

pattern starting on day d implies that 0
i

idtt T
x

∈
=∑ , , 1, 1

i
i d tt T

x +∈
=∑  and , 2, 0

i
i d tt T

x +∈
=∑ .  

Constraint (2-1j) is an implication constraint that sets pid to 1 when such a pattern exists.  

Because all of the other variables in the constraint are binary and all of the data are 

integral, pid will always be integral in an optimal solution so it can be treated as a 

continuous variable.  Constraint (2-1k) is the corresponding implication constraint for 1-

0-1 patterns, which detect the existence of 1
i

idtt T
x

∈
=∑ , , 1, 0

i
i d tt T

x +∈
=∑  and 

, 2, 1
i

i d tt T
x +∈

=∑  starting on day d.  The total number of these patterns for nurse i is given 

by the summation ( )id idd D
p q

∈
+∑ .  Implicit in the formulation is that a schedule is a 

circulation so that in (2-1j) and (2-1k), day 14 + d = day d.  This eliminates the need to 

introduce initial conditions.  Constraint (2-1l) detects a shift transition during consecutive 

days, and must be included for every possible combination of shift transitions that nurse i 

may have.  The maximum number permitted is given by the parameter TRmax, as 

indicated in (2-1m). The next two constraints (2-1n) and (2-1o) count the number of 

preference violations and determine which penalty coefficient ra will be in effect, 

respectively.  If it were desirable to account for the severity of each violation, each 

variable in (2-1n) is multiplied by the appropriate weight. 

 

Additional factors. Although personal requests and other managerial prerogatives are not 

included in the model, enough flexibility exists to permit many such options.  For 

example, when nurse 1 does not want to work on day d, the constraint 
1

1 0dtt T
x

∈
=∑  is 

added, or when nurses 3 and 4 share a common shift type, say t1, and they are not 

scheduled together, the constraint 
1 13 4 1dt dtx x+ ≤  for all d ∈ D is included.  It is also an 

easy matter to include a variety of additional rules, such as the requirement that each 

nurse be given at least two days off in a row.  More generally, if nurse i must have at least 
minoff
iD  consecutive days off, then the corresponding constraint is given by 
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, 1, , , 1
i i i

idt i d t i d t
t T t T t T

x x x δ+ +
∈ ∈ ∈

− + ≤∑ ∑ ∑ ,  d∈D, δ = 2,…, minoff
iD  

 The size of model (2-1) is determined largely by the accounting constraints (2-1j) 

– (2-1l).  While the other constraints only grow linearly with the number of nurses in a 

unit, these constraints grow at a rate proportional to O(|N | . |D |).  The number of variables 

grows at a rate proportional to O(|N | . |D| . |T |).  A small problem with 20 nurses and a 

two-week planning horizon contains roughly 1500 variables and 700 constraints.  A large 

size problem for the same planning horizon with 100 nurses requires about 8000 

variables and 7500 constraints.   

 Attempts to solve several instances of (2-1) with CPLEX proved frustrating.  The 

best results obtained within a 4-hour time limit, had a 3.3% optimality gap.  Starting with 

values as high as 50%, the optimality gap decreased sharply at first, but then failed to 

show much improvement as the search tree grew.  In fact, the best lower bound provided 

by CPLEX never differed from the LP solution obtained at the root node even after hours 

of computations and the generation of numerous cuts along the way.  The implication of 

these observations is that as more nodes were explored, solutions with fewer violations of 

the soft constraints (2-1j) – (2-1l) were found rather than solutions with fewer outside 

nurses.   

 This was expected due to the relative weights of the coefficients in (2-1a).  In all 

instances, the LP solution attained the minimum number of outside nurses possible.  

Somewhat surprisingly, the best IP solutions found by CPLEX also attained the minimum 

number of outside nurses, but this was likely due to the characteristics of the data rather 

than a general principal.  Also, all LP solutions at the root node had zero values for the 

days on and days off accounting variables pid and qid and few nonzero values for the 

switching variables bid.  At subsequent nodes, the unchanging lower bounds were a 

consequence of the infinite possibilities of generating fractional solutions over the full set 

of binary variables. 

 For problems with artificially weighted objective function terms, large optimality 

gap reductions may result from incremental reductions in the more heavily weighted 
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terms.  Eliminating a single outside nurse produces a sharp decrease in the percentage 

gap.  When problem instances only include shifts of the same length, the following 

proposition is found. 

 

Proposition 2.1. At optimality, the second term in objective function (2-1a), 

dtd D t T
y

∈ ∈∑ ∑ , 

1. Always achieves its minimum value. 

2. Is always integral in the relaxed LP solution to model (2-1) when all shift are of the 

same length. 

 

Proof: Part 1 follows from the fact that the coefficient M is arbitrarily large in (2-1a).  For 

part 2, note that when a nurse can only be assigned to shifts of the same length, Eq. (2-

1d) can be written as / ,  
i

idt i td D t T
x H h i N

∈ ∈
= ∈∑ ∑ , where ht is constant.  The right-

hand side of this equation, Hi/ht, is integral by definition or else there would be no 

feasible solution.  Summing over i gives 
1

i

idt i
i N d D t T i Nt

x H
h∈ ∈ ∈ ∈

=∑ ∑ ∑ ∑ which is still integral.  

Next, sum constraint (2-1b) over d and t to get 

 dt idt dt dt
d D t T i N d D t T

s x y LD
∈ ∈ ∈ ∈ ∈

 
− + + = 

 
∑∑ ∑ ∑∑  

or ( )dt dt idt dt
d D t T i N d D t T d D t T

s y x LD
∈ ∈ ∈ ∈ ∈ ∈ ∈

− + + =∑ ∑ ∑ ∑ ∑ ∑ ∑  

The second term on the left-hand side is integral because the summation over t ∈ T can 

be replaced by the summation over t ∈ Ti, which was shown to be integral.  Because 

demand data LDdt are integral, the first term on the left-hand side ( )dt dtd D t T
s y

∈ ∈
− +∑ ∑  

is then integral.  

Now, to minimize the number of outside nurses in objective function (2-1a) 

coupled with the demand constraint (2-1b) implies that sdt × ydt = 0 for all d∈D, t∈T.  
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Because both variables cannot be positive at the same time, dtd D t T
y

∈ ∈∑ ∑ must be 

integer.     n 

 

 Empirically, it is observed that Proposition 2.1 held for all instances regardless of 

shift lengths, and that the value of dtd D t T
y

∈ ∈∑ ∑  in the best IP solutions obtained always 

matched the value in the corresponding LP solutions.  This further explains why the 

lower bounds provided by CPLEX never improved and suggests that for any enumeration 

scheme to be successful, a more effective lower bound computation is needed.  

 

2.3. Lagrangian Relaxation Formulation 

The first strategy to solve the difficult IP model (2-1) is to relax difficult constraints. 

Further investigation of model (2-1) revealed when either the demand constraints (2-1b) 

or the pattern constraints (2-1j) and (2-1k) were removed, CPLEX could easily find the 

optimum.  In the first case, the remaining constraints define the feasible rosters for each 

nurse i with no penalty assignments for 0-1-0 violation types.  In the second case, the 

remaining constraints define rosters that more closely reflect pure cyclic scheduling with 

preference considerations. 

Knowledge of an easier IP that results when some constraints are removed from a 

problem suggests the use Lagrangian relaxation (LR) to find bounds.  For the two 

promising cases identified above, it is easier to construct feasible solutions to the full 

problem when the pattern constraints (2-1j) and (2-1k) are relaxed and the corresponding 

IP is solved to get ˆidtx .  This can be done by calculating the values of pid in (2-1j) and qid 

in (2-1k) associated with ˆidtx  and updating the first objective function term, 

max

1

V
a iai N a
r v

∈ =∑ ∑ , to account for the additional pattern violations.  To formulate the 

relaxed problem, let λ  ∈ m
+ℜ  and µ ∈ m

+ℜ  be the multipliers associated with constraints 

(2-1j) and (2-1k), respectively, where m = |N | × |D|, and augment (2-1a) as follows: 
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θLR (λ ,µ)
max

1

 = Minimize 
V

a ia dt
i N a d D t T

r v M y
∈ = ∈ ∈

+∑∑ ∑∑  (2-2a) 

 , 1, , 2, 
i i i

id idt i d t i d t id
i N d D t T t T t T

x x x pλ + +
∈ ∈ ∈ ∈ ∈

 
− − + + 

 
∑ ∑ ∑ ∑ ∑  (2-2b) 

 , 1, , 2, 1
i i i

id idt i d t i d t id
i N d D t T t T t T

x x x qµ + +
∈ ∈ ∈ ∈ ∈

 
− − + − + + 

 
∑ ∑ ∑ ∑ ∑  (2-2c) 

 subject to (2-1b) – (2-1i), (2-1l) – (2-1r) (2-2d) 

 

For fixed values of λ  and µ, it is well known that θLR (λ ,µ) ≤ IPθ , so the goal is to 

find the values of λ  and µ that maximize the objective function in (2).  This leads to the 

Lagrangian dual (LD) problem and can be stated as follows. 

 
,

LD max
λ

θ
≥

=
µ 0

θLR (λ ,µ) (2.3) 

It is also well known that LDθ  ≥ LPθ , so for a particular relaxation the strength of the 

lower bond is assessed; in other words, whether the LD bound for one relaxation is better 

than the LP bound. 

 In initial testing, it is found that the optimal multipliers λ* and µ*
 were always 

zero, a result that is established below.  The proof is based on enumeration of all feasible 

points to (2.1), which are then used to set up an explicit form of (2.3).  First, though, it is 

confirmed that the optimal solution to the LR problem (2.2) contains the minimum 

possible number of outside nurses. 

 

Lemma 2.1. In an optimal solution to (2.2), the term in the objective function associated 

with the outside nurses, dtd D t T
M y

∈ ∈∑ ∑ , always achieves its lowest feasible value. 

 

Proof: The first part of the proof shows that the multipliers λid and µid are bounded in 

(2.3).  To do this, it is convenient to view (2.3) as a 2-player max-min problem in which 

the first player picks the multipliers (λ , µ) and the second player picks the variables (x, p, 
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q, s, y).  To simplify the notation a bit, let uid = , 1, , 2,
i i i

idt i d t i d t
t T t T t T

x x x+ +
∈ ∈ ∈

− +∑ ∑ ∑ and let wid = 

, 1,
i i

idt i d t
t T t T

x x +
∈ ∈

− +∑ ∑  , 2, 1
i

i d t
t T

x +
∈

− +∑ , where uid, wid ∈ {–1, 0, 1, 2} for all feasible rosters.  

Now, looking at (2b), if λid > 0, then the second player would like to make uid + pid > 0 as 

long as λid(uid + pid) ≥ max

1

V
a iaa

r v
=∑ .  Thus, the first player will always pick λid so that it 

satisfies the following condition 

λid ≤ ( ){ }max

1
min / :  is a feasible roster

V k k k
a ia id ida

r v u p k
=

+∑  

Because the same arguments are valid for µid, qid, and wid as well, λid and µid are bounded.  

The statement of the lemma follows because M is arbitrarily large and the summation 

dtd D t T
y

∈ ∈∑ ∑  is independent of the multipliers λ  and µ.  

 

Proposition 2.2. The optimal solution of the Lagrangian dual problem (2.3) is λid = 0 and 

µid = 0 for all i ∈ N and d ∈ D. 

 

Proof: In light of Lemma 1, let *
dty  be the optimal values of the outside nurse variables in 

(2.2) and let (2-4a) be a modified version of the LR problem without the demand 

constraint (2.1b). 

LRθ̂ (λ ,µ) = θLR (λ ,µ) *
d t

d D t T

M y
∈ ∈

− =∑∑  ( )
max

1

Minimize 

                       

V

a ia id id id id
i N a i N d D

r v p qλ µ
∈ = ∈ ∈

+ − −∑∑ ∑∑  

  , 1, , 2, 
i i i

id idt i d t i d t
i N d D t T t T t T

x x xλ + +
∈ ∈ ∈ ∈ ∈

 
− − + 

 
∑ ∑ ∑ ∑ ∑   

 , 1, , 2, 1
i i i

id idt i d t i d t
i N d D t T t T t T

x x xµ + +
∈ ∈ ∈ ∈ ∈

 
− − + − + 

 
∑ ∑ ∑ ∑ ∑  

 subject to (2.1c) – (2.1i), (2.1l) – (2.1r) (2.4a) 

 

The corresponding LD problem is 
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,

LD LR
ˆ ˆmax

λ
θ θ

≥
=

µ 0
(λ ,µ) (2-5) 

which can be viewed as a maximization problem in (λ , µ) over the set of discrete points.  

Because the demand constraint (2-1b) has been omitted, each point represents a roster for 

a nurse determined by the remaining constraints (2-1c) – (2-1i), (2-1l) – (2-1r).  For nurse 

i, let ni be the number of feasible rosters, k
iX = ( ), , , ,k k k k k

idt id id dt imx p q s y the kth feasible roster, 

and Qi = { k
iX : k = 1,…,ni} the set of all feasible rosters.  Thus for every nurse i,  

 LR
iθ (λ i ,µi) min

k
i iQ

 
∈

=
X

 LRθ̂ (λ i ,µi; k
iX ) (2-6) 

where λ i = (λid), µi = (µid), and LRθ̂ (λ i ,µi; k
iX ) is the objective function value for problem 

(2-4) at k
iX .  The Lagrangian function LR

iθ (λ i ,µi) to be maximized is piecewise linear and 

concave. 

 In general, a roster is defined as a 14-day sequence of days on and days off for a 

particular rotational profile.  For example, the kth roster in simplified form for nurse i 

who works only evening shifts might be E-E-E-E-Off-E-Off-Off-E-E-E-E-E-Off or k
ix = 

(1,1,1,1,0,0,1,0,0,1,1,1,1,1,0).  Based on this definition and the constraints in (2-4), the 

size of set Qi is 150 for non-rotational nurses.  It grows exponentially as more shift types 

are allowed. 

Now, for every feasible roster for nurse i, the associated values are 

, 1, , 2,
i i i

k k k k
id idt i d t i d t

t T t T t T

u x x x+ +
∈ ∈ ∈

= − +∑ ∑ ∑  and , 1, , 2, 1
i i i

k k k k
id idt i d t i d t

t T t T t T

w x x x+ +
∈ ∈ ∈

= − + − +∑ ∑ ∑  for d = 

1,…,|D|, where k
idu , k

idw  ∈ {–1, 0, 1, 2} for all k.  Using this notation, the Lagrangian dual 

problem (6) can be written equivalently as 

 Maximize iη  

 subject to ( )
max

1

V
k k k

a ia id id id id
a d D

r v p qλ µ
= ∈

+ − −∑ ∑ ,   k k k
id id id id i i i

d D d D

u w Qλ µ η
∈ ∈

− − ≥ ∀ ∈∑ ∑ X  (2-7) 

  λ i ≥ 0,  µi ≥ 0 
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which is a linear program in the ηi, λ i and µi variables, where iη  has been introduced to 

transform the piecewise linear function LR
iθ (λ i ,µi) in (2-6) into a linear function subject 

to linear constraints.  The size of (2-7) depends on the number of feasible schedules for 

nurse i.  The largest instance arises for a rotating nurse and has 23 variables and 644 

constraints.  

Because the objective in (2-7) is maximization, the only case in which a solution 

will contain values of λid or µ id greater than 0 is when the corresponding values of k
iau  or 

k
idw  are negative.  In general terms then, a necessary condition for λ i = µi = 0 in an 

optimal solution to (2-7) is that there does not exist a column in the constraint matrix 

associated with one of the λid or µid variables that has a –1 in each row.  It can be verified 

that no such column exists by examining the appropriate constraints in model (2-2) and 

recognizing that each row in (2-7) is derived from a feasible roster for nurse i.   

To complete the proof, note that model (2-7) is a relaxation of the Lagrangian 

dual problem (2-2) with the demand constraint removed.  Therefore, solving (2-7) jointly 

for all nurses with objective function ii N
η

∈∑ subject to the additional constraint (2-1b) 

cannot produce a large objective function value.  This follows in part because the set Qi is 

not dependent on (2-1b).    n 

It is interesting to note that the Lagrangian function LR
iθ (λ i ,µi) in (2-6) is non-

increasing at λ i = µi = 0.  This can be seen from (2-7) and the fact that k
idp , k

idq  = 0 or 1 

and that min{ k
iau , k

idw : ∀ k} = –1.  If, say, k̂
iau = –1, k̂

idp  = 0 and all other values of λ i and 

µi = 0, then increasing λid slightly from 0 causes the left-hand side of constraint k̂  in (2-

7) to decrease by | k̂
iau λid|.  This in turns allows ηi on the right-hand side to potentially 

increase by the same amount.  Nevertheless, because there always exists a k ≠ k̂  such 

that k
iau ≥ 0, iη  cannot be increased.  In light of the fact that LR

iθ (λ i ,µi) is concave, this 

means that it is maximized at the origin.  
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The implication of Proposition 2.2 is that Lagrangian dual (2-3) can be solved in 

one step by fixing λ  = µ = 0 and solving (2-2).  Unfortunately, the lower bound on the 

original objective function provided by the corresponding solution is not likely to very 

tight because two of the three preference constraints do not play a role in the problem.  

As an alternative, the demand constraints (2-1b) will be relaxed.  This gives two 

advantages: first it allows the remaining constraints to be decomposed by nurse i, and 

second, because all nurses with identical rotational profiles are subject to the same 

constraints, aggregation is possible.  This means that the relaxed problem can be stated in 

terms of profiles instead of nurses.  Let µ = (µdt) be the Lagrange multipliers for the 

demand constraints (2-1b), j ∈ NP be the index for rotational profiles, R
jn  be the number 

of nurses with profile j, then the corresponding model is 

 

LR( )θ µ  = Minimize ( )
P

R SP
j j dt dt dt dt dt dt

d D t T d D t T d D t Tj N

n s M y LDθ µ µ µ
∈ ∈ ∈ ∈ ∈ ∈∈

+ + − +∑ ∑∑ ∑∑ ∑∑  (2-8a) 

 subject to 0 dt dt dts UD LD≤ ≤ − , max0 dt dty O≤ ≤ , ∀ d, t  (2-8b) 

Subproblem j 

SP ( )jθ µ  = Minimize 
max

1

V

a ja dt jdt
a d D t T

r v xµ
= ∈ ∈

−∑ ∑∑  (2-8c) 

 subject to ,   jdt jt j
d D

x P t T
∈

≥ ∈∑  (2-8d) 

   
j

t jdt j
d D t T

h x H
∈ ∈

=∑ ∑  (2-8e) 

   1,  
j

jdt
t T

x d D
∈

≤ ∈∑  (2-8f) 

   
2 1, 1, 1,  jdt j d tx x d D++ ≤ ∈  (2-8g) 

   
maxon

maxon,  
j

j

d D

jdt j
k d t T

x D d D
+

= ∈

≤ ∈∑ ∑  (2-8h) 

   max ,  
W j

jdt j jm
d D t T

x W w m W
∈ ∈

≥ ∈∑ ∑  (2-8i) 
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   1jm
m W

w
∈

=∑  (2-8j) 

   , 1, , 2,1  1,  
j j j

jdt j d t j d t jd
t T t T t T

x x x p d D+ +
∈ ∈ ∈

 
+ − + + ≥ ∈  

 
∑ ∑ ∑  (2-8k) 

   , 1, , 2,1 1 1,  
j j j

jdt j d t j d t jd
t T t T t T

x x x q d D+ +
∈ ∈ ∈

   
− + + − + ≥ ∈      

   
∑ ∑ ∑  (2-8l) 

   , 1,1 1 1,  jdt j d t jdx x b d D
α β+− + − + ≥ ∈ ,  α ≠ β  ∈ {1, 2} (2-8m) 

   maxjd
d D

b TR
∈

≤∑  (2-8n) 

   ( )
max

1

V

jd jd jd ja
d D a

p q b av
∈ =

+ + =∑ ∑  (2-8o) 

   
max

1

1
V

ja
a

v
=

≤∑  (2-8p) 

          bjd , pjd , qjd ≥ 0 ∀ d, t;  vja ∈ {0,1}, ∀ i, a; wjm ∈{0,1}, ∀ m(2-8q) 

   xjdt∈{0,1}, ∀ t, d,  where ,14 ,j l t jltx x+ ≡ , l = 1,…, maxon
jD  (2-8r) 

where the index i in model (2-1) has been replaced by the index j.  The interpretation of 

(2-8c) - (2-8r) is the same as the individual hard constraints and soft constraints in (2-1c) 

– (2-1r). In the next section, a solution methodology to solve (2-8) is given. It is based on 

fixing strategy.   

 

2.4. LR Solution Methodology 

Given a multiplier vector µ = {µdt}, the value of θ LR(µ) can be easily computed by 

solving the |NP| subproblems (2-8c) – (2-8r) whose objective function values SP ( )jθ µ  

define the first term in the (2-8a).  The remaining terms are a function of the slack and 

gap variables, sdt and ydt, respectively. Because these variables have bound constraints 

only (8b), their optimal values can be determined by inspection.  In particular, 

• when µdt ≥ 0, set sdt = 0; otherwise, µdt < 0 and set sdt = UDdt – LDdt 

• when M – µdt ≥ 0, set ydt = 0; otherwise, M – µdt < 0 and set ydt = max
dtO  
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To find the best bound on the original IP (2-1), the Lagrangian dual, 

LD LRmax ( )θ θ= µ µ ,  must be solved.  In this application, LD solution strategy is to first 

run a standard subgradient dual ascent algorithm (Wolsey 1998) and then switch to a 

bundle method (Lemarechal 1989) once a sufficient number of subgradients have been 

identified.  Somewhat surprisingly, it was discovered that once the Lagrangian dual was 

solved, there was no obvious way to perform branch and bound on the resultant solution 

in the absence of fractional variables.  Branching on violations of the relaxed demand 

constraints was not possible either because undercoverage is allowed.   As a 

consequence, a heuristic branching strategy is developed to improve the lower bound that 

takes advantage of the problem structure while maintaining its relative simplicity.  

Solving the Lagrangian dual rarely if ever yields an optimal solution, or even a 

feasible solution, of the original problem.  For the methodology to be effective then, a 

separate heuristic is needed to convert relaxed solutions obtained from (2-8) to feasible 

solutions of (2-1).  These solutions provide an upper bound on IPθ  and help to reduce the 

size of the search tree once branching begins.  In the following subsections, the 

subgradient algorithm, the bundle method, the upper bound heuristic, and variable fixing 

procedure that substitutes for branch and bound are described. 

 

2.4.1 Subgradient Optimization for Solving the Lagrangian Dual 

There are several ways of finding the optimal multiple values µ* to LD (e.g., see Bazaraa 

and Goode 1989).  The standard iterative procedure is to fix the values of µk at iteration k, 

solve (2-8), and then use the solution to update µ as follows:  

 1k k
kτ+ = +µ µ g  (2-9) 

where g ∈ ℜm serves as the ascent direction of the search and τk is the step size along the 

chosen direction.  For continuous nonlinear optimization problems with the objective of 

maximizing f(x), g is typically proportional to the gradient.  In cyclical preference 

scheduling problem, θ LR(µ) is a concave piecewise linear function and not differentiable 

at all points, so a subgradient is used instead of using the gradient as the search direction.   
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Definition 2.1.  Given a concave function f : ℜn → ℜ1, g ∈ ℜn is a subgradient of f at x* 

if f(x) ≤  f(x*) + g(x – x*) for all x ∈ ℜn.   

It is not practical to find subgradient at µk that provides the maximum immediate increase 

in θ LR(µk).  Therefore, the following widely known result is used.  

 

Proposition 2.3 (Nemhauser and Wolsey 1988).  Let f(x) = mini=1,..,m{bi – aix} and let 

I(x*) = {i : f(x*) = bi – ai x*}, where ai is a row vector of general constraint matrix Ax = 

b. Then ai
 is a subgradient of f at x* for all i ∈ I(x*). 

 

From Proposition 2.3, a subgradient of θ LR(µk) at iteration k is gk = ( )k
dtg = 

( )k k k
dt idt dt dti N

LD x s y
∈

− + −∑ , which has |D| × |T | components.  This value is used in (2-9) 

to find the new multiplier µk+1, with a chosen step size τk.  Unfortunately, the presence of 

nondifferentiable points makes it difficult, if not impossible, to perform a line search to 

obtain the exact step size that maximizes θ LR(µk) in the direction gk.  Instead, a heuristic 

rule is used that has been shown empirically to give good convergence.  To state the rule, 

let θ* be a target value to which the algorithm converges and let εk ∈ (0, 2] be a 

parameter.  Then the step size is computed as follows 

 LR
2

* ( )k
k

k k

ε θ θ
τ

 − =
µ

g
 (2-10) 

In theory, θ* should be θ LD, but the optimal solution to LD is generally not known 

a priori so it is common to set θ* to the best upper bound available, which is denoted by 

θ BEST.  This gives the following relationships: θ LR(µk) ≤ θ LD ≤ θ*.  The purpose of the 

parameter εk is to adjust the length of the step size to speed convergence.  Generally, the 

εk is increased by a factor of fup when an improving multiplier is obtained and decreased 

by a factor of fdown otherwise.  In this application, fup = 0.4 and  fdown = 0.2.  The standard 

optimization algorithm is given below 
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Subgradient_Algorithm 

Input: Current multipliers { }, ,k k
dt  d D  t Tµ= ∈ ∈µ , θ* = ∞ 

Output: New multipliers 1k+µ  

Step 1: Compute subgradient gk = ( )k k k
dt idt dt dti N

LD x s y
∈

− + −∑ . 

Step 2: Compute step size τk using (2-10). 

Step 3: Compute new multipliers using updating formula (2-9): 1k k k
kτ+ = +µ µ g . 

Step 4: Solve (8) to get θ LR(µk+1). If θ LR(µk+1) > θ LR(µk), then ( ){ }upmin 1+ ,2k kfε ε= ; 

else ( ){ }downmax 1 ,0.01k kfε ε= − . 

 Repeated application of the subgradient algorithm does not guarantee θ LR(µk) à 

θ LD, but it usually gives good results.  Nevertheless, it may exhibit a tailing off effect 

whereby θ LR(µk) increases steadily in the early iterations but then fluctuates around the 

convergence point slowly near the end of the iterations.  To counter this effect, the bundle 

method is employed when performance slows. 

 

2.4.2 Bundle Method 

A primary criticism of the subgradient algorithm is that it ignores all previous 

information, save the last one.  A second criticism is that the subgradients obtained from 

the relaxed constraints in (8a) may not provide improving directions.  As a consequence, 

θ LR(µk) is not monotone increasing.    

An alternative strategy for updating the multipliers is to use what is called a 

bundle of past subgradients denoted by B.  Theoretically, there may be an infinite number 

of subgradients in the subdifferential of θ LR(µk) that satisfies definition 2.1, of which only 

a subset provides an improving direction.  The idea is to use the bundle to construct an 

approximation of the subdifferential to obtain a more promising direction based on the 

information of previously visited subgradients.  In this approach, the new subgradient is 

defined as a convex combination of all subgradients {gi, i ∈ B} in the current bundle.  To 
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find the convex multipliers, call it λi, the following quadratic program (QP) is solved at 

iteration k : 

 BD
kθ  = Minimize 

2

0.5 i k
k i i i

i B i B

τ λ α λ
∈ ∈

+∑ ∑g  (2-11a) 

subject to 1i
i B

λ
∈

=∑  (2-11b) 

 0,i   i Bλ ≥ ∀ ∈  (2-11c) 

where τk is the step size, and k
iα  is a linearization error factor associated with subgradient 

i.  The calculation of αi is discussed below.  

The quadratic term in (2-11a) is derived from the formulation that gives the 

steepest descent direction for the subgradients {gi : i ∈ B} in the bundle (see Lemarechal 

1989).  The second term in (2-11a) is a linearization error factor.  Early applications had a 

constraint of the form k
i i ki B

α λ
∈

≤ ∆∑  instead, but this required a dynamic modification 

of the upper bound error ∆k which proved too unwieldy.   After solving (2-11) to get λ*, 

the new subgradient is bundle *.i
ii B

λ
∈

= ∑g g  

The step size parameter τk is initially set to 1.  Although it can be held fixed 

throughout the algorithm, a more common approach is to update it based on a trust region 

strategy which is tied to the occurrence of taking either a null-step (NS) or a serious step 

(SS) at the current iteration.  An SS is performed when the new subgradient gives a 

significant improvement, as determined by the following inequality: 

 1
LR LR 1 BD( ) ( )k k kmθ θ θ−− ≥µ µ  (2-12) 

where m1 is the trust-region parameter whose value is typically set to 0.1 (Crainic et al. 

2001).  The left-hand side of (2-12) indicates the change in the relaxed solution between 

successive iterations ; the right-hand side is the current threshold value.  In the bundle 

method, the multiplier updating formula (2-9) is only used when an SS is taken.  When 

(2-12) is not satisfied, an NS is taken, and although the multipliers are not updated, the 

subgradient obtained from solving QP (2-11) is stored as part of the bundle.   
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Testing in general has shown that too large a step size τk will cause too many null 

steps to be taken between consecutive serious steps.  This is equivalent to a long drought 

of non- improving steps.  In contrast, when τk is set to too small a value, many serious 

steps will be taken but each will yield only minimal improvement.  With this in mind, the 

following formulas are used to either increase or decrease the step size (Frangioni and 

Gallo, 1999). 

Increase step: ( )( ){ }{ }1
1 BD BD LR LRmax ,min , , 2 ( ) ( )k k k k

k k M k kt Mτ τ τ τ θ θ θ θ −
+ = − −µ µ  (2-13a) 

Decrease step: 1
1 LR LRmin ,max , , ( ) ( ) / 2k k k

k k m k i o
i B i B

t mτ τ τ α θ θ α−
+

∈ ∈

    = + −   
    
∑ ∑µ µ  (2-13b) 

In (2-13), tm and tM, m and M are parameters that are determined empirically.  The 

following values are used in implementation tm = 0.01, tM = 100, m = 0.4 and M = 3.5. 

The presence of the linear term in (2-11a) is to ensure that the less accurate 

subgradients play a lesser role in deriving the search direction.  At iteration k, k
iα  is 

computed for all i ∈ B as follows:  

 ( ) ( ) ( )LR LR
k k i k i i
iα θ θ= − − −µ µ µ µ g  (2-14) 

The right-hand side of (2-14) is similar to a first-order Taylor series expansion of LR( )θ µ  

around µi.  Frangioni and Gallo (1999) suggested that the aggregate error k
ii B

α
∈∑ can be 

used to help in the determination of SS and NS.  For a parameter m2 > 0, when 

2
k k
i ii B

mα α
∈

≤ ∑  is not satisfied, he recommends that the step size be decreased, as in (2-

13b).  Typically, m2 is set to 0.9.  Initial testing showed that this rule was too restrictive 

and so was omitted from the final algorithm.   

 

Bundle_Algorithm  

Input: Current multipliers { }, ,k k
dt  d D  t Tµ= ∈ ∈µ , bundle B, maximum size of bundle 

Bmax, subgradient parameter {m1}, step size parameters {tm, tM, m, M}, 
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Output: New multiplier µk+1 

Step 1: Solving QP (2-11a) – (2-11c) to get (λ*, θ BD) and a new subgradient gbundle. 

If (|B| = Bmax) then \ check size of bundle 

ω = argmin{λi : i ∈ B} 

B ← B \ {gω} 

Let temp bundlek
kτ= +µ µ g  \ Find temporary multipliers 

Solve (2-8) with tempµ  to get ( )temp temp temp, ,idt dt dtx s y  and θ LR(µtemp) 

Compute subgradient gk = ( )temp temp temp
dt idt dt dti N

LD x s y
∈

− + −∑  

Step 2: Insert gk into bundle: B ← B ∪ {gk}. 

Step 3: If condition (2-12) is satisfied, then 

 serious step (SS): update multipliers, 1 tempk+ =µ µ , and 

 increase step size τk based on (2-13a). 

Else 

 null step (NS): keep current multipliers as base, 1k k+ =µ µ , and 

 decrease step size τk based on (2-13b). 

Both the subgradient and bundle algorithms are known to exhibit slow 

convergence in the tail so they are usually terminated when no improvement in the 

objective function value is observed in some predetermined number of iterations.  At that 

point, a fixing strategy is initiated to improve the lower bound.  The strategy employed in 

the algorithm has a similar approach.   

 

2.4.3 Feasibility IP Heuristic 

Lagrangian relaxation algorithms require efficient heuristics for constructing feasible 

solutions to the full problem.  Early testing indicated that 5 – 6 seconds were needed on 

average to perform one iteration of the subgradient algorithm for 100-nurse instances and 

that LD required about 120 iterations or 30 minutes to converge.  Unfortunately, none of 
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the solutions to (2-8) was feasible to (2-1) so upon termination, only a lower bound on 

θ IP was available.   

To construct feasible solutions, a second IP model that makes use of intermediate 

solutions of the Lagrangian relaxation problem is needed.  As mentioned, the IP solution 

to each subproblem j ∈ NP for given multiplier µ is a roster that satisfies all the hard 

constraints but may violate the demand constraints (2-1b).  From this observation, a set-

covering-type IP is formulated with rosters as columns that include the demand 

constraints, the gap and slack variable bound constraints, and the requirement that each 

nurse be given a schedule.  This formulation corresponds to the pattern view of the nurse 

scheduling problem.  To ensure that solutions were obtained quickly, a maximum of 20 

columns per nurse was permitted in each IP. 

To translate the demand constraint (2-1b) from the constraint-based, shift-view 

formulation to a set-covering-type formulation, some additional notation is needed.  

Let ( )K j be a subset of feasible rosters for rotational profile j, let ζjκ be a nonnegative 

decision variable indicating the number of nurses with rotational profile j who are 

assigned to roster κ in the IP heuristic, let cjκ be the penalty cost of rotational profile j 

when roster κ is assigned, let jdtX κ  be a parameter derived from the solution of the 

decomposed LR subproblems that is equal to 1 if roster κ for rotational profile j covers 

shift t on day d and 0 otherwise.  

 

IP heuristic 

θ HR = Minimize 
( )P

j j dt
K j d D t Tj N

c M yκ κ
κ

ζ
∈ ∈ ∈∈

+∑ ∑ ∑∑  (2-15a) 

 subject to 
( )

,  ,  
P

k
jdt jk dt dt dt

k K jj N

X s y LD d D t Tζ
∈∈

− + = ∈ ∈∑ ∑  (2-15b) 

 
( )

,   R P
jk j

k K j

n j Nζ
∈

= ∈∑  (2-15c) 

 0 dt dt dts UD LD≤ ≤ − max0 dt dty O≤ ≤ , ∀ d, t;  ζjk ≥ 0 integer, ∀ j, k (2-15d) 
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The objective function (2-15a) represents the cost of a schedule.  The coefficients 

cjκ can be computed for each rotational profile j once roster k is specified.  Constraint (2-

15b) is the equivalent of (2-1b) and (2-15c) is a generalization of the assignment 

constraint.  To complete the formulation, bounds on the slack and gap variables are 

introduced in (2-15d), as in (2-1p).   

It is interesting to note that the LP relaxation of (2-15) produces dual variables for 

the demand constraint (2-15b), call them π , that are closely related to the multipliers µ.  

When the π  values are intermittently substituted into (2-8a) in place of the current µ 

values, Caprara et al. (1999) showed that θ LR(µ) may converge more rapidly.  Although 

there is no theoretical justification for this approach, the empirical analysis shows that it 

produces an improved bound. 

2.4.4 Variable Fixing Heuristic 
After solving the subproblems (2-8c) – (2-8r) optimally to obtain LD, there are no 

fractional values of the decision variables on which to perform branch and bound at 

termination.  Short of complete enumeration of all feasible rosters for all rotational 

profiles, there is no clear way to iterate towards the optimal solution of (2-1).  Instead, a 

partial enumeration scheme is proposed based on the solution obtained from the IP 

heuristic (2-15).   

The idea is to sequentially fix the rosters for each rotational profile one at a time 

during the LR iterations after a threshold number of iterations is reached.  In other words, 

rather than trying to maximize θ LR(µ) and get the best lower bound possible on θ IP, the 

algorithm fixes variables once a good feasible solution has been obtained with the IP 

heuristic.  Although such fixing alters the nature of the LR problem and so is not likely to 

produce the optimal value of θ LD, it hastens the overall computations and, empirically 

speaking, provides very good solutions to the original problem.  

Two rules were used to determine the order in which the rotational profiles are 

fixed.  The first is based on the number of nurses in a profile, order from smallest to 

largest with ties broken arbitrarily.  This sorting rule is referred to as the smallest number 
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order.  To implement this approach, the profiles are stored in the set F = { }1 2 | |
, ,..., PN

j j j , 

where 

 
1 2 | 1| | |P PN N

R R R R
j j j jn n n n

−
≤ ≤ ≤ ≤L  

The second rule is based on the opportunity cost of removing a rotational profile 

from a feasible schedule.  After the first IP heuristic solution is obtained from (2-15), call 

it ( )ˆ ˆ ˆ, ,j dt dts yκζ , the level of coverage associated with each profile is computed and then 

sorted from the largest to the smallest.  Letting cov j be the total, nonredundant demand 

covered by rotational profile j, the elements of F are ordered such that  

 
1 2 | 1| | |

cov cov ... cov cov
P PN N

j j j j
−

≥ ≥ ≥ ≥  

where cov j = ˆ ˆjdt dtd D t T d D t T
x s

∈ ∈ ∈ ∈
−∑ ∑ ∑ ∑  and ˆ jdtx  is determined from ˆ

jκζ .  The 

rationale for this ordering is that the greater the coverage, the more important the profile. 

As profiles are fixed, both (2-8) and (2-15) must be updated before being solved.  

Let,  

F  = set of rotational profiles that have been fixed  

ˆ
j

κX  = m-dimensional column vector associated with roster κ and rotational profile 

j in the best feasible solution found through the current LR iteration; i.e., 

the incumbent 

Sj = set of fixed rosters for rotational profile 

j; ( ){ }ˆ ˆˆ ,  :   1,  ( )j j j jS K jκ
κ κζ ζ κ= ∀ ≥ ∈X  

θfixed = contribution to the LR objective function associated with j ∈ F   

 

Using this notation, the LR objective function (2-8a) can be rewritten as 

 

LR( )θ µ  =Minimize ( )SP
fixed

\P

R
j j dt dt dt dt dt dt

d D t T d D t Tj N F

n s M y LDθ µ µ µ θ
∈ ∈ ∈ ∈∈

+ + − + +∑ ∑∑ ∑∑  (2-16a) 
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 where SP
fixed

ˆ ˆ
j

j j
j F S

κ κ
κ

θ ζ θ
∈ ∈

= ∑ ∑  (2-16b) 

 and SPˆ ˆj j dt jdt
d D t T

c xκ
κ κθ µ

∈ ∈

= − ∑ ∑  (2-16c) 

The contribution of the fixed profiles j ∈ F  to θ LR(µ) in (2-16a) can be calculated 

directly because the values of the decision variables xjdt are known.  The calculations are 

given in (2-16b) and (2-16c).  Note that in (2-16b), the term SPˆ ˆ
j jκ κζ θ  appears rather than 

R SP
j jn θ  and is now summed over all columns κ ∈ Sj since the incumbent solution for 

profile j may have |Sj| different rosters, each with ˆ
jκζ  nurses.  Recall that only a single 

roster results when subproblem (2-8c) – (2-8r) is solved. 

 The final point about (2-16a) is that the contribution θfixed of the fixed profiles is 

updated dynamically when a new incumbent is found by the IP heuristic (2-15).  In other 

words, the original values ( )ˆˆ ,jdt jx κζ  obtained from the first run of (2-15) are not 

necessarily kept, but replaced with the values associated with the current best solution. 

 

2.4.5 Complete Lagrangian Relaxation Algorithm 

This section describes how the various algorithmic components presented in the previous 

subsections are combined to solve the original problem (2-1).  The procedure starts with 

an initial set of multipliers µ1 whose individual values are randomly selected from the set 

{1, 5, 10}; that is, 1
dtµ  = RND(1, 5, 10), ∀ d ∈ D, t ∈ T, as well as the bundle parameters.  

In the initialization process, a subproblem defined by (2-8c) – (2-8r) is set up for each 

rotational profile j ∈ NP.  To keep new notation to a minimum, all options are not 

parameterized in the algorithm but simply state the values used.  

First(F) operator that takes the first element in the set F 

kbundle parameter for starting Bundle_Algorithm (kbundle =  20) 

kheur parameter for frequency at which IP heuristic is called (kheur = 10) 

kfix parameter for iteration at which variable fixing starts (kfix = 30) 

τfix parameter for iteration at which profiles are fixed (τfix = 20) 
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fix Boolean variable indicating whether variable fixing has started; fix = <false> 

if k ≤ kfix and <true> otherwise 

S set of solutions with rotational profiles fixed in (2-16); S = {Sj, ∀ j∈ F } 

XBEST incumbent solution 

θ BEST incumbent objective function value 

 

Cyclic_Scheduling_Algorithm 

Input: Initial multiplier values µ1 = { }1 :   ,  dt d D t Tµ ∀ ∈ ∈  and bundle parameters. 

Output: θ BEST, XBEST 

Step 0: (Initialization) Set k = 1, fix = <false>, θ BEST = ∞, S = ∅, F = ∅, XBEST = ∅ and 

set up subproblems (2-8c) – (2-8r) for each rotational profile j ∈ NP.  

Step 1: (Solve Lagrangian relaxation problem) Solve the following problem 

LR ( )kθ µ = Minimize ( )SP

\P

R k k
j j dt dt dt dt

d D t Tj N F

n s M yθ µ µ
∈ ∈∈

+ + −∑ ∑∑ + k
dt dt

d D t T

LDµ
∈ ∈
∑∑  fixedθ+  

 subject to (2-8b) – (2-8r) 

 to get rosters ˆ
jX  = ( )ˆ ˆ ˆ, , ,   ,   k k k

jdt dt dtx s y d D t T∀ ∈ ∀ ∈ , j ∈ NP \ F  and add 

corresponding column to model (2-15). 

Step 2: (Multiplier calculation) Obtain new multipliers µk+1 as follows:  

 Run Subgradient_Algorithm when k ≤ kbundle; put B ← B  ∪ {gk} 
 Run Bundle_Algorithm when k > kbundle; put B ← B ∪ {gbundle} 

Step 3: (Find feasible solution) If (k–1 mod kheur = 0 and k > 0) then  

3a. Solve IP heuristic (2-15) to get 

( )ˆ ˆ ˆ, , ,   ,   ;  ,  ,  ( )k k k P
jdt dt dt jx s y d D t T j N K jκζ κ∀ ∈ ∀ ∈ ∈ ∈  and θ HR. 

3b. If (θ HR < θ BEST) then  

Put θ BEST ← θ HR  

( )( ) ( )( ){ }BEST
ˆˆˆ ˆ, ,   ,   , , ,   ( ) ,  k k k k P

dt dt jj js y d D t T K j j Nκζ κ= ∀ ∈ ∀ ∈ ∀ ∈ ∈X X  
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( ){ }BEST
ˆˆ ,p p

p F

S X κζ
∈

= ∈ X∪ ; recompute θfixed in (16b) and (16c) 

Solve the LP relaxation of (15) and use the dual variables π  associated 

with (15b) in place of the multipliers µk+1 derived in Step 2; i.e., put µk+1 

← π   

Step 4: If (k > kfix and fix = <false>) then  

Sort profiles in set F by either coverage or smallest nurse order. Set fix = <true>. 

Step 5: (Heuristic fixing rule) If (k–1mod τfix = 0 and fix = <true>) then 

p = First(F), F ← F \{p}and F  ← F  ∪ {p} 

( ){ }BEST
ˆˆ ,p p pS X κζ= ∈ X  \ Fix nurse profile p in LR problem (16) 

S  ← S  ∪ {Sp} 

Step 6: (Termination test) If ( ) ( )( )BEST LR LR/ 0.005 or k k Fθ θ θ − ≤ = ∅ µ µ  then stop; 

else, put k ← k + 1 and go to Step 1. 

 

At Step 1, the Lagrangian relaxation problem is solved to get θ LR(µk).   In the 

process, each subproblem whose profiles are not fixed is solved separately and the 

corresponding rosters are used to populate the columns of the heuristic IP (2-15); the 

values of sdt and ydt are trivially determined by examining the corresponding objective 

function coefficients in (2-16a).  At Step 2, new multiplier values are found by either 

subgradient optimization if k ≤ kbundle = 20 or the bundle method otherwise.  The 

corresponding subgradient is stored in the set B regardless of the approach, and if |B| > 

Bmax = 60, an element of B is removed.   It was best to use the subgradient algorithm in 

the early iterations for two reasons: (1) it is computational inexpensive and (2) it provided 

steady improvement in θLR (µ).  The strategies are switched at iteration 21 when the 

tailing off effect becomes noticeable. 

At Step 3, a new feasible solution is found every kheur = 10 iterations by solving 

(2-15).   Recall that the columns in this model are obtained from the LR subproblem 
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solutions and represent feasible rosters for the respective rotational profiles.  CPLEX is 

used at this step with a termination criterion of either 60 seconds or 0% optimality gap.  If 

θ HR < θ BEST, then a better solution has been found triggering the following adjustments: 

the incumbent is updated, the set S is updated, the fixed term in (2-16) is recomputed, and 

the current values of the multipliers{ }1 :   ,  k
dt d D t Tµ + ∀ ∈ ∈  derived in Step 2 are replaced 

with the dual variables {πdt, ∀ d ∈ D, t ∈ T} associated with the LP solution to (2-15).  

Because µ and π  are closely related, the expectation is that a “big jump” in Lagrangian 

objective function will be realized when θ LR(π ) is solved in place of θ LR(µ).  To ensure 

that the set covering problem solves quickly, a maximum of 20 columns is allowed for 

each nurse.  When this number is reached, all columns not in the solution to (2-15) are 

discarded.   

The purpose of Step 4 is to determine when the variable fixing component of the 

algorithm is initiated.  When the starting point is reached, one of the two ordering options 

is selected for the set F.  When Step 5 is reached, fixing rotational profiles is initiated, 

one at a time every τfix = 20 iterations starting at iteration 31.  This requires an updating 

of the sets F, F and S.  The more profiles that are fixed, the fewer subproblems that must 

be solved.  The final step checks to see if either of the termination criteria is satisfied.  

The first is a bounds test based on a 0.5% optimality gap.  Although the best solution 

found is not guaranteed even when θLR(µk) >θ BEST due to the non-monotonicity of the 

Lagrangian function, no better solution was ever found when the test was omitted.   The 

second stopping criterion comes into play when the set F is empty, implying that there 

are no free profiles anymore. 

 

2.5. Reformulation as Set Covering-Type Model 

Besides relaxation of difficult constraints, another strategy to solve model (2-1) is to 

decompose it into smaller problems. This leads to the development of a B&P algorithm, a 

combination of (i) Dantzig-Wolfe (D-W) decomposition extended to accommodate 

integer variables and (ii) standard branch and bound (B&B) (Vanderbeck 2000, Wolsey 
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1998).  In this approach, the demand constraint (2-1b) is separated from the other 

constraints, and becomes a master problem (MP) with the pattern-view formulation.  

Columns in MP correspond to feasible rosters for the various rotational profiles and the 

objective function is that same as (2-1a).  Having removed the demand constraint, the 

remaining constraints are hard and soft constraints which conveniently decompose by 

nurse, giving |N | subproblems, like in (2-8c) – (2-8r).  Points in the feasible region of 

subproblem i correspond to all feasible rosters for nurse i.   

Informally speaking, the idea of B&P is to have the subproblems act as pattern 

generators guided by the values of the dual variables obtained by solving a restricted MP; 

i.e., one that contains only a subset of feasible rosters.  At each major iteration, an 

optimality check is made by pricing out MP.  This is done by solving the subproblems to 

see whether one or more rosters can be identified that, when added to the restricted MP, 

will improve the current solution.  When no improvement is possible, B&B is performed.  

Computational efficiencies result when optimality of the restricted MP is achieved in the 

early stages of column generation. 

To translate the demand constraint (2-1b) from the constraint-based, shift-view 

formulation to a set covering- type formulation, some additional notations are needed.  

Let ( )K i be a subset of feasible rosters for nurse i, let ζik be a binary decision variable 

equal to 1 if roster k is selected for nurse i in MP and 0 otherwise, and let k
idtX  be a 

parameter equal to 1 if roster k for nurse i covers shift t on day d and 0 otherwise.  The 

reformulated demand constraint for MP is as follows: 

 
( )

,  ,  k
idt ik dt dt dt

i N k K i

X s y LD d D t Tζ
∈ ∈

− + = ∈ ∈∑ ∑  (2-1b′) 

The parameter k
idtX  is a specific value of the decision variable in the original 

model (2-1a) – (2-1r), and hence links the shift-view formulation to the set covering 

formulation.  Next, the formula of the penalty associated with roster k for nurse i 

(denoted by cik) has to be specified.  In general, the relationship is max

1

V
ik a iaa

c r v
=

= ∑ . 
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However, the violation variable via is not present in MP so the value of cik must be 

computed independently for each column.   

Thus each schedule k for nurse i, will have a cost that increases at an increasing 

rate. In short, it is an exponential function ( )jkc ν  = 2v-1where v can be seen the 

equivalent number of penalty points (cost) associated with a violation for a particular 

nurse, or severity of violations.  To complete the formulation, the following assignment 

constraints  

 
( )

1,ikk K i
ζ

∈
=∑  i ∈ N  (2-17) 

must be introduced to ensure that only one roster is selected per nurse. Therefore, the 

master problem is similar to the IP heuristic to solve LR in (2-15). 

The subproblem constraints are identical to (2-1c) – (2-1p) in the shift-view 

model, where the values of the parameters Hi, Pit, max
iW and maxon

iD  depend on the 

individual rotational profiles.  The objective function of each subproblem is designed to 

identify “promising” columns for MP, and is formulated as a generic reduced cost.  If the 

dual variables for the demand constraint (2-1b′) and the assignment constraint (2-17) are 

denoted by µdt and σi, respectively, then for each nurse i, the reduced cost for column k in 

MP is 

 
max

1

V
k

ik ik ik a ia dt idt i
a d D t T

c c r v Xµ σ
= ∈ ∈

= − = − −∑ ∑∑pA  (2-18) 

where π  = (µ,0,0,…,σi,0,…,0) and Aik is the ikth column associated with (2-1b′) and (2-

17).  When the restricted MP is optimized, all the reduced costs should be nonnegative.  

To determine whether this condition holds, equation (2-18) is minimized subject to (2-1c) 

– (2-1r) for each nurse i ∈ N with k
idtX  replaced with idtx .  If the solution, call it ( )idtx , 

gives a value ic  < 0, it means that the existing columns in MP do not contain the optimal 

set of rosters.  The column associated with ( )idtx  is then added to MP, which is resolved 

to get a new set of dual variables.  The process is repeated until ic  ≥ 0 for all i. 
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Before writing out the full model, the subproblem symmetry needs to be taken 

into account.  Because nurses are differentiated by their rotational profiles only, those 

with identical profiles will have identical subproblems.  This means that if nurse i1 and 

nurse i2 have the same profile, then their solutions will be interchangeable so there is no 

need to solve both subproblems.  To deal with this situation, identical nurses are 

aggregated into a single subproblem and the decision variables in MP are redefined to be 

integer rather than binary.  The subproblem variables remain binary.  For MP, let j be the 

index for rotational profiles and define a new integer variables zjk such that 

j
jk iki N

z ζ
∈

= ∑ , where Nj is the set of nurses with profile j.   

Recall that a rotational profile includes both the shift types and the ratio or 

minimum percentage of days that must be assigned to each shift, so a D/E profile with a 

40% ratio is different than a D/E profile with a 20% ratio.  With this in mind, the single 

aggregation master problem and the subproblems are presented in (2-19) – (2-20). 

Notation 

j index for rotational profiles  

k index for rosters 

cjk penalty coefficient for roster k and rotational profile j 

K(j) set of alternative rosters for rotational profile j 

NP set of all rotational profiles; Pn = |NP| 

R
jn  total number of nurses with rotational profile j 

k
jdtX  mapping parameter, 1 if roster k associated with rotational profile j covers 

shift t on day d, 0 otherwise 

zjk (decision variable) number of nurses with profile j that are assigned roster k 

 

Master problem 

IPθ  = Minimize 
( )P

jk jk dt
k K j d D t Tj N

c z M y
∈ ∈ ∈∈

+∑ ∑ ∑∑  (2-19a) 
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 subject to 
( )

,  ,  
P

k
jdt jk dt dt dt

k K jj N

X z s y LD d D t T
∈∈

− + = ∈ ∈∑ ∑  (2-19b) 

 
( )

,   R P
jk j

k K j

z n j N
∈

= ∈∑  (2-19c) 

 0 dt dt dts UD LD≤ ≤ − , max0 dt dty O≤ ≤ , ∀ d, t;  zjk ≥ 0 integer, ∀ j, k (2-19d) 

Subproblem j 

SP
jθ  = 

max

1

Minimize 
V

a ja dt jdt j
a d D t T

r v xµ σ
= ∈ ∈

− −∑ ∑∑  (2-20a) 

 subject to (2-8d)-(2-8r) (2-20b) 

 

In the master problem, the modified demand constraint is now based on the 

rotational profile j instead of the individual nurse i, and constraint (2-19c) is a 

generalization of the assignment constraint (2-17).  The master problem is identical to the 

restricted IP heuristics in (2-15).  To complete the formulation, bounds on the slack 

variables and gap variables are introduced in (2-19d).  Finally, the constraints in (2-20b) 

are the same as (2-1c) – (2-1r) except that the index i has been replaced by the index j, 

which is identical to the subproblems in LR problems (2-8c)-(2-8r). 

 

2.6. Branch and Price (B&P) Solution Methodology 

B&P is similar to B&B when lower bounds are computed by solving an LP relaxation.  A 

search tree is set up and at each node κ, the LP relaxation of the original problem, as 

modified by the branching constraints, is solved.  The optimal solution value, call it LP
κθ , 

is then compared with the incumbent IP solution IPθ  (often obtained with a heuristic), 

and when the percentage difference between the two is within some tolerance ε %, the 

corresponding node is fathomed.  Fathoming also occurs when the current LP is 

infeasible or when its solution is integral.  In depth-first search, unfathomed nodes are 

partitioned by identifying branching constraints, usually in the form of variable bounds, 

and creating two successor nodes.  In the context of B&P, the relaxed solution is obtained 

at every node by solving the restricted MP with D-W decomposition.  The branching 
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strategies may be different than those common to B&B, but they share the same goal of 

trying to explore the feasible region by solving a series of more restricted problems.  In 

the worst case, it would be necessary to generate all feasible columns to (2-19a) – (2-19d) 

as the search tree is enumerated and the algorithm iterates between MP and the 

subproblems.   

The success of B&P depends on two critical features: the branching strategy and 

the use of an efficient heuristic to find high quality feasible solutions.  Each is discussed 

below. 

 

2.6.1 Branching Strategy 

Upon termination of D-W at the root node, the optimal solution ( )0 0 0 0
LP, , ,θ z s y  obtained 

by solving the LP relaxation of MP is not likely to be integral even though the 

subproblems (2-20) are treated as IPs.  Therefore, some amount of branching is 

inevitable.  It is well known that the sole application of standard B&B to the restricted 

MP is not sufficient to obtain the optimal solution to the original problem because 

columns not in the restricted MP may in fact be part of the optimal IP solution (Barnhart 

et al. 1998).  

The widely applied branching rule in B&P is to create a search tree by fixing one 

of the subproblem variables at each node.  Jaumard et al. (1998) applied this rule to a 

midterm preference scheduling problem in which there was one subproblem per nurse.  

Because of the relationship between the subproblem variables xidt and the parameters k
idtX  

in their set covering formulation, the rule only required a simple modification of MP.   An 

MP with binary decision variables means that fixing subproblem variables is equivalent 

to selecting columns with the implied properties.  The assignment constraint (2-17) in MP 

is then altered so that columns whose properties do not conform to the fixed variables in 

the subproblem are removed.  

The difficulty faced with such an approach is that (2-19a) – (2-19d) contains 

integer rather than binary variables, so fixing a subproblem variable xjdt at 1 or 0 does not 
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translate into fixing or removing a column.  For rotational profile j, for example, 

removing column k would mean that the associated roster could not be assigned to any 

nurse with that profile, a much too restrictive situation. 

To develop appropriate rules, the physical interpretation of the integer variables 

zjk in MP needs to be revisited.  Because zjk is an aggregation of several binary variables, 

i.e., ,
j

jk iki N
z ζ

∈
= ∑  a fractional value zjk = 2.5 means that 2 nurses with profile j can be 

assigned the same roster k and at least one nurse with the same profile does not have an 

assignment.  The idea then is to partition the feasible region so that all nurses get an 

assignment.  Two different rules are proposed.  The first is a modified version of 

subproblem variable branching while the second is based on the master problem 

variables. 

 

Branching based on subproblem variables: To describe this rule, recall the relationship 

between the subproblem variables xjdt and the master problem parameter .k
jdtX  Given a 

fractional solution zjk to MP, there exists at least one day and shift, say day d1 and shift t1, 

and corresponding constraint (2-19b) with a fractional value, call it
1 1j d tβ , for rotational 

profile j; that is 

 
1 1 1 1

1

( )

k
j d t j d t jk

k K j

X z Zβ
∈

≡ ∉∑  (2-21) 

Because a fractional zjk can be greater than 1, a generalized branching constraint is to 

force β j to be integral.  In extending the search tree from the current node, the common 

depth-first approach is employed. Two successor nodes are created. Each is defined by 

the following constraints 

 
1 1 1 1( )

k
j d t jk j d tk K j

X z β
∈

 ≤  ∑ ,  
1 1 1 1( )

k
j d t jk j d tk K j

X z β
∈

 ≥  ∑  (2-22) 

where β    denotes the greatest integer less than or equal to β  and β    denotes the 

smallest integer value greater than or equal to β . 
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In the first case, subproblem j should not select any rosters that would result in 

1 1
1k

j d tX =  in MP.  To implement this restriction, add the constraint
1 1

0j d tx = .  With respect 

to MP, the left-hand constraint in (2-22) means that at most 
1 1j d tβ    nurses with profile j 

can be assigned a roster with 
1 1

1k
j d tX = .  For the complementary constraint in (7), set 

1 1
1j d tx =  in subproblem j. 

The branching constraints that are added to MP produce new dual variables that 

must be taken into account in the pricing subproblem objective function (2-20a).  Denote 

these nonnegative variables by L
jlτ  and R

jlτ  depending on whether which branch is 

referred to, the left (L) or right (R) branch, where l is the level of the search tree.  By 

noting that the summation term in Eq. (2-21) can be rewritten as 

1 1( ) : 1
,k

jdt

k
j d t jk jkk K j k X

X z z
∈ =

=∑ ∑  the objective function (2-20a) of the updated pricing 

subproblem is 

  ( )
max

1 ( )

V
L R

dt jdt a ja jl jl j
d D t T a l L j

x r vµ τ τ σ
∈ ∈ = ∈

− + + − −∑∑ ∑ ∑  (2-23)  

where L(j) is the set of levels in the search tree at which branching constraints are 

imposed on profile j.  The constraints in (2-22) can be viewed as master problem cuts and 

are similar to the cover cuts used by Barnhart et al. (2001).  

 

Example. To illustrate the proposed branching strategy, suppose that rotational profile 5 

consists of 10 nurses who are to be assigned ten 8-hour evening shifts over the next 14 

days; i.e., n5 = 10 and rotational profile 5 = (E, 100%, 80 hours).  Assume that after 

running D-W at the root node, the optimal LP solution contains 13 columns for profile 5 

with the following five fractional values: 

z5.1 = 3.753, with assignments on days 2, 3, 4, 5, 8, 9, 10, 11, 13, 14 

z5.4 = 2.032, with assignments on days 1, 2, 3, 5, 6, 7, 8, 10, 11, 12 

z5.6 = 1.903, with assignments on days 2, 3, 4, 5, 8, 9, 10, 12, 13, 14 

z5,12 = 2.188  with assignments on days 1, 3, 4, 5, 8, 9, 11, 12, 13, 14 
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z5,13 = 0.124 with assignments on days 1, 2, 3, 4, 6, 7, 8, 10, 11, 12 

Thus, K(5) = {1,…,13} but only the z5k variables associated with the columns 1, 

4, 6, 12 and 13 have nonzero values.  The physical interpretation is that 

( )3.753 2.032 1.903 2.188 0.124+ + + +                    = 8 nurses have been assigned rosters 

leaving two unassigned.  If x5,1,1 is arbitrarily selected as the branching variable, then by 

setting x5,1,1 = 0 in subproblem 5, the first successor node is created in the search tree.  

The implication for the master problem is that any rosters now selected for the two 

unscheduled nurses with profile 5 should not include shift 1 on day 1.  This is 

implemented by adding the constraint 5,4 5,12 5,13 4z z z+ + ≤  to MP.  Also, the new dual 

variable 5,1
Lτ  is now included in the objective function (2-23) of subproblem 5.  To create 

the second successor node, set x5,1,1 = 1 and modify subproblem 5 accordingly.  The 

branching constraint 5,4 5,12 5,13 5z z z+ + ≥ is then added to MP.  Its dual variable is denoted 

by 5,1
Rτ . 

 

Branching based on master problem variables: Given a fractional solution ˆ jkz  to MP at 

node κ, an obvious branching strategy is to enforce ˆjk jkz z ≤   and ˆjk jkz z ≥    at 

successor nodes κ +1 and κ +2, respectively.  The difficulty with this strategy is in 

imposing the constraints implied by the first bound on the corresponding subproblem.  In 

particular, when node κ +1 is created by adding the constraint ˆjk jkz z ≤    to MP, the 

feasible region of subproblem j must be modified to ensure that the point ( )k
jdtX  

associated with column k is infeasible.  To do this, let S(k) be the set containing the day-

shift combinations associated with column k and add the following “subtour elimination 

constraint” to subproblem (2-20): 

 
( , ) ( )

1jdt jk
d t S k

x α
∈

≤ −∑ , where k
jk jdt

d D t T

Xα
∈ ∈

= ∑ ∑  (2-24) 
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To see why (2-24) only cuts off the roster associated with column k, observe that 

the working hours constraint (2-8e) is written as an equality, implying that all feasible 

rosters contain exactly ajk shifts regardless of the ratio in (2-8d).  Therefore, those shifts 

cannot be a subset of any other feasible roster.  For the right branch ˆjk jkz z ≥   , no 

modification of subproblem j is needed. 

 

Proposition 2.4. Branching on fractional values of zjk in MP leads to a complete 

enumeration of the feasible region of the original problem (2-1) when constraint (2-24) is 

added to subproblem j when the search tree is extended to include the branching 

constraint ˆjk jkz z ≤   . 

 

Proof:  At node κ and the branch associated with ˆjk jkz z ≤   , it is well known that this 

constraint will be binding at node κ + 1 and that its dual variable will be negative.  This 

means that the objective function would decrease if the solution correspond ing to ( )k
jdtX  

were feasible, hence the need to exclude it.   Because (2-24) removes only one roster at a 

time, all remaining rosters are feasible to subproblem j.  

On the second branch leading to node k + 2, the constraint ˆjk jkz z ≥    will be 

binding in the LP solution and its dual variable will be positive.  Therefore, there is no 

need to exclude the solution associated with ( )k
jdtX .  The strategy of creating two 

successor nodes with constraints ˆjk jkz z ≤    and ˆjk jkz z ≥   , respectively, does not 

exclude any integer feasible solutions to (4).  As long as solutions exist with fractional zjk, 

though, branching will continue and in the worst case, all feasible columns and all values 

of zjk will be enumerated.   n 

 

With the master problem variable branching, more subtour elimination constraints 

must be added to the subproblems as the search tree grows.  This increases their difficulty 
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and thus limits the suitability of the approach to cases in which good feasible solutions 

emerge early on.  Nevertheless, fixing master problem variables complements the 

rounding heuristic, which becomes easier to solve as the upper and lower bounds of some 

master variables are added to MP.  Empirically speaking, good feasible solutions are 

often found after only a handful of nodes are created.   

 

Example (continued). To illustrate the master problem variable branching strategy, 

suppose that in the above example 5,1z = 3.753 is selected as the branching variable.  Two 

nodes are created, the first with 5,1z ≤ 3 and the second with 5,1z ≥ 4.   In the first case, 

constraint (2-9) must be added to subproblem 5.  From the solution obtained for 5,1z , 

5,1α = 10, so the corresponding subtour elimination constraint is 

5,2,1 5.3,1 5,4,1 5,5,1 5,8,1 5,9,1 5,10,1 5,11,1 5,13,1 5,14,1+ + + + + + + + + 9x x x x x x x x x x ≤ .  In the second case, no 

modifications to subproblem 5 are necessary. 

 

2.6.2 Heuristics 

An essential component of B&B is a complementary algorithm for finding good feasible 

solutions.  Not only do such solutions increase the frequency with which unexplored 

nodes are fathomed thus reducing the size of the tree, but should it be necessary to 

terminate the B&B process before convergence, they also provide an implementable 

solution option.  

Any heuristic strategy selected, however, must be computational efficient and 

make intelligent use of fractional solutions if it is to be an effective component of B&B.  

Metaheuristics, for example, have proven to be quite powerful when applied to a wide 

range of relatively pure combinatorial optimization problems, but the empirical analysis 

shows that it is difficult to define good neighborhood search strategy for problems with 

numerous technological and logical constraints.  

With set covering- type formulations, a practical approach is to use rounding 

heuristics (Bartholdi 1981).  Given the relaxed MP solution ( )LP ˆ, , ,k k k kθ z s y at node κ, one 
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possible approach is to try to solve MP as an IP.  By including only a subset of “good” 

columns in the IP rather than all columns, and fixing those fractional variables that are 

within some tolerance γ of integrality, a high quality feasible solution to (2-1) may be 

obtained quickly.  The key to success is the variable fixing process.  A tight fixing rule 

may render the IP infeasible, while a loose rule may lead to excessive computation times.  

The parameter γ  guides the rounding procedure in the cyclical preference 

scheduling problem. The complete algorithm is given below. 

Algorithm_IP_Rounding 

Input: MP and relaxed solution { jkz$ : ∀ Pj N∈ , ( )k K j∈ } at some node in the search 

tree; fractional tolerance γ 

Output: Feasible integer solution σ feas to cyclic preference scheduling problem  

Step 1: For all variables zjk, Pj N∈ , ( )k K j∈  

If ( )  jk jkz z γ − ≤ 
$ $ , then fix jkjkz z =  

$  in MP 

If ( )jk jkz z γ  − ≤ 
$ $ , then fix jkjkz z =  

$  in MP 

If 1 jkz >$ , then fix jkjkz z =  
$  in MP 

Step 2: Solve the modified MP (2-19) – (2-19d) as an IP with the remaining non-fixed 

variables. 

Step 3: Convert solution to a set of rosters σ feas as follows.  For all zjk > 0, Pj N∈ , 

( )k K j∈  put feas
jkσ ß { }ˆ

:  ,k
jdtX d D t T∀ ∈ ∈ , where σ feas = 

( )feas : , ( )P
jk j N k K jσ ∈ ∈ . 

In the first two tests at step 1, the master problem variables that are within γ of 

integrality are rounded to the closest integer and fixed.  In the third test, all fractional 

variables not yet fixed but greater than 1 (that is, all rosters with more than one assigned 

nurse), are rounded down and fixed.  This is consistent with the physical interpretation of 
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jkz$  in the definition of the branching rule.  In step 2, the resultant set covering-type 

problem is solved as an IP.  The non-fixed variables in this problem include those in the 

range γ < jkz$  ≤ 1 – γ and those whose values were 0 in the LP solution of MP.  In step 3, 

the IP solution is converted to a feasible schedule, σ feas. 

 

Example (continued). Applying the rounding heuristic to the master problem solution 

obtained with γ = 0.2 in the above example, the fixed variables are z5,1 = 3, z5,4 = 2, z5,6 = 

2, z5,12 = 2 and z5,13 = 0 at step 1.  Thus, a total of 9 rosters have been assigned to profile 5.  

The remaining roster will be determined at step 2 and will be associated with one of the 

following non-fixed variables: z5,2, z5,3, z5,5, z5,7, z5,8, z5,9, z5,10, z5,11. 

 

2.6.3 Enhancement Options  

Early termination: In B&P implementations, it is common for a tailing off effect to occur 

when solving MP.  The effect becomes evident when more and more columns are added 

but no significant improvement in the objective function is realized.  One way to combat 

this problem is to compute a dual lower bound on the LP solution and use it to terminate 

column generation when an acceptable gap is reached.  Wolsey (1998) gives a dual 

feasible solution to MP that can be used to compute a lower bound.  For nurse scheduling 

problem, the bound is  

 

 ( ) 1 max 2 SP
LP LP

P P
dt dt j dt dt dt dt dt j

d D t T d D t T d D t Tj N j N

LD UD LD Oθ µ σ η η θ θ
∈ ∈ ∈ ∈ ∈ ∈∈ ∈

≥ + − − − + =∑∑ ∑ ∑∑ ∑∑ ∑  (2-25) 

which is valid at any D-W iteration and at any node in the search tree. 

The first four terms on the right-hand side of (2-25) represent the objective 

function of the dual of MP, where 1 0dtη ≥  and 2 0dtη ≥  are the dual variables associated 

with the bound constraints on sdt and ydt, respectively.  The last term is the sum of the 

subproblem objective functions (2-20a).  At each D-W iteration, the LP relaxation of MP 

is solved to optimality for the current set of columns and the dual variables are passed to 
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the subproblems.  Assuming that MP is bounded, strong duality implies that the dual 

objective function value in (2-25) can be replaced with the corresponding LP solution, so 

no additional calculation is necessary. 

With a known lower bound, LPθ , a procedure for terminating D-W can be 

established before all subproblems price out nonnegatively.  The approach taken is based 

on the percentage difference between LPθ  and LPθ  where, for a particular percentage 

parameter ρ, the subproblem computations are terminated when 

( )LP LP LP 100%θ θ θ ρ − × ≤  ; that is, when ( )SP
LP 100% .P jj N

θ θ ρ
∈

× ≤∑   Using this test, 

one can expect a smaller search tree and a faster solution to MP, but at a cost in overall 

solution quality.  In addition, when LPθ  (rather than LPθ ) is used for fathoming, the 

solution obtained when the B&P algorithm terminates may differ from true IP optimum, 

IPθ , by ρ or more, depending on the stopping criteria. 

Because MP is not optimized with this approach, the value of the LP solution at 

early termination may be greater than IPθ . Moreover, had D-W been allowed to continue, 

the current node may have been fathomed by bounds.  To compensate for this loss in 

precision, one can adaptively set ρ, with smaller values being used at lower levels in the 

tree.   

 

Double aggregation: Models (2-19) and (2-20) treat each rotational profile separately.  

When two such profiles include the same shifts but different ratios, the corresponding 

subproblems (2-20) only differ by the value of Pjt in constraint (2-8d).  For example, 

consider a 20% D/E profile and a 40% D/E profile indexed by j1 and j2, respectively, and 

assume that nurses working these profiles must be assigned a total of 80 hours or 10 

shifts over a two-week period.  In the first case, 
1j tP = 2 for t ∈ {D, E} and in the second 

case, 
2j tP = 4 for t ∈ {D, E}.  In the original formulation, these two profiles are viewed as 

two separate subproblems.  The fact that subproblem j1 with a 20% ratio may give a 

solution that satisfies subproblem j2 with a 40% ratio argues for combining the two into a 
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single subproblem.  Potential benefits include reducing the overall computation time and 

eliminating symmetry. 

Combining two or more rotational profiles with the same shifts and total hours but 

different ratios requires modifications to both the master problem and the associated 

subproblem.  The new subproblem will use the least restrictive ratio, which, in the 

previous example, is 20%.  To guarantee that rosters with more restrictive ratios are 

generated as well, it is necessary to augment the assignment constraint (2-19c) in the 

master problem with one assignment-type constraint for each ratio above the least 

restrictive.  To develop the new constraints, let R(j) be the set of ratios to be aggregated 

into a single subproblem j, let r
jtP  be the corresponding lower bound on the number of 

shifts of type t that must be assigned for each r ∈ R(j), let Kr(j) be the subset of 

alternative rosters k for profile j that satisfy the ratio constraint (2-8b) with a given 

parameter r
jtP , r = 1,…,|R(j)| – 1 [i.e., ( )rK j =  { }: ,   k r

jdt jt jd D
k X P t T

∈
≥ ∀ ∈∑ ⊂ K(j)], and 

let nr be the number of nurses whose ratio corresponds to index r.  With this notation, a 

rotational profile is redefined by the triplet (eligible shifts, R(j), total hours). 

Assuming that the elements of R(j) are sorted from the most restrictive to the least 

restrictive ratio, then the following constraints, when added to MP, ensure that all ratio 

requirements are met for aggregate profile j. 

 
( ) 1

, 1,..., ( ) 1
r

r

jk p
k K j p

z n r R j
∈ =

≥ = −∑ ∑  (2-26a) 

 
( ) ( )

jk r
k K j r R j

z n
∈ ∈

=∑ ∑  (2-26b) 

When r = 1, constraint (2-26a) guarantees that a solution to MP includes at least 

n1 rosters that contain 1
jtP  shifts of type t ∈ Tj.  When r = 2, this constraint ensures that a 

solution contains at least 1
jtP  and 2

jtP  shifts of type t for profile j.  For the final element of 

R(j), equation (2-26b) replaces the original assignment constraint (2-19c) and ensures that 

exactly one roster is selected for each nurse with profile j. 
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The next step is to modify the pricing subproblem j to take into account (2-26a) 

and (2-26b).  Let σjr be the dual variables for the |R(j)| new constraints, where all but 

σj,|R(j)| are nonnegative, and let δ jr be a binary variable equal to 1 if the ratio associated 

with index r is selected when subproblem j is solved and 0 otherwise, r = 1,…,|R(j)| – 1.  

The objective function in (2-20a) is now replaced with the following: 

 
max | ( )| 1

,| ( )|
1 1

V R j

a ja dt jdt jr jr j R j
a d D t T r

r v xµ σ δ σ
−

= ∈ ∈ =

− − −∑ ∑∑ ∑  (2-20a′) 

To understand how the term associated with the new variables in (2-20a′) arises, 

consider what happens when subproblem j is solved under double aggregation.  Because 

all the ratios are now aggregated in the subproblem, the objective function must identify 

which ratio is being priced out.  Only the dual variable σj|R| associated with constraint (2-

26b) in MP is relevant to price out the case that corresponds to the least restrictive ratio 

(i.e., r = |R(j)|).  Therefore, all the other dual variables σjr, r = 1,…,|R(j)| – 1, should be 

removed from the subproblem objective function.  At the other extreme, all the dual 

variables σjr, r = 1,…,|R(j)|, should be included in the subproblem objective function to 

price out the case that corresponds to the most restrictive ratio (i.e., r = 1).  In actuality, 

the model should automatically decide which case is being priced out.  This can be 

achieved by replacing (2-8d) in subproblem j with the following constraints. 

 

 ,   ,  1,..., ( ) 1r
jdt jt rt j

d D

x P t T r R jς
∈

≥ ∀ ∈ = −∑  (2-27a) 

 1 ,   ,  1,..., ( ) 1r
jdt jt rt j

d D

x P M t T r R jς
∈

≤ − + ∀ ∈ = −∑  (2-27b) 

1
j

rt jr
t T

ς δ
∈

− ≤∑ ,  1,..., ( ) 1r R j= −  (2-27c) 

,  jr rt jt Tδ ς≤ ∀ ∈ ,  1,..., ( ) 1r R j= −  (2-27d) 

, {0,1}, , 1,...,| ( ) | 1jr rt jt T r R jδ ς ∈ ∀ ∈ = −  (2-27e) 
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The binary variables jrδ and rtς  together determine which case is active.  When 

rtς  = 1 for both t ∈ Tj, constraint (2-27a) requires r
jdt jtd D

x P
∈

≥∑  so all feasible points 

must satisfy the ratio associated with index r.  For this situation to occur, jrδ  must also 

be 1, as seen in constraints (2-27c) and (2-27d).  If jrδ = 0, then at most one rtς can be 1 

so at most one of the two shift types will satisfy the ratio requirement.  When rtς  = 0 for 

all t ∈ Tj, constraint (2-27b) is active and jrδ = 0 so at most 1r
jtP −  shifts of type t can be 

included in a solution.  

 The new formulation, which includes (2-26) in MP and (2-27) in subproblem j,  

represents an increase in problem complexity, but may give better bounds at each node in 

the search tree, proven in proposition 2.5 as follows. 

 

Proposition 2.5. Let LPθ̂  be the objective function value obtained by solving the double 

aggregation MP as an LP.  Then LPθ̂  ≥ LPθ . 

 

Proof. In the single aggregation (SA) model (2-19), there is one assignment-type 

constraint (2-19c) for each rotational profile.  In the double aggregation (DA) model, 

there are |R(j)| assignment-type constraints (2-26) for each rotational profile but the totals 

are the same; i.e., |NP| = Σj | R(j)|.  Thus, SA and DA have the same number of 

constraints, but the former has more columns due to the fact that the same rosters may be 

feasible to multiple subproblems.   

 To show that DA gives at least as good a bound as SA, the feasible regions of 

their duals will be compared.  Consider two rotational profiles j1 and j2 that differ only by 

their ratios, r1 and r2, where the first is the more restrictive one.  Let the vectors 1

1

k
jX  and 

2

2

k
jX  be the portions of the columns k1 and k2 in MP associated with the demand 

constraints (2-19b) for these profiles.  Noting that 1 2

1 2

k k k
j j j= ≡X X X  and that the associated 
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objective function coefficients are equal; i.e.,
1 1 2 2j k j kc c= , the index k can be dropped. Dual 

constraints and objective function terms for these columns can be written as 

  
1 1 1

,   R
j j j j jc nσ σ+ ≤µX  (2-28a) 

  
2 2 2

,   R
j j j j jc nσ σ+ ≤µX  (2-28b) 

where 
1j

σ  and 
2j

σ  are unrestricted.  For DA, the dual constraint and objective function 

term are 

  ( )
1 2 1 1 1 2 2

,   R R R
j j j j j j j j jc n n nσ σ σ σ+ + ≤ + +µX  (2-29) 

where 
1

0jσ ≥ , 
2j

σ  is unrestricted, and 
1r

n and 
2r

n  in (2-26) have been replaced with their 

equivalents in (2-19c). 

 Because the dual objective function are maximized, 
1j

σ  and 
2j

σ  should be as 

large as possible in both SA and DA.  From the constraints in (2-28), this implies that at 

optimality 
1

SA
jσ  = 

2

SA
jσ , which the objective function terms in (2-28) can be written as 

( )
1 2 2

R R SA
j j jn n σ+ .  By noting that SA=µ µ , 

1
0jσ = , 

2 2

SA
j jσ σ=  is feasible to (2-29) and that 

1
0jσ ≥  for DA, the inequality ( )

1 1 1 2 2

R DA R R DA
j j j j jn n nσ σ+ +  ≥  

1 1

R SA
j jn σ  + 

2 2

R SA
j jn σ  holds at 

optimality.  By further noting that (i) all constraints in the duals of SA and DA that are 

not associated with aggregated variables in the primal are identical and (ii) the 

relationship between (2-28) and (2-29) can be extended to the case in which more than 

two profiles are aggregated, it can be concluded that LPθ̂  ≥ LPθ .     n 

  
2.7.Computational Results 

Both the Lagrangian Heuristics and the B&P algorithm were implemented in Visual C++ 

and linked to CPLEX 7.5. The solver library was used to solve the master problem LPs, 

the subproblem IPs in Lagrangian and B&P and the QP for the Bundle method.  To gauge 

its performance, 25 problem sets of various sizes were generated based on data obtained 

from a 400-bed US hospital.  The computational experiments were aimed at determining 

the effectiveness of the two approaches used to solve the Lagrangian dual, two proposed 
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branching strategies as well as the quality of the solutions provided by IP heuristic.  

Another interest is to learn what the costs and benefits were of using the early termination 

procedure and whether the double aggregation scheme improved overall efficiency.  All 

computations were performed on a 1.1GHz processor running Windows XP. 

  

2.7.1 Problem Sets 

Table 2.1 lists the basic characteristics of the problem sets used in the testing.  The 

second column indicates the total number of nurses considered simultaneously.  Recall 

that rosters are developed independently by each unit in a hospital.  The total number of 

subproblems given in column 3 is equivalent to the total number of rotational profiles 

after nurse aggregation.  The larger this number, the more difficult the problem is to 

solve.  For profiles with only one or two shifts, 15 is the maximum number of 

subproblems that are possible without considering ratios and total working hours.  The 

eligible shifts for the subproblems were randomly generated from these 15.  Ratios and 

total hours (either 72 or 80) were then assigned. 

The demand, supply, allowed slacks (sdt), and allowed gap (ydt) are measured in 

hours and determine the tightness of a problem’s feasible region.  The total demand for 

all shifts over the two-week planning horizon is given in column 4.  The total supply is 

the sum of working hours for all nurses to be scheduled and is given in column 5.  The 

allowed slack is the total surplus hours that can be assigned to a shift.  In the demand 

constraint (2-4b), this is controlled by the upper bound on sdt, which is UDdt − LDdt.  The 

allowed gap is computed by summing the upper bound on the gap variables, max
dtO , over 

all shifts and days in the two-week period.  

For a fixed number of profiles, the problem instances in Table 2.1 are generally 

the most difficult instances found.  Most instances with less tight combinations of supply, 

demand, allowed slack, and allowed gap were frequently solved at the root node and are 

not reported on.  
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Table 2.1. Input Characteristics for all Problems Instances 

Problem 
no. 

No. of 
nurses 

No. of 
subproblems 

Demand 
(hr) 

Supply 
(hr) 

Allowed 
slack (hr) 

Allowed 
gap (hr) 

1 20 5 1344 1600 464 336 
2 20 8 1504 1536 672 672 
3 30 5 2206 2400 368 336 
4 30 8 2240 2312 712 672 
5 50 8 3276 3792 1024 672 
6 50 12 3640 3840 896 672 
7 50 15 4556 3840 1144 1354 
8 80 10 6152 6112 1192 1354 
9 80 12 6264 6144 1192 1354 
10 80 15 6248 6128 1192 672 
11 80 20 6248 6128 1192 672 
12 100 12 7484 7672 912 1354 
13 100 15 7588 7680 672 672 
14 100 18 7588 7696 784 672 
15 100 20 7572 7672 882 672 
16 100 25 7616 7720 806 672 
17 150 15 11672 11520 784 1354 
18 150 18 11672 11688 784 1354 
19 150 20 11568 11704 784 672 
20 150 25 11600 11664 784 672 
21 150 30 11600 11680 784 672 
22 200 15 14672 15480 1424 1354 
23 200 20 14384 15424 1544 672 
24 200 25 14640 15488 1424 1354 
25 200 30 14832 15552 1256 672 

 

2.7.2. Result for Lagrangian Relaxation Heuristics 

Table 2.2 summarizes the computational results for Lagrangian Relaxation Heuristics. 

The results are reported for only the first 15 problem instances because preliminary 

analysis shows that the algorithm requires more than 1 hour to solve instances of more 

than 100 nurses.  The solution quality of a schedule is measured by the average number 

of violations per nurse (column 2), the total surplus hours (column 3), and the total gap 

hours (column 4).  Under the ‘general results’ columns, the values reported are the better 

of the two values obtained using the coverage ordering and the smallest number ordering 

schemes for constructing F.  Violations include the undesirable days-on and days-off 
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patterns, and the number of switches in shift assignments on consecutive days.  Surplus 

hours occur when the number of nurses assigned to a shift exceeds the demand, giving 

rise to idle time.  Similarly, the ‘gap hours’ indicate the total amount of undercoverage 

that exists in the schedule for the upcoming two weeks.  The number of surplus and gap 

hours should be no greater than the maximum hours shown in the last two columns of 

Table 2.1.  Because of the complementary condition dts × dty = 0, ∀ d ∈ D, t ∈ T, it is 

impossible to have a schedule in which the surplus and gap hours are both at their 

maximum values. 

Table 2.2 Output Data for Lagrangian Heuristic 

 General results Coverage ordering Smallest number  

Prob 
no. 

Violatio
ns/nurse 

Surplus 
hours 

Gap 
hours 

LP 
soln, 
θ LP 

LD 
soln, 
θ LD 

IP 
soln,
θ HR 

Time 
(sec) 

Iteratio
n 

IP soln, 
θ HR 

Time 
(sec) 

Iteratio
ns 

1 2 256 0 0 11 36 177 90 36 328 130 
2 1.5 136 120 400 418 424 229 150 426 656 350 
3 2 268 64 360 403 412 373 180 413 209 110 
4 1.3 104 56 280 236 316 389 90 313 753 150 
5 1.3 584 80 320 363 448 432 100 448 700 190 
6 1.18 228 40 160 45 213 506 130 214 590 150 
7 1.12 0 724 2467 2549 2550 296 30 2550 296 30 
8 1.06 192 232 960 1016 1017 211 30 1017 211 30 
9 1.11 132 288 1280 1319 1339 1338 130 1339 2117 210 
10 0.95 64 176 560 474 770 1318 290 775 1783 230 
11 1.2 152 320 480 594 595 210 30 595 210 30 
12 1.15 452 252 920 1169 1180 530 50 1235 1406 170 
13 1.15 364 56 41 282 406 1795 170 406 2207 210 
14 1.10 276 168 481 658 767 2375 250 767 3185 290 
15 1.08 292 192 681 876 880 315 30 880 315 30 

 
 The next two columns in Table 2.2 give the lower bounds obtained from two 

different relaxations of (1).  The ‘LP soln’ in column 5 is the objective function value 

found by relaxing the integrality requirements in the original model.  Column 6 gives the 

highest value of Lagrangian objective function θ LR(µ) obtained before variable fixing was 

invoked at iteration 31.  This is the best lower bound on θ IP that was achieved using the 

two subgradient strategies.  Of course, once variable fixing begins, this bound may and 

did, in fact, increase in some cases, although it is no longer valid to the original problem.  
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 The last six columns in Table 2.2 highlight the performance of the two ordering 

schemes used to fix variables.  Performance is measured by (i) the feasible solution found 

with the IP heuristic, (ii) the total computation time, and (iii) the total number of 

iterations.  Computation times are measured in seconds and include the initialization 

process, the time for subgradient optimization, and the time required to solve the IP 

heuristic.  Recall that the first 20 iterations use the subgradient algorithm to find the 

multiplier values, while the remainder uses the bundle method. Variable fixing starts at 

iteration 31. 

With respect to schedule quality, Table 2.2 shows that the average number of 

violations per nurse is no more than two, and exhibits a slight downward trend as 

problem size increases.  The total slack and gap hours are significantly less than the 

maximum allowed.  The average total slack is approximately 29% of the maximum 

allowed, while the average total gap hours is about 25%, which is a good sign. 

 With respect to solution quality, the first measure of interest is the lower bound.   

As expected, the best Lagrangian solution prior to variable fixing, θ LD, was generally 

greater than the LP solution, θ LP, obtained from problem (1).  Only instances 4, 6 and 10 

yielded θ LP > θ LD, which indicated that more iterations are needed to solve the 

Lagrangian dual problem.  In fact, when the preliminary column generation algorithm 

was applied to problem (2-19), it produced a lower bound that was 19.2% on average 

greater than θ LD.  Theory tells use that these two bounds should be equal.  The magnitude 

of their difference, however, was not surprising because the primary goal was to find 

good feasible solutions quickly and not to solve the Lagrangian dual to optimality.  This 

was the main reason for starting the variable fixing scheme at iteration 31. 

With this said, the relatively high quality of the lower bound θ LD can be attributed 

to the effectiveness of the subgradient algorithm in finding good multipliers on the first 

20 iterations, enhanced with the inclusion of the dual variables obtained from the IP 

heuristic.  In four of the larger instances, θ LD was within 0.5% to the best integer solution 

found by the heuristic after 30 iterations.  Two of these were the 80 and 100 nurse 

instances with 20 rotational profiles each.   
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The second measure of computational performance is the quality of the IP 

solution reported at termination.  By examining the optimality gap between θ HR and θ LD, 

it can be determined how far the worst case is from the true (unknown) value of θ IP.  

Using the θ HR values in column 7, the largest gap is 227% from lower bound for problem 

1 and the smallest is virtually 0% for problems 7 and 8.  The average gap is 29.6% 

(15.5% when problem 1 is excluded) but the variance is high so few generalizations are 

possible.   

To get a better idea of overall algorithmic performance, a plot of the upper and 

lower bounds for problem no. 6 is included as a function of the number of iterations. .  

Figure 2.1a contains the first 20 iterations and Figure 2.1b contains the remainder. The 

first few iterations are erratic and illustrate the non-monotone property of the standard 

subgradient method.  At iteration 10, a feasible solution (θ HR = 317) is obtained from the 

IP heuristic, and at iteration 21 the bundle method is initiated.  From that point on, the 

lower bound is guaranteed to be nondecreasing due to the serious step and null step logic.   
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(a) Performance of Problem 6 for first 20 iterations 
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(b) Performance of Problem 6 for the last 110 iterations 

 

Figure 2.1. Algorithmic performance for problem no. 6 

Nevertheless, convergence is relatively slow with the exception of the steep jumps at 

iterations 41 and 61 that result from the use of the dual variables, π , rather than the 

multipliers, µ, in the solution of (8).  In contrast, the upper bound behaves as a step 

function because it is only updated every 10 iterations.  In this problem, the best solution 

is found at iteration 51 (θ BEST = 213). 

 Comparing the results of the two variable fixing schemes in the last six columns 

of Table 2.2, the coverage ordering was superior to smallest number ordering in almost 

all instances on all measures.  The former produced feasible solutions that were at least as 

good as the latter in all but instance 4; however, the differences were negligible with the 

exception of instance 12.  With respect to computational efficiency (time and number of 

iterations), the coverage ordering scheme did better in 10 instances and worse in only 

one.  Overall run time averages were 699 and 997 seconds, respectively, and overall 

iteration averages were 116 and 154.  In general, the better the quality of the lower bound 

θ LR(µ)  prior to variable fixing, the fewer iterations required by the algorithm. 
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2.7.3. Performance of the B&P Algorithm 

Before presenting the results, several implementation issues need to be clarified.  The 

first is the requirement to provide MP with an initial feasible solution in the form of 

columns.   A “big-M” approach and start with artificial variables fo r the demand 

constraints (2-19b), one for each (d, t) pair, is implemented in this application.  Simply 

setting ydt = LDdt for all t and d may not work due to the upper bounds on ydt in (2-19d).  

One artificial variable is also needed for each assignment constraint in (2-19c).  Once 

initialized, D-W generates feasible columns as it iterates.  Of course, if any artificial 

columns remain in the solution when MP is optimized at node 0, then the original IP is 

infeasible.  

The second issue concerns the rounding heuristic. At the root node of the search 

tree, after the restricted master problem is solved as an LP, an attempt is made to solve it 

as an IP using CPLEX.  If the optimality gap between the best solution found within 60 

seconds, call it 60
IPθ , and LPθ  is greater than 0.5%, then branching starts.  The IP rounding 

heuristic is called every five nodes with the parameter γ adaptively set as follows: γ = 0.3 

for nodes at levels ≤ 20.  For nodes between levels 21 and 60, γ = 0.15, and for levels > 

60, γ = 0.05.   The smaller the value of γ, the fewer variables that are fixed in the IP so the 

better the solutions are likely to be.  Fewer fixed variables, though, means a more 

difficult problem so the choice of parameter settings represents a compromise. 

The final issue concerns the branching rules.  Initial testing showed that branching 

on the subproblem variables was superior to branching on the master problem variables 

for the smaller problem sets.  Consequently, the former rule was adopted for all instances 

except those with 200 nurses, which could only be solved efficiently with the latter rule.  

Comparative results are provided for the 100- and 150-nurse problem sets.  Depth-first 

search was used in the early nodes with the aim of finding good feasible solutions 

quickly.  When the gap between the incumbent and the best LP solution dropped below 

2%, the best-bound strategy is used instead; when this gap was ≤ 0.5%, the corresponding 

node was fathomed.  In all cases, the search tree was limited to 100 nodes. 



 

 70 
 

The computational results for the 25 instances are presented in Table 2.3.  Final 

roster quality is again measured by the total number of violations (column 2), the total 

number of surplus hours (column 3), and the total number of hours that must be covered 

with outside nurses (column 4). Like in Table 2.2, the total violations include the 

undesirable days-on and days-off patterns and the number of switches in shift 

assignments on consecutive days.  Surplus hours occur when the number of nurses 

assigned to a shift exceeds the demand, giving rise to idle time. Similarly, the ‘gap hours’ 

indicate the total amount of undercoverage that exists in the schedule for the upcoming 

two weeks.  Because of the complementary condition dts × dty = 0, it is impossible to have 

a schedule in which the surplus and gap hours are both at their maximum values.  

The remaining columns in Table 2.3 report on the efficiency of the algorithm as 

measured by the final problem size, the computation time, the initial percentage gap, and 

the IP solution.  The problem size is given by the total number of rows and columns in 

MP when the B&P algorithm terminates.  Because no columns are deleted during the 

branching process, all columns generated during the search are contained in these 

statistics.  The number of columns generated after the root node is indicated under the 

‘new columns’ heading. 

The value reported in the ‘initial gap’ column is the percentage difference 

between the IP solution 60
IPθ  obtained by trying to solve the restricted MP as an IP at the 

root node with CPLEX and the initial LP solution LPθ ; i.e., ( )60
IP LP LP 100%θ θ θ− × .  

These values range from 0 to 55.2% with an average of 17.3%.  In only instance 22 was 

CPLEX not able to find a feasible solution in 60 seconds.  Column 8 in ‘IP soln’, gives 

the objective function value of the best integer solution found at termination.  The last 

two columns give the total computation time in seconds and the total number of nodes 

explored in the search tree.  
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Table 2.3. Solution Characteristic of B&P Algorithm 

Prob 
 no. 

Violat
ions/ 
nrs 

Surplus 
hours 

Gap 
hours 

Problem 
size 

(m × n) 
New 
clmns 

Initial 
LP 
soln 

Initial 
gap 
(%) 

IP 
soln 

Time 
(sec) 

Total 
nodes 

1 2 256 0 47 × 197 14 35 5.7 36 50 16 
2 1.6 100 124 78 × 420 45 422 7.1 426 220 100 
3 1.6 128 72 47 × 198 0 412 0 413 59 1 
4 1.4 120 48 78 × 623 218 311 13.3 313 545 100 
5 0.8 508 96 78 × 296 0 448 0 448 16 1 
6 1.2 228 40 82 × 463 12 212 9.2 214 474 90 
7 1.1 0 724 85 × 576 33 2549 6.3 2558 824 100 
8 1.1 192 232 80 × 436 35 1016 3.9 1019 66 5 
9 1.1 144 296 82 × 401 10 1338 3.5 1339 193 35 
10 0.8 68 188 85 × 578 83 770 22.2 772 517 100 
11 1.25 152 320 90 × 527 10 594 7.4 598 895 10 
12 1.15 452 252 82 × 385 0 1180 0 1180 25 1 
13 1.17 378 84 85 × 483 61 404 4.8 408 567 100 
14 1.11 248 168 88 × 490 16 763 29.9 768 549 70 
15 1.2 280 192 90 × 474 3 875 40.6 879 172 5 
16 1.2 240 176 95 × 597 20 803 37.6 806 382 30 
17 1.08 180 320 85 × 485 2 1391 22.7 1398 487 40 
18 1.02 216 280 88 × 504 4 1241 36.8 1243 265 15 
19 1.1 120 196 90 × 569 10 889 12.5 895 827 100 
20 1.35 152 184 95 × 666 0 932 13.2 940 1166 100 
21 1.2 112 128 100 × 739 15 927 24.6 932 1446 100 
22 1.04 1024 408 85 × 631 146 1512 -- 1514 1152 100 
23 1.15 1028 176 90 × 649 61 878 55.2 883 1351 100 
24 1.34 976 192 95 × 1069 393 990 19.9 999 1910 100 
25 1.24 944 168 100 × 714 2 849 43.8 852 242 5 

 

Examining the output, it is observed that the average number of violations per 

nurse is less than 2 and relatively constant for all instances.  In practice, this number 

depends on the tightness of the problem.  The total slack and gap hours are significantly 

less than the maximum allowed which is a good sign.  Another statistic that is relatively 

constant is size of the final MP, which is about 500 columns.  This is an extremely small 

number when compared to the total number of feasible rosters.  The iterations at the root 

node appeared to have generated most of the “good” columns because very few new 
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columns were added during the branching process.  Only a few instances produced more 

than one column per node on average once branching began, with the largest being seven 

for instance 8.  For the most part, only the fractional values of the master problem 

variables changed as branching progressed, and not the number of variables in MP 

Of the 25 instances, 11 reached the 100-node threshold, with the longest taking 

1910 seconds or nearly 32 minutes.  Two were solved at the root node and only five 

required over 15 minutes.  The majority of those were large, containing between 20 and 

30 rotational profiles.  Nevertheless, the best IP solutions found were always within 

0.95% of their lower bound and most were within 0.1%. 

The effectiveness of the rounding heuristic was evidenced by the quality of 

solutions it provided in the early stages of the computations.  In all instances that required 

branching, it found the best feasible solution reported while reducing the optimality gap 

from an average of 17.3% at the initial node to less than 1% at termination. In addition, 

an overwhelming number of nodes were fathomed by bounds, in part, due to the 

heuristic’s ability to uncover good feasible solutions after only a few B&P iterations. 

It can also be seen from Table 2.3 that there is no strong correlation between 

problem size and difficulty.  Although the trend is upward, many of the smaller instances 

took longer to solve than the larger ones.  Problems with 50 nurses or less were easily 

solved within 10 minutes.  Problems with more than 80 nurses were generally more 

difficult but there were some exceptions, such as instances 12 and 15, which took 

between 2 and 3 minutes.   

As might be expected, the iterations at the root node took the longest time, 

averaging 40 seconds over all instances (results not shown).  Somewhat surprisingly, 

there was little correlation between the initial gap and the degree of difficulty.  For 

example, instance 7 had an initial gap of 6.2% but did not converge within the 100-node 

limit.  In contrast, instance 25 had an initial gap of 43.8% but required only five nodes.  

 
2.7.4. Comparative Analysis 

Different branching strategies: With the exception of instances 22 – 25, the results in 

Table 2.3 were based on subproblem variable branching.  To gauge the relative 
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effectiveness of master problem variable branching, the 100-nurse and 150-nurse 

instances 13 – 21 are resolved with master problem variable branching rule. The 

following results are collected: number of new columns generated, IP solution, total 

number of nodes, and solution time.   

The results are reported in Table 2.4 and demonstrate that subproblem variable 

branching is generally superior for the 100-nurse instances and master problem variable 

branching for the 150-nurse instances.  In the case of the former, the results are 

comparable; in the case of the latter, master problem variable branching is able to find 

good feasible solutions quickly and hence limit the size of the search trees to at most 35 

nodes.  When subproblem variable branching was used, three of the five 150-nurse 

instances reached the 100-node limit. 

 
Table 2.4. Comparisons between Master Variable and Subproblem Variable Branching 

Master variable branching Subproblem variable branching 

Problem 
no. 

New 
columns 
generated IP soln 

Total 
nodes 

Time 
(sec) 

New 
columns 
generated IP soln 

Total 
nodes 

Time 
(sec) 

13 51 408 100 760 61 408 100 567 
14 7 768 25 291 16 765 30 296 
15 4 882 15 227 3 879 5 172 
16 12 806 25 408 20 806 30 382 
17 2 1395 25 338 2 1398 40 487 
18 1 1243 5 93 5 1243 15 265 
19 2 895 5 176 10 895 100 827 
20 3 938 35 530 0 940 100 1166 
21 5 930 5 272 15 932 100 1446 

 

Effectiveness of dual lower bound: As D-W iterates, it is common to see a large initial 

gap between the LP objective function and the dual lower bound (10) that gradually 

converges to zero.  For the problem sets investigated, the convergence rate was fast.  This 

is illustrated by the computations reported in Table 2.5 for problem instance 13 and by 

the corresponding plots in Figure 2.2.  The initial gap was about 1353% and remained 

above 100% for 9 iterations.  It quickly shrank to 1.7% at iteration 15 and to 0 at iteration 

16, with LP solutions of 404.8 and 404.2, respectively.  Recall that the IP solution is 408.  
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Using a 5% tolerance for terminating the computations would have only reduced the 

number of iterations by one; using a 1% tolerance would not have provided any 

reduction.  

 
Table 2.5. Lower Bound Performance for Problem No. 13  

Iteration LP solution Lower bound % difference 
1 71120 –5675 1353.2 
2 23624 –50770 146.5 
3 9657.4 –52641 118.4 
4 3713.5 –32200.2 111.5 
5 1690.4 –19129.9 108.8 
6 981.4 –8492.7 111.5 
7 702.8 –2692.1 126.1 
8 513.2 –2107.7 124.3 
9 464.9 67.8 585.7 
10 445.8 234.4 90.2 
11 433.7 284.5 52.4 
12 416.8 323.2 28.9 
13 408.7 365.9 11.7 
14 406.2 371.6 9.3 
15 404.8 398.1 1.7 
16 404.2 404.2 0 
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Figure 2.2. Comparison between LP solution and dual lower bound for problem 13  
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The early termination procedure was tested on the five 100-nurse instances using 

both a 5% and a 1% tolerance.  The results are summarized in Table 2.6 where it can be 

seen that the same IP solution was found for problem no. 12 and better IP solutions (406 

and 407) for problem no. 13, compared to the best IP of 408 found with the two previous 

branching rules.  The IP solutions for the other instances were slightly worse than those 

reported in Table 2.3 but the computation times were noticeably smaller, except for 

problem no. 13.   

Using a 5% early termination criterion, solution values deteriorated by an average 

of 0.18% while run times decreased by 46%.  With a 1% early termination criterion, 

solution values deteriorated by 0.16% on average while the run times decreased by 36%.  

For large instances, truncating the D-W computations prematurely may be justified in 

light of the small reduction in overall solution quality observed.  Using a 5% lower bound 

still gave good results. 

Table 2.6. Performance of B&P Algorithm with Early Termination 

5% Lower bound 1% Lower bound 
Problem 

no. 
No. 

violations IP soln 
Total 
nodes 

Time 
(sec) 

No. 
violations IP soln 

Total 
nodes 

Time 
(sec) 

12 115 1180 5 36 115 1180 1 25 
13 117 407 100 845 118 406 64 586 
14 117 770 15 128 115 770 1 54 
15 101 886 1 75 109 884 1 140 
16 118 807 5 194 123 810 1 94 

 
Effectiveness of double aggregation: The problem instances used to evaluate the relative 

effectiveness of the double aggregation scheme were those that had more than 15 

subproblems and contained two or more similar rotational profiles that differed only in 

their ratio values.  In model (2-27), these values are represented by the parameter Pjt.  

Table 2.7 lists the nine instances that met these criteria solved by using master problem 

variable branching. The column headings are identical to those in Table 2.3 with the 

exception of the new column labeled  ‘no. subs’, which gives the total number of 

subproblems tha t are now included in each instance --15 in all cases.  
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 The results in Table 2.7 indicate that double aggregation improves the lower 

bounds at the root node and reduces the computation times in all instances except no. 25 

where no improvement was found.  This was to be expected in light of Proposition 2.5.  

In fact, the LP solutions coincide with the best IP solutions found in Table 2.3 for 

instances 15, 16, 18 and 24, which means that those solutions are optimal. 

A related improvement of note is the perfo rmance of the IP heuristic at the root 

node.  In all instances but no. 23, the initial gap was 1.8% or less.  This compared 

favorably with the gaps reported in Table 2.3, which ranged from 12.5% to 55.2% for 

these instances.  In fact, six of the nine problems were solved at the root node using the 

0.5% stopping criterion and most within 200 seconds due to the increased quality of the 

LP and IP solutions. 

 
Table 2.7. Computational Results for Double Aggregation 

Prob 
no. 

No. 
subs 

Total 
penalty 

Total 
slack 

Total 
gap 

Problem 
size 

(m × n) 
New 

columns 

Initial 
LP 
sol 

Initial 
gap 
(%) 

IP 
soln 

Time 
(sec) 

Total 
nodes 

15 15 120 284 192 95 × 498 0 879 0.2 881 134 1 
16 15 120 240 176 95 × 499 0 806 0.5 810 108 1 
18 15 171 136 272 87 × 447 0 1243 0.4 1248 46 1 
19 15 184 192 184 90 × 491 0 893 0.5 898 45 1 
20 15 201 152 184 95 × 550 2 937 1.8 944 268 15 
21 15 182 184 192 100 × 525 0 930 0.3 933 196 1 
23 15 232 1032 176 90 × 793 278 879 -- 885 1280 100 
24 15 267 976 192 90 × 557 0 997 0.2 999 141 1 
25 15 248 944 168 100 × 542 0 849 1.4 851 431 25 
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Chapter III 

Midterm Nurse Scheduling with Downgrading 

 

The approach to solve the midterm scheduling problem in Chapter II is restricted to a 

single skill category for a nurse.  The scheduling decision can be confined to a single unit 

at a time because there are few interdependencies among them.  Nurses spend up to 6 

months training for a specific unit, such as surgery or pediatrics, and will only float to 

another unit in emergencies. However, within a unit, there are several levels of nurses: 

RNs, LPNs and AIDEs. A primary goal of this chapter is to show how to improve 

performance by substituting workers with higher level skills for those with lower level 

skills when considering shift assignments.   

 In the next section, a presentation of several different formulations for the 

downgrading problem is given.  The main algorithm and the experimental tests used to 

validate and compare the different approaches are discussed in Sections 3.2 and 3.3.  

Computational results are provided for two data sets containing up to a 100 nurses split 

between RNs and LPNs.  The chapter concludes with a discussion of the results and the 

issues surrounding implementation. 

 

3.1 Downgrading 

A solution to the nurse scheduling problem is a set of staff rosters that specifies the shift 

assignments and days off over the planning horizon.  The rosters generated must satisfy a 

predetermined set of hard constraints while trying to accommodate individual preferences 

and requests.  Depending on the hospital unit, there may be several categories of nurses 

including RNs, LPNs, nurse aides, and technicians.   Each of these categories may be 

further subdivided by distinguishing senior and junior personnel, and those RNs who may 

serve as charge nurses.  Hospitals typically specify demand requirements by category for 

each period of the day because of the difficulty in deriving joint prediction. 

The modeling approach will first be stated for a single category of nurses and then 

extended to allow for downgrading, where nurses with higher skill levels may be 
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assigned to shifts that would normally be handled by nurses with lower level skills.  This 

type of substitution is often resisted by the nursing staff because it is viewed as 

demeaning.  It is only used when there is a critical staff shortage and few alternatives 

exist. The model is a heuristic. It is assumed that a B&P, or other algorithms have been 

used to solve the problems for each skill levels independently. It would then utilize the 

schedules (columns) generated for each level to create a new model, which is based on a 

pattern-view formulation. Furthermore, the aggregation of integer variables is no longer 

used to simplify nurses with the identical profile. 

In cyclical preference scheduling problem, the patterns selected would be the final 

version of the restricted master problem. The formulation of the single skill model will be 

specified in terms of demand periods rather than shifts to reduce the number of decision 

variables. A demand period is a subdivision of a day characterized by fixed starting and 

ending times.  This division does not necessarily coincide with the shift breakdown, but 

for the model to be valid, a shift must cover one or more demand periods exactly.  Again, 

only five shift types denoted by D, E, N, AM, PM, and four demand periods are 

considered.  The structure is reproduced in Table 3.1.  As an example, demand periods P2 

and P3 correspond to shift E.  

Table 3.1. Definition of Shifts and Demand Periods 
Shifts Length Demand periods Length 

D: 7:00 a.m. – 3:00 p.m. 8 hours P1: 7:00 a.m. – 3:00 p.m. 8 hours 

E: 3:00 p.m. – 11:00 p.m. 8 hours P2: 3:00 p.m. – 7:00 p.m. 4 hours 

N: 11:00 p.m. – 7:00 a.m. 8 hours P3: 7:00 p.m. – 11:00 p.m. 4 hours 

AM: 7:00 a.m. – 7:00 p.m. 12 hours P4: 11:00 p.m. – 7:00 a.m. 8 hours 

PM: 7:00 p.m. – 7:00 a.m. 12 hours   
 
The following notation is used in developing the basic pattern view model, 

Indices and sets 

i index for nurses; i ∈ N  

k index for candidate schedules; k ∈ Si 

p demand period (portion of a day); p ∈ P 
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d day of the week; d ∈ D 

N set of nurses to be scheduled 

Si set of schedules considered for nurse i 

D set of days in the planning horizon  

P set of periods in a day (4 in this model) 

Parameters  

cik penalty “cost” of assigning schedule k to nurse i (this value is a function of the 

number and severity of preference violations in the schedule) 

LDdp lower bound on demand for nurses on day d in period p 

UDdp upper bound on demand for nurses on day d in period p 

aikdp  1 if schedule k for nurse i contains period p on day d, 0 otherwise 

M large number representing the cost of either an outside nurse or under-coverage 

in a period 

Decision Variables 

xik (binary) 1 if nurse i is assigned to schedule k, 0 otherwise 

ydp number of outside nurses used on day d in period p  

sdp excess number of nurses working on day d in period p  

 

Model (single skill) 

Minimize  z =
i

ik ik dp
i N k S d D p P

c x M y
∈ ∈ ∈ ∈

+∑ ∑ ∑ ∑  (3-1a) 

subject to 
i

dp ikdp ik dp dp
i N k S

s a x y LD
∈ ∈

− + + =∑ ∑ ,    for all d∈D, p∈P  (3-1b) 

 1
i

ik
k S

x
∈

=∑ , for all i∈N (3-1c) 

 xik = 0 or 1, for all i∈N, j∈Si (3-1d) 

 0 ≤ sdp ≤ UDdp − LDdp,  ydp ≥ 0,   for all d∈D, p∈P (3-1e) 
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Model (3-1) is similar to the master problem in (2-19). The objective (3-1a) is ta 

weighted sum of the costs associated with the schedules assigned to the regular nurses 

and the cost of outside nurses to cover gaps, similar to (2-1a) and (2-19a).  Constraints (3-

1b) and (3-1e) correspond to the demand requirements for every period. They are similar 

to constraint (2-1b) and (2-19b), except that the demand is defined in terms of periods 

instead of shifts.  Finally, constraint (3-1c) guarantees that every nurse is given exactly 

one schedule.  This is equivalent to constraint (2-19c) in master problem. The following 

assumptions are used to ensure that the problem is well-posed.   

 

Assumption 3.1: A feasible solution exists to model (3-1a) – (3-1e). 

Assumption 3.2:  A central decision maker within a unit is responsible for the scheduling 

and all units operate independently.  

 

 With regard to the first assumption, the concern is that if the upper and lower 

bounds, or the supplied columns from individually solving on single skill in (3-1e) are 

too tight, a feasible solution may not exist.  For example, if UDdp = LDdp implying that 

sdp = 0, then it might not be possible to find schedules for all the nurses such that Eq. (3-

1b) is satisfied exactly.  The requirement that all full- time nurses be assigned 40 hours a 

week, that they work at least 1 out of every 2 weekends, and that they stay within their 

rotations, may imply that more than LDdp nurses must be scheduled on day d in period p.  

The second assumption rules out any gaming aspects between skill levels. 

 A third assumption not formally stated is that there are a sufficient number of 

outside nurses available to cover all shortages.  This is different from the cyclical 

preference scheduling which defines an upperbound for the gap variables ydp. However, 

model (3a)-(3e) is aimed more on minimizing shortages.  A positive value of ydp simply 

indicates that not all demand can be covered with the existing resources.  How a hospital 

deals with this situation depends on its options on any given day. 

To extend the basic model to account for a hierarchy of skills and downward 

substitution, the following conditions will be imposed. 
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1. Let θ  be the index for the number of skill levels, NSkills; θ = 1, . . . , NSkills 

2. Workers in category θ1 can be assigned to perform work in category θ2 

whenever θ1 > θ2, but not vice versa. 

3. There is a cost differential between all categories. (If the wage rates are the 

same for two categories, the hourly rate associated with the lower skilled 

worker can be reduced by a “small” amount ε to create a differential.) 

4. A nurse who is downgraded is still paid at his or her usual rate. 

5. Assignments are by demand period and not necessarily by shift. 

 

Let the decision variables and model parameters ijxθ , dpyθ , dpsθ , ikcθ , dpUDθ  and dpLDθ  be 

defined as before but now with reference to a particular skill level θ.  The simplest way 

of addressing multiple skills is to treat each category separately and solve model in 

chapter II ‘NSkills’ times.  This approach ignores the possibility of hierarchical 

substitution, however, and can be expected to give suboptimal results.  Two other 

procedures are outlined in this chapter.  The first will be called sequential downgrading 

and the second combined downgrading. 

In sequential downgrading, model (3-1a) – (3-1e) is also solved separately by 

running the single shift formulation, either through heuristic or branch-and-price as in 

Chapter II, but with modified demand requirements.  Starting with the highest skill 

category, call it H, if the optimal schedule has an excess supply of nurses in period p on 

day d, as indicated by H
dps  > 0, the corresponding demand for the next lower skill 

category, call it L, is reduced by that amount.  The scheduling problem for the level L 

nurses is then solved, and the demand reduction process repeated until all ‘NSkills’ 

categories have been scheduled.  Any excess supply not used is continually shifted 

downward.   
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Sequential_Downgrading_Algorithm 
Input : Number of skill levels (NSkills), demand per skill level over the planning 

horizon ( dpLDθ  and dpUDθ  for θ  = 1,…,NSkills) 
Output : Nurse rosters for every skill levels 

Step 1 (Initialization) Set θ  = 1, dpUD
θ

= dpUDθ , and dpLD
θ

= dpLDθ . 
Step 2 (Model Solution) Solve model (3-1a) – (3-1e) with a midterm scheduling 

method (Preference Scheduling heuristics or Cyclical Preference with Branch-

and-Price) for skill level θ with upper and lower demand requirements dpUD
θ

 

and dpLD
θ

, respectively.  Obtain rosters for skill level θ and surplus dpsθ . 

Step 3 (Demand Reduction) If θ  = NSkills, stop; otherwise, for the next lower skill 
level θ +1, reduce the demand in each period by the excess amount found in 
Step 2.  

Put { }1 1max ,0dp dp dpLD LD s
θ θ θ+ +← − ,  for all d ∈D,  p ∈ P 

1 1
dp dpUD UD
θ θ+ +← ,  for all d ∈D,  p ∈ P 

θ ← θ +1 and go to Step 2. 
 

At Step 3, only the lower bound is reduced by the excess supply; the upper bound 

remains unchanged.  This convention is adopted for the same reason that Assumption 3.1 

was imposed; i.e., a reduction in the upper bound could lead to an infeasible problem at 

the next level.  This would be unrealistic in practice. 

In combined downgrading, all skill categories are considered simultaneously.  

Rather than breaking the problem into several stages, the idea is to allow substitution 

within a single optimization model.  The price paid for this is an increase in the number 

of variables and constraints by a factor of NSkills.  The new model is as follows. 

Minimize 
NSkills

1 i

ik ik dp
i N k S d D p P

z c x M yθ θ θ θ θ

θ = ∈ ∈ ∈ ∈

 
= +  

 
∑ ∑ ∑ ∑ ∑  (3-2a) 

subject to ( )
1 1i

q q q q
dp ikdp ik dp dp

q i N k S q

s a x y LD
θ θ

θ

= ∈ ∈ =

− + + =∑ ∑ ∑ ∑ ,   

  for all d∈D,  p∈P,  θ = 1,…,NSkills (3-2b) 

 1
i

ik
j S

xθ

∈

=∑ ,  for all i∈N,  θ = 1,…,NSkills (3-2c) 
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 ikxθ = 0 or 1,  for all i∈N,   k∈Si,  θ = 1,…,NSkills (3-2d) 

 
1 1

0 ,  0q q
dp dp dp dp

q q

s UD LD y
θ θ

θ θ

= =

≤ ≤ − ≥∑ ∑ ,  

   for all d∈D,  p∈P,  θ = 1,…,NSkills (3-2e) 

The substitution principle of higher level nurses for lower level nurses is achieved 

through the redefinition of the bounds in (3-2b) and (3-2e) for the appropriate skill level 

θ.  In the objective function (3-2a), 1M Mθ θ +≥  for all θ. 

 

Proposition 3.1: For a problem with NSkills categories, let zind, zseq and zcom 

respectively be the optimal aggregate objective function values when a solution is 

obtained for each skill category independently, when sequential downgrading is used, and 

when the combined model is used.  Then zind ≥ zseq ≥ zcom. 

Proof: 

Let Sind, Sseq and Scom be the feasible regions of the three problems.  First consider the 

solutions obtained by solving the NSkill problems independently and with the sequential 

procedure.  The only difference in the feasible regions at any level θ is that the lower 

bounds are reduced for the latter; i.e., dpdpLD LD
θθ ≥ .  This can be seen by writing (3-1b) 

for level θ  as a two-sided constraint for the independent case 

 
i

dp ikdp ik dp dp
i N k S

LD a x y UDθ θ θ θ θ

∈ ∈

≤ + ≤∑ ∑   

and the sequential case 1

i

dp dp ikdp ik dp dp
i N k S

LD s a x y UDθ θ θ θ θ θ−

∈ ∈

− ≤ + ≤∑ ∑   

where 0 0dps ≡ , and comparing. Thus any point in Sind is also in Sseq, but not necessarily 

vice versa, so Sind ⊆ Sseq which implies that zind ≥ zseq.   

To show that Sseq  ⊆ Scom, begin by using induction on the number of skills to 

proof that all points in Sseq are in Scom.  For 1θ = , the two feasible regions are the same.  
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Now, assuming that the statement is true for any θ, it can be shown that it is true for 

1θ + . 

For the sequential method at level 1θ +  for d and p fixed, constraint (3-1b) and 

(3-1e) are 

 
11 1 1 1 1 

i

dpdp ikdp ik dp dp dp
i N k S

s a x y LD LD s
θθ θ θ θ θ θ++ + + + +

∈ ∈

− + + = = −∑ ∑  (3-3) 

 
1 11 1 10 dpdpdp dp dp dps UD LD UD LD s

θ θθ θ θ θ+ ++ + +≤ ≤ − = − +  (3-4) 

Through backward substitution of dpsθ  in (3-3) and (3-4), the equivalent of (3-2b) and (3-

2e) for 1θ +  are obtained.  This indicates that any point found by the sequential method 

is feasible to the combined method.  To see that the reverse is not necessary true, it is 

sufficient to consider two skill levels only.   

Let ( )1 2 1 2 1 2, , , , ,s s x x y y  be the solution obtained with sequential downgrading.  

Now, substituting the level 1 solution into constraint (3-2b) gives the following equality 

 2 2 2 2 2 1 1 1 1 
i i

dp ikdp ik dp dp dp ikdp ik dp
i N k S i N k S

s a x y LD LD a x y
∈ ∈ ∈ ∈

− + + = + − −∑ ∑ ∑ ∑   

 2 1
dp dpLD s= −  (3-5) 

which is nothing more than the level 2 feasible region for the sequential method.  Thus 

( )2 2 2, ,s x y  is feasible with respect to (3-5); however, in the combined model, it is 

possible to select values of  ( )1 1 1, ,s x y  other than ( )1 1 1, ,s x y  that might lead to a better 

overall solution.  Although the level 1 objective function, call it 1z , cannot be improved, 

other solutions to the combined model such as ( )1 2 1 2 1 2ˆ ˆ ˆ ˆ ˆ ˆ, , , , ,s s x x y y  might produce a 

slight degradation in z1 but a compensating improvement in z2; that is 1 1ˆz z<  and  

2 2ˆz z>   When sequential downgrading is used, ( )1 2 1 2 1 2ˆ ˆ ˆ ˆ ˆ ˆ, , , , ,s s x x y y  would not be 

selected because it is not optimal for 1θ = .    Thus,  Sseq  ⊆ Scom implying zseq ≥ zcom.         

n 
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3.3. Experimental Design and Computational Results 

To test the effectiveness of the two approaches, two sets of experiments each were 

conducted on problems with 68 and 100 nurses for a 4-week planning horizon.  This is 

the extension result from the preference scheduling problem in Bard and Purnomo 

(2005).  Only RNs and LPNs were considered, with the number of LPNs being fixed at 

either 15% or 25% of the total.  This gave rise to four problem sets.  Because the total 

number of nurses was held constant, decreasing the LPN percentage is equivalent to 

increasing the availability of RNs so the demand in each period had to be adjusted 

accordingly.  The original demand requirements were provided by Seton Hospital in 

Austin, Texas, for 68 nurses in the intensive care unit (ICU).  For the 100-nurse case, the 

profiles are duplicated for additional 32 nurses, and altered a bit; the demand 

requirements are increased to maintain the original percentages. 

The characteristics of the four problem instances are displayed in Table 3.2.  

Demand is commonly given in terms of the number of nurses needed for every shift or 

every period.  The corresponding value, expressed in ‘hours,’ is indicated in the ‘total 

demand’ column for the 4-week planning horizon.  The ‘total supply’ column gives the 

total number of hours available from the sign-up schedule.  The ‘sign-up schedule’ 

column indicates the difference, ∆, between the minimum number of outside nurse hours 

required and the number of hours provided by the sign-up schedule that are used to cover 

demand in each period (it does not include excess coverage) summed over the planning 

horizon.   

The magnitude of ∆ is an indicator of the difficulty of the problem.  Empirically, 

the larger this value, the more difficult a problem is to solve.  Increasing the magnitude of 

under-coverage in a data set has no effect on the difficulty because the model simply 

increases the number of outside nurses in a solution.   

The next two columns in Table 3.2 give the average number of violations per 

nurse and the average number of outside nurses needed per period, respectively, as 
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determined from the sign-up schedule.  The last column gives the percentage of nurses 

who are LPNs. 

Each problem instance was run using the parameter setting given in Table 3.3.  

The column generation approach outlined above was implemented in C++ and linked to 

the CPLEX 7.1 libraries to solve the IPs that arise at each major iteration.  All 

computations were performed on a 1.1 GHz PC.  The results are summarized in Tables 

3.4 and 3.5.  The column heading ‘none’ refers to the solutions obtained from solving for 

RNs and LPNs separately, the column heading ‘sequential’ refers to the solutions 

obtained with the Sequential Downgrading Algorithm, while the column heading 

‘combined’ refers to the solutions obtained from model (3.2).  The two main criteria used 

to judge the quality of a schedule are the number of preference violations and the number 

of outside nurses required.  The implementation is judged in part by the amount of time 

spent in finding solutions.   

Table 3.2.  Summary of Problems Used in Downgrading Computational Experiments 

 
Problem 
set no. 

Nurses 
RNs

LPNs

 
 
 

 
Total 

demand 
(hours) 

Total 
supply 
(hours) 

Sign-up 
schedule 
(∆ hours) 

Average 
no. 

violations 

Average 
no. outside 

nurses 
 

Feature 
1 51 

17 
5344 
2568 

5896 
2180 

412 
264 

0 
0 

0.77 
0.92 

25% LPNs 

2 58 
10 

6688 
1592 

6780 
1296 

608 
184 

0 
0 

1.12 
1.38 

15% LPNs 

3 75 
25 

9376 
3432 

9080 
3032 

716 
24 

0 
0 

1.50 
0.97 

25% LPNs 

4 85 
15 

11392 
1120 

10180 
1932 

328 
4 

0 
0 

2.32 
0.08 

15% LPNs 
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Table 3.3. Parameter Settings for Algorithm 
Parameter Value 

Maximum number of columns in IP, MaxColTot 20,000 

Maximum number of new columns per nurse per iteration, MaxCol(α) 50 

Maximum number of nodes in B&B tree, MaxNodes 1000 

Maximum CPU time for IP per iteration (sec) 2000 

Maximum number of iterations, α max 20 
 

Table 3.4. Summary of Results for Downgrading Problem Instances 1 and 2 
 Problem set 1 Problem set 2 
Measure None Sequential Combined None Sequential Combined 
Quality of schedule       
Average violation 
 RN 
 LPN 

 
0.37 
0.53 

 
0.37 
0.47 

0.01 
0.02 

0 

 
0.29 
0.6 

 
0.29 
0.5 

0.06 
0.04 
0.15 

Std deviation 
 RN 
 LPN 

 
0.85 
0.80 

 
0.85 
0.72 

0.12 
0.21 

0 

 
0.88 
1.07 

 
0.88 
0.85 

0.29 
0.22 
0.72 

Maximum violation 
 RN 
 LPN  

 
3 
3 

 
3 
3 

2 
2 
0 

 
3 
3 

 
3 
3 

3 
3 
0 

Average outside 
 RN 
 LPN 

 
0.04 
1.27 

 
0.04 
0.58 

0.39 
0.26 
0.78 

 
0.15 
0.68 

 
0.15 
0.51 

0.36 
0.32 
0.62 

Maximum outside 
 RN 
 LPN  

 
1 
3 

 
1 
3 

3 
2 
3 

 
3 
3 

 
3 
2 

3 
2 
3 

Computations       
No. of columns 
 RN 
 LPN  

 
3288 
1767 

 
3288 
2373 

16,885  
5186 
1131 

 
5186 
927 

18,961 

No. of iterations 
 RN 
 LPN 

 
7 
8 

 
7 
10 

12 
 

 
8 
9 

 
8 
9 

13 

Time (sec) 223 240 1164 318 328 1176 
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Table 3.5. Summary of Results for Downgrading Problem Instances 3 and 4 
 Problem set 3 Problem set 4 
Measure None Sequential Combined None Sequential Combined 

Quality of schedule       
Average violation 
 RN 
 LPN 

 
0.7 
0.68 

 
0.7 
0.56 

0.04 
0.05 

0 

 
0.01 
0.73 

 
0.01 
0.73 

0.04 
0.05 

0 
Std deviation 
 RN 
 LPN 

 
0.30 
0.95 

 
0.30 
0.87 

0.31 
0.55 

0 

 
0.11 
1.03 

 
0.11 
1.03 

0.32 
0.44 

0 
Maximum violation 
 RN 
 LPN  

 
2 
3 

 
2 
3 

3 
3 
0 

 
2 
3 

 
2 
3 

3 
3 
0 

Average outside 
 RN 
 LPN 

 
0.47 
0.79 

 
0.47 
0.31 

0.59 
0.64 
0.25 

 
1.83 

0 

 
1.83 

0 

0.66 
0.78 

0 
Maximum outside 
 RN 
 LPN  

 
3 
3 

 
3 
2 

3 
3 
2 

 
6 
5 

 
6 
5 

4 
4 
2 

Computations       
No. of columns 
 RN 
 LPN  

 
10,317 
1732 

 
10,317 
1875 

 
17,868 

 
7102 
218 

 
7102 
218 

 
9901 

No. of iterations 
 RN 
 LPN 

 
13 
8 

 
13 
9 

 
8 

 
7 
5 

 
7 
5 

 
6 

Time (sec) 786 763 877 325 315 403 
 

 

Table 3.6. Comparison of Sequential with Combined Approaches 
 Problem set 1 Problem set 2 Problem set 3 Problem set 4 
Measure Sequential Combined Sequential Combined Sequential Combined Sequential Combined 
Avg violations 0.40 0.01 0.83 0.06 0.67 0.04 0.12 0.04 
Std dev violations 0.84 0.12 0.88 0.29 0.44 0.31 0.25 0.32 
Avg outside nurses 0.18 0.39 0.20 0.36 0.43 0.59 1.56 0.66 
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3.3.1 General Results 

The output data in Tables 3.4 and 3.5 are partitioned by schedule quality and 

computational effort.  The first three rows indicate the average number of violations per 

nurse, the corresponding standard deviation, and the maximum number of violations 

assigned to a nurse, respectively.  The next two rows report the average number of 

outside nurses required per period and the maximum number needed in any one period 

over the planning horizon.  These values give an indication of how evenly distributed the 

outside nurses are.  The ‘average’ computation is based on the approximate equivalence 

of one period with one 8-hour shift.  The following formula was used 

total hours covered by outside nurses
Average number of outside nurses = 

(total no. of days)  (no. of 8-hour shifts/day)×
 

The last three rows in the tables summarize the computational results.  The row 

label ‘no. of columns’ refers to the total number of columns that were in the model when 

the computations were terminated, including those associated with the sign-up schedule 

which are used at the first iteration.  Duplicate columns and columns whose penalty 

weight were above the threshold were discarded, and hence not included in this entry.  

The ‘no. of iterations’ refers to major iterations in the Preference Scheduling Algorithm, 

and ‘time’ means clock time. 

To a large extent, solution quality depends on the contractual arrangements, the 

sign-up schedules, and the difference between total supply and demand.  As indicated by 

the computation times, problems with 68 nurses are generally easier to solve than 

instances with 100 nurses but there is not much consistency.  The most difficult instance 

was in problem set 3, 100 nurses with 25% LPNs, for the combined model.  For the given 

termination criteria, only 8 iterations could be performed within 877 seconds.  The ninth 

iteration would have required more than 20,000 columns so the computations were 

halted.  Although the comparable instances in problem sets 1 and 2 ran for 1164 and 1176 

seconds, respectively, 50% more iterations were performed before termination.  Of 
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course, the 40% time increase per instance cannot be dismissed, but this is still within 

reason. 

Examining the data in Table 3.5, the instances in problem set 3 were much more 

difficult to solve than those in problem set 4 (100 nurses with 25% LPNs vs. 100 nurses 

with 15% LPNs).  Because the reverse was true for problems sets 1 and 2, it would be 

inappropriate to draw any conclusion about the relationship between problem difficulty 

and the percentage of LPNs on the staff, at least for these data.  In fact, the degree of 

difficulty was determined by Bard and Purnomo (2005) to be highly correlated with the 

value of ∆ in Table 3.2.  Problem set 3 has a larger value of ∆ for both RNs and LPNs 

than problem set 4, and turned out to be harder to solve.  This is not the case with the 68-

nurse data sets; for problem set 2, the value of ∆ is higher for RNs, and for problem set 1, 

it is higher for LPNs. 

 

3.3.2 Comparative Results 

To highlight the relative effectiveness of the two procedures, the following comparisons 

were made: no downgrading versus sequential downgrading, and sequential downgrading 

versus the combined model.  For the first case, the results for the RNs by definition are 

the same for all problem sets.  A closer look at the LPN output confirms the anticipated 

expectations that downgrading, as judged by all measures, produces better schedules than 

those obtained by solving the two problems independently.  Solutions times are about the 

same for each pair.   

For the first three problems investigated, sequential downgrading produced a 14% 

improvement with regard to the average number of preference violations per LPN, and a 

77% improvement for the average number of outside nurses per shift.  For problem set 4, 

no improvement was realized.  The reason for this can be explained by the low value of ∆ 

for the LPN problem.  Regarding computation time, little can be inferred from the results.  

For the first two problem sets, sequential downgrading required a bit more time, while the 

opposite was true for problem set 3.  The main reason for the higher quality solutions 
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obtained with downgrading can be attributed to the more efficient use of the surplus RN 

hours.  

To compare sequential downgrading with the combined approach, some of the 

statistics in Tables 3.4 and 3.5 need to be aggregated to get a more complete picture.  By 

looking at these tables alone, solving model (2) requires fewer total iterations than 

solving the sequential model, but this is somewhat deceiving.  To achieve a common 

frame of reference, the RN and LPN results are combined for the average preference 

violation, the corresponding standard deviation, and average number of outside nurses by 

taking their weighted average (either 0.75/0.25 or 0.85/0.15).   

The calculations are presented in Table 3.6.  As expected, the combined model 

gives much better rosters in terms of the average number of preference violations, but 

surprisingly, worse results for the average number of outside nurses – a seeming 

contradiction of Proposition 3.1.  This is not really a contradiction, though, but a 

consequence of the parameter setting that limits the maximum number of columns in the 

column generation algorithm, which consequently restricts the solution space.  Although 

fewer columns were generated by the sequential procedure than for the combined model, 

their quality was higher, at least for the RN problem in the first stage.   

In general, the total number of columns associated with the combined model is 

exponentially greater than the total number for the sequential procedure.  By implication 

then, the percentage of good columns uncovered during the solution process is likely to 

be much higher for the sequential procedure.  Referring to problem set 1, for example, the 

sequential procedure generated a total of 5055 columns before converging while the 

combined approach generated 16,885 columns, still not enough though to obtain a better 

solution with respect to outside nurses.  The exception is problem set 4, but again, this is 

due to the relative ease by which the accompanying problem instances can be solved. 

The computation times in Tables 3.4 and 3.5 confirm that the combined approach 

produces better results than the sequential approach, but is more time consuming.  This is 

a direct consequence of the size of the underlying models.   For each skill category 

included in the combined model, the number of constraints and variables increases 
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proportionally.  On the other hand, the sequential procedure requires the solution of an 

equal number of ‘small’ single- level problems.  Testing has shown that for the single 

level problems, fewer major iterations are required than for the combined model, but the 

total number of iterations is greater for the sequential procedure.   
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Chapter IV 

Short-Term Nurse Scheduling Problem 

 

The short-term nurse scheduling problem falls into the area of disruption management 

(Bard et al. 2001, Clausen et al. 2001).  In this application, the short-term problem is 

sometimes referred to as the daily adjustment problem. It is standard procedure for 

organizations to make midterm and long-term plans to fix permanent resources and 

develop an operating plan.  Once the plan is implemented, however, demand fluctuations, 

absenteeism, equipment failures, and other unforeseen events call for periodic 

realignment.  The goal of rescheduling is to reallocate the available resources in a way 

that minimizes the cost of the disruption.  In doing so, it is important to minimize the 

differences between the new plan and the original plan.  In the hospital environment, this 

often leads to conflict because the optimal course of action may impose undesirable 

schedules on the permanent staff, such as excessive overtime and long work stretches. 

Starting with the midterm schedule of various units, this chapter addresses the 

problem of adjusting individual work assignments to account for daily fluctuations in the 

patient population, absenteeism, and emergencies.  The problem is formulated as an 

integer program and solved within a rolling horizon framework, once prior to the 

beginning of each of three 8-hour shifts.  Because only limited instances could be solved 

with a commercial code, a special branch-and-price algorithm was developed and was 

able to find good solutions to problems with up to 200 nurses in less than an hour, and in 

most cases, within a few minutes.  This is extremely important in an operational 

environment where the situation changes continually. The next section describes the daily 

adjustment problem and its complexity.  The presentation is based on experience at 

several medium size hospitals in the U.S. but offers as much generalization as possible. 

Section 4.2 discusses the mathematical model for the problem.  This is followed in 

Section 4.3 with a discussion of the solution methodology.  Computational results are 

highlighted in Section 4.4.   
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4.1 Problem Statement 

The dynamic nature of the demand for nursing services, coupled with sick leave, personal 

days, and emergencies, requires that the planned midterm schedule, developed for a 

month at a time, be adjusted on a shift-by-shift basis.  It is either not permitted or 

extremely undesirable to alter a nurse’s midterm schedule without his or her consent.  

Although this restriction limits the potential cost savings in the short run, it promotes 

normalcy and stability over time.   

In most hospitals, the rescheduling is performed throughout the day a few hours 

before the start of each of three standard 8-hour shifts: day (D: 7:00 a.m. – 3:00 p.m.), 

evening (E: 3:00 p.m. – 11:00 p.m.), night (N: 11:00 p.m. – 7:00 a.m.).  To enable the 

process, patient acuity and census data are entered periodically into the hospital’s 

management information system.  The principal information includes projected 

admissions, discharges and transfers (ADT).  Also recorded or tracked are the list of 

available nurses (on call, pre-approved part-timers, casuals, floaters, agency options) and 

unavailable (nurses who are not to be called (no call list) and absent nurses (no show 

list)).  To make the staffing decisions as the day unfolds, it is necessary to have a “24-

hour shift view” of each unit.  

There are several levels of authority and responsibility within a hospital with 

respect to personnel scheduling.  At the unit level, the nurse manager, or nurse in charge 

assesses whether the level of coverage is too low, appropriate, or too high for the number 

of patients and their acuity.  When more nursing resources in a unit exceeds its demand at 

a particular shift, the nurse manager notifies the nursing resources director about the 

availability of nursing resources.  They would be available for reassignment to another 

unit.  Because reassignment is not desirable, the personnel to undergo this undesirable 

assignment are determined by either level of seniority or rotational turns.  When a unit is 

short of staff, a number of corrective steps can be taken. Each has different cost 

consequences, although in most hospitals, cost is not foremost on the minds of those 

directly responsible for a unit. The first course of action is to look for a volunteer in the 

unit to work the next shift (or fraction thereof) as overtime. Another option is to call 
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casuals and per diem nurses (part-time workers) in the unit.  If under coverage still 

occurs, the nurse manager would report a need of nursing resource in the unit at a specific 

shift to the nursing director. 

The nursing resources director is provided with worksheets that are updated by 

shift. The worksheets show who is scheduled for duty in each of the units in their clinical 

areas. In general, her responsibility is to ensure sufficient nursing coverage for that all 

units in the hospital. In addition to the extra nursing resources reported from the unit 

level, at her control are the float pool and other external resources. The monthly 

schedules for the outside nurses and internal float pool nurses are readily available to 

nursing services.  The latter are provided by the float pool managers for critical care.  

Specific unit assignments are not made at this point, but are left to the supervisors as the 

daily demand comes into focus. 

With this in mind, the order of action is typically: 

1. Find floaters from other units that might be overstaffed or draw on the float pool. 

2. Cycle through the on-call list (used mostly in emergencies) 

3. Assign overtime to nurses who desire to work overtime (let call list) 

4. Call in agency nurses. 

The short-term problem described in this dissertation focuses on the hospital-wide 

problem of optimally allocating floaters, on-call nurses, and agency nurses.  This problem 

must be solved at least three times per day, and falls within the purview of the nursing 

resources director.  The other options fall within the purview of the unit manager and are 

not included in the model.  In formulating the model, it is assumed that all cancellation 

and overtime costs are known, that demand is given or can be estimated accurately for 

each of the three shifts in the planning horizon, and that the status of all unit nurses, pool 

nurses, casuals, and agency nurses is known.  This means that the nurse managers, the 

supervisors, and the nursing resources director all have up-to-date information on call 

outs, shortages, surpluses, floaters, and pool nurses.  

If shortages still exist after the model is run, the nursing services office may: 

1. Try to reach unit staff who are not scheduled to work during the next 24 hours. 
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2. Invoke mandatory overtime by requesting that a nurse on the current shift stay for 

the next shift.  This is done in reverse order of seniority on a rotating basis so the 

most junior nurse is not necessary singled out. 

Several caveats and qualifications exist for each of these options.  For example, when 

assigning either voluntary or mandatory overtime, there is a distinct possibility that the 

nurse will call in sick another day during the pay period.  Although she won’t be paid 

overtime if her total hours do not exceed 80 in the 14-day period, there are no negative 

consequences.  In effect, she works overtime in exchange for a day off.  A similar 

situation arises in practice when a nurse is called in on her day off to work a shift that is 

separated from her upcoming shift by only 8 hours (e.g., evening à day).  In this case, 

she is likely to call in sick for the day shift so little has been gained.  This is called double 

back and should be avoided.  Further complication may happen when a nurse in question 

is not willing to float and is not contractually obligated to do so. This leads to shift 

cancellations.  Generally speaking, nurses would rather be cancelled than floated, 

although individual preferences may be overridden when the need is critical.  If a nurse is 

cancelled, then one of the following designations is used for the time off: vacation, 

personal day, holiday, or unpaid leave.  Each has different cost consequences. 

Figure 4.1 displays the major components of a conceptualized daily scheduling 

system.  Much of the data must be immediately accessible to the optimizer either through 

the main database, the hospital information system, or real-time links. 

Daily adjustment
optimizer

Agency
database

CareWare
database

Midterm
schedule

Coverage
requirments

estimator

Census &
acuity data

Admissions,
discharges,

transfers

Nurse File
(regulars,
casuals)

Schedule for next
24 hours

Real-t ime updates
(call-outs,

voluntary OT)

Scheduling
rules

(OT, on call)

Float
pool

  

Figure 4.1.  Components of system for optimizing daily schedules 
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4.2 Mathematical Model 

The majority of rules and constraints that govern the daily adjustment problem for nurses 

have been mentioned above.  The complete set may vary among hospitals but generally 

reflects institutional policies, union agreements, state or federal statutes, and financial 

considerations.  The overall goal is to satisfy coverage requirements at minimum cost 

while taking into account nurse preferences, morale, the need for the perception of 

fairness, and the expected response of staff members whose work patterns are affected.  

In light of these considerations, the problem is formulated as an integer linear program 

for a predetermined planning horizon of, say, 24 hours, or 3 shifts, and solved using a 

rolling horizon strategy.  That is, solutions are obtained for the 3 upcoming shifts (say, D, 

E, N) and the results are implemented for at least the first shift (D) and perhaps for all 3 

shifts (E, N as well).  Then, within two or three hours of the next shift (E), the problem is 

re-solved for the next 3 shifts (E, N, D), and so on.  It is a simple matter to include 12-

hour AM and PM shifts in the model as long as their start times coincide with one of the 

8-hour shifts.   

 There are two IPs developed to solve the daily adjustment problem. They differ in 

terms of the amount of flexibility allowed in the reassignment process. In the first 

formulation, a nurse reassignment, either in terms of overtime or floats to other units is 

done in terms of shift unit. Therefore, a nurse is only allowed to work on one unit during 

an 8-hour shift. The second formulation takes into account the daily split practice. This 

means a nurse is allowed to work on two different units at a particular shift. Although this 

practice is highly undesirable for nurses, it allows greater flexibility from the hospital 

point of view. The following notation is used in the developments for daily adjustment 

shift model with no split shifts. 

Indices 

i index for nurses 

j, k index for units, with j1 and  j2 are two different units 

s index for shifts 
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p index for periods; 1p  = period immediately preceding the shift assignment in 

the midterm schedule; 2p  = period immediately following the shift assignment 

in the midterm schedule 

Sets 

J set of units under consideration 

T set of time periods in planning horizon 

J(i) set of units in which nurse i is qualified to work (outside nurses include 

casuals, agency nurses, and other) 

J(i, j) set of units to which nurse i currently working in unit j can float 

F(i) units to which nurse i can float 

S set of shifts in planning horizon 

S(i) set of shifts nurse i is permitted to work other than the shift she is assigned 

in the midterm schedule; could include 4-hour overtime shifts 

ˆ( )S i  shift(s) nurse i is assigned to work in the midterm schedule; ˆ( )S i ⊆ S \  S(i) 

R set of regular nurses 

R(i) set of regular nurses that can work in unit j 

P set of pool nurses 

P(j) set of pool nurses that can work in unit j 

T(i) periods assigned to nurse i in the midterm schedule (regular time) 

( )T i  (4-hour) overtime periods that nurse i is allowed to work (other than assigned 

periods); ( )T i  ∪ T(i) ⊆ T 

 

Input data 

cijs cost of assigning nurse i to unit j for shift s (may be written as θ
ijsc  on occasion, 

where θ designates the type of cost; e.g., agency, pool nurse, day off, float) 

cijks cost of floating nurse i from unit j to unit k for shift s 

cjp cost of assigning on-call nurse to unit j during period p 
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Djp incremental number of nurses required in unit j for period p (+ means shortage, 

– means surplus) 

aps parameter equal to 1 when shift s covers period p; 0 otherwise 

M large penalty coefficient 
1
ic  cost of unproductive assignment (cancellation) for nurse i 

2
ic  incremental cost for floating nurse i and then assigning overtime on the next 

shift 
1
ip  penalty for floating nurse i to another unit 

2
ip  penalty for floating nurse i and then assigning overtime on the next shift 

3
ip  penalty for unproductive assignment (cancellation) of nurse i 

 p4 penalty for on-call assignment 

Pmax maximum number of total undesirable patterns allowed 

Decision variables 

xijs 1 if nurse i in unit j is assigned overtime during shift s; 0 otherwise 

yijs 1 if pool nurse i is assigned to unit j during shift s; 0 otherwise 

zjs number of outside nurses assigned to unit j during shift s 

ojp number of on-call nurses assigned to unit j in period p 

wijks 1 if nurse i who is assigned to unit j in the midterm schedule floats to unit k 

during shift s; 0 otherwise 

ui 1 when nurse i is floated and then assigned overtime on two consecutive shifts; 

0 otherwise 

vi 1 if nurse i (regular or pool) is not needed on the shift assigned to him or her in 

the midterm schedule; i.e., the shift is canceled 

gjp number of gaps in unit j in period p 

 

The 0-1 integer programming model for a fixed planning horizon and single skill type is 

described in model (4-1a) to (4-1i).  
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Minimize  
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 1 2 3 4 max

( , ) ( )

  i ijks i i i i jp
i R j J j J i j s S i i R i R P j J p T

p w p u p v p o P
∈ ∈ ∈ ∈ ∈ ∈ ∪ ∈ ∈

+ + + ≤∑ ∑ ∑ ∑ ∑ ∑ ∑ ∑  (4-1h) 

 xijs, yijs ∈ {0, 1}∀ i, j, s, , wijks ∈ {0, 1} ∀ i, j, k, s,  

 zjs ≥ 0 and integer ∀ j, s, ojp, gjp ≥ 0 and integer ∀ j, p,  

  ui , vi ∈ {0, 1}∀ i (4-1i) 

 

 The objective function (4-1a) sums the costs of each alternative available for 

handling shortages.  The first term is associated with the permanent staff and covers the 

possibility of voluntary overtime and calling a nurse in on her day off if she is not already 

on the on-call list.  These options are mutually exclusive enforced by constraint (4-1c) so 
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the decision to assign nurse i to shift s in unit j is unique.  Referring to the cost 

coefficients, if it is more expensive to call nurse i in on her day off than to assign her an 

overtime shift, it requires OTOFF
ijsijs cc > , although the values used in the model do not have 

to be the actual costs. 

 The second and fourth terms in (4-1a) account for the use of nurses from the 

internal float pool and from outside sources, respectively.  Depending on availability and 

cost, either or both options can be part of a solution.  The fifth term considers all nurses 

scheduled to work shift s in unit j and allows those that are willing and qualified to float 

to unit k ∈ J(i,j)  The set J(i,j) must be defined dynamically to ensure that if nurse i is 

scheduled to work shift s and is needed in her home unit, she is not floated even if she is 

eligible.  The fifth and sixth terms respectively account for the cost of canceling a nurse 

and the extra payment associated with successively being floated and then working 

overtime.  The seventh term is the cost for using on-call nurses, the last term is associated 

with the gaps. 

 Constraint (4-1b) ensures that demand is met in every unit j ∈ J for each p ∈ T in 

the planning horizon.  Instead of using shifts as the unit time, the constraint is written in 

terms of periods.  This representation is needed whenever two shift-types overlap, which 

is the case when 8-hour and 12-hour shifts are included in the model.  When Djp = 0, no 

action is necessary; when Djp < 0, there is over coverage in unit j.  This is addressed in 

constraint (4-1d).  When Djp > 0, the under coverage can be made up by various options.  

Because nurses work in terms of shifts and shifts cover several periods, the decision to 

float a nurse must be based on the coverage situation in each of those periods.  In 

particular, extra resources must be available throughout the shift if the floating option is 

to be considered. 

  Constraint (4-1c) ensures that each regular nurse i is given at most one overtime 

assignment during the planning horizon.  It is similar to (4-1d). The assignment must be 

for a single unit.  Constraint (4-1d) ensures that a nurse can only be floated to one unit on 

a shift.   Recall that the decision as to which nurse to float is based on a rotating list.  

Thus, seniority becomes less important as time passes.  The option to float or to call in a 
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nurse on her day off for one shift and then assign her overtime on the next shift is 

permitted by the model.  Specifying the data correctly is necessary to preclude the 

possibility of noncontiguous assignments. 

When a nurse is not needed for her scheduled shift and there is no unit to which 

she can be floated, she is said to be unproductive.  Depending on hospital rules and 

contractual agreements, it may be possible to cancel a nurse, usually at some cost and 

with some penalty.  The variable vi affords this option.  The actual cost depends in part on 

whether a pool nurse or a regular nurse is under consideration.  The variable ui in 

constraint (4-1e) indicates when nurse i floats during one shift and then works overtime 

on another.  This situation incurs an extra cost 2
ic , as indicated by the fifth objective 

function term.  It is also undesirable from the nurse’s point of view and so is included as 

a preference violation term in constraint (4-1h).   

 Constraint (4-1f) limits the assignment of each pool nurse i ∈ P to no more than 

one unit during her midterm schedule shift.  Like constraint (4-1d), the cancellation 

variable vi is also included in the constraint to capture the situation in which the nurse is 

not assigned to any unit.  Constraint (4-1g) limits the number of overtime shifts that a 

pool nurse can work to one.  When this option is not available, the set S(i) is empty and 

the constraint is omitted from the model.   

Constraint (4-1h) is designed to take into account preference violations in the 

adjusted schedule.  The intent is to restrict the total number of undesirable patterns to no 

more than a user-supplied parameter, Pmax, as well as limit the use of on-call nurses 

(fourth term on left).  Three different types of undesirable patterns are considered in the 

model: (1) floating a regular nurse from her home unit during her scheduled shift, (2) 

canceling a nurse, and (3) floating a regular nurse and then assigning overtime for the 

next shift. 

Finally, constraint (4-1i) defines the domain of the decision variables.  In practice, 

upper bounds exist on the number of on-call nurses ojp available in period p and the 

number of outside nurses zjs available for shift s in each unit j.  As an aside, note that it is 

not really necessary to distinguish between the regular and pool nurse variables, xijs and 
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yijs, because the sets S(i), J(i,j) and P(j) are uniquely defined.  Doing so, however, makes 

the model easier to understand. 

 The IP formulation of daily adjustment problem above can be extended to include 

split shift assignment on a nurse. The complete model is described in (4-2a)-(4-2k). The 

same parameters and notations are used whenever possible. To include the split-shift 

issue, several new notations have been proposed. However, to ease the understanding of 

the model, a complete list of notation is given below. 

Indices 

i nurses 

j units; j1 and  j2 are two different units  

p periods; 1p  = period immediately preceding the shift assignment in the midterm 

schedule; 2p  = period immediately following the shift assignment in the 

midterm schedule 

Sets 

J units under consideration 

T time periods in planning horizon (6 periods = 1 day) 

J(i) units in which nurse i is qualified to work 

F(i) units to which nurse i can float 

S shifts in planning horizon (D, E, N, AM, PM for one day) 

T(i) periods assigned to nurse i in the midterm schedule (regular time) 

( )T i  (4-hour) overtime periods that nurse i is allowed to work (other than assigned 

periods); ( )T i  ∪ T(i) ⊆ T 

R regular nurses who may either float or work overtime, float only, or overtime 

only 

P pool nurses 
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Input data 
1
ijpc  cost of assigning nurse i to unit j in period p (value depends on the type of 

assignment – either regular time or overtime; the type of nurse – regular and 

pool nurse; the working location – home unit or float unit) 
2
ic  cost of canceling nurse i 

3
jpc  cost of assigning an on-call nurse to unit j during period p 

4
jpc  cost of assigning an agency nurse to unit j during period p 

Djp incremental number of nurses required in unit j during period p (+ means 

shortage, – means surplus) 
1
ip  penalty for floating nurse i to another unit 

2
ip  penalty for unproductive assignment (cancellation) of nurse i 

3
ip  penalty for assigning nurse i a split shift 

p4 penalty for an on-call assignment 
maxP   maximum number of total undesirable patterns allowed 

max
iOT  maximum number of overtime periods that nurse i can work 

max
jpO  maximum number of on-call nurses available for unit j during period p 

max
jpZ  maximum number of agency nurses available for unit j during period p 

Decision variables 

xijp (binary) 1 if nurse i (regular or pool) is assigned to unit j in period p; 0 

otherwise 

zjp number of agency nurses assigned to unit j in period p 

ojp number of on-call nurses assigned to unit j in period p 

vi (binary) 1 if (either regular or pool) nurse i is assigned to a certain shift in the 

midterm schedule but is not needed (shift is cancelled) 
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bip (binary) 1 if nurse i is given a split assignment (regular or overtime) for a shift 

starting in period p; 0 otherwise (a 12-hour shift to be split between 2 or 3 

units) 

gjp number of gaps (shortages) in unit j during period p 

The decision variables are similar to model (4-1). The main difference is the third index 

of the main decision variables, which has a period index p instead of the shift index s. 

The decision variables vi are still cancellation variables. However, the floating decision 

variables are integrated as part of xijp instead of new variables wijkp The additional 

variable bip is used to track split shift assignments. 

These parameter and variable definitions imply certain additional assumptions.  

The first is that the model deals with several categories of nurses.  Unit nurses, pool 

nurses, and agency nurses are all included in the midterm schedule, but not all are 

identified by name.  In particular, the number of agency nurses has been scheduled for 

each shift in each unit, and how many on-call nurses are available by period and unit are 

parts of the input.  Because there are upper bounds on these two categories of nurses 

(denoted by max
jpZ  and max

jpO , respectively), gaps or shortages may still exist in the derived 

schedule.  The gjp variables are used to account for unmet demand.   

  

Formulation 

The 0-1 integer programming model for a fixed planning horizon and a single skill type is 

as follows. 
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 xijp ∈{0, 1}∀ i, j, p,  bip∈{0, 1} ∀ i,  p, 0 ≤ zjp ≤ max
jpZ  and integer ∀ j, p,  

 0 ≤ ojp ≤ max
jpO , gjp ≥ 0 and integer ∀ j, p,  ui, vi∈{0, 1}, ∀ i (4-2j) 

  

The objective function (4-2a) sums the costs of each alternative available for 

handling shortages.  It has the similar interpretation to objective function (4-1a). The first 

term represents the cost of assigning nurse i to unit j in period p.  The value of the 

coefficient 1
ijpc  may differ by period and nurse depending on the wage rate, the type of 

overtime if relevant, and whether a regular nurse or pool nurse is being considered.  It 

combines the different terms in the case of non-split shift model. Some hospitals also pay 

a differential when a regular nurse is floated from his or her home unit.  The remaining 

terms are self-explanatory.  They represent the cost of cancellations, agency, oncall and 

penalties of undercoverage respectively.  

 Constraint (4-2b) tries to ensure that all demand is met in every unit j ∈ J during 

each period p ∈ T in the planning horizon.  The cost structure in (4-2a) guarantees all 
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options are considered before a gap is reported.  Instead of using shifts as the time unit, 

the constraint is written in terms of periods.  This representation is best whenever two 

shift-types overlap, which is the case when 8- and 12-hour shifts are included in the 

model.  When Djp = 0, no action is necessary; when Djp < 0, there is overcoverage in unit 

j so one or more nurses in that unit may be floated or cancelled.  When Djp > 0, the 

shortage can be made up by the various options.  Because each shift covers several 

periods, however, the option to float a nurse is only feasible when all periods covered by 

her shift are in surplus. 

  Constraint (4-2c) restricts the units to which nurse i can float to the set F(i) which 

is determined by her qualifications and preferences.  It is only relevant for regular or pool 

nurses whose home units have excess coverage in period p.  Cancellation is the 

complementary option and is represented by the variable vi.  Constraint (4-2d) is similar 

to (4-2c), except that it addresses the overtime periods.  Although both constraints limit 

the assignment of nurse i to at most one unit in period p, the presence of the cancellation 

variable vi has different implications for either constraint.  In (4-2c), if vi = 0, then nurse i 

will be floated during her regularly scheduled shift; in (4-2d), if vi = 0, then nurse i may 

be floated in an overtime period.  However, if vi = 1, then nurse i’s regular shift is 

cancelled without the possibility of overtime.  The presence of vi in constraint (4-2d) 

implicitly prohibits the assignment of overtime without a regular assignment for regular 

nurses who either float or work overtime.   

Care is needed in establishing constraint (4-2c).  Because pool nurses do not have 

home units, when i ∈ P, the index j is summed over all possible units for nurse i so F(i) = 

J(i).  In contrast, when i ∈ R and (4-2c) is operative, nurse i is eligible to float so the 

index j is summed over the set F(i).  Pool nurse i is not to be given overtime, therefore 

constraint (4-2d) can be dropped for that nurse. In terms of a regular nurse, there are 

several possibilities of assignments. Some nurses may only work overtime, or only float. 

The former is possible when a nurse signs up for voluntary overtime, but she is not part 

of the float nurses. The latter consists of nurses who do not voluntarily work overtime, 

but become part of the excess resources in their home units. 
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Constraint (4-2e) is used to track the occurrence of split shifts.  In particular, the 

binary variable b ip =1 whenever regular or pool nurse i is assigned to two different units 

in two consecutive periods, the first being period p.  The indices j1 and j2 indicate the 

different units.  Split shifts are undesirable and are penalized in constraint (4-2e).  Note 

that it is possible for a 12-hour shift to be split into two or three parts with appropriate 

penalty.  

Constraints (4-2f) and (4-2g) ensure that when a nurse works overtime her 

schedule consists of consecutive periods.  A nonconsecutive assignment might be a 

regular shift followed by an off period, followed by an overtime period.  The presence of 

the cancellation variable vi in (4-2c) automatically prohibits a nonconsecutive assignment 

during a regular shift; however, the fact that (4-2d) is an inequality does not rule out this 

phenomenon when overtime is included.   

The first inequality (4-2f) ensures that overtime assignments are nondecreasing 

from the first period of the planning horizon up through 1p , the last period just before the 

regular shift.  The second inequality (4-2g) ensures that the overtime assignments are 

nonincreasing from the first period 2p  after a regular shift through the end of the 

planning horizon |T | .  For example, if three periods follow a regular shift, these 

constraints rule out the possibility of a nurse working the first and third periods as 

overtime with the second period being off.  For a nurse that may be called in on her day 

off, set 1p  =  |T | in (4-2f) and omit (4-2g).  In practice, it may be necessary to shorten the 

range of p in either constraint to account for work stretches immediately preceding and 

following the current planning horizon. 

Labor laws and organizational polices limit the number of hours per day an 

employee can work.  Depending on the length of the regular shift that nurse i is scheduled 

to work during the planning horizon, the maximum number of overtime periods that can 

be assigned to her is denoted by max
iOT .   Constraint (4-2h) enforces this provision. 

Constraint (4-2i) is designed to account for preference violations in the adjusted 

schedule.  The intent is to limit the total number of undesirable patterns to no more than 

Pmax, a user-supplied parameter, as well as discourage the use of on-call nurses (fourth 
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term on left).  Three different types of undesirable patterns are considered in the model: 

(1) floating a regular nurse from her home unit during a regular or overtime shift, (2) 

canceling a nurse, and (3) splitting a shift.  Finally, constraint (4-2j) specifies the domain 

of the decision variables, including upper bounds on the number of agency and on-call 

nurses. 

 

4.3. Branch and Price Methodology for Short-Term Problem 

Model (4-1), which disregards the split-shift possibilities, can be solved optimally using 

CPLEX solver. Therefore, the solution methodology is focused on solving model (4-2). 

The number of variables in model (4-2) is O(|R ∪ P |.|J| .|T |) so the complexity of the 

integer program (IP) grows exponentially with each of these parameters.  Initial testing 

showed that 20-nurse instances could be solved in a few seconds with CPLEX 7.1.  

Instances with 40 or more nurses failed, though, to converge to within 1% of the LP 

lower bound after several hours of computations.  A major source of difficulty was seen 

to come from the constraints in (4-2e), which number O(|R ∪ P |.|J|2 .|T |) and hence grow 

quadratically with the average number of units in which a nurse is eligible to work.  To 

improve performance, a branch-and-price (B&P) algorithm is developed based on an 

alternate formulation of the problem. 

 

4.3.1 Column-oriented approach for daily rescheduling 

Model (4-2) is constraint-oriented, which means that there is typically one set of 

constraints for each restriction, rule, and logical relationship in the problem and one 

decision variable for each possible course of action.  The principal decision variables, xijp, 

assign a nurse to a unit during a period.  As an alternative, a column-oriented model is 

presented in which the decision variables represent full schedules for the planning 

horizon (e.g., see Barnhart et al. 1998, Vanderbeck and Wolsey 1996).  Such models 

closely resemble set covering formulations and require the enumeration of all possible 

assignments, at least implicitly.  The objective is to select one assignment for each nurse 

so that the total cost is minimized.   
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Some additional notation is needed to describe the column-oriented version of (4-

2a) – (4-2h). 

k index for alternative schedules 

N set of nurses to be scheduled; N = R ∪ P 

K(i) set of alternative schedules for nurse i 

cik cost of assigning schedule k to nurse i (this value is a function of the number of 

regular hours assigned, the number of overtime hours assigned, or whether the 

nurse is canceled) 

pik penalty coefficient associated with schedule k for nurse i 
k
ijpX  parameter equal to 1 if schedule k for nurse i covers period p on unit j, 0 

otherwise 

yik binary decision variable equal to 1 if nurse i is given schedule k; 0 otherwise 

 

Minimize 
( )

ik ik
i N k K i

c y
∈ ∈
∑ ∑ 3  jp jp

j J p T

c o
∈ ∈

+∑ ∑ + 4  jp jp
j J p T

c z
∈ ∈
∑ ∑   jp

j J p T

M g
∈ ∈

+ ∑ ∑  (4-3a) 

subject to 
( )

k
ijp ik jp jp jp jp

i N k K i

X y z o g D
∈ ∈

+ + + ≥∑ ∑ , ∀ j∈J, p∈T (4-3b) 

 
( )

1ik
k K i

y
∈

=∑ , ∀ i∈N (4-3c) 

 4 max

( )
ik ik jp

i N k K i j J p T

p y p o P
∈ ∈ ∈ ∈

+ ≤∑ ∑ ∑ ∑  (4-3d) 

 yik∈{0, 1}, ∀ i∈N, k∈K(i), 0 ≤ zjp ≤ max
jpZ , 0 ≤ ojp ≤ max

jpO , 

 gjp ≥ 0 and integer, ∀ j∈J, p∈T (4-3e) 

In this model, pool nurses and regular nurses belong to the same set N.  The 

distinction between the two appears as part of the input.  A regular nurse has a home unit 

as reflected in the midterm schedule, and is allowed to work overtime.  In contrast, pool 

nurses do not have a home unit and are not given overtime.  Their daily shift assignments 
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are part of the midterm schedule but their unit assignments are generally not made until 

they report for work. 

 The objective function (4-3a) is designed to minimize total personnel costs.  The 

first term sums the cost of each alternative schedule k for nurse i, which is denoted by cik.  

The value of this coefficient depends on the number of working periods (regular or 

overtime) in the schedule as well as the base wage.  The remaining terms are identical to 

the last three terms in the constraint-based objective function (4-2a).  

Constraint (4-3b) is similar to (4-2b) and requires that the demand in unit j during 

each period p be covered whenever possible.  The first term represents an assignment of a 

regular or pool nurse; the next two terms represent alternative resources – agency nurses 

(zjp) and on-call nurses (ojp); the last term is associated with a gap (gjp).  The 

parameter k
ijpX  is used to map the decision variable yik into the appropriate unit and period 

assignment.  The set K(i) contains all “legal” schedules for nurse i as well as the 

cancellation option.  They should comply with all rules modeled in constraint (4-2c)-(4-

2h).   The domain definitions in (4-3e) place upper bounds on the number of on-call and 

agency nurses ava ilable in each unit.  When gaps exist in a solution, the decision to fill 

them with expensive or unpopular options such as mandatory overtime, is left to the 

nursing services office. 

 Equation (4-3c) ensures that each nurse i ∈ N is given exactly one schedule.  It is 

written as an equality because the cancellation option is included in the definition of K(i).  

Constraint (4-2d) limits the total penalty of the adjusted assignments to the parameter 

value Pmax.  The penalty for schedule k associated with nurse i is given by pik.  This value 

is the sum of the penalties that result from undesirable patterns, as explained in the 

discussion of constraint (4-2g).  For nurse i and schedule k ∈ K(i), it is computed as 

follows: 

 1 2 3

( ) ( ) ( ) ( )
ik i ijp i i i ip

j F i p T i p T i T i

p p x p v p b
∈ ∈ ∈ ∪

= + +∑ ∑ ∑  (4-4) 
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The penalty associated with the use of on-call nurses is treated separately and is 

represented by the second term on the left-hand side of (4-3d).  Constraint (4-3e) 

indicates that all variables are restricted to be integral.  

 

4.3.2 Column Generation 

An upper bound on the total number of schedules or columns for nurse i in model 

(4-3) is ( )| ( ) ( ) || ( ) |T i T iO J i ∪ .  When a nurse is eligible, for example, to work in 6 

units for up to 4 periods a day, the bound is 64 = 1296.  Because a medium size 

hospital may have to schedule anywhere from 100 to 200 nurses at a time over a 

24-hour planning horizon, a more efficient procedure is needed than trying to 

solve model (4-3) directly with all columns enurmeration procedure.  A common 

alternative is to use Dantzig-Wolfe (D-W) decomposition with the necessary 

adjustments for integer variables (see Wolsey 1998).  In this approach, a master 

problem is created from (4-2a), (4-2b), (4-2g) and (4-2h), but with only a subset 

of feasible columns, which is denoted by the set ( )K i .  This gives rise to model 

(4-3) but with constraint (4-3b) replaced with  

( )

k
ijp ik jp jp jp jp

i N k K i

X y z o g D
∈ ∈

+ + + ≥∑ ∑ ,  ∀ j∈J, p∈T (4-3b') 

Derivation of reduced costs: In the algorithm, additional columns are generated for each 

nurse by solving a series of pricing subproblems at each iteration.  Constraints (4-2c) – 

(4-2f) along with the binary variables xijp and vi define the feasible region for the 

subproblems.  Because these constraints decompose by i, there will be one subproblem 

per nurse.  The objective functions of the subproblems include the reduced costs of the 

current master problem so that only ‘promising’ columns are generated.  To see how to 

construct these functions, consider the relationship between cik and k
ijpX  in model (4-3).  

The parameter k
ijpX  is equivalent either to a decision that assigns nurse i to unit j in period 

p, which is denoted to ijpx , or canceling nurse i, which is equivalent to vi.  So, for nurse i 

working schedule k, the cost is 
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1 2

( ) ( )
ik ijp ijp i i

j J i p T i i N

c c x c v
∈ ∈ ∈

= +∑ ∑ ∑  

If the dual variables for constraints (4-3b), (4-3c) and (4-3d) are denoted by µjp, σi and τ, 

respectively, then for each nurse i, the reduced cost in the master problem for column k is 

 

 ( )1 2

( ) ( ) ( )
ik ik ik ijp jp ijp i i i ik

j J i i Np T i T i

c c c x c v pµ σ τ
∈ ∈∈ ∪

= − = − + − +∑ ∑ ∑pA  (4-5) 

where ( ), ,=p µ s t , Aik is the ikth column of constraints (4-3b) – (4-3d), and the 

parameter pik is given by the right-hand side of Eq. (4-4). 

At optimality, all reduced costs must be nonnegative.  To check this condition, all 

ikc are implicitly evaluated by maximizing the right-hand side in Eq. (4-5) over 

constraints (4-2c) – (4-2f) for each nurse i separately.  If the result gives a negative 

objective value, the corresponding solution vector, call it ( ) ( ),k k k
ijp i ijpx v X≡ , represents a 

new column to be added to the master problems.  For each nurse i, the subproblem is 

 

Subproblem i 

Minimize ( ) 2

( ) ( ) ( )

k
ijp jp ijp i i

j J i p T i T i

c x c vµ
∈ ∈ ∪

− +∑ ∑  

 1 2 3

( ) ( ) ( ) ( )

 i ijp i i i ip i
j F i p T i p T i T i

p x p v p bτ σ
∈ ∈ ∈ ∪

 
+ + + −  

 
∑ ∑ ∑  (4-6a) 

subject to  
( )  

1,  ( )ijp i
j F i

x v p T i
∈

+ = ∀ ∈∑  (4-6b)  

 
( )

1,   ( )ijp i
j J i

x v p T i
∈

+ ≤ ∀ ∈∑  (4-6c)  

 
1 2 1 1 21, ( ) ( ), ( )ij p ij p ipx x b   p T i T i   j j J i++ − ≤ ∀ ∈ ∪ ∀ ≠ ∈  (4-6d) 

 ∑ ∑
∈ ∈

+ ≥
)( )(

1,
iJj iJj

ijppij xx ,  p = 1,…, 1p –1 (4-6e) 

 ∑ ∑
∈ ∈

+≥
)( )(

1,
iJj iJj

pijijp xx ,  p = 2p ,…,|T | –1 (4-6f) 



 

 114 
 

  max

)( )(
i

iJj
ijp

iTp

OTx ≤∑ ∑
∈ ∈

 (4-6g) 

 {0, 1}ijpx ∈ ,  ∀ j∈J(i), ∀ ( ) ( )p T i T i∈ ∪ , vi∈{0, 1},bip∈{0, 1} (4-6h) 

where the last term in the objective func tion (4-6a) is a constant. 

 

4.3.3 Overview of Branch and Price (B&P) Algorithm 

The first step in applying B&P is to set up a restricted linear master problem (MP) with a 

subset of all feasible schedules, ( )K i , and to remove the integral restrictions on the 

variables in (4-3e).  The restricted MP is then solved.  To check whether the LP solution 

obtained is optimal to the full MP, the pricing subproblems [(4-6a) – (4-6h) for i ∈ N] are 

solved sequentially.  If the objective function value (4-6a) of subproblem i is less than 

zero, then the solution ( ),ijp ix v  is converted to a column of the form ( )k
ijpX  in the master 

problem and added to ( )K i .  The restricted MP is then resolved with the updated sets 

( )K i , and the process is repeated until all columns price out favorably.  This is the 

Dantzig-Wolfe component of the algorithm. 

 At this point, if all of the decision variables ( ), , ,ik jp jp jpy z o g  are integral, then the 

integral version of the full MP have been solved as well as the original problem (4-2a) – 

(4-2j).  If any of these variables are fractional, then it is necessary to perform branch and 

bound (B&B) on the MP.  Because the LP solved at the root node does not necessarily 

contain the columns that comprise the optimal solution to (4-3a) – (4-3e) when branching 

constraint is enforced, the pricing subproblems (4-6a) – (4-6h) must be solved to 

determine whether additional columns should be added to the MP at that node.   

Figure 4.2 identifies the major components of the methodology.  In the 

preprocessing step, three operations are performed: (1) initial columns ( )K i  are generated 

for the restricted MP, (2) a restricted set covering problem is set up to be used as a 

heuristic for finding feasible solutions, and (3) the data structures are initialized for the 
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B&B tree and the subproblems.  The details are discussed in the remainder of this 

section.  How each step is implemented is critical to the success of the overall approach. 

 

Preprocessing
1. Generate columns for

set covering heuristic
2. Create initial MP
    and subproblems
3. Set up data structure

for B&B tree

Solve root
node Terminate?

Select a node for
exploration

Fractional
aggregate
slacks?

Fractional
individual

slacks?

Primary
branching

Individual
secondary
branching

Aggregate
secondary
branching

Create two new
nodes and solve

with D-W

Output report
statistics

Update node
information in

light of
solutions

Need to find
feasible solution?

Node
fathoming

process

Update
fathoming
condition

Run set covering
heuristic based
on solution of

master LP

Yes

No

No

Yes

Yes

No

N o

Yes

 

Figure 4.2. Flowchart of B&P algorithm 

 

In general, when one or more of the ( ), , ,ik jp jp jpy z o g  variables are fractional, 

branching is required.  Because of the known difficulties associated with branching on 

the iky  variables in the MP, begin branching on the ( ), ,jp jp jpz o g  variables (secondary 

branching) and then on the master variables iky (primary branching).  A depth-first search 

strategy is used to minimize the amount of data that must be stored.  At the root node and 

at every 10 nodes thereafter, a heuristic is called to find a feasible solution νζ  (see 

Section 4.5).  The incumbent, call it ζ , is then updated in the usual manner by putting 

{ }min , νζ ζ ζ← . 
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   The algorithm terminates when either a prespecified node limit is reached or the 

B&B tree is completely explored.  Assuming that neither of these termination criteria is 

satisfied and node ν is selected for branching, the fractional solutions in MPν are 

identified, and depending on the circumstances, one of several branching rules is selected 

(see Section 4.4).   Two descendent nodes, ν1 and ν2, are created, and each is resolved 

using D-W decomposition.  The following fathoming rules are applied to each:  

1. MP is infeasible  

2. Within some tolerance, the LP solution is no better than the incumbent 

3. Solution is integral 

Unfathomed nodes are placed in a stack.  This facilitates the implementation of depth-

first search; i.e., last- in, first-out. 

The principal attributes of the restricted MPν that are stored at each node ν 

include the LP objective function value, νζ , and the branching constraints imposed so far 

from the root node to node ν.  The former is used to determine whether the node should 

be fathomed and how the search will proceed otherwise.    Storing branching constraints 

eliminates the need to maintain a backtracking data structure.  Note that all columns are 

stored in a single location and when MPν is solved, the bound data on the subproblem 

variables at node ν are used to set the corresponding master problem variables iky  to 0. 

4.3.4 Branching Rules 

Applying standard branch and bound to the restricted MP after the LP solution is found is 

inappropriate because there may exist columns not in MP that are in the optimal solution 

to the original IP.  As such, branching rules should be designed so that new columns can 

be easily priced out and when appropriate, added to MP.  This consideration makes it 

difficult to branch directly on the variables iky .  Although it is straightforward to impose 

the restriction iky = 1 on subproblem i, imposing the complementary restriction iky = 0 is 

all but impossible without major modifications to the subproblem at each iteration 

(Vanderbeck 2000). 
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Two alternative branching procedures have been developed.  The first deals with 

fractional values of yik in MP but is implemented through the subproblem variables 

( ),ijp ix v .  It is referred to as the primary rule and is widely used (e.g., see Barnhart et al 

1998 and Savelsbergh 1997).  The second is associated with the “slack” variables in 

master problems ( ), ,jp jp jpz o g  and is referred to the secondary rule.  The former imposes 

constraints on both the master problem and the subproblems, while the latter only affects 

the master problem.  

 

Primary branching.  When the restricted MP solution for nurse i is fractional, the logic of 

constraint (4-3c) requires that at least two of the yik variables be fractional.  Because no 

columns in MP are identical for nurse i, the fractional variables represent alternatives 

assignments, say ( )1k
ijpX  and ( )2k

ijpX .  This means that in general nurse i has been assigned 

to two different units j1 and j2  (j1 ≠ j2) in at least one period, p, so two different variables 

1i j px =1 and 
2ij px =1,  j1 ≠ j2, in either constraint (4-6b) or (4-6c).  Rather than using the 

standard binary branching rule ijpx  = 0 on one branch and ijpx  = 1 on the other, an SOS 

type I strategy has been adopted in which the variables in constraints (4-6b) and (4-6c) 

are evenly divided into two subsets; e.g., B(i) and F(i)\B(i) for (4-6b) .  This leads to a 

more balanced tree. 

In general, the primary rule chooses a pair of fractional assignment variables yik 

from MP, and then identifies two corresponding subproblem variables 
1i j px and 

2ij px  in 

constraint (4-6b).  These are called the core variables.  In this implementation of SOS 

branching,  j1 ∈ B(i) and j2 ∈ F(i)\B(i) are chosen, and the feasible region is partitioned as 

follows for p fixed:  

 
( )

0ijp i
j B i

x v
∈

+ =∑  and 
( ) \ ( )

0ijp
j F i B i

x
∈

=∑  (4-7) 

The same partitioning scheme is applicable for constraint (4-6c) but with one 

caveat.  Constraint (4-6c), which limits the overtime assignment to at most one unit in 
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period p, opens up the possibility that only one core variable exists at the current node in 

the B&B tree.  This happens, for example, when nurse i is assigned one period of 

overtime in schedule ( )1k
ijpX  and two periods in schedule ( )2k

ijpX  both in unit j ∈ J(i), as 

well as the same regular shift.  In this case, the branching strategy given in (4-7) fails to 

partition the feasible region correctly.  This means that there exists 
1

( )

0ijp
j J i

x
∈

=∑  in 

schedule k1 and 
1 1

1ij px =  in schedule k2 for j1 ∈ B(i).  Because there is only one core 

variable, imposing either constraint in (4-7) at a node in the B&B tree will not eliminate 

schedule k1 in MP as required for a complete partitioning of the feasible region.  To 

circumvent this difficulty, when only one core variable can be found, standard binary 

branching is used on the variable; i.e., 
1 1

0i j px =  and 
1 1

1ij px = . 

A second issue that requires some discussion is the presence of the cancellation 

variable vi in constraints (4-6b) – (4-6c).   Although this would seem to violate the 

principles of SOS branching, the following result states otherwise.  

 

Lemma 4.1. The inclusion of the cancellation variable vi in both (4-6b) and (4-6c) does 

not invalidate the use of SOS branching.   

 

Proof. It is sufficient to show that all feasible solutions to problem (4-6) will be explored 

when SOS branching is used.  When vi = 0, nurse i must be assigned a regular shift and 

may be assigned overtime.  Standard SOS branching applies.  When vi = 1, nurse i is 

cancelled so there can be no regular or overtime assignments.  These two cases allow for 

all possible assignment for nurse i. n 

 

Because canceling a nurse greatly reduces the size of feasible region, the 

cancellation columns in the MP are first examined to see if any of them are fractional.  

This situation arises most frequently when nurse i is working the current shift and has 

volunteered for overtime, so constraint (4-6b) does not apply for her.  In this special case, 

the cancellation cost and penalty coefficients for nurse i are both zero.  Therefore, when 
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vi is one of the core variables, the LP solution associated with the left-hand side of (4-7) 

will usually be much smaller than the solution associated with the right-hand side which 

favors vi = 1.  Often, the left-hand node can be fathomed. 

With primary branching, the master problem and subproblems can be modified 

simply by changing the bound of the associated variables.  In subproblem i, this means 

setting the branching variables in (4-7) to zero.  The modification of the master problem 

is based on the term ( )k
ijp ikX y . Fixing the branching constraint 

( )
0ijp ij B i

x v
∈

+ =∑  for p 

and i is equivalent to restricting columns in MP to only those that have vi = 0 and xijp = 0 

for all j ∈ B(i). These are enforced by fixing the upper bound of the corresponding yik 

variables to zero. 

 

Example. Supposed at a given node in the B&B tree, two fractional MP variables, 
1iky = 

½ and 
2iky = ½, have been identified for nurse i.  Let F(i) = J(i) = {1, 2, 3, 4}.  Using a 6-

component vector to represent the 6 periods in a day, let the assignments be ( )1k
ijpX  = (100 

100 1 1 2 2) and ( )2k
ijpX  = (100 100 1 1 3 100), where 100 indicates no assignment in the 

corresponding period.  If the three shifts under consideration are D, E, N, then the first 

solution means that nurse i is assigned to unit 1 for 8 hours during E, followed by 8 hours 

of overtime in unit 2 during N.  The second solution also has her working in unit 1 during 

E, but now her overtime is in unit 3 and is limited to four hours.   

This situation gives rise to two branching possibilities, the first associated with 

period 5 and the second with period 6.  When period 5 is selected, the SOS constraint (4-

6c) is xi15 + xi25 + xi35 + xi45 + vi ≤ 1 and the core variables are xi25 and xi35.  Arbitrarily 

partitioning the remaining variables leads to the following constraints: xi15 + xi25 + vi = 0 

for the left node and xi35 + xi45 = 0 for the right node, where B(i) = {1, 2}.  In addition, all 

columns in which nurse i is assigned to work on units 1 or 2 during period 5 must be 

removed from the left-node MP along with the cancellation column.  Similarly, all 
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columns in which nurse i is assigned to work on units 3 or 4 during period 5 must be 

removed from right-node MP.  

When period 6 is selected, the SOS constraint is xi16 + xi26 + xi36 + xi46 + vi ≤ 1 but 

now there is only one core variable, xi26.  As a consequence, standard branching must be 

used.  The subproblem associated with the left node has the restriction xi26 = 0, and all 

columns that assign nurse i to unit 2 during period 6 must be removed from the master 

problem.  The subproblem associated with the right node has the restriction xi26 = 1, 

implying that all columns that do not assign nurse i to unit 2 during period 6 must be 

removed from the master problem. n 

 

The complete primary branching procedure can be summarized as follows: 

Step 1.  Find nurse i1 with fractional cancellation assignment, call it 
1 1i ky .  Then, for 

nurse i1, find the next closest variable to 0.5; call it 
1 2i ky .  If no cancellation 

variables are fractional, find a pair of fractional assignment variables closest to 

0.5, say 
1iky and 

2iky . 

Step 2 Identify the core variables and the corresponding branching constraint, either (4-

6b) or (4-6c).  If only one core variable exists, goto step 4, otherwise goto step 3  

Step 3 Assign one core variable to the set B(i) and the other to F(i)\B(i).  Arbitrarily 

assign the remaining variables in the branching constraint to one of these sets as 

evenly as possible.  Create two descendent nodes, one for each constraint in (4-

7).  Modify the master problem and subproblem accordingly. 

Step 4 For the core variable xijp, create two descendent nodes by imposing the 

restriction xijp = 0 on the first and the restriction xijp = 1 on second.  Make the 

appropriate modifications to the master problem and subproblem. 

  

If there is a weakness in B&B methods, it is revealed when symmetric solutions 

exist.  In B&P, when several subproblems are similar, eliminating a particular solution in 

one does not eliminate its counterpart in the others (Barnhart et al 2000, Vanderbeck 
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2000).  As a result, little or no change occurs in the MP objective function values as the 

depth of the B&B tree increases.  In the daily adjustment problem, symmetry is 

evidenced most visibly when the same period is repeatedly selected for branching.  If 

nurse i1 is excluded from working in some period as a result of the branching decision, 

then she is likely to be replaced by nurse i2 in that period when the two have similar 

profiles.  Assuming that their wage rates differ marginally, there will be little or no 

change in the LP solution.  The same fractional schedules may result at two different 

levels in the B&B tree, with the only difference being the actually nurses assigned to a 

unit.   

In the daily adjustment problem, symmetric solutions are unavoidable because 

most demand periods can be covered by a majority of the available nurses, most having 

similar or identical profiles.  To reduce the effects of symmetry, branching rules that are 

not based on the individual subproblems should be introduced.  In this application, 

another branching rule, called secondary branching, as well as the generation of cuts from 

the master problem is used. 

 

Secondary branching.  Even when the yik variables are integral in a solution to the 

restricted MP, the slack variables ( ), ,jp jp jpz o g  in constraint (4-3b') may be fractional. 

This follows because the on-call variables, ojp, are likely to be fractional when the penalty 

constraint (4-3d) is tight in an LP solution.  Two “secondary” branching rules have been 

implemented to take this situation into account.  The first is called the aggregate 

secondary rule and forces the sum of the slack variables that cover the same unit j ∈ J to 

be integral.  The following two branching constraints are used to extend the B&B tree to 

the next level: ( )  jp jp jpp P
z o g a

∈
+ + ≤   ∑  and ( )jp jp jpp P

z o g a
∈

+ + ≥   ∑ , where a is 

the (fractional) sum of the slack variables at the current node for a given j. 

 The second is called the individual secondary rule and forces the integrality of 

individual variables.  Applying it to the on-call variables, for example, gives the branches 
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jpo a  ≤  and jpo a  ≥  .  The empirical results indicate that the individual secondary rule 

should be used only when it is no longer possible to apply the aggregate secondary rule. 

 These rules provide several advantages for the B&P algorithm.  First, they are 

easy to implement and second, they do not affect the pricing subproblems.  Because the 

slack variables appear only in the restricted MP, the dual variables associated with the 

secondary branching constraints play no part in the modification of the subproblem 

objective functions.  Finally, these rules target a particular covering constraint in (4-3b') 

rather than a particular nurse.  Because these constraints (as well as the on-call variables) 

apply to multiple nurses, the symmetry effect is eliminated. 

 

Implementation. Initial testing suggested the following order for branching: aggregate 

secondary rule, individual secondary rule, primary rule. Applying the secondary rules 

first, forces integrality of the slack variables in constraint (4-3b') and reduces the chances 

that the same constraints are repeatedly selected during primary branching.  Empirically, 

this led to smaller search trees and more diverse feasible solutions when the heuristics 

were applied.  Also, because the cost coefficients of the slack variables are much larger 

than the cost coefficients of column variables, yik, the lower bounds increased rapidly as 

the tree was extended.  This increased the likelihood that the corresponding nodes would 

be fathomed.  

By using depth-first search and giving priority to secondary branching, fractional 

solutions at a parent node are noticeably different than the LP solutions at subsequent 

nodes.  As a consequence, the feasible solutions found by the heuristic are noticeably 

different as well, providing the diversification necessary to broadly explore the feasible 

region. 

 

4.4. Heuristics and Computational Enhancements 

As in midterm scheduling problem implementation, the ability to find high-quality 

feasible solutions is crucial to the implementation of branch and price.  If the algorithm 

should terminate before the convergence criteria are met, at least a feasible solution is 
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available.  Moreover, good feasible solutions facilitate fathoming by bounds, thus 

reducing the size of the B&B tree.  As a rule, complementary heuristics should have short 

computation times and make use of the current fractional solution at a node.  Two 

heuristics have been developed for the daily adjustment problem, the first a tabu search 

algorithm and the second a restricted set covering IP.  

 

4.4.1 Tabu search 

In tabu search, the neighborhood of the incumbent is explored and the best solution found 

replaces the incumbent, regardless of quality.  To prevent returning to the same local 

solution within a fixed number of iterations, recently visited points are placed on a tabu 

list.  The essential components of the procedure are (1) constraint satisfaction, (2) 

neighborhood definition, and (3) the tabu list.  

In defining a neighborhood for the daily adjustment problem, one possibility 

involves the exchange of units to which a nurse is assigned during the planning horizon.  

However, when personnel shortages exist, incumbent solutions are likely to be tight with 

respect to (4-3b') and probably (4-3d), so simple swaps are not likely to lead to improved 

schedules.  

 To deal with tight constraints, it is common to take a multi-objective approach 

and start with the most restrictive.  As a rule, each set of constraints is considered in turn 

without allowing violations of the previous sets, although sometimes a slight violation is 

permitted to avoid being trapped at a local optimum.  In tabu search, this is called 

strategic oscillation.  Dowsland (1998) used this approach to solve the midterm nurse 

scheduling problem.  For the daily adjustment problem, it is natural to give first priority 

to the demand constraints (i.e., violations of those constraints), second priority to the 

penalty constraint (4-3d), and third priority to the objective function.  An alternative 

approach is to minimize an aggregate objective function composed of a weighted 

combination of the latter three terms.  

Instead of taking a multi-objective approach to achieve feasibility, the fact of the 

demand constraint (4-3b') is exploited. The constraint can always be satisfied by 
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increasing the gap variables, gjp, to cover any unmet demand.  This allows us to focus on 

the penalty constraint (4-3d).  At a move during the neighborhood search from a feasible 

solution gives a candidate set of nurse assignments, ( )ˆiky . The goal is to determine the 

feasibility of (4-3d).  If max
( )

ˆik iki N k K i
p y P

∈ ∈
>∑ ∑ , then the move is discarded and the 

search proceeds to the next candidate.   Otherwise, the unmet demand in unit j during 

periods p is satisfied with slack variable resources in the following order: agency nurses 

zjp, on-call nurses ojp, and gaps gjp, depending on the availability.   

 Swap moves are commonly used to define the neighborhood of a feasible 

solution. As mentioned, however, swapping units for one nurse at a time may create a gap 

while swapping units between two nurses is not likely to be effective as a result of 

symmetry.  In both cases, higher cost schedules can be expected, especially when the 

search starts with a near-optimal local solution.  These types of swaps ignore the dynamic 

relationship between nurses in satisfying demand. 

The neighborhood proposed is based on the principle that if a nurse is reassigned 

from one unit 1 to another, then a second nurse may have to be assigned to the first unit 

to avoid a gap.  To account for these dynamics, a chain of moves is considered.  To 

illustrate, suppose that nurse A has been given the unit assignments 1-4-3-3-0-0 over a 6-

period planning horizon and that nurse B has been assigned 3-1-2-2-0-0.  An improved 

schedule for nurse B would be for her to work in unit 2 in period 2 rather than in unit 1.  

However, the swap may create a gap in the second period.  To compensate, nurse A is 

moved from unit 4 to unit 1.  Even if this results in a gap in unit 4 in period 2, the overall 

cost of the new schedules 1-1-3-3-0-0 for nurse A and 3-2-2-2-0-0 for nurse B, may be 

less than the cost of the original schedules. 

 

Neighborhood definition. Let σ(i) = (j1(i), . . . , jv(i)) be a v-component vector that 

represents a schedule for nurse i over the planning horizon.  The neighborhood of nurse i1 

with respect to nurse i2 is given by the following set:  

 N(i1 | i2) = {(σ(i1), σ(i2)) : (j1(i1),…, j,…, jv(i1)), ((j1(i2),…, jp(i1),…, jv(i2)), 
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   j ∈ F(i) ∪ J(i) \ { jp(i1)}, p ∈ T} 

such that σ(i1) and σ(i2) are feasible. 

 

In general, only swaps that maintain a balance in the demand constraint are 

included in the neighborhood.  When considering a swap that reassigns nurse i1 from unit 

j1 to unit j2, it must be ascertained that there exists a second nurse i2 who can cover the 

demand on unit u1.  Thus, the worst that can happen when a swap is executed is that the 

total unmet demand remains unchanged.  When a swap results in the removal of a gap, 

such as when a nurse is extended to work overtime or when a cancelled nurse is given an 

assignment, the new schedule will have a lower total cost than the original. 

Swaps between two nurses work best when both are assigned to work the same 

periods in the current schedule.  In practice, this is not always the case so it is necessary 

to determine whether the resultant schedules are legal.  The legality check algorithm 

ensures that none of the following conditions exists in a schedule (see Bard and Purnomo 

2005 for implementation details):  

1. A nurse skips a period (e.g., she is assigned to work a regular shift for 8 hours, is 

off for 4 hours, and then works 4 hours of overtime) 

2. A nurse works for more than 16 hours 

3. A nurse works overtime, but does not work a regular shift 

4. A nurse works for only 4 hours of regular time 

5. A nurse works more than the total number of periods allowed 

Note that when the pricing subproblem is solved, constraints (4-6b) – (4-6g) guarantee 

the legality of all solutions. 

 Although the legality check can be time consuming, the major difficulty of the 

neighborhood definition is the huge number of possible chain swaps between nurses.  The 

complexity of one tabu iteration is O(|N |2 · |T | · |J |).   For a problem with 100 nurses, each 

of whom can be scheduled for 4 periods and can work in 5 units, one iteration of tabu 

search may require 100(nurse 1) × 4(periods) × 4(units) × 99(nurse 2) × 1(units) = 

158,400 comparisons.  To reduce the computational burden, an exhaustive comparison 
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among the nurses is done only at the first iteration.  Once a swap move is selected 

between two nurses (i1 and i2), all future comparisons are conducted with reference to i1 

and i2 only.  This avoids a duplication of effort whereby comparisons performed at the 

previous iteration between i3 and i4 are not done for a second time.  As a consequence, 

the total number of possible comparisons is reduced by a factor of |N|/2.  To further 

improve the efficiency of the algorithm, a preemptive check is made for each pair of 

nurses to determine their compatibility with respect to periods and units.  

 Finally, the tabu list needs to be defined.  The sole purpose of the list is to prevent 

the search from returning to the same solution within a fixed number of moves. Although 

there is no exact rule for specifying its attributes and length, if care is not taken, either 

many good moves may be excluded or the chances of returning to the original solution 

will be high (Glover and Laguna 1997).  After some testing, the tabu list has three 

attributes: the two nurses swapped and the corresponding period.  In the above example, 

the list would start off as {(A, B, 2)}.  Because of the potential size of the neighborhood, 

the length is set at 20, which is about twice the normal size. 

 

Initialize_Tabu_Algorithm 

Input: Set of available nurses ( N̂ N⊆ ), solution of master problem { ˆiky : ∀ ˆi N∈ , 

( )k K i∈ }, demand over the planning horizon by unit { Djp : ∀ j ∈ J,  p ∈ P} 

Output: Feasible solution to tabu search, σ  feas = {σ(i)feas : ∀ ˆi N∈ } 

Step 0: (Initialization) Set Nu = ∅ (unscheduled nurses) and Ns = ∅ (scheduled nurses). 

Step 1: (Fix schedules of some nurses) For all ˆi N∈  and ( )k K i∈ . 

If ( ˆiky > 0.99 for i = î  and k = k̂ ), then select schedule k̂  and put 

Ns ß Ns ∪{ î }  

σ(i)feas ß { }ˆ
ˆ :  ,k
ijpX j J p T∀ ∈ ∈  

ˆ
ˆ
k

jp jp ijp
D D X← − ,  ,j J p T∀ ∈ ∈  
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Pmax ß Pmax – ˆîk
p  

Else, put Nu ß Nu ∪{ î }.  

Step 2: (Fix schedules of remaining nurses) For all i ∈ Nu and ( )k K i∈  

If ( ˆiky ≤ 0.05 for k = k̂ ), then put { }ˆ( ) ( ) \K i K i k← ; otherwise, 

Compute total coverage associated with schedule k. 

Let 
( )

k
ik ijp ijp

j J i p T

v Xα
∈ ∈

= ∑ ∑ , where αijp = 1 if Djp > 0 and αijp = 0 if Djp ≤ 0 

Choose schedule for nurse i with most coverage: 

{ }* argmax : ( )ikk v k K i= ∈   

Put  σ(i)feas ß { }*,   ,k
ijpX j J p T∀ ∈ ∈  

Tabu_Search_Algorithm 

Input: Set of periods in planning horizon (T), set of available nurses ( N̂ N⊆ ) and 

their profiles, feasible schedules {σ(i)feas = (j1(i),…,jp(i),…, jv(i)): i ∈ N̂ }, 

maximum time allotted to computations (Tmax) 

Output: Improved solution σ(i)inc, i ∈ N̂  

Step 0: (Initialization) Set σ(i)inc = σ(i)feas for all i ∈ N̂ , S = N̂ , D = N̂ . 

Step 1: Determine the source list, S, and destination list, D, of a swap. 

Step 2: Build four nested loops: (1) source of swap [i1 ∈ ˆS N⊆ ], (2) destination of 

swap [i2 ∈ ˆD N⊆ ], (3) allowable periods p ∈ T, and (4) units to which nurse i1 

can be assigned [j ∈ F(i1) ∪ J(i1)]. 

Step 3: For current (i1, i2, p, j,), check the following conditions for eligibility of swap. 

– nurse i1 and i2 do not both work in unit j during period p 

– period p is among the periods in which nurse i2 is allowed to work 

– nurse i2 can be assigned to unit jp(i1) during period p 

– nurse i1 can be assigned to unit j during period p  
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If conditions are satisfied, then conduct swap to get σ temp ≡ {σ(i)temp, i ∈ N̂ } 

and check its legality; otherwise discard and increment counter. 

If swap is legal, then call Tabu_Cost_Calc_Algorithm to compute cost tempζ  

of σ temp; otherwise, discard and increment counter. 

Step 4: If any of the following conditions are satisfied,  

– aspiration criterion met (cost of schedule after swap is less than best 

solution) 

– nurses i1 and i2 are not on the tabu list 

– cost of schedule after swap, tempζ , is the best found at current iteration 

then update “best” schedule in neighborhood N(i1 | i2) by putting σbest ß σtemp 

and bestζ ß tempζ . 

If counters are not exhausted, then update (i1, i2, p, j,) and go to Step 3; 

otherwise, go to Step 5. 

Step 5: Put ( )1 2
ˆ ˆ ˆ, ,i i p  associated with σbest  on the tabu list and update tabu counter.  Put 

σ inc ß min{σ inc, σbest} and save corresponding objective function value as incζ . 

Step 6:  If (run time ≥ Tmax), then stop; otherwise, put S ß { }1 2
ˆ ˆ,i i  and go to Step 1. 

Tabu_Cost_Calc_Algorithm 

Step 0: (Initialization) Calculate total penalty for all nurses (ttl_nurse_pen) and total 

cost for all nurses (ttl_nurse_cost). 

Step 1: If ttl_nurse_pen > Pmax, then solution is infeasible; return M (large cost).  Else 

go to Step 2. 

Step 2: Calculate maximum number of on-call nurses (max_ttl_oncall) allowed. 

Step 3: For each unit j 

For each period p∈ T 



 

 129 
 

If there exists unmet demand, add resources in the following order: 

agency nurse when available for period p on unit j; on-call nurses when 

available and still under max_ttl_oncall; gap. 

Step 4: Return total nurse cost = ttl_nurse_cost + (cost_agency)( ttl_agency) +  

(cost on-call)(ttl_oncall) + (cost_gap)(ttl_gap). 

 

 Initial schedules are obtained with Initialize_Tabu_Algorithm from the LP 

solution { ˆiky : ∀ ˆi N∈ , ( )k K i∈ } of the master problem. The logic is based in part on 

rounding and in part on the extent of coverage provided by a fractional schedule.  The 

Step 1 of Tabu_Search_Algorithm determines whether any nurses should be removed 

from the source and destination lists as a result of being tabu.  The execution of Steps 3 

and 4 for all values of (i1, i2, p, j,) represents one complete iteration of the algorithm.  At 

the first iteration, S and D consist of the full set of available nurses.  At subsequent 

iterations, S is limited to the two nurses, 1̂i  and 2̂i , who were selected most recently to be 

put on the tabu list at Step 5.  They correspond to nurses that define the swap that gives 

σbest  at the end of each tabu iteration.  The incumbent is also updated at Step 5. 

 

4.4.2. Set Covering Heuristic 

The set covering heuristic is based on the observation that when the D-W procedure 

terminates with an LP solution to (4-3). If a subset of the columns in the restricted MP 

corresponds to the optimal solution of the daily adjustment problem, then solving the 

restricted MP as an IP will yield the solution to the original problem (4-1).  If some but 

not all of the columns are in the optimal set, then solving the restricted MP as an IP may 

still yield a good feasible solution to (4-1).  

 With this in mind, it is advantageous to initialize (4-3) with a set of “good” 

columns.  After solving several restricted MPs starting with the slack variables only, most 

columns in an optimal basis would have low cost and penalty coefficients.  Furthermore, 

columns in which nurses were assigned to more than 2 units had high cost and penalty 

coefficients.  Therefore, “good” columns are defined as those in which a nurse is assigned 
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to the same unit during her regular 8-hour shift but can work overtime in any eligible 

unit.  However, if two contiguous periods of overtime are assigned, then they must both 

be in the same unit.  Assuming that periods 3 and 4 correspond to the regular shift which 

is to be worked in unit j1, this definition allows schedules of the following form: (0, 0, j1, 

j1, 0, 0), (0, j, j1, j1, 0, 0), (0, 0, j1, j1, j, 0), (j, j, j1, j1, 0, 0), (0, 0, j1, j1, j, j), (0, j2, j1, j1, j3, 

0) for j ∈ J.  For a problem with 70 nurses, the total number of good columns can grow to 

8,000 depending on the nurse profiles considered.   

 

Set_Covering_Algorithm 

Input: Set of available nurses ( N̂ N⊆ ), solution of master problem { ˆiky : ∀ ˆi N∈ , 

( )k K i∈ }, demand over the planning horizon by unit { Djp : ∀ j ∈ J,  p ∈ T}, 

incumbent (σ inc, incζ ), where  σ(i) = (j1(i), . . . , j|T|(i)) be a |T|-component vector 

that represents a schedule for nurse i over the planning horizon. 

Output: Improved solution, σ inc = {σ(i)inc : ∀ ˆi N∈ } and  

Step 0: (Initialization) Set Nu = ∅ (unscheduled nurses) and Ns = ∅ (scheduled nurses). 

If at root node, generate “good” schedule for all nurses and build the restricted 

set covering (SC) problem (4-3a) – (4-3e); otherwise, use existing columns. 

Step 1: (Fix schedules of some nurses) For all ˆi N∈  and ( )k K i∈ . 

If ( ˆiky > 0.99 for i = î  and k = k̂ ), then select schedule k̂ and put 

Ns ß Ns ∪{ î }  

σ(i)feas ß { }ˆ
ˆ :  ,k
ijpX j J p T∀ ∈ ∈  

ˆ
ˆ
k

jp jp ijp
D D X← − , ∀ j ∈ J, p ∈ T 

Pmax ß Pmax – ˆîk
p  

Else, put Nu ß Nu ∪{ î }.  

Step 2: (Remove scheduled nurses) For all i ∈ Ns, set right-hand side of SOS constraint 

(4-3c) to zero. 
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Step 3:  Solve updated version of (4-3a) – (4-3e) as an IP to get ( )*
*   uik

y i N∀ ∈  and 

objective function value *ζ .  Put σ(i)feas ß { }*, ,k
ijpX j j p T∀ ∈ ∈  ui N∀ ∈ . 

Step 4: If ( )* incζ ζ< , then put inc *ζ ζ←  and σ(i)inc ß σ(i)feas ∀ ˆi N∈ . 

 

 At the root node, the restricted SC (4-3a) – (4-3e) is built with “good” columns 

and solved as an IP.  No columns are added at subsequent nodes, but some may be 

removed as a result of branching restrictions.  As the computations continue, after the 

restricted SC is solved, the columns associated with schedule variables yik > 0.99 are 

selected as part of the solution and removed from the IP by setting the right-hand side of 

(4-3c) to zero. 

 

4.4.3. Column Management and Cuts 

A number of researchers have suggested that it may be more efficient to try to generate 

several columns from each subproblem (4-6a) – (4-6h) when checking for optimality, 

rather than only the one that has the most negative reduced cost (e.g., see Barnhart et al. 

1998).  However, because (4-6a) – (4-6h) are solved as an IP, it is not practical to try to 

identify more than one column at a time.  When an optimal schedule is perturbed by 

adding, removing or switching a unit assignment, it was discovered that it was nearly 

impossible to obtain a new schedule that had a negative reduced cost.  Empirically, only a 

small fraction of feasible solutions priced out negatively.  As a consequence, at most one 

column from a subproblem was added to MP during the pricing operation.  Once a 

column was added, though, it was only removed when it violated a branching constraint. 

The efficiency of implicit enumeration depends largely on the ability to fathom 

nodes by bounds high in the tree.  While heuristics help to reduce the upper bound in 

general, the lower bound at a node is most often determined by solving the corresponding 

LP.  One way to improve the lower bound is to incorporate strong valid inequalities in the 

original formulation.  This tightens the LP relaxation.  Unfortunately, there are no 

specialized valid inequalities suitable for (4-3b) – (4-3d).  Although the knapsack- like 
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structure of the penalty constraint (4-3d) suggests that a generalized cover cut may be 

effective, any such violations could not be found in initial testing.  Instead, the use of one 

general cut is investigated: mixed- integer rounding (MIR) cuts.  They are added to the 

restricted MP after the LP solution is obtained.  Each time a cut is added, though, MP 

must be reoptimized using Dantzig-Wolfe.  

For purposes of generating MIR cuts, only the penalty constraint (4-3d) is used 

and the on-call variables, ojp, are treated as continuous.   In simplified form, this 

constraint is  

 y + o ≤ b (4-8) 

where y corresponds to the first summation on the left-hand side of (4-3d) and o 

corresponds to the second summation.  Note that if all the penalty coefficients pik are 

integer, then y must be integral at optimality.  Based on Proposition 8.6 in Wolsey 

(1998), a valid inequality for (4-8) is (1 )y f o b+ − ≤    , where f b b= −    .  Of course, 

for this inequality to be useful, b must be fractional.  To create fractional right-hand-side 

values, Eq. (4-8) is serially divided by the coefficients pik, starting with the smallest and 

then round down all the coefficients of each yik.  For trial coefficient * *i kp , the cut is 

 
4 max

( ) * * * * * *

(1 )ik
ik jp

i N k K i j J p Ti k i k i k

p p P
y f o

p p p∈ ∈ ∈ ∈

     
+ − ≤    

     
∑ ∑ ∑∑  (4-9) 

 

where f = 
max max

* * * *

  
i k i k

P P
p p

 
−  

 
.  If (4-9) is violated at the current LP solution ( )ˆ ˆ,ik jpy o , it is 

added to the restricted MP.   

After cycling through all possibilities, if at least one cut is found, MP is 

reoptimized with the D-W procedure.  If γ is the dual variable associated with constraint 

(4-9) after (4-3a) – (4-3e) is resolved, then the coefficient τ in the objective function (4-

6a) of the pricing problem must be replaced with * */ i kpτ γ+ . 
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Lemma 2.2 When an MIR cut is added to the restricted MP (4-3a) – (4-3e), the new 

solution will have τ = 0 and the added cut will be binding. 

 

Corollary 2.1. Let MPζ  be the solution to the restricted MP before a Gomory cut or an 

MIR cut is added and let MP
cutζ  be the solution after reoptimization.  If the coefficient 

* */ i kpγ  derived from the dual variable associated with the cut is not included in the 

objective function of the pricing problem when the D-W procedure is applied, then the 

new solution is the same as the old; that is, MPζ  = MP
cutζ . 

 

Proof: When a cut is added to the restricted MP, say of the form given by (4-9), all 

columns in the LP are augmented by one component.  When reoptimization begins, the 

objective function will initial increase because the current solution is no longer feasible.  

However, the D-W procedure will reintroduce all columns in the original optimal basis of 

the restricted MP that were modified when (4-9) was added.  In particular, those columns 

with a nonzero entry in (4-9) that were in the original optimal basis will price out 

negatively because the coefficient * */ i kpγ  is not included in (4-6a).  The additional basic 

column, needed because of the additional row, will be identified when feasibility is first 

attained.  At optimality, the corresponding basic variable will be zero so the original 

solution will be feasible, giving MPζ  = MP
cutζ .  n 

 

4.5. Computational Experiments for Non-Split Model 

In order for the solution of model (4-1a) – (4-1i) to mimic the sequential decision-making 

process outlined in Section 4.2, the cost coefficients in (4-1a) must be defined 

appropriately.  For example, if pool nurses are to be used before voluntary overtime, then 

V

1 2

OTPool
i js i jsc c<  for all 1i  ∈ P(j), j ∈ J( 1i ), s ∈ S( 1i ) and 2i ∈ R, j ∈ J( 2i ), s ∈ S( 2i ).  Similarly, 

if it is desirable to use nurses who are off before assigning mandatory overtime, then 

MOTOFF
ijs ijsc c<  for all i ∈ R ∪ P, j ∈ J(i), s ∈ S(i).  These coefficients may reflect actual 
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costs or may be set artificially to enforce a predetermined selection order.  In any case, 

when reporting the final solution, the true values should be used in the calculations. 

 The basic time unit in the model is 4 hours corresponding to the largest time 

increment that evenly divides 8- and 12-hour shifts.  On-call nurses are already assigned 

in 4-hour blocks as are gaps and overtime, but if it were desirable to assign outside hours 

in increments of say, 2- or 4-hour blocks, then the regular, pool nurse and float variables 

would have to be defined accordingly.   This would greatly increase the size and 

complexity of the model, as would allow split shifts.  Although the incremental demand 

data, Djp, is currently specified in 4-hour blocks, it would have to be further 

disaggregated to account for, say, 2-hour overtime assignments or shift starting times 

other than those that coincide with the basic 6 periods.   

 Critical to the successful application of model (4-1a) – (4-1i) to the daily 

scheduling problem is (near) real-time, automated data input and updating.  As the day 

progresses, the sets used in the formulation of the model change, as do the demand and 

cost coefficients.  If the burden is too great at the beginning of each shift to input data, the 

nurse manager or designee who will be running the system is likely to abandon it in favor 

of the current manual procedures.   

Fortunately, many of the lists and sets needed to run the model are static so, at 

most, only minor updates will be required between runs.  For example, the list of outside 

nurses who are available by unit is known on a monthly basis, so it would only be 

necessary to plug in those associated with the current planning horizon.  Most of the other 

input data are either static or readily available from the human resources database, 

perhaps with the exception of the voluntary overtime list.  One way to mitigate this 

problem is to ask the nurses during the midterm sign-up period to indicate which shifts 

they would be willing to work overtime.  As the month unfolds and overtime is 

accumulated, either the nurse manager or nurses themselves would update the voluntary 

overtime list as the situation changed. 

The model was tested by solving a range of problems for a 14-unit hospital with a 

staff of approximately 300 regular and pool nurses.  Depending on the instance, between 
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40 and 120 nurses were candidates for rescheduling over the 24-hour planning horizon.  

All codes were written in C++ language and run on a PC with a Pentium 1.1 GHz  

processor.  The IPs were solved with the CPLEX callable libraries. 

 
4.5.1 Input Data 

The data in Table 4.1 summarizes the seven problem instances investigated.  In each 

case, the number of pool nurses is set to 20 and a variable number of regular nurses.  The 

second column indicates the total number of nurses in each problem; for example, 

problem 1 contains 20 regular nurses and 20 pool nurses.  The regular nurses that are 

included as part of the input are only those available to work overtime or to be floated to 

other units in the next 24-hours.  The third and fourth columns indicate the number of 

constraints and variables in the corresponding IPs.  Most of the variables are binary 

representing the assignment of a nurse to a particular unit for a particular shift.  Split-shift 

assignments are not allowed, where a nurse works for two different units within her 8- or 

12-hour shift.  The next three columns indicate the total staff shortfall, the number of 

agency nurse available, and the number of nurses on call, respectively.  All values are 

given in terms of 8-hour shifts.  For problem 1, for example, in the upcoming 24 hours, 

69 shifts are uncovered, 18 agency nurses are available, and 26.5 nurses are on call.  The 

last column indicates the average number of units to which a regular nurse can float.  

Pool nurse are eligible to work in approximately 7 different units. 

 
Table 4.1. Properties of Test Data 

Problem 
No. 

Total 
no. 

nurses 
No. of 

constraints 
No. of 

variables 

Total 
staff 

shortfall 

No. 
agency 
nurses 

On-
call 

nurses 

Average 
units to 

float 
1 40 185 634 69 18 26.5 2.85 
2 70 275 1024 92 12 8 3.21 
3 90 285 1120 92 13 16 3.33 
4 40 185 671 53.5 9 7.5 5 
5 70 270 1127 76 12 8 3.72 
6 90 285 1328 92 13 16 3.85 
7 120 425 1871 100 13 16 5 
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Defining a problem instance begins with specifying a credential unit list for each 

nurse that indicates the units in which she is eligible to work.  The input data for pool 

nurses and regular nurses is given in Tables 4.2 and 4.3, respectively, for problem 1.  The 

second column in Table 4.2 identifies the current shift assignment for each pool nurse.  

There are 5 possibilities: AM, PM, Day, Evening and Night.  The unit credential list is 

given for each nurse in the next column, followed by her hourly wage in US dollars.  

These values are used to determine the overtime cost coefficients, cijs, and the float cost 

coefficients, cijks, in (4-1a).  The input in Table 4.3 is similar to that of Table 4.2, with 

some additional parameters.   The home unit for each nurse is given in column three and 

the overtime periods she is allowed to work are given in column five.  For the latter, the 

shift designations are slightly different due to the existence of 4-hour overtime.  The 

qualifiers “Early” and “Late” are used to distinguish this case. 

 
Table 4.2. Input Data for Pool Nurses for Problem 1 

Pool 
nurse, i 

Assigned 
shift, ˆ( )S i  

 
Allowed units, S(i) 

Hourly wages 
($) 

1 AM 0, 1, 2, 3, 4, 5, 6 17 
2 PM 1, 2, 3, 4, 5, 6, 7 17 
3 Day 2, 3, 4, 5, 6, 7, 8 18.5 
4 Evening 3, 4, 5, 6, 7, 8, 9 16 
5 Evening 4, 5, 6, 7, 8, 9, 10 17 
6 Night 5, 6, 7, 8, 9, 10, 11 19 
7 Night 6, 7, 8, 9, 10, 11, 12 18.5 
8 Day 7, 8, 9, 10, 11, 12, 13 18.5 
9 Day 8, 9, 10, 11, 12, 13, 0 19 
10 Day 9, 10, 11, 12, 13, 0, 1 18 
11 Evening 10, 11, 12, 13, 0, 1, 2 17 
12 Evening 11, 12, 13, 0, 1, 2, 3 17 
13 Night 12, 13, 0, 1, 2, 3, 4 17 
14 Night 13, 0, 1, 2, 3, 4, 5 17 
15 Day 0, 1, 2, 3, 4, 5, 6 18.5 
16 Day 1, 2, 3, 4, 5, 6, 7 18 
17 Evening 2, 3, 4, 5, 6, 7, 8 19 
18 Evening 3, 4, 5, 6, 7, 8, 9 17 
19 Night 4, 5, 6, 7, 8, 9, 10 17 
20 Night 5, 6, 7, 8, 9, 10, 11 17 

 



 

 137 
 

Table 4.3. Input Data for Regular Nurse for Problem 1 

Regular 
nurse, i 

Assigned 
shift, ˆ( )S i  

Home  
unit 

Allowed 
units, S(i) 

Hourly 
wage ($) 

Permitted 
overtime periods  

1 Off 1 0, 1, 3, 4, 5 17 Day 
2 Day 2 1, 3, 6, 7 18.5 Evening 
3 Day 4 3, 5, 6, 7 21 Evening 
4 Evening 6 2, 10, 12 17 Day, Night 
5 Evening 11 3, 11, 12 18.5 Day, Night 
6 Night 2 10, 11, 12 22 Evening 
7 Night 2 7, 8, 9 21 Evening 
8 Off 1 0, 6, 7 21 Evening 
9 Day 2 4, 8, 9 18.5 Evening 
10 Day 6 5.9, 10 17 Evening 
11 Evening 10 8, 9, 10 17 Day, Night 
12 Evening 10 8, 9, 12 18.5 Day, Night 
13 Night 9 8, 9 18.5 Late evening 
14 Night 9 9, 10 18.5 Late evening 
15 Day 9 0, 4, 5 21 Early evening 
16 Day 9 0, 4, 7 21 Early evening 
17 Evening 6 6, 7, 8, 9 22 Late day 
18 Evening 13 6, 7, 8, 9 17 Early night 
19 Night 9 10, 11 17 Evening 
20 Night 2 10, 11, 13 21 Evening 

 
Table 4.4 lists the value of each parameter in constraint (4-1h) and the cost 

coefficients used in the objective function (4-1a).   The entries for cjp and cjs are constant 

for all indices implying that there is no differentiation among on-call nurses and among 

agency nurses.  For the last entry, cijks, only the base value of is given.  The actual value 

used was obtained by perturbing the hourly rate by a small amount to differentiate the 

cost of reassigning nurse i to any of the units in which she is eligible to work.  Table 4.5 

gives the availability data for agency nurses by shift and for on-call nurses by period for 

problem 1.  The use of the latter is restricted to evening and night shifts.  Table 4.6 

displays the incremental demand data, Djp, by unit and period, where a value of 0 actually 

means that Djp ≤ 0.  When a surplus exists, it is assumed that the nurse manager has 

identified those individuals who will be either floated or cancelled in the solution. 
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Table 4.4.  Model Parameters and Their Values 

Parameters Value 
1
ip  penalty for floating nurse i to another unit 1 
2
ip  penalty for floating nurse i and then assigning overtime in next shift 4 
3
ip  penalty for unproductive assignment (cancellation) of nurse i 6 
4p  penalty for an on-call assignment 8 

1
ic  cancellation cost for nurse i 3 hr of pay 
2
ic  incremental cost of floating nurse i and then assigning overtime in next shift $10 

cjp cost of using an on-call nurse in unit j during period p $120/period 
cjs cost of using an agency nurse in unit j during shift s $312 
cijks reassignment cost from unit j to unit k for shift s for nurse i hourly rate 
 
 

Table 4.5.  Availability Data for Agency and On-call Nurses for Problem 1 

 Agency shift On-call period 
Unit Day Evening Night 1 2 3 4 5 6 

0 1 1 1 0 0 0 1 2 1 
1 1 1 1 0 0 0 1 1 2 
2 0 0 0 0 0 0 1 1 1 
3 0 0 0 0 0 0 2 1 1 
4 1 1 1 0 0 0 1 2 1 
5 1 1 1 0 0 0 1 1 2 
6 0 0 0 0 0 0 1 1 1 
7 0 0 0 0 0 0 2 1 1 
8 1 1 1 0 0 0 2 1 1 
9 1 1 1 0 0 0 1 1 2 
10 0 0 0 0 0 0 1 1 1 
11 0 0 0 0 0 0 2 1 1 
12 0 0 0 0 0 0 2 1 1 
13 0 0 0 0 0 0 1 2 1 
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Table 4.6.  Incremental Demand by Unit for Problem 1 

   Period   
Unit 1 2 3 4 5 6 

0 2 2 1 1 2 2 
1 1 1 2 2 2 2 
2 0 0 3 3 0 0 
3 1 1 2 2 1 1 
4 0 0 0 0 0 0 
5 1 1 3 3 4 4 
6 4 4 0 0 4 4 
7 2 2 2 2 1 1 
8 3 3 2 2 3 3 
9 0 0 3 3 0 0 
10 3 3 0 0 3 3 
11 2 2 0 0 2 2 
12 2 2 2 2 2 2 
13 1 1 0 0 2 2 

 

4.5.2 Experimental Design and Results for Non-Split Shift Problem 

Two sets of experiments were run to determine the computational effort required to solve 

model (4-1) and to investigate the implications of trying to accommodate preferences on 

a daily basis.  In the first set, the preference constraint (4-1h) is omitted so cost is the only 

consideration.  In the second set, the tradeoff between monetary outcome and preference 

violations were studied by parametrically varying the value of Pmax.  Initially, Pmax is set 

to the value associated with the solution obtained in the first set of experiments in which 

(4-1h) is not included (see last row in Table 4.7). 

Computation times were negligible for all instances.  Solutions were found by 

CPLEX at the root node of the search tree within a fraction of a second for the first set of 

experiments and within several seconds for the second set.  At first, it was believed that 

this was primarily due to the lack of differentiation in the cost cijs of assigning nurse i to 

unit j for all j ∈ J(i) during shift s, as well as the lack of differentiation in the float cost 

cijks as originally defined.  Both sets of coefficients are a function of the wage rate given 

in Table 4.2 for nurse i and initially were assumed to be independent of unit assignments 
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j and k.  Perturbing the values of cijs and cijks, though, had no effect on the computational 

effort or the size of the search tree. 

One possible explanation for this relates to the structure of the local constraints 

associated with each nurse i.  Although the feasible region of the IP is not totally 

unimodular, Eqs. (4-1c) – (4-1g) can be rewritten as flow balance constraints by 

appropriately redefining the decision variables.  Anecdotally speaking, the presence of a 

pure network substructure in a problem often leads to quick solutions.  A summary of the 

results is given in Table 4.7 for the first set of experiments.  The gaps are filled initially 

by the least expensive option, the pool nurses, and then by combinations of the remaining 

resources.  In the absence of a restriction on preference violations, sufficient resources 

are available to satisfy all demand, expect for problem 7.   Solutions were always found 

at the root node, after several dozen rows and columns were eliminated by CPLEX’s 

presolve routine, and after an equal number of constraints were added by the cut 

generator.  These cuts were derived from the intersection graph constructed from a 

portion of the model’s A-matrix. 

 
Table 4.7.  Summary of Computations for First Set of Experiments 

 Problem no. 
Output features 1 2 3 4 5 6 7 
Pool nurses used 20 20 20 20 20 20 20 
Regular nurses floated 17 37 44 17 38 48 66 
Overtime nurses (shifts) 7 5 11 1 2 5 11 
On-call nurses used 
(shifts) 

9 4 4 3 5 8 1 

Agency nurses needed 
(shifts) 

13 10 12 8 11 10 6 

Gaps 2.5 0 0 0 0 0 1 
Nodes in B&B tree 1 1 1 1 1 1 1 
Solution time (sec) < 1 < 1 < 1 < 1 < 1 < 1 < 1 
Monetary cost ($) 17,172 11,869 16,152 8,519 12,231 15,426 19,705 
Pmax at solution 258 308 442 138 310 424 500 
 

Table 4.7 also reports the quality of the solution for each problem instance as 

measured by the number of pool nurses used, the number of regular nurses floated, the 

number of overtime 8-hour shifts included, and the extend to which on-call and agency 
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nurses are used.  The bottom row of the table gives the weighted sum of undesirable 

patterns associated with each solution, designated as Pmax. 

When the preference constraint is activated by reducing the value of Pmax to some 

number below the maximum determined in the first set of experiments, the feasible 

region becomes tighter, thus restricting the set of feasible solutions.  Computations times 

increase a bit because more cuts in the form of cover inequalities are added by CPLEX in 

the enumeration process before convergence occurs.  Nevertheless, total computational 

times were no more than a few seconds and only a handful of nodes had to be explored. 

The assignments resulting from solution of problem 1 without constraint (4-1h) 

are shown in Tables 4.8 through 4.11.  Table 4.8 reports the unit assignment for each pool 

nurse with allowed units previously given in Table 4.2 for ease of comparison.  Table 4.9 

describes the assignments for the regular nurses.  The first four columns are part of the 

input, the fifth and sixth columns indicate the overtime assignments in terms of the unit 

and period, respectively.  The floating assignments are shown in the last column of Table 

4.9.  As an example, consider nurse 4 who is was assigned to work an Evening shift in 

the midterm schedule.  Instead she is floated from her home unit 6 to unit 2 for the 

Evening shift.  Also, because she was available for overtime and several of the units in 

which she is eligible to work were understaffed, the solution assigned her a Day shift in 

unit 10.  This scenario illustrates one of the more complicated situations. 

The assignments for the on-call and agency nurses are provided in Table 4.10.  It 

is assumed that each agency nurse must be hired for an 8-hour shift.  The last six columns 

in the table give the assignments for the on-call nurses for each 4-hour period in the 

planning horizon.  The overall solution for each unit in the hospital is shown in Table 

4.11.  The cell entries indicate what types of nurses were selected to meet the incremental 

demand requirements.  Each resource is denoted by a letter (P = pool, F = float, A = 

agency, OT = overtime, OC = on-call) and a number.  The letters indicate the type of 

nurse, while the numbers indicate the number of the specific resource needed in the case 

of agency and on-call nurses, or index of the nurse assigned to the unit in the case of pool 

and regular nurses. 
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Table 4.8.  Example Assignment for Pool Nurses in Problem 1 

Pool 
nurse 

Assigned 
shift 

 
Allowed unit 

Assigned 
unit  

1 AM 0, 1, 2, 3, 4, 5, 6 3 
2 PM 1, 2, 3, 4, 5, 6, 7 3 
3 Day 2, 3, 4, 5, 6, 7, 8 8 
4 Evening 3, 4, 5, 6, 7, 8, 9 7 
5 Evening 4, 5, 6, 7, 8, 9, 10 7 
6 Night 5, 6, 7, 8, 9, 10, 11 6 
7 Night 6, 7, 8, 9, 10, 11, 12 6 
8 Day 7, 8, 9, 10, 11, 12, 13 13 
9 Day 8, 9, 10, 11, 12, 13, 0 12 
10 Day 9, 10, 11, 12, 13, 0, 1 11 
11 Evening 10, 11, 12, 13, 0, 1, 2 1 
12 Evening 11, 12, 13, 0, 1, 2, 3 12 
13 Night 12, 13, 0, 1, 2, 3, 4 1 
14 Night 13, 0, 1, 2, 3, 4, 5 5 
15 Day 0, 1, 2, 3, 4, 5, 6 6 
16 Day 1, 2, 3, 4, 5, 6, 7 7 
17 Evening 2, 3, 4, 5, 6, 7, 8 5 
18 Evening 3, 4, 5, 6, 7, 8, 9 5 
19 Night 4, 5, 6, 7, 8, 9, 10 6 
20 Night 5, 6, 7, 8, 9, 10, 11 5 
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Table 4.9.  Assignments for Regular Nurses in Problem 1 

Regular 
nurse 

Assigned 
shift 

Home  
unit 

Allowed 
unit 

Float to 
unit 

 
OT unit 

Overtime 
period  

1 Off 1 0, 1, 3, 4, 5 - - None 
2 Day 2 1, 3, 6, 7 6 2 Evening 
3 Day 4 3, 5, 6, 7 7 - None 
4 Evening 6 2, 10, 12 2 6 Day 
5 Evening 11 3, 11, 12 3 11 Night 
6 Night 2 10, 11, 12 12 - None 
7 Night 2 7, 8, 9 8 - None 
8 Off 1 0, 6, 7 - - None 
9 Day 2 4, 8, 9 8 2 Evening 
10 Day 6 5.9, 10 10 - None 
11 Evening 10 8, 9, 10 9 10 Day 
12 Evening 10 8, 9, 12 12 10 Late-Day 
13 Night 9 8, 9 8 - None 
14 Night 9 9, 10 10 - None 
15 Day 9 0, 4, 5 - - None 
16 Day 9 0, 4, 7 0 - None 
17 Evening 6 7, 8, 9 8 6 Day 
18 Evening 13 6, 7, 8, 9 9 - None 
19 Night 9 10, 11 10 - None 
20 Night 2 10, 11, 13 13 - None 

 
 

Table 4.10. Assignments for Agency and On-call Nurses for Problem 1 

 Agency shift On-call period 
Unit Day Evening Night 1 2 3 4 5 6 

0 1 1 1 0 0 0 0 1 1 
1 1 1 1 0 0 0 0 1 1 
2 0 0 0 0 0 0 0 0 0 
3 0 0 0 0 0 0 0 0 0 
4 0 0 0 0 0 0 0 0 0 
5 1 1 1 0 0 0 0 1 1 
6 0 0 0 0 0 0 0 1 1 
7 0 0 0 0 0 0 0 1 1 
8 1 1 1 0 0 0 0 0 0 
9 0 1 0 0 0 0 0 0 0 

10 0 0 0 0 0 0 0 1 1 
11 0 0 0 0 0 0 0 1 1 
12 0 0 0 0 0 0 0 1 1 
13 0 0 0 0 0 0 0 1 1 
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Table 4.11.  Full Set of Assignments over 24 Hours for Problem 1 

   Period   
Unit 1 2 3 4 5 6 

0 F16, 1A F16, 1A 1A 1A 1OC, 1A 1OC, 1A 
1 1A 1A P11, 1A P11, 1A P13, 1OC, 

1A 
P13, 1OC, 

1A 
2   F4, OT2, 

OT9 
F4, OT2, 

OT9 
  

3 P1 P1 F5, P1 F5, P2 P2 P2 
4       
5 1A 1A P17, P18, 

1A 
P17, P18, 

1A 
P14, P20, 
1OC, 1A 

P14, P20, 
1OC, 1A 

6 F2, P15, 
OT4, OT17 

F2, P15, 
OT4, OT17 

  P6, P7, 
P19, 1OC 

P6, P7, 
P19, 1OC 

7 F3, P16 F3, P16 P4, P5 P4, P5 1OC 1OC 
8 F9, P3, 1A F9, P3, 1A F17, 1A F17, 1A F7, F13, 1A F7, F13, 1A 
9   F11, F18, 

1A 
F11, F18, 

1A 
  

10 F10, OT11 F10, OT11, 
OT12 

  F14, F19, 
1OC 

F14, F19, 
1OC 

11 P10 P10   OT5, 1OC OT5, 1OC 
12 P9 P9 F12, P12 F12, P12 F6, 1OC F6, 1OC 
13 P8 P8   F20, 1OC F20, 1OC 

 

To understand the tradeoff between monetary cost and preference violations, the 

model was run with different values of Pmax, the maximum allowable cumulative penalty 

associated with undesirable patterns.  As Pmax is decreased, costs increase up to the point 

where the feasible region is empty.  Figure 4.3 depicts the tradeoff curve for problem 1.  

The point on the far right of the curve corresponds to the unconstrained case whose 

solution is given in the bottom two rows of Table 4.7.  Here, the cost is $17,172 and Pmax 

= 258.  As Pmax is decreased and the model rerun, the objective function increases at an 

increasing rate until Pmax = 80.  At this point, the cost is $44,022, almost 100% above the 

best achievable cost.  For values of Pmax below 80, the problem is infeasible.  Similar 

behavior was observed for the other problems investigated.  
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Figure 4.3.  Cost preference tradeoff for problem 1 of Non-Split Case 

 
4.6 Computational Result for Split Model 

The column generation approach was implemented in Visual C++ and linked to the 

CPLEX 7.1 callable libraries which were used to solve the LP master problem (4-3a) – 

(4-3e) and the IP subproblems (4-6a) – (4-6h).   

 To test the methodology, five “difficult” problem sets were created based on 

operational data obtained from several U.S. hospitals.  Table 4.12 identifies the parameter 

settings for these instances, which are divided into five groups ranging in size from 20 to 

200 nurses.  Column 2 indicates the total number of nurses and column 3 gives a 

breakdown by type (X1 - X2 - X3 - X4), where X1 = number of nurses who can be 

floated during their regular shift and who are available for overtime, X2 = number of 

nurses who only float, X3 = number of nurses who are available for overtime but do not 

float during their regular shift, and X4 = pool nurses.  The number of units in which a 

nurse is qualified to work, |F(i)| or |J(i)|, was randomly determined by sampling from a 

uniform distribution, U(3,7).  The average number of units is given in column 4. The total 

units considered for each problem set is 10 for problem 1-10 and 14 for problem 11-25. 

The remaining input characteristics given in Table 4.12 are the supply-demand 

relationship and the maximum penalty value, Pmax.   For the 24-hour planning horizon, 

the ‘excess supply’ in column 5 indicates the maximum possible working hours for all 

nurses, as determined by their profiles.  Some nurses are only available during their 
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regular shift, while others only for overtime.  In addition, a nurse cannot be scheduled for 

more than 16 hours a day.  The ‘demand’ in column 6 identifies the extent of 

undercoverage in the hospital.  This requirement is satisfied from a combination of 

internal and external resources, or is represented by a ‘gap’ in the solution.  Internal 

resources include floaters, overtime, and pool nurses, while external resources include 

agency and on-call nurses.  The fact that supply exceeds demand in all problem instances 

simply indicates that there is a mismatch between the two. 

 

Table 4.12. Summary of Problem Instance Characteristics 

Problem 
no. 

Total no. 
nurse 

Composition 
of nurse types 

Average 
units per 
nurse 

Excess 
supply 
(hours) 

Demand 
(hours) 

Maximum 
penalty 

1 20 10-0-0-10 4.3 244 204 80 
2 20 5-5-0-10 4.3 204 184 80 
3 20 5-5-5-5 4.55 196 184 70 
4 20 10-5-0-5 4.55 236 236 80 
5 20 10-5-0-5 4.55 236 184 80 
6 50 10-10-20-10 4.56 456 588 250 
7 50 20-15-10-5 4.56 544 588 275 
8 50 30-0-0-20 4.56 628 568 225 
9 50 30-0-0-20 4.56 628 588 225 
10 50 10-10-20-10 4.35 456 568 225 
11 80 25-10-25-20 5.11 1376 860 250 
12 80 25-10-25-20 5.11 1376 672 215 
13 80 30-0-25-25 4.86 1200 624 200 
14 80 20-20-20-20 4.86 1536 720 300 
15 80 20-20-20-20 4.86 1536 780 300 
16 150 30-30-60-30 4.23 1352 860 185 
17 150 25-25-80-20 4.23 1296 628 300 
18 150 40-10-60-40 4.23 1472 892 285 
19 150 25-25-80-20 4.23 1296 892 250 
20 150 30-30-60-30 4.23 1352 904 220 
21 200 30-30-110-30 4.07 1656 860 151 
22 200 50-25-75-50 4.11 1948 936 275 
23 200 20-20-60-100 4.29 1844 1032 245 
24 200 30-30-110-30 4.07 1656 936 150 
25 200 50-50-50-50 4.12 2020 1428 500 
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The total penalty in the last column of Table 4.12 determines the tightness of 

constraint (2d).  When this constraint is tight in an LP solution, many of the yik and ojp 

variables are fractional, thus making the original IP more difficult to solve.  Before fixing 

Pmax, about 5 most difficult instances were selected and solved in each of the five groups 

cases.  The other penalty coefficients used in constraint (4-3d) are listed in Table 4.13. 

 
Table 4.13. Penalty Settings  

Source of violation Penalty 
Floating a regular nurse from home unit for 4 hours, 1

ip  3 

Canceling a nurse, 2
ip  3 

Splitting a shift during consecutive working hours, 3
ip  8 

Using an on-call nurse, p4 14 
 

 In addition to the tightness of (4-3d) and the number of nurses under 

consideration, there are two other input factors that make a problem difficult.  The first is 

the proportion of assignment types given in column 3 of Table 4.12.  In general, the more 

periods that a nurse may be scheduled, the larger the feasibility region of the associated 

subproblem (4-6a) – (4-6h) and hence the more difficult it is to solve.  Nurses who float 

and are available for overtime may be assigned between two to four periods, while nurses 

who are only available for overtime may be assigned between one or two periods.   

The second factor is the number of units to which a nurse may be assigned.  This 

value determines the cardinality of F(i) and J(i), and hence the number of xijp variables in 

subproblem i.  Taken together, these two factors give an upper bound on the total number 

of possible schedules for a nurse.  For example, a nurse who can work in any of 5 units in 

4 different periods has 54 = 625 possibilities that must be considered. 

 

Implementation. Preliminary testing of the B&P algorithm suggested that several 

components be eliminated.  The first was the tabu search heuristic, which gave 

disappointing results.  For an 80-nurse problem, for example, it took 45 seconds to 

perform 50 iterations, while the D-W procedure took only 6 seconds on average to solve 

the restricted MP at each node in the search tree.  Moreover, tabu search converged 
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slowly and rarely found a feasible solution that was more than 1% below the incumbent.  

In B&P, the level of effort required for such small gains cannot be justified.  Therefore, 

the set covering heuristic was only used for the upper bound computations.  It was run at 

every five nodes for up to 30 seconds, but rarely reached this limit.  At the root node, the 

resultant optimality gap was always within 7% and usually much less.  

 A second component eliminated was cut generation.  Adding cuts improved the 

LP bound initially, but when the restricted MP was reoptimized, the new bound was only 

a fractional percentage above the original.  In view of these results, no further 

investigation was warranted.  Some statistics are provided at the end of the section.    

4.6.1 Solution Characteristics for Test Problems  

The performance of the B&P algorithm was measured by the solution quality and 

computational effectiveness.  Table 4.14 summarizes the solution quality for the adjusted 

schedules in terms of total cancellations, required overtime hours, on-call nurses, and 

unmet demand (gap).  The computations were halted when all nodes were fathomed due 

to infeasibility or bounds, or when the total number of nodes explored reached a 

threshold value of 1000. 

 Column 2 shows the total numbers of cancelled (regular or pool) nurses who are 

scheduled to work a regular period but are not needed in their home unit and are not 

floated.  These nurses receive monetary compensation equal to two hours of their basic 

wage.  Column 3 (not needed) indicates the number of nurses who have volunteered for 

overtime in another unit but are not scheduled and do not have to be compensated.  

Nurse-unit compatibility determines, in part, whether overtime is assigned.  

The next five columns in Table 4.14 deal with assigned internal resources.  There 

are two possibilities: overtime and float.  For the former, total overtime hours is reported 

in column 4 and average overtime hours is in column 5.  The average is calculated by 

using only overtime nurses in the denominator. A nurse can work for up to eight hours of 

voluntary overtime.  Column 6 gives the total hours of demand covered by floaters, while 

“total floats” in column 7 gives the number of nurses who are floated to other units.  The 

next three columns (agency, on-call, gap) report the number of hours filled by outside 



 

 149 
 

resources (agency, on-call) and the total number of uncovered hours (gap).  The last 

column gives the average penalty violation per nurse. Only nurses with non-zero penalty 

are included in the calculation. 

Table 4.14. Solution Quality for Test Problems 
Prob 
no. 

 
Cancel 

Not 
needed 

Total OT 
hours 

Avg OT 
hours 

Floaters 
(hours) 

Total 
floats 

Agency 
hours 

On-call 
hours 

Gap 
hours 

Avg 
penalty 

1 5 0 8 8 132 15 48 0 0 5.42 
2 7 0 0 0 112 13 32 0 4 4.87 
3 3 3 28 7 92 11 80 0 8 6.0 
4 4 3 28 5.6 92 11 96 0 36 5.75 
5 0 0 20 6.67 124 17 48 0 4 8.67 
6 3 2 176 6.52 204 23 144 12 80 7.31 
7 5 0 148 6.73 276 32 144 0 56 7.22 
8 1 0 124 6.53 360 43 144 0 4 9.08 
9 1 0 128 6.40 376 44 128 0 16 9.08 
10 2 2 172 6.37 220 25 128 12 84 7.50 
11 7 4 240 7.5 452 46 32 0 64 6.52 
12 7 12 172 7.82 352 38 32 8 36 5.69 
13 7 7 323 6.84 396 48 48 0 8 5.74 
14 12 3 188 6.06 388 44 112 0 40 5.08 
15 0 0 228 6.71 592 65 48 0 60 6.67 
16 1 31 284 6.45 520 60 32 0 24 5.71 
17 0 32 352 6.18 500 54 32 0 28 6.12 
18 15 38 172 5.93 624 65 16 0 0 5.35 
19 10 35 352 6.29 364 38 32 0 36 5.41 
20 7 26 296 6.44 496 56 64 0 12 5.27 
21 1 70 328 6.69 484 55 32 0 12 5.77 
22 30 60 112 5.6 716 78 0 0 0 4.55 
23 35 50 40 4 1020 105 0 0 0 4.40 
24 6 58 388 6.06 440 49 32 0 36 5.00 
25 0 15 464 6.27 980 120 32 0 8 9.71 

 
The solution quality, of course, is useful for nurse managers because it informs 

them of the adequacy of their resources to meet uncovered demand.   In general, the 

interaction of such factors as the types of nurses available, excess supply hours, demand 

hours, and maximum penalty determine the allocation of resources.  When demand hours, 

for example, are substantially lower than excess supply hours, there is likely to be a 

surplus of nurses.  This translates into a high number of cancellations and limited 

overtime.  Moreover, the cost structure favors pool nurses, floaters, and overtime hours in 
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that order when demand exceeds the supply provided by the midterm schedule in any 

period.  A final point about these results is that the number of nurses canceled (Column 

2) or who have volunteered for overtime but are not needed (column 3) is, for the most 

part, a function of the excess supply and demand in the data sets.  In the 200-nurse 

instances (nos. 21 - 24), for example, there are a relatively large number of not needed 

nurses compared with the smaller instances.  

 

4.6.2 Computational Statistics for Test Problems  

Table 4.15 presents the computational results for the B&P algorithm, including run times, 

several measures of the integrality gap, the extent of the search trees, and related 

statistics.  Column 2 gives the master problem size in terms of number of rows and 

columns at the final iteration.  Because no columns are ever deleted, this is the largest LP 

solved.  However, the number of eligible columns at each node depends on the branching 

constraints imposed at that point in the tree.  The number of rows is a reflection of 

constraints (4-3b) – (4-3d) and does not change from one iteration to the next.  The 

secondary branching constraints are not included in this statistic.  

The cumulative clock time (in seconds) is given in the column 3 and accounts for 

all the steps in the algorithm from preprocessing to output generation.  Although larger 

problems, as measured by the number of nurses, tend to take longer to solve, the 150-

nurse instances appear to be the most difficult.  Column 4 reports the total number of 

nodes generated and fathomed by the B&P algorithm.  In the implementation, a node is 

explored only if the difference between the LP solution and incumbent is within the 

optimality gap given in the last column and discussed below.  
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Table 4.15. Computational Results 

Prob 

Prob. size 
(rows × 

columns) 
Time 
(sec) Nodes 

Avg time  
node 
(sec) 

Avg no. 
columns 

generated 
Best 

solution 

Node 
best 

found 

Initial   
LP 

solution 

Initial 
gap 
(%) 

Optimality 
gap 
(%) 

1 80 × 1673 128 48 2.7 4.8 4372.9 20 4313.5 1.4 0.1 
2 80 × 796 77 50 1.4 2.86 4760.2 0 4695.6 1.4 0.1 
3 80 × 1090 199 141 1.4 1.22 6559.2 110 6441.7 11.8 0.1 
4 80 × 1363 355 298 1.2 0.52 14335.3 0 13918.5 3.0 0.1 
5 80 × 1373 231 138 1.7 1.39 5557.7 130 5090.4 12.8 0.1 
6 110 × 2066 2201 1000 2.2 0.12 33150.5 15 32609.2 1.8 1.1 
7 110 × 2474 86 22 3.9 1.05 29253.2 20 28994.2 2.0 1.0 
8 110 × 3992 257 60 4.3 0.72 15042.2 30 14923 5.2 1.0 
9 110 × 3933 94 21 4.5 1.24 18156.7 10 18025.4 4.2 1.0 
10 110 × 1786 102 39 2.4 0.95 33390.8 30 33107 1.4 1.0 
11 165 × 4955 382 91 4.2 0.27 53296.7 90 52891.3 1.4 1.0 
12 165 × 5067 354 63 5.6 2.63 24628.0 50 24322.8 1.7 1.0 
13 165 × 5133 481 80 6.0 0.66 18570.8 75 18386.5 4.9 1.0 
14 165 × 4146 379 70 5.4 0.69 27733.4 50 27316.2 1.7 1.0 
15 165 × 4195 341 52 6.6 2.10 31991.5 50 31506.2 4.8 1.0 
16 235 × 4749 2432 657 4.4 0.09 29690.8 315 29156.1 2.5 1.0 
17 235 × 3884 131 21 6.2 1.71 29694.8 20 29453.7 1.7 1.0 
18 235× 4625 13 1 13 0 20418.6 0 20308.2 0.5 1.0 
19 235 × 3885 65 21 3.1 0.47 32350.8 10 31121.2 1.6 1.0 
20 235 × 4744 690 129 5.4 0.42 27714.8 35 27218.3 1.9 1.0 
21 285 × 5255 807 165 6.2 0.19 27638 150 27129.2 2.2 0.5 
22 285 × 5974 120 17 7.1 0.53 22623.2 10 22554.2 1.0 0.5 
23 285 × 3968 123 21 5.9 1.86 21448.6 10 21350.8 5.9 0.5 
24 285 × 5244 129 22 5.9 0.50 35330.8 20 32451.6 1.3 0.5 
25 285 × 5946 336 36 9.3 1.69 39061.2 29 38820.9 1.6 0.5 

 

The average time per node in seconds and the average number of new columns 

added per node excluding the root node are reported in columns 5 and 6, respectively.   

As can be seen, there is a wide variation in the number of nodes per problem, both within 

each group of five instances and between groups.  No trend is discernable.  The same can 

be said for the average number of columns per node, although this statistic provides some 

insight on the effectiveness of the initial columns.  The poorer the quality of the initial 

columns, the greater the number of new columns that are generated at each node.  This 

translates into an increase in the computational time per node.   
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Empirically, the number of columns added per node decreased as the search tree 

grew.  Because columns are never deleted from the master problem, at some point, few if 

any implicit columns price out favorably.  Moreover, the number of fractional variables 

remained relatively constant even though the branching restrictions changed.  In light of 

these observations, an alternative pricing strategy was investigated in which the search 

for new columns was halted as soon as the first was found.  Without exception, this 

approach led to a slight increase in overall run times and so was abandoned. 

The last five columns in Table 4.15 provide insight into the efficiency of the 

algorithm and the tightness of the LP solution at the root node.  The objective function 

value of the best feasible solution found is reported in column 7.  This is an aggregate 

monetary value that includes the cost of nurses plus a penalty for uncovered demand 

associated with the gap variables, gjp.  Column 8 identifies the node at which the best 

solution was found.  Although there does not appear to be any discernable pattern within 

a group of problems, or with respect to the overall size of the search tree, for a large 

number of cases, the best node was not encountered until late in the enumerative process.  

A closer look at the individual trees revealed that many were not balanced.  Because of 

the depth-first nature of the search, it was often necessary to go deep into the tree to find, 

what turned out to be, the best feasible solution.  Once encountered, fathoming was 

quick.  

The tightness of the LP solution at the root node is reported in column 9 and the 

initial gap is given in column 10.  The latter is the percent difference between the integer 

solution obtained with the set covering heuristic and the LP solution at the root node; that 

is, (zIP – zLP)/zLP × 100%.  The initial gap indicates the effectiveness of the heuristic at the 

root node in converting the fractional solution obtained with D-W decomposition to a 

feasible integer solution.  

The last column in Table 4.15 lists the optimality gap used for termination.  This 

value is the worst possible percentage difference between the (unknown) optimal integer 

solution and the smallest lower bound associated with the problem.  It also serves as a 

tolerance to determine when to fathom a node with a fractional solution.  More precisely, 
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when (1 + optimality gap) × zLP < best integer solution, the node is fathomed.  Based on 

the realized difficulty in solving problems of various sizes, a 0.1% tolerance was used for 

the 20-nurse instances, a 1% tolerance for the 50-, 80-, and 150-nurse instances, and a 

0.5% tolerance for the 200-nurse instances.  With the exception of problem no. 25, the 

best solution was always found by the heuristic rather than by integrality of the master 

problem.  

 

4.6.3 Summary by group 

The overall performance of the B&P algorithm can be measured by its running time for a 

prespecified optimality gap.  For the 25 test problems, computation times varied from 77 

seconds to 2432 seconds, or a bit more than 1 minute to 40 minutes.  Most large problems 

were solved within 16 minutes, while the smaller ones with 20 and 50 nurses were solved 

in less than 5 minutes.  Table 4.16 summarizes the results by group.  As expected, 

computational times grow with the number of nurses (the exception being the 200-nurse 

instances), as do the total columns generated and the average time to solve each node.  In 

contrast, the average number of columns generated per node does not exhibit any 

consistent behavior. 

 
Table 4.16. Summary Statistics for Computational Results 

Total no. 
nurses 

Avg no. 
columns 

Avg 
time 
(sec) Nodes 

Avg time 
/ node 
(sec) 

Avg no. 
columns / 

node 

Node 
best 

found 

Initial 
gap 
(%) 

20 1259 198 135 1.68 2.158 52 6.08 
50 2850.2 307.8 468.6 3.46 0.816 21 2.92 
80 4699.2 387.4 71.2 5.56 1.27 63 2.9 
150 4377.4 666.2 165.8 6.42 0.538 76 1.64 
200 5277.4 303 52.2 6.88 0.954 43.8 2.4 

 

Two factors contribute to the size of the search tree: the given optimality gap and 

the quality of heuristic solution.  Somewhat surprisingly, the number of nurses is not 

correlated with the total number of nodes.   Problem nos. 1 - 5 with 20 nurses have a 
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higher average node count than problem nos. 11 - 15 with 80 nurses and 21 - 25 with 200 

nurses.  

Although there is no obvious relationship between the size of the tree and the 

characteristics of a problem, the quality of the solution provided by the set covering 

heuristic plays an important role in fathoming.  If good feasible solutions are found early 

on, then many nodes are likely to be fathomed high in the tree, thus limiting its size.  The 

performance of the heuristic is closely related to the number of fractional variables in the 

master LP solution.  As the number of columns in the master problem grows, so does the 

possibility of fractional solutions and the effort required to achieve convergence.   

For those problems in which the best node was identified retrospectively to be 

close to the root node and far from the terminal node, the heuristic solutions were seen to 

be of poor quality, that is, far from the LP solutions.  This led to relatively deep trees in 

about 25% of the instances.  In problem no. 2, for example, the optimal solution was 

found at the root node, but it was necessary to explore 50 more nodes before the search 

could be terminated. 

The average time to solve a node is determined primarily by the size of the master 

problem, which, in turn, grows with the complexity of the pricing problems.  The latter is 

a function of the nurse types given by the X1 entry in column 3 of Table 4.12 and the 

number of units to which they can float.  The more nurses that are available to float and 

work overtime (X1), the greater the number of columns that can be generated in the 

pricing problems. For example, problem no 22 has 50 nurses who can float and work 

overtime and who can be assigned to an average of 4.11 units.  The total number of 

columns generated was 5,974.  In contrast, problem no. 23 has 20 nurses of the same type 

but with slightly more units to which they can be assigned (4.29).  The total number of 

columns generated in this instance was only 3,968.  

 

4.6.4 Sensitivity Analysis 

While experimenting with different settings for the aggregate penalty parameter, Pmax, 

there was little correlation between this value and algorithmic performance.  
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Nevertheless, there is a strong negative relationship between Pmax and cost because 

increasing Pmax allows columns with higher penalties for regular and pool nurses to be 

included in a solution.  These columns have much lower cost that those associated with 

agency nurses, on-call nurses, and uncovered demand, which would otherwise have be to 

used to obtain feasibility.  The net effect is an overall reduction in the objective function 

value. 

To illustrate this relationship, a 70-nurse problem (50-0-0-20) was solved for 12 

values of Pmax ranging from 200 to 576.  In all cases, the B&P algorithm was terminated 

only after all nodes were fathomed using a 0.1% optimality gap as the stopping criterion.  

The total cost results are plotted in Fig. 4.4, which shows that as Pmax increases, the 

objective function first decreases rapidly and then levels off after 320.  This exponential-

type behavior was typical of all problems investigated.  Note that beyond 500, constraint 

(4-3d) is nonbinding in the optimal solution. 
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Figure 4.4 Relationship between objective function and aggregate penalty 

 
The results for run time versus aggregate penalty are plotted in Fig. 4.5.  Very 

little can be said about the relationship between these two measures except that there 

appears to be a slight upward trend for values of Pmax between 250 and 470.  For values 
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below 250, computation times are relatively high, and for values above 470, solutions are 

obtained within a matter of seconds at the root node.  
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Figure 4.5  Relationship between algorithmic efficiency and aggregate penalty 

 
 The latter observation suggests that the major source of difficulty in solving the 

daily adjustment problem is the tightness of the penalty constraint.  As the data in Fig. 4.5 

illustrates, however, some problems are more difficult than others even though their 

penalty values are close.  A more detailed analysis revealed that this observation can be 

partially explained by the amount of slack in the penalty constraint (4-3d) when evalua ted 

at the solution obtained with the IP set covering heuristic.  For all but the largest values of 

Pmax, the LP solution to the master problem is always tight with respect to (4-3d).  

However, there only exists a weak correlation between this slack and the optimality gap 

in the early stages of the computations.  

The relevant data are presented in Table 4.17 for the 70-nurse problem for the 

first 11 values of Pmax.  In each case, the computations were halted after 5 nodes were 

reached or when the optimality gap was 0.  The second column in the table reports the 

smallest lower bound of all unfathomed nodes, the third column gives the better of the 

two integer solutions found by the heuristic at the root node and node 5, the fourth 

column gives the optimality gap between the lower bound and the integer solution, and 
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the fifth column reports the slack in (4-3d).  The last column gives the solution times to 

reach convergence (same as in Fig. 4.5).  The results suggest that there exists a weak 

relationship between the slack values and gaps.  Empirically speaking using a cutoff point 

of 100 seconds, if the slack is > 2, then the problem is difficult; for values < 2, it is easy; 

when the slack = 2, there does not seem to be any correlation. 

 
Table 4.17. Optimality Gap for Different Penalty Values for 70-Nurse Problem 

Maximum 
penalty, Pmax 

LP lower 
bound 

Best integer 
solution 

Optimality 
gap (%) 

Slack in 
Eq. (4-3d) 

Overall 
time (sec) 

220 21,327.4 22,111.5 3.67 2 317 
230 20,223.1 20,453.4 1.14 2 326 
250 18,458.8 18,538.8 0.43 2 47 
270 17,298.0 17,618.8 1.85 1 161 
315 15,821 15,825.0 0.02 0 88 
350 15,498.9 15,762.7 1.7 2 257 
380 15,363.4 15,895.8 3.46 2 99 
420 15,222.3 16,519.5 8.58 3 305 
450 15,121.2 15,652.2 3.5 3 346 
470 15,060.6 15,954.6 5.9 5 127 
500 14,974.0 14,976.0 0 0 13 

 
4.6.5 MIR Cuts 

Adding valid inequalities to the master problem offers the possibility of obtaining 

improved lower bounds, but at the expense of greater run times. Unfortunately, the 

experience with a subset of the instances in Table 4.14 showed that when MIR cuts were 

added, the LP solution increased only marginally or not at all after reoptimization.  

Results for problem numbers 5, 10, 12,16, 21, and 25 are highlighted in Table 4.18.   The 

second column identifies the LP solution at the root node before MIR cuts were added; 

the third column gives the LP solution after the cuts were added and the master problem 

reoptimized with D-W (the last column indicates that no new columns were ever 

generated).  The fourth column gives the percentage improvement.  When no cuts were 

found, as indicated in the sixth column, the third and fourth columns were left blank.  

From the sixth column, it can be seen that between 0 and 30 cuts were added to the 

master problem with a maximum improvement of 0.99%. 
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 The fifth column in Table 4.18 reports the integer solution found by the heuristic 

at the root node after the MIR cuts were added and D-W reapplied.  These values are 

nearly identical to those in Table 4.15 for the same problems, so once again, no 

improvement.  The amount of time required to reoptimize the master problem and the 

number of new columns generated are reported in the last two columns of the table.  

Although these results only reflect the performance of the cut generation procedure at the 

root node of the B&B tree, they are typical when a problem is solved to optimality. 

Table 4.18. Experiment with MIR Cuts 

Problem 
no. 

Best LP 
before 

MIR cuts 
added 

LP after 
MIR cuts 

added 

Initial 
improvement 

(%) 

Integer 
solution 
at root 
node 

Total 
cuts 

added 

Extra 
time 
(sec) 

Additional 
columns 
generated 

5 5,090 -- -- 5,741 0 10 0 
10 33,107 33,176 0.20 33,581 30 15 0 
11 52,891 -- -- 53,645 0 25 0 
16 29,156. 29,446 0.99 29,882 1 40 0 
21 27,129 27,314 0.68 27,739 30 50 0 
25 38,820 -- -- 39,448 0 35 0 
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Chapter V 

Summary and Conclusions  

 

This dissertation describes various methodologies to solve three different types of staff 

scheduling problems in health care institutions the midterm scheduling problem, a multi-

level skill midterm scheduling, and a daily adjustment problem. Each problem was 

modeled as a large-scale IP. Of the solution methodologies investigated, branch-and-price 

provided the best results in most instances.  

The first part of the dissertation presented two methodologies to solve the 

midterm nurse scheduling problem. The scheduling problem in the dissertation differs 

from the usual application in that it considers both cyclical patterns and preference 

factors at the same time. The model includes seven types of hard constraints and two 

preference constraints that serve to distinguish good schedules from bad ones. Because 

the shift-view-based IP was not able to solve large instances, two different approaches 

were used: Lagrangian heuristic and branch and price. 

In Lagrangian relaxation, two different relaxations were examined. The first 

involved the preference constraints and the second involved the demand constraints.  A 

theoretical examination of the IP with the preference constraints were placed in the 

objective function as a penalty term led to the conclusion that is was not likely to provide 

good bounds.  By relaxing the demand constraints, the remaining problem decomposed 

by nurse.  The effectiveness of this approach was demonstrated on problem instances 

with up to 100 nurses and 20 rotational profiles. A heuristic was also developed to narrow 

the gap between the upper bound and lower bound of the solution. The lower bound is 

associated with the optimal multiplier problem, and was solved by using a combination of 

standard subgradient optimization in the early stages of the iterations and a bundle 

method in the later stages. The IP heuristic supplied the upper bound solution in a matter 

of minutes due to the introduction of good schedules obtained from the subproblems that 

resulted when the demand constraints were relaxed.  
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To increase the overall convergence rate, a variable fixing strategy was developed 

in the absence of an obvious way to perform branch and bound.  The idea was to 

sequentially fix rotational profiles to increase the lower bound.  Two approaches were 

investigated, one based on the criterion of minimum number of nurses in a profile and the 

other on the opportunity cost of removing a profile from a solution.  Empirically, the 

latter was more effective and converged more rapidly.   The performance of the full 

algorithm was demonstrated on problem instances with up to 100 nurses and 20 rotational 

profiles. 

Another exact method to solve the cyclic preference scheduling problem was to 

decompose the large IP into a master problem and seve ral subproblems using the idea of 

Dantzig-Wolfe decomposition. This led to a branch-and-price algorithm. To simplify the 

model representation, identical nurses were aggregated, resulting in a reformulation of 

the master problem as a general set-covering problem with integer variables. The set-

covering problem was solved as an LP using the Dantzig-Wolfe approach. The 

subproblems acted as pricing problems, which supplied ‘good’ columns to the master 

problem. Having obtained fractional solutions, it was necessary to develop new 

branching rules in the construction of the search tree. Two approaches were investigated, 

one based on the master problem variables and the other on the subproblem variables.  

Empirically, the former was more suited for instances with a large number of nurses and 

profiles, while the latter was more efficient for small and medium-sized problems.  Its 

effectiveness was demonstrated on problem instances with up to 200 nurses and 30 

rotational profiles. The ability of the algorithm to converge in a matter of minutes in most 

cases was due in part to the design of the IP-based neighborhood search heuristics, which 

always found the best solutions reported at termination. 

In an attempt to improve computational efficiency, two enhancements to the basic 

algorithm were proposed.  The first was to use a lower bound on the LP solution obtained 

from dual information, rather than the LP solution itself, to terminate the D-W iterations 

when a pre-specified gap was reached.  This approach reduced the run times but 

produced slightly worse solutions. The second was to aggregate the rotational profiles by 
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modifying the assignment constraints in the master problem. This resulted in a stronger 

formulation, and hence, stronger lower bounds, smaller search trees, and faster 

convergence.  Further aggregation might be possible for cases in which the rotational 

profiles differed by the total number of working hours in additional to the ratio values. 

The second part of the dissertation solved an extension of the midterm nurse 

scheduling problem when it deals with different skilled personnel. All instances of the 

cyclic preference scheduling model only included one nursing skill. The downgrading 

approach was used to extend the results to several skill levels. There were two different 

strategies used. The first strategy, called the combined approach, added the demand 

constraint for the lesser skilled workers and solved one big IP.  The second algorithm, 

called the sequential algorithm, solved an IP for each skill from the most versatile worker 

to the most restricted worker. The different models were linked by the net demand for 

uncovered shifts of the lesser skilled workers.  From a computational point of view, the 

results indicated that good solutions can be found quickly.  All problems were solved in 

less than 20 minutes and many within 10 minutes, a reasonable amount of time for 

planning purposes.  The importance of computational efficiency becomes more insistent 

when the need for parametric analysis is taken into account. 

As the focus of management shifts from generating rosters over a two-week 

planning horizon to real-time control, the scheduling effort moves from trying to satisfy 

individual preferences to minimizing costs.  The daily adjustment problem was designed 

to solve the reallocation problem of nursing resources on a real-time basis, taking into 

account nurse absence and the gap between the demand estimate (used in roster 

generation) and real demand. The models proposed in this dissertation allow management 

to emphasis costs without abandoning the issues that drive midterm scheduling.   

 Two models were proposed for the daily adjustment problem. The distinguishing 

element was the inclusion of split shifts for nurses. The first model reassigns nurses on a 

shift basis, and is restricted to 8-hour shifts. With inclusion of time periods and split 

shifts, a more robust model was developed.  However, the size of the decision space in 

the new formulation grows exponentially with the number of periods over which the 
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regular and pool nurse variables, x and y, are defined.  Initial testing of the model 

indicated that solution times would be on the order of 10 to 15 minutes longer for 

problem instances comparable in size to the simple model.  Therefore, a decomposition 

approach was developed to achieve reasonable efficiency. The computational results 

showed that the daily adjustment problem with split shifts can be solved efficiently for up 

to 200 nurses using branch and price.  The success of the algorithm can be largely 

attributed to the branching scheme developed to construct the search tree and to the set 

covering heuristic that provided high quality feasible solutions.  With respect to 

branching, two rules were applied.  The first was designed to exploit the presence of the 

SOS-type constraints in the subproblems.  The second was aimed at reducing the effects 

of symmetry and focused on the slack or outside nurse variables in the demand constraint 

(4-3b).  

As part of the research, two heuristics were developed to find feasible solutions 

and provide upper bounds.  The first, tabu search, works by directly manipulating the 

incumbent to arrive at a local optimum.  Although extensive testing was done with 

various neighborhood definitions, list sizes, and diversification strategies, no more than 

one or two percent improvement is achieved.  The second, a set covering- type approach, 

involves solving an IP whose columns correspond to “good” schedules.  The IP heuristic 

proved to be much more effective than tabu search and was incorporated in the B&P 

algorithm. In an effort to strengthen the lower bound provided by the solution of the 

master problem at each node in the B&B tree, general mixed- integer rounding cuts were 

added to the model.  However, they were  not effective because of the need to reoptimize 

the master problem with D-W after each round of cuts.  The amount of time spent 

checking for new columns was out of proportion to the improvement in the bound, which, 

in most cases, was negligible. 

 

Future Research 

The results of cyclic preference scheduling showed that the composition of the rotational 

profiles restricts possible coverage pattern assignments. Decomposing problems by skill 
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requires a post-processor in terms of downgrading. Although the results showed that both 

downgrading methods provided good solutions when two categories of nurses were 

scheduled at a time, further investigation is needed to evaluate their relative effectiveness 

when three or more categories are involved.  Future research will focus on this issue as 

well as methods for dealing with more specific requirements, such as the assignment of 

personnel with particular certification and experience to a shift.  It is preferable, for 

example, to have a mix of junior and senior personnel on a unit rather than just junior 

RNs. 

 A related problem centers on the augmentation of the staff in the middle of a 

cyclic schedule.  If it were possible to hire one or more nurses, the best shift profiles and 

shift assignments should be assigned with minimum alterations of the cyclic schedule 

assignments.  Although this problem sounds simple, its complexity is the same as the 

original. Another interesting area of future research would be to develop a procedure for 

determining the distribution of personnel demand over the planning horizon. The 

probability demand distribution information would then used instead of the average 

demand estimate to generate more robust midterm rosters with minimum adjustment 

requirements. The results could be used to determine the optimal rotational profile in the 

hiring decision of new nurses.  
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