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Biological data analysis can uncover hidden properties of existing experimental 

results, and guide laboratory experiments to improved efficiency. However, the growing 

volume of biological data poses a formidable computational challenge for data analysis. 

Continuous programming efforts must be made to provide efficient solutions for new 

sequence analysis problems that are constantly being raised. Using metric distance-based 

indexing methods to manage biological data has the potential to not only provide 

scalability for solving large-scale data analysis problems, but also simplify the biological 

discovery process by integrating relational database management systems with the SQL 

programming model. This dissertation focuses on algorithms and applications of 

integrating biological sequence analysis with database management systems that store 

biological data in a distance-based index structure.  

Three major issues of this integration are addressed in this dissertation: semantic 

extensions for representing biological sequences in a database management system, 

metric distance functions between sequence objects, and proximity search algorithms in 
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metric space. Specifically, the sequences are organized as overlapping q-grams so that 

similarity can be evaluated by weighted Hamming distance parameterized by a metric-

distance substitution matrix. Two methods of deriving the metric-distance substitution 

matrix are developed. And finally an anytime k-nearest search algorithm is developed to 

provide cost-effective proximity search to overcome the “curse of dimensionality” for 

searching large datasets.  

The trade-off between accuracy, speed and scalability of this approach is 

evaluated by homologous sequence retrieval. The evaluation using a proteomics 

benchmark shows that the distance-based q-gram retrieval can still maintain accuracy 

when q is at least as large as 6, which creates a domain of over 60 million key values and 

enables sufficient scalability to provide effective performance for large disk-resident 

sequence databases. The broad applicability of integrating the sequence analysis with 

relational database management systems is illustrated by proposing SQL solutions for 

several common analysis problems in bioinformatics. The effectiveness of our approach 

is demonstrated by solving a genome comparison problem: identifying conserved primer 

pair candidate sites between two plant genomes. The new solution is estimated to be an 

order of magnitude faster than alternative methods that use a combination of BLAST and 

script programming.   
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Chapter 1: Introduction 

This dissertation concerns the algorithmic structure of a relational database 

system extended with distance-based indexing and its application to biological sequence 

analysis. Data analysis is essential in biological science research. Analyzing experimental 

data enables biologists to draw conclusions and propose new hypotheses guiding future 

laboratory experiments. A common practice of biological data analysis is to compare 

newly obtained data with existing annotated data and identify similar/dissimilar patterns. 

Sequence data is a fundamental form of biological data. Determining the similarity 

between two sequences incurs a high computational cost, not to mention the fact that 

sequence analysis problems usually require exhaustive computations between all possible 

pairs over a large volume of sequence data. In addition, new genome-wide sequence 

analysis problems are constantly being raised, requiring continuous programming efforts 

to provide efficient solutions. Thus, in lieu of manually marshalling data, biologists will 

benefit from new sequence data management systems with integrated programming 

models that simplify biological discovery.  

The approach presented here organizes sequences as overlapping q-grams 

(substrings of length q) in a metric-distance based index structure embedded in a database 

management system. A prerequisite for efficient proximity-based retrieval is to develop 

biologically meaningful distance measurements among q-grams. The problem of defining 

metric distance measures for sequences is as old as biological sequence analysis itself. 

Sellers showed that a metric distance can be obtained by global alignment between two 

sequences if the set of alphabet forms metric[88]. In this dissertation, I prove that the 

same distance computed through global alignment can be obtained by weighted 

Hamming distance under defined conditions. Hence, instead of simple edit distance, the 
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metric distance between two q-grams based on global alignment is measured by weighted 

Hamming distance parameterized by a metric-distance substitution matrix. I further detail 

two ways of deriving metric-distance substitution matrices that also reflect evolutionary 

criteria. One is an reinvention of the PAM model[22].  A metric model for amino acids 

substitution is defined by revisiting the mathematics used to derive the PAM matrices as 

well as the original data. The other strategy, with potentially wider applicability, applies 

distance learning and metric nearness algorithms on a training data set. 

The metric-distance based proximity retrieval suffers from the “curse of 

dimensionality” [10]. Even for data of modest intrinsic dimensionality, the correctness of 

proximity search may only be ensured by exhaustive search[62]. An anytime k-nearest 

neighbor (AKNN) search algorithm was developed as a cost-effective similarity search 

method. In an AKNN search, a greedy answer set is quickly identified and monotonically 

improved until it converges to an optimal solution. However, the search process can be 

terminated at any time during the search and return an approximate answer set. The early 

termination conditions are studied to optimize the trade-off among speed, accuracy and 

scalability for practical bioinformatics problems. 

The effectiveness of this proposed approach is validated empirically by applying 

it to two practical sequence analysis problems, protein homology and whole genome 

nucleotide sequences comparison. The trade-off between accuracy, speed and scalability 

is evaluated through homologous sequence retrieval, a fundamental task in 

bioinformatics. The evaluation results using a proteomics benchmark show that distance-

based q-gram retrieval can still maintain accuracy when q is at least as large as 6, which 

creates a domain of over 60 million key values and enables scalability sufficient to 

provide effective performance for large disk-resident sequence databases. The 

effectiveness of our approach is demonstrated by a case study of identifying the 
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conserved primer pair candidate sites between two genomes. The computation is 

estimated to be an order of magnitude faster than alternative methods that use a 

combination of BLAST and additional script programming.   

This chapter presents the background information that motivates proposed 

methods. It starts with a brief introduction to common practices of biological sequence 

analysis. Two major computational challenges for biological data analysis are then 

identified: the volume of data, and the need for constant innovation to meet 

computational goals. Section 1.3 describes a general framework to improve similarity 

search efficiency for biological sequences. Section 1.4 introduces motivation and 

practices to integrate analysis problems with a database management system.   

1.1 INTRODUCTION TO SEQUENCE ANALYSIS 

Sequence analysis is one of the most important tasks in bioinformatics. A 

biological sequence is a string representation for the primary structure of a biopolymer. 

The two most important types of sequences are nucleotide sequences and protein 

sequences. A nucleotide sequence consists of a set of nucleic acids, either 

deoxyribonucleic acids (DNA) or ribonucleic acids (RNA). Nucleotide sequences encode 

the vital genetic information essential for biological development and can be translated 

into protein sequences. A protein sequence consists of a set of amino acids. Proteins are 

the essential building blocks and functional units for all cellular forms of life. 

Understanding the composition and function of biological sequences is the key for 

biological discoveries.  

The composition of biological sequences is determined experimentally through 

the process of sequencing. The efficiency of sequencing has been improved dramatically 

in recent years, due to the advance of biotechnology in molecular biology and 

biochemistry. As a result, sequence data has been accumulating at an accelerated rate.  
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On the other hand, determining the function of biological sequences 

experimentally is still a lengthy and complicated process, with high monetary and labor 

costs. Since the primary structure of a sequence is a major factor in determining its 

function, two sequences with a similar primary structure often share biological functions 

and properties. Hence, the function of an unknown sequence can often be inferred by 

those annotated sequences with a similar primary structure. Such computational analysis 

can directly deepen the understanding of sequence data and provide valuable guidance for 

wet-lab experiments.  

Identifying a set of similar sequences is thus a routine practice for sequence 

analysis. Similar sequences, also known as homologous sequences, refer to those 

sequences that are likely to share a common ancestry. This could be evolutionary 

ancestry, meaning that the structures evolved from a common ancestor, or developmental 

ancestry, meaning that the structures arose from the same tissue in embryonic 

development.  

A common way of determining the degree of homology among sequences is by 

examining pair-wise alignment. An alignment can be represented by a matrix where each 

row corresponds to one sequence. Spaces, or gaps, are inserted so that similar characters 

from two sequences are aligned in the same column. There are two types of alignments: 

global alignment (Definition 1.1) and local alignment (Definition 1.2) [35]. In a global 

alignment, all characters from two sequences are aligned. However, in a local alignment, 

only sub-sequences from two sequences are aligned. Local alignments are especially 

useful to identify similarity of regions among sequences which are not similar in a larger 

context.  

Definition 1.1 Global Alignment Given an alphabet A, two sequences s={s1s2s3…sm|si∈ 

A }, t={t1t2t3…tn|ti∈ A }, and an evolutionary model represented as a character 
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substitution distance matrix M, the global alignment problem is to find strings α, β, which 

are obtained from s and t respectively by inserting spaces, either into or at the ends of s 

and t, and whose score computed using M, is maximum (for similarity measure or 

minimum for distance measure) over all pairs of such strings obtained from s and t. 

Definition 1.2 Local Alignment Given an alphabet A, two sequences s={s1s2s3…sm|si∈ 

A }, t={t1t2t3…tn|ti∈ A }, and an evolutionary model represented as a character 

substitution distance matrix M, the local alignment problem is to find substrings α and β 

of s and t, respectively, whose similarity (optimal global alignment) value is maximum 

over all pairs of substrings from s and t.  

Given a set of sequences and a query sequence, a basic sequence analysis 

problem, known as the homology search problem (hsp), is to retrieve a subset of 

sequences whose local alignment scores with a query sequence are higher than a given 

threshold. The exact alignment between two sequences can be computed using a dynamic 

programming algorithm with the cost of O(mn), where m and n are the lengths of the two 

sequences [92].  

1.2 THE COMPUTATIONAL CHALLENGES OF SEQUENCE ANALYSIS 

In addition to the high computational cost of alignment algorithms, the volume of 

biological sequence data and the workload for complicated analysis problems pose a 

formidable challenge to sequence analysis. The computational cost to solve a particular 

analysis problem can be so high as to render the solution unpractical.   

As of February 2004, 37,893,844,733 base pairs of sequence data had been 

deposited to GenBank [11]. According to the annual report of NCBI, the time for 

doubling the sequence content of GenBank in quantity is continuously shrinking. 

Consequently, the volume of biological sequence data grows faster than Moore’s law, 

and the gulf between processor capacity and the computational workload is growing. 
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Along with the exponential growth of biological data, new sequence analysis problems of 

increasing complexity are constantly being raised. With the number of fully sequenced 

organisms increasing, the comparison between the entire genetic content of two 

organisms now becomes a routine task. The problems of data volume aside, one 

identification process involves millions of comparisons among various types of data, 

sometimes across several organisms.  

To further complicate the matter, more and more analyses start to involve 

retrieving sequences based not only on homology but also on some other constraint, most 

notably, location in the genome. Biologists are not only interested in retrieving the 

conserved region, but also interested in the relative location of the conserved region in 

the sequence, for the location possesses significant biological relevance. For example, 

when comparing genomic subsequences within one sequence, a pair of conserved regions 

that are not far apart from each other could indicate gene duplication [42]; when 

comparing two genomic sequences from different organisms, a pair of close homologous 

regions could indicate gene speciation or horizontal transfer[79]. The relative location of 

two sequences may help to define some of the most important biological structures or 

functions[54, 71]. If a short subsequence is close to its reverse complementary 

subsequence, then a hairpin structure is very likely to be formed, which is an important 

structural characteristic for biological sequences such as the microRNA precursor in an 

RNA sequence [8]. A PCR primer pair is defined as a pair of subsequences that are 

relatively unique in the genomic sequence and within a certain distance span. Important 

as the location of the homologous sequences is, it is not easily incorporated into sequence 

analysis. Studies show that the repeated patterns consisting of short conserved and non-

conserved q-grams are hard to detect by normal repeat finding tools [69]. Although all of 

the problems listed above involve matching homologous regions and many tools have 
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been developed to facilitate homology search, few can solve those problems without an 

extra programming effort to optimize for the general scale of genomic study. As a result, 

whenever a new problem has been proposed, even if it is only a slight variation of some 

already existing problem, a new type of sequence analysis tool has to be developed 

specifically for that problem. This obviously lacks efficiency and increases the 

computational cost for problem solving.  

Managing large scale biological sequence data with a distance-based index 

structure integrated within a database infrastructure has the potential to provide efficient 

and convenient solutions for diverse sequence analysis problems. Before presenting the 

details of this approach, in the next two subsections, I will introduce the past efforts that 

have been made to support similarity searches and to integrate analysis tools with a 

database management system.  

1.3 ALGORITHMS FOR SIMILAR SEQUENCE RETRIEVAL  

The general method to efficiently produce approximate local alignment between 

sequences consists of two steps. The first step is to identify evolutionarily close q-grams 

(substrings of length q) between two sequences. The second step is to stitch these q-

grams together to approximate a local alignment between their parent sequences and the 

query. Wilbur and Lipman first proposed such an algorithm. Their method finds similar 

sequences by identifying common q-grams between a query sequence and database 

sequences through hashing [101]. Similar approaches were then adopted by popular 

exhaustive sequence searching tools, such as FASTA and BLAST, which require a linear 

scan of the entire database for each search [74, 4, 3].  

BLAST uses a generate-and-test method and relies on exact matching. Using 

BLAST, for each q-gram in the query, all q-grams within a predetermined similarity 

threshold are generated. This entire set of q-grams is compared against the database for 
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exact matches [4]. Accuracy entails a trade-off between q-gram length (hot-spot) and 

similarity threshold.  

To meet the demand of increased workload of sequence analysis, efforts have 

been made to speed up the execution of on-line queries by indexing the subsequences of 

the database sequence into an offline data structure [31, 28, 95, 102, 49].  Among these 

algorithms, SST and BLAT, two fast and scalable algorithms, first compile a sequence 

database into a data structure, which supports fast nearest-neighbor search in metric 

space[31, 49]. Giladi et al. reports an SST execution speed as 27 times the execution 

speed of BLAST2 for sequence assembly on databases of 120,000 nucleotides and 

estimates a 200-fold speed-up over BLAST2 on mega-base-pair databases[31]. BLAT, 

according to Kent, is based on simple edit distance supported by hashing to achieve O(n) 

scalability using O(m) memory. Kent reports BLAT execution speeds of 40 times WU-

TBLASTX[49]. However this exciting search performance comes with a trade-off 

between speed and accuracy due to the metric distance function.      

These existing sequence analysis tools are often tailored to one particular 

problem, and/or designed only for nucleotide sequence retrieval. Due to alphabet size, 

etc., few have claimed results for general protein sequence management and retrieval. 

The RAMdb is mainly used to identify short subsequences [28]. The Ed-tree is designed 

for nucleotide sequences [95]. The Cafe system uses an inverted index to support a coarse 

search that produces a small candidate set for detailed assessment [102]. Cafe is 

applicable to both amino acids and protein sequences where complex scoring models are 

not used during coarse searching. The approach of using a coarse search followed by a 

fine search is also used in MAP, where the coarse search is sped up by indexing a 

frequency vector [48]. SST and BLAT approaches use Hamming distance and simple edit 

distance respectively. Their initial success is achieved by targeting the sequence assembly 
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problem where evolutionary criteria are unimportant. Subsequently, these systems are 

being effectively applied to genomic analysis problems whose data is limited to 

sequences from evolutionarily close organisms [82].  

1.4 INTEGRATING SEQUENCE ANALYSIS WITH DATABASE MANAGEMENT SYSTEMS 

Although a number of sequence analysis tools have been developed over the 

years, those tools are often a turn-key solution designed for a specific problem. 

Continuing programming efforts must be made to provide solutions for emerging new 

analysis problems. Due to the fact that the growth of biological data is outpacing that of 

computer power, disk-based solutions are inevitable [11, 73]. Extending SQL-based 

database management systems (DBMSs) for bioformatics analysis is a natural approach 

because DBMSs have mature disk-based data analysis machinery and a system 

integration development environment.   

The importance of this approach is marked by commercial offerings from IBM-

DB2 and Oracle [24, 93]. Both IBM and Oracle extend their SQL implementations with 

external analytic functions without making material changes to their DBMSs. However, 

embedding analytic functions undermines the integrity of the relational model. Loosely 

coupling analytic function limits the opportunity for the query engine to optimize disk 

I/O. The scope of application generality depends on the vendor’s selection of external 

analysis tools.  

In contrast to an analytic embedding approach, the integration of metric distance-

based indexing, which allows direct management of data by the DBMS, offers ongoing 

generality [19, 51, 85]. Black-box refers to any encapsulated function that returns the 

metric distance between any two arguments, generalizing over any data for which 

similarity may be defined by a metric distance. In addition to a library of distance 

functions, users may add their own. This approach leverages mature research (in the form 
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of commodity products) developed for spatial DBMSs. Extensions for spatial DBMSs 

incorporate Euclidean distance among objects in low-dimensional (2d & 3d) spaces [91].  

1.5 OVERVIEW 

In this dissertation, computation methods and algorithms are proposed and 

implemented to improve both efficiency and generality of integrating biological sequence 

analysis with DBMSs. The effectiveness of this approach is evaluated using biological 

data with common problems in bioinformatics. The data structures developed in 

anticipation of integration with DBMSs contain useful advances, even as stand-alone 

algorithms. The main contributions of this dissertation are: 

 

1. The mPAM derivation represents the first effort to derive a metric distance 

function measure based on an existing statistical model. This new computational 

approach preserves the biological evolutionary criteria among data, which in turn 

improves biological sensitivity of the search and generates more accurate results 

[108]. 

2. Metric Distance Generator (MDG) is implemented as a software tool to generate 

substitution matrices that form metric distance from either an existing substitution 

matrix for similarity measure, or a set of aligned sequences pairs. The flexibility 

of MDG improves the applicability of metric distance indexing for biological 

data.   

3. An anytime k-nearest neighbor search algorithm is developed to improve search 

performance for practical problems. The algorithm greedily identifies an 

approximate answer set and then monotonically improves the answer set until it 

converges upon the exact solution. The main advantage of the algorithm is that it 

can be terminated any time, returning an approximate answer set. With controlled 
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early termination conditions, considerable computational costs can be saved at a 

minimum loss of accuracy. It is especially suitable as the search filter, hence 

applicable to diverse search problems beyond bioinformatics.    

4. A new theorem is proved that extends Seller’s theorem from global alignment to 

weighted Hamming distance. According to Sellers, if the substitution weight 

matrix among an alphabet forms a metric, then global alignment distance between 

sequences drawn from that alphabet also forms a metric (Sellers, 1974). The 

proved general theorem defines conditions where, by virtue of q-gram overlap, 

weighted Hamming distance produces the same results as global alignment, 

yielding an O(q) improvement in the retrieval of q-grams from a distance-based 

index [107]. 

5. A q-gram based framework of supporting homologues sequence search, including 

protein sequences, is presented and discussed utilizing anytime k-nearest search. 

It represents a step forward since many existing distance-based approaches for 

homologous retrieval of nucleotide sequences cannot be applied to protein 

sequences because common scoring models among protein sequences are far 

more complicated than those for nucleotide sequences. This work enables a much 

larger q value than conventional methods and maintains accuracy and scalability 

sufficient for efficient performance of remote homologous sequence retrieval on 

large disk-resident sequence databases [107]. 

6. A large number of paired, conserved DNA fragments are identified between two 

genomes, one of length m and the other of length n, in O(mlog n) versus O(mn) 

for BLAST based analysis. A search-based repeat sequence detecting algorithm is 

employed to efficiently filter out low complexity regions. Those computationally 

identified conserved regions can be used as primers to amplify orthologous DNA 
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regions using the polymerase-chain reaction (PCR) in order to investigate 

evolutionary reticulation events in flowering plants [106]. 

The rest of the dissertation proceeds to substantiate the details of the proposed 

integrating approach. Chapter 2 describes sequence organization in a DBMS and in a 

metric distance-based index structure. Chapter 3 presents methods to incorporate an 

evolutionary model with distance-based measures for sequence data. In chapter 4, I 

propose and evaluate an anytime k-nearest neighbor search algorithm that can be 

terminated early to optimize the trade-off between accuracy, speed and scalability for 

bioinformatics application. Chapter 5 demonstrates the applicability and efficiency of this 

approach for common biological sequence analysis problems. The trade-off between 

accuracy and speed is evaluated based on a   homologous protein sequence retrieval 

problem. Chapter 6 details an application identifying conserved primer pair candidates 

between two genomes and the biological results. Chapter 7 concludes the work 

accomplished and discusses future work.  
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Chapter 2: Managing Biological Sequences in MoBIoS 

The integration of sequence analysis with database management systems is 

studied in the context of MoBIoS (Molecular Biological Information System; pronounced 

mobius). The overall goal of the MoBIoS project is to build a database management 

system embodying metric-space indexing, object-relational models of complex biological 

data types, and an extended SQL query engine targeting life-science data and 

bioinformatics problems [68]. This document focuses on specific issues associated with 

integrating sequence data types.  

 

 

 

 

 

 

 

 

 

 

 

 

 

Figure 2.1: Architecture of the MoBIoS platform 

MoBIoS is distinguished from other biological database systems by its general 

applicability. Instead of targeting one particular problem, MoBIoS aims to solve diverse 

biological problems through SQL queries [68]. Although a turn-key solution to a specific 

problem may effectively make a case for sophisticated index structures, each software 

system has a tightly defined application. The architecture of the MoBIoS system is shown 

in Figure 2.1. By integrating with the standardized architecture of database management 

systems, MoBIoS reduces the knowledge and effort required to customize it, which is 
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typical of commodity database applications. Furthermore, by integrating biological 

search predicates into the query engine, MoBIoS provides a single programming model 

for both relational and biological data.  

This chapter details sequence data management using MoBIoS. Section 2.1 

delineates sequence representation in MoBIoS. Section 2.2 describes the SQL extensions 

for sequence analysis problems. Section 2.3 demonstrates the potential applicability by 

presenting solutions to two sequence analysis problems using the proposed SQL. Section 

2.4 describes the data structure of metric space indexing. 

2.1 SEQUENCE REPRESENTATION IN MOBIOS 

Biological sequences are usually stored as long strings. The string representation 

is consistent with the primary structure of the biological unit. However, sequence analysis 

can be conducted at various levels. This, in fact, agrees with the functional structure of 

the biological unit. For instance, a chromosome is composed of introns, exons and inter-

generic regions. Therefore, sequences are often analyzed locally. For this purpose, 

sequences are often organized as a set of q-grams. The q-gram organization has been 

extensively used in various sequence analysis tools for optimized performance [28, 31, 

95, 102, 49].  
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Figure 2.2: An example of q-gram representations of sequences. 

The q-gram representation of sequences is used here. Sequences are stored in their 

entirety and each q-gram is mapped into a virtual table which can be organized as a 

dense, bucketed, metric-distance index. Figure 2.2 illustrates 3-mer representations of 

DNA sequences. This structure makes explicit the dichotomy between storing and 

retrieving sequences based on long functional units and analysis based on q-gram 

matching. Sequences are stored with a unique key. A surrogate of each q-gram instance 

exists as a pair of sequence- or row-id and an offset. Serendipitously, the surrogate’s 

offset corresponds to the beginning offset values for structural annotations in the 

GenBank feature table [11]. Surrogates referencing identically valued q-grams are 

grouped in a bucket, labeled by their value. That the index is formed on the bucket labels 

instead of the sequences makes this structure a dense secondary-index [29]. This basic 

organization is central to DBMSs as it forms a relatively small data structure (compared 

to the database as a whole). The small structure size can minimize disk I/O by enabling 

critical information to be buffered in memory so that reading the base data from disk may 
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be delayed until the generation of the final output, and limited only to rows that appear in 

the final output. Since the definition of surrogate includes offsets comparable to the 

GenBank feature table, this is likely to be more common for sequence databases [67]. In 

particular, individual q-grams can be filtered based on structural annotation without 

accessing the sequence on disk. 

2.2 MSQL EXTENSION 

The logical q-gram view of long sequences described above is called a 

sequenceview. The sequenceview, analogous to SQL’s view, materializes the results of 

createfragments() as a secondary metric space index. Sequenceviews can be used in the 

same manner as standard SQL views, without the same space or time overhead. In this 

way indices can be pre-built offline, speeding online queries. Sequenceviews allow a 

sequence be operated upon as a set of overlapping q-grams, in addition to being stored 

and retrieved as long functional units. Furthermore, users may specify one of a number of 

built-in metrics for comparing the similarity of q-grams, or they may specify their own in 

a manner similar to writing a stored procedure.  

The sequenceview is part of the SQL extensions named as mSQL [67]. The mSQL 

introduces new data types and operators to manage sequence data. The primitive data 

types introduced to handle sequence data are DNA, RNA, and Peptide, all of which are 

subtypes of a generic Sequence data type. In general, a Sequence can be viewed as a 

string limited to a certain set of alphabets depending upon the type of the sequence, i.e. 

ACTG for DNA sequences. Additionally, special operators may be associated with 

sequence data type. Such operators would have no logical meaning when applied to 

ordinary strings. For example, the revcomp() operator is introduced to compute the 

reverse complementary sequence of DNA and RNA sequences. The mSQL also 

introduces three new SQL-level operators to convert sequence information between its 
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two logical perspectives, createfragments(), groupfragments() and merge(). These 

operators are rather similar to the unnest and nest operators popular in the extended-

relational algebras of the early to mid-1980s [45]. Their differences lie in the pre-

processing and post-processing steps necessary for each to logically view sequences as 

sets of overlapping subsequences. 

Createfragments turns sequences into q-grams. Merge assembles q-grams to 

longer sequences in reverse. The first step takes a sequence of characters and a fragment 

length as input and returns a set of 2-tuples. The first attribute of each tuple is the offset 

from the original sequence, and the second attribute is the fragment. Each of these 2-

tuples is an instance of an additional internal data type, SubSequence. SubSequence 

contains these two fields, offset and fragment, as well as an operator to obtain the length 

of the sequence. The vast majority of operations on sequence data will be performed 

using these SubSequences. After the first step of createfragments(), the set is unnested to 

yield the final usable result. 

The merge() operation is almost the reverse of createfragments(). An additional 

step is also needed at the beginning, due to the fact that the results of a query may not 

necessarily be in sequential order. For this step, the standard SQL group by operator is 

overloaded to order these fragments by their offsets and then separate them into groups. 

Two fragments are considered to be in the same group if the difference between their 

offsets is less than the length of the fragments. The second step is the nest operation, 

which is applied individually to each of these groups. The final step is the actual merge, 

which merges each set of tuples back into one larger sequence. The sequences are 

ordered by offset and then the overlapping sections are removed, producing one long 

SubSequence. The offset from the first fragment of the set is maintained as the offset 

from the original sequence for the entire subsequence. 
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The merge() operation can occur in either a one-dimensional or a two-

dimensional case. The one-dimensional case described above assumes that all of the 

fragments are from the same parent sequence. The two-dimensional case is used to form 

an alignment between two sequences. In this case the results are first grouped by the 

fragments from the first sequence, then by the fragments from the second, with the 

additional rule that two fragments must be from the same parent sequence to be in the 

same group. The nest and the merge are performed as usual. 

2.3 SQL SOLUTIONS TO COMMON SEQUENCE ANALYSIS PROBLEMS 

With the proposed mSQL, it is possible to solve various sequence analysis 

problems through SQL statement, dispensing with elaborate additional programming. A 

basic task for sequence analysis is to compute local alignment between two sequences. 

With q-gram representation and index structure, the solution to local alignment problem 

can be expressed in SQL statements For example, given two sequences represented by 

two Sequenceviews s_view and q_view, the computation of local alignment can be 

formulated as following:  

 

 

Figure 2.3: mSQL solution for computing local alignment between two sequences 

In Figure 2.3, similar q-grams, determined by the condition specified in line 3, 

from two Sequenceviews (line 2) are selected and merged (line 1). The merge operator 

performs a two-dimensional merge that takes two sets of q-grams from each sequence as 

well as parameters such as gap penalty g, and maximum distance d to return a local 

alignment like result.   

1. SELECT merge(R.fragment, A.fragment, g, d) 

2. FROM S_view R, q_sview A 

3. WHERE distance(metric_name, R.fragment, A.fragment) <= radius 

 



    

  19   

Just as many analysis problems are usually built upon sequence comparison via 

local alignment, the SQL solutions can also be gradually built up for complicated analysis 

problems. Even though the SQL solutions can contain tens of line statements, it is still 

considered an easier solution than solutions containing thousands of line codes. The SQL 

solutions presented in the following subsections may seem very complicated at first 

glance. However, the derivations of SQL solutions are straightforward, as they reflect the 

natural process of solving the problems. To form such solutions, we only expect that the 

users have a basic knowledge of SQL syntax, which is a much simpler and more natural 

language than any other procedure programming language.  

In this section, the applicability of integrating the sequence analysis with 

relational database management systems is demonstrated by presenting proposed SQL 

solutions for two existing sequence analysis problems. For more examples please refer to 

[67]. For each of the examples detailed below, we will first give a brief description of the 

biological problems followed by proposed mSQL solutions. We then break SQL 

solutions in parts and explain each block of statements.  

2.3.1 Rosetta analysis 

It has been observed that if two proteins A and B in one organism are both 

homologous to a single protein A-B in another organism, there is a good chance that A 

and B interact or share related biological functions[65]. Such a protein A-B is termed a 

‘Rosetta Stone’ protein. Sequence alignment methods can be used to find if two proteins 

in one organism have non-overlapping alignments on a single protein in another 

organism.  
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Figure 2.4: The proposed query for identifying “Rosetta Stone” using mSQL. 

A possible SQL solution is shown in Figure 2.4. Our goal in the following mSQL 

query is to obtain the sequence IDs of these protein triplets. The proteins come from 

multiple organisms. Although the SQL solutions may look very complicated, the solution 

is actually very straightforward and consists of three steps. First, create a single 

sequenceview for protein sequences of all organisms (lines 1-3). Second, use the metric 

space index to make local alignments between pairs of proteins from any two distinct 

organisms. The results are pairs of merged matching protein fragments. Create a view 

from the results (lines 4-12). Third, produce the “Rosetta Stone” protein triplets using the 

following conditions: (1) two proteins from one organism are aligned to a single protein 

from another organism without overlap (lines 16-20), and (2) the difference between the 

1. CREATE SEQUENCEVIEW sview AS 

2. SELECT * 

3. FROM createfragments(Protein_sequence.seq, 5) 

 

4. CREATE VIEW M AS 

5. SELECT merge(S1.seq AS seq1, S2.seq AS seq2, g, d) 

6. FROM sview S1, sview S2, Protein_sequence P1, Protein_squence P2 

7. WHERE   

8.          distance(metric_name, S1.seq.fragment, S2.seq.fragment) <= radius 

9.   AND S1.seq.sid = P1.sid  

10. AND S2.seq.sid = P2.sid 

11. AND P1.organism != P2.organism 

12. GROUP BY S1.seq, S2.seq 

 

13. SELECT M1.seq1.sid, M1.seq2.sid, M2.seq2.sid 

14. FROM M M1, M M2, Protein_sequence P1, 

15. Protein_sequence P12,  Protein_sequence P22 

16. WHERE  

17.       M1.seq1.sid = M2.seq1.sid 

18. AND P1.sid = M1.seq1.sid 

19. AND P12.sid = M1.seq2.sid 

20. AND P22.sid = M2.seq2.sid 

21. AND P12.organism = P22.organism 

22. AND M1.seq1.offset + M1.seq1.length < M2.seq1.offset 

23. AND P1.seq.length - (M1.seq1.length + M2.seq1.length) < max_gap_length1 

24. AND P12.seq.length - M1.seq2.length < max_gap_length2 

25. AND P22.seq.length - M2.seq2.length < max_gap_length2 
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length of a protein and the total length of its aligned fragments must be less than a given 

constant (lines 21-25). 

2.3.2 RNA interference 

RNA interference (RNAi) refers to the post-transcriptional gene silencing (PTGS) 

induced by the direct introduction of double stranded RNA. In the past few years, RNAi 

has become a popular tool in molecular biology to knock out genes in a variety of 

organisms [34, 38].  

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

Figure 2.5: The proposed query for miRscan using mSQL.                       

MicroRNAs (miRNAs), an important class of interfering RNA, are endogenous 

RNA that is about 22 nucleotides long. The initial set of microRNAs has been identified 

in experiment. Recently, a new computational procedure, MiRscan, has been developed 

to identify miRNA genes from genome sequences [58]. The procedure involves the 

comparison between experimentally verified miRNA genes and a 21nt windows passing 

1. CREATE SEQUENCEVIEW miRNA_view AS 

2. SELECT *  

3. FROM createfragments(miRNA.sequence, 21) 

 

4. CREATE SEQUENCEVIEW genome_view AS 

5. SELECT *  

6. FROM createfragments(genome.sequence, 21) 

7. WHERE Organism =’orgA’;  

 

8.    SELECT merge(genome_view.seq, miRNA_view.seq) 

9.    FROM miRNA_view, genome_view                      

10. WHERE  

11. distance (‘miRNA_metric’, genome_view.seq, miRNA_view.seq) <= 5 

12. AND  

13.    (SELECT COUNT (*)  

14.       FROM feature_table 

15.       WHERE  

16.                  feature_table.sid = genome_view.seq.sid 

17.       AND  feature_table.start >= genome_view.seq.offset + genome_view.seq.length 

18.       AND feature_table.stop <= genome_view.seq.offset ) = 0 
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through each conserved stem loop scan of the genome sequence. Such a procedure may 

also be expressed in mSQL as in Figure 2.5. 

The predication of a miRNA target site is also an interesting and computationally 

challenging problem. TargetScan is a tool that predicates target sites conserved across 

multiple genomes.  For each organism, the algorithm first searches the set of orthologous 

3’ UTR sequences for perfect Watson-Crick complementary matches to bases 2-8 (from 

the 5’ end) of the miRNA, and then extends matches. A score will be assigned to each 

miRNA-target interaction based on the folding energy [56]. Such a searching process can 

also be expressed in mSQL as shown in Figure 2.6. 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

Figure 2.6: Proposed query for identifying miRNA target site  

1. CREATE SEQUENCEVIEW miRNA_view AS 

2. SELECT * 

3. FROM createfragments(miRNA.sequence, 7) 

 

4. CREATE SEQUENCEVIEW genome_view AS 

5. SELECT * 

6. FROM createfragments(genome.sequence, 7) 

7. WHERE Organism =’orgA’; 

 

8. SELECT merge(genome_view.seq, miRNA_view.seq) 

9.   FROM genome_view, miRNA_view 

10. WHERE 

11.    ((miRNA_view.seq.offset = 2 

12.         AND 

13.             distance(‘RNA_complementary_metric’,  genome_view.seq, miRNA_view.seq) = 0 

14.      OR 

15.       (miRNA_view.seq.offset > 2 

16. AND 

17.   distance(‘RNA_complementary_metric’, genome_view.seq, miRNA_view.seq)<=3)) 

18.   AND 

19.   (SELECT COUNT (*) 

20.     FROM feature_table 

21.     WHERE 

22.                      feature_table.sid = genome_view.seq.sid 

23. AND   feature_table.start >= genome_view.seq.offset + genome_view.seq.length 

24.         AND   feature_table.stop <= genome_view.seq.offset  ) =0 
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In both queries, the sequenceviews for known miRNA genes and sequences of one 

genome are created with fragment lengths 21 and 7 respectively (lines 1-3; lines 4-7). To 

find the miRNA candidate (Figure 2.5), I use ‘miRNA_metric’ as the metric distance 

function to measure the closeness of two miRNA segments (lines 11). In Figure 2.6, the 

‘RNA_complementary_metric’ is the metric distance function used between the reverse 

complement of the first RNA fragment and the second RNA fragment (lines 13 and 17). 

The purpose of lines 13-18 in Figure 2.5 and lines 19-24 in Figure 2.6 is to exclude 

fragments that are derived from the coding region. The results from the above queries are 

subjected to further evaluations such as meeting the free energy requirement for RNA 

folding. 

2.4 METRIC SPACE INDEXING ALGORITHM --- MULTIPLE VANTAGE POINTS TREE  

 

The algorithmic advantages of MoBIoS arrive when MoBIoS users specify that 

the q-gram representation of a set of sequences be materialized, (physically organized), 

as a dense metric-distance index. This enables analysis to be performed without 

referencing the original data. In order to effectively manage a large amount of sequence 

data and support fast online retrieval, MoBIoS embeds a metric distance-based index 

structure. In the traditional database application, the search operation is based on the 

exact match. Guided by this concept, the database is divided into entries, each with a 

fully comparable key. The search operation will return all the records whose keys 

perfectly match the key of query. B tree is the most popular and effective index structure 

for this type of database. However, it is not an appropriate index structure for the 

similarity search, which searches database entries for similar or close entries to the query. 
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Definition 2.1 Metric Space Metric space is a set of objects with a binary distance 

function, d, satisfying the following conditions for every three objects x, y & z (Chavez et 

al., 2001): 

i. d(x,y) ≥ 0 and d(x,y) = 0 iff x = y;      (Positivity) 

ii. d(x,y) = d(y,x);                                    (Symmetry) 

iii. d(x,z) + d(y,z) ≥ d(x,y).                       (Triangle Inequality) 

The merit of metric-space indexing is that the triangle inequality may be 

leveraged to safely rule out the similarity of the query object to a large number of objects 

by computing a single distance between a query object and a well-chosen data object. 

Over the years, algorithm designers have leveraged the triangle inequality to produce 

entire classes of data structures to accelerate metric-space search [19, 85]. The “metric 

tree” and “generalized-hyper-plane tree” (GHT) were proposed for continuous distance 

functions in 1991 [99]. Later the GHT was extended to m dimensions [14]. A more 

thorough effort on “metric tree”—detailed vantage point trees (VPT)—was followed up 

[110]. There are several derivatives of VPT, such as MVPT [12], and VPF with time 

complexity O(n
1-p

logn) [111].  

 

 

 

 

 

 

 

 

 

 

 

Figure 2.7: Node structure for multiple vantage point trees with 2 vantage points and 2 

partitions. 

Abundant bioinformatics discoveries have shown that biological data is not 

random but exhibits interesting structures with respect to clustering, a necessary property 
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for metric-space indexing [60]. Metric-space indexing exploits the intrinsic clustering of 

a dataset and can prune a search space without mapping data to a coordinate system [19]. 

Metric-space indexing methods enable O(log n) time for retrieving a set of q-grams based 

on the closeness to the query q-gram rather than lexical or ordinal keys [12, 85, 110]. In a 

separate study, the basic index structure is determined and optimized based on the 

multiple vantage point tree [63]. 

To optimize the proximity q-gram retrieval, all unique q-grams are organized 

using a multiple vantage point (MVP) tree [12]. A MVP tree is one of a number of 

distance-based indexing algorithms. The triangle inequality is the critical property 

leveraged in all of these algorithms. It stipulates that, given any three data points in a 

metric space, the distance between any two points must be no greater than the sum of the 

distances between each of the points and the third point. In tree-based indexing 

algorithms, data is hierarchically clustered and explicitly materialized to form a search-

tree. The structure of a node for a multiple (two)-vantage-point tree is shown in Figure 

2.7. Briefly, starting with the root of the tree, two vantage points are chosen: VP1 and 

VP2. For each vantage point the data is partitioned into disjoint intervals, (d1,i-min, d1,i-

max), each of which defines a range predicate. For any data point x in the i
th

 subset, d1,i-

min ≤ d(p1,x) ≤ d1,i-max. As illustrated, d11 is chosen for VP1 to split the data into 2 

partitions, and d21 & d22 are chosen for VP2 to split the 2 partitions into four nearly equal 

sized, disjoint partitions. The construction of the index tree proceeds recursively. The 

number and method of choice for vantage points and number of partitions are research 

topics specific to each practical problem.   
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Chapter 3: Metric Distance Models for Biological Sequences 

In q-gram-based approaches, only q-grams are compared directly with each other 

during the search process. If the similarity of a pair of q-grams of protein sequences could 

be qualified by evolutionary criteria and also forms a metric, a fully sensitive sequence 

homology search could be conducted without comparing all pairs of sequence elements. 

Therefore, it is suitable to use metric space index structures if there is a metric distance 

function between any two q-grams. An ideal metric function should reflect the 

evolutionary distance between two q-grams while still satisfying the requirement of 

forming a metric space.   

This chapter details metric distance models for biological sequences. Section 3.1 

introduces the edit distance model for nucleotide sequences and several simple distance 

models. Section 3.2 describes the derivation of a metric amino acid substitution matrix, 

(hereafter mPAM), which reflects evolutionary bias by revisiting the mathematics used to 

derive the PAM matrices as well as the original data [22]. Section 3.3 describes the 

derivation of a metric distance substitution matrix from a training data set.  

3.1 SIMPLE METRIC DISTANCE MODELS 

For two nucleotide sequences, the scoring model is relatively simple: rewarding a 

positive score to a matching pair and penalizing the mismatching pair with a negative 

score. Due to the small alphabet size of nucleotides sequences, this similarity measure 

can be mapped to the Hamming distance function with no distortion.  

The alphabet size of nucleotides sequences is four. Therefore, in most nucleotide 

sequence analysis, only the number of the matching pairs, mismatching pairs, and 

insertions/deletions in an alignment is used to compute the similarity. That is, all 

matching or mismatching pairs are treated equally regardless of the content. For example, 
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a common procedure is to reward all matching pairs as 1 and to penalize the mismatching 

pairs as -2 regardless of the underlying characters. Such similarity measure is essentially 

the same as the edit distance, where only the operation, substitution, insertion and 

deletion are counted. Therefore, in many sequence analyses, the edit distance can 

adequately substitute for the similarity measure. Even in some cases where some 

mismatching pairs are treated differently from others, the similarity measures can be 

converted to Hamming distance measure with minimum distance distortion. 

The scoring schema of determining the similarity between two protein sequences 

often requires much more complicated models. Protein sequences are naturally composed 

of a set of molecules known as amino acids. An amino acid is any molecule that contains 

both amine and carboxyl functional groups. There are twenty standard amino acids, as 

specified by genetic code, commonly used in protein synthesis. Determining the 

similarity of two protein sequences is often equivalent to determining the likelihood of 

the amino acids in one sequence transforming into the amino acids in the other. Since a 

number of factors contribute to mutations of amino acids, the likelihood of the mutation 

between two amino acids is often derived based on empirical results and known as a 20 

by 20 substitution matrix. Each value in the substitution matrix corresponds to the 

chances that two aligned amino acids may be related. A positive value means higher than 

random, and a negative value means lower than random. Two most commonly used 

matrices family are PAM matrices and BLOSUM matrices [22, 39]. Both matrices are 

log-odds matrices, containing a negative value for the dissimilarity penalty. The values of 

those matrices do not satisfy the triangle inequality and do not form metric.  

The quest for a distance measure among protein sequences began as early as the 

appearance of the sequence alignment problem. Fitch first proposed the genetic-code 

matrix in which the entry for any amino acid pair is defined as the minimum edit-distance 
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between their codons [26]. Due to its potential application, the difficulties in deriving an 

amino acid substitution cost function that forms a metric kept stirring interest over the 

decades. Taylor and Jones proposed and evaluated a variety of methods for projecting 

similarity matrices into metric space. They report their inter-row distance method applied 

to PAM250 as the most effective [97]. In solving the global classification of protein 

sequences, Linial et al. used an empirical distance measure between two segments of 50 

amino acid residues from their similarity score (d(u,v)= s(u,u)+s(v,v)-2s(u,v)) with small 

metric distortion [60].  

Sellers showed that if the substitution cost function forms a metric, then the 

optimal global alignment distance over sequences drawn from the same alphabet is also a 

metric[88]. Here I prove a lemma that enables the comparison of two q-grams using 

weighted Hamming distance in lieu of global alignment, yielding an O(q) speed-up. As a 

result, the similarity between two q-grams can be measured using Hamming distance 

parameterized by mPAM in the time linear in q.  

Definition 3.1 Substitution Cost Function The substitution cost function M(x,y),  where 

x and y are symbols from an alphabet E, returns a nonnegative real number modeling the 

cost of substituting sequence element x with element y.  Substitution weights are usually 

encoded in a substitution weight matrix; If ‘_’ denotes a gap, M(x,_) or M(_, x)  returns a 

gap penalty g.    

Definition 3.2 Global Alignment Distance Function Given the substitution cost 

function M(x,y), two sequences A: a1a2…an and B: b1b2…bn,, where x, y, ai and bi are 

drawn from an alphabet E, the global alignment distance function G(A, B)  is defined as 

(Needleman and Wunsch, 1987) 

  G(A,B)=Sn+1,n+1 

  where S is an n+1 x n+1 matrix and  

S0,i= g×i  for i=0…n+1 

Sj,0= g×j for j=0…n+1 
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Si,j = Min( Si-1,j-1+ M(ai, bi),  

 Si-1,j + M(ai, _), Si,j-1+M(_, bi)) for i,j ≠ 0  

Definition 3.3 Range Query Given a set of objects O and a distance function d(a,b), a 

range query Qd(q,r) returns a set of objects {o∈O | d(o,q)≤r}. 

Definition 3.4 Weighted Hamming Distance Given substitution cost function M(x,y), 

two sequences A: a1a2…an and B: b1b2…bn,, where x, y, ai and bi are drawn from an 

alphabet E,  the weighted Hamming distance function H(A, B)  is defined as  

  H(A,B)= ∑
n

1

ii )b ,M(a
  

Theorem 3.1 Given a substitution cost function M, a set of object D, a radius r, and a gap 

penalty g, for all queries q∈D, if r ≤ 2g-1 then QH(q,r)=QG(q,r), where g is the gap 

penalty used in both H and G. 

Proof:  

This is proved by contradiction. From the definition of the global alignment 

problem, the following two properties are self-explanatory:  

P1. G(x,y) ≤ H(x,y) for any x, y, and  

P2. G(x,y) = H(x,y), if there is no gap in the optimal global alignment. 

a) Assume there is a q-gram m ∈ O, such that m∈ QH(q,r) and m∉QG(q,r) when r 

≤2g-1 

By the range query definition, H(m, q) ≤r. P1 implies that G(m,q) ≤ H(m, q) ≤r. 

So m must be in QG(q,r), which contradicts the assumption that m∉QG(q,r). Hence such 

m does not exist. 

b) Assume there is a q-gram p ∈ O, such that p∈ QG(q,r) and p∉QH(q,r) when r 

≤2g-1 

The assumption implies that QH(q,r) > r > 2g-1 ≥ QG(q,r). Since 2g-1 ≥ QG(q,r), 

there must be no space inserted into either p or q to form the optimal global alignment. 
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Otherwise G(p,q) ≥ 2g. From P2, it follows that G(p,q) = H(p,q) and p ∈ QH(q,r), which 

contradicts the assumption p∉QH(q,r). Hence, if p∈QG(q,r), then p∈QH(q,r) i.e. QG(q,r)⊆ 

QH(q,r) when r≤2g-1. 

Therefore, from a) and b), QH(q,r)=QG(q,r) when r≤2g-1.█ 

For q-grams of short length, the score threshold of interesting q-gram pairs is 

usually much smaller than twice the gap penalty [35]. Since this holds true in all cases 

discussed here, the distance between two q-grams is computed as weighted Hamming 

distance throughout the project.  

3.2 THE MPAM DERIVATION 

One way to derive the metric distance function for protein sequences is known as 

mPAM derivation [108]. The mPAM derivations start with the original data used to 

develop PAM matrices [22]. Instead of the probability of mutation, the expected time 

between mutations is computed. The resulting matrix forms a metric after adjusting two 

values. 

3.2.1 The Point Accepted Mutation model (PAM): 

The PAM family of matrices employs a Markovian model of evolution [22, 7]. 

The model is derived from the observation of 71 groups of closely related proteins. The 

protein sequences are aligned and a phylogenetic tree, including putative ancestral 

sequences, is computed using maximum parsimony. The accepted mutations through 

paths in the tree are counted to reflect evolutionary substitution rates. Furthermore, the 

counts for the 1-PAM probability matrix are normalized to achieve a substitution rate of 

1%. Multiplying the 1-PAM matrix by itself N times yields the N PAM probability 

matrix. This model has the following assumptions that resemble those in molecular clock 

theory: 
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1. Amino acids mutate independent of each other.  

2. The probability of mutation depends only on the amino acid. 

A value in the PAM probability matrix has the following meaning: 

   ( )jijpM ij |→=   

  = p (j mutated to i within 250 PAM evolution distance | occurrence of j) 

From the accepted mutation matrix, a relatedness odds matrix is defined as: 

 ( )( )
i

ij

i

ij
f

M

f

jijp
ijijpR =

→
=→=

)|(
||                           (3.2.1) 

       = p (j mutated to i per occurrence of i, j ) 

where fi is the observed frequency of the amino acid i. The commonly used PAM250 

similarity matrix is a log-odds matrix, P, derived from the relatedness odds matrix for 250 

PAM distance.  

ijij RP log10∗=  

In the corresponding log-odds matrix, each value has the following biological 

meanings: 

a. Each value Pij corresponds to the log of the likelihood of how closely amino acids i and 

j are related compared to independent events. The log values make for an additive 

model.  

b. The value of Pii varies for different amino acids. This value gives the likelihood that an 

amino acid remains unchanged over time. It corresponds to the varying mutability 

of different amino acids. 

c. A high positive value of Pij corresponds to a high likelihood that amino acids j and i are 

related. Dissimilarity is quantified as a negative value. This scoring scheme 

makes it easier to pick up maximum local similarity, because the value zero, 

which corresponds to random chance, acts as a cut-off score. 
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3.2.2. Matrix derivation results 

In the PAM derivation, Dayhoff normalizes accepted mutation frequency data as 

the basis of defining the concept of a 1-PAM distance. This suggests that there may be 

other normalizations of the data from different models but with the same evolutionary 

bias.  The proposed approach in this dissertation is to address this normalization with 

respect to time period rather than frequency. Since more frequent substitutions 

correspond to shorter time periods, more similar sequences would be scored with smaller 

values, an effect that is consistent with a metric. Thus, to derive a metric substitution 

matrix, two sub-problems are addressed: 

• How to define a symmetric mutability between a pair of amino acids;  

• How to convert the probabilities into expected time with respect to metric 

properties. 

The accepted mutation probability, MAB (amino acids A and B given by PAM) is 

the observed probability that amino acid B could be substituted by amino acid A within a 

given evolutionary distance. This asymmetric matrix is derived from experimental data. 

For the first problem, mutual mutability of amino acids A and B corresponds to the 

relatedness between amino acid A and amino acid B. To establish an unbiased view, it is 

assumed that if there were no mutations, all amino acids would occur in nature with 

uniform probability [104]. The mutual mutability of two amino acids is defined as the 

probability that the two amino acids evolve into the same amino acid by accepted 

mutation within a given evolutionary distance. Hence, the relatedness of any two amino 

acids is associated with not only the probability of direct substitution between them, but 

also intervening substitutions. The probability that amino acid A and amino acid B could 

be the same through accepted mutation is defined as the summation of the probability that 
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amino acid A and amino acid B could be mutated into the same amino acid in the same 

amount of evolutional time (3.2.2). Hence, define 

       ( ) ( ) ( )( ) ( )∑∑ ∗=→→=
x

xbxa

x

MMbxbpaxapbap |*|,        if a ≠ b 

       ( ) 1, =bap                                                                       if a = b   (3.2.2)       

where x is any amino acid. The assumption that any amino acid mutation happens 

randomly at a constant rate makes its’ probability distribution random and memoryless, 

which is often modeled as exponential distribution. The exponential probability 

distribution function is  

( ) tetF λ−−=1                                                    (3.2.3) 

where λ is the constant that corresponds to accepted mutation rate. The equation (3.2.3) is 

a standard representation of exponentional probability distribution. F(t) is defined as the 

probability that an event, amino acid substitution in this case,  occurs within time interval 

t [17]. The probability density function is  

( )tpdf  = ( )tF
dt

d
 = ( )t

e
dt

d λ−−1  = t
e

λλ                      (3.2.4) 

The expected time t for an event to happen is  

[ ]tE  = ( )dttpdft∫
∞

∗
0

 = ∫
∞

0

dtet
tλλ  = 

λ

1
    (3.2.5) 

Since the probability given by the PAM250 probability matrix is that one amino acid 

mutates to another amino acid at the same position based on 250 acceptable mutations per 

100 amino acids, we define the time needed for 250 acceptable mutations per 100 amino 

acids as one mPAM time unit. It follows that the accepted mutation rate, λ, for each pair 

of amino acids a, b is given by 

( )ba↔λ  = ( )( )bap ,1ln −−                                               (3.2.6) 

The expected mean time between two successive events is 
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  ( )baT ↔  = 

( )ba↔λ

1
 = 

( )( )bap ,1ln

1

−
−                                    (3.2.7) 

Thus the elements of the distance matrix are calculated by the following:  

             ( )
( ) ( )( )








→∗→−

−=

∑
x

xbpxap

baD

1ln

1
,        if a ≠ b  

 ( ) 0, =baD              if a = b     (3.2.8) 

 

 

Figure 3.1: The mPAM250 matrix  

The matrix in Figure 3.1, mPAM, is the set of normalized solutions for equation 

(3.2.8) with respect to the PAM-250 matrix, except for the pair of entries representing the 

solution for cysteine (C) and tryptophan (W) and the pair of entries representing the 

solution for tryptophan (W) and arginine (R). The solution for cysteine and tryptophan is 

8, the largest distance between any two amino acids. However, this single value causes 3 

of the 1140 possible triangle inequalities to fail. Decreasing this single distance to 7 

results in a metric matrix and maintains cysteine and tryptophan as the unique pair of the 

most infrequently substituted amino acids. Hence the alteration will not have any impact 



    

  35   

on the rank of the distance between amino acid pairs. It is rounded to a single digit since 

this is the resolution of the results in the source data [22]. The solution for tryptophan and 

arginine is rounded up to 4 from 3.3 in order to form a metric. 

3.3 DERIVING METRIC-DISTANCE SUBSTITUTION MATRIX FROM TRAINING DATA SET 

 The derivation of mPAM is limited to the original data used to derive the PAM 

matrices. It lacks adjustment for different evolutionary distances. To provide a more 

general solution, this section details a procedure, named a metric distance generator, to 

derive a distance matrix for amino acid substitution that forms a metric from a set of 

training data set or an existing similarity matrix. The procedure starts with deriving a 

dissimilarity matrix either from training data or from a similarity matrix. And then the 

generated dissimilarity matrix is mapped into a metric space. The implementation of a 

metric distance generator consists of three parts: a expectation-maximization based 

distance learning algorithm, converting a similarity matrix to a dissimilarity matrix, and a 

metric nearness algorithm [23, 81].  

3.3.1 Distance learning algorithm 

Given a set of training data, i.e. a set of aligned sequence pairs, the distance 

learning algorithm generates a distance substitution matrix. This algorithm is modified 

from the distance generator algorithm proposed by Ristad and Yianilos [81].  

Given a finite alphabet number of the training data set, each character 

transformation (substitution, insertion/deletion) is associated with a probability value. 

The distance between any pair of aligned sequences is a function of the probability 

associated with the transformation from one sequence to the other. It should be noted that 

the corresponding distance will be minimized when the probability is maximized. The 

algorithm starts with maximizing the probability of optimal transformation for all pairs in 
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the training data set through iterations and then converts the probability of transformation 

for each character pair to distance between each character pair. The basic algorithm 

outlined in Figure 3.2 follows the expectation-maximization approach. During each time 

of iteration, the algorithm first determines the optimal transformation between two 

similar strings based on the current probability of each transformation operation, and then 

updates the probabilities for each operation. The function of total distance among training 

data monotonically decreases [81].  

 

 

 

 

 

 

 

 

 

 

Figure 3.2: Outline of distance learning algorithm through expectation and maximization 

of transformation probability  

However, a different method for converting the probability to the distance of a 

pair of characters is developed here (equation 3.3.1). The original algorithm proposes two 

types of distances from the probability, the Viterbi distance and Stochastic distance, both 

assuming a uniform distribution of underlying alphabets [81]. Since compositional bias is 

common for biological data, especially for a small selective set, the frequency of 

character occurrences in the training data set is considered in the implementation 

presented here.    

 
( ) ( )













 ∗
=

ij

ij
p

jfif
D log                                        (3.3.1) 

Initial the transformation probability matrix M  for each character pair  

Initial the total distance D0 as infinity  

If total distance is not converge after iteration i ( D i-1 –Di > ε) 

For each pair of sequence p(xT, yV) in train data set 

 Determine the optimal alignment between the two sequences based on the M, A(p) 

 Compute the distance of the two sequence d(A(p)) 

Count the number of each character transformation operation used to form the 

optimal transformation 

Update the total distance Di+1 as the sum of the distance 

Update the transformation probability matrix M  
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The pij is the probability of transforming symbol i, j and f(i) is frequency of 

symbol i occurring in the training dataset. The results of (3.2.9) can also be treated as a 

negation of log-odds values. Therefore the resulting distance matrix D has non-zero 

values along the diagonal. The dissimilarity matrix can then be converted to an zero 

diagonal distance matrix and then mapped into metric space using metric nearness 

algorithm.  

3.3.2 Converting similarity matrix to distance matrix  

A distance is by default a non-negative number between two characters (non-

negativity) and only the distance from one to itself can be zero (identity). For a 

dissimilarity substitution matrix, all identity operations, i.e. aligning two identical 

characters, are assigned with zero cost. This is also required for forming a metric. 

However, the identity properties can be hard to meet for the distance derived from 

probability. A similarity matrix can contain both negative values. Furthermore, the 

existing similarity substitution matrices often assign a character-specific score to each 

identical character pairing. There are various mathematical transformations to convert a 

similarity matrix to a distance matrix. Three transformations are studied here:  

For the log-odds based similarity matrix, the diagonal value can be reset to zero 

using following algorithms.  

 SZD1 

1. Find the maximum non diagonal value u of matrix m ,  

2. Find the minimum value v = min({mij | I=j and mij > u}) 

3. Set each element of matrix m as  

mij = v - mij  

if mij < 0 then mij = 0.      
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Linial et.al. used a  empirical distance measure from similarity score d(u,v)= 

s(u,u)+s(v,v)-2s(u,v) [60]. 

SZD2 

1. Given a similarity matrix s 

2. The corresponding distance matrix d is given by dij = sii + sjj – 2* sij 

Similarly, another distance conversion can be defined as: 

SZD3 

1. Given a similarity matrix s 

2. The corresponding distance matrix d is given by dij = min(sii, sjj) – 2* sij 

3.3.3 The metric-nearness algorithm  

Given a dissimilarity matrix D, MeDL maps a dissimilarity matrix to metric space 

using the metric nearness algorithm. The metric-nearness problem is to map a dissimilar 

matrix D, where Dij ≥ 0 and Dij =0 if i =j, to its nearest distance matrix M that satisfies the 

metric properties.  

Definition 3.5 Metric nearness problem Given a zero diagonal distance matrix Mnxn, 

the metric nearness problem is to find the nearest distance matrix Dnxn so that D is the 

closest matrix to M with respect to some norm and the element values of D forms a 

metric.  

Although the nearness between D and M can be defined differently, one measure 

of the nearness between two matrices is to consider the Lp-norm of difference matrix |D-

M|. Dhillon et al. show the solution of minimizing Lp-norm of |D-M| [23]. 

Let the matrix A encode the constraints given by the triangle inequalities. Let 

matrix H be a weight matrix and vector y be the vector of a strict upper triangle of 

difference matrix D-M. The solution that minimizes ||D-M||1 is equivalent to  
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min 1
T
z

   

subject to  A(D-M) ≤ -AD
 
 and H(D-M) -z ≤ 0 and H(D-M) +z ≥ 0 

The solution that minimizes ||D-M||2 is equivalent to  

min (D-M) 
T
H

2
(D-M)    

subject to A(D-M)  ≤ -A(D-M) d
 
  

The solution that minimizes ||D-M||∞ is equivalent to  

min z    

subject to A(D-M) ≤ -Ad
 
 and H(D-M)-z1 ≤ 0 and H(D-M)+z1 ≥ 0 

where z is the absolute value of H(D-M) (Dhillon et al., 2004). The solutions for all three 

cases, minimizing either the L1, L2 or L∞ norm of the difference matrix, are 

implemented and studied here.   

3.3.4 Substitution matrices derivation using metric distance generator 

 

 

 

 

 

 

 

 

Figure 3.3: Deriving metric distance function from BLOSUM62 matrix.   

The metric distance generator outlined in the preceding sections is used to derive 

a set of matrices from an existing substation matrix such as BLOSUM62 (Figure 3.3) as 
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well as from a set of training data. Although the values of raw conversion results are 

double values, the values shown in Figure 3.3 are scaled and rounded to closest integers.  

 

 

Figure 3.4: Deriving metric distance function through expectation-maximization 

algorithm and metric-nearness algorithms.   

The training data used here is taken from a controlled yeast (Saccharomyces 

cerevisiae) homology search benchmark [86]. The benchmark contains a set of 103 

queries and their corresponding true positive hits (913 non-redundant sequences) as 

identified by human experts. The queries are known protein domain sequences and are 

much shorter compared to the identified true positive hits in yeast proteomics. When 

directly used for a distance generator algorithm, the preliminary work shows that deletion 

and termination are the dominant operations. To avoid this problem, only pairs of 

subsequences (which may contain gaps) that form the optimal local alignment are used as 

the training data set. The optimal local alignments are determined using BLAST [4]. 
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Figure 3.4 sketches out the basic procedures for this approach to derive metric distance 

substitution matrix through a set of training data using expectation and maximization 

algorithms or from a given probability matrix. 

3.4 MATRIX EVALUATION 

The derived matrices, mPAM and 37 matrixes generated by a metric distance 

generator, are evaluated using a homology search benchmark which contains 103 query 

sequences whose true positive hits have been identified by human experts [86]. The 

benchmark set was downloaded in August 2002 from 

ftp.ncbi.nlm.nih.gov/pub/impala/blastest. For validation purposes, the sequences are 

compared using Smith-Waterman local alignments but with different matrices. To do so, 

the metric distance matrices are converted into similarity matrices. (The Smith-Waterman 

algorithm requires the substitution matrix to have a mix of positive and negative values.) 

The conversion method involves calculating, for each matrix, the median matrix element 

value and subtracting each matrix element from it.  

The local alignment between each query and entry in the database is computed 

and sorted. The accuracy of results for each query is measured using a receiver-operating 

characteristic (ROC) [32, 86]. The ROC50 analysis was first defined by Girbskov and 

Robinson in 1996 to evaluate the effectiveness of scoring matrices for sequence 

matching. They choose to fix the number of negative results at 50, based on the 

observation that true positives after roughly a page worth (about 50) of true negatives are 

essentially not observed. And they concluded the ROC50 statistic provides an efficient 

and quantitative way to evaluate sequence comparison methods [32]. The ROC analysis 

then became a popular evaluation method and was adopted in many similar studies [86, 

55, 13, 5]. The ROC50 value is computed by comparing the result list with the list of true 

positive hits. The ROC value has been computed as the following: 
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∑
=

=
n

i

in t
nT

ROC
0

1
                                                        (3.4.1) 

where ti is the number of true positive hits ranked ahead of the ith false positive, and T is 

the total number of true positives. 

In Gribskov and Robinson’s study, queries are selected from three families of 

proteins, 4Fe-4S ferredoxins, Lys-R bacterial regulatory proteins and bacterial RNA 

polymerase sigma-factors. The three protein families represent sequences with different 

degrees of homology, from highly conserved to distantly related. The true positive hits of 

each query were selected based on sequence annotations and the PROSITE database[6, 

32]. The results show ROC50 varies between 0.25 to 0.95 among individual queries [6, 

32]. The yeast benchmark used here is a better defined benchmark set, with 103 queries 

from different protein families many of which are remotely related [86]. The ROC50 

scores associated with this benchmark in this document are the average scores over all the 

queries under the same search conditions unless otherwise noted.  

Additional tests of accuracy are conducted and detailed for mPAM in subsection 

3.4.1. The results presented in subsection 3.4.2 focus on the effect of the variants of the 

derivation process.   

3.4.1 mPAM Evaluation 

Figure 3.5 plots the comparison of ROC50 scores for each query with respect to 

mPAM and PAM250. The mPAM ROC50 score was subtracted from PAM ROC50. A 

negative difference indicates that a more accurate query result is returned by mPAM. The 

mPAM alignments score the same as (26 cases) or better than (18 cases) PAM in 44 of 

103 queries, or nearly 43% of the total number of queries. Among 60 cases where 

PAM250 outperforms mPAM, 21 queries score just 0.1 less accurately. A challenge in 

integrating the results across the queries is that the size of the true positive sets is 
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different, preventing simple merging of the true-positive sets. The size of the true positive 

sets ranges from 1 to 123 and averages 10. For a sequence query with a total of 10 true 

positive results, just 1 disagreement in the number of true positive hits ranking ahead of 

the first false positive result can induce 0.1 differences in the ROC50 score.    
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Figure 3.5: The difference between ROC50 using mPAM and PAM250 The x dimension 

shows the range of difference. For example, the bar at 0.2 shows the number 

of queries on which the PAM250 has better ROC50 than mPAM within 

0.1~0.2 difference. Negative values indicate that mPAM has better 

performance than PAM250. The bar at 0 shows that there are 26 queries for 

which mPAM and PAM250 have the same ROC50 values. 

In order to assess the overall performance, the ROC plots are averaged among the 

103 queries. Figure 3.6 is a plot of the results. We also note that the best average 

performance is only about 0.6. This is because the yeast benchmark is designed for 

remote homologous sequence evaluations, and is known to be a challenge for existing 

scoring models [86]. The focus of the study shown here is to assess the relative 

performance between derived matrices with existing scoring models. It shows that 

mPAM operates very closely to PAM70 (Table 3.1) in net performance. The inter-row 
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distance matrix is the best of the three prior metric substitution matrices. PAM250 is the 

best PAMx matrix for this benchmark. Although mPAM has almost the same 

performance as PAM70, it is at a slight disadvantage compared to PAM250. However, by 

examining the knees of the curves, it shows that the discrepancy between the inter-row 

matrix and mPAM is about 50% larger than the discrepancy between mPAM and 

PAM250.  

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

Figure 3.6: The average fractions of true positive hits vs. fraction of negative hits for 

PAM250, mPAM, PAM70, genetic code matrix, inter-row matrix and 

identity matrix (edit distance) using local alignment. 

In practice, many sequence homology search methods construct the database by 

breaking sequences into fragments of fixed length. Query sequences may also be broken 

into fixed length fragments. For example, the fragment length (hot-spot) for BLAST 

defaults to 11 nucleotides. The SST and BLAT packages are analyzed for fragment 

lengths 4-10 and 8-16 respectively[4, 31, 49]. Search is conducted by matching query 

fragments with database fragments using global alignment. The matching fragments are 
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chained together to form a complete local alignment. In these approaches, the quality of 

fragment matching is vital to the final result. 

 
Alignment 

method 
Smith-Waterman local alignment BLAST 

Matrix name mPAM 
PAM 

250 

PAM 

70 

Inter-row 

Distance 

Genetic 

code 

Edit 

Distance 

PAM 

250 

PAM 

70 

Average 

ROC50 
0.48 0.59 0.50 0.33 0.26 0.04 0.53 0.42 

Table 3.1: Comparison of average of ROC50 values 

0.2

0.3

0.4

0.5

0.6

0.7

0.8

0.9

1

0 5 10 15 20 25 30 35 40
T

fr
a

c
ti

o
n

 o
f 

s
a

m
e

 f
ra

g
m

e
n

ts

mPAM EditDistance Genetic Code Matrix

 

Figure 3.7: Top t-score comparison between PAM250, mPAM, edit distance, and genetic 

code matrix. The plot shows the fraction of the same fragments for top t 

rank. A set of randomly generated fragments of length 10 was used.  

To test the quality of mPAM on fragmented representations, a set of sequence 

fragments of 10 amino acids in length are randomly generated. For each matrix all global 

alignments between pairs of fragments are computed and then sorted by score. The rank 

list produced by PAM250 is chosen as the standard. The PAM250 list is compared with 

each other list and the percentage of the same hits among top t hits is computed (Figure 

3.7). The result from mPAM resembles that of PAM250 at small distances and 
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significantly outperforms the other metrics in general. These results suggest specifically 

that SST and BLAT-like algorithms can be extended to protein sequences by replacing 

Hamming and edit distances with mPAM distance. These algorithms would also achieve 

much better sensitivity. Furthermore, when fragment matching uses exact or near-exact 

matching, short fragment lengths are required to retain good selectivity. With mPAM, it 

may be possible to use much longer fragment lengths, which will help improve speed. 

Sensitivity may be maintained by using a larger search radius in the fragment match [70]. 

Detailing these effects will require effort commensurate with those put into analyzing and 

improving BLAST. 

3.4.3 Evaluation on matrices derived from training data set 

Table 3.2 shows the average ROC50 using matrices derived under different 

variants. In Table 3.2, each column represents derivation with a different training data 

set. The training data sets are derived from randomly selected 52 queries and their true 

positive hits from yeast benchmark set. The true positive hits of selected queries are 

pooled together. Significant alignments between pooled sequences and queries are 

extracted as training data set. If the significant alignments are determined differently, 

then the training data set will be different as well. Three methods are used here. From left 

to right of the three columns, the data used for derivation are based on significant 

alignments determined by 5 iteration psi-Blast with BLOSUM62 matrix, Blast with 

BLOSUM62 matrix and Blast with PAM250 matrix. Default parameters are used for all 

runs. Each row in table 3.2 represents different algorithms used for derivations. The first 

row shows the row matrices derived using learning approach with the compositional bias. 

The next 12 rows are first grouped by the algorithm used for converting a similarity 

matrix to a dissimilarity matrix, and then grouped by the algorithm used for mapping the 
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dissimilarity matrix to metric spaces.  The generated matrices are tested using the 51 

queries that are not used in the training data set. 

 

 From Training Data Set 

 
Psi-Blast 
w/BLOSUM62 

Blast 
w/BLOSUM62 

Blast 
w/PAM250 

Learning matrix (uniform) 0.4388 0.4532 0.4239 

Learning matrix 
(compositional biased) 

0.6585 0.6415 0.6417 

Non-metric 0.5853 0.5878 0.5513 

L1 0.5858 0.5754 0.5474 

L2 0.5863 0.5826 0.5504 
SZD1 

L∞ 0.5767 0.5884 0.5858 

Non-metric 0.5116 0.5257 0.4668 

l1 0.5256 0.5256 0.4707 

l2 0.5126 0.5255 0.4704 
SZD2 

L∞ 0.5138 0.5257 0.4790 

Non-metric 0.5050 0.5282 0.4447 

l1 0.5219 0.5255 0.4765 

l2 0.5161 0.5287 0.4766 
SZD3 

L∞ 0.5169 0.5297 0.4875 

Table 3.2: The average ROC50 values from benchmark for different matrices derived 

from training dataset. 

The accuracy results of learned matrices are reasonable good since the training 

data set, BLAST search results using PAM250 or BLOSUM62, can only achieve ROC 

score in the range of 0.40 ~0.60 [86]. Similar pairs are selected based on an 

approximation using BLAST with PAM250 scoring schema which yields the average 

ROC50 of 0.53. The compositional biased  matrices learned from training data set is about 

25% better than the BLAST result and 12% better than using a local alignment algorithm 

with a PAM250 scoring schema.  

The results in Table 3.2 indicate the conversion method to achieve zero diagonal 

matrix accounts for major accuracy loss in the whole process. Out of three tested 
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methods, SZD1 algorithm yields the best average ROC50 value in all cases. Table 3.3 

shows the evaluation results of matrices derived from common similarity matrices 

PAM250 and BLOSUM62. The similarity matrices are first converted to distance 

matrices using SZD1. Matrices derived from either training data set or similarity matrix 

can yield comparable results to common similarity matrices. The best matrix derived 

through training data is about 20% better than the previously derived mPAM250, 1% 

better than PAM250 matrix, and 2.7% lower than using BLOSUM62 matrix. 

 

  

 

 

Table 3.3: The average ROC50 values from benchmark for different matrices derived 

from existing matrices. 

The results also show that the compositional bias can effectively improve the 

sensitivity for biological sequences. The log-odds matrices show over 40 percent 

improvement in terms of average ROC50 values for derived matrices from original 

distance-generator methods. This result is consistent with the non-uniform distribution 

and diverse biological properties of amino acids in nature.  

The quality of input data also affects the outcome. Since BLOSUM62 yields 

better accuracy than PAM250 for this benchmark with BLAST, the derived matrices 

from the data set determined using BLOSUM62 also show better accuracy than those 

using PAM250. 

 From Similarity matrix 

Source of input Blosum62 Pam250 

Original matrix 0.621 0.591 

Distance matrix by 
SZD1 

0.546 0.519 

Metric matrix by L1 0.571 0.525 

Metric matrix by L2 0.572 0.525 

Metric matrix by L∞ 0.585 0.511 
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In this study, the intermediate dissimilarity matrices during derivation show 

surprisingly low metric distortions which are measured as the percentage of triangle 

inequality violations (Table 3.4). This is the main reason that different objective functions 

of the metric nearness algorithm do not significantly affect the quality of derived 

matrices.  

 SZD1 SZD2 SZD3 

Psi-Blast w/ BLOSUM62 0.9 0.1 0.9 

Blast w/ BLOSUM62 1.2 0.04 0.3 

Blast w/PAM250 1.1 0.5 2.1 

Table 3.4: The metric distortion of intermediate dissimilarity matrices. Each row contains 

a derivation using different algorithms to achieve intermediate dissimilarity 

matrices from same input data.  

3.5 SUMMARY AND DISCUSSION 

Two models of generating a metric amino acid substitution matrix are presented 

in this chapter. Among the derived metric-distance matrices for both methods, the best 

matrix achieves better or similar performance compared to the benchmark such as the 

PAM250 or BLOSUM62 similarity matrix, and is better than any other previously known 

matrices that satisfy the metric properties. 

The derived matrices also outperform other metric matrices. As expected, a 

simple edit distance is insufficient because it does not contain any evolutionary 

information. Although the genetic code matrix is derived from the genetic codon, this 

calculation entails only an information theoretical distance and does not take evolutionary 

criteria into account [37]. The mathematical projections from similarity-based matrices to 

distance metrics, as proposed by Taylor and Jones, inevitably produce distance 

distortions. To solve the global classification problem of protein sequences, Linial et al. 
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uses a distance measure between two segments of 50 amino acid residues from their 

similarity score (d(u,v)= s(u,u)+s(v,v)-2s(u,v)) with small metric distortion [60]. The 

mPAM is expected to be used in protein classification to form a metric space directly.  

It is anticipated that the explicit calculation of an expected time between amino 

acid substitutions will draw the criticism related to the debate of the molecular clock 

theory [115]. A molecular clock is also assumed to normalize the 1-PAM matrix. In 

general, the simplified assumptions in the derivation of the mPAM matrix are nearly 

identical to those made in the derivation of the PAM family. The most obvious weakness 

in mPAM with respect to a molecular clock is that the relative mutability for different 

amino acids is not preserved in distance-based matrices as it is in similarity based 

matrices. i.e. All of the diagonal elements in a distance substitution matrix must be zero 

while the diagonal values vary greatly in a similarity substitution matrix.  We think loss 

of the relative mutability of different amino acids is a major factor limiting the accuracy 

of distance-based substitution matrices.  

Parallel with the early work on sequence evolution, the number of mismatched 

nucleotides is initially used as a distance measure. To compensate for the fact that the 

difference count slows as the time of divergence between two sequences increases, Jukes 

and Cantor developed a correction for the simple edit-distance model for nucleotide 

sequences [47]. The Jukes-Cantor correction as it applies to peptides is: 
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In the derivation of mPAM in this study, the resemblance between equation (3.2.6) and 

equation (3.5.1) is recognized. The Jukes-Cantor model assumes that all symbols share 

the same constant mutation rate. Instead of using one constant rate for all of the amino 

acid pairs as in (3.5.1), a pair-specific value (3.2.6) is used here.  



    

  51   

The results show that the compositional bias can significantly affect the 

sensitivity of derived matrices and is necessary to be incorporated in the matrices’ 

derivations. When converting similarity matrices to distance matrices, setting the 

diagonal values to zero always reduces the sensitivity of the resulting distance matrices. 

This problem is consistent with the fact that different amino acids have different 

mutability. It implies that a different identity operation cost should be assigned to 

different symbols. However, this contradicts metric properties. Further study on 

alignment algorithms using distance matrices is necessary to appropriately compensate 

for this inherent property loss.  

It is interesting that one can notice a low metric distortion of the derived 

dissimilarity matrix through the metric distance generator. This fact should draw some 

future attention to this problem. There was a debate about the molecular clock theory 

[115] in biology. Related to this theory, there is a hypothesis that an ultrametric 

phylogenetic tree exists for all aligned sequences [35]. An ultrametric space is a special 

case of the metric space with a strengthened version of triangle inequality. For any three 

points in an ultrametric space, in addition to the regular triangle inequality, the distance 

between any two points must smaller than or equal to the maximum distance between the 

two points to the third point (Definition 3.6).  

 Definition 3.6 Ultrametric Space UltraMetric space is a set of objects with a binary 

distance function, d, satisfying the following conditions for every three objects x, y & z: 

i. d(x,y) ≥ 0 and d(x,y) = 0 iff x = y;            (Positivity) 

ii. d(x,y) = d(y,x);                                          (Symmetry) 

iii. d(x,z) ≤max(d(y,z), d(x,y))                       (Triangle Inequality) 

If the distances among a set of sequences constitute an ultrametric, an ultrametric 

phylolgenetic tree can be easily reconstructed. In an ultrametric phylogenetic tree, the 
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evolutionary distances from the root to every leaf are the same. If the ultrametric 

phylogenetic tree hypothesis is true, can one expect to derive a metric character-

weighting matrix such that the weighted edit distance among the sequences will 

approximate the ultra-metric? Then, can it be possible that the metric properties are 

embedded within the biological sequences? Pursuing the answers to these questions will 

be an interesting investigation for the future. 
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Chapter 4: Proximity Search Algorithm in Metric Space 

Given a set of objects, a proximity search identifies a subset of data which is 

similar to a query object. The two basic types of proximity search are range search and k-

nearest neighbors search. The nature of proximity search, in which similarity is defined 

by a distance function, is a matching problem. The importance of this search is increasing 

as the complexity of data increases and determining similarity becomes more expensive. 

The applications of proximity search include geographic information systems, multi-

media databases and a variety of biological data [27, 31, 35, 91].  

Applications requiring distance-based retrieval often concern high dimensional 

data and/or the distance calculations are computationally expensive. Although 

application-specific solutions often entail dimension reduction and/or data compression, 

the data domain often does not have an obvious interpretation in Euclidean space, making 

it difficult to apply compression methods. There is an expanding literature on algorithms 

known as distance-based indexing methods, where the similarity function is a metric-

distance function and nothing else is known about the data. This is also known as the 

black-box model [51]. The multi-vantage point tree (MVP-tree) is a favored data 

structure to support range search for large datasets in the black-box model [19, 62]. An 

excellent survey on nearest neighbor and approximate nearest neighbor search can be 

found at [21]. A challenge in the black-box model is that the effectiveness of similarity 

based retrieval fails in high-dimensional data applications, and, if correctness is only 

ensured by exhaustive search, the curse of dimensionality implies a large search cost even 

for applications of modest intrinsic dimensionality [21, 100, 89]. The successful 

application of exact black-box solutions has been limited to highly structured data and/or 

tight query parameters [51, 112]. 
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To address performance degradation issues for data with modest dimensionality in 

the black-box model, we developed an anytime k-nearest search strategy by leveraging 

the MVP-tree pruning rules. An anytime k-nearest neighbor algorithm first greedily 

identifies an approximate answer set. As the search continues, the approximate answer is 

monotonically improved until it converges to an optimal solution. Thus, the algorithm 

may be terminated anytime to return an approximate answer set.  

This chapter details the importance of the anytime property of k-nearest neighbor 

search using the multiple vantage points tree and the study of the practical applicability of 

retrieving approximate solutions through early termination. Section 4.1 describes the 

motivation for anytime k-nearest neighbor search (AKNN). Section 4.2 details our k-

nearest neighbor search algorithms. Section 4.3 describes the early termination rules to 

generate approximate k solutions. Section 4.4 presents the evaluation results for 

approximate search using synthetic vector data, sequence data and mass-spectra data. 

Section 4.5 concludes this chapter.  

4.1 MOTIVATION FOR ANYTIME K-NEAREST NEIGHBOR SEARCH 

The problem of utilizing database management systems (DMBSs) as analysis 

tools through queries has drawn an increasing amount of attention in recent years. 

Examples include join query, preference query, and top-k selection query [18, 2, 43, 33, 

50] as well as through an extended SQL interface [96, 24, 93]. One of the central issues 

of extending the generality of DBMSs for domain specific applications is to support 

range query (Definition 4.1) and k-nearest neighbor query (Definition 4.2) on arbitrary 

data where similarity between objects is defined by a metric distance function.  

Definition 4.1 Range Search Given a set of objects D and a distance function d(a,b), a 

range query Qd(q,r) returns a set of objects {p∈D | d(p,q) ≤ r}.  



    

  55   

Definition 4.2 k-nearest neighbor (k-NN) search Given a set of objects D, a query q, a 

number k, and a distance function d(a,b), the search Q(q, k ) returns up to k closest 

objects S={s1…sk| si∈D; d(si,q) ≤d(t,q) t∈D, t∉S}. 

For both range search and k-nearest neighbor search, the definition of a boundary 

between similar and dissimilar is required before a search can be performed. In the case 

of range search, this boundary is defined by an absolute value as the search radius. In the 

case of k-nearest neighbor search, the boundary is dynamically defined by the number of 

results to be returned. However, the definition of the boundary could be difficult to 

obtain. The difficulty stems from the diversity of data distribution, users’ differing 

preferences, and the large size of data, which causes the number of qualifying objects to 

increase greatly with only a slight increase of search radius.  

The efficiency of similarity-based data retrieval has become an important issue 

when increased data volume and complexity makes determining similarity 

computationally more expensive. Early efforts to support such efficient retrieval were 

based on vector data [46, 36, 9]. Today many applications layered on top of DBMS 

comprise the search and retrieval of unorthodox data types, such as multimedia & 

biological data, where the data domain often does not have an obvious interpretation in 

Euclidean space. For those data types, black-box model provides an effective solution 

which only assumes that the similarity function is a metric [51, 85]. However, the 

effectiveness of the general approach of supporting range and k-nearest neighbor queries 

with a metric space index structure diminishes as the data dimension increases [100, 89]. 

The performance degradation encourages the development of solutions including some 

form of approximations [53, 44].  

This challenge in managing data which encapsulates higher dimensions stimulates 

the use of approximation-based solutions, also known as approximate nearest neighbor 
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search [44, 112, 53, 90, 85, 19]. The generalized version of approximate nearest neighbor 

search is the approximate k-nearest neighbor search, the purpose of which is to retrieve k 

points that are within (1+ε) distance of the true kth result. A well known approximate 

search algorithm is locality sensitive hashing which shows performance independent of 

data dimension. The locality sensitive hashing approach utilizes a hashing function that 

has a higher probability of mapping similar data points to the same hashing bucket [44]. 

The original algorithm is based on vector data. It is a challenging task to generate an 

effective hashing function for data types that cannot be mapped to a coordinate system. 

The complexity of search performance is on the order of O(n
1/1+ ε

). It implies that 

performance converges to a linear scan if the goal is to identify exact k-nearest neighbor 

search. The black-box model algorithms can also return (1+ε) k-nearest neighbors[85]. A 

common practice is to update the search radius to 1/(1+ε) times distances of kth result 

with a depth-first traversal algorithm. For a small ε value, the search process is essentially 

the same as an exact k-nearest neighbor search.  

Often, a search finds k near neighbors and places them in a putative solution set. 

The search continues only to confirm the putative solution set as the nearest neighbors. 

Even though a putative solution set may be the correct solution, the time lag between 

finding the result and confirming the result can involve a large number of additional 

computations. Adversarial worst-cases can be constructed where a k-nearest neighbor 

search performs as poorly as a linear scan. A well-known example is the uniform metric 

space; the space where the distance between any pair of points is some constant. In this 

example, any k points are a correct solution to a k-nearest neighbor retrieval.  But in the 

black-box model, the data is not partitionable and an exact k-nearest neighbor search 

degenerates to a linear scan of the entire database [51, 112]. 
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Anytime k-nearest neighbor search is developed to address the issues described 

above. The search is organized to greedily determine an initial answer.  As the search 

progresses, the error monotonically decreases until the true nearest neighbor is found. 

The search can be terminated at anytime with the assurance that any increase in 

computational budget serves to reduce the approximation error. If the search is 

terminated prior to finding the correct kth nearest neighbor, then the search is terminated 

early.  

Early termination addresses a major computational challenge. Often, a search 

finds k near neighbors and places them in a putative solution set. The search continues 

only to confirm the putative solution set as the nearest neighbors. Even though a putative 

solution set may be the correct solution, the time lag between finding correct results and 

confirming them can involve a large number of additional computations. A well-known 

example is the uniform metric space: the space where the distance between any pair of 

points is constant. In this example, any k points are a correct solution to k-nearest 

neighbor retrieval.  But in a black-box model, the data is not partitionable and an exact k-

nearest neighbor search degenerates to a linear scan of the entire database [51]. Shaft and 

Ramakrishnan formally proved a theorem that adversarial worst-cases can be constructed 

where index k-nearest neighbor search can be outperformed by linear scan[89]. 

The anytime k-nearest neighbor search strategy suits many practical occasions by 

providing a cost-effective solution alternative to k-nearest neighbor search, especially for 

search problems involving complex data such as images and protein homology. Often 

applications requiring distance-based retrieval also require layers of processing to 

determine similarity. Those applications usually concern high dimensional complex data 

types among which the similarity is hard to define. A common practice is to characterize 

the data using simplified heuristic models which can be used as a coarse filter to quickly 
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retrieve a subset of data before being inspected further by subsequent algorithms or 

domain experts. For these applications, it is not necessary to precisely identify the exact k 

best results; an early termination of the search yielding a close approximation may return 

a result set close enough to the exact results. In other cases when k-nearest neighbors are 

required, it may be sufficient to retrieve a few additional neighbors, k’ = k + c, and use 

other criteria to choose the k best [61, 20]. A practical example is content-based image 

search. As it is almost impossible to define the content of an image in a precise 

mathematical model, users have to browse through retrieved results to determine the 

“best match”. In such a case, similarity retrieval functions as a coarse filter to quickly 

identify a set of interesting candidates from the entire database. The anytime k-nearest 

neighbor search can also be useful in the applications that require batch queries. An 

example from bioinformatics is q-gram (substring of length q) based homologous 

sequence retrieval in Bioinformatics [16, 49]. The basic homology search problem is 

often solved in a two step approaches. The first step is to identify all the q-grams in the 

database that are similar to q-grams from a query sequence. The second step is to 

combine similar q-grams into longer subsequences. Given an arbitrary query sequence, 

the solution requires a number of similar q-gram look-ups in proportion to the length of 

the query sequence. Since the result is not dominated by any one particular q-gram query, 

the significance of errors due to the approximation of an individual q-gram query is 

amortized over a number of queries.  

The anytime search has several advantages for use in database management 

systems. Since the search algorithm is based on general metric space indexing model, the 

method can be applied to practical problems where data objects cannot be mapped to 

vector space without distortion. Unlike algorithms and data structures specialized for 

approximate k-nearest neighbor search, anytime search allows an easy switch between 
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approximated and exact search. The choice between approximated and exact search is 

useful for practical problems. As witnessed in practice, the performance of similarity 

based retrieval varies greatly among individual queries. With anytime search, the search 

agents, i.e. the end user or query engine, can have precise control over computational 

costs incurred during the search process. The query engine has additional opportunities 

for optimization by choosing the degree of approximation. Anytime search also enables 

pipeline processing where approximate results can be quickly identified for subsequent 

tasks while the search continues refining the answer set. For example, Internet document 

searches usually provide 10 best matches first, then 11 through 20, and later 21 through 

30, etc. An anytime k-NN search can quickly identify the first k results, and then pipe 

them into external programs for further reviews or a more complicated check for true 

positive while the search continues refining and finding more answers. K-NN metric-

space searches are also being applied as coarse filtering strategies. Early termination 

conditions can be defined freely for specific applications other than using maximum error 

of kth results. This can be particularly useful for queries that require a large k value 

where a large number of data points fall within the range of 1 and (1+ε) distance of the 

kth nearest neighbor.  

4.2 K-NEAREST NEIGHBOR SEARCH ALGORITHM 

Central to the proposed approach is a synergism between the use of the triangle 

inequality in the predicates to organize an MVP-tree and the use of the triangle inequality 

in correctness of A* search. In particular, the MVP-tree predicates produce an estimate of 

the lower bound of the distance between the query object and the objects in a partition, 

and the actual distance to the pivots [12]. A search path prioritized by this lower bound 

estimation can then be constructed. The search strategy is analogous to A* search where 
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the heuristic function is a lower bound estimation and the cost function is the actual 

distance between the query object and search states on the closed list [83].  

 

 

 

 

 

 

 

 

 

 

 

Figure 4.1: Original MVP internal node structure (top) and our internal node structure 

(bottom) 

MVPT is developed and optimized for range search by taking advantage of the 

triangle inequality [12]. Offline, a small set of data objects is selected as vantage points, 

also known as pivots. Also offline, the data is partitioned into equivalence classes per 

their distance to the pivots.  The geometry of the set of partitions is recorded. Recursive 

application of the off-line construction results in a tree-based data structure. During 

retrieval the distances among the query, the pivots and the partitions is computed. 

Predicates comprising the triangle inequality, when satisfied, may safely eliminate 

partitions from further consideration, pruning branches of the MVP-tree. As a result, on-

line retrieval can become effective. The MVP-tree is usually discussed within the context 

of range search. To assist k-nearest neighbor search, the internal node structures are 

modified. In the original MVP construction, the median values used to create each 

partition are stored in each node along the vantage points. In the proposed MVP 

construction, the distance interval between each partition instead of the median values is 

stored to each vantage points in each internal node (Figure 4.1). For example, max(i,j) 
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and min(i,j) are the maximum and minimum distances between vantage point vpi and the 

objects stored in partition j respectively.  

For a range search query q with radius r, the recursive search of each partition j 

can be evaluated using the following predicates: 

( ) ( )jirrqvpd i ,max., ≥−                                                                  (4.2.1) 

( )jirrqvpd i ,min.),( ≤+                                                                  (4.2.2) 

if either inequality, (4.2.1) or (4.2.2), is  true for any vantage point i, then partition j can 

be pruned. An MVP tree can also support k-nearest neighbors search by managing the 

node to be searched next in an open list and expanding the node that has least lower 

bound estimation. The lower bound estimation between any internal vantage point tree 

node and query object q is given in definition 4.3.  

Definition 4.3 The lower distance bound between a given query object r and any node r 

in a MVP tree, LBq,r, is the smallest possible distance from query to any data object 

stored in the substree rooted at r.  

Theorem 4.1 The lower bound between query object q and an internal node j which is 

the jth child of node r with v pivots [p1…pv], can be estimated as: 

 

           ( ) ( ) ( ) ( )( )0,,,min.,,max.,max
...1

, qvpdjirjirqvpdLB ii

vi

jq −−=
=

        (4.2.3) 

Proof: The correctness of the lower bound estimation can be proved by contradiction. 

Assume there is an object m stored in the subtree rooted at r, and d(m, q) < LBq,r. Since 

d(m,q)≥ 0, it implies LBq,r > 0. Without loss of generality, we assume the pivot pi and 

partition j satisfy the maximum condition defined by equation 3. Hence,  

LBq,r= max(d(pi,q)-r.max(i,j), r.min(i, j)-d(pi,q)) 

Based on the definition of metric space, the following two inequalities hold true: 
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 d(m,q) + d(m, pi) ≥ d(pi,q)  

 d(m,q) + d (pi, q)  ≥ d(m,pi)  

By the construction of MVP-tree  

min(i,j) ≤ d(m, pi) ≤ max(i,j).  

Hence d(m,q) ≥ d(pi,q)- d(m, pi) ≥ d(pi,q)-r.max(i,j)  

d(m,q) ≥ d(m,pi)-d(pi,q) ≥ r.min(i,j)-d(pi,q)  

d(m,q) ≥ max(d(pi,q)-r.max(i,j), r.min(i,j)-d(pi,q))= LBq,r,     

This contradicts the assumption d(m, q) < LBq,r. Therefore object m does not exist. ▌ 

Zero is used for the lower bound estimation between the root node and query q. 

For internal node r with parent node r.parent, the lower bound estimation LBq,r can be 

further refined as: 

( )parentrqrqrq LBLBLB .,,, ,max=      (4.2.4) 

An open list is used to manage all internal nodes to be searched using equation 

(4.2.4) so that the internal node with lowest lower bound estimation can always be 

searched first during the search process. Additionally, up to k best results T= {T1…Tk} of 

current searches are also maintained in the priority queue. The k-nearest results are found 

if the distance between query object and kth result in the priority queue is no bigger than 

the lower bound estimation of the node to be searched next.  

Lemma 4.1 The k-nearest neighbor search, during which the node with the smallest LBq,n 

to query q is always expanded first, guarantees to identify k closest results, and no other 

search path is guaranteed to expand fewer nodes by using the same heuristic.  

Proof: The search always starts from the root node. Equation 4 guarantees that any lower 

bound estimation for any non-leaf node is no bigger than the lower bound estimation for 

its children. Hence, the smallest lower bound estimation monotonically increases 
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throughout the search process. Therefore, the search process guarantees to identify k 

closest results.  

Let the search path used in the k-nearest algorithm be p1. Assume there is another search 

path p2 using the same heuristics and a node n in p1 is guaranteed to be excluded from p2. 

Then LBn,q must be bigger than the distance between the kth closest object and the query, 

dk,  i.e. LBn,q > dk. Since the lower bound estimation monotonically increases during the 

search process, p1 will stop at node m where LBm,q ≤ dk. If n is in p1, then LBn,q ≤ dk, 

which contradicts LBn,q > dk. Then either node n does not exist in p1 or n can’t be 

excluded from p2 with certainty. Hence there is no other search path that is guaranteed to 

expand fewer nodes. ▌  

 

 

 

 

 

 

 

 

 

 

 

 

Figure 4.2: Pseudo code for anytime k-nearest neighbor search algorithm  

q: query instance 
k: number of result to be retrieved 
c: early termination condition 
Anytime-k-nearest-neighbor-search (q, k, c) 
1.  init priority queue open_list :=root_node, result_list:=empty, 
result_counter:=0, target_radius:=max, kth_radius:=max;  
2.  while open_list is not empty 
3.     if condition c is met 
4.          stop search and return all objects in result_list; 
5.    get head node n from the open_list. 
6.    if LBq,n is greater than target_radius  
7.     for each object p in result_list and d(p, q)≤ target_radius  
8.                output result_list.remove(p)  
9.                result_counter++; 
10.        result_list.maxsize � k-result_counter; 
11.  if result_counter ≥k stop search 
12.  update target_radius � LBq,n. 
13   if n is an internal node with c1…ck children 
14. for each child node ci  
15. compute LBc,q as the lower bound between ci and q 
16. if LBc,q < kth_radius, insert ci � open_list ordered by LBc,q. 
17.  if n is a leaf node with r1…rm data objects 
18.    for each data object ri  and d (ri , q) < kth_radius 
19.       insert ri into result_list ordered by d. 
20.    kth_radius � result_list.last().distance 
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Figure 4.2 shows pseudo code for an anytime k-nearest neighbor search. In Figure 

4.2, line 1 creates a priority queue open_list, for storing internal nodes to be searched, a 

priority queue result_list for storing putative results found during the search. The search 

begins with root_node and continues while open_list is not empty (Line 2). Additionally, 

the search can also be terminated when either termination condition c is met (Lines 3-4) 

or k results have been found (Line 11). Lines 6-10 output the results that can be 

confirmed. If any result has been returned, the result will be removed from result_list 

(Line 8). Lines 9 and 10 update number of results have been returned and number of 

results are still needed. Lines 13-16 search an internal node. Line 15 computes the lower 

distance bound between query q and node c, LBq,c. If the LBq,c is smaller than the 

kth_radius which is the distance between query q and kth results found, then node c will 

be inserted into open_list which is sorted based on LBq,c,. Lines 17-20 search a leaf node. 

If a qualified result is found, it is put into the cached_result_list sorted by its distance to 

q. The kth_radius is updated if needed. When the termination condition is not defined, the 

search proceeds to return k-nearest neighbors. In the next sub-section, we will detail our 

definition of early termination conditions. 

4.3 APPROXIMATION ERROR AND EARLY TERMINATION CONDITIONS 

There are two central issues concerning the approximate k-nearest neighbor 

search, the measurement for the quality of the returned set upon the early termination of 

the search, and the timing of the early termination. An error term is defined to 

quantitatively evaluate the quality of a putative answer set compared to an exact answer 

set. 

Definition 4.4 Relative error Let T={T1,…,Tk} be an ordered set of k closest objects 

returned by the search of query q, and d(q,Ti)≤ d(q, Ti+1), let S={S1,…Sk} be an ordered 
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set of k closest objects to the query among all the objects to be searched and d(q, Si) 

≤d(q, Si+1), then the relative error of S is  
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==
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,                                           (4.3.1) 

Two early termination strategies are examined. One combines the proximity 

restrictions of range search with k-nearest neighbor. This is first defined by Yianilos for 

nearest neighbor search by introducing a radius to limit the search space [112]. In a 

radius-limited k-nearest neighbor search, up to k qualified objects are returned; the k-

nearest-neighbors, less those whose distance is beyond the limiting radius of a range 

query.  If k objects are returned, the result is identical to a k-nearest neighbor query.  If 

less than k objects are returned the result is identical to a range search whose distance 

equals the limiting radius.  

Definition 4.5 Radius-limited k-nearest neighbor (RKNN) search Given a set of 

objects D, a query q, a number k, and a distance function d(a,b), the search Q(q, k, r) 

returns up to k closest objects whose distance to the query object q is no greater than r: 

S={s| s∈D; d(s, q)<r; d(s,q) ≤d(t,q) t∈D, t∉S}. 

The radius limited search was first defined by Yianilos for nearest neighbor 

search by introducing a limiting radius to limit the search space [112]. In a radius-limited 

k-nearest neighbor search, up to k qualified objects are returned; the k-nearest neighbors, 

less those whose distance is beyond the limit, the radius, of a range query.  If k objects 

are returned, the result is identical to a k-nearest-neighbor query.  If less than k objects 

are returned the result is identical to a range search whose distance is equal to the limiting 

radius. Hence, the search cost is always the minimum between a normal range search of 

radius r and k-nearest neighbor search. For a radius limited k-nearest neighbor search, the 

early termination condition c in Figure 4.2 can be defined as  
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kth_radius > r 

 where r is a predefined limiting radius. The pseudo code of the algorithm is presented in 

Figure 4.3 which is very similar to the pseudo code shown in Figure 4.2.  

In Figure 4.3, line 1 and 2 create a priority queue open_list, for storing internal 

nodes to be searched. Lines 3-6 maintain, cached_result_list, the priority queue of 

putative solutions to be returned. The current_target_radius is the expected nearest 

distance and is initialized as zero. If a new result is found, line 4 and 5 check if there are 

already k results. If not, the current_target_radius is updated, line 6. Lines 7-10 search an 

internal node. Line 9 computes the lower distance bound between query q and node c, 

LBq,c. If the LBq,c is smaller than the limiting radius, then node c will be put into 

open_list which is sorted based on LBq,c,. Lines 11-13 search a leaf node. If a qualified 

result is found, it is put into the cached_result_list sorted by its distance to q. 

 

 

 

 

 

 

 

 

 

 

 

Figure 4.3: Pseudo code for retrieving up to k-nearest neighbors that are within distance 

bound r to a given query object q. 

The second strategy is to stop the search after ith nearest neighborhood of the 

query has been explored. Within the search process it is possible to determine if the 

Radius-limited-k-nearest-neighbor-search (q, k, r) 

1.  Add root_node into the open_list 

2.  While the open_list is not empty, get head node n from the open_list. 

3.      if LBq,n is greater than current_target_radius  

4. move all object p in cached_result_ list to final_result_list , if d(p, q)≤ 

current_target_radius.  

5. if the final_result_list contains k results, return final_result_list 

6. else update current_target_radius � LBq,n. 

7.       if n is an internal node with c1…ck children 

8. for each child node ci  

9. compute LBc,q as the lower distance-bound between ci and q 

10. if LBc,q < r, insert ci � open_list ordered by LBc,q. 

11.     if n is a leaf node with r1…rm data objects 

12. For each data object ri , compute distance d (ri , q)  

13.       If d < r insert ri � cached_result_list ordered by d. 

14. Return final_result_list 
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search has exhausted the opportunity to improve the jth nearest-neighbor, for j<=k. Thus 

the search may be terminated and the exact answer returned when j = k. Although the k 

results to be returned is an approximation of the optimal k results, the search guarantees 

that all points within jth smallest distance to query are found.  

Definition 4.6 ith smallest distance k-NN During a k-nearest neighbor search, the 

search can terminate early if and only if the estimated distance between a query object 

and the node to be searched is bigger than the ith smallest distance between the query 

object q and the results found so far. At the time of termination, there could be j results 

found within the ith nearest neighborhood of the query. If j=k, the exact answer is 

returned. Otherwise an approximate answer is returned, including all neighbors within the 

ith smallest distance to query.  

At any point during the search, the lower bound estimation is also the least 

distance expected between the query and the next answer. Incrementing the lower bound 

estimation means the search space for the answers within the previous lower bound 

estimation has been exhausted. Results found between any two consecutive increments of 

the lower bound estimation can be counted as the number of smallest distances found. 

For example, if some results are found between the start of the search and the first lower 

bound increment, then all objects that are closest (1
st
 smallest distance) to the query have 

been found.  

Note that the i
th

 smallest distance does not correspond to the number of results 

found, since multiple objects may have the same distance to the query object. When no 

two pairs of objects share the same distance, the ith smallest distance k-NN search is 

equivalent to i-NN search. As we will show later, the ith smallest distance k-NN search 

demonstrates interesting search behavior for data where the distance value is discrete, 
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e.g., biological data. The early termination condition c in Figure 4.2 for ith smallest 

distance knn can be defined as  

sd_counter > i 

where sd_counter is a tracker of the number of smallest neighborhoods explored and can 

be maintained with additional code within lines 6-10 in Figure 4.2. In the subsequent 

sections, we use i-SD as an abbreviation for ith-smallest distance.  

4.4 PERFORMANCE EVALUATION OF AKNN 

The biological data includes both sequence and Mass spectra data. The sequence 

data set is the overlapping 6-grams generated from an established protein homology 

benchmark furnished by the National Center of Biotechnology Institute (NCBI 

ftp.ncbi.nlm.nih.gov/pub/impala/blastest). The benchmark includes 6433 yeast protein 

sequences (~ 2,892,155 residues) and 103 query sequences whose true positive hits have 

been identified by experts [86]. The distance between two q-grams is measured by 

weighted Hamming distances parameterized with mPAM. 

The mass spectra data set contains theoretical spectra from Escherichia coli K12 

(E. coli) genome, the human genome and a seven protein mixture from the Sashimi 

proteomics repository (sashimi.sourceforge.net). The ground truth set (query set) of 49 

spectra is constructed by first identifying the 4000+ scans of the Sashimi seven protein 

mixture, using BioWorks 3.1 (peptide identification software), and choosing all +2 

charged spectra that are identified with XCorr score > 2.4.  

The synthetic data set is randomly generated multi-dimensional vectors. The 

value of each dimension ranges from 0 to 20. The query set consists of 100 vectors that 

are randomly generated separately.  
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4.4.1 Properties of Anytime k-NN Search  
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Figure 4.4: The relative error of k-nearest neighbor search monotonically decreases with 

increasing computation cost.  

Figure 4.4 illustrates the monotonic property of the search using a synthetic data 

set. It plots the quality of the results with respect to the cost of search, measured as the 

average number of distance computations. Relative error (Definition 4.4) measures the 

degree of precision the search can achieve. When the set of objects returned by the search 

is different from the true k best results among all the objects, the relative error is a 

positive value. The relative error, as computed by equation (4.3.1), monotonically 

decreases and converges to zero when the exact answers are found with additional 

computational cost. 
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Figure 4.5: The average number of distance computation for finding ith results (solid 

diamond) and the average number of distance computation when ith results 

being returned (empty diamond) for 100 queries of 120-nearest neighbor 

search against 100,000 data objects. 



    

  70   

However, it is important to note that the k-NN search does not stop immediately 

even when all k correct results are found. The algorithm has to continue checking the 

remaining data in the search space until it is confirmed that all k closest results have 

indeed been found. In other words, the returning of the results is usually achieved with a 

time lag to the actual finding. Sometime this lag accounts for a great portion of the search 

cost. With a synthetic data set, Figure 4.5 shows the average number of distance 

computations for finding ith results (solid diamond) and the average number of distance 

computations when ith results are returned (empty diamond) for 100 queries of 120-

nearest neighbor search against 100,000 data objects. In Figure 4.5, although all the 

correct results can be found within 600 distance computations, the k results will not be 

returned until over 1800 distance computations are performed per query on average. It 

takes 3 times longer to return the results after they are found.   

 

 

 

 

 

 

 

 

Figure 4.6: Lag between finding and returning ith results for 10 and 20 dimension vector 

data. From top to bottom, the average cost of returning the ith result for 20-d 

vector data, 10-d vector data, the average cost of finding the ith result with 

20-d, 10-d vector data. 

The effect of the “curse of dimensionality” only becomes worse for the black box 

model when the intrinsic data dimensionality increases [100, 51]. As further illustrated in 

Figure 4.6, the lag between finding and returning ith results is even larger as the data 
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dimension increases.  For 10-dimension vector data, the computational cost for returning 

results is about 10 times the cost for finding the results. For 20-dimension data, the strict 

k-NN search will require a linear scan of the entire database. Therefore, it is possible that 

terminating k-nearest neighbor search early can greatly reduce the computational cost 

with a minimum or no loss of accuracy.  

The anytime k-NN search algorithm put this observation into use by terminating a 

search ahead of time and returning approximate k-nearest neighbor search results. It is 

believed that the proposed anytime k-NN search can also be applied to other data sets to 

provide a flexible trade-off between the computational cost and search quality. 
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Figure 4.7: Relative error and computational costs with biological sequence data. From 

left to right, the ith point corresponds to the search of top 200 results 

prematurely terminated using ith smallest distance. 

 

 

 

 

 

 

 

 

Figure 4.8: Trade-off of using “ith smallest distance rule” on synthetic data set.  From left 

to right, the ith point corresponds to the search of top 120 results 

prematurely terminated using ith smallest distance. 
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Figure 4.7 and 4.8 illustrate the trade-off between accuracy and computational 

cost of approximate k-NN search for protein q-grams and vector data. In Figure 4.7, from 

left to right, the ith point corresponds to the cost and accuracy of the search to identify 

top 200 results using ith smallest distance. Note that the result of 0 smallest distances rule 

is the same as the result of 1
st
 smallest distance rule because the nearest neighbors are 

always found. Therefore, the first point shows the initial 200 results (with nearest 

neighbor) found at cost of 7800 distance computations on average, with an average 0.37 

relative error. The second point shows the results returned by early search termination 

using “2
nd

 smallest distance rule”. The average cost increases 8 times, while reducing the 

relative error to 0.08 as well. The relative error reduces to 0 using “5
th

 smallest distance 

rule” with the cost of 164k distance computations on average. Figure 4.8 illustrates 

similar behavior with synthetic data. Both Figure 4.7 and 4.8 also show that the accuracy 

gain diminishes when “i" gets larger at the point of early termination. Therefore, it is 

expected that the best trade-off between accuracy and cost is usually achieved within the 

first several points. 

4.4.2 Approximation efficiency of early terminated anytime k-NN Search  

In this section, we study the effect of approximation due to early termination of a 

k-nearest neighbor search in the context of practical applications. Although the relative 

error used in the previous section measures the degree of approximations between the 

results of early terminated and completed k-nearest neighbor search, it does not 

sufficiently reflect the effect of approximation for practical applications. For applications 

with layered processing on top of DBMSs, the goal of similarity retrieval is to select a 

candidate set for further processing. The exact retrieval results often contain false 

positive and false negative results due to the use of heuristics in the distance function or 

relaxed search criteria. The layer processing approach provides a room for an 
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approximation of results. We presented results for two practical examples, sequence 

homology search and peptide mass spectra identification. For each workload, we define 

an application- specific accuracy measure and compare early terminated search with 

completed k-nearest neighbor search or range search. The experimental results indicate a 

negligible effect of approximation caused by early termination from practical aspects for 

tested applications.  

Q-gram based homologous sequence retrieval starts with proximity retrieval of q-

grams, followed by a chaining algorithm to stitch similar q-grams together [35]. We 

implement a simple homologous protein search algorithm where similar 6-grams can be 

retrieved using either AKNN or range search. The choice of q value, 6, is determined 

empirically. Please see details regarding the protein homology search in Section 5.1. For 

each query sequence, similar q-grams from the database are retrieved for every q-gram in 

the query sequence and combined to determine a set of similar sequences. Because the 

final similarity is determined by combining results of multiple similar q-gram retrievals, 

overall performance can be improved by slightly sacrificing accuracy in the individual 

similar q-gram retrievals. These are confirmed by experimental results obtained by 

applying early terminated k-nearest neighbor search.  

The tested protein sequence data set contains a set of 103 queries and 

corresponding true positive hits [86]. On average, 174 similar q-gram retrievals are 

conducted for each query sequence. For each sequence query, the accuracy is measured 

as the accumulated number of true positive hits found before the 50
th

 false positive hits. 

Since range searches are often used for q-gram searches, we use the search accuracy and 

search cost of range search as a baseline. The relative accuracy of a search is computed as 

the ratio between accuracy of the search result and the accuracy of a radius 5 range 

search.  The relative cost of a search is computed as the ratio between the average 
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number of distance computations of that search and the average number of distance 

computations of radius 5 range search. 

 
 
 
 
 
 
 
 
 
 
 
 

 

Figure 4.9: Relative cost and accuracy of homology search. The top curve shows the 

results of a completed k-nearest neighbor search and the bottom curve 

shows the results of a k-nearest neighbor search terminated using the 1
st
 

smallest distance rule. From left to right, each point corresponds to k of 30, 

50, 100, 150 and 200 respectively. The relative accuracy of a search is 

computed as the ratio between accuracy of the search result and the 

accuracy of a radius 5 range search. The relative cost of a search is 

computed similarly for average number of distance computations. 

Figure 4.9 plots relative cost and accuracy of several k-nearest neighbor searches. 

The top curve shows the results of a completed k-nearest neighbor search and the bottom 

curve shows the results of a k-nearest neighbor search terminated using the 1
st
 smallest 

distance rule. Points of each curve correspond to searches with different k values. From 

left to right, the value of k is 30, 50, 100, 150 and 200 respectively. Note that the k-

nearest neighbor search approach can achieve better accuracy than range search. The 

results show that early terminated k-nearest neighbor search is about an order of 

magnitude faster than range search while maintaining comparable accuracy. The early 

termination of a k-nearest neighbor search is also two to four times faster than a 

completed k-nearest neighbor search with only slightly worse accuracy.  
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Figure 4.10: The average accuracy measure per query sequence for various k values for 

mass spectra data (left). Solid diamond and empty square lines are for 0/1 

smallest distance guarantee respectively. 

Figure 4.10 shows an application of early terminated anytime k-NN search for 

mass spectra data. In this problem, an index tree is constructed over a semi metric 

distance based on the inverse cosine between mass spectra to provide a coarse filtering. 

The accuracy is measured by the percentage of true positive hits contained within the 

search results. With the same limiting radius, all true positive results are found when k is 

larger than 50 with the 1st smallest distance rule. And all results are found for k larger 

than 225 with the 0 smallest distance rule.   

4.4.3 Scalability of early terminated anytime k-NN Search  

In addition to providing a favorable trade off between the search performance and 

the quality of the results, the early terminated k-NN search also demonstrates good 

scalability when the size of the database increases.  

Figure 4.11 compares computational cost of range search and AKNN search for 

the sequence databases of different size. The databases are built using data sequentially 

extracted from a yeast protein data set. For the entire yeast data, the number of results 

ranges from 46 to 13925 for range 6 searches, and from 7 to 2912 for range 5 searches. 

From top to bottom, each curve corresponds to range search of radius 6, range search of 
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radius 5, early terminated 200 nearest neighbor search at 5
th

 smallest distance, 3
rd

 

smallest distance and 1
st
 smallest distance. As indicated in figure 4.8, the 200 nearest 

neighbor search early terminated using 1
st
 smallest distance rule achieves the accuracy of 

the best of range search results. The results in Figure 4.11 show the computational costs 

for range search of radius 5 and 6 are proportional to the size of the database and the 

computational costs for early terminated k-nearest neighbor searches remain stable.  

 

 

 

 

 

 

Figure 4.11: Computational costs of different search methods for the sequence databases 

of different size. from top to bottom, each curve corresponding to range 

search of radius 6, range search of radius 5,  early terminated 200 nearest 

neighbor search at  5
th

 smallest distance, 3
rd

 smallest distance and 1
st
 

smallest distance. 

 

 

 

 

 

 

 

 

 

Figure 4.12: Computational costs of different search methods for the mass spectra 

databases of different size. 
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Figure 4.12 shows the scalability when applying early terminated k-NN search to 

mass spectra data for coarse filtering. To test the performance with different database 

sizes, multiple small databases from this database (~650,000 theoretical fragmentation 

spectra) are created. For each small database, a radius bounded k-NN search is 

performed, using bounding radius R and k that return 100% true positives. Figure 4.12 

shows the average number of distance computations per query for each database. In 

contrast to a clear linear increase in computational costs of range search, early terminated 

k-nearest neighbor demonstrates scalability over the size of research data.  

Similar experiments with synthetic data are also conducted. Figure 4.13 shows the 

average number of distance computations when the search terminated at different 

conditions: all results found (solid line), 3
rd

 smallest distance (dotted line), and 2
nd

 

smallest distance (broken line) for database size ranging from 200,000 to 1,800,000.  

When the search is terminated after 2
nd

 smallest distance rules, the average errors range 

from 0.007 to 0.02. When the search is terminated after 3
rd

 smallest distance rules, the 

average errors range from 0.002 to 0.008. 

 

 

 

 

 

 

 

 

 

 

 

 

Figure 4.13: The average number of distance computation when the search is stopped at 

different conditions, all results found (solid line), 3rd smallest distance 

(dotted line) and 2nd smallest distance (broken line) for database size range 

from 200,000 to 1,800,000. 
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In Figures 4.11, 4.12 and 4.13, the early terminated k-nearest neighbor search 

shows periodical decreases of the average number of distance computations as the 

database increases. This is likely caused by several factors. First, the number of objects 

per leaf node is not constant. The number of objects per leaf node increases linearly until 

it reaches a preset limitation as the database grows. If the leaf node is visited, all the 

objects stored in a leaf node must compare with the query object since there is no prune 

rule within a leaf node. In this case, a linear increase of distance computations is expected 

even if the number of nodes to be visited remains the same. Second, when the number of 

the objects per leaf node reaches the maximum value, additional pivots are selected to 

create new partitions. These will cause the level of the tree to increase. The increases of 

tree level can cause a temporary decrease of the number of objects per leaf node. 

Additional pivots and partitions can also cause a temporary decrease of backtracks, 

especially when the value of k remains constant. 

 

 

 

 

 

 

 

Figure 4.14: Results of search costs for different k values using sequence data. 

Figure 4.14 shows how search costs increase as the value of k increases using 

sequence data. The top curve in the figure corresponds to completed k-nearest neighbor 

search, and the bottom one corresponds to k-nearest neighbor search terminated after the 

1
st
 smallest distance. For both searches, the search cost, as indicated by the average 
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number of distance computations, grows linearly as the value of k increases. However, 

early termination k-nearest neighbor search has a notably smaller coefficient than the 

completed k-nearest neighbor. Linear regression shows the coefficient for k-nearest 

neighbor search terminated after the 1
st
 smallest distance, 75.01, is about one tenth of the 

coefficient for completed k-nearest neighbor search, 723.34. Results of vector data, 

image data and mass spectra data show similar properties.   

4.5 SUMMARY AND DISCUSSION 

The dimensionality and the data distribution play an important role in distance-

based retrieval. The proposed anytime k-nearest neighbor search method is a feasible way 

to overcome the “curse of dimensionality” for practical applications that prioritize 

accuracy of the results, computational cost and scalability. Applied to sequence and mass 

spectra data, the proposed method achieves the same accuracy at a fraction of the cost of 

a full range search or a strict k-nearest neighbor search.  

Determining the timing for early termination is central to anytime k-nearest 

neighbor search and remains an open issue. The conditions detailed in this dissertation 

depend on the confirmation of closest neighbors. However, it is possible that even the 

confirmation for nearest neighbors requires exhaustive search for data with high intrinsic 

dimensionality. Other early termination conditions can be explored to meet specific needs 

of future applications, such as fixed computational cost or fixed cost of improvement 

without detailing the results. Reminiscent of numerical methods, the rate of convergence 

of the error term is an obvious candidate. Furthermore, it seems plausible that termination 

could be connected to a dynamically determined confidence level in the answer when 

combined with the analysis methods of approximate nearest neighbor search [44]. 

The presented search results also illustrate a “superscalable” search behavior 

where the search cost decreases while the database size increases. A similar behavior is 
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noticed in the application of parallel depth first search and a relationship between “result 

density” and the extent of their algorithmic speed-up is detailed [77]. The “superscalable” 

behavior of approximate k-NN search might be a related phenomenon. Since the 

applications here concern finite metric-spaces, an increase in database size does not 

impact the definition of the space, but it does increase the density of the points in the 

space. For example, when the database size is small, the k closest results may be scattered 

in m clusters (leaf nodes) with kth closest distance to query as d1. When the database size 

increases, the kth closest distance to query may shrink to d2. Consequently, the k closest 

results now may be scattered in n clusters where n<m. In such a case, the associated 

computational cost for the larger database can be less than that of the smaller database 

due to fewer leaf nodes to be visited. Theoretically, the “superscalable” search behavior 

possesses immense potential to be incorporated in the search of large-scale data.  

Both approximate k-nearest neighbor search (AKNN) and approximate nearest 

neighbor search (ANN) share the goal of overcoming the “curse of dimensionality.” Yet 

the two search methods differ substantially in their intended applications [44]. While the 

ANN search is mainly designed to improve nearest neighbor searches, our AKNN search 

can be applied as a cost-effective alternative to range search. In our applications, as is 

generally the case for biological applications, the distance function is not a perfect model. 

Similarity retrieval is used to determine a candidate set and the final output is sorted by 

another method, usually a conditional probability or likelihood. For this class of 

applications, approximate methods serve very well. In other applications, such as image 

and information retrieval, the distance functions themselves entail heuristics and an exact 

solution to the search may not actually be any better than the slightly different solutions 

that are returned by approximate search.  
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Chapter 5: Applicability to Bioinformatics Problems 

Managing biological sequences in a metric distance based index structure 

provides support to an efficient proximity retrieval that also has scalable performance 

over large-scale data. The metric distance based index structure can be embedded in 

relational database management systems. Utilizing the set of existing machinery for disk 

based storage management and extended SQL interface, relational database management 

systems can provide flexible solutions for various analytic problems in bioinformatics to 

simplify the task of biological discovery.  

This chapter demonstrates the applicability of this new approach and the 

optimized trade-off between accuracy, speed and scalability offered by this integration. 

Sections 5.1 and 5.2 describe the algorithmic approach to support homology search and 

repeat detection. In Section 5.3, the trade-off between accuracy, speed and scalability is 

evaluated through homologous sequence retrieval, which is a fundamental task in 

bioinformatics. Using a proteomics benchmark, the distance-based q-gram retrieval is 

shown to still maintain accuracy when q is at least as large as 6, which creates a domain 

of over 60 million key values and enables scalability sufficient to provide effective 

performance for large disk-resident sequence databases.  

5.1 SUPPORTING  HOMOLOGY SEARCH USING MOBIOS 

For a genomic sequence database, homologous search can be viewed as a range 

query. Given a sequence q and a collection of sequences S, the homology search problem, 

HS(S, q, d), is to identify all subsequences s ∈ S where similarity(s, q)<d. Note that there is 

an intrinsic exponential in the size of a local alignment problem, in which any ordered 

subset of the elements of S should be considered. 
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The general framework for computing local-alignments by matching q-grams was 

first proposed and analyzed by Myers, contemporaneously with the development of 

BLAST [70, 4]. The basic algorithm consists of building a sequence database S offline, 

(i.e., materializing a sequenceview S_sview), and then performing the online search 

query. The search query will be converted into a set of proximity queries, based on q-

grams of the query sequence, whose results will be merged together to form the final 

answer. Given sequenceviews S_sview for a collection of sequences S and a query 

sequence Q respectively, the mSQL query to solve the homology search problem is 

shown in Figure 5.1.  

 

 

 

 

Figure 5.1: The proposed mSQL solution for homology search problem. 

In this query, a two-dimensional merge operator is used to merge matching q-

grams. The merge operator takes two additional parameters, g as a gap function and d as 

a distance threshold. The q-gram based homology search approaches can be viewed as an 

approximation to Smith-Waterman. Hence, the biological sequence analysis tools usually 

involve a trade-off between speed, scalability and sensitivity. “Sensitivity” is defined as 

the ability of an algorithm to correctly identify the true positive hits, and identify similar 

sequences based on evolutionary criteria rather than simple mathematical constructions 

on strings of letters. “Scalability” refers to the rate of increase in execution time as a 

function of the amount of data being analyzed.  In order to optimize the three-way trade-

off, the MoBIoS has several key differences from other q-gram based approaches [84, 

66].  

1. SELECT merge(R.fragment, A.fragment, g, d) 

2. FROM S_view R, createfragments(Q, q) A 

3. WHERE distance(metric_name, R.fragment, A.fragment) <= radius 

4. GROUP BY R.fragment, A.fragment 
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First, a goal of MoBIoS approach is to directly and quickly retrieve matching q-

grams in a biologically meaningful neighborhood of each q-gram in the query sequence. 

This is the opposite of the generate-and-test method, pioneered by BLAST, which relies 

on conventional indexing or exact matching methods. Using BLAST, all q-grams that are 

within a predetermined similarity threshold are generated for each q-gram in the query. 

The entire set of q-grams is matched against the database [4, 86].  

Secondly, the MoBIoS approach suggests the use of a relatively longer q-gram 

length. To ensure the accuracy of the search results, the word length used in BLAST for 

protein search is limited to 3. However, this short q-gram length causes excessive 

duplicated entries as the volume of data grows, increasing the workload of subsequent 

algorithms after the q-gram retrieval.  

Thirdly, the MoBIoS approach uses a biologically effective distance measure 

instead of simple edit distance for protein sequences. Due to the complex relations 

between amino acids, few indexing methods have claimed results for general protein 

sequence management and retrieval. The RAMdb is mainly used to identify short 

subsequences. The Ed-tree is designed for nucleotide sequences. The Cafe system uses an 

inverted file indexing to support a fast, coarse search for selecting possible sequences 

followed by a more computationally expensive fine search. Cafe is applicable to both 

amino acids and protein sequences, in which cases complex score models are not used 

during coarse searching [102]. SST and BLAT approaches use Hamming distance and 

simple edit distance respectively. Their initial success was achieved by targeting the 

sequence assembly problem where evolutionary criteria are unimportant. Subsequently 

these systems are being effectively applied to genomic analysis problems whose data is 

limited to sequences from evolutionarily close organisms [82].  
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5.1.1 Choice of Fragment Length and Search Radius 

Sequence analysis starts with matching subsequences. The computational cost of 

the subsequent analysis algorithm is a function, often polynomial, of the result size of the 

q-gram search. The length of q-gram and the search radius are the two most important 

parameters for a search, since, independent of data structure, they determine the size of q-

grams returned by the search.   

Ideally, we are looking for the combination of fragment length and search radius 

that minimizes the size of query results and still contains at least one q-gram from every 

expected answer sequence. These two concepts are known as selectivity, the ability to 

reduce false positive results, and sensitivity, the ability to identify true positive results. 

When optimizing selectivity and sensitivity, we need to determine a search radius for 

each fragment length that ensures biologically meaningful answers. For this purpose, we 

use a curated yeast benchmark suite furnished by NCBI [86]. The initial goal is to 

determine the value of the search radius that is necessary to identify all of the true 

positive hits for various q-gram lengths.  

Table 5.1: Comparison of selected results for various fragment lengths and search radii.  

In general, using longer fragments requires a larger search radius to achieve 

the same true positive return rates as those obtained using shorter fragments. 

Fragment 

length 

Search 

Radius 

Average % true 

Positive Hits Returned 

per query search 

Average % q-grams 

returned per query 

search 

TF-ratio 

Ratio of column 3 to column 4 

3 0 99.40% 3.57% 27.87 

4 2 100.00% 9.02% 11.09 

5 3 97.91% 2.19% 44.74 

6 4 96.52% 1.36% 70.92 

7 6 98.41% 2.20% 44.66 

8 8 98.31% 3.15% 31.17 
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Figure 5.2: The accuracy, percentage true positive hits returned, and selectivity, 

percentage of q-gram returned, are compared for different radius, q-gram 

length combination. Range searches with various radii were run on 

databases of total true positive hits set from benchmark with various q-gram 

lengths. From left to right, the range search radius of each pint is 1(4-gram), 

7(8-gram), 2(5-gram), 9(9-gram), 10(10-gram), 4(6-gram), 3(5-gram), 8(8-

gram), 0(3-gram), 5(6-gram), 9(8-gram), 6(6-gram), 2(4-gram), 4(5-gram) 

and 1(3-gram).  

Figure 5.2 plots the selected points whose average percentage of true positive hits 

returned higher than 90%. Table 5.1 details selected points of interest. Table 5.1 details, 

for various q-gram lengths, selected results whose average percentage of true positive hits 

returned per query sequence are higher than 95%. The average percentage of true positive 

hits returned per query is a measure of sensitivity. The average percentage of the total q-

grams in the database returned per query sequence is a measure of selectivity.  

The results in column 5 of Table 5.1 show the TF-ratio, or the ratio of the average 

percentage of returned true positive hits to the average percentage of returned q-grams 

per q-gram. The combination of fragment length 6 and search radius 4 has the highest 

TF-ratio of 70.92. The next are fragment length 5 with radius 3 (TF-ratio 44.74) and 
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fragment length 7 with radius 6 (TF-ratio 44.66). The percentage of true positive q-grams 

returned is higher for longer q-grams. 

 

 

 

 

 

 

 

 

 

 

 

 

 

Figure 5.3: The average percentage of returned q-grams that are from true positive hits 

per query search for various q-gram lengths. 

Figure 5.3 shows the percentage of 6-mers is about 1.8 times higher than that of 

3-mers. Quantifying the trade-off between selectivity and sensitivity, we choose a q-gram 

length no shorter than 5 and a radius no smaller than 3 for the remainder of our study.  

 

 

 

 

 

 

Figure 5.4: The average number of q-grams within a given radius for q-gram length 5, 6  
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The use of the large search radius required by using longer q-grams reveals the 

curse of dimensionality [10]. In Figure 5.4, for q-gram lengths 5 and 6, the size of the 

neighborhood increases dramatically after radius 3. The average neighborhood size of 

radius 5 is about three times the average size of radius 4. Since increasing the length of q-

gram from 5 to 6 also increases the entire search space from about 3M to 60M, the 

average number of 6-mers within the distance increases dramatically when the distance is 

greater than 5. Despite this curse, note that for a 5-mer, a radius 2 search is very 

manageable and returns q-grams with up to 40% mismatch which corresponds to the limit 

of the “safe” distance for mapping one sequence’s annotation to another [113].  

5.2 SUPPORTING REPEAT DETECTION IN MOBIOS 

A repeat refers to a set of highly conserved subsequences that occur more than 

once in a given sequence or a whole genome of a particular organism. Repeats are very 

common among organisms. They are usually important to certain functions or structure 

features, and can be used as clues to reconstruct the evolutionary history. Studies also 

show correlations between gene regulation and the number of copies of a repeat or length 

of the repeat. [15, 109, 1, 41, 114]. Therefore, repeats have become increasingly popular 

as the subject of sequence analysis inquiry in recent years.  

There are two types of repeats, common repeat and tandem repeat. A common 

repeat refers to a subsequence that occurs more than once with a minimum length and a 

maximum number of errors between each occurrence. A tandem repeat is referred to the 

case where the repeat pattern repeats itself immediately. The repeat pattern in a tandem 

repeat is usually short but repeated exactly for many times. The tandem repeat may form 

a long low-complexity subsequence in the inter-genetic region of genome. However, the 

tandem repeat can also be a common repeat. Although some of the tandem repeats have 

biological significance, they are usually given minimum attention when the purpose of 
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analysis is to find common repeats. The basic problem can be solved by first identifying 

the set of common conserved q-grams followed by merging those subsequences into 

longer conserved regions according to the spatial constraints.  

5.2.1 Identify tandem repeats in MoBIoS 

The whole genome sequence contains exons, introns, and intergenic regions, as 

well as many low-complexity regions. The low complexity regions are often referred to 

as subsequences with simple patterns and in the form of tandem repeats of very short q-

grams. Such low-complexity regions are usually of interest in practice and masked out for 

homology search. In the case of repeat-finding problems, the short tandem repeat can 

produce a lot of redundant results. Such regions can be identified by preprocessing with a 

computational overhead.  

MoBIoS can detect the fragments of d-mer tandem repeats by comparing the 

offset values among the exact matches found in the search because of the properties of 

the MoBIoS index structure,. Since the database is built by bulk loading data 

sequentially, the clustering process will store similar fragments in the order of their 

position (offset) in the original sequence. Let the set R={R1,R2, …Rn} be the set of offset 

values that query fragment q occurs in database D. If, for any i ∈(1,n), 2*|Ri-Ri-1|=2*d ≤ 

lengthOf(q), then the fragment q is composed by d-mers. Thus low-complexity fragments 

can be eliminated without drastically increasing overhead. 

5.2.2 Identify common repeats in MoBIoS 

Algorithmically, MoBIoS requires O(nlogn) time for building the database and 

the searching time is also O(mlogn) for a query sequence of length m. Given a sequence 

length of n, to identify repeats with at least l in length and maximum k differences, the 
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theoretical computational cost is O(nlogn+nlogn) using a similar approach. However, for 

certain specific problems, the number of searches can be reduced by a constant factor.   

Additionally, it is possible to employ a more complicated model in determining 

the error between two subsequences within the context of MoBIoS. Instead of a simple 

match/mismatch scoring schema, a metric distance model can be used, such as using 

mPAM models for finding repeats among protein sequences.  Hence, MoBIoS can extend 

the solution to find possible gene duplication in nucleotide sequences and repeat 

sequences in protein sequences. A popular repeat finding tool is REputer which 

specializes in nucleotides sequences [52]. Another tool is called REPro which can find 

repeat sequences for a peptide with O(n
2
) [30]. Another approach to finding repeat 

sequences is to establish a repeat pattern database. The query sequence is searched 

against the database for possible repeat sequences 

(http://ftp.genome.washington.edu/RM/RepeatMasker.html;
 
Smit and Green).  

The basic problem of finding repeats is defined as the following: given a sequence 

S of length n, the problem is to find all substrings that are at least of length l and occur 

more than once in S with maximum number of mismatches of  k.  

From the requirements of k and l, it is known that the length of maximal exact 

repeat has a lower bound on length 






+
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k

l
W . This indicates that every qualified 

substring contains at least wmin long exact matches.  

If the sequence is organized in q-grams and wmin  is longer than q, then only exact 

range searches are necessary. In general, the required minimum search radius to identify 

all the qualified repeat substrings can be computed as 
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Further, given the maximum overlapping organization of the database, it is 

possible to reduce the number of searches of q-grams from the query. Intuitively, at most 
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two q-gram searches are necessary for every wmin span in the query sequence. In other 

words, the maximum offset span of two consecutive query q-grams searches is amax =wmin 

– 2*q when searching for exact matches. 

Hence, when (k+1)*q< l the number of search required to identify all such regions 

is 
minW

2n
 or 








+1k

2

l

n
 or n

l

k
∗




 + )1(2
. In REPuter example, l is 700 and k is 10, the exact 

match could be up to 63 long. This means that if q is 18 long, the q-gram search only 

needs to be conducted twice for every 63 bases or, two consecutive q-gram searches 

could be as far as 27 bases away. The required number of search is 3.2% of the length of 

sequence. For a sequence of 1,000,000 bases, 32000 searches are needed.   

If the q-gram search is not limited to exact matches but allowed to use range 

search of r instead, the number of searches can be further reduced. In this case, the length 

of maximal repeat with at most r mismatches is 
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. In practice, if the range search radius is increased to 1 for 

each q-gram, the number of the required searches is only half of the searches required for 

radius 0 searches.  

Therefore, the computational cost of using MoBIoS for finding repeater could be 

in proportion of nn
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5.3 PERFORMANCE EVALUATION OF MOBIOS FOR HOMOLOGY SEARCH PROBLEM  

Both the fixed radius range search and the radius-limited k-nearest neighbor 

search can achieve results with comparable accuracy to other homology search 

algorithms. Independent of the impact of the curse of dimensionality on the retrieval cost, 
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a computationally effective method must also limit the number of retrieved q-grams 

which would affect the computation cost for the subsequent analysis. The results in this 

section show that the algorithm based on radius-limited k-nearest neighbor searches is 

preferable because it accommodates the curse of dimensionality better with respect to 

both the retrieval cost and the number of retrieved q-grams. To evaluate the biological 

effectiveness of the proposed approach, the complete yeast data set is used including the 

benchmark as introduced in the previous Section 4.4.  

5-mers for both indexed sequences and query sequences are used first. For each 5-

mer from each query sequence, a set of q-grams is retrieved using fixed radius range 

search. The average ROC50 score for all queries is 0.45 and 0.53 by using radius 3 and 4 

range search for each q-gram respectively. As shown in previous section, the ROC50 

score for using BLASTp ranges from 0.42 to 0.53. Because of the curse of 

dimensionality, each q-gram from the query sequence requires on average over 160k 

distance calculations for range 4 search against a database with 3 million q-grams. Due to 

the non-uniform distribution of the amino acids, the number of q-grams in a 

neighborhood of radius 4 varies greatly. On the other hand, there are about 3 million 

unique 5-mer peptides. As the database size grows larger, more duplicate entries will 

reduce the selectivity of the search and increase the workload of the subsequent chaining 

algorithm. Hence, a longer q-gram and a smaller radius are desired. Therefore, the 

approximated k-nearest neighbor search strategy is developed for the optimization 

between computational cost and accuracy using 6-mers.  

The trade-off of the algorithm is controlled by the value of k and the 

approximation conditions. Here presented are the results of using algorithms with the 

least (early terminated k-nearest neighbor search using limiting radius) and most 
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approximation (early terminated k-nearest neighbor search using 1
st
 smallest distance 

rule), coined RKNN and AKNN respectively, with limiting radius of 6. 

 

 

 

 

 

 

 

Figure 5.5: (a) On the left, the average ROC50 score per query sequence for various k 

values; (b) on the right, the average number of distance calculations needed 

for various average ROC50 scores per query sequence.  

Figure 5.5(a) illustrates the average ROC50 values for RKNN and AKNN 

algorithms with various k values. Figure 5.5(b) plots the average number of distance 

calculations (as a measure of CPU time during the database search) needed per query to 

achieve various ROC50 levels. For both AKNN and RKNN algorithms, a large k value 

achieves better accuracy. The improvement of accuracy becomes smaller once the k 

value reaches 300, and the average ROC50 score seems capped at 0.51. The AKNN 

search achieves similar accuracy to the RKNN algorithm. However, the RKNN search is 

about one order of magnitude slower than AKNN. Therefore, the AKNN is believed to be 

a good approximation for RKNN search since it yields much better performance. Table 

5.2 details the comparison used in previous section for AKNN and selected range 

searches.  
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Search method 

% q-gram 

returned that are 

from true 

positive hits 

Average % true 

Positive Hits 

Returned per query 

search 

Average % q-

grams returned 

per query 

search 

TF-ratio 

Ratio of column 

3 to column 4 

6-gram AKNN: k 

=200 

0.58% 98.51% 1.18% 83.33 

6-gram AKNN: k 

=300 

0.50% 99.20% 1.76% 56.46 

6-gram Radius 4  0.58% 96.52% 1.36% 70.92 

3-gram radius 0 0.34% 99.40% 3.57% 27.87 

Table 5.2: Comparison of AKNN and results of using range search with various fragment 

lengths  

In addition to providing a better trade-off between accuracy and computational 

cost, the approximate k-nearest neighbor also demonstrates a good scalability property. 

The test data sets are sequentially extracted from a large protein sequence data file 

(downloaded from NCBI in July 2003; ftp://ftp.ncbi.nih.gov/GenBank/genpept.fsa.z,) so 

their size varies. The query set, adopted from the benchmark for the OASIS analysis, are 

100 queries randomly selected from the ProClass motif database ranging in length from 6 

to 56 amino acids with an average of 16 [66]. 

Figure 5.6 shows the scalability of the early terminated k-nearest neighbor search. 

It plots the average search time per query sequence, the average number of distance 

calculations and the number of leaves visited per q-gram search using the AKNN 

algorithm with a k of 300 and a limiting-radius of 5 or 6. The results show similar 

properties as noted in Section 4 of Chapter 4. During anytime k-nearest neighbor search, 

the algorithm always first looks for the node that may contain the nearest match, starting 

with the expectation of exact matches. However, when the data size is relatively small, 

the chance that the node does not contain the nearest neighbor is greater. As the database 

size grows, such chances diminish. Hence, the search backtracks less when the database 

size is larger. This is an unusual property that has been observed and analyzed in other 



    

  94   

depth-first searches [77]. The results show that both the average number of distance 

calculations and the average number of leaf nodes visited decreases drastically. 

                                            

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

Figure 5.6: Scalability study of early terminated k-nearest neighbor search with k =300. 

From top to bottom, the average execution time per query sequence (top), 

the average number of distance computations per q-gram search (middle) 

and the average number of leaf nodes visited per q-gram search (bottom) are 

plotted against the size of database in the unit of million amino acids.  
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The yeast benchmark used in the accuracy study is a small dataset of about 3 

million amino acids. The lengths of the query sequences vary from 39 to 885 amino acids 

with an average number of 174. For further speed tests, we adopted another benchmark 

with a larger data set and short query sequences. The short query set minimizes the effect 

caused by the difference of chaining algorithms. This benchmark was used for the OASIS 

analysis and consists of the SWISS-PROT database and a hundred queries that were 

randomly selected from the ProClass motif database [66]. The SWISS-PROT data set 

was downloaded in Oct. 2004 and contains 163496 peptides with about 52M amino acids. 

The queries range in length from 6 to 56 amino acids with an average length of 16.       

Since the accuracy of the early terminated KNN algorithm is affected by the value 

of k and the limiting distance r, we conducted the speed comparison with several 

different configurations. The results were compared to the BLASTp program running on 

the same machine, a Linux computer with a 2.6GHZ P4 CPU and 4G of memory. 
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Figure 5.7: Comparison of average running time per query between using Blast for 

homology search and using indexed search with various k values. The Blast 

time, shown by a solid line, is the average wall clock time per query using 

an e-value of 20000. The average indexed search time includes both q-gram 

searching time and subsequent chaining time per query. The striped bar and 

solid bars show the results of using limiting radius 5 and 6, respectively.  
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Figure 5.7 shows the average search time per query over the 100 queries. The 

BLAST search was conducted with an e-value of 20,000 [66]. The EKNN algorithm is 

parameterized with various k values and limiting radii. With a limiting radius of 5, the 

algorithm outperformed BLAST when k is no bigger than 500. The algorithm also 

outperformed standard BLAST with a limiting distance of 6 even for k value of 1000. 

Note that the k is the number of q-grams returned per q-gram search and is not the 

number of final results per query sequence. As indicated in Figure 5.5, comparable 

accuracy is achieved for k of 200 for k-nearest neighbor search terminated by limiting 

radius or 1
st
 smallest distance rule. Although our approach is implemented in Java and 

integrated into a full database system, the early terminated k-nearest neighbor searches 

still perform reasonably fast. For k of 200, Figure 5.7 indicates k-nearest neighbor search 

terminated by limiting radius is about two-times faster than BLAST search and k-nearest 

neighbor search terminated by 1
st
 smallest distance rule is about four times as fast. 

Furthermore, the timing results are “wall-clock times” which also include the time of the 

chaining algorithm which has to assemble the alignment results after q-gram retrieval. 

Although we intentionally choose short query sequences to minimize the computational 

cost spent on chaining, we still believe there is a greater computational advantage of 

implementation in C++ as in BLAST than implementation in JAVA as used in our 

approach. 

5.4 SUMMARY AND CONCLUSIONS 

This section details how various sequence problems can be solved using proposed 

mSQL. Using a homology search benchmark, the trade-offs among accuracy, speed and 

scalability of this approach are evaluated.  

The queries presented above are meant to represent what will soon become a 

cohesive biological database management system such as MoBIoS. The feasibility of 
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performing useful queries on sequence data within a database management system itself 

is demonstrated, offering an alternative to the chains of programs previously necessary to 

solve complex genomics problems. However, many questions remain unanswered, such 

as the issue of regular expressions in queries. My future work may look to the PiQA 

algebra for assistance in that direction [96].  

With the methods presented in Section 3.3, it is also possible to incorporate the 

secondary and tertiary structure within MoBIoS. A possible future approach is to derive 

metric distance matrices using a training set based on secondary and tertiary structures. In 

addition to single amino acids, di-mers or tri-mers of amino acids can be used as base 

units in the new matrices. After defining the metric distance functions, sequences can be 

indexed based on different matrices, each of which encapsulates evolutionary information 

in a different scope, i.e. primary structure, secondary structure etc.  

An important optimization of the index structure is to maximize the number of 

indexable buckets by increasing the length of the q-grams. To maintain accuracy, as q 

increases, so must the search radius. What has been identified as the curse of 

dimensionality in indexing was first detailed in this application by Myers who showed 

that neighborhoods grow as a polynomial of q [70]. Thus, independent of the content of 

the database, generate-and-test methods have a trivial lower bound, (the size of the 

generated set), polynomial in k. This algorithmic cost exerts pressure on generate-and-

test methods to minimize k, the precise opposite of the indexing methods. The 

optimization of the trade-offs manifests in BLAST as hot-spot matching that defaults to 

3-mers. The number of unique 3-mer peptides is just 8000. For the yeast proteome of 

roughly three-million amino acids, this results in an average occupancy of nearly 400 q-

grams per bucket. This is just one aspect that mitigates the straightforward introduction of 

indexes to improve the scalability of BLAST. Using a distance based indexing method, it 
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has been shown that there is a sweet-spot in the trade-offs at k=6. There are over 60 

million unique 6-mer peptides, enabling an effective protein index based on evolutionary 

criteria.  

The number of nearest neighbors to be retrieved is an important factor in 

determining the quality of the final results. My choice is based on the empirical results. 

How does one determine the number of nearest neighbors to be retrieved, especially 

when the database is growing? This question has been studied but in a different form. 

Key elements of BLAST include filtering-out low complexity regions and computing a 

probabilistic significance score (e-value) for each output sequence output [76, 4, 104]. 

These elements taken together suggest that the ultimate algorithm for scalable sequence 

retrieval will comprise a best-first search strategy, where the scope of the search is 

parameterized by the anticipated significance of the next matching fragments.  This will 

be left as an open issue for further work. A most challenging but effective result would be 

the development of a metric significance score. Such a metric could be composed with 

mPAM distance, enabling q-grams to be qualified simultaneously by both criteria. In 

addition to doubling the computation accomplished by index-based retrieval, the resulting 

metric-space would likely have lower intrinsic dimensions.  

The described implementation is not a standalone application or index structure, 

but rather a part of an extension to object-relational databases intended as general-

purpose support of biological data. The main focus is to make database management 

systems serve biologists as well as they serve businesses. That is, to allow sophisticated, 

detailed data analysis tasks to be expressed in SQL, omitting the current necessity to 

marshal data and develop specialized algorithms. Out of necessity, a protein homology 

benchmark is used to parameterize and validate the system on proteins. Thus it is natural 

to be concerned with wall clock timing comparing the proposed algorithms to BLAST’s 
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algorithms. It is no surprise that BLAST outperforms our methods for the yeast 

benchmark set. The yeast benchmark set is a rather small data set with only 3 million 

amino acids and can be easily cached into main memory. BLAST is highly optimized for 

main-memory execution and performs a sequential scan of the database for every query. 

Due to the linear computational costs of size of the data set, the speed advantage of 

BLAST quickly diminished as the amount of data increases. If the database must be 

mapped to disk, BLAST would be I/O bound. Although we implemented our approach in 

JAVA and including runtime overhead such as disk I/O for page misses, transactions etc., 

our method still outperformed BLAST on the Swissprot data set with about 62 million 

amino acids using the same parameter set up where we achieved similar accuracy to 

BLAST on the yeast benchmark set. In the next section, we further show that our method 

can be an order of magnitude faster than the BLAST approach when applied to practical 

bioinformatics problems of genome scale comparisons.  
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Chapter 6: An Application Example: Identify Conserved Primer Pair 

Candidates between Two Genomes 

For the purpose of having multiple independent single copy orthologous nuclear 

regions for phylogenetic reconstruction in flowering plants, we determine a large number 

of paired, conserved DNA oligomers that may be used as primers to amplify orthologous 

DNA regions using the polymerase-chain reaction (PCR). 

An initial candidate set is developed by comparing the Arabidopsis and rice 

genomes using MoBIoS. Through the use of a metric-space indexing technique, two 

genomes, one of length n and the other of length m can be compared in O(mlog n) versus 

O(mn) for BLAST based analysis. The filtering of low complexity regions may also be 

accomplished by directly assessing the uniqueness of the region.  

6.1 IDENTIFY THE CONSERVED PRIMER PAIR BETWEEN TWO GENOMES  

Phylogenetic trees, commonly used to model evolutionary history, are known to 

be an over-simplification. In many groups (such as plants) a significant proportion of 

speciation is not tree-like at all [25, 79]. For these organisms, speciation occurs on 

networks as well as trees. In some instances two species can combine their genetic 

material to produce a completely new species (hybrid speciation). In addition, emerging 

biological evidence indicates that different chromosomes and different parts of 

chromosomes in a single species may have vastly different evolutionary histories [80, 

79]. In such an evolutionary scenario, species can contribute genetic material to other 

species (via horizontal gene transfer and introgression).  
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Figure 6.1: The specification of potential primer pair 

To reconstruct an accurate evolutionary history, hybrid speciation and horizontal 

gene transfer must be identified among species. Reconstruction of hybrid speciation 

requires multiple, independent, orthologous, nuclear DNA sequences to determine hybrid 

parentage. One way to obtain these regions is to identify a set of universal polymerase 

chain reaction (PCR) primer pairs across several related species, such that each primer 

pair amplifies an orthologous region in all of the species. The identified orthologous 

regions may be sequenced and subject to genome comparison studies concerning the rates 

of change in genic and non-genic regions of the amplified DNA in order to determine 

their suitability for different depths of phylogenetic analysis [106, 108]. 

A PCR experiment amplifies the DNA sequence between a pair of oriented 

primers; one is called the sense (forward) primer and the other is called the antisense 

(reverse) primer. Here we are looking for primer pairs that exist in both rice and 

Arabidopsis genomes. A useful primer pair must satisfy the following properties: 

1.  The lengths of the primers should be between 18 and 25nt to provide a single 

PCR product that will not amplify multiple regions within a single organism.  

2.  The primer sequences must have a minimum of short simple repeats or other low 

complexity sequences to ensure unique priming. 

3.  The primers should not be substantially complementary to each other or 

themselves to prevent formation of primer dimmers and hairpin loops. 

≥18  
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4.  The length of the amplified region between the primers in each genome should be 

between 400 and 3000nt to allow amplification with standard Taq polymerase. 

5. The amplified region must be orthologous in the organisms. 

6.2 MOBIOS SOLUTION 

Unfortunately, due to the complicated restrictions on primer pair identification as 

well as the large amount of sequence data being investigated, neither existing sequence 

search tools nor primer design tools can provide a simple satisfactory solution without the 

significant effort of writing a new computer program. Several existing programs for PCR 

primer design and selection often require some prior knowledge of the targeted genes 

which is absent in this problem. Examples include OSP, PRIMO, EMBOSS, GCG and 

MEDUSA [40, 75, 57, 78, 103].  In fact, the desired amplified regions could differ 

greatly from one species to another. Our problem also differs from the sequence mapping 

problem using sequence-tagged sites because we have no knowledge of the primers 

needed [87]. Therefore, the primer pair candidates must be discovered through genome 

comparison. It would require substantial effort to develop an optimal solution using 

existing software tools.  

The key step to solve this problem is to determine all matching pairs of 18-grams 

one from each genome. A conventional way to solve this problem using BLAST is to 

initialize BLAST with one genome, and then execute BLAST queries on a stream of q-

grams from the second genome. Such solution requires O(mn) times where m and n are 

the size of two genomes respectively. Since the internal representation of the sequences 

in MoBIoS is equivalent to two tables, one for each genome, where each row is an 18-

mer, this comparison is equivalent to a database join (db-text). A faster solution is to use 

indexed-nested loops. The outer loop remains, sequentially accessing q-grams of one 

genome. The inner-loop is replaced with an index retrieval, replacing the O(n) execution 
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of the loop with an O(logn) operation. In net, matching q-grams can be determined in 

O(mlogn). Here we build the index of sequences from one genome, which are queried by 

the q-grams from the other genome. 

 

 

 

 

 

 

 

 

 

 

 

 

 

Figure 6.2: The overview of finding the conserved primer pairs between two genomes 

 

 

 

 

 

 

Figure 6.3: Proposed SQL solution for finding the conserved primer pairs between two 

genomes 

Figure 6.3 illustrates this mSQL solution. The design and implementation of an 

optimized query engine for mSQL are beyond the scope of this dissertation. The 

algorithms implemented and tested here are defined in anticipation of the query plan that 

could be generated (Figure 6.2) by mSQL and its query optimizer.   

Genome A of length n Genome B of length m 

Offline: Build 

SEQUENCEVIEW O(nlogn) 

Indexed nest-loop join O(mlogn) 

Merge overlapping fragments 

Select primer pairs with appropriate distance apart 

Eliminate Duplicates 

Compute the complexity of each candidate region and return 

1. SELECT merge(R1.fragment, A1.fragment) 

2. FROM 

3. rice_sview R1, rice_sview R2, arib_sview A1, arib_sview A2 

4. WHERE 

5. distance('base_pair_mismatch', R1.fragment, A1.fragment) <= 1.0 AND 

6. distance('base_pair_mismatch', R2.fragment, A2.fragment) <= 1.0 AND 

7. (FRAGOFFSET(R2.fragment)-FRAGOFFSET(R1.fragment)) >= 400 AND 

8. (FRAGOFFSET(R2.fragment)-FRAGOFFSET(R1.fragment)) <= 3000 AND 

9. (FRAGOFFSET(A2.fragment)-FRAGOFFSET(A1.fragment)) >= 400 AND 

10. (FRAGOFFSET(A2.fragment)-FRAGOFFSET(A1.fragment)) <= 3000 

11.                  GROUP BY R1.fragment, A1.fragment 
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6.3 COMPUTATIONAL RESULTS 

The Arabdopsis thaliana and Oryza sativa genomes were downloaded from 

ftp://ftp.arabidopsis.org/home/tair/ and http://www.tigr.org/tdb/e2k1/osa1/ respectively in 

March 2003. The size of each genome is detailed in Tables 6.1 and 6.2. Using MoBIoS, 

we successfully compared A. Thaliana (about 150 million nucleotides) and the O. sativa 

genome (about 500 million nucleotides) in 8 processor days. The estimated time of the 

same workload using BLAST with simple script would take 150 processor days.  As a 

result we identified 13418 possible primer pair candidates. Some of them were further 

used in the laboratory validation in other organisms.  

 

Chromosome Size(nts) 

1 30,621,696 

2 19,996,672 

3 23,887,872 

4 17,866,752 

5 27,168,768 

Table 6.1: Size of Arabidopsis t. genome 

 

 

 

 

 

 

Table 6.2: Size of Oryza s. genome 

Table 6.3 shows the number of conserved regions found after each step between 

the Arabidopsis and rice genomes. Among 13,418 possible primer pairs found from 

MoBIoS, about 1000 pairs had separation distances greater than 1000 bases. From these, 

400 best candidates were selected based on their complexity and queried against 

Chromosome Size (nts) Chromosome Size (nts) 

1 65,617,920 7 45,244,416 

2 70,066,176 8 46,510,080 

3 43,032,576 9 31,879,168 

4 49,991,680 10 29,310,976 

5 40,849,408 11 30,580,736 

6 47,525,888 12 36,806,656 
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GenBank using BLAST. For each primer pair, the rice and Arabidopsis sequences 

submitted to BLAST consisted of the primers plus their separating sequences. Due to the 

abundant results, our current search radius is limited to zero, the case of exact matching. 

If mismatches were to be allowed, additional results are expected by increasing search 

radius of range queries. The entire computation is accomplished in less than 2 days with 4 

concurrent processes on a multi-processor Sun 6800.  

The completed set of primer pair candidates is available in an online database at 

http://aug.csres.utexas.edu:8080/cpp/index.html, known as the Conserved Primer Pair 

Project.  

 

Number of total possible pairs ~537M X 

120M 

Number of low-complexity regions filtered out 

during search 

~2.2M 

Number of exact matching of 18nt fragments ~108M 

Number of conserved region pairs after merge and 

distance filter 

951,108 

Number of unique conserved region pairs after 

pattern filter 

13,418 

Table 6.3: Number of conserved regions found between Arabidopsis and rice 

Wet lab work was conducted based on the computational results described above 

for experimental verification [72]. Based upon the BLAST results, one hundred and 

forty-two most promising primer pairs were synthesized (IDT, Inc.) and used in PCRs to 

assess their ability to amplify fragments in eighteen species. Amplified species included 

five species in the sunflower genus Helianthus, one Phoebanthus (Asteraceae) species, 

six species in the orchid genus Phalaenopsis (Orchidaceae) and six species distributed 

throughout the angiosperms, Aquilegia chysantha (Ranunculaceae), Geranium maderense 

(Geraniaceae), Peperomia obtusifolii (Piperaceae), Reinwardtia indica (Linaceae), 
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Tiquilia hispidissima (Boraginaceae), and Arabidopsis thaliana (Brassicaceae) as a 

positive control[72].  

Promising primer pair markers were first selected from amplification results of six 

species each from Helianthus and Phalaenopsis. Helianthus, like Arabidopsis, is a dicot, 

and Phalaenopsis, like rice, is a monocot, although neither of the two is particularly 

closely related to their taxonomic twin. These characteristics made them good test cases 

for the generality of the primer pairs in seed plants. PCR amplifications were performed 

according to standard protocols [59] using Taq polymerase. Ten colonies from cloned 

PCR products of each species were sequenced.  The sequences were first aligned using 

ClustalX [98]and manually adjusted. A maximum parsimony tree was constructed for 

each primer pair and each genus. The resulting trees were used for examining 

phylogenetic utility of each primer pair[72].  

A primer combination was considered high quality when a single copy of a gene 

was recovered from clones for each species and sequences presented adequate resolution 

to differentiate the six species in the Helianthus and Phalaenopsis phylogenies. A primer 

pair combination may also generate more than one clade of sequences. Multiple copies of 

gene product maybe caused by multiple alleles at a single copy locus and/or duplicate 

genes at separate loci. Hence, if a primer pair combination generated two clearly 

distinguishable genes assessed by the presence of two clades from the species in the 

phylogeny, the primer pair combination was also considered high quality. The high 

quality primer pairs identified using Helianthus and Phalaenopsis were then used in 

experiments with other species described in previous paragraphs[72].  

Among the one hundred and forty-two primer candidates, 65% had sequences 

matched in species other than O. sativa and A. thaliana. and 61% of these primer 

candidates amplified putative genes. Four phylogenetically informative regions were 
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identified for Phalaenopsis and one region was identified for Helianthus. However no 

primer pair combination was found to amplify and produced orthologous sequences in all 

the test taxa [72].  

6.4 SUMMARY AND CONCLUSION 

The study of the rice and Arabidopsis genomes demonstrates the feasibility of 

integrating sequence analysis with a database management system. The MVP index 

structure is shown to have scalable search performance for large datasets. Its inclusion in 

MoBIoS will enable query engines to compile investigative queries into algorithms 

whose complexity includes an O(log n) term for operations now commonly done in O(n). 

For comparative analysis of whole genomes where n ranges from 10
6
-10

9
, multiple orders 

of magnitude performance gains are possible. We estimate the same computation may 

take over 180 days to finish using BLAST search with additional script programming.    

Indeed, analysis involving the convolution of two or more complete genomes 

(whole genome join) is a problem of primary and increasing significance. Each time a 

new organism is sequenced it must be annotated. This means that the sequence is 

annotated with the location and, if possible, the function of each gene as well as a number 

of other important features.  As the corpus increases this is more commonly being 

accomplished by locally aligning the entire new sequence with all previously mapped 

sequences and deducing that similar substrings have similar function [35].  This is just 

the tip of the iceberg.  With the availability of the data, new genomic analysis protocols 

requiring whole genome joins are being developed at an increasing rate[54, 64, 82, 94].  

An online database was built to manage all the computed primer pair results. The 

online database, Conserved Primer Pair Project, includes four utilities, CPPBrowser, 

CPPWizard, CPPInput and CPPQuery. The CPPBrowser is an interactive graphical tool 

for navigating through Arabidopsis genomes with additional annotations of primer 
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candidate sites. The CPPWizard is a client utility for querying Conserved Primer Pair 

Project directly. The CPPInput and CPPQuery are customized utilities for a biological 

laboratory to retrieve primer pair candidates and submit experimental amplification 

results. We expect a continuous development on this project with additional annotations 

of each genome as well as similar computational results among other genomes.  

The biological validation results also indicate limitations on the initial 

computational criteria. For example, only 35% of tested primer pair candidates 

successfully amplified regions in control experiments using Arabidopsis genome[72]. 

Among many factors contributed to the low amplification rate, the computational primer 

design criteria can be suboptimal. Furthermore, multiple amplification products are also 

found for some primer pair candidates, even though their primer structures are unique. A 

possible improvement underway is to incorporate the thermal dynamic model for binding 

affinity among nucleotides as a metric distance measure instead of the edit distance used 

in this computation [61]. The improved distance function can be used to further refine 

current results set and/or identify primer pair candidates with high binding affinity under 

special conditions.  

The results from the Arabidopsis and rice genome comparison produced 

conserved primer pairs that appear to amplify single-copy regions in a broad set of seed 

plants. Although the biological validation failed to identify universal primer pair 

candidates among all tested species for the selected primer pair candidates, 

phylogenetically informative regions are identified within taxa. It is believed that 

predicting conserved regions through genomic comparison can provide valuable 

information for wet lab experiments to help accurately reconstruct evolutionary history.    
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Chapter 7: Conclusions  

Due to the increasing volume of sequence data and a high computational cost to 

compare sequence data, an efficient solution must be developed each time a new analysis 

problem is raised. It has been shown that managing sequence data in a database 

management system can simplify this process by providing efficient solutions through 

SQL interface. The applicability of this approach has been illustrated by providing SQL 

solutions for several common bioinformatics problems. It is argued that the integration of 

sequence analysis with a relational database system can achieve better performance by 

directly embedding biological data into a relational database rather than embedding 

external analysis tools. The efficiency of the proposed approach is demonstrated by 

homologous protein sequence retrieval and a genome comparison problem.  

Language and physical structures are implemented that will enable database 

management systems to directly support biological sequence analysis. The proposed 

sequence analysis approach modifies a general framework of computing local-alignments 

by matching q-grams [105]. Wu et al. analyzed a generate-and-test method, where all q-

grams within an evolutionarily closed neighborhood of each q-gram from the query 

sequence are generated and then compared with q-grams in database for exact matches. 

In a generated-and-test approach, the evolutionarily closed neighborhood of a given q-

gram contains all possible q-grams who have a similarity score higher than a 

predetermined threshold when compared to the given q-gram under a certain scoring 

model. As a result, generate-and-test methods augment the number of q-grams to be 

examined by a constant factor of the length of the query sequence. Therefore, the 

generated-and-test method is not suitable for genome scale comparisons where the length 

of query sequence is at the millions level. Our approach is able to retrieve the same 
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results while bypassing the generate step and requires a smaller number of q-grams to be 

examined. In effect, the distance-based index provides a direct implementation of the 

biological semantics of q-gram retrieval.  

It is confirmed empirically that the curse of dimensionality affects sequence data. 

Approximated k-nearest neighbor search can be a way to achieve good accuracy without 

encroaching fatally into the unstable region. Approximate k-nearest neighbor search has 

been demonstrated to provide a resolution to this trade-off that scales to large databases. 

In particular, since the database is queried on a per q-gram basis, the longer the homology 

region is, the less chance that a “good” answer will be missed. Since large databases are 

more likely to contain more answers, this more aggressive heuristic algorithm (AKNN) 

enables speed and scalability without appreciable loss in accuracy.  

The current implementation is an extension of MVP-tree with minimum 

modifications to support k-nearest neighbor search. Additional changes may further 

enhance the performance. Since the data structure is computed as a preprocessing step, 

one possible optimization measure may include pre-computing the contribution to the 

greedy solution for each leaf-node. The proposed approach can be easily adopted for 

other metric-space searching algorithms [85]. The choice of MVP-tree is rooted in a 

comparative study evaluating the effectiveness of a metric-space range search algorithm 

on Bioinformatic applications [63]. The specifications for index structure construction 

directly affect the search performance and are subjects of ongoing investigations.  

Directly managing sequence data in DBMS can solve various sequence analysis 

problems by lines of SQL statements. While a solution to the Conserved Primer Pair 

problem has been formed using this approach, the completion and implementation of 

mSQL is an ongoing task within the context of MoBIoS project. Presenting these queries 

aims to show that the future of genomics research could go far beyond the homology 
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search; that as new problems arise with greater and greater frequency, biologists need 

tools powerful enough to adapt quickly to the changing demands; and finally, that these 

tools must be easy to use and rely on already established standards. Integration of 

sequence analysis with database management systems promises to address all of these 

concerns. 
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