
Copyright

by

Gregory Allan Cherry

2006



The Dissertation Committee for Gregory Allan Cherry
certifies that this is the approved version of the following dissertation:

Methods for Improving the Reliability of

Semiconductor Fault Detection and Diagnosis with

Principal Component Analysis

Committee:

S. Joe Qin, Supervisor

Thomas F. Edgar

Gyeong S. Hwang

Glenn Y. Masada

Michael L. Miller



Methods for Improving the Reliability of

Semiconductor Fault Detection and Diagnosis with

Principal Component Analysis

by

Gregory Allan Cherry, B.S., M.S.

DISSERTATION

Presented to the Faculty of the Graduate School of

The University of Texas at Austin

in Partial Fulfillment

of the Requirements

for the Degree of

DOCTOR OF PHILOSOPHY

THE UNIVERSITY OF TEXAS AT AUSTIN

December 2006



Dedicated to Angela, Mom, Dad, Yolanda, and Chris.



Acknowledgments

First, I thank Dr. S. Joe Qin for welcoming me into his research group,

and providing me with guidance and insight throughout my years at the Uni-

versity of Texas. I also greatly valued the interactions I had with the many

exceptional graduate students in the Chemical Engineering Department, in-

cluding Brent Bregenzer, Jürgen Hahn, Elaine Hale, Chris and Scott Harrison,

Weilu Lin, and Clare Schoene. I also was fortunate enough to work closely

with other fellow graduate students during my time at AMD, including Kevin

Chamness, Rick Good, Peter He, and Jin Wang.

I also acknowledge my colleagues at AMD, including Tom Sonderman,

Matt Purdy, Kevin Lensing, Chris Bode, and Staci Peterson, for their continu-

ous support of my graduate studies. I am extremely grateful for being offered

the opportunity to pursue a graduate degree while working in the semiconduc-

tor industry. I hope that both my advisor and my manager can both agree

with my belief that the research conducted was mutually beneficial in terms

of both its academic and industrial value.

Finally, I especially thank my parents for preparing me for success in

life, my brother Chris for his companionship in both good times and in bad,

and my wife Angela for her unwavering love and support.

v



Methods for Improving the Reliability of

Semiconductor Fault Detection and Diagnosis with

Principal Component Analysis

Publication No.

Gregory Allan Cherry, Ph.D.

The University of Texas at Austin, 2006

Supervisor: S. Joe Qin

This dissertation presents several methods for improving multivariate

monitoring capabilities, with an emphasis on semiconductor manufacturing

operations. Although many alternative algorithms have been proposed for

multivariate statistical process control, principal component analysis (PCA)

remains the most commonly used, and therefore serves as a core component

of all of the methods that are developed within this work.

Recent developments of PCA-based methodologies are reviewed, in-

cluding the combined index for fault detection, multiblock analysis and vari-

able contributions for fault diagnosis, and adaptive methods for handling drift-

ing processes. The multiblock approach is extended to the combined index in

this work, with the objective of simplifying the fault diagnosis task. The new

approach is evaluated with site-level critical dimension metrology data and

plasma stripper processing tool data.
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The issue of non-normally distributed data is also addressed through

the application of density estimation for evaluating the quality of the princi-

pal component scores. Although kernel density estimation has been previously

cited as a method for monitoring such data, mixture models are proposed in

order to reduce model complexity and computational effort. Furthermore,

several adaptation strategies for the density estimators are developed and sug-

gestions are provided on their use. A rapid thermal anneal case study demon-

strates how the estimators outperform the traditional Hotelling’s T 2 statistic

due to the presence of a first wafer effect.

Several methods of data conditioning and preprocessing are presented

to improve the fault detection and diagnosis results. Conditioning refers to the

removal of unreliable and unimportant information, while preprocessing trans-

forms batch data into consistent vectors for multi-way PCA. A comparative

analysis of summary statistic, linear interpolation, and dynamic time warping

preprocessing is performed on data collected from a plasma etcher.

As multivariate monitoring is proliferated, the maintenance of the de-

ployed models can become a challenge due to the substantial multiplicity of

products and equipment throughout the fabrication facility. Although it has

previously been applied for fault classification, Fisher discriminant analysis

(FDA) is applied here to characterize differences between etch and rapid ther-

mal anneal processing tools and to track the historical evolution of an adaptive

PCA model for a plasma stripper.
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Chapter 1

Introduction

1.1 Multivariate Statistical Process Control

The goals of statistical process control (SPC) are to detect when abnor-

mal process operations exist and pinpoint the source of the process abnormal-

ities. In the realm of semiconductor manufacturing, these abnormalities can

include faulty sensors or measurements from metrology equipment or process-

ing tools, improperly processed wafers, and equipment drift or failure. After

diagnosing the source of any observed faults, an engineer must correct the

process condition, thus decreasing the variability of the product quality and

increasing the operational efficiency of the fabrication facility. SPC can be

contrasted with run-to-run control, which allows for the automated manipula-

tion of inputs in order to meet manufacturing quality requirements. Although

beyond the scope of this work, overviews of relatively recent developments in

automated control for semiconductor manufacturing can be found in [10, 26].

Historically, SPC in the semiconductor manufacturing industry has

been performed by charting univariate process data. The process would be con-

sidered abnormal when one or more of the online process measurements were

outside of the normal processing region. Well-known univariate SPC methods
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such as the Shewhart, moving average, and cumulative summation (CUSUM)

charts have proven effective for such applications over the years [40, 83]. How-

ever, as the volume of wafers produced and the amount of available data have

increased, monitoring individual variables has become infeasible. Kittler [42]

summarized this challenge as follows:

There can be thousands of charts if one blindly creates a chart

for each of the 300+ process steps and each of the tools at those

steps. Given this number of charts, how does one monitor them

all, and how does the engineering group avoid becoming numb to

the constant barrage of out of control email messages?

Although univariate SPC will certainly continue to play a part in en-

suring product and process quality for many critical parameters, multivariate

statistical process control (MSPC) has been gaining ground as a means of

addressing this challenge by allowing multiple variables to be monitored in

a single chart. Several studies have been presented that apply MSPC for

monitoring data from plasma etch [4, 80, 81, 93, 97] and rapid thermal anneal

processes [50, 96]. The philosophy behind the multivariate approaches is that

process data are inherently correlated. That is, if one measurement changes,

then other measurements should change in a deterministic fashion. If the cor-

relation structure is disrupted or the observed data have moved beyond the

regions of normal operation, then it is assumed that a fault has occurred.

The objectives of this research are to review the wealth of existing

literature on MSPC based on principal component analysis (PCA), identify

2



challenges that have yet to be overcome in its application, develop solutions

to those challenges, and demonstrate their effectiveness using a selection of

case studies taken from a high volume semiconductor manufacturing environ-

ment. We will begin to address these objectives in Chapter 2, where our core

multivariate analysis algorithm is defined by combining and expanding upon

contributions from several recent publications. First, a recursive principal com-

ponent analysis (RPCA) algorithm developed by Li et al. [50] will be combined

with the multi-way PCA algorithm presented by Nomikos and MacGregor [66]

and Yue et al. [97] to identify faults in the presence of normal process drifts.

Process faults will be identified via the combined index introduced by Yue

and Qin [96] and the faults will be diagnosed using the contributions to the

combined index. Furthermore, the multiblock approach, which was previously

demonstrated by Qin et al. [71] for the squared prediction error (SPE) and

Hotelling’s T 2, will be extended to the combined index.

The remainder of this chapter will describe several of the identified

challenges based on literature reviews and industrial experiences, and will

introduce the content that will be presented in other main chapters of the

dissertation.

1.2 Monitoring Errors and the Normality Assumption

PCA is an algorithm that can be used for multivariate fault detection

and diagnosis across a wide variety of applications within the semiconductor

manufacturing environment, and it’s benefits are best realized for cases in

3



which a large number of correlated variables need to be monitored simultane-

ously to indicate the quality of either the semiconductor product or the pro-

cessing equipment. But despite its flexibility and ever-expanding role within

the industry, one frequently noted impediment of PCA is that it can be dif-

ficult to reach a balance between the number of type I errors (false alarms),

and type II errors (missed faults) [72, 87].

In terms of univariate statistical process control, the general rule of

thumb is that a 3-sigma control limit will effectively minimize costs by reducing

the engineering effort involved in responding to false alarms while ensuring

that process excursions that will have a detrimental impact on the product

are identified and corrected [83]. Thus, one may logically wish to extend the

3-sigma rule into the multivariate realm when monitoring PCA results using

any of Hotelling’s T 2, the squared prediction error (SPE), or the combined

index (ϕ), which will all be introduced in Section 2.3.

But whether applied to a single variable or a multivariate statistic,

the success of the 3-sigma rule for minimizing cost is strongly dependent on

the accuracy of the assumed distributions of the charted data. By defining 3-

sigma limits based on a mean and standard deviation calculated for a measured

process variable that is assumed normally distributed, one can expect a false

alarm to be identified roughly once out of every 370 samples. A similar false

alarm rate would be expected given a Hotelling’s T 2 that is χ2 distributed

for the same confidence level. But as will be demonstrated for the plasma

stripper analysis in Section 2.6.2, discrepancies can exist between the expected

4



and observed frequency of false alarms. Such behavior is a strong indication

of a violation of the assumed distributions of the data, which can have the

detrimental effect of increasing the costs associated with chasing after spurious

signals, while reducing the likelihood that an actual problem will be quickly

identified.

The inability of conventional MSPC to correctly characterize faults

in the presence of non-normal data has been well-documented, and several

alternative approaches for dealing with this obstacle have been proposed. The

method of mixture PCA relies on the same linear model as conventional PCA,

but supplements it by grouping the transformed data set into a distinct set

of clusters [12, 17]. Each cluster then defines a population with a given mean

and covariance that can used to identify abnormal behavior. Alternatively, the

method of nonlinear PCA projects the data set onto a nonlinear set of curves

or surfaces, which can be extracted using a neural network approach [21, 22].

A method that uses support vector machines (SVM) for classification of multi-

mode data has also been proposed, although its effectiveness is limited to those

cases where the process conditions for the various faults have been observed

in the training data sets [18].

While the nonlinear PCA, mixture PCA, and SVM methods have been

shown to be effective for dealing with certain types of non-normal data, they

still rely on assumptions that the data can be respectively described by curves

or clusters, or that all fault classes have been observed in the past. In con-

trast, the method of kernel density estimation has been proposed for score

5



monitoring in conjunction with either conventional PCA [13, 54] or nonlinear

PCA [36] in order to establish confidence bounds that are not constrained by

such assumptions.

Chapter 3 considers the implications of making incorrect assumptions

about the distributions of data sets when applying multivariate statistical pro-

cess control. Building on previous work by Martin and Morris [54] and Chen

et al. [13], the kernel estimator will be applied in order to characterize non-

normal distributions of principal component scores. As an alternative to the

kernel approach, adaptive mixture models for monitoring principal component

scores will also be introduced. Although not previously applied in the context

of MSPC, Priebe and Marchette [68] have shown that mixture models can

provide similar estimates as the kernel estimators, but with a substantially re-

duced computational load. Additionally, several density estimator adaptation

strategies will be presented and evaluated in terms of their ability to take into

account process drift while maintaining sensitivity to faults.

1.3 Sensor Data Irregularities and Pretreatment Re-
quirements

As will be discussed in detail in Section 2.1, MSPC based on trace level

batch data is typically accomplished by implementing one of two methods.

In the unfold-by-time method, the analysis algorithm is applied to data at

the trace scale, which would allow for an overall health statistic for the batch

to be calculated by summarizing the health index across all time samples

6



for the batch. In the unfold-by-batch method, all of the data for a single

batch are collected and preprocessed into a single vector such that the analysis

algorithm can be applied to generate an overall health metric for the entire

batch that takes into account not only correlation between sensors, but also

autocorrelation with time.

While batch process monitoring with multi-way PCA has been studied

in the past, in the majority of these studies, the processes are described to

have batch recipes that run for a fixed duration and have trajectories that

are well synchronized from batch-to-batch [14, 43, 54, 65, 66]. In these cases, a

direct application of unfolding-by-batch is easily performed. However, typical

trace data that are gathered from semiconductor processing tools are rarely

consistent enough such that unfolding may be performed directly. While efforts

are underway within the industry to characterize and improve data quality [57],

some level of data pretreatment is often useful before multivariate analysis can

be applied, and Chapter 4 will describe several alternative approaches.

1.4 Multiplicity in the Semiconductor Manufacturing
Environment

When deploying multivariate models for monitoring in a semiconduc-

tor fabrication facility, an important consideration is the rather significant

amount of multiplicity is present in both the devices being produced and the

machines that are used to produce them [42]. For example, multiple products

are manufactured in the same facility, and the product mix is always changing

7



as new technologies are introduced. Wafers for each product undergo multiple

operations in order to create devices that meet certain electrical specifications.

At any given operation, multiple processing tools are often available in order

to meet productivity requirements based on customer demand. Additionally,

many of these tools contain multiple processing chambers that have their own

independent subsystems for processing individual wafers.

During the manufacturing cycle, all of these sources of multiplicity cre-

ate obstacles to the fabrication of a consistent product from lot-to-lot and

wafer-to-wafer. While multivariate analysis with PCA can reduce risk by pro-

viding early warnings when product or process information no longer agrees

with historical behavior, the multiplicity present in the factory creates chal-

lenges related to the maintenance of the multivariate analysis models. In the

most extreme case where a unique model would be deployed for every prod-

uct in the fabrication facility, every critical operation in the line, every tool

at each operation, and every chamber in those tools, the model maintenance

effort required would be very significant indeed. The use of adaptive models

using RPCA can aid an engineer by reducing the frequency that those models

need to be reset, but with it comes the risk of adapting to abnormal behavior,

which can reduce sensitivity to actual faults.

In response to these challenges, Chapter 5 describes how Fisher discrim-

inant analysis (FDA) can be used to characterize the differences between data

from multiple factory contexts and alleviate the risks of model adaptation.

The results will identify tools that are not adequately matched, and indicate
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when the multiplicity problem can be reduced by sharing model parameters

across contexts. Additionally, FDA will be used to compare the underlying

parameters of an RPCA model taken at different moments in the processing

tool or chamber’s lifecycle, which will allow an engineer to assess how far the

model has deviated from its initial conditions.

1.5 Overview of the Proposed System

Taken collectively, the overall flow of raw data and analysis results for

the proposed fault detection and diagnosis system are provided in Figure 1.1.

For the case of batch monitoring, trace data are first collected from a pro-

cess tool and are conditioned to remove inconsistent or unreliable information.

The conditioned data are then transformed into consistent vectors by calcu-

lating summary statistics, an interpolated trace, or a synchronized trace using

dynamic time warping.

The preprocessed batch data or the site-level metrology data can then

be provided to the principal component analysis engine, along with an analysis

model and predefined configuration. The health of the sample is quantified

using either the combined index with its multiblock contributions and limits,

or using the density estimation approaches if the data do not follow a normal

distribution. If required, model adaptation is performed to maintain sensitivity

to changing conditions.

Finally, an off-line analysis tool based on Fisher discriminant analysis

can be made available to further diagnosis differences between either the pre-
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processed batch data, the site-level metrology data, or the PCA models them-

selves. Throughout the entire analysis sequence, efficient and user friendly

software should be available to tabulate and visualize the results.

Process Tool

Data Conditioner

- Sensor Constraints
- Step Transition Trimming
- Integrity Validation

Data Preprocessor

- Summary Statistic Calculation
- Interpolation
- Dynamic Time Warping

Principal Component 
Analysis

- Principal Component Analysis
- Combined Index Performance Statistic
- Multiblock Contributions
- Density Estimation
- Model Adaptation

Metrology Tool

Batch Trace Data

Conditioned Data

Site-level
Data

Conditioner
Configuration

Preprocessor
ConfigurationConfiguration

Database

Analysis
Configuration

Model
Database Analysis

Model

Updated 
Model

Fisher Discriminant 
Analysis

- Chamber Matching
- Historical Evolution Monitoring
- Overall FDA
- Pair-wise FDA

Preprocessed Data

Reporting

- PCA Results Visualization
- FDA Results Visualization

Figure 1.1: Diagram of the data and results flow for the proposed fault detec-
tion and diagnosis system.
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Chapter 2

Multiblock Principal Component Analysis

Based on a Combined Index for

Semiconductor Fault Detection and Diagnosis

The following chapter presents a core analysis algorithm that is pro-

posed for semiconductor fault detection and classification, which combines and

expands upon recent research related to MSPC with PCA. The organization

of the chapter is as follows. Section 2.1 presents a brief introduction to ordi-

nary multi-way PCA, which is followed by a review of RPCA in Section 2.2.

Section 2.3 describes several fault detection indices, including the combined

index. Section 2.4 reviews the use of variable contributions, which are then

extended to the combined index using the multiblock approach in Section 2.5.

Section 2.6 presents case studies for monitoring site-level development inspec-

tion critical dimension (DICD) metrology and a plasma stripper processing

tool.

2.1 Multi-way PCA

Principal component analysis (PCA) is a multivariate technique that

models the correlation structure by reducing the dimensionality of the data.
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Early work in using PCA for semiconductor fault detection can be found in

Wise and Gallagher [92]. The algorithm is applied by decomposing a data

matrix, X, of n samples (rows) and m variables (columns) as

X = X̂ + X̃, (2.1)

where the columns of X are typically normalized to zero mean and unit vari-

ance. The matrices X̂ and X̃ are the modeled and residual components of the

X matrix, respectively. They can be written as

X̂ = TPT (2.2)

X̃ = T̃P̃T , (2.3)

where T ∈ Rn×l and P ∈ Rm×l are the score and loading matrices, respectively,

and l is the number of principal components retained in the model. It follows

that T̃ ∈ Rn×(m−l) and P̃ ∈ Rm×(m−l) are the residual score and loading

matrices. Thus, the utility of PCA as a dimensionality reduction technique

can be realized by monitoring a set of l uncorrelated scores, rather than a

larger set of m correlated variables.

The loading matrices, P and P̃, are determined from the eigenvectors

of the correlation matrix, R, which is approximated by

R ≈ 1

n− 1
XTX. (2.4)

The first l eigenvectors of R (corresponding to the largest eigenvalues) are the

loadings in the principal component space (PCS) and the eigenvectors corre-

sponding to the remaining m − l eigenvalues are the loadings in the residual

space (RS).
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The number of principal components retained in the model is a critical

issue in fault detection with PCA. If too few components are retained, the

model will not capture all of the information in the data and a poor represen-

tation of the process will result. On the other hand, if too many components

are chosen, then the model will be over-parameterized and will include noise

[71]. Ramaker et al. give examples of how the false alarm rate is effected when

the number of principal components is improperly selected [72].

Many alternative algorithms have been proposed to select the number

of components, with cross-validation being perhaps the most widely used [2, 11,

37, 51, 52, 73, 77, 94, 99]. But in this work, the variance of reconstruction error

(VRE) criterion will be implemented due to its adaptive capabilities when

used with RPCA. The VRE method is based on omitting variables and using

the PCA model to reconstruct the missing data. The number of components

that results in the best data reconstruction is considered optimal [89].

One stipulation of PCA is that it can only be used for modeling two-

dimensional data. This is a concern as many forms of semiconductor data

are naturally organized in three dimensions, as illustrated in Figure 2.1. One

such case is metrology, where the three dimensions are wafer, site, and feature.

Batch data are also commonly available from processing tools, which exhibit

the dimensions of batch, time, and sensor. While three-way methods such as

Parallel Factor Analysis (PARAFAC) have been applied to model such data

sets in their more natural representation [8, 93], multi-way PCA using the

concept of unfolding is applied in this work.

13



wafers

sites

sensors

batches

time

features

Figure 2.1: Organization of site-level and batch data.

Introduced in 1987, multi-way PCA has been successfully applied for

process monitoring across many different industries [55, 65, 66, 92, 95]. In the

field of semiconductor manufacturing, it was used to unfold optical emission

spectra data for monitoring plasma etchers [97]. Unfolding refers the method of

transforming a three-way array into a two-dimensional matrix for the purpose

of performing PCA. For metrology monitoring, the data can be unfolded by

site such that every row of the matrix represents one site on a wafer, or by

wafer such that every row represents all sites for a given wafer. Wafer-level

unfolding is performed in this work in order to capture the correlation not

only between the features, but also between the sites across the wafer. This

approach is expected to be complementary to other methods which are being

developed for monitoring metrology data, such as variation decomposition,

variation modeling, and within-wafer non-uniformity metrics [5, 82].

Similarly, process tool monitoring can be performed by unfolding either
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Figure 2.2: Unfolding of site-level and batch data.

by time or by batch. In this work, batch-level unfolding will be performed in

order to model the relationships between different sensors, in addition to the

autocorrelation of those sensors with time throughout the batch sequence. A

graphical representation of wafer-level and batch-level unfolding is provided in

Figure 2.2. However, as will be demonstrated later, the advantages of analyz-

ing data by site or time will still be realized by implementing the multiblock

approach. Many practical issues related to MSPC as applied to batch pro-

cesses have been discussed by Kourti [44], and several methods of batch data

conditioning and preprocessing will be discussed in Chapter 4.
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2.2 Recursive PCA

Time-varying behavior often exists in semiconductor manufacturing

due to equipment aging, sensor and process drifts, preventive maintenance,

and cleaning. Even though this behavior should often be considered normal

process operation, it has the potential to be reported as faulty when a static

PCA model is used for fault detection. To compensate for changes in the mean,

variance, and/or correlation structure of the data, Li et al. [50] suggested a

recursive PCA (RPCA) algorithm. To implement the RPCA algorithm it is

necessary to first recursively calculate the correlation matrix. Given a new vec-

tor of unscaled measurements, x0
k+1, the updating equation for the correlation

matrix is given by

Rk+1 = µΣ−1
k+1(ΣkRkΣk + ∆bk+1∆bT

k+1)Σ
−1
k+1

+ (1− µ)xk+1x
T
k+1,

(2.5)

where xk+1 is the scaled vector of measurements, b is a vector of means of the

data and Σ is a diagonal matrix with element i being the standard deviation

of the variable i, or σ(i). The forgetting factor, µ, is used to weight recent

data more than older data. A smaller µ discounts data more quickly. Likewise

for scaling purposes, the mean and variance are updated using

bk+1 = µbk + (1− µ)x0
k+1 (2.6)

and

σ2
k+1(i) = µ

(
σ2

k(i) + ∆b2
k+1(i)

)
+ (1− µ)

× ‖x0
k+1(i)− bk+1(i)‖2,

(2.7)
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where

∆bk+1 = bk+1 − bk. (2.8)

After the correlation matrix has been updated, calculation of the load-

ing matrices is performed in the same manner as ordinary PCA. One can

also update the selection of the number of principal components at this point.

There are computational shortcuts for recursively determining the eigenvalues

of the correlation matrix by rank-one modification [50], although they will

not be reviewed in this work. A variation on the RPCA algorithm has also

been proposed by Lane et al. [48], in which the authors modify the number

of principal components based on cumulative percent variance and adjust the

forgetting factor using an algorithm from Fortescue [28].

2.3 Fault Detection Indices

Fault detection using PCA models is normally accomplished by consid-

ering two statistics. The squared prediction error (SPE), which indicates the

amount by which a sample deviates from the model, is defined by

SPE = x̃T x̃ = xT P̃P̃Tx. (2.9)

Alternatively, Hotelling’s T 2 statistic, which measures deviation of a sample

inside the model, takes the form

T 2 = xTPΛ−1PTx, (2.10)

where Λ is a diagonal matrix containing the principal eigenvalues used in the

PCA model.
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The process is considered normal if

SPE ≤ δ2 (2.11)

and

T 2 ≤ χ2
α(l) ≡ τ 2, (2.12)

where δ2 and τ 2 are the control limits for the SPE and T 2 statistics, respec-

tively, given a 1 − α confidence level. These limits assume that x follows a

normal distribution and T 2 follows a χ2 distribution with l degrees of free-

dom [96]. The χ2
l limit is based on the assumption that the number of data

points used to build the model is large, which is usually the case. But if not,

an alternative distribution of T 2 based on the F distribution can be used in-

stead [59]. The formulations in either [35] or [66] can be used to calculate δ2.

Although the approach in [66] is used in this work, both methods should give

similar results.

Because it is a measure of the deviation in the residual space, the SPE

can be used to identify when the current operation deviates from the expected

correlation structure of the PCA model. On the other hand, the T 2 will be

more sensitive to the regular fluctuations that move the process away from

normal based on the scores in the PCS even while maintaining the expected

relationships among the monitored variables. Depending on the application, it

may be advantageous to use only one or both of the SPE and T 2 to indicate

when a problem has occurred.
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In the cases where one wishes to use both the SPE and T 2 together for

process monitoring, the combined index of Yue and Qin [96] was proposed as

a convenient alternative for merging the information from both into a single

value. The combined index is defined as a summation of the SPE and T 2

weighted against their respective control limits as

ϕ =
SPE

δ2
+

T 2

τ 2
= xTΦx, (2.13)

where

Φ =
P̃P̃T

δ2
+

PΛ−1PT

τ 2
. (2.14)

The control limits of the combined index are determined again by assuming

that x is multivariate normal, thus causing ϕ to be approximately proportional

to a χ2 distribution,

ϕ ≤ gχ2
α(h) ≡ ζ2, (2.15)

with 1 − α as the confidence level. The coefficient, g, and the degrees of

freedom, h, are given by

g =
tr(RΦ)2

tr(RΦ)
(2.16)

h =
[tr(RΦ)]2

tr(RΦ)2
. (2.17)

In addition to the SPE, T 2, and ϕ, other process monitoring indices include

Hawkins’ T 2
H statistic [31] and the Mahalanobis distance [53]. Qin [69] provides

a unified form for these indices and gives suggestions on their use.

The most typical use of MSPC is that the multivariate statistics (SPE

and T 2, or ϕ) would be charted in order to give the process engineer or operator
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an instant indication as to whether or not the process is in control. If any of

these statistics is beyond the predetermined threshold, the typical responses

are for an alarm to be generated and one or more tools to be put off-line while

troubleshooting occurs.

2.4 Fault Diagnosis with Variable Contributions

After a fault has been detected, there are numerous methods available

for determining the root cause of the problem. If a library of previous faults is

available, reconstruction methods can aid in correctly identifying the current

excursion [23–25]. However, in the absence of a fault library, the generation

and interpretation of contribution plots continues to be a widely used method

of fault diagnosis, and it is the method that will be used exclusively in this

work.

The idea behind contribution plots is that when monitoring a process,

each variable will have a unique impact in both the PCS and RS. That impact

is quantified by calculating the contributions to the SPE and T 2. The larger

the contribution of an individual variable, the more likely it is that the variable

is the source of the excursion. The contribution of variable i to the SPE is

found by taking the squared residual associated with a single variable by

SPEi = x̃2
i . (2.18)

Alternatively, the contribution of variable i to T 2, as defined by Qin et al. [71]
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is

T 2
i = ‖Λ−1/2P(:, i)xi‖2, (2.19)

where the notation P(:, i) is used to denote column i of the loading matrix.

Alternative calculations of the T 2 contribution have been defined in [56, 64, 90].

Although contributions are simple to evaluate, they are subject to in-

terpretation in order to pinpoint the specific cause of the fault. This can be

especially difficult when many highly-correlated variables are monitored and

significant contributions are present across several of them.

2.5 Multiblock Analysis and its Extension to the Com-
bined Index

To justify the application of multiblock analysis for process monitoring,

consider an example of multi-way PCA where ten sensors are collecting data

every second during a recipe that takes one minute to complete. While fault

detection of this process can be performed easily by charting T 2, SPE, or

ϕ, the fault diagnosis task becomes significantly more difficult because one

has to investigate data and contributions from all 600 variables. For cases

such as this one, an approach has been introduced for the SPE and T 2 that

allows subsets of variables from the same PCA model to be grouped together

to generate block contributions [46, 71]. The multiblock method simplifies

diagnosis by providing additional levels of analysis between the overall fault

detection indices and the variable contributions. It is worth noting that around

the same time as this writing, Lee et al. published a case study demonstrating
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the multi-block approach integrated with an adaptive PCA model using a

moving window approach for monitoring a sequencing batch reactor [49].

As defined in [71], prior knowledge can be used to parse the variables

within the data vector, loadings, and correlation matrix as follows:

x =


x1
...
xb
...

xB

 , x̃ =


x̃1
...
x̃b
...

x̃B

 , (2.20)

P =


P1
...

Pb
...

PB

 , P̃ =


P̃1
...

P̃b
...

P̃B

 , (2.21)

R =


R1

. . .

Rb

. . .

RB

 . (2.22)

Here, the m variables in the data vector are separated into B blocks, each

representing a subset of all available variables. The original loading matrices

are parsed into a set of block loadings, and the correlation matrix is parsed

such that it can be used at a later time to determine the control limits. Given

mb variables in block b, parameters are created with the following dimensions:

xb ∈ Rmb×1, x̃b ∈ Rmb×1, Pb ∈ Rmb×l, P̃b ∈ Rmb×(m−l), Rb ∈ Rmb×mb . Al-

though these expressions define blocks by grouping adjacent variables, it is
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certainly allowable to block variables arbitrarily by permutation. Further-

more, individual variable contributions such as those in Section 2.4 can be

defined by associating blocks with individual variables.

In many cases, it may be advantageous to incorporate multiple blocking

strategies. For instance, when applying the multiblock approach for batch

monitoring, one blocking strategy could group all time instants for each sensor

together, and another strategy would group all sensors at each time instant.

While the first strategy gives insight into the sensors most likely responsible

for the problem, the second strategy would indicate the onset and duration

of the excursion with respect to processing time. When processing data are

also available by step within a batch, even more multiblock capabilities can

be implemented, as will be demonstrated in Section 2.6.

After defining a multiblock grouping strategy, the contributions to the

SPE and T 2 for all variables in block b can be defined by

SPEb = x̃T
b x̃b (2.23)

and

T 2
b = xT

b PbΛ
−1PT

b xb. (2.24)

Their respective control limits are given in [71] using [7].

At this point, we will extend the multiblock approach to the combined

index. Similar to (2.24), the multiblock contributions to the combined index

are given by

ϕb = xT
b Φbxb, (2.25)
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where

Φb =
P̃bP̃

T
b

δ2
+

PbΛ
−1PT

b

τ 2
. (2.26)

Using the approximation result in [7], faults can now be attributed to block b

if ϕb > gbχ
2
α(hb) ≡ ζ2

b where

gb =
tr(RbΦb)

2

tr(RbΦb)
(2.27)

hb =
[tr(RbΦb)]

2

tr(RbΦb)2
. (2.28)

Fault detection and diagnosis can thus be accomplished by building a

PCA model from historical data and applying the following sequence of logic

to the calculated results for each new sample:

1. If the overall ϕ is beyond its control limit, a fault signal is triggered.

2. If a fault has been triggered, investigate whether it can be attributed to

any individual blocks by comparing each ϕb to its calculated limit.

3. Distinguish contributing variables within those blocks by comparing in-

dividual variable contributions to each other and their calculated limits.

4. Review raw data for individual variables and use process knowledge to

establish the root cause of the fault.

The value in this sequence is that the overall quality of the process can be

monitored in a single chart, while deeper levels of analysis are only exposed

when a user needs drill-down capability for the purpose of fault diagnosis. The
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final step in the fault diagnosis task is especially important because users that

are familiar with their processing tools are often quite adept at visualizing

and interpreting raw data. The other steps in the sequence direct them to the

variables within the raw data that are expected to have been the cause of the

excursion.

As shown in (2.25), the multiblock contribution definition does not take

into account cross-talk across blocks. While this improves the ability of the

algorithm to definitively affiliate a detected fault with a group of variables, it is

possible that a deviation in the correlation structure for un-blocked variables

will not be observable within any block contributions. Therefore, it is im-

portant to make intelligent selections of variable blocking such that the most

typical correlation disruptions will be identified within the block contributions,

not just in the overall fault detection index.

2.6 Semiconductor Case Studies

The fabrication of semiconductor products such as microprocessors and

flash memory devices requires a distinct sequence of individual operations to be

performed on silicon wafers in order to produce final products that meet certain

electrical performance requirements. The subsections that follow demonstrate

the use of the aforementioned methods for monitoring inline semiconductor

operations, such as metrology and batch processing.
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2.6.1 Metrology Monitoring

While processing operations build the structures, metrology operations

characterize them. Some examples of metrology measurements include de-

velopment inspection critical dimension (DICD), final inspection critical di-

mension (FICD), and film thickness. Metrology measurements are normally

taken at several locations on the semiconductor wafers, oftentimes for multiple

features at the same site (e.g., top and bottom DICD). Fault detection and

diagnosis applied to site-level metrology data are intended to validate whether

the structures built on the semiconductor wafers hit their targets and do so

uniformly across the wafer surfaces.

As an example, we will use PCA to perform fault detection and di-

agnosis on DICD data from Spansion’s Fab25 in Austin, Texas. The DICD

is the width of the pattern in the photoresist after the photoresist has been

developed and before the next trim step. As shown in Figure 2.3, isotropy in

development results in a small difference between the top of the photoresist

and the bottom.

The data set consists of 700 wafers, where both the top and bottom of

the resist are measured at nine sites on each wafer. The raw site-level data are

plotted in Figure 2.4, where each plot provides data for a single site, and the

bottom DICD takes on larger values than the top DICD in each plot. An initial

PCA model is built using the first 100 wafers and the VRE method selects 10

components as the optimal number for reconstruction. While this may seem

high, keep in mind that the goal of the VRE method is the reconstruction
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Figure 2.3: Development inspection critical dimension (DICD) illustration.
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Figure 2.4: Raw site-level DICD data. The wider, bottom DICD is the top
series in each plot, while the narrower, top DICD is below it.
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of variables, while cross-validation can be considered a method based on the

reconstruction of samples.

After the PCA model is formulated, it is applied to the remaining 600

wafers, with the fault detection indices provided in Figure 2.5. To improve

visualization over a wide range of fault magnitudes, the statistics have been

scaled against their 99% control limits according to

SPEr = log

(
SPE

δ2

)
+ 1 (2.29)

T 2
r = log

(
T 2

τ 2

)
+ 1 (2.30)

ϕr = log

(
ϕ

ζ2

)
+ 1. (2.31)

The result is that a value of 1 represents the 99% threshold for each index.

Similar scaling is used for all ϕb,r plots provided in the remainder of the dis-

sertation.

It can be observed in Figure 2.5 that the combined index is capable of

representing the excursions that are present in both the SPEr and T 2
r , which

is to be expected based on its definition. It captures not only the general

trend, but also some gross outliers that are identified in either or both of

SPEr and T 2
r . The indices charted in Figure 2.5 demonstrate that there is

some behavior within those 600 wafers that is not consistent with the initial

set of 100 wafers. In order to identify the cause of the excursion, multiblock

contributions to the combined index are calculated. For the case of site-level

metrology, the most logical blocking of the 18 variables are by feature (bottom
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Figure 2.5: DICD fault detection using SPEr, T 2
r , and ϕr.
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and top) and by site (sites 1 through 9). These multiblock indices are tracked

by wafer in Figure 2.6 and Figure 2.7.

Inspection of Figure 2.6 allows one to quickly reach the conclusion that

the general trend is caused by drifts in both the bottom and top DICDs as time

goes on. On the other hand, the larger outliers are more pronounced in either

the top or bottom, but not both. Because the two CDs are highly correlated,

the presence of such extreme outliers is likely to be caused by inaccurate values

provided by the CD metrology tool, rather than problems with the physical

structures on the wafers. While metrology faults are of interest, the more

important issue is the process drift, which leads to repeated violations of the

control limit starting near wafer 300.

While Figure 2.6 grouped all 9 sites together for each of the two features,

the Figure 2.7 contributions take into account both features at each individual

site. These nine plots make it easy to identify problems based on location on

the wafers. For the data set provided, the trend between wafers 400 and 600

appears strongest on sites 2, 3, and 4, while it is not as noticeable at sites 6,

8, and 9. Knowledge of each site’s location on the wafer could be used along

with these plots to troubleshoot possible tilt or focus issues with the masking

tool.

Although tracking the block contributions is good practice for identify-

ing excursions that influence a large number of wafers, one must also consider

the case where a problem is identified on a single wafer, and the cause needs to

be identified. To demonstrate this functionality, contribution plots have been
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Figure 2.6: DICD fault diagnosis using feature contributions.
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Figure 2.7: DICD fault diagnosis using site contributions.
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generated for wafers 395 and 450 (indicated with arrows on the ϕr chart in

Figure 2.5).

The contribution plot for wafer 395 is provided in Figure 2.8. It is easy

to see that the variables for bottom at site 4 and top at sites 3 and 4 are suspect.

Problems are also indicated in both bottom and top features, along with site 4

as the only extreme site contribution. A logical interpretation of this figure

is that there was a significant issue with site 4 and further investigation into

that location on the wafer may be warranted to uncover any problems that

may affect product yield or performance. Although the top feature on site 3

was also singled out, the overall site contribution was normal when both the

top and bottom were considered collectively.

The contribution plot for wafer 450 is provided in Figure 2.9. This

was a less severe fault than wafer 395, but it did lie within the set of wafers

experiencing some form of process drift. Although none of the contributions

are as extreme as those for wafer 395, the plots suggest that four of the nine

sites were faulty for both the bottom and top features. This fault signature

appears to be quite typical of many wafers during the same processing time

span, as corroborated in the variable and site contribution plots tracked for

the entire sequence.

For the case of wafer 450, the contribution plot showed that all faults

indicated in the measurement contribution also propagated themselves to their

corresponding multiblock contributions for both features and sites. However,

due to the multivariate nature of the multiblock contributions, it is possible
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Figure 2.8: Wafer 395 - DICD fault diagnosis using variable, feature, and site
contributions.
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Figure 2.9: Wafer 450 - DICD fault diagnosis using variable, feature, and site
contributions.
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to identify a fault in a multiblock contribution even though none of the asso-

ciated variable contributions are beyond their limits. This is demonstrated in

Figure 2.10, where the raw data for both features at site 4 are plotted.

The rectangular region shows the union of the effective control limits

for the site 4 bottom and top variable contributions. Because our contribu-

tion definition in (2.25) did not allow for cross-talk across variables, these are

essentially univariate limits that will trigger a fault if the measurements are

either too large or too small. Meanwhile, the ellipse reflects the control limit

for the site 4 multiblock contribution. Both the univariate and multiblock

limits were established based on the initial 100 wafers in the data set, and the

drift of the process with time eventually caused these limits to be exceeded.

As shown, the multiblock contribution is able to capture excursions not

only when one of the measurements is too large or too small, but also when

the correlation structure of the data is disrupted. This occurred for one wafer

in the data set that is indicated with a ◦. Additionally, the multivariate limits

can reduce false alarms by allowing the variables to take on more extreme

values, as long as they are well correlated with each other. This is exemplified

by the ×’s in the figure, which satisfy the multiblock site limit but fail the

single variable limits.

As discussed in Section 2.2, time-varying behavior is often typical in

semiconductor manufacturing and sometimes should not be cause for alarm.

Although the root cause was uncertain, further investigation into the excursion

showed that while the slow drift in the DICD means across several of the
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Figure 2.10: Comparison between the limits established for variable contribu-
tions and multiblock site contributions.

sights was large enough to cause the performance indices to exceed their 99%

control limits, it was small enough such that it did not pose a risk to the

product in terms of yield or performance. In order to take into account the

new operating conditions of the process, model adaptation using the RPCA

approach is applied.

As a hypothetical scenario, imagine that the static PCA model had

been used to monitor through wafer 400, thus detecting the excursion. If after

thorough troubleshooting it was determined that there was no product risk

based on current operation, model adaptation could be turned on to allow the

PCA model to be updated to incorporate information from the next 100 wafers.
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Figure 2.11: DICD fault detection with model adaption using RPCA.

As shown in Figure 2.11, the use of model adaptation reduced the fault signal

for the remainder of the data set. However, when implementing RPCA caution

should be exercised because adaptation to improper operating conditions can

reduce model sensitivity to faulty conditions. Hence, faulty samples such as

wafer 395 should be excluded from the adaptation, and safeguards should

be in place to prevent the model from adapting to a region beyond what is

acceptable to the product based on electrical specifications. A novel method

for monitoring the historical evolution of an RPCA model will be proposed in

Chapter 5 in response to such a requirement.

Despite the ability of the proposed method to capture the correlation

between variables and allow for a ‘drill-down’ approach for diagnosing faults,
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univariate SPC will likely continue to be widely used for in-line metrology

monitoring. As long as the number of measured features remains small, it

can be reasonably argued that univariate charts are easier to interpret than

the top-level MSPC charts, with the added benefit that limits can be more

easily adjusted based on product performance criteria. But with the signif-

icant increase in the quantity of information collected from semiconductor

batch processing tools, the multivariate approach is expected to provide more

significant benefit, as will be demonstrated in the next section.

2.6.2 Batch Process Monitoring

Processing tool data such as temperatures, pressures, and gas flow rates

are often used to monitor recipes applied to single wafers or batches of multiple

wafers. Some typical processing operations include plasma etching, thin film

deposition, rapid thermal annealing, ion implantation, and chemical mechan-

ical planarization [9]. At most processing steps, sensors collect data for each

wafer or batch of wafers that are processed on the tool. This data can be in

the form of real-time traces for a recipe, summary statistics available at the

end of each run, or data from more advanced sensorization platforms such as

optical emission spectroscopy (OES) [97].

To demonstrate the application of multiblock PCA for batch monitor-

ing, trace data were collected from a plasma stripper, also located at Span-

sion’s Fab25. Typically executed after a structure has been etched in the

silicon wafer, the plasma stripper effectively removes the remaining photore-

39



sist so that the next step in the process flow can be performed. The recipe to

be monitored consists of 5 distinct processing steps, with data from four sen-

sors collected at a fixed sampling interval throughout the single wafer batch.

Because not all batches consisted of the same number of data points for all

processing steps, linear interpolation was performed in order to extract 40, 5,

25, 5, and 3 samples for each of steps 1 through 5, respectively. Thus, the data

matrix to be modeled contained 78 time samples and 4 sensors, for a total of

312 variables. In addition to other preprocessing methods, the use of interpo-

lation for transforming batch data will be presented in detail in Chapter 4.

The initial PCA model was built from 1,584 batches of historical data,

with 61 principal components selected based on minimizing the VRE. The

model was then applied to the next 5,000 batches, which included a time pe-

riod when the tool was known to have experienced a major processing fault. As

shown in Figure 2.12, a rather substantial excursion was identified near batch

3,000. The excursion got progressively worse until the problem was eventually

identified and corrected near batch 5,200. Even though the problem was cor-

rected, ϕr remained above the control limit because the tool was operating at

a new state that was not adequately described by the PCA model.

When unfold-by-batch multi-way PCA is applied in this case, a total of

312 variable contributions are available for each batch processed on the tool.

If each of these were to be monitored in a separate statistical process control

chart in order to identify the problem, the troubleshooting task would be quite

time consuming. For this reason, the multiblock method is implemented with
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Figure 2.12: Plasma stripper fault detection using ϕr.
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five categories of contributions defined as follows:

• 312 variable contributions, each considering a single sensor for a single

time instant

• 5 step contributions, each considering all sensors for all time samples for

a single step

• 4 sensor contributions, each considering all time samples for a single

sensor

• 20 step-sensor contributions, each considering all time samples for a sin-

gle sensor during a single step

• 78 time contributions, each considering all sensors for a single time in-

stant.

Figure 2.13 tracks the 4 sensor contributions for all batches. Inspection

of these plots indicates that the excursion was mainly caused by a shift in

sensor 2, with a less pronounced signal for sensor 1 across a smaller subset

of the batches. The other sensors do not appear to contribute at all to this

tool fault. Not only does sensor 2 have the largest influence, it is also clearly

identified as the sensor which contributes to the continuing faulty condition

near the end of the series.

While Figure 2.13 allowed the quick identification of the sensor that

was the main contributor, it did not indicate which processing steps were in-

fluenced. Although not included here, charts of the step contributions showed
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Figure 2.13: Plasma stripper fault diagnosis using sensor contributions.
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that the excursion was present across all five recipe steps. Similar charts would

be available for the step-sensor and time contributions to provide even more

troubleshooting capabilities.

The contribution set for batch 4623, which was one of the typical faults,

is provided in Figure 2.14. Interpretation of each chart in the figure can be

done as follows:

1. Fault was present for several time instants for sensor 1, and nearly all

time instants for sensor 2.

2. Fault was present across all process steps.

3. Fault had a minor a contribution from sensor 1 and a major contribution

from sensor 2.

4. Fault was influenced by both sensor 1 and sensor 2 for step 1, but mainly

sensor 2 for step 2 through step 5.

5. With the exception of only a few points, the fault was present across the

entire time span of the recipe.

As the final step in the fault detection and diagnosis sequence, Fig-

ure 2.15 charts raw data for two individual variables. The expected values

and 99% limits are based on the variable mean and variance from the initial

1584 samples, which were used for scaling the data for PCA. The excursion

is quite clear for Step3,Sensor2,Time60, and would have been easily detected
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with univariate SPC, with limits provided in the figure calculated based on

a 99% threshold. Even though this specific fault could have been identified

with univariate methods, the multivariate approach can still add value by

allowing detection with a single MSPC chart and diagnosis using the multi-

block contributions. Without these methods, the same data would need to be

monitored exclusively with a complete set of 312 univariate SPC charts. The

Step1,Sensor4,Time27 chart will be referred to later in the chapter during a

discussion of the false alarm rate for this data set.

As stated previously, this particular excursion was traced back to a tool-

related problem that was resolved near batch 5100. Yet despite the correction,

the existing PCA model was unable to account for the new conditions and bring

the ϕr back below the threshold. Rather than completely rebuild the PCA

model with batches from the new process state, the model can be adapted to

the new conditions by implementing RPCA. As shown in Figure 2.16, once

model updating is activated, the model quickly incorporates the new state of

the process into the model and reduces the number of alarms generated as

time goes on. After the model stabilizes, RPCA can be shut off to ensure

sensitivity to future excursions.

In reviewing Figures 2.12, 2.13, and 2.16, one thing that stands out is

the quantity of batches that were processed during periods of ‘normal’ oper-

ation that still exceeded the 99% control limit. Specifically, considering the

range of batches 2000 through 3000, 13% of these batches were beyond the ϕr

99% limit. Such a high frequency of false alarms, or type I errors, would be
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Figure 2.15: Univariate SPC chart for individual variables.
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Figure 2.16: Plasma stripper fault detection with model adaption using RPCA.

unacceptable in any manufacturing environment.

There are several changes that can take place in order to prevent these

type I errors from quickly becoming ‘nuisance alarms,’ which can influence

users to ignore the MSPC results altogether. First, one can relax the confi-

dence thresholds used for scaling ϕr in (2.15) to a value greater than 99%.

It has been previously suggested that a 99.9% limit should be selected when

using the SPE for monitoring batch processes in conjunction with multi-way

PCA [63]. Secondly, rather than changing the confidence limit for scaling pur-

poses, another alternative would be to increase the action limits that are used

in the ϕr and ϕb,r charts. For example, if the action limit in Figure 2.12 was

increased from 1 to 1.5, the number of type I errors would be reduced from
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13% to 2%. While each of these solutions would lead to a lower occurrence of

type I errors, they would likely increase the number of missed signals, or type

II errors, and could delay the identification process faults.

For the case of the plasma stripper data, the inherent problem is that x

does not follow the multivariate normal distribution, which has adverse results

with respect to the calculation of confidence limits. This is quickly apparent

after reviewing a bit more raw data. Figure 2.15 provided a univariate SPC

chart for the Step1,Sensor4,Time27 variable for batches 2000 through 3000.

One can observe the that data were closely centered around a fixed value with

many gross outliers located in regions that are far from the center. This type

of behavior was typical of many of the 312 variables.

While obvious here in a univariate sense, the presence of univariate

outliers is propagated into the overall ϕr on down through the block contribu-

tions, thus creating type I errors. Multivariate outlier rejection based on the

Mahalanobis distance is a possible solution to this type of problem, but must

avoid rejecting outliers that can be affiliated with actual processing faults [15].

Kernel density estimation (KDE) has also previously been applied for dealing

with data that are non-normal in the PCS [13, 54]. We will revisit this topic

in Chapter 3, where strategies for the use of both KDE and mixture models

are developed with an emphasis on adaptation to changing process conditions.

As demonstrated in both case studies, the success of the monitoring

application is strongly affected by the accuracy of the PCA model with re-

spect to current operating conditions and the quality of the collected data.
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Therefore, successful integration of the proposed method into a mass produc-

tion environment will require advanced data collection systems coupled with a

framework designed to make the model maintenance and results visualization

tasks as efficient as possible.
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Chapter 3

PCA Monitoring of Non-normal Data with

Adaptive Density Estimation

The following chapter describes challenges and solutions related to the

application of MSPC to data that do not meet the normality assumptions

used to detect faults using the core fault detection and diagnosis algorithm

presented in the previous chapter. The organization of the chapter is as fol-

lows. Section 3.1 describes how the assumption of multivariate normality is

used when establishing confidence limits for the Hotelling’s T 2 and provides an

illustrative example to demonstrate the problem that arises when this assump-

tion is violated. Sections 3.2 and 3.3 describe the kernel density estimator and

adaptive mixture model and how they can be used to estimate the distribu-

tions of the principal component scores in a non-parametric fashion. Several

methods of adapting the estimators are then provided in Section 3.4, which

are applied to a rapid thermal annealing (RTA) process in Section 3.5.

3.1 Multivariate Normality Assumption and MSPC

3.1.1 Fault Detection Indices Revisited

Although we have previously discussed how MSPC can be performed

by monitoring a single combined index that captures the relevant information
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both in the principal component space and the residual space, we now turn

our attention to process monitoring in which these contributions are moni-

tored separately with Hotelling’s T 2 and the squared prediction error, or SPE.

While separate monitoring of these quantities will require extra charts in or-

der to identify excursions in the process, there is an added benefit of gaining

insight into the type of disturbance that has occurred. By monitoring T 2 sep-

arately, disruptions can be attributed to an increased variation with variable

relationships that are maintained as expected. Meanwhile, abnormal SPE

behavior will indicate when the expected correlation no longer holds.

As a review from section 2.3, recall that Hotelling’s T 2 and the SPE

are defined by

T 2 = xTPΛ−1PTx, (3.1)

and

SPE = x̃T x̃ = xT P̃P̃Tx. (3.2)

Given that the original data follow a multivariate-normal distribution and

the number of data points available allow the mean and covariance to be

estimated with an adequate level of certainty, it has been shown that the χ2

distribution with l degrees of freedom is adequate for describing the T 2 index

[96]. Conversely, if the residuals are normally distributed, the SPE should

also follow a χ2 distribution [66]. If the normality assumptions hold, normal

operation, given control limit α and eigenvalues λj, can be characterized by

T 2 ≤ χ2
α(l) ≡ τ 2 (3.3)
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and

SPE ≤ gχ2
h,α ≡ δ2, (3.4)

with

θi =
m∑

j=l+1

λi
j, g = θ2/θ1, and h = θ2

1/θ2. (3.5)

While the control limits defined above will work reasonably well when

our normality assumptions are satisfied, it has been commonly observed that

actual processing data can be quite far from normal. Because the major cor-

relations among variables are captured in the first few principal components,

deviation from multivariate normality will strongly impact the frequency of

type I and type II errors observed when monitoring Hotelling’s T 2. The im-

pact on the SPE index and its limits will be less pronounced because the

residual space, by definition, will mostly be made up of process noise and

random fluctuations. Therefore, the strategy proposed in this work is to con-

tinue to monitor the SPE as usual with the control limit defined in (3.4), but

to monitor the results in the principal component space through the use of

density estimation techniques, which will be described in later sections of this

chapter.

3.1.2 Illustrative Example

In order to demonstrate the implications of violating the normality as-

sumption when monitoring with Hotelling’s T 2, a simple bi-variate illustrative

example is presented. First, let us consider a case where the multivariate-

normal assumption does hold. In this example, 1000 data points were selected
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at random from a normal distribution with the variable means and covariance

defined by

b =
[

0.0 0.0
]

(3.6)

and

S =

[
4.1 3.7
3.7 3.3

]
, (3.7)

respectively. After scaling the data to unit variance for both variables, a PCA

model was constructed. The two loading directions are displayed with the data

in Figure 3.1. By selecting only a single principal component and projecting

the data onto that component, the T 2 will be directly related to the distance

from the mean of the distribution along the principal direction. As shown, the

second direction, which is orthogonal to the first, will make up the residual

space.

The scores and T 2 for this data set are calculated and presented in the

histogram in Figure 3.2. Given the normally distributed raw data projected

onto the principal direction, it is easy to observe that the scores are normally

distributed and thus could be easily monitored in a standard SPC chart with

a mean of zero and unit variance. Also, the results in the second plot of the

figure show that the T 2 closely follows the χ2
l distribution, further validating

the control limit described in (3.3).

Now we turn our attention to a case where raw data being analyzed

no longer come from a multivariate normal distribution. Instead, let the over-

all population used for fitting the PCA model be generated by selecting 500
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Figure 3.1: Bivariate illustrative example where the source data follow a mul-
tivariate normal distribution.
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T 2 that result when applying PCA to multivariate-normal reference data.
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samples from each of two normally distributed populations. Let populations

A and B have means at

bA =
[
−2.0 −1.8

]
, (3.8)

and

bB =
[

2.0 1.8
]
, (3.9)

respectively, and covariances both given by

SA,B =

[
0.10 0.09
0.09 0.10

]
. (3.10)

A scatter plot of the 1000 samples chosen at random from this bimodal dis-

tribution is provided in Figure 3.3. Note that even though the distribution is

bimodal, when taken collectively the result will be an overall mean at the origin

and a population covariance equivalent to that of our normal population, as

defined in (3.7). Given an equivalent mean and covariance, the directions that

define our principal component space and residual space are also unchanged

from the first example. Perhaps more importantly in terms of MSPC, the

control limits for both Hotelling’s T 2 and the SPE are also the same, and are

plotted along with the data in Figure 3.3.

An important, although rather obvious, result of building a single PCA

model from such a distribution is that the scores are very far from normal.

Projecting the original data onto the first principal direction yields a bimodal

distribution for the scores, as shown in Figure 3.4. The common practice

of tracking this score on a single-variable SPC chart would provide a very
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Figure 3.3: Bivariate illustrative example where the source data follow a bi-
modal distribution.
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follow the multivariate-normal assumption.
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odd result indeed. With a control limit set at roughly ±3σ, the data would

be clearly segregated into two distinct groups without any samples at the

expected value of 0.

Similarly, the assumption of a χ2
l distribution for Hotelling’s T 2 also

no longer holds. By reviewing the histogram in Figure 3.4, it is again clear

that our incorrect assumptions are having a profound impact on our ability to

identify samples that are different from the data points used to create our PCA

model. While one can imagine cases where our faulty assumptions could lead

to type I errors, this particular example demonstrates an increased frequency

of type II errors. Faults that are along the principal axis between the two

clusters would be missed because both the scores and T 2’s will be close to

zero. Meanwhile, additional faults along the principal axis will be missed that

are outside of the range occupied by the clusters because the bimodality tends

to reduce sensitivity as the scores increase.

3.2 Kernel Density Estimation

3.2.1 Algorithm Background

In the last section, we described the assumptions that are typically

made when setting control limits for MSPC charts, and the adverse conse-

quences that can be realized when those assumptions do not hold. Although

actual processing data will not typically exhibit such extreme non-normality

as our bimodal example, any deviation from the normality assumption has the

potential to adversely impact the performance of the fault detection applica-
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tion.

In order to overcome the issue of non-normality in the raw data, Martin

and Morris [54] proposed that non-parametric techniques be used to approx-

imate the distributions of the PCA scores. Specifically, rather than assume

a normal distribution for the scores, the kernel density estimator is used for

approximating the distribution empirically. As applied for PCA monitoring,

the kernel estimator takes the form

f̂(t) =
1

n

n∑
j=1

K
(
H−1/2 (t−Tj)

)
. (3.11)

Thus, the probability density for a new observation, f̂ , is estimated by taking

a weighted summation of n kernels, each centered at an observation, Tj. The

kernel function, K, provides the shape of the underlying distributions that are

summed in order to give the overall density estimate. Most commonly, the

kernel function is selected to be multivariate normal, yielding

f̂(t) =
1

n(2π)l/2
|H|−1/2

n∑
j=1

e−1/2(t−Tj)
T H−1(t−Tj). (3.12)

The bandwidth, H, defines the smoothness of the underlying distributions,

which has a direct impact on the breadth of the final density estimate. Chen et

al. compare and contrast three alternative bandwidth selection procedures,

each based on a variant of leave-one-out cross validation [13]. For the purpose

of the simulations that follow, the approach based least squares cross-validation

is used to select a scalar bandwidth parameter [6]. Some of the earliest work

on kernel density estimation, then referred to as the Parzen window method,

can be found in [67].
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Application of the kernel density estimation procedure to the bi-modally

distributed scores from the illustrative example is demonstrated in Figure 3.5.

The first subplot uses 20 samples chosen at random from the 1000-sample

data set in order to construct an overall estimate for the distribution. This

plot makes it easy to visualize how each observation of the population makes

an equivalent contribution to the overall probability density estimate. But

the plot also conveys that the limited number of terms does not accurately

represent the population of the data, which are actually evenly distributed be-

tween both modes. However, as displayed in the second subplot of the figure,

inclusion of 200 samples from the reference population in the density estimate

results in a distribution that is essentially indistinguishable from that shown

in Figure 3.4. Although our illustrative example only showed the estimation of

probability densities for a single variable, the method is equally applicable in

a multivariate sense in order to deal with cases where more than one principal

component is extracted using the model.

3.2.2 Implementation Strategy

Having given a brief introduction to how kernel methods can be used

for density estimation, implementation into a MSPC monitoring scheme is

depicted in the following sequence:

1. Start by accumulating a matrix of scaled data that are representative of

the normal operating region of the process, X ∈ Rn×m.

60



−4 −2 0 2 4
0

0.1

0.2

0.3

0.4

0.5

0.6

0.7
Scores

Value

P
ro

ba
bi

lit
y 

D
en

si
ty

−4 −2 0 2 4
0

0.1

0.2

0.3

0.4

0.5

0.6

0.7
Scores

Value

P
ro

ba
bi

lit
y 

D
en

si
ty

Figure 3.5: Kernel density estimates of the score distribution generated from
20 and 200 samples of the population, respectively.
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2. Apply the PCA methodology described in Section 2.1 to extract the

loadings of the PCA model, P ∈ Rm×l, and scores of the reference data

set, T ∈ Rn×l.

3. Use (3.12) to estimate the probability density for all samples in the

reference data set, F̂ ∈ Rn×1.

4. Establish one or more appropriate confidence limits, f̂α, by evaluating

the estimated probability densities for each point in the reference data

set.

5. For each new scaled data vector, xk, project onto the loading matrix to

calculate the PCA score vector, tk.

6. Use (3.12) to estimate the probability density for the new sample, f̂k,

using kernels generated from the reference data, T.

7. Identify faults by comparing the estimated probability density, f̂k, to the

pre-established control limit, f̂α.

One significant difference between this approach and the traditional

Hotelling’s T 2 approach is the flexibility in establishing confidence limits. In

order to clarify step 4 in the sequence above, consider if there are 200 samples

in the reference data set. In this case, a 99% confidence limit for the data

could be extracted by taking the third lowest value from F̂. Alternatively, one

could work under the assumption that all data within the reference data set

are good, and set a 100% confidence limit to be equal to the maximum value in
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F̂. While one may argue that confidence limits could be set for the Hotelling’s

T 2 in a similar manner, the presence of non-normal behavior would cause the

limits to be overly extended, thus increasing the likelihood of type II errors.

3.3 Mixture Models

3.3.1 General Mixture Models

While the methods described in section 3.2 have been proven effective

in estimating the probability densities of non-normal distributions, they come

with a rather substantial computational cost. Based on its implementation,

every sample of historical data available should theoretically be added as a

term in the overall density estimation model. However, due to the overlap

of samples, the same distribution can be adequately described by a mixture

model, which uses fewer terms, but weights them in order to generate a density

estimate with the required characteristics [76]. The general mixture model, as

applied for estimating the density of the principal component scores, takes the

following form:

f̂(t) =
m∑

j=1

wjφj (t|Θj) . (3.13)

As with the kernel equation, we are estimating the probability density, f̂ , for

a given score vector, t. However, rather than use all n samples of the reference

data set for the estimation, a smaller number of m terms are used. Each

term follows a preselected density distribution, φj, and is weighted by wj,

such that
∑m

j=1 wj = 1. The distribution for each term is also parameterized

by Θj, which for the case of a Gaussian mixture model includes a mean and
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covariance (µj,Σj), yielding

f̂(t) =
1

(2π)l/2

m∑
j=1

wj|Σj|−1/2e−1/2(t−µj)
T Σj

−1(t−µj). (3.14)

Therefore, rather than capture all samples in the reference data set

and define a bandwidth matrix as in the kernel density approach, the mixture

model requires that the number of terms, weights, and Gaussian parameters be

defined at model build-time. The expectation-maximization (EM) algorithm

has proven effective for fitting the weights and parameters for mixture models,

with the only requirement being the a-priori knowledge of the number of terms

in the mixture [20]. But because knowledge of the number of terms is often

not readily known, a variant of the time-evolving adaptive mixtures (TEAM)

method will be implemented in this work [85].

3.3.2 Time-Evolving Adaptive Mixtures

The TEAM algorithm will be used to build the mixture model by in-

tegrating the method of adaptive mixtures proposed by Priebe and Marchette

[68] with the Dirichlet Process Priors approach of Escobar and West [27] and

the iterative pairwise replacement algorithm (IPRA) of Scott and Szewczyk

[76]. Adaptive mixtures is a method in which a mixture model is seeded with

a single term centered at the value for the initial sample, and then iterates

through the remainder of the sample population, creating new terms and up-

dating existing terms along the way.

Given a precalculated population of scores, T, the first step in the
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method is to center the initial term according to the first score vector, such

that µ1 = t1. With only a single term at this point, that term takes all of

the weight, w1 = 1. The covariance for the first term must also be initialized.

Given that we are dealing with a distribution of scores, the overall sample

covariance can be used such that Σ1 = Λ. Iteration through the remainder

of the reference population is then performed on a sample-by-sample basis in

order to build the mixture model.

As the iteration progresses for each remaining score in the reference

population, tk, Dirichlet Process Priors are used to decide whether or not

to add a new term. As originally formulated by Escobar and West [27] and

demonstrated by Szewczyk [85], weights are calculate for all existing terms

using

q
(k)
j = φ (tk|µj,Σj) (3.15)

These weights are then compared to a weight that is calculated from a new

term generated from the current sample,

q
(k)
0 = γts (tk; η, M) , (3.16)

where ts(tk; η, M) is the t-density calculated at tk with s degrees of freedom,

mode η, and scale factor M = (1 + τ)S/s. A new term will be added if

q
(k)
0 > q

(k)
i , for all i = 1, . . . ,m(k). While the positive scalar, γ, has the largest

influence on whether or not a term should be added, Szewczyk provides some

additional guidelines for the selection of all parameters in order to maintain ap-

propriate estimation while reducing the likelihood of adding redundant terms
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to the mixture [85].

If a new term is to be added, it is weighted according to an effective

sample size, n, such that w
(k+1)

m(k)+1
= 1/ min(k, n), centered at µ

(k+1)

m(k)+1
= tk, and

initialized with a covariance set to a preselected value. All other weights must

be modified to maintain
∑m(k)+1

j=1 w
(k+1)
j = 1. Although not applied in this

work, the Markov Chain Monte Carlo (MCMC) method of Gibb’s sampling

can be used to set the parameters required for the new term [29].

Conversely, if a new term is not added, the following updating equations

are used for the existing terms:

ρ
(k+1)
j = w

(k)
j

φ
(k)
j

f̂ (k)(tk)
, (3.17)

w
(k+1)
j = w

(k)
j +

1

min(k, n)

(
ρ

(k+1)
j − w

(k)
j

)
, (3.18)

µ
(k+1)
j = µ

(k)
j +

ρ
(k+1)
j

w
(k+1)
j min(k, n)

(
tk − µ

(k)
j

)
, (3.19)

Σ
(k+1)
j = Σ

(k)
j +

ρ
(k+1)
j

w
(k+1)
j min(k, n)

(
tk − µ

(k)
j

) (
tk − µ

(k)
j

)T

. (3.20)

The variable ρ
(k+1)
j scales according to how closely the current observation

matches term j, and it has a direct impact on all of the updating equations that

follow. Terms that are near the current observation will cause ρ
(k+1)
j > w

(k)
j ,

which will increase the weight for that term based on (3.18), while also causing

more significant updates to the mean and covariance as shown in (3.19) and

(3.20). Conversely, terms that are further away from the new observation will

have ρ
(k+1)
j < w

(k)
j , which will lead to a reduction in their weights and smaller
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changes on the parameters that characterize their distributions. Additionally,

the presence of the 1/ min(k, n) term in the updating equations averages the

results until n samples have been observed, and then continues to adapt the

mixture model based on a moving window of the last n observations.

While the updating equations and initialization rules above are effective

for maintaining a robust estimator with fewer terms than the kernel estimator,

as time goes on there still exists a strong likelihood that redundant terms will

be added to the model. Even though the terms may be distinctly separated

in the initial stages of model development, there can be a tendency for terms

to cluster around specific regions as time goes on. Weights may also slowly

approach zero if the data drift substantially. Each additional term adds a

certain amount of computational cost when performing density estimation, so

to reduce this load, the iterative pairwise replacement algorithm (IPRA) is

used [76].

After setting a limit on the number of terms allowed in the model, the

IPRA algorithm will combine two terms into a single term in order to pre-

vent that limit from being exceeded. As proposed by Sung [84], the weighted

Hellinger distance is an effective metric for quantifying the similarity between

terms 1 and 2 according to

H(w1, w2, φ1, φ2) =
√

w1w2

(
1− 2

∫ √
φ1φ2dt

)
(3.21)

with∫ √
φ1φ2dt =

(
2
√

2π
)l

|Σ1|1/4|Σ2|1/4φ (0|µ1 − µ2, 2Σ1 + 2Σ2) . (3.22)

67



The closed form solution in (3.22) is under the assumption that we are deal-

ing with a mixture of normals. Weighting the Hellinger distance by
√

w1w2

gives a tendency to eliminate terms with small weights, while the similarity

between terms is captured by the value under the integral. These distances are

calculated for every combination of terms in the model, and the terms with

the smallest distance are combined using the method of moments, which is

characterized by

wnew = w1 + w2 (3.23)

µnew =
w1

wnew

µ1 +
w2

wnew

µ2 (3.24)

Σnew =
w1

wnew

Σ1 +
w2

wnew

Σ2 +
w1w2

wnew

(µ1 − µ2) (µ1 − µ2)
T . (3.25)

As observed, the weight of the new term is the summation of the weights

for the individual terms, and the new mean vector and covariance matrix are

influenced based on the respective weights of the previous terms. In the case

studies that follow, only a single pair of terms are combined when the threshold

is reached. Alternatively, Szewczyk [85] applies IPRA several times over when

the threshold is reached, which reduces the frequency of calls to IPRA.

As was the case for the kernel density estimation in Section 3.2, stan-

dard rules do not exist for establishing the confidence limit, f̂α, for adaptive

mixtures. Rather, we must once again rely on historical observations to estab-

lish actionable thresholds for the density estimate. But as opposed to kernel

density estimation, a set of historical observations is no longer maintained as

part of the estimator. Recalling that an effect sample size, n, has previously

68



been defined for the mixture model, it is now necessary to retain a vector of

estimated densities for the last n observations. As before, confidence limits

can be set by dividing this vector of observed estimates based on the desired

quantiles (e.g. 95%, 99%, and 100%).

3.4 Adaptation of the Estimators

Sections 3.2 and 3.3.2 presented the methodology for defining estima-

tors based on a set of historical reference data using kernel density estimation

and time-evolving adaptive mixtures, respectively. But even after the esti-

mators have been created based on known good data, the existence of normal

process drift will require them to change such that they will maintain tolerance

for the latest conditions. This section reviews some of the obstacles related to

adapting the density estimators, and describes techniques that can be used to

overcome them. Those techniques will then be demonstrated in the case study

that follows in Section 3.5.

First, it is important to ensure that the estimator adapts only to ac-

ceptable process drifts, while preventing adaptation to processing faults. This

idea highlights the importance of correctly characterizing the faulty behavior

that can be expected from the process being monitored. If the most commonly

observed faults are abrupt shifts or extreme outliers, the density estimate itself

can serve as a useful tool in rejecting such observations from the update of the

estimator. For example, if a new observation is beyond the 100% confidence

limit, one may choose to skip the model update for that particular observation.

69



This would allow the estimator to adapt to the slow drift in the monitored pa-

rameters within the established limits, while excluding those observations that

do not fit the current model. However, if at least one of the fault modes is

characterized by a slow steady drift, any model adaptation at all can be risky,

in which case a static model may be more appropriate.

Next, the adaptation must maintain appropriate knowledge of histor-

ical operation, even if the process has deviated substantially from its initial

conditions. Any adaptation strategy must strike the appropriate balance be-

tween keeping track of the past behavior while learning from the most recent

observations. Again, the nature of the process will likely dictate the appropri-

ate strategy for maintaining knowledge of the past. Some processes may be

characterized by a tight distribution that drifts as time goes on, and behavior

that qualified as good in the past should be interpreted as a fault in the future.

In the context of kernel density estimation, a moving window approach may

be used in which the oldest observation is removed for every incoming obser-

vation. Similarly, adaptive mixture models may be implemented with either

an effective sample size, or with an exponentially-weighted moving average.

Others processes may require a substantial amount of time before the

entire operating region is adequately characterized, thus requiring that the

confidence regions continually expand to reduce the likelihood of false alarms.

Increased tolerance to new operating regions can be achieved by setting up the

estimator to only adapt to observations near the extremities of the modeled

population. The breadth of the estimated density can be further increased
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for the kernel estimator by removing terms that are centrally located, while

adding any terms that are within the acceptable confidence region.

Finally, adaption to incoming observations should not substantially al-

ter the complexity of the estimator. If a kernel estimator is used that attempts

to incorporate all previously observed information, it theoretically would need

to add a term for each new observation. The computational requirements

for maintaining such an estimator would be overwhelming as more and more

observations are collected, therefore a windowing approach may be more ap-

propriate for kernel density estimation. For the case of adaptive mixtures,

IPRA ensures that the user-defined limit on the number of terms is never

exceeded.

3.5 Rapid Thermal Anneal Case Study

For the purpose of demonstrating how the aforementioned density esti-

mation techniques can be applied with PCA for fault detection of non-normally

distributed data, the rapid thermal annealing (RTA) process will be consid-

ered. RTA is a single-wafer process in which a series of halogen lamps are

used to affect the electrical properties of the product. As opposed to furnace

processes, RTA recipes are much shorter in duration, thus reducing the overall

thermal impact on the wafers. While the single-wafer processing chambers

are designed to improve uniformity across the wafer surface, variation from

wafer-to-wafer can be a challenge. These wafer-to-wafer variability problems

are particularly evident for the first few wafers processed after a significant
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idle time on the tool.

As demonstrated by Timme et al. [86] for rapid thermal oxidation,

the extra power required to heat up the processing chamber for the first few

wafers in a lot can cause those wafers to have an increased oxide thickness

in comparison to the other wafers. For this reason, they recommend that

several dummy wafers be processed before the product wafers such that the

tool will be closer to steady-state before any actual product is introduced. As

it relates to fault detection, in which all wafers are monitored by the same

PCA model, the dummy wafer solution would reduce the likelihood of non-

normally distributed data, but with the added expenses of reduced product

throughput and increased operating costs.

An alternative method of dealing with this issue was proposed by Qin et

al. [70], who used run-to-run control to manipulate a preheat recipe tempera-

ture setting, such that the lamp power applied by the tool would be consistent

for all wafers processed in a lot. But by manipulating the recipe to keep lamp

power constant, the measured temperature for the first wafer would be differ-

ent than that of the remaining wafers. Because both lamp power and wafer

temperature are both important variables from a fault detection standpoint,

the first wafer effect will not be eliminated, thus leading to non-normal dis-

tributions of the fault detection statistics. Thus, apart from running dummy

wafers through the processing tool, which was not done for the case study

presented below, the first wafer effect is hard to avoid.

The data analyzed were gathered from a single chamber of an RTA
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tool at Spansion’s Fab25 in Austin, Texas. Mean values were calculated for

20 sensors across 5 recipe steps, for a total of 100 variables for each wafer. In

addition to the chamber pressure, the temperatures and lamp voltages were

also measured across multiple zones in the chamber. The PCA model and

initial density estimators were trained with the first 498 wafers, while the

remaining 3,608 wafers were used for testing. To enable the results of the

study to be easily visualized, only two principal components are selected, even

though seven components would have been chosen using the method of cross

validation [94].

Box plots of several variables and the principal component scores are

displayed for the training wafers in Figure 3.6. Because the tool consisted

of two chambers, and there are 25 wafers in a lot, up to 13 wafers would be

processed in a single chamber for a given lot. As shown, chamber warm-up

causes both the raw data and the principal component scores for the first

wafers to be significantly different than the remainder of the wafers. The

figure also shows the presence of a single extreme outlier for variables 3 and

4, and both principal components. These wafers were all processed within the

same lot, and while the most appropriate action for the purpose of on-line

fault detection would be to exclude such an outlier lot from the subsequent

analysis, it has not been removed from the initial models. Instead, it will be

treated simply as an additional source of non-normality in the data set.

An additional reason this data set was chosen for the case study was

that it exhibited rather substantial drift as time went on. The principal com-
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Figure 3.6: Box plots of raw data and principal component scores for the RTA
training data, grouped by within-lot wafer order.
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ponent scores for the testing data set are provided in Figure 3.7. The wafers

in these plots are sorted chronologically, from earliest to latest. As shown, the

scores experience some slow drifts and several shifts, which were the result of

drifts and shifts in several of the individual variables. Such drifting behavior

will provide a useful case study for demonstrating the adaptation strategies

that were described in Section 3.4. Also, notice that the first wafers in these

charts are denoted using the • symbol. The spikes in the principal component

scores that seem to recur at a relatively fixed interval are most commonly

observed for the first wafers of the lots.

While we have already shown that the RTA data set exhibits some

strong non-Gaussian behavior, we can now compare the Hotelling’s T 2 confi-

dence limits with those for the estimators. The scores from the training data

are displayed in both scatter plots in Figure 3.8, along with the 95% and 99%

normal confidence bounds based on Hotelling’s T 2. The plots on the left and

right then show the confidence bounds for the 498-term kernel estimator model

and the 28-term mixture model, respectively. In the left plot for the kernel

estimator, each of the training observations are shown as ◦’s, while all first

wafers are further emphasized with ∗’s. The main sources of non-normality

are thus the first wafers, and the samples taken from the single outlier lot

shown in the bottom right corner of the plot.

It is readily observed that the elliptical Hotelling’s T 2 limits do not ad-

equately characterize the training data. The large regions within the ellipses

where no observations are found could potentially lead to type I errors. Mean-
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Figure 3.7: Line charts of the drifting principal component scores for the test
data. First wafers are denoted using the • symbol.

while, the presence of a large number of observations outside of the ellipses

indicates that type II errors should be a concern, especially for first wafers.

Now consider the limits based on the kernel estimation approach. These re-

gions are much more successful at tightly conforming to the non-Gaussian

behavior of the training data. Not only is the empty space within the re-

gions substantially reduced, but it is done while retaining tolerance to the first

wafers and the outlier lot.
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Figure 3.8: Scatter plots of principal component scores for RTA training data,
with confidence limits displayed based on Hotelling’s T 2, the 498-term kernel
estimator model (left plot), and the 28-term mixture model (right plot).

The scatter plot on the right in Figure 3.8 shows the limits from the

estimator built from the training data using the TEAM approach. For the

training model and the adaptation strategies described later in the section, the

following settings were used: s = 1, η = 0, τ = 100, S = 5, γ = 1, and n = 60.

Again, notice how the confidence regions built using the density estimation

approach more successfully enclose the training data than the ellipses based

on Hotelling’s T 2. When compared with kernel approach, the TEAM contours

are much smoother around the edges, which is due both to the smaller number

of terms used by the estimator and the tuning parameters that were chosen.

While the kernel approach used all 498 observations in its estimation model,

only 28 terms were captured using the TEAM algorithm. Each of these terms

is centered at a ◦ in the figure. The distribution of the terms throughout the
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observed space was able to capture not only the first wafer effect, but also the

many the small clusters of observations near the center.

Now that it has been demonstrated that both KDE and the TEAM

algorithms are both effective at describing the non-Gaussian behavior of the

RTA training data, attention is now turned to the testing data, which have

previously been shown to exhibit substantial drift with time. Given the obsta-

cles and proposed techniques for dealing with drifting data that were presented

in Section 3.4, several adaptation strategies will be demonstrated for the RTA

case study.

3.5.1 Static Mode

The first adaptation strategy is one which is static, and thus does not

adapt to any incoming samples. Such an approach is most appropriate if the

process is expected to be stationary, and if the original reference data are

representative of the entire allowable operating region of the process. In such

a case, the static kernel and mixture estimators would detect any behavior

that deviates from the region described by the reference data.

Figure 3.9 provides snapshots of the last 498 samples of data superim-

posed on the static confidence regions for the kernel estimator and the TEAM

estimator. Additionally, if this document is being viewed electronically, ani-

mation can be viewed by selecting the figure when viewing it on a computer

monitor. By either viewing the final snapshot figure, or by watching the pro-

vided animation, it is clear that as time has progressed, the process has drifted
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steadily away from its initial region. Therefore, if such drifting behavior was

undesired or unexpected, monitoring using the static estimation approach with

the kernel or mixture method would have identified it. In contrast, observe

that the confidence regions based on Hotelling’s T 2, which did not closely

match the initial population, would have been too wide to identify the drift in

the main cluster of data. Additionally, Figure 3.10 provides an overlay of all

failed samples from the testing series with the static regions. Notice that the

majority of alarms were caused by a drift along the first principal component

axis.

While there are certainly many processes where tool drift would be

a problem, such steady drift is not an issue for the RTA tool, which has a

recipe that can be manipulated by run-to-run control and undergoes periodic

maintenance to return the tool to its optimal processing conditions. For this

reason, the errors that would have been triggered using the static approach

would be considered false alarms in the manufacturing environment. Because

the costs of investigating false alarms is high, and expectation that frequent

false alarms will increase the likelihood of missed signals, clearly an alternative

adaptation strategy would be preferred.

3.5.2 Selective Updating Mode

As a first attempt at an estimator that is able to adapt to the changing

behavior of the process, a selective updating approach is proposed. To prevent

the model from adapting to outliers, only samples that fall within the 100%
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Figure 3.9: Scatter plots of principal component scores for last 498 samples
of RTA testing data, with confidence limits based on Hotelling’s T 2 and the
static kernel and mixture models.
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Figure 3.10: Scatter plots of principal component scores for the samples of
RTA testing data that would have triggered alarms, with confidence limits
based on the static kernel and mixture models.
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limit are added to the model. For the kernel estimator, a moving window is

used which updates with each new sample while maintaining a fixed number

of terms. When each sample is added, the oldest term within the estimation

model is removed to keep a total of 498 terms. Alternatively, the TEAM

estimator adapts to new data based on its updating equations, initialization

rules, and pairwise replacement algorithm, which were described above.

The results of applying the selective updating approach are shown in

the final plot snapshots and animations for KDE and TEAM in Figure 3.11 and

the alarm plot in Figure 3.12. When viewing the alarm plot, it is important

to keep in mind that the failed samples from the entire testing series are

overlayed with the final confidence regions. So you will notice that over time

the confidence regions adapted such that some samples that were classified as

faulty earlier in the series actually fell within the final confidence regions.

As the estimators adapted to incoming data, two main observations can

be made. First, the selective update strategy was very effective at capturing

the gradual movement of the main cluster of the population for both KDE

and TEAM. While the initial distributions were centered at the origin, by the

time the final sample had arrived, they had shifted substantially to the right

along the first principal component axis. The breadth of the confidence region

for the TEAM method was somewhat greater than that for KDE, but this

difference could have been reduced by modifying the tuning parameters for

either method.

The second significant observation is that the estimators became very
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Figure 3.11: Scatter plots of principal component scores for last 498 samples
of RTA testing data, with confidence limits based on Hotelling’s T 2 and the
selectively updating kernel and mixture models.
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Figure 3.12: Scatter plots of principal component scores for the samples of
RTA testing data that would have triggered alarms, with final confidence limits
based on the selectively updating kernel and mixture models.
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centralized quite quickly. This was due to the selective nature of the adapta-

tion. Because not all samples were added to the model, and the majority of

the samples fell in a region near the main cluster of data, the terms associ-

ated with first wafers were gradually neglected. For the KDE approach, the

last of the first wafers was removed from the density estimation model around

sample 1100. From that point forward, both estimators never again regained

their tolerance to first wafers. Because the main purpose of applying density

estimation techniques to the RTA data is to remain tolerant to first wafers,

another adaption strategy must be considered.

3.5.3 Extreme Value Updating Mode

In the next adaptation strategy, only samples between the 95% and

100% limits are selected for adaptation. Again, the kernel estimator uses a

moving window in which the oldest terms in the model are removed when new

samples are added, while the TEAM model updates according to the algorithm

defined above. Such a strategy is expected to be beneficial for processes that

have a steady drift with time that must be tracked closely, but also have an

infrequent sampling of non-normal behavior. By constraining updates to the

most extreme values that are still within the allowable confidence region, it is

expected that the tendency of the estimate to become excessively centralized

will be reduced. As we saw earlier, a pure moving window with selective

updating was ineffective at maintaining tolerance to such non-normal behavior.

As before, the results are presented with plots of the final density esti-
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Figure 3.13: Scatter plots of principal component scores for last 498 samples
of RTA testing data, with confidence limits based on Hotelling’s T 2 and the
extreme value updating kernel and mixture models.
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Figure 3.14: Scatter plots of principal component scores for the samples of
RTA testing data that would have triggered alarms, with final confidence limits
based on the extreme value updating kernel and mixture models.
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mate and the estimator adaptation animations in Figure 3.13 and an overlay

plot of the faulty samples in Figure 3.14. In contrast to the previous ap-

proach, these estimators were much more effective at maintaining tolerance to

first wafers. At the same time, they were able to strike a good balance by also

providing a reasonable adaption to the steady drift exhibited throughout the

data series. In contrast to the static mode and the selective updating mode,

this was substantially more effective at reducing false alarms.

3.5.4 KDE Expanding Estimate Mode

The nature of the kernel estimator does allow for another rather unique

adaptation mode, here referred to as an expanding estimate. As with the se-

lective updating mode, samples are only used for adaptation if they fall within

the 100% confidence interval. But instead of removing the earliest observed

sample from the kernel estimator, we instead remove the term that has the

highest estimated density in the population. Essentially, this method will con-

tinuously remove samples from the center of the population, while adding any

new samples that fall within its boundaries. An estimator that follows this

approach is expected to be effective at characterizing a wider historical obser-

vation space than the other strategies because it is always adding terms that

are more extreme than the ones that it removes.

Results of the expanding estimate mode for KDE are presented in Fig-

ure 3.15. Generally, the contours in this figure are quite similar to those for the

extreme value updating mode for both KDE and TEAM, which demonstrates
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Figure 3.15: Scatter plots of principal component scores for last 498 sam-
ples (left plot) and the alarm samples (right plot) of RTA testing data, with
confidence limits based on Hotelling’s T 2 and the expanding kernel estimator.

the ability of the method to adapt to changing conditions while remaining

tolerant to the first wafers. However, a close examination reveals that the

terms based on the expanding estimate are spread much more evenly across

the acceptable observation space. This yields a density estimation surface

that can essentially be described as a plateau. Because of its sharp drop-off

on the edges, this method is expected to provide a rather distinct separation

between the samples that are deemed acceptable, versus those that would be

characterized as faults.

3.5.5 Charting the Density Estimates

The results of the case study up to this point have been presented

using two-dimensional plots that overlay sample data with the density estimate
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contours. Because only two principal components were calculated from the

RTA data, such plots could be used to effectively demonstrate the ability

of KDE and TEAM to capture the non-normal behavior. However, if three

or more principal components are required to adequately describe the main

correlation structure in the data, another method of visualizing the results is

required.

Just as SPC charts that track Hotelling’s T 2 can be used to identify

excursions based on any number of principal components in a single chart, we

can similarly chart the calculated density estimate for each sample in order

to take advantage of our non-Gaussian monitoring techniques. Figure 3.16

provides plots for Hotelling’s T 2, and all adaptive modes for KDE and TEAM

across a 200-sample window of testing data. To simplify the comparison with

Hotelling’s T 2, where larger values indicate larger excursions, the density esti-

mates and their limits are subtracted from a value of one before being plotted

in the figure. As before, first wafers are denoted with the ∗ symbol.

A review of these plots allows us to observe similar behavior to what was

described in the last few subsections. In each of the charts, first wafers clearly

stand out from the rest of the data, although the extreme value updating and

expanding estimate modes are more tolerant to first wafers than the others.

The range of samples selected for this chart cover a region where the main

cluster of data had drifted away from it’s original location. While this drift

was not identified with Hotelling’s T 2 or any of the adaptive methods, it was

captured by both static non-Gaussian estimators.
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Figure 3.16: Performance index charts covering a range of 200 samples of
testing data.

88



The results of the case study are further summarized in Table 3.1, which

tabulates the number of alarms observed for each adaptation mode based on

the 100% limit. Although no information was available to clearly indicate

which alarms would actually be considered faults, it is reasonable to expect

that the majority of alarms for the static mode can considered type I errors.

Thus, by reducing the number of alarms with each adaptation strategy, it is

expected that these false alarms would be reduced, thus providing a greater

amount of confidence in the system’s ability to detect truly faulty conditions.

Total Violations First Wafer Violations
Mode KDE TEAM KDE TEAM
Static 967 (27%) 513 (14%) 145 (50%) 131 (45%)

Selective Updating 390 (11%) 287 (8%) 188 (65%) 146 (50%)
Extreme Value Updating 198 (5%) 191 (5%) 87 (30%) 83 (29%)

Expanding Estimate 153 (4%) ? 58 (20%) ?

Table 3.1: Alarm frequency for RTA testing data based on 100% confidence
limit for all density estimator adaptation modes.
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Chapter 4

Batch Conditioning, Preprocessing and

Synchronization for Multi-way PCA

To complement the approaches that have developed thus far, this chap-

ter will discuss how conditioning and preprocessing can be used to unfold data,

synchronize data, and overcome the data quality issues that may lead to Type

II errors and non-normal distributions. In Section 4.1, data conditioning is

presented, which has the goal of removing sections of the data trace that

are either unimportant from a process understanding standpoint, or that in-

troduce signals that make the subsequent multivariate analysis less effective.

Section 4.2 then describes alternative preprocessor algorithms that are used

to take data traces that are of arbitrary length, and convert them into vectors

that are consistent for PCA, as illustrated in Figure 4.1. The first of these

methods calculates summary statistics to describe the overall behavior of the

batch using a few key numbers for each sensor. Next, data interpolation is pro-

posed to generate repeatable vectors while keeping the data on a time-based

scale. We then build on work by Kassidas et al. [38] to further synchronize

data using the method of dynamic time warping (DTW). A comparison of the

preprocessing methods is performed using etcher data in Section 4.3.
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Figure 4.1: Unfolding of inconsistent and unsynchronized batch data with a
preprocessor algorithm.

4.1 Data Conditioning

Based on the application, there are a variety of preprocessing techniques

that can be used to transform semiconductor tool data into consistent vectors

for MSPC, three of which will be described in the next section. But before

ever reaching that step, data conditioning should first be considered prior

to any preprocessing technique in order to improve the results of the final

fault detection analysis. The goal of a data conditioner is to extract the

most important information while rejecting the least important information

for a processed batch. Although one may argue that all collected data are

meaningful, it is beyond question that some data samples are more important

than others.
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4.1.1 Sensor Constraints

The first suggested feature of a data conditioner is the ability to remove

data by applying constraints to one or more sensors. For example, one of the

available sensors may give an indication of the tool state. In Figure 4.2, the

first subplot shows the chamber state of an RTA tool, while the second shows

the temperature measured in a particular zone. By applying the constraint of

ChamberState = 15, all data will be removed except for those captured during

the main processing steps of the recipe. Other constraint operators such as <,

>, and 6= should also be considered to allow for additional flexibility.

4.1.2 Step Transition Trimming

Another suggested feature is the ability to apply trimming either to

the beginning or the end of processing steps. Oftentimes, transitions between

processing steps are accompanied by data that are unreliable due to the short

durations of the step transitions and the limited data collection rate available

from typical manufacturing tools. Analysis models based on such data can

potentially lack sensitivity to actual faults or can be prone to false alarms due

to the unpredictable nature of the step transitions. By removing one or more

samples from the beginning or end of a processing step, the impact of these

transitions on the FDC model can be reduced. Some of the more advanced

tools entering the market over the coming years may allow for more precise and

repeatable step transition data [74, 80]. But until the next generation of tools

are widely available and the older tools are removed from existing factories,
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Figure 4.2: Chamber state and temperature traces for an RTA tool where
constraints are used for removing non-processing data.
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trimming is likely to be a useful conditioning capability to have available.

An example of step trimming is provided in Figure 4.3 for some chemical

vapor deposition (CVD) data, where the first subplot is the processing step

while the second is the RF tune position. Two batches are displayed, each

of them starting with the data point for step 1. A conditioner was first used

to remove all steps except step 3. Further, the first 4 samples and last 2

samples were trimmed from step 3. The points that were removed for step 3

are highlighted with arrows. Notice that by trimming the first few and last

few points, which experience a substantially greater amount of variability, all

remaining data for this sensor remain steady near a fixed value.

4.1.3 Data Integrity Validation

Due to inconsistencies in data collection rates and tool processing ac-

tivity, it is possible that the data available for some batches may be incomplete

and not representative of the actual processing cycle performed on the product.

To overcome problems associated with too few data samples, the conditioner

can be advised not to extract information unless a minimum number of sam-

ples of data are available for the batch, or for an individual processing step

within the batch recipe. Too few samples for a given may be more likely to be

a problem with the data collection system and not the tool itself. If incomplete

data are conditioned, preprocessed, and then analyzed, the FDC results can

be less reliable.

In Figure 4.4, again we show CVD data for the same recipe as before,
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Figure 4.3: Step and RF tune position traces for a CVD tool that demonstrate
step transition trimming for removing unreliable data.
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this time charting the step and wafer temperature for two batches. As the first

batch was processing, other information was being transferred using the tool

data port, which impeded collection of all sensor data during the beginning

of the recipe. Because of this, all data for step 1 and step 2, and several

samples of data for step 3 were missing entirely. After applying similar step

conditioning and trimming as in Figure 4.3, 34 samples remain for the first

batch and 50 samples remain for the second batch. It is clear from the second

plot that a large portion of the wafer temperature trajectory for the first batch

has been cut off. Although such data integrity issues may be rare, they are

often unpreventable. Thus, rather than analyze the first batch using multi-way

PCA, which will often lead to false alarms, it is advisable that this particular

batch be thrown out before further analysis is performed.

Although the rejection of information when data integrity is question-

able can improve fault detection results, it introduces the additional obstacle

how to deal with missing values. For example, suppose a two step recipe is be-

ing monitored with multi-way PCA and a tool communication issue corrupts a

portion of the data for the first processing step. One response to such an event

would be to ignore the corrupt observation entirely, and continue monitoring

when the next observation becomes available. However, this action ignores

the potentially useful data that were captured for the second processing step.

Therefore, a more practical way of dealing with missing data would be to re-

construct them based on variable-to-variable correlation. Nelson et al. provide

a more thorough treatment on the subject, and demonstrate that the condi-
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Figure 4.4: Step and temperature traces for a CVD tool that demonstrate the
importance of data integrity checks prior to multi-way PCA analysis.
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tional mean replacement algorithm outperforms other methods of missing data

reconstruction [60].

4.2 Data Preprocessing

After the most meaningful data for the batch have been extracted using

the data conditioner, the resulting data matrix must then be transformed into

a consistently-sized vector that is suitable for PCA. The next three subsections

present alternative methods of accomplishing this task.

4.2.1 Summary Statistic Calculation

A summary statistic preprocessor takes a large selection of trace-level

information and calculates a few key statistics for each variable in order to

describe the process of interest. Some of the more commonly used statis-

tics include the minimum, maximum, mean, median, standard deviation, and

range. If the amount of processing time is important, the number of samples

or length of time may also be valuable statistics to calculate.

Semiconductor batch operations typically consist of several steps that

are used to build structures on the wafer. Because the data can be very differ-

ent for each step, it can be useful to calculate summary statistics separately

for each step. To increase sensitivity, one can also split a process step into

two or more sections and calculate the summary statistics for each section

of the step. After the summary statistics are calculated, they are arranged

into a vector so they can be used for multivariate analysis. For example, the
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summary statistic vector for a batch could be expressed as follows:

xsumstat = [ (step 1) (step 2) · · · (step m) ] (4.1)

(step i) = ( {sensor 1} {sensor 2} · · · {sensor ni} ) (4.2)

{sensor j} = { 〈statistic 1〉 〈statistic 2〉 · · · 〈statistic oj〉 }(4.3)

〈statistic k〉 = 〈 section 1 section 2 · · · section pk 〉. (4.4)

As an example, consider the data charted in Figure 4.5, which provides

raw data and summary statistics for sensor 8 and step 2 of our etcher case study

that will be presented later in the chapter. While data from other sensors and

an additional processing step were collected from the tool and will be used in

the next section, for now we will only consider this single sensor and step in

order to demonstrate the preprocessor. The first plot in the figure overlays the

raw data with the minimum, maximum, mean, and median values for each of

10 batches. The second plot shows the standard deviation and range for each

batch. In this figure, it can be observed that the summary statistics are able

to identify key features of the data, but information about the dynamics of

the within-batch trajectory are lost.

4.2.2 Data Interpolation

The goal of a data interpolation preprocessor is to convert a data trace

of an arbitrary size into a trace of a consistent size. Although there are cer-

tainly variations that can be implemented [91], the method that is shown

below uses time as an indicator variable to parse the trace data trajectory into
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Figure 4.5: Example of summary statistic preprocessing to extract a few key
numbers from a raw data trace.
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a vector of points that are spaced equally apart. Although time is most often

used as the indicator variable in previously published literature, Neogi and

Schlags showed a variant of this method by aligning data from an emulsion

polymerization batch process based on reaction extent [61], while Kourti et

al. align using the percent of a component that has been fed to a semi-batch

polymerization process [45].

The interpolation procedure can be implemented for the batch as a

whole, or separately for each process step. The step-wise procedure, which

will be used in the case studies in later sections, is as follows:

1. Collect the time stamps for all measurements taken for the step (tsraw),

in addition to the sensors values themselves (x).

2. Generate a row vector of ninterp equally spaced time stamps (tsinterp)

between the first and last time stamps of tsraw. The value of ninterp can

be increased or decreased depending on number of samples you wish to

extract for the process step. The tsinterp vector will serve as the set of

time stamps for the converted data trace.

3. An interpolation technique can now be used to map the variables (x) with

their corresponding time stamps (tsraw) onto the new set of coordinates

(tsinterp). Given tsraw, xraw, and tsinterp as inputs, the output will be a

matrix (xinterp) of measurements that are associated with tsinterp.

4. Repeat 1 through 3 for each processing step of interest.
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5. The data represented by each xinterp are then arranged, or unfolded, into

a single vector of data as follows:

xinterp = [ (step 1) (step 2) · · · (step m) ] (4.5)

(step i) = ( {sensor 1} {sensor 2} · · · {sensor ni} )(4.6)

{sensor j} = { 〈time 1〉 〈time 2〉 · · · 〈time oi〉 } (4.7)

As an example, consider the data charted in Figure 4.6, which provides

the raw data, interpolation trajectory, and interpolated data for sensor 8 and

step 2 of our etcher case study that will follow in the next section. Notice that

23 samples of raw data have been interpolated into 20 samples. By consistently

providing 20 samples of data per batch, the interpolation preprocessor will be

able to provide a consistent vector of data to the PCA algorithm that follows.

Although this figure shows that boundary points were excluded, it may be

useful to allow the option of including them in the interpolated trace based on

process being monitored.

Also be aware that while linear interpolation was used in this case, al-

ternative methods such as nearest timestamp, piecewise cubic spline, or shape-

preserving piecewise cubic spline interpolation could be used. Each of these

methods could be performed through the use of the Matlabr interp1 function

and are illustrated in Figure 4.7 for the interpolation of a sine curve [1, 19].

As we will see in the case study that follows, the success of the interpola-

tion method depends on having data that are relatively consistent, normally

distributed, and well-synchronized from batch-to-batch.

102



Timestamp

V
al

ue

 

 

Raw Data
Trajectory
Interpolated Data

Figure 4.6: Example of linear interpolation preprocessing to extract a fixed
number of samples from a raw data trajectory.
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4.2.3 Dynamic Time Warping

Similarly to data interpolation, dynamic time warping will only un-

fold a batch data matrix into a consistently sized vector, but it will also at-

tempt to align the trajectories within that vector based on repeatable pat-

terns. Although it was originally developed for the purpose of speech recogni-

tion [33, 75], Kassidas et al. recently applied the algorithm for synchronizing

data for a batch polymerization reactor prior to the application of multi-way

PCA [38]. The algorithm was also used to identify different regions of an etch

process by Barna [4], although in that work the subsequent multivariate anal-

ysis was applied to summary statistics taken from the identified regions, not to

the synchronized trajectories themselves. Because we are interested in main-

taining data at the trace scale for our analysis, the method of Kassidas et al.

will be reviewed and then applied in the case study that follows. When applied

on-line, the algorithm takes the sensor trajectories for the current batch, and

synchronizes them to a reference trajectory, with optional constraints on the

transformation that takes place. To support such an approach, DTW requires

some level of historical data analysis and configuration prior to its application.

The first step in configuring the DTW algorithm is to establish a scaling

vector to ensure that the overall magnitudes of the sensor values are translated

into similar units. Given a historical population of K batches, Xk ∈ Rnk×m

for k = 1 . . . K, with m sensors and nk samples in batch k, the scaling vector

can be populated by calculating the average range for each sensor, j, as

sj =

∑K
k=1 [maxXk(:, j)−minXk(:, j)]

K
. (4.8)

105



where Xk(:, j) is the trajectory for sensor j and batch k. All reference and

testing data will be scaled against this vector according to

Bk(:, j) =
Xk(:, j)

sj

. (4.9)

Given a population of scaled trajectories that will be used to initialize

the algorithm, the next step is to define the relative weights, W ∈ Rm×m, of

each sensor as they will be used for synchronizing the data. Additionally, we

must also determine the reference trajectory, BREF ∈ RnREF×m, that all future

batches will be synchronized against. Kassidas et al. provide an iterative

approach for setting the weights and reference trajectory [38]. They propose

to determine the weights such that the sensors that are more repeatable and

have the more distinct patterns within them will have a greater influence on

the synchronization. Meanwhile, the reference trajectory is updated at several

iterations to be the average synchronized trajectory of the entire population.

Instead of repeating the details of the procedure here, the reader is encouraged

to review the reference cited in the bibliography.

After setting up the scaling vector, weights, and reference trajectory,

the synchronization can be performed. The first step when synchronizing a

new batch is to use (4.9) to create a scaled trajectory, Bk. Next, the weighted

quadratic distances between all sample points in both the new trajectory and

the reference trajectory are calculated using

d(i, j) = [Bk(i, :)−BREF (j, :)]W [Bk(i, :)−BREF (j, :)]T , (4.10)
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with each sensors relative importance based on W, which was determined

earlier. These distances form a matrix with dimensions d ∈ Rnk×nREF .

With those distances in hand, the synchronization can now be formu-

lated as an optimization problem where we wish to minimize the total distance

between the new trajectory and the reference trajectory, using

D (nk, nREF ) =
P∑

p=1

d [i(p), j(p)] w(p) (4.11)

and

F∗ = arg min
F

[D(nk, nREF )] = {[i(1), j(1)] , . . . , [i(P ), j(P )]} . (4.12)

While this problem is often expressed as a minimization of a normalized dis-

tance [38, 75], that normalization is omitted here because it does not have

an impact on the optimal path, F∗. The weighting function for transitions

through the synchronization path, w(p), is taken to be

w(p) = [i(p)− i(p− 1)] + [j(p)− j(p− 1)] , (4.13)

which is symmetric in that it gives an equal weight to transitions in the either

direction of the d matrix.

The solution to (4.12) can be readily performed using well-understood

dynamic programming methods, but it is important to clarify the constraints

that must be satisfied to achieve a satisfactory result [38, 58, 62, 78]. The first
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constraints to be imposed are boundary constraints, which are defined by

i(1) = 1 (4.14)

j(1) = 1 (4.15)

i(P ) = nk (4.16)

j(P ) = nREF . (4.17)

These constraints align the initial and final points of the trajectories to ensure

that every sample in the trace is considered. Monotonic and continuity con-

straints then ensure that the synchronization occurs chronologically in time

without skipping any points by

0 ≤ ip+1 − ip ≤ 1 (4.18)

0 ≤ jp+1 − jp ≤ 1. (4.19)

The last constraint to be applied is a band global constraint that restricts

the optimal path from deviating ±M grid points off of the diagonal path.

Without this constraint, it would be theoretically possible to have the first

sample of the reference trajectory to be synchronized with all samples of the

new trajectory, and then have the final sample of the new trajectory to be

synchronized with all samples of the reference trajectory just to minimize the

total distance objective function. While all of the boundary, monotonic, and

continuity constraints would be satisfied, the results of such an occurrence

would seriously jeopardize the validity of the warped trace. Local continuity
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constraints can also be applied to provide additional security, however they

will not be reviewed here or used in the case study that follows.

After solving the optimization problem, F∗, is used to transform the

original trace, Xk, into a synchronized trajectory, Xk,synch. One remaining

problem is that multiple points of the raw data trace can be synchronized to

the same reference data point. Therefore, because the synchronized trajectory

must have the same number of samples as the reference trajectory, for every

sample in the reference trajectory, we will average all samples that are syn-

chronized to that point in order to build our final synchronized trajectory as

follows:

Xk,synch(i, :) =

∑
j(p)=i

Xk(i(p), :)∑
j(p)=i

1
for i = 1 . . . nREF (4.20)

As an example, consider the data charted in Figure 4.8, which provides the

range-scaled raw data, reference trajectory, and synchronized trajectory for

sensor 8 and step 2 of our etcher case study. Notice that 23 samples of raw

have been collected, they were synchronized against the reference trajectory,

which contains only 20 samples.

In order to perform the synchronization, the weighted quadratic dis-

tances between the trajectories were calculated using (4.10). The distances,

d ∈ R23×20, are shown in the surface plot in Figure 4.9. In this figure, samples

that are close to each other take a bluish color, while samples that are furthest

away are red. Also provided in the figure is the solution of the optimization
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problem described by equations (4.11) and (4.12). Each horizontal slice of

this figure can be interpreted as a point in the synchronized trajectory, and if

more than one point is captured on a horizontal slice, the average of those two

points will be taken. For example, sample 1 of the synchronized trajectory will

be the average of samples 1 and 2 of the raw data trajectory, while sample 13

of the synchronized trajectory will be the average of samples 13 through 18 of

the raw data trajectory. When reviewing the optimal path, we can also verify

the success of the constraints as follows:

• The boundary constraint ensured that the path started at [1, 1] and

ended at [23, 20].

• The monotonic and continuity constraints ensured that the synchroniza-

tion always proceeded from left to right and top to bottom.

• The band global constraint of M = 3, depicted by the yellow lines,

ensured that the path did not veer too far off the diagonal.

4.3 Etcher Batch Preprocessing and MSPC

The summary statistic, linear interpolation, and dynamic time warp-

ing preprocessor methods are compared using multivariate models applied to

etcher data. Eight variables of interest are extracted for each of two main etch

steps. In total, data were collected for 1100 batches from an etch chamber for

a single recipe. The three preprocessors were then applied to extract a single

vector of data for each batch. The summary statistic preprocessor was used to

111



extract the mean and standard deviation for all variables at both steps. The

result is vector xsumstat with 8 sensors, 2 steps, and 2 statistics, giving a total

of 32 variables.

xsumstat = [ (step 1) (step 2) ] (4.21)

(step i) = ( {sensor 1} · · · {sensor 8} ) (4.22)

{sensor j} = { 〈mean〉 〈stdev〉 } (4.23)

The numbers of time samples extracted using the interpolation and

DTW preprocessors were selected to be o1 = 15 for step 1 and o2 = 20 for

step 2, which are the sizes of a typical raw data trace for each step. Therefore,

the interpolation and DTW vectors consists of 8 sensors and 35 time samples,

yielding a total of 280 variables.

xinterp,dtw = [ (step 3) (step 4) ] (4.24)

(step i) = ( {sensor 1} · · · {sensor 8} ) (4.25)

{sensor j} = { 〈time 1〉 · · · 〈time oi〉 } (4.26)

As mentioned above, data conditioning is an important consideration

when applying data preprocessing. For the etcher data set, the only condi-

tioning that was applied was a requirement that at least 10 samples for step 1

and 16 of samples for step 2 were collected from the tool in order to consider

a batch for analysis. This excluded 100 batches from our original data set of

1100 batches, leaving us with 1000 total batches for multivariate analysis.
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In order to perform DTW, the first 500 batches of the data set were

used to define the sensor scaling, sensor weighting, and reference trajectories

that are then used to preprocess data for all 1000 batches. The results of

synchronizing sensor 2 and sensor 3 are provided in the overlay charts in Fig-

ures 4.10 and 4.11, respectively. The first subplot of each chart shows the

interpolation results for the first 500 batches, while the second subplot shows

the synchronized results after applying DTW.

As observed for the interpolation traces, the main etch step can occur

for a variable duration, which is caused by a difference in the incoming film

thickness of the wafers being etched. By applying the DTW algorithm, these

signals are compressed into a much more limited window. Thus, signals that

had been interpolated over up to 15 time samples are now observed over a fixed

period of only 5 time samples. As the warping was performed, a band global

constraint of M = 8 was used. This allowed rather significant flexibility for

the algorithm to expand and compress different regions of the trajectory, but

as shown in both figures, there were five remaining batches where the synchro-

nization was not complete. These batches exhibited signatures in which the

main etch extended to roughly time sample 23, instead of being synchronized

down to time sample 20. Expanding the band global constraint to M = 11

would likely have allowed the batches to be synchronized fully, although since

these traces only represented 1% of all batches, the decision was made not to

relax the band global constraint restriction.

With all of the preprocessed data in hand, PCA models are built from
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Figure 4.10: Overlay plot of the interpolated and synchronized trajectories of
500 batches of etcher data for sensor 2.
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Figure 4.11: Overlay plot of the interpolated and synchronized trajectories of
500 batches of etcher data for sensor 3.
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the first 500 batches and then applied to the remaining 500 batches of the data

set. For each batch analyzed, the scaled combined index from Equations (2.13)

and (2.31) is generated, which gives an indication the overall quality of the

batch with respect to the PCA model. If an excursion is identified by the

scaled combined index, the scaled contributions from Equations (2.25) and

(2.31) can then be used to classify the excursion according to which element

of the batch vector is responsible.

The combined index for the three simulations is plotted in Figure 4.12,

with their 99.5% confidence thresholds. As displayed in the figure, there are

many alarms in common between the preprocessors but there are also many

others where the results disagree. Six batches that were selected for further

diagnosis in order to characterize the differences between the preprocessors are

depicted with ◦’s in the figure.

The combined index alarm frequencies are also summarized in Ta-

ble 4.1. Of the three preprocessors, linear interpolation triggered the most

alarms with 53, followed by DTW with 36 and summary statistics with 11. Of

the 66 total alarms, 24 were detected only by the interpolation preprocessor,

while 23 were common to both interpolation and DTW. Only five alarms were

observed by all three preprocessors. The final column of the table lists the

numbers of the six batches to be investigated further.

The first batch to be investigated is batch 6, which was detected as an

excursion based on the scaled combined index for all three preprocessors. A set

of fault diagnosis charts for this batch is provided in Figure 4.13. In this figure,
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Figure 4.12: Scaled combined index from PCA on preprocessed summary
statistic, linear interpolation, and DTW etcher data.

Summary Linear Dynamic Number of Diagnosis
Statistic Interpolation Time Warping Batches Batch Number

3 3 3 434 ?
5 3 3 5 431
3 5 3 24 65
3 3 5 8 390
5 5 3 1 307
5 3 5 0 ?
3 5 5 23 273
5 5 5 5 6

Total 500

Table 4.1: Alarm frequency for etcher testing data for the summary statistic,
linear interpolation, and dynamic time warping preprocessors (3 = Pass, 5 =
Alarm).
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and the figures that will later be provided for other batches in the data set, a

total of nine subplots are shown. The first row of subplots provide the raw data,

interpolated data, and warped data for the single sensor that was identified to

have the greatest contribution to the alarm condition. The absolute timestamp

is charted on the x-axis for the raw data, while the time index is used for the

x-axis on the interpolation and DTW charts. Furthermore, the interpolated

and warped traces are overlayed with the mean trajectory and limits that are

3σ above and below the mean. While the mean trajectory and variance about

the trajectory are used within the PCA algorithm for scaling purposes, there

are also quite useful here to demonstrate when the batch behavior is abnormal.

The second row of subplots shows the scaled values for all elements in

the data vector for all sensors, again for the summary statistic, interpolation,

and DTW preprocessors. Descriptive text is provided for the element that

has the largest magnitude, either positive or negative. The elements of the

vector are arranged according to the definitions in equations (4.21) through

(4.26). Finally, the third row of subplots shows the scaled contributions for

each element in the vector, which are arranged similar to those in the second

row, with descriptive text highlighting the largest signal.

We now turn our attention to batch 6, which is the first batch in the

series to be reviewed. This was one of the five batches where an excursion

was detected across all three preprocessors. As shown in Figure 4.12, it was

also the most significant excursion in the entire data set. While the peaks

in the scaled data and contribution plots show that the alarm was attributed
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Figure 4.13: Diagnostic data charts for batch 6 of the etcher data set for the
summary statistic, interpolation, and DTW preprocessors.
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to several sensors, the most significant contribution was from sensor 5 for all

preprocessors.

A review of the raw data, interpolated data, and warped data shows

that this batch exhibited an especially lengthy etch time, as the extended

pattern for step 2 went well beyond the expected region of normal behavior

as defined by the mean and average trajectory. This caused the step 2 mean

summary statistic to be too large, while also elevating the contributions of all

but the first and last sensors during the middle and latter portions of step 2.

Dynamic time warping did attempt to synchronize the batch to be in line with

the reference trajectory, but the implementation of the band global constraint

restricted its ability to do so. Although it will not be charted here, the other

major excursion at batch 160 exhibited similar behavior as this one.

The diagnostic charts for batch 65 are provided in Figure 4.14. This is

an example of a batch that had a rather severe alarm condition of ϕr = 2.10

for the interpolation preprocessor, while no alarm at all was observed for the

other preprocessors. A review of the contributions showed that sensor 1 was

the main culprit, with an extreme value observed at time sample 33 of the

interpolated trace. A close evaluation of the raw and interpolated data charts

indicates that the cause of the alarm is likely due to a tool data collection

issue, rather than an actual processing excursion. By plotting the raw data

by timestamp, one can observe a rather significant gap between the last two

sample points that were collected from step 2. This gap is likely to have been

caused by network traffic passing back and forth between the tool and the
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Figure 4.14: Diagnostic data charts for batch 65 of the etcher data set for the
summary statistic, interpolation, and DTW preprocessors.
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equipment interface, which reduced the data collection rate.

Because the interpolation preprocessor split that step into 20 equidis-

tant samples in time, it interpolated three values between the final two times-

tamps as shown in the second subplot. Doing so causes the interpolated trajec-

tory to fall well below the 3σ lower limit, thus causing an alarm to be triggered.

Since time is not a factor when taking summary statistics, and DTW warps

based on time index and not timestamp, this issue was only observable for

interpolation preprocessing. While data conditioning was performed in order

to ensure that enough data samples were collected for each step, this batch

makes a case that further conditioning may be useful to ensure that the data

collection rate remains consistent throughout the entire recipe.

Batch 273 provides a case where alarms were triggered based on inter-

polation and DTW with ϕr = 1.47 and ϕr = 1.49, respectively. Meanwhile,

the summary statistic result was well under control with ϕr = 0.53. The re-

sults plotted in Figure 4.15 clearly indicate that sensor 4 was the cause of the

excursion for interpolation and DTW, with seven time samples from step 1

found significantly above the 3σ limits, resulting in large contributions to the

overall performance index. The data collected for sensor 4 at step 1 had an

initial period of highly variable conditions followed by a period of relatively

stable measurements. By decomposing that into step into the mean and stan-

dard deviation summary statistics, the offset during the static portion of the

step was hidden. This batch is an excellent demonstration of how preprocess-

ing with summary statistics creates a risk of missing out on some of the more
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Figure 4.15: Diagnostic data charts for batch 273 of the etcher data set for
the summary statistic, interpolation, and DTW preprocessors.
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subtle excursions that can only be observed by monitoring data at the trace

scale.

Figure 4.16 shows the diagnostic results for batch 307, which was the

only alarm that was triggered for the summary statistics and interpolation

preprocessors, but not for DTW. A review of the data traces for sensor 2 shows

that the three extreme values for this sensor in the raw trace contributed to

elevating the mean for sensor 2 substantially beyond normal, and while the

most significant excursion took place at time 6 of the interpolation trace. The

contribution plots also indicate that other sensors exhibited similar behavior

near the beginning of step 1, although sensor 2 was the most significant.

As shown in the second subplot on the first row, the allowed variance

for time indices 1 through 5 are rather large, and drop off quickly for index 6.

The presence of an elevated signal extending to index 6 therefore caused an

alarm for the interpolation preprocessor, while DTW was able to synchronize

the signal to time indices 4 and 5. There was a significant DTW contribution

for time index 4, but it was not large enough to push the overall combined

index beyond its 99.5% threshold.

Batch 390 in Figure 4.17 was one of only eight cases where an excursion

was identified when using the DTW preprocessor, and not the other two.

Although it was not a particularly large signal for DTW, with ϕr = 1.04, it

was beyond the 99.5% threshold nonetheless. The sensor that had the largest

contribution to this excursion was sensor 1. As shown, this sensor was quite

consistent with the mean trajectory for interpolation, but upon warping, four
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Figure 4.16: Diagnostic data charts for batch 307 of the etcher data set for
the summary statistic, interpolation, and DTW preprocessors.
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Figure 4.17: Diagnostic data charts for batch 390 of the etcher data set for
the summary statistic, interpolation, and DTW preprocessors.
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of the first five time indices for step 1 were well beyond the typical range of

variability. This was caused when the solution of the dynamic programming

program called for the same point to be repeated for five consecutive time

indices.

A surface plot of the weighted quadratic distances along with the opti-

mal trajectory for step 2 are displayed in Figure 4.18, where we can verify that

the optimal path did call for the first data sample from step 2 to be repeated

five times over. Although the previous figure showed that this did not appear

to improve the alignment of sensor 1, the colors in the surface plot indicate

that there must be other sensors that were better aligned by following such

a path. This batch and others like it indicate that DTW can sometimes lead

to unexpected results. In most instances the synchronization of trajectories

prior to multivariate analysis will reduce the number of alarms by matching

up common signals, but aligning these signals based on the minimum distance

optimization problem can at times lead to alarm signals that would not have

otherwise been observed.

Out of the 500 analyzed batches, only five had alarms generated solely

for the summary statistic preprocessor, one of which was batch 431, which has

diagnostic information charted in Figure 4.19. The ϕr value for this batch was

1.29 for the summary statistics preprocessor, 0.78 for interpolation, and 0.75

for DTW. A glance at the charts in the figure, clearly traces the alarm to the

final data sample of step 2 for sensor 1. The extreme value at the end of the

trace caused a reduced mean and elevated standard deviation for sensor 1 at
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Figure 4.18: Solution of the minimum cumulative distance dynamic program-
ming problem for step 2 of batch 390 of the etcher data set.

step 2, as shown in both the scaled data charts and contribution charts in the

first column of the figure.

However, a review of the last few plots shows rather large contributions

for both interpolation and DTW for the sensor at the final time index, but

they were not significant enough to impact the overall combined index to the

extent that it would surpass the 99.5% limit. The reason that this batch was an

excursion for the summary statistic preprocessor and was satisfactory for the

trace-level preprocessors has less to do with the magnitude of the excursion,

and more to do with the relative impact that a single sample point will have

on the overall performance of a given batch. This particular fault propagated

itself into 2 of the 32 calculated summary statistics. Meanwhile, it was only
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expressed in a single term of the interpolation and DTW vectors, which each

consist of a total of 280 elements. Therefore, each summary statistic has a

relatively greater impact on the overall performance than each single sample

in the interpolation or DTW traces.
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Figure 4.19: Diagnostic data charts for batch 431 of the etcher data set for
the summary statistic, interpolation, and DTW preprocessors.
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Chapter 5

Fisher Discriminant Analysis for Tool

Matching and Historical Evolution Monitoring

As multivariate analysis becomes more widely used for monitoring many

different types of semiconductor manufacturing operations, the univariate prob-

lem of maintaining hundreds or even thousands of univariate SPC charts in a

single factory is being supplemented with the need to build and manage a much

smaller set of more complex multivariate models. The strategies proposed in

this chapter are intended to reduce this burden by using Fisher discriminant

analysis to evaluate if and when models can be shared across contexts, to as-

sess whether or not data gathered from different factory contexts are matched,

and to quantify how adaptive models change with time. The organization of

this chapter is as follows. The next section presents the mathematics of the

FDA algorithm and provides an illustrative example of its use. It also de-

scribes how FDA can be applied to data sets or used in conjunction with the

models that are already maintained while monitoring with RPCA. Section 5.2

then provides case study simulation results for etcher chamber matching, rapid

thermal anneal chamber matching, and tracking the historical evolution of a

plasma stripper.
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5.1 FDA Algorithm

As described in the next few subsections, the FDA algorithm as used for

comparing multiple classes of data is broken down into three steps. The first

step is to define the classes that are to be compared with one another, and to

characterize the multivariate distributions of each of those classes. Next, the

optimal directions for discriminating between the classes are calculated, thus

establishing the Fisher discriminant rule. Finally, the maximum likelihood

rule is applied and used to create a single metric that can be used to assess

the similarities and differences between the classes.

While focus will be placed on applying FDA in conjunction with PCA,

PCA-based fault detection is not a requirement to apply the technique. Previ-

ous publications have shown how PCA scores can been used for characterizing

differences between processing chambers [79, 81]. However, we recommend

FDA analysis in this work because it has the objective of finding the optimal

directions to discriminate between the different classes of data. In contrast,

PCA generates a model by identifying the main sources of variation taking the

entire data population as a whole, regardless of the class contexts. While a re-

view of the PCA scores may facilitate discrimination when the class groupings

are not known a priori [47], FDA will be more reliable for discrimination.

5.1.1 Class Definition and Distributions

Semiconductor manufacturing facilities make multiple products on mul-

tiple tools. There are also many tools that have more than one chamber and
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adaptive models may be required to track the normal drift of certain processes.

In the algorithm that follows, the term ‘class’ is used to distinguish between

each of these subgroups. Each class would then be described by its own unique

set of statistics that describe its multivariate distribution.

Data that follow the multivariate normal distribution can be described

by the variable means and covariance matrix, or equivalently by the variable

means, variable standard deviations, and correlation matrix [3]. These quanti-

ties are required in order to build a principal component analysis (PCA) model

that can then be used for performance monitoring using Hotelling’s T 2, the

squared prediction error (SPE), or the combined index (ϕ), each with their

respective confidence limits [34, 66, 96]. Alternatively, when they are avail-

able for different equipment contexts or periods within an adaptive model’s

lifecycle, the FDA algorithm can use these parameters to quantify differences

between the distributions for each class.

If a set of tools performs a certain operation, then each tool could be

considered an individual class. Let class k be used to describe one of those

tools. A raw data matrix gathered from historical operation of that tool would

be given as X0
k ∈ Rnk,×m, with nk samples and m variables. If correlation-

based PCA is used, the variable means, bk, and variable standard deviations,

σk, would be used to scale the data matrix to zero-mean and unit variance,

thus giving the normalized matrix Xk. As previously presented in (2.4), the
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correlation matrix would then be calculated by

Rk ≈
1

nk − 1
XT

k Xk. (5.1)

Thus, the multivariate distribution for tool k is parameterized by bk, σk,

and Rk. The subsequent application of FDA will therefore indicate the level

of similarity between all tools in the set.

Alternatively, if we are tracking historical evolution of an adaptive

model, time is used to define the classes. While static PCA models are recom-

mended for stable processes that do not change much with time, recursive PCA

(RPCA) allows for the means, standard deviations, and correlation matrix to

adapt to drifting processes as new data become available [50]. In this case,

class k will describe the model that exists at a single instant in time. As pre-

viously shown in Section 2.2, the means and standard deviations are updated

for a new raw sample vector, x0
k+1, using a forgetting factor, µ, according to

bk+1 = µbk + (1− µ)x0
k+1 (5.2)

and

σ2
k+1(i) = µ

(
σ2

k(i) + ∆b2
k+1(i)

)
+ (1− µ)

× ‖x0
k+1(i)− bk+1(i)‖2,

(5.3)

where

∆bk+1 = bk+1 − bk. (5.4)

The correlation matrix is then updated using

Rk+1 = µΣ−1
k+1(ΣkRkΣk + ∆bk+1∆bT

k+1)Σ
−1
k+1

+ (1− µ)xk+1x
T
k+1,

(5.5)
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where Σ is a diagonal matrix with element i being the standard deviation

of variable i, or σ(i). Because the parameters are updated frequently with

the incoming data, it is advisable to archive these parameters on a regular

interval such that the number of classes to be compared using FDA is kept at

a manageable level. For example, if model adaptation is performed performed

every time in a run of 1,000 wafers, the models may be collected after every

100 runs in order to establish a total of 11 classes covering samples 0 through

1,000. With this strategy of class definition, FDA will be used to evaluate how

the models have adapted to incoming information.

Figure 5.1 graphically illustrates this and the remaining steps in the

analysis procedure. For this example data set, data are artificially created for

two variables and two classes. The leftmost plot shows a scatter plot with •’s

for data from class 1 and ◦’s for data from class 2. The means for classes 1 and

2 are then plotted with the � and �, respectively. The standard deviations and

correlation matrices, which complete the parametrization of the distributions,

are then used to construct the elliptical regions that are centered about the

means for each class. In the figure, these ellipses are based on a 99% confidence

limit and are denoted with dotted and dash-dotted lines for classes 1 and 2,

respectively. The subplot on the right and the remaining four elements of the

leftmost plot will be described in the subsections that follow.
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Figure 5.1: Graphical illustration of FDA as applied to a bivariate data set
with two classes.

5.1.2 Fisher Directions and the Fisher Discriminant Rule

Once the means, standard deviations, and correlation matrices have

been collected for a set of c chamber classes or adaptive model classes, Fisher

discriminant analysis can then be applied [16, 30]. Weighting all classes equally,

the overall mean vector for the entire population is calculated by

b̄ =
c∑

k=1

bk

c
. (5.6)

The overall mean can alternatively be defined by taking into account the num-

ber of samples in each class, but in this work we assume that all classes make an

equivalent contribution. For our example displayed in Figure 5.1, the overall

mean is depicted with a F situated directly between the two class means.
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The within-class scatter matrix for class k, which is equivalent to the

covariance of that class, is then determined by

Sk(i, j) = Rk(i, j)σk(i)σk(j) for all i, j (5.7)

where Sk(i, j) denotes row i and column j of Sk. Although we have already

plotted the elliptical regions for each class using the variable means, standard

deviations, and correlation matrices for our example problem, we could have

alternatively plotted these same regions using only the variable means and

within-class scatter matrices.

Summing up all of the within-class scatter matrices for all classes then

gives the overall within-class scatter matrix,

Sw =
c∑

k=1

Sk, (5.8)

which quantifies the typical correlation between the variables when considering

the classes separately. Conversely, the between-class scatter matrix provides

a measure of how the classes relate to each other as

Sb =
c∑

k=1

(bk − b̄)(bk − b̄)T . (5.9)

The within-class and between-class scatter matrices are respectively depicted

with the solid ellipse and solid line in the leftmost plot in Figure 5.1. Because

only two classes of data are being compared, the between-class scatter matrix

is depicted by a line, whereas if an additional class of data were present it

would be represented by an ellipse.
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The next step in the procedure is to find the Fisher optimal discriminant

directions, which are based on maximizing the ratio of the between-class scatter

to the within-class scatter,

J(a) =
aTSba

aTSwa
. (5.10)

This is equivalent to the following generalized eigenvalue problem that is solved

for the Fisher directions, a ∈ Rm×c−1, using

S−1
w Sba = λa. (5.11)

In our example problem, the Fisher direction is represented by the dashed line

going from the upper-left corner to the lower-right corner of the plot on the

left.

The Fisher directions are used to separate the classes by projecting the

original data for a sample, x0, into the Fisher space using the linear transfor-

mation

y = aTx0. (5.12)

It follows that the means and covariances of the transformed data are repre-

sented by

ȳk = aTbk (5.13)

and

Ωk = aTSka, (5.14)

respectively. The transformed data from our example problem are represented

in the plot on the right in Figure 5.1. As shown, the original bivariate data have
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been transformed to a single variable in the Fisher space, with the probability

densities generated from the means and variances from Equations (5.13) and

(5.14). The two classes are clearly separable, with only a small region of

overlap between them that is shaded in the figure.

Given a new data point, y, the Fisher discriminant rule classifies it into

class j according to

j = arg min
k

| y − ȳk |, (5.15)

which is equivalent to finding the class mean in the Fisher space that has

the smallest Mahalanobis distance from the sample of interest. This rule is

depicted by the vertical line with •’s at its endpoints in the plot on the right

in Figure 5.1. The Fisher discriminant rule would classify samples projected

to the left of this line into class 1, while samples projected to the right would

be classified into class 2.

5.1.3 Maximum Likelihood Rule and Class Overlap

In contrast to the Fisher Discrimant Rule, the maximum likelihood

(ML) rule classifies according to

j = arg max
k

| fk(y) |, (5.16)

which identifies the class with the largest probability density for the point

in the Fisher space [3]. In (5.16), the probability density function follows a

multivariate normal distribution as

fk(y) = (2π)−
1
2
(c−1) | Ωk |−

1
2 e−

1
2
(y−ȳk)T Ω−1

k (y−ȳk). (5.17)
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For our example problem, the maximum likelihood rule is denoted by the

vertical line with ×’s at its endpoints. It is only slightly to the left of the

Fisher discriminant rule, which can be accounted for by the slight differences

in variance between the two distributions. If the covariances of the classes after

transformation are equivalent, then the Fisher discriminant rule will provide

an equivalent classification boundary as the maximum likelihood rule.

While the Fisher discriminant and maximum likelihood rules could be

useful for classifying samples, that is not our final objective. Instead, we pro-

ceed to calculate the actual error rate to define a single measure for comparing

the different classes in more general terms [30]. After defining a classifier

function using the maximum likelihood rule as

φj(y) =

{
1 if j = arg maxk | fk(y) |
0 otherwise

, (5.18)

the probability of classifying y into class i even though it belongs in class j is

determined by

pij =

∫
φi(y)fj(y)dy. (5.19)

The actual error rate, which is defined by

AER =

∑c
i=1

∑c
j=1
j 6=i

pij

c
, (5.20)

then gives a measure of the ‘overlap’ between the classes. If the classes are

completely separable, the AER will be close to zero. On the other hand, classes

that are indistinguishable will have an AER that approaches a maximum of
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c−1
c

. By dividing by the maximum, we define a match fraction as

MF = AER

(
c

c− 1

)
, (5.21)

which takes a value between 0 and 1 and can be used to assess the overall over-

lap among the classes. In graphical terms for our example problem, the match

fraction is equivalent to the fractional area of overlap between the distributions

in Figure 5.1, which was only 0.01 or 1%.

5.2 FDA Case Studies

In the case studies that follow, the method of He et al. [32] will be

employed. As previously published, the method consists of two steps. The

first step is to apply an overall FDA model to visualize all class clusters in

the Fisher space, which can be useful for assessing whether or not a fault has

occurred. Next, that analysis is followed by additional FDA analyses for every

individual pair of classes, which can be used for fault diagnosis. Although the

same techniques will be implemented in this chapter, the objective is not to

identify and diagnose faults. Instead, the objective of this work can be more

generally stated as the quantification of the differences between the classes and

the identification of the variables that contribute most to those differences.

The judgment as to whether or not any observed class differences constitute

a fault will be left to the discretion of the engineer who is interpreting the

results, due to its dependence on the tool set and sensors being analyzed.
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5.2.1 Plasma Etch Chamber Matching

To demonstrate how the techniques of Section 5.1 can be applied to

identify differences between tools and chambers, we consider a set of three

dual-chamber etch tools. There is an ongoing effort by process engineers to

match one tool to another or match all of the chambers from a particular

tool. The reasoning behind tool matching comes from the expectation that

consistency between processing tools will facilitate the fabrication of a more

consistent product. For this study the means, standard deviations, and a

correlation matrix were calculated from 16 sensor summary statistics for each

of the six chambers for a single recipe. Following the preprocessing strategy

described in Section 4.2.1, the summary statistics were calculated from two

main processing steps for the sensors that were deemed important. The first

nine summary statistics were calculated from one step, while the remaining

six were calculated from another.

Application of FDA simultaneously to all classes of the etcher data

set yielded the results shown in Figure 5.2. In addition to the data samples

that have been projected onto the first two Fisher directions, elliptical regions

defined using Equations 5.13 and 5.14 are also displayed in the figure using

99% confidence thresholds. The plot makes it very easy to distinguish between

all of the chambers using FDA, which was also evident by a calculated match

fraction of 0%. But even though all chambers are distinct, it is interesting to

observe that for all three tools, the chambers from the same tools are adjacent

to each other in the plot, which indicates at least some degree of similarity
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Figure 5.2: Scatter plot of data and confidence regions for six etch chambers
after projection onto the two most significant Fisher directions.

between chambers on the same tool.

Figure 5.3 shows the results of applying FDA pair-wise to a few of the

chambers. The axes in the plots on the left show the probability distributions

of each of the classes in the Fisher space, which can be used to asses how

similar each set of data is to the other. The FDA and ML rules are also

provided in the probability plots. It is observed that when the distributions

have similar variances, the FDA and ML rules are closely matched. However,

when the variances differ, the FDA and ML rules are shifted away from each
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other.

The right set of plots in the figure provides bar charts of the Fisher

direction, which indicates the main contributing variables that discriminate

between the two classes [32]. Of the 16 variables included, either one or both

of variable 7 and variable 9 were the main differentiators between all chambers.

Using the assumption of normality and the variables means and standard de-

viations, the probability density functions for these two variables are plotted

in Figure 5.4 for each of the six chambers. The variables clearly differ from

chamber to chamber, thus validating the conclusions drawn from the contri-

bution bar charts. Additionally, the wider confidence bound for etcher 3A in

the overall FDA plot can now be traced back to the raw data for variable 7.

This etcher case study showed how the FDA algorithm was able to

quickly indicate that the sensor summary statistic data collected were clearly

not matched from chamber to chamber. Based on a final evaluation of these

differences, the chamber differences were judged to be irrelevant with respect

to product performance, and no chamber matching would be required. In-

stead, the models deployed for fault detection and diagnosis would need to be

maintained independently for each chamber to provide adequate sensitivity to

future excursions.

For this particular study, the same conclusion concerning chamber

matching could have been reached by reviewing the univariate distributions

for all 16 variables independently. Such a univariate review would actually

be simpler to perform and would still identify the rather obvious difference
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Figure 5.3: Probability densities of etcher data projected into the Fisher space
and the corresponding variable contributions to the discriminant directions.
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Figure 5.4: Probability density plots of raw data for variables 7 and 9 for the
six etch chambers.

144



in a limited number of variables for the data set. However, as the number

of variables increases and the correlation between the variables become more

important, FDA is expected to provide a more significant benefit, as we will

see in the RTA case study in the next subsection.

5.2.2 Rapid Thermal Anneal Chamber Matching

The second case study for the FDA algorithm has the objective of

matching chambers from a set of dual-chamber rapid thermal anneal (RTA)

tools. As with the etcher study, data from three tools were available, so a total

of six chambers will be compared against each other. However, in contrast to

the etcher study, the variables that make up the data matrices are not summary

statistics. Instead, the interpolation method from Section 4.2.2 was used to

construct multi-way data matrices by extracting 10 samples from a single

processing step for 8 sensors, yielding a total of 80 variables. Preprocessing

was performed with the shape-preserving piecewise cubic spline interpolation

method [1, 19].

Figure 5.5 displays the results of applying FDA to all six chambers.

In the first plot in the figure, the sample points are overlayed with the 99%

confidence limits, while in the second plot, only the class means are overlayed

with the limits. Of the six chambers, 1A and 1B were found to be completely

separable from all other chambers, while 3B was somewhat separable. Alterna-

tively, chambers 2A, 2B, and 3A were relatively well-matched for the variables

captured from the tools. The overall match fraction was 31%.
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Figure 5.5: Scatter plots of data and confidence regions for six RTA chambers
after projection onto the two most significant Fisher directions.
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To further investigate the similarities and differences between the RTA

chambers, the pair-wise FDA match fractions are summarized in Table 5.1,

and pertinent results are provided in Figures 5.6 through 5.8. As displayed

in the table, we again observe that chambers 1A and 1B were completely

separable, with pair-wise match fractions of 0% when compared against all

other chambers. Chambers 2A, 2B, and 3A exhibited match fractions ranging

from 46% to 59% when compared against each other. Finally, chamber 3B

matched 2A, 2B, and 3A with match fractions of 6%, 9%, and 8%, respectively.

Chambers 1B 2A 2B 3A 3B
1A 0 0 0 0 0
1B - 0 0 0 0
2A - - 53 59 6
2B - - - 46 9
3A - - - - 8

Table 5.1: Summary of pair-wise RTA chamber overlap expressed using match
fraction percentiles.

The pairwise results between chambers 1A and 2A are provided in the

four subplots in Figure 5.6. The upper left subplot provides the probability

density functions of the data from the two chambers after being projected into

the Fisher space. The upper right plot provides the variable contributions

to the Fisher direction, with vertical dashed lines distinguishing between the

sensors. Finally, the bottom two plots provide the contributions after grouping

individual variables by sensor and by time. The values of the contributions
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in these final two plots are calculated by taking the 2-norm of the variable

contributions in the group. For example, the contribution for sensor 2 is the

2-norm of variable contributions 11 through 20. Meanwhile, the contribution

for time 5 is the 2-norm of variable contributions 5, 15, 25, 35, 45, 55, 65, and

75.

The probability density plot in Figure 5.6 showed that chambers 1A

and 2A were completely separable as we expected based on the results of the

overall FDA analysis. Chamber 1A was discriminated the furthest from the

other populations in the overall analysis, while 2A was most closely matched to

several of the other chambers. The variable contribution plot for the pairwise

analysis indicates that some of the most significant contributions are for sensors

3, 4 and 6, which is more clearly demonstrated in the sensor contribution plot.

The time contributions indicate the differences are more strongly experienced

at the beginning of the processing step. While not provided in any figures in

this section, similar results were observed when comparing 1A to 2B, 3A, and

3B, and also when comparing 1B to 2A, 2B, 3A, and 3B.

Chambers 2A and 3B are compared in Figure 5.7. In the overall com-

parison, chamber 3B was grouped in the main cluster of chambers, but was

somewhat offset from chambers 2A, 2B, and 3A. The probability density plot

for pairwise analysis shows similar behavior, as evidenced by the 6% overlap

between the chambers. Sensors 3 through 7 were the main contributions, with

no time index contributions that stood out very significantly relative to the

others.
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Figure 5.6: Probability densities of RTA data for Chambers 1A and 2A pro-
jected into the Fisher space and the corresponding variable and group contri-
butions to the optimal discriminant direction.
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Figure 5.7: Probability densities of RTA data for Chambers 2A and 3B pro-
jected into the Fisher space and the corresponding variable and group contri-
butions to the optimal discriminant direction.
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An example of two chambers with a high degree of overlap is displayed

in Figure 5.8 for chambers 2A and 3A. With a match fraction of 59%, this

is as close as any of the chambers got to each other. Other comparisons

between chambers 2A, 2B and 3A showed similar results. The most significant

contributions for the chamber difference was from sensor 6 at the first time

index. However, the high degree of overlap indicates that the differences were

not enough to clearly distinguish between them.

To conclude the RTA study, Figure 5.9 plots the chamber means of

the raw data for sensor 6 across all 10 time indices in the batch. The data

are centered against the recipe setpoint such that a value of zero is on target.

This plot clearly shows discrepancies between the values observed for both

chambers of tool 1. While there is some variability for the other chambers

early on in the batch, they quickly converge to the setpoint at time index 2.

In contrast, 1A and 1B are much slower to converge, and are even slightly

offset from the setpoint at the very end of the processing step.

As opposed to the etcher case study, the results for the RTA study

are more indicative of class differences that should be resolved with chamber

matching. Although follow up activities were not performed, a reasonable re-

sponse would be to perform maintenance on both chambers of tool 1 and cham-

ber B of tool 3, such that the sensors converge their setpoints more quickly.

Once these discrepancies are resolved, the FDA algorithm could be repeated

to validate that all six chambers are matched. Upon successful matching, the

toolset would then be a legitimate candidate for implementing a strategy of
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Figure 5.8: Probability densities of RTA data for Chambers 2A and 3A pro-
jected into the Fisher space and the corresponding variable and group contri-
butions to the optimal discriminant direction.
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shared PCA models across all chambers, thus reducing the number of fault

detection and diagnosis models from six down to one.

The RTA study also emphasizes the importance of applying a multivari-

ate approach for class discrimination. The multi-way data have significantly

more variables than used for regular PCA on etcher summary statistics. Fur-

thermore, treated the variables separately with a univariate discriminatory

method will not take into account the autocorrelation of the sensor measure-

ments with time.

5.2.3 Plasma Stripper Historical Evolution

When used for process monitoring, RPCA models can be set up to

adapt to regular process drift while detecting the outliers that are not well

described by the the current model. One shortfall of this approach is that

if the model is always adapting, there is a potential to adapt to faulty data,

thus masking any tool-related problems. One solution to this problem is to

selectively adapt to incoming data. For example, if the performance metric is

below a certain threshold, the model can be set up to adapt. Conversely the

performance metric is beyond that threshold, the model will not adapt. While

this will reduce the propensity to adapt to faulty data, it does not eliminate it,

especially if the fault is characterized by a slow and steady drift. Additionally,

it would still be desirable to have a method of assessing how the PCA model

progresses with time when applied in adaptive mode. This can be done by

capturing a snapshot of the PCA model regularly and then applying the FDA
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approach to track the historical evolution of the PCA model.

To demonstrate how the FDA procedure can be used for evaluating

historical evolution, we will consider data from the same plasma stripper tool

previously presented in Section 2.6.2. But while linear interpolation was used

to preprocess the data into 312 individual variables in Section 2.6.2, in this

section the problem has been simplified such that only 20 summary statistics

will be considered. Summary statistics were chosen in this case to reduce the

excessive false alarm rate that was observed in the previous study. While

the use of summary statistics reduced the false alarms rate somewhat, many

alarms still remained due to remaining non-Gaussian behavior in the data set.

After building an initial PCA model from 611 batches of historical

data, that model was then applied to the next 5,000 batches. The scaled

combined index, as calculated using Equation 2.31 and a 99% limit, is provided

in the first plot in Figure 5.10. As shown, the rather substantial excursion got

progressively worse until the problem was identified and corrected, near batch

3,300. But even after the problem was corrected, the tool did not return to

its initial condition, as evident by the continuing alarms until the end of the

series.

Had a model been deployed that adapted to every incoming sample,

the combined index performance would have been charted as seen in second

plot in Figure 5.10. Here it is clear that while there were quite a few faults

identified, the PCA model did indeed adapt to the overall drift of the process.

But because of this adaptation, the combined index plots do not give any
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indication of how much the process has changed from the beginning to the

end of the data sequence. To provide an assessment of how the process has

changed, the RPCA models were archived for every 1000 wafers. By doing

so, the following FDA classes were defined based on the PCA model that

existed when batch k was processed: k = 1 → class A, k = 1000 → class B,

k = 2000 → class C, k = 3000 → class D, k = 4000 → class E, k = 5000 →

class F. An explanation of the cause of the high alarm rate for this data set

can be found near the conclusion of Section 2.6.2.

Again, the means, standard deviations, and correlation matrix were

used to apply FDA to compare the different classes. Figure 5.11 shows the

result of applying FDA to all 6 classes together, with class means and 50%

confidence limits. Arrows are provided to track the means from one class to

the next chronologically. It can be observed that classes A and B were quite

similar, while the models were progressively different for C and D. Classes E

and F were then a bit closer to the first 2 classes, but FDA was still able to

discriminate between them.

The historical evolution of the FDA classes in Figure 5.11 closely matches

what was observed with the combined index in Figure 5.10 which got progres-

sively worse before leveling off at a state that still offset from the original PCA

model. The movement of the FDA means can be interpreted as movement of

the means that are used for PCA scaling. The relative sizes of the ellipsoids

indicate when the standard deviations, which are also for scaling, have ex-

panded or contracted. The shapes of the ellipses indicate when the structure
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Figure 5.11: Scatter plots of the confidence regions for the plasma stripper
RPCA classes after projection onto the two most significant Fisher directions.

of the correlation matrix has changed. For the overall application of FDA, the

match fraction was 50%.

As the model adapted from its initial state at class A to well within the

fault condition at class D, all three components of the parametric distribution

were affected. The mean shifted, the variance increased, and the correlation

changed such that the vertically aligned ellipse was much more horizontal.

After the faulty conditions were corrected between classes D and E, the model

steadily reverted to a state that was much more similar to class A. But while

the covariance of the class agreed rather well with class A at the end of the

series, the mean did not. The disagreement between the class means at the
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beginning and end of the series may be attributed to the change in one or

more process setpoints that occurred during the maintenance event around

batch 3,300. Alternatively, a steady drift may have been occurring during this

time and although overshadowed by the rather extreme fault condition, it may

be the root cause of the difference between classes A and F.

To diagnose the changes that occurred during the PCA model’s evo-

lution, Figures 5.12 and 5.13 show results from applying FDA pair-wise to

the groups for some of the closest matching classes and the poorest matching

classes, respectively. As before, these plots can be used to assess how similar

each class is to the others and determine which of the 20 summary statistics

discriminate between them. Figure 5.12 shows that the two closest matching

pairs were the first two classes and the last two classes, both taking match

fractions of 69%. The high degree of overlap between these classes indicates

that the process did not change significantly during the 1,000 batches that

were processed between the model snapshots. The minor differences that were

observed could be attributed to variable 1 for the E-F comparison and variable

14 for the A-B comparison.

Two of the pairwise comparisons that showed the lowest overlap are

provided in Figure 5.13. The plots in the top row of the figure show the prob-

ability density and variable contributions for the FDA comparison between

classes B and F. This plot demonstrates that the models present at batches

1,000 and 5,000 were not matched with each other. A calculated match fraction

of only 15% also supports this conclusion. Even though the fault condition oc-
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Figure 5.12: Probability densities of plasma stripper data projected into the
Fisher space and the corresponding variable contributions to the optimal dis-
criminant directions - Closest Matches.
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curred somewhere between intervals B and F, model adaptation to the batches

following the maintenance event prevented the model parameters for class F

from being very strongly influenced by the fault. Instead, the comparison

between these two classes is more indicative of the non-fault changes that oc-

curred due either to the maintenance event itself, or to regular chamber drift

that took place as time went on. As we will soon see, an investigation into

variable 14 will be helpful for further diagnosis.

Finally, the last two plots in Figure 5.13 provide a comparison of classes

A and D. While class A is representative of the initial model, class D is the

model snapshot that was captured right in the heart of the faulty data. The

match fraction between the two classes was only 13%, the lowest value of any

of the pairwise comparisons. A brief look at the probability density plot shows

that class D exhibited a larger variance in the Fisher space, and the bar chart

shows that variable 1 was the main contributor for class discrimination.

For those classes that showed the lowest degree of overlap, variables 1

and 14 were the main contributors. The raw data for those variables are plotted

along with their adaptive means in Figure 5.14. Also included in the figure are

series depicting the variance of the data, which are drawn at plus and minus 3

standard deviations away from the means. With the exception of a moderate

rise in the sensor around batch 2,600 for an interval of about 150 batches,

the data for variable 1 are relatively consistent. This can be contrasted with

variable 14, which was the main cause of the excursion detected with the static

model in Figure 5.10. Although it is difficult to see because of the scaling of
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criminant directions - Poorest Matches.

162



the plot for variable 14, a comparison between the data at the beginning of

the series and the end of the series shows a significant offset between them. It

was this offset that resulted in variable 14 from being the main discriminating

variable between classes B and F.

But when considering the raw data for these variables in conjunction

with the contribution bar chart for classes A and D in Figure 5.13, the results

at first seem counterintuitive. As we noted before, variable 1 was the main

discriminator between the classes captured at batch 1 and batch 3,000. How-

ever, the raw data chart indicates only a slight increase in both the mean and

variance during this interval. Meanwhile, the change in variable 14 was much

more severe. But before jumping to the conclusion that the analysis as flawed,

we must consider the final component of the multivariate parametrization of

our classes, the variable-to-variable correlation.

The correlation matrices of classes A, B, D, and F are displayed in the

surface plots in Figure 5.15, where blue, green, and red denote negative, neu-

tral, and positive correlation, respectively. A review of the surface plots shows

that the correlation between variables was quite similar for each of classes A,

B, and F, but drastically different for class D. Note also that the variable that

exhibited the most significant changes in correlation was variable 1. While this

variable showed little to no correlation with any other variables in the other

charts, the chart for class D shows rather extreme negative correlations with

variables 2, 10, 14, and 18. Thus, it was the change in correlation that caused

variable 1 to have the most significant contribution to the discrimination.
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Chapter 6

Summary and Recommendations

6.1 Summary of Contributions

In Chapter 2, recent contributions in the realm of multivariate statis-

tical process control were combined to form a comprehensive methodology for

monitoring semiconductor metrology and processing operations. The goal of

such a methodology is to reduce variations in the process by quickly and ac-

curately identifying fault sources, thus leading to the production of a more

consistent and valuable product. Basic multi-way PCA was complemented

with the use of a combined index that incorporates information from the SPE

and Hotelling’s T 2. Adaptation to normal process drift was accounted for using

RPCA and a method was introduced to determine multiblock contributions

to the combined index for fault diagnosis.

In Chapter 3, challenges were presented for monitoring semiconductor

processing data that do not meet the typical MSPC assumption of multivariate

normality. As originally presented by Martin and Morris [54], the kernel den-

sity estimator was used as an alternative to Hotelling’s T 2 to provide control

limits that more accurately reflect the distribution of the data. Additionally,

the TEAM algorithm, which has been shown to be useful when estimating the
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densities of non-stationary data, was introduced as a more efficient method

for monitoring the principal component scores.

As is the case in many semiconductor processes, another major dif-

ficulty is presented when the process being monitored exhibits a drift with

time. In order for the system to be effective, it was emphasized that one must

correctly characterize the nature of the drift and then decide on the adapta-

tion strategy that reduces the number of type I and type II errors that are

observed. Several adaptation strategies for both the kernel estimator and the

mixture model were presented and applied to sensor data gathered from an

RTA tool. The results of the study clearly illustrated the importance of not

only the estimation algorithm itself, but also the rules that are used to decide

which samples to include and which samples to ignore when performing the

adaptation.

In order to apply batch-wise multivariate analysis, Chapter 4 illus-

trated the requirement that data preprocessing be performed to convert traces

of real-time data into consistent vectors of information. Another important

consideration was the need to condition data by filtering out unnecessary infor-

mation while retaining the information that is most useful for fault detection

and diagnosis. Although the only data conditioning that was applied in the

etcher analysis was removal of non-important processing steps, it is likely that

the removal of data samples from the beginning or end of a process step could

have eliminated several alarm signals associated with step transitions. Other

conditioning capabilities that should be considered include the ability to apply

167



conditions to one or more sensors and set constraints on the minimum number

of time samples.

Ultimately, the choice of which preprocessor to use should be based

on engineering judgment and the objectives to be reached by monitoring the

system with MSPC. If the objective is to monitor only for general behaviors

in the process that can be observed throughout the entire trajectory of the

batch, then the summary statistic preprocessor would be a good choice due to

its simplicity in implementation and interpretation, and its resistance to false

alarms due to minor perturbations that would only be observed at the trace

data level.

Alternatively, the data interpolation preprocessor would be recommended

for monitoring processes where even slight deviations from the average trajec-

tory can pose a risk to the product. But with the added sensitivity of trace

data monitoring comes an increased likelihood of false alarms for tool data

that are not very consistent from batch to batch. The third choice of data

preprocessing that was presented in Chapter 4, dynamic time warping, was

recommended for processes where trace data monitoring is required, although

the trajectories are not consistently aligned. But the method should be applied

with caution because adjustments to the patterns in the raw data traces can

increase the likely of missing actual faults resulting from timing irregularities

within the batch.

Finally, Chapter 5 demonstrated how Fisher discriminant analysis can

be applied for differentiating classes of semiconductor data from different tools
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or chambers and for tracking the historical evolution of multivariate infor-

mation when implemented with adaptive monitoring. The tool and cham-

ber matching analysis can be useful not only from a process characterization

standpoint, but also for identifying the proper fault detection and classifica-

tion strategy. If the FDA analysis shows that the chambers or tools are not

matched, it is likely that either preventive maintenance will be needed, or a

separate fault detection and diagnosis model will be required for each tool or

chamber. Alternatively, if the match fraction is large enough, a global model

should be considered for monitoring a plurality of tools or chambers in order

to reduce the model maintenance effort and make good use of all data that

are available.

Additionally, the application of FDA for tracking the historical evo-

lution of the multivariate distribution was shown to be quite valuable when

used in conjunction with an adaptive monitoring algorithm such as RPCA.

While adaptive algorithms are effective for reducing model maintenance costs

and ensuring that the current model is consistent with the current state of

the process, there is a risk of over-adapting to the incoming data. This leads

to reduced sensitivity to more serious faults that can impact product quality

in the future. By regularly archiving models and applying the FDA to those

historical records, significant insight was gained concerning how those models

progress with time.
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6.2 Recommendations for Future Work

Despite the many recent advancements in fault detection and classi-

fication for monitoring semiconductor manufacturing operations, there still

remain several areas where further research is recommended. In terms of the

core analysis algorithm for MSPC, one shortcoming is the inability of an en-

gineer to incorporate domain expertise into the analysis model. The purely

statistically-based algorithm does have the advantage of reducing effort when

deploying applications in the factory, but capabilities should be available for an

expert user to customize individual applications to improve efficiency. Though

not based on the PCA algorithm, Tsai recently presented a method of adjusting

Hotelling’s T 2 limits based on engineering knowledge to reduce the frequency

of false alarms [88]. The development of weighted PCA by Yue and Tomoy-

asu is also step in the right direction, where the authors suggest methods for

assigning different weights to either variables or samples [98].

While developments such as weighted PCA could be quite useful within

the main fault detection algorithm, they could similarly be used in conjunc-

tion with the FDA analysis strategy that was presented in Chapter 5. The

FDA algorithm is a powerful tool that is capable of detecting rather subtle

differences between classes. By allowing the user to weight some variables

more than others, the utility of class-to-class comparison results could be im-

proved by reducing the effect of variables that are less important with respect

to manufacturing performance.

Chapter 2 showed how an RPCA model can be used to adapt to nor-
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mally distributed data that drifts with time, while Chapter 3 presented several

strategies for adapting the density estimators to non-Gaussian data after pro-

jecting the data onto a static set of PCA loadings. Given these available

methods, it is proposed that a unifying algorithm be developed that has not

only an adaptive PCA model, but also the ability to adequately characterize

the non-Gaussian data that are often observed in semiconductor operations.

It is also suggested that an adaptive bandwidth parameter be considered when

updating the density estimators with incoming data [39].

Although some of the best known methods for data conditioning and

preprocessing were presented in Chapter 4, this is certainly not a closed topic

because the approaches will often be application-specific. Nonetheless, one

recommendation for future study related to data synchronization would be to

evaluate the recently developed algorithm of derivative dynamic time warping

(DDTW) [41]. In contrast to DTW, DDTW considers the local derivatives of

the observed traces when aligning data, which has been shown to reduce the

occurrence of repeated values, such as those observed for the etcher data in

Figure 4.17.

One final recommendation is that as future methods are developed,

that an emphasis be placed on the maintainability of the configurations and

models required for the applications. While MSPC can facilitate the analysis

of the wealth of information gathered from today’s fabrication facilities, it can

only be successful if the costs saved by detecting excursions outweigh the effort

required to deploy, monitor, and sustain the solutions.
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