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Supervisor:  Adnan Aziz 

 

Hardware verification currently takes more than 50% of the whole verification 

time. There is a sustained effort to improve the efficiency of the verification process, 

which in the past helped deliver a large variety of supporting tools. The past years though 

did not see any major technology change that would bring the improvements that the 

process really needs (H. Foster 2013) (Wilson Research Group 2012). The existing 

approach to verification does not provide that type of qualitative jump anymore.  

This work is introducing a new tactic, providing a modern alternative to the 

existing approach to the verification problem.  The novel approach I use in this research 

has the potential of significantly improve the process, way beyond incremental changes.  

It starts with acknowledging the huge amounts of data that follows the hardware 

development process from inception to the final product and in considering the data not 

as a quantitative by-product but as a qualitative supply of information on which we can 

develop a smarter verification. The approach is based on data already generated 

throughout the process currently used by verification engineers to zoom into the details of 

different verification aspects. By using existing machine learning approaches we can 

zoom out and use the same data to extract information, to gain knowledge that we can use 

to guide the verification process. This approach allows an apparent lack of accuracy 
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introduced by data discovery, to achieve the overall goal. The latest advancements in 

machine learning and data mining offer a base of a new understanding and usage of the 

data that is being passed through the process.  

This work takes several practical problems for which the classical verification 

process reached a roadblock, and shows how the new approach can provide a jump in 

productivity and efficiency of the verification process. It focuses on four different aspects 

of verification to prove the power of this new approach:  

• reducing effort redundancy, 

• guiding verification to areas that need it first, 

• decreasing time to diagnose, and 

• designing tests for coverage efficiency.  
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Chapter 1: INTRODUCTION 

1.1 VISION 

1.1.1 Existing Data 

Hardware development as a process consists of a series of complex activities, 

performed by teams possessing a large variety of skills. From inception to production, the 

chip traverses the production pipeline, each phase receiving data from the previous phase 

and providing data to the next. (Bruce, Gross and Roesner 2005) During each 

development phase, there is a large amount of data generated and recorded. There are 

several reasons to record data: 

 Communication within and among teams. Specifications, detailed descriptions, 

issues, are just a few examples of data used as communication means among 

teams.  

 Cost.  To decrease the overall cost data can be recorded to avoid its re-generation, 

for example tests. 

 Management. Coverage, development issues, opened or closed, are examples of 

data used for management decisions.   

The existing data seems unrelated due to the large variety in contents, format, and 

usage. What binds it all together is the fact that it contains information about the same 

product. Different data capture a different facet or complements already recorded 

information by increasing the level of detail. Separately, it describes or records a feature. 

Altogether, it provides untapped potential. 
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The Age of Gods (Sangiovanni-Vincentelli 2013) was used as a symbol of the 

time when senses are used to discover truths about the surroundings. Data mining brings 

a new sense that allows us to see differently what we already have around us.  

1.1.2 Using Data 

Currently the data is generated and used locally, for a specific aspect of the 

process. In many cases its usage is limited not only to the process that drives the 

collection, but even within, most of the time it is recorded for availability, not for 

necessity. The so called wave files would collect signal values for a large number of 

simulation cycles, for a large amount of signals, of which a very small amount is actually 

used for debugging. Coverage information is sometimes removed if it shows redundancy. 

Failing tests are not passed for debugging, with the hope that they are redundant with 

other tests that are being looked into. All these are examples of inefficient use of 

collected data. 

For a very small design, verification engineers still memorize and work with all 

aspects of the problem they are verifying.  The higher the complexity, the more 

distributed the development effort among teams, the more difficult it is to extract the 

information needed to control the process. The prohibitive amount of data pushed for a 

variety of tools that enable team members faster and selective access to the data. The 

advantage of using machines to process the existing data is that it can extract and connect 

the information between more than just one source, and it can process the large quantities 

we currently generate. 
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1.1.3 Data Mining  

For now, existing tools enable engineers to access the data, but the decisions 

continue to be relying on the tool operator.  The conditions are ready for taking a step 

further in automation; algorithms can be used to take or support decisions.  

We can teach the next-generation tools to learn from the gathered data 

information that otherwise we cannot reach. We can use algorithms to rely on that 

information and to direct decisions regarding the verification process.  

An important advantage of this approach is its immediate application. It relies on 

data already generated by the verification process. The cost of generating it is already 

paid. Data is in abundance, everywhere we need it. The only investment is in processing 

it.  

Data mining requires a change in perspective. Accuracy and complete control are 

inherent to the development of HW designs. The task of hardware verification is the 

accuracy at the highest level of detail in the digital behavior of the future product. 

Accepting decisions taken by automatic data processing requires a drastic mentality shift, 

from accurate data to statistical data.   

1.1.3.1 Introduction  

Data mining extracts information from a data set and transforms it into 

information that can be further used. It is also known as knowledge discovery in 

databases having as goal the discovering of interesting and useful patterns and 

relationships in large volumes of data. (Clifton 2014) The title data mining covers a large 

set of algorithms and tools that contain statistics and artificial intelligence, machine 

learning, database management.  



 4 

1.1.3.2 Tools 

Data mining is a generic set of tools widely used in science, business, and 

security. A series of popular applications use them, like movie or music suggestions, 

weather analysis, pre-voting surveys. The variety of fields using it proves that data 

mining is a generic solution that can be used in any area, as long as relevant data is 

available, and the user identifies correctly how to transform the problem into a form 

recognized by an existing tool/algorithm.  

There is a large amount of options regarding such tools. The basic algorithms are 

already implemented, and simple interfaces are required to use them. The number and the 

quality of such implementations are growing on a daily basis.  

A pervasive basic tool used in data analysis is Matlab. (MathWorks 2014) It is a 

versatile, easy to use language and development environment used to analyze data, 

develop algorithms, and create models and applications. It provides already implemented 

basic algorithms, an easy access and implementation of data manipulations. 

Weka (Witten, Frank and Hall 2011), a university developed tool, contains an 

easy to use interface and a library with a large list of algorithms. The usual problem 

arises from large amounts of data that need to be processed. 

The R Project for Statistical Computing (Institute for Statistics and Mathematics 

of Wirtschaftsuniversität Wien 2014) provides free software environment for statistical 

computing and graphics. It consists of a language, a run-time environment, graphics, and 

is accompanied by a wealth of functions already implemented in available libraries. 

Apache Mahout (Apache SW Foundation 2014) is a project containing algorithm 

implementations taking advantage of scalable, distributed systems. The advantage of 

these algorithms is not only that they can work with extremely large data sets, but also 
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that they can provide the answer faster, in time critical software, where decisions have to 

be taken in a timely manner.  

The above are representatives of a long list of available tools and libraries. The 

abundance of existing solution ensures the natural dissemination of data mining in all 

areas with abundant data.  

1.2 POTENTIAL OF APPLIED DATA MINING IN HARDWARE FUNCTIONAL VERIFICATION 

On one hand hardware development generates large amounts of data. On the other 

hand, there are tools that know how to extract information from large amounts of data, 

information that can be used as feedback into the process. The added value is in 

connecting the two sides of the problem, in finding ways to express verification problems 

into a model for which data analyses can provide answers, and correctly interpret and use 

the answers it provides.  

This research is trying to prove the validity of the direction suggested above and 

the impact the new approach can have on the way we do verification. For this, it visits a 

few relevant problems where methodology changes have an immediate impact on the 

overall efficiency. This work visits four main areas:  

 Decreasing time to diagnose  

The most manual work is in debugging functional problems (H. Foster 2013) 

(Wilson Research Group 2012). Suggested solutions are laborious and tool dependent. 

(Le, Grosse and Drechsler, Automatic TLM Fault Localization for SystemC 2012) (Le, 

Grosse and Drechsler, Scalable fault localization for SystemC TLM designs 2013) 

Debugging is an area in which the abundance of data makes the problem harder, the 

problem hiding under a wealth of irrelevant information. This makes this problem an 



 6 

ideal target for applying data mining solutions to filter out the irrelevant information and 

extract the critical functionality that defines the failure. 

 Reduce redundancy 

One of the current approaches in functional verification via simulation is that the 

more tests we can run – the better the quality. Increasing complexity, decreasing time to 

market, limited resources asks for a re-visiting of the above approach. The new question 

is not how to run more tests, but how to efficiently exploit the limited amount of tests we 

can run. The first answer lays in at least removing redundancy in our testing.  

 Self-guiding verification process towards the verification need 

CDV (Coverage Driven Verification) is an ideal into which research effort was 

invested for a long time (Benjamin, et al. 1999). This part of the research uses a different 

angle to revisit the problem, driving the verification exactly towards where the problem is 

expected to be. 

 Designing test. 

Coverage Driven Test Case Generation is a complex problem and previous 

attempts to solve it provide solutions that are methodology and tool dependent. (Guo, et 

al. 2007) (Benjamin, et al. 1999) This is another issue where data mining provides a new 

view on how to design tests to increase verification efficiency. Previous attempts to close 

the feedback loop from coverage to test generation were ineffective due to the strong 

constraint of one to one relationship between coverage and test. Data mining relaxes the 

requirements by expecting a statistical relationship, an increase in likelihood, easier 

satisfied, as proved by this research. 

All the above are problems that reflect our limited understanding of what really 

happens during the functional verification process, and our limited control over it. The 

overall vision is to use the existing data to increase the understanding we have over the 
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process itself, to better observe and distinguish the impact of our effort, and to provide 

feedback that can influence, control, the process itself in order to improve its overall 

efficiency.  Data mining is seen as the tool of choice.  

Even though this research focuses on functional verification, the vision is 

pertinent to other areas of HW development.  

1.3 ORGANIZATION 

Chapter 2 contains background information. It introduces the functional 

verification methodology that is being used during this research and the notations that 

cover the main notions used later. It presents the IBM verification process, as used in the 

implementations for proof of concept in this research. It introduces the sources of data, 

and browses through the knowledge discovery process, introducing a few basic problems 

solved by data mining and some data mining algorithms used to solve such problems and 

used in this research.  

The technical work covers two main aspects of the verification process:  the 

manual effort (chapter 3) and the automatic process (chapters 4-6).  

Chapter 3 focuses on the most manual intensive work in verification, and provides 

a data mining based solution for localizing the origin of HW bugs. First it used decisional 

trees in order to observe the difference between failing and passing tests. The observed 

difference in behavior is then provided to the verification engineer to help control the 

debugging process. Debugging support is provided via a unique and powerful bug 

visualization method. The observations are also used to identify which failing test from 

an existing pool is most efficient to be used for debugging, and the simulation cycle 

window starting with the bug origin and throughout the bug manifestation, which is 

relevant to the failure.  
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The next three chapters focus on the automatic process.  

Chapter 4 and chapter 5 take a closer look at the main repetitive automatic activity 

in the HW development process: changing the HW design, releasing a new model, and 

running regression testing. Due to the repetitiveness of the activity, improvements in this 

area, like the improvement in the manual work area in Chapter 3, has strong effect on the 

overall process.  

Chapter 4 covers research done regarding reducing redundancy in the verification 

effort. The research defines a method to observe and measure redundancy among existing 

test cases, and a mechanism that uses these measurements to decrease redundancy from 

regression testing. Each HW design version release requires test case regressions, and the 

expertise on how to reduce them without losing critical tests is important in increasing the 

quality of the process. This chapter defines a distance between data sets, important to 

measure the redundancy of tests. Based on this distance we can observe the impact test 

sets have, and group them according to the redundancy among them. The information is 

used to control the removal of tests from the test suite.  

Chapter 5 uses gathered data to observe design changes and rank areas within the 

design regarding their priority in getting verified. After providing a method to 

automatically identify such areas, the information is used to control the verification 

process and automatically guide it towards those areas. The results of the implemented 

solution show that it reduces the time needed to cover those areas to only 3% of what was 

required before.  

If chapter 3 focuses on the most manual labor intense activity, and chapters 4 and 

5 focus on the repetitive automatic process of release changes and test them, chapter 6 

looks at understanding the efficiency of the overall automatic process, starting with test 

case generation and ending with coverage measurements. 
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Chapter 6 observes the overall process from the coverage efficiency point of view 

using data summarization. Based on experimentally extracted probability mass functions, 

the analysis helps observe the mechanism of generating useful coverage, and, in order to 

do so, the chapter introduces new notions of observing coverage, like first time per test 

coverage, coverage in time, hard-to-hit coverage and coverage waves. The analysis 

results in a new automatic mechanism that controls the test case generation such that it 

reduces the hard-to-hit list by 12% and the never-hit list by 13%. 

Chapter 7 reviews the lessons learned from all four research tasks. The summary 

points out how each such activity benefited from the new approach.  
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Chapter 2: BACKGROUND 

2.1 HARDWARE FUNCTIONAL VERIFICATION  

2.1.1 The Verification Process 

Hardware functional verification via simulation is the most pervasive type in the 

industry. (H. Foster 2013) (Wilson Research Group 2012) The process is based on four 

main activities (Bruce, Gross and Roesner 2005) (Meyer 2003): 

 Stimuli/Test Case Generation – automatic generation of large amounts and variety 

of functional tests 

 Simulation – the design under test is simulated in an environment which replicates 

the conditions under which the future chip will be expected to function. 

Simulation starts with loading the design under test and the environment with a 

pre-defined initial condition, running test instructions, while concomitantly 

checking for correctness and coverage. 

 Fail/Pass assessment – the main result of a simulation test is a Boolean value 

signifying the Pass/Fail assessment of the testing. The value of Fail reflects a 

disagreement between expected behavior and behavior experienced during 

testing.  

 Information gathering and recording information.  Coverage is the main 

information that is being recorded and further used for verification management 

purposes.  

The verification process uses the following main components as represented in 

Figure 2.1 (IBM Research 2014): 

a. Test Case (Stimuli) Generator  

b. Simulator   



 11 

c. Correctness Checking:  Pass/Fail 

d. Coverage Recording and Analysis Tools (Measurement) 

 

 

Figure 2.1 Simulation Based Verification 

2.1.2 Functional Verification Tools 

Depending on the complexity of the design under test, there are different tools 

that are used to cover the functionality from above: 

a. Test Case Generator  

i. Model based (Adir, et al. 2004). To be able to generate valid and 

complex tests, a model is being developed from the specification 

of the hardware design. The model is developed such that it 

behaves like the design under test, containing only the information 

relevant to the test case generation. Example: IBM uses a model 

called Mambo (John Richards 2014), which exhibits the same 

functionality as the future PowerPC code.   
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ii. Random. The test case generator reads the directives provided by 

the user, which partially define a test, and uses random choices for 

the information that was not provided by the user’s request. The 

randomness assures that, given a desired scenario, the generator 

provides tests that implement it, while providing a large variety of 

conditions in which the scenario will be executed.  

iii. Biased. Generators accept bias on a large variety of conditions, and 

generate tests accordingly. This allows users to guide the 

generation without enforcing any direct choice (e.g. bias toward 

reusing the same cache line). 

b. Simulator. The design under test is run on a cycle or event based simulator. The 

simulator allows access to the values within the design, during the simulation run. 

Those values can be recorded and used for correctness or coverage checking.  

c. Design under test is the future hardware, developed in HDL like Verilog or 

VHDL.  

d. Correctness Checking  

i. Assertions (Foster, Krolnik and Lacey 2004) (Bergeron, Coverage 

Driven Verification 2006): Assertions can be appended to a design 

to signal the value of a Boolean proposition.  

ii. The test case may contain information regarding the expected 

behavior from the design, while executing the test. A mechanism 

that reads the internal variables of the design under test during the 

simulation run is used to validate the expected behavior of the 

design under test.  
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iii. Correctness monitors (checkers). Verification environments 

contain tools that run with all tests and check for correctness 

specification driven (many times test-independent) modeled 

behavior, for example cache states in relation to bus commands.  

e. Coverage Measurement 

i. Tools allow designers and verification engineers to express events 

using design internal signals. These events can be simple Boolean 

expressions, or can employ state machines. (Bergeron, 

Nightingale, et al. 2006) The moment a Boolean expression 

becomes true, the information is being recorded. The name reflects 

the intent – to learn that, while running tests, the design was 

brought into a state described by the coverage monitor.    

2.1.3 Verification Process Available Data 

2.1.3.1 Tests 

Tests consist of both initial conditions for the environment and instruction steams 

(supported ISA instructions). Instruction streams can be chosen for specific hardware 

stimulation or random. The files input to the test case generator are called scenario-files 

and engineers use them to set a subset of characteristics of the future test. The process 

tries to deliberately generate dissimilar tests which all continue to obey the directions 

received in the scenario-file. There are a variable number of such scenario files per 

project. The research within this document used PowerPC existing verification process, 

with more than 12.000 such scenario files. 

Tests contain numerous instructions which, while running, interleave in time 

while fighting for shared resources. The instructions change not only data but also the 
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conditions in which the next instruction finds a resource. Resources like control registers, 

cache lines state, or buffer state will change the testing conditions for all the instructions 

that run alter on. This is why running a test is not the sum of the testing conditions for 

running each instruction separately. 

To compare with software, each instruction could be considered as a different SW 

thread that runs in parallel with all the others, in a highly concurrent, resource sharing 

and critically time sensitive SW system. Numerous tests are run daily with the majority 

passing. The few tests failing due to the same monitors are considered expressions of the 

same bug. These fails are grouped together and distributed for debugging. The debugging 

starts with choosing one test from such a group, identifying the bug manifestation event, 

and back tracing from there to the potential origin of the problem. 

2.1.3.2 Scenario Files 

  The process uses pre-defined test scenarios to generate tests, which are run on 

the HW design simulation. PowerPC uses more than 12,000 such distinct scenario files. 

These are manually written scenario files, input into the generator, which contain the 

definition of what is required from the future test. The test conditions that are not defined 

in these file are being chosen randomly. One of the variables into the test case generation 

is the size of the test. This controls the number of instructions eventually generated in the 

test, and through that, the amount of traffic the test generates.  

2.1.3.3 Coverage Files 

The verification progress is measured using coverage events, with an ultimate 

goal of 100% coverage. The coverage files record the amount of each coverage event hits 

that happened during a test. These files are collected in a coverage data base. For the 
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verification environment used in this research there are more than 150,000 such distinct 

coverage events.  

 

  

Figure 2.2 Scenario File to Test to Coverage File 

2.1.3.4 Coverage Database 

The data base is used to inquire in detail about specific events, but also in general 

about the events that were never hit, or are hard to hit. The hard-to-hit events (including 

the never-hit events) are manually targeted, which require expert human labor, and 

additional resources. For each such event the process consists of understanding the 

conditions required to generate the event, expressing them in terms recognized by the test 

or the test case generator, generating the test, simulating it, and reiterating the process 

with refinements until it succeeds. Many times it requires unavailable tight control over 

test execution.    
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Figure 2.3 Coverage Gathering Data Base 

The coverage data records information for all passing test simulations (Figure 

2.3). The information for the past three weeks is being kept in the data base at all times. 

Each day the verification process adds approximately another 50,000 runs to the data 

base.  

If the same test is run more than once, under different environment conditions 

which include different values with which the HW design is loaded before running the 

test, and different modes, all coverage data is being recorded. For each test the average 

test case simulation run is being recorded.  

For each coverage event the likelihood of that test to hit that coverage event is 

being recorded. This allows the ranking of tests per coverage event, as in which test is 

more likely to hit a coverage event.  

2.1.3.5 Coverage Driven Verification 

Coverage Driven Verification (CDV) is a general approach in which verification 

is focused on achieving coverage in a more efficient way. Coverage directed and 

coverage driven test case generation use coverage data to control the test case generation 
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to aim and hit events. There is a wealth of information regarding these approaches, from 

general methodology (Bergeron, Nightingale, et al. 2006) (Piziali 2004) to research 

papers targeting particular aspects and approaches (Fine and Ziv 2003) (Hsueh and Eder 

2006) .  

The verification process is mainly guided through test case generation. To 

decrease redundancy, graph based test case generation tools use coverage expectations 

while taking decisions which test to generate (Mishra and Dutt 2004) (Hsueh and Eder 

2006). The targeted coverage has to be expressed at the level of the test case generation, 

which limits its applicability. In many industrial examples, like the PowerPC core 

verification, most of the (in this case 150k) coverage events, and especially those hard–

to-hit events, do not satisfy this condition.  

2.2 DATA MINING 

2.2.1 Introduction 

The term Data Fishing used by statisticians in 1960s used to reflect what was 

considered then a bad practice to learn from data without a hypothesis. The official 

beginning of data mining can be considered the First International Conference on 

Knowledge Discovery and Data Mining, held in Montreal in 1995, and the launch in 1997 

of the journal Data Mining and Knowledge Discovery. It reflected the need to gather 

experts from several areas of research (expert systems, machine learning, neural 

networks) to work towards identifying methods to analyze large amounts of records. 

(Tan, Steinbach and Kumar 2005) Now learning from the data is widely accepted and 

used in our everyday life. 
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2.2.2 Knowledge Discovery  

The knowledge discovery is not a new process. It covers a series of activities 

classified in several phases (Fayyad, Piatetsky-Shapiro and Smyth 1996): 

 Understanding the business need  

 Understanding the available data (data selection) 

 Pre-processing and Transformations  

 Data Mining 

 Interpretation/Evaluation 

 Visualization 

 Deployment  

The first step is to identify the business need that could be solved with knowledge 

discovery, followed by identifying the data generated by the business, which contains the 

information relevant to the problem and can be provided to the data analysis. Pre-

processing of the data means cleaning it, filtering it, and Transformation means reducing 

the number of variables, to apply algorithms on data of better quality.  

Data mining stands for any of the existing models and their solution which we can 

employ for our problem. From all the problems already modeled, we identify the problem 

that is similar to the one that requires solving, and the available algorithms are run to 

extract the desired information.  

The extracted knowledge is being assessed and evaluated, before being deployed.   

The data mining phase from above stands for a large collection of problems that 

were modeled and for which there are solutions 
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2.2.3 Data Mining Problem Types 

A classification of the wide portfolio of problems covered by knowledge 

discovery first suggested in 1960 continues to be relevant (Fayyad, Piatetsky-Shapiro and 

Smyth 1996): 

 Summarization – providing information about data set, like mean and distribution 

 Regression – finding a function which models the data with the least error. 

 Classification – learn to classify from already classified data, to be able to use the 

classification for unclassified data 

 Clustering –identify groups (subsets) of elements that are similar based a 

provided measure of similarity. 

 Anomaly - Deviation Detection – Identify unusual data records.  

 Dependency and correlation – Association - Identifies inter-dependencies among 

records using attributes.  

In time the problems from above were mapped to different algorithms and solutions that 

would be more or less efficient depending on the problem itself.  

2.2.4 Data Mining Algorithms 

To solve the above problem types the research community developed a large 

variety of algorithms (Bishop 2006) (Hastie, Tibshirani and Friedman 2009). Some of the 

most used are:  
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2.2.4.1 Decision Trees 

 

Figure 2.4 Decision Tree 

Decision trees are used to classify elements. It implies a learning phase, in which, 

using the training data, the algorithm decides which variables to use at each node, and the 

conditions under which the classification continues on one edge or the other. The 

decision tree is used afterwards to classify unknown elements. Ensemble of decision trees 

can be used to vote on the final classification.  

Decision trees were used in this work in Chapter 3, to help identify the coverage 

events which differ between the failing and the passing tests.  

2.2.4.2 k-Nearest Neighbors Algorithm (or k-NN for short, ex. k-means) 

 

Figure 2.5 k-NN 
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It is an algorithm used for clustering and regression, dimensionality reduction. It 

groups elements according to an optimization function. For k-means it incrementally 

searches for the elements distribution into the clusters based on an attempt to minimize 

the distance among elements within a cluster. Used in regression, all elements within a 

group will be mapped to the same value. Figure 2.5 represents such a clustering. Each 

color represents a group with elements that are closer to the elements within than to the 

elements from different clustered. 

Clustering was used in Chapter 4. Together with a distance defined in this 

research, which measures the similarity between tests, clustering is used to group similar 

tests together.  

2.2.4.3 Linear Regression 

 

Figure 2.6 Linear Regression 

Given a set of points, the equivalent geometrical problem is to identify the linear 

function for which minimizes the accumulated distance between all points and the linear 

function. Different definitions of distance can be used. In case of data mining each point 

is a record, and the variables are attributes. Identifying the linear function can be used to 
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predict future y identified values for a new record, as in regression. It is also used to learn 

the dependency among records (for example to remove redundancy).  

Regressions and model fitting were used in this work for Chapter 6, to help with 

understanding the model that generates the data we extract from the verification process. 

Linear regression was used in several tasks as filter to data, to remove outliers and 

redundant data.  

2.2.4.4 Linear Discriminant Analysis (LDA) 

 

Figure 2.7 Fisher Discriminant 

The records contain attributes which do not enable an easy classification. A linear 

transformation changes the attributes such that classification is easily obtained. It is used 

in classification and dimensionality reduction. Figure 2.7 can be used to exemplify The 

Linear Fisher Discriminant. Axis x and y represents attributes. None of them can be 

independently used to select the red from the blue records. A linear transformation on the 

attribute values provides a new axis, on which, all projected records are immediately 

separated into two groups.  

Several data filters and transformations are used to prepare the data for further 

processing.  
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2.2.4.5 Finding the Right Solution 

Data mining is a notion which covers a large variety of problems and algorithms. 

Some algorithms can be used for more than one typical problem. Some problems require 

sets of more than one algorithm sometimes connected serial, one used to refine the value 

that is input into the other (e.g. filtering), or parallel, in set in complex voting procedures.  
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Chapter 3: DATA MINING DIAGNOSTICS AND BUG 

LOCALIZATION USING VISUALIZATION AND DECISION 

TREES1 

3.1 INTRODUCTION 

Hardware development is a lengthy and resource intensive process. It requires not 

only an extensive effort on the design side, but a matching effort in the functional 

verification process of which debugging is the most time consuming activity. (Wilson 

Research Group 2012) 

There is an unsparing amount of tools that help identify a discrepancy between 

expected and exhibited design behavior but there is an unpredictable timespan from the 

origin of a problem to its detected manifestation, therefore identifying the origin of the 

exposed discrepancy is a major challenge. 

Existing tools support stepwise inspection of the design. They are used to back 

trace the problem from its manifestation to its origin and the process is manual labor 

intensive. Hardware designs are inherently parallel therefore back tracing requires 

inspecting and vetting a large amount of concurrent behavior that can span over an 

unbounded number of cycles. Most of the behavior inspected during the debugging 

process is correct behavior. Eventually the inspection back traces on the path that 

contains the origin of the problem and reaches the simulation cycle where the behavior 

contradicts the expectations. Each and every such back tracing depends on the expertise 

of the verification engineer. 

A faster debugging approach starts with an assumption of the bug origin and 

evaluating the correctness of this assumption. This is significantly faster and cheaper than 

                                                 
1 Accepted for publishing by Design Automation and Test in Europe (DATE) 2015  

Co-authors Bryan Hickerson (IBM) and Balavinayagam Samynathan (UT) 
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total back tracing, requiring only forward simulation from a known point in the test. The 

efficiency of this approach depends on the likelihood of having guessed correctly, and 

guessing the faulty behavior’s origin is a subjective process based on experience and 

detailed knowledge of the design under test. For example a data discrepancy in a memory 

location can stem from a large variety of problems like cache coherency, exceptions, 

arithmetic operations, unexpected order of events, memory consistency, or address 

translation. Excluding them one by one as a potential cause is more expensive than 

simply proving an incorrect assumption, for example, a given exception was wrongly 

triggered.  

  There is a significant body of work in the area of automatic debugging. (Veneris, 

Keng and Safarpour 2011) In HW a number of automatic error localization methods were 

proposed, mainly using formal reasoning. (Keng and Veneris 2012) (Le, et al. 2012)They 

are generally limited to identifying failures involving a very small number of gates and 

may return hundreds of candidates, which may not be helpful in manual debug. 

Comparatively, this chapter focuses on a solution that is a result of applying data mining 

algorithms, to work at a high RTL level, inexpensive and based on already existing 

coverage data. The approach is based on identifying differences in behavior that includes 

large parts of the design, (not bound to a single-point of failure).  

Data mining solutions are already used for related problems. (Poulos and Veneris 

2014) In SW there is a wealth of work in using data mining for SW feature identification 

and bug localization. (Dit, et al. 2013) The intention of this work is to learn from SW 

analysis, with the necessary creative changes required to apply those lessons in HW 

problems.  
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This chapter is about a data mining alternative to identifying atypical behavior to 

support the HW bug localization effort, pointing to the origin of the behavior 

discrepancy.  

3.2 HW DIAGNOSTICS, BUG ORIGIN AND MRIS 

3.2.1 Notions in HW Dynamic Behavior Analysis 

Applied HW Dynamic Behavior Analysis (ADBA) is the approach explained 

here, based on HW dynamic analysis which extracts information regarding the bug 

origin. By using HW analysis, the debugging process changes into validating an 

assumption, a fast and easy process compared to back tracing all possible reasons for the 

exhibited faulty behavior.  

3.2.1.1 Information Driven, Objective Assumptions Regarding Bug Origin 

The HW dynamic behavior analysis is not meant to completely replace traditional 

debugging but to be used as a supporting method alongside it. Traditionally, the 

verification engineer would start with back tracing on subjective assumptions. The HW 

analysis offers to replace those with objectively extracted information based on the data 

mining of the dynamically gathered data. The intuition leading to this research is that the 

data mining information can guide the verification engineer to the most likely origin of 

the difference in behavior, the coverage events that best express the functionality of the 

difference, and the exact timing within the test. This provides a head-start in the 

debugging challenge with disregard to the experience and detailed knowledge of the 

design presented to the verification engineer.  

For example back tracing to reach the conclusion that an asynchronous external 

interrupt is not being gated properly is very difficult, while, if suspected, vetting it is easy 

and fast by comparison.  
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3.2.1.2 Deviant Behavior  

The general assumption is that this process is looking for bugs, or faulty 

behaviors. The problem with that assumption is that, in order for a behavior to be faulty, 

there has to be an external decision based on specification. All the HW dynamic analysis 

can provide is the results of a comparison between the expected and the exhibited 

behavior, which can indicate a behavior exhibited and not expected or the other way 

around, expected and not exhibited. A behavior discrepancy is the difference between the 

expected and the exhibited behavior, and is a deviant behavior; not necessarily a faulty 

behavior. Only if the deviant behavior is ruled as being faulty can the deviant behavior be 

considered as faulty behavior.  

3.2.1.3 Coverage as Deviant Behavior Indicators 

Coverage events by their nature do not represent bugs, nor do they represent 

deviant behaviors. For example reaching a buffer full state is not an indication of a bug, 

nor is a data storage interrupt. They can happen in both failing and passing tests. They 

become such indicators only in a given context. This is why they can point to the most 

likely origin (as in functionality, code source statement, and timing within test) of a 

deviant behavior, not immediately define it.  

Coverage events are used at different levels to describe functionality. They cover 

basic architectural information, for example, the fact that an exception was triggered, and 

that a return from an interrupts is being executed, to more complex, low level 

implementation details. This information varies largely with the macro the coverage 

event is in, the author, and the level of detail at which it was written. Many such coverage 

events would be at levels at which only the person who implemented the macro would be 

able to understand their contents, but the location can still be a strong indicator of their 

meaning. The methodology asks of developers to provide comments with each coverage 
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event they implement, comments which can be used to reveal the functionality required 

to trigger the event, pointing to the importance of a event at a higher level than its 

implementation. The higher level coverage events tend to have comprehensible 

comments, and those comments can be used in debugging.  

3.2.2 HW Dynamic Analysis Approach 

SW dynamic feature analysis compares the code coverage of a test that exhibits 

the targeted behavior to the one that does not. It removes from the analysis the code lines 

covered in the same sequence, rendering them irrelevant, and identifies the code lines that 

differ, the origin of the difference, and the conditions that trigger it (Safyallah and Sartipi 

2006)]. 

As a HW version of the above analysis for bug localization and diagnostics of 

HW bugs, the ADBA is based on three important decisions: 

3.2.2.1 Functionality Coverage as Indicators 

The use of code coverage (SW solutions) is replaced with functional coverage 

(HW solution) to expose the functionality that triggered the difference in behavior, and 

coverage events represent exercised functionality.   

3.2.2.2 Handling Irrelevant Code  

A SW problem can be reduced by removing irrelevant code from its analysis. In 

HW a slight change in the test or in its initial conditions can trigger an avalanche of 

discrepancies due to the natural HW reaction to input (e.g. cache instructions, bus 

transaction interleaving, timing of servicing exceptions). This means that all the code up 

to the manifestation of the problem is to be considered relevant or one has to invest 

extensive effort into identifying an eluding smaller sub-test. The conclusion is that 

reducing the size of the problem by removing the irrelevant contents is not feasible in 
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HW which hence requires a novel approach to the problem to compensate for this 

drawback. The approach that does so is using statistics, as explained below. 

3.2.2.3 Statistical Approach 

The available tests, failing or passing, being diverse by design, challenge us with 

intentionally dissimilar coverage results from which a selection process would need to 

identify the coverage events that best describe the behavior discrepancy. A statistical 

approach is used to comparing tests. Comparing the regressive components of the passing 

and failing tests groups provides the information required to select distinguishing 

behavior. 

Thus, following the decisions above, ADBA compares the coverage events of 

failing and passing tests to identify the coverage events that define the difference in 

behavior as well as to provide visual debugging support. 

3.2.3 ADBA Assumptions 

The problem of finding the relevant coverage events that characterize the deviant 

behavior can be re-defined as the problem of stepwise removing the coverage events 

which are not relevant, to expose only the relevant functionality. This process is based on 

three basic assumptions: 

3.2.3.1 Assumption 1 - Origin 

All failing tests have in common the origin of the deviant behavior. This 

assumption is that the functionality that takes all the failing tests on a different path than 

expected is manifested in all of them, therefore, if there are coverage events in or very 

close to that decision, all failing tests will contain them. 

This assumption will not hold if a test failed due to a different problem. The 

cleaning of the data before it enters this process will remove the outliers, which are tests 
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which manifest different behaviors and can be considered anomalous enough not to be 

used further in the analysis. It also means that the previous step, which is triaging, has to 

be reliable. In case it is not, mixing failing tests which fail due to different reasons can 

result in an inconclusive result of this analysis. The analysis will not be able to identify 

clear indicators of bug origin, which will render it just unusable, not detrimental.  

3.2.3.2 Assumption 2 - Weight 

The deviant behavior should be less exhibited by one group of tests than the other. 

For example, if the bug is related to a buffer full state, then the failing tests will all 

contain the assertion regarding the buffer full, while the passing might or might not 

contain it.  

Note: 

The common behavior of failing tests can be the lack of a given behavior. For 

example, the failing tests are less likely to exhibit a cache flush.  The lower 

likelihood of such a flush is the deviant behavior. The behavior itself (the flush) 

can be identified as a characteristic of the passing tests group. 

3.2.3.3 Assumption 3 - Locality  

The clustering of coverage events in time and location within the design help and 

support the understanding of the deviant behavior. 

3.2.4 The ADBA Process 

Based on the above assumptions, the basic idea behind this approach is to identify 

the coverage events (or lack of) which are a characteristic of failing tests and are more 

preponderant in failing tests than in passing tests. 
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3.2.4.1 Stepwise Processing 

 

Figure 3.8 Data Mining Stepwise Process 

The process based on the above assumptions reduces the initial set of coverage 

events until it reaches a subset which represents the likely origin of the deviant behavior, 

Figure 3.8.  

Step1.  

Remove coverage events that are not common to all failing tests.  

(based on 3.2.3.1 Assumption 1 - Origin) 

Step2.  

Select which coverage events are more likely to be seen in a group of tests than 

the other. ADBA uses an already existing algorithm, developed to build decision 

trees, for the purpose of solving this problem. While building a decision tree that 

is meant to identify the data attributes that most efficiently differentiate between 

two sets of tests, the failing and the passing tests, it identifies the critical coverage 

events, which end up being the distinguishing coverage events.  

(based on 3.2.3.2 Assumption 2 - Weight) 

Step3. 

 Provide a visual diagnostic support. Machine Reasoning Image (MRI) is a visual 

representation of the deviant behavior in time and location within the design. 

(reflecting 3.2.3.3 Assumption 3 - Locality) 
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A small number of distinguishing coverage events would point directly to 

the origin of the bug. If there is a large amount of such coverage events, it is 

difficult to abstract the deviant behavior they characterize. The solution is refined 

by using the clustering of coverage events in time and location within the HDL 

hierarchy, information used to build MRIs. The MRIs exhibit the behavior pattern 

and can be used to extract the exact timing and location within the design of the 

deviant behavior. 

3.2.5 Implementation 

IBM’s PowerPC existing verification process was used to test the assumptions 

and approach described above. The ADBA solution was confirmed on nine HW bugs 

identified during IBM’s PowerPC pre-silicon core verification process. The large 

variation in the type and number of HW failing and passing tests available, varying for 

example the number of failing tests from 100 to only one, reflects the real problems and 

data availability conditions during the industrial verification process. The number of 

failing and passing tests, as in the nine consecutive samples, is given in Table 3.1, and 

each such problem is given an identifier (B1 - B9). 

Table 3.1 Number Tests Used Per Analyzed Bug 

Group of  

Tests 

Number Tests Used Per Analyzed Bug 

B1 B2 B3 B4 B5 B6 B7 B8 B9 

Failing Tests 100 46 43 10 6 10 12 1 9 

Passing Tests 100 49 50 10 12 10 14 13 10 

 



 33 

3.2.5.1 Data Processing Algorithm 

The data mining problem considers each test as a record, and each coverage event 

as an attribute. For each set of tests representing a failing monitor (characteristic for a bug 

sample) the algorithm consists of: 

Step 1. Construct data mining problem 

Step 2. Add Pass/Fail attribute 

Step 3. Clean data 

Step 4. Keep only attributes common to failing  

Step 5. Build decision tree 

Step 6. Separate classifying attributes for failing/passing 

Step 7. Build MRI per request 

More information about each step is being further provided.  

Step1. Construct Data Mining Problem. Even though the running HW contains a very 

large number of coverage events (150k+), the bug sets would have triggered only a 

subset, reducing the problem space to a subset of initial attributes, as shown in Table 3.2: 

Table 3.2 Total Number Attributes 

Total Number Attributes 

B1 B2 B3 B4 B5 B6 B7 B8 B9 

13071 25806 45645 14878 32014 13758 28932 10247 57318 

 

Step2. Add Pass/Fail Attribute. It is the attribute showing if the test passed or failed, and 

is used later in the process as the attribute we target while building the decision tree. 
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Step3. Clean Data. Basic data filters implemented in Matlab (Witten, Frank and Hall 

2011) (MathWorks 2014) remove tests which would provide no new information or are 

outliers, hence less probable to bring value to this problem. 

 Step4. Keep only attributes common to failing. The number of coverage events common 

to failing tests is influenced by the number of available tests and varies among samples. 

For the samples used in this research, the number of failing attributes is reflected by 

Table 3.3: 

Table 3.3 Number Attributes Common to All Failing 

Number Attributes Common to All Failing 

B1 B2 B3 B4 B5 B6 B7 B8 B9 

1102 10085 1456 6631 7481 4970 9676 10247 12960 

 

Step5. Build decision tree. The algorithm called C4.5 (J48 in Weka) is an already 

implemented statistical classifier used to identify the classifying attributes.  

1. For all attributes  

a. Find the normalized information gain ratio from splitting on one of its 

values 

b. Choose the attribute providing the highest gain 

c. Add it to the decision tree 

2. Do it recursively on the remaining attributes 

3. Prune the tree 

C4.5 picks the set of attributes out of which to build the tree such that for each 

tree node it selects those that most effectively split the set of records into subsets based 
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on normalized information gain. (Witten, Frank and Hall 2011) The resulting classifying 

attributes best distinguish between the passing and failing tests. 

Step6. Analyze Fail/Pass. Translate the attributes back into coverage events, and separate 

them into two sets, the set of events found in the passing tests (SetPass) along with those 

found in the failing tests (SetFail). The resulting sets are provided to the user. Table 3.4 

shows the large variation in the number of distinguishing coverage events.  

Table 3.4 Number of Distinguishing Coverage Events 

 

 

Number of Distinguishing Coverage Events 

B1 B2 B3 B4 B5 B6 B7 B8 B9 

SetFail 1 1 21 1 1 2 33 36 1 

SetPass - - - - - 527 4 - 
- 
 

If SetPass is empty, the deviant behavior, which represents the failure, can be 

observed only in the failing tests. If SetFail is empty, the lack of that behavior described 

by SetPass is characteristic of the failure!  If none of them is empty, SetPass shows the 

behavior of the passing, while the failing seem to have replaced it with the behavior 

characterized by SetFail.  

3.2.6 Machine Reasoning Images - MRIs 

3.2.6.1 Building MRIs 

An MRI is a visual representation of the deviant behavior for a given test and it is 

constructed as follows: 

a. The distinguishing coverage events are correlated with their matching signals in 

the HW design, needed in order to record their value during simulation. 

b. Record the timing of these corresponding signals during simulation. 
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c. The location of the distinguishing coverage events is lerned from the compiled 

design. The coverage events are grouped according to their location in the design, 

based on hierarchical structure. 

d. Each such group is colored distinctly in the MRI.  

e. The representation is plotted with the x axis representing the simulation cycle of 

when a coverage event is being hit, while the y axis represents the location of the 

coverage event in the compiled design.  

The MRI represents the differentiating coverage events in time. The events are the 

result of comparing the normal behavior as learned from the passing tests, to the failing 

behavior, as displayed by the failing tests.  

3.2.6.2 Reading MRIs  

Case B6 has the highest number of distinguishing coverage events (Table 3.4). Figure 3.9 

shows the MRI of a passing test defined by 527 coverage events.  

 

Figure 3.9 MRI for B6; DSI Exception 
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This is an example where the lack of behavior represents the deviant behavior, the 

527 coverage events being part of SetPass. The pattern shows a repetitive action. Each 

color represents a different location in the design. Familiarity with the data flow in the 

design would help point to servicing an interrupt. An FXU SPR (Fix Point Execution 

Unit - Special Purpose Register) operation typical for entering the exception handler is 

immediately visible by the names of the events (sprg0_mtspr_access and 

sprg0_mfspr_access – move to and from SPRG0, a special register) and the DSI rfid 

(spr_msr_mux_select_rfid pointing the return from interrupt) can be both noticed on the 

MRI.  This is the MRI displaying the correct servicing of an exception in passing tests. 

This means that the behavior of servicing such an exception is less likely to happen in 

failing tests, which therefore points to a situation when such an exception is not triggered, 

therefore the problem is in an erroneous triggering mechanism of an exception.  

 

Figure 3.10 MRI for B3; Trap Interrupt 

Case B3, shown in Figure 3.10, also represents the MRI of an interrupt but this 

time the interrupt is part of the failing behavior (in SetFail) and has less events that 

characterize it. The contents of the coverage events point to a trap instruction. ADBD 

succeeds in identifying a smaller subset of coverage events that are typical to this type of 

interrupt, hence easier to recognize. 
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Figure 3.11 MRI for B7; Atomic Operation 

The MRI for case B7 is shown in Figure 3.11. A repetitive coverage event 

count_ucode is shown, which is located in the instruction fetch unit (IFU) and represents 

the routine which breaks up an operation into microcode. As the name states, count 

microcode, the event is incremented every time the break into microcode is being 

exercised. The operation can be identified as store from one of the coverage events. All 

these point to problems with the atomicity of a store operation, which is the correct 

reason for the failure.  

3.2.7 Results and Analysis 

The data mining solution for HW diagnostics and bug localization was used to 

identify the bug origins on nine real world cases. These cases used raw data, without pre-

selecting the samples, to fully represent actual use cases.  

3.2.7.1 Problem Types 

The nine consecutive, non-selected, real problems in the verification process,  

helped expose a large variety of bug types.  
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Cache Coherency 

Cases B4 and B5 exposed different aspects of cache coherency problems, where 

B4 was a typical load hit store to the same address sequence. Timing and the build-up of 

internal conditions is very important for hitting these problems. The ADBD 

distinguishing events pointed to the exact origin of the bug without requiring any 

additional information about the test instruction stream. 

Memory Consistency 

Case B7 exposed a memory consistency problem. Under certain conditions an 

operation, which was supposed to be atomic, didn’t behave as expected. Atomic 

operations are always tricky to verify given the interactions with other processors/threads. 

ADBD was able to point to the core of the problem, the functionality that breaks up the 

instruction in multiple segments, which should not happen under the constraints of an 

atomic operation. The cycle at which it happened helps identify the exact store instruction 

which was at fault. 

Exceptions 

Cases B1, B6 and B9 exposed different aspects related to exceptions, being 

wrongly triggered, or serviced. Case B9 showcases a particularly difficult situation 

because the problem was due to an asynchronous external interrupt not being gated 

properly by the HW, and asynchronous events are difficult to monitor.  

Case B3, even though related to a synchronous interrupt, pointed correctly to a 

taken trap instruction as being the differentiating factor.  

Address Translation 

Case B2 exposed a potential PTE (Page Table Entry) problem in the address 

translation mechanism. Address translation problems can take hours to diagnose even for 

the most trained experts, due to the inherent complexity of the address translation 
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mechanism. Pointing directly to the problem saves not only time to diagnose but also 

requires significantly less expertise. 

 Live Lock 

Case B8 presented a live lock problem, Instruction Fetch related hang, which kept 

the system working without advancing. Live lock problems are particularly hard, because 

they keep the system busy, show a lot of activity, without advancing, and sifting through 

huge amount of information to identify the origin of the hang and then its cause is time 

consuming. 

3.2.7.2 Dependency on Assertion Distribution 

The HW dynamic analysis method relies on the existence of coverage events in 

the functional area of interest. For cases B1, B2, B4 and B5 and B9 the solution pointed to 

a very small amount of coverage events and they pointed directly to the exact 

functionality which characterized the bug. The events not only were perfect descriptors of 

the bug, but, after inspecting the available coverage events, they were also the best 

choices possibly made to describe that particular behavior.   

3.2.7.3 No Assertion in the Problematic Area 

The main concern is when there are no events that in any way characterize the 

origin of the deviation. This was the case in B3, the trap instruction decoding. Puzzling at 

first sight, the distinguishing coverage events seemed to be totally disconnected. They 

pointed to two different macros with no immediate connection. At closer investigation, 

those were the events of entering and exiting the area of interest, which by itself had no 

local coverage events. In this situation the ADBA approach was less effective than in the 

other, but was helpful by pointing out the timing in the test, as a time window, and a 

further inspection of the events in that window pointed to the origin of the bug. These 
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missing coverage events would be indicative of areas of the design which need to be 

considered for adding extra coverage events. 

3.2.7.4 Too Many Events 

Cases B6, B7, B8 are representative of bugs where the difference in behavior is 

significant in time and activity. For these, the number of distinguishing coverage events 

is large. Using the classifying ranking among the coverage events, as provided by the 

decisional tree as an indicator of their functional significance, fails. The coverage events 

ranked as top levels in the decision tree would not represent the quintessence of the 

deviant behavior, but rather whatever coverage event is most exercised while exhibiting 

that behavior. This is why we provide MRIs, which represent how events are clustered 

together in simulation cycles and location, and hence enable the interpretation of the 

behavior pattern.  

While each coverage event in the MRI by itself doesn’t bring value, the overall 

picture shows the evolution of the design functionality, filtered to keep only the 

functionality that is relevant to the deviant behavior. Knowing the meaning of the 

coverage events helps the verification engineer read the behavior they point to. MRIs can 

become intuitive for engineers who understand the architecture, micro-architecture, and 

can read the meaning of a coverage event in the context of the overall design behavior. 

3.2.7.5 ADBA Accuracy  

In the un-selected, consecutive nine examples of failures, which represent 

industrial level, real world examples, ADBA proved to always find the origin of the 

deviant behavior to the extent of available coverage events. Most of the time it pointed 

directly to the coverage event that best described the functionality exposing the problem. 

When there was none, it pointed to the entrance and exit from that functionality. In case 
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the problem was not punctual but rather covered an extended behavior, the MRIs exposed 

it, with clear indications of the deviant behavior and of when and where events happen 

that characterize the failure. 

3.2.8 ADBA Summary 

Automatic solutions for debugging were proposed before, with interesting results 

though limited results depending on the size of the problem or the languages used. (Le, 

Grosse and Drechsler, Automatic TLM Fault Localization for SystemC 2012)There is 

extensive and successful work done in the area of localizing features in SW (Dit, et al. 

2013) and post-silicon. (Park and Mitra 2008) (Tepurov, et al. 2012) 

Generally based on code coverage, SW dynamic analysis compares traces of tests 

with and without a particular behavior and identifies the code which is responsible for 

that exhibited behavior. (Eisenbarth, Koschke and Simon 2003) (Wilde and Scully 1995) 

Alternatively, the frequency of execution portions of code can be analyzed to locate the 

implementation of a specific behavior. (Eisenberg and De Voler 2005) 

ADBA is a data mining approach for HW debugging that extracts the differences 

between sets of failing and sets of passing tests. It transforms the selection problem of 

identifying the difference between the characteristics of failing tests and the normal 

behavior as defined by passing test, into the problem of building a decision tree. It results 

in deciding the number and the ranking of coverage events that best differentiate among 

the two sets hence are best descriptors of the bug. 

ADBA also introduces a novel source of information. By plotting the coverage 

events that describe a behavior in time, and use it together with information regarding the 

physical location of the coverage event in our design, this research contributes with a bug 

(behavior) visualization method, called MRI. The MRIs, as a proof of our increased 
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observability into the process, provide an easy to read, visual representation of behavior, 

and can be used further for visualizations in the verification process.  

The algorithm was run on subsequent bugs, presenting a large variety of problems 

and available data. In spite of this diversity, the solution consistently provided the right 

answer, adding value to the understanding of the bug. It also helped choose which of the 

failing tests to debug (as the test which exhibited the problem earlier in time and with the 

easiest to read visible pattern). 

The solution generates more improvements to the debugging process by helping 

with two other practical aspects of debugging: 

 Identifying the test which exhibits the faulty behavior early during 

simulation, to be used in debugging. Using the shortest test, as generally 

done in practice, is not the best approach.  

 Providing the timing of events which can be used to determine the 

debugging window, critical for the overall debugging efficiency. Without 

knowing the window where to look for the bug, detailed data is being 

recorded for the whole run, which generates large amounts of irrelevant 

data, slowing down the sifting process. Knowing the window enables the 

verification engineer to record all the detailed information needed, for a 

short number of cycles, which means avoiding iterations in which the test 

needs re-simulating to get more and more details about different areas in 

the design, at different cycles.  

 Enabling less experiences user to debug a failing test. There is a high level 

of expertise required to back trace a test, and identify correct behavior. On 

the other hand, validating the correctness of a given decision requires less 

expertise. 
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3.3 CONCLUSION 

HW bug localization is known to necessitate the most manual effort in the 

verification process. This chapter describes a generic functional verification methodology 

how data mining can be used to help with diagnostics. The solution requires access to 

coverage information of passing and failing sets of tests.  

Debugging is complex and time consuming due to the undefined distance between 

the manifestation of a bug and its origin, and due to the extensive knowledge required to 

sift through the test activity and decide which manifestations in the HW behavior are 

according to the specification, and which are not.  

Data mining helps in this situation by observing and learning the behavior set as 

normal from passing tests. It identifies the characteristics of the failing tests which makes 

them different from the above learned normal behavior. The discrepancies show that a 

behavior is more likely to happen in one set of tests than in in the other, so that particular 

behavior is very likely to have something to do with the failures.  

Data mining can identify those discrepancies due to the fact that it relies on 

statistical values, and the decision tree building process points out the events that are 

more likely to happen in one set of tests than in the other. Each and every time, for a 

variety of bugs, the data mining solution pointed out the right bug origin. The coverage 

events that defined the discrepancy in behavior, plotted in time and grouped according to 

the location within the chip, provide visual help in identifying the behavioral pattern and 

provide support with the debugging. 

As an automatic aid to manual debugging, the data mining HW dynamic analysis 

proves to be extremely valuable on a daily basis, and potentially instrumental for failures 

received from the lab. The conclusion is that in the area of HW bug localization data 

mining can successfully be used to increase the overall efficiency of the debugging 
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process, of our understanding of the bug manifestation (MRIs) and to increase the overall 

observability of the verification process.  
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Chapter 4: MEASURING AND REDUCING REDUNDANCY USING 

CLUSTERS2 

4.1 INTRODUCTION 

 One of the often used comments to emphasize the size of the verification problem 

is: “There are more states in today’s design than there are atoms in the universe!” (H. 

Foster 2013) (Wilson Research Group 2012). A consequence of this complexity is that 

verification engineers have to carefully choose what to verify, and the little amount of 

verification that can be done due to limited resources has to follow the critical need of the 

future product. Considering the disparity between need and available resources, the least 

that needs to be done is to invest in avoiding duplication.  

The notion of coverage driven verification (CDV) stems from a concept in which 

tests are expected to bring additional coverage to the verification process. The 

assumption in CDV is that coverage is and should be used to measure the impact of a test, 

(Piziali 2004) (Bergeron, Nightingale, et al. 2006) and thus it measures the redundancy of 

effort. 

This chapter introduces and argues for a different method to measure redundancy, 

and uses it for an immediate application in regression testing.  

Regression testing is a repetitive process that inherently, by design, involves 

redundancy. The regression test suites are repetitively run to validate that the design 

implementation which was working before a new release, continues to do so after 

changes were incorporated into the release. 

There is abundant work in test case selection. (Harman and Yoo 2012) (Orso, Shi 

and Harrold 2012) (Qi, et al. 2012) Based on the CDV concept, the solutions rely on 

                                                 
2 Work presented at Design Automation Conference (DAC) 2013 

Co-author Bryan Hickerson 
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greedy algorithms measuring test case gain in coverage events. This work shows that, by 

using algorithms and tools provided by data mining, the analysis of redundancy in 

regression test suites allows us to not only observe the activity during the verification, but 

also to control the redundancy levels by selecting the tests differently.  

4.2 REGRESSION OPTIMIZATION USING HIERARCHICAL JACCARD SIMILARITY AND 

MACHINE LEARNING 

Hardware functional verification uses a large amount of tests ran on the simulated 

hardware under the assumption that different tests would eventually cover different areas 

that need to be tested. By reading the test contents (initial conditions, instruction set 

(assembly) and expected results) there is no clear picture of which part of the hardware’s 

functionality  tests really exercise, because the traffic each test generates inside the 

hardware depends on complex conditions not obvious in the tests.  

As an example let’s consider three different tests, two have the same instruction 

but one generates an exception and the other one does not, (e.g. privileged instructions 

and corresponding flag in the Machine State Register  - PowerPC), and a third test with a 

different instruction also generates the same exception as one of the first tests. Which of 

these tests exercise the same functionality, the tests that have the same instruction or the 

tests that both generate the same type of exception. 

This is one of the reasons why tests are practically unknown factors in the 

verification process. Tests are kept in regression test suites to be reused in the future, 

because before using the data mining version there was no way to measure the value they 

really bring to the verification process. Tests are continuously being added to the 

regression test suite under the assumption that they will continue to bring in some value 

and the value each brings is critical to the overall verification.  
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4.2.1 Validating New Models 

A regression test suite is used to validate new models. (Bruce, Gross and Roesner 

2005) Each time the hardware contents changes the first need is to make sure that the 

changed code did not break previously correct functionality. This is why each verification 

process contains a regression test suite, which is an accumulation of past tests that were 

used to verify all main functionalities and are expected to pass in all new design releases 

(versions). 

 

 

Figure 4.12 Regressions After HW Code Release 

Regression test suite does not bring anything new to the verification process, as in 

verifying new functionality or feature. It is a duplication of previous efforts.  

Any solution to reduce the amount of tests in a regression test suite would be 

immediate reduction to the overall development cost, while also decreasing the delay 

with which the real verification process starts after each release.  

There are solutions that provide test selection (reduction). Most used ones are test 

selections based on their ranking in coverage. The more coverage a test seems to bring – 

the higher its rank. A greedy algorithm is generally used to decide which tests to keep 

and which to remove.  
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There are two important problems with this approach. The first one is that 

coverage might not the best measure to use in order to decide the quality of a test. A 

coverage event is, by definition, a point, pinpointing an area (Boolean preposition) 

activated while running a test, but not the path it took to get there. For example if the 

same macro is incorporated in a few areas in the design, normal coverage events would 

not be able to differentiate between one area being active all the time, while the other 

areas being never exercised.  The second problem is that a greedy algorithm does not 

provide a global view of the problem hence it does not provide an optimized, balanced 

result.  

4.2.2 Data Mining Based Approach 

This research is based on an original knowledge discovery process (data analysis) 

which provides an improved means of deciding which tests to keep.  

 

 

Figure 4.13 Replacement Test Suite 

The solution starts, like in other suggested solution for test selection, with the 

original test suite and the coverage each tests brings (Figure 4.13). The difference is that 

a similarity function is being used to distinguish between tests and to measure the 

redundancy the tests generate if ran on the same design. 
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 The data mining based approach also contains a different algorithm to select 

tests. The suggested algorithm provides a replacement suite, containing the tests that 

together would generate the least amount of redundancy, (least similar, with the similarity 

defined as part of this work) after doing a global analysis of the test distribution. 

4.2.3 Jaccard/ K-means Replacement Test Suite  

 

Figure 4.14 Test Selection Process 

The process of computing the replacement test suite has the following steps 

(Figure 4.14): 

a. Use of a similarity index that provides information on how similar two tests are, 

meaning how close the stimulated HW paths they cover are to each other. 

b. Use of a clustering algorithm to group the tests into clusters of similar tests, using 

as distance the similarity index defined above. 

c. For each cluster, choose a representative test that replaces all the tests from a 

cluster in the new regression test suite. The new regression test suite is built by 

putting together a representative test for each cluster.  

4.2.4 Hierarchical Jaccard Index 

The intent is to remove tests that are most similar to each other. The notion of 

distance between two tests is being used freely, without a measurable formula. The intent 

of a distance is to show how much the tests overlap each other, the closer the tests are, the 

more they overlap.  
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It is important to note that the distance between two tests is determined by how 

the tests exercise the HW model, not between the text contents of the tests. Coverage 

measures the impact a test has on a HW model when run therefore the coverage they 

generate can be used to define a pseudo-distance (Figure 4.15). 

Intuitively, if two tests do very similar things while being run on the same design 

means they are close to each other, while if two tests do totally different things, they are 

different from each other. 

 

Figure 4.15 Distance as in Coverage 

The problem with using simple coverage events to define test redundancy is that 

they do not reflect correctly the activity within the design during simulation. Two tests 

that exercise distinct coverage events within the same macro should be closer together 

compared to two tests which exercise coverage events in different macros, but the set of 

coverage events does not contain this information. Only taking into account the 

hierarchical structure of the hardware will show that tests exercising the same macro are 

more similar than if they exercise different macros. 

 

Figure 4.16 Hierarchical Coverage 
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The new measurable definition for similarity computes the hierarchical distance 

between two tests, by taking into account all hierarchical layers with common activity 

(Figure 4.16). For each hierarchical layer the index counts how many times a given 

macro was visited, and how many times did the logic continue to the same hierarchical 

sub entity (Figure 4.17). Computing the index using the hierarchical layering, and sharing 

common macros, introduces information about the path that the tests take in a design. 

 

 

Figure 4.17 Hierarchical Coverage Computation 

Let test to test pseudo-distance (TT) measure the overlapping of activity, and a 

formula that provides us with a measurable distance between two tests, expressing how 

close (that is, how similar) the tests are by measuring the correlation between their 

stimulated HW paths. 

The Jaccard similarity index (Finch 2005) reflects the hierarchical nature of the 

distances between t1 and t2 coverage (tests 1 and test 2 ) as follows: 

di is the distance computed at level i 

wi is the weight given to the level i in the hierarchical structure 

TT(t1,t2) = SUM ( wi*di) 

The weights are chosen such that they considerably weight the TT value towards 

overlapping monitors deep into the hierarchy. In this case, for each hierarchical layer the 

distance quantifies the: rate of common versus all Jaccard similarity coefficient:   

TT(t1,t2) = SUM { wi* [same_further_path(t1ij,t2ij)] / all_paths_further(t1it2i)] } 
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The similarity is 1 if they are identical at that layer and 0 if they are disjoint. The pseudo-

distance = 1-similarity and can be used to assess how far two tests are.  

4.2.4.1 Theoretical example 

 

Figure 4.18 Hierarchical Coverage Computation: A, B, C 

The example shows three tests, A, B, C in a given hierarchy (Figure 4.18). The 

hierarchical coverage is shown below (Figure 4.19) and the similarity index is being 

provided in Table 4.5. For each layer this method intuitively computes the area that is 

common to two tests.  

 A,B are most similar, even though they share no coverage events while  

 B,C are less similar, even though they share coverage events 

 

 

Figure 4.19 Hierarchical Structure 

If we consider the 1st layer of hierarchy as the Instruction Fetch Unit, the 2nd as 

branch logic, and the 3rd prediction logic, two tests which do branches might be 

completely common on H1 as well as H2, but on H3 they differ as one exercises Counter 
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logic and the other exercises testing Control register bits. Similarity might be low as the 

H3 commonality is low. 

Table 4.5 Distances 

 
A-B A-C B-C weight 

level1 2/2=1 1/5 1/5 .5 

level2 0/7=0 0/8=0  2/9 .5 

similarity 50% 10% 21%  

 

4.2.4.2 Practical, Real Life Example 

We apply the above measurement on a real life example, the PowerPC core. The 

regression test suite contains 100 tests. All tests were previously simulated (regression 

suite is built as a collection of tests which were used before in verifying critical features) 

and the coverage was recorded.  For all cross products the 1x1 pseudo-distances was 

computed, 5,000 pseudo-distances. The depth of the design is 20 hence each similarity 

index is computed out of 20 different values, one per layer (initial 100,000 distances). 

Important to note that: 

The distances are portable from a model to another one, from unit to system level 

Coverage and distance need to be computed only once 

4.2.5 Clustering 

The matrix d(ti,tj) , i,j = 0..n contains the distance between every pair of tests.  
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I altered a version of the k-means algorithm (Bishop 2006) based on the pseudo-

distances above, taking into account that there is no other space than the tests hence the 

central point of each cluster has to be a test at all times. 

 By running the clustering algorithm for a series of values k, where k is the 

number of tests, the final regression is limited to k tests.  

 

Figure 4.20 Test Selection Process 

Algorithm k-means: 

1. Start with randomly chosen k tests to represent the future k clusters. 

2. Repeat until fix point (or given threshold):  

a. Group the remaining tests around these according to the distance among 

them. 

b. For each cluster choose a new representative with the least distance to the 

rest of the tests within the cluster. 

3.  Provide the clusters and their representatives.  

The clustering algorithm was run for k =80, 70, … , 10 and the each run will 

generate a resulting regression suite with the corresponding number of tests.  
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4.2.5.1 Findings 

 

Figure 4.21 Test Clusters Composition 

The process of selecting regression test suites was run nine times, as in Figure 

4.20. Each run targeted the creation of a smaller resulting test suite, starting with 90 tests, 

then 80, etc. and ending with a final regression test suite as small as only 10 remaining 

tests. By selecting the tests to keep, it automatically selects which can be removed. All 

tests but the last 10 are removed at one time or another. By following the selection, and 

the moment a test is considered redundant and removed, the process allows us to assess 

how critical and unique such a test is compared to the others. Tests which are removed 

early on are tests which are heavily redundant, while the tests that are removed while 

reducing the regression test suite from 20 to only 10 remaining tests are more valuable.  

 There is a large variation in the number of tests per cluster. For 10 clusters, their 

size ranges from 19 tests per cluster (cluster #9) to 3 (#5)  
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As an example of test division per clusters, the cluster #9 (identified as such for 

k=10) is being divided in the following clusters, with growing values for k to show the 

test distribution from 80 – 10 as shown in Error! Reference source not found. 

Cluster #9 is the largest for k=10, containing 19 tests.  

 By increasing k to 20, cluster #9 is divided further into 5 new clusters. 

There are tests that are very similar, hence continue to be part of the same cluster, 

with growing values for k, e.g. (T96, T14)(T31,T46).  Even with k=80 there continue to 

be up to 4 tests fully clustered together. 

There are tests which are early defined as unique, T10, T22   

 The quality of the new test suite is a function of k. The cluster inner distance can 

be used as a measure of how dissimilar the tests that are being clustered together 

end up being. Worse choice (k=10) provides a max inner cluster distance of 0.159 

4.2.6 Clusters versus Outliers 

Greedy algorithms tend to keep the tests with higher percentage if coverage, 

which are tests that exercise the design with the highest number of coverage event 

monitors. This means there is an implicit bias towards tests that exercise the same highly 

loaded paths. 

Clustering, on the other hand, removes common tests and rewards outliers. It will 

identify the unique tests, that cover areas with very little coverage events. The Jaccard/k-

means solution is a fine sensor for measuring uniqueness. Distinction among tests starts 

already for at k=70 (T10,T22), while it still keep around tests that are highly redundant, 

with clusters of common tests still identified at k=80 . 
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Using the greedy algorithm, outliers would have been definitely removed. 

Example: T11 is in the 10% with least coverage and it is defined as unique starting with 

k=40.  

Pure coverage driven selection is not satisfactory. All tests in our regression had 

significant coverage overlapping.  A greedy algorithm would choose the 10 best tests 

which provided 80% coverage of all 100 tests. The surprise was that, among the tests that 

provided high coverage, there were no large variations which made it even more difficult 

to choose according to pure end-point coverage.  

The coverage events distribution is a relation not on functionality but more of 

design ownership. The same chip can have highly intense areas, and areas that have 

hardly any coverage. The greedy algorithm is impacted by the variation of high density 

versus low density areas. Clusters analysis, on the other hand, shows that clusters they 

tend to share monitor density (representing the same area of functionality). Same path 

means that the test exercises the same areas, and will have the same density of monitors. 

Clustering is not influenced by the coverage events variation. 

4.2.7 Summary 

By defining a pseudo-distance, based on Jaccard similarity and taking into 

account the particular aspect of hardware verification, this approach enabled us to 

analyze the level of redundancy between two tests.  

A distance is the basis for a clustering algorithm. The k-means chooses clusters 

that reflect high similarity among the tests within a cluster. From each cluster, the most 

significant test is the test that is closest to all the tests in the same cluster, the middle of 

the cluster.  
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The practical implementation proved that the distance and the clustering 

algorithm identify distinct cases. It showed impressive results for low coverage areas and 

unique paths, which it identified and kept in the regression, while removing tests with 

high redundancy.  

An important aspect is that this new approach is not influenced by the variation in 

density of coverage events.  

This research proved that the solution based on data mining 

 Answers better the challenge, by identifying and keeping distinct tests in the suite  

 Reduced cost => Reduces validation testing costs  

- Distance computation O( #layers. #coverage events) 

- K means – O( k. n. #iterations).  

 Can be ported with the tests from unit to core to system testing 

 The distance defined in this work can be used for other purposes, like test triage.  

Overall, using data mining for both, finding a solution to measure how redundant 

two tests are, and use that distance to identify groups of close tests, ends up providing an 

improved solution to the problem this research focused on over the classic approaches. 

4.3 CONCLUSION 

This chapter addressed the problem of redundancy in verification. Considering the 

regression test suite and the amount of time spent running it, the effort into learning 

which tests are more effective in achieving a better overall coverage in a shorter amount 

of time is critical.  

Data mining is used to help us observe the contents of the regression test suite. The 

definition of a distance between two sets of data, which are coverage events triggered by 

a test, helps measure the redundancy between two tests. A data mining algorithm, 
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clustering, based on this distance defined above, groups the tests according to their level 

of similarity. These two steps allow us to understand the impact the tests have on the 

verification. With the newly found insight, the solution allows the control of the 

verification process by choosing distinctive tests for the regression test suite.  

The data mining approach provides a significantly more efficient solution than any 

other solutions suggested before.  

There are two research tasks that take on reducing the redundant activity each time a 

new HW design model is being released. This is the first of the two. This work takes a 

look at the regression test suites. The next research task takes a look at how to diminish 

the amount of redundancy even more, by carefully selecting only the tests that are 

required to exercise the functional change between two releases, thus reducing the 

amount of tests run in general to validate a release.  
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Chapter 5: VERIFICATION GUIDING USING MACHINE 

LEARNING3 

5.1 INTRODUCTION 

An ideal solution would have the verification effort invested directly into the area 

that needs it most. This requires proper definition of two issues: 

 Which area needs verification the most, how to define an area  

 How to direct the verification effort into such an area 

The first question is generally being answered with the help of coverage. The 

Coverage Directed Verification identifies as the area that needs testing the most as the 

area defined by un-covered monitors. This definition was the subject of the previous 

work in Chapter 3, in which, using data mining the research proved that using 

hierarchical Jaccard based pseudo-distance on coverage would provide a better  

measurement of the need. 

Data mining provided a novel way to make verification more efficient, to require 

a smaller effort to cover the areas in need, through the selection of tests in the regression 

test suite based on k-means clustering. 

The work in this chapter is based on a new definition of the area that needs 

verification the most, replacing the coverage events with the hardware code source. 

Based on this new measurement of the area that needs verification the most, a new 

mechanism of targeting was developed using data mining techniques.  

                                                 
3 Work presented at Design Automation Conference (DAC) 2014 

Co-authors Bryan Hickerson and Michael Behm (IBM) 
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5.2 COVERAGE LEARNED TARGETED VALIDATION FOR INCREMENTAL HW CHANGES 

5.2.1 Validating Changes 

Hardware (HW) development is a lengthy process that implies a series of 

incremental model changes to address bug fixes, feature addition, feature bring up, and so 

on. The development process involves the release of a HW design version, testing it, 

triaging fails, fixing known problems, and releasing the next version. In the testing phase 

of the process most features are again tested as the influence in the logic for the 

incremental change is not known.  

One of the major challenges while moving to a new HW version is to mitigate the 

conflict between the price of redundancy in testing and the risk of considering previously 

tested features as proven for the new design version. The research in this chapter 

addresses that challenge. 

5.2.1.1 Existing Solutions 

The ideal testing solution is to cover only those parts of the product that are 

impacted by changes in the design. In the process of developing software (SW), 

automatic testing of changed areas is a known practice with both theoretical and tool 

support. Such a tool automatically extracts the code areas that changed between two 

versions of the code releases. Automatic test case generation starts from the lines that 

changed and moves backwards through the code, to decide the test values that would 

guide the execution through all decisional blocks such that the new lines would be 

covered. (Srivastava, Thiagarajan and Scherz 2005) (Zeller 1999) (Xie, et al. 2005) 

5.2.1.2 HW Challenges 

HW development however, even though similar to the SW development process, 

presents major challenges due to its inherent concurrency and almost boundless states 
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which warrants quest for a method. Formal methods for test generation could be used to 

track the required values through the decisional blocks, but in HW each step is a 

decisional block. (Bernardo and Cimatti 2006) (Lynch and Vaandrager 1995) Attempts to 

implement this solution at processor core level were discouraged by the prohibitive 

resources required to process the result. A solution should increase the efficiency of the 

process, not require more resources than currently used. 

5.2.1.3 Coverage Measurement 

Code coverage is a good indicator of SW testing, but in HW a different type of 

coverage is required to make sure that certain events occurred in the simulated hardware. 

Coverage events must be placed in the logic to track stimulation of critical, common, and 

specialized parts of the design. These events enable us to gauge whether all possible 

states and combination of the states has been reached.  

Coverage events are declared by designers and can be a signal or set of signals 

that are asserted if a given condition is met during simulation. The design compilation 

process inserts the events in the simulation model, and a coverage tool records the event 

activity itself in a database associating the activity with a model version and test. (Bruce, 

Gross and Roesner 2005) (Piziali 2004) 

5.2.1.4 Tests 

Simulation tests consist of instruction streams and environment conditions that 

stimulate the HW to validate the behavior. These instruction streams are commonly 

mixed with artificial drivers to help them more efficiently target features and complex 

events in the logic. This research focuses on targeted and random tests as the two main 

types.  
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5.2.2 CLTV Solution 

The CLTV (Coverage Learned Targeted Validation) approach significantly 

reduces testing time for iterative models and provides a higher confidence rate on logic 

change collateral damage.  

CLTV is not meant to completely replace traditional testing but be used as the 

primary method alongside traditional testing. Traditionally each time an iterative model is 

released it is tested without regard to the logic that has changed so all tests (exhaustive) 

are run. This takes a considerable amount of time to reach a high level of confidence in 

design fixes or incremental changes. This significant lag in feedback from the changes 

severely limits the efficiency of the validation and impacts the next model iteration 

timing negatively. 

5.2.2.1 Targeted Testing 

The ultimate goal of CLTV is to reduce the number of tests needed to re-validate 

the design by focusing on the changes that accompanied the model, which would result in 

significant time savings.  
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Figure 5.22 CLTV 

Our algorithm has 5 components: 

1. Determine design change impact and link to coverage events. 

2. Learn the mapping between tests and the coverage they provide. 

3. Determine a minimal test domain to validate the changes in this model. 

4. Determine the resource allocation needed to stimulate the affected coverage 

events with the CLTV test domain. 

5. Feedback of coverage results 

First, the design change impact is determined and is correlated to the associated 

coverage events. The best learned tests which will most likely hit these coverage events 

in the most efficient manner is determined next. Finally, resources needed to cover these 
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events are determined by using the CLTV test domain. During this entire process the test 

and coverage mapping are continuously being updated (Figure 5.22). 

5.2.2.2 Linking Design Changes to Coverage 

The solution requires an immediate link between the design lines that changed 

and the affected coverage events.  

An exhaustive approach would involve using formal verification methods to track 

the influences of the changed logic and find affected coverage events. This would be the 

method of choice if the state space and influenced logic was kept to a minimal domain. 

Unfortunately with this approach the state space can grow prohibitive large and require 

impractical compute power. This attribute eliminates this approach as viable for most 

processor validation. 

An association approach attempts to solve the problem with a much simpler 

approach. Any block of logic that is hierarchically inheriting is affected. If the design is 

changed at a higher hierarchical level, then all the coverage events at lower levels from 

the changed design would represent traffic that passes through the changed design. This 

would mean that not only the events that are immediately connected to signals within the 

changed macro are relevant, but also events at lower levels. This method enables us to 

easily determine the maximal set of influenced logic. The drawback to this simplified 

method is that the maximal set is inherently not optimal and will negatively influence the 

elimination of redundancy. Fortunately this research showed that the negative effects 

from this approach have a very low consequence in the final result! 

5.2.2.3 Learning the Link between Coverage and Tests 

Identifying from the changed lines of code the input that would generate traffic 

through the changed areas is prohibitively expensive. Therefore this new approach relies 
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on probabilistic mapping of tests to all coverage events they exercise. CLTV is based on 

implementing a database that learns from previous testing of the same HW and use the 

information next iteration. (Figure 5.23) 

The first step is to simplifying the problem. First, the intent is not to try to 

generate tests that would provide a given coverage, merely to identify existing tests that 

would provide coverage with the highest probability. This simplification does not 

sacrifice the validity of the solution as our results show. 

An automatic learning mechanism in conjunction with a database is used for this 

task. Testing the HW design provides an opportunity to learn which tests generate traffic 

in specific HW design areas and therefore hit the associated coverage events.  This 

solution is based on the following intuitive assumption: If a test heavily exercised a given 

area in the previous design, there is a high likelihood that the same test will exercise the 

same area in the new design. The efficiency of this assumption increases as the design 

matures and the changes become more localized.  

 

Figure 5.23 CLTV Learn & Use Routine 

During the learning process CLTV continuously learns the tests that have a higher 

focus on selected coverage events, that is, have a higher probability of exercising an area 

of the design. Additional information is gathered, which helps produce the optimal 

minimal set later such as average simulation cycles per test and the total number of tests 

simulated. 
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The dynamic learning process also implements a system that adapts to changes 

from model to model coupled with past history to best determine test association. This 

adaptive learning allows simulation anomalies to occur without polluting the results. 

These anomalies can include a random test exercising an area of the HW which is not 

consistent with past behavior and hence should not be considered as having a high 

probability of exercising that area of the design again. 

The algorithm will also not produce a single test to coverage event correlation, but 

a priority ranked ordered list with a depth determined by the user. This will be needed 

later to most efficiently determine the minimal test domain or minimal time required to 

validate the changed HW. 

5.2.2.4 Determining Optimal Minimal Test Domain 

Given the coverage events required to focus on, a test database populated with 

needed attributes of those tests, allows to identify the minimal test domain that optimally 

tests the changed logic for a model. 

The simplest algorithm is to compose a test domain by including the highest 

ranked test for each event that needs to be exercised. This works rather well, but this 

method disregards the number of cycles that each test runs and hence this may not result 

in an optimal set. 

To yield the domain which has the fastest running test, one could simply include 

the shortest test from the ranked list for each event. While this maybe time optimal, the 

resources needed to run a lower ranked, shorter, test might be greater since the test may 

require multiple simulations to hit the coverage event. Given that simulation resources 

are bound and only a limited number of simulations can be run in parallel, this solution 

might not be optimal either. 
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The solution has to take both the ranking and average simulation time into 

consideration. While there are a plethora of solutions that exist, here is a simple solution. 

Let 

H = Ratio of tests that hit the event vs. did not, for this top test 

C = Average simulation cycles for top test 

Using this information an overall ranking (OR) for the top ranked tests is 

calculated as follows: 

OR = H / C 

This overall ranking allows simulation time to be taken into account alongside test 

ranking and history, thus optimally choosing tests based on all known traits.  

For example Table 5.6 5 shows hypothetical top five ranked tests for covering an 

event. 

Table 5.6 Ranking Potential Solutions 

Database Ranking Overall Ranking Coverage Hit Ratio (H) Average Sim Cycles(C) 

1 .45 .9 20000 

2 .74 .74 10000 

3 4 .4 1000 

4 1.1 .1 900 

5 .28 .02 700 

 

Based on this new ranking in the database test 3 has become the preferred choice. 

This new preferred test requires more simulation runs, but makes up for it in the 

reduction of average simulation cycles per test needed. 

5.2.2.5 Determining Resource Allocation  

While determining an optimal test domain to exercise the changed areas of a 

model, the resource allocation that should be given to these tests has to be taken into 
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account. Based on the statistical history of these tests it can be easily calculated the 

average number of times they need to be run to cover the required events at least once. 

There exists the possibility (which occurs frequently) that the test domain will 

contain duplicates. This makes sense since often model changes are localized and their 

associated events are covered by shared tests. Thus the resource allocation must be 

determined looking at the domain as a whole and the minimal resource for each test 

determined by the associated most difficult to hit event. The results for this are very 

interesting as this is an indicator on how good the targeted tests are at hitting specific 

events. 

5.2.2.6 Feedback of Coverage Results  

After the allocated CLTV resource time is met, the results are analyzed to find 

any missing coverage events. This feedback can be used to cause additional resources to 

be allocated. If over time there are events which are constantly hard to hit with this 

method, a notification can be sent to identify the problem. This may lead to a new 

targeted test being written or overriding the ranking algorithm so that a lower priority test 

is used in the future.  

5.2.3 Implementation 

CLTV is on IBM’s verification flow for the POWER8 processor at the core level 

of verification. 

The designers use SVN as the revision control system which pairs well with this 

solution. The implementation uses SVN commands to identify the lines that changed 

between two iterations based on the tagged release versions. This is done for each model 

when it becomes available for simulation. 
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The mapping between coverage events and the changed design lines was done in 

2 ways. Originally the hierarchy in the VHLD and the macro names were used to find the 

affected coverage events for changes. The compiler was later updated to provide this 

information. The compiler update provided the information in a more efficient manner 

and removed the time impact of parsing the VHDL.  

Safety mechanisms were put in place to point out changes in the design that did 

not correlate to any coverage events. This indicates a lack of coverage events in the 

design and is something that requires immediate investigation. These later act as a 

feedback mechanism to ensure that tests are covering all the aspects of the design that are 

changing. 

With the list of immediately relevant coverage events the learning mechanism 

provides us with the tests that generated the highest traffic in the changed area. It is an 

adaptive mechanism hence it will reflect the tests with the highest probabilities taking 

into account all the history of our testing, starting with the latest information received 

during the previous iterative testing phase. Given the algorithms that can be used for this 

process (top ranked test, fastest test, overall ranked tests (OR)), a choice was made to 

implement the top ranked test for the first implementation. As our research shows, the 

simplicity had a negligible effect on the remarkable results.  

Resources needed to accomplish the desired coverage have to be determined 

based on the test domain. This is based on past history of simulation requirements to get a 

single hit on an event. The analysis shows that this provides results in a very efficient 

manner that parallels the results of running random tests for a least 30 times longer. 

The required number of simulation runs for each test in the CLTV domain is then 

calculated using the maximal number needed for the hardest to hit event. This varied 

immensely with the event being targeted, but remained within the realm of practicality. 
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Since these are the average number of test simulation runs needed to hit a coverage event, 

this number was increased by a small overage factor, 10 percent, to cover simulation 

anomalies. 

These tests along with the designated resources needed are automatically given 

priority in the simulation environment and begin running within a few minutes of the 

model release. 

The results are analyzed after the allocated resource time is met to discover 

missing coverage events. The coverage factor is used to adjust future resource allocations 

based on this result. Events that constantly increased the overage factor are given priority 

for the development of future targeted tests.  

5.2.4 Analysis and Results 

This work shows the results of applying CLTV in parallel with the traditional 

solution on an IBM POWER8 processor at the core level of verification. 

5.2.4.1 Design Changes 

CLTV would be most effective if the model changes that need to be tested are 

localized so that the associated coverage events are slightly related. This assumption is 

expected to hold less in the early stages of development, and provide higher accuracy in 

the later releases. In the bug fixing phase of a project, time is of the essence, as bug fixes 

often have collateral damage and must be dealt with immediately. 
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Figure 5.24 Number of Source Lines Changed for Each Iteration 

Figure 5.24 represents a series of 83 model iterations. The number of lines 

changed with each iteration, varies but there is a noticeable progression in time for which 

fewer units are changing, and the change impacts are lessening.  

The difference in color shows the diversity of the changes. Each color represents a 

different unit within the core. 

5.2.4.2 Number of Tests in Domain Required per Release 

In logarithmic scale, Figure 5.25, represents the number of tests in the simulation 

domain that are being suggested with CLTV compared to the number of tests used in the 

traditional process. 

 

Figure 5.25 Test Domain: Traditional vs. CLTV 
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 Figure 5.25 suggests that over 83 model iterations the test domain is significantly 

reduced with the CLTV method compared to the traditional domain of over 26,000 tests. 

This massive reduction in the test domain allows us to concentrate more resources on the 

parts of the design that were impacted by the changes and reduce redundancy. On 

average the test domain was reduced by approximately 98%. 

One surprising aspect of this analysis is there were multiple models for which 

changes did not result in any correlating coverage events, and thus no targeted tests were 

selected. This is a clear indicator that the design is missing coverage events and they 

should be added to enable CLTV. Identifying these missing coverage events is by itself 

an added value to this method.  

The number of tests in the domain for iterations is a measure of the complexity of 

the associated change. This could be used as a guide as to the impact a change has on the 

overall design. 

5.2.4.3 Design Change Analysis 

One of the expected results is that not all changes are equal. The number of tests 

required to cover a changed line of code attests that some changes are more difficult to 

cover than others.  

It was observed that there are also critical changes that are very difficult to test.  

Figure 5.26 shows the average number of tests in the CLTV domain needed per design 

line changed, for each model of the 83 model iterations. Model iteration 71 required 

almost 4 times of number of tests to validate than any other model iterations. Even 

though it has a minimum amount of lines changed, the number of tests required to verify 

it continues to be similar to all other releases. 
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Figure 5.26 CLTV Tests Required per Design Lines Changed 

5.2.4.4 Getting the Coverage 

Along with a reduction in the test domain, the number of times on average a test 

in the domain needs to run to hit the associated coverage event(s) has to be taken into 

account. A test will not provide the same results each time it is run due to inbuilt 

variations in the tests and random simulation environment aspects (cache preloading, 

initial conditions, timings, etc.). This means that the same test has to be run several times 

to get the needed coverage. This attribute is learned during the continuous coverage 

learning and is essential to getting the desired coverage. 

The analysis of model iteration 42 can be used to show the effect, chosen for 

simplicity, having 137 associated coverage events affected by design changes. CLTV 

chose 22 tests to hit these coverage events.  

Figure 5.27 shows the average number of random test simulations, using the 

traditional method, needed to hit these coverage events. (note: sorted list) 
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Figure 5.27 Number of Random Runs to Cover Event 

It is clear that a large number of random test simulations are needed to hit many 

events. The hardest to hit event required over 12,000 test simulations before it was hit. 

These test simulations total over 200,000. Using the CLTV method, a significant 

reduction in the required test simulations is observed (Figure 5.28). 

 

Figure 5.28 Number of CLTV Chosen Tests Runs to Cover Event 

Clearly CLTV has a huge advantage since it knows the optimal test to hit each 

coverage event. Interestingly, sometimes the best test to hit a coverage event might take 

over 1,000 simulation runs to actually hit the event. Most events need only a single 

simulation to hit them. 



 77 

This data can be used on a per coverage event basis and suggest refinement of an 

existing test or indicate the need for the creation of a new targeted test.  

5.2.4.5 Reduced Test Simulations for Validation of HW 

The reduction in the number of test simulations that are needed to hit the affected 

coverage events and realized breakage from the design change, sometimes called a smoke 

suite, can be calculates using the prior example. 

Using the traditional process of randomly choosing from the pool of all tests, it 

will take an average of 200,000 random simulation runs to cover all needed events just 

once. 

Using CLTV the test domain is reduced from over 26,000 to 22 tests (Figure 

5.26). For each test the number of average simulation runs needed to hit the most difficult 

to reach coverage event (Figure 5.28) is determined, resulting in 7,654 such simulation 

runs. This means a reduction of 96% in simulation runs for this change! 

5.2.4.6 Reduced Time for Validation of HW 

Reducing the number of simulations needed to validate a change is rewarding, but 

the overall goal is to a achieve savings in time. The data from the same example from 

section above is further used in this chapter.  

The next question is how much time was saved, which is reflected in the number 

of cycles needed. Considering all 7,654 tests can be run in parallel on the many 

simulation machines which are allocated, the value can be computed from the cycles that 

are required, on average, for each test and find the longest running test. The longest 

running test in this example needs 67,000 simulation cycles on average to complete. 

Thus, contingent to the ability to run the required 7,654 simulation in parallel, the 

time is reflected in how much is required to run 67,000 simulation cycles. An arbitrary 
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simulation cycles per second value of 28 is used to determine the amount of time needed. 

Thus CLTV gives us validation feedback for a HW change in approximately 40 minutes. 

Traditionally 200,000 randomly chosen tests were simulated, requiring approximate 24 

hours for all of them to complete simulation. This is a savings of 97% in terms of time 

needed to verify this HW model change. 

  

 

Figure 5.29 Percent of Coverage Events Hit over Time 

Figure 5.29 is a visual representation of events hit over time in simulation for our 

example. This graphically shows the trend relationships between the traditional random 

test method and the CLTV solution. 
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5.2.5 CLTV Overview 

CLTV represents an original approach to improving efficiency in HW 

verification, by:  

a. focusing on HW changes between two model iterations,  

b. using dynamic adaptive machine learning to map tests to traffic areas they 

exercise, and using coverage not as the target but as a means to identify test traffic 

areas, and 

c. replacing CDV with a weighted guidance heuristic approach. 

Running CLTV for our example showed that the resources needed to validate a 

HW model iteration can be reduced by 96%. This translated to a time savings of 97% 

compared to the traditional random method.  

The test domain was significantly reduced, on average, by 98% over all HW 

model iterations. This reduction suggests similar savings of resources and time, compared 

to our example, for other HW model iterations. 

It was also shown that the simplest method of choosing the test with the highest 

probability of hitting an event, regardless of cycles, yielded significant savings. The 

enhanced overall ranking should reduce the resources and time needed even further and is 

currently under test. 

CLTV clearly shows the ability to drastically shorten the HW model change 

validation period as well as the resources needed. During critical periods in a project, 

these timely results could be significant in determining the validity of a change. 

CLTV demonstrates that a very small percentage of the tests, which are identified 

as having a high probability of stimulating the changed logic areas, are needed to attain 

the same coverage results as the traditional random method. This does not mean that 
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running additional tests from the CLTV domain would not bring added value. Given the 

variants of each simulation run, additional simulations could further cover the state space. 

Furthermore, the method should be used in conjunction with the traditional 

verification methods. CLTV complements the HW development methodology already 

implementing a disciplined and comprehensive functional coverage. There is already a 

clear understanding that the verification is and will be guided by the functional coverage 

event that are being provided. 

A critical point here is the dependency of this method on the coverage 

methodology. Sometimes no coverage events can be found to correlate to design changes. 

In such cases no resources are allocated to CLTV and traditional verification is used. This 

signifies a lack of coverage events and must be addressed.  The need for appropriate 

coverage events in not only needed for CLTV but to ensure the design is being properly 

stimulated.  

CLTV also identifies events for which the chosen best test is having difficulty 

simulating. This would be indicated by a large number of simulations needed to hit an 

event by the best test available. This can be used as a targeted test quality indicator. 

For last minute testing this method is critical not to just increase efficiency but to 

decrease the risk of such additions.  One of the directions of future research is to extend 

this method to provide a good predictor of the cost of inserting a last minute design 

change into the existing, verified, HW.  

 Another interesting usage is to continuously compute the resources required to 

verify the changes that are present and use this as an indicator that a new model should be 

compiled. This would enable a standard of complexity be set and directly tied to the 

amount of verification resources available.  
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5.3 CONCLUSION 

This chapter targets the repetitive activity of validating a new HW design model. 

The previous chapter did the same, while focusing on the repetitive action of running 

regression test suites. Decreasing the number of tests in the test suites is important to 

reduce the time required to validate. This chapter looks at the problem from a different 

angle. From all the tests were ever ran, not only the regression test suites, this solution 

identifies a set of tests that are, according to all past testing, the best suited to exercise the 

functional change the new model comes with. After running this carefully chosen tests, 

the verification process will continue with running the smaller regression test suite, as 

chosen by the solution in Chapter 4.  

The solution in this chapter observes the functional change between two releases 

and maps it to testing. The data repository is used to identify the real verification need. 

The need is then mapped into itemized, measurable functionalities (coverage events).  

From past test case executions the solution learns which tests are better suited to cover 

that need by taking into account the past performance, as in the coverage events tests 

covered and the number of cycles required to do so. The learned information is used to 

decide which tests to run first, thus controlling the verification process. For 83 

consecutive iterations 3% of the time previously used in this process was needed for the 

tests chosen by this solution, to exercise the area that changed in the code.  

Another major advantage the data mining approach brings is that the solution does 

not requires manual effort, everything being done automatically, from observing the 

change in a new release, to controlling the test selection and running the selected tests 

first. 
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Chapter 6: INCREASE COVERAGE EFFICIENCY USING 

DATA SUMMARIZATION4 

6.1 INTRODUCTION 

Each previous chapter advanced a different aspect of functional verification, 

finding ways to improve the processes by using data analysis and data mining techniques.  

This chapter takes a direct view on the overall efficiency of the whole verification 

process by focusing on the resulting coverage. Coverage events help us detect which 

parts of the design were exercised, as in location (design macro, signals) and 

functionality (values). After running verification, the resulting coverage events 

distribution builds an image of how the verification process overall exercised the design.  

Currently there is no pre-defined expectation on how the design coverage 

landscape should look like, which parts of the design to be exercised more and which 

less. The only expectation is a minimum number of hits per coverage event. Without a 

predetermined ideal coverage distribution, the verification process is managed and its 

efficiency measured based on two lists: the list of hard-to-hit coverage events and the list 

of never-hit events. These lists drive the verification process. 

This chapter takes a closer look at the coverage effort as a way to gain insight into 

the verification process itself. The first step is to increase our understanding on how 

functional verification advances, followed by finding ways to optimize the existing 

verification process with the help of data analysis.  

This chapter works within the limitations of the existing definitions of coverage 

expectations based on the two lists, but redefines the expectation from a coverage 

                                                 
4 Accepted for publishing by Design and Verification (DVCon) 2015 

   Co-authors Bryan Hickerson and Michael Behm (IBM) and Balavinayagam Samynathan (UT) 
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landscape point of view. It uses data summarization to understand how and when 

coverage events happen. This chapter shows how to perform a coverage event 

distribution analysis and how to use the learned correlation to design more coverage 

efficient tests.  

6.2 CONTROL TEST CASE GENERATION, BASED ON OBSERVED COVERAGE 

The verification progress is measured using coverage events, with an ultimate 

goal of 100% coverage. A more coverage efficient verification process would bring a 

change in the coverage landscape it generates which would exhibit a shift in the number 

of hits, decreasing it among the easy-to-hit events and increasing it among hard-to-hit 

events, which would result in the reduction not only of verification cost but also of the 

time to market.  

There are two aspects of increasing coverage efficiency: reducing the effort of 

generating hard-to-hit events, and reducing the redundancy among the rest of the events. 

While the latter is less identified as a problem, the cost of manually targeting hard-to-hit 

events is.  

Coverage Driven Verification (CDV), coverage directed and coverage driven test 

case generation, graph based test case generation, all attempt to achieve a 100% 

coverage. Any solution on top of the existing automatic process requires an extra step in 

the verification process which implies extra costs. 

6.2.1 Design Tests for Efficiency 

Coverage redundancy on easy-to-hit events and coverage failure regarding the 

hard-to-hit events are not two distinct problems rather they are two aspects of the same 

problem, the fact that the automatic solution doesn’t adapt with the changing landscape of 

targeted coverage.  
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The increase in coverage efficiency is reflected in a change in the landscape of 

coverage distribution achieved by the automatic process. The approach is based on 

summarization of the coverage data, to understand how coverage happens, then an 

analysis of the coverage distribution and interpretation of the data to learned lessons 

which are used to design more coverage efficient tests.  

6.2.2 Design Tests for Efficiency; Assumptions 

The analysis starts with the following observations: 

1. Due to the random nature of the test case generation the coverage results from a 

large amount of tests would show a coverage events distribution which can be 

analyzed as a statistical value, hence summarization of the data can be used to 

extract data characteristics which can be further used in guiding the process. 

2. Due to the controlled side of the generation, provided as input into the test case 

generation as scenario files, all tests generated with one given scenario will have 

certain aspects in common, which will reflect the functionality targeted by the 

scenario, and will be further mirrored in the coverage distribution they generate. 

3. There is a correlation between the load (number of instructions) of the test and the 

number of cycles it runs. Even though it is not a linear relation, due to the 

difference in number of cycles instructions take, depending on the instruction and 

the HW internal conditions, for the purpose of this analysis, the length, in cycles 

of a test case simulation, is the parameter that can be easily controlled, and the 

number of instructions, while generating the test, is the variable that can be 

changed to control the number of cycles. 

4. Our analysis starts with running a max number of 30.000 cycles. Due to the price 

paid for generating tests with a large number of instructions, and the time spent 
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running them, this is what the existing verification process takes as the reasonable 

upper limit for automatic test case generation. This limit is driven by the 

limitations in the tools used during the verification process. 

5. There is a difference between the coverage contents of two tests generated using 

the same scenario file but different test sizes (load). The assumption is that by 

increasing the size of the test, the likelihood of hitting the coverage events hit 

while running shorter tests doesn’t decrease. There is the assumption that a longer 

tests would increase the likelihood of hitting new events which were not hit in the 

shorter test, and which are related to a cumulative state, enabling the build-up of 

complex situations, for example filling up a buffer or cache areas. Reducing the 

size of a test that hit such events would decrease the likelihood of hitting them. 

6.2.3 Different Aspects of Coverage Data  

The coverage data measures the quality of our verification. The amount recorded 

represents how many times an event was hit in a given time. This research introduces two 

new facets to the notion of coverage:  

6.2.3.1 Coverage-in-time 

The use of coverage events is being enhanced by recording the value of coverage 

events with the simulation cycle of when they were hit, which records how the important 

aspects of functionality are being triggered in time while running a test. If a test is 

considered useful only if it hits coverage events, the coverage in time provides an insight 

into when and how that coverage happens. Coverage events by definition represent 

important parts of HW functionality hence they act as natural filters that help us extract 

information only on the functionality that matters to the verification process.  



 86 

This way of examining the coverage exposes the relation between coverage 

events and their timing. Figure 6.30 brings an example of the evolution of coverage 

events during a test run. The x axis represents the simulation cycle while the y axis 

represents the number of coverage events hit in that particular cycle. 

  

 

Figure 6.30 Number of Coverage Events Hit Each Cycle 

  There is an expectation of certain coverage events to be linked to the initial 

cycles in running the test, for example the events related to instructions fetching, while 

some would require a build-up of some internal condition and would be available only 

after a minimum number of cycles, for example buffer full. The first cycles show a slow 

start, explained by the initial propagation of the test, and the end shows a slowing down, 

until the last instructions die down. The in-between varies depending on the test activity.  

6.2.3.2 True/False Coverage Binary Value 

The amount of hits of a given event in a given time doesn’t distinguish between 

one test hitting the same event often or several tests, each exercising it once. Hitting the 

same event in different tests could mean a larger variety of external conditions under 

which the event was hit, than repetitively hitting it in a single test. This research suggests 

using only the information that a test hit an event, based on the assumption that, if 

repetitive hits are important, other coverage events would reflect that.  
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6.2.3.3 First Time per Test (FTPT) 

FTPT coverage of an event is the pair {event, timestamp} where the timestamp is 

the simulation cycle in which that particular event is reached for the first time while 

simulating a test. The new concept differentiates high frequency events from rare events. 

They are hit multiple times per test, and allows us to visualize the efficiency with which a 

test covers events. 

 

Figure 6.31 FTPT Events Compared to Overall Coverage Events 

Figure 6.31 shows side by side the overall coverage of a test in time, and the 

FTPT coverage. Notice that the beginning of the test generates a large amount of FTPT 

and most of the rest represents redundancy.  

The graph representing the number of coverage events hit each cycle doesn’t help 

with a visual understanding of the coverage, especially considering the huge amount of 

coverage events hit all the time. Compared to all events, the FTPT graph starts to show 

similarities between tests generated using the same scenario (Figure 6.32).  
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Figure 6.32 FTPT Same Scenario - Different Tests 

Understanding the FTPT 

An important aspect is the understanding of the activity that needs to be improved 

and guided. For this, the data analysis is important to bring insight into the process itself. 

A deeper understanding of the data is provided by summarization.  

The FTPT coverage presents a pattern, easily noticeable in Figure 6.32, which 

looks like waves events. The first wave is easily distinguishable, with the highest points 

around cycle 1000.  

We can consider the model as a mixture (overlapping) of several distributions. To 

easily point the overlap of distributions with the help of R packages (mixtools package) 

(Benaglia, et al. 2009) we assume the distributions as being Gaussian.  Figure 6.33 

presents the automatically extracted waves as Gaussians. The tool uses the Expectation 

Minimization (EM) algorithm to identify the mixture of Gaussians (mages 2011) that 

would best explain the waves of FTPT coverage increase observed in the data. 
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Figure 6.33 Coverage FTPT as Overlapping Distributions 

The conclusion is that the coverage accomplished by a test is not a linear function 

in time, in which the longer the test the higher the probability of hitting an event. The 

coverage behaves as a mixture of distributions. Each such distribution can be understood 

as a reflection of a functionality opened at a given time. For example, the first time a 

floating point instruction is being run, it will open, as in exercise, the design area 

dedicated to that type of instruction, and the wave of data shows how the functionality is 

being exercised. Later on, a new floating point instruction might touch an event in that 

area, not touched previously by the first floating point instruction, but it is not 

significantly improving the coverage efficiency of the test.  

The number of FTPT events in these waves grows faster than it decreases. For all 

tests analyzed, the waves show consistently similar shapes. The R Project for Statistical 

Computing (Institute for Statistics and Mathematics of Wirtschaftsuniversität Wien 2014) 

contains data mining algorithms that allow us to identify which distribution model fits 
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best the data at hand (Institute for Statistics and Mathematics of Wirtschaftsuniversität 

Wien 2014) . The fitdistrplus package (mages 2011) uses maximum likelihood to the 

sample points and compares data samples to existing distribution models. The quality of 

the distribution matching is measured by the goodness-of-fit criteria, and the evaluation 

provides information, an example of such information being presented in Table 6.7 and 

Figure 6.35.  

Table 6.7 Example of Distribution Matching Comparison 

Criterion Gamma lnorm 

Aikake's Information Criterion 1268.191 845.0599 

Bayesian Information Criterion 1278.007 854.8754 

Kolmogorov-Smirnov statistic 0.4044375    0.4109794 

Cramer-von Mises statistic     27.7794976   29.5579381 

Anderson-Darling statistic    141.1597437 157.0876991 

 

Figure 6.34 Q-Q Plot - Gamma Distribution Matching 

Consistently the Gamma distribution, ( ), matches the data better than 

log norm, norm. The Gamma distribution, as plotted for a test with R Studio in Figure 

6.35 is an example of how it would generate data similar to the sample data.  
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The overall FTPT event distribution in time shows several waves of coverage, at 

different times. Waves match a gamma distribution, not only the first main wave, but 

according to our experimental results, also in the subsequent waves.  

  

Figure 6.35 Gamma Distribution Matching 

This is consistent with the graph of cumulative distribution function (CDF) of a Gamma 

distribution compared to the practical expectation of coverage achievement in time. 

Practical data from coverage increase for projects tends to have the curve as expressed by 

gamma distribution CDF, therefore known practical facts validate the results received 

with the distribution matching. 

 

Figure 6.36 Gamma Distribution Matching – CDF 
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This distribution is important to understanding not only how the coverage 

happens in a HW design, but also the target of verification work. It shows that not all 

coverage events in the wave are equal. The shape of the distribution can enable us to rank 

and classify them depending on their role in the verification. The coverage events 

belonging to the head of the distribution will point to the events critical to starting the 

wave, hence critical to opening the area. They can be used to guide the verification 

process. Further research in this area is needed to connect the distribution of events to the 

exploration of the design space, and use it to understand the connections and 

dependencies among coverage events in a design, and find a method to judge their 

importance in the verification process.  

Mapping each such wave with the opening of a new area of functionality, brings a 

new way of looking at coverage. The purpose of test case generation is thus not to focus 

on generating instructions, but, as it is already intended with the scenario files, to focus 

on generating such coverage waves, each representing the opening of an area of 

functionality.  

 This brings a new way of looking at the test case generation. Even though 

scenario files are already in place, with the intent of reaching functional areas, the 

analysis now can turn into identifying the hard-to-hit areas and the conditions under 

which a scenario succeeds to open those areas, to generate those waves. 

 

FTPTs and Scenario Files 

Scenarios are by nature meant to exercise certain areas of functionality. Scenarios 

meant to exercise caches would build cache conditions while scenarios meant to exercise 

the locking mechanism would build semaphores. Tests generated using the same scenario 

file will have in common the contents and the functionality defined by the scenario. 
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While running them, and exercising the prescribed scenario, there is the expectation of 

them hitting a given functionality (and coverage events) it was intended for, which can 

now be referred to as a new wave in the coverage in time graph. The expectation of a 

certain similarity among tests generated with the same scenario file, drives the analysis to 

be made at the level of each scenario file separately, 12,000 such files for PowerPC core 

verification. 

Figure 6.37 Coverage is Scenario Dependent 

Figure 6.37 shows the dynamic FTPT coverage for four different tests {A,B,C,D}, 

where the pairs {A,B} respectively {C,D} were generated with different scenario files. 

The y axis represents the FTPT for the upper graphs, while the lower graphs show the 

total number of events (gray) and the FTPT as part of all the events (red overlap on gray). 

Notice the resemblance between tests generated with the same scenario, a certain 

similarity in the coverage waves, and difference between tests generated using different 

scenario files. Also, notice the amount of redundancy per test compared to the effective 

coverage represented by the FTPT (red).   
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Figure 6.38 FTPT Coverage is Test Load Dependent 

Figure 6.38 brings two such FTPT graphs to scale. The shorter test, generated 

with a small number of instructions, ran about 3,600 cycles, while the longer one ran 

almost four times that much. The two scenarios show different loads of FTPT evens in 

the early phases of the test. Notice that the longer test exhibits a new wave in FTPT 

events, visible around cycle 9610, triggered by conditions that built up during the 

previous cycles. Such waves are visible for example at buffer-full events.  

6.2.4 Data Analysis 

6.2.4.1 Records for Data Analysis 

For each scenario the analysis starts with generating a large amount of tests and 

extracting the FTPT coverage data. For each scenario, for each event, the likelihood of an 

event to be hit before a given cycle is being measured from the gathered experimental 

data. That information is used in the analysis below.  

6.2.4.2 Probability of a Test to Hit an Event 

Not all tests hit all events. The probability for an event to be seen in a test is the 

ratio between the number of tests which contain event e NFTPT(e), and the total number of 

tests, NTests.  
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𝑃(𝑒) =
𝑁𝐹𝑇𝑃𝑇(𝑒)

𝑁𝑇𝑒𝑠𝑡𝑠
 

6.2.4.3 Probability Mass Function 

Let’s consider Cycles the set of all cycles in which the event would have been hit, 

and c one such cycle. The sample space S is the set of all possible outcomes, that is, the 

event to happen in any of the cycles c. One element of S is s, a possible outcome, 𝑠 ∈ 𝑆. 

The probability distribution of an event C to happen at cycle c, 𝑐 ∈ 𝐶𝑦𝑐𝑙𝑒𝑠, is 

characterized by a probability mass function 𝑝: 𝐶𝑦𝑐𝑙𝑒𝑠 → [0,1] 

 

𝑝(𝑐) = Pr(𝐶 = 𝑐) = Pr({𝑠 ∈ 𝑆: 𝐶(𝑠) = 𝑐}) ; 

 

∑ p(c) = 1

c∈Cycles

 

For the purpose of this analysis the data is binned in segments of 200 cycles. The 

probability mass function shows the probability of an event to hit in a given bin.  

Figure 6.39 is used to exemplify the probability mass function. The picture uses 

bins of 1000 cycles, for four different events. Notice that different events have higher 

likelihood to happen at different stages of the simulation. Events ID93352 and ID41930 

show more of a uniform likelihood distribution in time, while event ID206127 shows 

100% likelihood to happen in the first cycles, and event ID126982 shows a high 

probability around cycle 23000.  
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Figure 6.39 Measured Probability Mass of Four Different Events 

6.2.4.4 Overall Probability 

An overall probability mass is being computed by applying Bayes’ theorem and 

assuming independence between the probability to hit an event, and the cycle it hits the 

event. The same events from Figure 6.39 are used in Figure 6.40 to reflect the probability 

of being hit. What it shows is that, due to the probability of being hit in general, event 

ID126982 has a very low probability of ever being hit, and if, it would be around cycle 

23000, which would probably represent the conditions of building a wave which contains 

that coverage event. If this is an event generally hard-to-hit, than the tests designed using 

this scenario should be designed such that while running them, they will be longer than 

23000 cycles. If this is an event which is not hard-to-hit (there are other scenarios that 

target it) the test should not be designed to cover it.  
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Figure 6.40 Overall Probability Mass 

6.2.4.5 Overall Probability and Test Load  

Let’s consider two alternatives of using the same resources: one in which tests 

with lower loads (hence shorted tests) are being generated and run and, one in which less 

tests with higher loads are being generated and run. If the resources available are kept 

constant, the impact of this decision would have on our coverage efficiency can be 

analyzed using the experimental probability mass functions. 

For an event with a uniform overall probability distribution (similar ID93352 and 

ID41930 in Figure 6.39) the increase or decrease in the test load (consequently in the 

length of the test) would not impact the coverage efficiency.  

For an event with a higher overall probability of being hit early in the simulation, 

the longer the test the more wasted resources, while for an event (e.g. ID126982) with the 

probability of being hit later in the test, for test that cross the cycle with high likelihood, 

the higher the likelihood of reaching the wave which contains it.  

To compute the condition for optimal load, let’s consider: 
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C – the number of cycles ran, reflecting the original load 

N1 – the number of tests in the original load,    

N2 – the number of tests in the new load,   

P1(e) – the probability of an event e to be hit,   

P2(e) – the probability of an event e to be hit in the new load, 

P1e(c) – the probability mass function of event e,   

 

If tests are designed to run up to x cycles, the new probability of hitting event e in the 

tests changes to: 

𝑃2(𝑒) = 𝑃1(𝑒)
∑ 𝑝(𝑐)𝑥

0

∑ 𝑝(𝑐)𝐶
0  

 

Due to a decrease in size of the test, the new number of tests that can be run in the same 

time changes to:  

𝑁2 = 𝑁1
𝐶

𝑥
 

If the same number of hits is expected for both load choices the condition is expressed as:  

𝑁1 ∗ 𝑃1(𝑒) =   𝑁2 ∗ 𝑃2(𝑒) = 𝑁1
𝐶

𝑥
𝑃1(𝑒)

∑ 𝑝(𝑐)𝑥
0

∑ 𝑝(𝑐)𝐶
0

 

The condition is:  

𝑥 = 𝐶 ∗ ∑ 𝑝(𝑐)

𝑥

0

 

Notice that for uniform probability distribution where  

∑ 𝑝(𝑐) =
𝑥

𝐶

𝑥

0

 

the size of the test would not matter to the overall coverage efficiency. 
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Figure 6.41 The Probability as Function of x, Compared to x/C 

6.2.4.6 Hard-to-hit Events Only 

The above analysis can be made for all events, but our interest lays only in the 

hard-to-hit events. This reduces the amount of analysis to 18k out of 150k coverage 

events. Figure 6.42 shows how many coverage events are considered hard-to-hit, 

according to the definition used for PowerPC verification. Hard-to-hit events are events 

which are hit less than 2,000 times for every 1,000,000 tests that are run. For the 

verification process containing more than 150,000 events, approximately 73,000 events 

are considered hard-to-hit, and 15,000 are never-hit, in a period of time in which the 

verification runs 1M tests. Many of these events were hit in the past, but due to the 

continuous changes in the hardware, if they are not hit again in the last approximately 20 

days which is the time generally needed to run 1 Million tests, the fact that they were hit 

a long time ago is not relevant anymore.  

Working with such a high percentage of hard-to-hit events brings awareness to the 

fact that the verification problem is set anew with each change made in the HW.  
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Figure 6.42 Hard-to-Hit Events 

6.2.5 Real Case Analysis 

For all events in each test scenario, the probability distribution model is used to 

identify the optimal test load which would achieve the highest coverage efficiency. 

Higher loads imply more instructions per test and longer simulation runs. Consequently 

tests can be designed according to the probability distribution of hard-to-hit events. 

Intuitively, some coverage events require a build-up of conditions, meaning 

heavier loaded tests. 
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6.2.5.1 Test Case Length and FTPT Coverage 

Figure 6.43 Probability Mass Function for FTPT Hard-to-Hit Events 

For the scenario intended to test transaction memories, the data extracted from 

100 tests generated with that same scenario, was used to show in Figure 6.43 the 

probability mass function for FTPT coverage, hard-to-hit events only. Green represents 

the accumulation of FTPT coverage in time, while orange shows the coverage loss if the 

simulation would stop at that cycle. For a FTPT coverage loss of 10% tests can be 

designed such that they would run approximately 12,000 cycles.  

6.2.5.2 Real Test Case Length Increase and FTPT Coverage 

The analysis shows that there is a relation between the cycle the test reaches and 

the coverage it generates, explained by events which require building-up internal states.  
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Figure 6.44 Different Test Sizes open New Coverage Areas 

Figure 6.44 shows that for all tests longer than 8,000 cycles there is a new wave in 

the amount of FTPT coverage events. This wave is explained by the testing reaching a 

point that suddenly opens a new functionality. In T11 the expected wave comes later, due 

to delays generated by other events, for example repetitive exceptions, which only means 

that there is a high likelihood of reaching that wave somewhere between 8,000 and 

12,000 cycles. The purpose of this scenario is to reach that particular wave, hence, due to 

the correlation between the number of instructions in the test and the number of cycles 

those test run, tests can be generated such that they will run approximately 8,000-12,000 

number of cycles, to increase the likelihood of reaching the wave.  
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For a scenario related to transaction memory, Figure 6.45 presents the 

experimental data as extracted from 40 tests with increased sizes. Each point in Figure 

6.45 is a test which ran as many cycles as shown by the x-axis, and for which the 

recorded coverage is represented by the y axis. The FTPT coverage is shown in blue, 

while green shows only the hard-to-hit events. The real life chart validates the assumption 

of waves. There are a few critical points (sizes) which allow for jumps in the coverage of 

the hard-to-hit events. For example there is a series of events which are available only 

around 40,000 cycles. Transaction memories due to their inherent behavior, require a 

cumulative state to enable certain functionality.  

The red vertical line shows the approximate size with which tests used to be 

generated for this particular scenario before the analysis. The analysis shows how that 

particular size was not able to trigger events which required a longer time to build, and 

which were seen only in longer tests. Increasing the number of instructions with which 

this scenario was generated succeeded to save time by reaching the intended coverage a 

lot earlier, and by reaching never-hit events. Even though each such test was longer than 

before, they all were more likely to reach the wave of functionality intended by the 

scenario.  
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Figure 6.45 Coverage Events as Function of Test Case Size 

6.2.6 Implementation  

A thorough analysis takes time. Recording the FTPT is expensive, and doing so 

for all scenarios takes resources. This is why the real time implementation uses the 

correlation between the number of instructions requested from the test case generator 

while generating the test, and the number of cycles it runs, and a correlation between the 

cycles the test runs and the number of hard-to-hit events per scenario. 

The adaptive system is based on a simple feedback loop for each scenario, which 

provides information regarding the decrease (increase) in the number of hard-to-hit 

events hit by a batch of tests generated with the same number of instructions (different 

for each scenario). The intent of the adaptive system is to keep the number of instructions 

around a point of efficiency in achieving hard-to-hit coverage. If the number of hard-to-

hit events hit in the last batch is less than expected – the number of instructions with 

which that scenario is being generated is being increased. Once in a while an attempt is 

being made to decrease the number of instructions.  
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The implementation is a very simple adaptive system which controls only one 

single variable of the test case generation, the number of instructions in the test. 

Improvements can be easily made, by distributing the hard-to-hit events to the scenarios 

which are expected to generate them, and limiting the optimization to those events per 

scenario. Even so, the implementation as is achieved huge saving and changed the 

coverage efficiency for all scenarios. 

6.2.7 Results 

For 12,000 test scenarios and for millions of tests generated since the simple 

adaptive system was implemented, the change achieved significant results: 

 Decreased the number of events classified as hard-to-hit by 12%:73,000 to 64,000 

 Achieved better coverage distribution, less redundancy on easy-to-hit coverage, 

 Shifted manual work to the automatic process, 

 Decreased never-hit before events by 13%:  15,000 to 13,000. 

Overall it decreased the time to achieve targeted coverage and enabled finding bugs 

earlier, with savings of at least 18 person/months for the reduction in manual labor.  

6.3 CONCLUSION 

In this chapter data analysis was used to observe the dynamics of coverage during 

testing. The chapter shows how an analysis of model fitting and data distribution 

increases the understanding of the problem. In this case, the understanding that coverage 

is achieved in waves helps change the paradigm under which test case generation is being 

managed. The test case generation is to be focused on generating certain waves, and the 

likelihood of generating them can be determined from experimental data using 

probability mass functions.  
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Following the lessons learned with the help of data summarization, a simple 

adaptive system was implemented and achieved immediate significant improvements to 

the overall efficiency of the verification process. 
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Chapter 7:  CONCLUSION 

HW development is a complex and expensive process. The continuous increase in 

complexity moved the HW development bottleneck from design and implementation to 

verification. The EDA industry provides a large variety of tools to support HW 

verification and there is a continuous search for the paradigm that will provide a higher 

quality and efficiency.  

In order to increase the efficiency of the verification process there is a need to 

first understand what the existing processes really achieve, that is, to increase the 

observability of the processes, and to use that information to control them. This 

dissertation exemplifies how, by finding ways to express verification problems into a 

model for which data analyses can provide answers, and correctly interpret and use the 

answers it provides, data mining provides a qualitative jump in the way we understand 

and guide HW verification processes.   

The dissertation looked into four basic activities, integrant parts to all modern 

HW functional verification processes: 

1. Debugging failed tests, 

2. Maintaining regression test suites,   

3. Testing after each HW code release,  

4. Designing tests to achieve coverage efficiency. 

By using a range of tools provided by data analysis, like distances, clustering, 

summarization, decision trees, this work identified solutions that provide spectacular 

results in an industrial verification process. These improvements were implemented and 

their results were measured on the functional verification process used by IBM to verify 

PowerPC cores.  
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The practical implementation of this research achieved: 

1. Reduction of debugging time by identifying the best failing test on which to focus 

the debugging, the simulation window in which to look for the bug origin and the 

bug manifestation, the location in the HW code and the compiled design where 

the bug is manifesting itself. Based on decision diagrams the method detects the 

exact functionality that pin-points that faulty behavior. Visual support, the MRIs, 

is provided, to help identify the behavior pattern of the faulty behavior. The 

general saving time depends on the type of bugs typically encountered. The gain 

in complex bugs, like address translation, can be up to 90% of the originally 

invested time. For simpler bugs, though benefiting for choosing the right test and 

cycle window, the gain would be less.  

2. Reduction of regression tests suites down to 10% of the original, while keeping 

the unique tests, and providing a clear measure of the verification loss. It was 

done by using data mining distances to understand testing redundancy and by 

using clustering to enable decisions regarding test overlap and test removal. If the 

time required to run the regression tests was four days before, with the smaller 

regression test suite, it is possible to run all the selected tests overnight and 

continue with feature verification next morning.  

3. Reduction of the amount of time needed to validate a change in the code to 3% of 

the initial time. This improvement was done by using machine learning to learn 

which tests target the functionality changed for the new release, and by running 

the tests thus selected before continuing with the normal regression. This 

improvement ends up as an overall saving from an average 9 days to fix a 

reoccurring problem to less than 3 days, with immediate impact on the time to 

market.  
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4. Reduction of 12% of the list of hard-to-hit events and a reduction of 13% of 

never-hit events, by tuning in the existing automatic verification process. It was 

done by summarization of data, learning by observing the impact a test case 

generation input variable has on the coverage it achieves, and using the statistical 

data to guide the general test case generation towards a more efficient overall 

coverage. For the duration of a project the saving estimates are at least 18 person 

months.  

All results point to the validity of the data analysis as a tool to advance the field of 

HW development. Even though this dissertation focuses on HW functional verification, it 

opens promising applications of data mining to a larger variety of HW issues.  
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