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Improving Spectrum Utilization in Wireless Networks
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With the proliferation of wireless-enabled devices, the information be-

ing transmitted on the wireless spectrum has increased manifolds. This ex-

plosive growth of wireless traffic has created spectrum crisis. Further, com-

bined with the inherently lossy wireless medium, it is imperative to develop

techniques that can significantly improve wireless spectrum efficiency. This

dissertation develops three complementary techniques to enhance spectrum

efficiency: (i) sending more information per transmission, (ii) sending more

transmissions per spectrum, and (iii) selecting the right spectrum for trans-

mission.

More specifically, in (i), we observe that network coding allows us to

send more information per transmission by combining (coding) multiple pack-

ets together in a single transmission and letting multiple receivers extract

different information from the same transmission. However, wireless networks

are inherently prone to loss and how to harness network coding gain under such

viii



conditions poses a significant challenge. To this end, we develop a novel rout-

ing protocol, called O3, which jointly optimizes network coding, opportunistic

routing, and rate limiting.

Multi-antenna devices (MIMO) dramatically increase wireless network

capacity by sending multiple transmissions simultaneously. However, most

existing work focuses on MIMO in single hop wireless networks, and how to

effectively extend MIMO benefits to multihop wireless networks remain an

open problem. In (ii), we propose a new routing protocol, called DM+, which

is the first practical distributed MIMO routing protocol. It optimizes spatial

multiplexing, routing, and rate limiting in the presence of interference. Using

simulation and testbed experiments, we show it out-performs state-of-the-art

shortest part routing and opportunistic routing protocols.

Finally, in (iii), we examine spectrum selection at two different gran-

ularities: (a) selecting an appropriate channel to transmit a frame, and (b)

selecting a subcarrier (within a channel) to transmit a symbol of the frame.

In (a), we propose LBRH, a novel channel hopping algorithm that allows dif-

ferent nodes converge to a fair and efficient channel hopping sequence in a

completely distributed fashion. In (b), we develop Smart-Fi, a series of tech-

niques to harness the frequency diversity of the channel while transmitting

the current frame. We demonstrate the effectiveness of both approaches using

simulation and testbed experiments.
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Chapter 1

Introduction

1.1 Overview

The massive influx of wireless systems have had a significant influence

in our daily lives. In the broad sense, they have had a positive impact on the

quality of life, most notably in the area of communication, e.g. cellular, 802.11

related technologies (e.g. Wi-Fi), Bluetooth, ZigBee, etc. Rapid technological

progress in the two C’s, i.e. Communication and Computing has resulted in

an explosive growth of wireless systems and devices which are enabling di-

verse usage scenarios such as health-care, navigation, security systems, sensor

networks, wearable devices, and more recently ”Internet of Things”[47].

While the wireless spectrum is a limited commodity, but the wireless

data traffic transmitted on it is increasing manifolds. Mobile traffic alone grew

by 81% in 2013, and is expected to surpass 15 exabytes by 2018[133]. This

increased usage is bound to strain the spectrum capacity, thereby persuad-

ing regulatory bodies like the Federal Communications Commission (FCC)

to acknowledge ”spectrum crunch” as an imminent problem[124]. Moreover,

the wireless medium is also inherently prone to losses due to various factors

like link quality, interference caused by neighboring users, fading, etc. These
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factors inhibit efficient usage of the spectrum, and consequently ubiquitous

connectivity remains a distant dream.

Motivated by these observations, we design approaches that can alle-

viate the impending spectrum crunch to allow for continued proliferation of

wireless devices. In this dissertation, we adopt a systematic approach towards

increasing spectrum utilization. More specifically, we propose mechanisms to

(i) Send more information per transmission, (ii) Send more transmissions per

unit of spectrum and (iii) Select the right spectrum to make these wireless

transmissions.

1.2 Challenges

The explosive growth in the wireless devices and the corresponding data

traffic requires mechanisms for efficient utilization of the existing spectrum.

However, there are a number of challenges that need to be addressed towards

achieving this goal. In this section, we describe some of these challenges in

detail.

1.2.1 Spectrum Availability is Limited

Wireless communications signals travel over the air on a certain radio

frequency, i.e. the spectrum. A given block of spectrum has a finite ability

to carry signals (data traffic), which is governed by the Shannon limit[134].

Although there is abundant radio frequency spectrum, but the ”usable” wire-

less spectrum is limited bound by technological constraints. The availability

2



of such usable spectrum is limited since the propagation range of radio waves

decrease with increase in frequency. Further, huge blocks of spectrum[123]

have been dedicated to use by TV broadcasts, satellites, broadcast radio, cel-

lular networks, etc. We are facing a spectrum crunch problem to support the

growth of broadband networks[125, 126] and Internet-capable devices[3].

1.2.2 Spectrum Quality is Diverse

The quality of wireless spectrum determines the throughput that can

be achieved. The amount of throughput that can be achieved by a wireless

node operating in a certain block of spectrum depends on several factors like

operating frequency range, wireless interference from neighboring users, multi-

path and fading effects, wireless noise, etc. Further, as we discuss in Chapter 5,

even a single channel within the spectrum can exhibit significant frequency

diversity. This diversity makes accurate prediction of channel quality a difficult

task, and a significant obstacle towards devising a good channel assignment

mechanism.

1.2.3 Wireless Loss

Unlike the wired medium, wireless medium is inherently lossy in na-

ture and hence less reliable. Loss in wireless networks can be attributed to

multiple factors like signal attenuation and multi-path propagation. Further,

interference from other wireless devices and imperfect scheduling can result in

packet collisions. Past studies have reported loss rates of upto 40% in exist-

3



ing deployments[6, 109, 23]. These problems only exacerbate in multihop[90]

networks, where each hop can exhibit lossy behavior.

1.2.4 Uncoordinated Wireless Deployments

Wireless networks are often deployed in an unplanned manner[111],

resulting in varying density across geographical areas. Further, since access

points (APs) belonging to multiple networks often operate under different ad-

ministrative domains, they do not co-ordinate with each other resulting in a

distributed environment. Also, an AP typically does not choose a transmis-

sion power to mitigate interference with neighboring APs, thereby resulting in

unnecessary interference on the spectrum. The uncoordinated nature of wire-

less deployments presents a significant challenge in obtaining high performance

from a given block of spectrum.

1.2.5 Heterogeneous Deployments

The growing popularity of wireless devices has resulted in the emergence

of different types of wireless deployments serving a wide range of scenarios.

For instance, a Wireless Local Area Network (WLAN) connects two or more

distributed devices through a common distribution mechanism managed by a

centralized access point (AP). 802.11[91] is the dominant standard governing

the WLAN devices under the Wi-Fi brand name. Conversely, a Wireless Mesh

Network (WMN) is a multihop network where nodes are organized in a mesh

topology consisting of user devices, gateways and routers. A node acts as both

4



a host and a router, forwarding traffic for other nodes in the network, which

might not be within transmission range of each other. Sensor networks and

mesh networks are some of the most common examples of multihop networks.

Recently, efforts are being directed towards leveraging mesh networks by 5th

generation mobile networks (i.e. 5G) to provide Internet connectivity to small

cells [159, 1]. For efficient spectrum utilization, it is thus important to devise

mechanisms that can work across both WMNs and WLANs.

1.3 Approach

The challenges we discussed are significant mitigating factors towards

realizing the vision of providing ”ubiquitous” wireless connectivity. Sustained

growth of wireless data traffic calls for a systematic approach to help utilize

the existing spectrum better in the presence of wireless loss. We begin with a

general definition of a ”wireless transmission”,

”A wireless transmission between two devices involves data being trans-

mitted in a packet in the wireless medium.”

Towards this effect, in this dissertation we first identify three funda-

mental entities that are involved in a wireless transmission, specifically,

(i) Data, i.e. the information exchanged between communicating devices,

(ii) Packet, i.e. the transmission in which this information is packed, and

(iii) Medium, i.e. the spectrum on which these transmissions are sent.

We believe that, if we can design practical techniques that can pos-
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itively impact and systematically encompass the above components, we can

significantly improve the efficiency and thereby, the utilization of the under-

lying wireless spectrum. Keeping in mind this goal, this dissertation details

three approaches, each focusing on the individual components that we just

identified. Specifically, they are:

(i) Send more ”information” per transmission, i.e. increase the amount of

information that is transmitted in a frame.

(ii) Send more ”transmissions” per spectrum,, i.e. increase the number of

frames that can be transmitted in the given unit of spectrum, and

(iii) Select the right ”spectrum” for transmission., i.e. ensure that we not

only select the best channel to make the transmissions, but also within the se-

lected channel, leverage the fine-grained channel quality information, to design

better transmission techniques.

Before delving into the detail of each of the above approaches in the sub-

sequent chapters, here we provide a high level idea underlying each of these

approaches while briefly visiting some related work along the way. The detailed

discussion of related work is provided in Chapter 2.

1.3.1 Sending more information per transmission

Overview : Chapter 3 describes a routing protocol, O3, backed up by a

formulation that tries to maximize the amount of information that can be

sent per transmission in a multihop wireless network.
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In wireless networks, packets need to be routed efficiently from the source

node to the destination node. The length of these routes could vary from

being single-hop to multi-hop routes. Often, the goal of the routing problem

is to determine the best path available from the source to the destination

based on a certain routing-metric. Over the past years, several routing metrics

[23, 9, 25, 33, 26, 45, 129, 148] and several routing protocols[98, 54, 97] have

been proposed. Out of these, ETX[23] is a commonly used routing metric

which approximates the number of transmissions required to get a packet

across a given link, given the loss probability of that link.

Given a routing protocol, network coding can be employed to transmit in-

formation using fewer transmissions by intelligently combining multiple pack-

ets (coding) together. For example, as shown in Figure 1.1, if both nodes A

and C have traffic to send to each other, they can first send their packets to

the intermediate node B. Node B can then combine (XOR) these 2 received

packets and broadcast the resulting packet. The end nodes A and C can then

easily decode the desired packets, by XOR-ing this received packet with their

corresponding native packets. In this way, it just needed 3 transmissions to

deliver 1 packet each to A and C respectively. Without network coding, it

would have needed 4 transmissions to achieve the same result. The pioneer-

ing work by Ahlswede et al.[7] shows that allowing relay nodes to encode and

decode traffic can achieve maximum multicast rate, and this is generally more

efficient than only allowing the relay nodes to forward traffic. Since then, sig-

nificant progress has been made in applying network coding to both wireless

7



and wireline networks (e.g., [63, 75, 57, 71]).

Figure 1.1: Example for Inter-flow Coding

However, given the inherently lossy nature of wireless networks, it is not

clear if the benefits of network coding can be extended under general wire-

less conditions. To counter this, we propose the use of Opportunistic Routing

(OR), which has been shown to effectively combat wireless losses by exploit-

ing the broadcast nature of wireless networks (e.g., [17, 18, 81]). Figure 1.2

shows an illustration of OR. In this figure, single path routing needs atleast 4

transmissions to get a packet across from node A to D. On the other hand,

OR leverages multiple forwarders, in effect combining multiple weak links into

a single strong link. For instance, in this case, node A considers both nodes B

and C as potential forwarders. On an average it takes 1.33 transmissions for a

packet from node A to be received at either B or C. Whichever node receives

the packet can now forward it to the destination D in 2 transmissions, thus

needing a total of 3.33 transmissions on an average for a successful reception

at D.

In Chapter 3, we explore if we can combine the above-mentioned two ap-

proaches. More specifically, we ask the following question: Can opportunistic

routing really benefit inter-flow network coding, which has been successfully

applied to single path routing in wireless mesh networks?
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Figure 1.2: Example for Opportunistic Routing

Challenges: The key challenge in achieving this goal is the strong tension

that exists between opportunistic routing and inter-flow network coding. Now,

opportunistic routing spreads information across multiple nodes. However, as

the information reaching an individual node is reduced, the inter-flow coding

opportunity decreases because (i) the node itself receives less traffic and has

limited coding choices, and (ii) its next-hops receive less traffic, making it hard

to decode. Therefore it is challenging to simultaneously leverage opportunistic

routing to combat wireless losses and exploit inter-flow coding to compress

traffic.

Contributions: Our goal is to exploit inter-flow coding in the context of

opportunistic routing. We decouple these two by proposing a novel framework

that jointly optimizes opportunistic routing, rate limiting, and inter-flow cod-

ing. More precisely we achieve our goal by making the following contributions:

• Novel abstraction: We introduce a novel abstraction by making a wire-

less network consist of an overlay and underlay, where overlay nodes per-

form inter-flow coding aware overlay routing without worrying about packet

losses and underlay nodes perform intra-flow coding based opportunistic
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routing without worrying about inter-flow coding. Each traffic demand is

routed over one or more overlay paths. Nodes on the overlay path perform

overlay forwarding. An overlay link may be mapped to one or more physi-

cal links in the underlay network. The underlay network provides efficient

and reliable overlay links by using opportunistic routing to spread infor-

mation across multiple forwarders and letting them cooperatively forward

the traffic.

• Theoretical formulation: We then develop the first theoretical formulation

that jointly optimizes inter-flow coding, opportunistic routing, and rate

limiting. The results of this optimization are then converted to routing

configuration that can be used by O3.

• Practical routing protocol: Next, we develop O3, a practical routing proto-

col that realizes the optimized opportunistic routes with inter-flow coding

and rate limiting.

Finally, we use extensive evaluation to show that O3 significantly out-

performs all the other protocols by simultaneously harnessing the gains of

opportunistic routing, inter-flow coding, and rate limiting.

1.3.2 Sending more transmissions per spectrum

Overview: In Chapter 4, we shift our focus from sending more information

to sending more transmissions. While we aimed to increase the former in the

previous section, here we aim to increase the latter.
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Wireless devices transmit and receive data through antennas at the front

end which emit the electromagnetic waves on the spectrum. Single antenna

devices can make only one transmission at any given time. However, recent

years have seen a prolific influx of multi-antenna enabled wireless devices.

These multi-antenna devices are also referred to as having a Multiple-Input

Multiple-Output (MIMO) capability. MIMO devices have been gaining a lot

of traction as they can provide significant increase in data throughput without

additional bandwidth and transmit power. It is a widely successful technology

and most standards have adopted MIMO, such as IEEE 802.11n[2], Long Term

Evolution (LTE)[141], WiMAX[92] and HSPA+[44].

Most of the existing MIMO discussions revolve in the context of single-hop

communication[132, 39, 76, 41]. However, routing in multihop networks is still

seemingly MIMO-oblivious. In this work, we explore what entails to extend

this to a multihop environment, including the interplay of MIMO with routing.

More specifically, in a multihop network, can multiple nodes combine together

and transmit as a single virtual node?

The problem with single path routing protocols like the ones[98, 54, 97,

23, 9, 25, 33, 26, 45, 129, 148] we discussed in the previous section is that

they are oblivious to network resources like multiple antenna that are oth-

erwise available and useful. Opportunistic routing protocols[17, 18, 81] do

better by leveraging multiple forwarders to enhance the robustness to loss.

More recently, SourceSync[104] an advanced version of opportunistic routing,

exploits transmitter diversity in addition to receiver diversity by letting multi-
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ple transmitters send simultaneously to strengthen the received signal. More

specifically, in this case, multiple nodes transmit the same signal simultane-

ously thus resulting in increased Signal-to-Noise (SNR) ratio at the receiver,

thus implying better signal reception. However, here the capacity growth is

logarithmic with increase in diversity order.

Spatial multiplexing in comparison, which is the focus of this work, allows

multiple streams to transmit ’different’ signals simultaneously and increases

throughput linearly with the number of transmit/receive antennas. Thus, it

has the potential to give much higher gain than opportunistic routing, includ-

ing SourceSync. The idea in this work is to envision the multihop wireless

network as a network of distributed MIMO nodes, where strategically cho-

sen forwarders can potentially ’act’ as a single virtual node with MIMO-like

transmission ability and hence leverage spatial multiplexing gains.

Challenges: Realizing a protocol that can leverage distributed MIMO rout-

ing in practice poses significant challenges:

• Protocol design and implementation challenges: While the concept of dis-

tributed MIMO routing is appealing, designing a practical protocol and

implementation to achieve this remains an open problem. In particular,

how can we enable simultaneous transmissions on the antennas belonging

to different nodes and allow such transmissions to be successfully decoded

after multihop forwarding? This requires (i) multiple senders to synchro-

nize their transmissions, (ii) nodes on the route to employ an appropriate
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coding design to support analog forwarding over multiple hops, (iii) desti-

nations to properly compensate for the frequency offset that has incurred

along a multihop path.

• Optimization challenges: Different from the existing routings, where we

may simply prefer shortest paths, in this new form of routing, we would

choose paths based on not only the number of transmissions and the extent

of wireless interference among them but also the level of spatial multiplex-

ing. How to simultaneously incorporate all the important factors to opti-

mize network throughput is challenging. The existing analytical results all

assume one transmission can be active at a time in a vicinity on the same

spectrum. In order to compute throughput for this new routing, we require

a new optimization framework to support simultaneous transmissions on

multi-point to multi-point links and accurately capture their impact on the

end-to-end throughput.

Contributions: We develop a practical protocol, called multi-point-to-multi-

point MIMO Routing (DM+), which performs joint spatial multiplexing, rout-

ing, rate limiting to effectively harness the MIMO multiplexing and diversity

gain in multi-hop wireless networks.

• Protocol design and implementation: We design DM+ to enable distributed

spatial multiplexing. To our knowledge, this is the first prototype that

supports distributed spatial multiplexing in a multihop network. DM+

consists of several significant components: (i) a mechanism to enforce the
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sources’ sending rates and intermediate nodes’ forwarding rates according

to the optimized routes and rate limits, (ii) synchronizing transmissions

from different nodes for spatial multiplexing, (iii) an effective encoding

and decoding scheme to combine concurrent physical signals and support

successful decoding after multihop forwarding, (iv) compensating for the

frequency offset incurred along a multi-hop path.

• Optimization: We propose a theoretical framework to optimize through-

put under distributed MIMO routing. The formulation simultaneously

harnesses both multiplexing gain and diversity gain to achieve high effi-

ciency and resilience. The framework serves two purposes: (i) the optimal

throughput derived from the framework can be achieved under optimal

scheduling, which gives a useful baseline; (ii) the optimized MIMO routes

can be incorporated into a practical routing protocol.

1.3.3 Selecting the right spectrum for transmission

Overview: The above proposed techniques work after the node has selected

a channel to transmit. In this part instead, we focus on the spectrum and ask

the following question:

”Can we make smarter decisions in selecting the spectrum to make the next

transmission?”

We pursue this question at two different granularities, (i) Given multiple

channels, on which channel should we transmit the next packet, and (ii) Given
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a single channel, on which subcarrier1 to transmit the next symbol. In Chap-

ter 5 we discuss each of them in detail and refer to them respectively as (i)

coarse-grained spectrum selection and (ii) fine-grained spectrum selection.

1.3.3.1 Coarse-grained spectrum selection

Channel selection in wireless networks has been an extensively studied

problem. Existing works suggest different mechanisms to select a partic-

ular channel for transmission from a set of channels. While we detail re-

lated work in this area in Section 2.3.1; broadly stating there have been both

centralized[42, 110, 69] and distributed[4, 70, 150, 149, 84, 10, 85, 106] ap-

proaches proposed for channel selection.

While existing mechanisms work reasonably well in the context of wireless

LANs, they don’t quite fit well in the context of Wireless Wide Area Networks

(WWANs), which is the focus of this part. As the name suggests, WWANs can

provide wireless coverage over a wider area. More specifically in a WWAN,

an access point (AP) can provide several km. worth of coverage. A promising

scenario for this is in the 50-700MHz band (or ’Whitespaces’ [140]), where

FCC has opened up additional spectrum for use by unlicensed devices. These

whitespaces can represent a significant portion of unused spectrum in certain

areas[36].

In radio communication, the coverage area is determined by the transmit

1In multi-carrier communication systems, a wireless channel is made up of several inde-
pendent channels (subcarriers), each of which carries a portion of the modulated signal
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power level of the wireless device. The FCC defines the power limitations for all

wireless LAN devices in FCC Part 15.247. For instance, the maximum EIRP

(Equivalent Isotropic Radiated Power) for IEEE 802.11a in the US region is

40 mW[22]. In the whitespaces however, FCC allows an unlicensed AP to

transmit at a maximum power of 4W[139] from a height of up to 30m. This

means that a whitespace AP can potentially cover an area of several Km2,

thereby opening up the opportunity for the deployment of WWANs.

However, unlicensed WWANs do not enjoy the luxury of careful AP place-

ment and frequency assignment of their base stations unlike licensed technolo-

gies like LTE[141]. While carrier sense multiple access (CSMA) allows inherent

time sharing between different APs, there is no standardized mechanism that

can provide automatic sharing across frequency ranges. A key requirement

for operation in unlicensed spectrum is that multiple uncoordinated and in-

dependently deployed networks must share the common spectrum. Existing

WWAN technologies (e.g. LTE, HSPA) are designed for licensed bands and

do not satisfy this requirement. One of the major concerns in such unlicensed

deployment is the presence of high number of potentially interfering APs which

makes efficient spectrum sharing a challenging objective to achieve.

One of the first (and recent) works in this area, WhiteFi[11], proposes a

metric - mCham and uses it for spectrum sharing between unlicensed devices

in whitespaces. However, as we will see in Chapter 5, WhiteFi does not quite

work well under WWANs, and hence an alternative solution is much desirable.

Motivated by this challenge, we thus try to answer the following question:
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”Given an uncoordinated placement of APs in a wide range network, can we

provide a completely distributed mechanism where the APs can automatically

share the available parts of the spectrum?”

To answer this, we propose a novel frequency sharing mechanism, Leaky

Bucket Random Hopping (LBRH), that seeks to provide near optimal spectral

utilization without careful planning or communication between the APs.

Challenges: There are several challenges in designing an efficient spectrum

sharing mechanism for whitespaces:

• Whitespaces are unlicensed bands, hence it is imperative that the proposed

technique is completely distributed in nature. Further, they need to be able

to handle channel artifacts like frequency diversity [13] and adapt quickly

to varying channel conditions.

• The channel assignment technique should not only ensure that a given

AP is in a good channel for a longer period of time as compared to a bad

channel, but should also ensure that the entire network, i.e. system of

APs, is under a good configuration for longer time periods as compared to

a bad configuration.

• Whitespace spectrum is fragmented in nature[36], so the channel assign-

ment technique should ensure that all the fragments are utilized efficiently.

Further, it should also be able to handle multiple contiguous channels of

varying channel width.

• It is likely that multiple interfering APs will be operating at any point
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of time. Hence, the channel assignment should ensure very good fairness

among these interfering APs with minimal overhead.

Contributions: To summarize, we make the following contributions:

• We design a novel channel sharing scheme called Leaky Bucket Random

Hopping (LBRH), that uses random hopping but with a bias towards high

utilization configurations. LBRH achieves this by using a simply leaky

bucket abstraction where tokens are credited based on the rate of successful

transmissions and debited when the operating channel is congested or poor.

• LBRH accommodates channel width and quality naturally since the amount

of token credits is a function of throughput.

• Our evaluations show that LBRH achieves upto 60% higher average through-

put over mCham[11] while simultaneously (and more importantly) improv-

ing the throughputs of the lowest performing flows by upto 4X.

1.3.3.2 Fine-grained spectrum selection

Is selecting the right channel for transmission enough towards selecting the

right spectrum? Probably, but only if wireless channels had uniform quality

throughout their entire width. However, as it turns out, this is not the case.

Wireless communication is susceptible to fading, i.e. the attenuation of the

signal over the wireless channel. Wireless communication uses multi-carrier

modulation owing to its ability to cope with severe channel conditions like

multi-path fading. Orthogonal Frequency Division Multiplexing (OFDM)[142]
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is one such method of encoding data using multiple narrow-band frequencies.

Most standards today use OFDM as the default implementation as seen in

[2, 91, 141, 119, 92]. However, due to frequency selective fading and frequency

dependent attenuation, it is common for different subcarriers of the channel to

experience variable signal quality[34, 40, 103]. Such signal variation across dif-

ferent frequencies can significantly impact multi-carrier network performance.

These signal variations can manifest themselves into packet errors resulting in

poor throughput.

Several approaches have been proposed towards improving the reliability

of transmissions in the presence of such channel related losses. We discuss

these in detail in Chapter 2. For example, some schemes propose smarter rate

selection based on the channel quality[16, 43, 61, 66, 94, 99, 113, 117, 143].

Also, partial packet recovery schemes[31, 53, 86, 144] have attracted attention

recently. Other areas of work like interference cancellation[35, 39] have also

been proposed to increase link robustness.

Different from the above, we instead take an alternative perspective and see

if rather than trying to escape this frequency selective diversity, can we instead

exploit it? More specifically, we investigate if we can use this information to

make more intelligent decisions on how to transmit the different symbols2 of

the given packet.

Challenges: We attempt to exploit this frequency diversity by making our

2Bits of the packet are modulated into symbols and transmitted
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transmitter aware of it while sending out packets. More precisely, the receiver

measures and feedbacks Channel State Information (CSI) to the sender. CSI

captures the signal-to-noise (SNR) ratio of the subcarriers in given channel

thus providing fine-grained information about the channel quality. However,

there are several challenges in making this happen efficiently:

• In order to effectively exploit such frequency diversity, the CSI should be

relatively stable over time so that we can predict the future CSI using the

past measurements. How can we quantify this temporal stability? Next, for

the schemes to work under mobile scenarios, we should be able to predict

the CSI with reasonable accuracy.

• The receiver feedbacks CSI to its sender so that the sender can use it to

optimize its transmission strategy. However, simply sending the raw CSI

information could be very costly. How can this overhead be reduced?

• Once the CSI is available, what are the schemes that can be exploit it to give

benefits? Can error correcting codes be improved given this information?

• Can CSI impact rate adaptation? If yes, how can rate adaptation be

improved?

Contributions: We observe that there exists significant frequency diversity

and the SNR across different subcarriers sometimes differs by 10 dB or more.

In addition, we find that CSI is fairly stable and can be predicted with high

accuracy using the Holt-Winters forecast[55]. Moreover, the communication

cost of a receiver’s reporting the CSI to the sender is small. Therefore it
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is feasible for a sender to leverage the CSI to optimize its transmission and

increase throughput.

Motivated by these observations, we propose Smart-Fi, a series of techniques

to explicitly harness such frequency diversity:

• We first develop smart symbol interleaving schemes, which map important

symbols to more reliable subcarriers for transmission in order to maximize

the total throughput.

• We then leverage CSI information as hints from the physical layer to per-

form partial FEC group recovery and facilitate FEC decoding. More specif-

ically, (a) we help recover the data symbols when its FEC group cannot be

completely decoded, and (b) improve FEC recovery by knowing the likely

error positions.

• We further develop a novel MAC-layer FEC scheme to maximize the through-

put by offering different degrees of protection to the symbols that expe-

rience different error rates at the physical layer and have different im-

portance. For instance, the symbols corresponding to packet header are

generally more important than the payload itself.

• Finally, we unify the above three approaches. We also observe that our

techniques can effectively reduce the perceived loss rate and potentially

support a higher data rate. Therefore we develop a rate adaptation scheme

that works together with the above optimization techniques.
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1.4 Dissertation Outline

The outline of this dissertation is as follows. In Chapter 2 we discuss the

related work. Chapter 3 describes how to send more information per trans-

mission using O3. Next, Chapter 4 shows how to send more transmissions

per spectrum using DM+. In Chapter 5 we detail our spectrum selection

approach, where we discuss two systems: LBRH for coarse-grained spectrum

selection, and Smart-Fi which performs fine-grained spectrum selection. Fi-

nally, Chapter 6 concludes this dissertation.
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Chapter 2

Related Work

In this chapter, we discuss the related work in a little more detail. We

classify the related work broadly in accordance with the approaches that we

consider towards improving spectrum efficiency in wireless networks, i.e. (i)

sending more information per transmission, (ii) sending more transmissions

per spectrum and (iii) selecting the right spectrum for transmission.

2.1 Sending More Information per Transmission

Network coding combines multiple packets together in a single transmission,

in effect reducing the number of transmissions required to transmit the infor-

mation. To make network coding under lossy wireless conditions, we propose

the use of opportunistic routing since it has been shown to combat wireless

losses. We take a look at the related work in each of these areas below.

2.1.1 Network Coding

Network coding has been shown to reduce the traffic required to transmit

information between nodes by combing (coding) packets belonging to different

flows together. The pioneering work by Ahlswede et al.[7] shows that allow-
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ing relay nodes to encode and decode traffic can achieve maximum multicast

rate, and this is generally more efficient than only allowing the relay nodes

to forward traffic. Since then, significant progress has been made in applying

network coding to wireless and wireline networks (e.g., [63, 75, 57, 71]). Using

the core idea, COPE[57] develops a practical inter-flow network coding scheme

for unicast in multi-hop wireless networks. It lets an intermediate node com-

bine multiple packets towards different destinations into one packet, thereby

reducing the number of transmissions and improving throughput. [71] extends

the idea to broadcast.

There are many follow-up works that enhance COPE. For example, [24, 67,

118] develop techniques to select routes that create more coding opportunities,

[19, 114] jointly optimize network coding and scheduling, [62] picks the mod-

ulation rate that takes into account both coding gain and data rate, and [153]

proposes a technique to code (XOR) packets that use different modulation

schemes.

[158] uses intra-flow coding on batches of packets to reduce retransmission

overhead, however it does not use intra-flow coding for opportunistic routing

like our scheme. I2MIX[100] also considers combining intra-flow coding and

inter-flow coding in single path routing.

2.1.2 Opportunistic Routing

Different from single-path routing, opportunistic routing is a class of rout-

ing protocols that leverage the broadcast nature of wireless medium to combat
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wireless loss. ExOR[17] is a seminal opportunistic routing protocol. In ExOR,

a sender broadcasts a batch of packets with a list of nodes that can potentially

forward these packets. In order to maximize the progress of each transmission,

the forwarding nodes relay data packets in the order of their proximity to the

destination. The proximity is quantified using the ETX metric[23], which re-

flects the expected number of transmissions required to deliver a packet from

the sender to the destination. ExOR imposes strict timing constraints and

coordination among the forwarders to avoid redundant transmissions. Specif-

ically, it uses a batch map, which records the list of packets each node has

received. Every forwarding node only forwards data that has not been ac-

knowledged by the nodes with smaller ETX to the destination.

Since then, several other opportunistic routing protocols, such as [18, 65,

78, 81, 152, 157], have been proposed. In particular, to avoid fine-grained co-

operation among the forwarders, MORE[18] applies intra-flow network coding

to achieve opportunistic routing. Since random coding can effectively gener-

ate linearly independent coded packets with a high probability, the forwarding

nodes in MORE do not need to coordinate which packets are forwarded by

which nodes. Instead, in MORE each forwarding node just computes how

much traffic it should forward, and independently generates random linear

combinations of all the packets it receives from the current batch. By remov-

ing the need for strict coordination, MORE significantly out-performs ExOR

and support both unicast and multicast traffic. However, the performance

of MORE degrades as the number of flows increases due to its lack of rate
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Figure 2.1: 2-hop diamond topology.

limiting, as shown in Section 3.6.

SlideOR[77] proposes a scheme to encode data across multiple batches to

reduce overhead, and CCACK[65] develops an acknowledgement scheme for

downstream nodes to efficiently inform an upstream node what have been

received. CodeOR[78] improves MORE by transmitting multiple batches per

round-trip time to reduce overhead.

A few other studies (e.g., [82, 102, 121, 130, 155]) propose optimization

frameworks for opportunistic routing. These works use convex (or linear)

wireless network models and apply convex (or linear) programming to solve

the resulting optimization problem.

2.1.3 Difference from Prior Work

Our work is built upon [118]. Different from [118], we select coding-aware

opportunistic routes (instead of coding-aware traditional deterministic routes)

to achieve high efficiency in the presence of wireless losses.

Researchers have mainly focused on applying inter-flow network coding to

single path routing, where the routes are known before packet transmissions.

Harnessing the benefit of inter-flow coding in opportunistic routing is more

challenging due to uncertainty in the final routes being selected. There have
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been a few preliminary attempts that try to exploit inter-flow coding in oppor-

tunistic routing, as evidenced by a few short papers[64, 146, 154]. They focus

only on one aspect of the routing design among multiple nodes that receive

the data, which one to pick to actually forward the data. They use EXOR-

style opportunistic routing, and impose strict forwarding order, which requires

significant coordination and limits spatial reuse. Only [100] considers the use

of intra-flow coding as in MORE to avoid duplicates without coordination.

However, it recognizes the significant challenges of applying inter-flow coding

to general opportunistic routing, so it only supports opportunistic receptions

over a single path. This significantly reduces efficiency under lossy links (e.g.,

it behaves the same as COPE in the example in Figure 2.1 and requires 6

transmissions in the best case). Moreover, it does not develop a routing proto-

col and only uses numerical estimation of the number of transmissions based

on the assumptions of a 1-packet flow with perfect acknowledgements, which

make comparison hard.

In short, the existing works have four major limitations. First, they use pre-

existing opportunistic routing protocols to route their data and do not select

their opportunistic routes in an inter-flow coding-aware manner. Second, these

heuristics try to reduce the number of transmissions but do not directly opti-

mize end-to-end performance. The number of transmissions has been shown

to have limited predictive power on end-to-end performance[57, 74]. In par-

ticular, COPE[57] shows that even in a simple 3-hop topology the coding gain

(i.e., the reduction in the number of transmissions) is very different from the

27



MAC gain (i.e., the improvement in throughput). Third, in order to limit

the overhead of opportunistic routing, they restrict forwarding node selection,

which limits the inter-flow coding opportunities. Fourth, their evaluation ei-

ther uses toy topologies ([64, 154]) or compares only with COPE ([146]), and

understanding the benefits of various protocols in general settings remains an

open question.

To solve this problem, it is necessary to develop a systematic framework

that captures the effects of all these components on network performance.

We develop the first optimization framework to jointly optimize opportunistic

routing, inter-flow coding, and rate limiting, and design an opportunistic rout-

ing protocol based on it. In addition, we use extensive evaluation to compare

a diverse set of routing schemes, and examine the individual and overall ben-

efits of opportunistic routing, rate limiting, and inter-flow coding. Moreover,

compared with previous works[64, 100, 146, 154], which report an average gain

of 15-30% over COPE in random topologies, O3 provides much higher gain

over COPE. The higher performance gain demonstrates the effectiveness of

our joint optimization framework.

2.2 Sending More Transmissions per Spectrum

The growing popularity of multihop wireless mesh networks has resulted

in significant work being devoted to designing routing protocols that aim to

reduce the number of transmissions required to send the traffic end-to-end. We

revisit the routing problem in the context of multi antenna devices (MIMO)

28



and strive to send out more transmissions to get better end-to-end throughput

in a multihop network. Hence, here we classify the related work in three

categories (i) routing in wireless mesh networks, (ii) network coding and (ii)

MIMO.

2.2.1 Routing in Wireless Mesh Networks

Wireless mesh networks[116, 111, 56] have attracted significant research

due to their promising performance and extended coverage. Researchers have

developed a wide range of techniques and protocols to enhance the performance

of wireless mesh networks. Routing in WMNs has been an active area of

research in the past years. Several routing protocols[98, 54, 97] have been

proposed which aim in finding the best path from the source to the destination

in multihop wireless network. DSDV[97] is a proactive protocol where the

routes to all the nodes are discovered in advance. AODV[98] on the other

hand is reactive as it only requests the route when needed and not in advance.

DSR[54] is a variant of AODV, as it computes the entire route from the source

to the destination, while AODV only stores the address of the immediate next

hop. Most of these protocols use a routing metric, e.g. hop-count, to figure

out the best route. There have been several other metrics which have been

proposed as well. For example, various routing metrics have been proposed

for single path routing (e.g., ETX[23], WCETT[25], and SNR[45, 26]). Couto

et al.[23] propose a routing metric, called ETX, which is based on link loss

rate. Awerbuch et al.[9] develop a routing algorithm that chooses a path
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with smallest transmission time. Draves et al.[25] design a routing metric,

called ETT, based on expected transmission time of a packet over the link.

The authors further generalize the metric for multiple-radio networks. Several

other routing schemes[45, 26, 33] propose the use of signal-to-noise ratio (SNR)

as link quality metric.

As we saw in Section 2.1.2, opportunistic routing has been proposed more

recently that tries to leverage multiple forwarders along the path. There have

been several opportunistic protocols proposed[18, 65, 78, 81, 152, 157] and

most of them exploit receiver diversity. SourceSync[104], proposed recently,

takes it a step further and lets multiple transmitters transmit simultaneously

to exploit receiver diversity, thus providing logarithmic gains in capacity.

2.2.2 Network Coding

MIMO sends more transmissions in a unit time. An orthogonal line of rout-

ing research studies inter-flow network coding, which packs more information

into each transmission. We discussed COPE[57] in Section 2.1.1. However un-

like COPE that performs inter-flow coding at the digital level, Analog Network

Coding (ANC)[58] further extends the network coding concept to the analog

level. In both network coding approaches, relayers can decode the coded packet

only if it knows beforehand all the packets involved in the coding except one

packet. Therefore, inter-flow coding does not increase the amount of traffic

that can be sent, but allows more neighbors to extract useful information from

the same transmission. Therefore, network coding is complementary to our
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work on distributed MIMO and the two can potentially be combined to fur-

ther enhance network capacity by not only making more transmissions per

unit time but also packing more information into these transmissions. We

have already discussed related work in this area in Section 2.1.1.

2.2.3 MIMO

MIMO is a widely successful technology and many wireless devices and

standards[2, 141, 92] have adopted MIMO. Most existing MIMO research fo-

cuses on point-to-point MIMO. Recent years, though have seen developments

in the area of distributed MIMO. For example, distributed MIMO entails en-

abling different nodes to transmit concurrently like in [132, 76]. This has also

been enabled in MU-MIMO systems like LTE[141] and WiMAX[92]. More

recently, JMB[41] has been proposed that uses joint beam-forming by treating

independent access points (APs) as one single large MIMO transmitter. How-

ever, we need to keep in mind that all these systems do not consider end-to-end

performance, especially in a multihop setting.

There have also been several theoretical studies[156, 27, 151, 50, 14, 83, 93]

on distributed MIMO. For example, [95] analyzes the asymptotic performance

of distributed MIMO in multihop networks and concludes that the total net-

work capacity scales linearly with the number of flows (denoted as n) in a dense

networks and scales as n2−α/2 in extended networks, where the node density

is fixed, the area increases linearly with n, and α is the channel antenna coef-

ficient. In summary, most of these works focus on asymptotic bounds under
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assumptions such as node homogeneity and random communication patterns.

Distributed MIMO has also been explored to improve the scalability of wire-

less networks[5, 120, 136]. For instance, theoretical works like [96] prove that

wireless capacity can be scaled with the number of nodes.

2.2.4 Difference from Prior Work

Single path routing protocols like the ones discussed in Section 2.2.1 do not

fully take advantage of the network resources that are otherwise available and

useful. Moreover, none of the approaches actually consider general multihop

networks, and how MIMO might interplay with routing under general wireless

conditions. While the ideas of these approaches are different, they all aim to

reduce the number of transmissions required to send traffic end-to-end. Recog-

nizing this limitation, researchers proposed opportunistic routing to leverage

multiple forwarders to enhance the robustness. Now, most existing opportunis-

tic routing schemes exploits receiver diversity since different forwarders have

different channel characteristics to the intended receiver. This helps in the

receiver combining multiple versions of the same signal resulting in diversity

gain. More recently, SourceSync[104], an advanced version of opportunistic

routing, exploits transmitter diversity in addition to receiver diversity by let-

ting multiple transmitters send simultaneously to strengthen the received sig-

nal. As the SNR increases linearly with the diversity order, the capacity growth

is logarithmic according to the Shannon’s capacity C = BWlog2(1 + SNR).

Therefore various opportunistic routing protocols as well as SourceSync can
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at best obtain logarithmic gain. In comparison, spatial multiplexing, which

is the focus of DM+, allows multiple streams to transmit different signals

simultaneously and increases throughput linearly with the number of trans-

mit/receive antennas. Therefore spatial multiplexing has the potential to give

much higher gain than opportunistic routing, including SourceSync. Also, our

work is complementary to inter-flow coding, and we can combine the two to

get even higher performance gain (e.g., use spatial multiplex to send inter-flow

coded traffic, which further reduces the transmission time).

In the context of all the theoretical work mentioned in Section 2.2.3, which

focus on asymptotic bounds under assumptions such as node homogeneity and

random communication patterns, we instead optimize network throughput for

a given wireless network topology and traffic demands specified as inputs and

makes no assumptions about the homogeneity of nodes regarding their radio

ranges, interference patterns, numbers of antennas, or communication pattern.

Moreover, we go beyond optimization and aim to develop a practical protocol

that realizes the multiplexing gain in practice.

In summary, this work differs from the existing work by (i) theoretical

framework to optimize spatial multiplex and interference-aware routing and

computing the optimal end-to-end wireless capacity for a given multihop net-

work, and (ii) developing a practical routing protocol and prototype to realize

spatial multiplex in real multi-hop networks.

33



2.3 Selecting the Right Spectrum for Transmission

We study the related work in this area in accordance with the approaches

that we pursue to solve this problem, i.e. (i) Coarse-grained : How to select an

appropriate channel to transmit the next packet on, and (ii) Fine-grained : How

to transmit different symbols of the given packet across the various subcarriers

(of the selected channel), since wireless channels often exhibit different quality

(i.e. frequency diversity) across their width.

2.3.1 Coarse-grained Spectrum Selection

Installing a wireless network requires careful channel assignment to the

participating nodes, which can help in minimizing interference and efficient

channel utilization. Significant work has been done in this area, which we

discuss in this section.

Channel Assignment in Managed Environments: In a centrally managed

network, there exists a central entity which assigns the channel to each AP.

The objective is to maximize some performance metric of the network. One

of the most common metrics is interference, which needs to be minimized to

achieve higher throughput. Several schemes have been proposed in this regard.

For instance, one of the first approaches[32] towards channel assignment also

include careful AP placement, i.e. optimal AP locations were decided based on

various metrics like signal levels at different locations, coverage, etc. followed

by channel assignment. This process is repeated, until the desired performance

is achieved. Channel assignment has also been viewed as a vertex coloring
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problem[42, 110], where each AP is represented as a vertex and the objective

is to assign channels in a way such that co-channel interference is minimized by

interfering APs. Integer Linear Programming (ILP) has also been proposed[69]

to simultaneously solve the channel assignment and AP placement problem.

This joint problem of channel assignment and AP placements has also been

tackled in [138, 79, 15, 28].

Channel Assignment in Uncoordinated Environments: Centralized as-

signment like above is not feasible with the growing deployments of wire-

less hotspots and private WLANs. Moreover, it is quite possible that these

hotspots and private WLANs are managed by different administrators spread

out in a wide geographical area. It then becomes essential to have a distributed

approach towards channel assignment where each AP decides the channel to

operate on individually, in the absence of a central controller. In Least Con-

gested Channel Search[4], each AP periodically scans all the channels to find

the least congested channel and switches to it, until the next scan where the

process is repeated. It uses traffic information obtained from beacons to find

the channel with the least amount of associated traffic. Quite a few approaches

have been proposed that model channel assignment as an optimization prob-

lem. For example, MinMax[70, 150, 149] schemes aim to minimize the max-

imum effective channel utilization at the most heavily loaded AP. Since this

problem is NP-complete, it proposes a heuristic approach to achieve the ob-

jective. [84] attempts to minimize the maximum interference seen by all the

clients in common interfering regions. [8, 38] incorporates overlapping chan-
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nels with the objective to minimize the total weighted interference at each

AP.

Channel Hopping: A related class of works discuss Channel hopping[10, 85],

where nodes hop between different channels based on a hopping sequence. For

instance, all clients of a given network need to be on a same channel at a

given instant to communicate. For example, in SSCH[10], nodes on different

channels communicate with each other by synchronizing on a common hopping

sequence. In this way, they are able to use multiple non-overlapping channels

and give significant improvements in throughput. MaxChop[85], on the other

hand targets uncoordinated deployments by proposing channel hopping in a

distributed manner. Distributed channel algorithms[106, 107] have also been

proposed that react to changes in the traffic load to improve throughput and

provide load balancing.

Whitespaces: The Federal Communication Commission (FCC) issued a rul-

ing in November 2008, in which it allowed for portions of unused spectrum to

be used by unlicensed devices. These unused portions ranged from 512 MHz

(channel 21) to 698 MHz (channel 51), except channel 37. While the exact

frequency blocks available vary according to the region, whitespaces have the

potential to provide substantially larger bandwidth and wider wireless cover-

age. In the context of whitespaces, a significant research effort[11, 21] has gone

into efficient spectrum sharing. WiFi-NC[21] uses multiple narrow channels

simultaneously to transmit a single signal. However, it needs a specialized

radio front-end, that is capable of simultaneous transmission and reception.
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WhiteFi[11] on the other hand, uses two radios to compute the mCham met-

ric, which it then uses to greedily a channel and channel width combinations

that can maximize its spectrum share.

Difference from Prior Work: In an uncoordinated environment, we need

a completely decentralized approach towards spectrum sharing. This rules out

all the channel assignment algorithms in managed environments. Although,

there have been some schemes[4, 10, 85] that target uncoordinated environ-

ments, they suffer from a few issues. For instance, we cannot use LCCS[4],

since it requires decoding of the beacons to find the least congested chan-

nel. In WWANs however, it is not always possible since the interference

range is much bigger than communication range, thus the beacons received

will be of very low power making them impossible to decode. Our approach,

Leaky-Bucket-Random Hopping or LBRH uses channel hopping, but unlike

[10, 85], it does not need to decide what hopping sequence needs to be used

a-priori, which might be impossible in a completely uncoordinated environ-

ment. MaxChop[85] is probably the closest to our work, but it needs to know

the set of interfering APs, which again depends on decoding the beacons from

different APs with high probability. Moreover, these solutions don’t really

work well in the context of whitespaces, where the spectrum is fragmented[36]

and also allows for bonding of multiple contiguous individual channels. The

idea of LBRH however is to provide a completely distributed solution, which

can automatically allow the APs to share the spectrum, while achieving close

to optimal capacity.
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The closest works in the context of whitespaces are WiFi-NC[21] and WhiteFi[11].

However, WiFi-NC uses a specialized radio that allows for simultaneous trans-

mission and reception. LBRH on the other hand can work on more conven-

tional, half-duplex radios. A WhiteFi[11] device employs two separate radios.

It uses the first radio for transmitting and receiving data. On the second radio,

it decodes the beacons transmitted by other APs to measure how busy a given

channel is. However as we will discuss in more detail in Chapter 5, under wide

area networks, decoding the beacons is not always possible since the interfer-

ence range is much higher than the transmission range. Furthermore, reasons

like cumulative interference from distant APs, traffic/load in neighboring APs,

and even varying channel conditions over short time scales (100 ms), can have

unpredictable effects on throughput achieved by WhiteFi. LBRH however

seeks to achieve high spectral utilization and high fairness between competing

APs under varying conditions, while employing just a single radio.

2.3.2 Fine-grained Spectrum Selection

Frequency diversity results in different parts of the channel suffering from

varying attenuation. This can give rise to errors in the transmission, which are

more commonly referred to as channel related losses, for which the transmitter

needs to account for by using robust transmission techniques and controlling

the transmission rates. There has been significant work in each of these areas.

So, accordingly we break down the related work in this area into (i) frequency

diversity, (ii) rate adaptation and (iii) partial packet recovery.
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Frequency Diversity: Wired cable modem, such as DSL, uses frequency-

aware modulation across OFDM sub-bands[128]. More recently, the wireless

research community also recognizes the importance of frequency diversity in

wide-band transmissions (e.g., 100 MHz channel) and has started developing

a range of techniques to harness such diversity. For example, FARA[103]

develops frequency-aware rate adaptation and MAC protocol.

[40] shows that frequency diversity is also present in 20-MHz Wi-Fi channels.

They propose the notion of effective SNR to accurately estimate the loss rate

based on CSI and develop a simple rate adaptation scheme based on CSI. Our

work is motivated by [40] and our techniques exploit the frequency diversity

in several new dimensions and we further develop a joint rate adaptation that

works together with these techniques to achieve higher efficiency. [72] exploits

the frequency diversity in retransmissions. In particular, it remaps the symbols

in the retransmissions to avoid the same set of symbols getting corrupted and

is especially useful under collisions. In comparison, our techniques are more

general and apply to any transmissions, including both original transmissions

and retransmissions, and reduce the need of retransmissions. Moreover, our

approaches are useful with and without interference.

The third generation partnership project (3GPP) Long Term Evolution

(LTE) exploits the frequency diversity by designing time-frequency domain

scheduling algorithms. A variety of scheduling techniques have been proposed

in the literature (e.g., [12, 68, 147]). The scheduler determines which sub-

carriers should be assigned to which user at what time in order to maximize
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proportional fairness[105].

Rate Adaptation: Rate adaptation is an extensively studied topic, and var-

ious rate adaptation algorithms have been proposed in the literature[16, 43,

61, 66, 94, 99, 113, 117, 143]. For example, [94] is the rate adaptation algo-

rithm used in the MadWiFi driver. It uses long-term loss rate estimation and

threshold to determine rate changes. SampleRate[16], proposed by Bicket et

al., probes the performance at a random rate every 10 frames, and selects the

rate that minimizes expected transmission time including retransmission time.

Wong et al.[143] identify the limitations of existing design guidelines for rate

adaptation. Based on their observations, they develop Robust Rate Adapta-

tion Algorithm (RRAA), which uses short-term loss ratio to opportunistically

change rate and incorporates an adaptive RTS filter to prevent collision losses

from reducing data rate. All these existing rate adaptation schemes adapt

rate according to frame loss rate. When partial packet recovery is used, the

frame loss rate over estimates the actual loss rate experienced by data traffic

and causes an unnecessarily low transmission rate to be used. [49, 80] suggest

adaptation of rates according to the final loss rate after going through partial

packet recovery.

[137] and [20] both propose adapting data rates according to the fine-grained

BER information instead of coarse-grained frame error rate (FER). The former

uses the physical layer hints to obtain BER while the latter develops an error

estimation code to compute BER. [117] proposes a rate adaptation scheme

that operates on symbol constellation and directly computes the optimal rate
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for the previous packet based on the dispersion between the transmitted and

received symbol positions. These three approaches implicitly assume that SNR

or symbol dispersion is the same throughout the frame. Due to frequency di-

versity, the SNR and symbol dispersion can vary significantly within a frame.

The combination of PHY-layer and MAC-layer FEC, as in our approach, can

more effectively handle the signal quality variation within a frame because

we do not have to use a low physical rate on the entire frame just because a

few symbols experience poor quality and can leverage MAC-layer FEC to pro-

tect these symbols. Our techniques explore new control strategies to harness

frequency diversity. They are complimentary and can potentially be used in

conjunction with these scheduling schemes.

Partial Packet Recovery: Partial packet recovery has received significant

research attention recently. [31] uses fragment-based CRC so that correctly

received fragments can be extracted even though the entire frame is not re-

ceived correctly. [53] proposes to use the physical layer hints to indicate the

confidence of received symbols and only the symbols with low confidence need

to be retransmitted. [86] combines portions of the frames received from mul-

tiple radios for recovery. [144] leverages both physical layer hints and multiple

radios to more effectively combine the portions of the frames from different

radios. Unlike [86, 144], which work for multiple radios, our approach works

for both single and multiple radios.

Difference from Prior Work: The closest work related to Smart-Fi is

FARA[103]. However, Smart-Fi differs by exploiting the frequency diversity
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using new techniques, such as mapping symbols to subcarriers and leveraging

channel information to improve delivery rate. Our third technique, MAC-layer

FEC, is inspired by frequency-aware rate adaptation but differs from it in that

(i) it can offer more fine-grained choices of FEC instead of being restricted to

a small number of modulation/FEC configurations at the physical layer, and

(ii) using two layers of FEC coding is more effective in combating long error

bursts than the current PHY-layer FEC, which uses short convolution codes

and cannot handle long error bursts. Moreover, our approach can be easily

applied to commodity hardware while FARA is only applicable to software-

defined radios. On the other hand, FARA-like approaches can benefit from

more efficient hardware implementation. It is possible to combine FARA with

our PHY/MAC FEC so that we can benefit from frequency-aware modula-

tion at the PHY layer and also leverage more fine-grained MAC-layer FEC to

achieve higher efficiency. Further, we also develop our own rate adaptation

scheme, which can incorporate our MAC and PHY layer techniques to har-

ness frequency diversity to give even higher benefits. We used Channel State

Information (CSI) as hints as input to our MAC layer techniques, as against

physical layer hints used by [53], which are only available in software defined

radios. CSI, on the other hand is also available in commodity hardware, so

that we can benefit immediately. As our evaluation shows that there is syn-

ergy between smart mapping and hints, leveraging both allows us to achieve

even better performance than using the hints alone. Moreover, we not only

use CSI-based hints to extract correct symbols from partially correct frames
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but also use it to increase the likelihood for LDPC code to successfully decode

the FEC group.
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Chapter 3

O3: Optimized Overlay-based Opportunistic

Routing

3.1 Illustrative Example

Let us consider the topology in Figure 3.1 with two bi-directional flows

between A and D. In traditional single path routing, the expected number of

transmissions to deliver one packet over each hop is 2 due to the 50% loss

rates, and altogether 8 transmissions are required to deliver one packet for

each of the two flows.

Figure 3.1: Leveraging inter-flow network coding in opportunistic
routing.

0This chapter revises the following previously published material. O3: Optimized
Overlay-Based Opportunistic Routing. Mi Kyung Han, Apurv Bhartia, Lili Qiu and Eric
Rozner. ACM MobiHoc, Paris, France, May 2011. I was involved in the design and coding
of the project. Mi Kyung contributed towards the simulation study. Eric Rozner helped in
project-related discussions. Lili, my advisor, supervised the entire project.
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In opportunistic routing, a flow source uses either B or C to forward traffic

(instead of only B or C). Therefore a packet makes progress if it reaches either

forwarding node. This probability is 75%, assuming independent link loss,

which is common in many real networks [86, 87, 108]. So on average it takes

only 1.33 transmissions to move a packet over the first hop (i.e., to either

of the intermediate nodes) and 2 transmissions to move the packet from the

intermediate node to the destination. Therefore, altogether 6.66 transmissions

are required to successfully deliver both packets.

The performance of inter-flow coding [57] depends on whether there is an

inter-flow coding opportunity. If the two flows use the same intermediate

node as the forwarder, which is the best case, then it takes 6 transmissions

to successfully deliver both packets (i.e., 2 transmissions to deliver one packet

over the first hop in both flows as in single path routing, and 2 transmissions

for the intermediate node to deliver the packets to both A and D by XOR-ing

them). In this case, node A can extract the packet it needs by XOR-ing its own

packet with the one received from the forwarder. So can node D. When the two

flows use different forwarders, there is no inter-flow coding opportunity and it

takes 8 transmissions to deliver one packet for each flow as in the traditional

single-path routing.

We propose to exploit inter-flow network coding in opportunistic routing.

Not only does it take only 1.33 transmissions to move a packet across the

first hop by using opportunistic routing, but also an intermediate node can

XOR packets from the two flows whenever possible. In the best case (i.e., the
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intermediate nodes can XOR all packets), the intermediate nodes only need 2

transmissions to deliver packets for both flows by XOR-ing them, which results

in 4.66 transmissions in total to deliver one packet for each of the two flows.

This yields a gain of 72% over single path routing, 43% over opportunistic

routing alone, and 29% over inter-flow coding alone. The worst case (i.e.,

intermediate nodes cannot XOR any packets), which rarely occurs, reverts to

opportunistic routing and requires 6.66 transmissions, out-performing single

path routing and (worst-case) inter-flow network coding by 20%.

3.2 Overview

O3 operates in the following three steps: (i) selecting overlay nodes and

overlay paths (Section 3.4.1), (ii) mapping each overlay link into one or more

physical links (Section 3.4.1), (iii) jointly optimizing overlay and underlay

routing, rate limiting, and inter-flow coding based on the traffic demands,

overlay network, and the mapping between the overlay and underlay networks

(Section 3.3). The output specifies (i) how fast each source should generate

traffic, (ii) how overlay nodes should forward the traffic (e.g., what is the

overlay path used, which nodes perform inter-flow coding, and at what rate),

and (iii) how underlay nodes should opportunistically forward the traffic (e.g.,

how many broadcast transmissions to make upon receiving traffic from its

neighbor).

In Section 3.3, we first present an optimization framework for (iii), which

takes overlay paths and mappings between overlay and underlay networks as
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input and outputs the optimized overlay routing, underlay routing, rate lim-

its, and inter-flow network coding. The output is optimal when the input

enumerates all possible overlay paths and maps each overlay link to the en-

tire underlay network (i.e., lets each overlay link use any underlay link for

potential routing). However, this optimization problem may incur significant

computation cost due to a large number of optimization variables. In Sec-

tion 3.4, we describe our approach to improve scalability. It reduces the size of

the optimization problem by selectively choosing overlay paths and mapping

each overlay link to a small subset of underlay links.

Before delving into the details of each step, let us first go through a sim-

ple example shown in Figure 3.1, which has two flows in opposite directions.

Suppose we select nodes A and D as overlay nodes as show in Figure 3.2;

meanwhile we choose AD as an overlay path for flow 1 and choose DA as an

overlay path for flow 2. Then in the overlay network, node A sends to node

D via the overlay path AD, and node D sends to node A via the overlay path

DA. There is no inter-flow coding since there is no intermediate overlay node

in this case. If the overlay link AD is mapped to the entire physical network

as an underlay, the underlay network is responsible for sending traffic for flow

f1 from node A to node D using opportunistic routing on the entire underlay

network. Similarly, if the overlay link DA uses the entire physical network as

the underlay, then the corresponding underlay network is responsible for send-

ing flow f2 from node D to node A using opportunistic routing. So essentially

each underlay network tries to carry the traffic imposed by the corresponding

47



Figure 3.2: In the overlay plane, nodes B and C perform inter-flow
coding to reduce the transmissions, while on the underlay plane,
they perform opportunistic routing to combat for the wireless loss.

overlay link l from src(l) to dest(l), where src() and dest() denote the source

and destination of the link, respectively.

Alternatively, we may select nodes A, B, C, D as overlay nodes, and choose

AD, ABD, ACD as overlay paths for flow 1 and DA, DBA, DCA as overlay

paths for flow 2. Then in the overlay network, node A splits its traffic across

the three overlay paths according to the optimization output. So does node

D. Node B may XOR flow f1’s traffic sent on ABD with flow 2’s traffic sent

on DBA, and the fraction of inter-flow coded traffic is determined by the op-

timization output. Similarly for node C. As before, the underlay network is

responsible for opportunistically routing all the traffic imposed by the corre-

sponding overlay link, where the imposed traffic can be either inter-flow coded

or not.
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3.3 Problem Formulation

Based on the overlay framework, we derive a linear program (LP) that

consists of the following four components: (i) flow conservation constraints on

the overlay network that can use inter-flow coding, (ii) flow conservation and

opportunistic constraints on the underlay network that uses intra-flow coding

based opportunistic routing, (iii) constraints mapping traffic demands from the

overlay network to the underlay network, and (iv) interference constraints to

prevent interfering links from being active simultaneously. The key challenge

in this formulation is to accurately capture virtual flows and physical flows and

interactions between the overlay and underlay networks. Below we describe

the formulation in detail.

3.3.1 Optimization Objective

Our framework is general and can optimize any linear function. We focus on

the most common metric: maximizing total throughput, namely
∑

k∈D

∑

P∈PSk fk(P ),

where D is the set of traffic demands, fk(P ) is the k-th flow’s throughput over

path P , and PSk is the set of paths used by the k-th flow. Alternatively, we

can support (i) maximizing a linear approximation of proportional fairness,

defined as
∑

k∈D log(
∑

P∈PSk fk(P )), which strikes a good balance between

fairness and throughput [105], (ii) maximizing the fraction of demand that

is served from each flow, denoted as α, where α · Dk is the lower bound of

throughput for the k-th flow, or (iii) maximizing total revenue if the revenue

is a linear function of throughput.
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3.3.2 Overlay Network Constraints

The route on an overlay network must satisfy flow conservation. We de-

rive the flow conservation constraints by applying coding-aware optimization

for single path routing, as described in [118]. The main difference from tra-

ditional flow conservation is inter-flow coding allows an intermediate node to

deliver different information to different neighbors using the same transmis-

sion. Therefore we need to classify traffic into native (i.e., without inter-flow

coding) and inter-coded, and derive the constraints based on the traffic type.

Specifically, let zk
i (P ) denote the amount of native traffic transmitted by node

i for flow k over path P . Let xi(e1, e2, n) denote the amount of traffic received

from link e1 as native traffic and transmitted by node i over link e2 as inter-

flow coded, and xi(e1, e2, c) denote the amount of traffic received from link e1

as inter-flow coded traffic and transmitted by node i over link e2 as inter-flow

coded traffic. We call (e1, e2, n) and (e1, e2, c) coding structures. Let CS de-

note the set of coding structures in the network. We have the following flow

conservation constraints under inter-flow network coding, where e1 is node i’s

incoming link and e2 is node i’s outgoing link.

•
∑

(e1,e2,n)∈CS xi(CS) ≤
∑

k∈D

∑

e1e2∈P,P∈PSk zk
t(e1)(P ). This says that the

transit traffic participating in coding as native-received at node i is bounded

by the total native traffic received from t(e1), which is the transmitter of

link e1.

•
∑

(e1,e2,c)∈CS xi(CS) ≤
∑

k∈D

∑

e1e2∈P,P∈PSk[fk(P ) − zk
t(e1)(P )]. This re-
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flects that the total traffic that participates in coding as coded-received at

node i is bounded by the amount of traffic received as coded at node i.

•
∑

k∈D

∑

e1e2∈P,P∈PSk fk(P ) =
∑

k∈D

∑

e1e2∈P,P∈PSk zk
i (P ) +

∑

(e1,e2,n)∈CS xi(CS) +
∑

(e1,e2,c)∈CS xi(CS). This indicates the total traffic

received from link e1 and transmitted over link e2 by node i must be

one of the three types of traffic: (i) traffic going out as native, (ii) traffic

participating in coding as native-received, and (iii) traffic participating in

coding as coded-received.

• zk
src(k)(P ) = fk(P ), where P ∈ PSk. This indicates a flow source src(k)

transmits all traffic as native over every path.

• zk
i (P ) ≤ fk(P ), where i ∈ P − {src(k), dst(k)} and P ∈ PSk. This

indicates that the amount of native traffic transmitted by a transit node is

bounded by the total traffic on the path P .

3.3.3 Underlay Network Constraints

The goal of the underlay network is to use opportunistic routing to effi-

ciently and reliably route the traffic demands imposed by the overlay network.

The traffic includes either an original flow f or inter-flow coded traffic between

multiple flows. For convenience, we denote either original or inter-flow coded

traffic as physical flow pf . Then every combination of overlay link vl and phys-

ical flow pf is considered as a virtual flow, denoted by (vl, pf). For example,

consider 3 physical flows in the overlay network: f1, f2, f1 + f2. The virtual

traffic demands on the underlay network are < oi − oj , f1 >, < oi − oj , f2 >
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, < oi − oj, f1 + f2 >, where oi − oj denotes any overlay link. Let src(vl) and

dest(vl) denote the source and destination of the overlay link vl. The underlay

network uses optimized opportunistic routing to efficiently route the physical

flow pf from src(vl) to dest(vl).

Underlay flow conservation constraints: To ensure valid opportunistic

routes on the underlay, we first derive flow conservation constraints for each

virtual flow. Different from traditional flow conservation, the flow conservation

constraints of the underlay only apply to the amount of information (i.e., non-

redundant useful data) instead of traffic due to packet losses. Let Y (vl, pf, i, j)

denote the information transmitted from node i to node j for the virtual flow

(vl, pf).

• Y (vl, pf, k, src(vl)) = 0 for any node k. This enforces no incoming infor-

mation to src(vl) for a virtual flow (vl, pf) since src(vl) is the source of

the virtual flow.

• Y (vl, pf, dest(vl), k) = 0 for any node k. This enforces no outgoing in-

formation from dest(vl) for a virtual flow (vl, pf) since dest(vl) is the

destination of the virtual flow.

• For any transit node i 6= src(vl) and i 6= dest(vl),
∑

k∈in(i) Y (vl, pf, k, i) ≥
∑

j∈out(i) Y (vl, pf, i, j), where in(i) and out(i) de-

note node i’s incoming and outgoing neighbors, respectively. It ensures

that the incoming information to node i is no less than the outgoing infor-

mation from i.
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•
∑

k Y (vl, pf, src(vl), k) ≤ NR(vl, pf). This denotes that the amount of

information successfully delivered from src(vl) to node k is bounded by

the virtual flow’s traffic demand, denoted as NR(vl, pf).

Underlay opportunistic constraints: Next we capture the relationships

between the amount of traffic and the amount of information delivered on the

underlay network. We formulate these relationships using the following oppor-

tunistic constraints, where the first one captures the relationships for a given

virtual flow while the next two constraints capture the relationships for a phys-

ical flow that spans multiple overlay links from the same overlay source. The

latter constraints are necessary because we allow an overlay source to broad-

cast traffic over multiple overlay links simultaneously and let all its downstream

nodes derive information from the same transmission. Therefore we need to

ensure the total information derived across all overlay links and across all

downstream nodes does not exceed the amount of successfully received traffic.

• Virtual flow opportunistic constraint: S(i, N(i))T (vl, pf, i)

≥
∑

k∈N(i) Y (vl, pf, i, k), where N(i) denotes a subset of i’s neighbors,

S(i, N(i)) is the probability of successfully delivering traffic to any node

in N(i), and T (vl, pf, i) is the amount of traffic transmitted from node i on

overlay link vl for flow pf . This constraint indicates for any virtual flow

(vl, pf) the total traffic successfully delivered to at least one neighbor in

N(i) should be no less than the total amount of non-overlapping informa-

tion delivered to N(i). When i has many (say, K) neighbors, enumerating

N(i), all subsets of neighbors, is costly. For scalability, when K > 3, we

53



enumerate the neighbor sets of size 1, size 2, and the one containing all i’s

neighbors (i.e., enumerate only O(K2) instead of O(2K) neighbor sets).

• Physical flow opportunistic constraint 1: S(i, k)MaxT (pf, i)

≥
∑

(i,∗)∈vl Y (vl, pf, i, k), where MaxT (pf, i) is the total overlay traffic

node i sends for physical flow pf over all overlay links. Due to the broadcast

nature of overlay traffic (i.e., an overlay node can use a single transmission

to send a packet along multiple overlay paths by including all the overlay

paths in the packet header), MaxT (pf, i) = maxvlT (vl, pf, i). These con-

straints together enforce that total information delivered from i to k over

all virtual links is bounded by the total traffic successfully delivered from

node i to k for the physical flow pf .

• Physical flow opportunistic constraint 2: This constraint further ensures

that the total amount of information delivered to a subset of i’s neighbors,

denoted as N(i), over all virtual links is bounded by the product of i’s

traffic and the probability of successfully delivering to at least one neighbor

in N(i):

S(i, N(i))MaxT (pf, i) ≥
∑

k∈N(i)

∑

(i,∗)∈vl

Y (vl, pf, i, k).

To improve scalability, we use the same enumeration procedure as in con-

structing the virtual flow opportunistic constraints (i.e., enumerating the

neighbor sets of size 1, size 2, and the one containing all i’s neighbors when

K > 3).
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3.3.4 Constraints Relating Overlay to Underlay

To relate the overlay to the underlay network, we derive the following con-

straints. The first two constraints relate the traffic demands of the virtual

flow with the overlay traffic, and the last constraint ensures the virtual flow is

serviced by the underlay network:

• NR(vl, pf) =
∑

vl∈P zk
src(vl)(P ), where pf = (native, k). This reflects that

the traffic demand for a native flow (vl, pf), denoted as NR, is equal to

the amount of native traffic flow k sent over the virtual link vl.

• NR(vl, pf) =
∑

vl∈P xsrc(vl)(CS), where CS is the coding structure and

pf = (coded, CS). This indicates that the traffic demand for a coded

virtual flow (vl, pf) is equal to the coded traffic sent using the same coding

structure.

• NR(vl, pf) =
∑

k∈in(dest(vl)) Y (vl, pf, k, dest(vl)), which indicates that the

traffic demand for the virtual flow (vl, pf) is honored by the underlay

network, i.e., the traffic demand NR(vl, pf) is successfully delivered to

dest(vl).

3.3.5 Interference Constraints

Finally, we impose interference constraints for the traffic sent on the physi-

cal network, since this is the actual traffic transmitted. Based on the network

topology, we construct a broadcast conflict graph. Specifically, two transmit-

ters are considered to have conflict if either of the following conditions holds:
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(i) the two transmitters are within carrier sense range of each other, or (ii) one

receiver is within the interference range of the other transmitter. We then find

independent sets in the conflict graph and derive the following interference

constraints that indicate the total activity time of a node is no more than the

sum of activity time of all the independent sets that the node belongs to.

• Let MTi denote the total traffic from node i. If node i is an overlay

node, we have MTi =
∑

pf maxvlT (vl, pf, i); otherwise we have MTi =
∑

pf

∑

vl T (vl, pf, i). The reason for such a distinction is that the overlay

node uses the broadcast nature of the wireless medium to transmit over

multiple overlay links simultaneously by including these overlay links in

its packet header. In comparison, underlay nodes forward for a specific

overlay link and thus an underlay node needs to separately forward for

each overlay link included in the received packet’s header.

• For every node i, MTi ≤ Capi

∑

k∈Ii
λk, where Capi is node i’s broadcast

data rate, Ii denotes the independent sets that node i belongs to, and λk

denotes the activity time of independent set k. This constraint enforces

the total traffic sent by any node is bounded by the sum of the activity

time of the independent sets that the node belongs to scaled by the wireless

capacity.

•
∑

k λk ≤ 1 because only one independent set can be active at a time.
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3.4 Using Optimization Framework

In this section, we describe how to obtain the inputs required by the opti-

mization and how to translate the optimization results into routing configura-

tions.

3.4.1 Obtaining Inputs

Our optimization algorithm requires the following inputs: network topol-

ogy, traffic demands, overlay paths, and mapping from overlay to underlay

network resources. The network topology can be obtained easily through pe-

riodic measurements. As reported in [29, 73], wireless traffic exhibits tempo-

ral stability, and we can estimate current traffic demands based on previous

demands. Thus, here we focus on the latter two inputs. Our optimization

framework in Section 3.3 is flexible and can easily take inputs generated by

other overlay path selection and overlay-to-underlay mapping algorithms.

Selecting overlay nodes: One way to select overlay nodes is to let every

physical node serve as an overlay node. This leads to the best performance at

the cost of higher computation time, since the computation cost increases with

the number of overlay nodes. Therefore we want to limit the number of overlay

nodes. Since only intermediate overlay nodes perform inter-flow coding, our

goal is to select overlay nodes with high coding opportunities.

To achieve this goal, for each flow fk we order the nodes on its forwarding

list according to the coding opportunities. We estimate the upper-bound of
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the coding opportunities as given by

min(T (fk, i),
∑

j∈D

(min(T (fk, i), T (fj, i)))), (3.4.1)

where fk 6= fj and T (fk, i) is total traffic transmitted by node i for flow

fk. Equation (3.4.1) is derived based on the fact that the rate of inter-flow

traffic between two flows is bounded by the minimum rate of these two flows.

Therefore, min(T (fk, i), T (fj, i)) gives an upper-bound on the amount of traffic

that can be inter-flow coded between fk and fj, and Equation (3.4.1) gives an

upper-bound of total traffic that can be inter-flow coded between fk and all

the other flows. For every flow, we pick the top three nodes from the sorted list

as the overlay nodes. When the upper-bound is the same, we use the amount

of traffic sent in either direction to break ties.

Selecting overlay paths: After selecting overlay nodes, we then generate

overlay paths for each flow. Each flow contains at least one overlay path di-

rectly from the source to the destination, and this overlay path is mapped to

the entire underlay network to ensure the solution is no worse than oppor-

tunistic routing alone, which is a special case of O3. If this is the only overlay

path between the source and destination, O3 becomes opportunistic routing

alone, since this overlay path does not involve an intermediate node and there

is no inter-flow coding.

To leverage inter-flow coding, a flow may contain other overlay paths going

through one or more intermediate nodes. For each flow, we identify the overlay

nodes (selected in the previous step) that are on the flow’s forwarding list,
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which includes the flow source and destination. We enumerate all possible

overlay paths involving these nodes, where their order on the overlay path is

based on their ETX [23] (i.e., the number of required transmissions to deliver

a packet) to the destination.

Mapping overlay network to underlay network resources: The goal

of this step is to map each overlay link to one or more physical links. Only the

physical links, to which the overlay link is mapped to, can potentially be used

as part of an opportunistic route; but whether these physical links actually

participate in opportunistic routing and how much traffic they each route

depend on the optimization result of the problem formulated in Section 3.3.

One possible mapping is to let each overlay link span all physical nodes

and links. To enhance scalability, we treat an overlay link o1− o2 as a virtual

traffic demand and use MORE to select nodes and links to be included in

the underlay network. Specifically, we find the forwarding list for this virtual

flow from o1 to o2 using MORE. The overlay link then uses all nodes on the

forwarding list as underlay nodes, and uses physical links between these nodes

as underlay links. The intuition behind this mapping is that links on the

opportunistic routes are most useful for forwarding traffic from o1 to o2.

3.4.2 Executing Optimization

The optimization can run at a central location that distributes the opti-

mization results to all nodes. The amount of information to distribute is small

compared to data traffic. Specifically, the input includes traffic demands, link
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loss rates, and the conflict graph, which are O(F ), O(E), O(E2), respectively,

where F is the number of flows and E is the number of physical links. Among

these three terms, O(E2) is a dominating term, so the input requires O(E2).

The output includes overlay and underlay credits, which are O(ON · F · P )

and O(N ·D ·F ·OE)+O(N ·D ·OE2), respectively, where ON is the number

of overlay nodes, N is the number of physical nodes, P is the number of over-

lay paths, D is the number of physical neighbors, and OE is the number of

overlay links. Therefore we can tradeoff between the wireless performance and

the size of information to be exchanged by controlling the number of overlay

nodes and links. Moreover, only non-zero credits need to be exchanged. From

our experience, a large majority of credits are zero so the actual information

to be exchanged is well below the above worst case (e.g., only a few KB for a

25-node network in our simulation).

Currently the optimization runs at a central server, which then distributes

the optimization results to all the nodes. However, to be truly scalable, in-

stead of the central server, the computation should be plausible to run in a

distributed fashion, similar to link-state protocols like OSPF [88], where every

node implements the same algorithm over the same data to arrive at the same

results. The amount of link state information is very small. The optimization

is executed either periodically or upon changes in network topology or traffic

conditions. The computation time is reasonable (e.g., around 3.6 seconds for

4 flows in 25-node random networks used in our evaluation). To further en-

hance scalability, when the inputs change slightly, we can leverage incremental
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LP solvers, such as lp solve inc [37], to take advantage of incremental changes

in the linear constraints and more efficiently derive a solution to the new LP

rather than solving it from scratch.

In addition to optimization based on the global information, as part of our

future work, we are interested in applying decomposition techniques developed

for distributed convex optimization (e.g., [60]) to solve the optimization based

on decentralized information to further enhance the scalability.

3.4.3 From LP Output to Routing Configurations

The optimization results specify the desired sending rates for both inter- and

intra-flow coded traffic. A flow source i transmits at the rate of maxvlT (vl, pf, i)

for its flow pf . An intermediate node uses a credit-based scheme to enforce

its forwarding strategy according to the derived T (vl, pf, i), where pf can be

either inter-flow or intra-flow coded.

Specifically, underlay nodes do not care about inter-flow coding and simply

forward traffic pf according to T (vl, pf, i). Overlay nodes perform inter- and

intra- encoding and decoding as specified in Section 3.5.1. Since the exact

rate of sending inter-flow coded traffic at an overlay node depends on traffic

dynamics and is hard to enforce, we convert the desired traffic rates into intra-

flow credits and use inter-flow coding whenever an opportunity arises. Note

that our credit computation is different from [18] due to significant difference

in the two routing protocols (e.g., O3 needs to compute overlay and underlay

credits, whereas [18] has only one type of credit). Below we specify credit
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computation for underlay and overlay nodes based on the LP output.

The credit is defined as the number of transmissions that should be gen-

erated for every received packet. Upon receiving a packet, a node increments

its credit. When this credit becomes greater than or equal to 1, it generates

a transmission and then decrements its credit by 1. This process is repeated

until its credit goes below 1. Based on this credit definition, we can compute

the credit as the total desired sending rate divided by the total receiving rate.

Credit information is then stored as the following tuples: (f, P, i, credit) for

overlay nodes, (f, vl, prev(i), i, credit) for underlay nodes’ intra-coding credits,

and (vl1, vl2, prev(i), i, credit) for underlay nodes’ inter-coding credits, where

f is the flow id, P is the overlay path id, i is the node id, vl is the overlay link

id, prev(i) is the previous hop of node i in the underlay network, vl1 − vl2 is

the overlay segment and prev(i) − i is an underlay link that is responsible for

forwarding traffic for the overlay segment.

We first compute underlay credits. Upon receiving a transmission from node

j, underlay node i increments its credit by C×R, where C reflects the fraction

of useful information contained in each transmission from node j, and R re-

flects the amount of redundancy node i should include to compensate for loss

to its forwarders. Therefore, we have C = Y (vl, pf, j, i)/(TC(vl, pf, j) ∗ (1 −

loss(j, i)), where its numerator is the amount of information received and its

denominator is the amount of traffic received, and their ratio gives the amount

of information contained in a received packet. R = T (vl, pf, i)/
∑

k Y (vl, pf, i, k).

R’s numerator is the desirable sending rate, its denominator is the total in-
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formation successfully delivered to its forwarders k’s, and their ratio indicates

how much traffic to generate in order to deliver one-packet worth information

to i’s forwarders.

Next we compute overlay credits. Upon receiving intra-flow coded traffic,

an overlay node i increments its credit for a given path P and flow f by

T (vl, f, i) ∗
zpf

i (P )
∑

Pi:vl∈Pi
zpf

i (Pi)
,

where the second term in the product is how much fraction of native traffic

node i received along virtual link vl is for path P , and the product indicates

the total amount of native traffic received over vl for path P . Upon receiving

inter-flow coded traffic, an overlay node increments its credit associated with

the intra-flow involved by (zpf
src(pf)(P ) − zpf

i (P )) ∗ NSR(i, vl), where the first

term in the product indicates how much inter-flow coded information is at

node i and NSR(i, vl) is the expected number of transmissions required to

successfully deliver a packet to one of i’s forwarders and can be computed as

1.0/(1.0 −
∏

∀k∈fwd(i)

loss(i, k)),

assuming independent packet losses at different nodes, where fwd(i) denotes

node i’s forwarding list. For example, if node i is an overlay forwarder for f1,

upon receiving f1 + f2, it increments f1’s credit as described above.

3.5 Protocol Specification

We now describe how to achieve a practical routing protocol, O3, based

on the optimization results. In this section, we first present the algorithm
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to perform joint inter-flow and intra-flow encoding and decoding, and then

describe the behaviors of flow sources, destinations, and forwarders.

3.5.1 Packet Coding Algorithm

We use random linear coding to code packets within the same flow and use

XOR to code packets across flows. In our implementation, we inter-code up

to 2 flows, the common case for inter-coding. Our coding algorithm is general

and can code more flows at a higher computational cost. Below we present

the detailed algorithms.

Encoding: To code intra-flow data, a flow source src(f) divides user traffic

into batches, as in MORE. Each batch has K packets, where K is a tunable

parameter to trade-off between batching overhead and delay. When the MAC

is ready for transmission, src(f) or its forwarder, generates a random linear

combination of all packets it has from the current batch and broadcasts this

packet. We refer to such a coded packet as an intra-coded packet. To code

inter-flow packets from two batches, denoted as (f1, b1) and (f2, b2), a node

first generates an intra-coded packet P1 using a random linear combination of

all packets in (f1, b1), and similarly generates packet P2 from (f2, b2). Then

it XORs packets P1 and P2 to create an inter-coded packet.

Decoding: Each incoming packet yields a linear constraint. If the incoming

packet is intra-coded from batch (f1, b1) with batch size of K1, the constraint

involves K1 variables in (f1, b1). If the incoming packet is inter-coding of

(f1, b1) and (f2, b2), whose batch sizes are K1 and K2, respectively, this
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inter-coded packet gives one constraint involving K1 + K2 variables for these

two batches.

The goal of intra-flow decoding is to recover the original packets from the

batch. For the batch size of K1, a node can use Gaussian Elimination to

decode the entire batch when it has K1 innovative (i.e., linearly independent)

packets.

The goal of inter-flow decoding is to extract intra-coded packets, which in

turn can be used to extract the original packets from the batch. For example,

if a node has everything from (f1, b1), then reception of an innovative inter-

coded packet with (f1, b1) + (f2, b2) (i.e., linearly independent of the other

inter-coded packets) allows us to extract one intra-coded packet for (f2, b2)

using Gaussian Elimination. More generally, if the inter-coding matrix has

rank r, then we can use Gaussian Elimination to extract max(r − K1, 0)

intra-coded packets for batch (f2, b2), and extract max(r−K2, 0) intra-coded

packets for batch (f1, b1).

To support intra- and inter- decoding, a node maintains intra- and inter-

coding matrices, which store the coefficients used in all the innovative packets.

The main design issue in the decoding algorithm is how to handle interactions

between the intra-coding and inter-coding matrices. To simplify the encoding

and decoding processes, we maintain all the information in the intra-coding

matrix if there is no inter-coding matrix involving the batch; otherwise we keep

information in both intra-coding and inter-coding matrices. We extract intra-

coding constraints from the inter-coding matrices whenever possible and add

65



it to the corresponding intra-coding matrix. Specifically, when a node receives

a packet, it uses the packet header to determine whether it is intra-coded

or inter-coded. An intra-coded packet should be added to the intra-coding

matrix involving the batch to which the packet belongs, as well as to the

inter-coding matrix, if the batch is involved in inter-coding. An inter-coded

packet is first added to the inter-coding matrix, from which we extract an

intra-coding constraint if its rank is large enough (i.e., exceeding either K1

or K2). If the packet is the first inter-coded packet for the batch pair, we (i)

create an inter-coding matrix, (ii) copy the intra-coding matrices to the inter-

coding matrix if one or more exist (so that the inter-coding matrix maintains

all the intra-flow information obtained so far), and (iii) add the new packet to

the inter-coding matrix.

To reduce storage cost, we identify active batches as described in Sec-

tion 3.5.2 and store coding matrices only for the active batches. The intra-

coding matrix can be removed immediately when the corresponding batch

becomes inactive, while the inter-coding matrix can be removed only when

both batches in the matrix become inactive. In our evaluation, storage per

node is 300 KB for 16 flows in a 25-node random topology spanning 1000x1000

m2, which is easily affordable for today’s hardware.

3.5.2 Flow Sources and Destinations

A flow source, src(f), never performs inter-flow encoding and only gener-

ates intra-coded packets at the rate computed by the LP. Each packet gener-

66



ated by the src(f) or intermediate forwarders includes all the overlay paths

that the packet may traverse and the current overlay link associated with each

overlay path. Further, to facilitate the decoding of any inter-coded packets in

the future, src(f) saves the intra-coded packet it transmits in its buffer until

the corresponding batch becomes inactive.

In MORE, src(f) continues transmitting packets from the current batch

until it receives an ACK for the batch. This incurs significant stop-and-wait

overhead. To reduce such overhead, a large batch size K would be beneficial.

However, to effectively support inter-flow coding, we prefer a small batch size,

since a node can start extracting a new intra-coded packet only when the

rank of the inter-coding matrix exceeds K. The larger the value of K, the

lower the inter-flow coding opportunity. To efficiently support a smaller batch

size, we allow a flow source to send multiple batches before receiving an ACK.

The destination generates an ACK either when an entire batch is received or

when a threshold number of new packets are received since the last ACK. The

ACK contains (min-active-batch-id, active, status), where min-active-batch-id

is the id of the smallest active batch, active is a bit map where active[i] = 1

indicates batch i is active and has not been ACK-ed, and status is an array

indicating the number of innovative packets received by the destination for

each active batch. The source uses this information to schedule transmissions

from different batches in a FIFO order, and the forwarders use the information

to remove inactive batches.
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3.6 Performance Evaluation

In this section, we first describe our evaluation methodology, and then

present performance results.

3.6.1 Evaluation Methodology

We implement O3 and the following protocols in Qualnet 3.9.5 and conduct

extensive simulation to compare their performance:

1. Shortest-path routing (SPP) using the ETX routing metric, which min-

imizes the total number of expected transmissions from a source to its

destination [23].

2. Shortest-path routing with rate-limiting (SPP-RL), the same as SPP ex-

cept the flows’ sending rates are optimized using the conflict graph inter-

ference model as in [73].

3. COPE, a state-of-art shortest path routing protocol with inter-flow network

coding.

4. COPE with rate limiting (COPE-RL), the same as COPE except that the

flows’ sending rates are optimized using the conflict graph model.

5. MORE, a state-of-art opportunistic routing protocol.

6. Optimized opportunistic routing, also called O3-Intra, since it is the same

as O3 except that it disables inter-flow coding.

O3-Intra improves MORE by optimizing opportunistic routing and rate limit-

ing. To our knowledge, this is the first work that extensively compares single
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path routing, opportunistic routing, and inter-flow coding with and without

rate limiting. The evaluation allows us to not only understand the performance

of O3 but also examine individual benefit of inter-flow coding, opportunistic

routing, and rate limiting.

Since SPP uses unicast transmissions, SPP-RL uses a link-based conflict

graph model, which represents wireless links as vertices in a conflict graph and

draws an edge between two conflict vertices if and only if the corresponding

wireless links interfere. Based on this definition, links corresponding to the

vertices in a clique of the conflict graph cannot be active simultaneously. Since

COPE and all of the opportunistic routing protocols use either pseudo or real

broadcast transmissions, we use a node-based conflict graph model, which

considers two broadcast transmissions to interfere if either (i) the transmitters

carrier sense each other or (ii) anyone of their receivers is interfered by the

other transmission.

Both MORE and O3-Intra use a batch size of 32 packets, which is the default

batch size used in MORE [18]. Further increasing the batch size yields little

benefit. O3 uses a batch size of 16 with 2 outstanding batches to effectively

support inter-flow coding.

We use the following network topologies: (i) canonical topologies shown

in Figure 3.3, (ii) 5x5 grid topologies, (iii) 25-node random topologies, (iv)

Roofnet topology with 35 nodes [111], (v) UW testbed topologies with 14

nodes [108]. Roofnet is an IEEE 802.11b testbed, whereas UW traces contain

measurements from 802.11a and 802.11b testbeds. We also use both 802.11a
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and 802.11b in the synthetic topologies. Since the results under grid topologies

are similar to the other topologies, they are omitted in the interest of brevity.

In 802.11a, each sender uses a transmission power of 10 dBm (Qualnet

default) and a fixed PHY rate of 6Mbps, which gives 230m communication

range and 1535m carrier sense range. In 802.11b, each sender uses transmission

power of 15dBm (Qualnet default) and a fixed PHY rate of 2Mbps, which gives

1027m communication range and 3100m carrier sense range. We can certainly

use another data rate for evaluation and expect similar relative performance.

We compute the conflict graph by using these range values to determine if two

links or nodes interfere.

Nodes are placed in a 1000m x 1000m area for 802.11a, and in a 2500m x

2500m area for 802.11b. In addition, we extend Qualnet to generate directional

inherent packet losses. For the testbed topologies, the loss rates are based on

the traces. For the synthetic topologies, the loss rates are uniformly distributed

either between 0 and 30% (low loss), between 0 and 50% (medium loss), or

between 0 and 80% (high loss).

We generate saturated UDP traffic with 1024-byte payload, and vary the

number of flows from 1 to 16. Since the choice of routing protocols is important

for multihop flows, our simulation randomly picks a source and destination

that have at least 2 hops. For single-hop flows, all schemes with rate limiting

can simply activate one-hop flows as much as possible and disable interfering

multihop flows to achieve maximum throughput and the effects of routing

cannot be not reflected. For each scenario, we conduct 10 random runs, each
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O3 O3-Intra MORE COPE SPP-RL SPP
Linear chain 3.45 2.98 2.78 2.84 2.56 1.78

Diamond 1.50 1.11 0.91 0.47 0.47 0.40

Table 3.1: Total throughput (Mbps) for the topologies in Figure 3.3

lasting 30 seconds. We report the average total throughput of these runs.

In addition, the error bars on the graph show the standard deviation of the

sample mean.
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(a) Linear chain (b) Diamond
Figure 3.3: Two symmetric flows between the left-most and right-
most nodes.
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(a) 802.11a, low loss
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(b) 802.11a, medium loss
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(c) 802.11a, high loss
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(d) 802.11b, high loss

Figure 3.4: Throughput performance comparison of O3 with state-
of-art routing schemes in 25-node random topologies.
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(a) Roofnet 802.11b
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(b) UW 802.11a
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Figure 3.5: Throughput performance comparison of O3 with state-
of-art routing schemes in testbed topologies.

3.6.2 Performance Results

Canonical Topologies: Table 3.1 reports the throughput of the two canon-

ical topologies shown in Figure 3.3. In the linear topology, there are two flows:

from A to C and from C to A. Here, we observe that O3 > O3-Intra > COPE >

MORE > SPP-RL > SPP. SPP-RL outperforms SPP by 44% due to its proper

rate limiting. COPE out-performs SPP by 60% due to inter-flow coding. O3,

O3-Intra, and MORE out-perform SPP by taking advantage of opportunistic
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routing to effectively combat lossy wireless links. Among them, O3-Intra out-

performs MORE through optimized rate limiting and opportunistic routing,

while O3 outperforms all the protocols by simultaneously exploiting inter-flow

coding, opportunistic routing, and rate limiting. For the diamond topology

with two flows, from A to D and from D to A, the relative ranking between

various protocols remains almost the same, except a few differences. Here,

COPE performs only slightly better than SPP and similarly to SPP-RL. This

is because packet losses on the shortest paths significantly reduce the inter-

flow coding opportunities. This also causes MORE to out-perform COPE

by 93%. In contrast, O3 can effectively take advantage of inter-flow coding

over lossy wireless links and achieves the best performance. Its benefits over

O3-Intra, MORE, COPE, SPP-RL and SPP are 35%, 65%, 219%, 219% and

275%, respectively.

Effects of number of flows in synthetic topologies: Figure 3.4 sum-

marizes the performance results for 802.11a and 802.11b from low to high loss

rates. We make the following observations.

First, O3 out-performs state-of-the-art protocols in all the scenarios. For

example, as shown in Figure 3.4(a), in low loss random topologies, compared

with the protocols without rate limits, O3 has 43-325% gain over MORE,

35-262% gain over COPE, and 92-329% gain over SPP; compared with the

protocols with rate limit, O3 out-performs O3-Intra by 3-22%, COPE-RL by

2-29%, and SPP-RL by 32-38%.

The performance gain of O3 comes from opportunistic routing, rate lim-
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iting, and inter-flow coding. In particular, we observe (i) O3, O3-Intra, and

MORE out-perform SPP since opportunistic routing can more effectively cope

with lossy wireless links, (ii) O3 and O3-Intra out-perform MORE due to

their optimized opportunistic routes and rate limits, and (iii) O3 out-performs

O3-Intra due to inter-flow coding. Note that the total throughput does not

monotonically increase with the number of flows since we randomly select the

flow sources and destinations and generate random link loss rates in each run.

Second, rate limiting is important to all the protocols. In all cases, we

observe the protocols with rate limiting significantly out-perform their counter-

parts without rate limiting. For example, as shown in Figure 3.4(a), O3-Intra

out-performs MORE by 18-284%, COPE-RL out-performs COPE by 6-240%,

and SPP-RL out-performs SPP by 44-211%.

Third, loss rate has significant impact on the effectiveness of opportunistic

routing and inter-flow coding. In particular, as we would expect, the benefits

of opportunistic routing increases with link loss rates. For example, comparing

the results between low and high loss rates (Figure 3.5(a) and (c)), we observe

that the gap between the performance gain of O3 and O3-Intra over the other

protocols increases. Moreover, MORE performs worse than COPE-RL and

SPP-RL under low loss rate, and performs better than them under high loss

rate because the benefit of opportunistic routing under high loss rate offsets

the disadvantage arising from its lack of rate limiting. Moreover, the benefits

of inter-flow coding decreases with link loss rates. For example, under high

loss rate, O3 has smaller gain over O3-Intra (3-9% gain), COPE performs
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similarly to SPP, and COPE with rate limiting performs similarly to SPP

with rate limiting.

Loss rates reduce inter-coding opportunities because when fewer packets are

received at each node, they not only limit the choices of inter-flow coding and

but also make the next hop harder to decode. Similar effects are observed in

802.11b as shown in Figure 3.5(d). Nevertheless, O3 continues to out-perform

the other protocols: it out-performs O3-Intra by 6-21%, COPE-RL by 17-

194%, SPP-RL by 105-235%, MORE by 21-412%, COPE by 99-900%, and

SPP by 273-1500%.

Effects of number of flows in testbed topologies: Figure 3.5(a), (b),

and (c) show the performance results under Roofnet with 802.11b 1Mbps, UW

testbed with 802.11a 6Mbps, and UW testbed with 802.11b 1Mbps, respec-

tively. In Roofnet, 68% of the links have within 1% loss and 80% of the links

have within 57% loss. In UW 802.11a testbed, 75% of the links have within

1% loss and 80% of the links have within 51% loss. In UW 802.11b testbed,

52% of the links have within 1% loss and 80% of the links have within 93%

loss. We make the following observations based on the performance results

from these testbeds.

First, O3 > O3-Intra, COPE-RL, SPP-RL > MORE, COPE > SPP. The

relative orderings of COPE-RL and O3-Intra depend on the loss rates: the

former performs better under low loss and the latter is better under high loss.

Second, as in the synthetic topologies, all the protocols with rate limit-
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ing significantly out-performs their counterparts without rate limiting. For

example, in Roofnet O3-Intra out-performs MORE by 15-696%, COPE-RL

out-performs COPE by 1-617%, SPP-RL out-performs SPP by 71-811%.

Third, O3 consistently out-performs all the other protocols. As shown in

Figure 3.5(a), in Roofnet, O3 out-performs O3-Intra by 14-30%, COPE-RL

by 11-35%, SPP-RL by 21-46%, MORE by 48-810%, COPE by 41-694%, SPP

by 134-111%. As shown in Figure 3.5(b) and (c), in 802.11a and 802.11b

UW testbed topologies, O3 out-performs O3-Intra by 14-27%, COPE-RL by

2-83%, SPP-RL by 24-34%, MORE by 46-1000%, COPE by 3-6100%, SPP by

87-32600%.
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Figure 3.6: Throughput performance comparison under varying net-
work density of O3 with state-of-art routing schemes in 25-node
802.11b random topologies (8 flows, high loss).

Effects of network density: Next we vary the network density in 25-

node 802.11b random topologies. We vary the area from 1000x1000m2 to

3250x3250m2. Figure 3.6 plots the total throughput. As we can see, O3

out-performs the other protocols across all network densities. As before, rate
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limiting leads to significant performance improvement in all the routing pro-

tocols.

3.7 Summary

Optimizing inter-flow network coding in opportunistic routing is useful but

challenging due to the strong interactions between information splitting in op-

portunistic routing and inter-flow network coding. In this chapter, we proposed

a novel overlay framework to decouple opportunistic routing and inter-flow net-

work coding, and develop the first approach to jointly optimize opportunistic

routing, rate limiting, and inter-flow network coding. We design a routing

protocol to realize its benefit and demonstrate its effectiveness using Qualnet

simulation. Furthermore, our simulation reveals the relative benefit of oppor-

tunistic routing, inter-flow coding, and rate limiting. Moreover, we hope that

our overlay framework is useful and has other interesting wireless applications,

which we plan to explore in the future.
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Chapter 4

DM+: Multi-point to Multi-point MIMO

Routing

4.1 DM+ Illustrative Example

To illustrate the idea, let us consider a simple motivating example shown

in Figure 4.1, where source A and destination F have 2 antennas each and the

intermediate nodes have one antenna, A wants to transmit to F , and all links

interfere with each other. In traditional shortest path routing (SPP), even

though the source has two antennas, since none of its neighbors have multiple

antennas, it can only send out one frame at a time. Similarly, the destination

can only receive one frame at a time since each of its neighbors have one

antenna. As the shortest path includes 3 hops, it takes 3 time slots to transmit

a packet from the source to the destination. In comparison, in the new routing,

we leverage the antennas belonging to different nodes to increase multiplexing

opportunities. Node A transmits 2 frames simultaneously to its forwarders B

and C. Even though B and C only get one signal each and cannot decode the

two unknown transmissions individually, they collectively still get two signals.

As long as they can forward these signals to the destination, the destination

can still decode them. Motivated by the observation, we let B and C forward

them simultaneously to D and E (after linear transformation), which further
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Figure 4.1: In a multi-hop network shown, a DM+ source broadcasts
traffic and two forwarders B and C forward packets simultaneously
to the next hops D and E, which will further deliver to the destina-
tion.

forward to the destination F at the same time since the destination has two

antennas. Therefore we transmit two frames in 3 time-slots, and achieve 2x

throughput!

4.2 DM+ Protocol Design

4.2.1 Overview

In this section, we develop a novel practical routing protocol. In the follow-

ing description, we use a source and destination to refer to the two end-points

of a flow, and use a sender and receiver to refer to the two end-points of a

wireless link (e.g., an intermediate forwarder may serve as both a sender and

a receiver).

Composite Link: In Figure 4.1, DM+ achieves spatial multiplexing gain on

the second hop, where nodes {B, C} forward simultaneously to nodes {D, E}.
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To model such distributed MIMO links, we introduce the notion of a compos-

ite link, cl. A composite link is denoted as ({si}, {rj}), which indicates the

senders in the set {si} are transmitting to the receivers in the set {rj}. A

composite link is a generalized link and includes (i) a single sender sending to

a single receiver in traditional communication, (ii) a single sender sending to

multiple receivers in opportunistic routing (e.g., [17, 18, 112]), where multiple

forwarders are chosen and whoever receives the frame can forward it, and (iii)

multiple senders sending to multiple receivers for spatial multiplexing (e.g.,

({B, C}, {D, E}) in Figure 4.1). By including composite links of types (i) and

(ii), we achieve diversity gain as in opportunistic routing. Including (i)-(iii)

allows us to achieve both spatial multiplexing gain and diversity gain.

Basic protocol: A source in DM+ divides packets into batches and broad-

casts linear combinations of the packets in each batch. Its sending rate is

determined by the optimization result derived in Section 4.3. Every packet

header specifies cl, denoting which senders transmit to which receivers, and

the coding matrix used so far in order for the destination to reconstruct the

packets based on the received signals. Upon receiving a packet, the forwarder

checks if it is one of the intended receivers. If so, it extracts the coding co-

efficients from the coding matrix specified in the header, re-encodes data to

avoid duplicates, and updates the coding matrix. Moreover, we use a simple

credit based scheme to control the forwarding rate. The destination extracts

the coding coefficients from all the received packets within the current batch

and inserts them into a coding matrix. When the coding matrix becomes full

80



rank, it decodes the packets and sends an end-to-end ACK via MAC-layer

unicast to inform the sender to move on to the next batch.

4.2.2 Practical Issues

Realizing such a protocol poses several significant challenges:

• How to enforce the optimized MIMO routes and rate limits computed from

our optimization framework?

• How should the senders in a composite link synchronize their transmis-

sions? This is especially important for OFDM, which has tight timing

requirements. Moreover, how to perform automatic gain control, which is

closely related to the synchronization process.

• In order to support spatial multiplex, DM+ has to perform coding at the

physical layer and combine analog signals. How to encode and decode

the analog signals to support simultaneous transmissions and successful

decoding at a destination, which can be multiple hops away? How to take

into account effects of wireless channel, since the received signal is affected

by both encoding at nodes and wireless channel?

• There always exists frequency offset due to different numerical crystal os-

cillator (NCO) between any two nodes. Unlike traditional routing, which

resolves the offset for one sender on every hop, how should a destination

compensate for the frequency offsets that have incurred along multiple hops

potentially from multiple senders?
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• Every node should relay the coding matrix to its nexthop(s). How to com-

press the coding matrix, whose values change across OFDM subcarriers?

Below we address these issues in turn.

4.2.3 Credit-based Forwarding

We use a credit-based forwarding scheme to enforce the optimized routes

computed in Section 4.4. We describe how to convert the optimization results

to a credit table in Section 4.4.1. Here we focus on how to use the credit table.

Each node i has a credit table with the following entry:

[flowId, clin, clout, credit],

where clin is the incoming composite link and clout is the outgoing composite

link. The entry specifies upon receiving a packet for a given flow from clin,

how many transmissions should be generated on clout. Upon receiving a new

packet, a node extracts the tuple [flowId, clin] from the packet header, find

all the entries in the credit table that have [flowId, clin], increment the credits

associated with [flowId, clin, clout] by the amounts specified in the credit table

entries. When any [flowId, clin, clout] has credit no less than 1, the node gen-

erates a forwarding record [flowId, clout], puts it into a queue, and decrements

the credit by 1. This continues until the credit becomes smaller than 1. When

a node detects the medium is idle, it pulls the first record from the queue,

generates a linear combination of all signals it receives from the flow within a

batch, and transmits on the composite link clout. Deferring generation of the
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actual signal till the time of transmission allows a node to include information

from its latest reception and also improves the chance of generating linearly

independent transmissions (since the more frames forwarders receive, the less

likely they will generate linear dependent transmissions).

4.2.4 Synchronizing Transmissions

Trigger-based synchronization: If clout involves only one sender, the node

simply transmits the signal directly to the air. Otherwise, all the senders in

clout should transmit traffic simultaneously to all the receivers of the compos-

ite link in order to realize multiplexing gain. Specifically, the node sends a

wireless trigger message to inform all the other senders involved in the out-

going composite link to join the transmission together. The trigger message

includes [flowId, clout] and network allocation vector (NAV) that specifies the

time till the end of data transmission to prevent other nodes from interrupting

the transmission. Upon receiving the trigger message, a node checks its queue

for a matching record. If it finds one, it transmits a header and preamble in

clean according to the increasing order of sender node IDs and sends the data

frame together, as shown in Figure 4.2.

In order to support successful reception of simultaneous transmissions, dif-

ferent transmissions should be synchronized at each receiver (i.e., the signals

from multiple transmitters should arrive at each receiver within Cyclic Pre-

fix (CP), a guard interval in OFDM). To achieve this, the transmitters need

to time their transmissions accordingly. The timing of their transmissions de-
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Figure 4.2: Synchronization and trigger mechanism in DM+. The
lead sender S1 transmits the trigger signal. It then waits for a SIFS
period after which it transmits its preamble and header. The other
participating senders, e.g. S2, etc. then join the transmission. All
the senders then simultaneously send another preamble (for AGC)
followed by their data transmission.

pend on several factors, such as propagation delay, hardware turnaround delay,

packet detection delay [104]. Therefore, as SourceSync [104], we measure these

delay and calculate the time at which a transmission should be sent in order

for it to synchronize with the lead sender. We then leverage the timestamp

mechanism provided by USRPs to tag each outgoing transmission with the

exact time that it should leave the front-end.

As described in SourceSync, it is infeasible to perfectly synchronize at mul-

tiple receivers. However, we can formulate a linear program to compute the

transmission time at different senders to minimize the maximum pairwise mis-

alignment across all senders and receivers in a composite link. If the maximum

misalignment is larger than the standard CP, we can increase the CP length

using a larger FFT without increasing CP overhead [131].

Automatic Gain Control (AGC): A receiver uses AGC to adjust the

input signal level to an appropriate operating range. We cannot simply use

the preamble sent individually by each node to determine the gain, since the

data symbols in the packet are transmitted by multiple senders simultaneously

and have much higher energy than the preambles sent by individual senders.
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So we let all the participating senders send an extra preamble synchronously

and the receiver adjusts the gain based on the energy of this extra preamble.

4.2.5 Encoding and Decoding

In DM+, a source modulates bits into analog signals and encodes the ana-

log signals (e.g., by scaling the signals or performing linear combination of

different signals). The signals are not only coded by physical nodes but also

inherently by the wireless channel since the channel will attenuate, rotate, and

combine different signals. When the signals arrive at an intermediate node,

it re-encodes the signal and propagates the updated coding coefficients in the

packet header. The destination extracts these coefficients from the packet

header, constructs a linear system, and decodes the analog signals to digi-

tal symbols by finding the solution that best satisfies the linear system. In

order to achieve successful decoding at a destination, the destination should

(i) correctly construct the linear relationship between the original signals and

received signals and (ii) receive enough linearly independent constraints to

solve the system. Below we specify the detailed coding operation at a source,

forwarder, and destination. To simplify the description, we focus on how to

encode and decode the first symbol in a packet, since the operation is identical

for all the remaining symbols.

Source: Each source divides traffic into batches of K packets. It then modu-

lates the raw data packets of a batch into analog signals, and transmits linear

combinations of the analog signals. More specifically, let di denote the first
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digital symbol in the i-th packet. The source first generates the corresponding

analog signal ai, and transmits t =
∑

i=1..K ciai, where ci is a coding coefficient

selected for the i-th packet. In addition, the source includes ci in its header to

facilitate decoding at the destination.

Forwarder: Upon receiving a new signal, a forwarder constructs the rela-

tionship between the original signal and received signal based on the coding

coefficients in the packet header and channel estimates (calculated using the re-

ceived clean preamble). It then re-encodes the signal to avoid duplicate trans-

missions, and propagates the updated coefficients as well as the re-encoded

signals.

Different from digital coding (e.g., in MORE [18]), here coding is performed

by both physical nodes and wireless channel. A transmitted signal tj is atten-

uated and rotated by the channel and becomes hs,rtj when it traverses from

a sender s to a receiver r, where hs,r is a complex number, representing the

channel coefficient from s to r. Moreover, when there are multiple transmit-

ted signals, they naturally add up in the air and the resulting signal that the

receiver gets is the sum of the signals coming from all the active senders s.

That is,
∑

s hs,rts,j =
∑

s hs,rcs,ias,i. So at each hop, the signal is first trans-

formed by encoding at a physical node and then by the wireless channel. We

should keep track of the aggregate transformation of an original signal from

the source to the destination so that the destination can correctly reconstruct

a linear system for decoding.

Based on this observation, let us examine how a forwarder should update
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the coding coefficients. Specifically, the coefficient cp,i included in the header

from the previous hop p denotes the scaling and rotation that have been done

to the i-th packet by the physical nodes and wireless channel from the source

up to the previous hop. The forwarder f extracts cp,i from the packet header

of every active previous hop p involved in the transmission, and estimates

the channel coefficient hp,f using the clean preamble from p as in traditional

communication. Based on this, the forwarder f derives the relationship be-

tween its received signal R and original signal as R =
∑

p hp,fcp,ias,i. When

the forwarder is allowed to transmit as determined by the credit-based routing

mechanism described in Section 4.4.1, it generates and forwards a linear com-

bination of all the signals it has received so far from the current batch (i.e.,
∑

j Rjαj) and includes in the packet header the updated coefficient cf,j for

every packet j in the batch, where cf,j =
∑

j

∑

p hp,fcp,jαj. cf,j is a reduced

expression combining all the coefficients involved in the packet j.

Destination: The destination r decodes the signals by extracting the coding

coefficient used so far till the previous hop p from the current packet header

and estimating the channel coefficient on the last hop using the clean preamble.

As before, the received signal R =
∑

p hp,rcp,ias,i. So the destination inserts

a row [hp,rcp,1, hp,rcp,2, ..., hp,rcp,i] to a coding matrix M . When M becomes

full rank, it can decode the transmissions by solving Mx = R, where R is

the received signal and x is the transmitted symbol. Since x takes discrete

values (e.g., x is either −1 or +1 in BPSK), we can solve x by enumerating

all combinations of x and finding the combination whose Mx gives the closest
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match to the actual received signal.

Selecting coding coefficients: The simplest way is to let every node ran-

domly select coding coefficients. However, random coding coefficient may make

the decision boundary of the combined signal too small and result in decoding

errors. For example, two coded signals: c1h11x1+c2h21x2 and c1h11x
′
1+c2h21x

′
2,

where (x1, x2) 6= (x′
1, x

′
2), may be too close to distinguish and cause decoding

errors. In order to prevent this, we impose the following requirement on the

coding coefficients. When k nodes transmit simultaneously, their coding coef-

ficients should satisfy: ∀x1..k 6= x′
1..k:

minx1..k ,x′
1..k

distance(
∑

i

cihi1xi,
∑

i

cihi1x
′
i) > threshold

Essentially it tries to ensure the minimum Euclidean distance between two

different combined signals exceeds a threshold to avoid ambiguity during de-

coding. In order to achieve this condition, we let all the senders except the

last sender randomly select their coding coefficients and broadcast the selected

coefficients in the header, and the last sender select the coding coefficient to

satisfy the condition based on the channel coefficient h fed back by the next

hops in the previous period. We find this selection significantly improves the

delivery rate over random selection.

4.2.6 Frequency Offset Correction

Frequency offset is an artifact of radio hardware due to the unintentional

drift in the frequency of the numerically controlled oscillator (NCO) driving
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the radio. To be more precise, if node A transmits xa to node B, then B

receives yb: yb = habe
2π∆ftxa. This frequency offset ∆f = (fb − fa), causes

a phase shift, which increases with the packet size. If unaccounted for, it

can lead to decoding failures. Since frequency offsets remain relatively stable,

nodes in DM+ measure and report their pairwise frequency offsets along with

propagation delay during the network startup time, and then multiplies the

outgoing symbol at time t by e−2π∆ft.

However, it is impossible to correct ∆f perfectly, there still remains a resid-

ual offset, which can build up over time resulting in large phase errors. While

several methods have been proposed to address this issue in one link (e.g., pi-

lot subcarriers can be used to track this phase error throughout the packet so

that we can compensate in the frame decoding), how to effectively track and

compensate for residual offset after multihop forwarding and from multiple

senders poses a new challenge.

A natural solution is to track the residual offset for each hop along the

path and pass this information to the destination for decoding. However, this

incurs significant overhead since the frequency offset can potentially change

every symbol and conveying the coding coefficient on per-symbol basis is too

expensive. Moreover, even with compression, the required number of coeffi-

cients to convey is still significant because when multiple senders transmit,

their frequency offsets are different and we can no longer reduce coefficients to

one complex number per original packet.

Instead of compensating for the frequency offset on a per-hop basis, we per-
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Figure 4.3: DM+: Frequency offset correction in a two-hop diamond
topology

form an end-to-end compensation of frequency offset. Without a loss of gener-

ality, let us consider the topology shown in the Figure 4.3, where node A trans-

mits to node D. Node A transmits xa. B and C receive yb = habe
2π(fb−fa)txa

and yc = hace
2π(fc−fa)txa, respectively, where fi denotes node i’s frequency and

hij denotes the channel coefficient from node i to node j. Node D receives the

following when nodes B and C transmit together:

yd = hbde
2π(fd−fb)tyb + hcde

2π(fd−fc)tyc

= (hbdhab + hcdhac)e
2π(fd−fa)txa

Thus compensating just the end-to-end frequency offset, i.e., (fd − fa), is

sufficient to remove the resulting phase error. We estimate the end-to-end

frequency offset using the pilot symbols, where each relayer amplifies and relays

the pilot symbols it receives from upstream. The pilot symbol arriving at the
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destination now contains the phase rotation resulting from the frequency offset

accumulated end-to-end. Therefore the destination can decode the data by

first compensating for the end-to-end frequency offset using the pilot and then

plugging the data signal after compensation to the linear system for decoding.

For this to work, the pilot symbols of B and C should be clean so that the

exact offset is tracked. This can be achieved using one of the two ways: (i)

allowing only either B or C to transmit the pilot, or (ii) B transmitting odd

pilot symbols and C transmitting even symbols. We use (ii). While we use

a simple example to illustrate our idea, it works for general topologies. The

existing work, such as [89], only works for one sender and does not support

multiple senders, which is required for achieving multiplexing gain.

4.2.7 Reducing Header Overhead

An intermediate node should convey the coefficients so that the destination

can correctly reconstruct the linear system. The coefficients are determined by

the coefficients chosen by each sender and the channel coefficients. In OFDM,

the channel coefficients vary across different subcarriers, and specifying coeffi-

cients for each subcarrier incurs too much overhead (e.g., IEEE 802.11n has 54

data subcarriers and involves 54 complex numbers). We use least squares to

compress the coefficients across subcarriers. Our implementation uses degree 4

polynomial to compress the coefficients of 64 data subcarriers so that we only

need to transmit 5 numbers for the degree 4 polynomials. It yields a small

approximation error (≈ 4− 10%). The approximation error remains similarly
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low when we use the 802.11n 20MHz channel state information (CSI) traces.

4.3 Computing and Using Optimized Distributed MIMO
Routes

In this section, we first develop a framework to optimize end-to-end perfor-

mance under distributed MIMO routing and then describe how to incorporate

the optimization results in the routing protocol.

4.4 Optimization Framework

The main challenges in route optimization include (i) how to support dis-

tributed MIMO links, (ii) how to quantify the amount of information trans-

mitted on distributed MIMO links especially under wireless losses, and (iii)

how to capture information conservation on distributed MIMO links.

This optimization problem can be formulated as a linear program (LP) that

maximizes the total network throughput subject to throughput constraints,

information conservation constraints, opportunistic constraints, and interfer-

ence constraints. The formulation supports both unicast and multicast flows,

though we only focus on unicast flows in the protocol design and implementa-

tion. The optimization problem can be solved efficiently using solvers such as

cplex. The solution can be computed at a central location, such as in Tesser-

act [145], or in a fully distributed manner. The distribution is similar to that

in link-state protocols such as OSPF, in which all nodes apply the same algo-

rithm over the same data, and thus arrive at consistent solutions. The input
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Flows the set of unicast or multicast flows

src(f) source of flow f

dest(f, d) d-th destination of flow f

Demand(f) traffic demand of flow f , i.e., the amount of
traffic f desires to send

G(f) throughput of flow f

T (f, cl) composite link cl’s sending rate for flow f

Y (f, d, cl, r) node r’s information receiving rate from
a composite link cl for d-th destination in flow f
(d = 1 for unicast)

P (i, j) inherent loss rate of link i → j

NA(i) number of antennas on node i

NA(cl) number of antennas of all senders or all receivers in cl,
whichever is smaller

M(i) a subset of i’s neighbors

S(senders(cl),M(i)) success rate of delivering traffic from cl’s senders
to i’s neighbor set M(i)

Table 4.1: Notations for optimizing distributed MIMO

required for optimization is small and cheap to distribute. The optimization

can be computed periodically or whenever the network condition changes.

Figure 4.4 shows the resulting LP. It takes as input the traffic demands of

all flows Demand(f) and inherent link loss rate P (i, j) (i.e., losses under no

interfering traffic and can be efficiently measured), and outputs traffic and in-

formation receiving rate on each composite link (i.e., T (f, cl) and Y (f, d, cl, r),

respectively). The outputs will be converted to a routing configuration in DM+

to realize the optimized routes as described in Section 4.4.1.

Optimization objective: Figure 4.4 shows one example of objective func-

tion, i.e., the total throughput over all flows
∑

f∈F lows G(f) minus the total

amount of wireless traffic scaled by a small weighting factor β. It reflects our
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⊲ Input : F lows, Demand(f)

⊲ Output : T (f, cl), Y (f, d, cl, r)

maximize:
∑

f∈F lows G(f) − β
∑

f,i T (f, cl)

subject to:

[C1] G(f) ≤ Demand(f) (∀f)

[C2] G(f) ≤
∑

dest(f,d)∈receivers(cl)Y (f, d, cl, dest(f, d)) (∀f, d)

[C3] Y (f, d, cl, src(f)) = 0

(∀f, d, cl : src(f) ∈ receivers(cl))

[C4] Y (f, d, cl, k) = 0

(∀f, d, k, cl : dest(f, d) ∈ senders(cl))

[C5]
∑

clY (f, d, cl, i) ≥
∑

cl′
NA(i)

NA(cl′)
Y (f, d, cl′, j)

(∀f, d, i : i 6= src(f) and i 6= dest(f, d)
and i ∈ receivers(cl) and i ∈ senders(cl′))

[C6] S(senders(cl), M(i))NA(cl)T (f, cl) ≥
∑

k∈M(i)

Y (f, d, cl, k)

(∀f, d, M(i), cl : k ∈ receivers(cl))

[C7] interference constraints on T (cl)
△

=
∑

fT (f, cl)

Figure 4.4: DM+: Problem formulation to optimize distributed
MIMO (for notations refer Table 4.1).
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goal of (i) maximizing total throughput and (ii) preferring the least amount

of traffic among all solutions that support the same total throughput (e.g.,

avoiding loops and unnecessary traffic). We use a small β = 0.001 since (i)

is our primary objective and we prefer the least traffic only when the total

throughput is the same. In addition, our framework can also optimize other

objectives, such as (ii) a linear approximation of proportional fairness, defined

as
∑

f∈F lows log G(f), to take into account both fairness and throughput [105]

(as shown in Section 4.6), or (ii) maximizing total revenue, where the revenue

of a flow is a function of throughput.

Throughput constraints: To ensure G(f) is the throughput of flow f ,

it has to satisfy constraints [C1] and [C2] in Figure 4.4, which ensures the

throughput of a flow should be no more than its traffic demand and no more

than the total amount of information delivered from all links incident to the

destination of flow f .

Information conservation constraints for distributed MIMO links: A

feasible routing solution should satisfy information conservation, which is

given by constraints [C3–C5] in Figure 4.4. Constraint [C3] ensures no in-

coming information to a traffic source, constraint [C4] ensures no outgoing

information from a destination, and constraint [C5] represents flow conser-

vation at an intermediate node i, i.e., the total amount of incoming infor-

mation is no less than the total amount of out-going information. In order

to capture that the composite link may involve multiple transmitters, we let

Y (f, d, cl′, j) denote the total information transmitted by all the senders in
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the composite link cl′. The amount of information transmitted by a node

i in cl′ is only a fraction of Y (f, d, cl′, j), and the fraction is determined by

the number of its antennas divided by NA(cl′), which is the total number

of antennas of all the senders or receivers in cl′, whichever is smaller (i.e.,

NA(cl′) = min(
∑

i∈senders(cl′) NA(i),
∑

j∈receivers(cl′) NA(j))). As an example,

suppose two senders send to two receivers in cl′ and they all have one antenna

each. Each sender only transmits half of the information on the composite

link.

Opportunistic constraints for distributed MIMO links: DM+ simulta-

neously exploits multiplexing gain as well as diversity gain as in opportunistic

routing. In particular, we allow different nodes to extract information from

the same transmission due to the broadcast nature of wireless medium. We

capture this notion using opportunistic constraints in [C6], which relate traf-

fic volume to the amount of information delivered when multiple streams are

being transmitted simultaneously.

One sender to two receivers: For ease of explanation, we first consider one

sender sending to two receivers, and then generalize it to an arbitrary number

of senders and receivers in a composite link. Consider a sender s, and denote

the link loss rates from s to its neighbors r1 and r2 as P (s, r1) and P (s, r2),

respectively. It is easy to see the amount of information delivered to a neighbor

is bounded by the product of the sending rate and link delivery ratio. Therefore
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we have the following equations:

(1 − P (s, r1))T (f, s) ≥ Y (f, d, s, r1),

(1 − P (s, r2))T (f, s) ≥ Y (f, d, s, r2)

In addition, since there is overlap between the information delivered to r1

and r2, we are only interested in the non-overlapping information (i.e., when

redundant information is delivered to both nodes, it should only count once).

The total non-overlapping information delivered to r1 and r2 should satisfy:

(1 − P (s, r1)P (s, r2))T (f, s) ≥
∑

i∈{1,2}Y (f, d, s, ri),

where the left hand-side represents the total amount of traffic successfully

delivered to at least one of the receivers, and the right hand-side represents

the total non-overlapping information delivered to all the receivers.

One sender to multiple receivers: To generalize to multiple receivers, we

consider a sender s has K neighbors. We enumerate all possible subsets of its

neighbors. For each neighbor set M(i), we require:

S(i, M(i))T (f, i) ≥
∑

k∈M(i)Y (f, d, i, k), (4.4.1)

where S(i, M(i)) denotes the delivery probability from node i to at least one

node in M(i). When loss rates of different links are independent, which holds

for some networks [127],

S(i, M(i)) = 1 −
∏

k∈M(i)

P (i, k)
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When the loss rates are correlated, we can empirically measure S(i, M(i)).

Equation 4.4.1 indicates the total traffic successfully delivered to at least one

neighbor in M(i) should be no less than the total non-overlapping informa-

tion delivered to M(i). When i has many neighbors, we limit the number of

such constraints by only enumerating neighbor sets of size 1, 2, and K (i.e.,

enumerate only O(K2) instead of O(2K) neighbor sets).

Multiple senders to multiple receivers: To further generalize to multiple

senders in the composite link, we observe that the amount of information deliv-

ered to M(i) increases linearly with NA(cl), which is the number of transmitter

or receiver antennas in a composite link cl, whichever is smaller. Moreover,

when multiple antennas are transmitting, a signal is received successfully only

when all of the transmitters in cl succeed. Therefore, we change S(i, M(i)) to

S(senders(cl), M(i)), which denotes the probability of successfully delivering

traffic from all senders in cl to M(i).

S(senders(cl), M(i)) = 1 −
∏

k∈M(i)

P (senders(cl), k)

where the loss rate from any sender in senders(cl) to k is P (senders(cl), k) =

1−
∏

i∈senders(cl)(1−P (i, k)) if the delivery rates of these links are independent.

Otherwise, we can again empirically measure the joint delivery rate.

Interference constraints: Wireless interference prevents certain composite

links from being active simultaneously. We incorporate the independent set

constraints for composite links as the interference constraints to limit the traffic

on each composite link T (f, cl).
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More specifically, we extend the conflict graph model developed for point-

to-point links in [51] to support distributed MIMO links as follow.

Two composite links ({si}, {rj}) and ({s′k}, {r
′
l}) interfere if either of the

following conditions holds: (i) if there exist si and s′k such that they are within

carrier sense range of each other, or (ii) if there exists r′l within si’s interference

range or exists rj within s′k’s interference range. This interference definition

is general and works for all types of composite links: point-to-point, point to

multi-point, and multi-point to multi-point links.

We construct a conflict graph in a similar way as before. The only difference

is that links are now composite links. We use a vertex in a conflict graph to

denote a composite link. We draw an edge between two vertices if the links

corresponding to the vertices interfere according to the above definition. We

can derive lower bounds using the following independent set constraints, where

fcl denotes the amount of flow on the composite link cl, Capcl denotes the

capacity of composite link cl, and λi is the fraction of time allocated to the

independent set Ii.

•
∑K ′

i=1 λi ≤ 1

• fcl ≤
∑

cl∈Ii
λiCapcl

The first constraint indicates only one maximal independent set can be active

at a time, and the second constraint indicates that the fraction of time for

which a link may be active is constrained by the sum of the activity periods

of all the independent sets that it belongs to.
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Enumerating composite links: Since a composite link is defined by a set of

senders and receivers, the number of composite links grows exponentially with

the node degree. To enhance scalability, instead of enumerating all possible

pairs of sender set and receiver set, we enumerate the most useful composite

links. To pick useful composite links, we make the following observations. Let

S denote the sender set and R denote the receiver set in a composite link.

We have the following requirements on the composite links: (i) All nodes in

R should hear all nodes in S; (ii) All nodes in S should hear each other so

that they can synchronize their transmissions; (iii) To efficiently route a flow,

we require traffic to make progress on each hop. That is, the receivers in R

should all be closer to the destination than the senders in S (e.g., in terms

of the expected number of transmissions required to deliver to destination

(ETX) [23]).

Based on the observations, for every node i that is closer to the destination

than the source, we enumerate one or more composite links involving i as

follows. We partition a subset of {i, N(i)} into a sender set and a receiver

set in a composite link, where N(i) denotes i’s neighbors. To do that, we

enumerate subsets of i’s neighbors, denoted as M(i), where M(i) ⊆ N(i). We

add i to the sender set, and iteratively add nodes from M(i) to the sender set

as long as the nodes can hear every node in the current sender set. This ensures

(ii). We then form a receiver set by adding nodes from i’s remaining neighbors

that hear from everyone in the sender set and are closer to the destinations

than the senders in the composite link. The former condition ensures (i) and
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the latter condition ensures (iii). To further enhance scalability, if ‖N(i)‖ = K

is too large, instead of enumerating all possible subsets M(i), we enumerate

subsets of size 1, 2, and K (i.e., enumerate O(K2) instead of O(2K) neighbor

subsets).

Extensions to support topology control: In addition to routing, a net-

work’s topology has a significant impact on performance and dictates what

routes are available. A wireless node can dynamically change the network

topology by controlling its transmission power and modulation rate. In the

context of DM+, the choice of data rate has an interesting tradeoff: a lower rate

may increase diversity and multiplexing gain due to more neighbors. There-

fore, simply selecting the highest rate may not be the best, and we need to

take into account the entire network when deciding the power and data rate.

Interestingly, topology control can be cast as a routing problem and can be

optimized in the same framework. Essentially, we can consider a node hav-

ing multiple links to each of its neighbors, where each link operates at one

transmission power and rate. Thus, we can support topology control by re-

placing a composite link cl in the above formulation with a virtual composite

link (cl, power, rate), and let all the constraints apply to the virtual composite

link. In addition, we should capture interference among these virtual compos-

ite links – traffic from the same physical composite link all interferes regardless

of their power and rate. The optimization result T (f, cl, power, rate) specifies

how fast a composite link cl should transmit for flow f at a given power and

modulation rate. In Section 4.6, we evaluate the effectiveness of optimizing
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the PHY-layer data rate selection in this way.

4.4.1 Enforcing Optimized Routes

We derive a credit table [flowId, clin, clout, credit] for node r from the opti-

mization results (i.e., T (f, cl) and Y (f, d, cl, r)) as U ×R, where U is amount

of information should be transmitted and R is the amount of redundancy

to include in order to successfully deliver the signals to the receivers of the

composite link. They can be computed as follows:

U(r) =
Y (f, d, clin, r)

T (f, clin)(1 − P (send(clin), r))

T (f, clout)
∑

r∈send(cl′
out

) T (f, cl′out)

R(r) =
T (f, clout)NA(clout)

∑

r∈rcv(clout)
Y (f, d, clout, r)

where NA(cl) = min(
∑

i∈send(cl) NA(i),
∑

j∈rcv(cl) NA(j)), which represents the

maximum number of concurrent streams that can be supported on a composite

link cl.

To derive U(r), we observe Y (f,d,clin,r)
T (f,clin)(1−P (send(clin),r))

is the ratio between the

amount of information versus the amount of total traffic received from clin at

r. This essentially indicates how much information is contained in one received

packet from clin. This new information leads to transmissions on all possible

outgoing links from r. Among them, T (f,clout)
P

r∈send(cl′
out

) T (f,cl′
out

)
is the fraction of

traffic that should be transmitted over clout. Hence their product denotes how

much information should be transmitted on clout upon receiving a packet from

clin.

The intuition behind the expression for R(r) is that its numerator denotes
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the desired total outgoing traffic and its denominator denotes the desired total

outgoing information, and their ratio gives the amount of redundancy. The

reason we include NA(clout) in the numerator is to capture the effective traffic

that is generated on a composite link increases linearly with NA(clout).

4.5 Testbed Implementation

We implement DM+ on USRP to demonstrate the feasibility of DM+ in real

networks. We create a testbed of several USRP N200 [135] nodes randomly

placed, each equipped with an XCVR2450 frontend. Some experiments involve

multi-antenna nodes, which are created by connecting them using a MIMO

expansion cable. We use a bandwidth of 1MHz due to the high turnaround

time of the hardware when the node acts as a half-duplex transceiver, required

for relay nodes. We use 64 OFDM subcarriers, FFT window of size 96, cyclic

prefix of 24 samples, and FPGA running at 100MHz. 2.49GHz frequency is

used to avoid external interference from the campus network.

We modify the default GNU Radio OFDM implementation to realize all the

functionalities described in Section 4.2. In addition, we support Reed-Solomon

based FEC and use more reliable preamble detection that uses cross-correlation

with a PN sequence corresponding to a preamble as well as the auto-correlation

using Schmidl-Cox algorithm [115]. We run the experiments using both BSPK

and QPSK modulations under varying levels of FEC.

Since implementing carrier sensing in USRPs involves significant modifica-

tion to the FPGA and is orthogonal to our work, for simplicity we use time
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division multiple access (TDMA) as the medium access mechanism. All the

nodes are scheduled by an external scheduler and only transmit during the

assigned time slot to avoid interference.

4.5.1 Micro Benchmarks

Encoding: Figure 4.5 shows the symbols in the I/Q domain after they have

been (i) encoded at the source, (ii) forwarded by the next hop, and (iii) received

at the destination for a given packet. As we can see, our encoding scheme

provides distinguishable decision boundaries between the constellation points.

(Since the points have been plotted before equalization, so they appear rotated

in the figures).

Synchronization accuracy: To measure synchronization accuracy, we let

2 transmitters, T1 and T2, send to one or two receivers R, which are placed at

random locations in the testbed. We measure the propagation and turnaround

delays of the node using probes. T1 transmits packets to R at a fixed rate.

After T1 transmits its preamble and header, it waits for time δ for T2 to join.

R then counts the number of samples (gap) between the received preambles

from T1 and T2. Figure 4.6(a) shows the synchronization errors when 2 senders

transmit to 1, 2 or 3 receivers.

The maximum misalignment is 3 samples for 1 receiver, 4 samples for 2, and

6 samples for 3 receivers, well under the CP length of 24 samples. This offset

in the time domain results in a phase shift in the frequency domain, which

will be reflected in both preamble and data symbols and get cancelled during
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(a) Source (b) Forwarder

(c) Destination

Figure 4.5: DM+: Encoded symbols at source, forwarder and desti-
nation.

the channel compensation step. Therefore, such a small synchronization error

does not affect the decoding accuracy. In case the propagation delay to the

receivers differ by a much larger amount, we may increase CP by using a larger

FFT window without increasing CP overhead.

Frequency offset correction: We quantify the accuracy of end-to-end fre-

quency offset correction as follows. We select two random nodes A and B,

and measure the rotation due to the residual frequency offset between them

experienced over 150 packets. Next we introduce two hops between A and B,

and measure the rotation using our end-to-end frequency correction approach.
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Figure 4.6: DM+: Micro-benchmarks of synchronization error and
frequency offset correction.

Figure 4.6(b) shows these two approaches yield similar estimations with an

average difference of 0.067 radians.

Figure 4.7: Two-hop diamond topology

Error propagation: A critical problems with distributed MIMO routing is

error propagation across multiple hops, since an intermediate node may not

have sufficient information to decode and need to directly forward analog sig-

nals. Errors may come from channel noise and frequency offsets across multiple

hops. We evaluate the error propagation using the 4-node diamond topology

as shown in Figure 4.7. When we use BPSK modulation with 7/8 FEC (i.e.,

7/8 data and 1/8 redundancy), we see that the error propagation is minimal.

Across 5 different runs, we observe that on average D can decode 851.55 na-
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tive packets after A transmits only 500 encoded packets. (This is possible

because for a lower modulation one may correctly decode two symbols using

one constraint involving the two symbols.) We also try the QPSK modulation

(7/8 FEC), and still observe that the D can decode around 763.27 packets.

We also evaluate the error propagation on the topology in Figure 4.1. The

decoding rate remains high: 623.59 packets with QPSK (3/4 FEC). A higher

order modulation may increase errors, and mechanisms such as symbol-level

coding [59] can be used to further enhance reliability.

We construct the following five different multihop wireless topologies: (i)

Figure 4.1, each node with one antenna and spatial multiplex (SM) taking place

on the second hop, (ii) Same as (i) but the destination has two antennas to

allow SM at the last hop, (iii) Figure 4.7 with the source having two antennas

and SM taking place on the first hop, (iv) Figure 4.7 with the destination

having two antennas and SM taking place on the second hop, (v) Figure 4.7

with both the source and destination having two antennas and SM taking

place on both hops. These topologies are interesting beyond their current

forms, since they may serve as building blocks to compose a larger network.

For brevity, we present the numbers for single flow cases. Our implemen-

tation also supports multiple flows. We evaluate two flows in some of the

topologies, and observe similar decoding rates, as we would expect, since each

flow is routed independently. For example, using BPSK-7/8, PDR and SDR

in topology (iii) are 841.07 and 0.97, respectively, and they are 929.3 and

0.98 in topology (iv), respectively. Our evaluation focuses on the feasibility of
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Topology Mod., FEC Packets Decoded Raw SDR

(i) BSPK,3/4 715.23 0.974
BPSK,7/8 615.12 0.975
QPSK,3/4 623.59 0.949

(ii) BSPK,3/4 725.14 0.977
BPSK,7/8 618.98 0.976
QPSK,3/4 629.01 0.952

(iii) BPSK, 3/4 881.35 0.981
BPSK, 7/8 844.69 0.980
QPSK, 3/4 831.10 0.963

(iv) BPSK, 3/4 975.02 0.981
BPSK, 7/8 932.14 0.979
QPSK, 3/4 915.23 0.961

(v) BPSK, 3/4 940.87 0.979
BPSK, 7/8 915.24 0.973
QPSK, 3/4 884.14 0.961

Table 4.2: Packet Delivery Rate (PDR) and Raw Symbol Delivery Rate (SDR)
in our USRP testbed.

decoding signals that go through multihop forwarding and re-encoding.

In each case, the source transmits 500 encoded packets and uses a batch size

of 2. Table 4.2 reports (i) the average number of native packets decoded at the

destination, and (ii) average destination’s raw symbol delivery rate (SDR) at

the physical layer, which is oblivious to FEC, across five runs. The destination

can decode more packets correctly than what the source transmits, because

the modulation is low and it is possible to extract two native symbols from one

transmitted coded symbol. We employ both BPSK and QPSK modulations

with varying coding rates to see the feasibility of our scheme. The SNR on the

various hops ranges between 18dB and 26dB. These numbers demonstrate the

feasibility of DM+. We plan to conduct more exhaustive experiments using

higher modulations and more network topologies.
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4.6 Simulation

4.6.1 Simulation Methodology

We implement DM+ in QualNet v3.9.5 along with the following routing

protocols to compare their performance: (i) shortest-path routing (SPP) us-

ing the ETX routing metric, which minimizes the total number of expected

transmissions from a source to its destination [23], (ii) shortest-path routing

with rate-limiting (SPP-RL), the same as (i) except the flows’ sending rates are

optimized using the conflict graph interference model, as described in [73], (iii)

MORE, a state-of-the-art opportunistic routing protocol, and (iv) optimized

opportunistic routing (optimized OR), which improves MORE by optimizing

opportunistic routing and rate limiting. The objective function maximizes the

total throughput. All protocols except SPP and SPP-RL use the batch size of

12 packets, which yields similar performance as a larger batch size.

We consider the following topologies in this work: (i) 5x5 grid topologies,

(ii) 25-node random topologies, (iii) Roofnet topology with 35 nodes [111], (iv)

UW testbed topologies with 14 nodes [108]. Topologies (i) and (ii) use IEEE

802.11a and occupy 500× 500m2 area. Roofnet uses an IEEE 802.11b testbed

and UW traces contain measurements from 802.11a and 802.11b testbeds.

For UW topologies, we report the results from 802.11b since the results from

802.11a are similar. In IEEE 802.11a, every sender uses transmission power of

10dBm (QualNet default), and a fixed MAC rate of 6 Mbps. This gives 230

m communication range, 253.6 m carrier sense range, and 460 m interference

range, which we use in the interference model to determine interfering links.
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In IEEE 802.11b, every sender uses transmission power of 15dBm , and a

fixed MAC rate of 1 Mbps. This gives 1012.3 m communication range, 1090.5

m carrier sense and interference range. The senders generate 1024-byte CBR

traffic and always have traffic to send.

For each scenario, we conduct 10 random trials. We report the average and

standard deviation of the 10 trials. In each trial, flow sources and destinations

are picked randomly provided they are at least 2 hops away, since the perfor-

mance of all routing schemes should be the same for 1-hop flows. We vary the

number of concurrent flows from 1 to 8.

Since all these routing protocols are designed for wireless networks with

lossy links, we extend the QualNet simulator to generate directional inherent

packet losses ranging between 0 and 50%. We also vary the maximum link

loss rates to understand its effects.

Unless otherwise specified, all nodes have 1 antenna. In order to further

understand how the performance varies under heterogeneous numbers of an-

tennas, we also consider all nodes having 1 antenna each except the sources

and destinations which can have varying number of antennas. It is a realistic

scenario since Internet gateways in a mesh network typically serve as sources or

destinations of the flows and be equipped with multiple antennas, while clients

with lots of traffic to send also have incentives to deploy multiple antennas.
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(a) Grid topologies (b) Random topologies

(c) Roofnet (d) UW 802.11b

Figure 4.8: DM+: Total throughput under a varying number of flows
in testbed topologies.
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4.6.2 Simulation Performance

Varying the number of flows: We first compare all routing protocols

by varying the number of flows. Figure 4.8(a) summarizes the results from

the grid topology. We make the following observations. First, DM+ with 2

antennas > DM+ with 1 antenna > optimized OR > SPP with RL > MORE

and SPP without RL. DM+ with 2 antennas on average out-performs SPP

without RL by 603%, SPP with RL by 301%, MORE by 769%, and optimized

OR by 115%. DM+ with 1 antenna out-performs SPP without RL by 322%,

SPP with RL by 136%, MORE by 414%, and optimized OR by 26%. The

gain of DM+ with 1 antenna is smaller because if the flows have fewer than

3 hops, there is no opportunity for spatial multiplexing when the source and

destination only have one antenna. Increasing the hop counts or increasing

the number of antennas at the source or destination increases the gain of

distributed MIMO.

Figure 4.8(b) shows the performance of random topologies. The relative

performance is similar to the grid topology. DM+ with 2 antennas on average

out-performs SPP without RL by 420%, SPP with RL by 214%, MORE by

892%, and optimized OR by 110%. DM+ with 1 antenna out-performs SPP

without RL by 197%, SPP with RL by 85%, MORE by 465%, and optimized

OR by 20%. DM+ with 2 antennas significantly out-performs all the other

schemes due to spatial multiplexing, while DM+ with 1 antenna out-performs

the other schemes but its gain is smaller due to smaller multiplexing opportu-

nities.
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(a) Roofnet 802.11b (b) UW 802.11b

Figure 4.9: DM+: Total throughput in real topologies with varying
number of antennas.

Figure 4.8(c) and (d) show the performance under Roofnet with 802.11b

and UW testbed with 802.11b. In all cases, DM+ with 2 antennas consistently

performs the best, followed by DM+ with 1 antennas, which out-performs all

the other routing schemes. For example, DM+ with 2 antennas out-performs

SPP without RL by 437-530%, SPP with RL by 138-170%, MORE by 168-

241%, and optimized OR by 100-126% using spatial multiplexing.

Vary the number of antennas: Figure 4.9 shows the results from real

topologies as we vary the number of antennas at the sources and destinations

while keeping the other nodes to have 1 antenna. As we would expect, the

performance improves with the number of antennas at the source and desti-

nation.

DM+ with 4 antennas leads to 20%-23% improvement over 3 antennas,

54%-64% improvement over 2 antennas, and 116%-153% over 1 antenna cases.
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Moreover, DM+ with 4 antennas also out-performs SPP without RL by 462%-

484%, SPP with RL by 172%-306%, MORE by 165%-275%, and optimized

OR by 134%-222%. Similar results are observed from synthetic topologies and

omitted for brevity.

Varying loss rates: Figure 4.10 further plots the performance of various

protocols under varying loss rates in random topologies. We randomly gener-

ates a directional inherent wireless loss from 0 to maxLoss, where maxLoss

is varied from 10% to 80%. As loss rate increases, the benefit of DM+ over

SPP increases since DM+ can harness spatial diversity to improve resilience.

For example, DM+ with 2 antennas on average out-performs SPP without RL

by 47% and SPP with RL by 38% when maxLoss = 10%, and out-performs

SPP without RL by 173% and SPP with RL by 131% when maxLoss = 80%.

On the other hand, the benefit of DM+ over opportunistic routing slightly

decreases with loss rate because both routing schemes can leverage spatial

diversity but the opportunity of spatial multiplexing in DM+ decreases with

loss rate (i.e., spatial multiplexing is successful only when all the multiplexed

streams are received successfully, so the goodput may not increase linearly

with the number of multiplexed streams under a higher loss rate). For ex-

ample, DM+ with 2 antennas on average out-performs MORE by 144% and

optimized OR by 80% under maxLoss = 10%, and out-performs MORE by

96% and optimized OR by 61% under maxLoss = 80%. Nevertheless, even

under the high loss, the gain is significant.

Proportional fairness: We optimize the proportional fairness by approxi-
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Figure 4.10: DM+: Total throughput in random topologies under
varying loss rates.

mating it using a piecewise linear, increasing, convex function. Figure 4.11(a)

plots the proportional fairness of various schemes in random topologies. As we

can see, DM+ with 2 antennas achieves the highest proportional fairness, while

DM+ with 1 antennas and optimized opportunistic routing achieve compara-

ble fairness, both out-performing all the other routing schemes. This shows the

optimization framework is flexible in supporting different objectives, including

total throughput and fairness.

Rate Adaptation: Figure 4.11(b) compares the performance of DM+ with

rate adaptation against the fixed rates version. As it shows, rate adaptation

out-performs any of the fixed rate by leveraging all virtual links, demonstrating

the effectiveness of topology control.
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(a) Proportional Fairness (b) Rate Adaptation

Figure 4.11: DM+: Proportional fairness and rate adaptation in
random topologies with varying number of flows.

4.7 Summary

In this chapter, we propose a new routing protocol that exploits distributed

spatial multiplexing as well as diversity in a multihop wireless network. We

propose an optimization framework that jointly optimizes spatial multiplexing,

routing, and rate limiting. We further design a new practical protocol DM+

that enforces the optimized MIMO routes, synchronizes transmissions from

different senders, encodes and decodes analog signals to support distributed

spatial multiplexing, and compensates for the frequency offset incurred over

multiple hops. Our real implementation on USRP demonstrates its feasibil-

ity. It is the first protocol/prototype that achieves distributed spatial mul-

tiplexing in real networks. Our Qualnet simulation shows DM+ significantly
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out-performs the state-of-the-art routing protocols. For example, on average

DM+ with 2 antennas out-performs SPP without RL by 603%, SPP with RL

by 301%, MORE by 769%, and optimized OR by 115%. Our future work in-

volves improving resilience of DM+ and conducting larger-scale experiments.
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Chapter 5

Systematic Approach to Spectrum Selection

In this chapter, we focus on the entity of primary interest, i.e. the spectrum

itself. Selecting the right spectrum for transmission is critical towards ensuring

its high utilization. We take a systematic approach by pursuing this choice of

spectrum selection at two different granularities, (i) Coarse-grained selection

and (ii) Fine-grained selection. We discuss these in detail in this chapter.

5.1 LBRH: Coarse-grained Spectrum Selection

5.1.1 Overview

In Section 2.3.1, we saw that significant research has been done in the area

of channel selection. However, these algorithms cannot be directly applied in

the context of Wireless Wide Area Networks (WWANs). The large coverage

of WWANs also come with drawbacks of significant interference from neigh-

boring WWANs. While licensed WWANs e.g. LTE [141] can afford careful

base station placement and frequency planning, a license-free WWAN cannot

enjoy this luxury. This will result in uncoordinated deployments, and thus

essentializing the need for automatic channel selection.

The focus on uncoordinated deployments is reinstated with the FCC ruling
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of 2010, when they freed up the spectrum in the 50-700MHz range as a result

of the analog to digital TV transition. These bands are now free to use by

unlicensed wireless devices under certain constraints. For instance, a fixed

AP has a maximum transmit power of 4W , while the clients can transmit

at a maximum of 100mW . This can provide increased coverage extending to

several sq. km.

At any given time, there are multiple active APs operating in the wireless

medium. To allow such coexistence, it is essential that these devices share the

available resources like time and spectrum efficiently. Carrier Sense Multiple

Access (CSMA) inherently provides a mechanism for time-sharing the wireless

medium between competing APs. More specifically, every node in CSMA first

checks (senses) the medium to ensure the absence of traffic before proceeding

to transmit its own packet. However, there is no standardized mechanism that

provides automatic spectrum/frequency sharing among multiple APs.

Background: In the context of white spaces, WhiteFi [11] and WiFi-NC [21]

are two recent systems that consider channel bonding. However, WiFi-NC is

based on a specially designed radio that allows simultaneous transmission and

reception. In this work, we limit ourselves to conventional, half-duplex radios

and thus, compare ourselves only against WhiteFi.

A WhiteFi device employs two radios, one for transmitting and receiving

data and the other dedicated to continuously overhearing ongoing traffic in

various channels in order to measure how busy a channel is. Based on the

number of APs seen and the load observed in a given channel, each WhiteFi AP
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independently computes the mCham metric for different channel and channel

width combinations and then greedily selects the configuration that maximizes

its spectrum share.

5.1.2 Motivating example

Using a simple example, we first identify two principles that we believe are

crucial for any effective frequency sharing scheme, (i) channel hopping and (ii)

participatory measurement.

5.1.2.1 Channel Hopping is essential

Consider the example in Figure 5.1 with three co-located APs A, B and

C. Further, we consider two different examples of the available spectrum, in

the first case (Figure 5.1(b)) there are 8 whitespace channels available, each 5

MHz wide, in three non-contiguous chunks of width 5 MHz, 15 MHz and 20

MHz wide given by channels 1, 3-5, and 7-10. In the second case as shown in

Figure 5.1(c), the three non-contiguous chunks are of width 5 MHz, 5 MHz

and 20 MHz respectively.

Performance of WhiteFi/mCham: Let us consider the spectrum as shown

in Figure 5.1(b). Now, suppose first AP A is turned on. It greedily grabs the

widest 20 MHz chunk i.e., bonded channels 7-10. Next, say B is turned on it

will select the next widest 15 MHz channel i.e., bonded channels 3-5. Finally,

when C is turned on, its best choice is to share bonded channels 7-10 with A

since this choice provides it with the highest share (10 MHz). In summary,
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(a) Interference Graph

(b) Spectrum availability 1 (c) Spectrum availability 2

Figure 5.1: Channel hopping: An illustrative example, which shows
three access points (APs) A, B and C within interference range of
each other. We consider two examples of the available spectrum as
shown, with each individual whitespace channel being 5 MHz.

B gets 15 MHz over bonded channels 3-5 while A and C each get 10 MHz by

sharing the 20 MHz over bonded channels 7-10. However, the overall spectrum

utilization is only 35 MHz, since the 5 MHz channel 1 remains completely

unused. Meanwhile, this assignment is also unfair to both A and C since they

get less spectrum share than B.

If we change the available spectrum according to Figure 5.1(c), then A, B

and C will all grab the widest 20 MHz available, thereby each getting approx-

imately 6.7 MHz of channel share. While this assignment gives equal share

to each of them, however it ends up using only 20 of the available 30 MHz of

spectrum as shown in the Figure 5.2(b).
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(a) Timeline when the available spectrum is three blocks of
(5,15,20) MHz (Figure 5.1(b))

(b) Timeline when the available spectrum is three blocks of (5,5,20)
MHz (Figure 5.1(c))

Figure 5.2: Channel hopping: Timeline showing the performance
of WhiteFi and Optimal schemes for the topology shown in Fig-
ure 5.1(a).

Performance of Random Hopping: Now suppose that APs periodically

hop to a randomly selected channel and bonding width. Table 5.1 shows that

even though the Jains fairness index of such a scheme is 1, the overall spectrum

utilization is only 18.34 MHz i.e., only 45.85% of the maximum possible!! This

is because, a large amount of spectrum is wasted when the APs spend time in

sub-optimal configurations (e.g.,all three APs using the 5 MHz channel 1).

Performance of an Optimal scheme: A maximum achievable spectrum

utilization of 40 MHz is easily possible in this example. One way to achieve

this is by assigning A to channel 1, B to 15 MHz bonded channels 3-5 and C to
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mCham Random Optimal LBRH

Utilization (MHz) 35 18.3 40 39.9

Jain’s Fairness 0.96 1 1 1

Table 5.1: Utilization and Jain’s Fairness index for different schemes for
(5,15,20) MHz spectrum blocks

20 MHz bonded channels 7-10. This assignment, however, is clearly unfair to A

and B. Instead of assigning channels statically, if all three APs were somehow

able to hop to each of the three chunks taking turns as shown in Figure 15,

then each AP would get an equal share of about 13.33 MHz each, thereby

achieving maximum capacity and fairness. This example demonstrates that

channel hopping is essential for fairness and can also deliver high spectrum

utilization when done optimally.

Further, we see that the performance remains similar even if the available

spectrum is modified to have three blocks of 5, 5 and 20 MHz respectively as

shown in Figure 5.1(c). The optimal scheme in this case ends up utilizing the

entire 30 MHz over a period of time while giving 10 MHz of average equal

share to each of the APs, as shown in Figure 5.2(b).

Performance of LBRH: As a point of comparison, the performance of

LBRH (Section 5.1.3) is shown in Table 5.1. We can see that LBRH achieves

close to optimal performance with respect to both fairness as well as spectrum

utilization.
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5.1.2.2 Participatory Measurement is critical

An important component of any channel selection scheme is the ability to

accurately predict which channels offer the promise of high throughput. For

example, mCham uses a separate radio to overhear transmissions to estimate

the number of competing APs in the channel [11]. However, overhearing will

not always work. For example, suppose that the three APs in Figure 15 are just

spaced enough distance that while they interfere with each other, they cannot

decode each others packets. This is a common scenario since interference range

is typically much larger than the transmission range (2x and more). In such

a setting, APs A, B, and C will all estimate the number of competing APs in

each channel as 0 and will all end up choosing the 20 MHz bonded channels

7-10, which will then have poor performance due to high interference. Thus,

channels 1,3-5 will remain unused and the overall spectrum utilization will be

only 20 MHz!

Apart from the example above, in general, there are many other reasons

why predicting throughput analytically using the mCham metric is hard. For

example, cumulative interference from distant APs, traffic/load variations in

neighboring APs, and even varying channel conditions over short time scales

(e.g., 100ms) can have unpredictable effects on throughput. Thus, the only

way to accurately measure the channel conditions is to use it i.e., actively par-

ticipate in the channel contention, transmit packets and measure performance

a method we refer to as participatory measurement.
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5.1.3 Leaky Bucket Random Hopping

The key idea in LBRH is to take random hopping and bias it so that each

AP remains in good channels for longer durations and poor channels for shorter

durations. This is achieved through a simple but effective leaky bucket ab-

straction that credits tokens based on successful transmissions while debiting

tokens for spending time in congested or poor channels. Thus, the AP spends

more time in channels that are wider and/or have lower interference since

there will likely be more successful transmissions in these good channels (and

consequently, faster credits accumulation). Also, since the token updating

mechanism is based on directly and continuously measuring the performance

of the current channel while simultaneously using it (participatory measure-

ment), there is no additional measurement overhead.

5.1.3.1 Pseudocode

The pseudo-code of the LBRH operation is shown in Figure 5.3. LBRH

starts by creating the set ΦMBC of Maximally Bonded Channels MBCs (MaxBond-

ing in Line 2, Figure 5.3). An MBC is a bonded channel that has the maximum

possible bandwidth allowed by the radio hardware or the white space channel

availability. For example, consider a radio with 15MHz maximum bonding

width and suppose channels (Channels) 1, 3, 4, 6, 7, 8, 9 are available. Here

channel 1 and bonded channel 3-4 are each an MBC since they are both the

maximum allowed contiguous channel bondings that the radio can use. The

set ΦMBC of all MBCs in this example is 1, 3-4, 6-8, 7-9.
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Function LBRH(Channels, MaxBonding, αLBRH )
ΦMBC =ComputeMBCSet(Channels, MaxBonding)
Bmax =ComputeMaxBandwidth(ΦMBC )
repeat

Tokens =ExponentialDistribution(αLBRH )
CurrentChannel =RandomlyPick(ΦMBC)
Bcurr =Width(CurrentChannel)
repeat

Once every Qµs, Tokens− = Bmax ∗ Q
Upon each successful packet transmission,
Tokens+ = Bcurr ∗ TransmissionT ime

until Tokens = 0
until true

Figure 5.3: Pseudo code of LBRH.

Every AP picks one of the MBCs from ΦMBC and initializes a token bucket

with a number of time-frequency tokens measured in MHz-msec (Line 5, Fig-

ure 5.3) drawn from an exponential random variable (to avoid undesired syn-

chronization among links) with mean αLBRH . In our current implementation

αLBRH is 100MHz −msec. The bucket then leaks at a constant rate of Bmax

MHz, where Bmax is the bandwidth of the largest bandwidth channel in MBC

(15 MHz in our example). Thus, at this rate the bucket will become empty

in T
Bmax

msec, where T is the number of tokens with which the bucket was

initialized. However, each time a successful packet transmission (either uplink

or downlink) occurs, Bcurrτtx tokens are credited back to the bucket, where

Bcurr is the bandwidth of the current bonded channel being used and τtx the

total time to complete the successful transmission including ACK overheads.

Once the bucket is empty the AP simply shifts to another MBC by picking it
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5, 15, 20 15, 20, 20 5, 20, 20 15, 15, 20

Time (%) 98.8 0.5 0.4 0.2

Utilization (MHz) 40 35 25 35

Table 5.2: Time spent in configurations (LBRH)

randomly from ΦMBC .

Intuition behind the working of LBRH: Consider, the operation of

LBRH in the example with three co-located APs in Figure 15. The percent-

age of time spent in top four configurations (accounting for 99.9% of total)

is shown in Table 5.2. A configuration depicted as 5,15,20 implies that one

AP is on channel 1 (5 MHz), another on bonded channel 3-5 (15 MHz) and

the third on bonded channel 7-10 (20 MHz). Note that there are six different

permutations of this configuration but, for simplicity, we have only shown cu-

mulative time over all permutations. From Table 5.2, we can see that LBRH

spends overwhelming majority of its time in the optimal 5,15,20 configura-

tion, achieving full 40 MHz utilization. While LBRH does hop through a few

sub-optimal configurations such as 15,20,20, the amount of time spent in such

configurations is very little.

The intuition for this behavior is as follows. If an AP uses the maximum

possible bandwidth Bmax (20 MHz in the example), has no contenders and has

perfect channel conditions (i.e., no packet loss), its bucket will never empty.

Thus, we see that 20 MHz is preferred and occurs in all top four configurations

in Table 5.2. Of course, an AP using a narrower channel (5 or 15 MHz) will

empty its bucket and try to hop on to the 20 MHz channel. At this time ,

the token leak rate will increase for both APs until one of them hops away. In
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this way, the leaky bucket abstraction naturally hones in on high utilization

configurations and by ensuring that nodes always hop when there is congestion,

achieves fairness.

Finer points: First, only APs need to run LBRH. They can simply inform

clients periodically of their next set of channel hopping configurations and

notify clients of their imminent hop when their bucket is empty. Second,

LBRH can be used by operating hopping at even short time-scales (few tens

of ms) so that APs can react almost instantaneously to temporary degradation

in channel quality. Third, LBRH can be extended to explore different bonding

widths (smaller than MaxBonding) though we did not see significant benefit

from this in our evaluations.

5.1.4 Simulation Study

In this section, we evaluate the performance of LBRH on networks larger

than our test-beds. In particular, we want to understand how LBRH compares

to other channel-hopping schemes (mCham [11] and Random hopping).

First, we implement LBRH, mCham and Random hopping (RH) in Qual-

net [101], a packet level simulator. For our evaluation, we used the exact

channel availability information [36] from two locations, Austin (with 8 avail-

able TV channels) and Ithaca (with 16 available TV channels), as examples

of locations with representative TV white space channel availability. We then

evaluate the performance of a large network with 25 APs and 25 clients. We

parameterize network topologies by the average AP interference degree. For
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a given interference degree d we randomly place the APs such that each AP

on average interferes with d other APs. We place one client per AP at the

edge of the coverage range, ensuring that the downlink data rate is always

1.5 Mbps (which, at 5 MHz, corresponds to the lowest rate WiFi of 6 Mbps

WiFi achieves in a 20 MHz channel). Such a placement allows us to compare

throughputs of two APs to see if the protocol is fair. Furthermore, we let each

AP send saturated traffic for its clients.

Figure 5.4: Throughput performance comparison of LBRH against
mCham and Random Hopping (RH) under 25-node random topolo-
gies with channel availability of urban (Austin, TX) and sub-urban
(Ithaca, NY) areas.

We simulate 10 random topologies for each combination of channel avail-

ability (Austin and Ithaca) and evaluate over interference degree of 3, 6 and

10 respectively. For each topology we plot the total throughput and also find

the 10%, 20%,..., 100% percentile of the data rates distribution. We average

values for each percentile over 10 topologies, and we plot the average of the

percentile values in Figure 5.5-5.7.

We now make the following observations from the figures. First, we see that
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(a) Austin, TX (b) Ithaca, NY

Figure 5.5: CDF of the data rates for different schemes when inter-
ference degree = 3

(a) Austin, TX (b) Ithaca, NY

Figure 5.6: CDF of the data rates for different schemes when inter-
ference degree = 6

LBRH significantly outperforms both mCham and random hopping. Specifi-

cally, on an average it provides 20% and 60% gains in total throughput over

mCham and 67% and 93% over random hopping when the average interference
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(a) Austin, TX (b) Ithaca, NY

Figure 5.7: CDF of the data rates for different schemes when inter-
ference degree = 10

degree is 3 (Figure 5.4). Next, we also see that the benefits increase with the

interference degree. When the interference degree is 6 (Figure 5.6), LBRH

provides 27% and 34% gains over mCham and 77% and 69% over random

hopping respectively. The benefits increase further with interference degree is

10 (Figure 5.7), thereby providing upto 60% gains over mCham and 90% over

random hopping respectively. Third, compared with mCham, LBRH increases

the throughputs of the lowest 10% of the flows by upto 4 times. Fourth, while

the fairness of LBRH is comparable to the fairness of random hopping, it is

much better than the fairness of mCham. Both LBRH and random hopping

achieve Jains fairness index [52] above 0.97 in all cases, whereas the fairness

index of mCham varies from 0.82 − 0.87. Another interesting observation is

that the gains of LBRH increase more in the Ithaca scenario, which can be

attributed to higher availability of TV channels to choose from for channel
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hopping. To summarize, LBRH achieves significant gains both in terms of

achievable throughput and fairness over mCham.

Figure 5.8: LBRH Testbed evaluation

5.1.5 Evaluation

We implement the LBRH scheme on Sora [122] hardware. We put the Sora

nodes in a clique so that each one interferes with everyone else. We vary the

number of nodes to be 3, 4 and 5. We vary the number of channels from 1 to 4,

each 5 MHz wide. In order to be able to use a large number of AP, we use all

Sora nodes that were available as APs. Thus we do not implement the client

contention mechanism, but we implement a collision detection mechanism and

we assume that every packet that has not collided is successfully transmitted.

We choose packet duration to correspond to 1024 − byte packets transmitted

with 16 − QAM and 3/4 coding, corresponding to 9Mbps (equivalent to 36

Mbps rate of WiFi). We run each experiment for 5 minutes. Average flow
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data-rates are shown in Figure 5.8. Each bar corresponds to one experiment,

with a given number of nodes and channels. Each rectangle in a bar denotes

a data rate of a single flow, and the height of a bar is the sum of all rates. As

we can see, LBRH fully utilizes the available bandwidth and achieves almost

perfect fairness in all cases.

5.2 Smart-Fi: Fine-grained Spectrum Selection1

5.2.1 Overview

Wi-Fi transmissions are typically made on a single channel or a set of care-

fully selected channels. These channel(s) are selected based on some selection

criteria, e.g. offering best channel quality, highest predictable throughput,

least perceived interference, etc. In this section, we assume such a choice has

been made and we have selected a channel to make the next Wi-Fi transmis-

sion. We now ask the question, Given a single channel, on which subcarrier

should we transmit the next symbol?. We detail the answer to the given ques-

tion in this section, which we refer to as the fine-grained spectrum selection.

Wireless multi-carrier communication systems, such as Orthogonal Fre-

quency Division Multiplexing (OFDM) [142], transmit data by spreading it

over multiple orthogonal subcarriers. Owing to its robustness to multi-path

1This work revises the following previously published material: Harnessing Frequency
Diversity in Wi-Fi Networks. Apurv Bhartia, Yi-Chao Chen, Swati Rallapalli and Lili Qiu.
ACM MobiCom, Las Vegas, USA, Sept 2011. I was responsible for the overall execution
of the project and the implementation. Yi-Chao helped with simulation study and Swati
helped with trace collection. Lili, my advisor, supervised the entire project.
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fading and self-interference, it is widely used in many wireless systems, such

as in digital radio and television broadcast, wireless local area networks (e.g.,

IEEE 802.11a/g/n), personal area networks (e.g., UWB), and metropolitan

area networks (e.g., WiMax and LTE).

However, the wireless medium is susceptible to frequency selective fading

and frequency dependent attenuation, and it is common for different subcar-

riers to experience different signal quality [34, 40, 103]. Such signal variation

across different frequencies can have fundamental impacts on multi-carrier net-

work performance. We observe that there exists significant frequency diversity

and using the Channel State Information (CSI) infer that the Signal-To-Noise

(SNR) ratio among the subcarriers of the selected channel can differ by 10 dB

or more. We then discuss that this CSI is fairly stable and can be predicted

using the Holt-Winters forecast [55]. Motivated by these, we then propose

Smart-Fi, a series of complementary techniques that can be used to explicitly

harness this frequency diversity and study the benefits that can be achieved

by applying them.

5.2.2 Analysis of CSI Traces

Background: According to the IEEE 802.11n standard, the network inter-

face cards (NICs) report a standard Channel State Information (CSI). The

CSI is a collection of M × N matrices Hs, each of which specifies ampli-

tude and phase between pairs of N transmit and M receive antennas on sub-

carrier s. SNR and amplitude A have the following relationship: SNR =
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10log10(A
2/N), where N denotes the average power of white noise. We use

Intel Wi-Fi Link 5300 (iwl5300) IEEE a/b/g/n wireless network adapters to

collect the CSI of each frame preamble across all subcarriers. These NICs

have three antennas. We enable all three antennas at the receivers and one

antenna at the sender. The modified driver [48] reports the channel matrices

for 30 subcarrier groups, which is about one group for every two subcarriers

in a 20 MHz channel according to the standard [2] (i.e., 4 groups have one

subcarrier each, and the other 26 groups have two subcarriers each). All the

measurements are conducted in 5 GHz channel 36 to avoid interference with

the campus Wi-Fi networks. We use 1000-byte packets, MCS 0, a transmission

power of 15 dBm. MCS 0 has 1 stream, so the NICs report CSI in the form

of 1 × 3 matrices for each frame.

Trace collection: We collected CSI traces on the sixth floor of the ACES

building at The University of Texas at Austin. It is a regular office building

with student cubicles across the floor. Every node is a desktop equipped with

the Intel Wi-Fi Link 5300 (iwl5300) adapter. For the static traces, we let a

sender placed at one cubicle broadcast traffic, and let five receivers spread

across different cubicles record the CSI of the received frames for an hour.

Each trace contains about 2,500,000 packets. We use the first 100,000 packets

in all of our analysis. In addition, we collected a mobile trace by having one

sender broadcast to four receivers placed at different cubicles. We walked with

the sender at an approximate speed of 10 meters in half a minute (i.e., about

1.2 kmph). Each mobile trace contains around 20,000 packets and we use all
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the packets for our analysis. Throughout this chapter, we refer to the five

static traces as traces 1 to 5, and refer to the four mobile traces as traces 6 to

9.

Frequency diversity: We first use the CSI measurements to show that there

exists significant frequency diversity. For each received frame, we compute the

difference between minimum and maximum SNR across different subcarriers in

a 20 MHz 802.11 channel. Figure 5.9 plots the cumulative distribution (CDF)

of the difference over 5 sender-receiver pairs in the static traces. Each node

pair consists of three links because there are three antennas at the receivers,

effectively giving us 15 links in total. We make the following observations.

First, all the links exhibit significant signal variation across different frequen-

cies. Several links often see over 10 dB difference across different frequencies.

Second, as we would expect, the degree of frequency diversity varies across the

links: the difference between the minimum and maximum SNR varies from 3.6

to 5.7 dB on some links, and from 9.8 to 32.4 dB on other links.

Next we analyze the mobile traces, and plot the CDF of the difference be-

tween maximum and minimum SNR across different subcarriers in Figure 5.10.

There are effectively 4×3 = 12 measured links. As before, we observe that all

links exhibit significant frequency variation, and the difference between max-

imum and minimum SNR even for the link with minimum variation is more

than 8.3 dB for 50% of the packets.

Note that the frequency diversity exists not only in single antenna cases

(as shown in the above analysis results) but also in multiple antenna cases.
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Figure 5.9: Heterogeneity in the signals across different frequencies
within a 20 MHz 802.11 static channel.

For example, the frequency diversity seen by a MIMO receiver is the same

as the diversity on its individual antennas when it uses spatial multiplexing

since each antenna is responsible for receiving one stream. These measurement

results motivate us to develop techniques to exploit such frequency diversity

in Wi-Fi networks.
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Figure 5.10: Heterogeneity in the signals across different frequencies
within a 20 MHz 802.11 mobile channel.
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Temporal stability: In order to effectively exploit such frequency diversity,

the CSI should be relatively stable over time so that we can predict the future

CSI using the past measurements. We quantify the temporal stability by

computing the normalized amplitude change, defined as follows:

‖A(t1) − A(t2)‖2

‖A(t2)‖2
,

where A(t1) and A(t2) are the amplitudes of the two consecutive packets on

all the subcarriers, and ‖ · ‖2 is the ℓ2-norm (with ‖~z‖2 =
√

∑

k ~z(k)2 for any

vector ~z). Figure 5.11 plots the CDF of normalized amplitude change for the

static traces. As we can see, for most traces, over 94% of cases amplitude

changes within 10% between two consecutive packets.
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Figure 5.11: Temporal stability of CSI in the static traces.

Figure 5.12 plots the CDF of the amplitude change between two consecutive

packets in the mobile traces.

We further study the temporal stability as we vary the gap between the

packets. Figure 5.13 plots CDF of the relative difference between the CSI of
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Figure 5.12: Temporal stability of the CSI in the mobile traces.

the two packets with sequence numbers t1 and t1 + gap, i.e.,

‖A(t1) − A(t1 + gap)‖2

‖A(t1 + gap)‖2
,

where gap varies from 1 to 10. In the static trace, the difference is similar with

different gaps between the two packets, which suggests that CSI fluctuates

randomly. In the mobile trace, the difference increases with the gap; but even

when the gap increases to 10, the difference is still within 16% for 50% of

the frames. We observe similar results for the other traces. The significant

temporal stability in the CSI suggests that it is possible for us to predict the

future CSI using the historical measurements and optimize performance based

on predicted CSI.

CSI prediction: Next we examine the prediction algorithms for CSI. We

observe that in the static traces the CSI fluctuation tends to be random,

whereas in the mobile traces the CSI has a linear trend (e.g., when the sender is
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(b) Mobile: trace 6

Figure 5.13: Changes in CSI with a varying time gap.

moving away from or towards the receivers) in addition to random fluctuation.

Therefore, in general, the CSI series consist of two components: a baseline and

a linear trend. To account for these two components, we use the Holt-Winters

forecasting algorithm [55] to predict CSI. Let y denote the CSI time series

on a given subcarrier. y consists of a baseline component a and a linear

trend component b, both of which are estimated using exponential weighted

moving average (EWMA). Then the future sample, denoted as y(i + 1), can

be predicted as follows, where α and β are the weights we put on the most

recent sample. Our evaluation uses α = 0.2 and β = 0.1.

a(i) = α × y(i) + (1 − α) × (a(i − 1) + b(i − 1))

b(i) = β × (a(i) − a(i − 1)) + (1 − β) × b(i − 1)

y(i + 1) = a(i) + b(i)

Figure 5.14 plots the prediction error in static and mobile traces. For com-

parison, we also plot the prediction error of EWMA, which estimates the future
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(a) Static traces (b) Mobile traces

Figure 5.14: CSI prediction error in static and mobile traces.

sample y(i + 1) as αx(i) + (1 − α)y(i), where x(i) is the actual value of i-th

sample and y(i) is the predicted value of i-th sample. As we would expect,

for EWMA, small α performs better in the static traces, and large α performs

better in the mobile traces. Therefore choosing an appropriate α a priori in

EWMA is difficult. In comparison, the Holt-Winters forecasting with the same

α and β performs comparably to or better than the EWMA scheme using the

best configuration on both static and mobile traces. This is because it decom-

poses the time series into two components and separately keeps track of the

baseline and the linear trend using the same parameters. Instead of changing

the parameters, the linear trend component captures the degree of the mobil-

ity and increases with mobility. Due to the effectiveness and generality of the

Holt-Winters algorithm, we use it for prediction throughout the rest of this

chapter.
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Cost of updating CSI information: A receiver needs to feedback CSI

information to its sender so that the sender can use it to optimize its strat-

egy for future transmissions. Simply sending the raw CSI information (e.g.,

amplitude) for every frame can be costly. To reduce overhead, it is natural to

use delta compression to send the amplitude change between two consecutive

packets. We find the maximum amplitude change from one packet to the next

is well below 64 and can be safely represented using 6 bits for each subcarrier.

Since the driver reports CSI as a vector of size 30 from each antenna, the

standard delta compression requires 30x6 = 180 bits. We use the following

enhancement to further reduce the update cost. When the change is within

K, we send it using log2(K) bits; when the change is above K, we send the

change using 6 bits. We use a binary indicator to denote which mode we use

for each subcarrier (i.e., whether using log2(K) or 6 bits).

Figure 5.15 shows the average update cost for every packet across the entire

static and mobile traces as we vary K. The update cost includes the cost of the

indicators. As it shows, the cost is lowest when K = 2 or 3. At these values,

the CSI is around 100-120 bits per antenna, which is easily affordable. For

example, even at the lowest data rate of one antenna (6.5 Mbps), the ACK time

increases within 24%; at the highest data rate of one stream (65 Mbps), the

ACK increases within 4.5%. Since ACK transmission time is a small portion

of the data transmission time, this overhead is within 1% even at the lowest

data rate for 1500-byte data frames. Furthermore, we find that decreasing the

CSI update frequency by half has negligible impact on the performance due
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to significant stability. This suggests that CSI information can be available at

low cost so that we can use it to optimize future transmissions.
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Figure 5.15: Cost of updating CSI in the static and mobile traces.

5.2.3 Our Approach

We now present Smart-Fi, a series of techniques that we develop to harness

this frequency diversity and improve throughput.

5.2.3.1 Smart Symbol Interleaving

Standard interleaver: According to IEEE 802.11 standard, all data bits

are interleaved by a block interleaver with a block size corresponding to the

number of bits in one OFDM symbol [46, 91]. Let NCBPS denote the block

size. The block interleaver is a two-step permutation procedure. The first

permutation step maps adjacent coded bits to non-adjacent subcarriers. The

second permutation maps adjacent coded bits alternatively to less and more

significant bits of the constellation to avoid long runs of low reliability bits.
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Let k denote the index of the coded bit before the first permutation, i denote

the index after the first permutation, and j denote the index after the second

permutation. The two permutation steps are defined as follows, where k =

0, 1, ..., NCBPS − 1, i = 0, 1, ..., NCBPS − 1, and s is determined by the number

of coded bits per subcarrier (NBPSC ) according to s = max(NBPSC /2, 1).

i = (NCBPS/16)(k mod 16) + floor(k/16) (5.2.1)

j = s × floor(i/s) + (i + NCBPS − floor(16 × i/NCBPS )) mod s (5.2.2)

Smart interleavers: The goal of the standard interleaver is to avoid long

runs of low reliability bits by spreading adjacent bits apart to reduce correlated

losses. However, they do not consider that different subcarriers can experience

very different loss rates and different symbols can have different importance.

Smart interleavers incorporate both frequency diversity and importance of

symbols. Here are a few examples where different bits within a frame may

have different importance:

• A packet header is more important than payload.

• When a systematic code is used (e.g., Reed-Solomon code, systematic con-

volutional code, and standard LDPC), the original data symbols are trans-

mitted along with redundancy symbols and the former are more important

because they can be decoded once they are received correctly, whereas the

latter are only useful when enough symbols in the FEC group are received.

For example, consider a systematic FEC group that consists of 5 data sym-

bols and 5 redundancy symbols. Correct reception of 4 data symbols alone
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leads to 4 symbols worth of throughput (when we use CSI as hints in Sec-

tion 5.2.3.2), whereas correct reception of 4 redundancy symbols alone is

useless.

• When transmitting an image or video, symbols corresponding to the main

object in the scene are more important than the symbols pertaining to the

surrounding background.

Based on this observation, we propose to map important symbols to reliable

subcarriers. Our design focuses on interleaving for the first two scenarios,

though our general techniques can be easily extended to other contexts. In

order to support such mapping schemes, we require cross layer information

(e.g., location of the header in a frame). This can be achieved by having the

upper layer mark the bits in a frame that require higher level of protection.

The idea of mapping important symbols to reliable subcarriers is natural,

but the challenge lies in how to map symbols to subcarriers in order to max-

imize the total throughput. Before delving into the detailed approaches, we

first formally specify the problem. Given a set of subcarriers and the loss rate

of each subcarrier, we want to determine the symbol to subcarrier mapping

that maximizes the expected received payload, defined as Pheader × N , where

Pheader is the delivery rate of a header and N is expected number of delivered

payload data symbols. The mapping should specify for each FEC group, which

subcarriers are used to transmit data symbols for the header, data symbols for

the payload, and redundancy symbols for the header and payload.
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Due to the non-linear utility function, finding the optimal solution to this

mapping problem is challenging. We develop several heuristics. Our first three

heuristics are based on the insights that header symbols and data symbols are

generally more important.

• Smart header: It divides symbols into two groups: header symbols and

payload symbols. It maps header symbols to the most reliable subcarriers

and maps payload symbols to the remaining subcarriers.

• Smart data: It divides symbols into two groups: data symbols and FEC

redundancy symbols. It maps data symbols to the most reliable subcar-

riers and maps redundancy symbols to the remaining subcarriers.

• Smart header/data: It sorts the subcarriers in an increasing order of

their SNR, and partitions them into four groups: (i) data symbols in

the header, (ii) data symbols in the payload, (iii) redundancy symbols

in the header, and (iv) redundancy symbols in the payload. Let n1, n2,

n3, n4 denote their sizes in a frame, respectively. Then we map (i) to

the best n1 subcarriers in terms of SNR, map (ii) to the next best n2

subcarriers, map (iii) to the following top n3 subcarriers, and map (iv)

to the remaining subcarriers.

Since the above three heuristics do not provide optimal performance, we de-

velop the following smart iterative search to further improve the performance.

We first use the above three smart mapping schemes to derive three initial
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mappings. Then, for each initial mapping, we try to iteratively improve upon

it as follows. We swap K symbols from one FEC group with another FEC

group. If the swap leads to an increase in the utility, we accept it; otherwise,

we ignore it. In both cases, we iterate until the maximum number of iterations

is reached. Our evaluation uses 5 iterations. Finally, among the three refined

mappings, we pick the one that yields the best performance.

It is important to determine which two FEC groups to swap. Our intuition

is that allocating reliable subcarriers to an FEC group with low delivery rate

can be more beneficial than allocating them to an already highly reliable FEC

group. Therefore, during each iteration, we sort the FEC groups in the order

of their delivery rates and randomly swap the subcarriers between the best

and worst FEC groups in terms of their delivery rates. One caveat is that

when the best FEC group involves a header, swapping its subcarriers with less

reliable ones may degrade the performance due to a higher header corruption

rate. Therefore, in that case, we compute the utility of two scenarios: either

swap the group involving the header with the worst FEC group or swap the

next best FEC group (which does not contain a header) with the worst FEC

group. We will take the swapping that gives a higher utility.

In all four smart interleaving schemes, to avoid long runs of erroneous bits

within each of these partitions (which contains the symbols of the same pri-

ority), we apply a similar permutation step as Equation 5.2.1 to spread the

adjacent bits apart. In this way, we not only provide prioritized treatments to

important bits but also avoid long runs of low reliability bits.
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Receiver feedback: To allow a receiver to properly decode a frame, the re-

ceiver has to know the exact interleaving used at the sender. This can be either

explicitly transmitted by the sender or implicitly computed by the receiver.

We take the latter approach due to its lower communication overhead. The

receiver reports the CSI information in the ACK. Based on the CSI informa-

tion, the sender and receiver will run the same interleaving algorithm and use

the same permutation step so that they should arrive at the same interleaving.

The only information that the sender needs to communicate is which CSI the

sender uses to compute the interleaving. This is simply the sequence number

of the ACK, which includes the CSI used for computing the interleaving. Such

sequence number could be represented using a small number of bits without

ambiguity.

5.2.3.2 Leveraging Channel Information for FEC decoding

Next we propose to use CSI to facilitate decoding in the following two ways:

(i) help recover the data symbols when its FEC group cannot be completely

decoded, and (ii) improve FEC recovery capability by knowing the likely error

positions.

Recovering partial FEC groups: Specifically, if an FEC group fails (i.e.,

whose errors exceeds a threshold), the current decoder cannot extract any

symbols from the failed group. In comparison, we can use SNR of the sub-

carrier, on which the symbols are transmitted, and extract the data symbols

whose SNR exceeds a threshold. In our evaluation, we set the SNR threshold
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to correspond to 0.1% BER under the current modulation scheme. In this

way, we can perform partial FEC group recovery. The benefit of using CSI

over existing approaches (e.g., SoftPHY [53]) is that CSI is available even in

commodity hardware, which we can immediately benefit, whereas SoftPHY

hints are only available in software-defined radios. For those bits that fail the

CSI check, we may request for retransmissions as PPR [53]. The frame is

considered successfully delivered only if it passes the frame CRC check after

retransmission(s). In this way, we do not compromise integrity of the frame.

Improving FEC group recovery: In addition to partial recovery, CSI in-

formation is useful to increasing the FEC group recovery probability. For ex-

ample, a LDPC code is widely used in wireless systems, such as IEEE 802.11n,

WiMax, and LTE. It uses the channel information to decode an FEC group.

In a nutshell, LDPC uses several parity checks to perform error detection and

recovery. When the received symbols in an FEC group fail one or multiple

of the parity checks, the LDPC decoder will flip symbols within the group

according to the error probability of the symbols and then use parity bits to

check the consistency of the new FEC group. The flips will continue until the

symbols pass all the parity checks in that group or the number of flips exceed

a threshold. An accurate estimation of the error probability for the symbols is

important to the decoding success. As shown in Section 5.2.4.2, using the error

probability calculated based on the CSI information can considerably increase

the LDPC decoding success rate over the current practice, which assumes uni-

form error probability. Given the increasing popularity of LDPC codes, our
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enhancement has significant practical value. Moreover, such benefit can po-

tentially also extend to other FEC schemes, e.g., Reed Solomon, where we

can also flip bits according to their error probability in a Reed Solomon FEC

group until they pass the consistency check. The main difference is that LDPC

checks consistency using parity checks, which is much more efficient than the

consistency check in Reed Solomon. As a result, the latter is applicable only

to a wireless network with a relatively low data rate.

5.2.3.3 MAC-layer FEC

Due to frequency diversity, there may not exist a single PHY-layer data

rate that works best for all the subcarriers. One way to handle such hetero-

geneous subcarrier quality is to use different modulation and PHY-layer FEC

on each subcarrier (e.g., as in [103]). However, this may require mapping the

symbols within a PHY FEC group onto the same subcarrier, since different

subcarriers may simply use different FEC codes. This requirement can lead to

undesirable bursty losses. Moreover, commodity hardware (e.g., Wi-Fi cards)

does not have the flexibility in controlling modulation at the per-subcarrier

level, and can only select the data rate for the entire frame. Furthermore,

frequency-aware rate adaptation also introduces significant signaling and pro-

cessing overhead [119].

We propose to use MAC-layer FEC to offer different degrees of protection

to effectively maximize the total throughput. MAC-layer FEC has several

advantages: (i) it is flexible and can offer different levels of protection to
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different symbols based on their importance and PHY-layer loss rates, (ii)

it is more fine-grained than PHY-layer FEC: it allows us to use not only

different FEC group sizes but also any FEC redundancy level instead of being

constrained by the limited choices offered at the PHY layer, e.g., IEEE 802.11a

offers only 1/2 (half data symbols in an FEC group), 3/4 (3/4 data symbols

in an FEC group), and 2/3 FEC while IEEE 802.11n offers 1/2, 3/4, 2/3, 5/6

FEC at the PHY-layer; (iii) it can be easily deployed on commodity hardware.

Problem formulation: Our goal is to maximize the throughput by selec-

tively adding MAC-layer FEC. The approach can be easily extended to offer

differentiated treatment to FEC groups if certain groups are more important

than others (e.g., header vs. payload). Here we consider that the data rate

and bit interleaving information are given. In Section 5.2.3.4, we will relax

this assumption and jointly optimize rate, bit interleaving, partial recovery,

and MAC-layer FEC. We consider Reed Solomon FEC code at the MAC layer.

It consists of K data symbols and N − K redundancy symbols. A group is

correctly received if there are no more than (N − K)/2 incorrect symbols.

This problem has a large search space: (i) how much MAC-layer FEC

to add, (ii) how to split these FEC symbols to protect different PHY-layer

symbols, and (iii) what FEC group size to use at the MAC layer. To limit the

search space, we partition the PHY-layer symbols in each FEC group into two

groups: good symbols with low BER and bad symbols with high BER. Let dg

and db denote the number of good and bad PHY-layer symbols, respectively.

Our problem is to decide how to split the PHY-layer symbols into these two
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groups and how many MAC-layer FEC symbols to allocate to protect each of

these two groups. Let r denote the total number of MAC-layer FEC symbols

we will add. Let rg and rb denote the number of MAC-layer FEC symbols

allocated to protect good and bad PHY symbols, respectively. Obviously,

r = rg + rb. Our goal is to find (db, rb, rg) that maximizes throughput.

Algorithm: To achieve this goal, for every FEC group in a frame, we search

for the best combination of (db, rb, rg) such that it maximizes the effective de-

livery rate, defined as the expected number of delivered symbols (Nr) divided

by the total number of symbols transmitted (Nt), which includes MAC-layer

FEC symbols. Figure 5.16 shows the pseudo-code. The transmitter will then

add the MAC-layer FEC for each PHY-layer FEC according to configmax as

calculated. In this case, the sender does not need to notify the receiver of

the MAC-layer FEC it uses. This is because both the sender and the receiver

operate on the same CSI information and run the same algorithm which is

deterministic in nature. This avoids communication overhead that might oth-

erwise be needed. Furthermore, to minimize the correlated losses within one

MAC-layer FEC group, we use the hash function in Equation 5.2.1 to map ad-

jacent FEC symbols to different subcarriers. Since the sender and receiver use

the same hash function, no additional information about the mapping needs

to be transmitted.

The algorithm maximizes the utility Nr/Nt for each FEC group. Nt is sim-

ply d + rg + rb. Below we describe how to compute Nr. For a given (db, rb, rg),

we estimate the expected number of successfully delivered data symbols with-
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foreach PHY-layer FEC group
foreach (db, rb, rg)

compute Rg = Nr/Nt

ifRg > Rmax
g

Rmax
g = R

configmax
g = (db, rb, rg)

end
end

end

Figure 5.16: Pseudo code of the unified scheme: i.e. smart inter-
leaving, partial FEC recovery and MAC FEC. This can then be used
for rate adaptation.

out partial FEC recovery (i.e., the technique described in Section 5.2.3.2) as

follows:

Nr =P1 × d1 + (1 − P1) × P2g × dg + (1 − P1) × P2b × db (5.2.3)

where P1 denotes the delivery probability of the FEC group using PHY-layer

FEC, P2g and P2b are the delivery probabilities of the FEC group using

MAC-layer FEC for the good and bad FEC groups, respectively, and d1 is the

number of data symbols in the group. The expression assumes independence

between delivery probabilities of PHY-layer FEC and MAC-layer FEC. The

group is delivered when either of these FEC groups succeeds.

When partial FEC recovery is enabled as described in Section 5.2.3.2, the

expected number of successfully delivered data symbols increases to the fol-
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lowing:

Nr =P1 × d1 + (1 − P1) × P2g × dg + (1 − P1) × P2b × db

(1 − P1) × (1 − P2) × (
∑

i∈bad

P3i +
∑

i∈good

P3i) (5.2.4)

where P3i is the delivery probability of the i-th symbol that belongs to either

a good or bad group. The expression reflects the fact that a symbol is received

if (i) its PHY-layer FEC group is correctly received, or (ii) its MAC-layer FEC

group is correctly received (but its PHY-layer FEC group is incorrect), or (iii)

the symbol itself is correctly received (but its PHY-layer and MAC-layer FEC

groups are both incorrect). Among these variables, P3i can be easily computed

from the CSI using SNR to BER mapping. Below we focus on computing P1

and P2, both of which are the delivery probability of one FEC group.

Computing the delivery probability of one FEC group: The delivery

probability of one FEC group is essentially the probability of the FEC group

having no more than T errors, where T is the maximum number of errors that

the FEC group can tolerate. This can be approximated using a normal distri-

bution. Since an FEC group typically contains around or over 100 symbols,

the approximation using a normal distribution works well according to the law

of large numbers. This is also confirmed in our evaluation, which shows its

estimation is quite close to the actual delivery rate.

Specifically, let BERi denote the BER of the subcarrier i and I is the set of

subcarriers used to carry symbols in the current FEC group. X(i) denotes if

the bit i is corrupted and define Y =
∑

i∈I X(i), which denotes the expected

154



number of corrupted bits in the FEC group. We can approximate Y as N(µ, σ),

where µ =
∑

i∈I BERi and σ =
√

∑

i∈g BERi(1 − BERi). Then the delivery

probability of an FEC group can be approximated as θ(T−µ
σ

), where θ(x) is

the CDF of the standard normal distribution N(0, 1).

5.2.3.4 Combining with Rate Adaptation

The above three optimization techniques reduce the perceived loss rate and

can potentially support a higher data rate. Motivated by this observation,

below we first describe how to jointly optimize rate adaptation with smart

symbol interleaving and then show how it can be extended to also leverage

partial FEC group recovery and MAC-layer FEC.

Joint rate adaptation and smart interleaving: To jointly optimize rate

adaptation and smart symbol interleaving, we enumerate all data rates, and

for each data rate we identify the best symbol interleaving based on the CSI

information. Then we select the data rate and symbol mapping that maximize

the total throughput.

To achieve this goal, we need to accurately estimate the throughput for

a given symbol interleaving and data rate. We compute throughput as the

expected number of correctly received symbols in the payload data divided by

the transmission time TxT ime, which includes DIFS, SIFS, header and ACK

overhead. The denominator is easy to compute, so we focus on computing

the numerator. We observe that a data symbol s is successfully received if

(i) the header is correctly received and (ii) the FEC group to which s belongs
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is received correctly. Therefore, we first compute the delivery probability of

an individual FEC group, and then compute the expected number of received

symbols as follows:

Pheader ·
∑

K

PFEC(K)dK ,

where Pheader denotes the header delivery probability, PFEC(K) denotes the

FEC group K’s delivery probability, and dK denotes the number of data sym-

bols in the FEC group K.

Pheader can be computed as follows:

∏

i∈header

BERi + (1 −
∏

i∈header

BERi)PFEC′,

since the header is received either when all bits in the header are correctly

received (which can be verified using a header CRC) or when the FEC group

to which the header belongs is correctly received, which is denoted by PFEC′.

We can compute the probability of an FEC group having within T errors

(e.g., PFEC(K) and PFEC′), by approximating it using a normal distribution,

as described in Section 5.2.3.3.

Joint rate adaptation, smart interleaving, and partial FEC recov-

ery: To further incorporate partial group recovery based on the CSI hints,

we simply redefine the throughput by including the partially correct symbols

in the FEC group K as follows:

Nr = (Pheader ·
∑

K

(PFEC(K)dK + (1 − PFEC(K))
∑

i∈K

(1 − BERi))) (5.2.5)

Throughput = Nr/TxT ime (5.2.6)

156



foreach data rate
use smart mapping to select a good symbol mapping
foreach PHY-layer FEC group

foreach (db, rb, rg)
compute Rg = Nr/Nt

ifRg > Rmax
g

Rmax
g = R

configmax
g = (db, rb, rg)

end
end

end
compute TxT ime under the current rate and MAC FEC
utility = Pheader ×

∑

g Rmax
g /TxT ime;

if utility > max utility
max utility = utility;
record the current rate and configmax

g

end
end

Figure 5.17: Pseudo code of MAC-layer FEC.

where the term (1 − PFEC(K))
∑

i∈K(1 − BERi) denotes the total number of

partially correct symbols in the FEC group K. The intuition is that a data

symbol s is received if (i) the header is received correctly, and (ii) the FEC

group to which s belongs is received correctly or s is received correctly.

Joint rate adaptation, smart interleaving, partial FEC recovery, and

MAC FEC: We extend our algorithm in Figure 5.16 to Figure 5.17 to support

rate adaptation, smart interleaving, partial FEC recovery, and MAC FEC. It

searches over all data rates, and for each data rate it finds the symbol mapping

and MAC-layer FEC that maximizes the total throughput. The new utility

effectively captures the impact of data rate, interleaver, partially correct FEC
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groups, and MAC-layer FEC overhead. It finally selects the combination of

rate, symbol mapping, MAC-layer FEC that yields the highest throughput.

For efficiency, we do not have to go through all the data rates during the

search, and can prune a data rate if its throughput under no losses is no larger

than the highest throughput found so far.

5.2.4 Simulation

5.2.4.1 Simulation Methodology

We conduct extensive trace driven simulations to study the benefit of our

approaches. We collect CSI traces as described in Section 5.2.2 using Intel

Wi-Fi Link 5300 (iwl5300) IEEE 802.11 a/b/g/n wireless network adapters on

desktops. These NICs have three antennas and we use the trace from the first

antenna in the following results since we observe similar results when using

the other two antennas. For the static traces, we use the first 20, 000 packets

from each trace for simulation, and these packets correspond to about half a

minute transfer. For the mobile traces, we only have about 20, 000 packets per

trace, so we use all the packets for simulation.

We develop an event-driven simulator as follows. A sender continuously

transmits frames to a receiver. The symbols within a frame are mapped to

subcarriers according to a given mapping scheme. The corruption rate of a

symbol is determined according to the SNR of its subcarrier and the standard

function that maps SNR to bit-error-rate (BER), as shown in Table 2 of [40]

and also validated empirically in that paper. The sender optimizes its strat-
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egy, such as symbol mapping and MAC-layer FEC, according to the predicted

CSI using the Holt-Winters forecasting algorithm. We use throughput as our

performance metric. Throughput is defined as the total number of correctly

received bits divided by the total time, which includes the transmission time

and random backoff time. When CSI is used to extract partially correct sym-

bols, the throughput only counts the symbols that are both correct and have

CSI above the threshold.

In order to quantify the benefit of any loss recovery schemes, we have to

use traces with packet losses. However, CSI information of lost packets are

simply not available since the driver may not even know the presence of a

packet. Therefore we collect the CSI traces under good link conditions where

it has little or no packet losses. Then we shift the original CSI as reported by

the traces by a constant across all the subcarriers to emulate the effect that

the sender uses a lower transmission power or is farther away so that the link

experiences losses. The shift is constant across all the subcarriers so that it

preserves the frequency diversity in the original traces. We identify the shift

based on the modulation scheme so that the modulation scheme is appropriate

for the current shift value.

We evaluate the performance under fixed rate and auto-rate. We use the

static traces to evaluate the fixed rate, and use both the static and mobile

traces to evaluate the performance of auto-rate. We do not use the mobile

traces to evaluate the fixed rate case since the SNR varies significantly and

it does not make sense to use a fixed rate throughout the entire duration of
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mobile traces.

5.2.4.2 Performance Results

(a) BPSK, 1/2 FEC (b) QPSK, 1/2 FEC

(c) QPSK, 3/4 FEC

Figure 5.18: Comparison of different symbol mapping schemes under
fixed rates in the static trace.

Evaluation of symbol mappings: Figure 5.18 compares the performance

of our four smart mapping schemes with the standard mapping used in IEEE

802.11 [91, 46]. As shown in Figure 5.18, all four smart mapping schemes

consistently out-perform the standard mapping. The improvement of smart
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iterative search over the standard mapping ranges from 120% to 1580% in

BPSK 1/2 FEC (i.e., half of the symbols in an FEC group are data symbols),

460% to 3190% in QPSK 1/2 FEC, and 63% to 410% in QPSK 3/4 FEC

(i.e., 3/4 of the symbols in an FEC group are data symbols). Comparing the

four smart mapping schemes, we see that smart iterative search consistently

performs the best.

(a) BPSK, 1/2 FEC (b) QPSK, 1/2 FEC

(c) QPSK, 3/4 FEC

Figure 5.19: Comparison of CSI-based hints under fixed rates in the
static trace.
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Evaluation of CSI-based hints: Figure 5.19 evaluates all the mapping

schemes with partial recovery using CSI as hints. Comparing Figure 5.18 and

Figure 5.19, we see that the CSI-based hints significantly improve the through-

put of all mapping schemes. In BPSK 1/2 FEC, it improves throughput from

73% to 84% in the standard mapping, from 230% to 750% in the smart header

mapping, from 150% to 650% in the smart data mapping, from 180% to 530%

in the smart header/data mapping, and from 150% to 420% in the smart it-

erative search. The benefits of CSI hints are higher in the smart mapping

schemes than those in the standard mapping for the following reason. The

smart mappings allocate data symbols to more reliable subcarriers so that

they are more likely to be correct and whenever they are correct, the CSI

hints allow us to extract the data symbols, which directly contributes to the

throughput. In comparison, applying the CSI hints to the standard mapping

yields lower throughput because while the CSI hints continue to allow us to

extract correct symbols but a larger number of these symbols are redundancy

symbols, which by themselves are not useful unless the FEC group receives

enough correct symbols.

In addition, we observe that the smart iterative search with CSI hints im-

proves the throughput of the default scheme (i.e., the standard mapping with-

out CSI hints) by 440% to 8630%, which is higher than the individual technique

alone. This demonstrates the synergy between these techniques.

Next we use CSI to estimate the error probability in LDPC. Our result based

on the static traces shows that this allows an LDPC using 273-bit codeword
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and 191-bit redundancy to successfully decode 20.2% more FEC groups than

the current practice, which assumes uniform error probability.

(a) Standard mapping (b) Iterative mapping

Figure 5.20: Evaluation of MAC FEC under the fixed rate (BPSK,
1/2 FEC) in the static traces.

Evaluation of MAC FEC: Figure 5.20 compares the performance with

and without MAC FEC. As we can see, in the standard mapping, MAC FEC

improves the total throughput by 7% to 207% when CSI are not used as hints,

and improves throughput by 15% to 549% when CSI are used as hints.

Evaluation of the joint optimization: As shown in Figure 5.20, MAC

FEC with smart iterative mapping and CSI hints improves the throughput of

the default scheme (i.e., no MAC FEC, no CSI hints, and standard mapping)

by 160% to 660% , even higher than the benefit of individual technique alone,

which confirms that the techniques work well together.

Effects of our rate adaptation: We further evaluate the effectiveness of
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(a) Static traces (b) Mobile traces

Figure 5.21: Comparison of different symbol mapping schemes under
auto rates in static and mobile traces.

jointly optimizing data rate and symbol mapping. We compare rate adaptation

using the smart mapping schemes against the standard mapping. In both

cases, we use the same auto-rate adaptation as described in Section 5.2.3.4,

which selects the rate that maximizes throughput. They only differ in the

way in which the symbols are mapped. As shown in Figure 5.21, jointly

optimizing rate adaptation and symbol mapping out-performs the standard

mapping with auto-rate. The throughput benefit ranges from 15% to 44% in

the smart iterative search.

Next we evaluate the performance of different mapping schemes under auto-

rate on the mobile trace. This is more challenging since the prediction accuracy

degrades under mobility and we may not accurately identify good subcarri-

ers. As shown in Figure 5.21(b), all four smart mapping schemes continue
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to improve the throughput in the mobile traces. The improvement over the

standard mapping ranges between 6.9% to 10.3% in the smart iterative search.

(a) Static traces (b) Mobile traces

Figure 5.22: Comparison of CSI-based hints under auto rates in
static and mobile traces.

Now we evaluate the throughput under auto rate with and without CSI

hints. Comparing Figure 5.21 and Figure 5.22, we observe that the CSI hints

in the auto-rate algorithm improve the throughput from 11% to 33% in the

standard mapping, from 21% to 45% in the smart header mapping, from 2%

to 13% in the smart data mapping, from 15% to 67%in the smart header/data

mapping, and from 16% to 49% in the smart iterative search. The CSI hints

and smart iterative search together improve the throughput of the default

auto-rate scheme by 35% to 112%, which demonstrates the effectiveness of

simultaneously leveraging these techniques.

Figure 5.22(b) shows the performance in mobile traces. Comparing Fig-
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ure 5.21(b) and Figure 5.22(b), we see that the benefit of CSI-based hints

extends to the mobile scenarios. CSI hints with auto-rate increase throughput

from 5.3% to 5.8% in the standard mapping, and from 56.6% to 77.8% in the

smart iterative search. The CSI hints with smart iterative search together

improve the throughput by 68% to 96%, which confirms the effectiveness of

joint optimization.

5.2.5 Testbed Experiments

5.2.5.1 Implementation

As our USRP1 can only support up to 800 KHz, we see more homoge-

neous channels than 20-MHz Wi-Fi channels. This is an artifact of USRP1.

As newer generation of software defined radios, such as USRP2 and SORA,

support wider bands, they should see more frequency diversity. For our exper-

iments, in order to recreate a similar degree of frequency diversity as we see in

a Wi-Fi channel, we use three USRP nodes where two of them communicate

using various schemes and the third USRP injects narrow-band interference at

the boundary of the channel used by the first two USRP nodes. In this way,

the subcarriers on the boundary have lower SNR while the other subcarriers

have higher SNR. We vary the interference by changing its transmission power

and channel width. In our experiments, the difference between maximum and

minimum SNR across different subcarriers are comparable to the Wi-Fi chan-

nel. In each transmission, we send out 1000 packets, each having 1000 bytes.

Every packet has a CRC-protected header followed by the CRC-protected pay-
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load. The entire packet is divided into blocks, each of which is encoded using

Reed Solomon FEC. To minimize the change in channel conditions, for each

run, we run different schemes back to back on the USRP. For each experiment,

we perform five different runs and report the total throughput for each run.

Note that the throughput in different Figs are obtained under different channel

conditions and cannot be directly compared.

We implement our approaches on top of the standard OFDM examples in

the GNU Radio 3.2.2 package. The default OFDM implementation in this

package includes a basic OFDM sender and receiver chain. It supports BPSK,

QPSK and QAM modulation schemes on the OFDM subcarriers. Our imple-

mentation uses 192 subcarriers and operates in the 2.49 GHz range.

We implement the standard mapping and three smart mapping schemes.

In addition, we can enable or disable CSI hints for partial FEC group recov-

ery. We use QAM-8 and QAM-16 as the modulation schemes in the following

experiments.

5.2.5.2 Performance Results

Evaluation of symbol mappings: We plot the performance of different

symbol mapping schemes in Figure 5.23 for five runs, each with different

amount of narrow-band interference. The throughput is calculated based on

the number of correctly received FEC groups when the packet header is cor-

rectly decoded. When the header is corrupted, the entire packet is considered

to be lost. We observe that all smart mapping schemes consistently perform
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better than the standard interleaver. For instance, the smart header/data

scheme out-performs the standard interleaver by 42% to 173%, because it

maps important header and data symbols to more reliable subcarriers and

allows more FEC groups to be decoded.

Figure 5.23: Comparison of different symbol mapping schemes in
USRP.

Evaluation of CSI-based hints: We also use the CSI-based hints to extract

the correct bits from the FEC groups that cannot be decoded at the receiver.

For each such FEC group, we consider a bit to be correct if (1) it is indeed

correct based on the ground-truth value of the bit and (2) the BER of the sub-

carrier on which the bit is received is within 0.005. Again we use the standard

function to map SNR to BER. Figure 5.24 plots the resulting throughput after

partial recovery for the various schemes during 5 separate runs. We observe

that all the smart interleaver schemes consistently out-perform the standard

interleaver.

Evaluation of MAC-layer FEC: We also evaluate the impact of MAC-
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Figure 5.24: Comparison of CSI-based hints in USRP.

Figure 5.25: Evaluation of MAC-layer FEC in USRP.

layer FEC on USRP. Figure 5.25 shows the performance under 5 different

scenarios with different loss rates. We can see that MAC-layer FEC improves

throughput by 40% to 230% in the standard mapping.

Evaluation of the joint optimization: Figure 5.26 compares the perfor-

mance of jointly applying MAC-layer FEC, smart header/data mapping, and

CSI hints and the default scheme, which does not use any of these techniques.

As we can see, the combined approach out-performs the default scheme by
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Figure 5.26: Evaluation of MAC-layer FEC with smart mapping in
USRP.

33% to 147%.

5.2.6 Summary

In this chapter, we use measurements from IEEE 802.11 networks to ana-

lyze the extent of the frequency diversity, its temporal stability, and update

cost. Our traces show that CSI exhibits strong diversity and temporal local-

ity, which make it possible for us to effectively harness such diversity. We

develop Smart-Fi, a system of three complementary techniques to effectively

harness such diversity. We further leverage their synergy to integrate them

together and jointly optimize data rate in presence of these optimizations. Us-

ing trace-driven simulation and testbed evaluation, we show that each of these

techniques is effective and yields significant throughput gain, and their com-

bination with rate adaptation further increases the gain. The benefit extends

to both static and mobile networks.

A number of future directions remain. First, our approach requires CSI
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information, which is more fine-grained than the widely used SNR and more

challenging to predict. To enhance the robustness against prediction errors

(e.g., arising from high mobility scenarios), we plan to explore robust opti-

mization (e.g., by applying stochastic optimization and robust traffic engi-

neering techniques developed for the Internet [30]). Second, we are interested

in collecting more traces and understanding the benefits of our approaches in

more extensive scenarios.
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Chapter 6

Conclusions and Future Work

In this chapter, we summarize our contributions of this dissertation and list

the directions for future work.

6.1 Summary

The proliferation of wireless networks is giving rise to the explosive growth

of wireless-enabled devices and consequently, the rising traffic demands. The

growing traffic demands coupled with the limited usable wireless spectrum

strongly highlights the need to use the available wireless spectrum more effi-

ciently.

The goal of this dissertation is to address the above problem by proposing

efficient spectrum usage techniques. We take a holistic approach by addressing

the problem through three different perspectives:

(i) Sending more information per transmission: We propose O3, which

optimizes network coding in the presence of opportunistic routing. While

network coding helps to reduce the transmissions, we also combat wireless

loss using opportunistic routing. We approach the problem by proposing a

novel hierarchical framework that decouples network coding and opportunistic
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routing and jointly optimizes opportunistic routing, inter-flow coding and rate

limiting. We further design a routing protocol, O3 and show its effectiveness

using extensive simulations.

(ii) Sending more transmissions per spectrum: Next, we develop DM+

that exploits distributed spatial multiplexing as well as diversity in a mul-

tihop wireless network. We propose an optimization framework that jointly

optimizes spatial multiplexing, routing, and rate limiting. Further, we design

a practical protocol DM+ and show its benefits through experiments and sim-

ulation. With the drive towards leveraging mesh networking by 5G networks

to provide Internet connectivity to small cells, we believe DM+ can play an

important role in providing significant multiplexing gains.

(iii) Selecting the right spectrum for transmission: Finally, we focus on the

entity of interest, i.e. the ’spectrum’ itself, and argue that a systematic ap-

proach towards spectrum selection is imperative to ensure increased utilization

of the spectrum. We achieve this at two different granularities, (i) fine-grained

and (ii) coarse-grained spectrum selection. In (i), we propose Smart-Fi, a

series of three complementary techniques to effectively harness the frequency

diversity of a channel and using testbed evaluation and simulations, show that

each of these techniques is effective and yields significant throughput gain, and

their combination with rate adaptation further increases the gain. Next, in

(ii), we provide LBRH, a distributed solution towards channel assignment in

whitespaces, through which unlicensed devices can not only utilize the medium

effectively, but also get a fair share of medium among themselves. With the

173



FCC focusing on whitespaces to provide increased wireless coverage, we believe

it is a critical problem to solve.

6.2 Directions for Future Work

There are several possible future directions for the work described in this

dissertation. While some of the below listed points are extensions of our work,

the others explore new avenues.

This dissertation has presented systems the following systems: O3, DM+,

LBRH and Smart-Fi. While each of these techniques can provide significant

gains when used in isolation, a single unified architecture encompassing them

could provide greater benefits. This will also involve significant cross-layer

interaction between different layers of the network stack. Network coding can

be done using O3, and the resulting packets could be sent out using DM+

on a spectrum that is selected carefully using LBRH at a coarse granularity

and further using Smart-Fi to harness the frequency diversity of the selected

channel. However, several important questions need to be answered towards

designing such an architecture. What will be the right abstractions given high

cross-layer interaction between the different layers of the wireless stack, i.e.

the Network, MAC and Physical layers? What are the APIs presented to

communicating wireless nodes, to enable/disable network coding (in O3) or

simultaneous transmissions (in DM+)? Wireless link conditions can change

significantly depending on the environment, interfering users and mobility. In

such dynamic scenarios, how can one devise algorithms and heuristics that can
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adapt quickly to leverage the best throughput without significant operating

overhead?

The FCC whitespace ruling can soon see unlicensed networks operating

together in 700MHz spectrum. However, whitespaces also provide the op-

portunity for Wireless Wide-Area Networks (WWANs), since the FCC allows

the fixed APs in this spectrum to use upto 36 dBm (4W) as the transmit

power. But, Wi-Fi as it stands today, has not been designed to support wide

area coverage. We discussed Leaky Bucket Random Hopping in Chapter 5,

Section 5.1.3 which provides a distributed spectrum sharing algorithm for un-

licensed Wi-Fi devices. However, more challenges need to be addressed before

the true potential of whitespaces can be realized. For instance, while the

FCC allows fixed APs to transmit at 4W, the portable clients have a limited

transmission power budget of 100 mW. This will create power asymmetry be-

tween the AP and its clients, and our measurements show that its effective

coverage over Wi-Fi will be reduced by over 90%. Further, Wi-Fi uses CSMA

for medium access between contending nodes. However, the power asymme-

try also renders CSMA ineffective, since clients can reach the AP at sub-

noise SNR levels. Frequency domain contention mechanisms like FICA[131]

are also ineffective due to the power spectral density limits imposed by the

FCC. One possible future work in this area, could be to draw inspiration from

CDMA, and let clients content concurrently for the medium by selecting ran-

dom pseudo-noise (PN) sequences from a set of codes and use power control

for transmission. Thereafter, we need to design a mechanism such that the AP
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can detect and resolve the resulting contention collisions and then signal the

winning AP to continue with the transmission. This contention mechanism

then needs to be combined with LBRH to complete the entire system that can

provide wide-area wireless coverage.

Given the continued increase in wireless data traffic, spectrum crunch is

an imminent problem and dedicated measures are needed to alleviate this

problem. In this dissertation, we proposed systematic approaches towards

enhancing spectrum efficiency and we hope it inspires future work in this area,

and take us towards the realization of high spectrum utilization systems.
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