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Vacuum arc remelting is a secondary melting process used to produce a

variety of segregation sensitive and reactive metal alloys. The present day VAR

practice for superalloys involves, typically, melting electrodes of 17” into ingots

of 20” in diameter. Even larger diameter forging stock is desirable. However,

beyond 20” ingots of superalloys are increasingly prone to segregation defects

if solidification is not adequately controlled.

In the past years a new generation of model-based controllers was de-

veloped to prevent segregation in VAR by controlling melt rate, or the total

amount of power flowing into the liquid pool. These controllers were seen

as significant improvements in the industry of remelting processes, but these

controllers were still focusing on the melting sub-process and ignoring ingot

solidification. Accurate control of the liquid pool profile is expected to result
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in segregation-free ingots, but unfortunately a controller capable of stabilizing

the solidification front in VAR is currently not available.

The goal of the proposed research is to develop a cyber-enabled con-

troller for VAR pool depth control that will enhance the capabilities of current

technologies. More specifically, the objectives of this research are threefold.

Firstly, a control-friendly model is proposed based on a high-fidelity ingot

solidification model and is coupled to a thermal model of electrode melting.

Secondly, sequential Monte Carlo estimators are proposed to replace the tra-

ditional Kalman filter, used in the previous VAR controllers. And finally, a

model predictive controller (MPC) is designed based on the proposed reduced-

order model. The time-critical characteristics of these methods are studied,

and the feasibility of their real-time implementation is reported.
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Chapter 1

Introduction

1.1 Cyber-enabled Manufacturing Systems (CeMS)

Model-based control uses knowledge of a physical process and in-process

measurements for process control. In this approach, measurements are gath-

ered and processed to reconstruct the state of the process, which is posteriorly

used by a controller. In practice it is often assumed that measurement, commu-

nication, and processing are performed instantaneously; ignoring the dynamics

of the sensors and computational components. In reality, computational mod-

els, sensors, and computing units used are part of a network that is in close

interaction with the physical system. Cyber-enabled manufacturing systems

(CeMS) is a manufacturing approach that seeks to incorporate computational

models, sensors, actuators, communication systems, and the physical plant in

the same control system. A CeMS is a derivative of the generic cyber physical

system (CPS) which consists of embedded and distributed sensors, actuators,

and computational units that are networked to effectively gather and pro-

cess information while being coupled with the control system for immediate

response [44].

In addition to traditional sensors, the network of sensors can also in-
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clude high-fidelity computational models running in parallel to the manufac-

turing process, in an effort to get more information and, potentially, observe

phenomena that cannot be measured physically. All sensors, actuators and

processing units need to be synchronized for the correct operation of the con-

trol system. Specifically, if a computational model is used for sensing it is

crucial that the model is able to return information when prompted by the

process estimator; and that the estimator is able to process and return infor-

mation quickly so that estimates can be used by the process controller. The

time-critical characteristics of cyber-physical systems is what sets them apart

from other disciplines [119].

The study of CeMS involves the study of manufacturing processes,

computational models, formation of manufacturing defects, distributed sen-

sors, communication, fast processing of measurements, and control algorithms.

CeMS is an interdisciplinary area of research that brings together engineers

and computer scientists in the search for realiable responsive technologies for

the prevention of manufacturing defects. In this dissertation, the work has

been focused in only three aspects: computational models, process estimators

and process controllers. These three components are developed for a cyber-

enabled controller for vacuum arc remelting (VAR), focusing the attention in

methods that are accurate while being fast enough to work in real-time. It is

expected that in future work the methods proposed in this work will be im-

plemented in optimal processing units (e.g., graphics processing units (GPUs)

or field-programmable gate arrays (FPGAs)) and an appropriate network.
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1.2 Vacuum arc remelting

Vacuum arc remelting [24, 118] is a secondary melting process used

to produce a variety of segregation sensitive and reactive metal alloys, e.g.,

nickel-based superalloys, titanium, and zirconium alloys. VAR results in fully-

dense homogeneous ingots with appropriate chemistry, physical size, and grain

structure. Such ingots are expected to be free of macrosegregation, porosity,

shrinkage cavities, or any other defects associated with uncontrolled solidifica-

tion [91, 125, 126].

In this process, a cylindrically-shaped alloy electrode is loaded into the

water-cooled copper crucible of a VAR furnace, the furnace is evacuated, and a

DC arc is struck between the electrode (cathode) and some start material (e.g.,

metal chips) at the bottom of the crucible (anode). The arc heats both the

start material and the electrode tip, eventually melting both. As the electrode

is melted away, molten metal falls through the arc plasma and progressively

builds up an ingot in the copper crucible.

The electrode is usually welded to a stub, called the stinger, which

is attached to a linear actuator. Since the crucible diameter is larger than

the electrode diameter, the electrode must be translated downward toward

the anode pool to keep the average distance between the electrode tip and

pool surface constant. This average distance, called the electrode gap, has a

crucial effect on the heat released during the process as the arc plasma and its

distribution are dependent on it.
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During the process, a pool of liquid metal sits atop the solidifying ingot.

The melt pool has a curved cross section, known as the pool profile. At any

moment there are 3 phases in the ingot: liquid, solid-liquid (mushy zone) and

solid.

Figure 1.1: Schematic of the vacuum arc remelting process.

The impetus for the development of this process had been the need for

high-performance, high-purity materials required for aerospace applications.

The present day VAR practice for superalloys involves, typically, melting elec-

trodes of 17” into ingots of 20” in diameter. Even larger diameter forging

stock is desirable. However, beyond 20” diameter ingots, superalloys are in-

creasingly prone to segregation defects known as “freckles” if solidification is

not adequately controlled [53]. The mechanisms that cause segregation de-

fects need to be understood in order to propose a control strategy that would
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prevent their formation.

1.2.1 Defects in VAR ingots

Previous work in characterization of solidification defects in VAR in-

gots shows that defect formation is related to fluid flow and solidification in the

molten pool atop the ingot. Most of the studies performed on defect formation

in VAR ingots come primarily from investigations of the nickel-based Alloy 718

[102], studied in this dissertation. There are two primary types of microstruc-

tural anomalies common in Alloy 718: freckles and white spots. Both defects

must be prevented because they create segregated areas that cannot be leveled

by diffusion [131].

Freckles are solute-rich regions, which tend to extend radially, toward

the center of the ingot. In Alloy 718, freckles are primarily enriched in niobium

and slightly depleted in chromium. The freckle formation in metallic systems is

believed to be a convective hydrodynamic instability problem. At appropriate

conditions, plume flow will form washing away the dendrites formed along its

path, and a trail of freckles is formed as a result. In Alloy 718 and most nickel-

based superalloys, freckles can usually be prevented by using a short electrode

gap and a slow, stable melt rate [75]. Deep molten pools, usually caused by

high currents and fast melt rates, contribute to freckle formation [15].

Opposite to freckles, white spots are solute-lean regions. They can

be classified into three types based on composition and origin: solidification,

dendritic, and discrete white spots. The first kind, solidification white spots,
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can be seen as the opposite of freckles. They extend radially towards the center

of the ingot, as do freckles. No dramatic changes in mechanical properties are

associated with the presence of solidification white spots, but just as with

freckles, they cannot be removed by homogenization or hot deformation. The

mechanisms proposed in the literature for formation of solidification white

spots are similar to those proposed for freckle formation. The second kind,

dendritic white spots, have a dendritic microstructure and are larger than

solidification white spots. Because of their dendritic structure, it is commonly

accepted that they are formed by pieces of electrode falling into the melt

pool [95]. Without sufficient pool superheat, metal may solidify around the

detached electrode piece, making it a white spot precursor. The last kind of

white spots, discrete white spots, are the most deleterious VARmicrostructural

anomalies. Discrete white spots can be further classified as dirty, those having

nonmetallic inclusions; and clean, those without them. They are believed to

be caused by material fall-in from the crown, shelf and/or torus region of the

VAR ingot.

From the above descriptions, it can be implied that to prevent solidi-

fication defects certain melt conditions should be maintained throughout the

VAR melt. In order to prevent solute-lean white spots deep liquid pools need

to be used so that any fall-in material has time to dissolve into the melt pool.

While to prevent solute-rich freckle channels, the solidification front must be

resistant to the formation and propagation of thermosolutal convection caused

by hydrodynamic instabilities. This can be accomplished either by reducing

6



(a) Freckle (b) Solidification white spot

Figure 1.2: Solidification defects

the buoyancy driving force for convection (dependent on density differences)

or by using a shallow pool. Prevention of both kinds of solidification defects

can be seen as a balancing act that requires using a melt pool that is shallow

enough to avoid freckle channels while being deep enough to dissolve any solid

material that falls in the pool [108].

1.3 Current state of modeling and control in VAR

1.3.1 Vacuum arc remelting models

Modeling of VAR is a challenging task that has been studied extensively

both in the industrial and academic worlds [1, 12, 50, 127, 128]. The difficulty

lies in the different physical domains involved in the process, and the different

scales at which they occur. VAR practice involves heat transfer, fluid dynam-

ics, mass transfer, phase transformations, and electromagnetics [124]. Several

numerical models have been developed for VAR using finite element methods
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to describe the multi-physics nature of the process. Most of these models fo-

cus on the solidifying ingot, which involves the greatest difficulty, ignoring the

melting of the electrode and the electric arc.

Although popular for process characterization and optimization, mod-

els of ingot solidification have been greatly ignored for process control due

to their high computational cost. Recently, a simplified VAR model which

accounts only for heat transfer in the ingot was reported by Kondrashov et

al. [52]. The application of this simplified model in the design of an auto-

matic control system for VAR was also suggested but not reported. Although

simple, the model was not presented in an adequate form for the design of

a process controller, e.g., state-space form, transfer function, time series, etc.

To the best of the knowledge of the author, there are no ingot solidification

models that can be considered control-friendly or that have been implemented

for solidification control in VAR.

1.3.2 Process controllers

Initially, control of VAR was linked to control of the electrode gap, a

variable that cannot be directly measured. Significant effort was dedicated to

the design of correlations for identification of electrode gap based on measure-

ments of drip-short frequency1 and voltage. Although research in this topic is

still active [64], electrode gap estimation is considered mature and will not be

1A drip short is the momentary arc interruption caused by metal drips bridging the
electrode gap and contacting the ingot pool surface. See Ref. [129].
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discussed in this dissertation.

Although ingot solidification is the part of the process that defines

the microstructural quality of the metal ingot, it has been largely ignored

when controlling VAR. Originally, it was common for superalloy producers

to control the DC current sent to the furnace and assume that, by doing

that, the solidification front would be controlled. Modern day VAR practice

uses melt rate control, frequently using load cell feedback although this is

not necessary2. Extensive testing is used for companies to develop what is

called a melt recipe, which defines how melt rate should be varied in order to

obtain defect-free microstructures. Although simple, such an approach lacks

robustness and treats the whole process as a black box.

In order to increase the responsiveness of the system, knowledge of

the physics of the process was incorporated in a new generation of process

controllers for remelting developed under sponsorship of the Specialty Metals

Processing Consortium (SMPC) [112]. In the case of vacuum arc remelting,

three modes of control are available: dynamic melt rate control; ingot pool

power control3; and liquid pool depth control. The first mode accurately

controls the melt rate of the electrode during both steady-state melting and

highly transient conditions (e.g., startup, hot-top, or process upsets caused

by electrode cracks). The second mode controls the total amount of power

2Current control is still employed at the beginning and end of melting where melt rate
control is problematic.

3Pool power is defined as the total amount of power flowing into the liquid pool.
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entering the top surface of the ingot, which consists of the electrical power

coming from the arc and the power resulting from advection of molten metal

into the ingot. This mode has proven superior to traditional melt rate control

with respect to minimizing perturbations to the solidification zone of the ingot

where melt related defects originate. The third mode is an innovate approach

that attempts to model and control the geometry of the solidification front in

the ingot. It is believed that if the geometry of the liquidus and solidus profiles

can be precisely stabilized, the goal of producing ingots free of solidification

defects (mainly freckles and solidification white spots) will have been virtually

attained. This may result in the production of large diameter superalloy ingots

where a traditional process control approach would result in freckled ingots.

One of the impediments for closed-loop pool depth control was the lack

of an appropriate technology to provide accurate measurements of the liquid

pool profile. As an alternative, a high-fidelity multiphysics model was used

in real-time, as shown in Figure 1.3, using measurements coming from the

actual VAR furnace, to provide measurements of the temperature distribution

in the growing ingot. These temperature measurements were used to provide

estimates of the geometry of the liquid pool [8], as shown in Figure 1.3.

The closed-loop version of the pool depth controller was successfully

tested at Los Alamos National Laboratory, using pool depth measurements

coming from Basic Axisymmetric Remelting (BAR) 4 [12]. The closed-loop

4BAR is a compact and accurate explicit finite-volume code used to simulate ingot so-
lidification during a VAR process and known to have a good agreement with experimental

10



PROCESS CONTROLLER FURNACE
INGOT

COMPUTATIONAL MODEL

MEASUREMENTS

Figure 1.3: Proposed control strategy

version of the pool depth controller proved effective in stabilizing the liquid

pool depths measured with BAR. However, model uncertainty limited the

performance of the pool depth controller.

1.4 Research Objectives and Methodology

Overall, the goals of this research are to develop an integrated cyber-

enabled VAR pool depth controller that will enhance the capabilities of the

current version. This work focuses only on the development of models, con-

trollers and estimators for VAR that are able to run in real-time; leaving the

results for different ingot sizes and materials [11, 72]. BAR is a high-fidelity axisymmetric
model that solves conservation equations for charge, mass, momentum, and energy.
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complete implementation and the study of the network for future work. More

specifically, the objectives of this research are threefold:

1. A new control-friendly model of ingot solidification is proposed based

on BAR. Some of the techniques evaluated for this task are spectral

methods, and model reduction using balancing-free square-root singular

perturbation approximations (SPA) [103].

2. A sampling-based estimator is proposed to replace the traditional Kalman

filter, which had been used in previous versions of VAR controllers. In-

stead of Kalman techniques [38], a particle filter [28, 59] and an auxiliary

particle filter [81] are compared based on their accuracy and their suit-

ability for online operation.

3. A model predictive controller (MPC) [54, 65, 87] is proposed for VAR

based on the obtained reduced-order model for smooth control of liquid

pool depth and electrode gap.
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Chapter 2

Pool depth control using a reduced-order

spectral model

The work shown in this chapter was published in the ASME Journal

of Dynamic Systems, Measurements and Control 1. Although the final form

of the reduced-order model differs from the one shown in this chapter, the

work described here is important for a better understanding of the rest of this

dissertation because it describes:

• The first reduced-order physics-based model for ingot solidification used

for process control;

• The first use of a high-fidelity model to measure liquid pool depth during

the melt.

2.1 Derivation of the thermal model

A reduced-order model developed specifically for estimation and con-

trol purposes is presented here. This model is based on Basic Axisymmetric

1J. Beaman, F. Lopez, R. Williamson. ”Modeling of the vacuum arc remelting process
for estimation and control of the liquid pool profile”, ASME Journal of Dynamic Systems,
Measurements and Control, May 2014, Vol. 136. J. Beaman and R. Williamson supervised
the work.
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Remelting (BAR) [12], a compact and accurate explicit finite-volume code

used to simulate ingot solidification during a VAR process and known to have

good agreement with experimental results for different ingot sizes and mate-

rials [11, 72]. BAR is a high-fidelity axisymmetric model that solves conserva-

tion equations for charge, mass, momentum, and energy. This model employs

sophisticated electromagnetic and thermal boundary conditions which are in-

tended to capture the effect of the temperature-dependent contact of the VAR

ingot with the walls of the crucible.

The approximate thermal model developed in this chapter seeks to

predict pool profile dynamically when input current and melt efficiency are

known. This model has almost the same thermal boundary conditions as

in BAR, except for heat fluxes with small overall contributions which have

been neglected. The model does not include fluid flow, Joule heating or a

temperature-dependent diffusivity in the analysis. Joule heating is known to

have a negligible effect in the solidification process, as found with computa-

tional simulation. The validity of the simplification of ignoring fluid dynamics

and electromagnetic processes relies on thermal processes being the slowest,

and therefore dictating the dominant dynamics of the overall process. How-

ever, by not including convection in the solidifying ingot, an anisotropic phe-

nomenon is being modeled with an isotropic approach.

In this model, only two phases are included: solid and liquid. Melting

is assumed to occur at a single average melting temperature (i.e., liquidus

temperature is assumed to be equal to solidus temperature), rather than in

14



a broad mushy zone. Densities of solid and liquid phases are assumed equal.

Also, thermal diffusivity is assumed to be constant both for the solid and liquid

phases. Thermal diffusivity in the liquid is enhanced to account for convective

effects that cannot be modeled through the diffusion equation. In this case,

it is assumed that the enhanced liquid thermal diffusivity is 3.0 times greater

than that of the alloy at the liquidus temperature.

A schematic of the solidifying ingot is shown in Figure 2.1. Solidifica-

tion is modeled using conservation equations for mass and energy:

Ḣ = Vi (2.1)

Vi =
ṁe

ρAi

(2.2)

∂h

∂t
= ∇ · (α∇h) (2.3)

The system of equations is solved for the enthalpy distribution in the

ingot, h(z, r, t), subject to the boundary conditions:

−α
∂h

∂z
(H, r, t) = qbottom (2.4)

−α
∂h

∂r
(z, R, t) = qwall (2.5)

−α
∂h

∂r
(z, 0, t) = 0 (2.6)

−α
∂h

∂z
(0, r, t) = qtop (2.7)

where H is the height of the ingot, Vi is the speed at which the ingot grows, ṁe

is the casting rate, Ai is the cross sectional area of the ingot, h is the enthalpy

per unit mass, and α is the thermal diffusivity.
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Figure 2.1: Schematic of the solidifying ingot
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The given boundary conditions define the heat fluxes on the different

surfaces of the ingot. In the case of the top boundary condition, the total flux is

the sum of the heat due to advection from molten metal inflow, direct plasma

arc heat and radiative exchange with the surroundings. The heat transfer

to the wall is the sum of contact heat transfer, helium cooling, and radiation

exchange. Kinetic theory of rarefied gases is used to compute the heat transfer

coefficient in the gap between the ingot and the crucible when helium is used

as a coolant [123]. In the bottom of the ingot a uniform heat flux is applied.

The last boundary condition applied is the symmetry with respect to the axis.

The heat equation in cylindrical coordinates, for a system that is sym-

metric with respect to its axis, when no convection is included, has the follow-

ing form:

∂h

∂t
=

∂

∂z

(

α
∂h

∂z

)

+
1

r

∂

∂r

(

rα
∂h

∂r

)

(2.8)

The solution to this transient heat conduction equation can be split into

two regions: one for the solid and one for the liquid. Each region is governed

by the same equation, and the differences lie in the diffusivity α, and in the

boundary conditions applied to each domain.

2.1.1 Thermal conduction in the solid and liquid regions

Assuming αs for the constant thermal diffusivity of the solid phase and

c for the constant-volume specific heat, the heat conduction equation in this

region can be expressed in terms of enthalpy, which is evaluated with respect
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to a reference temperature T0.

T = T0 +
1

c
h, for h < hs (2.9)

∂h

∂t
= αs

[

∂2h

∂z2
+

1

r

∂h

∂r
+
∂2h

∂r2

]

(2.10)

A similar procedure is performed in the liquid region, where a constant

thermal diffusivity αl and the same c for the constant-volume specific heat are

used to evaluate enthalpy as a function of temperature, taking the enthalpy

at the liquidus temperature hl as a reference:

T = Tm +
1

c
(h− hl), for h > hl (2.11)

∂h

∂t
= αl

[

∂2h

∂z2
+

1

r

∂h

∂r
+
∂2h

∂r2

]

(2.12)

The thermal model is described by a two-dimensional moving-boundary

problem, because the location of the interface Spool(r, t) is time-varying. As

a result, the solid and liquid regions change their size. This problem can be

simplified by transforming the moving-boundary problem to a fixed-boundary

problem with the transformation described in equations (2.13) and (2.14) [30].

The radial and time variables are nondimensionalized in equations (2.15) and

(2.16).

xs(z, r, t) =
z − Spool

S
=

z − Spool

H − Spool

(2.13)

xl(z, r, t) =
−z + Spool

Spool

(2.14)

η(r) =
r

ri
(2.15)

τ(t) =
αst

ri2
(2.16)
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Figure 2.2: Analysis of the interface

2.1.2 Heat transfer in the interface region

The governing equation can be derived from a power balance at the

liquid-solid interface. Along this interface the temperature Tm is constant and

the enthalpy is constant on each side (hl on the liquid side and hs on the solid

side); and as a consequence, there is no heat transfer along the interface and

all heat transfer must be normal to it. This power balance, shown in Figure

2.2, can be expressed by:

VNhf = qNs
− qNl

(2.17)

where N indicates velocity and heat flow normal to the interface and hf is

enthalpy of fusion per unit volume.

A model of displacement of the solidification front is shown in Figure
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(a) movement of the interface region (b) power balance at the interface

Figure 2.3: Power balance at the interface

2.3(a), and a blow up of a small region of this interface is given in Figure

2.3(b). The length of the element is such that the curvature of the interface

can be neglected. Useful relations can be derived from the geometry of similar

triangles:

lim
dr→0

S(r + dr, t)− S(r, t)

dr
=
∂S

∂r
=
qrs
qzs

=
qrl
qzl

(2.18)

qNs
= qzs

√

1 +

(

∂S

∂r

)2

(2.19)

qNl
= qzl

√

1 +

(

∂S

∂r

)2

(2.20)

The velocity Vn at which the interface is moving can be obtained from

the geometry of similar triangles as well:

Vn =
∂S

∂t

/

√

1 +

(

∂S

∂r

)2

(2.21)

Substitution of equations (2.19) and (2.20) into (2.21), and application

of Fourier’s Law to equation (2.17) returns a new expression dependent only
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on enthalpy and isenthalpic line S(r, t). The superscripts + and − are used

to indicate that the solid region and liquid region are used to evaluate the

derivative, respectively.

∂S

∂t
hf =

[

1 +

(

∂S

∂r

)2
][

−αs
∂h

∂z

∣

∣

∣

∣

(S+
pool,r,t)

+ αl
∂h

∂z

∣

∣

∣

∣

(S−

pool,r,t)

]

(2.22)

2.2 Spectral methods solution

Spectral methods are numerical techniques used in applied mathematics

to solve partial differential equations. Unlike finite element methods, spectral

methods generate algebraic equations with full matrices, but in compensation,

the high order of the basis functions gives higher accuracy. Use of global

functions results in a geometric convergence rate instead of the algebraic one

obtained with local basis functions. This property is particularly appealing

when an accurate low-order approximation is required [14].

The partial differential equations are solved in a “weak form”, for test

functions Ψs and Ψl, using the Galerkin method 2. The weak form of the heat

equation for the solid and liquid regions is:

∫∫

Ωs,l

Ψs,l

(

∂h

∂t
−∇ · (αs,l∇h)

)

dΩs,l = 0 (2.23)

2A weak form consists on multiplying a function, that is known to be equal to zero, by
a test function, integrating the result over the physical domain and setting the integral as
equal to zero.
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∫∫

Ωs,l

{

Ψs,l
∂h

∂t
+ αs,l∇Ψs,l · ∇h

}

dΩs,l −

∫

Γs,l

Ψs,lαs,l∇h · n̂ dΓs,l = 0 (2.24)

The accuracy of the spectral method depends on the set of basis func-

tions and the order selected for the approximation. Legendre polynomials, P ∗
n ,

are suggested in [14] for symbolic calculations. However, due to the nonsym-

metric nature of the boundary conditions of this problem, shifted Legendre

polynomials in the domain xs,l ∈ [0, 1] are used instead.

2.2.1 Enthalpy distribution in the solid region

The boundary conditions for the energy equation in the solid region are

non-homogeneous. For convenience, the solution of this equation can be split

into two parts, a inhomogeneous term, hs, and a homogeneous one, hfu:

hsolid = hs + hfu(xs, η, τ) (2.25)

where the Dirichlet boundary condition is defined by:

hsolid(0, η, τ) = hs (2.26)

The homogeneous solution u is then approximated by the product series

defined in terms of the basis functions φn(xs) and P
∗
m(η):

u =
Ns
∑

n=0

Ms
∑

m=0

bnm(τ)φn(xs)P
∗
m(η) (2.27)
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The order of the finite-dimensional expansion is given by Ns = 2 and

Ms = 1, which correspond to the minimum order required to mimic the ther-

mal dynamics of the solidifying ingot3. The basis functions must satisfy the

Dirichlet boundary condition, which forces φn(0) = 0. In this case, φn is

defined as:

φn =

{

P ∗
n − P ∗

0 , n = 0, 2, 4, . . .
P ∗
n + P ∗

0 , n = 1, 3, 5, . . .

where P ∗
m denotes the standard shifted Legendre polynomials. The test func-

tion is defined as Ψsnm
= φn(xs)P

∗
m(η). The weak form of the heat equation

now takes the form shown in equation (2.28).

∫ R

0

∫ H(t)

Sp(r,t)

{

Ψs
∂h

∂t
+ αs

(

∂Ψs

∂z

∂h

∂z
+
∂Ψs

∂r

∂h

∂r

)}

2πrdzdr

+

∫ H(t)

Sp(r,t)

Ψsqwall

∣

∣

r=R
2πRdz = 0 (2.28)

The dimensionless variables are substituted into the integro-differential

equation, and the numerical expansions for the trial and basis functions are

substituted too. The integrals in the equation can be solved symbolically,

except for the last one which has to be done numerically due to the nonlinear

boundary conditions, to obtain a system of ordinary differential equations for

dbnm/dτ . The resulting system of ordinary differential equations is equivalent

to having a nonlinear dynamic system with state variables bnm.

3These values were determined arbitrarily based on simulations.
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2.2.2 Enthalpy distribution in the liquid region

The boundary conditions for the energy equation in the liquid region

are non-homogeneous as well, and the solution can be split conveniently into

two parts too:

hliquid = hl + hfv(xl, η, τ) (2.29)

with a Dirichlet boundary condition:

hliquid(1, η, τ) = hl (2.30)

A similar approximation is constructed for the homogeneous solution:

v =

Nl
∑

n=0

Ml
∑

m=0

anm(τ)ψn(xl)P
∗
m(η) (2.31)

The orders used for finite-dimensional expansion are Nl = 2 and Ml =

2. The boundary conditions used for this region must, once again, satisfy the

Dirichlet boundary condition given in the form of ψn(1) = 0. As a result, ψn

is defined as:

ψn = P ∗
n − P ∗

0

The test function is defined as the product of the radial and axial basis

function, similarly to what was done in the solid region. The weak form of the

heat equation in the liquid region is shown in equation (2.32). Similarly to the

previous case, dimensionless variables and finite-dimensional approximations

are substituted into the equation to solve the integrals and derivatives. Sym-

bolic manipulation can be performed for the first term, but the last two have
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to be computed numerically because of the nonlinear boundary conditions.

∫ R

0

∫ Sp(r,t)

0

{

Ψl
∂h

∂t
+ αl

(

∂Ψl

∂z

∂h

∂z
+
∂Ψl

∂r

∂h

∂r

)}

2πrdzdr

−

∫ R

0

Ψlqtop
∣

∣

z=0
2πrdr +

∫ Sp(r,t)

0

Ψlqwall

∣

∣

r=R
2πRdz = 0 (2.32)

Numerical manipulation results in a dynamic system with state vari-

ables anm.

2.2.3 Geometry of the interface region

The energy equation that describes the power balance in the interface

region has only homogeneous boundary conditions and an approximate solu-

tion is sought in the form:

Spool = R
M
∑

m=0

cm(t)P
∗
m(r) (2.33)

The order used for the finite-dimensional expansion is M = 2. The

weak form of the partial differential equation, evaluated with a test function

γ, can then be expressed as:

∫ R

0

γ

{

hf
∂Sp

∂t
− Vihf −

[

1 +

(

∂Sp

∂r

)2
]

[

αs
∂h

∂z
(S+

p , r, t)

−αl
∂h

∂z
(S−

p , r, t)

]}

2πrdr = 0

Evaluation of the integrals results in a system of ordinary differential

equations for the time-dependent coefficients cm, which define the geometry of

the liquid pool profile.
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2.2.4 Construction of a state vector

The state vector of the nonlinear system x is defined by the spectral

coefficients, which when multiplied by the basis functions expand the approxi-

mate solutions for enthalpy distributions and liquid pool profile, and the elec-

trode thermal boundary layer, which links the system to the electrode melting

process by providing information about the temperature distribution in the

electrode as described by Beaman et al. [9] This new variable is introduced to

model the complete VAR process by analyzing not only the ingot solidification

but also the electrode melting.

x =









c, pool depth coefficients
a, liquid coefficients
b, solid coefficients

∆, electrode thermal boundary layer









(2.34)

2.3 Linearization and model reduction

The dynamic equations obtained using spectral methods are nonlinear

and have the classic state space form:

ẋ = f(x, u) (2.35)

y = h(x, u) (2.36)

where x is the state vector, and u is the input vector consisting of the current

(manipulated variable) and the melt efficiency (measured disturbance). The

melt efficiency – defined as the ratio between the melt power (Pmelt) and the

total power – links the melting process (in the electrode) to the solidification
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process (in the ingot) by defining the amount of power that goes in melting

the electrode:

µ =
Pmelt

V I
(2.37)

The output y shown in equation (2.36) is the array containing pool

depth measurements at different radii. These are the values that will be mon-

itored to control the solidification process.

The dynamic equations are simplified when the set of nonlinear dif-

ferential equations are linearized about nominal conditions, defined by usual

processing conditions:

δẋ = Aδx+ Bδu (2.38)

δy = Cδx (2.39)

for perturbations:

δx = x− x0 (2.40)

δu = u− u0 =

[

δI
δµ

]

(2.41)

δy = y − yref (2.42)

Solidification processes usually have eigenvalues with a very slow re-

sponse because they are associated with diffusion processes, which are very

slow. These slow modes will be the ones that will dominate the response of

the system. Modal residualization was used to define the reduced-order model

shown in (2.43). The corner time constant (τfast) used to reduce the order of
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the dynamic system was set equal to 40s, so any mode with a time constant

faster than 40s was suppressed. Once modal reduction had been applied the

order of the system was reduced from 14 to 6. From here on the subindex

1 will be dropped from the state space equations of the reduced-order model

but it should be clear that the fast modes have already been removed from

the system.

δẋ1 = Arδx1 + Brδu (2.43)

δy = Crδx1 (2.44)

2.4 Comparison with BAR

The reduced-order model, whose dynamic equations are much simpler

than the ones of BAR, is simple enough to be used in real-time estimation and

control. However, before the model is implemented we need to be sure that

the response of the reduced-order model resembles that of the high-fidelity

model. In order to verify that the reduced-order model effectively resembles

the response of BAR, simulations have been run considering both deviations

in current and melt rate from nominal conditions and how they would affect

the total liquid pool volume. Results are shown in Figure 2.4. For these

comparisons, both systems were run using nominal operating conditions until

quasi-steady state was reached, and then only one of the inputs was increased

by 10% with a ramp in a 20 minutes interval, to then be decreased to 90% of

the original value in a second 20 minutes interval, and finally be taken back

to nominal conditions in a third 20 minutes long ramp, while the other input
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was kept constant. In the first case it was the value of the current that was

changed, while in the second one it was the melt rate (proportional to melt

efficiency).

It can be seen that the reduced-order model shows a response that is

similar to one of the high-fidelity model, except for the high-frequency modes.

The geometry of the predicted pool shape for both models was compared

as well and the result is shown in Figure 2.5. Both the deepest and the

most shallow pool profiles predicted for the simulation shown in Figure 2.4

are plotted, showing that not only the total volume of liquid predicted with

both models is similar but also the shape of the predicted liquid pools. The

pool shapes are similar but the one predicted with the reduced-order model is

slightly shallower.

2.5 Pool profile control

The reduced-order thermal model proposed in this paper can be used

to design a model-based controller for the liquid pool profile in vacuum arc

remelting. In this case, electrode gap is controlled by changing the ram speed

in the furnace [42]. However, control of ingot solidification involves using the

new reduced-order model to invert the dynamic equations of the system and

compute the required value of current that would drive the system to desired

conditions. The model used for control is only an approximation of the highly

complex dynamics of VAR and all measurements in this process are known to

be noisy. As a result, uncertainty plays an important role in the design of the
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Figure 2.4: Comparison between the high-fidelity model (BAR) and the
reduced-order one for τfast = 40s
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Figure 2.5: Comparison of predicted pool profiles
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Figure 2.6: Pool depth control of VAR

process controller for this multivariable plant. A Linear-Quadratic-Gaussian

strategy is proposed to design an optimal controller solving the linear quadratic

regulator equations, and a Kalman Filter for optimal state estimation.

Current corrections are computed to make liquid pool depth coincide

with the desired values at m radii ri as shown:

I = I0 + δI

δI = −Kxδx−Kµδµ−Krefδyref

δyref =





δSpoolref (r1, t)
· · ·

δSpoolref (rm, t)





where the control gains matrices Kx, Kµ and Kref are chosen to minimize

the cost function shown in equation (2.45) in a linear quadratic regulator
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problem. As a first approach, only one radial location will be controlled (m =

1). The weighting matrices Q and R are defined as diagonal positive-definite

matrices and their values were adjusted based on the desired time in which

state perturbations are reduced to small values and the desired speed for the

controller [3].

J =

∫ ∞

0

δyTQδy + δITRδI dt (2.45)

2.6 Pool profile estimation

So far, the controller has been designed under the assumption that

both the model and measurements are perfect, i.e. process and measurement

noises are zero. Given precise measurements of all the state variables, the

control law defined in the previous section could give an excellent steady-state

control. However, electrode gap measurements, based on voltage or drip-short

frequency, are inherently noisy and uncertain, and there is no way to measure

the liquid pool depth directly.

A Kalman filter is used to estimate, on the basis of noisy measurements,

the values of the state variables of a system subject to stochastic input distur-

bances. The computation of the Kalman gains in a time-invariant system, such

as this one, converges to steady-state if the system is completely observable.

It is often satisfactory to use a simplified time-invariant filter, based on the

assumption of time-invariant statistics of the noise terms, to obtain a constant

gain matrix.
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In the Kalman filter, everything is developed under the assumption

that all random variables are modeled as white noise processes. However, the

change in melt efficiency is better described by a random walk process, so a

way to express perturbation in melt efficiency as a white noise is required. The

increments in a random walk are Gaussian random variables. Heuristically, one

can generate a random walk by passing white noise through an integrator [66].

Hence, although we cannot model melt efficiency as a white noise sequence

we can still do so with its increments. Since the derivative of µ will have to

appear in the continuous-time equation shown in equation (2.43) it would be

convenient to augment the state vector with an extra variable: perturbation

in melt efficiency.

In this case, it is assumed that process uncertainty comes only from

inaccuracies in the values of I and µ, resulting in a process noise vector w

with only two components.

For simplicity, the dynamic system is transformed into a discrete-time

process, for a time step of ∆t = 2s, because most measurements are available

only at discrete times and the thermal behavior of the system changes slowly.

The continuous-time equations are transformed into the discrete-time dynamic

equations of the augmented system

[

δx
δµ

]

n+1

=

[

δx
δµ

]

n

+

[

A Bµ

0 0

]

∆t

[

δx
δµ

]

n

+

[

BI

0

]

∆tδIn

+

[

BI 0
0 1

] [

wI∆t
wµ

]

n

(2.46)
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Φ = I +

[

A Bµ

0 0

]

∆t

Λ =

[

BI

0

]

∆t

Γ =

[

BI 0
0 1

]

[

δx
δµ

]

n+1

= Φ

[

δx
δµ

]

n

+ ΛδIn + Γ

[

wI∆t
wµ

]

n

xn+1 = Φxn + Λun + Γwn (2.47)

The measurement equation is modified as well to include melt efficiency,

which is now a state that can be “measured” from the electrode estimator

designed in [9]. Uncertainty caused by noisy measurements, both for pool

depth and melt efficiency, is included in the form of the vector v.

[

δy
δµ

]

n

=

[

C 0
0 1

] [

δx
δµ

]

n

+

[

vPD

vµ

]

n

zn = Hxn + vn (2.48)

One more set of matrices are required to derive the Kalman gain matrix,

namely, the covariance matrices corresponding to the process and measurement

noise vectors wn and vn. Noise terms are modeled as zero-mean white-noise

random sequences. As a result they are defined completely by their covariance

matrices. The process covariance, usually denoted Q, is given by

Q =

[

(σI∆t)
2 0

0 σ2
µ

]

(2.49)
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where σ denotes the standard deviation of every noise term: one for current

and another one for melt efficiency. The measurement covariance, usually

denoted R

R =











σ2
PD1

. . . 0 0
...

. . .
...

...
0 . . . σ2

PDm
0

0 . . . 0 σ2
µ











(2.50)

contains the uncertainties related to the pool depth measurements at m radii

and the estimated melt efficiency, that is estimated by an electrode estimator

as described in [9].

Note the matrices are diagonal, that is, we are declaring that there

are no interaction terms. Also, it is implicitly specified that the process and

measurement noise terms are independent of each other (there is no cross-

covariance matrix). The noise covariance, including both process and mea-

surement noise terms, takes the following form

E

{[

Λwn

vn

]

[

wT
nΛ

T vT
n

]

}

=

[

ΛQΛT 0
0 R

]

The state residuals are defined as

ǫ(−) = xn − x̂(−)
n

ǫ(+) = xn − x̂(+)
n

where

x̂(−)
n = Φx̂

(+)
n−1 + Λun−1

x̂(+)
n = x̂(−)

n +K
[

zn −Hx̂(−)
n

]
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Table 2.1: Process noise levels.

Parameter Noise strength
Current (wI) 120 A

Melt efficiency rate (wµ) 0.01 µ0

Table 2.2: Measurement noise levels.

Parameter Noise strength
Pool depth at 0.0ri (nPD) 6.0 cm
Pool depth at 0.7ri (nPD) 0.2 cm

Estimated melt efficiency (nµ) 2.33 ×10−5

x̂
(−)
n is the state estimate prior to the measurement update (prediction), and

x̂
(+)
n is the state estimate after the measurement update. The steady-state

gains K are used in this semi-optimal approach.

The levels of process noise and measurement noise used for the design

of the Kalman filter are shown in Tables 2.1 and 2.2. The noise strengths are

the standard deviation of the parameters. Some of these standard deviations

were obtained from experiments, as in the case of the current. Melt efficiency

noise strength was obtained from computer simulation, and the others were

defined based on empirically realistic values.

2.7 Liquid pool depth virtual measurements

An obvious inconvenience with the proposed controller and estimator is

that no direct measurements are available for the liquid pool profile of the in-
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got in the furnace. If no measurements are available from the furnace then the

system is unobservable and, therefore, accurate process control is not possible.

Although today’s technology does not provide with an accurate way of measur-

ing the pool profile or the temperature distribution in the ingot, a high-fidelity

computational model such as BAR could be used to improve the observability

of the system and the overall performance of the controller. BAR, which is

the closest approximation available to the actual melt, would be used as a

non-invasive method to provide virtual measurements of the parameters that

cannot be measured in any other way. Because liquid pool profile is known

to be related to defect formation in VAR, it will be monitored and controlled

throughout the melt. If other parameters are reported to be related to other

solidification defects, they would be included in the high-fidelity model and

the control system in a similar way.

BAR was not intended to be used in process control systems but to

study the physical conditions that would lead to the formation of defects in

remelting processes [12]. The structure of the model had to be modified so

that it could be run in parallel to the actual melt. BAR is run with the same

inputs that are sent to the actual furnace (i.e., current, voltage, melt rate, and

helium pressure) to ensure that the model and the furnace are synchronized.

BAR is used to provide a measurement of the temperature distribution in

the solidifying ingot. These temperature measurements can be used to get

an estimate of the liquid pool profile using a linear interpolation to find the

location where the liquidus temperature occurs. The pool depth measurements
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can be obtained for as many radial locations as required.

In the case presented in this chapter, only two virtual measurements

were used to improve the observability of the control system. The locations

where the measurements are taken are carefully chosen to get measurements

that are representative to describe the liquid pool profile. The centerline pool

depth and that of r = 0.7ri are used. The centerline pool depth provides

information about the maximum liquid pool depth in the ingot, and 0.7ri is

a representative mean radius for which the internal cross-sectional area is the

same as the external cross-sectional area. The two virtual measurements are

not treated with the same uncertainty, as shown in Table 2.2. The physical

properties used for the thermal model were calibrated to match BAR liquid

pool depth predictions at 0.7ri in steady-state, but the same properties result

in an offset for the pool depth predictions at the centerline. In order to follow

closely the prediction at the mean radius, a very small uncertainty is used for

this virtual measurement compared to the one of the centerline.

BAR is based on finite volume methods which are based on a discretiza-

tion of the ingot. As a consequence of the discrete nature of the system, there

is a small oscillation in the pool depth measurement every time the estimated

pool profile jumps from one grid element to another one. Although the os-

cillation is small, it is undesired since if it is not attenuated it can cause the

controller to oscillate as well. In order to obtain a more stable response a

pre-filter is used for the pool depth measurements. The pre-filter attenuates

any fast dynamics with an Infinite Impulse Response (IIR) digital Butterworth
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Table 2.3: Furnace parameters.

Parameter Value
Electrode radius 7.62 cm
Ingot radius 10.8 cm

Nominal current 2800 A
Nominal voltage 23.5 V
Nominal melt rate 34 g/s

Nominal electrode gap 1.0 cm

Table 2.4: Thermophysical properties of Alloy 718.

Property Value
Melt temperature 1623 K

Density 7.75 g/cm3

Heat capacity 0.65 J/g K
Latent heat 210 J/g

Solidus enthalpy 762.4 J/g
Liquidus enthalpy 1070.0 J/g

Thermal diffusivity (solid phase) 0.0637 cm2/s
Thermal diffusivity (liquid phase) 0.0676 cm2/s

low pass filter [43].

2.8 Implementation of the pool depth controller

The LQG pool depth controller was successfully implemented in a

laboratory-scale furnace in Los Alamos National Laboratory using Alloy 718

in July 2011. Information about the furnace and the material used for the test

are given in Tables 2.3 and 2.4.
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Only one pool depth was monitored and controlled in the implemen-

tation of the proposed controller. The pool depth at 0.7ri was chosen as the

most representative pool depth for being an average value. Although only one

pool depth will be monitored in the controller two measurements are used in

the estimator.

The experiment was started with constant current control mode. The

exact moment when pool depth control mode started is marked with the Pool

depth control mode turned ON note in Figure 2.7. Virtual pool depth mea-

surements are recorded from the beginning of the melt. However, they are

included for estimation only when the measurements are close to the esti-

mated pool shape, as marked by the BAR feedback turned ON note in Figure

2.7. The reason for this is that the reduced-order model is based on a steady-

state approximation so it is valid only close to steady-state. In the beginning

of the melt the ingot is very small and just starting to solidify, so controlling

the pool profile would not make much sense.

Experimental results (see Figure 2.7) show that once the virtual mea-

surements have been included in the estimator, the measured pool depth for

the mean radius and the estimated one match. Even though these values coin-

cide there is a difference in the centerline pool depth. This is an indicator that

there is a mismatch between the dynamics predicted with the reduced-order

model and that of BAR at the centerline. The differences between these two

models can cause significant problems if pool profile is controlled at a wide

range of radial locations.
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The pool profile controller was tested for several liquid pool depths

under step changes in the reference, showing a good transient response. A

small amount of steady state error can be seen, but its value is negligible

compared to the desired liquid pool depths. Small oscillations are shown after

step changes in pool depth reference but they disappear quickly.

In a real melt the desired liquid pool shape will, most likely, be kept a

constant value in order to prevent macrosegregation. The case of a constant

reference pool depth of 12.6 cm, a case of potential interest to industry ap-

plications, was tested. In this part of the experiment the controller showed a

good performance and was able to maintain the predicted liquid pool depth

close to the desired value. The current required to stabilize the system at the

desired pool depth was approximately 3300 A.

A detailed analysis of the ingot including pool shape, solidification rate,

and approximate thermal gradient is reported in [108]. Liquid pool profiles

were manually measured by tracking dark bands along the expected pool pro-

file, attributed to channels or similar dark-etching regions. This technique is

a common practice in the production of superalloys. It can be seen that in

the central part of the ingot, in which melting conditions were close to steady

state, pool depths observed experimentally compare well to those predicted

with BAR (see Figure 2.8).

Thermal gradient G, shown in Figure 2.9, is related to dendrite arm

spacing, which determines the tendency to create freckles. It can be seen

that even at the end of the experiment, thermal gradient is still converging to
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Figure 2.7: Experimental results
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Figure 2.8: Comparisons between liquid pool depths predicted with BAR and
those measured experimentally.
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Figure 2.9: Thermal gradient in experiment

steady-state conditions. The controller tested in this experiment was designed

based on a linear model, accurate about nominal conditions that were never

met. This is expected to occur in small furnaces where melts last only for a few

hours, but not in full-size furnaces where melts last longer and ingot solidifi-

cation often reaches quasi-steady conditions4. The controller presented in this

chapter is expected to do a better job if used in industrial-size furnaces, where

most of the melt occurs in quasi-steady conditions. On the other hand, a tran-

sient controller would be required for cases where quasi-steady solidification is

never reached, i.e. laboratory-scale ingots and Titanium ingots.

4A similar linear controller was tested in a 17” to 20” melt of Alloy 718 in February 2014
showing favorable results.

45



2.9 Discussion

A new generation of process controllers for vacuum arc remelting is pro-

posed in this chapter. For the first time, the liquid pool profile was controlled

in order to prevent macrosegregation defects. This is a significant improve-

ment from previous controllers which focus on the melting of the electrode and

treat the ingot as a black box. An accurate real-time description of the solidi-

fication dynamics is obtained from BAR, a high-fidelity model run in parallel

to the furnace. The model was incorporated in a CPU to provide virtual mea-

surements of liquid pool profile in real time. These measurements, just like

the ones coming from sensors, are subject to bias and noise. All measurements

are combined optimally by using a Kalman filter.

The proposed controller was successfully implemented in a laboratory-

scale furnace in Los Alamos National Laboratory in July 2011. Some gen-

eral comments that can be drawn from the experimental results are that the

reduced-order model, suitable and convenient for control and estimation, is not

very precise on describing the solidification of the whole ingot. It can be seen

that the estimated pool depth at 0.7ri matches the one predicted by BAR, but

the centerline pool depth does not agree with BAR. The author thinks that

the difference between the pool depths predicted by the two models is caused

by the attempt to model an anisotropic phenomenon, such as fluid flow in the

liquid region, with an isotropic model that includes diffusion only.

It should also be noted that both the high-fidelity and the reduced-

order models are two-dimensional but they are being used to prevent defects
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that are three-dimensional in nature. A three-dimensional model could be

required for a better description of solidification defects and their sources.

47



Chapter 3

Model reduction using the singular

perturbation approximation

The first version of the pool depth controller had a considerable mis-

match in predictions for the dynamics of the centerline pool depth, which could

be improved by changing the value of the enhanced thermal diffusivity but that

resulted in error for the 0.7R measurement. The main cause of this disagree-

ment was the application of an isotropic model to represent highly anisotropic

dynamics. Some improvements were made on the initial spectral model in

order to get a more accurate representation of the solidification dynamics in

VAR [6, 7]. They resulted in a fully transient nonlinear model of ingot solidi-

fication for VAR. This model, however, was found to be not accurate enough

for use in process control and estimation.

A better response is expected if a more accurate model is used. That

was the motivation for using the finite volume model introduced in the previous

chapter for process estimation and control. This work was presented at the

2014 ASME Dynamic Systems and Control Conference 1.

1F. Lopez, J. Beaman. ”Reduction of a finite volume model for control of the solidification
front in a remelting process,” Proceedings of the 2014 ASME Dynamic Systems and Control
Conference. J. Beaman supervised the work.
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3.1 Model reduction for control

Traditional model reduction methods are primarily intended for lin-

ear, stable, continuous systems2. Physical systems governed by transport

(diffusion-advection) equations, of the type ut = ∇(α∇u) − ∇ · (~vu), can

easily be expressed in the form of continuous dynamic systems where the state

is given by the distribution of the field u(x, t). The system is stable for α > 0,

which accounts for most cases in reality3. The field u(x, t) is a distributed pa-

rameter that is a function of both position and time. As a result, the complete

distribution of the field u in space would be needed in the state vector x in

a state-space representation. Such a task would be impossible since the state

vector, given by the field u(t), must have a finite number of dimensions. How-

ever, if a numerical method, e.g., finite elements or finite volumes, is used for

the solution of the multi-physics model then the approximate solution û(t) lies

in a finite-dimensional space. In the case of finite elements and finite volumes,

if the value of each field - e.g., temperature, fluid velocity, species concentra-

tion, etc. - evaluated at the internal nodes is stored in the state vector then a

2In nonlinear scenarios, proper orthogonal decomposition (POD)-Galerkin is among the
most popular model reduction techniques. POD – closely related to SVD – computes a basis
that represents the most statistically “energetic” modes contained in a set of snapshots,
which typically correspond to the state vector evolution for a specified open-loop input.
Unfortunately, because the POD basis represents the dynamics generated at only one point
in the input space, the resulting reduced-order model is generally poor at capturing the
input-output behavior in most regions of the input space. Some basis adaptation and
subspace interpolation algorithms have been developed to remedy this problem [16, 37, 110,
111].

3In mass transfer, differences in chemical potential may cause species to diffuse up con-
centration gradients. Diffusion coefficients will always be positive for heat transfer and fluid
flow.
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state-space model can be obtained.

In several processes, remelting processes among them, it is desired to

stay close to nominal operating conditions, and therefore linearization about

such conditions does not result in a loss of accuracy for the controller. The

state space realization obtained from the numerical method is linear and sta-

ble, and therefore suitable for traditional model reduction algorithms, such as

balance and truncate (B&T), singular perturbation approximation (SPA), and

the Hankel norm approximation (HNA) [93].

High-accuracy algorithms for model reduction were developed as part

of the NICONET project and implemented in the SLICOT library, which

provides Fortran 77 implementations of numerical algorithms for computations

in systems and control theory [10, 104].

3.2 Nonlinear electrode model

A one-dimensional, simplified model is used to describe the thermal

dynamics in the melting electrode. Conservation of energy when melting a

metal electrode results in:

∂h

∂t
=

∂

∂x

(

α
∂h

∂x

)

+ i2
ρr
A2

e

(3.1)

where h is volume-specific enthalpy, α is thermal diffusivity, i is current, ρr

is electrical resistivity, and Ae is cross-sectional area of the electrode. In the

case of metals and alloys ρr is usually very small and will be neglected in this

model.
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Electrode

Ingot

Figure 3.1: Schematic of the melting electrode

The depth of the thermal penetration is defined as q(t) and is measured

from x = 0 using a fixed frame of reference, as shown in Figure 3.1. As the

solid melts, all the melted material is removed from the boundary as soon as

the melting begins. The unknown position of the melting line is defined as

S(t). The moving boundary condition for the tip of the electrode is defined

by the Stefan condition

−αAe
∂h

∂x

∣

∣

∣

∣

x=S

+ hfAeṠ = Pm (3.2)

where hf = hsup − hm, hsup is the superheat enthalpy of the metal leaving

the electrode, and hm is the melting enthalpy in the electrode tip. The total

amount of power supplied to the system is denoted by Pm. The solution pre-

sented here is based on Vujanović’s analytical solution for the one-dimensional

ablation problem [105]. The second-order parabolic differential equation is
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replaced by a pair of first-order ordinary differential equations:

∂H

∂x
= −h (3.3)

∂H

∂t
= −α(h)

∂h

∂x
(3.4)

where H = H(x, t) denotes the so-called heat displacement function. The first

equation represents Fourier’s heat conduction law, and the second equation

represents the law of conservation of energy of the thermal process. The system

of equations is known as the “canonical” differential equations of transient heat

conduction.

A cubic relationship is assumed for the enthalpy distribution, based

on experimental observations. This relationship is chosen to satisfy the ther-

mal boundary conditions automatically. It should be noted that a linear re-

lationship is assumed for the thermal diffusivity as a function of enthalpy

α = αr(1 + γh).

h = hm

(

1−
x− S

q − S

)3

(3.5)

h(x = S) = hm, h(x = q) = 0 (3.6)

Substitution in the canonical system yields a second-order system of

nonlinear ODEs, where ∆(t) = q(t)− S(t) is the thermal boundary layer:

∆̇ =
αr

∆
C∆∆ − C∆p

pm
hm

(3.7)

Ṡ = −
αr

∆
CS∆ + CSp

pm
hm

(3.8)
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In these equations, Λ is the Stefan number defined as hsup−hm

hm
, and the

melt power flux is given by pm = Pm/Ae. The term Pm is the total amount of

power that goes into melting the electrode, and is given by Pm = µV i = ṁHsup,

where µ is the melting efficiency, V is the voltage, and Hsup is the mass-specific

superheat enthalpy. The coefficients are defined as:

C∆∆ =
224(Λ + 1)

(

1
2
+ γhm

3

)

11Λ + 3
(3.9)

C∆p =
32

11Λ + 3
(3.10)

CS∆ =
56

11Λ + 3

(

1

2
+
γhm
3

)

(3.11)

CSp =
11

11Λ + 3
(3.12)

It is important to note that even though the melting of the electrode

also involves electromagnetics, it has been neglected for all practical purposes.

From (3.8), the electrode melt rate can be computed based on the displacement

of the melting line with ṁ = ρAeṠ. Melting dynamics, described by this

model, are important for the ingot solidification model because they will define

the top boundary conditions for heat transfer.

3.3 Basic Axisymmetric Remelting

BAR, introduced in the previous chapter, is used here to construct

a linear model of ingot solidification. Some details about the thermal, fluid

and electromagnetic dynamics of the model are discussed in this section. The
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enthalpy equation used by BAR takes the form

∂H

∂t
+∇ · (vH) = ∇ · (κe∇H) +

Q

ρ0
(3.13)

where H is the enthalpy in energy per unit mass, v is the local velocity of the

material, κe is the effective thermal diffusivity of the material, Q is the local

Joule heating source, and ρ0 is the (constant) mass density of the material. The

equation is solved - in a dimensionless form - throughout the ingot, regardless

of whether the local material is liquid, solid, or mushy. The obtained enthalpy

field is used to interpolate the geometry of the liquid pool atop the ingot.

Molten metal flow, induced by buoyancy and Lorentz forces, is modeled

following a modification of the numerical method proposed in Ref. [100].

Navier-Stokes equations are solved in terms of the flow streamfunction, which

is a function of the flow vorticity. Flow vorticity is, therefore, the field of

interest in the study of fluid flow, which is only accounted for in regions where

enthalpy is above the liquidus.

In the case of electromagnetic effects, current distribution is the vari-

able of interest. Maxwell’s equations, another form of transport equation,

govern the behavior of the electromagnetic dynamics. The main difference is

that while heat transfer and fluid mechanics are slow diffusion processes, elec-

tromagnetism in conducting metals and alloys has characteristic times that

are significantly faster. Thus, it will be assumed that the current and voltage

will have settled in steady-state by the time that fluid mechanics and heat

transfer are still evolving. Selection of state variables based on the finite vol-
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ume model is described in Figure 3.2, where steady state electromagnetism

has been assumed.

Liquid phase

Solid phase

Includes fluid mechanics and heat transfer

Includes heat transfer

Figure 3.2: State variables of the ingot subsystem are given by the thermal and
fluid fields evaluated at all internal grid points of the finite volume model. Only
nodes in the interior of the grid are included in the state vector as fields for
nodes on the boundaries will be defined as linear combinations of internal states
following user-defined boundary conditions. Thermal and fluid (dimensionless
enthalpy and vorticity) or only thermal (dimensionless enthalpy) states are
included depending on whether the phase is liquid or solid.

3.4 Linearization of the finite volume model

Both the finite volume model and the proposed electrode model are

nonlinear, and each one of them describes the dynamics of only one part of

the VAR process, i.e., the electrode or the ingot. Both models are incorpo-
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rated in a nonlinear complete VAR model with state vector x = [xi ∆]T =

[H̄ ω̄ ∆]T .

In typical VAR practice, the variables that can be controlled at will are

current and ram speed 4. Measured disturbances are included in the model in

the form of melting efficiency and helium pressure, used to cool the solidifying

ingot; resulting in the input vector u = [I µ pHe]
T .

The output vector is defined by the pool depths to be estimated and

controlled: y = [S0.00R S0.25R S0.50R S0.75R]
T . Four pool depth measure-

ments will be used for estimation: pool depths located at radii 0.0R, 0.25R,

0.50R, and 0.75R, where R denotes the radius of the ingot5.

The dynamic system is linearized about user-defined nominal operating

conditions (current, voltage, melt rate, helium pressure, and thermal boundary

layer6) to construct the linear state-space realization G = (A,B,C, 0) shown in

Figure 3.3. Construction of the state and input matrices, A and B respectively,

requires numerical evaluation of its components, following Aij = ∂ẋi/∂xj
∣

∣

0

and Bij = ∂ẋi/∂uj
∣

∣

0
. It should be noted that the thermal and fluid fluids

are expected to interact, but their dynamics are not expected to change the

electrode thermal boundary layer, which on the other hand has an effect on

4Ram speed is only used to adjust the electrode gap, which is commonly performed by
a separate controller and will not be treated in this paper.

5Four measurements are used in order for estimation of the solidification front. However,
the controller will only attempt to control the mid-radius. A similar formulation could be
used to control liquid pool at the centerline, the deepest location in the ingot, if desired

6Steady-state thermal boundary layer is given by ∆0 = 7ρAeαr

ṁ0

(

1

2
+ γhm

3

)
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both of them. Sub-matrices Ã33, B̃31, and B̃32 are computed analytically.

Figure 3.3: State space realization of the VAR model

The steady-state distribution of dimensionless enthalpy predicted by

the finite volume model for nominal operating conditions is shown in Figure

3.4, for a typical melt of a 43 cm (17”) electrode of Alloy 718 into a 51 cm (20”)

ingot. Only half of the solidifying ingot is shown, and the left side corresponds

to the axis. Also, the plot shows only the top 102 cm (40”) of the solidifying

ingot, as the bottom is expected to have cooled to room temperature.

Enthalpy distributions predicted with the realization G for other op-

erating currents7, keeping melt efficiency unperturbed, are shown in Figure

3.5. Simulation results match what is expected based on empirical knowledge,

that a higher melting current will result in a deeper liquid pool (showed as a

dark red region of about 18 cm (7”) in the center), whereas a lower current

results in a shallower one (close to 13 cm (5”)). However, it can be seen that

there are regions, most of them in the mushy zone of the ingot, where the

7Variations of 500 A are not uncommon in VAR industrial practice.
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predicted dimensionless enthalpies do not make physical sense. These results

suggest that ingot solidification in the mushy zone may be too nonlinear for

a linear approximation, due to material properties changing abruptly close to

the solidification front.
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Figure 3.4: Distribution of dimensionless enthalpy (H̄) for 6000 A

3.5 Model reduction

Within some limitations, the linearization of the VAR model presented

in the previous section is able to approximate the dynamics of the liquid pool

profile when perturbed from nominal operating conditions. The model, how-

ever, is high-dimensional and, therefore, unsuitable for real-time control pur-

poses. Even in the case of a coarse grid (e.g., 80 x 20 elements) the resulting

linear system is of order 6602. Operations with large matrices are prone to

producing numerical errors and it is necessary to reduce the order of the linear
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Figure 3.5: Distribution of dimensionless enthalpy (H̄)

system.

The state-space realization can be transformed into a minimal realiza-

tion by removing hidden (uncontrollable or unobservable states), but even then

the order is still large (i.e., in the order of hundreds). The order can be further

reduced with balancing-free square-root singular perturbation approximation

(BFSR SPA) followed by a modal residualization, a method that was chosen

for the following reasons:

1. The objective is to track the dynamics of the solidification front, a pro-

cess localized in the mushy zone of the computational grid. For this

purpose, the dynamics of grid points close to process-defined boundary

conditions (nearly uncontrollable behavior) or far from the mushy zone

(nearly unobservable behavior) are not of interest. Therefore, a reduction

algorithm based on the input-output response of the modes, represented
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by the Hankel norm8, is fitting.

2. A potential problem of the balanced singular perturbation approximation

(BSPA) is that it requires the computation of a balanced realization, a

procedure that uses projection matrices that may be very ill-conditioned

for nearly unobservable and/or uncontrollable modes and result in a sub-

stantial loss of accuracy. Balancing-free (BF) approaches circumvent this

issue using well-conditioned truncation matrices [89, 99]. Unfortunately,

these methods are usually not very accurate for systems that are only

moderately ill-conditioned.

3. The exact computation of the observability and controllability gramians

can be problematic in high-order systems. In such scenarios, it is often

preferred to obtain approximate solutions to the Lyapunov equations

[47], which can also be expressed in Cholesky factorized (square root)

forms. In square root (SR) methods, truncation matrices are computed

entirely on the basis of the Cholesky factors. SR approaches are usually

very accurate for well-equilibrated systems but perform poorly if the

original system is highly unbalanced [103].

4. The balancing-free square-root singular perturbation approximation (BFSR

SPA) model reduction method, proposed by Varga [103] and imple-

mented as part of SLICOT, combines the main advantages of BF and

8The Hankel norm is an induced norm from past inputs to future outputs. It may be
shown that the Hankel norm is equal to ‖G(s)‖H =

√

ρ(PQ), where ρ is the spectral radius,
P is the controllability gramian, and Q is the observability gramian.
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SR approaches. The algorithm, shown in Algorithm 1, is chosen as a

first step because it avoids the computation of possibly ill-conditioned

balancing transformations, and gramians.

5. The resulting reduced-order model might still include undesired fast dy-

namics in it, possibly resulting from numeric artifacts in the discrete grid.

Modal residualization, as shown in Algorithm 2, was used to remove all

modes faster than τc = 10s (twice the sampling time of the process).

The final order of the system after using BFSR SPA and modal resid-

ualization was 11, much smaller than the initial order of the linearized finite

volume model. It must be noted that, unfortunately, information about the

physical significance of the states is lost during these transformations as it is

impossible to reconstruct the location or even the physical processes involved

in each one of the reduced state variables.

3.6 Controller and estimator

In order to preserve the same control and estimation structure that

was already implemented in the furnace [8], a linear-quadratic regulator and a

Kalman filter were designed. The controller provides the optimal DC current

for a desired pool depth, having feed-forward correction terms for changing

melting efficiency and pool depth reference. The Kalman Filter was used

to construct state estimates based on uncertain measurements of electrode

weight, current, electrode gap, and geometry of the solidification front, which
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Algorithm 1 Balancing-free square-root singular perturbation approximation

1: Let G = (A,B,C,D) be an n-th order stable continuous state-space sys-
tem with reachability and observability gramians P and Q, and square
root factors S and R (P = STS and Q = RTR). Compute S and R by
approximately solving the Lyapunov equations AP +PAT +BBT = 0 and
ATQ+QA+ CTC = 0.

2: Compute the singular value decomposition (SVD) of SRT =
[U1 U2 U3]diag(Σ1,Σ2, 0)[V1 V2 V3]

T , where Σ1 = diag(σ1, . . . , σk)
and Σ2 = diag(σk+1, . . . , σm) contain the ordered Hankel singular values
of the system σ1 ≥ . . . ≥ σk ≥ σk+1 ≥ . . . ≥ σm ≥ σm+1 = . . . = σn = 0.

3: for i = 1, 2 do
4: Compute the QR decompositions STUi =MiXi and R

TVi = NiYi, where
Mi and Ni are matrices with orthonormal columns, and Xi and Yi are
non-singular matrices.

5: end for
6: for i = 1, 2 do
7: Compute the SVDs: NT

i Mi = UEi
ΣEi

V T
Ei
.

8: end for
9: for i = 1, 2 do

10: Compute the transformation sub-matrices Z+
i = Σ

−1/2
Ei

UT
Ei
NT

i and Zi =

MiVEi
Σ

−1/2
Ei

.
11: end for
12: Compute the transformation matrices Z+ = [Z+

1 Z+
2 ]

T and Z =
[Z1 Z2].

13: Compute the minimal system (Z+AZ,Z+B,CZ,D) =
([

Â11 Â12

Â21 Â22

]

,

[

B̂1

B̂2

]

,
[

Ĉ1 Ĉ2

]

, D

)

.

14: Compute the SPA Gr = (Ar, Br, Cr, Dr) using: Ar = Â11 − Â12Â
−1
22 Â21,

Br = B̂1 − Â12Â
−1
22 B̂2, Cr = Ĉ1 − Ĉ2Â

−1
22 Â21, and Dr = D − Ĉ2Â

−1
22 B̂2.
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Algorithm 2 Modal residualization

1: Transform the system to its Jordan form, so that Ar = diag(λ1, λ2, . . . , λn)
(where |λ1| < |λ2| < . . . < |λn|), Br = [bT1 bT2 . . . bTn ]

T and Cr =
[c1 c2 cn].

2: Partition the state vector x into [x1 x2]
T using the cutoff eigenvalue λc =

−1/τc, where x1 contains the slow modes to be preserved; to result in
[

ẋ1
ẋ2

]

=

[

Ar11 Ar12

Ar21 Ar22

] [

x1
x2

]

+

[

Br1

Br2

]

u and y = [Cr1 Cr2 ]

[

x1
x2

]

+

Du.
3: Suppose that ẋ2 = 0, and construct a residualization (Â, B̂, Ĉ, D̂) fol-

lowing: Â = Ar11 − Ar12A
−1
r22
Ar21 , B̂ = Br1 − Ar12A

−1
r22
Br2 , Ĉ = Cr1 −

Cr2A
−1
r22
Ar21 , and D̂ = Dr − Cr2A

−1
r22
Br2 .

is obtained by running BAR in parallel with the actual process using the same

inputs.

The design process for the controller and the estimator is the same that

was described in Chapter 2. The computation of the optimal gains was done

by solving Algebraic Riccati equations using the SLICOT package.

3.7 Implementation

The method outlined in this chapter was implemented in an NI Lab-

Windows/CVI9 application, which runs on top of our finite volume solidifi-

cation model. In this application, all model reduction and gains calculations

can be done automatically for furnace and optimization parameters that are

defined by the user.

A VAR simulator was used to test the closed-loop response in a VAR

9NI LabWindows/CVI is a product of National Instruments.
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process for the parameters shown in Table 3.1. This simulator runs BAR

internally to return pool depth measurements. In this simulation, the melt

was started in current control mode, which is common in industrial practice,

and then was switched into pool depth control mode, as shown in Figure 3.6.

In this figure, measured pool depths are plotted for the mid-radius (controlled

location) and centerline (deepest point in the ingot) along with the controller

reference and measured current.

The initial reference was set to 12.0 cm (4.75”) for the mid-radius pool

depth (denoted as 0.5R in the plot). The reference was ramped up to 12.7 cm

(5.00”), brought back to 12.0 cm (4.75”), then to 13.3 cm (5.25”) and finally

to 12.7 cm (5.00”). Each ramp lasted for 1 hour. The main idea behind this

simulation was to test the behavior of the controller and its ability to take the

measured pool depth to a desired reference.

Table 3.1: Furnace and nominal parameters

Parameter Value
Material Alloy 718

Electrode diameter 43 cm (17”)
Ingot diameter 51 cm (20”)

Current 6000 A
Voltage 23.8 V
Melt rate 8.00 lb/min

Helium pressure 3 Torr
0.00 R pool depth 14.9 cm (5.85”)
0.50 R pool depth 12.3 cm (4.85”)
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Figure 3.6: Simulated response of the linear pool depth controller

The isotropic model used in the previous generation of the pool profile

controller was not able to mimic solidification dynamics for large ingots (e.g.,

20” in diameter), but the controller designed based on the reduced-order model

presented in this chapter showed a good performance. It can be seen how in

a short period of time the mid-radius pool depth is brought to the desired

values. Simulation shows a smaller steady-state error between the reference

and measured pool depths, compared to the previous controller. Current,

although noisy, looks consistent and increases for deeper molten pools, as

expected.

65



3.8 Discussion

A method for constructing linear reduced-order models for estimation

and control of manufacturing processes that involve several physical domains

(e.g., heat transfer, fluid mechanics, electromagnetics, mass transfer, etc.)

based on a finite volume model was presented. It starts by selecting the phys-

ical domains with the slowest dynamics, which will most likely be the ones

governed by diffusion-advection equations. A linear state-space realization is

constructed based on the selected physical domains, and then the order is

reduced by using BFSR SPA and modal residualization, in that order.

The response observed in the computational simulation is promising.

The reduced-order model from Chapter 2 was unable to mimic the solidification

dynamics of a 20” ingot of Alloy 718. The author believes that the anisotropic

nature of fluid flow in large ingots was impossible to be represented with an

isotropic model, and resulted in the model mismatch. That impediment seems

to have been overcome in this new approach.

The author is aware of the accuracy that is lost when the dynamics of

the VAR process are linearized about nominal conditions. Figure 3.5 shows

that the thermal dynamics in the mushy zone of the solidifying ingot are not

adequately represented with a linear model. Also, the electrode model is highly

nonlinear due to the 1/∆ term in the rate equations. A nonlinear technique to

construct a reduced-order model for estimation and control, based on a finite

volume model, is required.
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Chapter 4

Nonlinear complete VAR model

The reduced-order model presented in Chapter 3 has some serious ob-

stacles for its industrial implementation, such as:

• The reduced-order model is linear, even when it had been proved previ-

ously that the electrode melting dynamics are too nonlinear to be accu-

rately represented with a linear model [9].

• The linear model obtained with SPA proved inaccurate when the per-

turbation from the linearization point was large. The thermal dynamics

in the mushy zone predicted results with no physical meaning.

However, it was observed in simulation that the pool depth dynamics

resembled the response of first-order systems[60]. It was because of this ob-

servation that a system-identification approach was used to construct a linear

representation of the ingot solidification dynamics based on BAR, our high-

fidelity model.
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4.1 Complete VAR model

Vacuum arc remelting can be seen as the interaction of two sub-processes:

electrode melting and ingot solidification. The state vector includes variables

from both sub-processes:

x(t) = [∆ G Xram Me µ SCL SMR phe i]T ∈ X ⊂ ℜ9 (4.1)

• Electrode thermal boundary layer (∆): The electrode thermal boundary

layer describes temperature distribution in the electrode following the

one-dimensional thermal model described in Chapter 3. It can be seen

as an indicator of how hot the electrode is, and how fast it is melting.

• Electrode gap (G): The mean distance between the electrode and the

ingot.

• Ram position (Xram): Position of the ram, which indicates how much the

electrode has been translated downwards. Its value is directly related to

the gap and the ingot height.

• Electrode mass (Me): Mass of the melting electrode. Most frequently

this value can be measured directly from the furnace, but there exist

furnaces that are not equipped with load cells. And even when the value

can be measured, it is usually corrupted with noise.

• Efficiency (µ): This variable is the ratio between the power used to melt

the electrode and the instantaneous power supplied to the furnace. Its
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value is used to identify process disturbances; e.g., transverse cracks,

pipe, and other effects that appear in remelting processes.

• Centerline pool depth (SCL): Maximum depth of the liquid pool atop

the ingot. Its value is tracked during hot-top operation to identify the

location of the last liquid to solidify, which results in pipe defects.

• Mid-radius pool depth (SMR): Depth of the liquid pool at mid-radius.

It is seen as an indicator of the probability of segregation defects in

superalloys, i.e. solidification white spots and freckles.

• Helium pressure (phe): Helium cooling, when available, is commanded

by the controller in the form of helium flow in the annulus. Helium

pressure, however, tends to oscillate depending also on the current used

in the melt.

• Current (i): This value is commanded by the controller and is set by

the current rectifier. Current changes, however, are not instantaneous.

Current is added as a state to account for the inertial behavior of the

current rectifier.

The state vector x lies in the admissible state space X, which is defined

by states with physical meaning, i.e. efficiencies that are bounded in µ ∈ [0, 1],

electrode thermal boundary layer, helium pressure in the positive real line, etc.

These states are subjected to known inputs, in the form of the input vector

u = [ic Vramc
]T ∈ U ⊂ ℜ2.
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• Commanded current (ic): Commanded melting current, which is read-

justed every dt seconds. Commanded current and melting current are

often not equal due to the internal dynamics of the rectifier.

• Commanded ram speed (Vramc
): Commanded speed at which the ram is

driving the electrode downward.

An stochastic model is proposed in the form of an Itô stochastic differ-

ential equation

dx(t) = f [x(t),u(t)]dt+Gdβ(t) (4.2)

where dβ(t) is a Brownian motion vector of mean zero and diffusion Q, such

that

E
{

dβ(t)dβT (t)
}

= Qdt (4.3)

E
{

(β(t2)− β(t1))(β(t2)− β(t1))
T
}

=

t2
∫

t1

Q(t) dt (4.4)

where process noise terms are assembled in the vector dβ(t) = [di dVram

dµ dhe]T ∈ ℜ4, which are assumed to be independent. Efficiency and helium

pressure are modeled as true Brownian processes where the diffusion strength

is time-independent and is a function of the nominal efficiency and helium
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pressure, respectively.

E {dµ(t)} = 0 (4.5)

E
{

dµ2(t)
}

= (σµµ0)
2dt (4.6)

E {dhe(t)} = 0 (4.7)

E
{

dhe2(t)
}

= (σhephe0)
2dt (4.8)

The remaining terms, di(t) and dVram, are modeled as stochastic integrals

resulting from Gaussian processes wi(t) ∼ N(0, σ2
i ) and wVram

∼ N(0, σ2
Vrams

),

respectively. In this case, the Itô differentials are approximated with ordinary

differentials for infinitesimally small dt, di(t) = widt and dVram(t) = wVram
dt.

E {di(t)} = 0 (4.9)

E
{

di2(t)
}

= σ2
i dt

2 (4.10)

E {dVram(t)} = 0 (4.11)

E
{

dV 2
ram(t)

}

= σ2
Vram

dt2 (4.12)

Following the stochastic model, the resulting covariance matrix for the

process noise has the form of:

Qdt =









σ2
i dt

2 0 0 0
0 σ2

Vram
dt2 0 0

0 0 σ2µ2
0dt 0

0 0 0 σ2
hep

2
he0
dt









(4.13)
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The dynamic equations f [x(t),u(t)] are given by:

∆̇ =
αrC∆∆

∆
−

C∆p

Aehm
µ (Vc +Rii) i (4.14)

Ġ = −
aαrCs∆

∆
+

Cspa

Aehm
µ (Vc +Rii) i− Vramc

(4.15)

Ẋram = Vramc
(4.16)

Ṁe =
ρAeαrCs∆

∆
−
ρCsp

hm
µ (Vc +Rii) i (4.17)

µ̇ = 0 (4.18)

ṠCL = −ACL(SCL − SCL0) + B∆CL(∆−∆0) + BiCL(i− i0)

+ BµCL(µ− µ0) + BheCL(phe − phe0) (4.19)

ṠMR = −AMR(SMR − SMR0) + B∆MR(∆−∆0) + BiMR(i− i0)

+ BµMR(µ− µ0) + BheMR(phe − phe0) (4.20)

˙phe = 0 (4.21)

i̇ =
1

τ
(ic − i) (4.22)

where τ is the characteristic time assumed for an exponential convergence

(first-order response) to the commanded value for current ic. The motivation

for inclusion of current in the state vector is twofold:

• Model inertia of the current rectifier.

• Work as a shaping filter so that nonlinearities due to current are kept in

the f [x(t),u(t)] term.

In the case of VAR of Alloy 718 of a 17’ electrode into a 20” ingot,

the characteristic time observed experimentally was close to 1 s, which is less
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than the time step used in the process, dt = 5s. Therefore, propagation using

equation (4.2) would be inaccurate. An analytical solution can be obtained

for i̇ = 1
τ
(ic − i) + wi, where wi ∼ N(0, w2

i ), in the form of

i(t) = (i0 − i)e−t/τ + ic + di(t), di ∼ N(0, σ2
i dt

2) (4.23)

The linear mapping G : ℜ4 → ℜ9 assumed in the model is defined as:

G11 =
∂∆̇

∂i

∣

∣

∣

∣

0

= −
C∆pVc
Aehm

µ0 −
2C∆pRiµ0ic0

Aehm
(4.24)

G21 =
∂Ġ

∂i

∣

∣

∣

∣

0

=
Cspa

Aehm
µ0Vc +

2Cspaµ0Riic0
Aehm

(4.25)

G22 =
∂Ġ

∂Vram

∣

∣

∣

∣

0

= −1 (4.26)

G32 =
∂Ẋram

∂Xram

∣

∣

∣

∣

0

= 1 (4.27)

G41 =
∂Ṁe

∂i

∣

∣

∣

∣

0

= −
ρCspVCµ0

hm
−

2ρCspRiµ0ic0
hm

(4.28)

G53 =
dµ

dµ
= 1 (4.29)

G61 =
∂ṠCL

∂i
= BiCL (4.30)

G71 =
∂ṠMR

∂i
= BiMR (4.31)

G84 =
dphe
dhe

= 1 (4.32)

G91 =
di

di
= 1 (4.33)

It should be noted that G needs not to be a linear mapping, as the Itô

stochastic form admits nonlinear mappings between the process noise vector

dβ and state increments dx. Such an approach, however, would result in a
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non-Gaussian evolution equation, which would prevent the implementation of

certain estimation techniques1.

The stochastic model given by equation (4.2) can be expressed in a

time-series form:

xt+1 | xt ∼ N

























































∆t + f1(xt,ut)dt
Gt + f2(xt,ut)dt

Xramt
+ f3(xt,ut)dt

Met + f4(xt,ut)dt
µt

SCLt
+ f6(xt,ut)dt

SMRt
+ f7(xt,ut)dt
phet

ict + (ict − it)e
−dt/dτ





























, Q̄





























(4.34)

where Q̄ is given by Q̄ = G(Qdt)GT .

The evolution equation is complemented with the observation equation,

that relates the state vector to the measurable outputs yt = [Gt Xramt
it Met

Vt SCLt
SMRt

phet ]
T ∈ Y ⊂ ℜ7. The discrete-time observation equation is

given by:

y(ti) = g[x(ti)] + v(ti) (4.35)

Parameters commonly measured in a VAR process are:

• Electrode gap (G): Although it is not measured directly, it can be in-

ferred from the frequency of drip short (in nickel-based materials), or

1The fully adapted particle filter, used in the next chapter, admits an analytical solution
for the look-ahead distribution because of the linear relationship.
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voltage measurements (in Titanium-base materials). However, gap mea-

surements available from either method are extremely noisy.

• Ram position (Xram): Position of the ram that translates the electrode.

• Current (i): Current measurement, which is noisy due to current being

instantaneously shut off during drip shorts.

• Electrode mass (Me): Mass of the electrode, which is measured with a

load cell. Magnetic forces corrupt the measured signal.

• Centerline and mid-radius pool depth (SCL and SMR): Although the ge-

ometry of the solidifying ingot can not be measured from the furnace,

information can be obtained from having a computational model run-

ning in parallel to the process. Measurements are noisy due to numeric

artifacts and uncertainty in the model.

• Helium pressure (phe): Pressure of helium in the annulus around the

solidifying ingot, used to cool down the ingot.
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Measurement noise is characterized in the form of the Gaussian process

v(ti)

E {v(ti)} = 0 (4.36)

E
{

v(ti)v
T (ti)

}

= R (4.37)

R =





















σ2
G 0 0 0 0 0 0
0 σ2

pos 0 0 0 0 0
0 0 σ2

Imeas
0 0 0

0 0 0 σ2
Me

0 0 0
0 0 0 0 σ2

CL 0 0
0 0 0 0 0 σ2

MR 0
0 0 0 0 0 0 σ2

hemeas





















(4.38)

Subtitution of the noise statistics in the VAR model yields:

yt | xt ∼ N









































Gt

Xramt

it
Met

SCLt

SMRt

phet





















,R





















(4.39)

Usual parameters for the typical industrial experience of VAR of Alloy

718 of an electrode of 17.0” into an ingot of 20.0” in diameter are shown in

Table 4.1.

The material properties used for Alloy 718 are given in Table 4.2. It

is important to remark that a constant density is assumed for the alloy, but

thermal diffusivity is assumed temperature-dependent. Also, some usual val-

ues for process noise strengths are given in Table 4.4, and measurement noise

strengths are given in Table 4.5.
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Table 4.1: Furnace dimensions and nominal parameters.

Parameter Value
Material Alloy 718

Electrode diameter (φe) 43.18 cm
Ingot diameter (φi) 50.80 cm

Current (I0) 6000 A
Voltage (V0) 23.8 V

Melt rate (ṁ0) 60.5 g/s
Gap (G0) 1.0 cm

Ram speed (Vram0) 1.48× 10−3 cm/s
Helium pressure (phe0) 3.0 Torr

Centerline pool depth (SCL0) 15.70 cm
Mid-radius pool depth (SMR0) 13.23 cm

Electrode thermal boundary layer (∆0) 31.29 cm
Melting efficiency (µ0) 0.44
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Table 4.2: Material properties of Alloy 718.

Material property Value
Density 7.75 g/cm3

Volume-specific enthalpy at room temperature (hr) 0.00 J/cm3

Thermal diffusivity at room temperature (αr) 0.0238 cm2/s
Volume-specific enthalpy at melting temperature (hm) 5415.31 J/cm3

Thermal diffusivity at melting temperature (αm) 0.0596 cm2/s
Volume-specific enthalpy at super-heat temperature (hs) 8050.31 J/cm3

Stefan number (Λ) 0.487
C∆∆ 39.87
C∆p 3.83
CS∆ 6.70
CSp 1.32
ACL 1.826× 10−3

AMR 1.463× 10−3

B∆CL
1.271× 10−5

B∆MR
−1.001× 10−4

BICL
6.587× 10−6

BIMR
3.165× 10−6

BµCL
6.724× 10−2

BµMR
2.967× 10−2

BheCL
−8.091× 10−4

BheMR
−6.541× 10−4

Table 4.3: Electric parameters in VAR of Alloy 718.

Parameter Value
Cathode voltage fall 21.18 V

Gap-independent electric resistance 4.37× 10−4 Ω
Gap-dependent electric resistance 0.00 Ω/cm
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Table 4.4: Process noise levels.

Parameter Noise strength
Current (σI) 20 A

Ram speed (σVram
) 5.00× 10−4 cm/s

Melt efficiency (σµ) 1.0× 10−2µ0

Helium pressure (σhe) 1.0× 10−3phe0

Table 4.5: Measurement noise levels.

Parameter Noise strength
Electrode gap (σG) 0.2 cm
Ram position (σpos) 0.005 cm
Current (σImeas

) 15 A
Load cell (σMe

) 200 g
Centerline pool depth (σCL) 0.1 cm
Mid-radius pool depth (σCL) 0.1 cm
Helium pressure (σhemeas

) 0.01 Torr
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Chapter 5

Particle filtering in the VAR process

Production of high-quality VAR ingots with improved yields requires

accurate, transient control of the solidification front throughout the melt.

Nonetheless, estimation of the thermal dynamics in the system is challeng-

ing because there is no known way to measure the temperature distribution in

either the electrode or the ingot, or even the instantaneous melt rate.

Electrode mass is commonly used to estimate melt rate, and modern

controllers use these estimates to close the loop in melt rate control. However,

measurements coming from a load cell transducer are corrupted with noise due

to mechanical stiction and electromagnetic forces in the system. In order to

address this problem, data are usually filtered, buffered for several minutes,

and fit using regression. As a result, a controller based on these estimates is

not expected to work under highly dynamic conditions (e.g., transverse cracks,

start-up and hot-top), where it is necessary to control on a much shorter time

scale.

In addition, if the geometry of the solidification front is to be controlled,

accurate measurements of the liquid pool profile are needed. Unfortunately,

there is no way to physically measure liquid pool depth in a VAR process.
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A high-fidelity physics-based model is used to provide online measurements

of the liquid pool profile, as suggested in Chapter 2. However, these virtual

measurements are known to be subject to error due to mismatch between the

computational simulation and the dynamics of the actual process, numerical

error in the finite-volume model, and in the time-stepping routine.

The optimal combination of information coming from the computa-

tional model and the stochastic model is expected to result in more accurate

state estimates. However, such a task requires an appropriate algorithm that

reconstructs the state vector based on both sources.

5.1 Bayesian filtering

State-space models, such as the one developed in the previous chapter,

can also be seen as Hidden Markov models (HMM). Let us consider a discrete-

time Markov process {Xi}
n
i=1 such that

X1 ∼ µ(x1) (5.1)

Xn | (Xn−1 = xn−1) ∼ f(xn | xn−1) (5.2)

where µ(x) is a probability density function, and f(x | x′) denotes the proba-

bility density associated with moving from x′ to x. In the estimation problem,

we are interested in constructing estimates of {Xi}
n
i=1 when we only have ac-

cess to the measurements {Yi}
n
i=1, assumed to be statistically independent and

defined by the marginals:

Yn | (Xn = xn) ∼ g(yn | xn) (5.3)
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Equations (5.1) and (5.2) define a Bayesian model with a prior distri-

bution given by

p(x1:n) = µ(x1)
n
∏

k=2

f(xk | xk−1) (5.4)

and a likelihood defined by

p(y1:n | x1:n) =
n
∏

k=1

g(yk | xk) (5.5)

In a Bayesian context, inference of the Markov process {Xi}
n
i=1 given a

realization of the process {Yi}
n
i=1 = y1:n, relies upon the posterior distribution,

given by

p(x1:n | y1:n) =
p(x1:n,y1:n)

p(y1:n)
(5.6)

where p(x1:n,y1:n) = p(x1:n)p(y1:n | x1:n) and p(y1:n) =
∫

p(x1:n,y1:n) dx1:n.

As an alternative, it is also possible to obtain a recursive formula for

the distribution p(x1:n | y1:n), which can be updated for every time step and

does not require storage of the entire history of the random process.

p(x1:n | y1:n) = p(x1:n−1 | y1:n−1)
f(xn | xn−1)g(yn | xn)

p(yn | y1:n−1)
(5.7)

where p(yn | y1:n−1) =
∫

g(yn | xn)f(xn | xn−1)p(xn−1 | y1:n−1) dxn−1,n.

The process can also be thought of as the repeated application of a two-

stage procedure, similar to the formulation of the well-known Kalman filter.

As a first step, the current probability density is propagated into the future

via the evolution equation (5.2) to produce the prediction density

p(xn | y1:n−1) =

∫

f(xn | xn−1)p(xn−1 | y1:n−1) dxn−1 (5.8)
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And then, one updates the density via Bayes rule to obtain

p(xn | y1:n) =
g(yn | xn)p(xn | y1:n−1)

p(yn | y1:n−1)
(5.9)

It should be noted that equations (5.6) and (5.7) are equivalent, and

equation (5.9) is the marginal that results after the posterior has been inte-

grated for all previous time steps. All three formulations are equivalent and

are common in the Bayesian filtering literature.

The filtering calculations can be carried out conveniently for a finite

state-space HMM model, where the integrals correspond to finite sums and the

probability distributions can be computed exactly; and for the linear Gaus-

sian model, where the distribution p(x1:n | y1:n) is a Gaussian distribution

whose mean and covariance can be computed using Kalman techniques [66].

However, for most non-linear non-Gaussian problems the integrals cannot be

solved analytically, and numerical methods must be used. Particle methods

are a powerful alternative to approximate the continuous distributions by dis-

crete probability measures, and then evaluate the integrals as finite sums. Such

methods, discussed in the upcoming section, are a subset of a class of methods

known as Sequential Monte Carlo (SMC).

5.2 Particle filter

The sequential importance sampling and resampling (SIR) algorithm,

also known as particle filter, incorporates the concepts of importance sam-

pling and resampling into the Bayesian estimation problem. These filters
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recursively approximate the random variable xn | y1:n by particles {xi
n}

N
i=1

with discrete probability masses {wi
n}

N
i=1 [59]. The resulting set of samples,

Sn = {xi
n,w

i
n}

N
i=1, is said to be properly weighted when summation over the

particles approximates expectation under the posterior Pn; i.e.,

E Sn [h(xn)] ≡
N
∑

i=1

wi
nh(x

i
n)

N→∞
−−−→ E Pn

[h(xn)] (5.10)

for a sufficiently smooth function h.

Particle filters treat the discrete support generated by the particles as

the true filtering density, and use it to construct an approximation of the

prediction density xn | yn−1, called the “empirical prediction density”.

f̂(xn | y1:n−1) =
N
∑

i=1

f(xn | xi
n−1)w

i
n−1 (5.11)

The distribution is a mixture of densities; and it can be combined with

the likelihood to result in an approximation of the posterior distribution, up

to a proportionality.

f̂(xn | y1:n) ∝ g(yn | xn)
N
∑

i=1

f(xn | xi
n−1)w

i
n−1

∝
N
∑

i=1

f(xn | xi
n−1)[g(yn | xn)w

i
n−1] (5.12)

The density defined in equation (5.12) is approximated by propagating

particles {xi
n−1}

N
i=1 → {xi

n}
N
i=1 following the prior, and then using the likeli-

hood to update their weights followingwi
n = wi

n−1g(yn | xi
n)/
∑N

i=1 w
i
n−1g(yn |
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xi
n). It should be noted that the support of the distribution is completely de-

fined by particles obtained from the approximation of p(xn | y1:n−1), and the

likelihood is used only to adjust the weights.

The algorithm, presented in Algorithm 3, as described above has a

major drawback. Algorithms based on importance sampling provide estimates

whose variances increase exponentially with the number of time steps, resulting

in inaccurate or degenerate distributions as time progresses. The effective

sample size

ESS = (
N
∑

i=1

wi
n

2
)−1 (5.13)

has been used as an indicator for how degenerate a sample set is. To avoid

degeneracy, resampling is performed when the ESS falls below a threshold1:

higher-weight particles usually are duplicated, with the duplicity determined

by the weight of the particle and the particular resampling scheme, while lower-

weight particles are eliminated. There are several resampling methods, among

which systematic resampling has been reported to have the highest quality.

The SIR filter is a promising algorithm, but some potential issues with

this method have been reported in the literature. In order to understand them

better let us go back to equation (5.10), the importance sampling approxi-

mation of a sufficiently smooth function h. Liu published that the variance

of this estimator is approximately proportional to E Sn [w
2
n] /N [58]. Hence,

it is expected to observe a high variance in the estimates when the particle

1A usual value for the threshold is NT = N/2
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Algorithm 3 SISR Particle Filter.
1: At time n = 1
2: for i = 1 to N do
3: Sample xi

1 ∼ µ(x1)
4: end for
5: for i = 1 to N do
6: Compute the weights W i

1 = g(y1 | x
i
1)

7: end for
8: for i = 1 to N do
9: Normalize weight: wi

1 = W i
1/(
∑N

i=1W
i
1)

10: end for
11: If resampling criterion met, then resample.
12: At time n ≥ 2
13: for i = 1 to N do
14: Sample xi

n ∼ f(xn | xi
1:n−1).

15: end for
16: for i = 1 to N do
17: Compute the weights W i

n = wi
n−1g(yn | xi

n)
18: end for
19: for i = 1 to N do
20: Normalize weight: wi

n = W i
n/(
∑N

i=1W
i
n)

21: end for
22: If resampling criterion met, then resample.

86



weights become variable, which commonly occurs when the likelihood function

is highly peaked compared to the prior [81]. The SIR algorithm approximates

the posterior probability density based on a discrete support which is defined

by the prior distribution and is therefore blind to the measurement yn, which

is already available. In cases where the observation density g(yn | xn) is highly

sensitive to yn, it will take an extremely large N to ensure that at least some

of the draws will be close to the observed measurements as many of them will

result in zero-likelihood regions. The auxiliary particle filter (APF), in its var-

ious forms, has been proposed in the literature as an alternative to mitigate

this problem [17, 81, 82].

Unfortunately, in spite of how promising particle filtering techniques

are, they may not always work and are nowhere near as robust as Kalman

techniques. The presence of degeneracy and the fact that resampling tech-

niques alleviate the problem of degeneracy only partially make it unsuitable

for some applications.

The C++ template class library SMCTC2 was used to test the perfor-

mance of the particle filter in vacuum arc remelting. The library was installed

in a Linux operating system, on top of GSL (GNU Scientific Library) [36].

The description of the simulation tool developed for the study of particle fil-

ters on the model introduced in Chapter 4 is given in Appendix A. The case

of VAR of Alloy 718 from an electrode of 17” in diameter into a 20” ingot was

2Sequential Monte Carlo Template Class was developed by Adam Johansen for simulation
of SMC algorithms. For more information see Ref. [48].

87



studied using manufactured data. Data filtering was performed offline, using

time steps of 6 seconds3. The simulation was run on a personal computer with

an IntelrCore i7 CPU 860 at 2.80 GHz x 8 processor, using Ubuntu 12.10 as

the operating system. The C++ code was compiled with the g++ compiler

without any optimization options.
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Figure 5.1: States and maximum likelihood estimates returned by the particle
filter with N = 218 particles, for thermal boundary layer (∆), electrode gap
(G), ram position (Xram), and electrode mass (Me)

3The value was taken from usual industrial practice in ingots of similar size and material.
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Simulations were intended to determine the number of particles that

resulted in accurate maximum likelihood estimates, and whether the parti-

cle filter is an accurate nonlinear estimator for this manufacturing process

or if another SMC (or Kalman-based) technique needs to be used for VAR.

Simulations were performed using manufactured data based on the nonlinear

stochastic model for a simulated melt using N = 218 particles, resulting in the

estimates shown in Figures 5.1 and 5.2.
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Figure 5.2: States and maximum likelihood estimates returned by the particle
filter with N = 218 particles, for efficiency (µ), helium pressure (phe), and pool
depths (SCL,MR)
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It was observed that the particle filter results in accurate estimates for

almost all of the states, except for electrode gap, where a consistent steady er-

ror of approximately 0.05 cm was observed (almost 5% of nominal value). The

observed error is considered small for VAR, where electrode gap is an average

measurement and it can only be measured with an error of 0.20 cm. Error in

Monte Carlo estimates4 is shown in Figures 5.3 and 5.4, where it appears as

a zero-mean random process for most states (except for electrode gap) after

2000 seconds. The magnitude of the bias changes for every simulation, and it

was observed to consistently decrease when the number of particles increased.

For melting efficiency and helium pressure, both modeled as random walks,

there is little error in the particle filter estimates. This error is within the

bounds described for the increments in the stochastic model, approximately

0.03 and 0.02 Torr per time step respectively.

A relatively large number of particles was required to obtain reliable

estimates. Experimentally, it was determined that at least 100 000 particles are

required to have accurate tracking of the state vector5. The number of particles

is large and it would result in expensive computations. Such requirement is

caused by having a low ratio between ESS and N, observed close to 0.042,

that indicates that a large number of particles are wasted exploring unlikely

regions of the state space. A small ESS can only be seen as the consequence

4Pn denotes the true posterior distribution and Sn is the discrete Monte Carlo approxi-
mation.

5The requirements were set for errors of less than 0.05 cm in electrode gap and 0.02 cm
in liquid pool depth.
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Figure 5.3: Bias in Monte Carlo maximum likelihood estimates for N = 218

particles, for thermal boundary layer (∆), electrode gap (G), ram position
(Xram), and electrode mass (Me)

of having a poor stochastic model, insufficient particles, or a peaked likelihood

compared to a non-informative prior. It is believed that the uncertain nature of

the process, and the precise ram position and electrode weight measurements

result in a peaked likelihood scenario where the particle filter is inefficient.

Nevertheless, it is possible to use alternative SMC algorithms that have a

higher accuracy for such cases.
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Figure 5.4: Bias in Monte Carlo maximum likelihood estimates for N = 218

particles, for efficiency (µ), helium pressure (phe), and pool depths (SCL,MR)

5.3 Auxiliary particle filter

The auxiliary particle filter, proposed by Pitt and Shepard [81, 82],

differs from the SIR algorithm as it incorporates knowledge of the measure-

ment in the proposal mechanism to prevent particles from moving blindly into

regions that are extremely unlikely, in an effort to reduce the variability of

the weights {wi
n}

N
i=1. The APF algorithm augments the state space with an

auxiliary variable k that indicates the origin of the proposed particles in the
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sampling stage, resulting in the distribution shown in equation (5.14), which

converges to the posterior distribution p(xn | y1:n) when marginalized.

f̂(xn, k | y1:n) ∝ g(yn | xn)f(xn | xk
n−1)w

k
n−1, k = 1, . . . , N. (5.14)

Simulation from this distribution can be cumbersome, and even impos-

sible in some scenarios. In such cases, a proposal density h(xn, k | y1:n) can

be used to generate samples {xi
n,w

i
n, k

i}Ni=1 ∼ h(xn, k | y1:n). It is common

practice to adopt a proposal distribution of the form

h(xn, k | y1:n) ∝ g(yn | µk
n)f(xn | xk

n−1)w
k
n−1, k = 1, . . . , N (5.15)

where µk
n is chosen to be the mean, the mode, or some other likely value asso-

ciated with the evolution density f(xn | xk
n−1), so that sampling is performed

in two stages:

{ki | yn}
N
i=1 ∼ wk

n−1g(yn | µk
n) = λn−1 (5.16)

{xi
n | ki,yn}

N
i=1 ∼ f(xn | xki

n−1) (5.17)

After sampling has been carried out, reweighing is performed to account

for the importance distribution:

wi
n =

g(yn | xi
n)/g(yn | µki

n )
N
∑

i=1

g(yn | xi
n)/g(yn | µki

n )

(5.18)

The goal of this particle method is that the weights {wi
n}

N
i=1 are less

variable than in the SIR algorithm, in order to minimize the variance of the
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estimates. If the distribution p(yn | xn−1) is known analytically, it can be used

to produce iid samples from equation (5.14), and the algorithm is called fully

adapted.

{ki | yn}
N
i=1 ∼ p(yn | xk

n−1) = λn−1 (5.19)

h(xn | k,yn) ∼ f(xn | xk
n−1) (5.20)

Algorithm 4 Fully adapted auxiliary Particle Filter.
1: At time n = 1
2: for i = 1 to N do
3: Sample xi

1 ∼ µ(x1)
4: end for
5: for i = 1 to N do
6: Compute the weights W i

1 = g(y1 | x
i
1)

7: end for
8: for i = 1 to N do
9: Normalize weight: wi

1 = W i
1/(
∑N

i=1W
i
1)

10: end for
11: At time n ≥ 2
12: for i = 1 to N do
13: Compute λin−1 = wi

n−1p(yn | xi
n−1).

14: end for
15: Resample to obtain iid : {x̃i

n−1}
N
i=1 ∼ {xi

n−1, λ
i
n−1}

N
i=1

16: for i = 1 to N do
17: Sample xi

n ∼ f(xn | x̃i
1:n−1), w

i
n = 1/N .

18: end for

In this scenario, all particles have equal likelihoods and reweighing is

no longer required, simplifying the algorithm as shown in Algorithm 4. The

fully adapted algorithm is simple to implement, and the main complication

lies in the calculation of an analytical form for p(yn | xi
n−1). Fortunately, the
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stochastic model developed for VAR has its prior and likelihood described by

multivariate normal distributions, and a likelihood given by a linear mapping.

The prior has the form xn | xn−1 ∼ N(x̄n, Q̄), while the likelihood can be seen

as yn | xn ∼ N(C1xn + C2,R). As a result, the random variable yn | x1:n−1

has a multivariate normal distribution defined by N(C1x̄n + C2,Σ), where

Σ = C1Q̄CT
1 +R.

The covariance matrix in uncoupled as there are observations that do

not interact with others

Σ =





Σ1 0 0
0 Σ2 0
0 0 Σ3



 (5.21)

where the submatrices are given by:

Σ1 =

[

σ2
G + σ2

Vram
dt2 −σ2

Vram
dt2

−σ2
Vram

dt2 σ2
Vram

dt2 + σ2
Pos

]

Σ2 =







σ2
i dt

2 + σ2
Imeas

G41σ
2
i dt

2 Biclσ
2
i dt

2 Bimr
σ2
i dt

2

G41σ
2
i dt

2 σ2
LC +G2

41σ
2)idt2 BiclG41σ

2
i dt

2 Bimr
G41σ

2
i dt

2

Biclσ
2
i dt

2 G41Biclσ
2
i dt

2 B2
icl
σ2
i dt

2 + σ2

cl Bimr
Biclσ

2
i dt

2

Bimr
σ2
i dt

2 G41Bimr
σ2
i dt

2 BiclBimr
σ2
i dt

2 B2
imr

σ2
i dt

2 + σ2
mr







Σ3 =
[

σ2
hep

2
he0
dt+ σ2

hemeas

]

Such a form allows the evaluation of the likelihood of yn | x1:n−1, up to

a proportionality, based on the innovation [e1 e2 e3]
T = yn −C1x̄n −C2.

p(yn | x1:n−1) ∝ −
1

2

(

eT1Σ
−1
1 e1 + eT2Σ

−1
2 e2 + eT3Σ

−1
3 e3

)

(5.22)

The same manufactured data used in the previous section was fed to the

auxiliary particle filter, using the same number of particles as in the particle

filter simulation.
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Figure 5.5: Comparison between states, particle filter estimates and auxiliary
particle filter estimates with N = 218 particles, for thermal boundary layer
(∆), electrode gap (G), ram position (Xram), and electrode mass (Me)

It was observed that the accuracy of both filtering algorithms was com-

parable following similar trends even for the errors in melting efficiency and

helium pressure, both modeled as random walks. The most significant dif-

feence was found in the electrode gap estimates, where a smaller bias was

obtained with the auxiliary particle filter. Error for simulations with both

particle methods is given in Figure 5.7. There is steady-state error for both
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Figure 5.6: Comparison between states, particle filter estimates and auxil-
iary particle filter estimates with N = 218 particles, for efficiency (µ), helium
pressure (phe), and pool depths (SCL,MR)

methods, but its value is close to 0.01 cm for the auxiliary particle filter com-

pared to the 0.03 of the particle filter.

For better comparison simulations were run forN = 2i, for i = 14, . . . , 20;

to find the minimum number of particles required for the desired accuracy. A

total of 15 simulations for each one of these scenarios were run to determine

the expectation of the estimates and their variance. It can be seen that even
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Figure 5.7: Error in maximum likelihood gap estimates for particle filter and
auxiliary particle filter with N = 218 particles

214 = 16, 384 particles are enough to meet the desired accuracy, compared to

the 217 required for the particle filter. It can be seen that the convergence

rates are comparable between the two algorithms, but the auxiliary particle

filter is consistently more accurate.

5.4 Discussion

Particle filtering was studied as an alternative for state estimation based

on the stochastic model developed in Chapter 4. Although promising, the

stochastic nature of the manufacturing process, characterized by a diffuse prior

and a peaked likelihood, results in a large number of proposed particles being

rejected when compared to the available measurements even for a simulation

based on manufactured data. The small number of effective particles results
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Figure 5.8: Estimator variance for electrode thermal boundary layer (∆), elec-
trode gap (G), ram position (Xram), electrode mass (Me), melting efficiency
(µ), centerline pool depth (SC), mid-radius pool depth (SM), helium pressure
(phe), and current (i) in a VAR melt of Alloy 718.
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in large variances for estimates obtained with particle filtering unless a large

number of particles is used. It was observed that hundreds of thousands of

particles are required to have reliable state estimates in vacuum arc remelting.

When hundreds of thousands of particles are used, accurate estimates

are obtained for most states except for electrode gap. Steady-state error was

observed for electrode gap, which is known to be the hardest state to estimate

due to the large error in electrode gap measurements. The magnitude of the

steady-state error was small, but it could complicate accurate electrode gap

control.

The stochastic model is diffuse (non-informative) and that causes prob-

lems in the particle filter. It is diffuse because that is the nature of the manu-

facturing process. There are states that change unpredictably, such as melting

efficiency and helium pressure; and current, which dominates the physics of

the process, is a noisy state. As a result, some particles propagated using the

diffuse prior will explore regions of the state space with negligible likelihood,

reducing the number of effective particles and the accuracy of the method.

An alternative to the particle filter, the auxiliary particle filter, is pro-

posed for this application. The method differs from the particle filter in that

the measurement is used when drawing proposals to explore the state space.

There are two families of auxiliary particle filters, but the method proposed by

Pitt and Shepard [81] was used in this study. A particular case of the auxil-

iary particle filter, called perfect adaption, is achieved for the stochastic VAR

model. Perfect adaptation is possible because the model used is nonlinear but
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Gaussian.

It is shown that although both methods are able to achieve the desired

accuracy the auxiliary particle filter returns maximum likelihood estimates

with a lower variance (see Figure 5.8), and is better suited for this applica-

tion. Unfortunately, both methods involve expensive computations that could

prevent real-time implementation and it is necessary to look for appropriate

computational units that would enable the acceleration of the algorithms.
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Chapter 6

GPU implementation of SMC methods

Statistical accuracy is not the only important aspect for online estima-

tion in the VAR process. Any estimation algorithm must be carried out in

much less than the time step dt, for estimates to be used in online operation.

Unfortunately, Monte Carlo simulations are computationally costly and slow

when implemented on personal computers that do not have appropriate com-

puter architectures for parallel algorithms. The same algorithm implemented

on a parallel computer architecture, such as a GPU, would take advantage of

the parallel nature of the particle filter and accelerate its operation. NVIDIA’s

CUDA was studied as an alternative for acceleration of SMC estimators for

VAR.

6.1 GeForce GTX TITAN

This implementation is based on NVIDIA’s GeForce GTX TITAN (see

Table 6.1), powered by GK110 and based on CUDA (Computer Unified Device

Architecture). CUDA architecture is built upon an array of streaming mul-

tiprocessors (SMs). The graphics card used in this study consists of 14 SMs;

each one of them with 192 cores for single precision arithmetic, 64 for dou-
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ble precision, and 32 special function units capable of handling transcendental

instructions; allowing massive parallelization [79].

The execution of CUDA applications is based on single instruction mul-

tiple thread (SIMT), a mechanism that allows functions to be executed in

parallel using CUDA threads. Such functions are called kernels [78].

In CUDA, threads are organized in thread blocks. Threads may access

data from multiple memory spaces during their execution: private local mem-

ory, shared memory visible to all threads within one block, and GPU global

memory. Additionally, there are two other read-only memory spaces accessi-

ble by all threads: constant and texture memory spaces. All these memory

types have different levels of latency and bandwidth, making a proper selec-

tion of the level of memory to be used decisive for the accessing time and total

computation time of any algorithm.

Table 6.1: Hardware and software used for evaluation

GPU (CUDA)
Model: NVIDIA GeForce GTX TITAN

Driver Version: 320.57
Clock Speed: 928 MHz

BUS: PCI Express 3.0
CUDA Driver/Runtime Vers.: 6.0/5.5

CUDA Computing Ability: 3.5
OS: Windows 8 64-bit

Compiler: Visual Studio 2012
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6.2 Implementation of Particle Filter

In this implementation, one thread is launched for each particle as

shown in Figure 6.1(a). The method was implemented using three modules:

Sampling, Resampling and Averaging.

...... ...

... ...

...

Sampling

{

{

{

Averaging

(a) Particle filter

GLOBAL MEMORYTHREAD

Shared
memory

Shared
memory

(b) Sampling module

Figure 6.1: Structure of particle filter on GPU.
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6.2.1 Parameters definition

As a first step, parameters are defined on the CPU and then transferred

to the constant memory of the GPU for fast access by all thread blocks.

6.2.2 Random number generation

Random numbers for simulation are generated on the CPU using the

C++ class template normal distribution1. Normally-distributed random num-

bers were simulated with mean 0 and standard deviation 1, to be scaled ac-

cordingly in the simulation.

The stochastic model is used to determine the size of a sufficiently-large

array of random numbers required for a complete simulation, which is copied

to the global memory of the GPU in an approach similar to Chao et al. [20].

Although random numbers are read-only, they are not suitable for storage on

the constant memory due to its limited size, which might be insufficient for

high-dimensional arrays.

6.2.3 Sampling Module

This modules takes the entire particle set, performs sampling and weigh-

ing independently on all threads using CUDA kernel functions, and returns

the weighted set at the next time step {xi
n+1,w

i
n+1}

N
i=1. Such calculations in-

volve interactions between global and local memory, as shown in Figure 6.1(b).

1A similar class can be used to generate random numbers following other distributions.
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The i-th thread loads its corresponding particle xi
n and weight wi

n (only if re-

sampling has not been performed in the previous iteration) from the global

memory (red blocks in Figure 6.1(b)) to its register (blue blocks), along with

an array of random numbers. The control signal un and measurement yn+1

are loaded from global memory to the shared memory (orange blocks) of each

block before being used by each thread. Sampling is performed using the evo-

lution equation to return the new particle xi
n+1, and the likelihood is evaluated

to find its corresponding weight wi
n+1. Finally, each thread i stores the new

particle xi
n+1 and its unnormalized weight wi

n+1 in the global memory.

6.2.4 Resampling Module

In regular estimation problems, resampling is performed when the ESS

drops below a user-defined threshold to form a new random set based on the

weights of the particles. Peaked-likelihood scenarios (such as VAR) are differ-

ent as resampling is required at every iteration in order to avoid degeneracy,

and the calculation of the ESS can be skipped.

Three CUDA kernels are used for the systematic resampling algorithm:

ScanFan2, Normalize and Resample. The first two perform weight normal-

ization while the last one resamples particles according to their normalized

weights. It should be noted that the Resampling module as designed is inde-

pendent of the application and could be used by other estimators.

2It should be noted that ScanFan is not a single CUDA kernel but a C-function consisting
of several CUDA kernels.
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1. ScanFan: The ScanFan kernel is used to compute the cumulative weight

of all the particles, using the scan-then-fan algorithm [90]. Scan is per-

formed on the unnormalized unscanned weight of all particles returning

the cumulative weight in three steps. First, each block evaluates b (b is

the number of threads in a block) elements of the weight array, scanning

the sub-array and writing the sum into a global array of partial sums.

Second, Scan is performed on the array of partial sums (of size N/b) in

global memory. And finally, Fan is performed on each base sum into the

final output array. These three steps are illustrated in Figure 6.2. The

scan operation within each block is done in a similar manner, except

that each scanned sub-array is designed to be contained within the same

warp for faster access and partial sums are stored in the shared memory

instead of the global memory.

(1) Scan subarrays and write sum into global array of partial sums

elements

(2) Scan the array of partial sums

(3) Fan each base sum into the final output array

Figure 6.2: Scan-then-fan algorithm.

2. Normalize: The normalize kernel simply takes the scanned weight array

as input and divides all the elements in the array by the last element

of the array, the sum of all the weights. The division operation of each

element in the array is performed on each thread in parallel.
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3. Resample: A particle is assigned to each thread according to its weight.

In this implementation a random number u ∼ U[0, 1] is generated and

shared among all threads for a binary search following systematic resam-

pling, shown in Algorithm 5.

Algorithm 5 Systematic resampling

1: Initialize cumulative weight: c1 = w1
n

2: for i = 2 to N do
3: Compute the cumulative weights: ci = ci−1 +wi

n

4: end for
5: Generate a random number: u ∼ U[0, 1]
6: i = 1
7: for j = 1 to N do
8: uj =

(j−1)+u
N

9: while ci < uj do
10: i = i+ 1
11: end while
12: Resample: xj

n = xi
n

13: Uniform weights: wj =
1
N

14: end for

6.2.5 Averaging Module

The Averaging module is used to calculate the maximum likelihood

(weighted average) of all particles using the reduction algorithm. Reduction is

implemented as a two-pass reduction algorithm. Initially, one kernel performs

reductions in parallel in each block, and results are written to an intermediate

array. Then, the final result is generated by invoking the same kernel to

perform a second pass on the intermediate array with a single block [117].
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6.3 Implementation of Auxiliary Particle Filter

The fully-adapted auxiliary particle filter is implemented taking advan-

tage of all the similarities shared between this method and the particle filter.

The structure of the auxiliary particle filter is shown in Figure 6.3(a). Four

modules are used in this implementation: Look-ahead, Resampling, Propaga-

tion and Average. The Resampling and Averaging modules are exactly the

same as in the particle filter implementation and will not be discussed in this

section. Instead, the attention will be focused on the two new modules.

......

...

Look-ahead

{ {

Averaging

...

...

{

...

{

(a) Auxiliary particle filter
GLOBAL MEMORYTHREAD

Shared
memory

Shared
memory

(b) Look-ahead module

GLOBAL MEMORYTHREAD

Shared
memory

(c) Propagation module

Figure 6.3: Structure of auxiliary particle filter on GPU.
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6.3.1 Look-ahead Module

The Look-ahead module computes the likelihood of each particle given

the control signal un and the observed yn+1, using p(yn+1|xn,un) (or an ap-

proximation of it in the general case). The likelihoods are used to update

the weights of the particles {wi
n}

N
i=1. The memory access pattern of the Look-

ahead module is shown in Figure 6.3(b). The i-th thread loads the i-th particle

(xi
n) from the global memory (red blocks in Figure 6.3(b)) to its own register

(blue blocks in Figure 6.3(b)). As in Figure 6.1(b), the control signal and mea-

surement are stored in the shared memory and loaded by the threads. Then,

the look-ahead likelihood is computed in the i-th thread with p(yn+1|x
i
n,un).

The computed likelihood for the i-th particle is stored to the global memory.

6.3.2 Propagation Module

In this module, particles of states are propagated to the next time step

using the evolution equation f(xn+1|xn,un), similarly to what is performed in

the first component of the sampling module of the particle filter.

6.4 Comparison for VAR

Figure 6.4 shows the computation time per iteration for both algo-

rithms as a function of the number of particles for the estimators proposed in

the previous chapter. Both methods meet the time constraints and, for the

particle cloud sizes used in this paper, are fast enough to be implemented in

production. It is important to remember that the particle filter does not meet
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Figure 6.4: Computation time per iteration for a VAR melt of Alloy 718.

these constraints when implemented on a CPU [63].

Computations for the ESS were not included in the total computation

time because of the peaked-likelihood nature of the estimation problem. Sim-

ilar implementations that also ignore the calculation of the ESS in order to

speed up the calculations have been reported in the literature [20, 22]. How-

ever, it is known that unnecessary resampling injects extra variability in the

random measure [29], increasing the variance of the estimates. Implementa-

tions where resampling is performed only when the ESS drops (similar to [80])

are to be preferred for more general scenarios.

It can be seen from Figure 6.4 that the APF takes a little longer than

the particle filter. The reason is that in the auxiliary particle filter the propa-

gation of particles is done twice: one as part of the look-ahead stage and one

in the propagation one. Since the time spent on propagation of particles is
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proportional to the number of particles, it is reasonable that the time differ-

ence between the auxiliary particle filter and the particle filter grows larger as

the number of particles increases.
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Figure 6.5: Ratio of computational time per module for particle filter.
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Figure 6.6: Ratio of computational time per module for auxiliary particle filter.

Figures 6.5 and 6.6 demonstrate the fraction of total computation time

of each module in particle filter and auxiliary particle filter, respectively. In

Figure 6.5 we could see that the most time-consuming module of the particle
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filter is the sampling module (blue bar in Figure 6.5) and its fraction of total

time increases as the number of particles grows. A similar trend is found in the

APF for the look-ahead and propagation modules (see Figure 6.6). All of these

involve calculations of evolution equations and a large number of store/load

operations in the global memory of the GPU, which seem to be the ones that

define the speed of the algorithms.

The resampling module is only affected by the number of particles,

which explains why the ratio of computational time spent on this module

does not change as N increases. On the other hand, the second stage of the

averaging module is done within a block and is independent of the number of

particles, which results in a smaller fraction of the total time as the sample

set grows.

The implementation proposed in this chapter has also been compared

to some others found in the literature, as shown in Tab. 6.2. Similarly to

some of the fastest GPU-based particle filters, our work uses a GeForce GPU3,

which seems to be preferred in the scientific computing community. The run-

time obtained with this implementation is comparable to others reported in

the literature but the implementation reported by [22] is considerably faster.

However, the state dynamics of the industrial application of a robotic arm

in [22] (see equations (13a) to (13e) in [22]) are much simpler than that of

3Please refer to https://developer.nvidia.com/cuda-gpus for the specs of the GPUs listed
in Tab. 6.2.
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the remelting process in this implementation (see equations (4.14) to (4.22))4.

Since the sampling module is the most time-consuming module in the imple-

mentation of the particle filter (see Figure 6.5), it is reasonable that simpler

equations in the sampling module lead to faster implementation of the parti-

cle filter. Furthermore, Chitchian et al. [22] performs distributed resampling,

which we tried to avoid in this implementation as it might be problematic in

peaked-likelihood scenarios5.

4The equations in [22] only have addition and multiplication operations. While in the
equations of this implementation there are more parameters involved and more sophisticated
operations.

5Distributed resampling using only a fraction of the sample set could result in inaccu-
rate estimates when a subset contains only low-weighted particles (which occurs in peaked-
likelihood scenarios). The resulting resampled set would result in a degenerate distribution.
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Table 6.2: Time comparison with some distributed implementations of particle filters.

Refs. Sampling
+
weigh-
ing

Resampling Estimation Particles State Dim. GPU Runtime [ms]

[80] Local Local Central 32,000 3 NA 1-100

[5]
GDPF Local Central Central 5,000 5 NA 100
LDPF Local Local Central 5,000 5 NA 10
CDPF Local Central Central 5,000 5 NA 10

[73]
RPA Local Central Central 50000 3 NA 1
RNA Local Local Central 50,000 3 NA 0.0-1

[41] Local Central Central 1M 2 GeForce
GTX 7900

1000

[20] Local Local Unknown 4000 3 GeForce
9400M

200

[101] Local Central Central 130,000 4 512-core
GPU

10

64000 8 0.3
[22] Local Distributed Local 1M 8 GeForce

GTX 580
2.3

4M 8 4.6
Our im-
plemen-
tation

Local Central Central 1M 9 GeForce
GTX
TITAN

10
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6.5 Discussion

In this chapter, two of the most widely-used SMC estimators, the par-

ticle filter and the auxiliary particle filter, have been successfully implemented

on NVIDIA GeForce GTX TITAN. Other implementations reported in the lit-

erature used previous versions of NVIDIA GPUs, such as the GeForce 9400m

[20] and the GTX 580 [22]. The computational power of the device used in

our implementation is superior to that of its predecessors, allowing faster cal-

culations. The increased parallel capabilities of the hardware allowed us to

focus our attention in the statistical characteristics of the methods without

having to resort to sub-optimal methods. This implementation differs from

other previous implementations as it performs resampling globally – using the

entire sample set – in order to preserve the statistical efficiency of systematic

resampling. Distributed implementations can be used to further accelerate the

algorithms, as reported in [5], at the expense of using only a limited sub-set

of particles which could be problematic in cases when all these particles have

low weights.

Unlike most papers in the literature, which attempt to accelerate re-

sampling by performing localized resampling [22, 41] in this approach the at-

tention is focused in the sampling stage, which was found to use the largest

fraction of computation time. The auxiliary particle filter is proposed as an

alternative to obtain accurate proposals. This is the first implementation of an

auxiliary particle filter on a GPU using NVIDIA CUDA, and it is shown that

for peaked-likelihood examples it results in a drastic reduction in the number
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of particles (threads) required for accurate estimates. In the VAR example,

the 217 = 131072 particles required when using the particle filter are reduced

to 214 = 16384 when using the auxiliary particle filter. Figure 6.4 shows that

even when the accuracy is comparable there is approximately an entire order

of magnitude of difference between the computation times in these two cases.

Even though the general form of the auxiliary particle filter was not imple-

mented, the method was outlined along with a description of the modifications

required for its implementation on GTX TITAN.
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Chapter 7

Model predictive control for VAR

Several process variables are monitored in VAR practice for detection

of manufacturing defects. These are: electrode gap, melt rate, cooling rate,

furnace annulus, furnace atmosphere, electrode quality, and geometry of the

solidification front (in the form of the liquid pool shape) [116]. Accurate

defect prevention in VAR would require a process controller that takes all (or

at least some) of these variables into account when adjusting process inputs.

Currently, such a capability is not available with the SMPC process controllers.

These controllers uncouple the electrode gap dynamics from the melting and

solidification processes, to have two separate single-input single-output (SISO)

controllers: one to adjust ram speed to control electrode gap, and another to

adjust melting current to control either current, melt rate, pool power, or

liquid pool shape [114].

In reality, each one of these processes (electrode gap dynamics or elec-

trode melting) is affected by both control signals. Melt rate changes depend-

ing on melting current, and that is reflected on the electrode gap. Likewise,

electrode gap changes current partition in the plasma arc affecting ingot solid-
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ification 1. A unified controller that incorporates both processes and control

objectives into a unified decision making system holds the promise of having

a superior performance, as it would have knowledge of the coupling between

processes.

7.1 Deterministic model predictive control

Model predictive control (MPC), a class of predictive controllers which

started developing in the late 1970s, is used for such a task. MPC had its roots

in optimal control. The basic concept of MPC is to use a dynamic model to

forecast system behavior for a certain prediction horizon P , and optimize the

forecast to produce the best decision at the current time [87].

Given an deterministic discrete dynamical system

xn = f(xn−1,un−1)

yn = g(xn)

with initial state x0 and subject to constraints given by xn ∈ X ⊂ ℜn, un ∈

U ⊂ ℜm, and yn ∈ Y ⊂ ℜp2. Here, xn is the state, un is the input and yn is

1This process, however, has not been included in the models presented in this dissertation.
In BAR, current partition is modeled as a function of melting current but not electrode gap
because the model does not model electrode dynamics.

2Usually state and input constraint are given in the form of box constraints:

X = {x ∈ ℜn | xmin ≤ x ≤ xmax}

U = {u ∈ ℜm | umin ≤ u ≤ umax}

Y = {y ∈ ℜp | ymin ≤ y ≤ ymax}

where xmin, xmax, umin, and umax are constant vectors.
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the output of the dynamical system at time step n.

The MPC strategy consists on solving an open-loop optimal control

problem at every time step n for a certain prediction horizon P . For a fixed

time n, this optimal control problem can be formulated as an optimization

problem with respect to a certain functional J(xn, ūn:n+P ), where {ūi}
n+P
i=n are

the predicted control inputs, {x̄i}
n+P
i=n the predicted states, and {ȳi}

n+P
i=n the

predicted observations.

The optimal control problem is generally stated in the form of

min
ūn:(n+P )

J(xn, ūn:(n+P ), P )

subject to x̄n+1 = f(x̄n, ūn) and ȳn = g(x̄n).

The functional J usually has the form

J =
n+P
∑

j=n

‖ūj − ūj−1‖
2
Q +

n+P
∑

j=n+1

‖sj − ȳj‖
2
R
3

where sj, the setpoints, denote the trajectory of the system outputs which

shall be preferably attained through the control of the system. Let

ûn:(n+P ) = argmin
ūn:(n+P )

J(xn, ūn:(n+P ), P ) (7.1)

denote the sequence of optimal inputs. The first value ûn is used as the control

input for the time step n, and the rest of the sequence is discarded. At the

next time step, n + 1, when the new output yn is available, the optimization

procedure is repeated.

3‖x‖2R denotes the square of the 2-norm of vector x using the weight matrix R.
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The rationale behind the proposal of MPC for VAR follows:

1. MPC is currently the de facto standard algorithm for advanced control

in process industries. It is widely used and well understood.

2. The formulation of the control problem as a constrained optimization

problem allows prevention of dangerous zones in the input and output

spaces that might result in production defects. In the case of VAR, it

can be ensured that melting current stays in the operating range of the

rectifier, that the force required in the linear actuator is achievable, and

that predicted liquid pool depths are not dangerously deep or shallow.

3. Sufficiently long prediction and control horizons allow the MPC con-

troller to forecast potential constraints (possible defects), and avoid them

effectively.

4. An MPC approach focuses on the long term behavior, which results in

a much smoother system response.

7.2 MPC using Matlab’s MPC toolbox

MATLAB’s Model Predictive Control ToolboxTM was used to design an

MPC controller, and to test its performance on the nonlinear model presented

in Chapter 4, which is now expressed in the form on a 5-th order nonlin-

ear system. There are four inputs: melting current and ram speed (manip-

ulated variables), and melting efficiency and helium pressure (measured dis-

turbances); and three outputs: electrode gap, centerline and mid-radius pool
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depths. The dynamics of helium pressure and efficiency, previously described

as random processes, have been neglected in this deterministic formulation as

it is assumed that the controller has access to point estimates. Ram position

has also been removed as a state because althought it helps estimation (for

accurate electrode gap estimation), but it is not used for process control. The

continuous dynamic system is described by equations (4.14), (4.15), (4.17),

(4.19), and (4.20). The nonlinear system has been represented in the form of

a Simulink model shown in Figures 7.1 and 7.2.

Figure 7.1: Simulink implementation of the VAR plant

122



(a) Electrode sub-system

(b) Ingot sub-system

Figure 7.2: Simulink implementation of electrode and ingot sub-systems

The design of the MPC controller is described in Appendix B. The

controller was tested both on linear and nonlinear VAR models for a time-

varying reference, in order to draw a comparison between an MPC approach

and the LQG controller described in Chapter 2. In this simulation, the sys-

tem was started from nominal operating conditions. Then, the pool depth

references (both centerline and mid-radius) are incremented by 5%, to then

be taken to 95% of the initial value, and finally back to nominal using ramps
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Table 7.1: MPC optimization parameters.

Parameter Value
Output weights [0.1/G0 1000/SCL0 500/SMR0 ]

Input weights [10000/I0 1/Vram0 ]

Minimum electrode gap 0.75G0 [116]
Maximum electrode gap 1.25G0 [116]
Minimum pool depths 0.75S0

Maximum pool depths 1.25S0

Minimum current 0.5I0
Maximum current 1.5I0

Minimum ram speed 0
Maximum ram speed 2.0Vram0

Maximum current increment (|∆i|) 50 A
Maximum ram speed increment (|∆Vram|) 0.05Vram0

Prediction horizon length 50
Length of blocks for control horizon [2, 8, 20, 20]

of 20 minutes each. The controller was tuned using the parameters given in

Table 7.1. In this simulation, manufactured values for melting efficiency and

helium pressure were used to mimic behavior observed experimentally, where

helium pressure follows a trend similar to current (see Figure 7.4).

It can be seen that, for small deviations from nominal operating con-

ditions, the response of the linear and nonlinear plants is comparable and the

plant follows the desired references even in the presence of disturbances. De-

viations from reference observed in the simulation were less than 0.2 mm in

error for electrode gap, 0.2 cm for centerline pool depth, and 0.3 cm for mid-

radius pool depth; much less than the user-defined constraints. In the case
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Figure 7.3: Process inputs in the closed-loop simulation of the VAR system
using MPC

of the solidification sub-system, it is impossible to match exactly both the

desired pool depths, as the number of outputs exceeds the number of inputs.

The controller penalizes deviations from desired references differently for both

locations (see Table 7.1), paying closer attention to centerline pool depth in

this case.

In previous versions of SMPC VAR controllers, the electrode gap con-

troller had an internal filtering mechanism. In that formulation, at every step

the controller changed the average ram speed by only a fraction of what a

proportional (P) controller suggested in order to prevent unwanted oscillation

when translating the ram. In an MPC controller, this is no longer required, as

the adoption of a long-enough prediction horizon allows the controller to focus

on the long-term dynamics of the process helping prevent oscillation. Addi-
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Figure 7.4: Process outputs in the closed-loop simulation of the VAR system
using MPC

tionally, in the LQG controller limitations in the actuators where enforced

externally as the pre-computed control law did not take them into account,

whereas in this MPC approach they are enforced internally by the controller

which also ensures that out-of-bounds control signals will not be required in

the near future (prediction horizon).

The input and output signals observed in this simulation have a much

smoother behavior than those obtained with the LQG controller, and a more

accurate electrode gap control. The performance of the MPC controller still

needs to be tested on a more accurate simulation tool (e.g., SMPC VARSim-

ulator) or experimentally.
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7.3 Stochastic MPC as a Bayesian estimation problem

The MPC formulation used in the previous section differs from the

stochastic nonlinear model proposed in Chapter 4 because the model used was

deterministic and linear. The reason for the simplification was that nonlinear

model predictive control usually involves non-convex optimization problems,

which suffer from the existence of several local minima or maxima. The utiliza-

tion of global optimization algorithms is a necessity in such scenarios. Aside

from potential multimodalities, the solution of the optimization problem be-

comes even more complicated when stochastic processes are added for the

evolution and observation dynamics of the process. Solutions can be obtained

by solving Bellman equations [13], but unfortunately there are no analytical

solutions for continuous nonlinear non-Gaussian scenarios.

Monte Carlo methods, previously used in this dissertation as estima-

tors, have been explored as numerical tools to approximate optimization prob-

lems under very weak assumptions. Two Monte Carlo approaches have been

used for optimization: Markov Chain Monte Carlo (MCMC) [88] and Sequen-

tial Monte Carlo (SMC) methods [28]. The sequential nature of dynamic

systems and the simplicity of the algorithms make SMC methods more ap-

propriate for solving stochastic optimization problems. Three new approaches

have been explored in the literature by Andrieu et al. [2], Kantas et al. [49],

and Stahl and Hauth [96].

Even though all of the SMC approaches share the same basic idea, there

are features that make them distinct. For example, Andrieu et al. starts by

127



discretizing the control space in the form of a finite set, so that the exploration

space has a finite number of possible values. Such an approach allows explo-

ration of the input space only for short control horizons and applications where

the resolution of the discrete control signal is low. Otherwise the method re-

sults in large exploration space that cannot be entirely explored in practice.

The same paper proposes a gradient search for differentiable cost/reward func-

tions, but they are prone to errors in multimodal optimization problems. In

an alternative approach, Kantas et al. propose an MCMC method for Monte

Carlo optimization. Details on how the importance distribution must be de-

fined are not included in the paper, and the method is described in a general

form that admits all kinds of reward functions. Unfortunately, having nested

loops makes the algorithm unsuitable for high-dimensional stochastic systems

where the high computational cost would prevent any implementation. Re-

cently, Stahl and Hauth proposed another version of the algorithm that, al-

though less general than Kantas’ approach, is closer to the usual form of cost

functions used in the MPC literature and allows simpler implementation. The

work presented here is based on the method proposed by Stahl and Hauth.

7.3.1 PF-MPC: Particle filter-MPC

The method proposed by Stahl and Hauth was named PF-MPC (Parti-

cle filter- Model predictive control). It uses a semi-stochastic approach to solve

the optimization problem for a stochastic dynamic system by incorporating a

particle filter for state estimation and another one to solve a deterministic
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MPC problem for each estimated particle. The method presents a nice analog

between the control and estimation problem, which allows the user to solve

them using similar algorithms and computing units. The method was de-

veloped for a fully observed case (where the random processes {Xn}n≥0 and

{Yn}n≥0 are equal), but it can be extended to a general case, as shown in

Corollary 7.3.14 which extends from Theorem 1 in [96]).

Corollary 7.3.1. Let a deterministic dynamic system be defined by the se-

quences {x̄j}j≥0 and {ȳj}j≥1, and the random processes {ūj}j≥0 and {sj}j≥1,

as described by:

x̄j = f(x̄j−1, ūj−1) (7.2)

ȳj = g(x̄j, ūj) (7.3)

ūj ∼ N(ūj−1,Q
−1) (7.4)

sj | ȳj ∼ N(ȳj ,R
−1) (7.5)

where j ∈ {n + 1, . . . , n + P}, f : ℜn × ℜm → ℜn, and g : ℜn × ℜm → ℜp,

and symmetric positive definite matrices Q ∈ ℜm×m and R ∈ ℜp×p. Let

the initial value of x̄n be given by x̂n. Then, the mode of the distribution

p(ūn:n+P | sn+1:n+P ) is reached at the same point as the minimum of the MPC

cost functional

J =
n+P
∑

j=n

‖ūj − ūj−1‖
2
Q +

n+P
∑

i=n+1

‖si − ŷi‖
2
R (7.6)

4Proof is given in Appendix C
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Therefore

argmax
ūn:n+P

p(ūn:(n+P ) | sn+1:n+P ) = argmin
ūn:n+P

n+P
∑

j=n

‖ūj− ūj−1‖
2
Q+

n+P
∑

i=n+1

‖si− ŷi‖
2
R

(7.7)

where x̂j = f(x̂j−1, ūj−1) and ŷj = g(x̂j, ūj).

Following this approach, one can use two particle filters to solve the

stochastic MPC problem. This is possible because the joint process {x̄j , ūj}
n+P
j=n

is Markovian. The joint process is augmented to account for the control can-

didate ũn
5 resulting in {x̄j, ūj , ũj}

n+P
j=n , where the evolution of each element is

dictated following:

x̄j ∼ f(x̄j | x̄j−1, ūj−1) (7.8)

ūj ∼ fu(ūj | ūj−1) (7.9)

ũj = ũj−1 (7.10)

with fu(ūj | ūj−1) = N(ūj−1,Q
−1), and f an appropriate probability measure.

The likelihood of each element of the sequence is dictated by:

p(sj | x̄j) =

∫

p(sj | ȳj)p(ȳj | x̄j) dȳj (7.11)

The resulting probability cloud after P predictions is

{x̄in+P , ū
i
n+P , ũ

i
n+P , w̄

i
n+P}

N
i=1 (7.12)

5The extra variable is used to preserve the candidate control signal for time n even when
the intermediate steps of the control sequence are discarded.
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which is then forwarded to return a point estimate of the optimal control

input un from {ũin+P , w̄
i
n+P}

N
i=1. The method is illustrated in Figure 7.5 and

Algorithm 6.

Particle filter 1: Estimator

Particle filter 2: MPC

Physical plant

Storage

Initialize control sequence

Point estimator

MPC controller

Figure 7.5: Schematic of PF-MPC controller

7.3.2 APF-MPC in VAR

It was shown in Chapter 5 that the auxiliary particle filter outperforms

the basic particle filter in this peaked-likelihood scenario. The approach pro-

posed by Stahl and Hauth was modified to use the auxiliary particle filter

as the estimator, as described in Appendix D. The use of an APF does not

change the numerical solution of the stochastic control problem, as any par-

ticle method used for estimation would return an estimate of the posterior

distribution.
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Algorithm 6 Particle filter Model Predictive Controller
1: At time n
2: for i = 1 to N do
3: Sample ūin ∼ N(un−1,Q

−1).
4: Set {x̄in, w̄

i
n}

N
i=1 = {xi

n,w
i
n}

N
i=1.

5: end for
6: Prediction loop
7: for j = n+ 1 to n+ P do
8: If resampling criterion met, then resample.
9: for i = 1 to N do

10: Sample x̄ij = f(x̄ij−1, ū
i
j−1)

11: Sample ūij ∼ fu(ūj | ū
i
j−1)

12: Assign ũij = ũij−1

13: end for
14: for i = 1 to N do
15: Compute w̃i

j = w̄i
j−1p(sj | x̄

i
j)

16: Normalize weight: w̄i
j = w̃i

j/
∑N

i=1 w̃
i
j

17: end for
18: end for
19: Compute un =

∑N
i=1 ũ

i
n+P w̄

i
n+P
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The system was simulated for N = 213 particles6 and nominal helium

pressure and melting efficiency, resulting in Figures 7.6 and 7.7. It can be seen

that the response of the system mimics what was observed with deterministic

MPC, except that small oscillations are shown due to the stochastic nature of

the plant. In this case a shorter prediction horizon was utilized to decrease the

computational cost of the simulation. A prediction horizon of P = 15 was used

instead of the P = 50 used in deterministic MPC. The reason was that even

for a small number of particles and short prediction horizons the simulation

of 4 hours of melt took 57 hours. A larger prediction horizon is expected to

result in smoother closed-loop response.

7.4 Discussion

In this chapter it was shown that model predictive control, widely used

in process control applications, should be explored as an alternative to the

LQG approach followed in the previous version of the liquid pool depth con-

troller in VAR. Some of the advantages of MPC are that limitations in the

actuators and defect-prone regions of the space are included in the optimiza-

tion routine in order to have a smoother and safer response.

SMC methods, used previously for state estimation, can be used to

solve the MPC problem in a semi-stochastic form as proposed by Stahl and

Hauth. The method was extended beyond fully-observed case, and tested

6Slightly less than the 214 required for estimation. The limitation was due to time-
constraints in the simulation.
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on a VAR simulation. Unlike the applications shown in [96], this one has a

more complex model with a higher-dimensionality, requiring a large number

of particles to obtain accurate results. The computational cost would prevent

its implementation in closed-loop control as estimation and control are 14

times slower than the process itself when run on MATLAB using a CPU. The

proposed algorithm is parallel, and implementation on a parallel computing

unit could result in accelerated performance similar to the estimation case

described in Chapter 6.
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Figure 7.6: Process inputs in the stochastic simulation of the VAR system
using PF-MPC
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Chapter 8

Conclusions

This dissertation shows the study of modeling, estimation, and control

of vacuum arc remelting following a CeMS approach. The main idea was to de-

velop methods that would not only describe the physics of the manufacturing

process accurately, but would also be fast enough to work in real-time appli-

cations when implemented in appropriate computing units. Although FPGAs

are also used for these operations, GPUs are selected in this work because of

their massive parallel capabilities. The study of the network and data com-

munication, the last part of the implementation of a CeMS, was not included

in this work but is suggested as future work.

The proposed reduced-order models for VAR were developed based on

BAR, a multi-physics finite volume model used both in industrial and academic

environments. Two approaches were taken to construct surrogate models with

a control-friendly structure: Galerkin spectral methods to solve a conduction-

only model, and BFSR singular perturbation approximation on a linear model

that included both thermal and fluid dynamics1. Unfortunately, both mod-

1It is believed that the main source of error for the BFSR SPA method was the lin-
earization and not the order reduction method. The initial plan was to follow a nonlinear
approach using reduction methods based on proper orthogonal decomposition, but such
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els proved inappropriate to accurately represent the dynamics of the process.

The thermal model used in the first method followed an isotropic approach to

describe heat transfer in the liquid region of the ingot, which was appropriate

when simulating small ingots but had substantial differences for large ones pre-

sumably because of higher fluid velocities which resulted in highly anisotropic

heat transfer. The second model was based on a state space realization con-

structed from BAR, but linearization close to the solidification front resulted in

inaccurate predictions due to abrupt changes in material properties. However,

it was observed in simulations that the dynamics of the solidification front

resembled that of first-order models and that was used in the construction of

a complete VAR model where the electrode was described by a set of nonlinear

differential equations, and the ingot was described by a linear model. The rest

of the dissertation is based on this model.

The reduced-order models obtained with the first two approaches were

used in the design of Linear-Quadratic-Gaussian controllers that were tested

both via simulation and experimentally showing acceptable control of the

geometry of the solidification front. This was verified experimentally for a

laboratory-scale melt of Alloy 718. Some improvements were proposed based

on this controller: mainly the inclusion of nonlinearities in the estimation and

control methods, and the study of the real-time capabilities of such algorithms.

These tasks constitute the main component of this dissertation.

techniques required a proper understanding of the numerical methods used in the solution
of the multi-physics model. Sadly, that information is currently not available for BAR.
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Sequential Monte Carlo (SMC) estimators were used to reconstruct the

state of the dynamic system based on the proposed reduced-order model and a

set of noisy measurements. These methods were chosen because of their ability

to work in nonlinear and possibly non-Gaussian scenarios. Two techniques

were proposed and compared: the particle filter and the auxiliary particle

filter. It was shown that because of the diffuse-prior peaked-likelihood nature

of this stochastic problem a large number of particles was required in order to

obtain accurate estimates (i.e., in the order of hundreds of thousands). The

large computational cost prevented their application in closed-loop control

when implemented on CPUs, but both methods proved to be accurate and

fast when implemented on graphics processing units (GPUs). Although both

methods were able to meet desired specifications, the auxiliary particle filter

was chosen for estimation because of higher accuracy in this application.

Model predictive control was proposed as an alternative to the LQG ap-

proach followed in the first pool depth controllers. The reason for the adoption

of MPC for pool depth control is that the incorporation of constraints and pre-

diction horizons prevents unsafe operation conditions in the future, resulting

in a smoother and safer behavior. Stochastic MPC is a challenging problem

because it involves non-convex optimization and multiple critical points may

appear. An SMC approach was chosen among the several techniques proposed

in the literature because of the similarities with the particle filtering methods

explored in this dissertation. The main disadvantage of the SMC approach

for MPC was the large computational load required for accurate exploration
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of the state and input spaces. In a MATLAB simulation it was shown that

the method was about 14 times slower than real time. However, the proposed

method is parallel it can be accelerated in a similar way as performed with the

particle estimators.

8.1 Future work

This dissertation describes the first part of the design of a CeMS for

a remelting process. The proposed models and estimation and control algo-

rithms proved to be not only fast but also suitable for implementation in fast

computing units (GPUs in this case). The remaining tasks require substantial

work to integrate all components into a unified system. A test facility needs to

be constructed as it will be necessary to have control not only on the sensors

and actuators but also on the computational units and network. Then, an

autonomous decision making unit is required for the entire system, including

both physical and computational components. Such a task is more appropri-

ate for researchers with a solid Computer Science background. In the case of

our research group, that work is usually performed in collaboration with the

Real-Time Systems Group [19].

The methods proposed for estimation and control, particle filter and

auxiliary particle filter, and particle-filter model predictive control can be ex-

tended to other manufacturing processes. For example, a high-temperature

selective laser sintering machine is under construction. The methods and GPU

implementations presented in this dissertation will be implemented for process
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estimation and control of what is known to be a high-dimensional nonlinear

process, similar to VAR.

Although it was not shown in this work, the PF-MPC (or APF-MPC)

controller has the form of an SMC method and can be accelerated if imple-

mented on a GPU. The NVIDIA GTX TITAN is suggested for this imple-

mentation because of the good performance shown in estimation for a similar

problem, and because the number of particles required is similar.
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Appendix A

Particle filtering in C++ and Matlab

A.1 Particle filter

VARpf is a simulation tool designed to test the performance of sequen-

tial Monte Carlo based estimators for the model introduced in Chapter 4. It

is based on SMCTC, free software licensed under the GNU General Public

License and published by the Free Software Foundation. SMCTC was used to

construct particles that were used in nonlinear estimators based on Sequential

Monte Carlo methods. VARpf is an executable that requires four files, which

are shown below.

A.1.1 pfexample.cc

Main source file, which includes the main algorithm, and the variables

that are to be written to the output file.

Listing A.1: pfexample.cc
int main(int argc , char** argv)

{

// Simulation

long lNumber , i=0;

long lIterates;

//Use formatted files

ofstream statesFile , varianceFile;

try {

//Load configuration file

ReadConfig ();
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lNumber = NP;

//Load observations

lIterates = load_data("data.csv", &y, &u);

// Ignore and use manufactured data

// Initialize actual state

double Sdot_i = 4.0* mu0*(Vc+Ri*u[0].Ic)*u[0].Ic/hs/pi/De/De; //Melt front

speed at given current

ActualState.delta = 7.0* alphar *(0.5+ betam /3.0)/Sdot_i; // Start with

correspondent thermal boundary layer

ActualState.G = y[0].G; // Start with nominal

ActualState.Xram = y[0]. Xram; // Start with measured position

ActualState.Me = y[0].Me; // Start with measured weight

ActualState.mu = mu0; // Start with nominal efficiency

ActualState.Scl = 0.0; // No liquid phase

ActualState.Smr = 0.0; // No liquid phase

ActualState.phe = phe0; // Nominal helium pressure

ActualState.I = u[0].Ic; // Start current

ofstream fstate;

fstate.open("state.csv");

fstate << "delta\t" << "G\t" << "Xram\t" << "Me\t" << "mu\t" << "Scl\t"

<< "Smr\t" << "phe\t" << "I" << endl;

// Initialize random number generator for manufactured data

smc::rng* pRng2 = new smc::rng;

ofstream fmeasurement;

fmeasurement.open("measurement.csv");

fmeasurement << "Time\t" << "G\t" << "Xram\t" << "I\t" << "Me\t" << "V\t

" << "Scl\t" << "Smr\t" << "phe\t" << endl;

// Variables for gap control

double speedTrim , BaseSpeed , Kg;

Kg = 0.025;

BaseSpeed = u[0]. Vramc;

ofstream finputs;

finputs.open("inputs.csv");

finputs << "Current\t" << "Ram speed\t" << endl;

while ( (ActualState.Me > epsilon) && (i < lIterates)) {

// Overwrite ram speed

speedTrim = Kg * (G0 -ActualState.G);

u[i]. Vramc = BaseSpeed -speedTrim;

finputs << u[i].Ic << "\t" << u[i].Vramc << endl;

BaseSpeed -= speedTrim /10.0;

// Generate measurement

fstate << ActualState.delta << "\t" << ActualState.G << "\t" <<

ActualState.Xram << "\t" << ActualState.Me << "\t" << ActualState.mu

<< "\t" << ActualState.Scl << "\t" << ActualState.Smr << "\t" <<

ActualState.phe << "\t" << ActualState.I << endl;

ManufMeasurement = fGenerateMeasurements (i, ActualState , pRng2);

fmeasurement << ManufMeasurement.Time << "\t" << ManufMeasurement.G <<

"\t" << ManufMeasurement.Xram << "\t" << ManufMeasurement.I << "\t"

<< ManufMeasurement.Me << "\t" << ManufMeasurement.V << "\t" <<

ManufMeasurement.Scl << "\t" << ManufMeasurement.Smr << "\t" <<

ManufMeasurement.phe << endl;

y[i] = ManufMeasurement;

// Advance state

i++;

fMoveState(i, ActualState , pRng2);

}
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delete pRng2;

// Overwrite size of measurement arrays , if manufactured data size is

different

if (i < lIterates ) lIterates=i;

// lIterates = 100; // Just simulate the first 100 iterations

//Start output file

statesFile.open( out_file.c_str () );

// Initialize and run the sampler

smc::sampler <cv_state > Sampler(lNumber , SMC_HISTORY_NONE);

smc::moveset <cv_state > Moveset(fInitialise , fMove , NULL);

//Set resampling scheme

if (resamplingScheme == "systematic")

Sampler.SetResampleParams(SMC_RESAMPLE_SYSTEMATIC , 0.5);

else if (resamplingScheme == "residual")

Sampler.SetResampleParams(SMC_RESAMPLE_RESIDUAL , 0.5);

else if (resamplingScheme == "stratified")

Sampler.SetResampleParams(SMC_RESAMPLE_STRATIFIED , 0.5);

else if (resamplingScheme == "multinomial")

Sampler.SetResampleParams(SMC_RESAMPLE_MULTINOMIAL , 0.5);

else

Sampler.SetResampleParams(SMC_RESAMPLE_SYSTEMATIC , 0.5);

Sampler.SetMoveSet(Moveset);

Sampler.Initialise ();

for(int n=1 ; n < lIterates ; ++n) {

Sampler.Iterate ();

//Post -processing routines

double deltam , deltav;

double Gm , Gv;

double Xramm , Xramv;

double Mem , Mev;

double mum , muv;

double phem , phev;

double Sclm , Sclv;

double Smrm , Smrv;

double Im , Iv;

double ESS;

// Electrode thermal boundary layer

deltam = Sampler.Integrate(integrand_mean_delta , NULL);

deltav = Sampler.Integrate(integrand_var_delta , (void*)&deltam);

// Electrode gap

Gm = Sampler.Integrate(integrand_mean_G , NULL);

Gv = Sampler.Integrate(integrand_var_G , (void *)&Gm);

//Ram position

Xramm = Sampler.Integrate(integrand_mean_Xram , NULL);

Xramv = Sampler.Integrate(integrand_var_Xram , (void*)&Xramm);

// Electrode mass

Mem = Sampler.Integrate(integrand_mean_Me , NULL);

Mev = Sampler.Integrate(integrand_var_Me , (void*)&Mem);

// Melting efficiency

mum = Sampler.Integrate(integrand_mean_mu , NULL);

145



muv = Sampler.Integrate(integrand_var_mu , (void*)&mum);

// Helium pressure

phem = Sampler.Integrate(integrand_mean_phe , NULL);

phev = Sampler.Integrate(integrand_var_phe , (void*)&phem);

// Centerline pool depth

Sclm = Sampler.Integrate(integrand_mean_Scl , NULL);

Sclv = Sampler.Integrate(integrand_var_Scl , (void*)&Sclm);

//Mid -radius pool depth

Smrm = Sampler.Integrate(integrand_mean_Smr , NULL);

Smrv = Sampler.Integrate(integrand_var_Smr , (void*)&Smrm);

// Current

Im = Sampler.Integrate(integrand_mean_I , NULL);

Iv = Sampler.Integrate(integrand_var_I , (void *)&Im);

// Output ESS

ESS = Sampler.GetESS ();

//Use formatted files

statesFile << y[n].Time << ", " << deltam << ", " << Gm << ", " <<

Xramm << ", " << Mem << ", " << mum << ", " << phem << ", " <<

Sclm << ", " << Smrm << ", " << Im << ", ";

statesFile << deltav << ", " << Gv << ", " << Xramv << ", " << Mev <<

", " << muv << ", " << phev << ", " << Sclv << ", " << Smrv <<

", " << Iv << ", " << ESS << endl;

}

}

catch(smc:: exception e)

{

cerr << e;

exit(e.lCode);

}

}

A.1.2 pffuncs.cc

Source file which contains definitions of the evolution and observation

equations, and the initialization routine for the particles. It also includes the

function which reads simulation parameters from configuration file.

Listing A.2: pffuncs.cc
///The function corresponding to the log likelihood at specified time and

position (up to normalisation )

/// \param lTime The current time (i.e. the index of the current

distribution)

/// \param X The state to consider

double logLikelihood (long lTime , const cv_state & X, smc::rng *pRng)

{

// Generate measurements
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cv_obs prediction;

//Time

prediction.Time = dt * lTime;

// G: Electrode gap

prediction.G = X.G;

// Xram: Ram position

prediction.Xram = X.Xram;

// I: Measured current

prediction.I = X.I;

// Me: Electrode mass

prediction.Me = X.Me;

// V: Measured voltage

prediction.V = Vc + Ri*X.I;

// Scl: Centerline pool depth

prediction.Scl = X.Scl;

// Smr: Mid -radius pool depth

prediction.Smr = X.Smr;

// phe: Helium pressure

prediction.phe = X.phe;

// Natural logarithm of the likelihood is given by:

return - 0.5 * ( pow(y[lTime ].G - prediction.G, 2)/sigmaG/sigmaG + pow(y[

lTime ].Xram - prediction.Xram ,2)/sigmaPos/sigmaPos +

pow(y[lTime ].I - prediction.I, 2)/sigmaImeas/sigmaImeas +

pow(y[lTime ].Me - prediction.Me ,2)/sigmaLC/sigmaLC +

pow(y[lTime ].V - prediction.V, 2)/sigmaVmeas/sigmaVmeas +

pow(y[lTime ].Scl - prediction.Scl ,2)/sigmaCL/sigmaCL +

pow(y[lTime ].Smr - prediction.Smr , 2)/sigmaMR/sigmaMR +

pow(y[lTime ].phe - prediction.phe , 2)/sigmahemeas/

sigmahemeas );

}

///A function to initialise particles

/// \param pRng A pointer to the random number generator which is to be used

smc::particle <cv_state > fInitialise(smc::rng *pRng)

{

cv_state value;

double Sdot_i , delta_i;

Sdot_i = 4.0* mu0*(Vc+(Ri+Rg*y[0].G)*u[0].Ic)*u[0].Ic/hs/pi/De/De;

delta_i = 7.0* alphar *(0.5+ betam /3.0)/Sdot_i;

value.delta = delta_i + pRng ->Normal(0,sqrt(var_delta0));

value.G = y[0].G + pRng ->Normal(0,sqrt(var_G0));

value.Xram = y[0]. Xram + pRng ->Normal(0,sqrt(var_Xram0));

value.Me = y[0].Me + pRng ->Normal(0,sqrt(var_Me0));

value.mu = mu0 + pRng ->Normal(0,sqrt(dt)*sigmamur);

value.phe = phe0 + pRng ->Normal(0,sqrt(dt)*sigmahe);

value.Scl = 0.0;

value.Smr = 0.0;

value.I = u[0].Ic + pRng ->Normal(0, sigmaImeas);

return smc::particle <cv_state >(value ,logLikelihood (0,value , pRng));
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}

///The proposal function.

///\param lTime The sampler iteration.

///\param pFrom The particle to move.

///\param pRng A random number generator.

///\param inputs Controller -defined inputs.

void fMove(long lTime , smc::particle <cv_state > & pFrom , smc::rng *pRng)

{

cv_state * cv_to = pFrom.GetValuePointer ();

// Reconstruct inputs

double Vram , P;

Vram = u[lTime -1]. Vramc;

P = (Vc + Ri*cv_to ->I)*cv_to ->I;

// Sample process uncertainties

double dI , dVram , dmu , dhe;

dI = pRng ->Normal(0,dt*sigmaI);

dVram = pRng ->Normal(0,dt*sigmaVram);

dmu = pRng ->Normal(0,sqrt(dt)*sigmamur);

dhe = pRng ->Normal(0,sqrt(dt)*sigmahe);

// Declare rate equations

double deltadot , Gdot , Xramdot , Medot;

double Scldot , Smrdot;

// Differential equations

deltadot = alphar*Cdd/cv_to ->delta - 4.0* Cdp*cv_to ->mu*P/pi/De/De/hm;

Gdot = a0 * (-alphar*Csd/cv_to ->delta + 4.0* Csp*cv_to ->mu*P/hm/pi/De/De)-

Vram;

Medot = pi*rhor*De*De*alphar*Csd /4.0/ cv_to ->delta - rhor*Csp*cv_to ->mu*P/hm

;

if (Medot >= epsilon)

Medot = epsilon;

Scldot = -Acl*(cv_to ->Scl -Scl0)+Bdeltacl *(cv_to ->delta -delta0)

+Bicl*(cv_to ->I-I0)+Bmucl *(cv_to ->mu -mu0)+Bhecl *(cv_to ->phe -phe0);

Smrdot = -Amr*(cv_to ->Smr -Smr0)+Bdeltamr *(cv_to ->delta -delta0)

+Bimr*(cv_to ->I-I0)+Bmumr *(cv_to ->mu -mu0)+Bhemr *(cv_to ->phe -phe0);

// Discrete propagation equations

// Delta: electrode thermal boundary layer

cv_to ->delta += deltadot*dt + G11*dI;

if (cv_to ->delta < epsilon)

cv_to ->delta = epsilon;

// G: electrode gap

cv_to ->G += Gdot*dt + G21*dI - dVram;

if (cv_to ->G < epsilon)

cv_to ->G = epsilon;

// Xram: ram position

cv_to ->Xram += dt*Vram + dVram;

// Me: electrode mass

cv_to ->Me += Medot*dt + G41*dI;

if (cv_to ->Me < epsilon)

cv_to ->Me = epsilon;
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// mu: melting efficiency

cv_to ->mu += dmu;

if (cv_to ->mu < epsilon)

cv_to ->mu = epsilon;

// phe: helium pressure

cv_to ->phe += dhe;

if (cv_to ->phe < epsilon)

cv_to ->phe = epsilon;

// Scl: centerline pool depth and Smr: mid -radius pool depth

cv_to ->Scl += Scldot*dt + Bicl*dI;

cv_to ->Smr += Smrdot*dt + Bimr*dI;

if (cv_to ->Scl < epsilon)

cv_to ->Scl = epsilon;

if (cv_to ->Smr < epsilon)

cv_to ->Smr = epsilon;

// I:Current

double mI = u[lTime -1].Ic + (u[lTime -1].Ic - cv_to ->I ) * exp(-dt /1.0);

cv_to ->I = mI + dI;

pFrom.AddToLogWeight(logLikelihood (lTime , *cv_to , pRng));

}

A.1.3 pffuncs.hh

Header file which includes function prototypes and definition of the

state and observation classes.

Listing A.3: pffuncs.hh
#include "smctc.hh"

#include <string >

class cv_state

{

public:

double delta , G, Xram , Me , mu;

double Scl , Smr , phe;

double I;

};

class cv_obs

{

public:

double Time;

double G, Xram , I, Me , V;

double Scl , Smr , phe;

};

class cv_inputs

{

public:
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double Ic;

double Vramc;

};

double logLikelihood (long lTime , const cv_state & X, smc::rng *pRng);

smc::particle <cv_state > fInitialise(smc::rng *pRng);

long fSelect(long lTime , const smc::particle <cv_state > & p,

smc::rng *pRng);

void fMove(long lTime , smc::particle <cv_state > & pFrom ,

smc::rng *pRng);

// Observations

extern cv_obs * y;

// Inputs

extern cv_inputs * u;

//Other global variables

extern double sigmaI , sigmaVram;

extern double sigmamur , sigmaa , sigmaVb , sigmaIb , sigmaVramb , sigmahe;

extern double sigmaG , sigmaPos , sigmaImeas , sigmaLC , sigmaVmeas;

extern double sigmaCL , sigmaMR , sigmahemeas;

extern double dt;

extern double rhor , De , hm , alphar , hs , betam;

extern double Rg , Ri , Vc;

extern double Cdd , Cdp , Csd , Csp;

extern double Acl , Bdeltacl , Bicl , Bmucl , Bhecl;

extern double Amr , Bdeltamr , Bimr , Bmumr , Bhemr;

extern double G11 , G21 , G41;

extern double Scl0 , Smr0 , I0 , G0 , a0 , Vram0 , phe0 , delta0 , mu0;

extern unsigned int NP;

extern std:: string resamplingScheme;

extern std:: string out_file;

extern const double pi;

extern const double in2cm;

extern const double epsilon;

extern double var_delta0 , var_G0 , var_Xram0 , var_Me0;

A.1.4 config.txt

Configuration file where the user defines the parameters for the sim-

ulation, and also the input and output files. A sample configuration file is

given:

Listing A.4: config.txt
# -*-sh -*-

#-------------------------------------------------

#

# Input file for VAR estimator simulator

#
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# The values should be readable by your parser;

# specific values given are just examples.

#-------------------------------------------------

#-------------------

# Furnace parameters

#-------------------

# Electrode diameter (in)

De = 17.0

# Ingot diameter (in)

Di = 20.0

# Nominal current (A)

I0 = 6000

# Nominal gap (in)

G0 = 0.393701

# Nominal helium pressure (Torr)

phe0 = 3.0

# Nominal melting efficiency

mu0 = 0.439897

#--------------------

# Material parameters

# for Alloy 718

#--------------------

mtl = Alloy718TP.mtl

#----------------------

# Electrical parameters

#----------------------

# Cathode voltage fall (V)

Vc = 21.18

# Gap -independent electric resistance (Ohm)

Ri = 4.37e-4

# Gap -dependent electric resistance (Ohm/cm)

Rg = 0.0

#------------------

# Ingot parameters

#------------------

# Nominal centerline pool depth (cm)

Scl0 = 15.70

# Nominal mid -radius pool depth (cm)

Smr0 = 13.23

# A matrix (1)

Acl = 1.826e-3

Amr = 1.463e-3

# Bdelta matrix (1)

Bdeltacl = 1.271e-5

Bdeltamr = -1.001e-4

# Bi matrix (cm/A)

Bicl = 6.587e-6

Bimr = 3.165e-6

# Bmu matrix (cm)

Bmucl = 6.724e-2

Bmumr = 2.967e-2

# Bhe matrix (cm/Torr)

Bhecl = -8.091e-4

Bhemr = -6.541e-4

#------------------

# Input noise terms
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#------------------

# Current standard deviation (A)

sigmaI = 200.0

# Ram speed standard deviation (cm/s)

sigmaVram = 2.0e-3

#-----------------------------

# Process modeling noise terms

#-----------------------------

# Melting efficiency standard deviation (1)

sigmamur = 1.0e-3

# Fill ratio standard deviation (1)

sigmaa = 1.0e-3

# Voltage bias standard deviation

sigmaVb = 1.0e-3

# Current bias standard deviation

sigmaIb = 1.0e-3

# Ram speed bias standard deviation

sigmaVramb = 1.0e-3

# Helium pressure standard deviation

sigmahe = 1.0e-3

#------------------------

# Measurement noise terms

#------------------------

# Measured electrode gap standard deviation (cm)

sigmaG = 1.00

# Measured ram position standard deviation (cm)

sigmaPos = 0.01

# Measured current standard deviation (A)

sigmaImeas = 10.0

# Measured load cell standard deviation (g)

sigmaLC = 1000.0

# Measured voltage standard deviation (V)

sigmaVmeas = 0.1

# Measured centerline pool depth standard deviation (cm)

sigmaCL = 0.10

# Measured mid -radius pool depth standard deviation (cm)

sigmaMR = 0.10

# Measured helium pressure standard deviation (Torr)

sigmahemeas = 0.01

#----------------------

# Simulation parameters

#----------------------

# Number of particles

NP = 16777216

# Resampling scheme (multinomial , systematic , residual)

resamplingScheme = systematic

# Time step (s)

dt = 5

#---------------

# I/O parameters

#---------------

# Output file name

out_file = sol1_24.csv
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A.2 Auxiliary particle filter

The auxiliary particle filter could not implemented using the SMCTC

library as it would have required major modifications to the library source

code. The algorithm was implemented in Matlab instead, as shown.

Listing A.5: AuxiliaryPF.m
function AuxiliaryPF ()

% Test state propagation for the complete VAR model

clear all;clc;close all; delete(’stateAPF.txt’);

global De Di I0 G0 phe0 mu0 alphar alpham hr rhor hm hs Vc Ri Scl0 Smr0

delta0 dt epsilon

global Acl Amr Bdeltacl Bdeltamr Bicl Bimr Bmucl Bmumr Bhecl Bhemr

global sigmaI sigmaVram sigmamur sigmaa sigmaVb sigmaIb sigmaVramb sigmahe

global a0 Cdd Cdp Csd Csp

global G11 G21 G41

global sigmaG sigmaPos sigmaImeas sigmaLC sigmaVmeas sigmaCL sigmaMR

sigmahemeas

global Sigma11 Sigma12 Sigma13

% Simulation parameters

% ---------------------

% Number of particles

NP = 2^18;

% Time step (s)

dt = 6;

% Noise matrices

% --------------

Sigma11=zeros (2,2);

Sigma11 (1,1)=sigmaG ^2+ sigmaVram ^2*dt^2;

Sigma11 (1,2)=-sigmaVram ^2*dt^2;

Sigma11 (2,1)=-sigmaVram ^2*dt^2;

Sigma11 (2,2)=sigmaVram ^2*dt^2+ sigmaPos ^2;

Sigma12=zeros (4,4);

Sigma12 (1,1)=sigmaI ^2*dt^2+ sigmaImeas ^2;

Sigma12 (1,2)=G41*sigmaI ^2*dt^2;

Sigma12 (1,3)=Bicl*sigmaI ^2*dt^2;

Sigma12 (1,4)=Bimr*sigmaI ^2*dt^2;

Sigma12 (2,1)=Sigma12 (1,2);

Sigma12 (2,2)=sigmaLC ^2+ G41^2* sigmaI ^2*dt^2;

Sigma12 (2,3)=G41*Bicl*sigmaI ^2*dt^2;

Sigma12 (2,4)=G41*Bimr*sigmaI ^2*dt^2;

Sigma12 (3,1)=Sigma12 (1,3);

Sigma12 (3,2)=Sigma12 (2,3);

Sigma12 (3,3)=Bicl ^2* sigmaI ^2*dt^2+ sigmaCL ^2;

Sigma12 (3,4)=Bicl*Bimr*sigmaI ^2*dt^2;

Sigma12 (4,1)=Sigma12 (1,4);

Sigma12 (4,2)=Sigma12 (2,4);

Sigma12 (4,3)=Sigma12 (3,4);

Sigma12 (4,4)=Bimr ^2* sigmaI ^2*dt^2+ sigmaMR ^2;

Sigma13=sigmahe ^2*dt+sigmahemeas ^2;

% Load data

% ---------
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load(’VARSimulator17to20 .mat’);

% Use manufactured data

% ---------------------

nTime = length(Time);

Sdot_i = 4.0* mu0*(Vc+(Ri+Rg*y(1).G)*u(1).Ic)*u(1).Ic/hs/pi/De/De;

delta_i = 7.0* alphar *(0.5+ betam /3.0)/Sdot_i;

% Initialize state vector

% ------------------------

xMe(NP) = state;

for i=1:NP

xMe(i).delta = delta_i + sqrt(var_delta0)*randn (1);

xMe(i).G = y(1).G + sigmaG*randn (1);

xMe(i).Xram = y(1).Xram + sigmaPos*randn (1);

xMe(i).Me = y(1).Me + sigmaLC*randn (1);

xMe(i).mu = mu0 + sqrt(dt)*sigmamur*randn (1);

xMe(i).phe = y(1).phe + sqrt(dt)*sigmahe*randn (1);

xMe(i).Scl = y(1).Scl + sigmaCL*randn (1);

xMe(i).Smr = y(1).Smr + sigmaMR*randn (1);

xMe(i).I = u(1).Ic + sigmaImeas*randn (1);

end

wn = ones(NP ,1);

%% Simulation

fID = fopen(’stateAPF.txt’,’w’);

tic; % Start timer

t = Time (1); % Initialize time

tf = Time(nTime); % Final time

i = 1; % Initialize count

% Get observation

for j=1:NP

wn(j) = exp(log(wn(j))+MeasurementVAR(xMe(j),y(1)));

end

wn = wn/sum(wn); % Normalize weights

% Time -stepping routine

while (abs(t-tf) >= 1.0)

% Time step

i = i+1; % Advance step count

for j=1:NP

wn(j) = exp(log(wn(j)) + MeasurementMuVAR(xMe(j),y(i),u(i-1)) );

end

wn = wn/sum(wn); % Normalize weights

outIndex = systematicR (1:NP ,wn); % Using systematic resampling

% Reorganize particles and likelihoods

xMe = xMe(outIndex);

% Propagate estimates

for j=1:NP

xMe(j) = NonlinearVAR( xMe(j) , u(i-1) );

end

wn = 1/NP*ones(NP ,1); % Normalize weights

t = t+dt; % Step time

% Output maximum likelihood estimate

fprintf(fID , ’%12.6f %12.6f %12.6f %12.6f %12.6f %12.6f %12.6f %12.6f

%12.6f \n’, [AverageState(xMe , wn)]);

end

fclose(fID);

toc; % End timer

end
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function Average = AverageState(x, wn)

n =length(x);

sumdelta = 0.0;

sumG = 0.0;

sumXram = 0.0;

sumMe = 0.0;

summu = 0.0;

sumphe = 0.0;

sumScl = 0.0;

sumSmr = 0.0;

sumI = 0.0;

for i=1:n

sumdelta = sumdelta + wn(i)*x(i).delta;

sumG = sumG + wn(i)*x(i).G;

sumXram = sumXram + wn(i)*x(i).Xram;

sumMe = sumMe + wn(i)*x(i).Me;

summu = summu + wn(i)*x(i).mu;

sumphe = sumphe + wn(i)*x(i).phe;

sumScl = sumScl + wn(i)*x(i).Scl;

sumSmr = sumSmr + wn(i)*x(i).Smr;

sumI = sumI + wn(i)*x(i).I;

end

Average = [sumdelta sumG sumXram sumMe summu sumphe sumScl sumSmr sumI];

end
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Appendix B

Matlab-Simulink simulation of MPC

Matlab’s MPC toolbox was used to test the performance of an MPC

controller on the nonlinear plant, as shown in Listing B.1. The MPC controller

(see Figure B.1), designed based on a linear state-space realization, was tested

both on the linear and nonlinear VAR models.

Listing B.1: VARMPC.m
% VAR MPC Project

% Purpose:

% Run a simulation for a linear model predictive controller for pool depth

% control at three different references. MPC is tested both on linear and

% nonlinear plants.

% Developed by: Felipe Lopez

% Date: 07/06/2014

function VARMPC

clear; close all;

load(’ManualLinearization .mat’);

%% Linear simulation

% Read internal model in mod format

minfo = zeros (1,7);

minfo (1) = dt; % Sampling time

minfo (2) = 4; % Number of states

minfo (3) = 2; % Number of manipulated variables (MV)

minfo (4) = 2; % Number of measured disturbances (MD)

minfo (5) = 0; % Number of unmeasured disturbances (UD)

minfo (6) = 3; % Number of measured outputs (MO)

minfo (7) = 0; % Number of unmeasured outputs (UO)

imod = ss2mod(VARLineard.a,VARLineard.b,VARLineard.c,VARLineard.d,minfo);

% Perturb plant model in mod format (Using a 15% random perturbation)

VARLineard.a = 1.15* randn (4,4).* VARLineard.a;

VARLineard.b = 1.15* randn (4,4).* VARLineard.b;

pmod = ss2mod(VARLineard.a,VARLineard.b,VARLineard.c,VARLineard.d,minfo);

% Equal weighing for all set points (normalizing w.r.t. nominal)

ywt = [1e-1/G0 1e+3/ Scl0 0.5e+3/ Smr0];

uwt = [1e+4/I0 1e+0/ Vram0 ];
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%% Define varying set points

lRef = 2400;

pertPD = 0.05;

setpts = zeros(lRef ,3);

% Ramp -up in 20 min

for i=11:210

setpts(i,2)=pertPD *(i-10) /(210 -10)*Scl0;

setpts(i,3)=pertPD *(i-10) /(210 -10)*Smr0;

end

% Stay there for 60 min

for i=211:810

setpts(i,2)=pertPD*Scl0;

setpts(i,3)=pertPD*Smr0;

end

% Ramp -down in 20 min

for i=811:1010

setpts(i,2)=(pertPD -2* pertPD *(i -810) /(1010 -810))*Scl0;

setpts(i,3)=(pertPD -2* pertPD *(i -810) /(1010 -810))*Smr0;

end

% Stay there for 60 min

for i=1011:1610

setpts(i,2)=-pertPD*Scl0;

setpts(i,3)=-pertPD*Smr0;

end

% Ramp -back to nominal in 20 min

for i=1611:1810

setpts(i,2)=(-pertPD+pertPD *(i -1610) /(1810 -1610))*Scl0;

setpts(i,3)=(-pertPD+pertPD *(i -1610) /(1810 -1610))*Smr0;

end

% Stay there

%% Define varying measured disturbances

mdist = zeros(lRef ,2);

mdist (:,1) = 0.2* setpts (:,2) + 0.01* randn(lRef ,1);

mdist (:,2) = mu0 *0.01* randn(lRef ,1);

% Linear model: perturbations from nominal

y_lim = [ -0.25*G0 -0.25* Scl0 -0.25* Smr0 0.25* G0 0.25* Scl0 0.25* Smr0]; %

Controlled variables limits

u_lim = [-0.5*I0 -1.0* Vram0 0.5*I0 1.0* Vram0 50 0.05* Vram0 ]; % Manipulated

variables limits

blocks = [2 8 20];

p = 50;

tend = 4.0*3600; % Simulation length (one hour)

Kest = [];

ydist = [0 0 0];

umdist = [];

udist = [];

hint = [0];

[y,u, ym] = scmpc(imod ,imod ,ywt ,uwt ,blocks ,p,tend ,setpts ,u_lim ,y_lim ,Kest ,

ydist ,...

mdist ,umdist ,udist);
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% Plot system response

Time = [0:dt:dt*( length(y) -1)];

reference = zeros(length(Time) ,3);

reference (1: size(setpts ,1) ,:) = setpts (1: size(setpts ,1) ,:);

measdist = zeros(length(Time) ,2);

measdist (1: size(mdist ,1) ,:) = mdist (1: size(mdist ,1) ,:);

figure (1)

subplot (4,1,1)

plot(Time /3600, G0+y(:,1),’-b’, ’LineWidth ’, 1.0); grid on; xlim ([0 Time(end)

/3600]);

title(’Electrode gap (cm)’); ylim ([0.9 1.1]); hold on;

plot(Time /3600, G0+reference (:,1), ’--r’, ’LineWidth ’ ,1.0); hold on;

subplot (4,1,2)

plot(Time /3600, Scl0+y(:,2),’-b’, ’LineWidth ’, 1.0); grid on; xlim ([0 Time(

end)/3600]);

title(’Centerline depth (cm)’); ylim ([0.9* Scl0 1.1* Scl0]); hold on;

plot(Time /3600, Scl0+reference (:,2),’--r’, ’LineWidth ’ ,1.0);

subplot (4,1,3)

plot(Time /3600, Smr0+y(:,3),’-b’, ’LineWidth ’, 1.0); grid on; xlim ([0 Time(

end)/3600]);

title(’Mid -radius depth (cm)’); ylim ([0.9* Smr0 1.1* Smr0]); hold on;

plot(Time /3600, Smr0+reference (:,3), ’--r’, ’LineWidth ’, 1.0);

% Plot manipulated variables

figure (2)

subplot (4,1,1)

stairs(Time /3600, I0+u(:,1),’LineWidth ’, 1.0); grid on; xlim ([0 Time(end)

/3600]); hold on;

title(’Melting current (A)’);

subplot (4,1,2)

stairs(Time /3600, Vram0+u(:,2),’LineWidth ’, 1.0); grid on; xlim ([0 Time(end)

/3600]); hold on;

title(’Ram speed (cm/s)’);

subplot (4,1,3)

stairs(Time /3600, phe0+measdist (:,1),’LineWidth ’, 1.0); grid on; xlim ([0 Time

(end)/3600]);

title(’Helium pressure (Torr)’);

subplot (4,1,4)

stairs(Time /3600, mu0+measdist (:,2),’LineWidth ’, 1.0); grid on; xlim ([0 Time(

end)/3600]);

title(’Melting efficiency ’);

%% Linear MPC using linear model

VAR_MPC = mpc(VARLinear ,dt ,p,blocks);

Weights.ManipulatedVariables = [];

Weights.ManipulatedVariablesRate = uwt;

Weights.OutputVariables = ywt;

Weights.ECR = 0;

set(VAR_MPC ,’Weights ’,Weights);

% Adjust signals

mdistSimu.time=Time (1: length(mdist));

mdistSimu.signals.values=mdist;

setptsSimu.time=Time (1: length(mdist));

setptsSimu.signals.values=setpts;

dheSimu.time=Time (1: length(mdist));

dmuSimu.time=Time (1: length(mdist));

dheSimu.signals.values=mdistSimu.signals.values (:,1)+phe0;
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dmuSimu.signals.values=mdistSimu.signals.values (:,2)+mu0;

% Simulate model

sim(’VAR’);

% Adjust time in hours

NLG.time = NLG.time /3600;

NLScl.time = NLScl.time /3600;

NLSmr.time = NLSmr.time /3600;

NLMe.time = NLMe.time /3600;

NLI.time = NLI.time /3600;

NLVram.time = NLVram.time /3600;

% Plot along linear simulation

figure (1)

subplot (4,1,1)

plot(NLG ,’-k’, ’LineWidth ’, 1.0);

legend(’Linear plant ’,’Reference ’, ’Nonlinear plant ’);

subplot (4,1,2)

plot(NLScl ,’-k’, ’LineWidth ’, 1.0);

legend(’Linear plant ’,’Reference ’, ’Nonlinear plant ’);

subplot (4,1,3)

plot(NLSmr ,’-k’, ’LineWidth ’, 1.0);

legend(’Linear plant ’,’Reference ’, ’Nonlinear plant ’);

subplot (4,1,4)

plot(NLMe /1000,’-k’, ’LineWidth ’, 1.0); grid on; xlim ([0 NLMe.time(end)]);

%{

figure (2)

subplot (4,1,1)

plot(NLI , ’-k’, ’LineWidth ’, 1.0);

subplot (4,1,2)

plot(NLVram , ’-k’, ’LineWidth ’, 1.0);

%}

end
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Figure B.1: MPC controller in Simulink
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Appendix C

Proof of Corollary 7.3.1

Similarly to Theorem 1 in [96], without loss of generalit let n = 0.

Then, the posterior distribution for x̄0:P , ū0:P | s1:P can be evaluated, up to a

proportionality, with

p(x̄0:P , ū0:P | s1:P ) ∝

∫

p(sP | ȳP )p(ȳP | x̄P , ūP )p(x̄0:P−1, ū0:P−1 | s1:P−1) dȳP

The distribution is recursive, and substitution results in

p(x̄0:P , ū0:P | s1:P ) ∝ p(x̄0)p(ū0)
P
∏

i=1

∫

p(si | ȳi)p(ȳi | x̄i, ūi)p(ūi | ūi−1) dȳi

Marginalization for ū0:P results in:

p(ū0:P | s1:P ) =

∫

p(x̄0:P , ū0:P | s1:P ) dx̄0:P (C.1)

p(ū0:P | s1:P ) ∝
P
∏

j=0

p(ūj | ūj−1)

∫

p(x̄0)
P
∏

i=1

[∫

p(si | ȳi)p(ȳi | x̄i, ūi) (C.2)

×p(x̄i | x̄i−1, ūi−1) dȳi] dx̄0:P (C.3)

where the initial distribution for p(ū0) is denoted by p(ū0 | ū−1) to simplify

the notation.
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By rearranging the terms of the integral:

p(ū0:P | s1:P ) ∝
P
∏

j=0

p(ūj | ūj−1)

∫ [∫

p(x̄0)

∫

p(s1 | ȳ1)p(ȳ1 | x̄1, ū1)

×p(x̄1 | x̄0, ū0) dȳ1 dx̄0]
P
∏

i=2

p(si | ȳi)p(ȳi | x̄i, ūi)

× p(x̄i | x̄i−1, ūi−1) dx̄1:P

The term in brackets can be evaluated analytically because the value

of x̄0 is given by x̂0

∫

p(s1 | ȳ1)p(ȳ1 | x̄1, ū1)

(∫

p(x̄1 | x̄0, ū0)p(x̄0) dx̄0

)

dȳ1
∫

p(s1 | ȳ1)p(ȳ1 | x̄1, ū1)δx̂1 dȳ1
∫

p(s1 | ȳ1)δŷ1 dȳ1 = p(s1 | ŷ1)
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Substitution yields

p(ū0:P | s1:P ) ∝
P
∏

j=0

p(ūj | ūj−1)p(s1 | ŷ1)

∫ P
∏

i=2

p(si | ȳi)p(ȳi | x̄i, ūi)

× p(x̄i | x̄i−1, ūi−1) dx̄1:P

∝

P
∏

j=0

p(ūj | ūj−1)p(s1 | ŷ1)

∫ ∫

p(s2 | ȳ2)p(ȳ2 | x̄2, ū2)

×

(∫

p(x̄2 | x̂1, ū1) dx̄1

)

dȳ2

P
∏

i=3

p(si | ȳi)p(ȳi | x̄i, ūi)

× p(x̄i | x̄i−1, ūi−1) dx̄2:P

∝

P
∏

j=0

p(ūj | ūj−1)p(s1 | ŷ1)

∫ ∫

p(s2 | ȳ2)p(ȳ2 | x̄2, ū2)δx̂2 dȳ2

×
P
∏

i=3

p(si | ȳi)p(ȳi | x̄i, ūi)p(x̄i | x̄i−1, ūi−1) dx̄2:P

And similarly to what was done for ŷ1

p(ū0:P | s1:P ) ∝
P
∏

j=0

p(ūj | ūj−1)p(s1 | ŷ1)

∫ ∫

p(s2 | ȳ2)δŷ2 dȳ2

×
P
∏

i=3

p(si | ȳi)p(ȳi | x̄i, ūi)p(x̄i | x̄i−1, ūi−1) dx̄2:P

p(ū0:P | s1:P ) ∝
P
∏

j=0

p(ūj | ūj−1)p(s1 | ŷ1)p(s2 | ŷ2)

∫ P
∏

i=3

p(si | ȳi)

× p(ȳi | x̄i, ūi)p(x̄i | x̄i−1, ūi−1) dx̄2:P

Then, by substituting iteratively the x̂j and ŷj predictions in the inte-
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grals:

p(ū0:P | s1:P ) ∝
P
∏

j=0

p(ūj | ūj−1)
P
∏

i=1

p(si | ŷi)

∝

P
∏

j=0

exp

(

−
1

2
‖ūj − ūj−1‖

2
Q

) P
∏

i=1

exp

(

−
1

2
‖si − ŷi‖

2
R

)

∝ exp

[

−
1

2

(

P
∑

j=0

‖ūj − ūj−1‖
2
Q +

P
∑

i=1

‖si − ŷi‖
2
R

)]

(C.4)

The maximum of an strictly monotone function, such as the exponen-

tial, is found at the same point of the maximum of its argument, thus:

argmax
ūn:n+P

p(ūn:(n+P ) | sn+1:n+P ) = argmax
ūn:n+P

−
1

2

(

P
∑

j=0

‖ūj − ūj−1‖
2
Q +

P
∑

i=1

‖si − ŷi‖
2
R

)

= argmin
ūn:n+P

P
∑

j=0

‖ūj − ūj−1‖
2
Q +

P
∑

i=1

‖si − ŷi‖
2
R.

(C.5)
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Appendix D

APF-MPC for VAR

In this program SMC methods were used not only for state estimation,

using an auxiliary particle filter; but also to solve a constrained optimal control

problem, using MPC.

Listing D.1: APFMPC.m
function APFMPC ()

% Define parameters (config.txt)

parameters;

% Load data

load(’VARSimulator17to20 .mat’);

% Initialize state vector

% Initialize plant

u(1).Ic = I0; u(1).Vramc = Vram0;

plant(nTime) = state;

plant (1).delta = delta0;

plant (1).G = G0;

plant (1).Xram = y(1).Xram;

plant (1).Me = y(1).Me;

plant (1).mu = mu0;

plant (1).phe = y(1).phe;

plant (1).Scl = Scl0;

plant (1).Smr = Smr0;

plant (1).I = u(1).Ic;

% Generate measurement

y(1) = ProduceMeasurementVAR (plant (1) ,1);

y(1).G = plant (1).G;

xMe(NP) = state;

xMc(NP) = state_input;

for i=1:NP

xMe(i).delta = plant (1).delta + sqrt(var_delta0)*randn (1);

xMe(i).G = plant (1).G + sigmaG*randn (1);

xMe(i).Xram = plant (1).Xram + sigmaPos*randn (1);

xMe(i).Me = plant (1).Me + sigmaLC*randn (1);

xMe(i).mu = plant (1).mu + sqrt(dt)*sigmamur*randn (1);

xMe(i).phe = plant (1).phe + sqrt(dt)*sigmahe*randn (1);

xMe(i).Scl = plant (1).Scl + 0.5* sigmaCL*randn (1);

xMe(i).Smr = plant (1).Smr + 0.5* sigmaMR*randn (1);

xMe(i).I = plant (1).I + sigmaImeas*randn (1);

end
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we = ones(NP ,1); wc = ones(NP ,1);

%% Simulation

fID = fopen(’stateAPF.txt’,’w’);

fOD = fopen(’inputMPC.txt’,’w’);

fOP = fopen(’outputMPC.txt’,’w’);

tic; % Start timer

% Get observation

for j=1:NP

we(j) = exp(log(we(j))+MeasurementVAR(xMe(j),y(1)));

end

we = we/sum(we); % Normalize weights

% Time -stepping routine

for i=2: nTime

%% Plant

plant(i) = NonlinearVAR(plant(i-1),u(i-1));

plant(i).mu = mu0; plant(i).phe = phe0;

y(i) = ProduceMeasurementVAR (plant(i),i);

%% Auxiliary particle filter

for j=1:NP

we(j) = exp(log(we(j)) + MeasurementMuVAR(xMe(j),y(i),u(i-1)) );

end

we = we/sum(we); % Normalize weights

outIndex = systematicR (1:NP ,we); % Using systematic resampling

% Reorganize particles and likelihoods

xMe = xMe(outIndex);

% Propagate estimates

for j=1:NP

xMe(j) = NonlinearVAR(xMe(j),u(i-1));

end

we = 1/NP*ones(NP ,1); % Normalize weights

% Output maximum likelihood estimate

fprintf(fOP , ’%d %12.6f %12.6f %12.6f %12.6f %12.6f %12.6f %12.6f \n’, [y(

i).Time y(i).G y(i).Xram y(i).I y(i).Me y(i).Scl y(i).Smr y(i).phe]);

fprintf(fID , ’%d %12.6f %12.6f %12.6f %12.6f %12.6f %12.6f %12.6f %12.6f

%12.6f \n’, [y(i).Time AverageState(xMe , we)]);

%% Model predictive controller

% Initialization

for j=1:NP

xMc(j).x_bar = xMe(j);

xMc(j).u_bar.Ic = u(i-1).Ic+randn (1)/uwt (1);

xMc(j).u_bar.Vramc = u(i-1).Vramc+randn (1)/uwt(2);

xMc(j).u_tilde = xMc(j).u_bar;

end

% Prediction loop

for j=1:P

if j > 1

outIndex = systematicR (1:NP ,wc); % Using systematic resampling

xMc = xMc(outIndex);

we = 1/NP*ones(NP ,1); % Normalize weights

end

for k=1:NP

xMc(k).x_bar = NonlinearVARd (xMc(k).x_bar , xMc(k).u_bar);

xMc(k).u_bar.Ic = xMc(k).u_bar.Ic+randn (1)/uwt (1);

xMc(k).u_bar.Vramc = xMc(k).u_bar.Vramc+randn (1)/uwt (2);

wc(k) = exp(MeasurementMPC(xMc(k).x_bar ,ref(i+j)))+1e-250;

end
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wc = wc/sum(wc); % Normalize weights

end

% Evaluate input

u_signal = AverageInput(xMc ,wc);

fprintf(fOD , ’%d %12.6f %12.6f \n’, [y(i).Time u_signal ]);

u(i).Ic = u_signal (1);

u(i).Vramc = u_signal (2);

end

fclose(fID);

fclose(fOD);

fclose(fOP);

toc; % End timer

end
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