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This dissertation investigates two facts about language processing. The Good 

Enough Approach claims that language users do not form a fully detailed representation 

of the input unless the task at hand requires it. On the other hand it has been shown that 

language users display internal preferences when they are faced with ambiguous input, as 

to what direction disambiguation should take. It has been proposed that these preferences 

are based on previous experience with similar inputs. This thesis investigates these two 

issues using tools from the fields of decision making and reinforcement learning. 

Specifically feedback and payoffs associated with sentence interpretations are 

manipulated to explore reading behavior, understood as a process of information seeking, 

and disambiguation choices. In four eye-tracking-reading experiments, the experimental 

stimuli are sentences containing a relative clause attachment ambiguity. Experiment 1 

investigates whether the combination of the degree of ambiguity of a sentence and the 

possible payoffs, affect people’s reading times for the potentially ambiguous parts of a 

sentence, as well as their disambiguation choices. Experiment 2 investigates the role of 

feedback in such processes, a combination related to expected utility maximization. 

Experiment 3 studies how participants learn from feedback under risky or non-risky 

conditions. The last experiment investigates whether participants adjust their responses to 
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evidence provided by feedback even overriding their internal initial bias towards a default 

response. 
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Chapter 1:  Introduction 

 

 

Psycholinguistics studies the mental representations and processes involved in 

language use, including learning, comprehension, production, and storage. In 

comprehension, a listener or reader must be able to put together words according to their 

meanings and structural properties. Sentence meaning is built incrementally. Every word 

is interpreted immediately and lexical, syntactic, and semantic processing occur without 

delay during language comprehension and production (Van Gompel & Pickering, 2007). 

This dissertation focuses on language comprehension, specifically, sentence processing 

during reading. 

To understand how language comprehenders integrate all available information 

during reading, different accounts of language processing have been proposed. These 

theories differ in terms of when and what kind of information is being processed (e.g. 

syntactic, semantic, morphological) at different stages of the comprehension process 

(Altmann, 1998; Frazier, 1987; Frazier & Clifton, 1996; MacDonald, 1994; MacDonald 

et al., 1994). Various methods have been used to study the predictions that the theories 

lead to, making use of both neuropsychological techniques, such as fMRI and ERP 

studies, and behavioral on-line measures such as self-paced reading, sentence matching, 

and a variety of eye tracking and reaction-time-based paradigms (Mitchell, 2013).   

Most of the behavioral techniques used to explore sentence processing are time-

based (Carreiras & Clifton, 2013) and most theories agree that longer reading times are 

associated with processing costs (Frazier & Clifton, 1996; MacDonald, 1994). These 

costs arise in different ways according to the different theories. In most experiments, 
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participants are given a task and are evaluated on their performance. During the tasks, it 

is assumed that the readers form a full representation of the linguistic stimuli presented to 

them (Ferreira & Patson, 2007). The goal of the experiment is to reveal what that 

representation consists of and how it develops over time. However, there has been a 

recent proposal, often referred to as the “Good Enough” approach, whose advocates 

suggest that the linguistic representation formed by language users may depend on the 

task at hand (Ferreira, 2003; Ferreira et al., 2002; Swets et al., 2008). Under this approach 

a language user engages in deep analysis of the stimulus only when the task requires it, 

and otherwise relies on heuristics as shortcuts to form a shallow and incomplete 

representation that is good enough most of the time.  

The central problem in sentence processing is to understand how people move 

from a string of words to a sentence representation with structure. In order to explore this, 

researchers take advantage of the fact that languages can be ambiguous: sometimes an 

utterance may have more than one possible meaning. For example, the sentence ‘the 

police shot the robber with the pistol’ is ambiguous because one cannot know who had 

the pistol unless more information is provided. When people are presented with 

ambiguous stimuli, the way in which they handle such ambiguity allows us to draw 

inferences about the mental processes that take place during comprehension (Mitchell, 

1994). Two kinds of ambiguity have been study with some depth: lexical ambiguity is 

said to occur when a word has several possible meanings, such as in ‘There is a new bank 

on this street’, where a bank can be a place to sit or a financial institution. Syntactic 

ambiguity is said to occur when a sentence can be assigned multiple different structures 

according to the grammar of the language, such as the earlier sentence ‘The police shot 

the robber with the pistol’. Both kinds of ambiguity are widely employed as a way of 

inferring underlying mental processes, allowing the different theories to make predictions 
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about how these sentences are processed. This dissertation uses syntactic ambiguity to 

study sentence comprehension.  

There are many different proposals as to how people actually resolve specific 

syntactic (or structural) ambiguities. Many of them focus on linguistic factors that are 

specific to the sentence at hand, such as word meaning, morphology, or phonology, to 

form the sentence structure. The different theories differ in what kind of information is 

processed at different times of the comprehension process. The fact that some languages 

seem to show a different preference when it comes to the resolution of identical types of 

ambiguity adds more complexity to the subject (Mitchell & Brysbaert, 1996; Mitchell & 

Cuetos, 1991). One approach (by proponents of the so-called Tuning Hypothesis; (Cuetos 

et al., 1996; Mitchell, 1994; Mitchell & Brysbaert, 1996), has proposed that the way in 

which people resolve an ambiguity is related to expectations based on previous 

experience. So if people have (successfully) resolved a given type of ambiguity in a 

specific way before, they are very likely to do so again when they find a new instance of 

such ambiguity.  This account makes interesting predictions about the possibility of 

influencing people’s behavior in resolving ambiguities, which can be tested 

experimentally.  

This dissertation investigates whether the task-dependency of processing depth 

proposed in the Good Enough Approach, and the frequency-based resolution of 

ambiguities claimed in the Tuning Hypothesis can be explored using available paradigms 

from different areas of cognitive psychology, namely, decision making and reinforcement 

learning. The field of decision making studies what factors affect the decision processes 

in many areas of cognitive psychology. It is assumed that people want to make the 

optimal choice in a given setting in order to maximize their benefit. So when making 

decisions, they pay attention to factors such as the likelihood of the possible outcomes 
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and their consequences. Some models of decision making make use of the concept of 

expected utility. It is an index that combines outcome probabilities with their payoffs, and 

it is used to express the amount of satisfaction a person expects to obtain by performing 

some action or making some decision (Baron, 2007). The experiments in this thesis make 

use of these concepts to study if the level of linguistic processing and the linguistics 

representations formed are affected by the task at hand. If they are, one way in which the 

effect may be observed is by assigning probabilities and payoffs to the interpretation of 

potentially ambiguous sentences. When expected utility is low a reader may not need to 

engage in deep processing, whereas when the stakes are high and there is much to win or 

lose, the situation may call for a more effortful processing. As a result, people’s reading 

and choice behavior may change according to the combination of the probabilities of 

sentence interpretation and the assigned payoffs. 

The field of reinforcement learning provides a framework to study whether 

people’s resolution of a processing difficulty is based on feedback from earlier responses. 

Learning can be defined as one source of change in behavior. In operant or instrumental 

conditioning, “learning” refers to changes in behavior as a result of experiences that 

occur after a response. Usually, a behavior response is followed by either a reinforcement 

or a punishment. Reinforcement following a behavior will cause the behavior to increase, 

but if behavior is followed by punishment the behavior will decrease (Domjan & 

Burkhard, 1986). Feedback is a very important component of this process as it serves as 

reinforcement (or punishment), affecting the relation between a behavior and its 

consequences (Brand, 2008; Jessup et al., 2008; Klayman, 1984). In the context of 

sentence processing, this framework can be used to present readers with feedback 

reflecting different distributions of rewards and punishments in the form of correct or 

incorrect interpretations of linguistic stimuli. If they receive feedback about mostly 
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incorrect interpretations they should, in theory, change the way in which the conflict is 

revolved. This dissertation investigates whether manipulations based on decision making 

and reinforcement learning affect reading behavior. 

The dissertation is structured as follows: Chapter 2 provides an overview of the 

literature in sentence processing, focusing on one type of syntactic ambiguity. It reviews 

different mechanisms that have been proposed as a way to resolve this ambiguity in 

different languages, with emphasis in experience-based accounts, such as the Tuning 

Hypothesis. Chapter 3 introduces decision making and probability theory as areas of 

study that can provide insight on the matter of the task-dependency of language 

processing. Chapter 4 offers a summary of how reinforcement learning provides a 

suitable framework to test experience-based proposals of ambiguity resolution. Chapters 

5 through 9 describe the experiments carried out to investigate these issues. Finally, 

chapter 10 discusses the main findings and the larger contribution of this dissertation to 

the field of psycholinguistics.  
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Chapter 2:  Sentence Processing 

 

 

In sentence processing, language users have to quickly and accurately construct a 

mental representation of a previously unheard or unseen sentence. This process starts as 

soon as the stimulus is presented (Van Gompel & Pickering, 2007). Several aspects of 

each element, such as the meaning and part of speech of the words, as well as 

phonological and semantic information, must be inspected in order to generate a structure 

for interpreting a given sentence (Friederici et al., 1998; Friederici & Weissenborn, 

2007). Syntax, semantics, and pragmatics provide rules that allow interpreting words 

incrementally in order to build complete sentences (Van Gompel & Pickering, 2007). 

There are different theories about what kind of information is processed at 

different stages of the comprehension process  (e.g. syntactic, semantic, morphological) 

(Altmann, 1998; Frazier, 1987; Frazier & Clifton, 1996; MacDonald, 1994; MacDonald 

et al., 1994). A brief review of the most relevant work in this area is provided next. 

 

2.1 DIFFERENT THEORIES OF PROCESSING 

Most processing models assume that the goal of the language comprehension 

system is to form an accurate and correct representation of an utterance (Ferreira & 

Patson, 2007). Words are processed incrementally without delay, and when there is a 

problem with the incoming string of words, such as in an ambiguous sentence, these 

models differ in what the comprehension system does to achieve this representation.  

In serial processing theories, the language processor computes the syntactic 

analysis serially in two stages, first using syntactic information and then semantic 
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information (Frazier, 1987). In the Garden Path Theory for serial processing (Frazier & 

Fodor, 1978) the language parser initiates the simplest single syntactic structure, 

determining the category of upcoming words and adding them to the structure being 

processed, so local phrase structure precedes the processing of other information types. 

When the parser finds a problem, it is guided by two principles: Late Closure and 

Minimal Attachment. These principles require upcoming words to be attached to the 

smallest phrase currently being processed. As an example, take the sentence in (1): 

 

1. The horse raced past the barn fell. 

 

Under the Garden Path Theory, the processor chooses one analysis (the simpler 

one, following the principles named above) and only if it fails is a different analysis 

considered. In this case the initial interpretation upon reaching the word raced, is that this 

is the main verb. However this interpretation is impossible once a reader reaches the 

word fell. At that point the reader realizes that raced introduces a reduced relative clause. 

The current analysis needs to be discarded and the sentence reanalyzed in order to obtain 

the correct interpretation, which causes processing difficulty. Once the ambiguity is 

resolved, the correct representation of the sentence can be finally computed.  

On the other hand, in parallel processing theories multiple analyses are activated 

in parallel using syntactic and non-syntactic information (MacDonald, 1994; MacDonald, 

Pearlmutter & Seidenberg, 1994). All possible structures are activated at the same time 

and each one depends on the support received from various linguistic sources (semantics, 

syntax, morphology, etc.). If one analysis receives much more support than another, 

processing is easy, but if they are both equally supported, processing difficulty arises 

(MacDonald, 1994; MacDonald et al., 1994; Van Gompel & Pickering, 2007). Memory 
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constraints can also cause an analysis with initial low support to be abandoned before a 

point of disambiguation is reached (Friederici et al., 1998; Swets et al., 2007). The 

different analyses compete with one another. If there is no clear winner, constraints and 

information from different levels (e.g. syntactic, semantic, pragmatic) are considered and 

weighed over a longer period of time, and the system finally chooses one analysis 

(Clifton et al., 2003; Kennison, 2001). In the example in (1), the structure where raced is 

the main verb is receiving more support than the other possible structure until reaching 

fell. At that point the alternate reading receives a great amount of support and eventually 

wins the competition. Once the ambiguity is resolved by the system the correct 

interpretation is fully formed.   

Both kinds of systems provide a way for the parser to solve possible problems in 

real time in order to successfully form a full and detailed representation of a sentence 

meaning based on its syntactic structure. Nonetheless, some researchers have proposed 

that the comprehension system may not always form such detailed representations 

because its main goal is not to form such a fully detailed representation but one that is 

good enough for the situation or task that the language user wants to perform (Ferreira et 

al., 2002). 

 

2.2 THE GOOD ENOUGH APPROACH 

Fernanda Ferreira and colleagues (Ferreira, 2003; Ferreira et al., 2002, 2009; 

Ferreira & Patson, 2007) have tested The Good Enough Approach and showed that on 

many occasions people form underspecified representations that are shallow or 

incomplete. When faced with some processing difficulty, the language processor remains 

agnostic between the possible resolutions available for a sentence because it does not 
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have enough information. So people’s comprehension of sentences can be quite shallow. 

For example, people tend to answer ‘two’ to the question ‘How many of each type of 

animal did Moses take on the ark?’ without realizing that it was Noah and not Moses 

who saved the animals (Erickson & Mattson, 1981). The same misinterpretation effect 

has been observed with garden path sentences such as (1) or passive sentences, where 

people will interpret the meaning of a sentence according to a heuristic in which the first 

noun phrase of a sentence is also the agent. Thus, upon reading a non-canonical sentence 

such as a passive like ‘the dog was bitten by the man’ some people report that the dog 

was the agent (Ferreira, 2003).  

In some situations there may be a high cost for making an error that arises from a 

poor representation of what is heard or read. Not understanding a lesson can lead to 

failing the associated test. Not paying attention to legal documents may have bitter 

consequences later on. However, on many occasions a more superficial understanding of 

the linguistic input may suffice. Ferreira (2003) has proposed several language heuristics 

that people may use to form shallow, good-enough representations. 

The first heuristic is the NVN strategy, which assumes that the grammatical 

subject of a sentence is always the agent of an action and the object is thus the patient or 

theme. This is the structure of active sentences and it provides a representation of a 

sentence that is good most of the time. But it is likely to lead to errors with passive 

sentences because the roles do not match; in a passive sentence, the subject is the patient.  

Another heuristic is the plausibility strategy, where the language processor 

assumes the semantic analysis that is most consistent with world knowledge, leading 

people to make similar errors. People may make use of these heuristics unless deeper 

processing is needed. In this framework Swets et al. (2008) showed, in a self-paced 

reading study, that reading time for potentially ambiguous sentences is task-dependent. 
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Their participants read potentially ambiguous sentences and then had to answer either a 

superficial question in one condition, or one that forced them to disambiguate the 

previous sentence in another condition.  For example, the sentence ‘The sister of the 

actress that shot herself on the balcony was under investigation’ was followed by the 

question ‘was there an investigation?’ in the superficial condition, and by ‘did the sister 

get shot?’ in the disambiguating condition. They found increased reading times for 

participants who read this latter kind of question, compared to people in the superficial 

condition. The conclusion here is that the demands of the task, in this case a follow-up 

comprehension question to a previously read sentence, will guide reader’s choice towards 

a more superficial parse, making use of available heuristics, or towards a deeper and 

more detailed parse of the sentence. This idea has also been proposed under other 

accounts (see Mitchell, 1994). Section 2.3.3 discusses one additional heuristic that 

readers may use when the demands of the task are not too high. This heuristic is related to 

language-specific preferences about how ambiguities involving a relative clause should 

be resolved.  

Despite its appeal this approach says little about how good-enough 

comprehension works and does not allow one to make predictions. Ferreira (2003) states 

that “The results from the present set of experiments suggest that the language 

comprehension system uses simple heuristics to process sentences, and somehow 

coordinates the output of those heuristics with the products of more rigorous syntactic 

algorithms” 1 (p. 192). One way in which good-enough language comprehension might 

be explained, follows from models of human behavior in other domains, in relation to 

payoffs as possible consequences of a reader’s attachment decision.  

                                                 
1 Italic added for emphasis. 
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2.3 AMBIGUITY PROCESSING 

In order to understand a sentence people have to combine the words it contains in 

a way that yields an interpretation. They have to recognize the words and integrate them 

into a syntactic structure to form a representation of the intended meaning. As explained 

above, different models propose different ways in which the language processor 

accomplishes this goal. People are very fast and successful in this task, despite the 

complexity of language and the fact that it can be ambiguous. The fact that language can 

be ambiguous can actually help the study of sentence processing. Ambiguity is widely 

used in experiments because it allows researchers to make predictions based on different 

processing theories. The way in which ambiguities are handled is informative of the 

mental operations that take place during processing, thus allowing researchers to draw 

inferences about those mental processes (Mitchell, 1994). 

As explained earlier in the introduction, two basic types of ambiguity have been 

studied in the literature in some depth. Lexical ambiguity occurs when one of the words 

has more than one possible reading, and choosing one or the other will change the overall 

sentence meaning, as in the example sentence (2). 

 

2. She is looking for a match.  

 

Another extensively explored phenomenon is syntactic ambiguity. In this case it is 

not the meaning associated with any particular word but the structure of the sentence 

itself what allows two possible readings as in the example in (3): 

 

3. a. [NPi He] saw [NPj the man] [PPi with the telescope] this morning. 

    b.  [NPi He] saw [NPj the man [PPj with the telescope] this morning. 
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In this case there are two possible ways to parse the sentence. In (3a) the modifier 

‘with the telescope’ is associated with the subject ‘he’, and in (3b) it is associated with 

the object ‘the man’, as indicated by the NP subscripts. Different types of syntactic 

structures have been used in experiments that make use of this kind of ambiguities, 

including prepositional phrases like the one in (3), and different kinds of relative clauses. 

(Altmann, 1998; MacDonald, 1994; Swets et al., 2008; Traxler et al., 1998; van Gompel 

et al., 2001, 2005).  

Ambiguities can be also distinguished as being local or global. A sentence is 

locally ambiguous when, up to a certain point in the sentence, more than one 

interpretation is possible. But upon reaching some specific point of disambiguation, one 

of the available options is no longer valid, so the corresponding interpretation is 

discarded and the ambiguity disappears. The sentence in (1) above, repeated here as (4), 

is an example of local ambiguity.  

 

4. The horse raced past the barn fell. 

 

While a person reads (4), two sentence structures are possible up to the point of 

the word barn, but once one reads the next word, the option where raced is a main verb is 

no longer viable and the ambiguity of the sentence disappears. In globally ambiguous 

sentences, the ambiguity persists even when all the words have been read, such as in the 

example in (5). 

 

5. The police shot the robber with the pistol. 
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The sentence in (5) is globally ambiguous because one cannot know whether with 

the pistol is referring to the police or the robber unless further context is provided. This 

thesis focuses on syntactically and globally ambiguous sentences. Relative clause 

attachment ambiguities are of particular interest for this thesis for different reasons. I will 

now discuss this kind of ambiguity and its advantages for this thesis.  

	  

2.3.1 Relative clause attachment ambiguity 

Relative clauses (RC) are commonly used in many languages. In addition to 

English, RC attachment has been studied in Spanish, French, Italian, Arabic, Dutch, and 

German, among other languages (Cuetos et al., 1996; Cuetos & Mitchell, 1988; Mitchell 

& Brysbaert, 1996; Miyamoto et al., 1999). One reason that RCs are widely used in 

experiments is that they allow the creation of sentences that are syntactically and globally 

ambiguous, in that there is uncertainty about what the relative clause is modifying. 

Readers are forced to select one of two available options in order to arrive at a meaning. 

In order to generate such ambiguity the RC must be preceded by two noun phrases (NP) 

as possible referents for the RC as in (6): 

 

6.    a. I saw [NPi the brother] of [NPj the singer] [RCi that has long hair].  

       b. I saw [NPi the brother] of [NPj the singer] [RCj that has long hair].  

       c. I saw [NPi the guitar] of [NPj the singer] [RCj that has long hair]. 

 

The relative clause in (6a) and (6b) can be associated with both of the preceding 

noun phrases (excluding the subject of the main clause). We see in (6a), as indicated by 

the subscript for the NPs and RC, that the RC is attached to the first NP (high or non-
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local attachment). In (6b) is associated with the second NP (low or local attachment), but 

the slightly different (6c) in contrast, is not ambiguous and only low attachment is 

possible. This kind of ambiguity is relevant for the current thesis because it has the 

property of being global, so a decision is involved. Additionally, as will be discussed in 

subsequent sections, English speakers seem to have a preference for attaching to the 

second NP in sentences like (6). This preference can be used to test the prediction of one 

particular proposal of ambiguity resolution, that of frequency of exposure. 

	  

2.3.2 Attachment mechanisms 

When language users are faced with sentences like (6) they have to decide 

whether to attach the RC to the first or second NP using the information available. Given 

the preferences found for different languages, several mechanisms have been proposed as 

suitable to influence people’s preferences. The first was an universalist account which 

argued that all languages are processed using the same mechanisms, stemming from the 

Garden Path Theory for serial processing (Frazier & Fodor, 1978). As explained before, 

this theory proposes that the parser constructs the simplest single syntactic structure, 

determining the category of upcoming words and adding them to the structure being 

processed. When the parser finds an ambiguity, it is guided by two principles: Late 

Closure and Minimal Attachment. These principles require upcoming words to be 

attached to the smallest NP currently being processed due to working memory 

constraints. In the case of RC attachment, this means attachment to the second NP (NP2, 

or low attachment). However, there is evidence in some languages, such as Spanish, 

Italian or Dutch, that when speakers find a RC ambiguity they have a preference for 

attaching the RC to the first NP (Cuetos & Mitchell, 1988; Mitchell & Brysbaert, 1996). 
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In the light of these findings several studies followed proposing different attachment 

mechanisms.  

The Construal Hypothesis (Frazier & Clifton, 1996), a revision of the Garden 

Path Theory, distinguished primary (i.e., verb arguments) and non-primary phrases such 

as RC attachment. These phrases are processed differently, which explains the cross-

linguistic differences. While primary relationships are processed following the principles 

of the Garden Path Theory, non-primary relationships are not, and they are associated to 

the whole processing domain. As a result there is no preference to attach RCs to one or 

the other NP. The issue is resolved using semantic, pragmatic, and discourse information, 

following the Referentiality Principle. This means that the parser attaches RCs to the 

head that is referential. A head is referential in the sense that it introduces entities (e.g. 

participants in events described in the discourse) into a discourse model, or corresponds 

to already existing discourse entities (Gilboy et al., 1995, p. 136). In sentences like (6) 

above, the referential head is the head noun of the complex NP (the brother). This results 

in a preference for attaching to the first NP (NP1 attachment). The authors base the 

English preference towards NP2 attachment on the fact that English has two possessive 

constructions as shown in (7): 

 

7. a. Mark saw [the sonNP1] of [the neighborNP2] that is blonde 

     b. Mark saw the neighbor’s son that is blonde 

 

Only in (7a) the RC can be attached to either NP. In (7b) it must be attached to the 

son. The proponents of the Construal hypothesis argue that, following the Gricean maxim 

of manner to ‘be clear’ when holding a conversation, the first kind of construction favors 

attachment to the second NP (the neighbor) because otherwise the construction in (7b) 
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would be used. Languages with only the first type of construction, such as Spanish, favor 

attachment to the first NP because they follow the Referentiality Principle. However, it 

has been shown that some languages with both constructions, such as Dutch and 

Afrikaans, are biased towards attaching RCs to the first NP in sentences like the ones 

above (Mitchell et al., 2000). 

The Recency Preference (Gibson, Pearlmutter, et al., 1996; Gibson, Schutze, et 

al., 1996; Gibson & Pearlmutter, 1994) argues that the language parser attaches incoming 

words to the structures built more recently. Under this account the parser follows the 

principles of Recency and Predicate Proximity. The Recency Preference preferentially 

attaches incoming material to the phrase that is currently being processed. Predicate 

Proximity preferentially attaches as close as possible to the predicate phrase. Languages 

differ in which of the two principles is dominant. In English, which has a fairly strict 

SVO order, the distance from an argument to its head is relatively small so Predicate 

Proximity is not particularly relevant. Recency is what favors attachment to NP2. In 

Spanish, word order is not as restricted, and Predicate Proximity takes preference over 

Recency, leading to high attachment. One of the problems with this approach is that it is 

not possible to predict how to weigh Predicate Proximity for any given language.  

Finally, Fodor (1998, 2002) has underlined the importance of prosody in the 

Implicit Prosody Hypothesis. The main assumption is that a prosodic analysis is projected 

even in silent reading, and that implicit prosody plays a role in sentence processing. This 

proposal is based on the observation that heavier (longer) constituents tend to be attached 

higher in the syntactic tree than lighter ones (Fodor, 1998). The prosodic contour that is 

projected into a sentence may influence disambiguation by favoring the most natural 

contour. Prosodic differences between languages may explain attachment preferences. 

However, the cross-linguistic differences have not been addressed by this hypothesis. 
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2.3.3 Frequency-based accounts of ambiguity resolution 

Another type of account, and one of particular relevance to this dissertation, is 

based on the frequency of exposure to different structures. In the Tuning Hypothesis 

(Cuetos et al., 1996; Mitchell, 1994; Mitchell & Cuetos, 1991), initial parsing choices are 

made based on the relative frequency with which the language user has resolved similar 

ambiguities in the past, and not on structural properties of the sentence. Two main 

predictions stem from this idea. First, if frequency is what guides resolution, the 

probabilities of preference patterns expected for individual linguistic structures can be 

estimated based on linguistic corpora, and used in experimental tasks.  Several studies 

provide support for this idea. Desmet, Brysbaert and Baecke (2002) showed that there is a 

correlation between RC attachment patterns and corpus frequencies in Dutch. However, 

Gibson and Schuetze (1999) provided some evidence contradicting Desmet et al.’s 

results. Gibson and Schuetze studied a quite different structure involving conjoined NPs 

to three potential attachment sites as illustrated in (8): 

 

8. The salesman ignored a customer with a child with a dirty face and… 

  a. a wet diaper (low conjunction) 

  b. one with a wet diaper (middle conjunction) 

c. one with a baby with a wet diaper (high conjunction) 

 

In both an off-line rating survey and a reading study they found that middle 

attachments (8b) are more difficult to understand than high attachments (8c). But 

contrary to the prediction of exposure-based accounts, in a corpus study Gibson and 

Schuetze found that middle attachments are significantly more frequent than high 

attachments. This led them to conclude that different attachment mechanisms are at play 
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in production and comprehension. However, Desmet and Gibson (2003) argued that the 

sentences Gibson and Schuetze used were not representative of the sentences included in 

the corpus study, particularly because of the inclusion of the pronoun one. They show 

that when a pronoun has several possible antecedents, the first one is often the most 

accessible. That could induce a high attachment preference in their study. They designed 

an experiment using similar sentences and the same pronoun but also an alternative way 

of disambiguating (another NP), as in (9): 

 

9. a.  A column about a soccer team from the suburbs and (one/an article) about 

a baseball team from the city were published in the Sunday edition (high 

attachment).  

    b.  A column about a soccer team from the suburbs and (one/a baseball team) 

from the city were published in the Sunday edition (middle attachment).  

 

Desmet and Gibson found that the presence or absence of the pronoun one 

influenced the preference to conjoin with the first or second NP. When the pronoun was 

present the authors replicated the findings by Gibson and Schuetze. However when the 

pronoun was not present there was no evidence of a high attachment preference but an 

advantage of processing middle conjunctions over high conjunctions.  

A second interesting prediction of the Tuning Hypothesis is that, in theory, before 

a child is exposed to a language he should show no inherent bias in resolving an 

ambiguity. As he has more contact with his native language, his preferences should 

converge towards corpus frequencies. Cuetos, Mitchell and Corley (1996) provided 

evidence supporting this idea for Spanish, where high attachment of RCs is more 

frequent. They report a study with three groups of Spanish-speaking children who where 
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7, 8, and 9 years old, respectively. They found a positive correlation between the 

children’s age and the percentage of high attachment choices made in a questionnaire.  

Exposure-based theories further predict that if these results are really driven by 

the frequency of previous occurrences, it should be possible to influence people’s 

preferences by exposing them to an artificially controlled predominance of one 

attachment option. This point is especially important for this dissertation.  

In a similar study, Cuetos, Mitchell and Corley (ibid.) exposed two groups of 7-

year-old Spanish-speaking children to a highly biased sample of RC attachment 

materials. One group was exposed to low attachment materials and the other group to 

high attachment materials. The children were matched for initial bias according to a 

pretest. Then they were required to read three stories including two NP-NP-RC sentences 

like the ones in (6) before, over a period of two weeks. In the high attachment group the 

ambiguity was always resolved as being attached to the first NP and to the second in the 

low attachment group. After a one-week interval, they completed a second form of the 

initial questionnaire. The results showed that the exposure to one or another set of stimuli 

had a significant effect on the children’s preferences. The groups differed significantly in 

the proportions of high-attachments choices made on the final questionnaire 

asymmetrically. The subjects in the high attachment group increased their proportions of 

high attachment choices but there was no significant change in the other direction for 

subjects in the low attachment group.  

Although unexpected at first, the authors concluded that these results are to be 

anticipated under the Tuning Hypothesis, given that during the three weeks that the 

experiment lasted, the children continued to experience the natural NP1 bias outside of 

the experimental environment. This, combined with the experimental stimuli yielded an 
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increased bias towards high attachment in the high attachment group and a reduced effect 

in the low attachment group.  

Frequency-based accounts have also received mixed support from a number of 

studies with second language learners. They also show that exposure not only may 

influence attachment decisions but also reading times. Fessler, Roberts, Marinis and 

Gross (2003) and Papadopoulous and Clahsen (2003) found differences in the attachment 

preferences of English native speakers and high-proficient Greek-English and German-

English speakers, as indicated by reading times. However, Dussias (2001) found in a 

study using RC ambiguities, that low-proficient Spanish–English bilinguals preferred 

NP1 attachment, dominant in Spanish, whereas highly proficient bilinguals preferred low 

attachment. Frenck-Mestre (2002), found similar results with English-French and French-

English bilinguals. This dissertation will try to add to the discussion of frequency-based 

accounts of RC attachment in the conclusion chapter, based on relevant findings in 

experiment 4 on this issue. 

Finally, under the good-enough approach it is possible to think that the parser 

does not require a detailed syntactic representation and remains agnostic when it finds a 

RC ambiguity. Other non syntactic information can be used to interpret the input making 

use of heuristics like the ones proposed by Ferreira (2003) according to first mention or 

plausibility criteria. Thus, this preference towards NP1 attachment in Spanish, or NP2 in 

English can be regarded as another language heuristic, similar to those proposed by 

Ferreira, that readers might use during processing if the demands of a given task allow for 

it.  

In conclusion, research in language processing makes use of ambiguity to try to 

understand underlying comprehension processes. Different theories of processing make 

predictions about what happens when a language user encounters a problem in sentence 
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parsing. The proponents of the Good Enough Approach argue that on many occasions a 

fully detailed representation of the language input is not necessary; Swets et al. (2008) 

further showed that the level of processing that a reader engages in may be task-

dependent, and when it is possible they will rely on available heuristics to maximize 

results with minimum cognitive effort. When faced with a fully ambiguous sentence, 

readers must make two decisions in order to disambiguate: they must first decide how 

much time they need to spend reading a sentence to gather all the available information, 

and then they have to decide in which direction the ambiguity is resolved. The field of 

decision making provides useful tools that may be used to try to explain how this task 

dependency might work in the form of payoffs that readers may take into account when 

making such decisions.  

On the other hand, RC ambiguities have been widely studied, in part because of 

the cross-linguistic differences that they have been able to reveal. These default 

language-specific attachment preferences may be regarded as a language heuristic, in the 

way Ferreira and Patson (2007) have proposed. Several accounts try to explain this 

difference between languages, including some exposure-based accounts such as the 

Tuning Hypothesis. These proposals make the interesting prediction that if frequency of 

exposure is actually what drives disambiguation in one or another direction, then it 

should be possible to influence people’s parsing process by exposing them to language 

samples biased in one or another direction. One way in which this manipulation can be 

implemented, borrowed from the field of reinforcement learning (as well as decision 

making), is through feedback, as a way to reveal the underlying distributions of 

ambiguity resolution in one or another direction.  

The next chapter discusses the field of decision making and how some elements 

known to affect people’s decisions in non-linguistic domains are present in language 
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comprehension, and how they can be implemented in experimentally. Chapter 4 provides 

an overview of the field of reinforcement learning and the role of feedback in learning, 

and how it can be used to try to influence people’s language-related decisions.  
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Chapter 3:  Decision making, probability and psycholinguistics 

 

 

This section reviews some of the ideas about models of decision making as well 

as some probabilistic approaches to language processing that provide important concepts 

for this dissertation. 

 

3.1 DECISION MAKING AND ITS RELEVANCE TO LANGUAGE PROCESSING 

Business schools have traditionally developed economic models of decision 

making centered on the issue of whether human choice behavior is rational or optimal. 

Some of these models are normative in that they are not about what people do but about 

what people ought to do. In general all of them assume that people want to maximize 

their gain in a given setting. People may adopt different strategies in order to achieve a 

certain goal in a given situation (Resnik, 1987). Sometimes they may try to maximize 

their gain. Others may try to minimize their losses, or maximize their minimum gains, 

etc. The concept of utility, which is important for many models of decision making, is 

discussed next.   

In economics utility can be defined as the total amount of satisfaction received 

from consuming a good or service. Because it is an abstract concept its units are arbitrary 

and have a relative value (Baron, 2007). Many economic models of decision making 

make use of the concept of utility because people are always looking to maximize the 

satisfaction they get from the choices they make, and thus the expected utility of an 

outcome can be used to study the decision leading to it. The expected utility model was 

first proposed by Von Neumann and Morgenstern (1944). The expected utility of an 
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event or action is an index that combines weights and probabilities into a single number 

and can be defined as a weighed average of all the conditional values of the act, each 

conditional value being weighed by its probability (Schlaifer, 1959). For an act A with 

possible outcomes {o1, o2 … on} with associated probabilities {P(o1), P(o2) … P(on)} and 

payoffs with values {v1, v2 … vn} the expected utility of action A is defined in equation 

(1): 

 (1)  E(A) = P(o1)*v1+P(o2)*v2+ … P(on)*vn 

 

The general rule is to act so as to maximize the expected utility value (the amount 

of satisfaction) when seeking a gain. For example take the following coin toss lottery in 

table 1: 

	  
Outcome 

(probability) 
Payoff Lottery 1 Payoff Lottery 2 Payoff Lottery 3 

Heads (0.5) 10 20 30 
Tails (0.5) -2 -5 -12 
Exp. Utility (0.5x10)+(0.5x-2)=4 (0.5x20)+(0.5x-5)=7.5 (0.5x30)+(0.5x-12)=9 

Table 1: Expected utility values for three coin-toss lotteries. 

In this case one should choose to bet on lottery three in order to maximize the 

utility value and to be maximally rational because it has the maximum expected utility. 

However in many decisions not all the intervening factors are known. In situations such 

as these, a person makes a decision under risk because the possible outcomes and their 

probabilities are known but the outcome is unknown. As explained by Knight (1921), that 

is a different situation than when a person has to make a decision under uncertainty. In 

that case the possible outcomes and their underlying distributions are unknown.  
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Utility-based models take into account all available information about the 

different options. Any two options can be compared since they are all translated onto the 

utility scale, and the options can be ordered by their utility so that a consistent preference 

is established (Markman & Medin, 2002). These models are one example of economic 

models of decision and the basic elements (probabilities and payoffs) can also be found 

and used in psycholinguistics as we will discuss later. 

People seek to maximize gain and avoid losses, and they make decisions 

accordingly. Sequential sampling models of decision making are used to investigate how 

and for how long people seek information in order to make decisions. They assume that 

decisions are the result of a process of accumulation of evidence. The idea is that a 

terminal observed choice corresponds to the final state of a process that started in some 

state and evolved over time. Because acquiring information is usually costly, many times 

it is a wise strategy to check after each observation in a sampling process, whether to 

seek the next one. In the case of binary choices, once a certain threshold is reached in one 

direction or another, one has enough information to make a decision (Vuckovic et al., 

2014). This literature is of particular interest to us, as reading can be considered a process 

of information seeking. A reader sequentially samples information from the words in a 

sentence. Additional sampling will result in additional reading time, until enough 

evidence for a successful interpretation is gathered, and the meaning is correctly 

computed.  

Costs and payoffs have been shown to affect the time taken to gather information 

that will be helpful in making a decision. Edwards (1965) derived the optimal stopping 

rule for a sequential sampling model in a discrimination task. He proposed a model that 

made use of the costs associated with a given task (in his case a discrimination task) to 

predict the time it takes to gather information before a decision threshold is reached. 
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Edwards and Slovic (1965) studied experimentally how probabilities and payoffs 

affect the decision of whether to seek information. They carried out an experiment where 

participants were presented with several 16-cell grids in 11 different experimental 

sessions. They received some amount of money for finding a unique cell in each grid (the 

one that had a hidden hole) by ‘buying looks’ (the possibility to check one cell). The 

payoffs were constant for a given session but changed between sessions. Participants 

were allowed one initial guess. The ideal result was to find the cell on the first trial, thus 

receiving the money and not spending any on additional looks. Under their view a 

participant should only buy more looks if the expected cost of obtaining information was 

less than the expected gain from it. The expected value of a given look N was defined by 

equation (2): 

 

(2)  

 

There were 17 possible strategies ranging from 0 looks to 15 looks, plus the free 

guess.  R is the reward for finding the unique cell, Cn was the cost associated with 

purchasing a new look on trial n, and there were 16 possible looks for a given grid. 

Participants had to decide whether to look further before choosing one cell as being the 

unique one in a given grid. The optimal strategy was defined as choosing the value of N, 

which maximized EVN. They found that people’s selection of strategy was related to those 

strategies’ expected value and in most sessions (8 out of 11) the optimal strategy was 

chosen. The main conclusion was that the finding that participants tend to maximize the 

expected value of a choice among bets still holds in a more complex sequential task.  

Diedrich and Busemeyer (2006) and Diedrich (2008) tested Edwards’ model and 

three others in an experiment where participants had to decide as quickly and accurately 
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as possible if two lines presented on a computer screen had the same or different length. 

The lines were presented for different amounts of time (in the order of milliseconds) in 

different blocks, and before each trial they saw the payoffs for correct and incorrect 

responses.  There were three different payoff conditions. They found two basic patterns 

of responses. In one group people took into account a specified time limit to respond and 

the known payoffs associated with a correct or incorrect response. The other group took 

the time limit into account but not the payoffs for their final decision. The inclusion or 

not of the associated costs and payoffs in the decision process influenced the choice 

reaction times as did the different payoff conditions. So payoffs can affect the time spent 

seeking information before reaching a decision threshold. This idea can be implemented 

in the study of language processing by assigning payoffs to possible sentence 

interpretations instead. 

The findings reported above show that probabilities and payoffs affect the process 

of accumulation of evidence necessary to reach a decision threshold. These factors may 

also affect reading, as a process of information seeking. Almost all the measures used in 

reading experiments are time-based (some of them such as number of fixations or landing 

place are not). There is also a known relationship between eye movements and cognitive 

processing and many reading studies using eye trackers have shown that eye movements 

reflect moment-to-moment cognitive processes during different cognitive tasks, such as 

reading, typing, or scene perception (Clifton et al., 2007; McConkie & Rayner, 1975; 

Rayner, 1998; Rayner et al., 2010; Reichle et al., 1998). Intuitively, in syntactically 

ambiguous sentences, the presence of two possible analyses may slow down reading. 

There is evidence supporting this claim both from eye movement studies (Clifton et al., 

2003; Kennison, 2001) as well from some ERP and fMRI studies, although there are 

some methodological issues that make the results less clear (see Staub and Rayner (2007) 
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for a review). In the context of sequential sampling decision making, reading can be 

considered a process of search for information. When people are faced with sentences 

where some disruption occurs (such as ambiguous sentences) the additional time spent 

reading is equivalent to the requirement to gather more information before a decision 

threshold is reached and a commitment to a reading is made.  

 

3.2 PROBABILISTIC APPROACHES TO LANGUAGE PROCESSING 

Probabilities have been studied and used in psycholinguistics to investigate how 

sentence meaning is computed. In parallel processing models of language processing for 

example, the competing analyses receive support from different linguistic sources. This 

support makes some analysis have a higher probability of being correct than others, 

which are then discarded. Some accounts of language processing are explicitly 

probabilistic in nature. Furthermore, three main claims have been made for language 

comprehension (Jurafsky, 2003):  

1. More probable structures are accessed more quickly, or with less effort. 

Alternatively, they can be accessed with less evidence than less probable 

structures.  

2. The more probable an interpretation, the more likely it is to be chosen.  

3. Models of what makes certain sentences difficult to process are based, at least in 

part, on certain interpretations having particularly low probabilities, or on sudden 

switches of probabilistic preference between alternate interpretations (Hale, 2003, 

2006).  

This idea has been implemented in different ways. Some studies have made use of 

transitional probabilities in their experiments. Some syllables strongly predict the next 
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one, especially word-internally since the choices are limited. The transitional probability 

of a syllable is usually lower when it crosses a word boundary because many words can 

follow any given word. McDonald and Shillock (2003) made use of transitional 

probabilities in a reading study using a corpus of eye movements. They found transitional 

probabilities to be predictive of reading times. Higher transitional probabilities were 

predictive of shorter reading times.  

Some theories of language learning are also probabilistic (Saffran, 1996, 2001; 

Saffran et al., 1996). In a series of experiments Saffran and her colleagues showed that 

infants are sensitive to the transitional probabilities between syllables in words. Saffran 

and colleagues exposed 8-month-old babies to an artificial language containing predictive 

dependencies as a cue to word boundaries. The transitional probabilities of the syllables 

were higher word-internally than across words. Babies were exposed to this language for 

a brief period of time to familiarize them with the allowed combinations of syllables. In 

the testing stage, they were exposed to controlled combinations of three syllables that 

were ‘words’ (following the combinations previously heard) or non-words, which 

contained the same syllables but in a different order. She found that babies were able to 

discriminate words from non-words, with longer listening times for the non-words. This 

finding suggests that even at a very early age, people are sensitive to probabilistic cues, 

and that these are important in learning speech segmentation.  

Several proposals have been made under an information theoretic account of 

language processing. Developed by Shannon (1948), information theory provides a way 

to quantify the information contained in any random variable as a usable measure of the 

information one gains from observing any given event with a specific probability of 

occurrence. If the event has a probability of occurrence of one then no information is 

gained about the world when it occurs; in other words, we gain no information when we 
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are certain of the outcome of an event. So we can consider information to be the 

reduction in uncertainty one gets about the outcome of some event or process. Based on 

this, a key concept in information theory is entropy, which can be defined as the average 

amount of information contained in a variable. Mathematically, the entropy of a variable 

x with possible outcomes {x1, x2, … xn} is expressed in equation (3): 

 

 (3)  

 

Here p(xi) is the probability of outcome xi, so when an outcome is more uncertain,  

H will be higher. The less one knows about the probabilities of an event, the higher the 

entropy.  

Applying information theory to language, Hale (2001, 2003) proposed a 

probabilistic parser to measure the amount of information conveyed by words in 

sentences. Hale used a probabilistic context free grammar (a list of grammar rules with 

assigned probabilities to combine phrases and produce sentences) based on the total 

probability of the structural options that have been discarded at some point in the 

sentence. Usually the least probable structures will be discarded. As an example, the 

grammar can generate a garden path sentence, such as (1) repeated here as (10): 

 

10. The horse raced past the barn fell 

 

Readers will most likely interpret ‘the horse’ as the subject of ‘raced’. However, 

upon reaching the word ‘fell’ the language processor is forced to adopt a different reading 

where ‘raced past the barn’ is a reduced relative clause adjoined to ‘the horse’. This is 
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the least likely outcome of the sentence, so when the processor reaches the end it has to 

discard the most likely alternative, that is, the one that has a much higher probability of 

occurrence. That causes processing difficulty, as indicated by increased reading times. 

Each successive word in a sentence reduces the uncertainty about the sentence somewhat. 

This reduction in uncertainty from one word to the next is the information conveyed by 

that word. Entropy, as defined above, is highest at the very beginning of the sentence, and 

disappears once the sentence is fully understood. In the example above, the word ‘fell’ 

produces the highest reduction in entropy and conveys the highest amount of information.  

Another example of an information-theoretic model is found in Levy’s (2008) 

Surprisal Theory. According to Levy, not all sentences or parts of sentences are equally 

easy to understand. Some require more of the limited processing resources (mainly 

memory), which gives rise to processing difficulty. Similarly to Hale’s model, the 

possible structural analyses consistent with a partial input are preferentially ranked in 

parallel, and the difficulty of a new word corresponds to the amount of reallocation 

necessary to reflect the word’s effect on this ranking (that is its surprisal). Because 

sentence comprehension is incremental and people don’t wait until they hear an entire 

sentence before they start disambiguating, they make inferences about later parts of a 

sentence based on what they have heard earlier. The surprisal of any given word in a 

sentence is defined mathematically in equation (4): 

 

(4) Surprisal (wi) = - log P(wi|w1…i-1, CONTEXT) 

 

It is measured as the negative log probability of a word in its sentential context so 

a given partial structure can give rise to a next given word with a given probability. If a 

word must appear in a given context, its surprisal is 0, and surprisal approaches infinity as 
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the word becomes less and less likely. In the case of local ambiguity more than one 

structure can give rise to the next word, and each of them contributes some probability. 

Both structures together provide a greater overall probability for that next word, which in 

turn facilitates the processing. Hale and Levy show, based on predictions from their 

models, that the probability of the words in sentences may affect reading times.  

Jaeger (2010) showed that probabilities can also affect people’s choices when 

producing speech. He developed a probabilistic model for language production under the 

hypothesis of Uniform Information Density, which means that speakers tend to maintain 

the amount of information conveyed by words and sentences constant. Specifically, he 

studied the optional ‘that’ complementizer in English. The complementizer is mentioned 

more frequently in sentences such as ‘I know (that) she is tired’ or ‘I guess (that) 

basketball is fun’. Verbs differ in the probability of taking a complementizer phrase or a 

noun phrase as a complement. The likelihood of mentioning ‘that’ is correlated with the 

surprisal of the presence of the complementizer phrase. In a sentence like ‘My boss 

confirmed (that) we are completely crazy’, because ‘confirmed’ is more likely to take a 

noun phrase rather than a complementizer phrase, people would be more surprised to hear 

the second part. By mentioning ‘that’, speakers signal that a complementizer is indeed 

coming and the surprisal is low, keeping the information density more uniform.  

These information theoretic accounts make use of the concepts of surprisal and 

entropy as measures of uncertainty. Information is defined as the amount of reduction in 

uncertainty, measured as entropy, which can be defined as the average information over 

all possible outcomes of a message. In the general case of decision making, the higher the 

uncertainty, the more likely people will feel the need to gather additional information 

before making a decision. In language, each word provides different amounts of 

information to the parser, subsequently reducing the uncertainty in different amounts, and 
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entropy eventually disappears when a sentence is completely (and correctly) processed. 

In the case of ambiguous sentences, entropy is highest when the ambiguity is balanced 

and both interpretations are equally likely. As a consequence the outcome is more 

uncertain, and people may feel compelled to look for further information before 

committing to disambiguation in one or another direction. Additionally people also make 

choices in order to keep the amount of information conveyed constant.  

 

3.3 HEURISTICS AND BIASES 

Contrary to the predictions of normative models people have often been found to 

deviate from optimally rational decisions. Being fully rational usually requires some 

effort that may outweigh the utility brought by a decision. The deviations from rationality 

in people’s choices show that they use different processes to make decisions. A lot of 

research has been devoted to the study of systematic ways in which people make choices 

departing from optimality (Baron, 2007; Gigerenzer, 2008; Gigerenzer & Edwards, 2003; 

Gigerenzer & Goldstein, 1996; Gigerenzer & Todd, 1999; Johnson & Payne, 1985; 

Kahneman, 2013; Kahneman & Tversky, 1979; Plous, 1993; Tversky & Kahneman, 

1974). The characteristic all of these heuristics share is that they lead to reasonably good 

choices most of the time, without evaluating all the options. However they may also lead 

to systematic errors. People engage in these behaviors because thoroughly evaluating all 

the available information, and then weighing it and making the appropriate inferences is 

costly and time consuming. Instead, they try to find a rule of thumb that is works most of 

the time. However, some tasks or situations may require deeper and longer thinking in 

order to fulfill a certain goal.  
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Gigerenzer and colleagues (Gigerenzer, 2008; Gigerenzer & Brighton, 2009; 

Gigerenzer & Edwards, 2003; Gigerenzer & Goldstein, 1996; Gigerenzer & Todd, 1999) 

have argued that heuristics are often an optimal way to think, and that sometimes less 

information and processing may even improve accuracy. The situation is what will 

determine, to a large degree, the decision process. In a decision about what breakfast 

cereal to buy, not much thought will be involved, as the possible consequences are mostly 

irrelevant. But if a person is buying a car or a house, which will cost a substantial amount 

of money, they will probably think about all the pros and cons, and weigh all available 

information before committing to an option. Some heuristics that have been proposed are 

(Kahneman, 2013; Tversky & Kahneman, 1974): Satisficing, where a person takes the 

first option that satisfies his goal without further investigation. Other more elaborate 

strategies are representativeness, where people often judge probabilities by the degree to 

which one thing resembles another thing; availability where a person assumes that the 

option that more easily comes to mind is related to the frequency of its occurrence in the 

past and the future; or adjusting and anchoring where people make estimates starting 

with an initial value that is then adjusted to provide a result. 

These are a few examples of some of the heuristics people use and the biases they 

reveal when departing from optimality, according to normative models, in order to save 

mental energy when thinking and making decisions, at the expense of making incorrect 

choices some of the time. Fernanda Ferreira (2003), has proposed some language 

heuristics, explained in section 2.2, that people may rely on when processing language. In 

addition, the cross-linguistic difference reported in the attachment preferences of relative 

clauses can be seen as another language heuristic available to language users if, as 

proposed in the Tuning Hypothesis, frequency of exposure is what guides RC attachment.  
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In summary, people sometimes weight probabilities and payoffs when making 

decisions but rely on heuristics that provide a good enough decision on many occasions, 

despite the possibility of making an error sometimes. These factors also affect how much 

people spend gathering information before a decision threshold is reached. Some 

information theoretic models of language processing make use of probability to explain 

how people process sentences (Hale, 2001, 2003, 2006; Levy, 2008). It is feasible to 

assign probabilities to possible interpretations of an ambiguous sentences based of human 

judgments and assign different payoffs to correct or incorrect interpretations based on 

these judgments.  

 In addition, as shown by the good enough approach, language users can also 

make use of some heuristics and parse sentences shallowly (Cuetos & Mitchell, 1988; 

Ferreira, 2003; Swets et al., 2008) and engage in deep processing only if the task 

demands are high. In this thesis a series of experiments investigate whether the 

combination of probabilities of sentence interpretations, combined with different payoffs 

associated with correct and incorrect disambiguation results, may affect people’s 

sentence processing and their use of known biases; in the case of RC attachment 

ambiguities, the preference for English speakers to attach to the second preceding NP, as 

reported by Cuetos and Mitchell (1988). If these factors indeed affect sentence 

processing, the effect may appear in the form of increased reading times and more careful 

choice selection for more ambiguous sentences, especially when there is a higher cost for 

a misinterpretation. If, as proposed by the Tuning Hypothesis, this preference is driven by 

previous exposure to that kind of ambiguity, providing readers with feedback about the 

correct interpretation of sentences should affect their choices, and they should adjust their 

answers to learn the underlying distribution of responses. This is discussed in the next 

chapter.  
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Chapter 4:  Learning from feedback 

 

 

4.1 REINFORCEMENT LEARNING 

Any account of the effect of feedback on learning must start with a discussion of 

operant conditioning. In theories of learning through operant or instrumental 

conditioning, “learning” refers to changes in behavior as a result of experiences that 

occur after a response. It involves changing voluntary behaviors, which occur because of 

the consequences they produce. Such behaviors are called instrumental because they are 

directed towards a goal (Domjan & Burkhard, 1986) We all perform actions that aim to 

produce certain consequences, and there are different mechanisms responsible for the 

control of behavior. This was noted by Thorndike (1898) who formulated the Law of 

Effect. The law of effect states that a behavior may have different consequences. A 

positive consequence (or reinforcement) strengthens the association between the stimulus 

and the response behavior so that this response is more likely to occur in the future. If the 

behavior has a negative consequence or punishment, that association is weakened and the 

behavior will decrease. Additionally, the response and the consequence may have a 

positive contingency (when the response produces a result) or a negative contingency 

(when the occurrence of that behavior eliminates a certain result).  

Based on the combinations of these elements, there are 4 possible ways to affect 

behavior in instrumental conditioning. Positive reinforcement, when the occurrence of a 

response behavior produces a positive consequence, thereby increasing the likelihood of 

the response in the future; punishment, when the response produces an averse 

consequence, decreasing its probability of occurrence; negative reinforcement, when a 
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response eliminates the occurrence of a negative consequence (also called avoidance); 

and omission training, when a response prevents the occurrence of a positive 

consequence. Instrumental conditioning learning has three main elements: a response 

behavior, an outcome or reinforcer, and their relationship or contingency. The behavioral 

effect increases with the quantity and quality of the reinforcement in positive 

reinforcement environments, and it decreases more in a punishment setting (Gluck et al., 

2013). In addition to the contingency of the reinforcer, the reinforcement may be 

presented with or without delay after the response behavior occurs. When there is no 

delay, the relation between them is called temporal contiguity. The delivery of a 

reinforcement or punishment can also vary in frequency, and it can also be fixed or 

variable. The more frequent, the faster the learning rate should be because the association 

between behavior and outcome is strengthened or weakened more quickly.  

In this context, behavioral regulation theories proposed that instrumental 

responses and reinforcement contingencies disrupt behavioral stability and force the 

subject out of an optimal behavioral point. If subjects are able to freely distribute their 

responses among the available alternatives, they will do so in a way that is optimal for 

them. Staddon (1979) proposed the Minimum Deviation Principle for behavioral 

regulation. When a response/reinforcer contingency is introduced, subjects will distribute 

their behavior in order to minimize the deviation from an optimal behavioral point. 

Increase in instrumental response results from behavioral regulatory mechanisms that 

function to minimize deviations from this behavioral optimal point.  Bernstein and 

Ebbesen (1978) provided experimental support for this idea. They allowed subjects free 

access to certain activities in order to establish a baseline response. Then they made 

access to a preferred activity contingent upon performing a less-preferred activity. This 

manipulation produced an increase in instrumental response that decreased to baseline 
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levels when the contingency was removed. In sum, reinforcement learning is the result of 

an interaction between the optimal allocation of behavior and restrictions on response 

opportunities as a means towards adapting to the environment.  

 

4.2 THE ROLE OF FEEDBACK 

Many laboratory experiments have used tasks where the reinforcement takes the 

form of positive feedback after a correct behavioral response and (sometimes) a 

punishment in the form of negative feedback after the occurrence of the incorrect 

response. This methodology has been used in gambling and decision making 

experiments, as well as other sorts of psychological experiments, because they provide a 

way to study how people learn. Following economic models of decision making, and in 

order to maximize positive reinforcement, the optimal behavioral point can be considered 

to be responding correctly every time the stimulus is presented. Subjects will adjust their 

responses to minimize the departure from this optimal point, following Staddon’s 

Minimum Deviation Principle, and they will learn (to some degree), the correct 

distribution of responses according to Thorndike’s Law of Effect. Tasks with multiple 

trials allow the observations of changes in the likelihood of a behavior over time. 

Feedback is a key concept in this process. It serves as the reinforcer (or 

punishment) in many psychology experiments in which learning is involved. Theories of 

reinforcement learning show that choices become associated with predictive cues. 

Positive feedback strengthens the association between a stimulus and a response, and 

negative feedback decreases the association. This modulation occurs at a 

neurophysiological level, where higher activity of dopamine neurons is associated with a 

positive result (Brand et al., 2006; Osman, 2011).  



 39 

In decision tasks, subjects make predictions based on the information acquired. 

Prediction errors are used to update the information available for subsequent decisions. 

Feedback plays an important role, improving performance in general by providing 

information about the distribution of the outcomes (Jessup et al., 2008; Osman, 2011, 

2012). Brand (2008) implemented the Game of Dice Task, where participants have to roll 

a dice many times. They must try to maximize their initially-assigned capital within 18 

throws. Certain combinations of outcomes are advantageous and some are 

disadvantageous. The associated gains and losses —as well as the winning probabilities 

— are stable for the entire task. In this experiment, one group of participants received 

feedback about their performance, and a control group did not. The results showed that 

feedback about previous trials affected the decision of the current trial, and participants 

who did not receive feedback had a significantly lower performance. Furthermore, it has 

been found that feedback is a crucial part of decision making processes even in 

descriptive tasks, where participants choose between possible outcomes when their 

probabilities and payoffs are fully described.  

Jessup, Bisharea and Busemeyer (2008) found that when feedback is provided in 

those conditions, people tend to use feedback information to drive their choices, and 

ignore descriptive information. Furthermore, Barron and Erev (2003) show that in 

repeated-choice feedback-based tasks, decisions are heavily influenced by recent 

feedback. Finally, Plous (1993) explains that people tend to be overconfident in their 

judgments. He reports several experiments in which feedback reduced the initial 

overconfidence of participants. For example, expert card players or National Weather 

forecasters (who receive regular feedback after their judgments) exhibit little 

overconfidence.  
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In the context of sentence processing, this framework can be used to present 

readers with feedback reflecting different distributions of rewards and punishments 

contingent on correct or incorrect interpretations of linguistic stimuli. Positive feedback 

about ambiguity resolution should strengthen the association between the sentence 

stimulus and their response choice, and negative feedback should decrease it. Processing 

feedback would be a way to update their knowledge of the distribution of correct 

responses, which would lead to better predictions on next trials. In accordance with 

previous findings and frequency-based accounts of RC attachment (Cuetos et al., 1996; 

Desmet et al., 2002; Desmet & Gibson, 2003; Mitchell, 1994; Mitchell & Cuetos, 1991), 

if English speakers are biased towards low attachment of RC clauses in syntactically 

ambiguous sentences, it is more likely that this bias is going to appear when no feedback 

is provided. This is because they have no way to update their knowledge based on 

prediction errors, and they have to trust their internal intuition. If readers receive 

feedback about their choices, then their pattern of responses should adjust to the actual 

distribution of attachments to each NP. Furthermore, as shown by Cuetos, Mitchell, and 

Corley (1996), exposing readers to highly biased samples of RC attachment materials in 

one or another direction should affect their reading behavior and choices in a way that 

will show that they are learning the underlying distributions.  

To summarize, decision making and reinforcement learning provide appropriate 

tools for investigating the task-dependency in language processing reported by 

experiments under the Good Enough Approach, as well as whether ambiguity resolution 

is guided by frequency of exposure to previous occurrences. In the next series of 

experiments, this dissertation investigates these claims by looking at how key 

manipulations (payoffs and feedback) affect reading behavior and response choice. In 
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four eye-tracking-reading experiments, the experimental stimuli are sentences containing 

a relative clause attachment ambiguity like the one in (11).  

 

11. The cow of the farmer that has brown hair is drooling 

 

Probabilities are assigned to possible sentence interpretations and payoffs to 

subsequent comprehension questions in order to evaluate their influence in the 

disambiguation of the stimuli. The experiments are setup like a game where participants 

read sentences with varying degree of ambiguity (based on the probabilities of sentence 

interpretations) and answer a follow-up comprehension question about it. They earn or 

lose points depending on their answers. Here is a very brief description of the 

experiments that will be fully detailed in chapters 6-9: 

 

• Experiment 1 investigated whether the combination of the degree of ambiguity of 

a sentence and different payoffs affect people’s reading behavior. 

• Experiment 2 is an extension of experiment one and studied the role of feedback 

in the process of weighing evidence.  

• Experiment 3 studied how very different degrees of possible losses affected 

sentence processing. The payoffs are simplified for these last two experiments and 

there are only two groups; in one participants earned more points for a correct 

answer than they lost for an incorrect one (non-risky), whereas in the other 

condition it was the other way around (risky) with a balanced setup in terms of 

correct responses (each NP was the correct answer 50% of the times, based on 

norming results).  
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• In experiment 4 the correct responses were manipulated to create two new 

conditions: one where NP2 was correct most of the time, in the direction of the 

reported bias in English, and one where NP1 was mostly correct, in the opposite 

direction of the bias. This experiment addresses the issue of whether people’s 

attachment preferences are based on exposure and thus can be shifted using 

feedback.  



 43 

Chapter 5:  Methodology 

 

 

5.1 EYE MOVEMENTS AND LANGUAGE 

There is a known relation between eye movements and cognitive processing 

(Hoffman, 1998; Irwin, 2004). Eye movements have been used to study cognitive 

processes for a long time, going back to the early twentieth century. We now know that 

when we read, look at, or look for something, we continually make small and very quick 

eye movements called saccades (Rayner, 1998). People only take information from a 

small area of the visual field, so the eyes make small movements every second to acquire 

more detailed information — typically 3 or 4 movements per second during reading 

(Irwin, 2004; Rayner, 2009). These movements are very quick and last between 20 to 40 

milliseconds (Carreiras & Clifton, 2013). When we are speaking or listening we move 

our eyes accordingly and look at the things being discussed in the discourse. When we 

are reading we look at the words on the screen. There is thus an association between 

attention and looking. Where we look, and for how long, is indicative of mental processes 

associated with the processing of a linguistic input (Griffin & Davison, 2011; Hoang Duc 

et al., 2008; Irwin, 2004; Rayner, 1998). We look at some things longer than others, 

maybe because we keep hearing or speaking about them, or maybe because we keep 

gathering information about them to understand what is being said. The use of eye 

trackers in research provides a tool with very high temporal resolution, so eye movements 

can be subdivided into different components (e.g. first fixations, refixations, saccades, 

regressions) that provide information about what process may occur on a moment-by-

moment basis.  
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5.2 READING STUDIES 

Eye movements have been used extensively in reading studies because they 

provide correlates of the difficulty or ease with which readers comprehend what they are 

reading. Word frequency, length, predictability, and ease of integration with the 

preceding text are factors that affect how long it takes to access and retrieve a given 

lexical entry and to incorporate it to the previous string of text (Rayner, 1998). They also 

affect whether the eyes fixate on a word, for how long, and the probability of regressing 

to a previous word. Longer, less-frequent, and less-predictable words are more likely to 

be fixated on and for a longer time by inhibiting the execution of saccades that were 

already programmed. Many studies have used reading as a way to understand language 

processing (Boland, 2004; Boland & Blodgett, 2002; Clifton et al., 2003, 2007; Rayner & 

Duffy, 1986), and more specifically, many reading studies have made use of ambiguity to 

test different models (Frazier, 1987; Frazier & Clifton, 1996; MacDonald et al., 1994). 

 

5.3 EYE TRACKING MEASURES 

The high temporal resolution of eye trackers allows the collection of a wide 

variety of measures. Here are some of the most commonly used: First fixation duration  

(the duration of the first fixation on a word) and first-pass reading time (the total time 

spent looking at a word or region for the first time) have been traditionally used as 

primary measures (Rayner, 1998). They are early measures (as they happen early in the 

reading process), and they are considered to reflect lexical activation processes. They are 

affected by variables such as word frequency, word recognition, and morphological and 

orthographic characteristics of the words (Clifton et al., 2007; Holmqvist et al., 2011). 

Total reading time in a word or region of interest is the sum of all fixations in a specified 

word or series of words, so it is sensitive to slower and later cognitive processes, such as 
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sentence meaning integration. The same is true for sentence reading time, which is the 

sum of all fixations in a sentence.  

Regressive eye movements are also commonly reported in reading studies. They 

occur when the eye moves in the opposite direction of natural reading. Regressive 

movements to previously read words reflect sentence integration processes, like the ones 

studied in the experiments in this thesis (Holmqvist et al., 2011, p. 425), and their main 

function is to reread words (Booth & Weger, 2013). Regression path duration is the time 

from first entering a region of interest until the eye moves to the next region to the right, 

including regression time to previous regions. Regressions indicate some difficulty in 

integrating a word. Regression path duration reflects this effect, but it also reflects the 

cost of overcoming this difficulty. The total number of regressions out of a region of 

interest is also used because it captures the fact that a reader may regress to a previous 

region after having already fixated on words to the right of that region (and thus later in 

the sentence), something that regression path duration does not capture. Additionally, the 

total number of regressions made while reading a sentence provides a measure of overall 

difficulty. 

 

5.4 DEFINING FIXATIONS OPERATIONALLY 

The basic measurement on which almost all others are based is fixation. In a 

fixation the eye remains relatively still (there is always some tremor called nystagmus) 

until a saccade is executed and the eye moves to a different position for another fixation 

(Rayner, 1998).  For the experiments in this thesis, a fixation is defined using a velocity-

based algorithm similar to the one described in Olsson (2007). The eye remains relatively 

still while it is fixated, and it accelerates during saccades. The algorithm examines 
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windows of five consecutive eye-tracking samples and compares the mean velocity of the 

eye during each of these windows. Because there is always some noise in the 

measurement due to the equipment and to micro-movements of the eye, this also serves 

as a noise-reduction mechanism over comparing the mean velocity of individual samples. 

Peak acceleration, or a saccade, is detected when the mean value of a window of samples 

is different from the previous and following windows. All peaks that are lower than a 

specified threshold are removed to avoid peaks caused by noise and to allow a slow drift 

without splitting the fixation. The estimated spatial position is calculated using the 

median of all samples in the interval. The median is not affected by increased velocities 

at the beginning or end of a fixation before a saccade is detected. The algorithm also 

eliminates fixations shorter than 80 ms, as is commonly done in reading studies (Traxler 

et al., 1998; van Gompel et al., 2001, 2005). 

In summary, the algorithm detects when the eye is moving faster than a given 

threshold (which signals a saccade), and it divides fixations accordingly. Based on the 

data obtained and normal saccade detection thresholds (Holmqvist et al., 2011, p. 152), 

the threshold for the experiments was set to 50 degrees of visual angle per second. 

Fixation durations during reading usually range between 200 and 250 ms, depending on 

the kind of text (Holmqvist et al., 2011; Rayner, 1998). The resulting mean fixation 

durations for the experiments in this thesis are 235, 227, 222 and 239 ms, respectively.  

 

5.5 MEASURES USED IN THIS THESIS 

Because the matter of whether decision making factors affect sentence processing 

has not been studied yet, it is, to a certain degree, unknown what such effects would look 

like in the reading process. In order to account for different possibilities, in the 
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experiments carried out in this dissertation both reading times and regressions are 

analyzed. First-pass reading time provides an early measure of disruption to compare to 

later measures. Total reading time in a region as well as total reading time are reported to 

see if the factors known to affect non-linguistic decisions may also have an impact on 

reading as a process of information seeking. Similarly, regression path duration, 

regression count out of a region, and total regression count for a sentence are analyzed. 

It is expected that earlier measures such as first-pass reading time and regression path 

duration (to the extent that a whole sentence has not been read yet), may be relatively 

unaffected when compared to later measures, such as overall reading times or regression 

counts. Earlier measures, as mentioned above, reflect processes like the recognition of a 

word and its characteristics; only later can the words be integrated into the sentence 

structure. The lack of effect on these early measures together with meaningful effects on 

later measures would suggest that people run into some difficulty integrating the sentence 

meaning and feel the need to read again. This results in them spending more time reading 

overall. The manipulation payoffs and feedback might affect the care people put into 

reading and this might involve looking back in order to resolve ambiguity. 
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Chapter 6:  Experiment 1 

 

 

Experiment 1 investigates whether people’s reading behavior and responses adjust 

in line with economic models of decision making, where a decision is made by weighing 

payoffs and probabilities of a given event. By controlling the degree of ambiguity of a 

sentence and assigning gains and losses to a correct or incorrect sentence interpretation, it 

is possible to study how uncertainty and the risk associated with it affects reading 

behavior. 

 

6.1 METHOD 

6.1.1 Materials 

Twenty-four sets of 3 sentences each were generated. All the sentences have the 

same form and contain a relative clause after two noun phrases, as the example sentence 

in (12) shows. The different sentence regions used for analysis are indicated in 

parenthesis: 

 

12.  (1) The sister |(2) of the man |(3) that has a |(4) sandwich |(5) is on the  

  bed.  

 

Region 1 corresponds to the first NP, region 2 to the preposition ‘of’ plus the 

second NP, region 3 corresponds to the relative clause up to the word before the head 

noun of the RC, region 4 corresponds to the head noun of the RC, and region 5 
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corresponds to the remainder of the sentence. The sentences in every set are exactly the 

same except for one of the head nouns in either the first (region1) or the second NP 

(region 2). For 12 of the sets, the head noun of the second NP is kept constant and the one 

in the first NP is different for the three sentences in the set (changing NP1). In the other 

12 sets, the head noun of the first NP is kept constant and the head noun of the second NP 

is different for the three sentences in the set (changing NP2). Sentence 12 above is in the 

changing NP1 group. The corresponding sentence set is shown below: 

 

12.a. The sister of the man that has a sandwich is on the bed. 

12.b. The dog of the man that has a sandwich is on the bed. 

12.c. The cup of the man that has a sandwich is on the bed. 

 

An example of a changing NP2 sentence set is in (13). 

 

13.a. The captain of the soldier that smokes cigars wears a gun belt. 

13.b. The captain of the platoon that smokes cigars wears a gun belt. 

13.c. The captain of the ship that smokes cigars wears a gun belt. 

 

 None of the nouns used in any of the sentences was repeated. The three sentences 

in each set were designed to be ambiguous, unambiguous and semi-ambiguous 

respectively. An unambiguous sentence has only one possible interpretation, an 

ambiguous sentence has two equally likely interpretations and a semi-ambiguous 

sentence has two possible interpretations but one is more likely than the other, depending 

on where the relative clause (e.g. ‘that has a sandwich’) could or should be attached. In 

the examples in (13) above, (13a) is ambiguous, (13b) is semi-ambiguous as captains are 
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probably more likely to smoke cigars than platoons, and (13c) is unambiguous because 

ships don’t smoke cigars. 

 

6.1.2 Norming of stimuli 

In order to be able to assign probabilities to sentence interpretations, it was 

necessary to obtain probabilities about the likelihood of the events depicted in the 

sentences, and then combine the probabilities of both events to obtain the probability of a 

sentence interpretation. In order do this (and to make sure that the judgments about the 

degree of ambiguity were in fact correct) the sentences were normed in an online study 

carried out through Amazon’s Mechanical Turk service (www.mturk.com). 50 people 

participated over 2 days. The 72 experimental sentences were broken into single 

sentences containing one of the two NPs and the relative clause (without the relative 

pronoun).  For example, a sentence such as ‘the captain of the soldier that smokes cigars 

wears a gun belt’, was broken down into ‘the captain smokes cigars’ and ‘the soldier 

smokes cigars’ in order to estimate the probabilities of individual events. Participants 

were asked to rate the likelihood that each of the events would occur in the real world in a 

7-point scale, where 1 meant ‘impossible’ and 7 meant ‘extremely likely’. The lowest 

correlation among ratings was r=0.46 and the average correlation was r=0.72. The 

sentence ratings were z-transformed for each participant to allow for the fact they might 

use the scale differently. The z scores were then converted back to a 1-7 scale  (each 

score was created by adding the grand mean of the whole data set to each z value times 

the standard deviation of the whole data set) and used to assign probabilities to the 

complex target sentences using Luce’s choice axiom (Luce, 1959, 1972). This states that 

the probability of choosing one item over another is equal to the weight of that item 
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divided by the summed weights of the items considered. For this study, the probability of 

choosing sentence interpretation a’ is formulated as shown in equation (5):    

 

(5)  P(a’)= R(a)/R(a)+R(b) 

 

Here a and b correspond to the two events depicted in the experimental sentence 

NPs and R corresponds to the average (transformed) rating obtained for each individual 

event. For the example given above ‘the captain smokes cigars’ (NP1) obtained an 

average score of 6.6767, and ‘the soldier smokes cigars’ (NP2) of 6.6584. Luce’s axiom 

was used to obtain the probabilities for both sentence NP’s as follows2 

• for NP1: 6.6767/6.6767+6.6584=0.5 

• for NP2: 6.6584/6.6767+6.6584=0.499≈0.5 

So the sentence probabilities are: 

 

The captain (0.5)| of the soldier (0.5)| that smokes cigars wears a gun belt 

 

This means that the probability of choosing the interpretation where the relative 

clause is modifying the first NP is 0.5 — the same as the probability of choosing the 

alternative reading. Table 2 shows the ratings and the assigned probabilities using Luce’s 

axiom for four sentence sets as an example. 

 

 

                                                 
2 These are not real probabilities, since a 1-7 scale was used to obtain people’s ratings. Since there is no 0 
in the scale this makes the lowest probability value be 1/1+7 =  0.125. However the relative value (high or 
low) of the probabilities of one NP to the other is what was used to validate the degree of ambiguity of a 
sentence and we do not expect this will affect the results.  
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Sent. 
Set 
num. 

Sent. 
type 

Changing 
 NP 

Sentence Average 
NP1 score 

Average 
NP2 score 

Prob
NP1 

Prob 
NP2 

2 Amb. NP1 The monitor of the computer that is on 
the stand is large 

6.42 6.29 0.50 0.50 

2 Semi-
amb. 

NP1 The plug of the computer that is on the 
stand is large 

4.64 6.29 0.43 0.57 

2 Unamb. NP1 The brand of the computer that is on 
the stand is large 

3.06 6.29 0.33 0.67 

3 Amb. NP1 The professor of the cousin that 
speaks German has curly hair 

6.59 6.39 0.50 0.50 

3 Semi-
amb. 

NP1 The parrot of the cousin that speaks 
German has curly hair 

4.63 6.39 0.42 0.58 

3 Unamb. NP1 The beard of the cousin that speaks 
German has curly hair 

0.94 6.39 0.12 0.88 

7 Amb. NP2 The cow of the farmer that has brown 
hair is drooling 

6.71 4.87 0.57 0.43 

7 Semi-
amb. 

NP2 The cow of the herd that has brown 
hair was drooling 

6.71 3.75 0.57 0.43 

7 Unamb. NP2 The cow of the farm that has brown 
hair is drooling 

6.71 1.20 0.8 0.2 

10 Amb. NP2 The captain of the soldier that smokes 
cigars wears a gun belt 

6.67 6.65 0.5 0.5 

10 Semi-
amb. 

NP2 The captain of the platoon that smokes 
cigars wears a gun belt 

6.67 4.53 0.60 0.40 

10 Unamb. NP2 The captain of the ship that smokes 
cigars wears a gun belt 

6.67 1 0.87 0.13 

Table 2: Example of conversion of ratings to probabilities for four sentence sets. 

 

6.1.3 Participants 

24 adult native speakers of English with normal or corrected-to-normal vision 

participated in the experiment. They were recruited on the campus of the University of 

Texas at Austin through electronic advertising (email). Each participant received a 

compensation of $10 for participating in the experiment. They all were native speakers of 

English currently living in the U.S. 
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6.1.4 Design 

Participants engaged in a game where they had to read sentences on a computer 

screen and then answer follow-up questions about the sentences. They earned 20 points 

for every correct answer, and there were 4 conditions according to how many points they 

lost for an incorrect answer (1, 10, 50 and 100). Each sentence in a set corresponded to a 

different degree of ambiguity. Before assigning them to the different groups, the 

sentences in a set were ordered by their degree of ambiguity as follows: 1) ambiguous, 2) 

semi-ambiguous and 3) unambiguous. For each of the two changing NP groups there 

were 4 penalty conditions and 3 types of sentence. This resulted in 4 (penalties) by 3 

(type of sentence) possibilities so there were 12 different participant groups with 2 

participants per group for a total of 24 participants.  

The stimuli for each group contained one sentence from each of the 24 sets (12 

changing NP1 and 12 changing NP2 sentence sets), which were randomized and then 

assigned a number from 1 to 24 before sentence assignment. The first sentence assigned 

to the first group (group A) was the first sentence in the first sentence set and every 

following group’s assignment started with the next sentence. Table 3 shows the design of 

the first two groups. 

 
 Penalty -1 point Penalty -10 points Penalty -50 points Penalty -100 points 
 GROUP A  
Ambiguous   from set #1 from set #4 from set #7 from set #10 
Semi-ambiguous   from set #2 from set #5 from set #8 from set #11 
Unambiguous   from set #3 from set #6 from set #9 from set #12 

GROUP B 
Ambiguous  from set #2 from set #5 from set #8 from set #11 
Semi-ambiguous  from set #3 from set #6 from set #9 from set #12 
Unambiguous  from set #4 from set #7 from set #10 from set #1 

Table 3: Design of groups A and B for one changing NP group. 
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Each participant saw only one sentence from each set. This counterbalancing 

procedure ensured that all the sentences from each set appeared in all the different 

penalty conditions and that all sentences were seen an equal number of times.  

In addition to the experimental stimuli there were 48 filler sentences of two 

different syntactic types. 24 of them contained a pronoun that was ambiguous in 12 

sentences and unambiguous in the other 12 (e.g. ‘Frank told Peter that he had to go to 

the doctor’). The other 24 fillers contained a prepositional phrase that was ambiguously 

attached in half of the sentences (e.g. ‘The cop shot the robber with the pistol during the 

chase’) but not in the other half. All the fillers were randomly assigned to the different 

penalty blocks for every group making sure that for each block there were an equal 

number of fillers of each type. The resulting design consisted of 72 sentences per group 

(24 target and 48 filler sentences), with 6 target sentences and 12 fillers in each penalty 

block. The order of the penalty blocks and the sentences within each block were 

randomized for each participant. 

 

6.1.5 Follow-up questions 

The follow-up questions to every sentence were about how the ambiguity was 

resolved and what interpretation was finally adopted. They always started with ‘Who or 

what’ and were asked in the past tense. For example a sentence such as ‘The captain of 

the soldier that smokes cigars wears a gun belt’, was followed by the question ‘Who or 

what smoked cigars?’. The correct answer for every question was established taking the 

option that resulted in a higher probability compared to the other interpretation after the 

norming. In the case of both having exactly the same probability, the correct answer was 

randomly assigned to one of the interpretations. After a participant read a sentence, the 



 55 

question appeared on the center of the screen with the two answer options below it, one 

on the right side and one on the left side. The side on which the correct answer appeared 

was randomized for every question. 

 

6.1.6 Apparatus 

In the experiments a Tobii X120 eye tracker was used, set up at an angle of 32 

degrees from the participant’s visual line and a distance of 38.2 cm to the edge of the 

table. The sampling frequency was 120 Hz (the maximum allowed by the device). The 

sentences were displayed on a 19’’ CRT computer monitor with a resolution of 1024x768 

pixels connected to a Mac mini computer. The distance from the monitor to the edge of 

the table was 63.1 cm and the vertical angle was 20 degrees. The sentences were 

displayed centered on the screen using arial black 20-point size font on a white 

background, using the Psychtoolbox package in Matlab. Participants sat on a height-

adjustable chair in front of the computer screen. They proceeded through the experiment 

and provided answers to the questions using a Cedrus RB-720 button box connected to 

the mac mini.  

 

6.1.7 Procedure 

Participants came to the Psycholinguistics Lab in the Linguistics Department and 

after signing a consent form, they sat in front of the computer screen and the eye tracker. 

They read instructions on the computer screen. In order to ensure their involvement in the 

game, the instructions included the announcement that the person with the highest score 

would get a $50 gift card to spend at the University Co-Op store. The eye tracker was 

then calibrated using a 9-point calibration procedure. After calibration they went through 
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three example sentence-question pairs to familiarize them with the stimuli and the task. 

Participants pressed a button on the button box when they were ready to start. When they 

did, the first screen showed a message about what block they were about to start (what 

penalty condition) that said ‘Now you will lose 1/10/50/100 points for every error you 

make’. The message appeared every time they started a new block. After they pressed any 

button, a fixation cross with a size of 60x60 pixels appeared at the location of the first 

letter of the first word of the upcoming sentence. The fixation cross remained on the 

screen until the participant fixated on it (the cross was fixated when the eye tracker took 

50 consecutive samples corresponding to the location of the fixation cross on the screen) 

and then the full sentence was displayed on the screen. When they finished reading they 

pressed any button to display the follow-up question. They answered the question by 

pressing either the rightmost or leftmost button on the button box, and after 0.5 seconds 

the fixation cross appeared again before the next sentence. They did not receive feedback 

about their responses. Participants went through the 72 sentences with no breaks. After 

they finished the four blocks their total point score was displayed on the screen and saved 

on the experiment computer. The whole session lasted 35-40 minutes.  

 

6.2 ANALYSIS 

The data in all 4 experiments was analyzed using mixed effect regression models. 

Linear regression was used for continuous outcome variables and logistic regression for 

categorical variables. Likelihood ratio tests were used to compare nested models and 

Akaike’s Information Criterion (AIC) to compare non-nested models. The analyses are 

presented in three different parts. Decision analysis (how participants responded to the 

questions), eye movement analysis (including reading times and regressive movements), 
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and analysis of reaction times to the follow up questions. Table 4 shows all of the 

outcome variables used in the models. 
	  

Reading time variables 
First Pass reading time (FPRT) Sum of all the first-pass fixation durations on a 

region before any other region is fixed 
Total reading time on a region (TRT) Sum of all fixation durations in a region 
Sentence reading time (SRT) The total amount of time spent reading a sentence 

Regressive eye movement variables 
Regression path duration (RPD) Sum of all first-pass fixation duration in a region 

and all preceding regions between the first fixation 
to the target region and any region to the right. 

Regression count for a region (RC) Total number of regressions out of a region 
Total regression count (TRC) Total regression count for a sentence 

Question response variables 
Reaction time (RT) Time from the appearance of a question on the 

screen until the participant pressed a button 
Accuracy Whether the answer was correct or incorrect 
NP choice Whether the participant chose the first or second NP 

as an answer 

Table 4: Outcome variables used in the models. 

As in other reading experiments (Swets et al., 2008; Traxler et al., 1998; van 

Gompel et al., 2001, 2005), effects are reported for the whole sentence and for the 

potentially ambiguous region (the relative clause), which corresponds to regions 3 and 4. 

Region 3 starts at the relativizer ‘that’ and ends at the word before the head noun of the 

RC. Region 4 corresponds to the head noun of the RC. As an example, sentence (12a) is 

repeated here as (14) with regions 3 and 4 underlined: 

 

14.  (1) The sister |(2) of the man |(3) that has a |(4) sandwich |(5) is on the  

  bed.  

 

For reading times, effects on the whole sentence, as well as the relative clause and 

region 4 are reported. Region 4 always corresponds to one word for all sentences because 



 58 

it is the head noun of the RC, and it is possible to look at first pass reading effects. The 

regression path duration or regression count for the RC cannot be computed by adding 

regions 3 and 4 since one can move back from region 4 to region 3 and that should not be 

counted. It would be necessary to know the destination of every saccade in order to 

calculate this correctly. For regressive movements, reading path duration for region 4 and 

regression counts out of regions 3, 4, and for the whole sentence are reported.  

The models always contained ‘participant’ and ‘sentence’ as random effects on 

the intercept, and three control variables: length in characters of a sentence region, the 

number of words in a region, and the added log frequency of the words contained in a 

region. Word frequencies were obtained from the Linguistic Data Consortium Web 1T 5-

gram Version 1 corpus (Brands and Franz, 2006). 

The procedure to compare the different models was the same across experiments. 

When looking for main effects, the following models were built and compared: one 

model contained only the specified controls (random effects plus the 3 sentence controls) 

and the second model added the variable under evaluation. When looking for interactions, 

the following models were built and compared: one model contained the control variables 

and the two variables under evaluation without an interaction. The other model added the 

interaction. The procedure was the same for a possible three-way interaction but with 

three predictors instead of two.  
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6.3 RESULTS 

The variables included in the analysis of experiment 1 are in table 5: 

 
Variable name Definition 
NP1 probability The probability of the first NP as indicated by the 

norming study 
Penalty how many points were at stake 

Table 5: Predictor variables in experiment 1. 

 

6.3.1 Decision analysis 

There were more correct responses (65.3%) than incorrect ones (34.7%). 

Participants chose the second NP more often (65%) than the first one (35%). Participants 

chose the second NP more often when they gave an incorrect response (139 times out of 

197 incorrect responses) relative to when they responded correctly (233 times out of 371 

correct responses), for a ratio of choosing the second NP versus the first one of 2.39 when 

responding incorrectly versus 1.68 when responding correctly. Figure 1 shows the 

proportion of correct answers and NP1 choices over values of NP1 probability.	  	  

 

Figure 1: Proportion of NP1 choices and correct answers over NP1 probability in 
experiment 1. 
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The bars in the plots represent the mean of an NP1 probability decile (0-0.1, 0.1-

0.2, etc.), and the error bars represent the standard error. There was an effect of NP1 

probability on accuracy, (χ2=18.4, p<0.01), and on NP1 choices (χ2=59.2, p<0.01). The 

probability of selecting NP1 as an answer increased with NP1 probability. There were 

more correct answers when NP1 probability was high or low, although not equally. The 

number of correct responses was higher when NP1 probability was low as compared to 

when it was high. Even though NP1 had a high probability in some sentences participants 

still chose NP2 as a response. There was no effect of penalty or interaction between 

penalty and NP1 probability. So NP1 probability affected the accuracy and choices of 

participants but the penalties did not. 

 

6.3.2 Eye movement analysis 

The percentile distribution of total reading times was examined to look for 

outliers. The criterion used to select a cutting point was a sharp increase of over 1 second. 

The cutting point at the 98.7% percentile excluded total sentence reading times of over 20 

seconds. Sentence reading times shorter than 1 second were also excluded. 

Figure	   2	   shows	   sentence	   reading	   time	   over	   NP1	   probability	   for	   the	   four	  

penalty	  conditions	  



 61 

 

Figure 2: Mean sentence reading time over NP1 probability for the four penalty 
conditions in experiment 1. 

Model comparison showed an effect of NP1 probability on first-pass reading time 

(FPRT) for region 4 (χ2=5.12, p<0.05), total reading time (TRT) for region 4 (χ2=5.01, 

p<0.5) and the relative clause (χ2=17.59, p<0.5), and for sentence reading time (SRT) 

(χ2=10.7, p<0.01). Table 6 shows the coefficients of the model with Sentence Reading 

Time (SRT) as the outcome variable and NP1 probability as the predictor. 

 
 Estimate Std. Error t-value pMCMC 
(Intercept) 4211.779 1335.793 3.153 0.0004 
Region Length -2.663 110.546 -0.024 0.9968 
Region Frequency -68.473 110.842 -0.618 0.5624 
NP1 probability 2859.232 913.718 3.129 0.0010 

Table 6: Fixed	  effects	  of	  best	  model	  for	  sentence	  reading	  time	  in	  experiment	  13. 

                                                 
3 The number of words in region 4 is always 1. Therefore it was excluded from the models and it only 
appears if the model in a table refers to region 3, where the number of words varied by sentence. 
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Reading times increased with NP1 probability in the different penalty conditions, 

but they did not differ significantly from one another. No main effect of penalty or 

interaction between penalty and NP1 probability was found. 

The analysis of regressive eye movements showed a main effect of NP1 

probability on regression path duration (RPD) for region 4 (χ2=6.45, p=0.01), regression 

count (RC) for region 3 (χ2=5.34, p<0.5) and region 4 (χ2=4.92, p<0.5), and on total 

regression count (TRC) (χ2=11.17, p<0.01).  As before, there was also no effect of 

penalty or interaction. Table 7 shows the coefficients of the best model for total number 

of regressions (RC) out of region 4 with NP1 probability as the predictor. Higher NP1 

probability corresponded to more regressions out of both regions of interest and overall. 	  
	  
 Estimate Std. Error t-value pMCMC 
(Intercept) 0.856725 0.381517 2.246 0.0084 
Region Length -0.006023 0.033192 -0.182 0.9586 
Region Frequency 0.020045 0.033318 0.602 0.4004 
NP1 probability 0.636953 0.273457 2.329 0.0138 

Table 7: Fixed	  effects	  of	  the	  best	  model	  for	  regression	  count	  for	  region	  4	  in	  
experiment	  1. 

In summary, NP1 probability affected all of the reading, as well as all of the 

regressive movements measures. However, penalties did not affect any of the variables 

used. 

 

6.3.3 Reaction time analysis 

NP1 probability also significantly affected reaction times (RT) of the follow up 

questions (χ2=5.92, p=0.01). Table 8 shows the fixed effects coefficient for the model 

with NP1 probability as the predictor: 
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 Estimate Std. Error t-value pMCMC 
(Intercept) 3.48761 0.72475 4.812 0.0000 
Region Length -0.01815 0.06107 -0.297 0.7664 
Region Frequency 0.11358 0.06217 1.827 0.0682 
NP1 probability 1.24643 0.50567 2.465 0.0140 

Table 8: Fixed effects of the best model for reaction times in experiment 1. 

Participants took longer to respond as NP1 probability increased. No other effects 

were found on reaction times.  

 

6.4 DISCUSSION OF EXPERIMENT 1 

As explained at the end of the previous chapter, it was expected that earlier 

measures (first-pass reading time and regression path duration), might be relatively 

unaffected when compared to later measures because they reflect processes that precede 

sentence meaning integration in the comprehension process, such as word and part of 

speech recognition. The lack of effect on these early measures together with meaningful 

effects on later measures would suggest that people run into some difficulty integrating 

the sentence meaning and feel the need to read again. A lack of effect on regression path 

duration coupled with meaningful effects on regression counts would indicate that 

subjects read sentences completely before they regress to previously read words. Also, a 

more careful read could consist for example, on slowly and carefully reading each word 

of the sentence once without regressing much. That would be reflected in the finding of 

effects on reading measures but not on regression measures. 

The main finding in experiment 1 is that that probabilities of sentence 

interpretation, as indicated by NP1 probability, affect people’s decision when answering 

follow-up questions, as well as their reading behavior. This effect was found on both 

early and late measures. Penalty, however, did not have an effect. Participants in 
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experiment 1 chose NP2 as an answer to the questions more frequently than NP1 (65% 

vs. 35%). They provided more incorrect responses when they responded with NP2 

compared to NP1. People increasingly selected NP1 as the probability of NP1 increased. 

However, they were less accurate in their responses with higher rather than lower NP1 

probabilities. This is in line with the NP2 bias reported by Cuetos and Mitchell, (1988) 

and it was confirmed in the eye movement analysis. Participants spent more time reading 

sentences with a high NP1 probability. They also made more regressions out of both the 

relative clause and the sentence overall. Upon reaching the head noun of the relative 

clause (region 4), they spent more time looking at previous regions before moving on to 

the last region. The probabilities also affected their reaction times and participants took 

longer to respond to the follow up question when NP1 probability was higher. So when a 

sentence was more likely to be interpreted with the high attachment interpretation, 

participants were less accurate and spent more time reading and responding, compared to 

when NP1 was low — even though the sentence was not really ambiguous.   

The fact that penalty did not have an effect on any measure was not expected. One 

possible reason is that in experiment 1 the different penalties fell around the constant 

value of a correct response. Participants earned 20 points for a correct response. Two of 

the penalties (1 and 10) were smaller than the possible gain, whereas the other two (50 

and 100) were bigger, making it possible that participants may have seen this structure in 

terms of total losses or gains.  People may have behaved according to two subjective and 

simplified payoffs: gain points or lose points. It has been shown that people behave 

differently when they are seeking a gain or avoiding a loss (Kahneman & Tversky, 1979) 

so the structure of the payoffs may have been too coarse. Therefore the penalty groups 

were not sensitive enough. This issue was addressed in experiment two. 
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Chapter 7:  Experiment 2 

 

 

Experiment 2 was an extension of experiment 1 and studied the role of feedback 

in the process of weighing evidence by providing feedback to participants about their 

accuracy after every question. Feedback is known to play an important role in decision 

making, improving performance in general by providing information about the 

distribution of the possible outcomes (Brand, 2008; Jessup et al., 2008; Osman, 2011). It 

was expected that if feedback were provided to participants, they would use it to adjust 

their responses to the distributions of correct answers (each NP was the correct response 

50% of the times). 

 

7.1 METHOD 

The design of experiment 2 is similar to experiment 1. This time 36 people 

participated in the experiment, 3 per penalty group.  The penalty groups in this case were 

1, 2, 4, and 8, and the gain for a correct answer was 1 point in order to use a logarithmic 

scale and avoid a situation like experiment 1, where in two penalty conditions (1 and 10) 

participants could always win more (20 points) than they could lose, but in the other two 

(50 and 100), it was the other way around. Unlike in experiment 1, feedback was 

provided to participants about their responses after they answered every question. They 

saw a smiling face if their answer was correct and a frowning face if it was incorrect. 

Then the next screen informed them of the points at stake for the question, their point 

gain or loss, and their running total. Each of these two screens was displayed for 1.5 
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seconds. At the end of the session their total score was converted to an amount of money 

from $0 to $5.  

 

7.2 RESULTS 

The independent variables used in the analysis of experiment 2 are the same as in 

experiment 1, but in order to assess the impact of feedback, the accuracy on the previous 

trial was added to the analysis.  

 

7.2.1 Decision analysis 

As in experiment 1, there were more correct responses (69%) than incorrect ones 

(31%), and participants chose the second NP more often (63%) than the first one (37%). 

There were only small differences in the ratio of selecting the second NP as an answer 

when giving correct versus incorrect responses. When they chose the second NP, there 

were 154 out of 261 incorrect responses and 357 out of 581 correct responses, for a ratio 

of choosing the second NP versus the first one of 1.44 when responding incorrectly 

versus 1.60 when responding correctly. Figure 3 shows the effect of NP1 probability on 

NP choice and accuracy. 
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Figure 3: Proportion of NP1 choices and correct responses over NP1 probability in 
experiment 2. 

NP1 probability significantly affected accuracy (χ2=10.6, p<0.01) and NP choice 

(χ2=81.5, p<0.01). Like in experiment 1, as NP1 probability increased, the probability of 

choosing NP2 as an answer decreased. The probability of answering incorrectly was also 

higher with high NP1 probabilities. Again, there were more correct answers when NP1 

probability was high or low, although not equally. The probability of answering correctly 

was higher when NP1 probability was low than when it was high. There was no effect of 

penalty or interaction with NP1 probability. 

 

7.2.2 Eye movement analysis 

The percentile distribution of total reading times was examined to look for 

outliers. The criterion used to select a cutting point was a sharp increase of over 1 second. 

The cutting point at the 98.5% percentile excluded reading times over 24 seconds. Figure 

4 shows mean sentence reading times over NP1 probability for the 4 penalty conditions. 
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Figure 4: Mean sentence reading time over NP1 probability for the four penalty 
conditions in experiment 2. 

Model comparison showed an effect of NP1 probability on TRT for the relative 

clause (χ2=9.33, p<0.01) and SRT (χ2=11.7, p<0.01) but not on FPRT. Reading times 

increased with NP1 probability in the different penalty conditions, but they did not differ 

significantly from one another. No main effect of penalty or interaction was found.  

Close inspection of the data showed that reading times seem to increase with NP1 

probability to the point of maximum ambiguity and then decrease again. In order to 

investigate this pattern further, the model with NP1 probability as the predictor was 

compared to a model that also contained a quadratic term, to account for the decline in 

reading times for higher values of NP1 probability4. This model was a better fit for TRT 

                                                 
4 When checking for an effect of a quadratic term on measures unaffected by NP1 probability, one model 
contain only the control variables and the other contained the control plus NP1 probability and the 
quadratic term. 



 69 

for the relative clause (χ2=5.19, p<0.05), and SRT (χ2=4.68, p<0.05) in experiment 2. 

The procedure was repeated with the data from experiment 1. In this case the addition of 

the quadratic term did not improve the fit. Differently to experiment 1, in experiment 2, 

reading times increase with NP1 probability to the point of maximum uncertainty and 

then decrease again, making entropy, as defined in equation (3), a better predictor. 

Highest entropy corresponds to sentences that are most uncertain about the outcome of 

disambiguation, that is where the two interpretations are equally likely and NP1 and NP2 

probability are near 0.5. We can thus say that higher entropy resulted in longer reading 

times.  

To evaluate the impact of feedback, models with and without accuracy of the 

previous trial were compared. All of the reading time variables were significantly 

affected by this variable (FPRT for region 4 (χ2=146.2, p<0.01), TRT for region 4 

(χ2=180.1, p<0.01) and for the relative clause (χ2=203.4, p<0.01), and SRT (χ2=229.3, 

p<0.01)). Participants spent more time reading after answering incorrectly on the 

previous trial. No other effect or interaction was found. The best model had NP1 

probability, a quadratic term, and accuracy in the previous trial as the predictors 

(χ2=229.4, p<0.01, when compared with the model with only NP1 probability, and a 

quadratic term). Table 9 shows the fixed effects coefficient of the model with SRT as the 

outcome variable. 
	  
 Estimate Std. Error t-value pMCMC 
(Intercept) 3464.557 1134.718 3.053 0.0032 
Region Length -5.352 79.593 -0.067 0.9344 
Region Frequency -92.647 80.935 -1.145 0.2382 
NP1 probability 8015.514 2581.248 3.105 0.0014 
I(NP1 probability^2) -5898.497 2587.281 -2.280 0.0206 
Accuracy in previous trial:incorrect 1191.555 234.565 5.080 0.0001 

Table 9: Fixed effects of the best model for sentence reading time in experiment 2. 
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Reading times increased with NP1 probability and decreased with the quadratic 

term, adjusting to entropy as explained above. Also, participants spent more time reading 

after they responded the previous question incorrectly. 

The analysis of regressions shows that NP1 probability did not affect RPD, but it 

had an effect on RC out of region 3 (χ2=4.83, p<0.05) and TRC (χ2=4.52, p<0.05), with 

participants making more regressions with higher NP1 probabilities. There was no main 

effect of penalty or interaction between penalty and NP1 probability.  

Models with and without a quadratic term were also compared. The quadratic 

term provided a better fit marginally for RC for region 3 (χ2=3.26, p<0.07) and clearly 

for TRC (χ2=4.33, p<0.03). 

As with reading times, accuracy on the previous trial affected all the regression 

measures significantly (RPD for region 4 (χ2=191, p<0.01), RC for region 3, (χ2=50.8, 

p<0.01) and for region 4 (χ2=33.7, p<0.01), and TRC (χ2=69.6, p<0.01)). Participants 

made more regressive movement out of both the region of interest and overall, and they 

spent more time rereading after receiving feedback on an incorrect response in the 

previous trial. The best model for TRC had NP1 probability, a quadratic term, and 

accuracy in the previous trial as the predictors (χ2=69.74, p<0.01, when compared with a 

model with only NP1 probability and a quadratic term). Table 10 shows the fixed effects 

coefficient for the model with TRC as the outcome variable. 
	  
 Estimate Std. Error t-value pMCMC 
(Intercept) 3.719706 1.211027 3.072 0.0010 
Region Length 0.016449 0.085218 0.193 0.8318 
Region Frequency -0.002807 0.086719 -0.032 0.9920 
NP1 probability 7.293031 2.764032 2.639 0.0066 
I(NP1 probability^2) -6.005008 2.769936 -2.168 0.0270 
Accuracy on previous trial:incorrect 0.975545 0.253542 3.848 0.0001 

Table 10: Fixed effects of the best model for total regression count in experiment 2. 
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The number of regressions increased with NP1 probability and decreased with the 

quadratic term, adjusting to entropy as explained above. Also, participants made more 

regressions after they responded to previous question incorrectly. 

In summary, NP1 had an effect reading times (except TRT in region 4) and it also 

affected the total number of regressions. Reading times adjusted better to a model 

including a quadratic term, similar to entropy, as they increased with NP1 to the point of 

maximum uncertainty but then declined. Accuracy on the previous trial had an effect on 

all the outcome variables. There was no effect or interaction of penalty. 

 

7.2.3 Reaction time analysis 

NP1 probability significantly affected reaction times to the follow-up questions 

(χ2=3.82, p=0.05). There was also a significant effect of accuracy in the previous trial as 

in all the other measures. The inclusion of a quadratic term did not improve the fit. The 

best model had NP1 probability and accuracy in the previous trial as the predictors 

(χ2=3.58, p=0.05, when compared with the model with only accuracy in the previous 

trial, and χ2=44.7, p<0.01 when compared with a model with only NP1 probability). 

Table 11 shows the fixed effects coefficient for the model. 

 
 Estimate Std. Error t-value pMCMC 
(Intercept) 2.57312 0.55572 4.630 0.0001 
Region Length 0.01118 0.04786 0.234 0.7856 
Region Frequency 0.07771 0.04816 1.614 0.0898 
NP1 probability 0.74949 0.39126 1.916 0.0412 
Accuracy in previous trial:incorrect 0.15629 0.13449 1.162 0.2250 

Table 11: Fixed effects of the best model for reaction times in experiment 2. 
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Participants took longer to respond as NP1 probability increased and after they 

responded incorrectly to the question in the previous trial. No other effects were found on 

reaction times.  

 

7.3 DISCUSSION OF EXPERIMENT 2 

In experiment 2, first-pass reading time was not affected by any predictor. The 

probabilities of sentence interpretations affected people’s decisions (when answering the 

follow-up questions) and their reading behavior. Participants chose NP2 as an answer to 

the follow-up questions more often than NP1 (63% vs. 37%). One difference with 

experiment 1 is that in experiment 2 when participants chose NP2 as an answer the ratios 

of correct versus incorrect responses were much closer than in experiment 1. 

Furthermore, overall accuracy increased by 4%. This indicates that participants adjusted 

better to the 50% distribution of correct NP attachments and the bias towards NP2 

attachment was not apparent. People also increasingly chose NP1 as an answer as the 

probability of NP1 increased.  

Eye movement analysis revealed that readers made use of feedback to adjust to 

the distribution of correct responses. Similarly to experiment 1, reading times (except 

first-pass reading time) and total regressions increased with NP1 probability to the point 

of maximum uncertainty, where NP1 probability was near 0.5, but then, contrary to 

experiment 1, they decreased as NP1 probability continued to go up, making entropy, as 

defined in equation (3), a better predictor than NP1 probability. The effect of the NP2 

bias disappeared when participants changed their expectations in response to feedback. 

This effect was also found in the analysis of regressions, although it was only apparent in 

the total number of regressions, and not in the regression count out of regions 3 and 4.  
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The probabilities also affected reaction times, and participants took longer to 

respond to the follow-up question when NP1 probability was higher. In this case reaction 

times did not decrease for NP1 probabilities higher than 0.5, suggesting that even though 

reading times for sentences with high NP1 probabilities was similar to that of sentences 

with low NP1 probabilities, they still did not feel confident enough to respond without 

increased reaction time to the follow-up question.  

These results support the tuning hypothesis of RC attachment. Feedback helped 

readers learn that each NP was the correct place for attachment 50% of the time. 

Exposure to the actual result of the disambiguation caused readers to adjust their 

behavior, and thus ignore their bias. Other accounts of RC attachment discussed in 

section 2.3.2 do not explain these results. In the construal account the differences in 

attachment are due to the relation (primary or non-primary) of the constituent being 

attached, to the predicate. This may explain why some kinds of structures are attached in 

the case of ambiguity, but in the current experiments, the structure is always an RC so it 

should be resolved in the same way when it is ambiguous. In the Recency account, the 

recency and predicate proximity principles are weighted differently for different 

languages, but it is not clear how to account for differences in attachment within one 

same language. The same applies to the Implicit Prosody hypothesis, where the more 

natural prosodic contour may account for the different attachment preferences. All the 

sentences used have the same structure and no punctuation so they should all have the 

same or very similar prosodic contour. 

The penalties did not have an effect on any outcome variable. In experiment 3, the 

penalties were simplified, and clearer risky and non-risky conditions were created to try 

to differentiate between payoffs. 
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Finally, both early measures (FPRT and RPD) were not affected by any predictor, 

except accuracy in the previous trial, which had a big effect on every variable. The lack 

of effects on first-pass reading time combined with the finding of effects on total reading 

times suggests that people spend additional time rereading in order to integrate sentence 

meaning. They first read the sentence completely, and then went back to previous 

regions. 

The most interesting finding is the effect of feedback on reading times. Contrary 

to experiment 1, reading times adjusted better to a model that included NP1 probability 

and a quadratic term. Participants did not spend additional time reading when NP1 

probability was higher, as they did in experiment 1. This shows that feedback provided 

the opportunity to update the current knowledge of the distribution of responses, and 

caused subjects to ignore their biases.  
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Chapter 8:  Experiment 3 

 

 

Experiment 3 studied how very different degrees of possible losses affected 

sentence processing. In order to make the penalty groups clearly risky and non-risky, the 

payoffs were simplified and there were only two groups; in one of them participants 

earned more points for a correct answer than they lost for an incorrect one whereas in the 

other condition it was the other way around, with a balanced setup in terms of correct 

responses (each NP was the correct answer 50% of the times, based on norming results). 

This experiment served as a base line for comparison with experiment 4 where the 

answers were manipulated. Another advantage of this between-subjects design, where the 

payoffs are constant, is that it also allows for an analysis across trials in order to look for 

learning effects. 

It was expected that participants in the high-risk ‘lose’ condition would want to be 

more careful when reading since there is a high cost for an error and it takes several 

correct responses to make up for 1 mistake. Participants in the low-risk ‘gain’ condition 

might not read as long since they lose only 1 point in case of an error so it may not be 

worth to spend the time reading before pressing a button.  

 

8.1 METHOD 

The setup was very similar to that of experiment 2 but it was simplified. There 

were two payoff groups. Participants in the ‘gain’ condition always earned 5 points for a 

correct answer and lost 1 for an incorrect one. In the ‘lose’ condition they earned 1 point 

for a correct answer and lost 5 for every mistake. These penalties were chosen to clearly 
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differentiate between the gain and lose conditions. If a participant were to answer the 

questions randomly, he or she would end up with a positive score in the gain condition 

and a negative score in the loss condition. The simplification of the penalties also allowed 

reducing the number of participants groups. The new design had 3 participant groups, 

according to which sentence from each set they read, and two payoffs.  30 people 

participated in the experiment.  

 

8.2 RESULTS 

The independent variables used in the analysis of experiment 3 are the same as in 

experiment 2 (NP1 probability, payoff and accuracy in the previous trial) with the 

addition of trial number to look for effects across trials.  

 

8.2.1 Decision analysis 

There were more correct responses (73%) than incorrect ones (27%) and 

participants chose the second NP more often (58.1%) than the first one (41.9%). There 

were only small differences in the ratio of selecting the second NP as an answer when 

giving correct versus incorrect response. When they chose the second NP, there were 147 

out of 247 incorrect responses and 383 out of 665 correct responses, for a ratio of 

choosing the second NP versus the first one of 1.46 when responding incorrectly versus 

1.35 when responding correctly. Figure 5 shows the effect of NP1 probability on NP 

choice and accuracy. 
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Figure 5: Proportion of NP1 choices and correct answers over NP1 probability in 
experiment 3. 

Model comparisons showed an effect of NP1 probability on accuracy (χ2=6.79, 

p<0.01), and NP1 choices (χ2=92.5, p<0.01). The probability of selecting NP1 as an 

answer increased with NP1 probability. The probability of answering incorrectly was 

higher with high NP1 probabilities As in experiments 1 and 2, there were more correct 

answers when NP1 probability was high or low, although not equally. The probability of 

responding correctly was higher when NP1 probability was low than when it was high. 

There was no effect of payoff or interaction with NP1 probability.  

There was no effect of payoff on accuracy (72% in the gain condition and 73.8% 

in the losing condition) or in NP choice (59.2% of NP2 selections in the gain condition 

and 57.1% in the lose condition). Over trials, accuracy improved from 68% to 79% with 

highest accuracy in the last part of the experiment. The selection of NP1 as an answer 

ranged between 39% and 45%. Model comparison showed no effect of trial order on 

accuracy or NP1 choices. Figure 6 shows the proportions of correct responses and NP1 

choices over trials.  
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Figure 6: Proportion of NP1 choices and correct answers over trials in experiment 3. 

The proportion of correct responses was almost flat around 73%, with a slight 

increase towards the end, when it was close to 79%. The number of NP1 choices first 

decreased but it was flat at trial 25 and slightly increased towards the end where it was 

close to 50%, sign that participants realized the underlying distribution of correct 

responses.  

 

8.2.2 Eye movement analysis 

The percentile distribution of total reading times was examined to look for 

outliers. The criterion used to select a cutting point was a sharp increase of over 1 second. 

The cutting point at the 99.4% percentile excluded reading times over 24 seconds. Figure 

7 shows mean sentence reading times over NP1 probability ranges for the 2 payoff 

conditions. 
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Figure 7: Mean sentence reading time for the two payoff conditions in experiment 3. 

Model comparison showed that by contrast with experiments 1 and 2 there was no 

significant effect of NP1 probability. Given that the inclusion of a quadratic term 

improved the fit in experiment 2, entropy, which peaks at the highest point of ambiguity, 

was used in experiment 3 because it provides a similar measure in one single predictor, as 

opposed to NP1 probability and the quadratic term.  Since there was no effect of NP1 

probability, a null model with only control variables was compared to a model including 

entropy, calculated following equation (3). The model did not improve the fit. However, 

the two payoffs differed in whether reading times adjusted better to NP1 probability or to 

entropy. Two models, one with NP1 probability as the predictor and the other one with 

entropy were compared. Reading times for both the relative clause and SRT adjusted 

better to NP1 probability in the gain condition. This was indicated by a lower AIC score 

for the model with NP1 probability, when compared to the model with entropy (5879 vs. 

5882 for the relative clause, and 6847 vs. 6848 for SRT). In contrast, entropy was a better 

predictor in the lose condition (AIC of 6091 vs. 6093 for the relative clause and 6709 vs. 

6710 for SRT).  
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Accuracy on the previous trial affected all the measures in a significant way 

(FPRT for region 4 (χ2=179.6, p<0.01), TRT for region 4 (χ2=208.1, p<0.01) and the 

relative clause (χ2=234.1, p<0.01), and for SRT (χ2=257.3, p<0.01)). Participants spent 

more time reading after answering incorrectly on the previous trial. No other effect or 

interaction was found.  

The analysis of regressive movements showed a significant effect of NP1 

probability only on the RC of region 3 (χ2=4.83, p<0.05), with number of regressions 

increasing with NP1 probability. The addition of a quadratic term to this model 

marginally improved the fit (χ2=3.28, p<0.06), and RC of region 3 decreased with the 

quadratic term. In fact, as with reading times, RPD for region 4 and RC for region 3 

adjusted better to a model with NP1 probability as the predictor than to a model with 

entropy in the gain condition (AIC of 5639 vs. 5644 for RPD of region 4, and 1103 vs. 

1108 for RC of region 3). In contrast, entropy was a better predictor in the lose condition 

(AIC of 6163 vs. 6164 for RPD of region 4 and 1118 vs. 1120 for RC of region 3). 

Accuracy on the previous trial affected all the measures in a significant way (RPD 

of region 4 (χ2=260.3, p<0.01), RC for region 3 (χ2=38.4, p<0.01) and region 4 (χ2=38.8, 

p<0.01), and TRC (χ2=64, p<0.01)).  

There was an effect of trial number on SRT (χ2=7.02, p<0.01) and TRC (χ2=5.95, 

p=0.01). Participants spent less time reading and made fewer regressions as they 

proceeded through the trials. Figure 8 shows mean sentence reading times for the two 

payoff conditions.  
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Figure 8: Mean sentence reading time over trials for both payoffs in experiment 3. 

This effect impacted differently on the two payoff conditions. By payoff, trial 

order significantly affected SRT of the gain condition (χ2=12.8, p<0.01), but not of the 

lose condition (χ2=0.24, p=0.6). Reading times initially increased for both payoff groups. 

They decreased in the gain payoff group starting on trial 30. However, in the lose payoff 

reading times kept increasing until trial 45 and then started to decrease.  

In summary, contrary to experiments 1 and 2, there was no significant effect of 

NP1 probability or entropy on reading times although an effect was found for the number 

of regressions out of region 3. The addition of a quadratic term marginally improved the 

fit. NP1 probability was a better predictor of reading times and two of the regression 

measures in the gain condition, when compared to entropy. The situation was the 

opposite in the lose condition. As in the previous experiments, accuracy on the previous 

trial had an impact on every variable. Trial number had an effect on SRT that 

significantly affected the ‘gain’ payoff group, but not the ‘lose’ payoff group.  
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8.2.3 Reaction time analysis 

Mean reaction times were 2.03 seconds in the gain condition and 2.41 seconds in 

the lose condition. Model comparison showed a marginal effect of payoff in reaction 

times (χ2=2.7, p<0.09). The difference between the conditions was clearer when they 

selected NP1 as answer (χ2=4.75, p<0.05), with participants in the lose condition taking 

more time when selecting NP1. Figure 9 shows mean reaction times over trials for the 

gain and lose conditions. 

Figure 9: Mean reaction times over trials for both payoffs in experiment 3. 

There was an effect of trial number (χ2=8.05, p<0.01). Reaction time decreased as 

trial number increased. By payoff, trial order significantly affected RT for the gain 

condition (χ2=10.45, p<0.01), but not in the lose condition (χ2=0.7, p=0.3). Reaction 

times were very similar at the beginning of the session and decreased more or less 

linearly in the gain condition. In the lose condition they were stable or increased slightly 

until past the first half of the trials and then decreased.  

NP1 probability did not significantly affect reaction times to the follow-up 

question but there was a marginal effect of entropy (χ2=3.5, p=0.06). Reaction times 
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increased with entropy, which is highest at the point of maximum ambiguity. There was 

also a significant interaction of entropy with payoff (χ2=3.86, p<0.05). Figure 10 shows 

mean reaction times over entropy for both payoff conditions. 

Figure 10: Mean reaction times over entropy for both payoff conditions in experiment 
3. 

In the lose condition, reaction times increased with entropy quite linearly, as 

participants took more time to respond when the sentences were more ambiguous. For the 

gain payoff participants did not care so much, as their score was always positive and only 

when entropy was really high was their reaction times affected. 

Finally, accuracy in the previous trial also affected reaction times (χ2=66.1, 

p<0.01), with longer reaction times after an incorrect response. 

 

8.3 DISCUSSION OF EXPERIMENT 3 

The probabilities of sentence interpretations affected people’s decisions when 

answering the follow up questions. Participants chose NP2 as an answer to the follow up 

questions more often than NP1 (58% vs. 42%). Similarly to experiment 2 and contrary to 
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experiment 1, when participants chose NP2 as an answer the ratios of correct versus 

incorrect responses were quite similar, a sign that they were responding according to the 

feedback provided. As in both previous experiments, people increasingly chose NP1 as 

an answer as the NP1 probability increased, but they were less accurate in their responses 

with higher rather than lower NP1 probabilities.  

Contrary to experiments 1 and 2, there was no significant effect of NP1 

probability or entropy on reading times or regressions. Nonetheless, reading times (and 2 

regression measures) adjusted to different distributions. In the gain condition, NP1 

probability was a better predictor than entropy. In the lose condition it was the other way 

around. This is somewhat speculative given the lack of effect of NP1 probability and 

entropy, but it is interesting when is considered together with other effects reported next.  

There was an effect of trial number on SRT that affected the payoff conditions 

differently. In the gain payoff group, reading times significantly decreased as trial 

number increased. Since they were earning more points than they were losing participants 

spent less time reading the sentences as their score in the experiment increased. In the 

lose payoff group reading times kept increasing over more trials and only towards the end 

they started to decrease. This can be interpreted as participants reading more carefully 

since they were losing more points than they were earning, and only once they figured 

out the pattern of responses their reading times decreased.  

The effects on reaction times were similar. An interaction between payoff and 

entropy showed that reaction times of participants in the lose condition were sensitive to 

the level of ambiguity of the sentence, measured by entropy. In contrast, reaction times of 

participants in the gain condition were not. This latter group showed a slight decrease in 

reaction time as entropy increased and only when entropy was quite high they spent 

additional time thinking before they responded to the questions. Again, this finding must 
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be taken with caution. Over trials, participants were quicker to respond as they proceeded 

through the experiment. By payoffs, reaction times decreased linearly for the gain 

condition, but they remained stable over more trials before they started to decrease in the 

lose condition. Participants in the gain condition were earning many more points than 

they were losing and did not stop to think much before providing an answer. In the lose 

condition, participants had the reverse situation so they responded more carefully until 

the last part of the experiment, where they had figured out the pattern of responses. 

Altogether these findings, although a little speculative, suggest that participants in the 

lose payoff condition were being more careful in their reading and responding than 

participants in the gain condition. Further research is needed in order to confirm this. 

If this difference between the payoff groups is further supported by additional 

investigation it would also be difficult to explain under attachment mechanisms other 

than the tuning hypothesis. The fact that one same sentence may be read differently 

according to the points at stake would not support any account with fixed mechanisms to 

resolve RC attachment ambiguities. If this hypothesis receives further support it could 

inform existing models of language processing by providing the addition of a utility term 

that takes into account how much it matters to pay attention to the task, in order to make 

better predictions.  

There was also a marginal general effect of payoff on reaction times, with longer 

reaction times in the lose payoff group. This was clearer when participants chose NP1 as 

an answer. Participants in the lose condition took longer to choose NP1. Although only 

marginal, this suggests a possible difference between information seeking and decision 

making stages. It could be that when they look for information the focus is on reducing 

the uncertainty and not about the consequences. But at the time of the decision the 
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possible payoffs gain more relevance and they are more likely to be taken into account. 

Further investigation may be able to evaluate the significance of this hypothesis. 

Accuracy in the previous trial also affected reaction times. They were longer after 

an incorrect response. This effect was the clearest found on all variables used in the 

experiment. Clearly, participants in both payoff conditions read more carefully after 

being informed of an incorrect response, in line with the good enough account, where a 

reader chooses a level of processing, as indicated by reading times, that is appropriate to 

the task.  
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Chapter 9:  Experiment 4 

 
	  

Experiment 4 was a variation on experiment 3 where the correct answers to the 

follow-up questions were manipulated. Following the Tuning Hypothesis, it is expected 

that if participants are driven by the probability with which they have disambiguated 

similar sentences before, exposing them to a carefully biased set of stimuli should 

influence their preferences. Cuetos, Mitchell and Corley (1996) provided some support 

for this idea in their study with Spanish-speaking children discussed before. In order to 

investigate if that is also the case for English speakers, and to be able to look at how fast 

they adjust to evidence provided by feedback, the necessary probability for accepting an 

interpretation as correct was manipulated. 

 

9.1 METHOD 

The design was similar to that for experiment 3, in that it had a ‘gain’ and a ‘lose’ 

condition with the same payoffs. In experiment 4 participants were further divided into 

two additional groups. In the ‘pro-bias’ condition, NP1 was the correct answer only when 

its probability was high (in the highest 25% of the range of NP1 probability values). In 

the ‘counter-bias’ condition, NP2 was the correct answer only when its probability was 

high (in the highest 25% of the range of NP2 probability values). So in the former, most 

correct responses were NP2, following the NP2 attachment bias, whereas in the latter, 

most correct responses were NP1, counter to the bias. 
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9.2 NORMING OF FILLER SENTENCES 

In order to be able to assign probabilities to the filler sentences, an online norming 

study was carried out through Amazon’s Mechanical Turk service. 50 people participated 

in the study over two days. The procedure was similar to the norming of the experimental 

sentences, but because the structure of the filler sentences is different than the structure of 

the experimental sentences the task varied. Instead of asking people to rate individual 

events that are part of more complex sentences, they read one filler sentence followed by 

one of two possible paraphrases. Next they were asked to rate their confidence that the 

paraphrase was a correct reading of the sentence. Each participant read each sentence 

twice (followed by one or another paraphrase), and all sentences were randomized for 

every participant. Probabilities were then assigned following the same procedure, using 

Luce’s choice axiom as in the previous norming study.  

The same criterion as with the experimental sentence was used to assign correct 

and incorrect responses in the two threshold conditions. This procedure is explained next.  

 

9.3 ANSWER MANIPULATION 

Once the probabilities were assigned, the “correct” responses for all sentences 

were manipulated. In experiment 3 NP1 and NP2 were the correct answer 50% of the 

time each. In experiment 4, for the ‘pro-bias’ condition, NP1 was the correct answer only 

when its probability was in the highest 25% of the range of values of NP1 probability 

(over 0.7). In the ‘counter-bias’ condition, NP2 was the correct answer only when its 

probability was in the highest 25% of the range of NP2 values (over 0.77). 

 In the pro-bias condition this resulted in NP2 being the correct response in 55, 

52, and 55 out of 72 sentences, including experimental and filler items, for the three 

participant groups (A, B, and C, according to which sentence from each sentence set they 
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read) respectively. In	  the	  counter-‐bias	  condition	  NP1	  was	  the	  correct	  response	  in	  52,	  

out	  of	  72	  sentences	  for	  each	  of	  the	  three	  main	  groups 

As an example, in the experimental sentence in (15) the norming probabilities for 

both NP’s are in parenthesis: 

 

15. The Chihuahua (0.4) of the boy (0.6) that plays catch is in the garden 

 

The sentence was followed by the question ‘who or what played catch?’ and the 

correct answer was ‘the boy’ in experiments 1-3, as indicated by the probabilities, so this 

is a low attachment sentence. However in experiment 4, when this sentence appeared in 

the counter-bias condition, because the probability of NP2 is not in the highest 25% of 

the full range of NP2 probability values, the correct answer was reset to ‘the Chihuahua’, 

making the disambiguation counter to the English bias towards NP2. When the sentence 

appeared in the pro-bias condition, because NP1 probability is not in the highest 25% of 

the range of values, the correct response was reset to ‘the boy’ in line with the NP2 bias. 

 

9.4 APPARATUS 

Experiment 4 took place in the new psycholinguistics lab in the Linguistics 

department. The setup was the same as in the previous experiments except for the 

following: A 24” LED monitor was used with the same resolution of 1024x768. The 

angle of the eye tracker was set at 35°. The distance to from the edge of the table to the 

monitor was 64 cm and 50 cm to the eye tracker. The vertical angle was 0°. Participants 

also made use of a chin rest to stabilize their heads. 
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9.5 PARTICIPANTS 

48 native speakers of English participated in the experiment, 12 per each payoff 

and threshold combination. 

 

9.6 RESULTS 

The independent variables used in the analysis of experiment 4 are the same as in 

experiment 3 (NP1 probability, payoff, accuracy on the previous trial, and trial number), 

with the addition of the probability threshold condition (pro-bias or counter-bias) and its 

possible interactions.  

 

9.6.1 Decision analysis 

Participants answered correctly more often (74.7%) than incorrectly (25.3%) and 

they chose the second NP more often (60%) than the first one (40%) overall. Over trials, 

accuracy improved from 66% to 80%, with highest accuracy in the last part of the 

experiment. The selection of NP1 as an answer ranged between 34% and 42.6%. By 

payoff condition, participants did not differ in accuracy (75.2% in the gain condition and 

74.2% in the losing condition) or in NP choice (40.6% of NP2 selections in the gain 

condition and 39.4% in the lose condition), but they differed by threshold group. Model 

comparison showed a significant effect of threshold condition on accuracy (χ2=6.53, 

p=0.01), with 78.3% of correct responses in the pro-bias condition and 71% in the 

counter-bias condition. There was also an effect of threshold on NP1 choices (χ2=37, 

p<0.01), with 73.9% selections in the pro-bias condition being for NP2 versus 46.1% in 

the counter-bias condition. The two threshold groups behaved differently over trials. 
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Figure 11 shows the proportion of correct responses and of NP1 choices by trial for the 

two threshold conditions. 

 

Figure 11: Proportions of correct responses and NP1 choices over trials for both 
threshold conditions in experiment 4. 

Model comparison showed an effect of trial number on accuracy (χ2=22.09, 

p<0.01) and on NP choice (χ2=6.63, p=0.01). There was also an interaction between trial 

number and threshold that significantly affected NP choice (χ2=48.9, p<0.01). Comparing 

the first and the last 10 trials, accuracy in the pro-bias condition increased from 73% to 

79.5%, while in the counter-bias condition started at 59.5% and reached 84.6% at the end 

of the experiment. Consequently, the number of NP1 selections as an answer also 

differed. In the pro-bias condition it decreased from 36.5% to 16.4% whereas in the 

counter-bias condition it increased from 31% to 75.4%. Participants improved their 

accuracy over trials by selecting the appropriate NP as an answer increasingly. 

Participants in the counter-bias condition started with low accuracy but adjusted their 
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responses according to feedback and eventually their proportion of correct responses was 

higher than in the pro-bias condition.  

Model comparison showed a significant effect of NP1 probability on accuracy 

(χ2=13.2, p<0.01) and NP choice (χ2=96.9, p<0.01). Accuracy decreased as NP1 

probability increased and participants chose NP2 less often when NP1 increased. When 

compared with NP1 probability, entropy was a better predictor of accuracy (AIC= 1224 

for NP1 probability and 1190 for entropy) but not for NP choice. There was an 

interaction of entropy and threshold that significantly affected accuracy (χ2=15.33, 

p<0.01) and NP choice (χ2=13.68, p<0.01). Table 12 shows the coefficient of this model: 

 
 Estimate Std. Error z-value Pr(>|z|) 
(Intercept) -7.87711 1.38633 -5.682 1.33e-08 
Region Length 0.01072 0.05958 0.180 0.857189 
Region Frequency 0.06457 0.06131 1.053 0.292307 
Entropy 8.20975 1.29010 6.364 1.97e-10 
THRESHOLDpro-bias.75 4.63143 1.40898 3.287 0.001012 
Entropy:THRESHOLDpro-bias.75 -5.39238 1.47481 -3.656 0.000256 

Table 12: Fixed effects the model with an interaction between entropy and threshold 
interaction for accuracy in experiment 4. 

Participants were more likely to be correct than incorrect in general. The 

probability of responding incorrectly, increased with entropy but it did so more steeply in 

the counter-bias condition.  

Finally, there was an effect of accuracy on the previous trials on accuracy 

(χ2=19.4, p<0.01), and NP choice (χ2=31.3, p<0.01). Participants were less likely to 

answer incorrectly and more likely to choose NP2 after an incorrect response.  
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9.6.2 Eye movement analysis 

The percentile distribution of total reading times was examined to look for 

outliers. The criterion used to select a cutting point was a sharp increase of over 1 second. 

The cutting point at the 99.2% percentile excluded reading times over 30 seconds. 

Model comparison showed an effect of NP1 probability on TRT for the relative 

clause (χ2=7.97, p<0.01), and SRT (χ2=8.75, p<0.01).  There was no effect on FPRT. 

Reading times increased with NP1 probability. No main effect of entropy, payoff, or 

threshold was found. There was also no interaction of payoff with threshold or NP1 

probability, but there was an interaction between NP1 probability and threshold. This was 

significant for TRT for region 4 (χ2=13.4 p<0.01), for the relative clause (χ2=10.8 

p<0.01), and for SRT (χ2=8.01, p<0.01). Figure 12 shows SRT over NP1 probability for 

the two threshold conditions.  

Figure 12: Mean sentence reading time over NP1 probability for the two threshold 
conditions in experiment 4. 

Participants in the pro-bias condition behaved similarly to participants of 

experiment 1 and their reading times increased as NP1 probability increased. Reading 
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times in the counter-bias condition increased when NP1 was low but then started 

decreasing when NP1 probability went above 0.4 and they were similar to initial reading 

times for higher NP1 probabilities. Table 13 shows the coefficients of the model with the 

interaction of NP1 probability and threshold for SRT. 

 
 Estimate Std. Error t-value pMCMC 
(Intercept) 6613.13 1162.62 5.688 0.0001 
Region Length -91.28 87.49 -1.043 0.2952 
Region Frequency -82.46 89.25 -0.924 0.3422 
NP1 probability 329.55 885.18 0.372 0.7220 
THRESHOLDpro-bias.75 -2123.34 935.31 2.270 0.0096 
NP1PROB:THRESHOLDpro-bias.75 3807.68 1035.29 3.678 0.0006 

Table 13: Fixed effects the model with NP1 probability by threshold interaction for 
sentence reading time in experiment 4. 

In the counter-bias condition reading times slightly increased as NP1 probability 

increased. The increase was much more pronounced in the pro-bias condition.  

Accuracy in the previous trial had a significant effect on every measure (FPRT for 

region 4 (χ2=206.3, p<0.01), TRT for region 4 (χ2=220.1, p<0.01) and for the relative 

clause (χ2=264.4, p<0.01), and SRT (χ2=274.4, p<0.01)). Participants spent more time 

reading after answering incorrectly on the previous trial. No other effects were found.  

The analysis of regressive eye movements also showed a main effect of NP1 

probability on RPD for region 4 (χ2=5.08, p<0.05), RC for region 3 (χ2=12.84, p<0.01) 

and TRC (χ2=7.3, p<0.01) such that higher NP1 probability corresponded to more 

regressions out of the regions of interest and overall.  No other main effect was found.  

As with reading times, there was an interaction of NP1 probability and threshold. 

This was significant for RPD for region 4 (χ2=8.13, p<0.01), RC for region 3 (χ2=9.31, 

p<0.01) and region 4 (χ2=9.48, p<0.01), and TRC (χ2=17.53, p<0.01). Table 14 shows 
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the coefficients of the model with the interaction of NP1 probability and threshold for 

Regression Count per Sentence. 

 
 Estimate Std. Error t-value pMCMC 
(Intercept) 6.66091 1.03885 6.412 0.0001 
Region Length 0.02032 0.07701 0.264 0.7872 
Region Frequency 0.06865 0.07855 0.874 0.3716 
NP1 probability -0.31546 0.80572 -0.392 0.6864 
THRESHOLDpro-bias.75 -2.28755 0.87644 -2.610 0.0022 
NP1PROB:THRESHOLDpro-bias.75 4.21142 1.00165 4.204 0.0002 

Table 14: Fixed effects the model with NP1 probability by threshold interaction for 
total regression count in experiment 4. 

In the counter-bias group, the total number of regressions decreased slightly with 

NP1 probability. In the pro-bias condition, the number of regressions increased as NP1 

probability increased.  

Accuracy in the previous trial had a significant effect on every measure (RPD for 

region 4 (χ2=248.3, p<0.01), RC for region 3 (χ2=51.06, p<0.01) and region 4 (χ2=41.4, 

p<0.01), and TRC (χ2=77.24, p<0.01)). Participants made more regressive movements 

after answering incorrectly on the previous trial.  

There was also an effect of trial number on TRT of region 4 (χ2=13.03, p<0.01), 

for the relative clause (χ2=19.8, p<0.01), and on SRT (χ2=7.02, p<0.01). Participants 

spent less time reading as they proceeded through the trials. Figure 13 shows mean 

sentence reading times for the two payoff and the two threshold conditions.  
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Figure 13: Mean sentence reading time over trials for both payoff and threshold 
conditions in experiment 4. 

The decrease in the lose payoff was more gradual and not as pronounced. The 

effect was also significant for both threshold conditions. By threshold both groups 

decreased their reading times over trials, with the decrease starting later in the counter-

bias condition. 

When looking at regressions, this effect was also found in RC of region 4 

(χ2=19.89, p<0.01), and on TRC (χ2=17.42, p<0.01) with fewer regressions as trial 

number increased. 

In summary NP1 probability had an effect on reading times and regressions. 

There was no effect of payoff or threshold but there was an interaction of NP1 probability 

with threshold on both reading times and regressions. Both measures increased as NP1 

probability increased but this effect was more pronounced in the counter-bias condition. 

All variables were also affected by the accuracy in the previous trial. There was also an 

effect of trial number, with reading times decreasing as participants were advancing 

through the task.  
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9.6.3 Reaction time analysis 

Reaction times were affected by NP1 probability (χ2=3.74, p=0.05) with longer 

RTs for higher NP1 probabilities. There was no effect of entropy, payoff, or threshold, 

with overall means of 1.97 seconds in the pro-bias condition and 2.14 in the counter-bias 

condition. There was a significant interaction of entropy and threshold (χ2=4.89, p<0.05). 

Figure 14 shows mean reaction times by entropy for the two threshold conditions.  

   

Figure 14: Mean reaction times over entropy for both threshold conditions in 
experiment 4. 

In the counter-bias condition, reaction times increased with entropy. In the pro-

bias condition reaction times only increased when entropy was high. Because feedback 

was reinforcing the NP2 bias, participants in this group felt comfortable answering more 

quickly, unless the sentence was really ambiguous. 

In the counter-bias group and when they chose NP2 as an answer, there was a 

significant effect of accuracy (χ2=5.69, p=0.01), with longer reaction times on incorrect 

responses. There was also an effect of accuracy on the previous trials on reaction times 

(χ2=59.4, p<0.01). Reaction times increased after receiving feedback of an incorrect 
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response. Figure 15 shows mean reaction times over trials for the payoff and threshold 

groups. 

Figure 15: Mean reaction times over trials for both payoff and threshold conditions in 
experiment 4. 

There was an effect of trial number on reaction times (χ2=14.5, p<0.01), with 

shorter reaction times as trial number increased. This effect was found for both payoff 

and threshold conditions. 

 

9.7 DISCUSSION OF EXPERIMENT 4 

Similarly to the previous experiments, in experiment 4 the probabilities of 

sentence interpretations affected people’s decisions when answering the follow up 

questions and their reading behavior. They answered correctly more often than 

incorrectly with an overall accuracy of almost 75% and they chose NP2 as an answer 

more often (60%). As in experiment 3, payoff did not have an effect on their decisions 
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but the two probability thresholds significantly affected both accuracy and NP choices. 

Participants in the pro-bias group were more accurate and chose NP2 as an answer more 

often than in the counter-bias condition. The difference was clearer over trials as 

indicated by an effect of trial number on accuracy and on NP choice. Both groups 

improved their accuracy over trials and adjusted to the skewed distribution of correct 

responses.  

However, learning was more pronounced in the counter-bias condition. 

Participants used the information provided by feedback to learn the distribution of 

responses over trials, improving their accuracy. The improvement in accuracy was 

stronger in the counter-bias group with an overall improvement of 25% when comparing 

the initial and final trials, versus a 6.5% in the pro-bias group.  This must be compared 

with the results of experiment 3, where the answers had not been manipulated and no 

effect of trial number on accuracy was found. In experiment 4 both threshold groups 

showed signs of learning, as indicated by higher accuracy and selection of the correct NP 

over trials. An interaction of entropy with threshold affected accuracy, showing that 

while the probability or responding incorrectly increased as entropy increased in both 

threshold conditions, it did so more steeply in the counter-bias condition.  

The analysis of eye movements revealed no effect on first pass reading time. Total 

reading times increased with NP1 probability, and once more there was no effect of 

payoff. Participants differed by threshold group. Participants in the pro-bias group 

behaved similarly to experiment 1, with increased reading times for higher NP1 

probabilities. This indicates that they hesitated when NP1 was high enough to clearly be 

the correct answer, since most correct answers were NP2. Reading time in the counter-

bias group also increased for lower NP1 probabilities but then it decreased for higher 

values of NP1 probability. The analysis of regressions showed almost identical results. In 
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the counter-bias group, participants seemed to learn that their initial bias, (which led to 

more errors initially) needed to be adjusted drastically. Once they did, they did not need 

to spend additional time reading (and looking back to previous regions) when NP1 was 

high.  

Participants also showed longer reaction times to the follow-up questions for 

sentences with higher entropy. This increase was steeper and more linear in the counter-

bias condition. In the pro-bias condition, participants were more willing to spend less 

time thinking about the question unless entropy was quite high. Because feedback was 

pointing subjects towards NP1 attachment in the counter-bias condition, subjects in this 

group felt increasingly hesitant as the uncertainty of the sentence increased. In that 

situation, both NPs had a similar probability of being the correct answer, so going with 

the bias should take preference. However, feedback indicated that NP1 was correct more 

often, which caused participants to hesitate. 

 Reaction times were also longer after making an error on a previous question. 

Participants in the counter-bias group also took longer to respond when they incorrectly 

selected NP2 as an answer (which was incorrect most of the time). This can be 

interpreted as a sign of learning in that they spent additional time weighing their 

inclination against the feedback that was being provided to them. As in experiments 2 

and 3, feedback had a big impact and caused participants to be more careful in their 

reading and their choices.  

Cuetos, Mitchell and Corley (1996) found some support for the idea that relative 

clause attachment resolution preferences may be shifted with exposure in an experiment 

with Spanish-speaking 7-year-old children and making use of a questionnaire. The 

findings in experiment 4 provide further support for this idea for adult English speakers 

using online measures based on people’s judgments of sentence interpretations. Exposure 
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to ambiguous sentences resolved in one or another direction caused participants to adjust 

their behavior even when feedback was revealing that most of the answers were 

unpreferred for English speakers. Crucially, in experiment 4 the answer to many 

sentences was different in the two threshold conditions. Readers resolved the ambiguity 

in those cases following the appropriate response in each group. The tuning hypothesis is 

the only account that allows for a dynamic process of disambiguation. As mentioned in 

the discussion of experiments 2 and 3, Construal, the Recency Preference and the Implicit 

Prosody hypothesis do not provide an explanation of how people may choose to resolve 

one same sentence differently, according to probabilities (and maybe payoffs) and 

feedback.  
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Chapter 10:  General discussion 

 

 

One goal of this dissertation was to investigate if the manipulation of feedback 

and payoffs associated with correct sentence interpretations would affect reading and 

choice behavior in a series of reading experiments. More generally, the objective was to 

investigate whether reading times may vary according to task, as suggested by the Good 

Enough Approach. A second goal was to investigate whether the bias reported for 

English speakers towards attaching relative clauses to the closest NP in syntactically 

ambiguous sentences, was based on experience, and whether this preference can be 

manipulated with training.  

Feedback had a great impact on both reading and choices. Feedback plays a very 

important role in decision making (Brand, 2008; Osman, 2011, 2012), by providing 

information about the current state of performance and improving performance. People 

use this information to update their knowledge of the task and strategies in order to 

maximize positive results. It was not surprising that accuracy on the previous trial had a 

big effect on all of the measures, including first pass reading times, in all experiments 

where feedback was provided. Readers always read more carefully as indicated by 

increased reading times and number of regressions, and longer reaction times to the 

questions, after they received negative feedback about the previous trial. The Good 

Enough Approach is based on the idea that a reader will only engage in deep processing 

in order to obtain a fully detailed representation of the stimuli when the task demands it, 

but will otherwise prefer a shallow or incomplete parse. Within this theory, this effect of 

feedback suggests that it plays a role as a mean towards choosing a deeper or shallower 
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level of processing. Negative feedback had the effect of weakening the association 

between the stimulus and the response behavior as part of a learning process, and in 

addition motivated participants towards a more careful reading of the upcoming next 

sentence. As a result they were less likely to answer incorrectly in their current trial. 

Another interesting finding is related to the claim of the Tuning Hypothesis that 

ambiguities may be resolved based on previous experience.  Experiment 4, and 

experiment 3 more indirectly, were designed to investigate this issue, and whether 

participants would learn to adjust their responses to the underlying biased distribution of 

correct responses, based on feedback. Participants in the pro-bias and counter-bias groups 

in experiment 4 behaved differently. Both groups improved their accuracy over trials, but 

the difference across trials showed that participants in the pro-bias group improved 6.5% 

vs. 25% in the counter-bias group. Both groups adjusted to the underlying distributions 

and increasingly chose the NP that was mostly correct in their group. This trend was not 

found in experiment 3 where the distributions of responses was not manipulated and each 

NP was correct 50% of the times.  

The difference between both groups was also apparent in their reading times and 

regression counts. Participants in the pro-bias condition behaved similarly to those of 

experiment 1, with increased reading times for high values of NP1 probability, although 

in this case they were receiving feedback. It is possible that they selected NP2 except in 

extreme cases but even then they spent some additional time reading, as they were 

skeptical about selecting NP1. Participants in the counter-bias condition seemed to learn 

that their initial bias, which led to more errors in the first trials, needed to be adjusted, 

and once they did they did not need to spend more time reading and looking back when 

NP1 probability was high. The difference in learning rate can be understood in terms of 

their NP2 bias. In the counter-bias group the difference between the NP2 bias and the 
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distribution of correct responses needed a big adjustment, whereas in the pro-bias group 

their bias was being reinforced so the adjustment was only necessary to learn that there 

were still some sentences that should be attached to NP1.  

These results provide support for the idea that relative clause attachment 

resolution is driven by the frequency of exposure and that internal preferences may be 

shifted with training, as proposed in the Tuning Hypothesis (Cuetos et al., 1996; Mitchell, 

1994; Mitchell & Cuetos, 1991). This finding complements those of Cuetos, Mitchell and 

Corley (1996) that Spanish-speaking children also adjusted the number of NP1 and NP2 

attachment choices after being exposed to skewed samples of sentences containing 

relative clauses. 

The results are difficult to explain under other accounts of RC attachment. 

Probabilities, feedback and arguably payoffs, had an effect on how people processed 

sentences. The fact that the same sentence was resolved in one or another direction of 

attachment provides evidence in favor of a more dynamic system of RC attachment. As 

discussed previously, the current accounts of RC attachment do not allow for flexibility 

of attachment choice within a language. In the Construal account the differences in 

attachment are explained by the relation of the constituent to be attached and its 

predicate. Since in all experiments only RC clauses were used, the preference shold have 

been consistent. Similarly, in the Recency Preference account, the recency and predicate 

proximity principles are weighted differently for different languages, but it is not clear 

how to account for differences in attachment within one same language. In the Implicit 

Prosody hypothesis, the more natural prosodic contour is what drives attachment 

resolution. All the sentences used have the same structure and no punctuation so they 

should all have the same or very similar prosodic contour.  
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A more flexible attachment resolution system should take into account factors 

other than internal principles coming from the sentence itself, such as the probability of 

the sentence interpretation or the possible cost of a misinterpretation. This in turn 

supports the general idea that reading is affected by external factors just as many other 

cognitive processes such as decision making.  

Uncertainty about the interpretation of a sentence, as indicated by NP1 probability 

and entropy, had a significant effect on reading times and regressions across experiments. 

The probabilities also affected reaction to the follow-up question. This suggests a novel 

approach since this effect has only been shown in studies making use of corpus 

probabilities (Hale, 2001, 2003, 2006; Levy, 2008), but not in an experimental setting 

using human judgments. However, there were differences between the experiments. In 

experiment 1, reading times and regressions increased with NP1 probability even beyond 

the point of maximum ambiguity. Participants felt compelled to spend additional reading 

time when NP1 probability was high, and therefore the sentence was not really 

ambiguous. Feedback was not provided in this experiment so participants had to trust 

their subjective evaluation of the situation. This can be interpreted as a sign of conflict 

between a default bias towards attaching relative clauses to NP2 and the high probability 

of NP1. The pattern of choices confirmed this finding showing an overall preference for 

NP2 as an attachment preference, and a higher rate of incorrect responses when the 

answer chosen was NP2. Feedback affected the effect of NP1 probability in the other 3 

experiments. Participants spent additional time reading as the sentence became more 

ambiguous when NP1 increased but they decreased once it became high enough for the 

sentence to become less ambiguous. Overall uncertainty (measured in entropy) was a 

better predictor of reading times and regressions in experiment 2. The presence of 

feedback palliated the additional time spent on sentences with a high probability of NP1 
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attachment found in experiment 1. The pattern of choice responses still showed an overall 

preference for choosing NP2 but accuracy improved in all experiments where feedback 

was provided (69% in experiments 2, 73% in experiment 3, and 74% in experiment 4,) 

relative to experiment 1 (65%) where it was not provided. Also, the number of incorrect 

responses was more balanced between NP1 and NP2 in these experiments.  

Even though there was no effect of payoffs in any experiment, the two payoff 

conditions responded differently in experiment 3. Reading times of participants in the 

risky group, where best described by NP1 probability, but in the easier or non-risky 

condition entropy did a better job. There was also an interaction between entropy and 

payoff that affected reaction times. Participants in the gain, or non-risky payoff showed 

increased reaction times to the follow-up questions only with high entropy values. These 

findings together may suggest that participants in this group were less careful that 

participants in the lose, riskier condition. However, since there were no main effects this 

is somewhat speculative and further research is needed to support this proposal. 

A more general effect of payoff was expected, as it has been found before that 

payoffs affect people’s decisions (Baron, 2007; Plous, 1993; Von Neumann & 

Morgenstern, 1944) and information seeking time. There may be different explanations 

for this lack of effect of payoffs. Jessup et al (2008) found that in a descriptive gambling 

task, where both the probabilities of the outcomes and their associated payoffs were fully 

described, participants relied on feedback information and ignored information about the 

task. In the experiments in this thesis participants also seemed to ignore the payoffs, but 

not the probabilities. However, the distribution of correct answers was unknown to the 

participants, as opposed to Jessup et al.’s task. The lack of effect of payoffs could be in 

part explained by the same phenomenon. In addition, Barron and Erev (2003) show that 

in repeated-choice feedback-based tasks, the decisions are heavily influenced by recent 
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feedback. In the present experiments, the accuracy in the previous trial had the biggest 

effect in all the reading and decision measures so this claim could be at least in part 

applicable.  Nonetheless this argument is not informative about the results of experiment 

one where participants did not receive feedback.  

Another explanation could be that feedback is less cognitively demanding to 

process than utility, as the combination of probabilities and payoffs, especially when one 

or both of them is unknown. Also, feedback is objective information as opposed to an 

internal prediction based on partial knowledge. A more descriptive paradigm, where the 

probabilities are fully described to the reader, might help reduce the cost of utility 

calculations. However, that would also leave little room for learning.   

Alternatively, Kalyman (1984) pointed several difficulties of learning in 

probabilistic environments. One of them has to do with the instructions and rewards. 

Usually the instructions direct participants to ‘find the best rule’, setting a distinction 

between right and wrong rules. This distinction is reinforced by the reward system where 

the only payoff for success is the solution for the discovery of the rule. Subjects do not 

benefit much from a rule that is partially correct, which can encourage to abandoning 

them rules to the detriment of further progress. Participants may have focused in finding 

an optimal rule as the only payoff, and ignored all information that was not relevant for 

this task. 

Finally, the lack of payoff effect could be due to nature and structure of the 

payoffs. In Diederich and Busemeyer (2006) experimental payoffs were randomly 

assigned at the beginning of each trial. Having constant payoffs across blocks of trials 

may affect payoff processing, especially if the task is cognitively demanding, driving 

participants’ attention to other issues related to the task. Having payoffs assigned on a 

trial-by-trial basis would make them more salient to the decision maker. 
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On the other hand, in the current experiments, and across payoffs, the 

disambiguation of the relative clause was always necessary to answer the questions. 

Given the results in the experiments it seems clear that participants always read sentences 

completely and quite carefully. The inclusion of a condition under each payoff, where the 

follow-up questions are superficial and not about the correct disambiguation of the 

sentence, could serve as a comparing point. For example a sentence such as ‘the 

classmate of the boy that plays catch is in the garden’, could be followed by a question 

like ‘was anybody in the garden?’ and disambiguation of the sentence would not be 

necessary for high performance. This manipulation could create a more clear distinction 

between situations where a detailed representation is or is not necessary. 

The findings of the experiments were mostly confined to later measures such as 

total reading times and regression counts, but first pass reading time was not affected, 

with the exception of the effect of NP1 probability on region 4 in experiment 1. 

Regression path duration, which looks at regressive looks before the whole sentence was 

read, was also mostly unaffected. This is a sign that the effects found were not due to 

early processes like word recognition but reflected sentence meaning integration. 

Participants in the experiments read the sentences completely first, and then spend more 

or less additional time rereading some parts.  The fact that the same predictors that affect 

total reading times also affect regressive looks supports this finding. Increased reading 

times were due to participants rereading the sentence and not to careful reading the 

sentence for a first time, as it would have been indicated by effects on first pass reading 

time and a lack of effects in regressions. 

In sum, the experiments carried out in this thesis found evidence that feedback 

affects reading and choice behavior. Negative feedback has a big impact and causes 

subjects to engage in more careful processing in next trials. Participants were sensitive to 
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the probabilities of sentence interpretations and used them to guide their disambiguation 

choices. They also showed a general preference towards attaching the relative clause to 

the second NP in the sentences, in accordance to previous findings by Cuetos and 

Mitchell and the Tuning Hypothesis. When provided with feedback, they relied on it to 

update their evaluation of the situation. This led them to adjust their responses to the 

underlying distribution of correct answers, ignoring their bias. They learned to correctly 

adjust their responses quickly even when the distribution of correct responses directed 

them in the opposite direction that the mentioned bias, thus supporting the idea that 

attachment preferences may be shifted with exposure.  

Future work will further investigate the nature of the difference between entropy 

and (NP1) probability as predictor of reading behavior and choice. There was a trend in 

experiment 3 that that showed that when readers may lose more than they win entropy is 

a better predictor of reading times but there is more to win than to lose the probability of 

the first NP was a better predictor. A similar difference was found in experiment 4 for the 

two threshold conditions, with entropy being a better predictor of reading times and 

choices in the counter-bias condition but in the pro-bias condition reading times adjusted 

better to NP1 probability values.  

This difference between conditions (payoffs in experiment 3 and probability 

thresholds in experiment 4) may be of a different nature. It could also be that that they 

share some common characteristic. They could be different manifestations of some 

measure of disruption that should be better defined in both cases.  

As mention above, the lack of effect of payoff will also be addressed. Payoffs are 

known to affect people’s decisions when the stakes are high. However it may be difficult 

to replicate that kind of situation in a controlled experimental setting. The creation of a 
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condition where disambiguation is not necessary to answer the follow-up question 

correctly and the random assignation of payoffs to every trial may help this situation.  

In order to the current results to be robust, additional research should generalize 

the findings here reported to other languages and syntactic constructions. Ideally similar 

experiments may be carried out in a language with a different preference for RC 

attachment. There are different languages where a preference for NP1 attachment has 

been reported. In the case of Dutch the preference for NP1 has been reported to decrease 

once the Animacy of the two NPs is controlled (Desmet et al., 2006).The preference is 

more clear in Spanish, where it is apparent even after controlling for Animacy(Acuña-

Fariña et al., 2009). The structure of the experimental sentences in this dissertation is 

quite natural in Spanish, which on the other hand, lacks an alternative way of expressing 

possession, as it is the case in English. This makes Spanish a good candidate for a 

replication study.  It will also be interesting to replicate similar results using a different 

syntactic structure. Another kind of syntactic ambiguity that has been studied with depth 

is the prepositional phrase ambiguity (e.g. ‘The cop shot the robber with the pistol during 

the case’). The requirement for any candidate structure is that it must be possible to 

estimate a preference for the language. Thus a preliminary corpus study may be 

necessary. 
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Appendix A: Experimental sentences and their probabilities 

SET	  
NUM	   SENT	  TYPE	   SENTENCES	  

Prob.	  
NP1	  

Prob.	  
NP2	  

CHANGING	  NP1	  

1	   Ambiguous	   The	  classmate	  of	  the	  boy	  that	  plays	  catch	  is	  in	  the	  garden	   0.47	   0.53	  
	   Semi-‐ambiguous	   The	  Chihuahua	  of	  the	  boy	  that	  plays	  catch	  is	  in	  the	  garden	   0.40	   0.60	  
	   unambiguous	   The	  bike	  of	  the	  boy	  that	  plays	  catch	  is	  in	  the	  garden	   0.11	   0.88	  

2	   Ambiguous	   The	  monitor	  of	  the	  computer	  that	  is	  on	  the	  stand	  is	  large	   0.51	   0.49	  
	   Semi-‐ambiguous	   The	  plug	  of	  the	  computer	  that	  is	  on	  the	  stand	  is	  large	   0.40	   0.60	  
	   unambiguous	   The	  brand	  of	  the	  computer	  that	  is	  on	  the	  stand	  is	  large	   0.31	   0.69	  

3	   Ambiguous	   The	  professor	  of	  the	  cousin	  that	  speaks	  German	  has	  curly	  hair	   0.52	   0.48	  
	   Semi-‐ambiguous	   The	  parrot	  of	  the	  cousin	  that	  speak	  German	  has	  curly	  hair	   0.39	   0.61	  
	   unambiguous	   The	  beard	  of	  the	  cousin	  that	  speaks	  German	  has	  curly	  hair	   0.14	   0.86	  

4	   Ambiguous	  
The	  secretary	  of	  the	  executive	  that	  wears	  a	  green	  sweater	  stands	  by	  
the	  door	   0.52	   0.48	  

	   Semi-‐ambiguous	  
The	  puppy	  of	  the	  executive	  that	  wears	  a	  green	  sweater	  stands	  by	  the	  
door	   0.39	   0.61	  

	   unambiguous	  
The	  desk	  of	  the	  executive	  that	  wears	  a	  green	  sweater	  stands	  by	  the	  
door	   0.17	   0.83	  

5	   Ambiguous	   The	  ward	  of	  the	  hospital	  that	  is	  cold	  is	  long	   0.48	   0.52	  
	   Semi-‐ambiguous	   The	  furnace	  of	  the	  hospital	  that	  is	  cold	  is	  long	   0.43	   0.57	  
	   unambiguous	   The	  address	  of	  the	  hospital	  that	  is	  cold	  is	  long	   0.17	   0.83	  

6	   Ambiguous	   The	  floor	  of	  the	  kitchen	  that	  is	  green	  is	  clean	   0.52	   0.48	  
	   Semi-‐ambiguous	   The	  spatula	  of	  the	  kitchen	  that	  is	  green	  is	  clean	   0.47	   0.53	  
	   unambiguous	   The	  smell	  of	  the	  kitchen	  that	  is	  green	  is	  clean	   0.15	   0.85	  

7	   Ambiguous	   The	  sister	  of	  the	  man	  that	  has	  a	  sandwich	  is	  on	  the	  bed	   0.47	   0.53	  
	   Semi-‐ambiguous	   The	  dog	  of	  the	  man	  that	  has	  a	  sandwich	  is	  on	  the	  bed	   0.33	   0.67	  
	   unambiguous	   The	  cup	  of	  the	  man	  that	  has	  a	  sandwich	  is	  on	  the	  bed	   0.14	   0.86	  

8	   Ambiguous	   The	  patient	  of	  the	  physician	  that	  is	  sick	  is	  small	   0.54	   0.46	  
	   Semi-‐ambiguous	   The	  goldfish	  of	  the	  physician	  that	  is	  sick	  is	  small	   0.47	   0.53	  
	   unambiguous	   The	  stethoscope	  of	  the	  physician	  that	  is	  sick	  is	  small	   0.14	   0.86	  

9	   Ambiguous	   The	  prisoner	  of	  the	  policeman	  that	  has	  a	  scar	  is	  in	  the	  rear	   0.52	   0.48	  
	   Semi-‐ambiguous	   The	  puppy	  of	  the	  policeman	  that	  has	  a	  scar	  is	  in	  the	  rear	   0.45	   0.55	  
	   unambiguous	   The	  radio	  of	  the	  policeman	  that	  has	  a	  scar	  is	  in	  the	  rear	   0.17	   0.83	  
10	   Ambiguous	   The	  brother	  of	  the	  politician	  that	  has	  a	  big	  moustache	  got	  burned	   0.48	   0.52	  

	   Semi-‐ambiguous	   The	  teenager	  of	  the	  politician	  that	  has	  a	  big	  moustache	  got	  burned	   0.39	   0.61	  
	   unambiguous	   The	  notepad	  of	  the	  politician	  that	  has	  a	  big	  moustache	  got	  burned	   0.16	   0.84	  
11	   Ambiguous	   The	  roof	  of	  the	  townhouse	  that	  is	  old	  was	  low	   0.50	   0.50	  

	   Semi-‐ambiguous	   The	  garden	  of	  the	  townhouse	  that	  is	  old	  was	  low	   0.42	   0.58	  
	   unambiguous	   The	  price	  of	  the	  townhouse	  that	  is	  old	  was	  low	   0.31	   0.69	  
12	   Ambiguous	   The	  daughter	  of	  the	  woman	  that	  has	  long	  hair	  sits	  by	  the	  door	   0.49	   0.51	  

	   Semi-‐ambiguous	   The	  cat	  of	  the	  woman	  that	  has	  long	  hair	  sits	  by	  the	  door	   0.45	   0.55	  
	   unambiguous	   The	  magazine	  of	  the	  woman	  that	  has	  long	  hair	  sits	  by	  the	  door	   0.12	   0.88	  

CHANGING	  NP2	  

1	   Ambiguous	   The	  recording	  of	  the	  singer	  that	  is	  in	  the	  attic	  is	  high-‐quality	   0.48	   0.52	  
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	   Semi-‐ambiguous	   The	  recording	  of	  the	  lecture	  that	  is	  in	  the	  attic	  is	  high-‐quality	   0.57	   0.43	  
	   Unambiguous	   The	  recording	  of	  the	  season	  that	  is	  in	  the	  attic	  is	  high-‐quality	   0.81	   0.19	  

2	   Ambiguous	   The	  nose	  of	  the	  plane	  that	  is	  very	  long	  is	  beautiful	   0.46	   0.54	  
	   Semi-‐ambiguous	   The	  nose	  of	  the	  mouse	  that	  is	  very	  long	  is	  beautiful	   0.73	   0.27	  
	   Unambiguous	   The	  nose	  of	  the	  wine	  that	  is	  very	  long	  is	  beautiful	   0.81	   0.19	  

3	   Ambiguous	   The	  nanny	  of	  the	  kid	  that	  wears	  a	  purple	  scarf	  is	  angry	   0.50	   0.50	  
	   Semi-‐ambiguous	   The	  nanny	  of	  the	  plumber	  that	  wears	  a	  purple	  scarf	  is	  angry	   0.60	   0.40	  
	   Unambiguous	   The	  nanny	  of	  the	  mansion	  that	  wears	  a	  purple	  scarf	  is	  angry	   0.85	   0.15	  

4	   Ambiguous	   The	  assistant	  of	  the	  cashier	  that	  holds	  the	  bag	  of	  food	  is	  waiting	   0.50	   0.50	  
	   Semi-‐ambiguous	   The	  assistant	  of	  the	  director	  that	  holds	  the	  bag	  of	  food	  is	  waiting	   0.54	   0.46	  
	   Unambiguous	   The	  assistant	  of	  the	  district	  that	  holds	  the	  bag	  of	  food	  is	  waiting	   0.83	   0.17	  

5	   Ambiguous	   The	  book	  of	  the	  clerk	  that	  is	  by	  the	  window	  is	  about	  biology	   0.50	   0.50	  
	   Semi-‐ambiguous	   The	  book	  of	  the	  team	  that	  is	  by	  the	  window	  is	  about	  biology	   0.55	   0.45	  
	   Unambiguous	   The	  book	  of	  the	  course	  that	  is	  by	  the	  window	  is	  about	  biology	   0.75	   0.25	  

6	   Ambiguous	   The	  coach	  of	  the	  player	  that	  has	  a	  red	  notebook	  is	  barefoot	   0.51	   0.49	  
	   Semi-‐ambiguous	   The	  coach	  of	  the	  team	  that	  has	  a	  red	  notebook	  is	  barefoot	   0.56	   0.44	  
	   Unambiguous	   The	  coach	  of	  the	  dolphin	  that	  has	  a	  red	  notebook	  is	  barefoot	   0.81	   0.19	  

7	   Ambiguous	   The	  cow	  of	  the	  farmer	  that	  has	  brown	  hair	  is	  drooling	   0.40	   0.60	  
	   Semi-‐ambiguous	   The	  cow	  of	  the	  herd	  that	  has	  brown	  hair	  is	  drooling	   0.58	   0.42	  
	   Unambiguous	   The	  cow	  of	  the	  farm	  that	  has	  brown	  hair	  is	  drooling	   0.78	   0.22	  

8	   Ambiguous	   The	  wall	  of	  the	  fortress	  that	  has	  no	  windows	  has	  a	  big	  hole	   0.53	   0.47	  
	   Semi-‐ambiguous	   The	  wall	  of	  the	  palace	  that	  has	  no	  windows	  has	  a	  big	  hole	   0.60	   0.40	  
	   Unambiguous	   The	  wall	  of	  the	  city	  that	  has	  no	  windows	  has	  a	  big	  hole	   0.77	   0.23	  

9	   Ambiguous	   The	  father	  of	  the	  gentleman	  that	  wears	  slacks	  is	  quite	  short	   0.49	   0.51	  
	   Semi-‐ambiguous	   The	  father	  of	  the	  baby	  that	  wears	  slacks	  is	  quite	  short	   0.70	   0.30	  
	   Unambiguous	   The	  father	  of	  the	  technology	  that	  wears	  slacks	  is	  quite	  short	   0.87	   0.13	  
10	   Ambiguous	   The	  captain	  of	  the	  soldier	  that	  smokes	  cigars	  wears	  a	  gun	  belt	   0.50	   0.50	  

	   Semi-‐ambiguous	   The	  captain	  of	  the	  platoon	  that	  smokes	  cigars	  wears	  a	  gun	  belt	   0.62	   0.38	  
	   Unambiguous	   The	  captain	  of	  the	  ship	  that	  smokes	  cigars	  wears	  a	  gun	  belt	   0.87	   0.13	  
11	   Ambiguous	   The	  laptop	  of	  the	  lawyer	  that	  is	  very	  expensive	  has	  a	  red	  cover	   0.50	   0.50	  

	   Semi-‐ambiguous	   The	  laptop	  of	  the	  diner	  that	  is	  very	  expensive	  has	  a	  red	  cover	   0.54	   0.46	  
	   Unambiguous	   The	  laptop	  of	  the	  family	  that	  is	  very	  expensive	  has	  a	  red	  cover	   0.76	   0.24	  
12	   Ambiguous	   The	  teacher	  of	  the	  student	  that	  is	  sleeping	  wears	  blue	   0.45	   0.55	  

	   Semi-‐ambiguous	   The	  teacher	  of	  the	  class	  that	  is	  sleeping	  wears	  blue	   0.57	   0.43	  
	   Unambiguous	   The	  teacher	  of	  the	  technique	  that	  is	  sleeping	  wears	  blue	   0.75	   0.25	  



 113 

Appendix B: Filler sentences and their probabilities 

Sentences	  with	  a	  prepositional	  phrase	   Prob	  NP1	   Prob	  NP2	  

Ambiguous	  

The	  children	  damaged	  the	  store	  with	  the	  firecrackers	  last	  week	   0.68	   0.32	  
The	  cop	  shot	  the	  robber	  with	  the	  pistol	  during	  the	  chase	   0.6	   0.4	  
The	  worker	  hurt	  the	  carpenter	  with	  the	  pliers	  this	  morning	   0.4	   0.6	  
The	  burglar	  wounded	  the	  tall	  guard	  with	  the	  nightstick	  during	  the	  afternoon	   0.48	   0.52	  
The	  tenant	  hurt	  the	  thief	  with	  the	  staff	  a	  few	  days	  ago	   0.63	   0.37	  
The	  kid	  scared	  the	  neighbor	  with	  the	  mask	  on	  Halloween	   0.63	   0.37	  
The	  spy	  spotted	  the	  person	  with	  the	  telescope	  after	  two	  minutes	   0.58	   0.42	  
The	  mechanic	  fixed	  the	  toolbox	  with	  the	  hammer	  next	   0.62	   0.38	  
The	  explorer	  found	  the	  lost	  box	  with	  the	  map	  after	  a	  while	   0.53	   0.47	  
The	  waitress	  wiped	  the	  table	  with	  the	  tablecloth	  a	  while	  ago	   0.47	   0.53	  
The	  maid	  dried	  the	  rack	  with	  the	  towel	  when	  she	  was	  cleaning	   0.63	   0.37	  
The	  hunter	  killed	  the	  poacher	  with	  the	  rifle	  during	  the	  excursion	   0.58	   0.42	  

Unambiguous	  

His	  girlfriend	  cut	  the	  pie	  with	  the	  knife	  before	  lunch	   0.8	   0.2	  
The	  painter	  sprayed	  the	  wall	  with	  the	  primer	  before	  painting	  it	   0.68	   0.32	  
The	  cook	  fried	  the	  fish	  with	  the	  oily	  pan	  before	  dinner	   0.79	   0.21	  
The	  girl	  caught	  the	  butterfly	  with	  the	  net	  on	  Sunday	   0.82	   0.18	  
John	  washed	  the	  nice	  car	  with	  the	  scratch	  yesterday	   0.15	   0.85	  
The	  waiter	  warmed	  the	  soup	  with	  the	  microwave	  very	  quickly	   0.20	   0.8	  
The	  electrician	  repaired	  the	  television	  with	  the	  screwdriver	  in	  two	  minutes	   0.81	   0.19	  
The	  tourists	  followed	  the	  guide	  with	  the	  blue	  shirt	  at	  the	  museum	   0.19	   0.81	  
The	  seller	  mentioned	  the	  customer	  with	  the	  hat	  a	  couple	  of	  times	   0.18	   0.82	  
The	  peasant	  damaged	  the	  fence	  with	  the	  tractor	  on	  Tuesday	   0.8	   0.2	  
The	  babysitter	  covered	  the	  baby	  with	  lotion	  after	  the	  bath	  	   0.79	   0.21	  
My	  friend	  ate	  sushi	  with	  chopsticks	  at	  the	  restaurant	   0.78	   0.22	  
	  
Sentences	  containing	  anaphoric	  reference	  
	  	  

Ambiguous	  
	  

The	  nurse	  explained	  to	  her	  boss	  that	  she	  lost	  an	  earring	  a	  while	  ago	   0.7	   0.3	  
Frank	  told	  Peter	  that	  he	  needed	  to	  go	  to	  the	  doctor	  soon	   0.52	   0.48	  
The	  suspect	  explained	  to	  the	  attorney	  that	  his	  papers	  were	  missing	   0.64	   0.36	  
The	  horsekeeper	  told	  the	  jockey	  that	  his	  clothes	  were	  dirty	  this	  morning	   0.43	   0.57	  
Erica	  told	  her	  roommate	  that	  she	  had	  found	  her	  lost	  notes	  in	  the	  closet	   0.5	   0.5	  
The	  uncle	  advised	  the	  nephew	  to	  hide	  his	  wallet	  in	  the	  drawer	   0.4	   0.6	  
The	  colonel	  asked	  the	  general	  to	  revise	  his	  strategy	  before	  the	  meeting	   0.44	   0.56	  
My	  mom	  told	  my	  aunt	  that	  she	  had	  won	  the	  lottery	   0.6	   0.4	  
Amy	  said	  that	  Cindy	  forgot	  her	  pen	  in	  school	  today	   0.4	   0.6	  
The	  manager	  informed	  the	  employee	  that	  her	  schedule	  would	  change	  next	  week	   0.43	   0.57	  
The	  sheriff	  authorized	  the	  civilian	  to	  use	  his	  gun	  after	  a	  while	   0.41	   0.59	  
The	  prince	  ordered	  the	  serf	  to	  clean	  his	  dirty	  shoes	  right	  away	   0.63	   0.37	  

Unambiguous	  

The	  flight	  attendant	  informed	  the	  passengers	  that	  their	  meals	  were	  ready	   0.19	   0.81	  
The	  hairdresser	  told	  the	  inspector	  that	  he	  had	  a	  nice	  coat	   0.16	   0.84	  
The	  band	  members	  explained	  to	  the	  bodyguard	  that	  he	  must	  work	  tomorrow	   0.23	   0.77	  
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William	  told	  Stephanie	  that	  she	  could	  sell	  her	  car	  online	   0.8	   0.2	  
The	  chief	  announced	  to	  the	  tribe	  that	  his	  competitor	  had	  run	  away	   0.65	   0.35	  
The	  mailman	  advised	  the	  people	  to	  check	  their	  mailboxes	  everyday	  	   0.18	   0.82	  
The	  pilot	  informed	  the	  crew	  that	  they	  could	  take	  a	  break	  after	  ten	  minutes	   0.18	   0.82	  
The	  audience	  asked	  the	  nun	  to	  play	  her	  guitar	  during	  the	  mass	   0.15	   0.85	  
The	  host	  explained	  to	  the	  guests	  that	  they	  would	  have	  to	  pay	  more	   0.18	   0.82	  
The	  guy	  explained	  to	  the	  lady	  that	  her	  pet	  was	  safe	   0.16	   0.84	  
The	  actress	  asked	  her	  husband	  to	  pick	  up	  her	  suitcase	   0.86	   0.15	  
The	  king	  notified	  the	  servants	  that	  his	  crown	  needed	  to	  be	  polished	   0.87	   0.13	  
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