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Modern statistics typically deals with complex data, in particular where

the ambient dimension of the problem p may be of the same order as, or even

substantially larger than, the sample size n. It has now become well understood that

even in this type of high-dimensional scaling, statistically consistent estimators can

be achieved provided one imposes structural constraints on the statistical models.

In spite of great success over the last few decades, we are still experienc-

ing bottlenecks of two distinct kinds: (I) in multivariate modeling, data modeling

assumption is typically limited to instances such as Gaussian or Ising models, and

hence handling varied types of random variables is still restricted, and (II) in terms

of computation, learning or estimation process is not efficient especially when p is

extremely large, since in the current paradigm for high-dimensional statistics, regu-

larization terms induce non-differentiable optimization problems, which do not have

closed-form solutions in general.
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The thesis addresses these two distinct but highly complementary problems:

(I) statistical model specification beyond the standard Gaussian or Ising models for

data of varied types, and (II) computationally efficient elementary estimators for

high-dimensional statistical models.
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Chapter 1

Introduction

The area of high-dimensional statistics is concerned with statistical mod-

eling and inference under settings where the ambient dimension of problem size p

scales with, or even substantially faster than, the sample size n. Along with a vari-

ety of applications, among them remote sensing, computational biology and natural

language processing, the statistical models targeting for these high-dimensional sta-

tistical settings have been the subject of considerable focus over the past decade,

both theoretically as well as in practice. The fundamental underlying assumption

required here is that the high-dimensional object that is being estimated can be ex-

pressed in terms of some type of low-dimensional “structure”. For instance, sparsity,

manifold structure, or graphical model structure are very popular examples among

others.

Following sections give an overview of two key complementary topics in high-

dimensional statistics; Section 1.1 considers undirected graphical models where the

low-dimensional structural assumption in this task is on the graphical model struc-
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tures with limited number of neighbors. Meanwhile, Section 1.2 briefly reviews tra-

ditional approaches for high-dimensional estimations. In Section 1.3, we introduce

challenging issues in each topic.

1.1 Undirected graphical models

Undirected graphical models, also known as Markov random fields, are an impor-

tant class of statistical models that have been extensively used in a wide variety of

domains, including statistical physics, natural language processing, image analysis,

and medicine. The key idea in this class of models is to represent the joint distri-

bution as a product of clique-wise compatibility functions. Let X = (X1, . . . , Xp) be

a random vector, each variable Xs taking values in some domain Xs. Given an un-

derlying graph G = (V,E) with vertex set V = {1, . . . , p} corresponding p variables

and edge set E ⊂ V × V , each of these compatibility functions depends only on a

subset of variables within any clique of the underlying graph G. Then, undirected

graphical models specify the joint distributions in the form of

P(X) ∝
∏
C∈C

ψC(XC) (1.1)

where C is the set of cliques in G and ψC(·) is a function that depends only on the

variables {Xs, s ∈ C}. As theorem by Hammersley and Clifford [71] has shown, this

factorization implies the global Markov properties for graph G and vise versa. The

form of joint distributions (1.1) can also be written as the exponential of a sum of

functions:

P(X) ∝ exp

(∑
C∈C

logψC(XC)

)
.
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Popular instances of such graphical models include Ising and Potts models

(see references in [119] for a varied set of applications in computer vision, text

analytics, and other areas with discrete variables). Ising model is the special case

where each Xs takes the value from X := {0, 1} with the forms:

P(X) ∝ exp

{∑
s∈V

θsXs +
∑

(s,t)∈E

θstXsXt

}
.

In Potts models, the joint distribution is generalized with indicator function I[·] for

more general categorical variables, X := {1, . . . ,m} := [m]:

P(X) ∝ exp

{ ∑
s∈V ;j∈[m]

θs;j I[Xs = j] +
∑

(s,t)∈E; j,k∈[m]

θst;jk I[Xs = j,Xt = k]

}

where I[α] is 1 if the argument α is true and 0 otherwise.

Another popular instances are Gaussian Markov Random Fields (GMRFs),

which are popular in many scientific settings for modeling real-valued data: X := R:

P(X) = exp

{
−1

2
〈〈Θ, XXT 〉〉+ 〈θ,X〉 −A(θ,Θ)

}
(1.2)

where the parameters are a symmetric, positive definite matrix Θ ∈ Rp×p and

a vector θ ∈ Rp. The notation 〈〈Θ, XXT 〉〉 denotes the trace inner product for

symmetric matrices, that is, trace
(
ΘXXT

)
=
∑p

i=1

∑p
j=1 ΘijXiXj .

In both cases, zero pairwise parameters (θst;jk = 0, ∀j, k ∈ [m] and Θst = 0)

means there is no edge between (s, t) in E, and the distribution satisfies Markov

independence assumptions with respect to this graph again by Hammersley and

Clifford’s theorem. Figure 1.1 shows some examples of sparse Ising model and

Gaussian graphical model.
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(a) Ising graphical model (b) Gaussian graphical model

Figure 1.1: Examples of genomic copy number aberration network for Glioblastoma
using Potts model (a) and genomic networks from microarray data using using
Gaussian graphical model (b)

One of the fundamental task for these graphical models is learning graphical

structure from given samples, among others. It is well known that even when the

number of variables p is substantially larger than the number of given samples n,

if the graphical model structure is sparse, then it is possible to recover the true

structure and parameters by high-dimensional estimators.

Next section briefly review some procedures for high-dimensional statistics.

1.2 Estimations for high-dimensional statistics

The development of consistent estimators for structurally constrained high-dimensional

problems has attracted considerable recent attention; Given the limited number of

observations, how to estimate consistent parameter or how to recover the positions

of non-zero entries of unknown parameter, otherwise known as sparsity pattern?
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Unified framework of Negahban et al. [99] It is instructive to formalize the

notion of structural constraints following the unified statistical framework of Negah-

ban et al. [99]. There, they use subspace pairs (M,M⊥) such that M⊆M where

M is the model subspace in which the model parameter θ∗ and similarly structured

parameters lie, and which is typically low-dimensional, whileM⊥ is the perturbation

subspace of parameters that represents perturbations away from the model subspace.

They also define the property of decomposability of a regularization function,

which captures the suitablity of a regularization function R to particular structure.

Specifically, a regularization function R is said to be decomposable with respect to

a subspace pair (M,M⊥), if R(u + v) = R(u) + R(v), for all u ∈ M, v ∈ M⊥.

Note that when R(·) is a norm, by the triangle inequality, the LHS is always less

than or equal to the RHS, so that the equality indicates the largest possible value

for the LHS. In other words, the decomposable regularization function R(·) heavily

penalizes perturbations v from structured parameters u.

For any structure such as sparsity, low-rank, etc., we can define the corre-

sponding low-dimensional model subspaces, as well as regularization functions that

are decomposable with respect to the corresponding subspace pairs.

Example 1. Given any subset S ⊆ {1, . . . , p} of the coordinates, let M(S) be the

subspace of vectors in Rp that have support contained in S. It can be seen that any

parameter θ ∈ M(S) would be atmost |S|-sparse. For this case, we use M(S) =

M(S), so that M⊥(S) = M⊥(S). Negahban et al. [99] show that the `1 norm

R(θ) = ‖θ‖1, commonly used as a sparsity-encouraging regularization function, is

decomposable with respect to subspace pairs (M(S),M⊥(S)).
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Also of note is the subspace compatibility constant that captures the relation-

ship between the regularization function R(·) and the error norm ‖ · ‖, over vectors

in subspace M: Ψ(M, ‖ · ‖) := supu∈M\{0}
R(u)
‖u‖ . We also define the projection

operator ΠM̄(u) := arg minv∈M̄ ‖u− v‖2.

Regularized convex program estimators Let’s consider one of the most pop-

ular models in statistics, linear regression problem with Gaussian noise. The lin-

ear regression models can be used for standard prediction problems, as well as for

neighborhood estimations (or equivalently graphical structure learning at the end)

of Gaussian graphical models in (1.2) [94]. The linear models can be written as the

form

yi = x>i θ
∗ + wi, i = 1, . . . , n,

where θ∗ ∈ Rp is the fixed unknown regression parameter of interest, yi ∈ R is

a real-valued response, xi ∈ Rp is a known observation vector, and wi ∈ R is an

unknown noise term. For technical simplicity, we assume that these noise terms

are independent zero-mean Gaussian random variables, wi ∈ N (0, σ2), for some

σ > 0. Suppose we collate the n observations from the linear regression model in

(6.1) in vector and matrix form. Let y ∈ Rn denote the vector of n responses,

X ∈ Rn×p denote the design matrix consisting of the linear regression observation

vectors, and w ∈ Rn the vector of n noise terms. The linear regression model thus

entails: y = Xθ∗ + w.

We now briefly review key regularized convex program based estimators

for high-dimensional linear regression focused on the sparse structure case, where
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the underlying true parameter θ∗ is sparse, so that denoting the non-zero indices

by S(θ∗) :=
{
i ∈ {1, . . . , p} | θ∗i 6= 0

}
, the sparsity assumption constrains the

cardinality k = |S(θ∗)| as a function of the problem size p.

The LASSO estimator [110] solves the following `1 regularized least squares

problem with regularization parameter λn:

minimize
θ

{ 1

2n
‖y −Xθ‖22 + λn‖θ‖1

}
,

and has been shown to have strong statistical guarantees, including prediction er-

ror consistency [49, 22, 113, 114], consistency of the parameter estimates in `2 or

some other norm [22, 23, 114, 142, 95, 14, 28], as well as variable selection consis-

tency [94, 116, 147]. For the case of group-sparse structured linear regression, `1/`q

regularized least squares (with q ≥ 2) has been proposed [111, 112, 148, 139, 6, 11,

58], and shown to have strong statistical guarantees, including convergence rates in

`2-norm [96, 56, 87, 11]) as well as model selection consistency [100, 97, 96]. For the

matrix-structured least squares problem, nuclear norm regularized estimators have

been studied for instance in [105, 74, 104, 141, 98, 106, 24, 7]. For other structurally

constrained least squares problems, see [57, 9, 99] and references therein.

In another line of work, the Dantzig estimator [30] solves a linear program to

estimate the sparse linear regression parameter with stronger statistical guarantees

when compared to the LASSO [15]: The Dantzig estimator [30] solves the following

linear program:

minimize
θ

‖θ‖1

s. t.
1

n
‖X>(Xθ − y)‖∞ ≤ λn. (1.3)
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This seeks a parameter θ̂ with minimum `1 norm, and that yet satisfies a key com-

ponent of the stationary conditions of the LASSO optimization problem.

1.3 Challenging issues

How to choose suitable sufficient statistics in graphical models? First, a

key modeling question that arises is: how do we pick the clique-wise compatibility

functions, or alternatively, how do we pick the form or sub-class of the graphical

model distribution (e.g. Ising or Gaussian MRF)? For the case of discrete ran-

dom variables, Ising and Potts models are popular choices; but these are not best

suited for count-valued variables, where the values taken by any variable could

range over the entire set of positive integers. Similarly, in the case of continuous

variables, Gaussian Markov Random Fields (GMRFs) are a popular choice; but the

distributional assumptions imposed by GMRFs are quite stringent. The marginal

distribution of any variable would have to be Gaussian for instance, which might

not hold in instances when the random variables characterizing the data are skewed

[81]. More generally, Gaussian random variables have thin tails, which might not

capture fat-tailed events and variables. For instance, in the finance domain, the lack

of modeling of fat-tailed events and probabilities has been suggested as one of the

causes of the 2008 financial crisis [2].

To address this modeling question, some have recently proposed non-parametric

extensions of graphical models. Some, such as the non-paranormal [81, 66] and

copula-based methods [40, 84], use or learn transforms that Gaussianize the data,

and then fit Gaussian MRFs to estimate network structure. Others, use non-
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parametric approximations, such as rank-based estimators, to the correlation matrix,

and then fit a Gaussian MRF [127, 85]. More broadly, there could be non-parametric

methods that either learn the sufficient statistics functions, or learn transformations

of the variables, and then fit standard MRFs over the transformed variables. How-

ever, the sample complexity of such classes of non-parametric methods is typically

inferior to those that learn parametric models. Alternatively, and specifically for the

case of multivariate count data, [68, 18] have suggested combinatorial approaches

to fitting graphical models, mostly in the context of contingency tables. These ap-

proaches, however, are computationally intractable for even moderate numbers of

variables.

Can we obtain consistent estimators with closed-form solutions? All of

estimators listed above solve convex programs, though with non-smooth components

due to the regularization functions. The state of the art optimization methods for

solving these programs are iterative, and can approach the optimal solution within

any finite accuracy with computational complexity that scales polynomially with

the number of variables and number of samples, rendering these very expensive for

very large-scale problems.

Again in case of Dantzig estimator, the linear program while convex, is com-

putationally expensive for very large-scale problems. Other class of estimators for

structured linear regression include greedy methods. These include forward step-

wise methods [144], forward-backward selection [145], matching pursuit [90], and

orthogonal matching pursuit [146], among others. The caveat with such greedy
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methods however is that some of these require considerably more stringent condi-

tions to hold when compared to regularized convex programs noted above, and either

require the knowledge of the exact structural complexity such as sparsity level, or

are otherwise very unstable i.e. sensitive to tuning parameters such as their stop-

ping thresholds. Thus overall, the class of regularized convex programs have proved

more popular for large-scale structured linear regression, and accordingly there has

been a strong line of recent research on large-scale optimization methods for such

programs (e.g. [43, 53] and references therein), including parallel and distributed

variants. In my work, I am considering the following simple if seemingly impossible

question. What if we restrict ourselves to estimators with closed-form solutions; can

we obtain consistent estimators that moreover have the sharp convergence rates of

the regularized convex programs and other estimators noted above?

A natural closed-form estimator for the high-dimensional linear regression

problem is the ordinary least squares (OLS) estimator, which is given by

θ̂ =
(
X>X

)−1 (
X>y

)
. (1.4)

This is the maximum likelihood solution under Gaussian noise assumptions, and is

thus consistent with optimal convergence rates under classical statistical settings

where the number of variables p is fixed as a function of the number of samples n.

However under high-dimensional regimes, it is not only inconsistent but the least

squares estimation problem does not even have a unique minimum since the p × p

matrix X>X can have rank at most n. Another classical estimator is the ridge, or

10



`2-regularized least squares estimator, which is also available in closed form:

θ̂ = arg min
θ

{
‖y −Xθ‖22 + ε‖θ‖22

}
. (1.5)

It can be seen that this has a unique minimum and is well-defined even in high-

dimensional regimes when p > n. The unique solution moreover is available in

closed-form as: θ̂ = (X>X + εI)−1X>y. It however is not known to be for instance

`2-norm consistent under high-dimensional settings. Another prominent closed-form

estimator and an OLS variant is marginal regression: this regresses each covariate

separately on the response to get the corresponding regression parameter. Correla-

tion or sure screening [42] (also termed simple thresholding [41]) is a closely related

method for the high-dimensional sparse linear regression setting, where the regres-

sion parameters are set to soft-thresholded values of the correlation of covariates with

the response. However, as [48] showed, as a flip side of the simplicity of marginal

regression, this method requires very stringent conditions (loosely, extremely weak

correlations between the covariates) in order to select a relevant subset of covariates.

1.4 What this thesis solves

In this thesis, we address two issues listed above.

In Part I, we “extend” univariate exponential families of distributions - where

we have a good understanding of appropriate statistical models to use -, to the

multivariate case, in many cases where multivariate extensions did not exist in an

analytical or computationally tractable form (Chapter 2). Here, we consider the

general class of models obtained by the following construction: suppose the node-
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conditional distributions of each node conditioned on the rest of the nodes follows

a univariate exponential family. By the Hammersley-Clifford Theorem [68], and

some algebra as derived in [13], these node-conditional distributions entail a global

multivariate distribution that (a) factors according to cliques defined by the graph

obtained from the node-neighborhoods, and (b) has a particular set of compatibil-

ity functions specified by the univariate exponential family. While this graphical

model distribution seems like a good candidate, there is one major defect in case of

molding multivariate count data; allowing negative dependencies only. We modify

the Poisson graphical model distribution so that it can capture a rich dependence

structure between count-valued variables (Chapter 3). In addition, we develop a

novel class of mixed graphical models that construct Markov networks for sets of

heterogeneous variables (Chapter 4).

In Part II, we propose a new framework of estimators. We first consider the

problem of estimating expectations of vector-valued feature functions; a special case

of which includes estimating the covariance matrix of a random vector (Chapter

5). Our approach involves an estimator that solves for a parameter with minimum

structural complexity subject to certain very simple structural constraints. Our

estimator is reminiscent of the form of the Dantzig estimator [29] for sparse linear

regression, but it is actually available in closed form for the sparse covariance case,

and corresponds to very simple operations in other structural constraint settings.

Our class of algorithms are thus not only computationally practical, but also highly

scalable. Interestingly, even though the class of estimators is elementary, in our uni-

fied statistical analysis of our class of algorithms for general structural constraints,

12



we show that they come with strong statistical guarantees with near-optimal con-

vergence rates. We further develop estimators for more general problems such as

linear regression problems and generalized linear models (GLMs) (Chapter 6) and

general graphical models (Chapter 7).

All is joint work with Pradeep Ravikumar. The first part is joint work with

Genevera I. Allen and Zhandong Liu while the second part with Aurélie C. Lozano.
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Part I

Model Specification
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Chapter 2

Graphical Models via
Univariate Exponential Families

Suppose X = (X1, . . . , Xp) is a random vector, with each variable Xi taking

values in a set X . Let G = (V,E) be an undirected graph over p nodes corresponding

to the p variables {Xr}pr=1. The graphical model over X corresponding to G is a

set of distributions that satisfy Markov independence assumptions with respect to

the graph G [68]. By the Hammersley-Clifford theorem [34], any such distribution

that is strictly positive over its domain also factors according to the graph in the

following way. Let C be a set of cliques (fully-connected subgraphs) of the graph G,

and let {φc(Xc)}c∈C be a set of clique-wise sufficient statistics. With this notation,

any strictly positive distribution of X within the graphical model family represented

by the graph G takes the form:

P(X) ∝ exp

{∑
c∈C

θcφc(Xc)

}
, (2.1)

where {θc} are weights over the sufficient statistics. An important special case is a

pairwise graphical model, where the set of cliques C consists of the set of nodes V
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and the set of edges E, so that

P(X) ∝ exp

{∑
r∈V

θrφr(Xr) +
∑

(r,t)∈E

θrtφrt(Xr, Xt)

}
. (2.2)

An important question now is how to select the form of the graphical model

distribution, which under the above parametrization in (2.1), translates to the ques-

tion of selecting the class of sufficient statistics, φ. As discussed in the introduction,

it is of particular interest to derive such a graphical model distribution as a multi-

variate extension of specified univariate parametric distributions such as negative

binomial, Poisson, and others. We next outline a subclass of graphical models that

answer these questions via the simple construction: set the node-conditional distri-

butions of each node conditioned on the rest of the nodes as following a univariate

exponential family, and then derive the joint distribution that is consistent with

these node-conditional distributions. Then, in Section 2.2, we will study how to

learn the underlying graph structure, or the edge set E, for this general class of

“exponential family” graphical models. We provide a natural sparsity-encouraging

M -estimator, and sufficient conditions under which the M -estimator recovers the

graph structure with high probability.

2.1 The form of exponential family graphical models

A popular class of univariate distributions is the exponential family, whose distri-

bution for a random variable Z is given by

P(Z) = exp
{
θ B(Z) + C(Z)−D(θ)

}
, (2.3)
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with sufficient statistics B(Z), base measure C(Z), and log-normalization constant

D(θ). Such exponential family distributions include a wide variety of commonly

used distributions such as Gaussian, Bernoulli, multinomial, Poisson, exponential,

gamma, chi-squared, beta, and many others; any of which can be instantiated with

particular choices of the functions B(·), and C(·). Such exponential family distri-

butions are thus used to model a wide variety of data types including skewed con-

tinuous data and count data. Here, we ask if we can leverage this ability to model

univariate data to also model the multivariate case. Let X = (X1, X2, . . . , Xp) be

a p-dimensional random vector; and let G = (V,E) be an undirected graph over

p nodes corresponding to the p variables. Could we then derive a graphical model

distribution over X with underlying graph G, from a particular choice of univariate

exponential family distribution (2.3) above?

Consider the following construction. Set the distribution of Xr given the

rest of nodes XV \r to be given by the above univariate exponential family distri-

bution (2.3), and where the canonical exponential family parameter θ is set to a

linear combination of k-th order products of univariate functions {B(Xt)}t∈N(r),

where N(r) is the set of neighbors of node r according to graph G. This gives the

following conditional distribution:

P(Xr|XV \r) = exp

{
B(Xr)

(
θr +

∑
t∈N(r)

θrtB(Xt) +
∑

t2,t3∈N(r)

θr t2t3 B(Xt2)B(Xt3)

+ . . .+
∑

t2,...,tk∈N(r)

θr t2...tk

k∏
j=2

B(Xtj )
)

+ C(Xr)− D̄(XV \r)

}
, (2.4)

where C(Xr) is specified by the exponential family, and D̄(XV \r) is the log-normalization

constant. Notice that we use the notation D̄(·) in case when we express the log-
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partition function in terms of random variables. That is, D̄(XV \r) := D
(
θ(XV \r)

)
where θ(XV \r) is the canonical parameter θ derived from XV \r.

By the Hammersley-Clifford theorem, and some elementary calculation, this

conditional distribution can be shown to specify the following unique joint distribu-

tion P(X1, . . . , Xp):

Proposition 1. Suppose X = (X1, X2, . . . , Xp) is a p-dimensional random vec-

tor, and its node-conditional distributions are specified by (2.4) given an undirected

graph G. Then its joint distribution P(X1, . . . , Xp) belongs to the graphical model

represented by G, and is given by:

P(X) = exp

{∑
r∈V

θrB(Xr) +
∑
r∈V

∑
t∈N(r)

θrtB(Xr)B(Xt) + . . .

+
∑
r∈V

∑
t2,...,tk∈N(r)

θr...tk B(Xr)

k∏
j=2

B(Xtj ) +
∑
r∈V

C(Xr)−A(θ)

}
, (2.5)

where A(θ) is the log-normalization constant.

Note that the function D(·) (and hence D̄(·)) in (2.4) is the log-partition

function of the node-conditional distribution, while the function A(·) in (2.5) in

turn is the log-partition function of the joint distribution. Proposition 1, thus,

provides an answer to our earlier question on selecting the form of a graphical model

distribution given a univariate exponential family distribution. When the node-

conditional distributions follow a univariate exponential family as in (2.4), there

exists a unique graphical model distribution as specified by (2.5). One question that

remains, however, is whether the above construction, beginning with (2.4), is the
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most general possible. In particular, note that the canonical parameter of the node-

conditional distribution in (2.4) is a tensor factorization of the univariate sufficient

statistic, which seems a bit stringent. Interestingly, by extending the argument

from [13], which considers the special pairwise case, and the Hammersley-Clifford

theorem, we can show that indeed (2.4) and (2.5) have the most general form.

Theorem 1. Suppose X = (X1, . . . , Xp) is a p-dimensional random vector, and its

node-conditional distributions are specified by an exponential family,

P(Xr|XV \r) = exp
{
E(XV \r)B(Xr) + C(Xr)− D̄(XV \r)

}
, (2.6)

where the function E(XV \r), the canonical parameter of exponential family, depends

on the rest of all random variables except Xr (and hence the log-normalization con-

stant D̄(XV \r)). Further, suppose the corresponding joint distribution factors ac-

cording to the graph G, with the factors over cliques of size at most k. Then, the

conditional distribution in (2.6) necessarily has the tensor-factorized form in (2.4),

and the corresponding joint distribution has the form in (2.5).

Theorem 1 thus tells us that under the general assumptions that:

(a) the joint distribution is a graphical model that factors according to a graph G,

and has clique-factors of size at most k, and

(b) its node-conditional distribution follows an exponential family,

it necessarily follows that the conditional and joint distributions are given by (2.4)

and (2.5) respectively.
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An important special case is when the joint graphical model distribution has

clique factors of size at most two. From Theorem 1, the conditional distribution is

given by:

P(Xr|XV \r) = exp

{
θr B(Xr) +

∑
t∈N(r)

θrtB(Xr)B(Xt) + C(Xr)− D̄(XV \r)

}
,

(2.7)

while the joint distribution is given as:

P(X) = exp

{∑
r∈V

θrB(Xr) +
∑

(r,t)∈E

θrtB(Xr)B(Xt) +
∑
r∈V

C(Xr)−A(θ)

}
. (2.8)

For many classes of models (e.g. general Ising, discrete CRFs), the log-partition

function of the joint distribution, A(·), has no analytical form, and might even be

intractable to compute, while the function D(·) typically is more amenable, and

available in analytical form, since it is the log-partition function of a univariate

exponential family distribution.

When the univariate sufficient statistic function B(·) is a linear function

B(Xr) = Xr, then the conditional distribution in (2.7) is precisely a generalized

linear model (GLM) [93] in canonical form,

P(Xr|XV \r) = exp

{
θrXr +

∑
t∈N(r)

θrtXrXt + C(Xr)− D̄(XV \r; θ)

}
, (2.9)

where the canonical parameter of GLMs becomes θr +
∑

t∈N(r) θrtXt. At the same

time, the joint distribution has the form

P(X) = exp

{∑
r∈V

θrXr +
∑

(r,t)∈E

θrtXrXt +
∑
r∈V

C(Xr)−A(θ)

}
, (2.10)
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where the log-partition function A(·) in this case is defined as

A(θ) := log

∫
X

exp

{∑
r∈V

θrXr +
∑

(r,t)∈E

θrtXrXt +
∑
r∈V

C(Xr)

}
dX. (2.11)

We will now provide some examples of our general class of “exponential

family” graphical model distributions, focusing on the case in (2.10) with linear

functions B(Xr) = Xr. For each of these examples, we will also detail the domain,

Θ := {θ : A(θ) < +∞}, of valid parameters that ensure that the density is normal-

izable. Indeed, such constraints on valid parameters are typically necessary for the

distributions over countable discrete or continuous valued variables.

Gaussian graphical models. The popular Gaussian graphical model [109] can

be derived as an instance of the construction in Theorem 1, with the univariate

Gaussian distribution as the exponential family distribution. The univariate Gaus-

sian distribution with known variance σ2 is given by,

P(Z) ∝ exp

{
µ

σ

Z

σ
− Z2

2σ2

}
,

where Z ∈ R, so that it can be seen to be an exponential family distribution of

the form (2.3), with sufficient statistic B(Z) = Z
σ , and base measure C(Z) = − Z2

2σ2 .

Substituting these in (2.10), we get the distribution,

P(X; θ∗) ∝ exp

{∑
r∈V

1

σr
θrXr +

∑
(r,t)∈E

1

σrσt
θrtXrXt −

∑
r∈V

X2
r

2σ2
r

}
, (2.12)

which can be seen to be the multivariate Gaussian distribution. Note that the set of

parameters {θrt}(r,t)∈E entails a precision matrix that needs to be positive definite

for a valid probability distribution.
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Ising models The Ising model [119] in turn can be derived from the construction

in Theorem 1 with the Bernoulli distribution as the univariate exponential family

distribution. The Bernoulli distribution is a member of the exponential family of

the form (2.3), with sufficient statistic B(X) = X, and base measure C(X) = 0,

and with variables taking values in the set X = {0, 1}. Substituting these in (2.10),

we get the distribution,

P(X; θ) = exp

{ ∑
(r,t)∈E

θrtXrXt −A(θ)

}
, (2.13)

where we have ignored the singleton term, i.e. set θr = 0 for simplicity. The form

of the multinomial graphical model, an extension of the Ising model, can also be

represented by (2.10) and has been previously studied in Jalali et al. [60] and others.

The Ising model imposes no constraint on its parameters, {θrt}, for normalizability,

since there are finitely many configurations of the binary random vector X.

Poisson graphical models Poisson graphical models are an interesting instance

with the Poisson distribution as the univariate exponential family distribution. The

Poisson distribution is a member of the exponential family of the form (2.3), with

sufficient statistic B(X) = X and C(X) = −log(X!), and with variables taking

values in the set X = {0, 1, 2, ...}. Substituting these in (2.10), we get the following

Poisson graphical model distribution:

P(X) = exp

{∑
r∈V

θrXr +
∑

(r,t)∈E

θrtXrXt −
∑
r∈V

log(Xr!)−A(θ)

}
. (2.14)

For this Poisson family, with some calculation, it can be seen that the normalizability

condition, A(θ) < +∞, entails θrt ≤ 0 ∀ r, t. In other words, the Poisson graphical
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model can only capture negative conditional relationships between variables.

Exponential graphical models Another interesting instance uses the expo-

nential distribution as the univariate exponential family distribution, with suffi-

cient statistic B(X) = −X and C(X) = 0, and with variables taking values in

X = {0}∪R+. Such exponential distributions are typically used for data describing

inter-arrival times between events, among other applications. Substituting these in

(2.10), we get the following exponential graphical model distribution:

P(X) = exp

{
−
∑
r∈V

θrXr −
∑

(r,t)∈E

θrtXrXt −A(θ)

}
. (2.15)

To ensure that the distribution is valid and normalizable, so that A(θ) < +∞,

we then require that θr > 0, θrt ≥ 0 ∀ r, t. Because of the negative sufficient

statistic, this implies that the exponential graphical model can only capture negative

conditional relationships between variables.

2.2 Statistical guarantees

In this section, we study the problem of learning the graph structure of an underlying

exponential family graphical model, given i.i.d. samples. Specifically, we assume

that we are given n samples of random vector X1:n := {X(i)}ni=1, from a exponential

family graphical model,

P(X; θ∗) = exp

{∑
r∈V

θ∗rXr +
∑

(r,t)∈E∗
θ∗rtXrXt +

∑
r

C(Xr)−A(θ∗)

}
. (2.16)
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The goal in graphical model structure recovery is to recover the edges E∗ of the

underlying graph G = (V,E∗). Following [94, 102, 60], we will approach this prob-

lem via neighborhood estimation: where we estimate the neighborhood of each

node individually, and then stitch these together to form the global graph estimate.

Specifically, if we have an estimate N̂(r) for the true neighborhood N∗(r), then we

can estimate the overall graph structure as,

Ê = ∪r∈V ∪t∈N̂(r)
{(r, t)}. (2.17)

Remark. Note that the node-neighborhood estimates N̂(r) might not be sym-

metric (i.e. there may be a pair (r, s) ∈ V × V , with r ∈ N̂(s), but s 6∈ N̂(r)).

The graph-structure estimate in (2.17) provides one way to reconcile these neigh-

borhood estimates; see Meinshausen and Bühlmann [94] for some other ways to

do so (though as they note, these different estimates have asymptotically identi-

cal sparsistency guarantees: given exponential convergence in the probability of

node-neighborhood recovery to one, the probability that the node-neighborhood es-

timates are symmetric, and hence that the different “reconciling” graph estimates

would become identical, also converges to one.)

The problem of graph structure recovery can thus be reduced to the prob-

lem of recovering the neighborhoods of all the nodes in the graph. In order to es-

timate the neighborhood of any node in turn, we consider the sparsity constrained

conditional MLE. Note that given the joint distribution in (2.16), the conditional
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distribution of Xr given the rest of the nodes is given by,

P(Xr|XV \r) = exp

{
Xr

(
θ∗r +

∑
t∈N∗(r)

θ∗rtXt

)
+ C(Xr)−D

(
θ∗r +

∑
t∈N∗(r)

θ∗rtXt

)}
.

(2.18)

Let θ∗(r) be a set of parameters related to the node-conditional distribution of node

Xr, i.e. θ∗(r) = (θ∗r , θ
∗
\r) ∈ R × Rp−1 where θ∗\r = {θ∗rt}t∈V \r be a zero-padded

vector, with entries θ∗rt for t ∈ N∗(r) and θ∗rt = 0, for t 6∈ N∗(r). In order to infer

the neighborhood structure for each node Xr, we solve the `1 regularized conditional

log-likelihood loss:

minimize
θ(r)∈Ω

{
`
(
θ(r);X1:n

)
+ λn‖θ\r‖1

}
, (2.19)

where Ω is the parameter space in R × Rp−1, and `
(
θ(r);X1:n

)
is the conditional

log-likelihood of the distribution (2.18),

`
(
θ(r);X1:n

)
:= − 1

n
log

n∏
i=1

P
(
X(i)
r |X

(i)
V \r, θ(r)

)
=

1

n

n∑
i=1

{
−X(i)

r

(
θr + 〈θ\r, X

(i)
V \r〉

)
+D

(
θr + 〈θ\r, X

(i)
V \r〉

)}
.

Note that the parameter space Ω might be restricted, and strictly smaller than

R× Rp−1; for Poisson graphical models, θrt ≤ 0 for all r, t ∈ V for instance.

Given the solution θ̂(r) of the M -estimation problem above, we then estimate

the node-neighborhood of r as N̂(r) = {t ∈ V \r : θ̂rt 6= 0}. In what follows, when

we focus on a fixed node r ∈ V , we will overload notation, and use θ ∈ R×Rp−1 as

the parameters of the conditional distribution, suppressing dependence on the node

r.
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2.2.1 Conditions

A key quantity in the analysis is the Fisher information matrix, Q∗r = ∇2`
(
θ∗;X1:n

)
,

which is the Hessian of the node-conditional log-likelihood. In the following, we again

will simply use Q∗ instead of Q∗r where the reference node r should be understood

implicitly. We also use S = {(r, t) : t ∈ N∗(r)} to denote the true neighborhood

of node r, and Sc to denote its complement. We use Q∗SS to denote the d× d sub-

matrix of Q∗ indexed by S where d is the number of neighborhoods of node r again

suppressing dependence on r. Our first two conditions, mirroring those in [102], are

as follows.

(C1) (Dependency condition) There exists a constant ρmin > 0 such that λmin(Q∗SS) ≥

ρmin so that the sub-matrix of Fisher information matrix corresponding to true

neighborhood has bounded eigenvalues. Moreover, there exists a constant ρmax <∞

such that λmax( 1
n

∑n
i=1[X

(i)
V \r(X

(i)
V \r)

T ]) ≤ ρmax.

These condition can be understood as ensuring that variables do not become overly

dependent. We will also need an incoherence or irrepresentable condition on the

Fisher information matrix as in [102].

(C2) (Incoherence condition) There exists a constant α > 0, such that

maxt∈Sc ‖Q∗tS(Q∗SS)−1‖1 ≤ 1− α.

This condition, standard in high-dimensional analyses, can be understood as en-

suring that irrelevant variables do not exert an overly strong effect on the true

neighboring variables.
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A key technical facet of the linear, logistic, and multinomial models in

[94, 102, 60], used heavily in their proofs, was that the random variables {Xr} there

were bounded with high probability. Unfortunately, in the general exponential dis-

tribution in (2.16), we cannot assume this explicitly. Nonetheless, we show that we

can analyze the corresponding regularized M-estimation problems under the follow-

ing mild conditions on the log-partition functions of the joint and node-conditional

distributions.

(C3) (Bounded Moments) For all r ∈ V , the first and second moments are bounded,

so that

E[Xr] ≤ κm and E[X2
r ] ≤ κv,

for some constants κm, κv. Further, the log-partition function A(·) of the joint

distribution (2.16) satisfies:

max
u:|u|≤1

∂2

∂θ2
r

A(θ∗ + uer) ≤ κh,

for some constant κh, and where er ∈ Rp2 is an indicator vector that is equal to one

at the index corresponding to θr, and zero everywhere else. Further, it holds that

max
u:|u|≤1

∂2

∂η2
Ār(η; θ∗) ≤ κh,

where Ār(η) is a slight variant of (2.11):

Ār(η; θ) := log

∫
X

exp

{
ηX2

r +
∑
u∈V

θuXu +
∑

(u,t)∈V 2

θutXuXt +
∑
u∈V

C(Xu)

}
dX,

(2.20)

for some scalar variable η.
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(C4) For all r ∈ V , the log-partition function D(·) of the node-wise conditional

distribution (2.18) satisfies: there exist functions κ1(n, p) and κ2(n, p) (that depend

on the exponential family) such that, for all θ ∈ Θ and X ∈ X , |D′′(a)| ≤ κ1(n, p)

where a ∈
[
b, b+ 4κ2(n, p) max{log n, log p}

]
for b := θr + 〈θ\r, XV \r〉. Additionally,

|D′′′(b)| ≤ κ3(n, p) for all θ ∈ Θ and X ∈ X . Note that κ1(n, p),κ2(n, p) and κ3(n, p)

are functions that might be dependent on n and p, which affect our main theorem

below.

Conditions (C3) and (C4) are the key technical components enabling us to generalize

the analyses in [94, 102, 60] to the general exponential family graphical model case.

2.2.2 Statement of the sparsistency result

Armed with the conditions above, we can show that the random vectors X fol-

lowing the exponential family graphical model distribution in (2.16) are suitably

well-behaved:

Proposition 2. Suppose X is a random vector with the distribution specified in

(2.16). Then, for ∀r ∈ V ,

P
(

1

n

n∑
i=1

(
X(i)
r

)2 ≥ δ) ≤ exp
(
−c n δ2

)
where δ ≤ min{2κv/3, κh + κv}, and c is a positive constant.

We recall the notation that the superscript indicates the sample and the

subscript indicates the node; so that X(i) is the i-th sample, while X
(i)
s is the s-th

variable/node of this random vector.
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Proposition 3. Suppose X is a random vector with the distribution specified in

(2.16). Then, for ∀r ∈ V ,

P
(
|Xr| ≥ δ log η

)
≤ cη−δ

where δ is any positive real value, and c is a positive constant.

These propositions are key to the following sparsistency result for the general

family of exponential family graphical model distributions (2.16).

Theorem 2. Consider any exponential family graphical model distribution as spec-

ified in (2.16), with true parameter θ∗ and associated edge set E∗ that satisfies

(C1)-(C4). Suppose that min(s,t)∈E∗ |θ∗rt| ≥ 10
ρmin

√
dλn, where d is the maximum

neighborhood size. Suppose also that the regularization parameter is chosen such

that M1
(2−α)
α

√
κ1(n, p)

√
log p
n ≤ λn ≤ M2

(2−α)
α κ1(n, p)κ2(n, p) for some constants

M1,M2 > 0. Then, there exist positive constants L, c1, c2 and c3 such that if

n ≥ Ld2κ1(n, p)(κ3(n, p))2 log p(max{log n, log p})2, then with probability at least

1− c1(max{n, p})−2 − exp(−c2n)− exp(−c3n), the following statements hold.

(a) (Unique Solution) For each node r ∈ V , the solution of the M-estimation prob-

lem in (2.19) is unique, and

(b) (Correct Neighborhood Recovery) The M-estimate also recovers the true neigh-

borhood exactly, so that N̂(r) = N∗(r).

Note that if the neighborhood of each node is recovered with high probability,

then by a simple union bound, the estimate in (2.17), Ê = ∪r∈V ∪t∈N̂(r)
{(r, t)} is

equal to the true edge set E∗ with high-probability.
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In the following subsections, we investigate the consequences of Theorem 13

for the sparsistency of specific instances of our general exponential family graphical

model family.

2.2.3 Statistical guarantees for Gaussian MRFs, Ising models,
exponential graphical models

In order to apply Theorem 13 to a specific instance of our general exponential family

graphical model family, we need to specify the terms κ1(n, p), κ2(n, p) and κ3(n, p)

defined in (C4). It turns out that we can specify these terms for the Gaussian graph-

ical models, Ising models and Exponential graphical model distributions, discussed

in Section 2.1, in a similar manner, since the node-conditional log-partition function

D(·) for all these distributions can be upper bounded by some constant independent

of n and p. In particular, we can set κ1(n, p) := κ1, κ2(n, p) :=∞ and κ1(n, p) := κ3

where κ1 and κ3 now become some constants depending on the distributions.

Gaussian MRFs. Recall that the node-conditional distribution for Gaussian MRFs

follow a univariate Gaussian distribution :

P(Xr|XV \r) ∝ exp

{
Xr

(
θr +

∑
t∈N(r)

θrtXt

)
− 1

2
X2
r −

1

2

(
θr +

∑
t∈N(r)

θrtXt

)2}
.

Note that following [94], we assume that σ2
r = 1 for all r ∈ V . The node-conditional

log-partition function D(·) can thus be written as D(η) := −1
2η

2, so that |D′′(η)| = 1

and D′′′(η) = 0. We can thus set κ1 = 1 and κ3 = 0.
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Ising models. For Ising models, node-conditional distribution follows a Bernoulli

distribution:

P(Xr|XV \r) = exp

{
Xr

( ∑
t∈N(r)

θrtXt

)
− log

(
1 + exp

( ∑
t∈N(r)

θrtXt

))}
.

The node-conditional log-partition function D(·) can thus be written as D(η) :=

log
(
1 + exp(η)

)
, so that for any η, |D′′(η)| = exp(η)

(1+exp(η))2
≤ 1

4 and |D′′′(η)| =∣∣ exp(η)(1−exp(η))
(1+exp(η))3

∣∣ < 1
4 . Hence, we can set κ1 = κ3 = 1/4.

Exponential graphical models. Lastly, for exponential graphical models, we

have

P(Xr|XV \r) = exp

{
−Xr

(
θr +

∑
t∈N(r)

θrtXt

)
+ log

(
θr +

∑
t∈N(r)

θrtXt

)}
.

The node-conditional log-partition function D(·) can thus be written as D(η) :=

− log η, with η = θr +
∑

t∈N(r) θrtXt. Recall from Section 2.1 that the node pa-

rameters are strictly positive θr > 0, and the edge-parameters are positive as well,

θrt ≥ 0, as are the variables themselves Xt ≥ 0. Thus, under the additional con-

straint that θr > a0 where a0 is a constant smaller than θ∗r , we have that η :=

θr+
∑

t∈N(r) θrtXt ≥ a0. Consequently, |D′′(η)| = 1
η2
≤ 1

a20
and |D′′′(η)| =

∣∣ 2
η3

∣∣ ≤ 2
a30

.

We can thus set κ1 = 1
a20

and κ3 = 2
a30

.

Armed with these derivations, we recover the following result on the spar-

sistency of Gaussian, Ising and Exponential graphical models, as a corollary of

Theorem 13:

Corollary 1. Consider a Gaussian MRF (2.12) or Ising model (2.13) or Exponen-

tial graphical model (2.15) distribution with true parameter θ∗, and associated edge
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set E∗, and which satisfies (C1)-(C3). Suppose that min(s,t)∈E∗ |θ∗rt| ≥ 10
ρmin

√
dλn.

Suppose also that the regularization parameter is set so that M (2−α)
α

√
κ1

√
log p
n ≤ λn

for some constant M > 0. Then, there exist positive constants L, c1, c2 and c3

such that if n ≥ Lκ1κ
2
3d

2 log p(max{log n, log p})2, then with probability at least

1− c1(max{n, p})−2− exp(−c2n)− exp(−c3n), the statements on the uniqueness of

the solution and correct neighborhood recovery, in Theorem 13 hold.

Remark. As noted, our models and theorems are quite general, extending well

beyond the popular Ising and Gaussian graphical models. The graph structure

recovery problem for Gaussian models was studied in [94] especially for the regime

where the neighborhood sparsity index is sublinear, meaning that d/p→ 0. Besides

the sublinear scaling regime, Corollary 1 can be adapted to entirely different types

of scaling, such as the linear regime where d/p → α for some α > 0 (see [117] for

details on adaptations to sublinear scaling regimes). Moreover, with κ1 and κ3 as

defined above, Corollary 1 exactly recovers the result in [102] for the Ising models

as a special case.

2.2.4 Statistical guarantees for Poisson graphical models

We now consider the Poisson graphical model. Again, to derive the corresponding

corollary of Theorem 13, we need to specify the terms κ1(n, p), κ2(n, p) and κ3(n, p)

defined in (C4). Recall that the node-conditional distribution of Poisson graphical

models has the form:

P(Xr|XV \r) = exp

{
Xr

(
θr +

∑
t∈N(r)

θrtXt

)
− log(Xr!)− exp

(
θr +

∑
t∈N(r)

θrtXt

)}
.
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The node-conditional log-partition function D(·) can thus be written as D(η) :=

exp η, with η = θr +
∑

t∈N(r) θrtXt. Noting that the variables {Xt} range over

positive integers, and that feasible parameters θrt are negative, we obtain

D′′(η) = D′′
(
θr + 〈θ\r, XV \r〉+ 4κ2(n, p) log p′

)
= exp

(
θr + 〈θ\r, XV \r〉+ 4κ2(n, p) log p′

)
≤ exp

(
θr + 4κ2(n, p) log p′

)
,

where p′ = max{n, p}. Suppose that we restrict our attention on the subfam-

ily where θr ≤ a0 for some positive constant a0. Then, if we choose κ2(n, p) :=

1/(4 log p′), we then obtain θr + 4κ2(n, p) log p′ ≤ a0 + 1, so that setting κ1(n, p) :=

exp(a0 + 1) would satisfy (C4). Similarly, we obtain D′′′
(
θr + 〈θ\r, XV \r〉

)
=

exp
(
θr + 〈θ\r, XV \r〉

)
≤ exp(a0 + 1), so that we can set κ3(n, p) to exp(a0 + 1).

Armed with these settings, we recover the following corollary for Poisson

graphical models:

Corollary 2. Consider a Poisson graphical model distribution as specified in (2.14),

with true parameters θ∗, and associated edge set E∗, that satisfies (C1)-(C3). Sup-

pose that min(s,t)∈E∗ |θ∗rt| ≥ 10
ρmin

√
dλn. Suppose also that the regularization param-

eter is chosen such that M1
(2−α)
α

√
κ1

√
log p
n ≤ λn ≤ M2κ1

(2−α)
α

1
max{logn,log p} for

some constants M1,M2 > 0. Then, there exist positive constants L, c1, c2 and

c3 such that if n ≥ Ld2κ1κ
2
3 log p(max{log n, log p})2, then with probability at least

1− c1(max{n, p})−2− exp(−c2n)− exp(−c3n), the statements on the uniqueness of

the solution and correct neighborhood recovery, in Theorem 13 hold.
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2.3 Numerical experiments

We evaluate our M -estimators for exponential family graphical models, specifically

for the Poisson and exponential distributions, through simulations and real data

examples. Neighborhood selection was performed for each M -estimator with an

`1 penalty to induce sparsity and non-negativity or non-positivity constraints to

enforce appropriate restrictions on the parameters. Optimization algorithms were

implemented using projected gradient descent [37, 12], which since the objectives

are convex, is guaranteed to converge to the global optimum.

2.3.1 Simulation studies

We provide a small simulation study that corroborates our sparsistency results;

specifically Corollary 1 for the exponential graphical model, where node-conditional

distributions follow an exponential distribution, and Corollary 2 for the Poisson

graphical model, where node-conditional distributions follow a Poisson distribution.

We instantiated the corresponding exponential and Poisson graphical model dis-

tributions in (2.15) and (2.14) for 4 nearest neighbor lattice graphs (d = 4), with

varying number of nodes, p ∈ {64, 100, 169, 225}, and with identical edge weights

for all edges: for exponential MRF, θ∗r = 0.1 and θ∗rt = 1, and, for Poisson MRF,

θ∗r = 2 and θ∗rt = −0.1. We generated i.i.d. samples from these distributions using

Gibbs sampling, and solved our sparsity-constrained M -estimation problem by set-

ting λn = c
√

log p
n , following our corollaries; c = 3 for exponential MRF, and 15 for

Poisson MRF. We repeated each simulation 50 times and measured the empirical

probability over the 50 trials that our penalized graph estimate in (2.17) success-
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fully recovered all edges, that is, P (Ê = E∗). The left panels of Figure 2.1(a)

and Figure 2.1(b) show the empirical probability of successful edge recovery. In

the right panel, we plot the empirical probability against a re-scaled sample size

β = n/(log p). According to our corollaries, the sample size n required for successful

graph structure recovery scales logarithmically with the number of nodes p. Thus,

we would expect the empirical curves for different problem sizes to more closely

align with this re-scaled sample size on the horizontal axis, a result clearly seen in

the right panels of Figure 2.1. This small numerical study thus corroborates our

theoretical sparsistency results.

We also evaluate the comparative performance of our M -estimators for re-

covering the true edge structure from the different types of data. Specifically, we

consider the three typical examples in our unified neighborhood selection approach:

the Poisson M -estimator, the Exponential M -estimator, and the well-known Gaus-

sian M -estimator by [94]. In order to extensively compare their performances, we

compute the receiver-operator-curves for the overall graph recovery by varying the

regularization parameter, λn. In Figure 2.2, the same graph structures for the expo-

nential MRF (θ∗r = 0.1 and θ∗rt = 1) and the Poisson MRF (θ∗r = 2 and θ∗rt = −0.1)

with 4 nearest neighbors, are used as in the previous simulation. Moreover, we focus

on the high-dimensional regime where n < p. As shown in the figure, exponential

and Poisson M -estimators outperform and have significant advantage over Gaussian

neighborhood selection approach if the data is generated according to exponential

or Poisson MRFs. One interesting phenomenon we observe is that exponential and

Poisson M -estimators perform similarly regardless of the underlying graphical model
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(b) Poisson Grid Structure

Figure 2.1: Probabilities of successful support recovery for the (a) exponential MRF,
grid structure with parameters θ∗r = 0.1 and θ∗rt = 1, and the (b) Poisson MRF, grid
structure with parameters θ∗r = 2 and θ∗rt = −0.1. The empirical probability of
successful edge recovery over 50 replicates is shown versus the sample size n (left),
and verses the re-scaled sample size β = n/(log p) (right). The empirical curves
align for the latter, thus verifying the logarithmic dependence of n on p as obtained
in our sparsistency analysis.

distribution. This likely occurs as our estimator maximizes the conditional likeli-

hoods by fitting penalized GLMs. Note that GLMs assume that the conditional

mean of the regression model follows an exponential family distribution. As both
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(b) Poisson Grid Structure

Figure 2.2: Receiver-operator curves (ROC) computed by varying the regular-
ization parameter, λn. High-dimensional data is generated according to (a) the
Poisson MRF with (n, p) = (150, 225) and to (b) the exponential MRF with
(n, p) = (100, 225). Results are compared for three M -estimators: that of the
Poisson, exponential, and Gaussian distributions.

the Poisson distribution and the exponential distribution have the same mean, the

rate parameter, λ, we would expect GLM-based methods that fit conditional means

to perform similarly.

As discussed at end of Section 2.1, the exponential and Poisson graphical

models are able to capture only negative conditional dependencies between random

variables, and our corresponding M -estimators are computed under this constraint.

In our last simulation, we evaluate the impact of this restriction when the true

graph contains both positive and negative edge weights. As there does not exist a

proper MRF related to the Poisson and exponential distributions with both positive

and negative dependencies, we resort to generating data from via a copula trans-

form. In particular, we first generate multivariate Gaussian samples from N(0,Σ)

where Θ = Σ−1 is the precision matrix corresponding to the 4 nearest neighbor
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grid structure previously considered. Specifically, Θ has all ones on the diagonal

and θ∗rt = ±0.2 with equal probabilities. We then use a standard copula trans-

form to make the marginals of the generated data approximately Poisson. Figure

2.3 again present receiver operator curves (ROC) for the three different classes of

M -estimators on the copula transformed data, transformed to the Poisson distri-

bution. In the left of Figure 2.3, we consider signed support recovery where we

define the true positive rate as
# of edges s.t. sign(θ∗rt) = sign(θ̂rt)

# of edges
. In the right,

on the other hand, we ignore the positive edges so that true positive rate is now

# of edges s.t. sign(θ∗rt) = sign(θ̂rt) = −1

# of negative edges
. Note that the false positive rate is also

defined similarly. As expected, the results indicate that our Poisson and exponential

M -estimators fail to recover the edges with positive conditional dependencies recov-

ered by the Gaussian M -estimator. However, when attention is restricted to nega-

tive conditional dependencies, our method outperforms the Gaussian M -estimator.

Notice also that for the exponential and Poisson M -estimators, the highest false

positive rate achieved is around 0.15. This likely occurs due to the constraints en-

forced by our M -estimators that force the weights of potential positive conditional

dependent edges to be zero. Thus, while the restrictions on the edge weights may be

severe, for the purpose of estimating negative conditional dependencies with limited

false positives, the Poisson and exponential M -estimators have an advantage.

2.3.2 Real data examples

To demonstrate the versatility of our family of graphical models, we also provide

two real data examples: a meta-miRNA inhibitory network estimated by the Poisson

38



0.1 0.2 0.3
0

0.2

0.4

0.6

0.8

1

False Positive Rate

T
ru

e
 P

o
s
it
iv

e
 R

a
te

0.1 0.2 0.3
0

0.2

0.4

0.6

0.8

1

False Positive Rate

T
ru

e
 P

o
s
it
iv

e
 R

a
te

 

 

Gaussian M−estimator
Poisson M−estimator
Exponential M−estimator
y = 0.5 x

Figure 2.3: Receiver-operator curves (ROC) computed by varying the regularization
parameter, λn, for data, (n, p) = (200, 225), generated via Poisson copula transform
according to a network with both positive and negative conditional dependencies.
Left plot denotes results on overall edge recovery, while right plot denotes recovery of
the edges with negative weights corresponding to negative conditional dependencies.

graphical model, Figure 2.4, and a cell signaling network estimated by the exponen-

tial graphical model, Figure 2.5.

When applying our family of graphical models, there is always a question of

whether our model is an appropriate fit for the observed data. Typically, one can

assess model fit using goodness-of-fit tests. For the Gaussian graphical model, this

reduces to testing whether the data follows a multivariate Gaussian distribution.

For general exponential family graphical models, testing for goodness-of-fit is more

challenging. Some have proposed likelihood ratio tests specifically for lattice systems

with a fixed and known dependence structure [13]. When the network structure is

unknown, however, there are no such existing tests. While we leave the development

of an exact test to future work, we provide a heuristic that can help us understand

whether our model is appropriate for a given dataset.
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Recall that our model assumes that conditional on its node-neighbors, each

variable is distributed according to an exponential family. Thus, if the neighborhood

is known, our conditional models are simply GLMs, for which the goodness-of-fit

can be assessed compared to a null model by a likelihood ratio test [93]. When

neighborhoods must be estimated, and specifically when estimated via an `1-norm

penalty, the resulting ratio of likelihoods no longer follow a chi-squared distribution

[20]. Recently, for the `1 linear regression case, Lockhart et al. [86] have shown that

the difference in the residual sums of squares follows an exponential distribution.

Similar results have not yet been extended to the penalized GLM case. In the ab-

sence of such tests, we propose a simple heuristic: for each node, first estimate the

node-neighborhood via our proposed M -estimator. Next, assuming the neighbor-

hood is fixed, fit a GLM and compare the fit of this model to that of a null model

(only an intercept term) via the likelihood ratio test. One can then heuristically as-

sess the overall goodness-of-fit by examining the fit of a GLM to all the nodes. This

procedure is clearly not an exact test, and following from Lockhart et al. [86], it is

likely conservative. In the absence of an exact test, which we leave for future work,

this heuristic provides some assurances about the appropriateness of our model for

real data.

Poisson graphical model: meta-miRNA inhibitory network Gaussian graph-

ical models have often been used to study high-throughput genomic networks es-

timated from microarray data [101, 46, 122]. Many high-throughput technologies,

however, do not produce even approximately Gaussian data, so that our class of
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graphical models could be particularly important for estimating genomic networks

from such data. We demonstrate the applicability of our class of models by esti-

mating a meta-miRNA inhibitory network for breast cancer estimated by a Poisson

graphical model. Level III breast cancer miRNA expression [27] as measured by

next generation sequencing was downloaded from the TCGA portal (http://tcga-

Figure 2.4: Meta-miRNA inhibitory network for breast cancer estimated via Poisson
graphical models from miRNA-sequencing data. Level III data from TCGA was
processed into tightly correlated clusters, meta-miRNAs, with the driver miRNAs
identified for each cluster taken as the set of nodes for our network. The Poisson
network reveals major inhibitory relationships between three hub miRNAs, two of
which have been previously identified as tumor suppressors in breast cancer.
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data.nci.nih.gov/tcga/). MicroRNAs (miRNA) are short RNA fragments that are

thought to be post-transcriptional regulators, predominantly inhibiting translation.

Measuring miRNA expression by high-throughput sequencing results in count data

that is zero-inflated, highly skewed, and whose total count volume depends on ex-

perimental conditions [77]. Data was processed to be approximately Poisson by

following the steps described in [5]. In brief, the data was quantile corrected to

adjust for sequencing depth [21]; the miRNAs with little variation across the sam-

ples, the bottom 50%, were filtered out; and the data was adjusted for possible

over-dispersion using a power transform and a goodness of fit test [77]. We also

tested for batch effects in the resulting data matrix consisting of 544 subjects and

262 miRNAs: we fit a Poisson ANOVA model [76], and only found 4% of miRNAs

to be associated with batch labels; and thus no significant batch association was

detected. As several miRNAs likely target the same gene or genes in the same

pathway, we expect there to be strong positive dependencies among variables that

cannot be captured directly by our Poisson graphical model which only permits

negative conditional relationships. Thus, we will use our model to study inhibitory

relationships between what we term meta-miRNAs, or groups of miRNAs that are

tightly positively correlated. To accomplish this, we further processed our data to

form clusters of positively correlated miRNAs using hierarchical clustering with av-

erage linkage and one minus the correlation as the distance metric. This resulted in

40 clusters of tightly positively correlated miRNAs. The nodes of our meta-miRNA

network were then taken as a the medoid, or median centroid defined as the miRNA

closest in Euclidean distance to the cluster centroid, in each group.
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A Poisson graphical model was fit to the meta-miRNA data by performing

neighborhood selection with the sparsity of the graph determined by stability selec-

tion [82]. The heuristic previously discussed was used to assess goodness-of-fit for our

model. Out of the 40 node-neighborhoods tested via a likelihood ratio test, 36 exhib-

ited p-values less than 0.05, and 34 were less than 0.05/40, the Bonferroni-adjusted

significance level. These results show that the Poisson GLM is a significantly better

fit for the majority of node-neighborhoods than the null model, indicating that our

Poisson graphical model is appropriate for this data. The results of our estimated

Poisson graphical model, Figure 2.4 (left), are consistent with the cancer genomics

literature. First, the meta-miRNA inhibitory network has three major hubs. Two of

these, miR-519 and miR-520, are known to be breast cancer tumor suppressors, sup-

pressing growth by reducing HuR levels [1] and by targeting NF-KB and TGF-beta

pathways [64] respectively. The third major hub, miR-3156, is a miRNA of unknown

function; from its major role in our network, we hypothesize that miR-3156 is also

associated with tumor suppression. Also interestingly, let-7, a well-known miRNA

involved in tumor metastasis [138], plays a central role in our network, sharing edges

with the five largest hubs. This suggests that our Poisson graphical model has re-

covered relevant negative relationships between miRNAs with the five major hubs

acting as suppressors, and the central let-7 miRNA and those connected to each of

the major hubs acting as enhancers of tumor progression in breast cancer.

Exponential graphical model: inhibitory cell-signaling network We demon-

strate our exponential graphical model, derived from the univariate exponential dis-
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tribution, using a protein signaling example [108]. Multi-florescent flow cytometry

was used to measure the presence of eleven proteins (p = 11) in n = 7462 cells. This

data set was first analyzed using Bayesian Networks in Sachs et al. [108] and then

using the graphical lasso algorithm in Friedman et al. [45]. Measurements from flow-

cytometry data typically follow a left skewed distribution. Thus to model such data,

these measurements are typically normalized to be approximately Gaussian using a

log transform after shifting the data to be non-negative [51]. Here, we demonstrate

the applicability of our exponential graphical models to recover networks directly
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Figure 2.5: Cell signaling network estimated from flow cytometry data via expo-
nential graphical models (left) and Gaussian graphical models (right). The expo-
nential graphical model was fit to un-transformed flow cytometry data measuring
11 proteins, and the Gaussian graphical model to log-transformed data. Estimated
negative conditional dependencies are given in red. Both networks identify PKA
(protein kinase A) as a major inhibitor, consistent with previous results.
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from continuous skewed data, so that we learn the network directly from the flow-

cytometry data without any log or such transforms. Our pre-processing is limited

to shifting the data for each protein so that it consists of non-negative values. For

comparison purposes, we also fit a Gaussian graphical model to the log-transformed

data.

We then learned an exponential and Gaussian graphical model from this flow

cytometry data using stability selection [82] to select the sparsity of the graphs. The

goodness-of-fit heuristic previously described was used to assess the appropriateness

of our model. Out of the eight connected node-neighborhoods, the likelihood ra-

tio test was statistically significant for seven neighborhoods, indicating that our

exponential graphical model is a better fit than the null model. The estimated

protein-signaling network is shown on the right in Figure 2.5 with that of the Gaus-

sian graphical model fit to the log-transformed data on the left. Estimated negative

conditional dependencies are shown in red. Recall that the exponential graphical

model restricts the edge weights to be non-negative; because of the negative inverse

link, this implies that only negative conditional associations can be estimated. No-

tice that our exponential graphical model finds that PKA, protein kinase A, is a

major protein inhibitor in cell signaling networks. This is consistent with the in-

hibitory relationship of PKA as estimated by the Gaussian graphical model, right

Figure 2.5, as well as its hub status in the Bayesian network of [108]. Interestingly,

our exponential graphical model also finds a clique between PIP2, Mek, and P38,

which was not found by Gaussian graphical models.
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Chapter 3

Poisson Graphical Models

While the graphical model induced from the previous chapter seems like a

good candidate to model multivariate count data, there is one major defect. For

the density to be normalizable, the edge weights specifying the Poisson graphical

model distribution have to be non-positive. This restriction implies that a Pois-

son graphical model distribution only models negative dependencies, or so called

“competitive” relationships among variables. Thus, such a Poisson graphical model

would have limited practical applicability in modeling more general multivariate

count data [61, 50], with both positive and negative dependencies among the vari-

ables.

To address this major drawback of non-positive conditional dependencies

of the Poisson MRF, [61, 50] have suggested the use of the Winsorized Poisson

distribution. This is the univariate distribution obtained by truncating the integer-

valued Poisson random variable at a finite constant R. Specifically, they propose

the use of this Winsorized Poisson as node-conditional distributions, and assert
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that there exists a consistent joint distribution by following the construction of [13].

Interestingly, we will show that their result is incorrect and this approach can never

lead to a consistent joint distribution in the vein of Chapter 2. Thus, there currently

does not exist a graphical model distribution for high-dimensional multivariate count

data that does not suffer from severe deficiencies. In this chapter, our objective is

to specify a joint graphical model distribution over the set of non-negative integers

that can capture rich dependence structures between variables.

3.1 Poisson graphical models & truncation

Poisson graphical models were originally introduced by [13] for the pairwise case,

where they termed these “Poisson auto-models”; we have provided a generalization

to these models in Chapter 2. Let X = (X1, X2, . . . , Xp) be a p-dimensional random

vector where the domain X of each Xs is W := {0, 1, 2, . . .}; and let G = (V,E) be

an undirected graph over p nodes corresponding to the p variables. The pairwise

Poisson graphical model (PGM) distribution over X is then defined:

P(X) = exp

{∑
s∈V

θsXs +
∑

(s,t)∈E

θstXsXt −
∑
s∈V

log(Xs!)−A(θ)

}
. (3.1)

as specified in (2.14). It can be seen that the node-conditional distributions for

the above distribution are given by P(Xs|XV \s) = exp{ηsXs − log(Xs!)− exp(ηs)},

which is a univariate Poisson distribution with parameter λ = exp(ηs) = exp(θs +∑
t∈N (s) θstXt), and where N (s) is the neighborhood of node s according to graph

G.

As we have noted, there is a major drawback with this Poisson graphical
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model distribution. Note that the domain of parameters θ of the distribution in

(3.1) are specified by the normalizability condition A(θ) < +∞, where A(θ) :=

log
∑
X p exp

{∑
s∈V θsXs +

∑
(s,t)∈E θstXsXt −

∑
s∈V log(Xs!)

}
.

Proposition 4 (See [13]). Consider the Poisson graphical model distribution in

(3.1). Then, for any parameter θ, A(θ) < +∞ only if the pairwise parameters are

non-positive: θst ≤ 0 for (s, t) ∈ E .

The above proposition asserts that the Poisson graphical model in (3.1) only

allows negative edge-weights, and consequently can only capture negative conditional

relationships between variables. Thus, even though the Poisson graphical model is a

natural extension of the univariate Poisson distribution, it entails a highly restrictive

parameter space with severely limited applicability. The objective of this chapter,

then, is to arrive at a graphical model for count data that would allow relaxing

these restrictive assumptions, and model both positively and negatively correlated

variables.

3.1.1 Truncation, Winsorization, and the Poisson distribution

The need for finiteness of A(θ) imposes a negativity constraint on θ because of the

countably infinite domain of the random variables. A natural approach to address

this would then be to truncate the domain of the Poisson random variables. In this

subsection, we will investigate the two natural ways in which to do so and discuss

their possible graphical model distributions.
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A natural truncation approach [61] first introduced an approach to truncate

the Poisson distribution in the context of graphical models. Suppose Z ′ is Poisson

with parameter λ. Then, one can define what they termed a Winsorized Poisson

random variable Z as follows: Z = I(Z ′ < R)Z ′+I(Z ′ ≥ R)R, where I(A) is an indi-

cator function, and R is a fixed positive constant denoting the truncation level. The

probability mass function of this truncated Poisson variable, P(Z;λ,R), can then be

written as I(Z < R)
(
λZ

Z! exp(−λ)
)

+I(Z = R)
(

1−
∑R−1

i=0
λi

i! exp(−λ)
)

. Now consider

the use of this Winsorized Poisson distribution for node-conditional distributions,

P(Xs|XV \s): I(Xs < R)
(
λXss
Xs!

exp(−λs)
)

+ I(Xs = R)
(

1−
∑R−1

k=0
λks
k! exp(−λs)

)
,

where λs = exp(ηs) = exp
(
θs +

∑
t∈N (s) θstXt

)
. By the Taylor series expansion of

the exponential function, this distribution can be expressed in a form reminiscent

of the exponential family,

P(Xs|XV \s) = exp
{
ηsXs − log(Xs!) + I(Xs = R)Ψ(ηs)− exp(ηs)

}
, (3.2)

where Ψ(ηs) is defined as log
{

R!
exp(Rηs)

∑∞
k=R

exp(kηs)
k!

}
.

We now have the machinery to describe the development in [61] of a Win-

sorized Poisson graphical model. Specifically, [61] assert in a Proposition of their

paper that there is a valid joint distribution consistent with these Winsorized Pois-

son node-conditional distributions above. However, in the following theorem, we

prove that such a joint distribution can never exist.

Theorem 3. Suppose X = (X1, . . . , Xp) is a p-dimensional random vector with

domain {0, 1, ..., R}p where R > 3. Then there is no joint distribution over X

such that the corresponding node-conditional distributions P(Xs|XV \s), of a node
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conditioned on the rest of the nodes, have the form specified as P(Xs|XV \s) ∝

exp
{
E(XV \s)Xs− log(Xs!) + I(Xs = R)Ψ

(
E(XV \s)

)}
, where E(XV \s), the canon-

ical exponential family parameter, can be an arbitrary function.

Theorem 3 thus shows that we cannot just substitute the Winsorized Poisson

distribution in the construction of exponential family graphical model to obtain a

Winsorized variant of Poisson graphical models.

A new approach to truncation It is instructive to study the probability mass

function of the univariate Winsorized Poisson distribution in (3.2). The “remnant”

probability mass of the Poisson distribution for the cases where X > R, was all

moved to X = R. In the process, it is no longer an exponential family, a property

that is crucial for compatibility with the construction of exponential family graphi-

cal models in Chapter 2. Could we then derive a truncated Poisson distribution that

still belongs to the exponential family? It can be seen that the following distribu-

tion over a truncated Poisson variable Z ∈ X = {0, 1, . . . , R} fits the bill perfectly:

P(Z) = exp{θZ−log(Z!)}∑
k∈X exp{θk−log(k!)} . The random variable Z here is another natural trun-

cated Poisson variant, where the “remnant” probability mass for the cases where

X > R was distributed to all the remaining events X ≤ R. It can be seen that this

distribution also belongs to the exponential family. A natural strategy would then

be to use this distribution as the node-conditional distributions in the construction

of our exponential family graphical models:

P(Xs|XV \s) =
exp

{(
θs +

∑
t∈N (s) θstXt

)
Xs − log(Xs!)

}
∑

k∈X exp
{(
θs +

∑
t∈N (s) θstXt

)
k − log(k!)

} . (3.3)
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Theorem 4. Suppose X = (X1, . . . , Xp) be a p-dimensional random vector, where

each variable Xs for s ∈ V takes values in the truncated positive integer set, {0, 1, ..., R},

where R is a fixed positive constant. Suppose its node-conditional distributions are

specified as in (3.3), where the node-neighborhoods are as specified by a graph G.

Then, there exists a unique joint distribution that is consistent with these node-

conditional distributions, and moreover this distribution belongs to the graphical

model represented by G, with the form:

P(X) := exp
{∑
s∈V

θsXs +
∑

(s,t)∈E

θstXsXt −
∑
s∈V

log(Xs!)−A(θ)
}
,

where A(θ) is the normalization constant.

We call this distribution the Truncated Poisson graphical model (TPGM)

distribution. Note that it is distinct from the original Poisson distribution (3.1);

in particular its normalization constant involves a summation over finitely many

terms. Thus, no restrictions are imposed on the parameters for the normalizability

of the distribution. Unlike the original Poisson graphical model, the TPGM can

model both positive and negative dependencies among its variables.

There are, however, some drawbacks to this graphical model distribution.

First, the domain of the variables is bounded a priori by the distribution spec-

ification, so that it is not broadly applicable to arbitrary, and possibly infinite,

count-valued data. Second, problems arise when the random variables take on large

count values close to R. In particular by examining (3.3), one can see that when Xt

is large, the mass over Xs values get pushed towards R; thus, this truncated version
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is not always close to that of the original Poisson density. Therefore, as the trunca-

tion value R increases, the possible values that the parameters θ can take become

increasingly negative or close to zero to prevent all random variables from always

taking large count values at the same time. This can be seen as if we take R→∞,

we arrive at the original PGM and negativity constraints. In summary, the TPGM

approach offers some trade-offs between the value of R, it more closely follows the

Poisson density when R is large, and the types of dependencies permitted.

3.2 A new class of Poisson variants and their graphical
model distributions

As discussed in the previous section, taking a Poisson random variable and truncat-

ing it may be a natural approach but does not lead to a valid multivariate graphical

model extension, or does so with some caveats. Accordingly in this section, we in-

vestigate the possibility of modifying the Poisson distribution more fundamentally,

by modifying its sufficient statistic and base measure.

3.2.1 A quadratic Poisson graphical model

As noted in Proposition 4, the normalizability of this Poisson graphical model dis-

tribution, however, requires that the pairwise parameters be negative. A closer look

at the proof of Proposition 4 shows that a key driver of the result is that the base

measure terms
∑

s∈V C(Xs) =
∑

s∈V log(Xs!) scale more slowly than the quadratic

pairwise terms XsXt. Accordingly, we consider the following general distribution
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over count-valued variables:

P(Z) = exp(θZ − C(Z)−D(θ)), (3.4)

which has the same sufficient statistics as the Poisson, but a more general base

measure C(Z), for some function C(·). The following theorem shows that for nor-

malizability of the resulting graphical model distribution with possibly positive edge-

parameters, the base measure cannot be sub-quadratic:

Theorem 5. Suppose X = (X1, . . . , Xp) is a count-valued random vector, with joint

distribution given by the graphical model extension of the univariate distribution

in (3.4) which follows the construction of exponential family graphical models in

Chapter 2). Then, if the distribution is normalizable so that A(θ) <∞ for θ 6≤ 0, it

necessarily holds that C(Z) = Ω(Z2).

The previous theorem thus suggests using the “Gaussian-esque” quadratic

base measure C(Z) = Z2, so that we would obtain the following distribution over

count-valued vectors, P(X) = exp
{∑

s∈V θsXs +
∑

(s,t)∈E θstXsXt − c
∑

s∈V X
2
s −

A(θ)
}

. for some fixed positive constant c > 0. We consider the following general-

ization of the above distribution:

P(X) = exp

{∑
s∈V

θsXs +
∑

(s,t)∈E

θstXsXt +
∑
s∈V

θssX
2
s −A(θ)

}
. (3.5)

We call this distribution the Quadratic Poisson Graphical Model (QPGM). The

following proposition shows that the QPGM is normalizable while permitting both

positive and negative edge-parameters.

53



Proposition 5. Consider the distribution in (3.5). Suppose we collate the quadratic

term parameters into a p× p matrix Θ. Then the distribution is normalizable pro-

vided the following condition holds: There exists a positive constant cθ, such that

for all X ∈Wp, XTΘX ≤ −cθ‖X‖22.

The condition in the proposition would be satisfied provided that the pair-

wise parameters are point-wise negative: Θ < 0, similar to the original Poisson

graphical model. Alternatively, it is also sufficient for the pairwise parameter ma-

trix to be negative-definite: Θ ≺ 0, which does allow for positive and negative

dependencies, as in the Gaussian distribution.

A possible drawback with this distribution is that due to the quadratic base

measure, the QPGM has a Gaussian-esque thin tail. Even though the domains of

Gaussian and QPGM are distinct, their densities have similar behaviors and shapes

as long as θs+
∑

t∈N(s) θstXt ≥ 0. Indeed, the Gaussian log-partition function serves

as a variational upper bound for the QPGM. Specifically, under the restriction that

θss < 0, we arrive at the following upper bound:

D(θ;XV \s) = log
∑
Xs∈W

exp
{
ηsXs + θssX

2
s

}
≤ log

∫
Xs∈R

exp
{
ηsXs + θssX

2
s

}
dXs

= DGauss(θ;X\s) = 1/2 log 2π − 1/2 log(−2θss)−
1

4θss
(θs +

∑
t∈N(s)

θstXt)
2,

by relating to the log-partition function of a node-conditional Gaussian distribution.

Thus, node-wise regressions according to the QPGM via the above variational up-

per bound on the partition function would behave similarly to that of a Gaussian

graphical model.
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Figure 3.1: Sublinear sufficient statistics, B(X;R0, R)

3.2.2 A sub-linear Poisson graphical model

From the previous section, we have learned that so long as we have linear sufficient

statistics, B(X) = X, we must have a base measure that scales at least quadratically,

C(Z) = Ω(Z2), for a Poisson-based graphical model (i) to permit both positive

and negative conditional dependencies and (ii) to ensure normalizability. Such a

quadratic base measure however results in a Gaussian-esque thin tail, while we

would like to specify a distribution with possibly heavier tails than those of QPGM.

It thus follows that we would need to control the linear Poisson sufficient statistics

B(X) = X itself. Accordingly, we consider the following univariate distribution over

count-valued variables:

P(Z) = exp
{
θB(Z)− logZ!−D(θ)

}
, (3.6)

which has the same base measure C(Z) = logZ! as the Poisson. While there could

be other possibilities of choosing function B(·), we propose to use the following
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sub-linear sufficient statistics :

B(x;R0, R) =


x if x ≤ R0

− 1
2(R−R0) x

2 + R
R−R0

x− R2
0

2(R−R0) if R0 < x ≤ R
R+R0

2 if x ≥ R

Up to R0, B(x) increases linearly, however, after R0 its slope decreases linearly and

becomes zero at R. Figure 3.1 depicts this sublinear statistic.

The following theorem shows the normalizability of the SPGM:

Theorem 6. Suppose X = (X1, . . . , Xp) is a count-valued random vector, with joint

distribution given by the graphical model extension of the univariate distribution in

(3.6) (following the construction of exponential family graphical models in Chapter

2):

P(X) = exp

{∑
s∈V

θsB(Xs;R0, R) +
∑

(s,t)∈E

θstB(Xs;R0, R)B(Xt;R0, R)

−
∑
s∈V

log(Xs!)−A(θ,R0, R)

}
.

This distribution is normalizable, so that A(θ) < ∞ for all pairwise parameters

θst ∈ R; (s, t) ∈ E.

On comparing with the QPGM, the SPGM has two distinct advantages: (1)

it has a heavier tails with milder base measures as seen in its motivation, and (2)

allows a broader set of feasible pairwise parameters (actually for all real values) as

shown in Theorem 6.

The log-partition function D(θ,R0, R) of node-conditional SPGM involves

the summation over infinite terms, and hence usually does not have a closed-form.
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The log-partition function of traditional univariate Poisson distribution, however,

can serve as a variational upper bound:

Proposition 6. Consider the node-wise conditional distributions with setting of

B(Z) = B(Z;R0, R) in (3.6). If θ ≥ 0, we obtain the following upper bound:

D(θ,R0, R) ≤ DPois(θ) = exp(θ).

3.3 Numerical experiments

While the focus of this chapter is model specification, we can learn our models from

i.i.d. samples of count-valued multivariate vectors using neighborhood selection ap-

proaches as suggested in section 2.2. Specifically, we maximize the `1 penalized

node-conditional likelihoods for our TPGM, QPGM and SPGM models using prox-

imal gradient ascent. Also, as our models are constructed in the framework of

exponential family graphical models in Chapter 2, we expect extensions of their

sparsistency analysis to confirm that the network structure of our model can indeed

be learned from i.i.d. data.

Simulation studies. We evaluate the comparative performance of our TPGM and

SPGM methods for recovering the true network from multivariate count data. Data

of dimension n = 200 samples and p = 50 variables or the high-dimensional regime of

n = 50 samples and p = 100 variables is generated via the TPGM distribution using

Gibbs sampling or via the sums of independent Poissons method of [63]. For the

former, edges were generated with both positive and negative weights, while for the
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Figure 3.2: ROC curves for recovering the true network structure of count-data
generated by the TPGM distribution or by [63] (sums of independent Poissons
method) for both standard and high-dimensional regimes. Our TPGM and SPGM
M -estimators are compared to the graphical lasso [45], the non-paranormal copula-
based method [81] and the non-paranormal SKEPTIC estimator [85].
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latter, only edges with positive weights can be generated. As we expect the SPGM

to be sparsistent for data generated from the SGPM distribution by Theorem 13, we

have chosen to present results for data generated from other models. Two network

structures are considered that are commonly used throughout genomics: the hub

and scale-free graph structures. We compare the performance of our TPGM and

SPGM methods with R set to the maximum count value to Gaussian graphical

models [45], the non-paranormal [81], and the non-paranormal SKEPTIC [85].

In Figure 3.2, ROC curves computed by varying the regularization param-

eter, and averaged over 50 replicates are presented for each scenario. Both TPGM

and SPGM have superior performance for count-valued data than Gaussian based

methods. As expected, the TPGM method has the best results when data is gen-

erated according to its distribution. Additionally, TPGM shows some advantages

in high-dimensional settings. This likely results from a facet of its node-conditional

distribution which places larger mass on strongly dependent count values that are

close to R. Thus, the TPGM method may be better able to infer edges from highly

connected networks, such as those considered. Additionally, all methods compared

outperform the original Poisson graphical model estimator given in Chapter 2 (re-

sults not shown), as this method can only recover edges with negative weights.

Case study: breast cancer microRNA networks. We demonstrate the ad-

vantages of our graphical models for count-valued data by learning a microRNA

(miRNA) expression network from next generation sequencing data. This data con-

sists of counts of sequencing reads mapped back to a reference genome and are

59



replacing microarrays, for which GGMs are a popular tool, as the preferred mea-

sures of gene expression [91]. Level III data was obtained from the Cancer Genome

Atlas (TCGA) [27] and processed according to techniques described in [4]; this data

consists of n = 544 subjects and p = 262 miRNAs. Note that the result in Figure

2.4 uses this same data set to demonstrate network approaches for count-data, and

thus, we use the same data set so that the results of our novel methods may be

compared to those of existing approaches.

Networks were learned from this data using the original Poisson graphical

model, Gaussian graphical models, our novel TPGM approach with R = 11, the

maximum count, and our novel SPGM approach with R = 11 and R0 = 5. Stability

selection [82] was used to estimate the sparsity of the networks in a data-driven

manner. Figure 3.3 and Figure 3.4 depicts the inferred networks for our TPGM and

SPGM methods as well as comparative adjacency matrices to illustrate the differ-

ences between our SPGM method and other approaches. Notice that SPGM and

TPGM find similar network structures, but TPGM seems to find more hub miR-

NAs. This is consistent with the behavior of the TPGM distribution when strongly

correlated counts have values close to R. The original Poisson graphical model, on

the other hand, misses much of the structure learned by the other methods and

instead only finds 14 miRNAs that have major conditionally negative relationships.

As most miRNAs work in groups to regulate gene expression, this result is expected

and illustrates a fundamental flaw of the PGM approach. Compared with Gaussian

graphical models, our novel methods for count-valued data find many more edges

and biologically important hub miRNAs. Two of these, mir-375 and mir-10b, found
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by both TPGM and SPGM but not by GGM, are known to be key players in breast

cancer [89, 38]. Additionally, our TPGM and SPGM methods find a major clique

which consists of miRNAs on chromosome 19, indicating that this miRNA cluster

may by functionally associated with breast cancer.
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Figure 3.3: Breast cancer miRNA networks. Network inferred by (top) TPGM with
R = 11 and by (bottom) SPGM with R = 11 and R0 = 5.
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Figure 3.4: Breast cancer miRNA networks. It presents adjacency matrices of in-
ferred networks with that of SPGM occupying the lower triangular portion and that
of (top left) PGM, (top right) TPGM with R = 11, and graphical lasso (bottom)
occupying the upper triangular portion.
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Chapter 4

Mixed Graphical Models

While this work permits graphical modeling for varied types of variables

such as count data (e.g. Poisson graphical models) or left-skewed data (e.g. expo-

nential graphical models), the models assume that all variables belong to the same

type. There are many big-data examples, however, in economics, marketing, and

advertising, among others, where observations are collected on a set of mixed vari-

ables, or variables of many different types. Consider high-throughput genomics, for

example, where for a given biological sample, technologies can measure gene expres-

sion (continuous variables from microarrays or counts from RNA-sequencing), point

mutations (binary variables from SNP-arrays), copy number variation (categorical

variables after processing CGH-arrays), and epigenetic data (continuous variables

from methylation arrays). Scientists are interested in studying relationships both

between and within these different types of genomic markers to better understand

the genetic basis of disease. To this end, new classes of mixed graphical models are

needed that construct Markov networks for sets of heterogeneous variables.
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Existing models for mixed graphs Existing models for mixed graphs are

limited to one particular case: a Gaussian and Ising mixed model. This model

was initially proposed by Lauritzen and Wermuth [69] (and further studied in

[47, 67, 70, 68]), where they formulated a Markov Network over nodes with a sub-

set of continuous variables and a subset of discrete categorical or binary variables.

The construction of this model is simple and assumes that the continuous vari-

ables conditioned on all possible configurations of the discrete vector are distributed

as multivariate Gaussian. This model specification however scales exponentially

with the number of discrete variables, and accordingly several others have proposed

specializations of this Gaussian-Ising mixed graphical model. Lee and Hastie [73]

considered a specialization involving only pairwise interactions between any two

variables, while Cheng et al. [33] further allowed for three-way interactions between

two binary and one continuous variable. In addition to these specializations, these

recent Gaussian-Ising models are limited to allowing variables to one of two specific

types (binary/Ising, and continuous/Gaussian).

While our construction of general mixed graphical models is a natural exten-

sion of that of Markov Random Fields for variables of one type, there are possibly

other ways of jointly modeling variables of mixed types. First, there has been much

recent interest in non-parametric extensions of graphical models using things like

copula transforms [40, 83] or robust estimators of relationships between variables

such as with Spearman’s or Kendall’s Tao rank-correlation [127]. While such ap-

proaches could be employed for mixed types of variables, non-parametric approaches

in general might not adequately account for differing domains of mixed variables
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and likely have less statistical power than parametric methods for recovering graph

structure in high-dimensional settings. Second, our construction is closely related

to that of conditional random field (CRF) models [65], and particularly CRFs con-

structed via node-conditional exponential families as recently investigated by [132].

Deriving a mixed MRF from such CRFs by taking a product of a conditional CRF

distributions and marginal MRF distributions however, has a key disadvantage in

that the resulting distribution ends up with much more complicated terms. Third,

relationships between variables of different types could be approached via types of

multi-response regression models [26]; these are particularly popular approaches for

eQTL mapping of point mutations to gene expression, for example [75]. While these

approaches may be effective at finding connections between two sets of variables,

they cannot model relationships within sets of variables, are limited to only two

types of variables, and do not correspond to a coherent joint probabilistic model.

4.1 An extension of exponential family MRFs

In this chapter, we propose a general class of mixed graphical models that permits

each variable to belong to a potentially different type. Our construction is a natural

extension of that of the Gaussian-Ising model and the class of exponential family

MRFs in Chapter 2. Suppose the conditional distribution of each variable condi-

tioned on other variables belongs to an arbitrary and potentially different univariate

exponential family distribution.

Specifically, we consider the following generalization of the construction in

Chapter 2. Note that the conditional distribution of a variable conditioned on the
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rest of the variables can be specified by a univariate distribution. Accordingly,

suppose that the node-conditional distributions of variables Xr conditioned on the

rest of the response variables, XV \r is given by an arbitrary univariate exponential

family that depends on the node r ∈ V :

P(Xr|XV \r) = exp
{
Er(XV \r)Br(Xr) + Cr(Xr)− D̄r(XV \r)

}
. (4.1)

Here, the functions Br(·), Cr(·) are specified by the choice of a univariate exponential

family, and the parameter Er(XV \r) is an arbitrary function of the all variables

except Xr. Note that the exponential family for each variable Xr could be distinct.

Consider the joint MRF distribution as in (2.1) with arbitrary sufficient

statistics {φc(Xc)}c∈C . As before, would the node-conditional distributions as spec-

ified in (4.1) be consistent with a joint MRF distribution, possibly under some

restriction over the choice of the exponential families, over the functions {Er(·)}r∈V

specifying the node-conditional distributions?

Theorem 7. Consider a p-dimensional random vector X = (X1, . . . , Xp), with

each variable Xr taking values in a potentially distinct set Xr. Consider the node-

conditional distributions, of each variable Xr conditioned on the rest of random

variables, as specified in (4.1) by heterogeneous univariate exponential family distri-

butions. These are consistent with a joint MRF distribution over the random vector

X, as in (2.1), that is Markov with respect to a graph G = (V,E) with clique-set C of

size at most k, if and only if the functions {Er(·)}r∈V specifying the node-conditional

distributions have the form:

θr +
∑

t∈N(r)

θrtBt(Xt) + . . .+
∑

t2,...,tk∈N(r)

θr t2...tk(X)

k∏
j=2

Btj (Xtj ),
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where θr· := {θr, θrt, . . . , θr t2...tk} is a set of parameters, and N(r) is the set of

neighbors of node r according to an undirected graph G = (V,E). Moreover, the

corresponding consistent joint MRF distribution in turn has the following form:

P(X; θ) = exp

{∑
r∈V

θr Br(Xr) +
∑
r∈V

∑
t∈N(r)

θrtBr(Xr)Bt(Xt) +

. . .+
∑

(t1,...,tk)∈C

θt1...tk

k∏
j=1

Btj (Xtj ) +
∑
r∈V

Cr(Xr)−A
(
θ
)}
, (4.2)

where A
(
θ
)

is the log-normalization constant.

Theorem 7 states that one could choose arbitrary and potentially different

exponential families for each of the node-conditional distributions, and yet obtain a

valid consistent joint MRF distribution if and only if the functions Er(XV \r) specify-

ing the canonical parameter in the univariate exponential family distributions (4.1)

have a specific form. Then, not only is there is a corresponding consistent joint

MRF distribution, it has the specific form as specified in (4.2). We term this class

of MRFs specified in Theorem 7 as the class of mixed exponential MRFs.

This class of mixed exponential MRFs allows us, for the first time, to spec-

ify joint distributions over varied heterogeneous random variables. We note that

it recovers the exponential MRF family in Theorem 1 over homogeneous multi-

variate data, by setting all the exponential families to be the same. Theorem 7

can thus be understood as an extension of their framework to the heterogeneous

setting where the exponential distributions comprising the node-conditional distri-

butions could all be distinct, thus being able to simultaneously model variables
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from disparate domains with disparate characteristics, such as discrete, continuous,

skewed-continuous, etc.

An important special case of the mixed exponential MRF family is when the

joint distribution has clique factors of size at most two. The joint distribution in

(4.2) would take the form:

P(X; θ) = exp

{∑
r∈V

θrBr(Xr) +
∑

(r,t)∈E

θrtBr(Xr)Bt(Xt) +
∑
r∈V

Cr(Xr)−A
(
θ
)}
,

(4.3)

with the log-normalization term given by A
(
θ
)

:= log
∫
X p exp

{∑
r∈V θrBr(Xr) +∑

(r,t)∈E θrtBr(Xr)Bt(Xt) +
∑

r∈V Cr(Xr)
}
.

In order to build the joint distribution under this framework (4.3), we only

need to specify Br(·) and Cr(·) for each random variable r ∈ V . As an example,

consider the pairwise MRF with three types of random variables: Gaussian, Ising

and Poisson. Let (VG, EG) be the sub-graph corresponding only to Gaussian vari-

ables. (VI , EI) and (VP , EP ) are defined similarly. We also have sets of cross-edges;

denote EGI as the set of edges between Gaussian and Ising variables, and so on.

Then, the mixed MRF distribution in (4.3) takes the form:

P(X) ∝ exp

{ ∑
r∈VG

θr
σr
Xr +

∑
r′∈VI

θrXr +
∑
r′′∈VP

θrXr +
∑

(r,t)∈EG

θrt
σrσt

XrXt

+
∑

(r′,t′)∈EI

θr′t′Xr′Xt′ +
∑

(r′′,t′′)∈EP

θr′′t′′Xr′′Xt′′ +
∑

(r,r′)∈EGI

θrr′

σr
XrXr′

+
∑

(r,r′′)∈EGP

θrr′′

σr
XrXr′′ +

∑
(r′,r′′)∈EIP

θr′r′′Xr′Xr′′ −
∑
r∈VG

X2
r

2σ2
r

−
∑
r′′∈VP

log(Xr′′ !)

}
.

An important question that arises, particularly given interactions between hetero-

geneous types, is under what constraints on the parameters θ is the mixed MRF

69



distribution in (4.3) well-defined, so that A
(
θ
)
<∞, and the distribution is normal-

izable. We will study this further in the next section.

4.2 Manichean graphical models

An important subclass of our mixed exponential MRF family in (4.3) is when the

random variables belong to just one of two types. Specifically, suppose the set

of random variables {X1, . . . , Xp} is partitioned into two groups: {Y1, . . . , YpY } of

variables Yr taking values in a set Y; and {Z1, . . . , ZpZ} of variables Zr taking

values in a set Z where p = pY + pZ . Collating these groups into random vectors

Y := (Y1, . . . , YpY ) and Z := (Z1, . . . , ZpZ ), and X := (Y,Z), consider the mixed

MRF family over X = (Y, Z) from (4.3) where the exponential families for the node-

conditional distributions of variables in {Y1, . . . , YpY } are specified by the sufficient

statistic BY (·) and base-measure CY (·), and those for the variables in {Z1, . . . , ZpZ}

are specified by the sufficient statistic BZ(·) and base-measure CZ(·). With these

choices of the univariate exponential families, we then obtain the following sub-class

of mixed MRF distributions:

P(Y,Z; θ) ∝ exp

{ ∑
r∈VY

θyrBY (Yr) +
∑
r′∈VZ

θzr′BZ(Zr′) +
∑

(r,t)∈EY

θyyrt BY (Yr)BY (Yt)

+
∑

(r′,t′)∈EZ

θzzr′t′ BZ(Zr′)BZ(Zt′) +
∑

(r,r′)∈EY Z

θyzrr′ BY (Yr)BZ(Zr′)

+
∑
r∈VY

CY (Yr) +
∑
r′∈VZ

CZ(Zr′)

}
(4.4)

where VY , VZ are the sets of nodes corresponding to variables in Y and Z respec-

tively; and EY are the set of edges restricted to nodes in VY , EZ are the set of edges
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restricted to nodes in VZ , and EY Z is the set of “heterogeneous” edges between nodes

in VY and VZ . We term the subclass of joint distributions in (4.4) as Manichean

mixed exponential MRFs, or Manichean MRFs in short (after the philosophy that

loosely, places elements into one of two types).

Past work [68, 73, 33] in modeling joint MRFs over heterogenous random

variables has been restricted to this dual-type setting, where the random variables

belong to one of two types. Indeed, it has been specifically focused on the setting

where one set of variables is binary or discrete, and the other set of variables is

continuous; and the resulting mixed MRFs were either a Gaussian-Ising or Gaussian-

discrete MRF, which can be seen as special cases of our Manichean exponential MRF

family. In illustrating our class of mixed MRFs via examples, we thus largely focus

on this Manichean setting. We interleave our discussions with an analysis of the

normalizability conditions over the model parameters for such mixed MRFs. We

delineate two settings of such Manichean MRFs: one where at least one of the

domains Y or Z is finite, and the other where both the domains are infinite.

4.2.1 When one of the domains is finite

We first focus on the case when at least one of the domains Y or Z is finite. Let us

assume without loss of generality that Z is finite, and that both the maximum and

minimum values in Z are finite; max{z : z ∈ Z} < ∞ and min{z : z ∈ Z} > −∞.

As we will show, such a setting allows an easier specification of the normalizability

conditions for (4.4).

We first note that given the pairwise joint distribution in (4.4), the condi-
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tional distribution P(Y |Z) can be derived as follows:

P(Y |Z) ∝ exp

{ ∑
r∈VY

θyrBY (Yr) +
∑

(r,t)∈EY

θyyrt BY (Yr)BY (Yt)

+
∑

(r,r′)∈EY Z

θyzrr′BY (Yr)BZ(Zr′) +
∑
r∈VY

CY (Yr)

}
. (4.5)

The distribution (4.5) can be understood to belong to an exponential family with

node-wise sufficient statistics BY (Yr) for r ∈ VY , and pairwise sufficient statistics

BY (Yr)BY (Yt) for (r, t) ∈ EY . The canonical parameters θ̄yr (Z) corresponding to

the node-wise sufficient statistics are linear functions of the conditioned random

vector Z, given by θ̄yr (Z) = θyr +
∑

r′∈N(r) θ
yz
rr′BZ(Zr′). The canonical parameters

θ̄yyrt (Z) for the pair-wise sufficient statistics are simply constants independent of Z:

θ̄yyrt (Z) := θyyrt . The log-partition function (denote AY |Z(·)) of (4.5) is some function

of θ̄y(Z) := {θ̄yr (Z)}r∈VY and θ̄yy(Z) (see [132] for further details of such exponential

conditional graphical models, also known as conditional random fields (CRFs)).

Note that we can obtain higher-order interaction terms by considering higher-order

interactions in the corresponding joint distribution beyond the pairwise terms in

(4.4).

The following theorem shows that the normalizability condition for the joint

distribution in (4.4) can be expressed in terms of the conditional log-partition func-

tion AY |Z(·):

Theorem 8. The Manichean MRF joint distribution in (4.4) is normalizable iff

EZ′
[

exp
{
AY |Z′(θ̄

y(Z ′), θ̄yy)
}]

<∞,
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where EZ′ [·] is the expectation with respect to a random vector Z ′ that follows the

pairwise MRF distribution:

P(Z ′) ∝ exp

{ ∑
r′∈VZ

θzr′BZ(Z ′r′) +
∑
r′∈VZ

CZ(Z ′r′) +
∑

(r′,t′)∈EZ

θzzr′t′ BZ(Z ′r′)BZ(Z ′t′)

}
,

where the parameters θzr′ , θ
zz
r′t′, the sufficient statistics BZ(·), the base measure CZ(·)

and the node/edge sets (VZ , EZ) are as specified in the Manichean MRF joint dis-

tribution in (4.4).

The following corollary of Theorem 8 then addresses the normalizability of

the joint distribution in (4.4) for the case where one of the domains is finite.

Corollary 3. Suppose that the domain Z is finite, with max{z : z ∈ Z} < ∞ and

min{z : z ∈ Z} > −∞. Suppose also that the conditional distribution (4.5) given Z

is well-defined (i.e. normalizable) for all Z ∈ Z. Then, the log-partition function is

finite, and the joint in (4.4) is well-defined and normalizable as well.

Example: Gaussian - Ising The Gaussian - Ising mixed graphical model [73, 33]

can be seen to be a special case of the mixed MRF family in (4.4) with univariate

Gaussian and Bernoulli distributions as the exponential family distributions. Specif-

ically, suppose that the domain of Y is Y = R, and that their corresponding choice of

a univariate exponential family is the univariate Gaussian distribution with known

σ2, so that the sufficient statistics and base measure are given by BY (Yr) = Yr
σr

, and

CY (Yr) = − Y 2
r

2σ2
r
, respectively. Suppose also that the univariate exponential family

corresponding to variables Z is the Bernoulli distribution, so that Z = {−1, 1}, and

the sufficient statistics and base measure are given by BZ(Zr′) = Zr′ , CZ(Zr′) = 0
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for all r′ ∈ VZ . Substituting these in (4.4), we obtain the following mixed MRF

distribution:

P(Y, Z) ∝ exp

{ ∑
r∈VY

θyr
σr
Yr +

∑
r′∈VZ

θzr′Zr′ +
∑

(r,t)∈EY

θyyrt
σrσt

YrYt

+
∑

(r′,t′)∈EZ

θzzr′t′ Zr′ Zt′ +
∑

(r,r′)∈EY Z

θyzrr′

σr
Yr Zr′ −

∑
r∈VY

Y 2
r

2σ2
r

}
.

The conditional Gaussian distribution given Z, P(Y |Z) is well defined as long as

Θ ≺ 0 where Θ is a matrix defined as [Θ]rt =

{
− 1
σ2
r

if r = t

θyyrt
σrσt

otherwise.
Thus, from

Corollary 3, the joint Gaussian - Ising distribution is normalizable so long as Θ ≺ 0.

Example: Poisson - Ising We can define a mixed Poisson - Ising model as fol-

lows. Suppose that the domain of Y is Yr = {0, 1, 2, . . .}. The natural choice of

an exponential family distribution for such over count-valued domain is the uni-

variate Poisson distribution, with sufficient statistic and base measure are given by

BY (Yr) = Yr, and CY (Yr) = − log(Yr!), respectively. Suppose that the remaining

variables Z are binary with Zr′ = {0, 1}, so that the corresponding natural uni-

variate exponential family is the Bernoulli distribution, with sufficient statistics and

base measure are given by BZ(Zr′) = Zr′ , CZ(Zr′) = 0. Substituting these in (4.4),

we obtain the following mixed MRF distribution:

P(Y, Z) ∝ exp

{ ∑
r∈VY

θyr Yr +
∑
r′∈VZ

θzr′Zr′ +
∑

(r,t)∈EY

θyyrt Yr Yt +
∑

(r′,t′)∈EZ

θzzr′t′ Zr′ Zt′

+
∑

(r,r′)∈EY Z

θyzrr′ Yr Zr′ −
∑
r∈VY

log(Yr!)

}
. (4.6)

As a specialization of Corollary 3 to this setting, we obtain the following

corollary for the normalizability of the Poisson - Ising distribution:
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Corollary 4. The Poisson-Ising distribution (4.6) is well-defined iff θrt ≤ 0 all

(r, t) ∈ EY (i.e., for the pairwise terms over count-valued variables).

The condition specified in the corollary is the one required for normalizability

of any conditional distribution P(Y |Z) of the count-valued variables conditioned

on the binary variables [132]. The corollary then follows from an application of

Corollary 3.

4.2.2 When both domains Y and Z are infinite

Now consider the setting where both domains Y and Z are infinite, with sup{z :

z ∈ Z} = ∞ or inf{z : z ∈ Z} = −∞; and with the same for Y. Instances of

variables with such infinite domains include real-valued variables (e.g. the Gaussian

exponential family) or count-valued variables (e.g. the Poisson exponential family).

The following proposition provides a necessary condition when the joint mixed MRF

distribution is normalizable under such a setting:

Proposition 7. Suppose that both domains Y and Z are infinite. Then, if the mixed

MRF distribution (4.4) is normalizable, it necessarily holds that unnormalized mass

in (4.4) should converge to zero. That is, letting X := (Y, Z), for all r, t ∈ V :=

VY ∪ VZ , there exists (x0, x1) ∈ Xr ×Xt, so that it necessarily holds that

θrBr(Xr) + θtBt(Xt) + θrtBr(Xr)Bt(Xt) + Cr(Xr) + Ct(Xt) < 0,

for all values (Xr, Xt) ∈ Xr ×Xt s.t. |Xr| ≥ |x0| and |Xt| ≥ |x1|.

Note that the node indices r and t range over any variable in X := (Y,Z),

and thus over any of the two types of variables in Y or Z.
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In the sequel, we focus on a popular exponential family setting of linear

sufficient statisticsBr(Xr) = Xr (which includes popular instances such as Gaussian,

Poisson, Bernoulli, exponential, etc.). In the following theorem, we derive necessary

conditions in order for the normalizability condition in Proposition 7 to be satisfied.

Theorem 9. Suppose that both domains Y and Z are infinite, and that Br(Xr) =

Xr, r ∈ V , for X := (Y, Z) and V := VY ∪ VZ . Then the mixed MRF distribution

expression over X := (Y, Z) in (4.4) is not normalizable if neither of the following

conditions are satisfied for all r, t ∈ V with non-zero θrt:

(a) both Xr and Xt are infinite only from one side, so that sup{x : x ∈ Xr} <∞ or

inf{x : x ∈ Xr} > −∞, with the same for Xt.

(b) for ∀α, β > 0 such that −Cr(Xr) = O(Xα
r ) and −Ct(Xt) = O(Xβ

t ), it holds

that (α− 1)(β − 1) ≥ 1.

Example: Gaussian - Poisson

Suppose that the domain of Y is Y = R, and that their corresponding choice of a

univariate exponential family is the univariate Gaussian distribution with known σ2

as discussed earlier, with sufficient statistics and base measure given by BY (Yr) = Yr
σr

and CY (Yr) = − Y 2
r

2σ2
r

respectively. Also suppose that the remaining random variables

Z are count-valued so that Z = {0, 1, 2, . . .}, and that the corresponding choice of

the univariate exponential family is the Poisson distribution, with sufficient statistic

and base measure are given by BZ(Zr′) = Zr′ , CZ(Zr′) = − log(Zr′ !) respectively.
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Substituting these in (4.4), we obtain the following mixed MRF:

P(Y, Z) ∝ exp

{ ∑
r∈VY

θyr
σr
Yr +

∑
r′∈VZ

θzr′Zr′ +
∑

(r,t)∈EY

θyyrt
σrσt

YrYt +
∑

(r′,t′)∈EZ

θzzr′t′ Zr′ Zt′

+
∑

(r,r′)∈EY Z

θyzrr′

σr
Yr Zr′ −

∑
r∈VY

Y 2
r

2σ2
r

−
∑
r′∈VZ

log(Zr′ !)

}
. (4.7)

As we show in the following corollary however, there can be no interactions

between the continuous (corresponding to Gaussian) and count-valued (correspond-

ing to Poisson) variables for the distribution to be normalizable!

Corollary 5. The Gaussian-Poisson distribution (4.7) is not normalizable unless

θrt = 0 for all (r, t) ∈ EY Z .

Corollary 5 follows from an application of Theorem 9. The Gaussian random

variables are infinite in both directions, so that they do not satisfy the first condition.

Moreover, −CY (Xr) = O(X2
r ), so that α = 2, while log(Zr′ !) is no faster than Z1.5

r′

asymptotically, so that β = 1.5, with (2 − 1)(1.5 − 1) < 1, so that the second

condition is also violated. Gaussian-exponential mixed graphical models can also

be analyzed along similar lines.

How can we then model mixed MRFs over continuous and count-valued

variables? A useful distribution towards addressing this is provided by the univariate

Truncated Poisson distribution introduced in Chapter 3, which is a finite-domain

distribution (over a finite set of non-negative integers) that has the shape of the

Poisson distribution over its finite domain. Consider the mixed MRF where the

variables Zr′ of the random sub-vector Z := (Z1, . . . , ZPZ ) follows the univariate

Truncated Poisson distribution with values in the set Z = {0, 1, 2, . . . , R}, where R
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is a fixed positive constant, a truncating parameter. The sufficient statistics and

base measure are given by BZ(Zr′) = Zr′ , and CZ(Zr′) = − log(Zr′ !), respectively.

Then, appealing to results in the previous Section 4.2.1 where one of the domains is

finite, we would conclude that the Gaussian-TPGM mixed models are normalizable

under the condition that Θ ≺ 0, as in the previous Gaussian - Ising case.

4.3 Learning mixed graphical models

We now consider the task of learning a mixed exponential MRF distribution given

i.i.d. observations. We focus on the two type Manichean case, with variables

(Y,Z) distributed as in (4.4) with unknown parameters θ∗; given n i.i.d. samples

D :=
{
Y (i), Z(i)

}n
i=1

drawn from this unknown mixed MRF, the task is to recover

the parameters, and in particular the underlying MRF graph structure. While reg-

ularized MLE estimators would be a natural choice, these involve the log-partition

function of the mixed MRF (4.4), which is typically intractable due to the summa-

tion or integration over the domains of varied types of variables. Accordingly, as

in previous homogeneous case, we follow the node-neighborhood estimation based

approach of [94, 102, 130, 132]; instead of maximizing the joint likelihood, we sep-

arately learn node-wise conditional distributions at every node, which would yield

estimates of parameter-sets {θ∗rt}t∈N(r), as well as node-neighborhoods N(r) sepa-

rately; these can be stitched together to obtain the overall graph structure, as in

Meinshausen and Bühlmann [94], Ravikumar et al. [102], Yang et al. [130, 132].

By Theorem 7, the node-wise conditional distribution of Yr given the rest of
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nodes YVY \r and Z, has the form:

P(Yr|YVY \r, Z; θ∗) = exp
{
BY (Yr)η(YVY \r, Z; θ∗) + CY (Yr)− D̄r

(
η(YVY \r, Z; θ∗)

)}
,

which can be seen to be a univariate exponential distribution with canonical pa-

rameter η(YVY \r, Z; θ∗) = θ∗yr +
∑

t∈VY \r θ
∗yy
rtBY (Yt) +

∑
r′∈VZ θ

∗yz
rr′BZ(Zr′).

Hence, given i.i.d. samples from the joint mixed MRF distribution P(Y,Z; θ∗),

the corresponding negative log-conditional-likelihood can be written as `(θ;D) :=

− 1
n log

∏n
i=1 P

(
Y

(i)
r |Y (i)

VY \r, Z
(i); θ

)
. The corresponding `1 regularized M -estimator

of the conditional distribution parameters is then given as:

min
θ∈R1+(pY −1)+pZ

`(θ;D) + λY,n‖θyy‖1 + λZ,n‖θyz‖1, (4.8)

where λY,n, λZ,n are the regularization constants, and could have different val-

ues. Given this M -estimator, we can recover the homogeneous-neighborhood of

Yr (i.e. interactions with nodes in Y ) as NY (r) =
{
t ∈ VY \ r | θyyrt 6= 0

}
, and its

heterogeneous-neighborhood (i.e. interactions with nodes in Z) as NZ(r) =
{
r′ ∈

VZ | θyzrr′ 6= 0
}

. The node-conditional distribution for Zr′ given the rest of nodes,

P(Zr′ |Y, ZVZ\r′ ; θ
∗), and its corresponding M -estimator can also be defined similarly

as above.

For the statistical analysis of theM -estimator above, in particular its sparsis-

tency, or consistent recovery of neighborhood sets, we can directly appeal to results

in [132] where they analyzed the sparsistency of an M -estimator for a conditional

random field, and which has a similar form as the M -estimator above; from which it

can be shown that the M -estimator in (4.8) recovers the neighborhood sets NY (r)
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and NZ(r) exactly for all r ∈ V with high probability under standard incoherence

conditions.

4.4 Numerical experiments

Simulation studies To study the performance of our M -estimator for learning

the mixed network structures, we generate data via a Gibbs sampler from four

instances of our Manichean graphical model: Gaussian-Ising, Gaussian-Truncated

Poisson (TPGM), Poisson-Ising, and Truncated Poisson-Ising. A lattice graph con-

necting nearest neighbors on a two-dimensional grid with p = 72 variables, pY = 36

and pZ = 36, is employed. In Figure 4.1, we report receiver-operators characteristic

(ROC) curves for recovering the true edge structure of the graph by varying the

sparsity parameters, λY and λZ which are held at a constant ratio, for four different

sample sizes, n =50, 72, 100 and 200.

Results indicate that we are able to recover the graph structure via neighbor-

hood selection for instances beyond the existing Gaussian-Ising graph. Mixed graph

recovery, even in p > n cases, is indeed possible for all pairs except the Truncated

Poisson (TPGM) - Gaussian model. In this instance, as the truncation level in-

creases, the strengths of connections is weakened because the TPGM tends towards

the PGM for which the paired Poisson-Gaussian model does not allow heterogeneous

interactions as we had shown in the previous section.

Genomics example We employ our Manichean graphical model on a high-throughput

genomic example to identify connections both between and within gene expression
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biomarkers and genomic mutation biomarkers for invasive breast carcinoma. Level

III RNA-sequencing data for 806 patients was downloaded from The Cancer Genome

Atlas (TCGA) [27] and processed according to techniques described in Allen and

Liu [5]. Level II non-silent somatic mutation and level III copy number variation

data was downloaded from TCGA for 951 patients. Copy number data was seg-

mented using standard methods described in [143] and merged with the mutation

data to form an indicator matrix of whether a point mutation or copy number aber-

ration occurs in each gene biomarker. There are n = 697 patients common to both

data sets, and our analysis considers the top 2% of genes filtered by expression

variance across samples (pY = 329) and gene aberrations that occurred in at least

15% of patients (pZ = 177). As RNA-sequencing data is count-valued and the mu-

tation status is binary, we fit our Truncated Poisson - Ising Manichean graphical

model to this data. Stability selection [82] was used to determine the optimal level

of regularization. Results visualized in Figure 4.2 show highly connected modules

exhibiting within connections and identified several between connections that are

consistent with the cancer genomics literature. For example, TP53 is known to be

highly mutated in breast cancer and a regulator of gene expression. Two such genes

that have been experimentally validated as influenced by TP53 mutations, DLK1

and THSD4 [80, 125], were identified as inter-connected neighbors to TP53 in our

graph. Overall, the formulation of mixed graphical models via node-conditional

exponential family distributions permits us to learn connections between heteroge-

neous variables such as genomic cancer biomarkers.
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(a) Poisson-Ising
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(c) TPGM-Ising
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(d) TPGM-Gauss

Figure 4.1: ROC curves for different types of Manichean graphical models when
pY = 36, pZ = 36.
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Figure 4.2: Connected components of a breast cancer genetic network estimated
by the Truncated Poisson and Ising mixed graphical model for gene expression via
RNA-sequencing (yellow nodes) and genomic mutations including both point and
copy number aberrations (blue nodes) measured on the same set of 697 breast cancer
subjects. Key highly mutated cancer biomarkers such as TP53 and PIK3C are found
to have many inter-connections to gene expression variables that are consistent with
the cancer genomics literature.
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Part II

Elementary Estimators
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Chapter 5

Elementary Estimators for
Sparse Covariance Matrices and
other Structured Moments

In the second part of this thesis, we propose a new framework for estimators.

We first consider the problem of estimating expectation of vector-valued feature

functions; a special case of which includes estimating the covariance matrix of a

random vector. Let X ∈ Rp be a random vector with distribution P, and let {Xi}ni=1

denote n i.i.d. observations drawn from P. In this paper, we consider the task

of estimating some moment parameter µ∗ := E[φ(X)] of this distribution, where

φ : Rp 7→ Rm is some vector-valued feature function of interest. In the analysis to

follow, it will be useful to consider the empirical expectation of the feature function,

µ̂n =
1

n

n∑
i=1

φ(Xi).

Example: estimating covariance matrices A key example of the above prob-

lem is the estimation of the covariance matrix Σ∗ = E[(X − E(X))(X − E(X))>].
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The empirical covariance matrix is then given by

Σ̂n =
1

n

n∑
i=1

(
Xi −X

)(
Xi −X

)>
,

where X = 1
n

∑n
i=1Xi. A natural distributional setting for such covariance esti-

mation is when the random vector X is multivariate Gaussian, with mean µ∗, and

covariance matrix Σ∗:

P(X;µ∗,Σ∗) ∝ exp
(
− 1/2(X − µ∗)Σ∗−1(X − µ∗)T

)
.

Under this distributional setting, a natural estimator of the covariance matrix is the

regularized Gaussian maximum likelihood estimator:

minimize
Σ�0

{
〈〈Σ−1, Σ̂n〉〉+ logdet(Σ) + λnR(Σ)

}
, (5.1)

where R(Σ) is an arbitrary penalty function encouraging specific structure in the

covariance matrix, and λn is the corresponding regularization parameter. For in-

stance, a structural assumption of sparsity of the underlying covariance matrix would

suggest the use of the element-wise `1 norm regularization function.

Another natural estimator is based on the Dantzig estimator [29]. The

Dantzig estimator was developed for sparse linear regression, and estimates the

parameter with the minimum `1 norm that at the same time satisfies a constraint

entailed by the stationary condition of the `1-regularized least squares estimator.

Following this resume, we first derive the stationary condition of (5.1) as

−Σ−1Σ̂nΣ−1 + Σ−1 + λnz = 0,

where z here is the subgradient of R(Σ). Assume the following dual function R∗(·)

is well-defined: R∗(A) = supΣ:R(Σ) 6=0
〈A,Σ〉
R(Σ) . When R(·) is a vector or matrix norm
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for instance, R∗(·) is the corresponding dual norm. The subgradient z then has

the following property that R∗(z) ≤ 1 [121], which in turn entails R∗
(
Σ−1(Σ̂n −

Σ)Σ−1
)
≤ λn. Thus, the counterpart of the Dantzig estimator for estimating the

structured covariance matrix of multivariate Gaussian can be written as

minimize
Σ

R(Σ)

s.t. R∗
(

Σ−1(Σ̂n − Σ)Σ−1
)
≤ λn. (5.2)

Unfortunately, it can been seen both the estimators in (5.1) and (5.2) are

non-convex, as stated in the following proposition.

Proposition 8. The estimation problems in (5.1) and (5.2) are both non-convex,

even when the regularization function R(·) itself is a convex function.

It thus remains to derive convex tractable estimators for structured covari-

ance matrices, even under natural distributional settings.

Estimating general moments The development in the previous section for the

specific example of structured covariance matrices extends to the general problem of

estimating expected feature functions µ∗ := E[φ(X)]. As in the covariance estima-

tion case, a natural distributional setting is when the random vector X is distributed

as an exponential family, with sufficient statistics set φ(X):

P(X; θ) = exp
{
〈θ, φ(X)〉 −A(θ)

}
. (5.3)

Suppose that this is a minimal exponential family, so that the parameter θ(µ) that

gives rise to expected sufficient statistics (hereafter, moments) µ is obtained as
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θ(µ) = ∇A∗(µ) where A∗(·) is the conjugate dual function to A(·) (see Wainwright

and Jordan [118] for an expanded discussion of exponential families and moments).

When the distribution (7.1) belongs to such a minimal exponential family, it can

then be re-written using moment-based parameters as:

P(X;µ) = exp
{
〈θ(µ), φ(X)〉 −A(θ(µ))

}
.

Remark. Note that the earlier multivariate Gaussian covariance estimation prob-

lem can be re-written in this setting. Specifically, the multivariate Gaussian distri-

bution can be written in canonical parameterization (or Gaussian Markov random

fields) as:

P(X; θ,Θ) = exp
{
〈θ,X〉+ 〈Θ, XXT 〉 −A(θ,Θ)

}
,

where A(θ,Θ) = 1/2 log(n log(2π))− log det(−2Θ)− 1/4 θTΘ−1θ. The moments of

this distribution are given as µ = E[X] = −1/2Θ−1θ, and E[XXT ] = µµT −1/2Θ−1;

so that the centered second moment is given as Σ = E[(X−µ)(X−µ)T ] = −1/2Θ−1.

Note that the multivariate Gaussian can be equivalently parameterized (as in the

previous section) in terms of these moments as:

P(X;µ,Σ) ∝ exp
{
− 1/2(X − µ)Σ−1(X − µ)T

}
.

Given the empirical moments, µ̂n = 1
n

∑n
i=1 φ(X(i)), the negative log-likelihood

can then be written as:

L(µ) := −〈θ(µ), µ̂n〉+A
(
θ(µ)

)
,
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so that a regularized MLE with a regularization function R(·) is given as:

minimize
µ

{
− 〈θ(µ), µ̂n〉+A

(
θ(µ)

)
+R(µ)

}
, (5.4)

which can be seen to be non-convex in general. Let us consider the Dantzig variant

in this general setting. The gradient of the negative log-likelihood is given by

∇L(µ) = −∇2A∗(µ) µ̂n +∇2A∗(µ)∇A
(
θ(µ)

)
= ∇2A∗(µ)

(
− µ̂n + µ

)
.

Thus, the “Dantzig” variant of the structured moment estimator then takes the

form:

minimize
µ

R(µ)

s. t. R∗
(
∇2A∗(µ)(µ− µ̂n)

)
≤ λn, (5.5)

which too can be seen to non-convex in general, as we already observed in (5.1) and

(5.2) as a special case.

We thus get a counterpart of the proposition in the structured covariance

case:

Proposition 9. The estimation problems in (5.4) and (5.5) are both non-convex

programs for general exponential families, even when the regularization function R(·)

itself is a convex function.

Other examples Other important examples of multivariate exponential families

where computing moments is of interest include the Ising model (see Ravikumar

89



et al. [102] and references therein) and the multivariate Bernoulli distribution [36].

Indeed, probabilistic graphical model distributions in general, when positive, can

be expressed as exponential family distributions, and computing moments of the

resulting exponential families constitutes the important problem of graphical model

inference; see Wainwright and Jordan [118] for additional discussion and examples.

In the next section, we propose an elementary estimator, that is not only

convex, but also has a closed form in many cases. In the section following that, we

show that the estimator while elementary, nonetheless comes with strong statistical

guarantees.

5.1 An elementary estimator for sparse covariance
matrices

The previous section showed that even under natural distributional settings, natural

estimators such as the regularized MLE, as well as a Dantzig variant, yield non-

convex optimization problems for recovering structured moments. In this paper, we

thus consider the following elementary estimator, which we call the “Elem-Moment”

estimator, that is specified by a regularization function R(·):

minimize
µ

R(µ)

s. t. R∗(µ̂n − µ) ≤ λn. (5.6)

where R∗(·) is the dual function.

It can be seen that the estimator in (5.6) solves a convex program, unlike the

regularized MLE and Dantzig variants discussed in the previous section. Moreover,
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while it is reminiscent of the Dantzig estimator [29], for many typical settings of the

regularization function R(·), the elementary estimator is available in closed-form.

Suppose for instance the regularization functionR(·) is given by an “atomic”

gauge function, as defined in [31]. Specifically, suppose we are given a set A :=

{aj}j∈I of very “simple” objects or “atoms”, and that the regularization function

R(µ) can be written as

R(µ) = inf
c

{∑
j∈I

cj : µ =
∑
j∈I

cjaj ,aj ∈ A, cj ≥ 0
}
. (5.7)

There, they showed that this class includes many popular regularization functions

including the `1 norm, `1/`q norms, the nuclear norm, and others.

The following proposition then specifies the solution of (5.6) with R(·) set

to such an atomic norm.

Proposition 10. Suppose R(·) is an “atomic” gauge function as specified by (5.7).

Suppose also that the optimal coefficients solving (5.7) with µ set to the sample

expected sufficient statistics µ̂n, are given as {ĉi}i∈I , so that µ̂n =
∑

i∈I ĉiai, and

R(µ̂n) =
∑

i∈I ĉi. Then, the optimal solution µ̂ of (5.6) is given by

µ̂ =
∑
i∈I

max{ĉi − λn, 0}ai.

Remark. As a special case of the above, consider the use of `1 regularization for

off-diagonals (for recovering a sparse covariance matrix for instance). The regulariza-

tion function R(·) can then be written as ‖Σ‖1,off :=
∑

i 6=j |Σij |. The corresponding

dual-norm can then be shown to be equal to: ‖Σ‖∞,off := maxi 6=j |Σij |. Our elemen-

tary estimator (5.6) with this setting of the regularization function then takes the
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following form:

minimize
Σ

‖Σ‖1,off

s. t. ‖Σ̂n − Σ‖∞,off ≤ λn. (5.8)

It can be seen the solution is given by the element-wise soft-thresholding of

Σ̂n (only for off-diagonal entries), so that Σ̂ = Sλn(Σ̂n), where

[Sλ(u)]i = sign(ui) max
(
|ui| − λ, 0

)
is the soft-thresholding function.

5.2 Error bounds for sparse covariance matrices

In this section, we show that the ease of computing our class of estimators does not

come at the cost of strong statistical guarantees. We provide a general analytical

framework for deriving error bounds for our class of estimators (5.6) in a high-

dimensional setting, where the expected feature function µ∗ = E[φ(X)] has some

“structure”.

For a formalization of the notion of structure, we follow the unified statisti-

cal framework of [99]. There, they use subspace pairs (M,M⊥), whereM⊆M, to

capture any structured parameter. M is the model subspace that captures the con-

straints imposed on the model parameter, which is typically low-dimensional. On

the other hand,M⊥ is the perturbation subspace of parameters that represents per-

turbations away from the model subspace. Following their terminology, we assume
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that the regularization function in (5.6) is decomposable with respect to a subspace

pair (M,M⊥):

(C-Decomp) R(u+ v) = R(u) +R(v), ∀u ∈M, ∀v ∈M⊥.

Such decomposability captures the suitability of a regularization function R(·) to

particular structure. As [99] showed, for standard structural constraints such as

sparsity, low-rank, etc., we can define corresponding low-dimensional model sub-

spaces, as well as regularization functions that are decomposable with respect to

the corresponding subspace pairs.

Example 2. Given any subset S ⊆ {1, . . . , p} of the coordinates, let M(S) be

the subspace of vectors in Rp that have support contained in S. It can be seen

that any parameter θ ∈ M(S) would be atmost |S|-sparse. For this case, we use

M(S) =M(S), so thatM⊥(S) =M⊥(S). [99] show that the `1 norm R(θ) = ‖θ‖1,

commonly used as a sparsity-encouraging regularization function, is decomposable

with respect to subspace pairs (M(S),M⊥(S)).

We also use their definition of subspace compatibility constant that captures

the relative value between the regularization function R(·) and the error norm ‖ · ‖,

over vectors in the subspaceM: Ψ(M, ‖ ·‖) := supu∈M\{0}
R(u)
‖u‖ . We also define the

projection operator ΠM̄(u) := arg minv∈M̄ ‖u− v‖2.

For technical simplicity, we consider the case where µ∗ is exactly structured

with respect to some subspace pair:
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(C-Sparse) There exists a structured subspace-pair (M,M⊥) such that the model

parameter satisfies ΠM⊥(µ∗) = 0.

Theorem 10. Suppose we solve the estimation problem (5.6), such that true struc-

tured moment satisfies (C-Sparsity), the regularization function satisfies (C-Decomp),

and the constraint term λn is set as λn ≥ R∗(µ̂n − µ∗). Then, the optimal solution

µ̂ of (5.6) satisfies:

R∗(µ̂− µ∗) ≤ 2λn , (5.9)

‖µ̂− µ∗‖2 ≤ 4λnΨ(M) , (5.10)

R(µ̂− µ∗) ≤ 8λnΨ(M)2 . (5.11)

We note that Theorem 10 is a non-probabilistic result, and holds determin-

istically for any selection of λn or any distributional setting of the covariates X.

While Theorem 10 builds on concepts and notations such as decomposable regu-

larization functions from [99], it is worthwhile to note that their analysis does not

apply to our class of estimators: there they consider regularized convex programs,

whereas here, we consider an elementary class of constrained programs. Moreover,

unlike their case, the form of our estimators also allows us to provide bounds in

R∗(·) norm, which guarantee the estimates are structured, under similar conditions

to those imposed on convex regularized programs in [99].

While the result in Theorem 10 seems a bit abstract, in the sequel, we

provide corollaries that obtain concrete instantiations of Theorem 10 for specific

settings of the feature functions, structures and regularization functions R(·), and

distributional assumptions on X.
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5.2.1 Bounds for covariance estimation

In what follows, we shall assume that the components of X are sub-Gaussian, that

is, there exist some constants c0 ≥ 0 and T > 0, such that for any |t| ≤ T ,

E
(
etX

2
i

)
≤ c0, i = 1, . . . , p .

This condition is satisfied for instance if X follows a multivariate normal distribution

or if the entries of X are bounded. For simplicity, we also assume that E(X) = 0,

so that E(XX>) = Σ∗.

Covariance matrices with element-wise sparsity of off-diagonals As a con-

crete example, we first consider the case where the true covariance Σ∗ has sparse

off-diagonals: it has at most k non-zero off-diagonal elements. A natural variant

of our elementary estimator in (5.6) under this assumption would be the one with

R(·) := ‖ · ‖1,off as in (5.8).

Corollary 6. Suppose that λn = M
√

log p
n for a sufficiently large constant M . Then,

with probability at least 1− C1 exp(−C2nλ
2
n), we have

‖Σ̂− Σ∗‖∞,off ≤ 2M

√
log p

n
,

‖Σ̂− Σ∗‖F ≤ 4M

√
k log p

n
,

‖Σ̂− Σ∗‖1,off ≤ 8Mk

√
log p

n
,

for some constants C1, C2 > 0.

It is instructive to compare the results of this corollary to those in [16, 107]

where authors consider estimating covariance matrices by thresholding, however
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they focus on the matrices that are invariant under permutations. We note that an

application of our Theorem 10 is able to provide tighter bounds by decoupling the

probabilistic component from the non-probabilistic bound; for instance, compare our

consistent `2 (or Frobenius norm) error bound in (5.10) against that in Theorem 2 of

[16] where authors provide the bound of ‖Σ̂−Σ∗‖F = O
(√

kp log p
n

)
. Moreover, our

results can be applied to any covariance matrix beyond subset of matrices discussed

in [16, 107].

5.3 Extension to superposition structures

While there have been considerable advances in structurally constrained high-dimensional

estimation in recent years, there has been an increasing realization, especially in the

context of matrix decomposition problems, that typical structural constraints such

as sparsity, group-sparsity, etc. are too stringent, and may not be very realistic.

Over the last few years, there has been an emerging line of work that addresses this

issue by “mixing and matching” different structures [32, 54, 92, 126, 59, 3, 129]. As

an illuminating example, consider the principal component analysis (PCA) problem,

where we are given i.i.d. random vectors Xi ∈ Rp where Xi = Ui+vi. Ui ∼ N(0,Θ∗),

with a low-rank covariance matrix Θ∗ = LLT , for some loading matrix L ∈ Rp×r,

corresponds to the set of low-dimensional observations without noise; and vi ∈ Rp is

a noise/error vector that is typically assumed to be spherically Gaussian distributed,

vi ∼ N(0, σ2Ip×p) , or in ideal settings vi = 0. The goal in PCA is to then recover

the covariance matrix Θ∗ from samples {Xi}ni=1, with the “clean” structural con-

straint that Θ∗ is low-rank. However, in realistic settings, with outliers, the noise
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vector may be distributed as vi ∼ N(0,Γ∗), where Γ∗ is elementwise sparse. In this

case, the covariance matrix of Xi has the form Σ∗ = Θ∗+ Γ∗, where Θ∗ is low-rank,

and Γ∗ is sparse. Thus, Σ∗ is neither low-rank nor sparse, but a superposition of

two matrices, one of which is low-rank, and the other which is sparse.

The emerging line of work indicated above that address such superposition-

structure is again based on regularized MLEs, which would have the same non-

convexity caveats for our general structured moment problem, as detailed in the

previous sections for even clean structural constraints. In this section, we thus ex-

tend our “Elem-Moment” estimators in (5.6) to cover such “superposition-structure”

as well.

To set up our notation, we assume that the true moment is given as

µ∗ =
∑
α∈I

µ∗α,

where µ∗α is a “clean” structured parameter with respect to a subspace pair (Mα,M⊥α ),

for Mα ⊂ Mα. For instance, the individual components µ∗α could individually be

sparse, low-rank, column-sparse, etc., while the overall moment parameter µ∗ is

none of these structures per se, just a superposition of these.

Our “Elem-Moment” class of estimators in (5.6), naturally extends to these

superposition-structured problems as follows, in what we call “Elem-Super-Moment”

estimators:

minimize
µ1,µ2,...,µ|I|

∑
α∈I

λαRα(µα)

s. t. R∗α
(
µ̂n −

∑
α∈I

µα

)
≤ λα for ∀α ∈ I. (5.12)
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This class of problems can be solved via simple closed-form operations by

employing the parallel proximal algorithm of [35]. The details of the algorithm are

presented in the Supplementary Materials.

5.3.1 A parallel proximal algorithm for “Elem-Super-Moment”
estimation

The class of “Elem-Super-Moment” estimators solves

minimize
µ1,µ2,...,µ|I|

∑
α∈I

λαRα(µα)

s. t. R∗α(µ̂n − µ) ≤ λα for ∀α ∈ I

µ =
∑
α∈I

µα. (5.13)

Let µ = (µ1, µ2, . . . , µ|I|). Consider the operators Lα(µ) = µα, for α ∈ I and

Ltot(µ) =
∑

α∈I µα. Then the problem can be rewritten as

minimize
µ

∑
α∈I

λαRα
(
Lα(µ)

)
s. t. R∗α

(
µ̂n − Ltot(µ)

)
≤ λα for ∀α ∈ I. (5.14)

For all α ∈ I let

fα(·) = λαRα
(
Lα(·)

)
.

Define the indicator function of a set C as

IC : x 7→

{
0, if x ∈ C
+∞, if x /∈ C,

and let

gα(·) = I[
R∗α(µ̂n−Ltot(·))≤λα

].
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Algorithm 1 Parallel proximal algorithm

Initialization: γ > 0, (µ̄0
α)α∈I and (µ̃0

α)α∈I
Set µ0 = 1

2|I|
∑

α∈I(µ̄
0
α + µ̃0

α).
for i = 0, 1, . . . do

for α ∈ I do
p̄iα = prox2|I|γfαµ̄

i
α and p̃iα = prox2|I|γgαµ̃

i
α.

end for
pi = 1

2|I|
∑

α∈I(p̄
i
α + p̃iα).

0 < ρi < 2
for α ∈ I do
µ̄i+1
α = µ̄iα + ρi(2p

i − µi − p̄iα).
µ̃i+1
α = µ̃iα + ρi(2p

i − µi − p̃iα).
end for
µi+1 = µi + ρi(p

i − µi).
end for

Then observe that (5.14) can be rewritten as

minimize
µ̄1,...µ̄|I|,µ̃1,...µ̃|I|

∑
α∈I

fα(µ̄α) +
∑
α∈I

gα(µ̃α)

s. t. µ̄1 = . . . = µ̄|I| = µ̃1 = . . . = µ̃|I|. (5.15)

We can then apply the parallel proximal method (Algorithm 3.1 of [35]),

which is derived from the classical Douglas-Rachford algorithm [35], and obtain

Algorithm 1. In this splitting algorithm, each function fα is used separately via its

own proximal operator. The same holds for each function gα. Note that

prox2|I|γfα = prox2|I|γλαRα◦Lα

and

prox2|I|γgα = prox2|I|γI[R∗α(µ̂n−Ltot())≤λα]

For various popular choices of regularization Rα these proximal operators have sim-

ple closed-form formulas. This can be seen by applying Lemma 2.4 of [35] which
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states that if L is a bounded linear operator such that L ◦ L∗ = κId for some finite

κ > 0 then

proxh◦L = Id +
1

κ
L∗ ◦ (proxκh − Id) ◦ L.

and by noting that Lα and Ltot are such bounded linear operators.

5.3.2 Error bounds for superposition structure

As a natural extension of (C-Sparsity), we assume that each component exactly µ∗α

lies in its structured subspace:

(C-SparseDirty) ΠM⊥α (µ∗α) = 0, ∀α ∈ I .

In recent work, [129] extend the analysis of regularized convex programs of [99]

from the vanilla structural constraint case to the superposition structural constraint

case. Their analysis however is restricted to specialized regularized convex programs,

and is not applicable to our class of elementary constrained “Elem-Super-Moment”

estimators in (5.12). In the sequel, we thus derive an extension of our Theorem 10

to this superposition-structured setting.

We borrow the following condition from [129], which is a structural incoher-

ence condition ensuring that the non-interference of different structures:

(C-Incoh) (Structural Incoherence) Let Ω := maxγ1,γ2

{
2 +

3λγ1Ψγ1 (M̄γ1 )

λγ2Ψγ2 (M̄γ2 )

}
.

For any α, β ∈ I, max
{
σmax

(
PM̄α

PM̄β

)
, σmax

(
PM̄α

PM̄⊥β
)
, σmax

(
PM̄⊥α PM̄⊥β

)}
≤

1
16Ω2 where PM̄ denote the matrix corresponding to the projection operator for the

subspace M.
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Under these two mild conditions, we can provide the following statistical

guarantees for our estimators:

Theorem 11. Suppose that the true structured moment µ∗ satisfies conditions (C-

SparseDirty) and (C-Incoh). Furthermore, suppose we solve elementary estimators

in (5.12) setting the constraint parameters λα such that λα ≥ R∗α(µ̂n − µ∗). Then,

the optimal solution {µ̂α}α∈I of (5.12) satisfies the following error bounds:

R∗α(µ̂− µ∗) ≤ 2λα , (5.16)

Rα(µ̂α − µ∗α) ≤ 16|I|
λα

(
max
α∈I

λαΨ(Mα)
)2

, (5.17)

‖µ̂− µ∗‖F ≤ 4
√

2|I|max
α∈I

λαΨ(Mα) . (5.18)

where µ̂ =
∑

α∈I µ̂α, and µ∗ =
∑

α∈I µ
∗
α.

5.3.3 Covariance matrices with low-rank plus element-wise sparse
structures

As an illustration of superposition structured moments, we consider the case where

Σ∗ = Σ∗1 + Σ∗2, and where Σ∗1 is a low-rank matrix, and Σ∗2 is an element-wise

sparse matrix. The natural selection from the estimation class (5.12) would be the

following:

minimize
Σ1,Σ2

λ1|||Σ1|||∗ + λ2‖Σ2‖1,off

s. t. |||Σ̂n − (Σ1 + Σ2)|||2 ≤ λ1

‖Σ̂n − (Σ1 + Σ2)‖∞,off ≤ λ2, (5.19)

where ||| · |||∗ and ||| · |||2 represent the nuclear norm and spectral norm of a matrix,

respectively. Then, the consistency of this estimator can be easily derived as the
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following corollary of Theorem 11:

Corollary 7. Suppose that the true structured covariance matrix is given as Σ∗ =

Σ∗1 + Σ∗2, where k1 and k2 denote the rank of Σ∗1 and the number non-zero elements

of Σ∗2, respectively. Also suppose we solve the elementary estimator variant in (5.19)

setting λ1 = M1

√
p
n and λ2 = M2

√
log p
n for sufficiently large constants M1,M2 > 0.

Then, with probability at least 1− 2 exp(−Cp), the solution Σ̂ satisfies the following

error bounds:

|||Σ̂− Σ∗|||2 ≤ 2M1

√
p

n
,

‖Σ̂− Σ∗‖∞,off ≤ 2M2

√
log p

n
,

‖Σ̂− Σ∗‖F ≤ 8 max

{
M1

√
k1p

n
, M2

√
k2 log p

n

}
,

|||Σ̂− Σ∗|||∗ ≤ 32
M1

√
n
p

[
max

{
M1

√
k1p
n , M2

√
k2 log p
n

}]2

,

‖Σ̂− Σ∗‖1,off ≤ 32
M2

√
n

log p

[
max

{
M1

√
k1p
n , M2

√
k2 log p
n

}]2

.

5.4 Experiments

Simulation We first confirm the usefulness of our framework in the presence of

superposition structures. Specifically, we focus on covariance estimation where the

true covariance has a sparse plus low-rank structure. We consider Σ∗ = Σ∗1 + Σ∗2,

where Σ∗1 = 0.5(1p1
T
p ). and Σ∗2 = Ip/5 ⊗ (0.2(151T5 ) + 0.2I5), where ⊗ denotes the

Kronecker product. We perform 100 simulation runs. For each simulation run,

we generate n = 100 observations from N(0,Σ∗). We compare our “Elem-Super-

Moment” estimator with the thresholding method of Bickel and Levina [16] and the
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Table 5.1: Average performance measures and standard errors for sparse plus low-
rank covariance estimation. The first experiment is the case of n = 100, p = 200
(top rows) while the second experiment is for n = 100, p = 400 (bottom rows).

Method Spectral Frobenius Nuclear Matrix 1-norm

1
Elem-Super-Moment 7.10 (0.15) 8.56(0.18) 35.87 (0.43) 11.65 (0.12)

Thresholding 8.30 (0.17) 10.43 (0.11) 45.84 (0.39) 19.85 (0.21)
Well-conditioned 12.22 (0.12) 13.19 (0.17) 48.11 (0.45) 23.89(0.18)

2
Elem-Super-Moment 25.63 (0.54) 26.67 (0.49) 198.76 (1.31) 50.77 (0.72)

Thresholding 33.55 (0.49) 41.91(0.60) 331.41 (2.05) 67.64 (0.73)
Well-conditioned 35.71 (0.50) 34.83 (0.46) 207.97(2.27) 93.60 (0.91)

well-conditioned estimator of Ledoit and Wolf [72]. For each method, the tuning

parameters are set using 5-fold cross validation with Frobenius norm as described

in Bickel and Levina [16]. We consider p = 200, 400. As performance measures, we

used the spectral, Frobenius, nuclear and matrix 1-norm of the difference between

estimated and true covariance. The results presented in Table 5.1 show that “Elem-

Super-Moment” clearly outperforms the other methods. In addition, our method is

able to recover the sparsity pattern of the sparse component with True Positive and

True Negative rates greater than 99.50% and 95.24% respectively.

Climate dataset We demonstrate the applicability of our class of estimators

on a climatology dataset. We used 4-times daily surface temperature data from

NCEP/NCAR Reanalysis 1. The data is for the year 2011 and uses a 2.5 degree

latitude x 2.5 degree longitude global grid covering 90N - 90S, 0E - 357.5E, so

that we have 144 × 73 locations. We considered each location as a feature, so

that p = 144 × 73 = 10512, and used observations across time as samples, so that
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n = 4× 365 = 1460, and computed the p× p spatial sample covariance matrix. To

evaluate the covariance matrix estimates, we used empirical orthogonal functions

(EOFs), which actually correspond to the principal components of the covariance

matrix, which are commonly employed in spatio-temporal statistics to investigate

spatial patterns in data. By visualizing the spacial contour plots of a given EOF,

one can get an idea of which geographical regions contribute greatly to that principle

component. We depict these contour plots for the first two principal components

using (a) PCA on the sample covariance matrix and (b) PCA on our Elem-Moment

estimate with the regularization set to the `1 norm. As can be seen from the figures,

our method clearly separates the Northern and Southern hemispheres, which is as

expected by climate scientists. In contrast, PCA on the sample covariance itself is

unable to make that distinction.

Hi-C dataset We also illustrate the usefulness of our class of estimators on data

from Hi-C, a very recent methodology to study the 3-D architecture of genomes.

Briefly, the data consists of the observed frequencies of chromatin interaction be-

tween any two genomic loci (out of a total of as many as 40, 000 loci). A compre-

hensive review of Hi-C is provided in Dekker et al. [39]. Note that these empirical

interaction frequencies can be collated as a sample covariance matrix. The goal then

is to estimate the true contact map comprising the expected interaction frequencies,

which would correspond to the population covariance matrix. We consider two Hi-

C datasets taken from Lieberman-Aiden et al. [79] which are biological replicates

assembled using different restriction enzymes (HindIII and NcoI). One approach to
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validate the contact map (or population covariance) estimators would be to estimate

the contact map based on each dataset separately, and measure the “reproducibil-

ity” between both estimates, measured using Spearman correlation. We applied our

“Elem-Super-Moment” estimator with two regularization functions set to `1 norm

and the nuclear norm, to the normalized data provided by Hu et al. [55]. The raw

data exhibits an average correlation across the 23 chromosomes of 0.7241, that of the

normalized data 0.8041 (see Hu et al. [55]). Our estimator improves the correlation

further to 0.8355.

Visualizing the fine details of the contact map is challenging due to the high

resolution of the map (2761 × 2761 matrix in this experiment). In Figure 5.2, we

thus depict a portion of our estimated contact map for chromosomes 14 only, so the

reader can get an idea of the data structure. As can be seen from Figure 5.2, the

contact maps look quite similar for both biological replicates, which corroborates

our high correlation value of 0.8355 noted earlier. (For comparison with the original

data, a picture of the raw data is provided in Figure 1 B&D of Lieberman-Aiden

et al. [79].) The bright diagonals correspond to nearby interactions within the same

chromosome. We can also distinguish some interaction blocks around the diagonals

as well as more distal interactions. Given this encouraging preliminary analysis, we

plan to perform an in-depth biological analysis using our Elem-Moment estimators

in future work.
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(b) PCA on our Elem-Moment covariance estimate with `1 norm.

Figure 5.1: Contour plots of the first two principal components using PCA on (top)
the sample covariance matrix, and (bottom) our Elem-Moment covariance estimate
with `1 norm.
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Figure 5.2: Our Elem-Super-Moment covariance estimates (with `1 and nuclear
norms) for Hi-C data analysis on chromosome 14; (Left) HindIII dataset, and (Right)
Ncol dataset
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Chapter 6

Elementary Estimators for
Linear Regression

In this chapter, we consider the linear regression model,

yi = x>i θ
∗ + wi, i = 1, . . . , n, (6.1)

where θ∗ ∈ Rp is the fixed unknown regression parameter of interest, yi ∈ R is

a real-valued response, xi ∈ Rp is a known observation vector, and wi ∈ R is an

unknown noise term. For technical simplicity, we assume that these noise terms are

independent zero-mean Gaussian random variables, wi ∈ N (0, σ2), for some σ > 0.

Suppose we collate the n observations from the linear regression model in (6.1) in

vector and matrix form. Let y ∈ Rn denote the vector of n responses, X ∈ Rn×p

denote the design matrix consisting of the linear regression observation vectors, and

w ∈ Rn the vector of n noise terms. The linear regression model thus entails:

y = Xθ∗ + w.
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We are interested in the high-dimensional setting, where the number of vari-

ables p may be of the same order as, or even substantially larger than the sample

size n, so that p � n. Under such high-dimensional settings, it is now well under-

stood that it is typically necessary to impose structural constraints on the model

parameters θ∗.

6.1 An OLS-esque estimator

As noted in our discussion of the classical OLS estimator in (1.4), in the high-

dimensional regime p > n, the matrix X>X is rank-deficient, and the classical OLS

estimator (X>X)−1X>y is no longer well-defined since X>X is not invertible. In

this section, we thus consider the following simple variant of the OLS estimator.

For any matrix A, we first define the following element-wise operator Tν :

[
Tν(A)

]
ij

=

{
Aii + ν if i = j
sign(Aij)(|Aij | − ν) otherwise, i 6= j

Suppose we apply this element-wise operator Tν to the sample covariance

matrix X>X
n , to obtain Tν

(
X>X
n

)
. We will now show that Tν

(
X>X
n

)
will be invertible

with high probability, even under high-dimensional settings, provided the following

conditions hold:

(C-OLS1) (Σ-Gaussian ensemble) Each row of the design matrix X ∈ Rn×p is i.i.d.

sampled from N(0,Σ).

(C-OLS2) The design matrix X is column normalized.
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Lastly, we impose the following condition on the population matrix Σ:

(C-OLS3) The covariance Σ of Σ-Gaussian ensemble is strictly diagonally domi-

nant: for all row i, δi := Σii −
∑

j 6=i |Σij | ≥ δmin > 0 where δmin is a large enough

constant so that |||Σ|||∞ ≤ 1
δmin

.

Condition (C-OLS3) that Σ be strictly diagonally dominant is different from (and

possibly stronger) than the conventional restricted eigenvalue assumption for the

LASSO. As we will show in the sequel, this assumption guarantees that (a) the

matrix Tν [(XTX)/n] is invertible, and (b) its induced `∞ norm is well bounded.

We note that there could be more general cases under which Tν [(XTX)/n] satisfies

these two conditions, and defer relaxing the assumption to future work.

We then have the following proposition.

Proposition 11. Suppose conditions (C-OLS1) and (C-OLS3) hold. Then for any

ν ≥ 8(maxi Σii)
√

10τ log p′

n , the matrix Tν
(
X>X
n

)
is invertible with probability at least

1− 4/p′τ−2 for p′ := max{n, p} and any constant τ > 2.

Our key idea is to then use this invertible matrix Tν
(
X>X
n

)
to modify the

OLS estimator, and embed this within a structural constraint, so as to obtain the

following class of what we call “Elem-OLS” estimators:

minimize
θ

R(θ)

s. t. R∗
(
θ −

[
Tν

(X>X
n

)]−1X>y

n

)
≤ λn. (6.2)
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As in Elem-Moment estimators discussed in previous chapter, the estimators

from (6.2) are also available in closed form for typical settings of the regularization

function R(·).

6.1.1 Error bounds of Elem-OLS estimators

We provide a unified statistical analysis of Elem-OLS estimators in (6.2), for gen-

eral structures, and general regularization functions R(·). We follow the structural

constraint notation of [99] detailed in the introduction and assume the following:

(C-Decomp) The norm in the objective R(·) is decomposable with respect to the

subspace-pair (M,M⊥).

(C-Sparse) There exists a structured subspace-pair (M,M⊥) such that the re-

gression parameter satisfies ΠM⊥(θ∗) = 0.

In (C-Sparse), we consider the case where θ∗ is exactly sparse with respect to the

subspace pair for technical simplicity.

Theorem 12. Consider the linear regression model (6.1) where the conditions (C-

Decomp) and (C-Sparse) hold. Suppose we solve the estimation problem (6.2) setting

the constraint bound λn such that λn ≥ R∗
(
θ∗ −

[
Tν
(
X>X
n

)]−1X>y
n

)
. Then the

optimal solution θ̂ satisfies the following error bounds:

R∗
(
θ̂ − θ∗

)
≤ 2λn ,

‖θ̂ − θ∗‖2 ≤ 4Ψ(M)λn ,

R
(
θ̂ − θ∗

)
≤ 8[Ψ(M)]2λn .
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Here, we have an “initial estimator” consisting of a (novel) OLS-esque esti-

mator
[
Tν

(
X>X
n

)]−1
X>y
n . The conditions of our theorem guarantee that even this

initial estimator is consistent with respect to R∗(·) norm. However, embedding this

initial estimator within a structural constraint as in our Elem-OLS estimator (6.2)

allows us to guarantee additional error bounds in terms of R(·) and `2 norms, which

do not hold for our initial OLS-esque estimator.

We now derive the consequences of our abstract theorem under specific struc-

tural settings.

6.1.2 Sparse linear models

Consider the case when the true parameter θ∗ is sparse with k non-zero elements.

The condition described in (C-Sparse) can be written in this case as:

(C-Sparse1) The regression parameter θ∗ is exactly sparse with k non-zero entries.

As discussed in Example 1, it is natural to select M(S) equal to the support set of

θ∗.

We then consider the variant of (6.2) with the regularization function R(·) set to

the `1 norm:

minimize
θ

‖θ‖1 (6.3)

s. t.

∥∥∥∥θ − [Tν(X>Xn )]−1X>y

n

∥∥∥∥
∞
≤ λn.

Note that the condition (C-Decomp) is automatically satisfied with this selection

of regularization function since `1 norm is decomposable with respect toM(S) and
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its orthogonal complement, as discussed in Example 1. The only remaining issue

to appeal to Theorem 12, is to set λn satisfying the condition in the statement:

λn ≥ ‖θ∗ −
[
Tν
(
X>X
n

)]−1X>y
n ‖∞.

We can then derive the convergence rate of this estimator (6.3) as a corollary

of Theorem 12:

Corollary 8. Under the condition (C-Sparse1), consider the optimization problem

(6.3), setting ν := 8(maxi Σii)
√

10τ log p′

n := a
√

log p′

n , and p′ := max{n, p}. Suppose

that all the conditions in (C-OLS1)-(C-OLS3) are satisfied. Furthermore, suppose

also that we select

λn :=
1

δmin

(
2σ

√
log p′

n
+ a

√
log p′

n
‖θ∗‖1

)
.

Then, there are universal positive constants (c1, c2) such that any optimal solution

θ̂ of (6.3) satisfies

‖θ̂ − θ∗‖∞ ≤
2

δmin

(
2σ

√
log p′

n
+ a

√
log p′

n
‖θ∗‖1

)
,

‖θ̂ − θ∗‖2 ≤
4

δmin

(
2σ

√
k log p′

n
+ a

√
k log p′

n
‖θ∗‖1

)
,

‖θ̂ − θ∗‖1 ≤
8

δmin

(
2σk

√
log p′

n
+ ak

√
log p′

n
‖θ∗‖1

)
with probability at least 1− c1 exp(−c2p

′).

The rates in Corollary 8 are the almost same as those by standard LASSO;

for instance, ‖θ̂LASSO − θ∗‖2 ≤ O
(√

k log p
n

)
analyzed in [99] even though the rates

here have an additional ‖θ∗‖1 term, which are negligible if k and ‖θ∗‖∞ are bounded

by constants.
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Table 6.1: Average performance measure and standard deviation in parenthesis for
`1-penalized comparison methods on simulated data for sparse linear models. The
first experiment is the case of n = 1000, p = 1000 (top rows) while the second
experiment is for n = 1000, p = 2000 (bottom rows).

Method TP FP `2 `∞

1

Elem-OLS 100.00 (0.00) 2.05 (1.15) 0.551 (0.071) 0.255 (0.041)
Elem-Ridge 100.00 (0.00) 2.44 (2.12) 0.741 (0.411) 0.435 (0.064)

LASSO 100.00 (0.00) 9.84 (2.45) 0.563 (0.067) 0.270 (0.039)
Thr-LASSO 100.00 (0.00) 8.33 (1.14) 0.560 (0.066) 0.274 (0.071)

OMP 98.24 (0.64) 3.20 (1.38) 0.559 (0.113) 0.282 (0.055)

2

Elem-OLS 100.00 (0.00) 2.22 (2.02) 0.656 (0.111) 0.314( 0.071)
Elem-Ridge 100.00 (0.00) 11.94 (4.48) 3.8834 (0.411) 1.678 (0.349)

LASSO 100.00 (0.00) 18.88 (6.93) 0.657(0.110) 0.316(0.075)
Thr-LASSO 99.59(0.36) 14.35(2.66) 0.656 (0.099) 0.315(0.052)

OMP 96.36(1.00) 10.25 (4.24) 0.735(0.222) 0.536(0.136)

6.2 Experimental results

We demonstrate the performance of our elementary estimators on simulated as well

as real-world datasets.

6.2.1 Simulation study

We first provide simulation studies that corroborate our theoretical results, and

furthermore compares the finite sample performance of various methods.

Sparse linear models For our first set of simulations, we generate data according

to the linear model y = Xθ∗ + w. We construct the n × p design matrices X by

sampling the rows independently from a multivariate Gaussian distribution N(0,Σ)

where Σi,j = 0.5|i−j|. We then set the error term as w ∼ N(0, 1). For each simulation,

the entries of the true model coefficient vector θ∗ are set to be 0 everywhere, except
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for a randomly chosen subset of 10 coefficients, which are chosen independently and

uniformly in the interval (1, 3). We set the number of samples to n = 1000, and

the number of covariates among p ∈ {1000, 2000}. We compare the performance of

Elem-OLS : our OLS-variant elementary estimator in (6.3), with the operator Tν

and the regularization function R(·) set to the `1 norm; Elem-Ridge: ridge-variant

elementary estimator where classical ridge estimator is used as an “initial estimator”

(see [136] for details), LASSO : the standard LASSO estimator, Thr-LASSO : the

LASSO estimator followed by post hard-thresholding and OLS refitting [115], and

OMP : the Orthogonal Matching Pursuit estimator [146]. As performance measures,

we used the True Positive Rate (TP), False Positive Rate (FP), `∞ and `2 error

between the estimated and true parameter vectors. While our theorem specified an

optimal setting of the regularization parameter λ, this optimal setting depended on

unknown model parameters. Thus, as is standard with high-dimensional regularized

convex programs, we set the tuning parameters in a holdout-validated fashion, as

those that minimize the average squared error on an independent validation set

of sample size n. For each setting, we present the average of the performance

measures based on 100 simulations in Table 6.1. As can be seen from the table, the

performance of Elem-OLS in term of `2 and `∞ errors is competitive with that of

LASSO, which corroborates our statistical analyses of Section 6.1.2. In addition, the

simulation results confirm the suboptimal performance of Elem-Ridge – especially

as p becomes larger than n. Elem-OLS even achieves superior variable selection

accuracy when compared to the LASSO. This is further illustrated in Figure 6.1,

which depicts ROC curves for the various methods, i.e., how TP and FP evolve
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Figure 6.1: ROC curves for the Elem-OLS, Elem-Ridge, LASSO, Thresholded-
LASSO and OMP estimators under sparse linear model.

as the amount of regularization (stopping point for OMP) is varied. We find this

remarkable, given that Elem-OLS is available in closed-form, whereas LASSO, OMP

and variants require an iterative optimization procedure.

Group-sparse linear models The data is generated following the lines of the

third model of [139]. We compare Group-LASSO, Thr-Group-LASSO (Group-

LASSO followed by hard-thresholding), Group-OMP [88], with our Elem-OLS es-

timator for group sparsity, which we refer to as Group-Elem-OLS. We present the

average of the performance measures based on 100 simulations in Table 6.2. As
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Table 6.2: Average performance measure and standard deviation in parenthesis for
`1-penalized comparison methods on simulated data for group-sparse linear models.

Method TP FP `2 `∞
Group-Elem-OLS 100 (0.00) 0.9 (0.10) 1.300 (0.045) 0.613 (0.027)

Group-LASSO 100 (0.00) 1.8 (0.18) 1.269 (0.095) 0.642 (0.031)
Thr-Group-LASSO 99 (0.14) 1.2 (0.16) 1.296 (0.075) 0.628 (0.029)

Group-OMP 99 (0.16) 1.9 (0.15) 1.984(0.080) 0.642(0.030)

can be seen from the table, the performance of Group-Elem-OLS is comparable to

the other methods in term of `2 and `∞ errors are comparable. Group-Elem-OLS

achieves superior variable selection accuracy.

6.2.2 Real data analysis

We employed our estimators toward the analysis of gene expression data. We used

microarray data pertaining to isoprenoid biosynthesis in Arabidopsis thaliana (A.

thaliana) provided by [123]. A. thaliana is a plant widely used as model organism

in genetics. Isoprenoids play key roles in major plant processes including photosyn-

thesis, respiration and defense against pathogens. Here we focus on identifying the

genes that exhibit significant association with the specific isoprenoid gene GGPPS11

(AGI code AT4G36810), which is known as a precursor to chlorophils, carotenoids,

tocopherols and abscisic acids. Thus, the response is the expression level of the

isoprenoid gene GGPPS11, while as covariates, we have the expression levels from

833 genes, coming from 58 different metabolic pathways. There are 131 samples.

All variables are log transformed. Due to space limitations, we only report results

for our OLS-variant elementary estimator with `1 regularization (Elem-OLS) and
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Table 6.3: Average test MSE on microarray dataset. (Smaller values indicate higher
predictive accuracy).

Elem-OLS LASSO

10.52± 0.39 11.59± 0.39

for the LASSO estimator. We evaluate the predictive accuracy of the methods by

randomly partitioning the data into training and test sets, using 90 observations for

training and the remainder for testing. The tuning parameters were selected using

5 fold cross-validation. We computed the prediction MSE for the testing set. The

results for 20 random train/test partitions are presented in Table 6.3. Overall, our

elementary estimator achieves superior prediction accuracy. We now look into the

genes selected by the comparison methods on the full dataset. Out of 833 candidate

genes, Elem-OLS and LASSO selected selected 79 and 73 genes respectively. For

each method we ranked the selected genes according to the amplitude of their regres-

sion coefficients. The top 20 genes for each method are listed in Table 6.4 along with

their associated pathways (the pathway names are abbreviated). From table 6.4 we

can see Elem-OLS and LASSO have 7 genes in common among their respective top

20 genes. Interestingly, the gene AT1G17050 (a.k.a. PPDS1), which is known to

belong to the same pathway as target gene GGPPS11 (isoprenoid non-mevalonate),

is included in the top-20 genes of Elem-OLS, but not of LASSO.

6.3 Elementary Estimators for Generalized Linear
Models

We also consider the estimation of generalized linear models (GLMs) [93], under

high-dimensional settings where the number of variables p may greatly exceed the
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Table 6.4: Top 20 selected genes for the microarray study, along with their associated
pathways.

Elem-OLS LASSO

Pathway Gene (AGI) Pathway Gene (AGI)

Carote AT1G57770 Carote AT1G57770
Cytoki AT3G63110 Citrate AT1G54340
Flavon AT2G38240 Ethyl AT1G01480
Flavon AT5G08640 Ethyl AT4G11280
Folate AT1G78670 Flavon AT5G08640
Glycer AT2G44810 Folate AT1G78670
Glycol AT5G50850 Inosit AT3G56960
Inosit AT2G31830 Inosit AT2G41210
Inosit AT3G56960 Phenyl AT2G27820
Non-Mev AT1G17050 Porphy AT3G51820
Phenyl AT2G27820 Pyrimi AT5G23300
Phytos AT1G58440 Ribofl AT4G13700
Porphy AT1G09940 SGC AT5G28030
Ribofl AT4G13700 Starch AT2G45880
Starch AT2G45880 Starch AT2G25540
Starch AT5G03650 Starch AT5G29958
Threo AT1G72810 Toco AT2G18950
Toco AT2G18950 Trypto AT5G17980
Trypto AT5G48220 Trypto AT3G03680
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number of observations n. GLMs are a very general class of conditional statisti-

cal models for a response variable given a covariate vector, where the form of the

conditional distribution is specified by any exponential family distribution, such as

the Gaussian, binomial and Poisson distributions, among others. GLMs have thus

proven very useful in many modern applications involving prediction with high-

dimensional data. For instance, logistic regression is widely used for binary clas-

sification, while both logistic and poisson regression are widely used in key tasks

of genomics, such as classifying the heath status of patients based on genotype

data [52] and identifying genes that are predictive of survival [124], among oth-

ers. Moreover, GLMs have also been increasingly used as a key tool in graphical

models as discussed in Chapter 2. We are interested in recovery of GLMs under

high-dimensional regimes, where it is now well-known that consistent estimators

cannot be obtained unless low-dimensional structural constraints are imposed upon

the regression parameter vector to be estimated. Popular structural constraints

include that of sparsity, which encourages parameter vectors supported with very

few non-zero entries, group-sparse constraints, and low-rank structure with matrix-

structured parameters, among others.

6.3.1 High-dimensional generalized linear models

We consider the class of generalized linear models (GLMs), where a response variable

y ∈ Y, conditioned on a covariate vector x ∈ Rp, follows an exponential family

distribution:

P(y|x; θ∗) = exp

{
h(y) + y〈θ∗, x〉 −A

(
〈θ∗, x〉

)
c(σ)

}
(6.4)
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where σ ∈ R > 0 is fixed and known scale parameter, θ∗ ∈ Rp is the GLM parameter

of interest, and A(〈θ∗, x〉) is the log-partition function for the normalization of the

distribution. Our goal is to estimate the GLM parameter θ∗ given n i.i.d. samples{
(x(i), y(i))

}n
i=1

. By properties of exponential families, the conditional moment of the

response given the covariates can be written as µ(〈θ∗, x〉) ≡ E(y|x; θ∗) = A′(〈θ∗, x〉).

Examples. Popular instances of (6.4) include the standard linear regression model,

the logistic regression model, and the Poisson regression model, among others. In

the case of the linear regression model, we have a response variable y ∈ R, with the

conditional distribution:

P(y|x, θ∗) ∝ exp

{
−y2/2 + y〈θ∗, x〉 − 〈θ∗, x〉2/2

σ2

}
, (6.5)

where the log-partition function (or log-normalization constant) A(a) of (6.4) in this

specific case is given by A(a) = a2/2. Another popular GLM instance is the logistic

regression model, for a categorical output variable y ∈ Y ≡ {−1, 1},

P(y|x, θ∗) = exp
{
y〈θ∗, x〉 − log

[
exp(−〈θ∗, x〉) + exp(〈θ∗, x〉)

]}
(6.6)

where the log-partition function A(a) = log
(

exp(−a) + exp(a)
)
. The exponential

regression model in turn is given by:

P(y|x, θ∗) = exp
{
y〈θ∗, x〉 − exp(−〈θ∗, x〉)

}
. (6.7)

Here, the domain of response variable Y = R+ is the set of non-negative real numbers

(it is typically used to model time intervals between events for instance), and the
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log-partition function A(a) = log(−a). Our final example is the Poisson regression

model:

P(y|x, θ∗) = exp
{
− log(y!) + y〈θ∗, x〉 − exp(〈θ∗, x〉)

}
(6.8)

where the response variable is count-valued with domain Y ≡ {0, 1, 2, ...}, and with

log-partition function A(a) = exp(a).

Any exponential family distribution can be used to derive a canonical GLM

regression model (6.4) of a response y conditioned on covariates x, by setting the

canonical parameter of the exponential family distribution to 〈θ∗, x〉. For the pa-

rameterization to be valid, the conditional density should be normalizable, so that

A(〈θ∗, x〉) < +∞.

Regularized convex program estimators for high-dimensional regime Sup-

pose that we are given n covariate vectors, x(i) ∈ Rp, drawn i.i.d. from some

distribution, and corresponding response variables, y(i) ∈ Y, drawn from the dis-

tribution P(y|x(i), θ∗) in (6.4). A key goal in statistical estimation is to estimate

the parameters θ∗ ∈ Rp, given just the samples
{

(x(i), y(i))
}n
i=1

. Such estimation

becomes particularly challenging in a high-dimensional regime, where the dimension

of covariate vector p is potentially even larger than the number of samples n. In

high-dimensional regime, it is well understood that the structural constraints on θ∗

is necessary in order to find consistent estimators. In this paper, we focus on the

structural constraint of element-wise sparsity, so that ‖θ∗‖0 ≤ k for some value k

much smaller than p. The `1 norm is known to encourage the estimation of such

sparse-structured parameters θ∗.
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Accordingly, a popular class of M -estimators for sparse-structured GLM

parameters is the `1 regularized maximum log-likelihood estimator for (6.4). Given

n samples
{

(x(i), y(i))
}n
i=1

from P(y|x, θ∗), the `1 regularized MLEs can be written

as:

minimize
θ

−
〈
θ,

1

n

n∑
i=1

y(i)x(i)
〉

+
1

n

n∑
i=1

A
(
〈θ, x(i)〉

)
+ λn‖θ‖1. (6.9)

For notational simplicity, we collate the n observations in vector and matrix forms,

letting Y ∈ Rn denote the vector of n responses, and X ∈ Rn×p denote the design

matrix. With this notation we can rewrite optimization problem characterizing the

`1-regularized MLE in (6.9) simply as:

minimize
θ

− 1

n
θ>X>Y +

1

n
1>A(Xθ) + λn‖θ‖1 (6.10)

where we overload the notation A(·) for an input vector η ∈ Rn to denote A(η) ≡(
A(η1), A(η2), . . . , A(ηn)

)>
, and 1 ≡ (1, . . . , 1)> ∈ Rn.

6.3.2 Closed-form estimators for high-dimensional GLMs

The goal of this paper is to derive a general class of closed-form estimators for high-

dimensional GLMs, in contrast to solving huge, non-differentiable `1 regularized

optimization problems. Before introducing our class of such closed-form estimators,

we first introduce some notation.

(i) We denote [Sλ(u)]i = sign(ui) max(|ui|−λ, 0) as an element-wise soft-thresholding

operator, with a thresholding parameter λ.
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(ii) For any given matrix M ∈ Rp×p, we denote by Tν(M) : Rp×p 7→ Rp×p a family

of thresholding operators, defined in [107], as [Tν(M)]ij := ρν(Mij), where ρν(·) is

an element-wise thresholding operator satisfying following conditions: for any input

a ∈ R,

(C-Thresh) (a) |ρν(a)| ≤ |a|, (b) |ρν(a)| = 0 for |a| ≤ ν, and (c) |ρν(a)− a| ≤ ν.

(iii) Let us define a length n vector-valued mean parameter µ ∈ Rn such that

µ = ∇A(Xθ) where ∇A(η) is an element-wise gradient of log-partition function

A(η):

∇A(η) ≡
(
A′(η1), A′(η2), . . . , A′(ηn)

)>
. (6.11)

We assume that the exponential family underlying the GLM is unique so that this

map is invertible, and so that we can denote [∇A]−1(µ) as an element-wise inverse

map of ∇A(·):
(
(A′)−1(µ1), (A′)−1(µ2), . . . , (A′)−1(µn)

)>
.

(iv) Consider the response moment polytope

M := {µ : µ = Ep[y], for some distribution p over y ∈ Y},

and letMo denote the interior ofM. Our closed-form estimator will use a carefully

selected subset M ⊆ Mo. Denote the the projection of a response variable y ∈ Y

onto this subset as ΠM̄(y) = arg minµ∈M̄ |y−µ|. Given a vector Y ∈ Yn, we denote

the vector of element-wise projections of entries in Y as ΠM̄(Y ) so that:

[ΠM̄(Y )]i := ΠM̄(Yi). (6.12)
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As the conditions underlying our theorem will make clear, we will need the operator

[∇A]−1(·) defined above to be both well-defined and Lipschitz in the subset M of

the interior of the response moment polytope. In later sections, we will show how

to carefully construct such a subset M for different GLM models.

We now have the machinery to describe our class of closed-form estimators:

θ̂Elem = Sλn

([
Tν

(X>X
n

)]−1X>[∇A]−1
(
ΠM̄(Y )

)
n

)
, (6.13)

where the various mathematical terms were defined above. It can be immediately

seen that the estimator is available in closed-form. In a later section, we will see

instantiations of this class of estimators for various specific GLM models, and where

we will see that these estimators take very simple forms. Before doing so, we first

describe some insights that led to our particular construction of the high-dimensional

GLM estimator above.

6.3.3 Construction of our closed-form estimator

We first revisit the classical unregularized MLE for GLMs:

θ̂ ← arg min
θ
− 1

n
θ>X>Y +

1

n
1>A(Xθ).

Note that this optimization problem does not have a unique minimum in general,

especially under high-dimensional sample settings where p > n. Nonetheless, it

is instructive to study why this unregularized MLE is either ill-suited or even ill-

defined under high-dimensional settings. The stationary condition of unregularized

MLE optimization problem can be written as:

− 1

n
X>Y +

1

n
X>∇A(Xθ) = 0 ⇐⇒ X>Y = X>∇A(Xθ). (6.14)
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There are two main caveats to solving for a unique θ̂ satisfying this stationary

condition, which we clarify below.

(Mapping to mean parameters) In a high dimensional sampling regime where

p ≥ n, (6.14) can be seen to reduce to Y = ∇A(Xθ) (so long as XT has rank n).

This then suggests solving for Xθ = [∇A]−1Y , where we recall the definition of the

operator ∇A(·) in (6.11) in terms of element-wise operations involving A′(·). The

caveat however is that A′(·) is only onto the interior Mo of the response moment

polytope [118], so that [A′(·)]−1 is well-defined only when given µ ∈ Mo. When

entries of the sample response vector Y however lie outside of Mo, as will typically

be the case and which we will illustrate for multiple instances of GLM models

in later sections, the inverse mapping would not be well-defined. We thus first

project the sample response vector Y onto M ⊆ Mo to obtain ΠM̄(Y ) as defined

in (6.12). Armed with this approximation, we then consider the more amenable

ΠM̄(Y ) ≈ ∇A(Xθ), instead of the original stationary condition in (6.14).

(Sample covariance) We thus now have the approximate characterization of

the MLE as Xθ ≈ [∇A]−1
(
ΠM̄(Y )

)
. This then suggests solving for an approx-

imate MLE θ̂ via least squares as θ̂ = [X>X]−1X>[∇A]−1
(
ΠM̄(Y )

)
. The high-

dimensional regime with p > n poses a caveat here, since the sample covariance

matrix (X>X)/n would then be rank-deficient, and hence not invertible. Our ap-

proach is to then use a thresholded sample covariance matrix Tν
(
X>X
n

)
defined in

the previous subsection instead, which can be shown to be invertible and consistent

with high probability [17, 107]. In particular, recent work [107] has shown that
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thresholded sample covariance Tν
(
X>X
n

)
is consistent with respect to the spectral

norm with convergence rate
∣∣∣∣∣∣Tν(X>Xn )

− Σ
∣∣∣∣∣∣

op
≤ O

(
c0

√
log p
n

)
, under some mild

conditions detailed in our main theorem. Plugging in this thresholded sample covari-

ance matrix, to get an approximate least squares solution for the GLM parameters

θ, and then performing soft-thresholding precisely yields our closed-form estimator

in (6.13).

Our class of closed-form estimators in (6.13) can thus be viewed as surgical

approximations to the MLE so that it is well-defined in high-dimensional settings,

as well as being available in closed-form. But would such an approximation actually

yield rigorous consistency guarantees? Surprisingly, as we show in the next section,

not only is our class of estimators consistent, but in our corollaries we show that

the statistical guarantees are comparable to those of the computationally expensive

state of the art regularized MLEs.

We note that our class of closed-form estimators in (6.13) can also be written

in an equivalent form that is more amenable to analysis:

minimize
θ

‖θ‖1

s. t.

∥∥∥∥θ − [Tν(X>Xn )]−1X>[∇A]−1
(
ΠM̄(Y )

)
n

∥∥∥∥
∞
≤ λn. (6.15)

The equivalence between (6.13) and (6.15) easily follows from the fact that the

optimization problem (6.15) is decomposable into independent element-wise sub-

problems, and each sub-problem corresponds to soft-thresholding. It can be seen

that this form is also amenable to extending the framework in this chapter to struc-

tures beyond sparsity, by substituting in alternative regularizers.
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6.3.4 Experiments

We demonstrate the performance of our elementary estimators on simulated data

over varied regimes of sample size n, number of covariates p, and sparsity size k.

We focus on two popular instances of GLMs, logistic and Poisson regression models.

We compare against standard `1 regularized MLE estimators, which we solved using

proximal gradient descent.

Logistic regression models We construct the n× p design matrices X by sam-

pling the rows independently from N(0,Σ) where Σi,j = 0.5|i−j|. For each simula-

tion, the entries of the true model coefficient vector θ∗ are set to be 0 everywhere,

except for a randomly chosen subset of k coefficients, which are chosen indepen-

dently and uniformly in the interval (1, 3). We report error rates averaged over 100

independent trials. Figure 6.2 shows receiver operator curves (ROC) for support set

recovery task under three different regimes where the regularization parameters are

λn = K
√

log p/n for both methods, and the threshold parameter for Elem-GLM

is set to ν = L
√

log p/n. For these settings, tables in Figure 6.2 summarizes both

error bounds and computation times.

Poisson regression models As in the previous experiment, we construct the

design matrix X ∈ Rn×p from Gaussian distribution with Toeplitz covariance matrix

Σi,j = 0.5|i−j|. For k non-zero entries of θ∗, we again randomly and uniformly choose

in the interval (1, 2). Our experimental results for the Poisson regression model case

are reported in Figure 6.3.
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As we can see from the tables and figures, with respect to statistical per-

formance our closed form estimators are comparable to or surprisingly even better

than the classical `1 regularized MLE estimators. With respect to computational

performance, our class of estimators can be seen to be much faster. An inter-

esting point to note is that the computation times for our closed-form estimators

are not typically dependent on the regularization parameter λn, since it is used

only for element-wise thresholding, while the computation times `1 MLE estimators

drastically increase as we decrease the regularization parameter.

129



0 0.5 1
0

0.2

0.4

0.6

0.8

1

False Positive Rate

T
ru

e
 P

o
s
it
iv

e
 R

a
te

 

 

L1MLE

L = 1.5

L = 2

L = 2.5

`1 MLE
K FP TP Time `2 `∞

0.01 41.1 100 3.1 3.55 1.40
1 0.03 99.9 < 1 5.86 2.46

Elem, L = 2
K FP TP Time `2 `∞
8 3.3 99.0 < 1 2.70 1.22
10 0.7 97.4 < 1 3.05 1.38

(a) (n, p, k) = (1000, 1000, 10)
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L = 1.5

L = 2

L = 2.5

`1 MLE
K FP TP Time `2 `∞

0.01 13.7 100 17.8 4.60 1.90
1 0.002 99.8 < 1 5.93 2.49

Elem, L = 2
K FP TP Time `2 `∞
8 1.8 99.0 1.9 2.99 1.25
10 0.3 96.1 2.0 3.24 1.42

(b) (n, p, k) = (1000, 5000, 10)
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`1 MLE
K FP TP Time `2 `∞

0.01 13.2 100 17.5 2.48 1.27
1 0 100 1.1 3.57 2.06

Elem, L = 2
K FP TP Time `2 `∞
8 1.8 100 2.0 1.63 0.72
10 0.3 100 2.0 1.09 0.69

(c) (n, p, k) = (1000, 5000, 5)

Figure 6.2: Elem-GLM vs. `1 regularized MLE for logistic regression models for
different regimes. Figures in the first column show receiver operator curves for
support set recovery task, and tables in the second column represent optimal error
bounds and computation times for different regularization parameters.
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(a) (n, p, k) = (300, 200, 10)
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L = 0.6
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L = 1.5

`1 MLE
K FP TP Time `2 `∞
0.1 100 99.9 5.1 4.75 1.84
102 95.8 99.8 5.1 4.72 1.83
105 4.3 21.3 4.2 5.10 2.17

Elem, L = 1
K FP TP Time `2 `∞
1 77.1 99.7 < 1 19.3 1.85
5 14.8 97.6 < 1 5.90 1.27
10 0.4 76.7 < 1 3.30 1.51

(b) (n, p, k) = (300, 2000, 10)
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L = 0.6

L = 1

L = 1.5

`1 MLE
K FP TP Time `2 `∞

106 95.2 85.9 3.5 8.32 1.95
107 74.7 71.4 5.1 8.42 2.03
108 48.3 46.1 5.9 8.89 2.62

Elem, L = 1
K FP TP Time `2 `∞
1 82.2 97.3 < 1 26.51 2.44
5 26.3 85.9 < 1 11.81 1.86
10 2.5 50.6 < 1 7.40 1.91

(c) (n, p, k) = (300, 2000, 30)

Figure 6.3: Elem-GLM vs. `1 regularized MLE for Poisson regression models for
different regimes, as a counterpart of Figure 6.2.
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Chapter 7

Elementary Estimators for
Graphical Models

Another area where our closed-form estimation framework really helps would

be the estimation for the graphical models. While state of the art optimization

methods (see [140, 44, 10, 19, 44, 10, 94, 102] and references therein) have been

developed to solve all of these regularized (and consequently non-smooth) convex

programs, their iterative approach is very expensive for large scale problems. Indeed,

scaling such regularized convex programs to very large scale settings has attracted

considerable recent research and attention.

Since most popular graphical model families can be expressed as exponential

families (see [118]), we consider general exponential family distributions for a random

variable X ∈ Rp:

P(X; θ) = exp
{
〈θ, φ(X)〉 −A(θ)

}
(7.1)

where θ ∈ Ω ⊆ Rd is the canonical parameter to be estimated, φ(X) denotes the
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sufficient statistics with feature function φ : Rp 7→ Rd, and A(θ) is the log-partition

function.

An alternative parameterization of the exponential family, to the canonical

parameterization above, is via the vector of “mean parameters” µ(θ)
def
= Eθ[φ(X)],

which are the moments of the sufficient statistics φ(X) under the exponential family

distribution. We denote the set of all possible moments by the moment polytope:

M = {µ : ∃ distribution p s.t. Ep(φ) = µ}, which consist of moments of the suffi-

cient statistics under all possible distributions. The problem of computing the mean

parameters µ(θ) ∈M given the canonical parameters θ ∈ Ω constitutes the key ma-

chine learning problem of inference in graphical models (expressed in exponential

family form (7.1)). Let us denote this computation via a so-called forward mapping

A : Ω 7→ M. By properties of exponential family distributions, the forward map-

ping A can actually be expressed in terms of the first derivative of the log-partition

function A(·): A : θ 7→ µ = ∇A(θ). It can be shown that this map is injective

(one-to-one with its range) if the exponential family is minimal. Moreover, it is

onto the interior of M, denoted by Mo. Thus, for any mean parameter µ ∈ Mo,

there exists a canonical parameter θ(µ) ∈ Ω such that Eθ(µ)[φ(X)] = µ. Unless the

exponential family is minimal, the corresponding canonical parameter θ(µ) how-

ever need not be unique. Thus while there will always exist a so-called backward

mapping A∗ : Mo 7→ Ω, that computes the canonical parameters corresponding

to given moments, it need not be unique. A candidate backward map can be con-

structed via the conjugate of the log-partition function A∗(µ) = supθ∈Θ〈θ, µ〉−A(θ):

A∗ : µ 7→ θ = ∇A∗(µ).
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7.1 High-dimensional graphical model selection

We focus on the high-dimensional setting, where the number of variables p may

greatly exceed the sample size n. Under such high-dimensional settings, it is now

well understood that consistent estimation is possible if structural constraints are

imposed on the model parameters θ. In this paper, we focus on the structural con-

straint of sparsity, for which the `1 norm is known to be well-suited.

Given n samples {X(i)}ni=1 from P(X; θ∗) that belongs to an exponential fam-

ily (7.1), a popular class of M -estimators for recovering the sparse model parameter

θ∗ is the `1-regularized maximum likelihood estimators:

minimize
θ

〈 θ, φ̂ 〉 −A(θ) + λn‖θ‖1 (7.2)

where φ̂ := 1
n

∑n
i=1 φ(X(i)) is the empirical mean of the sufficient statistics. Since

the log partition function A(θ) in (7.1) is convex, the problem (7.2) is convex as

well.

We now briefly review the two most popular examples of exponential families

in the context of graphical models.

Gaussian graphical models. Consider a random vector X = (X1, . . . , Xp) with

associated p-variate Gaussian distribution N (X|µ,Σ), mean vector µ and covariance

matrix Σ. The probability density function of X can be formulated as an instance

of (7.1):

P(X|θ,Θ) = exp
(
− 1

2
〈〈Θ, XX>〉〉+ 〈θ,X〉 −A(Θ, θ)

)
(7.3)
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where 〈〈A,B〉〉 denotes the trace inner product tr(ABT ). Here, the canonical pa-

rameters are the precision matrix Θ and a vector θ, with domain Ω := {(θ,Θ) ∈

Rp×Rp×p : Θ � 0,Θ = ΘT }. The corresponding moment parameters of the graphi-

cal model distribution are given by the mean µ = Eθ[X], and the covariance matrix

Σ = Eθ[XXT ] of the Gaussian. The forward map A : (θ,Θ) 7→ (µ,Σ) computing

these from the canonical parameters can be written as:

Σ = Θ−1 and µ = Θ−1θ. (7.4)

The moment polytope can be seen to be given by M = {(µ,Σ) ∈ Rp × Rp×p :

Σ−µµT � 0,Σ � 0}, with interiorMo = {(µ,Σ) ∈ Rp×Rp×p : Σ−µµT � 0,Σ � 0}.

The corresponding backward map A∗ : (µ,Σ) 7→ (θ,Θ) for (µ,Σ) ∈ Mo can be

computed as: Θ = Σ−1 and θ = Σ−1µ.

Without loss of generality, assume that µ = 0 (and hence θ = 0). Then the

set of non-zero entries in the precision matrix Θ corresponds to the set of edges in

an associated Gaussian Markov random field (GMRF). In cases where the graph

underlying the GMRF has relatively few edges, it thus makes sense to impose `1

regularization on the off-diagonal entries of Θ. Given n i.i.d. random vectors X(i) ∈

Rp sampled from N(0,Σ∗), the corresponding `1-regularized maximum likelihood

estimator (MLE) is given by:

minimize
Θ�0

〈〈S,Θ〉〉 − log det Θ + λn‖Θ‖1,off , (7.5)

where S is the sample covariance matrix defined as
∑n

i=1

(
X(i) −X

)(
X(i) −X

)>
,

X := 1
n

∑n
i=1X

(i), and ‖ · ‖1,off is the off-diagonal element-wise `1 norm.
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Discrete graphical models. Let X = (X1, . . . , Xp) be a random vector where

each variable Xi takes values in a discrete set X of cardinality m. Given a graph G =

(V,E), a pairwise Markov random field over X is specified via nodewise functions

θs : X 7→ R for all s ∈ V , and pairwise functions θst : X × X 7→ R for all (s, t) ∈ E,

as

P(X) = exp
{∑

s∈V θs(Xs) +
∑

(s,t)∈E θst(Xs, Xt)−A(θ)
}
. (7.6)

This family of probability distributions can be represented using the so-

called overcomplete representations [118] as follows. For each random variable Xs

and j ∈ {1, . . . ,m}, define nodewise indicators I[Xs = j] equal to 1 if Xs = j and

0 otherwise. Then pairwise MRFs in (7.6) can be rewritten as

P(X) = exp

{ ∑
s∈V ;j∈[m]

θs;j I[Xs = j] +
∑

(s,t)∈E;j,k∈[m]

θst;jk I[Xs = j, Xt = k]−A(θ)

}
(7.7)

for a set of parameters θ := {θs;j , θst;jk : s, t ∈ V ; (s, t) ∈ E; j, k ∈ [m]}. Given

these sufficient statistics, the mean/moment parameters are given by the moments

µs;j := Eθ
(
I[Xs = j]

)
= P(Xs = j; θ), and µst;jk := Eθ

(
I[Xs = j,Xt = k]

)
=

P(Xs = j,Xt = k; θ), which precisely correspond to nodewise and pairwise marginals

of the discrete graphical model. Thus, the forward mapping A : θ 7→ µ would

correspond to the inference task of computing nodewise and pairwise marginals of

the discrete graphical model given the canonical parameters. A backward mapping

A∗ : µ 7→ θ corresponds to computing a set of canonical parameters such that the

corresponding graphical model distribution would yield the given set of nodewise

and pairwise marginals. The moment polytope in this case consists of the set of all
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nodewise and pairwise marginals of any distribution over the random vector X, and

hence is termed the marginal polytope; it is typically intractable to characterize in

high-dimensions [118].

Given n i.i.d. samples from an unknown distribution (7.7) with parameter θ∗,

one could consider estimating the graphical model structure with an `1-regularized

MLE: θ̂ ∈ minimizeθ −〈θ, φ̂〉 + A(θ) + λ‖θ‖1,E , where ‖ · ‖1,E is the `1 norm of the

edge-parameters: ‖θ‖1,E =
∑

s 6=t ‖θst‖, and where we have collated the edgewise

parameters {θst;jk}mj,k=1 for an edge (s, t) ∈ E into the vector θst. However, there

is an critical caveat to actually computing this regularized MLE: the computation

of the log-partition function A(θ) is intractable (see [118] for details). To overcome

this issue, one might consider instead the following class of M -estimators, discussed

in [128]:

θ̂ ∈ minimize
θ

−〈θ, φ̂〉+B(θ) + λ‖θ‖1,E . (7.8)

Here B(θ) is a variational approximation to the log-partition function A(θ) of

the form: B(θ) = supµ∈L〈θ, µ〉 − B∗(µ), where L is a tractable bound on the

marginal polytope M, and B∗(µ) is a tractable approximation to the graphical

model entropy A∗(µ). An example of such approximation, which we shall later

leverage in this paper, is the tree-reweighted entropy [120] given by B∗trw(µ) =∑
sHs(µs) −

∑
st ρstIst(µst), where Hs(µs) is the entropy for node s, Ist(µst) is

the mutual information for an edge (s, t), and ρst denote the edge-weights that lie

in a so-called spanning tree polytope. If all ρst are set to 1, this boils down to the

Bethe approximation [137].
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7.2 Closed-form estimators for graphical models

The state-of-the-art `1-regularized MLE estimators discussed in the previous sec-

tion enjoy strong statistical guarantees but involve solving difficult non-smooth

programs. Scaling them to very large-scale problems is thus an important and

challenging ongoing research area.

In this paper we tackle the scalability issue at the source by departing from

regularized MLE approaches and proposing instead a family of closed-form estima-

tors for graphical models.

Elem-GM Estimation:

minimize
θ

‖θ‖1 (7.9)

s. t.
∥∥∥θ − B∗(φ̂)

∥∥∥
∞
≤ λn

where B∗(·) is the proxy of backward mapping A∗, and λn is a regularization pa-

rameter as in (7.2).

One of the most important properties of (7.9) is that the estimator is avail-

able in closed-form: θ̂ = Sλn
(
B∗(φ̂)

)
, where [Sλ(u)]i = sign(ui) max(|ui| − λ, 0) is

the element-wise soft-thresholding function. This can be shown by the fact that

the optimization problem (7.9) is decomposable into independent element-wise sub-

problems, where each sub-problem corresponds to soft-thresholding.

To get some intuition on our approach, let us first revisit classical MLE

estimators for graphical models as in (7.1), and see where they “break down” in

a high-dimensional setting: minimizeθ 〈 θ, φ̂ 〉 − A(θ). By the stationary condition
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of this optimization problem, the MLE estimator can be simply expressed as a

backward mapping A∗(φ̂). There are two caveats here in high-dimensional settings.

The first is that this backward mapping need not have a simple closed-form, and is

typically intractable to compute for a large number of variables p. The second is

that the backward mapping is well-defined only for mean parameters that are in the

interior Mo of the marginal polytope, whereas the sample moments φ̂ might well

lie on the boundary of the marginal polytope. We will illustrate these two caveats

in the next two examples.

Our key idea is to use instead a well-defined proxy function B∗(·) in lieu

of the MLE backward map A∗(·) so that B∗(φ̂) is both well-defined under high-

dimensional settings, as well as with a simple closed-form. The optimization problem

(7.9) seeks an estimator with minimum complexity in terms of regularizer ‖·‖1 while

being close enough to some “initial estimator” B∗(φ̂) in terms of element-wise `∞

norm; ensuring that the final estimator has the desired sparse structure.

7.2.1 Strong statistical guarantees of closed-form estimators

We now provide a statistical analysis of estimators in (7.9) under the following

structural constraint:

(C-Sparsity) The “true” canonical exponential family parameter θ∗ is exactly

sparse with k non-zero elements indexed by the support set S. All other elements

in Sc are zeros.

Theorem 13. Consider any graphical model in (7.1) with sparse canonical param-

eter θ∗ as stated in (C-Sparsity). Suppose we solve the estimation problem (7.9)
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setting the constraint bound λn such that λn ≥
∥∥θ∗ − B∗(φ̂)

∥∥
∞.

(A) Then the optimal solution θ̂ satisfies the following error bounds:

∥∥θ̂ − θ∗∥∥∞ ≤ 2λn , ‖θ̂ − θ∗‖2 ≤ 4
√
kλn , and

∥∥θ̂ − θ∗∥∥
1
≤ 8kλn .

(B) The support set of the estimate θ̂ correctly excludes all true zero coordinates of

θ∗. Moreover, under the additional assumption that mins∈S |θ∗s | ≥ 3
∥∥θ∗−B∗(φ̂)

∥∥
∞,

it correctly includes all non-zero coordinates of θ∗.

Remarks. Theorem 13 is a non-probabilistic result, and holds deterministically

for any selection of λn and any selection of B∗(·). We would then use a probabilistic

analysis when we applying the theorem to specific distributional settings and choices

of the backward map B∗(·).

We note that while the theorem analyses the case of sparsity structured

parameters, our class of estimators as well as analyses can be seamlessly extended

to more general structures (such as group sparsity and low rank), by substituting

appropriate regularization functions in (7.9).

A key ingredient in our class of closed-form estimators is the proxy backward

map B∗(φ̂). The conditions of the theorem require that this backward map has to

be carefully constructed in order for the error bounds and sparsistency guarantees

to hold. In the following sections, we will see how to precisely construct such back-

ward maps B∗(·) for specific problem instances, and then derive the corresponding

consequences of our abstract theorem as corollaries.
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7.3 Closed-form estimators for inverse covariance
estimation in Gaussian graphical models

In this section, we derive a class of closed-form estimators for the multivariate Gaus-

sian setting in Section 7.1. From our discussion of Gaussian graphical models in

Section 7.1, the backward mapping from moments to the canonical parameters

can be simply computed as A∗(Σ) = Σ−1 as stated in (7.4), but only provided

Σ ∈ Mo := {Σ ∈ Rp×p : Σ � 0}. However, given the sample covariance, we cannot

just compute the MLE as A∗(S) = S−1 since the sample covariance matrix is rank-

deficient and hence does not belong the Mo under high-dimensional settings where

p > n.

In our estimation framework (7.9), we thus use an alternative backward

mapping B∗(·) via a thresholding operator. Specifically, for any matrix M ∈ Rp×p,

we consider the family of thresholding operators Tν(M) : Rp×p → Rp×p with thresh-

olding parameter ν, defined as [Tν(M)]ij := ρν(Mij) where ρν(·) is an element-wise

thresholding operator. Soft-thresholding is a natural option, however, along the

lines of [107], we can use arbitrary sparse thresholding operators that satisfy the

following conditions:

(C-Thresh) For any input a ∈ R, (i) |ρν(a)| ≤ |a|, (ii) |ρν(a)| = 0 for |a| ≤ ν, and

finally (iii) |ρν(a)− a| ≤ ν.

As long as Tν(S) is invertible (which we shall examine in section 7.3.1), we

can define B∗(S) := [Tν(S)]−1 and obtain the following class of estimators:

141



Elem-GGM Estimation:

minimize
Θ

‖Θ‖1,off (7.10)

s. t.
∥∥Θ− [Tν(S)]−1

∥∥
∞,off

≤ λn

where ‖ · ‖∞,off is the off-diagonal element-wise `∞ norm as the dual of ‖ · ‖1,off.

Comparison with related work. Note that [25] suggest a Dantzig-like

estimator : minimizeΘ ‖Θ‖1 s. t. ‖SΘ − I‖∞ ≤ λn where both ‖ · ‖1 and ‖ · ‖∞ are

entry-wise (`1 and `∞, respectively) norms for a matrix. This estimator applies

penalty functions even for the diagonal elements so that the problem can be de-

coupled into multiple but much simpler optimization problems. It still requires

solving p linear programs with 2p linear constraints for each. On the other hand,

the estimator from (7.10) has a closed-form solution as long as Tν(S) is invertible.

7.3.1 Convergence rates for Elem-GGM

In this section we derive a corollary of theorem 13 for Elem-GGM. A prerequisite

is to show that B∗(S) := [Tν(S)]−1 is well-defined and “well-behaved”. The follow-

ing conditions define a broad class of Gaussian graphical models that satisfy this

requirement.

(C-MinInfΣ) The true canonical parameter Θ∗ of (7.3) has bounded induced

operator norm such that |||Θ∗|||∞ := supw 6=0∈Rp
‖Θ∗ w‖∞
‖w‖∞ ≤ κ1.

(C-SparseΣ) The true covariance matrix Σ∗ := (Θ∗)−1 is “approximately sparse”

along the lines of Bickel and Levina [17]: for some positive constant D, Σ∗ii ≤ D for
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all diagonal entries, and moreover, for some 0 ≤ q < 1 and c0, maxi
∑p

j=1 |Σ∗ij |q ≤ c0.

If q = 0, then this condition boils down to Σ∗ being sparse. We additionally require

infw 6=0∈Rp
‖Σ∗ w‖∞
‖w‖∞ ≥ κ2.

Now we are ready to utilize Theorem 13 and derive the convergence rates

for our Elem-GGM (7.10).

Corollary 9. Consider Gaussian graphical models (7.3) where the true parameter

Θ∗ has k non-zero off-diagonal elements, and the conditions in (C-MinInfΣ) and

(C-SparseΣ) hold. Suppose that we solve the optimization problem in (7.10) with a

generalized thresholding operator satisfying (C-Thresh) and setting ν := 16(maxi Σii)√
10τ log p′

n := a
√

log p′

n for p′ := max{n, p}. Furthermore, suppose also that we select

λn := 4κ1a
κ2

√
log p′

n . Then, as long as n > c3 log p′, any optimal solution Θ̂ of (7.10)

satisfies

∥∥Θ̂−Θ∗
∥∥
∞,off

≤ 8κ1a

κ2

√
log p′

n
,
∣∣∣∣∣∣Θ̂−Θ∗

∣∣∣∣∣∣
F
≤ 16κ1a

κ2

√
k log p′

n
, and

∥∥Θ̂−Θ∗
∥∥

1,off
≤ 32κ1a

κ2
k

√
log p′

n

with probability at least 1− c1 exp(−c2 log p′).

We remark that the rates in Corollary 9 are asymptotically the same as

those for standard `1 regularized MLE estimators in (7.5); for instance, [103] show

that |||Θ̂MLE − Θ∗|||F = O
(√

k log p′

n

)
. This is remarkable given the simplicity of

Elem-GGM.
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7.4 Closed-form estimators for discrete Markov
random fields

We now specialize our class of closed-form estimators (7.9) to the setting of discrete

Markov random fields described in Section 7.1. In this case, computing the backward

mapping A∗ is non-trivial and typically intractable if the graphical structure has

loops [118]. Therefore, we need an approximation of the backward map A∗, for

which we will leverage the tree-reweighted variational approximation discussed in

Section 7.1. Consider the following map θ̄ := B∗trw(φ̂), where

θ̄s;j = log φ̂s;j , and θ̄st;jk = ρst log
φ̂st;jk

φ̂s;j φ̂t;k
(7.11)

where φ̂s;j = 1
n

∑n
i=1 I[Xs,i = j] and φ̂st;jk = 1

n

∑n
i=1 I[Xs,i = j]I[Xt,i = k] are the

empirical moments of the sufficient statistics in (7.7) (we define 0/0 := 1). It was

shown in [120] that B∗trw(·) satisfies the following property: the (pseudo)marginals

computed by performing tree-reweighted variational inference with the parameters

θ̄ := B∗trw(φ̂) yield the sufficient statistics φ̂. In other words, the approximate back-

ward map B∗trw computes an element in the pre-image of the approximate forward

map given by tree-reweighted variational inference. Since tree-reweighted variational

inference approximates the true marginals well in practice, the map B∗trw(·) is thus

a great candidate for as an approximate backward map.

As an alternative to the `1 regularized approximate MLE estimators (7.8),

we thus obtain the following class of estimators using B∗trw(·) as an instance of (7.9):
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Elem-DMRF Estimation:

minimize
θ

‖θ‖1,E (7.12)

s. t.
∥∥θ − B∗trw(φ̂)

∥∥
∞,E ≤ λn

where ‖·‖∞,E is the maximum absolute value of edge-parameters as a dual of ‖·‖1,E .

Note that given the empirical means of sufficient statistics, B∗trw(φ̂) can usu-

ally be obtained easily, without the need of explicitly specifying the log-partition

function approximation B(·) in (7.8).

7.4.1 Convergence rates for Elem-DRMF

We now derive the convergence rates of Elem-DRMF for the case where B∗(·) is

selected as in (7.11) following the tree reweighed approximation [120]. Let µ∗ be

the “true” marginals (or mean parameters) from the true log-partition function and

true canonical parameter θ∗: µ∗ = A(θ∗). We shall require that the approximation

Btrw(·) be close enough to the true A(·) in terms of backward mapping. In addition

we assume that true marginal distributions are strictly positive.

(C-LogPartition)
∥∥θ∗ − B∗trw(µ∗)

∥∥
∞,E ≤ εapprox.

(C-Marginal) For all s ∈ V and j ∈ [m], the true singleton marginal µ∗s;j :=

Eθ∗
(
I[Xs = j]

)
= P(Xs = j; θ∗) satisfies εmin < µ∗s;j for some strictly positive

constant εmin ∈ (0, 1). Similarly, for all s, t ∈ V and all j, k ∈ [m], µ∗st;jk satisfies

εmin < µ∗st;jk.
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Now we are ready to utilize Theorem 13 to derive the convergence rates

for our closed-form estimator (7.12) when θ∗ has k non-zero pairwise parameters

θ∗st, where we recall the notatation that θst := {θst;jk}mj,k=1 is a collation of the

edgewise parameters for edge (s, t). We also define ‖θ‖q,E := (
∑

s 6=t ‖θst‖q)1/q, for

q ∈ {1, 2,∞}.

Corollary 10. Consider discrete Markov random fields (7.7) when the true pa-

rameter θ∗ has actually k non-zero pair-wise parameters, and the conditions in

(C-LogPartition) and (C-Marginal) also hold in these discrete MRFs. Suppose

that we solve the optimization problem in (7.12) with B∗trw(·) set as (7.11) us-

ing tree reweighed approximation. Furthermore, suppose also that we select λn :=

εapprox + c1

√
log p
n for some positive constant c1 depending only on εmin. Then, as

long as n >
4c21 log p

ε2min
, there are universal positive constants (c2, c3) such that any

optimal solution θ̂ of (7.12) satisfies

‖θ̂ − θ∗‖∞,E ≤ 2εapprox + 2c1

√
log p

n
, ‖θ̂ − θ∗‖2,E ≤ 4

√
kεapprox + 4c1

√
k log p

n
, and

‖θ̂ − θ∗‖1,E ≤ 8kεapprox + 8c1k

√
log p

n

with probability at least 1− c2 exp(−c3 log p′).

7.5 Experiments

In this section, we report a set of synthetic experiments corroborating our theoretical

results on both Gaussian and discrete graphical models.
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Table 7.1: Performance comparisons our closed-form estimators against state of the
art QUIC algorithm [53] solving (7.5) under two different regimes: (Top) (n, p) =
(800, 1600), (Botton) (n, p) = (5000, 10000).

K Time(sec) `F (off) `∞ (off) FPR TPR

Elem-GM
0.01 < 1 6.36 0.1616 0.48 0.99
0.02 < 1 6.19 0.1880 0.24 0.99
0.05 < 1 5.91 0.1655 0.06 0.99
0.1 < 1 6 0.1703 0.01 0.97

QUIC

0.5 2575.5 12.74 0.11 0.52 1.00
1 1009 7.30 0.13 0.35 0.99
2 272.1 6.33 0.18 0.16 0.99
3 78.1 6.97 0.21 0.07 0.94
4 28.7 7.68 0.23 0.02 0.86

K Time(sec) `F (off) `∞ (off) FPR TPR

Elem-GM

0.05 47.3 11.73 0.1501 0.13 1.00
0.1 46.3 8.91 0.1479 0.03 1.00
0.5 45.8 5.66 0.1308 0.0 1.00
1 46.2 8.63 0.1111 0.0 0.99

QUIC

2 * * * * *
2.5 * * * * *
3 4.8× 104 9.85 0.1083 0.06 1.00

3.5 2.7× 104 10.51 0.1111 0.04 0.99

Gaussian graphical models We now corroborate Corollary 9, and furthermore,

compare our estimator with the `1 regularized MLE in terms of statistical per-

formance with respect to the parameter error ‖Θ̂−Θ∗‖q for q ∈ {2,∞}, as well as

in terms of computational performance.

To generate true inverse covariance matrices Θ∗ with a random sparsity

structure, we follow the procedure described in [78, 53]. We first generate a sparse

matrix U whose non-zero entries are set to ±1 with equal probabilities. Θ∗ is then
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Figure 7.1: Receiver operator curves for support set recovery task when (n, p) =
(800, 1600) (Left), (n, p) = (5000, 10000) (Right).

Table 7.2: Performance of Elem-DMRF vs. the regularized MLE-based approach of
[60] for structure recovery of DRMFs.

Graph Type # Parameters Method Time(sec) TPR FNR

Chain Graph
128

Elem-DMRF 0.17 0.87 0.01
Regularized MLE 7.30 0.81 0.01

2000
Elem-DMRF 21.67 0.79 0.12

Regularized MLE 4315.10 0.75 0.21

Grid Graph
128

Elem-DMRF 0.17 0.97 0.01
Regularized MLE 7.99 0.84 0.02

2000
Elem-DMRF 21.68 0.80 0.12

Regularized MLE 4454.44 0.77 0.18

set to U>U and then a diagonal term is added to ensure Θ∗ is positive definite.

Finally, we normalize Θ∗ with maxpi=1 Θ∗ii so that the maximum diagonal entry is

equal to 1. We control the number of non-zeros in U so that the number of non-zeros

in the final Θ∗ is approximately 10p. We additionally set the number of samples n

to half of the number of variables p. Note that though the number of variables is p,

the total number of entries in the canonical parameter consisting of the covariance

matrix is O(p2).
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Table 7.1 summarizes the performance of our closed-form estimators in terms

of computation time, ‖Θ̂ − Θ∗‖∞,off and |||Θ̂ − Θ∗|||F,off. We fix the thresholding

parameter ν = 2.5
√

log p/n for all settings, and vary the regularization parameter

λn = K
√

log p/n to investigate how this regularizer affects the final estimators.

Baselines are `1 regularized MLE estimators in (7.5); we use QUIC algorithms [53],

which is one of the fastest way to solve (7.5). In the table, we show the results of the

QUIC algorithm run with a tolerance ε = 10−4; * indicates that the algorithm does

not stop within 15 hours. In Figure 7.1, we provide more extensive comparisons

including receiver operator curves (ROC) for these methods for settings in Table

7.1. As can be seen from the table and the figure, the performance of Elem-GM

estimators is both statistically competitive in terms of all types of errors and

support set recovery, while performing much better computationally than classical

methods based on `1 regularized MLE.

Discrete graphical models We consider two different classes of pairwise graph-

ical models: chain graphs and grids. For each case, the size of the alphabet is set to

m = 3; the true parameter vector θ∗ is generated by sampling each non-zero entry

from N(0, 1).

We compare Elem-DMRF with the group-sparse regularized MLE-based ap-

proach of Jalali et al. [60], which uses group `1/`2 regularization, where all the

parameters of an edge form a group, so as to encourage sparsity in terms of the

edges, and which we solved using proximal gradient descent. While our estimator

in (7.12) used vanilla sparsity, we used a simple extension to the group-sparse struc-
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tured setting. For both methods, the tuning parameter is set to λn = c
√

log p/n,

where c is selected using cross-validation. We use 20 simulation runs where for each

run n = p/2 samples are drawn from the distribution specified by θ∗.

We report true positive rates, false positive rates and timing for running

each method. We note that the timing is for running each method without counting

the time spent in the cross-validation process (Had we taken the cross-validation

into account, the advantage of our method would be even more pronounced, since

the entire path of solutions can be computed via simple group-wise thresholding

operations.) The results in Table 7.2 show that Elem-DMRF is much faster than its

MLE-based counterpart, and yield competitive results in terms of structure recovery.
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Chapter 8

Concluding thoughts

This thesis considers problems in high-dimensional statistics with two dis-

tinct but highly complementary prongs: (I) statistical model specification in order

to handle various types of random variables, and (II) computationally efficient ele-

mentary estimators for statistical models.

(I) Undirected graphical models or Markov random fields (MRFs) have proved

greatly successful in many real world applications, with popular instances like

Ising/Potts models for discrete data or Gaussian graphical models for continuous

case. These popular instances still are not best suited for some data (for example,

count or skewed data) especially in recently emerging “bigdata” in genomics, social

networking and economics to name a few. On the other hand, in classical statistics,

we have a good understanding of single variable data modeling, for instance via ex-

ponential family distributions. The first part of this thesis is answering the question

whether we can extend the classical modeling toolkit from univariate distributions

to multivariate graphical models for various types of data (even all mixed case).
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The resulting class of MRFs broadens the class of models available off the shelf,

from the standard Ising, indicator-discrete, and Gaussian MRFs, and applicability

of MRFs to more general real problems.

(II) It is now well understood that consistent estimation is possible even in high-

dimensional regimes provided one imposes low-dimensional structural constraints

on the parameter. Key classes of estimators have been based on regularized max-

imum likelihood estimators or greedy selection methods. With the advent of the

bigdata era, efforts to solve large-scale problems focus on the parallel and distributed

frameworks. Instead of a two-stage approach (polynomial time convex estimators +

targeted large-scale programming frameworks), the second part of this thesis is on

hopefully an entirely new area of research in this field: by addressing the problem at

the source, and by developing elementary estimators that in many cases are available

in closed-form, for high-dimensional statistics. Toward this, we build a framework

for devising such closed-form/elementary estimators for high-dimensional statistical

models with strong statistical guarantees.

8.1 High-dimensional graphical models using
exponential families

In Chapter 2, we thus studied approach, which interestingly is motivated by recent

state of the art methods for learning the standard Ising and Gaussian MRFs. The

key idea in these recent methods is to learn the MRF graph structure by estimat-

ing node-neighborhoods; where the latter are estimated by fitting node-conditional

distributions of each node conditioned on the rest of the nodes. These node-wise
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fitting methods have been shown to be both computationally and statistically at-

tractive. Here, we study the general class of models obtained by the following

construction: suppose the node-conditional distributions of each node conditioned

on the rest of the nodes follows univariate exponential family. By the Hammersley-

Clifford Theorem and some algebra, these node-conditional distributions entail a

global distribution that factors according cliques defined by the graph obtained

from the node-neighborhoods, and moreover has a particular set of potential func-

tions specified by the exponential family distribution. Another major contribution

is the rigorous statistical analysis showing that with high probability, the neigh-

borhood of our graphical models can be recovered exactly. We provided examples

of high-throughput genomic networks learned via our GLM graphical models for

multinomial and Poisson distributed data.

While this graphical model seems like a good candidate to model multivariate

count data as well, there is one major defect. For the density to be normalizable,

the edge weights specifying the Poisson graphical model distribution have to be

non-positive. In order to address this drawback, Chapter 3 modified the Poisson

graphical model distribution so that it can capture a rich dependence structure

between count-valued variables.

One very natural and important extension of this work is to consider the

conditional random fields (CRFs) again deriving exponential family distributions.

CRFs, which model the distribution of a multivariate response conditioned on a set

of covariates using undirected graphs, are widely used in a variety of multivariate

prediction applications. [132] introduced a novel subclass of CRFs, again derived
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by imposing node-wise conditional distributions of response variables conditioned

on the rest of the responses and the covariates as arising from univariate exponen-

tial families. This allows us to derive novel multivariate CRFs given any univariate

exponential distribution, including the Poisson, negative binomial, and exponential

distributions. Also in particular, it addresses the common CRF problem of speci-

fying feature functions determining the interactions between response variables and

covariates. [132] also developed a class of tractable penalized M -estimators to learn

these CRF distributions from data, as well as a unified sparsistency analysis for this

general class of CRFs showing exact structure recovery can be achieved with high

probability.

In Chapter 4, we finally considered the case where more complex data from

high-throughput genomics and social networking for example, often contain discrete,

count, and continuous variables all mixed, measured on the same set of samples. We

developed mixed graphical models from heterogeneous node-conditional exponential

distribution and investigated its normalizability conditions in general.

8.1.1 Future work

As discussed in Chapter 4, mixed graphical models only allow limited types of in-

teractions. One challenging issue therefore is to broaden our exponential family

graphical models so that we can yield graphical models with more flexible interac-

tions between heterogeneous types.

It also remains to develop a systematic way to decide the types of univariate

exponential family: given data, how can we set the node-conditional distributions
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out of several possible exponential families. A study of this question is left as a

promising area of future work.

8.2 Closed-form estimators for high-dimensional
statistics

In high-dimensional statistics, the task of estimating the parameter is highly related

with solving `1 regularized maximum likelihood estimator (MLE). However, it is

possible that the regularized MLEs entail computational demand due to the huge

number of random variables involved, or more seriously, for some cases, it will induce

non-convex optimization problems:

(a) In Chapter 5, we consider recovering structured moments in general, specifi-

cally, expectations of sufficient statistics of an exponential family such as the co-

variance matrix of a random vector where the natural distributional setting would

correspond to the multivariate Gaussian distribution. For this covariance estima-

tion, the corresponding regularized MLEs is unfortunately non-convex.

(b) In Chapter 6, we consider the problem of structurally constrained high-dimensional

linear regression, which is of the most popular problems. The natural extension,

structurally constrained high-dimensional generalized linear models, is also briefly

considered. Chapter 7 consider recovering canonical parameters of general graphi-

cal models, very popular sparse precision (or inverse covariance) matrix estimation

problem for instance. Unlike the problem of estimating structured moments in

Chapter 5, regularized MLE estimators are corresponding to convex optimization

problems for these models, however, they are known to be computationally difficult.
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We propose a class of elementary convex estimators, that in many cases are

available in closed-form, that can be applied for all tasks above. Our approach in-

volves an estimator that solves for a parameter with minimum structural complexity

subject to certain very simple structural constraints. Our class of algorithms are

thus not only computationally practical, but also highly scalable. In spite of its

simplicity, our estimator is proven to be consistent in terms of `1 as well as `2 error

bounds.

8.2.1 Future work

An interesting direction for future work is apply our element-wise estimation frame-

work to more general machine learning problems, especially where solving non-

smooth convex optimization problems is expensive. An ultimate goal of this research

direction would be deriving a general paradigm for an arbitrary high-dimensional

problem as `1 regularized MLE estimation paradigm.

It also remains to extend our closed-form estimation framework to incorpo-

rate non-convex penalty functions preserving strong statistical guarantees.
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