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Matter on a length scale comparable to that of a chemical bond is gov-

erned by the theory of quantum mechanics, but quantum mechanics is a many

body theory, hence for the sake of chemistry or solid state physics, finding

solutions to the governing equation, Schrodinger’s equation, is hopeless for all

but the smallest of systems. As the number of electrons increases, the com-

plexity of solving the equations grows rapidly without bound. One way to

make progress is to treat the electrons in a system as independent particles

and to attempt to capture the many-body effects in a functional of the elec-

trons’ density distribution. When this approximation is made, the resulting

equation is called the Kohn-Sham equation, and instead of requiring solving

for one function of many variables, it requires solving for many functions of

the three spatial variables. This problem turns out to be easier than the many

body problem, but it still scales cubically in the number of electrons. In this
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work we will explore ways of obtaining the solutions to the Kohn-Sham equa-

tion in the framework of real-space pseudopotential density functional theory.

The Kohn-Sham equation itself is an eigenvalue problem, just as Schrodinger’s

equation. For each electron in the system, there is a corresponding eigenvec-

tor. So the task of solving the equation is to compute many eigenpairs of a

large Hermitian matrix. In order to mitigate the problem of cubic scaling, we

develop an algorithm to slice the spectrum into disjoint segments. This allows

a smaller eigenproblem to be solved in each segment where a post-processing

step combines the results from each segment and prevents double counting of

the eigenpairs. The efficacy of this method depends on the use of high order

polynomial filters that enhance only a segment of the spectrum. The order of

the filter is the number of matrix-vector multiplication operations that must

be done with the Hamiltonian. Therefore the performance of these operations

is critical. We develop a scalable algorithm for computing these multiplica-

tions and introduce a new density functional theory code implementing the

algorithm.
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Chapter 1

Introduction

The 1998 Nobel Prize in Chemistry was shared by Walter Kohn for

his contributions to density functional theory [2], a theory yielding a tractable

form of Schrödinger’s equation for many-electron systems. This allows a treat-

ment of the electronic structure problem from first principles that has accu-

rately predicted structural, electronic and magnetic properties of matter. The

Kohn-Sham equation, (1.1), arises from the theory, where a fixed point of (1.1)

is found in terms of the electron density, ρ.
(
−1

2
∆ + Vion + VH [ρ] + Vxc[ρ]

)
ψi = ǫiψi

ρ =

Nel∑

i=1

fi|ψi|2
(1.1)

Each iteration of a fixed point solver requires a solution to this eigenproblem,

where the number of eigenpairs sought scales linearly with the number of

electrons in the system, Nel. In this work we will explore ways of obtaining

the solutions to the Kohn-Sham equation rapidly in the framework of real-

space pseudopotential density functional theory.

While density based methods that avoid computing eigenpairs have

been developed, eigenvectors of (1.1) are necessary for a number of postpro-

cessing calculations. Foremost among these is computing inter-atomic forces
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via the Hellman-Feynman theorem, allowing ab initio molecular dynamics sim-

ulations [3]. Another application of computed forces is in doing structural

relaxation. With the forces in hand, this can be accomplished by a number of

methods including simulated annealing [4], basin hopping [5] and by optimiza-

tion routines such as L-BFGS [6, 7]. One of the interesting uses of electronic

structure calculations in practice is in aiding experimentalist in characterizing

a population of nanoclusters produced in a manufacturing process. Methods

of producing these clusters will create a variety of crystals having slightly dif-

ferent numbers of atoms and atomic arrangements. These structures can’t be

examined one by one, but by finding minimum energy structures for a variety

of isomers and calculating the associated electronic structure, experimentalists

can probe the electronic structure of a population and find out which species

and how much of each was actually produced in the manufacturing process

[8, 9]. In our code, we use the Born-Oppenheimer method of computing the

forces, which requires a self-consistent solution to the Kohn-Sham equation

at each step. Another popular method is the Car-Parrinello technique which

employs a physically well motivated but fictituous electronic dynamics that

avoids the need to run the SCF loop through as many iterations [10, 11].

Aside from structural relaxation and molecular dynamics, forces are

also necessary for the calculation of elastic properties and vibrational modes

[12, 13, 14]. Raman spectroscopy measurements can be carried out on nanos-

tructures [15, 16, 17], and Raman spectroscopy calculations can be used in a

similar way as described above to help characterize possible structures. Ra-
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man spectroscopy is particularly useful in identifying chemical species [18, 19].

Another way of probing subatomic structure is atomic force microscopy, where

a small tip vibrates over a sample surface, and a photodetector picks up vari-

ations in the signal from a light source shining near the tip [20, 21]. Efficient

methods to simulate AFM have been developed using density functional the-

ory, where their use helps in understanding not only what to expect from a

given substrate but also how changes in the physical makeup of the tip can

effect the image [22, 23].

While density functional theory provides a good balance between quan-

tum mechanical accuracy and computational efficiency for computing forces,

it isn’t feasible for all applications due to the computational cost which scales

cubically in the number of atoms. Other atomistic methods are available in

those harder cases, which include the important class of biological macro-

molecules. A very popular technique is that of force fields [24, 25, 26]. With

this technique a force field is parameterized over a wide range of systems with

parameters that tune bond length, bond angle, dihedral angles and van der

Waals interactions, where the energy is given by

Etotal =
∑

bonds

Kr(r − req)
2 +

∑

angles

Kθ(θ − θeq)
2+

∑

dihedrals

Vn
2
(1 + cos(nφ− γ)) +

∑

i<j

(
Aij

R12
ij

− Bij

R6
ij

+
qiqj
ǫRij

)
.

(1.2)

See [25] for details. Even with the simplifications conferred by a force field,

for applications where trajectories must be computed for many cases, like

in protein folding, calculations may still be very burdensome. Methods to
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accelerate dynamics calculations exist including nudged elastic bands [27, 28],

kinetic Monte Carlo [29, 30] and milestoning [31, 32, 33].

Aside from applications involving the forces, there are other quantities

of interest which have been measured on nanostructures and for which density

functional theory can be used. One such quantity is the polarizability tensor,

the second deriviative of the total energy with respect to an electric field direc-

tion [34]. Real-space pseudopotential density functional theory is particularly

well suited for computing polarizabilities of confined systems because a linear

potential must be put on the system, and periodic boundary conditions can be

avoided in real space [35]. Absent the ability to do a calculation in real-space,

Green’s function and variational methods have been developed for the problem

[36, 37].

Though density functional theory is strictly for calculating the ground

state, the ground state electronic structure can be used as a starting point

for methods that calculate excited state quantities. One such quantity is the

optical spectra. Time dependent local density approximation (TDLDA) is one

such method [38, 39, 40]. Another is the GW method [41, 42, 43, 44, 45]. Each

of these require a ground state starting point, so a practitioner runs a density

functional theory code first, and takes the Kohn-Sham orbitals and exchange-

correlation potential as input into the excited state code. For optical spectra,

configuration interaction calculations have also been carried out using atomic

orbital bases [46, 47].

There are many other quantum chemistry methods, many of which can
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be more accurate than density functional theory. What gives density functional

theory an advantage is its computational complexity. While cubic scaling in

the number of atoms is challenging, other methods such as Møller-Plesset per-

turbation theory techniques or coupled cluster method scale anywhere in the

range from O(N4) to O(N7). This made density functional theory appealing

in applications where quantum mechanical accuracy is important.

1.1 Overview of the Research

In our group’s research code, PARSEC [48], we discretize (1.1) by a

finite difference method, resulting in a large sparse Hamiltonian. For large

systems, the run-time of the cubically scaling components in an eigensolver,

orthonormalization and Rayleigh-Ritz, eventually exceeds the quadratically

scaling filter operations used to construct the approximation subspace. We

have developed a divide and conquer method for computing the lower end of

the spectrum, treating invariant subspaces of several smaller spectral intervals

separately. This trades a reduced cost in orthonormalization and Rayleigh-

Ritz for an increased cost in filtering.

For this project, we have focused on three aspects necessary for an im-

plementation: Chebyshev-Jackson polynomial filters, an efficient convergence

heuristic, and a method to avoid counting eigenpairs near a slice boundary

twice. Since the spectral intervals are disjoint, this technique permits an extra

level of parallelization. Based on this idea, we have implemented a parallel

version of this solver in PARSEC, see [49].
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The window filter polynomials required for the above spectrum slicing

technique have a much higher degree than those of other common methods

[50, 51]. Therefore, this method is only preferable when subspace operations

greatly exceed those of filtering. From the computational experiments in [49],

we found that the spectrum slicing method would be more efficient than a

Chebyshev-Davidson method [52] in computing approximately three thousand

eigenpairs. This crossover point can be pushed down by making the matrix-

vector product code faster relative to the dense subspace operations.

In a finite difference discretization of (1.1), off diagonal nonzeros corre-

spond to a Laplacian stencil and projections onto functions of limited support,

giving the Hamiltonian a high degree of structure. Since matrix elements are

never computed explicitly, this structure makes possible a matrix-vector prod-

uct code that avoids index arrays, takes advantage of vectorization explicitly,

and regularly reuses data from small, private levels of processor cache.

We have developed two new density functional theory codes. One is

very easy to work with, and that code has been used to develop a new high-

order scheme for treating nonlocal operators in the Hamiltonian and evaluating

the forces. The other code puts much more emphasis on high performance.

It is parallelized using remote direct memory access and organizes the grid

point data to better use vectorization in the Laplacian term of the Hamilto-

nian calculation. With this code we will do a scaling study of a large silicon

nanocrystal.

In reworking PARSEC’s parallelization scheme, we have used a data
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structure that requires very little memory to setup the discrete Kohn-Sham

Hamiltonian. The reduction in memory is possible by storing a structure of

start and stop positions for collections of arrays. However, it is not obvious

that the arrays in the structure remain contiguous when all operations needed

for the setup are applied to it. These operations are compositions of set inter-

sections and differences. We prove this geometric constraint is satisfied for all

necessary operations.

Using a finite difference method in density functional theory requires

the use of pseudopotentials in place of the Coulomb potential to avoid the

singularity and computing many core electronic states that don’t contribute

to chemical bonding. These potentials require doing a nonlocal projection

operator that can involve functions that have sub-grid features. However,

for some atoms where the pseudopotential’s projection occurs in a confined

domain, such as carbon or oxygen, these features can require a very fine grid

spacing. We develop a method to evaluate the wavefunctions in between grid

points by a Taylor series and compute the projection operator with high order

integration rules. This gives the nonlocal term in the Hamiltonian a high order

treatment that can “see” features in the projector data between grid points.

The same technique can be used in the post-processing step where forces are

computed.

How each of these topics contributes to the three areas of the CSEM

program can be summarized as follows.
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1. Area A

• Proofs justifying the use of a low-memory data structure for setting

up the discrete Kohn-Sham Hamiltonian.

2. Area B

• Spectrum slicing algorithm for the Kohn-Sham problem with a par-

allel implementation in PARSEC.

• Parallelization scheme for an efficient matrix-vector product.

3. Area C

• High-order method for treating nonlocal projectors and post-processing

for forces.

• Calculation of the electronic structure of a silicon nanocluster.

• A new, scalable high performance real space DFT code.

• A new, simplified real space DFT code, good for rapidly testing

new ideas with reasonable performance on multicore workstations.

8



Chapter 2

A Spectrum Slicing Algorithm

This chapter reproduces, in large part, a preprint from the article by

Grady Schofield, James R. Chelikowsky, and Yousef Saad published in Com-

puter Physics Communications, [49]. The work done on the spectrum slicing

algorithm for this proposal, the design of the algorithm itself and the coding

of a parallel implementation, has been completed.

2.1 Introduction

Treating the electronic structure problem in density functional theory

(DFT) requires calculating a large number of eigenvalues and eigenvectors

(eigenpairs) for the Kohn-Sham equation [2]. The number of eigenpairs cor-

responds to one for each pair of valence electrons in the system of interest

(unless an explicit spin description is required). Here we consider only the

valence states [48] and do not consider magnetic systems, i.e., each eigenpair

is interpreted as representing two distinct spin states, although the extension

to magnetic states is straightforward. The Kohn-Sham equation is written in
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atomic units (~ = e = m = 1) as follows:

(
−1

2
∆ + Vion + VH [ρ] + Vxc[ρ]

)
ψi = ǫiψi

ρ =

Nocc∑

i=1

fi|ψi|2
(2.1)

where Vion is the external potential, often taken to be an ion core pseudopo-

tential [48], VH is the Hartree potential or electrostatic potential, Vxc is the

effective exchange-correlation potential, ρ is the charge density of the valence

electrons, and {(ψi, ǫi)}Nocc

i=1 are the eigenpairs for the occupied states. fi is

given by a Fermi-Dirac distribution, usually replaced by the Heaviside step

function, which is the limit of zero temperature, i.e., fi is unity for an occu-

pied state and zero for an empty state such that the system is neutral. Since

ρ is computed from the set of eigenpairs but also appears in the left hand side

of (2.1), obtaining the correct electronic structure requires an iterative proce-

dure that finds a fixed point of (2.1) in terms of ρ. At the fixed point, the

potentials computed from ρ, VH and Vxc, generate the same ρ through (2.1).

So the solution creates a “self-consistent field” [2].

As the number of electrons (or atoms) grows, the computational com-

plexity of the Kohn-Sham problem scales super-linearly. In particular, enforc-

ing an orthogonality condition on the approximation subspace for the eigen-

vectors results in cubic scaling. Since the prefactor associated with cubically

scaling operations is small compared to that of quadratic operations, for a

sequence of increasingly larger systems all of moderate size, the runtime ex-

hibits predominantly quadratic growth. We note that some methods exist
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that attempt linear scaling solutions of the Kohn-Sham equation [53, 54], but

these methods are usually quite specialized. Here we develop a method that

partitions the occupied states into slices. The eigenproblem on each slice is

computed independently of the others. Our implementation of this method

parallelizes the eigensolver with respect to these independent slices and pro-

vides a scalable approach to the Kohn-Sham problem.

2.2 Filter Operators on a Spectral Slice

Let H be the discretized Hamiltonian for the operator on the left hand

side of (2.1). Because H is Hermitian, its eigenvectors, {ui}ni=1, form an or-

thonormal basis for Rn. For v ∈ R
n, we have

Hv = H
n∑

i=1

ciui =
n∑

i=1

λiciui

Since {λi}ni=1 ∈ R, we may pass from a polynomial p̃ : Cn×n → Cn×n to the

corresponding polynomial, p : R → R, as follows

p̃(H)v = p̃(H)
n∑

i=1

ciui =
n∑

i=1

cip̃(H)ui =
n∑

i=1

cip(λi)ui

A judicious choice of p(x) leads to an operator, p̃(H), that enhances eigen-

components from only a segment of the spectrum.

Our algorithm must compute several eigenpairs associated with the

smallest eigenvalues of (2.1). In practice, the largest necessary eigenvalue,

λNocc
, is not known, and inevitably some number of unnecessary eigenpairs

with λi > λNocc
will be computed. To simplify the discussion, we will refer to

λNocc
as if it were known beforehand.
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A polynomial resembling the step function

φ(x) =

{
1 : x ≤ λNocc

0 : x > λNocc

would yield an ideal operator for the task. Unfortunately the discontinuity at

λNocc
causes any approximation of φ to exhibit rapid oscillations around λNocc

.

The desired property of p(x) is to decay as rapidly as possible beyond λNocc
.

Even a sharp cut off function with arbitrarily high regularity will result in

approximations that exhibit rapid oscillations around λNocc
. For this reason,

we take the simplest approach of approximating φ and smoothing the result.

To this end, we employ the Chebyshev-Jackson approximation (2.2)

[55, 56].

f(x) ≈
k∑

i=0

γig
k
i Ti(x) (2.2)

γi =






1

π

∫ 1

−1

1√
1− x2

f(x)dx : i = 0

2

π

∫ 1

−1

1√
1− x2

f(x)Ti(x)dx : i > 0

(2.3)

This modification of the usual Chebyshev approximation attenuates higher

order terms in the sum. Letting αk =
π

k + 2
, we have for gki , [57]

gki =

(
1− i

k+2

)
sin(αk) cos(iαk) +

1
k+2

cos(αk) sin(iαk)

sin(αk)
(2.4)

For a given term in (2.2), gki depends only on the degree of approximation.

The location of the filter within the spectrum and the exact filter function, φ,

are not taken into account. gki is plotted for a few values of k in Figure 2.1.
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Figure 2.1: Attenuation coefficient gki for k=50,100,150.

For the specific case where f(x) is a step function on [a, b] we have the

following equations for γi

γi =





1

π
(arccos(a)− arccos(b)) : i = 0

2

π

(
sin(i arccos(a))− sin(i arccos(b))

i

)
: i > 0

(2.5)

Calculating the coefficients for the approximation of a given degree is straight-

forward and O(n) in the degree of approximation. To see the effect this atten-

uation factor has on the usual Chebyshev approximation, see Figures 2.2 and

2.3

The degree of approximation needed to obtain a sufficiently sharp p(x)

increases with the number of slices packed into a fixed span of the spectrum.

As more slices are needed in a calculation, the overlap between adjacent filter

polynomials must decrease. The extent to which p(x) faithfully represents the
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Figure 2.2: Approximation of a step function equal to 1 on (−0.8,−0.7). Both
polynomials have the same degree.

step function is controlled by a transition width, w, and a magnification factor,

m.

For an interval, [a, b], in the spectrum we require

p(a)

p(a− w)
> m and

p(b)

p(b+ w)
> m (2.6)

This ensures that the eigencomponents in [a, b] are magnified by a factor of m

over the components outside of [a−w, b+w]. Let Nf be the number of filters,

which is identical to the number of slices. When Nf > 1, we would like to set

the transition width to keep the overlap between adjacent filters proportional

to the width of an individual interval. To achieve this, given a width, w, that

works well for a single filter, a transition width w/Nf should be employed
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Figure 2.3: Close up of Chebyshev approximation (dashed) and smoothed
Chebyshev-Jackson polynomial (solid) for a step function nonzero on
(−0.8,−0.7) over the interval [−1, 1].

in the case of multiple filters. Therefore the transition width should be made

inversely proportional to Nf . As shown in Figure 2.4, the degree of a filter that

satisfies (2.6) is inversely proportional to the transition width, w/Nf . These

two inverse relationships cause the degree of a filter to scale linearly in Nf .

As the number of slices increases, the average number of times the

filter must be applied to form the slice subspace decreases linearly. This is

because the average number is proportional to the total number of states

in each interval. In a parallel implementation, where the eigenpairs for each

slice are calculated independently, this would nominally hold constant the wall

clock time spent in the filtering operation while the total computer time would

increase. Increased filtering cost is incurred in exchange for a decrease in the
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cost of super-linear scaling procedures used in the eigensolver, making this

method most advantageous as the number of atoms increases.
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Figure 2.4: The linear relationship between the degree of a filter and decreasing
transition width, w. Here, m = 2 and w = 5× 10−3/k.

A related issue in employing (2.2) comes from a filter’s location. The

distribution of the Chebyshev polynomials’ roots is denser at the endpoints of

the spectrum, giving better accuracy in that region for lower order approxi-

mations. So obtaining a uniform degree of sharpness for all filters in a given

calculation requires higher degree polynomials in the interior of the spectrum.

Figure 2.5 shows the degree of a filter with a fixed width and sharpness crite-

rion as the filter slides across the range [−1, 1]. The difference in filter order

leads to a load balancing problem. To add a new vector to an approximation

subspace, processors for interior slices spend more time filtering than those for

exterior ones. There are two main approaches to this problem.
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On one hand, a code could setup the slices heterogeneously, varying

the width of each slice based on some model of runtime that uses a guess

of where the new eigenvalues lie. Such a guess is easy to produce because

the spectrum from the previous SCF iteration, shifted and scaled into the

new Hamiltonian’s bounds, is usually good enough. However, developing a

model for runtime is more difficult. The number of vectors needed in the

subspace is affected by nearby spectral gaps as well as the presence of nearly

degenerate eigenvalues. The multiplicity of a degeneracy is also a factor, with

higher multiplicity requiring more subspace vectors per converged eigenpair

than lower multiplicity. Furthermore, reducing the width of an interior slice

too much necessitates reducing the transition width of the associated filter as

well as either of the adjacent filters if the density of eigenvalues at the shared

boundary is high enough. Issues like this can make a model dependent on a

number of heuristics.

Another possibility is to take a simple approach to laying out the slices,

perhaps giving them equal width, and address load balancing dynamically.

One approach that we have implemented is for the left neighbor of a slice (

being more exterior, it typically finishes first ) to send the converged eigen-

pairs in the transition region to its right neighbor. At the end of each loop of

Algorithm 2, the processors for a slice check to see if there is a message from

the left neighbor. If so, then the processors incorporate these converged vec-

tors into their approximation subspace by orthogonalization. This technique

generally decrease the runtime of a calculation by 20%. Other dynamic load
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balancing techniques can be applied, and this is a route for further research of

spectrum slicing methods.
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Figure 2.5: The location of the filter effects the degree of approximation nec-
essary to achieve a given sharpness criterion. Here the filter spans a width
of 0.025 on [−1, 1] with a transition width of 0.005 and magnification factor
equal to 2. Note that in the electronic structure problem, the solution involves
only a small portion, for instance 2%, of the left end of this interval.

2.3 Creation of the Approximation Subspace for a Spec-

tral Slice

Given an operator f(H) : Rn → R
n that enhances eigencomponents

from only an interval, [a, b], of the total spectrum, we can easily develop a

vector iteration that yields an approximation subspace for the eigenpairs in

that interval. Algorithm 2 is such an iteration. Starting with a normalized

initial vector v0, we construct a subspace, V , from repeated application of
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f(H), ṽi+1 = f(H)vi. Since ṽi+1 is to be used to augment the subspace, we

are only interested in its component orthogonal to V . Let vi+1 denote that

component so that ṽi+1 = vi+1 + v′i+1 where vi+1 ⊥ V is the vector with which

to augment V and v′i+1 ∈ span(V ) is of no interest. The vector vi+1 will be

mapped under f(H) in the next iteration.

With a procedure for building a subspace, we need a criterion to termi-

nate the iteration. One option is to perform the Rayleigh-Ritz method, shown

in Algorithm 1, on V and examine the approximate eigenpairs ( Ritz pairs )

and their residuals. However, the cost of periodically computing the approx-

imate eigenpairs is high. The approximations always need to be computed

using Algorithm 1 once convergence is reached, but using them to detect con-

vergence can be even more costly because Algorithm 1 must be repeated when

convergence is not detected.

Algorithm 1: The Rayleigh-Ritz method

Input: Orthonormal basis, V ∈ CN×m, and the Hamiltonian
matrix, H ∈ C

N×N

Output: Approximate eigenpairs (λi, ψi) and their Ritz residuals,
σi

R = V HHV ; // form Rayleigh quotient matrix, O(Nm2)
QHΛQ = R ; // diagonalize R, O(m3)
Ψ = V Q ; // form Ritz vectors, O(Nm2)
for i = 1 to m do // compute each residual, O(Nm)

σi = ‖Hψi − λiψi‖2
end

While costly, such a test can be reliable as long as the eigenpairs of
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interest are at either end point of the spectrum. However, for an interior slice,

the Rayleigh-Ritz procedure produces vectors whose Ritz value is a weighted

average of eigenvalues on the left and right side of the slice. This averaging

will routinely put a few of the Ritz values in [a, b], though the associated

residuals would be large. One is then faced with developing some criterion for

throwing out Ritz pairs that appear to be in the slice. That task is made more

difficult since nearly degenerate subspaces are typically resolved last among

all eigenpairs in the slice; and until resolution happens, the Rayleigh-Ritz

procedure reports the degenerate subspace as one or two Ritz vectors with

large residuals. This makes examination of the subspace’s Ritz data alone

insufficient for developing a stopping criterion.

There is an alternative which requires computing only the Ritz value of

vi+1, the component of the most recently produced vector which is orthogonal

to the current approximation subspace. When convergence is obtained, the

eigenpairs in [a, b] are contained in span(V ). Thus, vi+1 has no components

from that interval in the spectrum, i.e., in the eigenvector expansion,

vi+1 =

N∑

k=1

ckψk

and ck = 0 for all k with λk ∈ [a, b]. Since vi+1 is normalized, the Ritz value

µi+1 = vHi+1Hvi+1 =
∑

k=1,N

c2kλk (2.7)

is a convex combination of the eigenvalues outside of [a, b]. If the average of

the eigenvalues in (2.7) is heavily weighted to the positive side, the Ritz value

will leave this interval once convergence is obtained.
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In the electronic structure problem, we are always interested in the

smallest eigenvalues, those of lowest energy, because they correspond to the

occupied states. The number of occupied states is far smaller than the total

number of eigenpairs in the spectrum of H . A typical example is the system

used in the computational experiment to follow. The occupied states fill only

2% of the spectral radius, and they constitute only 0.3% of the total number of

eigenvectors. Moreover, the calculation is done with a grid spacing close to the

maximum that can be used on this system, 0.7 au. For a given problem, grid

spacing determines the spectral radius and the total number of eigenvectors,

both increasing with decreasing grid spacing. In a system with a transition

metal, typically a smaller grid spacing would be required; and the principle

on which the convergence criteria is based would still apply. Therefore, in the

Kohn-Sham problem, (2.7) leaves [a, b] quickly after convergence is reached,

making it a useful measure for stopping the iteration.

The Chebyshev-Jackson polynomials allow this technique to be effec-

tive. Without smooth filters, convergence in the wanted eigenspace is followed

by convergence in the peaks and troughs of the step function approximation’s

ripple, see Figure 2.3. Convergence in these unnecessary areas makes the Ritz

value of vi+1 stagnate for many more iterations.

In Algorithm 2, the stopping criteria is given by the inputmax outside.

The iteration stops when the Ritz value is outside of [a, b] for max outside

iterations. In the computational example we set this value to 10.

Figure 2.6 displays this Ritz value, computed in Line 2 of Algorithm 2,
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Algorithm 2: Slice subspace creation method

Input: max outside, the stopping criterion; H , the Hamiltonian
matrix; f , the filter polynomial over [a, b]

Output: At least all eigenpairs of H lying in [a, b]

v0 = Random(N);
count = 0;
V = ∅;
while count < max outside do

ṽi+1 = f(H)vi;
Compute the normalized component vi+1 ⊥ V of ṽi+1 ;1

V = V ∪ {vi+1} ;
if vHi+1Hvi+1 > b then count = count+ 1;2

else count = 0;
end

Apply Algorithm 1 to V

at each iteration. Note that the Ritz value moves outside of the upper bound-

ary of the interval in latter iterations. This indicates convergence of eigenpairs

in the slice. In the calculation, the number of eigenpairs with residuals below

10−10 is 63 and the total number of iterates is 128. So this criteria stops the

iteration and requires roughly 2 filter operations per converged vector. Of the

63 converged vectors, only 41 reside within the slice. To some extent, excess is

unavoidable; but its cost can be recouped to some extent by the optimization

described at the end of Section 2.2.

Aside from the stopping criterion, computing the orthogonal compo-

nent in line 1 of Algorithm 2 can be problematic. As this iteration nears

convergence, the eigenpairs in [a, b] will be contained in span(V ) and the re-

sult of the operator f(H) will be nearly linearly dependent with V . Modified
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Gram-Schmidt and QR factorization will both fail to produce an orthogonal

component in this situation. A Gram-Schmidt algorithm with reorthogonal-

ization must be used here [58].

Dividing the spectrum into slices requires an estimate of the Fermi en-

ergy, or better, a knowledge of the highest occupied eigenstate. In our imple-

mentation, we use the Fermi level from the previous self-consistency iteration

as an estimate, and place the last filter at some distance beyond that point

to ensure a few extra states are included. This means that we cannot use the

filtering algorithm for the first self-consistency step unless the user can provide

a reliable guess at the Fermi level. Hence, for the first self-consistency itera-

tion, we compute the spectrum using Algorithm 2, but with only one slice and

with a low degree filter that gradually slopes upward such as that in Figure

??. This requires a much less accurate estimate of the Fermi level and can be

modified adaptively [50]. It is also necessary to have a guess of the minimum

and maximum eigenvalues of the spectrum, but this is easily obtained with a

few iterations of the Lanczos algorithm [59].

Algorithm 2 computes the required states lying in [a, b], but it also

inevitably calculates converged states immediately outside of the boundary of

[a, b]. In enumerating the final set of states from which the density and forces

are calculated, eigenvalues that lie very close to either end point of an interval

may be counted twice.
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2.4 Identifying Duplicate Eigenpairs

Eigenpairs near interval boundaries present a problem where, in enu-

merating the complete set of occupied states, these eigenpairs may be counted

twice. When using the Ritz value,

µi = ψH
i Hψi,

and residual,

σi = ‖Hψi − µiψi‖2,

to determine which Ritz pairs lie in an interval, there must be some slack in

the condition because the approximated eigenpair may lie anywhere in the

interval (µi − σi, µi + σi). Therefore a Ritz pair with µi slightly outside of the

interval may be approximating an eigenpair inside of the interval. This is the

essence of the problem with duplicate eigenpairs. Algorithm 2 run on [a, b]

and [b, c] may count eigenpairs near b twice. In Figure 2.7 eigenpairs in the

shaded region are computed for both slices. Most of the eigenpairs may be

eliminated by a simple test using the Ritz value and residual, but eigenpairs

close enough to the boundary at −4.11 eV require a more robust test.

To avoid double counting, the principal angles between the subspaces

of Ritz vectors near an interval boundary may be used. If QL and QR are the

Ritz vectors near the boundary for the left and right slice then the singular

value decomposition of QH
LQR = UΣV H yields the cosine of the principal angles
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through the singular values in Σ [60], where

Σ =




cos(θ1) 0 · · · 0

0 cos(θ2)
. . .

...
...

. . .
. . . 0

0 · · · 0 cos(θn)


 .

Assume the singular values in Σ are ordered and suppose k of the singular

values are near 1. By

QH
LQR = UΣV H ⇒ (QLU)

H(QRV ) = Σ ≈
[
Ik×k 0
0 0

]

we see that the first k columns of QLU are a basis for the subspace of duplicate

vectors in the left slice. By examining the first k columns of U for some of their

largest elements, we can find the specific columns of QL that are duplicates.

Let NL be the number of vectors in QL. Define the vector m ∈ RNL so that

mi = max
1≤j≤k

|Ui,j|.

The largest k elements of m have indices corresponding to the duplicated

vectors in QL. We cannot simply examine the columns of U for their maximum

elements. In the event that the duplicate eigenvectors form a nearly degenerate

subspace, such a test can find the maximum across two separate columns to

be in the same row. For example, if QL contained five vectors, and three of

them formed a degenerate subspace, then a possibility for U , shown in (2.8),

would indicate that the first, second and fourth vectors of QL are a basis for

the degenerate space. Examining only the maximum absolute value of the

elements, the maximum is found for column one and two in the first row,
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and for column three in the fourth row. Hence row two would be overlooked.

Note that in practice, one can not simply examine the rows in the first k

columns for nonzeros, as would work in this example. The matrix in (2.8) is

an ideal case, and precision issues can add slight perturbations making any of

the zero elements nonzero. Therefore a method like the one described above

is necessary for identifying the relevant rows.

U =




1√
2

1√
2

0 0 0
1√
3

− 1√
3

1√
3

0 0

0 0 0 1 0
1√
6

− 1√
6

−
√

2
3

0 0

0 0 0 0 1




(2.8)

With the indices for basis vectors of the duplicate subspace in QL, the code

can remove duplicates in the left slice without explicitly forming any state

vectors.

For a slice at [a, b], discarding all converged eigenpairs for which (µi −

σi, µi+σi)∩ [a, b] = ∅ and applying Algorithm 3 will result in the union across

all slices of all remaining eigenpairs giving an accurate count of the occupied

states.

One situation that will cause a problem for this algorithm is if Algo-

rithm 2 does not find a complete basis for a degenerate subspace with an

eigenvalue near the boundary. For example, QL could consist of two vectors

that span a degenerate space, but QR could have only one basis vector. In

this situation, the code would have only one singular value to work with, and

would only identify one duplicate. Indeed, it would identify one of the vectors
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in QL as a duplicate and remove it. Without further reorthogonalization at

some later stage, the basis for this degenerate space would not be orthogo-

nal. We do not handle this in the code. We assume that Algorithm 2 will

always find a complete basis for any degenerate or nearly degenerate space

near the boundary. In practice, the Algorithm 2 will always find more states

than necessary on either side of the boundary.

2.5 Conclusion

We have computed the occupied states of a passivated nanocrystal

Si275H172 using the spectrum slicing algorithm. The geometry of the nanocrys-

tal is fixed by assuming a bulk crystal fragment, and unsaturated bonds are

passivated by hydrogen-like atoms. This is a modestly sized nanostructure,

typical of a contemporary electronic structure problem [61]. A solution re-

quires 636 eigenpairs or occupied states. The solver was implemented in our

research code, PARSEC [48]. A histogram of the states is shown in Figure 2.8.

The result computed using the spectrum slicing solver with 16 slices agrees

exactly with the standard PARSEC solver.

The filter polynomials range in order from 290, for the leftmost filter,

to 1090 for the innermost filter. This is much higher than that of those used

in the standard PARSEC solver, where the degree is usually less than 25. For

any configuration of filters, the cost of filtering in a spectrum slicing algorithm

is higher than in a standard method. However, this algorithm reduces the

quadratically and cubically scaling costs for other operations that dominate
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the runtime in larger systems.

The matvec operation in PARSEC typically runs under 3% of peak

performance on a single core and doesn’t scale at all on multicore machines.

It only scales well for multiple processors. In the past, scaling on mulitple

processors was sufficient. There is enough structure in a finite difference dis-

cretization of the Kohn-Sham equation that very good single core performance

and multicore scaling should be possible. We address this in the next chapter.
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Figure 2.6: This data is for one of the slices from the calculation described
in Section 2.5. The dashed line shows the residual, ‖HW − ΛW‖F , of the
subspace produced by applying the Rayleigh-Ritz procedure to the approx-
imation subspace, V , in Algorithm 2. The solid line shows the Ritz value,
computed on Line 2 of Algorithm 2. The inner horizontal lines are the upper
and lower bounds of the spectral slice, [−5.06,−4.11]. The outer horizontal
lines, bounding [−5.23,−3.89], are formed by expanding the slice bounds by
the filter’s transition width, 0.17. Algorithm 2 waits for the Ritz value to
exceed the upper line at -3.89 for at least 10 iterations. We use a block size of
8 in this calculation. Hence, the limit of 10 can be exceeded by at most 7.
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Figure 2.7: The density of states for two out of sixteen slices in the calculation
of Section 2.5. Eigenpairs in the shaded region are computed for both slices
using Algorithm 2. To avoid counting duplicate eigenpairs near the interval
boundary, Algorithm 3 must be used.
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Algorithm 3: Remove duplicates in slices before final state enu-
meration

Input: Converged eigenpairs for two adjacent slices at [a, b] and
[b, c]; tolerance δ < 1 with δ ≈ 1

Output: Indices for the set of duplicate eigenvectors to remove
from the slice at [a, b]

if slice over [a, b] then
for i = 1 to NL do // loop over converged states

if (µi − σi, µi + σi) ∩ [b, c] then QL = QL ∪ {ψi}
end

end

if slice over [b, c] then
for i = 1 to NR do // loop over converged states

if (µi − σi, µi + σi) ∩ [a, b] then QR = QR ∪ {ψi}
end

end

UΣV H = QH
LQR ; // assume Σi,i ≥ Σi+1,i+1 so Line 1 is max

over contiguous elements

k = 0;
if Σi,i > δ then

k = k + 1;
end

for i = 1 to NL do

mi = max
1≤j≤k

|Ui,j|;
1

end

Sort the sequence {{mi, i}NL

i=1} descending by the first coordinate;
The second coordinate of the first k elements of the sorted
sequence gives the column index of a duplicate in QL;
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Figure 2.8: States for unrelaxed Si275H172 as computed by Algorithm 2 using
16 slices. The states computed for a slice are shown by the solid line. The
dashed line is the union of all wanted states. Algorithm 2 inevitably produces
converged eigenpairs for some states outside of the interval boundaries, hence
the overlap between states of adjacent slices.
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Chapter 3

A High Performance Matrix-Vector Product

Code

3.1 Introduction

In the previous chapter we mentioned that the matrix vector product

(matvec) code doesn’t take advantage of the structure present in the discrete

Kohn-Sham Hamiltonian, see Figure 3.1. In this chapter we will describe our

work on improving parallel performance and single core performance. In the

new code our goals our as follows. We need to make the messages as large

and as a few as possible while requiring no data copy into send buffers. We

also need to maximize the overlap of computation and communication. This

is possible because the calculations for the potentials, both local and nonlocal,

do not require much remote data, if any. If the data needed for the Laplacian

is sent before these operations start, then we can minimize the amount of time

spent waiting for that data. The goal for improving the single core performance

is to get good vectorization and cache reuse in small levels of cache, private

to each core. Currently, our code uses and index array, and it is not easily

vectorizable and does not get good data reuse from cache.
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3.2 Structure of the Hamiltonian

In solving the Kohn-Sham equation,
(
−1

2
∆ + Vion + VH [ρ] + Vxc[ρ]

)
ψi = ǫiψi

ρ =
Nocc∑

i=1

fi|ψi|2
, (3.1)

with the real space finite difference method, there are two contributions to

off-diagonal elements. The first comes from the finite difference stencil for the

Laplacian. Two classes of coordinate systems are of interest in the electronic

structure problem. Rectilinear coordinates are used for any calculations on

clusters and in calculations where periodic directions are orthogonal in recti-

linear coordinates. However for periodic boundary conditions where the peri-

odic directions from an angle other than 90◦, the unit cell is a transformation

from a cube to some general parallelepiped. The Riemannian metric for the

unit cell has nonzero off-diagonal terms, giving rise to mixed derivatives in the

laplacian [62]. We do not treat the case of mixed derivative finite difference

rules here. Therefore we consider only stencils that have a shape like that

lie in Figure 3.1, extended or reduced toward the center point depending on

order.

The second source of off-diagonal terms in the matrix for (3.1) is the

pseudopotential approximation for the Coulomb ionic potential, Vion. In this

approximation, each chemical element in the calculation has an associated ra-

dius, defining a ball, B(rc), centered about all nuclei of that type. In this

ball, the singular Coulomb potential is replaced by two functions, a smooth
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scalar function, u, and a projection onto a chosen set of functions, {vl}. Out-

side the ball, the pseudopotential approximation is equivalent to the Coulomb

potential. The function u and the component of Vion beyond rc manifest them-

selves as diagonal elements in the matrix. The contribution from the integral

generates off-diagonal terms.

The integrals require sampling points of ψ that in B(rc), see Figure 3.2.

Therefore, nonzeros are such that if the grid points in a ball could be order

contiguously, the matrix would have a dense block sharing its diagonal with

the Hamiltonian diagonal. In general, the integration domains about each

atoms overlap, and such an ordering is not possible. For a single atom, the

pseudopotential has a form as in (3.2), mulitple atoms yield a sum of these

terms.

Vionψ =





uψ +
∑

l

vl

∫

B(rc)

vlψ r ≤ rc

−Z
r
ψ r > rc

(3.2)

3.3 Load Balancing why?

The shape of the finite difference stencil governs the optimal shape of

subdomains assigned to compute nodes. The pertinent feature is that they

only sample points in the coordinate directions. The integration domains

aren’t an issue because in practice, the remote node computes the fraction

of the integral that it can and then sends that value, a single number, to
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for( k : [0,num_points]){

    for( i : index_array[k]){

        out[k] += coef[j]*in[i];

    }

}

12345678 = 12
×

c
o
e
f

Figure 3.1: Finite difference stencil for lapla-
cian in rectilinear coordinates can be computed
with an index array as depicted on the left.
However, arranging the grid points into arrays
and processing the stencils in a vector fash-
ion leads to a code that resembles multiplica-
tion of small dense matrices. This allows for
higher performance by eliminating the large
index array and permitting vectorization and
cache reuse.
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Figure 3.2: All grid points inside the ball are
sampled to compute the nonlocal integral in
(3.2). Common radii range from 1.25 to 3.0
atomic units, and common grid spacings range
from 0.15 to 0.6 au, putting the range of grid-
points in 50 to 20,000.

any neighbor that needs it. Therefore in partitioning, subdomains formed by

making cuts parallel to the coordinate planes are preferred.

The problem with cuts made by flat planes is that a serious load bal-

ancing problem can occur when the number of compute nodes is not just right

or when the domain is not a box. For instance, the domain is a ball in clus-

ter calculations and a cylinder in wire or tube calculations. With flat cutting

planes, the number of grid points on nodes can vary by 20% or more, even

for box shaped domains. While it is somewhat naive to define load balancing

simply to mean an equal number of gridpoints an each node, for in the vacuum

regions of a cluster or wire calculation, there are no pseudopotential domains,

and the gridpoints there put fewer nonzeros in the Hamiltonian. However,
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trying to take this into account is difficult because simply counting floating

point operations is also naive. The issue is that, in not store the matrix ex-

plicitly, the code for applying a finite difference stencil runs at a different rate

than the code for applying the projections required by the pseudopotential

terms. Because of these complications, we will use the most basic assumption

here, that sufficient load balancing can be had by putting an equal number of

gridpoints on each compute node.

To avoid the imbalance caused by flat planes, we use planes with one or

two shifts as in Figure 3.3. By positioning the cutting plane perpendicular two

one direction and shifting the plane by one grid spacing in the other directions,

the ratio of grid points on each side of the cutting plane can be made as close

as possible to the ratio of compute nodes available for each side. This results

in all compute nodes have either N or N + 1 grid points.

(a) Straight cutting plane (b) One shift (c) Two shifts

Figure 3.3: Shifted cutting planes allow the ra-
tio of gridpoints on each side to be as close as
possible to the number of processing cores for
each side.
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Using this type of cutting plane, we partition the computational domain

into as many subdomains as compute nodes, forming a binary space partition

of the original domain. By cutting a subdomain in its longest dimension, we

make its parts as cube-like as possible, minimizing surface area. This idea is

related to the partitioning of the domain by bounding boxes done in the work

of Parashar, [63].

3.4 A Data Structure Facilitating the Goals of the Matvec

Code

Setting up the discrete Kohn-Sham Hamiltonian requires computing,

at each grid point, the neighboring grid points sampled by the stencil and

the collection of grid points contained in each pseudopotential’s integration

domain. Having the domain partitioned over multiple processors, complicates

this task. First, the finite difference stencil reaches into neighboring processors.

Second, the integration domains can intersect multiple partitions, i.e. compute

nodes.

Storing lists of grid points associated with each type of operation, dif-

ferencing and integration, requires some quantity of memory, O(N), in the

number of grid points. While this data structure can be distributed over mul-

tiple memory spaces, and setup can be parallelized, it is needlessly inefficient

and slow. Instead, a data structure that uses the block-like nature of the do-

main itself can reduce the memory consumption. Furthermore, operations on

the blocks such as extension along a coordinate direction, intersection, union
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and difference can be used to put all algorithms needed to achieve our goals

into a common language, drastically simplifying the setup process, to the point

that much data can be computed lazily and discarded after use eliminating

the need to store connectivity information and further reducing the mem-

ory footprint. The operations simplified by this approach include trimming

blocks of grid points that extend beyond curved boundaries, wrapping blocks

across periodic boundaries, computing the stencil overlap with neighboring

domains, and computing overlap of pseudopotential integration domains with

other blocks.

The code for setup that uses this structure is finished, and it can be

run right up to the point where generated matvec code would be able to be

produced. Therefore, running the setup code and observing how much memory

it uses provides an accurate assesment with no idealizations. A plot of memory

use versus system size is displayed in Figure 3.4. The 2/3 power scaling of the

code is expected because it stores a constant-scaling data for each array in

a two dimensional plane of any domain it must represent. This is a large

improvement over the old code, which scaled linearly with a constant of 72

for a sixth order finite difference stencil, the common choice. In recent years,

the memory scaling of the code has become a bigger problem as the desired

atomic system sizes become larger, and running the code on machines with

small memories, such as certain Blue Gene computers, is not possible.

To this end we represent arrays of grid points, associated with some

coordinate direction, e1, with a structure consisting of the coordinates of the
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Figure 3.4: Memory scaling of the data struc-
ture described in Section 3.4. This data struc-
ture replaces a linear scaling data structure
that has a constant of 72 for a sixth order finite
difference stencil.

array in the perpendicular, e2 − e3, plane and the start and stop index of the

array in the direction e1. For a cube, the memory required for this structure

scales as O(N2/3). Furthermore, when the domain is stored in this way, com-

puting grid points needed by other processors for stencil operations is a matter

of extending the local domain and intersecting the extension with neighbors.

Likewise, the computation of the set of processors which intersect a pseudopo-

tential domain is a matter of intersecting local domains with a similar program

object representing the domain, B(rc). All of the operations needed to setup

the discrete Hamiltonian become high level set operations, replacing deeply

nested for loops. Furthermore, the vector structures in the Hamiltonian are

revealed automatically by the data structure in spite of the Hamiltonian’s

sparsity.
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This data structure is somewhat brittle, in that it cannot support non-

contiguous arrays. We now prove that forming the binary space partition from

section 3.3 does not break the contiguity of any arrays in the data structure,

and that all of the set operations that must be performed during setup do not

break it either. We begin with the following simple observation.

Proposition 1. If a block of grid points, B is contiguous in all directions,

then a cutting plane that splits the block leaves two subblocks, B1 and B2, both

of which are contiguous in all directions.

Proof. Let α be any array of B = B1∪B2 in the e1 direction with coordinates

(a, b) in the e2−e3 plane. The cutting plane can intersect α at only one point.

Therefore the corresponding arrays in B1 and B2 with coordinates (a, b) must

each be contiguous.

As a result of Proposition 1, each subdomain assigned to a compute

node is contiguous in all directions. However, extensions of the subdomains

need not be contiguous in all directions as shown in Figures 3.5 and 3.6. An

extension is only guaranteed to be contiguous in the direction along the exten-

sion. In spite of this, the intersection of such an extension with a neighboring

subdomain is contiguous in all directions. This is important in code generation

where, regardless of the direction of extension, the intersection must be con-

verted into a representation where an array, contiguous in the representation,

is also contiguous in memory.
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Figure 3.5: An extension, E, of L that is not contiguous along the horizontal
line.

Proposition 2. Let E be the extension of a subdomain, L, in the direction e1,

then the intersection of E with any neighboring subdomain, N , is contiguous

in all directions.

Proof. Given any two points, x1 and x2 in an extension, we need to prove

that any points on the line connecting x1 and x2 are in L if they are not in

the extension itself. Since N ∩ L = ∅, it would follow that x1 and x2 cannot

both be in E ∩ N because of the contiguity of N in all directions shown in

Proposition 1.

Let θ be the width of the finite difference stencil so that an E extends

L by θ units in the e1 direction. Let x1, x2 ∈ E with a line, ℓ, connecting

them in the e2 direction. The directions here are chosen arbitrarily without

loss of generality. Let x ∈ ℓ \ E 6= ∅. We will prove x ∈ L by contradiction.

Suppose x /∈ L, then L must be reachable from x by some number of steps in

the −e1 direction. Furthermore, the number of steps must exceed θ because
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x /∈ E. However x1 ∈ E and x2 ∈ E so L is reachable from both points with

no more than θ steps in the −e1 direction. Let ν be this number of steps, then

x1 − νe1 ∈ L and x2 − νe1 ∈ L but x− νe1 /∈ L, violating Proposition 1.

The contradiction implies x ∈ L, and L ∩N = ∅ ⇒ x /∈ N . Therefore,

by the contiguity of N , we can not have both x1 and x2 contained in N ∩ E.

This prohibition would hold for any x1 and x2 with a connecting line that ran

outside of E implying N ∩ E must be contiguous in all directions.

Proposition 2 guarantees that code which converts a block, contiguous

in the direction ei, into a new block, contiguous in ej, will be able to work

on extensions intersected with neighboring domains without breaking the data

structure.

There is a book-keeping issue when two extensions in different direc-

tions overlap. Such data may be sent over the network to a remote processor,

and it would be best for efficiency and simplicity for the data to appear in

only one place in a send or receive buffer. For this reason, we would like to

include such data in one extension, but not both. For this to work seamlessly

with the data structure would require the intersection to be contiguous in ei-

ther direction of extension. It turns out that the intersection is contiguous in

both directions. For the next proposition, we must ensure that a domain is

connected in each two dimensional slab of gridpoints that it’s composed of.

This is an easy condition to check in the code, and it can only be violated if

a cutting plane were very close to an edge, which is unlikely. See Figure 3.6.
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In what follows we denote lines by a single letter, i.e. ℓ or γ, and the

first and last point on that line as ℓ(1) and ℓ(N) respectively. N is a generic

symbol for any line’s length throughout.

Figure 3.6: A region can be made disconnected
by a cutting plane near the edge.

Proposition 3. For two extensions in different directions, their intersection is

contiguous in both directions. Furthermore, the difference of either extension

with the intersection is contiguous in both directions.

This statement is only about contiguity in the directions of the exten-

sions. In the third direction, the intersection may be noncontiguous, see Figure

3.7.

Proof. Because extensions are necessarily convex only in the direction of ex-

tension, the first part is not a special case of the fact that the intersection of

two convex sets is convex. The idea of the proof is that any array, noncon-

tiguous in one direction, can always be retracted toward the local domain, L1,
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Figure 3.7: The red gridpoints in this figure, those outside the enclosure, be-
long in the extensions in the vertical direction and the direction nearest to
the page normal. Therefore the intersection of both extensions would include
these points. However this intersection would not be contiguous in the direc-
tion along the line connecting all four points.

along another direction, eventually producing a retracted line with endpoints

in L1 but not wholly contained in L1, violating contiguity.

Let E1 and E2 be two extensions off the edge of some local domain,

L1, see Figure 3.8. In the case where E1 and E2 come from extending L1

in opposite directions, the intersection is always empty. Otherwise suppose

E1 ∩ E2 is not contiguous. Therefore there exist two points, x1 and x2, in

that set where the set doesn’t contain their connecting line, ℓ0. Without loss

of generality, give one of the points outside E1 ∩ E2 the index z so that

ℓ0(z) /∈ E1 ∩ E2 .

The line, ℓ0(0), is oriented along some coordinate direction, φ. Let
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Figure 3.8

ψ be the coordinate vector for the other direction in which L1 was extended.

Define a set of lines, ℓi = ℓ0− iψ, and let w be the width of the finite difference

stencil. For some m, 0 < m ≤ w, ℓm(0) ∈ L1 and ℓm(N) ∈ L1, but ℓm(z) /∈ L1.

So L1 is not convex, but local domains are always convex by Proposition 1.

Therefore E1 ∩ E2 must be contiguous.

For the second part, we use a similar technique, retracting, towards L1,

some line missing a point in E1 \ (E1 ∩E2 ) to demonstrate the noncontiguity

of L1. E1 \ (E1 ∩ E2 ) is claimed to be contiguous only in the direction L1

was extended to form E1 which we label φ. Suppose this is false, then there

exist two points, x1 and x2 in E1 \ (E1 ∩ E2 ), with a line between them, ℓ,

that has some point outside the set. Let ℓ(z) denote one of those points. Now

define the line parallel to ℓ with one endpoint, ℓ(z), and the other found by

retracting along −φ to the first point in L1, see Figure 3.9. Call this new line,

γ0. We have constructed this line to have γ0(N) = ℓ(z) and γ0(1) to be in L1.
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Figure 3.9: The proof of the second part of
Proposition 3 requires two retractions, first
along −φ, then along −ψ.

Without loss of generality, assume x1 is closer to L1 than x2, so that x1 ∈ γ0.

Now we define a set of retracted lines γi = γ0 − iψ, where ψ is the

coordinate vector for the direction L1 was extended to create E2. Since

γ0(N) = ℓ(z) lies between x1 and x2 along the direction φ, ℓ(z) ∈ E1, but

ℓ(x) /∈ E1\(E1∩E2 ) therefore γ0(N) ∈ E2. Therefore, for somem, 1 ≤ m ≤ w,

γm(N) ∈ L1. However, x1 ∈ E1 \ (E1∩E2 ), so x1 /∈ E2. By our earlier choice,

that x1 be closer to L1 than x2, there is some index, x, at which γ0(x) = x1.

Since m does not exceed w, γ0(x) /∈ E2 ⇒ γm(x) /∈ L1. This point, γm(x), is

at least part of a hole in L1 causing noncontiguity.

However, there is one more issue. The point γm(1) may not be in L1

either. Without any translation, γ0(1) ∈ L1, but shifting along −ψ, it would

be possible for γi(1) to go outside of L1. This is where we need connectedness

of L1 in each slab. If L1 is connected, then elongating γm from γm(1) along
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Figure 3.10: No part of L1 can not pass “over
the top” of γ0(1) without violating contiguity
in φ.

−φ, the new line eventually intersects L1. A polygonal path that connects

γm(N) and γ0(1) in the slab cannot move through the −ψ direction at any

location with larger φ coordinate than γ0(1), see Figure 3.10, because L1 would

be noncontiguous. This ensures that elongating γm in the −φ direction will

result in an intersection eventually. With this condition on the connectedness

of L1, we arrive at the desired contradiction.

A consequence of Proposition 3 and Proposition 2 is

Proposition 4. Let E1 and E2 be extensions of some local domain. The

intersection of any neighboring domain, N , with E1 \ (E1 ∩E2 ) is contiguous

in all coordinate directions.

Proof. Without loss of generality, let e1 be the direction of extension for E1

and similary, e2 for E2. By Proposiion 3, E1 \ E1 ∩ E2 is contiguous in the
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directions e1 and e2. Since N is contiguous in all directions N∩(E1\(E1∩E2 ))

is clearly contiguous in e1 and e2.

The set E1 \ (E1 ∩ E2 ) may be noncontiguous in the third coordinate

direction, e3. However it is no different than a normal extension of the local

domain, insofar as a proof that proceeds exactly like that of Proposition 2

gives the desired result.

The blocks N ∩ (E1 \ (E1 ∩E2 )) are the gridpoints that must be com-

municated over the network. We would like to take a local domain and remove

all such blocks around its boudnary. This would leave an interioir volume of

gridpoints for which Laplaicna code could start working before remote data

had arrived over the network. Therefore, forming this set is necessary for the

algorithm to overlap compuation with communication to the greatest extent

possible. However N \ (N ∩ (E1 \ (E1 ∩E2 ))) is not necessarily contiguous in

any direction. Handling this with our data structure requires finding the direc-

tions in which contiguity is broken and slicing the representation of the local

domain as many times as necessary to form subblocks for which the difference

is contiguous. This process is only carried out on the subdomains assigned to

each compute node. Therefore the overhead of working with a larger colection

of blocks than would otherwise be necessary is only done on a fraction of the

data, which scale O(M−1) where M is the number of compute nodes. This

justifies dealing with noncontiguity as a special case instead of by default, since

the code must handle much larger domains in the process of finding domains

for the compute nodes.
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3.5 Network Performance

3.5.1 Partitioning for Network Performance: Coarse Scale

Our objectives for network performance are achieved through parti-

tioning of grid points at a coarse level. “Coarse” because a compute node’s

subdomain is partitioned around only the boundary, where data is needed by

neighboring processors, and individual grid points are not indexed. Additional

partitioning is needed based on associating blocks with a compute node’s pro-

cessor cores. After this “fine” grain partitioning is done, the grid points can

be indexed. The point of segregating the boundary data first is to make it as

contiguous in memory as possible. If each neighboring compute node needs

only a small number of arrays on the local node then all data can be sent

with a small number of transactions without the need to copy data into a

temporary buffer. This is essentially why the coarse grain partition is asso-

ciated with network performance. After the fine grain partition is complete,

we are left with a collection of blocks where an indexing method suitable for

vectorization, such as a dictionary ordering on geometric coordinates of the

grid points, will suffice.

To achieve our objectives that network message be few and as large as

possible we organize the boundary data into a hierarchical structure called the

coarse grain partition (CGP). By having messages be as large as possible we

mean, for example, that if a node needs two blocks, then they are contiguous

in physical memory, and a single send can be made on them without any extra

data copying.
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We start building the CGP by extending a neighbor and intersecting

the extensions with the local subdomain. This procedure yields the data on the

local node, required by the neighbor. The reason this block can’t be indexed

at once is that another neighbor’s extension may intersect the block. If we put

some dictionary ordering on the original block, then the second neighbor may

need to receive its fraction of the block one array at a time. This bars us from

our goal of keeping the messages large and few. Instead it would be better to

partition the original block in two, index each block separately, but leave the

whole contiguous in physical memory. This would allow one large send to the

first neighbor, and a single smaller send to the second neighbor. It is essential

that the two blocks, though separate, stay together in memory. This allows

the first neighbor to get by with a single send.

Algorithm 4 is based on the aformentioned idea. We start with a an

empty list of pairs. The first element of a pair is a block of gridpoints; the

second, a list of processors that require that block. Extensions off neighboring

subdomains are intersected with the local subdomain. If nonempty, the inter-

section, I, is intersected with any blocks already in the list. If I intersects a

block, B, with J = I ∩B, J , is removed from B and I, and the processor list

for B and the processor of I are combined to form a new list for J . The pair,

consisting of the block J and its processor list, is set aside to be added to the

list later. This process is the body of the conditional for J 6= ∅ in Algorithm

4. If anything remains of I once the list has been traversed, the remnant is

added to the list with the neighboring processor number as the sole element
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in the processor list.

Algorithm 4: Compute list of disjoint blocks needed by the asso-
ciated processor list

Input:
L list of (block, processor list) pairs, PB denotes block,

Pp denotes processor list
I intersection of an extension with the local domain
N compute node number that created the extension

Output:
L new list of disjoint blocks and

associated list of processor numbers

T = ∅;
foreach pair P ∈ L do

J := PB ∩ I;
if J 6= ∅ then

PB := PB \ J ;
I := I \ J ;
processors := Concatenate(Pp,{N});
T := Concatenate(T ,{(J, processors)});

end

end

L:=Concatenate(L, T );

With this list, we are ready to construct the CGP by the greedy itera-

tive process in Algorithm 5. This algorithm organizes the blocks in L into a

hierarchical structure, see Figure 3.11, with the goal of keeping messages large

and few. The messages that must be sent over the network correspond to one

or more of the data blocks. To find the largest possible message we build a list

of pairs made of processor number and block size, the number of gridpoints in

a block. Sorting the list by block size we find the processor that can receive the

largest message. Then we set aside the blocks associated with the processor in
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a new list Li and repeat the procedure to find the next processor and list Li+1.

This procedure is carried out until the original list, L, is empty. With a set of

lists {Li} and processors {ni} in physical memory we can arrange data in Li

contiguously and associate a network send of the data in Li to the processor

ni.

interior

block

Figure 3.11: A graphical reprentation of the
coarse grain partition produced by Algorithm
5. Labels, Pi, underneath the top node repre-
sent the receiving processor.

In doing this we have implicitly constructed a tree where each node rep-

resents a send, see Figure 3.11. If network hardware cached sent data or, for

some technical reason, data with multiple destinations was sent more quickly

granted temporal locality of the sends, then issuing the sends in a preorder

traversal of the tree would be advantageous. In some circumstances issuing
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all sends for a given processor consecutively might be better. In that case,

traversing the tree and accumulating a list of sends by processor would be

necessary. At any rate, Algorithm 5 arranges the data in physical memory in

a way to maximize message size and keep the number of messages small by

sending blocks of data and never individual arrays. Furthermore, the data is

arranged in large enough chunks that moving individual elements into tempo-

rary send buffers is unnecessary. Lack of data copying also helps free the CPU

to get better overlap of communication and computation.

3.5.2 Communcation for Nonlocal Integrals

Because the regions where the nonlocal projectors are nonzero overlap

multiple nodes, communication of partial integral results is necessary. We have

each node compute its portion of the integral and communicate the result. The

alternative, sending all necessary data to the neighbor, is less efficient. In a

multithreaded environment it is desirable for only a single thread to make

MPI calls since this minimizes synchronization to shared resources in the MPI

library. To do this in our code, the cores that compute nonlocal integrals must

communicate their results back to the main MPI thread, the only one allowed

to make MPI calls. The main thread will be responsible for accumulating

results for a given atom across multiple cores on the node and putting a copy

of the final result into a buffer, where there is one buffer for each remote

node, see Figure 3.12. Some atoms will overlap multiple remote nodes. In

this case, the code will duplicate the partial integrals in each buffer. Atoms
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Figure 3.12: Nonlocal communcation

that do not overlap neighboring domains can have their calculations done

independent of any communication. These are both the integral and saxpy

operations associated with the ionic potential, i.e. from equation 3.2,

Vionψ = uψ +
∑

l

vl

∫

B(rc)

vlψ.

Segregating these atoms from ones that require communication will help with

overlapping communication with computation.

3.6 Conclusion

We have written a new density functional theory code using the tech-

niques described in this chapter. The communication cost is practically elim-

inated when the computations related to the potentials are overlapped with

the communication of the ghost nodes needed for the Laplacian calculation,

see Figure 3.15. The transfer rates for a weak scaling analysis stay roughly
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constant all the way up to around 6000 compute nodes on the Hopper su-

percomputer at NERSC as shown in Figure 3.14. The increase in compute

performance that we have obtained in the Laplacian is only from elimination

of the index array and by vectorization. The code is ready for more improve-

ments that would allow cache reuse, and we believe that this would boost

single-core performance significantly and help with multi-core performance by

taking pressure off the memory bus as well. A factor of 3.6 improvement in the

compute code for the Laplacian has been obtained through the implementa-

tion done for this work. This is depicted for a large DNA calculation in Figure

3.13. As a test we have calculated the density of states for a small silicon

nanocluster, Si525H276. We had originally planned to do a DNA calculation

with this code, but could not get the system to converge to a self consistent

solution due to the atom positions being to close together. To get some idea of

how time consuming the calculation would have been, we used a grid spacing

of 0.2 au in the silicon calculation, giving the system 70,957,944 grid points.

This is much smaller than what is necessary for an accurate silicon calculation,

where 0.5 au is sufficient. There are 1188 occupied states in this system. The

DNA system would have had 1100 states and 64,000,000 grid points. The total

wall clock time for this calculation was 47 minutes. The calculation used 720

compute nodes or 17496 cores for a total of 13,705 compute hours.
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Figure 3.13: Arranging and processing the data
in a Laplacian stencil as arrays rather than
points allows vectorization and cache reuse in
the code. This technique also eliminates the
need for a large index array. In our code we
have implemented enough to obtain vectoriza-
tion and elimination of the index array but not
so much cache reuse. This results in the reduc-
tion in runtime, a factor of 3.6, depicted above.
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Figure 3.14: In this figure, the boxes are a visualization
of the compute nodes used on the Hopper supercom-
puter at NERSC. The result of applying the techniques
described above is a transfer rate that stays relatively
constant even when the job uses the entire computer.
This is a weak scaling result, that is, the grid spac-
ing of this system was reduce to keep the number of
gridpoints per core constant at around 3000 for each
run.
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Figure 3.15: The speed of the network code and the low
overhead of the remote direct memory access functions
that we use result in a almost no communication cost
in the matvec code. The amount of time that it takes
to finish communicating is less than the time spent on
doing calculations that either don’t require remote data
or require very little, such as the nonlocal potentials.
Therefore the two can be overlapped, hiding the time
required for communication.
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Figure 3.16: This is a Si525H276 nanocrystal, viewed
from two different angles, used for a test calculation
with the new code. There are 1188 occupied states in
the system. The density of states for the system is
shown in Figure 3.17.
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Figure 3.17: This is the density of states for the
Si525H276 shown if Figure 3.16. The calculation was
done with a grid spacing of 0.2 au, and contained ap-
proximately 70M grid points.
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Algorithm 5: Compute coarse grain partition (CGP)

Input: L is a list of pairs representing data needed by remote
processors. The initial input comes from Algorithm 4. The
pairs contain a block of gridpoints, PB, and a processor
list Pp. All gridpoint blocks are mutually disjoint.

Output: Heirarchical partition of data needed by remote
processors.

while L 6= ∅ do
Create a new node at the current level of the CGP;
foreach P ∈ L do

foreach proc ∈ Pp do
send size[proc] := 0;

end

end

foreach P ∈ L do

foreach proc ∈ P do
send size[proc] := send size[proc]+Size(PB);

end

end

select index of map with largest value, ni;
new blocks = {};
foreach P ∈ L do

if ni ∈ Pp then
Add PB to the current node of the CGP;
L := L \ P ;
plist := Pp \ ni;
if plist 6= ∅ then

new blocks := Concatenate( new blocks,
{(PB, plist)});

end

end

end

if new blocks 6= ∅ then
Go down one level the CGP and run this algorithm on
new blocks;

end

Go up one level in the CGP;
end
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Chapter 4

Improving Accuracy with High Order Forces

and Nonlocal Integration Operators

Pseudopotentials, such as the one depicted in Figure 4.1, replace the

Coulomb potential in the electronic structure problem, providing a variety of

computational advantages. They allow for only the valence electronic states

to be computed, drastically reducing the amount of work done by whatever

cubic scaling eigensolver is used. Eliminating the calculation of the core states,

which have very small oscillations near the nucleus, increases the length scale

of the problem, allowing a much coarser grid spacing to be used. Finally,

in a real space code, the singular Coulomb potential is problem for finite

difference discretizations, which require evaluating the potential, pointwise, on

the grid. To prevent nodes in the valence wavefunction, a nonlocal projection

onto the spherical harmonics, Ylm, is done. This can be problematic for hard

pseudopotentials such as those for oxygen and carbon, where the projection

is only done in a small ball about each atom, and the projector can oscillate

fairly rapidly. In this chapter we will present a method for gaining a little more

accuracy when using harder pseudopotentials. This will allow coarser grid

spacings to be used and reduce the grid related noise in the forces for molecular

dynamics calculations. We will show how this is accomplished using both a
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Figure 4.1: The local components of the s and
d orbitals for a pseudopotential for manganese.
The deep p component can cause difficulties on
a finite difference grid. Our algorithm treats
the nonlocal project associated with the pseu-
dopotential in a high order fashion, but we
also apply the technique to the post-processing,
where these local components must be inte-
grated with wavefunction data on a coarse grid.

numerical cubic Taylor series to approximate the wavefunction in between grid

points and a high order integration method to evaluate the nonlocal projectors.

Pseudopotentials are constructed by treating a single atom case, where

the solutions of the Kohn-Sham equation, (4.1), [2] equation are spherically

symmetric. This leads to a differential equation in the radial coordinate only.

It is then assumed that the potential will work in more complex chemical

environments as a result of the conditions satisfied by solutions obtained with

the pseudopotential. In this procedure, the solution of (4.1) for a single atom

is computed using the Coulomb potential, which is tractable for the single
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atom case. Then the Coulomb potential is replaced with a set of nonsingular

parametrized potentials, one potential for each angular momentum state. The

parameters are adjusted until a certain set of requirements are met for the

resulting wavefunctions and eigenvalues, among other things. See [64] for

details on the conditions that must hold. The reason that any optimization

must be done at all is that ranges of parameters can be found that satisfy the

conditions - a Troullier-Martins pseudopotential is not unique.

(
−1

2
∇2 + Vion + VH [ρ] + Vxc[ρ]

)
ψi = ǫiψi

ρ =
Nocc∑

i=1

fi|ψi|2
(4.1)

Troullier-Martin pseudopotentials have only one type of parameter, a

radius, for each angular momentum state. This radius denotes the boundary

of a ball centered about the nucleus. At this location the spherically symmet-

ric pseudopotentials satisfy a variety of constraints. For instance, the value

of each potential, along with the values of several orders of derivatives, must

match that of the associated Coulomb potential. The origin of the parameters,

and the fact that there is one parameter for each valence angular momentum

quantum state comes from the spherical symmetry of the atom. Since the

Coulomb potential emanating from the nucleus is spherically symmetric, solv-

ing the the Kohn-Sham equation in spherical coordinates reduces the problem

to a one dimensional radial equation,

(
−1

2

d2

dr2
+
l(l + 1)

2r2
+ Veff(r)− ǫn,l

)
φn,l(r) = 0. (4.2)
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The second term, from the Laplacian in spherical coordinates, gives rise to the

l-dependence in the pseudo-wave-function. This equation is solved with knowl-

edge of the all-electron solution. Therefore the ǫn,l are fixed parameters, and

finding the pseudo-wave-functions does not require solving an eigenproblem.

The idea of having a pseudopotential dependent on each angular mo-

mentum state goes back to Abarenkov and Heine, [65], where the potential

resembled

Vp =






∑

l

|Yl,m〉Al(E)〈Yl,m| r ≤ rc

−Z
r

r > rc

(4.3)

and Al(E) was chosen to get agreement with experimental spectroscopic data.

In our case, the pseudopotential is constructed with an rc for each l, and when

the potential is used, the largest cutoff radius determines when the potential

switches to −Z/r. The compatibility conditions between the pseudopotential

and the Coulomb potential at each rc make an extension of the pseudopotential

to the largest rc possible.

Subsequent forms of l-dependent potentials substituted the energy de-

pendent Al(E) with a radial function, Vl(r), as that of Haman, Schlüter and

Chiang [66]. In the more modern form of Troullier and Martins, the po-

tentials also avoid projections onto spherical harmonics, Yl,m(θ, φ), which re-

quire an integral over a sphere at any given radius of interest. This is done

with the Kleinman-Bylander transformation, [67], which replaces the spher-

ical integral by choosing some special radial function, ξl(r), and projecting

onto ξl(r)Yl,m(θ, φ). This requires a single integral over a ball, but removes
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the radial degree of freedom. In the Troullier-Martins potential, the func-

tion ξl(r) is formed by choosing a particular pseudopotential, Vloc, and setting

ξl = φl(Vl − Vloc), where φl is the pseudo-wave-function. The angular momen-

tum state, “loc”, is referred to as the “local component”, and the potential

has the form

Vp =





Vloc +
∑

l,m

|ξlφlYl,m〉〈Yl,mφlξl|
〈φl|ξl|φl〉

r ≤ rc

−Z
r

r > rc

. (4.4)

The cutoff radii are the only parameters that define the potential. For

instance, in carbon, there is a potential for the 2s and 2p orbitals. The 1s

orbital is in the core. For copper there are also two radii, one for the 4s and

one for the 3d orbitals. In practice, one must pay attention to how deep the

highest energy core orbital lies below the least energetic valence orbital. If the

difference is small, then incorporating a pseudopotential for the highest core

orbital may improve a calculation.

4.1 Computing Forces with Nonlocal Pseudopotentials

There are two places, in solving the Kohn-Sham equation and in post

processing the results, where we need to integrate the wavefunctions in a ball

centered about each atom. In this chapter, we present a method to compute

those integrals more accurately on a grid by taking a Taylor series approxima-

tion of the wavefunction on the grid and using high order integration rules.

One of the most useufel things you can do with the orbitals of the
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Kohn-Sham equation is compute forces on atoms. Taking derivatives of the

total energy, the force of the ith atom is

Fi = −∇i

∑

j

〈ψj(Ri)|H(Ri)|ψj(Ri)〉, (4.5)

where all of the potentials can depend on the nuclear coordinate Ri,

H(Ri) = − 1

2m
∇2 + Vion(Ri) + VH(ρ(Ri)) + Vxc(ρ(Ri)). (4.6)

However, the dependence of neither the wavefunctions nor the density, ρ(Ri),

on the nuclear coordinate is readily available. Computing the forces directly,

without resorting to taking difference quotients of energy, would be very dif-

ficult, if not impossible, were it not for the Hellman-Feynman theorem [68].

According to this theorem, all of the indirect dependence on Ri, that is, de-

pendence entering through the wavefunction, can be ignored. This leads to

derivatives applied only to the ionic potential, in our case composed of pseu-

dopotentials. A Troullier-Martins pseudopotential without core correction is

Vion = Vloc(r) +
∑

l,m

|V ′
l (r)ϕl(r)Yl,m(θ, φ)〉〈Yl,m(θ, φ)ϕl(r)V

′
l (r)|

〈ϕl(r)|V ′
l (r)|ϕl(r)〉

(4.7)

Accordingly, the computation of the forces is straightforward, although the

derivative of the projector in equation 4.7 has several terms. The kernel in the

projection operation in 4.7 goes to zero beyond some cutoff radius, rc, which

is typically 1.0 to 2.5 atomic units. For the application of the Hamiltonian to

an wave function, nonlocal component integration is only required in the ball

enclosed by this cutoff radius. In contrast to the application of a Hamiltonian
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operator, the forces require an integration over the entire domain for the local

component. The nonlocal integrals are still required for computing forces.

In PARSEC, both the nonlocal integrals required for the Hamiltonian

and the forces and the integral of the local component required for the force

have been done by Riemann sums. So

∑

l,m

|V ′
l (r)ϕl(r)Yl,m(θ, φ)〉〈Yl,m(θ, φ)ϕl(r)V

′
l (r)|ψ〉 (4.8)

becomes

∑

l,m

Yl,m(θ, φ)ϕl(r)V
′
l (r)

(
∑

i

Yl,m(xi)ϕl(xi)V
′
l (xi)ψ(xi)

)
(4.9)

in the discreate Hamiltonian, and similarly for the local and nonlocal integrals

in the force formulas. We wish to improve the force calculation and the over-

all accuracy of the solutions by using a high order integration for both the

Hamiltonian and forces.

4.2 Approximating the Wavefunction with a Taylor Se-

ries

Firgure 4.2 shows the domain of integration over which we will apply

a high order rule. The integration will happen in a cube centered about each

atom. On this domain, the pseudopotential data, ϕ, V ′, and Vloc, are essen-

tially known exactly. This data is computed on a much finer grid and a cubic

spline is used to sample the data in PARSEC. A problem arises with the or-

bitals, φi, coming from the eigensolver. This data is only known on the grid
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Figure 4.2: A box encloses the domain of inte-
gration for a high order rule. In this box, the
pseudopotential data is smooth and known ex-
actly. The wavefunctions, ψi, coming from the
eigensolver are known only on the grid points
and must be approximated within the cube.

points shown in Figure 4.2, and must be approximated or interpolated in some

way at all of the integration rule’s abscissa within the box. The best way to

interpolate the orbital data is undoubtably with a spline, but another way

that avoids solving a linear system and requires data only in the locale of the

integration box is a Taylor series approximation. In our implementation, we

have used a Taylor series with all terms of order three or lower,

ψ(h) ≈ψ(0) +
∑

i

dψ

dxi
hi +

∑

i

1

2

d2ψ(x)

(dxi)2
h2i +

∑

i

1

3!

d3ψ(x)

(dxi)3
h3i

+
∑

i 6=j

1

2

d2ψ(x)

dxidxj
hihj +

∑

i 6=j

d3ψ(x)

(dxi)2dxj
h2ihj +

d3ψ(x)

dx1dx2dx3
hihjhk.

(4.10)

In terms of our integration problem, in the above formula the origin, 0,

is the center of the box. The displacement, h, is a location of one of the rule’s

abscissa, and the derivatives must be computed using the orbital data on the
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grid by a finite difference rule. In the case of the last two terms, containing

mixed derivatives like d3ψ/dx2dy and d3/dxdydz, finite difference rules aren’t

easy to find. Figures 4.3 and 4.4 display the shape of these stencils. We

produced tables of the these rules for various orders at the end of this chapter,

and the mathematica notebook that we wrote to produce them is available

from the author. They were computed by guessing the shape of the stencil,

explicitly forming the coefficients for each term in the expansion of ψ(x + h)

for each h in the guessed stencil, then computing a null space of the resulting

coefficent with the derivative of interest removed from the coefficient array.

This process works well in higher dimensions, where how to apply recursive

difference quotients isn’t obvious, and the shapes of the stencils follow a pattern

that is easy to guess.

Figure 4.3: The grid points sampled about the
point of interest in computing the derivative
d3ψ

dxdydz
.

With an approximation in hand we can compute the integrals for the

forces with improved accuracy. But how does this help with the Hamiltonian?
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Figure 4.4: The grid points sampled about the
point of interest in computing the derivative
d3ψ

dx2dy
. Notice, the additional points on the

y axis when an additional derivative order is
taken in x.

When the integrals are computed by a simple Riemman sum, the discrete

operator takes the form of a rank one matrix, vv⊺, where v is the vector of

samples of V ′
l ϕYlm inside the ball enclosed by rc. The surprising thing about

using a high order integration operator here, is that it too can be represented

as a rank one matrix, where the only difference is that v has more elements.

The additional elements come from the fact that the finite difference rules

for the derivatives in the Taylor expansion sample points outside of rc. This

simplification of the high order method into a rank one matrix is a consequence

of the linearity of all of the operations involved. A finite difference rule for a

deriviative produces some scalar,

dj =
∑

i

ciψ(xi), (4.11)

and each numerical integral combines the dj in some linear way to approximate
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ψ,

ψ(h) =
∑

j

djfj(h), (4.12)

where fj(h) is at most cubic in h, but still linear in the orbital data, ψ(xi).

For instance f(h) can be h2xhy or hxhyhz. Using the approximation for ψ(h)

with the abscissa, h, and the weights, w(h), to compute the integral on a cube,

Ik =
∑

h

ψ(h)w(h). (4.13)

Finally the Ik are accumulated, yielding a projection coefficient,

I =
∑

k

Ik. (4.14)

But all of these definitions can be combined into a simple linear functional in

the orbital data,

I =
∑

k

∑

h

(
∑

j

(
∑

i

cjiψ(x
j
k,i)

)
fj(hk)

)
w(hk), (4.15)

where we have added an index to indicate the association with the jth deriva-

tive, hth abscissa and kth integration subdomain. This large summation boils

down to a simpler summuation for some coefficients zi,

∑

i

ziψ(xi), (4.16)

and thinking in terms of either the requirement that the Hamiltonian be sym-

metric, or that the matrix element 〈ψ|H|ψ〉 should contain the high order

integral squared, it’s clear that the Hamiltonian should contain the term zz⊺.
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In an actual C++ impelmentation of this, the code for computing

the vector z can be made a little more comprehensible by using a custom

LinearCombination type with overloaded operators, not to compute just

numbers, but to keep track of which grid points have been sampled and to

accumulate the factors zi. The type itself is just a set of pairs of coefficient

data with an integer 3-index, (i, j, k), representing a grid point, where no two

elements in the set can have the same 3-index. Then multiplication by a scalar

with this type is defined to distribute into each pair, effecting the coeficient,

and addition between two instances of the type creates a new set, possibly

summing two coefficients when both operands contain the same 3-index.

4.3 Conclusion

To test this method we applied it to the carbon monoxide system.

When the grid is symmetric to a system in some way, forces will usually

appear more accurate than they really are, and shifting the grid will cause

irregularities to show up. The most obvious irregularity is simply whether or

not the net force is nonzero. We examined this metric in our test by moving the

carbon atom in the CO molecule through its equilibrium position in the (1,1,1)

direction, diagonal to the orientation of the grid. The atoms were separated in

the x coordinate with equilibrium positions (−1.07, 0, 0) and (1.07, 0, 0). The

x and y components of the force are shown in Figures 4.5 and 4.6. Notice that

the y component is much smaller in magnitude than x, and the z component,

which is not shown, looks identical to the y component. The difference between
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the low and high order integration methods is shown in Figure 4.7. For the

high order method, the high order operator has been used in the Hamiltonian,

and the high order integration using the Taylor series approximation of the

wave functions is used in the post-processing step to compute the forces. The

maximum error for the high order method is about one third that of the lower

order method. We expect that this would help reduce energy drift in molecular

dynamics and allow relaxation algorithms to work more effectively by reducing

the grid related noise in the solutions.
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Figure 4.5: This is the x component of the force
on carbon (red) and oxygen (blue). The lower
figure has a wider range in x. The equillibrium
point is slightly beyond 2.14 au. In this calcu-
lation, the oxygen stays at (−1.07, 0, 0) as the
carbon travels on a path in the (1,1,1) direction
that takes it through (1.07, 0, 0), covering equal
distance on either side of that point. The force
is also changing in y and z, but the dominant
component is the x component since the atoms
are separated in the x coordinate. The grid
spacing is 0.2 au, the self-consistent tolerance
is 10−6.
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Figure 4.6: This is the y component of the force
on carbon (red) and oxygen (blue) for the same
calculation as Figure 4.5. The y component of
the net force is in green. The net force is still
not zero, but the force appears smooth even at
this small scale of sub 10−3 Ry/bohr. In this
calculation, the grid spacing is 0.2 au, the self-
consistent tolerance is 10−6.
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Figure 4.7: This is the x component of the net
force for the low order method (red) and the
high order method(blue). In this calculation,
the oxygen stays at (−1.07, 0, 0) as the carbon
travels on a path in the (1,1,1) direction that
takes it through (1.07, 0, 0), covering equal dis-
tance on either side of that point. The force
is also changing in y and z, but the dominant
component is the x component since the atoms
are separated only in the x coordinate. The
grid spacing is 0.2 au, the self-consistent toler-
ance is 10−6.
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(1,1) 0.8333333333333334
(2,2) -0.05952380952380952
(3,3) 0.006613756613756613
(4,4) -0.0006200396825396825
(5,5) 0.000031746031746031745
(1,-1) -0.8333333333333334
(2,-2) 0.05952380952380952
(3,-3) -0.006613756613756613
(4,-4) 0.0006200396825396825
(5,-5) -0.000031746031746031745
(-1,1) 0.8333333333333334
(-2,2) -0.05952380952380952
(-3,3) 0.006613756613756613
(-4,4) -0.0006200396825396825
(-5,5) 0.000031746031746031745
(-1,-1) -0.8333333333333334
(-2,-2) 0.05952380952380952
(-3,-3) -0.006613756613756613
(-4,-4) 0.0006200396825396825
(-5,-5) -0.000031746031746031745
(0,-5) 0.00006349206349206349
(0,-4) -0.001240079365079365
(0,-3) 0.013227513227513227
(0,-2) -0.11904761904761904
(0,-1) 1.6666666666666667
(0,1) -1.6666666666666667
(0,2) 0.11904761904761904
(0,3) -0.013227513227513227
(0,4) 0.001240079365079365
(0,5) -0.00006349206349206349

Figure 4.8: This is the ninth order finite difference rule
for the ∂3

∂x2∂y
f . This linear combination eliminates 2 ∗

5 + 2 = 12 unwanted derivatives from a Taylor series
expansion of f and dividing by h2xhy yields ninth order
accuracy.
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(1,1,1) 0.20833333333333334
(2,2,2) -0.01488095238095238
(3,3,3) 0.0016534391534391533
(4,4,4) -0.00015500992063492063
(5,5,5) 7.936507936507936E-6
(-1,-1,-1) -0.20833333333333334
(-2,-2,-2) 0.01488095238095238
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(-1,-1,1) 0.20833333333333334
(-2,-2,2) -0.01488095238095238
(-3,-3,3) 0.0016534391534391533
(-4,-4,4) -0.00015500992063492063
(-5,-5,5) 7.936507936507936E-6

Figure 4.9: This is the eighth order finite difference
rule for the ∂3

∂x∂y∂z
f . This linear combination eliminates

2∗5+1 = 11 unwanted derivatives from a Taylor series
expansion of f and dividing by hxhyhz yields eighth
order accuracy.
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0.1 Discretization of Operators with Discrete and Con-

tinuous Spectrum

0.1.1 Bound states in waveguides

Though waveguides had been studied for a few decadeds, both theorit-

ically and experimentally, it wasn’t until the late 1980’s that it was found that

they could contain bound states. In fact any curved tube, as long as it be-

comes straight with constant width eventually, will contain a bound state[69].

This is surprising because there is no classically forbidden region in the tube.

Studies on how the curvature of the bend in the waveguide effects the

number of bound states go all the way back to [1], where they present theoret-

ical estimates and numerical simulations. As recently as 2012 more rigorous

studies, theoretical and numerical, have been done on the same problem [70].

In these problems, the calculation don’t deal with functions in the es-

sential spectrum, and the numerical simulations focus solely on the discrete

eigenpairs. However, in [70], they do locate the essential spectrum, [1,∞) for

any angle in (0, π/2). In [70], a finite element method is used to compute the

bound states. The library Melina is used for the calculations. An interpolation

degree of 6 at Gauss-Lobatto points is used in these calculations. In [1], where

the emphasis is on the number of bound states in the channel, two numerical

methods are used. The first is a finite difference method, with a polynomial

acceleration technique to compute the states. The second, exploits the sym-

metry of the problem, where the waveguide is symmetric about the dashed

diagonal in Figure 10, and uses an explicit basis as follows.
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Figure A1: The waveguide is symmetric about the diagonal and a seperate
basis, using polar coordinates in region II, is matched at the vertical dashed
line with a basis in cartesian coordinates in region I. This is a reproduction of
Figure 4 from [1].

In region I, the basis ψI(x, y) =
∞∑

n=1

En sin(nπy)e
−αnx is used where

αn =
√
n2π2 − k2 and the k is from the Helmholtz equation that ψI satisfies,

(∇2 + k2)ψI = 0. Along the edges in region I, ψI is zero, and ψI goes to zero

at infinity.

In region II, polar coordinates, (ρ, φ), are used with zero Dirichlet

boundary conditions on the x-axis of Figure 10 and the point R = csc(θ/2),

φ = θ/2. Along the dashed diagonal in Figure 4, the basis functions must obey

the Neumann condition that the normal derivative vanish,
∂ψII

∂φ

∣∣∣∣
φ=θ/2

= 0.

Finally, it can be shown that a basis of the following form will match the

boundary conditions imposed on ψII .

ψII(ρ, φ) =

∞∑

j=1

BjGj(ρ, φ) (17)
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where

Gj(ρ, φ) = Jβj
(kρ) sin(βjφ) +

Jβj
(kR)

Jβj+1
(kR)

Jβj+1
(kρ) sin(βj+1φ), (18)

and βj = (2j−1)π/θ. To enforce the continuity condition at x = cot(θ/2), the

authors compute the Fourier transform of the restrictions of the wavefunction

and the normal derivative to the point x = cot(θ/2). In these terms, truncating

the Fourier series leads to a linear system CB = 0, where the vector, B, is

from equation 17 and the matrix, C, is a function of k2. The system has a

nontrivial solution when detC(k2) = 0, and after obtaining the values of k2

for which this condition holds, the values of En and Bj can be computed to

yield the bound states.

0.1.2 R-Matrix Calculations and Quantum Defect Theory

The R-matrix method was developed by Wigner [71, 72] to obtain the

solutions of the Schrodinger equation in nuclear scattering and reaction prob-

lems involving a pair of nuclei. In this method, the domain is divided into

internal and external parts with a boundary, S, between them, and the R-

matrix refers to a coefficient matrix that enforces the internal and external

solutions to match on this boundary. In this approach, a sufficiently large

internal region must be taken so that, in the external region, the interaction

of the nuclei can be represented as a potential, as opposed to an exchange of

particles. In this case, the wavefunction in the external region can be repre-

sented as a product, Fs(rs,Ωs)ψsη(is), where ψsη is a product of normalized

nuclei wavefunctions and Fs is the solution of the Schrodinger equation with
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the potential acting between the pair. In [71], a basis for the solution, φ, in the

external region is given, and the task is to find the R-matrix which determines

φ.

Fs is a solution to Schrodinger’s equation with a spherically symmetric

potential, hence can be represented as a linear combination of functions of the

form

1

rs
Ssl(rs)Ylm(Ωs) and

1

rs
Csl(rs)Ylm(Ωs), (19)

where Ssl and Csl are solutions of the radial part of the equation for the nuclei’s

interaction potential in the external region. Boundary conditions are set

Ssl(as) = 0,
dSsl

drs
(as) =

(
Ms

~

)1/2

, (20)

and

Csl(as) =
Ms

~

1/2

,
dCsl
drs

(as) = − l

as

(
Ms

~

)1/2

. (21)

In what follows, µ, denotes the z-component component of total angular mo-

mentum, J . Accounting for the spin and angular momentum of the two nuclei

with the vector addition model the basis functions used to construct the ex-

ternal solution are

DJ
slµ(rs,Ωs, is) =

∑

m

s(js, l)J,µ−m,mr
−1
s Ssl(rs)Ylm(Ωs)ψs,µ−m(is) (22)

and

VJ
slµ(rs,Ωs, is) =

∑

m

s(js, l)J,µ−m,mr
−1
s Csl(rs)Ylm(Ωs)ψs,µ−m(is), (23)
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where DJ
slµ and VJ

slµ are in keeping with the notation of [71] and stand for

“derivative” and “value” after the associated boundary conditions of Ssl and

Csl. With this the solution in the external region is

φslµ = Dslµ +
∑

s′,l′

Rsl;s′l′Vs′l′µ, (24)

with the matrix R, from which this method gets its name.

By computing R, the solution is determined. This requires the solution

to the Schrodinger equation in the internal region, Xλµ with associated energy

Eλ, which has the boundary conditions

− l + 1

as

∫
X∗

λµYlm(Ωs)ψsηdS =

∫
gradnX

∗
λµYlm(Ωs)ψsηdS, (25)

where gradnXλµ is the deriviative normal to S. Because

− ~2

2Ms

∫
X∗

λµ

∂

∂rs
DslµdS = (E −Eλ)

∫
X∗

λµφslµdI (26)

and the choice of boundary condition for Ssl and Csl, ∂/∂rsDslµ = Vslµ on S,

we have

− ~2

2Ms

∫
X∗

λµVslµdS = −
(
~

2

)1/2

γλsl. (27)

Therefore, setting

Aslλ =

(
~

2

)1/2
γλsl

Eλ − E
, (28)

the solution in the internal region is

φslµ =
∑

λ

AslλXλµ. (29)
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Using 27 and 24 and noting that DJ
slµ is zero on S we can isolate R,

Rsl;s′l′ =
∑

λ

γλslγλs′l′

Eλ − E
. (30)

So R depends onE and its computation requires the solution of the Schrodinger

equation in the internal region as well as the radial part of the Schrodinger

equation in the external region. The derivation of R presented here is taken

from [71], where the author is concerned with nuclear scattering. A collection

of plots for representative Ssl and Csl functions can be found in the review of

quantum defect theory,[73], where the focus is on various problems in atomic

physics. Refering to solutions of the above problem in [73], Seaton notes that

“The solutions are known as Coulomb functions and the whole of quantum

defect theory (QDT) hinges on a knowledge of their mathematical properties.”

Quantum defect theory deals with atoms that have a single valence electron,

the alkali metals, and predicts the properties of Rydberg states, the excited

states of the single valence electron.

0.1.3 The Kantorovich Method

Solving the Schrodinger equation for these problems in atomic physics

can be difficult when the magnetic field strength is comparable to that of the

electric field [74]. The Kantorovich method has been found to yield stable

solutions of the problem [75] [76] [77] [78]. The Kantorovich method “occupies

a position intermediate between the exact solution of the problem and the

methods of Ritz and Galerkin” [79]. This reduces the a variational problem

to the problem of solving several ordinary differential equations. Instead of

87



taking the solution as a linear combination of functions in a basis, χk, as in

the Ritz-Galerkin method,

u(x, y) =

N∑

k=1

ckχk(x, y), (31)

the Kantorovich method takes a preferred dimension, say x, and leaves as

unknown, functions fk(x),

u(x, y) =

N∑

k=1

fk(x)χk(x, y). (32)

Where the Ritz-Galerkin method would require solving a linear system, the

Kanotorvich method requires solving several ordinary differential equations to

find the coefficient functions, fk(x). This method was proposed by Kantorovich

in [80], and later presented in Chapter 4 section 3 of [79], which is available in

English.

Following [80], applying the Kantorovich method to Laplace’s equation

gives a simple illustration. Suppose

L(u) =
∂2u

∂x2
+
∂2u

∂y2
− p(x, y) = 0 (33)

u(x, y) = 0 on Γ, (34)

on a domain as depicted in Figure 11. For this problem we can take the

trial solutions, χk(x, y) to be zero on the boundary curves y = g(x) and

y = h(x), and χ0(x, y) = 0 on the entire boundary. Then the solution can

be approximated as

u(x, y) =
N∑

k=1

fk(x)χk(x, y) + χ0(x, y). (35)
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Figure A2: An example of a domain on which
Laplace’s equation could be solved using the
Kantorovich method.

A solution can be found by minimizing the following integral, from which

Laplace’s equation can be recovered by examining the variation, d/dαI(u +

αη)|α=0, and integrating by parts. The integral is

I(un) =

∫ ∫

Ω

[(
∂un
∂x

)2

+

(
∂un
∂y

)2

+ 2pun

]
dxdy

=

∫ b

a

∫ h(x)

g(x)




(

n∑

k=1

∂χk

∂x
fk +

n∑

k=1

χkf
′
k +

χ0

∂x

)2

+

(
n∑

k=1

∂χk

∂y
fk +

∂χ0

∂y

)2

+ 2p

(
n∑

k=1

χkfk + χ0

))
dy

=

∫ b

a

Φ(x, fk, fk′)dx.

(36)

This leads to the Euler equation,

d

dx

∂Φ

∂f ′
k

− ∂Φ

∂fk
= 0 (k = 1, 2, ..., n), (37)

giving a set of ordinary differential equations for the fk(x).
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This method has found applications in scattering problems in atomic

physics, and we will follow the development in [76] to explain its application

in the hydrogen atom. For the hydrogen atom, in cylindrical coordinates we

have

Ψ(ρ, z, ϕ) = Ψ(ρ, z)
eimϕ

√
2π

(38)

where Ψ(ρ, z) satisfies

− ∂2

∂z2
Ψ(ρ, z) +

(
Ac −

2Z√
ρ2 + z2

)
Ψ(ρ, z) = ǫΨ(ρ, z), (39)

Ac = −1

ρ

∂

∂ρ
ρ
∂

∂ρ
+
m2

ρ2
+mγ +

γ2ρ2

4
(40)

with boundary conditions that have the level surfaces of Ψ become parallel to

the boundary as ρ→ 0,

lim
ρ→0

ρ
∂Ψ(ρ, z)

∂ρ
= 0form = 0, (41)

Ψ(0, z) = 0form 6= 0, (42)

and a condition at infinity that keeps Ψ normalizable as a bound state,

lim
ρ→∞

Ψ(ρ, z) = 0. (43)

The Kantorovich expansion for this part of the solution is then

ΨEmσ
i (ρ, z) =

jmax∑

j=1

Φm
j (ρ; z)χ

(mσi)
j (E, z), (44)

where each Φj(ρ; z) will need to satisfy a similar equation for a discrete set in

z, (
Ac −

2Z√
ρ2 + z2

)
Φj(ρ; z) = Ej(z)Φj(ρ; z) (45)
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lim
ρ→0

ρ
∂Φj(ρ, z)

∂ρ
= 0form = 0 (46)

Φj(0, z) = 0form 6= 0 (47)

lim
ρ→∞

Φj(ρ, z) = 0, (48)

as well as satisfying the normalization conditions,

〈Φi,Φj〉ρ =
∫ ∞

0

Φi(ρ; z)Φj(ρ; z)ρdρ = δij . (49)

With the solutions, Φj(ρ; z) and Ej(z), to the above problem at sev-

eral values of z, the authors of [76] obtain the following system of ordinary

differential equations for χ(i)(z),

(
−I

d2

dz2
+U (z) +Q(z)

d

dz
+
dQ

dz

)
χ(i)(z) = ǫiIχ

(i)(z), (50)

where

U ij(z) =
Ei(z) + Ej(z)

2
δij +H ij(z), (51)

H ij(z) = Hji(z) =

∫ ∞

0

∂Φi(ρ; z)

∂z

∂Φj(ρ; z)

∂z
ρdρ, (52)

and

Qij(z) = −Qji(z) = −
∫ ∞

0

Φi(ρ; z)
∂Φj(ρ; z)

∂z
ρdρ. (53)

Only the first term in U ij which uses the energy curves, comes from the ρ

dependent part of equation 39, Ac−2Z/
√
ρ2 + z2. The remaining terms come

from three integrations by parts on the d2/dz2 term of equation 39. It’s clear

from equations 51-53 that good approximations to the energy functions Ei(z)

and the derivatives of Φi(ρ, z), computed only at discrete points, are needed to
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solve the ordinary differential equation accurately. The group responsible for

this method explains how to compute these curves in a stable way in [78]. The

solutions to this problem are used in calculating photoionization cross sections

and recombination rates in atomic physics problems.

92



Bibliography

[1] John P. Carini, J. T. Londergan, Kieran Mullen, and D.P. Murdock.

Multiple bound states in sharply bent waveguides. Physical Review B,

48:4503, 1993.

[2] W. Kohn and L. J. Sham. Self-consistent equations including exchange

and correlation effects. Phys. Rev., 140:A1133, 1965.

[3] Amy Khoo, Minjug Kim, Grady Schofield, and James R. Chelikowsky.

Ab initio molecular dynamics simulations using a Chebyshev-filtered sub-

space iteration technique. Physical Review B, 82:064201, 2010.

[4] R. Biswas and D. R. Hamann. Simulated annealing of silicon atom

clusters in langevin molecular dynamics. Physical Review B, 34:895,

1986.

[5] R. Gehrke and K. Reuter. Assessing the efficiency of first-principles

basin-hopping sampling. Physical Review B, 79:085412, 2009.

[6] C. G. Broyden. A class of methods for solving nonlinear simultaneous

equations. Mathematics of Computation, 19(92):577593, 1965.

[7] R. H. Byrd, P. Lu, J. Nocedal, and C. Zhu. A limited memory algo-

rithm for bound constrained optimization. SIAM J. Scientific Comput-

ing, 16:1190–1208, 1995.

93



[8] J. van de Streek and M. A. Neumann. Validation of experimental molec-

ular crystal structures with dispersion-corrected density functional the-

ory calculations. Acta Crystallographica Section B-Structural Science,

66:544–558, 2010.

[9] N. Marom, M. Kim, and J. R. Chelikowsky. Structure selection based on

high vertical electron affinity for tio2 clusters. Physical Review Letters,

108:106801, 2012.

[10] R. Car and M. Parrinello. Unified approach for molecular dynamics and

density-functional theory. Physical Review Letters, 55:2471, 1985.

[11] R. Car and M. Parrinello. Structural, dymanical, and electronic proper-

ties of amorphous silicon: An ab initio molecular-dynamics study. Phys-

ical Review Letters, 60:204, 1988.

[12] D. Sanchez-Portal, E. Artacho, J. M. Soler, A. Rubio, and P. Ordejon. Ab

initio structural, elastic, and vibrational properties of carbon nanotubes.

Physical Review B, 59:12678, 1999.

[13] X. Y. Zhao and D. Vanderbilt. First-principles study of structural, vibra-

tional, and lattice dielectric properties of hafnium oxide. Physical Review

B, 65:233106, 2002.

[14] O. Dubay and G. Kresse. Accurate density functional calculations for

the phonon dispersion relations of graphite layer and carbon nanotubes.

Physical Review B, 67:035401, 2003.

94



[15] K. Kneipp, Y. Wang, H. Kneipp, L.T. Perelman, I. Itzkan, R. Dasari,

and M.S. Feld. Single molecule detection using surface-enhanced Raman

scattering (SERS). Physical Review Letters, 78:1667, 1997.

[16] A. M. Rao, E. Richter, S. Bandow, B. Chase, P. C. Eklund, K. A.

Williams, S. Fang, K. R. Subbaswamy, M. Menon, A. Thess, R. E. Smal-

ley, G. Dresselhaus, and M. S. Dresselhaus. Diameter-selective Raman

scattering from vibrational modes in carbon nanotubes. Science, 275:187,

1997.

[17] S. M. Nie and S. R. Emery. Probing single molecules and single nanopar-

ticles by surface-enhanced Raman scattering. Science, 275:1102, 1997.

[18] Susana Moreno-Flores and Jose L. Toca-Herrera. Hybridizing Surface

Probe Microscopies. CRC Press, Boca Raton, 2013.

[19] G. Turrell and J. Corset. Raman Microscopy. Academic Press, London,

1996.

[20] G. Binnig, C. F. Quate, and Ch. Gerber. Atomic force microscope.

Physical Review Letters, 56:930, 1986.

[21] F. Ohnesorge and G. Binnig. True atomic resolution by atomic force

microscopy through repulsive and attractive forces. Science, 260:1451,

1987.

95



[22] T.-L. Chan, C. Z. Wang, K. M. Ho, and J. R. Chelikowsky. Efficient first-

principles simulation of noncontact atomic force microscopy for structural

analysis. Physical Review Letters, 102:176101, 2009.

[23] Minjung Kim. Ab initio simulation methods for the electronic and struc-

tural properties of materials applied to molecules, clusters, nanocrystals,

and liquids. PhD thesis, University of Texas at Austin, 2014.

[24] Wendy D. Cornell, Piotr Cieplak, Christopher I. Bayly, Ian R. Gould, Jr.

Kenneth M. Merz, David M. Ferguson, David C. Spellmeyer, Thomas Fox,

James W. Caldwell, and Peter A. Kollman. A second generation force

field for the simulation of proteins, nucleic acids and organic molecules.

Journal of the American Chemical Society, 117:5179, 1995.

[25] Yong Duan, Chun Wu, Shibasish Chowdhury, Mathew C. Lee, Guoming

Xiong, Wei Zhang, Rong Yang, Piotr Cieplak, Ray Luo, Taisung Lee,

James Caldwell, Junmei Wang, and Peter Kollmas. A point-charge force

field for molecular mechanics simulations of proteins based on condesned-

phase quantum mechanical calculations. Journal of Computational Chem-

istry, 24(6):1999, 2003.

[26] James C. Phillips, Rosemary Braun, Wei Wang, James Gumbart, Emad

Tajkhorshid, Elizabeth Villa, Christophe Chipot, Robert D. Skeel, Laxmikant

Kale, and Klaus Schulten. Scalable molecular dynamics with namd.

Journal of Computational Chemistry, 26(16):1782, 2005.

96



[27] J. Jonsson, G. Mills, and K.W. Jacobsen. Classical and Quantum Dy-

namics in Condensed Phase Simulations. World Scientific, Singapore,

1998.

[28] Daniel Sheppard, Rye Terrell, and Graeme Henkelman. Optimization

methods for finding minimum energy paths. Journal of Chemical Physics,

128:134106, 2008.

[29] Arthur F. Voter, Francesco Montalenti, and Timothy C. Germann. Ex-

tending the time scale in atomistic simulation of materials. Annual Re-

view of Materials Research, 32:321–346, 2002.

[30] Lijun Xu and Graeme Henkelman. Adaptive kinetic monte carlo for first-

principles accelerated dynamics. Journal of Chemical Physics, 129:114104,

2008.

[31] Anthony M. A. West, Ron Elber, and David Shalloway. Extending molec-

ular dynamics time scales with milestoning: Example of complex kinetics

in a solvated peptide. Journal of Chemical Physics, 126:145104, 2007.
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