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The Big Five/Five Factor Model of personality is the most widely accepted model 

in the field of social and personality psychology.  Currently the most comprehensive 

measurement instrument, however, takes 45 minutes to complete, making it frequently 

impractical to administer in research settings.  Although shorter instruments have been 

created, they tend to be less reliable, internally consistent, and valid.  Computerized 

adaptive testing could be the solution to the trade off between test length and 

measurement precision. This dissertation investigated the usefulness of developing a 

computerized adaptive test (CAT) of the Big Five.  Because each factor was 

unidimensional, they were analyzed separately for the dissertation.

First, differential item functioning (DIF) by gender was analyzed so that items 

showing large amounts of DIF could be removed to reduce bias in the measurement.  A 

total of 33 items were removed from the item pool.  The majority of the items seemed to 

relate to different stereotypes, gender roles, and socialization of men and women.  
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Then the remaining item pool was calibrated using Andrich’s rating scale model.

Results showed that the scale information functions were peaked around the center of the 

distribution, indicating that the items in the pool provided the most information and 

subsequently, the best precision of measurement, for examinees with trait estimates near 

the middle.  

Through realistic CAT simulations, using data from real and simulated 

participants, the utility of creating a CAT version of the IPIP-NEO was evaluated.  The 

simulations indicated that the CAT performed best when the test length was fixed and 

content was balanced by facet.  The variable-length scales tended to reduce accuracy and 

measurement precision, and therefore, were not recommended.  The CAT resulted in 

correlations with the full version that were similar to an existing shortened version of the 

IPIP-NEO.  Although the standard error of measurement was smaller for the CAT 

versions, the CAT did not provide enough benefits to warrant recommendation for live 

testing at this time.  Future research is recommended in terms of construct definitions and 

item pool development before a live CAT should be developed.  
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Chapter 1:  Introduction

The Big Five/Five Factor Model of personality is the most widely accepted model 

in the field of social and personality psychology.  This five factor taxonomy of traits was 

empirically derived from studies of natural language use and questionnaires (see John & 

Srivastava, 1999; McCrae & Costa, 1999).  The five factors are Extraversion, 

Agreeableness, Conscientiousness, Neuroticism, and Openness to Experience.  Each 

factor is very broad with a hierarchical structure subsuming several facets, which in turn 

summarize more specific behaviors and traits.  This Big Five framework is thought to 

encompass much of the variance in individual differences in human personality.

The most comprehensive measurement instrument of the Five Factor Model is 

Costa and McCrae’s (1992) NEO Personality Inventory, Revised (NEO-PI-R).  This 240-

item inventory estimates scores on the Big Five domains as well as estimates of six facets 

within each domain. The NEO-PI-R takes about 45 minutes to complete and is 

copyrighted, which hinders widespread use by researchers; however, a similar 300-item 

instrument has been developed and is freely available (Goldberg, 1999). This instrument, 

the International Personality Item Pool NEO (Goldberg et al., 2006; IPIP-NEO, 2001), is 

designed to estimate the Big Five domains and the facets within them.  Although longer 

instruments tend to be more reliable than shorter instruments, in both research and 

applied settings, researcher resources and participant fatigue mean that tests that take 45 

minutes or longer are rarely feasible.

To reduce participant burden and facilitate the widespread inclusion of the Big 

Five in research, researchers have created several shorter measurement instruments of the 

Big Five.  Some of the most popular shorter measures include the 44-item Big Five 

Inventory (BFI; John & Srivastava, 1999), the 60-item NEO Five-Factor Inventory
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(NEO-FFI; Costa & McCrae, 1992), Goldberg’s instrument comprised of 100 trait 

descriptive adjectives (TDA; Goldberg, 1992), and a 120-item version of the IPIP-NEO.

Saucier (1994) developed an even shorter 40-item instrument, and Rammstedt and John 

(2005) created a 21-item version.  Gosling, Rentfrow, and Swann (2003) developed an 

extremely short Ten-Item Personality Inventory (TIPI), and an instrument measuring the 

Big Five has recently been developed containing only five items (Woods & Hampson, 

2005).  Although the shorter instruments take much less time to complete, they also tend 

to be somewhat less reliable, internally consistent, and valid than the longer instruments 

(Gosling et al., 2003; John & Srivastava, 1999; Saucier, 2004).  

Regardless of which shortened Big Five instrument is chosen, each participant 

receives the exact same items as every other participant.  Because of this, it is likely that 

the set of items may contain several items that seem irrelevant or redundant for the 

participant.  For example, if a person responds very positively to the agreeableness item 

“loves to help others” (IPIP, 2001), then he or she is extremely likely to respond very 

negatively to the item “turn my back on others.”  Little new information about the 

participant’s level of agreeableness is gained by the second item.  However, if the 

participant were to respond somewhere in the middle on the “loves to help others” item, a 

second item about turning a back on others might be informative.  

The advantages of administering only the items that help best estimate a person’s 

trait level are numerous and have long been recognized.  The Stanford-Binet test of 

intelligence (Binet, 1908) was created in a way that ensured examinees took items that 

best matched their ability levels, eliminating many items that would be too easy or too 

difficult. The starting point on that test is determined by the age of the examinee, and the 

test stops when the examinee has missed a predetermined number of items (Sattler, 

2001). However, this test is individually administered and individually adapted for each 
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examinee, making it rather time consuming and expensive to administer.  This practice of 

matching the difficulty of items to the ability of the people taking them is known as 

adaptive testing.

Most psychologists who are interested in studying personality and the Big Five do 

not have the time or resources to individually administer and adapt a test for each 

examinee.  Computers and access to the Internet, however, are revolutionizing the way 

that psychologists conduct research (Fraley 2004; Gosling, Vazire, Srivastava, & John 

2004) by allowing researchers to administer questionnaires easily to people all over the 

world.  Computers are also making it possible to automate adaptive testing procedures 

and allow adaptive tests to be administered simultaneously to large numbers of people. A 

computer program can assess how an examinee answered a previous item and which item 

should be presented next, eliminating the need for a personalized test or an individual 

administrator. When adaptive tests are implemented on a computer, this is known as 

computerized adaptive testing (CAT). Through the use of CAT, each examinee receives a 

test that is individually tailored to his or her ability or trait level. 

Computerized adaptive testing could be the solution to the trade off between test 

length and measurement precision that personality researchers have been searching for.  

In a trade off between reliability and participant fatigue, CAT can provide a way to 

shorten the test for each individual without a loss of measurement precision.  Moreover, 

compared with traditional testing methods, CATs reduce floor and ceiling effects (Ware, 

Gandek, Sinclair, & Bjorner, 2005), are quicker to take (Simms & Clark, 2005), are at 

least as valid (Zickar, Overton, Taylor, & Harms, 1999), provide new ways to measure 

change (Weiss & Kingsbury, 1984), can use innovative item formats (Vispoel, 1999), and 

are preferred by participants (Simms & Clark, 2005; Vispoel, 2000).  Computerized 

adaptive testing has been used in the education field for licensure exams and graduate 
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school entrance exams (GRE, GMAT).  CAT is just beginning to be used for measuring 

personality.  

Many factors are relevant in creating a computer adaptive version of a personality 

test.  The item pool must be sufficiently large and cover the range of the trait being 

estimated.  It is also important to examine the characteristics of each item in the pool.  

Previous research with the NEO-PI-R has suggested that several items on that test may 

function differently for males and females (Reise, Smith, & Furr, 2001).  This differential 

item functioning (DIF) by gender means that a male and female with the same underlying 

trait level would respond to the item differently.  This different type of responding could 

indicate that the two groups are interpreting a question differently or that some type of 

response bias exists.  For example, Reise et al. found that on the Anxiety facet of 

Neuroticism, six of the eight items showed large and significant DIF.  Some of the items 

seemed more extreme for men whereas others seemed more extreme for women.  Taking 

the facet as a whole, the researchers concluded that the DIF would cancel out, and the 

total facet score for men and women of the same trait level would be nearly identical.  

However, in adaptive testing not all examinees receive the same items (by design), so the 

gender differences would not necessarily cancel each other out.  This could result in 

misestimating a person’s true trait level.  Therefore, it is important to determine if items 

in the pool are functioning differently for different groups of people.  If that is the case, 

those items will need to be removed from the potential item pool. 

This dissertation investigates the potential usefulness of developing a 

computerized adaptive test of the Big Five.  The item pool included the items from the 

International Personality Item Pool NEO (IPIP-NEO; Goldberg, 1999), a 300-item

inventory containing 60 items for each of the five factors.  Differential item functioning 

by gender was analyzed.  Items showing large amounts of DIF were removed from the
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item pool to reduce bias in the measurement.  The remaining item pool was calibrated 

and used as possible items for the CAT.  Through realistic CAT simulations, using data 

from real and simulated participants, this dissertation examines the utility of creating a 

CAT version of the IPIP-NEO to administer to real participants in research or applied 

settings.
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Chapter 2:  Literature Review

This literature review provides relevant background information for the 

dissertation studies.  The review starts by describing a brief history of adaptive testing.  

Current computerized adaptive tests (CATs) are based on Item Response Theory (IRT), 

so the next section provides an introduction to the two common classifications of IRT 

models.  The rating scale model is described in particular detail because it is the one used 

for the current studies.  Next the benefits, process, and main components of CAT are 

described.  Then, differential item functioning, a special concern in CAT is discussed.  

The final section outlines the main research questions of this dissertation.

HISTORY OF ADAPTIVE TESTING

Computerized adaptive testing (CAT) provides an individualized test to each 

examinee.  Although the Stanford-Binet test of intelligence (Binet, 1905) was one of the 

first tests to be adaptive in nature, it was administered orally and individually, requiring 

more resources than would be feasible for large scale personality assessment.  Lord 

(1971a) developed a “flexilevel” testing strategy where the test was adapted based on a 

predetermined logical branching structure.  Test items were arranged in order of 

difficulty, and examinees began with the test item of middle difficulty.  After each correct 

answer, the examinee was to take the next most difficult item that had not been taken 

already.  Conversely, after each incorrect answer, the examinee was to take the next 

easiest item that had not been already taken.  The test stopped when the examinee had 

taken half the items plus one.  The item scoring and branching procedure was completed 

by the examinee, eliminating the need for an individual test administrator.  Although the 
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flexilevel testing methodology was psychometrically sound, in practice it was difficult for 

participants to follow the branching directions.  

Other adaptive testing methodologies such as the two-stage test (Lord, 1971b), the 

pyramidal test (Larkin & Weiss, 1974), and “stradaptive” strategies (Weiss, 1974) also 

established the potential of adaptive test methodologies.  In a two-stage test, all 

examinees receive the same test in the first stage which is used as a routing test to 

determine which test the examinee should receive in the second stage.  The drawback of 

this approach is that much emphasis is placed on the routing test.  It is essential that the 

first stage test must be able to reliably place people into different ability groups for the 

second stage.  

The pyramidal test is similar to the flexilevel test in that each item administered is 

dependent on the answer to the previous item.  Items are arranged in a lattice-like 

structure of difficulty such that a correct answer to an item leads to a more difficult item 

whereas an incorrect answer to an item leads to an easier item.  Each examinee starts with 

the same item but receives different subsequent items depending on his or her responses 

until a certain number of items have been completed.  All examinees complete the same 

number of items.  The stadaptive strategy is functionally similar to the pyramidal test 

except that examinees can start the test at different levels of difficulty depending on 

known prior information about the examinees.

CLASSICAL TEST THEORY

These previous adaptive testing strategies had all been based on classical test 

theory (Gulliksen, 1950), where difficulty was based on evaluations of item p-values 

(percent correct).  These tests, created based on classical test theory, contained items that 

were scored only as correct or incorrect and were designed to maximize internal 
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consistency reliability (alpha level).  These types of tests were typically norm-referenced, 

and as a result, designed to best measure people of average ability level (Weiss, 2004).  

The test would tend to be too difficult for examinees of below average ability and too 

easy for examinees of above average ability.

MODERN ADAPTIVE TESTING

The original adaptive tests were created such that there were fixed paths through 

the test (Reckase, 1989).  Later adaptive tests then began to evolve such that a 

mathematical function could be used for item selection instead of a predetermined path.  

In contrast to the adaptive tests based on classical test theory, the newer adaptive tests 

based on Item Response Theory (IRT; Lord & Novick, 1968) allowed for greater 

flexibility in item administration.  A mathematical formula could be applied to estimate a 

person’s ability based on previous item responses and then to select the most appropriate 

item to administer next.  These formulas would have been too computationally complex 

before the advent of modern computers.  However, computer technology now makes this 

kind of adaptive testing (computerized adaptive testing) feasible and efficient.  

ITEM RESPONSE THEORY

Item Response Theory consists of a family of mathematical models that can be 

used to provide ability or trait level estimates.  It has been applied to a wide variety of 

areas including cognitive ability, personality measurement, and attitude measurement 

(Thissen & Steinberg, 1988).  In the following discussion, IRT will be explained in terms 

of cognitive ability, but the same principles hold true regardless of the latent trait being 

measured.  IRT begins with a mathematical function that models the probability of a 

correct response to the given item depending on the ability level of the examinee.  A 
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person with a higher ability has a greater probability of correctly answering an item than 

a person of lower ability, regardless of the difficulty of the item.  Similarly, a more 

difficult item is less likely to be answered correctly than an easier item, regardless of the 

ability level of the examinee.  For each item on a test, the relationship between the 

examinee’s ability level and the probability of a correct response is determined.  These 

two estimates are calculated simultaneously through an iterative process.  Both ability 

level of an examinee and the difficulty of a test item are put on the same scale with a 

mean of zero and a standard deviation of one (Embretson & Reise, 2000).  Having all the 

items calibrated onto the same scale means that the actual items administered to any 

examinee are inconsequential.

There are two basic classes of IRT models.  One class includes dichotomous 

models.  These include tests in which there are only two response options, generally 

correct and incorrect.  The other class includes polytomous models, where tests are 

scored using more than two categories.  The Likert-response scales used in most 

personality tests (including the IPIP-NEO) fall into this second category.

Assumptions of Item Response Theory

Two main assumptions need to be met for IRT measurement models.  The first 

assumption is unidimensionality; that is, that the latent trait being measured is 

unidimensional.  This should also be reflected in that a factor analysis of the test items 

should result in one factor.  Many psychological constructs are multidimensional, and 

there are multidimensional item response theory (MIRT) models (see van der Linden & 

Glas, 2000).  However, there has been little research applying MIRT to psychological 

measurement.  Thus, this dissertation will only focus on unidimensional models.  
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The second assumption is local independence.  The local independence 

assumption is met for dichotomous items when the probability of answering one test item 

correctly is independent of the probability of answer another test item correctly, after 

controlling for ability and item difficulty (Embretson & Reise, 2000).  In the case of 

polytomous items, local impendence is achieved if the probability of answering in a given 

response category for a test item is independent of the probability of answering in that 

same category for a different test item, after controlling for the trait level of the examinee 

and the location of the item on the trait continuum.

Differences between Item Response Theory and Classical Test Theory

Classical test theory and item response theory differ from each other in several 

important ways.  Some of the main differences are the definition of ability, ability scoring 

process, characteristics of the ability estimate, characteristics of the test, and standard 

error of measurement.  These main differences are summarized in Table 1.

Table 1: Comparison of Classical Test Theory and Item Response Theory

Classical Test Theory Item Response Theory

Ability Definition True Score Theta

Scoring Process Summed Score MLE or EAP

Ability/Trait Estimate Dependent on items taken Independent of items taken

Test Characteristics Dependent on sample Independent of sample

Standard Error Constant Conditional on Theta
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Ability definition

The estimate of ability obtained using classical test theory is called the true score.  

The true score is the expected score that a person would receive if he or she repeatedly 

took parallel forms of a given test (Reise & Henson, 2003).  The estimate of ability 

obtained using item response theory is called theta, conceived of as a continuum with low 

ability at one end and high ability at the other.  Theta refers to the person’s location on 

the ability continuum.  In classical test theory, the performance on the measure or test 

given leads to the true score estimate.  In item response theory, however, the process 

works in the opposite way.  A person’s true location on the trait continuum predicts the 

response to each given item.

Scoring process

A measure scored using classical test theory will generally be a summed score, 

and the ability estimates tend to range from the lowest possible score on the test to the 

highest possible score.  Embretson (1996) detailed problems with using classically 

derived summed scores in research.  Her research showed that because classical total 

scores tend to only provide ordinal levels of measurement (instead of the often assumed 

interval level), many possible transformations of the total scores would be inappropriate.  

These inappropriate transformations could lead to false interaction effects.  Item response 

theory provides a more suitable way of scoring data to eliminate the spurious interactions.  

Using item response theory, an estimate of theta will be obtained using a more 

sophisticated statistical procedure such as maximum likelihood estimation (MLE) or 

expected a-posteriori estimate (EAP).  These estimation procedures will be described in 
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more detail later.  The resulting ability estimates will be on the theta scale which has a 

mean of zero and a standard deviation of one.

Ability/trait level estimate

As a result of the way that the measures are scored using classical test theory, the 

ability/trait level estimate is test dependent.  For example, if an examinee were to take a 

test of math ability, under classical test theory, the math ability estimate would be 

dependent on the test.  An easy math test containing only addition and subtraction items 

will likely to result in an estimate of high math ability.  On the other hand, a difficult 

math test containing calculus items will likely result in an estimate of low math ability.  

In this way, the ability estimate is dependent upon the contents of the test.  Ability 

estimates obtained using item response theory, however, are independent of the test.  The 

score the person receives places them on the continuum of math ability levels.  The 

location of individuals on the continuum should be the same regardless of which math 

test they take.

Test characteristics

The difference between classical test theory and item response theory on test 

characteristics is similar to the differences in ability estimates.  Under classical test 

theory, test properties (descriptive statistics, reliability, etc.) are dependent on the sample.  

It is important to validate a measure on the population for which it was intended.  It is 

also important to have a heterogeneous sample when developing and validating a 

measure using classical test theory.  Using item response theory, if the assumptions are 

met, the test characteristics and item properties are independent of the sample and are 

invariant across samples.
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Standard error

Classical test theory and item response theory also differ on the calculation of the 

standard error of measurement.  In classical test theory, the standard error of 

measurement is inversely related to the reliability coefficient.  A measure that is more 

reliable will have a smaller standard error.  This standard error is assumed to be constant 

for all examinees regardless of score or ability level (Reise & Henson, 2003).  In item 

response theory, information is gained about an individual from each item.  Items give 

more information about some people than others.  An easy item will provide more 

information about people at the low end of the ability continuum than the high end.  

Because of this, the standard error of measurement varies depending on the theta estimate 

of the individual.  Generally, individuals of average ability are measured more precisely 

than individuals on either extreme of the continuum.

Measurement Models for Item Response Theory

The next section includes basic information about dichotomous and polytomous 

IRT models.  The discussion of the dichotomous models will include the one-parameter 

logistic model (1-PL or Rasch model), the two-parameter logistic model (2-PL), and the 

three-parameter logistic model (3-PL).  The discussion of polytomous models will 

include the nominal response model, graded response model, partial credit model, and the 

rating scale model.  The rating scale model will be used in this dissertation for the IRT 

calibrations of the IPIP-NEO.

Dichotomous item response theory models

Dichotomous IRT models are those designed for tests such as multiple-choice or 

true-false tests where the answers are scored as either correct or incorrect.  These IRT 
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models assume that each person has a true ability level or proficiency.  This ability level 

is labeled theta ( θ), and it is assumed to be normally distributed in the population with a 

mean of zero and a standard deviation of one.  For each item on a test, the relationship 

between theta and the probability of a correct response is determined.  The plot of this 

relationship is called the item characteristic curve (ICC), and it is a monotonic, nonlinear 

function.  

Dichotomous models are categorized based on the number of item parameters 

included in the model.  The simplest model is the 1-PL or Rasch model (Rasch, 1960).  

This model contains one item parameter, item difficulty.  Under this model, the 

probability of person j correctly answering item i is:

( ) )exp(1
)exp(

ij

ij
jij b

bP −+
−= θ

θθ , (1)

where θj is the ability level of person j and bi is the difficulty of the item.  More simply, 

the item difficulty is the same as the theta value (ability level) where half of the 

examinees would answer the item correctly.  It is the point of inflection in the ICC.  

Figure 1 shows some sample ICCs under the 1-PL model, where items differ only in level 

of difficulty.  In this figure, item A is less difficult than item B because the point of 

inflection for item A falls at a theta value of 0.0 whereas the inflection point of item B 

falls at a theta value of 1.0.
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Figure 1: Item Characteristic Curve for 1-PL model items

The 2-PL model (Birnbaum, 1968) is a slightly more complex model which 

includes two item parameters.  In addition to item difficulty, this model also includes 

discrimination.  Item discrimination is related to the slope of the ICC at the point of 

inflection and provides information about how well the item is able to distinguish 

between people with similar ability levels.  Items with steeper slopes discriminate better.  

The 2-PL model of the probability of a correct response for person j to item i is:

( ) ))(exp(1
))(exp(

iji

iji
jij ba

baP −+
−= θ

θθ , (2)

where θj and bi are defined as before, and ai is the item discrimination.  Figure 2 shows 

some ICCs that differ in the discrimination parameter.  In this figure, item C 

discriminates better than item D because it has a steeper slope at the point of inflection.  

The discrimination parameter (a) is proportional to the slope at the point of inflection.
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Figure 2: Item Characteristic Curve for 2-PL model items

The most complex model is the 3-PL model (Birnbaum, 1968), which includes 

three item parameters. These parameters are item difficulty, discrimination, and also a 

pseudo-guessing parameter.  The pseudo-guessing parameter models the probability that 

a person of very low ability will still get the item correct.  When including three 

parameters in the model, the probability of a correct response for person j to item i is:

( )






−+
−−+= ))(exp(1

))(exp()1(
iji

iji
iijij ba

baccP θ
θθ , (3)

where θj, bi, and ai are defined as before, and ci is the pseudo-guessing parameter.  In 

Figure 3, item F has the same difficulty and discrimination parameters as item E.  Item F, 

however, includes a pseudo-guessing parameter of .15.  Even people of low ability have a 

15% chance of getting the item correct solely by guessing.  The pseudo-guessing 

parameter (c) is equal to the lower asymptote of the item characteristic curve.  
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Figure 3: Item Characteristic Curves for 3-PL model items

The 1-PL model is a mathematical simplification of the 2-PL model where the 

discrimination parameter is assumed to be one, and the 2-PL model is a mathematical 

simplification of the 3-PL model where the pseudo-guessing parameter is assumed to be 

zero.  

Polytomous item response theory models

Polytomous IRT models are those designed for tests that can be scored with 

multiple categories.  Test items that include multiple steps, where partial credit can be 

given for a partially correct answer, fall into this category.  Attitude and personality 

scales utilizing Likert response scales also fall in this category.  As with the dichotomous 

case, each examinee is assumed to have an underlying true trait level of theta (θ).  This 

trait is on a continuum with a mean of zero and a standard deviation of one.  The 

polytomous IRT functions model the relationship between a person’s trait level and his or 
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her probability of endorsing each response option or category.  The plot of this 

relationship is called the category response curve (CRC; Embretson & Reise, 2000).

The nominal response model (Bock, 1972) is used when there are more than two 

response categories that cannot be ordered to represent various levels of the underlying 

trait.  This model is most frequently used with multiple-choice type tests where the 

distractors cannot be ordered in terms of difficulty.  Using this model, ability estimation 

is improved by using information about the correct as well as incorrect answer choices.  

The graded response model (Samejima, 1969) is used when there are more than 

two response categories that can be ordered in terms of the underlying latent trait.  This is 

an extension of the 2-PL model for the dichotomous case.  This model is appropriate 

when partial credit could be assigned to an item for each correctly completed step in a 

multiple step process or for personality and attitude measurement where each successive 

category represents greater agreement or endorsement of the item.  In this model, the 

probability of responding to a category can be obtained through a two stage process.  In 

the first stage, the probability of responding in each of the categories is calculated.  The 

probability functions for each category are calculated like in the 2-PL model for the 

dichotomous case where each category has its own category characteristic curve with 

difficulty and discrimination parameters.  In the second stage, the probability that an 

examinee will respond in any given category (other than the highest one) can be 

calculated by subtracting adjacent category characteristic curves.  When each item on the 

scale has the same number of response categories, the graded response model simplifies 

to Muraki’s (1990) rating scale model.

The partial credit model (Masters, 1982), like the graded response model, was 

originally designed for tests in which partial credit could be assigned for each step in a 

multiple step process.  This model is also appropriate for attitude and personality scales 
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where each score point represents a varying degree of the trait being measured.  The 

partial credit model is an extension of the 1-PL model for the dichotomous case.  In the 

partial credit model, the probability of responding in a given category is related to the 

“step difficulty” parameter for the item.  The step difficulty (or response threshold) is 

associated with the difficulty of making transitions between categories.  The partial credit 

model assumes that each step needs to be completed in order (in a multiple step process 

or in increasing level of trait endorsement), but difficulties are not assumed to be ordered 

(Dodd, De Ayala, & Koch, 1995).  For example, on a 5-point Likert scale of 

agreeableness ranging from strongly disagree to strongly agree, it may not take a big 

difference in trait levels to move from neutral to agree, but it might take a much bigger 

difference in trait levels to move from agree to strongly agree.

The rating scale model (Andrich, 1978a, 1978b) is a special case of the partial 

credit model (Wright & Masters, 1982) used when the response scale is fixed for all items 

within a scale.  In this case, the response threshold parameters (step difficulty) are 

assumed to be the same for each item on a scale because the response scale is the same 

for every item.  This type of model seems especially appropriate for personality 

measurement because examinees respond to each item on the same Likert response scale.  

This means that the difference between neutral and agree on one item in the scale is the 

same as the difference between neutral and agree for all the other items on the scale.  In 

addition to a single set of thresholds per scale, the rating scale model also provides an 

individual estimate of the scale value for each item on the scale.  This scale value reflects 

the location of the item on the trait continuum.  According to the rating scale model, for 

an item with mi + 1 response categories ranging from 0 to mi, the probability of 

responding in a given category is defined as:
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where bi is the scale value or location parameter for item i, and the tj terms are the set of 

threshold parameters for the entire set of items.  For notational convenience, Σ[θ - (bi + 

tj)], for j =0 to 0 is defined as being equal to 0.  Figure 4 presents the category response 

curves for a hypothetical item.  For the hypothetical item in Figure 4, the scale value is 

0.0, and the threshold parameters are -1.0, 0.0, 0.5, and 1.0.  The threshold parameters 

correspond to the trait (ability) level where two category curves intersect.  This category 

response curve represents an item where it is easier to go from neutral to agree than from 

disagree to neutral.  Because the rating scale model is parsimonious and seems well 

suited for personality data, this model is the one that will be used for the IRT analyses in 

this dissertation.



21

Strongly Disagree

Disagree
Neutral

Agree

Strongly Agree

0.0

0.2

0.4

0.6

0.8

1.0

-4.0 -3.0 -2.0 -1.0 0.0 1.0 2.0 3.0 4.0
Theta

Pr
ob

ab
ili

ty
of

Re
sp

on
se

Figure 4: Category Response Curves for a Rating Scale Model Item 

Information Functions

Information functions for tests and items (Birnbaum, 1968; Samejima, 1969) are 

very useful in IRT models.  The information function of a test or item provides the 

information, or precision of measurement, that is afforded by the test or item for each 

ability/trait level.  An item may not be equally information for people of all ability/trait 

levels.  For example, the agreeableness item “turns my back to others” will provide more 

information about a person low in agreeableness than a person high in agreeableness.  For 

people high in agreeableness, their response to that item will be of little help in 

determining a precise measure of their agreeableness.  The calculation of item 

information is an essential part of CAT because the items selected to be administered to 
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each examinee should be the ones that will provide the most information about that 

examinee.  Item information can be calculated for the rating scale model according to the 

following formula:

( ) ( )[ ]
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i
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0
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θ
θθ , (5)

where P is the probability of responding in a given category, and P’ is the first derivative 

of that probability (Samejima, 1969).  

Scale or test information functions can be determined by:

( ) ( )θθ ∑
=

=
I

i
iISI

1
, (6)

which is the sum of the item information functions of each item in the scale.  Each item 

contributes independently to the total information of a scale because the scale items meet 

the local independence assumption.  Scale information can be used to evaluate the utility 

of scales or help develop scales.  Tests that are used to make pass/fail decisions based on 

some criteria (like licensure exams) are best designed by having test information 

functions that are peaked around the ability level required to pass the test.  It would be 

important to obtain the greatest precision of measurement around that point.  However, a 

scale that would be used to measure personality across the entire continuum would be 

best designed by having a scale information function that is relatively flat across the 

entire trait continuum that will be measured.  Scale items would need to cover the entire 

continuum and include items that would provide information about people low in the trait 

as well as people high in the trait.  

Scale information is related to the precision of measurement, or standard error of 

measurement, in the following way:

( ) ( )θθ SISE 1= , (7)
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which is the square root of the reciprocal of the scale information.  The standard error 

will likely be variable across different levels of the trait, with people of an average trait 

level being measured better than people at either extreme (Embretson & Reise, 2000).  

COMPUTERIZED ADAPTIVE TESTING

Computerized adaptive tests (CATs) allow each examinee to take the items that 

will provide the most information about his or her true trait level.  The items chosen for 

any particular examinee are drawn from a pool of possible test items that have all been 

calibrated, based on IRT, to be on the same scale.  Because of this, each test is 

automatically equated to every other possible test, so comparisons between individuals 

can be made easily (Gershon, 2005).  

Although IRT scaling enables the computer to select items that provide the most 

information about an examinee, nothing about that mathematical formula ensures that the 

content specifications of a given test will be met.  In order to meet content requirements, 

additional constraints would need to be added to the item selection algorithm so that 

examinees receive items covering all content domains.  These additional constraints often 

lead to less precise trait estimates, however, because the optimal item is not always 

selected for administration.

CAT implemented using IRT provides many advantages over traditional paper-

and-pencil testing methods.  This first section on CAT will describe several benefits of 

IRT-based CAT that have been shown through computer simulations and studies with 

real participants.  The second CAT section will describe the major components of a CAT 

system: item pool, item selection procedure, ability/trait level estimation procedure, and 

stopping rule.  
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Benefits of Computerized Adaptive Tests

There are many benefits of CAT over traditional paper-and-pencil test.  This 

section will describe some of these benefits including: improved measurement precision, 

reduction in ceiling and floor effects, fewer items administered, faster test administration, 

comparable validity coefficients, more effective way to measure growth, potential to 

include more innovative item types, and participant preferences for CAT over paper-and-

pencil testing.

Improved measurement precision

When items are too easy or too difficult for an examinee, little new information is 

learned about their ability with each item answered. Adaptive tests choose the specific 

items that will be most informative for each examinee, increasing measurement precision.

For example, Moreno and Segall (1997) showed improved measurement precision with 

the CAT version over the standard paper-and-pencil administrations of the Armed 

Services Vocation Aptitude Battery (ASVAB). 

Reduction in ceiling and floor effects

Traditional testing methods can be likened to a high jump competition where 

everyone has to start at an average height, and the bar does not increase much in height. 

For some groups of competitors, this average height will be too high. Most of them will 

never clear the bar, so it will be difficult to tell apart those who did not even come close 

to clearing the bar from those who just missed it (a floor effect in measurement). For 

other competitors, this average height will be easily cleared. However, the judges would

be unable to discriminate between several participants who all cleared the highest bar 

height. They would all be assigned the same high estimate of ability (a ceiling effect). 
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When items can be selected to match the ability level of the examinee, ceiling and floor 

effects can be reduced. Indeed, Ware et al. (2005) were able to virtually eliminate ceiling 

and floor effects in a health rehabilitation test using a computerized adaptive version. 

Fewer items administered

Many simulations have demonstrated that far fewer items are needed in a CAT 

version of a test than in a paper-and-pencil version to get a reliable estimate of the 

examinee’s ability level. Estimates for the amount of item reduction allowed by CAT 

without a loss of measurement precision range between 50% (Wainer et al., 2000) and 

75% (Waller & Reise, 1989). For example, in a simulated CAT of a fatigue scale, a four-

item version was created that was comparable to the 13-item original scale (Lai, Cella, 

Chang, Bode, & Heinemann, 2003). Administering fewer items is generally desirable 

because it reduces participant burden and fatigue (Gosling, Rentfrow, & Swann, 2003).

Faster test administration

Along with the benefit of administering fewer items comes faster administration. 

Simms and Clark (2005) recently found that the computer adaptive version of the

Schedule for Nonadaptive and Adaptive Personality (SNAP; Clark, 1993) took, on 

average, 38% less time than the full test administered on a computer, and 59% less time 

than the paper-and-pencil version.

Comparable validity coefficients

Computerized adaptive tests are useful because they can realize the benefits of 

fewer items and faster test administration but without incurring any loss in validity. 

Several researchers have shown that CAT provides good concurrent validity.  Adaptive 
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tests as diverse as music memory (Vispoel, Wang, & Bleiler, 1997) and vocabulary 

(Vispoel, 1993) have shown equal or better concurrent validity than traditional measures 

of these same constructs.  Computer adaptive tests have also shown good predictive 

validity.  In creating an adaptive version of a selection test for computer programmers, 

Zickar et al. (1999) correlated the estimates from a 16-item adaptive test with 

supervisor’s ratings of job performance.  Results showed that the adaptive test’s 

correlation was only .02 less than the correlation between supervisor ratings and the 

entire 126-item pool.  After implementing the CAT operationally, Zickar et al. reported 

favorable statistically significant correlations between the test and job performance, 

despite the restriction of range that resulted from the test being used to make hiring 

decisions.

Effective way to measure growth

Measuring changes over time is fraught with difficulty. If the same test is used on 

multiple occasions, there is a danger that examinees may remember the answers they 

previously gave to the same items. If different tests are used on multiple occasions, it is 

difficult to determine how much change has occurred because the tests are not on the 

same underlying scale. CAT provides an alternative way to measure change or growth

that addresses both of these problems. Weiss and Kingsbury (1984) suggested an 

“adaptive self-referencing test” (ASRT) to measure change over time. A person can take 

a CAT to obtain a baseline ability/trait level estimate at one point in time. Then, at a later 

point, that person can take another CAT to get a new ability/trait level estimate. Since 

ability/trait level is always estimated on the same underlying scale using IRT scoring, 

change can be determined by looking at deviation from baseline or deviation from the 

previous estimate. In order to avoid presenting the same items repeatedly, the CAT 
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program can be written such that an item cannot be presented to an examinee on 

successive administrations.

Innovative item types

The computer presentation format allows for many forms of items that cannot be 

presented in traditional paper-and-pencil tests; these could include sound and video clips, 

animation, and other interactive media. For example, Vispoel (1999) took advantage of 

this flexibility to test music aptitude. Typically music aptitude tests are very long, 

resulting in participant fatigue. Vispoel designed a CAT to measure tonal memory where 

the sound clips could be played over the computer. The results showed that the CAT test 

required 72% fewer items to equal the reliability of scores on some widely used non-

adaptive measures of tonal memory. 

Participants prefer CAT

Participants seem to prefer CAT over traditional forms of test administrations. An 

overwhelming 87% of the participants in Simms and Clark’s (2005) study reported 

preferring the computer version over the paper-and-pencil version mostly because of the 

speed and ease of use. Similarly Vispoel’s (2000) research comparing computerized and 

paper assessments has shown that participants found the computerized test more 

enjoyable, more comfortable, less fatiguing, and easier to read and record answers. In 

addition, participants believed that scores on both the computerized and paper-and-pencil 

versions were reliable and valid.
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Components of a Computerized Adaptive Testing System

There are four main components of a CAT system: the item pool, the item 

selection procedure, the ability/trait level estimation procedure, and the stopping rule.  

Within each component, there are other factors that may be included (e.g. content 

balancing).  Each component will be described in detail, but Figure 5 depicts the basic 

structure and logic of an adaptive test (adapted from Wainer et al., 2000). 
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Figure 5: The Structure and Logic of an Adaptive Test 
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Item pool

The item pool consists of all the items that could possibly be administered during 

the test and the item parameters associated with each item.  The item parameters are 

dependent on the IRT model selected to model the relationship between examinee 

ability/trait level and probability of response.  An item pool for a CAT will need to have 

many more items than a typical paper-and-pencil measure because multiple forms will be 

created from this one item bank.  The item pool also needs to have items that cover the 

whole continuum, meaning items that are very easy and items that are very difficult.  In 

personality or attitude measurement, the item pool needs to contain items that cover the 

whole trait continuum including items that will provide information about people who are 

at the extreme high or low ends of the trait.  Tests with right/wrong responses will require 

a larger item bank than tests with a multiple response scale. Depending on the IRT model 

chosen, it has been suggested that item banks of 100 are sufficient for dichotomous 

models (Urry, 1977), although more items are advantageous for high-stakes tests.  For 

tests with multiple response options, like a Likert scale, research has shown that 24-30 

items may be sufficient (Dodd et al., 1995). 

Item selection procedure

The item selection procedure in a CAT refers to the process of selecting an item 

from the item pool to be administered to the examinee.  Once an item has been selected 

for administration, the item will be flagged so that it cannot be chosen again for the same 

examinee.  Most item selection procedures are closely tied to the current ability/trait level 

estimate of the examinee because, as shown in equation 5, the information provided by 

any item is dependent on the examinee’s ability/trait level.  
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Maximum information selection. One of the most frequently used item selection 

procedures is maximum information selection (Samejima, 1969).  This procedure selects 

for administration the item that will provide the most information about the examinee 

based on the current ability/trait level estimate.  This process is repeated after each item.  

The ability/trait level is estimated based on responses to previous items.  Then the item in 

the item pool that has not been administered yet and will provide the most information 

about an examinee with that ability/trait level is selected to be administered next.  

Content balancing. Although the construct being measured is unidimensional, it 

may be important in the CAT to include items from the construct’s various sub-domains

to reflect the longer test and satisfy the demands of content validity and possibly face 

validity. For example, on a unidimensional test of mathematics, it might be important to 

include a specific proportion of geometry, algebra, and trigonometry items.  During the 

item selection process, items may be selected that will provide the most information 

about the given examinee; however, the selected items may only come from one or two 

of the three sub-domains.  Because of this, it may be necessary to determine a-priori 

approximately what number or percent of the total test items should come from each sub-

domain.  

One commonly used content balancing procedure was developed by Kingsbury 

and Zara (1989).  Following this procedure, the experimenter or test developer must 

determine the proportion of items that should come from each sub-domain.  The 

Kingsbury and Zara content balancing procedure is added to the item selection procedure 

such that before selecting each item, the difference is determined between the target 

proportions for each sub-domain and the actual proportions of each sub-domain that have 

been administered.  The sub-domain with the largest discrepancy will be selected as the 

content sub-domain from which the next item must be selected.  Within the selected 
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content sub-domain, the maximum information selection procedure will select for 

administration the most informative item for the examinee.  This process will continue 

for every item administered in the CAT.

Item exposure control.  Item exposure control procedures limit the proportion of 

examinees that receive any given item.  Traditional paper-and-pencil tests can limit item 

exposure by creating multiple parallel forms.  In CAT, although every examinee receives 

a different test, some of the test items may be the same.  For example, if all examinees 

are assumed to have the same initial ability/trait level estimate, they will all receive the 

same initial item (the single item that is most informative for that ability level).  

Depending on a correct or incorrect response to that first item, the examinees would 

receive one of two possible second items.  Since these three items would be taken by 

nearly all the examinees, these items would quickly become public knowledge (Wainer et 

al., 2000).  

Item exposure control can be added to the item selection procedure to limit the 

use of some of the most popular items.  Controlling the item exposure rate is done with 

two goals in mind. First, exposure control procedures limit the number of items that get 

overused or “overexposed.” Overexposure is a concern for two reasons.  The first reason 

for concern regarding item overexposure is related to test security.  If items become 

public knowledge, cheating can increase because people may know the items they will 

receive ahead of time.  The second reason is related to the psychometric properties of the 

test.  If test items become public knowledge, those items may become easier, and the 

ability estimate of the examinee will be invalid.  The second goal of item exposure 

controls is to administer every item in the bank to at least a few examinees. Developing 

test items is expensive and time consuming, and those efforts were futile if there are 

items that are never administered.
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When item exposure controls are added to the item selection procedure, instead of 

choosing the “best” item each time, one of several “nearly best” items will be chosen.  

Although this change to the selection procedure may result in a slightly less precise 

ability/trait level estimate, the test will be more secure, and the estimate will be far better 

than a completely random selection method.  In practice, most item pools for CAT 

contain sufficient items that no noticeable loss in measurement precision occurs when 

adding an item exposure constraint (Stocking & Lewis, 2000).  Many different methods 

can be used for item exposure control (Hetter & Sympson, 1997; Kingsbury & Zara, 

1989; McBride & Martin, 1983; Revuelta & Ponsoda, 1998) depending on the chosen 

IRT model and other characteristics of the test (Boyd, 2003; Chang & Ansley, 2003; 

Davis, 2004; Davis & Dodd, 2003; Davis, Pastor, Dodd, Chiang, & Fitzpatrick, 2003; 

Pastor, Dodd, & Chang, 2002).  The specifics of the item exposure control procedures 

will not be discussed further because no exposure control constraint will be employed in 

this dissertation.  Neither of the two primary goals of item exposure is of concern for 

personality measurement using CAT.  Since the IPIP-NEO is freely available online, test 

security is not a concern.  Also, since the items have already been developed, no 

resources will be lost if some items are not administered.  

Ability/Trait level estimation procedure

The ability/trait level estimate for an examinee is obtained through the examinee’s 

response to a given item and the item parameters associated with that item.  Ability/trait 

level estimates in CATs occur in two stages.  The first stage occurs while the test is being 

administered.  A new ability/trait level estimate is calculated following the examinee’s 

response to each item.  This ability/trait level estimate is used to select the next item for 

administration.  The second stage of ability/trait level estimation occurs at the end of the 
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test and is based on the examinee’s responses to all test items.  Two common procedures 

for estimating ability/trait levels, maximum likelihood estimation and expected a 

posteriori estimation, will be discussed.  However, when a test begins, neither procedure 

can be used because an examinee has yet to answer any questions.  The researcher or test 

developer must determine the initial ability/trait level estimate for the individual.  Thus, 

this section will start by describing ways to determine an initial ability/trait level 

estimate.  Then the focus will turn to the two ways to calculate ability/trait level estimates 

once the examinee has begun the test administration.

Initial ability/trait level estimate.  The selection of the very first item on the test 

generally depends on the goal of the test (Gershon, 2005).  In a criterion referenced 

mastery test, such as a licensure exam, the first item administered should correspond to 

the ability level required to pass the test.  The initial ability estimate would be set at the 

ability level required to pass the tests.  However, if the goal of the tests was to determine 

the specific ability/trait level of the examinee, the initial ability/trait level estimate could 

be based on some previous information about the examinee.  If no previous information 

was known, the initial ability/trait level estimate could be set at the mean of the 

population, generally a theta value of zero.  

Maximum likelihood estimation.  Maximum likelihood estimation (MLE; Lord,

1980) is the most commonly used ability estimation procedure.  This procedure is based 

on a process of finding the ability/trait level (theta value) that maximizes the likelihood of 

the examinee’s response pattern.  In other words, the procedure uses the observed pattern 

of responses (u1, u2, …, ui) for items with known item parameters and estimates the 

likelihood that that pattern of responses would occur for a person of a given theta level.  

Thus,
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where Pi(θ) represents the probability of a given response to item i, and item i is the 

number of items administered in the CAT.  

Since the likelihood function is a product of probabilities, the function is bound 

between 0 and 1 (Hambleton, Swaminathan, & Rogers, 1991), and the results are likely to 

be very small numbers.  As such, the natural log of the likelihood, ln L(θ), is used 

instead.  By transforming to a log-likelihood function, the log of the probability of 

answering an item is summed across items (Embretson & Reise, 2000).  The theta value 

that maximizes the likelihood function, L(θ), will be the same theta value that would 

maximize the summed log-likelihoods, ln L(θ).  

To determine the theta estimate associated with the maximum log-likelihood, the 

first derivative with respect to theta is set equal to zero and solved for the unknown theta 

value.  This is done because at the point where a function reaches a maximum, the slope 

is zero.  Solving the log-likelihood function for its first derivative with respect to theta is
( ) ( )[ ] ( )

( ) ( ) 0ln '

1
=−=∂

∂ ∑
= θθ

θθθ
θ

ii

i
I

i
ii QP

PPuL
, (9)

(Boyd, 2003). 

Equation 9 cannot be solved directly, so the iterative Newton-Raphson procedure 

is frequently used.  This procedure starts by specifying a value for theta.  Then the first 

derivative and the second derivative of the log-likelihood function are calculated.  The 

first derivative is divided by the second derivative, and this quantity is subtracted from 

the initial theta estimate.  The process continues using the new theta estimate until the 

ratio of the first derivative to the second derivative is less than some small value, such as 

0.001.  This occurs as the first derivative approaches zero (Embretson & Reise, 2000).  

MLE has several positive features.  First, it is not biased.  As test length increases, 

the MLE distribution of expected thetas is normally distributed with a mean of theta.  
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This means that the expected theta distribution is centered on the true value of theta 

(Hambleton et al., 1991).  Also, it is an efficient estimation technique, and the errors are 

normally distributed (Embretson & Reise, 2000).  The biggest disadvantage of MLE is 

that ability cannot be estimated until an examinee responds in two different categories.  

This would mean answering one item correctly and one item incorrectly in a test with 

dichotomous answer choices.  If this type of response pattern is not met, the maximum 

likelihood estimate will be +• or  or -• (Hambleton et al.).  In a test with a Likert (Hambleton et al.).  In a test with a Likert-type 

response scale, as long as a person does not respond on either extreme, an MLE 

ability/trait level could be estimated.  However, since the ability/trait level estimate based 

on one response in the middle categories of a Likert-type response scale may be unstable, 

MLE generally begins after an examinee has made two responses (Dodd, Koch, & De 

Ayala, 1989; Koch & Dodd, 1989).

Because MLE cannot generally begin until an examinee has responded in two 

different categories, variable step-size estimation is used until the examinee does respond 

in two different categories.  Variable step-size estimation assigns an examinee an 

ability/trait level estimate that is half the distance between the current ability estimate and 

a maximum or minimum item difficulty value depending on how the examinee responded 

to the item (Koch & Dodd, 1989).  For example, if the item pool contained items ranging 

in difficulty from -3.0 to +3.0, and the examinee who had an initial theta estimate of 0.0 

answered the first item correctly, the variable step-size procedure would assign that 

examinee an ability/trait level estimate of +1.5 (half the distance between 0.0 and +3.0).  

That ability/trait level estimate would be used in the item selection procedure.  A second 

correct answer would result in a new theta estimate of +2.25, and this variable step-size 

procedure would continue until the examinee answered an item incorrectly and MLE 

could be used.
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Expected a posteriori estimation. The expected a posteriori (EAP; Bock & 

Mislevy, 1982) estimation of ability is conceptually similar to MLE, but EAP is easier to 

calculate.  Contrary to MLE, EAP is not an iterative procedure.  EAP also allows for the 

ability level to be estimated even if the examinee has not responded in two different 

categories (Hambleton et al., 1991).  

EAP is a Bayesian estimator process which incorporates prior information about 

the ability/trait distribution for the population.  For example, based on previous 

experience, researchers could conclude that a specific trait is normally distributed with a 

mean of µ and a standard deviation of σ.  For a fixed number of chosen ability/trait levels 

(called quadrature nodes; Qr), a set of probability densities, or weights (W(Qr)), are 

calculated.  These weights are transformed so that the sum is equal to 1.0, and these

weights represent the prior distribution (Embretson & Reise, 2000).  Using the quadrature 

nodes and weights, an EAP ability/trait level estimate is derived via the following 

formula:
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where n represents the number of quadrature nodes, Qr represents the ability values at 

each of the quadrature nodes, and W(Qr) represents the weight at each quadrature node.  

The L(Qr) represents the exponent of the log-likelihood function at each of the quadrature 

nodes (Embretson & Reise, 2000).  The resulting ability/trait level estimate represents the 

mean of the posterior distribution.  

The EAP estimation procedure has many advantages over the MLE estimation 

procedure.  The EAP procedure is computationally faster, noniterative, and easily 

calculated.  The EAP procedure yields ability estimates for all response patterns, not 
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requiring responses to be in different categories.  The EAP procedure has also provided a 

lower mean square error over the population than the MLE procedure (Bock & Mislevy, 

1982).  However, this last advantage occurs only when the population ability distribution 

matches the prior distribution (Wainer & Thissen, 1987).  If the prior distribution is 

incorrect, the ability/trait level estimates are less accurate (Seong, 1990).  EAP estimation 

also has a tendency to regress toward the mean of the prior distribution (Weiss, 1982).  

Stopping rule

A stopping rule determines when a CAT will end.  A CAT typically ends after a 

predetermined number of items have been administered (fixed-length), a predetermined 

precision of measurement or minimum available information has been achieved 

(variable-length), or a combination of the two.  Each procedure along with the advantages 

and disadvantages of each will be described.

Fixed-length.  In a fixed-length CAT, each examinee receives the same number 

of test items.  Fixed-length tests tend to be easy to implement and easy for examinees to 

understand.  However, although all participants will complete the same number of items, 

their abilities/trait levels will be estimated with varying degrees of precision.   Examinees 

at either extreme of the continuum will likely be measured will less precision because the 

first few test items would be less informative.  There also tends to be fewer items in the 

item pool at the extreme ends, adding to the difficulty of measuring extreme abilities/trait 

levels with great precision.  

Variable-length. In a variable-length CAT, the test may stop after a 

predetermined standard error has been reached or there are no more items remaining in 

the item pool that will meet a predetermined minimum level of information. For the 

standard error procedure, after the examinee responds to each item, the precision of 
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measurement is calculated to determine if another item should be administered.  This 

method ensures that all participants will have the same precision of estimate, but they 

will likely take different numbers of test items to reach the stopping point.  The equal 

precision of measurement is advantageous because it conforms to the “equal 

measurement error variance” assumption of classical test theory and can be used in other 

statistical tests that take measurement error into account (Wainer et al., 2000).  For the 

minimum level of information procedure, after the examinee responds to each item, the 

item pool is searched for an item that will provide more information about that examinee.  

This method terminates the CAT when there are no longer informative items to be 

administered for the examinee.  Researchers have shown that the standard error stopping 

rule tends to perform better than the minimum information stopping rule with polytomous 

CATs (Dodd, 1990; Dodd, Koch, & De Ayala, 1993; Dodd et al., 1989).

However, the variable type of stopping rule is more difficult than the fixed-length

stopping rule for examinees to understand.  If the test were being used to make a pass/fail 

decision, an examinee who received fewer items may feel like he or she did not have an 

equal chance of passing the test.  For this reason, some tests specify a minimum number 

of items to be administered (Gershon, 2005).  Researchers have shown, however, that 

adaptive tests tend to give the same ability/trait level estimate regardless of test length 

(Bergstrom & Lunz, 1992).  In variable-length tests, frequently a maximum number of 

items also must be set because the test may run out of items in the item pool before the 

target level of measurement precision is reached (Wainer et al., 2000).  

Assumptions for adaptive testing using item response theory

All of the components of adaptive testing that have been described are based on 

the underlying IRT model.  There are four main assumptions of the IRT model that must 
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hold for the ability/trait level estimates obtained from the adaptive testing to be valid 

(Wainer et al., 2000).  Many of these are the same as the assumptions of IRT, and when 

all examinees take the same items, IRT is robust to violations of these assumptions.  

However, in CAT, by design examinees will take different test items, so it is imperative 

to avoid violations of the following assumptions.

Irrelevant order of item presentation. In a CAT, the order that the items are 

presented must be irrelevant.  This is important in CAT because items will be selected 

based on a computer algorithm, so the items administered and the order of them will be 

different for each examinee.  This assumption can be met through the IRT assumption of 

local independence.  If each item is independent of every other item, the order of item 

presentation will not matter.

Responses are independent.  It is assumed that responses to all items are 

independent conditioned on the ability/trait level of the examinee and the item 

parameters.  This is the local independence assumption.  Again, because examinees 

receive different items, it is important that examinee responses are not influenced by any 

previous items they might have received.  

Item parameters are known.  The ability/trait level estimation procedures used in 

CAT assume that the item parameters are true and known with certainty.  This is 

important because these parameters are used to select items, score examinees, and 

determine the precision of measurement.  If the true item parameters were to be different 

than the estimated item parameters, the calculations that rely on those parameters would 

also be incorrect and lead to invalid ability/trait level estimates.

Same parameters for all examinees.  In a CAT, it is also assumed that the known 

item parameters are the same for every examinee.  There cannot be any other factor, other 

than the unidimensional underlying factor (e.g. ability level, trait level, etc.), that 
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influences the probability of responding.  Differential item functioning (DIF) occurs 

when two groups of people who are matched on ability/trait level have different 

likelihoods of answering a given item correctly.  This will likely appear as different ICCs 

or CRCs for each group or different item parameters for each group (Embretson & Reise, 

2000).  No DIF is said to exist if people with equal levels of the underlying trait score the 

same on the item regardless of gender, race, culture, socio-economic status, or a variety 

of other individual difference variables.  Because not all examinees receive the same 

items, including items in the pool that disadvantage one group is unacceptable.  The next 

section will explain DIF in greater detail.  

DIFFERENTIAL ITEM FUNCTIONING

The study of what was then called item bias really came to the forefront in the 

1960s when it was assumed that the major reason for the disparity in test scores between 

Caucasian children and African-American and Hispanic children was that the test items 

were biased.  The belief was that the test items dealt with topics that were unfamiliar to 

the students of the minority cultures (Angoff, 1993).  The goal of the item bias analyses 

was to find items that were unfair to minority students and remove them from tests.  As 

researchers became interested in the topic, the term item bias was used to indicate a 

variety of meanings.  Bias could have a more social definition, meaning that an item 

unfairly disadvantaged a certain group.  Bias, however, could also mean that the item was 

good (i.e. tested knowledge that all students should know) but that one group just did not 

have as much knowledge of what that item measured.  Differential item functioning (DIF) 

is the term now used to indicate simply that two groups perform statistically differently 

on an item (after controlling for differences in abilities of the groups).  DIF is not used to 

make any judgments about whether or not an item is “good” or “fair.”
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Early work on differential item functioning began at the Educational Testing 

Service with Cardall and Coffman (1964) analyzing SAT performance differences in 

African-American and Caucasian children.  This first procedure used an analysis of 

variance technique to look at the interaction between items and group membership.  Over 

the years, DIF detection procedures advanced in complexity.  Angoff (1972) offered a 

delta-plot method which was based on the rank-order of item difficulty for the two 

groups.  When the order of item difficulties was different across groups, a DIF pattern 

was detected.  The delta-plot method, however, did not take item discrimination or 

guessing into account, and thus, misidentified items.

In 1979, Scheuneman published a DIF detection method that was similar to a chi-

square test.  This method did not approximate a chi-square distribution, however, because 

the method was too sensitive to sample size.  In 1988, Holland and Thayer described 

another chi-square type DIF analysis based on the early work of Mantel and Haenszel 

(1959).  This Mantel-Haenszel procedure still remains one of the most popular DIF 

procedures today; as such, it will be described in greater detail.

Mantel-Haenszel Procedure

The Mantel-Haenszel (MH) procedure for detecting differential item functioning 

was first developed for the field of epidemiological research (Mantel & Haenszel, 1959).  

The MH procedure was adapted for DIF analysis (by Holland & Thayer, 1988), and it

works by comparing two groups of examinees.  The group of primary interest is called 

the focal group.  The other group, the reference group, is the one taken as a standard 

against which the performance of the focal group is compared.  

One of the central ideas implied by differential item functioning is that the groups 

being compared must be comparable (Holland & Thayer, 1988).  In other words, DIF 
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should be detected if two groups who are matched on the underlying ability/trait level 

respond differently to the same item.  If the groups are compared by simply measuring 

the responses to the item without considering if the groups are matched, then the result is 

a measure of impact rather than DIF.  For example, Asian-Americans tend to score better 

on math tests than Caucasians.  If a specific math item (called the studied item) were

studied for differences between Caucasians and Asian-Americans, that item would likely 

show differences because the overall distribution of math ability between the two groups 

is different.  The studied item may or may not show DIF.  An item is said to exhibit DIF 

if there were differences in the responding when comparing the responses of high ability 

Caucasians to high ability Asian-Americans, moderate ability Caucasians to moderate

ability Asian-Americans, and low ability Caucasians to low ability Asian-Americans.  

Sorting people into these kinds of strata allows groups of similar ability to be compared 

(Meyer, Huynh, & Seaman, 2004).  After being matched on ability level, if the pattern of 

responses to an item still differs between the reference and focal groups, then the item 

displays DIF.  DIF is the unexpected difference in responding to an item between groups 

that should be comparable (Dorans & Holland, 1993). 

Several criteria may be relevant for creating comparable strata of reference and 

focal groups.  Some criteria include: total test score (which measures the same ability as 

the studied item), opportunities to learn (or other relevant background experience), and 

membership in other groups (Holland & Thayer, 1988).  The matching criterion that is 

used most frequently is the total test score.  The total test score should include the score 

on the studied item (Donoghue, Holland, & Thayer, 1993; Holland & Thayer; Zwick, 

1990).

The Mantel-Haenszel procedure works by creating a separate 2x2 contingency 

table of the studied item for each matched ability stratum.  Table 2 provides an example 
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contingency table for stratum s where PRs is the number of examinees in the reference 

group who answered the item correctly, PFs is the number of examinees in the focal group 

who answered the item correctly, QRs is the number of examinees in the reference group 

who answered the item incorrectly, and QFs is the number of examinees in the focal group 

who answered the item incorrectly.  The total columns represent the total number of 

examinees who are in the reference group (nRs), focal group (nFs), answered the item 

correctly (mPs), and answered the item incorrectly (mQs), whereas Ts represents the total 

number of examinees in the sample.

Table 2: Data for the Reference and Focal Group Members in Matched Group s for 
the Mantel-Haenszel Procedure

Correct Response Incorrect Response Total

Reference Group PRs QRs nRs 

Focal Group PFs QFs nFs 

Total mPs mQs Ts

The null hypothesis of the MH procedure is that PR = PF for all strata, s.  The expected 

values for each cell can be calculated by the “product of the margins over the total rule” 

(Holland & Thayer, 1988).  The expected values for each cell are as follows:

E(PRs) = mPs nRs / Ts E(QRs) = mQs nRs / Ts

E(PFs) = mPs nFs / Ts E(QFs) = mQs nFs / Ts. (11)

The Mantel-Haenszel chi-square statistic is then calculated by
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This MH chi-square statistic includes a continuity correction to improve the 

approximation of a discrete distribution by a continuous distribution (Holland & Thayer).

The MH procedure has been used to detect DIF in a variety of educational testing 

situations.  Recently the MH procedure was applied to detect gender based DIF in

attitude data (Dodeen & Johanson, 2003).  The authors studied 54 attitude tests including 

a total of 982 items.  Some of the attitude tests were dichotomous, and some tests were 

polytomous.  Since the MH procedure is designed for use with dichotomous outcomes, 

the polytomous tests had to be dichotomized. Overall 27% of the items showed at least 

some DIF.  However, much information about the response distribution is lost when 

polytomous data is dichotomized.  For this reason, polytomous DIF statistics have been 

developed.

Mantel-Haenszel Procedure for Polytomous Data

Mantel (1963) extended the MH procedure for use with polytomous items if the 

categories are ordered.  As with the MH procedure, the Mantel procedure first requires a 

matching of the focal and reference groups into ability/trait level strata.  Then the two 

matched groups within each stratum are compared by comparing the group means on 

each item.  

The Generalized Mantel-Haenszel (GMH: Somes, 1986) is another extension of 

the MH procedure to polytomous items.  The GMH, however, does not explicitly 
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consider the ordering of categories.  It compares the entire response distribution for 

differences between the matched groups.  Zwick, Donoghue, & Grima (1993) showed 

that the Mantel procedure worked better than the GMH when the DIF involved large 

shifts in the means.  This makes sense because the Mantel procedure tests for mean 

differences.  The GMH, however, performed better than the Mantel procedure the DIF 

involved other patterns, especially if the DIF only affected the low or high ends of the 

ability/trait level distribution.  More recent research comparing DIF detection methods 

with ordinal items showed that the GMH, like several other methods, had good Type I 

error control and high power for detecting uniform DIF (Kristjansson, Aylesworth, 

McDowell, & Zumbo, 2005).  The GMH, however, in contrast to some of the other 

measures, also had good power for detecting nonuniform DIF.

The GMH has also been applied in cases where there were many focal groups but 

dichotomous item responses (Penfield, 2001).  In this instance, the GMH procedure did 

not inflate the Type I error rate, and the level of power was consistently high across a 

variety of conditions.  The GMH performed well even when the matching criterion was 

contaminated by including other items that contained DIF in the test.

The GMH procedure is conceptually the same as the MH procedure.  Participants 

from the two groups are matched on their underlying ability/trait level.  This is generally 

by total test score, and as in the dichotomous case, the total score should include the 

studied item (Zwick et al., 1993).  For each matched ability stratum, s, a 2xK contingency 

table can be created like shown in Table 3, where K is the number of response categories 

for the item.
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Table 3: Data for the Reference and Focal Group Members in Matched Group s for 
the Generalized Mantel-Haenszel Procedure

Group Category_1 Category_2 Category_3 Category_K Total

Reference nR1s nR2s nR3s … nRKs nR+s 

Focal nF1s nF2s nF3s … nFKs nF+s

Total n+1s n+2s n+3s … n+Ks n++s

The Category_1, Category_2, etc. represent the possible K categories of responding.  The 

nR1s, for example represents the number of reference examinees in the stratum s who 

responded in category 1.  The other values can be interpreted in the same matter, and the 

“+” denotes summation over a particular index.

The test statistic for the GMH is multivariate normal and distributed with K – 1 

degrees of freedom, where K is the number of response categories for the item.  The 

GMH can be computed by
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where diag(ns) is a (K – 1)x(K – 1) diagonal matrix with elements ns and As and E(As) are 

vectors of length K – 1, corresponding to any K -1 of the K response categories, and V(As) 
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is a K – 1 by K – 1 covariance matrix (see Zwick et al., 1993).  For dichotomous 

variables, the GMH reduces to the MH statistic without the correction for continuity.

The GMH statistic provides an overall test of group distribution differences after 

matching on ability/trait level.  Because the GMH procedure deals with differences in 

response distributions, it is difficult to interpret the amount of polytomous DIF from the 

GMH statistic (Potenza & Dorans, 1995).  Other measures of the magnitude of DIF for 

polytomous items, however, have been developed.  

One measure the magnitude of the DIF in polytomous items is based on the 

standardized mean difference (SMD; Dorans & Schmitt, 1991).  The SMD is the 

difference between the unweighted mean of the focal group and the weighted mean of the 

reference group.  The weighting for the reference group is based on the proportion of 

focal examinees in each ability/trait level stratum (Meyer et al., 2000).  The SMD is 

calculated by

Rk
s

k
FkF xpxSMD ∑

=
−=

1
ˆ , (19)

when there are s strata, Fx is the unweighted mean of the focal group, Rkx is the mean of 

the reference group in the kth stratum, and Fkp̂ is the proportion of focal examinees in the 

kth stratum.  A negative value for the SMD means that, conditional on ability/trait level 

(or other matching variable of choice), the focal group has a lower mean score than the 

reference group (Zwick et al., 1993).  The SMD descriptive statistic outperformed other 

polytomous DIF descriptive statistics when the reference and focal groups had similar 

ability/trait level distributions (Zwick, Thayer, & Mazzeo, 1997).  

Although the SMD provides an amount of DIF, this index doesn’t provide a 

measure of variability.  Thus, Zwick and Thayer (1996) developed a standard error 

formula for use with the SMD statistic.  Alternatively, the calculation of an effect size by 

dividing by a common standard deviation is also useful because it puts the amount of DIF 
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on a standardized metric.  An effect size measure can be created from the SMD formula 

by dividing the SMD by the standard deviation of the combined group on the studied 

item

CGS
SMDES = . (20)

The effect size of DIF from equation 20 can then be classified following a set of 

rules defined by the Educational Testing Service (ETS) and used by the National 

Assessment of Educational Progress (NAEP).  Items that display statistically significant 

DIF are placed into one of three categories depending on the effect size: negligible DIF 

(AA), intermediate DIF (BB), and large DIF.  The exact rules for classification (from 

Meyer et al., 2000) can be found in Table 4. 

Table 4: ETS/NAEP Rules for Classifying DIF in Polytomous Items

1. If the p value of the observed test statistic is >.05, then classify the item as AA.  
Otherwise, continue with the following rules.

2. If the absolute value of ES≤  0.17, then classify the item as AA.

3. If the absolute value of ES ≤  0.25, then classify the item as BB.

4. If the absolute value of ES > 0.25, then classify the item as CC.

Although the SMD identifies differences in group means, it is still frequently used 

as a follow-up for the GMH because descriptive methods of distribution differences are 

not well developed.  The GMH has also been shown to perform well with smaller 

samples, as long as the statistical significance was supplemented with a measure of 

practical significance when making DIF decisions (Meyer et al., 2000).  Both the 
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descriptive and inferential statistics can be useful in determining the effects of DIF in a 

dataset.  

STATEMENT OF RESEARCH QUESTIONS

Personality researchers have traditionally been caught between two competing 

goals.  On one hand, they want to use scores from a personality measurement instrument 

that is reliable and can measure all examinees with great precision.  On the other hand, 

they want to have a short measurement instrument that is practical to administer to a large 

number of participants in a short time period.  Computerized adaptive testing presents the 

possibility of simultaneously satisfying these two goals.

This dissertation examines the possibility of creating a CAT version for each of 

the five factors of the IPIP-NEO.  Several aspects of the CAT development process will 

be studied.  Specifically, this dissertation seeks to answer the following questions:

1. Do men and women who have the same underlying levels of the Big Five traits 

respond to the same items in the same way?  That is, do some of the scale items 

display differential item functioning by gender?

2. Do the IPIP-NEO items that measure each factor of the Big Five cover the entire 

trait continuum of interest?  Are there areas of the trait continuum that are not 

being measured as well as other areas given the items in the potential CAT item 

pool?

3. How does a CAT version of the IPIP-NEO compare to the full 60-item version for 

each factor or a shortened 24-item version?  How well is a CAT version able to 

estimate the trait level of the examinee?  How many items from the item pool are 

generally left unused?
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4. Is the CAT more effective when using a fixed or variable stopping rule?  How 

many items must be administered to reach a desirable level of measurement 

precision?

5. What happens when content balancing is added to the CAT system?  How much 

is the accuracy and precision of the trait estimate compromised by requiring items 

to cover the entire content sub-domain of the factor?
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Chapter 3:  Study 1 – Differential Item Functioning

PURPOSE

The purpose of Study 1 was to assess whether the IPIP-NEO items in the potential 

CAT pool functioned differently for males and females.  Previous research using the 

NEO-PI-R measure of the Big Five found that some items on the Neuroticism factor 

functioned differently for males and females (Reise et al., 2001).  On the Anxiety facet, 

six of the eight items displayed large and significant DIF, but the researchers could not 

find any explanation for why those items might be easier or more difficult for one gender.  

In a similar study using the multidimensional personality questionnaire (MPQ; 

Tellegen, 1982), researchers found that some items on the stress reaction scale functioned 

differently for men and women (Smith & Reise, 1998).  Several items from the stress 

reaction scale also seem to fall under the broad personality factor of Neuroticism.  The 

MPQ items that were easier for women to endorse tended to be ones about sensitivity and 

emotional vulnerability.  The MPQ items that were easier for men to endorse tended to be 

items regarding nervous tension, moodiness, and frustration.  The researchers suggested 

that evolutionary and sociocultural factors could have led to the observed differences.  

Previous research has demonstrated that certain components of Neuroticism may 

show differential item functioning by gender.  Thus, Study 1 evaluated gender DIF on all 

the items of the Big Five scale.  For this study, the men were considered the reference

group, and the women were the focal group.  Because a CAT is based on the assumptions 

that the scale is unidimensional and that the same item characteristics hold for every 
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examinee, items that show statistically and practically significant DIF must be removed 

from the item pool to avoid a biased scale.  

METHOD

Participants

Participants were randomly selected from a larger group of participants who 

completed a Web-based version of the 300-item IPIP-NEO between August 6, 1999 and 

March 18, 2000 (Johnson, 2005).  In total 23,994 (8764 male, 15,229 female) participants 

completed the instrument.  Reported ages ranged from 10 to 99 with a mean of 26.2 (SD 

= 10.8).  After removing invalid responses 20,993 participant responses remained 

(Johnson).  Invalid responses included those with identical response strings, long strings 

in the same response category, and several missing responses.  From these remaining 

respondents 2,000 (1,000 male; 1,000 female) were randomly selected as the participants 

for this study.  These participants averaged 25.79 years of age (SD = 10.45).  

Measurement Instrument

The IPIP-NEO is a 300-item measure of the Big Five.  There are 60 items 

assessing each of the five factors: Extraversion, Agreeableness, Conscientiousness, 

Neuroticism, and Openness.  Each item was scored on a 5-point Likert scale, ranging 

from very inaccurate (1) to very accurate (5).  Each of the five factors is a separate 

unidimensional construct (Costa & McCrae, 1992; Costa & McCrae, 1995; Holden & 

Fekken, 1994; John & Srivastava, 1999), so each was analyzed separately.  A total score 

on each factor was derived by reverse coding relevant items and summing the responses 

to the 60 items corresponding to each factor, giving a range of possible scores from 60 to 
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300 for each factor.  A description of how the IPIP-NEO was formatted for 

administration via the Web can be found in Johnson (2000).  A list of all 300 IPIP-NEO 

items, including instructions for scoring and items marked that are included in the 

shortened 120 item version, can be found in Appendix A.

Differential Item Functioning Procedures

Analyses procedure

Items were analyzed for differential item functioning using the Generalized 

Mantel-Haenszel procedure for polytomous items (GMH; Zwick et al., 1993), which is 

appropriate for tests with multiple response categories and is an extension of the Mantel-

Haenszel procedure for the dichotomous case (Mantel & Haenszel, 1959).  This 

procedure involved a chi-square test comparing the item responses distributions for males 

and females who had been matched on their underlying trait level (see Equation 14).

Trait matching

Participants from each group were matched on their underlying trait level estimate 

from the full 60 items for each of the five factor scales.  Separate analyses were 

conducted for each of the five factors so that participants were matched each time on the

trait level of interest.  Due to the large sample size, participants were placed into matched 

groups based on their exact summed score trait estimate from each IPIP-NEO factor 

scale.  Following the recommendations of previous research (Donoghue et al., 1993; 

Holland et al., 1990; Zwick et al., 1993), the studied item was always included in the total 

score calculation, meaning that all items were included in the total score used for 

matching.
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Effect size estimation

In addition to determining which items have statistically different response 

distributions, it is useful to try to quantify the amount of difference between the two 

groups.  Although there is no easy way to calculate the differences in response 

distributions, Dorans and Schmitt (1991) proposed the standardized mean difference 

(SMD) which compares the item means of the two groups.  The subsequent measure of 

effect size (shown in Equation 20) can be used to categorize items following 

classification rules developed by ETS and adopted by NAEP.  Using these classification 

rules, shown in Table 4, statistically significant items were placed into the following 

three categories based on effect size: negligible DIF (AA), intermediate DIF (BB), and 

large DIF (CC; Meyer et al., 2004). The IPIP-NEO items were categorized according to 

this classification scheme, and items showing large DIF (CC items) were submitted to 

further review.

RESULTS

Estimation Procedure

For each factor scale, participants were placed into matched groups based on the 

exact summed score trait level.  The SAS program was used to implement the GMH and 

assess which items for each factor scale displayed significant DIF at the alpha = .05 level.  

Due to the large number of simultaneous analyses, a Bonferroni correction was 

implemented, changing the alpha level to .001 for each test.  For each item displaying 

significant DIF from the GMH test, an estimate of effect size was also calculated.  
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Extraversion

Sixty Extraversion items were analyzed for DIF by gender.  Of those, 13 items 

displayed significant levels of DIF as a result of the GMH analysis.  Effect sizes were 

calculated for those 13 items, and nine of those were classified as having large, CC level, 

DIF.  The significant GMH items, along with their content facets and subsequent effect 

sizes are shown in Table 5.  The four items from the Cheerfulness facet showed DIF 

favoring the women, meaning that for men and women who had the same overall scores 

on Extraversion, these four Cheerfulness items were endorsed at higher levels by women 

than by men.  The opposite was shown for the two items from the Excitement-seeking 

facet.  For men and women who had the same overall scores on Extraversion, men 

endorsed these items at a higher level than women.
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Table 5: Significant Extraversion items, content facets, effect size estimates, and DIF 
classifications

Facet Item
Effect 
Size DIF

Friendliness Am not really interested in others (R) 0.43 CC

Gregariousness Loves surprise parties 0.27 CC

Assertiveness Try to lead others -0.14 AA

Activity Level Like to take it easy 0.30 CC

Excitement-
seeking

Seek adventure -0.15 AA

Excitement-
seeking

Love action -0.18 BB

Excitement-
seeking

Enjoy being reckless -0.18 BB

Excitement-
seeking Seek danger -0.41 CC

Excitement-
seeking

Would never go hang gliding or 
bungee jumping (R) -0.30 CC

Cheerfulness Radiate joy 0.39 CC

Cheerfulness Express childlike joy 0.39 CC

Cheerfulness Laugh aloud 0.30 CC

Cheerfulness Am not easily amused (R) 0.38 CC

Note.  Items that are in bold had both a significant GMH and large, CC level, DIF.  The 
(R) indicates that the item is reverse scored.
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Agreeableness

Sixty Agreeableness items were analyzed for DIF by gender.  Of those, 12 items 

displayed significant levels of DIF as a result of the GMH analysis.  Effect sizes were 

calculated for those 12 items, and five of those were classified as having large, CC level, 

DIF.  The significant GMH items, along with their content facets and subsequent effect 

sizes are shown in Table 6.
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Table 6: Significant Agreeableness items, content facets, effect size estimates, and 
DIF classifications

Facet Item
Effect 
Size DIF

Trust Trusts Others -0.14 AA

Morality Know how to get around the rules (R) 0.27 CC

Cooperation Have a sharp tongue (R) -0.21 BB

Cooperation Yell at people (R) -0.31 CC

Modesty Dislike talking about myself (R) -0.12 AA

Modesty Consider myself an average person 0.22 BB

Modesty Seldom toot my own horn -0.06 AA

Modesty Know the answers to many questions (R) 0.35 CC

Sympathy Sympathize with the homeless 0.31 CC

Sympathy
Feel sympathy for those who are worse off than 

myself
0.25 BB

Sympathy
Am not interested in other people's 

problems (R) 0.27 CC

Sympathy Can't stand weak people (R) -0.17 AA

Note.  Items that are in bold had both a significant GMH and large, CC level, DIF.  The 
(R) indicates that the item is reverse scored.

Conscientiousness

Sixty Conscientiousness items were analyzed for DIF by gender.  Of those, 10 

items displayed significant levels of DIF as a result of the GMH analysis.  Effect sizes 

were calculated for those 10 items, and two of those were classified as having large, CC 

level, DIF.  The significant GMH items, along with their content facets and subsequent 
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effect sizes are shown in Table 7.  Both of the Conscientiousness items that displayed 

large and significant DIF came from the Dutifulness facet and contained content about 

keeping or breaking the rules.  In both cases, for men and women who had similar overall 

scores on Conscientiousness, the females were more likely to endorse following the rules 

whereas the males were more likely to endorse breaking the rules.

Table 7: Significant Conscientiousness items, content facets, effect size estimates, 
and DIF classifications

Facet Item
Effect 
Size DIF

Self-efficacy Come up with good solutions -0.17 AA

Self-efficacy Don't understand things (R) -0.24 BB

Orderliness Like to tidy up 0.22 BB

Dutifulness Try to follow the rules 0.27 CC

Dutifulness Break rules (R) 0.40 CC

Achievement-
Striving Demand quality -0.18 BB

Achievement-
Striving Do just enough work to get by (R) 0.20 BB

Cautiousness Choose my words with care -0.12 AA

Cautiousness Jump into things without thinking (R) -0.13 AA

Cautiousness Act without thinking (R) -0.18 AA

Note.  Items that are in bold had both a significant GMH and large, CC level, DIF.  The 
(R) indicates that the item is reverse scored.
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Neuroticism

Sixty Neuroticism items were analyzed for DIF by gender.  Of those, 18 items 

displayed significant levels of DIF as a result of the GMH analysis.  Effect sizes were 

calculated for those 18 items, and eight of those were classified as having large, CC level, 

DIF.  The significant GMH items, along with their content facets and subsequent effect 

sizes are shown in Table 8.  All eight of the Neuroticism items that were classified as 

having large and significant DIF favored the women.  This means that for men and 

women who had the same overall scores on Neuroticism, women were more likely to 

endorse the more neurotic ends of the scale for these eight items.  The items tended to 

come from the Neuroticism facets of Anxiety and Vulnerability.

Table 8: Significant Neuroticism items, content facets, effect size estimates, and DIF 
classifications

Facet Item
Effect 
Size DIF

Anxiety Worry about things 0.33 CC

Anxiety Am afraid of many things 0.27 CC

Anxiety Get stressed out easily 0.25 BB

Anxiety Am not easily disturbed by events (R) 0.34 CC

Anger Am often in a bad mood -0.15 AA

Anger Keep my cool 0.22 BB

Depression Feel desperate -0.21 BB

Depression Feel that my life lacks direction -0.12 AA

Depression Feel comfortable with myself (R) -0.10 AA
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Facet Item
Effect 
Size DIF

Self-
Consciousness

Find it difficult to approach others -0.18 BB

Self-
Consciousness

Only feel comfortable with friends -0.13 AA

Immoderations Often eat too much 0.33 CC

Immoderations Do things I later regret -0.10 AA

Immoderations Never splurge 0.25 BB

Vulnerability Panic easily 0.34 CC

Vulnerability Get overwhelmed by emotions 0.38 CC

Vulnerability Can handle complex problems (R) 0.39 CC

Vulnerability Am calm even in tense situations (R) 0.33 CC

Note.  Items that are in bold had both a significant GMH and large, CC level, DIF.  The 
(R) indicates that the item is reverse scored.

Openness

Sixty Openness items were analyzed for DIF by gender.  Of those, 24 items 

displayed significant levels of DIF as a result of the GMH analysis.  Effect sizes were 

calculated for those 24 items, and 12 of those were classified as having large, CC level, 

DIF.  The significant GMH items, along with their content facets and subsequent effect 

sizes are shown in Table 9.  The items that showed large and significant DIF for the 

Openness factor came from three facets: Artistic interests, Emotionality, and Intellect.  A 

gender pattern emerged for each of the facets such that for men and women who had the 

same overall scores on Openness, women were more likely to endorse the two artistic 

interests of flowers and dance performances than men.  Women were also more likely 

than men to endorse the six DIF items relating to emotionality (in the favor of openness), 
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even when the men and women were matched on overall scores on Openness.  Finally, 

the Intellect facet tended to favor the men.  That is, for men and women who were 

matched on overall scores on Openness, the men were more likely to endorse these four 

Intellect items (in the direction of openness) than the women were.

Table 9: Significant Openness items, content facts, effect size estimates, and DIF 
classifications

Facet Item
Effect 
Size DIF

Imagination Indulge in my fantasies -0.16 AA

Imagination Spend time reflecting on things -0.14 AA

Imagination Have difficulty imagining things (R) -0.11 AA

Artistic 
Interests Love flowers 0.86 CC

Artistic Interests Do not like poetry (R) 0.20 BB

Artistic 
Interests

Do not enjoy watching dance 
performances (R) 0.69 CC

Emotionality Experience my emotions intensely 0.40 CC

Emotionality Feel others' emotions 0.26 CC

Emotionality Seldom get emotional (R) 0.50 CC

Emotionality
Am not easily affected by my emotions 

(R) 0.56 CC

Emotionality Rarely notice my emotional reactions (R) 0.28 CC

Emotionality
Experience very few emotional highs and 

lows (R) 0.25 BB

Emotionality
Don't understand people who get 

emotional (R) 0.42 CC

Adventurousness Dislike change (R) -0.16 AA
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Facet Item
Effect 
Size DIF

Adventurousness Don't like the idea of change (R) -0.25 BB

Intellect Like to solve complex problems -0.42 CC

Intellect Have a rich vocabulary -0.25 BB

Intellect Can handle a lot of information -0.18 BB

Intellect Enjoy thinking about things -0.11 AA

Intellect Am not interested in abstract ideas (R) -0.22 BB

Intellect Avoid philosophical discussions (R) -0.26 CC

Intellect
Have difficulty understanding abstract 

ideas (R) -0.30 CC

Intellect
Am not interested in theoretical 

discussions (R) -0.32 CC

Liberalism
Like to stand during the national anthem 

(R)
-0.10 AA

Note.  Items that are in bold had both a significant GMH and large, CC level, DIF.  The 
(R) indicates that the item is reverse scored.

Review of category CC DIF items

The 36 total items identified by a significant GMH and were also categorized as 

having large CC level DIF were submitted to a panel of five reviewers who conduct 

research in the area of personality.  DIF analyses allow the researcher to determine which 

items show statistically significant differences between two matched groups.  The 

statistical difference, however, may or may not indicate that the item shows some sort of 

explainable bias.  The purpose of the panel was to review the DIF items to determine 

possible reasons for the DIF as well as to make recommendations about the removal of 

items from the potential CAT item pool.  If the statistical DIF gender found for an item 

seemed to be an explainable bias against one gender, the item should be removed from 
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the pool.  If no explainable reason can be determined for the DIF, the item may be 

retained.  

The panel of researchers received one list of the 36 total items that were identified 

as having statistically significant and large gender DIF.  After explaining the purpose of 

the meeting, each researcher individually reviewed the items to determine which DIF 

items seemed surprising and which they would have predicted.  DIF that could be 

predicted were considered explainable bias against one gender.  After the individual 

review, the panel reviewed each item as a group.  Items without unanimous agreement 

were discussed until unanimous agreement was reached.

The panelists felt that most of the items were identified appropriately and that 

socialization or traditional gender roles likely influenced participant responses.  The 

panel did agree, however, that there were three items that were unexplainable.  They 

thought the items either displayed DIF in the opposite direction than they would have 

predicted or they had no reason to believe than men and women with the same underlying 

trait level would respond differentially to the item.  The three items included the 

Agreeableness item “Yell at people,” and the Extraversion items “Like to take it easy” 

and “Laugh aloud.”  Because there was no theoretical reason to explain the DIF, these 

three items were not removed from the potential item pool.  The other 33 items were 

removed from the item pool for all remaining studies.  A list of the 33 items can be found 

in Appendix B.  Table 10 shows each factor and the number of items remaining in the 

pool after eliminating the DIF items.
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Table 10: Number of Items remaining in each Factor Item Pool after removing DIF 
items.

Factor Number of Items in Pool

Extraversion 53

Agreeableness 56

Conscientiousness 58

Neuroticism 52

Openness 48

DISCUSSION

Study 1 examined the responses of men and women for differential item 

functioning in response to the items for each of the Big Five Factors of the IPIP-NEO.  

Overall, 77 of the 300 IPIP-NEO items displayed DIF as measured by the Generalized 

Mantel Haenszel statistic.  From those 77, only 36 were classified as having large CC 

level DIF, as indicated by an effect size greater than .25.  Subsequently, a panel of 

researchers in the field recommended removing 33 items from the item pool for the 

ensuing studies.  

The amount and type of DIF depended on the trait being estimated as well as the 

specific facet within the trait.  Conscientiousness showed the least amount of gender DIF.  

The two conscientiousness items that displayed significant DIF with large effect sizes 

were about breaking or following the rules.  Consistent with socialization and traditional 

gender stereotypes, women were more likely to endorse following the rules whereas men 

were more likely to endorse breaking them.  
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The Agreeableness factor also showed few items with large and significant gender 

DIF.  One of these items, like the Conscientiousness item, referred to getting around the 

rules, which was endorsed more by men.  Two items tapping sympathy (“Sympathize 

with the homeless”; “Am not interested in other people’s problems”) showed women to 

be more likely to endorse the sympathetic response than similarly agreeable men.  This 

pattern also fits with the gender stereotype of women being communal caretakers.  One 

item that showed DIF, however, did not fit with that pattern.  Women also tended to 

endorse “Yell at people” more than similarly agreeable men.  The panel of researchers 

found this counter to the stereotype and counter-intuitive.  They could think of no reason 

why women would endorse this item more.  Thus, it was not removed from the item pool.  

The final Agreeableness DIF item seemed similar to the Openness intellect items, which 

are discussed later.  Men were more likely to endorse “Know the answers to many 

questions,” which fits with the male stereotype of being an agentic leader.

For Extraversion, although nine items were identified as having large and 

significant gender DIF, only seven of these items were removed from the item pool.  

Stereotypically women tend to express their emotions more, and although they were more 

likely to endorse the more extraverted side of the cheerfulness items “Radiate joy”, 

“Express childlike joy”, “Am not easily amused”, and “Laugh aloud,” the research panel 

felt that men and women should have equally endorsed the last item.  They felt that men 

and women with the same level of agreeableness should be responding the same to 

“Laugh aloud.”  Also fitting with the stereotype of women as social, they were more 

likely to endorse the extraverted end of “Am not really interested in others” and “Loves 

surprise parties.”  The men were more likely to endorse Extraversion excitement-seeking

items that fit with the stereotype of men as heroes, endorsing the item “Seek danger” 

more than women and the item “Would never go hang gliding or bungee jumping” less 
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than women.  The final Extraversion item that displayed large and significant DIF was 

not removed from the item pool.  The research panel felt that the item “Like to take it 

easy” should apply equally to men and women with the same level of Extraversion.  

The Neuroticism factor had only eight items that showed large and significant 

gender DIF.  In light of some of the previous research, more items may have been 

expected to show DIF.  However, the previous research did not also incorporate a 

measure of effect size.  Including the measure of effect size provides a way to identify 

differences that are not only statistically significant, but are also practically significant.  

Women were more likely to endorse the neurotic end of all eight of the identified items.  

These items tended to fall in the facets of anxiety and vulnerability and fit with the 

stereotype of women being emotional and vulnerable.  These results are also in line with 

Jorm’s (1987) suggestion that neuroticism may manifest itself differently for men and 

women.  Neuroticism for women may involve feelings and emotions like crying.  For 

men, neuroticism may involve feelings like anger or hostility.  Men were more likely than 

women to endorse both of the anger items that showed statistically significant DIF, but 

the effect size for each of these items was small.

A similar suggestion could be offered for the DIF shown in the Openness factor.  

It seems that Openness could manifest itself differently for men and women as well.  For 

men, Openness seems to be more intellectual openness, with men endorsing the 

intellectual items at a higher rate than women of similar Openness levels.    For women, 

Openness may involve being more emotionally open, with women endorsing the 

emotionality items at a higher rate than men of similar Openness levels.  This explanation 

also fits with the results from the Neuroticism and Agreeableness factors.  There were 

also two artistic interest items that favored women; however, these items (“Love flowers” 

and “Do not enjoy watching dance performances”) seem to assess traditionally feminine 
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interests and may not reflect Openness in general.  Overall, the Openness factor seems to 

have some items that measure well for men whereas others measure well for women.  

Used as a complete factor scale, open men and women could be differentiated from less 

open men and women.  However, since the final purpose was to develop an adaptive 

version of an Openness scale where, by design, examinees receive different items, all 12 

items were removed from the potential item pool.

Overall, the results of Study 1 indicate that the items of the IPIP-NEO may be 

measuring more than just the Big Five factors.  Gender roles, stereotypes, and 

socialization may influence how these personality dimensions are manifested in behavior.  

Although removing the 33 items that displayed statistically and practically significant 

DIF left sufficiently large item pools for the CAT study, more research needs to be 

conducted generally in this area.  Specifically, it is important to determine if the 

constructs (Openness, Neuroticism, etc.) are defined the same way for men and for 

women.  If the constructs are different or if they manifest themselves differently, it may 

not be appropriate to use the same measurement instrument for men and women.  It also 

may be useful to separate any differences that may be due to biological sex differences 

(male vs. female) from those that are related to gender roles and socialization (masculine 

vs. feminine).  Do feminine men respond more like men or women?  If the differences are 

due more to socialization than biology, simply creating separate scales for men and 

women may not account for the differences found in this study.

Another important issue is that these analyses were conducted using self-reported 

responses.  If friends or family were to provide informant reports, would the same gender 

DIF occur?  Do friends see women as more vulnerable than equally neurotic men?  It 

would also be interesting to see if the same differences are found in actual behaviors.  

Although women were more likely to endorse the Neuroticism item “Often eat too 
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much,” it seems possible that men may actually eat more than women.  Are the 

differences found due to true behaviors or to personal interpretations of the items?

Addressing these specific questions is beyond the scope of this dissertation; 

however, many of the limitations of the IPIP-NEO in terms of gender DIF are not a 

concern for studying the development of an adaptive version.  First, the items that 

displayed large and significant DIF were removed from the item pool.  The items 

remaining were those in which men and women who had equal levels of the underlying 

trait responded to the items in the same way.  As such, the specific causes of the DIF 

(biology, socialization, etc.) do not need to be determined to build an adaptive test using 

the remaining item pool.  Second, the responses of informant reports do not need to be 

considered to complete the rest of the studies because the CAT, like the IPIP-NEO, will 

be a self-report measure.  Finally, the question of the relationship between self-reported 

responses and actual behavior is a question that will remain whether the self-report 

measure is a paper test, computer-based test, or computerized adaptive test.
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Chapter 4:  Study 2 – Item Response Theory Calibration

PURPOSE

The purpose of Study 2 is to use item response theory to calibrate the IPIP-NEO 

items.  In 2003, Trippe and Harvey applied the graded response model (Samejima, 1969) 

to the 300 IPIP-NEO items.  They found that scale information functions were relatively 

flat for the majority of the trait level continuum, indicating that the scale was measuring 

the five factors with adequate precision for most participants.  There was a drop in 

measurement precision, however, on the regions of the scale that are most desirable (the 

higher ends of Extraversion, Agreeableness, Conscientiousness, and Openness, and the 

lower end of Neuroticism).  Trippe and Harvey concluded that because of the shape of 

the scale information functions, the IPIP-NEO was a good candidate for creating an 

adaptive version.

Although the graded response model has been successfully applied to items using 

a Likert-type response scale (Koch, 1983), the rating scale model (Andrich, 1978a) was 

specifically designed for that type of data.  Dodd, Koch, and De Ayala (1988) compared 

the graded response model and the rating scale model in CATs of attitude scales.  Using 

both real and simulated datasets, researchers evaluated the two IRT models for two 

different attitude scales.  Results showed that the rating scale model consistently yielded 

CAT trait level estimates that were comparable to the full length scale trait level 

estimates.  Analyses showed that the graded response model did not perform as well as 

the rating scale model, especially when the scale information function for the item pool 

was skewed.  In addition, the rating scale model requires estimating fewer item 



72

parameters.  For these reasons, Dodd et al. recommended using the rating scale model 

rather than the graded response model for CATs of attitudes.

Since the work of Trippe and Harvey (2003) indicated that the scale information 

functions for the IPIP-NEO may be skewed, and Dodd et al. (1988) showed that the 

rating scale model was superior for this type of scale information function, the rating 

scale model was used to calibrate all potential items for the IPIP-NEO CAT.  The IRT 

calibration put all items on the same underlying scale.  Once the items are on the same 

scale, they can be used interchangeably in a CAT.  Using the item parameters obtained 

through the IRT calibration, item and scale information functions can be calculated.  

These item information functions will be later used in the item selection procedures of the 

CAT.  The scale information functions for each factor will be evaluated to determine how 

well the item pool covers the trait continuum for each factor.

METHOD

For the calibration of the item pool using the rating scale model (Andrich, 1978a), 

only items that remained in the item pool following the DIF analysis were included.

IRT Calibration Dataset

The dataset used in this study was the responses of 1,000 participants who 

completed the Web-based IPIP-NEO (Johnson, 2005).  This set of participants, different 

than the participants selected for the DIF study, was randomly selected from the 20,993 

Web respondents.  The sample was 60% female, and the average age was 26.47 years 

(SD = 10.45).  
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Analyses

Parameter estimates

Item parameter estimates were obtained following the two-stage process outlined 

by Wright and Masters (1982) for each of the five factor scales.  The final item parameter 

estimates were those for the rating scale model (Andrich, 1978b).  The first stage 

involved using the PARSCALE 4 computer program (Muraki & Bock, 2003) to calibrate 

each scale using the partial credit model (Masters, 1982).  PARSCALE uses a marginal 

maximum likelihood EM algorithm for parameter estimation that consists of two steps.  

The first step involves calculating the provisional expected frequency and sample size.  

The second step involves estimating the marginal maximum likelihood.  This process 

continues through a series of iterations until the item parameter estimates stabilize.  In 

this case, a convergence criterion of largest change of .0001 or a maximum of 200 

iterations was used with PARSCALE.  In the second stage, in order to transform item

parameter estimates from the partial credit model to the rating scale model, the deviation 

of the step difficulty values from the scale values for each item were averaged to obtain 

one set of thresholds for the entire scale.  Each scale item, however, had its own scale 

value.

Information

The item and scale information function for each scale were calculated based on 

the item parameter estimates obtained from the two-stage process.  The IRTINFO SAS 

macro (Fitzpatrick, Choi, Chen, Hou, & Dodd, 1994) was used to calculate the item 

information according to the information equation specified by Samejima (1969) and 
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applied by Dodd (1987) to the rating scale model. Item information functions were 

summed for each scale to derive the scale information function.

RESULTS

For each factor scale, the IRT calibration according to the rating scale model 

yielded a scale value for each item and one set of thresholds per scale.  For each scale, the 

set of thresholds are provided, and a sample item is plotted to evaluate the thresholds.  

The scale value for each scale item is given, and the total scale information function and 

the subsequent standard error are plotted and discussed.

Extraversion

The Extraversion item pool consisted of 53 items after removing seven items for 

gender DIF.  The pool contained items from each of the six Extraversion facets: 

friendliness, gregariousness, assertiveness, activity level, excitement-seeking, and 

cheerfulness.  The IRT calibration of the rating scale model provided a scale value for 

each of the 53 Extraversion items and one set of thresholds for the entire scale.  Using 

these values, it is possible to plot the category response curve (CRC) for each item.  

The CRC shows the probability of responding in each category option depending 

on a person’s underlying level of the trait.  In Figure 6, the category response curve to the 

Extraversion item “Enjoy being part of a group” is plotted.  This CRC for this item is 

centered on its scale value of -.40.  The thresholds for the each item on the Extraversion 

scale are -1.210, 0.187, -0.291, and 1.314.  The scale value for each item is provided in 

Table 11.  Although each item will be centered on its own scale value, every item in the 

scale has the same set of thresholds, so the pattern of the CRC will look the same for each 

Extraversion item.  As can be seen, with this set of thresholds, the middle response 
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category “neither accurate nor inaccurate” is less likely to be chosen than any other 

category, independent of the underlying Extraversion trait level of the examinee.  The 

other four category responses performed as expected, where persons with lower 

Extraversion trait levels being more likely to endorse that the item is “very inaccurate” or 

“moderately inaccurate” whereas persons with higher levels of Extraversion are more 

likely to endorse that the item is “moderately accurate” or “very accurate.”  
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Figure 6: Category Response Curve for Extraversion item “Enjoy being part of a 
group”

From the scale value and set of thresholds, the information of the item can be 

calculated according to equation 5.  The item information function for the rating scale 

model will peak near the scale value for the item (Dodd, 1990), so for the item in Figure 

6, the item information function will peak near the trait level of -.40, meaning that this 
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item will provide the most information about a person’s Extraversion level for people 

who are .40 standard deviations below the mean in Extraversion.  The scale values shown 

in Table 11 are ordered from negative to positive scale values, meaning that the first 

items in the table will provide the most information about examinees that are low in trait 

level Extraversion whereas the items toward the end of the table will provide the most 

information about examinees high in trait level Extraversion.  As can be seen, the 

majority of the items provide information about people in the middle.

Table 11: Scale Values for Extraversion items calibrated using the Rating Scale Model

Item Scale Value

Laugh aloud. -1.1480

Love excitement. -1.0680

Amuse my friends. -1.0005

Seldom joke around. -0.9797

Can manage many things at the same time. -0.8846

Cheer people up. -0.8784

Love life. -0.8717

Have a lot of fun. -0.8106

React quickly. -0.7723

Love action. -0.7400

React slowly. -0.6577

Seek adventure. -0.5883

Willing to try anything once. -0.5547

Avoid contacts with others. -0.5267



77

Have little to say. -0.4927

Take control of things. -0.4921

Dislike loud music. -0.4717

Act comfortably with others. -0.4683

Can talk others into doing things. -0.4477

Look at the bright side of life. -0.4471

Take charge. -0.4249

Wait for others to lead the way. -0.4053

Hold back my opinions. -0.3992

Enjoy being part of a group. -0.3945

Am always on the go. -0.3775

Make friends easily. -0.3761

Am always busy. -0.3394

Feel comfortable around people. -0.3027

Laugh my way through life. -0.2561

Warm up quickly to others. -0.2249

Do a lot in my spare time. -0.1777

Try to lead others. -0.1550

Often feel uncomfortable around others. -0.0771

Seek to influence others. -0.0723

Involve others in what I am doing. -0.0432

Keep in the background. -0.0088

Want to be left alone. 0.1024
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Avoid crowds. 0.1027

Keep others at a distance. 0.1173

Am hard to get to know. 0.1464

Talk to a lot of different people at parties. 0.1585

Prefer to be alone. 0.2151

Don't like crowded events. 0.2383

Love large parties. 0.2425

Don't like to draw attention to myself. 0.3213

Act wild and crazy. 0.3373

Enjoy being part of a loud crowd. 0.3642

Enjoy being reckless. 0.4021

Let things proceed at their own pace. 0.5284

Seek quiet. 0.6257

Like to take my time. 0.6776

Like to take it easy. 0.7652

Like a leisurely lifestyle. 0.9087

The individual item information functions can be summed according to equation 6 

to give the scale information function.  The scale information function can be used to 

evaluate how well the scale items cover the range of trait levels for which the scale is 

intended.  The scale information function for Extraversion is shown in the top panel of 

Figure 7.  The Extraversion scale peaks around the trait level that is .30 standard 

deviations below the population mean for Extraversion.  The scale provides a lot of 

information for examinees with trait levels around the mean.  The subsequent standard 
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error of measurement can be calculated for each level of trait Extraversion according to 

equation 7.  As shown in the bottom panel of Figure 7, there is an inverse relationship 

between scale information and standard error.  As such, the scale provides the most 

precise measurement of the trait level for those around the mean, and the trait estimate 

becomes less precise for examinees that are very low or very high in Extraversion.

Figure 7: Scale Information function and Standard Error of Measurement for the 
Extraversion scale
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Agreeableness

The Agreeableness item pool consisted of 56 items after removing four items for 

gender DIF.  Before running the IRT calibrations, two additional items were removed 

from the item pool.  These items were removed because there were not responses from 

the sample in all five response option categories.  The item “Get back at others” did not 

have a single respondent in the sample that chose the category “very accurate.”  

Likewise, the item “Seldom toot my own horn” had no respondents that chose the middle 

category “neither accurate nor inaccurate.”  As such, these two items do not fit the rating 

scale model where it is assumed that the difference in trait level required to change a 

response from one category to another (e.g. from “moderately accurate” to “very 

accurate”) is the same for every item.  

The remaining pool of 54 contained items from each of the six Agreeableness 

facets: trust, morality, altruism, cooperation, modesty, and sympathy.  The IRT 

calibration of the rating scale model provided a scale value for each of the 54 

Agreeableness items and one set of thresholds for the entire scale.  Using these values, it 

was possible to plot the CRC for each Agreeableness item.  In Figure 8, the CRC for the 

Agreeableness item “Turn my back on others” is plotted.  This CRC for this item is 

centered on its scale value of -1.24.  The set of thresholds for the entire Agreeableness 

scale are -1.074, 0.266, -0.233, and 1.041. The CRC for this Agreeableness item looks 

slightly different because the item is reverse coded.  Therefore, people with low trait 

levels of Agreeableness are more likely to choose “Very accurate” than “Very 

inaccurate.”  The scale value for each item is provided in Table 12.  Although each item 

will be centered on its own scale value, every item in the scale has the same set of 

thresholds, so the pattern of the CRC will look the same for each Agreeableness item.  
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Like the Extraversion scale, however, with this set of thresholds, the middle response 

category “neither accurate nor inaccurate” is less likely to be chosen than any other 

category, independent of the underlying Agreeableness trait level of the examinee.  
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Figure 8: Category Response Curve for Agreeableness item “Turn my back on others”

From the scale value and set of thresholds, the information of the item can be 

calculated.  For the item in Figure 8, the item information function will peak near the trait 

level of -1.24, meaning that this item will provide the most information about a person’s 

Agreeableness level for people who are more than one standard deviation below the mean

in Agreeableness.  As can be inferred from the CRC, this item provides little information 

about individuals above the mean in Agreeableness.  Examinees at the mean 

Agreeableness level or above are all most likely to select the category “Very Inaccurate,” 

so this item does not do a very good job of discriminating between people who are higher 

in trait levels of Agreeableness.  The scale values shown in Table 12 are ordered from 
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negative to positive scale values meaning that the first items in the table, like the one 

shown in Figure 8, will provide the most information about examinees that are low in 

trait level Agreeableness whereas the items toward the end of the table will provide the 

most information about examinees high in trait level Agreeableness.  As can be seen, the 

majority of the items provide information about people in the middle.

Table 12: Scale Values for Agreeableness items calibrated using the Rating Scale 
Model

Item Scale Value

Obstruct others' plans. -1.4268

Turn my back on others. -1.2427

Take advantage of others. -1.1768

Cheat to get ahead. -1.1384

Make people feel welcome. -0.9436

Take no time for others. -0.9374

Am concerned about others. -0.9337

Pretend to be concerned for others. -0.9213

Love to help others. -0.8672

Am indifferent to the feelings of others. -0.8670

Tend to dislike soft-hearted people. -0.8533

Feel sympathy for those who are worse off than myself. -0.7855

Boast about my virtues. -0.7709

Believe that people are essentially evil. -0.7474

Hate to seem pushy. -0.7454
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Use others for my own ends. -0.7368

Look down on others. -0.7262

Yell at people. -0.7229

Make people feel uncomfortable. -0.7172

Insult people. -0.7039

Put people under pressure. -0.6792

Anticipate the needs of others. -0.6587

Value cooperation over competition. -0.6118

Would never cheat on my taxes. -0.5131

Make myself the center of attention. -0.4748

Try not to think about the needy. -0.4266

Use flattery to get ahead. -0.4151

Stick to the rules. -0.3647

Can't stand confrontations. -0.3633

Believe in human goodness. -0.3606

Have a good word for everyone. -0.2996

Believe that others have good intentions. -0.2816

Think that all will be well. -0.2714

Believe that I am better than others. -0.2625

Love a good fight. -0.2239

Am easy to satisfy. -0.1504

Distrust people. -0.1014

Suffer from others' sorrows. -0.0971

Believe that people are basically moral. -0.0278
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Trust others. -0.0162

Trust what people say. 0.0140

Can't stand weak people. 0.0254

Dislike talking about myself. 0.0364

Believe in an eye for an eye. 0.0846

Dislike being the center of attention. 0.0983

Contradict others. 0.1082

Suspect hidden motives in others. 0.1226

Consider myself an average person. 0.1915

Have a high opinion of myself. 0.2244

Believe people should fend for themselves. 0.2418

Am wary of others. 0.2627

Think highly of myself. 0.2703

Have a sharp tongue. 0.3220

Hold a grudge. 0.3417

The individual item information functions were summed to provide the scale 

information function for Agreeableness, which is shown in the top panel of Figure 9.  The 

Agreeableness scale information function peaks around the trait level that is .40 standard 

deviations below the population mean for Agreeableness.  The scale provides a lot of 

information for examinees with trait levels around the mean.  The subsequent standard 

error of measurement is shown in the bottom panel of Figure 9.  Like Extraversion, the 

Agreeableness scale provides the most precise measurement of the trait level for those 

around the mean, and the trait estimate becomes less precise for examinees that are very 
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low or very high in Agreeableness, with the least precise measurement being for 

individuals who are extremely high in Agreeableness.

Figure 9: Scale Information function and Standard Error of Measurement for the 
Agreeableness scale
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Conscientiousness

The Conscientiousness item pool consisted of 58 items after removing just two 

items for gender DIF.  The pool contained items from each of the six Conscientiousness 

facets: self-efficacy, orderliness, dutifulness, achievement-striving, self-discipline, and 

cautiousness.  The IRT calibration of the rating scale model provided a scale value for 

each of the 58 Conscientiousness items and one set of thresholds for the entire scale.  

Using these values, it was possible to plot the CRC for each Conscientiousness item.  In 

Figure 10, the CRC for the Conscientiousness item “Do things according to a plan” is 

plotted.  This CRC for this item is centered on its scale value of -0.41.  The set of 

thresholds for the entire Conscientiousness scale are -1.389, 0.226, -0.267, and 1.430.  

The scale value for each item is provided in Table 13.  Although each item will be 

centered on its own scale value, every item in the scale has the same set of thresholds, so 

the pattern of the CRC will look the same for each Conscientiousness item.  Like the 

other two scales, the middle response category “neither accurate nor inaccurate” is less 

likely to be chosen than any other category, independent of the underlying 

conscientiousness trait level of the examinee.  



87

Do things according to a plan

Very Inaccurate

Moderately 
Inaccurate

Niether Accurate 
nor Inaccurate

Moderately 
Accurate

Very Accurate

0

0.2

0.4

0.6

0.8

1

-4.0 -3.0 -2.0 -1.0 0.0 1.0 2.0 3.0 4.0
Conscientiousness Trait Level

Pr
ob

ab
ilit

yo
fR

es
po

ns
e

Figure 10: Category Response Curve for Conscientiousness item “Do things according 
to a plan”

From the scale value and set of thresholds, the information of the item can be 

calculated.  For the item in Figure 10, the item information function will peak near the 

trait level of -0.41, meaning that this item will provide the most information about a 

person’s Conscientiousness level for people who are about a half standard deviation 

below the mean in Conscientiousness.  The scale values shown in Table 13 are ordered 

from negative to positive scale values.  For the Conscientiousness scale, it seems that the 

majority of the items have scale values that are negative.
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Table 13: Scale Values for Conscientiousness items calibrated using the Rating Scale 
Model

Item Scale Value

Come up with good solutions. -1.4160

Keep my promises. -1.3404

Do the opposite of what is asked. -1.2755

Excel in what I do. -1.2623

Break my promises. -1.2369

Tell the truth. -1.1529

Know how to get things done. -1.1204

Misrepresent the facts. -1.0654

Get others to do my duties. -0.9833

Handle tasks smoothly. -0.9698

Listen to my conscience. -0.9508

Don't see the consequences of things. -0.9248

Work hard. -0.9125

Complete tasks successfully. -0.8650

Don't understand things. -0.8557

Put little time and effort into my work. -0.8519

Set high standards for myself and others. -0.8188

Have little to contribute. -0.8145

Carry out my plans. -0.7165

Do more than what's expected of me. -0.6679
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Plunge into tasks with all my heart. -0.6518

Like order. -0.6508

Demand quality. -0.6394

Avoid mistakes. -0.5790

Want everything to be "just right." -0.5481

Go straight for the goal. -0.5197

Am not highly motivated to succeed. -0.4985

Turn plans into actions. -0.4824

Pay my bills on time. -0.4730

Misjudge situations. -0.4612

Am sure of my ground. -0.4520

Do things according to a plan. -0.4056

Do just enough work to get by. -0.3811

Make rash decisions. -0.3799

Choose my words with care. -0.3090

Act without thinking. -0.2432

Love order and regularity. -0.2335

Stick to my chosen path. -0.1982

Am not bothered by disorder. -0.1704

Am always prepared. -0.1592

Have difficulty starting tasks. -0.1588

Find it difficult to get down to work. -0.1189

Jump into things without thinking. -0.1085

Like to tidy up. -0.0983
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Leave my belongings around. -0.0742

Get to work at once. -0.0720

Need a push to get started. -0.0590

Often forget to put things back in their proper place. -0.0576

Rush into things. 0.0232

Am not bothered by messy people. 0.0242

Waste my time. 0.0558

Do crazy things. 0.0807

Postpone decisions. 0.1075

Like to act on a whim. 0.1991

Start tasks right away. 0.2317

Leave a mess in my room. 0.2509

Get chores done right away. 0.4705

Often make last-minute plans. 0.6190

The individual item information functions were summed to provide the scale 

information function for Conscientiousness, which is shown in the top panel of Figure 11.  

The Conscientiousness scale information function peaks around the trait level that is a 

half standard deviation below the population mean for Conscientiousness.  The scale 

provides the most information for examinees with trait levels at or below the mean, 

which is consistent with the large number of items with negative scale values.  The 

subsequent standard error of measurement is shown in the bottom panel of Figure 11.  

The Conscientiousness scale provides the most precise measurement of the trait level for 

those at or below the mean.  For examinees that are extremely low or moderately high in 
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Conscientiousness, the trait level estimates are less precise.  The scale does not provide 

good measurement for examinees that are extremely high in Conscientiousness, again a 

function of the lack of items with high positive scale values. 

Figure 11: Scale Information function and Standard Error of Measurement for the 
Conscientiousness scale
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Neuroticism

The Neuroticism item pool consisted of 52 items after removing eight items for 

gender DIF.  The pool contained items from each of the six Neuroticism facets: anxiety, 

anger, depression, self-consciousness, immoderation, and vulnerability.  The IRT 

calibration of the rating scale model provided a scale value for each of the 52 

Neuroticism items and one set of thresholds for the every item on the scale.  Using these 

values, it was possible to plot the CRC for each Neuroticism item.  In Figure 12, the CRC 

for the Neuroticism item “Know how to cope” is plotted.  This CRC for this item is 

centered on its scale value of 0.84.  The set of thresholds for the entire Neuroticism scale 

are -1.200, 0.362, -0.405, and 1.243. The CRC for this Neuroticism item looks similar to 

the example Agreeableness time; this item is reverse coded as well.  Therefore, people 

with low trait levels of Neuroticism are more likely to choose “Very accurate” than “Very 

inaccurate.”  The scale value for each item is provided in Table 14.  Although each item 

will be centered on its own scale value, every item in the scale has the same set of 

thresholds, so the pattern of the CRC will look the same for each Neuroticism item.  Like 

the previous scales, with this set of thresholds, the middle response category “neither 

accurate nor inaccurate” is less likely to be chosen than any other category, independent 

of the underlying neuroticism trait level of the examinee.  



93

Know how to cope

Very Accurate

Moderately 
Accurate

Neither Accurate 
nor Inaccurate

Moderately 
Inaccurate

Very Inaccurate

0

0.2

0.4

0.6

0.8

1

-4.0 -3.0 -2.0 -1.0 0.0 1.0 2.0 3.0 4.0
Neuroticism Trait Level

Pr
ob

ab
ilit

yo
fR

es
po

ns
e

Figure 12: Category Response Curve for Neuroticism item “Know how to cope”

From the scale value and set of thresholds, the information of the item can be 

calculated.  For the item in Figure 12, the item information function will peak near the 

trait level of .84, meaning that this item will provide the most information about a 

person’s Neuroticism level for people who are almost one standard deviation above the 

mean in Neuroticism.  As can be inferred from the CRC, this item provides little 

information about individuals more than half a standard deviation below the mean in 

Neuroticism.  Examinees just below the mean Neuroticism level are most likely to select 

the category “Very Accurate,” so this item does not do a very good job of discriminating 

between people who are lower in trait levels of Neuroticism.  The scale values shown in 

Table 14 are ordered from negative to positive scale values meaning that the first items in 

the table will provide the most information about examinees that are low in trait level 
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Neuroticism whereas the items toward the end of the table, like the one shown in Figure 

12, will provide the most information about examinees high in trait level Neuroticism.  

As can be seen, the majority of the items provide information about people in the middle, 

although there are items that seem to cover both ends of the continuum.

Table 14: Scale Values for Neuroticism items calibrated using the Rating Scale Model

Item Scale Value

Love to eat. -0.8242

Never splurge. -0.7093

Am afraid that I will do the wrong thing. -0.5444

Get caught up in my problems. -0.4481

Don't know why I do some of the things I do. -0.3286

Only feel comfortable with friends. -0.3030

Get irritated easily. -0.2905

Am not bothered by difficult social situations. -0.2328

Easily resist temptations. -0.1787

Do things I later regret. -0.1738

Don't worry about things that have already happened. -0.1675

Rarely get irritated. -0.1590

Seldom feel blue. -0.1534

Am not embarrassed easily. -0.1480

Find it difficult to approach others. -0.1411

Often feel blue. -0.1411

Get stressed out easily. -0.1345
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Rarely complain. -0.1197

Rarely overindulge. -0.1189

Am comfortable in unfamiliar situations. -0.1056

Am not easily bothered by things. -0.0993

Have frequent mood swings. -0.0756

Can't make up my mind. -0.0578

Fear for the worst. -0.0529

Never spend more than I can afford. -0.0138

Am not easily annoyed. -0.0117

Feel that my life lacks direction. 0.0264

Get upset easily. 0.0282

Am able to control my cravings. 0.0355

Go on binges. 0.0600

Am afraid to draw attention to myself. 0.0685

Get angry easily. 0.0732

Seldom get mad. 0.0957

Am often down in the dumps. 0.1422

Am very pleased with myself. 0.1451

Become overwhelmed by events. 0.1605

Am easily intimidated. 0.1862

Lose my temper. 0.2126

Am relaxed most of the time. 0.3267

Stumble over my words. 0.3481

Have a low opinion of myself. 0.3955
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Readily overcome setbacks. 0.3956

Feel comfortable with myself. 0.5517

Dislike myself. 0.5579

Feel that I'm unable to deal with things. 0.5749

Adapt easily to new situations. 0.5989

Remain calm under pressure. 0.6750

Feel desperate. 0.6828

Am often in a bad mood. 0.6924

Keep my cool. 0.7400

Know how to cope. 0.8392

Am able to stand up for myself. 0.8492

The individual item information functions were summed to provide the scale 

information function for Neuroticism, which is shown in the top panel of Figure 13.  The 

Neuroticism scale information function peaks around the trait level that is the population 

mean for Neuroticism.  The scale provides a lot of information for examinees with trait 

levels around the mean and seems to be balanced evenly in terms of items that measure 

the low and high ends of Neuroticism.  The subsequent standard error of measurement is 

shown in the bottom panel of Figure 13.  Again, the Neuroticism scale provides the most 

precise measurement of the trait level for those at the mean, and the trait estimate 

becomes less precise for examinees that are near the extremes.  The standard error of 

measurement function looks fairly symmetrical indicating that although measurement 

precision decreases as the trait level is farther from the mean, it does so at the same rate 

regardless of if the examinee is above or below the mean trait level.
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Figure 13: Scale Information function and Standard Error of Measurement for the 
Neuroticism scale

Openness
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adventurousness, intellect, and liberalism), there were only four items remaining in the 

pool from the emotionality facet.  Four is the minimum number of items from a facet 

required for one of the CAT conditions.  The IRT calibration using the rating scale model 

provided a scale value for each of the 48 Openness items and one set of thresholds for the 

entire scale.  Using these values, it was possible to plot the CRC for each Openness item.  

In Figure 14, the CRC for the Openness item “Spend time reflecting on things” is plotted.  

The CRC for this item is centered on its scale value of -1.01.  The set of thresholds for 

the entire Openness scale are -0.750, 0.121, -0.159, and 0.788. The scale value for each 

item is provided in Table 15.  Although each item will be centered on its own scale value, 

every item in the scale has the same set of thresholds, so the pattern of the CRC will look 

the same for each Openness item.  These thresholds were less spread out than the 

thresholds for the other four factor scales.  The difference in thresholds can also be 

noticed in Figure 14 where the probability curves cross in much closer proximity, 

meaning that that a smaller difference in Openness trait level is required to change the 

response from one category to the next.  Like all the other scales, however, the middle 

response category “neither accurate nor inaccurate” is less likely to be chosen than any 

other category, independent of the underlying openness trait level of the examinee.  
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Figure 14: Category Response Curve for Openness item “Spend time reflecting on 
things”

From the scale value and set of thresholds, the information of the item can be 

calculated.  For the item in Figure 14, the item information function will peak near the 

trait level of -1.01, meaning that this item will provide the most information about a 

person’s Openness level for people who are about one standard deviation below the mean 

in Openness.  The scale values shown in Table 15 are ordered from negative to positive 

scale values.  For the Openness scale, it seems that the majority of the items have scale 

values that are negative.  For the items that do have positive scale values, the majority are 

items that are reverse coded.
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Table 15: Scale Values for Openness items calibrated using the Rating Scale Model

Item Scale Value

Enjoy thinking about things. -1.4442

Like music. -1.4069

Enjoy the beauty of nature. -1.3005

Try to understand myself. -1.2303

Interested in many things. -1.2238

Have difficulty imagining things. -1.2084

Like to visit new places. -1.0620

Spend time reflecting on things. -1.0086

Do not have a good imagination. -0.9675

See beauty in things that others might not notice. -0.9620

Have a vivid imagination. -0.9469

Do not like art. -0.9321

Love to daydream. -0.8514

Like to begin new things. -0.8108

Like to get lost in thought. -0.7555

Can handle a lot of information. -0.7414

Seldom daydream. -0.6451

Have a rich vocabulary. -0.6355

Seldom get lost in thought. -0.6340

Am not interested in abstract ideas. -0.5893

Do not like concerts. -0.5674
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Believe in the importance of art. -0.5573

Avoid difficult reading material. -0.5416

Am passionate about causes. -0.5397

Enjoy examining myself and my life. -0.5171

Do not like poetry. -0.4642

Prefer variety to routine. -0.4508

Believe that too much tax money goes to support artists. -0.4481

Dislike new foods. -0.4415

Enjoy wild flights of fantasy. -0.4408

Experience very few emotional highs and lows. -0.3801

Do not enjoy going to art museums. -0.3575

Love to read challenging material. -0.2703

Am attached to conventional ways. -0.2529

Indulge in my fantasies. -0.2057

Tend to vote for conservative political candidates. -0.1852

Don't like the idea of change. -0.1320

Believe in one true religion. -0.0820

Believe that there is no absolute right or wrong. -0.0619

Dislike changes. 0.0392

Tend to vote for liberal political candidates. 0.1227

Believe that we coddle criminals too much. 0.4053

Like to stand during the national anthem. 0.4270

Believe that criminals should receive help rather than punishment. 0.4310

Am a creature of habit. 0.4310
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Prefer to stick with things that I know. 0.4845

Believe laws should be strictly enforced. 0.5346

Believe that we should be tough on crime. 0.8487

The individual item information functions were summed to provide the scale 

information function for Openness, which is shown in the top panel of Figure 15.  The 

Openness scale information function peaks around the trait level that is a half standard 

deviation below the population mean for Openness.  The scale provides the most 

information for examinees with trait levels at or below the mean.  The subsequent 

standard error of measurement is shown in the bottom panel of Figure 15.  The Openness 

scale provides the most precise measurement of the trait level for those at or below the 

mean.  For examinees that are extremely low or moderately high in Openness, the trait 

level estimates are less precise.  The scale does not provide good measurement for 

examinees that are extremely high in Openness. 
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Figure 15: Scale Information function and Standard Error of Measurement for the 
Openness scale

DISCUSSION
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five unidimensional scales, each scale was calibrated separately, and a separate CAT will 

need to be developed for each factor.

One important finding was that for all five factor scales, as depicted by the figures 

of the CRC, the set of thresholds were such that middle category was less likely to be 

chosen than the other four categories regardless of the underlying trait level of the 

examinee.  Overall this suggests that the middle response option may be unnecessary.

This pattern of CRC, called a reversal, tends to happen most frequently in instances 

where examinees can receive partial credit for an item.  One example could be the 

following five step math problem:

( )( )[ ]
4

623 2 −

In order to correctly solve the problem, the examinee must multiply, square, subtract, 

square root, and divide.  The third step in this example (subtraction) is easier than the 

other steps.  For a math item like this, a CRC like the ones found for the IPIP-NEO items 

could be seen.  Examinees would be more likely to score a two or a four than they would 

be to score a three because the third step was so easy that examinees would be more 

likely to make a mistake in solving the item either before (square) or after (square root) 

that step.  

The same pattern of CRC is more difficult to interpret for personality scales.  The 

pattern of results seems to indicate that for most items, examinees will choose to endorse 

agreement or disagreement.  They felt the item was either an accurate or inaccurate 

description of them.  These results provide some empirical evidence that the middle 

category may not be necessary for personality scales (or at least for this particular scale).  

It may be better to require participants to select agreement or disagreement, as selection 

of the middle category is less probable and less informative.  Removing the middle 
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category and instead using four or six response categories may be more useful.  Future 

research should compare the CRC for these items using four, five, or six response

options.  Additional research should be conducted to extend these findings to other 

personality scales.  Research can address if participants really use the middle category

and if they can distinguish between six different categories.  Maybe four categories 

provide adequate distinction between people of differing trait levels. This research, using

IRT analyses, can provide an empirical basis for selecting the optimal number of 

response categories for personality scales.

The five factor scales also showed somewhat similar scale information functions 

in that they were all fairly peaked, meaning they provided the most information about 

people in the middle of the distribution and less information about people at the extremes.  

In order to administer an extremely efficient CAT, an information function that is more 

flat is desirable.  In other words, an item pool that contains items that are equally 

dispersed across the trait continuum is ideal.  The item pools for each of the five factor 

scales contain a majority of items that are clustered around the mean, or even clustered 

just below the mean.  This type of information function will likely lead to a CAT where 

examinees can be measured very quickly and precisely if their underlying trait level is 

near the mean.  However, for examinees with trait levels far from the mean, the CAT will 

not be able to measure as well or as efficiently because there are fewer items in the pool 

that can discriminate between very low and between very high trait levels.  It is important 

to note that the information function figures show the scale information for trait level 

estimates ranging from four standard deviations below the mean to four standard 

deviations above the mean.  Although the scale items seem to provide very little 

information for people three or four standard deviations above or below the mean, in real 

testing situations, there are few examinees that will have trait levels that extreme.  The 



106

majority of real participants will have trait levels near the mean, so the majority of the 

examinees should be measured well by a CAT, even with the peaked scale information 

function.

Although all the factor scales showed similarly peaked information functions, 

there were some differences among the information functions as well.  For example, the 

Neuroticism scale had a scale information function that peaked at the mean and looked 

fairly symmetrical around the mean.  This indicates that although the measurement in the 

extremes will be less precise, there are items available to measure the low and high levels 

of Neuroticism in equal proportion.  In contrast, the Openness scale, and to a lesser extent 

the Agreeableness and Conscientiousness scales don’t have many items to provide 

information about people who are high in that trait.  The scale information functions peak 

below the mean and provide little information for examinees above the mean.  This is 

also evidenced by the extremely high standard error of measurement (especially for the 

Openness scale) for examinees high in the trait.  This seems especially important because 

the high end of Openness, Agreeableness, and Conscientiousness is the socially desirable 

end.  Future item development should focus on writing more items to assess the socially 

desirable end of these traits to distinguish between people who, for example, are slightly 

open, moderately open, and very open.  At the same time, items that are meant to 

distinguish between individuals who are very open are likely to have low frequencies of 

responses in some categories.  In order to obtain IRT item parameter estimates, a larger 

sample size may be required or a different IRT model with fewer assumptions, like the 

partial credit model (Masters, 1982), may need to be selected.  As researchers study the 

predictive validity of personality on various outcomes, it is important to develop 

personality measures that can better distinguish between trait levels and provide greater 

precision of measurement. 
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Item response theory analyses can also be used in scale development to select and 

eliminate items.  For example, the Extraversion item “Wants to be left alone” has a scale 

value of .1024, whereas the Extraversion item “Avoids crowds” has a scale value of 

.1027.  With a difference between the two items of just .0003, these items will have item 

information functions that peak at the same value, meaning that they are basically 

providing the same level of information.  Since both are in the gregarious facet of 

Extraversion, they also cover the same content area.  Thus, it seems that including both 

items in the same scale could be unnecessary.  When creating paper tests, IRT analyses 

can be useful in reducing the number of items that have content and information level 

overlap, and thus reducing unnecessary participant burden.  Using IRT analyses to select 

the best items, researchers were able to shorten the sexual harassment questionnaire used 

by the U.S. Department of Defense from 23 to 16 items (Stark, Chernyshenko, Lancaster, 

Drasgow, & Fitzgerald, 2002).  
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Chapter 5: Study 3 – Computerized Adaptive Test Simulations

PURPOSE

The purpose of Study 3 is to simulate a computerized adaptive version of the 

IPIP-NEO.  Reise and Henson (2000) used real-data simulations to evaluate a 

computerized adaptive version of the NEO-PI-R using the graded response model 

(Samejima, 1969).  The authors wanted to create an adaptive test for the six facets 

making up each of the five factors, for a total of 30 adaptive facet tests.  Each test 

contained eight items in the item pool.  Results indicated that only 3 or 4 of the 8 items 

were necessary to obtain a fairly substantial correlation between the CAT trait level 

estimate and the full 8-item trait level estimate (r > .90).  The researchers also noted, 

however, that the order of item administration did not vary much from examinee to 

examinee.  Reise and Henson concluded that some items on the test were uninformative 

and thus, were not being chosen for examinees.  They recommended creating a four-item 

non-adaptive version of each test instead of a CAT.

Although Reise and Henson (2000) did not find the CAT algorithm useful in their 

study, they did recommend that further research needed to be conducted about the utility 

of CAT for the Big Five.  There are several reasons to believe that CAT could still be a 

useful tool for personality in general and the Big Five in particular.  First, the NEO-PI-R 

is a different measure of the Big Five than the IPIP-NEO.  Using the graded response 

model, McBride and Harvey (2002) found that the IPIP-NEO provided more precise trait 

level estimates across the continuum than did the NEO-PI-R.  Second, Dodd et al. (1988) 

showed that the Andrich’s rating scale model (1978a) performed better than the graded 
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response model (Samejima, 1969) in CAT studies of attitudes.  Finally, Reise and Henson 

(2000) had an extremely small number of items in the item pool.  The IPIP-NEO will 

include roughly 60 items in each item pool instead of 10.  The number of items in the 

pool for each factor is slightly less than 60 after removing items that displayed DIF in 

Study 1.  

Recently there has been some promising work applying CAT to personality 

scales.  Simms and Clark (2005) recently published the results of a live CAT assessment 

of personality.  They created a computer adaptive version of the Schedule for 

Nonadaptive and Adaptive Personality (SNAP; Clark, 1993).  This 375-item, 

dichotomously scored, self-report scale measures 15 personality trait dimensions.  Each 

dimension was scaled separately according to the 2PL model (Birnbaum, 1968).  Simms 

and Clark found that the computer adaptive version of the scale took, on average, 38% 

less time than the full scale administered on a computer and 59% less time than the paper 

and pencil version.  Participants completed 36-37% fewer items overall.  Although the 

authors report some loss of precision, they state that the CAT provided much greater 

efficiency (information provided per unit time).  

Unlike the results obtained by Reise and Henson (2000), the SNAP-CAT did not 

just result in a shorter scale.  Each item was presented on average to 62% of the 

participants.  Less than 10% were administered to every person, and 2.5% were never 

administered to anyone.  The greater use of all the items was likely the result of the larger 

beginning item pool for each of the 15 personality dimensions.  There were 10-14 items 

per dimension for the SNAP as compared to only 8 items per facet for the NEO PI-R.

Although the SNAP-CAT resulted in an effective personality measurement, the 

scale items were dichotomously scored.  A CAT of attitudes administered to live 

participants used polytomously scored items and also showed promising results (Koch, 
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Dodd, & Fitzpatrick, 1990).  The attitude measure was 40 items regarding student 

attitudes toward the effects of alcohol consumption on their health and schoolwork.  

Using the rating scale model, Koch et al. concluded that the CAT procedures worked well 

overall.  Although the majority of the students were administered only 15 of the 40 items, 

the authors did mention that the CAT provided less precise estimates for students with 

extremely low and high levels of the underlying attitude because the items in the pool 

provided the most information about examinees with average alcohol attitude levels.  

They suggested that writing new items that are informative for measuring extreme 

attitudes would improve the efficacy of the CAT.  Similar to the other CAT studies, 

participants taking the CAT of attitudes preferred the CAT version to a paper-and-pencil 

version.  The students also felt that the CAT would result in more honest answers than a 

paper-and-pencil version or a personal interview.

The results of these studies suggest that creating a CAT version of the IPIP-NEO 

is a promising endeavor.  The simulation conditions conducted in Study 3 will provide 

more information about the specifics of the CAT system which will provide the best trait 

level estimates of the Big Five.  Previous research (Chen, Hou, Fitzpatrick, & Dodd, 

1997; Dodd 1987; Dodd et al., 1988; Dodd et al., 1989; Dodd, 1990; Dodd, Cook, & 

Godin, 2005; Dodd & De Ayala, 1994; Koch & Dodd, 1989; Koch et al., 1990) using the 

Andrich’s rating scale model (1978a) for CAT will lay the foundation for development of 

the basic CAT system for Study 3.
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METHOD

Overview of Conditions

This CAT study was a 2 (participant type: real vs. simulated) x 2 (content 

balancing: included vs. not included) x 2 (stopping rule: fixed vs. variable) factorial 

design with ten replications of each of the eight conditions for each factor, resulting in a 

total of 400 CAT simulations.  The stopping rule by content balancing analyses were 

within-subjects for each of the two participant data types.

Participants

Real participants

Ten random samples of 1,000 participants each were drawn without replacement 

for each factor test from the 20,993 valid responses from participants who completed the 

Web-based version of the IPIP-NEO (Johnson, 2005).  Participants that completed all 60 

items of the factor tests were eligible to be selected for the sample for that test.  The 

entire sample of participants averaged 26.2 years of age and was 63% female.  

Simulated participants

Participant responses to the IPIP-NEO were simulated according to the rating 

scale model using the IRTGEN SAS macro (Whittaker, Fitzpatrick, Williams, & Dodd, 

2003).  Response data was generated for ten samples, each with 1,000 simulees.  The 

program assigned each simulee a known theta value (trait level) by randomly selecting a 

theta value from a normal distribution with a mean of zero and a standard deviation of 

one.  Based on the parameter estimates obtained in Study 2 and the simulee’s known 
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theta value, the probability of responding in each category to an item on the test was

generated.   These probabilities were summed to create a cumulative subtotal for each 

category.  A random number from a uniform distribution was then selected and compared 

to the cumulative probability of each response category to introduce random error into 

the simulee’s responses.  If the random number was at or below the cumulative 

probability for a certain response category, the simulee was given that response category 

score.  This procedure was repeated for every item and every simulee.  Then the 

procedure was repeated for each of the five factors, resulting in five independent trait 

level estimates.  The independence of the five estimates is in line with the theory of the 

Big Five.  Although there may be small correlations between the trait levels, each 

dimension is fairly independent (John & Srivastava, 1999).

Item Pool

The item pool for the CAT consisted of 53 items for the Extraversion scale, 54 

items for the Agreeableness scale, 58 items for the Conscientiousness scale, 52 items for 

the Neuroticism scale, and 48 items for the Openness scale. Each item was scored on a 5-

point Likert scale, ranging from very inaccurate (1) to very accurate (5).  The item 

parameter estimates for all items were obtained from the rating scale model calibration 

from Study 2 where each factor scale had one set of thresholds, and a scale value 

parameter estimate for each item.

Item Selection Procedure

Using the rating scale model, the distribution of item information functions with 

the same set of threshold values is a function of the scale value parameter for each item 

(Dodd, 1990).  The item information functions peaked near the scale value for each item, 
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but the peak was not always at the scale value (Dodd & De Ayala, 1994).  Therefore, 

items selected based on maximum information may differ slightly from items selected 

based on the scale value.  Dodd and De Ayala, however, showed that there was little 

difference between selecting items using maximum information and selecting items that 

were closest in scale value to the trait estimate.   More recent research (Dodd et al., 2005) 

has suggested using the maximum information item selection procedure, so that 

procedure was implemented for the IPIP-NEO CAT.  During the CAT procedures, the 

maximum information item selection procedure selected for administration the item that 

provided the most information for an examinee with the current trait level estimate.

Content balancing

When content balancing was included in the CAT system, the Kingsbury and Zara 

(1989) procedure for content balancing was followed.  Each of the five factors consisted

of six sub-domain or facet levels.  The facets of each of the five factors are shown in 

Table 16 (John & Srivastava, 1999).  Although Reise and Henson (2000) attempted to 

create a CAT for each facet, the item pools were too small.  Though the 300-item IPIP-

NEO contained ten items for each facet instead of eight, this number was still too small to 

comprise a CAT item pool.  However, in the content balancing condition, the CAT 

equally administered items from each of the six facets.  The first facet from which an 

item was selected was randomly chosen for each examinee.  Then the Kingsbury and 

Zara procedure was implemented so that each facet made up an equal proportion of the 

CAT.  Since there were six facets for each CAT, the target proportion for each facet was 

one-sixth or 16.7% of the test.  Although this proportion does not reflect the proportion of 

items from each facet available in the item pool, it does reflect the proportion from each 

facet present on the original 300-item IPIP-NEO, as well as the shortened 120-item 
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version.  Each facet was constrained to be chosen equally so that, like the original 

instrument, all content domains would be equally represented in the final trait level 

estimate.  During the test administration, the facet which was currently farthest from the 

16.7% target was the facet that was selected next for administration.  Within that facet, 

the maximum information item selection procedure selected the next item for 

administration.  

When content balancing was not included in the CAT system, there were no 

constraints placed on the facet from which the item was selected.  The item could 

selected from any facet as long as the item was the one that would provide the most 

information based on the current theta estimate for that examinee.



115

Table 16: Facets of the Big Five Factors and Percent of the Factor Item Pool 
comprised by the Facet

Extraversion Agreeableness Conscientiousness Neuroticism Openness

Activity Level

(18.9%)

Trust

(18.5%)

Self-efficacy

(17.2%)

Depression

(19.2%)

Adventurousness

(20.8%)

Assertiveness

(18.9%)

Altruism

(18.5%)

Orderliness

(17.2%)

Self-
consciousness

(19.2%)

Imagination

(20.8%)

Gregariousness

(17.0%)

Morality

(16.7%)

Cautiousness

(17.2%)

Immoderation

(17.3%)

Liberalism

(20.8%)

Friendliness

(17.0%)

Cooperation

(16.7%)

Self-discipline

(17.2%)

Anger

(15.4%)

Artistic Interests

(16.7%)

Excitement-
seeking

(15.1%)

Modesty

(14.8%)

Achievement-
striving

(17.2%)

Anxiety

(13.5%)

Intellect

(12.5)

Cheerfulness

(13.2%)

Sympathy

(14.8%)

Dutifulness

(13.8%)

Vulnerability

(11.1%)

Emotionality

(8.3%)

Note.  Percentages may add to more than 100 due to rounding.
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Trait Estimation Procedure

Although both MLE and EAP were possible trait estimation procedures, the traits 

were estimated in these simulated CATs using the MLE procedure.  Although EAP and 

MLE have provided accurate trait estimation in a CAT using polytomous responses 

(Chen, Hou, & Dodd, 1998), and specifically when using the rating scale model (Chen et 

al., 1997), EAP has the potential problem of shrinkage.  That is, extreme scores may be 

estimated as closer to the mean of the distribution than they should be.  Also, the effect 

that the number of quadrature points has on the accuracy of the estimation procedure 

needs further study.  Therefore, the MLE procedure was used.  

However, the MLE procedure has the drawback that the trait estimate based on 

just one item is unstable in the middle categories and impossible for the extreme 

categories (Dodd et al., 1989; Koch & Dodd, 1989).  As such, MLE should not be used 

until at least two different category responses have been obtained.  Prior to using the 

MLE procedure, a stepping rule is usually implemented to obtain the next trait estimate.  

Following the recommendation of Dodd (1990) a variable stepsize procedure was used in 

these adaptive tests until the MLE procedure could be used.  The variable stepsize 

worked according to the following rules.  If an examinee responded in the middle 

category or upper two categories (i.e. moderately accurate or very accurate), then the next 

trait level estimate was halfway between the current estimate and the highest scale value 

of items in the pool.  If the examinee responded in the lower two categories (i.e. 

moderately inaccurate or very inaccurate), then the next trait level estimate was halfway 

between the current estimate and the lowest scale value of items in the pool.  Once two 

different category responses had been obtained, the MLE procedure was implemented.
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When content balancing was included in the CAT, another step needed to be 

completed before the variable stepsize procedure could be implemented (Burt, Kim, 

Davis, & Dodd, 2003; Davis, 2004).  The next content area had to be selected before the 

stepsize was used.  Within the selected content area, the stepsize rules then worked 

similar to before.  If an examinee responded in the middle or upper two categories (i.e. 

moderately accurate or very accurate), then the next trait level estimate was halfway 

between the current estimate and the highest scale value of items in the next selected 

content area.  If the examinee responded in the lower two categories (i.e. moderately 

inaccurate or very inaccurate), then the next trait level estimate was halfway between the 

current estimate and the lowest scale value of items in the next selected content area.  As 

before, once two different category responses were obtained, the MLE procedure was 

implemented.

Stopping Rules

When the fixed-length stopping rule was used, the CAT ended after every 

examinee had been administered 24 items.  Although research with other polytomous 

CAT systems indicated that 20 items was usually sufficient to obtain an accurate trait 

level estimate (Dodd, 1990; Dodd et al., 1989; Koch & Dodd, 1989), the fixed-length of 

24 items was selected because it matched the shorter length non-adaptive version of the 

IPIP-NEO that had been created.  Using shortened scales of the same length allowed for 

better comparison of the precision of measurement between the two short versions.  

When the variable-length stopping rule was used, the CAT ended after the 

standard error of the estimate for the examinee reached .25.  If the standard error stopping 

rule was not reached after a maximum of 24 items, the CAT terminated anyway.  The 

standard error value of .25 was chosen by calculating the average scale information for 
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the middle range of trait estimates.  This average information was divided by the number 

of items that were in the factor scale and then multiplied by 24.  This provided the 

average scale information for a 24 item test, for people in the middle range of trait levels.  

The standard error was then obtained based on the test information by using equation 7. 

The result was a standard error stopping rule of .25 for each of the five scales.

Computerized Adaptive Test Simulations

A SAS computer program was modified from Chen et al. (1997) to simulate each 

of the five factor CATs.  Each participant was assigned a theta (trait level) estimate of 

zero at the beginning of each administration.  Depending on whether content balancing 

was being used or not, the first item administered to the examinee was the item with the 

most information for a trait estimate of zero or the item within the chosen facet that 

provided the most information for a trait estimate of zero.  Once the item had been 

chosen, the simulation program accessed the data response file to determine the category 

in which examinee responded for the chosen item.  The variable stepsize procedure was 

then implemented depending on if the examinee answered in the middle category, one of 

the two upper categories, or one of the two lower categories.  Using the new trait level 

estimate, the item pool was searched to select the item that had not yet been administered 

that provided the most information (in the facet category for the content balancing 

condition) for the new trait estimate.  If the examinee’s second response was in the same 

category as the first response, the variable stepsize procedure was used again to 

determine the new trait level estimate.  If the examinee’s second response was in a 

category different than the first response, the MLE procedure was used for trait 

estimation until the CAT reached the stopping rule.
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Data Analysis

Descriptive statistics

The descriptive statistics calculated for each simulation included the average 

number of nonconvergent cases (NCC), the average standard error of measurement 

(SEM) for all examinees, and the average number of items administered (NIA) in the 

CAT.  Goldberg (1999) also created the original IPIP-NEO along with a shortened 

version of the IPIP-NEO where each factor only contained 24 of the 60 items from the 

original inventory.  For the simulated examinees, the Pearson product-moment 

correlation was computed between the estimated trait levels from the full IPIP-NEO item 

pool, estimated trait levels from the shortened IPIP-NEO, and estimated trait levels from 

each of the CAT conditions.  Additionally, the correlation between those trait level 

estimates and the known trait levels from the simulated data set was calculated.  For the 

real-data simulations, the correlations were calculated between the estimated trait levels 

from the full IPIP-NEO item pool, estimated trait levels from the shortened IPIP-NEO, 

and estimated trait levels from each of the CAT conditions.  In order to allow better 

comparisons between the CAT versions and the non-adaptive versions of the IPIP-NEO, 

special versions of the non-adaptive IPIP-NEO were created that included only the items 

from the CAT item pool (meaning items that had shown DIF were excluded).  

Pool utilization

The pool utilization statistics for each simulation included the number of items in 

the pool that were never administered, the average item overlap, the average exposure 

rate, the average proportion of positively keyed items that were presented, and the 

proportion of items presented that were from each facet level content area. 
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The average item overlap provides information about the number of items that 

several examinees may have in common (Chang & Zhang, 2002).  The values could 

range from 0 (meaning all examinees saw completely different items) to 24 (meaning all 

examinees received the exact same set of items).  In order to measure test overlap, the 

audit trails of each examinee were compared to the audit trails of every other examinee.  

The audit trail provides information about which items were chosen to be administered 

for each examinee.  A data file containing the number of items that were shared among 

the examinees was created to determine if, like the CAT version of the NEO-PI-R, all 

examinees were being administered the same items.  If all examinees were receiving the 

same items, it seems to be more effective to create a shortened version of the IPIP-NEO 

rather than an adaptive version.  

The proportion of items presented that were positively keyed was calculated by 

first determining how many items each individual received that were positively keyed.  

This was divided by the total number of items that the examinee received.  The average 

proportion for all examinees is presented in the results.  

The proportion of items from each facet content area was calculated in a similar 

way.  First, the number of items administered from each content area was divided by the 

total number of items administered for each person.  Then these results were averaged for 

all examinees.  Although the proportions should be equal in the content balanced 

conditions, there was no restriction placed on the content selection in the other 

conditions.
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RESULTS

For each simulation of each factor test, the results were averaged across the ten 

replications.  These averaged results for each dependent variable (in each condition in 

each factor) are presented in the results section.

Extraversion

For the Extraversion scale, a 2 (participant type: real vs. simulated) x 2 (content 

balancing: included vs. not included) x 2 (stopping rule: fixed vs. variable) factorial 

design was used.  The stopping rule by content balancing analyses were within-subjects 

for each of the two participant data types, and the Extraversion item pool contained 53 

items.  All of the CAT conditions completed successfully for all samples.  

Descriptive Statistics

For the simulated data conditions, as shown in Table 17, there were very few 

nonconvergent cases, averaging less than one nonconvergent out of 1,000 cases.  As 

expected, the standard errors of measurement were lower when the length was fixed 

rather than variable because the CAT terminated once the SEM reached .25 in the 

variable-length conditions.  The variable-length conditions, however, administered an 

average of 30% fewer items (M = 16.45) than the fixed-length c onditions.  The fixed-

length CAT conditions resulted in standard errors of measurement that were lower than 

the SEM of the shortened IPIP-NEO, indicating that the CAT was able to estimate the 

trait level with greater precision.

As shown in Table 18, the correlations between the CAT conditions and known 

theta estimates were slightly lower when content balancing was added, and lower still in 

the variable-length conditions, but they were still high overall.  In general, the 



122

correlations between the CAT estimate and the known thetas from the data generation 

were higher than the correlations between the CAT estimate and the trait estimate based 

on the full item pool.  The correlations between the CAT trait level estimates (using the 

fixed-length test) and the estimates based on the full item pool (or known theta) were 

slightly higher than the correlations between the trait estimates from the shortened IPIP 

and the trait estimates from the full item pool (or known theta).

Table 17: Extraversion Simulated-Data Descriptive Statistics for Number of 
Nonconvergent Cases (NCC), Standard Error of Measurement (SEM), and 
Number of Items Administered (NIA) Averaged across Ten Replications

Condition
NCC
Mean

(min, max)

SEM
Mean

(min, max)

NIA
Mean

(min, max)

Fixed
0.6

(0, 1)
.210

(.208, .211)
24.00

(24.00, 24.00)

Fixed Content
0.3

(0, 1)
.216

(.213, .217)
24.00

(24.00, 24.00)

Variable
0.6

(0, 1)
.252

(.251, .254)
16.14

(15.97, 16.33)

Variable Content
0.3

(0, 1)
.255

(.253, .256)
16.75

(16.56, 16.88)

Note.  Each replication contained 1,000 observations.  For comparison, the mean SEM 
for the full version was .156 and for the shortened IPIP was .239.
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Table 18: Extraversion Intercorrelation Matrix between Known Theta, Full Item Pool, 
Shortened IPIP, and Simulated Data CAT Conditions Trait Estimates 
Averaged Across Ten Replications

Known 
Theta Full Pool

Short 
IPIP Fixed

Fixed 
Content Variable

Full Pool .987

Short IPIP .970 .982

Fixed .976 .989 .974

Fixed 
Content

.976 .988 .970 .988

Variable .969 .981 .965 .990 .981

Variable 
Content

.968 .981 .964 .981 .991 .975

For the real-data conditions, as shown in Table 19, there were even fewer 

nonconvergent cases.  As before, the standard errors of measurement were lower when 

the length was fixed rather than variable.  The variable-length conditions using real -data 

simulation administered almost 40% fewer items (M = 14.93) than the fixed-length

conditions.  The real-data simulations also had a different pattern of results in terms of 

the correlations.  Table 20 provides and intercorrelation matrix between each of the CAT 

conditions and the total trait score from the full version.  Although the fixed-length

conditions still had higher correlations than the variable-length conditions, the 

correlations between CAT and full length were higher in both cases when content 

balancing was used.  The CAT condition with the highest correlation and a low SEM was 

the fixed-length, content balanced condition.  This condition had a correlation with the 

full version that was the same as the shortened IPIP-NEO version, but the measurement 

of the CAT was more precise than the shortened IPIP-NEO.
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Table 19: Extraversion Real-Data Descriptive Statistics for Number of Nonconvergent 
Cases (NCC), Standard Error of Measurement (SEM), and Number of Items 
Administered (NIA) Averaged across Ten Replications

Condition
NCC
Mean

(min, max)

SEM
Mean

(min, max)

NIA
Mean

(min, max)

Fixed
0.3

(0, 1)
.194

(.193, .194)
24.00

(24.00, 24.00)

Fixed Content
0.2

(0, 1)
.198

(.197, .199)
24.00

(24.00, 24.00)

Variable
0.3

(0, 1)
.245

(.245, .246)
14.68

(14.53, 14.75)

Variable Content
0.2

(0, 1)
.246

(.245, .246)
15.17

(15.06, 15.27)

Note.  Each replication contained 1,000 observations.  For comparison, the mean SEM 
for the full version was .142 and for the shortened IPIP was .217.
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Table 20: Extraversion Intercorrelation Matrix between Full Item Pool, Shortened 
IPIP, and Real-Data CAT Conditions Trait Estimates Averaged Across Ten 
Replications

Full Pool Short IPIP Fixed
Fixed 

Content Variable

Short IPIP .959

Fixed .947 .904

Fixed 
Content

.959 .920 .951

Variable .908 .863 .957 .923

Variable 
Content

.937 .886 .938 .972 .916

For the fixed-length conditions, the SEM was allowed to vary by examinee.  

Given the shape of the scale information function provided in Figure 7 of Study 2, it was 

predicted that examinees with trait levels near the mean would have lower standard errors 

of measurement than examinees with more extreme trait levels.  As shown in Figure 16, 

the results of the CAT were consistent with the predictions.  Especially evidenced in the 

simulated data conditions, the SEM was highest for examinees with trait estimates near 

the extremes, especially for extremely high trait level estimates.  In the real-data 

conditions, the range of trait estimates was much smaller than in the simulated data 

conditions.  As such, the standard errors of measurement were more uniform across the 

trait level continuum.  This was especially true in the real-data condition with content 

balancing.
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Figure 16: Extraversion Standard Error of Measurement Conditional on Trait Estimate
for each of the Ten Replications

The number of items administered showed a similar pattern.  In the variable-

length conditions, when the standard error of measurement was used to determine the 

stopping rule, the number of items administered to an examinee could vary.  The 

maximum number of items that could be administered, however, was limited to 24.  As 

shown in Figure 17, examinees with trait estimates more than two standard deviations 

above or below the mean were administered all 24 items.  In all conditions, examinees 
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with trait levels near the mean were administered very few items, some as few as 13 

items, to reach the standard error stopping rule of .25.  

Figure 17: Extraversion Number of Items Administered Conditional on Trait Estimate
for each of the Ten Replications

Pool Utilization

For the simulated data, as shown in Table 21, there were no items in the pool that 

were not administered in any of the conditions.  As expected, there was more item 

overlap in the fixed-length conditions than the variable-length conditions because more 

Simulated Data

0
5

10
15
20
25
30

-4 -2 0 2 4
Extraversion Trait Level

Nu
m

be
ro

fIt
em

s
Ad

mi
ni

st
ere

d

Real-Data

0
5

10
15
20
25
30

-4 -2 0 2 4
Extraversion Trait Level

Nu
m

be
ro

fIt
em

s
Ad

mi
ni

st
ere

d
Real-Data Content Balanced

0
5

10
15
20
25
30

-4 -2 0 2 4
Extraversion Trait Level

Nu
m

be
ro

fI
te

ms
Ad

m
ini

st
er

ed
Simulated Content Balanced

0
5

10
15
20
25
30

-4 -2 0 2 4
Extraversion Trait Level

Nu
m

be
ro

fI
te

ms
Ad

m
ini

st
er

ed



128

items were administered overall.  However, in all conditions, the item overlap was around 

50%, meaning that about half the items that examinees saw were the same as the other 

examinees.  A little over half of the items administered in the simulated data CATs were 

positively keyed.  This was slightly below the proportion of positively keyed items in the 

item pool, which was about 60%.

Table 21: Extraversion Simulated-Data Pool Usage Averaged across Ten Replications

Condition
Not Administered

Mean
(min, max)

Item Overlap
Mean

(min, max)

Positively Keyed
Mean

(min, max)

Fixed
0

(0, 0)
12.20

(11.44, 12.48)
.536

(.531, .542)

Fixed Content
0

(0, 0)
13.01

(12.82, 13.18)
.592

(.587, .595)

Variable
0

(0, 0)
6.46

(6.26, 6.65)
.505

(.495, .515)

Variable Content
0

(0, 0)
7.12

(6.99, 7.27)
.562

(.557, .566)

Note.  Each replication contained 1,000 observations.  For comparison, the proportion of 
positively keyed items in the pool was .604.

For the real-data, as shown in Table 22, there were also no items in the pool that 

were not administered.  There was slightly more overlap in the real-data simulations than 

the simulated data simulations.  The item overlap was closer to 60% in all conditions, 

meaning that about 40% of the items that examinee saw were the unique.  The real-data 

simulations also had a smaller proportion of positively keyed items administered than the 

simulated data simulations, and again the proportion was below the proportion of 

positively keyed items in the item pool.
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Table 22: Extraversion Real-Data Pool Usage Averaged across Ten Replications

Condition
Not Administered

Mean
(min, max)

Item Overlap
Mean

(min, max)

Positively Keyed
Mean

(min, max)

Fixed
0

(0, 0)
13.97

(13.69, 14.23)
.514

(.510, .520)

Fixed Content
0

(0, 0)
14.83

(14.58, 15.12)
.571

(.569, .577)

Variable
0

(0, 0)
6.13

(5.99, 6.24)
.471

(.467, .480)

Variable Content
0

(0, 0)
7.20

(7.08, 7. 32)
.529

(.525, .535)

Note.  Each replication contained 1,000 observations.  For comparison, the proportion of 
positively keyed items in the pool was .604.

The Extraversion items in the pool came from six facet content areas.  The 

proportion of the pool that each content area comprised is shown in Table 23 along with 

the proportion of items from each content area that was administered in each CAT 

condition.  As can be seen, all six facets were administered equally when the test was of 

fixed-length and the content balancing condition was added.  When the test used content 

balancing, but the length was variable, the content usage was not quite equal.  The first 

facets in the list were used more often that the last facets because, when the number of 

items administered was not divisible by six, some content areas were administered more 

than others.  When content balancing was not included in the CAT, there were no 

restrictions placed on from which facets the items were selected.  As shown in Table 22, 

items from the Gregariousness facet were administered at a level greater than the 

proportion of items available in the item pool, and items from the Cheerfulness facet 



130

were administered at a lower level than the proportion of items available in the pool.  

This indicates that, in general, the trait estimates obtained from the conditions without 

content balancing were weighted more heavily toward the Gregariousness facet of 

Extraversion and less weight was placed on Cheerfulness.

Table 23: Extraversion Facet Level Content Usage Averaged across Ten Replications

Condition Friendly Gregarious Assertive
Activity 

Level
Excitement 

Seeking Cheerful

Item Pool .170 .170 .189 .189 .151 .132

Sim Fixed .177 .222 .201 .169 .142 .089

Real Fixed .190 .256 .193 .171 .127 .063

Sim Var .156 .250 .127 .194 .173 .100

Real Var .159 .287 .123 .193 .165 .073

Sim Fixed 
Content

.167 .167 .167 .167 .167 .167

Real Fixed 
Content .167 .167 .167 .167 .167 .167

Sim Var 
Content .198 .193 .165 .155 .147 .143

Real Var 
Content

.205 .200 .162 .150 .142 .140

Note.  Each replication contained 1,000 observations.

Agreeableness

For the Agreeableness scale, a 2 (participant type: real vs. simulated) x 2 (content 

balancing: included vs. not included) x 2 (stopping rule: fixed vs. variable) factorial 

design was used.  The stopping rule by content balancing analyses were within-subjects 
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for each of the two participant data types, and the Agreeableness item pool contained 54 

items.  All of the CAT conditions completed successfully for all samples.  

Descriptive Statistics

For the simulated data conditions, as shown in Table 24, there was just over one 

nonconvergent case out of 1,000 cases.  Again the standard errors of measurement were 

lower when the length was fixed rather than variable.  All four CAT conditions resulted 

in standard errors of measurement that were lower than the SEM of the shortened IPIP-

NEO, indicating that the CAT was able to estimate the trait level with greater precision.  

In each case, as shown in Table 25, the correlation between the trait level estimate from 

each of the CAT conditions and the known trait levels was higher than the correlation 

between the trait level estimates of the shortened IPIP-NEO and the known trait levels.  

The same pattern resulted when correlating with the trait level estimates from the full 

item pool.  In general, the correlations were higher when comparing the CAT estimates to 

the estimates from the full items pool than the known trait levels.  Additionally, the 

correlations between the CAT and either the full pool trait estimate of Agreeableness or 

the known trait level were slightly lower in the variable-length conditions than the fixed-

length conditions.  Nonetheless, they were still high overall, especially when 

approximately 33% fewer items were administered (M = 16.03) in the variable-length

conditions than in the fixed-length conditions. 
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Table 24: Agreeableness Simulated-Data Descriptive Statistics for Number of 
Nonconvergent Cases (NCC), Standard Error of Measurement (SEM), and 
Number of Items Administered (NIA) Averaged across Ten Replications

Condition
NCC
Mean

(min, max)

SEM
Mean

(min, max)

NIA
Mean

(min, max)

Fixed
1.1

(0, 2)
.209

(.207, .211)
24.00

(24.00, 24.00)

Fixed
Content

1.4
(0, 3)

.216
(.214, .219)

24.00
(24.00, 24.00)

Variable
1.1

(0, 2)
.256

(.254, .258)
15.65

(15.49, 15.96)

Variable
Content

1.4
(0, 3)

.258
(.257, .260)

16.41
(16.27, 16.77)

Note.  Each replication contained 1,000 observations.  For comparison, the mean SEM 
for the full version was .157 and for the shortened IPIP was .259.
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Table 25: Agreeableness Intercorrelation Matrix between Known Theta, Full Item 
Pool, Shortened IPIP, and Simulated Data CAT Conditions Trait Estimates 
Averaged Across Ten Replications

Known 
Theta Full Pool

Short 
IPIP Fixed

Fixed 
Content Variable

Full Pool .986

Short IPIP .962 .975

Fixed .976 .987 .962

Fixed 
Content

.973 .986 .960 .986

Variable .966 .978 .951 .989 .979

Variable 
Content

.964 .977 .954 .978 .991 .972

For the real-data conditions, as shown in Table 26, there were no nonconvergent 

cases in any condition or replication.  As before, the standard errors of measurement were 

lower when the length was fixed rather than variable.  The variable-length conditions 

using real-data simulation administered almost 44% fewer items (M = 13.49) than the 

fixed-length conditions.  The real-data simulations showed the same pattern of 

correlations as the Extraversion test.  Table 26 provides an intercorrelation matrix 

between each of the CAT conditions and the trait level estimate from the full and 

shortened versions of the IPIP-NEO.  Although the fixed-length conditions still had 

higher correlations than the variable-length conditions, the correlations between trait 

estimates from the CAT and full version were higher in both cases when content 

balancing was used.  The CAT condition with the highest correlation and a low SEM was 

the fixed-length, content balanced condition.  This condition had a correlation with the 
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full version that was similar to that of the shortened IPIP-NEO version, but the 

measurement of the CAT was much more precise.

Table 26: Agreeableness Real-Data Descriptive Statistics for Number of 
Nonconvergent Cases (NCC), Standard Error of Measurement (SEM), and 
Number of Items Administered (NIA) Averaged across Ten Replications

Condition
NCC
Mean

(min, max)

SEM
Mean

(min, max)

NIA
Mean

(min, max)

Fixed
0.0

(0, 0)
.183

(.183, .184)
24.00

(24.00, 24.00)

Fixed Content
0.0

(0, 0)
.187

(.187, .188)
24.00

(24.00, 24.00)

Variable
0.0

(0, 0)
.245

(.244, .245)
13.15

(13.09, 13.27)

Variable Content
0.0

(0, 0)
.245

(.244, .245)
13.82

(13.75, 13.89)

Note.  Each replication contained 1,000 observations.  For comparison, the mean SEM 
for the full version was .135 and for the shortened IPIP was .232.
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Table 27: Agreeableness Intercorrelation Matrix between Full Item Pool, Shortened 
IPIP, and Real-Data CAT Conditions Trait Estimates Averaged Across Ten 
Replications

Full Pool Short IPIP Fixed
Fixed 

Content Variable

Short IPIP .934

Fixed .908 .846

Fixed 
Content

.935 .849 .895

Variable .839 .784 .923 .839

Variable 
Content

.877 .797 .840 .927 .794

For the fixed-length conditions, the SEM was allowed to vary by examinee.  

Given the shape of the scale information function provided in Figure 9 of Study 2, it was 

predicted that examinees with trait levels near or just below the mean would have lower

standard errors of measurement than examinees with more extreme trait levels.  As 

shown in Figure 18, the results of the CAT were consistent with the predictions.  

Especially evidenced in the simulated data conditions, the SEM was highest for 

examinees with trait estimates near the extremes, especially for extremely high trait level 

estimates.  In the real-data conditions, the pattern of SEM looked the same; however, the 

range of trait estimates was much smaller than in the simulated data conditions.  As such, 

the standard errors of measurement were more uniform across the measured trait level 

continuum.  
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Figure 18: Agreeableness Standard Error of Measurement Conditional on Trait 
Estimate for each of the Ten Replications
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because the range of trait levels was much smaller than the simulated data conditions.  In 

all conditions, examinees with trait levels near or just below the mean or were 

administered very few items, some as few as 12 items, to reach the standard error

stopping rule of .25.

Figure 19: Agreeableness Number of Items Administered Conditional on Trait 
Estimate for each of the Ten Replications
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Pool Utilization

For the simulated data, as shown in Table 28, there were no items in the pool that 

were not administered except in the variable-length content balanced condition.  In that 

condition, on average, one item from the pool was not administered.  That item was “Am 

indifferent to the feelings of others.”  As expected, there was more item overlap in the 

fixed-length conditions than the variable-length conditions because more items were 

administered overall.  However, in all conditions, the item overlap was around just over 

50%, meaning that about half the items that examinees saw were the same as the other 

examinees.  On average, a little over 42% of the items administered in the simulated data 

CATs were positively keyed.  This was just slightly more than the proportion of 

positively keyed items in the item pool, which was 40.7%.
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Table 28: Agreeableness Simulated-Data Pool Usage Averaged across Ten 
Replications

Condition
Not Administered

Mean
(min, max)

Item Overlap
Mean

(min, max)

Positively Keyed
Mean

(min, max)

Fixed
0

(0, 0)
12.39

(12.03, 12.56)
.439

(.433, .445)

Fixed Content
0

(0, 0)
12.97

(12.67, 13.22)
.434

(.432, .435)

Variable
0

(0, 0)
6.14

(5.89, 6.38)
.409

(.403, .414)

Variable Content
0

(0, 0)
6.75

(6.52, 6.98)
.423

(.418, .429)

Note.  Each replication contained 1,000 observations.  For comparison, the proportion of 
positively keyed items in the pool was .407.

For the real-data, as shown in Table 29, there were also no items in the pool that 

were not administered except for the variable-length content balanced condition.  In that 

condition, the one item not administered was “Am indifferent to the feelings of others.”  

There were some differences in overlap between the real-data simulations than the 

simulated data simulations.  On average, in the fixed-length condition, examinees had 

three more of the same items in the real-data conditions than the simulated conditions.  

For the variable-length tests, the opposite was found.  The real-data simulations 

administered slightly fewer of the same items than the simulated data conditions.  The 

real-data simulations had a similar proportion of positively keyed items administered as 

the simulated data simulations, and again the proportion was slightly above the 

proportion of positively keyed items in the item pool.
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Table 29: Agreeableness Real-Data Pool Usage Averaged across Ten Replications

Condition
Not Administered

Mean
(min, max)

Item Overlap
Mean

(min, max)

Positively Keyed
Mean

(min, max)

Fixed
0

(0, 0)
15.94

(15.53, 16.31)
.466

(.462, .468)

Fixed Content
0

(0, 0)
15.88

(15.69, 16.27)
.443

(.437, .447)

Variable
0

(0, 0)
5.69

(5.53, 5.78)
.408

(.403, .415)

Variable Content
1

(1, 1)
6.44

(6.33, 6.70)
.448

(.440, .453)

Note.  Each replication contained 1,000 observations.  For comparison, the proportion of 
positively keyed items in the pool was .407.

The Agreeableness items in the pool came from six facet content areas.  The 

proportion of the pool that each content area comprised is shown in Table 30 along with 

the proportion of items from each content area that was administered in each CAT 

condition.  As can be seen, all six facets were administered equally when the scale was of 

fixed-length and the content balancing condition was added.  When the scale used content 

balancing, but the length was variable, the content usage was not quite equal.  Like in the 

Extraversion scale, the first facets in the list were used more often that the last facets 

because, when the number of items administered was not divisible by six, some content 

areas were administered more than others.  When there were no restrictions placed on 

from which facets the items were selected, items from the Trust and Modesty facets were 

administered at a level greater than the proportion of items available in the item pool.  In 

contrast, and items from the Morality and Altruism facets were administered at a lower 

level than the proportion of items available in the pool.  This indicates that, in general, 
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the trait estimates obtained from the conditions without content balancing were weighted 

more heavily toward the Trust and Modesty facets of Agreeableness and less weight was 

placed on Morality and Altruism.

Table 30: Agreeableness Facet Level Content Usage Averaged across Ten 
Replications

Condition Trust Morality Altruism Cooperation Modesty Sympathy

Item Pool .184 .167 .185 .167 .148 .148

Sim Fixed .247 .105 .149 .176 .169 .155

Real Fixed .292 .064 .088 .188 .203 .164

Sim Var .232 .112 .168 .151 .181 .157

Real Var .262 .070 .097 .183 .226 .163

Sim Fixed 
Content .167 .167 .167 .167 .167 .167

Real Fixed 
Content .167 .167 .167 .167 .167 .167

Sim Var 
Content .204 .173 .163 .157 .153 .150

Real Var 
Content .219 .171 .158 .154 .150 .148

Note.  Each replication contained 1,000 observations.

Conscientiousness

For the Conscientiousness scale, a 2 (participant type: real vs. simulated) x 2 

(content balancing: included vs. not included) x 2 (stopping rule: fixed vs. variable) 

factorial design was used.  The stopping rule by content balancing analyses were within-
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subjects for each of the two participant data types, and the Conscientiousness item pool 

contained 58 items.  All of the CAT conditions completed successfully for all samples.  

Descriptive Statistics

As shown in Table 31, for the simulated data conditions, there was on average just 

under one nonconvergent case out of 1,000 cases.  The standard errors of measurement 

were lower when the length was fixed rather than variable, but the difference was not as 

great as seen in some of the other tests.  The fixed-length CAT conditions also resulted in 

standard errors that were smaller than the shortened IPIP-NEO.  The variable-length

conditions did reduce the items administered by about 27% overall (M = 17.52) in 

comparison to the fixed-length conditions, but when content balancing was added in the 

variable-length condition, an additional item was administered on average.  

Table 32 shows that the correlations between the CAT and full pool trait estimate 

(and known theta) were slightly lower in the variable-length condition, but again, the 

differences between conditions were minimal.  In almost all cases, however, the 

correlations between the trait estimates from the CAT conditions and the estimate from 

the full pool (or known theta) were higher than the correlations between the trait level 

estimates from the shortened IPIP-NEO and the full pool estimate (or known theta).  This 

pattern of correlations suggests that the CAT versions of the IPIP-NEO were able to 

recover the actual trait levels slightly better than the shortened IPIP-NEO.
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Table 31: Conscientiousness Simulated-Data Descriptive Statistics for Number of 
Nonconvergent Cases (NCC), Standard Error of Measurement (SEM), and 
Number of Items Administered (NIA) Averaged across Ten Replications

Condition
NCC
Mean

(min, max)

SEM
Mean

(min, max)

NIA
Mean

(min, max)

Fixed
0.5

(0, 2)
.215

(.213, .218)
24.00

(24.00, 24.00)

Fixed
Content

0.8
(0, 3)

.227
(.224, .229)

24.00
(24.00, 24.00)

Variable
0.5

(0, 2)
.255

(.253, .257)
16.88

(16.62, 17.10)

Variable
Content

0.8
(0, 3)

.259
(.258, .261)

18.15
(17.91, 18.36)

Note.  Each replication contained 1,000 observations.  For comparison, the mean SEM 
for the full version was .154 and for the shortened IPIP was .251.



144

Table 32: Conscientiousness Intercorrelation Matrix between Known Theta, Full Item 
Pool, Shortened IPIP, and Simulated Data CAT Conditions Trait Estimates 
Averaged Across Ten Replications

Known 
Theta Full Pool

Short 
IPIP Fixed

Fixed 
Content Variable

Full Pool .988

Short IPIP .969 .980

Fixed .975 .988 .965

Fixed 
Content

.974 .987 .966 .979

Variable .969 .981 .959 .990 .974

Variable 
Content

.968 .981 .963 .973 .993 .968

As shown in Table 33, for the real-data conditions, like the simulated data 

conditions, there was a nonconvergent case occurring in every other replication.  As 

before, the standard errors of measurement were lower when the length was fixed rather 

than variable.  The variable-length conditions using real-data simulation administered 

almost 32% fewer items (M = 16.30) than the fixed-length conditions with the content 

balancing again adding an additional item in the variable-length condition.  The real-data 

simulations showed a similar pattern of correlations as the other scales. Table 34 provides 

and intercorrelation matrix between each of the CAT conditions and the trait level 

estimates from the full and shortened versions of the IPIP-NEO.  The correlations 

between CAT and full length were higher in when content balancing was used than when 

it wasn’t.  Surprisingly, the variable-length content balanced CAT had a slightly higher 

correlation with the full pool trait estimate than the fixed-length CAT without content 

balancing.  Like before, the CAT condition with the highest correlation and a low SEM 
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was the fixed-length, content balanced condition.  This condition had a correlation with 

the full version that was somewhat higher than that of the shortened IPIP-NEO version, 

and the measurement of the CAT was much more precise.

Table 33: Conscientiousness Real-Data Descriptive Statistics for Number of 
Nonconvergent Cases (NCC), and Standard Error of Measurement (SEM), 
Number of Items Administered (NIA) Averaged across Ten Replications

Condition
NCC
Mean

(min, max)

SEM
Mean

(min, max)

NIA
Mean

(min, max)

Fixed
0.5

(0, 2)
.202

(.200, .203)
24.00

(24.00, 24.00)

Fixed Content
0.5

(0, 2)
.209

(.208, .210)
24.00

(24.00, 24.00)

Variable
0.5

(0, 2)
.249

(.248, .250)
15.73

(15.64, 15.83)

Variable Content
0.5

(0, 2)
.249

(.248, .250)
16.87

(16.77, 16.97)

Note.  Each replication contained 1,000 observations.  For comparison, the mean SEM 
for the full version was .141 and for the shortened IPIP was .232.
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Table 34: Conscientiousness Intercorrelation Matrix between Full Item Pool, 
Shortened IPIP, and Real-Data CAT Conditions Trait Estimates Averaged 
Across Ten Replications

Full Pool Short IPIP Fixed
Fixed 

Content Variable

Short IPIP .954

Fixed .936 .899

Fixed 
Content

.959 .916 .922

Variable .912 .880 .972 .905

Variable 
Content

.940 .894 .905 .976 .889

For the fixed-length conditions, the SEM was allowed to vary by examinee.  

Given the shape of the scale information function provided in Figure 11 of Study 2, it 

was predicted that examinees with trait levels near and just below the mean would have 

lower standard errors of measurement than examinees that were more conscientious.  As 

shown in Figure 20, the results of the CAT were consistent with the predictions.  In all 

conditions, the SEM was highest for examinees with trait estimates near the high end of 

Conscientiousness.  In the real-data conditions, there were fewer examinees with 

extremely low estimated trait levels than in the simulated data conditions.  As such, the 

standard errors of measurement were not as high at the low end.  
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Figure 20: Conscientiousness Standard Error of Measurement Conditional on Trait 
Estimate for each of the Ten Replications

The number of items administered showed a similar pattern.  In the variable-

length conditions, when the standard error of measurement was used to determine the 

stopping rule, the number of items administered to an examinee could vary.  The CAT 

stopped when the standard error reached .25, but the maximum number of items that 

could be administered was limited to 24.  As shown in Figure 21, examinees with trait 

estimates more than two standard deviations below or about one standard deviation above 

the mean were administered all 24 items.  In the real-data conditions, examinees with trait 

Real-Data

0

0.2

0.4

0.6

0.8

1

-4 -2 0 2 4
Conscientiousness Trait Level

St
an

da
rd

Er
ro

r

Real-Data Content Balanced

0

0.2

0.4

0.6

0.8

1

-4 -2 0 2 4
Conscientiousness Trait Level

St
an

da
rd

Er
ro

r

Simulated Content Balanced

0

0.2

0.4

0.6

0.8

1

-4 -2 0 2 4
Conscientiousness Trait Level

St
an

da
rd

Er
ro

r
Simulated Data

0

0.2

0.4

0.6

0.8

1

-4 -2 0 2 4
Conscientiousness Trait Level

St
an

da
rd

Er
ro

r



148

level estimates near the lower end didn’t receive all 24 items.  Again, the range of trait 

levels was smaller in the real-data conditions than the simulated data conditions, and the 

Conscientiousness item pool provided more information about examinees with lower trait 

levels. Examinees with trait levels at or below the mean or were administered very few 

items, as few as 12 items in some conditions, to reach the standard error stopping rule of 

.25.

Figure 21: Conscientiousness Number of Items Administered Conditional on Trait 
Estimate for each of the Ten Replications
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Pool Utilization

For the simulated data, as shown in Table 35, there were no items in the pool that 

were not administered.  As expected, there was more item overlap in the fixed-length

conditions than the variable-length conditions because more items were administered 

overall.  There was also an additional two items of overlap when content balancing was 

added to each condition.  However, in all conditions, the item overlap was just above or 

below 50%, meaning that about half the items that examinees saw were the same as the 

other examinees.  On average, about 45% of the items administered in the simulated data 

CATs were positively keyed.  This was below the proportion of positively keyed items in 

the item pool, which was around 52%.

Table 35: Conscientiousness Simulated-Data Pool Usage Averaged across Ten 
Replications

Condition
Not Administered

Mean
(min, max)

Item Overlap
Mean

(min, max)

Positively Keyed
Mean

(min, max)

Fixed
0

(0, 0)
12.24

(11.97, 12.71)
.453

(.443, .460)

Fixed Content
0

(0, 0)
13.89

(13.80, 14.06)
.427

(.422, .431)

Variable
0

(0, 0)
7.05

(6.79, 7.48)
.425

(.412, .432)

Variable Content
0

(0, 0)
9.24

(9.04, 9.43)
.471

(.465, .476)

Note.  Each replication contained 1,000 observations.  For comparison, the proportion of 
positively keyed items in the pool was .517.
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For the real-data, as shown in Table 36, there were also no items in the pool that 

were not administered.  There was a difference in item overlap between the real-data 

simulations and the simulated data simulations for the fixed-length conditions.  On 

average, in the fixed-length condition, examinees had two more of the same items in the 

real-data conditions than the simulated conditions.  For the variable-length tests, the real-

data simulations administered slightly more of the same items than the simulated data 

conditions, but the difference was not practically significant.  The real-data simulations 

administered a smaller proportion of positively keyed items than the simulated data 

simulations.  The real-data simulations were far below the proportion of positively keyed 

items in the item pool.  This may have been due to the small number of positively keyed 

items with positive scale values in the item pool.  In order to administer items that would 

provide information about examinees with trait levels above the mean, items that were 

negatively keyed would need to be selected.
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Table 36: Conscientiousness Real-Data Pool Usage Averaged across Ten Replications

Condition
Not Administered

Mean
(min, max)

Item Overlap
Mean

(min, max)

Positively Keyed
Mean

(min, max)

Fixed
0

(0, 0)
14.64

(13.86, 15.20)
.420

(.411, .430)

Fixed Content
0

(0, 0)
16.01

(15.55, 16.30)
.389

(.382, .399)

Variable
0

(0, 0)
7.10

(6.31, 7.59)
.391

(.379, .403)

Variable Content
0

(0, 0)
9.87

(9.52, 10.16)
.447

(.437, .457)

Note.  Each replication contained 1,000 observations.  For comparison, the proportion of 
positively keyed items in the pool was .517.

The Conscientiousness items in the pool came from six facet content areas.  The 

proportion of the pool that each content area comprised is shown in Table 37 along with 

the proportion of items from each content area that was administered in each CAT 

condition.  As can be seen, all six facets were administered equally when the scale was of 

fixed-length and the content balancing condition was added.  When the scale used content 

balancing, but the length was variable, the content usage was not quite equal.  Like in the 

other scales, the first facets in the list were used more often that the last facets because, 

when the number of items administered was not divisible by six, some content areas were 

administered more than others.  

When there were no restrictions placed on from which facets the items were 

selected, items from the Orderliness, Self-discipline, and Cautiousness facets were 

administered at a level greater than the proportion of items available in the item pool.  
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Although the Dutifulness facet contained the smallest proportion of items in the pool, the 

proportion of that facet actually administered was still below the proportion of items in 

the pool.  Items in the Self-efficacy and Achievement Striving facets were also 

administered at a lower level than the proportion of items available in the pool.  This 

indicates that, in general, the trait estimates obtained from the conditions without content 

balancing were weighted more heavily toward the Orderliness, Self-discipline, and 

Cautiousness facets.

Table 37: Conscientiousness Facet Level Content Usage Averaged across Ten 
Replications

Condition
Self 

Efficacy Order Duty
Achievement 

Striving
Self 

Discipline Cautious

Item Pool .172 .172 .138 .172 .172 .172

Sim Fixed .104 .230 .079 .124 .245 .221

Real Fixed .060 .261 .040 .102 .278 .259

Sim Var .104 .226 .098 .110 .250 .213

Real Var .058 .258 .047 .102 .281 .253

Sim Fixed 
Content .167 .167 .167 .167 .167 .167

Real Fixed 
Content .167 .167 .167 .167 .167 .167

Sim Var 
Content .188 .186 .173 .159 .151 .143

Real Var 
Content .192 .190 .174 .157 .148 .139

Note.  Each replication contained 1,000 observations.
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Neuroticism

For the Neuroticism scale, a 2 (participant type: real vs. simulated) x 2 (content 

balancing: included vs. not included) x 2 (stopping rule: fixed vs. variable) factorial 

design was used.  The stopping rule by content balancing analyses were within-subjects 

for each of the two participant data types, and the Neuroticism item pool contained 52 

items.  All of the CAT conditions completed successfully for all samples.  

Descriptive Statistics

As shown in Table 38, for the simulated data conditions, there was on average just 

under one nonconvergent case out of 1,000 cases.    The standard error of measurement 

was lower in the fixed-length CAT conditions than in the variable-length CAT cond itions 

or the shortened IPIP-NEO.  Although the variable-length CAT conditions resulted in 

standard errors that were slightly higher, the variable-length conditions did reduce the 

items administered on average(M = 16.24) by just over 32% in comparison to the fixed-

length conditions.  

As shown in Table 39, the correlations between the CAT trait estimate and the 

known trait level were slightly lower in the variable-length conditions than the fixed-

length conditions.  Similarly, the correlations between the CAT estimate and the known 

trait level were slightly lowered when content balancing was added within each condition 

of test length.  The fixed-length CAT conditions resulted in correlations with the full 

version trait estimates that were higher than both the variable-length conditions and the 

shortened IPIP-NEO.  By selecting the appropriate unique items for each examinee, the 

fixed-length CAT conditions were able to estimate the Neuroticism trait levels slightly 

better.
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Table 38: Neuroticism Simulated-Data Descriptive Statistics for Number of 
Nonconvergent Cases (NCC), Standard Error of Measurement (SEM), and 
Number of Items Administered (NIA) Averaged across Ten Replications

Condition
NCC
Mean

(min, max)

SEM
Mean

(min, max)

NIA
Mean

(min, max)

Fixed
0.6

(0, 2)
.212

(.209, .214)
24.00

(24.00, 24.00)

Fixed
Content

0.7
(0, 2)

.215
(.211, .217)

24.00
(24.00, 24.00)

Variable
0.6

(0, 2)
.255

(.253, .256)
16.05

(15.84, 16.31)

Variable
Content

0.7
(0, 2)

.256
(.254, .258)

16.42
(16.27, 16.69)

Note.  Each replication contained 1,000 observations.  For comparison, the mean SEM 
for the full version was .155 and for the shortened IPIP was .246.
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Table 39: Neuroticism Intercorrelation Matrix between Known Theta, Full Item Pool, 
Shortened IPIP, and Simulated Data CAT Conditions Trait Estimates 
Averaged Across Ten Replications

Known 
Theta Full Pool

Short 
IPIP Fixed

Fixed 
Content Variable

Full Pool .987

Short IPIP .970 .981

Fixed .978 .990 .969

Fixed 
Content

.976 .988 .969 .989

Variable .971 .983 .962 .991 .983

Variable 
Content

.967 .981 .963 .981 .991 .976

As shown in Table 40, for the real-data conditions, there were slightly fewer 

nonconvergent cases.  The variable-length conditions using real -data simulation 

administered almost 41% fewer items (M = 14.15) than the fixed-length conditions.  

Table 41 provides and intercorrelation matrix between each of the CAT conditions and 

the trait level estimates from the full and shortened versions of the IPIP-NEO.  The 

correlations between the CAT conditions and the full pool trait estimates were higher 

when content balancing was included than when it wasn’t.  As was shown with the other 

factor scales, the CAT condition with the highest correlation and a low SEM was the 

fixed-length, content balanced condition.  This condition had a correlation with the full 

version that was higher than that of the shortened IPIP-NEO version, and the standard 

error of measurement of the CAT was more precise.
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Table 40: Neuroticism Real-Data Descriptive Statistics for Number of Nonconvergent 
Cases (NCC), Standard Error of Measurement (SEM), and Number of Items 
Administered (NIA) Averaged across Ten Replications

Condition
NCC
Mean

(min, max)

SEM
Mean

(min, max)

NIA
Mean

(min, max)

Fixed
0.4

(0, 1)
.189

(.188, .191)
24.00

(24.00, 24.00)

Fixed Content
0.3

(0, 1)
.191

(.190, .192)
24.00

(24.00, 24.00)

Variable
0.4

(0, 1)
.246

(.246, 2.47)
14.05

(13.92, 14.16)

Variable Content
0.3

(0, 1)
.246

(.245, .246)
14.25

(14.17, 14.39)

Note.  Each replication contained 1,000 observations.  For comparison, the mean SEM 
for the full version was .136 and for the shortened IPIP was .215.
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Table 41: Neuroticism Intercorrelation Matrix between Full Item Pool, Shortened 
IPIP, and Real-Data CAT Conditions Trait Estimates Averaged Across Ten 
Replications

Full Pool Short IPIP Fixed
Fixed 

Content Variable

Short IPIP .965

Fixed .963 .923

Fixed 
Content

.973 .936 .961

Variable .931 .885 .966 .932

Variable 
Content

.951 .915 .941 .970 .918

For the fixed-length conditions, the SEM was all owed to vary by examinee.  

Given the shape of the scale information function provided in Figure 13 of Study 2, it 

was predicted that examinees with trait levels near the mean would have lower standard 

errors of measurement than examinees that were more or less neurotic.  As shown in 

Figure 22, the results of the CAT were consistent with the predictions.  In all conditions, 

the SEM looked fairy symmetrical with the greatest precision of measurement around the 

mean.  In the real-data conditions, there were fewer examinees with extreme trait levels 

than in the simulated data conditions, so the distributions looked more truncated. 
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Figure 22: Neuroticism Standard Error of Measurement Conditional on Trait Estimate
for each of the Ten Replications

In the variable-length conditions, when the standard error of measurement was 

used to determine the stopping rule, the number of items administered to an examinee 

could vary.  The CAT stopped when the standard error reached .25, but the maximum 
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mean or were sometimes administered as few as 13 items to reach the standard error 

stopping rule of .25.

Figure 23: Neuroticism Number of Items Administered Conditional on Trait Estimate
for each of the Ten Replications

Pool Utilization
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variable-length conditions, there was no noticeable increase in overlap when content 

balancing was added.  However, the item overlap was just below 50%, meaning that 

about half or less of the items that examinees saw were the same as the other examinees.  

On average, more than 55% of the items administered in the simulated data CATs were 

positively keyed.  This was above the proportion of positively keyed items in the item 

pool, which was around 54%.  Only in the condition where the length was fixed and the 

content was balanced did the proportion of positively keyed items math the proportion 

available in the item pool.

Table 42: Neuroticism Simulated-Data Pool Usage Averaged across Ten Replications

Condition
Not Administered

Mean
(min, max)

Item Overlap
Mean

(min, max)

Positively Keyed
Mean

(min, max)

Fixed
0

(0, 0)
11.91

(11.87, 11.96)
.569

(.566, .571)

Fixed Content
0

(0, 0)
12.82

(12.79, 12.84)
.537

(.535, .540)

Variable
0

(0, 0)
6.48

(6.29, 6.69)
.580

(.573, .583)

Variable Content
0

(0, 0)
6.53

(6.44, 6.74)
.584

(.579, .588)

Note.  Each replication contained 1,000 observations.  For comparison, the proportion of 
positively keyed items in the pool was .538.

For the real-data, as shown in Table 43, there were also no items in the pool that 

were not administered.  There was a difference in item overlap between the real-data 

simulations and the simulated data simulations for the variable-length conditions.  On 

average, examinees had one more item in common in the simulated data conditions than 
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the real-data conditions.  For the fixed-length scales, the real -data simulations showed 

nearly the same item overlap as the simulated data conditions.  The real-data simulations 

administered a slightly greater proportion of positively keyed items than the simulated 

data simulations.  Like the simulated data conditions, the real-data simulations 

administered a proportion of positively keyed items that was greater than the proportion 

available in the item pool.  

Table 43: Neuroticism Real-Data Pool Usage Averaged across Ten Replications

Condition
Not Administered

Mean
(min, max)

Item Overlap
Mean

(min, max)

Positively Keyed
Mean

(min, max)

Fixed
0

(0, 0)
11.83

(11.80, 11.85)
.574

(.571, 577)

Fixed Content
0

(0, 0)
12.96

(12.92, 13.00)
.548

(.547, .550)

Variable
0

(0, 0)
5.50

(5.44, .561)
.598

(.594, .602)

Variable Content
0

(0, 0)
5.45

(5.41, 5.52)
.607

(.604, .613)

Note.  Each replication contained 1,000 observations.  For comparison, the proportion of 
positively keyed items in the pool was .538.

The Neuroticism items in the pool came from six facet content areas.  The 

proportion of the pool that each content area comprised is shown in Table 44 along with 

the proportion of items from each content area that was administered in each CAT 

condition.  As can be seen, all six facets were administered equally when the scale was of 

fixed-length and the content balancing condition was added.  When the scale used content 

balancing, but the length was variable, the content usage was not quite equal.  Like in the 
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other scales, the first facets in the list were used more often that the last facets because, 

when the number of items administered was not divisible by six, some content areas were 

administered more than others.  

When there were no restrictions placed on from which facets the items were 

selected, items from the Depression and Self-Consciousness facets were administered in 

the greatest proportion.  Although these two facets comprised the largest proportion of 

the item pool, they were administered at a level still greater than the proportion of items 

available in the item pool.  Items from the Anxiety and Vulnerability facets were 

administered in the smallest proportion, but the proportion was generally similar to the 

proportion available in the pool.  In comparison with the other factor scales, the 

Neuroticism test, when content balancing was not included, tended to administer items 

from the facets in the CAT that were in proportion to the availability of items from that 

facet in the item pool.  
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Table 44: Neuroticism Facet Level Content Usage Averaged across Ten Replications

Condition Anxiety Anger Depression
Self 

Conscious Immoderation Vulnerable

Item Pool .135 .154 .192 .192 .173 .111

Sim Fixed .135 .177 .223 .201 .152 .112

Real Fixed .139 .180 .218 .197 .160 .106

Sim Var .140 .160 .232 .188 .166 .114

Real Var .145 .160 .226 .184 .179 .105

Sim Fixed 
Content .167 .167 .167 .167 .167 .167

Real Fixed 
Content .167 .167 .167 .167 .167 .167

Sim Var 
Content .204 .178 .163 .156 .152 .148

Real Var 
Content .218 .174 .158 .153 .150 .148

Note.  Each replication contained 1,000 observations.

Openness

For the Openness scale, a 2 (participant type: real vs. simulated) x 2 (content 

balancing: included vs. not included) x 2 (stopping rule: fixed vs. variable) factorial 

design was used.  The stopping rule by content balancing analyses were within-subjects 

for each of the two participant data types, and the Openness item pool contained 48 

items.  All of the CAT conditions completed successfully for all samples.  
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Descriptive Statistics

As shown in Table 45, for the simulated data conditions, there was on average just 

under one nonconvergent case out of 1,000 cases.  As was the case for all the factor tests, 

the standard errors of measurement were lower when the length was fixed rather than 

variable, and all four CAT conditions resulted in standard errors of measurement that 

were lower than the shortened IPIP-NEO.  On average, the variable-length conditions 

reduced the number of items administered (M = 15.48) by more than 35% in comparison 

to the fixed-length conditions.  

The correlations between the trait estimates from the CAT conditions, full IPIP-

NEO, shortened IPIP-NEO, and known trait level are shown in Table 46.  The correlation 

between the Openness trait level estimates from the CAT and the estimates from the full 

item pool were higher than the correlations between the CAT trait level estimates and the 

known trait levels from the simulated data.  The correlations between the trait estimates 

from the CAT conditions and from the full Openness item pool were generally lower in 

the variable-length conditions, but the correlations did not drop much when content 

balancing was added, and the correlation actually increased in the variable-length

condition.  Although the addition of content balancing did drop the correlations between 

the CAT conditions and the known trait levels, all four CAT conditions produced 

correlations with the known trait levels that were higher than the shortened IPIP-NEO.
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Table 45: Openness Simulated-Data Descriptive Statistics for Number of 
Nonconvergent Cases (NCC), Standard Error of Measurement (SEM), and  
Number of Items Administered (NIA) Averaged across Ten Replications

Condition
NCC
Mean

(min, max)

SEM
Mean

(min, max)

NIA
Mean

(min, max)

Fixed
0.8

(0, 2)
.209

(.206, .211)
24.00

(24.00, 24.00)

Fixed
Content

0.8
(0, 1)

.219
(.216, .222)

24.00
(24.00, 24.00)

Variable
0.8

(0, 2)
.258

(.256, .261)
14.80

(14.65, 14.96)

Variable
Content

0.8
(0, 1)

.263
(.259, .265)

16.16
(16.03, 16.25)

Note.  Each replication contained 1,000 observations.  For comparison, the mean SEM 
for the full version was .167 and for the shortened IPIP was .316.
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Table 46: Openness Intercorrelation Matrix between Known Theta, Full Item Pool, 
Shortened IPIP, and Simulated Data CAT Conditions Trait Estimates 
Averaged Across Ten Replications

Known 
Theta Full Pool

Short 
IPIP Fixed

Fixed 
Content Variable

Full Pool .984

Short IPIP .939 .950

Fixed .981 .991 .936

Fixed 
Content

.973 .988 .937 .984

Variable .967 .982 .925 .989 .976

Variable 
Content

.964 .984 .930 .976 .991 .968

As shown in Table 47, there were fewer nonconvergent cases in the real-data 

simulations than in the simulated data conditions.  The variable-length conditions using 

real-data simulation administered almost 43% fewer items (M = 13.74) than the fixed-

length conditions, but the correlations were much lower.  Table 48 provides an 

intercorrelation matrix between each of the CAT conditions, the trait estimate from the 

full pool of items, and the trait estimate from the shortened IPIP-NEO.  Although content 

balancing added an additional one and a half items in the variable-length condition, the 

use of content balancing also boosted the correlation substantially.  The content balancing 

also boosted the correlation for the fixed-length condition, making it quite higher than the 

correlation between the full pool trait estimate and the shortened IPIP-NEO.  The fixed-

length, content balanced CAT also had a much lower standard error of measurement than 

the shortened IPIP-NEO, meaning that the CAT trait estimate was more precise.  
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Table 47: Openness Real-Data Descriptive Statistics for Number of Nonconvergent 
Cases (NCC), Standard Error of Measurement (SEM), and Number of Items 
Administered (NIA) Averaged across Ten Replications

Condition
NCC
Mean

(min, max)

SEM
Mean

(min, max)

NIA
Mean

(min, max)

Fixed
0.3

(0, 2)
.185

(.184, .186)
24.00

(24.00, 24.00)

Fixed Content
0.3

(0, 2)
.193

(.192, .195)
24.00

(24.00, 24.00)

Variable
0.3

(0, 2)
.245

(.245, .246)
12.91

(12.83, 12.99)

Variable Content
0.3

(0, 2)
.246

(.245, .247)
14.56

(14.39, 14.67)

Note.  Each replication contained 1,000 observations.  For comparison, the mean SEM 
for the full version was .146 and for the shortened IPIP was .240.
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Table 48: Openness Intercorrelation Matrix between Full Item Pool, Shortened IPIP, 
and Real-Data CAT Conditions Trait Estimates Averaged Across Ten 
Replications

Full Pool Short IPIP Fixed
Fixed 

Content Variable

Short IPIP .929

Fixed .927 .893

Fixed 
Content

.959 .890 .902

Variable .827 .802 .933 .799

Variable 
Content

.919 .864 .860 .959 .747

For the fixed-length conditions, the SEM was allowed to vary by examinee.  

Given the shape of the scale information function provided in Figure 15 of Study 2, it 

was predicted that examinees with trait levels near and below the mean would have lower

standard errors of measurement than examinees that were more open.  As shown in 

Figure 24, the results of the CAT were somewhat consistent with the predictions.  The 

simulated data conditions produced the expected pattern of standard errors.  In all 

conditions, however, the SEM was highest for examinees with trait estimates near the 

high end of Openness.  In the real-data conditions, though, there were few examinees

with extremely low estimated openness levels, so the standard errors of measurement 

were relatively flat for trait level estimates at the mean and below.  
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Figure 24: Openness Standard Error of Measurement Conditional on Trait Estimate for 
each of the Ten Replications
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level estimates near the lower end didn’t receive all 24 items.  There were no examinees 

receiving trait estimates more than two standard deviations below the mean.  Like the 

Conscientiousness item pool, the Openness item pool provided more information about 

examinees with lower trait levels, so those examinees were administered fewer items.

Examinees with trait levels at or below the mean or were administered as few as 11 items

in some conditions to reach the standard error stopping rule of .25.

Figure 25: Openness Number of Items Administered Conditional on Trait Estimate for 
each of the Ten Replications
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Pool Utilization

For the simulated data, as shown in Table 49, there were no items in the pool that 

were not administered.  Although there was the expected high item overlap in the fixed-

length conditions, the variable-length conditions had a fairly low level of item overlap.  

This was especially true in the content balanced condition because the item pool only 

contained four items in the Emotionality facet.  Overall, the item overlap was somewhat 

above 50%, meaning that a little over half the items that examinees saw were the same as 

the other examinees.  About 45% of the items administered in the simulated data CATs 

were positively keyed.  This was below the proportion of positively keyed items in the 

item pool, which was around 50%.

Table 49: Openness Simulated -Data Pool Usage Averaged across Ten Replications

Condition
Not Administered

Mean
(min, max)

Item Overlap
Mean

(min, max)

Positively Keyed
Mean

(min, max)

Fixed
0

(0, 0)
13.98

(13.52, 14.27)
.433

(.427, .437)

Fixed Content
0

(0, 0)
15.88

(15.59, 16.08)
.475

(.471, .482)

Variable
0

(0, 0)
6.40

(6.24, 6.57)
.436

(.426, .445)

Variable Content
0

(0, 0)
7.82

(7.63, 8.01)
.492

(.486, .503)

Note.  Each replication contained 1,000 observations.  For comparison, the proportion of 
positively keyed items in the pool was .500.
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For the real-data, as shown in Table 50, there were also no items in the pool that 

were not administered.  On average, in the fixed-length condition, there was much greater 

overlap in the real-data conditions than the simulated data conditions.  This could have 

happened because the range of trait levels was smaller in the real-data conditions.  For the 

variable-length conditions, the item overlap was also greater in the real-data conditions 

than the simulated data conditions, but the difference was not as great.  The item overlap 

was greater in the Openness test than in the other factor scales.  This was likely related to 

the small item pool and the small number of items in the Emotionality facet.  When 

content balancing was included in the fixed-length condition, every examinee would 

receive the same four Emotionality items.

The real-data simulations administered a much smaller proportion of positively 

keyed items than the simulated data simulations.  The real-data simulations were far 

below the proportion of positively keyed items in the item pool.  Like the 

Conscientiousness scale, this may have been due to the small number of positively keyed 

items with positive scale values in the item pool.  In order to administer items that would 

provide information about examinees with trait levels above the mean, items that were 

negatively keyed would need to be selected.
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Table 50: Openness Real-Data Pool Usage Averaged across Ten Replications

Condition
Not Administered

Mean
(min, max)

Item Overlap
Mean

(min, max(

Positively Keyed
Mean

(min, max)

Fixed
0

(0, 0)
18.55

(18.08, 18.92)
.381

(.377, .385)

Fixed Content
0

(0, 0)
18.71

(18.54, 18.92)
.432

(.429, 436)

Variable
0

(0, 0)
7.10

(6.88, 7.29)
.365

(.359, .370)

Variable Content
0

(0, 0)
8.57

(8.27, 8.79)
.447

(.444, .453)

Note.  Each replication contained 1,000 observations.  For comparison, the proportion of 
positively keyed items in the pool was .500.

The Openness items in the pool came from six facet content areas.  The 

proportion of the pool that each content area comprised is shown in Table 51 along with 

the proportion of items from each content area that was administered in each CAT 

condition.  As can be seen, all six facets were administered equally when the scale was of 

fixed-length and the content balancing condition was added.  When the scale used content 

balancing, but the length was variable, the content usage was not quite equal.  Like all the 

other scales, the first facets in the list were used more often that the last facets because, 

when the number of items administered was not divisible by six, some content areas were 

administered more than others.  

When there were no restrictions placed on from which facets the items were 

selected, items from the Liberalism and Adventurousness facets were administered in the 

greatest proportion.  Although these two facets comprised a large proportion of the item 
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pool, they were administered at a level still greater than the proportion of items available 

in the item pool.  The item pool contained just as many items from the Imagination facet, 

but items from this facet were administered much less often.  Items from the Artistic 

Interests and Intellect facets were administered in a small proportion, and in the variable-

length conditions, the four Emotionality items were hardly administered.  This indicates 

that, in general, the trait estimates obtained from the conditions without content balancing 

were weighted more heavily toward the Adventurousness and Liberalism facets.

Table 51: Openness Facet Level Content Usage Averaged across Ten Replications

Condition Imagination Artistic Emotion Adventure Intellect Liberalism

Item Pool .208 .167 .083 .208 .125 .208

Sim Fixed .167 .139 .078 .246 .127 .242

Real Fixed .119 .107 .082 .251 .110 .307

Sim Var .157 .101 .046 .271 .104 .321

Real Var .096 .057 .031 .283 .092 .441

Sim Fixed 
Content .167 .167 .167 .167 .167 .167

Real Fixed 
Content .167 .167 .167 .167 .167 .167

Sim Var 
Content .186 .174 .166 .163 .159 .152

Real Var 
Content .190 .176 .167 .162 .157 .149

Note. Each replication contained 1,000 observations.
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DISCUSSION

The purpose of this study was to simulate computerized adaptive versions of the 

IPIP-NEO under various conditions in order to make recommendations about future CAT 

development for the Big Five.  Using the pool of items created after Study 1, and the item 

parameter estimates obtained from Study 2, adaptive tests were simulated using real and 

simulated data to investigate different stopping rules and content balancing constraints.  

The results showed some trends that were common for all factor tests as well as some that 

were unique to each factor.

The most prominent finding seemed to be that content balancing should be 

included in the CAT for every factor.  In the simulated data conditions, the correlations 

between the CAT and the full version of the IPIP-NEO were similar with or without 

content balancing.  However, in the real-data simulations, regardless of whether the test 

was of fixed or variable-length, the correlations between the CAT  and the full version 

were substantially higher when content balancing was added.  This makes sense in light 

of personality theory.  Each factor represents the broadest level of the personality 

construct, and as such includes several lower level facets and behaviors (John & 

Srivastava, 1999).  Therefore, including items in the CAT from several lower level facets 

was important to mirror the content of the original version of the scale and sample from 

the entire construct.  If the measurement construct of interest had been more narrowly 

defined, content balancing may not have been as important.  With the IPIP-NEO, 

however, it will be important to ensure that future measurement instruments include 

items from all facets within the domain.

When evaluating scale length, the standard errors of measurement were higher 

and the correlations between the CAT and full IPIP-NEO were lower in the variable-
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length condition when compared to the fixed-length condition.  Although the correlations 

are generally lower in variable-length rather than fixed-length assessments, the 

magnitude of the difference is what must be considered.  Simms and Clark (2005) felt 

that although their CAT of the SNAP personality instrument resulted in small losses of 

concurrent validity, the time savings more than made up for it.  In the case of the IPIP-

NEO factors, the correlations between the CAT and full versions dropped .03 on average 

from the fixed-length to variable-length condition (when content balancing was 

included).  Across all factor scales, however, slightly more than 15 items were 

administered to each examinee in the variable-length condition compared with the 24 

items for the fixed-length, resulting in an item savings of just over 36%.  

In order to determine which test length is preferable, researchers also need to 

consider the magnitude of the correlation.  The correlations between the CAT estimates 

and the full version trait estimates, which ranged from .94 to .97 with real-data were 

better than the correlations found in other research comparing different measures of the 

Big Five.  The mean correlation between the five factors on the 44-item BFI (John & 

Srivastava, 1999) and the 100-item TDA (Goldberg, 1992) was .81 (John & Srivastava, 

1990).  Similarly, the mean correlation between the 30 facet scales of the IPIP-NEO 

(Goldberg, 1999) and the NEO-PI-R (Costa & McCrae, 1992) was .73 (Goldberg, 1999).  

When considering correlations for really short Big Five measurement instruments, 

correlations between the short and longer versions ranged from .61 (Woods & Hampson, 

2005) to .65 (Gosling et al., 2003) for a five-item total scale, and the correlation for a ten-

item total scale was .76 (Gosling et al.).  In all cases, the lowest correlations occurred for 

the Openness factor.  Although the correlations for the variable-length versions of the 

Conscientiousness and Neuroticism tests were still high, the variable-length versions of 
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Openness and especially Agreeableness resulted in somewhat lower correlations than 

their fixed-length counterparts.  

In all factor scales in the real-data conditions, the highest correlations between the 

CAT and the full version of the IPIP-NEO were in the fixed-length condition with 

content balancing.  In each case, the correlations were similar to or slightly higher than 

the correlations between the shortened IPIP-NEO and the full version of the IPIP-NEO.  

With the exception of the Openness test, however, in the simulated data and real-data 

conditions, the CAT version of the IPIP-NEO improved the correlation with the full 

version less than .01 over the shortened IPIP-NEO.  In practice, this is likely a small 

difference.  

The CAT version was also favored over the shortened IPIP-NEO in terms of the 

standard error of measurement.  For each factor scale, the average SEM was much lower 

with the fixed-length, content balanced CAT than with the shortened IPIP-NEO, meaning 

that the trait estimate was more precise with the CAT measure.  Although the fixed-

length scales had low standard errors of measurement on average, it is important to 

reiterate that the SEM is not constant for each examinee.  In fact, the SEM is conditional 

on the trait level estimate.  As predicted from the results of Study 2, the SEM for each 

factor CAT tended to be lowest around the middle and highest in the extreme ends of 

each trait distribution.  The SEM was especially high in the socially desirable end of the 

trait continuum, indicating that the CAT was less able to measure and distinguish 

between people in that end of the trait continuum.  The results of Study 3 provide further 

evidence that more items should be written to better distinguish between individuals in 

the socially desirable end of the continuum.  

In general, the items that were in the IPIP-NEO CAT item pool were all used in 

the CAT simulations.  The one exception was in the variable-length, content balanced 
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condition of the Agreeableness scale.  The item “Am indifferent to the feelings of others” 

was not administered to any examinees in all replications of the variable-length condition 

with content balancing using real-data and in all but one of the replications using the 

simulated data.  It seems that that item did not provide much new information for any 

examinee and thus, was not chosen.  This item had a scale value that was almost identical 

to the item “Love to help others,” and because both items are in the altruism facet, it is 

unlikely that both items would need to be administered.  This item was administered, 

however, in other CAT conditions.  As such, researchers may want to reconsider whether 

it is useful to keep such an item in the pool.  

Although nearly every item in the pool was administered at some point, it was 

also important to note how many common items the examinees were administered. Reise 

and Henson (2000) reported that nearly all examinees received the same first four items 

(of an eight item pool) for each facet of the NEO-PI-R; therefore creating a common 

four-item version would have produced similar results to the CAT.  In the case of the 

IPIP-NEO, however, the item overlap generally tended to be just more than half the 

items.  Item overlap was apt to be greater in the content balanced conditions than the 

conditions without content balancing and was greater in the real-data conditions than the 

simulated data conditions.   The increased overlap in the real-data conditions was likely 

due to the reduced range of trait estimates in those conditions in comparison to the 

simulated data conditions.  In all five factor scales, the real-data conditions had a smaller 

range of estimated trait levels than the simulated data conditions.  Examinees with similar 

trait levels are administered the same item more frequently than examinees with disparate 

trait levels because the items are selected to best match the current trait estimate.  If the 

trait estimates are similar, the items selected for administration will also be similar.
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In studying the items selected for administration for each CAT, whether the item 

was positively or negatively worded was of some interest.  Although the negatively

worded items were all reverse coded for scoring, these type of items allow for measuring 

the trait by negating the opposite of the trait.  The items administered for the CATs of 

Conscientiousness and Openness contained a majority of the negatively worded items, 

especially in the real-data conditions.  This might be due to the larger number of 

examinees with trait estimates in the higher end, and the small number of positively 

worded items available in this area of the trait continuum.  In contrast, the Agreeableness 

factor scale administered a proportion of positively worded items that was similar to the 

proportion of positively worded items in the total factor item pool.  This may be due to 

the positively and negatively worded items being spread more evenly throughout the trait 

continuum.

Overall, the results of Study 3 suggest that CAT administrations of the IPIP-NEO 

could provide good, precise measurement of trait levels in addition to administering 

relatively few items.  The fixed-length CATs administered 60% fewer items than the full 

version, and the variable-length CATs administered an average of 75% fewer items than 

the full version.  A CAT which includes a fixed number of items and content balancing 

by facet would be recommended for those interested in pursuing CAT administrations.  

However, in comparison to the currently available shortened version of the IPIP-NEO, 

the CAT may not provide as much measurement benefit to offset the development costs.  

Instead, it may be more beneficial for researchers to develop a broader item pool to cover 

the entire trait continuum before all the benefits of CAT can truly be realized.
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Chapter 6:  General Discussion

The discussion section is divided into three parts.  The first part will review the 

major findings of the three studies as they pertain to the five research questions outlined 

at the end of Chapter 2.  The second section will include recommendations about the 

possible future development of an IPIP-NEO CAT for live test administration as well as 

the general information that the results provide about developing CATs for the Big Five 

or other personality scales.  The final section will include general conclusions, limitations 

of the studies, and directions for future research.

RESEARCH QUESTIONS

Do men and women who have the same underlying levels of the Big Five traits 

respond to the same items in the same way?  That is, do some of the scale items display 

differential item functioning by gender?

Previous research with Neuroticism (Reise et al., 2001) and constructs related to 

Neuroticism (Smith & Reise, 1998) have shown differential item functioning for men and 

women.  That is, men and women who were matched on their underlying trait levels of 

Neuroticism (or related constructs) tended to answer some of the items differently.  Some 

items seemed “easier” for women to endorse, whereas other items seemed “easier” for 

men to endorse.  The purpose of Study 1 was to assess whether the items of the IPIP-

NEO displayed DIF by gender.

As the results of Study 1 showed, there was DIF by gender for items from each of 

the five factors.  In total, 77 of the 300 IPIP-NEO items displayed some form of gender 

DIF, although only 36 items were classified as having large and practically significant 
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DIF.  After review by a panel of personality researchers, 33 items were removed from the 

IPIP-NEO item pool because they seemed to measure the trait differently for men and 

women.  

In trying to hypothesize why the items displayed DIF by gender, it seemed that 

many of the items that were removed were related to the different stereotypes, gender 

roles, and socialization of men and women.  Women were more likely to endorse items 

that portrayed them as polite, social, happy, emotional, sympathetic, etc., whereas men of 

similar trait levels were more likely to endorse items that portrayed them as leaders, 

heroes, intellectuals, protectors, etc.  

Do the IPIP-NEO items that measure each factor of the Big Five cover the entire 

trait continuum of interest?  Are there areas of the trait continuum that are not being 

measured as well as other areas given the items in the potential CAT item pool?

In personality research, frequently a single measurement instrument is 

administered in order to determine the trait level of the examinee.  This single instrument 

needs to be able to identify people who are low, average, or high on the trait.  When 

developing this kind of scale, capable of assessing a broad range of trait levels, it is 

important that there are items in the item pool that provide information about examinees 

over a broad range of the trait continuum.  As such, the ideal scale information function 

for an instrument that measures a broad range of trait levels is fairly flat and includes 

items across the whole range of the trait continuum, indicating that the test provides 

equally precise (and good) measurement across all trait levels (Hambleton et al., 1991).  

As shown in Study 2, the scale information functions for each of the factor scales 

of the IPIP-NEO do not meet that ideal.  In fact, the scale information functions for each 

factor are fairly peaked and there are few items capable of providing information about 

examinees at the extreme ends of the trait continuum.  Although the majority of 
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examinees will have trait estimates near the mean, there were several factor scales where 

measurement precision dropped off significantly for examinees with trait levels slightly 

above the mean.  For the factors of Openness, Agreeableness, and Conscientiousness, 

there were few items in the pool to measure or distinguish between examinees moderate 

or high in the trait.  As such, there were groups of examinees who could not be measured 

as well given the available item pool.  In order to improve measurement precision for 

these examinees, more items need to be written to provide measurement in those areas.

How does a CAT version of the IPIP-NEO compare to the full 60-item version for 

each factor or a shortened 24-item version?  How well is a CAT version able to estimate 

the trait level of the examinee?  How many items from the pool are generally left unused?

This dissertation addresses a fundamental concern in personality measurement.  

Although researchers want to use a measurement instrument that can reliably assess all 

examinees with great precision, they also want an instrument that is short enough to be 

practical for research use.  The 300-item IPIP-NEO may be thorough enough to produce 

precise trait estimates, but it can take examinees up to an hour to complete (as a 

computer-based version, which tends to be faster than paper and pencil).  Therefore, a 

shortened, 120- item version was created.  The shorter version, containing 24 items from 

each factor, can be completed in 15 to 20 minutes.  Although the shortened version saves 

time, there is a loss of reliability and measurement precision.  The CAT version of the 

IPIP-NEO was developed in hopes of administering a test with fewer items but without 

the accompanying loss in measurement precision.

A separate CAT was developed for each of the five factor scales, and as shown in 

Study 3, the CAT of the IPIP-NEO correlated strongly with the full version.  When 24 

items were balanced by content area and administered adaptively, the correlations 

between the CAT and the full version ranged from .94 to .97 using real-data.  In 
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comparison, the correlations between the shortened non-adaptive IPIP-NEO and the full 

version ranged from .93 to .97.  This was similar to the findings of Reise and Henson 

(2000).  In their research developing facet-level CATs of the NEO-PI-R, the correlations

between the four-item CAT versions and the eight-item full versions ranged from .91 to 

.99.  In the case of the IPIP-NEO, administering a 24-item CAT tailored to each 

examinee resulted in nearly the same relationship between the short version and the full

version as did administering the same to each examinee in the shortened IPIP-NEO.  

Both tests were able to meet the goal of administering few items to reduce participant 

burden.

The biggest difference between the CAT and the shortened IPIP-NEO scale was 

in the precision of measurement.  The 24-item, content balanced CAT had average 

standard errors of measurement that ranged from .187 to .209 using real-data, whereas the 

non-adaptive shortened scale resulted in SEMs from .217 to .240.  The CAT provided 

more precise trait level estimates than the shortened IPIP-NEO.  

Thus, the CAT of the IPIP-NEO was able to satisfy both goals.  Fewer items were 

administered, and precision was high when the scale was of a fixed-length, 24 items, and 

content balancing was used.  In this condition, all items in the pool were administered at 

some point to at least one examinee.  No items in the pool were left unused, and each 

examinee received several items that were uniquely selected for that individual. 

Is the CAT more effective when using a fixed or variable stopping rule?  How 

many items must be administered to reach a desirable level of measurement precision?

Comparing the effectiveness of fixed-length and variable-length stopping rules 

can be difficult.  In most cases, the variable-length version will be shorter on average 

because testing will stop when the examinee has been measured with an acceptable 

degree of precision.  Examinees will continue to receive items until this level of precision 
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has been met or a maximum number of items have been administered.  In the CAT of the 

IPIP-NEO, the variable-length conditions, by definition, administered fewer items on 

average.  The maximum possible number of items was limited to be the same number as 

the number of items in the fixed-length condition.  Therefore, the scale for any examinee 

who reached the desired SEM (.25) before 24 items was terminated at that point, making 

the average scale length shorter and the average SEM higher when the variable-length

stopping rule was in place.  

As shown in Study 3, the variable-length scales tended to administer an average 

of 15 items.  This resulted 36% fewer items than the fixed-length scales and 75% fewer 

items than the full versions, but the correlations between the CATs and the full versions 

decreased about .03 when the variable-length stopping rule was used instead of the fixed-

length.  In making a decision about which stopping rule to implement, a researcher must 

decide which is more important.  Is the lower correlation an acceptable consequence of 

administering nine fewer items?  Does administering 24 items provide enough time 

savings to make it practical to use the instrument?  It seems that the variable-length

condition should be used only when the time constraints are greatest.  Otherwise, the 

fixed-length test should be used to minimize the SEM and to maximize the relationship 

between the CAT and the full IPIP-NEO.

What happens when content balancing is added to the CAT system?  How much is 

the accuracy and precision of measurement compromised by requiring items to cover the 

entire content sub-domain of the factor?

Adding content balancing to a CAT can serve two general purposes.  First, 

content balancing can help provide content or construct validity.  Second, truly 

unidimensional item pools are extremely rare, and content balancing can be used to 

ensure that the tests that are administered are more parallel in content for each examinee 
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than when content balancing is not included (Parshall, Spray, Kalohn, & Davey, 2002).  

This second point is especially important for developing a CAT of the IPIP-NEO or any 

other pool of items measuring the Big Five.  Although each trait is comprised of one 

primary factor, that factor is broad, and there is still some heterogeneity within the factor.  

Adding content balancing to the algorithm ensures that the CAT selects items from all 

facet areas and that every examinee receives a test that reflects similar content.

Adding an extra constraint to the CAT does mean, however, that the most 

informative item is not necessarily chosen.  Because the content area is chosen first, it is 

only the most informative item within a given content area that is selected for 

administration.  As such, and as shown in the simulated data conditions of Study 3, the 

SEM is slightly higher in the content balancing condition, meaning that the trait level was 

not estimated as precisely.  However, when the CATs were simulated using data from 

real people who had responded to the entire 300-item measure, the slight loss in SEM 

when content balancing was added was offset by the increased correlation between the 

CAT and full version IPIP-NEO.  The content balanced CAT more accurately reflected 

the content heterogeneity of the original measure, and therefore provided trait estimates 

more similar to the full version.  It must be noted, however, that the item pool itself no 

longer reflected the content proportions of the original assessment because the DIF items 

were removed, and this may have influenced the results as well.  There were fewer items 

available for selection in some content facet areas because items had been removed.  In 

the emotionality facet of Openness, for example, there were only four items to choose 

from.  As such, items that provided less information may have been chosen just to satisfy 

the content constraints.  If there were more items in each facet, the trait estimates may 

have improved.  At this point, it seems that in the development of an adaptive version of 

the IPIP-NEO or other Big Five measure, content balancing should be included in the 
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system.  Overall, the increased accuracy more than compensates for the slight decrease in 

measurement precision.  

RECOMMENDATIONS FOR THE DEVELOPMENT OF PERSONALITY CATS

Taken as a whole, the results seem to indicate a CAT of the IPIP-NEO could be 

developed for live test administration now but that more work needs to be done before 

the full benefits of CAT can be realized.  Currently, the effort and expense of developing 

a CAT may not outweigh the benefits.  Each of the three dissertation studies highlights 

areas where more research should be conducted so that an effective adaptive test could be 

developed in the future. 

The results of Study 1 suggest that the IPIP-NEO questions may be measuring 

more than just the personality construct of interest.  The results of the DIF study showed 

that for several items from the IPIP-NEO, gender influenced the responding for people 

who were matched on the underlying level of the trait.  There are several reasons why 

gender may have influenced responding, including social norms, stereotypes, gender 

roles, etc.  Jorm (1987) suggested that Neuroticism may manifest itself differently in men 

and women.  In men, Neuroticism may be displayed through anger and hostility; for 

women, Neuroticism may be displayed through worry and emotional outbursts like 

crying.  Based on the results of the DIF analysis, it seems that a similar explanation could 

be provided for Openness.  Openness for men could be expressed through intellectual 

openness, willingness to explore ideas, engaging in intellectual discussions, etc.  For 

women, Openness could be more of an emotional openness, willingness to explore 

feelings, engaging in discussions about feelings, etc.  Men and women could score 

equally high on Openness but through these two different routes.
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Personality researchers should further explore these constructs and the behaviors 

that are manifested when people have either high or low levels of the given construct.  

Are the behaviors that reflect the construct manifested differently for men and women?  

If so, in the pursuit of more efficient measurement, separate measurement instruments 

may need to be developed for men and for women.  Once the latent constructs are 

sufficiently defined, items can be better developed to assess the construct.

The results of Study 2 suggest that additional research is needed to improve the 

items in the item pool.  First, the study showed that the items may be improved if the 

middle response option “neither accurate nor inaccurate” were eliminated.  The category 

response curves for the items showed that examinees were less likely to choose the 

middle category than other response categories.  This means that examinees were likely 

to find the items either accurate or inaccurate, and the middle category may not be 

necessary at all.  Future research should empirically investigate how many response 

choices are optimal.

Additionally, the content of the items in the pool that has currently been 

developed to assess the Big Five may be incomplete.  The scale information functions 

were less than optimal.  In order to develop an item pool with a more ideal scale 

information function, more items need to be written to assess those with high or low trait 

levels.  Although these types of items may not be as beneficial in a traditional paper and 

pencil scale, they are necessary for improving the efficiency of an adaptive version.  In a 

traditional scale, where all examinees receive the same items, it may not be useful to 

include an item that only 5% of the population will endorse.  In the process of trying to 

limit the number of items any examinee must take, an item where almost everyone 

answers the same way is not informative.  An item that only a few people will endorse is 
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useful, however, when trying to distinguish between people at the high end of the trait 

continuum.

Therefore, the focus of future item development for CAT may be much different 

than the focus of previous item development for non-adaptive testing.  In a CAT item 

pool, it is desirable to have items that discriminate between people of all different trait 

levels.  Although some items may not be informative to the majority of examinees, those 

items are less likely to be administered to the majority of examinees.  Including items that 

measure the extreme trait levels would improve the scale.  The current item pools for the 

IPIP-NEO contain many items that are informative for people in the middle of the 

distribution.  Future item development needs to focus on the extreme ends of the trait 

distributions and especially on the ends where more socially desirable responding is 

likely to occur.  In must also be kept in mind, however, that extreme items are difficult to 

calibrate because of the low frequencies of responses in some categories.  This may 

require a larger item calibration sample or the use of an IRT model with different 

assumptions.

The same item development can be useful, however in non-adaptive testing 

situations as well.  Researchers should administer hundreds of items to examinees and 

calibrate them using an item response theory model so they are all on the same scale.  

Then items can be selected for a scale so that they provide a desirable scale information 

function.  If the goal of the scale was to separate the extremely neurotic from the more 

normal population, items would be selected to maximize information around the cut point 

between neurotic and normal.  Including items that differentiated between those who 

were normal and those who were extremely emotionally stable would not be useful in 

determining which examinees were extremely neurotic.  The purpose of the instrument 

should dictate which items are selected.  
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A similar philosophy is used when creating an item pool for adaptive testing.  

Researchers want to create a large pool of items with the desired scale information 

function.  If the goal of the CAT, like the one of the IPIP-NEO, were to provide trait level 

estimates across a broad continuum, an item pool would be needed with items that 

covered the entire trait continuum.  Items might need to be added in areas where 

information is low in order to meet that goal.  Specifically more items are needed to 

assess individuals high in Openness, Agreeableness, and Conscientiousness, and more 

items are generally needed to measure people in the extreme regions of all five factor 

scales. 

Although the scale information pools for the IPIP-NEO were peaked, as shown in 

Study 3, trait levels were still estimated with an acceptable degree of accuracy and 

precision, especially when the scale length was fixed and content balancing was included.  

The correlations between the CAT version and full version were similar to other research 

(Koch et al., 1990; Reise & Henson, 2000; Simms & Clark, 2005).  The correlations, 

however, were also similar to a shortened, non-adaptive version of the same scale (short 

IPIP-NEO; Goldberg, 1999).  Although the standard errors of measurement were smaller 

in the CAT, indicating that the CAT did provide more precise measurement than the non-

adaptive version, the increased measurement precision did not seem to be enough to 

warrant development of a CAT for live testing administration at this time.  The shortened 

non-adaptive version also seemed to provide acceptable measurement precision and 

accuracy and is currently easier to implement.  Nonetheless, this does not mean that 

improvements cannot be made such that a CAT should be used instead of a non-adaptive 

scale.  With improved construct definitions and an enhanced item pool, CAT should be 

able to provide a notable advantage over traditional measurement.
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CONCLUSIONS, LIMITATIONS, AND DIRECTIONS FOR FUTURE RESEARCH

This dissertation investigated the possible usefulness of developing a 

computerized adaptive test of the Big Five using items from the International Personality 

Item Pool NEO (IPIP-NEO; Goldberg et al., 2006; Goldberg, 1999).  In order to remove 

influences of responding other than the trait level, differential item functioning by gender 

was assessed.  Items showing statistically and practically significant DIF were removed 

from the item pool, although three items that were identified as displaying DIF were not 

removed from the pool.  The DIF for these items “Yell at people”, “Like to take it easy”, 

and “Laugh aloud” seemed surprising and unexplainable.  

The items remaining after the DIF study were calibrated using Andrich’s rating 

scale model (1978a, 1978b).  Consideration of the category response curves showed that 

the middle category was less likely to be chosen than the other categories for all five 

factor scales.  The corresponding scale information functions were peaked around the 

center of the distribution, indicating that the items in the pool provided the most 

information and subsequently, the best precision of measurement, for examinees with 

trait estimates near the middle.  

The peaked test information functions, however, did not hurt the CAT trait level 

estimates much in the real-data conditions.  In those cases, the participant trait level 

estimates fell in a somewhat narrow range, a range in which there were informative items 

in the pool.  For the real-data conditions, the peaked information functions provided the 

most problems for the Conscientiousness and Openness tests where examinees with trait 

estimates near the upper ends were measured with low precision.  In the simulated data 

conditions, the effect of the peak test information functions on the precision of 
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measurement was more obvious.  As trait levels moved toward the extreme in either 

direction, the precision of measurement decreased.

The CAT simulation studies also indicated that the CAT generally performed best 

when the length was fixed and when content balancing was included.  In the simulated 

data conditions, the inclusion of content balancing did not really impact the results.  On 

the other hand, in the real-data conditions, content balancing had a large positive impact.  

The variable-length scales tended to reduce accuracy and measurement precision, and 

therefore, were not recommended until further development of the item pool has been 

undertaken. 

Although the real-data CAT simulations resulted in correlations that were similar 

or better than the shortened non-adaptive IPIP-NEO and SEM that were better, the CAT 

did not provide enough benefits to warrant recommendation for live testing at this time.  

Future research is recommended in terms of construct definitions and item pool 

development before a live CAT should be developed.  This research, however, would 

lead to the suggestion that items should be developed that cover the entire trait 

continuum, and that the entire trait continuum should be covered within each facet.  

Additionally, more items are needed in several facets so that the proportion of items from 

each facet in the pool reflects the original instrument.  Once a better item pool is in place, 

a CAT can be developed, and that CAT should include content balancing.

Although one of the strengths of this study is that data for the CAT come from 

both simulated and real-data sources, the CAT procedures were evaluated using an 

existing dataset of responses to the full 300 IPIP-NEO items.  The real participants were 

administered the full set on a computer, and therefore, the computerized interface of CAT 

may not influence the responses.  The simulation responses, however, were 

“hypothetical,” participants may not have answered the same way if the items were really 
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presented in a CAT.  Steinberg (1994) demonstrated that context effects can influence 

responding depending on levels of self-awareness, the item content, and the serial-

position.  Yet, if personality responding is stable regardless of the situation or the items 

presented before or after, then the results drawn from this simulations are more likely to 

be replicated under live testing conditions.

The items from the IPIP-NEO were all calibrated using the rating scale model 

(Andrich, 1978a; a978b).  Although the rating scale model has been shown to perform 

well with Likert type data (Dodd et al., 1988; Koch, 1983), at least two of the items from 

the Agreeableness factor test did not fit this model.  The rating scale model assumes that 

all items on the test have the same set of threshold values, but does not require that the 

Likert scale be equal interval.  The difference between “very inaccurate” and “moderately 

inaccurate” does not need to be the same as the difference between “moderately 

inaccurate” and “neither accurate nor inaccurate.”  However, the difference between 

“very inaccurate” and “moderately inaccurate” is assumed to be the same for every item 

on the test.  Future research should consider using the successive interval model (Rost, 

1988), which estimates an additional parameter for each item which reflects the 

difference between the thresholds for that item and the thresholds for the entire scale.  

Additionally, as research efforts advance in the use of multidimensional 

modeling, it may be useful to develop a CAT of the Big Five that incorporates all five 

dimensions in one model.  Because there are modest correlations among the factors in 

practice (John & Srivastava, 1999), including all factors in the same model could make 

the CAT more efficient.  Information about one trait level estimate could be used as a 

starting point for administering items for the next trait estimate.

Finally, when a CAT has been developed and is being administered to live 

participants, there are difficulties that must be considered when adding and evaluating 
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new items.  When new items have been created, they must be pretested and then 

calibrated to be on the same scale as the rest of the items.  Like the initial calibration, new 

items can be pretested in a separate test along with some of the old items, so that they can 

be linked back to the original scale.  Alternatively, pretested items can be presented 

during the live CAT administration either embedded with the rest of the items (and not 

scored) or presented at the end of the test.  In either case, a large sample will be needed 

before the new items can be added to the operational item pool.

Similarly, the new items also need to be evaluated for DIF, and a large sample is 

required for this analysis as well.  Research has indicated that the GMH may not perform 

well at detecting small amounts of DIF in small sample sizes (Spray & Miller, 2004).  

Nevertheless, Meyers et al. (2004) demonstrated that polytomous DIF could be detected 

using the GMH with as few as 299 examinees in the reference group and 76 examinees in 

the focal group as long as it was also combined with a measure of effect size.

In conclusion, the research conducted in this dissertation provides a starting point 

for the development of a CAT of the Big Five.  Computerized adaptive testing holds 

much promise for the measurement of the Big Five factors and for personality 

measurement more generally.  Though before the benefits can be realized, more research 

must go into defining constructs, evaluating different IRT models, and developing 

sufficiently large item pools that cover the entire trait continuum of interest.  It is thought 

that by following these recommendations that researchers utilizing the Big Five will be 

able to reap substantial benefits from CAT.
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Appendix A – IPIP-NEO Items (Full Version)

Factor Item Facet Key Short

E Make friends easily. Friendliness + *
E Warm up quickly to others. Friendliness +
E Feel comfortable around people. Friendliness + *
E Act comfortably with others. Friendliness +
E Cheer people up. Friendliness +
E Am hard to get to know. Friendliness -
E Often feel uncomfortable around others. Friendliness -
E Avoid contacts with others. Friendliness - *
E Am not really interested in others. Friendliness -
E Keep others at a distance. Friendliness - *
E Love large parties. Gregariousness + *
E Talk to a lot of different people at parties. Gregariousness + *
E Enjoy being part of a group. Gregariousness +
E Involve others in what I am doing. Gregariousness +
E Love surprise parties. Gregariousness +
E Prefer to be alone. Gregariousness - *
E Want to be left alone. Gregariousness -
E Don't like crowded events. Gregariousness -
E Avoid crowds. Gregariousness - *
E Seek quiet. Gregariousness -
E Take charge. Assertiveness + *
E Try to lead others. Assertiveness + *
E Can talk others into doing things. Assertiveness +
E Seek to influence others. Assertiveness +
E Take control of things. Assertiveness + *
E Wait for others to lead the way. Assertiveness - *
E Keep in the background. Assertiveness -
E Have little to say. Assertiveness -
E Don't like to draw attention to myself. Assertiveness -

E Hold back my opinions. Assertiveness -
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Factor Item Facet Key Short

E Am always busy. Activity Level + *
E Am always on the go. Activity Level + *
E Do a lot in my spare time. Activity Level + *
E Can manage many things at the same time. Activity Level +
E React quickly. Activity Level +
E Like to take it easy. Activity Level - *
E Like to take my time. Activity Level -
E Like a leisurely lifestyle. Activity Level -
E Let things proceed at their own pace. Activity Level -
E React slowly. Activity Level -
E Love excitement. Excitement-Seeking + *
E Seek adventure. Excitement-Seeking + *
E Love action. Excitement-Seeking +
E Enjoy being part of a loud crowd. Excitement-Seeking +
E Enjoy being reckless. Excitement-Seeking + *
E Act wild and crazy. Excitement-Seeking + *
E Willing to try anything once. Excitement-Seeking +
E Seek danger. Excitement-Seeking +

E Would never go hang gliding or bungee 
jumping.

Excitement-Seeking -

E Dislike loud music. Excitement-Seeking -
E Radiate joy. Cheerfulness + *
E Have a lot of fun. Cheerfulness + *
E Express childlike joy. Cheerfulness +
E Laugh my way through life. Cheerfulness +
E Love life. Cheerfulness + *
E Look at the bright side of life. Cheerfulness + *
E Laugh aloud. Cheerfulness +
E Amuse my friends. Cheerfulness +
E Am not easily amused. Cheerfulness -

E Seldom joke around. Cheerfulness -
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Factor Item Facet Key Short 

A Trust others. Trust + *
A Believe that others have good intentions. Trust + *
A Trust what people say. Trust + *
A Believe that people are basically moral. Trust +

A Believe in human goodness. Trust +

A Think that all will be well. Trust +
A Distrust people. Trust - *
A Suspect hidden motives in others. Trust -
A Am wary of others. Trust -
A Believe that people are essentially evil. Trust -
A Would never cheat on my taxes. Morality +
A Stick to the rules. Morality +
A Use flattery to get ahead. Morality -
A Use others for my own ends. Morality - *
A Know how to get around the rules. Morality -
A Cheat to get ahead. Morality - *
A Put people under pressure. Morality -
A Pretend to be concerned for others. Morality -
A Take advantage of others. Morality - *
A Obstruct others' plans. Morality - *
A Make people feel welcome. Altruism +
A Anticipate the needs of others. Altruism +
A Love to help others. Altruism + *
A Am concerned about others. Altruism + *
A Have a good word for everyone. Altruism +
A Look down on others. Altruism -
A Am indifferent to the feelings of others. Altruism - *
A Make people feel uncomfortable. Altruism -
A Turn my back on others. Altruism -

A Take no time for others. Altruism - *
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Factor Item Facet Key Short

A Am easy to satisfy. Cooperation +
A Can't stand confrontations. Cooperation +
A Hate to seem pushy. Cooperation +
A Have a sharp tongue. Cooperation -
A Contradict others. Cooperation -
A Love a good fight. Cooperation - *
A Yell at people. Cooperation - *
A Insult people. Cooperation - *
A Get back at others. Cooperation - *
A Hold a grudge. Cooperation -
A Dislike being the center of attention. Modesty +
A Dislike talking about myself. Modesty +
A Consider myself an average person. Modesty +
A Seldom toot my own horn. Modesty +
A Believe that I am better than others. Modesty - *
A Think highly of myself. Modesty - *
A Have a high opinion of myself. Modesty - *
A Know the answers to many questions. Modesty -
A Boast about my virtues. Modesty - *
A Make myself the center of attention. Modesty -
A Sympathize with the homeless. Sympathy + *

A Feel sympathy for those who are worse off 
than myself.

Sympathy
+ *

A Value cooperation over competition. Sympathy +
A Suffer from others' sorrows. Sympathy +

A Am not interested in other people's 
problems.

Sympathy - *

A Tend to dislike soft-hearted people. Sympathy -
A Believe in an eye for an eye. Sympathy -
A Try not to think about the needy. Sympathy - *
A Believe people should fend for themselves. Sympathy -

A Can't stand weak people. Sympathy -
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Factor Item Facet Key Short

C Complete tasks successfully. Self-Efficacy + *
C Excel in what I do. Self-Efficacy + *
C Handle tasks smoothly. Self-Efficacy + *
C Am sure of my ground. Self-Efficacy +
C Come up with good solutions. Self-Efficacy +
C Know how to get things done. Self-Efficacy + *
C Misjudge situations. Self-Efficacy -
C Don't understand things. Self-Efficacy -
C Have little to contribute. Self-Efficacy -
C Don't see the consequences of things. Self-Efficacy -
C Like order. Orderliness +
C Like to tidy up. Orderliness + *
C Want everything to be "just right." Orderliness +
C Love order and regularity. Orderliness +
C Do things according to a plan. Orderliness +

C Often forget to put things back in their 
proper place.

Orderliness - *

C Leave a mess in my room. Orderliness - *
C Leave my belongings around. Orderliness - *
C Am not bothered by messy people. Orderliness -
C Am not bothered by disorder. Orderliness -
C Try to follow the rules. Dutifulness +
C Keep my promises. Dutifulness + *
C Pay my bills on time. Dutifulness +
C Tell the truth. Dutifulness + *
C Listen to my conscience. Dutifulness +
C Break rules. Dutifulness - *
C Break my promises. Dutifulness - *
C Get others to do my duties. Dutifulness -
C Do the opposite of what is asked. Dutifulness -

C Misrepresent the facts. Dutifulness -
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Factor Item Facet Key Short

C Go straight for the goal. Achievement-Striving +
C Work hard. Achievement-Striving + *
C Turn plans into actions. Achievement-Striving +
C Plunge into tasks with all my heart. Achievement-Striving +
C Do more than what's expected of me. Achievement-Striving + *
C Set high standards for myself and others. Achievement-Striving +
C Demand quality. Achievement-Striving +
C Am not highly motivated to succeed. Achievement-Striving -
C Do just enough work to get by. Achievement-Striving - *
C Put little time and effort into my work. Achievement-Striving - *
C Get chores done right away. Self-Discipline +
C Am always prepared. Self-Discipline + *
C Start tasks right away. Self-Discipline +
C Get to work at once. Self-Discipline +
C Carry out my plans. Self-Discipline + *
C Find it difficult to get down to work. Self-Discipline -
C Waste my time. Self-Discipline - *
C Need a push to get started. Self-Discipline -
C Have difficulty starting tasks. Self-Discipline - *
C Postpone decisions. Self-Discipline -
C Avoid mistakes. Cautiousness +
C Choose my words with care. Cautiousness +
C Stick to my chosen path. Cautiousness +
C Jump into things without thinking. Cautiousness - *
C Make rash decisions. Cautiousness - *
C Like to act on a whim. Cautiousness -
C Rush into things. Cautiousness - *
C Do crazy things. Cautiousness -
C Act without thinking. Cautiousness - *

C Often make last-minute plans. Cautiousness -
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Factor Item Facet Key Short

N Worry about things. Anxiety + *
N Fear for the worst. Anxiety + *
N Am afraid of many things. Anxiety + *
N Get stressed out easily. Anxiety + *
N Get caught up in my problems. Anxiety +
N Am not easily bothered by things. Anxiety -
N Am relaxed most of the time. Anxiety -
N Am not easily disturbed by events. Anxiety -

N Don't worry about things that have already 
happened.

Anxiety -

N Adapt easily to new situations. Anxiety -
N Get angry easily. Anger + *
N Get irritated easily. Anger + *
N Get upset easily. Anger +
N Am often in a bad mood. Anger +
N Lose my temper. Anger + *
N Rarely get irritated. Anger -
N Seldom get mad. Anger -
N Am not easily annoyed. Anger - *
N Keep my cool. Anger -
N Rarely complain. Anger -
N Often feel blue. Depression + *
N Dislike myself. Depression + *
N Am often down in the dumps. Depression + *
N Have a low opinion of myself. Depression +
N Have frequent mood swings. Depression +
N Feel desperate. Depression +
N Feel that my life lacks direction. Depression +
N Seldom feel blue. Depression -
N Feel comfortable with myself. Depression - *
N Am very pleased with myself. Depression -
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Factor Item Facet Key Short

N Am easily intimidated. Self-Consciousness +
N Am afraid that I will do the wrong thing. Self-Consciousness +
N Find it difficult to approach others. Self-Consciousness + *
N Am afraid to draw attention to myself. Self-Consciousness + *
N Only feel comfortable with friends. Self-Consciousness + *
N Stumble over my words. Self-Consciousness +
N Am not embarrassed easily. Self-Consciousness -
N Am comfortable in unfamiliar situations. Self-Consciousness -

N Am not bothered by difficult social 
situations.

Self-Consciousness - *

N Am able to stand up for myself. Self-Consciousness -
N Often eat too much. Immoderation +

N Don't know why I do some of the things I 
do.

Immoderation +

N Do things I later regret. Immoderation +
N Go on binges. Immoderation + *
N Love to eat. Immoderation +
N Rarely overindulge. Immoderation - *
N Easily resist temptations. Immoderation - *
N Am able to control my cravings. Immoderation - *
N Never spend more than I can afford. Immoderation -
N Never splurge. Immoderation -
N Panic easily. Vulnerability + *
N Become overwhelmed by events. Vulnerability + *
N Feel that I'm unable to deal with things. Vulnerability + *
N Can't make up my mind. Vulnerability +
N Get overwhelmed by emotions. Vulnerability +
N Remain calm under pressure. Vulnerability - *
N Can handle complex problems. Vulnerability -
N Know how to cope. Vulnerability -
N Readily overcome setbacks. Vulnerability -

N Am calm even in tense situations. Vulnerability -
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Factor Item Facet Key Short

O Have a vivid imagination. Imagination + *
O Enjoy wild flights of fantasy. Imagination + *
O Love to daydream. Imagination + *
O Like to get lost in thought. Imagination + *
O Indulge in my fantasies. Imagination +
O Spend time reflecting on things. Imagination +
O Seldom daydream. Imagination -
O Do not have a good imagination. Imagination -
O Seldom get lost in thought. Imagination -
O Have difficulty imagining things. Imagination -
O Believe in the importance of art. Artistic Interests + *
O Like music. Artistic Interests +

O See beauty in things that others might not 
notice.

Artistic Interests + *

O Love flowers. Artistic Interests +
O Enjoy the beauty of nature. Artistic Interests +
O Do not like art. Artistic Interests -
O Do not like poetry. Artistic Interests - *
O Do not enjoy going to art museums. Artistic Interests - *
O Do not like concerts. Artistic Interests -
O Do not enjoy watching dance performances. Artistic Interests -
O Experience my emotions intensely. Emotionality + *
O Feel others' emotions. Emotionality + *
O Am passionate about causes. Emotionality +
O Enjoy examining myself and my life. Emotionality +
O Try to understand myself. Emotionality -
O Seldom get emotional. Emotionality -
O Am not easily affected by my emotions. Emotionality -
O Rarely notice my emotional reactions. Emotionality - *

O Experience very few emotional highs and 
lows.

Emotionality -

O Don't understand people who get emotional. Emotionality - *
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Factor Item Facet Key Short

O Prefer variety to routine. Adventurousness + *
O Like to visit new places. Adventurousness +
O Interested in many things. Adventurousness +
O Like to begin new things. Adventurousness +
O Prefer to stick with things that I know. Adventurousness - *
O Dislike changes. Adventurousness - *
O Don't like the idea of change. Adventurousness -
O Am a creature of habit. Adventurousness -
O Dislike new foods. Adventurousness -
O Am attached to conventional ways. Adventurousness - *
O Like to solve complex problems. Intellect +
O Love to read challenging material. Intellect + *
O Have a rich vocabulary. Intellect +
O Can handle a lot of information. Intellect +
O Enjoy thinking about things. Intellect +
O Am not interested in abstract ideas. Intellect -
O Avoid philosophical discussions. Intellect - *
O Have difficulty understanding abstract ideas. Intellect - *
O Am not interested in theoretical discussions. Intellect - *
O Avoid difficult reading material. Intellect -
O Tend to vote for liberal political candidates. Liberalism + *

O Believe that there is no absolute right or wrong. Liberalism + *

O Believe that criminals should receive help rather 
than punishment.

Liberalism +

O Believe in one true religion. Liberalism -

O Tend to vote for conservative political 
candidates.

Liberalism - *

O Believe that too much tax money goes to support 
artists.

Liberalism -

O Believe laws should be strictly enforced. Liberalism -
O Believe that we coddle criminals too much. Liberalism -
O Believe that we should be tough on crime. Liberalism - *

O Like to stand during the national anthem. Liberalism -
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Appendix B – IPIP-NEO Items Removed for DIF

Factor Item

Extraversion Am not really interested in others (R)

Extraversion Loves surprise parties

Extraversion Seek danger

Extraversion Would never go hang gliding or bungee jumping

Extraversion Radiate joy

Extraversion Express childlike joy

Extraversion Am not easily amused (R)

Agreeableness Know how to get around the rules (R)

Agreeableness Know the answers to many questions (R)

Agreeableness Sympathize with the homeless

Agreeableness Am not interested in other people’s problems (R)

Conscientiousness Try to follow the rules

Conscientiousness Break the rules (R)

Neuroticism Worry about things

Neuroticism Am afraid of many things

Neuroticism Am not easily disturbed by events (R)

Neuroticism Often eat too much

Neuroticism Panic easily

Neuroticism Get overwhelmed by emotions

Neuroticism Can handle complex problems (R)

Neuroticism Am calm even in tense situations (R)

Openness Love flowers

Openness Do not enjoy watching dance performances (R)

Openness Experience my emotions intensely

Openness Feel others’ emotions

Openness Seldom get emotional (R)

Openness Am not easily affected by my emotions (R)

Openness Rarely notice my emotional reactions (R)

Openness Don’t understand people who get emotional (R)
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