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Abstract 

 

OurFileSystem 

 

Robert Benjamin Gass, M. S. E. 

The University of Texas at Austin, 2013 

 

Supervisor:  Vijay K. Garg 

 

OurFileSystem (OFS) is a peer-to-peer file and metadata sharing program.  Peers 

freely join the network, but must be granted access to groups in which metadata and files 

are shared.  Any peer may create a group and grant others access to the group.  Group 

members have different degrees of authority to grant others access and set their authority.  

Metadata for files is created by users within the context of a group and distributed to all 

members of the group in the form of a post.  Post templates can be created to set fields of 

metadata.  Templates are distributed to all members of a group, and one can be selected 

when creating a post or searching for files.  Metadata in posts is indexed, and 

sophisticated search on the metadata can be performed locally to help users find files of 

interest quickly.  Files found during a search may be downloaded from peers upon 

request.  Pieces of files are downloaded from as many different peers as possible to 

maximize bandwidth.  Peers within a group may also be marked as bad locally.  If a user 

marks another peer as bad within the context of a group, posts from that peer to the group 

are deleted and not shared with others.  Furthermore, any peer that was granted access by 

a peer marked as bad is also marked bad.  No further posts or authorizations are ever 
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accepted from any peer marked as bad.  OFS also supports small public and private 

messages, which are distributed to all peers in the network.  Private messages are 

encrypted so only the intended peer can decrypt the message.  Lastly OFS integrates well 

with anonymous overlay networks that support SOCKS proxies [3], such as TOR [8].  

I2P [9] support has also been explicitly added.  
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Chapter 1:  Introduction 

 

There are many successful peer-to-peer file-sharing systems in existence today 

such as BitTottent [1], Gnutella [2], and Freenet [5].  Each of these has their own 

advantages and disadvantages, and OFS tries to fill a niche not satisfied by these existing 

systems. 

BITTORRENT 

BitTorrent makes use of centralized web servers to search for torrent files that 

point the peers to trackers.  Trackers help peers negotiate the transfer of a single file 

broken into pieces.  The pieces are downloaded in a swarming fashion until all peers have 

a full copy of the file [1]. 

One advantage of BitTorrent is that it leverages the ease, simplicity and flexibility 

of centralized web servers to distribute torrent files.  Sophisticated web sites, such as The 

Pirate Bay [4], with search functionality and user comments, have been developed to help 

users find files of interest.  Another advantage is that swarming offers unprecedented 

download performance.  Peers pull different pieces of the file from other peers in parallel.  

In this manner the maximum download rate of a peer’s connection can be achieved until 

the file is completely downloaded [1].  The disadvantage is that the centralized web 

servers and trackers are a point of attack and censorship.  The search capabilities of the 

web server may also be limited to handle a large number of users at once. 

GNUTELLA 

Gnutella is a decentralized network.  Searches are distributed throughout the 

network, and peers that have files that match the query return information about the 

matching files.  The user can then select to download one of the files from the peers that 
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responded.  The advantage is the decentralized nature of the network.  There is no single 

point of attack [2]. 

Gnutella is in active development to address some of the current disadvantages 

related to file transfers and search scalability [2].  However, the distributed nature of 

search queries will always force a compromise in either performance or search flexibility.  

Currently, to help scale the network, searches are limited to exact keyword matches. 

FREENET 

Freenet is a distributed peer-to-peer network that attempts to keep requests and 

storage of files anonymous.  Peers allocate a portion of their disk space for storage, and 

files are distributed throughout the system in an anonymous manner.  Once a file has 

been inserted a special key is created that can be used to retrieve the file.  Requests for 

files and the returning data are routed through several hops, which obscure the source and 

destination of the files [5].  The advantage of Freenet is its decentralized nature as well as 

its anonymity.  It has proven to be very resilient to censorship.  However, its simple 

insert/request nature has limited query functionality, and performance had to be sacrificed 

for anonymity.  

OURFILESYSTEM  

A problem with all of the systems listed above is their limited search and 

metadata capabilities.  For example, assume two different people create different torrent 

files for the same file.  The two torrent files are then uploaded to a website and different 

comments and keywords are added to each of them.  People that find one torrent file may 

not get all the pertinent information because it was shared in reference to the other torrent 

file.  A method to force the merge of metadata for a common file is desired. 
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Now assume a source file is compressed using two different formats, by two 

different users, and shared on any of the above systems.  The two resulting compressed 

files are different.  Now assume another user discovers these compressed files 

decompress to the same file.  It would be nice if the user could generate metadata that 

associates the two files so that duplicates can be eliminated from search results or users 

could see what files are related. 

Last is that search of metadata is either nonexistent or compromised for scalability 

and performance.  Even though Gnutella now uses a modified Bloom filter for keyword 

searches, it has been shown that on average over 70% of the bytes transferred for 

signaling in Gnutella are for search queries.  While only about 3% are for routing table 

updates, which indicate metadata updates in the form of keywords [10].  Furthermore, 

only about 7-10% of the queries are successful [11].  This indicates clearly that users 

search for files to a much greater extent than they update metadata, and that greater 

search functionality would be desirable. 

Taking this into consideration, OFS allows for arbitrary metadata creation and 

distributes it throughout the group in the form of posts.  Each peer in the group stores a 

local copy of all posts.  This is a broadcast of the metadata to the group.  However, as 

shown, it is less frequently created when compared to search queries and it is limited to 

the members of the group.  OFS then completely offloads search queries from the 

network.  All search queries are processed locally on the peer, which means much more 

powerful search queries are possible. 

Furthermore, because posts are associated with file digests it is easy to collect all 

posts created for the same file, even if users created them based on independent copies of 

the file.  In this way peers can merge all metadata created for a single file.  Duplicates can 

be marked and eliminated from search queries and metadata is never lost.  Metadata 
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becomes very resilient.  Even if the peer that created a post drops out of the network, the 

post is not lost as long as it was shared with one peer in the group still participating. 

Groups serve to help the scalability of the network.  Groups are created for 

generalized topics or types of files.  People interested in joining a group must request 

access from a peer already participating in the group that has the authority to add new 

members.  Files and metadata shared within the group are only distributed to members of 

the group.  Public and private messages allow people to request access to groups.  No 

files or metadata can be shared as public or private messages.  

The system can run anonymously by simply using an overlaying network that 

supports the SOCKS Proxy protocol [3].  TOR [8] and I2P [9] are examples of an overlay 

networks that can allow OFS to run anonymously. 

The outline for the remaining report is as follows.  Chapter 2 describes the 

distributed system in terms of the data shared between nodes, how it is processed, and 

distributed.  It also discusses how access to groups is granted and verified, and the 

method in which large files are handled.  Chapter 3 describes the current implementation 

and testing of the application.  Chapter 4 discusses measures taken to improve scalability 

and interaction with overlay networks.  Finally, Chapter 5 concludes the report. 



 5 

Chapter 2:  Distributed System Architecture 

 

This chapter describes the data shared between peers in the distributed system.  It 

goes into detail about what is included in each data type, how it is propagated to other 

nodes, and the way it is processed.  First, peer data is discussed.  Peer data identifies a 

peer and gives its network location to which other peers can connect.  Prior to discussing 

groups, the handshake mechanism used to verify the identity of peers upon connection is 

described.  Group data is then discussed in detail, including how it is pushed and pulled 

to and from other nodes.  Next the method in which peers are granted access and 

authority to groups is described.  Finally, post and file data are discussed in terms of how 

they are used within the context of a group to share metadata and files. 

The system is fully distributed, and new peers may join freely.  Anonymous seed 

peer data is distributed with the program.  Upon initial startup a new peer will attempt to 

connect to the seed peers.  Once connected to a seed peer, information about all known 

peers is requested and sent to the new node.  The new node may then request groups, 

public messages, and private messages from other peers. 

Either, the group creator, or other peers that have been granted authority for a 

group may grant other peers access to the group.  A peer that is authorized to access a 

group is also called a member of the group.  New authorization data is only pushed to 

connected peers that are also authorized for the group.  Peers may request new peer 

authorizations from other peers, but the request is only serviced if both peers are already 

authorized for the group.  Posts to groups are distributed in the same manner as group 

authorization data, based on the common group membership of both the sending and 

receiving peers. 



 6 

Posts may reference files by their digest, and a boolean value in the post indicates 

whether or not the creator of the post has a copy of the file.  If a peer wishes to request a 

file referenced by a post, it searches its database for peers that have created posts 

indicating they have a copy, to which it will connect and request the file.  Only members 

of a group may request files referenced by posts to the group. 

 

PEERS 

The words peer and node will be used interchangeably in this report.  Peer data 

contains information about the unique identity of the peer as well as information about 

how to connect to the peer.  Upon initial startup two different RSA [6] key pairs are 

generated, a signing key pair and an encryption key pair.  The private keys are of course 

stored in the peer’s database, but never shared, while the public keys are part of the peer 

data shared with other peers.  The SHA512 [7] digest of the two public keys is the peer’s 

Identifier or peer ID.  The peer ID is used when the peer generates a message, post, or 

group, to identify it as the creator.   The peer data also contains a nickname for the peer 

picked by the user as well as an optional brief introduction.  The connection information 

is also part of the peer data.  This could be a simple IP address and port, or it could be 

some other connection information based on the overlay network, such as a TOR onion 

address [8] and port, or an I2P destination key [9].  The peer data also contains an update 

number that is incremented every time the user updates or changes any information in its 

peer data.  All the peer data is then signed using the signing key, by taking the SHA512 

digest of all the peer data and encrypting it with the signing private key.   See Figure 1. 
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Figure 1: Peer data 

 

When a new node receives peer data, it first checks the signature to make sure it is 

valid.  Then it checks the update number to make sure it is greater than the update 

number of peer data already saved for the node.  If it is greater, or the node was not 

previously known, the peer data is saved replacing any previous data saved for that node.  

The new peer data will then be pushed to another peer at random if there is already a 

connection established.  Any updates to connection information will then be used when 

attempting to establish new connections to a node.  

The peer identity is fundamentally the public keys generated for a peer.  However, 

to reduced the size and make it a consistent size, the SHA512 digest of the public keys is 

used as the peer ID value instead.  Every node that receives new peer data calculates the 
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SHA512 digest of the public keys to verify the peer ID value.  Then the signature of peer 

data is checked with the public signing key.  Another peer cannot spoof the peer data of 

another because it could not alter any information and generate the proper signature.  

Another node cannot replay older peer data for a node because the update number will be 

less than that of the current peer data. 

Peer data is distributed in both a push and pull manner.  Every time peers connect 

they exchange their latest peer data.  If the peer was previously unknown it will push the 

peer data to another peer that is already connected, if there is one, excluding the peer 

form which the data was received.  Peers can also explicitly request all peer data from 

other nodes.  The user may initiate a peer update in which the node will attempt to 

connect to all known peers and request all peer data known by each.  It will only attempt 

to connect to peers for peer updates if the maximum number of connections has not been 

reached, and only one connection attempt for the purpose of peer updates will be made.  

Simulation shows that even under heavy congestion, where only two connections can be 

made per node, and only one seed node exists, 300 new peers joining simultaneously can 

discover all nodes in 12 updates.  Figure 2 shows how many updates are necessary for 

various numbers of new peers to discover each other with one seed node. 
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Figure 2: Peer data updates 

This scenario, where hundreds of nodes are all attempting to join simultaneously 

with one seed node is extremely unlikely, but it serves to show a worst case scenario for 

the time it could take for all peers to know each other.  Auto updates of peer data have a 

programmable period in units of hours.  The default setting is 8 hours.  So it could take 

up to 72 hours for 300 peers that joined simultaneously to discover each other if only 2 

connections are allowed with one seed node, but this would be unlikely.  A more typical 

situation, where one node joins an established network with many nodes already present, 

has a much more reasonable update time.  Simulation of up to 300 nodes indicates that all 
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existing nodes will know a new peer within 1 or 2 updates so long as the new node has 

updated with at least one other peer first. 

 

CONNECTION HANDSHAKE 

Later, groups and group authorities will be discussed.  However, because only 

peers that are members of a group are allowed to access to the group, it should be 

apparent that the identity of a peer must be verified upon connection.  Upon initial 

connection both peers send their current peer data to each other.  Using the public key 

received for the other peer, a random challenge value is encrypted and sent to the 

connected peer.  Each peer will then use its private key to decode the challenge and send 

it back to the connected peer, which will verify the challenge value was properly 

decrypted.  If the challenge was not properly decrypted the connection is closed.  If the 

challenge was properly decrypted the connection will be allowed to exchange data for 

groups to which both peers have been granted access.  See Figure 3. 

OFS relies on the overlay network to guard against man-in-the-middle attacks 

after the handshake as been completed.  While it is possible to run OFS without an 

overlay network that ensures end-to-end encryption, it is not recommended because a 

man-in-the-middle attack can be used to observe group data without membership.  Both 

TOR and I2P provide end-to-end encryption [8-9]. 
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Figure 3: Handshake 

GROUPS 

Groups provide a context for sharing files and posts.  Any user can create a group.  

The group data contains information about the group and is distributed to all peers.  It 

contains a group name, a brief description, the ID the peer that created the group, the 

group number, the digest of the group data, and a signed digest.  The digest of the group 

data (unsigned) is the group ID and is used to reference the group in posts and 

authorizations.  See Figure 4. 
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Figure 4: Group data 

Upon creation of a group the data it is pushed to all connected peers, if there are 

any.  Each group created by a peer is numbered consecutively starting with 1.  The 

numbers are only unique to the peer.  There will be many peers with group number 1, but 

each peer will only have one group numbered 1.  All subsequent groups created will be 

consecutively numbered for each peer.  In this manner group data can be requested by 

peer ID and the last group number known for that peer.  Then any groups with a greater 

number are returned.  If there is sequence breaks in the group data known for a peer, the 

missing group data is requested by peer ID and the bounding numbers in the missing 

sequence.  Upon receiving new group data that was not previously known, it is pushed to 

a randomly selected peer it is currently connected to, if there is one, excluding the peer 

from which the data was received. 
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Group data can be requested indirectly.  Meaning a peer does not need to be 

connected to the specific peer for which it is requesting group data.  Another peer can 

return the group data created by another if it has it in its database.  In fact a node will not 

explicitly try to connect to the node for which it is requesting group data.  It will simply 

request it indirectly from any peers to which it is currently connected.  If that peer does 

not return any group data it is assumed there is none.  If there really is group data, it is 

assumed it will eventually be received during subsequent updates.  In this manner group 

data can take longer to completely propagate than peer data.  Congestion will also have a 

limited effect on the propagation of group data because only one connection is required to 

fulfill the request, even if no data is returned.   

If there are no existing connections when group updates are requested, the node 

will query its database for the peers that have last returned group data within a time 

period.  If no peers have returned group data within the specified time period the time 

period is increased by a step size and the database is queried again.  After a number of 

steps if there is still no peers that have returned group data, all known peers are used 

instead.  These peers are then sorted by the number of groups received from each, such 

that the peer that has returned the most groups within the specified time period is index 0 

in the resulting list.  A uniformly distributed random number, ! where 0 ≤ ! < 1, is then 

generated and squared.  !! is then multiplied by the length of the sorted list to find the 

index of the peer to which a new connection will be attempted.   

By using the random number, !!  ×  !"#$  !"#$, to find the index of the peer in the 

list chosen to connect, we ensure that peers will not constantly connect to the same peers, 

thereby allowing opportunity to download data from other peers.  By squaring the 

uniformly distributed random value !, a biased random distribution is created.  See the 

resulting probability distribution function of !! shown in Figure 5.  By using this biased 
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distribution to pick the peer from the sorted list, peers that return the most groups are 

most frequently chosen for connections to satisfy group updates.  As shown in the 

cumulative distribution function shown in Figure 5, almost 50% of the time one of the top 

20% of nodes that return the most groups is selected. 

 

 

Figure 5: PDF and CDF of X squared 
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Figure 6 shows simulation results for the number of updates required to fully 

propagate a new group through the network. 

 

 

Figure 6: Group updates 

Comparing this with the single peer data update, which simulation shows fully 

propagates in 1 or 2 updates for 300 nodes, we see the effect of allowing nodes to satisfy 

requests indirectly.  However, this is done to reduce the congestion in the network and to 

improve scalability.  The difference between 10 maximum connections and 2 maximum 

connections shows minimal difference in group propagation time. 

Upon receiving new group data it is validated by looking up the peer data for the 

peer ID in the group data.  The signature of the group data is then validated against the 
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public signing key contained in the peer data.  If the peer is not known, the group data 

will not be accepted.  However, it could be accepted later once the peer is discovered.  If 

the signature is not valid the group data is not accepted.  Group data that is not accepted 

is simply discarded.  No indication is returned to the sending node. 

 

PUBLIC AND PRIVATE POSTS 

Public posts contain a short message and are distributed to all peers.  The only 

difference between a public and a private post is that the message in a private post is 

encrypted for a specific peer.  It is still distributed to all peers, but only one peer can 

decode the message using its private encryption key.  Public posts also contain the peer 

ID of the sending peer, an optional group ID for reference, a boolean value indicating if 

the message is encrypted, the date the message was created, the public post number, and a 

signed digest.  See Figure 7. 

 

 

Figure 7: Public/Private Post 
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Unless otherwise stated, the term public post in this document includes private 

posts.  The same data structure is used for both.  Only the data encoding differs.  Public 

posts are distributed in the same manner as group data.  The public post number is a 

unique sequential number for each peer starting from 1.  They are distributed using the 

same push and pull method.  Except they are referenced by peer ID and the public post 

number instead of the group number.  The update data shown in Figure 6 is applicable to 

public post updates. 

Public posts are also validated in the same manner.  The peer data referenced by 

the peer ID is looked up in the database.  The signed digest is then validated using the 

peer’s public signing key.  The data is always validated even if it is an encrypted private 

post for another peer.  The encrypted message is digested for the signature, so any peer 

can validate the signature to make sure it is a valid private post from the sending peer.  If 

the peer is not known or the signature is invalid, the message is discarded without 

notification to the sending peer. 

Note that there is no indication of what peer the message is encoded for in a 

private post.  A specific 128-bit pattern (referred to as the magic number) with a 256-bit 

symmetric key is encoded with the public encryption key of the intended recipient of the 

message.  This forms the encrypted header of the encoded message.  The plaintext of the 

message is then encrypted with AES using the symmetric key in the encrypted header.  

The encrypted header and encrypted message are then combined to form the encoded 

message for a private post.  See Figure 8.  The encrypted boolean flag in the public post 

data is also set to true.  When a peer receives a public post with the encrypted boolean 

flag set, it attempts to decrypt the header with its private encryption key.  If the 

decryption succeeds and reveals the magic number, the decrypted symmetric key is used 

to decrypt the message.  The decrypted message is then saved in the peer’s database for 
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presentation to the user.  Of course, only the encoded message is propagated to other 

peers.  If the decryption of the header fails, the peer keeps the data to propagate to other 

peers, but it does not present it to the user, as the encrypted message would be 

meaningless. 

The database could be queried to find all private messages.  Some information 

could be gleaned by observing the peer ID’s and group ID’s of the private posts.  It could 

be assumed that any private message with a group ID indicates the creating peer has been 

granted membership to the group.  However, the group ID field does not need to be used.  

The encrypted message itself could contain the group name the user is requesting access.  

In which case it would only be known that the creating peer created a private message.  

Neither the recipient nor the group would be known.  

 

 

Figure 8: Private message encoding 

The necessity of public and private posts is for new users to make requests to join 

groups.  Either a public post can be made to request access to any user that may have 

authority to add a peer to a group, or a private message can be created to a peer that is 

explicitly known to be a member.  This is also why public posts have an optional group 
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ID.  Peers can directly reference the group they are requesting membership.  Note, that 

unless a user explicitly informs others that he is a member of a group, the only peer 

known to be a member is the creator of the group.  It could be assumed though that other 

peers that have made public posts or private posts referencing the group ID were also 

granted access. 

 

GROUP AUTHORIZATION 

All posts to groups are fully distributed to all peers in a group.  This means that 

attackers could potentially use up a large quantity of all members’ disk space and 

network traffic by spamming a group.  To mitigate this, all peers must be granted access 

to groups.  Then if a peer behaves inappropriately, members can mark it as bad, and all 

subsequent peers it has granted access will also be marked as bad and all their posts will 

be deleted. 

When a group is first created, only the peer that created it has access to the group.   

The user must explicitly grant other peers access to the group.  Authority for the group is 

also granted when access is granted.  Authority can be granted such that new peers can 

also grant others access to the group.  There are three levels of authority for group 

membership, No Signing authority, Can Sign authority, and Can Give Signing authority.  

 

No Signing Authority - is a basic membership to the group.  Peers with this authority 

have full access to posts and files within the group, but they cannot grant other 

peers access to the group. 
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Can Sign Authority - permits peers to grant other peers No Signing authority for a 

group.  That is, they may grant other peers access to the group, but they in turn 

will not be able to grant others access. 

 

Can Give Signing Authority - is the highest level of authority for a group, and it’s the 

authority the creator of a group has by default.  A peer with this authority can 

grant another peer any of the other 3 authorities for a group, including Can Give 

Signing authority.  

 

Group authorization data contains the peer ID of the peer being granted the 

authority, the peer ID of the peer granting the authority, the group ID for which authority 

is being granted, the signing authority, the group authority number, the date, and a signed 

digest.  See Figure 9. 

 

 

Figure 9: Group Authority 
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To understand group authority and authorization the concept of group authority 

chain needs to be understood.  The group authority chain is the chain one can follow from 

a group authorization to the group creator by looking up the group authorization of the 

granting peers.  Figure 10 shows an example.  Here we have group X, created by peer A.  

Peer A then gives peer B authority for the group, with either Can Sign, or Can Give 

Signing authority.  Peer B then gives peer C authority for the group.  The list of group 

authorities from C to B to A is the group authority chain for peer C.  By traversing the 

chain any peer can determine if C is authorized to access group X.  Only by traversing the 

chain all the way back to the group creator can authority be validated.  For example, peer 

B may have only had No Signing authority, in which case it would not have authority to 

grant C access.  Only by looking up peer B’s authority could this be known.  Note, that 

when creating a group, a peer will also create its own group authority with Can Give 

Signing authority. 

 

 

Figure 10: Group Authority Chain 
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When a peer receives a new group authorization it checks the entire authority 

chain using existing data in its database.  If it cannot verify the entire authority chain for 

the new data, it is discarded.  The signature is of course also verified using the public 

signing key of the peer that granted the authority.  If it is invalid, the data is discarded.  If 

the peer is already known to be a member of the group by existing group authorization 

data, the new data is discarded.  Accepting new authorization data over old data could 

allow for loops in authority chains, which could not be validated. 

When a new peer is granted access to a group it cannot simply be sent its group 

authority data because it could not validate its own authority chain without the preceding 

group authority data.  Therefore, whenever a peer attempts to request or push authority 

data to a peer it has not previously connected, it will send the peer its entire authority 

chain in reverse order starting with the authority granted by the group creator to itself and 

ending with the authority of the peer to which the request or push is being made.  In this 

manner the receiving peer will receive the group authority data it needs to validate itself 

as a valid member of the group.  The requesting peer will then send its entire authority 

chain, so that the receiving peer also knows that it is a valid member of the group.  This is 

only done once between two peers, for subsequent requests both peers will already know 

the other is a member of the group. 

Group authority data is pushed and pulled in the familiar manner using the 

sequential group authority number for each peer.  The difference is that requests and 

pushes are only made to peers that are known to be a member of the group via their group 

authority chain.  Note, because of this, only members of a group will know which peers 

are members.  A peer that is not a member will only know for sure the group creator is a 

member.  When a new group authorization is created an attempt is made push its entire 

group authority chain to the new member, so it will then know it is a valid member of the 
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group.  Otherwise it is pushed to another member that is connected.  When that peer 

attempts to connect to the new peer it will send its entire group authorization chain at that 

time.  Peers will request updated group authorization data by peer ID and the last group 

authorization number received, or by bounding group authorization numbers for sequence 

gaps.  Requests for new group authorization data can be made indirectly via another 

member of the group.  Peer A can request new authorization data created by peer B from 

peer C, so long as A, B, and C are all known to be members of the group.  This means 

that it can take several updates for a large number of new group authorizations to 

propagate completely to all members of a group under congestion.  For this reason group 

authorization data is pushed to peers in another way.  When a peer requests peer updates 

from another peer, the peer receiving the request will also check to see if the requesting 

peer is a new member of any groups.  If so, it will send the peer its complete 

authorization chains for those groups.  In this manner group authorization data is 

propagated much quicker than it would otherwise. 

By creating a directed graph where all members of a group are nodes, and edges 

represent peers that have granted the connected peers access, a tree is formed with the 

group creator at the root.  Following the edges backward until the root node is reached 

represents the group authorization chain for a node.  By knowing the root node, the group 

creator, all other members of the group can be discovered by requesting all authorities 

granted by the root, and then the authorities granted by those nodes, and continuing on 

until all members are discovered.  See Figure 11.  Peers with authority to grant access to 

others are represented as nodes labeled with letters, A, B, C, D, and E.  Peers with No 

Signing authority are shown as nodes labeled with numbers, 1, 2, 3, 4, 5, 6, and 7.  The 

group authorization chain for peer 5 is found by following incoming edges back to the 

root.  The path 5, D, B, A represents the group authorization chain for peer 5.  When D 
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grants 5 authorization, it would send its complete authorization chain.  Peer 5 would then 

be able to request all the group authorities created by A, thereby discovering peers 1 and 

C as group members.  Then it would continue to request authorizations granted by B, C, 

and D, and so on until all members of the group are known.  By requesting updates at 

periodic intervals new nodes are discovered as they are created.  The exchange of 

complete authorization chains for initial connections between peers accelerates the 

propagation of new members because they will be accepted as valid members upon their 

initial connection to existing members. 

 

 

Figure 11:  Group Authorization Tree 

Figure 12 shows the number of peer and group authority updates necessary to completely 

propagate group authorities to all members of a group.  Note, the combination of peer and 

group authority updates is required.  Only peer updates would just distribute group 

authority chains.  Peers outside of a peer’s group authority chain would not be 
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discovered.  Only doing group authority updates would considerably limit peers 

discovering their own membership in the group. 

 

 

Figure 12: Group Authority Updates 

POSTS 

Posts are the means of communicating within the context of groups.  General 

messages can be posted to groups, or posts can be linked to files a user wishes to share 

with the group.  The intent is for the user to share pertinent information about the file in 

the post, so that others can make a decision whether they would like to download the file.  

Posts are comprised of specific and generic fields, which contain the information the user 

wishes to share.  These fields include a primary file reference (SHA512 digest of the 
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file), and 3 generic file references, 10 boolean values, 10 integer values, 10 floating point 

values, and 8 string values.  A boolean Has File value indicates if the poster actually has 

a copy of the primary file being referenced.  Generic file references are used to associate 

the primary file reference to other files in some manner.  For example, they could 

indicate another file is a re-encoded duplicate or a preview of the primary file reference.  

A post also includes a subject field, a file name field, a comment field, a template 

boolean value, and a template reference.  The template boolean specifies if the post is 

associated with a template file.  A template file gives meaning to the generic fields in a 

post.  A peer ID specifies the peer that created the post, and a group ID specifies the 

group to which the post was made.  Each peer also sequentially numbers its posts starting 

from 1.  The peer ID and the post numbers are used to pull new posts from peers.  The 

posting peer also generates a signed digest for the post.  See Figure 13. 
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Figure 13: Posts and Post Templates 

When a peer receives new post data it first looks up the group authority for the 

peer to make sure it is authorized to post to the group.  If so, the peer data is queried and 

the post signature is validated with the peer’s public signing key.  If the peer is not 

authorized for the group or the signature is invalid, the post is discarded.  If the post is 

accepted, and it is a new post, it is pushed to a randomly selected connected peer that is a 

member of the group, if one exists.  Posts are also pulled from other peers in the same 

manner as group authorizations, but by the peer ID and the post number instead of the 

group authorization number. 
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FILES 

Posts are also used to indicate if a peer has a copy of a particular file or not with 

the Has File boolean value.  If a peer has posted to a group with a primary file reference 

and the Has File boolean is true, then other peers know they can download a copy from 

that peer.  Other peers may reference the file in posts, even if they do not have a copy, but 

the Has File value will be false for those posts.  After a peer has downloaded a file it will 

automatically create a post with no message data, but with a primary file reference to the 

file just downloaded and a Has File value of true.  These posts are not presented to the 

users because they contain no message content, but they are used to indicate to other 

peers once a file has been downloaded so that others may request the file from that peer.  

If a peer no longer has a file and creates a new post with a primary reference to that file, 

the Has File value will be false indicating to other peers it no longer has the file.  For 

each peer, a database entry is kept for each file referenced that indicates the Has File 

value from the last post received from that peer.  In this manner a quick query can be 

made to see the latest information about which peers have a copy of a file. 

Files are downloaded by sending a request to a peer indicating the group ID, and 

the SHA512 digest of the file being requested, which is taken from the primary file 

reference of a post.  The request will only be made to peers known to be members of the 

group.  The peer receiving the request will first make sure the requesting peer is a 

member of the indicated group.  Then it will check to make sure a post referencing the 

file has been made to the indicated group.  Note, the file may be referenced in a different 

group, but the request will only be fulfilled if there is a post referencing the file in the 

group indicated by the request.  This protects against phishing for files posted to other 

groups.  If the peer that received the request has a copy of the file, it will transfer it to the 

requesting peer.  Once received the requesting peer will calculate the SHA512 digest to 
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verify it matches what was requested.  If it does, the file is saved and an automatic post 

referencing the file and group is created with the Has File value set to true.  If the file is 

not received or the SHA512 digest is incorrect, the database entry for that peer and file is 

set to indicate the peer does not have a copy of the file.  Then the request would be sent 

to another peer that has the file, if one exists. 

The largest file a post can reference directly is limited to 2MB.  This is done to 

limit the length of time a single file can monopolize a single connection.  Large files have 

to be broken up into pieces no larger than 2MB.  Breaking files up into smaller pieces 

also allows them to be downloaded in parallel from many different peers to increase 

download speed.  It also helps by allowing for something similar to a swarming effect in 

BitTorrent [1], where peers can download pieces of a file from one another before they 

have a complete copy of the file.  However, the current implementation will request 

pieces sequentially, so the swarming effect is limited.  When sharing a large file, first the 

SHA512 digest of the entire file is calculated.  Then the digest of each piece is calculated.  

The digests of the pieces are themselves digested in the order in which the pieces occur in 

the complete file.  This will be referred to as the digest of digests.  The complete file 

digest, the digest of digests, and a 64 bit value indicating the size of the complete file are 

then written to a new file called the metadata file.  The post the user created with 

information about the file has the primary reference set to the metadata file, and a 

reserved string value, not used by the template, is set to indicate the post is referencing a 

metadata file.  Each piece of the file is then referenced by its digest in automatically 

generated posts.  These posts will have a string value set to indicate the file referenced is 

a piece of a larger file.  An integer value will be set to indicate the location in the 

complete file where the piece should be inserted.  Another integer value indicates the size 

of the piece.  One of the generic references will be set to the digest of the post referencing 
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the metadata file.  These posts are then distributed through the group.  Figure 14 shows 

the process of handling large files. 

 

 

Figure 14: Large File Handling 

The metadata file is what is actually referenced in the post the user created to 

share the compete file.  The metadata file is what any peer will reference when creating 

posts that reference the complete file.  If two peers independently share the same file, the 

resulting metadata files created will be the same, and the primary file references will also 

match for the post referencing the metadata file.  The primary references to the pieces 

will also match, and pieces could be downloaded from either peer.  This maintains the 

merging of metadata for independently shared copies of files in the system.  However, the 

metadata file is hidden from the user for the sake of simplicity.  It will appear to the user 

that he is referencing the actual complete file in posts.  The posts referencing the 

individual pieces are also hidden from the user.  When a user requests a download, the 

node will see the hidden string reference indicating that the primary file reference is a 



 31 

metadata file.  It will then attempt to download the metadata file.  Once the metadata file 

is downloaded, it will search the database for all posts with the generic reference set to 

the digest of the post referencing the metadata file and with the hidden string field set to 

indicate it is referencing a file piece.  These posts are then sorted and their primary 

references are digested in order.  This digest is then compared against the digest of 

digests in the metadata file.  If they match, then the node knows all of the pieces 

referenced are the correct pieces for the file the user wishes to download.  This protects 

against attempts to create posts that insert false pieces of data into the complete file.  The 

pieces are then downloaded.  Each time a piece is received, the status of the file is 

updated to indicate to the user the progress of the download.   
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Chapter 3: Implementation 

 

OurFileSystem is implemented as described in Java and available for download 

from Sourceforge at http://sourceforge.net/projects/ourfilesystem.  The application was 

developed as four major components, the core, communications, cryptography, and 

storage components.  Each component presents interfaces to the others, and fake objects 

implementing these interfaces were created for testing components separately.  Fake 

objects were also created to simplify simulation of many nodes.  There are ancillary 

components for the user interface, time keeping, handling large files, periodically 

updating data, and starting the application.  All of these are discussed further in this 

chapter.  Figure 15, diagrams these components and their interactions. 

 

CORE 

The core component is responsible for orchestrating and integrating the rest of the 

major components.  The core is divided into two classes, the CoreComImpl and the 

CoreUserImpl.  The CoreComImpl class handles processing requests and data received 

from other peers.  It takes requests from the communication component, checks to see if 

the requesting peer is authorized to make such requests, queries the database, and returns 

the requested data if found.  New data received from other peers is verified using the 

cryptography component and stored via the storage component.  The CoreUserImpl 

handles processing user requests.  When the user requests an update it queries the storage 

interface for peers and selects one at random with a bias to those peers that most 

frequently return requested data.  When the user creates new data, it uses the 

cryptography component to make the proper digests and signatures.  Then it stores the 
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data locally using the storage component, and attempts to push it to connected peers 

using the communication component.  

The core makes all connection decisions, orchestrates requests, and receives all 

user data.  This means that in order to model the behavior of the system only the real core 

implementation needs to be used, while more simple classes can be used for the other 

components to save system resources during simulation.  

 

COMMUNICATION 

This component is responsible for handling connections to other peers.  It is 

comprised of two classes, the ComConnectionImpl and the ComPeerImpl.  The 

ComConnectionImpl class works with the overlay network to establish a listening socket 

to which other peers can connect to this peer.  It also handles requests from the core to 

initiate new connections to other peers.  It works with the overlay network to achieve 

this.  Once a connection to a peer is established a ComPeerImpl object is created to 

handle the connection between the peers.  It is responsible for the handshake to verify the 

identity of the connected peer by using the cryptography component to encrypt and 

decrypt challenge data.  Once the handshake is successfully completed the ComPeerImpl 

object will handle relaying requests and data between the two peers. 

 

STORAGE 

The Storage component is comprised of three classes, the DataBaseImpl, the 

DataBaseIndexer, and the DataBaseQueryImpl.  The DataBaseImpl is used by the core to 

save data received from other peers and new data created by the user.  It is also used by 

the core for standard queries needed to satisfy requests from other peers.  The current 
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implementation uses HSQLDB.  The DataBaseIndexer is referenced by the 

DataBaseImpl and it indexes all new data.  The DataBaseQueryImpl is used to perform 

more complex searches for the user using the index.  Lucene is used in the current 

implementation of the DataBaseIndexer and DataBaseQueryImpl. 

 

CRYPTOGRAPHY 

The cryptography component is implemented as the CryptoComImpl class.  It 

handles all digests, asymmetric, and symmetric encryption functions.  The current 

implementation uses the BouncyCastle library for SHA512, RSA, and AES. 

 

FILEHANDLER 

The FileHandler is responsible for splitting large files shared by the user and 

generating the metadata file.  It generates necessary posts for each piece of the file.  It 

also handles downloading and rejoining pieces of a file.  By interacting with the GUI it 

shows the user the progress of each download. 

 

UPDATEMANAGER 

The UpdateManager handles initiating periodic updates of peers, groups, group 

authorizations, public posts, and posts.  The user may program the update periods of each 

in hours.  The default for each is 8 hours. 
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MAIN 

The Main component is used to launch the application.  It wires all necessary 

components to the core and starts a processing thread.  Main allows a node to run 

headless without a GUI if the user wishes.  This is most useful for seed nodes running on 

small systems without window managers. 

 

GUI 

The graphical user interface interacts with Main and the other components on 

behalf of the user and allows the user to control the system.  The current implementation 

uses Java Swing, MigLayout, and jCalendar.   

 

TIME 

Not shown in the diagram is the Time class, which is pervasive throughout the 

system to supply the current time to components for timestamps and making decisions 

about when to initiate processes. 

 

NETWORK OVERLAY 

While not an actual component of the system, the ComConnectionImpl and 

ComPeerImpl classes have been implemented to work with SOCKS proxies and with 

native support for I2P.  The user can select an overlay network if desired during the 

initial startup of Main.  This of course requires the user is already running the overlay 

network to which OFS can connect.  The GUI provides several configuration options 

from which the user can choose.  
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Figure 15: Implementation Architecture 

 

TESTING 

Each component is unit tested with JUnit.  Fake objects were created as necessary 

to satisfy dependencies.  Fake classes are classes with minimal functionality to 

implement the interfaces.  For example, simple in memory collections are used for the 

fake DataBaseImpl class.  Mocking libraries were not utilized because more intelligent 

fake implementations allowed for minimal changes to testcases while testing different 

propagation and updates sequences.  The expectations for mock objects would have had 

to be reprogrammed every time connection decision algorithms were changed.  Overall 

the current test coverage is shown in Table 1.  More tests need to be created to improve 

the coverage, but the current test cases ensure minimal usability. 
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Package Coverage Covered 
Instructions 

Missed 
Instructions 

Total 
Instructions 

org.ourfilesystem.db 60.90% 9,338 6,006 15,344 
org.ourfilesystem.db.so 46.80% 3,339 3,798 7,137 
org.ourfilesystem.core 70.70% 6,126 2,537 8,663 

org.ourfilesystem.utilities 74.10% 3,493 1,224 4,717 
org.ourfilesystem.com 81.50% 3,852 874 4,726 

org.ourfilesystem.security 83.20% 1,958 395 2,353 
org.ourfilesystem.filehandle

r 79.00% 1,089 290 1,379 

Table 1: Test Coverage 

Fake classes for all components, other than the core, allowed for simulating the 

system to measure propagation of data through the system.  The ComConnectionInterface 

and ComPeerInterface classes were faked to mimic network delays without actually using 

sockets.  Furthermore, the Time component was faked to simulate accelerated passage of 

time during simulations.  Using this method up to 400 nodes could be simulated in a few 

hours on one machine to measure updates needed to propagate various data through the 

network.  
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Chapter 4: Scalability and Overlay Networks 

 

This chapter will discuss various decisions made to improve the performance of 

the system when many peers are participating.  Including data propagation, connection 

decisions and groups.  The scalability is important when the system is used in 

conjunction with limited bandwidth overlay networks, which are also discussed in this 

chapter.  The measured download of performance of both TOR and I2P are shown. 

The scalability of OFS is facilitated by pulls being the primary method of 

propagating data.  Being able to indirectly request data created by nodes from other nodes 

also means existing connections can be reused.  Groups and public posts can be pulled 

indirectly from any peer, while group authorizations and group posts can only be pulled 

from members of a group.  Using unique sequential numbers for data generated by a peer 

is meant to reduce redundant data transfers by allowing a peer to predicate requests on 

the last number received, or by bounding numbers for sequence gaps. 

The number of new data of each type received from any peer is saved as well as 

the last time data was received.  When the user initiates updates, the database is queried 

for peers from which data was last received after a specified time.  Those peers are then 

sorted by the amount of data received from each.  The biased, !!, random function 

shown in Figure 5 is then used to pick a peer from the sorted list.  This means it will 

usually attempt to connect to the most reliable peers for group, public posts, and peer 

data.  It will also choose the most reliable peers within groups for group updates.  

However in the event the most historically reliable peers are offline, connection attempts 

to peers are limited to only once in given time interval and other peers can be selected to 

fulfill a request.  
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Pushes are used to some extent in the system upon creation of new data. While 

pushes can result in cases where data is sent to a peer multiple times, they are only used 

minimally when there are existing connections to nodes.  The effort to push data is just 

enough to keep the data in the system regardless if the creating node is shutdown before it 

can be pulled by another node.  While there is an added benefit of enlarging the base set 

of nodes the data can be pulled from initially to help propagate the data more quickly. 

Each peer has a maximum number of connections to peers it will allow.  If a peer 

currently has the maximum number of connections, and none of them can fulfill a user 

request, such as a file download, the node will find the connection that has been idle the 

longest and close it.  Thus allowing a new connection to a peer that can satisfy the 

request.  The current default number of maximum connections is 100.  However, 

simulation shows reliable results with as few as 2. 

Requesting peer updates means requesting all peer data from all known peers.  

However, new connections to fulfill the request to update peer data are only initiated if 

the maximum number of connections has not been reached.  Furthermore, only one 

attempt to connect to a peer will be made for the purposes of requesting peer data.  If the 

connection fails, another attempt will not be made until there is a new peer update 

requested by the user or update manager. 

Groups also serve to make the network more scalable by reducing the subset of 

peers to which posts are propagated.  Posts are expected to be the most prolific data type 

propagated through the network because they facilitate sharing files.  Keeping posts 

confined to groups reduces their load on the network.  Users that are not interested in 

joining a group will not receive any posts or peer authorization data for that group.  Thus, 

saving their bandwidth and disk space. 



 40 

Overlay networks operate on top of another network, usually the Internet.  They 

are often used to add security and anonymity to connections between peers.  TOR [8] and 

I2P [9] are both examples.  Both offer anonymity to users by redirecting encrypted traffic 

through a number of nodes and obfuscating the end points of the traffic to observers.  

OFS has been tested with both networks.  Usage with TOR is with its SOCKS proxy 

service.  While, I2P support was added explicitly.  Proof of concept has been shown with 

both networks, and the current distribution of OFS provides a few anonymous seed nodes 

for both.  However, OFS can only operate on one overlay network at a time.  It cannot be 

used as a bridge between different overlay networks. 

Performance of both TOR and I2P are shown in Table 2.  Both networks show a 

linear improvement in download performance based on the number of peers from which 

pieces of a file can be downloaded.  I2P shows considerably better performance.  

However, due to the nature of both networks the performance varies greatly depending on 

the intermediate nodes selected for routes.  

 
Overlay	   Size(MB)	   Peers	   Time(seconds)	  
I2P	   87	   1	   93	  
I2P	   87	   2	   71	  
TOR	   87	   1	   2204	  
TOR	   87	   2	   799	  

Table 2: Overlay network performance 
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Chapter 5: Conclusions 

 

It has been shown that metadata for files are less frequently created in file sharing 

systems relative to the number of search queries.  OFS takes advantage of this by 

facilitating relatively small groups of peers, which share files and fully distribute all 

arbitrary metadata.  Metadata is indexed locally for each peer to allow for sophisticated 

search to be performed locally.  Once a user finds a file of interest it is downloaded in 

small pieces from other peers in parallel to increase the download speed similar to 

BitTorrent.  Spam is mitigated because peers must be granted access to groups, and 

abusive peers can be marked as bad.  Public and private posts aid requests for group 

membership.  Scalability is aided by primarily propagating data via pull requests for data 

created by each node based on unique sequential numbers.  Connections are limited and 

data created by one peer can be requested indirectly from another peer.  While more 

testing and refinements are still needed, the system operates successfully on both TOR 

and I2P overlay networks.  
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