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Abstract 

 

Catweetegories:  
Machine Learning to Organize Your Twitter Stream 

 

Christopher Francis Simoes, M.S.E. 

The University of Texas at Austin, 2013 

 

Supervisor: Adnan Aziz 

 

We want to create a web service that will help users better organize the flood of 

tweets they receive every day by using machine learning.  This was done by 

experimenting with ways to manually classify training sets of tweets such as using 

Amazon’s Mechanical Turk and crawling the Internet for large quantities of tweets.  

Once we acquired good training data, we began building a classifier.  We tried NLTK 

and Stanford NLP as libraries for creating a classifier, and we ultimately created a 

classifier that is 87.5% accurate.  We then built a web service to expose this classifier and 

to allow any user on the Internet to organize their tweets.  We built our web service by 

using many open source tools, and we discuss how we integrated these tools to create a 

production quality web service.  We run our web service in the Amazon cloud, and we 

review the costs associated with running in Amazon.  Finally we review the lessons we 

learned and share our thoughts on further work we would like to do in the future. 
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Chapter 1: Introduction 

Vision  

Twitter has over 200 million active users sending over 400 millions tweets per 

day (Tsukayama).  The average Twitter user follows 102 people (Beevolve) creating a 

flow of over a hundred tweets to his account every single day.  Like in many other areas 

of computing, this is creating a huge amount of data.  Users are suffering from trying to 

consume all this information in a sequential list format.  We wanted to apply machine 

learning and natural language processing (NLP) to help users organize the flood of tweets 

they receive each and every week. 

User Stories 

We wanted to create a web service that allowed users to easily access all their 

tweets in an organized fashion.  The organization should be superior to the chronological 

“big list” currently found on Twitter.com.  The user should be able to have access to all 

of the major functionality currently found for tweets on Twitter.com so that our solution 

is compelling enough to use everyday.  In particular, a user should be able to reply, 

retweet, mark as favorite, and follow links using our web service. Given the large 

increase in web traffic to mobile devices in recent years, our web service must render 

well on mobile devices. Additionally, we must provide a way for users to easily reclassify 

their tweets.  We will use this crowd-sourced information to improve the accuracy of our 

classifier over time.   To differentiate our site from other sites, we will transparently 

expose the user to some of the details of how we are automatically classifying their 

tweets.   



 2 

Report Organization  

In our paper we begin by discussing the tools we used to complete our work, 

followed by the challenges we faced trying to collect a large body of tweets for machine 

analysis.  We then discuss our two different approaches to creating a large corpus of 

manually classified data that we could use to train our classifier.  Next, we focus on the 

steps we tried to improve the accuracy of our classifier.  We discuss the technology stack 

we used to build our web service, as well as the libraries we used to speed our 

development.  This is followed by the code we wrote to connect this technology and 

access Twitter’s APIs (Application Programming Interface’s).  Finally, we discuss the 

steps required to move this technology into a web service with high availability that is 

accessible from any computer on the Internet.  We conclude our paper with our 

conclusions and future work plans. 
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Chapter 2: Tool Stack 

The tools we used can be divided into two broad categories used to create a 

machine learning classifier and tools used to create our web service.  Below we will 

provide a brief overview of the tools used to orient the reader with how we approached 

the problem. 

Tools to Create a Machine Learning Classifier 

We investigated two different machine-learning libraries.  The first library was 

the Natural Language Tool Kit 2.0 (NTLK) that is written in Python, and it is often used 

as an introduction to programming for language processing.  The second library we 

investigated was the Stanford Natural Language Processing group’s toolset written in 

Java called “Stanford NLP”.  All training was performed on our 2011 MacBook Pro with 

16GB of memory, a 512GB solid state drive, and running OS X version 10.8.4. 

We also had to collect a body of data that we could use for machine learning.  

This body of data is referred to as a corpus of data.  To collect our corpus of data for 

machine learning, we used the Twitter4J project that provides an excellent Java interface 

to Twitter’s public APIs (Twitter).  We also had to “massage” the data we collected from 

Twitter before we processed it with our machine learning libraries.  We used the Google 

Guava library for a variety of text utilities such as standardizing whitespace and checking 

for empty strings.  We also used the Apache Lucene library for its mature pipeline 

approach to tokenizing and filtering data streams.  Finally, we used a library called 

OpenCSV for easy reading and writing of CSV (comma separated value) formatted files. 

Tools to Create a Web service  

We chose to use the Amazon Web Services cloud for the hardware to host our 

web service.  Specifically, the Amazon EC2 (Elastic Compute Cloud) was selected for 
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our computing power, and Amazon’s EBS (Elastic Block Storage) was used for our 

storage needs.  The DNS (Domain Name Service) used to make our web service publicly 

accessible is Amazon’s Route 53. 

Apache Tomcat was selected as the software to run our web service.  Mongo DB 

was selected for persistent data storage.  On top of Apache Tomcat, our web application 

is built using the Apache Struts2 library that provides the Model-View-Controller design 

pattern for servicing web requests.  For logging in the web application, we are using the 

Log4J library.  Finally, we chose to use Java Server Pages (JSP) for rendering our 

dynamic content. 
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Chapter 3: Building a Classifier 

COLLECTING TWEETS 

Our initial plan was to download all the tweets from a prototypical user and have 

these tweets be classified by hand to create a training set.  For the prototypical user we 

chose to use my Twitter account.  Twitter allows a user to download a user’s entire tweet 

history, so this seemed like a reasonable starting place.  However, my entire tweet history 

is only 840 tweets. Therefore, this would not be adequate to train a classifier across six 

different categories.   

We then decided to obtain a larger corpus of training data.  We would capture up 

to 1000 tweets from everyone our account follows as well his own tweets.  Our first 

attempt was to write our own library to capture Tweets.  We were calling Twitter’s APIs 

directly, and then trying to parse the resulting HTTP response we received.  After a 

couple days we discovered that an excellent library for this function already exists called 

“Twitter4J” [4].  This would serve as an important learning lesson for the entire project, 

that when possible, we will first leverage existing open source tools if possible before 

writing our own version.  

Twitter4J allowed us to quickly write code to capture up to 200 tweets from a 

user’s timeline per request.  After completing this process, we had 35,767 tweets for our 

training corpus.  Twitter provides a wealth of information about each tweet (such user 

name, user avatar, expanded URLs included in each tweet, creation date, tweet date, 

number of retweets, etc…).  Our initial instinct was to only store the tweet’s unique id 

and text in order to save space.  We would later learn that throwing away so much useful 

contextual data is not worth the space savings as some of this data was required to call 

the Twitter APIs efficiently as well as possibly improving the training of our classifier in 

the future. The saved tweet data was stored in MongoDB for retrieval and querying.  
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CLASSIFICATION STRATEGY  

Mechanical Turk 

We needed all 35,767 tweets manually classified into our six categories.  To 

accomplish this we experimented with Amazon’s Mechanical Turk, which allows for 

creation of manual classification tasks.  We defined a short definition for each category to 

instruct the workers.  Table 1 shows the instructions provided to the Mechanical Turk 

workers. 

 

Category Mechanical Turk Instructions 

Sports Anything related to any American sports 

Business About companies and/or financials.  Also, advice on being 

better at business, example: “How to be a better manager” 

Technology About technology in particular a opposed to a specific business.  

Anything related to science or technology. 

Entertainment Related to movies, TV, music and other areas of entertainment 

Health Related to healthier living, staying healthy, exercising, etc… 

Food Tweets about food and drink, items related to eating. 

Table 1:  Mechanical Turk Worker Instructions 

Since Mechanical Turk costs money for each tweet classified, we experimented 

with different approaches.  On May 15, 2013 we submitted our first job at 7:51am CST.  

This job had 413 tweets and paid the Amazon recommended $0.02 per tweet 

classification rate.  Our job was completed in approximately four hours, and it cost 

$11.98.  Amazon also charges a service fee on top of the per tweet classification charge 

which is why our cost was not $8.26. 
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On May 24, 2013 we submitted our second job at 8:33pm CST.  This job had 931 

tweets and again paid the Amazon recommended $0.02 per tweet classification rate.  This 

second job took approximately 20 hours to complete, and cost $27.06.  We now had 

1,346 tweets classified, but unfortunately as we began to build our classifier, our overall 

accuracy was only 18%.  We attributed this to both the low number of tweets had in our 

corpus, and the potential that our code was flawed.  Upon inspection of our code, we did 

not find any major bugs that would account for this level of inaccuracy.  We then noticed 

that the distribution of tweets into our 6 categories was very uneven. In particular only 22 

of the 1,346 (1.6%) tweets were categorized in our Health category.  The majority of the 

tweets were categorized into Business and Technology.   

We decided that a larger number of tweets in our training corpus would improve 

our accuracy. On May 28, 2013 at 1:25pm we submitted our third job of 34,423 tweets to 

Amazon’s Mechanical Turk.  To save money we paid a $0.01 per tweet classification.  

This job took a week to complete and cost $585.23.  During this job 86 different people 

manually classified tweets, and predictably we continued to see very uneven distribution 

of tweets per category.  The table below shows the percentage of tweets in each category 

as determined by Amazon’s Mechanical Turk:  
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Category Percentage 

Business 36% 

Entertainment 17% 

Food 5% 

Health 4% 

Sports 18% 

Technology 20% 

Table 2:  Percentage of Tweets in Each Category  

Unfortunately, even with 35,767 tweets classified, the accuracy of our classifier 

continued to be approximately 20%.  In the “Improving Accuracy” section we discuss 

how we improved these results. 

Building a Classifier with NLTK 2.0 

As we received results from Mechanical Turk, we began using them to build a 

classifier using the Natural Language Toolkit (NLTK).  NLTK is a platform for dealing 

with human language data.  It also has built in libraries for tokenizing text and removing 

stop words.  Before we started our project, we researched a related project that classified 

tweets using NLTK into two categories of positive or negative sentiment.  This project 

was done by Linhao Zhang (Zhang), and it showed us a working example of training a 

classifier.  We first tried to rewrite Mr. Zhang’s binary classifier into a multi-category 

classifier.  Primarily, we had to change all Boolean variables that stored intermediate 

classification results into “set” variables that could handle six possibilities.  

Unfortunately, we found that NLTK had a few major shortcomings that were critical for 

our project.  
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First, NLTK proved to be very slow (on the order of minutes) for even moderate 

sizes of data (35,000 records).  The training of our NLTK classifier was strongly 

influenced by the training options we chose.  Building a classifier began taking 3 minutes 

once we began experimenting with simple n-grams, and our longest training session was 

over 10 minutes.  This lag due to processing time was not conducive to the iterative 

approach we were trying to employ.  Unfortunately, this speed problem is a common 

complaint we saw from others doing research with NLTK, and it is related to the tool 

being written in Python (Jacob).   

Secondly, this was our first time programming in Python.  Luckily, we found 

Python to be an easy to learn language, and we enjoyed learning it.  However, given our 

limited experience with Python, a tool in Java would allow us to iterate faster. 

Finally, NLTK seemed well suited for simple classifiers, as much set up code was 

necessary when we began to build a more complex multi-category classifier.  All of these 

reasons led us to abandon this approach and try the Stanford NLP library. 

Building a Classifier with Stanford NLP 

We decided to start a completely new code base for the creation of our classifier 

using the Stanford NLP libraries.  On our first attempt we took our 35,767 tweets and 

wrote them to a CSV file with 2 fields.  The first field of the file was the category our 

manual classification determined and the second field was our tweet text.  Now that we 

had all 35,767 tweets classified in a file, we needed to divide them into 2 subsets: one 

used for training and one used for testing.   

In our Data Mining course we learned that it is common to identify 20-30% of the 

data to be used as a test set up to evaluate the accuracy of the classifier. Since we only 

had 35,767 records we chose 20% to allow more words to be learned by our classifier.  
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This has the limitation of a smaller test set, but this is also a general limitation of our 

limited data set.  We divided the large CSV file into two smaller files.  File 1 was our 

training data and contained approximately 80% of our tweets.  File 2 was our test data 

and contained the other 20% of our tweets.  The tweets were chronologically sorted, to 

provide a reasonably random distribution in each file.  We were very pleased to see that 

our first run of Stanford NLP took five seconds.  This was a big improvement over our 

previous efforts when using NLTK, which took in the magnitude of minutes to execute.  

The Stanford NLP trainer requires a properties file that specifies a training file 

and a test file.  It then creates a classifier using the training data, and it also scores the 

accuracy (Jacob) of the newly created classifier using the smaller test data file.  The first 

classifier we created used the default settings of Stanford NLP’s LinearClassifier.  

Unfortunately, our micro-averaged accuracy as determined by the classifier’s F1 property 

was 22%.  We hoped that by changing some of the training settings of the library we 

could dramatically improve this result.  Thus, we experimented with Stanford NLP’s 

training settings by applying the following: 

• Using bi-grams, tri-grams and n-grams 

• Ignoring all special symbols 

• Taking into account word shape 

• Case sensitive vs. case insensitive 

• Naïve Bayes vs. Maximum Entropy 

After running iterations of tests independently, adjusting each of the above 

settings, we improved our accuracy of the classifier.  Unfortunately, out of all these 

iterations the best classifier we were able to create still only had a micro-averaged 

accuracy of 35.6% as seen in the reported results below:  
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 TP FN FP TN Accuracy Precision Recall F1 

Business 547 314 1057 5082 80.4% 34.1% 63.5% 44.4% 

Technology 144 548 374 5934 86.8% 27.8% 20.8% 23.8% 

Entertainment 180 560 306 5954 87.6% 37.0% 24.3% 29.4% 

Food 14 354 34 6598 94.5% 29.2% 3.8% 6.7% 

Sports 500 742 340 5418 84.5% 59.5% 40.3% 48.0% 

Health 3 463 14 6520 93.2% 17.6% 0.6% 1.2% 

Table 3:  Micro-averaged accuracy/F1: 35.6% 

After reviewing the results, we noticed a major lack of precision in our results 

regardless of our settings.  We first hypothesized that this might be due to the amount of 

noise we were seeing due to so many common words such as “the”, “he”, “a”, etc… in 

our data.  For example, the most meaningful word for our Food category was the word 

“the”.  Therefore, we decided to remove all stopwords from the tweets before training our 

classifier.   

The Apache Lucene project (Apache Lucene) is excellent at parsing text 

efficiently, and it has a Stopwords library to remove a list of stopwords from a given set 

of text.  Unfortunately, Lucene only has a built in corpus of 33 stopwords. Lucene does 

allow the user to upload their own set of stopwords, so we began searching for a 

comprehensive set of stopwords to meet our needs.  The best resource we found was the 

WEKA project.  The WEKA project has a list of 526 stop words that are freely available. 

We downloaded the WEKA stopwords list to use with the Lucene library (WEKA).  

After removing all stopwords from our text we retrained our classifier and obtained the 

following results: 
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 TP FN FP TN Accuracy Precision Recall F1 

Business 498 363 1008 5131 80.4% 33.1% 57.8% 42.1% 

Technology 152 542 309 5997 87.8% 33.0% 21.9% 26.3% 

Entertainment 165 575 224 6036 88.6% 42.4% 22.3% 29.2% 

Food 16 353 33 6598 94.5% 32.7% 4.3% 7.7% 

Sports 521 723 319 5437 85.1% 62.0% 41.9% 50.0% 

Health 4 463 7 6526 93.3% 36.4% 90.0% 1.7% 

Table 4:  Micro-averaged accuracy/F1: 36.3% 

Unfortunately, removing “stopwords” produced less than a 1% improvement in 

our micro-averaged accuracy.  Stopwords were clearly not the issue.  We analyzed the 

manually classified data we received from Mechanical Turk, and discovered that the 

manual classification of our training data lacked consistency of classification.  The lack 

of quality training data was more likely the cause of our poor results.  We decided that in 

order to improve accuracy, a change in our approach to gathering training data was 

required. 

IMPROVING ACCURACY 

Once we realized that the classification done by Mechanical Turk was not 

accurate, we decided that we need a new approach to collecting our training data.  We 

considered hiring three Mechanical Turk categorizers per tweet, but this would triple our 

costs to over $1,700.  We also would still be limited to only having 35,767 tweets 

categorized unevenly between our categories.  Therefore, we chose to take another 

approach to collecting classified training data.   
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Our new approach was to identify at least 10 Twitter accounts that would 

represent each category.  We manually vetted many Twitter accounts to ensure the ones 

we used had almost all of their tweets directly related to the category.  This would allow 

us to capture the most meaningful words per category.  This proved to be more nuanced 

than expected.  For example, for the “Food” category the New York Times Food and 

Dining account (New York Times) was an excellent Twitter account as the tweets were 

almost exclusively about food.  However, the chef Bobby Flay’s Twitter account is only 

around 50% about food, while the other 50% of tweets is about Bobby’s life outside of 

food (like the concert he attended).  Thus, selecting the right accounts was crucial to 

ensure that we accurately represented each category.  The table below shows the Twitter 

accounts we chose for each category: 

 

Business Entertainment Food Health Sports Technology 
ReutersBiz 
CNBC 
themotleyfool 
FinancialTimes 
FortuneMagazine 
MarketWatch 
Forbes 
BBCBusiness 
Inc 
MyABJ 

iTunesTrailers 
EW 
RottenTomatoes 
Eonline 
Peoplemag 
PerezHilton 
MTVNews 
VH1 
ETonlineAlert 
TVGuide 

Fandw 
Nytdining 
FoodNetwork 
Nytimesfood 
Bonappetit 
Latimesfood 
Edibleaustin 
tmbbq 
Cooking_Light 
epicurious 

Goodhealth 
DailyHealthTips 
WebMD 
Disc_Health 
Bbchealth 
MayoClinic 
NBCNewsHealth 
HarvardHealth 
MensHealthMag 
Drsanjaygupta 
NPRHealth 
CBSHealth 

NHL 
SportsCenter 
SportsNation 
NBA 
Nfl 
MLS 
Olympics 
SInow 
MLB 
Espn 
ProFootballTalk 
Ufc 
NASCAR 
NCAA 
NCAAFootball 
TwitterSports 
BleacherReport 
PGATOUR 

Lifehacker 
Arstechnica 
Guardiantech 
TechCrunch 
ForbesTech 
Cultofmac 
Slashdot 
BBCClick 
Gadgetlab 
wired 

Table 5:  Twitter Accounts Used to Train Classifier 
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REBUILDING A CLASSIFIER 

Once we had our list of representative Twitter accounts for each category, we 

created a Twitter crawler using Twitter4j to collect the last 2000 tweets from each 

account.  Given we identified 70 Twitter accounts, we expected to get 140,000 tweets to 

use to train our classifier. However, Twitter only allows 200 tweets per request to be 

downloaded and limits requests to 180 per 15-minute period.  Therefore, we could only 

download a maximum of 36,000 tweets every 15 minutes.  We wrote special code to 

wrap around Twitter4j that would throttle our tweet collection and handle two important 

conditions: 

1. If 180 API calls were made in a 15-minute period, stop making calls and resume 

in 15 minutes.  

2. If a tweet we had already been collected or the account did not have 2,000 tweets, 

stop sending API calls.  

Before we added this code, our crawler would always fail after crawling the first 

18 accounts.  After added this improved logic, our crawler would pause for 15 minutes 

after it received the first exception from Twitter indicating that we were over our limit on 

API calls.  Then, our crawler would resume after the 15-minute pause exactly where it 

left off.  This solution worked quite nicely, and it allowed us to efficiently collect all of 

our desired tweets. 

After allowing our tweet collector to run over night we had collected 129,663 

tweets across all of the Twitter accounts.  Again divided our data into two files with a 

roughly 80% to 20% split of training data to test data.  We then ran our code to create a 

new classifier, and we were very pleased with the results as shown in the following table:  
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 TP FN FP TN Accuracy Pre-

cision 

Recall F1 

Business 4613 1537 631 19152 91.6% 88.0% 75.0% 81.0% 

Technology 2633 831 1138 21331 92.4% 69.8% 76.0% 72.8% 

Entertainment 4007 1214 399 20313 93.8% 90.9% 76.7% 83.2% 

Food 1640 264 503 23526 97.0% 76.5% 86.1% 81.0% 

Sports 7163 595 758 17417 94.8% 90.4% 92.3% 91.4% 

Health 1167 269 1281 23216 94.0% 47.7% 81.3% 60.1% 

Table 6:  Micro-averaged accuracy/F1: 81.8% 

Our accuracy improved to a much more respectable 81% with drastically 

improved precision numbers for all of our categories.  We again experimented with using 

n-grams in addition to simple string tokenization of our text.  In Stanford NLP there is a 

setting for minimum and maximum n-gram length.  We experimented with the minimum 

n-gram length being 1 or 2, and we experimented with the maximum n-gram length being 

1, 2, 3 and 4.  This added a noticeable increase to the time it took to train our classifier 

with no real noticeable improvement of results. Before we started using n-grams training, 

our classifier would take 20 seconds.  When we set our n-gram minimum to 1 and our n-

gram maximum to 4 it took 210 seconds to train our classifier.  Since this did not improve 

our accuracy, we chose to not use n-grams for our classifier.  

After two weeks, we reran our tweet collector and added another 23,568 tweets to 

our training corpus from our preselected accounts.  This brought our total body of testing 

data to 153,231 tweets.  We reran our classifier creation code with the same settings as 

before and were pleased to see a small but noticeable improvement in accuracy from 81% 
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to 83% (see Table 7).  We attributed this increase to the 23,568 additional tweets as more 

unique words were added for each category.  

 

 TP FN FP TN Accuracy Pre-

cision 

Recall F1 

Business 5606 1616 815 22599 92.1% 87.3% 77.6% 82.2% 

Technology 2860 891 1097 25788 93.5% 72.3% 76.2% 74.2% 

Entertainment 5722 1239 582 23093 94.1% 90.8% 82.2% 86.3% 

Food 1482 269 456 28429 97.6% 76.5% 84.6% 80.3% 

Sports 8677 810 900 20249 94.4% 90.6% 91.5% 91.0% 

Health 1201 263 1238 27934 95.1% 49.2% 82.0% 61.5% 

Table 7:  Micro-averaged accuracy/F1: 83.4% 

Professor Aziz suggested that we not rely on the dates of our tweets to ensure 

randomness in our training data.  Therefore, we used the Java Collections shuffle method 

to give our training set of tweets a true random distribution.  We were very pleased to 

discover that Professor Aziz’s instincts were correct, and this change improved our 

accuracy to 87.5% as displayed in Table 8. 
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 TP FN FP TN Accuracy Pre-

cision 

Recall F1 

Business 5322 941 1019 28414 94.5% 83.9% 85.0% 84.4% 

Technology 3994 1017 891 29794 94.7% 81.8% 79.7% 80.7% 

Entertainment 5221 591 563 29321 96.8% 90.3% 89.8% 90.0% 

Food 3584 564 484 31064 97.1% 88.1% 86.4% 87.2% 

Sports 8926 498 668 25604 96.7% 93.0% 94.7% 93.9% 

Health 4194 844 830 29828 95.3% 83.5% 83.2% 83.4% 

Table 8:  Micro-averaged accuracy/F1: 87.5% 

Finally, Professor Aziz also suggested that we try to increase our corpus of 

training data.  The strategy was to choose approximately 40 more accounts for each 

category where the tweets from the account chosen would mostly apply to the category.  

Our goal was to find accounts that upon manual inspection would have 50% or more of 

their tweets match one of our categories.  Then we would input all of the account’s tweets 

into our classifier, and if the resulting classification of the tweet matched our expected 

category we would save this tweet to include in our training set for the classifier.  If the 

resulting classification of the tweet did not match our expected category we would 

discard this tweet.  We would then retrain our classifier using all of this data.  

We identified 257 new accounts for tweet collection.  We ran our code and it 

collected 157,274 tweets that matched our expected categories.  We added this to our 

existing training set for a total of 349,727 tweets.  We retrained our classifier using this 

larger body of text, but the resulting accuracy was still 87.5%.  This approach did not 

increase our accuracy.  We suspect that no improvement was seen because we already 

had a large training set of diverse words.  
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Chapter 4: Design, Implementation and Experiments with 
Catweetegories Web Service 

 The next phase in this project was to publicly expose our classifier to tweets. We 

built a web service that would display users tweets into our categories using our 

classifier.  For our web service we wanted to use modern technologies and focus on it 

being useable on mobile devices.  The following sections will explain which libraries we 

chose to build our web service and how we put them together.  We will start at our 

database and work forward in our technology stack covering the following topics: 

• Database chosen for persistent storage of data 

• API calls we made to Twitter’s service to get a user’s tweets 

• Web Application server we ran our code on and that loaded the libraries we use 

• Overview of the main libraries we used to build our web service 

• Overview of the code we wrote for our web service 

• Presentation framework we used to make our web service mobile device friendly 

• Production environment we chose to run our web service 

The diagram below displays the software architecture used for 

catweetegories.com. 
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DATABASE 

We chose MongoDB as our database for storing tweets.  This was chosen because 

it excels as a document database that stores Binary JSON (BSON), which is similar to 

JavaScript Object Notation (JSON).  All the information we receive from Twitter is in 

JSON format. Therefore, MongoDB seemed like a natural choice for this type of data.  

MongoDB is also good at real-time inserts, updates and queries.  It has proven itself as a 

reliable production ready database for web services.   

MongoDB is not a relational database; it is considered a “NoSQL database”. 

MongoDB stores its data in “collections” as opposed to the “tables” used in a relational 

database.  We currently have the following three collections in our database for our data: 

• Collect – contains tweets we have collected for training 

• Statuses – contains tweets we have downloaded for users of the site  

 

Figure 1:  Software Architecture 
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• Users – contains the users who have signed in to our site 

The “collect” and “statuses” collections are very similar data structures.  For both of 

these collections we are storing the following:  

• External representation of the Twitter4j Status object 

• Category assigned to the tweet 

• User id of the account this tweet came from 

• Boolean denoting if a user has updated the category of this tweet 

• Date the tweet’s category was updated 

The users collection is a very small document that stores the user’s id, screen name, 

display name, and the access tokens to authenticate on behalf of the user with Twitter.   

MongoDB is the best choice for storing JSON since it allows us to easily pass this 

entire document to and from the database seamlessly while still allowing us to query 

these JSON documents.  Our collect and statuses collections store exclusively JSON 

documents.  We could of used a more traditional database such as MySQL to store our 

user accounts, but the small size of this collection did not justify the overhead of having 

to maintain a second database. 

TWITTER4J 

Twitter4J is an open source library for interfacing with Twitter.  Twitter even uses 

it internally, and it is in integral part of their Hosebird client (Hosebird Project).  We used 

Twitter4J to authenticate with Twitter, to make calls to Twitter, and to capture our tweets.  

We also used the classes Twitter4J provided to encapsulate the information returned from 

Twitter. 

Twitter4J assists us with authenticating with the Twitter service.  It provides a 

TwitterUser object that encapsulates all of the keys we need to authenticate a user.  Once 
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we have these keys, calls can be seamlessly made to Twitter by using just one object.  

Twitter4J also provides an interface for calling Twitter’s REST APIs from Java 

(Twitter4J).  Every time a user logs in to our service, we contact Twitter and download 

the user’s latest tweets.  When we load a user’s tweets, we are able to specify how many 

tweets we want returned.  We are also able to specify the id of the most recent tweet we 

already have for the user, so that we only get newer tweets returned from Twitter which 

saves bandwidth and API calls. 

WEB APPLICATION 

Our web application is built on top of the Apache Tomcat Servlet engine.  Tomcat 

is our web server that actually runs our code.  Inside Tomcat we are using Apache Struts2 

for our presentation framework.  Apache Struts2 implements the MVC (Model View 

Controller) design pattern for a scalable and maintainable system.  Struts2 provides 

flexibility in separating the URL a user’s browser goes to from the Java code that 

processes this request.  This allows us to have user friendly URLs that are client facing.  

This also allows us to refactor which classes process our requests without impacting our 

end users.   

Struts2 allows us to dynamically produce display content without adding Java 

code to our presentation pages.  We are also using Struts2’s SiteMesh plug-in that allows 

all our pages to share a common page wrapper. The menu we use for 

catweetegories.com is defined in one unique file and is dynamically added as each 

page renders.  Tomcat is used to serve all our CSS, JavaScript and image files to the 

client in addition to its primary function of rending our JSP pages to the client. 

When we launch our web application, it initializes a static class that loads our 

classifier from a file.  This classifier is used to classify all new tweets we collected for 



 22 

users.  It is also used to explain how items were categorized.  It is currently designed to 

allow us to seamlessly replace our classifier if we train a new one with better accuracy.   

CUSTOM SERVLETS 

Struts2 handles the majority of our web requests, as it managers the boilerplate 

code required to create a web application. This allows us to connect Java classes to URL 

requests. However, there are times when we need more control over processing the HTTP 

requests that get sent to our web application. Twitter’s APIs require a specific HTTP 

request and special handling of the HTTP request, which is different from the Struts2 

boilerplate code. For these cases we have written custom servlets that allow us to have 

complete control on exactly how we handle incoming parameters and the outgoing 

response we send back to the web browser.   

We created three custom Servlets to handle signing in to Twitter, signing out of 

our site and handling the callback URL for out Twitter application.  When you register a 

new application with Twitter you need to provide a callback URL that Twitter will send 

the user to if authentication is successful.  Our custom servlets circumvent Struts2, and 

allows us direct access to HTTP requests and responses so that we can conform to the 

conventions of the Twitter API.   

LIBRARIES 

Using existing libraries for shared functionality allowed us to produce a higher 

quality web service in less time.  As we have already mentioned we used the Stanford 

NLP libraries to create our classifier.  Our resulting classifier is stored as a binary file that 

is 7MB in size.  Every time our web service is launched we load one static copy of our 

classifier.  We also use the Stanford NLP libraries to classify all incoming tweets. It 
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provides us with the statistics about our classification that we show to the user.  We also 

extensively use Twitter4J as described earlier. 

We have found the Apache Lucene library to be an excellent utility for efficient 

parsing of text.  It has many built in filters we have found useful such as its filter to 

remove stopwords from a stream of text.  We also make heavy use of the Guava library 

provided by Google.  We use Guava to transform whitespace, check for nulls, simplify 

file Input/Output, and compare strings.  Guava also has constants left out of the Java 

language, such “UTF-8” and “WHITEPSACE”.  We use the Java driver provided by the 

MongoDB project for accessing our MongoDB instance.  We use the popular log4J 

library to format the output of our programs logging.  Log4J allows us to send the 

logging output to multiple files on the console, and it gives us flexibility over how the 

logging is formatted.  Finally, we use the OpenCSV project for reading and writing CSV 

files. 

UTILITY CLASSES 

We created a few notable utility classes. First we created a bootstrapping utility 

called ConfigResources.  Its purpose is to initialize all our applications’ resources 

(configure logging, load property files, load into memory our classifier, etc…) when we 

start our web application.  It also contains static methods for accessing information we 

store in flat text property files.  Additionally, we created a Constants class that holds 

global constants in one place, such as the session keys for objects stored in our session.  

Our MongoDBUtil class provides our application specific logic for accessing our 

MongoDB instance.  Finally, we created a class called Twitter4JUtil that we used to 

contain all of our application specific Twitter4J logic. 



 24 

MAKING AN APPLICATION MOBILE FRIENDLY 

 Microsoft estimates that in 2014 mobile Internet usage will overtake desktop 

Internet usage (Richmond).  Web services have to be designed for viewing on mobile 

devices. We have focused our design efforts for catweetegories.com on making 

the site render well on a mobile device before we try to improve it for a desktop 

experience. 

 To avoid having to create 2 versions of our web service (mobile and desktop), we 

followed a design pattern called “responsive web design”.  On Wikipedia responsive web 

design is defined as: 

“Responsive web design (RWD) is a web design approach aimed at crafting sites 
to provide an optimal viewing experience—easy reading and navigation with a 
minimum of resizing, panning, and scrolling—across a wide range of devices 
(from desktop computer monitors to mobile phones)” (Wikipedia) 

The primary techniques used to accomplish this are to avoid absolute size or structures.  

For example, we avoided the use of tables and used of HTML “div” tags throughout the 

HTML code.  We also avoided the use of absolute positioning of our sections, and 

instead opted for relative positioning of content.  Finally, page elements are sized in 

relative units like percentages as opposed to pixels or points. 

 To avoid writing all the CSS styles from scratch, we utilized the Twitter Bootstrap 

project that contains styles and JavaScript functions that have already been tested across 

multiple devices and browsers (Twitter Bootstrap).  By following the conventions defined 

by the Bootstrap library, we were able to create a responsive web design for our site.  We 

also needed styles for each of our categories defined in our Java classes.  We chose to 

machine generate the CSS for these categories to ensure that if we added categories to 

our code in the future, it would update our CSS files to reflect this.  We also added styles 

into our “custom.css” file for more fine-grained control of look and feel.  Similarly, we 
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created a generated.js file for any JavaScript we wanted to machine generate, and we 

created a custom.js file for any custom JavaScript we needed to add to the project. 

 Once we had our web service operational, we launched it locally on our 

development box and began testing our functionality.  As we achieved functionality 

milestones, we launched the latest stable version of our code to our production site 

running in Amazon Cloud. 

LAUNCHING CATWEETEGORIES.COM IN THE AMAZON CLOUD 

 Before we could launch our web service we needed a server connected to the 

Internet to run it on.  Amazon Web Services provides a way to launch a full stack web 

application.  We first considered Amazon’s Elastic Beanstalk service.  This service 

expects the user to upload a WAR file that encapsulates their web application. Elastic 

Beanstalk manages the Linux box as well as the servlet container used to run the code.  

Unfortunately Elastic Beanstalk only supports MySQL, Oracle and SQL Server, not 

MongoDB. The best solution we found was to use Amazon EC2 to launch our own Linux 

server where we would install Java and the Apache Tomcat Servlet engine.  We would 

then deploy our own WAR’s to this box running in the cloud.  This is inferior to Elastic 

Beanstalk because now we have to apply all security fixes and patches to our server’s 

version of Linux and its native services.  Pricing for Amazon’s cloud services continue to 

drop, and we expect to pay around $45 per month for our server.  Our Amazon costs are 

as follows: 

• EC2 (Elastic Compute Cloud): $0.06 per small instance hour 

• EBS (Elastic Block Storage): $0.10 per million I/O requests and $0.10 per GB of 

provision storage 

• Route 53 (DNS resolution): $0.50 per hosted zone 
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Over 90% of our costs come from the per instance hour charge from EC2.   

 On June 11, 2013 once we had our production server configured, we launched 

catweetegories.com officially on the Internet.  Over the first month of its operation 

we experienced zero unscheduled downtime.  We chose Amazon’s cloud solution due to 

its reputation of high availability.  The other highly compelling attribute of Amazon’s 

web services is its elasticity.  We are currently running catweetegories.com on one 

server, but as demand for our service increases we could separate MongoDB and Apache 

Tomcat to separate servers in the Amazon cloud.  We could then further monitor which 

of these components is consuming the most resources, and if needed, horizontally scale 

that component by adding more instances of MongoDB or Apache Tomcat on additional 

servers.  Adding additional Apache Tomcat servers would require no major changes to 

our existing code, but adding additional MongoDB servers would require a modest 

amount of code refactoring since our information would be spread across multiple 

database instances. 

 At the end of our project we checked all of our code into GitHub.  We also 

compiled some metrics about our project: 

• 41 Jars included in project 

• 31 Java classes 

• 8 JSP files 

• 2,227 Lines of Java code 

• 365 Lines of JSP code 

• 2,592 Total lines of Java and JSP 

• $370.92 Paid to actual people for doing the work 

• $253.35 Paid to Amazon in service fees 

• $624.27 Paid to Amazon Mechanical Turk service 
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Chapter 5: Conclusions  

During our project we worked with Amazon’s Mechanical Turk and learned many 

practical lessons.  We also experimented with two different natural language libraries in 

order to create our Twitter classifier.  Finally we launched a mobile friendly web service 

that exposed all of our work to the Internet.  The following sections discuss lessons we 

learned throughout this process in each of these areas. 

MECHANICAL TURK 

We learned a few useful lessons with our Mechanical Turk experiments.  First, 

the time we submitted our jobs seemed to affect the speed at which they got completed.  

This makes sense since many of the Mechanical Turk workers are working around 12 

hours later in the day than we are.  Secondly, we suspected that cutting the amount we 

paid for classifying each tweet might affect the quality of work that was accomplished, 

but it seemed that this did not occur.  It is possible that if we had paid more than $0.02 

per classification we may have seen an improvement in quality, but cutting the price from 

$0.02 to $0.01 did not show a drop in quality.  Finally, we were disappointed in the 

results of using Mechanical Turk for manual classification.  For our third and final job 86 

different people helped us classify tweets, and the results lacked consistency.  We suspect 

that some regional differences may have increased the error rate for some of our manual 

classifiers.  We received an email from a worker who was honest in letting us know that 

American sports are not easy for him to identify.  Also the inherit terseness of tweets can 

make it difficult at times to understand the correct category if say for example the 

concept of American football is foreign to you.  We would recommend hiring multiple 

classifiers per tweet and ensuring that their results agree for each classification.  However 
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this would dramatically increase our costs even at $0.01 per tweet, so we instead chose a 

different approach. 

NLTK VS. STANFORD NLP 

We particularly liked the speed of the NLP project over NLTK.  We found that 

NLP was roughly an order of magnitude faster than NLTK for larger data sets.  Building 

classifiers with NLP would commonly take around 5-15 seconds as opposed to 3-5 

minutes we experienced with NLTK.  The documentation for both products was excellent 

and if speed was not a concern we would recommend using NLP if the user is more 

comfortable with Java and NLTK if the user is more comfortable with Python. 

CLASSIFIER TRAINING 

We were happy with the 87.5% accuracy we finally achieved with our classifier.  

During the training of our classifier we learned four very important lessons.  First the old 

adage of “garbage in, garbage out” is completely true.  If we were doing this project 

again we would of taken more time to audit the results we got back from Amazon 

Mechanical Turk, and this would have saved us time.  Secondly, our advice is that the 

only thing better than a lot of data is even more data.  We believe we could improve our 

classifier even further with the collection of another order of magnitude of data per 

category.  Thirdly, we would discourage throwing away data prematurely.  In an effort to 

save space we initially only stored the tweet id and text fields we received from Twitter 

and threw away a wealth of other data in the discarded 40 fields.  Ironically, we never 

had any problems with not enough space, and we did ultimately have to rewrite some 

code to add in all the fields we had initially discarded.   Finally, training of a classifier 

works best when the training and test sets are truly random data.  We were surprised by 
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how much of a difference randomizing our tweets made to our accuracy (+4%) since they 

were already in chorological order. 

WEB SERVICE CREATION 

Creating a web service is much easier today due to the wealth of open source and 

free libraries available. We were able to save a lot of time by leveraging work the open 

source community has already produced.  Also one has to consider mobile devices when 

designing a web service today.  Internet traffic has already crossed a tipping point, and 

Internet users expect to be able to access web services from their mobile devices.  We 

would recommend Twitter’s Bootstrap library as a starting point for anyone looking to 

make their web service mobile friendly.  Finally, running a production quality web 

service is much cheaper and easier than ever before.  We are able to operate a production 

quality web service for just $45 per month, and the Amazon cloud makes adding servers 

to this web service much easier than if we were building and maintaining our own 

hardware. 
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Chapter 6: Future Work 

We have really enjoyed getting to build catweetegories.com.  As with any 

project we still have many items we would like to implement in the future.  We have 

several ideas on future work for our classifier and ideas on how we could improve our 

web service. 

Our classifier only takes into account the text of each tweet for classification 

purposes.  In future work we would like to add the author of the tweet as well as analysis 

of any links in the tweet to the data we use for classification.  We would like to run 

experiments to test if adding this additional data improves the accuracy of our classifier.  

Also we would like to run our classifier in a multi-threaded environment to speed up 

classifier creation time, particularly as we add more data.  The Stanford NLP library 

supports multi-threaded use. 

Currently our classifiers are created manually whenever we see the need.  Our 

desire is to automate the process of collecting the latest tweets from all of our reference 

account and collect any tweets categorized by our users and then automatically generate a 

new classifier each week.  We would then automatically check if the accuracy of the new 

classifier is better than our old classifier, and if so, we would automatically update the 

production classifier.  We also believe we could collect an order of magnitude (or more) 

tweets for training our classifier if we used Mechanical Turk to select more Twitter 

accounts to be used as reference accounts for training.  We could pay much higher wages 

for this task, and we could even have multiple workers cross check each other’s work.  

This could dramatically increase our number of training accounts.  Finally we would like 

to allow users to create new categories for our classifier. 
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Our web service is currently a minimum viable product to showcase our classifier, 

but many improvements could be made to make the web service more successful.  A 

major source of learning for us is the tweets that are classified by our users into a 

category different from the one our classifier chose.  While we do have this functionality, 

we believe we would increase user engagement of using this functionality if we added 

some “gamification” to our web service.  We need to incent and reward users for using 

our site and providing us with meaningful information.  Also, we would like to allow 

users to create new categories for classification.  Our thought is that they would need to 

first provide us with at least 10 reference accounts that embody what this category 

represents.  We would still want to manually vet requests for new categories to make sure 

this would not dramatically hurt the accuracy of our current categories.  Finally we are 

currently using the session to store all of the tweets for a user, and this is very wasteful of 

our memory resources.  To allow our application to scale, we would like to transfer this 

data from the session into some other type of data store. 

Our user interface is very simple since it is based on HTML.  Creating our web 

service this way saved us time, because we have experience creating HTML interfaces.  

In the future we want to create an iOS and Android specific mobile experience.  We 

expect this user interface will be more engaging and responsive than what we can do in 

HTML. 
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Chapter 7: Prior Work 

As a starting place for our work I began with studying Linhao Zhang’s project 

“Sentiment Analysis on Twitter with Stock Price and Significant Keyword Correlation” 

(Zhang).  Mr. Zhang used the Python project NLTK (Natural Language Toolkit) to study 

the accuracy rates of classifiers built using 3 different machine learning techniques: 

Naïve Bayes, maximum entropy and support vector machines.  Conceptually his work 

was very helpful in showing me a practical example of how machine learning can work.  

His algorithm for removing “stopwords” and Twitter symbols was a great starting place 

for my classifier.   
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