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A primary goal in systems neuroscience is to understand how neural

spike responses encode information about the external world. A popular ap-

proach to this problem is to build an explicit probabilistic model that char-

acterizes the encoding relationship in terms of a cascade of stages: (1) linear

dimensionality reduction of a high-dimensional stimulus space using a bank

of filters or receptive fields (RFs); (2) a nonlinear function from filter outputs

to spike rate; and (3) a stochastic spiking process with recurrent feedback.

These models have described single- and multi-neuron spike responses in a

wide variety of brain areas.

This dissertation addresses Bayesian methods to efficiently estimate the

linear and non-linear stages of the cascade encoding model. In the first part,

the dissertation describes a novel Bayesian receptive field estimator based on

a hierarchical prior that flexibly incorporates knowledge about the shapes of
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neural receptive fields. This estimator achieves error rates several times lower

than existing methods, and can be applied to a variety of other neural infer-

ence problems such as extracting structure in fMRI data. The dissertation also

presents active learning frameworks developed for receptive field estimation in-

corporating a hierarchical prior in real-time neurophysiology experiments. In

addition, the dissertation describes a novel low-rank model for the high di-

mensional receptive field, combined with a hierarchical prior for more efficient

receptive field estimation.

In the second part, the dissertation describes new models for neural

nonlinearities using Gaussian processes (GPs) and Bayesian active learning

algorithms in closed-loop neurophysiology experiments to rapidly estimate

neural nonlinearities. The dissertation also presents several stimulus selec-

tion criteria and compare their performance in neural nonlinearity estima-

tion. Furthermore, the dissertation presents a variation of the new models

by including an additional latent Gaussian noise source, to infer the degree

of over-dispersion in neural spike responses. The proposed model successfully

captures various mean-variance relationships in neural spike responses and

achieves higher prediction accuracy than previous models.
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Chapter 1

Introduction

1.1 Neural Coding and Cascade Models

Understanding how sensory neurons convert environmental stimuli into

spike trains is one of the cornerstones of systems neuroscience. The spike trains

are often called a neural code by which the brain represents information about

the external world. How do neurons encode high-dimensional stimuli into

spike trains? The encoding process is stochastic, producing different neural

responses for the exact same stimulus. Thus, a natural direction to study the

neural code is to build probabilistic encoding models that attempt to explain

the probabilities of a specific stimulus evoking a sample spike train. Using well-

established encoding models, we can decode the stimuli that gave rise to the

particular responses, which is instrumental in the design of neural prosthetics.

One of the most widely-used models of neural responses is a general-

ized linear model (GLM) with Poisson spiking process, known as the linear-

nonlinear-Poisson (LNP) model, which characterizes the encoding relationship

in terms of a cascade of stages (See Fig. 1.1): (1) a linear filter that represents

how a neuron integrates the stimulus over time and space; (2) a nonlinearity

that accounts for neuron’s nonlinear behavior such as saturation and rectifica-

1



Poisson
spiking 

stimulus response

linear filter nonlinearity

history filter

Figure 1.1: Schematic of the LNP model of a neuron. The model consists
of a linear filter followed by a nonlinearity, and the output of the cascade is
the firing rate of a neuron.

tion; and (3) a conditionally Poisson spiking process with recurrent feedback

from the history filter that accounts for history-dependent properties of neural

responses such as adaptation. The parameters of interest are the linear fil-

ter and the nonlinearity; depending on the design of experiments, the history

filters’ effect can be negligible and thus ignored.

1.2 Dissertation Summary

1.2.1 Problem Statement

While the cascade models have successfully described spike responses

of neurons in a wide variety of brain areas, several problems remain: (1) The

estimation of the model parameters is challenging. The linear front end is high-

dimensional, and traditional likelihood-based methods require large amounts

of data to converge; (2) The nonlinear stage is often modeled inflexibly (e.g.

fixed to a simple parametric form), and existing non-parametric methods do

not scale easily to high dimensions; (3) The estimation of these parameters

2



is independently done after long hours of data collection in neurophysiology

experiments; however, the integration of parameter estimation into data col-

lection can significantly increase the yield of the experiments.

1.2.2 Summary of Contributions

In my dissertation, I develop a novel Bayesian receptive field estimator

with a hierarchical prior incorporating knowledge about the shapes of neural

receptive fields. The developed estimator requires significantly less data than

existing methods for the same level of estimation accuracy. I extend this model

in three ways: (1) develop a related model to extract structures in fMRI

data; (2) develop active learning frameworks for receptive field estimation

incorporating a hierarchical prior in real-time neurophysiology experiments;

and (3) develop low rank models for the high dimensional receptive fields and

combine them with the hierarchical prior for more efficient estimation.

Second, I develop new models for the neural nonlinearities using Gaus-

sian processes (GPs), which provides a flexible and computationally tractable

model of the multi-dimensional neural nonlinearity. In addition, I develop

Bayesian active learning algorithms that integrate parameter estimation into

data acquisition to allow neuroscientists to collect and analyze neural data

more rapidly and efficiently. I also study several different stimulus selection

criteria and compare their performance in neural nonlinearity estimation. Fur-

thermore, I improve the new models by including an additional latent Gaussian

noise source, to infer the degree of over-dispersion in neural spike responses.

3



1.3 Organization

This dissertation is organized as follows: Chapter 2 presents a brief

overview of prior work on neural receptive fields estimation, structure learning

in fMRI data, modeling neural nonlinearities, and Bayesian active learning

frameworks. Chapter 3 focuses on the receptive field estimation methods us-

ing localized priors, an extension of the localized priors to fMRI data, active

learning frameworks for receptive field estimation, and low-rank models for

receptive fields combined with localized priors. Chapter 4 focuses on modeling

of neural nonlinearities and active learning frameworks for neural nonlinearity

estimation. Chapter 5 summaries the contributions of this dissertation and

describes the future research directions.

1.4 Notation

I use boldface lower-case alphabets for vectors (e.g., k) and boldface

upper-case for matrices (e.g., K). I write a normal probability density of a ran-

dom variable x with mean m and variance σ2 asN (x|m,σ2) and a multivariate-

normal distribution of a vector of random variables x with mean m and co-

variance Σ as N (x|m,Σ). I write a matrix normal distribution for a matrix of

random variables X with mean M , covariances Ca and Cb asMN (M,Ca, Cb).

I use Poiss(x|λ) for a Poisson p.d.f. of a random variable x with mean rate

λ. I use E(x) and V(x) for the mean and variance of a random variable x,

respectively.

4



Chapter 2

Background

2.1 Receptive Field Estimation

A large body of literature in sensory neuroscience has addressed the

problem of estimating a neuron’s receptive field from its responses to a rapidly

fluctuating stimulus [22, 30, 36, 38, 62, 76, 88, 108, 119, 130, 131, 137, 148, 150,

152, 161, 172]. I focus on a highly simplified encoding model that describes

neural responses in terms of a linear filter and additive Gaussian noise [62,68,

137]. Although this model gives an overly simplistic description of real neural

responses, the model plays an important role in the theory of neural encoding

and decoding [62,117,137,138,165,172], and the maximum likelihood estimate

under this model is consistent with data generated by more complex models.

In addition, the tractability of this model allows us to focus straightforwardly

on the role of the prior distribution as we will see below.

Let xi denote the (vector) stimulus and yi the neuron’s (scalar) spike

response at time bin i. Here, xi is a vector of spacetime stimulus intensities

over some preceding time window that affects the spike response at time bin

i. The neuron’s response under the model is given by:

yi = k>xi + εi, εi ∼ N (0, σ2), (2.1)
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where k denotes the neuron’s receptive field and εi is a sample of zero-mean,

independent Gaussian noise with variance σ2. For a complete dataset with n

stimulus-response pairs, likelihood is given by

p(y|X,k) =
1(√

2πσ
)n exp

(
− 1

2σ2
(y −Xk)>(y −Xk)

)
, (2.2)

where y = [y1, y2, . . . , yn]> is a column vector of responses and X is the stim-

ulus design matrix, with i’th row equal to x>i . The maximum likelihood (ML)

receptive field estimate is:

k̂ml = arg max
k

p(y|X,k) = (X>X)−1X>y. (2.3)

When the stimulus is uncorrelated (X>X ∝ I), the maximum likelihood

estimate corresponds to spike-triggered average (STA), the average stimu-

lus preceding a spike. The STA has an extensive history in neuroscience

and has been used to characterize RFs in a wide variety of areas, includ-

ing retina [22, 92, 148, 160, 161], lateral geniculate nucleus [128, 129], primary

visual cortex [34, 62], and peripheral as well as central auditory brain ar-

eas [38, 43,67,137,138,152].

However, a major drawback of the maximum likelihood estimator is

that it typically requires large amounts of data to converge, especially when

k is high-dimensional. This problem is exacerbated for correlated or natu-

ralistic stimulus ensembles, because the high-frequency components of k are

not well constrained by the data. In the Bayesian framework, regularization

is formalized in terms of a prior distribution p(k), which specifies a bias to-

wards regions of parameter space that are more probable a priori [42,58]. The
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posterior distribution, which captures the combination of likelihood and prior

information, is given by Bayes’ rule: p(k|X,y) ∝ p(y|X,k)p(k). The most

probable filter given the data and prior is known as the maximum a posteriori

(MAP) estimator:

k̂map = arg max
k

p(y|X,k)p(k) = arg min
k

[
1

2σ2 (y −Xk)>(y −Xk)− log p(k)
]
.

(2.4)

The log prior behaves as a “penalty” on the solution to an ordinary least-

squares problem, forcing a tradeoff between minimizing the sum of squared

errors and maximizing log p(k). In practice, one must decide how to set this

penalty in order to maximize the performance of the resulting estimator.

One common method is to set the prior (or “penalty”) by cross-validation,

which is computationally expensive and may be intractable for a prior with

multiple hyperparameters. Empirical Bayes, also known as evidence optimiza-

tion, is an alternative method for prior selection, which can be viewed as

a maximum-likelihood procedure for estimating the prior distribution from

data [11,17,65,99,133,137].

Let θ denote a set of hyperparameters controlling the prior distribution

over k, which I will henceforth denote p(k|θ). The posterior distribution over

the RF can be written:

p(k|X,y, θ) =
p(y|X,k)p(k|θ)

p(y|X, θ)
. (2.5)

The denominator in this expression is known as the evidence or marginal like-

lihood, the probability of the responses y given the stimuli X and the hyper-
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parameters θ, which is computed by integrating the numerator (eq. 2.5) with

respect to k:

p(y|X, θ) =

∫
Ω

p(y|X,k)p(k|θ)dk, (2.6)

where Ω is the parameter space for k. Maximizing the evidence for θ therefore

amounts to a maximum likelihood estimate of the hyperparameters. Once

obtaining θ̂ml = arg maxθ p(y|X, θ), I find the MAP estimate for k under the

prior p(k|θ̂ml).

The prior distribution is commonly taken to be a Gaussian centered at

zero:

p(k|θ) = N (0, C(θ)), (2.7)

where C(θ) is a covariance matrix that depends on hyperparameters θ in some

yet-to-be-specified manner [44, 137, 155, 169]. This Gaussian prior together

with a Gaussian likelihood (eq. 2.2) ensures the posterior is also Gaussian:

p(k|X,y, θ) = N (µ,Λ), Λ = ( 1
σ2X

>X + C−1)−1, µ = 1
σ2 ΛX>y, (2.8)

where µ and Λ are the posterior mean and covariance. The MAP filter estimate

k̂map is equal to µ, since the mean and maximum of a Gaussian are the same.

Moreover, the evidence can be computed in closed form, since it is the integral

of a product of two Gaussians. In practice, the log-evidence is maximized,

given by:

E(θ) = log p(y|X, θ) = −n
2

log |2πσ2| − 1

2
log |CΛ−1|+ 1

2
µTΛ−1µ− 1

2σ2
y>y,

(2.9)
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where n is the number of samples (rows) in X and y. All that remains is to

specify the prior covariance C(θ). Previous forms for this prior are described

below.

1. Ridge regression: In ridge regression, the weights in k are assumed

to come from an isotropic Gaussian with the covariance Crr = 1
θ
I. The MAP

estimate given the optimal θ̂ is given by [85]

krr =
(
XTX + σ2θ̂I

)−1

XTy, (2.10)

where the squared L2 norm penalty induces shrinkage in the RF estimate,

enforcing that coefficients are not too large.

2. Automatic Relevance Determination (ARD): In ARD, each

weight is taken to be independent with a different prior precision (inverse

variance) {θi} [44,155,169]. The prior covariance matrix is Card = diag( 1
θi

). If

many of the {θi} become infinity or large enough during the learning process,

the filter weights controlled by those {θi} shrink towards zero and eventually

vanish, producing sparse filter estimates. The ARD solutions are found by

iterating the update rules [155]:

θnewi =
1− θiΛii

µ2
i

, (σ2)new =
(y − µTX)(y − µTX)T

N − Λi(1− Λiiθi)
(2.11)

where N is the number of training samples and µ is the posterior mean.

Another widely used sparse estimator is lasso, the MAP estimator un-

der the exponential prior [153]. This is tantamount to impose the L1 norm

penalty, which effectively induces sparsity in the resulting estimate.
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true maximum likelihood ridge

Lasso ARD ASD

smooth

“L2 shrinkage”

sparse“L1 shrinkage”
(sparse)

Figure 2.1: Comparison of estimators for 1D simulated example. A
simulated 1D difference-of-Gaussians receptive field of length 100 (Top/left)
used to generate responses to 2000 naturalistic stimulus samples. The regu-
larized estimators achieve lower error rates than the ML estimator, while non
of those accurately reproduce the true filter.

3. Automatic Smoothness Determination (ASD): In ASD, the

weights are assumed to be Gaussian with a distance-dependent covariance

matrix controlled by the overall scale ρ and the smoothness scale δ [137]:

Casd = exp

(
−ρ− 4

2δ2

)
. (2.12)

The (i, j) element of 4 gives the squared distance between the weights ki and

kj. Under this covariance structure, the ASD produces a smooth solution.

Fig. 2.1 shows a 1D simulated example RF (length 100) with 2000

samples of naturalistic stimuli, and the performance of these prior methods.

Maximum likelihood estimate is very noisy due to the high frequency noise

in the stimuli. Lasso and ARD produce sparse estimates but fail to capture
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neuron

stimulus selection

posterior update

experiment

stimulus spike
count

Figure 2.2: Schematic of a closed-loop neurophysiology experiment.
Using the recorded data (the stimulus-response pairs) up to time t, the pos-
terior over parameters φ is updated. Then, a new stimulus is selected by
maximizing a utility function U , which typically involves integrating over the
posterior over φ. By iterating the loop, the characterization of a neuron’s
response properties can be significantly facilitated.

smoothness. ASD captures smoothness, but exhibits spurious oscillations in

the tails. Although these approaches yield substantially more accurate RF

estimates than ML, the smooth or sparse prior does not fully exploit the

knowledge about the structure of neural RFs. In chapter 3, I will introduce a

novel Bayesian RF estimator developed based on the prior knowledge.

2.2 Structure Learning in fMRI Data

Functional magnetic resonance imaging (fMRI) is an important tool for

non-invasive study of brain activity. Most fMRI studies involve measurements

of blood oxygenation (which is sensitive to the amount of local neuronal ac-

tivity) while the participant is presented with a stimulus or cognitive task.

Neuroimaging signals are then analyzed to identify the brain regions that ex-
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hibit a systematic response to the stimulation. This can be used to infer the

functional properties of those brain regions. Estimating statistically consis-

tent models for fMRI data is a challenging task. Typical experimental data

consist of brain volumes represented by tens of thousands of noisy and highly

correlated voxels, yet practical constraints generally limit the number of par-

ticipants to fewer than 100 per experiment.

Predictive modeling (also known as “brain reading” or “reverse in-

ference”) has become an increasingly popular approach for studying fMRI

data [102, 116, 122]. This approach involves decoding of the stimulus or task

using features extracted from the neuroimaging data. Many different machine

learning techniques have been applied to predictive modeling of fMRI data,

including support vector machines [26], Gaussian naive Bayes [96] and neural

networks [52, 121]. The learned model parameters can also be used to infer

associations between groups of voxels conditioned on the stimulus [121]. Lin-

ear models are the preferred approach in this case, as the model weights are

directly related to the image features (voxels). Interpretability and structure

estimation are further simplified when the linear model returns sparse weights.

Various sparse regularizers have been applied to functional neuroimag-

ing data to improve structure recovery [16, 158]. These models have had lim-

ited success due to the small number of samples and the high dimensions

of the data. In particular, L1 regularized models typically select only a few

features (voxels), and the selected subset of voxels can vary widely based on

small changes in the hyperparameters or the data [16]. The high degree of
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correlation leads to further degeneration of the structure recovery and predic-

tive performance. Similar empirical properties have been observed with other

sparse modeling techniques [158]. This observed behavior is consistent with

the theoretical conditions for L1 regularized structure recovery [163,174].

In chapter 3, I will introduce a novel Bayesian structure learning method

for fMRI data by exploiting the statistical regularities in brain images. Two

properties are of particular interest: spatial block sparsity and spatial smooth-

ness. Spatial sparsity results from the fact that the brain responds selectively,

so that only small regions are activated during a particular task. Spatial

smoothness, on the other hand, results from the fact that the brain regions

activated extend across many (usually tens to hundreds of) voxels. Sparse

blocks may not be located in close spatial proximity as different tasks or stim-

uli may be processed in very different brain regions [122]. Sparse blocks may

also be separated due to bilateral activation patterns for certain tasks. Much

of the prior work in the domain of predictive modeling has focused on the

sparse structure, whereas the spatial smoothness properties have mostly been

ignored.

2.3 Modeling Neural Nonlinearity

While a sizable literature has addressed the problem of estimating re-

ceptive fields in the cascade models, the nonlinear stage has received com-

paratively less attention. The nonlinearity is often assumed to be a simple

parametric form when estimating k, in order to ensure log-concavity of Poisson
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likelihood in the LNP model. Existing approaches modeled the nonlinearity by

(1) splines or histograms that do not scale easily to high dimensions [39,146];

or (2) a sum or product of 1D nonlinear functions that have a large number

of parameters, where optimization requires computationally expensive itera-

tions [3, 89].

Recently, Gaussian processes have been successfully used to model con-

tinuous spike rates from spike trains [1,25,27]. Building on the previous work,

I will introduce a flexible and computationally tractable model of neural non-

linearity using Gaussian processes in the framework of Bayesian active learning

in chapter 4.

2.4 Bayesian Active Learning for Neurophysiology Ex-
periments

The study of neural coding is typically done by building up a probabilis-

tic model and estimate the model parameters using (fixed) datasets recorded

from neurophysiology experiments. In general, neurophysiology experiments

are costly and time-consuming: data are severely limited by the difficulty of

maintaining stable recordings from a neuron or neural population and the an-

imal’s willingness to perform (in awake experiments). This motivates the use

of active learning, also known as “optimal experimental design”, which inte-

grates data analysis into data acquisition to increase the yield of experiments

through adaptive stimulus selection.

In Bayesian active learning, the basic idea is to define a statistical model
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of the neural response, then carry out experiments to efficiently estimate the

model parameters [19, 24, 77, 84, 109, 166]. Three basic ingredients are: (1) an

observation model (likelihood) p(y|x, φ), specifying the conditional probability

of a scalar response y given a vector stimulus x and a parameter vector φ;

(2) a prior p(φ) over the parameters; and (3) a loss or utility function U ,

which characterizes the desirability of a stimulus-response pair (x, y) under

the current posterior over φ (See Fig. 2.2) [19]:

U(φ, {x, r}|Dt), (2.13)

where the data recorded up to time t is denoted by Dt.

We choose the stimulus with maximal expected utility, U(x|Dt), which is

obtained by averaging the utility function with respect to the joint distribution

over θ and r given the data:

U(x|Dt) = E(r,φ|Dt,x) [U(φ, {x, r}|Dt)] , (2.14)

=

∫
U(φ, {x, r}|Dt)p(r, φ|Dt,x)dφdr, (2.15)

where the joint distribution factorizes with respect to the posterior over φ and

the predictive distribution for r, i.e., p(r, φ|Dt,x) = p(φ|Dt, {x, r})p(r|Dt,x).

The optimal stimulus at the next time step is (by definition) the stimulus with

maximal expected utility:

xt+1 = arg max
x∈X

U(x|Dt), (2.16)

where X denotes the stimulus space.
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Active Learning of Neural Receptive Fields

Lewi et al [77] developed a Bayesian active learning framework for RF

characterization in closed-loop neurophysiology experiments, which I refer to

as “Lewi-09”. This method employs a conditionally Poisson generalized linear

model (GLM) of the neural spike response:

yt ∼ Poiss(λt), where λt = g(k>xt), (2.17)

where g is a nonlinear transfer function that ensures non-negative spike rate

λt.

The utility function that was used in [77] is the mutual information

between (x, y) and the parameters k, known as infomax learning [56,83]:

xt+1 = arg max
x

Ey|x,Dt [I(y,k|x,Dt)],

= arg max
x

Ey|x,Dt,[H(k|Dt)−H(k|x, y,Dt)], (2.18)

the mutual information provided by (y,x) about k, denoted I(y,k|x,Dt), is

simply the difference of the prior entropy H(k|Dt), which is independent of y,

and the posterior entropy H(k|x, y,Dt), which is denoted by

H(k|x, y,Dt) = −
∫
p(k|x, y,Dt) log p(k|x, y,Dt)dφ, (2.19)

and the predictive distribution over response y given stimulus x and data Dt

is given by

p(y|x,Dt) =

∫
p(y|x,k)p(k|Dt)dk. (2.20)
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The Lewi-09 method assumes a Gaussian prior over k, which leads to a

(non-Gaussian) posterior given by the product of Poisson likelihood and Gaus-

sian prior. Neither the predictive distribution p(y|x,Dt) in eq. 2.19, nor the

posterior entropy H(k|x, y,Dt) in eq. 2.20 can be computed in closed form.

However, posterior log-concavity (guaranteed for suitable choice of g, [108])

motivates a tractable, reasonably accurate Gaussian approximation to the pos-

terior, which provides a concise analytic formula for posterior entropy [64,117].

The Lewi-09 algorithm yields substantial improvement in characterization per-

formance relative to randomized iid (e.g., “white noise”) stimulus selection.

However, the current method assumes a simple Gaussian prior, which is not

flexible enough to represent the frequently adopted assumptions about RF

structures such as sparsity, smoothness, and low-rank [34,143]. In chapter 3, I

will introduce a new active learning algorithm for RF characterization, which

incorporates more flexible priors into this framework.

Active Learning of Neural Nonlinearities

There is no prior work in Bayesian active learning frameworks for esti-

mating neural nonlinearities in closed-loop neurophysiology experiments. Re-

cently, a non-Bayesian closed-loop approach has been developed based on

staircase design, in which stimulus parameters were varied by multiple in-

terleaved staircases along different axes in the stimulus parameter space to

find the iso-repsonse surface (sets of stimuli that yield the same response, e.g.

25 spikes/second) [55]. This design is inefficient in that the input selection
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follows the iso-response surface, and thus it takes huge amount of time to esti-

mate the whole response surface in multi-dimensional stimulus space. Several

stimulus selection criteria will be studied for neural nonlinearity estimation in

chapter 4.
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Chapter 3

Receptive Field Estimation

3.1 Receptive Field Inference with Localized Priors

In previous work, Gaussian priors for sparse or smooth weights have

been used to obtain substantially more accurate RF estimates [30, 137, 150–

152]. However, neural receptive fields are more than simply sparse or smooth;

they tend to be localized in space, time, and spatiotemporal frequency (i.e.,

frequency domain). Neurons in the visual pathway, for example, tend to in-

tegrate light only within some restricted region of visual space and some fi-

nite window of time, and respond only to some finite range of spatiotemporal

frequencies [34, 35, 104, 136]. Here, I design the prior covariance matrix to si-

multaneously infer locality in two different bases, yielding filter estimates that

are both sparse (local in a spacetime basis) and smooth (local in a Fourier ba-

sis). The developed method is referred to as automatic locality determination

(ALD).

3.1.1 Automatic Locality Determination (ALD)

(1) Locality in Spacetime (ALDs)

To capture the tendency for RFs to have a limited extent in space

and time, I design the Gaussian prior covariance matrix that allows the prior
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variance to be large for coefficients within some region, and small (decaying

to zero) for coefficients outside that region. Specifically, the prior variance of

each filter coefficient is determined by its Mahalanobis distance (in coordinate1

space) from some mean location ν under a symmetric positive semi-definite

matrix Ψ. The diagonal prior covariance matrix is given by:

Cii = exp

(
−1

2
(χi − ν)>Ψ−1(χi − ν)− ρ

)
, (3.1)

where χi is the spacetime location of the i’th filter coefficient ki, Ψ is a co-

variance matrix determining the shape and extent of the local region, and ρ

sets the overall scale of the prior variance (as in ASD). The resulting estimate

is referred to as Automatic Locality Determination in spacetime coordinates

(ALDs). The hyperparameters governing the ALDs prior are θ = {ρ, ν,Ψ},

which can specify an arbitrary elliptical region in spacetime domain where

prior variance is large. For the filters with coordinate dimensionality D, ν is

a D× 1 vector and Ψ is a D×D symmetric, positive definite matrix specified

by D(D + 1)/2 parameters (See Appendix A).

(2) Locality in Frequency (ALDf)

To capture the tendency for RFs to be sensitive to some limited range

of spatiotemporal frequencies, I design a prior covariance matrix by employing

the ALDs prior in the frequency domain. Specifically, the prior covariance

1The coordinate space is where the filter is defined. The coordinate dimensionality
(denoted by D) of a filter, e.g. with size ‘20 by 20 pixels in space and 10 bins in time’ is
D = 3 (2D in space and 1D in time). The parameter dimensionality (denoted by d) of the
same filter is the number of unknowns in the filter, i.e., d = 4000.
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of each Fourier-transformed RF coefficients k̃ is determined by the diagonal

covariance matrix C with diagonal:

Cii = exp

(
−1

2
(|Mωi| − ν)>(|Mωi| − ν)− ρ

)
, (3.2)

where ωi denotes the frequency coordinates for the i’th coefficient of k̃i. M

is a symmetric matrix determining the shape and extent of the local region

and ν describes the mean of the local region in frequency domain. The abso-

lute value ensures reflection symmetry through the origin, a property of the

Fourier transform of any real signal. The hyperparameters are θ = {ρ, ν,M}.

The resulting estimate is referred to as Automatic Locality Determination in

frequency coordinates (ALDf).

The ALDf estimate can be computed by taking the D-dimensional dis-

crete Fourier transform of stimuli {x̃i}, maximizing evidence (eq. 2.9) for θ un-

der the diagonal ALDf prior, computing k̃map in the Fourier domain (eq. 2.8),

and then taking the inverse Fourier transform to obtain the spacetime filter

k̂map.

(3) Locality in Spacetime and Frequency (ALDsf)

To simultaneously captures both forms of locality in ALDs and ALDf,

I form a “sandwich” matrix defined by:

C = C
1
2
s (BHCfB)C

1
2
s , (3.3)

where C
1
2
s is the square root of the diagonal ALDs prior covariance (eq. 3.1),

Cf is the diagonal ALDf prior covariance matrix (eq. 3.2), and B is an orthog-
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onal basis matrix for the D-dimensional discrete Fourier transform. (That is,

k̃ = Bk, k = BH k̃, and BHB = BBH = I, where H is the Hermitian trans-

pose.) This formulation effectively imposes the two forms of locality in series:

first, the spacetime prior covariance (outer matrix); then Fourier transform

and the frequency domain covariance (inner matrix)2. The resulting estimate

is referred to as Automatic Locality Determination in spacetime and frequency

(ALDsf). The hyperparameters for ALDsf are union of the ALDs and ALDf

hyperparameters, which are set by evidence optimization. The analytic gradi-

ent and Hessian expressions of the evidence is provided in Appendix A.

Fig. 3.1 shows the estimated filters and prior covariances for ALD meth-

ods for the example filter shown in Fig. 2.1. The top row shows the ALDs

estimate (red) and the estimated prior variance (black trace, middle) which is

a Gaussian form controlling the falloff in amplitude of filter coefficients (red)

as a function of position. The prior covariance (right) is a diagonal matrix

with this Gaussian along the diagonal. The middle row shows the ALDf esti-

mate, and the estimated prior variance as a function of frequency (black trace,

middle), which is reflected around the origin due to symmetries of the Fourier

transform. The Fourier power of the filter estimate (red) drops quickly to zero

outside the estimated region. The prior covariance matrix (right) is diagonal

in the Fourier domain. Finally, the bottom row shows the ALDsf estimate, and

the estimated prior covariance matrix (non-diagonal) in the spacetime domain

2Although there are other combination schemes are possible, this one performed the best
on simulated data.
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Figure 3.1: Estimated filters and prior covariances for ALD methods.
(Same example filter as shown in Fig. 2.1) Left: ALDs, ALDf, ALDsf estimates
(red) and true filter (black dotted) in each row. Middle: Estimated prior
variances in ALDs and ALDf (black). Squared coefficients in ALDs estimate
(red, top) and Fourier power of ALDf estimate (red, middle) as a function of
location. Right: Estimated prior covariance matrices; these are diagonal only
in ALDs and ALDf.

(left) and the Fourier domain (right).

3.1.2 Application to Neural Data

To test the performance of various estimators, I used real neural data

recorded from 16 simple cells in primate V1 [136] using “flickering bars” (white

noise) stimuli aligned with each cell’s preferred orientation. The size of the

receptive field is assumed to be 16 × 16 (space × time, as in [136]), resulting
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Figure 3.2: Receptive field estimates for V1 simple cells. A: Three
example cells. Left and middle columns show the ML and ALDsf estimates
using 1 min. of data respectively. Right column shows the ML estimates
using approximately 40 min. of data. B: Relative cross validation error for
each method, averaged across 16 neurons. ALDsf achieved the lowest average
error for all amounts of training data. C: Number of times more training data
required by each method to obtain the same error level of as ALDsf with 30
sec. of training data.

in a 256-dimensional parameter space. I quantified performance using relative

cross-validation error, defined as the prediction error on an 8-minute test set.

I varied the amount of data used for training, and performed 100 repetitions

with randomly selected subsets of the full training data to obtain accurate

estimates for each training size.

Fig. 4.12 (A) shows ML and ALDsf estimates for three example cells

with 1 minute of training data, and the ML estimate with approximately 40

minutes of training data. ALDsf recovers the qualitative structure of these RFs

even when the underlying RF structure is barely discernible in the 1 minute

ML estimate. Fig. 4.12 (B) shows the average cross-validation error for each

of the five estimators as a function of the amount of training data. Fig. 4.12
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(C) shows how many times more data were required to achieve the same level

of error as ALDsf. On average, ALDsf required 1.7 times less data than ASD

and five times less data than ML.

3.2 Structure Learning for fMRI Data Using Localized
Priors

Locality is a general feature of neural information processing. Here, I

apply the idea of localized priors to structure learning in fMRI data. Although

this method builds directly on Automatic Locality Determination (ALD) [113],

it differs from ALD in several respects: (i) modeling several spatial clusters in-

stead of a single spatial cluster; (ii) applying the proposed prior model to both

regression and classification problems; (iii) using an efficient representation to

scale the model to high dimensional functional neuroimaging data.

3.2.1 Generative Model

Let x ∈ RD be a feature vector representing the whole brain voxel acti-

vation levels collected into a D dimensional vector. The stimulus is represented

by a variable y. Here, y is real valued for regression, or y is discrete for classifi-

cation. With N training examples, let X = [x1 x2 . . .xN ]T ∈ RN×D represent

the concatenated feature matrix, and let Θ represent the model hyperparam-

eters. Predictive modeling involves estimating the conditional distribution

p(y|x,D,Θ) where data is denoted by D.

The stimuli are assumed to be generated from a hierarchical Bayesian
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model. Let the distribution of the stimuli be given by p(y|w,x, ξ) where ξ

are the likelihood model hyperparameters and w ∈ RD is a weight vector.

The functional relationship between the voxel activations and the stimuli is

assumed to be linear. The weights of this linear function are generated from

a zero mean multivariate Gaussian distribution with covariance matrix C ∈

RD×D. The linear model and prior are given by:

f(x) = w>x, p(w|θ) = N (0, C). (3.4)

where θ represent hyperparameters that determine the covariance structure.

I have suppressed the dependence of C on θ to simplify the notation. The

objective is to parametrize this covariance matrix to capture prior smoothness

and sparsity assumptions. This method is referred to as Bayesian structure

learning (BSL). This approach consists of three main tasks:

1. Hyperparameter estimation using the empirical Bayes approach.

2. Stimulus prediction for held-out images.

3. Structure estimation using a point estimate of weight vector.

Hyperparameter Estimation: The set of model hyperparameters

given by Θ = {ξ,θ} are learned using the parametric evidence optimization

approach [11,17,99]. Evidence optimization (also known as type-II maximum

likelihood), is a general procedure for estimating the parameters of the prior

distribution in a hierarchical Bayesian model by maximizing the marginal like-

lihood of the observed data. The evidence is obtained by integrating out the
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model parameters w as:

p(y|X,Θ) =

∫
p(y|w, X, ξ)p(w|θ)dw.

The resulting maximizer is the maximum likelihood estimate Θ̂ml.

Stimulus Prediction: The accuracy of the predictive model is es-

timated by computing predictions of held-out brain images. The predictive

distribution of the target stimuli is given by:

p(y∗|x∗,D,Θ) =

∫
p(y∗|x∗,w, ξ)p(w|θ,D)dw (3.5)

where p(w|θ,D) is the posterior distribution of the parameters given the train-

ing data D = {y, X}. The predictive distribution is applied to held-out brain

images. Prediction performance provides evidence of accurate modeling and

is generally useful for model validation.

Structure Estimation: In addition to an accurate prediction of the

stimuli, the weights of the linear mapping may be analyzed to infer stimulus de-

pendent functional associations. This requires an appropriate point estimate.

The maximum a posteriori (MAP) estimate of the weight vector w is obtained

by maximizing its (unnormalized) log posterior distribution conditioned on the

estimated hyperparameters Θ̂ml. The estimated model parameter also speci-

fies the recovered support. Ignoring constants independent of w, the optimal

parameter wmap is computed as the solution of:

arg min
w

[
− log p(y|w, X, ξ) + 1

2
w>C−1w

]
. (3.6)
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3.2.2 Prior Covariance Design

A smooth signal is characterized by its frequency content. In particular,

the power of a smooth signal is concentrated near the zero frequency. I apply

this intuition by designing a prior distribution that encourages low frequency

weight vectors. Let x ∈ RD be the three dimensional tensor containing the

brain volume where D = Dx ×Dy ×Dz. Each voxel is sampled on a regular

three dimensional grid. Let w = DFT(w) represent the three dimensional

discrete Fourier transform (DFT) of w with the resulting discrete frequency

spectrum w ∈ RD. The weight vector w is considered smooth if the signal

power of w = DFT(w) is concentrated near zero.

Let {el ∈ R3} represent the index locations in the frequency domain

corresponding to the DFT of a three dimensional spatial signal i.e. el = 0

corresponds to the zero frequency. As the signal is regularly sampled, el are

on regular three dimensional grid. Weights are encouraged to be smooth by

a prior distribution w ∼ N (0, G). The prior covariance matrix G ∈ RD×D is

diagonal with entries:

Gl,l = exp
(
−1

2
el
TΨ−1el − ρ

)
,

where Ψ ∈ R3×3 is a diagonal scaling matrix and ρ ∈ R is a scaling parameter.

The discrete Fourier transform of a real signal is symmetric around the origin

[105]. A diagonal scaling is used to ensure that this condition is satisfied.

The result is an dimension-wise independent, symmetric prior distribu-

tion for w where the prior variance decreases exponentially in proportion to
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the Mahalanobis distance of the frequency index from the zero frequency.

The prior assumptions on the frequency domain signal w correspond to

prior assumptions on the spatial weight vector w which can be recovered in

closed form. Recall that the DFT is a linear operator [105]. Let B ∈ RD×D be

the matrix representation of the the 3-dimensional discrete Fourier transform

so w = Bw = DFT(w). Similarly, the inverse 3-dimensional discrete Fourier

transform (IDFT) operator is given by the Hermitian transpose of B so may

compute w = BHw = IDFT(w). The marginal distribution of w is computed

by integrating out the prior w ∼ N (0, G). The resulting prior distribution on

the spatial weight vector is given by:

w ∼ N (0, BHGB).

Next, consider designing the prior covariance matrix to capture the

block spatial sparsity properties of the signal. Spatial blocks are modeled

using a sum of C spatial clusters, where each cluster measures spatial locality.

Let {zd} represent the three dimensional sampling grid so each location d is

associated with the corresponding voxel. Each cluster is defined by proximity

to a central vector κc ∈ R3. The intuition is that voxels near κc are considered

active in the cluster c, while voxels far away are considered inactive. The

sparsity promoting function for each cluster c at location d is given by:

sc(d) = γc exp
(
−1

2
(zd − κc)TΩ−1

c (zd − κc)
)
,

where Ωc ∈ R3×3 is a symmetric positive definite matrix and γc ∈ R+ is a
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Figure 3.3: Visualization of spatial block sparsity. An example of 1-
dimensional weight vector w with estimated spatial prior clusters {sc}. I used
four clusters in the prior. Two of them {sc1, sc2} specify the support of w,
and the rest {sc3, sc4} were pruned out.

positive weight. The sparsity promoting functions are collected into a vector

sc ∈ RD.

The clusters are accumulated into a single spatial sparsity promoting

function:

s(d) =
C∑
c=1

sc(d)

=
C∑
c=1

γc exp
(
−1

2
(zd − κc)TΩ−1

c (zd − κc)
)
,

and collected into a vector s ∈ RD. This modeling approach allows us to

capture arbitrarily shaped blocks as a weighted sum of the elliptical clusters.

Blocks that are not utilized can be identified as blocks with γc = 0 and pruned.

Hence C is an upper bound on the number of spatial blocks explicitly captured

by the prior. Collectively, {sc} select the support of w (see Fig. 3.3). The

spatial cluster centers κc are constrained by the boundaries of the cuboid. I
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estimated 

estimated in Fourier space

estimated 

Figure 3.4: Combining spatial block sparsity and spatial smoothness.
Top: The true 2-dimensional weight vector w (left) and the estimated spatial
block sparsity matrix S (right). Bottom: w = DFT(w) in Fourier space
(left) and the estimated frequency sparse prior variance G (right). Right: The
estimated weight vector wmap using the proposed prior covariance.

also set s(d) = 0 for all voxels outside the brain volume. This will ensure that

the estimated weight vector corresponding to these voxels remains zero.

I now combine the spatial sparsity promoting functions with the prior

covariance matrix for spatial smoothness. I define a diagonal matrix S =

diags
1
2 ∈ RD×D that imposes locality in space on the prior covariance. The

modified prior covariance matrix C ∈ RD×D is now given by:

C = SBHGBS. (3.7)

The proposed design combines the notions of spatial block sparsity and spa-

tial smoothness into a single prior covariance matrix. With a fixed num-

ber of clusters C, the covariance matrix is defined by the hyperparameters

θ = {Ψ, ρ, {γc,κc,Ωc}Cc=1}.

Efficient implementation of B operator: Although the discrete
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Fourier transpose matrix B is a structured matrix, its storage storage costs

are of orderO(D2), and transformation to the frequency domain using a matrix

vector product has a computational cost of costs O(D2). This cost may be

prohibitive as the DFT transformation is utilized in the inner loop of the

evidence optimization and point estimation of the weight vector. These costs

can be significantly reduced by exploiting the equivalence between the B and

the three dimensional discrete Fourier transform DFT(·). Using this approach,

B incurs no storage costs, and transformation to the frequency domain requires

computation costs of O(D logD).

For instance, the covariance matrix is involved in hyperparameter es-

timation via quadratic terms of the form UTCV = UTSBHGBSV . This

can implemented by (i) spatial scaling: spatial scaling: u = diag(S) � U

and v = diag(S) � V , (ii) discrete Fourier transform: u = DFT(u) and

v = DFT(v), and (iii) weighted inner product: u>Gv, where diag(S)�U = SU

corresponds to the product of each element of diag(S) with the corresponding

row of U . The result can be computed even more efficiently by using recent

algorithms for sparse fast Fourier transforms [53], exploiting the frequency

sparsity recovered by the covariance matrix. This further extension is left for

future work.

3.2.3 Efficient Representation with High Dimensions

In this high dimensional scenario, the size of w and C render näıve

implementation computationally infeasible. On the other hand, typical neu-
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roimaging datasets contain a relatively small number of samples. I exploit this

small sample property to improve the computational efficiency of representa-

tion and evidence optimization. Recall that that the relationship between the

voxel response and the stimulus is given by the linear function f(x) = wTx

and the weight vector is drawn from a Gaussian distribution eq. 3.4. Let

f = [f(x1), f(x2), . . . , f(xN)]T ∈ RN . The prior distribution of f can be re-

covered in closed form by integrating out the weight vector. This results in an

equivalent representation of the generative model in the function space:

f ∼ N (0, K), K = XCXT . (3.8)

The reader may notice the similarity to the Gaussian process prior (c.f. chapter

2.1 of [127]). In fact, eq. 3.8 is equivalent to a Gaussian process prior over

linear functions with mean 0 and covariance function K(xi,xj) = xTi Cxj. This

function space representation significantly reduces the complexity of inference

when N � D. For instance, the computational complexity of inference in

regression is reduced from O(D3) to O(N3), and storage requirements for the

covariance can be reduced from O(D2) to O(N2).

3.2.4 BSL for Regression

The continuous valued stimuli are modeled as independent Gaussian

distributed variables p(y|x, ξ) = N (f(x), σ2). Without loss of generality, I

will assume that the data is normalized so the stimuli are zero mean. Hence,

the likelihood hyperparameters ξ represent the observed noise variance σ2. Let

y = [y1, y2, . . . , yN ]T ∈ RN represent the N training stimuli collected into a
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Figure 3.5: Equivalent representations of generative model in the
weight space (left) and the dual function space (right). θ are pa-
rameters of the prior distribution, and ξ are likelihood model parameters.

vector. In this section, I summarize the procedures for evidence optimization,

stimuli prediction and weight estimation.

Hyperparameter Estimation

As the prior distribution and the likelihood are both Gaussian, the prior

eq. 3.8 can be integrated out in closed form. The result is the evidence:

p(y|X,Θ) = N (0, Ky).

where Ky = K + σ2I. I estimate the model hyperparameters by maximizing

the corresponding marginal log likelihood which is given by:

log p(y|X,Θ) = −1

2
yTKy

−1y − 1

2
log |Ky| −

N

2
log 2π.

The log evidence can be optimized efficiently using gradient based direct op-

timization techniques [127].
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Predictive Distribution

The predictive distribution is computed by marginalizing out the model

parameters with respect to their posterior distribution. The posterior distribu-

tion of the noise free response f∗ = f(x∗) can be computed in closed form [127]

as:

p(f∗|x∗,D) = N (µ,Σ) (3.9)

µ = x∗
TCXT (K + σ2I)

−1
(3.10)

Σ = x∗
TCx∗ + x∗

TCXT (K + σ2I)
−1
XCx∗, (3.11)

where D = {y, X} represents the training data. I use the mean of the posterior

distribution a point estimate of the model prediction.

Point Estimate of Weight Vector

Given the trained hyperparameters, the point estimate that maximizes

the posterior distribution is equal to the posterior mean of the weight vector.

The posterior distribution of the weight vector can be computed in closed form

as:

p(w|D,Θ) = N (σ2ΣXTy,Σ) (3.12)

where Σ = (C−1 + σ2XTX)
−1

. Note that only the mean of the posterior

distribution is required for the point estimate. Yet this closed form may be

computationally infeasible with high dimensional data. A scalable alternative

approach is direct maximization of the (unnormalized) posterior distribution

as described in eq. 3.6. Ignoring constant terms, the resulting optimization is
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given by:

wmap = arg min
w

[
‖y −Xw‖2

2 + σ2w>C−1w

]
. (3.13)

This is a regularized least squares problem and can be solved efficiently using

standard optimization techniques.

3.2.5 BSL for Classification

I employ a classification approach when the target stimuli consists of a

set of discrete items. Let J be the total number of stimuli classes and let yjn be

an indicator variable with yjn = 1 if the nth image is from class j, and yjn = 0

otherwise. These are collected into the vector yj = [yj1, . . . , y
j
N ]

T
, and the

combined stimuli is given by y = [(y1)>, . . . , (yJ)>]
T

. I use a separate linear

function for each class so the resulting weights can be interpreted directly as

a discriminative stimulus signature.

The linear function response for each class is computed as f j = [f j1 , . . . , f
j
N ]

T ∈

RN where f jn = f j(xn) and the combined function vector is given by f =

[(f 1)>
T
, . . . , (fJ)

T
]. Each class function is drawn from a multivariate Gaus-

sian prior f j ∼ N (0, Kj) a with a class specific covariance Kj = XCjXT as

described in eq. 3.8. I assume that the prior distributions of the class functions

are uncorrelated, Hence, I can define the prior distribution of the combined

vector as f ∼ N (0, K), where K is a block diagonal matrix with blocks Kj.

The probability of nth stimulus belonging to jth class class is defined
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Figure 3.6: 2D simulated example for 3-class classification A: Prediction
accuracy, and correlation between true weight vectors and estimates obtained
by L1, L2, elastic net regularization methods, and BSL. B: True weight vectors
for each class, and the estimates obtained by each method using 100 and 400
training data points. B SL outperforms L1, L2 and elastic net regularized
models both in terms of classification accuracy and support recovery.

by the softmax:

p(yjn|{f jn}Jj=1) = πjn =
exp(f jn)∑J
l=1 exp(f ln)

. (3.14)

Assuming that each of the N targets {yjn}Jj=1 are conditionally independent,

the log-likelihood of the data is given by:

L(f) = log p(y|f) = yTf −
N∑
n=1

log

(
J∑
l=1

exp(f ln)

)
. (3.15)

Hyperparameter Estimation

The evidence function is not available in closed form. I employ an

approximate evidence approach based on an approximate posterior. The pos-

terior distribution of the latent functions do not have a closed form expression.

I estimate an approximate posterior distribution using the Laplace approxima-

tion [112,127] based on a Gaussian approximation to the posterior distribution

37



at the mode. The approximate posterior takes the form:

p(f |D) ≈ N (fmap,
−1 Λ) (3.16)

where fmap is the MAP parameter estimate. The fmap is computed by maxi-

mizing the unnormalized log-posterior:

Φ(f) = L(f)− 1

2
fTK−1f − 1

2
log |2πK|. (3.17)

The posterior covariance is given by the Hessian at fmap computed as:

−1Λ = ∇∇Φ(f) = −K−1 −H.

where H = − ∂2

∂f2L(f) = diag(π) − ΠΠT , and Π is the matrix of size Jn × n

formed by vertically stacking the matrices diag(πj).

Finally, I optimize the evidence at f = fmap. This is given by:

p(y|θ) =
p(y|f)p(f |θ)

p(f |y,θ)
≈

exp
(
L(f)

)
N (f |0, K)

N (f |fmap,Λ−1)
.

The resulting evidence optimization follows the approach outlined in [127].

Predictive Distribution

The posterior predictive distribution is analytically intractable, so em-

ploy the approximate Gaussian posterior eq. 3.16. I approximate the posterior

predictive distribution for class j as:

p(f j∗ |x∗,D) = N (µ,Σ) (3.18)

µ = x>∗ C
jX>(Kj)−1f jmap (3.19)

Σ = diagk(x∗,x∗)−Q>∗ (K +H−1)−1Q∗, (3.20)
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where k(x∗,x∗) is the vector of covariances with the jth element given by

x>∗ Cx∗ and Q∗ is the (JN × J) matrix:

Q∗ =


X>C1x>∗ 0 · · · 0

0 X>C2x>∗ · · · 0
...

...
. . .

...
0 0 · · · X>CJx>∗

 .

Given the predictive distribution eq. 3.18, the predictive class probabilities can

be computed using the Monte Carlo sampling approach as shown in [127].

Point Estimate of Weight Vector

The point estimate of the weight vector is computed as the vector that

maximizes the unnormalized log posterior distribution log p(w|D,Θ). Ignoring

constant terms, the resulting wmap ∈ RDJ is given by:

arg min
w

[
yTf −

N∑
n=1

log

(
J∑
l=1

exp(f ln)

)
+w>

−1
Cw

]
. (3.21)

I have retained the linear function representation of the likelihood for com-

pactness, however, note that the optimization problem is posed in the weight

space. This optimization corresponds to a regularized generalized linear model

and can be solved efficiently using standard optimization techniques.

3.2.6 Experimental Results

I present experimental results comparing the proposed Bayesian struc-

tured learning (BSL) model to regularized generalized linear models for pre-

dictive modeling.
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Simulated Data

I first tested our method on simulated data in a 3-class classification

setting. I generated N random 2-dimensional images where each pixel was gen-

erated independently from the standard normal distribution N (0, 1). I also

generated a set of weight vectors as shown in Fig. 3.6B (first column). The

stimuli responses were generated using a multinomial distribution eq. 3.14 and

hard thresholded into one of three classes. The dimensionality of each weight

vector was 20 by 20, resulting in a D = 1200 parameter space. I first examined

the prediction accuracy of estimates obtained by L1, L2, elastic net regular-

ization [175], and our method (BSL). The average prediction accuracy (from

10 independent repetitions) is shown in Fig. 3.6A (left) as a function of the

number of training samples. The estimated weight vectors from each method

are shown in Fig. 3.6B, (right) using 100 and 400 data points, respectively. I

computed the correlation coefficients between the true weight vector and es-

timates obtained by each method to test the support recovery performance.

These are shown in Fig. 3.6A, (right). As shown in the presented results, our

method outperforms other methods in terms of prediction accuracy as well as

support recovery.

Functional Neuroimaging Data

fMRI data were collected from 126 participants while the subjects per-

formed a stop-signal task [6]. For each subject, contrast images were computed

for “go” trials and successful “stop” trials using a general linear model with
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(1.19)

Figure 3.7: Support (in red) of the estimated weights from each
method using real fMRI data. Each row shows slices of the brain from
the top of the skull. The magnitude of the weight vector is not shown. First
row: Estimate obtained by BSL. Second row: Estimate obtained by elastic net
regularization. Third row: Estimate obtained by L1 regularization. Fourth
row: Estimate obtained by randomized ward lasso. Numbers in parenthesis
are the 10-fold cross validation average mean squared error from each method.
BSL outperforms other methods in terms of mean squared error and recovers
an interpretable support.

FMRIB Software Library (FSL), and these contrast images were used for re-

gression against estimated stop-signal reaction times. The fMRI data is was

down-sampled to 22× 27× 22 voxels using the flirt applyXfm tool [4].

Fig. 3.7 shows the recovered support from the proposed BSL, L1 reg-

ularized regression, elastic net regularized regression, and randomized ward

lasso using hierarchical spatial clustering [158]. I tested each method using 10-

fold cross-validation and computed the mean square error (MSE) performance

averaged over the 10 folds. The hyperparameters for L1, L2, elastic net, and

randomized ward lasso were computed using an inner cross-validation loop. In

BSL, I initialized the hyperparameters from the L2 estimate to avoid some of
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the issues with local minima. For spatial sparsity, 20 clusters were assumed

based on domain expertise, and unused blocks were pruned out automatically

during the hyperparameter estimation.

The results from L2 regularized regression are not shown as the returned

weights had full support, hence direct interpretation of the weight vector was

infeasible. In addition to the presented results, we tested the relevance vector

machine [155] (6.6%) and stability selection lasso [91] (6.7%), relative increase

in MSE compared to BSL are given in parenthesis. The corresponding images

are not shown due to space constraints. I also tested the special cases of BSL

with block sparsity alone (2.6%) and spatial correlation alone (3.2%).

The regions identified by BSL encompass a set of regions (including

right prefrontal cortex, anterior insula, basal ganglia, and lateral temporal

cortex) that have been commonly identified as being involved in the stop signal

task using univariate analyses. In particular, the right prefrontal region that

is detected by BSL but missed by the other methods has been widely noted

to be involved in this task [7].

3.3 Active Learning of Receptive Fields with Localized
Priors

Here I extend the work of Lewi et al to incorporate ALD priors in a

hierarchical receptive field model to improve active learning by reducing the

prior entropy, i.e., the effective size of the parameter space to be searched.

42



3.3.1 Hierarchical RF Model

To focus more straightforwardly on the role of the prior distribution, I

employ a simple linear-Gaussian model of the neural response:

yt = k>xt + εt, and εt ∼ N (0, σ2), (3.22)

where εt is iid zero-mean Gaussian noise with variance σ2. Then, I place a

hierarchical, conditionally Gaussian prior on k:

k | θ ∼ N (0, C(θ)), and θ ∼ pθ, (3.23)

where C(θ) is a prior covariance matrix that depends on hyperparameters θ.

These hyperparameters are in turn drawn from a prior pθ. The functional form

of C(θ) in ALD priors is given in eq. 3.3.

In this setup, the effective prior over k is a mixture-of-Gaussians, ob-

tained by marginalizing over θ:

p(k) =

∫
p(k|θ)p(θ)dθ =

∫
N (0, C(θ)) pθ(θ)dθ. (3.24)

Given data X = (x1, . . . ,xt)
> and Y = (y1, . . . , yt)

>, the posterior also takes

the form of a mixture-of-Gaussians:

p(k|X, Y ) =

∫
p(k|X, Y, θ)p(θ|X, Y )dθ =

∫
N (µθ,Λθ)p(θ|X, Y )dθ. (3.25)

where the conditional posterior given θ is the Gaussian

p(k|X, Y, θ) = N (µθ,Λθ), µθ = 1
σ2 ΛθX

>Y Λθ = (X>X + σ2C−1
θ )−1,

(3.26)
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and the mixing weights are given by the marginal posterior,

p(θ|X, Y ) ∝ p(Y |X, θ)pθ(θ), (3.27)

which will only be needed up to a constant of proportionality. Finally, the

marginal likelihood or evidence is the marginal probability of the data given

the hyperparameters, and has a closed form for the linear Gaussian model:

p(Y |X, θ) =
|2πΛθ|

1
2

|2πσ2I|
1
2 |2πCθ|

1
2

exp
[

1
2

(
µ>θ Λ−1

θ µθ −m>L−1m
)]
, (3.28)

where L = σ2(X>X)−1 and m = 1
σ2LX

>Y .

To perform active learning under the ALD model, two basic ingredients

are needed: (1) an efficient method for representing and updating the posterior

p(k|Dt) as data come in during the experiment; and (2) an efficient algorithm

for computing and maximizing the expected information gain over stimuli x.

I will describe each of these in turn below.

3.3.2 Posterior Updating via Sequential Markov Chain Monte Carlo

To represent the ALD posterior over k given data, I will rely on the

conditionally Gaussian representation of the posterior (eq. 3.25) using particles

{θi}i=1,...,N sampled from the marginal posterior, θi ∼ P (θ|Dt) (eq. 3.27). The

posterior will then be approximated by:

p(k|Dt) ≈
1

N

∑
i

p(k|Dt, θi), (3.29)

where each distribution p(k|Dt, θi) is Gaussian with θi-dependent mean and

covariance (eq. 3.26).
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Sequential Monte Carlo (SMC), also known as particle filter is a popular

method for sampling from a distribution that evolves over time by accumulat-

ing more data. To update the samples of the hyperparameters at each time

step, I adopted the algorithm, resample-move particle filter, which involves

generating initial particles; resampling particles according to incoming data;

then performing MCMC moves to avoid degeneracy in particles [51]. The

details are as follows.

Initialization: On the first time step, generate initial hyperparameter

samples {θi} from the prior pθ, which I take to be flat over a broad range in θ.

Resampling: Given a new stimulus/response pair {x, y}, resample

the existing particles according to the importance weights:

p(y|θi,Dt,x) =

∫
p(kt|Dt, θi)p(y|kt,x)dkt = N (y|µi>x, x>Λix + σ2

i ),(3.30)

where (µi,Λi) denote the mean and covariance of the Gaussian component

attached to particle θi, This ensures the posterior evolves according to:

p(θ
(t+1)
i |Dt, {x, y}) ∝ p(y|θ(t)

i ,Dt,x)p(θ
(t)
i |Dt). (3.31)

MCMC Move: Propagate particles via Metropolis Hastings (MH),

with multivariate Gaussian proposals centered on the current particle θi of the

Markov chain: θ∗ ∼ N (θi,Γ), where Γ is a diagonal matrix with diagonal en-

tries given by the variance of the particles in the previous trial. Accept the pro-

posal with probability min(1, α), where α = q(θ∗)
q(θi)

, with q(θi) = p(θi|Dt, {x, y}).
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3.3.3 Stimulus selection policy

Given the posterior over k at time t, represented by a mixture of Gaus-

sians attached to particles {θi} sampled from the marginal posterior, our task

is to determine the maximally informative stimulus to present at time t + 1.

Although the entropy of a mixture-of-Gaussians has no analytic form, I can

upper bound it using the (exact) posterior covariance:

Λ̃t =
1

N

N∑
i=1

(
Λi + µiµi

>)− µ̃µ̃>, (3.32)

where µ̃t = 1
N

∑
µi is the full posterior mean. Then, if I approximate the

posterior as a simple Gaussian with covariance Λ̃t, the maximally informative

stimulus subject to a power constraint on x is the eigenvector of Λ̃ with largest

eigenvalue [77]. This corresponds to the stimulus axis along which the current

posterior is maximally uncertain variance, which will reduce collective uncer-

tainty in particle covariances or cause particle means to converge by narrowing

of the marginal posterior The complete method is summarized in Algorithm

1.

3.3.4 Results

Simulations

I first performed simulations with three 2D RFs to show performance

across different RF shapes as shown in Fig. 3.8. Note that noisy responses

were simulated from a Poisson-GLM, to which my model is substantially mis-

matched. These filters are not strongly localized in space, yet the ALD-based

46



Algorithm 1 Sequential active learning for the hierarchical RF model with
GM priors

Given particles {θi} from p(θ|Dt) and means and covariances {(µi,Λi)}
repeat

1. Compute the posterior covariance Λ̃ from {(µi,Λi)} (eq. 3.32).
2. Select optimal stimulus x as the maximal eigenvector of Λ̃.
3. Measure response y given the optimal stimulus x.
4. Resample particles {θi} with the weights {N (y|µi>x,x>Λix + σ2

i )}.
5. Perform MH sampling of p(θ|Dt+1), starting from resampled particles.

until a stopping criterion is satisfied

estimate substantially outperformed Lewi-09 due to its sensitivity to localized

components in frequency. Thus, despite the mismatch between the model used

to simulate data and the model assumed for active learning, the ALD-based

method converges more quickly.

 Lewi-09true filter

(A)

(B)

(C)

angle difference:  60.68             37.82

62.82              42.57

60.32              50.73

ALD10 

Figure 3.8: Three example
RFs 400-pixel true RFs (Left
column): (A) a Gabor filter;
(B) a retinal ganglion cell; (C)
a grid-cell. The estimates ob-
tained by each method after 400
trials are shown in middle and
right column. The average an-
gular error over 20 repeats is
shown beneath (in red).

Real Neural Data

I tested the proposed method with an off-line analysis of real neural

data from a simple cell recorded in primate V1 (published in [136]). The
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stimulus was white noise flickering bars and the size of RF was assumed to

be 16 by 16 (space by time) bins. I performed simulated active learning by

extracting the raw stimuli from 46 minutes of experimental data, with 10

hyperparameter particles, and examined performance of both algorithms for

960 trials (selecting from ≈ 276,000 possible stimuli on each trial).

Fig 3.9 shows comparison of active learning methods in a simulated

experiment with the real data described above. The ALD-based method de-

creased the angular difference by 45 degrees with only 160 stimuli, though the

filter dimensionality of the RF for this example is 256. The Lewi-09 method

required four times more data to achieve the same accuracy. The main bot-

tleneck of the algorithm is eigendecomposition of the posterior covariance Λ̃,

which took 30ms for a 256 × 256 matrix on a 2×2.66 GHz Quad-Core Intel

Xeon Mac Pro. Updating importance weights and resampling 10 particles took

4ms, and MCMC sampling including the conditional posterior update for each

particle took 5ms. In total, it took <60 ms to compute the optimal stimulus

in each trial, which is fast enough for use in real-time experiments.

In future work, I propose to combine a more accurate model of the

neural response (e.g., the LNP model) and ALD priors for improved active

learning in closed-loop neurophysiology experiments. Furthermore, my current

algorithm does not take into account the temporal extent of RFs when selecting

optimal stimuli, and thereby I propose to develop an algorithm accordingly.
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Figure 3.9: Comparison of active learning methods.A: Average angu-
lar difference between the MLE (inset, computed from an entire 46-minute
dataset) and the estimates obtained by each method, as a function of the
amount of data. B: The estimates obtained by each method after 10 and 30
seconds of data. C: Average entropy of hyperparameter particles as a function
of t, showing rapid narrowing of marginal posterior.

3.4 Bayesian Low-Rank Receptive Field Inference

In typical experiments with naturalistic or flickering spatiotemporal

stimuli, RFs are very high-dimensional, due to the large number of coefficients

needed to specify an integration profile across time and space. Estimating

these coefficients from small amounts of data poses a variety of challenging

statistical and computational problems. Here I address these challenges by

developing Bayesian reduced rank regression methods for RF estimation. This

corresponds to modeling the RF as a sum of several space-time separable

(i.e., rank-1) filters, which proves accurate even for neurons with strongly

oriented space-time RFs. This approach substantially reduces the number of

parameters needed to specify the RF, from 1K-100K down to mere 100s in

the examples I consider, and confers substantial benefits in statistical power
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and computational efficiency. In particular, I introduce a prior over low-rank

RFs using the restriction of a matrix normal prior to the manifold of low-

rank matrices, then use the ALD prior over row and column covariances to

obtain sparse, smooth, localized estimates of the spatial and temporal RF

components. Two methods for inference in the resulting hierarchical model will

be introduced: (1) a fully Bayesian method using blocked-Gibbs sampling; and

(2) a fast, approximate method that employs alternating coordinate ascent of

the conditional marginal likelihood. I develop these methods under Gaussian

and Poisson noise models, and show that low-rank estimates substantially

outperform full rank estimates in accuracy and speed using neural data from

retina and V1.

3.4.1 Hierarchical Low-Rank Receptive Field Model

I begin by defining two probabilistic encoding models that will provide

likelihood functions for RF inference. Let yi denote the number of spikes that

occur in response to a (dt × dx) matrix stimulus Xi, where dt and dx denote

the number of temporal and spatial elements in the RF, respectively. Let K

denote the neuron’s (dt × dx) matrix receptive field.

I will consider, first, a linear Gaussian encoding model:

yi|Xi ∼ N (x>ik, γ), (3.33)

where xi = vec(Xi) and k = vec(K) denote the vectorized stimulus and vec-

torized RF, respectively, and γ is the variance of the response noise. Second,
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I will consider a linear-nonlinear-Poisson (LNP) encoding model

yi|Xi, ∼ Poiss(g(xi
>k)). (3.34)

where g denotes the nonlinearity. Examples of g include exponential and soft

rectifying function, log(exp(·) + 1) that give rise to a concave log-likelihood

[108].

Priors for Low-Rank Receptive Fields

I can represent an RF of rank p using the factorization

K = KtKx
>, (3.35)

where the columns of the matrix Kt ∈ Rdt×p contain temporal filters and the

columns of the matrix Kx ∈ Rdx×p contain spatial filters.

I define a prior over rank-p matrices using a restriction of the matrix

normal distribution MN (0, Cx, Ct). The prior can be written:

p(K|Ct, Cx) =
1

Z
exp

[
−1

2
Tr(C−1

x K>C−1
t K)

]
, (3.36)

where the normalizer

Z =

∫
Ω

exp
[
−1

2
Tr(C−1

x K>C−1
t K)

]
dK, (3.37)

involves integration over Ω, the space of “rank-p” matrices. The prior is con-

trolled by a “column” covariance matrix Ct ∈ Rdt×dt and “row” covariance

matrix Cx ∈ Rdx×dx , which govern the temporal and spatial RF components,

respectively.
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Unfortunately, there is no closed form expression for the normalizer Z.

However, expressing K with the factorized form in eq. 3.35 allows us to rewrite

the prior:

p(K|Ct, Cx) =
1

Z
exp

[
−1

2
Tr((Kx

>C−1
x Kx)(Kt

>C−1
t Kt))

]
, (3.38)

which makes it clear that I have conditionally Gaussian priors on Kt and Kx,

that is:

kt|kx, Cx, Ct ∼ N (0, A−1
x ⊗ Ct),

kx|kt, Ct, Cx ∼ N (0, A−1
t ⊗ Cx), (3.39)

where kt = vec(Kt) ∈ Rpdt×1, kx = vec(Kx) ∈ Rpdx×1, and where I define

Ax = Kx
>C−1

x Kx and At = Kt
>C−1

t Kt.

Here I will assume Ct and Cx have a parametric form controlled by

hyperparameters θt and θx, respectively. The parametric form and hyperpa-

rameters are adopted from the ALD prior introduced in [110]. In the ALD

prior, the covariance matrix is designed to encode the tendency that RFs are

localized in both space-time and spatio-temporal frequency. The hyperpa-

rameters for the covariance matrix are {ρ, µs, µf ,Φs,Φf}, where ρ is a scaler

determining the overall scale of the covariance; µs and µf are length-D vectors

specifying the center location of the RF support in space-time and frequency,

respectively (where D is the degree of the RF tensor3); and Φs and Φf are

D×D positive definite matrices determining the width of support for the RF

in space-time and frequency, respectively [111].

3e.g., a space×space×time RF has degree D = 3.
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3.4.2 Posterior Inference using Markov Chain Monte Carlo

For a complete dataset D = {X,y}, where X ∈ Rn×(dtdx) is a design

matrix, and y is a vector of responses, our goal is to infer the posterior over

K.

p(K|D) ∝
∫ ∫

p(D|K)p(K|θt, θx)p(θt, θx)dθtdθx. (3.40)

Unfortunately,there is no closed form expression for the posterior distribu-

tion. Here, I develop an efficient Markov chain Monte Carlo sampling method

by utilizing blocked-Gibbs sampling. The use of blocked-Gibbs sampling is

possible since the closed-form conditional priors in eq. 3.39 and the Gaussian

likelihood yield closed-form conditional marginal (evidence) distributions over

θt and θx, respectively4. The blocked-Gibbs first samples θt, γ from the condi-

tional evidence and simultaneously sample kt from the conditional posterior.

Given the samples of θt, γ and kt, I then sample θx and kx similarly.

For sampling from the conditional evidence, I use the Metropolis Hast-

ings (MH) algorithm to search over the low dimensional hyperparameter space.

For sampling kt and kx, I use the closed-form formula (will be introduced

shortly) for the mean of the conditional posterior, which avoids the algorithm

from searching over the high dimensional RF space. The details of our algo-

rithm are as follows.

4In this section and Sec.4, I fix the likelihood to Gaussian (eq. 3.33). An extension to
the Poisson likelihood model (eq. 3.34) will be described in Sec.5.
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Step 1 Given (i-1)th samples of (kx, θx), I draw ith samples (kt, θt, γ)

from

p(k
(i)
t , θ

(i)
t , γ

(i)|k(i−1)
x , θ(i−1)

x ,D) = p(θ
(i)
t , γ

(i)|k(i−1)
x , θ(i−1)

x ,D)p(k
(i)
t |θ

(i)
t , γ

(i),k(i−1)
x , θ(i−1)

x ,D),

which is divided into two parts5: First, I sample (θt, γ) from the conditional

posterior given by

p(θt, γ|kx, θx,D) ∝ p(θt, γ)

∫
p(D|kt,kx, γ)p(kt|kx, θx, θt)dkt,

∝ p(θt, γ)

∫
N (D|Mxkt, γI)N (kt|0, A−1

x ⊗ Ct)dkt

where the matrix Mx is generated by projecting each stimulus Xi onto Kx and

then stacking it in each row, meaning that the i-th row of Mx is [vec(XiKx)]
>.

Using the standard formula for a product of two Gaussians, I obtain the closed

form conditional evidence:

p(D|θt, γ,kx) ≈
|Λt|

1
2

|2πγI| 12 |A−1
x ⊗ Ct|

1
2

exp
[

1
2
µt
>Λ−1

t µt − 1
2γ

y>y
]
(3.41)

where the mean and covariance of conditional posterior over kt given kx are

given by

µt = 1
γ
ΛtMx

>y, and Λt = (Ax ⊗ C−1
t + 1

γ
Mx
>Mx)

−1. (3.42)

I use the MH algorithm to search over the low dimensional hyperparameter

space, with the conditional evidence (eq. 3.41) as the target distribution, under

5I omit the sample index, the superscript i and (i-1), for notational cleanness.
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the uniform hyperprior on (θt, γ). Second, I sample kt from the conditional

posterior given by,

p(kt|θt, γ,kx, θx,D) ∝ p(D|kt,kx, γ)p(kt|kx, θx, θt), (3.43)

where the mean of conditional posterior over kt is closed form given in eq. 3.42.

Step 2 Given the ith samples of (kt, θt, γ), I draw ith samples (kx, θx)

from

p(k(i)
x , θ

(i)
x |k

(i)
t , θ

(i)
t , γ

(i),D) = p(θ(i)
x |k

(i)
t , θ

(i)
t , γ

(i),D)p(k(i)
x |θ(i)

x ,k
(i)
t , θ

(i)
t , γ

(i),D),

which is divided into two parts: First, I sample θx from the conditional poste-

rior given by

p(θx|kt, θt,D) ∝ p(θx)

∫
p(D|kt,kx, γ)p(kx|kt, θt, θx)dkx,

∝ p(θx)

∫
N (D|Mtkx, γI)N (kx|0, A−1

t ⊗ Cx)dkx,

where the matrix Mt is generated by projecting each stimulus Xi onto Kt and

then stacking it in each row, meaning that the i-th row ofMt is [vec([Xi
>Kt])]

>.

Using the standard formula for a product of two Gaussians, I obtain the closed

form conditional evidence:

p(D|θx,kt, γ) ≈ |Λx|
1
2

|2πγI| 12 |A−1
t ⊗ Cx|

1
2

exp
[

1
2
µx
>Λ−1

x µx − 1
2γ

y>y
]
(3.44)

where the mean and covariance of conditional posterior over kx given kt are

given by

µx = 1
γ
ΛxMt

>y, and Λx = (At ⊗ C−1
x + 1

γ
Mt
>Mt)

−1. (3.45)
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As in Step 1, with a uniform hyperprior on θx, the conditional evidence is

the target distribution in the MH algorithm. Second, I sample kx from the

conditional posterior given by

p(kx|θx,kt, θt, γ,D) ∝ p(D|kt,kx, γ)p(kx|kt, θt, θx), (3.46)

where the mean of conditional posterior over kx is closed form in (eq. 3.45).

A summary of this algorithm is given in Algorithm 3.

Algorithm 2 fully Bayesian low-rank RF inference using blocked-Gibbs sam-
pling

Given the data D and conditioned on samples for other variables, iterate the
following:

1. Sample for (kt, θt, γ) from the conditional evidence for θt, γ (in eq. 3.41)
and the conditional posterior over kt (in eq. 3.43).

2. Sample for (kx, θx) from the conditional evidence for θx (in eq. 3.44) and
the conditional posterior over kx (in eq. 3.46).

Until convergence.

3.4.3 Approximate Algorithm for Fast Posterior Inference

Here I develop an alternative, approximate algorithm for fast posterior

inference. Instead of integrating over hyperparameters, I attempt to find point

estimates that maximize the conditional marginal likelihood. This resembles

empirical Bayesian inference, where the hyperparameters are set by maximiz-

ing the full marginal likelihood. In our model, the evidence has no closed form;

however, the conditional evidence for θt, γ given kx and the conditional evi-

dence for θx given kt are given in closed form (in eq. 3.43 and eq. 3.46). Thus,
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I alternate (1) maximizing the conditional evidence to set θt, γ and finding the

MAP estimates of kt, and (2) maximizing the conditional evidence to set θx

and finding the MAP estimates of kx, that is,

θt, γ = arg max
θt,γ

p(D|θt,kx, γ),

kt = arg max
kt

p(kt|kx, θt, γ,D),

θx = arg max
θx

p(D|θx,kt, γ),

kx = arg max
kx

p(kx|kt, θx, γ,D).

(3.47)

The approximate algorithm works well if the conditional evidence is

tightly concentrated around its maximum. Note that if the hyperparameters

are fixed, the iterative updates of kt and kx given above amount to alternating

coordinate ascent of the posterior over K.

3.4.4 Extension to Poisson Likelihood

When the likelihood is non-Gaussian, blocked-Gibbs sampling is not

tractable, because I do not have a closed form expression for conditional evi-

dence. Here, I introduce a fast, approximate inference algorithm for the low-

rank RF model under the LNP likelihood. The basic steps are the same as

eq. 3.47. However, I make a Gaussian approximation to the conditional poste-

rior over kt given kx via the Laplace approximation. I then approximate the

conditional evidence for θt given kx at the posterior mode of kt given kx. The

details are as follows.
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Figure 3.10: Simulated data. Data generated from the linear Gaussian
response model with a rank-2 RF (16 by 64 pixels: 1024 parameters). A.
True rank-2 RF (left). Estimates obtained by ML, full-rank ALD, low-rank
approximate method, and blocked-Gibbs sampling, using 250 samples (top),
and using 2000 samples (bottom), respectively. B. Average mean squared error
of the RF estimate by each method (average over 10 independent repetitions).

The conditional evidence for θt given kx is

p(D|θt,kx) ∝
∫
p(D|kt,Mx)N (kt|0, A−1

x ⊗ Ct)dkt (3.48)

where p(D|kt,Mx) = Poiss(y|g(Mxkt)). The integrand is proportional to the

conditional posterior over kt given kx, which I approximate to a Gaussian

distribution via Laplace approximation

p(kt|θt,kx,D) ≈ N (k̂t,Σt), (3.49)

where k̂t is the conditional MAP estimate of kt obtained by numerically max-

imizing the log-conditional posterior for kt (e.g., using Newton’s method. See

Appendix B),

log p(kt|θt,kx,D) = y> log(g(Mxkt))− g(Mxkt)

−1
2
kt
>(A−1

x ⊗ Ct)−1kt + c, (3.50)
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Figure 3.11: Simulated data. Data generated from the linear-nonlinear
Poisson (LNP) response model with a rank-2 RF (shown in Fig. 3.10A) and
softrect nonlinearity. A. Estimates obtained by ML, full-rank ALD, low-rank
approximate method under the linear Gaussian model, and the methods under
the LNP model, using 250 (top) and 2000 (bottom) samples, respectively.
B. Average mean squared error of the RF estimate (from 10 independent
repetitions). The low-rank RF estimates under the LNP model perform better
than those under the linear Gaussian model.

and Σt is the covariance of the conditional posterior obtained by the second

derivative of the log-conditional posterior around its mode Σ−1
t = Ht+ (A−1

x ⊗

Ct)
−1, where the Hessian of the negative log-likelihood is denoted by Ht =

− ∂2

∂k2
t

log p(D|kt,Mx).

Under the Gaussian posterior (eq. 3.49), the log conditional evidence

(log of eq. 3.48) at the posterior mode kt = k̂t is simply

log p(D|θt,kx)|kt=k̂t
≈ log p(D|k̂t,Mx)− 1

2
k̂t
>(A−1

x ⊗ Ct)−1k̂t

−1
2

log |Σ−1
t (A−1

x ⊗ Ct)|, (3.51)

which I maximize to set θt. Due to space limit, I omit the derivations for the

conditional posterior for kx and the conditional evidence for θx given kt. (See

Appendix C).
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Figure 3.12: Comparison of low-rank RF estimates for V1 simple cells
(The data was recorded in response to white noise flickering bars stimuli). A:
Relative likelihood per test stimulus (left) and low-rank RF estimates for three
different ranks (right). Relative likelihood is the ratio of the test likelihood
of rank-1 STA to that of other estimates. Using 1 minutes of training data,
the rank-2 RF estimates obtained by the blocked-Gibbs sampling and the
approximate method achieve the highest test likelihood (estimates are shown
in the top row), while rank-1 STA achieves the highest test likelihood, since
more noise is added to the low-rank STA as the rank increases (estimates are
shown in the bottom row). B: Similar plot for another V1 simple cell. The
rank-4 estimates obtained by the blocked-Gibbs sampling and the approximate
method achieve the highest test likelihood for this cell.

3.4.5 Results

Application to Simulated Data

I first tested the performance of the blocked-Gibbs sampling and the

fast approximate algorithm on a simulated Gaussian neuron with a rank-2 RF

of 16 temporal bins and 64 spatial pixels shown in Fig. 3.10A. I compared

these methods with the maximum likelihood estimate and the full-rank ALD

estimate. Fig. 3.10 shows that the low-rank RF estimates obtained by the

blocked-Gibbs sampling and the approximate algorithm perform similarly, and

achieve lower mean squared error than the full-rank RF estimates.

I then tested the performance of the above methods on a simulated
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Figure 3.13: Comparison of low-rank RF estimates for retinal data.
(The data was recorded in response to binary white noise stimuli). The RF
consists of 10 by 10 spatial pixels and 25 temporal bins (2500 RF coefficients).
A: Relative likelihood per test stimulus (left), top three left singular vectors
(middle) and right singular vectors (right) of estimated RF for an off-RGC
cell. The sampling-based RF estimate benefits from a rank-3 representation,
making use of three distinct spatial and temporal components, whereas the
performance of the low-rank STA degrades above rank 1. B: Similar plot for
on-RGC cell. Both estimates perform best with rank 1.

linear-nonlinear Poisson (LNP) neuron with the same RF and the softrect

nonlinearity. I estimated the RF using each method under the linear Gaussian

model as well as under the LNP model. Fig. 3.11 shows that the low-rank RF

estimates perform better than full-rank estimates regardless of the model, and

that the low-rank RF estimates under the LNP model achieved lower MSE

than those under the linear Gaussian model.
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Figure 3.14: RF estimates for a V1 simple cell. A: RF estimates obtained
by ML (left) and low-rank blocked-Gibbs sampling under the linear Gaussian
model (middle), and low-rank approximate algorithm under the LNP model
(right), for two different amounts of training data (30 sec. and 2 min.). The
RF consists of 16 temporal and 16 spatial dimensions (256 RF coefficients). B:
Average prediction (on spike count) error across 10-subset of available data.
The low-rank RF estimates under the LNP model achieved the lowest pre-
diction error among all other methods. C: Runtime of each method. The
low-rank approximate algorithms took less than 10 sec., while the full-rank
inference methods took 10 to 100 times longer.

Application to Neural Data

I applied our methods to estimate the RFs of V1 simple cells and retinal

ganglion cells (RGCs). The details of data collection are described in [118,136].

I performed 10-fold cross-validation using 1 minute of training data and 2

minutes of test data. In Fig. 3.12 and Fig. 3.13, I show the average test

likelihood (per stimulus) as a function of RF rank. I also show the low-rank

RF estimates obtained by the methods as well as the low-rank STA. The low-

rank STA (rank-p) is computed as K̂STA,p =
∑p

i diuivi
>, where di is the i-th

singular value, ui and vi are the i-th left and right singular vectors of the STA,

respectively.

Finally, I applied the methods to estimate the RF of a V1 simple cell
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with four different amounts of training data (0.25, 0.5 1, and 2 minutes) and

computed the prediction error of each estimate under the linear Gaussian and

the LNP models. In Fig. 3.14, I show the estimates using 30 sec. and 2

min. of training data. I computed the test likelihood of each estimate to set

the RF rank and found that the rank-2 RF estimates achieved the highest test

likelihood. In terms of the average prediction error, the low-rank RF estimates

obtained by the fast approximate algorithm achieved the lowest error, while

the runtime of the algorithm was significantly lower than full-rank inference

methods.
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Chapter 4

Neural Nonlinearity (Firing Rate Map)

Estimation

4.1 Active Learning of Neural Firing Rate Maps with
Gaussian Processes

In this section, I use a Gaussian process (GP) to provide a flexible, com-

putationally tractable model of the multi-dimensional neural response nonlin-

earity f(x), where x is a vector in feature space. Here, x is assumed to be a

D-dimensional vector in the moderately low-dimensional neural feature space

to which the neuron is sensitive, the output of the “L” stage in the LNP model.

This functional mapping from the low-dimensional features to spike responses

is often referred to as a firing rate map or tuning curve [15,48,57,87,103,131].

First I will describe the GP-Poisson encoding model, then introduce an ac-

tive learning method for adaptively selecting stimuli during an experiment to

minimize the amount of data required to estimate f .

4.1.1 GP-Poisson Encoding Model

Likelihood

Under the LNP model (Fig. 4.10), an input vector xi passes through

a nonlinear function f , whose real-valued output is transformed to a positive
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nonlinearity inverse-link

history filter

Figure 4.1: Schematic of GP-Poisson encoding model. The nonlinear
function f converts an input vector x to a scalar, which g then transforms to
a non-negative spike rate λ = g(f(x)), with omitting h. The spike response r
is a Poisson random variable with mean λ.

spike rate through a (fixed) function g (h is omitted). The spike response is a

Poisson random variable with mean g(f(x)):

p(ri|xi, f) = 1
ri!
λrii e

−λi , (4.1)

where λi = g(f(xi)). For a complete dataset, the log-likelihood is:

L(f) = log p(r|X, f) = r> log(g(f))− 1>g(f) + const, (4.2)

where r = (r1, . . . , rN)> is a vector of responses, 1 is a vector of ones, and

f = (f(x1), . . . f(xN))> is the vector of f evaluated at X = {x1, . . .xN}. I

fix g(f) = log(1 + exp(f)) that satisfies log-concavity in f , to ensure a single

maximum of f in the log-likelihood L(f).

Gaussian Process Prior

Gaussian processes (GPs) define a probability distribution over the

infinite-dimensional space of functions by specifying a Gaussian distribution

over the function values at any finite collection of points. The hyperparam-

eters defining this prior are a mean µf and a kernel function k(xi,xj) that
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specifies the covariance between function values f(xi) and f(xj) for any pair

of xi and xj. The GP prior over f is:

p(f) = N (f |µf1, K) = |2πK|−
1
2 exp

(
−1

2
(f − µf1)>K−1(f − µf1)

)
(4.3)

where K is a covariance matrix whose i, j’th entry is Kij = k(xi,xj). Here,

I use a Gaussian kernel [126], since neural nonlinearities are expected to be

smooth:

k(xi,xj) = ρ exp
(
−||xi − xj||2/(2τ)

)
, (4.4)

where ρ and τ control the marginal variance and smoothness scale, respectively.

The GP therefore has three total hyperparameters, θ = {µf , ρ, τ}.

4.1.2 MAP Inference for f

The maximum a posteriori (MAP) estimate can be obtained by numer-

ically maximizing the posterior for f . From Bayes rule, the log-posterior is

simply the sum of the log-likelihood (eq. 4.2) and log-prior (eq. 4.3) plus a

constant:

log p(f |r, X, θ) = r> log(g(f))−1>g(f)− 1
2
(f−µf )>K−1(f−µf )+const. (4.5)

The solution vector fmap defined this way contains only the function values at

the points in the training set X. Inferring the value of f at any collection of

test points x∗ = {x∗i }Ni=1 requires the conditional distribution:

p(f∗|x∗,Dt, φ) =

∫
p(f∗, f |x∗,Dt, φ)df =

∫
p(f∗|x∗, f , φ)p(f |Dt, φ)df , (4.6)
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where Dt = {X, r} and f∗ is the vector of function values evaluated at the test

points. This integral is not analytically tractable, unfortunately, since the pos-

terior over f given the data p(f |Dt, φ) corresponds to the normalized product of

Poisson likelihood and GP prior. Therefore, I use a well-known Gaussian ap-

proximation to the posterior around its maximum, using a second-order Taylor

series expansion of the log-posterior (known as the Laplace approximation):

p(f |Dt, φ) ≈ N (fmap,Σ), (4.7)

where covariance Σ = (L + K−1)−1, and L = − ∂2

∂f2
L(f) is the Hessian (2nd

derivative matrix) of the negative log-likelihood at fmap. This approximation

is reasonable given that the posterior is guaranteed to be unimodal and log-

concave. With this approximation and the term p(f∗|x∗, f , φ) provided by the

GP prior, the conditional distribution over f∗ becomes the convolution of two

Gaussians, which is itself Gaussian:

p(f∗|x∗,Dt, φ) ≈ N (µt,Λt), (4.8)

with µt = µf +K∗K−1(fmap−µf ), Λt = K∗∗−K∗(L−1 +K)−1K∗>, (4.9)

where K∗ij = k(x∗i ,xj), and K∗∗ij = k(x∗i ,x
∗
j).

4.1.3 Efficient Evidence Optimization for θ

A computationally efficient approach for setting θ is to maximize the

evidence p(θ|r, X), which is given by:

p(r|θ) =

∫
p(r|f)p(f |θ)df =

p(r|f)p(f |θ)
p(f |r, θ)

, (4.10)
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where conditioning on X is dropped for notational convenience. For the GP-

Poisson model, this integral is not tractable analytically. However, the Laplace

approximation to the posterior (eq. 4.7) provides a formula for evaluating

approximate evidence,

p(r|θ) ≈ exp(L(f))N (f |µf , K)

N (f |fmap,Λ)
, (4.11)

evaluated at f = fmap, since the Laplace approximation is the most accurate

there [27, 117,124].

Optimizing eq. 4.11 with respect to θ requires numerical update of

fmap inside. For efficient computation, I developed the following optimiza-

tion procedure. Given initial hyperparameters θ0, I first numerically update

fmap and approximate the posterior to N (fmap,Λ). I then decompose the

Gaussian posterior into two parts, the prior and the residual, where the resid-

ual is approximated as Gaussian likelihood, p(r|f , θ) ≈ N (m, L−1), where

m = L−1(Λ−1fmap − K−1µf ) and L = Λ−1 − K−1. During evidence op-

timization, I update fmap and Λ simply by fmap = Λ(Lm + K−1µf ) and

Λ = (L+K−1)−1, using m and L. This makes the evidence optimization sig-

nificantly faster than numerically updating fmap with each new set of θ (See

Appendix D for detailed algorithm).

4.1.4 Optimal design: Uncertainty Sampling

Here I introduce an active learning method for adaptively selecting

stimuli during an experiment to estimate f with minimal amount of data.
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Algorithm 3 Sequential active learning for nonlinearity estimation under the
GP-Poisson model

Given Dt = {xi, ri}ti=1, fmapt, and θt,
repeat

1. Compute f∗map,σ
∗ at a grid of candidate stimulus locations..

2. Select {x∗} for which γ∗ = g′(f∗map)σ∗ is maximal.
3. Record the response rt+1, given the selected xt+1.
4. Update θt+1 and find fmapt+1|Dt+1, θt+1

until a stopping criterion is satisfied

Uncertainty sampling, originated from classification problems, is one of the

simplest and most commonly used method, which selects the candidate inputs

about which it is least certain how to label [78]. There are numerous variants

of uncertainty sampling based on the uncertainty measure one can choose (e.g.,

Shannon entropy and prediction error). Since the goal in this problem is to

estimate the spike rate g(f(x)) at any given input x as accurately as possible,

a natural uncertainty measure would be the posterior variance of the spike

rate, and thereby I developed the algorithm accordingly as follows.

While closed form for the posterior variance of f at any candidate

stimulus is available in eq. 4.9, the posterior variance of the spike rate requires

numerical computation due to the nonlinear mapping from the output of f to

spike rate. However, I approximate the variance of the spike rate due to the

time constraint in real-time physiology experiments. I use the Delta method,

which approximates the posterior uncertainty γj about the spike rate g(f(x∗j))

by:

γj = g′(f(x∗j))σj, (4.12)
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Figure 4.2: Estimated 3D nonlinearity A: 1D slice showing spike rate as
a function of M cone contrast with other cone contrasts fixed to zero, using
all datapoints (gray), using 150 data points selected randomly (black) or by
uncertainty sampling (red), respectively. B: 2D conditionals on M and L with
the other cone contrast set to zero, using 150 random datapoints (left), using
150 datapoints selected by uncertainty sampling (middle), using all datapoints
(right), respectively.

where σj is the posterior standard deviation at f(xj) and g′ is the derivative

of g with respect to its argument. The algorithm is summarized in Algorithm

3.

4.1.5 Experiments

I used the real neural data recorded from a V1 neuron in a rhesus

monkey while Gabor patterns specified 3 cone contrast levels were presented

at the receptive field. In the original experiment, the staircase design was used

to vary the L, M, and S cone contrasts in the 3D color space. I performed

a simulated optimal design experiment by selecting from the 677 stimulus-

response pairs collected during the experiment, and re-ordering them greedily

according to the uncertainty sampling algorithm described above. As shown

in Fig. 4.2, using only 150 data points, the conditionals of the estimate using

uncertainty sampling were almost identical to those using all data (677 points).
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4.2 Investigation of Stimulus Selection Criteria

In the previous section, a stimulus was selected by maximizing the pos-

terior variance of firing rate map. In this section, I investigate several stimulus

selection criteria and compare the performance of each criterion. In particular,

I examine how the choice of criterion and nonlinearity (g) in the GP-Poisson

model affect the performance of Bayesian active learning for neural firing rate

map estimation. I show that infomax learning, which selects stimuli based

on an information-theoretic criterion [8, 80, 82, 84, 109] is highly sensitive to

the choice of nonlinearity, in a manner that is somewhat surprising. I derive

an alternate criterion based on minimizing the integrated posterior variance,

which is equivalent to minimizing expected mean squared error in the firing

rate map estimate. I develop an efficient algorithm for selecting stimuli ac-

cording to this criterion, and demonstrate its performance using simulated and

real neural datasets.

Before introducing stimulus selection criteria, I briefly describe fast

posterior update methods that are essential to compute the expected utilities.

4.2.1 Fast Posterior Updates

Bayesian learning methods require the posterior over parameters given

a new observation to compute the expected utility (eq. 2.14). Here, I describe

a method for fast, approximate, recursive posterior updates under the GP-

Poisson model, which allow us to rapidly compute expected utilities [77]. Note

that I do not use these approximate rules for updating our posterior after an
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actual observation; I only use them for quickly computing expected utilities,

which require expectations with respect to the posterior given hypothetically

observed data.

Let f∗ = f(x∗), where x∗ denotes a grid of points that I will use for

representing the posterior over f . During a single step of active learning, I have

a Gaussian approximation to the posterior over f∗ given the data collected up

to time t (eq. 4.9). Any hypothetical stimulus-response pair (x′, r′) yields a

new likelihood term that must be added to the log-posterior as below,

log p(f∗|µ′,Λ′) ≈ log p(f∗|µt,Λt) + log p(r′|λ(x′)), (4.13)

where µ′ and Λ′ denote the posterior mean and covariance given (Dt,x′, r′),

respectively. For notational simplicity, I have dropped dependence of the pos-

terior on hyperparameters φ. I can compute updated mean and covariance by

differentiating eq. 4.13 and equating the two sides:

∂
∂f∗

log p(f∗|µ′,Λ′) = −Λ′−1(f∗ − µ′) ≈ −Λ−1
t (f∗ − µt) + ∂

∂f∗
log p(r′|λ(x′)),

∂2

∂2f∗
log p(f∗|µ′,Λ′) = −Λ′−1 ≈ −Λ−1

t + ∂2

∂2f∗
log p(r′|λ(x′)).

Solving for the mean and covariance (µ′,Λ′) yields:

Mean update: µ′(x∗) = µt(x
∗) + ∆Λt(x

∗,x′),

Covariance update: Λ′(x∗i ,x
∗
j) ≈ Λt(x

∗
i ,x

∗
j)−

Jµ′(x)Λt(x
∗
i ,x

′)Λt(x
∗
j ,x

′)

1 + Jµ′(x′)Λt(x′,x′)
,

(4.14)

where the first derivative of log-likelihood is denoted by ∆ = ∂
∂f

log p(r′|λ(x′)),

the second derivative of log-likelihood, the so-called observed Fisher informa-
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tion, is denoted by Jµ′(x′) = − ∂2

∂f2
log p(r′|λ(x′)), and both first and second

derivatives are evaluated at f = µ′(x′).

4.2.2 Stimulus Selection Criteria

Here I consider two utility functions: (1) a popular information-theoretic

utility function, which leads to an infomax learning rule; and (2) a posterior-

variance based utility (or loss) function, which seeks to minimize the expected

squared deviation (or posterior variance) of the firing rate map estimate.

Infomax Learning

In infomax learning, the goal is to maximize information gain about

the firing rate map λ from the observed data. Therefore, the expected utility

function is the mutual information between λ and a future response r′ to a

candidate stimulus x′, given Dt = {(x1, r1), . . . , (xt, rt)}, the data collected so

far in the experiment. Because mutual information is not altered by invertible

transformations, and λ = g(f), the mutual information between λ and r′ is

the same as the mutual information between f and r′. The expected utility is

therefore:

U(x′|Dt) = I(f ; r′|Dt,x′), (4.15)

= HDt(f)−H(Dt,x′)(f |r′), (4.16)

where HDt(f) denotes the entropy of f given Dt, and H(Dt,x′)(f |r′) denotes

the conditional entropy of f given r′, conditioned on Dt and x′. Because f is
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a function (and thus infinite-dimensional), the mutual information (eqs. 4.15–

4.16) is not actually well defined. I therefore define the mutual information

using a fixed, uniform grid of points f∗, as defined above. The firing rate map

on the grid of points is denoted by λ∗ = g(f∗). Although this gridding approach

will not scale well to high dimensions, it suffices here because the stimulus

space is relatively low dimensional (i.e., 2-3 dimensions, for the examples we

consider).1

Under a Gaussian approximate posterior (eq. 4.9), the posterior entropy

is proportional to log determinant of the posterior covariance matrix (evaluated

on a grid of function values), which reduces the expected utility to

I(f ; r′|Dt,x′) ≈ log |Λt| − Er′|Dt,x′ log |Λt+1|,

≈ σ2
t (x
′) Er′|f,x′Ef |µt(x′),σ2

t (x′)

[
Jf(x′)

]
, (4.17)

where σ2
t (x
′) is the posterior variance at x′. The last line follows from eq. 4.14

and the proof is given in [77,84].

The observed Fisher information Jf(x′) under the GP-Poisson model is

given by

Jf(x′) =
r′

λ2(x′)

[
∂λ(x′)

∂f(x′)

]2

+

[
1− r′

λ(x′)

]
∂2λ(x′)

∂f 2(x′)
. (4.18)

If g = exp(·), the observed Fisher information Jf(x′) is simply λ(x′), which is

independent of the response r′. In this case, the utility simplifies to,

U(x′|Dt) = σ2
t (x
′) exp(µt(x

′) + 1
2
σ2
t (x
′)). (4.19)

1To avoid the curse of dimensionality, one can use a non-regular grid, sampled from
a probability distribution that puts high resolution in the regions strongly affecting the
expected utility [54].
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However, if g = log(exp(·)+1), the observed Fisher information Jf(x′) depends

on the response r′. The expectation with respect to p(r′|f,x′) in eq. 4.17

conveniently leaves the following:

U(x′|Dt) ≈ σ2
t (x
′) Ef |µt(x′),σ2

t (x′)

[
1

λ(x′)

[
∂λ(x′)

∂f(x′)

]2
]
. (4.20)

Unfortunately, there is no closed form for this expected utility in this case.

However, as suggested in [77], one can pre-compute expected utility for each

(µt(x
′), σ2

t (x
′)) and store it in a 2D lookup table, to rapidly determine expected

utility of x′ during experiments. Alternatively, one can numerically compute

the expected utility using Gauss-Hermite quadrature. (See Appendix D). A

summary of the algorithm is given in Algorithm 4.

Note that, for both choices of nonlinearity g, the expected utility for

a stimulus x′ depends only on the posterior mean and variance of f(x′) the

function value at that point. It does not depend on the function value at other

grid points, and the computational cost of evaluating the expected utility (at

a single stimulus) is completely independent of grid size. The only cost of

using a finer grid over stimulus space is the linear cost of evaluating mutual

information at each grid point. This independence of grid size will not hold

for the utility function I consider next.

Variance-minimization Learning

Next, I consider a utility function that corresponds to minimizing the

posterior variance over the firing rate map λ. This is equivalent to choosing
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Algorithm 4 Sequential infomax learning

Given the posterior p(f∗|µt,Λt) at time t,
1. Compute the expected information gain of each candidate x′ (eq. 4.17).
2. Select a stimulus xt+1 that maximizes the expected information gain
about λ∗.
3. Measure response rt+1 to xt+1.
4. Update the posterior p(f∗|µt+1,Λt+1) and the hyperparameters.
repeat

stimuli to minimize mean squared error in the estimate of λ. I will refer to

this approach as variance minimization or (varmin) learning:

U(x′|Dt) = − Er′|Dt,x′

[∫
V(λ(x)|Dt,x′, r′)dx

]
, (4.21)

where I denote the variance of λ(x) given the data as

V(λ(x)|Dt,x′, r′) =

∫
(λ(x)− λ̂(x))2p(f(x)|Dt,x′, r′)df(x), (4.22)

and λ̂(x) dnotes the posterior mean of λ(x) given (Dt,x′, r′), also known as

the Bayesian least squares estimate.

I compute the expected utility via numerical integration on the regular

grid of points {x∗}Ni=1:

U(x′|Dt) = − Er′|f,x′Ef |µt(x′),σ2
t (x′)

[
N∑
i=1

V(λ(x∗i )|Dt,x′, r′)

]
. (4.23)

Optimizing this utility involves intractable joint optimization and expecta-

tions: computing the expected variance V(λ(x∗i )|Dt,x′, r′) requires updating

the posterior over f given (x′, r′) and averaging the unknown response r′ under

the predictive distribution p(r′|x′,Dt), as well as averaging over the current
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posterior p(f |Dt). Several papers suggested algorithms for this type of prob-

lem using Monte Carlo sampling [70,100]. However, due to the time constraint

in typical neurophysiology experiments (� 500 ms), I need to rapidly com-

pute the expectations in eq. 4.23. Therefore, I adopt an approximate solution

that involves computing the expected variance of f for each candidate x′ and

transforming it into the variance of λ. Details are as follows.

Algorithm 5 Sequential varmin learning

Given the posterior p(f∗|µt,Λt) at time t at grid points {x∗i }Ni=1:
1. Compute the expected variance of f∗ for each candidate x′ (eq. 4.24).
2. Transform the expected variance of f∗ (from step 1) into the expected
total variance of λ∗ for each x′ (eq. 4.27).
3. Select a stimulus xt+1 that minimizes the expected total variance of λ∗.
4. Measure response rt+1 to xt+1.
5. Update the posterior p(f∗|µt+1,Λt+1) and the hyperparameters.
repeat

(1) Expected variance of f : The posterior covariance update rule

in eq. 4.14 simplifies the expected variance of f to,

σ2
t (x
∗
i )− Er′|f,x′Ef |µt(x′),σ2

t (x′)

[
Jµ′(x′)Λ2

t (x
∗
i ,x

′)

1 + Jµ′(x′)σ2
t (x
′)

]
, (4.24)

where directly computing the double integrals is intractable. For fast compu-

tation, I make the following point estimates: r′ to its mean λ(x′) and µ′(x′)

to the current mean µt(x
′). Under these approximations, the observed Fisher

information simplifies to,

Jµ′(x′) ≈ g(µt(x
′)), if g = exp(·), (4.25)

≈ 1

λ(x′)

[
∂λ(x′)

∂f(x′)

]2

f=µt(x′)

, if g = log(exp(·) + 1). (4.26)
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(2) Transformation of variance of f into variance of λ: The

expected variance of λ at x∗i is computed by

Er′|Dt,x′V(λ(x∗i )|Dt,x′, r′) ≈
∫
g2(fi)N (µ′i, σ

′2
i )dfi

−
[∫

g(fi)N (µ′i, σ
′2
i )dfi

]2

, (4.27)

where fi = f(x∗i ), the mean of fi is denoted by µ′i = µ′(x∗i ) ≈ µt(x∗i ), and the

variance of fi is denoted by σ′2i = σ′2(x∗i ). If g = exp(·), I can compute eq. 4.27

analytically due to log-normal λ; however, if g = log(exp(·) + 1), I numerically

compute it either via Gauss-Hermite quadrature or using a pre-computed 2D

lookup table.

Lastly, I obtain the integrated variance of λ by summing up the ex-

pected variances of λ(x∗i ) for all the grid points, {x∗i }Ni=1. A summary of the

algorithm is given in Algorithm 5. (Pseudocode is provided in Appendix E).

4.2.3 Effects of Nonlinearity and Utility on Learning

Empirically, I observe that the stimuli selected as “most useful” in

Bayesian active learning paradigms depends critically on both the utility func-

tion and the choice of nonlinearity g. Specifically, infomax learning selects

very different stimuli when the nonlinearity is exponential instead of soft-

rectification. In this section, I examine how and why this phenomenon occurs.

First, I note that the nonlinearity g determines how probability mass

of the GP prior is spread out over firing rates in λ space. For the exponential

nonlinearity, the marginal prior over λ is log-normal, which leads to a p(λ) a
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Figure 4.3: Effects of nonlinearity on likelihood and prior. A: Log-prior
on λ under different choices of nonlinearity. With exponential nonlinearity, the
log-prior has much heavier tails than that with softrect nonlinearity. B: Pois-
son likelihood p(r|λ) as a function of inverted spike rate f = g−1(λ), for several
fixed values of spike count r. With softrect nonlinearity, the likelihood is nar-
rower when spike count is low, indicating that the most informative stimuli, all
else being equal, are those likely to elicit low spike counts. With exponential
nonlinearity, the likelihood gets narrower with increasing r, indicating that the
most informative stimuli are those likely to elicit large spike counts.

very heavy right tail (Fig. 4.3A). By contrast, the softrect nonlinearity trans-

forms the right tail of the Gaussian prior linearly, resulting in a p(λ) with a

very light (i.e., Gaussian) right tail. In practical terms, this means that under

the exponential nonlinearity, the prior assigns a lot of probability mass to very

high spike rates, so that (in principle) there is a lot more to learn by presenting

stimuli that might probe these high firing rates.

This effect is compounded by the effect of g on shape of the p(r|x, f),

the (transformed) Poisson likelihood (Fig. 4.3B). The inverse of the softrect

nonlineariy leaves the shape of the likelihood relatively unchanged (Fig. 4.3B

Left), meaning that likelihood is broader at high firing rates, and so there is

(relatively) less reduction in uncertainty when the stimulus elicits a high firing
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Figure 4.4: Effects of nonlinearity on stimulus selection in active
learning. Illustration of stimuli selected during 1000 trials of active learn-
ing, using a linearly-growing (simulated) tuning curve in 1D stimulus space.
Varmin learning is less sensitive to choice of nonlinearity compared to infomax
learning.

rate. (This arises due to the fact that narrowness of the likelihood determines

the amount of reduction in the posterior: narrower likelihood =⇒ greater

reduction in posterior entropy). By contrast, transforming by log, the inverse

of the exponential nonlinearity, reverses the ordering of likelihood width by

firing rate (Fig. 4.3B Right): the likelihood is broad when r is small and

narrow when r is large.

These two factors mean ensure under an exponential nonlinearity, high

firing-rate regions provide the greatest gain in mutual information, while un-

der the softrect nonlinearity, low-firing rate regions provide greatest gain in

mutual information. Fig. 4.4 illustrates this phenomenon with a simulated

example, but shows that it is somewhat less pronounced for varmin than in-

fomax learning. That is, stimulus selection under infomax learning depends

much more strongly on the choice of nonlinearity than under varmin learning.

Figure 4.4 shows the distribution over the firing rate λ of selected stimuli, for
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a simulated example with true rate uniformly distributed over [0, 100], under

varmin and infomax learning for both choices of nonlinearity. For the softrect

nonlinearity, infomax learning selects the stimuli eliciting low spike responses

more often. On the contrary, with an exponential nonlinearity, infomax learn-

ing more often selects the stimulus eliciting high spike responses . Varmin

learning selects the stimuli eliciting higher spike responses, irrespective of the

nonlinearity. Thus, varmin learning is in general less sensitive to the choice of

nonlinearity.

Lastly, I compare the exact and approximate utilities (in both infomax

and varmin learning) with two different nonlinearities as a function of mean

and standard deviation of f , assuming that there is a single stimulus for visual-

ization purpose, shown in Fig. 4.5. When the standard deviation of f is large,

the discrepancy between exact and approximate utilities gets larger, which

happens when there are not many measurements at the initial stage of active

learning. However, as one collects more data, the discrepancy gets smaller

since the standard deviation of f decreases. Another important aspect of this

result is that (as it was already shown in Fig. 4.4) the effects of nonlinearity

is more significant in infomax learning compared to varmin learning.

4.2.4 Applications

Simulated data

To compare the performance of infomax and varmin learning, I first

generated Poisson responses from a 2D firing map (Fig. 4.6A) and estimated it
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Figure 4.5: Comparison of exact and approximate utilities. A: The util-
ity function in infomax learning with different nonlinearities. B: The utility
function in varmin learning with different nonlinearities. When the poste-
rior over f has high uncertainty (e.g., initial stage of active learning), the
discrepancy between the exact and approximate utilities is noticeable (e.g.,
σ = max(µ)/2). However, once the posterior uncertainty decreases, , the
discrepancy between exact and approximate utilities gets insignificant.

using each learning method. I tested random sampling to contrast the relative

gain of adaptive methods, as well as uncertainty sampling, which simply picks

the stimulus for which the posterior variance of firing rate map is maximal.

When g is softrect, I approximated the posterior variance of firing rate map by

delta method [112]. I also tested the linear Gaussian GP-model (i.e., ignoring

the discrete non-negative nature of neural spiking and use a direct GP prior

on the map) for selecting stimuli using uncertainty sampling (equivalent to
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infomax under the model), and fitted the data to GP-Poisson model, to see if

the combination of the two results in an accurate algorithm.

Fig. 4.6B shows the performance of each criterion in terms of posterior

entropy, total variance of λ, and mean squared error (average over 100 inde-

pendent repetitions). When g is softrect, varmin learning performs noticeably

better than infomax learning in terms of MSE, although infomax learning ef-

fectively decreases the posterior entropy faster than varmin learning. When

g is exponential, both varmin and infomax methods perform similarly. Un-

certainty sampling, in this case, focuses on picking stimuli only around the

high peak areas of the true map, which results in slower decrease in MSE than

random sampling. The combination of stimulus selection under the Gaussian-

GP model and fitting the data to the GP-Poisson model performs as poorly as

random sampling, since the spike response is independent of stimulus selection.

Real data

V1 neurons in awake rhesus monkeys were recorded as visual stimulus

patterns drifted through the receptive field. The orientations and spatial fre-

quencies of the stimuli were roughly matched to the neurons preferred values.

Each neuron was stimulated with either a soft-edged bar or a Gabor pat-

tern. For the neuron stimulated with the soft-edged bar, stimuli were chosen

from a 2D stimulus space in which L- and M-cone contrast varied and S-cone

contrast was fixed. The neuron was stimulated with 620 pseudo-randomly

selected soft-edged bar stimuli that effectively tile the LM plane. Each stimu-
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Figure 4.6: Estimation of 2D firing rate map (simulated data). A: True
firing rate map defined over a 2D input space. B, top: The posterior entropy,
integrated posterior variance, and mean squared error (MSE), as a function
of number of trials of active learning, under the assumption of a softrect non-
linearity. Although infomax learning decreases the posterior entropy faster
than varmin learning (left), varmin learning performs significantly better in
terms of MSE (right). B, bottom: Analogous plots under the assumption of
exponential nonlinearity. Here, infomax and varmin methods perform more
similarly.

lus was presented three times, resulting in a total of 1860 trials. For neurons

stimulated with the Gabor pattern, stimuli were chosen from a 3D cone con-

trast space with the purpose of finding a collection of stimuli that all evoked

the same response (e.g., 29 spikes/sec) [55]. Using the recorded dataset from

each neuron, I conducted simulated closed-loop experiments using the active

learning methods. In the simulated experiments, I fixed g to softrect, due to

its superior prediction performance on test data compared to exponential g:

the average 10-fold cross validation score across 6 cells for exponential g was

−3.6051 and −3.3690 for softrect. As a performance measure, I computed
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Figure 4.7: Active learning with neural data (2D input space). A:
Mean squared error as a function of the number of trials. Inset shows the
firing rate map estimated using all 1860 stimuli presented during an actual
neurophysiology experiment in macaque V1. B: The firing rate map estimate
after 30 trials under infomax learning and varmin learning. Plots at right show
the first 30 stimuli selected with each method.

the mean squared difference between the estimate using all the data in each

original experiment and the estimate using the data selected by each active

learning method in the simulated experiment.

In Fig. 4.7, I show that varmin learning performed significantly better

than infomax learning, especially at the beginning of the experiment, in terms

of the the mean squared difference. The inset shows the firing rate map of

the neuron using all of the collected 2D data. I also show the estimated

rate map after 30 trials. The datapoints selected by infomax learning were

mostly clustered at the low rate region, while the datapoints selected by varmin

learning datapoints were well spread throughout the LM plane.

In Fig. 4.8, I show the 2D (L, M) slice of the estimated 3D firing map
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Figure 4.8: Active learning with neural data (3D input space) A: 2D
slices of the estimated 3D firing maps using all 700 trials (left), and after only
300 trials with infomax (middle) or varmin learning (right). B: Mean-squared
error as a function of the number of trials, averaged over results from two
different neurons.

of each neuron while fixing the S cone contrast to the mean of the values that

S cone had during the simulated experiments, using all trials with 3D inputs

(approximately 700). For these neurons, unlike the previous luminance-tuned

neuron, two learning methods performed similarly at the beginning, since the

actually presented data selected by the staircase (isoresponse) design do not

cover the entire 3D stimulus space. Nevertheless, as I observe more data,

varmin learning decreased MSE more effectively than infomax learning did

(Fig. 4.8). I show the 2D slices of the estimates after 300 trials in Fig. 4.8,

where the estimates obtained by our method look closer to the estimates using

all data than those obtained by infomax learning.

Finally, I conducted population analysis using the data collected from

six different V1 neurons. I made 10 differently shuffled datasets (as one does
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10-fold cross-validation), where I used 10% of each dataset as a validation set

and picked the stimuli by active learning from the rest 90% of the dataset, and

computed the average log-likelihood of the test data for 6 different neurons.

The blue dots are the log-likelihood when the number of trials is 40% of the

entire data; red dots are when the number of trials is 80% of the entire data.

On average, varmin learning achieved 1.4 times higher likelihood than info-

max learning. I also conducted paired-sample T-test and obtained the p-value

0.0130 using 80% of the entire data (red dots). Thus, I reject the null hypoth-

esis that infomax and varmin learning methods perform similarly at the 0.05

significance level.

4.3 Modeling Firing Rate Maps for Super-Poisson Re-
sponses

The active learning framework in the previous section offers substantial

improvements relative to randomized designs. However, it may perform poorly

if data do not conform to model assumptions. For example, in the visual cor-

tex, spike counts are often over-dispersed relative to the Poisson distribution,

meaning that the ratio between the spike count mean and variance is greater

than 1. In simulation shown in Fig. 4.9, I found that firing rate maps estimated

from over-dispersed data in a GP-Poisson model (i.e. under model mismatch)

exhibit substantial undersmoothing, meaning that the inferred map is much

rougher than the true map.

Here I introduce a new model that incorporates and infers the degree of
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Figure 4.9: Overdispersion in neural data A: Super-Poisson variability in
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Poisson). B: Estimates of different models using simulated over-dispersed
data. True firing rate map (left), estimate of Poisson model (middle), and
estimate of super-Poisson model (right) are shown. Typical Poisson noise
models underestimate the super-Poisson variability of neural spiking and result
in under smoothness in their estimates.

overdispersion in neural spike responses. I model super-Poissonness (or over-

dispersion) by extending the GP-Poisson model to include an additional latent

Gaussian noise source: responses are modeled as Poisson conditioned on the

map plus Gaussian noise.

4.3.1 GP-super-Poisson Model

The goal is to estimate a neuron’s firing rate map given a relatively

low-dimensional stimulus x,

t(x) = E[r|x], (4.28)

where r is the spike count. Rather than modeling the stimulus-response rela-

tionship in terms of t(x), I adopt the following model for the simplicity of the

inference procedure.
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Total-data-likelihood

I model the response ri to a stimulus xi at the i-th trial as a condition-

ally Poisson random variable with the mean firing rate λi = g(f(xi)+ni), where

f(xi) is an unknown function and an additive Gaussian noise is ni ∼ N (0, σ2),

as illustrated in Fig. 4.10:

p(ri|f(xi), ni) = Poiss(λi) =
λrii exp(−λi)

ri!
. (4.29)

The nonlinearity g(·) has the form of log(exp(·) + 1)p, where p will be esti-

mated (as a hyperparameter) from the data to capture various mean-variance

relationships of the responses (to be illustrated in detail in Results). With inde-

pendent N data points, denoted by Dt = {xi, ri}Ni=1, the total-data-likelihood

is given by,

p(r|f) =

∫
Poiss(λ)dn =

∫ N∏
i=1

g(f(xi) + ni)
ri exp(−g(f(xi) + ni)

ri!
dn,

(4.30)

where r = {ri}Ni=1, f = {f(xi)}Ni=1, λ = g(f + n), and n = {ni}Ni=1, where each

noise sample is i.i.d. drawn from N (0, σ2).

Gaussian Process Prior on f

Building on prior work [1, 27, 112, 124], I impose a Gaussian process

prior over the function f with the squared exponential kernel to effectively

capture the smoothness of f [126]. The marginal of f at the observed points

{xi}Ni=1 is therefore given by

p(f |θ) = GP(µf , K), (4.31)
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Figure 4.10: GP-super-Poisson encoding model with additive Gaus-
sian noise. Input x goes through a function f , whose scalar output and i.i.d.
Gaussian noise n ∼ N (0, σ2), are transformed via a nonlinearity g into a pos-
itive quantity λ. The additive noise is included to model the randomness in
the spike rate λ. The response r is a Poisson random variable with mean rate
λ(x) = g(f(x) + n).

where µf = µf1, 1 is a vector of ones. The parameters θ consists of the

parameters of the squared exponential kernel K (i.e., overall scale ρ and length

scale δ) and the mean of the function µf .

Under the GP-super-Poisson model, the firing rate map given any stim-

ulus x∗ can be formulated as follows:

t(x∗) = E[r|x∗], (4.32)

=

∫ [∫
rp(r|f(x∗), n∗)dr

]
p(n∗|σ2)dn∗, (4.33)

=

∫
g(f(x∗) + n∗)p(n∗|σ2)dn∗ := G(f(x∗), σ2), (4.34)

where G defines the deterministic mapping from (f(x∗), σ2) to t(x∗). The

mean (Bayes least squares estimator) and variance of the firing map at t(x∗)
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given data DN are given by

E[t(x∗)|DN ] =

∫
t(x∗)p(t(x∗)|DN)dt(x∗), (4.35)

=

∫ ∫
G(f(x∗), σ2)p(f(x∗)|DN)df ∗, (4.36)

and

V[t(x∗)|DN ] =

∫
t2(x∗)p(t(x∗)|DN)dt(x∗)− E2[t(x∗)|DN ], (4.37)

=

∫ ∫
G2(f(x∗), σ2)p(f(x∗)|DN)df ∗ − E2[t∗|DN ]. (4.38)

To compute the two quantities above, I first need to infer the posterior over

f denoted by p(f(x∗)|DN). In the following, I infer p(f(x∗)|DN) by first con-

sidering the posterior over f on the observed points (i.e., marginal of f), and

then by integrating out the marginal of f .

4.3.2 Posterior Inference

According to Bayes’ rule, the posterior over f is given by

p(f |DN) ∝ p(DN |f)p(f) =

∫
p(DN |f ,n)p(n)p(f)dn (4.39)

The integral over n is intractable, so I can instead approximate the joint

posterior p(f ,n|DN) as Gaussian and then integrate over n. I consider a change

of variables:

s = f + n, f ′ = f (4.40)
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The log-total-data posterior can be written in terms of the new variables s

and f ′:

log p(s, f ′|DN) = log p(DN |s) + log p(s|f ′) + log(f ′) + c (4.41)

= r> log(g(s))− g(s)− 1
2σ2 (s− f ′)>(s− f ′)− N

2
log σ2

−1
2
(f ′ − µf )

>K−1(f ′ − µf )− 1
2

log |K|+ c, (4.42)

where c is a constant. Note that the total-data posterior is quadratic in f ′,

meaning that the maximum in f ′ given s can be obtained analytically:

f ′map|s = ( 1
σ2K + I)−1( 1

σ2Ks+ µf ). (4.43)

Now substitute this for f ′ in eq. 4.41 and maximize it numerically for s 2.

log p(s, f ′map|DN) = r> log(g(s))− g(s)

−1
2
(s− µf )

>(K + σ2I)−1(s− µf ) + c, (4.44)

≈ N (smap,Λs). (4.45)

I can find the maximum of the joint distribution p(f ,n): fmap from eq. 4.43

and nmap from smap − fmap. To find the covariance of the joint distribution, I

compute the second derivatives of the log-total-data posterior log p(f ,n|DN):

∂2 log p(f ,n|DN)

∂f2
= −L−K−1, (4.46)

∂2 log p(f ,n|DN)

∂f∂n
= −L, (4.47)

∂2 log p(f ,n|DN)

∂n2
= −L− 1

σ2 I, (4.48)

2I use Newton’s method, which is described in Appendix.
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where L = diag
(
∂2 log p(DN |f ,n)

∂f2

)
, and log p(DN |f ,n) = r> log(g(f + n))− g(f +

n).

Therefore, the total posterior is approximated as joint Gaussian distri-

bution [
f
n

]
∼ N

([
fmap
nmap

]
,

[
L+K−1 L

L L+ 1
σ2 I

]−1
)
, (4.49)

from which I extract the marginal posterior over f:

p(f |DN) ≈ N (fmap, (K
−1 + (L−1 + σ2I)−1)−1). (4.50)

4.3.3 Hyperparameter Estimation

I maximize the marginal likelihood to set φ = {θ, σ2, p}:

p(DN |φ) =
p(DN |f ,n, φ)p(n|σ2)p(f |θ)

p(f ,n|DN , φ)
≈ p(DN |f ,n, φ)p(n|σ2)p(f |θ)

N (f ,n|DN)
, (4.51)

which is approximated using the Gaussian posterior. In practice, I evaluate

the log marginal likelihood at f = fmap and n = nmap

log p(DN |φ) ≈ r> log(g(smap))− g(smap)− 1
2
(fmap − µf )

>K−1(fmap − µf )

− 1
2σ2 nmap

>nmap − 1
2

log |K| − 1
2

log |σ2I|+ 1
2

log |J |, (4.52)

where J is the covariance matrix of the joint distribution p(f ,n|DN) in eq. 4.49

and its determinant is given by |J−1| = |L(K−1 + 1
σ2 I) + 1

σ2K
−1|. By substi-

tuting fmap and nmap with smap, I can simplify eq. 4.52 as

log p(DN |φ) ≈ r> log(g(smap))− g(smap)

−1
2
(smap − µf )

>(K + σ2I)−1(smap − µf )− 1
2

log |L(K + σ2I) + I|.
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4.3.4 Inferring Firing Map for Test Stimulus x∗

Computing the mean and variance of the firing rate map estimate re-

quires the conditional distribution p(f ∗|x∗,D) given by

p(f ∗|x∗,D) =

∫
p(f ∗|f)p(f |D)df . (4.53)

The first term of the integrand, p(f ∗|f), is Gaussian, due to the GP prior on

f ,

p(f ∗|f , φ) ∼ N (µ∗, σ∗2), (4.54)

where µ∗ = µf + k∗>K−1(f − µf ), (4.55)

σ∗2 = k(x∗,x∗)− k∗>K−1k∗. (4.56)

and the second term is approximated as Gaussian p(f |fmap,Λ). Therefore, the

posterior distribution at a test stimulus x∗ is given by

p(f ∗|x∗,D) ≈ N (µx∗t
, σ2

x∗t
), (4.57)

where µx∗ = µf + k∗>K−1(fmap − µf ), (4.58)

σ2
x∗ = k(x∗,x∗)− k∗>(L−1 +K + σ2I)−1k∗.

Note that using p(s|D) ≈ N (smap,Λ), I can obtain the closed form solution

for p(s∗|x∗,D), which is

p(s∗|x∗,D) = N (µs∗ , σ
2
s∗), (4.59)

µs∗ = µf + k∗(K + σ2I)−1(smap − µf ), (4.60)

σ2
s∗ = k∗∗ + σ2 − k∗(K + σ2I + L−1)−1k∗>. (4.61)
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Using the formulae above, I infer the firing rate map given any stimulus

x∗:

t(x∗) =

∫ ∞
−∞

rp(r|x∗)dr, (4.62)

=

∫ ∞
−∞

rp(r|f ∗, n∗,x∗)p(n∗|σ2)drdn∗, (4.63)

=

∫ ∞
−∞

g(f ∗ + n∗)p(n∗|σ2)dn∗, (4.64)

=

∫ ∞
−∞

log(exp(f ∗ + n∗) + 1)pp(n∗|σ2)dn∗ := G(f ∗, σ2) (4.65)

where I numerically compute the integral using the Gauss-Hermite quadrature.

The mean of the firing rate map estimate is given by

E[t(x∗)|DN ] =

∫
G(f ∗, σ2)N (µx∗t

, σ2
x∗t

)df ∗ (4.66)

I can combine the two integrals over n∗ and f ∗, by defining a new random

variable s∗ = n∗ + f ∗ as follows

E[t(x∗)|D] =

∫
g(s∗)p(s∗|x∗,D)ds∗, (4.67)

=

∫
log(exp(s∗) + 1)pN (s∗|µs∗ , σ2

s∗)ds
∗ (4.68)

where µs∗ = µx∗t
and σ2

s∗ = σ2
x∗t

+ σ2.

However, for the variance of the firing rate map estimate, this trick does not

work due to G2(f(x∗), σ2) as below:

V[t(x∗)|DN ] =

∫
t2(x∗)p(t(x∗)|DN)dt(x∗)− E2[t(x∗)|DN ], (4.69)

=

∫
G2(f(x∗), σ2)p(f(x∗)|DN)df ∗ − E2[t∗|DN ]. (4.70)
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Figure 4.11: Mean vs variance relationship with different nonlineari-
ties log(exp(f) + 1)p. Left: With p = 4, the variance grows exponentially
as the mean grows, which is typical under the negative-Bionomial likelihood.
Middle: With p = 2, the variance grows linearly as the mean grows. Right:
With p = 1.

In this case, I compute the variance by using the Gauss-Hermite quadrature

twice: (1) to compute the integral w.r.t. p(n∗|σ2); and (2) to compute the

integral w.r.t. p(f(x∗)|DN).

4.3.5 Results

First, I observed different mean-variance relationships under the GP-

super-Poisson model. With different values of p and latent noise variance σ2,

the model can capture a diverse degree of super-Poissonness in the responses

(See Fig. 4.11).

I compared the performance of each model using real neural data col-

lected from V1 neurons. I used color-contrast-varying stimuli (either 2D or

3D), whose contrast levels are tuned by three values applied to L, M, and S
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Figure 4.12: Model comparison A, top: The contour plot of the estimated
firing rate map of a V1 cell using 2D stimuli. Axes are L-M and L+M cone
contrast levels, and hot color corresponds to high mean firing rate map and
vice versa. The super-Poisson model achieved a 1.3 times higher likelihood
than the Poisson model. A, bottom: The 2D slice of the estimated firing
rate map of a V1 cell using 3D stimuli. The super-Poisson model achieved a
25 times higher likelihood than the Poisson model. B: The log-likelihood on
test data from 10 V1 cells. Each dot represents the log-likelihood of the data
collected from each cell. On average, the super-Poisson model achieved a 4
times higher likelihood than the Poisson model.

cones. I measured responses to the stimuli by each cell from the primary visual

cortex. As shown in Fig. 4.12, the estimates of the Poisson model significantly

undersmoothed. As a result, the super-Poisson model achieved on average a 4

times higher likelihood on test data, compared to the Poisson model.

Finally, I applied our active learning (closed-loop design) method to

the neurophysiology experiments. In the closed-loop design, I selected the

stimulus that has the highest posterior variance of firing rate map in each

trial. In the open-loop design, I sampled the stimuli uniformly from the polar

grid. In Fig. 4.13, I show the estimates using all data collected from both
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Figure 4.13: Closed-loop vs open-loop designs of neurophysiology ex-
periments. A: Contour plot of the estimated firing rate maps of four dif-
ferent V1 cells. Purple dots indicate stimuli selected by each experimental
paradigm. B: Average prediction error as a function of the amount of data.
The closed-loop method achieved 16% higher prediction accuracy compared
to the open-loop method.

paradigms, as well as estimates using a quarter of the data collected from each

design. The estimates obtained by closed-loop design look more similar to

the estimates obtained by using all the data. Finally, I computed the average

prediction error using data collected from each paradigm. On average, the

closed-loop method achieved a 16% higher prediction accuracy compared to

the open-loop method.
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Chapter 5

Summary and Future Work

5.1 Summary

The spirit of this dissertation is to develop Bayesian learning methods

for efficient analysis of neural data, better understanding of neural systems,

and more productive neural data collection in neurophysiology experiments.

The dissertation proposes cascade-model-based approaches and develops effi-

cient parameter estimation methods based on Bayesian statistics. The contri-

butions of this dissertation are as follows:

• Part I (Chapter 3)

– A novel Bayesian receptive field estimator with a hierarchical prior

incorporating knowledge about the shapes of neural receptive fields.

– A related model to extract structures in fMRI data using localized

priors.

– Active learning frameworks for receptive field estimation incorpo-

rating a hierarchical prior in real-time neurophysiology experiments

– Low rank models for the high dimensional receptive fields and com-

bine them with the hierarchical prior for more efficient estimation.
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• Part II (Chapter 4)

– Flexible models for the neural nonlinearities using Gaussian pro-

cesses (GPs) under the Poisson likelihood.

– Bayesian active learning algorithms that integrate parameter esti-

mation into data acquisition to allow neuroscientists to collect and

analyze neural data more rapidly and efficiently.

– Study of several different stimulus selection criteria and compare

their performance in neural nonlinearity estimation.

– New models by including an additional latent Gaussian noise source,

to infer the degree of over-dispersion in neural spike responses.

5.2 Future Work

These are the future directions I would like to pursue to improve the

work in this dissertation:

• Localized priors: the current functional form of the prior covariances

in ALD assumes a single bump in both space-time and frequency do-

mains. However, in case of fMRI data or many other biological inference

problems, this assumption might be too strong and fail to capture the

true structure with a small amount of data. Here, I would like to de-

velop a more flexible form of the prior covariances to learn any types of

covariance structure in data.
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• Active learning for receptive field estimation: the current work

only takes into account the spatial dimension of the receptive field when

computing the expected utility of the candidate stimuli. However, in

actual experimental setups, receptive fields also integrate information

over time. Hence, a natural future direction is to modify the active

learning algorithm to efficiently infer space and time receptive fields.

• Study stimulus selection criteria for firing rate map estima-

tion with over-dispersed data: the current model with a latent noise

source captures the different degree of over-dispersion in neural spike

responses. However, it is not clear what would be the best stimulus

selection criterion under the over-dispersion model. Also, it would be in-

teresting to see how the same criterion selects different stimuli under the

over-dispersion model and the non-overdispersion (GP-Poisson) model.
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Appendix A

Derivatives of Evidence with ALD Priors

The first derivatives of the log-evidence E with respect to the hyperpa-

rameters θ and the observation noise σ2 are given by [137]:

E(θ) =
1

2
Tr
[
(C − Λ− µµT )C−1

(θ)

]
,

E(σ2) =
1

2σ2

(
−n+ d− Tr[ΛC−1]

)
+

1

2σ4
R2, (A.1)

where C−1
(θ) is the derivative of C−1 with respect to θ, n is the number of

training samples, d is dimensionality of x, R2 = (Y − Xµ)T (Y − Xµ) is the

squared residual error, and Λ and µ are the posterior covariance and mean,

respectively (eq. 2.8). The corresponding second derivatives are given by:

E(θiθj) = Tr
[(
C(θj) − Λ(θj) − 2µµT(θj)

)
C−1

(θi)

]
+Tr

[
(C − Λ− µµT )C−1

(θiθj)

]
, (A.2)

E((σ2)2) = − 1

2σ4

(
−n+ d− Tr[ΛC−1]

)
− 1

2σ2
Tr[Λ(σ2)C

−1] (A.3)

− 1

σ6
R2 +

1

σ4

(
−Y TXµ(σ2) + µXTXµ(σ2)

)
,

E(θσ2) = −1

2
Tr
[(

Λ(σ2) + 2µµT(σ2)

)
C−1

(θ)

]
. (A.4)
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These expressions involve the derivatives of Λ and µ and with respect to θ and

σ2, which are matrices and vectors of the same size as Λ and µ, given by:

Λ(θ) = −ΛC−1
(θ) Λ, µ(θ) = −ΛC−1

(θ)µ,

Λ(σ2) =
1

σ4
Λ(XTX)Λ, µ(σ2) = − 1

σ2
ΛC−1µ. (A.5)

Here, C−1
(θ) = −C−1C(θ)C

−1. Note that C−1 is numerically unstable

when C becomes ill-conditioned. Instead computing the inverse C−1 explic-

itly, I exploit the Woodbury matrix identity to compute the evidence and other

quantities using matrices that are well-conditioned. Below, I provide the par-

tial derivatives C(θ) for the various ALD hyperparameters, which are all that

is required for computing the gradient and Hessian of E .

ALD in spacetime (ALDs)

The hyperparameters governing the ALDs prior covariance matrix C are (ν,

Ψ, ρ), where ν defines the mean of the localized RF, Ψ defines its elliptical

extent, and ρ defines the scale of the prior variance (as in ASD). For filters

with coordinate dimension D > 2, ν is a vector and Ψ is a D×D matrix that

I parametrized (e.g., for D = 2) as

Ψ =

(
ψ2

1 φψ1ψ2

φψ1ψ2 ψ2
2

)
. (A.6)

For a one-dimensional filter, Ψ = ψ2, while for D = 3, I have Ψ defined

in terms of six hyperparameters [ψ1, ψ2, ψ3, φ1, φ2, φ3]. The first and second

derivatives of C with respect to these hyperparameters (for D = 1) are given
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by:

C(ρ) = −C, C(ρ2) = C, C(ρν) = −C(ν),

C(ν) =
1

ψ2
∆C, C(ν2) =

(
− 1

ψ2
+

1

ψ4
∆2

)
C, C(ρψ) = −C(ψ),

C(ψ) =
1

ψ3
∆2C, C(ψ2) =

(
− 3

ψ4
∆2 +

1

ψ6
∆4

)
C, C(νψ) =

(
− 2

ψ3
∆ +

1

ψ5
∆3

)
C,

(A.7)

where ∆ = (χ − ν) is a matrix of differences between pixel coordinates in

spacetime and ν.

ALD in spatiotemporal frequency (ALDf)

In ALDf, for filters with coordinate dimension D, ν is a D× 1 vector. M is a

D ×D symmetric matrix, parametrized as

M =

 θ11 · · · θ1D
...

. . .
...

θ1D · · · θDD.

 (A.8)

The first and second derivatives of C in 1D with respect to these hy-

perparameters are given by:

C(ρ) = −C, C(ρ2) = C, C(ρν) = −C(ν),

C(ν) = ∆C, C(ν2) = −C + ∆2C, C(ρM) = −C(M),

C(M) = −ξ∆C, C(M2) = −ξ2C + (ξ∆)2C, C(νM) = ξC − ξ∆2C,
(A.9)

where ∆ = (|Mω| − ν) is a matrix of differences between pixel coordinates in

frequency and ν, and ξ = sign(Mω).
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ALD in spacetime and frequency (ALDsf)

In ALDsf, the first and second derivatives of C are the union of those expres-

sions introduced above.

106



Appendix B

Newton’s Method for a MAP estimate

We obtain the MAP estimate k̂t by maximizing the log-conditional

posterior

Φ(kt) := log p(D|kt,Mx)− 1
2
kTt (A−1

x ⊗ Ct)−1kt + c. (B.1)

The derivative expressions of Φ(kt) with respect to kt are given by

∂
∂kt

Φ(kt) = ∂
∂kt
L(kt)−B−1

t kt, (B.2)

∂2

∂k2
t
Φ(kt) = −Ht −B−1

t , (B.3)

where L(kt) = log p(D|kt,Mx), Bt = (A−1
x ⊗ Ct), and Ht = − ∂2

∂k2
t
L(kt). We

decompose Ht into three parts,

Ht = MT
x ZMx, where Z = −diag

[
y(gg′′ − g′2)− g2g′′

g2

]
, (B.4)

and g = g(Mxkt), g
′ = g

g+1
, g′′ = g

(g+1)2
. The multiplication and division in

eq. B.4 are element by element operations.
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Newton’s method iterates the following:

knewt = kt − [ ∂
2

∂k2
t
Φ(kt)]

−1[ ∂
∂kt

Φ(kt)],

= kt + (Ht +B−1
t )−1( ∂

∂kt
L(kt)−B−1

t kt),

= (WW T +B−1
t )−1(Htkt + ∂

∂kt
L(kt)),

where Ht = MT
x ZMx = WW T , W = MT

x Z
1
2 ,

= Bt(I +WW TBt)
−1(Htkt + ∂

∂kt
L(kt)),

B−1
t hnew = (I +WW TBt)

−1 b, where b = Htkt + ∂
∂kt
L(kt)

knewt = Bt a, where a = (I +WW TBt)
−1 b

here, we save a to avoid inverting Bt in evidence optimization. During iter-

ations, we check if the objective, Φ(kt) is increasing. If not, we decrease the

step size.

Using the notations above, the conditional log-evidence is,

log p(D|θt,kx)|kt=k̂t
≈ log p(D|k̂t,Mx)− 1

2
k̂Tt a− 1

2
log |BtHt + I|,
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Appendix C

Conditional Posterior and Evidence

The conditional evidence for θx given kt is given by

p(D|θx,kt) ∝
∫
p(D|kx,Mt)N (kx|0, (A−1

t ⊗ Cx))dkx (C.1)

where p(D|kx,Mt) = Poiss(y|g(Mtkx)). The integrand is proportional to the

conditional posterior over kx given kt, which we approximate to a Gaussian

distribution via Laplace approximation

p(kx|θx,kt,D) ≈ N (k̂x,Σx), (C.2)

where k̂x is the conditional MAP estimate obtained by Newton’s method,

log p(kx|θx,kt,D) = yT log(g(Mtkx))− g(Mtkx)− 1
2
kTx (A−1

t ⊗ Cx)−1kx + c,(C.3)

and Σx is the covariance of the conditional posterior obtained by the sec-

ond derivative of the log-conditional posterior around its mode Σ−1
x = Hx +

(A−1
t ⊗ Cx)−1, where the Hessian of the negative log-likelihood is denoted by

Hx = − ∂2

∂k2
x

log p(D|kx,Mt). Under the Gaussian posterior, the log conditional

evidence at kx = k̂x is simply

log p(D|θx,kt)|kx=k̂x
≈ log p(D|kx,Mt)− 1

2
k̂Tx (A−1

t ⊗ Cx)−1k̂x

−1
2

log |Σ−1
x (A−1

t ⊗ Cx)|,

which we maximize to set θx.
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Appendix D

Fast Evidence Optimization

Newton’s method for MAP estimation is given by [126]:

fnew = f − [ ∂
2

∂f2
Φ(f)]−1[ ∂

∂f
Φ(f)], where Φ(f) = log p(r|f) + log p(f |X, θ),

= f + (L+K−1)−1( ∂
∂f

log p(r|f)−K−1(f − µf )),

= (L+K−1)−1(Lf + ∂
∂f

log p(r|f) +K−1µf ),

= K(I − L
1
2B−1L

1
2K)(Lf + ∂

∂f
log p(r|f) +K−1µf ),

where B = (I + L
1
2KL

1
2 )

K−1fnew = (I − L
1
2B−1L

1
2K)(b+K−1µf ), where b = Lf + ∂

∂f
log p(r|f)

K−1(fnew − µf ) = b− (L
1
2B−1L

1
2 )(Kb+ µf ) = a

fnew = Ka+ µf

where a is saved to avoid computing K−1 when computing the evidence below:

E(θ)f=fmap ≈ log p(r|fmap)− 1
2

log |B|

−1
2
(fmap − µf )

>K−1(fmap − µf ). (D.1)

My proposed algorithm for jointly optimizing MAP estimate and evidence is

summarized below:
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Algorithm 6 fast evidence optimization with Poisson likelihood

1. Given θ0,

(a) Form K, and find f0
map and L0 using Newton’s method (explained

above).

(b) From the posterior, approximate the likelihood p(r|f) ≈
N (m0, L

−1
0 ).

(c) Compute E0 at f = f0
map in eq. D.1.

2. Fixing p(r|f) ≈ N (m0, L
−1
0 ), find θ∗0 maximizing E (i.e., E∗0 ), by iterating

these:

(a) Form Knew and update Bnew = I + L
1
2
0 KnewL

1
2
0 .

(b) Update fmap by the analytic expression below:

fmap = Λnew(L0m0 +K−1
newµf

new),

= (L0 +K−1
new)−1(L0m0 +K−1

newµf
new),

= (Knew −KnewL
1
2
0 B
−1
newL

1
2
0 Knew)(L0m0 +K−1

newµf
new),

= Knew(I − L
1
2
0 B
−1
newL

1
2
0 Knew)(L0m0 +K−1

newµf
new),

K−1
new(fmap − µf

new) = L0m0 − L
1
2
0 B
−1
newL

1
2
0 (KnewL0m0 + µf

new).

(c) Compute E at fmap in eq. D.1

3. if E∗0 > E0, θ0 = θ∗0 and go to 1.

elseif E∗0 < E0, go to 2 starting from θ0 =
(θ0+θ∗0)

2
, (smaller step).

else |E∗0 − E0| < ε, stop.
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Appendix E

Gauss-Hermite Quadrature

Gauss-Hermite quadrature is to approximate the value of integrals:∫
exp(−x2) t(x)dx ≈

n∑
i=1

wi t(xi), (E.1)

where n is the number of sample points used and xi are the roots of the Hermite

polynomial Hn(xi), which is given by

Hn(xi) = (−1)n exp(x2
i )
∂n

∂xni
exp(−x2

i ), (E.2)

and the weights are defined by

wi =
2n−1n!

√
π

n2[Hn−1(xi)]2
. (E.3)

Gauss-Hermite quadrature for a Gaussian random variable f ∼ N (µ, σ2) is

given by,

E[t(f)] =

∫
1√
2πσ

exp

(
−(f − µ)2

2σ2

)
t(f) df ≈ 1√

π

n∑
i=1

wi t(µ+
√

2σfi).

(E.4)
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We can use Gauss-Hermite quadrature to transform the variance of f ∼

N (µ, σ2) into the variance of λ = g(f) as below:

E[λ] =

∫
1√
2πσ

exp

(
−(f − µ)2

2σ2

)
g(f) df ≈ 1√

π

n∑
i=1

wi g(µ+
√

2σfi),

E[λ2] =

∫
1√
2πσ

exp

(
−(f − µ)2

2σ2

)
g2(f) df ≈ 1√

π

n∑
i=1

wi g
2(µ+

√
2σfi),

V[λ] = E2[λ]− E[λ2]. (E.5)
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Appendix F

Pseudocode for Varmin Learning

This pseudocode selects a new stimulus for the next trial given the

current posterior mean and covariance of f . In pseudocode, we use the Gauss-

Hermite quadrature for the transformation of the variance from f to λ, which

can be done using a pre-computed lookup table.

input: posterior mean and covariance N (f∗|µt,Λt),
compute total posterior variance of λ and choose a next stimulus
for i=1:M do grid points {x∗i }Mi=1 for representing the posterior over f
for j=1:N do candidate points {x′j}Nj=1

Π(i, j) := σ2
t (i)−

Jµ′(j)Λ2
t (i,j)

1+Jµ′(j)σ2
t (j)

, update the posterior variance of f

end for
end for
V(λi|Dt, r′,x′j) := GHQuad(µt(i),Π(i, j)), using eq. E.5

xt+1 = arg min{x′j}Nj=1

∑M
i=1 V(λi|Dt, r′,x′j), select a stimulus xt+1

return a new stimulus to present xt+1 at time t+ 1.
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[158] Gaël Varoquaux, Alexandre Gramfort, and Bertrand Thirion. Small-

sample brain mapping: sparse recovery on spatially correlated designs

with randomization and clustering. In Langford John and Pineau Joelle,

editors, International Conference on Machine Learning. Andrew McCal-

lum, June 2012.

[159] I. Verdinelli and J. B. Kadane. Bayesian designs for maximizing in-

formation and outcome. J. Amer. Statist. Assoc., 87(418):510–515,

1992.

[160] J. D. Victor. The dynamics of the cat retinal x cell centre. J. Physiol.

(Lond), 386:219–246, 1987.

[161] J. D. Victor and R. M. Shapley. Receptive field mechansims of cat x

and y retinal ganglion cells. J. Gen. Physiol., 74:275–298, 1979.

[162] J. Villemonteix, E. Vazquez, and E. Walter. An informational approach

to the global optimization of expensive-to-evaluate functions. J. of

Global Optimization, 44:509–534, 2009.

[163] Martin J. Wainwright. Sharp thresholds for high-dimensional and noisy

sparsity recovery using l1-constrained quadratic programming (lasso).

IEEE Trans. Inf. Theor., 55(5):2183–2202, May 2009.

[164] M.J. Wainwright and E.P. Simoncelli. Scale mixtures of gaussians and

the statistics of natural images. Advances in Neural Information Pro-

cessing Systems, 12(1):855–861, 2000.

137



[165] D. Warland, P. Reinagel, and M. Meister. Decoding visual information

from a population of retinal ganglion cells. J Neurophysiol, 78:2336–

2350, 1997.

[166] A. Watson and D. Pelli. QUEST: a Bayesian adaptive psychophysical

method. Perception and Psychophysics, 33:113–120, 1983.

[167] R. W. M. Wedderburn. On the existence and uniqueness of the maxi-

mum likelihood estimates for certain generalized linear models. Biometrika,

63(1):27–32, January 1976.

[168] D. Wipf and S. Nagarajan. Latent variable Bayesian models for pro-

moting sparsity. Technical report, UCSF, 2010.

[169] David Wipf and Srikantan Nagarajan. A new view of automatic rele-

vance determination. Advances in Neural Information Processing Sys-

tems, 22:1625–1632, 2008.

[170] David Wipf and Srikantan Nagarajan. Sparse estimation using general

likelihoods and non-factorial priors. Advances in Neural Information

Processing Systems, 23:2071–2079, 2009.

[171] D.P. Wipf and B.D. Rao. Sparse Bayesian learning for basis selection.

IEEE T Signal Proces, 52(8):2153–2164, 2004.

[172] M. Wu, S.V. David, and J.L. Gallant. Complete functional characteriza-

tion of sensory neurons by system identification. Annu. Rev. Neurosci,

29:477–505, 2006.

138



[173] B.M. Yu, J.P. Cunningham, G. Santhanam, S.I. Ryu, K.V. Shenoy, and

M. Sahani. Gaussian-process factor analysis for low-dimensional single-

trial analysis of neural population activity. Journal of Neurophysiology,

102(1):614, 2009.

[174] Peng Zhao and Bin Yu. On model selection consistency of lasso. J.

Mach. Learn. Res., 7:2541–2563, December 2006.

[175] Hui Zou and Trevor Hastie. Regularization and variable selection via the

elastic net. Journal of the Royal Statistical Society, Series B, 67:301–

320, 2005.

139



Vita

Mi Jung Park received the Bachelor of Engineering in Electrical and

Computer Engineering from Hanyang University, Seoul in 2003. She worked at

Korean Air from 2004 to 2006, as the first woman Avionics engineer in South

Korea. In August 2008, she joined the Electrical and Computer Engineering

department at The University of Texas at Austin, and received her Masters

degree in May 2010. Since then, she has been pursuing her Ph.D. at the same

university. She has held a research internship at Amazon in summer 2013.

Her research is to develop the theoretical and practical tools for understanding

neural systems and the computations they perform, using statistical machine

learning and signal processing techniques, under the supervision of Dr. Pillow

and Dr. Bovik.

Email address: mjpark@mail.utexas.edu

This dissertation was typeset with LATEX† by the author.

†LATEX is a document preparation system developed by Leslie Lamport as a special
version of Donald Knuth’s TEX Program.

140


