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The goal of formal verification is to use mathematical methods to prove that a

computing system meets its specifications. When applicable, it provides a higher

assurance than simulation and testing in correct system execution. However, the

capacity of the state of the art in formal verification today is still far behind what

is necessary for its widespread adoption in practice. In this dissertation, we devise

methods to increase the capacity of formal verification.

Formal verification techniques can be broadly divided into two categories,

namely deductive techniques or theorem proving, and decision procedures such as

model checking, equivalence checking, and symbolic trajectory evaluation. Neither

deductive nor algorithmic techniques individually scale up to the size of modern

industrial systems, albeit for orthogonal reasons. Decision procedures suffer from

state explosion. Theorem proving requires manual assistance. Our methods involve

a sound, efficient, and scalable integration of deductive and algorithmic techniques.
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There are four main contributions in this dissertation. First, we present sev-

eral results that connect different deductive proof styles used in the verification of

sequential programs. The connection allows us to efficiently combine theorem prov-

ing with symbolic simulation to prove the correctness of sequential programs without

requiring a verification condition generator or manual construction of a global invari-

ant. Second, we formalize a notion of correctness for reactive concurrent programs

that affords effective reasoning about infinite computations. We discuss several re-

duction techniques that reduce the correctness proofs of concurrent programs to

the proof of an invariant. Third, we present a method to substantially automate

the process of discovering and proving invariants of reactive systems. The method

combines term rewriting with reachability analysis to generate efficient predicate ab-

stractions. Fourth, we present an approach to integrate model checking procedures

with deductive reasoning in a sound and efficient manner.

We use the ACL2 theorem prover to demonstrate our methods. A conse-

quence of our work is the identification of certain limitations in the logic and im-

plementation of ACL2. We recommend several augmentations of ACL2 to facilitate

deductive verification of large systems and integration with decision procedures.
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Chapter 1

Introduction

Computing systems are ubiquitous in today’s world. They control medical mon-

itoring equipments, banking, traffic control and transportation, and many other

operations. Many of these systems are safety critical, and the failure of a system

might cause catastrophic loss of money, time, and even human life. It is crucial for

our well-being, then, that computing systems behave correctly and reliably.

Ensuring reliable behavior of a modern computing system, however, is a chal-

lenging problem. Most critical computing systems are incredibly complex artifacts.

The complexity is induced by the exacting efficiency needs of current applications,

along with advances in the areas of design and fabrication technologies. A mod-

ern micro-controller laid out in a small silicon die today has, and needs to have,

computing power several times that of a large supercomputer of thirty years back.

Implementations of such systems typically involve megabytes of program code, and

even a description of their desired properties, when written down, goes to hundreds

of pages. Given such complexity, it is not surprising that modern computing sys-

2



tems are error-prone, often containing bugs that are difficult to detect and diagnose.

It is impossible for a designer to keep track of the different possible cases that can

arise during execution, and an “innocent” optimization made with an inaccurate

mental picture of the system might lead to a serious error. The currently practiced

methods for ensuring reliable executions of most system designs principally involve

extensive simulation and testing. However, essential as they are, they are now prov-

ing inadequate due to the computational demands of the task. For example, it is

impossible to simulate in any reasonable time the execution of a modern micro-

processor on all possible input sequences or even a substantial fraction of possible

inputs. Furthermore, simulation and testing are usually designed to detect only

certain well-defined types of errors. They can easily miss a subtle design fault that

may cause unexpected trouble only under a particular set of conditions.

Formal verification has emerged as an attractive approach for ensuring cor-

rectness of computing systems. In this approach, one models the system in some

mathematical logic and formally proves that it satisfies its desired specifications.

Formal verification in practice makes use of some mechanical reasoning tool, that

is, a trusted computer program which is responsible for guiding the proof process

and checking the validity of the constructed proof. When successful, the approach

provides a high assurance in the reliability of the system, namely a mathematical

guarantee of its correctness up to the accuracy of the model and the soundness of

the computer program employed in the reasoning process. The approach is particu-

larly enticing since, unlike simulation and testing, the guarantee is provided for all

system executions.

Formal verification has enjoyed several successes recently, in proving the
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correctness of industrial-scale hardware and software systems. Verification is now

part of the tool flow in microprocessor companies like AMD, IBM, Intel, and Mo-

torola. For example, many floating point operations of the AMD K5TM [MLK98],

AthlonTM [Rus98] and OpteronTM, and the Intel Pentium r© Pro [OZGS99] micro-

processors have been formally proven to be IEEE compliant. However, in spite of

these spectacular successes, the capacity of the state of the art in formal verification

is far below what is required for its widespread adoption in commercial designs.

In this dissertation we identify some of the difficulties in the applying the current

verification techniques to large-scale systems, and devise tools and methodologies

to increase the capacity of formal verification.

Research in formal verification is broadly divided into two categories, namely

the use of deductive verification or theorem proving [KMM00b, GM93, Har00,

NPW02, ORS92], and the use of algorithmic methods like model checking [CE81,

QS82], equivalence checking [MM04], symbolic simulation [Jon02], and symbolic

trajectory evaluation [Cho99]. The key difference between the deductive and algo-

rithmic methods is in the expressiveness of the formal logic employed. Theorem

provers typically use an expressive logic which allows the user to apply a variety of

proof techniques. For example, almost any practical theorem prover allows proofs

by mathematical induction, term rewriting, some form of equality reasoning, and

so on. However, theorem proving is not automatic in general, and its successful use

for proving non-trivial theorems about complicated systems depends on significant

interaction with a trained user. The user must both be familiar with the formal

logic of the theorem prover and conversant with the nuances of the system being

verified. The problem with the use of this technology on industrial-scale system
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verification is that the manual effort necessary for the task might be prohibitively

expensive. In the algorithmic approach, on the other hand, we employ a decidable

logic to model system properties. While such logics are less expressive than those

employed by a theorem prover, their use affords the possibility of implementing de-

cision procedures for system verification, with (at least in theory) no requirement

for any user interaction. When applicable, algorithmic methods are therefore more

suitable than theorem proving for integration with an industrial tool flow. However,

the key obstacle to the widespread applicability of decision procedures in practice

lies in the well-known state explosion problem. Most decision procedures involve

a (symbolic or explicit) exploration of the different states that a system can reach

in the course of its execution, and modern systems have too many states for an

effective exploration to be practicable.

Given the individual but somewhat orthogonal limitations of both algorith-

mic and deductive reasoning techniques, our quest is for an effective combination of

these techniques that scales better than each individual technique. The preceding

discussion suggests that such a combination should satisfy the following two criteria.

1. The manual effort involved must be significantly less than what would be needed to

verify systems using theorem proving alone.

2. Decision procedures should be carefully applied so that state explosion can be effec-

tively averted.

In this dissertation, we develop tools and techniques to facilitate the conditions

above. Since we wish to preserve the expressiveness, flexibility, and diversity of

proof techniques afforded by deductive reasoning, our approach is principally based

on theorem proving. We intend to use decision procedures as efficient and automatic

proof rules within a theorem prover to decide the validity of certain conjectures that
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can be posed as formulas in a decidable fragment of the logic of the theorem prover,

and require significant user expertise to verify using theorem proving alone.

Our approach, stated in these terms, might seem simple or trivial, but it is

neither. In addition to the engineering challenges involved in effectively integrating

different procedures, such combinations bring in new logical challenges which are

absent in the application of either technique individually. For example, combining

theorem proving with model checking must necessarily involve working simultane-

ously with different logics and formal systems. How do we then know that the

composite system is sound? In the context of formal verification the question is not

merely academic, and we will see in Chapter 15 that it is inextricably linked with

the question of interpreting an affirmative answer produced by a decision procedure

as a theorem in the logic of the theorem prover.

Computing systems in practical use range from implementations of sequential

programs to distributed protocols and pipelined microarchitectures. The verification

problems differ significantly as we consider different systems within this spectrum.

This diversity must be kept in mind as we integrate decision procedures with a

theorem prover for solving different problems. We do so by carefully studying the

inefficiencies of deductive reasoning as a stand-alone technique for the problem do-

main under consideration, and determining the appropriate decision procedure that

can assist in resolving the inefficiency. It is not always necessary to integrate an

external decision procedure. For example, in Chapter 6, we will see how we can

merely configure a theorem prover to perform symbolic simulation by repeated sim-

plification. However, as we consider more and more complicated systems, we need

sophisticated integration methods.
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Our approach requires that we work inside a practical general-purpose the-

orem prover. We use ACL2 [KMM00a, KMM00b] for this purpose. ACL2 is a

theorem prover in the Boyer-Moore tradition, and has been used in the verification

of some of the largest theorem proving problems [MLK98, Rus98, BKM96]. In the

context of our work, the use of ACL2 has both advantages and disadvantages. On

the positive side, the language of the theorem prover is a large subset of an applica-

tive programming language, namely Common Lisp [Ste90]. The theorem prover

provides a high degree of support for fast execution, efficient term rewriting, and

inductive proofs, which are necessary ingredients for modeling and reasoning about

large-scale computing systems. On the negative side, the logic of ACL2 is essentially

first order. Thus any specification or proof technique that involves higher-order rea-

soning is unavailable to us in ACL2. This has some surprising repercussions and we

will explore some of its consequences later in the dissertation. However, this disser-

tation is not about ACL2; we use ACL2 principally as a mechanized formal logic

with which the author is intimately familiar. We believe that many of our integra-

tion techniques can be used or adopted for increasing the capacity of verification in

other general-purpose theorem provers such as HOL [GM93] or PVS [ORS92]. Our

presentation in this dissertation does not assume any previous exposure to ACL2

on the part of the reader, although it does assume some familiarity with first order

logic.

This dissertation consists the following seven parts.

• Introduction and Preliminaries

• Sequential Program Verification
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• Verification of Reactive Systems

• Invariant Proving

• Verification of RTL Designs

• Formal Integration of Decision Procedures

• Conclusion and Future Directions

Most of the technical chapters contain bibliographic notes. In addition, if the re-

search described in a chapter represents collaborative work with other researchers,

then the bibliographic notes contain references to the co-authors and the published

version of the work wherever applicable.

The rest of this part provides the foundational groundwork for the disser-

tation. In Chapter 2, we review selected verification techniques, namely theorem

proving, model checking, and verification condition generation. In Chapter 3, we

describe the logic of the ACL2 theorem prover. These two chapters are intended

to provide the necessary background to keep the dissertation self-contained; no new

research material is presented. Nevertheless the reader is encouraged to refer to

them to become familiar with our treatment of different formalisms.

Parts II-VI contain our chief technical contributions. In Part II, we dis-

cuss techniques for verification of sequential programs. Proving the correctness of

sequential programs is one of the most well-studied aspects of formal verification.

We show how we can use symbolic simulation effectively with theorem proving to

simplify and substantially automate such proofs. Furthermore, we show how we

can use the simplification engine of the theorem prover itself for effective symbolic

simulation.
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In Part III, we extend our reasoning to reactive systems. Contrary to se-

quential programs, for which all correctness notions are based on terminating com-

putations, reactive systems are characterized by processes performing ongoing, non-

terminating executions. Hence the notion of correctness for a reactive system in-

volves properties of infinite sequences. We present a refinement framework to facili-

tate the verification of reactive systems. We argue that the notion of refinement we

present corresponds to the intuitive notion of correctness of such systems. Tradi-

tional notions of non-determinism and fairness can be easily formalized in the frame-

work. We determine several proof rules to facilitate verification of such refinements,

and show how an effective orchestration of the rules affords significant automation

in the verification of reactive systems. A key bottleneck we face in achieving the

automation is in discovering relevant inductive invariants of systems. We conclude

that the capacity of deductive verification can be improved by integrating decision

procedures for automatic discovery and proof of invariants.

In Part IV, we consider a novel approach for proving invariants of reactive

systems using a combination of theorem proving and model checking. Our method

reduces an invariant proof to model checking on a finite graph that represents a pred-

icate abstraction [GS97] of the system. Predicate abstractions are computed by term

rewriting [BN98] which can be controlled and augmented by proving rewrite rules

using the theorem prover. We improve the efficiency of verification by lightweight

integration of industrial-strength model checking tools such as VIS [BHSV+96] and

SMV [McM93].

In Part V, we use refinement techniques and predicate abstraction in the

verification of systems modeled at the level of register-transfer language (RTL). Of
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course, RTL designs are typically specified not in a formal logic but using a Hardware

Description Language (HDL) such as VHDL [Bha92] or Verilog [TM96]. To facilitate

reasoning about such designs, we implement a translator to convert designs written

in a well-defined subset of Verilog to the logic of ACL2, and build a library of rewrite

rules for reasoning about such formalized designs. We demonstrate the efficacy of

our approach by verifying a pipelined RTL implementation of a version of the Y86

processor [BO03], an academic processor designed by Bryant and O’Hallaron based

on the IA32 instruction set architecture.

In Part VI, we explore a generic method for integrating decision procedures

with theorem proving to automate checking expressive temporal properties. We

study the use of the method to integrate a model checker with a theorem prover

in a sound and efficient manner. The study exposes certain surprising obstacles

that need to be overcome in order to make the integration effective. This results

in a collection of recommendations to strengthen the logic and design of the ACL2

theorem prover.

This dissertation contains several case studies. However, the focus of our

presentation is on verification techniques, and not on the details of the individual

systems verified; case studies are used principally for demonstrating the applicability

of the techniques presented. As such, some of the proof details are skipped in the

interest of clarity and space. The models of all systems discussed here, along with

instructions for using the tools presented for their verification, are available from

the author’s home page [Ray].
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Chapter 2

Overview of Formal Verification

Verification of a computing system entails furnishing a mathematical proof showing

that the executions of the system satisfy some desired properties or specification. To

do this, we must use some mathematical structure to model the system of interest

and derive the desired properties of the system as theorems about the structure.

The principal distinction between the different formal verification approaches stems

from the choice of the mathematical formalism used in the reasoning process. In this

chapter we survey some of the key techniques for formal verification and understand

some of their strengths and limitation.

Formal verification is a very active area of research, and numerous promising

techniques and methodologies have been invented in recent years for streamlining

and scaling its application on large-scale computing systems. Given the vastness

of the subject, it is impossible to do justice to any of the techniques involved in

this short review; we only focus on the aspects of the different methods that are

relevant to our work. The bibliographic notes in Section 2.4 lists some of the books
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and papers that provide a more comprehensive treatment of the materials discussed

here.

2.1 Theorem Proving

Theorem proving represents one of the key approaches to formal verification. A

theorem prover is a computer program for constructing and checking derivations in

some formal logic. A formal logic comprises of a formal language to express formulas,

a collection of formulas called axioms, and a collection of inference rules for deriving

new formulas from existing ones. To use formal logic in order to reason about some

mathematical artifact, one considers a logic such that the formulas representing

the axioms are valid, that is, can be interpreted as self-evident truths about the

artifact, and the inference rules are validity preserving. Thus the formulas derived

by applying a sequence of inference rules from the axioms must also be valid. Such

formulas are referred to as formal theorems (or simply theorems). The sequence of

formulas such that each is either an axiom or obtained from a collection of previous

formulas in the sequence by applying an inference rule is called a derivation or

deduction. In the context of theorem proving, verifying a formula is tantamount to

showing that a deduction of the formula exists in the logic of the theorem prover.

There are many theorem provers in active use today. Some of the popu-

lar ones include ACL2 [KMM00b], Coq [DFH+91], Forte [AJK+00], HOL [GM93],

Isabelle [Pau], and PVS [ORS92]. The underlying logics of theorem provers vary

considerably. There are theorem provers for set theory, constructive type theory,

first order logic, higher order logic, and so on, to name only a few. There is also sub-

stantial difference in the amount of automation provided by the different theorem
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provers; some are proof checkers while others can do a considerable amount of unas-

sisted reasoning. In the next chapter, we will see some details of one theorem prover,

namely ACL2. In spite of diversity of features, however, a common aspect is that

most logics supported by theorem provers are rich and expressive. The expressive-

ness allows one to use the technology for mechanically checking deep and interesting

theorems in a variety of mathematical domains. For instance, Gödel’s incomplete-

ness theorem and Gauss’ Law of Quadratic Reciprocity have been mechanically

verified in the Nqthm theorem prover [Sha94, Rus92], and Ramsey’s Theorem and

Cantor’s Theorem have been proved in Isabelle [Pau93, Pau95].

However, this expressive power comes at a cost. Foundational research during

the first half of the last century showed that any sufficiently expressive logic that

is consistent must be undecidable [Göd31, Tur37]. That means that there is no

automatic procedure (or algorithm) that, given a formula in the logic, can always

determine if there exists a derivation of the formula in the logic, or in other words,

if the formula is a theorem. Thus the successful use of theorem proving for deriving

non-trivial theorems typically involves substantial interaction with a trained user.

Nevertheless, theorem provers are still invaluable tools for formal verification. Some

key aspects of theorem proving are the following:

• A theorem prover can mechanically check a proof, that is, verify that a sequence of

formulas does correspond to a legal derivation in the proof system. This is usually

an easy matter; the theorem prover needs to merely check that each derivation in the

sequence is either an axiom or follows from the previous ones by a legal application

of the rules of inference.

• A theorem prover can assist the user in the construction of a proof. Most theorem

provers in practice implement several heuristics for proof search. Such heuristics in-

clude generalizing the formula for applying mathematical induction, using appropriate
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instantiation of previously proven theorems, judicious application of term rewriting,

and so on.

• If the formula to be proved as a theorem is expressible in some well-identified de-

cidable fragment of the logic, then the theorem prover can invoke a decision proce-

dure for the fragment to determine whether it is a theorem. Most theorem provers

integrate decision procedures for several logic fragments. For instance, PVS has

procedures for deciding formulas in Presburger arithmetic, and formulas over finite

lists [Sho79, NO79], and ACL2 has procedures for deciding linear inequalities over

rationals [BM88b, HKM03].

In spite of approaches designed to automate the search of proofs, it must be admitted

that undecidability poses an insurmountable barrier in automating such derivations.

In practice, construction of a non-trivial derivation via theorem proving is a creative

process requiring substantial interaction between the theorem prover and a trained

user. The user usually provides an outline of the derivation and the theorem prover

is responsible for determining if the outline can indeed be turned into a formal proof.

At what level of detail the user needs to give the outline depends on the complexity

of the derivation and the implementation and architecture of the theorem prover.

In general, when the theorem prover fails to deduce the derivation of some formula

given a proof outline, the user needs to refine the outline, possibly by proving some

intermediate lemmas. In a certain sense, interacting with a theorem prover for

verifying a complex formula “feels” like constructing a very careful mathematical

argument for its correctness, with the prover checking the correctness of the low

level details of the argument.

How do we apply theorem proving to prove the correctness of a computing

system? The short answer is that the basic approach is exactly the same as what we
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would do to prove the correctness of any other mathematical statement in a formal

logic. We determine a formula that expresses the correctness of the computing

system in the logic of the theorem prover, and derive the formula as a theorem.

Throughout this dissertation we will see several examples of computing systems

verified in this manner. However, the formulas we need to manipulate for reasoning

about computing systems are extremely long. A formal specification of even a

relatively simple system might involve formulas ranging over 100 pages. Doing

formal proof involving formulas at such scale, even with mechanical assistance from

a theorem prover, requires a non-trivial amount of discipline and attention to detail.

Kaufmann and Moore [KMc] succinctly mention this issue as follows:

Minor misjudgments that are tolerable in small proofs are blown out of pro-

portions in big ones. Unnecessarily complicated function definitions or messy,

hand-guided proofs are things that can be tolerated in small projects without

endangering success; but in large projects, such things can doom the proof

effort.

Given that we want to automate proofs of correctness of computing systems as

much as possible, why should we apply theorem proving for this purpose? Why

not simply formalize the desired properties of systems in a decidable logic and use

a decision procedure to check if such properties are theorems? There are indeed

several approaches to formal verification based on decidable logics and use of decision

procedures; in the next section we will review one such representative approach,

namely model checking. Nevertheless, theorem proving, undecidable as it is, has

certain distinct advantages over decision procedures. In some cases, one needs an

expressive logic simply to state the desired correctness properties of the system of

interest, and theorem proving is the only technology that one can resort to in proving

such properties. Even when the properties can be expressed in a decidable logic,
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for example when one is reasoning about a finite state system, theorem proving has

the advantage of being both succinct and general. For instance consider a system

S3 of 3 processes executing some mutual exclusion protocol. As we will see in the

next section, it is possible to state the property of mutual exclusion for the system

in a decidable logic, and indeed, model checking can be used to prove (or disprove)

the property for the system. However, if we now implement the same protocol for a

system S4 with 4 processes, the verification of S3 does not give us any assurance in

the correctness of this new system, and we must re-verify it using model checking.

In general, we would probably like to verify the implementation for a system Sn

of n processes. However, the mutual exclusion property for such a parameterized

system Sn might not be expressible in a decidable logic. Some advances made in

Parameterized Model Checking allow us to apply automated decision procedures

to parameterized systems, but there is strong restriction on the kind of systems

on which they are applicable [EK00]. Also, even when decision procedures are

applicable in principle (say for the system S100 with 100 processes), they might

be computationally intractable. On the other hand, one can easily and succinctly

represent mutual exclusion for a parameterized system as a formula in an expressive

logic, and use theorem proving to reason about the formula. While this will probably

involve some human effort, the result is reusable for any system irrespective of the

number of processes, and thereby solves a family of verification problems in one fell

swoop.

There is one very practical reason for applying theorem proving in the veri-

fication of computing systems. Most theorem provers afford a substantial degree of
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control in the process of derivation of complex theorems.1 This can be exploited by

the user in different forms, typically by proving key intermediate lemmas that assist

the theorem prover in its proof search. By manually structuring and decomposing

the verification problem, the user can guide the theorem prover into proofs about

very complex systems. For instance, using ACL2, Brock and Hunt [BH99] proved

the correctness of an industrial DSP processor. The main theorem was proved by

crafting a subtle generalization which was designed from the user understanding

of the high-level concepts behind the workings of the system. This is a standard

occurrence in practical verification. Paulson [Pau01] shows examples of how verifi-

cation can be streamlined if one can use an expressive logic to succinctly explain the

high-level intuition behind the workings of a system. Throughout this dissertation,

we will see how user control is effectively used to simplify formal verification.

2.2 Temporal Logic and Model Checking

Theorem proving represents one approach to reasoning about computing systems.

In using theorem proving, we trade automation in favor of expressive power of the

underlying logic. Nevertheless, automation, when possible, provides a key benefit in

the application of formal reasoning to computing systems. A substantial amount of

research in formal verification is aimed at designing decidable formalisms in which

interesting properties of computing systems can be formulated, so that one can check

the truth and falsity of such formulas by decision procedures.

It should be noted that in addition to providing automation, the use of a
1By theorem provers in this dissertation we normally mean the so-called general-purpose theorem

provers. There are other more automated theorem provers, for instance Otter [McC97a], which
afford much less user control and substantially more automation. We do not discuss these theorem
provers here since they are not easily applicable in the verification of computing systems.
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decidable formalisms for formal verification has one other significant benefit. When

the system has a bug, that is its desired properties are not theorems, the use of

a decision procedure can provide a counterexample. Such counterexamples can be

invaluable in tracing the source of such errors in the system implementation.

In this section, we study in some detail one such decidable formalism, namely

propositional linear temporal logic or PLTL (LTL for short). LTL has found several

applications for specifying properties of reactive systems, that is, computing systems

which are characterized by non-terminating computations. Learning about LTL and

decision procedures for checking properties of computing systems specified as LTL

formulas will give us some perspective of how decision procedures work and the

key difference between them and deductive reasoning. Later in the dissertation, in

Chapter 16, we will consider formalizing and embedding LTL into the logic of ACL2.

Before going any further, let us point out one major difference between the-

orem proving and decision procedures. When using theorem proving, we use deriva-

tions in a formal logic, which contains axioms and rules of inferences. If we prove

that some formula expressible in the logic is a theorem, then we are asserting that

for any mathematical artifact such that we can provide an interpretation of the

formulas in the logic such that the axioms are true facts (or valid) about the ar-

tifact under the interpretation, and the inference rules are validity preserving, the

interpretation of the theorem must also be valid. An interpretation under which the

axioms are valid and inference rules are validity preserving is also called a model of

the logic. Thus the consequence of theorem proving is often succinctly described

as: “Theorems are valid for all models.” For our purpose, theorems are the desired

properties of executions of computing systems of interest. Thus, a successful verifi-
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cation of a computing system using theorem proving is a proof of a theorem which

can be interpreted to be a statement of the form: “All legal executions of the system

satisfy a certain property.” What is important in this is that the legal executions

of the system of interest must be expressed as some set of formulas in the formal

language of the logic. Formalisms for decision procedures, on the other hand, typ-

ically describe syntactic rules for specifying properties of executions of computing

systems, but the executions of the systems themselves are not expressed inside the

formalism. Rather, one defines the semantics of a formula, that is, a description

of when a system can be said to satisfy the formula. For instance, we will talk

below about the semantics of LTL. The semantics of LTL are given by properties of

paths through a Kripke Structure. But the semantics themselves, of course, are not

expressible in the language of LTL. By analogy from our discussion about theorem

proving, we can then say that the semantics provides an interpretation of the LTL

formulas and the Kripke Structure is a model of the formula under that interpreta-

tion. In this sense, one often refers to the properties checked by decision procedures

as saying that “they need to be valid under one interpretation.” Thus a tempo-

ral logic formula representing some property of a computing system, when verified,

does not correspond to a formal theorem in the sense that a property verified by a

theorem prover does. Indeed, it has been claimed [CGP00] that by restricting the

interpretation to one model instead of all as in case of theorem proving, formalisms

based on decision procedures succeed in proving interesting properties while still

being amenable to algorithmic methods. Of course it is possible to think of a logic

such that the LTL formulas, Kripke Structures, and the semantics of LTL with re-

spect to Kripke Structures can be represented as formulas inside the logic. We can
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then express the formula: “Kripke Structure κ satisfies formula ψ” as a theorem.

Indeed, this is exactly what we will seek to do in Chapter 16 where we choose ACL2

to be the logic. However, in that case the claim of decidability is not for the logic in

which such formulas can be expressed but only on the fragment of formulas which

designate temporal logic properties of Kripke Structures.

So what do (propositional) LTL formulas look like? The formulas are de-

scribed in terms of a set AP called the set of atomic propositions, standard Boolean

operators “∧”, “∨”, and “¬”, and four temporal operators “X”, “G”, “F”, and “U”.

The structure of an LTL formula is then recursively defined as follows.

• If ψ ∈ AP then ψ is an LTL formula.

• If ψ1 and ψ2 are LTL formulas, then so are ¬ψ1, ψ1 ∨ ψ2, ψ1 ∧ ψ2, Xψ1, Gψ1, Fψ1,

and ψ1Uψ2.

As mentioned above, the semantics of LTL is specified in terms of paths through a

Kripke Structure. A Kripke Structure κ is a triple 〈S,R,L, s0〉, where S is a set of

states, R is a relation over S×S that is assumed to be left-total called the transition

relation, L : S → 2AP is called the state labeling function, and s0 ∈ S is called the

initial state. It is easy to model computing systems in terms of Kripke Structures.

A system usually comprises of several components which can take up values in some

range. To represent a system as a Kripke Structure we take the set of states to be

the set of all possible valuations of the different components of the system. A state

is simply one such valuation. The system is called finite state if the set of states

is finite. The initial state corresponds to the valuation of the components at the

time of system initiation or reset. Two states s1 and s2 are related by the transition

relation if it is possible for the system to transit from state s1 to s2 in one step.

Notice that by specifying the transition as a relation we can talk about systems that
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make non-deterministic transitions from a state. The state labeling function (label

for short) maps a state s to the atomic propositions that are true of s.

Given a Kripke Structure κ, we can talk about paths through κ. An infinite

path (or simply, a path) π is an infinite sequence of states such that any two consec-

utive states in the sequence are related by the transition relation. Given any infinite

sequence π, we will refer to the i-th element in π by πi and the subsequence of π

starting from πi by πi. Given an LTL formula ψ and a path π we then define what

it means for π to satisfy ψ as follows:

1. If ψ ∈ AP then π satisfies ψ if and only if ψ ∈ L(π0).

2. π satisfies ¬ψ if and only if π does not satisfy ψ.

3. π satisfies ψ1 ∨ ψ2 if and only if π satisfies ψ1 or π satisfies ψ2.

4. π satisfies ψ1 ∧ ψ2 if and only if π satisfies ψ1 and π satisfies ψ2.

5. π satisfies Xψ if and only if π1 satisfies ψ.

6. π satisfies Gψ if and only if for each i, πi satisfies ψ.

7. π satisfies Fψ if and only if there exists some i such that πi satisfies ψ.

8. π satisfies ψ1Uψ2 if and only if there exists some i such that (i) πi satisfies ψ2, and

(ii) for each j < i, πj satisfies ψ1.

Not surprisingly, “F” is called the eventuality operator, “G” is called the always

operator, “X” is called the next time operator, and “U” is called the until operator.

A Kripke Structure κ .= 〈S,R,L, s0〉 will be said to satisfy formula ψ if and only if

every path π of κ such that π0 .= s0 satisfies ψ.

Given this semantics, it is easy to specify different interesting properties of

reactive systems using LTL. For instance, consider the mutual exclusion property

for the 3 process system we referred to in the previous section. Here a state of the
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system is the tuple of the local states of each of the component processes, together

with the valuation of the shared variables, communication channels, etc. A local

state of a process is given by the valuation of its local variables, such as program

counter, local stack, etc. Let P1, P2, and P3 be atomic propositions that specify that

the program counter of processes 1, 2, and 3 are in the critical section respectively.

That is, in the Kripke Structure, the label maps a state s to Pi if and only if the

program counter of process i is in the critical section in state s. Then the LTL

formula for mutual exclusion is given by:

ψ
.= G(¬(P1 ∧ P2) ∧ ¬(P2 ∧ P3) ∧ ¬(P3 ∧ P1))

As an aside, notice the use of “ .=”. When we write A .= B we mean that A is a

shorthand for writing B, and we use this notation throughout the dissertation. In

other treatises, one might often write this as A = B. But since much of the work in

this dissertation is based on a fixed formal logic, namely ACL2, we restrict the use

of the symbol “=” to only formulas in ACL2.

It should be clear that the LTL formulas can become big and cumbersome

as the number of processes increases. In particular, if the system has an unbounded

number of processes then specification of mutual exclusion by the above approach

is not possible; one needs to have a stronger atomic proposition that can talk about

quantification over all processes.

Given an LTL formula ψ and a Kripke Structure κ how do we decide if κ

satisfies ψ? This is possible if κ has a finite number of states, and the method is

known as model checking.2 There are several interesting model checking algorithms

and a complete treatment of such is beyond the scope of this dissertation. We merely
2Model checking is the generic name for decision procedures for formalisms based on temporal

logics, µ-calculus, etc. We only talk about LTL model checking in this dissertation.
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sketch one algorithm that is based on the construction of a Büchi automaton, since

we will use properties of this algorithm in Chapter 16.

A Büchi automaton A is given by a 5-tuple 〈Σ, Q,∆, q0, F 〉, where Σ is called

the alphabet of the automaton, Q is the set of states of the automaton, ∆ ⊆ Q×Σ×Q

is called the transition relation, q0 ∈ Q is called the initial state, and F ⊆ Q is called

the set of accepting states.3 An infinite sequence of symbols from Σ constitutes a

word. We say that A accepts a word σ if there exists an infinite sequence ρ of states

of A with the following properties:

• ρ0 is the initial state of A,

• For each i, 〈ρi, σi, ρi+1〉 ∈ ∆, and

• Some accepting state occurs in ρ infinitely often.

The language L(A) of A is the set of words accepted by A.

What has all this got to do with model checking? Both LTL formulas and

Kripke Structures can be translated to Büchi automata. Here is the construction of

a Büchi automaton Aκ for a Kripke Structure κ .= 〈S,R,L, s0〉, such that every word

σ accepted by Aκ corresponds to paths in κ. That is, for every word σ accepted by

S, σi ⊆ AP and there is a path π in κ such that σi is equal to L(πi).

• The set of states of A is the set S. Each state is an accepting state.

• Σ .= 2AP where AP is the set of atomic propositions.

• 〈s, α, s′〉 ∈ ∆ if and only if 〈s, s′〉 ∈ R and L(s) is equal to α.

Similarly, given an LTL formula ψ we can construct a Büchi automatonAψ such that

every word accepted by this automaton satisfies ψ. This construction, often referred
3The terms state, transition relation, etc. are used with different meanings when talking about

automata and Kripke Structures, principally because they are used to model the same artifacts
of a computing system. In discussing Kripke Structures and automata together, this “abuse” of
notation might cause ambiguity. We hope that the structure we are talking about will be clear
from the context.

23



to as tableau construction, is complicated but well-known [CGP00, CES86]. Check-

ing if κ satisfies ψ now reduces to checking L(Aκ) ⊆ L(Aψ). It is well-known that the

languages recognized by a Büchi automaton are closed under complementation and

intersection. It is also known that given an automaton A, there is an algorithm to

check if L(A) is empty. Thus, we can check the language containment question above

as follows. Create a Büchi automaton Aκ,ψ such that L(Aκ,ψ) .= L(Aκ) ∩ L(Aψ).

Then check if L(Aκ,ψ) is empty.

No practical model checker actually constructs the above automata and

checks emptiness explicitly. Nevertheless, the above construction suggests some

of the key limitations of model checking. Note that if a system contains n Boolean

variables then the number of possible states in κ is 2n. Thus the number of states

in the automaton for κ is exponential in the number of variables in the original

system. Practical model checkers perform a number of optimizations to prevent this

“blow-up”. One of the key approaches involves methods for efficient representation

of states using BDDs [Bry86], which allows model checking to scale up to systems

containing thousands of state variables. Nevertheless, in practice, model checking

suffers from the well-known state explosion problem.

Several algorithmic techniques have been devised recently to ameliorate the

state explosion problem. These are primarily based on the idea that in many cases

one can reduce the problem of checking of a temporal formula ψ on a Kripke Struc-

ture κ to checking some formula possibly in a smaller structure κ′. We will consider

two very simple reductions in Chapter 16. Modern model checkers perform a host

of reductions to make the model checking problem tractable. They include identi-

fication of symmetry [CEJS98], reductions based on partial order [KP88], assume-
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guarantee reasoning [Pnu84], and many others. In addition, one popular approach is

based on iterative refinement of abstractions based on counterexamples [CGJ+00].

Since model checking is a decision procedure, if a formula does not satisfy a Kripke

Structure then model checking can return a counterexample, that is, a path through

the Kripke Structure that does not satisfy the formula. In counterexample-based

refinements, one starts with a Kripke Structure κ̂ such that every execution of κ can

be appropriatelyviewed as an execution of κ̂ (but not necessarily vice versa). Then

κ̂ is referred to as an abstraction of κ. It is possible to find abstractions of a Kripke

Structure with very small number of states. One then applies model checking to

check if κ̂ satisfies ψ. If the model checking succeeds, then κ must satisfy ψ as well.

If the model checking fails, the counterexample produced might be spurious since κ̂

has more execution paths than κ. One then uses this counterexample to iteratively

refine the abstraction. This process concludes when either (i) the counterexample

provided by model checking the abstraction is also a counterexample on the “real”

system, that is, κ, or (ii) one finds an abstraction such that the model checking

succeeds.

2.3 Axiomatic Semantics and Verification Conditions

The use of decision procedures is one approach to scaling up formal verification of

computing systems. The idea is to automate the verification process by express-

ing the verification problem in a decidable formalism. The use of assertions and

axiomatic semantics forms another approach. The goal of this approach is to sim-

plify program verification by factoring out the details of the machine executing the

program from the verification process.
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How do we talk about a program formally? If we use Kripke Structures to

model the program executions, then we must talk in terms of states. The states,

of course, are valuations of the different components of the machine executing the

program. That is, in using Kripke Structures as a formalism to talk about the

program, we must think in terms of the underlying machine. Specifying the seman-

tics of a program by describing the effect of its instructions on the machine state

is termed the operational approach to modeling the program and the semantics so

defined is called the operational semantics [McC62]. Thus operational semantics

forms the basis of applying model checking to reason about programs. We will later

see that in many theorem proving approaches we use operational semantics as well.

Indeed, operational models have often been lauded for their clarity and concrete-

ness. Nevertheless it is cumbersome to reason about the details of the executing

machine when proving the correctness of a program. The goal of axiomatic seman-

tics [Hoa69, Dij75] is to come to grips with treating the program text itself as a

mathematical object.

To do this, we will think of each instruction of the program as performing

a transformation of predicates. To see how this is done, assume that I is any

sequence of instructions in the programming language. The axiomatic semantics of

the language are specified by a collection of formulas of the form {P}I{Q}, where

P and Q are (first order) predicates over the program variables. Such a formula can

be read as: “If P holds for the state of the machine when the program is poised

to execute I then, after the execution of I, Q holds.” Predicates P and Q are

called the precondition and postcondition for I respectively. For example, if I is a

single instruction specifying an assignment statement x := a, then its axiomatic

semantics is given by the following schema:
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• {P}x := a{Q} holds if P is obtained by replacing every occurrence of the variable x

in Q by a.

This schema is known as the axiom of assignment. We can use this schema to derive,

for example, {a > 1}x := a{x > 1} which says that if the machine is in a state s in

which the value of a is greater than 1, then in the state s′ reached after executing

x:=a from s, the value of x must be greater than 1. Notice that although the

axiom is interpreted to be a statement about machine states, the schema itself, and

its application involve syntactic manipulation of the program constructs without

requiring any insight about the operational details of the machine.

Hoare [Hoa69] provides a collection of 5 schemas like the above to specify the

semantics of a simple programming language. In addition, he provides the following

inference rule, often referred to as the rule of composition.

• Infer {P}〈i1; i2〉{Q} from {P}i1{R} and {R}i2{Q}.

Here 〈i1; i2〉 represents the sequential execution of the instruction sequences i1 and

i2. Another rule, which allows generalization and the use of logical implication, is

the following.

• Infer {P}i{Q} from {R1}i{R2}, P ⇒ R1, and R2 ⇒ Q

Here, “⇒” is simply logical implication. It should be clear from the examples given

above, that one can define such axiom schema and inference rules to capture the

semantics of a programming language in terms of how predicates on states change

on execution of instructions of a program. First order logic, together with the Hoare

axioms and inference rules, form a proof system in which we can now talk about the

correctness of programs. Suppose we are given a program Π and we want to prove

that if the program starts from some state satisfying P, then the state reached on
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1: X:=0; {T}
2: Y:=10;
3: if (Y ≤ 0) goto 7; {(X + Y) = 10}
4: X:=X+1;
5: Y:=Y-1;
6: goto 3;
7: HALT {X = 10}

Figure 2.1: A Simple One-Loop Program

termination satisfies Q. This can be succinctly written using axiomatic semantics as

{P}Π{Q}. P and Q are called the precondition and postcondition of the program.

One then derives this formula as a theorem.

How do we verify a program given axiomatic semantics for the language?

One typically annotates the program with predicates (called assertions) at certain

locations (that is, certain values of the program counter). These locations corre-

spond to the entry and exit of the basic blocks of the program such as loop tests

and program entry and exit points. These annotated program points are also called

cutpoints. The entry point of the program is annotated with the precondition, and

the exit point is annotated with the postcondition. One then shows that if the pro-

gram control is in an annotated state satisfying the corresponding assertion, then

the next annotated state it reaches will also satisfy the assertion. This is achieved

by using the axiomatic semantics for the programming language.

Let us see how all this is done using a simple one-loop program that is shown

in Figure 2.1. The program consists of two variables X and Y, and simply loops 10

times incrementing X in each iteration. In the figure, the number to the left of each

instruction is the corresponding program counter value for the loaded program. The
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cutpoints for this program correspond to program counter values 1 (program entry),

3 (loop test), and 7 (termination). The assertions associated with each cutpoint are

shown to the right. Here the precondition T is assumed to be the predicate that is

universally true. The postcondition says that the variable X has the value 10. Notice

that in writing the assertions we have ignored type considerations such as that the

variables X and Y store natural numbers.

How do we now show that every time the control reaches a cutpoint the

assertion holds? Take for a simple example the cutpoints given by the program

counter values 1 and 3. Let us call this fragment of the execution 1→ 3, identifying

the beginning and ending values of the program counter along the execution of the

basic block. Then we must show the following formula to be a theorem:

{T}〈X := 0; Y := 10〉{(X + Y) = 10}

Applying the assignment axiom and composition and first order implication above,

we can now derive the following proof obligation:

T⇒ (0 + 10) = 10

This proof obligation, of course, is trivial. But one thing to observe about it is

that by applying the Hoare axioms — in this case the axiom of assignment —

we have obtained a formula that is free from the constructs of the programming

language. Such a formula is known as a verification condition. To finish the proof

of correctness of the program here, we generate such verification conditions for each

of the execution paths 1 → 3, 3 → 3, and 3 → 7, and show that they are logical

truths.

One must observe that in addition to the precondition and postcondition,

we have added an assertion at the loop test. The process of annotating a loop
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test is often colloquially referred to as “cutting the loop”. It is difficult to provide

a syntactic characterization of loops in terms of predicates (as was done for the

assignment statement); thus if we omit annotation of a loop, then the Hoare axioms

are normally not sufficient to generate verification conditions.

The careful reader will notice that if we do prove the verification conditions

based on an axiomatic semantics the way we described above, it only guarantees

partial correctness of the program. That is, it guarantees that if the control ever

reaches the exit point then the postcondition holds. It does not guarantee termina-

tion, that is, the control eventually reaches such a point. Total correctness provides

both the guarantees of partial correctness and termination. To have total correct-

ness one needs an argument based on well-foundedness. We will carefully look at

such arguments in the context of the ACL2 logic in the next chapter. In the context

of program termination, well-foundedness means that there must be a function of

the program variables whose value decreases as the control goes from one cutpoint

to the next until it reaches the exit point, and the value of this function cannot

decrease indefinitely. Such a function is called a ranking function. For total cor-

rectness one attaches, in addition to assertions, ranking functions at every cutpoint,

and the axiomatic semantics of the programming language is augmented so as to be

able to reason about such ranking functions.

In practice, the verification conditions might be complicated formulas and

their proofs might not be trivial. Practical applications of axiomatic semantics

depend on two tools, namely a verification condition generator (VCG) that takes

an annotated program and generates the verification conditions, and a theorem

prover that proves the verification conditions. In this approach it is not necessary
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to formalize the semantics of the program in a theorem prover or reason about the

operational details of the machine executing the program. The VCG, on the other

hand, is a tool that manipulates assertions based on the axiomatic semantics of the

language.

Notice that one downside to applying this method is that one requires two

trusted tools, namely a VCG and a theorem prover. Furthermore, one has to provide

an axiomatic semantics (and implement a VCG) for every different programming

language that one is interested in, so that the axioms capture the language con-

structs as formula manipulators. As new programming constructs are developed,

the axiomatic semantics have to be changed to interpret such constructs. For in-

stance, Hoare axioms are insufficient if the language contains pointer arithmetic,

and additional axioms are necessary. With the plethora of axioms it is often diffi-

cult to see if the proof system itself remains sound. Early versions of separation logic

for example, that was introduced to augment axiomatic semantics to reason about

pointers, were later found to be inconsistent [Rey00]. In addition, implementing a

VCG for a practical programming language is a substantial enterprise. For example,

method invocation in a language like JVM involves complicated non-syntactic issues

like method resolution with respect to the object on which the method is invoked, as

well as side effects in many parts of the machine state such as the call frames of the

caller and the callee, thread table, heap, and class table. Coding all this in terms of

predicate transformation, instead of state transformation as required when reason-

ing about an operational model of the program, is difficult and error-prone. VCGs

also need to do some amount of logical reasoning in order to keep the size of the gen-

erated formula reasonable. Finally, the axiomatic semantics of the program are not

31



usually specified as a formula in a logic but rather encoded in the VCG which makes

them difficult to inspect. Of course, one answer to all these concerns is that one can

model the VCG itself in a logic, verify the VCG with respect to the logic using a

theorem prover, and then use such a verified VCG to reason about programs. Some

recent research has focused on formally verifying VCGs using a theorem prover with

respect to the operational semantics of the corresponding language [HM95, Glo99].

However, formal verification of a VCG is a substantial enterprise and most VCGs

for practical languages are not verified.

Nevertheless, axiomatic semantics and assertions have been popular both in

program verification theory and in its practical application. It forms the basis of

several verification projects [BR01, HJMS02, DLNS98, Nec98]. A significant benefit

of using the approach is to factor out the machine details from the program. One

reasons about the program using assertions (and ranking functions), without concern

for the machine executing it, except for the axiomatic semantics.

2.4 Bibliographic Notes

The literature on formal verification is vast, with several excellent surveys. Some of

the significant surveys of the area include those by Kern and Greenstreet [KG99],

and Gupta [Gup92]. In addition, a detailed overview on model checking techniques

is presented in a book on the subject by Clarke, Grumberg and Peled [CGP00].

Theorem proving was started arguably with the pioneering Logic Theorist

System of Newell, Shaw, and Simon [NSS59]. One of the key advocates of using

theorem proving for verification of computing systems was McCarthy [McC62] who

wrote: “Instead of debugging programs one should prove that it meets its specifi-
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cation and the proof should be checked by a computer program.” McCarthy also

suggested the use of operational semantics for reasoning about programs. Many

of the early theorem provers were based on the principle of resolution [Rob65] that

forms a sound and complete proof rule for first order predicate calculus. The focus on

resolution was motivated by the goal to implement fully automatic theorem provers.

Theorem provers based on resolution are used today in many contexts; for instance,

EQP, a theorem prover for equational reasoning has recently “found” a proof of the

Robbin’s problem which has been an open problem in mathematics for about 70

years [McC97b]. In the context of verification of computing systems, however, non-

resolution theorem provers have found more applications. Some of the early work

on non-resolution theorem proving were done by Wang [Wan63], Bledsoe [Ble77],

and Boyer and Moore [BM79]. The latter, also known as the Boyer-Moore theorem

prover or Nqthm, is the precursor of the ACL2 theorem prover that is the basis of the

work in this dissertation. Nqthm and ACL2 have been used in reasoning about some

of the largest computing systems ever verified. The bibliographic notes for the next

chapter lists some of their applications. Other significant theorem provers in active

use for verification of computing systems include Forte [AJK+00], HOL [GM93],

HOL Light [Har00], Isabelle [NPW02], and PVS [ORS92].

The idea of using temporal logics for specifying properties of reactive sys-

tems was suggested by Pnueli [Pnu77]. Model checking was discovered indepen-

dently by Clarke and Emerson [CE81], and Queille and Sifakis [QS82]. It is one

of the most widely used formal verification technology used in the industry today.

Some of the important model checkers include SMV [McM93], VIS [BHSV+96],

NuSMV [CCGR99], SPIN [Hol03], and Murφ [Dil96]. Most model checkers in prac-
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tice include several reductions and optimizations [CEJS98, Pnu84, KP88]. Model

checkers have achieved amazing results on industrial problems. Indeed, model check-

ing in some form is used in formal reasoning in almost every hardware industry.

While other decision procedures such as symbolic trajectory evaluation [Cho99] and

its generalization [YS02] have found applications in specification and verification of

computing systems in recent times, they can be shown to be logically equivalent to

instances of the model checking algorithms [SSTV04].

The notion of assertions was made explicit in a classic paper by Floyd [Flo67],

although the idea of attaching assertions to program points appears much earlier, for

example in the work of Goldstein and von Neumann [GvN61], and Turing [Tur49].

Program logics were introduced by Hoare [Hoa69] and Dijkstra [Dij75]. Asser-

tional reasoning was extended to concurrent programs by Owicki and Gries [OG76].

King [Kin69] wrote the first mechanized VCG. Implementations of VCGs abound

in the program verification literature. Some of the recent substantial projects in-

volving complicated VCG constructions include ESC/Java [DLNS98], proof carrying

code [Nec98], and SLAM [BR01].
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Chapter 3

Introduction to ACL2

The name “ACL2” stands for A Computational Logic for Applicative Common Lisp.

It is used to denote (i) a programming language based on Common Lisp, (ii) a

logic, and (iii) a mechanical theorem prover for the logic. ACL2 is an industrial-

strength theorem prover that has been used successfully in a number of formal

verification projects both in the industry and academia. As a logic, ACL2 is a

first order logic of recursive functions with equality and induction. As a theorem

prover, ACL2 is a complex software implementing a wide repertoire of heuristics

and decision procedures aimed at effectively proving large and complicated theorems

about mathematical artifacts and computing systems. The work in this dissertation

is based on the logic of ACL2 and all the theorems we claim to have mechanically

verified have been derived using the ACL2 theorem prover.1 In this chapter, we

present ACL2 as a logic, and briefly touch upon how computing systems can be

defined in ACL2 and how the logic can be used to prove theorems about them. To
1At the time of this writing, the latest official release of ACL2 is version 2.9. Our comments on

ACL2 are pertinent to this release and all the theorems we describe have been certified with this
version.
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facilitate the understanding of the logic, we discuss its connections with traditional

first order logic. We omit description of the other facets of ACL2, namely as a

programming language and as a theorem prover. Readers interested in a more

thorough understanding of ACL2 are referred to the ACL2 home page [KMb]. In

addition, we list several books and papers about ACL2 in Section 3.4.

3.1 Basic Logic of ACL2

Recall from Chapter 2 that a formal logic consists of the following three components:

• A formal language for describing formulas.

• A set of formulas called axioms.

• A set of inference rules that allow derivation of new formulas from old.

As a logic, ACL2 is essentially a quantifier-free first order logic of recursive functions

with equality. Formulas are built out of terms, and terms are built out of constants,

variables, and function symbols. More precisely, a term is either a constant, or a

variable, or the application of an n-ary function symbol f on a list of n terms. The

syntax of ACL2 is based on the prefix-normal syntax of Common Lisp. Thus, the

application of f on arguments x1, . . . , xn is represented as (f x1 . . . xn) instead of

the more traditional f(x1, . . . , xn). However, for this dissertation, we will use the

more traditional syntax. We will also write some binary functions in the traditional

infix form, thus writing x+ y instead of +(x, y).

The constants in ACL2 comprise what is known as the ACL2 universe. The

universe is open but contains numbers, characters, strings, certain types of constant

symbols, and ordered pairs. We quickly recount their representations below.
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• Numbers are represented as in traditional mathematics, for example 2, −1, 22/7, etc.

The universe contains rational and complex rational numbers.

• Characters are represented in a slightly unconventional syntax, for example the char-

acter a is represented by #\a. We will not use characters in this dissertation.

• A string is represented as a sequence enclosed within double quotation marks, such

as "king", "queen", "Alice", etc. Note that the first character of the string "king"

is the character #\k.

• ACL2 has a complicated mechanism for representing constant symbols, that is derived

from Common Lisp. We will not worry about that representation. It is sufficient for

our purpose to know that the universe contains two specific constant symbols T and

NIL, which will be interpreted as Boolean true and false respectively, and certain

other symbols called keywords. Keywords are clearly demarcated by a beginning

“:” (colon). Thus :abc, :research, etc. are keywords.

• An ordered pair is represented by a pair of constants enclosed within parenthesis and

separated by a “.” (dot). Examples of ordered pairs are (1 . 2), (#\a . :abc),

and ("king" . 22/7). ACL2 and Common Lisp use ordered pairs for representing

a variety of data structures. One of the key data structures that is extensively used is

the list or tuple. A list containing x, y, and z is represented as the ordered pair (x .

(y . (z . NIL))). In this dissertation, we will use the notation 〈x, y, z〉 to denote

such tuples.

Note that we have not talked about the syntax of variables. Throughout this disser-

tation we will talk about terms (and formulas), which will contain constant, variable

and function symbols. In any formal term that we show, any symbol that is not a

constant symbol (according to our description above) or a function symbol (which

should be identifiable from the context) will be taken to be a variable symbol.
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Formulas are built out of terms by the use of the equality operator “=”, and

logical operators “∨” and “¬”. Formally, if τ1 and τ2 are terms, then τ1 = τ2 is an

atomic formula. Formulas are then recursively defined as follows:

• Every atomic formula is a formula.

• If Φ1 and Φ2 are formulas then so are (¬Φ1) and (Φ1 ∨ Φ2).

We drop parenthesis whenever it is unambiguous to do so. We also freely use

the logical operators “∧”, “⇒”, etc. as well, in talking about formulas. Formally

speaking, they are abbreviations. That is, Φ1 ∧ Φ2 is an abbreviation for ¬(¬Φ1 ∨

¬Φ2), Φ1 ⇒ Φ2 for ¬Φ1 ∨ Φ2, and Φ1 ⇔ Φ2 for (Φ1 ⇒ Φ2) ∧ (Φ2 ⇒ Φ1).

The logical axioms of ACL2 constitute the standard first order axioms,

namely Propositional Axiom, Identity Axiom, and Equality Axiom. These

are described below. Notice that all the logical axioms are axiom schemas.

Propositional Axiom: For each formula Φ, ¬Φ ∨ Φ is an axiom.

Identity Axiom: For each term τ , the formula τ = τ is an axiom.

Equality Axiom: If α1, . . . , αn, and β1, . . . , βn are terms, then the following formula is an

axiom, where f is an n-ary function symbol:

((α1 = β1) ⇒ . . . ((αn = βn) ⇒ (f(α1, . . . , αn) = f(β1, . . . , βn))) . . .)

In addition to axioms, the logic must provide inference rules to derive theorems

in the logic. The inference rules of the ACL2 logic constitute the inference rules

of Propositional Calculus, the first order rule of instantiation, and well-founded

induction up to ε0. The propositional inference rules are the following:

Expansion Rule: Infer Φ1 ∨ Φ2 from Φ2.

Contraction Rule: Infer Φ1 from Φ1 ∨ Φ1.

Associative Rule: Infer (Φ1 ∨ Φ2) ∨ Φ3 from Φ1 ∨ (Φ2 ∨ Φ3).
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Cut Rule: Infer Φ2 ∨ Φ3 from Φ1 ∨ Φ2 and ¬Φ1 ∨ Φ3.

To describe the Instantiation Rule, we need some more terminology. For a term

τ , we refer to the variable symbols in τ by ν(τ). A substitution is a mapping from

a set of variables to terms. A substitution σ that maps the variable v1 to τ1 and

v2 to τ2 will be written as σ .= [v1 → τ1, v2 → τ2], where the domain of σ, referred

to as dom(σ) is the set {v1, v2}. For a term τ , we write τ/σ to denote the term

obtained by replacing every variable in ν(τ) ∩ dom(σ) by σ(v). For a formula Φ,

Φ/σ is defined analogously. Then the Instantiation Rule is as specified below.

Instantiation Rule: Infer Φ/σ from Φ for any substitution σ.

As is customary given these axiom schemas, abbreviations, and inference rules, we

will always interpret the operators “∨”, “∧”, “¬”, “⇒”, “↔”, and “=” as disjunc-

tion, conjunction, negation, implication, equivalence, and equality respectively. In

addition, ACL2 also has an Induction Rule that allows us to derive theorems using

well-founded induction. The Induction Rule is a little more complex than the rules

we have seen so far, and we will look at it after we understand how well-foundedness

arguments are formalized in ACL2.

3.2 Ground Zero Theory

It should be clear from the description so far that the logic of ACL2 is a fairly

traditional first order logic. First order logic and its different extensions have been

studied by logicians for more than a century. However, ACL2 has been designed

not for the study of logic but for using it to reason about different mathematical

artifacts. To achieve this goal, ACL2 provides a host of additional axioms aimed at

capturing properties of different mathematical artifacts. Such axioms, together with

the axiom schemas and inference rules we presented above, form what is known as
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the ACL2 Ground Zero Theory (GZ for short). Since ACL2 is based on Common

Lisp, the axioms of GZ formalize many of the Lisp functions. For example, here is

an axiom that relates the functions car and cons.

car(cons(x, y)) = x

The axiom can be interpreted as: “For any x and y, the function car, when applied to

cons of x and y, returns x.” Notice that formulas are implicitly universally quantified

over free variables, although the syntax is quantifier-free. The implicit universal

quantification occurs as a consequence of the Instantiation Rule; given the above

axiom, we can apply this rule to prove, for instance, the theorem car(cons(2, 3)) = 2.

GZ provides axioms formalizing about 200 applicative (that is, side-effect

free) functions described in the Common Lisp Reference Manual [Ste90]. There

are axioms for all the arithmetic functions, and functions for manipulating strings,

characters, and lists. A description of all the axioms in GZ is beyond the scope of

this dissertation. In Figure 3.1, we provide a brief list of some of the important

functions, and how they can be interpreted given the axioms. It is not necessary at

this point to understand the meaning of every function; we will come back to many

of them later.

The axioms in GZ have an important property, which we can call evaluability.

That means that for any term τ with no variables, we can determine the “value” of

τ using the axioms. More precisely, a term τ is said to be expressible in GZ if for

each function symbol f in τ , GZ has some axiom referring to f . A term τ is called

a ground term if and only if it contains no variable, that is, ν(τ) is empty. The

axioms of GZ have the property that given any ground term τ expressible in GZ we

can determine a constant c such that (τ = c) is a theorem. The constant c is then
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Function Symbols Interpretation

equal(x, y) Returns T if x is equal to y, else NIL
if(x, y, z) Returns z if x is equal to NIL, else y
and(x, y) Returns NIL if x is equal to NIL, else y
or(x, y) Returns y if x is equal to NIL, else x
not(x) Returns T if x is equal to NIL, else NIL
consp(x) Returns T if x is an ordered pair, else NIL
cons(x, y) Returns the ordered pair of x and y
car(x) If x is an ordered pair returns its first element, else NIL
cdr(x) If x is an ordered pair returns its second element, else NIL
nth(i, l) Returns the i-th element of l if l is a list, else NIL
update-nth(i, v, l) Returns a copy of list l with the i-th element replaced by v
len(x) Returns the length of the list x
acl2-numberp(x) Returns T if x is a number, else NIL
integerp(x) Returns T if x is an integer, else NIL
rationalp(x) Returns T if x is a rational number, else NIL
natp(x) Returns T if x is a natural number, else NIL
zp(x) Returns NIL if x is a natural number greater than 0, else T
(x+ y) Returns the sum of x and y. Treats non-numbers as 0
(x− y) Returns the difference of x and y. Treats non-numbers as 0
(x× y) Returns the product of x and y. Treats non-numbers as 0
(x/y) Returns the quotient of x and y. Treats non-numbers as 0
nfix(x) Returns x if x is a natural number, else 0

Figure 3.1: Some Functions Axiomatized in GZ
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called the value of the term τ .

Since the functions axiomatized in GZ are described in the Common Lisp

Manual, we can ask about the relation between the value of the ground term τ

as specified by the axioms and the value returned by evaluating the term in Lisp.

There is one major difference. Functions in Common Lisp are partial; each function

has an intended domain of application in which the standard specifies the return

value of the function. For example, the return value of the function car is specified

by Common Lisp only when its argument is either NIL or an ordered pair. Thus the

value of car(2) is undefined, and evaluating this term can produce arbitrary results,

including different return values for different evaluations. On the other hand, all

functions axiomatized in GZ are total, that is, the axioms specify what each function

returns on every possible argument. This is done as follows. For each Common Lisp

function axiomatized in GZ, there is also a function that “recognizes” its intended

domain, that is, returns T if the arguments are in the intended domain, and NIL

otherwise. For instance, a unary function consp is axiomatized to return T if and

only if its argument is an ordered pair, and NIL otherwise. The intended domain of

car(x), then, is given by the formula (consp(x) = T) ∨ (x = NIL). The axioms of GZ

specify the same return value for the function as Common Lisp does for arguments

in the intended domain. In addition, GZ provides completion axioms that specifies

the value of a function on arguments outside the intended domain. The completion

axiom for car, shown below, specifies that if x is outside the intended domain then

car(x) returns NIL.2

¬((consp(x) = T ) ∨ (x = NIL)) ⇒ car(x) = NIL

Similarly, in case of arithmetic functions such as +, −, <, etc., if one of the argu-

ments is not a number, the completion axiom allows us to interpret that argument
2One should note that based on the completion axiom and the intended interpretation of car,

we can interpret NIL as both the Boolean false as well as the empty list. This interpretation is
customary both in ACL2 and in Common Lisp.
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to be 0.

As an aside, we remark that since the axioms of GZ and Common Lisp agree

on the return value of each axiomatized function on arguments in its intended do-

main, ACL2 can sometimes reduce variable-free terms to constants by using the

Common Lisp execution engine to evaluate the term [KM94]. This “execution ca-

pability” allows ACL2 to deal with proofs of theorems containing large constants.

Fast execution is one of the key reasons for the success of the ACL2 theorem prover

in the formal verification of large computing systems, allowing it to be used for

simulation of formal models in addition to reasoning about them [GWH00].

3.2.1 Terms, Formulas, Functions, and Predicates

Before proceeding further, we should point out a duality between terms and formulas

in ACL2. So far in the presentation, we have distinguished between terms and

formulas. In ACL2, however, we often use terms in place of formulas. When a term

τ is used in place of a formula, then the intended formula is ¬(τ = NIL). Indeed,

a user of the theorem prover only writes terms and never writes formulas. If we

prove the term τ as a theorem, then we can thus interpret the theorem as follows:

“For any substitution σ that maps each variable in ν(τ) to an object in the ACL2

universe, the value of the term τ/σ does not equal NIL.”

How can we always write terms instead of formulas? This is achieved in

GZ by providing certain “built-in” axioms. One of the important built-in functions

axiomatized in GZ is the binary function equal. We have shown this function and

its interpretation in Figure 3.1. We show the formal built-in axioms below. By the

above convention, we can interpret equal(τ1, τ2) as the formula τ1 = τ2.

• (x = y) ⇒ equal(x, y) = T
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• ¬(x = y) ⇒ equal(x, y) = NIL

Logical operators are specified in terms of equal and another built-in function,

namely the ternary function if. This function can be interpreted as “if-then-else”

based on the following axioms.

• (x = NIL) ⇒ if(x, y, z) = z

• ¬(x = NIL) ⇒ if(x, y, z) = y

Using if, we can now talk about “function versions” of the logical operators “∧”,

“∨”, “¬”, “⇒”, “⇔”, etc. The functions, namely and, or, etc., together with their

interpretations, are shown in Figure 3.1. Here we show the axioms that allow such

interpretation.

• and(x, y) = if(x, y, NIL)

• or(x, y) = if(x, x, y)

• not(x) = if(x, NIL, T)

• implies(x, y) = if(x, if(y, T, NIL), T)

• iff(x, y) = if(x, if(y, T, NIL), if(y, NIL, T))

Now that we have functions representing all logical operators and equality, we can

write terms representing formulas. For instance, the completion axiom of car above

can be represented as follows:

implies(not(or(consp(x), equal(x, NIL))), equal(car(x), NIL))

In this dissertation, we will find it convenient to use both terms and formulas de-

pending on context. Thus, when we want to think about equal(τ1, τ2) as a formula

will write it as τ1 = τ2.

As a consequence of the duality between terms and formulas, there is also

a duality between functions and predicates. In a formal presentation of first-order
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logic [Sho67], one distinguishes between the function and predicate symbols in the

following way. Terms are built out of constants and variables by application of the

function symbols, and atomic formulas are built out of terms using the predicate

symbols. Thus according to our description above, the logic of ACL2 has a single

predicate symbol, namely “=”; equal, as described above, is a function and not a

predicate. Nevertheless, since equal only returns the values T and NIL, we will often

find it convenient to call it a predicate symbol. We will refer to an n-ary function

symbol P as a predicate when, for any ground term P (τ1, . . . , τn), the value of the

term is equal to either T or NIL. If the value is NIL we will say that P does not

hold on τ1, . . . , τn, and otherwise we will say that it does. Thus we can refer to

consp above as a predicate that holds if its argument is an ordered pair. Two other

important unary predicates that we will use are (1) natp that holds if and only if

its argument is a natural number, and (2) zp that does not hold if and only if its

argument is a positive natural number. In some contexts, however, we will “abuse”

this convention and also refer to a term τ as a predicate. In such situations, if we

say that τ holds, all we mean is that ¬(τ = NIL) is a theorem.

3.2.2 Ordinals and Well-founded Induction

Among the functions axiomatized in GZ are functions manipulating ordinals. Or-

dinals have been studied extensively for the last 100 years and form the basis of

Cantor’s set theory [Can95, Can97, Can52]. Ordinals are extensively used in ACL2,

and afford the application of well-founded induction as an inference rule. The use of

well-founded induction in proving theorems is one of the strengths of the ACL2 theo-

rem prover. To understand the rule, we briefly review the theory of well-foundedness
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and ordinals, and see how they allow induction.

In classical set theory, a well-founded structure consists of a (possibly infinite)

set W , and a total order ≺ on W such that there is no infinite sequence 〈. . . w2 ≺

w1 ≺ w0〉 where each wi ∈ W . Thus, the set IN of natural numbers forms a well-

founded structure under the ordinary arithmetic “<”.

Ordinals form another example of a well-founded structure, which is created

by extending the set IN and the interpretation of “<” as follows. We start extending

IN with a new element ω and extend the interpretation of “<” so that 0 < 1 < . . . <

ω. The “number” ω is called the first infinite ordinal. We add an infinite number

of such “numbers” using a positional ω-based notation namely, ω + 1, ω + 2, ω × 2,

ω2, ωω, etc. We extend the interpretation of “<” analogously. This set of extended

“numbers” is called the set of ordinals. The first few ordinals, in order, (with

omissions) are 0, 1, . . . , ω, ω+1, ω+2, . . . , ω×2, ω×3, . . . , ω2, ω2+1, . . . , ω2+ω, ω2+

ω+1, . . . , ω3, ω4, . . . , ωω, ω(ωω), ω(ω(ωω)), . . . The limit of this sequence, namely ωω
ω...

containing a tower of height ω, is called ε0. This set forms a well-founded structure

under the linear ordering which is the extension of “<” over the ordinals. The set

of ordinals up to ε0 forms a very small initial segment of ordinals; nevertheless we

will be only interested in ordinals less than ε0 since this is the set of ordinals that

are represented in ACL2. For this dissertation whenever we talk about an ordinal

we mean a member of this set.

How do we talk about ordinals in ACL2? To do so, one must provide a

representation of the ordinals as constants in the ACL2 universe. The initial segment

of ordinals, namely the natural numbers, are of course available as constants. The

ordinals from ω and larger are represented as ordered pairs. We show some examples

of ordinals and their representations as constants in Figure 3.2. It is not necessary
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Ordinal ACL2 Representation

0 0
1 1
2 2
3 3
. . . . . .
ω ((1 . 1) . 0)
ω + 1 ((1 . 1) . 1)
ω + 2 ((1 . 1) . 2)
. . . . . .
ω × 2 ((1 . 2) . 0)
ω × 2 + 1 ((1 . 2) . 1)
. . . . . .
ω × 3 ((1 . 3) . 0)
ω × 3 + 1 ((1 . 3) . 1)
. . . . . .
ω2 ((2 . 1) . 0)
. . . . . .
ω2 + ω × 4 + 3 ((2 . 1) (1 . 4) . 3)
. . . . . .
ω3 ((3 . 1) . 0)
. . . . . .
ωω ((((1 . 1) . 0) . 1) . 0)
. . . . . .
ωω + ω99 + ω × 4 + 3 ((((1 . 1) . 0) . 1) (99 . 1) (1 . 4) . 3)
. . . . . .

ωω
2

((((2 . 1) . 0) . 1) . 0)
. . . . . .
ω(ωω) ((((((1 . 1) . 0) . 1) . 0) . 1) . 0)
. . . . . .

Figure 3.2: Examples of Ordinal Representation in ACL2
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to understand the exact representation. What is important for our purpose is that

GZ axiomatizes two predicates, namely a unary predicate o-p and a binary predicate

“≺o”,3 which can be interpreted as follows.

• o-p(x) holds if x is the ACL2 representation of an ordinal. In particular of course

o-p(x) holds if x is a natural number.

• Given two ordinals x and y, (x ≺o y) holds if and only if x is below y in the linear

ordering of ordinals. In particular if x and y are natural numbers then (x ≺o y) is

equal to (x < y).

The existence of ordinals and the fact that they are well-founded allows ACL2 to

prove formulas by induction. Here is the Induction Rule of ACL2.

Induction Rule: Infer Φ from

Base Case: (¬C1 ∧ . . . ∧ ¬Ck) ⇒ Φ, and

Induction Step: (Ci ∧ Φ/σi1 ∧ . . . ∧ Φ/σiki
) ⇒ Φ for each 1 ≤ i ≤ k.

if there exists some term m such that the following are theorems.

1. o-p(m)

2. Ci ⇒ m/σik ≺o m, for each 1 ≤ i ≤ k, 1 ≤ j ≤ ki.

Notice that the rule allows us to choose a (finite) number of induction hypotheses in

the Induction Step. We can interpret the rule as follows: “Φ holds, if (1) Φ holds

in the “base case” when (¬C1 ∧ . . .∧¬Ck) holds, and (2) Φ holds whenever Ci holds,

and some “smaller instance” of the formula, namely Φ/σ, holds.” The fact that Φ/σ

is a “smaller instance” of Φ is shown by conditions 1 and 2. Well-foundedness of the

set of ordinals under “≺o” guarantees that the sequence cannot decrease indefinitely,

justifying the rule.
3“≺o” is referred to as “o<” in ACL2.
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It should be noted that we did not explicitly need the ordinals but some

well-founded structure. In GZ, the only structure axiomatized to be well-founded

is the set of ordinals under relation “≺0”. In order to use any other well-founded

structure, we will need to embed the structure inside the ordinals. More precisely,

we will say that a pair 〈o-p≺,≺〉 defines a well-founded structure if and only if there

is a unary function E≺ such that the following are theorems:

• o-p≺(x) ⇒ o-p(E≺(x))

• o-p≺(x) ∧ o-p≺(y) ∧ (x ≺ y) ⇒ (E(x) ≺o E(y))

For instance, 〈natp, <〉 can be shown to define a well-founded structure by choosing

E to be the identity function: E(x) = x. If 〈o-p≺,≺〉 has been proved as above to

define a well-founded structure, then we can replace the o-p and “≺o” in the proof

obligations 1 and 2 above by o-p≺ and “≺” respectively.

3.3 Extension Principles

GZ axiomatizes many Lisp functions. One can prove as theorems formulas expressing

properties of such functions. However, just having GZ fails to accommodate the

intent of using ACL2 to reason about other mathematical artifacts or computing

systems. Except in the unlikely case where (one of) the functions axiomatized in GZ

already models the artifact we care about, we must be able to extend GZ by adding

axioms to represent such models. Of course indiscriminate addition of axioms can

render the logic inconsistent. To prevent this, ACL2 provides extension principles

that allow us to extend GZ in a disciplined manner.

Before talking about the extension principles, we will fix some more termi-

nology. A proof system with the first order axiom schema (namely Propositional
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Axiom, Identity Axiom, and Equality Axiom) and inference rules, together

with a collection of axioms specifying individual properties of some of the functions,

is referred to as a first order theory, or simply theory [Sho67]. Thus GZ is a theory.

The function symbols individually axiomatized in a theory T are said to have been

introduced in T , and the individual axioms are often called nonlogical axioms of T .

A term (or formula) is expressible in T if and only if all function symbols in the

formula have been introduced in T . We already talked about terms and formulas

expressible in GZ. We say that a theory T ′ extends T if and only if all the nonlogical

axioms of T are also nonlogical axioms of T ′.

The extension principles of ACL2 (discussed below) allow us to extend a the-

ory by new nonlogical axioms. Given a theory T , the nonlogical axioms introduced

by the extension principles have the property that at least one function symbol is

introduced in the extended theory T ′.4 We will then say that the extension principle

has introduced the new functions. A theory T is a legal theory if and only if it is

obtained by a series of extensions from GZ using the extension principles. When we

talk about a theory T in this dissertation, we always mean a legal theory.

The chief extension principles in ACL2 are (1) the Definitional Principle

for introducing total functions, (2) the Encapsulation Principle for introducing con-

strained or partial functions, and (3) the Defchoose Principle for introducing Skolem

functions. These three principles are used in any practical application of ACL2, and

we make extensive use of them in modeling computing systems and their properties

throughout this dissertation.
4ACL2 does allow addition of an arbitrary formula as an axiom. The use of this principle is

discouraged because of the obvious risk of inconsistency. We do not treat the addition of arbitrary
axioms as an extension principle, although we will make use of this facility in Chapter 17.
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3.3.1 Definitional Principle

The definitional principle affords the extension of a theory by introducing a new

total function. For instance, assume that one wants to extend GZ with a unary

function symbol mfact that computes the factorial of its argument. It is possible to

invoke the definitional principle to add such an axiom as follows.

mfact(x) = if(zp(x), 1, (x×mfact(x− 1)))

The axiom is called the definitional axiom (or simply definition) of mfact. For clarity,

we will use a more familiar mathematical notation, namely:

mfact(x) ,

 1 if zp(x)

x×mfact(x− 1) otherwise

Notice that we have used the symbol “,” in writing the axiom above, rather than

“=”. We write f(x1, . . . , xn) , τ to mean the formula f(x1, . . . , xn) = τ when we

want to remind ourselves that the formula is an axiom that can be introduced in

ACL2 by the extension principles.

In general, given a theory T , the definitional principle is used to extend T

by adding axioms of the form f(x1, . . . , xn) , τ . To ensure that the axiom does

not make the resulting theory inconsistent, ACL2 checks that the purported axiom

satisfies certain admissibility requirements. These are listed below.

• f is not a function symbol in T ,

• each xi is a distinct variable symbol,

• ν(τ) ⊆ {x1, . . . , xn},

• τ is expressible in the theory T ′ obtained by extending T with the function symbol

f of arity n and no axioms, and

• certain measure conjectures (described below) can be proved in T ′.
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The measure conjectures are formulas, which, if proven as theorems, guarantee

that a certain well-founded measure of the arguments decreases in each recursive

call of f in τ . This guarantees that there is one unique function satisfying the

definition [BKM95]. Assume that τ contains k recursive calls. Then there are k+ 1

measure conjectures. Let 〈o-p≺,≺〉 define a well-founded structure where o-p≺ and

“≺” have been introduced in T . Further, let m be a term expressible in T and

ν(m) ⊆ {x1, . . . , xn}. The first measure conjecture is simply the following formula:

• o-p≺(m)

The remaining k conjectures correspond to the k recursive calls. Let the i-th recur-

sive call be of the form f(α1, . . . , αn), and let β1, . . . , βl be terms that represent the

conditions under which the i-th recursive call is made. Let σi
.= [x1 → α1, . . . , xn →

αn]. Then the i-th measure conjecture is given by:

• β1 ∧ . . . ∧ βl ⇒ m/σ ≺ m

In practice, the user often has to provide the measure term m and the well-founded

structure to be used to prove the measure conjectures.

How does the definitional principle work with our example mfact? We will

use the term nfix(x) for our measure term and the well-founded structure defined

by 〈natp, <〉. The following are the measure conjectures, which are easy to prove in

GZ. Recall (Figure 3.1) that nfix(x) returns x if x is a natural number, else 0.

• natp(nfix(x))

• ¬zp(x) ⇒ nfix(x− 1) < nfix(x)

One should note that there is a connection between the measure conjectures proved

in admitting a function definition, and the Induction Rule; both involve arguments

based on well-foundedness. In particular, one proves theorems about recursive defi-

nitions using induction. For instance, consider proving that mfact always returns a

natural number. This can be stated as:
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• natp(mfact(x))

To prove this, we will use induction as follows:

Base Case: zp(x) ⇒ natp(mfact(x))

Induction Step: (¬zp(x) ∧ natp(mfact(x− 1))) ⇒ natp(mfact(x))

Both these obligations are trivial. But what is important for us is that the justifi-

cation of the induction (as specified by conditions 1 and 2 of the Induction Rule)

is exactly the same as the measure theorem for introducing mfact(x). We will thus

refer to this proof as proof by induction based on mfact(x). Throughout this disser-

tation when we talk about proofs by induction we will present the term on which

the induction is based.

We note that the functions introduced by the definitional principle are total.

That is, the definitional axiom for a function f specifies the value of f on every

input as long as every other function g referenced in the axiom is total. From the

axioms defining mfact and even above, we can determine that the value of mfact(6)

is 120 and the value of even(3) is NIL. Perhaps surprisingly, the axioms also specify

that the value of mfact(T) is 1, and the value of even(1/2) is T.

The definitional principle can also introduce mutually recursive definitions.

For example, we can define two functions odd and even as shown in Figure 3.3.

To admit mutually recursive definitions, one must provide separate measure terms

for each function, such that each measure is well-founded and decreases along each

(mutually) recursive call.

We now have the terminology to talk about modeling some computing system

as a formal theory extending GZ. Here is a trivial example. Consider a system that

consists of a single component s, and at every instant it executes the following
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odd(x) =
{

NIL if zp(x)
even(x− 1) otherwise

even(x) =
{

T if zp(x)
odd(x− 1) otherwise

Figure 3.3: Example of a Mutually Recursive Definition

instruction s:=s+1. We can talk about the executions of this program by defining

a simple function step:

• step(s) , s+ 1

The definition is not recursive and therefore does not need any measure theorem.

Notice that we are modeling the execution of a program instruction by specifying

what the effect of the instruction is on the state of the machine executing the

program. The definition of step above can be read as: “At each step, the machine

state is incremented by 1.” This, as we discussed in the last chapter, is termed the

operational semantics of the program. We saw there that specification of systems

using model checking involves operational models. Now we see that using theorem

proving we use operational models as well. The function step is often referred to as

the state transition function of the machine.

We can now reason about this trivial system. For instance, we can prove

that if the system is at some state s at a certain time then after two transitions it

reaches the state s + 2. In the theory in which step has been defined, this can be

represented as the formula:

• step(step(s)) = s+ 2

The theorem is trivial. Nevertheless, we point out one aspect of its proof. To

prove this theorem, we consider the left hand side of the equality, use the definition

54



of step to simplify step(step(s)) to step(s + 1), and do this again to simplify this

term to s + 2. This way of simplifying a term which involves a composition of the

state transition function of a machine is reminiscent of executing (or simulating) the

machine modeled by the function. Since this form of simulation involves variable

symbols rather than constant inputs as in traditional simulation, we often refer to

such simplification as simplification by symbolic simulation. An obvious but useful

insight is that if a term involves a fixed number of compositions of the state transition

function of a machine, then symbolic simulation can be used to simplify the term.

We will use this insight fruitfully when we move on to more complicated systems

and programs in the next part.

3.3.2 Encapsulation Principle

A function symbol introduced using the definitional principle is total. On the other

hand, the encapsulation principle affords extension of the current theory by intro-

ducing new function symbols axiomatized only to satisfy certain desired properties,

without specifying the return value of the function for every input. For example,

using this principle, one can extend GZ introducing a unary function symbol natural

such that the sole associated axiom is natp(natural(n)). That is, natural(n) is axiom-

atized only to return a natural number. An axiom introduced via the encapsulation

principle is called a constraint and the function symbols introduced are referred to

as a constrained functions. Given a theory T , ACL2 stipulates that the introduction

of a collection of function symbols f1, . . . , fk with axioms C1, . . . , Cl is admissible via

the encapsulation principle if and only if the following conditions are satisfied.

• The function symbols to be introduced are not in the current theory T .

• It is possible to extend T with function symbols f1w, . . . , fkw so that the formulas

C1w, . . . , Clw are theorems, where Ciw is obtained from Ci by replacing every occurrence
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of the function symbols f1, . . . , fk respectively with f1w, . . . , fkw.

The functions f1w, . . . , fkw are often referred to as local witnesses, and their existence

guarantees that the extended theory after introducing the constrained functions is

consistent. To introduce function symbols by encapsulation, the user must furnish

such witnesses. For instance, to introduce natural above, one can provide as local

witness the constant function that always returns 0.

Since the only properties prescribed by the encapsulation are the constraints,

any theorem that is provable about a constrained function is also provable about

another function that satisfies all the constraints. This is stipulated by a derived

inference rule called functional instantiation as follows. Let Φ be a formula in some

theory T which refers to the constrained function symbols f1, . . . , fk that have been

introduced in T with constraints C1, . . . , Cl. Let g1, . . . , gk be functions in T such

that C1g, . . . , Clg are theorems, where Cig is obtained from Ci by consistently replacing

f1, . . . , fk with g1, . . . , gk. Then functional instantiation says that if Φ is provable

in T then one can infer Φg, where Φg is obtained by replacing f1, . . . , fk in Φ with

g1, . . . , gk. For instance, since the constant function 10 satisfies the constraints

associated with natural, if foo(natural(n)) is a theorem then so is foo(10). We call a

constrained function symbol uninterpreted if there is no associated constraint. Given

a formula Φ containing an uninterpreted function symbol f , functional instantiation

thus allows us to infer the formula Φg that replaces occurrences of f with any other

function g in Φ.

The encapsulation principle, along with functional instantiation as a rule of

inference, provides a limited form of second order reasoning to ACL2 and enables

us to circumvent some of the limitations in its expressive power.
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3.3.3 Defchoose Principle

The final extension principle we consider here is the defchoose principle which allows

the introduction of function symbols axiomatized using quantified formulas. The

discussion on quantifiers in the context of ACL2 sometimes comes as a surprise

even to some experienced ACL2 users. The reason for the surprise is something we

have already mentioned, that is, ACL2 is a quantifier-free logic. Since the use of

quantification is going to be important for much of our work, we take time here to

understand the connection between quantification and ACL2.

Assume that we have a formula Φ(x, y) containing two free variables x and y,

and we want to write a formula which is equivalent to what we would have written

in first order logic as ∃y : Φ(x, y), that is, the formula is valid if and only if there

exists a y such that Φ(x, y) is valid. To write such a formula, we first introduce a

unary function symbol f with the only axiom being the following:

• Φ(x, y) ⇒ Φ(x, f(x))

Then the formula we seek is Φ(x, f(x)). The formula is provable if and only if there

exists a y such that Φ(x, y) is provable. Here, f is called the Skolem witness of the

existential quantifier and the axiom above is called the choice axiom for Φ. Notice

that the new incarnation of the formula, namely Φ(x, f(x)) is quantifier-free in so

far as its syntax goes.

The defchoose principle in ACL2 simply allows the extension of a theory T

by such Skolem witnesses. The syntax of defchoose is a little complicated and we will

not discuss it here. Instead, we will use the notation of quantified first order logic.

That is, we will appeal to this principle to say that we extend T by introducing

predicates such as p below:

p(x1, . . . , xn) , ∃y : Φ
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Here, Φ must be a formula expressible in T , and ν(Φ) must be equal to the set

{x1, . . . , xn, y}. When the predicate p is admissible in the current theory, we will

assume that the extended theory has introduced a new n-ary function symbol witp as

the Skolem witness. Of course we can also introduce universal quantified predicates

by exploiting the duality between existential and universal quantification. When we

write ∀x : Φ we use it as an abbreviation for ¬(∃x : ¬Φ).
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Part II

Sequential Program Verification
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Chapter 4

Sequential Programs

In this part, we will study deterministic sequential programs and investigate how

we can provide automation in reasoning about their correctness. In this chapter we

will discuss models of sequential programs, formalize the statement of correctness

that we want to prove, and present the standard deductive approaches to derive

such a correctness statement. We will then discuss some deficiencies in the standard

approaches. The issues we raise in this chapter will be expanded upon and addressed

in Chapters 5 and 6.

4.1 Modeling Sequential Programs

We model sequential programs using operational semantics. This allows us to talk

about program executions in the mathematical logic of ACL2. We have seen an

example of an operational model already in page 53. We now discuss how we do

that in general for sequential programs.

Recall from Chapter 2 that an operational model of a program is formalized
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by defining how the machine executes the program and stipulates how the system

transitions from one state to the next. For our purpose, the machine state is rep-

resented as a tuple of values of all machine variables (or components). Assume for

simplicity that the program is represented by a list of instructions. Let pc(s) and

prog(s) be two functions that, given a state s, respectively return the values of two

special components of s, namely the program counter and the program being exe-

cuted. These two functions fix the “next instruction” that is poised to be executed

at state s, namely the instruction in prog(s) that is pointed to by pc(s); in terms of

functions in GZ (appropriately augmented by defining functions pc and prog), this

instruction is given by the function instr below:

instr(s) , nth(pc(s), prog(s))

To formalize the notion of state transition, let us first define a binary function effect.

Given an instruction I and a state s, effect(s, I) returns the state s′ obtained by

executing the instruction I from state s. For example, if I is the instruction LOAD

then its effect might be to push the contents of some specific variable on the stack

and increase the program counter by some specific amount.

We can now define our state transition function step as follows, such that for

any state s, step(s) returns the state of the machine after executing one instruction.

step(s) , effect(s, instr(s))

It should be noted that the representation of a program as a list of instructions

and the representation of a machine state as a list of components in our description

above is merely for the purpose of illustration. Different machines are formalized in

different ways; for example, the states might be modeled as an array or association

list instead of a list. In what follows, the actual formal representation of the machine

states or the actual definition of step is mostly irrelevant. What we assume is that
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there is some formal representation of the states in the formal theory, and given a

state s, step(s) can be interpreted to return the state of the machine after executing

one instruction from s. This can always be done as long as we are concerned with

reasoning about deterministic sequential programs.

It will be convenient for us to define a new function run as follows to return

that state of the machine after n steps from s.

run(s, n) ,

 s if zp(n)

run(step(s), n− 1) otherwise

Function run has some nice algebraic properties which we will make use of. For

instance, the following is an important lemma that says that the state reached by

running for (m + n) steps from a state s is the same as running for m steps first,

and then for n additional steps. This lemma is easy to prove by induction based on

run(s, n).

Lemma 1 natp(m) ∧ natp(n) ⇒ run(s,m+ n) = run(run(s,m), n)

Terminating states are characterized by a special unary predicate halting, which is

defined as:

halting(s) , (step(s) = s)

That is, the execution of the machine from a state s satisfying halting yields a no-op.

Many assembly language programs provide an explicit instruction called HALT whose

execution leaves the machine at the same state; using such languages, programs are

written to terminate with the HALT instruction, to achieve this effect.

What do we want to prove about such programs? As we talked about in

Chapter 2, there are two notions of correctness, namely partial and total. First, we

will assume that two predicates pre and post have been defined so that pre holds
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for the states satisfying the precondition of the program and post holds for states

satisfying the postcondition of the program. For instance, for a sorting program pre

might say that some machine variable l contains a list of numbers and post might say

that some (possibly the same) machine variable contains a list l′ that is an ordered

permutation of l. The two notions of correctness are then formalized as below.

Partial Correctness

Partial correctness involves showing that if, starting from a pre state, the machine

ever reaches a halting state, then post holds for that state. Nothing is claimed if

the machine does not reach a halting state. This can be formalized by the following

formula.

pre(s) ∧ halting(run(s, n)) ⇒ post(run(s, n))

Total Correctness

Total correctness involves showing, in addition to partial correctness, the termina-

tion condition which states that the machine, starting from a state satisfying the

precondition, eventually halts. Termination can be formalized as follows.

pre(s) ⇒ (∃n : halting(run(s, n)))

4.2 Proof Styles

Given an operational model of a program defined by step, and the predicates pre

and post, we want to use theorem proving to prove the (total or partial) correctness

theorems above. How do we go about actually doing it? There are two popular

approaches, namely the use of step invariants,1 and clock functions.
1Step invariants are also often referred to as inductive invariants. We do not use this term for

sequential programs, since we want to reserve its use to apply to an analogous concept for reactive
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4.2.1 Step Invariants

In the step invariants approach, one defines a new unary function inv so that the

following three formulas can be proven as theorems:

I1: pre(s) ⇒ inv(s)

I2: inv(s) ⇒ inv(step(s))

I3: inv(s) ∧ halting(s) ⇒ post(s)

The function inv is often referred to as a step invariant. It is easy to construct

a proof of partial correctness in a formal theory if one has proven I1-I3 above as

theorems. First we prove the following lemma.

Lemma 2 inv(s) ⇒ inv(run(s, n))

The lemma says that for every state s satisfying inv and for every n, run(s, n) also

satisfies inv. The lemma can be proved by induction based on the term run(s, n).

The proof of partial correctness then follows from I1 and I3.

For total correctness, one defines, in addition to inv above, a unary function

r (called the ranking function) so that the following two formulas are theorems (in

addition to I1-I3):

I4: inv(s) ⇒ o-p≺(r(s))

I5: inv(s) ∧ ¬halting(s) ⇒ r(step(s)) ≺ r(s)

Here, the structure defined by 〈o-p≺,≺〉 is assumed to be well-founded. Total cor-

rectness can now be proved from these conditions. To do so, we need only to show

how termination follows from I1-I5. Assume for contradiction that termination is

systems.
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not valid, that is, the machine does not reach a halting state from some state ŝ sat-

isfying pre. By I2, each state in the sequence 〈ŝ, step(ŝ), step(step(ŝ)) . . .〉 satisfies

inv. Since we assume that none of the states in this sequence satisfies halting, by

I5, we now have an infinitely descending chain, namely 〈. . . ≺ r(step(step(ŝ))) ≺

r(step(ŝ)) ≺ r(ŝ)〉. This contradicts the well-foundedness of 〈o-p≺,≺〉.

4.2.2 Clock Functions

A direct approach to proving total correctness is the use of clock functions. Roughly,

the idea is to define a function that maps every state s satisfying pre, to a natural

number that specifies an upper bound on the number of steps required to reach

a halting state from s. Formally, to prove total correctness, one defines a unary

function clock so that the following formulas are theorems:

TC1: pre(s) ⇒ halting(run(s, clock(s)))

TC2: pre(s) ⇒ post(run(s, clock(s)))

Total correctness now follows from TC1 and TC2. Termination is obvious, since,

by TC1, for every state s satisfying pre, there exists an n, namely clock(s), such

that run(s, n) is halting. To prove correctness, we need the following additional

lemma that says that running from a halting state does not change the state.

Lemma 3 halting(s) ⇒ run(s, n) = s

Thus, the state run(s, clock(s)) uniquely specifies the halting state reachable from s.

By TC2, this state also satisfies post, showing correctness.

For specifying partial correctness, one weakens TC1 and TC2 to PC1 and

PC2 below, so that run(s, clock(s)) is required to satisfy halting and post only if a

halting state is reachable from s.

67



PC1: pre(s) ∧ halting(run(s, n)) ⇒ halting(run(s, clock(s)))

PC2: pre(s) ∧ halting(run(s, n)) ⇒ post(run(s, clock(s)))

Partial correctness theorems follow from PC1 and PC2 exactly using the arguments

above.

4.3 Discussions

Given our presentation above, it should be clear that the use of operational semantics

and a mathematical logic allow us to specify a clear statement of correctness as

a succinct formula in the logic. Contrast this with our description of axiomatic

semantics and VCG in Chapter 2. There the correctness statement was specified

as a predicate transformation rather than a state transformation and Hoare axioms

were necessary to state it. Further, in general, the statement would be encoded

inside the formula manipulation process of the VCG itself.

In spite of its clarity, it is generally believed that operational semantics are

more difficult to use in terms of conducting the actual verification. The use of step

invariants and clock functions constitute the basic theorem proving strategies for

reasoning about sequential programs modeled using operational semantics. Let us

try to understand the difficulty of applying each method using as illustration the

simple one-loop program we showed in Figure 2.1 in Chapter 2 (page 28). Recall

that the program consists of a single loop which is executed 10 times and the variable

X is incremented by 1 in each iteration, while Y is decremented. It should be clear

from the discussion above that the program can be easily modeled operationally.

Assume that given a state s, functions pc(s), X(s), and Y (s) return the values

of the program counter, variable X, and variable Y respectively. Also assume that

prog-loaded is a predicate that holds for a state s if and only if the program shown
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inv-aux(s) ,



T if pc(s) = 1
X(s) = 0 if pc(s) = 2
X(s) + Y (s) = 10 ∧ natp(Y (s)) if pc(s) = 3
X(s) + Y (s) = 10 ∧ natp(Y (s)) ∧ Y (s) > 0 if pc(s) = 4
X(s) + Y (s) = 11 ∧ natp(Y (s)) ∧ Y (s) > 0 if pc(s) = 5
X(s) + Y (s) = 10 ∧ natp(Y (s)) if pc(s) = 6
X(s) = 10 otherwise

inv(s) , inv-aux(s) ∧ prog-loaded(s)

Figure 4.1: Step Invariant for the One-Loop Program

has been loaded in s starting from location 1. The precondition and postcondition

for this program are given by the following functions:

pre(s) , (pc(s) = 1) ∧ prog-loaded(s)

post(s) , (X(s) = 10)

The predicate prog-loaded is a standard “frame condition” that we need to add as a

conjunct in the precondition (and in any other assertions) to make sure that we limit

ourselves to states of the machine in which the right program is being executed.

How do the two approaches cope with the task of proving the correctness of

this simple program? A step invariant is shown in Figure 4.1. It is not important to

understand the function in detail, but some aspects of the definition should be obvi-

ous immediately. First, the definition involves a collection of “assertions” attached

to every value of the program counter (or, equivalently, every state reached by the

machine during the execution). The key reason for this is the strong requirement

imposed by the proof obligation I2, namely that if any state s satisfies inv then

step(s) must do so too. Consider a state ŝ so that inv asserts Astep(step(ŝ)). Then

inv, to satisfy I2, must also assert A(ŝ) such that A(ŝ) ⇒ Astep(step(ŝ)). This

requirement complicates the definition of a step invariant and forces one to think
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lpc(s) ,

{
0 if zp(Y (s)) ∨ ¬prog-loaded(s)
4 + lpc(run(s, 4)) otherwise

clock(s) , 2 + lpc(s) + 1

Figure 4.2: Clock Function for the One-Loop Program

about the “right” assertion to be attached to every reachable state. On the other

hand, once an appropriate invariant has been defined, proving I2 is trivial. The

proof does not require any inductive argument on the length of the execution and

usually follows by successively proving for each value p of the program counter that

the assertions attached to p imply the assertions attached to the program counter

p′ of the state obtained by executing the instruction associated with p.

Notice that we have only talked about the issues involved in defining inv.

Of course, for total correctness, we also need a ranking function r. For our simple

one-loop program, it is not difficult to define r so that we can prove I1-I5. We omit

the definition here, but merely observe our comments regarding the complications

involved in defining inv have exact parallels with the definition of r. In particular,

I5 forces us to attach a ranking function to every value of the program counter in

order to show that the rank decreases (according to the well-founded relation we

choose) at every step.

How does the clock function approach work? A clock function is shown for

this program in Figure 4.2. A quick look at the definition should indicate that the

definition closely mimics the actual loop structure of the program. In particular,

consider the function lpc (which stands for “loop clock”). If the machine is in a

state s where the program counter has the value 3, then lpc(s) merely counts the

number of steps before the loop is exited. Notice that no assertion is involved that

characterizes the state reached by the program at every program counter value. It
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natp(Y (s) ∧ prog-loaded(s) ∧ (pc(s) = 3)
⇒

run(s, lpc(s)) = upd(s,X(s) + lpc(s), Y (s)− lpc(s))

Figure 4.3: A Key Lemma for the One-loop Program

seems, therefore, that coming up with a clock function is significantly easier than

coming up with a step invariant. However, the “devil” in this approach lies in the

details. First, to admit the definition of lpc under the definitional principle, we must

prove that the sequence of recursive calls terminate. To show this, we must be able

to define a measure m so that following formulas are theorems.

• o-p≺(m(s))

• ¬zp(Y (s)) ⇒ m(run(s, 4)) ≺ m(s)

But this can be achieved only if the loop itself terminates! Indeed, the function seems

to precisely capture the time complexity of the program. Note that in this case the

definition can be shown to be admissible by choosing the measure m(s) , nfix(Y (s)).

Once the appropriate clock function is defined, we can try to prove the total

correctness theorem. To do so, we must prove a theorem that characterizes the loop

itself. One possibility is shown in Figure 4.3. Here upd(s, a, b) be the state obtained

by assigning the value a to component X and the value b to component Y respectively

in state s. The formula can be proven as a theorem by induction based on the term

lpc(s). TC1 and TC2 now follow from this theorem and lemma 1.

The discussion above suggests that step invariants and clock functions have

orthogonal advantages and disadvantages as verification strategies. Step invariants

involve attaching assertions (and ranking functions) to all reachable states in a

way that every execution of the program must successively satisfy the assertions at
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each step. Clock functions involve defining functions that certain states stipulate

how many steps are remaining before the program terminates. Step invariants (and

ranking functions) are more difficult to come up with, but once they are defined

the proof obligations are simple, and in practice automatic. Clock functions are

easier to define, but there are several non-trivial theorems that the user must prove,

often resorting to induction. Depending on the nature of the program to be verified

one method would be more natural or easier to use than the other. Nevertheless,

it should be clear that both approaches involve considerable human expertise. We

therefore need to figure out how we can derive the correctness theorems with more

automation. To do this, we identify two key “deficiencies” of program verification

using step invariants and clock functions, which we call the problem of composition

and the problem of over-specification. We discuss how the extent of manual effort

involved in the two approaches relate to these problems, and how we can attempt

to solve them.

4.3.1 Composition

The correctness theorems we described characterize an entire program. In prac-

tice, we often want to verify a program component, for instance a subroutine. The

proof styles (and indeed, the correctness statements) as we described above, are not

suitable for application to individual program components. The disturbing element

in the correctness characterization stems from the fact that postconditions are at-

tached only to halting states. The definition of halting specifies program termination

in a very strong sense; as lemma 3 shows, running from a halting state for any

number of steps must leave the machine at the same state. This is an effective char-
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acterization of a terminating program. The theory of computation and the Turing

machine model are based on this view. But it does not provide a characterization

of “exit from a program component”. After exiting the execution of a subroutine,

a program does not halt, but merely returns the control to the calling routine. We

must generalize the correctness theorems (and proof styles) so that we can attach

postconditions to the exitpoints of components like subroutines.

Suppose for the moment that we have actually achieved this generalization

of the correctness theorems so that postconditions can be attached to exitpoints of

components, and assume that the two proof styles are generalized to reason about

subroutines in some way as well. (We will see such a way in the next chapter in

Section 5.2.) A brief reflection suggests that we want more. Step invariants and

clock functions are very different approaches, as we saw from the illustration of the

simple example, and one or the other is probably more natural to come up with

for a given component. We want to be able to verify individual subroutines using

the style that is most natural for that subroutine, and then be able to compose the

results to the correctness theorems for an entire program when necessary. As an

example of a situation where this might be useful, assume that we have implemented

a collection of subroutines to manipulate a Binary Search Tree (BST) data structure.

Assume that two of the subroutines are (i) create() that creates (initializes) an

empty BST, and (ii) insert-n(els, B), that inserts a list els of n elements to an

already existing BST B. We might want to prove for each of these subroutines that

the resulting structure is indeed a Binary Search Tree. The verification of create

is probably easier to do using clock functions. Initialization routines often involve a

constant number of steps (that is, are loop-free) and hence we can define the clock
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by just counting the steps without resorting to induction; but coming up with a step

invariant usually involves a very clear understanding of the operational details of

each instruction. On the other hand, it is probably easier to use step invariants to

verify insert-n, by proving that the Binary Search Tree structure is preserved after

every single insertion of the elements of els. But given these two proofs, how do we

formally tie them together into a proof of correctness of a program that first calls

create and then insert-n? We want to be able to reuse the proofs of components

in some way, at the same time allowing the user the freedom to verify a component

using the proof style that is best for the component alone.

This seems to be difficult to do in general, since the two proof styles are so

different in appearance. As we remarked, one is about attaching assertions while

the other is about attaching functions that count steps. Is it possible to view a

clock function proof as a step invariant one and vice versa? Are the two styles really

the same at some level, or fundamentally different? If they are really the same, for

instance if it is possible to turn a step invariant proof of a component into a clock

proof and vice versa, then we might have a uniform proof framework in which we

can study how to compose the proofs of subroutines automatically.

In Chapter 5, we provide answers to these questions. We show that clock

functions and step invariants are indeed equivalent despite appearances, in the sense

that a proof in one style can be mechanically translated to a proof in the other.

We will also show how each framework can be generalized to talk about proofs

of program components, and discuss how we can compose the proofs of individual

components to the proof of their composition.
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4.3.2 Over-specification

Both the step invariant and clock function proofs of our simple program seem to

require a substantial amount of “unnecessary” manual work. For instance, consider

the step invariant proof. We needed to attach assertions to every value of the

program counter. Contrast this situation with what is enjoyed by someone who

uses axiomatic semantics and assertions. As we saw in Chapter 2, the user was

required to attach assertions only to certain cutpoints which correspond to the

entry and exit of the basic blocks of the program. The Hoare axioms could be used

to derive (using a VCG) the verification conditions which implied the postcondition

at the program exit. The clock functions approach suffers from a similar defect. We

placed assertions only at “cutpoints” — the theorem above characterizing the loop

can be thought of as specifying some kind of loop invariant — but we also had to

define a clock and needed to show that the function terminates. The termination

argument was required for logical reasons, namely to satisfy the definitional principle,

and apparently forced us to prove termination of the loop even when only a partial

correctness theorem was desired. Of course, we can get the automation of a VCG by

simply implementing one and verifying it with respect to the operational semantics.

But as we remarked before, that needs substantial manual effort and the verification

needs to be done for every single programming language that we want to deal with.

We show how to circumvent this limitation in Chapter 6. We show that it

is possible to get the correctness theorem as desired by the operational semantics,

by attaching assertions to the user-chosen cutpoints, as one would do if one were

using assertional reasoning. From these assertions the verification conditions can

be generated by symbolic simulation of the operational model. Furthermore, by
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proving certain theorems, we can make the theorem prover itself act as a symbolic

simulator. Thus we can get both the clarity and conciseness of operational semantics

and the benefits of automation provided by VCG without requiring the construction,

let alone verification, of a VCG.

4.4 Summary

We have shown how sequential programs are modeled using operational semantics,

what correctness theorems we want to prove about them, and how deductive meth-

ods are used to derive such theorems. We have also identified some deficiencies of

the traditional verification approaches.

4.5 Bibliographic Notes

McCarthy [McC62] introduced operational semantics. The operational approach for

reasoning about programs has since been extensively used in the theorem proving

community. It has been particularly popular in the Boyer-Moore theorem provers,

namely Nqthm and ACL2. All code proofs that we are aware of in Nqthm and

ACL2, including the systems mentioned in the bibliographic notes of Chapter 3,

have involved operational semantics. Liu and Moore’s model of the JVM [LM03]

is possibly one of the largest formalized operational models, with about 700 pages

of formal definitions. Operational models are also popular among other theorem

provers. Significant projects involving operational semantics in HOL include Nor-

rish’s formalization of the semantics of C [Nor98], and Strecker’s models of Java

and the JVM [Str02]. In PVS, operational semantics have been used to model UML
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state charts [HR04].

Proofs of operational models have involved either step invariants and clock

functions, or the modeling and verification of a VCG to discharge the assertional

proof obligations. See the bibliographic notes for Chapters 5 and 6 for detailed

references on such proofs.
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Chapter 5

Mixing Step Invariant and

Clock Function Proofs

In this chapter, we will see how we can mix step invariant and clock function proofs

for sequential programs modeled using an operational semantics. In other words, we

want to be able to use the step invariant approach for one procedure, and the clock

functions approach for the other, and then somehow use these individual verification

results to prove the correctness of a program that (say) sequentially calls the two

procedures.

To do this, we will first show that the two proof styles are equivalent. That

will let us think of a step invartiant proof as a clock proof and vice versa. We will

then generalize the verification framework so that we can reason about program

components, and finally, we will see how the equivalence lets us reuse the proofs of

the different components to a proof of their composition.
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5.1 Proof Style Equivalence

To prove that the two proof styles are equivalent, we will show how, given theo-

rems that satisfy the proof obligations for one style, we can mechanically produce

a collection of theorems that satisfy the obligations of the other style. The equiv-

alence holds independently of the actual definitions of the operational semantics or

the precondition and postcondition involved in the proof obligation. In ACL2, we

achieve this via the encapsulation principle; that is, we model the “step invariant

style” for total (resp., partial) correctness by encapsulated functions step, pre, post,

inv, and r axiomatized to satisfy obligations I1-I5 (resp., I1-I3). Similarly we model

the “clock function style” by encapsulated functions step, pre, post, and clock, ax-

iomatized to satisfy obligations TC1 and TC2 (resp., PC1 and PC2). Given an

encapsulated model of one proof style we will derive the proof obligations for the

other.

5.1.1 Step Invariants to Clock Functions

Suppose we are given a step invariant proof of total correctness of an operational

semantics, that is, we are given an operational semantics modeled as a function step,

precondition and postcondition given by functions pre and post, and two functions

inv and r so that the formulas I1-I5 are theorems. How do we define a clock so that

TC1 and TC2 are theorems? The following definition “works”.

clock(s) ,

 s if halting(s) ∨ ¬inv(s)

1 + clock(step(s)) otherwise

The crucial observation is that the function clock is admissible via the definitional

Principle given I1-I5. In particular, I4 and I5 serve as measure conjectures to show
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that the sequence of recursive calls terminates. Given the definition of clock, we can

now show that TC1 and TC2 are theorems. The following lemma comes in handy.

Lemma 4 inv(s) ⇒ halting(run(s, clock(s)))

Lemma 4 says that for any state s satisfying inv, run(s, clock(s)) must be a halting

state; it can be proved by induction based on the function clock. TC1 now follows

from I1.

To prove TC2, note that from Lemma 2 (page 66) we know that if s satisfies

inv then run(s, n) satisfies inv too, for all n. In particular, therefore, run(s, clock(s))

must satisfy inv. Thus, by I1 and lemma 4, if s satisfies pre then run(s, clock(s))

satisfies both inv and halting. TC2 now follows from I3.

The argument above critically depends on our ability to define the function

clock. This is easy to do in case of total correctness, where the well-foundedness

arguments for the step invariant proof provides the measure arguments allowing us

to define the function clock using the definitional principle. The situation is a bit

subtle for partial correctness, where there may be no such measure. To define clock

for partial correctness, we invoke the defchoose principle as follows:

h(s) , ∃n : halting(run(s, n))

clock(s) , with(s)

Thus, given a state s, if there exists some n such that run(s, n) is halting, then the

state run(s, clock(s)) must be halting too. Notice that PC1 requires that if some

halting state is reachable from a state s satisfying pre, then run(s, clock(s)) must be

a halting state; PC1 therefore follows directly from this definition of clock. Finally,

PC2 can be derived by exactly the same argument as we used to derive TC2 for

total correctness.
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5.1.2 Clock Functions to Step Invariants

To obtain a step invariant proof from clock functions, we define the function inv

expressing the following property: A state s satisfies inv if and only if s is reach-

able from some state satisfying pre. We can express this property by the following

quantified predicate:

inv(s) , ∃〈s0, n〉 : (pre(s0) ∧ (s = run(s0, n)))

Given this definition of inv, I1 and I2 are trivial. Further, PC2 (resp., TC2)

guarantee that if a halting state is reachable from a state s satisfying pre, then

there is at least one such halting state, namely the state run(s, clock(s)) must also

satisfy post. However, if indeed a halting state is reachable from s, then by lemma 3

(page 67) the halting state must be unique. Thus every halting state reachable from

s must be equal to run(s, clock(s)); I3 is therefore valid.

For total correctness I4 and I5 require that we must also show that we can

define a ranking function r. We define r by determining the number of steps to

reach a halting state:

r-aux(s, i, c) ,

 nfix(i) if halting(s) ∨ ¬natp(i) ∨ ¬natp(c) ∨ (i > c)

r-aux(step(s), i+ 1, c) otherwise

r(s) , r-aux(s, 0, clock(s))

The exact reason why we define r (and more specifically r-aux) this way has got to do

with the fact that it must be admissible via the definitional principle. The measures

we need to use for the admission is not germane to our discussion; suffice it to say

that it is admissible. What is relevant to us here is that r returns a natural number,

and does count the minimum number of steps from s to a halting state. Thus for any

state s reachable from some pre state s0, if s is not halting, then r(step(s)) < r(s)
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(and in fact r(step(s)) is equal to r(s) − 1). Since 〈natp, <〉 defines a well-founded

structure, it follows that I4 and I5 are valid for inv and r as defined.

5.2 Generalized Proof Styles

The equivalence shown in the previous section provides “mental satisfaction” that

the step invariant and clock functions approach are equivalent. But they do not as

yet provide a way of reasoning about different program components using different

approaches. As we remarked in Chapter 4 (page 72), we need to somehow replace the

function halting in the framework with the concept of returning from a subroutine.

First, let us assume that the precondition pre is defined so that if s satisfies

pre then s must be poised to execute the procedure of interest. For example if the

range of program counter values for the procedure is {π0, π1, . . . , πk}, with π0 being

the starting value, then we simply conjoin the term (pc(s) = π0) in the definition

of pre(s) so that pre(s) ⇒ (pc(s) = π0) is a theorem. We can also define a unary

function exit so that exit(s) returns T if and only if the program control has exited

the procedure. Again this is easy to do, by just characterizing the program counter

values. For instance in the above example of program counters, we can define exit

as follows.

exit(s) , (pc(s) /∈ {π0, π1, . . . , πk})

Here we assume that the function “/∈” has been appropriately defined to be inter-

preted as the negation of set membership.

Given the discussion above, a tempting suggestion might be to simply change

the proof obligations for the two approaches by replacing the function halting with

exit. Thus, for example, we will replace TC2 with the following proof obligation:

pre(s) ⇒ exit(run(s, clock(s)))
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A slight reflection will indicate however that this naive modification of proof obli-

gations does not suffice. The problem is that the proof obligations do not require

the entries and exits of a subroutine to match up. Consider a program consisting of

procedures A and B, which alternately goes on calling A and B in succession. Consider

reasoning about the correctness of A. We should then define exit to characterize the

return of program control from A and attach the postcondition to the exit states.

Unfortunately, given a pre state s, a number of (in this case infinitely many) exit

states are reachable from s. Hence the proof obligations do not prevent us from

specifying a clock that counts the number of steps from a pre state to the second exit

state in the execution sequence of the program.

The observations above suggest that the proof obligations need to be slightly

modified so that the postcondition is attached to the first exit state reachable from a

pre state. This is easy for the clock functions approach. Here are the “generalized”

proof obligations for total correctness.

GTC1: pre(s) ⇒ exit(run(s, clock(s)))

GTC2: pre(s) ⇒ post(run(s, clock(s)))

GTC3: natp(clock(s))

GTC4: natp(n) ∧ pre(s) ∧ exit(run(s, n)) ⇒ (n ≥ clock(s))

Obligations GTC1 and GTC2 are merely rewording of TC1 and TC2 respec-

tively using exit instead of halting states. GTC3 and GTC4 “make sure” that the

function clock counts the minimal number of steps to the first exit state. As usual,

for partial correctness we will weaken the obligations by the additional hypothesis

exit(run(s, n)). The partial correctness obligations are shown below.

GPC1: pre(s) ∧ exit(run(s, n)) ⇒ exit(run(s, clock(s)))

GPC2: pre(s) ∧ exit(run(s, n)) ⇒ post(run(s, clock(s)))
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GPC3: pre(s) ⇒ ¬exit(s)

GPC4: exit(run(s.n)) ⇒ natp(clock(s))

GPC5: natp(n) ∧ pre(s) ∧ exit(run(s, n)) ⇒ (n ≥ clock(s))

How do we generalize the step invariant approach to specify correctness of

program components? The issues with step invariants (not surprisingly) involve the

strength of obligation I2. Notice that I2 requires us to come up with a function

inv which “persists” along every step of the execution, irrespective of whether the

control is in the program component of interest or not. We therefore weaken I2

requiring it only to persist when the program control is in the procedure of interest,

that is, until the first exit state is reached. The modified step invariant obligations

are shown below. The obligations GI1-GI3 are for partial correctness, and GI4

and GI5 are additionally required for total correctness.

GI1: pre(s) ⇒ inv(s)

GI2: inv(s) ∧ ¬exit(s) ⇒ inv(step(s))

GI3: inv(s) ∧ exit(s) ⇒ post(s)

GI4: o-p≺(r(s))

GI5: inv(s) ∧ ¬exit(s) ⇒ r(step(s)) ≺ r(s)

Are our proofs of equivalence generalizable too? The answer is “yes”. The proof of

equivalence for the generalized framework follows exactly the same reasoning as the

original one, that is, we transform a step invariant proof to a clock function proof

by defining a clock that counts the number of steps to the first exit state, and we

transform clock functions proofs to step invariants by defining an inv that posits

that s is reachable from some state satisfying pre. Of course the exact definitions

are a little more subtle; for example inv(s) must posit not only that s is reachable
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from some state s0 satisfying pre but also that there is no exit state in the path

between s0 and s. But the crux of the proof is exactly the same.

The skeptical reader might ask if the idea of attaching postconditions to the

first exit state is general enough. In particular, can the framework be used to reason

about recursive procedures? A recursive procedure A might call itself several times,

and the returns occur in the opposite order of calls. That is, the last call of A

returns first. Hence if exit merely stipulates that the values of the program counter

is associated with the return of the procedure A, then by attaching the postcondition

to the first exit states we are presumably matching the wrong calls!

The objection is indeed legitimate if exit were only stipulated to be a function

of the program counter. In fact that is the reason why we allow exit to be a function

of the entire machine state. Our framework imposes no restriction on the form

of exit other than that it be an admissible function. With this generalization, we

can easily reason about recursive and iterative procedures. We will encounter a

recursive procedure and reason about it in Chapter 6. To match up the calls and

returns of recursive procedures, we simply define exit so as to characterize not only

the program counter values but also the stack of return addresses.

We have surveyed several proofs of operational semantics in ACL2, including

proofs about the JVM model in ACL2 [Moo99b, Moo03c, LM03]. For all the non-

trivial programs, the verification could be decomposed into proofs of components,

and reasoning about each component could be accomplished by our framework.
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5.3 Verifying Program Components

Given the generalized reasoning approach for program components, we now turn to

the problem of verifying composition of components. For simplicity we here consider

only sequential composition. That is, assume that we have proved total (partial)

correctness of two components A and B, and consider a program that sequentially

executes the two components. How do we mechanically produce a proof of correct-

ness of the program? Note that other more non-trivial compositions can be built

out of sequential compositions.

Since the step invariant and clock functions approaches are shown to be

equivalent we can assume without loss of generality that the proof of each compo-

nent has been carried out using the clock functions method. Let preA, postA, exitA,

and clockA be the precondition, postcondition, exit point characterization, and clock

function for the component A, and preB, postB, exitB, and clockB be the correspond-

ing functions for component B in the clock function proof. We need the following

two additional proof obligations that stipulates that the program executes B after

executing A, and the preA states are not exitB states.

Comp1: exitA(s) ∧ postA ⇒ preB(s)

Comp2: preA(s) ⇒ ¬exitB(s)

We now define the following clock to count the number of steps from a state satisfying

preA to a state satisfying postB.

clock(s) , clockA(s) + clockB(run(s, clockA(s)))

We can now prove that running for clock(s) number of steps from a state s satisfying

preA will reach an exitB state satisfying post. Using lemma 1 that we proved about

composition of runs (page 64), we can prove the following theorems that characterize
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properties of total correctness of the composition.

preA(s) ⇒ exitB(run(s, clock(s)))

preA(s) ⇒ postB(run(s, clock(s)))

Similar theorems can be proved for partial correctness if every component has been

proven partially correct. The partial correctness theorems additionally contain hy-

potheses saying that an exitA state is reachable from s and an exitB state is reachable

from run(s, clockA(s)).

So have we achieved composition? The answer is “almost”. Recall that to

prove the correctness of the composition, we must prove all the obligations stipulated

in GTC1-GTC4 (resp., GPC1-GPC4). The key problem is the “minimality

obligation” stipulated as GTC4 (resp., GTC4). The problems are simple but

draconian. Assume that from some state s satisfying preA it is possible first to

“jump” to a state s′ satisfying exitB and then to “jump back” to continue execution

until some exitA is reached. Presumably an exitB state might not also be an exitA state

and thus the minimality obligation for clocks is violated. It should be clear that the

postcondition cannot be asserted for s′ even though we have proved that each of A

and B is individually correct using total (resp., partial) correctness conditions.

There are several solutions out of this draconian possibility. The solution we

employ is to “expand” the notion of exit states, so that any state p which executes

a program instruction outside the component of interest satisfies exit. This is easy

to achieve in practice by characterizing the exit states to stipulate that the program

counter is outside the range of interest.1 With this extension on the notion of exit

1The suggestion for this simple solution was given to the author by John Matthews in a private
communication on February 21, 2005. The author acknowledges the contribution with gratitude.
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states, we can compose proofs of program components mechanically by generating

a “composite” clock.

5.4 Mechanically Switching Proof Styles

In mechanically deriving the equivalence of the different proof styles we have used

the encapsulation principle to model each style. That is, we modeled a style by

stipulating the existence of functions pre, post, etc. constrained to satisfy the obli-

gations of that style, and proved that the obligations of the other style can be derived

from these constraints. Because of the use of encapsulation, we can now function-

ally instantiate the derivation of the mechanical transformation to transform a step

invariant proof of a concrete program fragment to a clock function proof and vice

versa. Indeed, the mechanical transformation can be completely automated in ACL2

by macros.

We have not talked about macros or any other programming features in our

overview of ACL2 in Chapter 3. We will do so briefly now. In Lisp and ACL2 (and in

other programming languages), macros provide ways of transforming expressions. In

ACL2, we can use macros that expand to functions definitions, formulas, theorems,

etc. For instance we can write a macro that takes a function symbol f , a list

of arguments x1 . . . xn and a term τ and generates a definition f(x1, . . . , xn) , τ

(as long as such a definition is admissible). Macros are suitable as shorthands to

program different proof strategies in ACL2.

How do we use macros to automate the transformation of a step invariant

proof to a clock function? Assume that the concrete operational semantics are

given by the function stepc, and the precondition, postcondition, step invariant, exit
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point characterization, and ranking function used in a step invariant proof of total

correctness of the component are prec, postc, invc, exitc, and rc respectively. Suppose

we now want to generate a clock function proof of the same component mechanically.

We can of course mechanically generate the function clockc to be used as the clock

function. We then must prove the clock function proof obligations GTC1-GTC5.

Consider the proof of GTC1 for this program. We must prove the formula:

prec(s) ⇒ exitc(runc(s, clockc(s)))

To prove this, we will appeal to the generic version of this theorem by instantiating

the generic functions pre, post, etc., with the concrete versions, namely prec, postc,

etc., respectively. To successfully carry out the functional instantiation, the con-

straints on the generic functions must be satisfied by the concrete ones. But these

constraints are merely the obligations (in this case) for a step invariant proof of total

correctness which have been already proven for the concrete ones!

Our macros, which are available with the ACL2 distribution, simply auto-

mate this functional instantiation. The actual implementations of the macros are

more elaborate, for example to ensure that the proof of the concrete instantiation is

always automatic, but the key approach is to generate concrete theorems from the

constrained ones by functional instantiation of the generic proofs.

5.5 Summary and Comments

We have shown that the two proof styles, namely step invariants and clock functions,

are logically equivalent in that proofs in one can be mechanically transformed to

proofs in the other. We have also shown that the two styles can be generalized uni-

formly to reason about program components, and proofs of individual components
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can be composed. The results are not mathematically deep; careful formalization

of the question essentially leads to the answer. Nevertheless, the question has been

asked informally too often, since it was (erroneously) believed that clock function

proofs require reasoning about efficiency of the program in addition to correctness,

while step invariant proofs do not. We have shown that such informal beliefs are

flawed. In addition, our proofs and transformation tools free the user of theorem

proving from strict adherence of a single style to prove each program component.

As we discussed in Chapter 4, some style might be more natural or easier to apply

for reasoning about a particular component, notwithstanding the logical equivalence

of the methods. The user now can choose the style most suitable for the component

of interest.

We should note that the proof styles are applicable to operational semantics

alone. If programs are modeled via other semantics, for example axiomatic seman-

tics, then the styles and hence the transformation tools are not useful. In Chapter 6,

we will see how to mimic the assertion-based reasoning used in axiomatic semantics

within the operational domain. In particular, we will see how we can derive clock

function proofs based on assertional reasoning. But the presence of operational se-

mantics is imperative for all the results, and indeed for being able to treat programs

as formal objects inside a classical mathematical logic. It should also be noted

that while we can compose proofs of individual components to automatically derive

the proof of correctness of a complete program, as we compose a large number of

component proofs the actual definition of the composite clock (or, as mechanically

translated, the step invariant and ranking function) becomes more complicated. We

are not usually concerned with the efficiency with which the clock function is eval-
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uated; it generally serves only to establish that there exists a suitable number of

steps and we only care about how to define the function within the logic and how

to reason about it. But if the efficiency of evaluating clock functions becomes our

concern then we will have to look for “simplification” of the clock function. For

reference, Golden [private communication] uses certain theorem proving techniques

to simplify such clocks.

There is one other related observation that is worth making. One might

wonder, although the proof styles are equivalent, how much stronger are they than

the actual correctness obligation we discussed in Chapter 4? In other words, are

step invariants and clock functions just ways to prove a (maybe) stronger property

than the correctness theorems we desired? Recent results by Kaufmann [private

communication] show that this is not so. In fact Kaufmann shows that it is possible

to mechanically generate a clock function (and hence a step invariant) from the

correctness theorem as we formalized. Thus step invariants and clock functions are

ways of merely seeing the correctness theorems in a different light, in a way that

is more amenable to mechanical proof, and the equivalences we established can be

seen as ways of formally composing the correctness theorems of different program

components.

It is also important to note that our ability to prove the equivalence theo-

rems and hence, the mechanical transformation tools, depends crucially on the use

of quantification, that is, the defchoose principle. The defchoose principle, and more

specifically, the use of quantification and the so-called “non-constructive” arguments

are often overlooked while doing theorem proving, especially in a quantifier-free the-

orem prover like ACL2, where the emphasis is more on defining recursive functions
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and proving theorems about them by induction. Indeed, it is the author’s contention

that the traditional misunderstanding of the expressiveness of clock function proofs

in ACL2 and their relation with step invariants has been mainly due to the disin-

clination of most ACL2 users to think in terms of quantification. We think it is not

possible to derive the equivalence between the two styles in a logic without first or-

der quantifiers, even though proofs in both styles can be carried out in such a logic.

While recursive functions and inductive proofs play to the strength of the theorem

prover, we have found many situations in which thinking in non-constructive terms

yields simple theorems and proof obligations. In this dissertation we will see several

instances of the use of quantification, particularly in Part III when we reason about

reactive systems.

5.6 Bibliographic Notes

Step invariants have been widely used in the formal verification community to rea-

son about programs. Clock functions have been used relatively less, but is prob-

ably more common in reasoning about operational semantics. Since operational

semantics are advocated by Boyer-Moore style theorem proving, clock functions

have found applications in both Nqthm and ACL2. All the proofs in the verifica-

tion of the different components of the CLI stack [Hun94, Bev87, You88, Moo96],

Yu’s proofs of Berkeley C-string library [Yu92, BY96], and proofs of JVM byte-

codes [Moo99b, Moo03c, LM04] involve clock functions. Relatively few researchers

outside this community have used clock functions, though there have been some

proofs done with PVS [Wil97]. The reason is possibly that relatively few researchers

outside the Boyer-Moore community have done proofs of large programs based on
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operational semantics. Grievances and concerns were, however, typically expressed

about clock functions in private communications and conference question-answer

sessions, and there was a nagging feeling that the method was somehow different

from step invariants. The absence of published analysis of clock functions and the

presence of this “nagging feeling” have been confirmed by both a comprehensive

literature search and discussion with authors of other theorem provers.

The results described here have been accomplished in collaboration with

J Strother Moore, and a shorter account has been published in a previous pa-

per [RM04]. The presentation here uses some of the text from that paper with

permission from Moore.
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Chapter 6

Operational Semantics and

Assertional Reasoning

In the last chapter, we saw how to remove the deficiency of lack of compositionality

in theorem proving approaches to reason about sequential programs modeled using

operational semantics. The work in this chapter aims to remove the deficiency we

identified, namely over-specification. In particular, we want to be able to derive both

total and partial correctness proofs of operational semantics by requiring the user to

attach no more assertions than what the user of assertional reasoning and axiomatic

semantics would do. But we want to achieve this effect without implementing and

verifying a VCG.

How do we do it? We again resort to the expressive power of theorem proving.

Expressiveness afforded by quantification allowed us to mix different proof styles.

Expressiveness afforded by our ability to admit tail-recursive partial functions will

let us incorporate assertional reasoning. In particular, we will define a tail-recursive
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function that counts the number of steps from one cutpoint to the next. We will show

how we can prove certain theorems about this function which enable us to derive the

proof obligations involved in assertional reasoning by symbolic simulation. Further,

it will be possible to use a theorem prover itself for symbolic simulation with no

necessity for any external VCG.

6.1 Cutpoints, Assertions, and VCG Guarantees

To describe how we achieve the above, we first need to understand how assertional

reasoning actually works, and the relationship of the VCG guarantees with oper-

ational semantics. We will then understand how we can mimic the workings of a

VCG via symbolic simulation of the operational model.

Recall from our illustration in Chapter 4 that a step invariant proof involves

attaching assertions to all values of the program counter (or equivalently, with all

states reachable by the machine while executing the program). In using assertions,

instead, we attach assertions to certain specific states which are often referred to

as cutpoints. The cutpoints are simply states which are poised to execute the entry

and exit of the basic blocks of the program, such as entry points for loops and

procedure calls and returns. Such states are typically characterized by the value of

the program counter, although additional state components such as the configuration

of the return address stack, etc., are relevant for recursive procedures. As we showed

in Chapter 2, the cutpoints for our one-loop program in Figure 2.1 are given by the

program counter values 1 (entry to the program), 3 (entry to the loop), and 7 (exit

from the program).

Let us abstract the details of the specific cutpoints for a program and assume
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that we can define a unary predicate cutpoint so that cutpoint(s) returns T if s is

a cutpoint and NIL otherwise. So for our example, the function will be defined as

follows:

cutpoint(s) , (pc(s) = 1) ∨ (pc(s) = 3) ∨ (pc(s) = 7)

To apply assertional reasoning, we must now attach assertions to the cutpoints.

The concept of attaching assertions can be formalized by a unary function assertion.

Using this function we can succinctly represent the assertions for our simple program

example as follows:

assertion(s) ,


prog-loaded(s) if pc(s) = 1

prog-loaded(s) ∧ (X(s) + Y (s) = 10) if pc(s) = 3

X(s) = 10 otherwise

Note that other than the addition of the predicate prog-loaded, the assertions are

exactly the same as the ones we showed in Figure 2.1 for the axiomatic semantics.

Assume now that we have a formal model of an operational semantics given

by a function step, and we have defined two functions cutpoint and assertion as above

that allow us to attach assertions to cutpoints. To achieve assertional reasoning using

symbolic simulation, we will define a function csteps that “counts” the number of

steps from a state to its nearest following cutpoint.

csteps-aux(s, i) ,

 i if cutpoint(s)

csteps-aux(step(s), i+ 1) otherwise

csteps(s) , csteps-aux(s, 0)

Of course the crucial question is why the function csteps-aux would be admissible. To

admit it under the definitional principle we would need to show that some measure

decreases along the recursive call, which will be (as we discussed) equivalent to

showing that the program terminates when initiated from all states, indeed even

states that do not satisfy the precondition.
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The answer comes from recent work by Manolios and Moore [MM03]. Briefly,

what they show is that any function axiomatized by a tail-recursive equation is ad-

missible in ACL2. That is, assume that we wish to extend a theory T by introducing

an axiom as follows:

f(x) =

 α(x) if β(x)

f(γ(x)) otherwise

Here α, β, and γ are assumed to be any terms expressible in T . Then it is possible

to find a witness for f using the defchoose principle, that satisfies the above axiom.

Thus we can extend T with the above axiom.

As a consequence of this result, and with the observation that csteps-aux is

tail-recursive, we can introduce this function. Notice that if s is a state such that

no cutpoint is reachable from s, then the return value of csteps(s) is not specified by

the defining axiom.

We can now formalize the concept of the “next cutpoint reachable from a

state”. To do this, we first fix a “dummy state” dummy() such that if there is a

state which is not a cutpoint, then dummy() is not a cutpoint. This is easy to do

using the choice principle as follows:

D-exists() , ∃s : ¬cutpoint(s)

dummy() , witD-exists()

We can now define the function nextc below such that for any state s, nextc(s)

returns the closest cutpoint following s.

nextc(s) ,

 run(s, csteps(s)) if cutpoint(run(s, csteps(s)))

dummy() otherwise

Given functions cutpoint, assertion, and nextc, the formulas AR1-AR4 below are

formal renditions of the VCG guarantees. In particular, AR4 stipulates that if
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some cutpoint s that is not an exit state satisfies assertion, then the next cutpoint

encountered in an execution from s must also satisfy assertion.

AR1: pre(s) ⇒ cutpoint(s) ∧ assertion(s)

AR2: exit(s) ⇒ cutpoint(s)

AR3: exit(s) ∧ assertion(s) ⇒ post(s)

AR4: cutpoint(s) ∧ assertion(s) ∧ ¬exit(s) ⇒ assertion(nextc(step(s)))

Before proceeding further, let us reassure ourselves that we can prove partial cor-

rectness given AR1-AR4. We show partial correctness by defining a clock, and

showing the proof obligations GPC1-GPC4. The following definition will do the

job:

exitsteps(s, i) ,

 i if exit(s)

exitsteps(step(s), i+ 1) otherwise

clock(s) , exitsteps(s, 0)

Again, notice that by using tail-recursion, we have saved ourselves the requirement

of proving termination of the recursive axiom. It should be clear from the definition

of clock that if some exit state is reachable from a state s, then clock(s) returns the

first such exit state. We provide a proof sketch below for GCP1-GPC4, which is

abridged and paraphrased from the mechanical derivation.

Proof sketch of GPC1-GPC4: Note that if some exit state is reachable from s,

then clock(s) returns the number of steps from s to the first reachable exit state.

Hence the proof of GPC1, GCP3, and GPC4 are trivial. To prove GPC2, note

that by AR4, if some cutpoint s satisfies assertion, then every cutpoint reachable

from s satisfies assertion up to (and including) the first exit state. Since by AR1,
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a pre state satisfies assertion, it follows that the first exit state reachable from a pre

state satisfies assertion. GPC2 now follows from AR3.

The proof above shows that if indeed we can define functions cutpoint and assertion so

that AR1-AR4 are theorems, then the partial correctness follows. How about total

correctness? To obtain total correctness theorems we must also specify a ranking

function. Recall from our discussion of step invariants that we attached invariants

and ranking functions to all values of the program counter (or equivalently, all

reachable states). In assertional reasoning we are attempting to gain advantage

over the step invariant approach by attaching whatever we need to attach only

to cutpoints. With this view, assertions take the position of the step invariants.

When designing a ranking function r, we will only require it to decrease (according

to some well-founded relation) along cutpoints. The obligations AR5, AR6, and

AR7 below are the formalizations of termination condition in assertional reasoning.

AR5: o-p≺(r(s))

AR6: cutpoint(s) ∧ assertion(s) ∧ ¬exit(s) ⇒ r(nextc(step(s))) ≺ r(s)

AR7: cutpoint(s) ∧ assertion(s) ∧ ¬exit(s) ⇒ cutpoint(nextc(step(s)))

AR5 stipulates that “≺” is well-founded, and AR6 stipulates that the rank de-

creases along consecutive cutpoints as long as an exit state is not reached. The two

conditions therefore together attach well-founded ranks to the cutpoints. The in-

teresting new obligation is AR7, which says that if s is a cutpoint and not an exit

state, then nextc(step(s)) is actually a cutpoint. Why do we need this obligation?

Consider a hypothetical system that has only one pre state s and no cutpoint is

reachable from next(s). Given our definitions, nextc(step(s)) must return dummy()

which is not a cutpoint. (If dummy() were a cutpoint then by definition of dummy()

every state must be a cutpoint, including step(s).) However, suppose dummy() just
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happens to satisfy assertion, some exit state e is reachable from dummy(), and the

ranking function decreases from s to dummy() and along all cutpoint states from

dummy() to p. In that case our hypothetical system satisfies AR1-AR6, although

the system should not satisfy total correctness since no exit state is reachable from

the only pre state s. Notice that this obligation is not necessary for partial correct-

ness since partial correctness provides non-trivial guarantees only for pre states from

which some exit state is reachable.

The above discussion merely shows that coming up with a collection of proof

obligations for assertional reasoning based on operational semantics can be subtle,

and it is imperative to have a formal proof system to check that the proof obliga-

tions indeed do their job. Here is an abridged proof sketch paraphrased from the

mechanized version showing that AR1-AR6 do imply GTC1-GTC4.

Proof sketch of GTC1-GTC4: Since we have proven partial correctness, it suffices

to show that for every state s satisfying pre, there exists an exit state reachable from

s. By AR1 and AR7, we can show that for every non-exit cutpoint p reachable from

s, there is a subsequently reachable cutpoint p′. But, by well-foundedness, AR5,

and AR6 eventually one of these cutpoints must be an exit state.

6.2 VCG Guarantees and Symbolic Simulation

We have formalized the notion of VCG guarantees inside an operational semantics

via proof rules. But the reader might wonder how we will actually prove the obli-

gations AR1-AR4 (resp., AR1-AR6) without a VCG with any automation, given

an operational semantics. In this section we show how we achieve this. First we

prove the following two theorems, which we will call symbolic simulation rules.
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SSR1: ¬cutpoint(s) ⇒ nextc(s) = nextc(step(s))

SSR2: cutpoint(s) ⇒ nextc(s) = s

The theorems above are trivial by the definition of nextc. Let us now think about

them as rewrite rules with the equalities oriented from left to right. What happens?

Suppose we encounter the term nextc(p) where p is a state such that step(step(p)) is

the closest cutpoint reachable from p. Assuming that for every state s we encounter

we can ascertain whether s is a cutpoint or not, then SSR1 and SSR2 will let us

simplify nextc(p) to step(step(p)). Given any state p from which some cutpoint q is

reachable in a constant number of steps (and q is the nearest cutpoint from p), SSR1

and SSR2 thus let us simplify nextc(p) to q. Since this is done by expansion of the

state transition function of the operational model, by our discussion on page 55 it

is simply symbolic simulation. Notice now that the proof obligations for assertional

reasoning that involved crawling over the program (or equivalently, mentioned step in

our formalization of the VCG guarantees), namely AR4, AR6, and AR7, all involve

application of the function nextc on some argument! The discussion above therefore

shows that if whenever the proof obligations are required to be discharged for any

state p such that some cutpoint is reachable from p in a constant number of steps,

then SSR1 and SSR2 can be used to prove these obligations by simplifying nextc.

The rules in fact do just the “operational semantics equivalent” of crawling over the

program, namely, repeated expansion and simplification of the step function. The

rules thus exactly mimic the VCG reasoning without requiring the implementation

of a VCG.

It should be noted that the symbolic simulation rules can do the job with

a caveat: for every cutpoint p, the next cutpoint must be reachable in a constant
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number of steps; this condition is satisfied if the start and end of all basic blocks

in the program are classified as cutpoints. Otherwise simplification based on the

above rules will possibly fall into an infinite loop. This is exactly the behavior that

is expected in the corresponding situation by the user of a VCG.

Note that the proofs of GPC1-GPC4 (resp., GTC1-TGC4) and the sym-

bolic simulation rules SSR1 and SSR2 do not require the actual definitions of

step, pre, post, cutpoint, and exit, other than the obligations AR1-AR4 (resp.,

AR1-AR7). We carry out the mechanical derivation using the encapsulation prin-

ciple.1 That is, we constrain functions step, pre, post, etc., to satisfy AR1-AR4

(resp., AR1-AR7), and show that the correctness theorems can be derived from

the constraints. As we saw in the previous chapter, use of encapsulation affords the

possibility of creation of macros that functionally instantiate the generic proofs for

concrete system descriptions. We have created such a macro in ACL2, which will be

distributed with the ACL2 distribution. The macro constructs partial (resp., total)

correctness proofs of operationally modeled sequential programs using the following

recipe:

1. Mechanically generate the functions csteps, nextc,clock, etc., for the concrete model

and functionally instantiate theorems SSR1 and SSR2 for the generated functions.

2. Use the symbolic simulation rules and prove concrete versions of AR1-AR4 (resp.,

AR1-AR7).

3. Functionally instantiate the generic derivation of correctness theorems GPC1-GPC4

(resp., GTC1-GTC4) to complete the correctness proof.

1Although we describe the proofs in this dissertation in terms of the ACL2 logic, most of our
techniques are portable to other theorem provers. In particular, the derivation of assertional rea-
soning methods for operational semantics has been formalized by John Matthews in the Isabelle
theorem prover.
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100 pushsi 1 *start*
102 dup
103 dup
104 pop 20 fib0 := 1;
106 pop 21 fib1 := 1;
108 sub n := max(n-1,0);
109 dup *loop*
110 jumpz 127 if n == 0, goto *done*;
112 pushs 20
113 dup
115 pushs 21
117 add
118 pop 20 fib0 := fib0 + fib1;
120 pop 21 fib1 := fib0 (old value);
122 pushsi 1
124 sub n := max(n-1,0);
125 jump 109 goto *loop*;
127 pushs 20 *done*
129 add return fib0 + n;
130 halt *halt*

Figure 6.1: TINY Assembly Code Computing Fibonacci

6.3 Examples

We now apply the method outlined above to verify two illustrative programs on

two different machine models. The actual operational details of the machines are

irrelevant to our discussion, and the detailed definition of the different functions

specifying the semantics of the instructions in the models are omitted for brevity.

Instead, we describe the actions of the instructions in high-level pseudo-code as com-

ments. We chose these machines merely since their operations had been previously

formalized in ACL2 and the formal models were accessible to us.

6.3.1 An Iterative Program: Fibonacci on the TINY Machine

Consider the iterative assembly language program shown in Figure 6.1 to generate
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the k-th Fibonacci number. The k-th Fibonacci number is defined recursively as

follows:

fib(k) ,

 1 if zp(k) ∨ (k = 1)

fib(k − 1) + fib(k − 2) otherwise

Our program runs on TINY [GWH00], a stack-based operational machine model

with 32-bit word size. TINY has been developed at Rockwell Collins as an example

of an analyzable, high-speed simulator. The program is a compilation of the stan-

dard iterative implementation to compute the Fibonacci sequence. In Figure 6.1,

the program counter values for the loaded program are shown to the left of each

instruction, and pseudo-code for the high-level operations is shown at the extreme

right of the corresponding rows. The two most recently computed values of the

Fibonacci sequence are stored in memory addresses 20 and 21, and the loop counter

n is maintained on the stack. Each loop iteration puts the sum of these numbers in

address 20, and moves the old value of 20 to 21. Since TINY performs 32-bit integer

arithmetic, given a number k the program computes the low-order 32 bits of fib(k).

We designate the program counters for the cutpoints by symbols *start*, *loop*,

*done*, and *halt* for clarity. These values correspond to states in which the pro-

gram is poised to execute initiation, loop test, loop exit, and program termination

respectively. The functions pre, post, and exit for this model are as follows.

pre(k, s) , (pc(s) = ∗start∗) ∧ (tos(s) = k) ∧ natp(k) ∧ fib-loaded(s)

post(k, s) , (tos(s) = fix(fib(k)))

exit(s) , (pc(s) = ∗halt∗)

Here tos(s) returns the top of stack at state s, and fix(n) returns the low-order

32 bits of n. A state s satisfies fib-loaded if the program in Figure 6.1 is loaded

in the memory starting at location *start*. Predicates pre and post specify the
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Program Counter Assertions
*start* (tos(s) = k) ∧ natp(k) ∧ fib-loaded(s)
*loop* (nth(20,mem(s)) = fix(fib(k − tos(s)))) ∧ (tos(s) ≤ k)∧

(nth(21,mem(s)) = fix(fib(k − tos(s)− 1))) ∧ fib-loaded(s)
∧natp(tos(s)) ∧ natp(k)

*done* (nth(20,mem(s)) = fix(fib(k))) ∧ (tos(s) = 0) ∧ fib-loaded(s)
*halt* (tos(s) = fix(fib(k)))

Figure 6.2: Assertions for the Fibonacci Program on TINY

classical correctness conditions for a Fibonacci program: pre specifies that a 32-bit

non-negative integer k is at the top of stack at program initiation, and post specifies

that upon termination, fix(fib(k)) is at the top of the stack.

The assertions associated with the different cutpoints are shown in Figure 6.2.

The user of assertional reasoning will find them fairly traditional. The key assertion

is the loop invariant which specifies that the two most recently computed numbers

stored at addresses 20 and 21 are fix(fib(k − n)) and fix(fib(k − n− 1)) respectively,

where n is the loop count stored at the top of the stack when the control reaches

the loop test.

For total correctness, we also need to specify a ranking function. The ranking

function r we use maps the cutpoints to the set of ordinals below ε0. Note that for

this program it is possible to specify a ranking function that maps cutpoints to

natural numbers; ordinals are used merely for illustration. Function r is defined as:

r(s) ,

 0 if exit(s)

(ω ·o tos(s)) +o |∗halt∗ − pc(s)| otherwise

Here ·o and +o are functions that axiomatize the ordinal multiplication and addition

operations respectively. Informally, r can be viewed as a lexicographic ordering of

the loop count and the difference between the location *halt* and pc(s).

In verifying this program we provided only the functions pre, post, exit, r,
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class Factorial {
public static int fact (int n) {
if (n > 0) return n*fact(n-1);
else return 1;

}
}

Figure 6.3: Java Program for Computing Factorial

and assertion (the last one encoded as a collection of cases based on Figure 6.2) other

than of course libraries of previously proved theorems to reason about functions in-

volved in modeling TINY. Symbolic simulation based on our approach does the rest,

generating exactly the verification conditions as required by assertional reasoning.

For instance, one of the verification conditions is the following:

(nth(20,mem(s)) = fix(fib(k))) ∧ (tos(s) = 0) ∧ fib-loaded(s) ⇒ tos(push(20, s)) = fix(fib(k))

The condition stipulates that if assertion holds at *done* then it also holds at

*halt*. Any VCG for TINY, if implemented, will produce a corresponding condi-

tion. We achieve the same effect by symbolic simulation of the semantics.

6.3.2 A Recursive Program: Factorial on the JVM

We now briefly sketch the application of our method to verify JVM byte-codes for

the Java factorial method fact shown in Figure 6.3. The machine model we use

is M5 [Moo03c], which has been developed at the University of Texas to formally

reason about JVM byte-codes. M5 provides operational semantics for a significant

fragment of the JVM in ACL2. It specifies 138 byte-codes, and supports features

like invocation of static, special, and virtual methods, inheritance rules for method

resolution, multithreading, and synchronization via monitors. The byte-codes for

fact, shown in Figure 6.4, are produced by disassembling output of javac, and can
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Method int fact (int)
0 ILOAD_0 *start*
1 IFLE 12 if (n<=0) goto *done*
4 ILOAD_0
5 ILOAD_0
6 ICONST_1
7 ISUB
8 INVOKESTATIC #4 <Method int fact (int)> x:= fact(n-1)
11 IMUL x:= n*x
12 IRETURN *ret* return x
13 ICONST_1 *done*
14 IRETURN *base* return 1

Figure 6.4: M5 Byte-code for the Factorial Method

be loaded on to M5.

The factorial method is recursive. For recursive methods, the characteriza-

tion of cutpoints must take into account not only the program counter but also the

“depth” of recursive invocations. On the JVM, an invocation involves recording

the return address in the current call frame of the executing thread and pushing a

new call frame with the invoked method on the call stack. The formulas showing

the precondition, postcondition, assertions etc., for the fact method are large; we

content ourselves here with the English description below.

• The precondition specifies that some thread th is poised to execute the instructions

of the fact method invoked with some 32-bit integer argument n, the call stack of th

has height h, and the pc is at location labeled *start*.

• A state is a cutpoint if either (i) the call stack of th has height less than h (that is, the

initial invocation has been completed), or (ii) the pc is in one of the locations labeled

*start*, *ret*, or *base* (that is, the program is about to initiate execution of, or

return from, the current invocation).

• A state s is an exit state if the call stack of th has height less than h.

107



• The postcondition specifies that fix(mfact(n)) is on the top of the operand stack of

th, where mfact is the standard recursive definition of factorial we showed in page 51.

• Let the height of the call stack for th at some cutpoint be h′. If h′ < h, the assertions

specify merely that the postcondition holds. Otherwise, let i := (n − h′ + h). We

assert that (i) the top i frames in the call stack correspond to successive invocations

of fact, (ii) the return addresses are properly recorded on all the frames (other than

the frame being executed), and (iii) if the pc is at location *ret* or *base* (that is,

poised to return from the current frame), then fix(mfact(i)) is about to be returned.

The height of the call stack merely tracks the “recursion depth” of the execution.

Further, since the assertions involve characterization of the different call frames in

the call stack of the executing thread, one might be inclined to think that spec-

ification of assertions for recursive programs require careful consideration of the

operational details of the JVM. In fact, that is not the case. The key insight is

to recognize that the next instruction on a method invocation is not the following

instruction on the byte stream of the caller but the first instruction of the callee.

The instruction following the invocation is executed immediately after return from

the callee. Hence one only needs to ensure that (i) the assertions at invocation can

determine the execution of the callee, and (ii) the assertions at return can determine

the subsequent execution of the caller. However, for a recursive program the caller

and the callee are “copies” of the same method, and so the assertions must be a

symmetric characterization of all call frames invoked in the recursive call. For the

factorial program, the characterization is merely that in the i-th recursive call to

fact, the system computes fix(mfact(i)), and this value is returned from the callee

to the caller on return.

For termination, our ranking function maps each cutpoint s to an ordinal

108



representing the lexicographic pair consisting of the invocation argument for the

current call frame and the height of the call stack at s. Note that along the successive

recursive invocations of fact, the argument of the recursive calls decreases, while

along the successive returns, the depth of the call stack decreases.

6.4 Comparison with Related Approaches

Assertional reasoning has been used widely with theorem proving. There have been

a number of substantial projects focused on implementing a verified VCG to obtain

the fruits of assertional reasoning with operational semantics. This has been applied,

for instance, in the work of Mehta [MN03] to reason about pointers in Isabelle, and

Norrish [Nor98] to reason about C programs in HOL. The bibliographic notes in

Section 6.6 list some of these approaches.

Two recent research results in ACL2 that are most related to our approach

are the work of Moore [Moo03b] for reasoning about partial correctness of opera-

tional models, and the work of Matthews and Vroon [MV04b] for reasoning about

termination. To the knowledge of the author, these are the only previous approaches

which incorporate assertional reasoning in general-purpose theorem proving, with-

out requiring a verified VCG. Indeed, the research reported here is a culmination of

the joint desires of the author and the authors of these methods to devise a uniform

framework for reasoning about operational semantics using assertions. In this sec-

tion, we therefore look carefully at these previous approaches, and understand the

difference between them and the work presented here.

Moore’s method is geared towards deriving a partial correctness proof. He

makes use of tail-recursion to define a step invariant inv. In our terminology, the
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definition can be stated as follows:

inv(s) ,

 assertion(s) if cutpoint(s)

inv(step(s)) otherwise

The method then attempts to prove that inv is a step invariant. However, instead

of defining separate symbolic simulation rules as we did, it uses the definition of inv

itself. How does this work? Consider a cutpoint s that satisfies assertion. By the

definition of inv above, s must satisfy inv. If s is not an exit state then to prove the

step invariance of inv we must prove inv(step(s)). If step(s) is not a cutpoint, then

the definition of inv merely says that inv(step(s)) = inv(step(step(s))). Applying the

definition repeatedly will lead us simply to a term containing repeated composition

of steps until we reach a cutpoint. Say step(step(s)) is a cutpoint. Then the expansion

above leads us to the following proof obligation:

cutpoint(s) ∧ assertion(s) ⇒ assertion(step(step(s)))

Notice that this is simply our obligation AR4 for this case. The approach can be

used to prove partial correctness, when (as in our case and in any other situation

related to VCG based reasoning) for any cutpoint s, the next subsequent cutpoint

s′ is a constant number of steps away. However, this approach is not applicable

for proving total correctness. Why? Notice that the symbolic simulation rules in

this approach are “merely” by-products for showing that inv is a step invariant.

In particular, there is no symbolic simulation rule to determine the value of the

ranking function at s′, given the ranking function at s. We overcome this limitation

by constructing rules that compute s′ directly.

The method of Matthews and Vroon [MV04b] specifies symbolic simulation

rules similar to ours, based on tail-recursive clock functions, which are then used in

termination proofs. Our work differs in the formalization of assertions and cutpoints
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in the reasoning framework. Matthews and Vroon define a single function at-cutpoint

to characterize the cutpoints together with their assertions. This is applicable for

termination proofs but cannot be used for proving partial correctness. The problem

is that conflating assertions with cutpoints causes function nextc to “skip past”

cutpoints that do not satisfy their corresponding assertion, on their way to one that

does. However, one of those skipped cutpoints could be an exit state, and so the

postcondition can not be inferred. Thus partial correctness becomes unprovable.

Characterization of the cutpoints must be disentangled from the assertions in order

to verify partial and total correctness in a unified framework.

6.5 Summary

We have presented an approach based on symbolic simulation to incorporate asser-

tional reasoning to prove correctness of sequential programs modeled using opera-

tional semantics. No VCG is required, and manual construction of a step invariant

or clock function is not necessary. Instead the user annotates certain cutpoints of the

program with assertions. Symbolic simulation is used then to derive the verification

conditions as in fact a VCG would do, but directly from the operational model. Our

method thus achieves the clarity and concreteness of operational semantics together

with the ease of verification as afforded by assertional methods.

It is possible to think, as some researchers have done, that our symbolic

simulation rules SSR1 and SSR2 define a VCG. But if so, then it differs from a

traditional VCG in several ways. First, it is based on states rather than formulas.

Second, it is trivial compared to practical VCGs since it is intended to leverage on

the formal definition of the operational semantics inside the logic. By generating the
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verification conditions and discharging them on a case-by-case basis using symbolic

simulation, we provide a means of incorporating the VCG reasoning directly inside

the formal proof system without requiring any extra-logical tool.

6.6 Bibliographic Notes

The notion of assertions was made explicit in a classic paper by Floyd [Flo67], al-

though the idea of attaching assertions to program points appears much earlier, for

example in the work of Goldstein and von Neumann [GvN61], and Turing [Tur49].

Program logics were introduced by Hoare [Hoa69] to provide a formal basis for as-

sertional reasoning. Dijkstra [Dij75] introduced weakest preconditions and guarded

commands for the same purpose. King [Kin69] wrote the first mechanized VCG.

Implementations of VCGs abound in the program verification literature. Some of

the recent substantial projects involving complicated VCG constructions include

ESC/Java [DLNS98], proof carrying code [Nec98], SLAM [BR01], etc. The VCGs

constructed in all these projects have been built as extra-logical programs which gen-

erated verification conditions. The reliability of the VCG implementation is usually

assumed, in addition to the soundness of the theorem prover used in discharging the

proof obligations.

In theorem proving, VCGs have been defined and verified to render the as-

sertional reasoning formal in the logic of the theorem prover. Gloess [Glo99] uses a

verified VCG to derive the correctness of code proofs of an imperative language in

PVS. Homeier and Martin [HM95] verify VCGs for an imperative language in HOL.

Assertional methods have been applied, using a verified VCG, to reason about point-

ers in Isabelle [MN03], and C programs in HOL [Nor98].
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Moore [Moo03b] uses symbolic simulation to achieve the same effect as a

VCG inside an operational semantics in the context of partial correctness proofs.

Matthews and Vroon [MV04b] present a related approach to reason about termina-

tion. A comparison of the method presented here with these two approaches appears

in Section 6.4.

The work reported in this chapter has been done in collaboration with John

Matthews, J Strother Moore, and Daron Vroon. The description in this chapter has

been adapted by the author from a previous write-up on this work [MMRV05], with

permission from the other co-authors.

113



Part III

Verification of Reactive Systems
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Chapter 7

Reactive Systems

In the last part, we developed a generic verification methodology for reasoning about

sequential programs. Our framework succeeded in marrying the clarity and concise-

ness of operational semantics with the automation afforded by assertional reasoning

in a single unified deductive framework for reasoning about such systems. But se-

quential programs form only a small fragment of critical computing systems. Many

interesting systems, such as operating systems, microprocessors, banking systems,

traffic controllers, etc., are what are called reactive systems. In this part, we develop

verification methodologies for reasoning about such systems.

To develop such methodologies, we will do exactly what we did for sequential

programs. Namely, we will formalize the correctness statement we want to use, and

then define and prove several proof rules to facilitate the verification of systems.

In case of sequential programs, our formalization of correctness was the character-

ization of final (halting or exit) states of the machine in terms of postcondition,

and the proof rules involved codification of the VCG process, proof rules allowing
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transformation of different styles, and composition. That statement is inadequate

for reactive systems. We will formalize a different correctness statement for reactive

systems based on refinements, and we will derive a deductive recipe for proving such

correctness statement.

Why do we need a different correctness statement for reactive systems than

sequential programs? Sequential programs are characterized by finite executions.

Executions start from some initial (or pre) state, and after a sequence of steps, the

system reaches a final state. The postcondition is asserted only if a final state is

reached. This view of computation forms the basis of recursive function theory. In

contrast, reactive systems are characterized by non-terminating or infinite execu-

tions. Executions start from some initial state and then continue for ever, while

possibly receiving stimulus from some external environment. We cannot charac-

terize the system by properties of its halting states since there is no halting state.

Hence a verification methodology for reasoning about such systems must account

for behaviors of infinite computations.

One way to talk about executions of reactive systems is to relate them with

the executions of a “high-level model” called the specification system (S for short).

To distinguish S from the system we are interested in verifying, let us call the latter

the implementation system (I for short). The (infinite) executions of S define the

desirable (infinite) executions of I. Verification then entails a formal proof showing

that every execution of I can be appropriately viewed as some execution of S.

The above approach requires that we define some notion of correspondence

that can be used to relate the execution of I with those of S. The notion must be

such that it allows for specifications capturing the user’s intuitive idea of the desired
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behavior of the implementation. What kind of notion is appropriate? Our choice,

in effect, can be informally described as: “For every execution of I there exists an

execution of S that has the same visible behavior up to finite stuttering.” This notion

is well-studied and is referred to as stuttering trace containment [Lam83b, AL91].

We will see how we can formalize this notion effectively in ACL2, and how it affords

definition of intuitive specifications.

7.1 Modeling Reactive Systems

We will model a reactive system M by three functions, namely M.init, M.next, and

M.label, which can be interpreted as follows.

• M.init is a 0-ary function that returns the initial state of M .

• Given a state s and an input i, M.next(s, i) returns the next state of M .

• For any state s, M.label(s) returns the observation (or the visible component) of the

system in state s.

Notice that there is one major difference between our models of reactive systems and

those of sequential programs. Our next state function step in sequential program

models are unary, that is, a function of only the current state. This was appropriate

since most sequential programs (and certainly all that we reasoned about) are de-

terministic. However, non-determinism is one of the intrinsic features of a reactive

system. The second argument i of M.next represents both the external stimulus,

as well as the non-deterministic choice of the system. One way to think of it is to

view the external environment as “selecting” which of the possible next states the

system should transit to.
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The model above is closely related to the Kripke Structures that we discussed

briefly in Chapter 2. Indeed, representing systems by a tuple of “initial state”,

“transition” and “labels”, is taken from the Kripke Structure formalisms. There

are two key differences between our models and Kripke Structures. First, we model

the state transition as a function instead of a relation. Secondly, we do not provide

an explicit characterization of the set of states of the system, that is, a state can

be any object in the ACL2 universe. Nevertheless, it is easy to see that the two

formalizations are equivalent. For instance, given a state transition function next, a

transition relation can be defined as:

R(p, q) , (∃i : (next(p, i) = q))

As in the case of sequential programs, we will want to talk about the state of the

system after n transitions. Since the execution of a reactive system depends on

the stimulus it receives from the environment, the state reached after n transitions

depends on the sequence of stimuli the system receives on the way. Let stimulus be a

unary function such that stimulus(k) may be interpreted to be the stimulus received

by a system M at time k. We can then define the function M.exec[stimulus] below

(the reactive counterpart of the function run we defined for sequential programs)

which returns the state reached by the system M after n transitions given the input

sequence specified by stimulus.

M.exec[stimulus](n) ,

 M.init() if zp(n)

M.next(M.exec[stimulus](n− 1), stimulus(n− 1)) otherwise

Notice that we have chosen a weird name for the function; in particular, one that has

the name of another function in square brackets. We follow this convention to remind

ourselves that the functionM.exec[stimulus] depends on the definition of the function

stimulus. In this sense, the above definition should be considered to be a “definition

schema”. Given two different functions stimulus1 and stimulus2 defining two different
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input stimuli sequences, the above scheme provides two different definitions, namely

M.exec[stimulus1] and M.exec[stimulus2]. If the logic were more expressive, that is,

admitted the use of functions as parameters of other functions, then it would have

been possible to provide one single definitional equation by defining M.exec(env, n)

by a closed-form axiom. But the logic of ACL2 is first order, and hence functions

cannot be used as arguments of other functions.

There is one other useful (but trivial) observation which we will make use

of to formalize the notion of correctness for reactive systems. This observation

deals with the relation between infinite sequences and functions. Recall that the

correctness of reactive systems must be described in terms of infinite executions,

that is, infinite sequences of states. Let π .= 〈π0, π1, . . .〉 be an infinite sequence.

Then we can model π as a function fπ over natural numbers such that fπ(i) returns

πi. Conversely, any function f over natural numbers can be thought of as an infinite

sequence π with πi being f(i). With this view, we can think of the function stimulus

as an infinite sequence of inputs, and the the function M.exec[stimulus] will be

thought of as specifying an infinite execution of system M , namely the execution

that occurs if stimulus is the sequence of inputs presented to the system.

7.2 Stuttering Trace Containment

We will now formalize the notion of stuttering trace containment. For simplicity,

let us for the moment disregard stuttering and attempt to simply formalize trace

containment. Informally, we want to say that a system S is related to I by trace

containment if and only if for every execution σ of I there exists an execution π

of S with the same (infinite) sequence of labels. Notice that the notion requires
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quantification over infinite sequences since it talks about “for all executions of I”

and “there exists an execution of S”, and as we saw above, an execution is a function

over naturals. To formally capture the idea of quantification over functions, we

will make use of the encapsulation principle. Let ustim be an uninterpreted unary

function representing an arbitrary input stimulus sequence. Thus we can think

of M.exec[ustim] as specifying some arbitrary execution of system M . Then the

formal rendition of the statement above is as follows. We will say that S is a trace

containment of I if and only if there exists some unary function stim such that the

following is a theorem.

TC: I.label(I.exec[ustim](n)) = S.label(S.exec[stim](n))

Once the user has defined the appropriate function S.stimulus, the characterization

above, then, reduces to a first order obligation which can be proved with ACL2.

The characterization did not talk about stuttering. We now rectify this. To

do this, we will think of the external environment as providing, in addition to the

stimulus, a new sequence that controls stuttering. More precisely, a unary function

ctr will be called a stuttering controller if it always returns an ordinal:1

E1: o-p(ctr(n))

Given functions ctr and stimulus, we now formalize the notion of a stuttering trace

by defining the function M.trace[stimulus, ctr] in Figure 7.1. By this definition, a

stuttering trace of M is simply an execution of M in which some states are repeated

a finite number of times. We now see why we needed the condition E1. This

condition, together with the definition of stutter[ctr] guarantees that stuttering is
1Throughout this chapter, we will make use of well-foundedness to formalize several arguments.

We use the well-founded structure of ordinals as a basis for our formalization, since it is the only
well-founded set axiomatized in ACL2. However, one can replace the ordinals with other well-
founded structures to obtain the same overall results.
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stutter[ctr](n) , (ctr(n) ≺o ctr(n− 1))

M.trace[stimulus, ctri](n) ,



M.init() if zp(n)

M.trace[stimulus, ctr](n− 1) if stutter[ctr](n)

M.next(M.trace[stimulus, ctr](n− 1),
stimulus(n− 1)) otherwise

Figure 7.1: Definition of a Stuttering Trace

finite. We insist that the stuttering be finite since we want a stuttering trace to

reflect both the safety and progress properties of the corresponding execution. We

will return to the significance of finiteness of stuttering in Section 7.4.

We now formalize the notion of stuttering trace containment. Let tstim and

tctr be functions such that (1) tstim is uninterpreted, and (2) tctr is constrained to

be a stuttering controller. We will say that I is a stuttering refinement of S if and

only if there are unary functions stim and ctr such that ctr is a stuttering controller

and the following condition is satisfied.

STC: I.label(I.trace[tstim, tctr](n)) = S.label(S.trace[stim, ctr](n))

We write (S � I) to mean that I is a stuttering refinement of S. We will also refer

to the system S as a stuttering abstraction of I. For a given implementation system

I and a specification system S, our notion of correctness, now, is merely to show

(S � I).

7.3 Fairness Constraints

As a final point in our formalization of notions of correctness, we will consider the

issue of fairness and discuss how fairness constraints can be integrated effectively
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with stuttering trace containment.

Why do we need fairness? Note that the notion of stuttering trace contain-

ment stipulates that for every trace of I there exists a trace of S with the same

labels up to finite stuttering. However, there are situations, arising particularly in

asynchronous distributed systems, when we are not interested in every trace (or

computation path) of I but only in certain fair traces. For instance, consider a mul-

tiprocess system in which processes request resources from an arbiter. To reason

about such a system one is usually interested in only those executions in which, for

instance, the arbiter is eventually scheduled to make the decision about granting a

requested resource. But this means that we must constrain the executions of the

implementation which we are interested in.

As should be clear from the definition schema for trace in Figure 7.1, different

traces correspond to different stimulus sequences. To consider only fair traces, we

will constrain the stimulus to satisfy certain “fairness requirements”. Informally,

we would like the environments to select stimuli in such a way that every candidate

stimulus is selected infinitely often. Naively, we might want to state this requirement

by constraining stimulus as follows:

natp(n) ⇒ (∃m : natp(m) ∧ (m > n) ∧ ¬stutter[ctr](m) ∧ (stimulus(m) = i))

The obligation specifies that for any time n and any input i, there is a “future time”

m when i is selected by the stimulus. Notice that the condition ¬stutter[ctr](m) is

required to make sure that the system actually “uses” the stimulus at time m and

does not simply bypass it via stuttering. Nevertheless, one can show that it is not

possible to define any function stimulus to satisfy the above requirement. Why?

Notice that we have put no constraints on what the candidate input i can be. Thus,

it can be any object in the ACL2 universe. The universe, however, is not closed.
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That is, there is no axiom in GZ that says that the universe consists of only the five

types of objects we talked about in Chapter 3, that is, numbers, strings, characters,

etc. Hence there are models of the ACL2 universe which contain an uncountable

number of objects. Thus according to the obligation, we must be able to select for

any n, any member of this uncountable set within a finite time after n.

To alleviate this problem, we restrict the legal inputs to be only one of the

“good objects”, that is, one of the five types of objects we discussed in Chapter 3.2

This can be done easily. We define a predicate good-object such that it holds for x if

and only if x is one of the recognized objects. Notice that although it is a restriction

on the inputs, it is not a restriction in the practical sense since we are possibly

not interested in the behavior of our systems on inputs which are not good-objects.

Thus, we will say that a pair of functions stimulus and ctr is a fair input selector if

and only if the following constraints are satisfied (in addition to E1 above):

E2: good-object(stimulus(n))

E3: natp(n) ∧ good-object(i) ⇒

(∃m : natp(m) ∧ (m > n) ∧ ¬stutter[ctr](m) ∧ (stimulus(m) = i))

Is it possible to define fair input selectors? The affirmative answer comes from

Sumners [Sum03]. To do so, Sumners first shows that there is a mapping between

good-objects and natural numbers. That is, he defines functions n-to-g and g-to-n

be two functions such that the following are theorems.

1. natp(g-to-n(x))

2. good-object(n-to-g(x))

2The authors of ACL2 are considering extending GZ with an axiom positing the enumerability
of the ACL2 universe, that is, the existence of a bijection between all ACL2 objects and the natural
numbers. The restriction of the legal inputs to only constitute good objects for the purpose of
formalizing fairness will not be necessary once such an axiom is added.
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3. good-object(x) ⇒ n-to-g(g-to-n(x)) = x

Sumners then first defines a input function natenv which can be interpreted as a fair

selector of natural numbers. That is, the following is a theorem:

natp(n) ∧ natp(i) ⇒ (∃m : natp(m) ∧ (m > n) ∧ (natenv(m) = i))

This means that for all natural numbers i and n if natenv(n) is not equal to i, then

there exists a natural number m > n such that natenv(n) is equal to i. The function

natenv is defined using a state machine. At any instant, the state machine has a fixed

upper bound, and it counts down from the upper bound at every step. When the

count-down reaches 0, the upper bound is incremented by 1 and the counter reset

to the new upper bound. Since any natural number i becomes eventually less than

this ever-increasing upper bound, each natural number must be eventually selected

in a finite number of steps from every instant n.

Defining a fair input selector for all good-objects is now easy. First, we define

a function nostutter[ctr] that selects the “non-stuttering” points from the stuttering

controller.

ns-aux[ctr](n, l) ,


0 if zp(n) ∧ ¬stutter[ctr](l)

1 + ns-aux[ctr](n, l + 1) if stutter[ctr](l)

1 + ns-aux[ctr](n− 1, l + 1) otherwise

nostutter[ctr](n) , ns-aux[ctr](n, 0)

Notice that the condition E1 guarantees that the recursion in the definitional equa-

tion of ns-aux above is well-founded, and hence it is admissible. Let us define a

function dummy() constrained to return a good-object. We now define the fair stim-

ulus below:

e-ns[ctr](n) , (∃k : nostutter(k) = n)
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fstimulus[ctr](n) ,

 n-to-g(wite-ns[ctr](n)) if e-ns[ctr](n)

dummy() otherwise

The function fstimulus[ctr] returns good-objects at the different non-stuttering points,

and dummy() otherwise. It is possible, though not trivial, to prove that this function

does indeed satisfy E1-E3.

Given that there exists at least one fair selector, how do we modify the

notion of stuttering refinement to incorporate fairness? Let cfstim and cfctr be unary

functions constrained to satisfy E1-E3. That is, we think of cfsim as a constrained

fair input stimulus, and cfctr as the corresponding stuttering selector. We then say

that I is a stuttering refinement of S under fairness assumption (written (S �F I))

if one can define a (not necessarily fair) input selectors stim and ctr such that the

following is a theorem.

FSTCA: I.label(I.trace[cfstim, cfctr](n)) = S.label(S.trace[stim, ctr](n))

The proof obligation for FSTCA guarantees that every fair trace of I is a trace

of S. In certain cases (as we will see), one wants to define S to ensure that each

fair trace of I corresponds to some fair trace of S. We can then say that I is a

refinement of S under fairness requirement, written (S �F I). Formally, given the

trace I.trace[cfstim, cfctr], the proof obligation for (S �F I) is to find some fair

selector functions fstim and fctr such that the following is a theorem.

FSTCR: I.label(I.trace[cfstim, cfctr](n)) = S.label(S.trace[fstim, fctr](n))

Notice that (S �F I) does not necessarily imply (S � I) since the former imposes

no restriction on the “unfair” traces.

How do our notions of fairness compare with those in other formalisms?

The differences in the underlying logics make it difficult to provide a quantitative

comparison. Fairness has always played an important role for proving progress
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properties of reactive systems. Temporal logics like CTL and LTL provide a similar

notion of fairness, where paths through a Kripke Structure are defined to be fair

if they satisfy a specified fairness condition infinitely often. In this terminology, a

fairness constraint is given by a subset of the states of the Kripke Structure. If the

number of states is finite, then our formalism for fairness is merely a special case of

such fairness constraints. Fairness also plays a crucial role in logics that are designed

specifically to reason about reactive concurrent programs. One such popular logic

is Unity [CM90]. The Unity logic is more expressive than propositional temporal

logics, and we briefly review how our formalizations can be viewed in terms of the

corresponding constructs of Unity.

In Unity, the transitions of a reactive system are modeled by providing a

collection of “guarded actions”. A guard is a predicate on the system state; a

transition from a state s consists of non-deterministically selecting one of the actions

whose guard evaluates to true om s and performing the update to s as prescribed by

the action. Unity provides three notions of fairness, namely minimal progress, weak

fairness, and strong fairness. Minimal progress says that some action is selected at

every transition. Weak fairness says that if the guard of an action always evaluates

to true then it is selected infinitely often. Strong fairness says that if the guard of

an action evaluates to true infinitely often then it is selected infinitely often. To

relate our notions with the notions of Unity we view the stimulus provided by the

environment as prescribing the non-deterministic choice the system must make to

select among the possible transitions. The restriction of the inputs to good-objects

then can be thought to specify that the guards for the corresponding actions evaluate

to true at every state and the guards for the other actions always evaluate to false.
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With this view our models of reactive systems can be thought of as restricted versions

of Unity models with a very simplified set of guards for each action.

With the above view, how do the different fairness notions of Unity translate

to our world? Minimal progress is not very interesting in this context; it merely

says that some good-object is always selected. Our notion of fairness constraints can

be thought to be akin to weak fairness; every good-object prescribes a guard that

always evaluates to true, and the constraint specifies that every such action must be

selected infinitely often. Sumners [Sum03] shows that it is possible to formalize a

notion corresponding to strong fairness in ACL2 as well. However, for the reactive

systems we have modeled and reasoned about, we did not need strong fairness and

hence we refrain from discussing it in this dissertation.

We end the discussion on fairness by pointing out one deficiency in our formal-

ization.3 In this dissertation, we typically use fairness as a way of abstraction, that

is, hiding the traces of the implementation that are not of interest to us. Our formal-

ization is sufficient for the use of fairness this way. However, another problem that

is frequently encountered in the verification of large-scale systems is composition. In

compositional reasoning it is customary to reason about a specific component of a

system by treating the remaining components as its “environment”. A specific form

of compositional reasoning, namely assume-guarantee reasoning [MQS00] affords the

possibility of proving the correctness of each component separately under the as-

sumption that the corresponding environment behaves properly, and then compose

these individual proofs to a proof of the entire system. But consider what happens

when we can show that a component Ic of the implementation I is a refinement of a
3This deficiency was pointed out to the author by John Matthews in a private conversation on

October 20, 2005. The author is grateful to him for the contribution.
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component Sc of the specification S under fairness assumptions. Then the obligation

that the environment behaves appropriately is tantamount to showing that it selects

every good-object infinitely often. But this is a severe restriction, and is often not

satisfied by the other components of the system I. On the other hand, it is possible

that we can prove that Ic is a refinement of Sc under less restrictive assumptions

on the environment (say an assumption that the environment selects inputs from

numbers 1 to 10 infinitely often), which is satisfied by the other components of I.

This suggests that for the purpose of facilitating compositionality we might want a

notion of fairness that is more flexible.

This limitation is indeed genuine and it is important to look for ways of

modifying the notion of fairness to allow for it. While the current work does not

address this, we believe that it is possible to extend our work to accomodate this

possibility. In particular, a “nice” aspect of the construction of the fair selector for

good-objects is that any subset of good-objects is selected infinitely often. Thus it

is possible to modify the conditions E2 and E3 by replacing the good-objects with

any other arbitrary (countable) set. With this modification we believe that it will

be possible to use compositional reasoning with fairness.

7.4 Discussions

We have now formalized our statement of correctness of a reactive system implemen-

tations as a notion of refinement with respect to a specification system. Although we

needed a number of definitions for doing it in ACL2, the notion itself is simple and

easily understood. In the next two chapters, we will design proof rules to facilitate

proofs of such refinements and see how such rules help automate verification of a
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number of systems of different types. In this section, we compare our correctness

statement with other formalisms for reasoning about reactive systems.

Aside from showing execution correspondence with a simpler system, the

other method used for reasoning about a reactive implementation is specifying its

desired property as a temporal logic formula. The relation between stuttering-

invariant specifications and temporal logic is well-known; here we merely state the

main result for completeness.

To talk about temporal logic properties, we must think about our models

in terms of Kripke Structures. We will also have to assume that the range of the

labels of the different models is a fixed (though not necessarily finite) set of atomic

propositions AP The following proposition can be found in textbooks on temporal

logic [CGP00], but has been restated in terms of our terminology.

Proposition 1 Let ψ be an LTL formula such that (1) the atomic propositions

mentioned in ψ are from AP, and (2) ψ does not have any occurrence of the operator

X. If a system S satisfies ψ, and (S � I) then I satisfies ψ.

Proof sketch: We prove this by induction on the structure of ψ and noting, from

the semantics of LTL (page 21) that all the operators other than X are insensitive

to finite stuttering.

Note that since trace containment only guarantees that every trace of I corresponds

to some trace of S one cannot infer that an (LTL\X) formula ψ is satisfied by S if

we know that I satisfies ψ.

As an aside, note that we are calling the statement above a “proposition”

rather than a “lemma” or “theorem” as is customary. One of the facets of formal

verification and in particular theorem proving is that we must distinguish between
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theorems proved mechanically in the logic of a theorem prover and careful math-

ematical arguments. In this dissertation, we will always reserve the terms lemma

and theorem for the former purpose. When we talk about mathematical arguments

we refer to them as propositions and claims.

The connection suggests that if we write the desired property of a reactive

system as an (LTL\X) formula ψ then we can check whether a property holds for

I by checking if it holds for S. In particular, if S is finite state, then we can check

if ψ holds in I by applying model checking on S. Doing this has been one of the

key methods for integrating model checking and theorem proving. Indeed, using

ACL2, Manolios, Namjoshi, and Sumners [MNS99] do exactly this to verify the

Alternating Bit Protocol [BSW69]. In Chapter 16, we will formalize the semantics

of (propositional) LTL in ACL2 and use model checking to check LTL formulas for

finite state systems.

Given the connection, one enticing thought is to always use temporal logic

formulas to state the desired property of a reactive system of interest, and use stut-

tering refinement merely as a proof rule to transfer the verification of the property

from the implementation system I to the more abstract system S. Temporal logic

specifications have a number of advantages [Lam83a], for example permitting de-

scription of safety and liveness properties directly as formula. Nevertheless we do

not do this and prefer to think of the desired properties of I as encoded by the

executions of the specification system S. There are several reasons for this choice.

Note that the logic of ACL2, on which our formalism is based, is first order. To

talk about LTL formulas, we must encode the semantics of LTL as first order for-

mulas in ACL2. As we will see in Chapter 16, this is non-trivial, and in fact the
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natural semantics of LTL cannot be defined in ACL2. This limitation can be cir-

cumvented in a more expressive proof system such as HOL or PVS [CP99]. But

it should be noted that one of the goals for using theorem proving is to be able to

prove properties of parameterized systems. Indeed, in all the concurrent protocols

we verify in Chapter 8, the number of processes is left unbounded. As we discussed

in Chapter 2 specification of parameterized systems using temporal logic requires

an expressive language for atomic propositions, such as quantification over process

indices. Even when semantic embeddings are possible for such expressive temporal

logic formulas, the specification in terms of such semantics is obscure and compli-

cated, and significant familiarity in formal logic is necessary to decide if it captures

the intended behaviors of the implementation. The problem is particularly acute

in an industrial setting where often the most relevant reviewers of a specification

are the designers of the implementation who might not have sufficient training in

formal logic. Further, model checking is typically not applicable when reasoning

about parameterized systems. Parameterized model checking is undecidable in gen-

eral [AK86], and decidable solutions are known only under restrictions on the class

of systems and properties [EK00], which might not be viable in practice.

On the other hand, as noted by several researchers [Lam83b, AL91], speci-

fication systems based on stuttering-invariant refinements typically capture the in-

tuitive idea of the implementation designer regarding the desired behavior of the

implementation. This is no coincidence. Reactive systems in practice are often

elaborations of simpler protocols. The elaborations are designed to achieve desired

execution efficiency, refine atomicity, match a given architecture, and so on. This

simpler protocol provides a succinct description of the intended behaviors of the
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implementation. Furthermore, the use of a system as a means of specification af-

fords design of specifications and implementations in the same language, and hence

makes the specifications suitable for review by implementation designers. Note also

that refinements are used anyhow for decomposition of the verification problem even

when the specifications are defined in terms of temporal logic. We feel that refine-

ments are suitable artifacts for use in both specification and the proof process, and

reserve temporal logic specifications for finite state systems where model checking

is applicable.

Why do we insist that stuttering be finite? We do so since we wish to reason

both about safety and progress properties of the implementation. To understand

the point clearly consider an arbitrary specification system S. If we did not want

stuttering to be finite then the following trivial implementation system I would be

considered a refinement of S:

• I.init() , S.init()

• I.next(s, i) , s

That is, the system I here always “loops” at the initial state. Notice that for every

trace of I there is a trace of S (namely the one that always stutters) that has the

same label. However, if S satisfies a progress property (that is, a property of the

form something good eventually happens), we clearly cannot deduce that property

for I. One of the important requisites of a notion of correspondence is that once it

has been established between an implementation and a specification we should be

able to deduce the properties of the implementation that we are interested in by

proving the corresponding properties for the specification. To allow us to do so for

progress properties, we restrict the notion of correspondence so that such properties

are preserved in the specification.
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We end this discussion by comparing of our notion of correctness with an-

other related notion, called Well-founded Equivalence Bisimulations (WEBs) that

has been successfully used in ACL2 to reason about reactive systems [MNS99]. The

proof rules for WEBs were shown to guarantee stuttering bisimulation between two

systems. Our work is a direct consequence of the research with WEBs; for instance in

Chapter 8, we will derive single-step proof rules for guaranteeing trace containment,

which are analogous to the WEB rules. Nevertheless there are important differences

between the two notions. First, WEBs use bisimulation, which is a branching time

notion of correspondence. In this notion, executions are viewed, not as an infinite

sequence of states, but as infinite trees. Further, given two systems S and I, WEB

(and in general bisimulation) proofs involve showing that for each execution of S

there is a corresponding execution of I and vice versa, while we require only that the

executions of I can be appropriately viewed as executions of S. While bisimulation

proofs show stronger correspondence, we have found that allowing the more abstract

system to have more execution affords the definition of more succinct definition of

the specification.4 It should be noted here that one of the motivations for using a

branching time notion of correspondence is that in the special case when I and S

have a finite number of states, one can design polynomial time algorithm to check if

there exists a branching time correspondence between the two systems, while check-

ing the correspondence for the linear time notions that we used is PSPACE-complete.

Manolios [Man01] implements such algorithms to complete the finite proof of the

Alternating Bit Protocol. Since, at least for present, we are interested in formalizing

a notion of correctness rather than designing efficient algorithms, we prefer trace
4Manolios [Man03] achieves this one-sided abstraction for branching time, by introducing proof

rules for stuttering simulation.
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containment as the definition is more intuitive. As an aside, many of the proof

rules we present in Chapters 8 and 9 do preserve a branching time correspondence.

Indeed, in Chapter 9, we will talk about simulation correspondence, a branching-

time notion of correspondence that is weaker than bisimulation, in connection with

reasoning about proof rules for pipelined microprocessor verification.

7.5 Summary

We have shown a formalization of stuttering trace containment as a notion of corre-

spondence between two systems modeled at different levels of abstraction. We have

also discussed how fairness notions can be integrated in the framework effectively

as environmental constraints. As we will see, the use of this notion affords intuitive

specification of a wide class of reactive systems.

It should be clear from the above presentation that the first order aspect of

ACl2’s logic provides some limit to what can be succinctly specified. Although the

notion of stuttering trace containment is simple and well-studied, formalizing it in

the logic takes some work. Nevertheless, at least for what we have done so far, the

limitation is not much more than a passing annoyance. While the formalization in

ACL2 is more complicated than what would have been possible in a theorem prover

for higher-order logic (that allows functions to be arguments of other functions), it

is not difficult to inspect our formalization and satisfy oneself that it does indeed

capture the traditional notion. Further, in the next two chapters, we will prove

several proof rules or reduction theorems which ought to increase confidence in the

accuracy of our notion. Such proof rules reduce the actual process of verification of

a reactive system to a first order problem for which the logic of ACL2 is effective.
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However, the limitation of the logic will be an object of serious concern when we

discuss model checking later in the dissertation.
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Chapter 8

Verifying Concurrent Protocols

Using Refinements

In the last chapter, we formalized (fair) stuttering trace containment in ACL2. In

this chapter, we will use it as a notion of correctness to verify several reactive con-

current protocols. Concurrent (or multiprocess) protocols form some of the most

important reactive systems, and are also arguably some of the most difficult comput-

ing systems to formally verify. The reason for this difficulty is well-known. Systems

implementing concurrent protocols involve composition of a number of processes per-

forming independent computations with synchronization points often far between.

The number of possible states that such a system can reach is much more than that

reached by a system executing sequential programs. Further, the non-determinism

induced by independent computations of the processes makes it very difficult to

detect or diagnose an error.

We use stuttering refinements to verify concurrent protocols. Irrespective of
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the protocol being verified, we use similar notion of correctness, namely defining a

specification system and showing one of (S�I), (S�FI), or (S�FI). However, while

the statement of correctness given by this correlation is simple, it is cumbersome

to prove the statement directly for a practical system. To facilitate such proofs,

we define and prove a collection of reduction theorems as proof rules. We sample

some of these theorems in this chapter. The theorems themselves are not novel,

and are known in some form in the formal verification literature. Nevertheless, by

formalizing them in ACL2 we can carefully orchestrate their application to produce

refinement proofs of a large class of concurrent protocols. In Section 8.4 we will see

applications of the reduction theorems on system examples. However, it should be

understood that the theorems are by no means exhaustive; we only discuss those

that we have found useful in our work on verification of concurrent programs in

practice. The use of theorem proving and a formalized notion of correctness allows

the user to augment them in a sound manner as necessary.

It is to be noted here that the reduction theorems we show are mostly second

order formulas, and as such, cannot be directly written in ACL2. To formalize them

in ACL2, we make heavy use of the encapsulation principle, as indeed, we did to

formalize the notion of refinements. For succinctness and clarity, we write them here

as higher order statements, and skip the details of how they are proved in ACL2.

However, we stress that this is a matter of presentation; the proof rules have been

effectively formalized in ACL2, although not in closed form.
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8.1 Reduction via Stepwise Refinement

The first observation about the notion of stuttering refinements is that it is transi-

tive. This observation is formalized by the following trivial set of proof rules.

SR1: Derive (S � I) from (S � I1) and (I1 � I)

SR2: Derive (S�F I) from either (1) (S�I1) and (I1 �F I), or (2) (S�F I1) and (I1 �I)

SR3: Derive (S �F I) from (S �F I1) and (I1 �F I)

The system I1 is often referred to as an intermediate model, and the use of SR1,

SR2, and SR3 are referred to as stepwise refinement. Application of these proof

rules allows us to introduce a series of intermediate models at different levels of

abstraction starting from the implementation I and leading up to the specification

S. We then show refinements between every pair of consecutive models in this

“refinement chain” and finally functionally instantiate SR1 (resp., SR2 and SR3),

to derive the correspondence between S and I.

8.2 Reduction to Single-step Theorems

The proof rules SR1-SR3 show how to decompose a refinement proof into a sequence

of refinements. We now focus on trying to decompose a refinement proof into a

collection of proof obligations each involving a single transition of the two systems

being compared.

Given two systems S and I, we will say that I is a well-founded refinement

of S, written (S � I) if and only if there exist functions inv, skip, rep, rank, and pick

such that the following formulas are theorems.

SST1: inv(s) ⇒ I.label(s) = S.label(rep(s))
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SST2: inv(s) ∧ skip(s, i) ⇒ rep(I.next(s, i)) = rep(s)

SST3: inv(s) ∧ ¬skip(s, i) ⇒ rep(I.next(s, i)) = S.next(rep(s), pick(s, i))

SST4: inv(I.init())

SST5: inv(s) ⇒ inv(I.next(s, i))

SST6: o-p(rank(s))

SST7: inv(s) ∧ skip(s, i) ⇒ rank(I.next(s, i)) ≺o rank(s)

Although well-founded refinements comprise of several conditions, they are actually

easy to interpret. Informally, SST1-SST7 guarantee the following correspondence

between S and I: “For every execution of I there is a trace of S with the same

label up to finite stuttering.” Given a state s of I, rep(s) may be thought of as

returning a state of S that has the same label as s. With this view, rep(s) is also

referred to as the representative of s.1 The key conditions are SST2 and SST4

which say that given a transition of I, S either has a “matching transition” or it

stutters. The choice of S is governed by the predicate skip; if skip(s, i) holds then

SST3 guarantees that S has a transition (namely by choosing the input pick(s, i))

that matches the transition of I from state s on input i, otherwise SST3 guarantees

that S can stutter. The finiteness of stuttering is guaranteed by conditions SST6

and SST7. If skip(s, i) does not hold, then rank decreases, where rank is guaranteed

(by SST7) to return an ordinal. The conditions SST4, SST5 guarantee that the

inv is an invariant, that is, it holds for every reachable state of I. This allows us to

assume inv(s) in the hypothesis of the other conditions.

The reader should note that the conditions for well-founded refinements allow

only S to stutter, and not I, although the definition of stuttering trace containment
1The function rep is often called the abstraction function in the literature on abstract interpre-

tation [CC77] and is referred to as α. We prefer the more verbose name rep in this dissertation.
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allowed both. We have not yet found it necessary to use two-sided stuttering for

verification of actual systems. Since S is the more abstract system, we want it

to stutter so that several transitions of I can correspond to one transition of S.

However, it is possible to suitably modify the characterization above in order to

allow for two-sided stuttering.

The relation between well-founded refinements and STC is summarized by

the following proof rule.

SST: Derive (S � I) from (S � I)

This proof rule is essentially a formalization of a corresponding rule that has been

defined for well-founded bisimulations [Nam97, MNS99]. In particular, to prove it,

we show that if for every execution of I there is a matching trace of S then there

must be a matching trace of S for every trace of I. The proof then follows by showing

that the conditions SST1-SST7 guarantee that for every execution of I there is a

matching trace of S.

The notion of well-founded refinements is useful since it reduces the proof

of STC to local reasoning. Notice that none of the proof obligations SST1-SST7

requires reasoning about more than one transition of the two systems I and S.

It should be clarified, however, that the notion of well-founded refinements is

stronger than that of STC in a technical sense. Well-founded refinements actually

guarantee that S is a simulation of I up to finite stuttering. Simulation is a branch-

ing time notion of correspondence. As we mentioned briefly in the last section, in

branching time notions the executions of a system are conceptualized as infinite

trees instead of infinite sequences of states as we have done in our formalizations. It

is well known that the notion of simulation is stronger than trace containment in the
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sense that there are systems S and I such that S is related to I by trace contain-

ment but not by simulation [CGP00]. In such cases we will not be able to use the

proof rule SST to derive STC. However, in practice we do not find this restriction

prohibitive. Indeed, in the next chapter, we will use the notion of simulation itself

directly as a proof rule in order to reason about pipelined machines.

So far, we have only talked about single-step theorems for showing STC;

but we did not talk about how fairness constraints can be integrated with well-

founded refinements. We do that now. First, we define a “single-step fair selector”

as follows. We define two functions sfselect and sfmeasure, such that SF1-SF3 below

are theorems.

SF1: good-object(sfselect(n))

SF2: o-p(sfmeasure(n, i))

SF3: good-object(i) ∧ (sfselect(n) 6= i) ⇒ sfmeasure(n+ 1, i) ≺o sfmeasure(n, i)

It is easy to see that the conditions SF1-SF3 are equivalent to E2 and E3 we talked

about in the last chapter. By equivalent, we mean the following. If one can define a

function fstim that satisfies E2 and E3 then one can also define the functions sfselect,

sfmeasure, and sfstep satisfying SF1-SF3. This equivalence is easy to formalize and

prove in ACL2. Thus, by our description in the previous chapter, we know that there

is at least one pair of functions that satisfies the single-step fairness conditions.

Nevertheless, even with the single-step selector, it is cumbersome to integrate

fairness with well-founded refinements. Why? Even with the single-step selector, we

are essentially talking about the input produced by the selector at different times.

Notice, however, that one of the features of the conditions SST1-SST7 is that we

never have to talk about times but merely about transitions from certain states.

142



Thus we need to relinquish the elegance of single-step theorems somewhat in order

to reason about fairness.

Fortunately, the loss is not that great. To understand the reason, we first

note that fairness is necessary in practice to guarantee that progress is being made.

The notion of progress is encoded in stuttering trace containment by the condition

that stuttering needs to be finite. In the context of well-founded refinements, this is

translated into conditions SST6 and SST7; these specify that whenever skip(s, i)

holds, then rank(I.next(s, i)) must be less (according to ≺o) than rank(s). We thus

want to somehow modify these two conditions to exploit the fairness constraints.

The modified conditions are shown below. Thus we replace the function

rank in SST6 and SST7 with the function trank which is stipulated only to be a

function of current time rather than the current state. In the conditions below, stim

is assumed to be an uninterpreted function and fselect and fmeasure are functions

constrained to satisfy only SF1-SF3 above.

FSST6: o-p(trank(n))

FSST7: inv(I.exec[stim](n)) ∧ skip(I.exec[stim](n), sfselect(n)) ⇒ trank(n+ 1) ≺o trank(n)

We will call I a fair well-founded refinement of S (written (S �F S)) if one can

define inv, skip, pick, and trank so that SST1-SST5 and FSST6 and FSST7 are

theorems.

The conditions FSST6 and FSST7 guarantee that the input selection for I

is fair, but provides no guarantee on the inputs picked for S. For this purpose, we

need another function srank, and have the following proof obligations in addition to

those for (S �F I) above.

FR1: o-p(srank(n, i))

FR2: inv(I.exec[stim](n)) ∧ good-object(i) ∧ (pick(I.exec(n), fselect(n)) 6= i) ⇒
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srank(fclk(n+ 1), i) ≺o srank(n, i)

Here the function fclk is defined as:

fclk(n) ,

 n if ¬inv(I.exec[stim](n)) ∨ skip(I.exec[stim](n), fselect(n))

1 + fclk(n+ 1) otherwise

The function fclk determines the next time after n when S has to make a transition

matching I. The definition is admissible by using trank as a measure. The conditions

FR1 and FR2 guarantee that the input used by S to match a transition of I satisfies

the fairness requirements. Notice that the conditions guarantee that srank at “non-

stuttering” points, thus ensuring that the fair inputs are not bypassed by S. The

following two proof rules summarize these observations.

FSST1: Derive (S �F I) from (S �F I)

FSST2: Derive (S �F I) from (S �F I) and FR1-FR2.

Note that the conditions to guarantee fairness are admittedly more cumbersome

than their “non-fair” counterparts since they talk about entire traces rather than

proof obligations involving a state and its successor. This is necessary to integrate

fairness as we discussed above. Nevertheless, the proofs of these obligations for a

particular system usually involve reasoning about single steps of I. The reason is

easy to see. Since stim is an uninterpreted function, we do not know anything about

I.exec[stim](n) other than that it returns some reachable state of I. In general, we

need to define trank as a function of I.exec[stim] to prove the obligation FSST8.

However, the crucial observation now is that we can use sfmeasure in defining trank

and srank above, and thus can use the conditions SF2 and SF3 to prove FSST8.

We will see an example of how this is used in Section 8.4 when we discuss the

correctness of a Bakery implementation.
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We end this description of single-step theorems with a brief note on invari-

ants. The reader looking at conditions SST4 and SST5 must have been reminded

of step invariants that we discussed in the last part. In the context of reactive

systems, we will call the predicate inv an inductive invariant of a system I if and

only if it satisfies conditions SST4 and SST5. These two conditions, of course,

guarantee that inv holds for every reachable states of I and hence can be assumed

as a hypothesis in each of the remaining conditions. The new terminology inductive

invariant is used in place of step invariants to remind ourselves that we are now

considering reactive systems. The difference in definition of course, is clearly shown

by the fact that in the “persistence condition” SST5, we want that if inv holds

for s then it must hold for the next state from s irrespective of the input stimulus.

For step invariants this was not required since there was a unique next state from

s. Nevertheless, the problem of defining inductive invariants for reactive systems is

exactly analogous to the problem of defining step invariants that we talked about

in Chapter 4. Namely, how should we define a predicate inv such that the following

two objectives are met:

1. inv persists along every transition of the system, and

2. assuming inv as a hypothesis we can prove the obligations SST1-SST3, SST6, and

SST7 (and other conditions in case we are interested in fairness).

In practice, we decouple these two objectives as follows. We first define a predicate

good so that we can prove the obligations of (fair) well-founded refinements other

than SST4 and SST5 by replacing inv with good. As we will see when we consider

system examples, coming up with the predicate good is not very difficult. We then

have the following additional proof obligations:

RI1: inv(I.init())

RI2: inv(s) ⇒ inv(I.next(s, i))
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RI3: inv(s) ⇒ good(s)

Clearly if we can do this then it follows that (S � I). But this only delays the

problem. Given good how would we define inv so that RI1-RI3 are theorems? In

case of the analogous problem for sequential programs, we saw in Chapter 6 how we

can “get away” with defining a step invariant. We instead defined a partial clock

function and a collection of symbolic simulation rules. Unfortunately, the non-

determinism of reactive systems do not allow us to effectively port the approach.

However, we will study the problem more closely in the next part and come up with

an analogous solution. For now, we will consider the definition of inv strengthening

good as above to be a manual process and see where that leads.

8.3 Equivalences and Auxiliary Variables

If (S � I) and (I � S) both hold then we say that S is equivalent to I (up to

stuttering). We write (S3I) to mean that S are I are equivalent. Similarly, we

say that S and I are equivalent on fair executions (written (S3FI)) if and only if

(S�F I) and (I�F S). Of course it is trivial to note that if (S3I) (resp., (S3FI)),

then (S � I) (resp., (S �F I)). Nevertheless, there are certain situations in which

it is easier to prove equivalence than refinements.

Recall that one of the conditions for well-founded refinements (namely SST3)

required the existence of a function pick. Given s and i, pick(s, i) returned the

matching input for the specification system S corresponding to a non-stuttering

transition of I from state s on input i. Let us call I an oblivious well-founded

refinement of S, written (S �o I) if the following two conditions hold:

1. (S � I)
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2. the function pick involved in the proof of (1) is the identity function on its second

argument, that is, pick(s, i) = i is a theorem.

Oblivious refinements guarantee that (S3I). The proof is slightly non-trivial, and

requires showing that under condition 2, given a trace of S one can construct a trace

for I. In addition, we can also use oblivious refinements with fairness requirements.

We will say that I is an oblivious well-founded refinement of I with fairness require-

ments, written (S �F
o I) if and only if (1) (S �o I) and (2) the proof obligations

FR1 and FR2 above are satisfied. In such cases, it is possible to show that for each

fair trace of S there is a fair trace of I and vice versa. The consequences of oblivious

refinements are summarized by the following two proof rules:

OR: Derive (S3I) from (S �o I)

ORF: Derive (S3FI) from (S �F
o I)

Why is oblivious refinement useful? Consider a simple example due to Abadi and

Lamport [AL91]. System I is a 1-bit digital clock, and system S is a 3-bit clock, and

the label of a state in each system is simply the low-order bit. Clearly, I implements

S since it has the same behavior as S up to stuttering. However, it is easy to see that

we cannot show (S � I); no mapping rep can define the state of a 3-bit clock as a

function of 1-bit. However, it is easy, indeed trivial, to show (I�o S). Given a state

s of S, (that is, a configuration of a 3-bit clock), we simply need the representative

mapping rep to project the low-order bit of s. Then we can use OR to show the

desired result.

In general, we use equivalences to add auxiliary variables. Suppose we want

to show (S � I) (resp., (S �F I)). We will often find it convenient to construct

an intermediate system I+ as follows. A state s+ of I+ has all the components

that a state s of I has, but in addition, has some more components. Further, the
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components that are common to I and I+ are updated in I+ along any transition

in exactly the same way as they are in I, and the label of a state in I is the same

as the label of a state in I+. Why are the extra variables used then? The answer

is that they are used often to keep track of the history of execution which might

be lost in state s. For instance the system I, in reaching from I.init() to s might

have made certain control decisions and encountered certain states. These decisions

and choices are of course “lost” in state s, but might nevertheless be important

to show that an execution of I is matched by some trace of S. Then we can use

I+ to explicitly store such decisions in some additional state component, and use

them in the proof of correspondence between S and I+. However, in doing so, we

have had to change the implementation I. To apply transitivity we must now show

(I+ � I) (resp., (I+ �F I)). But this might be difficult for exactly the reason that

it was difficult to show that a 1-bit clock was a refinement of 3-bit clock, namely

that I+ has more state components than I and it is often impossible to determine

a representative mapping from the states of I to the states of I+. But as in that

example, we can easily show (I �o I+). Namely we define a mapping from the

states of I+ to the states of I so that only the components common to both I and

I+ are preserved. Further, in this case, we can prove oblivious refinements without

stuttering. That is, we can prove (I �o I+) by choosing the predicate skip(s, i) to

be identically NIL. By doing so, we note that the fairness requirements for oblivious

refinements, namely FR1-FR2, become trivial. Thus by OR and ORF we note

that when auxiliary variables are added to I to obtain a system I+, then both

(I+3I) and (I+3FI) hold. Thus for a refinement proof we are now allowed to

freely add auxiliary variables to the implementation system in order to show that
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the implementation is a (fair) refinement of the specification.

Note that the use of auxiliary variables is often considered a standard and

trivial step in proving correspondences. Thus it might seem a little odd that we

are going through so much trouble in justifying their use in our framework. But we

believe that a theorem stating the correctness of a system must show a clear relation

between the implementation and a specification, and any proof step, however trivial,

should be formally “explained” as a proof rule.

8.4 Examples

We now show how stuttering refinement and the proof rules we have formalized can

be used to reason about concurrent protocols. For illustration, we consider three

example systems, namely a simple ESI cache coherence protocol, an model of the

Bakery Algorithm, and a Concurrent deque implementation. Although the three

systems are very different, we will see that we can use the notion of refinements to

define very simple and intuitive specifications of the systems, and the same proof

rules can be applied in each case to decompose the verification problem. We omit

several other systems that have been verified using the same approach, which include

a synchronous leader election protocol on a ring, and the progress property of the

JVM byte-codes for a monitor-based synchronization protocol.

8.4.1 An ESI Cache Coherence Protocol

As a “warm-up”, we will consider verifying a very simple system implementing a

cache coherence protocol based on ESI. In this protocol, a number of client processes

communicate with a single controller process to access memory blocks (or cache
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lines). Cache lines consist of addressable data. A client can read the data from an

address if its cache contains the corresponding line. A client acquires a cache line

by sending a fill request to the controller; such requests are tagged for Exclusive or

Shared access. A client with shared access can only load data in the cache line. A

client with exclusive access can also store data. The controller can request a client

to Invalidate or flush a cache line and if the line was exclusive then its contents are

copied back to memory.

The system consists of four components, which are described as follows.

• A 1-dimensional array called mem, that is indexed by cache lines. For a cache line c,

mem[c] is a record with two fields, namely address and data. We assume that for

any address a, there is a unique cache line which contains a in the address field. For

simplicity, we also assume that the function cline takes an address and returns the

cache line for the address. The data corresponding to some address a is the content

of mem[c].a.data where c is cline(a).

• A 1-dimensional array valid. For each cache line c, valid[c] contains a set of

process indices that have (Shared or Exclusive) access to c.

• A 1-dimensional array excl. For each cache line c, excl[c] contains a set of process

indices that have Exclusive access to c.

• A 2-dimensional array cache, which is indexed by process index and cache line. For

any process index p and any cache line c, cache[p][c] returns the local copy of the

contents of cache line c in the cache of p.

Figure 8.1 describes in pseudo-code how each of these components are updated at

every transition. The external stimulus i received for any transition is interpreted

as a record of four fields i.proc, i.op, i.addr, and i.data. Here i.proc gives the

index of the process that makes the transition, and i.op stipulates the operation
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a := i.addr
c := cline(a)
p := i.proc
if (i.op == "flush") ∧ (p ∈ excl[c])

mem[c] := cache[p][c]

a := i.addr
c := cline(a)
p := i.proc
if (i.op == "flush") ∧ (p ∈ excl[c])

valid[c] := valid[c] \ p
else if (i.op == "fills") ∧ (excl[c] == ∅)

valid[c] := valid[c] ∪ {p}
else if (i.op == "fille") ∧ (valid[c] == ∅)

valid[c] := valid[c] ∪ {p}

a := i.addr
c := cline(a)
p := i.proc
if (i.op == "flush") ∧ (p ∈ excl[c])

excl[c] := excl[c] \ p
else if (i.op == "fille") ∧ (valid[c] == ∅)

excl[c] := excl[c] ∪ {p}

a := i.addr
c := cline(a)
p := i.proc
if (i.op == "fills") ∧ (excl[c] == ∅)

cache[p][c] := mem[c]
else if (i.op == "fille") ∧ (valid[c] == ∅)

cache[p][c] := mem[c]
else if (i.op == "store")

cache[p][c].a.data := i.data

Figure 8.1: A Model of the ESI Cache Coherence Protocol.
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performed by i.proc. This operation can be one of "store", "fille", "fills",

and "flush". These correspond to writing to the local cache of a process, requesting

a shared access to a cache line, requesting an exclusive access to a cache line, and

writing back the contents of a local cache line of a process to the main memory.

The system responds to these operations in the obvious way. For example, if the

operation is a "flush" of a cache line c, then the process p is removed from valid

and excl, and the contents of c in the local cache of p are copied to the memory.

It should be clear that the protocol can be effectively modeled in ACL2 as

a reactive system. Let us call the system esi. Any state s of esi is a tuple of the

four components above. The transition function esi.next is defined to formalize the

updates to each component. The initial state is defined so that the sets valid and

excl are empty for each cache line.

How would we write a specification for this system? In the specification we

do not want to think of processes or cache, nor the sets valid and excl. Informally,

we want to think of the implementation as a refinement of a simple memory whose

contents are updated atomically at every "store". This system, which we call

mem, has a state transition function mem.next which is shown in pseudo-code in

Figure 8.2. The label of a state of mem, as for the implementation esi, returns the

memory component. The goal of our verification, then, is to show (mem � esi).

We can verify this simple system by showing (mem �o esi). Furthermore,

we do not need stuttering for this example. That is, we will define skip(s, i) , NIL.

This means that the obligations SST2, SST6, and SST7 are vacuous. We define

the representative function rep as follows to construct a state s′ of mem from a

state s of esi.

• For each cache line c, if valid[c] is empty then mem[c] in s′ is the same as mem[c]
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a := i.addr
c := cline(a)
if (i.op == "store")

mem[c].a.data := i.data

Figure 8.2: Pseudo-code for State Transition of System mem

in s. Otherwise, let p be an arbitrary but fixed process in valid[c]. Then mem[c] in

s′ is the same as cache[p][c].

Finally, we need to come up with a predicate inv so that we can prove SST1-SST5

to be theorems. We will follow the decoupling approach we discussed in Section 8.2.

That is, we first define a predicate good so that we can prove SST1-SST3 as

theorems by replacing inv with good, and then prove RI1-RI3.

What should the predicate good be? It should be one that guarantees cache

coherence. Cache coherence can be stated more or less directly as follows.

• Let s′ be rep(s). Then in s for any cache line c and any process p such that valid[c]

contains p, cache[p][c] in s is the same as mem[c] in s′, otherwise mem[c] in s is

the same as mem[c] in s′

The predicate good is defined so that it holds for a state s if the above condition

is satisfied. Notice that we have almost bypassed the verification problem in the

proofs of SST2 and SST3. For example, the definition of good, itself, guarantees

that the label of s is the same as the label of rep(s) for any esi state s. However, the

complexity of the problem, as much as it exists in this system, is reflected when we

want to define inv so that RI1-RI3 are theorems. Predicate inv must imply good

and also must “persist” along every transition. The predicate inv is a conjunction

of the following conditions.
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1. For any cache line c in state s, excl[c] is a subset of valid[c].

2. For any cache line c in state s, excl[c] is either empty or a singleton.

3. For any cache line c in state s, if excl[c] is empty then the value of cache[p][c] is

the same for each member p of valid[c].

4. For each cache line c in state s, if excl[c] is a singleton and contains the process

index p, then valid[c] must be equal to {p}.

Conditions 3 and 4 guarantee that inv(s) implies good(s). The remaining conditions

are required so that inv is strong enough to persist along every transition. Notice

that the definition of inv forms the crux of the verification effort which guarantees

cache coherence. Once this predicate is defined, it is easy to show RI1-RI3, and

hence complete the proof. One should also note that even for this trivial example

some creativity is necessary in coming up with the definition of inv. It is probably

fair to say that the complexity of a refinement proof principally depends on the

complexity involved in defining this predicate. We will understand this more clearly

as we move on to more involved concurrent protocols.

8.4.2 An Implementation of the Bakery Algorithm

Our second example is an implementation of the Bakery algorithm [Lam74]. This

algorithm is one of the most well-studied solutions to the mutual exclusion problem

for asynchronous multiprocess systems. The algorithm is based upon one commonly

used in bakeries, in which a customer receives a number upon entering the store.

The number allocated to a customer is higher than all the allotted numbers, and the

holder of the lowest number is the next one to be served. This simple idea is com-

monly implemented by providing two local variables, a Boolean variable choosing
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and an integer variable pos, for each process. Every process can read the private

copy of these variables of every other process; however, a process can only modify

the values of its own local copy. The variable choosing indicates if the process is

involved in picking its number, and the value of pos is the number received by the

process. Since two processes can possibly receive the same number, ties are broken

by giving priority to the process with the smaller index.

We refer to our model of the implementation of this protocol as the system

bakery. Figure 8.3 shows in pseudo-code the program that the process p having

index j executes in bakery. The numbers to the left of the program instructions

are the program counter values. A state of the system comprises of a vector procs

of local states of all the processes and the value of the shared variable max. Given the

vector procs, keys(procs) returns the list of indices of all the participating processes.

The local state of process with index j is procs[j]. For each j, procs[j] consists

of the value of the program counter, and the variables choosing, temp, and pos.

The predicate <l is defined as follows. Given natural numbers a and b, and process

indices c and d, and an irreflexive total order << on process indices, (a, c) <l (b, d)

holds if and only if either a < b or a = b and c << d.

Notice that the implementation, in fact, depends on lower-level synchroniza-

tion primitives, namely the atomicity of “compare-and-swap” or cas instruction.2

However, the model is actually motivated by a microarchitectural implementation

of the protocol. Further, the implementation is optimized and generalized in two

aspects. We optimize the allotment of number or pos to a process, by keeping track
2The instruction cas is provided in many microarchitectures for synchronization purposes. The

instruction takes three arguments, namely var, old, and new, where var is a shared variable and
old and new are local to a process. The effect of executing the instruction is to swap the values of
var and new, if the original value of var was equal to old.
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Procedure Bakery
1 choosing := T
2 temp := max
3 pos := temp + 1
4 cas(max, temp, pos)
5 choosing := nil
6 indices := keys(procs)
7 if indices = nil

goto 11
else

current := indices.first
endif

8 curr := procs[current]
9 if choosing[curr] == T

goto 9
10 if (pos[curr] 6= nil) and

((pos[curr], current) <l (pos[p],j))
goto 10

else
indices := indices.rest; go to 7

11 〈 critical section 〉
12 pos := nil
13 〈 non-critical section 〉
14 goto 1

Figure 8.3: The Bakery Program Executed by Process p with Index j.
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of the maximum number already allotted in the shared variable max. The variable

can be read by the processes, and updated using the compare-and-swap instruction

as specified in line 4. In addition, the process indices are not constrained to be

natural numbers, nor are there a fixed number of processes. In other words, in our

model, processes can “join” the algorithm at any time.

It should be clear from our description that the workings of the algorithm

can be effectively defined as a state transition function bakery.next. The “input

parameter” i of the state transition function is used to choose the index of the

process which transits. That is, given a state s, bakery.next(s, i) returns the state

that the system reaches when the process with index i executes one instruction from

state s.

Finally, to complete our description of the bakery system, we must describe

the label of a state. To do so, we will define a function bmap that maps the local

state of a process to a string as follows.

• If the program counter of process p has value in the range 2-10 then bmap(p) returns

"wait".

• If the program counter of process p has value 11 then bmap(p) returns "critical".

Note that the pc value 11 corresponds to the critical section.

• Otherwise bmap(p) returns "idle".

The label of a state s is then a vector indexed by process indices, so that the j-th

element of the vector contains bmap(procs[j]) in s.

How about a specification for this system? Our specification system spec is

simply a vector of processes, each of which is a simple state machine moving from

local state "idle" to "wait" to "critical" and back to "idle". Given a spec

state s and a process index i, the next state of spec updates s as follows.
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1. If the process p of index i has state "critical" it becomes "idle".

2. If the process p of index i has state "wait" and no other process has state "critical"

then it transits to state "critical".

3. Otherwise the process p of index i has a local state of "wait".

The label of a state s of spec is simply a vector of the local states of the processes

in state s. It is easy to see that spec indeed does capture the intended behavior of

bakery. Our mechanical proofs then show (spec �F bakery).

Before proceeding further, let us first discuss why we need fairness in the

verification of bakery. A look at the spec system suggests that it has two proper-

ties, namely (1) at most one process has local state "critical" at any state, and

(2) if in some state s some waiting process is selected to transit and no process has

state "critical" then the waiting process has state "critical" in the next state.

A consequence of this definition is that in any execution of bakery which matches

some execution of spec up to stuttering must have the following two properties.

Mutual Exclusion: If a process p is in the critical section then no other process q is in

the critical section.

Progress: If in a state s there is at least one waiting process and no process is in the

critical section and only waiting processes are selected after state s in the execution,

then some process must eventually enter the critical section.

Both of these properties are desirable for a mutual exclusion protocol. Unfortu-

nately, the progress property, however, does not hold for every execution of bakery.

Consider the following scenario. Assume that the system is in a state s where no

process is in the critical section, and processes p and q wish to enter. Let p first set

its choosing to T and assume that it never again makes a transition. Then q sets

choosing to T, obtains a value pos, and finally reaches the program point given by
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the program counter value 9. At this point, q waits for every other process that

had already set choosing to T to pick their pos and reset choosing. Thus, in our

scenario, q indefinitely waits for p and never has the opportunity to proceed. In

fact, as long as p does not make a transition, no other process can proceed to the

critical section, with each attempting process looping and waiting for p to proceed.

This fact about bakery is sometimes overlooked even in rigorous analyses

of the algorithm, since one is usually more interested in the mutual exclusion

property rather than progress. However, while it does not hold in general, it

does hold in fair executions of bakery since fairness guarantees that p is eventually

selected to make progress.

To verify bakery, we will first define a new system bakery+ that adds

two auxiliary shared variables bucket and queue. Note that since these are only

auxiliary variables, by our discussions in Section 8.3 we can justify (spec�Fbakery)

by showing (spec �F bakery+). These two variables are updated as follows:

• When a process sets choosing to T, it inserts its index into the bucket. The contents

of bucket are always left sorted in ascending order according to <<. Recall that <<

is an irreflexive total order on process indices.

• If a process with program counter 4 successfully executes the cas instruction by

updating max then the contents of bucket are appended to the end of queue. By

successfully executing we mean that the value of max is actually incremented by the

operation. Note that by the semantics of cas, nothing happens by executing cas(max,

temp, pos) if the value of max is not equal to temp at the point of its execution. Such

an execution of cas is not deemed successful.

• A process is dequeued when it moves from program counter value 10 to 11.

We can now understand the intuition behind the bucket and queue. The queue
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is intended to reflect the well-known assumption about the Bakery algorithm that

the processes enter critical section “on a first-come first-served basis”. However,

two processes can have the same value of pos if the update of pos by one process

is preceded by the reading of pos by another, and such ties are broken by process

indices. The bucket at any state maintains a list of processes that all read the

“current value” of max, and keeps the list sorted according to the process indices.

Some process in the list is always the first to successfully increment max, and this

causes the bucket to be flushed to the queue. The queue therefore always maintains

the order in which processes enter the critical section.

How do we prove (spec �F bakery+)? To do so, we must define functions

rep, skip, rank, and inv. As in other cases, we will define good to let us prove the

single-step obligations for well-founded refinements with fairness assumptions, and

think about inv later. The functions rep, skip, and good are defined as follows.

• Given a state s, rep(s) is simply the vector which maps the process indices in s to

their labels.

• The predicate skip(s, i) is NIL if the process index i at state s has program counter

value 1, 10, or 11, or outside the range 1-14 (in which case it will be assumed to join

the protocol in the next state by setting the pc to 1).

• The predicate good posits

1. For each process index j that if the program counter of process j has value 7

and it is about to enter the critical section (that is, its local copy of indices is

nil), then it must be the head of the queue

2. A process in queue has the program counter values corresponding to "wait" in

label.

As can be noticed from the descriptions above, these definitions are not very com-
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plicated. The definition of rank, unfortunately, is more subtle. The reason for the

subtlety is something we already discussed, namely that we need to make sure that

if p is waiting for q to pick its pos then q must be able to progress. The rank we

came up with is principally a lexicographic product of the following:

1. The number of processes having program counter value 1 if queue is empty.

2. The program counter of the process p at the head of queue.

3. Fairness measure on the index of the process p at the head of queue.

4. Fairness measure on the process indexed by curr in p if the program counter of p is

in line 9 and if curr has its choosing set.

We are not aware of a simpler definition of rank that can demonstrate progress of

bakery. While the definition is subtle, however, the complication is an inherent

feature of the algorithm. The fairness condition 3 is required to show that every

process which wants a pos eventually gets it, and the program counter and fairness

measure of the process p are necessary to show that the system makes progress

towards letting p in the critical section when it selects the index of p (thus decreasing

the program counter), or some other process (thus decreasing p’s fairness measure).

Of course, the chief complexity of verification is again in the definition and

proof of an inductive invariant inv. The definition of inv principally involves the

following considerations.

1. All the processes in the bucket have the same value of temp.

2. The queue has the processes arranged in layers, each layer having the same value of

temp and sorted according to their indices.

3. Two consecutive layers in the queue have the difference in temp of exactly 1 for the

corresponding processes.
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4. The value of pos (after it is set) is exactly 1 more than the value of temp.

5. For every process past line 3 and before line 12, the value of pos is set, otherwise it

is NIL.

The formal definitions of these conditions are somewhat complex, and further aux-

iliary conditions are necessary to show that their conjunction is indeed an inductive

invariant. The formal definition contains about 30 predicates whose conjunction is

shown to be an inductive invariant.

8.4.3 A Concurrent Deque Implementation

The final concurrent protocol that we present is an implementation of a concurrent

deque.3 A deque stands for “double-ended queue”; it is a data structure that stores

a sequence of elements and supports insertion and removal of items at either end.

We refer to the two ends of a deque as top and bottom respectively. The system

we analyze contains a shared deque implemented as an array deque laid out in the

memory. The deque is manipulated by different processes. However, the system is

restricted as follows:

1. Items are never inserted at the top of the deque.

2. There is a designated process called the owner, which is permitted to insert and

remove items from the bottom of the deque; all other processes are called thieves and

are permitted only to remove items from the top of the deque.

3The work with stuttering refinements and its use in the verification of concurrent protocols
is based on joint collaboration of the author with Rob Sumners. The mechanical proof of the
concurrent deque is work by Sumners, and has been published elsewhere [Sum00, Sum05]. We
describe this proof here with his permission since the proof is illustrative of the complexity induced
in reasoning about subtle concurrent systems. Of course the presentation here based solely on the
author’s understanding of the problem and the details, and consequently the author is responsible
for any errors in the description.
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void pushBottom (Item item)
1 load localBot := bot
2 store deq[localBot] := item
3 localBot := localBot + 1
4 store bot := localBot

Item popTop()
1 load oldAge := age
2 load localBot := bot
3 if localBot ≤ oldAge.top
4 return NIL
5 load item := deq[oldAge.top]
6 newAge := oldAge
7 newAge.top := newAge.top + 1
8 cas (age, oldAge, newAge)
9 if oldAge = newAge

10 return item
11 return NIL

Item popBottom()
1 load localBot := bot
2 if localBot = 0
3 return NIL
4 localBot := localBot - 1
5 store bot := localBot
6 load item := deq[localBot]
7 load oldAge := age
8 if localBot > oldAge.top
9 return item

10 store bot := 0
11 newAge.top := 0
12 newAge.tag := oldAge.tag + 1
13 if localBot = oldAge.top
14 cas (age, oldAge, newAge)
15 if oldAge = newAge
16 return item
17 store age := newAge
18 return NIL

Figure 8.4: Methods for the Concurrent Deque Implementation
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Figure 8.4 shows a collection of programs implementing this restricted deque. The

procedures pushBottom, popBottom, and popTop accomplish insertion of an item

at the bottom, removal of an item from the bottom, and removal of an item from

the top respectively. This implementation is due to Arora, Blumofe, and Plaxton,

and arises in the context of work-stealing algorithms [ABP01]. In that context, the

deque is used to store jobs. A designated process, namely the owner, spawns the

jobs and stores them in a deque by executing pushBottom, and executes popBottom

to remove the jobs from the bottom of the deque to execute them. Other processes,

namely thieves “steal” jobs from the top and interleave their execution with the

execution of the owner.

Since the system involves multiple processes manipulating a shared object,

one has to deal with contention and race conditions. In this case, the contention is

among the thieves attempting to pop an item from the deque, or between a thief and

the owner when the deque contains a single item. The implementation, although

only involving about 40 lines of code as shown, is quite subtle. The reason for

the complexity is that the implementation is non-blocking, that is, when a process

removes a job from the deque it does not need to wait for any other process. Analysis

of the efficiency of the work stealing algorithm depends critically on the non-blocking

nature of this implementation.

A rigorous, though not mechanical, proof of the concurrent deque imple-

mentation has been done before [BPR99]. This proof showed that any interleav-

ing execution of the methods shown in Figure 8.4 could be transformed into a

synchronous execution in which every process invokes the entire program atomi-
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cally.4 This transformation is demonstrated by permuting different sequences of

program steps, termed bursts, of different processes until the resulting execution is

synchronous. The permutations are presented through a series of 16 congruences,

beginning with the identity permutation and ending with a relation that ties every

execution with a synchronous one. For instance, consider two bursts Π1 and Π2

executed by two different processes, that only involve updates to the local variables.

Then we can commute the executions of Π1 and Π2 without affecting the results.

The hand proof above involved a large collection of cases and subtle argu-

ments were required for many of the individual cases. Thus it makes sense to do a

mechanical proof of the system using a notion of correctness that clearly connects

the implementation and the specification. This is done by formalizing the implemen-

tation as a reactive system in ACL2 (which we term cdeq) defining a specification

of the system cspec where the “abstract deque” is modeled as a simple list and

insertion and removal of items are atomic. Proof of correctness, then, is tantamount

to showing (cspec � cdeq).

How complicated is the refinement proof? The proof was done by defining

three intermediate systems cdeq+, icdeq, and icdeq+, and showing the following

chain of refinements:

(cspec � icdeq+
3icdeq3cdeq+

3cdeq)

Let us understand what the intermediate models accomplish. This will clarify how

one should use a chain of refinements to decompose a complex verification problem.

We look at the icdeq system first since it is more interesting. In cdeq, the deque is

represented as an array laid out in the memory. In fact the deque is specified to be
4Strictly speaking, in the synchronous execution, several popTop executions could happen at

exactly the same point with exactly one of them succeeding.

165



the portion of the memory between two indices pointed to by two shared variables

age.top and bottom, where bottom represents the bottom of the deque (actually

the index of the memory cell succeeding the bottom of the deque) and age.top

represents the top. When a thief process pops an item from the top of the deque, it

increments the pointer age.top, while an insertion causes increment in the bottom

pointer. (Thus bottom is “above” the top.) On the other hand, in cspec, the

deque is represented as a simple list and processes remove items from either end of

the list. Also, insertion and removal of items are atomic. The goal of icdeq is to

allow a list representation of the deque but allow the owner and thief transitions

to be more fine-grained than cspec. What do the owner and thief transitions in

icdeq look like? Essentially, any sequence of local steps of a process is “collapsed”

to a single transition. A local step of a process is one in which no update is made

to a shared variable. For instance, consider the sequence of actions taken by a

thief (executing popTop) as it makes the sequence of transitions passing through

pc values 6 → 7 → 8. None of the transitions involved changes any of the shared

variables in the system, namely age, bot, or deque. In icdeq, then, this sequence is

replaced with a single transition that changes the thief pc value from 6 to 8 and the

update made to the local state of the thief in making this transition in icdeq is a

composition of the updates prescribed in cdeq for this sequence of transitions. The

system icdeq also simplifies the representation of age in certain ways. This latter

simplification is closely connected with the need for the model cdeq+ and we will

discuss it in that context.

How does one prove that our implementation is indeed a refinement of icdeq?

This is proved by using well-founded refinements but with the input selection func-

tion pick that is identity on its second argument. As we discussed in Section 8.3,
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this is tantamount to proving stuttering equivalence. To do this, we must of course

define functions rep, rank, skip, and inv so that we can prove the obligations for

well-founded refinements. This is done as follows.

• For an implementation state s and input i (specifying the index of the process poised

to make a transition from s), skip(s, i) holds if and only if the transition of process i

corresponds to a local step. For instance if the value of the program counter of i in s

is 7 and i is a thief process, then skip(s, i) holds.

• The function rep is defined component-wise. That is, for each process i in a state s of

the implementation, rep(s) “builds” a process state in icdeq corresponding to process

i. This involves computation of the “right” program counter values for icdeq. For

instance consider the example above where i is a thief with pc 7. How do we map

process i to a process in icdeq? Since for every transition of i after encountering

pc 6 corresponds to a stuttering in icdeq, we will build a process state with the pc

having the value 6, and let rep(s) map process i to this state. In addition, rep(s) also

maps the configuration of the shared variables of s to the representation prescribed

in icdeq. Thus, for instance, the configuration of the array-based deque is mapped

to the corresponding list representation.

• The rank function is simple. Given a state s, we determine, for each process i, how

many transitions i needs to take before it reaches a state with program counter that

is “visible” to icdeq. Call this the process rank of i. For instance if i is the thief

above, then its process rank is i, since this is the number of transitions left before it

reaches the pc value of 8, which is visible to icdeq. The rank of s then is the sum of

the ranks of the individual processes. Clearly this is a natural number (and hence an

ordinal) and decreases for every stuttering transition.

• How do we define inv? We decompose it into three components, namely predicates

on the owner, predicates on the thieves, and predicates on the shared variables. For

a process (the owner or a thief) in an “invisible” local state, we need to posit that it
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has made the correct composition of updates since the last visible state. For a process

in a visible local state, we define predicates relating the process variables with the

shared ones.

The reader would note that in the above we have used the term “implementation”

loosely. Our refinement chain shows that we relate icdeq not with cdeq but actu-

ally with cdeq+. The system cdeq+ plays the same role as bakery+ did for our

Bakery implementation. That is, it is really the system cdeq augmented with some

auxiliary variables to keep track of the history of execution. Therefore, the proof

of (cdeq+3cdeq) is trivial by our earlier observations. Nevertheless, we briefly

discuss the role of cdeq+ in the chain of refinements for pedagogical reasons. There

is an analogous role played by icdeq+ which is the system icdeq augmented with

some auxiliary variables. We omit the description of icdeq+.

The reason for having cdeq+ stems principally from the fact that we want

to have a simpler representation of the shared variables in icdeq than that in cdeq.

For example we represent the deque as a list in icdeq rather than an array laid

out in the memory. We also want to simplify the “job” done by the shared variable

age. This variable does several duties in cdeq. It has two components age.top and

age.tag. The component age.top, together with bottom, determines the layout

of the deque in the memory. The role of age.tag is more interesting. When the

owner detects that the deque is empty while performing a popBottom, it resets both

bottom and age.top to 0. This is performed by execution of the cas instruction at

pc 14. However, to ensure that a thief that might have read a “stale” top value of

0 earlier does not attempt to remove an item from the empty deque after reset, the

owner increments the value of age.tag. This value is monotonically increasing and
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therefore would not match with the value that the thief would have read.

Since age tracks so many things, it is desirable to “abstract” it. In icdeq, age

is replaced by a simple counter that is incremented every time an item is removed

from the (list-based) deque. Unfortunately it is difficult to determine a consistent

value of the counter from the value of age at an arbitrary cdeq state s. This is

solved by defining cdeq+ in which the counter we want is an auxiliary variable that

is incremented every time age.tag is updated. The system cdeq+ adds some other

auxiliary variables to facilitate proof of correspondence with icdeq.

What did we achieve from the intermediate models? The goal of the system

icdeq is to hide local transitions and provide a simpler representation of the data

so as to facilitate thinking about the central concepts and subtleties behind work-

ings of the system. This illustrates how refinements can afford compositionality of

verification. The icdeq system was not defined arbitrarily but with the objective of

hiding some specific details (in this case the complexity of age and memory layout

of the deque) in mind. In general for verifying a subtle system, we decide on de-

composing the refinement problem into a chain with every “link” representing some

specific details that are hidden.

The crux of the verification is to show (cspec � icdeq+). Here we must

reason about how every step of the icdeq system updates the process states and the

shared variables. The complexity manifests itself in the definition of the invariant

involved. The size of the invariant is baffling. As a measure of the complexity,

we merely mention that one fragment of the proof that the invariant is indeed

inductive involved 1663 subgoals! Nevertheless, the definition is created more or

less in the same process as we saw for the other systems, namely coming up with an
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appropriate predicate good that allows us to prove the single-step theorems, followed

by iteratively strengthening good until one obtains a predicate that persists along

every transition. Thus for example, we start with some predicate on the owner state

and notice, by symbolic expansion of the transition function, that in order for it to

hold one step from s, it is necessary that some other predicate on the owner (or a

thief) must hold at s. The definition of the inductive invariant could be thought

of as determining a “fixpoint” over this analysis. This intuition will be invaluable

to us in the next part when we design procedures to automate the discovery and

verification of invariants.

8.5 Summary

We have shown how refinement proofs can be used to reason about concurrent

protocols. To facilitate reasoning about such systems, we have developed a collection

of reduction theorems as proof rules. We proved a number of concurrent protocols

in ACL2 by proving a chain of refinements using these proof rules.

The proofs of different concurrent protocols using the same notion of refine-

ments shows the robustness of the notion as a means of specification of concurrent

protocols. The three systems we discussed in the previous section are all very dif-

ferent. Nevertheless, the same notion of correspondence could be used to define

intuitive specifications of all three systems. Refinements with stuttering have been

used and proposed in many papers so that systems at different levels of abstraction

can be compared [AL91, Lam83b, MNS99, Man03]. But we believe that the work

reported here provides the first instance of their effective formalization in a theorem

prover to the point that they allowed intuitive specification of realistic systems in
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the logic of the theorem prover. In the next chapter we will see that a different class

of systems, namely pipelined machines, can also be verified in the same framework.

Admittedly, as we commented several times already, the first order nature

of ACL2 makes the process of formalization difficult. The reduction theorems are

not in closed form, and their formal proofs are sometimes subtle. Nevertheless,

formalizing the notion of correctness itself in the theorem prover allowed us to

design effective proof rules that could be adapted to different types of systems.

Indeed, many of the rules were developed or modified when the existing rules were

found inadequate for a particular problem. In the next chapter, we will slightly

modify the single-step theorems in order to be able to reduce flushing proofs of

pipelined machines to refinement proofs. Theorem proving, in general, requires

manual expertise. Thus when using theorem proving one should use this expertise

judiciously. One way in which theorem provers can be effective is in formalizing a

verification framework itself with its rules and decision procedures which can then be

applied to automate proofs of individual systems. We have now seen formalization

of a deductive framework using theorem proving. Later in this dissertation we will

see how decision procedures can be formalized too.

We should admit that the limiting problem in deriving refinement proofs is

in the complexity of defining inductive invariants. Inductive invariants are both

tedious and complicated to derive manually. Thus we should look at some ways of

automating their discovery. We will investigate how we can do that in the next part.
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Chapter 9

Pipelined Machines

In the previous chapter we saw the application of stuttering refinement to reason

about concurrent protocols. In this chapter, we will see how the same notion of

correctness can be used to reason about about pipelined microprocessors.

Microprocessors are modeled at several levels of abstraction. At the highest

level is the instruction set architecture (isa). The isa is usually modeled as a non-

pipelined machine which executes instructions atomically one at a time. This model

is useful for the programmer writing programs for the microprocessor. A more de-

tailed view of the microprocessor execution is given by the microarchitectural model

(ma). This model reflects pipelining, instruction and data caches, and other design

optimizations. Microprocessor verification means a formal proof of correspondence

between the executions of ma and those of isa.

Both ma and isa can be modeled as reactive systems. We can define the

label of a state to be the programmer-visible components of the state. Using such

models, we can directly apply stuttering trace containment as a notion of correctness
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for microprocessor verification. Then, verifying a microprocessor is tantamount to

proving (isa � ma).

9.1 Simulation Correspondence, Pipelines, and Flush-

ing Proofs

In prior work on verification of non-pipelined microprocessors [Coh87, Hun94, HB92],

the correspondence shown can be easily seen to be the same as trace containment.

More precisely, such verification have used simulation correspondence. Simulation

correspondence can be informally described as follows. One defines a predicate sim

as a relation between the states of ma and isa with the following properties:

• sim(ma.init(), isa.init())

• If ma and isa are two states such that sim(ma, isa) holds, then

1. ma.label(ma) = isa.label(isa)

2. for all i there exists some i′ such that sim(ma.next(ma, i), isa.next(isa, i′)) holds.

The predicate sim is referred to as a simulation relation. It should be clear that

the two conditions above imply that for every execution of ma there is a matching

execution of isa having the same corresponding labels. More precisely, assume that

mstimulus is an arbitrary function so that mstimulus(n) is the stimulus provided to

ma at time n. Then it is easy to show that the above conditions guarantee that

there exists some function istimulus so that the following is a theorem.

• ma.label(ma.exec[mstimulus](n)) = isa.label(isa.exec[istimulus](n))

This is simply trace containment, and in fact there is no necessity for stuttering.

Indeed, it is known that simulation is a stronger characterization than trace contain-

ment, in that if we can prove simulation then we can prove trace containment but
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MA state MA state

MA−step

ISA−step

ISA state ISA state

proj proj

Figure 9.1: Pictorial Representation of Simulation Proofs Using Projection

not necessarily vice versa. In microprocessor verification, one often uses a specific

simulation relation that is based on so-called “projection functions”. In this ap-

proach, one defines a function proj such that, given a ma state ma, proj(ma) returns

the corresponding isa state. Using the terminology we introduced in the previous

chapter, we can think of proj as the representative function rep. The function is

called projection since it “projects” the programmer-visible components of an ma

state to the isa. The theorem proved to show the correctness of ma can then be

written as:

proj(ma.next(ma, i)) = isa.next(proj(ma, pick(ma, i)))

The theorem is shown more often as a diagram such as in Figure 9.1. This can be

cast as a simulation proof by defining the simulation relation to be:

sim(ma, isa) , (proj(ma) = isa)

All this can be effectively used for microarchitectures that are not pipelined. For

pipelined microarchitectures, however, one cannot use simple simulation correspon-

dence. Why? In a pipelined ma, when one instruction completes execution others

have already been partially executed. Thus, it is difficult to come up with a simu-

lation relation such that the properties 1 and 2 above hold. This problem is often

referred to as the latency problem [SB90, BT90]. As a result of this problem, a large
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number of correspondence notions have been developed to reason about pipelined

machines. As features like interrupts and out-of-order instruction execution have

been modeled and reasoned about, notions of correctness have had to be modi-

fied and extended to account for these features. Consequently, the correspondence

theorems have become complicated, difficult to understand, and even controver-

sial [ACDJ01]. Furthermore, the lack of uniformity has made composition of proofs

of different components of a modern processor cumbersome and difficult.

The work in this chapter shows that such complicated notions of correctness

are not necessary to verify pipelined machines. Indeed, stuttering trace containment

is a sufficient and useful correctness criterion that can be applied to most pipelines.

This particular observation was made by Manolios [Man00a]. Manolios showed that

one can use WEBs to reason about pipelined machines. WEBs are stronger notions

of correctness than stuttering trace containment and we briefly compared the two

notions in Chapter 7. Thus Manolios’ results guarantee that one can reason about

pipelines using stuttering trace containment as well. Nevertheless, our proofs have

one important repercussion. Using our approach, it is now possible to understand

most of the notions of correctness used in pipeline verification as merely proof rules

for proving trace containment. In particular, we show that most of the so-called

“flushing proofs” of pipelines can be mechanically translated into refinement proofs.

What are flushing proofs? The notion was introduced by Burch and Dill

in 1994 [BD94] as an approach to compare ma states with isa states, where the

ma now is a pipelined machine. The notion is shown pictorially in Figure 9.2.

To construct an isa state from an ma state, we simply flush the pipeline, that is,

complete all partially executed executions in the pipeline without introducing any
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Figure 9.2: Pictorial Representation of Flushing Proofs

new instruction. We then project the programmer-visible components of this flushed

state to create the isa state. Then the notion of correctness says that ma is correct

with respect to the isa, if whenever flushing and projecting an ma state ma yields

the state isa, it must be the case that for every possible next state ma ′ in ma from

ma there must be a state isa ′ in isa such that (1) isa ′ can be reached from isa in

one isa step, and (2) flushing and projecting from ma ′ yields isa ′.

An advantage of the flushing method in reasoning about pipelines is that

many pipelined machines contain an explicit flush signal. Using this signal, one

can use the pipeline itself to generate the flushed state from a micro architectural

state ma. If such a signal does not exist, however, then in a logic one can define

a function flush that symbolically flushes the pipeline. It should be noted that the

diagram shown in Figure 9.2, unlike the diagram in Figure 9.1, does not render

itself directly to a proof of simulation correspondence or trace containment. This is

because we cannot treat the composition of flush and proj as a representative function
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(unlike proj alone), since the label of a state obtained by flushing a state ma might

be very different from that of ma itself, unless the flusing operation is defined as a

component of the state label. Indeed, as shown by Manolios [Man00a], certain types

of flushing diagrams are flawed in that trivial, obviously incorrect machines satisfy

such notion of correctness.

We must clarify here that we do not take any position one way or the other

on whether one should use flushing diagrams to reason about pipelined machines.

Indeed, in Chapter 14 we will verify a reasonably complicated pipeline implemen-

tation and establish that the microarchitectural implementation is a refinement of

the instruction set architecture directly using the proof rules we developed in the

last chapter. Other approaches for showing refinements have been used in reasoning

about pipelined machines. For example, Manolios has developed a proof strategy

based on what he calls commmitment approach. Our goal here is to simply point

out that flushing proofs of pipelines, when appropriate, can be formally viewed as

a way of deriving a refinement theorem given our notion of correspondence.

9.2 Reducing Flushing Proofs to Refinements

How do we reduce flushing proofs to trace containment? Here we give an informal

overview. We will see the approach work with a concrete example in Section 9.4

and discuss ways of adapting the approach to advanced pipelines in Section 9.5.

For our informal overview, assume that the pipeline in ma involves in-order

instruction execution and completion, no interrupts, and also assume that only

the instruction being completed can affect the programmer-visible components of

a state. Consider some state ma of ma, where a specific instruction i1 is poised
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to complete. Presumably, then, before reaching ma, ma must have encountered

some state ma1 in which i1 was poised to enter the pipeline. Call ma1 the witness-

ing state of ma. Assuming that instructions are completed in order, all and only

the incomplete instructions at state ma1 (meaning, all instructions before i1) must

complete before the pipeline can reach state ma starting from ma1. Now consider

the state ma1F obtained by flushing ma1. The flushing operation also completes

all incomplete instructions without fetching any new instructions; that is, ma1F has

all instructions before i1 completed, and is poised to fetch i1. If only completed

instructions affect the visible behavior of the machine, then this suggests that ma1F

and ma must have the same programmer-visible components.1

Based on the above intuition, we define a relation psim to correlate ma states

with isa states in the following manner: ma is related to isa if and only if there exists

a witnessing state ma1F such that isa is the projection of the visible components of

ma1F . We will show that psim is a simulation relation between ma and isa states

as follows. Recall that projection preserves the visible components of a state. From

the arguments above, whenever states ma and isa are related by psim they must

have the same labels. Thus to establish that psim is a simulation relation, we only

need to show that if ma is related to isa and ma ′ and isa ′ are states obtained by

1-step execution from ma and isa respectively, then ma ′ and isa ′ are related by

psim. The approach to show this is shown pictorially in Fig. 9.3. Roughly, we show

that if ma and isa are related, and ma1 is the witnessing state for ma, then one can

construct a witnessing state for ma ′ by running the pipeline for a sufficient number

of steps from ma1. In particular, ignoring the possibility of stalls or bubbles in the
1Note that ma and ma1F would possibly have different values of the program counter. This is

normally addressed by excluding the program counter from the labels of a state.
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Figure 9.3: Using Flushing to Obtain a Refinement Theorem

pipeline, the state following ma1, which is ma ′1, is a witnessing state of ma ′, by the

following argument. Execution of the pipeline for one transition from ma completes

i1 and the next instruction, i2, after i1 in program order is poised to complete in

state ma ′. The witnessing state for ma ′ thus should be poised to initiate i2 in the

pipeline. And indeed, execution for one cycle from ma1 leaves the machine in a state

in which i2 is poised to enter the pipeline. We will make this argument more precise

in the context of an example in Section 9.4. Finally, the correspondence between

ma ′1 and isa ′ follows by noting that ma states ma1, ma ′1, and ISA states isa and

isa ′ satisfy the flushing diagram of Figure 9.2.

The reader should note that the above proof approach depends on our de-

termining the witnessing state ma1 given ma. However, since ma1 is a state that

occurs in the “past” of ma, ma might not retain sufficient information for computing

ma1. In general, to compute witnessing states, one needs to define an intermediate

machine to keep track of the history of execution of the different instructions in the

pipeline. However, an interesting observation in this regard is that the witnessing

state need not be constructively computed. Rather, we can simply define a predi-
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cate specifying “some witnessing state exists”. Skolemization of the predicate then

produces a witnessing state.

In the presence of stalls, a state ma might not have any instruction poised

to complete. Even for pipelines without stalls, no instruction completes for several

cycles after the initiation of the machine. Correspondence in the presence of such

bubbles is achieved by allowing finite stutter. In other words, if ma is related to

isa, and ma has no instruction to complete, then ma ′ is related to isa instead of

isa ′. Since stuttering is finite, we can thus show correspondence between pipelined

ma with finite stalls and isa.

9.3 A New Proof Rule

Since we want to use simulation correspondence with stuttering for reasoning about

pipelined machines, let us first introduce this notion as a proof rule. We do so as

follows. We say that I is a stuttering simulation refinement of S, written (S �s I),

if and only if there exist functions psim, commit, and rank such that the following

are theorems:

1. psim(I.init(),S.init())

2. psim(s, s′) ⇒ I.label(s) = S.label(s′)

3. ∃j : psim(s, s′) ∧ commit(s.i) ⇒ psim(I.next(s, i),S.next(s′, j))

4. psim(s, s′) ∧ ¬commit(s, i) ⇒ psim(I.next(s, i), s′).

5. o-p(rank(s))

6. psim(s, s′) ∧ ¬commit(s, i) ⇒ rank(I.next(s, i)) ≺ rank(s)

One should note that the notion of simulation refinements is a slight generalization

of the well-founded refinements that we talked about in the last chapter. Indeed, by
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specifying psim(s, s′) , (inv(s)∧ rep(s) = s′), and commit(s, i) , ¬(skip(s, i)) we can

easily show that if (S � I) then (S �s I). For turning flushing proofs of pipelined

machines to refinement proofs, we find it convenient to prove (isa �s ma) rather

than (isa�ma) since we plan to use quantification and Skolemization to create the

witnessing states as we discussed above, and such Skolem witnesses might not be

unique, thus limiting our ability to be able to define the representative function rep

as required for showing well-founded refinements. Nevertheless, it is not difficult to

prove that simulation refinements imply stuttering trace containment as well. That

is, the following proof rule can be formalized and verified in ACL2 (although not in

closed form as indeed in the case of the other proof rules we talked about in the last

chapter).

Simulation: Derive (S � I) from (S �s I)

The proof of this rule follows the same concepts as the proof of well-founded refine-

ments, namely to show that for every execution of I there is a trace of S with the

same visible behavior up to stuttering. We do not talk about fairness here, since we

have not needed it for reasoning about pipelines.

The reader might be troubled by our sudden introduction of a new proof rule.

After all, in the last chapter we have devised quite a few rules already. Although

undecidability of the underlying logic implies that we might have to extend the set

sometimes, it is imperative that we have a robust and stable repertoire of rules for

reasoning about a wide variety of systems in practice. In particular, we definitely

do not want to add proof rules every time we want to verify a new reactive system.

However, we point out here that we have introduced the Simulation rule not for

verifying pipelined system implementations but rather to reason about certain styles

of proofs about pipelines. Indeed, we believe that the collection of proof rules we
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Figure 9.4: A Simple 5-stage Pipeline

developed in the last chapter are quite adequate in practice for reasoning about mi-

croarchitectures. In Chapter 14 when we verify a complex pipelined microprocessor

design, we will require no other proof rules.

Incidentally, one of the advantages of using a universal and general notion of

correspondence between two systems and formalizing the notion itself in the logic

of a theorem prover is that we can do what we have just done, namely create and

generalize proof rules when appropriate. In contrast to “ad hoc” refinement rules,

such formalized proof rules give us the confidence in computing systems verified

using them up to our trust in the notion of correctness and its formalization in the

theorem prover.

9.4 Example

Let us now apply our new proof rule and the idea of witnessing function on a simple

but illustrative pipeline example. The machine is the simple deterministic 5-stage

pipeline shown in Figure 9.4. The pipeline consists of fetch, decode, operand-fetch,

execute, and write-back stages. It has a decoder, an ALU, a register file, and 4
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latches to store intermediate computations. Instructions are fetched from the mem-

ory location pointed to by the program counter (PC) and loaded into the first latch.

The instructions then proceed in sequence through the different pipeline stages in

program order until they complete. Every latch has a valid bit to indicate if the

latch is non-empty. We use a 3-address instruction format consisting of an opcode,

two source registers, and a target register. While the machine allows only in-order

execution, data forwarding is implemented from latch 4 to latch 3. Nevertheless, the

pipeline can still have a 1-cycle stall: If the instruction i2 at latch 2 has as one of

its source registers the target of the instruction i3 at latch 3, then i2 cannot proceed

to latch 3 in the next state when i3 completes its ALU operation.

The executions of the pipeline above can be defined as a deterministic reactive

system ma. By deterministic we mean that ma.next is a function only of the current

state. We assume that ma.init() has some program loaded in the memory, and

some initial configuration of the register file, but an empty pipeline. Since we are

interested in the updates of the register file, we let ma.label preserve the register file

of a state. Finally, isa merely executes the instruction pointed to by PC atomically;

that is, it fetches the correct operands, applies the corresponding ALU operation,

updates the register file, and increments PC in one atomic transition.

Notice that we have left the actual instructions unspecified. Our proof ap-

proach does not require complete specification of the instructions but merely the

constraint that the ISA performs analogous atomic update for each instruction. In

ACL2, we use constrained functions for specifying the updates applied to instruc-

tions at every stage of the pipeline.

Our goal now is to show that (isa �s ma). We define commit so that
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commit(ma) is T if and only if latch 4 is valid in ma. Notice that whenever an ma

state ma satisfies commit, some instruction is completed at the next transition. It

will be convenient to define functions characterizing partial updates of an instruc-

tion in the pipeline. Consequently, we define four functions next1, next2, next3, and

next4, where nexti(ma, inst) “runs” instruction inst for the first i stages of the pipe

and updates the i-th latch. For example, next2(ma, inst) updates latch 2 with the

decoded value of the instruction. In addition, we define two functions, flush and

stalled. Given a pipeline state ma, flush(ma) returns the flushed pipeline state maF ,

by executing the machine for sufficient number of cycles without fetching any new

instruction. The predicate stalled holds in a state ma if and only if both latches

2 and 3 are valid in ma, and the destination for the instruction at latch 3 is one

of the sources of the instruction at latch 2. Notice that executing a pipeline from

a stalled state does not allow a new instruction to enter the pipeline. Finally the

function proj(ma) projects the PC, memory, and register file of ma to the ISA.

Lemma 5 is a formal rendition of the flushing diagram for pipelines with

stalls and can be easily proved using symbolic simulation.

Lemma 5 For each pipeline state ma,

proj(flush(ma.next(ma))) =

 isa.next(proj(flush(ma))) if ¬stalled(ma)

proj(flush(ma)) otherwise

We now define witnessing states. Given states ma1 and ma, ma1 is a witnessing

state of ma, recognized by the predicate witness(ma1,ma), if (1) ma1 is not stalled,

and (2) ma can be derived from ma1 by the following procedure:

1. Flush ma1 to get the state ma1F .
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2. Apply the following update to ma1F for i = 4, 3, 2, 1:

• If latch i of ma is valid then apply nexti with the instruction pointed to by

the PC in ma1F , correspondingly update latch i of ma1F , and advance PC;

otherwise do nothing.

We now define predicate psim as follows:

psim(ma, isa) , (∃ma1 : (witness(ma1,ma) ∧ (isa = proj(flush(ma1)))))

Now we show how the predicate psim can be used to prove (isa �s ma). First, the

function rank satisfying conditions 5 and 6 can be defined by simply noticing that for

any state ma, some instruction always advances. Hence if i is the maximum number

in MA such that latch i is valid, then the quantity (5− i) always returns a natural

number (and hence an ordinal) that decreases at every transition. (We take i to

be 0 if ma has no valid latch.) Also, witness(ma.init(),ma.init()) holds, implying

condition 1. Further, condition 2 is trivial from definition of witness. We therefore

focus here on only conditions 3 and 4. We first consider the following lemma:

Lemma 6 For all ma, ma1 such that witness(ma1,ma):

• ¬commit(ma) ⇒ witness(ma1,ma.next(ma))

• commit(ma) ∧ stalled(ma.next(ma1)) ⇒

witness(ma.next(ma.next(ma1)),ma.next(ma))

• commit(ma) ∧ ¬stalled(ma.next(ma1)) ⇒ witness(ma.next(ma1),ma.next(ma))

The lemma merely states that if ma is not a commit state, then stepping from ma

preserves the witnessing state, and otherwise the witnessing state for ma.next(ma)

is given by the “next non-stalled state” after ma1. The lemma can be proved by
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symbolic simulation on ma. We can now prove the main technical lemma that

guarantees conditions 3 and 4 for simulation refinement.

Lemma 7 For all ma and isa, such that psim(ma, isa):

1. ¬commit(ma) ⇒ psim(ma.next(ma), isa)

2. commit(ma) ⇒ psim(ma.next(ma), isa.funcnext(isa))

Proof sketch: Let ma1 be the Skolem witness of psim(ma, isa). Case 1 follows from

lemma 6, since witness(ma1,ma.next(ma)) holds. For case 2, we consider only the

situation ¬stalled(ma.next(ma1)) since the other situation is analogous. But by

lemma 5 and definition of witness, proj(flush(ma.next(ma1))) = isa.next(isa). The

result now follows from lemma 6.

The reader might think, given our definition of witness and the lemmas we

needed to prove simulation refinement, that using this notion requires much more

manual effort than a simple flushing proof. In practice, however, the function witness

can be defined more or less mechanically from the structure of the pipeline. We will

briefly discuss how to define witnessing states and prove refinement for advanced

pipelines in the next section. Furthermore, as in the case of a flushing proof, all the

lemmas above are provable by symbolic simulation of the pipeline. By doing these

proofs we can now compose proofs of pipelines with other proofs on isa by noting

that the notion of trace containment is hierarchically composible.

We end this section with a brief comparison between our approach and that of

Manolios [Man00a]. Manolios shows that certain types of flushing proofs are flawed,

and uses WEBs to prove the correctness of pipelines. We focus on a comparison with

this work since unlike other related work, this approach uses a uniform notion of
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correctness that is applicable to both pipelined and non-pipelined machines. Indeed

our use of stuttering simulation is a direct consequence of this work. The basic

difference is in the techniques used to define the correspondence relation to relate

ma states with isa states. While we define a quantified predicate to posit the

existence of a witnessing state, Manolios defines a refinement map from the states of

ma to states of isa as follows: Point the PC to the next instruction to complete and

invalidate all the instructions in the pipe.2 He calls this approach the commitment

rule. Notice immediately that the method requires that we have to keep track of the

PC of each intermediate instruction. Also, as the different pipeline stages update

the instruction, one needs some invariant specifying the transformations on each

instruction at each stage. Short of computing such invariants manually based on

the structure of the pipeline and the functionality of the different instructions, we

believe that any generic approach to determine invariants will reduce his approach

to ours, namely defining a quantified predicate to posit the existence of a witnessing

state.

What about the flaws with flushing proofs that were discovered by Manolios?

One of the problems he points out is that a trivial machine that does not do anything

satisfies flushing proofs. Unfortunately since we are using simulations, this prob-

lem remains with our approach. More precisely, simulation refinement (and trace

containment) guarantee that for every execution of the implementation there is an

execution of the specification that has the same observation up to finite stutter. Thus

if we consider a trivial machine that has no non-stuttering execution, our notion of
2Manolios also describes a “flushing proof” and shows that flushing can relate inconsistent

MA states to ISA states. But our application of flush is different from his in that we flush ma1

rather than the current state ma. In particular, our approach does not involve a refinement map
constituting the flush of ma.
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correctness can always be used to prove that it is a refinement of any system. Nev-

ertheless, in practice, this is not a difficulty with our notion of correspondence since

it is usually easy to prove that the implementation is non-trivial. Indeed, in recent

work [Man03], Manolios concedes that stuttering simulation, though undoubtedly

weaker than WEBs is a reasonable notion of correctness of reactive systems. The

same argument goes to trace containment. He, however, points out two other prob-

lems with flushing proofs, which are both avoided in our approach. The first is that

it is possible for ma to deadlock. We do not have this problem since flushing proofs

are applied in our approach to prove trace containment using witnessing states. The

predicate witness cannot be to be admissible in ACL2 when the machine deadlocks.

We will see one instance of this in the next section when we show how to define

witness in the presence of multiple-cycle stalls. The second concern with flushing

is that it is possible to relate inconsistent ma states with consistent isa states. He

shows that as follows. He defines a function rep mapping ma states to isa states as

rep(ma) , proj(flush(ma)), and uses this function to prove WEB. However, notice

that this function does not preserve the labels, and thus does not satisfy our notion

of correspondence. By flushing from a different state, namely ma1, we avoid the

problem of inconsistency. Indeed, the formalization of trace containment guarantees

that such inconsistency does not arise.

9.5 Advanced Features

Our example above is illustrative, but trivial. The pipeline was a simple straight-

line pipe with no interrupts, exceptions, and out-of-order executions. Can we use

stuttering trace containment to reason about pipelines with such features and can

189



we turn the derivation of some form of flushing diagrams into refinement proofs?

We now explore these questions by considering some of these features.

9.5.1 Stalls

The pipeline in Fig. 9.4 allowed single-cycle stalls. Pipelines in practice can have

stalls ranging over multiple cycles. If the stall is finite, it is easy to use stuttering

simulation to reason about such pipelines. Stalls affect lemma 6 since given a wit-

nessing state ma1 of ma, the witnessing state for ma.next(ma) is given by the “next

non-stalled state” after ma1. But such a state is can be determined by executing ma

for (clk(ma.next(ma1)) + 1) steps from ma1, where the function clk (defined below)

merely counts the number of steps to reach the first non-stalled state. Finiteness of

stalls guarantees that the function terminates.

clk(s) ,

 0 if ¬stalled(s)

1 + clk(ma.next(s)) otherwise

9.5.2 Interrupts

Modern pipelines allow interrupts and exceptions. To effectively reason about inter-

rupts, we model both MA and isa as non-deterministic machines, where the “input

argument” is used to decide whether the machine is to be interrupted at the current

step or proceeds with normal execution. Recall that our notion of correspondence

can relate non-deterministic machines. Servicing the interrupt might involve an up-

date of the visible components of the state. In the isa, we assume that the interrupt

is serviced in one atomic step, while it might take several cycles in ma.

We specify the witnessing states for an interruptible ma state as follows.

ma1 is a witnessing state of ma if either (1) ma is not within any interrupt and

ma1 initiates the instruction next to be completed in ma, or (2) ma is within
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some interrupt and ma1 initiates the corresponding interrupt. Then commit holds

if either the current transition returns from some interrupt service or completes an

instruction. Assuming that pipeline executions are not interleaved with the interrupt

processing, we can then show (isa �s ma) for such non-deterministic machines. We

should note here that we have not analyzed machines with nested interrupts yet.

But we believe that the methodology can be extended for nested interrupts by the

witnessing state specifying the initiation of the most recent interrupt in the nest.

9.5.3 Out-of-order Execution

The use of witnessing states can handle pipelines with out-of-order instruction ex-

ecution as long as the instructions are initiated to the pipeline and completed in

program order. For a pipeline state ma, we determine the instruction i1 that is

next to be completed, by merely simulating the machine forward from ma. We then

specify ma1 to be a witnessing state of ma if i1 is initiated into the pipeline at ma1.

Notice that since instructions are initiated and completed in-order, any instruction

before i1 in program order must have been already initiated in the pipeline in state

ma1. Since flushing merely involves executing the pipeline without initiating any

instruction, flushing from state ma1 will therefore produce the state ma1F with the

same visible behavior as state ma.

9.5.4 Out-of-order and Multiple Instruction Completion

Some modern pipelines allow completion of multiple instructions at the same clock

cycle, and out-of-order completion of instructions. Such features cannot be directly

handled by stuttering trace containment if isa is chosen to be the machine that
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sequentially executes instructions one at a time. In this section, we outline the

problem and discuss a possible approach. We admit, however, that we have not

attempted to apply the outlined approach in the verification of actual systems and

thus our comments here are merely speculative.

Consider a pipeline state ma poised to complete two instructions i1 and i2

at the same cycle. Assume that i1 updates register r1 and i2 updates register r2.

Thus the visible behavior of the pipeline will show simultaneous updates of the two

registers. The isa, however, can only update one register at any clock cycle. Thus,

there can be no isa state isa with the properties that (1) ma and isa have the

same labels, and (2) executing both machines from ma and isa results in states that

have the same labels, even with possible stutter. In other words, there can be no

(stuttering) simulation relation relating ma and isa. The arguments are applicable

to out-of-order completion as well, where the updates corresponding to the two

instructions are “swapped” in the pipelined machine.

One might think that the issues above arise only in superscalar architectures.

Unfortunately, that is not true. Even with pipelines that are essentially straight lines

this issue can arise when the pipeline is involved in the update of both the register

file and the memory. The reason is that these two updates usually occur on two

different pipeline stages. Thus it is possible for a memory update instruction to

update the memory before or simulataneously with a previous instruction updating

the register file. If both the memory and the register file are in the label of the

two systems then the situation is exactly the same as the scenario described above.

Indeed, we will see in some detail how this scenario causes problems with refinement

proofs in the context of a more elaborate example in Chapter 14.
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Since multiple and out-of-order completion affect the visible behavior of the

pipelined machine, we need to modify the execution of the ISA to show correspon-

dence. We propose the following approach: The ISA, instead of executing single

instructions atomically, non-deterministically selects a burst of instructions. Each

burst consists of a set of instruction sequences with instructions in different sequences

not having any data dependency. The ISA then executes each sequence in a burst,

choosing the order of the sequences non-deterministically, and then selects the next

burst after completing all sequences. Notice that our “original” isa can be derived

from such an ISA by letting the bursts be singleton sets of one instruction.

9.6 Summary

We have shown how one can turn flushing proofs of pipelined microarchitectures

to proofs of stuttering trace containment using simulation refinement. The method

requires construction of a predicate determining the witnessing state for ma, and

Skolemization of the predicate gives us the simulation relation. The proofs can be

conducted by symbolic simulation of the pipeline.

It should be noted that we have not done anything to simplify the flushing

proofs themselves. We have only shown that if one can prove certain types of

flushing theorems then it is possible to construct a (stuttering) refinement proof of

the pipelined machine more or less mechanically. Nevertheless, this allows us to

use a generic notion of correctness to reason about pipelined machines while still

benefiting from the scalability often afforded by flushing. In particular, the use

of witnessing states and the extra proof obligations introduced to show simulation

guarantee that some deficiencies of flushing approaches can be alleviated without
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much effort. Furthermore, witnessing states can be used to reason about many of

the features of modern pipelines.

We will reiterate here that one of the key reasons for the applicability of our

methods is the use of quantification. As in the previous part, we saw extensive use of

quantification and Skolemization in this part both in reasoning about different proof

rules, and, in particular, in the case of pipelines for defining simulation relations.

One of the places in which quantification is really useful is the so-called “backward

simulation”. Notice that the witnessing states occur in the past and thus one must

be simulating the machine backwards somehow to determine such states. A con-

structive approach for finding such a state would require keeping track of the history

of execution. But we manage to simply define a predicate that specifies when ma1

might be considered a witnessing state of ma. The definition of the predicate, then,

requires only “forward simulation” from ma1. Quantification then does the rest, by

allowing us to posit that some such ma1 exists.

9.7 Bibliographic Notes

Reasoning about pipelines is an active area of research. Aagaard et al. [ACDJ01]

provide an excellent survey and comparison of the different techniques. Some of the

early studies have used skewed abstraction functions [SB90, BT90] to map the states

of the pipeline at different moments to a single isa state. Burch and Dill [BD94]
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variant, called flush point alignment to verify a 3-stage pipelined machine [Saw00].
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The same approach has been used by Sawada and Hunt [SH97, SH98, SH02] to verify

a very complicated pipelined microprocessor with exceptions, stalls, and interrupts.

The key to this approach has been the use of an intermediate data structure called

MAETT, that is used for keeping track of the history of execution of the different

instructions through the pipeline. Hosabettu et al. [HGS00] use another variant

variant of the Burch and Dill approach, namely flush point refinement, to verify a

deterministic out-of-order machine using completion functions. Recently techniques

have been proposed for combining completion functions with equivalence checking to

verify complicated pipelines [ACJTH04]. Both flush point alignment and flush point

refinement require construction of complicated invariants to demonstrate correlation

between the pipelined machine and the isa.

There have also been compositional model checking approaches to reason

about pipelines. For example, Jhala and McMillan [JM01] use symmetry, tempo-

ral case-splitting, and data-type reduction to verify out-of-order pipelines. While

more automatic than theorem proving, applicability of the method in practice re-

quires the user to explicitly decompose the proof into manageable pieces to alleviate

state explosion. Further, it relies on symmetry assumptions which are often vio-

lated by the heterogeneity of modern pipelines. Finally, there has been work on

using a combination of decision procedures and theorem proving to verify modern

pipelines [BGV99, LB03], whereby decision procedures have been used with light-

weight theorem proving to verify state invariants.

Manolios [Man00a] shows logical problems with the Burch and Dill criterion

as a notion of correctness. He uses WEBs to reason about variants of Sawada’s

3-stage pipeline. This work, to our knowledge, is the first attempt in reasoning
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about pipelines using a general-purpose correctness notion expressing both safety

and liveness properties. We provided a brief comparison of our approach with

that of Manolios in Section 9.4. Manolios and Srinivasan [MS04, MS05] present

ways of automating WEB proofs of pipelines by translating them to formulas in

UCLID [BLS02].

The work reported in this chapter is joint research with Warren A. Hunt Jr.,

and the presentation is adapted with his permission from a previous paper on the

subject [RH04].
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Part IV

Invariant Proving
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Chapter 10

Invariant Proving

In the last part, we saw how a notion of refinements can be used to reason about

reactive systems using theorem proving. A hurdle in application of stuttering re-

finements, as we saw in the examples in Chapter 8, was in the definition and proof

of appropriate inductive invariants. In this part, we will therefore explore ways of

facilitating invariant proofs.

A unary predicate good is said to be an invariant for a reactive system if

and only if it holds for every reachable state of the system. More precisely, let I

be a reactive system, and stimulus be a fixed uninterpreted unary function speci-

fying a sequence of inputs to system I. Then good is an invariant if and only if

good(I.exec[stimulus](n)) is a theorem. Throughout this part, we will write I.exec(n)

as a shorthand for I.exec[stimulus](n). The goal of invariant proving is to show that

the predicate good is an invariant.

Let us first understand the relations between the definition of invariant as

shown above with our discussions on invariants in Chapter 8. There we said that one

could prove that I is a well-founded refinement of S if one could prove the single-
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step obligations SST1-SST3, SST6, and SST7 in page 139, (and the corresponding

fairness obligations) by replacing inv with predicate good if we can then prove that

the following formulas are theorems.

RI1: inv(I.init())

RI2: inv(s) ⇒ inv(I.next(s, i))

RI3: inv(s) ⇒ good(s)

It is easy to see that good can be proved to be an invariant (based on the definitions

above) if RI1-RI3 hold. Then inv is called an inductive invariant strengthening

good. In general, we can use good instead of inv in the conditions for well-founded

refinements if good is an invariant. The proof of invariance of a predicate good by

exhibiting an inductive invariant strengthening it is often referred to as an inductive

invariant proof.

Devising techniques for proving invariants of reactive systems, of course, has

been of interest to the formal verification community for a long time independent of

our framework. Proofs of safety properties, that is, those that say that the “system

does not do anything bad” [Lam77], essentially amount to the proof of an invari-

ant. Even for proving liveness properties, that is, those that say that “the system

eventually does something good”, one often requires some auxiliary invariance con-

ditions. Our way of verifying reactive systems, by showing correspondence based on

stuttering trace containment with a simple specification, can be recognized as an

approach for showing both safety and liveness properties together. It is therefore

not surprising that invariants form a big stumbling block for the efficacy of our

methods.

Proving invariants is known to be a difficult problem. The theorem proving
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approach to doing this is what we have been talking all along, namely finding an

inductive invariant proof of the invariance of the predicate concerned. The difficulty

of this approach should by now be obvious to the reader. Inductive invariants also

suffer from the problem of scalability. In particular, the definition of inv is brittle.

Consider for example the esi system. The description of the system as we showed in

Chapter 8 is of course wholly impractical. A more practical implementation might

be one in which reading of a cache line is not atomic but proceeds for a number of

transitions. This and other elaborate implementations of esi exist, and in each case

the predicate good as we showed is still an invariant; after all, it was just saying

that the caches are coherent. But the inductive invariant inv changes drastically.

For instance if the reading of a cache line is not atomic then inv must keep track, at

each state, how much of the reading has been done, which portions of the block can

be locked and unlocked, and so on. What this implies is that as the system design

evolves the inductive invariant proofs might require extensive modification to keep

up with the design changes.

In the case where the system of interest has a finite number of states, however,

there is another approach possible. We can just check algorithmically if all the

reachable states of the system do satisfy good. Reachability analysis forms the

model checking approach for proving invariants of finite-state systems. In LTL, an

invariant is typically written as a property of the form G good. Of course here

we have to think of the system as a Kripke Structure and assume that the set

AP of atomic propositions involved are expressive enough so that good can be

expressed as a Boolean combination of the elements of this set. When reachability

analysis succeeds, we therefore say that the formula Ggood holds for the system. The
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model checking approach, when it is applicable, of course, is completely automatic

with the additional advantage of being able to find a counterexample when the

check fails. However, as is usual in the context of model checking, the problem lies

with state explosion. While many abstraction techniques have been developed to

improve the scalability of this approach, practical application of such techniques

needs restrictions on the kind of systems that they can handle and properties that

can be proved as invariants.

In this part, we will explore an approach to bridge the gap of automation

between theorem proving and model checking for the proof of invariants, without

limiting the kind of system that can be analyzed. The goal of our method is to de-

rive abstractions of system implementations using term rewriting. The abstractions

that we produce are so-called predicate abstractions [GS97], which let us reduce the

invariant proving problem on the original system to a reachability analysis of a finite

graph. Rewriting is guided by a collection of rewrite rules. The rewrite rules are

taken from theorems proven by a theorem prover.

The reader might ask at this point why we need a separate procedure for

proving invariants of reactive systems. After all, the problem with inductive invari-

ants is not new to us. We faced the same problem with step invariants for sequential

programs in Part II. There we managed to avoid the problem of defining inductive

invariants by doing symbolic simulation given assertions at certain cutpoints. Why

can we not try to extend that approach for reactive systems? Our short answer is

that we have so far not found an effective way of achieving such extensions. The rea-

son is principally in the non-deterministic nature of reactive systems. The reason

that symbolic simulations “worked” for sequential programs is that the cutpoints
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were relatively few. Recall that we had to manually add assertions to cutpoints for

our symbolic simulation to work. If for example every state (and hence every value

of the program counter) corresponded to a cutpoint then the approach would have

done us little good. Yet in reactive systems that is exactly the scenario we face. For

example consider a multiprocess system where each process is executing the same se-

quential program over and over again. If there were only one process then we would

have chosen the loop tests and entry and exit points of procedures as cutpoints. But

what do we choose for multiprocess systems? For every state of the system, there

are several possible ways the control can reach that state, namely via different inter-

leaving execution of the different processes. The “best” we can hope for by symbolic

simulation is to collapse the steps of the processes where the only updates are on

local state components of the process concerned. But this still leaves us in most

cases with an inordinate number of cutpoints at which we need to attach assertions.

Of course there has been significant work on the use of VCGs for non-deterministic

programs, but we could not adapt them suitably for our work [DLNS98]. Thus we

want to explore more aggressive approaches for automating invariant proofs.

To understand our method, we will first briefly review what predicate ab-

stractions are and how generating them leads to invariant proofs. We will then

outline our approach and see how it benefits from the use of both theorem proving

and model checking. The ideas discussed in this chapter will be expanded upon in

the next chapter.
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10.1 Predicate Abstractions

The concept of predicate abstractions was proposed by Graf and Saidi [GS97], al-

though the basic approach is an instance of the idea of abstract interpretation intro-

duced by Cousot and Cousot [CC77]. Suppose we have a system I that we want to

analyze. In the predicate abstractions approach, first a finite number of predicates

is defined over the states of I. These predicates are then used to define a finite-state

system A that can serve as an abstraction of I.

How does this all work? Assume that we are given a set P .= {P0, . . . , Pm−1}

of predicates on the states of a system I. Suppose then that we can construct a

collection of functions Nj that stipulate how each predicate is “updated” in system

I. That is, suppose we can construct Nj such that the following is a theorem for

j ∈ {0, . . . ,m− 1}.

A1: Nj(P0(s), . . . , Pm−1(s), i0, . . . , il) ⇒ Pj(I.next(s, i))

Then we can construct a finite-state system A as follows.

• A state of A consists of m components (or an m-tuple). Each component can have

the value T or NIL.

• The m-tuple 〈b0, . . . , bm〉 is the state A.init() if and only if bj = Pj(I.init()).

• Given a state s .= 〈a0, . . . , am−1〉 of A, and an input i .= 〈i0, . . . , il〉, the j-th compo-

nent of A.next(s, i) is given by Nj(a0, . . . , am−1, i0, . . . , il) ⇔ T.

• The label of a state s is the set of components in s that have the value T.

The system A is referred to as a predicate abstraction of I.

What has predicate abstraction got to do with invariant proofs? Assume that

the predicate good which we want to establish to be an invariant on system I is one of

the predicates in P. In fact, without loss of generality, assume P0
.= good. It is easy
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to prove that good is an invariant of I if in every state p in A reachable from A.init(),

the 0-th component of p is T. But since A has only a finite number of states, this

question can now be answered by reachability analysis! Thus proofs of invariance

of unbounded state systems can be reduced by predicate abstraction to the model

checking of a finite state system. If the number of predicates in P is small, or at least

the number of reachable abstract states is small, then predicate abstraction provides

a viable approach to invariant proving. Notice however that the results from such a

check can only be conservative in the sense that if the reachability analysis succeeds

then good is an invariant but if it fails then nothing can be formally claimed about

the invariance of good. Indeed, one can choose P .= {good} and N0(s) , NIL to

create a “bogus” abstract system AB which is a predicate abstraction of any system

I according to the above conditions but is useless for proving invariance of good.

As should be understood from above, the basic idea of predicate abstraction

is very simple. There are two chief questions to be answered in order to successfully

use predicate abstractions in practice. These are the following:

Discovery How do we effectively obtain the set of relevant predicates P?

Abstraction Given P, how do we construct the abstract transition function?

Let us take the abstraction step first. Thus suppose one has a set P .= {P0, . . . , Pm−1}

of m predicates. Then one considers all possible 2m evaluations of these predicates.

For each pair of evaluations b .= 〈b0, . . . , bm−1〉 and b′ .= 〈b′0, . . . , b′m−1〉, one then asks

the following question. If for some state s of the implementation I the predicates

in P have the values as specified by b, then is there some i such that in I.next(s, i)

the predicates have the values induced by b′? If the answer is yes, then one can add

b′ as one of the successors of b in A. In practice, the answer is typically obtained
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by theorem proving [GS97, SS99, FQ02, DDP99]. Some other techniques have been

recently devised to make use of techniques based on Boolean satisfiability checking.

In particular, an approach due to Lahiri and Bryant [LBC03] that has been em-

ployed with the UCLID verification tool represents the abstract transition functions

and state space symbolically using BDDs and efficiently computes the successors of

sets of states using efficient algorithms for Boolean satisfiability checking.

Predicate discovery is a more thorny issue. Many techniques for predicate

discovery follow a paradigm often known as the abstraction refinement paradigm.

That is, one starts with a small set of predicates, initially possibly only contain-

ing the proposed invariant good. One then computes an abstraction based on

this small set, and applies model checking on the abstract system. If the model

checking fails, one attempts to augment the set of predicates based on the coun-

terexample returned. This general approach has been applied in different forms in

practice [DD02, CGJ+00] for generating effective predicate abstractions incremen-

tally. Another promising approach, developed by Namjoshi and Khurshan [NK00]

involves syntactic transformations to generate the predicates iteratively on the fly.

In this approach, one starts with an initial pool of predicates, and creates a “Boolean

program” in which the predicates are represented as variables. The updates to these

variables are specified by a computation of the weakest precondition of the corre-

sponding predicate over each program action. This computation might produce new

predicates which are then added to the pool to be examined in the next iteration.

Our approach to predicate abstractions is based on this method and we will provide

fuller comparison with it when discussing our procedure in the next chapter.
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10.2 Discussions

Given the success and popularity of predicate abstractions, it makes sense to ask

if we can make use of such work with ACL2 in our framework to automate the

discovery and proof of invariants. Our applications, however, are different from

most other domains where the method has been applied. In most of the other work,

the predicates were either simple propositions on the states of the implementation,

or built out of such propositions using simple arithmetic operations. While recent

work by Lahiri and Bryant [LB04b] and Qadeer and Flanagan [FQ02] allow some

generality, for example allowing quantified predicates over some index variables, the

language for representing predicates has always been restricted. This is natural,

since the focus has been on designing techniques for automating as much of the

predicate discovery as possible. While the work of Graf and Saidi [GS97] and other

related methods used theorem proving as a component for predicate abstraction,

this component was used typically for the abstraction rather than the discovery

phase.

However, we do want to preserve the ability of defining predicates which

can be arbitrary recursive functions admissible in ACL2. This is important since

we want predicate abstractions to mesh with the strengths of theorem proving,

namely expressive logic and consequent succinctness of definitions. We also want an

approach that can be configured to reason about different reactive systems that can

be formally modeled with ACL2. As a consequence of these goals, we must rely on

theorem proving approaches for predicate discovery rather than design procedures

that work with restricted models and properties.

How do we achieve such goals? While the predicates (and indeed, systems
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that we define) are modeled using arbitrary recursive functions in theorem proving,

one usually makes disciplined use of these functions and often applies them over

and over again in building different systems. For example, we have used functions

defining operations on sets and finite records to model all the systems in Chapter 8.

The user of a theorem prover usually writes libraries of lemmas and theorems that

help in simplifying the terms that arise during a proof. These lemmas are often

generic facts about the different functions used in the definition of the system and

its properties. Thus if two different systems are modeled with the same functions,

the same library of lemmas can be used to reason about them. In designing pred-

icate abstractions, we wish to leverage these generic lemmas to “mine” the useful

predicates.

Our approach is to use term rewriting on the next state function of the im-

plementation to determine the appropriate predicates. The rewriting is governed

by rewrite rules which are taken from theorems proven in ACL2. The user can

control and extend the rewriting by proving additional theorems. By depending on

rules rather than on built-in heuristics, the same procedure can be used for proving

invariants of many different systems by simply supplying different rules. Of course,

writing theorems about functions defining a reactive system and its properties in-

volves careful understanding of the functions involved. But as we will see, most of

the rules that we need are generic theorems, already available in a deductive setting.

While in some cases some “system specific” rules are necessary, the concepts behind

such rules can be usually reused for similar systems. We will see this in reasoning

about two different cache coherence protocols in the next chapter.
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10.3 An Illustrative Example

So what is our procedure? We will provide a technical description in the next

chapter, but here we present a trivial but illustrative example. Consider a reactive

system consisting of two components C0 and C1, which initially both contain 0 and

are updated at each transition as follows.

• If the external stimulus i is NIL then C0 gets the previous value of C1; otherwise C0

is unchanged.

• If i is NIL then C1 is assigned the value 42; otherwise C1 is unchanged.

This system can be easily modeled as a reactive system in ACL2. Assume that C0(s)

returns the value of the component C0 in state s and C1(s) returns the value of the

component C1. Given this system, consider proving that the component C0 always

contains a natural number. This means that we must prove that the predicate

natp(C0(s)) is an invariant. It should be clear, however, that since the value of

C0 sometimes depends on the previous value of C1, natp(C0(s)) is not an inductive

invariant. An appropriate inductive invariant for this system is given by:

inv(s) , natp(C0(s)) ∧ natp(C1(s))

Thus to obtain an inductive invariant we need to “discover” this new predicate

natp(C1(s)).

We will now see how our method handles this simple system. For technical

reasons, our procedure works with functions of “time” rather than states and inputs.

However, it is easy to obtain from any system, a collection of equations that are

theorems describing the behavior of the system at time n. For a system I, and a

state component C, assume that C(s) returns the value of C in state s. Then we will

define Ĉ(n) , C(I.exec[stimulus](n)). Recall that stimulus is a fixed uninterpreted

208



1. Ĉ0(0) = 0

2. Ĉ1(0) = 0

3. Ĉ0(n+ 1) =

{
Ĉ0(n) if ¬stimulus(n)
Ĉ1(n) otherwise

4. Ĉ1(n+ 1) =
{

42 if ¬stimulus(n)
Ĉ1(n) otherwise

Figure 10.1: Equations showing the transitions of the Two Component System

function stipulating an arbitrary infinite sequence of inputs to the system I. With

these conventions, equations 1-4 in Figure 10.1 shows the equations which stipulate

the behavior of our example system as a function of time. Writing P0
.= natp(Ĉ0(n)),

we note that the invariance problem above is equivalent to proving that P0 is an

invariant. For the purpose of our procedure, we will assume that the predicates we

are dealing with all contain one variable n.

Let us now see how rewriting can discover predicates. Consider rewriting

natp(Ĉ0(n + 1)) using equation 3 along with the following equation 5 which is a

generic theorem about natp and if.

5. natp(if(x, y, z)) = if(x, natp(y), natp(z))

For the purpose of rewriting, we will always assume that the equations are oriented

from left to right. Since all the equations used in rewriting are theorems, it follows

that if rewriting a term τ produces a term τ ′ then τ = τ ′ is a theorem.1 It is easy

to see that rewriting natp(Ĉ0(n+ 1)) yields the following term.

T0 : if(stimulus(n+ 1), natp(Ĉ0(n)), natp(Ĉ1(n)))

1In a strict sense what we can derive is τ ⇔ τ ′. This distinction is not important for our
discussion since we are interested here in predicates.
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We will treat this term T0 as a Boolean combination of terms stimulus(n + 1),

natp(Ĉ1(n)), and natp(Ĉ0(n)). Let us decide to abstract the term stimulus(n + 1)

and explore the term P1
.= natp(Ĉ1(n)) as a new predicate. By exploring, we mean

that we will replace n by (n + 1) in the term and apply rewriting. We will come

back to our reasons for abstracting stimulus(n+1) later when we discuss the details

of our procedure. But for now, note that rewriting natp(Ĉ1(n+ 1)) using equations

4 and 5, along with the computed fact natp(42) = T then yields the following term:

T1 : if(stimulus(n+ 1), natp(Ĉ1(n)), T)

We can treat the terms T0 and T1 as specifying how the predicates P0 and P1 are

“updated” at every instant. We can now create our finite-state abstract system A

very simply as follows.

• The states of the system are pairs of Booleans. Thus the system has 4 states.

• The initial state is the pair 〈T, T〉, given by the evaluation of the predicates P0 and

P1 at time 0, that is, the values of natp(Ĉ0(0)) and natp(Ĉ1(0)).

• The updates to the components of a state are given by the terms T0 and T1 respec-

tively. That is, suppose the system is in state p .= 〈b0, b1〉. For any Boolean input

i, the value of the 0-th component in A.next(p, i) will be given by the value of the

(ground) term if(i, b0, b1).

The system is shown pictorially in Figure 10.2. By our previous discussions, it is

easy to see that A is a predicate abstraction of our system. We can now prove our

invariant by checking that the 0-th component of every reachable state is T.

10.4 Summary

We have shown how the problem of proving invariants for reactive systems can be

formally reduced to predicate abstraction. We have also suggested how predicate
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T,NIL
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T

Figure 10.2: Finite-state Abstraction of the Two Component System

abstractions can be performed in a deductive reasoning system using term rewriting.

Given this motivation, several questions arise. Is it useful to do predicate

abstraction and discovery for the kind of invariants we want to prove? Does it reduce

manual effort substantially? Does it scale up to the complexity of large systems?

In the next two chapters, we will answer all these questions in the affirmative by

designing a procedure and demonstrating its use in proving invariants of reasonably

complex systems.
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syntactic manipulation of the concrete program [NK00, LBBO01].

The results described in this part are based on collaborative work with Rob

Sumners [SR04, SR05]. The results also appear as part of the Ph.D. dissertation of

Sumners [Sum05].

212



Chapter 11

Predicate Abstraction via

Rewriting

The example in the last chapter, though trivial, illustrated the key ingredients in-

volved in our approach to predicate abstraction and discovery. We start with a set

of predicates to explore, initially only the predicate P0 that we want to prove to be

an invariant. For each predicate P to be explored we consider the term P/σ where

σ is the substitution [n → (n + 1)], and rewrite this term to some term P ′. We

then inspect the subterms of P ′ to find new predicates which we decide to explore

or abstract, continuing this process until we reach a closure over the predicates to

be explored. The abstract system is obtained whose state components correspond

to the predicates we explored and the inputs correspond to predicates which we

abstract. We then employ reachability analysis on this abstract system to check if

the predicate P0 is an invariant.

In this chapter, we will present some technical details of the procedure, show
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why it is sound, and discuss some of the design choices we made in implementing it

and some of its capabilities that afford user control and automation. We will then

see how the procedure can be used effectively in proving invariants of some reactive

systems.

Our abstraction generation constitutes the following two major pieces

REWRT: A term rewriter for simplifying terms given a collection of rewrite rules.

CHOP: An algorithm for finding relevant predicates from such rewritten terms.

Procedure rewrt is a simple conditional term rewriter. It takes a term τ and

a theory T , and produces a term τ∗ as follows. Any formula in T of the form

γ ⇒ α = β where α, β, and γ are terms, is treated as a rewrite rule.1 The rule is

applicable to term τ if there is a substitution σ such that (γ/σ ⇔ T) is a theorem,

and α/σ is syntactically equal to τ . Then β/σ is referred to as the result of the

rewriting. A rewriter applies the rules in C to τ until no rule is applicable. The

result is then said to be in normal form. Rewriting is in general a non-deterministic

process. We implement rewrt principally as an inside-out, ordered rewriter. By

inside-out, we mean that the arguments of a term are rewritten before the term. By

ordered, we mean that the rules in T are applied in a pre-determined total order.

The theory T , as always, is assumed to be an extension of the ACL2 ground zero

theory GZ. In particular, T should contain axioms defining the reactive system of

interest and its properties.

It should be clear that since all the rewrite rules used by rewrt are either

axioms or theorems in theory T , if rewriting τ produces τ∗, then (τ = τ∗) is a

theorem in T . This is the only critical property of rewrt that will be relevant
1The formulas of the form α = β are treated as rewrite rules T⇒ α = β.
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to us in what follows. The choice of inside-out rewriting and the order in which

rules are applied by rewrt are influenced in part by the success of similar choices

made in the implementation of the ACL2 theorem prover itself. In particular, our

choice allows us to use theorems and lemmas that have been formulated for term

simplification by the ACL2 simplifier. While these choices do affect how the theory

T should be constructed in order for rewrt to be effective in generating the relevant

predicates, we ignore them as “implementation details” in this presentation, along

with other heuristics that have been implemented to make the rewriting efficient.

There is one aspect of the implementation of rewrt however that we briefly

mention here, since it will directly concern the predicate generation process. rewrt

gives special treatment to two function symbols hide and force. These are unary

functions axiomatized in GZ to be identity functions as follows.

hide(x) = x

force(x) = x

But rewrt gives them special treatment in the sense that it ignores any term of the

form hide(τ) or force(τ) and any of their subterms. This is done to allow the user to

control the generation of predicates and we will understand their application when

we discuss user-guided abstraction facilities in our procedure.

The second piece in the process of abstraction generation is the procedure

chop. The procedure is described in Figure 11.1. Here ∅ is the empty set. chop

takes a term (assumed to have a single variable n) and returns two sets of predicates,

namely the set E of exploration predicates which are used for the creation of the

abstract system, and the set U of abstraction predicates. In our example, chop, given

the term T0, classified natp(Ĉ1(n)) as an exploration predicate and stimulus(n+ 1)
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If τ is of the form if(τ1, τ2, τ3)
〈E1,U1〉 := chop(τ1)
〈E2,U2〉 := chop(τ2)
〈E3,U3〉 := chop(τ3)

Return 〈E1 ∪ E2 ∪ E3,U1 ∪ U2 ∪ U3〉
Else If (n+ 1) or hide occurs in τ then

Return 〈∅, {τ}〉
Else Return 〈{τ}, ∅〉

Figure 11.1: Chopping a Term τ

as an abstraction predicate. The basis for the classification is very simple. If the

term τ given to chop is of the form if(τ1, τ2, τ3) then it recursively chops each

of these component terms. Otherwise it characterizes τ itself as an abstraction or

exploration predicate as follows. If τ contains (n + 1) or the application of hide in

any subterm then it is classified for abstraction, otherwise for exploration.

The reason for choosing subterms containing (n + 1) for abstraction should

be clear from our example. We intend to apply chop on the result of rewriting

P ′
.= P/[n→ (n+ 1)] where P is one of the exploration predicates. The predicates

are formulas describing properties of the different state components of a system. The

value of a component at time (n + 1) can depend on (1) the values of components

at time n, and (2) the stimulus received at time (n+ 1). Thus any term containing

an occurrence of (n+ 1) in the result of rewriting P ′ must have been “contributed”

by terms descibing the external stimulus. Since the invariants are required to hold

irrespective of the value of this stimulus, it is a reasonable heuristic to abstract

such terms. The reason for using hide for abstraction, as for treating it specially for

rewriting, is to provide user control as will be clarified below.
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Initially old := {P0}; news := ∅; newi := ∅
Repeat

1. Choose some predicate P ∈ old
2. rewrt P/[n→ n+ 1] to obtain term P ∗

3. 〈E ,U〉 := chop(P ∗)
4. old := (old\{P}) ∪ E ;
5. news := news ∪ {P};
6. new i := new i ∪ U

Until old == ∅
Return 〈news,new i〉

Figure 11.2: Procedure for Generation of Predicates

Given rewrt and chop, our procedure for predicate discovery is described

in Figure 11.2. Given a proposed invariant P0, it returns two sets new s and new i.

The set new s contains the predicates that are explored, and new i contains those

that are abstracted. The procedure at any time keeps track of the predicates to

be explored in the variable old . At any iteration, it chooses a predicate P from

old , rewrites the term P/[n → (n + 1)], finds the new predicates by chopping the

term P ′ so produced, and augments the set old with new exploration predicates so

produced, until it reaches a closure.

With the predicates generated, it is now easy to construct an abstract sys-

tem A. It will have one state variable for every predicate in new s, and one input

variable for every predicate in new i. Let us assume that the set of state variables

is {v0, . . . , vm−1} and that of input variables are {i0, . . . , il}. Let us represent the

predicate associated with a variable v by Pv. By the description of rewrt and

chop above, it should be clear that Pv is a term containing a single variable n.

Without loss of generality, assume that the predicate P0 which we set out to prove
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as invariant, is Pv0 . We can think of the states of our system as m-tuples where

for each m-tuple a, every component aj is either T or NIL. The initial state of the

system is the m-tuple obtained by the term Pv/[n→ 0] for each state variable v.

To define the transitions of the system note from our description in Fig-

ure 11.2 that for each state variable v, the term Pv/[n → (n + 1)] is rewritten in

step 2 to produce the term P ′v. We construct a term Nv describing the transition

of v by “massaging” term P ′v as follows. If a subterm of P ′v does not have any

occurrence of if then by our description of chop it must be one of the predicates

in new s or new i. The term Nv is now obtained by replacing all such subterms with

the corresponding variables. Since the only function symbol in the term Nv is if,

we can treat the term as a Boolean combination of the state and input variables in

the abstract system. Thus, given two abstract states (or m-tuples) a and b, b is a

successor of a in A if and only if there exists a Boolean substitution σ such that the

following holds.

1. σ associates a Boolean (T or NIL) to every state and input variable.

2. If bj has the value x ∈ {T, NIL}, then σ associates x to the variable vj .

3. (Nvj
/σ ⇔ bj) is a theorem for each j ∈ {0, . . . ,m− 1}

By conditions 1 and 2, the term (Nvj/σ ⇔ bj) is a ground term and the only

function symbol that might occur is if. Thus the theoremhood in condition 3 can

be established by simple evaluation.

Before proceeding further, let us first prove that we can check invariance of

the predicate P0 by showing that in every reachable state in A, the variable v0 has

the value T. To do so, we will show how to construct a term I with a single variable

n such that the following three formulas are theorems in T .

• I/[n→ 0]
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• I ⇒ P0

• I ⇒ I/[n→ (n+ 1)]

We can think of I as an inductive invariant, although we have represented it as a

function of “time” instead of “state”. How do we construct I? For an m-tuple a,

we first construct a term Ma
.=

∧m−1
i=0 (Pvj ⇔ aj). Call Ma the minterm of a. Let

nbrsa denote the set of successors of a. Then the following proposition specifies

the relation between the minterms of an abstract state and the minterms of its

successors.

Proposition 2 Let a be any m-tuple. Then the formula

Ma ⇒ (
∨

b∈nbrsa

Mb)/[n→ (n+ 1)]

is a theorem in T .

Proof sketch: Since all the rules used in rewrt are axioms or theorems, it follows

that if the application of rewrt on P in step 2 of Figure 11.2 produces P ′ then

(P/[n → (n + 1)]) ⇔ P ′ is a theorem. Further note that the minterm Ma returns

T if and only if the value of every predicate Pvj is the same as aj . The proposition

now follows from the definition of successors.

Let Ra be the set of abstract states reachable from a. The following proposition

shows that we can use the minterms for the states in Ra to construct I.

Proposition 3 Let a be an abstract state. Then the formula

(
∨
q∈Ra

Mq) ⇒ (
∨
q∈Ra

Mq)/[n→ (n+ 1)]

is a theorem.
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Proof: Since Ra is the set of all reachable states from a, for any state q ∈ Ra,

Rq ⊆ Ra, and nbrsa ⊆ Ra. The proof now follows from proposition 2.

From proposition 3, it follows that we can construct I above as follows. Let â

be the initial state of A. Then I
.= (

∨
q∈Râ

Mq). Indeed, from our description in

the last chapter, it is easy to see that the abstract system A forms a predicate

abstraction. The differences between A and a traditional predicate abstraction is

cosmetic. Namely, traditionally the state variables in the abstraction are predicates

on states of the concrete implementation, while in our implementation they are

predicates on time.

We conclude this description with a note on convergence. The steps 1-6 in

Figure 11.2 need not converge. In practice, we attempt to reach convergence within

a user-specified bound. Why not coerce terms on which convergence has not been

reached to input variables? We have found that such coercions typically result in

coarse abstraction graphs and spurious failures. We prefer to rely on user control

and perform such coercions only via user-guided abstractions as we describe below.

11.1 Features and Optimizations

Our method primarily relies on rewrite rules to simplify terms. Even in our trivial

example in the last chapter, equation 5 is critical to rewrite P ′0 to T0. Otherwise,

the normal form would have been

T0′ : natp(if(stimulus(n), Ĉ0(n), Ĉ1(n)))

Then chop would have classified it as an abstraction predicate resulting in an ab-

stract system that would produce a spurious failure.
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This trivial example illustrates an important aspect of our approach. Equa-

tion 5 is a critical but generic “fact” about natp and if, independent of the system

analyzed. Equation 5, known as an if-lifting rule, would usually be stored in a library

of common rules. While generic rules can normalize most terms, it is important for

scalability that the procedure provide control to facilitate generation of manageable

abstractions. We now discuss some of these features.

11.1.1 User Guided Abstraction

User-guided abstraction is possibly the most important and powerful feature of our

procedure that is relevant in providing user control. This is achieved by the special

treatement given to the function hide. To see how we can hide predicates effectively,

consider a system with components A0, A1, A2, etc., where A0 is specified as follows:

Â0(0) = 1

Â0(n+ 1) =

 42 if natp(Â1(n))

Â0(n) otherwise

Thus A0 is assigned 42 if the previous value of A1 is a natural number, and otherwise

is unchanged. Consider proving that P0
.= natp(Â0(n)) is an invariant. Our pro-

cedure will discover the exploration term P1
.= natp(Â1(n)) and attempt to rewrite

natp(Â1(n+ 1)), thereby possibly exploring other components. But P1 is irrelevant

to the invariance of P0. This irrelevance can be suggested by the user with the rule:

natp(Â1(n)) = hide(natp(Â1(n)))

Since hide is logically the identity function, proving the formula above is trivial.

But the rule has the effect of “wrapping” a hide around natp(A0(n)); this term is

therefore ignored by rewrt and abstracted by chop, resulting in a trivial abstract

system.
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The idea of hide can be used not only to abstract predicates but also to

introduce new predicates. We will see a more serious use of this in Section 11.3

11.1.2 Assume Guarantee Reasoning

The other special function force is used for providing limited assume-guarantee ca-

pabilities. We mentioned that in trying to prove that P0 is an invariant rewrt

ignores terms of the form force(P ). But we did not say what is done with such a

term in generating the abstract system. Procedure chop replaces force(P ) with T.

We can think of this process as assuming that P is an invariant. Thus for example,

in our example of the previous chapter, we could have added the rule:

natp(Ĉ1(n)) = force(natp(Ĉ1(n)))

Proving invariance of P0 with this added rule would have wrapped a force around

P1
.= natp(Ĉ1(n)) thereby producing a trivial abstract system with 1 variable instead

of 2 as shown in Figure 10.2. To complete the proof, we need to prove that each

forced predicate, in this case natp(Ĉ1(n)), is also an invariant. This is done by

calling the procedure on each forced predicate recursively. In proving the invariance

of P1 we can assume that P0 is an invariant. The apparent circularity is resolved by

an induction on time. More precisely, when we prove the invariance of P assuming

the invariance of Q and vice versa, we are merely proving that P holds for time

(n+1) assuming Q at time n. The use of assume-guarantee reasoning is well-known

in model checking and the use of force provides a way of “simulating” such features

via rewriting.
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11.2 Reachability Analysis

The abstract system is checked using reachability analysis. Any model checker can

be integrated with our procedure for that purpose by translating the abstract system

into a program understandable by the checker. We have implemented such interfaces

for VIS [BHSV+96], SMV [McM93], and NuSMV [CCGR99]. Nevertheless, we also

implemented our own “native” reachability analysis procedure which principally

performs an on-the-fly breadth first search. While admittedly less efficient than the

commercial tools above, it can benefit from tight interaction with the abstraction

generation process which is not possible for the other tools. We now present some

facets of this simple procedure. As an aside, we note that our native checker has

been sufficient for proving invariants of all the systems we discuss in this dissertation,

although the external checkers have been often used to confirm the results. Our

checker also contains additional features to provide user feedback, such as pruning

counterexamples to only report predicates that are relevant to the failures in the

reachability check, but we ignore such details here.

One principal way in which our native checker leverages the abstraction pro-

cedure is in pruning irrelevant paths in the abstract system during reachability

analysis. Recall that user-guided abstraction via hide can reduce the number of

state variables in the abstract system. However, this can substantially increase the

number of input variables. To combat this, the abstraction procedure computes for

each abstract state a a set of representative input valuations, that is, valuations of

the input variables that are relevant in determining nbrs(p). If τ is coerced to an

input using hide, it contributes to an edge from a only if some q ∈ nbrs(a) depends

on the input variable corresponding to hide(τ). In addition, we filter exploration of

spurious paths by using rewrt to determine provably inconsistent combinations of
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exploration and abstraction predicates. For example, assume that for some state

variable v, and input variables i0 and i1 the predicate Pv, Pi0 and Pi1 are given by:

Pv
.= (f(n) = g(n))

Pi0
.= (f(n) = i(n+ 1))

Pi1
.= (g(n) = i(n+ 1))

Then for an abstract state a such that the variable v is assigned to NIL, filtering

avoids exploration of edges in which both i0 and i1 are mapped to T.

11.3 Examples

We now apply our procedure for proving invariants of reactive systems. The exam-

ples in this chapter are principally intended to demonstrate the scalability of the

method. In the next part, we will apply it on a substantially more complicated

reactive system. There are several other reactive systems in which our tool has been

applied, which we omit for brevity.

11.3.1 Proving the ESI

As a simple example, let us first try using the procedure on the ESI system we

presented in Chapter 8. Since that system was small, containing only four state

components, it is suitable for experimentation and understanding.

What property do we want to prove as an invariant for this system? We

prove the property of cache coherence that was specified as good and was sufficient

to prove (mem � esi) in Chapter 8. In that chapter, we proved good to be an

invariant by manually constructing an inductive invariant inv. We now use our tool
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in(e, insert(a, s)) = in(e, s) ∨ (a = e)

in(e, drop(a, s)) = in(e, s) ∧ ¬(a = e)

get(a, put(b, v, r)) =
{
v if (a = b)
get(a, r) otherwise

Figure 11.3: Generic Rewrite Rules for Set and Record Operations

to prove good directly as an invariant. Of course to do that we need to specify

the esi system with a collection of equations as a function of time. This is easy to

do, and we have 8 equations that correspond to the four state components. Thus

êxcl(c, n) returns the set excl for cache line c time n, v̂alid(c, n) returns the set

valid, ĉache(p, c, n) returns the content of cache line c in process p, etc.

Use of our procedure requires rewrite rules. Since the esi has been modeled

with sets and records, the rules must be theorems that specify how the operations

on such data structures interact. Figure 11.3 shows the generic rules we need. Here

insert(e, s) inserts the element e in set s, drop(e, s) returns the set obtained by

removing e, get(a, r) returns the value stored in field a in record r, and put(a, v, r)

returns the record obtained by storing v in field a of record r. The rules were already

available as generic lemmas about these operations in existing ACL2 libraries [KS02],

and our procedure merely makes effective use of their existence.

In order to apply the procedure, we need one “system-specific” rule. This

theorem is interesting and shows the kind of things that are necessary for effective
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application of the procedure. The rule is shown below.

in1(e, s) =


NIL if empty(s)

(e = choose(s)) if singleton(s)

hide(in1(e, s)) otherwise

Here in1 is defined to be in but is expected to be applied to test membership on sets

that are expected to be empty or singleton, and choose(s) returns some member of

set s if s is non-empty. Recall that the key insight for proving cache coherence of

esi is the fact that the set excl[c] is always empty or singleton. We “convey” this

insight to the procedure by testing membership on êxcl(c, n) using in1 rather than

in. Application of the rule causes terms involving in1 to be rewritten to introduce a

case-split for the cases where the set is empty, singleton, or otherwise, and coerces

the third case to an input.

With this rule, our procedure now proves that good (restated in terms of

time) is indeed an invariant. The abstract system has 9 exploration predicates and

25 abstraction predicates. The search traverses 133 edges exploring 11 abstract

states and the proof takes a couple of seconds. Without edge pruning, the search

explores 48 abstract states.

The exploration predicates are shown in Figure 11.4. Here A() and R()

are uninterpreted functions and designate an arbitrary address and process index

respectively, and D(n) returns the last value written in address A(). It is not

necessary to understand all the predicates, but we only call the attention of the

reader to predicate 9. This term is produced by rewriting using the rule about

in1 above. It “tracks” the process whose local cache has the most current value

written at address A(), without requiring us to preserve all the process indices. In

this context it should be remarked that it is exactly this problem of tracking which
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1. good(n)

2. v̂alid(cline(A(), n))

3. in(R(), v̂alid(cline(A()), n))

4. êxcl(cline(A()), n)

5. singleton(êxcl(cline(A()), n))

6. (choose(êxcl(cline(A()), n)) = R())

7. (D(n) = get(A(), m̂em(cline(A()), n)))

8. (D(n) = get(A(), ĉache(R(), cline(A()), n)))

9. (D(n) = get(A(), ĉache(choose(êxcl(cline(A()), n)), cline(A()), n)))

Figure 11.4: State Predicates Discovered for the ESI Model

process is relevant at which point that has made it difficult for fully automatic

decision procedures to abstract process indices in past work in abstraction, and

underlines the importance of using an expressive logic for defining predicates.

11.3.2 German Protocol

It might seem as if we had to do too much work for using our tool on the esi. We

had to restate the model and properties as functions of time, and even had to write

one system-specific rewrite rule. On the other hand, writing an inductive invariant

for esi was not that complicated. However, the advantage of using our approach

becomes pronounced as we consider more and more elaborate and complicated sys-

tems. To demonstrate this, we consider a more complex cache system that is based

on a protocol by Steven German. In this system, the controller (named home), com-

municates with clients via three channels 1, 2, and 3. Clients make cache requests
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(fill requests) on channel 1. Home grants cache access (fill responses) to clients on

channel 2; it also uses channel 2 to send invalidation (flush) requests. Clients send

flush responses on channel 3, sometimes with data.

The German protocol has been studied extensively by the formal verification

community [PRZ01, AK86, LB04a]. The original implementation has single-entry

channels. In UCLID, indexed predicates were used [LB04b] to verify a version in

which channels are modeled as unbounded FIFOs. Our system is inspired by the

version with unbounded FIFOs. However, since we have not built rules to reason

directly about unbounded FIFOs, we modify the protocol to use channels of bounded

size, and prove, in addition to coherence, that the imposed channel bounds are never

exceeded in our model. As in esi, we also model the memory.

Our model is roughly divided into three sets of functions specifying the state

of the clients, the home controller, and the channels. The state of the clients is

defined by the following functions:

• ĉache(p, c, n) is the content of line c in the cache of client p at time n.

• v̂alid(c, n) is the set of clients having a copy of line c at time n.

• êxcl(c, n) is the set of clients which have exclusive access of c at time n.

Home maintains a central directory which enables it to “decide” whether it can

safely grant exclusive or shared access to a cache line. It also maintains a list of

pending invalidate requests it must send, and the state of the memory. The state

of home is specified by the following functions:

• ĥ-valid(c, n) is the set of clients which have access to line c at time n.

• ĥ-excl(c, n) is the client which has exclusive access to line c at time n.

• ̂curr-cmd(c, n) is the pending request for line c at time n.
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• ̂curr-client(c, n) is the most recent client requesting for line c at n.

• m̂em(c, n) is the value of line c in the memory at time n.

• învalid(c, n) is a record mapping client identifiers to the state of a pending invali-

date request at time n. It can be “none pending”, or “pending and not sent”,

or “invalidate request sent”, or “invalidate response sent”. This function

models part of the state of home and part of the state of the channels 2 and 3

(namely, invalidate requests and responses).

Finally, the states of the three channels are specified by the following functions (in

addition to invalid above):

• ĉh1(p, c, n) is the requests sent from client p for line c at time n

• ĉh2-sh(c, n) is the set of clients with a shared fill response in channel 2.

• ĉh2-ex(c, n) is the set of clients with an exclusive fill response in channel 2.

• ̂ch2-data(p, c, n) is the data sent to client p with fill responses.

• ̂ch3-data(p, c, n) is the data sent from client p with the invalidate responses.

At any transition, one of the following 12 actions is selected to execute nondeter-

ministically: (1) a client sends a shared fill request on channel 1, (2) a client sends

an exclusive fill request on channel 1, (3) home picks a fill request from channel 1,

(4) home sends an invalidate request on channel 2, (5) a client sends an invalidate re-

sponse on channel 3, (6) home receives an invalidate response on channel 3, (7) home

sends an exclusive fill response on channel 2, (8) home sends a shared response on

channel 2, (9) a client receives a shared fill response from channel 2, (10) a client

receives a shared exclusive response from channel 2, (11) a client performs a store,

and (12) a client performs a load.
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Let us call this system german. We prove the same coherence property

about german that we proved about esi. As a separate (and simple) theorem prov-

ing exercise, we show that by assuming coherence we can prove (mem � german).

The verification of german illustrates the utility of our procedure. The

system is very different from esi, and an inductive invariant, if defined, would be very

different and involve extensive manual effort. Nevertheless, little extra “overhead”

is involved in proving the coherence property for german than for esi. We use the

same rewrite rules for set and record operations as showin in Figure 11.3; we also

reuse the “system specific” concept of using in1 to test membership on sets that

are empty or singleton. The only extra rule necessary for completing this proof

is another rule similar to that for in1 but for record operations in order to cause a

case-split on invalid(c, n). With these rules, our procedure can prove coherence along

with the bounded channel invariant. The abstract system for coherence is defined by

46 exploration and 117 abstraction predicates. The reachability check explores 7000

abstract states and about 300, 000 edges, and the proof is completed in less than

2 minutes on an 1.8GHz Pentium desktop machine running GNU/Linux. The proof

of the bounded channel invariant completed in less time on a smaller abstraction.

11.4 Summary and Comparisons

We have described a deductive procedure for constructing a form of predicate ab-

stractions, and used it to prove invariants of reactive systems. The approach uses

term rewriting to simplify formulas that describe updates to predicates along the

transitions of a system to discover relevant predicates and create the abstract system.

The approach frees the user of theorem proving from the responsibility of manually
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defining and maintaining inductive invariants that often need to be modified dras-

tically as the design evolves. Instead the user creates rewrite rules to effectively

normalize terms composed of function symbols occurring in the definition of the

system and its properties. Since most of the rewrite rules are generic theorems

about the functions used in modeling the system and its properties, the approach is

reusable for a wide class of systems. Even when system-specific rules are necessary,

the concepts behind such rules can be transferred to similar systems. Further, by

allowing the user to control the predicates generated via rewrite rules, the method

can generate relevant abstractions for complicated systems which are difficult for

fully automatic abstraction generation tools. We must mention that in addition

to the systems we discussed in this chapter and the microprocessor model we will

present in the next part, our tool has been used by Sumners [private communication]

to prove the relevant invariants of the concurrent deque of Chapter 8. Given the

size and complexity involved of the manual definition of the inductive invariant for

this system, we consider the success in this application to be a reasonable indication

of the scalability of the method to large systems.

It should be understood that the predicate abstraction tool is not a panacea.

As with any deductive approach, it can fail for some systems and reachability anal-

ysis then will generate counterexamples. The counterexample is a path through the

abstract system which therefore corresponds to a sequence of predicates in the im-

plementation. The user must analyze the counterexample and decide whether it is

real or spurious. In the latter case, the user must introduce more rules to guide our

procedure to an effective abstraction. This process might not be simple. Our tool

does provide some support for focusing the attention of the user in case of a proof
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failure, for instance by returning only the predicates relevant to the failure, allow-

ing bounded model checking, and providing some facilities for suggesting effective

rewrite rules or restructuring of the system definitions. For instance, the in1 rule

we described above was introduced based on the feedback from the tool. While this

has proven sufficient in many cases, we admit that better interfaces and feedback

mechanisms are necessary to make the process more palatable.

At a high level, our tool can be likened to the approach suggested by Namjoshi

and Kurshan for predicate discovery [NK00]. This method uses syntactic transfor-

mations based on computations of weakest precondition of the actions of the im-

plementation to create an abstract system on the predicates. For example, assume

consider a system with two variables x and y, let X(s) and Y (s) return the val-

ues of these variables in state s, and let one of the actions be x := y. Assume

also that one of the exploration predicates is P0
.= natp(X(s)). By computation of

weakest precondition for the action we can discover the predicate P1
.= natp(Y (s))

and “abstract” the action x := y to the assignment of the variables representing

these predicates. Namjoshi and Khurshan also suggest many of the features we

implemented, such as if-lifting transformations. Our tool can be easily thought of

as a focused implementation of this method with rewriting for syntactic transfor-

mations. Conceptually, the novelty in our approach lies in the observation that in

a deductive setting one can extend the set of syntactic transformations by adding

lemmas and theorems, thus making the approach flexible for a large class of system

implementations.

We end this chapter with a remark on the kind of predicates that are ex-

plored and produced by our method. Some researchers have expressed concern that
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the fact that our predicates only allow one single variable n is too restrictive and

not in line with our general claim that we allow expressive languages for defining

predicates. There is really no paradox here. While our predicates have a single free

variable n, the logic allows us to write expressive recursive functions to model the

predicates. If we did not allow arbitrary predicates of “time” but only predicates

of the current state, one would have required quantification over process indices to

state the cache coherence property for esi. Indeed, in related work for example by

Lahiri and Bryant [LB04b], that is the motivation for allowing a collection of index

variables on which quantification is allowed. But we can write arbitrary functions

that can keep track of the relevant details from the history of the execution. In fact,

in esi, that is exactly what is done by the function D which appears in Figure 11.4.

The function keeps track of the last value written at A(), where A is a 0-ary unin-

terpreted function specifying an arbitrary address. The expressiveness afforded by

allowing arbitrary definitions for predicates lets us “get away” with a simple and

basic rewriting procedure for generating effective abstractions.

11.5 Bibliographic Notes

Term rewriting has a rich history. The reader interested in rewriting is encouraged

to read an excellent overview of the field by Baader and Nipkow [BN98]. Rewriting

forms has several applications in formal verification and in particular theorem prov-

ing. Almost any general-purpose theorem prover implements a rewriter to simplify

terms. In addition, the Maude theorem prover [CDE+99] also uses a logic based on

rewriting to specify next-state functions of computing systems.

Predicate abstraction has been recently used to simplify invariant proofs.
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The bibliographic notes for the last chapter list many papers on the subject. Our

implementation of predicate abstractions is closely related to the approach suggested

by Namjoshi and Kurshan [NK00]. A comparison of our approach with theirs ap-

pears in Section 11.4.

Among reactive systems, verification of cache coherence protocols has re-

ceived special attention, primarily because of the difficulty in automating such veri-

fication. The German Protocol has become one of the benchmark systems to gauge

the effectiveness of a verification mechanism. One of the earliest papers report-

ing a proof of this protocol is by Pnueli, Ruah, and Zuck [PRZ01]. They use a

method of invisible invariants to simplify the proof of the system. Emerson and

Kahlon [EK03] show that verification of parameterized systems implementing cer-

tain types of snoopy cache protocols can be reduced to verification of finite instances.

They show a reduction of the German protocol to a snoopy system and verify the

finite instances of the snoopy system using model checking. Predicate abstractions

have been used by Lahiri and Bryant [LBC03, LB04a, LB04b] for verification of this

protocol, both for bounded and unbounded channel sizes.
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Part V

Verification of RTL Designs
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Chapter 12

RTL Systems

The techniques we developed in the last two parts provide a generic deductive ap-

proach for showing correspondence between the executions of a reactive system

implementation and its abstract specification. We decompose the verification prob-

lem by defining a sequence of intermediate models at different levels of abstraction

starting from the implementation and leading up to the specification, and derive a

refinement theorem for each pair of consecutive models in the sequence; stepwise

refinement then allow us to “chain” the results of these intermediate verifications.

The intermediate refinement theorems are derived by following one of the following

two strategies.

1. If the more abstract model in the pair is merely an augmentation of the concrete

one with auxiliary variables then we show stuttering equivalence between them via

oblivious refinement.

2. Otherwise we attempt to show well-founded refinements by proving the corresponding

single-step proof obligations.

The first case requires little manual effort. In the second, manual effort is involved

principally in the definition and proof of an inductive invariant on the states of
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concrete model. We reduce the effort involved in the process as follows. We first

define some predicate good on the states of the concrete model and derive the proof

obligations for single-step reduction up to the invariance of good. Then, instead of

going through the manual process of defining an inductive invariant strengthening

good, we apply predicate abstractions to prove the invariance of good directly.

Is the above approach scalable? We have seen some affirmative evidence in

the reactive system implementations that we looked at in the last two parts. Many

of the systems in which we applied the methodology were substantially complex,

for example the cdeq. However, all our examples so far were simplified in one

respect: the implementations were modeled at a relatively high level of abstraction,

at the so-called protocol level or algorithmic level. This is an appropriate level

of abstraction when we are reasoning about concurrent protocols. But it is not

adequate when we are reasoning about a hardware design, for example a component

of a microprocessor. Hardware systems are not implemented or modeled at the

protocol level but at a lower level of abstraction which is often referred to as the

register-transfer or RTL level. Our methodology must be robust enough to enable

reasoning about systems at the level at which they are implemented. In this part,

we therefore explore ways of applying the approach to such designs.

Formal verification of an RTL model of a system is much more difficult and

challenging than the verification of a model of the same system at the protocol level

for a variety of reasons. RTL models are concerned with many low-level details and

are often optimized for several disparate goals such as efficient execution, low power

overhead, and so on. The intuitive, high-level concepts behind the workings of the

different protocols implemented by the system are obscured amidst the plethora of
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implementation details, making it difficult to verify them using theorem proving

alone. The size and complexity of the systems also make it difficult to apply model

checking directly.

In addition to the inherent complexity involved in reasoning about low level

models, there is another practical impediment to reasoning about RTL systems

which arises from the ambiguity of the languages in which they are typically imple-

mented. Let us examine this issue briefly. In order to be able to formally reason

about a system, we must first have a formal model of the system. However, most

practical systems are not modeled in a formal logic but rather implemented in a

programming language. In this dissertation whenever we reasoned about such a

system, for example the JVM factorial method in Chapter 6, we used a formal

operational model of the language semantics. What should we do about RTL de-

signs? For RTL designs, the typical languages of choice are commercial Hardware

Description Languages (HDLs) such as VHDL [Bha92] and Verilog [TM96]. These

HDLs are designed to satisfy several disparate goals other than formal verification,

namely ease of use, simulation speed, etc. As a result, they are large, unwieldy, and

in parts poorly specified [RF00]. While there has been partial success in defining

formal operational semantics of commercial HDLs [Gor95, Rus95], such attempts

have been limited to very small subsets of the languages that are not suitable for

modeling substantially complex RTL systems. Therefore, formal verification of a

hardware design written in an HDL has been traditionally restricted to some al-

ternative encoding of the implementation (typically by a human) in some formal

language. The utility of such a verification then rests on the assumption that the

encoding faithfully reflects the actual implementation.
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In this part we address some of the above concerns. In Chapter 13, we at-

tempt to bridge the semantic gap between an HDL implementation of a design and

its formal rendition by implementing a translator from a well-defined subset of Ver-

ilog to ACL2. The subset of Verilog is carefully chosen to be simple enough so that

we can be reasonably confident of the correspondence between the source HDL im-

plementation and the output of the translator, yet rich enough to afford translation

of non-trivial designs. In Chapter 14, we demonstrate that with a carefully designed

but generic library of rewrite rules and lemmas relating common RTL operations,

our methodology can be applied to reason about RTL designs with reasonable au-

tomation. To this end, we verify the RTL implementation of a pipelined model of

a slightly simplified version of the Y86 processor developed at the Carnegie-Mellon

University based on the IA32 Instruction Set Architecture [BO03].1

This part is different in spirit from the other parts of the dissertation in a

very important sense. In all other chapters, our focus is on developing verification

techniques and concepts to facilitate reasoning about computing systems; system

examples have been used to illustrate the techniques presented. By contrast, in

this part, our focus is on showing practicability of the methods we have already

developed in the last two parts on a substantially complex system example and our

goal to use the techniques we have seen so far to combat such complexity.

1The author thanks Randal E. Bryant for giving access to the Verilog design of the Y86 processor.
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Chapter 13

A Verilog to ACL2 Translator

We have implemented a translator called V2L2 to translate digital designs imple-

mented in a well-defined subset of Verilog to ACL2. In this chapter, we present

V2L2 and touch upon the design choices we made in its implementation. This also

provides us an opportunity to discuss some of the sources of complexity of modern

HDLs and the resulting complexity in the verification of hardware designs modeled

in such languages.

Before moving into the description of V2L2, we wish to clarify that there

have been several efforts to formalize RTL designs [RF00, HR05, Rus95, Gor95]. In

this context several other translators have been written to translate different subsets

of Verilog designs. For instance, a (proprietary) translator has been implemented at

AMD, to translate Verilog designs to ACL2. While V2L2 is different in implemen-

tation from other translators, we do not claim any conceptual novelty in either the

choice of the particular subset of Verilog we support, nor in the design of the trans-

lator implementation. We describe V2L2 here principally to keep the dissertation
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self-contained and present some of the design choices that must be considered for

implementing any such translator.

13.1 Overview of Verilog

Verilog is a Hardware Description Language for specifying digital systems over a

wide range of abstraction levels. It has a large set of language primitives with

complex semantics. It supports constructs that can be used to model both the

behavioral abstraction of a hardware and its synthesizable netlist-level implementa-

tions. A comprehensive or even adequate presentation of the language is beyond the

scope of this dissertation; we only provide an informal overview of some of the key

features. We focus on the behavioral features of Verilog in this review, since they are

more complex to translate than the synthesizable ones. To the reader interested in

learning the Verilog language, we recommend Thomas and Moorby’s book [TM96]

for a thorough description.

Consider the Verilog program shown in Figure 13.1. The program implements

a 4-bit counter, and shows many of the language features of Verilog. A digital system

is modeled using a collection of modules. Let us first focus on the module named m16.

This module implements our counter. A module can have zero or more inputs and

outputs. Module m16 has two outputs count and fifteen, and one input clock.

The inputs and outputs to a module are also called ports and specified in parentheses

after the declaration of the module name as shown. A module can also have local

variables; in our case we have declared a variable called afifteen. Verilog provides

two fundamental data types, namely register (called reg) and wire.1 A wire is used
1Actually wires form only a special type of what are known as nets. For our purpose the only
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module dEdgeFF (q, clock, data)

output q;
reg q;
input clock, data;

initial
begin
q = 0;

end

always @(posedge clock)
begin
q <= data;

end

endmodule

module m16 (count, clock, fifteen)

output [3:0] count;
output fifteen;
input clock;

wire afifteen;

dEdgeFF
a(count[0], clock, ~count[0]),
b(count[1], clock, count[1] ^ count[0]),
c(count[2], clock, count[2] ^ (count[1] & count[0])),
d(count[3], clock, count[3] ^ (count[2] & count[1] & count[0]));

assign afifteen = count[0] & count[1] & count[2] & count[3];
assign fifteen = afifteen;

endmodule

Figure 13.1: A 4-bit Counter Implemented in Verilog
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to transmit logic values among the different submodules of a module. A register is

used to model state elements of the system that “store” values. A port of a module

is assumed to be a wire unless explicitly declared to be a register; all local variables

must be explicitly declared. The variables in a Verilog module are also referred to as

signals. Signals are often classified to be of two types, namely scalar and vector. For

our purpose, a scalar can hold a single bit and a vector is an array of bits. In m16,

the signals fifteen, clock, and afifteen are scalars while count is a bit vector.

How does the module m16 work? We declare four instances a, b, c, d of the

module dEdgeFF. Module dEdgeFF has three ports q, clock, and data, and thus

each instance of dEdgeFF must have three arguments showing the connections of

the signals of m16 to these ports. Let us look at the instance a. In this instance,

we connect the clock input of m16 to the clock port of dEdgeFF, and the bitwise

complement of count[0] to the data input. (The symbol “~” stands for bitwise

complement.) The output port q is connected to count[0]. We will look at the

design of the dEdgeFF module in detail momentarily; for now assume that it im-

plements a standard D flip flop triggered by the rising edge of the clock input.

Then the effect of the instance a is that every rising edge of clock causes the value

of count[0] to toggle, as expected of the least significant bit of a counter. The

instances b, c, and d are also fairly standard implementations of bits 1, 2, and 3 of

a 4-bit counter. The symbol “^” stands for bitwise exclusive OR, and the symbol

“&” stands for bitwise AND.

The module m16 shows another important construct of Verilog, namely the

assign statement. The assign statement is also referred to as continuous assign-

type of nets we will consider are wires.
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ment and is used quite extensively in Verilog to conveniently model combinational

logic operations. The statement is reminiscent of the assignment statements of a

traditional programming language. The difference, however, is in the way it is evalu-

ated. In a traditional (sequential) programming language we think of the statements

in a program as being evaluated in serial order. In contrast, the semantics of assign

is intended to reflect the parallel nature of combinational circuits. The statement

is evaluated as follows. An assign statement is activated at any time when value

of the expression at the right hand side of the statement changes; whenever that

happens, the signal at the left hand side is assigned the new value. Thus in the case

of m16, the first assign statement is activated whenever the count either becomes

or changes from the value 1111. In other words, the signal afifteen at any time

has the value 1 if and only if each component of the vector count at that time holds

1 (that is, the counter has the value 15). The second assign statement is activated

every time the value of afifteen changes; in effect it merely outputs the value of

afifteen. Note that the behavior of the design would have been exactly the same

if the two assign statements were swapped in order.

Let us now focus on the other module dEdgeFF. This module has three ports

q, clock, and data, of which the first is an output and the other two are inputs.

The variable q is also a reg, and hence models a storage element. This module shows

another feature of Verilog, namely the evaluation of blocks. The module has two

blocks, an initial block and an always block. How are these two evaluated? The

initial block is evaluated at the reset or initial time. Thus initially q is assigned

to 0. An always block is evaluated at every instant. An always block consists of

a collection of procedural statements which are evaluated in sequential order. An
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always block often has a trigger that is specified right after the word “always” and

is demarcated by the special symbol “@”. In that case, the statements inside the

block are evaluated only at times when the trigger evaluates to 1. For our example,

the trigger is the expression (posedge clock). When does this expression evaluate

to 1? It does so at a time when the argument clock has a rising edge. (There is an

analogous construct (negedge clock) which evaluates to 1 when clock is falling.)

Thus in dEdgeFF whenever the input clock rises, the input data is “stored” at

the variable q. What happens if the clock does not rise at some instant? Since q

is declared to be a reg, this means that it simply preserves the previous value of

q. The module thus implements a clocked (positive) edge-triggered flip flop rather

naturally.

We have just illustrated a very tiny subset of the features of Verilog. It

should be clear from our discussion however, that many of the language constructs

of Verilog have complex execution semantics. Our translator V2L2 supports the

features described here along with many other language constructs, but restricts

their application in certain ways in order to facilitate translation to ACL2.

13.2 Deep and Shallow Embeddings

How do we translate Verilog designs to ACL2? Verilog and ACL2 are both program-

ming languages, but it should be abundantly clear that they are languages of very

different flavors. Verilog is tailor-made for designing digital systems. The ACL2

programming language is akin to a formal language for specifying recursive func-

tions. Implementing a translator from Verilog to ACL2 is tantamount to defining a

semantic embedding of Verilog designs in the logic of ACL2.
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There are two well-known approaches to specifying the semantics of a pro-

gramming language in a formal logic, which are often referred to as deep embedding

and shallow embedding respectively [BGG+92]. In a deep embedding, one specifies

semantics for the language constructs of the target language by defining an inter-

preter for the language in the formal logic. A program in the language, then, is

merely a constant whose meaning is fixed as the result of the interpretation and

verifying a particular program is tantamount to verifying the result of its interpre-

tation. On the other hand, in shallow embedding, one implements a translator for

converting programs to functions in the language of the formal logic. Unlike the

interpreter in the deep embedding, the translator here is not a component of the

formal system.

The two approaches, of course, have their individual pros and cons. Deep

embeddings are easier to validate against programs written in the target language

because of the semantic closeness between the source program and its formal em-

bedding. Further, deep embedding affords verification of properties of the target

language itself; for example, Liu and Moore [LM03] use a deep embedding of the

JVM in ACL2 to prove the properties of the JVM byte-code verifier. Deep embed-

dings have been used in the context of formalizing hardware designs in ACL2 as well.

For example, Brock and Hunt [BH97b] define a deep embedding of an HDL called

Dual-Eval in ACL2. However, if one is interested not in proving properties about

the language itself, but in verifying systems implemented in the language, the verifi-

cation is usually more complex and cumbersome than shallow embedding. Verifying

a deeply embedded system design entails a two-step process, namely the verification

of the properties of the interpreter as well as the interpreted program. On the other

246



hand, shallow embedding makes the reasoning process easier by dispensing with the

interpreter but leaves open the possibility of imprecision in translation. An obvious

source of imprecision is that different language constructs are not isomorphic; for

example, in ACL2, NIL stands for both the empty list and the logical false. Hence if

one were to translate ACL2 programs to a logic in which logical false and empty list

stand for two different objects, then imprecision would occur in a straightforward

translation of NIL.

V2L2 uses shallow embedding. Given a Verilog module implementing a

digital system, the translator generates a sequence of functions describing the tran-

sitions of the system. The functions can be introduced in ACL2 via the extension

principles. The translator itself however, although largely implemented in the ACL2

programming language, is outside the purview of the ACL2 logic. Our choice is mo-

tivated in part by the fact that we are interested in reasoning about the translated

design and not in the translation process, and thus shallow embedding appears to

be a “cheaper” alternative. To cope with the semantic imprecision we restrict the

subset of Verilog supported by V2L2 in several ways. Roughly, we restrict the input

designs so that (a) we can translate them without any loss of semantic information,

and (b) the translated formal system is not substantially more complex than the

source Verilog. We will understand the restrictions better as we describe the details

of the translation process.

Our choice of shallow embedding for implementing V2L2, of course, lim-

its what we can formally claim given a successful verification of an RTL design

translated from Verilog to ACL2. Obviously we cannot formally reason about the

translator implementation itself, since has not been defined as a legal, formal theory
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via extension principles. Thus when we claim to have proved the correctness an

RTL design translated using V2L2, the claim refers to the model of the system

that is the output of the translator and not the source Verilog. For instance, in the

next chapter, we will verify the correspondence between two RTL implementations

of the Y86 processor. In doing so, we only claim the correspondence between the

ACL2 models of the implementation. In order to assert the correctness of a Verilog

implementation, there must therefore be some onus on the human reviewer to care-

fully review the input and output to the translator and convince himself that the

translation is sound. Nevertheless, we do believe that the output of V2L2 preserves

the Verilog semantics for designs in its supported subset. The translator signals

error when the input Verilog is not in this subset.

13.3 An RTL Library

Verilog contains several data types including bit vectors, arrays, and (signed and

unsigned) integers. The language specifies several operators that manipulate these

data types. We have already seen some of the bit vector operators above, such as

bitwise conjunction, disjunction, and complementation. The first step in translating

Verilog designs to ACL2 is the formalization of such operations.

To this end, we develop a library of formal definitions in ACL2 specifying

the semantics of the different Verilog operators. The library, of course, is an inde-

pendent entity from the implementation of the V2L2 translator. The translator

merely uses the functions defined in the library for translating Verilog expressions.

However, since it is the formal definitions of the functions in the library that provide

semantics to the output of the translator, we consider the library a central piece of
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our implementation.

Figure 13.2 shows some of the bit vector operations formalized in our library,

together with the corresponding Verilog expressions wherever appropriate. We rep-

resent a bit vector as a Boolean list. That is, the bit vector 1011 will be represented

by the list 〈T, NIL, T, T〉. With this representation, most of the functions shown are

not very hard to define. For instance, the following is the definition of bv-neg:

bv-neg(x) ,


NIL if ¬consp(x)

cons(T, bv-neg(cdr(x))) if ¬car(x)

cons(NIL, bv-neg(cdr(x))) otherwise

Nevertheless, there are still certain “wrinkles” involved in defining RTL operations

consistent with Verilog semantics. For instance, consider the trivial matter of rep-

resentation of a single bit. How should we do it? Given our representation of a

bit vector, it might have seemed that we would represent a bit by a single Boolean

value, namely T for the bit 1 and NIL for the bit 0. However, here is a problem.

Most Verilog operators treat a single bit isomorphically with a bit vector of width

1. For instance, bits can be complemented or conjoined exactly like bit vectors

using the same operators. If we are to be faithful to the semantics of Verilog, this

isomorphism must be manifested in the formal definitions. To achieve this for bit

operations, we represent a bit not as a Boolean T or NIL, but rather as the list 〈T〉

or 〈NIL〉. Incidentally, this representation also enables us to differentiate between

the “empty bit vector” (which arises in the formal definition but has no significance

in Verilog) from the single bit 0. Similar representation issues also arise for other

data types.

Our library contains about 60 definitions. Formal definitions have been pro-

vided for essentially all Verilog operators on bits and bit vectors. In addition,
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Function Interpretation Verilog

bvp(x) Returns T if x is a bit vector else NIL
nlv(x) Returns T if x is “all zero” else NIL
unv(x) Returns T if x is “all one” else NIL
width(x) Returns the width of bit vector x
bit1() Constant representing bit 1 1
bit0() Constant representing bit 0 0
bv-neg(x) Returns bitwise complement of vector x ~ x
bv-and(x, y) Returns bitwise conjunction of x and y x & y
bv-or(x, y) Returns bitwise disjunction of x and y x | y
bv-xor(x, y) Returns bitwise exclusive-OR of x and y x ^ y
bv-eqv(x, y) Returns bitwise exclusive-NOR of x and y x ~^ y
bitn(i, x) Returns the i-th bit of vector x x[i]
bits(i, j, x) Returns the sequence of all bits from index i to j in x x[i:j]
setbitn(i, v, x) Returns bit vector x with i-th bit set to (bit) v
bv+(x, y) Returns 2’s complement sum of bit vectors x and y x + y
bv-(x, y) Returns 2’s complement difference of x and y x - y
bv*(x, y) Returns 2’s complement product of x and y x * y
bv-div(x, y) Returns 2’s complement quotient of x and y x / y
bv-mod(x, y) Returns 2’s complement remainder of x and y x % y
l-equal(x, y) Returns bit1() if x and y are equal, else bit0() x == y
l-inequal(x, y) Returns bit0() if x and y are equal, else bit1() x != y
l-geq(x, y) Returns bit1() if x ≥ y (in 2’s complement), else bit0() x >= y
l-lt(x, y) Returns bit1() if x < y, else bit0() x < y
l-not(x) Returns bit1() if both nlv(x) holds, else bit0() !x
l-and(x, y) Returns bit0() if either nlv(x) or nlv(y) holds, else bit1() x && y
l-or(x, y) Returns bit0() if both nlv(x) and nlv(y) hold, else bit1() x || y
u-or(x) Returns the unary disjunction of bits of x |x
u-and(x) Returns the unary conjunction of bits of x &x

Figure 13.2: Functions Representing Bit Vector Operations
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we support some operators implementing Verilog’s fixed-point arithmetic and 1-

dimensional arrays. As above, we take special care to ensure that the formal defini-

tions are conformant with the semantics of the Verilog operators.

Of course, building a library in ACL2 entails more than “just” defining func-

tions. One must also prove lemmas and theorems to facilitate reasoning about those

definitions. In our context, we want to use such theorems both for deductive reason-

ing and as rewrite rules for applying predicate abstractions while proving invariants

on RTL systems. Our library contains about 150 such theorems. Since the focus

of this chapter is on modeling and implementing a translator of Verilog rather than

formal reasoning, we refrain from discussing such theorems or their proofs. We will

discuss some of the rules developed in the next chapter when we discuss the verifi-

cation of an RTL processor design that has been translated from Verilog to ACL2

and hence uses the definitions in the library.

We must clarify that our library is not by any means superior to existing

libraries [BH97a, FKR+02] already available with the ACL2 theorem prover for rea-

soning about RTL operations. These previous libraries represent many years’ worth

of effort by several researchers and contain thousands of lemmas about different

facets of RTL operations. In contrast, our library is small and admittedly incom-

plete. Why did we build our library then, and not simply use one of the existing

ones? Since we planned to use the library in connection with translation of Verilog

designs, one of our explicit goals has been to define operations with semantics as

close to Verilog as possible. This is not true of many of the existing libraries. For

example, the Integer Hardware Specification Library of Brock and Hunt [BH97a]

represents bit vectors as natural numbers. In that representation, both the bit vec-
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tors 000 and 0000 will be represented by the number 0, a state of affairs not in

conformance with Verilog. Another reason we built our own library is so that we

could experiment with designing rewrite rules and understanding which rules are

useful in connection with predicate abstraction for normalizing terms arising com-

monly in invariant proofs of RTL designs. Experimentation requires that we work

with a small, manageable set of definitions and theorems; our library, rather than

one of the existing ones, seemed more suitable for the activity.

13.4 Translating Verilog Language Constructs

We can now implement our translator V2L2 from Verilog to ACL2. The goal of the

translator is to generate a sequence of definitions that stipulate the state transitions

of its input Verilog design. The sequence is admissible by the extension principles

of ACL2 in any extension of a theory T that contains the definitions provided

in the RTL library and the definitions of the records operations which we saw in

Chapter 11. The latter definitions are necessary since (as we will see) a state of the

system defined by the output of V2L2 is represented as a record.

As we saw in Section 13.1, a Verilog module definition consists of (1) a

preamble containing declaration of various signals, and (2) a collection of statements

stipulating how the signals behave. We describe V2L2 principally by showing state-

ments in Verilog and their formal translations. Our description is bottom-up. We

first describe how simple statements are translated, then show how they are com-

posed, and finally lead up to how we translate entire modules.

We start with the translation of the following trivial Verilog statement:

assign x = b[1] & c;
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Here x is assumed to have been declared as a wire of type bit (that is, scalar), b is

a bit vector, and c is a bit. The result of our translation is the following definition:

wire-x(b, c) , bv-and(bitn(1, b), c)

How do we implement this translation? For a (continuous) assignment statement, we

determine the signals involved in the right hand side of the assignment (in this case

b and c). The translated function definition contains these signals as arguments.

In order to translate the right hand side of the assignment, we maintain a table of

Verilog operators and the name of the corresponding function in our RTL library

together with some other book keeping information. The table can be extended

by adding more function names and extending the RTL library with definitions

corresponding to those names. Then translating an expression in the right hand side

of an assignment statement merely involves looking up this table and determining

the term that forms the body of the definition.

What should we do if the signal x being assigned also occurs in the right

hand side of the assignment? For instance, consider the following statement:

always @(posedge clock) begin x <= x & b; end

This is possible only if x is of type reg rather than wire. We translate the statement

above to the following definition:

reg-x(x, b) , bv-and(x, b)

We have tacitly used some of the restrictions imposed by V2L2 to the subset of Ver-

ilog it supports. We spell these out now. The reason for imposing such restrictions is

so that we can accurately translate the source Verilog and determine a formal model

without losing semantic equivalence. In our implementation we define a predicate

that can “check” if an input Verilog module satisfies all the imposed restrictions.
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1. An assignment statement assigning a wire cannot have the same wire in the right

hand side of the assignment.

2. The continuous assignment statement assign can be applied only to wires.

3. The registers can be updated only using always statements (or by instantiation of

other modules which we discuss later).

4. Wires cannot be assigned inside an always statement.

5. Every register must be clocked, and the same clock must be used for all registers. In

addition, the controlling event of the always statement (namely posedge or negedge)

must be the same for all registers.

To understand the restrictions, we must explain what the generated functions really

“mean”. The output of the function returns the value of the signal being assigned,

given the value of the input signals. What happens if the signal being assigned

is a wire? A wire simply transmits logic from its input to its output. Ignoring

gate delays (as we do) we can think of the transmission to be instantaneous. A

wire cannot “remember” its previous value. This is imposed by the first restriction,

namely that the right hand side of an assignment to a wire cannot have the wire

itself. In fact, soon we will talk of an even stronger restriction on how the wires

can be laid out. On the other hand, registers do remember their previous value.

Thus, when we define a function specifying the update to a register, we can have

the register signal itself as one of its arguments. The way to think about this is that

the function takes the current configuration of the register (and other signals) and

returns the updated configuration.

With this view, let us pay some attention to restriction 5, which is, admit-

tedly a severe one. The use of this restriction is manifested in our second example
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above, in the fact the variable clock does not appear in the translated definition.

The restriction says that the source Verilog must implement a synchronous digi-

tal system. Why do we want this restriction? As we mentioned above, we want to

think of a register assignment as the value of its next configuration given the value of

its current configuration. However, if the updates to registers are not synchronized

then it is difficult to determine what the next configuration means. For example one

register might be updated in picoseconds and another in nanoseconds. The updated

state of the second register, then, might depend upon the intermediate updates to

the first. In such cases, it is unclear how we can define functions to translate the

update of the second register.

The above restrictions also have the side-effect of precluding some of the

ambiguous constructs of Verilog such as “always @*”. This construct is sometimes

used to model a wire that should be evaluated whenever any event occurs. We

do not know of ways to translate such constructs elegantly. In addition to the

above restrictions, we only support non-blocking assignment (denoted by “<=”) for

registers.

Let us now move on to another construct, namely the “if-then-else” state-

ment of Verilog. This construct is important since its translation can span multiple

statements in a module. Consider the following statement:

if a begin x <= b; end

Assume that this is the only statement that assigns x. What should we do to the

above statement? If x is a register, we allow such assignments; in such cases, we

translate the statement as follows:

reg-x(x, a, b) ,

 x if a 6= bit0()

b otherwise
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The function is self-explanatory; if a is the bit 0, we assign b to x, otherwise leave

x unchanged. However, we cannot do that if the assignment were to a wire. This

imposes the following restriction:

6. If there are conditions controlling assignment to a wire, then the disjunction of the

conditions must evaluate to bit1(), and the conditions must be mutually exclusive.

This condition is tantamount to tautology checking. We do not implement full

tautology checking, but rather a restricted form based on some heuristics.

What do we mean by “disjunction of conditions” above? The following two

statements illustrate the point.

if a begin x = b; end

if ~a begin x = c; end

This sequence of statements can be translated by V2L2 when x is a wire since the

disjunction of a and ~a is equal to bit1() (when a is declared to be a bit), and the

conditions are mutually exclusive. We translate them as follows:

wire-x(a, b, c) ,

 b if x 6= bit0()

c otherwise

Incidentally, the same definition is produced for the translation of the following

statement (as expected):

if a begin x = b; end else begin x = c; end

The translation of “if-then-else” and its derivative, the case statement, can span

multiple statements. The latter is actually translated by interpreting it as a chain

of “if-then-else” statements. Verilog also has a casex statement that allows “don’t

cares”, but we do not support casex.

Keeping track of a number of statements for creating a definition is obviously

cumbersome. The only situation (other than “if-then-else”) in which we support this
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is in updates of bit vectors and arrays. We discuss only the update of a bit vector

since the situation for arrays is analogous. Consider the following two statements:

assign c[0] = a; assign c[1] = b;

Here c is assumed to be a wire which has been declared as a bit vector of width 2,

and a and b are single bits. We translate the sequence as follows:

wire-c(a, b) , setbitn(0, a, setbitn(1, b, nlv(2)))

For this to satisfy the semantics of Verilog, we need the following additional restric-

tion.

7. If w is a bit vector and declared to be a wire, then there must be (a sequence of)

statements specifying updates to each component bit in w.

Of course, the restriction is applicable only for wires and not registers. For instance

the following statement can be handled by the translator where c is a register of

length 2:

always @(posedge clock) begin c[0] <= a; end

Just for the sake of completeness, this produces the following definition:

reg-c(c, a) , setbitn(0, a, c)

We now discuss translation of a module. This is the most interesting and

challenging aspect of the translator implementation. V2L2 supports three modes of

module translation, which we call interface translation, state translation, and timing

translation. We discuss each in turn.

For interface translation, we simply extend the approach we have taken so

far to “work” with modules. Recall that a module contains some input and output

ports, and some internal signals. Interface translation produces one function for
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each output and each (internal) register. If a register is also marked as an output,

then one function is produced instead of two. Each function takes as argument (a

subset of) the set of inputs and internal registers. To understand how the translation

works, let us quickly look at the translation of the dEdgeFF module we described

in Figure 13.1. That module had one output which was also a register. Interface

translation of the module produces the following function.

dEdgeFF-q(data) , data

Notice that the only argument to this function is data. This is because the output

(and the value stored) changes at every transition. If the assignment were condi-

tional then q would have been an additional argument as well.

Interface translation, though trivial in the above case, might be complicated

in general. This is because the value of an output might depend on computation

involving a number of internal wires. Notice that internal wires are not arguments

to the function defining the value of an output.

How do we manage to do it? As the reader might well anticipate by now,

this is done by imposing more restrictions on the input Verilog. We discuss the

restriction involved in some detail below since it is crucial to the implementation of

the translator.

8. The input module should not have a “loop” consisting only of wires. In other words

if there is a path in the module from a wire w back to itself, then there must be some

register in the path.

The restriction, though crucial, is actually a common one in the formal verification

community [BH97b, Hun00]. It is often succinctly described as: “The design must

not have any combinational loops.” The reasons for its commonality are not hard to

understand. If the value of a signal w at any instant depends on the value of w itself
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at the same instant, then the value held by the signal can be ambiguous. Notice that

this restriction subsumes restriction 1. V2L2 does a light-weight, conservative check

for this circularity by checking for combinational cycles in the graph induced by the

source Verilog. Since the check is purely syntactic, however, we can “reject” source

Verilog where the combinational loop is spurious. For instance, a module with the

statement assign x = 0 & x; will be rejected by our translator even though the

value of x can be unambiguously determined to be always 0.

What has absence of combinational loops got to do with interface transla-

tion? A consequence of the restriction is that the value of any signal depends only

on the value of registers and inputs to the module. This allows us to define the in-

terface translation for a module as follows. For every output o, we topologically sort

the signals determining the signals in the module from which there exists a combi-

national path to o. The “leaves” in the output of the sort must, by our restriction,

be either registers or inputs. Furthermore, each wire w encountered in the process

must depend only on wires “below” w in the topological ordering. We can then

traverse the directed acyclic graph so produced bottom-up, collecting the definition

generated for the assignment of each wire encountered. Appropriate composition of

these definitions gives the definition for output o.

As an aside, it is restriction 8 that allows us to support the continuous

assignment statement assign. Recall from Section 13.1 that the semantics of assign

is pretty complicated. It needs to be evaluated every time the expression on the

right hand side of the statement changes. In the presence of combinational loops,

the evaluation is akin to a fixpoint computation [Saw04]. However, when such loops

are disallowed, we can unambiguously specify the value of the variable assigned.
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reg-count(count) , setbitn(0, dEdgeFF-q(bv-neg(bitn(0, count))),
setbitn(1, dEdgeFF-q(bv-xor(bitn(0, count)),

bitn(1, count)),
. . .
count)..)

Figure 13.3: Translating Module Instantiation of 4-bit Counter

So far, we have talked about the interface translation of a module definition.

We now talk about module instantiation. Indeed, the reason we implemented inter-

face translation was so that we could use the same functions defined for a module

definition in every instantiation of the module. Let us look at how we can make

use of it. Consider the module m16 in Figure 13.1. It has four instantiations of

the dEdgeFF module, which sets the different bits of count. Figure 13.3 shows a

fragment of the formal definition of the translation of this set of instantiations.

What is important to note is that the same function dEdgeFF-q has been “called”

to formalize instantiation of the dEdgeFF module.

Interface translations are useful for translating submodules of a main Verilog

module, and composing such translations. But the definitions shown so far do not

correspond to the formalization of reactive systems that we have talked about in the

last two parts. The goal of state translation is to produce definitions corresponding

to our formalization of reactive systems. Indeed, when we claim to have verified an

RTL design implemented in Verilog, the system we have formally proven correct is

the one specified by the output of state translation.

So what does the output of state translation look like? We think of the

“state” of the reactive system specified by Verilog as a record of all the signals in

the module. The output of state translation is a function that specifies the updates
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of every field of this record. To understand how it works, consider the function

shown in Figure 13.3 showing the update to count. Of course, in our record, we

have a field for the signal count. Let this field be "count". From the body of the

definition of reg-count, we now create the following term τ :

τ
.= setbitn(0, dEdgeFF-q(bv-neg(bitn(0, (get("count", s)))), . . . , get("count", s)))

Recall from Chapter 11 that get and set are functions defining access and update of

records respectively. Then the update to the "count" field in a state s is specified

by the term set("count", τ, s). The state transition function is a composition of

these updates over all fields of the record.

All this is simple to do. Nevertheless, the reader might be surprised by our

statement that the “state” is represented by a record of all signals. Normally, one

would think that only the signals that specify storage elements (that is, registers)

would be preserved as fields of our state record. Why do we preserve all signals?

The reason we do this is because the other signals act as auxiliary variables,

which record the relevant history of computation. Recall that we have proved in

Chapter 8 (page 146) that augmenting any reactive system model with arbitrary

auxiliary variables preserves trace equivalence. Hence we can legitimately reason

about such an augmented model and use our reduction theorem to claim the cor-

rectness of a system without the irrelevant variables. On the other hand, if we were

to do a refinement proof verifying a system we would have augmented it anyhow

with some of the variables keeping track of the wire update. Rather than first cre-

ating a “minimal” system and then augmenting it manually, we prefer to work with

the augmented system directly. However, to make sure that the extra signals do

correspond to auxiliary variables, we do not allow the updates to “register fields”

261



of the record to depend on the values of the wires. We have seen how to do that

already, namely via topological sorting of signals. We use the same approach to

define the update of every field in the state translation.

As a final point in our description of state translation, we discuss the issue

of defining the initial state of the generated reactive system model. We have been

avoiding this issue all along, focusing instead on designing function definitions to

formalize the updates to the different signals. But a reactive system model must

also provide a definition of the initial state. This is slightly subtle issue since a

Verilog module might have no specification of initial state. This brings us to the

“final” restriction that we discuss for our translator, which is the following:

9. Each module must have either an initial block specifying the initial value of every

register, or the user must specify a signal that is used to reset the system. The initial

state of the registers in the latter case will be derived by applying the reset signal on

the registers.

What do we do about our auxiliary variables? Since they correspond to wires in

the design, we should not need to know about their values at the initial “state”. In

order to specify the value of a wire at the initial state of our model, we generate,

for each wire w, a 0-ary encapsulated function unknown-w() that is constrained to

return only the data of the appropriate type. For instance if w is declared to be a

bit vector of width 32, we specify that unknown-w() returns a 32-bit vector.

We end with a brief comment on the final mode of our translation, namely

timing translation. The name for this mode is a misnomer since this mode has very

little to do with Verilog, but rather with the system generated after state translation.

Recall from Chapter 10 that our predicate abstraction technology requires that

updates to the different components of reactive systems be specified as functions of
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“time”. Of course we understood that it is easy to transform a “state based” model

to one that was based on time. But with large modules we do not want to do this

manually. Our translator performs this transformation for us. Thus for each field

f in our reactive system model, we specify a function f̂ that is a unary function of

time. It also generates a collection of lemmas relating this “time based” model with

the output of state translation.

13.5 Summary and Comments

We have presented a translator called V2L2 to translate Verilog designs to ACL2.

The translator has been implemented to support a carefully specified subset of Ver-

ilog, that can be unambiguously translated to a formal logic. Nevertheless the

supported subset is rich enough to model interesting hardware like processor mod-

ules, memory, etc. For instance, the processor implementations we will talk about

in the next chapter were translated using V2L2 from a (behavioral) Verilog im-

plementation to a formal ACL2 model. The use of V2L2 facilitates the process of

bridging the gap of faith between Verilog modules that are used in simulation and

fabrication of design and their formal models used in reasoning about such designs.

Although we implement shallow embedding, we take reasonable care to ensure that

the formal definitions generated are consistent with the semantics of Verilog.

V2L2 is work in progress, and is deficient in many respects. No support

is provided for many important features of Verilog, for example Verilog functions,

facilities for timing analysis, and so on. The procedure only supports a minimal set

of Verilog features that we found sufficient to translate all the RTL designs we have

experimented with. Indeed, the translator itself was implemented in an extendible
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fashion starting with a tiny core which was augmented with more features as they

came up in the designs we encountered. We are working on making the translator

more robust. Nevertheless, we believe that a better approach to reasoning about

RTL designs is to develop a formal semantics of an HDL via deep embedding. Sig-

nificant progress has been made in that direction by the ACL2 community. For

instance, Hunt and Reeber [HR05] develop a formal semantics of an HDL called

DE2 which supports many features of a modern HDL. We believe that when such

a formalization becomes mature enough to support some of the richer set of con-

structs, particularly ones for behavioral RTL specifications, it will provide a better

framework for reasoning about RTL designs.

13.6 Bibliographic Notes

Verilog originated at the Automated Integrated Design Systems (later renamed

Gateway Design Automation) in 1985. Many books have since been written, de-

scribing the language features [TM96, Pal03] and associated simulation and design

methodologies [Max04, Ber03]. Verilog and VHDL [Bha92] constitute two of the

most widely used HDLs for modeling and implementing commercial digital systems.

Verilog is routinely used for microprocessor designs in companies like AMD, Intel,

IBM, etc. For instance, currently high-performance high-reliability microprocessor

called TRIPS [BKD+04] is being developed in Verilog at the University of Texas at

Austin in collaboration with IBM.

Several research projects have concerned themselves to finding a way of rea-

soning formally reasoning about digital systems implemented in an HDL. To this

end, Gordon [Gor95] developed a semantics of a subset of Verilog in the HOL logic,
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and Russinoff developed one for a subset of VHDL in Nqthm [Rus95]. Russinoff and

Flatau have also developed a translator for translating designs written in a propri-

etary RTL language designed by AMD to ACL2, and used this translator to verify

a floating point multiplier [RF00, Rus00]. Recently, their translator has been “up-

graded” to translate a Verilog subset. We believe that our translator is very close to

this work, although the supported language subsets are probably different. There

has also been work on formalizing an HDL via deep embedding in ACL2. Brock

and Hunt [BH97b] introduced such a formalization called Dual-Eval and used it

to model the FM9001 microprocessor at the netlist level [BHMY89]. FM9001 con-

stituted the formal microprocessor model for the CLI stack verified using Nqthm.

Hunt [Hun00] augmented Dual-Eval to create the DE HDL that was formalized

via deep embedding in ACL2. Recently, Hunt and Reeber [HR05] have improved

DE further, creating an HDL called DE2 that provides an annotation language,

and support for λ-expressions and parameterized evaluations.

The ACL2 community has spent considerable effort in designing libraries

of lemmas and theorems for reasoning about RTL designs. Two such libraries are

currently distributed with the theorem prover releases. The first, developed by Brock

and Hunt, is called the Integer Hardware Specification (IHS) library [BH97a]. This

library has been used in the verification of the Motorola CAP DSP processor [BH99]

and the floating point operations of the IBM Power 4 microprocessor design [SG02].

Another library [FKR+02], developed in collaboration with AMD, has been used

for verifying operations of the AMD AthlonTM processor [Rus98, RF00].

The implementation of V2L2 uses early work on Verilog parsing by Vinod

Vishwanath.
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Chapter 14

Verification of a Pipelined RTL

Microprocessor

We now have all the pieces necessary for formally reasoning about RTL designs.

We will put our verification methodology to test by verifying a reasonably complex

RTL implementation of a microprocessor. The microprocessor we verify is a slightly

simplified version of the Y86 processor developed at the Carnegie-Mellon Univer-

sity, principally to teach students the different facets of a modern processor design.

The processor is described in a book by Bryant and O’Hallaron [BO03]. Although

undoubtedly simpler than a modern commercial processor, it has several subtle and

complex features like branch prediction, speculative execution, and exception han-

dling. All these features, of course, are implemented at the level of (behavioral)

RTL via bit vector manipulations.

In this chapter, we first provide a brief overview of the Y86 instruction set

architecture, the different implementations of the processor, and the simplifications
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we introduced in the designs we verified (with our reasons for doing so). We then

show how our methodology facilitates the verification of the design. Some of the text

of the processor description have been adapted from the Bryant and O’Hallaron’s

book, including Figures 14.1 and 14.2. However, the author is solely responsible for

the presentation here.

14.1 The Y86 Processor Design

We start with the instruction set architecture of the Y86. The reader familiar

with the architecture of the IA32 processors (for example processors of the Intel

Pentium r© line) will find this processor fairly familiar, though simplified in many

respects. Indeed, the name “Y86” owes its origin to the fact that its design is

inspired by the IA32 architectures which are colloquially referred to as the “X86”.

The Y86 processor consists of the following state components:

• The register file consists of eight program registers. Each register can hold a 32-

bit word. The registers are referred to as %eax, %ecx, %edx, %esi, %edi, %esp, and

%ebp. Register %esp is used as a stack pointer by the push, pop, call, and return

instructions; the rest of the registers have no fixed meanings or values. Each program

register has an associated register identifier, ranging from 0 to 7.

• The program counter (PC) is a 32-bit register. It holds the address of the instruction

currently being executed.

• The memory is conceptually an array of bytes storing both the program and the data.

• There are three single-bit condition codes which are referred to as ZF, SF, and OF.

They store information about the effect (zero, sign, or overflow) of the most recent

arithmetic or logical operation.
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The set of instructions of the Y86 processor is largely a subset of the IA32 instruction

set. However, the Y86 has a smaller set of instructions, a simpler byte-level encoding

of instructions, and fewer addressing modes. For instance it includes only 4-byte

integer instructions. Further, some of the IA32 instructions are “split” into multiple

instructions in order to simplify the semantics of their execution. For instance, the

movl instruction of IA32 is split into four instructions irmovl, rrmovl, mrmovl, and

rmmovl, explicitly indicating the form of the source and destination. That is, the

source is either immediate (i), register (r), or memory (m), as designated by the

first character of the instruction name, and the destination is either register (r) or

memory (m) as designated by the second character.

There are seven types of instructions in the Y86:

1. The nop instruction does not change the state of the processor.

2. There are four different “load-store” type instructions irmovl, rrmovl, mrmovl, and

rmmovl as described above.

3. There are four integer operations addl, subl, andl, and xorl. They operate only on

registers, and set the three condition codes when applicable.

4. There are seven branch instructions jmp, jle, jl, je, jne, jge, and jg. The branches

are taken according to the type of branch and the setting of the condition codes.

5. There is a call instruction which pushes the return address on the stack and jumps

to the destination address. The ret instruction returns from a call.

6. There are two instructions pushl and popl that push and pop 32-bit data on the

stack.

7. The halt instruction stops the processor execution.
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The instructions are encoded using from one to six bytes. The initial byte of each

instruction identifies the instruction type. This byte is split into two 4-bit parts,

namely the higher code part and lower function part. The function values are sig-

nificant only for cases where a group of related instructions share a common code.

For instance, the seven types of branch instructions have the same code, but differ

in the function values.

Some instructions, such as nop, halt, and ret, are 1-byte long, but those

that require operands are longer. First there is a register specifier byte, specifying

either at most two registers. These registers are called rA and rB. They specify the

registers used in data sources and destinations, as well as the base register used in

address computation, depending on the instruction type. Instructions that require

no register operands, such as jmp and call, do not have a register specifier byte.

Those that require only 1 register operand, such as irmovl or pushl, have the other

register specifier bit set to 8. Recall that the register identifiers for the program

registers range from 0 to 7.

Some instructions require an additional 4-byte constant word. The word

can serve as immediate data for irmovl, the displacement for rmmovl and mrmovl

address specifiers, and destination for branches and calls. Integers have little endian

encoding; that is, when an instruction is written in disassembled form, the bytes

appear in reverse order. In contrast to IA32, the destinations of branches and calls

in the Y86 are given as absolute addresses rather than PC-relative ones.
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14.2 The Y86 Implementation

The above description should make it clear that the Y86 system is a fairly standard

32-bit processor, with some simplifications for pedagogical reasons. How is the pro-

cessor implemented? Bryant and O’Hallaron provide four different implementations

of the processor, which are called seq, seq+, pipe-, and pipe. seq provides a rel-

atively direct implementation of the Y86 instruction set architecture. The object of

our verification is the pipelined processor pipe, which provides all the optimizations

and pipelining. The processors seq+ and pipe- are intermediate designs developed

for didactic reasons, and will not be of interest to us. In the remainder of this

section we provide a quick overview of the hardware structures of the seq and pipe

implementations of the Y86.

14.2.1 The seq Implementation

The seq processor is a relatively simple-minded implementation of the Y86 in-

struction set architecture. It executes every instruction in one cycle, and has no

pipelining or other optimizations. From the programmer’s viewpoint, it is a simple

enough machine to study and understand. The hardware structure of seq is shown

in Figure 14.1. To describe the execution of the processor, we discuss its processing

as if organized in stages. Of course since seq has no pipelining, the name “stage”

is a misnomer in this context. Nevertheless, presenting its execution as a sequence

of stages will clarify the overall structure of the design.

Fetch: This stage reads an instruction using the PC as the memory address. From the

instruction it extracts two 4-bit portions of the instruction specifier byte, referred to

as icode (instruction code) and ifun (instruction function). It also possibly fetches

the register specifier byte (giving one or both of the register operand specifiers rA and
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rB), and the 4-bit constant word valC. It then computes valP, the address of the next

instruction in sequential order. This address is equal to the value of the PC plus the

length of the fetched instruction.

Decode: This stage reads up to two operands from the register file, giving values valA

and/or valB. Typically it reads the registers designated by the instruction fields rA

and rB, but for some instructions it reads the register %esp.

Execute: In this stage, the ALU either performs the operation specified by the instruction

(according to ifun), or computes the effective address of a memory reference, or

increments or decrements the stack pointer. The resulting operation is referred to as

valE. In addition, the condition codes are set in this stage if applicable. For a branch

instruction, the condition codes are tested to decide if the branch should be taken.

Memory: In this stage data is written back to the memory. Also, data might be read from

the memory. In case of the latter, we refer to the data read as valM.

Write Back: In this stage, results are written to the register file when appropriate. Up to

two results can be written simultaneously.

PC Update: In this stage the PC is set to the address of the next instruction. Notice that

the address of the next instruction might be different from the valP computed in the

Fetch stage; for example if the instruction is a jmp instruction then the address of

the next instruction is the destination of the instruction.

A transition of the seq processor constitutes sequential execution of the six stages

above. The processor loops infinitely performing one transition per clock cycle until

it encounters either a halt instruction or some error condition. The error conditions

include attempt to access an invalid memory address or attempt to execute an invalid

instruction.
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14.2.2 The pipe Implementation

The seq processor is a workable microprocessor design implementing the Y86 in-

struction set architecture, but is not very efficient. The pipe processor, on the other

hand, is a pipelined implementation of the Y86 instruction set architecture. The

hardware structure of pipe is shown in Figure 14.2. The stages of pipe roughly

correspond to the stages in seq with one exception. There is no PC Update stage,

and in fact there is no register storing the program counter value for the current

instruction. The program counter (referred to as f-pc) is computed dynamically

based on the state information. To facilitate pipelining, pipe contains five latches

(or pipeline registers) F, D, E, M, and W, that “sit” between consecutive stages

holding the results of partial computation of different instructions in overlapping

execution as follows.

F holds the predicted value of the program counter for the next instruction. The predicted

value is the same as the value valP that seq computes for instructions other than

(conditional) branches. For conditional branch instructions, pipe uses an always

taken branch prediction strategy; thus F holds the address at the destination of the

branch.

D is between the Fetch and Decode stages and stores information about the most recently

fetched instruction.

E holds information about the most recently decoded instruction and the values read from

the register file for processing by the Execute stage.

M holds the results of the most recently executed instruction for processing by the Memory

stage and the information about branch conditions and branch targets for processing

conditional jumps.

W is between the Memory stage and the feedback paths that supply the computed results

to the register file for writing and the return address to the PC selection logic.
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The pipelined system, of course, also needs several control mechanisms in order to

handle the different pipeline hazards. Such mechanisms are provided in the form

of both pipeline stalls and data forwarding. The mechanisms are not new or novel,

and are available in some form in most modern pipelines. As is customary, data

forwarding is preferred over pipeline stalls whenever possible to resolve dependen-

cies between two incomplete instructions at different stages of the pipeline. Data

forwarding is implemented by providing bypass paths from the M and W latches

and the output of the ALU to the Decode stage. Thus if the instruction i in the

Decode stage needs to read a register r, and some instruction in Execute, Mem-

ory, or Write Back stage has the same register r as its destination, then the bypass

path allows the value about to be written to r to be passed directly to the Decode

stage for processing of instruction i.

Under normal operations, pipe introduces stalls and bubbles for three special

cases in which the data dependencies between instructions cannot be resolved by

forwarding alone. These cases are the following:

Memory Dependencies: Memory dependencies arise since the memory is read by instruc-

tions late in the pipeline. Consider a sequence of two instructions of which the first is

mrmovl that writes the value of some memory location to a register r, and the second

instruction (say i) has register r as one of its source operands. Then the value of the

register r must be resolved when i is in the Decode stage. But when i is in Decode,

the mrmovl instruction is in the Execute stage, and it reads the memory (and hence

the value that must be stored into r and read by i) only in its Memory stage. Thus,

data forwarding cannot be used to resolve this dependency. This is solved in pipe

by introducing a bubble in the E latch and holding back instruction i in the Decode

stage. Forwarding from the output of the data memory to the Decode stage allows

i to correctly obtain its operand in the next transition.
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Procedure Returns: A thorny issue arises in the processing of the ret instruction. Recall

that ret returns from a procedure call. The return address is stored in the memory

which is indexed by the stack pointer %esp. This address thus can be obtained at the

Memory stage. The pipe implementation does not attempt to predict the return

address for a ret (although this feature is normally present in modern processors), but

rather stalls the pipeline for three transitions until the ret reaches the Memory stage

and the return address is resolved. The processing of ret actually has an important

aspect which will be relevant to us in reasoning about the pipeline. In each of the

three cycles as ret “moves up” from the Fetch to the Memory stage, pipe actually

does fetch an incorrect instruction. The way this is dealt with is as follows. At every

transition, the logic at the Fetch stage reads an instruction from the memory at the

address indexed by f-pc. The access to the memory cannot be stopped; however, this

instruction is immediately “killed” or replaced by a bubble at the D latch and hence

is never processed.

Mispredicted Branches: The processing of ret above shows one example in which an

instruction entering the pipeline is subsequently killed and never processed later.

Processing mispredicted branches is a more non-trivial illustration of this facet. Re-

call from above that pipe uses the branch prediction strategy of always taken; thus

instructions in the pipe following a branch instruction are fetched from the target of

the branch. If the branch is not taken then all these instructions need to be killed.

The important matter to consider here is that these incorrect instructions should

not modify any programmer-visible state component before they are killed. At what

stage of the pipeline does an instruction first modify a programmer-visible compo-

nent? The answer is “at the Execute stage where the condition codes are set”. The

decision whether a branch is taken or not is determined when the branch instruction

is at the Execute stage, (and thus any subsequent instruction has not reached this

stage). Hence to process mispredicted branches, pipe simply kills the (misfetched)
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instructions in the D and E latches by replacing them with bubbles, and also fetches

the correct instruction in the next transition. The latter is achieved by forwarding

the branch decision from the Execute stage to the logic at the Fetch stage that

computes the value of the program counter.

We end the description of pipe by briefly noting what is meant by inserting a bubble

in a latch. A bubble is simply a 32-bit number of value 0. What is important to note

is that every latch (other than the F latch where no bubble is ever inserted) has a

“field” which is interpreted as the icode of the instruction in the latch (Figure 14.2).

This “icode” corresponds to the icode of the instruction nop. Thus once a bubble

has been inserted in a latch it advances to the subsequent latches exactly as a nop

would have done, and thus does not affect any change in the visible state of the

machine.

It should be clear that pipe embodies many features in a modern pipelined

processor, although the design is significantly simpler than a commercial processor

implementation. Nevertheless, several aspects of the design, in particular data for-

warding and branch prediction, require subtle reasoning. The system is therefore

an ideal benchmark for validating the scalability and robustness of the verification

methodologies we have been talking about so far in the dissertation.

14.3 Verification Objectives and Simplifications

What should we prove about the Y86? In this case we are fortunate that we have two

different implementations, namely pipe and seq. The seq machine is much simpler

than pipe, can be inspected by the user, and in a very direct sense implements the

instruction set architecture of the Y86. On the other hand, pipe concerns itself with
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low level optimizations aimed at execution efficiency. Thus it is natural to treat

seq as a specification for pipe and show that pipe implements the specification

faithfully.

Can we prove (seq � pipe)? Of course to make this statement formal we

need to first model seq and pipe as reactive systems. This is not difficult to do. We

have already discussed what the transitions of the two designs look like. We specify

the initial state of each design as the state obtained by applying the reset signal.

As we did for the simple machine in Chapter 9, we will take the label of a state (in

both systems) to be the configuration of the register file in the state.

Unfortunately, with the seq and pipe designs as they stand now, one cannot

prove (seq � pipe). The reason is both simple and draconian. In both processors,

instructions and data share the same memory, leaving them open to hazards due to

self-modifying programs which neither processor has any control logic to prevent.

The designs simply assume that the programs are not self-modifying. But for ver-

ification in a formal logic, all assumptions need to be explicit. Of course just the

fact that self-modifying programs can cause erroneous execution does not prevent us

from proving that pipe is a refinement of seq; the problem is that the erroneous ex-

ecutions in the two systems are different. For example, there may be an instruction

i that modifies the memory location immediately following i with a new instruction

i′. In seq, this would mean that i′ will be executed immediately after i. In pipe,

however, the memory will be written only at the Memory stage and by that time

three subsequent instructions will have already been fetched from the unmodified

memory, including the instruction immediately following i. Thus the executions of

the two systems will be different.
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How do we guard against the possibility of self-modifying code? Our simple

approach is to physically split the memory component into two portions, namely the

instruction memory and data memory, by stipulating that the program and the data

reside in different components. Note that in the absence of self-modifying programs

this is equivalent to just having a single memory with both programs and data.1 For

the rest of this chapter, when we refer to seq and pipe, we refer to formal models of

the corresponding systems with this simplification. We can now prove (seq�pipe).

14.4 Verification Methodology and Experience

How would we go about with this verification? One enticing possibility might be to

use a flushing diagram and then use the results of Chapter 9 to deduce a refinement

theorem. However, recall that we did not do anything in that chapter to facilitate

the proof of a flushing diagram itself. What we showed was simply that if given

a legitimate proof of a flushing diagram we can turn it into a proof of refinement.

However, with a pipelined processor with all the features that pipe has, it is not

simple to accomplish a flushing proof in the first place. Rather than attempting

that, we prove (seq � pipe) using the proof rules for verifying refinements that we

developed in Chapter 8, using our predicate abstraction tool as necessary in the

process.

Our verification strategy follows exactly the outline we discussed in page 236.

More precisely, we will show the following chain of refinements:

seq � pipe+
3pipe

1Indeed, Bryant and O’Hallaron [BO03] implicitly assume this simplification by referring to the
two memory components as separate throughout their discussion of the processors. For example,
see the block diagrams in Figures 14.1 and 14.2 which are taken directly from their book.
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Here pipe+ is an augmentation of pipe with auxiliary variables to track some

history of the computation, as we discuss below. As we mentioned in Chapter 8,

this means that the proof of (pipe+3pipe) is trivial, and we can concentrate on

the proof of (seq � pipe+).

Nevertheless, why do we need pipe+? The answer in case of the Y86 is

illuminating. We need pipe+ principally so that we can define, given a state of

the pipelined system, the corresponding representative state of seq. Recall that in

order to show (seq � pipe), we must be able to define a function rep that maps a

pipeline state to a state of the seq system. Unfortunately we cannot define such a

mapping from the states of pipe to the states of seq directly. To understand this,

consider a pipe state p̂ where the W latch contains an irmovl instruction and the

M latch contains an rmmovl instruction. Assume that there is no hazard involved,

that is, the destination of irmovl is different from the source of rmmovl. How would

we want to map p̂ to a state of seq? Intuitively we want the mapped seq state ŝ to

“look” as follows:

• The program counter points to the instruction irmovl.

• The configuration of the memory and the register file is the same as that in ŝ.

Notice immediately that we need to know the value of the program counter of the

instruction at the W latch to achieve this. The easiest way of doing that is to

keep an auxiliary history variable that keeps track of the program counters of the

successive issued instructions in the pipeline. Of course, as it stands, it is possible

to compute the value of the PC from the configuration of the pipeline latches but

it is cumbersome. However, there is a more subtle reason that necessitates the use

of history variables, and that has to do with the memory update. To understand

this, consider the state p̂′ reached by pipe after one transition from p̂. What has
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happened to the pipe system? Since rmmovl was in the M latch at p̂ and irmovl

was in the W latch, and since there was no hazard, both the instructions proceed

simultaneously, one updating the register file and the other updating the memory.

The problem, however, is in mapping the memory configuration of p̂′ to form a

seq state ŝ′. By analogy with what we wanted for p̂ we should now want that the

PC be pointing to the the mrmovl instruction (which is the instruction in the W

latch and about to be completed in pipe). That means that seq must be poised to

execute mrmovl. But the memory in p̂ appears as if the mrmovl has already been

completed! This analysis shows that we cannot simply define the function rep so that

we can project the PC, memory, and the register file together to define the seq state

corresponding to a pipe state. Rather, we define pipe+ to add auxiliary variables

that keep track of the PC and the memory configuration necessary to define the rep

mapping. The history variable for memory, also called hmem, holds the same value

as the configuration of the memory in pipe+ with the exception that the update to

this variable occurs at the Write Back stage instead of the Memory stage.

Incidentally, the analysis above shows why we have preserved only the regis-

ter file in defining the label of a state. We could have instead chosen the memory

or the program counter, but we cannot choose to have all three. If we had done

so then the resulting system would not be a refinement of seq. We hinted at the

problem in Chapter 9 (page 191) in the context of pipelines with out-of-order in-

struction completion. That is, given a pipeline state ma and a matching state isa

of the instruction set architecture, there would be no next state of isa that matches

a transition from ma if the transition causes updates of two different components

of the label by two different instructions. This fact, of course, is well-known in

281



the literature on pipelined machine verification; for example, this is the reason why

Manolios [Man00a] had to remove the PC from the observable components when

proving a WEB correspondence between a pipelined machine and its instruction

set architecture. In the terminology of the literature [ACDJ01, Aro04, ADJ04] on

pipeline verification, our proof of (seq � pipe) can be referred to as a proof of

correspondence showing synchronization at instruction retirement, where the ob-

servations for the implementation and specification match for the register file. We

should note that if seq were implemented with bursts as we proposed in Chapter 9

instead of single instruction execution, then this problem would not exist.

Let us now consider the proof of (seq � pipe+). To do so, we must define

functions rep, skip, rank, and inv, and derive the single-step proof obligations as

described in page 139. As we did for concurrent protocols in Chapter 8, we will

define a predicate good instead of an inductive invariant inv to do this verification.

Subsequently, instead of defining an inductive invariant strengthening good, we will

demonstrate the invariance of good using predicate abstraction.

We now turn to the definitions of rep, skip, rank, and good below:

rep: The function rep maps a pipe+ state p to form a seq state as follows. The program

counter of rep(p) is the value of the program counter corresponding to the instruction

in the W latch of p (as specified by the corresponding history variable), and the

memory is the same as the value of hmem in p. The register file is simply projected

from p.

skip: We want skip to hold for a pipe+ state p if p contains a bubble at the W latch that

has been introduced earlier in the pipeline by the control logic. We determine this

condition as follows. The W latch contains a bubble if and only if (a) the icode field

of the latch specifies a nop, and (b) the instruction pointed to by the corresponding

282



dist(p) ,


4 if latch(p) = ”F”
3 if latch(p) = ”D”
2 if latch(p) = ”E”
1 if latch(p) = ”M”
0 otherwise

rank(p) , 4− dist(p)

Figure 14.3: Definition of rank for showing (seq � pipe+)

PC is not a nop. Notice that we are making legitimate use of the fact that we keep

track of the PC of each instruction in the pipeline.

rank: We need to define rank so that it decreases whenever pipe makes a transition from

a state at which skip holds, that is, when we encounter a W latch which contains

a bubble. But a bubble is inserted in the pipeline in order to (a) resolve a memory

dependency, or (b) take care of a mispredicted branch, or (c) process a ret instruction.

In each case, the “correct” instruction to be executed after the bubble is fetched

before the bubble reaches the W latch. Thus we define rank by counting the number

of transitions for the correct instruction to move to the W latch. The definition is

shown in Figure 14.3. Here latch(p) is the latch in which the correct instruction resides

at state p. Obviously rank returns a natural number and hence an ordinal.

good: The predicate good posits two things. If skip holds for p, then good specifies that

latch(p) holds the correct instruction. Otherwise good specifies that (a) the icode

stored in the W latch is obtained by decoding the instruction pointed to by the

associated PC, (b) the fields valE and valM contain the result of the execution of the

instruction, and (c) the fields dstE and dstM contain the correct destination address.

With these definitions, it is rather easy to see that one can prove (seq � pipe+)

up to the invariance of good. Thus we have reduced the proof obligations for the

correctness of pipe+ to an invariant proof.
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The reader reading our description of the verification of the Y86 so far might

be a little puzzled. We started this part saying that verification of a system modeled

at the RTL level is so much more complicated than one modeled at the so-called

protocol or algorithmic level. Yet, so far in our description of the verification, we

have not talked about any of the complexities induced by the RTL level implemen-

tation of the Y86, nor taken any special measure to deal with such complexities. Of

course, even at the protocol level there were subtleties in the design, but we have

seen such glimpses of such subtleties in the bakery or the cdeq system as well.

Where does the extra complexity of the RTL level design manifest itself?

The complexity manifests itself in the proof of invariance of good. In a cer-

tain sense, that is the crux of the verification. So far in the proof, we have almost

bypassed reasoning about the transitions of pipe+ (except for the matter of care-

fully defining rank so that it decreases when pipe+ transits from a skip state), by

defining good appropriately. All the reasoning necessary above required understand-

ing the pipe+ (and therefore, pipe) system at a high level. But in order to prove

the invariance of good, one must show that pipe+ does execute each instruction

correctly, handles mispredicted branches in the right manner, and injects bubbles

and forwards data along the pipeline at the right times, all this being done via

manipulation of bit vectors.

We invoke our predicate abstraction tool to show the invariance of good. Of

course, to do this, we must have a collection of rewrite rules to reason about the

different functions involved in the model of the system and its properties. This

is where our library of RTL operations becomes critical. As we mentioned in the

last chapter, the library contains about 150 theorems for reasoning about functions
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bvp(x) ⇒ bv-neg(bv-neg(x)) = x

width(bv-neg(x)) = width(x)

bv-neg(bv-or(x, y)) = bv-and(bv-neg(x), bv-neg(y))

equal(u-or(x), bit0()) = nlv(x)

bvp(x) ⇒ equal(u-and(x), bit1()) = unv(x)

bitn(i, bits(m,n, x)) =
{

bitn(m+ i, x) if natp(m) ∧ natp(n) ∧ (m ≤ n) ∧ (i ≤ n−m)
bit0() otherwise

Figure 14.4: Some Theorems about Bit Vector Manipulation

manipulating the different RTL data types. The Figure 14.4 shows some of the

theorems about bit vectors from the library which are used as rewrite rules by our

tool.

Using our library, our predicate abstraction tool can prove that good (actu-

ally ĝood, which is simply good restated as a function of time as required by our

tool), is an invariant. The abstract system produced involves 77 exploration and 89

abstraction predicates, and the reachability analysis explores about 8000 nodes and

350000 edges, completing in a little more than 5 minutes on an 1.8GHz Pentium

desktop machine running GNU/Linux. The exploration predicates specifying the

abstract system mostly involved properties about the pipeline control structure, for

example insertion of bubbles in the pipeline in case of a memory operation or a

mispredicted branch.

The entire verification starting from the proof of the first theorem relating

the labels of the two systems to the final invariant proof took the author slightly more

than a month. Some of the time was spent in understanding the need for defining

pipe+. Most of the verification time involved debugging the definition of good. This
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resulted from the fact that the author initially made a mistake in its definition such

that good was not an invariant but allowed us to prove the obligations for refinement.

The definition was debugged by using some of the facilities we implemented in the

tool for returning (abstract) counterexamples and bounded search. Given the size

and complexity of the Y86 design we consider the effort reasonable.

Given that predicate abstractions and rewriting could be used to automate

the proof of invariance of good, the skeptical reader might ask how difficult it would

have been to come up with an inductive invariant strengthening good manually.

Of course, since doing so requires manual expertise which is a subjective attribute,

we cannot provide a precise answer to that question. Nevertheless, the author

made an attempt to find a partial answer. We constructed a predicate good-aux

strengthening good so that if good-aux holds for a state p then good holds for the

state p and skip does not hold for p, then good holds when pipe+ makes a transition

from p. Note that of course good-aux is not an inductive invariant, but only a first

step at the attempt to construct one. In particular, we wanted to incorporate all

“facts” that we need to know about the M latch at state p in order to prove that

good holds when pipe+ makes a transition from p. (Recall that the predicate good

talks only about the W latch if skip does not hold at p.) Figure 14.2 suggests that

conceptually the facts about the M latch should be simple. After all, no forwarding

logic is involved and we need to only say that valE stores the right value (in case

the icode of the instruction in the M latch specifies an ALU operation), valA

has the right memory address (for a memory operation), and dstE and dstM are

the right destination addresses. However, getting this right still turned out to be

a tedious and complex matter. Part of the reason is that we had to explore and
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understand the control logic specifying how the memory is updated. For instance,

although in Figure 14.2 we showed the (data) memory as a single block, it is actually

implemented as a collection of eight memory banks, each of which is independently

enabled. The data from the banks emerge in parallel and are then “concatenated”

into the byte. The predicate for the M latch has to specify how the enable signal

of each memory bank behaves corresponding to the different instructions in the M

latch. It is probably fair to say that definition of good-aux itself took about as much

of the author’s time as the definition of all the four other functions taken together.

Further, short of manually constructing the entire inductive invariant we have no

way of determining if we have incorporated all facts that we need about the M latch

in the definition, or if we got some of the “facts” wrong. We presume that with the

forwarding logic and handling of mispredicted branches that are involved with the

other latches, coming up with the necessary facts about them manually would be

substantially more complex.

14.5 Summary and Comments

We have proved correspondence between our formal models of the Y86 using predi-

cate abstraction and theorem proving. How large are the models? The formal model

of seq defined in ACL2 contains 185 function definitions, while pipe contains 290.

More importantly, the systems contain complex control logics which make reasoning

about them challenging. However, as we saw, the complexity of the RTL design is

manifest in the definition and proof of invariants. With our methodology, this com-

plexity is managed by predicate abstraction, insulating them from the user. The

user, then, can focus principally on the conceptual insights behind the system (as
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manifest in the definition of good and rank) which is the level at which theorem

proving is appropriate. Of course it must be admitted that the models are sim-

plistic compared to a commercial processor design. However, the fact that we can

automate the invariant proof for such a system does provide substantial evidence in

the scalability of our method.

We should note that the reason we could dispatch the invariant proof in-

volved in the verification of the Y86 automatically was that we had carefully crafted

our RTL library so that terms representing applications of RTL operators could be

effectively normalized. The success of our tool crucially depends on the existence

of such libraries. So it makes sense to ask how robust the library is for reasoning

about RTL systems. While it is not possible to provide a concrete answer to this

question, we believe that with the library in its current form, we can expect reason-

able automation in invariant proofs of RTL systems where the complexity is in the

control structure of the system. As circumstantial evidence on this matter, we point

out that most of the rules in our library had been built before we had access to the

designs of the Y86 processors. However, the library contains few rules about bit vec-

tor arithmetic and would be inadequate if used, for example, for the verification of

a floating point unit. Indeed, one of the reasons for the success of the library in Y86

verification is that almost no reasoning about arithmetic was necessary. Although

the ALU in the two processors do fixed point integer arithmetic, both processors use

the same ALU module obviating the need to reason about such ALU operations.

The last sentence above also points out a key matter about formal verifi-

cation, especially of microarchitectures. All that we have formally proven is that

the ACL2 model of pipe is a refinement of the ACL2 model of seq. It does not
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obviously mean that pipe is correct. For instance, it is possible that the ALU mod-

ules of both systems (which are actually instantiations of the same module) are in

fact inaccurate. Given a formal proof it is in fact imperative that the user inspect

the specification (in this case the seq model) and convince himself that it indeed

corresponds to the user’s view of the behavior of the system.

We believe our work is the first instance of the use of predicate abstraction

and discovery for reasoning about a pipelined system. Indeed, pipe+ represents one

of the largest systems on which predicate abstraction has been applied.

The use of predicate abstraction for invariant discovery is reminiscent of the

method of invariant strengthening suggested by Sawada and Hunt [SH99a] in course

of verification of a complex pipeline. They specify an initial set of predicates that are

necessary to dispatch the other proof obligations for correctness of the system. Then

they iteratively strengthen the set of predicates by composing them over the state

transition function of the system until they obtain an inductive invariant. Of course

the strengthening in their case is performed manually via deductive reasoning. We

achieve the same effect for the Y86 using rewriting.

In our work, we have depended on predicate abstraction and deductive rea-

soning for verifying properties of RTL designs. However, there are have been signif-

icant advances in the application of automatic decision procedures for RTL verifica-

tion, which work with the original VHDL or Verilog designs. It would be interesting

to see how they can be integrated with a deductive approach. We will look at deci-

sion procedures and the complexities involved in their integration with ACL2 in the

next part. Nevertheless, there have been some advances recently in applying such

tools with theorem proving. For example, Sawada [Saw04] presents a way of using
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VHDL tools for transformation based verification [Bau02] together with ACL2 for

reasoning about RTL. The approach is to translate ACL2 functions to a subset of

VHDL (instead of the other way round) so that VHDL tools can check equivalence

between the formal definitions in ACL2 and their VHDL implementations. This

approach provides an interesting dual to our method, and it would be interesting

to see if it can be integrated with our approach to further automate the verification

process.

14.6 Bibliographic Notes

The Y86 processor has been designed by Bryant and O’Hallaron [BO03] and rep-

resents a fairly standard processor design following the IA32 architecture. Proces-

sor designs and architecture are dealt with extensively by Hennessey and Patter-

son [HP02]. Shriver and Smith [SS98] provide a thorough description of the IA32

architecture.

Verification of pipelined microarchitectures is an area of extensive research

and the bibliographic notes for Chapter 9 lists many approaches aimed at automat-

ing the process. In addition, the bibliographic notes for Chapter 10 lists related

approaches to predicate abstraction.

Reasoning about RTL level designs has captured a lot of attention lately,

although most of the related work have focused on verification of floating point units.

Greer et al have verified many RTL units of the Intel Itanium r© processor [GHH+02],

Sawada and Gamboa for the IBM Power 4 [SG02], and Russinoff and Flatau for the

AMD AthlonTM [Rus98, RF00].
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Part VI

Formal Integration of Decision

Procedures
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Chapter 15

Integrating Deductive and

Algorithmic Reasoning

We have seen how theorem proving techniques could be combined with reachability

analysis to reduce the manual effort involved in invariant proofs. In this part, we

will explore the general problem of using theorem proving with decision procedures

in a sound and efficient manner.

Theorem proving and decision procedures have orthogonal advantages in scal-

ing up formal verification to solve complex verification problems. Theorem proving

affords the use of sophisticated proof techniques to reduce the verification problem

to simple manageable pieces. The key deductive methods that the user can employ

to produce such decomposition include defining auxiliary functions, introducing in-

sightful generalizations of the problem, and proving key intermediate lemmas. On

the other hand, decision procedures contribute largely in automating the proofs

when the formula can be expressed in a decidable theory. If we can combine theo-

rem proving with decision procedures, then we can apply the following “strategy”
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to effectively exploit the combination:

• Apply theorem proving to decompose the verification problem into proofs of sim-

pler formulas that can be expressed in the decidable theory in which the procedure

operates.

• Appeal to the procedure to check if each of these simpler formulas is a theorem.

Indeed, this is what we did in combining predicate abstraction with model check-

ing, for a restricted class of problems, namely invariant proofs. Our method of

constructing predicate abstractions was an essentially deductive process where the

user controlled the abstractions generated by carefully crafting lemmas which could

be used as rewrite rules. But once an abstraction was generated, it reduced the

invariant proof to a finite problem which could then be “shipped off” to a model

checker.

The appeal of this general strategy above is undeniable. It requires user

intervention in a demand-driven fashion only for problems that cannot be solved by

decision procedures. On the other hand, state explosion is kept on a “tight leash”

by applying decision procedures on sufficiently small pieces. If any of the pieces

cannot be be handled by the decision procedure in a reasonable time, in spite of

falling in a decidable theory, then theorem proving can step in and reduce it further

until they can be handled automatically. In this view, theorem proving and decision

procedures can be seen as two opposing ends of a spectrum where user effort is

traded for state explosion as one moves from one end to the other.

In this chapter, we will study generic methods for integrating theorem prov-

ing with decision procedures. We will consider the following question:

• How can we guarantee that the integration is sound (assuming the soundness of the
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theorem prover and the decision procedure concerned) and practically efficient?

Let us consider the soundness issue first. A casual reader might fail to notice at first

that there is an issue here at all. Roughly, the issue arises from the incompatibility

between the logic of the theorem prover and the theory in which the decision pro-

cedure operates. To understand this, let us consider a decision procedure D that

takes three positive rational numbers m, n, and ε, and checks if |
√
m−n| ≤ ε. Thus

it (rightly) passes the check on the triple of number 〈2, 1, 1〉. Suppose now we are

in a theory T and encounter the affirmative answer given by D on 〈2, 1, 1〉. How do

we interpret this answer? We might be tempted to extend T by introducing a new

unary function sqrt, so that sqrt(x) can be interpreted as the positive square root

of x (that is, a formalization of
√
x), and then infer, based on the answer provided

by D, that |sqrt(2)− 1| ≤ 1. Unfortunately, if T is a legal extension of GZ, then the

function sqrt cannot be introduced such that the formula sqrt(2) × sqrt(2) = 2 is a

theorem. Indeed, the axioms of GZ rule out the existence of irrational numbers and

so it is possible to prove that ¬((x × x) = 2) is a theorem [Gam96, Gam99]. Thus

any extension of GZ with a reasonable axiomatization of sqrt that lets us interpret

the affirmative answer of D above is inconsistent.

How do we resolve this dilemma? One way might be to simply invoke D

carefully on arguments for which we know how to interpret the answer. For instance,

even though we cannot interpret the answer returned from D on 〈2, 1, 1〉 as per the

above discussion, we can attempt to interpret the answer produced for 〈1, 1, 0〉.

Thus we can decide that we will invoke the procedure only with the third argument

ε set to 0, and interpret an affirmative answer to mean m = n2. In some sense,

this is what we did when invoking a model checker like SMV or VIS for the purpose
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of proving invariants. Model checkers are decision procedures that can be used to

check temporal logic properties of finite-state reactive systems. We do not know

yet whether we can interpret an affirmative answer provided by the model checker

on arbitrary temporal formulas. Indeed, we will see in Chapter 16 that interpreting

their answer for arbitrary temporal properties involves complications. But we simply

invoked them only for invariant checking, when the result could be interpreted as a

successful reachability analysis of a finite graph.

But our current interest is not the integration of a specific decision procedure

with theorem proving, but a general formal approach for integration of arbitrary

decision procedures. One possibility is the following. We can define the decision

procedure itself as a conservative formal theory. After all, a decision procedure is

merely a program, and it is possible to code it up in ACL2. But once we define it as

a formal theory then we can prove theorems about it. For instance, we can attempt

to define a function, say approx-sqrt to formalize the decision procedure D above,

and prove the following formula as a theorem about it.

(ε = 0) ∧ approx-sqrt(m,n, ε) ⇒ m = n× n

This theorem, then, can be treated as a characterization of the decision procedure

in the formal theory. In particular, for two numbers m and n, whenever we wish

to deduce whether m is equal to n2, we can attempt to resolve the question by

evaluating the function approx-sqrt on m, n, and 0. Notice that a more general

theorem characterizing the return value of approx-sqrt for arbitrary ε based on the

informal description above is significantly more complicated.

This, then, is our proposal to integrate decision procedures with theorem

proving. We will define a formal theory that specifies the semantics of the decision

procedure. Then we will prove theorems that stipulate how we can interpret the
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answers produced when the decision procedure is applied to verification problems.

We will then use the decision procedure to prove theorems in the decidable fragment

of the logic and use the characterization theorems to interpret the answers produced

by the procedure.

The approach seems simple as a matter of course. But the problem of coming

up with characterization theorems, let alone proving them, is non-trivial. After all,

the procedures we are interested in are much more complex than the procedure

approx-sqrt above. For instance, model checking, one of the procedures that is of

interest, requires us to reason about temporal properties of infinite sequences. How

feasible is it to apply our approach in practice?

To test such feasibility, we integrate a simple compositional model checking

algorithm with ACL2. This algorithm, the issues involved in formally modeling its

semantics, and the characterization theorems we prove about it, will be presented

in Chapter 16. Our experience indicates that it is possible to do it, although some

aspects in defining a formal semantics of model checking are non-trivial. The prob-

lems principally stem from certain limitations in the expressiveness of the logic of

ACL2, that does not allow us to model the semantics of model checking in the

standard way; such limitations make it difficult to formalize and prove some of the

standard results about temporal logic. A consequence of our attempt is to expose

these limitations and advocate introduction of new axioms to facilitate similar efforts

in future. Nevertheless, note that these characterizing theorems are to be proved

once and for all for a decision procedure being integrated, and the investment of

the manual effort in this exercise is well worth the price if the integration results in

substantial automation of proofs.
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A more practical objection to the above approach is efficiency. After all, the

design of efficient decision procedures in practice is an area of extensive research

and modern implementations of model checkers succeed in coping with some of the

complexities of modern systems principally because of highly optimized implemen-

tations. On the other hand, these implementations are not done with formalization

in mind, nor are they written in ACL2. They are often implemented as low-level C

programs. While it is surely possible to code them up in ACL2, and even obtain a

certain amount of efficiency in execution, it is unlikely that the functions representing

a decision procedure as a formal theory will be as efficient as a standard commercial

implementation of the same procedure. Also, commercial implementations of deci-

sion procedures are being improved continually to cope with the efficiency demands.

Thus if we decide to reimplement a procedure in ACL2, then we must incessantly

track and implement future improvements to the procedure made by the decision

procedure community. This is indeed a viable practical objection, and we discuss the

ramifications of this objection in Chapter 17. Notice that our interest in developing

the formal semantics of a decision procedure is not because we suspect that its im-

plementation is buggy (although that is indeed possible), but to make sure that our

interpretation of its affirmative answer inside a formal theory is sound. We discuss

how it should be possible to use external oracles with a theorem prover, and what

kind of soundness guarantees can and should be given when external procedures

are integrated with ACL2. This results in some recommendations for improving the

implementation of the ACL2 theorem prover to afford the practical use of external

oracles.
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Chapter 16

A Compositional Model

Checking Procedure

Model checking is one of the most widely used verification methods used in the

industry today. Model checking at its core is a decision procedure for proving tem-

poral properties of finite-state reactive systems, as we saw in Chapter 2. However,

as we mentioned several before, the method is limited in practice by state explo-

sion. Our methods in Parts III and IV were to find theorem proving techniques

to find manageable decomposition of the verification problems. As our contribu-

tions throughout this dissertation indicate, theorem proving is a general method

to achieve this task. Nevertheless, there are certain decision procedures that can

achieve substantial decomposition of model checking problems. They include reduc-

tions of system state by exploiting symmetry, elimination of redundant variables via

cone of influence, decomposition of the proof of a conjunction of temporal formulas

to independent proofs of the constituent formulas, assume-guarantee reasoning, and
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so on. We will refer to such decision procedures as compositional model checking

procedures. While less flexible than theorem proving, compositional model checking,

if applied appropriately, can often achieve significant simplification in the verifica-

tion of reactive systems, with the added benefit of substantial automation. It is

therefore of advantage to us if we can use them wherever applicable, along with

theorem proving.

In this chapter, we will explore how we can integrate compositional model

checking with theorem proving. We will consider an extremely simple compositional

procedure to study the issues involved. The algorithm is a composition of conjunctive

reduction and cone of influence reduction. Conjunctive reduction is based on the

idea that if a temporal formula ψ is a conjunction of several formulas ψ1, . . . , ψn,

then checking whether a system M satisfies ψ can be reduced to checking whether

M satisfies ψi for each i. Cone of influence reduction is based on the idea that if the

formula ψ refers to only a subset V of the state variables of M , then it is possible to

deduce that M satisfies ψ by checking whether a different (and potentially smaller)

system M ′ satisfies ψ, where the M ′ is formed by removing from M all the state

components that have no effect on the variables in V . The system M ′ is referred to

as the reduced model of M with respect to V .

What is our compositional procedure? Given the problem of checking if a

system M satisfies ψ, where ψ is a conjunction of several formulas ψ1, . . . , ψn, it

first applies conjunctive reduction, reducing the problem to checking if M satisfies

ψi for each i. It then applies cone of influence reduction for each of these verification

problems. That is, for the i-th problem, it reduces the check of whether M satisfies

ψi to the check of whether Mi satisfies ψi, where Mi is the reduced model of M with
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respect to the variables in ψi.

The procedure as described above is simple, but its integration is illustrative.

Recall that to integrate the procedure we must define it as a formal theory in the

logic of the theorem prover and prove theorems characterizing the output of the

procedure. The remainder of this chapter shows how this can be done, and explores

some of the complications involved.

16.1 Formalizing a Compositional Procedure

The compositional procedure described above takes a verification problem and re-

turns a collection of verification problems. A verification problem is a description

of a finite state reactive system together with a formula written in some temporal

logic. In order to formalize the procedure we must first clarify how a finite state

system and temporal formula are presented to the algorithm as input.

16.1.1 Finite State Systems

We have been talking about models of reactive systems for a while in this disser-

tation. We modeled a system I as three functions, namely I.init(), I.next(), and

I.label. In this chapter, however, we are interested in algorithms for reasoning about

finite-state systems. Since we intend to model the algorithms as functions in ACL2,

we must represent the finite state systems as objects that can be manipulated by

such functions.

The reader has already seen the basic ingredients for specifying finite-state

systems as objects in Part IV. There we talked about an abstract system A which

represented a predicate abstraction of the implementation. The point of interest
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here is that A has a finite number of states. As we saw, we can represent such a

system by 3 components.

• A collection of state variables.

• A collection of input variables.

• For each state variable a term specifying how the variable is updated along the tran-

sitions of the system. We will call this term the transition equation for the variable.

• An initial state.

For our purpose here, we will assume without loss of generality that a variable can

take the value T or NIL. Thus the set of states of the system is the set of all possible

Boolean assignments for each state variable. Again for simplicity, we will assume

that the transition equation for a variable is a term composed of the (state and

input) variables and the Boolean connectives ∧, ¬, and ∨. Given such a term, we

can easily write a function in ACL2 that interprets it to determine, for any state

and any assignment of the input variables to Booleans, what the next state of the

system is.

Since we are interested in model checking, we also need a set AP of atomic

propositions. For simplicity, let us assume that AP is simply the set of state vari-

ables, and the label of a state s is the list of all variables that are assigned to T in s.

Most of what we discuss below does not rely on such simplifying assumptions, but

they allow us to talk concretely about finite state systems. More precisely, we define

a binary predicate system so that system(M,AP) holds if and only if the following

happen:

• AP is the set of state variables in M .

• The transition equation associated with each state variable refers only to the state

and input variables and connectives ∧, ¬, and ∨.
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• Every state variable is assigned to either T or NIL in the initial state.

16.1.2 Temporal Logic formulas

In addition to the description of a finite state system, a compositional algorithm

must take a formula written in some temporal logic. Let us fix the temporal logic

formalism that we want to use for our algorithms. Our choice for this study is LTL,

principally because it is simple and it has been recently growing in popularity for

specification of industrial systems. We discussed the syntax of LTL informally in

page 20. Recall that an LTL formula is either an atomic proposition or one of ¬ψ1,

ψ1 ∨ ψ2, ψ1 ∧ ψ2, Xψ1, Gψ1, Fψ1, and ψ1Uψ2, where ψ1 and ψ2 are LTL formulas.

Our formal representation of an LTL formula follows this characterization rather

literally as lists. For instance if x is a representation for the formula ψ1Uψ2 then

first(x) is the representation of ψ1, second(x) returns the symbol U, and third(x) is the

representation of ψ2. Similarly, if y is the representation of Gψ, then first(y) returns

the symbol G, and second(y) is the representation of ψ. Given the characterization of

the syntax of LTL, it is easy to define a predicate formula such that formula(ψ,AP)

returns T if and only if ψ is an LTL formula corresponding to AP .

16.1.3 Compositional Procedure

We are now ready to formally describe the compositional algorithm we will reason

about. The conjunctive reduction algorithm is trivial. It takes a formula ψ and

returns a list of formulas ψ1, . . . , ψk such that ψ .= ψ1 ∧ . . . ∧ ψk. The algorithm is

formalized by the following recursive function R-and:

R-and(ψ,AP) ,

 list(ψ) if ¬andformula(ψ,AP)

append(R-and(left(ψ),AP),R-and(right(ψ),AP)) otherwise
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Formalizing cone of influence reduction is more involved. Given a finite state

system and a formula ψ that refers to a subset V of the state variables of M , cone

of influence reduction constitutes first creating a set C of state variables with the

following properties:

1. V ⊆ C

2. For any v ∈ C, if the transition equation for v in M refers to some state variable v′

then v′ is in C.

3. C is the minimal set of state variables satisfying 1 and 2 above.

The set C is then called the cone of influence of the system M with respect to the formula

ψ. We then construct a reduced model Mψ of M as follows:

• The set of state variables of M ′ is the set C.

• For each v ∈ C, the transition equation for v in Mψ is the same as the transition

equation of v in M .

• The initial state of Mψ is obtained by extracting from the initial state of M the

valuation of only the variables in C.

We formalize the cone of influence reduction by defining a collection of functions to

perform the steps above. We omit the formal definition of the functions here for

brevity, but the readers should be able to convince themselves that it can be done

given the description above. For the purpose of our discussion, we will assume that

we have a binary function R-cone such that R-cone(ψ,M) returns the reduced model

of M with respect to the variables in ψ.

Our compositional algorithm is now defined easily using functions R-and and

R-cone. The algorithm is formalized by the function Reduce in Figure 16.1. Given

an LTL formula ψ and a finite state system M , it performs the following steps:
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R-1(fs,M,AP) ,


NIL if ¬consp(fs)

cons(problem(first(fs),R-cone(M, first(fs)),AP),
R-1(rest(fs),M,AP)) otherwise

Reduce(ψ,M,AP) , R-1(R-and(ψ),M,AP)

Figure 16.1: Formalization of the Compositional Model Checking Procedure

1. Apply R-and to ψ to create a list fs of formulas 〈ψ1 . . . ψk〉.

2. For each ψi ∈ fs, apply R-cone to create a reduced model Mψi
of M with respect to

the variables of ψi.

3. Return the collection of verification problems 〈ψi,Mψi
,AP〉.

Now that we have formalized the compositional procedure, we can ask what its

characterization theorem will be. Informally, we want to state the following: “The

system M satisfies ψ if and only if for every verification problem 〈ψi,Mψi
,AP〉

returned by the procedure, Mψi
satisfies ψi with respect to AP .” What do we mean

by a system M satisfying the formula ψ? The semantics of LTL is specified with

respect to infinite paths through a Kripke Structure. It is easy to define a function

that can take a finite state system M and returns the Kripke Structure for M . Let

us call that function kripke. Assume for the moment that we can define a binary

predicate ltlsem such that ltlsem(ψ, κ,AP) can be interpreted to return T if and only

if κ is a Kripke Structure for which ψ holds. We can then define what it means for

a finite state system M to satisfy ψ by the binary predicate satisfies below:

satisfies(ψ,M,AP) , ltlsem(ψ, kripke(M),AP)

We can now easily define what it means for a collection of verification problems to

be satisfied. We say that a verification problem prb .= 〈ψ,M,AP〉 passes if and only
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if M satisfies ψ. This notion is formalized by the predicate passes:

passes(prb) , satisfies(formula(prb), sys(prb), ap(prb))

Finally, a collection of verification problems will be said to pass if and only if each

constituent problem passes.

pass(prbs) ,

 T if ¬consp(prbs)

passes(first(prbs)) ∧ pass(rest(prbs)) otherwise

With these definitions, we can finally express the correctness of our compositional

procedure. The formal statement of correctness is shown below.

Main: system(M,AP) ∧ formula(ψ,AP) ⇒ satisfies(ψ,M,AP) = pass(Reduce(ψ,M,AP))

16.2 Modeling LTL Semantics

Given the discussion above, we seem to have our work cut out to achieve the goal of

reasoning about our procedure. We should define the predicate ltlsem to capture the

semantics of LTL and then prove the formula labeled Main above as a theorem. How

do we define ltlsem? We have presented the standard semantics of LTL in page 21.

The semantics is described in terms of execution paths of Kripke Structures. Thus

a naive approach will be to define a binary predicate pathsem so that given a path

π and an LTL formula ψ pathsem(ψ, π,AP) returns T if and only if π satisfies ψ

with respect to AP based on the recursive characterization we discussed. We should

also define a binary predicate pathp so that given a Kripke Structure κ and a path

π, pathp(π, κ) returns T if π is a path through κ and nil otherwise. We can then

define ltlsem as:

ltlsem(κ, ψ,AP) , (∀π : pathp(π, κ) ⇒ pathsem(ψ, π,AP))

But here we run into an unexpected road-block. How do we define the function

pathsem above? Presumably the argument π of pathsem must be an infinite path,
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that is, an infinite sequence of states. How do we model a sequence as a formal

object? The standard thing to do is to use lists. Unfortunately, the axioms of the

ACL2 ground zero theory GZ rule out the existence of infinite lists. For instance, it

is easy to prove the following theorem in GZ:

Theorem 1 ∃y : len(y) > len(x)

The theorem says that for any list x, there is some other list y which has a larger

length. So there is no infinite list. Indeed, we have found no way of representing

infinite paths as formal objects which can be manipulated by functions introduced

in ACL2 in any ACL2 theory that is obtained by extending GZ via the extension

principles.

Notice that there is no paradox between our current assertion that infinite

sequences cannot be represented as objects in ACL2 and our work in the last two

parts where we did talk and reason about infinite sequences at a number of places.

Whenever we talked about infinite sequences before we modeled them as functions.

For instance, consider the function stimulus that we talked about before. This func-

tion could be interpreted as an infinite sequence of input stimuli, so that we could

talk about stimulus(n) as the state in this sequence at position n. But a function

is not an object that can be passed as an argument to another function or other-

wise manipulated. As we remarked before, we cannot define a function f that takes

stimulus as an argument and returns (say) stimulus(n). Indeed, that is the reason

why many of our formalizations of the theory of stuttering trace containment and

the corresponding proof rules necessitated encapsulation and functional instantia-

tion. But a look at what pathsem must “do” indicates that this is exactly what

we need if we want to use functions to model infinite sequences! In this case how-

306



ever, encapsulation cannot be used to do the “trick”. Why? Consider the definition

schema of M.exec[stimulus] that we talked about in Chapter 7. Although we used

the definition as a definition schema, we always reminded ourselves that whenever

we use different stimulus we actually get different definitions and different functions.

For the same reason, if we try to define pathsem as a schema so that it uses some

infinite sequence of states as an encapsulated function, then whenever we talk about

two different paths, we will end up having two different “definitions”. But we want

to make a statement of the form “For every path through the Kripke Structure

the formula holds”, as a characterizing theorem for a model checking algorithm.

This statement then cannot be expressed. Thus we seem to have hit the limits of

expressiveness of the logic.

Of course we should note that even if GZ had a simple axiomatization of

infinite sequences, it might not have been possible to define pathsem directly. To see

why, assume for the moment that we have axioms for infinite objects and suffix(i, π)

returns πi. Consider the recursive characterization of Fψ we discussed in page 21

(point 7), which we reproduce below:

7. π satisfies Fψ if and only if there exists some i, πi satisfies ψ.

To formalize this, one must be able to use both recursion and quantification. That

is, the definition of pathsem must be of the following form:

pathsem(ψ, π,AP) ,


. . .

∃i : pathsem(value(ψ), suffix(i, π),AP) if unary(ψ) ∧ (op(ψ) = F)

. . .

Unfortunately, ACL2 does not allow introduction of recursive functions with quan-

tifiers in the recursive call (for an important logical reason as we will see in Sec-

tion 16.4). Thus even with axiomatization of infinite sequences it is not obvious
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that we can define the semantics of LTL.

What should we do? There are some possible options. One way might be to

define the ltlsem directly. Why is this feasible even though the definition of pathsem

is not? Unlike pathsem, the predicate ltlsem takes as arguments a Kripke Structure

κ and an LTL formula ψ, both of which are finitely represented as lists. Never-

theless, we find this approach objectionable for a variety of reasons. First, notice

that defining ltlsem directly is tantamount to defining a model checking algorithm

for LTL. It should be understandable from our informal description of the model

checking algorithm in Chapter 2 that such a definition is too complex to be termed

“semantics of LTL”. Second, our goal for defining the semantics of LTL is to prove

theorems about the compositional procedure. Since this is a theorem proving exer-

cise, it is important to our success that our definition of ltlsem be as close as possible

to the way a person thinks about the semantics of LTL when reasoning about LTL

properties of a system. And when one thinks about an LTL property one does not

think in terms of the implementation of a model checker but rather in terms of

properties of execution paths. We will soon sample some standard proofs of reduc-

tion algorithms. If the derivation of the characterization theorems for our simple

reduction is significantly more complex than the standard proofs then we will have

little hope of scaling up our methodology to integrate more involved reductions like

symmetry and assume-guarantee reasoning.

Our “solution” to this obstacle is to model the semantics of LTL in terms

of eventually periodic paths.1 An eventually periodic path is simply a path that

comprises of a finite prefix followed by a finite cycle that is repeated forever. Since
1We thank Ernie Cohen for suggesting the use of eventually periodic paths to model the semantics

of LTL.
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both the prefix and the cycle are finite structures, they can be represented as lists of

states. It is thus possible to define the predicate ppathp so that ppathp(π, κ) returns

T if π is an eventually periodic path through the Kripke Structure κ starting from

the initial state. Furthermore, it is possible to define the predicate ppathsem using

the recursive characterization given in page 21 so that ppathsem(ψ, π,AP) returns

T exactly when π is an eventually periodic path satisfying the formula ψ. We then

define the predicate ltlsem now by simply quantifying over all eventually periodic

paths through the Kripke Structure κ as follows.

ltlsem(ψ, κ,AP) , (∀π : ppathp(π, κ) ⇒ ppathsem(ψ, π,AP))

Given the standard semantics of LTL why is it sufficient to check that all eventually

periodic paths satisfy a formula ψ in order to assert that all (infinite) paths do?

The result follows from the following proposition. The proposition is a corollary

of standard properties of LTL. and is often stated (in an analogous but slightly

different form) as the finite model theorem [CE81]. We provide an outline of its

proof here, for the sake of completeness.

Proposition 4 For any Kripke Structure κ .= (S,R,L, s0) such that the set of states

S is finite and any LTL formula ψ, if there exists a path in κ through s0 that does

not satisfy ψ, then there also exists an eventually periodic path in κ through s0 that

does not satisfy ψ.

Proof sketch: Recall from Chapter 2 that the problem of checking whether ψ satis-

fies κ can be reduced to checking if the language L accepted by the Büchi automaton

Aκ,ψ is empty. Let us assume that κ does not satisfy ψ, and hence there must be an

accepting (infinite) sequence ρ for Aκ,ψ. Since the set of automata states is finite,

there is some suffix ρ′ of ρ such that every state on it appears infinitely many times.
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Thus the states in ρ′ are included in a strongly connected component. The compo-

nent is reachable from the initial state of the automaton and contains an accepting

state. Conversely, any strongly connected component that is reachable from the

initial state and generates an accepting state generates an accepting sequence.

Thus checking nonemptiness is equivalent to finding a strongly connected

component in the automaton. We can restate this equivalence in terms of eventually

periodic path. That is, L is nonempty if and only if there is a reachable accepting

state in the automaton with a cycle back to itself. The restatement is legitimate

from the following argument. If there is a cycle, then the nodes in the cycle must

belong to some strongly connected component. Conversely if there is a strongly

connected component containing an accepting state then we can construct a cycle

containing an accepting state. Thus if L is nonempty then there is a counterexample

which can be represented as an eventually periodic paths. This eventually periodic

path corresponds to a sequence of pairs one component of which is a state of the

Kripke Structure κ. Taking this component of the path, we can obtain an eventually

periodic path through κ through s0 that does not satisfy ψ.

We should note that the definition of the function ppathsem is not trivial. After

all, we have still to cope with the fact that the function needs to be recursive (to

follow the characterization of LTL) and therefore the use of quantification in its

recursive calls is forbidden. We use a standard work-around for this limitation.

Given an eventually periodic path π, let the function psuffix(i, π) serve the same

purpose as our hypothetical suffix above, that is, return the i-th suffix of π. Then,

instead of writing ∃i : ppathsem(value(ψ), psuffix(i, π),AP) in the recursive call, we

write ppathsem(value(ψ), psuffix(witness(ψ, π,AP)),AP), where the function witness
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is defined using mutual recursion with ppathsem to explicitly compute the i if it

exists. Notice that this “trick” would not have been possible if π were some formal

representation of an infinite path as we hypothesized above, since in that case the

recursive computation of the index might not have terminated.

16.3 Verification

We now discuss how we prove that the formula labeled Main above is a theorem.

Our proof plan is to first prove that the conjunctive reduction and the cone of

influence reduction are individually correct. How do we specify the correctness of

conjunctive reduction? Recall that conjunctive reduction takes a formula ψ and

produces a list of formulas. To specify its correctness, we first define the function

probs below so that given a finite state system M , the atomic propositions AP ,

and a list of formulas fs .= 〈ψ1, . . . , ψk〉, problems(fs,M) creates a list of verification

problems 〈ψi,M,AP〉, one for each ψi.

probs(fs,M,AP) ,

 NIL if ¬consp(fs)

cons(prob(first(fs),M,AP), probs(rest(fs),M,AP)) otherwise

Given the definition above, the obligation Red1 below stipulates the correctness of

conjunctive reduction. It merely says that if ψ is an LTL formula and M is a finite

state system, then M satisfies ψ if and only if for each ψi produced by R-and, M

satisfies ψi.

R1: system(M,AP)∧ formula(ψ,AP) ⇒ satisfy(ψ,M,AP) = pass(probs(R-and(ψ),M,AP))

The correctness of the cone of influence reduction can be specified in an analogous

manner by the the obligation R2, which states that M satisfies ψ if and only if the

reduced model of M with respect to the variables in ψ satisfies ψ.

R2: system(M,AP) ∧ formula(ψ,AP) ⇒ satisfy(ψ,M,AP) = satisfy(ψ,R-cone(ψ,M),AP)
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The proof of the Main theorem from R1 and R2 is straightforward. Observe that

the function Reduce replaces the “system” component of each verification problem

in probs(R-and(ψ),M,AP) with the reduced model of M with respect to variables

in the corresponding LTL formula. To prove Main we note that by R1 M satisfies

ψ if each of the problems in probs(R-and(ψ),M,AP) passes, and by R2, a problem

〈ψ,M,AP〉 passes if and only if the reduced model Mψ of M with respect to the

variables in ψ satisfies ψ.

How do we prove R1 and R2? The proof of R1 is simple. The following

proof sketch follows its mechanical derivation, with some commentaries added for

clarity.

Proof Sketch of R1: Recall from the definition of the semantics of LTL (page 21),

a path π through a Kripke Structure κ satisfies ψ1∧ψ2 if and only if π satisfies ψ1 and

π satisfies ψ2. Our formalization of LTL semantics is in terms of eventually periodic

paths, and hence a path π here means a periodic path, but this characterization

is preserved by our definition.) By induction over the structure of the formula it

therefore follows that if ψ can be decomposed by R-and to the collection 〈ψ1, . . . , ψk〉

then π must satisfy ψ if and only if it satisfies each ψi. Note that κ satisfies ψ if and

only if every periodic path through κ satisfies ψ. By above, this means κ satisfies ψ

if and only if each periodic path satisfies each ψi, that is, κ satisfies each ψi. Finally,

a finite state system satisfies ψ if and only if kripke(M) satisfies ψ. Since kripke(M)

is a Kripke Structure (by F1) it follows that M satisfies ψ if and only if M satisfies

each ψi.

The crux of the verification, then, is to prove that R2 is a theorem. How

do we prove that? Unfortunately, the definition of the semantics of LTL based on
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eventually periodic paths makes this proof complicated. To see the complications

involved, let us first review the standard approach to carrying out this proof.

The traditional proof of cone of influence reduction uses a bisimulation argu-

ment. Given two Kripke Structures κ .= 〈S,R,L, s0〉 and κ′ .= 〈S′, R′, L′, s′0〉 on the

same set AP of atomic propositions, a predicate B on S×S′ is called a bisimulation

predicate if and only if the following three conditions hold for any state s ∈ S and

s′ ∈ S′ such that B(s, s′):

• L(s) is the same as L(s′).

• For any s1 ∈ S such that R(s, s1), there exists s′1 ∈ S′ such that R′(s′, s′1) and

B(s1, s′1).

• For any s′1 ∈ S′ such that R′(s′, s′1), there exists s1 ∈ S such that R(s, s1) and

B(s1, s′1).

Let π and π′ be two paths starting from s and s′ in κ and κ′ respectively. Let us

call π and π′ corresponding if and only if L(π[i]) is the same as L′(π′[i]) for each i.

The following proposition is a standard result about bisimulations.

Proposition 5 Let B be a bisimulation predicate and s and s′ are two states in κ

and κ′ respectively such that B(s, s′). Then for every path starting from s there is

a corresponding path starting from s′ and for every path starting from s′ there is a

corresponding path starting from s.

Further, by structural induction on the characterization of the semantics of LTL,

we can now deduce the following proposition.

Proposition 6 Let ψ be an LTL formula and let π and π′ be corresponding paths.

Then π satisfies ψ if and only if π′ satisfies ψ.
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Call the Kripke Structures κ and κ′ bisimulation equivalent if and only if there exists

some bisimulation predicate B such that B(s0, s′0). The following proposition then

follows from 5 and 6, and is the crucial result we will use.

Proposition 7 If κ and κ′ are bisimulation equivalent, then for every LTL formula

ψ, κ satisfies ψ if and only if κ′ satisfies ψ.

What has all this got to do with cone of influence? If M ′ is the reduced model

of M , then it is easy to define a bisimulation relation on the states of the Kripke

Structures of M and M ′. Let C be the set of state variables in M ′. Then we define

the bisimulation predicate B as follows: Two states s and s′ to be bisimilar if and

only if the variables in C are assigned the same (Boolean) value in both states. It

is easy to show that B is indeed a bisimulation predicate and the Kripke Structures

for M and M ′ are therefore bisimulation equivalent. The proof of correctness of

cone of influence reduction then follows from proposition 7.

Let us now attempt to turn the argument above into a formal proof. The

key is to formalize proposition 5. Recall that in our formalization, π must be an

eventually periodic path. Why does this complicate matters? To understand this,

let us first see how the traditional argument for correctness of this proposition goes,

where π can be an infinite (but not necessarily eventually periodic) path.

Traditional Proof of Proposition 5: Let B(s, s′) and let π = p0p1... be a path

starting from s
.= p0. We construct a corresponding path π′ = p′0p

′
1... from p′0 by

induction. It is clear that B(p0, p
′
0). Assume B(pi, p′i) for some i. We will show how

to choose p′i+1. Since B(pi, p′i) and R(pi, pi+1), there must be a successor q′ of p′i

such that B(pi+1, q
′). We then choose p′i+1 to be q′. Given a path π′ from s′, the
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Figure 16.2: A Periodic Path and Its Match

construction of a path π is similar.

The argument above is very simple. Indeed, in Chapter 8, when we had the “luxury”

of modeling infinite sequences directly as functions, we could formalize a similar ar-

gument to formalize the proof rule that relates well-founded refinements to stuttering

trace containment.

Let us now attempt to formalize this argument for eventually periodic paths.

Thus, given a (periodic) path π, we must now be able to construct the corresponding

(periodic) path π′ by induction. As in the traditional argument, assume that we

have done this for states up to pi, and that the corresponding state for pj is p′j for

every j up to i. Now, we need to invoke the bisimulation conditions to determine

the corresponding state for state pi+1. Since we know R(pi, pi+1), we therefore know

from the that there exists a state p′k1 such that si+1 is bisimilar to p′k1 and R(p′i, p
′
k1).

We will be therefore tempted to “match” p′k1 to si+1. However, as we illustrate in

Figure 16.2, we face a complication since the edge from pi to pi+1 might be an edge

back to the beginning of a cycle containing pi. In that case, pi+1 might have already
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been matched to some state p′k0, and pk0 is not necessarily the same as p′k1. Of

course we know that both s′k0 and p′k1 are bisimilar to pi+1. However, to construct

an eventually periodic path, we are required to produce a prefix and a (non-empty)

cycle, and the cycle is not completed yet!

Our approach to constructing the periodic path, as shown, is to continue the

process of matching, thereby encountering states p′k2, p
′
k3, and so on, until eventually

we reach some state p′kl which is the same as some p′km for m < l. This must happen,

by the pigeon-hole principle, since the number of states in the Kripke Structure κ′

is finite. Once this happens we then have our periodic path, which has all states up

to p′km as the prefix and the rest in the cycle.

The pigeon-hole argument is possible, though non-trivial, to formalize. The

rest of the proof of R2 follows the traditional structure outlined above, namely by

formalization of propositions 6 and 7.

16.4 Discussion

Our descriptions show that it is possible to integrate a compositional model check-

ing procedure by modeling it as a formal theory and proving the characterization

theorems. How much effort is it to do such reasoning using a theorem prover? It

took the author, then a fairly inexperienced (although not novice) user of ACL2,

slightly more than a month to define the procedure and prove all the lemmas up to

the Main theorem, and most of the time was spent on determining the pigeon-hole

argument above. Given our experience we believe that it will be possible, though

perhaps not trivial, to integrate more complex compositional procedures.

Our integration, however, has one serious drawback, which makes our work
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less satisfactory than what the author would have liked. The semantics of LTL,

as formalized, is not the standard formulation. While the equivalence between our

formulation and the standard one is a well-known result in model checking, it is

less intuitive. As we realized above, this makes the proof of correctness of the

reduction procedure complicated. It is important to note that for successfully using

theorem proving on a substantially complex problem one must be able to have a

simple mental picture of the broad steps in the formal proof. It is therefore crucial

that the formal definitions be close to the intuitive notion of the executions of the

function that the user has in mind. The complexity in the pigeon-hole argument

above principally arises from the fact that it is not inherent in a bisimulation proof

but rather an effect of our particular formalization of the semantics of LTL.

Let us therefore understand what the chief obstacles were to define the nat-

ural semantics of LTL. There were two: (1) GZ does not have axiomatization of

infinite sequences as first class objects, and (2) ACL2 does not permit the use of

recursive functions with quantifiers. The second seems to be a more serious obstacle,

and hence it is worth our while to understand the reasons for it.

The chief reason for having this restriction is to maintain the property called

conservativity. Informally, one can think of this property as follows. Suppose we

have created a theory T by introducing several function symbols via the extension

principles, and suppose we want to prove a formula Φ as a theorem about these

functions. In doing this proof we might have to introduce several other auxiliary

functions. We have seen that happen many times already. For example, given two

reactive systems S and I, the theorem (S � I) involves only function symbols rep-

resenting the definitions of the two systems along with the definition of appropriate
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traces. But we might want to do the proof using well-founded refinements and hence

introduce more functions such as inv, skip, etc. But by introducing such function

symbols we extend the theory T in which we wanted to prove our theorem to a new

(extended) theory T ′. How do we then know that the formula we wanted to prove

is still a theorem in T ? This is guaranteed by conservativity. More precisely, a (first

order) theory T ′ is a conservative extension of T if and only if for any formula Φ

that is expressible in T , Φ is (first order) provable in T ′ if and only if it is also

(first order) provable in T . Kaufmann and Moore [KM01] prove that the extension

principles of ACL2 do have this property. Conservativity is a crucial property of

ACL2, which, in addition to allowing several structuring mechanisms in the theorem

prover, provides the basic arguments for logical consistency of the theories built by

the extension principles. The reason for that is as follows. It is well known that

a first order theory T that is strong enough to express arithmetic is consistent if

and only if there is at least one formula expressible but not provable in the theory.

(Informally this is also written as: “The theory cannot derive false.”) In ACL2,

NIL is of course a formula that is expressible in GZ (and any extension). Thus by

conservativity, NIL is provable in some theory T if and only if NIL is provable in GZ.

Thus conservativity reduces the consistency of arbitrary theories to the consistency

of GZ.

We now understand that conservativity is an important property of ACL2

that needs to be preserved. To see how it is possible to violate conservativity with

recursion and quantification together, let us consider the “definition” of true-p in

Figure 16.3 which would have been possible had ACL2 allowed it.2

2This example was furnished by Matt Kaufmann.
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true-p(Φ, σ, dfns) ,

 true-exists-p(formals(Φ), body(Φ), σ, dfns) if existsp(Φ)
true-forall-p(formals(Φ), body(φ), σ, dfns) if forallp(Ψ)
evaluate-term(Φ, σ, dfns) otherwise

true-exists-p(fs,Φ, σ, dfns) , (∃val : true-p(Φ,map(fs, val, σ, dfns)))

true-forall-p(fs,Φ, σ, dfns) , (∀val : true-p(Φ,map(fs, val, σ, dfns)))

Figure 16.3: A Truth Predicate

The predicate true-p checks if a formula Φ evaluates to T under some as-

signment σ to the free variables and a collection of function definitions dfns. Here,

the predicates existsp and forallp check if the argument is syntactically of the form

of an existential quantification, or universal quantification respectively, and body

returns the body of a quantified formula. Finally, given a quantifier-free formula

Φ, an assignment σ, and an arbitrary collection dfns of definitional equations for

the function symbols referred to in Φ, evaluate returns the value of Φ under the

assignment σ.

It is well-known that given this “definition” one can prove by induction based

on the term true-p(Φ, σ, dfns) that every formula that is provable is true. Now

consider the situation in which dfns is a list of definitions of functions axiomatizing

the operations of Peano arithmetic. Then the above discussion indicates that one

can prove the consistency of Peano Arithmetic if the formula above is admissible.

However, by Gödel’s Incompleteness Theorem [Göd31, Göd92], in any theory that is

a conservative extension of Peano Arithmetic it is impossible to prove the consistency

of Peano Arithmetic. The ACL2 ground zero theory GZ is a conservative extension

of Peano Arithmetic. Hence the “definition of true-p above is not admissible in any

conservative extension of GZ.
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The above argument makes it clear that it is not possible to extend the defi-

nitional principle of ACL2 to allow quantification in recursive definitions. However,

it is still possible to augment the logic in a restricted manner so as to provide a way

of introducing the natural semantics of LTL in ACL2. Several such proposal are

being considered by the authors of the theorem prover. Here we briefly sketch one

of them that involves introduction of functions as first-class objects in the theorem

prover, while still retaining the first order character of the logic.3 Another proposal

that has received a lot of attention recently concerns the possibility of integrating

ACL2 with the HOL theorem prover.4

16.4.1 Function Objects

The proposal is to provide a new extension principle for ACL2, that allows us to

introduce a new function object. A function object is just like any other object in

ACL2, for example integer, string, etc., and different from a function. The difference

between a function object and a function is to maintain the first order nature of

the ACL2 logic. But since these objects are like any other objects, functions can be

defined to manipulate such objects. To formalize the notion of function object, the

proposal is to axiomatize in GZ two new binary functions apply and rank. Suppose

we want to extend a theory T with a new function object f that returns a function

of a single argument x with the body (x+ 1) then the axiom introduced to extend
3Although the author strongly supports the proposal for augmenting the ACL2 theorem prover

with function objects, it should be made clear that the author claims no credit for the conception
of the proposal or in the discussions resulting in its current form. The sketch of the proposal we
present here has been worked out by Matt Kaufmann and John Matthews. We merely discuss it
to show how it will help in solving the problems we encountered.

4HOL is a theorem prover for higher-order logic. The integration is aimed to allow the user
to use the expressiveness of HOL together with the automation and fast execution capabilities of
ACL2. We believe that this proposal, as the proposal for function objects, will allow us to remove
the logical limitations that we faced in our work. However, since the author is unfamiliar with the
HOL logic it is difficult for us to qualify how the proposal when implemented should be used in
overcoming the limitations.
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the theory is as follows (along with the introduction of the function f):

rank(x, 0) ⇒ apply(f(), list(x)) = x+ 1

rank(f(), 1)

The axioms roughly say that applying the function returned by f on argument x

gives us (x + 1). We can think of f as returning a function which, when applied

to argument x increments x by 1. Of course in this case the function f itself

is 0-ary, but in general it is possible for f to have any number of arguments, thus

returning different functions for different arguments. The predicate rank is necessary

for technical reasons to insure consistency of the extended theory. Since one function

object can take other function objects as arguments, it is important for consistency

that the extension does not allow a formula like the below to be a theorem in the

extended theory.

apply(g(), list(x)) = ¬apply(g(), list(x))

Notice that the above formula, if it is a theorem, can be easily used with other

axioms of GZ to prove NIL and hence every formula. Indeed, it is well-known that

if functions can take arbitrary other functions as arguments then one can exploit

Russell’s paradox to get inconsistency. To avoid such issues, the proposal stratifies

function objects by using rank. More precisely, we think of all the “normal” ACL2

objects to have rank 0. This means that if x is, for example, an integer, then

rank(x, 0) is a theorem. A function object has a higher rank. The axioms only

specify the result of applying a function object of rank n on objects of rank less than

n. When a function object f is introduced by the (proposed) extension principle,

its rank is axiomatized to be more than the rank of any object occurring in the body

of the function returned by f . For simplicity, we ignore the rank considerations for

the remainder of the discussions. We will also write function objects in traditional

notation as λ-expressions, and use ≡ instead of = to remind ourselves that it is
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introduced as an axiom in the new principle. Thus the axiom for f above can be

written as follows:

f() ≡ λx.(x+ 1)

Why is it sound to extend a theory by axioms for function objects? Kaufmann and

Matthews [private communication] provide an argument for the consistency of the

theory obtained by extending a theory T with axioms for function objects. The

argument shows that there exists a first order structure such that all the objects

can be interpreted to be objects in the structure and all the function objects can

be interpreted to be functions. Foundational results in logic show that if such a

structure — called a model of T — exists, then T is consistent.

Can function objects solve the problems that we encountered in modeling the

semantics of LTL? Since the proposal is still in its early infancy our response can

only be speculative. Our understanding of the proposal seems to give an affirmative

answer. Recall that functions can be used to model infinite sequences (or paths).

Thus, we can now define a function object that returns infinite paths through a

Kripke Structure. What do we need for such paths? We need to be able to quantify

predicates over such paths, and have recursion. Quantification, in fact, can also

be coded as a function object. For example, suppose for a function object f , we

want to write the predicate ∃f : P (f). We can do so by encoding the predicate P

as a function object and asking if this predicate is not equal to NIL. The proposal,

for pragmatic reasons, does not allow recursive function objects in its current form.

This makes it slightly non-trivial to define the semantics of formulas such as Fψ over

a function object modeling an infinite path. This is done by replacing the recursive

application of a function object by a series of non-recursive functions. To see how

this can be done to define the semantics of LTL, let us first create a function object

ipath that creates k “copies” of an infinite path π, each starting with a different
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suff(ψ, π,AP) , ipath(witP-F(value(ψ), π,AP),AP)

psemp(sem, ψ, π,AP) ,

 . . .
psemp(sem, value(ψ), suff(ψ, π,AP) if unary(ψ) ∧ (op(ψ) = F)
. . .

Figure 16.4: Path Semantics in terms of Function Objects

starting point.5

ipath(k, π) ≡ λn.(

 apply(π, list(k + n)) if natp(n)

NIL otherwise
)

Notice that we have not introduced π itself as a function object, but merely use it as

an argument for ipath. This is possible since apply, as any other “normal” function,

is total.

We now want to write functions that represent formulas such as Fψ and Gψ.

We do this by “normal” predicates using quantifiers. Here is the predicate for Fψ.

P-F(sem, ψ, π,AP) , ∃k : (apply(sem, list(ψ, ipath(k, π),AP)))

To understand the function above, it is useful to think of the argument sem as a

function object that specifies for a formula ψ, infinite path π and the set of atomic

propositions AP , if the suffix of π starting from k satisfies ψ. Since this is an object

we can manipulate it using normal ACL2 functions. We can now write a predicate

psemp more or less naturally to recognize if a function object sem indeed specifies

the semantics of LTL for an infinite path π. In Figure 16.4 we show the skeleton of

such a definition highlighting the case for the temporal operator F. It is instructive

to compare the definition of psemp with the definitional axiom for pathsem that

we “wished” in page 307. Notice that we have just avoided the issue of requiring
5The definition of the semantics of LTL has been elaborated by the author from an example

provided by Matt Kaufmann.
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recursion with quantification by first defining a quantified predicate to posit the

existence of the relevant suffix and used the Skolem witness for the predicate to

define the recursive predicate psemp. We can then define the predicate psem by

simply positing the existence of a function object sem such that psemp holds.

psem(ψ, π,AP) , ∃sem : (psemp(sem, ψ, π,AP))

Although it is slightly more cumbersome to define the semantics of LTL this way

without having recursive function objects, it is surely doable, and the predicate does

mimic the natural semantics much more closely than our formalization in terms of

eventually periodic paths. In particular, we believe that it will be much simpler

to prove the correctness of the reductions based on this formulation when ACL2 is

extended with function objects.

It should be noted that with function objects much of the work in the earlier

parts of the dissertation would also be simplified and become more elegant. For

example, we could then express stuttering trace containment as a closed-form for-

mula in ACL2, and the formalization of our proof rules would be possible without

requiring encapsulation for specifying generic input sequences.

16.5 Summary

In this chapter, we have shown how to define and prove characterization theorems

for a simple compositional model checking in ACL2. Although the algorithm itself

is simple, its verification is nonetheless representative of the issues involved when

formally reasoning about model checking. Our work indicates that the approach of

defining such algorithms in the logic of a theorem prover, formally verify them, and

then applying them as decision procedures for simplifying large verification prob-
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lems, is viable. While our proof of the cone of influence reduction is complicated,

the complication arises mainly from the limitations in ACL2’s expressiveness which

forced us to use eventually periodic paths. We must admit that the functions we

defined to model the reduction algorithms are not very efficient for execution pur-

poses. Our goal in this chapter has been to investigate if it is indeed practicable to

reason about reductions formally in the logic with reasonable human intervention.

Our experience with theorem proving suggests that once one can prove theorems

characterizing simple implementations of an algorithm it is usually not very difficult

to “lift” such theorems to more efficient implementations.

The limiting problem in our work has been posed by the need to reason

about eventually periodic paths. Besides making the proofs of reduction theorems

complicated, the non-standard definition suffers from another flaw. The equivalence

between the standard formulation of LTL semantics and ours is true only when

we are talking about finite state systems. Recently there has been work on model

checking certain classes of parameterized unbounded state systems [EK00]. It would

be useful to integrate such procedures with ACL2. But this is not possible using the

current formulation. We therefore consider it important to augment the ACL2 logic

with a construct like function objects. Reasoning about infinite sequences is one of

the key activities that needs to be performed when verifying (reactive) computing

systems. It is possible to do such reasoning in some form even though the logic

does not allow infinite sequences as objects. We saw that in Part III when we

formalized the notion of stuttering trace containment and proof rules for showing

correspondence based on the notion. But our work shows that such formalization is

cumbersome and difficult, and does not allow us to state correctness theorems for
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systems in closed form. In this context it is important to note that the key advantage

of theorem proving over algorithmic decision procedures lies in the expressiveness

of the logic. Beyond this, theorem proving admittedly involves more manual effort.

To be effective, the logic of a theorem prover therefore must be expressive enough

so that the user can formalize the arguments in a manner that is natural to the

user. Since one of the strengths of ACL2 is in reasoning about computing systems,

we believe it is imperative that it provides some extensions and logical constructs

to allow the user to naturally formalize reasoning about infinite sequences.

16.6 Bibliographic Notes

There has been some work in using a theorem prover to model and reason about

another proof system or decision procedure. Chou and Peled [CP99] present a proof

of correctness of partial order reductions using HOL. A formalization of TLA in

HOL was created by von Wright [vW91]. Schneider and Hoffmann [SH99b] present

a proof of reduction of LTL to ω-automata in HOL. In ACL2, Manolios [Man00b]

models a µ-calculus model checker, and proves that it returns a fixpoint.

The general approach of proving formulas in a theory T as theorems in some

(possibly bigger) theory T ′ embedding a proof system for T in T ′ is referred to as

reflection. Reflection is getting increasingly popular in the theorem proving commu-

nity, and an excellent paper by Harrison [Har95] provides an extensive survey of the

key results in the area. Some of the early uses of embeddings include the work of

Weyhrauch [Wey80], which allowed the evaluation of constants in the FOL theorem

prover by attaching programs. Metafunctions [BM81] was introduced in the Nqthm

theorem prover precisely for the purpose of exploiting reflection. In addition, the
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use of verified VCGs with theorem provers can be viewed as the use of reflection to

prove theorems about sequential programs by semantic embedding of the axiomatic

semantics of the corresponding programming language. The bibliographic notes of

Chapter 4 provides some of the references to this approach.

This chapter, and parts of the next, are based on a previous paper written

by the author with John Matthews and Mark Tuttle [RMT03], and have been incor-

porated here with permission from the co-authors. The paper gives more technical

details of the proof and the complications involved, which have been omitted for

brevity from the current presentation.
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Chapter 17

Theorem Proving and External

Oracles

In the previous chapter, we showed a way to define the semantics of LTL as a for-

mal theory in ACL2, and formally integrated a compositional procedure. Suppose

we are now given a concrete finite state system M̂ , a concrete collection of atomic

propositions ÂP , and a concrete LTL formula ψ̂ to check about M̂ . We can then

simply execute the function Reduce on these concrete inputs to determine the collec-

tion of smaller verification problems. The characterization theorem we have proved

guarantees that to decide if M̂ satisfies ψ it is sufficient to model check these smaller

problems. However, we now need to model-check these problems in order to decide

whether M̂ does satisfy ψ.

How do we do this? Our formalization of the model checker, namely the

definition of ltlsem, has been defined using quantification, that is, via the defchoose

principle. The definition was appropriate as long as our goal was to determine a
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formalization of the semantics of LTL that was elegant (or at least as elegant as

possible given the limitations on the expressive power of the logic) for the purpose

of reasoning. But it is unsuitable for the purpose of computing if a finite state

system M̂ satisfies formula ψ̂. Since the definition is non-constructive, it cannot be

executed.

One way to resolve this problem, of course, is to define an executable model

checker for LTL in ACL2, prove that it is equivalent to ltlsem and then use the ex-

ecutable model model checker to check the individual verification problems. Defin-

ing an LTL model checker involves a complicated tableau construction as we saw

in Chapter 2. Formalizing the construction is possible, although non-trivial, and

proving that the construction is equivalent to ltlsem possibly requires some formal

derivation of properties of Büchi automata. However, from a practical standpoint,

such a resolution is unsatisfactory for one crucial reason. A key to the practical

success of model checkers, and in general, decision procedures, lies in the efficiency

of implementation. Formalizing a decision procedure so as to achieve efficiency com-

parable to an implementation is at best a substantial undertaking. Further, if we

take that route, it implies that every time there is an innovative implementation of

a decision procedure is discovered, we must invest considerable effort to “reinvent

the wheel” by formalizing the implementation. But what do we gain out of it? One

potential benefit is that if we formalize the implementation and prove that it is

equivalent to the more natural (and less efficient) one which is “obviously correct”

such as ltlsem above, then the efficient implementation contains no bugs. But users

of formal verification are willing to trust the core implementations of many of the

industrial tools. In fact it might be contended that one can bestow about as much
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trust to the implementation of a well-used model checker as one would be willing to

trust the implementation of a theorem prover like ACL2.

The considerations above suggest that it is important look for ways for inte-

grating external decision procedures (or oracles) with ACL2. Notice that integrating

an external model checker does not obviate the need for formally defining its seman-

tics as we did using ltlsem in the last chapter. This should be done irrespective of

whether we use an oracle or choose to formalize an efficient version of the procedure

in the logic. When using an oracle, it is the semantics, defined as a formal theory,

that tells us what one can conclude in the logic from a successful use of the proce-

dure on a verification problem. For example, suppose we use a model checker like

Cadence SMV [McM93] to prove some LTL property of a finite state system. Then

what we wish to conclude as theorem is that the predicate ltlsem holds for the sys-

tem and the property. We will want to use this theorem to explore other properties

of the system considered, possibly using theorem proving or other oracles. However,

the use of external oracles does obviate the need for formally defining an efficiently

executable version of the decision procedure, the trade-off being that the user must

trust that the implementation of the oracle performs as prescribed by its formal

semantics.

As an aside, we have already seen some benefits of using external oracles

with a theorem prover. Our tool for predicate abstraction in Part IV is a glaring

example. There we developed a tool for proving invariance of predicates of reactive

systems using rewriting for predicate abstraction. Is it possible to formally verify

our tool using ACL2? The answer is a qualified and hesitant “yes”. The tool was

implemented using the ACL2 programming language. It is possible to formally
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verify the basic algorithm in the tool. But verifying the actual implementation that

contains several optimizations and heuristics is a substantial investment of effort,

which is not viable in practice. And of course the interfaces to SMV and VIS cannot

be verified since these tools are not written in ACL2. Eventually we will want to

verify our procedure but for now we found it more worth our time to sharpen and

optimize the different heuristics and implementations so as to make the tool more

efficient. Incidentally, the same development model is followed by the authors of the

theorem prover themselves. The ACL2 theorem prover, at its core, can be thought

of as a program that proves theorems in the logic we discussed in Chapter 3. The

implementation of the theorem prover is among the largest programs written using a

functional programming language, implementing several heuristics and procedures.

Most of the implementation code is written in the ACL2 programming language

itself. In principle, it is possible to verify most of the ACL2 code using a small

trusted “kernel” to check such proofs. But formally proving each heuristic and

procedure correct is a serious enterprise and practical considerations inhibit such

verification although the entire code is carefully inspected and rigorous but informal

arguments are often constructed for their correctness. In a certain sense, we can

think of each such procedure as an oracle assisting in the proof of theorems written

in the logic of the theorem prover.

17.1 Integrating Oracles with ACL2

There are two kinds of oracles that one might integrate with the ACL2 theorem

prover. One type is like the predicate abstraction tool. It uses model checking and

other procedures to prove a formula as a theorem, but it also makes use of the
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theorems and lemmas that the user has proven, that is, the theory in which the tool

has been invoked. We will not talked about the theorem prover implementation in

this dissertation. But there is one aspect of the implementation that is important

for our discussion here. The theorem prover keeps track of the “current theory” and

the theorems proved in the theory in (what may be thought of as) a global variable.

Let us call this global variable the state of the theorem prover. Extending a theory

by an axiom, or proving a theorem changes this state. Thus, we can think of the

predicate abstraction tool as a state-dependent oracle. Another form of external

oracle whose action can be thought of as efficient function evaluation. Consider for

example integrating ACL2 with a model checker in the following way. Whenever we

want to check if ltlsem holds for a (constant) finite state system and a fixed LTL

property, we call this model checker to answer that question. The action of the

model checker is in no way related to the current theory, and at least in principle

should provide the same response every time it is asked to verify the same LTL

property on the same system. These might be called state-independent oracles. It

should be clear that they form only a special case of state-dependent ones.

The ACL2 implementation does not provide a way of integrating either kinds

of oracles. Thus any such attempt must involve “hacking” the implementation in

some way. Given the size and complexity of the code base, such hacks should be

kept to a minimum. It is possible to integrate state-independent model checkers in

a way that does not modify the implementation code at all, although it does modify

how the theorem prover behaves at run-time. This is done by exploiting the close

connection between ACL2 and Lisp. In particular, while evaluating a function on

some (constant) arguments, if the theorem prover can ascertain that the value of

the function based on the axioms of the logic is the same as the value returned
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by Common Lisp, then ACL2 simply uses Lisp’s execution engine to evaluate the

function. Here is how we can exploit this feature to integrate a state-independent

oracle.

1. Define the semantics of the oracle in the logic. Call this function fsem.

2. Introduce another function fsem-hack in ACL2 with the same arity as fsem.

3. Introduce an axiom specifying that fsem-hack is logically equal to fsem.

4. Introduce another axiom stating that fsem-hack is compliant with Common Lisp.

The last two actions are possible since ACL2 does have a construct for extending

a theory T by adding an arbitrary formula expressible in T as an axiom. This

“extension principle” is obviously not conservative, and the user is encouraged not

to use it. But it is suitable for our purpose in this case.

Once the four steps above are performed, we can redefine fsem-hack in the un-

derlying Lisp as a call to our desired external tool. This is possible since ACL2 (and

the underlying Lisp) allows the user to invoke arbitrary operating system commands

while programming.

We have integrated Cadence SMV [McM93] with ACL2 using the above

approach. Thus we create functions ltlsem-hack with different “definitions” in Lisp

and ACL2 as above. With the hack, we can use ACL2 to “prove” given a finite-

state system and an LTL property if the system does satisfy the property. It uses

the definition of Reduce to decompose the verification problem into pieces, uses

our reduction theorem to show that the original problem passes if each piece does,

and uses SMV to verify each piece. The integrated system has been used to verify

properties of some finite state systems.

The integration shows how we can “pick and choose” which portions of an
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oracle we wish to trust. In our case, while we trust the core model checking engine

of SMV, we do not need to rely on its own (unverified) decomposition algorithms.

We pay some penalty in performance for that — for example the efficiency of this

integrated approach is nowhere near that of the use of SMV alone. This might be

improved by a more efficient implementation of Reduce, adding more reductions, or

deciding which other portions of an external oracle we feel comfortable to trust.

Integrating a state-dependent oracle, however, is more complex. In principle,

it is possible to do the same thing that we have done for state-independent ones,

namely pass the theorems and axioms in the current theory along with the formula

to be proven to the external oracle. But in practice we found the process too

inefficient. In addition, when the oracle proves a formula to be a theorem, ACL2

needs to update its state to record that fact. In case of the model checker, this

problem “worked out” by accident. The formulas that we intended to prove with

the oracle were about fixed finite state systems and fixed LTL properties. In other

words the formulas did not contain variables. When ACL2 encounters such formulas

it attempts to establish their theorem-hood by evaluation; this allowed us to override

the evaluation process by directing the theorem prover to execute the redefinition of

the functions in Lisp. But in general this is not the case. Furthermore, the program

that our state-dependent oracle represents, namely the predicate abstraction tool,

is mostly written in the ACL2 programming language itself. We therefore prefer to

minimally modify the source of ACL2 allowing the user to call our tool as a hint to

the theorem prover.
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17.2 External Oracles and Clause Processors

The description of the previous section should make it clear that our integrations are

implementation hacks, embarrassingly so. To avoid such hacks it is important that

the theorem prover provide some ability to the user for “hooking in” external oracles.

We are happy to report that the authors of ACL2 are considering a proposal to add

such enhancements.1 The idea is to allow the user to specify external programs

as clause processors. The programs might be written in the ACL2 programming

language or might be scripts for the operating system. The user is allowed to invoke

a clause processor as a hint for proving a lemma or a theorem. The theorem prover

keeps track of the clause processors used in the proof. In this case, of course, the

theorem prover cannot be “responsible” for the soundness of the formula proven as

theorem. One way to view the composite tool is as an implication. That is, if there

is a first order structure in which all the axioms of the current theory as well as all

the formulas proved by a clause processor are truths then the formula derived is a

theorem.

The current proposal also allows the user to incrementally verify some of the

clause processors and then use them as verified clause processors. Once a clause

processor is verified the theorem prover does not need to track its application in

the proof of a conjecture. We should note that ACL2 does already have the capa-

bility of using user-defined verified formula simplifiers via what are known as meta

theorems [BM81]. The current proposal, however, is more general than the current

capabilities. We believe that the proposal is a practical way of scaling up theorem
1The author advocates the use of external oracles and was involved in the motivational discus-

sions for this proposal. But we claim no credit for the details of the proposal itself.
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proving. In this way, one writes tools and procedures to assist the theorem prover

in proofs in certain domains, uses such tools as (unverified) clause processors, and

only after it is established that the tools are indeed useful, verifies them to reduce

the overhead and inefficiency involved in tracking their applications. It should be

noted that if clause processors are incorporated into ACL2 then it can help decom-

pose the implementation of the theorem prover itself. For example, many heuristics

and optimizations now implemented within the source code of ACL2 could then be

defined and verified as clause processors. The user then could get the same bene-

fit of automation as ACL2 now provides but would need to trust a much smaller

“implementation kernel” than the current code base of the theorem prover.

17.3 Summary

We have discussed some of the issues involved in integrating external oracles with

a theorem prover and showed how they can benefit scaling up deductive reasoning.

Neither theorem proving nor a decision procedure is sufficient in formally verifying

modern reactive systems. It is necessary for the two approaches to cooperate, and

for this purpose it is imperative that the different verification tools have a way

of communicating with one another. For example, Moore [Moo03a] has issued a

grand challenge to the users of formal verification to verify a complete computing

system stack from transistors to application programs. Presumably, attacking such a

challenge will require collaboration of several tools. A practical approach might be to

use decision procedures for solving small but low-level problems in parts of the stack,

using theorem proving to compose the results of such verification. However, if ACL2

is now used to embark on the challenge then such collaboration is not possible. We
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believe that a solution like the use of clause processors will significantly ameliorate

such collaboration problem of ACL2 in future.

17.4 Bibliographic Notes

Using external oracles with a theorem prover has a long history. The Isabelle theo-

rem prover provides a general method of external oracles in lines similar to what we

have advocated here [Pau, § 6]. Isabelle’s external oracle mechanism has been used

to integrate (1) an efficient µ-calculus model checker, as part of a theory for I/O-

Automata [MN95], (2) the Stanford Validity Checker as an arithmetic decision pro-

cedure for the Duration Calculus [Hei99], and (3) the MONA model checker, as an

oracle for deciding formulas expressed in the weak second-order monadic logic of one

successor [BF00]. The PROSPER project [DCN+00] is another key project integrat-

ing external oracles with the HOL98 theorem prover and attempts to achieve uni-

form uniform and logically-based coordination between external verification tools.

The most recent incarnation of this family of theorem provers, HOL4 [Kr], uses an

external oracle interface to decide large Boolean formulas through connections to

BDD and SAT-solving libraries [Gor02]. PVS also provides integration with model

checkers [RSS95].

We believe that our integration of ACL2 with Cadence SMV represents the

first attempt to integrate a decision procedure for proving decidable properties of

computing systems with ACL2, although other kinds of external procedures had

been integrated before with diverse motivations. The previous research closest

to ours is the work of McCune and Shumsky [MS00]. They integrate a resolu-

tion/refutation procedure based on the Otter theorem prover [McC97a] with ACL2
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to create a composite system called Ivy, which is used to reason about formulas

in first order logic. Greve, Wilding, and Hardin [GWH00] also attach efficient C

programs to formal operational models of processors for the purpose of efficient

simulation.

Since the first publication of our work [RMT03], however there have been

independent upsurge in research integrating external oracles with ACL2. Manolios

and Srinivasan [MS04, MS05] integrate UCLID with ACL2 using an approach sim-

ilar to ours by a formal characterization of the semantics of UCLID. Reeber and

Hunt [RH05] integrate an external SAT solver with ACL2.
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Part VII

Conclusion and Future

Directions
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Chapter 18

Summary and Conclusion

The focus of this dissertation has been to determine ways for effectively scaling up

formal verification for large-scale computing systems using a mixture of theorem

proving and decision procedures. The key contributions in the work presented here

are the following:

• We developed a compositional approach based on symbolic simulation to apply asser-

tional reasoning for verification of operationally modeled sequential programs.

• We formalized the notion of stuttering trace containment and showed its applicability

as a notion of correctness in reasoning about reactive systems. We showed how to use

this notion effectively to verify concurrent protocols and pipelined machines.

• We developed an extendible, deductive procedure based on term rewriting to compute

predicate abstractions. The procedure allows us to prove invariance of predicates

without requiring manual construction of an inductive invariant.

• We explored a general framework for integrating model checking with theorem prov-

ing. In particular, we formalized the semantics of LTL in ACL2 and used it to prove

characterization theorems for a compositional model checking procedure.
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Our approach throughout this dissertation has been to find ways of exploiting the

strengths of the different approaches to formal verification without incurring their

weaknesses. The strength of theorem proving is two-fold. First, one can express the

statement of correctness concisely as a formal statement in a mathematical logic.

Secondly, one can control the process of derivation of formulas as theorems. The

importance of this second strength often overrides the inevitable lack of automation

which is a consequence of the expressiveness of the logic. Most modern systems are

currently beyond the scope of automatic reasoning tools such as model checking. It

is therefore important that the user should be able to decompose the problem into

manageable pieces. Theorem proving affords such control and provides a clean way

of composing proofs of individual pieces into a complete proof of correctness of the

system. As an example of the efficacy of deductive approaches, consider our pred-

icate abstraction tool. Many researchers have been surprised by the fact that our

tool can handle abstract systems with a large number of predicates. For example,

the proofs of German protocol and the Y86 processor model generated 46 and 77

predicates respectively. The abstract system, however, had a sufficiently small num-

ber of reachable states that it could be model-checked within minutes. The reason

for this is that the predicates are not arbitrary but are generated using libraries

of lemmas that encode the user’s understanding of how the functions involved in

the definition of the systems interact. If we were to design a stand-alone automatic

predicate generation tool then it would have been unlikely to generate predicates

that result in such carefully crafted abstract system. Our approach does require the

user to sometimes add new rules when the existing libraries are insufficient. How-

ever, in analogous situations, an automatic tool would also have required some form
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of manual abstraction of the implementation or its properties.

The comments above are not intended to imply that algorithmic decision

procedures are not effective, nor that theorem proving is the cure-all of all problems

in formal verification. Far from it. Decision procedures are particularly useful for

systems modeled at low levels of abstraction, for example gate-level netlists. Theo-

rem proving is in fact crippled for such systems since the insight of the user about

the workings of the system is obscured by the implementation details. We believe

decision procedures should be applied whenever possible to provide automation in

the verification with theorem proving providing ways to compose the results of the

individual verifications and decompose the problem when it is beyond the scope of

the decision procedure available. As the capacity of decision procedures increases,

larger pieces of verification can be “pushed” to such procedures to provide more

automation in the verification.

In this dissertation we have attempted to do exactly this. For different kinds

of verification problems we chose different procedures for automation. In some cases,

for example in the case of sequential programs, we could make the theorem prover

itself to act as a symbolic simulator allowing us to abstract the operational details of

the systems considered and effectively integrating assertional methods with detailed

operational program models. In other cases, we developed abstraction tools or

integrated external oracles. We believe that a theorem prover should be viewed as

a reasoning framework in which one can integrate different procedures in one fixed

formal logic and use their combination in automating proofs of computing systems.
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Chapter 19

Future Directions

We have worked on using theorem proving and algorithmic decision procedures to

scale up the capacity of formal verification and increase its applicability. The work in

this dissertation investigates several approaches to achieve this, but we have merely

scratched the surface. There are many ways to extend the work presented here.

Here we discuss some of the direct extensions that we intend to work on in the near

future.

19.1 Real-time Systems and Peer-to-peer Protocols

Our use of (fair) stuttering trace containment as a notion of correspondence is ef-

fective in defining specifications of systems for which we only “care” about safety

and liveness properties. With fairness constraints, we can specify constraints like

“some specific action is eventually selected”. Real-time systems, on the other hand,

require more rigid timing requirements. For example, we want to say that some

specific action is selected within a specified time. We do not know if it is possible
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to integrate such rigid timing constraints in a simple way with the notion of trace

containment as could be done for fairness. Of course it is possible to augment the

system with an extra component that keeps track of the elapsed time. Such ideas

are not new. Abadi and Lamport [AL94] considered such approaches in 1994 to in-

tegrate some form of assertional reasoning for verifying real-time systems. Recently,

there has been work on model checking real-time systems with an augmented time

variable [Lam05]. We believe such definitions of real-time systems as augmented

reactive systems with timing variables can be effectively formalized. The question,

however, is what kind of execution correspondence is appropriate. Obviously, al-

lowing refinements that are insensitive to finite stuttering destroys the real-time

constraints. We are currently working on formalizing a notion of “real-time stutter”

which we believe can be effectively applied to define specifications of such systems.

A related issue arises for certain systems that involve “conditional liveness”.

This arises in reasoning about peer-to-peer protocols. In that context, processes join

and leave the protocol at different times and the system must maintain a specific

pre-defined topology in the face of such joining and leaving. Protocols for maintain-

ing topology are interesting to reason about in their own right. One might think

that to do so one can define a specification in which joins and leaves are atomic

and done in a way that the topology is obviously maintained, and then show that

the implementation is a refinement of such a specification up to stuttering. Unfor-

tunately, this is not possible. Most protocols cannot guarantee that the topology

is maintained in the face of arbitrary leaves and joins, but rather that if eventu-

ally such activities subside then the topology is stabilized. The condition specifying

that eventually leaves and joins subside has to be an environmental constraint in
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the verification. It will be interesting to investigate how such constraints can be in-

tegrated with the general theory of trace containment, and what the effective proof

rules will be for decomposing the verification of such systems. An answer to such

questions, of course, requires us to actually do some verification of such systems.

We are currently looking at some topology maintenance protocols due to Li, Misra,

and Plaxton [LMP04] and trying to investigate how one can formally verify such

systems.

19.2 Counterexamples with Predicate Abstraction

Our predicate abstraction methods suffer from one important deficiency, namely

the generation of effective counterexamples. Model checking is performed on the

abstract system generated by our procedure, and counterexamples are produced for

this system. Thus the counterexamples are a sequence of predicates on the con-

crete implementation. Since the abstraction is a conservative approximation, it is

also possible that the counterexample is spurious. While these counterexamples are

useful to determine additional rewrite rules for better normalization of terms, it is

better for the purpose of finding bugs in the concrete system if we can produce con-

crete counterexamples. Unfortunately the expressiveness of the predicates we handle

makes it impossible for us to concretize the abstract counterexample algorithmically.

Nevertheless, it might be possible to find heuristics for better counterexample gen-

eration.

One promising approach suggested by Matthews [private communication] is

to use rewriting for counterexample generation. The rewrite rules for this purpose

have to be very different from the ones that we are using to generate predicates.
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But one can imagine building libraries of “counterexample rules” and defining a

procedure that provides counterexample paths using such rules. In the work done

so far we have not experimented with designing rules for that purpose, nor are we

certain whether it would be possible to design generic reusable libraries as we did for

the purpose of predicate discovery. We are applying our abstraction tool on more

systems in an effort to understand what rules will be effective.

19.3 Integrating GSTE with Theorem Proving

We have defined and proved characterization theorems for a compositional model

checker. Model checking is by far the most commonly used decision procedure for

reasoning about reactive systems, but it is by no means the only one. It would be

interesting to explore how and whether other decision procedures can be effectively

formalized in ACL2. One of the decision procedures that we are currently exploring

is Generalized Symbolic Trajectory Evaluation (GSTE) [YS02]. In this procedure,

the properties of a system are written not as a temporal logic formula but in terms

of a graph called the assertion graph. GSTE is a very efficient symbolic algorithm

for reasoning about finite-state reactive systems. Several different notions are used

to characterize when a system satisfies an assertion graph. The important ones are

strong satisfiability, terminal satisfiability, and fair satisfiability. Strong satisfiability

allows the user to characterize “forward properties” of a system. Thus one can write

a property for an adder circuit of the form: “If the circuit is given inputs A and B at

time t then at time (t+ 3) the output has the value (A+ B).” Terminal satisfiability

allows one to write backwards properties as well, for example saying that if A is one

of the inputs at time t and C is the output at time (t + 3) then the other input at
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time t is (C− A). Fair satisfiability allows one to write liveness properties as well.

GSTE is important and interesting to formalize. In particular, while the

algorithms are efficient, they have one serious deficiency in that they are difficult to

compose. Thus if we prove that a circuit C1 satisfies an assertion graph A1 and C2

satisfies A2 then it is difficult to specify what the composition of C1 and C2 satisfies.

Thus algorithmic composition of GSTE proofs is cumbersome. We believe it would

be more effective to use GSTE with theorem proving, where theorem proving is

applied to do the composition and GSTE is applied to handle the low-level proof

work.

In a recent work, we have formalized one simple GSTE algorithm based on

strong satisfiability and proved its characterization theorem in ACL2. We believe

that we can do so for terminal satisfiability as well. A more interesting question is

to try to formalize fair satisfiability. This is difficult to do in ACL2, since the notion

involves characterization of fair paths through the assertion graph. We believe that

it might be possible to characterize them as eventually periodic paths, but we have

not worked out the details. However, the proposal for function objects, once it is

implemented, ought to make such reasoning easier and more natural.

19.4 Certifying Model Checkers

Defining and proving characterization theorems is certainly one way of integrating

decision procedures with a theorem prover. Another way, which might involve less

“overhead”, is for the decision procedure itself to output a formal proof when the

verification succeeds. By doing so in a case by case basis we can avoid the burden

of formally verifying such procedures, especially since the procedures are optimized
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for efficiency and hence naturally complex. The contrast can be likened to the

difference between implementing and verifying a VCG for a sequential program and

our approach in Chapter 6 which performs the same “job” as a VCG does but on

a case by case basis. A decision procedure that outputs a proof together with the

decision is often called a certifying decision procedure.

Unfortunately, most decision procedures like model checkers are not certify-

ing. While they return a counterexample when the verification fails (which might be

considered a proof of “non-satisfiability” of the temporal property by the system),

they do not provide a proof when the model checking actually succeeds. However,

very recently there has been work on designing certifying model checkers [Nam01].

Nevertheless the proofs produced by such checkers are very different from the for-

mal proofs we have seen in this dissertation; the proofs take the form of infinite

games. It would be interesting to see if such proofs can be algorithmically trans-

lated into proofs understandable by a theorem prover, thus obviating the needs for

characterization theorems.
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