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High-throughput technology is changing the face of research biology, gener-

ating an ever growing amount of large-scale data sets. With experiments utilizing

next-generation gene sequencing, mass spectrometry, and various other global sur-

veys of proteins, the task of translating the plethora of data into biology has become

a daunting task. In response, functional networks have been developed as a means

for integrating the data into models of proteomic organization. In these networks,

proteins are linked if they are evidenced to operate together in the same function,

facilitating predictions about the functions, phenotypes, and disease associations of

uncharacterized genes. In this body of work, we explore different applications of

this so-called guilt-by-association concept to predict loss-of-function phenotypes and

diseases associated with genes in yeast, worm, and human. We also scrutinize cer-

tain limitations associated with the functional networks, predictive methods, and

measures of performance used in our studies. Importantly, the predictive method

and performance measure, if not chosen appropriately for the biological objective at

hand, can largely distort the results and interpretation of a study. These findings

are incorporated in the development of RIDDLE, a method for characterizing whole

sets of genes. This machine learning-based method provides a measure of network

distance, and thus functional association, between two sets of genes. RIDDLE may
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be applied to a wide range of potential applications, as we demonstrate with several

biological examples, including linking microRNA-450a to ocular development and dis-

ease. In the last decade, functional networks have proven to be a useful strategy for

interpreting large-scale proteomic and genomic data sets. With the continued growth

of genome coverage in networks and the innovation of predictive methods, we will

surely advance towards our ultimate goal of understanding the genetic changes that

underlie disease.
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Chapter 1

Introduction

1.1 New High-Throughput Techniques and the Rapid Growth

of Large-scale Biological Data

1.1.1 Challenges: Understanding and analyzing large-scale data

In the last decade, technology has greatly accelerated the field of research bi-

ology. Of the large number of high-throughput techniques that have been introduced,

some techniques, such as next-generation sequencing and mass spectrometry, continue

to advance at a swift rate. Others, such as gene expression microarrays, have already

matured. This fast-paced field is rapidly generating a vast amount of large-scale data,

yielding valuable information if given an appropriate analysis.

These high-throughput techniques, while booming with potential to propel and

accelerate research, clearly come with caveats, which can easily cloud or distort the

conclusions of a study. For example, with the advent of microarrays, thousands of gene

expression measurements across multiple conditions could suddenly be parallelized in

a single experiment. However, microarrays are subject to biases from the use of

different dyes, spatial location, batch processing, and numerous other sources [10].

Furthermore, an analysis of microarray-based studies published in Nature Genetics

from 2005-2006 could only fully reproduce results from 2 of 18 articles, largely due

to unavailability of unprocessed, complete data, poor data annotation, and vague

specification of data analysis [11].

More recently, whole genomes and transcriptomes have become accessible at

low cost through the innovation known as Next-Generation sequencing. Though an

enormous volume of sequencing data can easily be generated, it is subject to a variety
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of errors and biases specific to sample preparation and platform [12, 13]. A claim to

discover widespread RNA-editing mechanisms, what would be a novel modification

to the so-called ”central dogma” of molecular biology, has spouted an intense debate

over proper sequence analysis techniques and uses of data [14, 15]. This serves as a

cautionary tale of the wildly different interpretations possible from a single dataset

and the importance of a thoroughly substantiated experimental design. Evidently,

new techniques and types of data sets require extremely careful navigation and the

development of principled, rigorously tested methods.

1.1.2 Prospects: Connecting genes to diseases

Given that challenges come with any individual technology, the data pro-

duced still comprises valuable biological information. Here we are faced with exciting

prospects of how this immense body of information will contribute to our knowledge

of protein functions and interactions, and biological systems as a whole. A major

objective underlying most biological studies is to understand how genetic changes

translate to measurable traits, phenotypes, and diseases. Functional networks have

emerged as a systematic means of integrating the various types of large-scale data into

models of the underlying proteomic organization of an organism—models which are

helping us bridge the gap between genes and traits and facilitate novel predictions. We

have worked extensively with three networks in particular: yeast, worm, and human

functional protein networks. In these networks, interacting or evidently associated

proteins are linked to or lie close to one another in the network—the central property

from which we launch our predictive methods. We will explore the various applica-

tions of guilt-by-association methods for first, predicting function of a single gene,

and second, predicting functional association between sets of genes. Importantly, we

will also describe some caveats associated with the structure and properties of func-

tional networks and the subsequent effects on network-based analyses. Nevertheless,

we demonstrate the efficacy and broadly applicable utility of network-based methods

through several novel biological findings.
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Chapter 2

Background

2.1 Turning Large-Scale Data Sets into Predictive Models

Through Functional Networks

Many global surveys of proteins have become available in the last decade,

providing invaluable information on the function and interactions of thousands of

proteins. For genetic and biochemical tractability, a great number of these stud-

ies have been through model organisms. For example, large-scale maps of pair-wise

protein interactions [16–18], protein complexes [19–22], genetic interactions [23, 24],

transcription factor-target interactions [25–28], and protein localization [29] have been

assembled for yeast, worm, Arabidopsis, mouse, and fly. Similar data sets have been

derived from studies in human cell culture, for example, complexes identified through

mass spectrometry experiments [1, 2]. Additionally, several curated databases of gene

function or phenotype associations [30] and disease-gene associations [31–34] are avail-

able.

These rapidly accumulating large-scale biological data have necessitated a cor-

responding growth in theoretical methods for interpreting them. One major goal is to

translate such knowledge of proteomic organization into models capable of associating

genetic changes with changes to measurable traits, phenotypes, and diseases. In prin-

ciple, such models will help to better interpret the rapidly growing genotype-based

and genome sequence-based data characterizing genetic variation among individuals,

whether individual humans or individuals of another species altogether. Models ex-

ploiting proteomic organization in order to relate genetic changes to altered traits

could, for example, guide the identification of new disease genes, of genes underlying

3



susceptibility to infection, and of genes underlying major crop traits or of many other

naturally occurring traits with genetic components. We have embraced one particu-

larly powerful strategy, in which multiple large-scale proteomic and genomic datasets

are computationally integrated into a composite, Functional Protein Network, which

we briefly introduce.

2.2 Näıve Bayesian Functional Networks

Our studies have revolved around three particular näıve Bayesian functional

networks constructed for yeast [35, 36], worm [37], and human [38], a large body of

work contributed by our colleague, Insuk Lee. Major features of the networks are

described below in Table 2.1:

Table 2.1: Features of functional networks used in this study.

Network # Genes # Edges % Coverage

YeastNet 4681 102,803 81
WormNet 16,113 384,700 82
HumanNet 16,243 476,399 86

In these probabilistic networks, edges or linkages are undirected and represent

functional coupling between pairs of associated proteins. The networks are composed

from data capturing a wide variety of molecular interactions, ranging from stable,

physical to transient to genetic, non-physical interactions, all of which may be func-

tionally relevant to the pathway of interest. Including a broad array of data sets

allows more extensive coverage of the network. However, each set must also be evalu-

ated for its quality, i.e., ability to reconstruct known gene pathways and systems. The

edges in our networks are log likelihood scores (LLS), which represent the likelihood

that the connecting pair of genes are functionally linked, conditioned on the quality

of the evidence:

LLS = ln

(

P (L|E)/ ∼ P (L|E)

P (L)/ ∼ P (L)

)

(2.1)
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where P (L|E) and ∼ P (L|E) are the frequencies of linkages (L) observed in the given

experiment (E) between annotated genes operating in the same and different path-

ways, respectively, and P (L) and ∼ P (L) represent the prior: the total frequency of

all linkages between all annotated genes operating in the same and different path-

ways, respectively. Thus, the LLS is a probabilistic summary representing functional

coupling between genes, where higher scores indicate more confident linkages.

Caveats to this approach include the reliance on current annotations (the Gene

Ontology Consortium [39]) for training the networks. As annotations are often incom-

plete and may serve to propagate errors, there is a danger of introducing circularity.

Nonetheless, many approaches have been taken to minimize this, including using inde-

pendent annotation test sets, benchmarking, and weighting of data (e.g., [27, 40–42]).

We also note that other frameworks are available, for example, combining cluster-

ing coefficients of data of varying weights [43] and training support vector machines

to identify co-complexed protein pairs [44]. Alternatively, causal networks may be

constructed, though this usually requires selectively chosen data and greater compu-

tational cost. However, the undirected probabilistic networks we use in our studies

achieve high genome coverage, contain accurate linkages, and as we will continue to

demonstrate, are extremely effective for making specific predictions of gene function

and phenotypes.

2.3 Guilt-By-Association: The Fundamental Principle of Net-

work Predictions

In these networks, the function of a protein will more often than not resemble

the functions of those proteins with which it interacts, or is co-expressed, or is co-

localized, and so on. This simple, yet powerful idea of guilt-by-association (GBA) is

the underlying principle for our network-based predictions. Using GBA and knowl-

edge of a few proteins functions, in combination with large-scale maps of protein-

protein associations, provides substantial traction for characterizing the portions of
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Figure 2.1: The simplest disease—lethality—appears tied not to the protein itself, but
rather to the molecular complex or module in which that protein participates, as for
the examples of yeast protein complexes drawn in (a). Proteins are depicted as colored
circles and experimentally detected memberships in the same protein complexes as
connecting lines. (b) Across the complete set of yeast protein complexes, a systematic
trend is apparent for members of the same complex to either be all essential, or all
non-essential, with depletion for intermediate mixtures of essential and non-essential
proteins. Figures are adapted from [5].

the proteome that are as yet poorly understood. Interestingly, this strategy, devel-

oped initially for inferring protein function [45], has recently proved to be a powerful

approach for linking genes to phenotypic traits and diseases.

That such an approach might work can be seen intuitively from an examination

of arguably one of the simplest diseases: lethality of a yeast cell following deletion of an

essential gene. Comparisons of the components of yeast protein complexes, measured

at large-scale using mass spectrometry [19–22], with genes known from systematic

gene deletion experiments to be essential for growth in standard laboratory medium

[46], has shown that proteins encoded by essential genes tend to co-occur in the same

physical complexes (Figure 2.1a, [5, 47]). There is a general trend for proteins in the

same physical complex to be encoded either mostly by essential genes or mostly by

non-essential genes; complexes are systematically depleted for intermediate mixtures

of essential and non-essential genes (Figure 2.1b, [5]). Thus, essentiality appears to be

a function of the complex—the intact molecular machine—rather than the individual
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gene. Recent observations have further shown that essential complexes tend to be

larger than non-essential complexes [48, 49], which provides a physical explanation

for a long-standing observation about gene essentiality, that proteins encoded by

essential genes tend to have more interaction partners than non-essential ones (the

centrality-lethality rule) [50].

From a practical perspective, the observation that proteins in the same physical

complexes tend to be linked to similar mutational phenotypes suggests that knowing

physical complexes and a subset of genes linked to a trait, one could confidently pre-

dict additional genes relevant to that trait based upon their interaction partners. In-

deed, this strategy works reasonably well [51–53]; even better predictive performance

comes from considering broader biological pathways and functional associations, for

which this trend also appears to hold, rather than considering physical complexes

alone [52, 53]. In fact, studies have shown that highly but transiently connected pro-

teins (e.g. kinsases) often play key roles in complex disease [54]. Thus, a general

consideration of functional associations, whether restricted to the same physical com-

plex or not, appears to be a reasonable strategy for linking genes to traits. This

general strategy—exploiting the tendency for genes underlying the same trait to en-

code functionally associated proteins—has proven generally applicable and has now

been tested for a wide variety of traits and phenotypes, and even human diseases

(e.g., [37, 51–53, 55], among others).
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Chapter 3

Diffusion Algorithms for Network-Based

Predictions of Protein Functions

3.1 Many Methods Can Predict Protein Function With

Networks

Much of the real value of gene and protein networks lies in their utility for

elucidating protein function. Thus, much work has been devoted to forming accurate

predictions of protein functions using network information and previously known pro-

tein functions. Generally, these prediction methods work by propagating annotations

of known proteins across the network topology (Figure 3.1a). Given that all current

functional annotations for proteins are incomplete and that the networks represent

an attempt to objectively reconstruct functional relationships among proteins, prop-

agating annotations across a networks edges is often useful, suggesting new functions

for under-annotated proteins. These methods typically produce a score or rank rep-

resenting how likely each protein is to be involved in the function. In order to provide

some intuition for the relative merits of such approaches, we next introduce several

methods and compare their abilities to annotate proteins in correlative networks. We

focus on a small number of methods which we consider to be distinct and interesting;

more comprehensive reviews of methods are available (e.g., [56]).

One of the most straightforward approaches to predict protein function via a

protein network is neighbor counting (NC) [57]. In this approach, for a particular

protein function or pathway, the proteins with the most neighbors associated with

that function are themselves deemed the most likely to share that function. In a

slightly more sophisticated variation on this method, näıve Bayes label propagation
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Figure 3.1: A comparison of methods for predicting genes associated with a function.
In (a) two proteins are known to have a particular function, indicated by their color.
The strength of association between proteins is indicated along each edge. (b) Guilt-
by-association assigns scores to neighboring nodes. The ranking of scores is indicated
by the shade of color: Higher ranked proteins are more darkly colored. Note that
several proteins have no score because they are not directly linked. In (c) and (d),
all proteins are assigned a score, but the overall rankings differ.

(NB), the sum of the network edge-weights to implicated neighbors is used to rank

genes, rather than the count of interactions [36, 53, 58]. This latter approach relies

on the use of log likelihood scores for network edge weights; thus, the sum of edge

weights to a set of genes of interest corresponds to a näıve Bayes estimate for a gene

to also belong to the gene set of interest (Figure 3.1b). NC and NB are both limited

in that they only score direct neighbors of annotated proteins. However, these simple

methods have made many experimentally verified predictions.

A wide variety of approaches can be imagined for propagating information

across a network, and many such approaches, often initially developed in fields outside

of biology, are proving useful for linking proteins to functions or traits. For example,

Markov clustering (MCL) groups nodes based on simulation of stochastic flow in the

network [59]. This method was originally applied to predict protein families based on

sequence similarity. While this method is useful for identifying clusters of functionally

related proteins, it does not directly identify proteins of a particular function. Instead,

it identifies clusters containing proteins of interest, but does not rank candidate genes

within each cluster. However, proteins can then be prioritized by a variety of other
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approaches, such as by considering the sum of a proteins edge-weights within a cluster

relative to all of its edge-weights, with larger sums indicating more relevance to the

functions captured by that cluster.

Another interesting method analyzes flow through a network using concepts

from electric circuit analysis [60]. In this circuit-based method (CB), the protein

network is represented by an electrical circuit, where edge-weights are analogous to

conductance (1/resistance) and implicated proteins are assigned as ground nodes. A

current is simultaneously applied to each protein, and the nodes emerging with the

highest current flowing through are predicted to be most likely to be associated with

the ground nodes.

3.2 Diffusion Algorithms Spread Information Across a Net-

work

Alternatively, network diffusion methods have been developed in order to effec-

tively diffuse information throughout a network, thus overcoming a major limitation

of methods such as NC and NB that consider only direct associations. Here we

consider two methods which diffuse information from a single node to directly and

indirectly connected nodes over the course of several iterations. In the first, which

we term iterative ranking (IR, Figure 3.1c), the score for a protein to be associated

with a particular function consists of an initial score and the normalized scores or

weighted votes of each neighbor (e.g., [61]). As scores are updated in successive it-

erations, information about proteins relevant to the function of interest propagates

across network edges, smearing the initial functional assignments across the network.

Another diffusion method we consider is Gaussian field label propagation, which we

refer to here simply as Gaussian smoothing (GS, Figure 3.1d). In GS the minimiza-

tion of two distances is computed: the difference between a proteins initial and final

scores and the weighted score difference between the protein and each neighbor [62].

Diffusion algorithms are common in the growing body of work applying GBA in
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functional networks to predict protein function. Generally, network-based prediction

algorithms utilize two pieces of information: f 0, an initial vector of scores representing

each proteins prior known association with a function, and W , the network topology

matrix. The initial scores are propagated throughout the network, resulting in a set

of final scores indicating each proteins predicted association to a function. The basic

format for a diffusion algorithm is

f = αX(f) + (1− α)Y (f), (3.1)

where the vector of scores f is a combination of X, which contains initial scores

for nodes, and Y , which contains information on the network topology. This convex

combination allows the two components to be weighted differentially, along with some

other mathematical conveniences. In contrast, in simpler neighbor-counting and guilt-

by-association methods, where a proteins score is the count or sum of edge weights

to seeds, the two components are combined (Table 3.1). Diffusion algorithms are

advantageous because they assign scores to indirectly connected nodes. Additionally,

the final scores are often readily computed. Below we describe two diffusion methods

that have been successfully employed in various studies.

3.2.1 Iterative ranking

This algorithm was first developed in 1941 to model the input-output flows

of economic industries by Nobel Prize winner Wassiliy Leontief [63]. It was more

recently popularized by Larry Page and Sergey Brin as a method (PageRank) to rank

internet search query results using the link topology of the web [64]. With minor

adjustments, IR has been applied to numerous biological problems, including prior-

itizing functionally associated proteins [65–68], identifying protein clusters [69, 70],

identifying genes responsible for adverse drug reactions [71], and improving protein

identification in high-throughput methods [72, 73]. In the context of predicting pro-

tein function, the IR score of a protein is the combination of the initial seeds and the

weighted average of IR scores of the proteins neighbors. Since each proteins score
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depends on that of its neighbors, the computation is iterative:

f (t+1) = αf 0 + (1− α)Uf t (3.2)

where f t are the scores at time t and U is the matrix of normalized network edges. The

final scores are obtained when f stabilizes to within some threshold, or as the solution

to the linear equation (Table 3.1). The type of network edge normalization performed

is dependent on the application. In ranking internet search results, where each edge

is equal weight, a page which points to a multitude of other sites, such as a home

page, is likely unspecific in topic. Thus, each edge is normalized by the total number

of outgoing edges from the node. In predicting protein function, where network edges

are usually weighted, we wish to normalize each neighbors contribution to a nodes

score. Thus, edges here are normalized by the total weight of incoming edges to the

node. A more in-depth description of normalization differences is available [61].

3.2.2 Gaussian smoothing

This Gaussian field label propagation algorithm [62] minimizes the Euclidean

distance between (1) the initial and final scores of a protein and (2) a proteins score

and that of each of its neighbors:

f final = argminfα
∑

i

(fi − f 0
i )

2 + (1− α)
∑

i

∑

j

wij(fi − fj)
2 (3.3)

where wij is the edge weight between protein i and its neighbor j. This can be derived

from the assumptions that the error between initial and final scores f−f 0 is normally

distributed, f follows a multivariate normal distribution, and the covariance matrix
∑

is equivalent to the inverse graph Laplacian matrix:

p(f |f 0,W ) ∝ e−
1

2
(f−f0)2 × e−

1

2
fT

∑
−1 f (3.4)

Network edge normalization may also be useful when implementing this algorithm.

The authors of GS normalize each edge by the square root of the sum of incoming
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Table 3.1: Components of diffusion algorithms.

Algorithm X term Y term U f final

Guilt-by-
association

Uf 0 - W Uf 0

Iterative
ranking

f 0 Uf
wij∑
j wij

α [I − (1− α)U ]−1 f 0

Gaussian
smoothing

(f−f 0)T (f−f 0) fTUf

D −W
where

Dij =
∑

j wij

and Dij = 0
if i 6= j

α
[

I +
(

1−α
α

)

U
]−1

edges and the square root of the sum of outgoing edges for each node [62]. Similar to

IR, the GS score of a protein depends on an initial score and the scores of neighboring

proteins. The solution to this minimization problem also reduces to a linear equation

(Table 3.1).

3.3 A Small Comparative Study on Prediction Methods

Because strongly connected nodes in a functional protein network are likely to

work together in the same biological processes, they are also likely to share similar

loss-of-function phenotypes. This can be demonstrated using our correlative func-

tional networks for C. elegans and S. cerevisiae along with 318 RNAi phenotype gene

sets available from WormBase [74], 100 loss-of-function phenotype sets from McGary

et al. [30], and statistics of 282 morphological parameters for 4718 yeast gene dele-

tion mutants from the Saccharomyces Cerevisiae Morphological Database (SCMD)

[75]. In order to analyze the quantitative data from SCMD, we assigned the genes

corresponding to the 40 largest and smallest values for each morphological feature as

phenotype sets, resulting in 564 total sets.

A standard strategy for evaluating such algorithms is to perform 10-fold cross
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validation, separating known examples into distinct training and test sets of proteins.

Using this approach, for each phenotype, we calculated the true-positive rates (TPR)

and false-positive rates (FPR) as a function of a methods score or rank and plotted

the corresponding ROC curve. Figure 3.2 provides an example ROC curve illustrating

the predictive ability of each method for correctly identifying genes responsible for

abnormal locomotion of C. elegans following RNAi knockdown. The area under a

ROC curve (AUC) provides a convenient summary of a methods predictive ability

on that phenotype; a curve along the diagonal line and an AUC near 0.5 has no

predictive ability, while one pushed to the top left of the plot with an AUC closer to

1 has strong predictive ability.

The predictive abilities of the various algorithms discussed above at identify-

ing genes underlying traits is shown in Figure 3.3 for worm and Figure 3.4 for yeast.

The performance is displayed as distributions of average AUC values obtained fro2m

10-fold cross validation. The performance trends for both organisms are fairly similar.

NC and GBA methods perform quite similarly, presumably because a minimum edge

weight threshold applied in network construction [36, 37] causes the NC method to

return similar rankings to the NB method. The MCL and CB methods, originally

developed for different purposes, did not adapt well to task of phenotype prediction.

However, MCL performance would most likely improve with further refinements to

the ranking of proteins within clusters and to the optimization of clustering parame-

ters. Overall, the two diffusion methods outperform the others by a notable margin.

Notably, the relative performance of each method was robust to choice of network

and test set. The tests in C. elegans yielded higher average AUCs and a stronger

performance boost from diffusion methods.

Next, we performed similar analyses for human, first evaluating the predic-

tive power of HumanNet for genes associated (via orthology) with mouse mutational

phenotypes, drawing upon the over 3000 well-annotated genephenotype associations

identified in gene knock-out, gene trapping, and chemical mutagenesis experiments,

and cataloged in the Mouse Genome Database (MGD) database [76]. The measured
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Figure 3.2: An ROC curve illustrating the relative predictive abilities of six algorithms
for identifying the genes associated with abnormal locomotion in worm following
RNAi knockdown. A method assigns each gene in the genome a score or rank, and
this is used to calculate the true-positive rate (TP/(TP+FN)) and false-positive rate
(FP/(FP+TN)), using 10-fold cross-validation to assess the performance. Performing
this test systematically across many distinct phenotypes allows the relative merits of
the different algorithms to be measured.

network predictability using the six approaches for 3374 gene sets associated with

mouse phenotypes is shown in Figure 3.5a. HumanNet shows broad predictive ability

of genes associated with specific mouse phenotypes and is significantly better than

expected by chance using each of the six algorithms. Unlike mouse phenotypes, anno-

tations for human disease genes are still extremely limited, spanning 3000 gene-disease

linkages in human versus nearly 100,000 in mouse [30]. Next, from annotations avail-

able at The Mendelian Inheritance in Man (OMIM) database http://omim.org/, we

selected 263 diseases with at least three associated genes. We also observed strong pre-

dictability for these human genetic diseases, with many disease gene sets predicted to
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Figure 3.3: Network-guided prediction of genes for C.elegans RNAi phenotypes. Bar-
and-whiskers plots summarize the predictive performance for each of six algorithms
for using WormNet to prioritize candidates genes underlying 318 RNAi phenotypes.
Iterative Ranking and Gaussian Smoothing approaches outperform the others by a
significant margin. In bar-and-whiskers plots, the central horizontal line in the box
indicates the median AUC, and the boundaries of the box indicate the first and third
quartiles of the AUC distribution, whiskers indicate the 10th and 90th percentiles,
and plus signs indicate individual outliers. The mean AUC is plotted as a dashed
blue horizontal line.

high accuracy based upon genegene associations in the network (Figure 3.5b). Again,

the closely related Gaussian smoothing and Iterative Ranking approaches perform

comparably to each other and significantly better than the other four approaches,

further indicating that there is a clear benefit to considering indirect connections as

well as direct network connections.

Some guides for effective use come from these analyses: In some cases, the dif-

fusion methods perform poorly for small FPR and extremely well for higher FPR, an

important caveat to be discussed later. Briefly, when choosing a predictive algorithm,

the false-positive cost for the particular experiment should be considered; NC or GBA

methods are appropriate when false-positives are costly and diffusion methods suit

cases where a more exhaustive set of predictions is desired. A general caveat is mer-
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Figure 3.4: Network-guided prediction of genes for deletion mutant phenotypes and
morphological phenotypes in yeast. Bar-and-whiskers plots summarize the predictive
performance for each of six algorithms for using YeastNet to prioritize candidates
for (A) genes associated with 100 yeast deletion mutant phenotypes and (B) 564
morphological phenotypes. For both analyses, the Iterative Ranking and Gaussian
Smoothing approaches outperform the others by a significant margin and the relative
rankings of the other algorithms remain the same. In bar-and-whiskers plots, the
central horizontal line in the box indicates the median AUC, and the boundaries
of the box indicate the first and third quartiles of the AUC distribution, whiskers
indicate the 10th and 90th percentiles, and plus signs indicate individual outliers.
The mean AUC is plotted as a dashed blue horizontal line.

ited: we have observed that the various network label propagation methods tend to

perform differently for different applications, and it is often advisable to test several

to see which performs best for a particular test of interest. Finally, because data used

to train the networks may have unknowningly been a part of the testing data, the

question of circularity arises. In a test to minimize the risk of circular predictions, we

repeated the analyses using a version of the network lacking human literature-based

linkages. While the overall performance was reduced, the relative powers of the meth-

ods and the effect of the network remained clear [38]. Given their apparent utility in

this context, these methods may potentially be further adopted to predict quantita-

tive gene-pathway based traits (e.g., predicting quantitative yeast phenotypes with
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a modified GBA method [77]). Overall, these tests in worm, yeast, and human con-

firm the general applicability of network label propagation for associating genes with

human diseases and organism-level phenotypes.

Figure 3.5: Network-guided prediction of genes for transgenic mouse phenotypes and
human diseases. Bar-and-whiskers plots summarize the predictive performance for
each of six algorithms for using HumanNet to prioritize candidates for (A) genes
associated with 3374 transgenic mouse phenotypes and (B) human disease genes,
assembled for 263 diseases from the OMIM database. For both analyses, the Iterative
Ranking and Gaussian Smoothing approaches outperform the others by a significant
margin and the relative rankings of the other algorithms remain the same. In bar-
and-whiskers plots, the central horizontal line in the box indicates the median AUC,
and the boundaries of the box indicate the first and third quartiles of the AUC
distribution, whiskers indicate the 10th and 90th percentiles, and plus signs indicate
individual outliers. The mean AUC is plotted as a dashed blue horizontal line.
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Chapter 4

Caveats of Network-Based Analyses: Various

Ways to Distort and Misinterpret Your Study

4.1 How Do Performance Measures, Network Quality, and

Propagation Methods Alter Perceived Outcomes?

In this work, the primary goal is to discover novel genes of a given function

based on previously known genes and information provided by the functional net-

work. An abundance of pipelines are available for achieving this end goal, differing in

the choice of data and design for creating the network, the method for propagating

information and predicting relevant genes, and even the technique for measuring per-

formance. A deviation in any step of this pipeline may lead to vastly different results

and interpretations of the results. Moreover, given the small amount of available

known or gold standard data, our capabilities for measuring performance are truly

limited. Appropriately, a number of valid questions have arisen about the quality of

network predictions. In this chapter we will address the following major points:

First, how do we measure the performance of our predictions? Are the com-

monly used area under the receiver operator characteristic curve (ROC) or average

precision accurate assessments of how well we have achieved our particular goal?

Second, how is information distributed throughout the network? Are well func-

tionally characterized genes distributed evenly across the network? In other words,

when we test how well we predict genes of known function, are we only interrogating

very localized regions of the network? Can we fairly extrapolate characteristics of

these tested nodes to the rest of the uncharacterized network?

Finally, armed with what we have discovered about performance measurements
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and network quality, can we better understand how diffusion methods improve upon

predictions made using simple neighbor counting or näıve Bayes methods?

4.2 Interpreting AUC and AP as Performance Measurements

The generally accepted strategy for assessing how well a predictive method

performs is to use cross-validation on a set of gold standard or known data. For each

round, a performance measurement is calculated, most commonly the area under

the receiver operator characteristic curve (AUC). The average performance across all

rounds then represents the overall performance of the method. However, how well

does the AUC or any other measurement capture the performance of a method? In

this section, we examine in depth the AUC and the somewhat lesser used average

precision (AP) measurement. To briefly summarize our method, we input a set of

genes into the Gaussian smoothing algorithm described previously, producing a list of

genes ranked by strength of connectivity to the input set. We then try to measure the

ranking of a second set of genes in the list, with a higher overall ranking corresponding

to stronger connectivity between the two gene sets. As we demonstrate, the AUC

and AP can produce vastly different interpretations of how well the second gene set

is ranked.

4.2.1 Area under the ROC curve and centrality

To calculate AUC, we plot true-positive rate (TP/(TP + FN)) as a function of

the false-positive rate (FP/(FP + TN)), then find the area under the corresponding

ROC curve. Traditionally, a higher area indicates better recovery. To calculate AP,

we sort the k genes of a set by rank and then average the precision, or fraction of the

set recovered, achieved for each member of the set:

AP =
1

k

k
∑

i=1

i

ranki
, (4.1)

First, we used AUC to measure the connectivity between various combina-
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tions of pathway gene sets defined in the Kyoto Encyclopedia of Genes and Genomes

(KEGG [78]) and random gene sets. Surprisingly, resulting AUCs are not necessarily

near 0.5, but seem to vary according to certain characteristics of the genes involved.

To demonstrate the possible range of these intrinsic AUCs, we used 100 random seed

sets of fixed size and centrality to predict each KEGG set. The mean AUC for each

KEGG set ranges from 0.164 to 0.849, and the standard deviation from 0.003 to 0.160

(Figure 4.1a). Figure 4.1b displays in detail the distributions for a range of KEGG

sets; some gene sets, such as genes for glycerophospholipid metabolism, are clearly

more difficult to recover, while others, such as genes annotated for renal cell carci-

noma, are easier to recover. We found the strongest predictor for intrinsic AUC to be

the centrality, or sum of connecting network edge weights, of the terminal genes. As

shown in Figure 4.2, the average centrality of the terminal set is positively correlated

with the average AUC obtained from random seed sets of a fixed size and centrality

(r=0.70, slope=1.34e-3).

This confounding relationship between AUC and centrality has recently been

described and examined extensively [79]. Intuitively, a well-connected gene in the

network interacts with more partners and is more likely to be involved in any given

function. However, we cannot easily distinguish between a biological hub and a well-

studied gene. Moreover, centrality should certainly not outweigh the other pieces of

information that factor into a prediction algorithm. However, by accounting for this

behavior in some fashion, for example by considering a relative AUC score, AUC can

in principle still be used to make genuine predictions. Importantly, in the next section

we report that indeed, AUC may be successfully employed as a measure of gene set

connectivity and furthermore, using centrality alone as a measure can only achieve a

small fraction of this performance.

4.2.2 Average precision and size

We also looked for similar unexpected trends when using AP to measure con-

nectivity between random and KEGG gene sets. Here, the average scores obtained for
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Figure 4.1: Each KEGG pathway set has an intrinsic predictability, as measured by
AUC. (A) For each KEGG set, the average and standard deviation of AUCs obtained
using 100 random seed sets of fixed size centrality. (B) AUC distributions obtained
for example pathways.

predicting KEGG sets range from 0 to 0.039 (Figure 4.3a). Though AP in principle

ranges from 0 to 1, the random APs are more tightly distributed around a low value

(0.006). Figure 4.3b shows in detail the distributions for the same set of KEGG sets.

AP is also affected by terminal set centrality, however the slope of the relationship is

much less steep (Figure 4.4; r=0.41, slope=3.76e-5). We found that terminal set size

is a much stronger predictor of AP but not AUC (Figure 4.4; r=0.89, slope=9.14e-5).

To help understand why AP would tend to increase with terminal set size, consider

the extreme case where the terminal set equals the entire set of known genes. Be-
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Figure 4.2: Central gene sets tend to score higher AUCs and APs. (A) In tests
using random seed sets of various sizes and centrality to predict KEGG sets, the
centrality of the terminal set correlates strongly with AUC (r=0.70, slope=1.34e-3).
(B) Centrality of the terminal set also correlates with AP but to a lesser degree
(r=0.41, slope=3.76e-5).

cause every gene is contained within the terminal set, the AP will equal 1. Finally,

we looked for trends associated with seed set characteristics, but these were relatively

minor (data not shown). We have only discovered strong trends pertaining to the

gene set to be predicted.

4.2.3 Interpreting AUC and AP for matching gene sets

Clearly, AUC and AP will capture different information about the gene sets

in question. How do we interpret this, and how do we know which measurement

to use? Are there particular situations for one or the other? To investigate this,

we performed an additional test. Instead of matching KEGG pathway gene sets

against random sets, we repeated the analysis using randomly divided subsets of

KEGG pathway genes. Specifically, we randomly split each KEGG set into two non-

overlapping subsets labeled ”known” and ”unknown”. For each particular known set,
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Figure 4.3: Each KEGG pathway set has an intrinsic predictability, as measured by
AP. (A) For each KEGG set, the average and standard deviation of AUCs obtained
using 100 random seed sets of size and centrality. (B) AP distributions obtained for
example pathways.

we input the set into the Gaussian Smoothing algorithm and measured, using AUC

and AP, how well we predicted every unknown set. In the ideal case, the matching

half of the KEGG set will score the highest AUC or AP.

Unfortunately, neither the AUC or AP is strongly correlated with rank of the

matching subsets. Given the findings with centrality and size, this was not unex-

pected. To further demonstrate this, we show specific cases where AUC and AP

performed equally in matching genes sets. The top panel of Figure 4.5 shows three
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Figure 4.4: Larger gene sets tend to score higher APs. (A) In tests using random seed
sets of various sizes and centrality to predict KEGG sets, the size of the terminal set
is not correlated with AUC (r=0.05, slope=1.27e-4), but (B) correlates strongly with
AP (r=0.89, slope=9.14e-5).

examples of KEGG subsets matched near perfectly. Likewise, the bottom panel shows

examples where neither measurements rank the correct match highly. Both the highly

and poorly performing results score relatively high in AUC. High and low APs are

also present for each case.

Next, we examined cases where only one performance measurement succeeds

in matching the subset. In Figure 4.6, the top panel displays examples where AUC

outperforms AP. AUCs are fairly high as before, but in this scenario APs appear

slightly lower. The bottom panel displays the opposite situation where AP outper-

forms AUC. Here, we seem to be able to finally glean slightly more information from

the plot. The AUCs are clearly lower than in the other cases. The APs start off high,

but drop off suddenly at a point along the recall axis. That is, only a certain portion

of the gene set is predictable. For example, for glycosaminoglycan biosynthesis, the

precision-recall plot drops dramatically around recall=0.3, indicating that only about

a third of the set is predicted through this method.
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Figure 4.5: Positive and negative cases for matching KEGG subsets through Gaus-
sian smoothing. Top: Both AUC (left) and AP (right) correctly predict the matching
subset within the top 3 results for axon guidance, maturity onset diabetes, and nu-
cleotide excision repair. Bottom: AUC (left) and AP (right) predict the matching
subset at rank 6 or lower for Type I diabetes mellitus and vitamin B6 metabolism.
In this scenario, no clear trend for success or failure using AUC and AP is present.
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Figure 4.6: Cases where only one of AUC and AP successfully matches KEGG subsets
through Gaussian smoothing. Top: AUC (left) outperforms AP (right) for match-
ing aldosterone-regulated sodium reabsorption, type II diabetes mellitus, and Fc ep-
silon RI signaling pathway. Bottom: AP (right) is outperformed by AUC (left) for
matching glycosaminoglycan biosynthesis, riboflavin metabolism, and biosynthesis of
unsaturated fatty acids. A gene set only partially predicted will result in a weaker
AUC. However, AP may better capture the correctly matched set members with a
higher curve at low recall.
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There is no simple formula to tell us when to trust one measurement or the

other. However, AUC seems to provide an average summary of gene set member

connectivity. In contrast, AP emphasizes performance by the top connected gene set

members. If we examine the formula for AP, we see that the final value is dominated

by the best gene rank. We will observe this theme again later.

These results all but demand that performance measures be carefully eval-

uated. Interestingly, when measuring the same data set, centrality more strongly

affects AUC than AP, while size affects AP but has no apparent influence on AUC.

In the apparent lack of a perfect performance measure, we find a productive solution

is to apply great care in properly interpreting a measure for the task in question. For

example, while many pathways will sit close to a highly central gene set, a match is

only interesting if it is exceptionally strong. Importantly, we will show in the next

chapter that AUC and AP are still clearly effective for correctly identifying associated

gene sets.

4.3 Assessing the Accuracy and Distribution of Information

in the Network

Any network-based prediction relies on the assumptions that the network ac-

curately represents functional interactions between genes, and this accuracy is main-

tained steadily throughout the network topology. Without these assumptions, strong

performance on certain gold standard test sets may not carry over to novel predictions

on uncharacterized genes, a concern deservedly raised in a recent study [80]. In the

following section, we address some of these questions of network quality.

4.3.1 Different data types contribute cooperatively to network power

Concerns of quality were certainly in mind during the design of our functional

networks. Using one particular source of information may strongly bias the resulting

network and thus, a weighted evidence model was chosen. To confirm that no source
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of information dominates the final network, we tested the ability for each type of

evidence used in the human network to predict KEGG subsets. We constructed sub-

networks constructed from only one of the 21 types of evidence used. We tested the

ability for each partial network to predict subsets of KEGG sets, using näıve Bayes

and Gaussian smoothing, measured by either AUC or AP (Figures 4.7, 4.8, 4.9, and

4.10).

We find that while certain types of evidence contribute more information (co-

citation of genes, literature curated human protein physical interactions, and co-

occurrence of domains among human proteins), the final combined network always

outperforms the components. This suggests that the different sources of information

are complementary, and our strategy for assembling the information is beneficial. We

note that our findings differ from [81], who constructed an aggregate network strongly

influenced by gene expression microarray correlation evidence. We have previously

shown that a network constructed without co-citation evidence still yields predictive

power [38]. While this by no means proves the absolute quality of the network, the

reliance upon an array of evidence types is highly indicative of a robust and complete

network.

4.3.2 Are central and multifunctional nodes inflating the predictive sig-

nal?

As evoked by our previous findings with measuring prediction performance as

well an interesting study by [79], centrality is a major concern in network-based anal-

yses. Is information amassed upon certain well-characterized areas of the network?

Unfortunately, we lack the knowledge of uncharacterized genes and thus have no way

of systematically testing the quality of their edges in the network (short of perform-

ing functional assays). However, we can probe whether our prediction performance

is dominated by genes of extreme centrality or multifunctionality.

First, we can examine the distribution of gene centrality in the network (Figure

4.11). We observe that 90% of genes have a centrality of less than or equal to 250.
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Figure 4.7: Network predictive power is captured by different types of evidence, as
measured by AUC. Using näıve Bayes to predict KEGG sets from sub-networks com-
posed from single sources of evidence, we observe varying degrees of predictive power
(top). While co-citation of human and yeast genes and literature-curated human
protein physical interactions yield the strongest predictivity, the final combined Hu-
manNet network bests any single component. Each evidence component performs
better than random (bottom).
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Figure 4.8: Network predictive power is captured by different types of evidence, as
measured by AP. Using näıve Bayes to predict KEGG sets from sub-networks com-
posed from single sources of evidence, we observe varying degrees of predictive power
(top). While co-citation of human and yeast genes and literature-curated human
protein physical interactions yield the strongest predictivity, the final combined Hu-
manNet network bests any single component. Each evidence component performs
better than random (bottom).
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Figure 4.9: Network predictive power is captured by different types of evidence,
as measured by AUC. Using Gaussian smoothing to predict KEGG sets from sub-
networks composed from single sources of evidence, we observe varying degrees of
predictive power (top). Literature-curated human protein physical interactions, co-
occurrence of domains among human proteins, and co-citation of human genes yield
the strongest predictivity, but the final combined HumanNet network bests any single
component. Each evidence component performs better than random (bottom).
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Figure 4.10: Network predictive power is captured by different types of evidence,
as measured by AUC. Using Gaussian smoothing to predict KEGG sets from sub-
networks composed from single sources of evidence, we observe varying degrees of
predictive power (top). Literature-curated human protein physical interactions, co-
occurrence of domains among human proteins, and co-citation of human genes yield
the strongest predictivity, but the final combined HumanNet network bests any single
component. Each evidence component performs better than random (bottom).
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Figure 4.11: Distribution of gene centrality, or sum of connecting edge weights in the
network. Gray bars indicate all HumanNet genes, while blue bars indicate KEGG
pathway genes. 90% of KEGG pathway genes fall to the left of the red dotted line.

Importantly, KEGG pathway genes follow a similar centrality distribution as that of

the whole network, with a heavier tail to the right. It is not unexpected that pathway

genes are enriched for centrality in the network. However, does this strongly effect

our perceived predictive ability?

We examine the consequences of removing the top 10% of central genes from

the KEGG sets. Figures 4.12 and 4.13 show the performance for predicting the

modified gene sets as measured by AUC and AP, respectively. Generally, we see that

the performance decreases slightly, but not dramatically as described in [79]. This

trend holds for both näıve Bayes and Gaussian smoothing methods and importantly,

across both performance measurements. We can be more confident of the maintained

performance as indicated by AP, because as described earlier, AP is not correlated

with set centrality.
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Figure 4.12: The network predicts gene sets removed of highly central and multi-
functional genes, as measured by AUC. Näıve Bayes (top) and Gaussian smoothing
(bottom) predict modified KEGG sets with comparable performance. The modified
sets yield slightly lower average AUC, and results far above random.
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In a similar concern, genes associated with a large number of different pathway

sets could be conflating predictive performance. This scenario has been explored

extensively through the aggregate networks constructed in [79], and is an appropriate

question to pose for our own functional networks. We examine the distribution of

multifunctionality, or number of associated pathways, for KEGG sets in Figure 4.14.

Most genes are associated with a single pathway, and 90% of genes are associated

with four or fewer pathways. Repeating the analysis with the top multifunctional

genes removed, we see again that the overall performance diminishes only slightly

(Figures 4.12 and 4.13). Notably, the mean AP as predicted by näıve Bayes actually

increases with highly multifunctional genes removed, though the quartiles are much

more widely dispersed. The change in AP performance is more noticeable when

predicting by Gaussian smoothing, possibly reflecting the method’s increased reliance

of network structure to produce predictions. Consistently across our two predictive

methods and performance measurements, we see that removing highly central and

multifunctional genes modestly affects predictive performance. These changes do not

match the magnitude of decline observed in [79]. We concede that these tests do

not match the extent of analyses performed by Gillis and colleagues, however we

may safely say our functional network, constructed in a markedly different manner,

exhibits vastly different characteristics in the encoding of information.

4.4 Re-examining Network Propagation Methods

Armed with a better perspective on performance measurements and network

quality, we now revisit the prediction algorithms presented earlier. Diffusion methods

have been used extensively in biological and non-biological settings, providing an ap-

parently large boost to predictions. We have previously utilized Gaussian smoothing

[82] to make pathway and phenotype gene predictions in our functional networks. We

now further examine the performance improvements achieved by this method.
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Figure 4.13: The network predicts gene sets removed of highly central and multi-
functional genes, as measured by AP. Näıve Bayes (top) and Gaussian smoothing
(bottom) predict modified KEGG sets with comparable performance. The modified
sets yield slightly lower average AP, and results far above random.
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Figure 4.14: Distribution of gene multifunctionality, or number of associated KEGG
pathway sets. 90% of KEGG pathway genes fall to the left of the red dotted line.

4.4.1 The affect of Gaussian smoothing on näıve Bayes predictions

Earlier, we found that Gaussian smoothing better predicts functionally related

genes than näıve Bayes, as measured by AUC. Here, we take a second look and com-

pare the methods in predicting disjoint KEGG subsets (Figure 4.15). We again see a

significant increase in AUC. Note this improvement is not achieved by using centrality

of genes as the predictor. Predicting by centrality achieves an apparent increase in

average AUC compared to the control of näıve Bayes upon random gene sets, but does

not match the performance from either näıve Bayes or Gaussian smoothing. Perhaps

counterintuitively, we expect centrality to perform slightly better than random. By

ranking genes by network centrality, we narrow the list of possible candidates to the

most important genes, thus having a better chance of selecting the correct candidate
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Figure 4.15: AUC-based performance of näıve Bayes and Gaussian smoothing on
predicting KEGG gene sets. As additional controls, ranking genes by centrality and
näıve Bayes on random gene sets are also shown.

gene. An increase in AUC is desired, indicating that overall, the ranks of functionally

related genes are higher than when predicted by näıve Bayes. However, the opposite

effect is seen when we examine the performance as measured by AP (Figure 4.16).

Indeed, we actually observe a considerable drop in average AP values. Hence, our

two measurements of performance disagree on which method is better for predicting

genes.

To examine this more closely, we plotted the ROC and precision-recall curves

for two specific KEGG sets (Figure 4.17). For aldosterone-regulated sodium reab-

sorption, both methods appear to predict the gene set well. Note that Gaussian

smoothing traces a much higher arc, scoring a significantly higher AUC. However,

when we zoom into the left-most 1% of the plot, we find that näıve Bayes performs
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Figure 4.16: AP-based performance of näıve Bayes and Gaussian smoothing on pre-
dicting KEGG gene sets. As additional controls, ranking genes by centrality and
näıve Bayes on random gene sets are also shown.

much better at the start of the plot. I.e., Gaussian smoothing has improved upon the

overall rank of genes, but the top predictions are bested by that of näıve Bayes. This

information is more clearly captured through the AP and the precision-recall plot.

The näıve Bayes precision is much higher than that of Gaussian smoothing for the

majority of the plot, enduring until after 60% recall.

In Figure 4.17 (right panel), We also show the case for glycosaminoglycan

biosynthesis. Here, both methods seem to perform abysmally, scoring AUCs of 0.650

and an especially low 0.477 for näıve Bayes and Gaussian smoothing, respectively.

However, the disparate AUCs perform similarly at the top 1% of the ROC curve.

Again, this behavior is well captured by the AP and precision-recall plot. Importantly,

we observe that a low AUC can correspond to a high AP.
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Figure 4.17: ROC and precision-recall curves for the prediction of two KEGG sets.
Top: The total ROC curve and AUC for predicting aldosterone-regulated sodium
reabsorption (left) and glycosaminoglycan biosynthesis (right). Middle: A zoom-in
of the top 1% of the ROC curve. Bottom: The corresponding precision-recall plots.
Prediction by Gaussian smoothing is shown in solid red, näıve Bayes in dashed blue,
and gene centrality in dash-dot gray.
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The trend found for aldosterone-regulated sodium reabsorption holds true for

many of the KEGG sets (Figure 4.18). Ideally, to improve upon näıve Bayes pre-

dictions, we would obtain higher AUCs as well as APs. However, when looking at

a scatter plot of AUC against corresponding AP values, we see this is not the case.

For gene sets scoring high AUCs with näıve Bayes, we see that most sets improve in

AUC but worsen in AP. Note that the sets with extremely low-scoring näıve Bayes

AUCs do see improvement by both measures.

We see that AUC provides an average summary of the gene ranks, while AP

more heavily emphasizes the quality of the top predictions. This caveat of perfor-

mance measurements carries strong implications for a biologist choosing a prediction

algorithm. For the common task of selecting a set of candidates for an expensive as-

say, näıve Bayes is obviously the superior choice over Gaussian smoothing. However,

as we demonstrate in the next chapter, there are indeed scenarios when a whole gene

set perspective is desired. There is much work to be done in understanding what the

behavior of these predictions. Why are the top predictions getting pulled down by the

algorithm? Can we modify the algorithm to prevent strong candidates from getting

pulled down? For example, could we employ a mixed method which embodies the

strengths of both algorithms? Diffusion-based algorithms have been among the most

popular for network predictions across a wide variety of settings, and with a better

understanding, further advancements are inevitable.

4.5 Know Your Network, Performance Measurements, and

Biological Objective

If follows from this lengthy discussion that network-based analyses and perfor-

mance measurements should be carefully evaluated. Interestingly, when measuring

the same data set, centrality strongly affects AUC but not AP, while size affects

AP but has no apparent influence on AUC. These observations demonstrate the care

necessary for properly interpreting performance metrics for the task in question. Un-
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derstanding the features of a set is key to interpreting a measurement. For example,

while many pathways will sit close to a highly central gene set, a match is only inter-

esting if it is exceptionally strong (indicated by an exceptionally high relative AUC).

Indeed, we show in the next chapter that AUC and AP are considerably powerful for

correctly identifying associated gene sets.

We have outlined a large number of factors to consider when utilizing func-

tional networks. Namely, a quality network constructed from an array of sources, a

predictive method appropriate to the biological objective at hand, and a relevant per-

formance measurement are crucial for accurate and positive results. We also touched

upon the confounding idea of centrality in network analyses: are highly connected

genes in the network biologically central, or simply well-studied? Until we have solved

biology, there is no way to answer this question. However, we have shown through

various sanity checks that our predictive power goes beyond the most highly pre-

dictable genes and gene sets. Network-central genes are likely to be central for a bit

of both reasons, a compelling reason to maintain a thorough understanding of the

limitations of network analyses, thus minimizing the chance of misinterpreting the

implications of any findings.
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Figure 4.18: Scatter plot of AUC and APs for predicting KEGG sets by näıve Bayes
and Gaussian smoothing. Points corresponding to the same gene set are connected
by a line, allowing direct comparison of the prediction of a particular gene set by
both methods. Absolute improvement of a näıve Bayes prediction is indicated by a
line segment moving up and to the right (from blue to red), while the opposite is
indicated by a line segment moving down and to the left.
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Chapter 5

Functional Characterization of Gene Sets

5.1 Established Methods for Functional Annotation of Gene

Sets

In the modern age of high-throughput genetic studies, functional enrichment

analyses remain a vital approach to analyzing data. Microarray, mass spectrometry,

genome-wide association, and other genome-level studies commonly produce query

gene sets: gene sets of interest, often containing many uncharacterized members,

from which coherent biological modules need to be identified. There exist many

methods that attempt to discover known biological functions involved with a query

set, most of which fall under one of three broad categories: overlap-based, rank-based,

and local network-based.

In the classic overlap-based enrichment analysis (Figure 5.1a), the functional

annotations for the genes in the query set are examined. An annotation is enriched

if it is present in the gene set at a greater than expected frequency, the significance

of which may be computed through a statistical test (e.g., the Hypergeometric test,

[83]). In contrast, in rank-based methods (Figure 5.1b), such as [84, 85], genes are

first ranked by some suitable measure, e.g., differential expression across two different

conditions, and possible enrichment is found near the extremes of the list. Rank-based

methods are usually highly specialized for gene expression array analysis. Both over-

lap and rank-based methods require the queried genes to be sufficiently annotated.

In some more recently developed local-network methods (Figure 5.1c), a query set is

compared against the genes and internal interactions of a known functional pathway.

These interactions may be visualized as a map or network, in which nodes repre-

sent genes and connecting edges represent interactions. While these methods move
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Figure 5.1: A summary of four basic types of tests identifying functional pathway
enrichment of a query gene set. (A) In the classic enrichment test, the significance of
genes shared by the query and pathway set is assessed. (B) In a rank-based test, each
gene is first ranked by an appropriate score, e.g., differential expression. A pathway
is significant if the corresponding genes are located near the top or bottom of the
list. (C) Local network-based methods consider the known topological information
between pathway genes. (D) Global network-based methods consider a genome-scale
map of known genetic associations.

towards the idea of finding contributive information from gene networks, they often

require sophisticated information about a single pathway under investigation, such as

a detailed sub-network of interactions [86–88], directionality of edges [89–91], or ad-

ditional interactions between shared and non-shared genes of the query and pathway

sets [92].

The above types of gene set analyses require the query set to be well-annotated

and perform poorly otherwise. In principle, substantial benefit can be achieved by

considering a global network of gene or protein interactions. In addition to our

Bayesian probabilistic networks, many others have become available in recent years

(e.g., [38, 41, 53, 55, 93–95]), compiled from various independent lines of evidence into

a rich resource fit for facilitating systematic functional analyses. As we have described

previously and others have shown, guilt-by-association (GBA) principles have allowed

accurate predictions of not only functionally associated genes, but also genes under-

lying phenotypes and diseases [37, 41, 51–53]. We have also shown that diffusion al-

gorithms, which spread information across the network topology, effectively utilizing

indirect and direct network associations of genes, are particularly effective [95–97].
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Since functional networks have proven useful for identifying single genes func-

tionally related to a gene set, we hypothesized that a global-network approach would

also assist in identifying modules of genes functionally related to a gene set (Figure

5.1d). With our colleagues Sohyun Hwang and Insuk Lee, we have developed Reflec-

tive Diffusion and Local Extension (RIDDLE), an integrative method for systemati-

cally interrogating if a query gene set lies close to a known functional pathway in a

genome-scale functional protein network. We show that the combinatory use of global-

network, local-network, and classic enrichment information more reliably identifies

relevant gene sets than existing methods. Notably, we can find functionally related

sets even when the query gene set is sparsely or not at all annotated. Because RID-

DLE can measure association between any two gene sets that are contained within the

network, it is potentially applicable to a wide variety of settings without the need for

additional pathway specific information. A web-based implementation of our method,

implemented by Sohyun Hwang, is available at www.functionalnet.org/RIDDLE.

5.2 Local Extension: Improving Overlap-Based Methods

with Local Network Information

RIDDLE is composed of two key independent parts, Reflective Diffusion (RD)

and Local Extension (LE), and uses HumanNet, the functional interaction network

described previously [38]. In principle, any other genome-scale functional gene net-

work for any organism could be employed.

The LE component, a major contribution from Sohyun Hwang and Insuk Lee,

performs a localized interrogation, extending either the query or pathway set to in-

clude strongly implicated direct neighbors [51] and checking for improved enrichment

with each new set (Figure 5.2). Often in gene set analyses, a query set commonly

overlaps weakly with multiple functional gene sets. The extension process serves to

strengthen genuine functional relationships and distinguish them from any spurious

matches.
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First, we describe the classic overlap test. To test if two sets, s1 and s2

significantly overlap, we can calculate the following hypergeometric p-value:

p(x ≥ k) =

min(n,m)
∑

x=k

(

m

x

)(

N−m

n−x

)

(

N

n

) , (5.1)

where N is the number of known genes, m is the number of genes in the pathway, n

is the number of genes in the query set, and k is the size of the overlap.

In order to use local connectivity to improve the enrichment, we extend s1 to

include nearby neighbors in the functional gene network, with nearness of a particular

gene determined by the sum of connecting edge weights to the gene set (Figure 5.2).

This is followed by a new hypergeometric test to measure the significance of the

overlap between the extended set s1 and s2. To avoid over-extending the pathway to

include non-specific pathway associations, we implemented the following cutoff rule:

LE(n) = min(α · n, β), (5.2)

where the maximum size of the extension for the pathway with n genes depends on

the two free parameters α, the percentage of the size of s1, and β, the maximum size

of extension. This ensures that the degree of extension is proportional to the original

size of s1. We found LE to perform optimally with α and β equal to 0.8 and 100,

respectively.

5.3 Reflective Diffusion: Measuring Global Network Distance

Between Gene Sets

Given a query set, RIDDLE examines the network for closely positioned known

functional gene sets. The RD component evaluates overall connectivity between a

query set and known pathway set by loading one (seed set) into a diffusion algorithm

[62], then assessing how well a second (terminal set) is predicted or recovered by

the metrics area under the ROC curve (AUC) and average precision (AP) (Figure

5.3). Note that in this context, AUC and AP are employed as convenient summary
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Figure 5.2: Local Extension (LE) as particularly useful when (A) a weakly significant
overlap between a query gene set and a known functional set is detected by a classic
enrichment method. (B) The positions of the genes in a global functional network
are consulted. (C) Close network neighbors are added to one set, and the significance
of the newly formed overlap is re-calculated.
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statistics of the proximity of two gene sets within the network, regardless of whether

the gene sets are indeed functionally associated.

Specifically, to measure connectivity between two gene sets in the network,

s1 and s2, we adapted the diffusion algorithm described in [38, 98]. Given s1 as the

input seed set, the algorithm ranks all other genes in the network by how strongly

connected they are to the seed set. We then have two means of measuring how well

this ranked list recovers s2, the terminal set: (1) Area under the ROC curve (AUC)

and (2) Average precision (AP).

To calculate AUC, we plot true-positive rate (TP/(TP + FN)) as a function of

the false-postive rate (FP/(FP + TN)), then find the area under the corresponding

ROC curve (AUC). A higher area indicates better recovery. To calculate AP, we

sort the k genes of s2 by rank and then average the precision, or fraction of the set

recovered, achieved for each member of the set:

5.4 RIDDLE: A Robust Integrative Method for Character-

izing Gene Sets

5.4.1 SVM integration of overlap, local, and global network components

Naturally, overlap-based methods perform most strongly when a substantial

overlap exists between the query set and the relevant functional set. In contrast,

network-based methods dominate when little or no overlap is present. As a princi-

pled manner for integrating RD and LE with the classical overlap test into a single

method which performs stably across all types of scenarios, we used a radial-basis

support vector machine (SVM). Additionally, a machine learning approach is ideal

for capturing any complex relationships which may exists between different measure-

ments (as discussed previously). We reiterate that while powerful, network analyses

must be used discerningly to avoid introducing systematic biases or artifacts.

To measure the connectivity between a query set and a pathway set, we first

perform the following: a hypergeometric test, forward direction tests: LE and RD
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Figure 5.3: Reflective Diffusion (RD) operates on the principal that a seed set predicts
a terminal set if the terminal genes are ranked highly by network diffusion score.
Recovery is measured by area under the ROC curve (AUC) or average precision
(AP). Higher scores for both metrics indicate stronger functional association.
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with query and pathway sets as s1 and s2, respectively, and reverse direction tests:

LE and RD with pathway and query sets as s1 and s2, respectively.

To combine the results, we used libsvm, a library of SVM software implemented

in C with a Matlab interface [99] downloaded from http://www.csie.ntu.edu.tw/

~cjlin/libsvm/. We chose a radial basis kernel trained with the following features:

log p-values from the hypergeometric, forward LE, and reverse LE tests, forward

RD-AUC, reverse RD-AUC, forward RD-AP, reverse RD-AP, query size, pathway

size, overlap size, query set average centrality, pathway set average centrality, and

percent of query genes contained in the network. As positive training data, we used

the simulated KEGG and GO split sets. As negative training data, we included 10

mismatched pairs per simulated query set, plus random sets of varying size paired

with a randomly chosen real (KEGG or GO) set (167 sets total).

To determine a good combination of kernel parameters to use, we used a cross

validation and grid search technique. We divided the aggregate training data into

modeling (25%), cross validation (25%), and final validation (50%) sets. Overall, for

modeling, we used 498 positive pairs and 5147 negative pairs. Because we had many

more examples of negative matches, we used a lower weight cost for the negative class.

For each combination of parameters we trained with modeling data and measured

performance with cross validation data. We chose a final model based on strong

performance with both overlapping and split data types and report the performance

for the final validation set. The final parameters for our SVM are: positive match

class weight w1 = 1, negative match class weight w0 = 0.3, cost C = 10e8, termination

criterion e = 0.01, kernel parameter γ = 0.07.

The RIDDLE Association Score (RAS) is the score output from the SVM

(fit to the interval [0,1] for user interpretability). We calculated an empirical false

discovery rate (FDR) using final validation matched subsets to generate a positive

RAS distribution and random gene sets paired with KEGG and GO sets to generate

a negative RAS distribution (Figure 5.4). For calculating FDR, we normalized both
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Figure 5.4: Local Extension (LE) as particularly useful when (A) a weakly significant
overlap between a query gene set and a known functional set is detected by a classic
enrichment method. (B) The positions of the genes in a global functional network
are consulted. (C) Close network neighbors are added to one set, and the significance
of the newly formed overlap is re-calculated.

positive and negative distributions to have a total area of 1, though in principle, the

likelihood of a negative match is much greater.

5.4.2 Application to synthetic data sets

Given these observations on the intrinsic predictability of functional gene sets

using the network, we next wished to assess the utility of RIDDLE for correctly

associating functionally related gene sets. We therefore created subsets of known

gene sets and tested our methods ability to correctly match the subsets. Specifically,

we created several types of tests from genes in KEGG and Gene Ontology (GO)

pathways, where each test case consists of a pathway divided into a query subset and a

known subset. For each query subset, we ranked all generated known subsets by their
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RIDDLE association score (RAS). We purposefully designed tests where subsets of a

pathway are excluded from sharing genes, simulating the extreme case where query

genes are completely unannotated. Also, we note that KEGG information was not

incorporated into constructing the functional network; thus KEGG test cases serve

as an independent test collection free of possible logical circularity.

First, we describe how we created various subsets of KEGG and GO gene sets.

For a pathway of size n genes, we created the following subsets: (1) two independent

draws of 0.5*n genes from the pathway (allowing overlaps) and (2) a random division

of the pathway into two approximately equal sized, non-overlapping sets. For GO

gene sets, we created an additional set of divisions by annotation time: genes known

in the 2007 version and genes unique to the 2010 version. In total, we compiled the

following data sets: 190 of each overlapping and disjoint KEGG sets, 404 of each

overlapping and disjoint GO sets, and 811 time-split GO sets. To create random sets

used for determining AUC and AP correlation with centrality and size, we selected a

KEGG set with average centrality 100, matching the mean value among all KEGG

sets (with outlying sets of average centrality >200 removed). In order to hold size

and centrality constant over randomization, network genes were first split into 10

equally-spaced bins by centrality, then for each of 26 genes in the set, we randomly

drew a gene from the corresponding bin.

We first assessed test cases allowing overlap, which were created by random

drawings from known gene sets with replacement. Here, RIDDLE correctly recovers

matching subsets for 84% and 68% of KEGG and GO gene sets, respectively (Fig-

ure 5.5), nearly matching the performance achieved by a hypergeometric test. The

performance is robust to the gene set database used, for the trend is similar across

subsets created from KEGG and GO.

Next, we considered test cases explicitly containing no overlap: (1) KEGG and

(2) GO sets split disjointly in half and (3) GO genes present before and added after

February 5 2007. Here, not surprisingly, the hypergeometric test fails catastrophically
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Figure 5.5: RIDDLE matches most overlapping subsets of various gene sets created
from (A) KEGG pathway sets and (B) GO biological process sets. The reciprocal of
the rank of the matching subset is shown for RIDDLE, the RD and LE components
in the reverse direction, and the hypergeometric test (HG).

and does not perfectly match any subsets (Figure 5.6). In these tests, the benefit of

the individual components of RIDDLE is clear; a substantial number of matches are

recovered utilizing LE alone, and even more so with RD. Overall, RIDDLE correctly

matches pathways for 80% of KEGG test cases. GO cases present a significantly

harder challenge for all methods; 31% and 5% of GO random-split and time-split

cases are recovered by RIDDLE. Though GO time-split cases are the most difficult,

a clear advantage is gained by employing network diffusion.

The hypergeometric test and the individual RIDDLE components each ex-

hibit individual areas of extreme strength and weakness (summarized in Table 5.1).

However, the combined RIDDLE method is stable across all test types; RIDDLE

nearly matches or bests the other components regardless of the test database or the

allowance or exclusion of overlap between subsets. We also note that none of the other

features utilized by the SVM can obtain anywhere near the same level of performance

(Figure 5.7. For example, picking matching sets by centrality, which is known to

influence AUC, does slightly better than random but nonetheless quite poorly. We
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Figure 5.6: RIDDLE matches many disjoint subsets of various gene sets created
by dividing (A) KEGG pathway sets and (B) GO biological process sets randomly
into non-overlapping halves, and (C) splitting GO biological process sets by those
annotated prior to and after a February 9th, 2007. Note the failure of hypergeometric
for all three cases and the incremental improvement obtained by each component and
the final combinatory RIDDLE method.

56



Table 5.1: Strengths and weaknesses of hypergeometric test, local and global compo-
nents of RIDDLE, RIDDLE, and GsNetCom.

Method Strengths Weaknesses

Hypergeometric Gold standard for overlap-
ping sets

Fails for split sets

Local Extension Moderate improvement upon
split sets

Diffusion–AUC Exceptional improvement
upon split sets

Considerable performance
loss for GO overlap sets
Strong correlation with
centrality

Diffusion–AP Matches hypergeometric for
overlapping sets
Major improvement upon
split sets

Weak correlation with cen-
trality
Strong correlation with set
size

RIDDLE Best for split sets Minor performance loss for
GO overlapping sets

GsNetCom Nearly matches hypergeo-
metric for overlapping sets
Moderate improvement upon
split sets

have demonstrated through RIDDLE that that a well-informed usage of centrality

and other important pieces of information can yield genuine functional associations

as we’ve shown. Finally, many gene sets within KEGG and GO are closely related,

adding another level of difficulty to these tests. Highly ranked pathways, while not the

correct match, are often biologically related. For example, RIDDLE identifies axon

guidance as the top match for neuron projection development, triglyceride metabolic

process is matched with steroid and cholesterol metabolic process, and response to

virus is matched with innate immune response, response to bacterium, and defense

response to virus.

We tested our method across the two possible extremes when identifying func-
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tional enrichment: either a substantial amount or none of the query set is annotated.

We see that RIDDLE is best for the latter extreme without compromising much per-

formance in the former. In contrast, the standard hypergeometric testor any other

method relying on the assumption of well-annotated query setsfails catastrophically

for split cases. Unfortunately, knowing where data lie in this spectrum of overlap

is only possible in simulations. Thus, RIDDLE serves as a robust, general purpose

method, drawing on the strengths of each individual component. We note that it

nonetheless has intrinsic limitations, most notably, that it is limited by the gene

coverage of the network (currently 87% of the human genes [38]).

5.4.3 Prospects for RIDDLE and other network-based gene set associa-

tion methods

Many sophisticated schemes exist for finding functional association, encom-

passing a wide range of data transformations and statistical models (discussed exten-

sively in [100]). Regardless of the approach used, the success of an analysis requires

that the query and pathway genes are well-annotated. While 78% of protein-coding

genes currently have some level of annotation in the commonly used Gene Ontology

database, a substantial portion of these genes have only minimal, high-level annota-

tions. There are many local network-based methods, though in addition to adequate

annotations, they require a detailed mapping of the pathway interactions, which only

a limited number are available. Thus, a global network-based method provides a

feasible alternative when only partial information is known of the query or pathway

genes.

Recently, a number of global network-based methods have been developed,

an indicator of the progression and growing importance of this strategy. For ex-

ample, GsNetCom, a method using cumulative shortest path length can correctly

match most overlapping sets and indeed, many disjoint sets (available online at

[http://202.97.205.77:8080/GsNetCom/]) [6]. However, the method falls short

of RIDDLE for disjoint sets, once again asserting the benefit of considering whole
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Figure 5.7: Performance on matching simulated test sets using RIDDLE, components
of RIDDLE (forward and reverse LE, RD-AUC, RD-AP, and HG), known set size,
overlap, and known set average centrality, and previously established global-network
method, GsNetCom [6]. GsNetCom performs well for overlapping test cases (A,B).
Though GsNetCom is among the best for overlapping KEGG sets, it performs worse
than RIDDLE and components for disjoint KEGG sets (C). For disjoint and time-split
GO sets, the method is bested by RIDDLE and diffusion-based components (D,E).
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network topology through a diffusion algorithm, and furthermore, the power of using

an integrative method (Figure 5.7).We may also benefit from using a more complete

network with edges assembled from quality-weighted data. Additionally, other global

network applications have emerged for the highly related but distinct task of ana-

lyzing gene expression microarrays. These methods have demonstrated the utility

of mapping differential expression onto a protein interaction network for deducing

pathway level changes [101–103].

In the last decade, we have seen the extensive development of gene net-

works and their accompanying functional gene analyses (reviewed in [98, 104]). With

the continual production of genome-scale data, network-based analyses are likely

to become even more necessary. Here, we have established a means for utilizing

information-rich networks to understand gene function, achieved through a few adap-

tations to existing GBA methods. As a demonstration of the methods utility, we

will next use RIDDLE in conjunction with other computational methods in several

biological settings. RIDDLE potentially benefits a wide range of applications that

may require the functional characterization of poorly understood gene sets.
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Chapter 6

Practical Applications of Network-Based Analyses

6.1 Putting Computational Methods to Use

We have extensively discussed and analyzed the accuracy, integrity, and uses

for network-based analyses through the use of various theoretical experiments. How-

ever, the real value of any computational method derives from having successful

applications to practical studies. A method’s capacity to help us understand biol-

ogy trumps any level of performance on gold standard data, computational speed, or

mathematical elegance. We have applied various forms of our network-based meth-

ods to an assortment of biological data. We show that with in combination with

enrichment tests, network-based analyses can be an important counterpart to wet-

bench experiments. Computational methods are not only necessary for processing

high-throughput data, but also provide the means to validate results and findings

and insights into new predictions and experimental directions.

6.2 A Role for Central Spindle Proteins in Cilia Structure

and Function

In this work done in collaboration with Katherine Smith, John Wallingford,

and colleagues, we explored the connection between two distinct processes involving

microtubules [105]. Cytokinesis and ciliogenesis are intensely studied fundamental cel-

lular processes, both requiring strict coordination of microtubule organization and di-

rected membrane trafficking.Cilia are microtubule-based organelles that project from

cells, and mutations of genes associated with ciliogenesis underlie a broad spectrum

of disorders in humans [106, 107]. During the distinct process cytokinesis, proteins in
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the central spindle must both organize the microtubule bundles and direct membrane

traffic into the nascent cleavage furrow [108–110]. Until recently, there has only been

coincidental evidence of genes involved in both processes.

Experimental data obtained by Smith, Wallingford and colleagues demonstrate

that central spindle proteins, PRC1, MKLP-1, INCENP, and centriolin, also have a

role in cilia structure and function [105]. Immunostaining assays demonstrated that

the midbody proteins localize in specific patterns to ciliary basal bodies in epithelial

cells of X. laevis. Furthermore, disruption of PRC1 and MKLP-1 in C. elegans led

to defects in ciliary function and morphology. By incorporating our network-based

methods, we conducted a systematic investigation of the link between the cytokinesis

and ciliogenesis. We show that the midbody and cilia proteomes not only significantly

overlap, but are connected extensively in the functional network. Together, our work

suggests that a surprising amount of cytokinetic regulatory machinery may also serve

important functions related to cilia.

6.2.1 Cytokinesis and ciliogenesis genes significantly overlap

We compared the midbody proteome, as defined by proteins known to localize

to the midbody [111, 112] with the cilia/basal body proteome, as defined by mass

spectrometry and comparative genomics [113, 114]. We found that the two proteomes

overlap significantly (Figure 6.1, P ≤ 1014, hypergeometric test).

The cilia/basal body proteome includes proteins identified directly, as well

as many predicted by comparative genomics and other means [113, 114]. To more

stringently examine the overlap of these proteomes, we reexamined the overlap using

only centrosome or basal body proteins as determined directly by mass spectroscopy.

Again, we observed far greater overlap than could be expected by chance (Figure 6.1,

green overlap, P ≤ 1013, hypergeometric test).
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Figure 6.1: Cytokinesis and ciliogenesis processes share a significant number of genes.
Euler diagram showing the overlap between midbody and basal body/ciliary pro-
teomes. The overlap between the midbody proteome and either core or extended
basal body/cilia proteomes is significantly greater than expected by random chance.

6.2.2 Cytokinesis and ciliogenesis genes are extensively connected in the

network

To further investigate the biological relevance of this overlap between the mid-

body and basal body proteomes, we examined the positioning of these proteins in

the human functional network. Proteins found in the midbody and cilia/basal body

proteomes were much more strongly interconnected within the probabilistic network

than would be expected by chance (Figure 6.2). In fact, we found that 80% of the

overlapping proteins clustered together tightly within the network. Using the mid-

body genes as input into the Gaussian smoothing algorithm predicts the core cilia

set with AUC=0.642. This is a significant value when compared with AUCs obtained

from predicting 1000 random gene sets (P ≤ 108, one-tailed Z-score test).

To further quantify the degree of connectivity between the two sets, we input

the midbody gene set into the Gaussian smoothing algorithm, and examined the

resulting scores for the core cilia proteins relative to that of random proteins in the

network. In this test, the Gaussian smoothing score for a particular gene acts as a
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Figure 6.2: Midbody and cilia genes are highly interconnected in the network. Gene-
gene associations of proteins present in both the midbody proteome and core (green
squares) or extended (blue circles) basal body/cilia proteome. This cluster contains
several notable proteins, including exocyst subunits (red), RhoA (brown), several
MAP kinases (yellow), PLK1 (purple) and the human ciliopathy gene DynLL1 (gray).
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Figure 6.3: Distribution of network connectivity scores to midbody proteins. Midbody
gene set is seeded into the Gaussian smoothing algorithm, and the resulting scores
for the core cilia set and random gene sets of the same size are compared. Error bars
indicate one standard deviation of data obtained from 100 random trials.

proxy for connectivity between the gene and the entire midbody set. In Figure 6.3,

we see that the cilia core proteins are enriched for higher connectivity scores.

This cluster of proteins included not only the few already known to play roles

in both cytokinesis and ciliogenesis (e.g. exocyst, RhoA [108, 115–118] (Figure 6.2,

red/brown)], but also several additional proteins of interest. For example, Plk1 was

present in this cluster within the network (Figure 6.2, purple); Plk1 interacts with

PRC1 at the central spindle [119] but has not been previously implicated in cilia.

The cluster also contains several MAP kinases, whose connection in this network

may shed light on the mechanisms by which FGF/MAP kinase signaling, which is

well-known to control cell division, also controls cilia length [120–122] (Figure 6.2,
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yellow). Finally, the cluster contains a known human ciliopathy gene, Dynll1 [123].

PRC1 and other central spindle proteins are not present in this cluster because they

have not previously been associated with cilia or basal bodies. Therefore, we re-

examined the network, this time including PRC1 and MKLP-1 in the overlapping

proteome set. Both PRC1 and MKLP-1 were tightly embedded in this cluster of

connected genes (Figure 6.4).

Figure 6.4: Gene-gene associations for PRC1, MKLP-1, and the proteins present in
both the midbody proteome and core (green squares) or extended (blue circles) basal
body/cilia proteome.
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Table 6.1: The cilia and midbody proteomes are functionally associated with both
ciliogenesis and cytokinesis related GO biological processes.

Gene
Set

GO Biological
Process RAS FDR P-value

Foward
AUC

Reverse
AUC

Foward
AP

Reverse
AP

Cilia
(core)

Centrosome
organization

0.08776 0.41 8.89E-15 0.71 0.65 6.52E-02 5.62E-02

Negative regulation of
stress fiber assembly

0.08755 0.47 1.00E+00 0.46 0.58 4.87E-03 1.17E-02

Negative regulation of
microtubule depoly-
merization

0.08753 0.47 2.92E-02 0.91 0.63 7.31E-03 2.88E-02

Mitotic cell cycle 0.08752 0.47 2.92E-02 0.79 0.61 5.39E-03 1.58E-02
M phase of mitotic cell
cycle

0.08750 0.48 1.00E+00 0.84 0.64 1.68E-03 1.48E-02

Cilia
(extended)

Positive regulation of
megakaryocyte differ-
entiation

0.08659 0.50 1.00E+00 0.77 0.67 5.76E-04 1.78E-01

Mitochondrion local-
ization

0.08659 0.50 2.18E-01 0.94 0.66 1.39E-03 1.74E-01

Mo-molybdopterin co-
factor biosynthetic pro-
cess

0.08656 0.50 1.00E+00 0.75 0.68 4.02E-04 1.94E-01

Phosphatidic acid
biosynthetic process

0.08648 0.50 3.88E-01 0.91 0.68 1.59E-03 1.87E-01

Endoplasmic reticulum
organization

0.08643 0.50 1.00E+00 0.55 0.69 2.85E-04 1.95E-01

Midbody Microtubule-based
process

0.08806 0.03 1.00E+00 0.96 0.80 2.18E-03 3.66E-02

M phase of mitotic cell
cycle

0.08805 0.04 1.00E+00 0.87 0.79 3.48E-03 3.61E-02

Centrosome duplica-
tion

0.08804 0.04 4.17E-02 0.58 0.76 3.74E-03 2.79E-02

Mitotic cell cycle
checkpoint

0.08802 0.05 1.00E+00 0.82 0.79 5.51E-03 3.80E-02

Microtubule cytoskele-
ton organization

0.08802 0.06 1.00E+00 0.85 0.80 2.61E-03 3.48E-02

Mitotic chromosome
condensation

0.08801 0.06 1.00E+00 0.87 0.79 4.17E-03 3.57E-02

Negative regulation of
microtubule depoly-
merization

0.08801 0.08 4.17E-02 0.85 0.79 9.32E-03 3.29E-02

Protein metabolic pro-
cess

0.08801 0.08 1.00E+00 0.85 0.80 1.03E-03 3.52E-02

Cytokinesis after mito-
sis

0.08799 0.09 1.00E+00 0.97 0.81 3.19E-03 4.51E-02

67



6.2.3 Functional and disease associations of midbody and cilia genes

Mutations of many known ciliogenesis genes underlie a broad spectrum of

severe disorders in humans. As such, a more complete understanding of the functions

and diseases related to either ciliogenesis or cytokinesis is desired. To find functional

associations of midbody and cilia genes, we first used RIDDLE to find associated

GO terms. Table 6.1 summarizes the matches found between the sets. We find that

several mitotic cell cycle processes are related to the core and extended cilia sets.

Also, not surprisingly, all sets match several microtubule related processes and the

midbody set matches well with several cytokinesis related processes. Next, we used

a classic enrichment test to compare the genes against OMIM diseases. Table 6.1

summarizes the Table 6.2 summarizes the top 5 diseases enriched for each gene set.

Not surprisingly, the cilia gene sets are functionally associated with various

ciliopathies, such as Meckel syndrome and Senior-Loken syndrome. What if because of

incomplete annotations, associated diseases do not significantly overlap? Can we find

these diseases through proximity in the network? We tested the cilia and midbody

genes against the diseases using RIDDLE. Table 6.3 first summarizes the size and

network attributes of the gene sets, important when considering the network-based

measurements utilized by RIDDLE. Table 6.4 summarizes the top 5 findings for each

gene set, regardless of the FDR score.

We find that Meckel and Senior-Loken syndrome are again the top two matches

for the core cilia set. The remaining matches are distinct, though they include addi-

tional known ciliopathies. Among the top matches for the extended cilia gene set are

Meckel syndrome and another known ciliopathy, Kartagener syndrome. The midbody

again matches several muscle related disorders. The enrichment and network-based

tests seem to provide complementary information on the associated functions and

diseases of these two processes. We note that although the FDR for most of the

top matches through RIDDLE are unusually high, the matches are indeed biologi-

cally relevant. This suggests further refinement to the method, perhaps in particular,
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Table 6.2: Functionally associated diseases of the midbody and cilia proteomes, as
detected by the hypergeometric test. Top 5 associations per set are shown. Asterisk
indicates associations found through both the hypergeometric test and RIDDLE.

Gene
Set Disease

Disease
Set Size Overlap P-value

Cilia Meckel syndrome* 3 2 1.61E-04
(core) Senior-Loken

syndrome*
4 2 3.21E-04

Lissencephaly 5 2 5.00E-04
Microcephaly 6 2 8.00E-04
Bardet-Biedl
syndrome

15 2 5.30E-03

Cilia
(extended)

Bardet-Biedl
syndrome

15 10 7.16E-07

Leber
congenital amaurosis

11 8 3.73E-06

Retinitis pigmentosa 34 16 1.17E-05
Cataract 23 11 1.70E-05
Amyotrophic
lateral sclerosis

11 7 1.00E-04

Midbody Breast cancer 24 5 4.55E-06
Microcephaly 6 3 2.28E-05
Prostate cancer 17 4 2.60E-05
Emery-Dreifuss
muscular dystrophy

2 2 1.00E-04

Myopathy 17 3 7.00E-04
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Table 6.3: Network attributes of midbody and cilia gene sets.

Gene Set Size

Average

Centrality

% of set

in Network

Cilia (core) 138 170.939 0.906
Cilia (extended) 2161 109.33 0.957
Midbody 198 129.163 0.985

Table 6.4: Functionally associated diseases of the midbody and cilia proteomes, as
detected by RIDDLE. Top 5 associations per set are shown. Asterisk indicates asso-
ciations found through both the hypergeometric test and RIDDLE.

Query Disease RAS FDR
HG
P-value

Forward
AUC

Reverse
AUC

Foward
AP

Reverse
AP

Cilia Meckel syndrome* 0.08752 4.74E-01 1.61E-04 0.78 0.64 4.33E-02 2.88E-02
(core) Senior-Loken

syndrome*
0.08751 4.75E-01 3.21E-04 0.79 0.65 6.11E-02 2.74E-02

Joubert syndrome 0.08745 4.80E-01 3.63E-02 0.78 0.63 1.45E-02 2.36E-02
Ataxia 0.08745 4.80E-01 1.00 0.70 0.64 3.73E-03 1.96E-02
Nephrolithiasis 0.08744 4.80E-01 1.00 0.48 0.62 1.54E-04 1.56E-02

Cilia Nephrolithiasis 0.08692 4.98E-01 2.18E-01 0.85 0.69 1.30E-02 2.07E-01
(extended) Meckel syndrome 0.08679 4.99E-01 1.54E-03 0.99 0.68 1.24E-02 1.91E-01

Molybdenum
cofactor deficiency

0.08666 4.99E-01 3.08E-01 0.80 0.68 7.08E-04 1.95E-01

Kartagener
syndrome

0.08665 4.99E-01 1.54E-03 0.97 0.69 5.93E-03 1.92E-01

Febrile convulsions 0.08659 4.99E-01 2.18E-01 0.75 0.68 8.62E-04 1.89E-01

Midbody Tuberous sclerosis 0.08803 4.30E-02 1.00E+00 0.91 0.80 9.06E-04 3.32E-02
Lymphangioleio-
myomatosis

0.08803 4.30E-02 1.00E+00 0.91 0.80 9.06E-04 3.32E-02

Epidermolytic
hyperkeratosis

0.08795 1.81E-01 1.00 0.85 0.77 5.18E-04 2.64E-02

Becker muscular
dystrophy

0.08792 2.49E-01 1.00 0.89 0.78 1.33E-03 2.68E-02

Cerebral cavernous
malformations

0.08792 2.70E-01 3.14E-02 0.92 0.77 4.89E-02 3.11E-02

improving training and validation sets.

The function of the central spindle proteins in relation to cilia remains un-

known. While the mechanisms of action must be explored further, the identification

of this new connection between the cytokinetic apparatus and cilia should accelerate

our understanding of both, as further study in one context may now provide im-
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portant new insights for understanding the other. Finally, our data may shed light

on the etiology of human ciliopathies such as Bardet-Biedel Syndrome, as the BBS6

protein localizes prominently to the midbody during cytokinesis [124]. Indeed, while

mutation of this gene in humans leads to a disease that is classified as a ciliopathy,

experimental manipulation of BBS6 has been found to have relatively modest effects

on cilia morphology and function [125]. By contrast, knockdown of BBS6 prevents

cell abscission during cytokinesis [124]. Likewise, knockdown of the intraflagellar

transport protein IFT27 leads to both flagellar defects and cell division defects [126],

and this protein has been reported to localize to vesicles associated with the cytoki-

netic furrow [127]. Together with these findings, our data raise the possibility of a

connection between cytokinesis defects and ciliopathy phenotypes. Thus, while the

pleiotropic roles of central spindle proteins will make the study of their roles in cilia

challenging, further exploration of the functional connection between the cytokinetic

machinery and cilia should be exciting.

6.2.4 Methods

Proteome sets: We downloaded cilia proteins from http://v3.ciliaproteome.

org. We defined a core cilia proteome set using centrosome and centriole proteins

identified by mass spectrometry (MS). For the extended set, we also included basal

body, flagellum, and cilium proteins identified by either MS or comparative genomics.

Human midbody proteins were downloaded from http://microkit.biocuckoo.org.

The set of all human Entrez proteins were retrieved from www.ensembl.org.

GO enrichment: We tested for enrichment of GO terms in the overlapping

proteins relative to proteins contained in either the midbody or cilia proteome using

GO-TermFinder version 0.82 (Gavin Sherlock, Stanford University). Gene annota-

tions and gene ontology (GO) term definitions for the human genome were retrieved

from the Gene Ontology Consortium 5. GO-TermFinder uses a hypergeometric test

to determine if a significant number of genes are annotated with a particular GO

term. Using the hypergeometric distribution, the probability p of seeing k or more
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overlapping genes with a particular annotation is defined by equation 5.1, where m is

the number of overlapping genes, n is the total number of genes with the annotation,

and N is the number of genes within the union of midbody and cilia genes. We also

calculated a false discovery rate from 1000 simulations for each test; results coinciding

with one or more expected false positives were disregarded.

6.3 Disease Associations of microRNA Families

microRNAs (miRNAs) are short RNA molecules thought to regulate gene ex-

pression by repression, but due to widespread gene targeting, the overall functionality

of particular miRNAs is poorly understood. miRNAs have been actively studied since

their discovery in the 1990s, but currently we only have limited knowledge of how

miRNAs behave and what genes they target. Do miRNAs regulate a variety of func-

tions or processes? Are there particular functions, tissues, or conditions which govern

miRNA behavior? The extreme interest in miRNAs and their specific targets has

spawned a large number of methods attempting to predict what genes a miRNA will

target. In effort to achieve a better understanding of these enigmatic phenomena, we

used network methods to look for functional associations of the miRNAs. We matched

predicted targets of miRNAs with disease associated genes (Table 6.3). Generally,

most miRNA targets seem to be associated with a large number of diseases, agreeing

with a growing body of evidence linking individual miRNAs to multiple biological

pathway and diseases [128]. However, we discovered an interesting case of a miRNA

which scores highly with numerous eye diseases.

6.3.1 miR-450a is implicated in ocular disease and development

Three predicted targets of miR-450a—Dusp10, Amd1/2, and Zfp385a—are

significantly close to genes of numerous different eye specific diseases in the network.

The top six disease matches for miR-450a (and overall) are eye-specific (Table 6.3).

Remarkably, none of the disease genes, which are mostly unique across the diseases,
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Table 6.5: Functionally associated diseases of the predicted targets of miRNA families,
as detected by RIDDLE. Top 30 associations are shown.

microRNA Disease RAS FDR
HG
P-value

Forward
AUC

Reverse
AUC

Forward
AP

Reverse
AP

450a/450a-5p Retinal cone
dystrophy

0.08839 6.08E-03 1.00E+00 0.99 0.91 8.64E-03 4.15E-03

450a/450a-5p Cone dystrophy 0.08839 6.14E-03 1.00E+00 0.99 0.90 7.57E-03 3.40E-03
450a/450a-5p Macular dystrophy 0.08838 6.14E-03 1.00E+00 0.99 0.92 1.06E-02 4.89E-03
450a/450a-5p Retinitis punctata

albescens
0.08838 6.14E-03 1.00E+00 0.99 0.91 9.90E-03 3.75E-03

450a/450a-5p Stargardt disease 0.08837 6.17E-03 1.00E+00 0.98 0.92 5.28E-03 2.81E-03
450a/450a-5p Fundus

albipunctatus
0.08832 6.65E-03 1.00E+00 0.98 0.88 4.54E-03 1.82E-03

450a/450a-5p Insomnia 0.08831 6.77E-03 1.00E+00 0.85 0.94 3.56E-03 3.15E-03
451 Lymphangioleio-

myomatosis
0.08831 6.77E-03 1.50E-03 1.00 0.79 7.60E-02 7.69E-02

451 Tuberous sclerosis 0.08831 6.77E-03 1.50E-03 1.00 0.79 7.60E-02 7.69E-02
615-3p Muscular

dystrophy
0.08825 8.05E-03 1.00E+00 0.70 0.69 3.62E-03 1.30E-03

615-3p Enlarged vestibu-
lar aqueduct

0.08823 8.27E-03 1.00E+00 0.59 0.66 4.78E-03 6.11E-03

615-3p Branchiootorenal
syndrome

0.08823 8.27E-03 1.00E+00 0.98 0.72 6.21E-03 6.82E-03

487/487b Hypogonadotropic
hypogonadism

0.08821 8.84E-03 1.87E-03 0.47 0.55 2.01E-01 1.44E-01

450a/450a-5p Night blindness 0.08821 9.19E-03 1.00E+00 0.80 0.90 1.26E-02 4.28E-03
551ab Hyperostosis 0.08821 9.19E-03 1.00E+00 0.94 0.83 2.05E-02 1.46E-02
126/126-3p Zellweger

syndrome
0.08820 9.19E-03 9.95E-03 0.91 0.55 1.44E-02 6.03E-03

615-3p Retinal dystrophy,
early-onset severe

0.08820 9.59E-03 1.00E+00 0.61 0.63 7.71E-04 5.78E-04

450a/450a-5p Creutzfeldt-Jakob
disease

0.08819 9.59E-03 1.00E+00 0.85 0.86 1.93E-03 9.81E-04

450a/450a-5p Oguchi disease 0.08818 1.01E-02 1.00E+00 0.95 0.79 2.96E-03 1.90E-03
551ab White sponge

nevus
0.08817 1.13E-02 1.00E+00 0.90 0.82 8.89E-04 2.14E-03

451 Multiple myeloma 0.08816 1.20E-02 1.00E+00 0.84 0.80 1.35E-03 4.16E-03
451 Beckwith-

Wiedemann
syndrome

0.08815 1.20E-02 1.00E+00 0.93 0.83 1.92E-03 4.24E-03

450a/450a-5p Chronic granulo-
matous disease

0.08815 1.20E-02 1.00E+00 0.90 0.82 2.57E-03 5.88E-04

451 Rett syndrome 0.08815 1.20E-02 1.00E+00 0.94 0.83 1.89E-03 3.85E-03
451 Angelman

syndrome
0.08815 1.28E-02 1.00E+00 0.87 0.84 1.63E-03 4.67E-03

551ab Transposition of
the great arteries

0.08815 1.28E-02 1.00E+00 0.96 0.78 9.18E-03 1.67E-02

615-3p Epiphyseal dyspla-
sia

0.08814 1.36E-02 1.00E+00 0.55 0.60 5.67E-03 5.28E-03

551ab Alagille syndrome 0.08814 1.36E-02 1.00E+00 0.96 0.80 2.15E-03 2.62E-03
450a/450a-5p Multiple sclerosis 0.08814 1.36E-02 1.00E+00 0.89 0.80 2.17E-03 5.64E-04
615-3p Bardet-Biedl syn-

drome
0.08814 1.36E-02 1.00E+00 0.50 0.63 1.56E-03 5.30E-04
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are shared with the miRNA targets. For example, miR-450a targets are completely

disjoint with macular dystrophy genes and share only a single direct connection (Fig-

ure 6.5a). The homologue of miR-450a is already known to be expressed in the cornea

in mouse [129]. In collaboration with our colleagues Rodney Kincaid and Christopher

Sullivan, we performed an additional northern analysis on total RNA from mouse eyes

across various stages of development and found that, consistent with a role in the de-

veloping eye, miR-450a is expressed from embryonic day 13 (E13) to postnatal day 7

(P7), peaking near E17, and undetectable in adult eyes (Figure 6.5b). Quantitative

real time PCR experiments show expression of miR-450a’s predicted targets to be

lower during these stages (Figure 6.5c). Dusp10 expression increases after P2 but

falls again after P4, suggesting the presence of additional gene regulation. Overall,

these data confirm miR-450a expression in the mammalian eye, suggest that miR-

450a plays a regulatory role in eye development and supports the predicted linkage

of the miRNA to eye diseases. Notably, this functional association relied entirely on

RIDDLE’s use of network connectivity, as no genes were shared between the miR-450a

targets and the disease pathways (Figure 6.5a).

6.3.2 Methods

Data sets: Pathway genes were downloaded from the Kyoto Encyclopedia of

Genes and Genomes (KEGG) [42,43] on April 23, 2010. Gene ontology (GO) sets

were downloaded from http://www.geneontology.org/GO.downloads.html [39] on

February 7, 2007 and April 17, 2010. In total, we acquired 811 GO biological process

terms with highly reliable evidence (IDA, IEP, IGI, IMP, IPI, and TAS). Conserved

targets of 153 human microRNA families were predicted by Targetscan [130] and

downloaded from http://targetscan.org/ on June 15, 2011. Genes associated

with human diseases were obtained from the Online Mendelian Inheritance in Man

(OMIM) at http://www.ncbi.nlm.nih.gov/omim] on August 24, 2008. In total 497

multi-gene sets are included in our match algorithm.

Gene expression analysis: Mouse eye total RNA samples were obtained
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Figure 6.5: Predicted targets of miR-450a and ocular disease genes are disjoint,
yet functionally associated. (A) Targets of miR-450a (DUSP10, AMD1, ZNF385a,
colored nodes) and genes associated with macular dystrophy (ELOVL4, BEST1,
PRPH2, black nodes) are ”close” to each other in the human functional network
(FDR ≤ 8.54e−3). There are no shared genes and direct connections are indicated
by bold edges. (B) Northern analysis of mouse eye total RNA suggests miR-450a is
active in eye development during embryonic stages (contribution of Kincaid and Sulli-
van). U6 spliceosomal RNA serves as a loading control. (C) In contrast to miR-450a,
predicted targets Dusp10, Amd1, and Znf385a are expressed at low levels during early
stages.
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from Zyagen (San Diego, CA). 3 mice were dissected for each of embryonic stages

E13, E15, and E17, 2 mice were used for each of post-natal stages P0, P2, P4, and

P7, and 1 mouse was used for each P30 and 3 month stages.

Small RNA Northern blot analysis was performed as previously described [131].

Briefly, 10 micrograms of total RNA was separated on a Tris-borate-EDTA-Urea-

15% polyacrylamide gel. The RNA was then transferred to a Hybond N+ membrane

(GE Healthcare), UV cross-linked, and pre-hybed for one hour in ExpressHyb buffer

(Clonetech) at 55C. Oligonucleotide probes (Integrated DNA Technologies) were radi-

olabeled using [gamma-32P]ATP (Perkin Elmer) and T4 polynucleotide kinase (New

England Biosciences). Labeled probes were hybridized overnight at 38.5C followed

by four washes with 2x SSC, 0.1% SDS solution. Storage phosphor screens (GE

Healthcare) were exposed and scanned using a Personal Molecular Imager system

(Biorad). Blots were stripped by washing with boiling 0.1% SDS. Probe sequences

used were: U6, CGTTCCAATTTTAGTATATGTGCTGCC; miR-450a, ATATTAG-

GAACACATCGCAAAA.

Total RNA from each stage was reverse transcribed using Superscript II re-

verse transcriptase (Invitrogen) and random hexamers. For each sample and target,

gene expression was measured in triplicate with an ABI ViiA 7 real-time PCR system

using SYBR Green (Invitrogen). We constructed standard curves and measured effi-

ciency for each probe using known dilutions of pooled cDNA comprised of each stage.

For each sample, gene expression was calculated from median values and normalized

to the expression of reference gene 18s ribosomal RNA. Probe sequences used are (for-

ward and reverse): 18srRNA, AGTGCGGGCCATAAGCTTGCGT, GCCGTGGGC-

CTCACTAAACCATCCA; Dusp10, TCGAGGAAGCTCACCAGTGTGGGA, TAG-

GCGATGACGATGGTGGCGGAT; Amd1/10, GTCTCACGGTGATGGAAGCTG-

CAC, TCCCTGGCTTGCGTCGGACT; Zfp385a, AGGGAGCCTAGTGTCCGGG-

AATCA, TGGAAACTGGACGAGGGGCTACAC
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6.4 A Census of Human Soluble Protein Complexes

In this work done in collaboration with Pierre Havugimana, Traver Hart,

Tamás Nepuza, Haixuan Yang, Andrew Emili and colleagues, we constructed and

analyzed a physical interaction map consisting of 622 protein complexes [132]. Pro-

tein complexes are stable macromolecular assemblies that perform many of the di-

verse biochemical activities essential to cell homeostasis, growth and proliferation.

Comprehensive characterization of the composition of multi-protein complexes in the

sub-cellular compartments of model organisms like yeast, fly, worm and bacteria have

provided critical mechanistic insights into the global modular organization of con-

served biological systems [133] accelerated functional annotation of uncharacterized

proteins via guilt-by-association [134, 135], and facilitated understanding of both evo-

lutionarily conserved and disease-related pathways [136]. How the 20,000 or so

proteins encoded by the human genome are partitioned into heteromeric protein ma-

chines remains an important but elusive research question, however, as less than one

fifth of all predicted human open reading frames are currently annotated as encoding

subunits of protein complexes in public curation databases [137].

Our colleagues constructed a high-quality physical interaction network, a result

of extensive, scaled-up biochemical fractionation combined with in-depth, quantita-

tive mass spectrometric profiling and stringent computational filtering to resolve and

identify endogenous, soluble, stably-associated human protein complexes present in

cytoplasmic and nuclear extracts generated from cultured cells. Through our various

enrichment and network-based tests, the resulting interaction map shows strong over-

lap with existing curated and experimentally-derived sets of annotated protein com-

plexes and contains many predicted novel subunits and previously unreported com-

plexes with specific functional, evolutionary and disease-related biological attributes.

To our knowledge, this resource represents both the largest experimentally-derived

catalog to date of human protein complexes for reference cell lines measured under

a single, fixed assay condition, and a reliable first draft of the basic physical wiring

diagram of a human cell.
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Table 6.6: Enrichment analysis showing highly significant PPI overlap with recent
large-scale co-affinity purification datasets generated for human [1, 2]) and (via or-
thology) [3].

Mitocheck
PPIs

Co-regulator
Complexome

Fly Co-AP
Interactions

Fly Co-AP
Clusters

Annotated
edges

281 13,663 8,688 8,688

Edges sharing
annotation

131 2,873 1,549 536

Fold-enrichment
over chance

4 477 9 87

Hypergeometric
p-value

1.69E-52 <e-308 <e-308 <e-308

6.4.1 Validating our complexes with known data

Of the 622 putative complexes, 258 recapitulate previously reported complexes,

while the majority are novel (i.e., not in any reference data base). Both independent

experimental validation based on more traditional immunoprecipitation or co-affinity

purification methods and orthology mapping support at least 21 of these putative

novel complexes. For example, Guruharsha et al. recently reported 299 co-complex

interactions based on pull-down experiments of 43 affinity-tagged human proteins

present in 41 of our complexes, of which 143 interactions map precisely to our pre-

dicted complexes, representing a 47.8% validation rate (which may be an underes-

timate as Guruharsha et al. do not report human interactions that fall outside the

fly interologs examined in their study) [3]. Likewise, the results of Malovannaya et

al., who used large-scale immunoprecipitation to isolate native human protein com-

plexes, show excellent agreement to 123 of our complexes (i.e., clusters show a Simpson

matching coefficient > 0.5 between studies), including 42 (34%) of our complexes that

are not curated in CORUM [2]. Table 6.6 summarizes the highly significant overlap

of our inferred complexes with these fully independent datasets, with enrichments

ranging from 4- to 477-fold over chance, thus broadly and systematically validating

our network of derived human protein complexes.

Consistent with biological expectation [53, 133, 136], the subunits of the com-
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Table 6.7: Highly significant interaction overlap (i.e., shared annotated edges) with
phenotypic datasets reveals proteins in the same predicted human complexes tend to
exhibit similar disease and genetic associations in human populations, gene-mitotic
phenotypes in human cell culture [4], mutational and RNAi phenotypes in other
species (via orthology), and transcriptional regulatory motifs).

Disease Mutant/RNAi Orthologs

Uniprot OMIM GAD Mitotic Essential Mouse Yeast Worm Motifs

Background
Annotated
Edges (N)

127,260 275,653 1,481,781 422,740 15,587,736 752,151 529,935 379,756 7,033,125

Edges sharing
annotation (m)

7,398 1,578 77,188 110,553 377,146 135,425 173,465 82,716 553,033

Fraction 0.058 0.006 0.052 0.262 0.024 0.180 0.327 0.218 0.079

Complexes
Annotated
Edges (n)

149 246 1,123 689 17,018 545 4,596 3,965 9,087

Edges sharing
annotation (k)

73 41 160 322 1,004 137 2,859 2,171 856

Fraction 0.490 0.167 0.142 0.467 0.003 0.251 0.622 0.548 0.094
Hypergeometric
p-value 2.4e-49 2.1e-46 4.6e-30 3.4e-31 1.1e-138 2.0e-05 <e-308 <e-308 4.3e-08

plexes were significantly enriched for related biological functions, transcriptional reg-

ulatory motifs, and pathological processes (6.7). Compared to the entire set of iden-

tified proteins, the clustered proteins also showed enrichment for post-translation

modifications linked to cellular regulation, like acetylation (Benjamini-corrected P ≤

10−41) and phosphorylation (P ≤ 10−5). Of particular interest, many of the com-

plexes are linked to core cellular processes, such as mRNA splicing (P ≤ 10−15) or

transcription (P ≤ 10−5), that either are essential in human (P ≤ 10−138) or which

have RNAi-induced phenotype in cell culture (e.g. cell division arrest, P ≤ 10−31) or

are associated, via orthology, with similar mouse, yeast or worm mutant phenotypes

(see Table 6.7).

6.4.2 Predicting new disease associations with protein complexes

We saw in the previous section that proteins in the same predicted human

complex tend to be affiliated with similar mutational and RNAi phenotypes. Likewise,
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complexes members are much more likely than chance to have links to a documented

clinical pathology, with disease-associated proteins distributed broadly amongst the

complexes (P ≤ 10−46). Many complexes are comprised of known disease genes

along with currently unannotated genes, highlighting an important potential utility

of the map. We used both the hypergeometric test and RIDDLE to predict diseases

associated with our predicted complexes.

Table 6.8 recapitulates the disease associations predicted through significant

overlap. At the top of the predictions we find not unreasonable predictions. For

example, all four members of a mitochondrial protein complex (composed of two

mitochondrial NADH dehydrogenases, and two mitochondrial cytochrome c oxidase

assembly proteins) are known to involved in Leigh syndrome, a neurodegenerative

disorder caused by defects in energy metabolism. In another example, defect in any

of the three members of an oligomeric Golgi complex are known to cause a congenital

disorder of glycosylation. Many of the significant matches are composed of complexes

in which all members are known to be associated with the disease.

As we have seen earlier, there may be disease associated complexes that are not

discovered by the hypergeometric test due to poor annotations. Thus, we use RID-

DLE to find complexes and disease gene sets that are significantly close in the network

(Table 6.9). Of the top significant matches, several were already found through the

hypergeometric test (indicated by an asterisk). However, we do find many pairs that

were not significant by overlap, but are through network evidence. For example,

Emery-Dreifuss muscular dystrophy is associated with two nuclear envelope and as-

sembly proteins, one of which is associated with a progeria syndrome. These examples

demonstrate the vast possibilities of predictions that can be systematically generated

through a large-scale map and our network. Obviously, these predictions leave much

to be verified–a difficult task for most human diseases without animal models. Per-

haps predictions strongly predicted by both methods are of higher confidence and a

good starting place for future developments. In the next section, we validate one of
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Table 6.8: Functionally associated disease of predicted protein complexes, as detected
by the hypergeometric test. Associations with significant p-value are shown. The
background for this test includes genes present within the MS data set and OMIM
database. Asterisk indicates associations found through both the hypergeometric test
and RIDDLE.

Predicted
Complex Disease

Size of
overlap

Size of
complex

Size of
disease

HG
P-value

Complex
membership

C359 Cornelia de Lange syn-
drome*

3 3 3 1.47E-08 Q6KC79;Q14683;Q9UQE7

C589 Leigh syndrome 4 4 12 3.93E-08 O75489;O00217;Q7KZN9;
Q15526

C209 Ovarioleukodystrophy* 3 4 3 5.87E-08 Q9UI10;P49770;Q13144
C471 Ichthyosis* 3 4 3 5.87E-08 P04264;P13645;P35908
C559 Congenital disorder of

glycosylation
3 3 7 5.14E-07 P83436;Q96MW5;

Q8WTW3
C209 Leukoencephalopathy 3 4 5 5.86E-07 Q9NR50;P49770;Q13144
C618 Retinitis pigmentosa 3 4 7 2.05E-06 O43395;Q6P2Q9;

Q8WWY3
C606 Leigh syndrome 4 8 12 2.66E-06 O75489;O00217;P49821;

O75251
C449 Aicardi-Goutieres syn-

drome
2 2 2 3.63E-06 Q8TDP1;O75792

C283 Trifunctional protein de-
ficiency

2 3 2 1.09E-05 P55084;P40939

C606 Mitochondrial complex I
deficiency

3 8 6 1.62E-05 O75306;P28331;P49821

C273 Maple syrup urine dis-
ease

2 4 2 2.18E-05 P09622;P11182

C572 Trichothiodystrophy 2 2 4 2.18E-05 P18074;P19447
C526 Mismatch repair cancer

syndrome
2 2 4 2.18E-05 P54278;P40692

C471 Epidermolytic hyperker-
atosis

2 4 2 2.18E-05 P04264;P13645

C420 Zellweger syndrome 2 3 3 3.26E-05 P56589;P28288
C273 Glutaricaciduria* 2 4 3 6.52E-05 P38117;P13804
C192 Trichothiodystrophy 2 3 4 6.52E-05 P18074;P19447
C460 Mismatch repair cancer

syndrome
2 3 4 6.52E-05 P52701;P43246
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our most strongly predicted associations, attesting to the quality and potential utility

of our predictions.

Table 6.9: Functionally associated disease of predicted protein complexes, as detected
by RIDDLE. Top 30 associations are shown. Asterisk indicates associations found
through both the hypergeometric test and RIDDLE.

Complex Disease RAS FDR
HG
P-value

Forward
AUC

Reverse
AUC

Forward
AP

Reverse
AP

C209 Leukoencephalopathy 0.08883 9.0E-03 7.3E-11 0.87 1.00 4.9E-01 3.8E-01
C209 Ovarioleukodystrophy* 0.08877 8.4E-03 3.7E-12 0.83 0.88 8.1E-01 8.1E-01
C359 Cornelia de Lange*

syndrome
0.08876 8.1E-03 3.7E-12 0.83 0.88 8.1E-01 8.1E-01

C420 Zellweger syndrome 0.08876 8.1E-03 3.1E-06 1.00 0.88 3.2E-01 1.1E-01
C471 Ichthyosis* 0.08875 8.0E-03 1.1E-09 0.63 0.81 2.4E-01 2.3E-01
C103 Emery-Dreifuss

muscular dystrophy
0.08875 8.0E-03 1.0E+00 1.00 1.00 1.6E-01 6.0E-02

C525 Leukoencephalopathy 0.08874 7.8E-03 1.0E+00 0.95 0.99 8.6E-02 1.8E-02
C105 Becker muscular

dystrophy
0.08869 7.4E-03 2.1E-04 1.00 1.00 2.7E-01 2.6E-01

C101 Intervertebral disc
disease

0.08864 7.0E-03 1.0E+00 0.99 0.99 8.1E-03 5.3E-03

C273 Glutaricaciduria* 0.08864 7.0E-03 2.1E-07 1.00 1.00 3.3E-01 2.4E-01
C525 Ovarioleukodystrophy 0.08863 7.0E-03 1.0E+00 1.00 1.00 1.2E-01 5.4E-02
C132 Megakaryoblastic

leukemia
0.08863 7.0E-03 1.0E+00 0.99 0.98 2.8E-02 2.2E-02

C69 Epiphyseal dysplasia 0.08862 7.0E-03 1.0E+00 0.99 0.99 1.7E-02 1.1E-02
C1 Jervell and Lange-

Nielsen syndrome
0.08862 6.9E-03 1.0E+00 0.99 0.99 1.2E-02 1.2E-02

C86 Lymphangioleiomyomatosis 0.08860 6.8E-03 2.1E-04 1.00 0.81 3.1E-01 2.5E-01
C86 Tuberous sclerosis 0.08860 6.8E-03 2.1E-04 1.00 0.81 3.1E-01 2.5E-01
C101 Bernard-Soulier

syndrome
0.08860 6.8E-03 1.0E+00 0.99 0.97 1.0E-02 4.0E-03

C5 Diabetes mellitus, type 2 0.08860 6.7E-03 1.0E+00 1.00 1.00 1.7E-01 7.1E-02
C63 Xeroderma pigmentosum 0.08859 6.7E-03 1.1E-03 0.99 1.00 1.7E-01 9.7E-02
C101 Hyperthyroidism 0.08859 6.7E-03 1.0E+00 0.98 0.98 7.4E-03 7.7E-03
C101 Cryptorchidism 0.08859 6.7E-03 1.0E+00 0.98 0.96 4.6E-03 3.5E-03
C74 Diabetes mellitus, type 2 0.08859 6.6E-03 1.0E+00 0.97 0.99 8.4E-03 1.3E-02
C54 Citrullinemia 0.08858 6.6E-03 1.0E+00 1.00 0.99 1.9E-02 1.6E-02
C101 Osteoarthritis 0.08858 6.6E-03 1.0E+00 0.96 0.98 4.4E-03 3.5E-03
C101 Precocious puberty 0.08858 6.6E-03 1.0E+00 0.92 0.99 9.3E-03 1.2E-02
C97 Sarcoidosis 0.08858 6.6E-03 1.0E+00 0.99 0.98 1.2E-02 2.1E-02
C30 Exostoses 0.08857 6.6E-03 1.0E+00 0.99 0.99 1.0E-02 1.2E-02
C41 Emery-Dreifuss

muscular dystrophy
0.08857 6.6E-03 1.0E+00 0.99 0.98 1.6E-02 1.1E-02

C273 Maple syrup
urine disease

0.08857 6.6E-03 2.1E-07 0.88 0.87 5.0E-01 3.8E-01

C5 Dandy-Walker
malformation

0.08857 6.5E-03 1.0E+00 0.99 0.99 9.1E-03 9.6E-03
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6.4.3 The cohesin complex is implicated in CdLS and phenotypically re-

lated diseases

One of our most strongly predicted complex-disease associations is shown

in Figure 6.6, illustrating the case of the human developmental disorder Cornelia

de Lange syndrome (CdLS). Mutations in three subunits of the cohesin complex

(SMC1A, SMC3, NIPBL) have been linked to CdLS [7], implicating an additional

component (RAD21) as a candidate CdLS locus, and consistent with at least one

unmapped CdLS locus residing on chromosome 8 [138]. The link to RAD21 provides

a likely explanation for the occasional overlap of Langer-Giedion Syndrome (LGS)

clinical presentation with CdLS, as all LGS patients are at least partially defective

for RAD21 [see e.g. [8, 9]]. Similarly, RAD18, a homolog of SMC3 and SMC1A, may

play a role in CdLS, consistent with unmapped CdLS deletions within chromosome

3p25 [138].

Figure 6.7 illustrates the functional links connecting CdLS genes and cohesin

in the human functional network. We see that the genes are extensively connected.

The top panel includes all genes connected to at least two genes of interest. To

obtain a more stringent network with fewer, more tightly connected nodes, we re-

moved genes with fewer than 3 links to genes of interest (bottom panel). Through

a literature search, we found that unmapped CdLS loci correspond to 3 additional

genes in this cluster: STAG1, STAG2, and PDS5B [138]. These findings suggest that

our enrichment and network methods have pinpointed an area of the network highly

relevant for this developmental disease.

In continuation of our quest to verify the link between RAD21 and CdLS, we

obtained 11 B-lymphocyte and fibroblast cell lines of CdLS patients and relatives.

Unfortunately, next-generation RNA-sequencing and Sanger sequencing did not iden-

tify any non-synonymous mutations in RAD21 (work described in detail in Appendix

C). However, coinciding work by Deardoff and colleagues report that RAD21 mu-

tations indeed leads to a CdLS-like syndrome [139]. In their study, a cohort of 259

revealed 11 patients (4.2%) with RAD21 mutations. Furthermore, they describe a
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Figure 6.6: Three of four proteins mapped to the cohesin complex are known to
account for roughly half of cases of the human congenital disorder Cornelia de Lange
syndrome [7], strongly implicating the fourth component, RAD21, as a candidate
gene for the disease. This association may explain similarities in clinical presentation
between CdLS and Langer-Giedion syndrome, as the latter patients routinely harbor
RAD21 deletions (e.g. [8, 9]).

group of syndromes with overlapping presentations with CdLS, each arising from mu-

tations in distinct members of the extended cohesin complex. While we could not

implicate RAD21 through our own much smaller cohort of 8 disease patients, this

overall combined body of work supports the use of the human protein complex map

to prioritize promising candidate genes for human diseases.
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Figure 6.7: Cohesin and known CdLS genes are extensively connected in the human
functional network. Sub-network pertaining to cohesin (blue), shared cohesin and
CdLS (green), connecting genes (gray). Top: Extended network of nodes linking two
cohesin or CdLS genes. Bottom: Stringent network consisting only of nodes linking
at least 3 cohesin or CdLS genes. Direct edges are indicated in green and genes with
suggested CdLS connections are outlined in red.
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6.4.4 Methods

Interaction and annotation data sets: To evaluate interacting and co-

complexed protein pairs, we collected the following large-scale sets of protein-protein

interactions: 1,991 co-complex interactions related to chromosome segregation [1];

17,775 co-regulator interactions identified through affinity purification and mass spec-

trometry based methods [2]; and 209,913 interactions from a D. Melanogaster co-

complex interaction network [3]. In addition, we collected the following sets of gene

annotations: three available sets of 1,023, 3,563, and 114,477 human disease-gene

associations [31–33], 2,065 gene-mitotic phenotype associations [1, 4], curated sets of

74,250 mouse, 86,383 yeast, and 27,065 worm gene-phenotype associations assembled

in [30], upstream transcription factor regulatory motifs for 265,270 genes [140], and

a set of 869 essential genes collected from [141–145].

Enrichment analysis of protein pairs with shared annotations: We

tested if protein interaction partners are enriched for having common functional or

phenotypic associations. That is, are protein pairs which are predicted to interact

significantly more likely to share annotations? For each annotation set, we calculated

the total number of protein pairs sharing annotations in the space of all possible

pairs formed from the background set of annotated proteins detectable through our

experimental procedures. We compared this expected fraction of pairs with shared

annotations with the observed fraction of interaction partners with shared annota-

tions. To measure the significance of the observed fraction, we obtained a p-value

from the hypergeometric test described in Equation 5.1. For this scenario, N is the

number of possible annotated pairs, m is the number of possible pairs with shared

annotation, n is the number of annotated interaction partners, and k is the number

of interaction partners with shared annotation. In the case of testing for essentiality

enrichment, we used the complete set of possible proteins pairs. Additionally, we ob-

tained two empirical p-values by calculating shared annotation fractions from 10,000

random trials, in which we (1) drew random protein partners from the background

protein set and (2) shuffled the protein labels on the predicted protein interaction
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map. Lastly, we repeated the analysis for protein edges implied in our predicted

protein cluster sets.

Enrichment analysis of protein clusters with gene-phenotype asso-

ciations: We tested if predicted protein clusters are enriched for human, mouse, or

worm gene-phenotype associations. The significance of members of a cluster sharing

a particular phenotype is again determined by Equation 5.1, where now N is the

number of annotated proteins in the background protein set, m is the number of pro-

teins annotated with the queried phenotype, n is the number of annotated proteins

in the cluster, and k is the number of proteins in the cluster annotated by the queried

phenotype.
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Chapter 7

Conclusion

7.1 Moving Forward in the Systems Biology Era

In the modern, fast-paced world of high-throughput biology, networks have

arisen both as a convenient means for interpreting and modeling biology and as a

powerful means for predicting functional and disease associations of uncharacter-

ized genes. We have shown some of the various methods for building and utilizing

these networks, as well as some of the drawbacks if the models are not utilized with

care. We have also presented a method for measuring the network distance between

two sets of genes, a proxy for the functional association between the two sets. We

have demonstrated the practical use of this method, along with other network and

enrichment-based analyses, by evaluating and interpreting various types of biological

data.

Historically, high impact studies presented a small but valuable message, such

as a one interaction involved in a cellular process or one gene underlying a disease.

Currently, it is common for high impact studies to begin by presenting a genome-scale

data set, then establish the quality and integrity of the data, describe novel biological

concepts which have arisen from the data, and finally, show the broad-reaching im-

plications and utility of the data. As we have described, network-based methods are

deeply involved in each of these aspects. In a recent example, Rozenblatt-Rosen and

colleagues combined cancer genomes and virus perturbation data, building a ”virome-

to-variome” network model [146]. To help assess the significance of their virus targets,

they measured characteristics of their genes of interest via a human interactome net-

work and also employed randomized networks. The result of their large-scale efforts,
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integrating networks with a wide variety of other data (including cancer genome se-

quences, yeast-2-hybrid assays, mass spectrometry, and gene expression microarrays)

is a systems-level mapping of the genetic basis of human cancer. Single data points

are no longer relevant; the community is actively focused on framing any and all data

in a large-scale perspective.

There is an unspoken race to harness as much information as possible from the

constant generation of high-throughput data and prepare it in a palatable manner.

But in the rush to meet this challenge, we must remember that a well-conducted study

requires a thoughtfully conceived experimental design, transparent techniques, and a

suitable statistical analysis. Networks are providing an important counterpart to the

various forms of computational and experimental analyses that are developing. As

the new technologies continue to rapidly produce data, networks will likely continue

to play a fundamental role in turning that data into biology.
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Appendix A

Large-Scale RNAi Screen on miRNA Deletion

Mutant Worms

A.1 RNAi Screen on miRNA Deletion Mutants Reveals Hun-

dreds of Interaction Partners

This work was done in collaboration with Funda Sar and Erik Miska. Work

previously done by Miska and colleagues surprisingly showed that most C. elegans mi-

croRNAs (miRNAs) are individually not essential for development or viability [147].

These observations suggest that there is significant functional redundancy among the

functional roles of most miRNAs. To further investigate what specific functions miR-

NAs may be involved with, Sar and Miska performed a large-scale RNAi screen on 11

different mutant strains of worms with deletions of entire families of miRNAs (summa-

rized in Table A.1). The genes screened by RNAi include ∼2300 genes of Chromosome

I, 600 transcription factors, 200 chromatin factors, and 150 RNA-binding proteins.

The knockdown of many genes in miRNA deletion mutants exhibited pheno-

types which were not present in wild-type worms. We refer to these miRNA-gene

pairs as interaction partners. 38% of the 2848 genes we screened showed an interac-

tion with at least 1 miRNA. Specifically, we saw interactions in 43% of chromosome

I genes and 20% of genes in the set of transcription factors, RNA binding proteins,

and chromatin factors. The number of interaction partners varied among the dif-

ferent miRNA families (summarized in diagonal values of Table A.2). Additionally,

some knockdown phenotypes present in wild-type worms were suppressed in miRNA

deletion mutants. We refer to these genes as rescue interactions.

Using a hypergeometric test, we found that most miRNA families share a
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Table A.1: Summary of miRNA deletion strains used in screen.

Strain name Deletions

SX183 miR-34
SX155 miR-57
MT15982 miR-67
SX137 miR-83/259
MT15981 miR-87/233
SX17 miR-72/73/74
SX72 miR-260/tncRNAs
SX79 miR-124/228/229
SX100 miR-51/53/54/55/56
SX172 miR-46/47
SX175 miR-234/235
N2 Wild Type

significant number of interaction partners (p-value= 0.0012±0.0032). Tables A.2 and

A.3 describe the number of overlapping interaction partners and their corresponding

and p-values.

Another hypergeometric test showed that for most miRNA families, interaction

partners do not overlap with predicted targets significantly more than random. The

exception is miR-34 (p-value=0.0387). We found no cases where interactors and

targets overlap significantly less than random. We re-tested interaction pairs for 4

families: miR-34, miR-124/228/229, miR-57, and miR-82/259. Over 57% of the re-

tested interactions were positive in at least 33% of the repetitions. Shared interaction

partners for replicate experiments are summarzied in Table A.4

A.2 Interaction Partners of miRNAs are Mostly Enriched

for Broad, Overlapping Functions

A GO term enrichment analysis associates miRNAs families with many broad,

high-level gene functions. Because miRNA families share many interaction partners,

it follows that the families also share many GO terms. The shared biological process

GO terms are largely related to reproduction, dephosphorylation, cell communication,
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Table A.2: Number of interaction partners shared between miRNA families.

miR Family 34 57 67 124/228/229 234/235
34 179 67 64 20 45
57 67 268 108 52 61
67 64 108 303 58 70

124/228/229 20 52 58 182 46
234/235 45 61 70 46 236
46/47 20 22 21 9 18

51/53/54/55/56 39 60 61 50 55
72/73/74 17 30 34 29 29
83/259 42 52 51 20 37
87/233 26 53 51 33 24

miR Family 46/47 51/53/54/55/56 72/73/74 83/259 87/233
57 20 39 17 42 26

124/228/229 22 60 30 52 53
51/53/54/55/56 16 54 36 24 38

83/259 9 50 29 20 33
234/235 18 55 29 37 24

34 105 43 15 15 10
46/47 43 304 30 46 26

72/73/74 15 30 150 16 23
87/233 15 46 16 161 23
67 10 26 23 23 160

cell cycle, DNA replication, and metabolic processes. Shared molecular function GO

terms consist of various types of nucleotide binding and catalytic hydrolase activity.

Cellular component terms include intracellular organelles and parts. A summary of

significant GO terms and their corresponding miRNA families are summarized in

Figures A.1, A.2, and A.3.

We found several miRNA families to be strongly linked to more specific func-

tions: interaction partners of miR-83/259 are enriched for mitotic to meiotic cell cycle

switching, biopolymer metabolic, and apoptosis terms; miR-67 for negative regulation

of vulval development, miR-72 and miR-83/259 for response to DNA damage stim-

ulus, miR-51/53/54/55/56 and miR-83/259 for dormancy process, miR-51/53/54-

/55/56 and miR-234/235 for protein localization and transport, miR-51/53/54/55/56,

miR-83/259, and miR-124/228/229 for meiotic chromosome segregation, miR-260 for
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Figure A.1: Enriched biological process GO terms of miRNA interaction partners.
Terms and miRNAs are clustered along the vertical and horizontal axes, respectively.
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Figure A.2: Enriched molecular function GO Terms of miRNA interaction partners.
Terms are clustered along the vertical axis and miRNA families along the horizontal
axes. The darkness of the entry indicates the significance of the corresponding p-value
(no fill indicates no enrichment of the pair).
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Figure A.3: Enriched cellular component GO Terms of miRNA interaction partners.
Terms are clustered along the vertical axis and miRNA families along the horizontal
axes. The darkness of the entry indicates the significance of the corresponding p-value
(no fill indicates no enrichment of the pair).
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Table A.3: P-values for significance of large number of interaction partners shared
between miRNA families.

miR Family 34 57 67 124/228/229 234/235
34 <E-26 <E-20 <E-2 <E-11
57 <E-26 <E-41 <E-13 <E-14
67 <E-20 <E-41 <E-15 <E-16

124/228/229 <E-2 <E-13 <E-15 <E-12
234/235 <E-11 <E-14 <E-16 <E-12
46/47 <E-5 <E-3 <E-2 0.2250 <E-2

51/53/54/55/56 <E-5 <E-8 <E-6 <E-10 <E-8
72/73/74 0.0113 <E-4 <E-5 <E-7 <E-5
83/259 <E-16 <E-16 <E-13 <E-2 <E-8
87/233 <E-5 <E-17 <E-13 <E-9 <E-2

miR Family 46/47 51/53/54/55/56 72/73/74 83/259 87/233
34 <E-5 <E-5 0.0113 <E-16 <E-5
57 <E-3 <E-8 <E-4 <E-16 <E-17
67 <E-2 <E-6 <E-5 <E-13 <E-13

124/228/229 0.2250 <E-10 <E-7 <E-2 <E-9
234/235 <E-2 <E-8 <E-5 <E-8 <E-2
46/47 <E-15 <E-3 <E-3 0.0674

51/53/54/55/56 <E-15 <E-3 <E-10 0.0168
72/73/74 <E-3 <E-3 <E-2 <E-5
83/259 <E-3 <E-10 <E-2 <E-4
87/233 0.0674 0.0168 <E-5 <E-4

larval development, and miR-72/73/74, miR-57 and miR-87/23 for glycosylation.

We also tested interaction partners related to specific phenotypes for GO term

enrichment, but found that the resultant terms were not significantly different (data

not shown).

A.3 Interaction Partners and Predicted Targets of miR-34

are Connected in the Network

We examined the connectivity between interaction partners and predicted tar-

gets of a miRNA family in the functional worm gene network [37]. Using Gaussian

smoothing [62], we found that miR-34 interaction partners and targets are signifi-

cantly connected in the network (Figure A.4). About half of the significantly scoring
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Table A.4: P-values for significance of small number of interaction partners shared
between miRNA families.

miR Family 34 57 124/228/229 83/259

miR family 34 57 124/228/229 83/259
34 <E-9 0.1021 <E-8
57 <E-9 <E-3 <E-11

124/228/229 0.1021 <E-3 0.6270
83/259 <E-8 <E-11 0.6270

interaction partners form a cluster of small networks (Figure A.5). The partners are

largely associated with larval and growth development, regulation of growth, and

reproduction functions (Table A.5). We found low to modest connectivity between

interaction partners and targets of other miRNA families (data not shown).

We discovered a significant network motifs formed by miRNA interaction part-

ners and targets and network edges (Figure A.6). In degree-preserving randomizations

of miRNA interaction partners, we found significantly fewer occurrences of the motif

(Figure A.6).

A.4 Methods

Gene Ontology Enrichment Analysis: We tested groups of interaction

partners for enrichment of biological processes, cellular components, and molecular

functions using GO-TermFinder version 0.82 (Gavin Sherlock, Stanford University).

Gene annotations and gene ontology (GO) term definitions for the worm genome were

retrieved from the Gene Ontology Consortium [39].

In a group of interaction partners, GO-TermFinder uses a hypergeometric

test to determine if a significant number of genes are annotated with a particular

GO term. Using the hypergeometric distribution, the probability p of seeing k or

more interaction partners with a particular annotation is as described in Equation

5.1, where m is the number of interaction partners, n is the total number of genes
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Table A.5: Biological process and molecular function GO term annotations of signif-
icantly scoring interaction partners of miR-34.

GO Annotation

Gene Network? Process Function

C30F12.4 Y
dao-5 Y insulin receptor signaling pathway; determina-

tion of adult life span; rRNA transcription;
dauer larval development;

signal transducer activity;

T08B2.5 Y reproduction; nucleotide binding; nucleic acid binding; zinc
ion binding;

T15H9.6 Y transcription; nucleic acid binding; polynucleotide adenylyl-
transferase activity; nucleotidyltransferase ac-
tivity;

R119.7 Y nucleotide binding; nucleic acid binding;
K01G5.5 Y larval development; RNA processing; spindle

organization and biogenesis; gametogenesis;
embryonic development; growth; positive reg-
ulation of growth rate; embryonic cleavage;

RNA binding; pseudouridylate synthase activ-
ity;

egg-4 Y reproduction; larval development; protein
amino acid dephosphorylation; embryonic de-
velopment; growth;

phosphoprotein phosphatase activity; protein
tyrosine phosphatase activity;

T12D8.1 Y larval development; regulation of transcrip-
tion, DNA-dependent; embryonic develop-
ment; positive regulation of growth rate; pos-
itive regulation of locomotion; post-embryonic
body morphogenesis;

DNA binding; protein binding; zinc ion bind-
ing;

C43E11.9 Y reproduction; larval development; growth;
positive regulation of growth rate;
hermaphrodite genitalia development;

RNA binding;

tag-72 Y mRNA capping; S-adenosylmethionine-dependent methyl-
transferase activity;

D2030.6 Y
top-1 Y reproduction; morphogenesis of an epithelium;

larval development; DNA topological change;
DNA unwinding during replication; chromo-
some segregation; gametogenesis; oocyte con-
struction; locomotory behavior; gonad de-
velopment; embryonic development; molting
cycle (sensu Protostomia and Nematoda);
growth; positive regulation of growth rate;
positive regulation of body size;

DNA binding; DNA topoisomerase type I ac-
tivity; DNA topoisomerase (ATP-hydrolyzing)
activity;

hmg-1.2 N morphogenesis of an epithelium; larval de-
velopment; regulation of transcription, DNA-
dependent; gametogenesis; embryonic develop-
ment; positive regulation of growth rate; pos-
itive regulation of body size; post-embryonic
body morphogenesis; hermaphrodite genitalia
development;

DNA binding;

mec-8 N mechanosensory behavior; response to me-
chanical stimulus; embryonic development;

nucleotide binding; nucleic acid binding;

ceh-43 N reproduction; larval development; regulation
of transcription, DNA-dependent; cell adhe-
sion; locomotory behavior; embryonic devel-
opment; embryonic development; growth; reg-
ulation of transcription;

DNA binding; transcription factor activity;
sequence-specific DNA binding;

Y47D9A.1 N biosynthetic process; nucleotidyltransferase activity;
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Figure A.4: Histogram of connectivity scores between interaction partners and tar-
gets of miR-34. Blue bins correspond to scores of interaction partners, green bins
correspond to average scores of randomly chosen genes. Counts are normalized.

with the annotation, and N is the number of tested genes, or background. We also

calculated a false discovery rate from 1000 simulations for each test; results coinciding

with one or more expected false positives were disregarded.

For each miRNA family, we tested for enrichment in the following sets of genes:

1) all interaction partners of the miRNA family, 2) interactors unique to the family,

and 3) interactors shared with a second family. Tests were done on 3 background

groups: 1) all tested genes, 2) chromosome I genes, and 3) transcription factor, RNA

binding protein, and chromatin factor genes (Table A.6).

Interactor Overlap Analysis: We used the hypergeometric distribution to

assess if different miRNA families share a significant number of interaction partners.

To test if a pair of miRNA families share a significantly large number of partners, we
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Figure A.5: Clusters of significantly scoring interaction partners for miR-34. Each
nodes represents a gene, connecting lines represent network edges. Unfilled circles
indicate the genes are also predicted targets of miR-34.

Figure A.6: Significantly occurring motif in which an interaction partner and target of
a miRNA are neighbors in the gene network. The miRNA and genes are represented
by the pink square and blue circles, respectively. The target, network, and interaction
associations are represented by the solid pink T-shape, dashed blue, and dashed pink
edges, respectively.
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Table A.6: Summary of GO Term enrichment tests performed on interaction partners
(ints) of each miRNA family. Each column describes the different values used in each
hypergeometric test.

Group N(Background) m (set) n k

1 All screened genes (2848) ints of familyi

Genes
annotated
with GO
termk

Overlapping
genes of m

and n

intsfamilyi
∩ intsfamilyj

ints unique to familyi

2 Chromosome I genes (2119) ints of familyi
intsfamilyi

∩ intsfamilyj

ints unique to familyi

3 Transcription factors, ints of familyi
RNA binding proteins, and intsfamilyi

∩ intsfamilyj

chromatin factors (851) ints unique to familyi

calculated the cumulative p-value using Equation 5.1, where m and n are the number

of interaction partners for each of the miRNA families, k is the number of overlapping

partners, and N is the number of tested genes. Similarly, for testing if a significantly

small number of partners are shared, we calculated the probability of having k or

fewer shared partners:

p(x ≤ k) =
k

∑

x=0

(

m

x

)(

N−m

n−x

)

(

N

n

) , (A.1)

miRNA Family Target Sets: We downloaded high stringency miRNA tar-

gets from the mirWIP database [148], http://146.189.76.171/query.php). To

assemble a set of targets for a family, we took the union of targets from individual

miRNAs of the family.

Target Interactor Analysis: For each miRNA family we used the hyperge-

ometric distribution to assess the overlap between interaction partners and targets.

We used Equations 5.1 and A.1, where m is the number of interaction partners for

the miRNA, n is the number of targets contained in the tested set, k is the overlap,

and N is the number of tested genes.

Network Analysis: Transcription factors and their targets were downloaded

102



from EdgeDB [149], http://edgedb.umassmed.edu). To obtain random sets of

miRNA interaction partners, we performed degree-preserving randomizations [150].

This method of randomization maintains the number of miRNA families targeting

each gene and the number of partners per family. To obtain this, we randomly pick

two miRNA-interactor pairs. If the first and second genes are not already interaction

partners of the second and first miRNA families, respectively, the interactions are

swapped. We performed 1000 swap steps per randomization.

For each miRNA family, we measured the connectivity between an interaction

partner and the familys target genes using Gaussian smoothing [62]. We compared

the distribution of scores of interaction partners to the average score distribution

obtained from 1000 random sets using 10 equally spaced bins. To obtain an average

distribution, we averaged the bin size from each trial.

We identified several network motifs consisting of miRNAs, their targets and

interaction partners, transcription factors, and their targets (data not shown). To

determine if a motif is significant, we compared the number of times we observe the

motif to the average number of times it appears in 1000 random sets.
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Appendix B

Designing Pathway Specific miRNAs

B.1 Diseases, Pathway Malfunctions, and miRNAs

A growing number of human diseases are known to be involved with the dereg-

ulation of multiple genes. For example, genome wide association studies have linked

Crohns disease to aberrations in the interleukin signaling pathway [151]. Notably,

cancer has long been associated with mutations of numerous genes, and more re-

cently, with the breakdown of various signaling pathways such as Wnt and Hedgehog

[152]. This trend, along with the recent surge of genomic data, has prompted the

development of various forms of pathway analyses such as gene expression profiling

and disease networks [153, 154].

In another emerging trend, many studies are implicating microRNAs (miR-

NAs) in various diseases. In these studies, gene profiling of disease samples show

that miRNAs and their targets are differentially expressed when compared to non-

disease controls. For example, the down-regulation of mir-16 has been implicated in

the mouse model of Alzheimers disease and mir-122 is required for the hepatitis C

viral infection [155, 156]. In particular, the association between miRNAs and cancer

has been extensively studied; mir-122 and mir-199a-5p are involved in the develop-

ment and invasiveness of hepatocellular carcinoma, mir-10b facilitates metastasis of

nasopharyngeal carcinoma, and a large set of miRNAs are dysregulated in gastric can-

cer [157–160]. Expression profiling of miRNAs may even be used as diagnostic tools

for diseases. For example, a panel of 27 miRNAs was able to distinguish low and

high risk neuroblastoma tumors and mir-144 expression correlates with anemia sever-

ity in sickle cell disease [161, 162]. As diseases have been largely associated with the
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down-regulation of miRNAs, the restoration of miRNA function has been proposed as

therapeutic intervention [163]. While there is a strong association between miRNAs

and the dysregulation of numerous genes and disease, the mechanisms controlling this

behavior are unclear.

B.2 The Potential for Regulatory Synthetic RNA Constructs

Following the discovery of RNA interference in 1998, many researchers have

attempted to develop silencing RNAs (siRNAs) as therapeutic drugs capable of selec-

tively knocking down single genes [164]. Though initial studies demonstrated the ease

of silencing a gene of choice, gene expression analyses soon revealed that additional,

unsought changes occur across the genome [165–167]. Subsequent analyses showed

that the 3’-UTRs of many affected genes contained antisense matches to positions 2-8

of the siRNA, a canonical signature of targeting by miRNAs [168]. Currently, certain

design techniques may somewhat reduce but not eliminate such ”miRNA-like” effects

[165, 169].

These widespread unintended effects have been a major hurdle for siRNA

therapeutics. Here we propose to take advantage of the broad reaching abilities of the

miRNA. Rather than simply trying to constrain the small RNA to targeting a single

gene, we propose to control where the multiple targets lie. This minor shift in design

objective may translate to a major innovation in gene therapy. A synthetic miRNA

which regulates multiple genes in a mal-expressed pathway has the potential to treat

cancer, heart disease, and other pathway diseases. In this work, we explored some

ideas for the design of pathway-specific miRNAs. If miRNAs carry out regulation by

perturbing several points of a pathway, can we design a novel construct which will

regulate a pathway of our choice? Furthermore, if a disease is the result of the failures

in multiple points of a pathway, can we potentially design a therapeutic miRNA to

restore normal pathway output?
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Table B.1: Many rules affect the efficacy of miRNA targeting. A summary of the fea-
tures thought to increase down-regulation of a miRNA target, possibly by enhancing
the binding affinity of the site.

Targeting Rule Source

Seed match:
complementarity to 5’ region of miRNA (6-8 nt) [170–172]
3’ compensatory binding:
complementarity to 3’ region of miRNA [170, 173]
Site located on end regions of 3’-UTR [173]
Multiple sites in 3’-UTR [173]
Structural stability:
Low energy of miRNA-target structure [148, 174]
Presence of ARE RNA-BP sites [175]
5’-UTR binding site [176]

B.3 A Design Strategy for Pathway Specific miRNAs

The currently proposed rules that effect specificity and efficacy of miRNA tar-

geting are summarized in Table B.1. The most widely accepted rule is known as seed

pairing, or a 6 to 8 nucleotide (nt) length complementarity between the 5’ end of the

miRNA and the 3’-UTR of the mRNA [21-23]. There are many known exceptions

to this rule, and in cases of imperfect complementarity in the seed region, 3’ com-

pensatory binding is thought to help [24,21]. Some evidence shows that additional,

optimally spaced seed sites in the 3’-UTR enhance the effect of the miRNA. Also,

seed sites located in the beginning or end of a 3’-UTR seem to be more effective [24].

Many groups have suggested that a more thermodynamically stable or lower energy

miRNA/mRNA complex may increase the specificity and efficacy of a target [25,26].

The presence of certain proposed RNA binding protein (RNA-BP) sites is correlated

with stronger and weaker miRNA regulation. Specifically, U-rich motifs (URMS) and

an AU-rich element (ARE) may reduce and amplify miRNA regulation, respectively

[27]. Some preliminary evidence indicates that in some cases, the 3’ end of the miRNA

may bind to the 5’-UTR of an mRNA [28]. However, this recent suggestion has not

been evaluated on a larger scale.
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Our goal is to be able to design a miRNA for any given pathway. We begin

with the most widely recognized future of miRNAs targeting: continuous Watson-

Crick pairing to the seed region of the miRNA. Binding may involve 6-8 nts, with

longer matches resulting in stronger regulation. Our strategy is to identify 7 and 8 nt

sequences which are enriched, or occur more frequently, in the 3’-UTR’s of pathway

genes than expected given the background.

Several strategies may be employed for designing the miRNA beyond the seed

region. First, as a method to increase affinity of a miRNA towards pathway genes, we

propose a multiple alignment of pathway sequences (Figure B.1a). Because a miRNA

is thought to dock to an mRNA based on a seed match, compensatory binding will

occur in the 15 nt region upstream of the seed site of the mRNA. By increasing the

extent of complementarity between the miRNA and upstream sequences of pathway

genes, we can bias a miRNA towards pathway sites. This may be accomplished by

using a multiple alignment algorithm which searches for a motif enriched in a set of

sequences relative to a given background. Alternatively, a recent study suggests that

an analog of the seed sequence may exist for the 3’ end of the miRNA and the 5’-UTR

of a gene. Furthermore, the combination of sites in the 3’-UTR and 5’-UTR may act

in combination to further down regulate a target. With further investigation, we may

be able to exploit this feature to further ”tune” our miRNAs towards pathway genes,

again choosing 7 and 8 nt sequences that are enriched in the 5’-UTR (Figure B.1b).

Lastly, as a method to increase pathway coverage, we can design both strands of the

mature miRNA complex to be active (Figure B.1c). This strategy does not address

pathway specificity, but could increase the regulatory effect by targeting more points

in the pathway. We anticipate difficulties designing the non-seed region of the miRNA,

for the rules of compensatory binding are not clearly understood. However, several

alternative strategies and methodical testing of our synthetic constructs should result

in some intuition of binding behavior.

To find pathway enriched seed sites, we may use two measures of overrepre-

sentation: a hypergeometric test and an approximate binomial test. In these tests,
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Figure B.1: Multiple miRNA design strategies need to be tested. A multiple align-
ment of upstream regions of pathway sites may be used to determine the non-seed
sequence (a). Alternatively, a 3’ end seed designed from the 5’-UTRs of pathway
genes may increase targeting efficacy. Finally, to increase pathway coverage, both
strands of the mature miRNA duplex may be active (c).

the number of pathway 8mers n is the sum of the 3’-UTR length each gene in the

pathway:

n =
∑

p

length(genei)− 8 (B.1)

where p is the number of genes in the pathway. We then test if the number of times a

particular 8mer appears in the pathway, k, is greater than expected. According to the

hypergeometric distribution, if we draw n 8mers with replacement from all 8mers in

all 3’-UTRs, the probability that we see k or more instances of an 8mer is calculated

according to Equation 5.1, where m is the total number of times the 8mer appears

and N is the total number of 8mers in all 3’-UTRs.

p(x ≥ k) =
∑

i=k

(

n

i

)

pi(1− p)n−i (B.2)

To help confirm a significant p-value, we also perform 1000 trials with randomized

gene sets of size p. We then compare the average p-value from these trials with the

actual the p-values. The candidate seed for the miRNA will be a reverse complement

of the significant 8mer. Similarly, to choose the last 8 nt sequence of the miRNA, we

repeat the analysis for 8mers in the 5’-UTRs of the pathway genes.
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B.4 3’-UTRs of Pathway Genes Contain Overrepresented Se-

quences

We searched the 3’-UTRs of pathway genes for enriched 7 and 8 nt sequences.

We downloaded 3’-UTR sequences from TargetScan and pathway genes from the

Kyoto Encyclopedia of Genes and Genomes [22,51]. Indeed, hypergeometric and

binomial tests show that many pathways are enriched with several sequences. Table

B.2 summarizes some of the top scoring enriched pathway sequences. The first 3

columns contain the name of the pathway, the number of genes in the pathway and

the enriched 8 nt sequence. The next pair of columns contain the number of times the

sequence occurs in the pathway, and the number of genes containing the sequence.

The following pair is the same but applied to the 8mer plus the two 7 nt sequences

contained within the 8mer. Columns 8-11 are as the previous 4 columns, but applied

to the background (all non-pathway genes). Finally, columns 12 and 13 contain the

binomial p-value for observing the number of genes containing the 8mer and 8mer

plus 7mers in the pathway, respectively.

Although a sequence may be very significantly enriched, the sequence may

occur in the genome several hundreds of times. In order to minimize possible non-

pathway effects, we have selected sequences with low numbers of total occurrences.

This method may also be effective for discovering pathway specific binding sites for

RNA binding proteins (RNA-BP). For example, we found 8 pathways, including

MAPK signaling, neuroactive ligand-receptor interaction, and ubiquitin mediated

proteolysis to be enriched with U-rich RNA-BP binding sites (UUUUAAA and UU-

UGUUU), and 19 pathways, including allograft rejection, apoptosis, asthma, and

autoimmune thyroid disease, enriched with an AU-rich element RNA-BP binding site

(UAUUUAU). Both these RNA-BP motifs are discussed previously [27,52].
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Table B.2: Pathway 3’-UTRs are enriched with 8 nt sequences. In this abbreviated
list, we show a single sequence for 31 different pathways, though many pathways con-
tain multiple enriched sequences. Columns labeled ”S” and ”G” contain the number
of sites and genes, respectively, of the pathway containing the sequence.

Pathway Background Significance

Pathway/ 8mers 7/8mers 8mers 7/8mers 8mers 7/8mers
Disease Size Sequence S G S G S G S G Pval Pval

Parkinson’s disease 110 GACGCAUG 9 2 11 3 63 56 338 322 1.61E-12 2.72E-08
Sulfur metabolism 13 GUGCGAAU 4 4 4 4 29 29 265 264 5.55E-10 3.56E-06
Antigen processing
and presentation

84 AUCGCUCU 7 7 10 9 63 63 655 619 5.04E-09 1.44E-04

Folate biosynthesis 11 CCCGGAGU 4 2 5 3 79 77 759 700 9.10E-08 4.15E-05
Circadian rhythm 11 UGAAGCGU 4 4 4 4 62 61 416 402 1.61E-07 2.53E-04
Melanogenesis 99 CCGGACAG 9 4 9 4 102 96 509 478 1.73E-07 1.34E-02
Axon guidance 127 CGGAAGUG 9 8 31 23 84 83 20281767 2.81E-07 7.35E-03
Vasopressin-
regulated water
reabsorption

44 CGGACAGA 6 1 17 9 87 82 22161893 4.80E-07 6.56E-04

Lysosome 118 GGUGCCGC 8 3 11 6 105 100 595 555 8.65E-07 2.19E-03
Prion diseases 35 AAUGUCCG 4 2 6 3 47 45 12881166 2.49E-06 2.65E-02
Calcium signaling
pathway

172 ACCACCGA 8 8 11 11 74 74 566 543 3.33E-06 3.60E-02

Mismatch repair 23 AUGUCGUA 3 3 3 3 41 40 336 330 3.68E-06 1.65E-03
Graft-versus-host
disease

40 AUCGCUCU 4 4 5 5 63 63 655 619 4.38E-06 4.18E-03

Endometrial cancer 51 CGCCAGAC 5 5 10 8 59 59 13301213 5.00E-06 2.53E-02
Acute myeloid
leukemia

55 CGCCAGAC 5 5 13 11 59 59 13301213 5.59E-06 2.72E-03

Alzheimer’s disease 153 CGCCGCCG 7 3 12 7 104 68 721 522 6.45E-06 2.14E-03
Prostate cancer 86 AUGCGCAA 5 5 7 7 34 34 281 275 6.80E-06 4.34E-03
Natural killer cell
mediated cytotoxic-
ity

130 AUCGCUCU 6 6 10 10 63 63 655 619 9.54E-06 1.64E-02

Glycerophospholipid
metabolism

72 GCGAUGUG 5 5 8 7 60 60 342 333 9.57E-06 1.79E-04

Glycosaminoglycan
biosynthesis

18 GAAAGCGG 4 4 5 5 92 92 490 471 9.96E-06 6.29E-04

MAPK signaling
pathway

253 GCGCGAGG 6 5 8 5 30 29 169 157 1.12E-05 5.05E-03

DNA replication 36 AUGUCGUA 3 3 3 3 41 40 336 330 1.19E-05 4.84E-03
Melanoma 67 UCGACGUA 3 3 3 3 7 7 66 65 1.21E-05 7.09E-03
Fc epsilon RI sig-
naling pathway

73 CGCCAGAC 5 5 15 12 59 59 13301213 1.22E-05 1.73E-03

Vibrio cholerae in-
fection

53 CCGUGCAU 5 4 7 5 92 91 647 609 1.29E-05 3.83E-03

B cell receptor sig-
naling pathway

73 CGCCAGAC 5 5 11 9 59 59 13301213 1.30E-05 3.44E-02

Cardiac muscle con-
traction

69 ACAGUCGC 4 4 4 4 45 45 364 353 1.31E-05 2.12E-02

Renin-angiotensin
system

16 UAAACGUC 3 2 4 3 72 67 739 699 1.38E-05 1.13E-03

VEGF signaling
pathway

70 CGCCAGAC 5 5 14 11 59 59 13301213 1.39E-05 4.95E-03

Selenoamino acid
metabolism

26 UGGGACCG 4 1 8 4 103 99 19711691 1.51E-05 5.04E-03

Oxidative phospho-
rylation

113 CGCCGCCG 5 1 9 4 104 68 721 522 1.51E-05 2.55E-04
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B.5 Future Directions

We have found that 3’-UTRs of pathways are indeed enriched for certain 8

nt sequences. However, much work needs to be done before we can understand just

how strong the enrichment needs to be in order to achieve pathway specific regulation.

Our understanding of miRNA targeting is still quite incomplete, hindering our ability

to truly tailor a miRNA specifically for intended targets. There are also limitations

in measuring pathway activation, and furthermore, the lack of activation in all other

undesired pathways in cell lines. Finally, there is still much work to be done in

understanding the pathways that have malfunctioned in a disease, which can differ

across different manifestations of the same disease. Work in the miRNA field continues

to show how widespread these small RNAs are. While the potential for using miRNAs

as therapeutic agents is exciting, we must first completely understand the mechanisms

underlying this very broadly acting agent.
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Appendix C

RNA-Sequencing of CdLS Patient Cell Lines

C.1 Searching for Rad21 Mutations in CdLS Patients

In our work with Havugimana and colleagues, we discovered an extremely

strong disease gene candidate for the human developmental disorder Cornelia de

Lange syndrome (Chapter 6.4.3). In our predicted complex of cohesin proteins

(SMC1A, SMC3, NIPBL, and RAD21), 3 of 4 members are known to be involved

in CdLS. RAD21, the fourth, not yet implicated member, is also strongly connected

to the CdLS disease genes in the functional network. In effort to validate RAD21’s

role in CdLS, we performed RNA-sequencing on a small cohort of CdLS patients

and looked for mutations in the gene. Much of the work in this section was accom-

plished with many useful discussions and guidance from Taejoon Kwon as well as

Dhivya Arasappan and Scott Hunicke-Smith of the Genome Sequencing and Analysis

Facility.

Through the cell repository maintained at the Coriell Institute, we obtained

9 CdLS cell lines derived from CdLS patient cells, and 2 additional cell lines from

healthy relatives of the patients. Table C.1 summarizes basic features of the cell

lines. More detailed karyotyping (recently available) and phenotype information of

the patients is available in Table C.2.

We grew cell lines according to Coriell’s guidelines for lymphoblastoid and

fibroblast cultures. Briefly, lymphoblastoid cells were cultured in RPMI 1640 media

with 15% fetal bovine serum (FBS) in an upright tissue culture flask. To passage, cell

aggregates were dissociated by gentle trituration with a pipet, then divided to new

flasks. If cells were not of sufficient density, media was replaced by siphoning from the
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Table C.1: Summary of CdLS cell lines obtained from Coriell for sequencing. Ex-
planation of symbols: #-cousins, GM10248 is clinically healthy; *-monozygotic twin
sisters, GM13976 is clinically healthy; %-known to carry 5721del5 frameshift mutation
in exon 31 of NIPBL.

Sample Coriell ID Cell Type DNA Sex Age Race

1 GM00045 Fibroblast - M 13 YR Caucasian
2 GM03478 Fibroblast - M 4 DA Caucasian
3 GM10248# B-Lymphocyte M 32 YR Caucasian
4 GM10266 B-Lymphocyte NA10266 M 38 YR Caucasian
5 GM11165 B-Lymphocyte NA11165 M 8 YR
6 GM11166# B-Lymphocyte NA11166 M 2 YR
7 GM11167 B-Lymphocyte NA11167 F 23 YR
8 GM11168 B-Lymphocyte NA11168 M 5 YR
9 GM13976* B-Lymphocyte - F 20 YR Caucasian
10 GM13977* B-Lymphocyte - F 20 YR Caucasian
11 GM20000% B-Lymphocyte - M 1 YR Multiple

top of the culture. For fibroblasts, we used MEM media with 15% FBS. To passage,

we soaked cells briefly in 0.53mM EDTA in HBSS before detaching cells with 0.05%

trypsin. To isolate RNA for sequencing, we used TRIzol (Invitrogen) according to

the manufacturer’s protocol.

C.2 SOLiD RNA-Sequencing Statistics

Sample libraries were prepared and sequenced by the Genome Sequencing and

Analysis Facility at UT Austin, using the ABI SOLiD platform. We obtained about

30 million strand-specific paired end reads per sample. Paired-end reads are labeled

F3 and F5, and are 50 and 35 base pairs long, respectively. Initially, we used the ABI

BioScope-1.3 software to map the reads to the human genome (version GRCh37),

followed by Samtools to call SNPs. The statistics regarding this initial analysis are

summarized in Tables C.3 and C.4.

During library preparation, the DNA fragments were subjected to a size se-

lection process. Therefore, we expect the distance between the mapped paired reads,

or insert size, to be approximately 150 bp. However, when we examined the actual
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Table C.2: Summary of CdLS cell lines obtained from Coriell for sequencing. Ex-
planation of symbols: #-cousins, GM10248 is clinically healthy; *-monozygotic twin
sisters, GM13976 is clinically healthy; %-known to carry 5721del5 frameshift mutation
in exon31 of NIPBL.

Sample Coriell ID Karyotype/Description

1 GM00045 46,XY; some chromosome loss and structural aberrations in 70% of fibroblasts

2 GM03478 92,XXYY[12]/46,XY[38];Typical facies; clinodactyly; fibroblasts show
46,XY/92,XXYY; 76%/24% with fragments, breakage, and random loss

3 GM10248 46,XY,t(3;22)(q25.3;p12); Clinically normal; 4 paternal cousins have Cornelia de
Lange syndrome; 46,XY, t(3;22)(q25.3;p12)

4 GM10266 46,XY,der(22)t(3;22)(q25.3;p12).arr 3q26.1q29(162473012-
199380402)x3,8p23.1(7254762-7877240)x3; De Lange phenotype; developmental
delay; profound retardation; seizures; 3 cousins are also affected; 46,XY,-22,+der
(22)t(3;22)(q25.3;p12)

5 GM11165 46,XY in PBL; at age 8, weighs 35 lbs and has a borderline head circumference; hir-
sute; low post hairline; confluent eyebrows; long lashes; broad nasal bridge; prominent
philtrum; high arched palate; micrognathia; clinodactyly of 5th fingers; web toes

6 GM11166 46,XY in PBL; slightly small head circumferance; no hirsutism; low posterior hairline;
confluent eyebrows; long lashes; broad nasal bridge; anteverted nostrils; prominent
philtrum; high arched palate; low cry; small hands and feet; clinodactyly of 5th fingers

7 GM11167 46,XX in PBL; low birth weight; small head circumference; hirsutism; low hairline;
confluent eyebrows; long lashes; broad nasal bridge; anteverted nostrils; prominent
philtrum; low pitched cry; small hands and feet; clinodactyly of 5th fingers; cutis
marmorata

8 GM11168 46,XY in PBL; small head circumference; low birth weight; mild hirsutism; low post
hairline; mass confluence of eyebrows; broad nasal bridge; anteverted nostrils; promi-
nent philtrum; cleft palate; micrognathia; small hands and feet; webbed toes; hearing
difficulty

9 GM13976 Clinically normal; monozygotic twin sister with Cornelia De Lange syndrome is
GM13977

10 GM13977 Clinically affected; microcephaly; low frontal hairline; synophris; ”penciled” arched
eyebrows; short nose; crescent shaped mouth; hirsutism; micromelia; short thumbs;
mental retardation; clinically normal monozygotic twin sister is GM13976

11 GM20000 5721del5 frameshift mutation in exon 31 of the NIPBL gene, results in a stop codon
13 amino acids later (N1907fsX13). Born at 38 weeks gestation; <10th percentile
birthweight and size; moderate bilateral hydronephrosis; undescended testicles and
midline chordee; ptosis; glaucoma; single left forearm bone with presence only of a
thumb and 2nd finger; contracture of elbow on left; right hand showed distal hy-
poplasia and synphalangism of the 5th finger; head ultrasound on day one of life
showed enlargement of cisterna magna; arachnoid cyst noted on brain MRI; brain
CT showed small right posterior fossa subdural hemorrhage; severe hearing loss bi-
laterally per failed BAER in neonatal period and at 6 months of age; brachycephaly;
depressed nasal bridge; synophyrys; thin upper lip; hirsutism; thick, curly eyelashes;
high, ridged palate; posteriorly rotated and cupped ears; hypoplastic nipples and
umbilicus; small feet
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Table C.3: Summary of sequencing statistics for F3 reads, as mapped to the human
genome (version GRCh37) via ABI Mapreads.

F3 Reads Mapped To

ID Total F3
Reads

Filter seqs
(#)

Filter seqs
(%)

Adapter
(%)

rRNA
(%)

Genome
(#)

Genome
(%)

1 27,476,603 2,494,236 9.1% 0.2% 8.1% 19,869,488 72.3%
2 3,554,657 1,869,427 52.6% 50.7% 1.6% 551,282 15.5%
3 31,019,599 6,892,888 22.2% 18.8% 3.1% 17,840,669 57.5%
4 32,653,938 1,408,712 4.3% 0.3% 3.4% 25,562,762 78.3%
5 33,551,889 6,703,605 20.0% 16.6% 2.9% 19,773,020 58.9%
6 32,142,952 4,546,634 14.2% 10.6% 3.1% 21,390,823 66.6%
7 26,255,653 2,526,918 9.6% 5.8% 3.2% 18,882,414 71.9%
9 33,589,986 10,307,445 30.7% 27.5% 2.8% 17,184,467 51.2%
10 40,059,585 4,992,650 12.5% 9.3% 2.6% 28,218,056 70.4%
11 32,421,887 3,350,121 10.3% 5.9% 3.8% 23,494,785 72.5%

Table C.4: Summary of sequencing statistics for F5 and combined reads, as mapped
to the human genome (version GRCh37) via ABI Mapreads.

F5 Reads Mapped To

ID Total F5
Reads

Genome
(#)

Genome
(%)

Genes With
≥ 5 reads

Junctions
Found

SNPs

1 27,476,603 16,721,847 60.86% 14,064 62,323 13,675
2 3,554,657 520,646 14.65% 8,530 4,535 822
3 31,019,599 15,691,880 50.59% 13,728 57,350 17,779
4 32,653,938 22,026,605 67.45% 13,935 82,290 30,916
5 33,551,889 17,032,171 50.76% 14,035 72,967 18,252
6 32,142,952 17,849,333 55.53% 13,931 77,847 17,218
7 26,255,653 16,410,557 62.5% 13,625 67,618 21,641
9 33,589,986 15,012,282 44.69% 13,528 68,361 17,689
10 40,059,585 25,033,624 62.49% 13,206 16,567 31,978
11 32,421,887 20,493,898 63.21% 13,611 61,338 27,242

distribution of insert sizes, we found many samples had an unexpected distribution

(Figure C.1). The abundance of small insert sizes may be caused by adapters with

no template. We can see in Table C.3 that samples 2, 3, 5, 6, and 9 all contained

more than 10% adapter contamination. While this does not necessarily indicate that

the sequencing of those particular samples are of low quality, it does result in fewer

reads to analyze.
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Figure C.1: Distribution of insert sizes, as measured by mapping distance between
paired reads, for samples 11 and 6. We expected to see a normal distribution around
150bp, as shown for sample 11 (top). However, several samples exhibited a bimodal
distribution, with up to 60% of fragments of much smaller than expected size.
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Table C.5: Summary of general coverage observations for genes of interest

Gene(s) Coverage

SMC1A RAD21,
and SMC3

Relatively well covered. All exons are
covered by ∼20-50 reads each.

NIPBL Sparse coverage of all exons, ∼1-10
reads per exon. There is some pileup
upstream of UTR.

STAG2 Contains many small exons, thus sparse
coverage, ∼1-15 reads per exon.

MYCN No coverage
ACTR1A All exons are covered, better in some

samples than others.
DYNLT3 Small gene with sparse coverage. Sam-

ple 1 has better coverage than others.
RAD18 Small exons with 1-15 reads per exon.

C.3 Examining RAD21 and Other Cohesin Genes for Muta-

tions

In addition to RAD21, there are a handful of cohesin related genes that we

were interested in (the coverage of these genes is summarized in Table C.5). About

half of these genes obtained enough coverage for potential analysis. However, in our

cohort, sample 11 has a known 5 bp deletion mutation on exon 31 of NIPBL. As a

control, we first tried to examine if we could recover the mutation through analysis

of RNA sequencing data. Figure C.2 illustrates the deletion and demonstrates how

reads will ideally map over the mutated area that will allow us to locate the mutation.

While using ABI mapread obtained by far the most number of mapped reads,

we were not able to observe any reads flanking the deletion. We then tried mapping

with various combinations of mappers (Tophat, BWA, Bowtie, and BFAST) with ei-

ther the genome or transcriptome as the reference. Only BWA with a transcriptome

reference and BFAST (with loosened quality filters) with either reference could ob-

serve a gap in the specified area (Figure C.3). Unfortunately, only one type of read

contained the insertion (i.e., two identical read sequences probably arising from the
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Figure C.2: Illustration of the deletion present in exon 31 of NIPBL in sample 11.
Hypothetical reads flanking the region are drawn below.

same PCR amplification).

In order to observe the gap, we lowered the BFAST alignment mapping quality

filter to 2000 (option -m in the postprocess step). This has the unwanted side effect

of allowing us to observe many other possible mutations. Thus, we are limited by our

inability to distinguish between real mutations and sequencing errors. Furthermore,

if the gap is situated close to the edge of an exon, the mapped reads would be of even

lower quality, explaining why the transcriptome reference was required to observe

the deletion (Figure C.4). Generally, mapping and mutation calling software perform

poorly for insertions and deletions. Undoubtedly, much development is needed for

this particular feature.

Also contributing to this problem is only observing a single unique read with

a gap that flanks the mutation. This indicates that this allele is lowly expressed—

another problem for the RNA-sequencing platform. Presumably, in the case of a

heterozygous mutation, the normal copy will be more highly expressed. In fact,

Deardorff and colleagues report that many X-linked cohesinopathy patients are female

simply because males do not survive with only one broken copy of the gene [139].

We also tested if we could observe a lower expression level for a particular
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Figure C.3: IGV view of reads mapped to NIPBL exon 31 with BFAST. The deletion
is indicated by dotted arrows. Note many other unlikely mutations are in view.

Figure C.4: Illustration of the potential difficulty in mapping reads to a deletion
situated near the edge of an exon.
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Figure C.5: Heatmap view of FKPM of transcripts of various genes related to cohesin.
Patients are shown rows, transcripts in columns. Green tabs on each side indicate
healthy patients. Darker shading indicates lower expression level.

isoform NIPBL or any of our genes of interest. We used Tophat to obtain fragments

per kilobase of exon per million fragments mapped (FKPM). Figure C.5 is a visual

summary of the expression levels of the transcripts of interest. The expression levels

of the different transcripts vary widely. The two healthy samples (3 and 9) seem

to correlate slightly better than the other samples. Also, sample 1, which is the

only fibroblast cell type, has an extremely distinct expression pattern. Overall, it is

difficult to determine any causal expression deviants from this analysis.

Due to the limitations of RNA-sequencing, we used Sanger sequencing to suc-

cessfully confirm the deletion in NIPBL. Next, we sequenced RAD21, RAD18, and

CTR1A but unfortunately did not find any non-synonymous mutations. Because our

cohort was only 9, this was actually not unexpected. Deardorff and colleagues re-

ported 11 patients out of a cohort of 259 (<5%) in their study [139]. Interestingly,
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they also report many syndromes of overlapping presentation, each caused by defects

in different members of the cohesin complex. Some genes are involved in loading and

removing the cohesin ring from chromatin. This process occurs in synchronization

with the cell cycle, with different genes active and proteins physically interacting at

different stages. This may be an important idea to consider for future gene expres-

sion or protein complex analyses. While we did not find RAD21 mutations in our

own cohort, the work by Deardorff and colleagues confirms the association between

RAD21 and CdLS. Furthermore, their work demonstrates genes of the same function

or physical complex leading to similar phenotypes, strongly supporting many of the

main principle of our original predictive method.

Additional DNA and RNA for each of the samples has been prepared (via

Qiagen AllPrep) and stored for future analysis.
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