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Risk managers currently seek new advances in statistical methodology

to better forecast and quantify uncertainty. This thesis comprises a collection

of new Bayesian models and computational methods which collectively aim

to better estimate parameters and predict observables when data arise from

stochastic failure processes. Such data commonly arise in reliability theory

and survival analysis to predict failure times of mechanical devices, compare

medical treatments, and to ultimately make well-informed risk management

decisions. The collection of models proposed in this thesis advances the quality

of those forecasts by providing computational modeling methodology to aid

quantitative based decision makers. Through these models, a reliability expert

will have the ability: to model how future decisions affect the process; to im-

pose his prior beliefs on hazard rate shapes; to efficiently estimate parameters
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with MCMC methods; to incorporate exogenous information in the form of

covariate data using Cox proportional hazard models; to utilize nonparametric

priors for enhanced model flexibility.

Managers are often forced to make decisions that affect the underlying

distribution of a stochastic process. They regularly make these choices while

lacking a mathematical model for how the process may itself depend signifi-

cantly on their decisions. The first model proposed in this thesis provides a

method to capture this decision dependency; this is used to make an optimal

decision policy in the future, utilizing the interactions of the sequences of de-

cisions. The model and method in this thesis is the first to directly estimate

decision dependency in a stochastic process with the flexibility and power of

the Bayesian formulation. The model parameters are estimated using an effi-

cient Markov chain Monte Carlo technique, leading to predictive probability

densities for the stochastic process. Using the posterior distributions of the

random parameters in the model, a stochastic optimization program is solved

to determine the sequence of decisions that minimize a cost-based objective

function over a finite time horizon. The method is tested with artificial data

and then used to model maintenance and failure time data from a condenser

system at the South Texas Project Nuclear Operating Company (STPNOC).

The second and third models proposed in this thesis offer a new way for

survival analysts and reliability engineers to utilize their prior beliefs regard-

ing the shape of hazard rate functions. Two generalizations of Weibull models

have become popular recently, the exponentiated Weibull and the modified
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Weibull densities. The popularity of these models is largely due to the flexible

hazard rate functions they can induce, such as bathtub, increasing, decreas-

ing, and unimodal shaped hazard rates. These models are more complex than

the standard Weibull, and without a Bayesian approach, one faces difficulties

using traditional frequentist techniques to estimate the parameters. This the-

sis develops stylized families of prior distributions that should allow engineers

to model their beliefs based on the context. Both models are first tested on

artificial data and then compared when modeling a low pressure switch for

a containment door at the STPNOC in Bay City, TX. Additionally, survival

analysis is performed with these models using a famous collection of censored

data about leukemia treatments. Two additional models are developed us-

ing the exponentiated and modified Weibull hazard functions as a baseline

distribution to implement Cox proportional hazards models, allowing survival

analysts to incorporate additional covariate information.

Two nonparametric methods for estimating survival functions are com-

pared using both simulated and real data from cancer treatment research. The

quantile pyramid process is compared to Polya tree priors and is shown to have

a distinct advantage due to the need for choosing a distribution upon which to

center a Polya tree. The Polya tree and the quantile pyramid appear to have

effectively the same accuracy when the Polya tree has a very well-informed

choice of centering distribution. That is rarely the case, however, and one

must conclude that the quantile pyramid process is at least as effective as

Polya tree priors for modeling unknown situations.
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Chapter 1

An Introduction to Gibbs Sampling

1.1 Introduction to Bayesian Inferencing

The basis for all of Bayesian statistics is an 18th century idea introduced

by Thomas Bayes. The famous theorem explains how to relate the probability

that an event A occurs, conditional on the occurrence of another event B. The

theorem still bears his name and is known as Bayes’ Theorem.

Theorem 1.1.1.

P (A|B) =
P (B|A)P (A)

P (B)

The theorem is widely used in essentially every field where statistics is ap-

plied. When Bayesian statisticians build a model they typically define the

conditionally known variable B as the observed data, and assign the parame-

ters governing the model to be the random variable A. An alternate form of

Bayes’ theorem relates conditional probability density functions.

p(x|y) =
p(y|x)p(x)∫
p(y|x)p(x)dx

One important aspect to notice is that one can view the denominator of the

density formulation as a normalizing constant and get the conditional density

1



function up to proportionality

p(x|y) ∝ p(y|x)p(x)

When Bayesian statisticians construct such a model, they typically do so in the

form of a likelihood function, where the parameters of the model are consid-

ered the random variables and the observed data is the conditionally observed

variable. The task is then to determine the model parameters that are the

most suitable, given the observed data. This approach provides the statisti-

cian with a formal methodology to develop new models as well as evaluate

competing models.

A Bayesian model is constructed by defining two functions, known as

the likelihood function and a prior density function that together describe the

phenomena to be modeled. The statistician imposes a model, often parametric,

by defining a likelihood function that provides a scalar value measure of how

well the model fits the data. When these ideas are implemented along with

Bayes’ theorem, the likelihood function is simply the conditional probability or

‘likelihood’ of the observed data under the imposed model. Given the specified

model, the likelihood function is simply L = P (B|A) as described above. The

prior density function is a probability density function that serves the purpose

of allowing the statistician to impose their ‘prior’ beliefs on the distribution

of model parameters. Similarly to the likelihood function, the prior density is

the unconditional probability of the model in Bayes’ theorem π = P (A). Note

that when the model is defined only up to proportionality, it not necessary for

2



the prior density function to integrate to one. Such a prior is known as an

improper prior and its usage remains controversial.

After the likelihood function and the prior distribution are well defined,

the posterior density function can be constructed as the normalized product

of the two.

p(θ|y) =
L(y|θ)π(θ)∫

Ω

L(y|θ)π(θ)dθ

where Ω is the domain all possible values for θ and is typically multi-dimensional.

The above formulation of Bayes’ Theorem is extremely useful because it al-

lows the statistician to view the model parameters as the variable of interest.

One can not overstate the significance of viewing the problem in this perspec-

tive, with the data as a conditional variable, and then focusing on techniques

to determine the most suitable value of θ for a model. This is the crux of

Bayesian methodology and viewing the problem in this manner has drastically

advanced the entire field of statistics. Once a model is built and the param-

eters have been estimated the modeler will need to use that information. A

desirable statistic of interest of θ, such as the mean or mode of the posterior,

is particular to the context of the problem. Many Bayesian models utilize the

entire posterior distribution of θ and avoid the problem of choosing a statistic

of interest.

Some choices of likelihood and prior distribution pair together in such

a way that the posterior distribution is a well known distribution. When the

posterior and the prior distribution belong to the same family of distributions,

3



the prior distribution is called a conjugate distribution and the prior is called

a conjugate prior for that likelihood distribution. Conjugate priors lead to a

convenient closed-form representation of the posterior distribution, but unfor-

tunately a conjugate prior does not always exist for every choice of likelihood

function.

For many years Bayesian statisticians were forced to devise clever ways

to solve the integral in the denominator of Bayes’ theorem in order to de-

termine the normalized posterior distribution. These methods often involved

extremely tedious numerical solutions just to get a normalizing constant. How-

ever, with the advent of modern computers and Markov chain Monte Carlo

(MCMC) techniques, one may now sample from the posterior distribution

without solving the integral. In fact, to sample from the posterior distribution

one need only have the posterior distribution defined up to proportionality.

p(θ|y) ∝ L(y|θ)π(θ)

The following section details how to use the famous Gibbs Sampler algorithm

to sample from a posterior density defined up to proportionality.

1.2 The Gibbs Sampler Algorithm

The Gibbs Sampler was first published in Geman and Geman [1984]

and has since become ubiquitous among Bayesian statisticians largely due to

the work of Smith and Gelfand [1990, 1992], Smith and Roberts [1993]. The

Gibbs Sampler frees the Bayesian statistician from the difficulties of maximum

4



likelihood estimation when trying to ascertain model parameters. The poste-

rior distribution very often has an extremely complicated set of local maxima

and using maximum likelihood techniques often leads to tremendous headaches

trying to verify that the local maxima is a global maxima.

The Gibbs Sampler is actually an improvement of an algorithm devel-

oped in 1953 and extended in 1970 called the Metropolis-Hastings Algorithm,

see Metropolis et al. [1953]. The Metropolis-Hastings Algorithm can be used

to sample from any probability distribution, and thus can be used to sam-

ple from a posterior distribution with the Bayesian approach. Assume that

the density of the posterior distribution to be sampled is P (θ), and define a

second probability distribution with density Q(θ) called the proposal distri-

bution. The choice of a proposal distribution is important to the convergence

rate and is discussed below. Assuming a value of M iterations and an initial

state of the parameter vector, θ0, the Metropolis-Hastings algorithm is then:

The accepted parameter vectors form a Markov chain, because each candidate

parameter is sampled from a distribution that depends only on the previously

accepted value in the sequence. Note that if a candidate value is rejected,

then the previously accepted parameter vector is used for the next value in

the chain. Thus the sequence of θi forms a Markov chain. θ is usually multi-

dimensional and the sequence of each component forms its own Markov chain.

If θ has n components, then n Markov chains are formed. The following Gibbs

Sampler algorithm is an extension of the above procedure that is extremely

useful for sampling the posterior distribution of θ.
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Algorithm 1 Metropolis-Hastings Algorithm

for i = 1 to M do
θ ∼ Q(θ; θi) {sample a candidate parameter vector θ}
α← P (θ)Q(θi;θ)

P (θi)Q(θ;θi)
{compute ratio α}

if α ≥ 1 then
θi ← θ {accept candidate}

else
u ∼ U(0, 1)
if u < α then
θi ← θ{accept candidate}

else
θi ← θi−1{reject candidate and use accepted value}

end if
end if

end for

The Gibbs Sampler requires that the conditional distribution of each

parameter of the model to be known in advance. Unlike the Metropolis-

Hastings algorithm, the Gibbs Sampler does not reject any samples. It is

important to view the values of the parameters for each complete iteration as

a state of a Markov chain. Geman and Geman [1984] proved that if the state

of the Markov chain is revisited infinitely often, in any order, then the sampled

distribution will converge. This implies that if one runs the Gibbs Sampler

for sufficiently many iterations, the sampled distribution must converge to the

desired posterior distribution. Assume θ has k components, and that the con-

ditional distributions p(θi|θ1, . . . , θi−1, θi+1, . . . , θk) is known for i = 1, . . . , k.

Assume an initial starting value for each component, θ(0) = θ
(0)
1 , . . . , θ

(0)
k and

a total of M iterations, known as Gibbs cycles. Then the Gibbs Sampler

algorithm is given by:
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for i = 1 to M do

for j = 1 to k do

θ
(i)
j ∼ p(θj|θ(i)

1 , . . . , θ
(i)
j−1, θ

(i−1)
j+1 , . . . , θ

(i−1)
k ) {note that each θj is sampled

using updated values for components j < i}

end for{this completes a full Gibbs cycle}

end for

The sampled sequence of θi form a Markov chain that converges in distribution

to the posterior distribution p(θ). The algorithm above can be used to sample

from the posterior distribution of θ in the Bayesian setting in a completely

straight forward manner. The conditional distribution for θi is easily sampled

by the Gibbs sampler even when the density is not normalized, see appendix A

for details. The Gibbs Sampler is guaranteed to converge eventually, but the

rate of convergence is sometimes extremely slow. How long should one let their

Markov chain run to guarantee that the sampled values are representative of

the desired posterior distribution? The answer is to use a number of diagnostic

techniques to determine if the Markov chain has converged.

1.3 Computational Aspects to Ensure Convergence

Statisticians use many tricks to determine if a sampled Markov chain

has converged and most of the diagnostic tools are aimed at identifying evi-

dence that a chain has failed to converge. If a chain passes all of the tests,

then one can have significant confidence that convergence has been achieved.
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The easiest thing to do is simply run the Markov chain for as long as

possible, and then inspect a plot of the sampled values versus the iteration

number. Typically the initial value of the chain is not very close to where the

samples have converged, and the values are seen to drift very strongly in the

direction of the true parameter value. A plot that continues to drift with a

very high degree of autocorrelation indicates that convergence has not been

achieved. If the plot reveals that the chain drifted for a number of iterations

and then began oscillating around a central value, then it is consistent with a

convergent chain. In that case one must remove the samples from the iterations

that were still drifting, called a burn-in period. It is common for a burn-in

period to last for a large number of iterations, particularly in some cases of

high dimensions with poor mixing and a poor initial value for the Markov

chain. In high dimensional cases there are numerous posteriors being sampled

for each state of the chain. The ability for the Markov chain to sample the

entire probability space of the parameters is known qualitatively as mixing.

A chain with poor mixing may spend an inordinate amount of time sampling

from a particular region of the probability space and only rarely sample from

other regions. If a multi-dimensional chain represents several hundred or even

thousand parameters, it can potentially take an extremely long time for each

parameter to drift toward an equilibrium. Sampling an area of the probability

space for one parameter will influence the sampling of other parameters if the

conditional density function uses the recently sampled values of the other pa-

rameters. Determining exactly how the sampling of each parameters influences
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the sampling of the other parameters is extremely difficult. These interactions

need to be well understood if one intends to determine the minimum number

of iterations to use as a burn-in period. Determining a general formula for

that value is an unsolved problem, though many researchers have attempted

it.

All Markov chains constructed from Gibbs sampling will contain some

degree of autocorrelation, however a chain with good mixing that has con-

verged and had its burn-in period removed will exhibit extremely little au-

tocorrelation. One trick that statisticians use to overcome a situation with

poor mixing is to run the chain for a very long time and then take every nth

iteration and form a new chain from the selected points. Equivalently, one

can remove all points between the n equally spaced points. This method of

reducing the size of the chain is known as thinning and drastically reduces

autocorrelation. One should be careful to not thin the chain so much that it

has too few points to be representative of the posterior distribution.

An additional metric for assessing convergence in a Markov chain is

the Geweke criterion, detailed in Bartholomew et al. [2011]. The chain is cut

into two non-overlapping parts, typically the first 10% and last 50% of the

original chain. Using a z test, the means of the subchains are subtracted and

divided by the standard error of the differences. This produces a standard

Z-score that approaches a standard normal as the chain length approaches

infinity, providing a metric for determining if the two subchains are similarly

distributed. If a large Z-score is realized, then the chain has not converged.
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Those who intend to write their code using the R statistical package

may find the LearnBayes, MCMCpack, and CODA packages particularly use-

ful for computing and visualizing the most common MCMC diagnostics, see R

Development Core Team [2011], Albert [2009], Martin et al. [2011], Plummer

et al. [2006]. The CODA package is particularly useful for creating trace plots

of the evolution of each parameter in the Markov chain, as well as automat-

ically plotting the sampled posterior distributions. The widespread adoption

of Gibbs sampling across numerous statistical disciplines is a testament to

the power of MCMC sampling. Chapter 2 includes several examples of Gibbs

sampling used to estimate parameters for a Bayesian model of maintenance

decisions and equipment failures in a nuclear power plant.
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Chapter 2

Decision Dependent Stochastic Processes

2.1 Introduction

Managers are frequently tasked with making critical decisions in the

face of uncertainty without the tools to assess the impact of their choices.

These decisions can influence a stochastic process in complex ways that are

not intuitive and are currently difficult to quantify. Decision makers can thus

benefit tremendously from estimating the dependency between decisions and

a statistic of interest.

This chapter presents a new Bayesian inferencing technique to detect

and estimate decision dependency in a stochastic process. The technique al-

lows one to form a precise estimate of the influence a managerial decision

exerts upon the process, and consequently estimate the influence the decision

makes upon variables that depend on that process. There does not currently

exist any similar technique that can quantify decision dependency in the gen-

erality shown in this thesis. Moreover, this new approach is set in a Bayesian

framework and a practitioner can easily take advantage of numerous exist-

ing Bayesian methods for assessing statistical significance of the dependency

estimates, as demonstrated throughout the numerical examples. The follow-
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ing analysis applies this method for a case of maintenance decisions and their

influence on components of a nuclear power plant.

In Section 2.1.1 a brief review is provided of the related literature in

both reliability theory and stochastic optimization. Section 2.2.1 defines the

set of maintenance decisions that can act upon the system and affect the failure

time distribution. Section 2.2.1 then describes the model for decision depen-

dent failures in a system at a nuclear power plant. The estimation procedure

is implemented in Sections 2.2.2 and 2.2.3 by applying modern Markov chain

Monte Carlo (MCMC) techniques to estimate the model parameters. First,

a numerical example is provided in Section 2.2.2 that relies on artificial data

which is useful to demonstrate the ability of the method in a controlled set-

ting and to provide confidence. A second example presented in Section 2.2.3

uses the maintenance history and failure times from a system at the South

Texas Project Nuclear Operating Company (STPNOC) located in Bay City,

Texas. Section 2.3 describes the ensuing optimization problem to determine

the optimal decision policy using the Bayesian inferencing results, resulting in

a sequence of future decisions that lead to potentially large financial savings.

2.1.1 Related Work in Reliability Theory and Stochastic Optimiza-
tion with Endogenous Uncertainty

Barlow and Hunter [1960] published an early and important work in

maintenance policy theory. They define two types of maintenance policies for

performing preventive and corrective maintenance in a nuclear power plant
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example. The first policy requires performing preventive maintenance after

a fixed amount of time of continuous operation. If the system fails before

the scheduled maintenance, maintenance is performed immediately and the

next preventive maintenance is rescheduled. Maintenance of any type under

this policy is assumed to restore the system to as good as new status. The

second policy schedules preventive maintenance at fixed times, regardless of

any failures and corresponding repairs between those fixed times. In this

second policy however, the maintenance following a failure merely brings the

item back to the status it was in just before failure, so that the age of the

item is not reset. The second policy is exactly like the policy defined below

in Section 2.2.1 except for two new important generalizations. The present

thesis makes allowance for the failure rate to depend on previous types of

maintenance performed, differing from that of Barlow and Hunter [1960], and

this new approach allows the failure rate to change after performing the repairs

following a failure event, unlike Barlow and Hunter [1960].

Nguyen and Murthy [1981] develop optimal maintenance policies while

considering the case of a failure rate that increases with the number of repairs.

Their work, like most of the work on these topics, assumes an infinite time

horizon for constructing an optimal policy. It is also possible to improve upon

the notion that preventive maintenance perfectly restores an item. Nakagawa

[1988] introduced the idea of an improvement factor, such as maintenance

that can not only reduce the hazard rate of a system, but also reduce the age

of a system without perfectly restoring it. Nakagawa [1988] forms optimal
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policies of sequences under both of these scenarios using the usual assumption

of a Weibull shaped failure time distribution. Nguyen and Murthy [1981]

and Nakagawa [1988] are important contributions for constructing a modern

approach to modeling failure times, however neither project addresses the

effect of decision dependency.

Singh [2011] further developed models for periodic preventive mainte-

nance using virtual-age based age-reduction factors as well as factors describ-

ing the change in the failure rate of the item. The parameters in these models

are estimated in a Bayesian framework using a Markov chain Monte Carlo

method and are then input into a two-stage stochastic optimization program

for determining the optimal interval to perform periodic imperfect preventive

maintenance.

The problem of choosing the optimal time interval for scheduled mainte-

nance is also explored in the work of Damien et al. [2007]. This work demon-

strates a semiparametric Bayesian model to determine the optimal time to

schedule preventive maintenance while allowing for corrective maintenance in

order to minimize the expected cost of operating a single item in the context

of a nuclear power plant. Their work is the first to report that the problem

of scheduling preventive maintenance and performing corrective maintenance

after failures has a decision dependent influence on the expected lifetime and

total cost of operation. This finding is just one of many decision dependent

scenarios and serves as the ideal motivation to quantify decision dependent

uncertainty in this thesis.
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The related literature on stochastic programming can be divided into

two classes, problems with exogenous uncertainty and problems with endoge-

nous uncertainty. Exogenous uncertainty in a stochastic process is uncertainty

that is not influenced by optimization decisions. Endogenous uncertainty in a

stochastic process is uncertainty that depends on the optimization decisions,

either explicitly or implicitly. Goel and Grossmann [2004] make this distinc-

tion in their literature review and note that most previous work focuses on

exogenous uncertainty, where the optimization decisions cannot influence the

stochastic process. Goel and Grossman also note that Pflug [1990] was the first

work towards solving problems with endogenous uncertainty. Goel and Gross-

mann [2004] further classify endogenous uncertainty by two types of effects

produced. The first type of decision dependent uncertainty is where a decision-

maker may change the probability distribution of the process by making one

outcome more likely than another. The second type of decision dependent

uncertainty is that of increased information available to the decision-maker by

partially resolving a particular uncertainty. Goel and Grossmann [2004] fur-

ther clarify the distinction by noting that in the first case the decision-maker

can force one possibility to become more probable. In the second case the

decision-maker can only become more sure as to which possibility may oc-

cur in the future. The decision dependency estimated in this thesis falls into

the first category of endogenous uncertainty, wherein the decision alters the

underlying probability distribution.

Goel and Grossmann [2004] and Goel and Grossmann [2006] present
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a planning problem for gas fields where the decisions influence the available

information by further resolving uncertainty about the potential yield from

that area. A costly investment can be made to build infrastructure in a gas

field that gives information about the region and reduces uncertainty. The

decision of whether to build the infrastructure in a particular region influences

when the uncertainty is resolved. In Goel and Grossmann [2006] a branch and

bound method is demonstrated, and in Goel and Grossmann [2004] a scenario

tree is used to describe the evolution of the stochastic process and also the

uncertainty that is resolved after each decision. The solution for this class of

problems uses a hybrid mixed-integer disjunctive program that includes non-

anticipativity constraints. It is clear from this and other important works that

each instance of decision dependency must be solved with the context of the

problem in mind, greatly increasing the difficulty of generalizing solutions to

decision dependent problems.

An interesting example of decision dependency in an optimization method

itself is presented in Pflug [1990]. Pflug [1990] introduces a method for de-

termining the minimization of an objective function involving a Markovian

process with a recursive estimation procedure. His method simulates several

steps of the Markov process, each under different control values, then computes

a stochastic gradient. Depending on the results, the procedure is iteratively

repeated with different control values. This method is similar to a gradient

descent method in deterministic systems, however the decision of how to adapt

the control variables changes the ultimate results of the optimization routine,
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making the result inherently decision dependent. The presentation of deci-

sion dependency in an optimization method itself, not just in a system to be

modeled, demonstrates the ubiquitous nature of decision dependency and also

underscores the importance for further understanding.

Peeta et al. [2010] solve a two-stage stochastic program where invest-

ment decisions must be made for strengthening a highway network before a

disaster. The first stage decisions influence the probability distributions for

the subsequent damage to the network links. The first stage variables are re-

stricted to integers and the distributions of the random parameters depend on

these variables. The problem thus falls under the umbrella of stochastic in-

teger programming, although it has a decision dependent structure that adds

tremendous complexity. Peeta et al. [2010] state that models with decision

dependent probabilities are typically known to be quite difficult to solve and

suggests trying the sample average approximation (SAA) method originated

in Ahmed and Shapiro [2002] and A.J. et al. [2002]. The work in this thesis

takes advantage of some empirical structure found in the objective function

values and uses a genetic algorithm to quickly converge to an optimal solution.

2.2 Decision Dependent Bayesian Estimation

In this section the definition and estimation of a decision dependent

stochastic process in a Bayesian setting are introduced. The stochastic process

is described in the context of maintenance planning at a nuclear power plant

where the Bayesian estimation technique is introduced in order to quantify the
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dependency of the maintenance decisions on the lifetime of equipment at the

power plant. Results are reported from testing the method on both simulated

and real data from the STPNOC.

2.2.1 Decision Types and Likelihood Formation

A nuclear power plant is comprised of numerous systems, each of which

require frequent maintenance and fails at random times. Assume for a partic-

ular system that the failure time distribution of the system is f(t|θ), where θ

is a vector of parameters indexing the density from a class such as the Weibull

family of distributions. Now consider the case of two decision types, where

each type refers to a different type of maintenance performed on a system. A

decision value of 0 corresponds to preventive maintenance (PM) which resets

the age of the item to zero. This may be achieved via replacing components

of the system or by a major restoration of the system. A decision value of

1 corresponds to corrective maintenance (CM) which repairs the system such

that the age of the system is restored to “as good as old” status. When a

system fails, a CM is performed and the system is restored to the condition it

was in immediately preceding the failure. The assumption that CM does not

alter the age of the system is an approximation that is most accurate in the

case of partial repairs and upgrades such as lubrication to components of the

system. Additionally, restricting the decision set to only two decisions is an

approximation that is useful for illustrative purposes, but in general one could

use several different decision states to model numerous decisions affecting the
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failure process.

Assume there exists a set of increasing times defined by {t0, t1, . . . , tn|t0 =

0, ti < ti+1 , tn = tmax ∀i < n} such that a decision of either PM or CM is

made at each point in time. Define the time series of decisions {di}ni=0 such

that di ∈ {0, 1} where di = 0 if PM is performed at ti or di = 1 if CM is

performed. Furthermore, denote the time that the most recent PM was per-

formed by t∗i = max{tj|j < i, dj = 0}. Note that if preventive or corrective

maintenance is performed at time ti without an accompanying failure, the fail-

ure time stemming from the previous decision is right-censored, indicated by

δi = 0, otherwise all uncensored data has δi = 1. Thus the complete data set

is a stochastic vector process {(ti, di, δi,xi)}ni=1, where xi is a p-dimensional

vector of exogenous covariates which may affect system reliability such as op-

erating temperature and humidity, or other characteristics such as the make

and model of a pump.

Bayesian models are constructed by defining a likelihood function and

then further specifying the prior distribution. Utilizing Bayes theorem, the

posterior distribution is proportional to the product of the likelihood function

and the prior distribution which are defined separately below.

The likelihood function is defined such that it accumulates probability

contributions from a distinct distribution associated with each decision in the

set of possible decisions. The framework below is easily generalized to the case

of multiple decisions, but first consider the case where the likelihood function

depends on two decisions, PM and CM. When a PM decision is made, i.e.
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di−1 = 0, the lifetime of the system is restored to zero at time ti−1. A failure

at time ti then has the likelihood contribution f(ti − ti−1|θ), where θ is the

parameter vector indexing the density associated with a PM distribution. If

the failure time is censored, the contribution is not from the density, but

instead from the survival function S(t|θ) = 1− F (t|θ). When a CM decision

is made, i.e. di−1 = 1, the system age is brought back to the state it was

in immediately before failure, and additional aging must be accounted for

since the last preventive maintenance decision at time t∗i . The failure time

is thus truncated at ti−1 and the system has accumulated wear since t∗i , so

the likelihood contribution is f(ti − t∗i |θ + β)/S(ti−1 − t∗i |θ + β) where θ + β

is a parameter vector for the distribution associated with the CM decision.

Each component of the β parameter is the amount added to θ to construct a

separate distribution that accounts for the decision dependency. Note that a

component of β may be negative, so that each component of θ + β is free to

obtain any value in R. The likelihood function L(θ,β) is thus defined as

L(θ,β) =
n∏
i=1

[
f(ti − ti−1|θ)δiS(ti − ti−1|θ)1−δi

]1−di−1 (2.1)

∗
[f(ti − t∗i |θ + β)δiS(ti − t∗i |θ + β)1−δi

S(ti−1 − t∗i |θ + β)

]di−1

and when a prior distribution is specified on both θ and β with p(θ,β), the

resulting posterior distribution π(θ,β) is given by

π(θ,β) =
L(θ,β)p(θ,β)∫ ∫
L(θ,β)p(θ,β)dθdβ

(2.2)

where the integrals are evaluated over all possible values for a given choice of

parametric distribution. Note that one need not solve these integrals explic-
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itly to use the posterior distribution, because modern MCMC techniques allow

one to sample from π(θ,β) indirectly as demonstrated in Section 2.2.2. This

method gives a decision maker the ability to quantitatively estimate the extent

to which choosing between performing PM or CM affects the failure time dis-

tribution by examining the relative sizes of each component of θ and β. If one

determines the magnitude of βi to be significant, i.e. βi 6≈ 0, then the data is

said to be decision dependent with respect to that parameter of the distribu-

tion. Further statistical tests to confirm decision dependence are provided in

Section 2.2.2 using the Kolmogorov-Smirnov test and the Kullback-Leibler di-

vergence. See Borovkov and Moullagaliev [1999], Liao [2011], and Casella and

Robert [2004] for complete discussions of the two sample Kolmogorov-Smirnov

test and the Kullback-Leibler divergence.

The Bayesian formulation above is generalized to a nonparameteric

prior in Appendix 8.1 using two Polya trees, each centered on a density asso-

ciated with a particular decision.

Before tackling a real world system, simulated decision dependent data

is constructed to test the implementation of the Bayesian inferencing method

outlined in Section 2.2.1 and to ensure that the algorithm can correctly es-

timate the distribution parameters with an acceptable error size. Once the

detection algorithm is deemed reliable, it is applied to the maintenance de-

cision and failure time history for a condenser system at the STPNOC. The

estimated failure parameters are used to form two predictive distributions for

the time to failure, one for each of the two decision types.
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The following steps are implemented to create a simulated data set with

decision dependency using the statistical package SAS 9.2. Before generating

the simulated data a Weibull distribution is chosen to model the failure time

distribution. The Weibull distribution is parameterized in the usual way,

W(t, α, λ) =
α

λ

(
t

λ

)α−1

e−(t/λ)α (2.3)

where α and λ are the shape and scale parameters respectively. The Weibull

shape and scale values are selected for each distribution associated with PM

and CM decisions, and then a fair coin is tossed at each time step to determine

whether corrective or preventive maintenance will be performed. The inverse

CDF method is used for sampling from each distribution, while also keeping

track of the age of the system via the length of time since a previous PM

renewed the lifetime. This creates a simulated time series to test the Bayesian

inference method’s ability to pick out the Weibull parameters used to generate

the simulated data.

The estimation procedure relies on the well known Gibbs Sampler

MCMC method which is discussed extensively in Casella and Robert [2004],

and the algorithm is written in the R statistical language developed by the R

Development Core Team [2011]. Once the simulated data is created, the Gibbs

Sampler method forms a Markov chain for each parameter, Albert [2009].

When the Markov chain has run sufficiently long, the transition distribution

is essentially stationary and a sample from the chain is representative of the

posterior distribution for each parameter. The Markov chain is thinned by
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using only the samples taken at prescribed intervals to reduce autocorrela-

tion. Autocorrelation in the Markov chain may result from poor mixing, i.e.

difficulty in walking around in the parameter space. The convergence of the

Markov chain is monitored using the CODA package by Plummer et al. [2006]

to perform a number of diagnostics. After running the Gibbs sampler for a

large number of cycles, an estimated burn-in period is removed and then after

deciding on a thinning interval, all diagnostics are performed on the remaining

samples taken from the thinned chain. Larger thinning intervals correspond

to smaller lag 1 autocorrelation which adds confidence that the Gibbs samples

are representative of the posterior, although the increased confidence brings

increased computational cost. The Geweke convergence diagnostic, discussed

fully in Bartholomew et al. [2011], is computed and compares the mean of two

different fractions of each chain using a z test and then computes a Z-score to

help diagnose convergence. A large Z-score indicates that the two means are

unlikely to come from the same distribution and that convergence is unlikely

to have been reached, hence a small Z-score is sought for each parameter.

Once the MCMC chain burn-in period is removed and the chain thinned,

the sampled distribution for each parameter is taken as representative of its

posterior distribution. Note that the entire MCMC chain is incorporated in

the predictive densities below, rather than a point estimate of the parameter

values, so that full information is retained from the Bayesian inference stage.
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p1(t) = lim
M→∞

1

M

M∑
i=1

W(t, α1i , λ1i) (2.4)

p2(t) = lim
M→∞

1

M

M∑
i=1

W(t, α2i , λ2i) (2.5)

where θ = (α1, λ1) and θ + β = (α2, λ2), so that β = (α2 − α1, λ2 − λ1). An

astute decision maker would utilize the difference in expected time to failure

for each predictive distribution when choosing between CM or PM in the

next decision point. Better still, a manager should use these estimates as an

input to an optimization model and ultimately form an optimal strategy as

demonstrated in Section 2.3.

2.2.2 Simulated Decision Dependent Data

The Gibbs sampler method described above is now applied to a sim-

ulated data set from two Weibull distributions, W(α1 = 1.5, λ1 = 5) and

W(α2 = 3.0, λ2 = 10). 150 data points are created in order to stay consistent

with the approximate length of the largest STPNOC data set. 75,000 Gibbs

cycles are computed, then the first 25,000 burn-in cycles are removed. The

chain is further culled using a thinning interval of 300 points, which leaves

167 samples from the stationary distribution of the Markov chain. Figure 2.1

shows the trace and density for each of the four Weibull parameters as the

chain grows.
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Table 2.1: Summary statistics for the MCMC Estimation of Simulated Data

Mean SD Naive SE Lag 1 Autocorrelation Geweke Z-score
α1 1.369 0.164 0.013 0.065 -0.528
λ1 5.241 0.671 0.052 -0.095 -0.366
α2 2.643 0.412 0.032 0.356 0.766
λ2 10.675 1.299 0.101 0.273 -0.751

Figure 2.1: The trace and density plots produced from MCMC estimation of
the Weibull parameters generated from a W(α1 = 1.5, λ1 = 5) and W(α2 =
3.0, λ2 = 10).
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The estimation results provided in Figure 2.1 and Table 2.1 above pro-

vide convincing evidence that the MCMC routine is able to pick out the cor-

rect parameter estimates of both distributions. The true distributions used

to create the data are the Weibull(α1 = 1.5, λ1 = 5) and the Weibull(α2 =

3.0, λ2 = 10). The algorithm, which has no prior knowledge about the param-

eter values, estimates the distributions as Weibull(α1 = 1.37, λ1 = 5.24) and

the Weibull(α2 = 2.64, λ2 = 10.68). The standard deviations are small enough

to have confidence that the estimated mean values have been correctly iden-

tified for each parameter. Additional estimations were made with even larger

artificial data sets that demonstrate smaller errors around the true distribu-

tion parameters. The lag 1 autocorrelation for the second Weibull distribution

remains slightly high, considering the large thinning interval. The Geweke Z-

score, computed by comparing the mean of the first 20% with the mean of the

last 30% of the chain, appears reasonable and does not indicate that the chain

failed to converge. Notice that the choice of different parameters for the two

Weibull distributions implies an a priori decision dependence. The significant

difference in Weibull parameter estimates in the real data from STPNOC is

interepreted as evidence of decision dependency. Figures 2.2 and 2.3 display

the two predictive densities and show the close agreement between the algo-

rithm’s inference and the true density used to create the decision dependent

data.

Visual inspection of Figures 2.2 and 2.3 clearly demonstrates the success

of the Bayesian inferencing approach. The discrepancy between the inferred
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Figure 2.2: PM Predictive den-
sity p1(t, α1, λ1) compared to the
Weibull(1.5,5):
◦ ◦ ◦, p1(t, α1, λ1) and ——,
Weibull(1.5,5).

Figure 2.3: CM Predictive den-
sity p2(t, α2, λ2) compared to the
Weibull(3,10):
◦ ◦ ◦, p2(t, α2, λ2) and ——,
Weibull(3,10).

and true parameters can be further reduced with additional simulated data.

The distinction between the Weibull distribution governing the PM and the

Weibull governing the CM can be quantified using the Kullback-Leibler diver-

gence and also by the two-sample Kolmogorov-Smirnov test. The Kullback-

Leibler divergence, defined as

DKL(P,Q) =

∫ ∞
−∞

p(x) log

(
p(x)

q(x)

)
dx (2.6)

is estimated to be 42.95 with p(x) = p1(x) and q(x) = p2(x). This value

indicates a substantial divergence and that the two Weibull distributions are

distinct, as expected in this simulated case.
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The two-sample K-S test, a hypothesis test with the null hypothesis

that two empirically sampled distributions are identical, has a test statistic D

defined as

Dn,n′ = sup
x
|Pn(x)−Qn′(x)| (2.7)

This test is performed twice, once comparing the sampled distributions of the

shape parameters, and a second time with the scale parameter distributions. In

practice the true distributions are unknown and a manager will test for decision

dependence by testing for distinction between the PM and CM distributions

built into the likelihood function. The two shape distributions have a K-

S test statistic value D = 0.982 with a p-value equal to 2e-16, indicating

one must reject the null hypothesis and accept that they are clearly distinct

distributions. The two scale parameter distributions have a K-S test statistic

D = 0.999, with a p-value equal to 2e-16. These two measures, the Kullback-

Leibler divergence and the Kolmogorov-Smirnov test, both overwhelmingly

support the fact that the two distributions are different in the case of the

artificial data set. The full power of these tests is realized in the next section

with a real data set where the two shape and two scale distributions are more

similar and the underlying true distributions are unknown.

Note that having two distinct Weibull distributions implies that the ex-

pected time of the next failure differs for each decision because the expectation

is taken with respect to the particular distribution associated with that deci-

sion. In the following section the same approach is applied to the maintenance

decision and failure time data from STPNOC.
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2.2.3 Decision Dependence in a System from STPNOC

The maintenance decision and failure history for a vacuum pump in the

condenser system from STPNOC contains 147 data points spanning February

1999 to December 2009. The Gibbs sampler algorithm is run for 185,000

cycles, removing the first 10,000 as burn-in and using a thinning interval of

1000 points, so that 175 points are sampled for posterior estimation. The scale

parameters associated with PM and CM decisions are essentially identical,

however a significant difference in shape parameters is detected. Figure 2.4

shows the trace and density of each parameter.

Table 2.2: Summary statistics of the MCMC Estimation from STPNOC data

Mean SD Naive SE Lag 1 Autocorrelation Geweke Z-score
α1 0.716 0.124 0.009 0.127 -0.261
λ1 0.032 0.011 0.001 0.015 -0.786
α2 0.976 0.088 0.007 -0.080 -0.612
λ2 0.035 0.011 0.001 -0.091 0.719
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Figure 2.4: An example of decision dependence in a condenser system at STP-
NOC. The trace and density of our MCMC estimation of two Weibull distribu-
tions are displayed above. Note that the difference in the two shape parameter
distributions implies significantly different failure time distributions.

The results presented in Table 2.2 indicate a clear decision dependency.

The difference in the means of the two shape parameters is substantial, and

their respective standard deviations are small enough to easily distinguish

them as different parameters, thus implying a decision dependency in the

process. The Kullback-Leibler divergence, defined in the same way as with

the artificial data, is estimated to be 23.25. The two shape distributions have
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a Kolmogorov-Smirnov test statistic value D = 0.7485 with a p-value equal

to 2e-16, indicating that one must reject the null hypothesis and accept that

the shape distributions are distinct. The two scale parameter distributions

have a K-S test statistic D = 0.1257, with a p-value equal to 0.1426. The

value of D, combined with the large p-value, does not compel a rejection of

the null hypothesis that the scale parameter distributions are distinct. These

two measures, the Kullback-Leibler divergence and the Kolmogorov-Smirnov

test, both support the conclusions indicated by the CODA summary and error

estimates.

In order to further confirm the detection of decision dependency, the

following procedure is performed on the four Markov chains. Assuming a null

hypothesis that the shape parameters for both PM and CM are not statistically

different, one may seek to determine if it is possible to reject that hypothesis

using standard techniques with a kernel density estimator. The difference of

each pair of parameters in the MCMC output is calculated, and then the pairs

are sorted by size. The sorted list is fit using a kernel density estimation,

which is a nonparametric technique for determining the probability density

of the sorted differences. Thus, if the kernel density estimations are centered

far away from zero, decision dependency is believed to exist. Figures 2.5 and

2.6 confirm that the shape parameters are indeed decision dependent, and the

scale parameter does not demonstrate decision dependency.
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Figure 2.5: Kernel density estimation
of the sorted shape parameters. Note
that the centering significantly away
from zero indicates a clear distinc-
tion in the different distribution of PM
and CM shape parameters. P (α2 −
α1|data) is a common sort of Bayesian
“p-value”.

Figure 2.6: Kernel density estimation
of the sorted scale parameters.

By inspecting the above graphs, K-S test statistics, and Kullback-

Leibler divergences, one is compelled to reject the null hypothesis for the shape

parameters and accept the null hypothesis for the scale parameters, i.e. deci-

sion dependency is present in the shape distributions. Given that the PM and

CM decisions lead to different failure rates, the predictive densities for each

distribution take on increased importance and are shown in Figures 2.7 and

2.8.
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Figure 2.7: PM Predictive density
p1(t, α1, λ1)

Figure 2.8: CM Predictive density
p2(t, α2, λ2)

The benefit of this new Bayesian estimation method is clear; a man-

ager can now easily identify the two distributions and use that information for

making a more informed decision. Specifically, the Risk Management Group

at STPNOC may take advantage of the difference in the two shape parame-

ter distributions because it implies that the PM Weibull distribution places

significantly more likelihood of failure at later times. The predictive densities

above show how the expected time of failure is distributed when CM and PM

decisions are made.
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2.3 Optimal Decision Strategies for Decision Depen-
dent Processes

A decision maker who applies the inference technique described in sec-

tion 2.2.1 will naturally desire an optimal decision strategy to minimize the

costs. The following section defines the optimization problem by specifying an

objective function to evaluate the expected costs of an arbitrary sequence of

PM and CM decisions. The manager is thus interested in finding the set of

decisions to make a priori that minimize the expected costs over a finite hori-

zon. Two separate algorithms are presented which provide distinct approaches

for determining the optimal decision set leading to the lowest expected cost.

The comparative advantages of each algorithm with respect to computational

time and accuracy are then discussed.

2.3.1 Constructing the Objective Function

The following objective function is constructed while keeping the previ-

ous nuclear power plant example in mind. Assume that maintenance decisions

of either PM or CM must be made at evenly spaced intervals {t0, t1, . . . , tn−1}

until a finite horizon time. The motivation for evenly spaced time intervals

stems from the current STPNOC policy of regular 12 week maintenance with a

government mandated shutdown and overhaul every 18 months. This leads to

six decision points where either PM or CM can be made and it is desirable to

determine the sequence of PM and CM decisions that minimize the expected

cost.
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Define the fixed costs of both PM and CM maintenance as Cpm and

Ccm. If the system fails between maintenance times, CM is performed for a

total cost of C̄ = pCd + (1− p)Ccm, where p is the probability that the failed

system will trigger power reduction and Cd is the associated downtime cost.

Denote by dTi = 1 if CM is performed at time Ti and dTi = 0 if PM is performed

at time Ti. The decision dependency is modeled by assuming Weibull failure

times with shape parameter defined as θi = θ + dTi−1
β. Therefore, if PM was

performed at Ti−1 the shape parameter equals θ and if CM was performed it

equals θ + β.

The objective function to be minimized has two summands: fixed cost

(FC) and (variable) failure cost (VC). The fixed cost equals

FC =
n−1∑
i=1

[Cpm (1− dTi) + dTiCcm] ,

and the failure cost equals

V C = C̄
n−1∑
i=1

EdTi−1
[N(Ti−1, Ti)] ,

where N(Ti−1, Ti) is the random variable of the number of failures in the

interval [Ti−1, Ti), i = 1, . . . , n and the expectation is taken with respect to

the most recent decision-dependent failure time distribution. Note that the

expectation utilizes the entire Markov chain associated with each decision, so

that the distribution of both the shape and scale parameters for each decision

are fully represented from the data.

It is desirable to find the collection of decisions {dT0 , dT1 , . . . , dTn−1}

that minimize the total expected maintenance cost, thus the optimization is
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precisely defined as:

min
dT0 ,dT1 ,...,dTn−1

n−1∑
i=1

[Cpm (1− dTi) + dTiCcm] + C̄

n−1∑
i=1

EdTi−1
[N(Ti−1, Ti)]

The following list describes in detail the computation of each term of

the objective function. The objective function must add the fixed PM and CM

costs at each decision point as well as the costs due to the expected number

of failures. It must also take into account the non-renewal effect of CM and

the differing Weibull failure parameters. In order to keep track of the renewal

points, the algorithm must count the number of consecutive CM decisions, n∗,

preceding each PM decision. This is analogous to the t∗ used in the estimation

of the likelihood function from historical decision points in Section 2.2.1. Note

that when calculating the expected number of failures with respect to the CM

distribution the lifetime is already one interval old.

The objective function is constructed for a particular decision set d̂ =

{dT0 , dT1 , . . . , dTn−1} by the following rules:

1. Calculate the objective function by first computing the fixed cost and

expected number of failures over the first interval.

2. Each time a CM decision is made, increment n∗ and add the fixed cost

Ccm.

3. Each time a PM decision is made, add the fixed cost Cpm and then:

(a) Look backwards and add up the expected failures with respect to

previous CM distribution, E [N ((n∗ + 1)∆t) |θ + β]−E [N (∆t) |θ + β]
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(Note: the subtraction is due to the lifetime already being one in-

terval old)

(b) Then look forward and add the expected failures over the immediate

right-hand time interval E [N (∆t) |θ]

4. At the final decision point, check for any expected failures due to previous

CMs that were not accounted for since last PM.

The objective function is thus calculated by computing the first, middle set,

and last decisions and then adding them.

z0 = 1{d0=0}
[
Cpm + C [E [N (∆t) |θ]]

]
+ 1{d0=1}

[
Ccm

]

z1:n−2 =
n−2∑
i=1

1{di=0}Cpm + 1{di=1}Ccm

+ 1{di=0}C
[
E [N (∆t) |θ] + E [N ((n∗ + 1)∆t) |θ + β]

− E [N (∆t) |θ + β]
]

zn−1 = 1{dn−1=0}Cpm + 1{dn−1=1}Ccm

+ 1{dn−1=0}C
[
E [N (∆t) |θ] + E [N ((n∗ + 1)∆t) |θ + β]

− E [N (∆t) |θ + β]
]]

+ 1{dn−1=1}C
[
E [N ((n∗ + 1)∆t) |θ + β]− E [N (∆t) |θ + β]

]
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The objective function is sufficiently complicated that building an in-

tuition about its behavior through analytical techniques is quite difficult. Its

dependence on the particular sequence of decisions make a computational ap-

proach essential, because the objective value can change substantially from

one decision set to another by modifying only a single decision point. The

following section explores how to determine the optimal set of decisions to

minimize the objective function.

2.3.2 Two Approaches to Finding a Solution

The objective function defined above is highly path dependent and one

might initially attempt a dynamic programming approach to solve it. This

approach is not applicable however, because dynamic programming relies on

recursively taking expectations beginning with the final decision and work-

ing backward. For more information on dynamic programming, see Bellman

[2003]. The evaluation of this objective function requires that the time since

the most recent PM must be known at each decision point, thus making the

problem “forward looking.”

The first approach to finding a solution is to evaluate the objective

function over all possible decision combinations and sort the objective values

to determine the decision set with the minimum expected total cost. The

optimal cost may not result from a unique decision set, but in fact may be

realized by multiple decision paths. An example of such a case is provided

below. Note that evaluating the objective function for all possible decision
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sets scales as O(2n) where n is the number of decisions to be made until the

horizon. Such scaling problems prohibit this approach for large n without uti-

lizing significant parallel computational resources or approximation methods.

The evaluations of different decision sets are independent making the large n

problem “embarrassingly parallel.” Fortunately, the full computation of all

decision sets is feasible for the practical size problems faced at the STPNOC.

2.3.2.1 Decision Set Optimization Example

The following optimization uses the decision dependent estimation re-

sults from the STPNOC example presented in Section 2.2.1 and Table 2.2 and

Figure 2.4. The rest of the parameter values used in the objective function

are: CM cost of $7,000, PM cost of $35,000, downtime (reduced power) cost of

$4,500,000, and the probability of triggering reduced power outage is p = 0.005.

The optimization runs over an 18 month time horizon and assumes mainte-

nance decisions are performed approximately every 12 weeks, i.e. n = 6. The

optimization yields two optimal decisions: {0, 1, 1, 1, 1, 1} and {1, 1, 1, 1, 1, 0}

both with a total cost of $543,714, where 1 corresponds to corrective and 0 to

preventive maintenance.

It is desirable to know the behavior of the objective function as the

decision set is varied. Consider the decision set as the binary representation

of an integer. Then each of the n-dimensional decision sets can be repre-

sented on a single dimension, namely the natural numbers N0 = {0, 1, 2, . . . }.

Transforming the decisions from a binary representation to a decimal repre-
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sentation enables one to plot the objective function against all decisions on a

single graph. Of course, the objective function is still dependent on the other

parameters, but this transformation is useful for analyzing a particular item

where the parameters are fixed and the decision maker can only affect the

decision set. Figure 2.9 displays the objective function value over all possible

decision sets for the item and parameters discussed above.
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Figure 2.9: Objective function values for each decision set (in decimal nota-
tion). Note the tendency to cluster at various objective function values. The
optimal decisions are the two bottom values, corresponding to decision sets
{0, 1, 1, 1, 1, 1} and {1, 1, 1, 1, 1, 0}.
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The clustering that appears at particular values of the objective func-

tion has been observed for several different distributions and is not particular

to this individual item. The structure of the clustering varies, but so far every

item modeled has displayed some form of clustering at distinct bands of objec-

tive values. An algorithm is developed in the next section to take advantage of

the banded structure for larger decision sets. Figure 2.10 shows the objective

values when the decision number is increased to n = 12.
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Figure 2.10: Objective function values for each decision set (in decimal nota-
tion) for n = 12. The clustering of objective values into cost bands becomes
increasingly apparent as the decision number is increased. The optimal deci-
sion set for n = 12 is all CM decisions for a cost of $573,668.10.

The clustering of costs into only a few bands is now extremely appar-

ent, however it is still difficult to predict which band each decision set will
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fall. The banded clustering becomes increasingly noticeable as the decision

number is increased. For n = 15, the computational time required to compute

all objective values on a modern laptop is approximately an hour. Parallel

techniques could be used to tackle larger n, although one should consider a

heuristic approach that negates the need for large scale computation. Section

2.3.3 describes how to approach the case where n is prohibitively large.

2.3.3 Decision Set Optimization for Large Number of Decisions

If a manager faces a large number of decisions so that n � 1, then

the computational expense of computing the objective function for all deci-

sion combinations grows much too fast to be feasible. For the case of binary

decisions, such as a decision of PM or CM, the computational cost grows as

O(2n) and another method must be used to provide an optimal policy in a

reasonable amount of time. A heuristic approach is reasonable in cases where

there is a large amount of structure in the objective function costs, such as

the clustered values seen in Figure 2.10. One seeks an optimization algorithm

that can intelligently evaluate candidate decision sets and improve the optimal

choice efficiently towards finding a minimum objective value. Fortunately, a

genetic algorithm for minimizing a function of a sequence of binary variables

has been developed that perfectly suits this scenario by Willighagen [2005].

This genetic algorithm views each combination of decisions as a gene and each

binary decision of PM or CM as a binary chromosome that makes up the

gene. As the algorithm evaluates different genes, it generates new candidate
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genes by combining chromosomes from different genes that show promise for

improving the minimization. The result is that the algorithm will run for a

specified number of iterations and then report the gene, or decision set, that is

the minimum value tested. Although no guarantee of optimality can be made

with this method, the computational gains far outweigh the prohibitive costs

of more certain algorithms.

Figure 2.11 displays the dramatic decrease in the expected costs as the

genetic algorithm iterates and tests different decision sets for n = 12. For

the n = 12 case, one can be confident of convergence not only because the

expected cost plateaus, but also because the optimal decision evaluated is

the same as that outlined in Section 2.3.2.1. In Figure 2.12 the results are

displayed for a much larger problem, n = 50. These results are obtained in

minutes on a modern laptop with the genetic algorithm, but would take more

than several weeks to obtain using an exhaustive search. The optimal decision

set for the same problem with n = 50 is all CM decisions with an expected

cost of $2,268,506.
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Figure 2.11: Expected Costs decrease
as the genetic algorithm iterates 100
times seeking decision sets that reduce
the objective function value for n = 12.
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Figure 2.12: Expected Costs decrease
as the genetic algorithm iterates 150
times seeking decision sets that reduce
the objective function value for n = 50.

2.4 Conclusions

A new Bayesian inferencing method is demonstrated to quantify deci-

sion dependency in a stochastic process. The method relies on a likelihood

function constructed from decisions associated with two distinct probability

distributions. The method has been implemented and correctly detects deci-

sion dependency in both a simulated data set, and real historical data from

a condenser system at the STPNOC. The estimation procedure reveals dis-

tinctly different failure time distributions when CM and PM decisions are
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made. Managers can use this estimation procedure not only for maintenance

decision dependency in nuclear power plants, but also for any stochastic pro-

cess wherein the decision choices affect the process.

Additionally, an objective function is introduced that describes the to-

tal costs over a finite horizon for PM and CM decisions when the future failure

rate and system age is dependent on the sequence of decisions. Two optimiza-

tion methods are provided to solve the optimization problem so that a manager

can utilize the decision dependency information to determine the optimal de-

cision policy. The decision maker will prefer one optimization algorithm over

the other depending not only on the number of decisions to be made until the

horizon, but also the computational resources available.
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Chapter 3

Introduction to Slice Sampling

3.1 History and Motivation

In the late 1990’s an alternative method of sampling was invented called

slice sampling. Slice sampling was first published in Damien et al. [1999] with

alternate preliminary work completed by Neal [1997] and a full treatment of

the subject is available in Casella and Robert [2004]. Additional properties of

slice sampling are detailed in Neal [2003] along with some modifications for

improving efficiencies. A Gibbs sampler requires that the conditional distri-

butions for each parameter of interest are known in advance and that one can

sample from those conditionals in a reasonable manner. Trouble occurs in a

Gibbs sampler when a conditional distribution is not a well-known distribution

and cannot be easily sampled. One must turn to alternative computationally

intensive sampling methods such as rejection sampling in order to sample a

difficult conditional inside a Gibbs cycle. This can introduce an infeasible

amount of computational expense. For example, if one desires to sample from

a truncated distribution where the admissible domain is four or five standard

deviations away from the mean, then rejection sampling is not going to be

feasible. One would need to wait thousands of iterations to accept a sin-

gle candidate. Similarly one faces a problem if the distribution function is
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not invertible, rendering the Inverse-CDF method impossible to implement.

Fortunately, slice sampling provides an efficient alternative for sampling from

peculiar density functions and difficult domains.

The principle idea behind slice sampling is to introduce additional aux-

iliary variables in such a way as to “slice” the density so that direct simulation

is possible. The auxiliary, or latent, variables must be introduced in such a

way that their presence properly preserves the original density function. The

real advantage of the slicing method is that after introducing the latent vari-

ables, the conditional distribution of each parameter is often simple to sample,

avoiding computationally infeasible sampling methods. Slice sampling is thus

an excellent method to construct a Gibbs sampler that would otherwise have

posterior densities that are difficult to sample. A cycle from a Gibbs sam-

pler that utilizes slice sampling will sample not only the original parameters,

but also the latent variables. Typically, the latent variables are uniformly

distributed or otherwise distributed such that they are trivial to sample. Sec-

tion 3.2 defines the formal requirements for introducing latent variables into a

density and demonstrates the complete method with an example.

3.2 Slice Sampling Methodology

Recall from Section 1.2 and Appendix A that a density defined up to

proportionality is sufficient to form a proportional likelihood and posterior

in the Bayesian formulation. In many such scenarios one desires to sample

from a density f(x) that is difficult to sample and may be known only up to
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proportionality. This situation is common and the lack of a proportionality

constant is not restrictive when using the slice sampling method. The following

theorem from Damien et al. [1999] details the rules for introducing latent

variables into a density to assist building a better Gibbs sampler.

Theorem 3.2.1. If f can be written

f(x) ∝ π(x)
N∏
i=1

li(x)

where π is a density of known form and each li is a non-negative and invertible

function, although not necessarily a density, then a Gibbs sampler for generat-

ing random variates from f exists where all except one of the full conditionals

are uniform densities, and the remaining full conditional is a truncated version

of π.

Note that if li(x) > u for some value of u, the it is possible to obtain the

set Aiu = {x : li(x) > u}. After a latent variable such as u is introduced, the set

Aiu is calculated and understood as a constraint set of the allowable values of

x. This set will force the density π(x) to be truncated and sampled only from

these admissible values. Note that the latent variable ui does not always have

to be introduced such that it is uniformly distributed. The proof of Theorem

3.2.1 is remarkably short and reproduced in Appendix C. One might initially

be concerned that the introduction of a latent variable to construct a joint

density f(x, u) might somehow disturb the marginal density of X, but the

careful introduction through indicator functions such as 1 {u < l(x)} ensure

that the marginal density is not compromised. See Appendix C for details.
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It is easiest to recognize the power of slice sampling through an exam-

ple. Pretend for a moment that the Box-Muller algorithm doesn’t exist and a

statistician desires to sample from the standard normal distribution, N(0, 1).

The CDF of a normal density involves the erf() and is not analytically invert-

ible. Using theorem 3.2.1 the normal density is defined up to proportionality

f(x) ∝ e−x
2/2

and the joint density with a latent variable u can be defined below.

f(x, u) ∝ 1

{
u < e−x

2/2
}

Note that by construction the joint density is a constant value, i.e. uniformly

distributed, over the constraint set defined inside the indicator function. The

constraint set for x can now be calculated by inverting the inequality inside

the indicator function.

Au =
{
−
√
−2 log(u) < x <

√
−2 log(u)

}
Now the conditional densities can be well-defined and a Gibbs sampler can be

constructed in the usual way.

(u|x) ∝ U
(

0, e−x
2/2
)

(x|u) ∝ U
(
−
√
−2 log(u),

√
−2 log(u)

)
This method provides an alternate way to sample a normal density without

having to compute any sine or cosine functions like the Box-Muller algorithm.
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Most importantly, it allows one to sample the normal density directly using

uniformly generated random variates. A statistician is particularly advised

to use this method when sampling from an extremely low probability space

where acceptance-rejection methods would reject essentially all candidates.

Sampling events with small probabilities is not the only advantage of

the slice sampling method. Bayesian models typically have many parameters

and the joint posterior can be quite complicated. The ability to sample directly

from the posterior using slice sampling is a tremendous advantage in computing

MCMC algorithms. Sections 4.2 and 4.3 utilize the slice sampling method to

provide new ways to sample from a region of a parameter space imposed by a

prior point of view. The slice sampling method allows a Bayesian formulation

with a carefully chosen prior distribution that can restrict sampling to certain

desirable regions of the parameter space. Sections 4.2 and 4.3 detail how to

slice a posterior, often including a wise choice of prior, in order to enforce a

particular shape of hazard function that is desired a priori.
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Chapter 4

A Complete Bayesian Analysis of the Modified

Weibull and Exponentiated Weibull

Distributions

4.1 Introduction

The purpose of this chapter is to provide a full Bayesian analysis of

two recent models, derived from the Weibull distribution, which offer greater

flexibility for the modeling of lifetime data. The Weibull density has histor-

ically been popular for modeling the reliability of a system, and the form of

the density function is given by:

f(t|λ, k) =
k

λ

(
t

λ

)k−1

e−(t/λ)k , t ≥ 0.

Applications involving the Weibull model have been successfully employed in

numerous types of systems; including rain drop size, wind speed, occurrence

of earthquakes, failure of manufactured items, and wave heights in the English

Channel. Additionally, there are many articles in the biomedical literature

that use the Weibull distribution. An excellent book on the analysis and

application of Weibull models is provided in Murthy et al. [2004]. However,

despite the popularity of Weibull models for analyzing failure time data, there

is a serious drawback to the Weibull hazard rate function, which is highlighted
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by considering the form of the hazard rate function:

h(t) =
f(t)

1− F (t)
=

k
λ

(
t
λ

)k−1
e−(t/λ)k

1− (1− e−(t/λ)k)
=
ktk−1

λk
.

This hazard function is only capable of constant, increasing, or decreasing

shapes, when k = 1, k > 1, and k < 1, respectively. Engineers, biostatisticians

and statisticians often require a bathtub, or U-shaped curve, for modeling

higher probability of failure at both very early and very late times. This failure

process is regularly observed empirically and is important enough to warrant

deriving further models which produce a wider variety of hazard shapes.

The published literature on reliability engineering is extensive; so this

literature review focuses on the publications which motivate the need for mod-

ified and exponentiated Weibull densities; namely, the publications relating to

bathtub shaped hazard functions. Hjorth [1980] is an important early publica-

tion addressing the need for a reliability distribution which provides bathtub

shaped hazards. Hjorth introduced the IDB distribution in 1980, which can

also provide bathtub shaped hazards, but it is not as flexible as the exponenti-

ated Weibull density, introduced in Mudholkar and Srivastava [1993]. Aarset

[1987] developed a test statistic for testing if a random variable is generated

from a distribution with a constant versus bathtub shaped hazard rate. Mud-

holkar notes that neither the Hjorth model, nor the Gaver and Acar (1979)

model include the Weibull family of distributions and are thus less general.

Murthy et al. [2004] is an excellent book providing details on numerous new

densities such as linear and nonlinear transformations of a Weibull density,

52



mixtures of Weibull densities, modified and generalized Weibull densities, and

even Weibull models with varying parameters.

This chapter focuses on two densities that are generalizations of the

standard Weibull density, the modified Weibull density, introduced by Lai et al.

[2003], and the exponentiated Weibull density, introduced in Mudholkar and

Srivastava [1993]. Both the modified Weibull and the exponentiated Weibull

are capable of producing bathtub shaped hazard curves as well as other com-

monly desired hazard shapes. These authors discuss the range and combi-

nations of parameter values that lead to each class of hazard rate function.

However, neither work discusses a Bayesian estimation of the parameters of

these densities. Another non–Bayesian study by Pal et al. [2006] compares the

exponentiated Weibull with the exponentiated exponential distribution for a

data set of breaking stress levels of carbon fibers, and finds the exponentiated

Weibull offers a superior fit with a standard likelihood ratio test. Their model

is also fit using a quasi-Newton algorithm for solving the maximum likelihood

equations.

Mudholkar et al. [1995] fits the exponential Weibull for censored data,

but the treatment is non-Bayesian, and estimation is based on solving a system

of nonlinear equations using a deterministic Newton-Raphson based method.

These types of methods are notoriously difficult in determining if a global

optimum has been achieved. On the other hand, Markov chain Monte Carlo

(MCMC) techniques, exploited in this thesis, are guaranteed to provide an

ergodic Markov chain and thus, if sampled properly, will provide a complete
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description of the uncertainty in the parameter estimates. More recently, Singh

et al. [2005] provides both Bayesian and classical estimators for the exponen-

tiated Weibull distribution, and compares the performance of the estimators

with a squared error and LINEX loss function, as did Mudholkar et al., but

neither approach can be readily extended to right censored data. The expo-

nentiated Weibull is also discussed in a Bayesian context in Nassar and Eissa

[2004] who assess the statistical performance of their model via numerical in-

tegration.

The present thesis differs from the above Bayesian approaches in the

following respects: firstly, we adopt an MCMC approach which is remark-

ably easy to implement, bypassing the need for complex numerical integration

methods; secondly, we construct stylized prior distributions which when em-

bedded in a Gibbs sampler will induce the desired form of hazard rates; thirdly,

both exact and right censored data are modeled; and lastly, there is currently

no Bayesian implementation of the modified Weibull density, introduced by

Lai et al. [2003] in the literature. Here, we fill this important gap by offering

a solution, since the modified Weibull density may be better suited to model

bathtub and increasing hazard rates than the exponentiated Weibull.

Describing the layout of the chapter, Section 4.2 develops the Bayesian

analysis for the modified Weibull density and in Section 4.3 we analyze the

exponentiated Weibull density. Section 4 considers a comparison between the

two families and Section 5 provides a brief discussion.
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4.2 The Modified Weibull Distribution

The modified Weibull density (MWD) function differs from the stan-

dard Weibull density by featuring two shape parameters and one scale param-

eter. The density function is defined with a > 0, b ≥ 0, and λ > 0 as

f(t) = a(b+ λt)tb−1eλte−at
beλt

and the cumulative distribution function and hazard rate function are given

by

F (t) = 1− e−atbeλt

h(t) = a(b+ λt)tb−1eλt,

respectively. Lai et al. [2003] note that the shape of h(t) depends only on b due

to the factor tb−1. The modified Weibull hazard can thus model two different

shape classes. If b < 1, then h(t) is bathtub shaped, and if b ≥ 1, then h(t) is

monotone increasing. When the focus is on bathtub shaped hazard curves, the

MWD is preferable to the exponentiated Weibull distribution (EWD) because

the shape depends on one less parameter, and can be simpler to estimate in

many cases.

The likelihood function for an observed data set {ti}ni=1 is given by

L(a, b, λ) =
n∏
i=1

f(ti|a, b, λ).

It is very difficult to assess this model directly as a Bayesian and hence we

first construct a latent form of the model which will allow a simple MCMC
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algorithm to be formulated. Damien et al. [1999] argue that there is no unique

way to write the latent form of any model and, in general, it is a matter of

judicious choice dictated by the particular density function at hand. Here we

introduce 3n latent variables, three for each datum, leading to the following

joint density,

f(x, u, v, w) = a3
1 {w < b+ λx}x2b−1eλxve−auv1

{
u > xb, v > eλx

}
. (4.1)

Here 1{·} is 1 if the condition within the bracket holds and is 0 otherwise.

The new latent likelihood function is thus given by

L(a, b, λ) =
n∏
i=1

f(ti, ui, vi, wi).

A Gibbs sampler can be constructed by deriving all the full conditional distri-

butions, for both parameters and latent variables. The prior distributions for

the parameters will be introduced later, when a Gibbs sampler for a specific

hazard function is desired. The full conditional distributions for the auxiliary

variables (ui, vi, wi)
n
i=1 are straightforward to sample, by first inspecting their

respective contributions to the latent likelihood function, based on equation

(4.1). The inequalities are easily solved to provide bounds for each of the

latent variables. We have:

g(ui| · · · ) ∝ exp(−auivi)1
(
ui > xbi

)

g(vi| · · · ) ∝ vi exp(−auivi)1
(
vi > eλxi

)

g(wi| · · · ) ∝ Uniform (0, b+ λxi) .

(4.2)
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In the above, for the truncated gamma densities, additional latent variables

could be introduced to simplify sampling; see Damien and Walker [2001].

The full conditionals for the shape and scale parameters are similarly

formed by first inspecting their contribution to the latent likelihood function,

and then inverting the inequalities to get bounds on the induced constraint

sets. Omitting tedious algebra, and denoting a prior density by π(.), the full

posterior conditional for a is given by

g(a| · · · ) ∝ a3n exp

(
−a

n∑
i=1

uivi

)
π(a).

The full conditional for b is given by

g(b| · · · ) ∝ exp

{
2b

n∑
i=1

lnxi

}
π(b) 1(b ∈ C),

where the constraint set C is calculated as

C =

{
b : max

(
max
1≤i≤n

(wi − λxi) ,max
xi<1

lnui
lnxi

)
< b < min

xi>1

lnui
lnxi

}
.

The full conditional density for λ is given by

g(λ| · · · ) ∝ exp

{
λ
∑
i=1

xi

}
π(λ) 1(λ ∈ D),

where

D =

{
λ : max

1≤i≤n

(
wi − b
xi

)
< λ < min

1≤i≤n

ln vi
xi

}
.

The conditional posteriors and constraint sets derived above are valid for both

bathtub and increasing hazard shape types. Stylized prior distributions can

now be developed to construct two Gibbs samplers, one for bathtub hazards
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and another for increasing hazards..

Right Censored Data. The above formulation works for exact data. The

extension to right censored data is straightforward. The best way, given we are

already in a Gibbs sampling framework, is to sample the missing observation

x if it is known that x > x0. This can be done given all the other variables,

both parameters and latent. The consequence is that it would be necessary to

sample from densities of the type

f ∗(x) ∝ x2b−1eλx1(ξ1 < x < ξ2),

where

ξ1 = max{x0, (w − b)/λ}

and

ξ2 = min{u1/b, λ−1 log v}.

The above density can be sampled using an acceptance–rejection algorithm,

by finding the maximum value of x2b−1eλx in the interval (ξ1, ξ2).

4.2.1 Gibbs Sampler for Bathtub Shape

A bathtub hazard function shape is obtained when b < 1. The prior

for a is chosen as a uniform distribution on the interval [aL, aU ] and the prior

distribution for b is taken to be a truncated exponential,

π(b) = αb e
−αb b1 (b < 1) .
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Then the posterior conditional for b is given by

g(b| · · · ) ∝ exp

{
−b

(
αb − 2

n∑
i=1

lnxi

)}
1(b ∈ C) 1 (b < 1) .

The posterior conditional for b above can be sampled, for example, with an

acceptance-rejection method. Similarly, one can take the prior for λ to be

π(λ) = αλ exp(−αλλ)

and then the posterior conditional for λ is given by:

g(λ| · · · ) ∝ exp

{
−λ

(
αλ − 2

n∑
i=1

xi

)}
1(λ ∈ D).

Now that all the posterior conditionals are fully defined, the Gibbs sampler

that produces bathtub hazard shapes can be explicitly stated in full:

g(ui| · · · ) ∝ exp(−auivi)1
(
ui > xbi

)
g(vi| · · · ) ∝ vi exp(−auivi)1

(
vi > eλxi

)
g(wi| · · · ) ∝ Uniform (0, b+ λxi)

g(a| · · · ) ∝ a3n exp

(
−a

n∑
i=1

uivi

)
1(aL < a < aU)

g(b| · · · ) ∝ exp

{
−b

(
αb − 2

n∑
i=1

lnxi

)}
1(b ∈ C)1(b < 1)

g(λ| · · · ) ∝ exp

{
−λ

(
αλ − n

∑
i=1

xi

)}
1(λ ∈ D).

(4.3)

The Gibbs sampler algorithm given in (4.3) is tested here using an

artificial data set created using the inverse–CDF method. The data set has
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30 points, created with the parameter set (a, b, λ) = (0.5, 0.25, 1.0), which

ensures the corresponding hazard rate is bathtub shaped. The algorithm is

run for 50,000 iterations (Gibbs cycles) and a thinning interval of 800 points is

used to remove autocorrelation in the resultant Markov chain. The results in

Table 4.1 and Figure 4.1 demonstrate the ability of the algorithm to properly

estimate the parameters from the data.

True Value Mean SD SE of Mean Autocorrelation
â 0.500 0.480 0.093 0.010 -0.156

b̂ 0.250 0.224 0.066 0.010 0.075

λ̂ 1.000 1.109 0.140 0.017 -0.011

Table 4.1: Parameter estimates from modified Weibull bathtub Gibbs sampler.
The True Value is the parameter value used to generate the artificial data.

The survival curve, S(t) = 1−F (t), can be plotted using the parameter

estimates obtained from the Gibbs sampler. Additionally, it is easy to estimate

any desired interval estimates for the survival curve. The posterior survival

curve and a 95% uncertainty band from the above estimation is shown in

Figure 4.2. The hazard rate function is plotted in Figure 4.3 at the mean

values of the parameters from the Gibbs samples, confirming that the true

underlying shape is indeed bathtub.
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Figure 4.1: CODA generated trace and density plots from the Gibbs sampler.
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Figure 4.2: Mean survival function values at each time point. Error bars are
the 2.5% and 97.5% quantiles.
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Figure 4.3: Bathtub shaped hazard rate function with a = 0.48, b = 0.22, and
λ = 1.11

4.2.2 Gibbs Sampler for Increasing Hazard Rate

The analysis leading to a monotonically increasing hazard function is

essentially similar to that of the bathtub case, except that one must choose

the prior on b such that it includes the truncation to achieve b ≥ 1. This

will change the full posterior conditional distribution for b. Now the prior and

conditional distributions are given by

π(b) = αbe
−αbb1 (b ≥ 1)

(4.4)

g(b| · · · ) ∝ exp

{
−b

(
αb − 2

n∑
i=1

lnxi

)}
1(b ∈ C)1(b ≥ 1). (4.5)

The Gibbs sampler that produces monotone increasing hazard rate functions

is obtained by substituting equation (4.5) into the Gibbs sampler presented in

the equations in (4.3).
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The algorithm is implemented on an artificial data of 30 values sampled

using the inverse-CDF method. The parameter values used to produce the

data set are (a, b, λ) = (0.5, 1.1, 1.0), guaranteeing that the hazard curve is

increasing, since b ≥ 1. The algorithm is run for 25,000 iterations with a

thinning interval of 100 points. The estimation results presented in Table 4.2

and Figure 4.4 clearly demonstrate the ability of the algorithm to properly

estimate the parameters of the MWD model.

True Value Mean SD SE of Mean Autocorrelation
â 0.500 0.516 0.106 0.006 -0.096

b̂ 1.100 1.173 0.150 0.011 0.057

λ̂ 1.000 1.002 0.149 0.009 -0.047

Table 4.2: Parameter estimates after thinning with every one hundredth point.
The True Value is the parameter value used for generating the artificial data.
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Figure 4.4: CODA generated trace and density plots from Gibbs sampler after
thinning.
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The survival curve is presented in Figure 4.5 with a 95% uncertainty

interval constructed in the same manner as in Figure 4.2. The hazard rate

function, h(t), is plotted in Figure 4.6. The form is clearly monotonically

increasing, as expected.
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Figure 4.5: Mean survival function values at each time point. Error bars are
the 2.5% and 97.5% quantiles.

The MWD model is an excellent choice for extending the standard

Weibull to model a system’s increasing and bathtub shaped hazard functions,

however another popular model is also available, namely the exponentiated

Weibull distribution (EWD).

4.3 The Exponentiated Weibull Distribution

The EWD has density function given by

f(t) =
[
1− e−(t/λ)k

]θ−1

e−(t/λ)k θkλ−ktk−1,
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Figure 4.6: Increasing hazard rate function with a = 0.516, b = 1.173, and
λ = 1.002

where λ is the scale parameter and θ and k are shape parameters. The corre-

sponding cumulative distribution function is given by

F (t) =
[
1− e−(t/λ)k

]θ
.

This family offers flexibility in modeling different types of hazard rates;

1. If k > 1 and kθ < 1, then h(t) is bathtub shaped.

2. If k ≥ 1 and kθ ≥ 1, then h(t) is monotone increasing.

3. If k ≤ 1 and kθ ≤ 1, then h(t) is monotone decreasing.

4. If k < 1 and kθ > 1, then h(t) is unimodal.

The monotone shapes are strict ones except when k = θ = 1, in which case

the EWD reduces to the negative exponential distribution. Now assume one
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observes a sample of size n from an EWD. Following the MWD, it is convenient

to first formulate the latent model by introducing 2n auxiliary variables:

f(x, u, v) = 1

{
u <

[
1− e−(x/λ)k

]θ−1
}
e−v1

{
v > (x/λ)k

}
θkλ−kxk−1. (4.6)

Hence, a complete data or latent likelihood function is given by

L(θ, λ, k) =
n∏
i=1

f(xi, ui, vi).

Sampling the latent variables (ui, vi)
n
i=1 conditional on all other variables is

straightforward since the bounds are specified in equation (4.6):

g(ui
∣∣ · · · ) ∝ Uniform

(
0,
[
1− e−(xiλ )

k]θ−1
)
,

and similarly,

g(vi
∣∣ · · · ) ∝ exp(−vi)1

{
max
1≤i≤n

(xi
λ

)k
< vi

}
.

Next, we develop the full conditional densities for θ, k, and λ in order to

define a Gibbs sampler. The prior distributions, π(.), for each parameter can

be specified later. For θ, the full conditional is given by

g(θ
∣∣ · · · ) ∝ π(θ)θn1 (θ < θ0) , (4.7)

where

θ0 = 1 + min
1≤i≤n

lnui
ln(1− ξi)

,

and

ξi = exp
{
−(xi/λ)k

}
.
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Using the density in equation (4.6), the full conditional for k is given up to

proportionality by

g(k
∣∣ · · · ) ∝ n∏

i=1

kλ−kxk−1
i π(k)1(k ∈ A) (4.8)

where A is an easily available constraint set. After some algebra, equation 4.8

is written more succinctly as

g(k
∣∣ · · · ) ∝ kn exp(Ck)π(k)1(k ∈ A),

where

C =
n∑
i=1

ln(xi)− n ln(λ).

Using k > 0 and inverting u <
[
1− e−(x/λ)k

]θ−1

as well as inverting v >

(x/λ)k, one can form the constraint set A.

If θ > 1, then A = (a, b) where

a = max

{
max
xi>λ

{
ln(− ln(1− u1/(θ−1)

i ))

ln(xi/λ)

}
,max
xi<λ

{
ln(vi)

ln(xi
λ

)

}}

b = min

{
min
xi>λ

{
ln(vi)

ln(xi
λ

)

}
,min
xi<λ

{
ln(− ln(1− u1/(θ−1)

i ))

ln(xi/λ)

}}
.

If θ < 1, then

a = max

{
max

xi<λ,ui>1

{
ln(− ln(1− u1/(θ−1)

i ))

ln(xi/λ)

}
,max
xi<λ

{
ln(vi)

ln(xi
λ

)

}}

b = min

{
min

xi>λ,ui>1

{
ln(− ln(1− u1/(θ−1)

i ))

ln(xi/λ)

}
,min
xi>λ

{
ln(vi)

ln(xi
λ

)

}}
.
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The full conditional for λ is given as

g(λ
∣∣ · · · ) ∝ λ−nkπ(λ)1(λ ∈ B), (4.9)

where B is an easily available constraint set.

If θ > 1, then

B =

λ : max
1≤i≤n

xi

v
1/k
i

< λ < min
1≤i≤n

xi(
− ln(1− u1/(θ−1)

i )
)1/k

 .

If θ < 1, then

B =

{
λ : max

(
max
1≤i≤n

xi

v
1/k
i

,max
ui>1

xi

(− ln(1− u1/(θ−1)
i ))1/k

)
< λ

}
.

Right Censored Data. The above formulation is sufficient to handle ex-

act data. Here we discuss the procedure in the presence of right censored

observations. So suppose for an observation it is known that t > t0. Then we

would want to sample from the density proportional to

f ∗(t) ∝ tk−1e−(t/λ)k
(

1− e−(t/λ)k
)θ−1

1(t > t0).

It is first worth transforming s = (t/λ)k so we would sample from

f ∗(s) ∝ s(k−1)/ke−s (1− e−s)θ−1
1(s > s0)

where s0 = (t0/λ)k and then take t = λ s1/k. Thus f ∗(s) is easy to sample using

an acceptance–rejection algorithm. Hence, right censored data is modeled
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by merely extending the Gibbs sampler for exact data with an additional

conditional distribution, and which is given above.

4.3.1 Gibbs Sampler for Bathtub Shape

The hazard function h(·) is bathtub shaped when the k and θ parame-

ters lie in the set {(k, θ) : k > 1, 0 < kθ < 1}. One seeks priors such that the

posterior conditional required for the Gibbs sampler are sampled only from

parameters that lead to bathtub shapes.

To fully specify the conditional distribution on θ derived in (4.7), we

choose a uniform prior with the appropriate bathtub constraint:

π(θ|k) ∝ 1

{
0 < θ <

1

k

}
.

Substituting the prior into the conditional distribution yields the posterior

conditional for θ as

g(θ
∣∣ · · · ) ∝ θn1

{
0 < θ < min

(
θ0,

1

k

)}
.

The above truncated beta distribution is straightforward to sample. The prior

distribution for k is taken to be flat, leading to the conditional posterior:

g(k
∣∣ · · · ) ∝ kn exp(Ck)1 {k ∈ A} 1

{
1 < k <

1

θ

}
.

The density for k does not belong to a well-known family of distributions,

however it could be sampled using, for instance, acceptance-rejection sampling.

To fully specify the conditional distribution for λ derived in equation (4.9), we
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choose π(λ) = (nk − 1)αnk−1
λ , which leads to a Pareto conditional posterior,

g(λ
∣∣·) ∝ Pareto(nk − 1, αλ)1{λ ∈ B}.

The Pareto density is sampled using the inverse CDF method. The Gibbs

sampler for drawing samples from bathtub shaped hazard functions is then

given by

g(ui
∣∣ · · · ) ∝ Uniform

(
0,
[
1− e−(

xi
λ

)k
]θ−1

)
g(vi

∣∣ · · · ) ∝ exp(−vi)1
{(xi

λ

)k
< vi

}
g(λ
∣∣ · · · ) ∝ Pareto(nk − 1, αλ)1{λ ∈ B}

g(θ
∣∣ · · · ) ∝ θn1

{
0 < θ < min

(
θ0,

1

k

)}
g(k
∣∣ · · · ) ∝ kn exp(Ck)1 {k ∈ A} 1

{
1 < k <

1

θ

}
.

(4.10)

The Gibbs sampler above is implemented on an artificial data set with

a bathtub hazard rate property. A single Markov chain exhibited a very high

degree of autocorrelation, which is not surprising since we have introduced 2n

latent variables. Instead, thanks to the advances in parallel computing, one can

simply run, say 10 chains in parallel, where each chain is initialized at different

starting values of the parameter triplet (θ0, λ0, k0). The chains are each run for

50,000 iterations and the first 5,000 iterations are removed to allow burn-in,

thus there are 450,000 samples for each of the three parameters. The 10 chains

are aggregated and statistics are calculated using the method demonstrated

in Gelman and Rubin [1992]. They provide a method that not only calculates

the pooled variance, but also gives a metric, called a scale reduction value,
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for determining whether additional sampling will yield sharper estimates. A

scale reduction value close to one indicates that further sampling will not yield

improved estimates.

Fifty values were generated from an EWD distribution by setting (θ =

0.85, λ = 1.0, k = 1.1), which satisfy the constraints for a bathtub shaped

hazard function. The MCMC-based posterior estimates for the parameters

are in Table 4.3, where it is evident that the algorithm provides estimates

close to the true values.

True Value Mean Variance Scale Reduction Value

θ̂ 0.85 0.826 0.008 1.047

λ̂ 1.0 1.030 0.011 1.054

k̂ 1.1 1.113 0.007 1.049

Table 4.3: Parameter estimates from Gibbs sampler

Additionally, instead of plotting thirty individual density plots, his-

tograms of the aggregated samples from θ, λ, and k are shown in Figures

4.7,4.8, and 4.9, respectively.
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Figure 4.7: Histogram of Aggregated
Posterior Samples of θ
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Figure 4.8: Histogram of Aggregated
Posterior Samples of λ
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Figure 4.9: Histogram of Aggregated Posterior Samples of k
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The hazard rate is plotted in Figure 4.10 using the aggregated mean

values of each parameter estimation. Likewise, the survival function with a

95% uncertainty band is plotted in Figure 4.11.
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Figure 4.10: Hazard rate function is bathtub shaped as expected.

4.3.2 Gibbs Sampler for Increasing Hazard Rate

The EWD has a monotone increasing hazard function h(·) when {(k, θ) :

(k ≥ 1) and (kθ ≥ 1)}. Note that (λ, ui, vi) have the same conditional dis-

tributions as derived for all hazard shapes in equations (4.2). The choice of

priors for θ and k that guarantee the Gibbs sampler will sample only from

monotone increasing hazard shapes is given below. For θ, one can choose a

truncated exponential prior to obtain a gamma posterior:

π(θ) ∝ (1/αθ)e
−θ/αθ1

{
1

k
≤ θ

}
.
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Figure 4.11: The survival function plotted with error bars at 2.5% and 97.5%.

so that

g(θ
∣∣·) ∝ θn exp(−θ/αθ)1

{
1

k
≤ θ < θ0

}
.

Choosing a flat prior for k, we get the following posterior conditional distri-

bution:

g(k
∣∣ · · · ) ∝ kn exp(Ck)1{k ∈ A}1

{
k ≥ max

(
1,

1

θ

)}
.

Now the Gibbs conditional distributions are given by

g(ui
∣∣ · · · ) ∝ Uniform

(
0,
[
1− e−(

xi
λ

)k
]θ−1

)
g(vi

∣∣ · · · ) ∝ exp(−vi)1
{(xi

λ

)k
< vi

}
g(λ
∣∣ · · · ) ∝ Pareto(nk − 1, αλ)1{λ ∈ B}

g(θ
∣∣ · · · ) ∝ θn exp(−θ/αθ)1

{
1

k
≤ θ < θ0

}
g(k
∣∣ · · · ) ∝ kn exp(Ck)1{k ∈ A}1

{
k ≥ max

(
1,

1

θ

)}
.
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The Gibbs sampler for monotone increasing hazards is implemented

on an artificial data set of 50 points, created from an EWD with parameters

(α = 1.5, λ = 5.0, k = 1.1). Once again, the latent variables will contribute to

the autocorrelation in the MCMC chain. In this example, purely for illustra-

tive purposes, we show the analysis based on using a single chain of 150,000

iterations, and select every 1500th value to enable thinning. Of course, the

parallel method could also be used. The resulting parameter estimates are

presented in Table 4.4 and the trace and density plots are shown in Figure

4.12.

True Value Mean SD SE of Mean Autocorrelation

θ̂ 1.500 1.533 0.074 0.009 0.202

λ̂ 5.000 4.922 0.075 0.007 0.001

k̂ 1.100 1.073 0.034 0.003 -0.016

Table 4.4: Parameter estimates from Gibbs sampler
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Figure 4.12: CODA generated trace and density plots from the Gibbs sampler.
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The hazard function is plotted in Figure 4.13 using the estimated mean

for each parameter. The mean survival curve values are displayed in Figure

4.14 and the error bars represent the 2.5% and 97.5% quantiles of the sampled

survival function values.
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Figure 4.13: Monotonically increasing shaped hazard rate function.
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Figure 4.14: The survival function plotted with error bars at 2.5% and 97.5%.

Before moving on to the comparison of EWD and MWD models we note

that it is also straightforward to extend all of the above to model unimodal

and decreasing hazard rates.

4.4 Nuclear Reactor Data Analysis

The EWD and MWD models are applied to a set of 9 data points from

the South Texas Project Nuclear Operating Company. The data points corre-

spond to the failure times associated with a low pressure switch attached to

a containment door at the nuclear reactor, see Belyi [2010]. The 9 observa-

tions are taken from January 1991 through August 2009. These data are very

expensive to collect given the nature of the nuclear power system; hence the

small sample size is a practical reality. The EWD and MWD models are fit

using the bathtub prior specifications. A bathtub assumption is reasonable in
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this context since power systems initially have low hazard rates, but over time,

due to usage, hazard rates could climb. Also, when a preventive or corrective

maintenance to a system is performed, hazard rates will initially decline, but

over time will start to rise again. The hazard rates plotted in Figures 4.15 and

4.16 represent the EWD and MWD models respectively.

Figure 4.15: The hazard function for the STPNOC data set using the EWD
model.
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Figure 4.16: The hazard function for the STPNOC data set using the MWD
model.

Belyi [2010] used classical MLE methods to fit the EWD model with

this data set and found MLE point estimates that indeed indicate a bathtub

hazard shape: θ̂ = 0.10, λ̂ = 1259.15, k̂ = 5.46. These parameter values

are consistent with those produced in the Bayesian approach outlined in this

chapter, further justifying the choice of the bathtub prior.

For the EWD model, the mean, median, and 95% interval are 1148

days, 537 days, and [3.7 , 5239] days, respectively. For the MWD model, the

mean, median, and 95% interval are 964 days, 741 days, and [19 , 3359] days,

respectively.

The MWD model indicates an increased overall hazard rate compared

to the EWD model, as well as an earlier time when the hazard rate reaches a

minimum. Consider the survival curves presented in Figures 4.17 and 4.18 for
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the EWD and MWD models, respectively. The survival curves produced by

both models are quite similar. However, the EWD survival curve decays more

rapidly early in the system’s lifetime than the MWD survival curve.
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Figure 4.17: The EWD survival function plotted with error bars at 2.5% and
97.5%.
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Figure 4.18: The MWD survival function plotted with error bars at 2.5% and
97.5%.

4.5 Conclusions

A complete Bayesian analysis for failure time data arising from EWD

and MWD models was provided. The analysis can readily incorporate all pos-

sible hazard rate shapes. A general MCMC algorithm was developed where

prior distributions are introduced to specifically design the shape of the hazard

rate functions. The models and MCMC methods were tested using simulated

and real data; the latter was obtained from the South Texas Project Nuclear

Operating Company in Bay City, Texas. From a practitioner’s perspective, an

important significance is that the nuclear engineering group’s professional be-

lief about the type of hazard rate governing the plant’s power systems can be
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tested using the ideas in this thesis. We also demonstrated that it is straight-

forward to extend the EWD and MWD models to handle right censored ob-

servations. Finally, in the case of the EWD model, it is easy to extend the

algorithms in this thesis to model unimodal and decreasing hazard rates.
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Chapter 5

Modeling Failure Times with the Proportional

Hazards Method

5.1 Modeling Covariate Data Using Proportional Haz-
ards

A proportional hazards model uses a multiplicative function of covari-

ates to scale a known hazard function. The most common model is extβββ, as

seen in Cox [1972], Dellaportas and Smith [1993], Lawless [1982], and Damien

et al. [2007], where xt = {xt1, . . . , xtp} is the vector of covariates which in

general could vary in time. βββ = {β1, . . . , βp} are additional model parameters

which do not vary in time. The hazard function is now written as

h(t,x) = h0(t)ex
′βββ

where h0(t) is the baseline hazard function. The survival function is written

in terms of the cumulative baseline hazard function, H(t), as

S(t,xt) = exp {−H(t) exp(x′tβββ)} (5.1)

where H(t) =
∫ t

0
h0(u) du. Similarly, the density function may be written as

f(t,xt) = h0(t) exp {x′tβββ −H(t) exp(x′tβββ)} . (5.2)
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A likelihood function can be defined in the usual way:

L(t,xt|βββ) =
n∏
i=1

f(ti,x
′
ti
|βββ)

m∏
j=1

S(tj,x
′
tj
|βββ)

where there are n uncensored observations and m censored observations.

5.1.1 Proportional Hazards with the Modified Weibull Density

The baseline hazard function with the Modified Weibull density is given

by

h0(t) = a(b+ λt)tb−1eλt

and the cumulative hazard function is

H(t) = atbeλt

so that S(t), f(t), and the likelihood are completely specified:

f(ti,xti) = a(b+ λti)t
b−1
i eλti exp

{
x′tiβββ − at

b
ie
λti exp(x′tiβββ)

}
S(tj,xtj) = exp

{
−atbjeλtj exp(x′tjβββ)

}
L(t,xt|a, b, λ,βββ) =

n∏
i=1

a(b+ λti)t
b−1
i eλti exp(x′tiβββ)

n+m∏
j=1

exp
{
−atbjeλtj exp(x′tjβββ)

}
.

We will let π(a, b, λ,βββ) denote the joint prior density.

The posterior can be sampled using a slice sampler by introducing latent

variables and indicator functions in the usual way. Introduce the following set

of latent variables, {zi, ui}. As is customary, choose the joint prior to be the

product of independent individual priors, π(a, b, λ,βββ) = π(a)π(b)π(λ)π(βββ).
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Based on the latent variables introduced previously, the joint model is

p(a, b, λ,βββ, z, α, γ, ν|t,x) =
n∏
i=1

atb−1
i eλtiex

′
ti
βββ
1{zi < b+ λti}

n+m∏
j=1

e−uj1{uj > atbje
λtje

x′tj
βββ}

π(a, b, λ, β).

The conditional posteriors can now formulated in relatively simple form.

π(a| · · · ) ∝ anπ(a)1
{
a < uj/t

b
je
λtje

x′tj
βββ
}

which is easily sampled with the inverse-cdf method. The conditional posterior

for b is derived as

π(b| · · · ) ∝ e

b

n∑
i=1

log ti
π(b)1{b ∈ B}

where B is the truncation set implied by the inequalities introduced by slicing.

π(b| · · · ) is straightforward to sample using the inverse-cdf method and the

truncation set B is defined as B =

{
b : max

tj<1

logAj
log tj

< b < min
tj>1

logAj
log tj

}
where

Aj = (uj/a)eλtje
−x′tjβββ. Similarly for λ, the conditional posterior is given by

π(λ| · · · ) ∝ exp

{
λ

n∑
i=1

ti

}
π(λ)1{λ ∈ D}

where the constraint set D is defined as

D =

λ : max
1≤i≤n

zi − b
ti

< λ < min
1≤j≤n+m

log
(

(uj/a)t−bj e
−x′tjβββ

)
tj

 .
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The conditional posterior for the regression coefficients of the covariate data

is

π(βββ| · · · ) ∝ exp

{
n∑
i=1

x′tiβββ

}
π(βββ)1 {βββ ∈ E}

where the set E denotes the collection of the individual constraint sets El, each

pertaining to the lth covariate. It is straightforward to derive the posterior

density for an individual component

π(βl| · · · ) ∝ exp

{
n∑
i=1

xtilβl +
n∑
i=1

p∑
k 6=l

xtikβk

}
π(βl)1 {βl ∈ El}

π(βl| · · · ) ∝ exp

{
n∑
i=1

xtilβl

}
π(βl)1 {βl ∈ El}

The constraint sets El are defined as

El =

 max
1≤j≤n+m
xtj<0

log(uj/a)t−bj e
−λtj

xtj l
< βl < min

1≤i≤n+m
xi>0

log(uj/a)t−bj e
−λtj

xtj l

 .

The latent variables have easily sampled conditional posteriors by design:

π(zi|·) ∝ Un(0, b+ λti)

π(uj|·) ∝ e−uj1
{
uj > atbje

λtjex
′
ti
βββ
}

which completes the requirements for a Gibbs sampler.

5.1.2 Evaluating Drug Effectiveness Using the Modified Weibull
Proportional Hazards

The data set in Table 5.1 from Freireich and Gehan [1963] has been

studied extensively in the proportional hazards literature. The data repre-

sent the remission times of leukemia patients who were administered either a
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medicinal drug or a placebo. For this study, the covariate x is defined to be

one if the drug is administered and zero if the placebo is administered. Cox’s

MLE estimate of β̂ = 1.65. Furthermore, Laud et al. [1998] estimated β for

the same data set using a Bayesian semiparametric method. Their estima-

tion of the posterior distribution for β̂ had a mean and standard deviation of

approximately 1.7 and 0.4, respectively.

Drug - 6MP 6∗, 6, 6, 6, 7, 9∗, 10∗, 10, 11∗, 13, 15, 17∗, 19∗, 20∗, 22, 23, 25∗, 32∗, 32∗, 34∗, 35∗

Placebo 1,1, 2,2,3,4,4,5,5,8,8,8,8,11,11,12,12,15,17,22,23

Table 5.1: Units of weeks. Right-censored data denoted by ∗

Figure 5.1 shows the trace plots and the posterior densities from th

MCMC estimation. The MCMC algorithm was run for 500,000 iterations

with a thinning value of 1000 points, after removing a burn-in section of 1000

points. The summary statistics are presented in Table 5.2.

Mean SD SE Lag-1 Autocorrelation
a 0.018 0.012 0.001 0.071
b 1.102 0.240 0.015 0.150
λ 0.018 0.015 0.001 -0.001
β 1.56 0.404 0.018 -0.011

Table 5.2: Summary statistics for the Modified Weibull proportional hazards
model with leukemia remission time data
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Figure 5.1: CODA generated trace and density plots from the Gibbs sampler.

There is good agreement between the posterior estimates for β as in Laud,

Damien, and Smith 1996. The effectiveness of the drug can be further quanti-

fied by comparing the hazard functions for the placebo and treatment groups.

Figure 5.2 shows the dramatic reduction in the hazard rate that the drug pro-

vided compared to the patients who received the placebo. The positive impact

of the drug on the probability of survival is clearly evident in Figures 5.3 and

5.4. The latter figure also provides uncertainty bands for the probability of

survival which is not possible to do using classical methods.

90



0 10 20 30 40 50 60

0.
2

0.
4

0.
6

0.
8

1.
0

t

h(
t)

Figure 5.2: Hazard rate curves for drug and placebo recipients

5.1.3 Cox Regression with the EWD

The EWD-Cox regression model is handled exactly the same way as

the MWD case. The EWD hazard function is given by

h(t) =
[1− e−(t/λ)k ]θ−1e−(t/λ)kθkλ−kt−k

1− [1− e−(t/λ)k ]θ
.

Integrating h(t) with a symbolic integration package yields the cumulative

hazard function

H(t) = − ln
(

[1− e−(t/λ)k ]θ − 1
)
.

Substituting the hazard function and the cumulative hazard into equations

(5.1) and (5.2) fully specifies the density and survival functions

f(t,x′t) =
[1− e−(t/λ)k ]θ−1e−(t/λ)kθkλ−kt−k

1− [1− e−(t/λ)k ]θ
exp{x′tβββ+ln

(
[1− e−(t/λ)k ]θ − 1

)
ex
′
tβββ}
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Figure 5.3: Survival probability for
patients receiving the drug, with
95% interval bands.
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Figure 5.4: Survival probability for
patients receiving the placebo, with
95% interval bands.

and

S(t,x′t) = exp{ln
(

[1− e−(t/λ)k ]θ − 1
)
ex
′
tβββ}.

These can be rewritten as

f(t,x′t) =
[1− e−(t/λ)k ]θ−1e−(t/λ)kθkλ−kt−k

1− [1− e−(t/λ)k ]θ
exp{x′tβββ}

(
[1− e−(t/λ)k ]θ − 1

)ex′tβββ
and

S(t,x′t) =

[(
1− e−(t/λ)k

)θ
− 1

]ex′tβββ
The likelihood equation, assuming n failure times and m right censored obser-

vations, is constructed in the usual way and displayed below.

L(t,xt|θ, λ, k,βββ) =
n∏
i=1

[1− e−(ti/λ)k ]θ−1e−(t/λ)kθkλ−kt−ki
1− [1− e−(ti/λ)k ]θ

exp{x′tiβββ}
(

[1− e−(t/λ)k ]θ − 1
)ex′tiβββ

×
m∏
j=1

[(
1− e−(tj/λ)k

)θ
− 1

]ex′tjβββ
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The likelihood can be sliced in the following way to get reasonably simple

posterior distributions.

L(t,xt|θ, λ, k,βββ, u, v, w, y, z) =
n∏
i=1

1

{
ui < [1− e−(ti/λ)k ]θ−1

}
1

{
vi < e−(t/λ)k

}
θkλ−kt−ki

× 1
{
wi <

(
1− [1− e−(ti/λ)k ]θ

)−1
}

exp{x′tiβββ}

× 1

{
yi <

(
[1− e−(t/λ)k ]θ − 1

)ex′tiβββ}
m∏
j=1

1

zj <
[(

1− e−(tj/λ)k
)θ
− 1

]ex′tjβββ
Assuming a joint prior density comprised of independent priors, π(θ, λ, k) =

π(θ)π(λ)π(k), the conditional posteriors are then straight forward to calculate:

(θ| · · · ) ∝ θnπ(θ)1{θ ∈ A}

(λ| · · · ) ∝ λ−knπ(λ)1{λ ∈ B}

(k| · · · ) ∝ kne−k(n ln(tλ))π(k)1{k ∈ C}

(βββ| · · · ) ∝ ex
′βββπ(βββ)1{βββ ∈ D}

where the sets A,B,C, and D can be easily found by inverting the slicing

inequalities. Note that (k| · · · ) will simply be a truncated gamma if a constant

prior is chosen. The latent variables are all uniform densities from zero to the

upper bound from their respective inequalities.
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Chapter 6

Introduction to Nonparametric Modeling

6.1 Introduction

Historically, statistical modeling has focused on modeling randomness

using parametric distributions. The modeler uses his knowledge of the prob-

lem to choose and subsequently fit the distribution that is most appropriate to

describing the random phenomena. However, the invention of nonparametric

statistics has the potential to greatly improve the accuracy of many statistical

models by providing much greater flexibility as well as weaker assumptions on

the functional form of the model. Nonparametric statistical models are typi-

cally more mathematically sophisticated than traditional parametric models,

and thus face more challenges toward widespread adoption among less mathe-

matically trained modelers. It is the purpose of this chapter to introduce some

of the basic concepts behind a few of the most popular nonparametric models.

This chapter is written with the hope that those who have never seen non-

parametric statistics can use this introduction to learn and ultimately apply

nonparametric methods to difficult problems in their respective field.
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6.2 Dirichlet Processes

The first topic one should familiarize oneself with is using a Dirichlet

process as a prior distribution. A useful discussion for the more mathemat-

ically inclined reader can be found in Ghosh and Ramamoorthi [2003]. The

Dirichlet process was introduced in Ferguson [1973] and can be understood

as an infinite-dimensional version of the Dirichlet distribution. Recall that

the Dirichlet distribution is merely the multivariate version of the Beta dis-

tribution. The Dirichlet distribution with parameters (α1, . . . , αn), all strictly

positive, is defined as

f(x1, . . . , xn−1) =

Γ

(
n∑
i=1

αi

)
Γ(α1)Γ(α2) . . .Γ(αn)

n∏
i=1

xαi−1
i

where xi ∈ [0, 1], xn , 1 −
n−1∑
i=1

xi, and thus
n∑
i=1

xi = 1. A sample from the

Dirichlet distribution x ∼ Dirichlet(α) is a set of weights x that may then be

viewed themselves as a probability mass function.

A Dirichlet process is a probability distribution over the set of dis-

tribution functions and is denoted DP (α,G0) where α is a positive scaling

parameter and G0 is a probability distribution over a set A. This means that

a probability distribution G with support A can be sampled from a Dirich-

let process, denoted by G ∼ DP (α,G0). A draw from the stochastic process

DP (α,G0) is a sample path that is itself a probability distribution, and that

sample path is represented by an infinite-dimensional set of random variates.
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Assume A is partitioned arbitrarily such that A = A1 ∪ A2 ∪ . . . ∪ Am, then

G ∼ DP (α,G0)

(G(A1), G(A2), . . . , G(An)) ∼ Dirichlet(αG0(A1), αG0(A2), . . . , αG0(An)).

There are several popular ways of interpreting samples from a Dirichlet process:

a stick-breaking process from Sethurama [1994], a Polya urn process, and a

Chinese restaurant process.

One popular interpretation for constructing a sample from the Dirichlet

process is the stick-breaking process. Define two sets of random variables

β′i ∼ Beta(1, α) for i = 1, . . . ,∞

βi = β′i

i−1∏
j=1

(1− β′j).

If {θi}∞1 ∼ G0 is a set of samples from G0, then a sample distribution from the

Dirichlet process is given by G(θ) =
∞∑
i=1

βiδθi(θ) where δ(·) is the Dirac delta

function. The analogy of a stick-breaking process comes into play because if

one begins with a unit-length stick, then β′k can be thought of as the fraction

of the remainder of the stick that one should remove each iteration.

The Chinese restaurant process interpretation of the Dirichlet process

is very similar. Imagine a restaurant with an infinite set of tables, an infinite

number of seats at each table, and an infinite number of types of dishes. The

guests are seated by the following rules: new guests are seated a table with

other guests with a probability proportional to the number of guests already

seated there, or else they sit a new table with probability proportional to α.
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Guests at each table all eat the same dish, but a guest at a new table is served

a random dish. The distribution of dishes after a number of guests are served

is a sample from a Dirichlet process.

There is a great deal of work in the statistical literature about modi-

fication and extensions to the Dirichlet process. One should read Müller and

Quintana [2004] for a broad review of nonparametric Bayesian methods in-

cluding Dirichlet processes, Polya trees, wavelet based models, neural network

models, and CART models. The purpose of illustrating the Dirichelet processs

here is to demonstrate the concept of a distribution on distributions as well as

to introduce the Polya tree process.

6.3 Polya Tree Processes

The literature about Polya trees dates back to the pioneering work on

Dirichlet processs of Ferguson [1973]. Ferguson [1974] showed how to use tail-

free processes to partition the dyadic intervals. Ferguson noted that “the

limitations of the Dirichlet process stem mainly from fact that it chooses

discrete distributions with probability one, so that we expect to see some

observations repeated exactly.” To fix this, Ferguson explores tailfree pro-

cesses. He defines a process to be tailfree with respect to a tree of measur-

able partitions πm if there exists a family of nonnegative random variables

{Vm,B,m = 1, . . . , B ∈ πm} such that

1. the families {{V1,B;B ∈ π1}, {V2,B;B ∈ π2}, . . .} are independent, and
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2. for every m = 1, 2, . . ., if Bj ∈ πj for j = 1, 2, . . . ,m is such that B1 ⊃

B2 ⊃ . . . ⊃ Bm, then P (Bm) =
m∏
j=1

Vj,Bj .

Ferguson notes that tailfree processes are much more flexible than the Dirichlet

process and in certain cases a tailfree process will itself be a Dirichlet process.

In fact, according to Lavine [1992], Polya trees are an excellent methodology

that falls in between the Dirichlet process and the more general set of tailfree

processes. The principle advantage of a Polya tree over the Dirichlet process

is that it gives probability 1 to the set of continuous probability measures and

they are more tractable than completely general tailfree processes. Polya tree

prior models were greatly advanced in the early 1990’s in Lavine [1992] and

Lavine [1994], as well as in Mauldin et al. [1992].

A Polya tree prior utilizes a binary partitioning of the domain of a dis-

tribution, Ω. Walker et al. [1999] describes the partitioning of Ω and provides

a proper definition of a Polya tree which is repeated here. Formally, a binary

tree can be written Π = {Bε} where ε is a binary sequence. Denote the sets

at level 1 by (B0, B1), where Ω has been partitioned into B0 and B1. Further

partitioning Ω into two levels is denoted by (B00, B01, B10, B11). Note that in

general Bε0 ∩Bε1 = ∅ and Bε0 ∪Bε1 = Bε. Clearly a binary tree with m levels

has 2m leafs in the final level of the tree.

To connect the binary partitioning described above to Dirichlet pro-

cesses, one should think of a space Ω partitioned into a tree, and then assign-

ing a probability to each final set in the partition according to the following
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scheme. Walker et al. [1999] introduces a helpful analogy of a particle cascad-

ing down the tree with particular probabilities at each branch. The particle

begins in Ω and may transition into B0 with probability C0 or it could also

transition into B1 with probability 1−C0. The particle continues the transition

down the tree, always transitioning from Bε into either Bε0 with probability

Cε0 or into Bε1 with probability Cε1 = 1−Cε0. The connection between Polya

trees and Dirichlet processes is clear because for Polya trees these transition

probabilities are distributed as (Cε0, Cε1) ∼ Beta(αε0, αε1) where (αε0, αε1) are

nonnegative shape parameters. By specifying the partition Π = {Bε} and

the collection of shape parameters A = {αε}, the definition of a Polya tree is

complete.

Walker et al. [1999] follows the original Lavine notation and defines the

following precise requirements of a Polya tree distribution. A random probabil-

ity distribution F with domain Ω has a Polya tree distribution, F ∼ PT (Π,A),

if there exist nonnegative numbers A = (α0, α1, α00, . . .) and random variables

C = (C0, C00, C10, . . .) such that:

1. all of the random variables in C are independent

2. for all ε, Cε0 ∼ Beta(αε0, αε1)

3. for every m = 1, 2, . . . and all ε = ε1, . . . , εm,

F (Bε1...εm) =

 m∏
j=1;εj=0

Cε1,...,εj−10

 m∏
j=1;εj=1

1− Cε1,...,εj−10


where the first terms for j = 1 are interpreted as C0 and 1− C0.
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The remainder of Walker et al. [1999] discusses how to simulate a probability

distribution from a Polya tree, which is discussed in complete detail in Chap-

ter 7 when Polya trees and quantile pyramids are compared. Another great

introduction to Polya trees is Müller and Quintana [2009], where Polya Tree

priors are explored along with ANOVA models, such as dependent Dirichlet

processes (DDP).

An important subset of the Polya tree literature focuses on applying

Polya tree priors, and even mixtures of Polya trees, to survival analysis. This

area has a rich literature including important works such as Walker and Mallick

[1999], Hanson and Johnson [2002], Hanson [2006], Hanson [2007], and Damien

et al. [2007]. Applications of mixtures of Polya trees are discussed very clearly

in Christensen et al. [2008] with such colorful examples as Paraguayan monkey

hunting and toenail fungus treatments!

In order to discuss mixtures of Polya trees, one must understand that

a Polya tree can be centered on a particular choice of parametric distribution,

F0. The Polya tree prior is centered on F0 when the partitions Bε are chosen

to coincide with the quantiles of F0 and the αε0 = αε1. The symmetry of

each Beta distributed transition in the tree guarantees that the tree is not

biased away from F0, but is in fact centered on F0 in expectation. The notion

of centering a Polya tree is written mathematically by choosing the first two

partitions B0 = (−∞, F−1
0 (1/2)), B1 = (F−1

0 ,∞)). In general,

Bmj =
[
F−1

0 {(j − 1)/2m}, F−1
0 {(j/2m)}

]
.
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Once data are observed and the model needs to be fit, the αε will be up-

dated and the random distribution drawn from the Polya tree will reflect the

inferencing from the data. The way a Polya tree updates its Beta shape pa-

rameters is critical to understanding how a nonparametric method like a Polya

tree adapts to a real data set and is discussed in complete detail in chapter 7.

Once a Polya tree is centered on a choice of parametric prior, say a N(µ, σ2)

with fixed µ and σ, then the quantiles are fixed. However, if the Polya tree is

averaged over a prior on (µ, σ2), then a finite Polya tree will be smoothed out

at the quantile points. In this case, it would be a mixture of Normal Polya

trees, denoted by

G ∼
∫
PT (N(µ, σ2))p(dµ, dσ2).

Hanson [2006] showed that predictive density from a mixture of Polya trees is

smooth for typical priors. Polya trees are extremely flexible for modeling non-

intuitive shapes where parametric distributions would fail miserably, however

they require several choices to made regarding the parameters that go into

Polya tree model, such as how the αε are updated, as well as what distribution

one should choose to center the Polya tree upon.

6.4 Quantile Pyramids

A new method known as quantile pyramids provide an interesting alter-

native to Polya trees. Whereas Polya trees have fixed partitions and random

probabilities associated with each partition, a quantile pyramid has random

partitions with fixed probabilities. The idea of a quantile pyramid originated

101



in Hjort and Walker [2009], in which quantile pyramids are emphasized as an

attractive alternative solution to Polya trees. Walker and Hjort note that with

Polya trees, an arbitrary partition tree must be specified, and although the

dyadic intervals are natural, there is no “right” answer. Two different parti-

tions will produce two different answers. Furthermore, the work in chapter 7

shows that Polya trees require a significant number of choices such as how the

probability parameters are updated and how the domain for the Polya tree

is partitioned. These choices significantly impact the resulting estimations.

Quantile pyramids are a viable alternative that is free from these concerns.

The basic construction of a quantile pyramid creates a random proba-

bility distribution F from the quantile function Q at the partition points. For

this construction, the domain considered is [0, 1]. At the first level, a probabil-

ity of 1/2 is assigned to both [0, Q(1/2)] and [Q(1/2), 1], by drawing a random

partition point Q(1/2). The unit interval is further divided by drawing two ad-

ditional partitioning points Q(1/4) and Q(3/4) so that a probability of 1/4 is

assigned to each interval: [0, Q(1/4)], [Q(1/4), Q(1/2)], [Q(1/2), Q(3/4)], and

[Q(3/4), 1]. The interval is further partitioned, by drawing quantile points

that are drawn independently, conditional on the values generated at the pre-

vious level. Precisely, the quantiles at level m are sampled using the following

formula:

Qm(j/2m) = Qm−1 ((j − 1)/2m) (1− Vm,j) +Qm−1 ((j + 1)/2m)Vm,j

for j = 1, 3, 5, . . . , 2m − 1 and the Vm,j values are random variables. The

modeler has the choice of how to sample the Vm,j, and Hjort and Walker
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[2009] suggest V ∼ Beta(am, bm). Note that am and bm can depend on the

levels m so that the shape of the Beta(am, bm) can be a function of the level

depth in the quantile pyramid. A noninformative prior in this case would be

Beta(1, 1) which reduces to U(0, 1). Choosing am = bm yields Beta(am, am)

which guarantees a symmetric sampling of the quantiles that are between the

parent nodes in the level above it in the pyramid.

Once the quantile pyramid is formed, Hjort and Walker [2009] show

that it is straight forward to calculate a posterior inference using the sampled

quantile functions. The inverse of Qm is Fm and is linear on each quantile

interval [qj−1, qj], with a constant derivative there. Therefore the density can

be written as

fm(x) = F
′

m(x) =
1

k

1

qj − qj−1

(6.1)

for x ∈ (qj−1, qj) and j = 1, . . . , k = 2m. Note that this formulation is natural

for a [0, 1] domain, but in general one must scale the data to [0, 1], then fit the

model, and ultimately rescale the model predictions. Quantile pyramids can

be applied to any domain in R , however a logistic function to rescale the data

allows the quantiles to perfectly match up with a [0, 1] domain, which can then

be rescaled after fitting the model. A quantile function for a given distribution

is often defined with values all the way out to positive or negative infinity.

However, it is desirable for a quantile pyramid to have an increased refinement

of accuracy for larger number of levels, and if the quantile function is not scaled

to finite values on both sides, then additional accuracy is not guaranteed with

further refinements. The methodology for applying a quantile pyramid process
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to a real data set is discussed in detail in the following chapter.

The next chapter focuses on applying the nonparametric prior distri-

butions discussed in this chapter to survival analysis. Polya tree priors have

been used and are well documented in the survival analysis literature, however

the following chapter is the first work to apply quantile pyramids to survival

analysis.
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Chapter 7

A Comparison of Polya Trees and Quantile

Pyramids

This chapter applies both Polya tree priors and Quantile pyramid priors

to a survival analysis problem and compares the methods and their results.

The first section of this chapter uses a simulated data set that is generated

from a known probability distribution. The reason for choosing Polya trees is,

unlike quantile pyramids, its partitions are fixed while the mass within each is

random. Hence, it would be interesting to see how this assumption plays out

in Bayesian inference. The simulated data consists of 300 points generated

from a Beta(2, 3), which is a slightly asymmetric distribution over [0, 1]. The

real world data set, from Ying et al. [1995], is a collection of survival times

from 121 small cell lung cancer patients, along with their ages and treatment

types.

7.1 Fitting a Polya Tree Prior to Simulated Data

The first step to fitting the Polya tree is to decide where to center the

Polya tree. A completely noninformative choice is to center the Polya tree on

the Beta(1, 1), which is the uniform distribution. This means the partition
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points Bε1,...,εm are simply the dyadic intervals of the uniform distribution on

[0, 1]. Once the partitions are set, a choice of shape parameters must be made

for the Beta(am, bm) probabilities assigned to each partition throughout the

tree. A standard choice of prior for A is am = bm = cm2, where c is a constant

and m is the particular level of the tree. Sensitivity to c is discussed in Section

7.3. Once the algorithm begins, the set A is updated based on the data to

produce a posterior Polya tree estimate:

αε|Y =

{
αε + 1 if Y1 ∈ Bε

αε otherwise
(7.1)

provided that Y is an exact data point. Walker et al. [1999] show a similar

updating scheme for censored data.

Following the calculation of A, the collection of probabilities C is sam-

pled, and the overall distribution can be calculated for each interval in the

partition:

F (Bε1...εm) =

 m∏
j=1;εj=0

Cε1...εj−10

 m∏
j=1;εj=1

1− Cε1...εj−10

 . (7.2)

Once the full distribution is available for calculation, a particular interval is

chosen using a multinomial distribution where the probability of each bin is

simply the probability calculated from the Polya tree in Equation 7.2. A

sample y is then drawn from a uniform distribution over the chosen bin, and

all subsequent statistics are computed from these y samples. The following

algorithm is run for 10,000 iterations on a simulated data set consisting of 300

samples from a Beta(2, 3). The Polya tree is grown with m = 4 levels. The

complete algorithm for sampling from the Polya tree is described below.

106



Algorithm 2 Sampling from a Polya tree prior

for i = 1 to N do
Calculate A = (α0, α1, α00, . . .) using Equation 7.1
Sample C such that Cε0 ∼ Beta(αε0,ε1) for all ε
Calculate F (Bε1...εm) for entire tree using Equation 7.2
Select an interval Bε1...εm by sampling Bε1...εm ∼Multinomial(F (Bε1...εm))
Sample Yi ∼ U(Bε1...εm)

end for

Algorithm 2 produces a set of Y values which are then used to compute

any summary statistics. The empirical CDF of the samples is the predictive

CDF for the Polya tree model, and is displayed in Figure 7.1. The Polya

tree results are compared to the quantile pyramid results by calculating the

Kullback-Leibler divergences with respect to the true Beta(2, 3) distribution

and are summarized in Table 7.1. Convergence of the algorithm is determined

by running it several times with different number of total iterations and de-

termining empirically the iteration size beyond which there is no substantial

improvement. The quality of the algorithm is also monitored throughout the

process by viewing the number of observations falling into each interval to

ensure the tree is not widely off center.

7.2 Fitting a Quantile Pyramid to Simulated Data

This section describes the application of a quantile pyramid process to

the same simulated data set discussed in Section 7.1. The first step to using a

quantile pyramid prior is to sample Vm,j from U(0, 1) for all m and j and then
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construct the initial quantile points using

Qm(j/2m) = Qm−1 ((j − 1)/2m) (1− Vm,j) +Qm−1 ((j + 1)/2m)Vm,j

for j = 1, 3, 5, . . . , 2m− 1. This step constitutes an initialization for the quan-

tile pyramid. The next step is to construct a likelihood function for the set

of quantiles, and then use that likelihood function to sample the posterior us-

ing a Metropolis-Hastings based MCMC algorithm. Hjort and Walker [2009]

proposes two types of likelihood functions: a well-defined likelihood based on

a linear interpolation prior and a pseudo likelihood that is based on a multi-

nomial distribution of the quantiles. Let q denote the entire set of quantiles,

then one defines the first likelihood as

L̄n(q) =
k∏
j=1

(
1

k

1

qj − qj−1

)Nj(q)
where Nj(q) = nFn(qj−1, qj] is the number of points inside the jth quantile

interval and Fn is the empirical distribution of the data. Hjort and Walker

[2009] claim that although L̄n(q) is well-defined, it is potentially very unstable

because of the difference of two quantiles in the denominator. If two quantiles

are sampled which happen to be very close together, then the likelihood will

be artificially very large. Hjort and Walker [2009] provide a preferable choice,

a pseudo likelihood function, for which the Bayes estimator E[Q(y)|data] be-

comes equivalent to the frequentist estimator F−1
n (y) for large n.
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The pseudo likelihood function is defined as

Ln(q) =

(
n

N1(q), . . . , Nk(q)

)(
1

k

)N1(q)

· · ·
(

1

k

)Nk(q)

Ln(q) =
n

N1(q)! · · ·Nk(q)!

(
1

k

)n
(7.3)

and Hjort and Walker [2009] justify the pseudo likelihood by citing similar con-

structions and discussions dating back to Jeffreys [1967]. In particular, they

mention that Lavine [1995] showed that this likelihood produces an asymptot-

ically conservative inference. The pseudo posterior function is sampled using

a Metropolis-Hastings algorithm where a proposal for q is taken to be q′ given

by q′ ∼ U(q′j−1, q
′
j+1) with q′l = ql for l 6= j. For each iteration, a new set

of q′j’s is sampled, and then each q′j is either accepted or rejected. Algorithm

3 shows precisely how the quantile pyramid process is applied using a prior

πm(q) with the simulated data set previously mentioned. The quantile pyra-

mid is constructed with m = 4 levels to facilitate a direct comparison with the

4-level Polya tree in Section 7.1.

Algorithm 3 A Metropolis-Hastings Algorithm for Sampling a Quantile Pyra-
mid Prior

for i = 1 to N do
q1 = 0, qk = 1
for j = 2 to k − 1 do
q′j ∼ U(qj−1, qj+1)

α = min
{

1,
Nj(q)!Nj+1(q)!πm(q′)
Nj(q′)!Nj+1(q′)!πm(q)

}
Accept/reject q′j with probability α

end for
Calculate f(x) using Equation 6.1

end for
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After the quantiles are sampled and the density is calculated for each

cycle, the predictive density can be estimated by simply averaging f(x) at

a given value x. Once the density is estimated, then the CDF and survival

function can be estimated by simply summing and normalizing the estimates.

The CDF results for the 300 simulated Beta(2, 3) data points are compared

to the Polya tree estimates, along with the exact density, in Figure 7.1. There

is clearly a good agreement between the quantile pyramid estimated CDF and

the exact CDF. The Kullback-Leibler divergence is calculated with respect to

the exact Beta(2, 3) and displayed in Table 7.1 in Section 7.3.
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Figure 7.1: Estimated CDF for 300 simulated points from a Beta(2, 3). The
circles are the Polya tree estimates, the red line is the quantile pyramid esti-
mate, and the green line is an exact Beta(2, 3) CDF. Note that Polya tree has
c = 0.01 and is centered on Beta(1, 1).
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7.3 Quantile Pyramid and Polya Tree Sensitivity Com-
parison

The Polya tree can be centered on a prior distribution, and that choice

could make a difference in the predictive accuracy. The choice of the parameter

c may also have an effect. The following three figures compare the sensitivity

of the Polya tree with respect to the choice of the scaling parameter c, for

relatively small c values.
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Figure 7.2: The Polya tree priors have been centered Beta(1, 1), and the top
left has c = 0.1, the top right has c = 0.01, and the bottom figure has c = 0.001.
The near identical figures indicates the Polya tree is not particularly sensitive
to the choice of c.
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The similarity of the graphs in Figure 7.2 shows that, given a centering

distribution, the Polya tree is not especially sensitive to the choice of c, when c

is very small. When the c parameter is larger though, the Polya tree posterior

follows the centering distribution more closely. The resulting Kullback-Leibler

divergences confirm that the choice of c can affect the results. When the

centering distribution is changed from the uniform Beta(1, 1) to other Beta()

distributions there are also differences in accuracy, as seen in Table 7.1. In

practice, one never knows a priori what a “good” centering distribution ought

to be, nor does one know an appropriate value for c. The quantile pyramid is

free from these types of assumptions without sacrificing accuracy in estimation

and prediction.
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Table 7.1: Comparison of the Kullback-Leibler divergence for PT and QP
priors. The K-L values are measured with respect to the exact Beta(2, 3)
density used to create the data. Then the procedure is repeated for data
created from a Beta(2, 2) and a Beta(3, 2) density.

K-L divergence K-L divergence K-L divergence
Nonparametric Prior Beta(2, 3) data Beta(2, 2) data Beta(3, 2) data
Quantile pyramid 0.0545 0.0282 0.0640
PT (c = 10, Beta(2, 3)) 0.0182 0.0266 0.0722
PT (c = 10, Beta(2, 2)) 0.0349 0.0073 0.0432
PT (c = 10, Beta(1, 1)) 0.0884 0.0458 0.1241
PT (c = 5, Beta(2, 3)) 0.0354 0.0248 0.0596
PT (c = 5, Beta(2, 2)) 0.0387 0.0133 0.0332
PT (c = 5, Beta(1, 1)) 0.0579 0.0259 0.0558
PT (c = 1, Beta(2, 3)) 0.0214 0.0200 0.0363
PT (c = 1, Beta(2, 2)) 0.0215 0.0900 0.0205
PT (c = 1, Beta(1, 1)) 0.0320 0.0079 0.0224

The simulation exercises show that the choice of c is a balancing act

between emphasizing a posterior distribution that follows the centering dis-

tribution closely versus one that reacts more strongly to observations. Not

surprisingly, a centering distribution that is close to the true distribution of

the data will perform quite well, but in practice it is difficult to be clairvoyant,

unless there is strong prior information about the centering distribution in a

given context. The point of this section is not to investigate the intricacies

of Polya trees: it is to highlight that the choice of c and the centering distri-

bution could make a difference when using a Polya tree. A quantile pyramid

is free from such concerns, without compromising parameter and predictive
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estimates of interest to the researcher.
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Figure 7.3: Comparison of CDF estimates for Beta(2, 3) with Polya tree
centered on different priors. The circles are the Polya tree based estimate,
the red line is the quantile pyramid estimate, and the green line is an ex-
act Beta(2, 3). Top left is PT (c = 0.01, Beta(2, 1)), top right is PT (c =
0.01, Beta(2, 2)), bottom left is PT (c = 0.01, Beta(2, 2.5)), and bottom right
is PT (c = 0.01, Beta(2, 3)). 117



7.4 Applying Quantile Pyramid and Polya Tree Priors
to Survival Analysis with Covariate Data

There is already an extensive literature applying Polya tree priors to

survival analysis, but the recently published method of quantile pyramid pro-

cesses has not yet been applied to survival analysis. This section focuses on

using both methods to estimate the survival distribution function based on

treatment data for cancer patients. This data set is originally presented in

Ying et al. [1995] and consists of 121 patients with limited-stage small cell

lung cancer. The patients have been randomly assigned to two groups, 62 pa-

tients to A and 59 patients to group B. A record is kept of each patient’s age

at the entry of the study and the survival time (in days). The data set has 98

patients with exact times and 23 patients with right-censored survival times.

The models in this section use the exact data from this data set. The Polya

tree based regression is capable of handling right-censored data, however the

next stage of research for the quantile pyramid based method is to extend the

quantile sampling process to handle censored data.

A linear model for multiple-regression is chosen to compare the Polya

tree and quantile pyramid models. The regression below models the median

of the response variable rather than the mean.

Yi = Xiβ + Θi i = 1, . . . , n (7.4)

where Xi = (Xi,1, Xi,2, . . . , Xi,p) is a vector of known covariates, β is a vector

of p unknown regression coefficients and Θi are error terms. This section
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compares two variations of the model shown above, the first uses a Polya tree

prior from Walker et al. [1999] and the second variation is an application of

the quantile pyramid process. The Θi are assumed to be i.i.d. from some

unknown distribution F , and F is modeled with a Polya tree prior in the first

case, and a quantile pyramid prior in the second case.

The model in Equation 7.4 is fit using a Metropolis-Hastings algorithm,

displayed in Algorithm 4. The Polya tree is updated each iteration, and then

a sample β coefficient is proposed and then accepted or rejected based on the

improvement in the likelihood function. The likelihood function for this model

is given by

l(β) =
2M∏
j=1

FM(BMj)
nj (7.5)

where nj =
n∑
i=1

1 (Zi ∈ BMj) is the number of residual values that coincide

with each interval BMj at the final level of the tree. The prior for β is taken to

be a multivariate normal with mean 0 and covariance matrix diag(σ2
1, . . . , σ

2
p).

The accept/reject ratio is then given by

u <
l(β∗)

l(β)
exp

{
−0.5

(
p∑
l=1

β∗2l − β2
l

σ2
l

)}
(7.6)

where u ∼ U(0, 1) and β∗ is a candidate value generated from the multivari-

ate proposal distribution. This algorithm originated in Walker et al. [1999]

and is reproduced here for later comparison with the quantile pyramid based

algorithm.

Algorithm 4 is run using the small cell lung cancer data set from Ying
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Algorithm 4 A Multiple-Regression with a Polya Tree Prior on Error Terms

Initialize β vector
Calculate initial Zi = Yi −Xiβ
for k = 1 to N do

Update αmj = αmj +
n∑
i=1

1 (Zi ∈ Bmj)

Sample the Cε0 ∼ Beta(αε0, αε1)

Update F (BMj) =

(
M∏

l=1;εl=0

Cε1···εl−10

)
M∏

l=1;εl=1

(
1− Cε1···εl−10

)
Calculate the likelihood l(β) from Equation 7.5
Sample a candidate β∗ ∼MultivariateNormal(β, diag(τ 2

1 , . . . , τ
2
p ))

Accept/reject β = β∗ based on Equation 7.6
end for

et al. [1995] for 20,000 iterations using the multivariate normal prior mentioned

above with covariance matrix diag(σ2
1 = 1000, σ2

2 = 100, σ2
3 = 100), where the

covariate p = 1 corresponds to the regression intercept term, p = 2 is the

covariate associated with membership of group A or B, and p = 3 is the

logarithm of the patients age. The multivariate normal proposal distribution

has covariance matrix diag(τ 2
1 = 10, τ 2

2 = 1, τ 2
3 = 1), and the Polya tree prior

is centered on a N(0, 1) distribution. In order to facilitate a better comparison

with the quantile pyramid process, the residuals are scaled to [0, 1] using the

logistic function z′ = exp(z/100)/(1 + exp(z/100)). The trace plots, before

removing the burn-in for the MCMC algorithm, are displayed below in Figure

7.4.
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Figure 7.4: Trace plots, before burn-in removal, for the MCMC estimation of
the covariate β model coefficient. Top left is the intercept term β1, top right
is β2, the coefficient for membership in group A or B, and the bottom plot is
β3, the coefficient for the log(age).
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The survival functions for hypothetical patients from Group A and B

with median age of 63 years are calculated using the following method. The

median values of X and the mean value of β are multiplied and added to the

residuals from each iteration to construct a predictive sample. The empirical

CDF of this predictive sample is used to form the estimated survival function.

The residuals from patients in Group A are used to compute the survival

function for treatment A, and likewise for B. The survival functions are plotted

for easy comparison between group A and B, as well as between quantile

pyramids and Polya tree priors in Figure 7.5. The survival function estimates

are consistent with those calculated in Walker et al. [1999], in particular, it

is clear from the graphs that for a given time t, treatment A is has a higher

probability of survival than treatment B.

The multiple-regression model from Equation 7.4 is also estimated using

the quantile pyramid process. This is the first application in the statistics

literature of a quantile pyramid prior for the error term in a multiple-regression,

as well as the first application in the survival analysis literature. Algorithm 3

is extended in this section to handle multiple-regression case by adding a step

to generate a candidate β∗ vector, and then doing an additional acceptance

or rejection step. The updated algorithm is displayed in Algorithm 5. Note

that the candidate β∗ is generated from a multivariate normal prior which is

centered on an initial estimate of the intercept term and zero for the other

covariate terms. Thus the choice of prior comes into the accept/reject stage,

122



where the candidate β∗ is accepted with probability

γ =
M∏
j=1

nj(β)!π(β∗)

nj(β∗)!π(β)
(7.7)

where π(·) is the density of the prior distribution, in this case a multivariate

normal density. Note that nj(β) is defined as the interval count of the residual

in (qj−1, qj), i.e. after a β∗ is sampled, then the residuals associated with that

candidate, Θ∗1, . . . ,Θ
∗
n are calculated and thus

nj(β) = # (Θi ∈ (qj−1, qj))

nj(β
∗) = # (Θ∗i ∈ (qj−1, qj))

Algorithm 5, described in complete detail below, is run for 5,000 cycles

and the same method for calculating the survival function using the Polya

tree prior is used to produce a predictive survival function for a hypothetical

patient of median age. The survival functions are compared in Figure 7.5,

and one can see that the quantile pyramid prior and Polya tree prior based

methods yield very similar survival functions.

123



Algorithm 5 An MCMC Algorithm for Fitting A Multiple-Regression Using
a Quantile Pyramid Prior

Initialize β
Initialize residuals Zi = Yi −Xiβ
Transform residuals [0, 1] using logistic function
for i = 1 to N do
q1 = 0, qk = 1
for j = 2 to k − 1 do
q′j ∼ U(qj−1, qj+1)

α = min
{

1,
Nj(q)!Nj+1(q)!πm(q′)
Nj(q′)!Nj+1(q′)!πm(q)

}
Accept/reject q′j with probability α

end for
Calculate f(x) using Equation 6.1
Sample a candidate β∗ ∼MultivariateNormal(β, diag(τ 2

1 , . . . , τ
2
p ))

Calculate candidate residuals Zi = Yi −Xiβ
∗

Scale candidate residuals to [0, 1] using logistic function
Accept/reject β = β∗ with probability γ via Equation 7.7

end for
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Figure 7.5: Survival functions estimated with a Polya tree and quantile pyra-
mid priors for a hypothetical patient. The treatment A survival functions are
displayed on the left and treatment B is on the right. The Polya tree prior
based estimates are the top row and the quantile pyramid based estimates are
the bottom.
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7.4.1 Extension of the Quantile Pyramid Method to Incorporate
Right-Censored Data

The quantile pyramid method outlined above assumes there is exact

survival time data. In real-world applications it is common to observe survival

times before a disaster strikes and thus an extension to handle right-censored

data is necessary. An observation is considered a right-censored data point

if the observed event has not yet occurred as of the observation time. The

quantile pyramid algorithm incorporates the observation time data through

Nj(q) = nFn(qj−1, qj] which is the number of points inside the jth quantile bin

and Fn is the empirical distribution of the data. If an observation with value

qc is right-censored, the question becomes which bin [qj, qj+1) should have its

count Nj(qc) incremented? Clearly the bins with a right endpoint qj+1 < qc do

not need their count to be incremented, however one needs to choose among

the remaining bins in order to account for the censored observation.

The solution is to use a sampling procedure for each censored obser-

vation, then proceed with the regular quantile sampling as if the observation

were an exact data point. Recall that the set of quantiles itself is sampled in

every iteration of the Metropolis-Hastings method in Algorithm 3. One should

take care to correctly estimate the probability that the observation occurs in

the remaining part of the bin that the censored time is recorded. The prob-

ability that an item with a censored observation qc actually fails in [qj, qj+1),
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conditional on qj < qc < qj+1, is simply

P [qc ∈ [qj, qj+1)| qj < qc] =
qj+1 − qc
qj+1 − qj

(7.8)

For all subsequent bins, the probability of qc falling in each bin is simply, i.e.

P [qc ∈ [qj, qj+1)| qc < qj] = qj+1 − qj (7.9)

Beyond the first time bin, the probability of occurrence in each subsequent

bin is the same since the probabilities are fixed but the widths are random.

Now that the probability of an event is well-defined for all quantile bins, a

method for sampling an exact time to substitute for the censored time can

be specified. A bin [ql, ql+1) with l ≥ j such that qj < qc is chosen using the

probabilities specified in Equations 7.8 and 7.9. Once a bin is chosen, then an

exact failure time is sampled uniformly from within that bin. The following

algorithm precisely describes the entire process for handling right-censored

data.

One could simplify the part where the bins are chosen by replacing the

loop with a single multinomial distribution, where all n censored times are

replaced with a single draw from an n-dimensional multinomial distribution

with probabilities specified in Equations 7.8 and 7.9. If one desired to use

quantile pyramids for interval censored data, an analogous procedure could be

derived.
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Algorithm 6 A Metropolis-Hastings Algorithm for Sampling a Quantile Pyra-
mid Prior with n Right-Censored Observations

for i = 1 to N do
Loop over the censored data points to sample exact points
for c = 1 to n do

Choose a bin [qj, qj+1) with distribution from Equations 7.8 and 7.9
Sample tc uniformly from that bin
Include tc in the exact times data set

end for
q1 = 0, qk = 1
for j = 2 to k − 1 do
q′j ∼ U(qj−1, qj+1)

α = min
{

1,
Nj(q)!Nj+1(q)!πm(q′)
Nj(q′)!Nj+1(q′)!πm(q)

}
Accept/reject q′j with probability α

end for
Calculate f(x) using Equation 6.1

end for
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7.5 Conclusions

Two nonparametric methods for estimating survival functions are com-

pared using both simulated and real data. The quantile pyramid process has

the distinct advantage over using a Polya tree prior since the latter’s perfor-

mance hinges on the choice of a centering distribution. The Polya tree and

the quantile pyramid appear to have effectively the same accuracy when the

Polya tree has a fortunate choice of centering distribution. This is not always

the case, however, so one must conclude that the quantile pyramid process is

a viable alternative to Polya tree priors for modeling unknown situations.

A comparison between quantile pyramids and a mixture of Polya trees

would make an interesting study. Mixtures of Polya trees have randomized

the parameters from the centering distribution and thus have not only ran-

dom probabilities assigned to each partition, but also randomized partitions

similar to the quantile pyramids. An additional study of interest would be an

examination of the sensitivity of quantile pyramids to the choice of prior Vm,j

versus the sample size. That is, how does the effect of the prior decrease as the

sample size grows? Furthermore, a natural question to ask is how to extend

quantile pyramids to multiple dimensions and account for correlation in the

data. If possible, it would be a non-trivial extension, however there would

indeed be a large number of applications for a multivariate quantile pyramid.
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Chapter 8

Future Research

8.1 Extension of Decision Dependent Modeling to Non-
parametric Priors

An immediate generalization of the Bayesian estimation technique pre-

viously described is to formulate a nonparametric prior distribution to provide

maximum flexibility for capturing aspects of the data that parametric for-

mulations fail to extract. The following section describes how to construct a

mixture of Polya trees (MPT) as a prior. The MPT is applied to a simpler case

to build up the notation before extending it to the more complicated decision

dependent scenario.

8.1.1 Constructing an MPT Prior for Bayesian Inference

First consider the simpler case where the data is not decision dependent

and begin with the Bayesian framework, π(θ) ∝ L(θ)p(θ) where L(θ) is the

likelihood function and p(θ) is a prior distribution on θ. The goal is to apply

an MPT as a prior centered on the distribution used in constructing L(θ)

and use p(θ) as a hyper-prior to aid the construction of the MPT. Without

loss of generality, one may choose G(θ) as the usual parametric form of the

Weibull distribution so that the MPT is centered on the family of Weibull
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curves, although the following exposition will hold for any parametric form of

G(θ). Following the same steps as demonstrated in Damien et al. [2007], first

draw a parameter θ from a hyper-prior p(θ), then use it to draw a random

distribution F from a Polya tree, PT (Πθ,A), and ultimately use the density

f and survival S to compute the likelihood function L(θ). The PT mentioned

above is defined in the conventional way, where the following partitions and

transition parameters are

Πθ ,

{
Bθ(ε)

∣∣∣∣∣ε ∈
J⋃
l=1

{0, 1}l
}

and

A ,

{
αε

∣∣∣∣∣ε ∈
M⋃
j=1

{0, 1}j
}

with αε1...εk = k2

so that

Y ,

{
(Yε0, Yε1)

∣∣∣∣∣ε ∈
M−1⋃
j=0

{0, 1}j
}

The vectors (Yε0, Yε1) are then independent Dirichlet distributions

(Yε0, Yε1) ∼ Dirichlet(αε0, αε1)

The baseline measure of any set in the partition Πθ is the product of indepen-

dent beta distributed marginals

S0 {Bθ(ε1 . . . εk)|Y,θ} =
k∏
j=1

Yε1...εj

Now define the vector of probabilities as

p(Y) = (p1 . . . p2J ) where pj+1 = S0{Bθ(ε1 . . . εJ)|Y,θ} =
J∏
i=1

Yε1...εi
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for j = 0, . . . , 2J − 1.

Draw θ from the hyper-prior p(θ) and construct PT (Πθ,A) as de-

scribed above, and sample a distribution F (t|θ) from PT (Πθ,A). One can

now compute the density f(t|θ) and survival S(t|θ) using equations (7) and

(8) in Damien et al. [2007] and then construct the likelihood function.

f(t|Y,θ) = 2JpNgθ(t)

S(t|Y,θ) = pN [N − 2JGθ(t)] +
2J∑

j=N+1

pj

where N is the integer part of 2JGθ(t) + 1 and gθ(t) is the Weibull density.

The likelihood for right-censored data is defined as:

L(θ) ,
n∏
i=1

f(ti|Y,θ)δiS(ti|Y,θ)1−δi

and is now computable having constructed the Polya tree up to level J. The

posterior is then proportional to the likelihood and the hyper-prior:

π(θ) ∝
n∏
i=1

[
2JpNgθ(ti)

]δi[
pN [N − 2JGθ(t)

]
+

2J∑
j=N+1

pj

]1−δi
p(θ)

Now this formulation can be extended to the decision dependent case, where

the likelihood is now a function of β as well, i.e. L(θ,β).
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8.1.2 Applying an MPT Prior to the Decision Dependent Case

Desiring to apply the above framework to decision dependent problem,

the decision dependent likelihood function is repeated below for inspection:

L(θ,β) ∝
n∏
i=1

[
f(ti − ti−1|θ)δiS(ti − ti−1|θ)1−δi

]1−di−1

∗
[
f(ti − t∗i |θ + β)δiS(ti − t∗i |θ + β)1−δi

S(ti−1 − t∗i |θ + β)

]di−1

Recognizing that the likelihood uses the density and survival from two distinct

distribution functions, F (t|θ) and F (t|θ + β), it is natural to model each one

with its own MPT. First, draw a pair of parameter vectors from the hyper-

prior p(θ,β), and then construct two Polya trees to sample from, PT (Πθ,Y)

and PT (Πθ+β, Ŷ). Draw a random F (t|θ) from PT (Πθ,Y) and also draw a

random F (t|θ+β) from PT (Πθ+β, Ŷ). This guarantees that F (t|θ) is centered

on G(t|θ) and that F (t|θ + β) is centered on G(t|θ + β). Now rewrite the

likelihood function in the same spirit as the section above.

L(θ,β) ∝
n∏
i=1

[
f(ti − ti−1|Y,θ)δiS(ti − ti−1|Y,θ)1−δi

]1−di−1

∗

[
f(ti − t∗i |Ŷ,θ + β)δiS(ti − t∗i |Ŷ,θ + β)1−δi

S(ti−1 − t∗i |Ŷ,θ + β)

]di−1
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Now compute the densities and survival functions in the same manner as in

Damien et al. [2007]

f(t|Y,θ) = 2JpNgθ(t)

S(t|Y,θ) = pN [N − 2JGθ(t)] +
2J∑

j=N+1

pj

f(t|Ŷ,θ + β) = 2ĴpN̂gθ+β(t)

S(t|Ŷ,θ + β) = pN̂ [N̂ − 2ĴGθ+β(t)] +
2Ĵ∑

j=N̂+1

pj

As in the case above, the decision dependent posterior is proportional to the

product of the likelihood and the hyper-prior

π(θ,β) ∝
n∏
i=1

[
[2JpNgθ(ti − ti−1)]δi [pN [N − 2JGθ(ti − ti−1)] +

∑2J

j=N+1 pj]
1−δi

]1−di

∗


[2ĴpN̂gθ+β(ti−t∗i )]

δi

pN̂ [N̂−2ĴGθ+β(ti−t∗i )]+
2Ĵ∑

j=N̂+1

pj


1−δi

pN̂ [N̂−2ĴGθ+β(ti−1−t∗i )]+

2Ĵ∑
j=N̂+1

pj



di

∗p(θ,β)

The above formulation of the nonparametric form of the posterior distribution

is now fully capable of capturing aspects of a data set for which parametric

approaches fail. This nonparametric formulation is particularly useful, because

it is quite difficult for any manager to justify his intuition about a particular

functional form of decision dependence and the nonparametric approach is
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sufficiently general enough to reflect any nonintuitive aspects implied by the

data.

8.2 Forecasting Bankruptcy

Although this thesis focuses primarily on medical and engineering data,

hazard models have been applied to many different fields, including data aris-

ing in financial markets. Shumway [2001] applies a simple hazard model to

forecast the probability that a company will enter bankruptcy. Shumway uses

the amount of time that a firm has been publicly traded on an exchange, such

as NYSE and AMEX, as the age of the firm. The date when a firm files

for bankruptcy is the failure time, and many other economic variables can be

modeled with covariate variables.

One can immediately apply the more sophisticated failure time models

presented in this thesis to modeling bankruptcies. For example, the EWD

and MWD models discussed throughout Chapter 4 can be readily applied to

bankruptcy data with Cox regressions with time varying covariates. Similarly,

a nonparametric approach to modeling the survival time of a company can be

made using the quantile pyramid prior method discussed in Section 7.4.
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Appendix A

Conditional posterior up to proportionality

Suppose the conditional density for θi is f(θi|θ−i) and the normalizing

constant is c. Let L(θi|θ−i) =
n∏
i=1

f(θi|θ−i) and y = data, then the properly

normalized posterior density would be

p(θi|θ−i, y) =
cnL(θi|θ−i, y)π(θi)∫
cnL(θi|θ−i, y)π(θi)dθi

p(θi|θ−i, y) =
L(θi|θ−i)π(θi)∫
L(θi|θ−i, y)π(θi)dθi

p(θi|θ−i, y) ∝ L(θi|θ−i, y)π(θi)

It is ideal that L(θi|θ−i, y)π(θi) forms a recognizable density that is easily sam-

pled, because sampling from L(θi|θ−i, y)π(θi) is equivalent to sampling from

p(θi|θ−i). If L(θi|θ−i, y)π(θi) does not form a density that is easily sampled

with the inverse-CDF method, then alternative sampling techniques must be

used although they can computationally infeasible in certain cases.
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Appendix B

Decision Set Optimization Using Sampling

When a problem requires a large number of decisions a manager may

choose to use the following approach for determining the optimal decision

set. The objective function defined in Section 2.3 displays values clustered

around a relatively small number of costs compared to the total number of

decisions. Notice that as the decision number is increased, the number of clus-

terings increases very slowly while the number of total decisions scales as O(2n).

This scaling problem leads one to consider a sampling approach to distinguish

among the distinct clusters and simply choose the decision corresponding to

the cluster with the minimum cost. The following algorithm is used to sample

the objective value clusters for problems involving large decision sets:

1. Randomly select a decision set and evaluate the objective function for

that decision set. The initial decision set is chosen by simply flipping a

fair coin for each decision to be either PM or CM, i.e. 1 or 0.

2. Randomly choose two-thirds of the individual decisions to reverse from

either 0 to 1 or vice versa. The positions are selected from a uniform

distribution, and evaluate the objective function for this new decision set.

If it is cheaper, keep it as the current estimate of the optimal decision
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vector, otherwise discard that decision set. Repeat this process for a

fixed number of iterations, denoted “outer” iterations.

3. Repeat the above process by randomly reversing one-third of the indi-

vidual decisions of the current estimate of the optimal decision vector.

Repeat this for a fixed number of iterations, denoted as “middle” itera-

tions. If the evaluation of a sample decision set is an improvement, it is

chosen as the current estimate of the optimal decision set.

4. Repeat the above process by randomly reversing one-sixth of the in-

dividual decisions. This is repeated for a fixed number of iterations,

denoted as “inner” iterations, replacing the current optimal estimate if

any improvement is found.

5. The final step is to randomly choose a single decision to reverse, evaluate

the objective function with that sample decision and compare it to the

currently held optimal value. Repeat this for a fixed number of itera-

tions and the resulting current best decision set is chosen as the optimal

decision set.

The number of outer iterations is chosen so that various clusters can

be sampled by changing two-thirds of the decisions. This is equivalent to

very large jumps in the decision parameter space. Note that if the number of

decisions is not evenly divisible for a given outer, middle, or inner iteration

step, then one should round to the nearest integer number of decisions to be
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reversed. The number of middle and inner iterations is chosen to effectively

sample within nearby clusters in parameter space, and finally a single decision

is iterated over for fine tuning, since that often improves the cost substantially

by changing only a single decision.

Further confidence in the sampling algorithm is gained by applying it

to the item from Section 2.3.2.1 and checking that it yields the same optimal

decision set for n = 12. The initial decision set is randomly chosen to be

{0, 0, 1, 1, 1, 0, 1, 1, 1, 0, 0, 0}. The number of outer, middle, and inner iterations

are each set to 20 iterations. The final single decision number of iterations is

set to 40, so that the objective function is evaluated a total of 100 times. This

sampling approach is drastically faster than the brute force approach requiring

212 = 4096 objective function evaluations, and is able to choose the correct

optimal decision set by taking advantage of the clustered objective function

values.

In figure B.1 one can see improvement twice in the outer iteration,

where eight digits of the current optimal decision are being modified for each

sample tested. No improvement is observed during the middle iteration where

four digits are being randomly flipped, and improvement is observed four times

in the inner iteration loop where two digits are being flipped. The final itera-

tion improved and yields the final optimal decision vector, recovering the same

optimal decision set. The optimal decision set for this item is to make only

CM decisions, the same as was calculated with the previous full-evaluation

method, and the optimal objective cost of $573,668.10.
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Figure B.1: The vertices of the red line represents the improved estimates
of the optimal decision set as they are discovered by the sampling algorithm
approach. The bottom right hand vertex is the lowest cost decision, confirming
that the sampling algorithm correctly identified the optimal decision set.
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For smaller n, one should compute the objective function for the full set

of decision combinations, because the computational time is still small and one

can easily identify non-unique solutions to the optimization. In the example

in Section 2.3.2.1 for n = 6 decisions, there are two optimal decision sets. In

figure B.2 the sampling algorithm is applied and correctly identifies one of the

two optimal decision sets. However, if a problem features a highly degenerate

case where hundreds of solutions are optimal and the number of decisions are

sufficiently small, it is best to identify the optimal decisions all at once by

computing the cost for all decisions.
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Figure B.2: The vertices of the red line represents the improved estimates
of the optimal decision set as they are discovered by the sampling algorithm
approach. Note that the sampling algorithm identifies an optimal decision,
but would not discover all optimal decisions.
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Appendix C

Proof of Theorem 3.2.1

If f can be written

f(x) ∝ π(x)
N∏
i=1

li(x)

where π is a density of known form and each li is a non-negative and invertible

function, although not necessarily a density, then a Gibbs sampler for generat-

ing random variates from f exists where all except one of the full conditionals

are uniform densities, and the remaining full conditional is a truncated version

of π.

Proof. This proof is reproduced from Damien et al. [1999]. The latent variables

are defined as U = (U1, . . . , UN), where each Ui is defined on (0,∞), such that

f(x, u1, . . . , uN) ∝ π(x)
N∏
i=1

1 {ui < li(x)}

The marginal density for X is f(x) since∫ ∞
0

. . .

∫ ∞
0

f(x, u1, . . . , uN)du1 . . . duN = π(x)
N∏
i=1

li(x)

The correct recovery of the marginal distribution of X by integrating out

the joint distribution f(x, u1, . . . , uN) confirms that the introduction of the

latent variables has not distorted the distribution of X. A Gibbs sampler can
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be created where the full conditional for each Ui is uniformly distributed as

U {0, li(x)}. The full conditional for X is given by π(x) truncated to the set

Au = {x : li(x) > ui, i = 1, . . . , N}.

145



Bibliography

M. Aarset. How to Identify a Bathtub Hazard Rate. IEEE Transactions on

Reliability, 36(1):106–108, 1987.

S. Ahmed and A. Shapiro. The Sample Average Approximation Method for

Stochastic Programs with Integer Recourse. ISyE Technical Report, 2002.

Kleywegt A.J., A. Shapiro, and T. Homem-de Mello. The Sample Average

Approximation Method for Stochastic Discrete Optimization. SIAM Journal

on Optimization, 12(2):479–502, 2002.

J. Albert. Bayesian Computation With R. Springer, New York City, NY, 2nd

edition, 2009.

R. Barlow and L. Hunter. Optimum Preventive Maintenance Policies. Opera-

tions Research, 8(1):90–100, 1960.

D.J. Bartholomew, M. Knott, and I. Moustaki. Latent Variable Models and

Factor Analysis: A Unified Approach. Wiley Series in Probability and Statis-

tics. John Wiley & Sons, 2011. ISBN 9780470971925.

W. Bassin. A Bayesian Optimal Overhaul Interval Model for the Weibull

Restoration Process Case. Journal of the American Statistical Association,

68(343):575–578, 1973.

146



R. Bellman. Dynamic Programming. Princeton University Press, Princeton,

NJ, Dover paperback edition edition, 2003.

D. Belyi. Optimization Models and Methods Under Nonstationary Uncertainty.

PhD thesis, University of Texas at Austin, Austin, TX, 2010.

A.A. Borovkov and A. Moullagaliev. Mathematical statistics. Gordon and

Breach Science Publishers, 1999. ISBN 9789056990183.

G. Casella and C.P. Robert. Monte Carlo Statistical Methods. Springer, New

York City, NY, 2nd edition, 2004.

R. Christensen, T. Hanson, and A. Jara. Parametric Nonparametric Statis-

tics: An Introduction to Mixtures of Finite Polya Trees. The American

Statistician, 62(4):296–306, 2008.

W. Cooper, T. Homem-de Mello, and A. Kleywegt. Models of the Spiral-Down

Effect in Revenue Management. Operations Research, 54(5):968–987, 2006.

D.R. Cox. Regression Models and Life-Tables. Journal of the Royal Statistical

Society Series B, 34(2):187–220, 1972.

P. Damien and S. Walker. Sampling Truncated Normal, Beta, and Gamma

Densities. Journal of Computational and Graphical Statistics, 10(2):206–

215, 2001.

P. Damien, J. Wakefield, and S. Walker. Gibbs Sampling for Bayesian Non-

Conjugate and Hierarchical Models by Using Auxiliary Variables. Journal

of the Royal Statistical Society Series B, 61(2):331–344, 1999.

147



P. Damien, A. Galenko, E. Popova, and T. Hanson. Bayesian Semiparametric

Analysis for a Single Item Maintenance Optimization. European Journal of

Operational Research, 182:794–805, 2007.

P. Dellaportas and A.F.M. Smith. Bayesian Inference for Generalized Linear

and Proportional Hazards Models via Gibbs Sampling. Journal of the Royal

Statistical Society Series C, 42(3):443–459, 1993.

J. Diebolt and C.P. Robert. Estimation of Finite Mixture Distributions

Through Bayesian Sampling. Journal of the Royal Statistical Society Se-

ries B, 56(2):363–375, 1994.

T. Ferguson. A Bayesian Analysis of Some Nonparametric Problems. Annals

of Statistics, 1(2):209–230, 1973.

T. Ferguson. Prior Distributions on Spaces of Probability Measures. Annals

of Statistics, 2(4):615–629, 1974.

Emil J Freireich and E. Gehan. The effect of 6-mercaptopurine on the duration

of steroid-induced remissions in acute leukemia: A model for evaluation of

other potentially useful therapy. Blood, 21(6):699–716, 1963.

A. Galenko, D. Morton, and E. Popova. Operational Models and Methods for

Risk Informed Nuclear Asset Management. In Proceedings of the Interna-

tional Topical Meeting on Probabilistic Safety Analysis, San Francisco, CA,

September 2005. American Nuclear Society.

148



D. P. Gaver and M. Acar. Analytical Hazard Representations for Use in Re-

liability, Mortality, and Simulation Studies. Communications in Statistics -

Simulation and Computation, 8(2):91–111, 1979.

A. Gelman and D. Rubin. Inference from Iterative Simulation Using Multiple

Sequences. Statistical Science, 7(4):457–511, 1992.

S. Geman and D. Geman. Stochastic Relaxation, Gibbs Distributions, and

the Restoration of Images. IEEE Transactions on Pattern Analysis and

Machine Intelligence, 6(6):721–741, 1984.

J.K. Ghosh and R.V. Ramamoorthi. Bayesian Nonparametrics. Springer Series

in Statistics. Springer, 2003.

V. Goel and I.E. Grossmann. A Stochastic Programming Approach to Plan-

ning of Offshore Gas Field Developments Under Uncertainty in Reserves.

Computers and Chemical Engineering, 28(8):1409–1429, 2004.

V. Goel and I.E. Grossmann. A Class of Stochastic Programs with Decision

Dependent Uncertainty. Mathematical Programming, 108:355–394, 2006.

T. Hanson. Inferences on Mixtures of Finite Polya Tree Models. Journal of

the American Statistical Association, 101:1548–1565, 2006.

T. Hanson. Polya Trees and Their Use in Reliability and Survival Analysis.

Encyclopedia of Statistics in Quality and Reliability, pages 1385–1390, 2007.

149



T. Hanson and W. Johnson. Modeling Regression Error with a Mixture of

Polya Trees. Journal of the American Statistical Association, 97:1020–1033,

2002.

N.L. Hjort and S.G. Walker. Quantile Pyramids for Bayesian Nonparametrics.

The Annals of Statistics, 37(1):105–131, 2009.

U. Hjorth. A Reliability Distribution with Increasing, Decreasing, Constant

and Bathtub-Shaped Failure Rates. Technometrics, 22(1):99–107, 1980.

M.D. Iorio, P. Müller, G.L. Rosner, and S.N. MacEachern. An ANOVA Model

for Dependent Random Measures. Journal of the American Statistical As-

sociation, 99(465):205–215, 2004.

H. Jeffreys. Theory of Probability. Clarendon, Oxford, 3rd edition, 1967.

T. Kirschenmann, P. Damien, E. Popova, and T. Hanson. Decision Dependent

Stochastic Processes. European Journal of Operational Research, 2012a.

submitted.

T. Kirschenmann, P. Damien, E. Popova, and S. Walker. A Complete Bayesian

Analysis of the Exponentiated and Modified Weibull Distributions. Tech-

nometrics, 2012b. in preparation.

C.D. Lai, M. Xie, and D.N.P. Murthy. A Modified Weibull Distribution. IEEE

Transactions on Reliability, 52(1):33–37, March 2003.

150



P.W. Laud, P. Damien, and A.F.M. Smith. Bayesian Nonparametric and Co-

variate Analysis of Failure Time Data. In D. Dey, P. Mueller, and Sinha.

D, editors, Practical Nonparametric and Semiparametric Bayesian Statis-

tics, volume 133 of Lecture Notes in Statistics, chapter 11, pages 213–225.

Springer-Verlag, 1998.

M. Lavine. Some Aspects of Polya Tree Distributions for Statistical Modelling.

The Annals of Statistics, 20(3):1222–1235, 1992.

M. Lavine. More Aspects of Polya Tree Distributions for Statistical Modelling.

The Annals of Statistics, 22(3):1161–1176, 1994.

M. Lavine. On an Approximate Likelihood for Quantiles. Biometrika, 82:

220–222, 1995.

J.F. Lawless. Statistical Models and Methods for Lifetime Data. Wiley Series

in Probability and Statistics. John Wiley & Sons, 1982.

T.F. Liao. Statistical Group Comparison. Wiley Series in Probability and

Statistics. John Wiley & Sons, 2011. ISBN 9781118150610.

A.D. Martin, K.M. Quinn, and J.H. Park. MCMCpack: Markov Chain Monte

Carlo in R. Journal of Statistical Software, 42(9):22, 2011. URL http:

//www.jstatsoft.org/v42/i09/.

R.D. Mauldin, W.D. Sudderth, and S.C. Williams. Polya Trees and Random

Distributions. Annals of Statistics, 20(3):1203–1221, 1992.

151



N. Metropolis, A. W. Rosenbluth, M. N. Rosenbluth, A. H. Teller, and

E. Teller. Equation of State Calculations by Fast Computing Machines.

Journal of Chemical Physics, 21:1087–1092, June 1953.

G. Mudholkar and D. Srivastava. Exponentiated Weibull Family for Analyzing

Bathtub Failure-Rate Data. IEEE Transactions on Reliability, 42(2):299–

302, 1993.

G. Mudholkar, D. Srivastava, and M. Freimer. The Exponentiated Weibull

Family: A Reanalysis of the Bus-Motor-Failure Data. Technometrics, 37

(4):436–445, 1995.

P. Müller and F.A. Quintana. Nonparametric Bayesian Data Analysis. Statis-

tical Science, 19(1):95–110, 2004.

P. Müller and F.A. Quintana. Bayesian Nonparametrics, chapter More Non-

parametric Bayesian Models for Biostatistics. Cambridge Series in Statistical

and Probabilistic Mathematics. Cambridge University Press, 2009.

D. Murthy, M. Xie, and R. Jiang. Weibull Models. Wiley Series in Probability

and Statistics. John Wiley & Sons, 2004. ISBN 0471360929.

T. Nakagawa. Sequential Imperfect Preventive Maintenance Policies. IEEE

Transactions on Reliability, 37(3):295–298, 1988.

M. Nassar and M. Eissa, F.Aarset. Bayesian Estimation for the Exponentiated

Weibull Model. Communications in Statistics, 33(10):2243–2362, 2004.

152



R. Neal. Markov chain Monte Carlo Methods Based on “Slicing” the Density

Function. Technical report, University of Toronto, 1997.

R. Neal. Slice Sampling (with discussion). The Annals of Statistics, 31(3):

705–767, 2003.

D. Nguyen and D. Murthy. Optimal Preventive Maintenance Policies for Re-

pairable Systems. Operations Research, 29(6):1181–1194, 1981.

M. Pal, M. Ali, and J. Woo. Exponentiated Weibull Distribution. Statistica,

(2):139–147, 2006.

S. Peeta, F.S. Salman, D. Gunnec, and K. Viswanath. Pre-disaster Investment

Decisions for Strengthening a Highway Network. Computers & Operations

Research, 37:1708–1719, 2010.

G. Pflug. On-line Optimization of Simulated Markovian Processes. Mathe-

matics of Operations Research, 15(3):381–395, 1990.

Martyn Plummer, Nicky Best, Kate Cowles, and Karen Vines. CODA: Con-

vergence Diagnosis and Output Analysis for MCMC. R News, 6(1):7–11,

2006. URL http://CRAN.R-project.org/doc/Rnews/.

R Development Core Team. R: A Language and Environment for Statistical

Computing. R Foundation for Statistical Computing, Vienna, Austria, 2011.

URL http://www.R-project.org. ISBN 3-900051-07-0.

153



SAS 9.2. Version 9.2 of the SAS System for Linux. Cary,NC, 2010. SAS

Institute Inc.

J. Sethurama. A Constructive Definition of Dirichlet Priors. Statistica Sinica,

4:639–650, 1994.

T. Shumway. Forecasting Bankruptcy More Accurately: A Simple Hazard

Model. The Journal of Business, 74(1):101–124, 2001.

I. Singh. Risk-Averse Periodic Preventive Maintenance Optimization. PhD

thesis, University of Texas at Austin, Austin, TX, 2011.

U. Singh, P. Gupta, and S. Upadhyay. Estimation of Parameters for

Exponentiated-Weibull Family Under Type-II Censoring Scheme. Compu-

tational Statistics and Data Analysis, 48:509–523, 2005.

A.F.M. Smith and A.E. Gelfand. Sample-Based Approaches to Calculating

Marginal Densities. Journal of the American Statistical Association, 85

(410):398–409, 1990.

A.F.M. Smith and A.E. Gelfand. Bayesian Statistics Without Tears: A

Sampling-Resampling Perspective. The American Statistician, 46(2):84–88,

1992.

A.F.M. Smith and G.O. Roberts. Bayesian Computation via the Gibbs Sam-

pler and Related Markov Chain Monte Carlo Methods. Journal of the Royal

Statistical Society Series B, 55(1):3–23, 1993.

154



H. Störmer. Concerning a Statistical Test of the Determination of the Param-

eters of Survival Distributions, 1962. Translated in L. Sathre, The Weibull

Reliability Function, Downey, Calif., Autonetics Division, North American

Aviation, Inc.

S. Walker and B. Mallick. A Bayesian Semiparametric Accelerated Failure

Time Model. Biometrics, 55:477–483, 1999.

S.G. Walker, P. Damien, P.W. Laud, and A.F.M. Smith. Bayesian Nonpara-

metric Inference for Random Distributions and Related Functions. Journal

of the Royal Statistical Society Series B, 61(3):485–527, 1999.

E. Willighagen. GENALG: R Based Genetic Algorithm for Binary and Float-

ing Point Chromosomes, 2005. URL http://cran.r-project.org/web/

packages/genalg/index.html.

Z. Ying, S.H. Jung, and L.J. Wei. Survival Analysis with Median Regression

Models. Journal of the American Statistical Association, 90(429):178–184,

1995.

155



Index

Abstract, viii

Acknowledgments, v

Appendices, 136

Appendix

Conditional posterior up to pro-

portionality, 137

Bibliography, 155

Dedication, iv

156



Vita

Thomas Kirschenmann was born in Austin, Texas and moved to San

Angelo, Texas in 1987 where he graduated from Central High School in 1999.

Upon graduation he enrolled at the University of Texas at Austin in order to

become a scientist. In 2003 he graduated with a B.S. in physics with honors

and subsequently moved to New York City to begin a Ph.D in applied physics

at Columbia University. In May of 2004 he earned a M.S. in applied physics

and continued his Ph.D research for an additional year, before choosing to

leave experimental physics to pursue a career in applied mathematics. He

worked at Multimedia Games Inc. in Austin, Texas from 2005 to 2007, first as

a Game Mathematician and then as a Game Programmer. In August of 2007

he returned to U.T. Austin to complete his Ph.D in computational applied

math, having the good fortune to work for Professors Elmira Popova and Paul

Damien. In 2010 he interned at Citigroup Global Capital Markets in New

York City as a Summer Associate Quant, working on a high frequency options

trading desk. After graduation he will join 3Red Group, a proprietary trading

firm, as a Quantitative Researcher of algorithmic trading strategies in Chicago.

Permanent address: 5217 Old Spicewood Springs Apt. 501
Austin, Texas 78731

This dissertation was typeset with LATEX† by the author.

†LATEX is a document preparation system developed by Leslie Lamport as a special

157



version of Donald Knuth’s TEX Program.

158


