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Fire models are routinely used to evaluate life safety aspects of building design

projects and are being used more often in fire and arson investigations as well as recon-

structions of firefighter line-of-duty deaths and injuries. A fire within a compartment

effectively leaves behind a record of fire activity and history (i.e., fire signatures).

Fire and arson investigators can utilize these fire signatures in the determination of

cause and origin during fire reconstruction exercises. Researchers conducting fire ex-

periments can utilize this record of fire activity to better understand the underlying

physics. In all of these applications, the fire heat release rate (HRR), location of a fire,

and smoke production are important parameters that govern the evolution of thermal

conditions within a fire compartment. These input parameters can be a large source

of uncertainty in fire models, especially in scenarios in which experimental data or

detailed information on fire behavior are not available.

To better understand fire behavior indicators related to soot, the deposition

of soot onto surfaces was considered. Improvements to a soot deposition submodel

were implemented in a computational fluid dynamics (CFD) fire model. To better

understand fire behavior indicators related to fire size, an inverse HRR methodology

was developed that calculates a transient HRR in a compartment based on mea-

sured temperatures resulting from a fire source. To address issues related to the

vii



uncertainty of input parameters, an inversion framework was developed that has ap-

plications towards fire scene reconstructions. Rather than using point estimates of

input parameters, a statistical inversion framework based on the Bayesian inference

approach was used to determine probability distributions of input parameters. These

probability distributions contain uncertainty information about the input parameters

and can be propagated through fire models to obtain uncertainty information about

predicted quantities of interest. The Bayesian inference approach was applied to var-

ious fire problems and coupled with zone and CFD fire models to extend the physical

capability and accuracy of the inversion framework. Example applications include the

estimation of both steady-state and transient fire sizes in a compartment, material

properties related to pyrolysis, and the location of a fire in a compartment.
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Chapter 1

Introduction

1.1 Overview and Motivation

A fire within a compartment effectively leaves behind a record of fire activity

and history (i.e., fire signatures). For example, gypsum wallboard undergoes chemical

reactions and calcination due to thermal degradation, metal and plastic components

melt and deform due to heat from the fire, and soot deposition to surfaces occurs in

fire compartments. Fire and arson investigators can utilize these fire signatures in the

determination of cause and origin in fire scenarios and fire reconstruction exercises.

Researchers conducting fire experiments can utilize this record of fire activity to

conduct model validation exercises to understand the evolution of thermal conditions

within a fire compartment.

Depending on the type of analysis being performed, there can be varying

amounts of data available for comparison to model predictions. In a research setting,

a fire experiment might be performed in a furniture calorimeter in which detailed

data such as heat release rate (HRR) and mass loss would be readily available from

laboratory instrumentation and oxygen consumption calorimetry. In a setup with

less instrumentation, only spatial temperature data might be available rather than

detailed calorimetry measurement data. In the case of fire and arson investigations,

there might be no detailed measurements or data available (i.e., only fire signatures

and observed evidence). For each of these cases, as a detailed history of compartment

fire conditions becomes less available, there is a need for an inversion methodology
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to accurately recover governing input parameters such as fire size, fire location, and

soot production/transport while maintaining an adequate level of accuracy.

Fire modeling tools can be used for fire safety design exercises, fire and arson

investigations, and reconstructions of firefighter line-of-duty deaths (LODDs) and in-

juries. In these applications, the fire location and intensity (i.e., heat release rate) of

a fire in a compartment are important model inputs that govern the evolution of ther-

mal conditions in the fire compartment. The fire modeling process involves a workflow

similar to other computational modeling tools, as shown in the flowchart in Fig. 1.1.

First, the user defines model inputs such as fire size, fire location, fuel composition,

geometry, and boundary conditions. Once the simulation begins, coupled submod-

els are utilized to model physical phenomena that are not fully resolved within the

primary model construct. The results of the model (predicted quantities) can then

be compared to experimental data, or in the case of fire and arson investigations, a

posteriori fire signatures and observations recorded at a fire scene.

&RUH�0RGHO�
)XQFWLRQDOLW\

0RGHO�,QSXWV

6XEPRGHOV 0RGHO�
3UHGLFWLRQV

([SHULPHQWDO�
'DWD

Figure 1.1: Flowchart of computational model workflow, from model inputs to com-
parison of model predictions with experimental data.

2



Incorrect specification of fire model inputs can be a significant source of un-

certainty in model predictions, especially in scenarios in which experimental data or

detailed information on fire behavior are not readily available, such as forensic fire

investigations and LODD reconstructions. Accurate specification of these model in-

puts is important for the comparison of model predictions to experimental data or a

posteriori observations. Kirk and DeHaan [1] describe various methods that can be

used to reconstruct fire scenes. The “Guide for Fire and Explosion Investigations”,

NFPA 921 [2], provides guidelines for conducting fire and explosion investigations,

including cause and origin analysis. Babrauskas [3] described a method to use wood

charring and burn patterns as indicators of the use of accelerants in fire investigations.

However, these resources do not provide guidance related to the treatment of uncer-

tainty for quantities that might be used as model input parameters or information

related to the uncertainty quantification of multiple plausible fire scenarios.

Given these applications of fire models, there is a need for (1) a framework to

accurately determine and quantify the uncertainty of fire model inputs and (2) accu-

rate submodels that resolve relevant physical phenomena. Towards these goals, we

can begin to construct an approach to use rich data to invert for fire intensity, fire

location, and fire properties (specifically soot evolution). During the course of this

research, we developed a temperature-measurement based approach to characterize

fire HRR in a compartment [4]. This inverse HRR methodology can be extended

by developing a technique to determine the location of a fire using wall-mounted

heat flux sensors or a surrogate such as degradation characteristics of the enclosure

boundaries that can be collected during post-fire assessments. Using an overarching

inversion framework, fire and arson investigators as well as fire researchers conducting

experiments can perhaps use other surrogates for the rich data utilized in this initial

research effort.
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Often, single values are used as inputs and outputs in fire models for design

exercises and fire and arson reconstructions. However, statistical and engineering

best practices should include avoiding the reporting and overuse of point estimates.

The use of single descriptive statistics such as averages, ranges, and other single

metrics that summarize probability distributions are prone to cause errors in risk and

uncertainty analyses due to their simplified nature. Probability distributions provide

a more detailed description of model inputs and outputs. This research is an exercise

on how probability distributions are important in fire applications when conducting

risk, uncertainty, and sensitivity analyses. For example, given historical data on fires,

what is the associated probability distribution of fire sizes that might have occurred in

a given occupancy? Or, given certain performance criteria and an unknown amount

of model uncertainty, what is the associated uncertainty of various input parameters

in a complex model?

A major theme in this work is that, due to the complex nature of fire physics,

the application of fire modeling problems cannot be viewed in terms of delta function

(i.e., point estimate) inputs and outputs. In fire scenarios, there are distributions

associated with physical quantities such as sprinkler droplet sizes. Smoke produced

from a fire also has an associated distribution of soot particle sizes that evolves with

time. As an example of one area of physical modeling, some efforts have been made to

describe the evolution and transport of smoke in fire scenarios, which are summarized

in a study by Butler and Mulholland [5].
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In addition to distributions related to physical quantities, there are also prob-

ability distributions of input parameters such as fire size, fire location, and soot yield

that can impact predictions from a fire model. The predicted quantities can also be

described in terms of probability distributions, such as the temperature of a target,

hot gas layer (HGL) temperature, heat flux to a wall or target, smoke concentration

at a given location, or activation time of sprinklers or detectors. These probability

distributions (or probability density functions) evolve globally, and we can use them

to characterize various input parameters in inverse fire problems.

Just as physical distributions evolve with time, probability distributions of

input parameters and predicted quantities evolve as well. The same tools that are

important in describing the evolution of physical distributions (such as smoke par-

ticle sizes and sprinkler droplets) also apply to issues in global uncertainty. There

is a coupling of physical distributions and statistical probability distributions. For

example, as the smoke concentration in a compartment evolves with time, there is an

associated amount of uncertainty in predicted quantities such as detector activation

times, soot deposition to surfaces, or other fire signatures.

Figure 1.2 shows an example of the evolution of both physical and statisti-

cal distributions in fire scenarios. Figure 1.2a shows distributions of soot particle

sizes dp in terms of the number of particles of a given size n(dp). Figure 1.2b shows

distributions of fire sizes (or HRRs) Q̇ in terms of the number of fires of a given

size n(Q̇).
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Figure 1.2: Evolution of probability distributions in fire scenarios:
(a) soot particle size distributions and (b) design fire size distributions.
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As shown on the left side of Fig. 1.2a, at an early point in a fire scenario, the

soot particle sizes might be smaller as they are initially generated from a fire. As

time progresses, the particle sizes undergo transport processes such as convection and

diffusion and can grow in size due to agglomeration. These physical processes can

result in a shift in the particle size distribution at a later time in the fire scenario (right

side of Fig. 1.2a).

Statistical distributions of fire sizes can also evolve by propagation through

fire models, as shown in Fig. 1.2b. In this case, a probability distribution of fire sizes

is being propagated through a fire model, and the result is a probability distribution

for the predicted quantity of interest, the HGL temperature THGL. Often in design

applications, forensic reconstructions, or experiments, we do not know the true distri-

bution of the input quantity (here, the fire size Q̇ on the top left of Fig. 1.2b); we only

have observed data or timeline information. In these cases, an inversion framework

can be used to invert for probability distributions of the input parameters, as shown

on the bottom of Fig. 1.2b. In this study, one goal is to exercise a statistical inference

framework to invert for probability distributions of model input parameters based on

observed data.
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1.2 Computational Setup

The following list summarizes the computational, data processing, data anal-

ysis, and visualization tools that were used in this research. This list also includes

the version number of each software tool that was used in this study. These tools are

all open source and freely available.

• Fire Dynamics Simulator (FDS) version 6.0.0 beta,

available from http://fire.nist.gov/fds

• Consolidated Model of Fire and Smoke Transport (CFAST) version 6.3.0,

available from http://cfast.nist.gov

• Smokeview (SMV) version 6.0.13,

available from http://fire.nist.gov/fds

• Python version 2.7.3,

available from http://www.python.org

• NumPy [6] version 1.6.1,

available from http://www.numpy.org

• SciPy [7] version 0.10.1,

available from http://www.scipy.org

• matplotlib [8] version 1.1.0,

available from http://www.matplotlib.org

• PyMC [9] version 2.2,

available from https://github.com/pymc-devs/pymc
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Fire Dynamics Simulator (FDS) is a large-eddy simulation (LES) code for low-

speed flows, with an emphasis on smoke and heat transport from fires. All of the FDS

cases were run with the most recent beta version of FDS 6.0.0, which corresponded

to SVN revision number 15246 at the time of this writing.

Consolidated Model of Fire and Smoke Transport (CFAST) is a two-zone fire

model used to calculate the evolution of smoke, fire gases, and temperature through-

out compartments of a building during a fire. All of the CFAST cases were run with

the most recent version of CFAST, version 6.3.0, which corresponded to SVN revision

number 794 at the time of this writing.

Smokeview (SMV) is a visualization program used to display the output of

FDS and CFAST simulations.

Python is a high-level, flexible, and powerful programming language that is

well-suited to scientific and engineering applications [10]. NumPy is a package for

scientific computing in Python and includes efficient methods for working with ar-

rays in Python, tools for integrating Python, C, C++, and Fortran code, and linear

algebra functionality. SciPy is a counterpart to NumPy and includes routines for

efficient numerical integration and optimization as well as statistical analysis tools.

The matplotlib package is a 2D plotting library for Python. The PyMC module is

used for Bayesian inference and is summarized as [9]

PyMC is a Python module that implements Bayesian statistical models

and fitting algorithms, including Markov chain Monte Carlo. Its flexibility

and extensibility make it applicable to a large suite of problems. Along

with core sampling functionality, PyMC includes methods for summarizing

output, plotting, goodness-of-fit and convergence diagnostics.
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1.3 Chapter Outline

The remaining chapters of this dissertation are organized as follows.

In Chapter 2, we describe the governing equations and implementations needed

to address soot transport such that we can make use of soot deposition in fire recon-

structions and model validation exercises. Soot deposition will be explored as an

indicator of fire behavior, and improvements to a soot deposition submodel will be

implemented in a computational fluid dynamics (CFD) fire model. Verification and

validation cases will be described to check the accuracy of the soot deposition model.

In Chapter 3, we describe various optimization methods that can be used in

fire applications. A single-solution, inverse HRR methodology will be developed that

calculates a transient HRR in a compartment based on HGL temperatures resulting

from a fire source. This chapter describes the implementation of an inverse fire

modeling algorithm, room-scale fire experiments, and an application of the inverse

fire modeling methodology to various fire scenarios.

In the subsequent chapters, a more complicated question is the issue of in-

version in a given parameter space, and how the use of probability distributions are

important and useful in fire problems. In Chapter 4, we describe theoretical and

computational aspects of a statistical inversion framework based on the Bayesian in-

ference approach. The Bayesian inference framework will be formulated in terms of

calculating probability distributions of input parameters in model applications.

In Chapter 5, we apply concepts from the framework described in Chapter 4 to

various fire problems to invert for both steady-state and transient fires in a compart-

ment, material properties related to pyrolysis, and fire location in a compartment.

The Bayesian inference framework will also incorporate zone and CFD fire models to

extend the physical capability and accuracy of the inversion framework.
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Chapter 2

Soot Deposition and Agglomeration

2.1 Overview

In fire models, the accurate prediction of soot concentrations in the gas phase

and soot deposition thicknesses in the condensed phase is important for a wide range of

applications, including human egress calculations, heat transfer in compartment fires,

and forensic reconstructions of fires [5]. During a fire, in addition to soot transport

by advection and diffusion, a significant amount of soot can be deposited on surfaces

due to various mechanisms, and soot can agglomerate to form large particle sizes.

These soot transport, deposition, and agglomeration mechanisms are summarized in

Fig. 2.1.

Relatively simple parameterizations of soot chemistry and transport are in-

corporated into most computational fluid dynamics (CFD) fire models. Gas-phase

measurements of soot volume fraction used to parameterize soot generation models

may be in error if significant deposition occurs. The underprediction of soot deposi-

tion on walls and surfaces in compartment fire scenarios can result in an overprediction

of soot and smoke concentrations in the gas phase [12]. By not explicitly accounting

for soot deposition on walls and surfaces, errors in soot concentration predictions in

the gas phase can impact the calibration parameters for soot models. Errors in pre-

dicted quantities related to soot can affect life safety design decisions and can have

adverse effects on performance goals related to both occupant safety and property

protection [13,14].
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Figure 2.1: Soot transport, deposition, and agglomeration processes. Adapted from
Friedlander [11].
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Various soot deposition mechanisms, including thermophoretic deposition, grav-

itational settling, molecular and turbulent diffusion, and electrophoretic deposition

can reduce the soot particle concentration in the gas phase by depositing soot on

surfaces such as walls and ceilings. Soot agglomeration can increase the size of soot

particles and affect soot deposition rates. At the onset of this research, Fire Dy-

namics Simulator (FDS) version 5.5.3 (released October 2010) included two optional

mechanisms for soot deposition (thermophoresis and turbulent diffusion), but did

not include gravitational settling. A preliminary study during the course of this re-

search determined that the effects of gravitational settling can be more significant

than thermophoretic and turbulent deposition when predicting soot concentrations

in compartment fire scenarios [15].

The goal of this chapter is to identify important parameters related to soot

deposition in enclosure fires and to compare the effects of various soot deposition

mechanisms in fire scenarios. Existing soot deposition mechanisms in FDS will be

compared, an additional mechanism for gravitational settling will be implemented,

and predicted soot quantities will be compared to measured soot quantities from

experimental data sets.
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2.2 Background

Several studies have been conducted that indicate soot deposition is an impor-

tant factor in compartment fires for the accurate prediction of smoke concentrations,

smoke detector activations, and visibility. Gottuk et al. [16] reported that smoke

concentrations predicted by FDS near smoke alarms in a corridor were two to five

times greater than measured smoke concentrations. Hamins et al. [17] conducted

full-scale compartment fire experiments for use in validation studies of various fire

models, including FDS. The results indicated that smoke concentrations predicted by

FDS were up to five times greater than measured smoke concentrations.

Floyd and McDermott [12] implemented thermophoretic and turbulent dif-

fusion soot deposition mechanisms in FDS and compared predicted soot concentra-

tions to measurements from small- and large-scale experiments. Riahi [14] conducted

bench-scale experiments to measure soot densities and soot deposition patterns on

walls for various fuels. In those studies, Riahi identified thermophoretic deposition

as an important soot deposition mechanism in a hot gas layer. Cohan [13] used FDS

to simulate select cases from the Gottuk [16] corridor tests, Hamins et al. [17] experi-

ments, and Riahi [14] hood experiments with thermophoretic and turbulent diffusion

soot deposition mechanisms.
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2.3 Modeling Approach

There are three primary components in fire modeling when considering soot:

1. Soot production and source characterization of the fire.

2. Transport of heat and products (including soot) from the fire.

3. Effects of heat and soot on targets.

This research focuses on the second component, the transport of products from

a fire, specifically soot. By not accounting for soot deposition and agglomeration, we

are unable to perform a meaningful assessment of the first and third components, the

soot production model or the effect of soot on targets.

The tool that was used in this study is Fire Dynamics Simulator (FDS), which

is a CFD fire model that is maintained by the National Institute of Standards and

Technology (NIST) and is widely used in the fire protection engineering and fire

research fields. In the current version of FDS, soot production is specified by means

of a fixed soot yield for a given fuel [18]. This assumption typically holds for well-

ventilated fire scenarios but has limitations in vitiated conditions and for potential

advances in soot production modeling.

To account for detailed soot deposition and transport phenomena in FDS,

some improvements to the model were needed. The following sections describe im-

provements that were made to the soot deposition and soot transport algorithms in

FDS. Additionally, a number of verification and validation cases that were added to

the FDS verification and validation suite are described.
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2.4 Soot Formation, Growth, and Particle Sizes

Soot formation and growth processes within a flame involve a range of different

particle sizes. Initially, soot particles that form in a flame are on the order of a few

nm [19]. As soot particles interact, collide, and stick to one another, they agglom-

erate to form larger particle sizes over time. Within the flame region, soot particle

sizes can range between 0.02 µm and 0.05 µm [5]. As the soot particles agglomerate

in the post-flame environment, the particle size distribution can range from about

0.1 µm to 10 µm, with peaks in the distribution that depend on the fuel, tempera-

ture, flow conditions, etc. Median aerodynamic diameters of soot particles can range

from 0.05 µm for wood to 10 µm for acetylene, and a majority of fuels have median

aerodynamic diameters less than 1 µm [5]. High-sooting fuels, such as toluene and

acetylene, can produce large soot particle sizes (or “superaggregates”) ranging from

10 µm to 100 µm [20–22]. In a CFD fire model such as FDS, grid cell sizes are typi-

cally on the order of 10 cm. At this coarse resolution, we are unable to capture the

flame sheet and dynamics of soot formation. In compartment fire scenarios, we are

typically more interested in the bulk transport of soot and its effect on targets some

distance from the fire. Therefore, in this study, we will focus on subgrid models that

describe soot transport using accurate, inexpensive techniques.
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In soot transport algorithms, it is important to track a meaningful representa-

tion of the soot particle size because soot deposition and agglomeration mechanisms

are dependent upon the size and stopping distance of the particles. The description

and evolution of a detailed soot particle size distribution can be computationally ex-

pensive. A soot particle size distribution is shown in Fig. 2.2. In this figure, dp is

the particle size and n(dp) is the number of particles in a given size bin. Rather

than transporting detailed information about the particle size distribution (left side

of Fig. 2.2), the mean soot diameter dp,mean can be used to approximately describe

and evolve the full soot particle size distribution (right side of Fig. 2.2).

dp

n(
d p
)

dp,mean

n(
d p
)

Figure 2.2: Detailed particle size distribution (left) represented by mean particle size
(right).
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2.5 Characterization of Soot Transport Mechanisms

To give an overview of the physical processes involved in soot transport, depo-

sition, and agglomeration, consider a number of different soot particles of sizes dp,i,

dp,j, and dp,k moving across a differential element ∆x.

dp,i

dp,j

dp,k

Δx

Figure 2.3: Soot particle flux through a differential element.

For a given particle size i, the evolution of the particle number concentration ni (1/m3)

can be written as

∂ni
∂t

+∇ · (niU) = A(ni)agg (2.1)

where U is the relative particle velocity (m/s), which can be decomposed into the gas

velocity and particle velocity as u + up, and A(ni)agg represents the rate of change

in the particle number concentration due to agglomeration [11]. The total particle

number concentration N can be calculated as the sum of the individual particle

number concentrations for each particle size as

N =
∞∑
i=1

ni (2.2)
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For a given species α, the total particle mass concentration ρα (kg/m3) can

be calculated as the sum of the particle number concentrations for each particle size

multiplied by the mass for each particle size as

ρα =
∞∑
i=1

nimi =
∞∑
i=1

niρα,iVi (2.3)

Combining Eqs. 2.1 and 2.2, the change in total particle number concentration is

given as

∂N

∂t
+∇ · (niU) = A(N)agg (2.4)

Combining Eqs. 2.1 and 2.3, the change in total particle mass concentration is given

as

∂ρα
∂t

+∇ · (niU) = 0 (2.5)

Note that the agglomeration term is not included in Eq. 2.5 because, in a given control

volume, the mass of all particulate matter per unit volume is conserved regardless

of how the particles combine. The following sections describe the particle deposition

and agglomeration processes in more detail.
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2.6 Mathematical Modeling of Soot Deposition

By default, the transport of soot within FDS is done assuming that the soot

behaves as a gas. That is, the soot particles are small enough that their terminal

velocity is small compared to the fire-driven flows of the gas containing the soot. For

larger particles, however, other mechanisms can affect soot and result in its deposition

onto surfaces. The deposition of particulate matter is also important for computing

the dispersion characteristics of aerosol toxicants (e.g., ash, radionuclides, or other

particulate matter).

In FDS, if a species has AEROSOL=.TRUE. defined on its SPEC line, then

that species is explicitly tracked and can be acted upon independent of the bulk

flow. Aerosol deposition is modeled by applying an empirical deposition velocity to

aerosols in the gas phase and near walls. There are a number of phenomena that cause

deposition: thermophoresis (where temperature gradients push the aerosol towards

or away from the wall), gravitational settling, diffusive deposition (where the aerosols

move along the boundary layer concentration gradient), and turbulent deposition

(essentially impact deposition due to a turbulent boundary layer). Other phenomena,

such as electrical fields, can also result in deposition but are not considered in FDS

due to their relatively small contribution in compartment fire scenarios [15].

Previous work by Lai and Nazaroff [23] and Riley et al. [24] developed overall

particle deposition loss-rate coefficients for aerosol particles in turbulent flow condi-

tions (in indoor non-fire scenarios). An overall particle deposition loss coefficient

might be appropriate when considering soot deposition in a zone model such as

CFAST. However, given the spatial resolution available in a CFD fire model, it would

be inappropriate to use a spatially averaged approach. More details on individual

soot deposition mechanisms will be discussed in Sections 2.6.3 through 2.6.5.
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2.6.1 Soot Transport in Gas-Phase Cells

For a given quantity c, the scalar transport equation is defined as

∂c

∂t
+∇ · (cu) = ∇ · (D∇c) +R (2.6)

where u is the average velocity of the quantity, D is the diffusivity, and R includes

the source or sink terms of the quantity.

If we define the mass fraction of an aerosol species α as Yα = ρα/ρ, where ρα

is the particle mass concentration from Eq. 2.5 (kg/m3), and ρ is the density of the

gas (kg/m3), then Eq. 2.6 can be rewritten using the quantity ρYα = ρα. This results

in the species transport equation, which is represented in FDS as [25]

∂

∂t
(ρYα) +∇ · (ρYαu) = ∇ · (ρDα∇Yα) + ṁ′′′α (2.7)

where Yα is the mass fraction of species α (kg/kg), u is the gas velocity (m/s), Dα is

the diffusivity of species α (m2/s), and ṁ′′′α is the source term for species α (kg/m3),

which can be specified in FDS via a bulk mass production rate or a chemical mass

production or consumption rate. Note that the above implementation of the species

transport equation in FDS version 5.5.3 does not include the particle velocity as a

component of u.

A modified form of the species transport equation was implemented in FDS

version 6 as follows. For each aerosol species in the gas phase, a gravitational settling

velocity is calculated and imposed on the velocity in the convective term in the

species transport equation, which results in the modified form of the species transport

equation for aerosols as

∂

∂t
(ρYα) +∇ · (ρYαU) = ∇ · (ρDα∇Yα) + ṁ′′′α (2.8)

where U is the relative particle velocity (m/s), which can be decomposed into the gas

velocity and particle velocity as u + up.
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In the modified form of the species transport equation in FDS (Eq. 2.8), the

particle velocity up is equal to the gravitational settling velocity ug. This approach

is similar to the drift flux model for smoke transport described in Hu et al. [26]. In

Eq. 2.8, soot deposition is imposed as a boundary flux condition at surfaces, which is

described in the following section.
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2.6.2 Soot Deposition to Surfaces

Adapting Eq. 2.8 for one dimensional flux towards a surface, the change in the

soot mass fraction (ρYα) in a control volume is given by

∂

∂t
(ρYα) = −∂[(ρYα)(u+ udiff)]

∂x
(2.9)

where u is the gas velocity (m/s), udiff is the diffusion velocity (m/s), and x is the

direction towards the wall. In a gas-phase cell adjacent to a wall, the gas velocity

gradient ∂u/∂x towards the wall is zero. The diffusion velocity udiff into the wall can

be approximated by the deposition velocity udep. This results in a boundary condition

for which soot is removed from the gas-phase and deposited onto the wall surface at

the rate ṁ′′, which is calculated by

ṁ′′ =

∫
∂

∂t
(ρYα) dx = ρYαudep (2.10)

Using this flux condition, the amount of aerosol that deposits on the surface is removed

from the adjacent gas-phase cell, and the amount of aerosol that accumulates on the

surface is tracked.

The total aerosol deposition velocity to surfaces, udep, is determined by as-

suming the deposition phenomena are independent, computing a deposition velocity

for each mechanism, and then summing them as [27]

udep = ug + uth + udt (2.11)

where ug is the gravitational settling velocity (for gas-phase cells adjacent to upward-

facing surfaces), uth is the thermophoretic velocity, and udt is the combined diffusion-

turbulence velocity. These deposition mechanisms will be discussed in more detail in

the following sections.
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2.6.3 Gravitational Settling

Gravitational deposition occurs due to the force of gravity acting on particles,

which results in a downward gravitational settling velocity. As the size of a particle

increases, the gravitational force on the particle also increases. The gravitational

settling velocity is given by [28]

ug = gma
Cn

6π χd µ ra

(2.12)

where ma is the particle mass, χd is the shape factor, µ is the dynamic viscosity of

air, ra is the particle radius, and Cn is the Cunningham slip correction factor given

by [29]

Cn = 1 + 1.25 Kn + 0.41 Kn e−0.88/Kn (2.13)

where Kn is the particle Knudsen number given by the ratio of the mean free path

of the gas to the particle radius. The mean free path of a gas is proportional to its

temperature, thus Kn is computed as [30]

Kn =
λ

ra

Tg

T∞
(2.14)

where λ is the mean free path of gas molecules and is equal to 0.065 µm at a temper-

ature of 25 ◦C and atmospheric pressure.
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2.6.4 Thermophoretic Deposition

Thermophoretic deposition is the result of a temperature gradient near a sur-

face, which can attract particles towards or repel particles away from a nearby surface.

The thermophoretic velocity is computed as

uth =
Kthν

Tg

dT

dx
(2.15)

where ν is the kinematic viscosity of air, and Tg is the gas temperature. This requires

the calculation of the wall temperature gradient dT/ dx, which is only resolved in a

direct numerical simulation (DNS) with very small grid cell sizes. For a large eddy

simulation (LES) with larger grid cell sizes, the temperature gradient is computed

from the wall heat transfer coefficient h as

dT

dx
=
h (Tg − Tw)

kg

(2.16)

where Tw is the wall temperature, and kg is the thermal conductivity of air. In

Eq. 2.15, Kth is the thermophoretic velocity coefficient and is calculated using the

following correlation [31]

Kth =
2Cs (α + Ct Kn) Cn

(1 + 3Cm Kn) (1 + 2α + 2Ct Kn)
(2.17)

where Cs = 1.17 is the thermal slip coefficient, α is the ratio of the gas conductivity

to the particle conductivity, Cm = 1.14 is the momentum accommodation coefficient,

and Ct = 2.18 is the thermal accommodation coefficient.
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2.6.5 Turbulent Deposition

In turbulent flows, an eddy is a swirling coherent or correlated motion that

occurs when fluid flows past an obstacle. In turbulent flow conditions near surfaces,

turbulent deposition can occur when the inertia of particles within the flow causes

them to separate from the flow, impact a surface, and deposit (or stick) to the surface.

In a compartment fire scenario, the flow field near walls is typically in the tur-

bulent regime. This can demonstrated using an example calculation of the Reynolds

number near walls, or Re = uchLc/ν. In a recirculating flow near walls in a hot gas

layer (HGL), the characteristic streamwise velocity uch at the wall is on the order

of 1 m/s. Assuming an HGL temperature of 300 ◦C, the corresponding kinematic

viscosity ν of air is about 50× 10−6 m2/s [32]. A lower bound of the Reynolds num-

ber associated with turbulent flow conditions is on the order of 1× 105. Therefore,

the corresponding length scale Lc associated with turbulent conditions is on the order

of 5 m, which corresponds to characteristic wall length scales in compartments.

The diffusion-turbulence deposition velocity depends upon the flow regime

(diffusion, diffusion-impaction, or inertia-moderated). The deposition velocity for

these regimes is given as [33]

udt =


0.086 Sc−0.7 uτ τ+ < 0.2

3.5× 10−4 τ+2
uτ 0.2 < τ+ < 22.9

0.17 uτ τ+ < 22.9
(2.18)

where Sc is the particle Schmidt number, or the ratio of the kinematic viscosity to the

Brownian diffusion coefficient of the particle (ν/DB), uτ is the wall friction velocity

computed by the wall model, or
√
τw/ρ, and τ+ is the dimensionless stopping distance

of the particle given by [34]

τ+ =
ρa (2ra)2

18µ2
u2
τ ρg (2.19)
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2.6.6 Summary of Modifications to FDS

In summary, the velocity in the convective term in Eq. 2.7 for a tracked aerosol

species was modified in the FDS source code to include the gravitational settling

velocity ug. For soot deposition to surfaces, the FDS source code for gas-phase cells

adjacent to walls was modified to include the settling velocity of soot towards upward-

facing surfaces as a boundary flux condition using Eqs. 2.10 and 2.11 along with the

soot deposition mechanisms described in the previous sections. These modifications

allow for the removal of soot from the gas phase and the accumulation of soot on

upward-facing surfaces due to the settling of aerosols. A schematic of soot transport

in FDS with all deposition mechanisms is shown in Fig. 2.4.

These modifications were incorporated in the FDS source code in the beta

version of FDS 6.0.0. The source code for the FDS code modifications, verification

cases, and validation cases described in this study can be found by viewing the source

code commit history and code repository on the primary FDS website.1 Documenta-

tion was added to the FDS Guides [18,35–37] that describes the governing equations

for soot deposition, an example FDS case with soot deposition, and verification and

validation cases related to soot deposition. The example FDS case as well as the

verification and validation cases will be presented in Sections 2.8 through 2.11.

1http://fire.nist.gov/fds
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Figure 2.4: Soot deposition in FDS via various mechanisms.
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2.7 Mathematical Modeling of Soot Agglomeration

The agglomeration of soot particles can be an important soot transport mech-

anism in compartment fire scenarios and can affect size-dependent soot deposition

mechanisms. As soot particles interact with one another via gravitational settling,

impaction in turbulent flows, and Brownian motion (diffusion), they can stick to one

another and grow in size over time. For a given soot mass concentration in a con-

trol volume, as the soot particle size increases, the particle number concentration

decreases. The soot agglomeration process can be expressed as a function of the

particle number concentration.

To derive the governing equations for soot agglomeration, we first consider

the sources and sinks for particles of size k. For a given well-mixed control volume

(i.e., no gradients exist), we want to determine the net change in particle number

concentration nk, which is represented as

dnk
dt

= Sk −Rk (2.20)

where Sk and Rk are the source and removal terms for particles of size k, respectively.

Consider two different soot particles sizes i and j. The collision frequency

between these two particles of volumes vi and vj is given as [11]

Ṅij = β(vi, vj)ninj (2.21)

where Ṅij is the number of collisions that occur between particles of sizes i and

j (1/m3 · s), β(vi, vj) is the collision frequency function, which depends on the two

particle sizes (m3/s), v is the volume of the particles (m3), and n is the number

concentration of the particles (1/m3).
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For an agglomeration process in which volume is conserved, soot particles of

size i agglomerate with particles of size j to form larger particles of size k, which is

represented as

vi + vj = vk (2.22)

To consider all possible i and j combinations that form particles of size k, we sum

over all of the collisions, and the rate of formation of particles of size k is given as

Sk =
1

2

∑
i+j=k

Ṅij (2.23)

where the factor of 1/2 is introduced to avoid double counting the particle collisions.

The rate of loss of particles of size k due to collisions with other particles is given as

Rk =
∞∑
i=1

Ṅik (2.24)

By combining Eqs. 2.23 and 2.24 and substituting the result into Eq. 2.20, the net

change in particle number concentration nk is given by

dnk
dt

=
1

2

∑
i+j=k

Ṅij −
∞∑
i=1

Ṅik (2.25)

The collision frequency β(vi, vj) in Eq. 2.21 can be substituted into Eq. 2.25, which

results in the discrete form of the Smoluchowski [38] coagulation equation

dnk
dt

=
1

2

∑
i+j=k

β(vi, vj)ninj − nk
∞∑
i=1

β(vi, vk)ni (2.26)

In the case of a constant collision frequency β(vi, vj) = K that is independent of

particle size, an analytical solution can be obtained by substituting β with K, which

results in

dnk
dt

=
K

2

∑
i+j=k

ninj −Knk
∞∑
i=1

ni (2.27)

where K is the effective agglomeration coefficient (or agglomeration kernel) that de-

scribes the rate at which particles of size i agglomerate with particles of size j.
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The total number of particles in a given volume was given in Eq. 2.2 as

N =
∞∑
i=1

ni (2.28)

where N is the particle number concentration (1/m3). Substituting the summation

in the particle sink term in Eq. 2.27 with Eq. 2.28 results in

dN

dt
=
K

2

∞∑
k=1

∑
i+j=k

ninj −KN2 (2.29)

Expanding the remaining summation terms gives

dN

dt
=
K

2
N2 −KN2 (2.30)

which can be reduced to

dN

dt
= −K

2
N2 (2.31)

Merging the 1/2 term into K, the final form of the net change in particle number

concentration due to agglomeration becomes

dN

dt
= −KN2 (2.32)

In Eq. 2.4, the change in particle concentration was given as

∂N

∂t
+∇ · (niu) = A(N)agg (2.33)

By combining Eqs. 2.32 and 2.33, the transport equation for the particle number

concentration can be written as

∂N

∂t
+∇ · (NU) = ∇ · (Dα∇N)−KN2 (2.34)

If we define N̂ as N/ρ, where ρ is the gas density (kg/m3), then ρN̂ = N , and the

particle number concentration in Eq. 2.34 can be expressed in a form similar to the

species transport equation given in Eq. 2.8, which results in

∂

∂t
(ρN̂) +∇ · (ρN̂U) = ∇ · (Dα∇(ρN̂))−K(ρN̂)2 (2.35)
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In Eq. 2.35, soot deposition is imposed as a boundary flux condition at surfaces, as

described in the previous section.

Various agglomeration coefficients can be used to represent soot agglomera-

tion mechanisms such as Brownian, gravitational, or turbulent agglomeration. These

agglomeration mechanisms will be discussed in more detail in the following sections.
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2.7.1 Brownian Agglomeration

Brownian agglomeration (or thermal agglomeration) occurs when particles col-

lide and coagulate due to their random motion. The rate of change in the number

concentration was given in Eq. 2.32 as

dN

dt
= −KN2 (2.36)

where K is the agglomeration coefficient given by

K = 4πdpD (2.37)

where dp is the particle diameter, and the diffusion coefficient D is given by

D =
kTCn

3πµdp

(2.38)

where k is Boltzmann’s constant, T is the temperature (K), Cn is the Cunningham slip

correction factor given in Eq. 2.13 (-), and µ is the dynamic viscosity of air (kg/m · s).

Combining Eqs. 2.37 and 2.38 results in the Brownian diffusion agglomeration

coefficient as [39]

Kd =
4kTCn

3µ
(2.39)

which is valid for particle sizes greater than 0.1 µm. Note that the particle diameter

cancels out, and the agglomeration coefficient depends on the particle size only via

the slip correction factor Cn. For particles with a diameter of 1 µm at 20 ◦C, the

agglomeration coefficient Kd is calculated as 3.45× 10−16 m3/s.
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2.7.2 Gravitational Agglomeration

Gravitational agglomeration (i.e., differential sedimentation) occurs when the

force of gravity acts on particles of different sizes, which results in a velocity difference

between the particles. This velocity difference can cause the particles to interact and

coagulate. The gravitational agglomeration coefficient is given by [27]

Kg = εsεPKχ
2
c (rp,i + rp,j)

2 |ug,i − ug,j| (2.40)

where εs is the particle sticking efficiency (-), χc is the collisional shape factor (-), rp,i

and rp,j are the radii of particles i and j (m), respectively, and ug,i and ug,j are the

velocities of particles of sizes i and j (m/s), respectively. The εPK term is the collision

efficiency correction factor from Pruppacher and Klett [40], which is given by

εPK =
1

2

min2(rp,i, rp,j)

(rp,i + rp,j)2
(2.41)

where rp,i and rp,j are the radii of particles i and j, respectively.
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2.7.3 Turbulent Inertial Agglomeration

In turbulent flow conditions, turbulent inertial agglomeration can occur when

fluid motion and the inertia of particles within the flow cause the particles to interact,

and van der Waals forces cause the particles to stick to one another [11]. The mean

squared relative velocity of two different particles of sizes i and j is given by [11]

(ui − uj)2 =

(
1

βi
− 1

βj

)2(
duf

dt

)2

(2.42)

where ui and uj are the velocities of particles of sizes i and j, respectively, βi and βj

are the collision frequencies of particles of sizes i and j, respectively, and uf is the

fluid velocity.

For isotropic turbulence at high Reynolds numbers, the mean square acceler-

ation of the fluctuating eddies is given by [11](
duf

dt

)2

∼
(
ε3

ν

)1/2

(2.43)

where ε is the rate of energy dissipation rate per unit mass of air, and ν is the

kinematic viscosity of air. The turbulent inertial agglomeration coefficient is given by

Saffman and Turner [41] as

Kt,i(vi, vj) ≈ βt,i(vi, vj) = 5.7(rp,i + dp,j)
2

∣∣∣∣ 1

βi
− 1

βj

∣∣∣∣ (ε3ν
)1/4

(2.44)

where rp,i and rp,j are the radii of particles i and j, respectively. The last term on

the right hand side of Eq. 2.44 (ε3/ν)1/4 is referred to as the Kolmogorov length scale,

which is the characteristic length scale over which viscous dissipation occurs (i.e.,

turbulent kinetic energy is converted to heat).
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2.7.4 Turbulent Shear Agglomeration

In turbulent flow conditions, turbulent shear agglomeration can occur when

particles in one region of the flow interact with other particles traveling at a different

speed in a different region of the flow, and van der Waals forces cause the particles

to stick to one another [27]. The turbulent shear agglomeration coefficient is given

by Saffman and Turner [41] as

Kt,s(vi, vj) ≈ βt,s(vi, vj) = 1.3(rp,i + rp,j)
3
( ε
ν

)1/2

(2.45)

where rp,i and rp,j are the radii of particles i and j, respectively.
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2.7.5 Combining Agglomeration Mechanisms

Figure 2.5 shows a comparison of Brownian, gravitational, and turbulent shear

agglomeration coefficients from Friedlander [11]. In this figure, β is the agglomeration

coefficient (or agglomeration kernel), and dp represents the range of particle diameters

that are interacting with other 1 µm particles.

Figure 2.5: Comparison of Brownian, gravitational, and turbulent shear agglomera-
tion coefficients for various mechanisms for particles with a diameter of 1 µm inter-
acting with other particles with diameters between 0.1 µm and 10 µm [11].
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As shown in Fig 2.5, the Brownian agglomeration coefficient is on the order

of 1× 10−9 cm3/s (or 1× 10−15 m3/s). The gravitational (or sedimentation) agglom-

eration coefficient ranges from 1× 10−19 m3/s to 1× 10−15 m3/s and increases along

with an increase in the particle size due to an increase in the differential settling

velocity. Note that for 1 µm particles interacting with other 1 µm particles, the

gravitational agglomeration coefficient goes to zero because the relative motion be-

tween the two particles goes to zero. The turbulent shear agglomeration coefficient

is evaluated for two different energy dissipation rates ε, ranges from 1× 10−18 m3/s

to 1× 10−14 m3/s, and increases along with an increase in the particle size.

There is some disagreement in literature regarding the combination of indi-

vidual (mechanism-specific) agglomeration coefficients to form a combined effective

agglomeration coefficient [27]. In this study, we will use the approach of Saffman

and Turner [41] who recommended that the combined effective agglomeration coef-

ficient (Kcomb) should be modeled as a linear sum of the Brownian (Kd) and grav-

itational (Kg) agglomeration coefficients, whereas the turbulent inertial (Kt,i) and

turbulent shear (Kt,s) agglomeration coefficients should be added in a root-mean-

square fashion as

Kcomb = Kd +Kg +
√
Kt,i +Kt,s (2.46)
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2.8 Example FDS Case of Soot Deposition

In FDS, the aerosol deposition model is invoked by defining a species with the

parameter AEROSOL=.TRUE. on the SPEC line along with the parameters

DENSITY SOLID, CONDUCTIVITY SOLID, and MEAN DIAMETER. The default val-

ues for density, thermal conductivity, and mean diameter of an aerosol species are

1800 kg/m3, 0.26 W/m ·K, and 1 µm, respectively, which are representative values

for soot particles. By default, with AEROSOL=.TRUE., FDS will compute all of the

aerosol deposition mechanisms discussed in Sections 2.6.3 through 2.6.5.

Each deposition mechanism can be selectively disabled by using the logical pa-

rameters GRAVITATIONAL DEPOSITION, THERMOPHORETIC DEPOSITION, and

TURBULENT DEPOSITION on the MISC line. The GRAVITATIONAL DEPOSITION

parameter involves the downward settling of aerosols in the gas phase as well as

the deposition of aerosols onto upward-facing surfaces due to gravitational settling.

The deposition velocity at the wall can be output using QUANTITY=’DEPOSITION

VELOCITY’ for a single wall cell using DEVC (device) or for all boundaries using

BNDF (boundary file).

The propane flame deposition example in the FDS verification suite

demonstrates how to define a reaction that invokes the aerosol deposition model in

FDS. The fuel is propane with a specified soot yield of 0.05. The default soot particle

size of 1 µm was used. The propane reaction is given by

1 (C3H8)︸ ︷︷ ︸
Fuel

+ 4.8164 (O2 + 3.7619 N2)︸ ︷︷ ︸
Air

−→

1 (18.1182 N2 + 2.8164 CO2 + 4 H2O)︸ ︷︷ ︸
Products

+ 0.1836 C︸︷︷︸
Soot

(2.47)
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In FDS, each species can be defined and tracked explicitly, which requires one

scalar transport equation for each additional species. Alternatively, we can use the

“lumped species” approach to define a custom mixture of multiple species that scale

together. For example, we can define air as a lumped species that is composed of

78 % nitrogen, 21 % oxygen, and 1 % carbon dioxide. Using this approach, the total

mass of the lumped species air can change, whereas the fractions of the individual

species in the mixture remain the same.

This example uses the lumped species formulation to minimize the number of

scalar transport equations that need to be solved. Note that for soot to deposit it

must be tracked explicitly by specifying AEROSOL=.TRUE. on the SPEC line.

&SPEC ID = 'PROPANE' /
&SPEC ID = 'OXYGEN', LUMPED_COMPONENT_ONLY = .TRUE. /
&SPEC ID = 'NITROGEN', LUMPED_COMPONENT_ONLY = .TRUE. /
&SPEC ID = 'WATER VAPOR', LUMPED_COMPONENT_ONLY = .TRUE. /
&SPEC ID = 'CARBON DIOXIDE', LUMPED_COMPONENT_ONLY = .TRUE. /
&SPEC ID = 'SOOT', AEROSOL = .TRUE. /

If Eq. 2.47 is properly balanced, we can use the stoichiometric coefficients of the

primitive species to define the lumped species as

&SPEC ID = 'AIR', SPEC_ID ='NITROGEN','OXYGEN',
VOLUME_FRACTION = 3.7619,1., BACKGROUND = .TRUE. /

&SPEC ID = 'PRODUCTS',
SPEC_ID ='NITROGEN','CARBON DIOXIDE','WATER VAPOR',
VOLUME_FRACTION = 18.1182,2.8164,4. /

The heat of combustion for propane is found in the SFPE Handbook [42], and the

propane reaction is defined as

&REAC FUEL = 'PROPANE', HEAT_OF_COMBUSTION=44715.,
SPEC_ID_NU = 'PROPANE','AIR','PRODUCTS','SOOT',
NU=-1.,-4.8164,1,0.1836/
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where NU represents the stoichiometric coefficients for each term in the chemical

reaction given in Eq. 2.47. Note that the sign of NU indicates whether that species is

consumed (-) or produced (+).

Figure 2.6 shows a Smokeview visualization of soot surface deposition on the walls at

the simulation end time of 10 s. This boundary quantity is given by

&BNDF QUANTITY='SURFACE DEPOSITION', SPEC_ID='SOOT' /

Figure 2.6: Wall soot deposition for the propane flame deposition test case.
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2.9 Verification and Validation of Soot Deposition

Verification and validation of computational models are important processes to

check that submodels have been implemented correctly in the code and that the under-

lying physics are accurately represented by the model. The “Standard Guide for Eval-

uating the Predictive Capability of Deterministic Fire Models”, ASTM E 1355 [43],

defines model verification as

The process of determining that the implementation of a calculation method

accurately represents the developer’s conceptual description of the calcu-

lation method and the solution to the calculation method.

and model validation is defined as

The process of determining the degree to which a calculation method is

an accurate representation of the real world from the perspective of the

intended uses of the calculation method.

The following sections present verification and validation cases that were implemented

in the FDS verification and validation suite [35,36] as part of this research. Additional

tools (e.g., Firebot) were developed during the course of this research related to an

automated build, verification, validation, and regression testing process in FDS and

are described in the FDS Configuration Management Plan [44].
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2.10 Verification Cases

2.10.1 Mass Conservation of Soot Deposition

The calculations described in this section check the conservation of mass for

the aerosol deposition algorithms. This example case involves a reaction that invokes

the aerosol deposition model in FDS (i.e., soot deposition). For this example, a fire

was placed in a 1 m× 1 m× 2 m box, and the fuel was propane with a peak heat

release rate of 100 kW and a soot yield of 0.05 g/g. The default soot particle size

of 1 µm was used. For a 100 kW propane fire (heat of combustion of 44 715 kJ/kg),

the associated burning rate is 2.236 g/s. A RAMP was used to specify a burning rate

from a propane burner that linearly increases from 0 g/s to 2.236 g/s from 0 s to 1 s,

remains steady at 2.236 g/s from 1 s to 4 s, then linearly decreases from 2.236 g/s to

0 g/s from 4 s to 5 s, as shown in Eq. 2.48.

Q̇(t) =


Q̇max(t) for 0 s ≤ t ≤ 1 s

Q̇max for 1 s < t < 4 s

Q̇max(5− t) for 4 s ≤ t ≤ 5 s

0 for 5 s < t < 10 s

(2.48)

where Q̇max is the maximum HRR (100 kW) and t is time (s). Integrating Eq. 2.48 as∫ 10 s

t=0 s
Q̇(t) dt, the total fuel mass released is calculated as 8.944 g of propane. There-

fore, the resulting total amount of soot mass released should be equal to 5 % of

the total amount of fuel mass, or 447.20 mg. Figure 2.7 shows the HRR ramp and

associated soot ramp for this example case.

For a case with no aerosol deposition, we would expect the mass of soot in

the gas phase to be equal to 447.20 mg. For a case with aerosol deposition, we would

expect some fraction of soot to exist in the gas phase and the remainder of soot to be

deposited on the wall. The sum of soot in the gas phase and deposited soot should be

447.20 mg. Figure 2.8 shows snapshots from Smokeview of soot deposition in the box.
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(b) Soot ramp

Figure 2.7: HRR and smoke ramp for propane flame deposition case:
(a) HRR ramp and (b) associated soot ramp.
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(a) 2 s (b) 4 s

(c) 6 s (d) 10 s

Figure 2.8: Visualization of soot deposition in propane flame deposition case
at simulation times of (a) 2 s, (b) 4 s, (c) 6 s, and (d) 10 s.
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Figure 2.9 shows the time evolution of the total soot mass (sum of soot mass

in the gas phase and deposited soot) for the propane flame deposition case.

In this figure, the vertical dashed line shows the time at which the fuel flow was shut

off (5 s). The five soot deposition cases were defined as follows: (1) all aerosol deposi-

tion mechanisms active, (2) no aerosol deposition mechanisms active, (3) gravitational

deposition only, (4) thermophoretic deposition only, and (5) turbulent deposition only.

While this figure shows the global evolution of the total soot mass for all of the cases,

the figures on the following page will examine the evolution of soot in more detail

by decomposing the total soot mass into (a) the mass of soot in the gas phase and

(b) the mass of deposited soot.
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Figure 2.9: Time evolution of total soot mass for propane flame deposition
cases. Total mass of soot in gas phase and deposited on the walls.

Figure 2.10 shows a comparison of the soot mass in the gas phase for all five cases.

Figure 2.11 shows a comparison of the soot mass deposited on the walls for all five

cases.
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Figure 2.10: Time evolution of soot mass in the gas phase for
propane flame deposition cases.
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Figure 2.11: Time evolution of soot mass deposited on the walls for
propane flame deposition cases. Mass of soot deposited on walls.
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In Fig. 2.10, the soot mass in the gas phase for the case with no deposition

remained at about 447 mg because all of the deposition mechanisms were disabled.

The soot mass in the gas phase for the turbulent deposition case overlaps the results

for the case with no deposition because the gas velocity in the box was small while

the fire was active (due to buoyant gases from the flame), but the flow conditions

became quiescent after the fire was shut off. The soot mass in the gas phase for

the gravitational and thermophoretic deposition cases decreased over time as soot

deposited via gravitational settling and in the hot gas layer, respectively. The amount

of soot removed from the gas phase via gravitational and thermophoretic deposition

is accounted for in the amount of soot deposited on the walls, as shown in Fig. 2.11.
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At the simulation end time of 10 s, the total soot mass for each case should

be equal to 447.20 mg (indicated by the circles in Fig. 2.9). The resulting soot mass

values for all five FDS cases are summarized in Table 2.1. In this table, the absolute

error is defined as the difference between the expected mass (analytical) and the total

soot mass for each FDS case (predicted), or ms,soln −ms,pred.

Table 2.1: Summary of expected and predicted soot mass for
propane flame deposition cases.

Case Gas-Phase Soot Deposited Soot Total Soot Absolute Error
Mass (mg) Mass (mg) Mass (mg) (mg)

Expected Mass - - 447.20 -
(Analytical)

All Deposition 440.50 6.383 446.88 0.32
Mechanisms

No Deposition 447.17 0.000 447.17 0.03
Mechanisms

Gravitational 446.97 0.104 447.07 0.13
Deposition

Thermophoretic 440.71 6.277 446.99 0.21
Deposition

Turbulent 447.16 0.005 447.17 0.03
Deposition

Note that the primary goal of this verification case was to check conversation

of mass for various aerosol deposition mechanisms; thus, the geometry and fire were

specified for diagnostic purposes only. The relative magnitudes of the deposition

mechanisms would be different in a compartment fire scenario because of different

fire specifications, room geometry, mixing conditions, time scales, and surface area to

volume ratios.
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2.10.2 Gravitational Settling of Soot

The calculations described in this section check the conservation of mass for

the gravitational settling algorithm. The gravitational settling algorithm involves

both the settling of soot particles in the gas phase and the accumulation of soot

on the condensed phase. For this example, the initial soot concentration in a 1 m3

box was specified as 100 mg/m3 via the INIT line, and the soot deposited on the

bottom of the box via gravitational settling only. By default, if a species is defined

as an aerosol by setting AEROSOL=.TRUE. on the SPEC line, then all of the aerosol

deposition mechanisms (gravitational, thermophoretic, and turbulent) will act upon

that species. For this verification case, gravitational deposition was enabled, and the

other deposition mechanisms were disabled by using the following inputs on the MISC

line

&MISC GRAVITATIONAL_DEPOSITION = .TRUE.
THERMOPHORETIC_DEPOSITION = .FALSE.
TURBULENT_DEPOSITION = .FALSE. /

For this verification case, the initial gas-phase soot concentration was specified,

and the only active deposition mechanism (i.e., gas-phase soot removal term) was

gravitational deposition. A simple HVAC setup (one supply vent and one exhaust

vent) was used to stir the air and create well-mixed conditions. The transient gas-

phase soot concentration for a well-mixed compartment is given by

dC

dt
= −A

V
(VdC) (2.49)

where C is the soot concentration (mg/m3), A/V is the surface area to volume ratio

(1/m), and Vd is the gravitational settling velocity (m/s).
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Equation 2.49 has an analytical solution for the dynamic gas-phase soot concentration

of the form

C(t) = C0 exp

[
−A
V

(Vdt)

]
(2.50)

where C0 is the initial gas-phase soot concentration (100 mg/m3). The relevant sur-

face area is the area of the lower surface where the soot deposits, and thus the surface

area to volume ratio (A/V ) is equal to 1 1/m.

The default soot particle size of 1 µm was used. For a soot particle with a

diameter of 1 µm, the terminal settling velocity is equal to 1.9747× 10−4 m/s (see

Section 2.6.3). Figure 2.12 shows snapshots from Smokeview of soot deposition on

the bottom surface of the box.
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(a) 0 s (b) 5000 s

(c) 10 000 s (d) 12 000 s

(e) 15 000 s (f) 20 000 s

Figure 2.12: Visualization of soot deposition in soot gravitational settling
case at simulation times of (a) 0 s, (b) 5000 s, (c) 10 000 s, (d) 12 000 s, (e) 15 000 s,
and (f) 20 000 s.
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Figure 2.13 shows a comparison of the analytical and predicted results for the time

evolution of the gas-phase soot concentration.
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Figure 2.13: Time evolution of soot mass concentration for the
soot gravitational settling case.

The soot concentration values shown in Fig. 2.13 are the analytical and pre-

dicted soot mass concentrations. At the simulation end time of 20 000 s, the analyti-

cally determined soot concentration Ms,soln is 1.9266 mg/m3, and the predicted soot

concentration Ms,pred is 1.9466 mg/m3. Therefore, the error (Ms,pred−Ms,soln)/Ms,soln

in the predicted soot concentration is calculated as 1 %.
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2.11 Validation Cases

2.11.1 Sippola Aerosol Deposition Experiments

The purpose of these validation cases is to assess the impacts of the modifi-

cations that were made to the aerosol deposition submodel in FDS for a nonreacting

flow system in ventilation ducts.

Description of Experiments

Mark Sippola, a doctoral student at the University of California, Berkeley,

measured aerosol deposition velocities for various sizes of monodisperse fluorescent

particles and various air velocities in a ventilation duct [45, 46]. For the experiments

considered here, a total of 16 aerosol deposition tests were conducted in a steel duct

system. The duct had smooth walls and was square with cross-sectional dimensions

of 15 cm× 15 cm. The particle diameters were 1 µm, 3 µm, 5 µm, 9 µm, and 16 µm,

which is within the range of soot particle sizes that would be expected in a fire sce-

nario (see Section 2.4). The air velocities in the duct were 2.2 m/s, 5.3 m/s, and

9.0 m/s with Reynolds numbers of about 22 000, 53 000, and 89 000, respectively.

Twelve panels measuring 20 cm× 10 cm were cut from an instrumented duct section

and used to measure the amount of particles deposited on the duct surfaces: four

panels each from the duct ceiling, wall, and floor surfaces. Fluorescent measurement

techniques and aerosol concentration measurements were used to calculate the depo-

sition velocities of the particles to duct surfaces (ceiling, wall, and floor) at a straight

duct section where the turbulent flow profile was fully developed.

In the FDS simulations, the aerosol species was tracked explicitly, and all of the

aerosol deposition mechanisms were enabled (see Section 2.6). The measured aerosol

concentrations were not given in the test reports; therefore, an aerosol concentration

of 100 mg/m3 was specified at the inlet (upstream) duct boundary.
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Figure 2.14a shows a schematic of the experimental setup and the 5 m duct

section that was modeled in FDS (blue shaded section). In the FDS model, 3 m of

duct section (equal to 20 duct diameters) was included upstream of the instrumented

portion of the duct (Section 2) to allow for the flow to become fully developed.

Figure 2.14b shows a detailed view of Section 2 in the duct and the panels that were

used to collect the deposited aerosol and calculate the aerosol deposition velocity.

(a) Overview of experimental setup
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Figure 3.6  Locations of local area velocity measurements made in the y-z plane of the 
duct for determination of the average air speed. 
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Figure 3.7  Schematic diagram showing the locations of panels cut out of a straight test 
duct for determination of the particle flux.  Panels on the ceiling and wall are shown.  
Panels were similarly spaced and labeled on the duct floor. 
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(b) Detailed view of instrumented duct Section 2

Figure 2.14: Schematic of experimental apparatus used in Sippola aerosol deposition
experiments [45].
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In the experiments, the air velocity in the duct was verified by using the

average value of 16 air velocity measurements via pitot tubes arranged in a 4× 4 grid

immediately upstream of the aerosol deposition test panels, as shown in Fig. 2.15.
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Figure 3.7  Schematic diagram showing the locations of panels cut out of a straight test 
duct for determination of the particle flux.  Panels on the ceiling and wall are shown.  
Panels were similarly spaced and labeled on the duct floor. 
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Figure 2.15: Duct velocity measurements in Sippola aerosol deposition experi-
ments [45].

In the FDS simulations, the air velocity in the duct was specified for each

test as an upstream inlet boundary condition, and the outlet was specified as an

open boundary condition (open to ambient conditions). The duct walls were speci-

fied as a 1 mm thick steel material with an emissivity of 0.95, thermal conductivity

of 45.8 W/m ·K, density of 7850 kg/m3, and specific heat of 0.46 kJ/kg ·K. The

ambient temperature was specified for each test.
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A summary of the 16 aerosol deposition tests is shown in Table 2.2.

Table 2.2: Summary of Sippola Aerosol Deposition experiments selected for model
validation.

Test No. Air Speed Particle Diameter Particle Density
(m/s) (µm) (kg/m3)

1 2.2 1.0 1350
2 2.2 2.8 1170
3 2.1 5.2 1210
4 2.2 9.1 1030
5 2.2 16 950
6 5.3 1.0 1350
7 5.2 1.0 1350
8 5.2 3.1 1170
9 5.4 5.2 1210
10 5.3 9.8 1030
11 5.3 16 950
12 9.0 1.0 1350
13 9.0 3.1 1170
14 8.8 5.4 1210
15 9.2 8.7 1030
16 9.1 15 950

57



Velocity and Aerosol Concentration Gradients

Figure 2.16 shows the aerosol concentration gradient predicted by FDS along

the duct section (at the center of the duct cross section) in the downstream direction.

The duct section shown is the 1.5 m downstream section where the duct panels and

instrumentation were located (Section 2 in Fig. 2.14a).
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Figure 2.16: Predicted aerosol concentration gradient along the duct, Sippola Aerosol
Deposition.
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The results shown in Fig. 2.16 indicate that the downstream aerosol concentra-

tion for the 1 µm particles remains nearly constant at about 98 mg/m3. The aerosol

concentration for the 16 µm particles at the highest air velocity decreases from about

92 mg/m3 to 78 mg/m3 because the larger particle size and higher air velocity result

in a higher aerosol deposition velocity.

Figures 2.17a and 2.17b show snapshots from Smokeview of the air velocity in

the duct for Tests 1 and 16, respectively. The duct section pictured is the 1.5 m down-

stream section where the duct panels and instrumentation were located (Section 2 in

Fig. 2.14a).

(a) Test 1, 2.2 m/s duct velocity, 1 µm aerosol diameter

(b) Test 16, 9.1 m/s duct velocity, 15 µm aerosol diameter

Figure 2.17: Visualization of duct velocity, Sippola Aerosol Deposition:
(a) Test 1 and (b) Test 16.

59



Figure 2.18 shows the transverse air velocity profile in the duct for Tests 1 and 16 at

a downstream location of 0.75 m, which is the midpoint in the 1.5 m instrumented

section of the duct.
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Figure 2.18: Transverve air velocity profile 0.75 m downstream in the 1.5 m instru-
mented section of the duct for Test 1, 2.2 m/s case (solid line) and Test 16, 9.1 m/s
case (dashed line), Sippola Aerosol Deposition.

In Figs. 2.17 and 2.18, note the velocity gradient in the transverse (vertical)

duct direction. The velocity in Test 1 was about 3.0 m/s near the duct centerline

and 1.5 m/s near the duct walls. The velocity in Test 16 was about 11.8 m/s near

the duct centerline and 6.8 m/s near the duct walls.
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Figures 2.19a and 2.19b show snapshots from Smokeview of the aerosol concentra-

tion in the duct for Tests 1 and 16, respectively. The duct section pictured is the

1.5 m downstream section where the duct panels and instrumentation were located

(Section 2 in Fig. 2.14a).

(a) Test 1, 2.2 m/s duct velocity, 1 µm aerosol diameter

(b) Test 16, 9.1 m/s duct velocity, 15 µm aerosol diameter

Figure 2.19: Visualization of aerosol concentration, Sippola Aerosol Deposition:
(a) Test 1 and (b) Test 16.
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Figure 2.20 shows the transverse aerosol concentration profile in the duct for Tests 1

and 16 at a downstream location of 0.75 m in the 1.5 m instrumented duct section.
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Figure 2.20: Transverve aerosol concentration profile 0.75 m downstream in the 1.5 m
instrumented section of the duct for Test 1, 1 µm, 2.2 m/s case (solid line) and Test 16,
16 µm, 9.1 m/s case (dashed line), Sippola Aerosol Deposition.

In Figs. 2.19 and 2.20, note the aerosol concentration gradient in the transverse

(vertical) duct direction, especially for Test 16, which had the largest particles and

highest air velocity. The aerosol concentration in Test 1 was about 98 mg/m3 near

the duct ceiling and 99 mg/m3 near the duct floor. The aerosol concentration in

Test 16 was about 56 mg/m3 near the duct ceiling and 82 mg/m3 near the duct floor.

The asymmetric shape of the aerosol concentration gradient for Test 16 indicates

stratification of the aerosol near the duct floor due to gravitational settling.
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Aerosol Deposition Velocity

In Fig. 2.19, it is evident from the FDS results that there is an aerosol con-

centration gradient in the downstream direction in the 1.5 m duct section that was

considered. This concentration gradient is more prominent for larger particle sizes.

In the experimental setup, there was only one upstream and one downstream concen-

tration measurement available. Therefore, to make an accurate comparison between

the measured and predicted deposition velocities, we will use the same data reduction

technique as Sippola [45,46].

Following the procedure by Sippola, the particle deposition velocity Vd was

calculated as

Vd =
J1 + J2 + J3 + J4

4 Cavg

(2.51)

where J1 through J4 are the deposition fluxes (kg/m2 · s) for duct panels 1 through 4,

respectively, which is given by

J =
∆md

Ad ∆t
(2.52)

where ∆md is the change in mass on the duct panel (kg), Ad is the area of the duct

panel (m2), and ∆t is the duration over which the aerosol deposits on the panel (s).

Cavg is the average aerosol concentration in the duct test section (kg/m3) and is given

by

Cavg =
Cupstream + Cdownstream

2
(2.53)

Figures 2.21 through 2.23 show comparisons of the measured and predicted aerosol

deposition velocities for the ceiling, wall, and floor surfaces.
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Figure 2.21: Measured and predicted ceiling aerosol deposition velocities, Sippola
Aerosol Deposition.
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Figure 2.22: Measured and predicted wall aerosol deposition velocities, Sippola
Aerosol Deposition.

65



0 2 4 6 8 10
Air Velocity (m/s)

10-8

10-7

10-6

10-5

10-4

10-3

10-2

10-1

100

101

D
e
p
o
si

ti
o
n
 V

e
lo

ci
ty

 (
m

/s
)

Sippola Aerosol Deposition, Floor

Figure 2.23: Measured and predicted floor aerosol deposition velocities, Sippola
Aerosol Deposition.
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Figure 2.24 shows a summary of the measured and predicted results for all of the

particle sizes, duct velocities, and surfaces that were considered.
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Figure 2.24: Summary of aerosol deposition velocities, Sippola Aerosol Deposition.
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In Fig. 2.24, the predicted aerosol deposition velocities are in reasonable agree-

ment with the measured aerosol deposition velocities over the range of particle sizes

and air velocities that were considered. The cases that exhibited the largest error in

the predicted aerosol deposition velocities were the 3 µm and 5 µm particle sizes at

the lowest air velocities. The measured deposition velocity for these cases is on the

order of 1× 10−5 m/s, which is a relatively small deposition velocity and would result

in only a small amount of error in the deposited aerosol mass.

For example, consider the aerosol deposition velocity and aerosol deposition

flux given in Eqs. 2.51 and 2.52, respectively. Using an aerosol deposition velocity

of 1× 10−5 m/s along with representative values from the Sippola experiments (an

aerosol concentration of 100× 10−6 kg/m3, a deposition area of 0.02 m2, and a time

of 100 s) results in only 2× 10−3 mg (or 2 µg) of deposited aerosol. The remaining

cases that used other particle sizes and duct velocities are in reasonable agreement

and represent our best current ability to predict aerosol deposition velocities for the

Sippola Aerosol Deposition experiments.

68



2.11.2 NIST Dunes 2000 Experiments

The purpose of these validation cases is to assess the impacts of improve-

ments to the aerosol deposition submodels that were implemented in FDS in a set of

experiments related to smoke detector activation.

Description of Experiments

A series of experiments was conducted by NIST to measure the activation time

of ionization and photoelectric smoke alarms in a residential setting [47]. Tests were

conducted in actual homes with representative sizes and floor plans, utilized actual

furnishings and household items for fire sources, and tested actual smoke alarms sold

in retail stores at that time. A total of 36 tests were conducted in two homes: 27 tests

in a single-story manufactured home, and 8 tests in a two-story home.

Eight experiments that were conducted in the single-story manufactured home

were selected for model validation. Only tests that used a flaming ignition source with

an upholstered chair or mattress fuel package were considered; the cooking oil fires

and smoldering ignition tests were not considered. The flaming ignition tests used

a moderate flame source (estimated between 3 kW and 7 kW) to quickly ignite the

fuel package. A photograph of the upholstered chair fuel package in the single-story

home is shown in Fig. 2.25.
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Figure 2.25: Photo of the upholstered chair fuel package from the NIST Dunes 2000
Experiments [47].

Figure 2.26 shows the layout and instrumentation in the single-story manu-

factured home. The primary partitioning of the 84.7 m2 floor plan consisted of three

bedrooms, one full bathroom, one kitchen/dining area, one living room, and two

hallways. The ceiling was peaked on the long axis, reaching a height of 2.4 m (see

Fig. 2.25). The outside walls were approximately 2.1 m in height. The slope of the

ceiling was approximately 8.4°. For testing, the doors to the middle bedroom and

bathroom were always closed (see Fig. 2.26b).

Groups of smoke alarms were located in the room of fire origin, at least one

bedroom, and in a central location. Five stations (Station A through Station E)

containing smoke alarm arrays were mounted parallel to the ceiling. Note that, in the

present study, smoke detectors and smoke alarms are collectively referred to as smoke

detectors because the same smoke detection algorithm is used to predict activation

of either type of device.
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Figure 91. Instrumentation in manufactured home during tests of smoke alarm performance
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(a) Plan view

Fire Locations

(b) Schematic view

Figure 2.26: Geometry and layout of the NIST Dunes 2000 Experiments [47].
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HRR Calibration

The mass loss rates (or burning rates) of the upholstered chair and mattress

fuel packages were measured in separate fire tests that were conducted at Omega

Point Laboratories2. The upholstered chair was tested in accordance with California

Bureau of Home Furnishings Technical Bulletin 133 [48] (with a modified ignition

source). The mattress was tested in accordance with California Bureau of Home

Furnishings Technical Bulletin 129 [49] (with a modified ignition source).

Although a load cell was used in the experiments to measure the mass loss rate

of the fuel package, the mass loss data were not reliable enough to reconstruct HRR

curves for each test. Instead, the HRR curves were determined by approximating the

fire growth using a t2 fire ramp, as in Eq. (2.54).

Q̇ = Q̇0

(
t

τ

)2

(2.54)

The parameters for the t2 ramp were calibrated in FDS by using the tem-

perature measured at the highest thermocouple in the tree (2 cm below the ceiling)

in the fire room. In other words, the t2 parameters for each case were adjusted to

minimize the error between the measured and predicted temperatures. Comparisons

of the predicted and measured ceiling jet temperatures using the calibrated HRRs for

each case are shown in Figs. 2.27 through 2.30.

2Project Nos. 15638-108858 (upholstered chair) and 15638-108856 (mattress).
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Figure 2.27: Measured (solid lines) and predicted (dashed lines) HRR calibration
using near-ceiling thermocouple temperatures for the NIST Dunes 2000 cases.
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Figure 2.28: Measured (solid lines) and predicted (dashed lines) HRR calibration
using near-ceiling thermocouple temperatures for the NIST Dunes 2000 cases.
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Figure 2.29: Measured (solid lines) and predicted (dashed lines) HRR calibration
using near-ceiling thermocouple temperatures for the NIST Dunes 2000 cases.
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Figure 2.30: Measured (solid lines) and predicted (dashed lines) HRR calibration
using near-ceiling thermocouple temperatures for the NIST Dunes 2000 cases.
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It should be noted that, better agreement could have been attained if a more

complex HRR design curve was used instead of the t2 fire ramp approach. However,

for the sake of simplicity, and based on the observation that most of the smoke

detectors activated within 150 seconds of the start of each test, the simpler t2 fire

ramp approach was used with a focus on ceiling jet temperature agreement at earlier

times in the simulation.

A time offset was used to align the predicted ceiling thermocouple tempera-

tures with the measured temperatures. This offset is reported as the time at which

the t2 fire ramp begins. The t2 fire ramp calibration parameters and time offsets for

the HRR ramps are shown in Table 2.3. Additionally, the ignition source had a small

effect on the measured ceiling thermocouple temperatures. Therefore, the size of the

ignition source was approximated as either 3 kW or 7 kW, and the time offset of

the ignition source was also calibrated by using the measured ceiling thermocouple

temperatures. The resulting HRR curve was input into FDS as a fire ramp.

The HRR calibration procedure was conducted for each test by using the manual

iteration process described in the following steps:

1. Propose t2 fire ramp parameters using an estimate of the fire size.

2. Generate t2 fire ramp using proposed values.

3. Run FDS model with proposed t2 fire ramp.

4. Evaluate error in fire model predictions by visually comparing the measured

and predicted ceiling jet temperatures.

5. Return to Step 1 and repeat until reasonable agreement between the measured

and predicted ceiling jet temperatures is achieved.

77



This type of manual calibration process is commonly used in model valida-

tion studies, design applications, and forensic reconstructions. In later chapters, a

statistical parameter inference framework will be described that automates the input

parameter calibration and inversion process and results in probability distributions

for model input parameters. These probability distributions can be used to better

describe the uncertainty in the model input parameters.

A summary of the eight tests selected for model validation and their corresponding

t2 fire ramp parameters is shown in Table 2.3.

Table 2.3: Summary of NIST Dunes 2000 experiments selected for model validation.

Test No. Fire Source Fire Location Q̇0 (kW) τ (s) Time Offset (s)

SDC02 Chair Living Room 150 180 20
SDC05 Mattress Bedroom 200 180 20
SDC07 Mattress Bedroom 350 180 50
SDC10 Chair Living Room 150 180 40
SDC33 Chair Living Room 100 180 10
SDC35 Chair Living Room 100 180 10
SDC38 Mattress Bedroom 120 180 25
SDC39 Mattress Bedroom 200 180 25
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Ceiling Jet Temperature

The primary purpose of the NIST Dunes 2000 experiments was to measure

smoke detector activation times in residential settings. In the single-story manufac-

tured home tests that were selected for validation, five smoke detector measurement

stations (Station A through Station E) were located in different areas of the manufac-

tured home. Thermocouple trees were also located at each measurement station. The

highest thermocouple in the tree can be compared to ceiling jet temperature predic-

tions from FDS. Figures 2.31 through 2.34 show the measured and predicted ceiling

jet temperatures for the five measurement stations in each test. In these figures,

the solid lines represent the measured ceiling jet temperature at each measurement

station, and the dashed lines represent the predicted ceiling jet temperature at each

measurement station.
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Figure 2.31: Measured (solid lines) and predicted (dashed lines) ceiling jet tempera-
tures for the NIST Dunes 2000 cases.
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Figure 2.32: Measured (solid lines) and predicted (dashed lines) ceiling jet tempera-
tures for the NIST Dunes 2000 cases.
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Figure 2.33: Measured (solid lines) and predicted (dashed lines) ceiling jet tempera-
tures for the NIST Dunes 2000 cases.
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Figure 2.34: Measured (solid lines) and predicted (dashed lines) ceiling jet tempera-
tures for the NIST Dunes 2000 cases.
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Figure 2.35 shows a comparison of the measured and predicted ceiling jet temperatures

for the NIST Dunes 2000 experiments. The measured and predicted values were

compared at the time when the experimental ceiling jet temperature attained its

maximum value.
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Figure 2.35: Summary of measured and predicted ceiling jet temperatures, NIST
Dunes 2000 test series. The measured and predicted values were compared at the
time when the experimental ceiling jet temperature attained its maximum value.
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Optical Density

For the simulations of the NIST Dunes 2000 tests, the default soot particle size

of 1 µm was used, and the soot yield was specified as 0.01 g/g, which is representative

of the cotton fabric that was burning during the short duration of these tests.

Optical density (1/m) is a quantity that is inversely related to the visible

distance through smoke and can be related to the smoke concentration [50]. The

optical density was measured using laser-based light extinction measurement trees, as

shown in Fig. 2.36. The light source was a Class II laser diode with a wavelength range

of 630 nm to 680 nm and a maximum power output of less than 1 mW. To derive

the equation for optical density, we start with the fraction of light I/I0 transmitted

over a distance L through smoke, which is represented by

I

I0

= exp(−KL) (2.55)

where the light extinction coefficient K is defined as

K = KmρYs (2.56)

where Km is the mass extinction coefficient (m2/kg), ρ is the gas density (kg/m3), and

Ys is the mass fraction of soot (g/g). The default FDS value of the mass extinction

coefficient for soot was used as 8700 m2/kg. The optical density is calculated by FDS

as K/2.3, which is the result of the log10 in the definition

D = − 1

L
log10

I

I0

= K log10 e (2.57)

Figures 2.37 through 2.40 show comparisons of measured and predicted optical

densities at the light extinction measurement stations. In these figures, the solid lines

represent the measured optical density at each measurement station, and the dashed

lines represent the predicted optical density at each measurement station.
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Figure 2.36: Instrument used for optical density measurements in NIST Dunes 2000
tests [47].
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Figure 2.37: Measured (solid lines) and predicted (dashed lines) optical densities for
the NIST Dunes 2000 cases.
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Figure 2.38: Measured (solid lines) and predicted (dashed lines) optical densities for
the NIST Dunes 2000 cases.
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Figure 2.39: Measured (solid lines) and predicted (dashed lines) optical densities for
the NIST Dunes 2000 cases.
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Figure 2.40: Measured (solid lines) and predicted (dashed lines) optical densities for
the NIST Dunes 2000 cases.
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Figure 2.41 shows a comparison of the measured and predicted optical densities for the

NIST Dunes 2000 experiments. The measured and predicted values were compared

at the time when the experimental optical density attained its maximum value.
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Figure 2.41: Summary of measured and predicted optical densities, NIST Dunes 2000
test series. The measured and predicted values were compared at the time when the
experimental optical density attained its maximum value.
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Smoke Detector Activation Time

In FDS, smoke detector activation is predicted as a function of the local mass

fraction of smoke outside of the detector Ye. In the smoke detector model developed

by Cleary et al. [51], there are two characteristic filling times (or lag times) during

which (1) smoke outside of the detector transports into the external housing of the

detector and (2) smoke in the external housing of the detector transports into the

sensing chamber. The change in the mass fraction of smoke in the sensing chamber

Yc is calculated as

dYc

dt
=
Ye(t− δte)− Yc(t)

δtc
(2.58)

where δte is the characteristic filling time of the external housing, and δtc is the

characteristic filling time of the sensing chamber. Cleary et al. [51] suggested that

each characteristic filling time is a function of the free-stream velocity u outside of

the detector

δte = αeu
βe ; δtc = αcu

βc (2.59)

where the α and β parameters are empirical constants related to the specific detector

geometry. For the NIST Dunes 2000 cases, the smoke detector calibration parameters

were determined from tests that were conducted in a fire emulator/detector evaluator

apparatus [52].

The predicted mass fraction of smoke in the sensing chamber Yc(t) can be

converted into an expression for the percent obscuration per unit length using

Obscuration =
(
1− e−KmρYcl

)
× 100 % per length l (2.60)

where Km is the mass extinction coefficient, ρ is the density of the external gases in

the ceiling jet, and l is the unit of length over which light is attenuated3. For most

3Typically, the activation criterion for a spot-type smoke detector is listed as a percent obscuration
per foot or per meter. For the former, l = 0.3048 m, and for the latter, l = 1 m.
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flaming fuels, a suggested value for Km is 8700 m2/kg± 1100 m2/kg at a wavelength

of 633 nm [53].

For the NIST Dunes 2000 cases, the activation obscuration was specified as

4.3 %/m for the ionization detectors, and 6.6 %/m for the photoelectric detectors [47].

Note that the activation obscuration for the smoke alarms was determined from cal-

ibration tests that used two different smoke sources: a propene flame soot generator

and a smoldering cotton wick. Therefore, there is some uncertainty in the activation

obscuration values because the particle size concentrations for the smoke sources used

in the calibration tests might be different than the particle size concentrations for the

fuels that were used in the experiments.
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Figure 2.42 shows a comparison of the measured and predicted smoke detector acti-

vation times.
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Figure 2.42: Summary of smoke detector activation times, NIST Dunes 2000 test
series.
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Figure 2.43 shows a comparison of the measured and predicted smoke detector ac-

tivation times for the ionization detectors (Fig. 2.43a) and photoelectric detectors

(Fig. 2.43b).
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(a) Ionization detectors
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Figure 2.43: Summary of smoke detector activation times: (a) ionization detectors
and (b) photoelectric detectors, NIST Dunes 2000 test series.
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The results shown in Fig. 2.42 indicate that the predicted smoke detector ac-

tivation times generally underpredict the measured smoke detector activation times

by a factor of about 1 to 4 for all detectors, including detectors that were in close

proximity to and remote from the fire source. There is not a significant difference in

accuracy between the upholstered chair tests compared to the mattress tests. The re-

sults shown in Fig. 2.43 indicate that the predicted activation times for the ionization

detectors were slightly more accurate than the photoelectric detectors. This differ-

ence in accuracy between detector types might be due to the different mechanisms

for detector response.

The exact source of uncertainty in the predictions is not known, but might be

due to uncertainty in the experimental measurements, uncertainty in the input pa-

rameters, or deficiencies in the soot production/deposition algorithms. These results

represent our best current ability to predict detector activation for the NIST Dunes

2000 experiments.
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2.11.3 NIST/NRC Experiments

The experiments described in this section were used with the improved soot

deposition submodels in FDS. The purpose of this section is to assess the impacts

of the improvements to the aerosol deposition submodels that were implemented in

FDS. In the full-scale fire scenarios described in this section, soot deposition and

agglomeration might be important factors related to the soot concentration measure-

ments. The results in this section are a follow up of results from a preliminary study

during the course of this research that described the importance of soot deposition

and gravitational settling for the accurate prediction of soot concentrations [15].

Description of Experiments

These experiments, sponsored by the US Nuclear Regulatory Commission

(NRC) and conducted at NIST, consisted of 15 large-scale experiments performed

in June 2003. All 15 tests were included in the validation study. The experiments are

documented in a test report by Hamins et al. [17]. The fire sizes ranged from 350 kW

to 2200 kW in a compartment with dimensions of 21.7 m× 7.1 m× 3.8 m high, which

was designed to represent a compartment in a nuclear power plant that contains power

and control cables. The compartment had a door measuring 2 m× 2 m that was open

for 6 of the 15 tests. There was also a mechanical ventilation system that provided

about 5 air changes per hour that was active for Tests 4, 10, and 16.

The fuel was heptane in 14 of the tests, and toluene in 1 test. A single

nozzle was used to spray the liquid hydrocarbon fuels onto a 1 m× 2 m fire pan

that was about 0.1 m deep. The soot yield and radiative fraction were specified

based on a study by Hamins et al. [54]. In that study, the soot yield of heptane was

reported as 0.0149 g/g± 0.0033 g/g and the soot yield of toluene was reported as
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0.195 g/g± 0.052 g/g. The radiative fraction was reported as 0.44± 0.07 for heptane

and 0.40± 0.09 for toluene.

The walls and ceiling were covered with two layers of marinate boards, and

each layer was 1.25 cm thick. The floor was covered with one layer of gypsum board

on top of a layer of plywood, and each layer was 1.27 cm thick. The thermophysical

and optical properties of the marinate and other materials used in the compartment

are given in Hamins et al. [17]. Ventilation conditions, fire size, and fire location were

varied. Numerous measurements (approximately 370 data channels per test) were

recorded, including gas and surface temperatures, heat fluxes, and gas velocities.

The experimental configuration is shown in Fig. 2.44. A summary of the test

conditions is shown in Table 2.4.
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Figure 2.44: Layout of NIST/NRC experiments [17].
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Table 2.4: Summary of test conditions for NIST/NRC experiments [17].

Test HRR Door Venting Fuel
(kW) Configuration Configuration

1 410 Closed Closed Heptane
2 1190 Closed Closed Heptane
3 1190 Open Natural Ventilation Heptane
4 1200 Closed Mechanical Ventilation Heptane
5 1190 Open Natural Ventilation Heptane
7 400 Closed Closed Heptane
8 1190 Closed Closed Heptane
9 1170 Open Natural Ventilation Heptane
10 1190 Closed Mechanical Ventilation Heptane
13 2330 Closed Closed Heptane
14 1180 Open Natural Ventilation Heptane
15 1180 Open Natural Ventilation Heptane
16 2300 Closed Mechanical Ventilation Heptane
17 1160 Closed Closed Toluene
18 1180 Open Natural Ventilation Heptane
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Smoke Concentration

The smoke concentrations were measured using a laser-based light extinction

technique. The smoke measurement instrumentation consisted of a 0.5 mW randomly

polarized He-Ne laser and a silicon detector with a small temperature coefficient and

a uniform response over a 1 cm× 1 cm area [17]. The path length was 80 cm for the

heptane fires and 29 cm for the toluene fire.

The smoke concentration can be determined by starting with the fraction of

light I/I0 transmitted over a distance L through smoke, which is represented by

I

I0

= exp(−KmρYsL) (2.61)

where Km is the soot mass extinction coefficient (m2/kg), ρ is the gas density (kg/m3),

Ys is the mass fraction of soot (g/g), and L is the path length through the smoke (m).

The default value of the mass extinction coefficient for soot was used as 8700 m2/kg.

The ρYs term in Eq. 2.61 can be defined as the smoke mass concentration Ms (kg/m3).

Rearranging for the smoke mass concentration in Eq. 2.61 results in

Ms =
ln(I0/I)

KmL
(2.62)
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Uncertainty in the Soot Particle Size Parameter

In the NIST/NRC experiments, agglomeration of the soot particles might have

occurred, which could have increased the effective soot particle sizes and impacted

the rate of soot deposition to surfaces. An increase in the rate of soot deposition

can affect the measured and predicted soot concentrations. To assess the effect of

different soot particle sizes on the predicted smoke concentrations, simulations were

performed using both the default soot particle size of 1 µm and a larger soot particle

size of 10 µm.

As a visual comparison of the effects of different soot particle sizes, Fig. 2.45

shows a snapshot from Smokeview of the amount of soot deposited on the walls and

floor. Fig. 2.45a shows the results for 1 µm soot particles, and Fig 2.45b shows the

results for 10 um soot particles. The results indicate that, for the 1 µm soot particles,

the amount of soot deposited on the floor was on the order of 1× 10−4 kg/m2, whereas

for the 10 µm soot particles, the amount of soot deposited on the floor was on the

order of 1× 10−3 kg/m2.
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(a) 1 µm soot particles

(b) 10 µm soot particles

Figure 2.45: Comparison of soot surface deposition in NIST/NRC Test 1 for two
different soot particle sizes: (a) 1 µm soot particles and (b) 10 µm soot particles.
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Figures 2.46 through 2.54 show comparisons of measured and predicted smoke

concentrations at the soot concentration measurement station located in the upper

layer. The closed door tests are shown in Figs. 2.46 through 2.50, and the open door

tests are shown in Figs. 2.51 through 2.54. In these figures, the solid lines represent

the measured smoke concentration, the dashed lines represent the predicted smoke

concentration for 1 µm soot particles, and the dash-dot lines represent the predicted

smoke concentration for 10 µm soot particles.
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Figure 2.46: Measured (solid lines) and predicted smoke concentrations for 1 µm soot
particles (dashed lines) and 10 µm soot particles (dash-dot lines) for the NIST/NRC
cases.
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Figure 2.47: Measured (solid lines) and predicted smoke concentrations for 1 µm soot
particles (dashed lines) and 10 µm soot particles (dash-dot lines) for the NIST/NRC
cases.
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Figure 2.48: Measured (solid lines) and predicted smoke concentrations for 1 µm soot
particles (dashed lines) and 10 µm soot particles (dash-dot lines) for the NIST/NRC
cases.
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Figure 2.49: Measured (solid lines) and predicted smoke concentrations for 1 µm soot
particles (dashed lines) and 10 µm soot particles (dash-dot lines) for the NIST/NRC
cases.
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Figure 2.50: Measured (solid lines) and predicted smoke concentrations for 1 µm soot
particles (dashed lines) and 10 µm soot particles (dash-dot lines) for the NIST/NRC
cases.
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Open Door Tests
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Figure 2.51: Measured (solid lines) and predicted smoke concentrations for 1 µm soot
particles (dashed lines) and 10 µm soot particles (dash-dot lines) for the NIST/NRC
cases.
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Figure 2.52: Measured (solid lines) and predicted smoke concentrations for 1 µm soot
particles (dashed lines) and 10 µm soot particles (dash-dot lines) for the NIST/NRC
cases.
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Figure 2.53: Measured (solid lines) and predicted smoke concentrations for 1 µm soot
particles (dashed lines) and 10 µm soot particles (dash-dot lines) for the NIST/NRC
cases.

110



0 5 10 15 20 25 30
Time (min)

0

50

100

150

200

S
m

o
ke

 C
o
n
ce

n
tr

a
ti

o
n
 (

m
g
/m

3
) Smoke Concentration, NIST/NRC Test 18

Figure 2.54: Measured (solid lines) and predicted smoke concentrations for 1 µm soot
particles (dashed lines) and 10 µm soot particles (dash-dot lines) for the NIST/NRC
cases.
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Figure 2.55 shows a comparison of the measured and predicted smoke con-

centrations for the NIST/NRC experiments using two different particle sizes. The

measured and predicted values were compared at the time when the experimental

soot concentration attained its maximum value.

Figure 2.55: Summary of smoke concentrations, NIST/NRC test series. The mea-
sured and predicted smoke concentrations with two different soot particle sizes are
compared: 1 µm soot particles (circles), and 10 µm soot particles (squares). The
measured and predicted values were compared at the time when the experimental
soot concentration attained its maximum value.
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The results shown in Fig. 2.46 through 2.54 indicate that the predicted soot

concentrations using 10 µm soot particle sizes decay very quickly after the fire is shut

off due to the higher deposition velocity of the larger particles. The decay rate of the

predicted soot concentrations using 1 µm soot particle sizes is in better agreement

with the measured soot concentrations.

The results shown in Fig. 2.55 indicate that the predicted soot concentrations

using 1 µm soot particle sizes generally overpredict the measured soot concentration

by a factor of about 1 to 5. The results with 10 µm particle sizes generally under-

predict the measured soot concentrations by a factor of about 1 to 5. The following

section will explore the potential of developing soot particle sizes of up to 10 µm in

the NIST/NRC experiments.
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Analysis of Soot Agglomeration

As shown in Fig. 2.55, the cases that used 1 µm soot particles generally over-

predicted the measured smoke concentration, whereas the cases that used 10 µm soot

particles generally underpredicted the measured smoke concentration. Therefore, to

account for the effects of soot agglomeration in the absence of a soot agglomeration

submodel, one might consider using a weighted average of 1 µm and 10 µm soot par-

ticle sizes. The following calculations will explore potential soot particle sizes that

might be expected due to soot agglomeration in the NIST/NRC cases. In these cal-

culations, we will use the measured soot concentration values from the NIST/NRC

tests and soot agglomeration coefficients from literature.

For a monodisperse aerosol, the reduction in particle number concentration at

time t due to agglomeration can be determined using the solution to Eq. 2.32, which

is given by

N(t) =
N0

1 +N0Kt
(2.63)

where N(t) is the particle number concentration at time t (1/m3), N0 is the initial par-

ticle number concentration (1/m3), K is the effective agglomeration coefficient (m3/s),

and t is time (s).

Using a soot concentration based on the measured soot concentrations in the

NIST/NRC cases (100 mg/m3) and an initial particle diameter d0 of 1 µm, the effect

of soot agglomeration in a 25-min period can be determined as follows.

The initial particle number concentration N0 can be calculated as

N0 =
Csoot

ρsoot(π/6)d3
p

(2.64)

where Csoot is the soot mass concentration (100 mg/m3), ρsoot is the density of

soot (1800 kg/m3), and dp is the particle diameter (1× 10−6 m). This results in
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a particle number concentration of 1.06× 1011 1/m3.

Assuming that Brownian agglomeration is the only soot agglomeration mech-

anism, the soot number concentration at 25 min can be calculated using Eq. 2.63

and the Brownian agglomeration coefficient for a 1 µm particle as 3.45× 10−16 m3/s

(from Section 2.7.1). This results in a number concentration of 1.005× 1010 1/m3, or

a reduction in the number concentration to about 90 % of the initial number concen-

tration at a time of 25 min.

The increase in the particle diameter at a time of 25 min due to agglomeration

can be determined by [39]

dp(t) = d0(1 +N0Kt)
1/3 (2.65)

where dp(t) is the particle diameter at time t (m), d0 is the initial particle diame-

ter (m), and K is the agglomeration coefficient, which is 3.45× 10−16 m3/s for Brow-

nian agglomeration of 1 µm particles. The particle diameter after time t is calculated

as 1.05 µm, or an increase in the particle diameter to about 105 % of the initial diam-

eter. The results indicate that Brownian agglomeration has only a small effect on the

agglomeration of 1 µm particles. Other soot agglomeration mechanisms could have a

more significant effect, as demonstrated in the following calculation procedure.

To model the combined effects of Brownian, gravitational, and turbulent ag-

glomeration mechanisms, we can use a combined effective soot agglomeration coeffi-

cientKcomb. Consider the interaction and agglomeration of 1 µm particles with 0.1 µm

particles. Using Fig. 2.5, we can estimate a Brownian agglomeration coefficient of

2.0× 10−15 m3/s, a gravitational agglomeration coefficient of 1.5× 10−19 m3/s, and a

turbulent shear agglomeration coefficient of 2.0× 10−17 m3/s. Using Eq. 2.46, a com-

bined effective agglomeration coefficient Kcomb is then calculated as 2.0× 10−15 m3/s.
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We can then calculate the increase in the particle diameter using Eq. 2.65

and the combined effective agglomeration coefficient, which results in a particle size

of 1.32 µm, or an increase in the particle diameter to about 132 % of the initial

diameter. This process can be repeated for the interaction of 1 µm particles with

other particle sizes, and the results are listed in Table 2.5.

Table 2.5: Summary of soot agglomeration calculations using a combined agglomera-
tion coefficient Kcomb and various particle sizes. The particle diameter dp denotes the
size of the other particles that the 1 µm particles are interacting with. The column
for dp(25 min) represents the new mean particle size at a time of 25 min.

dp Kcomb dp(25 min)
(m) (m3/s) (µm)

0.1 µm 2× 10−15 1.32
0.5 µm 7.4× 10−16 1.12
1.0 µm 7.5× 10−16 1.12
2 µm 1× 10−15 1.16
5 µm 4.5× 10−15 1.67
8 µm 1.2× 10−14 2.91

From the results shown in Table 2.5, it is difficult to conclude that soot ag-

glomeration could cause the soot particles to increase in size up to a diameter of

10 µm for the time scales considered in the NIST/NRC experiments. There might

be other sources of uncertainty in the predicted soot concentrations. In the following

section, we will explore uncertainty issues related to the source (or production) of

soot via the soot yield parameter.
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Uncertainty in the Soot Yield Parameter

The soot yield was specified based on a study by Hamins et al. [54]. In that

study, the soot yield of heptane was reported as 0.0149 g/g± 0.0033 g/g and the soot

yield of toluene was reported as 0.195 g/g± 0.052 g/g. To assess the effect of different

soot yields on the predicted smoke concentrations, simulations were performed using

three different values for the soot yield, as follows.

1. The reported soot yield size of 0.0149 g/g for heptane and 0.195 g/g for toluene.

2. One soot yield uncertainty value below the reported value, or 0.0116 g/g for

heptane and 0.143 g/g for toluene.

3. Two soot yield uncertainty values below the reported value, or 0.0083 g/g for

heptane and 0.091 g/g for toluene.

Figures 2.56 through 2.64 show comparisons of measured and predicted smoke

concentrations at the soot concentration measurement station located in the upper

layer. The closed door tests are shown in Figs. 2.56 through 2.60, and the open door

tests are shown in Figs. 2.61 through 2.64. In these figures, the solid lines represent

the measured smoke concentration, the black dashed lines represent the predicted

smoke concentration using the reported soot yield, the red dashed lines represent

the smoke concentration using one uncertainty value below the reported soot yield,

and the green dash-dot lines represent the predicted smoke concentration using two

uncertainty values below the reported soot yield.
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Closed Door Tests
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Figure 2.56: Measured (solid lines) and predicted smoke concentrations using the
reported soot yield (black dashed lines), one uncertainty value below the reported
soot yield (red dashed lines), and two uncertainty values below the reported soot
yield (green dash-dot lines) for the NIST/NRC cases.
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Figure 2.57: Measured (solid lines) and predicted smoke concentrations using the
reported soot yield (black dashed lines), one uncertainty value below the reported
soot yield (red dashed lines), and two uncertainty values below the reported soot
yield (green dash-dot lines) for the NIST/NRC cases.
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Figure 2.58: Measured (solid lines) and predicted smoke concentrations using the
reported soot yield (black dashed lines), one uncertainty value below the reported
soot yield (red dashed lines), and two uncertainty values below the reported soot
yield (green dash-dot lines) for the NIST/NRC cases.
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Figure 2.59: Measured (solid lines) and predicted smoke concentrations using the
reported soot yield (black dashed lines), one uncertainty value below the reported
soot yield (red dashed lines), and two uncertainty values below the reported soot
yield (green dash-dot lines) for the NIST/NRC cases.
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Figure 2.60: Measured (solid lines) and predicted smoke concentrations using the
reported soot yield (black dashed lines), one uncertainty value below the reported
soot yield (red dashed lines), and two uncertainty values below the reported soot
yield (green dash-dot lines) for the NIST/NRC cases.
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Open Door Tests
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Figure 2.61: Measured (solid lines) and predicted smoke concentrations using the
reported soot yield (black dashed lines), one uncertainty value below the reported
soot yield (red dashed lines), and two uncertainty values below the reported soot
yield (green dash-dot lines) for the NIST/NRC cases.
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Figure 2.62: Measured (solid lines) and predicted smoke concentrations using the
reported soot yield (black dashed lines), one uncertainty value below the reported
soot yield (red dashed lines), and two uncertainty values below the reported soot
yield (green dash-dot lines) for the NIST/NRC cases.
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Figure 2.63: Measured (solid lines) and predicted smoke concentrations using the
reported soot yield (black dashed lines), one uncertainty value below the reported
soot yield (red dashed lines), and two uncertainty values below the reported soot
yield (green dash-dot lines) for the NIST/NRC cases.
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Figure 2.64: Measured (solid lines) and predicted smoke concentrations using the
reported soot yield (black dashed lines), one uncertainty value below the reported
soot yield (red dashed lines), and two uncertainty values below the reported soot
yield (green dash-dot lines) for the NIST/NRC cases.
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Figure 2.65 shows a comparison of the measured and predicted smoke con-

centrations for the NIST/NRC experiments using three different soot yields. The

measured and predicted values were compared at the time when the experimental

soot concentration attained its maximum value.
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Figure 2.65: Summary of smoke concentrations, NIST/NRC test series. The measured
and predicted smoke concentrations with three different soot yields are compared:
reported soot yield (circles), one uncertainty value below the reported soot yield
(triangles), and two uncertainty values below the reported soot yield (squares). The
measured and predicted values were compared at the time when the experimental
soot concentration attained its maximum value.
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The results shown in Fig. 2.65 indicate that the predicted soot concentrations

using lower soot yield values (using the reported uncertainty intervals) are in better

agreement with the measured soot concentrations. The predicted soot concentrations

using the reported soot yield value overpredict the measured soot concentrations by a

factor of about 1 to 5. The predicted soot concentrations using one uncertainty value

below the reported soot yield value are within the measured soot concentrations by a

factor of about 1 to 4. The predicted soot concentrations using two uncertainty values

below the reported soot yield value are within the measured soot concentrations by

a factor of about 1 to 3.

The exact source of uncertainty in the predictions is not known, but might be

due to uncertainty in the experimental measurements, uncertainty in the input pa-

rameters, or deficiencies in the soot production/deposition algorithms. These results

represent our best current ability to predict soot concentrations for the NIST/NRC

experiments.
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2.12 Conclusions

In this chapter, soot deposition and agglomeration were discussed as they

relate to soot transport in compartment fire scenarios. Improvements were made

to the soot deposition routines in FDS, and verification cases were added to the

FDS verification suite to examine the correct implementation of the improved soot

deposition algorithms. A mean particle size was used to represent the soot particle

size distribution in FDS, and other assumptions and model simplifications were made

as part of the model validation and development process.

Predicted quantities related to soot were compared to measured values from

experimental data sets as part of the model validation process. For the NIST Dunes

2000 cases, FDS underpredicted the measured detector activation times by a factor

of 1 to 4. For the NIST/NRC cases, FDS under- and overpredicted the measured

smoke concentrations by a factor of 1 to 5 using different soot particle sizes, and FDS

under- and overpredicted the measured smoke concentrations by a factor of 1 to 4

using different soot yields.

In the model validation exercises presented in this chapter, there is some level

of disagreement in the predicted quantities related to soot, which might be due to

uncertainty in the model input parameters, deficiencies in the model, or uncertainty

in the measured data. The exact source of uncertainty is difficult to determine, which

represents the current state of model uncertainty quantification using this validation

methodology. The level of uncertainty in some of the predictions was large, which can

make it difficult when these models are applied to forensic reconstruction exercises for

predicted quantities related to smoke. In Chapter 4, we will discuss tools and methods

based on probability distributions that better describe parameter uncertainty related

to model inputs and outputs.
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Chapter 3

Inverse Heat Release Rate Search Method

Inverse modeling methods are used in many different fields such as inverse

heat transfer and inverse localization applications. In this chapter, we concentrate

on the use of inversion techniques in fire modeling applications. Currently, the use

of fire models in reconstruction exercises involving firefighter injuries, line-of-duty

deaths, or other forensic applications requires a tedious and manual iterative process

of modifying the input parameters to create the desired or expected results from a

zone or CFD fire model and comparing the results to a timeline of observations. This

process can result in significant errors or nonphysical results from fire models and

might not include a sufficiently wide range of conditions that adequately describe the

fire effects or fire behavior for a given scenario.

This chapter gives an overview of various optimization techniques that are

used in inverse problems, summarizes previous work related to inverse fire modeling

problems (IFMP), and develops a simple, efficient single-solution technique to de-

termine a transient heat release rate (HRR) that results in measured temperature

data.
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3.1 Overview of Optimization Methods

For a given inverse problem, various optimization methods exist depending on

the level of detail and known information. The following sections describe several

optimization methods that can be employed in inverse problems.

A well-posed problem can be defined by three primary properties [55]:

1. There is a solution.

2. The solution is unique.

3. The solution is not overly sensitive to noise in the data.

One challenge of inversion methods involves the second property (i.e., inverse

methods involve ill-posed problems that can have multiple solutions). This is true for

many of the problems considered in this study, especially those problems with a large

number of input parameters. We will start with an overview of simple single-solution

approaches to inverse problems, then introduce other approaches that describe mul-

tiple solutions in terms of probability distributions.
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3.1.1 Direct and Gradient-Based Optimization Methods

Direct and gradient-based optimization methods are a class of algorithms that

seek to minimize an objective function given observed data [56]. An objective function

is typically defined as the residual error between measured data and values predicted

by a model. As an example, consider a simple model that relates the hot gas layer

(HGL) temperature THGL to the HRR Q̇ of a fire in a compartment, which is repre-

sented as

THGL = f(Q̇) (3.1)

Assume that we have measured data for THGL. We want to determine a value for the

input parameter Q̇ that resulted in the measured temperature data. We define an

objective function g(Q̇∗) as the absolute difference between the measured temperature

data Tmeas and the predicted temperature Tpred, or g(Q̇∗) = |Tmeas − Tpred|. We

can then calculate the value of the fire size input parameter Q̇∗ that minimizes the

function g(Q̇∗) in

Q̇∗ = g−1[|Tmeas − f(Q̇∗)|] (3.2)

Direct optimization methods use only an objective function to guide the parameter

search process. Gradient-based optimization methods use information about the first

and/or second derivatives of an objective function to guide the parameter search

process.

Some optimization methods that are commonly used to minimize univariate

functions are listed as follows. In the SciPy package for Python, univariate opti-

mization methods include a downhill simplex algorithm (fmin); a modified Powell’s

method (fmin powell); a nonlinear conjugate gradient method (fmin cg); the

Broyden, Fletcher, Goldfarb, and Shanno method (fmin bfgs); the Newton-CG

method (fmin ncg); and a least squares method (leastsq).
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As an example of the least squares method applied to the problem given in

Eq. 3.1, we seek a solution that minimizes an objective function g(Q̇∗) using the sum

of squared error, which is represented as

Q̇∗ = g−1
[
(Tmeas − f(Q̇∗))2

]
(3.3)

We can then calculate the value of the fire size input parameter Q̇∗ that minimizes

the function g(Q̇∗). The result of the least squares optimization procedure is a single

input parameter Q̇∗.

In a multivariate optimization problem, there exists some objective function

g(x1, x2, . . . , xn) with n variables (i.e., multiple input parameters). For example, we

might search for a transient HRR Q̇∗(t) to describe transient measured temperature

data. Or, in a heat conduction problem, we might search for material property values

such as a thermal conductivity, density, and specific heat to satisfy measured data.

Or, for a pyrolysis model, we might search for input parameters related to material

properties such as a pre-exponential factor and activation energy to determine a rate

constant for a chemical reaction.

In the SciPy package for Python, multivariate, constrained optimization

methods include a L-BFGS-B algorithm, a truncated Newton algorithm, a Con-

strained Optimization BY Linear Approximation (COBYLA) method, and a Sequen-

tial Least SQuares Programming (SLSQP) routine. The result of a multivariate opti-

mization procedure is a single set of parameters that minimizes an objective function.

In general, direct and gradient-based optimization methods are useful for de-

termining a single parameter or single set of parameters that minimizes an objective

function. However, their limitations can include the amount of computational expense

required to compute gradient information, convergence issues with high-dimensional

problems, and results that are limited to a single value for each parameter.
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3.1.2 Genetic Algorithms

Genetic algorithms are a class of evolutionary computational methods that

utilize techniques inspired by the natural evolution process. In the genetic algorithm

procedure, rather than proposing a single value at each iteration of the search process,

a set (or population) of values is proposed. The search process involves selection, re-

combination, random variation, and competition of candidate parameter values [57].

At each iteration, the best solution in the parameter set is used in the subsequent

iteration and approaches the optimized solution. The result of a genetic algorithm

optimization procedure is a single parameter or single set of parameters that mini-

mizes an objective function. Another approach based on evolutionary algorithms is

genetic programming. Genetic programming methods aim to construct models that

describe functional representations between input parameters and data.

Genetic algorithms have been applied to high-dimensional inverse problems,

such as pyrolysis models to determine material property parameters [58–60]. How-

ever, some studies have demonstrated that the parameters that result from genetic

algorithm approaches cannot be regarded as valid material properties, especially for

complex materials [61]. Some pitfalls of genetic algorithm and genetic programming

approaches are that they often require computationally expensive fitness functions,

they do not scale well with more complex and higher-dimensional problems, the stop

criterion is not well defined, and the resulting solution is only defined to be better

with respect to other possible solutions.
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3.1.3 Bayesian Inference

The result from the previously discussed optimization methods is a single pa-

rameter or single set of parameters that minimizes an objective function. Although

genetic algorithms utilize populations of parameters at each search iteration, the final

solution only contains single parameter values. In the Bayesian inference approach,

populations (or probability distributions) are used throughout the parameter search

process. Bayesian inference methods attempt to numerically integrate the true prob-

ability distribution rather than optimizing for a particular set of values. The result of

a Bayesian inference analysis is a probability distribution for each input parameter.

In traditional optimization methods, the input parameters that are searched

for are treated as fixed constants that do not depend on the data. In the Bayesian

approach, the process is inverted: the input parameters are treated as random vari-

ables, and the data are treated as fixed, observed values. Data are considered to be

fixed observations produced by physical processes that we can model and approxi-

mate. The Bayesian inference approach allows us to pose the question: given a set of

measured or observed data, what is the distribution of parameters that is most likely

to have produced the data?

Using the Bayesian inference approach, we can determine probability distri-

butions for input parameters such as fire size, fire location, and material properties.

We can then make use of these input parameter distributions in probabilistic risk

assessments (PRAs) to calculate the probability that a certain event will occur. A

correlation, zone model, or CFD model can be used to evaluate the probability of

producing the observed data. Bayesian inference can also be effectively applied to

problems with a large number of input parameters. More details about the Bayesian

inference approach will be described in Chapter 4.
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3.2 Inverse Fire Modeling Background

Previous work by Jahn et al. [62] demonstrated a method to forecast the size

of a fire in an enclosure using sensor-driven inputs. That study used real-time sensor

data (e.g., heat detectors, smoke detectors) to steer a fire model and account for

changes in a fire scenario. The goal of that study was to use information from an

evolving fire scenario to accelerate model predictions. A study by Cowlard et al. [63]

described a process of using real-time sensor data to assist firefighting operations

through the use of high performance computers running numerous fire simulations

in parallel and fetching pre-computed scenarios. That study also demonstrated the

sensitivity of model results to the input parameters and how sensor data could be

used to steer and correct the simulations.

Additional studies have been conducted on sensor-driven fire simulations to

determine the size and location of a fire. A study by Cleary and Notarianni [64]

described the use of correlations and zone models coupled with a distributed network

of fire sensors to determine fire location. A study by Davis and Forney [65] outlined

a process for using sensor-driven correlations and zone models to determine the size

of a fire. A study by Koo et al. [66] used a sensor-driven steering method that per-

formed at super-real-time speeds using high performance computing resources with

the ability to run 1000 scenarios per minute. A study by Richards et al. [67] used

transient temperature data from ceiling sensors to determine the HRR and location

of fires in large-scale compartments, but the inverse HRR solution had an error of

300 % to 500 % compared to the measured HRR. A study by Aggarwal and Mote-

valli [68] conducted experiments and described a method that could be used with

smoke detectors to identify the type of fuel in a smoldering fire scenario based on

smoke characteristics.
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Previous work by Neviackas [69], Neviackas and Trouvé [70], and Leblanc and

Trouvé [71] used HGL temperatures in an enclosure (single and multiple compart-

ments) and a genetic algorithm optimization method to search for a time-averaged

HRR. In those studies, the genetic algorithm required multiple hours of run time,

and the solution was limited to a constant, time-averaged HRR. A study by Lee and

Lee [72] demonstrated the use of a sequential inverse method to determine the size

and location of a compartment fire. In that study, the HRR in a compartment was

calculated sequentially by using a discretized form of Alpert’s correlation [73] for

gas temperatures in ceiling jet flows. The results exhibited a large amount of noise

(200 % error in the HRR solution), and the correlations apply only to a limited range

of physical scenarios. However, these types of low-order correlations can still be useful

in some capacity of an inverse HRR methodology.

Some of the approaches used in previous studies are infeasible for general ap-

plications because of the amount of computational expense required or the inaccuracy

of their solutions. However, the need for such inversion capability is evident. The fo-

cus of this chapter is to develop a fast, inexpensive, and accurate method to compute

transient HRR data using measured temperature data in an enclosure. In this study,

the Consolidated Model of Fire and Smoke Transport (CFAST) zone model [74], which

is maintained by NIST, was used in part of the inverse methodology to reconstruct a

time-varying inverse HRR solution.
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The following sections describe an inverse recovery methodology that was de-

veloped that uses a fire model to search for a HRR that satisfies measured temper-

ature data in an enclosure. First, a simple case with step increments in the HRR

and cases with various complex HRR curves are used to demonstrate the inverse so-

lution methodology. Then, temperatures from experimental enclosure fire tests are

used to determine an inverse HRR solution. Finally, a case with an experimentally

measured HRR is used to demonstrate the robustness and accuracy of the method

for the calculation of transient HRR solutions.
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3.3 Single-Solution Approach

In Section 3.1, we discussed various optimization techniques that can result

in a single parameter (or a single set of parameters) that minimizes an objective

function. In the inverse HRR methodology developed in this chapter, we want to

determine a single HRR parameter that best results in measured temperature data.

Figure 3.1 shows a summary of the single-solution approach that will be developed.

Consider an experiment with a specified HRR Q̇exp (upper left of Fig. 3.1) in which

a temperature measurement Tmeas is recorded (upper right of Fig. 3.1).

Temperature

Tmeas

HRR

Qexp

.

Temperature

Tcalc

HRR

Qinv

.

Experiment

Inversion Process

Model

Figure 3.1: Single-solution approach to inverse HRR problem.
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If we have no knowledge about the true experimental HRR Q̇exp (i.e., it was

not measured directly), then we might want to determine the most likely HRR in the

compartment that resulted in the measured temperature data. The measured tem-

perature data Tmeas could be used as an input to an inversion procedure to determine

the most likely HRR. As part of the inversion procedure, an estimate of the true HRR

could be made, and the calculated temperature Tcalc (bottom right of Fig. 3.1) from

a fire model could be compared to the measured temperature data Tmeas using an

objective function similar to Eq. 3.2. After numerous iterations and adjustments to

the estimated HRR, the result would be a HRR Q̇inv (bottom left of Fig. 3.1) that

minimizes the error between the measured and predicted temperatures. The details

of this inverse HRR methodology will be discussed in the following section.
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3.4 Inverse HRR Solution Methodology

For a given HGL time-temperature curve, numerous inverse solutions exist

that can satisfy the input conditions. One approximation for a HRR solution that

satisfies the time-temperature curve can be expressed by parameterizing the HRR

using a piecewise linear function, which is represented as

Q̇(t) = Q̇i

(
t− ti+1

ti − ti+1

)
+ Q̇i+1

(
t− ti
ti+1 − ti

)
(3.4)

where Q̇(t) is the HRR (kW), and Q̇i are the calculated HRR values at each time ti

that the temperature data are sampled. Mathematically, the problem can be cast as

a least squares problem in which the relative error S(Q̇) between the measured and

predicted temperatures is minimized as in

S(Q̇) =

∑n
i=0(Yi − Ti(Q̇))2∑n

i=0(Yi)2
(3.5)

where Yi are the measured temperatures at time i, n is the number of time sam-

ples, and Ti(Q̇) are the estimated temperatures found from the direct solution of the

problem using some proposed time evolution of Q̇.

Note that the measured temperatures Yi and predicted temperatures Ti can

be defined as a point measurement, spatially averaged temperature, or hot gas layer

temperature that can be calculated via various data reduction techniques [75]. In this

study, to calculate an inverse HRR solution for various experimental compartment

fire scenarios, the hot gas layer temperature was approximated as a spatially averaged

temperature using various thermocouples located in the hot gas layer, which will be

described in more detail in Section 3.8.
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The inverse fire modeling framework presented in this section should be valid

for other measured and predicted quantities in fire scenarios and could also be used

with other fire models. As an important step for a given inversion exercise, it should be

confirmed that the measured quantity that is being used as an input to the inversion

process can be accurately predicted in a forward sense. In other words, if the model

were used in a forward prediction, then the predicted quantity should be an accurate

physical representation of the measured quantity, and the model should be used within

the scope of its capabilities.

With gradient information (i.e., a sensitivity or Jacobian matrix) on the effects

of the transient heat release rate Q̇ on the estimated temperatures, various solution

techniques are available, as described in Section 3.1. In this optimization problem,

the vector of a single variable (HRR) is sought. Note that the vector of the HRR

contains the transient HRR at times when measured temperature data are available.

A predictor-corrector method will be developed that uses a set of specified transient

HGL temperatures as an input to the inverse method.

A simple iterative procedure, as described by Özisik and Oranlde [76], can

be used along with the inverse function theorem to obtain the vector of unknown

parameters, which is given by

Q̇k+1 = Q̇k + ∆Q̇k

= Q̇k + J−1∆T(Q̇
k
)

= Q̇k + J−1(Y −T(Q̇k)) (3.6)

where k is the current iteration, k + 1 is the subsequent iteration, ∆Q̇ is the change

in the HRR, and ∆T(Q̇
k
) or (Y − T(Q̇k)) is the difference between the measured

and predicted temperatures.
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The inverse of the sensitivity coefficient (J−1 in Eq. 3.6) in these types of

problems is typically not known. The temperature sensitivity to HRR is generally

a complex relationship that depends on the full vector of HRRs. However, a linear

inverse problem that is easily invertible is available by using an analytical correlation

by McCaffrey, Quintiere, and Harkleroad (MQH) [77, 78] that relates the change in

HGL temperature to the HRR, which is given by

∆Tg = 6.85

(
Q̇2

Ao

√
HohkAT

)1/3

(3.7)

where ∆Tg is the change in the HGL temperature (◦C), Q̇ is the HRR (kW), Ao is

the ventilation area (m2), Ho is the ventilation height (m), hk is the effective heat

transfer coefficient of the boundaries (W/m2 ·K), and AT is the boundary surface

area (m2). The heat transfer coefficient hk depends on the characteristic time for

conductive heat transfer at the boundaries as

hk =

{√
(kρc)/t for t < tp

k/δ for t ≥ tp
(3.8)

where k, ρ, and c are the thermal conductivity (W/m ·K), density (kg/m3), and

specific heat (kJ/kg ·K) of the wall material, respectively, and tp is the thermal pen-

etration time of the wall, which describes the time at which 15 % of the temperature

increase on the fire side of the boundary has reached the external side of the bound-

ary [79]. The thermal penetration time is given by

tp =
δ2

4α
(3.9)

where δ is the wall thickness (m), and α is the thermal inertia of the wall material, or

k/ρ ·c. The ventilation conditions and material properties of the boundary conditions

were specified for each case and are described in more detail in the following sections.
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The MQH correlation in Eq. 3.7 was used to compute the required change in

the HRR (∆Q̇ in Eq. 3.6) based on the difference between the measured and predicted

temperatures (∆T in Eq. 3.6). For a temperature difference (Y − T(Q̇k)) between

the measured and predicted temperatures, the sensitivity coefficient J of the MQH

correlation in Eq. 3.7 (i.e., dT/dQ̇) can be used to compute ∆Q̇ for all times ti.

For this univariate problem, if we apply both the Jacobian method and the direct

inversion method to Eq. 3.7, then the same result is obtained as

∆Q̇ = J−1∆T(Q̇k) ≈ 0.0558(∆T )3/2(AohkAT)1/2(Ho)1/4 (3.10)

In Eq. 3.10, the change in the HGL temperature ∆T is defined as (Y − T(Q̇k)),

or the difference between the measured and predicted values. In other words, the

difference between the measured and predicted values (or error signal) is used to

steer the proposed value of Q̇k during the predictor step of the optimization process.
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The inverse HRR search procedure is summarized in the following steps:

1. For the predictor step, an intermediate value of Q̇k+1 is calculated by substitut-

ing Eq. 3.10 into Eq. 3.6. In this practical implementation, we can use Eq. 3.10

with no gradient information about the objective function.

2. For the corrector step, the CFAST model is run with the proposed HRR values

Q̇k+1 from Step 1 to generate temperatures Tk+1 at the next iteration.

3. If the error is less than a specified tolerance (S(Q̇) ≤ 1× 10−3), then the re-

sulting solution for Q̇ is returned. Otherwise, the search procedure returns to

Step 1, and the predictor-corrector method continues. The result of the inverse

HRR method is a piecewise linear function of HRR vs. time, as in Eq. 3.4.

Figure 3.2 shows a flow diagram of this iterative HRR search procedure.

Predictor
step

Corrector
step

MQH correlation

CFAST

(inverse solution)

Texp - Tcalc

< S

Q
.

Tcalc(t)Texp(t)

> S

Q = f(ΔT)
.

Figure 3.2: Flowchart illustrating the inverse HRR search procedure.
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The Python programming language, which is a high-level scripting language,

was used to generate CFAST input files, run CFAST multiple times while searching

for a HRR solution, parse the output from CFAST, and repeat this process to create

an inverse HRR solution. The inverse HRR method is demonstrated with various

examples in the following sections.
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3.5 CFAST Zone Model Setup

The CFAST zone model was used as part of the inverse HRR methodology.

CFAST version 6.3.0 was compiled for the Mac OS X operating system, and the

command line binary was controlled by a Python script to automate running CFAST

in batch mode rather than using the graphical interface. The Python script gener-

ated CFAST input files, ran the CFAST model, and read in the output from the

CFAST simulations. This approach allowed for the inverse search method to perform

efficiently and autonomously.

In the CFAST zone model, all of the input parameters (e.g., fuel properties,

material properties, geometry) were fixed to simplify the search process, and the HRR

was the only parameter that was varied. The CFAST zone model was configured as

follows: methane was used as the fuel with a heat of combustion of 50 kJ/g, and the

boundary conditions, ambient temperature, ventilation conditions, and compartment

geometry were configured for each of the specific cases as described in the following

sections. The material properties used for the boundaries are summarized in Table 3.1.

These boundary conditions were also used in the MQH correlation in Eq. 3.7 for the

predictor step of the inverse method.

Table 3.1: Material properties used for various boundary conditions.

Material k (W/m ·K) cp (J/kg ·K) ρ (kg/m3) δ (cm) ε (-)

Gypsum 0.16 900 790 1.6 0.9
Type X gypsum 0.14 900 770 1.3 0.9
Aluminum 231 1033 2702 0.3 0.9
Glass fiberboard 0.04 720 105 8.8 0.9
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3.6 Multiple Step Function Increments in the HRR

As an example of the inverse HRR methodology, a simple case is considered

in which a fire was simulated in CFAST with piecewise constant HRRs of 100 kW,

200 kW, and 300 kW at times of 100 s, 200 s, and 400 s, respectively. The enclosure

dimensions measured 5.82 m× 4.78 m× 2.44 m with a 0.9 m× 2.0 m doorway open-

ing and gypsum walls with a thickness of 1.6 cm. The resulting HGL temperatures

from this simulation were used as inputs to the inverse methodology to verify its ac-

curacy. The sample resolution of the input temperatures was 10 s. The actual HRR

curve is shown as a solid line in Fig. 3.3b, and the resulting temperatures (which were

inputs to the inverse method) are shown in Fig. 3.3a as points.

Following the inverse HRR methodology that was described in the previous

section, beginning at time zero, the predictor step computes a HRR that satisfies

the first input temperature point at the first sample time (10 s). Next, the predictor

step computes a HRR that satisfies the temperature condition at 20 s. This process

continues until all of the time-temperature points have associated HRR estimates.

Then, the corrector step involves running the CFAST model to compute the resulting

HGL temperatures, and the resulting error between the measured and the predicted

temperatures is calculated using Eq. 3.5. This process continues until the error is

minimized and a complete inverse HRR solution curve is determined, which is shown

as a dashed line in Fig. 3.3b.
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Figure 3.3: Multiple step function HRR case: (a) HGL temperatures from CFAST
(points) and inverse method (dashed line) and (b) inverse HRR curve (dashed line)
compared to the actual HRR curve (solid line).
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The results shown in Fig. 3.3 indicate that the inverse HRR method overpre-

dicts the actual HRR near sudden step changes in the HRR. In experimental scenarios,

the HRR is not likely to increase instantaneously, as indicated by the experimentally

measured temperatures shown in the following sections. The relative error of the

resulting inverse HRR solution is 0.08, where the relative error is defined as [80]

||Q̇− Q̂||
||Q̇||

=

√∑n
i=0(Q̇i − Q̂i)2∑n

i=0(Q̇i)2
(3.11)

where Q̇i represents the true HRR values and Q̂i represents the inverse HRR values.

For comparison, the MQH correlation was also used with the same inputs and

boundary conditions as the inverse HRR method. Equation 3.7 was used to compute

a steady-state HRR at each time step, and the results are shown in Fig. 3.3b as

a dash-dot line, which has a relative error of 0.25. Although the inverse method

results in a better approximation to the actual HRR, the MQH correlation is still

useful in the predictor step of the inverse HRR method, as described in the previous

section. By using the predictor-corrector method, the inverse HRR method can be

extended to problems that exceed the limitations of the existing correlations by using

physics-based models such as CFAST or FDS.

To demonstrate the sensitivity of the inverse HRR solution to different bound-

ary conditions, two additional cases were simulated that represent upper and lower

limits for boundary conditions: one case with aluminum boundaries and one case with

glass fiberboard boundaries. The material properties for these boundary conditions

are shown in Table 3.1. The resulting inverse HRR solutions are shown in Fig. 3.4

and have relative errors of 0.09 for the case with aluminum boundaries and 0.23 for

the case with glass fiberboard boundaries compared to the relative error of 0.08 for

the base case with gypsum boundaries.
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Figure 3.4: Sensitivity of inverse HRR solution to various material boundary condi-
tions.

To demonstrate the sensitivity of the inverse HRR solution to noise in the

input temperature data, three cases were simulated with 5 %, 10 %, and 15 % levels

of noise added to the original input temperature data from CFAST. The noise was

applied to the input temperature data assuming a uniform density function centered

between T + ∆T and T −∆T (where ∆T/Tmean is specified as 5 %, 10 %, and 15 %)

using

Ti,noise(t) = Ti(t) +

(
F (T )− 1

2

)(
∆T

Tmean

)
(3.12)

where Ti(t) is the original temperature, F (T ) is the cumulative distribution function

and is a random number between 0 and 1, and Tmean is the mean value of the input

temperature data.

After the original temperature data were perturbed and a set of Ti,noise(t)

input temperatures was obtained, as shown in Fig. 3.5a, the inverse HRR method
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was used to determine a HRR solution for each case. The resulting three inverse

solutions with different levels of noise are shown in Fig. 3.5b, where the solid line

represents the original inverse HRR solution, the dashed line represents 5 % noise

in the temperature data (relative error of 0.13), the dash-dot line represents 10 %

noise (relative error of 0.22), and the dotted line represents 15 % noise (relative error

of 0.43). The resulting maximum change in temperature and inverse HRR for the

various amounts of noise are summarized in Table 3.2.

Table 3.2: Maximum change in temperature and inverse HRR for various amounts of
noise.

Amount of noise (%) Max. ∆T (◦C) Max. ∆Q (kW)

5 % 6 42
10 % 13 129
15 % 18 228
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Figure 3.5: Sensitivity of inverse HRR solution to various levels of randomly perturbed
input temperature data: (a) perturbed HGL temperatures for various levels of noise
and (b) inverse HRR curves for various levels of noise.
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3.7 Complex HRR Curves

To evaluate the ability of the inverse method to determine a solution for com-

plex HRR curves, three example HRR curves from CFAST were used. The original

HRR curve was input into an initial CFAST simulation to generate synthetic temper-

ature data, and the resulting HGL temperatures were used as inputs to the inverse

method in an attempt to recover the original CFAST HRR curve. The sample reso-

lution of the input HGL temperature data was 10 s for all of the cases.

For simplicity, the gas-phase combustion parameters were the same as in the

previous section (i.e., methane with a heat of combustion of 50 MJ/kg); therefore,

the HRR curve was the only independent search parameter. The enclosure dimen-

sions measured 5.82 m× 4.78 m× 2.44 m with a 0.9 m× 2.0 m doorway opening and

gypsum walls with a thickness of 1.6 cm.

Figures 3.6a, 3.7a, and 3.8a show the synthetic HGL temperature vs. time

(points) compared to the HGL temperature vs. time (dashed line) from the inverse

method for a (1) simple burner case, (2) mattress and boxspring case, and (3) tele-

vision set case, respectively. In Figs. 3.6b, 3.7b, and 3.8b, the original HRR curve is

shown as a solid line, and the inverse HRR solution is shown as a dashed line. For

all of the cases, the inverse HRR curves are in good agreement with the actual HRR

curves. The relative error of the inverse HRR solutions for all three cases is 0.04.
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Figure 3.6: Results for the simple burner HRR case: (a) HGL temperatures from
CFAST (points) and inverse method (dashed line) and (b) inverse HRR curve (dashed
line) compared to actual HRR curve (solid line).
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Figure 3.7: Results for the mattress HRR case: (a) HGL temperatures from CFAST
(points) and inverse method (dashed line) and (b) inverse HRR curve (dashed line)
compared to actual HRR curve (solid line).
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Figure 3.8: Results for the television HRR case: (a) HGL temperatures from CFAST
(points) and inverse method (dashed line) and (b) inverse HRR curve (dashed line)
compared to actual HRR curve (solid line).
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3.8 Experimentally Measured Compartment Temperature Data

The inverse method was applied to various scenarios involving actual fire condi-

tions by using experimentally measured temperatures from enclosure fire experiments

as inputs to the inverse method. The experimental setup, input values, and resulting

inverse HRR solutions are described in the following sections.

3.8.1 Steckler Compartment Fire Data

The experimental steady-state HGL temperatures from 11 tests with various

ventilation opening areas from the Steckler compartment fire test data [81] were

used as inputs to the inverse HRR method. The compartment dimensions were

2.8 m× 2.8 m× 2.13 m.1 The door height was fixed at 1.83 m, and the door widths

were varied at 0.24 m, 0.36 m, 0.49 m, 0.62 m, 0.74 m, 0.86 m, and 0.99 m. The walls

were composed of 19 mm calcium silicate board covered with ceramic fiber insulation

board with a thickness of 12.7 mm, thermal conductivity of 0.1 W/m ·K, density of

200 kg/m3, and specific heat of 1 kJ/kg ·K. The ambient temperature from each test

was specified in CFAST.

For each Steckler compartment test, the ventilation area and ambient temper-

ature were input into the CFAST simulations, and the average HGL temperatures

reported from the experiments were used as inputs to the inverse method. The inverse

method was then used to determine a steady-state HRR that would result in the HGL

temperatures for each test, and the results of the inverse HRR method are shown in

Table 3.3. The results are in good agreement with the experimental compartment

data from Steckler, and the relative errors are less than 0.06 (i.e., within 6 % of the

experimental HRR value).

1The test report gives the height of the compartment as 2.18 m, which is a misprint. The
compartment was 2.13 m high.

158



For the tests considered in this study, Steckler reported a fire size of 62.9 kW

for each test. Assuming a typical rotameter accuracy of 2 % of full scale with

a maximum flow rate of 3.2× 10−3 m3/s, which corresponds to the largest HRR

reported by Steckler (158 kW), the experimental uncertainty can be estimated as

62.9 kW± 6.0 kW in the case of methane, or an uncertainty of about 10 %. There-

fore, the results of the inverse HRR method can be considered to be within the

uncertainty bounds of the experimental data from Steckler.

Table 3.3: Error in inverse HRR solution for the Steckler experiments.

Vent Width (m) Reported HRR (kW) Inverse HRR (kW) HRR Error (%)

0.24 62.9 63.5 1.0
0.36 62.9 62.5 0.6
0.49 62.9 63.1 0.3
0.49 62.9 66.4 5.6
0.62 62.9 61.4 2.4
0.74 62.9 61.4 2.4
0.74 62.9 60.4 4.0
0.74 62.9 61.1 2.9
0.74 62.9 65.8 4.6
0.86 62.9 61.2 2.7
0.99 62.9 59.5 5.4
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3.8.2 UT Austin Compartment Fire Data

To demonstrate the inverse HRR method in a transient fire scenario, the in-

verse method was used with transient temperature data from compartment fire ex-

periments that were performed at The University of Texas at Austin (UT Austin)

in an enclosure measuring 5.82 m× 4.78 m× 2.44 m [82]. The walls and ceiling of

the enclosure were lined with one layer of 1.6 cm (0.63 in) gypsum wallboard. A

schematic of the experimental setup is shown in Fig. 3.9.

The experiments used two propane burners, and all doors and vents were closed

during the time period considered. Two different HRRs were considered: 300 kW and

400 kW. The burn structure was instrumented with 32 thermocouples (8 thermocou-

ple trees with 4 thermocouples each at heights of 0.73 m, 1.19 m, 1.63 m, and 2.08 m).

The inverse HRR solution will be compared to the nominal steady-state HRR based

on the fuel flow rate.

5.82 m

4.78 m

Door

 Burners

Thermocouple tree locations

Test section

Figure 3.9: Experimental setup of the burn structure at The University of Texas at
Austin.
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Figure 3.10a shows the experimentally measured compartment temperature

vs. time (points) compared to the HGL temperature vs. time (dashed line) from the

inverse method. The experimentally measured HGL temperatures (points) shown

in Fig. 3.10a represent a spatially averaged temperature over six thermocouple trees

using the highest thermocouples (2.08 m) in the local fire area (the other two ther-

mocouple trees were located behind a wall near the door). This spatially averaged

temperature was used as an approximation to the HGL temperature calculated by

CFAST. For the inverse HRR method, the sample resolution for the temperature

inputs was 10 s. The ambient temperature from each test was specified in CFAST.

Figure 3.10b shows the inverse HRR solution (dashed line) compared to the nominal

experimental HRR (solid line) based on the fuel mass flow rate to the gas burners.

Figures 3.11a, 3.12a, and 3.13a show the experimentally measured HGL tem-

perature vs. time (points) for three additional fire tests compared to the HGL temper-

ature vs. time (dashed line) from the inverse method. Figures 3.11b, 3.12b, and 3.13b

show the inverse HRR solution (dashed line) compared to the nominal experimental

HRR (solid line) based on the fuel mass flow rate to the gas burners. The tests shown

in Figs. 3.10, 3.11, and 3.12 had a nominal HRR of 300 kW, and the test shown in

Fig. 3.13 had a nominal HRR of 400 kW. The uncertainty in the experimental HRR

was approximately 5 % by considering the uncertainty in the rotameter settings. The

relative error between the nominal HRR and inverse HRR solutions for all four cases

is between 0.07 and 0.19, or 7 % and 19 %.
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Figure 3.10: Experimental HRR case with one 300 kW step: (a) HGL temperatures
from CFAST (points) and inverse method (dashed line) and (b) HRR curve from
inverse search.
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Figure 3.11: Experimental HRR case with one 300 kW step: (a) HGL temperatures
from CFAST (points) and inverse method (dashed line) and (b) HRR curve from
inverse search.
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Figure 3.12: Experimental HRR case with one 300 kW step: (a) HGL temperatures
from CFAST (points) and inverse method (dashed line) and (b) HRR curve from
inverse search.
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Figure 3.13: Experimental HRR case with one 400 kW step: (a) HGL temperatures
from CFAST (points) and inverse method (dashed line) and (b) HRR curve from
inverse search.
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3.8.3 SwRI Compartment Fire Data

To demonstrate the inverse HRR method in a transient fire scenario with an ex-

perimentally measured HRR, the inverse method was used with transient temperature

data from compartment fire experiments2 that were conducted at Southwest Research

Institute (SwRI) [83]. The experiments were performed in an enclosure measuring

4.65 m× 3.43 m× 2.43 m with a 0.74 m× 2 m doorway opening. The walls and ceil-

ing of the enclosure were lined with two layers of 1.3 cm (0.5 in) Type X gypsum

wallboard. Figure 3.14 shows a schematic of the experimental setup. The compart-

ment was instrumented with 35 thermocouples (5 ceiling thermocouples, 16 doorway

thermocouples, and 14 thermocouples located in thermocouple trees throughout the

enclosure).

A representative test from the full set of upholstered furniture experiments

was selected for this study in which a mockup furniture specimen was burned in

the enclosure. In the test considered, the furniture item was a three-seat sofa with

cotton fabric and low density polyurethane foam padding placed on a steel frame.

The specimen was ignited on the front using a 19 kW CAL TB 133 gas burner [48].

The combustion products from the enclosure were collected in a furniture calorimeter

hood, and the HRR was measured using oxygen consumption calorimetry. For the

inverse HRR method, the sample resolution for the temperature inputs was 10 s. The

ambient temperature from each test was specified in CFAST.

2This section summarizes partial results from SwRI Project No. 15998. This project was sup-
ported by Award No. 2010DN-UX-K221, awarded by the National Institute of Justice, Office of
Justice Programs, U.S. Department of Justice. The opinions, findings, and conclusions or recom-
mendations expressed in this study are those of the author and do not necessarily reflect those of
the Department of Justice.
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4.65 m

3.43 mDoor
Furniture
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Ceiling
thermocouple

locations

Figure 3.14: Experimental setup of the furniture testing enclosure at SwRI.

Figure 3.15a shows the experimentally measured compartment temperatures

vs. time (points) compared to the HGL temperature vs. time (dashed line) from the

inverse method. The input HGL temperatures (points) shown in Fig. 3.15a represent

a spatially averaged temperature over the five ceiling thermocouples. This spatially

averaged temperature was used as an approximation to the HGL temperature calcu-

lated by CFAST. Figure 3.10b shows the experimentally measured HRR (solid line)

compared to the inverse HRR solution (dashed line), which has a relative error of 0.24.
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Figure 3.15: Experimentally measured HRR case: (a) HGL temperatures from
CFAST (points) and inverse method (dashed line) and (b) inverse HRR curve (dashed
line) compared to the actual HRR curve (solid line).
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3.9 Future Extensions of Inverse Fire Modeling Techniques

As faster computing resources become more readily available, inverse meth-

ods will become more prevalent in the application of inverse fire modeling problems

(IFMP). This inverse HRR method can be used to quickly determine a unique HRR

curve that corresponds to an observed fire timeline (e.g., time-temperature history,

heat flux measurements, ventilation events) that describes a complex IFMP scenario.

The CFAST and FDS models can be used with various time-dependent observations

such as window breakages, ventilation events, and the amount of smoke from venti-

lation openings to better determine an inverse solution by using physical changes in

the environment as bounding conditions. Additional measurements from experiments

or fire incidents (e.g., heat fluxes and smoke layer heights) can be used to improve

the inverse solution by imposing physical bounds on the inverse solution. Previous

related work by Hostikka et al. [84] described a probabilistic simulation method using

the Monte Carlo method and various fire models. That study utilized rank order

correlations to identify model parameters that significantly affect the results.

While the CFAST zone model is relatively inexpensive for this inverse HRR

method, the results are based upon assumptions and simplifications of the underlying

physics. In principle, this inverse method could be used with more complex fire

models such as FDS to further improve the inverse solution. Automated CFAST

simulations could be used in the predictor step to vary the fire size and location in

the enclosure, and the resulting scenario and HRR could then be simulated in FDS to

verify the physics with more fidelity. Because CFAST is computationally inexpensive

compared to FDS, the predictor step of the inverse solution could quickly be computed

using CFAST, and the results from CFAST could be used to steer subsequent FDS

simulations in the corrector step.

169



3.10 Conclusions

The focus of this chapter was to give an overview of various optimization

techniques and to develop an efficient single-solution approach to calculate an inverse

HRR given measured temperature data. A method for recovering transient HRR

based on measured transient compartment fire temperatures was developed. The

inverse method required about 2 s to 10 s of total run time (on an Apple Macbook Pro

computer with a 2.2 GHz processor) to calculate a transient inverse HRR solution for

each case, and each HRR inversion required between 10 and 30 CFAST simulations.

For all of the cases described in this study, the inverse HRR solution had a relative

error between 0.04 and 0.24 compared to the actual HRR. The implementation of the

low-order MQH correlation for the predictor step allowed for a quick calculation of

the update (predictor) step because it has the advantage of being directly invertible

for the HRR. The use of a physical correlation in the predictor step reduced the total

number of computational (CFAST) iterations that were required to converge to an

inverse HRR solution.

For the multiple step function increment cases, the inverse solution adequately

detected changes in the HRR steps. For the UT Austin compartment fire cases,

the inverse method effectively captured the ramp up of the gas burners. However,

because the HRR was not measured directly, it is difficult to quantify the amount

of uncertainty in the inverse solution. Qualitatively, this method captured a change

in the HRR and exhibits potential for obtaining an inverse solution for these types

of scenarios in which the measured HRR is not known and only temperature data

are available. For the complex HRR cases and the experimentally measured HRR

case, the inverse HRR solution was in good agreement with the actual HRR, which

demonstrated the versatility and accuracy of the inverse HRR method.
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One limitation of this methodology is that the material properties of the

boundary conditions must be prespecified, and the inverse HRR solution is sensi-

tive to the selection of boundary conditions and noise in the measured data, as shown

in Figs. 3.4 and 3.5. In the US, most of the compartment configurations in which this

method can potentially be applied (e.g., residential and commercial occupancies, fire

experiments, fire investigations) are limited to certain types of boundary conditions

such as gypsum wallboard or similar types of insulating building materials. Thus, it

is believed that a computationally inexpensive methodology for the determination of

a transient HRR solution for such cases is a valid contribution of this study.

It is important to note that, although the methodology described in this chap-

ter results in a transient HRR solution, the solution variable consists of only a single,

transient input HRR parameter (i.e., a single solution). While the inverse HRR

methodology developed in this chapter was useful, we desire more uncertainty infor-

mation about the input parameters rather than a single optimal solution.

Often, single values are used as inputs to and outputs from fire models. How-

ever, statistical and engineering best practices should include avoiding the reporting

and overuse of point estimates to describe complex physical systems. Single de-

scriptive statistics such as averages, ranges, and other single metrics that summarize

probability distributions are prone to cause errors in risk and uncertainty analyses

due to their simplified nature. In Chapter 4, we will discuss more extensive statis-

tical inversion techniques that search for and provide uncertainty information about

input parameters in terms of probability distributions. In Chapter 5, the inverse

HRR problem will be revisited using the statistical inversion framework presented in

Chapter 4.
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Chapter 4

Theoretical and Computational Framework for

Bayesian Inference

4.1 Overview

In Chapter 3, we developed a methodology to invert for a single, transient HRR

parameter given measured temperature data. However, there is a limited amount of

uncertainty information about the resulting parameter. In traditional frequentist

statistical inference applications such as the methods described in Section 3.1.1, the

parameters are treated as fixed but unknown constants that contain limited proba-

bility information and do not depend on the data [85]. In the Bayesian approach, the

process is inverted: the input parameters are treated as random variables, and the

data are treated as fixed, observed values that were drawn from a true distribution.

In this chapter, we describe concepts that will be used to apply a statistical inversion

framework based on the Bayesian inference approach to fire scenarios.

Figure 4.1a shows a diagram of the frequentist approach in which a fixed

input to an experiment generates measured quantities. Figure 4.1b shows a diagram

of the inverse problem in which measured quantities can be considered to be the

result of multiple possible input values. In the Bayesian inference approach, we can

describe the probability of multiple input values using uncertainty information. In

other words, each input parameter has an associated probability distribution that

describes the likelihood of producing measured data.
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(a) Fixed input and measured quantities in the frequentist approach
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(b) Multiple possible inputs and measured quantities in the Bayesian approach

Figure 4.1: Comparison of two different statistical inference approaches: (a) Fixed
input and measured quantities in the frequentist approach compared to (b) multiple
possible inputs and measured quantities in the Bayesian approach. Adapted from
Sivia and Skilling [86].
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A key concept in the Bayesian inference process is the explicit use of probability

distributions to quantify uncertainty. The physical world is considered to be made up

of processes that produce the true physical data. In other words, the data are fixed

observations produced by physical processes that we can model and approximate. The

Bayesian approach allows us to ask the question: given a set of measured or observed

data, what is the distribution of parameters that is most likely to have produced the

data?

The answer to this question lies in a process known as Bayesian inference,

which uses Bayes’ theorem (named after Reverend Thomas Bayes [87]) to combine new

data with our existing knowledge about model input parameters. Gelman et al. [88]

describe Bayesian inference as “the process of fitting a probability model to a set of

data and summarizing the result by a probability distribution on the parameters of the

model.” The result of a Bayesian data analysis procedure is a probability distribution

that contains information about the uncertainty of every plausible parameter value

after observing the data [89].

The Bayesian inference approach allows us to update our degree of belief in

the input parameters given two sources of information: (1) subjective or prior infor-

mation and (2) observed data. The resulting probability distribution for a given

input parameter is called a posterior distribution. A prior distribution expresses

our knowledge about a parameter before observing the data, whereas a posterior

distribution expresses our knowledge about the parameter after observing the data.
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The Bayesian inference process can be summarized as follows [88]:

1. Create a full probability model.

The model should be consistent with our scientific knowledge of the underlying

physics of the problem.

2. Calculate the posterior distribution as a function of the measured or

observed data.

The model parameters and posterior distribution are calculated as a function

of experimentally measured or observed data.

3. Evaluate the fit of the model to observed data.

We can use various diagnostics and criteria to quantify the goodness of fit to

the data, and improve or expand the model capabilities and repeat these steps

as needed.

In summary, in the Bayesian inference process, we want to determine prob-

ability distributions that describe the uncertainty of input parameters. We do this

by specifying prior information about the input parameters, generating model pre-

dictions, then calculating the probability that the input parameters will produce the

observed data. After applying the Bayesian inference process, some input parame-

ters will be more likely than others to produce the observed data. The results from

a Bayesian inference analysis are probability distributions that describe uncertainty

information about the input parameters.
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A note on the notation used in this study. P(A) denotes the probability that

Outcome A will occur. P(A|B) denotes the conditional probability with Outcomes A

and B, or the probability of Outcome A given Outcome B. The terms “probability

distribution” and “probability density” are used interchangeably. The observed data

values are denoted as D. The model M and its input parameters θi are considered to

be inherently linked and are denoted as (M, θ).
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4.2 Probability Distributions as Model Inputs and Outputs

To motivate the concept of using probability distributions as model inputs

and outputs, a simple example is presented that involves measured data. Consider

a set of fire experiments in which measured temperatures Ti (where i = 1, 2, . . . , N)

are recorded from a thermocouple over several experiments (N = 5), as shown in

Table 4.1. There is some measurement error that results in variations in the measured

data, such as uncontrollable environmental conditions, instrumentation error, data

reduction error, and so on.

Table 4.1: Example of measured temperature data.

Test Number Measured Temperature (◦C)

1 305
2 295
3 311
4 296
5 308

Sets of measured data can be characterized by using an average (i.e., mean)

value with some information about the spread of the data (i.e., standard deviation).

For the temperature values shown in Table 4.1, the data can be described as T ± σ,

where T is the mean value, and σ is the standard deviation. The central tendency

(or location) of the data can be characterized by calculating the mean T as

T =
1

N

N∑
i=1

Ti (4.1)

where N is the sample size. Using the temperature data in Table 4.1, the mean

temperature T is calculated as 303 ◦C. The spread of the data can be characterized

by calculating the standard deviation σ as

σ =

√√√√ 1

N − 1

N∑
i=1

(Ti − T )2 (4.2)
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In Eq. 4.2, the N − 1 term in the denominator is the degree of freedom v for a

given data set and is used when the sample size is small (N < 30). Additionally,

for a small sample size, we can express the statistical uncertainty in the measured

temperature values as T ± tv,Pσ, where tv,P is a weighting function from Student’s

t-distribution [90] that depends on the degree of freedom v and desired probability P .

The interval ±tv,Pσ represents a precision interval in which any measured value Ti

should exist within this interval with probability P [91]. The weighting function tv,P

is used for small sample sizes (N < 30) to adjust the size of the precision interval

to account for the uncertainty of the small sample. Some values of the Student’s

t-distribution tv,P are shown in Table 4.2.

Table 4.2: Student’s t-distribution.

Degree of freedom v t50 t90 t95

1 1.000 6.314 12.706
2 0.816 2.920 4.303
3 0.765 2.353 3.182
4 0.741 2.132 2.770
5 0.727 2.015 2.571

Note that as the sample size increases, the value of tv,P decreases. For this

example, using a probability P of 95 % and a degree of freedom v of 4, the appropriate

value for tv,P is 2.77 [91].

Using the measured temperature data in Table 4.1, the adjusted standard

deviation tv,Pσ is calculated (using Eq. 4.2 and the appropriate value from Table 4.2)

as 19.9 ◦C. Assuming the data are distributed normally, a mean temperature value of

303 ◦C and standard deviation of 19.9 ◦C means that the probability density function

looks like a bell curve (i.e., a normal distribution) with a peak (mean) value of 303 ◦C

and a width parameter (standard deviation) of 19.9 ◦C.
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For a Gaussian normal distribution, about 68 % of the values lie within one

standard deviation of the mean value, about 95 % of the values lie within two standard

deviations of the mean value, and about 99.7 % of the values lie within three standard

deviations of the mean value. Therefore, the data set in Table 4.1 can be described

(using two standard deviations, or a 95 % interval) as 303.0 ◦C± 39.8 ◦C, as shown

in Fig. 4.2. In this figure, the solid vertical line indicates the mean value, and the

dashed vertical lines indicate an interval width of two standard deviations on either

side of the mean value (or ± 39.8 ◦C). The uncertainty can also be reported as a

percentage (using two standard deviations), where the percentage is calculated by

2σ/T , which results in a reported value of 303 ◦C± 13 %.
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Figure 4.2: Normal distribution fitted to temperature values in Table 4.1. The solid
vertical line indicates the mean value, and the dashed vertical lines indicate an interval
width of two standard deviations on either side of the mean value, or a 95 % precision
interval.
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In practical modeling exercises, a single point value (such as the mean) is

typically used to describe a model input parameter. In such cases, the uncertainty

propagation is sometimes done a posteriori in terms of a parameter sensitivity analysis

by varying the value of the input parameter to determine its effect on the output (or

predicted) quantity. However, when only point estimates are used, much of the detail

of the original parameter distribution information is lost. In a more detailed approach,

a full probability distribution of an input parameter can be propagated through a fire

model to obtain probability distributions of the output quantities.

As an example of using a probability distribution in a fire modeling application,

consider a compartment fire in which the temperatures shown in Table 4.1 were

measured. We want to estimate the size of the fire that resulted in those temperature

measurements. As a first approach, we might assume that the fire size is equally likely

to lie between 1 kW and 1000 kW. This is a uniform (or flat) distribution. Or, we

could estimate the HRR of items that burned in the fire. Based on our prior knowledge

about various fuel types that may have been involved in the fire, we could estimate a

number of different fire sizes that might have occurred. In this case, we might choose a

normal distribution to describe a set of estimated fire sizes. Other distributions could

also be used, such as a beta, gamma, or lognormal distribution, depending on our

prior knowledge about the problem and how the problem is formulated. A statistical

inference framework coupled with a correlation, zone model, or CFD model could be

used to calculate a probability distribution of the input parameter.

For example, we can use samples from a distribution of fire sizes Q̇ as inputs to

a fire model, as shown in Fig. 4.22. With enough predictions, we could then compute

the probability that the hot gas layer temperature THGL will exceed a certain threshold

value given the uncertainty in the input parameter and the model.
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Figure 4.3: Propagation of a distribution through a fire model: Input fire size distri-
bution (left) propagated through a fire model to determine the output distribution of
hot gas layer temperatures (right).

A probabilistic risk assessment (PRA) is a methodology that uses probability

and frequency information to estimate the likelihood that a given event will result

in a hazardous condition (e.g., core damage in a nuclear power plant). In the PRA

methodology, the likelihood of an event occurring (e.g., fire ignition) is typically

described in terms of a probability distribution. In addition to applications in PRAs,

the use of probability distributions as model inputs and outputs is becoming more

prevalent in fire protection design and forensic reconstruction exercises.

McGrattan and Toman [92] developed an approach to describe the bias and

uncertainty of a complex model using the results of model validation exercises. The

goal of that study was to use probability distributions to quantify model uncertainty

by calculating a bias factor and standard deviation. The bias factor and standard

deviation can then be used by practitioners and model users to quantify the uncer-

tainty of model predictions. The focus of the present study is the determination and

uncertainty quantification of model input parameters.

In summary, probability distributions are a useful means of describing model

input parameters and output quantities in terms of their uncertainty. In the follow-

ing sections, we will describe a framework to calculate probability distributions for

unknown model input parameters.
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4.3 Bayes’ Theorem

Bayes’ theorem can be derived by starting with joint probability, discussing

conditional probability, and ending with the formulation of Bayes’ theorem [93].

4.3.1 Joint Probability

To begin the discussion of probability, consider a scenario in which a bowl

contains two different colors of marbles: three green marbles and two red marbles.

A marble is drawn from the bowl at random. We define Outcome A as drawing a

green marble from the bowl. A probability of P(A) = 1 means that the prediction of

Outcome A is certainly true, and a probability of P(A) = 0 means that the prediction

of Outcome A is certainly false. For a random draw, the probability of drawing a

green marble from the bowl (i.e., A is true) is equal to the number of green marbles

in the bowl divided by the total number of marbles in the bowl (3/5), which can be

expressed as

P(A) = 0.60 (4.3)

Joint probability is the probability that two independent outcomes are true. As an

example of joint probability, consider two independent outcomes, such as drawing

a green marble (Outcome A), replacing the green marble in the bowl, mixing the

marbles, then drawing a red marble (Outcome B). The joint probability P(A and B)

of this scenario occurring after two random, independent draws can be calculated as

P(A and B) = P(A) · P(B) = 0.60 · 0.40 = 0.24 (4.4)

Note that the outcomes are independent and reversible because the probability of

drawing a marble of either color (with replacement between draws) does not depend

on the previous draw. Therefore, the two individual probabilities can be multiplied

together to determine the joint probability as P(A and B) = 0.24.
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4.3.2 Conditional Probability

Conditional probability is the probability that an outcome is true given the

occurrence of another outcome (i.e., one outcome depends on the other). Continuing

with the marble example with three green marbles and two red marbles in a bowl,

consider two random consecutive draws from the bowl without replacement between

draws (i.e., the marble is discarded after each draw). The conditional probability of

a dependent outcome, such as a red marble being drawn (Outcome B) after a green

marble has been drawn and discarded (Outcome A), can be represented as

P(A and B) = P(B|A) · P(A) (4.5)

which means that the probability of both A and B occurring is equal to the probability

of B given A multiplied by the probability of A occurring. On the first draw, the

probability of drawing a green marble P(A) is 3/5, or 0.60. The green marble is

then discarded. On the second draw, the probability of drawing a red marble P(B|A)

is 2/4, or 0.50. Therefore, the conditional probability P(A and B) of this scenario

(drawing a green marble then a red marble, without replacement) is calculated as

P(B|A) · P(A) = 0.50 · 0.60, or 0.30.

Note that the outcomes are reversible (i.e., commutative). In other words, the

problem can also be stated as a green marble being drawn (A) after a red marble has

been drawn and discarded (B), which can be represented as

P(B and A) = P(A|B) · P(B) (4.6)

The conditional probability P(B and A) of this scenario (drawing a red marble then

a green marble, without replacement) is calculated as P(A|B) ·P(B) = 0.75 · 0.40, or

0.30, which is equal to the probability of the first scenario, P(A and B).
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4.3.3 Bayes’ Theorem

Using the concepts of joint and conditional probability, we can now proceed

to the formulation of Bayes’ theorem. Because Eqs. 4.5 and 4.6 are commutative, we

can set the right hand sides equal to each other, which results in

P(A|B) · P(B) = P(B|A) · P(A) (4.7)

Dividing both sides of Eq. 4.7 by P(B) results in

Posterior︷ ︸︸ ︷
P(A|B) =

Likelihood︷ ︸︸ ︷
P(B|A) ·

Prior︷ ︸︸ ︷
P(A)

P(B)︸ ︷︷ ︸
Normalizing constant

(4.8)

which is Bayes’ theorem.

For the Bayesian inference applications considered in this study, the P(A|B)

term on the left hand side of Eq. 4.8 is the quantity we are interested in obtaining

and is referred to as the posterior (i.e., the probability of A given B). On the right

hand side, the P(B|A) term in the numerator is the likelihood, the P(A) term in the

numerator is the prior, and the P(B) term in the denominator is the normalizing

constant.

In practical applications, the normalizing constant P(B) is often difficult to

calculate, and thus the posterior quantity is often described in terms of a propor-

tionality. In other words, the posterior quantity is proportional to the likelihood

multiplied by the prior, or

posterior ∝ likelihood · prior

P(A|B) ∝ P(B|A) · P(A) (4.9)
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The power of Bayes’ theorem lies in its simplicity in that it allows us to cal-

culate a posterior quantity (or distribution) by combining a prior distribution and

a likelihood, as shown graphically in Fig. 4.4. This notion is extremely useful when

working with probability distributions such as input parameters for fire models. In

the Bayesian inference approach, Bayes’ theorem is used to update the quantity of

interest (posterior) by combining our knowledge about the input parameter before

observing the data (prior) with the likelihood of producing the observed data.
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Figure 4.4: Prior, likelihood, and posterior distributions. Bayes’ theorem can be used
to combine a prior distribution (green dash-dot line) with a likelihood function (red
dashed line) to form a posterior distribution (blue solid line).
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4.3.4 Example Problem Using Bayes’ Theorem

As a simple example of Bayes’ theorem, we will consider a random draw prob-

lem with two bowls that contain two different colors of marbles: green and red. Bowl 1

contains 30 green marbles and 10 red marbles. Bowl 2 contains 20 green marbles and

20 red marbles.

In this scenario, a bowl is chosen at random, then a random marble is chosen

from that bowl. A probability tree diagram for this problem is shown in Fig. 4.5.

Start

Bowl 2
20G, 20R

P(B2 and R) = 0.25

R
0.50

P(B2 and G) = 0.25G

0.50

B
2

0.50

Bowl 1
30G, 10R

P(B1 and R) = 0.125

R
0.25

P(B1 and G) = 0.375G

0.75

B1

0.5
0

P(G)

0.625

P(R)

0.375

Figure 4.5: Probability tree diagram for marble problem.

In Fig. 4.5, each branch in the probability tree diagram indicates the proba-

bility of that branch occurring. The green marbles are denoted as G, red marbles

as R, Bowl 1 as B1, and Bowl 2 as B2. Note that the probability of drawing a green

marble out of all of the marbles P(G) is shown on the right side of Fig. 4.5 as the

sum of P(B1 and G) and P(B2 and G), or 0.625. The probability of drawing a red

marble out of all marbles P(R) is 0.375.
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Recall that, in this scenario, a bowl is chosen at random, then a random

marble is chosen from that bowl. Given this process, consider the probability of

choosing Bowl 1, then drawing a green marble from Bowl 1. This can be calculated

as the joint probability of choosing Bowl 1 then drawing a green marble from Bowl 1,

which is given by P(B1 and G) = P(G|B1) · P(B1) = 0.75 · 0.50, or 0.375. Note

that this joint probability can also be determined by following the top branch of the

probability tree in Fig. 4.5.

We now pose the inverse problem: if the selected marble is green, what is the

probability that the marble was drawn from Bowl 1, or P(B1|G)? We can calculate

the probability of the inverse problem using Bayes’ theorem from Eq. 4.8, which is

given for this problem as

P(B1|G) =
P(G|B1) · P(B1)

P(G)
(4.10)

We first consider our prior knowledge about the problem. We have no reason

to believe that one bowl was more likely to be chosen over the other bowl. Thus, we

will assign them equal probabilities. The prior P(B1) is given by

P(B1) = P(B2) = 0.50 (4.11)

The likelihood of drawing a green marble from Bowl 1, or P(G|B1), is given by

P(G|B1) =
30

40
= 0.75 (4.12)

The observation (or data) indicates that the selected marble was green. The proba-

bility of drawing a green marble out of all of the marbles, which is the normalizing

constant, or P(G), is given by

P(G) =
50

80
= 0.625 (4.13)
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Substituting the values of the likelihood, prior, and normalizing constant into Bayes’

theorem in Eq. 4.10 results in

P(B1|G) =
P(G|B1) · P(B1)

P(G)
=

(0.75)(0.50)

0.625
= 0.60 (4.14)

The results from Bayes’ theorem indicate the that probability that the green marble

was drawn from Bowl 1 P(B1|G) is 0.60, or 3/5.

We can repeat this procedure to compute the probabilities P(B1|R), P(B2|G),

and P(B2|R). The results can be used to construct a reverse probability tree, as

shown in Fig. 4.6.
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P(R and B2) = 0.25

B
2

0.66

P(R and B1) = 0.125B1

0.33

R
0.375

Green

P(G and B2) = 0.25
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2

0.40

P(G and B1) = 0.375B1

0.60

G

0.6
25

Figure 4.6: Reverse probability tree diagram for marble problem.

In Fig. 4.6, the bolded values are the resulting posterior probabilities P(B1|G),

P(B2|G), P(B1|R), and P(B2|R).
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4.3.5 Bayes’ Theorem and Bayesian Inference for Model Applications

For the applications considered in this study, Outcome A in Eq. 4.9 typically

corresponds to unknown model input parameters, and Outcome B typically corre-

sponds to measured data and a given model. Thus, we can rewrite Eq. 4.9 as

P(parameters|data,model) ∝ P(data|parameters,model) · P(parameters|model)

(4.15)

or in more compact notation as

P(θ|D,M) ∝ P(D|θ,M) · P(θ|M) (4.16)

where θ represents the unknown parameters (or vector quantities) of interest, M repre-

sents the model, and D represents the observed data, which is the notation that will be

used in the remainder of this study. In other words, Eq. 4.16 indicates that the prob-

ability of the model parameters producing measured data using a model P(θ|D,M)

(posterior) is proportional to the probability of obtaining the observed data using the

model and parameters P(D|θ,M) (likelihood function) multiplied by the probability

of the occurrence of the parameters given a model P(θ|M) (prior).

A summary of the Bayesian inference process is shown in Fig. 4.7. In this

figure, θ0 and θ1 are two unknown input parameters. Using the Bayesian inference

approach, we can calculate posterior probability distributions for these unknown input

parameters by using prior distributions, observed data, and a model. In other words,

we want to generate samples from a posterior distribution that approximates the true

posterior distribution.
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Figure 4.7: Overview of Bayesian inference process.
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4.4 Sampling Methods for Distributions

As discussed in Section 4.3.5, the Bayesian inference approach involves the

calculation of a posterior probability distribution (via sampling) for an unknown

parameter using Bayes’ theorem. In the following sections, we will describe various

algorithms that can be used to generate samples from probability distributions.

4.4.1 Monte Carlo Methods

Monte Carlo methods are a general class of sampling methods originally de-

veloped by Metropolis and Ulam [94] that use random sampling techniques to obtain

numerical results (e.g., samples from a probability distribution). The simplest Monte

Carlo approach is to choose random values (i.e., samples) for input parameters in

such a way that they directly simulate the physical processes of the original problem.

A solution can be determined based on the evolution of the process and the inferred

behavior of the system based on randomly selected input parameter values [95].

Hostikka et al. [84] developed a tool called Probabilistic Fire Simulator (or

pfs-fire) that couples various fire models with a Monte Carlo simulation method. The

pfs-fire tool can be used with correlations, zone models, and CFD models. Other

studies have used Monte Carlo methods for parametric and sensitivity analyses to

propagate the uncertainty information of input parameters through fire models.

Monte Carlo methods are a comprehensive approach that can be used to draw

random samples from a probability distribution. However, Monte Carlo methods can

be very computationally expensive, especially for high-dimensional problems such as

those that might be encountered in fire research or forensic fire applications. In other

words, Monte Carlo methods can require a very large number of samples to calculate

a posterior probability distribution in statistical inference applications.
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4.4.2 Latin Hypercube Sampling Methods

Latin Hypercube Sampling (LHS) methods are similar to Monte Carlo meth-

ods, but they attempt to draw from the sample space in a way that better represents

the overall parameter distribution. The LHS sampling technique was developed by

McKay et al. [96], and can be described as follows: for a given sample space with

N variables, the space can be divided into M sampling intervals. This is known

as stratified sampling, which ensures that all areas of the distribution are sampled

equally.

The LHS technique extends stratified sampling by forcing the number of vari-

ables in further subdivisions to be equal. In other words, the variables are placed

within the sample space to satisfy Latin hypercube requirements, where each variable

is placed in its own hyperplane. The LHS method can be more efficient that Monte

Carlo methods, but can be computationally expensive for high-dimensional problems.

4.4.3 Markov Chain Monte Carlo Methods

Another approach to generate samples from a posterior probability distribution

is to use a random walk method such that a random draw for a given parameter is

representative of a random draw from its true posterior distribution [89]. These types

of methods are known as Markov chain Monte Carlo (MCMC) methods. In general,

MCMC methods employ strategies to draw samples from regions of high probability

for a given state space [97]. Typically, MCMC methods are coupled with the Bayesian

inference framework because they are an efficient means of drawing samples from a

posterior probability distribution, especially for high-dimensional problems. More

details on the definition of a Markov chain and MCMC methods will be provided in

the following sections.
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4.5 Markov Chains

To introduce the concept of a Markov chain, consider a mathematical system

that can exist in one of many discrete states within a state space. Also, consider

a process that involves the transition of the system from one state to another. A

stochastic process is one that evolves in time in accordance with probabilistic rules,

i.e., there is an element of random chance as the process transitions from one state

to another [89]. A stochastic process with the Markov property (named after Andrey

Markov) is a process in which the future states of a system depend only on the present

state and not on previous states (i.e., the stochastic process is memoryless). A Markov

process is a stochastic process that satisfies the Markov property (i.e., the process is

Markovian).

For a system that has undergone multiple state transitions via a Markov pro-

cess, a Markov chain is a history (or trace) of the probabilities of occupying different

states within the state space. For a given system that transitions between a finite

number of states, a Markov chain describes the probability of transitioning from one

state to another in a finite number of steps [98]. An additional characteristic of some

Markov chains is that, as the Markov process evolves, the probability of occupying

each state eventually becomes time-invariant (or stationary).

We can define a Markov transition process using three primary components [89]:

a state space, a transition probability matrix, and a state vector. These components

will be discussed in more detail in the following sections.
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4.5.1 State Space

A state space is the set of all states that a given system can occupy. Consider

a finite state space SS in which N discrete values of SN are represented as [98]

SS = [S1, S2, S3, . . . , SN ] (4.17)

For example, consider a bowl filled with two colors of marbles: green and red. If we

draw a marble at random from the bowl, we can draw either a green marble (State 1),

or a red marble (State 2). In this case, the system can occupy one of two states, or

SS = [S1, S2]. Or, consider a state space in which a person can only occupy one of

three locations: house (State 1), office (State 2), or lab (State 3). In this case, the

system can occupy one of three states, or SS = [S1, S2, S3], as shown in Fig. 4.8.

S1

House
S2

Office
S3

Lab

Figure 4.8: State space for the location of a person: House S1, Office S2, and Lab S3.

For a given time step (or observation) t, a person can only occupy one location

(or state). We can define a random (or stochastic) variable X(t), which denotes the

state that was occupied at time step t.

X(t) = Si (4.18)

For a given number of time steps t, the number of observed time steps in a sample is

given by

X(t) = [X(0), X(1), X(2), . . . , X(t)] (4.19)
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For example, if a person started at the office, then went to the house, then went to

the lab, the observations (or realizations) for time steps 0 through 2 would be

X(t) = [X(0), X(1), X(2)] = [S2, S1, S3] (4.20)

For a stochastic variable X(t), the probability of occupying a given state Si (i.e., the

occupation probability) at time step t is represented as

si(t) = P[X(t) = Si] (4.21)

We can then express the probability P[X(t)] of occupying a certain state Si at time

step t given the previous states as [98]

P[X(t) = Si|X(0), X(1), X(2), . . . , X(t− 1)] (4.22)

This sequence is a Markov chain if each value of P[X(t)] in Eq. 4.22 depends only on

the previous value of P[X(t− 1)], which can be expressed as

P[X(t) = Si|X(t− 1)] (4.23)

For example, if a person started at the office at t = 0, then went to the lab at t = 1,

then the probability of the person transitioning to the next location (or state) at time

step t = 2 is given by

P[X(2) = Si|X(0) = S2, X(1) = S3] (4.24)

= P[X(2) = Si|X(1) = S3] (4.25)

Note that Eq. 4.25 indicates that the probability of the next state P[X(2)] depends

only on the probability of the current state P[X(1)]. In other words, the probability

of the person transitioning to the next location at t = 2 depends only on the current

location (the lab), and not the previous locations that were occupied by the person.

Therefore, this process is Markovian.
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4.5.2 Transition Probability

A transition probability matrix T describes the probability of transitioning

(or moving) from one state to another and is defined for a space with i states as a

matrix with j rows and k columns (where i = j = k) as

T =



P11 P12 . . . P1k

P21 P22 . . . P2k

...
...

. . .
...

Pj1 Pj2 . . . Pjk


(4.26)

In a transition matrix T, each entry contains the probability of transitioning from

one state to another. For example, the entry T12 = P12 represents the probability of

transitioning from State 1 to State 2. Note that each of the row vectors in T must

sum to a probability of 1.

In the above example for the location of a person, recall that State 1 was the

house, State 2 was the office, and State 3 was the lab. Assume that we are given the

probabilities of transitioning from one location to another as follows:

1. If the person is currently located at the house (State 1), then we are told that

there is a probability of 0.5 that they will transition to the office (State 2), and

a probability of 0.5 that they will transition to the same location, the house

(State 1).

2. If the person is currently located at the office (State 2), there is a probability

of 1 that they will transition to the lab (State 3).

3. If the person is currently located at the lab (State 3), there is a probability of

0.1 that they will transition to the office (State 2), and a probability of 0.9 that

they will transition to the house (State 1).
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A summary of these transition probabilities is shown in Fig. 4.9. This type of figure

is called a state transition diagram.

S1

House
S2

Office

S3

Lab

0.5

0.5

10.9

0.1

Figure 4.9: Markov chain state transition diagram for three states, S1, S2, and S3.

Using the transition probabilities in Fig. 4.9, we can construct a transition probability

matrix T as

T =


0.5 0.5 0

0 0 1

0.9 0.1 0

 (4.27)

The following section describes how a transition probability matrix can be used to

determine a time-invariant (or stationary) occupation probability for each state.
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4.5.3 State Vector

For a given state space, we want to determine the probability of occupying

each state Si at time step t. In other words, we want to generate a distribution that

describes the occupation probability for each state at time step t. For a state Si and

a stochastic variable X(t), the occupation probability was given in Eq. 4.21 as

si(t) = P[X(t) = Si] (4.28)

We can then define a state vector s(t) that gives the occupation probability for each

state Si at time step t, which can be expressed as

s(t) = [s1(t), s2(t), . . . , si(t)] (4.29)

An initial state vector is defined as a distribution of occupation probabilities

for each state at the initial time step t = 0, which is given by

s(0) = [s1(0), s2(0), . . . , si(0)] (4.30)

Using the example for the location of a person with three different states (or locations),

consider an arbitrary initial state vector given by

s(0) = [0.2, 0.7, 0.1] (4.31)

This means that, at time step t = 0, there is a probability of 0.2 of the person

occupying the house (State 1), a probability of 0.7 of the person occupying the office

(State 2), and a probability of 0.1 of the person occupying the lab (State 3).

To calculate the occupation probability distribution at the next time step t+1,

the state vector in Eq. 4.29 can be multiplied by the transition probability matrix in

Eq. 4.26, which is represented as

s(t+ 1) = s(t)T (4.32)
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4.5.4 Simulating a Markov Process

The three components described in the previous sections (a state space, a

transition probability matrix, and an initial state vector) can be combined to simulate

a Markov process that results in a Markov chain.

In the previous example for the location of a person, we defined three states

based on different locations: house (State 1), office (State 2), or lab (State 3).

At the initial time step t = 0, an arbitrary initial state vector was given in Eq. 4.31

as s(0) = [0.2, 0.7, 0.1].

At the next time step t = 1, the state vector in Eq. 4.31 can be multiplied by the

transition probability matrix in Eq. 4.27 as

s(1) = s(0)T (4.33)

which results in the state vector s(1) ≈ [0.190, 0.110, 0.700].

At the next time step t = 2, the state vector can be calculated as

s(2) = s(1)T = s(0)TT = s(0)T2 (4.34)

which results in the state vector s(2) ≈ [0.725, 0.165, 0.110]

As we continue this process for increasing time steps t, we can observe how

the state vector s(t) evolves. After repeating this process for many iterations and

calculating s(t) for large values of t, the series of occupation probability distributions

over all time steps is a Markov chain, as shown in Table 4.3.
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Table 4.3: State vector evolving in a Markov chain.

s(0) ≈ [0.200, 0.700, 0.100]

s(1) ≈ [0.190, 0.110, 0.700]

s(2) ≈ [0.725, 0.165, 0.110]

s(3) ≈ [0.462, 0.374, 0.165]

s(4) ≈ [0.379, 0.247, 0.373]

s(5) ≈ [0.526, 0.227, 0.247]

s(6) ≈ [0.485, 0.288, 0.227]

s(7) ≈ [0.447, 0.265, 0.288]

s(8) ≈ [0.482, 0.252, 0.265]

s(9) ≈ [0.480, 0.268, 0.252]

s(10) ≈ [0.467, 0.265, 0.268]

...

s(48) ≈ [0.474, 0.263, 0.263]
s(49) ≈ [0.474, 0.263, 0.263]
s(50) ≈ [0.474, 0.263, 0.263]

As shown in Table 4.3, at large time steps t, the occupation probability distri-

bution becomes time-invariant, and the occupation probability for each state appears

to converge to a steady value. The final values of the stationary distribution from

Table 4.3 are given as

s(t)|t→∞ ≈ [0.474, 0.263, 0.263] (4.35)

The stationary occupation values indicate that the probability that the person is

occupying the house (State 1) is about 0.47, and the probability that the person is

occupying the office (State 2) or lab (State 3) is about 0.26 for either location. A

comparison of the occupation probability distributions for the initial state vector and

the stationary distribution is shown in Fig. 4.10.
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(b) Stationary distribution

Figure 4.10: Occupation distributions from Markov process for house S1, office S2,
and lab S3: (a) initial distribution (from initial state vector) and (b) stationary
distribution.
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In Eq. 4.28, we defined si(t) as a state vector that gives the occupation prob-

ability for state Si at time step t. Figure 4.11 shows the values of s1(t), s2(t), and

s3(t) in the Markov chain (from Table 4.3) over time steps 0 through 20.
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Figure 4.11: Trace of stochastic values in Markov chain for s1, s2, and s3.

This type of plot shows a parameter trace, or a history of the occupation

probability for each state over the time steps. Note that the probabilities in the

Markov chain converge to the stationary values after about 15 time steps.
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We can repeat the simulation of this Markov process using the same transition

matrix in Eq. 4.27, but we instead choose a different initial state vector as

s(0) = [0.1, 0.1, 0.8] (4.36)

The resulting Markov chain is shown in Table 4.4

Table 4.4: State vector evolving in a Markov chain using a different initial state
vector.

s(0) ≈ [0.100, 0.100, 0.800]

s(1) ≈ [0.770, 0.130, 0.100]

s(2) ≈ [0.475, 0.395, 0.130]

s(3) ≈ [0.355, 0.251, 0.395]

s(4) ≈ [0.533, 0.217, 0.251]

s(5) ≈ [0.492, 0.291, 0.217]

s(6) ≈ [0.441, 0.268, 0.291]

s(7) ≈ [0.483, 0.250, 0.268]

s(8) ≈ [0.482, 0.268, 0.250]

s(9) ≈ [0.466, 0.266, 0.268]

s(10) ≈ [0.474, 0.260, 0.266]

...

s(48) ≈ [0.474, 0.263, 0.263]
s(49) ≈ [0.474, 0.263, 0.263]
s(50) ≈ [0.474, 0.263, 0.263]

Note that, at large time steps t and independent of the choice of the initial

state vector, the occupation probability for each state converges to the same steady

values in the previous Markov process (see Eq. 4.35), or

s(t)|t→∞ ≈ [0.474, 0.263, 0.263] (4.37)
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4.5.5 Markov Chain Properties

As shown in Tables 4.3 and 4.4, at large time steps t, the occupation probability

distribution becomes time-invariant (i.e., homogeneous) and is called the stationary

distribution, or π. In a stationary distribution, the occupation probabilities remain

the same when multiplied by the transition matrix, which is represented as

π = Tπ (4.38)

In this case, because we specified the transition matrix in Eq. 4.27, the stationary

distribution shown in Eqs. 4.35 and 4.37 is exactly the true distribution.

Other important properties to consider about this Markov chain are aperi-

odicity and irreducibility. A Markov chain is periodic if it regularly occupies a

certain state on some multiple of the time step (e.g., every 5th time step). A Markov

chain is aperiodic if it can occupy a state at irregular (i.e., random) times [89]. A

Markov chain that is irreducible means that every state is accessible from any other

state over a finite number of time steps and with non-zero probability.

A Markov chain that exhibits homogeneous, aperiodic, and irreducible proper-

ties is known as an ergodic Markov chain. Ergodicity is the tendency for the values

to converge to a stationary distribution at long times, regardless of the choice of the

initial state vector, which is represented as [98]

lim
t→∞

Pjk(t) = πk for all j and k (4.39)

where Pjk are the transition probabilities (Eq. 4.26), j is the initial state, k is the

final state, and πk is the stationary distribution at the final state. Ergodicity is an

important convergence and stability characteristic that allows Markov chains to be

used effectively in Bayesian inference applications.
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4.6 Markov Chain Monte Carlo

In the previous section, we defined a Markov chain as a series of occupation

probability values that result from a stochastic Markov process. In practical applica-

tions, we are not given transition probabilities or a transition matrix that will cause

a Markov chain to converge to its stationary distribution.

This section describes a step method for Markov chains that estimates tran-

sition probabilities. The goal of the estimated transition probabilities is to steer a

parameter search process towards a region of high-probability, and eventually, to a

stationary distribution that best approximates the true posterior distribution. To

achieve this goal, Markov chains can be coupled with a Monte Carlo method and

a random walk algorithm. This coupled process is referred to as Markov chain

Monte Carlo (MCMC), and the result is an MCMC chain of parameter values that

form a posterior probability distribution.

4.6.1 Metropolis-Hastings Step Method

In applications of the Bayesian inference process, two different MCMC al-

gorithms have been widely used: the Metropolis-Hastings algorithm and the Gibbs

sampling algorithm. The Gibbs sampling algorithm is a special case of the Metropolis-

Hastings algorithm. The Metropolis-Hastings step method (or sampling algorithm)

is used in this study, and a flowchart of the Metropolis-Hastings sampling process is

shown in Fig. 4.12.
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Figure 4.12: Flowchart of Metropolis-Hastings step method. Adapted from Fonnes-
beck and Flaxman [99].
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Consider an unknown parameter θ (from Eq. 4.16). To estimate a posterior probabil-

ity distribution for θ, the procedure for the Metropolis-Hastings sampling algorithm

is as follows [89]:

1. Initialize Parameter

Choose an initial value for θ from the prior distribution to begin the simulation.

The prior distribution can be a uniform, normal, or other distribution and

represents our best knowledge of the parameter θ before observing the data.

2. Propose New Value

At the current time step t (or iteration), randomly sample a proposed value θ∗

from a proposal distribution qt(θ|θ∗). In typical applications with the Metropolis-

Hastings step method, the proposal distribution qt(θ
∗|θ) is a normal distribution

with a mean centered at the current value θ and a variance σ2 = 1.

Note that the location of the proposal distribution changes each time a proposed

value θ∗ is accepted. Additionally, the variance σ2 of the proposal distribution is

adjusted throughout the MCMC simulation to achieve an optimal acceptance

rate (i.e., the number of proposed values that are accepted divided by the total

number of MCMC iterations), which will be described in more detail later.

3. Evaluate Acceptance

Calculate the probability of the proposed jump (i.e., the transition probability

of accepting the proposed parameter) using the ratio of the posterior densi-

ties, which includes the forward jump probability qt(θ
∗|θ) and the reverse jump

probability qt(θ|θ∗), and is expressed as

α(θ, θ∗) =
P(θ∗|D,M) · qt(θ∗|θ)
P(θ|D,M) · qt(θ|θ∗)

(4.40)
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where P(θ∗|D,M) and P(θ|D,M) are the posterior probabilities using the pro-

posed value and current value, respectively. Recall that the posterior probability

is the product of the likelihood and the prior (see Eq. 4.16).

Because the proposal distribution is symmetric about its mean (a property of

normal distributions), the forward and reverse jump probabilities are equal, and

Eq. 4.40 can be simplified as

α(θ, θ∗) =
P(θ∗|D,M)

P(θ|D,M)
(4.41)

As discussed in Section 4.3.3, the normalizing constant in Eq. 4.8 can be difficult

to compute (both analytically and numerically), especially for high-dimensional

problems. Note that the Metropolis-Hastings algorithm only requires knowledge

of the unscaled posterior probability (i.e., the normalizing constant cancels out

and is not present in the probability ratio in Eq. 4.41).

4. Accept or Reject

Generate a random value for u from a uniform distribution between 0 and 1.

The value of the parameter at the next time step θ(t+1) is then set according to

θ(t+1) =

{
θ∗ if α(θ, θ∗) > u (accept)

θ otherwise (reject)
(4.42)

Note that if the proposed value is rejected, then the current value θ is retained

and used in the following time step. A rejected sample still counts as an iteration

in the MCMC simulation, and the acceptance rate decreases with each rejection.

We then proceed to the next time step t + 1 and return to Step 2 in the

Metropolis-Hastings algorithm. After all of the iterations, the result is an

MCMC chain of parameter values that form a posterior probability distribu-

tion for θ.
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4.6.2 Proposal Distributions and Acceptance Rates

As described above in Step 2: Propose New Value, the proposed value θ∗ is

sampled from a proposal distribution qt(θ|θ∗), which is a normal distribution with

a mean centered at the current value θ and a variance σ2 = 1. An example of the

Metropolis-Hastings step method for six consecutive iterations is shown in Fig. 4.13.

Note that, for each iteration, the proposal distribution is centered at the current value

of θ and that the location of the proposal distribution changes each time a proposed

value θ∗ is accepted [89].

In addition to a proposal distribution that changes location after each proposed

value is accepted, the Metropolis-Hastings step method uses an adaptive scale factor

to increase or decrease the variance σ2 of the proposal distribution based on the

current acceptance rate.

If the proposal distribution is too large, then too many proposed values will

be rejected (low acceptance rate), and the MCMC chain will get “stuck” in different

regions of the sample space, which will result in high correlation between sample

draws. Autocorrelation of samples will be discussed in more detail in Section 4.8.

If the proposal distribution is too small, then too many proposed values will

be accepted (high acceptance rate), and the MCMC chain will take very small steps

towards the true posterior distribution. In this case, the parameter search process will

be very inefficient. The goal of the adaptive scale factor is to adjust the variance σ2 of

the proposal distribution such that the acceptance rate is near an optimal value [88].

The optimal acceptance rate for a univariate problem is about 0.44 [100]. For

high dimensional problems, the optical acceptance rate scales as 2.4/
√
d, where d is

the dimensionality of the problem, or about 0.23 for a high-dimensional, multivariate

problem [100].
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(c) Iteration 3
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(d) Iteration 4
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(e) Iteration 5
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Figure 4.13: Visualization of Metropolis-Hastings step method sampling from a pos-
terior distribution over six MCMC iterations. Adapted from Bolstad [89].
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4.6.3 Adaptive Metropolis-Hastings Step Method

In addition to the standard Metropolis-Hastings method, there are adaptive

(or blockwise) Metropolis-Hastings methods, which can be useful in high-dimensional

problems [101]. Adaptive Metropolis-Hastings methods extend the Metropolis-Hastings

method by using the history of the parameter search process to steer the proposal

distribution [102]. In problems with multiple unknown parameters (multivariate prob-

lems), the covariance describes how the random variables change with one another,

which is referred to as correlation between parameters. If two variables exhibit sim-

ilar behavior, then the covariance is positive; if two variables show opposite behavior,

then the covariance is negative. Adaptive Metropolis-Hastings step methods tune or

adjust the covariance of the proposal distribution such that it is proportional to the

true posterior covariance [88].

Additionally, adaptive Metropolis-Hastings methods use information about the

correlation between parameters to perform block-updating on groups (or blocks) of

unknown parameters. This is useful for MCMC simulations with a large number of

parameters (i.e., more than 5 parameters) and can result in quicker convergence to the

true posterior distribution compared to the standard Metropolis-Hastings method.

Note that adaptive Metropolis-Hastings methods can be non-Markovian be-

cause they use information from more than just the previous state in the Markov

chain. However, the adaptive Metropolis-Hastings implementation used in this study

still exhibits ergodic properties and is irreducible (see Section 4.5.5) [102]. To demon-

strate the effectiveness of these methods for high-dimensional problems, the adaptive

Metropolis-Hastings method will be used in Chapter 5 for a multivariate transient

CFAST example and a multivariate pyrolysis example using FDS.

211



4.6.4 Summary

Markov chain Monte Carlo algorithms such as the Metropolis-Hastings and

adaptive Metropolis-Hastings step methods can efficiently search a parameter space,

especially for high-dimensional problems. The goal of MCMC methods is to numer-

ically integrate a posterior distribution that is representative of the true posterior

distribution. In practice, MCMC algorithms can be slow and difficult to implement.

However, there are several robust and readily available MCMC implementations that

can be used in engineering and modeling problems, such as the Python module PyMC.

To demonstrate the use of MCMC algorithms in Bayesian inference applications, we

will explore a number of example problems using PyMC in Section 4.12 and Chapter 5.
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4.7 Approximating Initial MCMC Values

One issue with numerical optimization and probability distribution sampling

techniques is how to define the initial values. MCMC chains that use different initial

values will have different mixing behavior (i.e., they will explore a parameter space

at different rates).

To minimize the effect of the choice of the initial values, one option in MCMC

simulations is to run the simulation for a large number of iterations and discard some

portion of the beginning of the simulation to minimize the effect of the initial val-

ues. This is referred to as the burn-in period, or the period for which samples are

discarded. By discarding some portion of the initial samples, we can focus on the

latter part of the MCMC simulation that is more representative of the true poste-

rior distribution. However, the determination of the length of the burn-in period is

arbitrary and scenario-dependent. Sample burn-in periods will be discussed more in

Section 4.8.

As an alternate and more efficient approach, there are methods to initialize

an MCMC simulation in a region of high probability without using a longer burn-in

period. This can be achieved by using a maximum a posteriori (MAP) probability es-

timation method. In Bayesian statistics, a MAP estimate is the mode (or peak value)

of the posterior distribution. A MAP estimation method is a type of optimization

scheme that uses an objective function to determine a set of optimized values (see

Section 3.1.1) and incorporates information from the prior distribution.

For a given problem, a MAP estimation method can be used before starting an

MCMC simulation, and the resulting MAP estimate values can be retained as initial

values in the MCMC simulation. Some practical examples that use MAP estimates

as starting values in MCMC simulations will be presented in Chapter 5.
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4.8 MCMC Chain Convergence and Mixing Diagnostics

Recall that an MCMC chain, as described in Section 4.6, is a series of pa-

rameter values that are obtained from an MCMC simulation. As an MCMC chain

explores a parameter space, the goal is that the MCMC simulation steers the param-

eter towards a region of high probability such that the resulting posterior distribution

of the parameter is representative of the true posterior distribution.

Some questions arise when conducting an MCMC simulation, such as:

• How many iterations are required to accurately represent the true posterior

distribution?

• How do we know when MCMC convergence has been achieved?

• How can we assess how well the MCMC chain is exploring the true posterior

distribution?

• Which MCMC step methods can efficiently explore a complex parameter space?

These questions become quite important if we are planning to use the results of

an MCMC simulation to make inferences about unknown parameters. In an MCMC

simulation, we cannot simply monitor a single metric or residual error to evaluate

the “goodness of fit” for a given model and set of input parameters. This is because,

unlike optimization methods based on objective functions, MCMC simulations do

not converge to a single solution. Rather, the goal of an MCMC simulation is to

locate a region of high probability and continue exploring this space to construct

an accurate representation of the true posterior distribution. When we say than an

MCMC simulation has converged, we really mean that the samples of the unknown

parameters are being drawn around a high-probability region that represents the true

posterior distribution.
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We will now discuss various convergence diagnostics that can be used to verify

that an MCMC simulation is exploring a high-probability region and that the results

will be representative of the true posterior distribution.

Recall that a parameter trace is a history of occupation probabilities for vari-

ous states in a Markov process (see Fig. 4.11). Two commonly used metrics to assess

a parameter trace are (1) stationarity and (2) time to reach stationarity. For station-

arity, we want to determine if an MCMC chain has reached its stationary distribution,

i.e., the simulated posterior distribution remains stable. The time to reach the sta-

tionary distribution is called the burn-in period, or the number of samples that are

required for an MCMC chain to achieve stationarity. The time-evolving behavior of

a parameter in an MCMC chain is referred to as chain mixing and depends on a

number of factors. A chain with adequate mixing traverses its posterior distribution

with small, continuous fluctuations. A chain with poor mixing does not sufficiently

explore its posterior distribution. If a parameter is not sufficiently mixing, then the

posterior distribution for that parameter might not be representative of the true pos-

terior distribution, which can affect the accuracy of any inference made about that

parameter value.

Another useful metric to quantify MCMC results is the autocorrelation of a

given parameter. The autocorrelation of a parameter describes the cross-correlation

of a parameter with itself, i.e., time steps when the value of the parameter is not

changing. In other words, it is a way to quantify the level of random mixing in an

MCMC chain. Highly random and uncorrelated samples indicate good exploration

of the parameter space. Low autocorrelation of a parameter is desired because it

indicates that an MCMC chain is exploring its posterior distribution without repeated

values. The following sections describe various levels of chain mixing in more detail.
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4.8.1 Adequate Chain Mixing

Consider an MCMC chain that exhibits adequate mixing behavior, as shown

in Fig. 4.14. In this figure, the small, repeated oscillations around a mean value

indicate convergence around a region of high probability.
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Figure 4.14: Parameter trace for MCMC chain with adequate mixing.
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In Fig. 4.15, the associated autocorrelation plot shows a peak at zero lag (i.e.,

samples are expected to correlated with themselves at a lag of zero), then very little

correlation between the chain values at other lag values, which is a desirable result.
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Figure 4.15: Autocorrelation plot for MCMC chain with adequate mixing.

This is an example of an MCMC chain that, given enough samples, should

reasonably describe its true posterior distribution. In this case, the resulting posterior

distribution could then be used for making inferences about an unknown parameter.
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4.8.2 Poor Chain Mixing

Consider an MCMC chain that exhibits inadequate/poor mixing behavior, as

shown in Fig. 4.16.
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Figure 4.16: Parameter trace for MCMC chain with inadequate mixing

A shown in Fig. 4.16, the steps around an apparent mean value exhibit “lags”

in the trace during which little progress is being made in exploring the parameter

space. In other words, several iterations are required before a proposed value is

accepted. This problem might be due to a proposal distribution that is too large,

which can lead to a high rejection rate, and thus the same parameter value is retained

for many MCMC iterations.

These “lags” can be observed more clearly in the autocorrelation plot shown

in Fig. 4.17. At small lag numbers, the autocorrelation between samples is high.
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Figure 4.17: Autocorrelation plot for MCMC chain with inadequate mixing.

This type of MCMC chain behavior indicates poor mixing of the region of

high probability, which means that the posterior distribution might not be represen-

tative of the true posterior distribution. This is an example of an MCMC chain that

could not be reasonably used for making inferences about the parameter due to high

autocorrelation.

One solution to this type of chain mixing problem is to run the MCMC sim-

ulation for more iterations and to thin the samples in the resulting chain. Sample

thinning is a post-processing technique that only uses every nth sample from the pa-

rameter trace to describe the posterior distribution, where n is specified by the user.

In other words, sample thinning accounts for some rejections during the MCMC pro-

cess and only uses a portion of the samples in an attempt to reduce the amount of

autocorrelation between samples.
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4.8.3 Delayed Chain Mixing

Consider various MCMC chains that use different initial values, as shown in

Fig. 4.18. The chains explore the parameter space at different rates, and after an

initial search period, the chains appear to have converged to the same region of high

probability. In other words, the MCMC chains exhibit adequate mixing, but only

after an initial search period. One method to verify that the posterior distribution

that is being sampled is the true posterior distribution is to run a number of MCMC

simulations using different initial values. This process is referred to as an ensemble

simulation.
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Figure 4.18: MCMC chain with delayed mixing.
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As shown in Fig. 4.18, each MCMC chain exhibits a tendency to converge to a

mean value, regardless of its initial value (i.e., ergodicity). For each MCMC chain, the

trace results before Iteration 400 would skew the resulting posterior distribution with

preliminary values, thus we are not interested in retaining this information. Because

we are not interested in these earlier samples in the MCMC chain, we can discard

these values by specifying a burn-in period of 400 iterations in this example.

The goal of specifying a burn-in period is to discard preliminary samples and

only retain samples from a later time in the simulation, where the MCMC chain

might be a better approximation of the true posterior distribution. If the burn-in

period is sufficient and the posterior space is being explored adequately, then the

MCMC simulations shown in Fig. 4.18 can be considered to be mixing sufficiently,

and inference could be made based on the resulting posterior distributions.
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4.8.4 Nonconverging Chain

Consider an MCMC chain that does not converge to a region of high proba-

bility, as shown in Fig. 4.19.
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Figure 4.19: MCMC chain with nonconvergence.

As shown in Fig. 4.19, the MCMC chain continues to search the parameter

space, but does not appear to be converging to a region of high probability. This type

of problem can be the result of a number of different MCMC issues. The MCMC sim-

ulation might need to be run for more iterations to allow the chain to converge to

a region of high probability. Or, this problem might be indicative of an inappropri-

ate model or inaccurate/inadequate data. This is an example of an MCMC chain

that could not be reasonably used for making inferences about the parameter due to

nonconvergence of the samples.
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4.8.5 Summary

Although there is no single, universal method to determine if an MCMC chain

has converged to its true posterior distribution, various MCMC diagnostics and met-

rics were presented that can be used to assess MCMC chain convergence. The use of

visual approximations (using parameter trace and autocorrelation plots) is a simple

method that we have used throughout this section to assess the mixing behavior of a

given MCMC chain.

Some additional MCMC convergence diagnostics are available and are de-

scribed as follows. Geweke [103] developed moment-based methods that compare

the mean and variance of samples at different points in the MCMC chain. Raftery

and Lewis [104] developed a method to estimate the number of iterations required

to achieve MCMC chain convergence. Gelman and Rubin [105] described a method

that employed multiple MCMC chains to check for convergence by similarity.

The convergence diagnostics discussed in this section will be utilized in prac-

tical fire dynamics and fire modeling examples in Chapter 5.
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4.9 Interpreting Bayesian Data Analysis Results

The result from a MCMC simulation is a posterior probability distribution

for each unknown parameter of interest. After a probability distribution has been

obtained from an MCMC simulation, various statistical metrics that make use of the

detail provided by the full distribution can be used to characterize the shape of a

distribution.

Now that we have discussed sampling methods for posterior distributions, it

is useful to discuss various statistical metrics that describe the location, spread, and

other characteristics of a posterior probability distribution.

224



4.9.1 Characterizing Posterior Distributions

Various statistical metrics can be used to characterize the resulting posterior

distribution of an unknown parameter. The mean, median, mode of the distribution

can be used to describe the location of the posterior distribution. The standard

deviation, variance, and percentiles can be used to describe the dispersion (or spread)

of the posterior distribution.

Recall that a posterior distribution P(θ|D,M) (defined in Section 4.3.5) is

the probability that a model parameter θ will produce the measured data D us-

ing model M. Consider an arbitrary posterior distribution P(θ|D,M), as shown in

Fig. 4.20.

Mean
Median
Mode

Figure 4.20: Location descriptions of a probability distribution: mean (solid line),
median (dash-dot line), and mode (dashed line).
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We can discuss quantitative measures of a probability distribution in terms of

statistical moments. A moment is a measure of the shape (and other aspects) of a

distribution. Given a probability distribution function P(x), the nth moment of the

distribution is given by

Mn =

∫ b

a

xnP(x) dx (4.43)

Location Parameters

The first moment M1 of a distribution is the mean of the distribution. The

mean is the most frequently used statistical metric to describe the central tendency of

a distribution, but it can be heavily influenced by outliers. The mean µ of a posterior

distribution P(θ|D,M) can be calculated as the first moment of the distribution,

which is given by [85]

µ =

∫ 1

0

θ · P(θ|D,M) dθ (4.44)

In Fig. 4.20, the mean value (solid line) is shifted to the right of the distribution to

account for the “tail” of the distribution to the right of the peak value.

The median is a value in a distribution where 50 % of the values in the distri-

bution are smaller than this value, and the other 50 % of the values in the distribution

are larger than this value, where the cumulative distribution of P(θ|D,M) is given

in Eq. 4.45. The median is not influenced by outliers. The median of a posterior

distribution can be numerically calculated as the solution of [85]∫ median

0

P(θ|D,M) dθ = 0.5 (4.45)

In Fig. 4.20, the median value (dash-dot line) lies between the mean and the mode.

The mode of a distribution (dashed line in Fig. 4.20) coincides with the peak

value of the distribution. The mode of a posterior distribution is also referred to as
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the maximum a posteriori (MAP) probability estimate because it is the value that

maximizes the posterior distribution. For a unimodal distribution, the mode can be

calculated by setting the derivative of the posterior distribution to zero [85].

Dispersion Parameters

The second moment M2 of a distribution is the variance of the distribution,

which describes the dispersion (or spread) of a probability distribution. The variance

σ2 of a posterior distribution P(θ|D,M) is defined as [85]

σ2 =

∫
(θ − µ)2 · P(θ|D,M) dθ (4.46)

The standard deviation σ is the square root of the variance, and is used more com-

monly than the variance to describe the spread of a distribution because its units and

magnitude are more comparable to the mean value. For a Gaussian normal distribu-

tion, about 68 % of the values lie within one standard deviation of the mean value,

about 95 % of the values lie within two standard deviations of the mean value, and

about 99.7 % of the values lie within three standard deviations of the mean value.

The spread of a distribution can also be characterized by percentiles that

contain a certain percentage of the distribution below a given value of θ, and can be

computed as the solution to the following cumulative distribution [85]

k = 100 ·
∫ θk

−∞
P(θ|D,M) dθ (4.47)

where k is the percentage of the distribution to compute, and θk is the parameter

value that corresponds to the kth percentile. For example, if k = 25, then the 25th

percentile contains 25 % of the distribution below the corresponding value of θk. Note

that the 50th percentile is equal to the median (Eq. 4.45). Quartiles (i.e., the 25th,

50th, and 75th percentiles) are commonly used to describe the dispersion of probability

distributions.
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Summary

The Python module PyMC computes and reports the posterior mean, median,

quartiles, and standard deviation for each unknown parameter θ. Additionally, all

parameter values in the posterior distribution are saved in PyMC, and the NumPy and

SciPy packages in Python can then be used to compute other statistical quantities

of interest. These computational tools will be used in an example in Section 4.12.

In this study, the mean value and standard deviation will be used to describe

the location and spread, respectively, of the posterior distributions determined using

Bayesian inference. In the following section, we will discuss intervals or ranges within

distributions that contain the true parameter value with some level of certainty or

credibility.
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4.9.2 Credible Intervals and Confidence Intervals

We have discussed various statistical metrics that can characterize the shape

of probability distributions, such as the mean, median, and mode. Often, we also

want to determine a range of values (or interval) that contains the true parameter

value with some level of certainty or credibility. In Bayesian statistics, this range of

values is called a credible interval (or highest posterior density (HPD) interval).

For example, a 95 % credible interval of [10, 20] for an unknown parameter θ means

that there is a 95 % probability that the true value of the parameter θ lies between

10 and 20. A 95 % credible interval with equal tails at each end of a distribution can

be determined by calculating the 2.5th and 97.5th percentiles.

A credible interval without equal tails on each end (i.e., the interval can exist

anywhere within the posterior distribution) can be determined as follows. Given the

cumulative distribution of a posterior probability distribution, the goal of a credible

interval is to determine the lower bound θlower and upper bound θupper of the interval

for the parameter θ such that [89]

(1− α) = P(θlower < θ < θupper) =

∫ θupper

θlower

P(θ|D,M) dθ (4.48)

where α is between 0 and 1 and is the portion of the distribution that falls outside of

the desired credible interval (i.e., the tails of the distribution). The shortest interval

that has a probability equal to the desired probability is the (1− α)× 100% credible

interval.
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As a simple example of a credible interval, consider a posterior distribution

represented by a Gaussian normal distribution with a mean of 15 and a standard

deviation of 3, as shown in Fig. 4.21.
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Figure 4.21: 95 % credible interval of a probability distribution. The endpoints of
the 95 % credible interval are shown as dashed lines, and the shaded region of the
distribution indicates the portion of the distribution that contains 95 % of the values
of θ.

If we want to determine the 95 % credible interval with equal tails for the

distribution shown in Fig. 4.21, we compute the 2.5th and 97.5th percentiles using

Eq. 4.47, and the resulting interval is approximately [9.12, 20.9]. In Fig. 4.21, the

endpoints of the 95 % credible interval are shown as dashed lines, and the shaded

region of the distribution indicates the portion of the distribution that contains the

true value of θ with a probability of 0.95.
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The Python module PyMC computes and reports the 95 % credible interval

(both with and without equal tails) for each unknown parameter θ. Additionally, all

parameter values in the posterior distribution are saved in PyMC, and the NumPy and

SciPy packages in Python can then be used to compute other intervals or quantities

of interest. These computational tools will be used in an example in Section 4.12.

In frequentist statistics, a statistical metric that is comparable to the credible

interval is the confidence interval, e.g., a 95 % confidence interval. A confidence

interval is defined as [89]

(1− α) = P(θlower ≤ θ ≤ θupper) (4.49)

where θlower and θupper are the endpoints of the interval, and θ is the parameter of

interest. In this case, the lower and upper endpoints of the interval are random

variables given repeated random trials.

In general, confidence intervals and credible intervals are not equivalent. A

95 % confidence interval is commonly thought to mean that the true value of a param-

eter has a 95 % probability of existing within the confidence interval. However, this

is not a valid interpretation. In frequentist terms, the probability that a parameter is

within a given interval can only be 0 or 1. In other words, for a given set of randomly

generated confidence interval endpoints, the true value is either inside (probability

of 1) or outside (probability of 0) of the interval.

In summary, a confidence interval is the probability that the endpoints of an

interval (after several random trials) will contain the true value of a parameter. A

credible interval (used in Bayesian statistics) is an interval that contains the true

value of a parameter with some probability. A credible interval is a more practical

and intuitive method of describing parameter uncertainty in terms of an interval

estimate.
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4.10 Comparing Different Models

In inverse problems, optimization problems, and statistical inference methods,

it is often useful to compare the accuracy of various models with differing levels of

complexity (i.e., different model classes). This section describes metrics that are

commonly used to perform relative comparisons between different models. These

metrics can be used to perform model selection, which is the selection of an appro-

priate statistical model (which can include a physical model) from a set of candidate

models based on observed data.

4.10.1 Akaike Information Criterion

In frequentist statistical inference approaches, the goodness of fit of a statistical

model (i.e., how well a model describes a set of observations) can be calculated using

various metrics. One such metric is the Akaike information criterion (AIC), which

is a measure of model accuracy versus model complexity. The AIC can be used as

a relative metric when comparing different models. Note that, because the AIC is a

relative metric, it cannot be used to determine absolute performance of how well a

model fits data.

The AIC is defined as

AIC = 2k − 2 ln(L) (4.50)

where k is the number of model parameters, and L is the maximized value of the

likelihood function for the model. In practical applications, for a number of different

models, the model with the lowest AIC value is preferred. Note that the AIC penalizes

models that require more input parameters (complexity) because models with a large

number of input parameters can result in overfitting of the data. On the other hand,

the AIC favors models that have a higher maximized likelihood (accuracy).
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4.10.2 Bayesian Information Criterion

In Bayesian inference, a method similar to the AIC for comparing different

models is the Bayesian information criterion (BIC). The BIC was developed in the

Bayesian context by Schwarz [106] as a method to determine the appropriate number

of dimensions for a model to adequately describe observed data. The BIC assumes

that the data distribution is in the exponential family (e.g., normal, beta, gamma,

and exponential distributions) and is defined as

BIC(D|k) = −2 ln(P(D|k)) (4.51)

where D is the observed data, k is the number of model parameters, and P(D|k) is

the likelihood, i.e., the probability of obtaining the data given k number of model

parameters. The right hand side of Eq. 4.51 can be expanded to yield

BIC = k ln(n)− 2 ln(L) (4.52)

where n is the number of observed data points (i.e., the sample size of the data), and

L is the maximized value of the likelihood function for the model. Similar to the AIC,

the BIC is a relative metric that can be used when comparing different models, and

the model with the lowest BIC value is preferred. The BIC penalizes models that

tend to overfit the data (i.e., more parameters) more strongly than the AIC.
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4.10.3 Deviance Information Criterion

A useful generalization of the AIC and BIC models for Bayesian inference

methods is the deviance information criterion (DIC) [107]. First, we introduce the

deviance of a model, which is a metric used to determine the quality of fit for a model

and is represented as

Dev(θ) = −2 ln(P(D|θ)) + C (4.53)

where D is the observed data, θ represents the model parameters, and C is a constant

that cancels out when comparing different models.

The DIC is useful in model selection problems in which the posterior dis-

tributions were obtained via MCMC sampling methods, as it is trivial to compute

during the MCMC simulation. Rather than calculating the maximum likelihood for

the model, the DIC computes the average deviance Dev over the total number N of

MCMC iterations as

Dev =
1

N

N∑
i=1

Dev(D|θ) (4.54)

The average deviance is a measure of how well the model fits the observed data

(smaller is better). The effective number of model parameters can be computed as

pD = Dev−Dev(θ) (4.55)

Using the definitions of the effective number of model parameters, the average de-

viance, and the deviance, the DIC is then represented as

DIC = 2pD + Dev(θ) (4.56)

where Dev(θ) is the deviance evaluated at the average value of the parameter θ. A

larger value for Dev(θ) means that it is easier for the model to fit the data. Combining

Eqs. 4.55 and 4.56 results in

DIC = pD + Dev (4.57)
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Similar to the AIC and BIC, the DIC is a relative metric that can be used when

comparing different models, and the model with the lowest DIC value is preferred.

The DIC is only a relative measure, and only differences in the DIC between models

should be considered. Note that the DIC can be negative because the probability

density function can be greater than one (e.g., if the standard deviation is small),

which results in a negative value for the deviance and DIC in Eqs. 4.53 and 4.57,

respectively. The DIC will be used in a practical example in Chapter 5 to compare

different models.
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4.11 Propagation of Uncertainty

Using the Bayesian inference approach, we can calculate posterior distributions

for various input parameters such as fire size and fire location. We can then make use

of these posterior distributions in forward modeling exercises to predict the probability

that a certain (unobservable) event will occur. For example, we can use samples from

a distribution of design fire sizes Q̇ as inputs to fire model simulations, as shown in

Fig. 4.22. With enough predictions, we can then compute the probability that the

hot gas layer temperature THGL will exceed a certain value or that the probability

that a critical target will be damaged due to heat flux from the fire.
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T H

G
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Figure 4.22: Propagation of a distribution through a fire model: Input fire size dis-
tribution (left) propagated through a fire model to determine the output distribution
of hot gas layer temperatures (right).

The propagation of an input parameter distribution through a fire model to

obtain a distribution of model outputs can be computationally expensive, as it would

require a large number of samples from the input distribution to represent the full

output distribution. The propagation of input probability distributions can be done

using moment-based methods and distribution reconstruction methods that can ef-

fectively parameterize the full distributions and reduce the amount of information to

be propagated through the model. Some examples of moment-based methods are the

quadrature method of moments (QMOM) [108, 109] or direct quadrature method of

moments (DQMOM), as detailed in a study by Upadhyay and Ezekoye [110].
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An example low-order parameterization of the input probability distribution

of fire sizes Q̇ using DQMOM is shown in Fig. 4.23. Rather than propagating detailed

information about the probability distribution (left side of Fig. 4.23), a relatively small

number of points Q̇i and weights Wi (e.g., two or three) can be used to accurately

describe the full probability distribution (right side of Fig. 4.23).

W1

W2

W3

Q

n(
Q
)

.

.

Q1

n(
Q
)

.

.

Q2

.
Q3

.

Figure 4.23: Detailed probability distribution (left) represented by quadrature points
and weights of moments (right).

The reduced representation of the probability distribution can then be propagated

through the model, as shown in Fig. 4.24.
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Figure 4.24: Detailed probability distribution (left) represented by quadrature points
and weights of moments (right).

The reduced representation (right side of Fig. 4.24) can then be used to recon-

struct the full probability distribution of the output quantity, thereby reducing the

amount of computational expense required to obtain a distribution of the predicted

quantity of interest.
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4.12 Bayesian Inference using PyMC

PyMC is a Python module that implements Bayesian statistical models and

fitting algorithms, including Markov chain Monte Carlo. To introduce the syntax and

procedure for running an MCMC simulation in PyMC using the concepts discussed in

this chapter, we start with a simple example that consists of about 30 lines of Python

code.

4.12.1 Problem Setup

Consider a case with a single unknown parameter θ (univariate case). We

want to fit the data using the model xθi = Di, where xi are the input values, θ is the

unknown parameter that we want to invert for, and Di are the observed data values.

To generate the observed data values Di, the input values xi were [1, 2, 3, 4, 5], the

output values were generated from x2 as [1, 4, 9, 16, 25], and 10 % Gaussian noise was

added to the output values. The inputs, outputs, and observed data (outputs with

added noise) are shown in Table 4.5.

Table 4.5: Inputs and outputs for x2 example.

Inputs Outputs Observed Data Di

xi (Outputs with
Added Noise)

1 1 0.83
2 4 3.72
3 9 8.91
4 16 18.4
5 25 21.8

By inspecting the model inputs and outputs in Table 4.5, we expect the mean

of the unknown parameter to be θ ≈ 2 because the data were generated using the

model x2 with added noise.
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We are interested in computing the posterior distribution P(θ|D,M) of the

parameter θ given the data and a model, which was given in Eq. 4.16 as

P(θ|D,M) ∝ P(D|θ,M) · P(θ|M) (4.58)

For a single data point, the likelihood P(D|θ,M) can be approximated by a normal

(Gaussian) distribution as

P(D|θ,M) =
1

σL

√
2π

exp

(
− 1

2σ2
L

(Di −Xi(θ))
2

)
(4.59)

where Di is the observed data point, and Xi(θ) is the model output. To avoid con-

fusion between the standard deviation of the unknown parameter and the standard

deviation of the likelihood, we will denote the standard deviation of the likelihood as

σL for the remainder of this study.

Assume that we have no prior knowledge about the unknown parameter θ.

Therefore, we estimate a range for the prior using a uniform distribution with a

lower bound of 0 and an upper bound of 5, which is represented as

f(x) =

{
1
b−a for a ≤ x ≤ b

0 for x < a or x > b
(4.60)

where b and a are the upper and lower limits of the uniform prior, or 5 and 0,

respectively. The posterior distribution for multiple observed data points is computed

as

P(θ|D,M) =
n∏
i=1

[P(Di|θ,M)] · P(θ|M) (4.61)

where n is the number of observed data points Di. Substituting Eqs. 4.59 and 4.60

into Eq. 4.61 results in

P(θ|D,M) =
n∏
i=1

[
1

σL

√
2π

exp

(
− 1

2σ2
L

(Di −Xi(θ))
2

)]
· 1

b− a
(4.62)
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4.12.2 Nuisance Parameters and Marginalization

In Eq. 4.62, the reciprocal of the standard deviation squared (in the likelihood

term), or 1/σ2
L, is also known as the precision τ . Because we do not have any infor-

mation about the standard deviation of the likelihood σL in Eq. 4.62, we will also

consider this value to be an unknown parameter and include it in the search process.

The standard deviation σL is called a nuisance parameter. A nuisance parameter is

a parameter that is not of immediate interest (i.e., it is not a model input parameter)

but must be accounted for to analyze the parameters of interest [88]. At the end of

an MCMC simulation, we are primarily interested in the posterior distribution of the

parameter of interest, which can be described in terms of its marginal distribution.

A marginal distribution is a posterior distribution that is described only

in terms of one parameter of interest by integrating the other parameters out of the

joint posterior distribution [89]. This process is referred to as marginalization. In this

case, the marginal distribution of the θ parameter can be calculated by marginalizing

the nuisance parameter σL out of the joint posterior distribution, which is given by

P(θ|D,M) =

∫
P(θ, σL|D,M) dσL (4.63)

In this case, the marginalization process results in a posterior distribution that is

described only in terms of the parameter of interest, or P(θ|D,M).
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4.12.3 PyMC Model Specification

The Python code for this example is shown below in its entirety. Typically,

the data, model, and PyMC simulation code are best organized into separate Python

script files. However, for simplicity, we combined this model into one file to give a

clear explanation and walkthrough of the steps involved in a PyMC simulation.

#!/usr/bin/env python

import numpy as np
import pymc as mc

# Data
inputs = np.array([1, 2, 3, 4, 5])
data = np.array([1, 4, 9, 16, 25])

# Add 10% Gaussian noise to data
data = data + data * 0.10 * np.random.normal(size=len(data))

# Priors
theta = mc.Uniform('theta', lower=[0], upper=[5], value=[2.5])
sigma = mc.Uniform('sigma', lower=[0], upper=[10], value=[1])

# Deterministic node for y_mean from model
@mc.deterministic
def y_mean(theta=theta, inputs=inputs):

return inputs**theta

# Stochastic node set to observed (data)
y_obs = mc.Normal('y_obs', value=data, mu=y_mean,

tau=sigma**-2, observed=True)

# Generate model
m = mc.MCMC([theta,sigma])

# Configure and run MCMC simulation
m.sample(iter=10000, burn=5000, thin=10)

# Plot resulting distributions and convergence diagnostics
mc.Matplot.plot(m, format='pdf',

path='../Figures/example_simple_x_squared',
common_scale=False)

# Display results
m.summary()
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The Bayesian inference procedure for this example is described in the following steps:

1. Import Python Modules

The above code starts with the lines

#!/usr/bin/env python

import numpy as np
import pymc as mc

The first line defines the code as a Python script, and denotes that it should

be run with the Python interpreter. The two import lines tell Python to load

the external Python modules NumPy and PyMC as the short names np and mc,

respectively.

2. Import Data

The lines that follow define the inputs and data that we prescribed above

# Data
inputs = np.array([1, 2, 3, 4, 5])
data = np.array([1, 4, 9, 16, 25])

# Add 10% Gaussian noise to data
data = data + data * 0.10 * np.random.normal(size=len(data))

The variables inputs and data were defined as NumPy arrays, which allow

for efficient array operations in Python. Here, we also add 10 % of Gaussian

noise to the observed data.
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3. Define Priors

The next two lines define the prior distributions for the unknown parameters θ

and σL

# Priors
theta = mc.Uniform('theta', lower=[0], upper=[5], value=[2.5])
sigma = mc.Uniform('sigma', lower=[0], upper=[10], value=[1])

The first line defines the unknown parameter θ (denoted as theta) as a uniform

distribution with a lower bound of 0, an upper bound of 5, and an initial value

of 2.5. The second line defines the standard deviation of the likelihood σL

(denoted as sigma) as a uniform distribution with a lower bound of 0, an

upper bound of 10, with an initial value of 1. Note that, when working in

PyMC, the parameter space is internally transformed to the MCMC space using

logit(θ) = ln

(
θ

1− θ

)
(4.64)

4. Construct Model

We formulate the governing model equation xθ = D (which is denoted in PyMC

as inputstheta = y mean) using the lines

# Deterministic node for y_mean from model
@mc.deterministic
def y_mean(theta=theta, inputs=inputs):

return inputs**theta

In this configuration, the @mc.deterministic line is a Python decorator

that tells PyMC that y mean is a deterministic node, the theta and inputs

parameters are read in, and the return line returns the result of xθ. Note that

the predicted value (or model output) y mean is equivalent to the Xi(θ) term

in Eq. 4.62.
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5. Construct Likelihood

We formulate the likelihood function via the line

# Stochastic node set to observed (data)
y_obs = mc.Normal('y_obs', value=data, mu=y_mean,

tau=sigma**-2, observed=True)

In this setup, the likelihood P(Di|θ,M) is represented by a normal distribution

N(µ, σ2
L), where µ and σ2

L are unknown (see Eq. 4.62), and are denoted as

mu and sigma in PyMC, respectively. The mean mu is equal to y mean from

Step 4 and is a function of the unknown parameter θ. The precision tau is the

reciprocal of the standard deviation of the likelihood squared, or 1/σ2
L, where σL

is sampled from the uniform prior for sigma. The observed data Di in Eq. 4.62

are denoted as data. The observed=True parameter tells PyMC that the

data are fixed values that should not be changed.

6. Set MCMC Parameters and Run MCMC Simulation

The data, prior distributions, model, and likelihood have been defined in PyMC.

We can now configure and run the MCMC simulation using the following lines

# Generate model
m = mc.MCMC([theta,sigma])

# Configure and run MCMC simulation
m.sample(iter=10000, burn=5000, thin=10)

The first line initializes the MCMC simulation and reads in the unknown param-

eters and their priors. In the second line, the total number of MCMC iterations

was specified as 10 000, the burn-in period was specified as 5000 iterations, and

the MCMC samples will be thinned by a factor of 10.

244



7. Plot Results

This line generates plots that summarize the posterior distributions.

# Plot resulting distributions and convergence diagnostics
mc.Matplot.plot(m,

format='pdf',
path='../Figures/example_simple_x_squared',
common_scale=False)

8. Output Results

This line outputs a text summary of the posterior distributions.

# Display results
m.summary()

245



4.12.4 Results

We run the MCMC simulation, and the output from PyMC was

[****************100%******************] 10000 of 10000 complete

sigma:

Mean SD MC Error 95% HPD interval
------------------------------------------------------------
2.815 1.444 0.089 [ 1.06 5.444]

Posterior quantiles:

2.5 25 50 75 97.5
|-------------|=============|=============|-------------|
1.223 1.798 2.473 3.42 7.384

theta:

Mean SD MC Error 95% HPD interval
------------------------------------------------------------
1.947 0.092 0.004 [ 1.773 2.1 ]

Posterior quantiles:

2.5 25 50 75 97.5
|-------------|=============|=============|-------------|
1.756 1.917 1.958 1.992 2.091

This simulation required about 3 s of run time. In this example, the resulting posterior

distribution for θ has a mean value of 1.95 and a standard deviation of 0.09. Thus,

the resulting posterior mean of the model parameter θ is equal to 1.95. The relative

error compared to the true solution θ = 2 is calculated as 2.5 %.
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Figure 4.25 shows the parameter trace (upper left), autocorrelation (bottom

left), and histogram of the posterior distribution (right) for the θ parameter. The solid

vertical line in the histogram represents the posterior mean value, and the dashed

vertical lines indicate the quantiles of the posterior distribution, or the 25th and 75th

percentiles.
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Figure 4.25: PyMC results for model parameter θ, x2 example: parameter trace (upper
left), autocorrelation plot (bottom left), and posterior distribution (right).
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4.12.5 Convergence Diagnostics

Figure 4.26 shows the parameter trace (upper left), autocorrelation (bottom

left), and histogram of the posterior distribution (right) for the standard deviation

parameter σL.
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Figure 4.26: PyMC results for standard deviation parameter σL, x2 example: param-
eter trace (upper left), autocorrelation plot (bottom left), and posterior distribution
(right).

In Figs. 4.25 and 4.26, the MCMC traces of the θ and σL parameters indicate

adequate mixing, and the autocorrelation is small. These results indicate that the high

probability regions of θ and σL parameters were reasonably well explored throughout

the MCMC simulation. In this case, the resulting posterior distribution could be

reasonably used for making inferences about the model parameter θ.
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4.12.6 Using Additional Data

If we consider more observed data points (10 points instead of 5), then we

should obtain a better estimate of the model parameter θ. The 10 inputs, outputs,

and observed data with added noise are shown in Table 4.6.

Table 4.6: Inputs and outputs for x2 example with additional data.

Inputs Outputs Observed Data Di

xi (Outputs with
Added Noise)

1 1 0.82
2 4 4.02
3 9 6.91
4 16 18.0
5 25 26.3
6 36 38.1
7 49 46.3
8 64 64.0
9 81 76.1
10 100 104.5
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We run the MCMC simulation again with 10 observed data points, and the output

from PyMC is

[****************100%******************] 10000 of 10000 complete

sigma:

Mean SD MC Error 95% HPD interval
------------------------------------------------------------
3.16 0.889 0.048 [ 1.765 4.942]

Posterior quantiles:

2.5 25 50 75 97.5
|-------------|=============|=============|-------------|
1.92 2.542 2.996 3.555 5.231

theta:

Mean SD MC Error 95% HPD interval
------------------------------------------------------------
2.001 0.009 0.001 [ 1.985 2.021]

Posterior quantiles:

2.5 25 50 75 97.5
|-------------|=============|=============|-------------|
1.982 1.995 2.001 2.007 2.018

The resulting posterior distribution for θ has a mean value of 2.001 and a

standard deviation of 0.009. Note that, because we used more observed data points

(10 instead of 5), the mean value is a better estimate of the model parameter θ

with a smaller standard deviation of 0.009 (compared to 0.92 in the case with 5 data

points). In other words, the distribution exhibits more peakedness near the true value

of θ. The relative error compared to the true solution θ = 2 is calculated as 0.05 %

(compared to 2.5 % in the case with 5 data points).
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Figure 4.27 shows the parameter trace (upper left), autocorrelation (bottom

left), and histogram of the posterior distribution (right) for the HRR parameter.
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Figure 4.27: PyMC results for model parameter θ, x2 example: parameter trace (upper
left), autocorrelation plot (bottom left), and posterior distribution (right).

Note that the 95 % credible interval was smaller for the case with more ob-

served data points. In the first case (5 observed data points), the 95 % credible

interval was [1.773, 2.1] compared to the second case (10 observed data points) in

which the 95 % credible interval was [1.985, 2.021]. This is shown visually by com-

paring the distributions in Figs. 4.25 and 4.27.
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4.12.7 Summary

In the Bayesian inference approach, the use of additional or replicate exper-

imental data is important when conducting model validation exercises. The use of

additional observed data can result in a posterior distribution that better approxi-

mates the true posterior distribution, and thus, can result in a better estimate of the

unknown parameter. In Chapter 5, the Bayesian inference approach will be applied

to example fire problems using PyMC.
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4.13 Conclusions

In conclusion, some benefits of the Bayesian inference approach are as follows:

• Markov chain Monte Carlo methods are an efficient means of sampling from a

posterior distribution, especially for high-dimensional problems.

• The Bayesian inference approach provides a consistent method to combine prior

information with observed data and a model to perform statistical inference on

unknown input parameters.

• The results of the Bayesian inference process are described in terms of a prob-

ability distribution instead of a point (or single-solution) estimate.

• Credible intervals are a more intuitive method to describe parameter uncertainty

in terms of interval estimates compared to confidence intervals.

• The results from a Bayesian inference analysis depend on the measured or ob-

served data, and more observed data can result in better estimates of the un-

known parameters and reduce the bias of prior distributions.

• For model selection, different models can be compared in the Bayesian inference

approach using the DIC.

And some disadvantages of the Bayesian inference approach are as follows:

• Bayesian methods require prior distributions for all unknown parameters.

• In Bayesian methods, the choice of a prior distribution can influence the poste-

rior distribution, but this can be minimized with additional data observations.

• MCMC methods can be a computationally expensive means to calculate poste-

rior distributions of unknown parameters.
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Chapter 5

Applications of Bayesian Inference to Fire

Scenarios

The following sections contain example applications of Bayesian inference to

various fire scenarios. These examples were implemented in Python along with the

PyMC module.1

First, an example is presented to determine the size of a fire using measured

heat flux data. Second, examples are presented that use a zone fire model to determine

both steady-state and transient HRRs from measured temperature data. Third, an

example is presented that uses a CFD fire model to determine material properties

using measured mass loss data from a pyrolysis experiment. Finally, an example is

presented to determine the location of a fire in a compartment using heat flux data.

1The examples in this chapter were adapted from material provided during a PyMC tutorial
session at the SciPy 2011 Conference [99]. The material is licensed under the GNU GPL v3.
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5.1 Estimating Fire Size Using Heat Flux Data

A common approach in fire modeling applications involves the determination

of the inputs (e.g., fire size) that produced a certain output (e.g., heat flux mea-

surement). As discussed in Section 4.3.5, the posterior quantity in Bayes’ theorem

P(A|B) ∝ P(B|A) · P(A) can be cast as P(θ|D,M) ∝ P(D|θ,M) · P(θ|M), where

D is the observed data, and the model M (with unknown input parameters θ) is

deterministic and based on physical equations or correlations.

In this example, consider heat flux values that were measured at various dis-

tances from a fire source. We want to investigate the relationship between the heat

flux and the distance from the fire source and calculate a posterior distribution for

the fire size given the measured data. Additionally, we want to consider two different

models and quantitatively determine which model performs better. The full Python

source code (with detailed comments) for this example is provided in Appendix A.

The goals of the example in this section are to:

1. Read in measured data that the model predictions will be compared to.

2. Construct and run an MCMC simulation in PyMC using a simple algebraic

model and parameters related to the HRR.

3. Recover the size of the fire source with uncertainty information.

4. Consider various MCMC post-processing techniques to improve the description

of the posterior distribution.

5. Explore convergence diagnostics for the resulting MCMC chains.

6. Compare two different models and use model selection to choose the more ap-

propriate model.
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5.1.1 Problem Setup

Radiative heat flux can be used to characterize the amount of radiant energy

released from fires and to predict damage to structural members or other critical

components in a fire scenario. In this example, propane gas burner experiments

conducted by Fleury [111] are considered in which heat fluxes were measured at

various distances from a 100 kW fire. The burner had dimensions of 0.3 m× 0.3 m.

Measured data from one test are shown in Table 5.1 and in Fig. 5.1. As the

distance between the heat flux gauge and the fire increases, the measured heat flux

value decreases. Using the Bayesian inference procedure and the measured data, we

want to calculate a posterior distribution of the fire size Q̇ that includes uncertainty

information.

Table 5.1: Measured heat flux data.

Measurement Distance (m) Heat Flux (kW/m2)

1 0.61 6.25
2 0.83 3.31
3 1.06 2.10
4 1.54 1.12
5 2.03 0.72
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Figure 5.1: Measured heat flux vs. distance data, point source radiation example.
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5.1.2 Point Source Radiation Model

Because this problem is based on measurements in a physical system, we select

a physics-based model to describe the measured data as a function of the fire size. The

radiative heat flux from a fire to a target (e.g., a heat flux gauge) can be calculated

by using the point source radiation equation as [112]

q̇′′rad = cos(Θ)
χrQ̇

4πR2
(5.1)

where q̇′′rad is the radiative heat flux at the target (kW/m2), Θ is the angle of the

gauge with respect to the energy source (°), χr is the radiative fraction (-), Q̇ is the

fire size (kW), and R is the distance from the energy source to the target (m). The

point source radiation model assumes that the radiation source is concentrated at a

single point in the center of the flame, and convective heat transfer is neglected.

We want to invert for the input HRR parameter Q̇ with some information

about its uncertainty. In addition to the HRR input parameter, the radiative frac-

tion χr is an unknown input parameter that has some amount of uncertainty. Even

in this simple example that uses a low-order correlation, there is some level of uncer-

tainty associated with two unknown parameters.

As a pedagogical example, we want to demonstrate the application of the

Bayesian inference approach using only a single parameter. Therefore, we will assume

a fixed, known value of 0.30 for the radiative fraction χr. Additionally, we will assume

that the heat flux gauge is perpendicular to the energy source such that cos(Θ) = 1

and that the measured distance given in Table 5.1 is equal to the radius R. With

these assumptions, Eq. 5.1 reduces to

q̇′′rad =
0.30Q̇

4πR2
(5.2)
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Because Eq. 5.2 is directly invertible, we could easily solve this equation for

the fire size Q̇ directly. However, because there is experimental noise in the data,

there is some uncertainty in the input parameter (fire size). Therefore, we want to

use this univariate case as an example application of Bayesian inference to quantify

the uncertainty of the input parameter Q̇ in terms of a probability distribution.
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5.1.3 PyMC Model Specification

To specify the prior distribution, consider that we gathered information from

fire protection experts who stated that heat flux values in this range can be produced

from fire sizes between 50 kW and 300 kW. This range of input fire sizes can be

represented as a uniform (flat) distribution from 50 kW to 300 kW. We select an

arbitrary initial value of 200 kW.

Because we do not have any information about the standard deviation of the

likelihood σL (as described in Section 4.12.2), we will also consider this value to be

an unknown parameter and include it in the search process.

We have defined a prior distribution (uniform) and a model, so we can proceed

with the MCMC simulation. The prior distribution and point source radiation model

are represented in PyMC in a function called point source as

def point_source():
# Priors
theta = mc.Uniform('theta',

lower=[50.], upper=[300.], value=[200.])

sigma = mc.Uniform('sigma', lower=0., upper=100., value=1.)

# Model
@mc.deterministic
def y_mean(theta=theta, R=data_heat_flux.distance):

return 0.30 * theta / (4 * pi * (R)**2)

# Likelihood
y_obs = mc.Normal('y_obs',

value=data_heat_flux.heat_flux,
mu=y_mean,
tau=sigma**-2,
observed=True)

return vars()
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5.1.4 Initial PyMC Simulation and Configuration

Before running a full MCMC simulation in PyMC, we first need to configure

the number of iterations, duration of the burn-in period, and thinning parameter. A

short initial simulation was run in PyMC using 100 iterations with no burn-in period

or sample thinning to determine how to proceed, which is represented in PyMC as

# Configure and run MCMC simulation
m.sample(iter=100, burn=0, thin=1)

After running the MCMC simulation, Fig. 5.2 shows the parameter trace (upper left),

autocorrelation (bottom left), and histogram of the posterior distribution (right) of

the HRR parameter.

HRR (kW)

Figure 5.2: PyMC results for initial MCMC simulation with 100 iterations, no burn-
in period, and no thinning, point source radiation example: parameter trace (upper
left), autocorrelation plot (bottom left), and posterior distribution (right).
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In Fig. 5.2, the parameter trace for θ appears to start from the specified initial

value of 200 kW and search for a value around 100 kW that maximizes the likelihood.

We do not want to retain this information in the final posterior distribution, so we

have two options to find a better starting point: (1) increase the burn-in period so

that the initial information from the MCMC simulation is discarded or (2) use a

maximum a posteriori (MAP) estimate to start the simulation with a better initial

value. In the final simulation, we will use both methods, but we will demonstrate the

effect of each method independently.

First, we will demonstrate the use of a burn-in period. We can set the burn-in

period to 50 iterations in PyMC to discard half of the samples and rerun the MCMC

simulation using

# Configure and run MCMC simulation
m.sample(iter=100, burn=50, thin=1)

The resulting parameter trace is shown in Fig. 5.3. We can see that, because we

discarded the first 50 samples, we are now closer to the true posterior distribution as

the simulation appears to be converging to a value between 90 and 100.
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HRR (kW)

Figure 5.3: PyMC results for initial MCMC simulation with 100 iterations, 50 % burn-
in period, and no thinning, point source radiation example: parameter trace (upper
left), autocorrelation plot (bottom left), and posterior distribution (right).

Second, we will demonstrate the use of the MAP estimation technique. As

discussed in Section 4.7, we can use the MAP estimator built into PyMC. Rather

than choosing an arbitrary burn in period during which the step method might not

converge to a region of high probability, we can use a MAP estimator to set the initial

parameter values before starting the PyMC simulation. To set up the MAP estimator,

we use the following lines in PyMC as

# Fit model with MAP estimates
map = mc.MAP(vars)
map.fit(method ='fmin_powell', verbose=2)
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This instructs PyMC to use the fmin powell optimization method in SciPy

to obtain a MAP estimate of the HRR parameter Q̇. After running the simulation,

the resulting parameter trace is shown in Fig. 5.4. Because we used a better initial

value for θ, we are now closer to the true posterior distribution. In this case, the

simulation appears to be converging to a value between 90 and 110.

HRR (kW)

Figure 5.4: PyMC results for initial MCMC simulation with 100 iterations and MAP
estimate, point source radiation example: parameter trace (upper left), autocorrela-
tion plot (bottom left), and posterior distribution (right).

We will use a combination of the burn-in period and the MAP estimate to

obtain a better starting point for θ. As we proceed, we will use a burn-in period to

discard 50 % of the samples, and we will use the MAP estimator to set the initial

value in the simulation.
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Now that we have considered the initial period of the simulation, we notice that

the resulting posterior distribution in Fig. 5.4 does not appear to be very descriptive.

Therefore, the next step is to increase the number of iterations to obtain more samples

from the posterior distribution. We now set the total number of iterations to 50 000

and the burn-in period to 25 000 (to discard half of the samples) in PyMC as

# Configure and run MCMC simulation
m.sample(iter=50000, burn=25000, thin=1)

After running the simulation, the resulting parameter trace is shown in Fig. 5.5. If we

examine the parameter trace for θ, we can observe reasonable chain mixing, and the

MCMC chain appears to have converged to a high-probability region between 90 kW

and 105 kW. Note that the chain continues to explore the posterior distribution

throughout the simulation, which is indicative of adequate chain mixing and should

result in a more descriptive posterior distribution. The resulting posterior distribution

for the HRR parameter Q̇ is shown on the right side of Fig. 5.5, which exhibits a peak

value between 95 kW and 100 kW.
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HRR (kW)

Figure 5.5: PyMC results for initial MCMC simulation with 50 000 iterations, 50 %
burn-in period, MAP estimate, and no thinning, point source radiation example:
parameter trace (upper left), autocorrelation plot (bottom left), and posterior distri-
bution (right).
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Although the PyMC simulation has resulted in an MCMC chain that exhibits

adequate mixing, and the posterior distribution is more descriptive than the earlier

simulations, the autocorrelation plot on the bottom left of Fig. 5.5 indicates some

correlation (or lag) between iterations. We can make use of the thinning parameter

to only retain a portion of the samples with the goal of reducing the correlation

between iterations. Using the same PyMC simulation parameters as before, we set the

thinning parameter to 10, which will only retain every 10th sample and is represented

in PyMC as

# Configure and run MCMC simulation
m.sample(iter=50000, burn=25000, thin=10)

After running the simulation, the resulting parameter trace is shown in Fig. 5.6.

267



HRR (kW)

Figure 5.6: PyMC results for initial MCMC simulation with 50 000 iterations, 50 %
burn-in period, MAP estimate, and a thinning factor of 10, point source radiation ex-
ample: parameter trace (upper left), autocorrelation plot (bottom left), and posterior
distribution (right).

As shown in Fig. 5.6, the resulting parameter trace indicates adequate chain

mixing, the posterior distribution is approximately Gaussian normal in shape and

peakedness, and the autocorrelation plot indicates small correlation between samples.

In conclusion, during the initial PyMC simulation and configuration setup, we

used the MAP estimate to obtain a better initial value, a sufficiently large number of

total iterations (50 000), a burn-in period that discarded the first half of the samples

(25 000), and a thinning parameter (10) that reduced the autocorrelation between

samples. We are now ready to configure and run the full MCMC simulation.
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5.1.5 PyMC Simulation Setup

Using the PyMC configuration discussed in the previous section, the MCMC

simulation parameters were configured as follows: a total of 50 000 iterations, a burn-

in period of 25 000 iterations, a thinning parameter of 10, and a MAP estimate, which

is represented in PyMC as

# Generate model
vars = models.point_source()

# Fit model with MAP estimates
map = mc.MAP(vars)
map.fit(method='fmin_powell', verbose=2)

# Import model variables and set database options
m = mc.MCMC(vars, db='sqlite',

dbname='../Figures/example_heat_flux_2.sqlite')

# Configure and run MCMC simulation
m.sample(iter=50000, burn=25000, thin=10)
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5.1.6 Results

The MCMC simulation was run, and the output from PyMC was

[****************100%******************] 50000 of 50000 complete

theta:

Mean SD MC Error 95% HPD interval
------------------------------------------------------------------
97.641 3.052 0.071 [ 92.099 103.183]

Posterior quantiles:

2.5 25 50 75 97.5
|--------------|==============|==============|--------------|
92.099 96.334 97.59 98.944 103.183

After running the MCMC simulation in PyMC, the mean value of the fire size Q̇

was calculated as 97.6 kW with a standard deviation of 3.1 kW. This simulation

required about 26 s of run time on an Apple Macbook Pro computer with a 2.2 GHz

processor. The results indicate a 95 % credible interval between 92 kW and 103 kW,

i.e., there is a 95 % probability that the true input HRR parameter lies between these

two values.
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Figure 5.7 shows the resulting posterior distribution of the fire size Q̇. This

figure shows the parameter trace (upper left), autocorrelation (bottom left), and

histogram of the posterior distribution (right) for the HRR parameter θ.

HRR (kW)

Figure 5.7: PyMC results for HRR parameter Q̇, point source radiation example:
parameter trace (upper left), autocorrelation plot (bottom left), and posterior distri-
bution (right).
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The resulting HRR values from the posterior distribution (Fig. 5.7) were used

as model input parameters in Eq. 5.2, and the results are shown in Fig. 5.8. In this

figure, the thick, solid line shows the point source radiation model in Eq. 5.2 evaluated

at the posterior mean value of Q̇ (97.6 kW).
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Figure 5.8: Results of point source radiation model at posterior mean value (solid
green line) and for all values from the posterior distribution (shaded gray area), point
source radiation example.

In Fig. 5.8, the results evaluated at the posterior mean value of Q̇ are in good

agreement with the data. The gray shaded region represents individual realizations

of the point source radiation model over all values in the posterior distribution, which

represents the uncertainty in the predicted quantity (heat flux) given the uncertainty

in the input parameter (fire size).
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5.1.7 Convergence Diagnostics

Figure 5.9 shows the parameter trace (upper left), autocorrelation (bottom

left), and histogram of the distribution (right) for the standard deviation parame-

ter σL.
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Figure 5.9: PyMC results for standard deviation parameter σL, point source radia-
tion example: parameter trace (upper left), autocorrelation plot (bottom left), and
posterior distribution (right).

In Figs. 5.7 and 5.9, the MCMC traces of the θ and σL parameters indi-

cate adequate mixing, the autocorrelation is small, and the posterior distribution is

approximately Gaussian normal in shape. These results indicate that the high prob-

ability regions of the θ and σL parameters were reasonably well explored throughout

the MCMC simulation. In this case, the resulting posterior distribution could be

reasonably used for making inferences about the HRR parameter Q̇.

273



The probability distributions of the model predictions (Xi(θ) in Eq. 4.62) for

each of the five measured data points are shown in Fig. 5.10.

Figure 5.10: Convergence diagnostics of the observed values (data) from the MCMC
simulation, point source radiation example.
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A method that can be used to determine if the resulting posterior distribution

is representative of the true posterior distribution is to run different MCMC simula-

tions with different initial values and verify that they converge to the same posterior

distribution. Figure 5.11 shows the results for two MCMC simulations that used dif-

ferent initial values: one simulation used an initial value of 60 kW (green solid line),

and the other used an initial value of 250 kW (blue solid line).
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Figure 5.11: Replicates with different initial values, point source radiation example.

Note that even with two different initial values, the model predictions using

mean values from two different posterior distributions (solid lines) overlap. This result

indicates that the posterior distributions obtained from the MCMC simulations were

representative of the true posterior distribution.
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Another method to check the results of a posterior distribution is called a

posterior predictive check. Using this method, random samples are drawn from

the posterior distribution and simulated by the model. In other words, we can con-

duct a “simulated experiment” to generate a new data set by using random draws

from the predicted posterior distribution as input parameters to the model. The re-

sulting predicted values can then be compared to the measured data values. This

random sampling procedure was used to draw random values of Q̇ from the posterior

distribution, and the residual error between the measured data and predicted values

(q̇′′obs − q̇′′expected) is shown in Fig. 5.12.
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Figure 5.12: Residual error for posterior predictive check, point source radiation
example.

In Fig. 5.12, the residual error values for the five data points are minimal (less than

0.1 kW/m2).
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We can also conduct a posterior predictive check two times, then visually

examine a comparison between the measured data and the predicted values from

the two “simulated experiments” that used random input parameter values from the

posterior distribution. The results of this model checking procedure are shown in

Fig. 5.13.
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Figure 5.13: Residual error for replicates, point source radiation example.

In Fig. 5.13, the predicted quantities from the “simulated experiments” (mid-

dle and bottom of Fig. 5.13) are reasonably representative of the measured data (top

of Fig. 5.13).
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Another method of checking the results from an MCMC simulation is to visu-

alize the joint distribution (see Section 4.3.1) of the unknown parameters (i.e., the θ

and σL parameters). The goal of this diagnostic is to visually check the correlation of

the parameters and the exploration of the parameter space to verify that the MCMC

chains have converged to a high-probability region (i.e., the posterior distribution).

Figure 5.14 shows a visualization of the joint distribution of the standard deviation

σL vs. the HRR parameter θ.
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Figure 5.14: Visualization of joint distribution, point source radiation example.

In Fig. 5.14, the posterior region of these two parameters exhibits an oval

shape, and the colors of the contours indicate more dense sampling around a θ value

of about 97 kW for the HRR parameter and a σL value of about 0.1 kW for the

standard deviation. The results indicate that the high probability regions of the θ

and σL parameters were reasonably well explored throughout the MCMC simulation.
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5.1.8 Comparing Different Models

In Bayesian inference applications, we often want to compare the level of com-

plexity and accuracy of one model to another model. We can then select the model

that performs better or justify a model that includes additional physics or submodels.

This process is known as model selection.

Model selection is a key part of the model development process because it

provides a feedback mechanism during the model validation cycle. As improvements

are made to a model, we can assess the effects of the model improvements in terms

of model complexity and model accuracy. Different models can be compared in the

Bayesian inference approach using the DIC, as described in Section 4.10.

In data analysis applications, a simple linear model is commonly used as a

low-order approximation to fit a line through measured data points (i.e., linear regres-

sion). In this section, we will perform linear regression using the Bayesian inference

approach. Using the measured data from Table 5.1, we assume that the measured

heat flux values are linearly related to the distance from the fire, as in

q̇′′rad = θ0R + θ1 (5.3)

where q̇′′rad is the radiative heat flux (kW/m2), θ0 and θ1 are the unknown parameters

we will use to fit a line to the data, and R is the distance from the point source

to the heat flux gauge (m). Assume that we have no information about the prior

distributions of the unknown parameters, thus we are going to use an uninformative

prior for each unknown parameter θ0 and θ1 with an initial value of 0. Unlike a

uniform distribution, an uninformative prior has no upper or lower bound.
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We have defined a prior (uninformative) and a model (linear), so we can pro-

ceed with the MCMC simulation. The uninformative prior and linear model are

represented in PyMC in a function called linear as

def linear():
# Priors
theta = mc.Uninformative('theta', value=[0., 0.])
sigma = mc.Uniform('sigma', lower=0., upper=100., value=1.)

# Model
@mc.deterministic
def y_mean(theta=theta, R=data_heat_flux.distance):

return theta[0]*R + theta[1]

# Likelihood
y_obs = mc.Normal('y_obs',

value=data_heat_flux.heat_flux,
mu=y_mean,
tau=sigma**-2,
observed=True)

return vars()

The MCMC simulation parameters were configured as follows: a total of 50 000

iterations, a burn-in period of 25 000 iterations, and a thinning parameter of 10, which

is represented in PyMC as

# Generate model
vars = models.linear()

# Import model variables and set database options
m = mc.MCMC(vars,

db='sqlite',
dbname='../Figures/example_heat_flux_1.sqlite')

# Configure and run MCMC simulation
m.sample(iter=50000, burn=25000, thin=10)
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The MCMC simulation was run, and the output from PyMC was

[****************100%******************] 50000 of 50000 complete
DIC = 21.292579

theta:

Mean SD MC Error 95% HPD interval
------------------------------------------------------------------
-3.41 2.264 0.12 [-8.277 1.129]
6.894 2.863 0.151 [ 0.992 13.179]

Posterior quantiles:

2.5 25 50 75 97.5
|--------------|==============|==============|--------------|
-8.064 -4.472 -3.385 -2.378 1.779
0.589 5.491 6.894 8.337 12.976

After running the MCMC simulation in PyMC, the posterior mean values of the

θ0 and θ1 parameters were calculated as −3.41 and 6.89, respectively. The standard

deviations of θ0 and θ1 were calculated as 2.26 and 2.86, respectively.
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The resulting values from the posterior distribution were used as model input

parameters in Eq. 5.3, and the results are shown in Fig. 5.15. In this figure, the thick,

solid line shows the linear model in Eq. 5.3 evaluated at the posterior mean values

of θ0 and θ1, and the gray lines represent individual realizations of the linear model

over all of the values in the posterior distribution.
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Figure 5.15: Results from linear regression using Bayesian inference, point source
radiation example.

As shown in Fig. 5.15, the solid line (evaluated at the posterior mean values)

fits through the data points as best as it can, but the results are in worse agreement

than the results from the point source radiation model. Because the model does not

describe the data very well, the MCMC step algorithm had difficulty converging to a

region of high probability, which is represented by the large shaded region in Fig. 5.15.
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Because we used an uninformative prior, this approach is similar to a frequen-

tist approach that uses a maximum likelihood estimator. Because there was no prior

information about or restrictions on the input parameters, the posterior distribution

was only a function of the maximized values of the likelihood. The MCMC simulation

searched for parameter values that minimized the error between the measured and

predicted values, which is similar to a direct optimization problem (see Section 3.1.1).

In practical applications, an uninformative prior can produce results that are some-

what limited and can sometimes be nonphysical. An uninformative prior is referred

to as an improper prior because it has no finite bounds or restrictions.

The deviance information criterion that was discussed in Section 4.10.3 can

be used to compare the linear model to the point source radiation model. As an

example comparison of DIC values, the linear model shown in Fig. 5.15 had a DIC

of 21.3, whereas the point source radiation heat flux model shown in Fig. 5.8 had a

DIC of −4.5.

As expected, the physics-based point source radiation heat flux model (smaller

DIC value) described the data more accurately compared to the linear model (larger

DIC value). The linear model was penalized (higher DIC value) because it was more

complex (two input parameters instead of one) and less accurate. Therefore, in this

case, we would select the model with the smaller DIC value, or the point source

radiation model.
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5.2 Revisiting the Steady-State Inverse HRR Problem

In the previous example, the model was a simple algebraic equation that was

computationally inexpensive to evaluate. As we move towards practical fire modeling

applications, the model that relates the inputs and outputs might not be described

by a single equation, but rather a system of equations or more complex coupling of

submodels in an overarching model, such as zone or CFD fire model. In this example,

we describe a methodology to couple an external model such as the CFAST zone

model with the Bayesian inference framework using Python and PyMC.

In Section 3.8, we used the single-solution approach to determine the steady-

state inverse HRR for measured temperature data from the Steckler compartment fire

experiments [81]. In this example, we want to apply the Bayesian inference process

to the same problem and compare the resulting posterior distribution of the fire size

to the single-solution HRRs that were obtained in the earlier section.

The goals of the example in this section are to:

1. Construct and run an MCMC simulation in PyMC using an external model

(CFAST) and parameters related to the HRR.

2. Recover an estimate of the fire size using measured compartment temperature

data.

3. Compare the resulting posterior distribution to the results from the single-

solution inverse HRR approach described in Section 3.4.

4. Examine the resulting uncertainty in the HRR parameter compared to the un-

certainty in the experimental HRR value that was estimated in Section 3.4.
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5.2.1 Problem Setup

For this example, the parameter that we want to determine is the steady-state

HRR Q̇ as a function of measured hot gas layer (HGL) temperature data THGL. In

other words, since Q̇ = f(THGL), we want to invert for the probability distribution of

the HRR parameter Q̇ (denoted as θ) that results in the steady-state HGL tempera-

ture data. Measured HGL temperatures from 11 Steckler [81] compartment fire tests

were used. In those tests, the HRR Q̇exp from a methane burner (heat of combustion

of 50 000 kJ/kg) was reported as 62.9 kW, and various ventilation configurations were

used.

The compartment size was 2.8 m× 2.8 m× 2.13 m.2 The door height was

fixed at 1.83 m, and the door widths were varied at 0.24 m, 0.36 m, 0.49 m, 0.62 m,

0.74 m, 0.86 m, and 0.99 m. The walls were composed of 19 mm calcium silicate

board covered with ceramic fiber insulation board with a thickness of 12.7 mm,

thermal conductivity of 0.1 W/m ·K, density of 200 kg/m3, and specific heat of

1 kJ/kg ·K. The ambient temperature from each test was specified. The experi-

mental configuration is shown in Fig. 5.16. The measured data from the 11 tests are

summarized in Table 5.2.

2The test report gives the height of the compartment as 2.18 m, which is a misprint. The
compartment was 2.13 m high.
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Figure 5.16: Layout of Steckler fire testing enclosure [81], CFAST steady-state HRR
example.
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Table 5.2: Summary of measured temperature data from Steckler compartment fire
tests [81].

Opening Door Width Door Height Q̇exp THGL T∞
Configuration (m) (m) (kW) (◦C) (◦C)

2/6 Door 0.24 1.83 62.9 190 26
3/6 Door 0.36 1.83 62.9 164 28
4/6 Door 0.49 1.83 62.9 141 22
4/6 Door 0.49 1.83 62.9 135 13
5/6 Door 0.62 1.83 62.9 129 23
6/6 Door 0.74 1.83 62.9 129 29
6/6 Door 0.74 1.83 62.9 130 31
6/6 Door 0.74 1.83 62.9 109 12
6/6 Door 0.74 1.83 62.9 116 13
7/6 Door 0.86 1.83 62.9 120 26
8/6 Door 0.99 1.83 62.9 109 22
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5.2.2 CFAST Model Setup

A Python script was used to automate running CFAST in batch mode. The

script generated CFAST input files, ran the CFAST model, and read in the out-

put from the CFAST simulations. The compartment dimensions, door width, door

height, ambient temperature, heat of combustion, and wall material properties were

input into the CFAST model. The HRR parameter Q̇ (denoted as θ) was input into

CFAST at each MCMC iteration. The fire compartment in the Steckler tests at-

tained steady-state HGL temperature conditions within 30 min of ignition [81]. The

HGL temperature at the CFAST simulation end time of 1800 s was compared to the

measured steady-state HGL temperature.
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5.2.3 PyMC Model Specification

To specify the prior distribution for the HRR, a uniform prior distribution was

used with a range between 1 kW and 100 kW and an initial value of 50 kW. We will

also consider the standard deviation of the likelihood σL to be an unknown parameter

and include it in the search process. The prior distributions and CFAST model inputs

are represented in PyMC in a function called cfast steady as

def cfast_steady():
# Priors
theta = mc.Uniform('theta', lower=[1], upper=[100], value=[50])
sigma = mc.Uniform('sigma', lower=0., upper=100., value=1.)

# Model
@mc.deterministic
def y_mean(theta=theta,

W_v=data_cfast_steady.door_width,
H_v=data_cfast_steady.door_height,
tmp_a=data_cfast_steady.tmp_a):

resulting_temps = external_cfast.run_multiple_cases(
x=2.8, y=2.8, z=2.13,
door_height=H_v,
door_width=W_v,
t_amb=tmp_a,
HoC=50000,
time_ramp=[0, 1800],
hrr_ramp=np.array([theta, theta]),
num=1,
door='Open',
wall='fiberboard',
simulation_time=1800,
dt_data=10)

return resulting_temps

# Likelihood
y_obs = mc.Normal('y_obs',

value=data_cfast_steady.temperature,
mu=y_mean,
tau=sigma**-2,
observed=True)

return vars()
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5.2.4 PyMC Simulation Setup

As in the previous example, we will use a combination of the burn-in period

and the MAP estimate to obtain a better starting point for the MCMC simulation.

As we proceed, we will use a burn-in period to discard 50 % of the samples, and we

will retain the MAP estimate in the simulations.

The MCMC simulation parameters were configured as follows: a total of 50 000

iterations, a burn-in period of 25 000 iterations, a thinning parameter of 10, and a

MAP estimate, which is represented in PyMC as

# Generate model
vars = models.cfast_steady()

# Fit model with MAP estimates
map = mc.MAP(vars)
map.fit(method='fmin_powell', verbose=2)

# Import model variables and set database options
m = mc.MCMC(vars,

db='sqlite',
dbname='../Figures/example_cfast_steady.sqlite')

# Configure and run MCMC simulation
m.sample(iter=50000, burn=25000, thin=10)
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5.2.5 Results

The MCMC simulation was run, and the output from PyMC was

[****************100%******************] 50000 of 50000 complete

theta:

Mean SD MC Error 95% HPD interval
------------------------------------------------------------------
59.653 11.101 0.22 [ 37.419 81.261]

Posterior quantiles:

2.5 25 50 75 97.5
|---------------|===============|===============|---------------|

38.358 52.591 59.291 66.542 83.059

This simulation required about 4 h of run time (on an Apple Macbook Pro

computer with a 2.2 GHz processor) for 50 000 MCMC iterations in PyMC, where

most of the computational expense was due to the CFAST model runs.

After running the MCMC simulation in PyMC, the mean value of the fire

size Q̇ was calculated as 59.7 kW with a standard deviation of 11.1 kW. The results

indicate a 95 % credible interval between 37.4 kW and 81.3 kW, i.e., there is a 95 %

probability that the true input HRR parameter lies between these two values.
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Figure 5.17 shows the resulting posterior distribution of the fire size Q̇. This

figure shows the parameter trace (upper left), autocorrelation (bottom left), and

histogram of the posterior distribution (right) for the HRR parameter θ.

HRR (kW)

Figure 5.17: PyMC results for HRR parameter Q̇, CFAST steady-state HRR exam-
ple: parameter trace (upper left), autocorrelation plot (bottom left), and posterior
distribution (right).

Note that the data include noise due to uncertainty and error in the experi-

mental measurements. The relative error between the posterior mean value for the

HRR and the experimentally reported HRR Q̇exp = 62.9 kW is calculated as 5 %,

which is less than the uncertainty of 10 % that was estimated in Section 3.8.1. The

5 % uncertainty in the input parameter includes both experimental and model un-

certainty. With more replicate tests and observed data (see Section 4.12.6) under

the same experimental conditions, we might obtain a better estimate of the posterior

distribution for the HRR parameter θ.
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5.2.6 Convergence Diagnostics

Figure 5.18 shows the parameter trace (upper left), autocorrelation (bottom

left), and histogram (right) of the posterior distribution for the standard deviation

parameter σL.

Figure 5.18: PyMC results for standard deviation parameter σL, CFAST steady-state
HRR example: parameter trace (upper left), autocorrelation plot (bottom left), and
posterior distribution (right).

In Figs. 5.17 and 5.18, the MCMC traces of the θ and σL parameters indi-

cate adequate mixing, the autocorrelation is small, and the posterior distribution is

approximately Gaussian normal in shape. These results indicate that the high proba-

bility region of the standard deviation of the likelihood was reasonably well explored

throughout the MCMC simulation.
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5.3 Revisiting the Transient Inverse HRR Problem

In Chapter 3, we developed a single-solution approach for recovering the HRR

in a compartment given measured temperature data. In this section, we will revisit the

inverse HRR methodology using the Bayesian inference framework that was described

in Chapter 4. In the previous example in Section 5.2, we calculated a probability

distribution for a steady-state HRR (univariate case).

In this example, we will invert for a transient HRR that includes step changes

at different times. The overall transient HRR will be discretized into time intervals,

and each time interval will have a corresponding HRR value. Therefore, the transient

HRR solution will be a function of multiple input parameters (multivariate case).

The goals of the example in this section are to:

1. Construct and run an MCMC simulation in PyMC using an external model

(CFAST) and parameters related to the transient inverse HRR solution.

2. Recover an estimate of the transient fire size using measured compartment tem-

peratures.

3. Compare the results from the Bayesian inference approach to the results from

the single-solution inverse HRR approach from Chapter 3.
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5.3.1 Problem Setup

For this example, consider the inverse HRR methodology described in Chap-

ter 3. For a given transient HGL temperature in a compartment, there exist multiple

solutions (i.e., transient HRR curves) that can satisfy a transient HGL temperature.

In typical validation studies or reconstruction exercises, a model might be used

to generate forward predictions, and the input parameter values might be manually

changed to minimize the error between the measured and predicted quantities (see

Section 2.11.2). This approach can be inefficient, can be prone to errors, and can result

in limited information about the uncertainty of the input parameters, especially with

a small number of model simulations. The goal of this example is to use the Bayesian

inference approach to quantify the uncertainty of multiple HRR solutions in terms of

probability distributions. We will use an approach similar to the Bayesian inference

example that was presented in Section 5.2.

We revisit the multiple step function HRR curve that was discussed in Sec-

tion 3.6. The HRR consists of piecewise constant HRRs of 100 kW, 200 kW, and

300 kW at times of 100 s, 200 s, and 400 s, respectively. This HRR curve is shown in

Fig. 5.19. The CFAST zone model was used to generate transient HGL temperatures

that were used as observed data, and the results are shown in Fig. 5.20. The sample

resolution of the temperatures was 10 s.
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Figure 5.19: Input HRR, CFAST transient HRR example.
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Figure 5.20: Output HGL temperature, CFAST transient HRR example.
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5.3.2 CFAST Model Setup

A Python script was used to automate running CFAST in batch mode. The

script generated CFAST input files, ran the CFAST model, and read in the output

from the CFAST simulations. The temperatures shown in Fig. 5.20 were used as

observed data. The following input values were specified in the CFAST model: com-

partment dimensions of 5.82 m× 4.78 m× 2.44 m, door width of 0.9 m, door height

of 1.8 m, ambient temperature of 20 ◦C, heat of combustion of 50 000 kJ/kg, and wall

material properties of gypsum (from Table 3.1). The simulation time was 600 s.
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5.3.3 PyMC Model Specification

The transient HRR was parameterized by using a piecewise linear function

(see Section 3.4), which was given in Eq. 3.4 as

Q̇(t) = Q̇i

(
t− ti+1

ti − ti+1

)
+ Q̇i+1

(
t− ti
ti+1 − ti

)
(5.4)

To represent the transient HRR over the total simulation time of 600 s, the time

domain was discretized into 10 s independent time intervals, where each time interval

has a corresponding HRR value. This results in a total of 61 HRR values for Q̇i.

Therefore, the transient HRR solution Q̇(t) is a function of multiple input parame-

ters Q̇i (i.e., this is a multivariate case).

The 61 HRR values Q̇i are denoted as θi for each 10 s time interval i from 0 to 60.

The input parameters θi are related through the overall transient HRR vector Q̇(t) in

Eq. 5.4 and are correlated with one other (see Section 4.6.3). In other words, if one

HRR value Q̇i changes, then the other Q̇i values in the transient HRR solution will

need to adjust accordingly. Although the parameters are correlated, at the end of

the MCMC simulation, the marginal distribution of each parameter of interest (e.g.,

each Q̇i) is calculated.

A marginal distribution is a posterior distribution that is described only in

terms of one parameter of interest by integrating the other parameters out of the joint

posterior distribution (see Section 4.12.2). This process is referred to as marginaliza-

tion. In a multivariate case, the marginal distribution of one parameter is calculated

by treating all of the other parameters as nuisance parameters and marginalizing

them out of the joint posterior distribution. For this multivariate case, the marginal-

ization process is used to calculate a separate distribution for each HRR value Q̇i

that corresponds to each independent time interval i.
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There are other ways to parameterize this problem using an additional layer of

distributions. In other words, rather than drawing from 61 independent distributions

of Q̇i, we could draw hyperparameters (i.e., parameters that describe the distribution

of the parameters of interest) in an intermediate step that describe how the values

of Q̇i are distributed and correlated. However, as a pedagogical example, the simple

approach described above was used to parameterize the HRR in terms of independent

time intervals (i.e., 61 independent distributions for Q̇i).

A uniform prior distribution was specified for each θi parameter with a range

from 1 kW to 500 kW and an initial value of 50 kW. We will also consider the

standard deviation of the likelihood σL to be an unknown parameter and include it

in the search process.

Additionally, because there are multiple correlated parameters, information

about their correlation can be used to increase the speed of convergence of the

parameters to their true posterior distributions (see Section 4.6.3). The adaptive

Metropolis-Hastings step method will be used in this example to increase the speed

of convergence of the parameters.
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The prior distributions and CFAST model inputs are represented in PyMC in a func-

tion called cfast transient as

def cfast_transient():
# Priors
Q = mc.Uniform('Q',

lower=[1]*61,
value=[50]*61,
upper=[500]*61)

sigma = mc.Uniform('sigma', lower=0., upper=100., value=1.)

# Model
@mc.deterministic
def y_mean(Q=Q, ramp_t=data_cfast_transient.time):

casename = external_cfast.gen_input(
x=5.82, y=4.78, z=2.44,
door_height=1.8,
door_width=0.9,
t_amb=20,
HoC=50000,
time_ramp=ramp_t,
hrr_ramp=Q,
num=1,
door='Open',
wall='gypsum',
simulation_time=600,
dt_data=10)

external_cfast.run_cfast(casename)
temps, outfile = external_cfast.read_cfast(casename)
outfile.close()
return hgl

# Likelihood
y_obs = mc.Normal('y_obs',

value=data_cfast_transient.temperature,
mu=y_mean,
tau=sigma**-2,
observed=True)

return vars()
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5.3.4 PyMC Simulation Setup

As in the previous examples, we can increase the burn-in period so that the

initial information from the MCMC simulation is discarded, and we can use a MAP

estimate to start from better initial values. Additionally, this example is a transient

case that involves a large number of unknown parameters (61). Therefore, we can use

the adaptive Metropolis-Hastings step method (see Section 4.6.3), which can more

efficiently search high-dimensional spaces. As we proceed, we will use a burn-in period

to discard 50 % of the samples, retain the MAP estimate to obtain a better starting

point for the MCMC simulation, and utilize the adaptive Metropolis-Hastings step

method.

The MCMC simulation parameters were configured as follows: a total of 50 000

iterations, a burn-in period of 25 000 iterations, a thinning parameter of 10, and a

MAP estimate, which is represented in PyMC as

# Generate model
vars = models.cfast_transient()

# Fit model with MAP estimates
map = mc.MAP(vars)
map.fit(method='fmin_powell', verbose=2)

# Import model variables and set database options
m = mc.MCMC(vars,

db='sqlite',
dbname='../Figures/example_cfast_transient.sqlite')

# Use adaptive Metropolis-Hastings step method
m.use_step_method(mc.AdaptiveMetropolis, [m.theta])

# Configure and run MCMC simulation
m.sample(iter=50000, burn=25000, thin=10, verbose=2)

301



5.3.5 Results

The MCMC simulation was run, and the output from PyMC was

[****************100%******************] 50000 of 50000 complete

Q:

Mean SD MC Error 95% HPD interval
------------------------------------------------------------------
1.296 0.146 0.014 [ 1.022 1.525]
1.227 0.125 0.012 [ 1.023 1.465]
1.124 0.095 0.009 [ 1. 1.293]
1.287 0.142 0.014 [ 1.023 1.528]
1.431 0.18 0.018 [ 1.146 1.856]
1.201 0.153 0.015 [ 1. 1.528]
1.333 0.203 0.02 [ 1. 1.757]
1.87 0.368 0.037 [ 1.233 2.391]
1.233 0.173 0.017 [ 1. 1.575]
3.375 1.954 0.19 [ 1.003 7.342]

Posterior quantiles:

2.5 25 50 75 97.5
|---------------|===============|===============|---------------|

1.019 1.195 1.314 1.411 1.523
1.024 1.119 1.219 1.318 1.467
1.004 1.041 1.1 1.197 1.315
1.025 1.19 1.282 1.404 1.532
1.068 1.283 1.45 1.551 1.785
1.005 1.07 1.18 1.281 1.56
1.018 1.198 1.302 1.455 1.787
1.256 1.594 1.975 2.206 2.417
1.008 1.082 1.196 1.351 1.6
1.052 1.819 2.711 4.687 7.893

Note that only the first 10 values (out of a total of 61 values) of θi are shown.

This simulation required about 24 h of run time (on an Apple Macbook Pro computer

with a 2.2 GHz processor) for 50 000 MCMC iterations in PyMC, where most of the

computational expense was due to the CFAST model runs.
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Figure 5.21 shows the results of the inverse HRR solution as calculated by the

MCMC simulation. In this figure, the blue dashed line represents the CFAST model

evaluated at the posterior mean value of the θi parameters, and the gray shaded

region represents individual realizations of the CFAST model over all θi values in the

posterior distribution.
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Figure 5.21: Inverse HRR solution from Bayesian inference, CFAST transient HRR
example.
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Rather than obtaining a single inverse HRR solution, the Bayesian inference

approach resulted in probability distributions for the transient HRR parameters with

uncertainty information. Note that the results shown in Fig. 5.21 exhibit oscillations

around the mean HRR values, which are similar to the oscillations that were observed

when the single-solution approach was used with the multiple step function HRR

case in Section 3.6. These oscillations are treated as valid solutions to this problem

because this problem has multiple solutions (see Section 3.1). These oscillations

around a mean value are a numerical artifact due to temporal discretization around

the step function changes in the HRR. Although the step function HRR changes in

this example were synthetic (i.e., prespecified in the simulations), these rapid changes

in the HRR might be representative of abrupt changes in a fire environment, such as

window breakages, the opening and closing of vents, or fire suppression operations.

In numerical approaches, numerical oscillations might be handled by imple-

menting a numerical viscosity (or damping factor) that smooths out the solution

during each iteration. This approach might be useful in this example problem to

minimize oscillations in the transient HRR solution. As an alternative approach, we

might use change point analysis to detect sudden changes in the fire environment.

Change point analysis is a method for detecting changes in an underlying variable to

determine (1) if there is a change in a system and (2) the number and location of the

changes [113]. For example, given the temperature data shown in Fig. 5.20, we could

estimate the number of step changes in the system as a function of the input HRR

variable. Once the number of changes is identified, we could then estimate the magni-

tude of the change (i.e., the fire size required for that change). This is an alternative

approach to parameterize this type of physical system, and this approach might re-

duce the numerical oscillations that were an artifact of discretizing the transient HRR

as a piecewise linear function.
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5.3.6 Convergence Diagnostics

Figure 5.22 shows the parameter trace (upper left), autocorrelation (bottom

left), and histogram (right) of the posterior distribution for the standard deviation

parameter σL.
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Figure 5.22: PyMC results for standard deviation parameter σL, CFAST transient
HRR example: parameter trace (upper left), autocorrelation plot (bottom left), and
posterior distribution (right).

In Fig. 5.22, the parameter trace for σL indicates reasonable MCMC mixing,

and some autocorrelation is present.
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5.4 Estimating Fire Pyrolysis Material Properties Using Tran-
sient Mass Loss Data

In the previous example, the CFAST zone model was used. As we move

towards practical fire modeling applications, the problem of interest will often utilize

a more complex model with numerous input parameters (i.e., a high-dimensional

problem), such as a pyrolysis model. In this example, we introduce how an external

model such as FDS can be used in the Bayesian inference framework with PyMC.

In most fire modeling design applications, the HRR or burning rate is specified

rather than predicted. However, there is a motivation to predict the HRR or burn-

ing rate of a fuel using material property parameters in a pyrolysis model. Various

studies have used genetic algorithms [114,115] or other optimization techniques [116]

to estimate material properties for various fuels such as cellulosic materials, thermo-

plastics, and polymer-based foam materials. Lyon et al. [117] used a physically based

probabilistic (phlogistic) burning model to predict the likelihood of a material passing

a vertical flame spread test. A study by Miki et al. [118] used Bayesian analysis to

quantify the uncertainty of Arrhenius parameters for combustion experiments with

a shock-tube. The goal of this example is to calculate probability distributions of

several material property parameters that can be used to predict the burning rate of

a material.
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The goals of the example in this section are to:

1. Construct and run an MCMC simulation in PyMC using an external model

(FDS) and multiple unknown parameters related to material properties.

2. Estimate material property parameters with uncertainty information.

3. Examine the resulting parameter uncertainty compared to the uncertainty re-

ported in literature.
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5.4.1 Problem Setup

In this example, we consider a case from the FDS Validation Guide [36] in

which the NIST gasification apparatus is used to measure the mass loss rate of a ma-

terial that is exposed to an external heat flux in a nitrogen atmosphere. The material

considered is an 8.5 mm thick sample of polymethylmethacrylate (PMMA). In the

experiment, the exposing heat flux was 52 kW/m2, and a 1 cm layer of insulation was

placed under the PMMA sample. The experimentally measured transient mass loss

data for the single PMMA test considered are shown in Fig. 5.23.
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Figure 5.23: Transient mass loss rate of PMMA sample in the NIST gasification
apparatus, FDS pyrolysis example.
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The material properties for PMMA (from literature) and their associated un-

certainty are listed in Table 5.3. The uncertainty values are reported as ± 2 nor-

malized standard errors, which is an estimate of two times the normalized standard

deviation (± 2σ/µ), where µ is the mean value.

Table 5.3: Parameter information for PMMA.

Parameter Literature Value Uncertainty Measurement Source
(%) Technique

Absorption Coefficient 2700 1/m 50 FTIR [119]
Pre-Exponential Factor 8.5× 1012 1/s 50 TGA [120]
Activation Energy 188 000 kJ/kmol 3 TGA [120]
Emissivity 0.85 20 IS [121]
Heat of Reaction 870 kJ/kg 15 DSC [122]
Thermal Conductivity 0.20 W/m ·K 15 TLC [120]
Density 1100 kg/m3 5 Direct [120]
Specific Heat 2.2 kJ/kg ·K 15 DSC [122]

As we proceed with the Bayesian inference analysis, it is important to note

that the measured mass loss rate shown in Fig. 5.23 is only representative of a single

mass loss experiment. We do not know if the mass loss rate shown is an outlier. For

this example, we will assume that it is representative of the behavior of a typical

experiment. Replicate experiments would be needed in a more thorough analysis

because the Bayesian inference method would weight the replicate data more heav-

ily (see Section 4.12.6). Additionally, experiments that were conducted at different

conditions might result in more accurate estimates of the material properties. With

these limitations in mind and as a pedagogical example, we will make use of the single

experimental measurement to demonstrate the Bayesian inference approach for this

type of problem.
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5.4.2 FDS Model Setup

To predict the mass loss rate of the PMMA sample exposed to an external heat

flux, FDS was run in the “solid-phase only” mode in which no gas-phase combustion

occurs and only the pyrolysis model, external heat flux, and 1D heat conduction solver

determine the reaction rate of the solid material. The result is a predicted transient

mass loss rate of the sample material.

In FDS, the pyrolysis model is based on the change in the local density of

material component α according to the solid-phase species conservation equation [37]

∂

∂t

(
ρs,α

ρs(0)

)
= −

Nr,α∑
β=1

rα,β + Sα (5.5)

where ρs(0) is the initial density of the material layer (kg/m3), Nr,α is the number of

reactions for material α, and rα,β is the reaction rate (1/s). Sα is the production rate

of material component α as a result of reactions by other components, which is not

considered in this example because there is only one component (i.e., the material is

homogeneous).

The reaction rate rα,β is a function of the local mass concentration and tem-

perature and is calculated as a combination of Arrhenius and power functions as

rα,β =

(
ρs,α

ρs(0)

)ns,α,β

Aα,β exp

(
−Eα,β
RTs

)
(5.6)

where ns,α,β is the order of the reaction, Aα,β is the pre-exponential factor (1/s), Eα,β is

the activation energy (kJ/kmol), R is the universal gas constant (kJ/K · kmol), and

Ts is the internal temperature of the solid material (K).
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This example involves a single, first-order, and homogeneous reaction of solid

PMMA fuel being converted to gaseous products. Therefore, Eq. 5.5 reduces to

∂ρs

∂t
= −ρs(0)r (5.7)

and Eq. 5.6 reduces to

r =

(
ρs

ρs(0)

)
A exp

(
− E

RTs

)
(5.8)

Combining Eqs. 5.7 and 5.8 results in

∂ρs

∂t
= ρsA exp

(
− E

RTs

)
(5.9)

The internal temperature of the material is determined from the one-dimensional

heat conduction equation, which is given by

ρscs
∂Ts

∂t
=

∂

∂x
ks
∂Ts

∂x
+ q̇′′′s (5.10)

where cs and ks are the specific heat and thermal conductivity of the solid material,

respectively. The source term q̇′′′s can be decomposed into the heat related to the

chemical reaction and radiative absorption as

q̇′′′s = q̇′′′s,r + q̇′′′s,c (5.11)

where the radiative absorption term q̇′′′s,r is a function of the absorption coefficient κ

and emissivity ε. For a single material with one reaction, the chemical reaction source

term q̇′′′s,c is defined as

q̇′′′s,c =
∂ρs

∂t
∆Hr = −ρs(0)r∆Hr (5.12)
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In this example problem, the eight unknown input parameters related to

the PMMA material are the absorption coefficient κ (1/m), pre-exponential fac-

tor Aα,β (1/s), activation energy Eα,β (kJ/kmol), emissivity ε (-), heat of reaction

∆Hr (kJ/kg), thermal conductivity ks (W/m ·K), density ρs (kg/m3), and specific

heat cs (kJ/kg ·K).

The FDS input file is shown below using the material property values from

literature (Table 5.3).

! Solid phase heat conduction and reaction calculation of a 0.9 cm
! thick slab of plastic pyrolyzing under a heat flux of 50 kW/m2.
! The calculation is purely for the solid phase. There is no gas phase
! coupling -- just a fixed external heat flux of 50 kW/m2.

&HEAD CHID='FAA_Polymers_PMMA_FDS',
TITLE='Black PMMA at 50 kW/m2, No Gas Phase Reaction' /

! Mesh is just to make FDS run
&MESH IJK=3,3,4, XB=-0.15,0.15,-0.15,0.15,0.0,0.4 /

! Force FDS to do solid phase calc every time step
&TIME T_END=800., WALL_INCREMENT=1, DT=0.01 /
&MISC Y_O2_INFTY=0.01 /

! No gas phase reaction with 1% O2 concentration
&REAC FUEL='METHANE'/

&MATL ID='BLACKPMMA'
ABSORPTION_COEFFICIENT=2700.
N_REACTIONS=1
A(1) = 8.5E12
E(1) = 188000
EMISSIVITY=0.85
SPEC_ID='METHANE'
NU_SPEC=1.
HEAT_OF_REACTION=870.
HEAT_OF_COMBUSTION=25200.
CONDUCTIVITY = 0.20
DENSITY=1100.
SPECIFIC_HEAT = 2.2 /

&MATL ID='FOAMGLAS'
CONDUCTIVITY = 0.08
SPECIFIC_HEAT = 0.84
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DENSITY = 120. /

! External Flux is only for this simple demo exercise
&SURF ID='PMMA SLAB'

COLOR='BLACK'
MATL_ID='BLACKPMMA','FOAMGLAS'
THICKNESS=0.0085,0.01
HEAT_TRANSFER_COEFFICIENT=0.
EXTERNAL_FLUX=52 /

&VENT XB=-0.05,0.05,-0.05,0.05,0.0,0.0, SURF_ID = 'PMMA SLAB' /

&VENT MB='XMIN', SURF_ID='OPEN' /
&VENT MB='XMAX', SURF_ID='OPEN' /
&VENT MB='YMIN', SURF_ID='OPEN' /
&VENT MB='YMAX', SURF_ID='OPEN' /
&VENT MB='ZMAX', SURF_ID='OPEN' /

&DUMP DT_DEVC=5. /

&DEVC XYZ=0.0,0.0,0.0, IOR=3, QUANTITY='WALL TEMPERATURE', ID='temp' /
&DEVC XYZ=0.0,0.0,0.0, IOR=3, QUANTITY='BURNING RATE', ID='MLR' /
&DEVC XYZ=0.0,0.0,0.0, IOR=3, QUANTITY='WALL THICKNESS', ID='thick' /

&TAIL /

The eight unknown material property parameters are denoted as θi (for i from

0 to 7). At each MCMC iteration, the proposed values were input into FDS using

the above file as a template. A Python script was used to automate running FDS in

batch mode. The script generated FDS input files, ran the FDS model, and read in

the output from the FDS simulations.
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5.4.3 PyMC Model Specification

For the prior distributions of the material properties, uniform distributions

were used for each parameter θi. While sampling from uniform distributions can

be expensive because they are flat, uniform distributions span the entire parameter

space equally and do not bias the posterior with prior knowledge. The lower and upper

bounds of the uniform distributions were selected around the literature values. The

bounds and initial values of the uniform priors for the material property parameters

are shown in Table 5.4.

Table 5.4: Uniform prior distributions used for PMMA material properties.

Parameter Units Lower Bound Initial Value Upper Bound

Absorption Coefficient 1/m 1 2500 5000
Pre-Exponential Factor 1/s 7.5× 1012 8.5× 1012 9.5× 1012

Activation Energy kJ/kmol 187 000 188 000 189 000
Emissivity (-) 0.75 0.85 1.00
Heat of Reaction kJ/kg 500 750 2000
Thermal Conductivity W/m ·K 0.01 0.25 0.50
Density kg/m3 500 1000 2000
Specific Heat kJ/kg ·K 0.5 3.0 6.0

We will also consider the standard deviation of the likelihood σL to be an unknown

parameter and include it in the search process.
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The prior distributions and FDS model inputs are represented in PyMC in a function

called fds mlr as

def fds_mlr():
# Priors
# FDS inputs: abs_coeff, A, E, emissivity, HoR, k, rho, c
theta = mc.Uniform(

'theta',
lower=[1, 7.5e12, 187e3, 0.75, 500, 0.01, 500, 0.5],
value=[2500, 8.5e12, 188e3, 0.85, 750, 0.25, 1000, 3.0],
upper=[5000, 9.5e12, 189e3, 1.00, 2000, 0.50, 2000, 6.0])

sigma = mc.Uniform('sigma', lower=0., upper=10., value=0.100)

# Model
@mc.deterministic
def y_mean(theta=theta):

casename = external_fds.gen_input(
abs_coeff=theta[0],
A=theta[1],
E=theta[2],
emissivity=theta[3],
HoR=theta[4],
k=theta[5],
rho=theta[6],
c=theta[7])

external_fds.run_fds(casename)
mlrs = external_fds.read_fds(casename)
mlr = mlrs[:, 2]

# Print MLR vs. time for each iteration
graphics.plot_fds_mlr(mlr)

return mlr

# Likelihood
y_obs = mc.Normal('y_obs',

value=data_fds.mlr,
mu=y_mean,
tau=sigma**-2,
observed=True)

return vars()
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5.4.4 PyMC Simulation Setup

As in the previous examples, we can increase the burn-in period so that the

initial information from the MCMC simulation is discarded, and we can use a MAP

estimate to start from better initial values. This example is a transient case that

involves a large number of unknown parameters (eight material property parameters

plus one nuisance parameter). In preliminary MCMC simulations that were con-

ducted, the standard Metropolis-Hastings step method was much slower in searching

the parameter space compared to the adaptive Metropolis-Hastings step method.

Therefore, we will use the adaptive Metropolis-Hastings step algorithm, which can

more efficiently search high-dimensional spaces. As we proceed, we will use a burn-in

period to discard 50 % of the samples, retain the MAP estimate to obtain a better

starting point for the MCMC simulation, and utilize the adaptive Metropolis-Hastings

step method.

Note that preliminary MCMC simulations were conducted with 50 000 MCMC

iterations using the adaptive Metropolis step method, and the MCMC chains were

nonconvergent for most of the material property parameters. To increase the number

of high-probability draws from the posterior distributions for this high-dimensional

problem, additional MCMC iterations were required. Therefore, the number of iter-

ations was specified as 100 000 iterations in the full MCMC simulation.

As in the previous example, this example is also a multivariate case with some

correlation between the input parameters (see Section 5.3.3). In other words, if one

material property value θi changes, then the other θi values will need to adjust accord-

ingly. For example, the pre-exponential factor and activation energy are correlated

via the Arrhenius equation. Although the parameters are correlated, at the end of

the MCMC simulation, the marginal distribution of each parameter of interest (e.g.,
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each θi) is calculated (see Section 4.12.2).

The correlation between parameters has implications related to performance

(i.e., in the step method) and accuracy (i.e., in the posterior distributions). For is-

sues related to performance, the adaptive Metropolis-Hastings step method described

above can use information about the correlation between parameters to converge more

quickly to the region of high probability (for each parameter). For issues related to

accuracy, the solution space for each parameter is explored throughout the MCMC

simulation. If the region of high probability spans a large or complex solution space,

then this will be reflected in the resulting posterior distribution for each material

property parameter. The correlation between parameters can be examined after the

MCMC simulation by creating a plot of the joint posterior distribution of multiple

parameters (see Section 5.1.7).
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The MCMC simulation parameters were configured as follows: a total of

100 000 iterations, a burn-in period of 50 000 iterations, a thinning parameter of 10,

and a MAP estimate, which is represented in PyMC as

# Generate model
vars = models.fds_mlr()

# Fit model with MAP estimates
map = mc.MAP(vars)
map.fit(method='fmin_ncg', verbose=2)

# Import model variables and set database options
m = mc.MCMC(vars,

db='sqlite',
dbname='../Figures/example_fds.sqlite')

# Use adaptive Metropolis-Hastings step method
m.use_step_method(mc.AdaptiveMetropolis, [m.theta])

# Configure and run MCMC simulation
m.sample(iter=100000, burn=50000, thin=10, verbose=2)
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5.4.5 Results

The MCMC simulation was run, and the output from PyMC was

theta:

Mean SD MC Error 95% HPD interval
------------------------------------------------------------------
1924.008 186.601 14.013 [ 1548.045 2262.901 ]
8.5000e+12 527632999.344 51543943.429 [ 8.4986e+12 8.5007e+12]
188368.81 453.094 33.213 [ 187510.506 188991.129]
0.914 0.032 0.002 [ 0.851 0.95 ]
958.128 36.87 2.386 [ 887.215 1012.991 ]
0.224 0.01 0.001 [ 0.205 0.243 ]
1208.159 4.268 0.231 [ 1199.664 1216.063 ]
1.98 0.07 0.004 [ 1.832 2.085 ]

Posterior quantiles:

2.5 25 50 75 97.5
|------------|=============|=============|--------------|
1560.485 1793.781 1915.363 2049.538 2310.763
8.4987e+12 8.4998e+12 8.5000e+12 8.5000e+12 8.5010e+12
187304.159 188064.101 188476.96 188722.212 188985.361
0.83 0.899 0.924 0.937 0.95
860.775 940.541 968.119 984.093 1003.211
0.2 0.22 0.226 0.231 0.24
1199.664 1205.219 1208.162 1211.163 1216.155
1.796 1.947 1.997 2.034 2.071

This simulation required about 96 h of run time (on an Apple Macbook Pro

computer with a 2.2 GHz processor) for 100 000 MCMC iterations in PyMC, where

most of the computational expense was due to the FDS model runs.
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Figure 5.24a shows the parameter trace, autocorrelation, and histogram of

the posterior distribution for the absorption coefficient θ0, pre-exponential factor θ1,

activation energy θ2, and emissivity θ3. Figure 5.24b shows the parameter trace,

autocorrelation, and histogram of the posterior distribution for the heat of reaction θ4,

thermal conductivity θ5, density θ6, and specific heat θ7.

The MCMC trace for each parameter (except for the pre-exponential factor θ1)

indicates reasonable mixing with some level of autocorrelation. The mixing might be

enhanced and the amount of autocorrelation reduced with an increased number of

total MCMC iterations, an increased burn-in period, and an increased amount of

sample thinning. For a high-dimensional problem, the results are reasonable.
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(a) Absorption coefficient θ0, pre-exponential factor θ1, activation energy θ2, and emissivity θ3
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(b) Heat of reaction θ4, thermal conductivity θ5, density θ6, and specific heat θ7

Figure 5.24: PyMC results for material property parameters θi, FDS pyrolysis exam-
ple: parameter trace (upper left), autocorrelation plot (bottom left), and posterior
distribution (right).
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Table 5.5 shows the resulting posterior mean values and 95 % credible intervals (CIs)

for the eight material property parameters θi.

Table 5.5: Posterior mean values and 95 % credible intervals (CIs) for the eight input
parameters compared to literature values, FDS pyrolysis example.

Posterior Literature Lower Upper
Parameter Units Mean Value Value Bound of Bound of

95 % CI 95 % CI

Absorption 1/m 1924 2700 1548 2263
Coefficient

Pre-Exponential 1/s 8.5× 1012 8.5× 1012 8.5× 1012 8.5× 1012

Factor

Activation kJ/kmol 188 369 188 000 187 511 188 991
Energy

Emissivity (-) 0.91 0.85 0.85 0.95

Heat of kJ/kg 958 870 887 1013
Reaction

Thermal W/m ·K 0.22 0.20 0.21 0.24
Conductivity

Density kg/m3 1208 1100 1200 1216

Specific Heat kJ/kg ·K 2.0 2.2 1.8 2.1

Figure 5.25 shown snapshots of the measured vs. predicted mass loss rate

throughout the MCMC simulation (using the adaptive Metropolis-Hastings step method).

In this figure, as the MCMC simulation proceeds, the input parameters are being sam-

pled from regions of increasing probability, and the predicted mass loss rate converges

towards the measured mass loss rate data.
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(b) Iteration 10 000
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(c) Iteration 15 000
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(d) Iteration 17 000
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(e) Iteration 20 000
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(f) Iteration 25 000

Figure 5.25: Measured vs. predicted mass loss rate of PMMA sample throughout the
MCMC simulation, FDS pyrolysis example.
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Figure 5.26 shows a comparison of the transient mass loss rate results. In this

figure, the black solid line represents the experimentally measured mass loss data,

the black dashed line represents the predicted mass loss rate using material property

values from literature, the blue line with square symbols represents the predicted

mass loss rate using the posterior mean material property values, and the yellow

shaded area represents individual realizations of the FDS model over all θi values in

the posterior distribution.
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Figure 5.26: Transient mass loss rate, FDS pyrolysis example.
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5.4.6 Convergence Diagnostics

Figure 5.27 shows the parameter trace (upper left), autocorrelation (bottom

left), and histogram (right) of the posterior distribution for the standard deviation

parameter σL.

Figure 5.27: PyMC results for standard deviation parameter σL, FDS pyrolysis exam-
ple: parameter trace (upper left), autocorrelation plot (bottom left), and posterior
distribution (right).

In Fig. 5.27, the MCMC trace of the σL parameter indicates adequate mixing,

the autocorrelation is small, and the posterior distribution is approximately Gaussian

normal in shape. These results indicate that the high probability region of the stan-

dard deviation of the likelihood was reasonably well explored throughout the MCMC

simulation.
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5.4.7 Parameter Uncertainty Analysis

The Bayesian inference approach resulted in probability distributions and 95 %

credible intervals for the eight input parameters. In addition to reporting the posterior

mean value of each distribution, it is useful to discuss the results for each parameter

in terms of its uncertainty. The standard deviations of the posterior distributions for

each parameter are shown in Table 5.6. In this table, the posterior mean parameter

value (µ) is shown along with its associated standard deviation.

Table 5.6: Posterior mean values and standard deviations for the eight input param-
eters θi, FDS pyrolysis example.

Parameter Units Posterior Mean Value Standard Deviation

Absorption Coefficient 1/m 1924 186.6
Pre-Exponential Factor 1/s 8.5× 1012 5.28× 108

Activation Energy kJ/kmol 188 369 453
Emissivity (-) 0.91 0.032
Heat of Reaction kJ/kg 958 36.9
Thermal Conductivity W/m ·K 0.22 0.01
Density kg/m3 1208 4.268
Specific Heat kJ/kg ·K 2.0 0.07

The uncertainty values from literature (%) in Table 5.3 are an estimate of

two times the normalized standard deviation (± 2σ/µ). A parameter with a larger

percentage of uncertainty corresponds to a larger standard deviation for its probability

distribution.

To compare the literature uncertainty values to the Bayesian inference results,

the standard deviations from the Bayesian inference approach were converted to a

percentage by calculating two times the standard deviation then normalizing by the

mean value (or 2σ/µ), which results in a uncertainty percentage for each parameter

value similar to the uncertainty values reported in Table 5.3.
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A tornado diagram is a useful visualization method for displaying uncertainty

information for multiple parameters. In a tornado diagram, each parameter is listed

horizontally: the parameter with the largest uncertainty value appears at the top,

and the other parameters are listed below in descending order.

Figure 5.28 shows a tornado diagram that compares the uncertainty for each

material property from literature (blue bars on the left side) and the uncertainty for

each material property from the Bayesian inference process (green bars on the right

side). The parameters are arranged from top to bottom from the largest reported

uncertainty value to the smallest reported uncertainty value from literature.

01020304050
Uncertainty from Literature (%)

0 10 20 30 40 50
Uncertainty from Bayesian Inference (%)

Activation Energy

Density

Heat of Reaction

Thermal Conductivity

Specific Heat

Emissivity

Absorption Coefficient

Pre-Exponential Factor

Figure 5.28: Tornado diagram comparing uncertainty values from literature (left) and
from Bayesian inference (right), FDS pyrolysis example.

In Fig. 5.28, the uncertainty value for the pre-exponential factor (close to

zero) from the Bayesian inference approach is significantly less than the reported

uncertainty value from literature (50 %). This very small uncertainty value might

have been due to poor chain mixing for the pre-exponential factor, as discussed in the

previous section. Therefore, the posterior distribution of the pre-exponential factor

might not have been representative of the true posterior distribution.
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For the other seven material property parameters, the uncertainty values from

the Bayesian inference approach are roughly half the reported uncertainty value from

literature. The uncertainty values from the Bayesian inference approach include both

experimental and model uncertainty. In this example, the Bayesian inference ap-

proach was useful for (1) checking to see if the model physics can appropriately

capture the transient mass loss behavior of the PMMA sample, (2) calculating pos-

terior distributions for each input parameter, and (3) comparing the resulting input

parameter uncertainty to the uncertainty ranges reported in literature.
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5.5 Estimating Fire Location Using Heat Flux Data

In real-world fire scenarios outside of a research setting, measured thermo-

couple data are typically not available. In these scenarios, observations of heat-flux-

induced damage might be useful as a surrogate for thermocouple data. In fire and

arson investigations, it is useful to estimate the location of the first item ignited for

forensic reconstruction exercises. Or, for compartments that were fully involved in fire

(i.e., compartments that had flashover conditions) or underventilated fire scenarios,

it is useful to estimate the location or area where a majority of combustion occurred.

Several previous studies related to the inverse calculation of HRRs proposed

techniques for inverse fire localization using measured heat and smoke detector data or

wall degradation characteristics (see Section 3.2). A study by Wang and Zabaras [123]

used the Bayesian inference method (with MCMC sampling) to determine the location

of a heat source in a three-dimensional participating medium.

The example in this section extends the inverse fire modeling framework using

the Bayesian inference approach to calculate the probability of the location of a fire

using wall-mounted heat flux sensors as a surrogate for burn patterns or degradation

characteristics of enclosure boundaries (e.g., degraded gypsum wallboard or melted

switch plates and outlets). As an intermediate step using simulated fire test data,

heat flux gauges will be placed at various locations in a fire compartment.
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The goals of the example in this section are to:

1. Construct and run an MCMC simulation in PyMC using an external model

(FDS) and unknown location parameters related to fire localization in a com-

partment.

2. Describe both a single-solution approach and a Bayesian inference approach to

determine the location of a fire in a compartment.

3. Compare the results of the single-solution approach to the results of the Bayesian

inference approach to determine the most probable location of fire in a com-

partment.
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5.5.1 Problem Setup

For this example, consider a fire located in a compartment measuring

10 m× 10 m× 2.4 m. The fire is located at (x, y) = (2, 2) in the compartment.

Two fire sizes were used to generate synthetic heat flux data: 300 kW and 1000 kW.

Six heat flux gauges are located along a wall near the fire at a height of 1.2 m. For

the observed data, synthetic heat flux data were generated at each of the heat flux

gauge locations using the FDS fire model, as described in the following section. A

schematic of the layout is shown in Fig. 5.29.

10 m

10
 mFire Location

Heat Flux Gauges

Door

(0,0)

Figure 5.29: Schematic of layout for fire localization search, fire localization example.
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5.5.2 FDS Model Setup

For this example, heat flux data were generated using FDS with a fire in a

compartment. Note that FDS was only used to generate synthetic heat flux data and

was not used as the model in the Bayesian inference procedure. The compartment

had dimensions of 10 m× 10 m× 2.4 m with a grid resolution of 10 cm. The fire had

dimensions of 1 m× 1 m, and the center of the fire was located at (x, y) = (2, 2) in the

compartment. A door measuring 0.9 m× 2.4 m was located in the corner opposite

from the fire and was open throughout the simulation. The walls were composed of

1.6 cm thick gypsum board with a thermal conductivity of 0.48 W/m ·K, a density

of 1440 kg/m3, and a specific heat of 0.84 kJ/kg ·K.

The fuel was specified as propane with a soot yield of 0.01 and a radiative

fraction of 0.35. The fire was specified with a constant HRR in FDS (either 300 kW or

1000 kW). Six heat flux gauges were located at (x, y) = (1, 0), (2, 0), (3, 0), (4, 0), (5, 0)

and (6, 0) at a height of 1.2 m. Heat flux measurements were output from FDS using

the gauge heat flux output quantity with the gauge temperature fixed at ambient

temperature (20 ◦C). The simulation time was 300 s, and the gauge heat flux values

at the end of the simulation were used as observed data for the Bayesian inference

procedure.

Figure 5.30 shows snapshots from Smokeview that visualize the gauge heat

flux along the enclosure walls for the 300 kW case (Fig. 5.30a) and the 1000 kW

case (Fig. 5.30b). The gauge heat flux values indicate the rate at which convective

and radiative energy would be absorbed by the enclosure boundaries at a reference

temperature of 20 ◦C. A larger gauge heat flux value represents an increased rate of

heat transfer into the enclosure boundaries, which can result in thermally induced

damage to the walls (or ignition of secondary items).
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(a) 300 kW case

(b) 1000 kW case

Figure 5.30: Visualization of gauge heat flux at enclosure boundaries for (a) 300 kW
case and (b) 1000 kW case, fire localization example. Figure (a) shows the (x, y, z)
location coordinates of the fire, heat flux gauges, and origin.
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Figure 5.31 shows snapshots from Smokeview at the end of the simulation

(time of 300 s) that visualize the heat release rate per unit volume and the smoke

layer in the enclosure. In this figure, the yellow circles represent the six heat flux

gauges along the wall at a height of 1.2 m, and the door is visible in the right rear

corner. A snapshot of the 300 kW case is shown in Fig. 5.31a, and the smoke layer

height is about 0.8 m from the floor. A snapshot of the 1000 kW case is shown in

Fig. 5.31b, and the smoke layer height is about 0.2 m from the floor.

(a) 300 kW case

(b) 1000 kW case

Figure 5.31: Visualization of fire and smoke for (a) 300 kW case and (b) 1000 kW
case, fire localization example.
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5.5.3 Single-Solution Approach

Using a low-order radiation correlation, the location of the fire in a compart-

ment can be estimated using an inverse localization algorithm. As a first approach,

the radiative heat flux from the flame can be calculated using the point source radi-

ation method as [112]

q̇′′rad = cos(Θ)
χrQ̇

4πR2
(5.13)

where q̇′′rad is the radiant heat flux from the flame (kW/m2), Θ is the angle of the

gauge with respect to the energy source (°), χr is the radiant fraction of energy from

the flame (assumed to be 0.35), Q̇ is the fire size (kW), and R is the distance from the

center of the flame to the target (m). As discussed in the radiation heat flux example

in Section 5.1, the point source radiation model assumes that the radiation source is

concentrated at a single point in the center of the flame, and that convective heat

transfer is neglected.

Assume that we estimated the size of the fire using the methodology that

was discussed in Section 3.4. We can then use a similar optimization technique to

invert for the distance from the heat flux gauge to the fire in Eq. 5.13. A schematic

(overhead view) of the results from the inverse localization algorithm is shown in

Fig. 5.32 for an example compartment fire scenario. In this figure, the location of

the fire is shown as a red square, and the heat flux sensors are shown as points. The

circles around each heat flux sensor represent possible fire locations based on the

direct inversion of Eq. 5.13 in terms of the radius R. The locations where the circles

intersect represent a more probable location of the fire based on the results from

multiple heat flux gauges. Note that there are multiple intersections of the circles,

which indicates multiple probable fire locations.
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Figure 5.32: Determination of fire location, fire localization example.

In Fig. 5.32, the intersections of the circles indicate multiple probable fire

locations. Based on the intersections, the fire has a higher probability of being located

in a region near multiple intersections of the circles over an area of about 2 m× 1 m,

which is indicated by the dashed region in Fig. 5.32. However, even within this

region the question remains as to where the fire has a higher probability of being

located compared to other locations in the region. In other words, the results from

the single-solution approach with the point source radiation model equation provide

limited probability or uncertainty information about the location of the fire.
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5.5.4 Fire Localization Model Setup

We will now use the Bayesian inference approach to calculate probability dis-

tributions of fire locations in the compartment. The point source radiation equation

given in Eq. 5.13 will be used as the model. To simplify this problem and present

a pedagogical example, we will consider the fire size Q̇ to be a known, fixed value

of either 300 kW or 1000 kW, depending on the case. Using the heat flux values as

observed data and the point source radiation model, we want to estimate the location

coordinates x and y of the fire in the compartment. The radius R, or the distance

from the heat flux gauge to the fire is a function of both x and y, and the cos(Θ)

term in Eq. 5.13 is a function of the location coordinates x and y.

We will denote the x and y coordinates as the unknown parameters θ0 and θ1,

respectively. These are the parameters of interest that we want to invert for. For a

location coordinate in the room (x, y) = (θ0, θ1) and a gauge location (xgauge, ygauge),

the X and Y distances between the location coordinate and the heat flux gauge can

be calculated as X(θ0) = |θ0 − xgauge| and Y (θ1) = |θ1 − ygauge|. The distance (or

radius R) to the heat flux gauge can be calculated as

R(θ0, θ1) =
√
X(θ0)2 + Y (θ1)2 (5.14)

The model for this problem can then be represented as

q̇′′rad = cos(Θ)
χrQ̇

4πR2
=

(
Y (θ1)

R(θ0, θ1)

)
0.35Q̇

4πR(θ0, θ1)2
(5.15)

where q̇′′rad represents the measured heat flux data, Q̇ is either 300 kW or 1000 kW,

depending on the case, and θ0 and θ1 are the x and y location coordinates of the fire

that we wish to invert for, respectively.
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As we proceed, we want to assess the performance of the Bayesian inference

approach using increasing levels of available information (or observed data). There-

fore, we will examine the results for six cases, starting from the least amount of

information (one heat flux gauge) and progressively adding heat flux gauge data up

to the maximum number of gauges (six heat flux gauges). In other words, for Case 1,

the observed data will only include observed heat flux values from one heat flux gauge

located at (0, 1). For Case 2, the observed data will only include observed heat flux

values from two heat flux gauges located at (0, 1) and (0, 2), and so on. For Case 6,

the observed data will include observed heat flux values from all six heat flux gauges.
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5.5.5 PyMC Model Specification

For the prior distributions of the fire locations, θ0 (x value) and θ1 (y value),

we will assume no prior knowledge of the location of the fire in the compartment.

Therefore, we will use uniform prior distributions ranging from 0 m to 10 m for both

θ0 and θ1 with initial values of 5 m. We will also consider the standard deviation of

the likelihood σL to be an unknown parameter and include it in the search process.

The MCMC simulation procedure (for each MCMC step) can be described as follows:

1. The MCMC algorithm proposes a fire location in the compartment as

(x, y) = (θ0, θ1).

2. The heat flux value for a given location is calculated using Eq. 5.15.

3. The predicted heat flux values at the heat flux gauges are compared to the

observed data (previously generated by FDS).

4. The MCMC procedure stochastically determines if the proposed values should

be retained.

5. The MCMC algorithm proceeds to the next iteration.
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We have defined prior (uniform) distributions and a model, so we can proceed

with the MCMC simulation. The prior distributions and point source radiation model

are represented in PyMC in a function called point source radiation fds as

def point_source_radiation_fds(hrr, fire_size):
# Priors
x = mc.Uniform('x', lower=[0], upper=[10], value=[5])
y = mc.Uniform('y', lower=[0], upper=[10], value=[5])
sigma = mc.Uniform('sigma', lower=0., upper=100., value=1.)

# Model
@mc.deterministic
def y_mean(x=x, y=y):

x = abs(x - x_gauge)
y = abs(y - y_gauge)
R = np.sqrt((x)**2 + (y)**2)
return (y / R) * 0.35 * hrr / (4 * pi * (R)**2)

# Likelihood
y_obs = mc.Normal('y_obs', value=heat_flux,

mu=y_mean, tau=sigma**-2,
observed=True)

return vars()
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5.5.6 PyMC Simulation Setup

As in the previous examples, we can increase the burn-in period so that the

initial information from the MCMC simulation is discarded, and we can use a MAP

estimate to start from better initial values. As we proceed, we will use a burn-in

period to discard 50 % of the samples and retain the MAP estimate as a better

starting point for the MCMC simulation.

The MCMC simulation parameters were configured as follows: a total of 50 000

iterations, a burn-in period of 25 000 iterations, a thinning parameter of 10, and a

MAP estimate, which is represented in PyMC (for the 300 kW case) as

# Generate model
vars = models.point_source_radiation_fds(300, data_fds_300kW)

# Fit model with MAP estimates
map = mc.MAP(vars)
map.fit(method='fmin_powell', verbose=2)

# Import model variables and set database options
m = mc.MCMC(

vars,
db='sqlite',
dbname='../Figures/heat_flux_localization_fds_300kW.sqlite')

# Configure and run MCMC simulation
m.sample(iter=50000, burn=25000, thin=10)

A total of 12 MCMC simulations were run in PyMC: 6 simulations for the

300 kW case (1 to 6 heat flux gauges), and 6 simulations for the 1000 kW case (1 to

6 heat flux gauges).
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5.5.7 Results for 300 kW Case

The MCMC simulation was run, and the output from PyMC for the 300 kW case with

1 heat flux gauge was

[****************100%******************] 50000 of 50000 complete

x:

Mean SD MC Error 95% HPD interval
---------------------------------------------------------------
4.681 3.0 0.147 [ 0.174 9.615]

Posterior quantiles:

2.5 25 50 75 97.5
|--------------|==============|==============|---------------|
0.249 1.932 4.529 7.456 9.756

y:

Mean SD MC Error 95% HPD interval
---------------------------------------------------------------
4.643 2.925 0.129 [ 0.034 9.472]

Posterior quantiles:

2.5 25 50 75 97.5
|--------------|==============|==============|---------------|
0.234 1.974 4.39 7.162 9.74
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And the output from PyMC for the 300 kW case with 6 heat flux gauges was

[****************100%******************] 50000 of 50000 complete

x:

Mean SD MC Error 95% HPD interval
---------------------------------------------------------------
2.642 1.782 0.079 [ 0.077 7.437]

Posterior quantiles:

2.5 25 50 75 97.5
|--------------|==============|==============|---------------|
0.74 1.864 2.098 2.455 8.667

y:

Mean SD MC Error 95% HPD interval
---------------------------------------------------------------
2.487 1.791 0.096 [ 1.177 7.504]

Posterior quantiles:

2.5 25 50 75 97.5
|--------------|==============|==============|---------------|
1.407 1.633 1.757 2.211 8.599

Each simulation required about 20 s of run time on an Apple Macbook Pro computer

with a 2.2 GHz processor.

Note that the case that used observations from six heat flux gauges had a more

accurate estimate of the fire location (posterior mean values of (x, y) ≈ (2.6, 2.5))

compared to the case with one heat flux gauge (posterior mean values of (x, y) ≈

(4.7, 4.6)).
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Figure 5.33 shows the results for the 300 kW fire localization case. In this

figure, each MCMC iteration is shown as a gray dot, and the darker areas represent

regions where the fire has a higher probability of being located. The results are shown

for the case in which one heat flux gauge was used (Fig. 5.33a) up to the case in which

six heat flux gauges were used (Fig. 5.33f). In Fig. 5.33a, the region of high probability

is represented by a radial pattern about 2 m away from the heat flux gauge located

at (x, y) = (0, 1), which is in agreement with the model physics.
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Figure 5.33: Results of 300 kW case, fire localization example.
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Figure 5.34 shows a 3D visualization of the resulting posterior distributions

for the 300 kW fire localization case. In this figure, the posterior distribution is

shown over the x and y locations, where the z dimension represents frequency counts

where the fire has a higher probability of being located. Note that as the number of

available heat flux gauges increases (i.e., more observed data becomes available), the

probability of the fire location occurring near (x, y) = (2, 2) also increases.
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Figure 5.34: 3D visualization of posterior distribution for 300 kW case, fire localiza-
tion example.
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5.5.8 Results for 1000 kW Case

The MCMC simulation was run, and the output from PyMC for the 1000 kW case

with 1 heat flux gauge was

[****************100%******************] 50000 of 50000 complete

x:

Mean SD MC Error 95% HPD interval
------------------------------------------------------------------
4.819 2.942 0.097 [ 0.012 9.491]

Posterior quantiles:

2.5 25 50 75 97.5
|--------------|==============|==============|--------------|
0.203 2.238 4.686 7.475 9.705

y:

Mean SD MC Error 95% HPD interval
------------------------------------------------------------------
4.704 2.899 0.118 [ 0.017 9.363]

Posterior quantiles:

2.5 25 50 75 97.5
|--------------|==============|==============|--------------|
0.226 2.064 4.594 7.233 9.645
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And the output from PyMC for the 1000 kW case with 6 heat flux gauges was

[****************100%******************] 50000 of 50000 complete

x:

Mean SD MC Error 95% HPD interval
------------------------------------------------------------------
2.616 1.964 0.075 [ 0.1 7.847]

Posterior quantiles:

2.5 25 50 75 97.5
|--------------|==============|==============|--------------|
0.583 1.662 1.938 2.475 8.85

y:

Mean SD MC Error 95% HPD interval
------------------------------------------------------------------
2.561 1.987 0.096 [ 1.196 8.325]

Posterior quantiles:

2.5 25 50 75 97.5
|--------------|==============|==============|--------------|
1.293 1.535 1.688 2.315 8.82

Each simulation required about 20 s of run time on an Apple Macbook Pro computer

with a 2.2 GHz processor.

Note that the case that used observations from six heat flux gauges had a more

accurate estimate of the fire location (posterior mean values of (x, y) ≈ (2.6, 2.6))

compared to the case with one heat flux gauge (posterior mean values of (x, y) ≈

(4.8, 4.7)).
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Figure 5.35 shows the results for the 1000 kW fire localization case. In this

figure, each MCMC step is shown as a gray dot, and the darker areas represent regions

where the fire has a higher probability of being located. The results are shown for

the case in which one heat flux gauge was used (Fig. 5.35a) up to the case in which

six heat flux gauges were used (Fig. 5.35f).
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Figure 5.35: Results of 1000 kW case, fire localization example.
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Figure 5.36 shows a 3D visualization of the resulting posterior distributions

for the 1000 kW fire localization case. In this figure, the posterior distribution is

shown over the x and y locations, where the z dimension represents frequency counts

where the fire has a higher probability of being located. Note that as the number of

available heat flux gauges increases (i.e., more observed data becomes available), the

probability of the fire location occurring near (x, y) = (2, 2) also increases.
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Figure 5.36: 3D visualization of posterior distribution for 1000 kW case, fire localiza-
tion example.
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5.5.9 Convergence Diagnostics

Figure 5.37 shows a visualization of the MCMC search steps in the compart-

ment for the 300 kW case with six heat flux gauges.
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(f) Iteration 1000

Figure 5.37: Visualization of MCMC steps throughout the simulation, fire localization
example.
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Figure 5.38 shows the parameter trace (upper left), autocorrelation (bottom

left), and histogram of the posterior distribution (right) for the x and y location

parameters in the 300 kW case with six heat flux gauges.

x Location (m)

(a) x Location Parameter

y Location (m)

(b) y Location Parameter

Figure 5.38: PyMC results for x and y location parameters θ0 and θ1, 300 kW case,
fire localization example: parameter trace (upper left), autocorrelation plot (bottom
left), and posterior distribution (right).

355



Figure 5.39 shows the parameter trace (upper left), autocorrelation (bottom

left), and histogram of the posterior distribution (right) for the x and y location

parameters in the 1000 kW case with six heat flux gauges.

x Location (m)

(a) x Location Parameter

y Location (m)

(b) y Location Parameter

Figure 5.39: PyMC results for x and y location parameters θ0 and θ1, 1000 kW case,
fire localization example: parameter trace (upper left), autocorrelation plot (bottom
left), and posterior distribution (right).
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Figure 5.40 shows the parameter trace, autocorrelation, and histogram of the

posterior distribution for the standard deviation parameters σL for the 300 kW case

(Fig. 5.40a) and 1000 kW case (Fig. 5.40b) with six heat flux gauges.
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(b) 1000 kW case

Figure 5.40: PyMC results for standard deviation parameters σL, fire localization ex-
ample: parameter trace (upper left), autocorrelation plot (bottom left), and posterior
distribution (right).
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In Figs. 5.38 through 5.40, the MCMC traces of the θ0, θ1, and σL parameters

indicate adequate mixing, and some autocorrelation is present. These results indi-

cate that the high probability region of the standard deviation of the likelihood was

reasonably well explored throughout the MCMC simulation.
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Chapter 6

Conclusions

In conclusion, the research work presented in this study included improve-

ments to soot transport routines in a CFD fire model, the development of an inverse

fire modeling approach to invert for a transient HRR in a fire compartment given

measured temperature data, and the application of the Bayesian inference approach

to various fire scenarios. The tools presented in this study have applications towards

model validation exercises, fire and arson investigations, and reconstructions of fire-

fighter line-of-duty deaths and injuries. The need for improved physical submodels

and a statistical inference framework to describe input parameter uncertainty was

exemplified in this study.

In Chapter 2, to better understand fire behavior indicators related to soot,

the deposition of soot onto surfaces was considered. The effects of various soot de-

position and soot agglomeration mechanisms on soot transport in fire scenarios were

considered. Improvements were made to the soot deposition and soot transport al-

gorithms in FDS, and a number of cases were added to the FDS verification and

validation suite. Comparisons were made between measured and predicted aerosol

deposition velocities, optical densities, smoke detector activation times, and smoke

concentrations in nonreacting duct flow and compartment fire scenarios.

In the validation exercises presented in Chapter 2, there was some level of

disagreement in the predicted quantities related to soot, which might have been due to

uncertainty in the model input parameters, deficiencies in the model, or uncertainty in
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the measured data. The exact source of uncertainty was difficult to determine, which

represents the current state of model uncertainty quantification using the present

model validation methodology. The level of uncertainty in some of the predictions

was large, which can make it difficult when these models are applied to forensic

reconstruction exercises for predictions related to smoke.

In Chapter 3, in moving towards better characterization of fire behavior indi-

cators in compartment fire scenarios, a single-solution approach was used to develop

an inverse HRR calculation method to determine a fire size that best satisfies mea-

sured temperature data. The inverse HRR methodology was applied to room-scale

fire experiments and various fire scenarios. The accurate specification of model input

parameters (such as fire size) is important for the comparison of model predictions

to experimental data or a posteriori observations, which demonstrated the need for a

more robust inversion framework to describe the uncertainty of input parameters.

In Chapter 4, a parameter inference framework was described that has applica-

tions towards fire scene reconstructions. Rather than using point estimates of input

parameters, a method to invert for probability distributions was established. The

importance and usefulness of probability distributions in fire problems was discussed.

A Bayesian inference framework was described that can be applied to various fire sce-

narios to determine probability distributions of input parameters. These probability

distributions contain uncertainty information about the input parameters and can be

propagated through fire models to obtain uncertainty information about predicted

quantities of interest.

In Chapter 5, examples of the Bayesian parameter inference framework for fire

dynamics applications were presented, including (1) the determination of steady-state

fire size using measured heat flux data, (2) estimating the steady-state and transient

360



HRR of fires in a compartment using measured temperature data, (3) estimating fire

pyrolysis material properties using measured mass loss data, and (4) estimating the

location of fire in a compartment using measured heat flux data.
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Future Applications of Bayesian Inference in Inverse Fire Modeling Prob-
lems

Regarding the future implementation of Bayesian inference in fire applications,

the Bayesian inference framework presented in this study can be incorporated into

model validation and calibration studies as well as risk analyses and probabilistic risk

assessments. The Bayesian inference framework fits nicely into the cycle of parameter

estimation before issuing a prediction on an unobservable quantity. In other words,

the Bayesian inference framework can be used during model validation exercises (when

comparing predicted quantities to measured data) as a consistent methodology to cal-

culate probability distributions of input parameters. Then, the probability distribu-

tions of the input parameters can be propagated through fire models to describe the

uncertainty of unobservable predicted quantities in design applications or forensic re-

constructions. During the modeling process, by spending time up front on describing

the uncertainty of input parameters using Bayesian inference, this will presumably

reduce bias and better quantify the uncertainty of model input parameters and help

users better interpret predicted results.

In fire reconstructions, the Bayesian inference approach can be used to invert

for various parameters in fire scenarios. In Chapter 5, we demonstrated the use of the

Bayesian inference approach to invert for fire size (for both steady-state and transient

conditions), fire location in a compartment, and material properties. These model

parameters are important inputs that govern the evolution of thermal conditions

in a fire compartment. Bayesian inference is useful in applications that have small

amounts of observed data that might be collected during a post-fire assessment (i.e.,

fire signatures), such as timeline information, window breakage and door opening

events, firefighting tactics, wall degradation characteristics, melting and deformation

of metal and plastic components, and soot deposition to surfaces. Each of these fire
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signatures can be used as observed data in the Bayesian inference framework and can

help quantify the level of uncertainty of input parameters for a fire scenario using

physics-based models coupled with a statistical inference framework.

In experimental design and fire testing exercises, the use of Bayesian inference

allows for a feedback loop during the model validation process [124]. The model

validation process involves calibration (i.e., comparing measured experimental data

to predicted model results), and Bayesian inference can provide information about

how well the submodels capture the appropriate physics for a given phenomena.

For model developers, the Bayesian inference approach can be used during the

development of submodels in conjunction with model validation studies. The model

selection process described in Section 4.10 can be used to inform model developers

about an adequate level of physical detail (i.e., model accuracy vs. model complexity)

to include for various physical fire phenomena (e.g., radiation solver, combustion

routines, heat transfer algorithms, detector routines).

For model users and engineering practitioners, Bayesian inference can be used

to perform parameter inference studies and invert for probability distributions of

input parameters. These probability distributions can then be propagated through

fire models to obtain probability distributions of the predicted quantities (e.g., HGL

temperatures, heat flux to targets, surface temperatures, cable failures). The resulting

probability distributions can then be used in performance-based designs, probabilistic

risk assessments, and to conduct sensitivity analyses in risk-based approaches. In

addition to model users, authorities having jurisdiction (AHJs) can also benefit from

the results of sensitivity studies based on Bayesian inference based as tool to better

inform them during risk assessments and quantify the uncertainty of various design

fire scenarios.
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Appendix A

Python Source Code

The file and directory structure for the following source code is organized as follows:

./

Experimental Data

heat flux data.csv

Figures

Scripts

data heat flux.py

example heat flux 0.py

example heat flux 1.py

example heat flux 2.py

example heat flux 3.py

example heat flux 4.py

example heat flux 5.py

example heat flux 6.py

graphics.py

models.py
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Python source code for the PyMC model file data heat flux.py.

#!/usr/bin/env python

"""
Read in the heat flux data for the
point source radiation example.
"""

import numpy as np

# Read in experimental data from file
data = np.genfromtxt('../Experimental_Data/heat_flux_data.csv',

delimiter=',', names=True)

# Set data variables
test = data['test']
distance = data['distance']
heat_flux = data['heat_flux']

The contents of heat flux data.csv are as follows.

test,distance,heat_flux
1,0.61,6.25
2,0.83,3.31
3,1.06,2.1
4,1.54,1.12
5,2.03,0.72
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Python source code for the PyMC model file models.py.

#!/usr/bin/env python

"""Module for setting up statistical models"""

from __future__ import division

from math import pi
import numpy as np
import pymc as mc
import graphics
import data_heat_flux

def linear():
"""
PyMC configuration with a linear model.

This is an example of the Bayes MCMC model with
the linear model as the model.
"""
# Priors
theta = mc.Uninformative('theta', value=[0., 0.])
sigma = mc.Uniform('sigma', lower=0., upper=100., value=1.)

# Model
@mc.deterministic
def y_mean(theta=theta, R=data_heat_flux.distance):

return theta[0]*R + theta[1]

# Likelihood
# The likelihood is N(y_mean, sigmaˆ2), where sigma
# is pulled from a uniform distribution.
y_obs = mc.Normal('y_obs',

value=data_heat_flux.heat_flux,
mu=y_mean,
tau=sigma**-2,
observed=True)

return vars()

def point_source():
"""
PyMC configuration with a point source radiation model.

This is an example of the Bayes MCMC model with
the point source radiation equation as the model.
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"""
# Priors
# If you uncomment the below theta line,
# then the prior is N(mu, sigmaˆ2),
# where in the uninformed setup, mu is any value,
# and sigmaˆ2 approaches infinity.
# theta = mc.Uninformative('theta', value=[0])

# If you uncomment the below theta line, then the prior is
# a uniform distribution with a range of 50 to 300.
theta = mc.Uniform('theta',

lower=[50.], upper=[300.], value=[200.])

# If you uncomment the below theta line,
# then the prior is N(mu, sigmaˆ2),
# where mu is specified as 100 and sigmaˆ2 is 10,000.
# theta = mc.Normal('theta', mu=[100], tau=[0.0001])

sigma = mc.Uniform('sigma', lower=0., upper=100., value=1.)

# Model
@mc.deterministic
def y_mean(theta=theta, R=data_heat_flux.distance):

return 0.30 * theta / (4 * pi * (R)**2)

# Likelihood
# The likelihood is N(y_mean, sigmaˆ2), where sigma
# is pulled from a uniform distribution.
y_obs = mc.Normal('y_obs',

value=data_heat_flux.heat_flux,
mu=y_mean,
tau=sigma**-2,
observed=True)

return vars()
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Python source code for the PyMC model file graphics.py.

#!/usr/bin/env python

"""Module for setting up plotting routines"""

import time
from math import pi
import pylab as pl
import numpy as np
import data_heat_flux

def plot_all_data():
"""Plot the measured heat flux data and decorates the output."""
plot_hf_data()
decorate_plot()

def plot_hf_data():
"""Plot the measured heat flux data."""
pl.plot(data_heat_flux.distance,

data_heat_flux.heat_flux,
'bs', ms=10, mew=0, label='Exp. Data')

def plot_linear_model(m):
"""
Plot each linear realization for the radiation example.

Generate a plot for each realization throughout the
simulation using the linear model.
"""
R = pl.arange(0., 2.5, .01)
for theta_t in m.theta.trace():

heat_flux = theta_t[0]*R + theta_t[1]
pl.plot(R, heat_flux,

color='gray', alpha=.75, zorder=-1)

theta = m.theta.stats()['mean']
heat_flux = theta[0]*R + theta[1]
pl.plot(R, heat_flux,

color='purple', linewidth=5,
label='Linear')

decorate_plot()

def plot_point_source_model(m,
color='green',
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label='Point Source Radiation'):
"""
Plot each point source realization for the radiation example.

Generate a plot for each realization throughout the
simulation using the point source radiation model on
a single plot.
"""
R = pl.arange(0.01, 2.5, .01)
y_trace = []
for theta in m.theta.trace():

y = 0.30 * theta / (4 * pi * (R)**2)
pl.plot(R, y,

color='gray', alpha=.75, zorder=-1)
y_trace.append(y)

pl.plot(R, pl.mean(y_trace, axis=0),
color=color, linewidth=5,
label=label)

decorate_plot()

def decorate_plot():
"""Decorate the plot with labels."""
pl.axis([0, 2.5, 0., 10.])
pl.legend(numpoints=1, prop=dict(size=20), fancybox=True)
pl.xticks(fontsize=20)
pl.xlabel('Distance (m)', fontsize=24)
pl.yticks(fontsize=20)
pl.ylabel('Heat Flux (kW/m$ˆ2$)', fontsize=24)

def plot_joint_density(X, Y, bounds=None):
"""
Plot joint density of X and Y.

Used in example 4 to explore model convergence.
"""
if bounds:

X_min, X_max, Y_min, Y_max = bounds
else:

X_min = X.min()
X_max = X.max()
Y_min = Y.min()
Y_max = Y.max()

pl.plot(X, Y,
linestyle='none', marker='o',
color='green', mec='green',
alpha=.75, zorder=-99)
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import scipy.stats
gkde = scipy.stats.gaussian_kde([X, Y])
x, y = pl.mgrid[X_min:X_max:(X_max-X_min)/25.,

Y_min:Y_max:(Y_max-Y_min)/25.]
z = pl.array(gkde.evaluate([x.flatten(), y.flatten()])).reshape(x.←↩

shape)
pl.contour(x, y, z, linewidths=2)

pl.axis([X_min, X_max, Y_min, Y_max])

def plot_predicted_data(y_pred):
"""
Plot predicted data side-by-side in subplots.

Used in example 5 to explore model convergence.
"""
pl.subplot(3,1,1)
plot_hf_data()
decorate_plot()
pl.xlabel('')
pl.ylabel('')

pl.subplot(3,1,2)
plot_predicted_sample(data_heat_flux.distance, y_pred)
decorate_plot()
pl.xlabel('')

pl.subplot(3,1,3)
plot_predicted_sample(data_heat_flux.distance, y_pred)
decorate_plot()
pl.ylabel('')

pl.subplots_adjust(hspace=0.)

def plot_predicted_sample(x, y_pred):
"""Used by the plot_predicted_data function."""
t = pl.rand() * len(y_pred.trace())
y_t = y_pred.trace()[t]
pl.plot(x, y_t, 'gˆ', ms=12, mew=0, label='Prediction')
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Python source code for the PyMC model file example heat flux 0.py.

#!/usr/bin/env python

"""
PyMC Radiation Heat Flux Example Series
Example 0: Plot heat flux vs. distance data.

This example only plots the experimental data
that we will be conditioning to in later examples.
"""

import matplotlib
matplotlib.use("Agg")

import pylab as pl
import graphics

# Plot heat flux data
pl.figure(figsize=(12,9))
graphics.plot_all_data()
pl.savefig('../Figures/example_heat_flux_0.pdf')
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Python source code for the PyMC model file example heat flux 1.py.

#!/usr/bin/env python

"""
PyMC Radiation Heat Flux Example Series
Example 1: PyMC simulation to fit a line to heat flux data.

In this example, we fit a line of the form
\dot Q = theta_0 * R + theta_1 to the measured heat flux data.
"""

import matplotlib
matplotlib.use("Agg")

import pylab as pl
import pymc as mc
import models
import graphics

# Generate model
vars = models.linear()

# Import model variables and set database options
m = mc.MCMC(vars,

db='sqlite',
dbname='../Figures/example_heat_flux_1.sqlite')

# Configure and run MCMC simulation
m.sample(iter=50000, burn=25000, thin=10)

# Plot traces and model with mean values
pl.figure(figsize=(12,9))
graphics.plot_hf_data()
graphics.plot_linear_model(m)
pl.savefig('../Figures/example_heat_flux_1.pdf')

# Plot resulting distributions and convergence diagnostics
mc.Matplot.plot(m,

format='pdf',
path='../Figures/example_heat_flux_1',
common_scale=False)

# Find DIC
print 'DIC = %f' % m.dic

# Display results
m.theta.summary()
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Python source code for the PyMC model file example heat flux 2.py.

#!/usr/bin/env python

"""
PyMC Radiation Heat Flux Example Series
Example 2: PyMC simulation using a point source radiation model.
"""

import matplotlib
matplotlib.use("Agg")

import pylab as pl
import pymc as mc
import models
import graphics

# Generate model
vars = models.point_source()

# Fit model with MAP estimates
map = mc.MAP(vars)
map.fit(method='fmin_powell', verbose=2)

# Import model variables and set database options
m = mc.MCMC(vars, db='sqlite',

dbname='../Figures/example_heat_flux_2.sqlite')

# Configure and run MCMC simulation
m.sample(iter=50000, burn=25000, thin=10)

# Plot traces and model with mean values
pl.figure(figsize=(12,9))
graphics.plot_hf_data()
graphics.plot_point_source_model(m)
pl.savefig('../Figures/example_heat_flux_2.pdf')

# Plot resulting distributions and convergence diagnostics
mc.Matplot.plot(m,

format='pdf',
path='../Figures/example_heat_flux_2',
common_scale=False)

# Find DIC
print 'DIC = %f' % m.dic

# Display results
m.theta.summary()
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Python source code for the PyMC model file example heat flux 3.py.

#!/usr/bin/env python

"""
PyMC Radiation Heat Flux Example Series
Example 3: PyMC simulation using different initial values.

In this example, we use the point source radiation model,
but we start from two different initial conditions to
see if they converge to the same posterior distribution.
"""

import matplotlib
matplotlib.use("Agg")

import pylab as pl
import pymc as mc
import models
import graphics

# Generate model and fit model
vars = models.point_source()
vars['theta'].value = [60]
m1 = mc.MCMC(vars)
m1.sample(iter=50000, burn=25000, thin=10)

# Generate model and fit model with different initial value
vars = models.point_source()
vars['theta'].value = [250]
m2 = mc.MCMC(vars)
m2.sample(iter=50000, burn=25000, thin=10)

# Plot traces and model with mean values
pl.figure(figsize=(12,9))
graphics.plot_hf_data()

graphics.plot_point_source_model(m1, color='g', label='Replicate 1')
pl.savefig('../Figures/example_heat_flux_3a.pdf')

graphics.plot_point_source_model(m2, color='b', label='Replicate 2')
pl.savefig('../Figures/example_heat_flux_3b.pdf')

# Plot resulting distributions and convergence diagnostics
mc.Matplot.plot(m1,

format='pdf',
path='../Figures/example_heat_flux_3',
common_scale=False)
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Python source code for the PyMC model file example heat flux 4.py.

#!/usr/bin/env python

"""
PyMC Radiation Heat Flux Example Series
Example 4: PyMC simulation using a different step method.

In this example, we use the point source radiation model,
but we use the adaptive Metropolis-Hastings step method
instead of the standard Metropolis-Hastings method.
"""

import matplotlib
matplotlib.use("Agg")

import pylab as pl
import pymc as mc
import models
import graphics

# Generate model
vars = models.point_source()

# Fit with MCMC, but not with default step methods
m = mc.MCMC(vars)

# Use adaptive Metropolis-Hastings step method
m.use_step_method(mc.AdaptiveMetropolis, [m.theta])

# Configure and run MCMC simulation
m.sample(50000, 25000, 10)

# Plot resulting distributions and convergence diagnostics
mc.Matplot.plot(m,

format='pdf',
path='../Figures/example_heat_flux_4',
common_scale=False)

# Look at joint posterior distribution of theta_0
# and theta_1 as well as theta_2 and gamma
pl.figure(figsize=(12,9))
graphics.plot_joint_density(m.theta.trace()[:,0], m.sigma.trace())
pl.xticks(fontsize=20)
pl.yticks(fontsize=20)
pl.xlabel('HRR, $\\theta$ (kW)', fontsize=24)
pl.ylabel('Sigma, $\\sigma_L$ (kW)', fontsize=24)
pl.savefig('../Figures/example_heat_flux_4.pdf')
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Python source code for the PyMC model file example heat flux 5.py.

#!/usr/bin/env python

"""
PyMC Radiation Heat Flux Example Series
Example 5: PyMC simulation using maximum a posteriori estimate.

In this example, we use the point source radiation model
along with the maximum a posteriori (MAP) method to start
with better initial values. Also, information is calculated
for the AIC, BIC, and DIC criteria.
"""

import matplotlib
matplotlib.use("Agg")

import pylab as pl
import pymc as mc
import data_heat_flux
import models
import graphics

# Generate model
vars = models.point_source()

# Fit with MAP, find AIC and BIC
map = mc.MAP(vars)
map.fit(method='fmin_powell', verbose=1)
print 'AIC=%f' % map.AIC
print 'BIC=%f' % map.BIC

# Add a data posterior prediction deterministic
@mc.deterministic
def y_pred(mu=vars['y_mean'], sigma=vars['sigma']):

return mc.rnormal(mu, sigma**-2)

vars['y_pred'] = y_pred

# Fit with MCMC, but not with default step methods
m = mc.MCMC(vars)

# Use adaptive Metropolis-Hastings step method
m.use_step_method(mc.AdaptiveMetropolis, [m.theta])

# Configure and run MCMC simulation
m.sample(50000, 25000, 10)

# Find DIC
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print 'DIC = %f' % m.dic

# Plot residuals
pl.figure(figsize=(12,9))
y_err = m.y_obs.value - m.y_mean.stats()['mean']
pl.hlines([0], 0, 2.5, linewidth=3, linestyle='dashed')
pl.plot(data_heat_flux.distance, y_err, 'gs', mew=0, ms=10)
graphics.decorate_plot()
pl.ylabel("Residual ($\dot q''_{obs} - \dot q''_{expected}$)", ←↩

fontsize=24)
pl.axis([0, 2.5, -3, 3])
pl.savefig('../Figures/example_heat_flux_5a.pdf')

# Generate a posterior predictive check
pl.figure(figsize=(12,9))
graphics.plot_predicted_data(y_pred)
pl.savefig('../Figures/example_heat_flux_5b.pdf')
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Python source code for the PyMC model file example heat flux 6.py.

#!/usr/bin/env python

"""
PyMC Radiation Heat Flux Example Series
Example 6: PyMC simulation with database output.

In this example, we use the point source radiation model
along with database output.
"""

import pymc as mc
import models

# Fit with MCMC, save results in a database db can be one of the
# following: no_trace, ram, pickle, txt, sqlite, mysql, hdf5

# Generate model
vars = models.point_source()
m = mc.MCMC(vars,

db='sqlite',
dbname='../Figures/point_source_heat_flux.sqlite')

m.use_step_method(mc.AdaptiveMetropolis, [m.theta])
m.sample(50000, 25000, 10)

# Load the database from disk
db = mc.database.sqlite.load(

'../Figures/point_source_heat_flux.sqlite')
print db.theta.stats()

# Do it again with txt to compare size of output

vars = models.point_source()
m = mc.MCMC(vars,

db='txt',
dbname='../Figures/point_source_heat_flux.txt')

m.use_step_method(mc.AdaptiveMetropolis, [m.theta])
m.sample(50000, 25000, 10)

# Load the database from disk
db = mc.database.txt.load(

'../Figures/point_source_heat_flux.txt')

# Display results
print db.theta.stats()
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