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Supervisor: Jonathan F. Bard

This dissertation addresses the problem of scheduling a set of jobs with

multiple priorities on nonhomogeneous, parallel machines. The application of

interest involves the tracking and data relay satellite system (TDRSS) run

by the U.S. National Aeronautics and Space Administration. This system

acts as a relay platform for Earth-orbiting vehicles that wish to communicate

periodically with ground stations. An additional feature of the problem is that

each job falls into one of ρ priority classes. The objective is to maximize the

number of jobs scheduled, where a job in a higher priority class has infinitely

more value than a job in a lower priority class.

The problem is introduced and then compared to other more common

scheduling and routing problems. A formal proof that shows the problem to

be in NP-hard is presented. Next, mixed-integer linear programming formula-

tions are explained. The difficulty experienced in solving even small instances

with CPLEX led to the development of a dynamic programming-like heuristic
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and a greedy randomized adaptive search procedure (GRASP). The GRASP

consists of two phases. The first phase produces feasible solutions by rank-

ing each job with a greedy function and then selecting one at random from a

restricted candidate list. The process is repeated until no more jobs can be

scheduled. The second phase seeks a local optimum by searching over a series

of neighborhoods defined by job insertions and exchanges. Each is described

in some detail and then compared using data from a typical busy day sce-

nario. Extensive testing was done on a series of problems randomly generated

to reflect a wide range of job characteristics.

An exact method was also developed. Here, the problem is reformulated

as a set packing problem and a branch-and-price method is applied. The

GRASP was used to provide the initial starting solution as well as lower bounds

during the branching process. Two methods of branching are presented, one

based on time windows and the other based on the special order sets associated

with one of the constraints. The proposed procedure was found to be very

effective, providing the true optimum for instances with up to 100 jobs and

2 machines. An additional contribution of this work is the development of a

technique to randomly generate problem sets with real-world attributes.
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Chapter 1

Introduction

1.1 General Description

Scheduling problems are characterized by sequencing and timing deci-

sions and arise in situations where scarce resources have to be allocated to

competing activities. Depending on the machine environment (e.g., single

machine or parallel machines), the job characteristics (e.g., independent or

precedence constrained), and optimality criteria (e.g., makespan, total tardi-

ness), it is possible to define a wide variety of problem types. To rationalize

the discussion, Lawler et al. [66] proposed the following three-field notation

α|β|γ which has since become standard. The first parameter, α, indicates

the machine environment that normally can be categorized as single machine

(α = 1), parallel machines (identical machines, α = I, uniform machines,

α = Q, unrelated machines, α = R), open shop (α = O), flow shop (α = F ),

and job shop (α = J). The second parameter β indicates the job charac-

teristics. Some examples are β = pmtn which means preemption is allowed

(preemption means processing of a job can be interrupted at any time and

processing can be resumed at a later time on any machine without penalty),

β = prec which means precedence relations exist among jobs, β = rj which

means release dates differ among jobs, and β = “pj = 1” which means each

1



job has a unit processing time. Finally, γ specifies the optimality criterion.

Some possibilities are the completion time (Cj), the lateness (Lj = Cj − dj),

the tardiness (Tj = max{0, Cj − dj}), and the unit penalty (Uj = 0 if Cj ≤ dj,

Uj = 1 otherwise).

1.2 Parallel Machine Scheduling

In general, parallel machine scheduling can be defined as a scheduling

problem in which multiple machines are present. Each job requires only one

operation which can be performed by one or more of the available machines.

Once a job is finished, the machine becomes free and the job leaves the system.

Three classes of parallel machine environments are identical machines, uniform

machines, and unrelated machines. In the identical machines environment, a

job can be processed in the same amount of time on any of the machines. In

the uniform machines environment, each machine can process jobs at different

speeds. This means that a job will require less processing time on a fast

machine than it will on a slow one. In general, each machine has its associated

speed factor. In the unrelated machines environment, the processing time of

jobs can be completely arbitrary. One machine might be faster on one job but

slower on another. [18]
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1.3 Parallel Machine Scheduling with Time Windows

and its Applications

The problem investigated in this dissertation is the parallel machine

scheduling problem with time windows. It arises when each activity has a time

window within which it can only be processed. The machine environment is

non-identical in the sense that each job has a specific subset of machines on

which it can be processed. This problem originated from a real-world need to

schedule the use of antennas on the tracking and data relay satellite system

(TDRSS) [87], [30]. In this system satellites in geosynchronous orbit are used

as a relay platform for communications between low orbiting user spacecraft

and ground terminals. Spacecraft can communicate with the TDRSS only

when they are within line-of-sight range. Users (spacecraft), with unique pri-

orities, request blocks of contiguous antenna time by specifying the antenna

preference, the contacting priority, and the time period in which contact is pos-

sible (time window). Each TDRSS antenna can handle at most one request

at a time. In some situations, users may request periodic contacts or multiple

simultaneous contacts. Between requests, the ground crew needs a certain

amount of time to reconfigure the antenna system. The time for reconfigura-

tion includes the amount of time to turn around the antenna. This setup time

depends on the number of degrees the antenna needs to be turned. Hence, it

also depends on the locations of the users of those requests. The objective is

to allocate the antennas over the planning period to meet the users’ requests

in such a way that some function of the scheduled requests is maximized with

3



strict priority enforcement. This means that a subset of jobs from one priority

class can be scheduled independently of all other jobs of lower priorities. In

other words, scheduling a job in higher priority class benefits infinitely more

than scheduling any number of lower priority jobs. Since the problem involves

allocating resources over time to users to satisfy the user specified range of

times, it is also known as The Range Scheduling Problem [2], [3], [30]. Figure

1.1 shows a diagram of the satellite system.

User

TDRS East TDRS West

Earth

Terminal

TDRSS Ground

Figure 1.1: TDRS system

TDRSS is used for communication between spacecrafts and the ground

terminal at White Sands, New Mexico. Spacecraft that use the system can be

divided into the following three classes.

1. Low altitude satellites: These satellites orbit at an altitude below 500

miles. They are visible to ground antennas for only ten minutes; there-

fore, an antenna must be reserved for that entire period. Requests from

these low altitude satellites are given high priorities and have fixed time

windows (processing times last the whole time windows).
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2. Medium altitude satellites: Their orbits average around 12000-mile alti-

tude. They are within the line of site of the ground antennas for up to

11 hours. Requests are made for a 10-minute contact within a 45-minute

time window. The users normally specify which antenna they prefer.

3. Near synchronous satellite: Their altitudes are in the range of 22000

miles. Contacts can be made with the ground antennas for several hours

when they are at the right position. Various contacting durations are

possible.

Each TDRS has two single access (SA) antennas and one phased array multiple

access (MA) antenna. Each antenna can provide a service to one spacecraft

at a time. The setup time for the MA antenna is constant at 15 seconds while

the setup time for SA antenna depends on the number of degrees required to

move from one user to another. It typically varies from 15 seconds to almost

5 minutes.

Another application is found in the assignment of gates at an airport

[13], [14]. An airline terminal at JFK airport is considered. Thirty gates are

available and approximately 300 planes arrive and depart daily. The gates are

not identical in the sense that some of them have more space than others. Plane

sizes also vary so some large planes may not be able to use the small gates.

Planes also arrive and depart according to schedules where the release times

and deadlines are imposed. The objective function is to find the assignment

of gates that is feasible; i. e., satisfies the plane-gate compatibilities and the

5



release times and deadlines constraints, and optimize the gates utilization.

1.4 Problem Definition

Let n be the number of independent jobs in the set J = {1, . . . , n}

and let m be the number of parallel machines in the set M = {1, . . . ,m}.

Associated with each job is a time window [ajk, bjk] (for job j on machine k,

the earliest time processing of j can begin on machine k is ajk and the latest

time processing of job j can begin is bjk; 0 ≤ ajk ≤ bjk); a processing time pjk

(the processing time of job j on machine k); and a set Mj ⊆ M of machines

on which job j can be processed. Also, jobs can be partitioned into ρ priority

classes such that Jp ⊆ J , p ∈ {1, . . . , ρ}, is the set of jobs with priority p.

The objective is to find a schedule that strictly enforces priorities in the sense

that no lower-level jobs are included in the schedule at the expense of a single

higher-level job. One way to achieve this is to maximize the total weighted

sum of processed jobs such that the contributions of the different priority

classes are chosen as follows. If wp is the contribution of priority-p jobs toward

the objective function and np is the total number of priority-p jobs, then the

strict enforcement of priorities requires wp >
∑ρ

q=p+1 nqwq. Finally, if job i

immediately precedes job j on machine k, a setup time sijk is incurred. An

optimal schedule is one that satisfies the following conditions:

1. Each job is processed within its time window; otherwise, it is considered

unscheduled. (Note that in some cases a job may have two time windows

and so may be processed within either.)
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2. Each job is processed exactly once without interruption on one of its

permissible machines.

3. Each machine processes at most one job at a time.

4. The total contribution of the scheduled jobs is maximized.

Using the standard three-field notation, the parallel-machine scheduling

problem with time windows (PMSPTW) may be written as Rm|rj, deadline,

Mj, sjk|
∑

wjUj, where Rm denotes unrelated parallel machines, rj is the re-

lease date, deadline implies a hard due-date constraint for each job, Mj repre-

sents the machine-eligibility restrictions, sjk is the sequence-dependent setup

time, and Uj is 1 if job j is processed and 0 otherwise. The objective is to

maximize the weighted number of scheduled jobs. The weights, wj, must be

assigned so that the optimal solution reflects the strict enforcement of priori-

ties.

The PMSPTW possesses many of the characteristics of the multiple

traveling salesman problem with time windows (m−TSPTW) which, itself, is

a special case of the vehicle routing problem with time windows. To see this, let

the machines and jobs be treated as vehicles and customers, respectively. The

setup time between job i and j is the travel distance between customer i and

j. Assume a single depot where all the vehicles must start and end their route.

Let the travel distance from the depot to every customer be the initial start

up time required for each equivalent job and the distance from each customer

back to the depot be zero. The depot also has a time window which is the
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earliest time the vehicles can leave and the latest time that they must return.

This time window is associated with the total planning period of the problem.

Therefore, the scheduling problem can be viewed as a heterogeneous fleet,

common depot, multiple traveling salesman problem with time windows. The

fleet is heterogeneous in a sense that each vehicle can visit only a pre-specified

subset of customers. Generally, the objectives of vehicle routing problems are

minimizing the total routing cost, minimizing the number of vehicles required,

and minimizing the distanced traveled. The objective of the problem addressed

here is maximizing a function of customers visited (or minimizing a function

of unvisited customer). In generic terms, the vehicle routing problem is stated

as a covering problem while this scheduling problem is stated as a packing

problem.
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Chapter 2

Literature Survey

After reviewing several papers in both scheduling and vehicle rout-

ing context, none of the problems under investigation is found. Some of the

reviewed literature is closely related to the problem but they either are sim-

pler versions or have different objective functions. This literature is divided

into four classes: (1) the machine scheduling problem, (2) the vehicle routing

and scheduling problem, (3) the orienteering problem (4) the operations of the

tracking and data relay satellite system, and (5) the linear programming based

optimization procedure for scheduling problems. Each category is discussed

below.

2.1 Machine Scheduling Problem

Papers in this section will be divided into two subsections—the single

machine problem and the parallel machine problem.

2.1.1 Single Machine Problem

Moore [73] dealt with a scheduling problem of finding a sequence of n

jobs that minimizes the number of late jobs (jobs completed after their due
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dates) on a single machine. Associated with each job is a known processing

time and a due date. The author assumed that all the jobs have common

release times (the earliest time a job can start). Setup time was not consid-

ered and preemption was not allowed. A simple polynomial time algorithm

with complexity O(n log n) was presented. Maxwell [72] formulated the same

problem as Moore [73] as an integer program. He showed that one of Moore’s

algorithm step was equivalent to cutting the feasible region of the integer pro-

gram. He also showed that if all due dates were equal and there were different

values associated with each late job, the problem was equivalent to a Knapsack

problem. Kise, Ibaraki, and Mine [58] studied a similar problem but allowed

each job to have a different release time. An O(n2) algorithm to find a schedule

with the minimum number of tardy jobs was presented under the assumption

that for every job i and j, ri < rj implies di ≤ dj, where r is the release time

and d is the due date.

Villarreal and Bulfin [113] studied a generalized problem (1|ri=0|
∑

wiui) where each job had a processing time and a due date. In addition,

a weighted value was associated with each job. All the jobs were available at

time zero. The objective was to find a schedule with the minimum weighted

sum of the late jobs. This problem is NP-hard since it is identical to the zero-

one knapsack problem when all due dates are equal. The authors presented

a branch-and-bound algorithm that could solve randomly generated problems

with 50 jobs in a few seconds. Two bounds were developed. One was based

on a relaxation on the processing times by assuming all jobs had the same
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processing times. The other was a relaxation on the weights by assuming

identical weights for all jobs. Although no computational comparison was

made, they claimed that their algorithm would perform better than the two

previously proposed pseudo-polynomial time dynamic programs in [67] and [92]

since it required less memory. The algorithm was programmed in FORTRAN

and run on the CDC CYBER 175. For 50-job problems, the algorithm took

about two and one-half seconds on average and slightly more than two minutes

in the longest case.

Potts and Van Wassenhove [81] addressed the same problem (1|ri =

0|
∑

wiui) with integer processing times and due dates. The weights were

the penalties incurred when jobs were completed after their due dates. They

used the dominance theorem proposed by Villareal and Bulfin to develop a

reduction procedure that can be used to reduce the problem size by finding

the set of jobs that must be processed before other jobs and those that must

be processed after. Both can be excluded from the problem. The reduction

procedure relies on a lower bounding scheme and a heuristic for obtaining an

upper bound. They present a pseudo-polynomial time dynamic programming

algorithm previously presented by Lawler and Moore [67]. With some scaling

on the problem the dynamic program yielded a lower bound, denoted by LBDP,

for the solution of the original problem. They also devised a lower bound on the

number of late jobs from a modified version of Moore’s algorithm. This bound

was denoted by LBNLJ and required O(n log n) time. The latter dominates

both bounds of Villarreal and Bulfin.
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The last lower bound, LBLP, was developed from the linear program-

ming relaxation of the problem formulation. Because of the special structure of

the linear program, they came up with an algorithm that gave the solution in

O(n log n) time. Based on LBLP, the reduction algorithm could be performed

in O(n2 log n) time. Next, using the three lower bounds, they presented six

branch-and-bound algorithms: the three branch-and-bound algorithms based

on the three lower bounding procedures and these same three algorithms in

which the reduction algorithm was applied prior. The test problems were ran-

domly generated with 50, 100, 150, and 200 jobs. The computational results

showed that the algorithms in which the reduction algorithm was applied were

superior to their counterparts. The results also showed that dynamic program-

ming and branch-and-bound with BBLP as lower bounds both being applied

after the reduction procedure were the most efficient. These algorithms per-

formed well on problems with up to 1000 jobs as well. This performance was

credited to the large decrease in the number of jobs that was realized after

the reduction procedure. Finally, problems with very difficult structure were

generated. The dynamic programming with reduction procedure was the only

algorithm that was able to solve these problems.

Blazewicz [9] treated a slightly different problem where some partial

orderings were defined among jobs. His objective was to find a feasible sched-

ule, if one existed, such that the precedence relations were satisfied and no

job was processed outside its release time and deadline. When rj = 0,∀j, he

proved that preemptions were not to be considered; i. e., there existed an op-
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timal schedule with no preemption. For the case where rj’s were different, he

presented an algorithm for scheduling jobs with preemptions to meet deadlines

and precedence constraints.

Fisher [35] developed a dual algorithm for the single machine prob-

lem of minimizing total tardiness where each job has the same release time

(1|rj = 0|
∑

Tj); the dj’s and rj’s were assumed to be integers. The prob-

lem was formulated as an integer program. Machine capacity constraints were

written for each unit time interval. Dual variables associated with each con-

straint were introduced and a Lagrangian relaxation was formed. A subgra-

dient method was used to find the multipliers that maximized the minimax

objective function. At each iteration of the method, the objective function had

to be minimized for the current multipliers. A dynamic program was presented

for this purpose. Because the objective function was nonconvex, a duality gap

could exist. If not the optimum, the solution of the subgradient method was

a lower bound of the total tardiness. Branch-and-bound was implemented to

obtain the optimal solution. Computational experience with 20, 30, and 50

job problems was presented. Twenty five problems were randomly generated

for each size. The algorithm was run on an IBM 360-67 machine and found

the optimal solution for all instances. The average running times were 2.82,

10.08, and 63.49 seconds for the three problem sizes, respectively. The lower

bound obtained was, on average, 99.6% of the optimal value. The value of the

best feasible solution generated before branching was, on average, 100.2% of

the optimal value.
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Reddy and Brown [88] addressed the single machine scheduling problem

with job priorities and arbitrary ready times and deadlines. Their objective

was to maximize the number of jobs completed on time or the total work

completed on time. They started by examing the problem where every job

was in the same priority class. They derived several dominance rules which

were used to determine the sets of immediate precedences of each job. From

these precedence sets, a directed graph was defined. The network used a

super-source and a super-sink node to represent the begin and end times of

the scheduling period. Each job was represented by a node in the network.

Directed arcs were used to link from the immediate predecessors of a job to the

job itself. The contribution of a job to the objective function was represented

by the weight of the arc leaving that node. The weights were set to one unit

when the objective was to maximize the number of scheduled jobs and set to

the processing time of the job when the objective was to maximize the total

processor utilization (the total work completed on time).

The network was solved by dynamic programming to determine the

longest path. To obtain a feasible solution, a constraint on the job ready and

end times was enforced within the dynamic program. The problem with jobs of

different priorities was then addressed. The weights of each job were modified

to enforce strict priority. The algorithm was used as a heuristic to the parallel

machine version of this problem. The total demanded processing time for

each antenna was calculated as the sum of processing times of all jobs which

were schedulable on the antenna. The algorithm was applied sequentially to
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one machine at a time. The machine with least total demanded processing

time was scheduled first. This heuristic was applied to the 1990 Busy Day

Scenario of NASA’s TDRSS network. A Fortran version of the heuristic solved

the instance in approximately 3.5 minutes on a Sperry PC. This was several

hundred times faster than the Information Sciences, Inc. implementation of the

NASA-endorsed STI algorithm. The solution qualities of the two algorithms

were approximately the same.

Reddy [87] extended his work to the case where jobs had sequence

dependent setup times. He modified his dominance rules so they were capable

of handling setup times. These rules were used to derive the precedence set

of each job. A network was set up and solved with dynamic programming to

find its longest path The algorithm was similarly used as a heuristic to solve

the parallel machine version of the problem.

Gupta and Kyparisis [48] reviewed static scheduling research on single

machine over three decades. Papers are classified on the basis of the objective

functions and constraints.

2.1.2 Parallel Machines Problem

The literature on parallel machine scheduling has expanded rapidly

in recent years largely due to the development and application of intelligent

heuristics. To begin, survey type papers related to parallel machine scheduling

will be reviewed, followed by a more specifically related papers.

Cheng and Sin [18] conducted a comprehensive survey on general par-
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allel machine scheduling covering 30 years of activity. They discuss both exact

and approximation methods for problems with a variety of performance mea-

sures. Several research topics are highlighted including the determination of

the relationship between non-preemptive and preemptive formulations, bicri-

teria scheduling, merging two different algorithms, probabilistic analysis of

performance bounds, and the relationship between bin packing and makespan

minimization.

Blazewicz, Dror, and Weglarz [10] presented a survey paper focusing

on mathematical formulations. They covered single machine scheduling with

several different objective functions and several different environments. On

parallel machine problems, they covered formulations for both nonpreemp-

tive and preemptive schedulings of identical, uniform and unrelated machines.

Finally, job shop scheduling formulations were presented.

Sen and Gupta [99] surveyed papers that addressed scheduling problems

with job due dates. In two other comprehensive survey papers, Graham et

al. [46] and Lawler et al. [66] provided a general overview of sequencing and

scheduling problems and related solution techniques.

Next, parallel machine scheduling related papers will be categorized

into the following problems: scheduling jobs with fixed start and end times

on parallel machines; scheduling jobs with time windows and preemption on

parallel machines; scheduling jobs with time windows and unit processing times

on parallel machines; scheduling jobs with time windows on parallel machines;

scheduling jobs with time windows and job priorities on single and parallel
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machines.

2.1.2.1 Scheduling Jobs with Fixed Start and End Times on Par-

allel Machines

Arkin and Silverberg [4] addressed a parallel-machine scheduling prob-

lem where each job i had a positive weight, a fixed start time, a fixed end

time (si and ti, respectively), and corresponding processing times ti− si. The

objective was to maximize the total value of the scheduled jobs. Preemption

was prohibited and jobs could be processed at most once. This problem is

similar, but not identical, to ours. For the case where all the machines are

identical, an O(n2 log n)-time algorithm was presented based on formulating

the problem as a minimum-cost flow network. The authors also examined the

case where each job could be processed on only a subset of machines. They

proved that checking whether all the jobs can be processed is NP-complete

by reduction from 3-SAT. A pseudopolynomial-time algorithm with O(nm+1)

complexity was presented, implying that the problem is polynomial solvable if

the number of machines is fixed.

Kolen and Kroon [60] dealt with a scheduling problem where each job

has a fixed start time, a fixed end time, and a value representing the job

priority. Machines are available in specific time intervals (shifts), and a job can

be processed only if the interval between the start and end time is a subinterval

of a machine’s shift. A machine can process at most one job at a time and

preemptions are not allowed. The objective is to find a feasible schedule for all

17



jobs when such a schedule exists. Otherwise, the objective is to find a feasible

schedule in which the subset of processed jobs yields the maximum total value.

The feasibility problem is referred to as shift-class scheduling (SCS) while the

optimization problem is referred to as maximum shift-class scheduling (MSCS).

SCS is NP-complete but can be solved in polynomial time if preemptions are

allowed. MSCS is NP-hard. If the number of shifts and the start and end times

of each shift are known in advance, the problems are referred to as SCS(S)

and MSCS(S), respectively, where S is a set of shift intervals. The general

version of SCS(S) is NP-complete while MSCS(S) is NP-hard. The authors

present some special cases where each can be solved in polynomial time.

Bouzina and Emmons [12] studied interval scheduling where jobs with

fixed start and end times were processed on identical parallel machines. The

objective was to find a feasible schedule with the maximum number of com-

pleted jobs. When job weights were defined, the problem was to find a solution

that maximized the sum of the weights of completed jobs. The unweighted and

weighted versions were referred to as the maximal IS and maximal-weight IS,

respectively. For maximal IS, an O(nmax{log n,m})-algorithm was presented.

For maximal-weight IS, the n-job problem was reformulated as a minimal-cost

flow problem with n + 1 nodes and 2n arcs. Another variation of the prob-

lem where no machine operates for more than T units of time was referred

to as TIS. The maximal TIS is NP-hard but becomes tractable if preemption

is allowed. Reduction from the knapsack problem was used to prove that the

maximal-weight preemptive TIS is NP-hard.
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Kroon et al. [62] addressed a problem similar to the one addressed by

Kolen and Kroon [60] but with the objective of finding the minimum num-

ber of nonidentical parallel machines such that a feasible schedule exists. In

the model, jobs and machines are partitioned into individual classes in which

machines from one class are compatible only with jobs from a pre-specified

subset of job classes. The problem was referred to as the tactical fixed-interval

scheduling problem (TFISP). Even when preemption is allowed, the problem is

NP-hard but becomes polynomially solvable if the number of machine classes

is fixed. When preemption is not allowed, the problem is polynomially solvable

when the number of machine classes is less than or equal to 2; otherwise, it is

NP-hard. Four lower bounds and two upper bounds to TFISP were derived.

Computational results were presented for a handful of randomly generated

data sets. The LP relaxation and a greedy heuristic achieved the best lower

and upper bounds, respectively. The authors demonstrated that medium-size

problems can be solved to optimality relatively fast using a branch-and-bound

procedure.

2.1.2.2 Scheduling Jobs with Time Windows and Preemption on

Parallel Machines

Horn [50] presented a simple algorithm for finding optimal preemptive

schedules to minimize maximum lateness and total delay on a single machine,

and maximum lateness for identical multiple machines. In addition, he pre-

sented a simple flow formulation that can be used for minimizing the maximum

lateness with preemption for the general multi-machine problem. This formu-
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lation can also be used in finding a feasible solution for the preemption case if

one exists.

Martel [71] investigated the problem of scheduling jobs with release

times, deadlines, and due dates on uniform parallel machines. The objective

was to find a preemptive schedule with each job processed within the time

interval between its release time and deadline. If such schedules exited, the one

that minimized maximum lateness was inquired. An O((m+log n)(m2n3+n4))

algorithm based on a polymatroidal flow network was presented.

Federgruen and Groenevelt [32] similarly dealt with preemptive schedul-

ing but on uniform parallel machines. They considered scheduling n jobs each

with release time and due date on m uniform parallel machines. They focused

on two problems, finding a feasible schedule and minimizing the maximum

lateness. The feasible schedule can be obtained by solving the maximum flow

on the network. The network is constructed as follows. For each job i, let pj,

rj, and dj be the processing time, release time, and due date, respectively. Let

k be the machine types and sj the speed of machine j where s1 > s2 > . . . > sk

and |sj| = mj. Rank the release and due dates in ascending ordering. This

produces at most 2n − 1 non-overlapping intervals. Obviously, a job can be

processed at time t if rj ≤ t and dj ≥ t; therefore, within each interval a set of

available jobs does not change. A tripartite network is constructed where the

first set has a node for every job, the second set has a node for every interval

and machine type (machine-interval nodes), and the third set has a node for

every interval. A super source node is connected to all the job nodes. The
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arc from the super source to job i has capacity pi. A job node is connected

to a machine-interval node if that job is available during the interval on that

particular machine. The capacity of an arc connecting a job node to machine-

interval node (r, t) is (sr − sr+1)Tt, where Tt is the length of interval t. Then

machine-interval node (r, t) is connected to interval node t with an arc of ca-

pacity (
∑r

j=1mj)(sr− sr+1)Tt. Finally, all interval nodes are connected to the

super-source node with arcs of infinite capacity. They showed that a feasible

schedule exists if and only if the maximum flow in the tripartite network equals
∑

j pj. This formulation can also be generalized when each job has a list of

time intervals within which it can be processed and a list of corresponding

machines.

Lawler and Martel [65] worked with preemptive uniform parallel ma-

chine scheduling problems with the objective of maximizing the number of

jobs that were completed by their due dates (Q|pmtn|
∑

Uj). Previously,

Lawler proposed an O(n4) algorithm for m = 2 and an O(n3(m−1)) algorithm

for m ≥ 3, where m was the number of machines. Here, they presented an

O(n3) dynamic program for the the case where m = 2. Modifications led to an

O(Wn2) time algorithm for the problem of minimizing the weighted number

of late jobs, where W was the sum of job weights. Finally, a fully polynomial

ε-approximation scheme of O(n4/ε) was proposed for the weighted number of

late jobs case.
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2.1.2.3 Scheduling Jobs with Time Windows and Unit Processing

Times on Parallel Machines

Garey and Johnson [39] treated a special case where precedence con-

straints existed among jobs and each job had a unit-processing time, an integer

start-time, and a deadline. An O(n3) algorithm for constructing a schedule,

whenever one existed, on two identical machines that executed each job in the

time interval between its start-time and deadline was presented. They showed

that by allowing the start-times or number of machines to be arbitrary, the

problem became NP-complete.

Simons [100] addressed scheduling unit-time jobs with release times

and deadlines on identical parallel machines. An O(n3 log n) algorithm for

finding a feasible schedule, if one existed, was presented. Several other cases

and their results were presented; i. e., a single machine with integer release

times and deadlines and unit processing times can be solved in O(n log n); a

single machine with integer release times, deadlines, and processing times is

strongly NP-complete; a single machine with real release times and deadlines

where multiple release time/deadline intervals were allowed per job and unit-

processing times is NP-complete; and a single machine with real release times

and deadlines, unit-processing times, and partial orderings is solvable in O(n2).

Later in [101], she presented an O(n3 log log n) for finding a feasible schedule,

if one existed, of unit-time jobs with arbitrary release times and deadlines on

identical parallel machines.

Dessouky et al. [29] investigated the problem of scheduling n identi-
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cal jobs on m uniform parallel machines to optimize scheduling criteria that

were nondecreasing in the job completion times (Q|pj = 1, rj = 0|fmax) and

(Q|pj = 1, rj = 0|
∑

fj). The jobs were identical in the sense that each re-

quired one unit of uninterrupted processing time and had the same release

times. It was shown previously by Lawler et al. [64] that this problem can

be formulated as a linear assignment problem solvable in O(n3). The new

formulation was more compact requiring only O(n2) time and space. Effi-

cient algorithms were given for solving different optimality criteria including

minimize makespan, minimize total weighted completion time, minimize max-

imum lateness, minimize total tardiness, minimize maximum weighted tardi-

ness, and minimize the weighted number of tardy jobs. When all jobs had equal

weights, the problem of minimizing the number of tardy jobs could be solved

in O(n log n) by a simple extension of Moore’s algorithm [73]. In the case of

general weights, they presented an algorithm that also ran in O(n log n). Also

discussed was an algorithm for minimizing makespan and minimizing total

completion time when release dates were present.

2.1.2.4 Scheduling Jobs with Time Windows on Parallel Machines

Fisher and Jaikumar [34] presented an algorithm for scheduling NASA’s

space-shuttle missions. In this problem the launch times for a set of missions

must be determined. Every mission has an early start time and a late start

time and required a specific set of resources. A mission cannot be launched

before its early start time and is late if it is launched after its late start time.
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A launching schedule is feasible if each mission is to be launched after its early

start time and if the assigned resources are available during each mission. The

objective is to minimize the number of late missions. The authors developed

an algorithm based on the idea that some of the resource constraints may be

nonbinding. They focused on a “one-machine” approximation of the problem

and modified Moore’s algorithm [73] to produce an optimal solution for this

case and good feasible solutions for the general. The algorithm could also be

used to provide lower bounds. Computations were demonstrated by optimally

solving a 85-mission data set.

2.1.2.5 Scheduling Jobs with Time Windows and Job Priorities on

Parallel Machines

Gabrel [37] focused on a problem of scheduling m non-preemptive jobs,

each with a given processing time and an interval for the start time, on k

identical parallel machines. An additional constraint allowed each job to be

processed only on a sub-set of machines. Two variations of the problem were

considered, (1) the fixed job scheduling problem (FSP) where the interval of

each job’s start time was a point and (2) the variable job scheduling problem

(VSP) where the interval was a non-zero length range. The majority of the

paper dealt with FSP. An incompatibility graph was defined where a node

represented a pair of a job and a machine such that the job was processible on

the machine. An edge is placed between nodes if (1) the two nodes had the

same job or (2) the two nodes had the same machine and the processing period

of their jobs overlapped. The maximum independent set in the incompatibil-

24



ity graph represented a feasible jobs scheduled that maximized the number of

jobs performed. Methods for computing the bounds on the stability number,

the cardinality of the maximum independent set, were presented. Considered

two induced subgraph one with only type (1) edges and the other with only

type (2) edges. Two upper bounds could be computed in polynomial time

by finding the maximum independent set on the two subgraph. The third

upper bound was based on the idea that the minimum partition into cliques

of vertices is an upper bound on the number of maximum independent set.

A heuristic for finding the minimum partition into cliques of vertices in the

incompatibility graph was presented. To find a lower bound of the solution to

the original problem, three greedy heuristics were developed to produce a fea-

sible independent set on the incompatibility graph. Computational results of

these upper and lower bounds on random instances were presented for FSP. No

method for finding the optimal solution was presented. Extension of the upper

bounding procedure to VSP was discussed. The idea is based on discretizing

the subset of starting time of jobs. No computational result was presented for

the VSP.

2.2 Vehicle Routing and Scheduling Problem

The general vehicle routing and scheduling problem can be defined as

follows. Let G = (V,E) be a connected graph consists of a set of n+ 1 nodes

and a set E of nonnegatively weighted arcs with the traveling cost. One of

the nodes is designated as the depot. Each node i requires some service qi

25



which can be a delivery from or a pickup for the depot. A feasible route

is a sequence of nodes with the associated set of arrival and departure time

such that the accumulated service up to any node does not exceed a positive

number Q (vehicle capacity). The problem is to find such a feasible route that

minimizes the total operating cost, the summation of the traveling and the

vehicle acquisition costs. A time window constraint may be imposed on each

node such that it has to be visited within a specific time window. As previously

mentioned, vehicle routing and scheduling problem (VRSP) is closely related to

the parallel machine scheduling problem once the vehicle capacity constraints

are relaxed. The reviewed papers on vehicle routing and scheduling problem

can be divided into two classes as discussed below.

2.2.1 General Vehicle Routing Problem

Bodin and Golden [11] defined various versions of the problem. They

defined a vehicle route as a sequence of pickup and/or delivery points that

the vehicle must traverse and a vehicle schedule as a similar sequence with

the associated set of arrival and departure time. Many characteristics that

described the problem were presented; i. e., time to service a particular node

or arc (fixed, time windows or unspecified), number of depots (single or mul-

tiple), number of vehicles (single or multiple), type of fleets (homogeneous or

heterogeneous), nature of demands (deterministic or stochastic), locations of

demands (at nodes or on arcs), underlying network (undirected or directed),

vehicle capacity (finite or infinite), maximum length of routes (imposed or not
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imposed), costs (routing costs or fixed vehicle acquisition costs), operations

(pickups, deliveries, or mixed), objective (minimizing routing costs, minimiz-

ing sum of fixed and variable costs, or minimizing the number of vehicles).

Several well known combinatorial optimization problems were classified as a

special case of the general VRP. For example, TSP can be viewed as a VRP

with a single depot and a single vehicle with infinite capacity. They also clas-

sified solution strategies for the problem into several approaches; i. e., clus-

ter first-route second, routes first-cluster second, savings/insertion, improve-

ment/exchange, mathematical programming based, interactive optimization,

and exact procedures.

Lenstra and Rinnooy Kan [68] investigated the complexity issues of

the problem. The general problem was shown to be NP-hard while some

special cases were polynomial solvable. Worst case performances of several

approximation algorithms were also summarized.

Christofides [19] proposed a method that combined branch-and-bound

and dynamic programming state space relaxation. The state-space associated

with a dynamic programming recursion was relaxed in such a way that the

solution of the relaxed recursion provided a lower bound that could be used

in a branch-and-bound scheme. As an example, the method was used to solve

the TSP, the TSP with time windows (TSPTW), and the VRP.

Nag, Golden, and Assad [74] investigated a variation of the VRP with

no time window constraint where each customer could be serviced by some, but

not necessary all, vehicles. Several heuristics were introduced for minimizing

27



the total distance.

2.2.2 Vehicle Routing and Scheduling Problem with Time Win-

dows

The vehicle routing and scheduling problem with time windows is the

VRP when time window constraints are imposed on nodes. The vehicle can

only visit each node within its time window. The literature on VRSPTW can

be divided into heuristics developments and exact optimization schemes.

2.2.2.1 Heuristics

Solomon [102] presented a variety of heuristics along with their worst-

case performances for the VRPTW problem with pickup services. These

heuristics are modified versions of previously proposed heuristics of the VRP.

The modifications were made to incorporate the time window constraints. He

later modified his heuristics in [103]. Instance of 100 nodes with a variety

of time window tightnesses were randomly generated and tested. One of the

insertion heuristics performed best. His heuristics were simple and fast but

failed to obtain the optimal solutions in most instances.

Savelsbergh [95] proposed a two phases heuristic. The first phase was

a parallel insertion heuristic for the vehicle routing problem with time win-

dows. The heuristic was a modified version of the generalized assignment

heuristic where the assignment and sequencing decisions were combined. The

word parallel means that the routes were constructed simultaneously instead

of sequentially. The second phase was the exchange procedures developed by
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the author and will be discussed in the next section. The heuristic was ap-

plied to six real-life problems having 100 customers. The performance of the

heuristic was compared to that of the original generalized assignment heuris-

tic. The results showed that qualities of the solutions were much improved by

the modifications although the computation times were approximately three

to five times slower.

Kontoravdis and Bard [61] developed a heuristic based on GRASP (a

greedy randomized adaptive search procedure) for minimizing the number of

required vehicles. Nodes could be pickup- or delivery-nodes. The vehicle fleet

was homogeneous and was located at a common depot. Three different lower

bounding heuristics were proposed and used for evaluating the qualities of the

GRASP heuristic solutions. Results were reported on the standard data sets

developed by Solomon [103]. The optimal solution was found on almost all

cases.

2.2.2.2 Exact Method

Desrosiers et al. [28] studied the VRSPTW when the vehicle capacities

were relaxed. The problem was denoted as the multiple traveling salesman

problem with time windows (m-TSPTW). Their approach was to model the

problem as a set partitioning problem and solve for its LP relaxation. Branch-

and-bound was used to obtain the integer solution. To solve the LP relaxation,

column generation method was employed where columns were generated by

solving subproblems which were the shortest path problems with time win-
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dows. The subproblems were solved by dynamic programming. Numerical

results of problems with up to 151 customers were presented.

Kolen, Rinnooy Kan, and Trienekens [59] proposed the first optimiza-

tion method for VRSPTW. The method was a branch-and-bound inspired

by a previous optimization method for the VRP [19]. They solved randomly

generated problems with up to 15 clients to optimality.

Desrosiers, Sauvé, and Soumis [27] considered the m-TSPTW. An ex-

act method based on Lagrangian relaxation was presented for minimizing the

number of vehicles required. The problem was formulated as a network flow

problem with additional time constraints. Two Lagrangian relaxations were

investigated. The one which resulted in the shortest path subproblem with

time window produced an excellent bound. School bus problems with up to

223 nodes were attacked.

Desrochers et al. [23] surveyed both optimization and approximation

algorithms for routing problems with time window constraints. The optimiza-

tion algorithms were based on branch-and-bound, dynamic programming, and

set partitioning. The approximation algorithms were based on construction,

iterative improvement and incomplete optimization.

Desrochers et al. [25] proposed an exact algorithm based on the LP re-

laxation of the set partitioning formulation of the VRPTW. The LP relaxation

was then solved by column generation where feasible columns were added as

needed by solving shortest path problems with time windows and capacity
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constraints using dynamic programming. The LP solution was later used in a

branch-and-bound algorithm which was capable of solving 100-customer prob-

lems to optimality. Time window reduction rules were invented and applied

to the data set before applying the branch-and-bound.

Two comprehensive surveys were published by Solomon and Desrosiers

[105] and Desrosiers et al. [26]. The first paper gave a more compact survey on

time window constrained routing and scheduling problems. They started with

the pickup and delivery problem with time windows, then treated the other

problems as special cases; i. e., TSPTW, m-TSPTW, the shortest path problem

with time windows, the minimum spanning tree problem with time windows,

VRPTW, multi-period VRPTW, and the shoreline problem. The second paper

is more completed. Similar time constrained routing and scheduling problems

were presented, but in much more details. The explanation of their solution

methods were also discussed.

Gendreau and Laporte [41] studied the problem of routing a single un-

capacitated vehicle to visit n customers where each customer j had a deadline

dj, the travel time from customer i to j was tij. The objective was to con-

struct a traveling salesman tour in which the number of customers visited after

their deadlines was minimized. They proved that the problem is NP-hard by

transformation from the Hamiltonian path problem. Two special cases when

the problem is polynomial solvable were presented. A branch and bound pro-

cedure was presented to solve the problem to optimality. Data sets based on

instances for vehicle routing problems with time windows by Solomon [103]
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were used. Some of the instances involving up to 100 customers were solved

to optimal.

Ribeiro and Soumis [89] dealt with the multiple-depot vehicle schedul-

ing problem where each job had a fixed time windows and m depots were

presented. They applied the set partitioning problem with column generation

approach to this problem. The relationships among bounds obtained by the

assignment relaxation, the shortest path relaxation, the additive technique,

Lagrangian decomposition, and column generation were established.

2.2.2.3 Local Search Procedures

Psaraftis [83] addressed the Dial-A-Ride problem (DARP) where a cus-

tomer can requested a trip from a distinct origin to a distinct destination. The

vehicle started from a depot to where it must return. Precedence constraints

existed in the DARP since the origin of each customer must precede his/her

destination on a feasible route. Because of these precedence constraints, the

original k-interchange procedure could produce an infeasible route. Therefore,

instead of only checking for the profitability on each exchange, both prof-

itability and feasibility must be checked. The author proposed a method for

finding the best k-interchange in O(nk), the same order as finding the best

k-interchange for the TSP.

Savelsbergh [93] developed a k-interchange procedure for the TSPTW.

The complexity of checking whether the interchange is feasible was reduced to

O(1) compared to O(n) of the straight forward implementation. The Or-opt
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interchange was also studied. The Or-opt is a special case of 3-opt where a

string of one, two, or three consecutive vertices are inserted between two other

vertices. The objective of the studied TSPTW was to minimize the completion

time of the tour. He also proved that finding a feasible tour for the TSPTW

is NP-complete in the strong sense for a fixed number of vehicles by a trans-

formation from 3-PARTITION. Later, he presented an insertion heuristic for

finding a feasible solution. In [94], the author extended his exchange proce-

dures to the capacitated TSP with mixed collections and deliveries, the TSP

with precedence constraints, and the TSPTW. The exchange procedure for the

VRPTW was presented in [97] where the complexity of testing for optimality

over a neighborhood of a feasible solution was O(n2)

Solomon et al. [104] adapted the work of Psaraftis [83] and derived

several necessary conditions for the feasibility of the 2-exchange procedure.

Computational tests were conducted on Solomon’s test sets. The Or-opt ver-

sion of the exchange procedures performed best.

Thompson and Psaraftis [107] introduced a local search procedure called

a cyclic transfer algorithm that can be used for improving the cluster quality

of a VRP. The authors determined the worst-cast performance of the method

on several routing and scheduling problems. Despite its poor worst-case per-

formance, the method performed comparable to or better than the best pub-

lished heuristics. The computation times were also reasonable; even though,

the neighborhood search problem itself is NP-hard.
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2.3 Orienteering Problem

The orienteering problem is defined by a starting point, an ending point,

and a number of intermediate locations having associated scores. The travel

between locations involves a certain amount of time (or cost). A subset of

locations is selected such that they can be visited within the allotted time (or

budget). The solution, other than selecting a subset of locations, must also

specify the order in which the locations are visited. The objective is to select

a feasible subset of locations such that the total scores collected is maximized.

The problem is a generalization of the traveling salesman problem and some-

times is called the traveling salesman’s subtour problem [42], the maximum

collection problem [57], [15], or the selective traveling salesman problem [63].

Applications include finding a route for a specialist who can provide support

to only a restricted number of customers (preferring those with higher sales

potential) due to his availability constraint [42], routing of oil tankers to ser-

vice ships at various locations which composes of customer/vehicle assignment

and inventory/routing problem [43], and scheduling the daily operation of a

steel rolling mill [5]. The orienteering problem was shown to be NP-hard [44].

The problem being addressed in this dissertation can be thought of as a special

version; i. e., a multiple tour maximum collection problem with time windows.

Gensch [42] attacked the orienteering problem by formulating it as a

mix integer program then used Lagrangian relaxation to obtain a tight up-

per bound which was exploited later in a branch-and-bound procedure. The

method provided an optimal solution for problems with 30 cities. The al-
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gorithm could also be used as a heuristic that sacrificed little in optimality.

Tsiligirides [108] proposed a solution method based on two approximation

methods. The author claimed that the approach gave a good, if not optimal,

solution. Kataoka and Morito [57] developed an exact algorithm. First, they

presented two formulations for the problem. Then, they proposed a branch-

and-bound algorithm. The bound was obtained from a relaxation in the form

of a generalized assignment problem. An efficient branch-and-bound procedure

was proposed for the relaxation problem.

Laporte and Martello [63] referred to the orienteering problem as the

selective traveling salesman problem. They claimed to be the first to solve the

problem to optimality. The presented procedure was a branch and bound al-

gorithm which solved randomly generated instances involving between 10 and

90 vertices. The lower bounding schemes were based on the nearest neighbor-

hood and the cheapest insertion heuristics while the upper bounding scheme

was based on a 0-1 knapsack problem.

Ramesh and Brown [84] presented a heuristic for the case where the ob-

jective function is defined by a general cost metric (non-Euclidean). Ramesh,

Yoon, and Karwan [85] proposed an optimal branch-and-bound algorithm

based on Lagrangian relaxation when the starting and ending points were

required to be the same. The Lagrangian relaxation was solved by a degree-

constrained spanning tree procedure. Results were given for problems having

up to 150 vertices.

Balas [5] investigated the prize collecting traveling salesman problem,
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an alternate version of the orienteering problem. Here, a salesman receives a

prize for every city that he visits and pays a penalty for every city that he fails

to visit. The prize and penalty are different from city to city. A travel cost

exists between every pair of cities. The objective is to minimize the sum of

travel costs and total penalties while collecting at least a prescribed amount of

total prize. He discussed structural properties of the problem’s polytope and

identified facet-inducing inequalities which could be used in a branch-and-cut

algorithm.

Bienstock et al. [8] dealt with a simplified version of the prize collecting

traveling salesman problem. The problem was to find a tour that visited a

subset of customers such that the total tour length plus the total penalties

of the unvisited customers was minimized. Lengths between customers were

assumed to satisfy the triangle inequality. An approximation algorithm with

a constant bound was presented. It was based on Christofides’ algorithm for

the TSP and procedure for rounding linear relaxation solutions to a feasible

solution of the original problem.

Kantor and Rosenwein [56] investigated the orienteering problem with

time windows. The objective was to maximize the total profit collected without

violating the time window constraints and returning to the destination within

the allotted time. Three types of decisions characterized the problem: the

selection of customers to be serviced, customer routing, and the scheduling

of the customer collection times. The authors presented a heuristic based on

an exhaustive search of the feasible solution space. They were able to solve
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problems with up to 21 cities on a small personal computer.

Butt and Cavalier [15] presented a heuristic for solving the multiple tour

maximum collection problem (MTMCP) of findingm optimal time-constrained

tours that visit a subset of weighted nodes in a graph such that the total weight

collected from the subset of nodes is maximized. A feasible tour must begin

and end at the depot, visit a node in the subset at most once, and be completed

in at most T time units. All the nodes in the subset must be visited by exactly

one tour. This problem reduced to a TSP or a VRP if it were possible to visit

all the nodes within T time units. This MTMCP could also be thought of

as a generalization of the orienteering problem. The orienteering problem is

a special case of the MTMCP when only one tour is allowed. The heuristic

presented was based on a simple weighting scheme that assigned higher weights

to the node pairs that gave more benefit when being assigned to the same tour.

The authors claimed that this heuristic solved the problem to optimality in

13 out of 17 instance investigated. Also the worst solution was within 5.7% of

the optimum.

2.4 Operations of the Tracking and Data Relay Satellite

System

Arbabi and Pfeifer [2], [3] discussed an overview of the operation for the

ground-based system for satellite command, control, and communications. A

scheduling problem arising in the planning process is referred to as the range

scheduling. He covered the history of the problem beginning from the time
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when the problem was solved manually. The paper concentrated on the idea

of automating the scheduling procedure. A heuristic called CTS algorithm

(Continuous time scheduling) was referenced as the most significant accom-

plishment at that time. The heuristic was based on a complex set of priorities,

rules, and exceptions which are learned by extensive on-the-job training; i.e.,

those used by the manual schedulers. Another method developed by IBM

based on mathematical programming was also mentioned. It was suitable

only for problem with fewer than 50 requests since its storage and run time

were unacceptably large.

Dodd and Reddy [30] presented an overview of the scheduling algo-

rithm developed by a consortium headed by Computer Sciences Corporation

(CSC). The system developed is called the Network Control Center (NCC).

It is within the Space Network (SN) portion of the Spaceflight tracking and

Data network (STDN). The paper summarized the approach used by CSC to

develop the NCC scheduling system. The elements of the scheduling prob-

lem which was referred as the range scheduling problem was stated. A mixed

integer program formulation was presented where two objective function was

considered, maximizing the number of scheduled requests and maximizing the

resource utilization. Next, a brief history of the technology developed for the

problem was presented. Discussion on the technology for the range scheduling

problem were categorized as (1) mathematical optimization techniques, (2)

heuristic techniques, and (3) mathematical-heuristic hybrid techniques. The

authors summarized that the most promising approach is the hybrid one.
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2.5 Linear Programming-Based Optimization Procedure

for Scheduling Problems

Johnson et al. [54] recap work in solving integer programs using a linear

programming-based algorithm during the last decade. They discuss issues

that effect the performance of the procedure including formulation principles,

preprocessing, branching scheme, and primal heuristic. Then they discuss

branch-and-cut and branch-and-price methods and also their row and column

management techniques. They also list a number of available software packages

and some of the public test data sets. Next, they review different applications

of branch-and-cut and branch-and-price. Finally, some promising research

areas are mentioned.

Linderoth and Savelsbergh [70] investigated how different search strate-

gies for mixed-integer programming effect the computational results. They

evaluated different methods on branching, the first being branching on a vari-

able. The question is determine which of the fractional variables should be

used for branching. One idea is based on the estimation of the change of the

objective function value while the other is based on the lower bound on the

degradation of the objective value. They found that neither one seemed to

dominate the other and the combination of the two seems to give the best

results. The second method for branching was based on generalized upper

bound constraints, where bounds on a subset of variables belong to the con-

straint of the form
∑

j∈T xj = 1. When there exists a logical ordering of the

variables in the set T , this branching method is referred to as SOS branching.
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Last, a detailed study of the selection of nodes in the branch-and-bound tree

were presented.

van den Akker, van Hoesel, and Savelsbergh [111] used a time-indexed

formulation to model nonpreemptive single machine scheduling problems. They

studied the complete characterizations of all facet inducing inequalities with

integral coefficients and right-hand-side values of 1 or 2 for the convex hull of

the set of feasible partial schedules; i. e., schedules in which not all jobs have

to be started. Then they presented the condition under which these facets

were also facets for the original polytope; i.e., the convex hull of the set of

schedules in which all jobs have to be started. A branch and cut algorithm

based on these facets was presented for solving the single machine scheduling

problem of minimizing the weighted sum of the completion times subjected

to release dates. The strength of using a branch and cut algorithm based on

the time-indexed formulation is that it can be applied successfully to a wide

range of single-machine scheduling problem. Plus, the LP relaxation provided

an excellent lower bound. The limitation was due to the fact that large linear

programs have to be solved at each iterations so only instances with up to 30

jobs with small processing times could be solved.

van den Akker, Hurkens, and Savelsbergh [110] extended the idea of

using time-indexed formulation to solve nonpremptive single machine schedul-

ing problems. The time-indexed approach allowed easy incorporation of many

restrictions such as release dates, deadlines, time windows, and machine down

time constraints. Column generation was used to handle the large number of
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variables associated with the linear programming relaxation of the Dantzig-

Wolfe decomposed time-indexed model. The pricing problem used for gener-

ating column was a pure shortest path problem in a network. The procedure

was tested on calculating the LP relaxation bounds associated with minimizing

the total weighted completion time on a single machine subjected to release

dates, where the number of jobs are 20 and 30. Compared to the simplex and

the barrier method, the CPU time required by the column generation algo-

rithm appeared to grow slowly with the problem size. Later, they presented a

method of combining column and cut generation. They were able to keep the

structure of the pricing problem after adding cuts but the computational re-

sults were disappointing. The computation times increased significantly with

the generated cuts. Much time was spent on reoptimizing the linear program

after the cuts were added. The authors suggested the use of branching over

cutting when column generation is used in a branch and bound algorithm.

Barnhart et al. [7] give an overview of solving integer programs with a

huge number of variables by column generation methods. They discuss classes

of models in which branch and price may be applied. Computational issues

and implementation of the procedure are discussed including branching rules,

efficient ways to solve the LP relaxation, initial solution, column management,

LP termination, primal heuristics, and combining column and row generation.

The benefits of branch-and-price over the compact formulation are

stronger LP relaxations and less symmetry in the search tree which gives a

better result when branching. The IP problems mentioned in the paper which
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included the generalized assignment problem (GAP), crew scheduling, and the

partitioning problem can be categorized mainly into two types: 1) identical

restrictions on subsets and 2) different restrictions on subsets. For GAP, these

two types corresponds to: 1) identical machines and 2) unrelated machine, re-

spectively. They went on to describe the branching scheme for set partitioning

problems. If the problems are those with identical restrictions on subsets, a

branching strategy by Ryan and Foster was recommended. Ryan and Foster

branching is based on searching for two rows, r and s, of the master problem

where 0 <
∑

k:yrk=1,ysk=1 λk < 1. Then, branch where the left side has r and s

covered by the same column and the right side has r and s covered by different

columns. On the left branch, all feasible columns must have yrk = ysk = 0

or yrk = ysk = 1, while on the right branch all feasible columns must have

yrk = ysk = 0 or yrk = 0, ysk = 1 or yrk = 1, ysk = 0. If the problems are those

with different restrictions on subsets, the Ryan and Foster branching scheme

becomes equivalent to branching on the original variables where the left branch

requires element r to be on machine k and the right branch requires element

r to be on any machine but k.

Many computational issues were discussed. The first was a two-phase

method for generating the initial solution to the master problem. Initial so-

lution must be provided at each node in the branch-and-bound tree. A good

initial restricted master problem can be important on the overall performance.

Second, in terms of column management for maximization problem, any col-

umn with a positive reduced cost can be introduced into the master problem,
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not necessary the one with the highest reduced cost. Therefore, using a heuris-

tic to solve the subproblem first and later solve it exactly could be beneficial.

One suggestion was to take the existing columns with reduced cost equal to

zero, then employ a fast local improvement method on them to get a new col-

umn with a positive reduced cost. It can also be beneficial to generate more

than one column with positive reduced cost per iteration. In order to keep

the number of columns manageable, non-basic columns with very negative re-

duced costs may be removed from the master problem and put in a column

pool. This pool is then checked for positive reduced costs after the master

problem is solved. If found, the column is brought back into the master prob-

lem. A general rule of thumb seemed to suggest when the pricing problem can

be solved to optimality efficiently, then adding only the most profitable column

works best. But when the pricing problem is computationally intensive, us-

ing approximation algorithms and adding multiple columns work best. Third,

they mentioned an idea to terminate the column generation method early and

just work with the bounds on the final LP value. Fourth, they mentioned that

interior point methods seem to produce better dual variables of the master

problem since the solution is a point in the center of the face rather than a

vertex. Fifth, they made some suggestions on how to improve the LP method

that exploit the problem structure or alter the master formulation to reduce

the number of columns. Sixth, to use branch-and-price as a primal heuristic,

one should branch so to favor depth; i.e., branch on the fractional value that

is closest to 1. As a result, a feasible solution should be discovered faster.
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Seventh, some idea on combining column generation and row generation were

presented. One simple method of including a row generation was when the

LP has an objective function that needs to be an integer; e. g., minimizing

the number of vehicles required to satisfy customer demands. An LP solution

with fractional objective value v could be cut off by adding a constraint that

bounds the LP solution from above by bvc. Since every columns had a coeffi-

cient of 1 in this additional constraint, the constraint did not complicate the

pricing problem and could be solved easily.

Vanderbeck [112] formalized the general Dantzig-Wolfe decomposition

formulation in a branch-and-price algorithm. His formulation included the

case where the subproblem may be unbounded. Unlike the set partitioning

formulation, he allowed variables in the master problem to be any integers

instead of binaries. He also pointed out that when the master formulation

contains convexity constraints, there was a bijective relationship between the

master variables and the variables of the original formulation. As a result,

branching can be enforced directly in the subproblem. He also described the

relationship among the solutions. To see this, let P be the original compact

formulation and M be the master problem. Let ZLP and ZIP be the opti-

mal solutions to the LP relaxation and the integer program, respectively. He

showed that ZLP (P ) ≤ ZLP (M) ≤ ZIP . When the subproblem has the inte-

grality property, ZLP (P ) = ZLP (M). Then he presented branching schemes

based on partitioning the feasible region with a hyperplane and those based

on a set of bounds on the variables. He then presented some empirical results
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for the cutting strip and the cutting stock problems.

Chan, Muriel, and Simchi-Levi [16] studied the effectiveness of the set

partitioning formulation for parallel machine scheduling problems; i.e., the

relation between the LP relaxation of the set partitioning formulation and the

optimal solution of parallel machine scheduling problems. Their emphasis was

on worst-case and probabilistic analysis. They proved that Z∗ ≤
√

2+1
2
ZLP

where ZLP is the optimal LP relaxation solution and Z∗ is the integer solution

of the set partitioning formulation for the problem of minimizing the total

weighted completion times on parallel machines.

van den Akker, Hoogeveen, and van de Velde [109] formulated the prob-

lem of minimizing the total weighted completion time on identical parallel

machines as a set covering problem, where the columns represented feasible

schedules on one machine. These column were generated by solving the pric-

ing problem using a pseudo-polynomial time dynamic programming. The time

and space requirement of the dynamic programming was O(n
∑n

j=1 pj) where n

is the number of jobs and pj is the processing time of job j. The LP relaxation

of the set covering formulation was solved by the column generation method.

The linear programming relaxation of this formulation was very tight and pro-

vide the optimal value most of the time on problem with less than 30 jobs.

A method was presented for converting some special fractional solutions to

integers. For solutions that cannot be converted to integer solutions, a branch

and bound method was applied. The branching strategy was based on split-

ting the set of possible completion times. Results on randomly generated data
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sets were presented. The algorithm was able to solve problem instances with

up to 100 jobs. Its performance increased with the number of machines but

deteriorated with the length of the processing times of the jobs. An extension

of the algorithm to the problems of minimizing the weighted number of tardy

jobs, the total weighted late work, and the non-identical machine environment

were discussed without computational results.

Chen and Powell [17] independently proposed a similar decomposition

approach for solving the the problem of minimizing the total weighted com-

pletion time and minimizing the weighted number of tardy jobs on identical,

uniform and unrelated parallel machines. They first formulated these problems

as an integer programs, then reformulated them, using Dantzig-Wolfe decom-

position, as set partition problems. The LP relaxation of the set covering

formulations were solved by column generation, where each column represents

a schedule on one machine. The columns were generated by solving single

machine subproblems. The main difference between their implementation and

that of van den Akker, Hoogeveen, and van de Velde [109] was the branch-

ing rule. Chen and Powell branched on the variable representing the ordering

relations of jobs, presented in the original integer programming formulation,

while the others branched on the completion times of jobs that appeared in

the fractional solutions. Computational results based on randomly generated

data sets were presented for the problem of minimizing the total weighted

completion time and minimizing the weighted number of tardy jobs on iden-

tical, uniform and unrelated parallel machines. The instances had up to 100
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jobs and 20 machines. They concluded that the LP relaxation lower bound of

the set partition problems was extremely tight. The average gap between the

LP relaxation and the integer solutions was less than 0.1% and 0.8% for min-

imizing total weighted completion time and minimizing the weighted number

of tardy jobs, respectively.
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Chapter 3

Mathematical Formulation

Let n be the number of jobs and m the number of machines. The par-

allel machine scheduling problem examined in this dissertation may be stated

as follows. Each independent job in a set J = {1, . . . , n} is a candidate to be

processed without interruption on a set of parallel machines M = {1, . . . ,m}.

Associated with each job is a time window [ajk, bjk] (for job j on machine k,

the earliest time processing of j can begin on machine k is ajk and the lat-

est time processing of job j can begin on machine k is bjk; 0 ≤ ajk ≤ bjk);

a processing time pjk (the processing time of job j on machine k); and a set

Mj ⊆ M which is the set of machines on which job j can be processed. Also,

there are ρ priority sets such that a set Jp ⊆ J , p ∈ {1, . . . , ρ} is a set of

jobs with priority p. Between job i and j, there is a setup time, sij, if job j

immediately succeeds job i. If wp is the contribution of priority p jobs and np

is the total number of priority p jobs, the strict enforcement of priorities re-

quires wp >
∑ρ

q=p+1 nqwq. Note that some job j may have two time windows,

(a1
jk, b

1
jk) and (a2

jk, b
2
jk), where j may be processed in either one of them but

not both. An optimal schedule is one such that:

1. Each job is processed within its time window; otherwise, it is considered
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unscheduled ( note that in some case a job may have two time windows

where it can be processed within either of them )

2. Each job is processed exactly once without interruption on one of its

permissible machines

3. Each machine processes at most one job at a time

4. The total contribution of the scheduled jobs is maximized

The Formulation

Since the parallel machine scheduling problem with time windows can

be viewed as m-TSPTW, the mathematic formulation of the scheduling prob-

lem can be constructed based on the structure of m-TSPTW formulation. The

inputs of the problem are as follows:

Indices and sets

• J is the set of jobs; i, j ∈ J = {1, . . . , n}.

• J1 and J2 are the set of jobs with one and two time windows,

respectively.

• Jp ⊆ J is the set of jobs with priority p; p = 1, . . . , ρ where ρ is the

number of different priority classes.

• M is the set of machines; k ∈M = {1, . . . ,m}.

• Mj is the set of machines on which job j can be processed; j ∈ J .
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• Fij is the set of machines on which both job i and j can be processed;

Fij = Mi ∩Mj, i, j ∈ J .

• 0 is a dummy job which represents the starting and ending of the

sequences of all machines, J0 = J ∪ 0.

Parameters

• Pi is the priority class of job i ∈ J .

• np is the total number of jobs with priority p (np = |Jp|).

• βi, i ∈ J is the benefit associated with processing job i.

• πp is the positive contribution to the objective function of a priority

p job; πp >
∑ρ

q=p+1 πq

∑

i∈Jq
βi, p = 1, . . . , ρ− 1.

• pjk is the processing time of job j (machine-dependent); 0 ≤ pjk,

j ∈ J , k ∈M .

• ajk is the earliest time processing of job j can begin on machine

k; ajk ≥ 0, j ∈ J , k ∈ M . The start time of the whole operation

is assumed to be 0. If j has two time windows, a1
jk and a2

jk is the

earliest time processing of j can start in its first and second time

window, respectively.

• bjk is the latest time processing of job j can begin on machine

k; bjk ≥ ajk, j ∈ J , k ∈ M . If bjk + pjk is greater than the

shut down time of the whole operation, bjk will be replaced by

(shut down time− pjk) during the preprocessing. If j has two time
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windows, b1jk and b2jk is the latest time processing of j can start in

its first and second time window, respectively.

• sijk is the setup time between job i and job j if j is scheduled

immediately after i on machine k; sijk ≥ 0, i, j ∈ J , k ∈ M .

The setup time of the first job in every machine-schedule, s0ik, is

assumed to be 0.

• µij is a large number, µij = maxk∈Mi
(bik) − mink∈Mj

(ajk), i, j ∈

J : i 6= j Note that bik and ajk are replaced with b2ik and a1
jk,

respectively, if i and j have two time windows.

Variables

• Flow variables: xk
ij (i, j ∈ J0: i 6= j, k ∈ Fij) where xk

ij = 1 if

machine k processes job j immediately after job i; xk
ij = 0 otherwise.

Note that xk
ij = 0 for all the undefined indices.

• Time variables: tj (j ∈ J) is the start time of job j.

• Time window variables: y1
ik and y2

ik (i ∈ J2, k ∈Mi) where y1
ik = 1

if job i is processed in its first time window on machine k; y1
ik = 0

otherwise, and y2
ik = 1 if job i is processed in its second time window

on machine k; y2
ik = 0 otherwise.

Model 1: One Service Only for Each Job

Based on the above notation, a mixed integer linear programming

(MILP) formulation for the problem when each job requires only one service
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is given as:

Max:
∑

i∈J

πPi
βi





∑

j∈J0\{i}

∑

k∈M

xk
ij



 (3.1)

subject to
∑

j∈J0\{i}

∑

k∈M

xk
ij ≤ 1, i ∈ J (3.2)

∑

j∈J

xk
0j ≤ 1, k ∈M (3.3)

∑

i∈J0\{j}
xk

ij −
∑

i∈J0\{j}
xk

ji = 0, j ∈ J0,

k ∈M (3.4)

ti +
∑

k∈M

(pik + sijk)x
k
ij −

(

1−
∑

k∈M

xk
ij

)

µij ≤ tj, i, j ∈ J,

i 6= j (3.5)

y1
ik + y2

ik −
∑

j∈J0\{i}
xk

ij = 0, i ∈ J2,

k ∈M (3.6)

∑

k∈Mi

aik

∑

j∈J0\{i}
xk

ij ≤ ti, i ∈ J1 (3.7)

∑

k∈Mi

a1
iky

1
ik +

∑

k∈Mi

a2
iky

2
ik ≤ ti, i ∈ J2 (3.8)



1−
∑

j∈J0\{i}

∑

k∈Mi

xk
ij



max
k∈Mi

(bik)+
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∑

k∈Mi

bik
∑

j∈J0\{i}
xk

ij ≥ ti, i ∈ J1 (3.9)

(

1−
∑

k∈Mi

(

y1
ik + y2

ik

)

)

max
k∈Mi

(bik)+

∑

k∈Mi

b1iky
1
ik +

∑

k∈Mi

b2iky
2
ik ≥ ti, i ∈ J2 (3.10)

xk
ij ∈ {0, 1} for i, j ∈ J0, k ∈M ; y1

ik, y
2
ik ∈ {0, 1} for i ∈ J2, k ∈Mi; and

min
k∈Mj

(ajk) ≤ tj ≤ max
k∈Mj

(bjk) for j ∈ J (3.11)

The objective function (3.1) is to maximize the priority- and benefit-weighted

number of scheduled jobs. The weight vector πp must be selected so that

scheduling a job in higher priority class benefits the objective function “in-

finitely” more than scheduling any number of lower priority jobs. Constraint

(3.2) allows each job to be processed by at most one machine. It also assures

that if a job is scheduled, it has no more than one successor, which might be

the dummy job 0. Constraint (3.3) limits the number of machines used and

the maximum number of initial jobs to be at most m. It also specifies that

each machine can process at most one job at a time.

Constraint (3.4) assures that the same machine processes every job

in a scheduled sequence; i. e., if jobs j is assigned to machine k, both the

predecessor and successor of j must be processed by machine k. This equality

is usually referred as the conservation of flow constraint. Inequality (3.5) is

the compatibility requirements of consecutive jobs. It also ensures subtour

elimination since it forces the service initiation times, ti and tj, of any two
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consecutive jobs i and j in a sequence to be strictly increasing. Therefore, the

sequence cannot include any of the previously assigned jobs.

Constraints (3.7), (3.8), (3.9) and (3.10) are the time window con-

straints. The service initiation times must fall within two of these bounds

depending on whether the job has one or two time windows. Note that ti still

has bounds of mink∈Mi
(aik) and maxk∈Mi

(bik) even when it is not scheduled.

The reason is because the definition of µij presented in (3.5) are defined based

on the largest and smallest value of the jobs time windows.

To avoid dealing with excessively large values of πp, the formulation

need to be repeatedly solved in the following way.

Step 1: Let S1 ≡ J1. Solve the problem for jobs j ∈ S1 only. Assume that the

resulting objective function is z1. Set p = 2.

Step 2: Sp = Sp−1

⋃

Jp. Solve the problem for only jobs j ∈ Sp with added

constraints. The constraints require the objective function for all the jobs

j ∈ Sh to be at least as great as zh for h = 1, . . . , p − 1, where zh is the

objective function obtained when only jobs j ∈ Sp−1 were considered. These

constraints can be written as

∑

i∈Sh

πPi
βi





∑

j∈J0\{i}

∑

k∈M

xk
ij



 ≥ zh, h = 1, . . . , p− 1. (3.12)

Call the resulting objective value zp. Put p← p+ 1.

Step 3: Repeat Step 2 until p > ρ.

If machines can be partitioned into subsets such that each subset is

homogeneous, the number of constraints may be reduced by redefining k as
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an index of a machine type. To see this let Mk represent the set of machines

of type k. As previously defined, M is the set of all machines. Therefore,

M ≡
⋃

k∈K Mk where K is the set of machine types. A mixed-integer linear

programming formulation for the problem, when taking advantage of homo-

geneity among machines, is very similar to (3.1)–(3.11). The differences are

M is replaced by K and constraint (3.3) is replaced by

∑

j∈J

xk
0j ≤ |Mk|, k ∈ K. (3.13)

The summations over k are interpreted as the summations over different

machine types rather than machines. The new constraint (3.13) assures that

the number of type k machines used will not exceed |Mk|, the number of type

k machines available.

Model 2: Two Services for Each Job

As mentioned in the TDRSS application, some requests may be for

two contacts. These do not necessarily have to be on the same machine and

must be attempted on different machines if they are required to be made

simultaneously. To extend the model to account for this situation, let τi be

the offset time between the start of service 1 and service 2 for job i; τ can

take on negative, zero, or positive values. For examples, τ = −300 indicates

that service 2 starts exactly 300 time units before the start of service 1, τ =

0 indicates that the two services must start simultaneously, and τ = 300

indicates that service 2 starts exactly 300 time units after the start of service

1.
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The previously proposed MILP formulation can be modified to handle

the two service case by splitting each two-service job into two jobs, one for

service 1 and the other for service 2. In this vein, relabel the job indices such

that if job i represents service 1 of some two-service request, job i + 1 must

represent service 2 of that request. If i is service 1 of some two-service request,

the parameter βi can be interpreted as the benefit received when both jobs i

and i+1 are scheduled. If only one of the jobs can be scheduled, the request is

considered unsatisfied and no contribution is made to the objective function.

Let S1 and S2 be the set of jobs representing service 1 and 2, respectively. The

augmented model is

Max:
∑

i∈J1

πPi
βi





∑

j∈J0\{i}

∑

k∈M

xk
ij



 (3.14)

subject to constraint (3.2)–(3.11),

∑

j∈J0\{i−1}

∑

k∈M

xk
(i−1)j −

∑

j∈J0\{i}

∑

k∈M

xk
ij = 0, i ∈ S2 (3.15)

ti−1 + τi−1 = ti, i ∈ S2 (3.16)

Constraint (3.15) assures that if a job requiring two services is selected, that

both services are scheduled. Constraint (3.16) assures the correct offset time

between the start of service 1 and service 2.
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Chapter 4

Complexity Analysis

In this chapter, the computation complexity of the parallel machine

scheduling problem with time windows (PMSTW) is discussed. Start with a

formal definition of the PMSPTW and the multiprocessor scheduling, a known

NP-complete problem in the strong sense, a proof by restriction shows that

PMSTW is also NP-complete in the strong sense.

PARALLEL MACHINE SCHEDULING WITH TIME WINDOWS

Instance: A finite set J of jobs; a finite set M of parallel machines; a process-

ing time pjk ∈ Z+, a release time rjk ∈ Z+
0 , a deadline djk ∈ Z+, a weight

wj ∈ Z
+, for each j ∈ J and k ∈M ; a consecutive-job setup time sij ∈ Z

+
0 for

i, j ∈ J ; a set of process-able machines Lj ∈M for j ∈ J ; a constant W ∈ Z+.

Question: Is there a schedule for J such that the summation of weights of jobs;

satisfying all the release time, deadline, and processable machine constraints;

is at least W .

MULTIPROCESSOR SCHEDULING (Garey and Johnson [38])

Instance: Set T of tasks, number m ∈ Z+ of processors, length l(t) ∈ Z+ for
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each t ∈ T , and a deadline D ∈ Z+.

Question: Is there an m-processor schedule for T that meets the overall dead-

line D, i. e., a function σ : T → Z+
0 such that , for all u ≥ 0, the number of

tasks t ∈ T for which σ(t) ≤ u < σ(t) + l(t) is no more than m and such that,

for all t ∈ T, σ(t) + l(t) ≤ D?

Theorem 4.0.1. PARALLEL MACHINE SCHEDULING WITH TIME WIN-

DOWS is NP-complete in the strong sense.

Proof: The parallel machine scheduling with time windows is in NP

because checking whether a given schedule is feasible can be done in polynomial

time of the instance size. The multiprocessor scheduling can be shown as a

special case of the PMSTW. Assume that rjk = 0, djk = D, sijk = 0 for

i, j ∈ J, k ∈ M ; Lj ≡ M for j ∈ J ; W =
∑

j∈J wj. This special case of

PMSTW is identical to the multiprocessor scheduling . Since the multiprocessor

scheduling is NP-complete in the strong sense (Garey and Johnson [38]), by

restriction, the PMSTW is NP-complete in the strong sense.

Since PMSTW is NP-complete in the strong sense, it is unlikely that a

pseudo-polynomial algorithm exists, let alone a polynomial algorithm.
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Chapter 5

Heuristic Methods

In this chapter, two heuristic methods are discussed: a greedy random-

ized adaptive search procedures (GRASP) and the Reddy-Brown heuristic

[88]. We begin by introducing the concept of forward and backward time slack

which provides a foundation for the development of the GRASP.

5.1 Forward and Backward Time Slack

To understand the GRASP, it is first necessary to discuss the concept

of forward and backward time slack. Let tj be the actual start time of job j.

If a job arrives at an occupied machine, it must wait until the current job is

finished processing. Let rj be the time that job j is ready to begin processing

on its assigned machine, and let Wj be the amount of time it must wait (i.e.,

the positive slack between the earliest start time of job j and the ending time

of the job scheduled immediately before it). Although a range of values is

permissible for tj within its time window, it can be assumed with out loss of

generality that the earliest value is always used. As a result, rj > ajk naturally

implies that tj = rj; otherwise, tj = ajk. Because a job can be processed on

at most one machine, and tj, rj, and Wj are defined for scheduled jobs only,
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it is not necessary to include a machine index for these values. When it is

not otherwise stated, j − 1 and j + 1 refer to the jobs scheduled immediately

before and after j, respectively. Now, if job j is scheduled on machine k, the

ready time and the waiting time associated with j is defined as follows.

rj = tj−1 + pj−1,k + sj−1,j,k

Wj = max {ajk − rj, 0} = {tj − rj}

The implementation of phase 1 of our heuristic makes use of these variables

in the computation of forward and backward time slack. Related concepts are

discussed below.

5.1.1 Forward Time Slack

Let (α, . . . , β) be a partial sequence of some feasible schedule. The

forward time slack of job α, denoted by F
(β)
α , is the maximum amount of time

that α can be shifted forward without causing any of the time windows along

the subsequence (α, . . . , β) to be violated.

Again, a machine index is not needed since the forward time slack is

defined for a scheduled job on a particular machine. If the superscript on F
(β)
α

is omitted, it will be assumed that the path is from α to the last job in the

schedule. Two situations need to be considered: (i) when all the jobs have

single time windows, and (ii) when a subset of the jobs has two time windows.
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5.1.1.1 Single Time Windows

If all the jobs on machine k have single time windows, the forward

time slack of a job α at the beginning of the subsequence (α, . . . , β) can be

computed as follows:

F (β)
α = min

α≤i≤β

{

bik −

(

tα +
i−1
∑

l=α

(plk + sl,l+1,k)

)}

. (5.1)

Note F
(β)
α ≤ 0 means that job α cannot be shifted forward without violat-

ing time-window constraints of some jobs on the path (α, . . . , β). Therefore,

any insertion that requires α to be shifted forward is infeasible. Now, given

two feasible sequences and the associated forward time slacks of their first

jobs, the forward time slack of the combined sequence can be computed using

Savelsbergh’s concatenation theorem [97].

Theorem 5.1.1. If two feasible subsequences (i1, . . . , j1) and (i2, . . . , j2), with

associated forward time slacks F
(j1)
i1

and F
(j2)
i2

for the first jobs, are concate-

nated, the forward time slack of the first job in the resulting sequence, (i1,. . .,j1,

i2,. . .,j2), is given by

F
(j2)
i1

= min

{

F
(j1)
i1

, F
(j2)
i2

+

j1
∑

l=i1+1

Wl + ti2 − (tj1 + pj1k + sj1,i2,k)

}

.

The original value of ti2 should be used in the calculation of F
(j2)
i2

and not the

value obtained after concatenating the two subsequences.

61



Theorem 5.1.1 implies that the forward time slack of the first job on

machine k can be computed in O(nk) time, where nk is the number of jobs on

machine k. This computation can be done using either forward recursion or

backward recursion as follows:

F
(i+1)
1 = min

{

F
(i)
1 , (bi+1,k − ti+1) +Wi+1 +

i
∑

g=2

Wg

}

(5.2)

F
(nk)
i = min

{

bik − ti, F
(nk)
i+1 +Wi+1

}

(5.3)

where Wi is the waiting time for job i.

5.1.1.2 Two Time Windows

In the more general case, jobs can have two time windows and may be

processed within either. Let j be such a job with time windows [a1
jk, b

1
jk] and

[a2
jk, b

2
jk] on machine k. If j is a job in the sequence on machine k, its starting

time tj can be determined as follows:

tj =















a1
jk, if rj < a1

jk

rj , if a1
jk ≤ rj ≤ b1jk

a2
jk, if b1jk < rj < a2

jk

rj , if a2
jk ≤ rj ≤ b2jk

.

It cannot be processed if rj > b2jk.

If j is not the last job in the sequence, the forward time slack of later

jobs may not allow j to be processed in time window [a2
jk, b

2
jk]. In this case,

[a1
jk, b

1
jk] is the binding time window ; i.e., the latest time window that the

starting time of the job must satisfy.
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To evaluate the forward time slack of a job, it must be known whether

the first or the second time window is the binding time window. Accordingly,

it is not possible to derive a closed-form expression for the forward time slack,

as was done for the single-time-window case in (5.1), so no equivalent concate-

nation theorem is available. Nevertheless, the forward time slack of each job

in a feasible schedule can be evaluated with the help of the following theorem:

Theorem 5.1.2. Given a feasible schedule (1, . . . , nk) on machine k, where

jobs may have two time windows, the forward time slack F
(nk)
i of each job i

can be calculated by the following backward recurrence relations:

If job i has a single time window,

F
(nk)
i = min {(bik − ti), (Fi+1 + ti+1 − ri+1)} . (5.4)

If job i has two time windows,

F
(nk)
i =

{

b1ik − ti; if b1ik − ti < Fi+1 + ti+1 − ri+1 < a2
ik − ti

min {(b2ik − ti), (Fi+1 + ti+1 − ri+1)} ; otherwise
. (5.5)

Proof: When job i has a single time window, the forward time slack

is calculated by the backward recurrence relation (5.4). This is the same as

(5.3), a special case of the concatenation theorem.

Now consider the case in which i has two time windows. Notice that the

later time window [a2
ik, b

2
ik] of any job i will be the binding time window if no

additional restrictions on the starting time of i are imposed by the forward time

slacks of jobs scheduled after i. In this case, if i needs to be pushed forward, it
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can be pushed until its processing start time is equal to b2ik. Next, notice the

following: either b1ik − ti or b2ik − ti is the maximum amount that the starting

time of i can be increased without violating one of its two time windows, and

Fi+1 + ti+1 − ri+1 = Fi+1 + Wi+1 is the maximum amount of time that the

starting time of i can be increased without causing any jobs subsequent to i

to violate their time windows. If Fi+1 + ti+1 − ri+1 < a2
ik − ti, job i cannot be

pushed to its later time window because the forward time slack of the successor

job, i + 1, is not large enough. If b1ik − ti < Fi+1 + ti+1 − ri+1 < a2
ik − ti, job

i cannot be pushed to its later time window so the maximum increase of its

starting time is bounded by the closing time of its earlier time window, b1ik.

Therefore, if the first condition in (5.5) holds, the forward time slack of i is

b1ik − ti.

On the other hand, if this condition does not hold, the binding time

window of i will be its later one. The forward time slack of i is the minimum

between the maximum increment of the starting time of i without violating

its later time window and the maximum increment of the starting time of i

without causing any jobs subsequent to job i to violate their time windows.

This corresponds to the otherwise case in (5.5).

The next theorem explains how the sum of the forward time slack plus

waiting time of a job changes when its ready time is increased. When a

schedule composed of jobs with single time windows is pushed forward, both

the forward time slacks and the waiting times decrease monotonically. This
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is not the case when some of the jobs have two time windows. The following

theorem shows, however, that the sum of the forward time slack and waiting

time of a job always decreases monotonically. At each iteration of the heuristic,

this sum must be recalculated for each job downstream of an insertion point,

so it is important to understand the computational effort involved.

Theorem 5.1.3. Let σ be a feasible schedule in which some of the jobs have

two time windows. If ∆ is the amount of time that ri, the ready time of job

i, can be pushed forward without affecting feasibility, then putting ri ← ri + ∆

decreases the sum of the forward time slack and waiting time (Fi +Wi) by ∆.

Proof: Consider Figure 5.1 where i is the only job in a subsequence. Let

the ready time of i be pushed forward by ∆; i.e., rnew
i = ri + ∆, where the

superscript new indicates the updated value after the push. Our goal is to

demonstrate that F new
i +W new

i = Fi+Wi−∆i. If i has a single time window, it

is evident that this relationship is true. If i has two time windows and is being

processed in the latter before the push, the situation is equivalent to the single-

time-window case. If i is in its earlier time window and rnew
i ≤ b1ik, the scenario

is still the same so the theorem holds. Now assume that the new ready time

of i falls between its two time windows; i.e., b1ik < rnew
i < a2

ik. Because ∆ is a

feasible increment, job i will wait until a2
ik before processing starts. Therefore,

F new
i +W new

i = (b2ik − a
2
ik) + (a2

ik − ri −∆) = (b2ik − ri)−∆ = (Fi +Wi)−∆.

To show that the theorem holds for a subsequence of n jobs, we assume

that it holds for a subsequence of n − 1 jobs and use induction. Let i be the
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Figure 5.1: Explanation of Arguments used in Proof of Theorem 5.1.3

first job of the subsequence, i + 1 the second, and ∆i the change in i’s ready

time. The change in the ready time of i+1, ∆i+1, is also the change in starting

time ti caused by the push ∆i; i.e., tnew
i = ti + ∆i+1.

The first step is to derive the relationship between F new
i and Fi. Using

(5.5), F new
i can be expressed as follows.

F new
i =

{

b1ik − t
new
i ; if b1ik − t

new
i < F new

i+1 + tnew
i+1 − r

new
i+1 < a2

ik − t
new
i

min
{

(b2ik − t
new
i ), (F new

i+1 + tnew
i+1 − r

new
i+1 )

}

; otherwise
.

(5.6)

It must be shown that whichever expression in (5.6) determines F new
i , the

theorem holds. Consider the if clause in (5.6). Because waiting time W new
i+1 =

tnew
i+1−r

new
i+1 by definition, the term F new

i+1 +tnew
i+1−r

new
i+1 = F new

i+1 +W new
i+1 . Moreover,

the induction hypothesis gives F new
i+1 +W new

i+1 = Fi+1 +Wi+1−∆i+1. Combining

this relationship with the observation that tnew
i = ti + ∆i+1, it follows that

each of the three terms b1ik − t
new
i , F new

i+1 + tnew
i+1 − r

new
i+1 , and a2

ik − t
new
i in the if

clause differs from its original value by ∆i+1. Therefore, pushing ri forward by
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∆i does not alter how F new
i is computed. Now consider each of the three terms

used in the computation of F new
i and similarly note that after the push they

each differ from their original value by ∆i+1; i.e., b1ik − t
new
i = b1ik − ti −∆i+1,

b2ik − t
new
i = b2ik − ti − ∆i+1, and F new

i+1 + tnew
i+1 − r

new
i+1 = Fi+1 + Wi+1 − ∆i+1.

Thus F new
i = Fi − ∆i+1. With the appropriate substitutions, this leads to

F new
i +W new

i = F new
i + (tnew

i − rnew
i ) which is equivalent to Fi −∆i+1 + ti +

∆i+1 − (ri + ∆i) = Fi + (ti − ri)−∆i = Fi +Wi −∆i.

The fact that Fi +Wi decreases linearly with the change in ri for any

job i leads to the following:

Corollary 5.1.1. Let the critical job of a schedule be the first job to violate

its time window when the schedule is pushed forward in time. Given a feasible

schedule where jobs may have two time windows, if the first job in the schedule

is pushed forward the critical job remains the same.

Corollary 5.1.2. Given a feasible schedule in which jobs may have two time

windows, pushing the first job of the schedule forward in time will not cause

the binding time window of any later jobs to change.

Theorem 5.1.3 and its corollaries allow us to update the forward time

slack in a subsequence in constant time when the starting time of its first

job is changed. For i the first job in a subsequence, F new
i = Fi − ∆ti, where

∆ti = tnew
i − ti.
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5.1.2 Backward Time Slack

The backward time slack for job α scheduled on machine k is present

when a backward shift in its start time does not produce any extra waiting

time in subsequence (α, . . . , β) on machine k. When all jobs have single time

windows, it can be defined as follows:

B(β)
α = min

α≤i≤β
{ti − aik} . (5.7)

Note that B
(β)
α = 0 means that job α cannot be shifted backward any further

without increasing the waiting time in front of some jobs on the path (α, . . . , β).

In a feasible schedule, jobs are assumed to be processed as early as

possible; i.e., no unnecessary idle time is inserted between jobs. As a result,

the backward time slacks of all sequences are kept at zero. This implies that

a schedule can be completely specified by giving the order in which the jobs

are processed.

5.2 GRASP

Greedy randomized adaptive search procedures combine greedy heuris-

tics, randomization, and local search [33, 61]. It is an iterative process in which

the best overall solution is kept as the final result. The computations are per-

formed in two phases. The first phase involves the sequential construction of

feasible solutions one element at a time. At each iteration, all feasible elements

are ranked according to an adaptive greedy function that takes into account
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the present state, and one is randomly selected from a restricted candidate list.

In the second phase, neighborhood search is used to obtain a local optimum.

Because the entire procedure is repeated many times, an efficient construction

phase is imperative. Moreover, the inherent complexity of local search sug-

gests that it may be preferable to construct a number of feasible solutions and

then apply the second phase to only the most promising. For GRASP to work

well, it is essential that not only high-quality feasible solutions be constructed

in phase 1, but also that these solutions be diverse so that different portions

of the feasible region are explored in phase 2.

Because the objective of the PMSPTW is to maximize the number of

jobs processed with strict priority enforcement, the general GRASP framework

is embedded within each priority class (see Figure 5.2). In this implementa-

tion, the GRASP is applied successively to subsets of jobs, starting with the

subset comprising the highest priority class. The process is repeated with the

currently scheduled jobs and the set of jobs from the next-highest priority class

until all subsets are considered. In Figure 5.2, this process is represented as

the loop that iterates over p. Within each loop, a GRASP is applied. During

phase 1, jobs from the next-highest class are considered for insertions into the

best schedule obtained from the previous GRASP iteration. After each phase

1, if an improved solution is found, the incumbent is updated. Because phase

2 is the more time-consuming procedure it is not invoked after each execution

of phase 1. In Figure 5.2, N1 represents the number of nested repetitions of

phase 1 and N2 the number of times the process is repeated.
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The overall computational complexity of a GRASP depends on the

complexity of the phase-1 and -2 procedures. Because the number of phase-2

iterations required to reach a local optimum is very difficult to predict, the

complexity of phase 2 will be presented as the worst-case run time for a single

call to the neighborhood-search procedure.

5.2.1 Phase 1

Starting with an empty schedule, jobs are individually selected and

inserted into positions in the sequence on 1 of m machines. The process is

repeated until no more jobs can be inserted. Because of the priority restric-

tions, jobs from only a single priority class are considered at a time. In the

development of phase 1, three issues need to be addressed: (1) the criteria

for selecting a job to be inserted and where to insert it; (2) how to check

whether an insertion is feasible; and (3) how to update the parameters after

an insertion is made. Each is discussed below.

5.2.1.1 Criteria for Selecting Jobs and their Insertion Points

Two criteria are proposed for determining first where an unscheduled

job should be inserted in the current schedule, and then which of the unsched-

uled jobs to insert. These criteria are similar to those proposed by Savelsbergh

[93] for finding an initial feasible solution to a TSP with time windows. In

particular, let the set of unscheduled jobs be U and the current schedule be

(i11, i
1
2, . . . , i

1
n1

), (i21, i
2
2, . . . , i

2
n2

), . . ., (im1 , i
m
2 , . . . , i

m
nm

) where ikl represents the lth
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PROCEDURE PMSPTW-GRASP

Input: Set of n jobs by priority classes {J1, . . . , Jρ}; set of p highest
priority jobs Sp =

⋃p

i=1 Ji; number of phase 1 repetitions N1,
and the number of GRASP repetitions N2

Output: Feasible schedule σ

begin

for p = 1 to ρ do begin

GRASP(Sp):

for g = 1 to N2 do begin

for p1 = 1 to N1 do begin

Phase-1(Sp):
Insert jobs from Jp on GRASP(Sp−1) solu-
tion.
Evaluate and store phase 1 best solution.

end for
Phase-2(Sp):
Local search on phase 1(Sp) best solution.
Evaluate and store phase 2 best solution.

end for

end for

end

Figure 5.2: Overview of the GRASP for PMSPTW
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job scheduled on machine k, nk is the number of jobs assigned to machine

k, and m is the number of machines. Given the objective of maximizing the

number of scheduled jobs, define f̄
(

ikp, u, i
k
p+1

)

as a flexibility function that

measures how much slack a schedule has after inserting an unscheduled job

u ∈ U between ikp and ikp+1 on machine k. The definition of f̄
(

ikp, u, i
k
p+1

)

is a

modification of the forward time slack of u after the insertion calculated by

(5.3).

If u has a single time window,

f̄
(

ikp, u, i
k
p+1

)

= min
{

(buk − tu) ,
(

F new
ikp+1

+W new
ikp+1
−Wikp+1

)}

= min {(buk − tu) ,
((

Fikp+1
−
(

tnew
ikp+1
− tikp+1

))

+W new
ikp+1
−Wikp+1

)}

= min
{

(buk − tu) ,
(

Fikp+1
−
(

rnew
ikp+1
− rikp+1

))}

. (5.8)

If u has two time windows,

f̄
(

ikp, u, i
k
p+1

)

=







































min
{

(b1uk − tu) ,
(

Fikp+1
−
(

rnew
ikp+1
− rikp+1

))}

;

if b1uk − tu < Fikp+1
+ tikp+1

− rnew
ikp+1

< a2
uk − tu

min
{

(b2uk − tu) ,
(

Fikp+1
−
(

rnew
ikp+1
− rikp+1

))}

;

otherwise,
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where the superscript new indicates the updated value of the corresponding

variables after the insertion of job u. Notice that the first and second ar-

guments associated with the ‘min’ operator in (5.8) and (5.9) are the slack

accompanying u and the remaining slack of the succeeding jobs after the in-

sertion, respectively. The ready time of u, the starting time of u after the

insertion, and the new ready time of ikp+1 can be calculated using the following

expressions:

ru = tikp + pikp ,k + sikp ,u,k

tu =

{

max {ru, a
1
uk} ; if ru ≤ b1uk,

max {ru, a
2
uk} ; if b1uk < ru ≤ b2uk,

rnew
ikp+1

= tu + pu,k + su,ikp+1,k.

The insertion point that maximizes the slack of the resulting schedule

is used to determine where an unscheduled job u should be inserted. This is

achieved by finding the pair
(

ikp, i
k
p+1

)

that maximizes f̄
(

ikp, u, i
k
p+1

)

. As such,

define the best flexibility function associated with an unscheduled job u ∈ U

as follows:

f(u) = max
(ikp ,ikp+1)

f̄
(

ikp, u, i
k
p+1

)

. (5.9)

The next step is to select a job for insertion. We pick job u∗ that maximizes

f(u); i.e.,

u∗ = arg max {f(u) : u ∈ U}.
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5.2.1.2 Feasibility of an Insertion

An insertion is feasible if (i) the inserted job can be processed within

its time window and (ii) the forward time slack of the job that will be pro-

cessed next is large enough for the push caused by the insertion. This can be

summarized in the following lemma:

Lemma 5.2.1. Given a feasible schedule, the insertion of job u between (ikp,

ikp+1) is feasible if and only if min
{

(buk − tu),
(

Fikp+1
+ tikp+1

− rnew
ikp+1

)}

≥ 0. If

u has two time windows, buk is set to b2uk.

Proof: First note that a job cannot be started outside its time window so

tu cannot fall in the interval [b1uk, a
2
uk]. Now, if u violates its time window

then b2uk − tu < 0, and if some successors of u violate their time windows,

Fikp+1
+ tikp+1

− rnew
ikp+1

< 0. Taken together, these two conditions are equivalent

to the statement of the lemma.

When u has a single time window the feasibility condition in Lemma

5.2.1 is simply Fu ≥ 0, where Fu is the forward time slack of u after being

inserted as defined in (5.4). For jobs with two time windows, verifying the

feasibility of an insertion may similarly be done by evaluating the forward

time slack after insertion using (5.5); however, using the condition in the

above lemma requires fewer calculations.
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5.2.1.3 Updating Parameters

After the insertion of u, the forward time slacks and the processing start

times of scheduled jobs need to be updated. This can be done in two steps:

forward updating, followed by backward updating. The forward (backward)

updating is applied to jobs scheduled after (before) u. The forward time slacks

of these jobs are updated using (5.4) and (5.5) of Theorem 5.1.2, while their

processing start times are updated using the following equations under the

assumption that the schedule is feasible and u is inserted on machine k:

If job i has a single time window,

ti+1 = max {(ti + pik + si,i+1,k), ai+1,k} . (5.10)

If job i has two time windows,

ti+1 =







a1
i+1,k, if ti + pik + si,i+1,k ≤ a1

i+1,k

a2
i+1,k, if b1i+1,k < ti + pik + si,i+1,k ≤ a2

i+1,k

ti + pik + si,i+1,k, otherwise
.

5.2.1.4 Jobs with Fixed Starting Times

Some jobs in each priority class may have fixed starting times. This

occurs for job i when aik = bik for all k. Because the insertion criterion

presented above is no longer suitable for these jobs, a different criterion is now

developed based on the weighted conflicts among jobs.

First, let the time-window tightness for job i on machine k be defined

as pik

bik+pik−aik
. Call it TWT ik and note that a value exists for each time window
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associated with the pair (i, k). Next define a conflict value for job j on machine

k as the summation of the time window tightnesses of all other jobs i whose

time segments [aik, bik + pik] overlap [ajk, ajk + pjk] of job j. Call it CV ik

and similarly note that a value exists for each time window. Finally, define a

ρ-dimensional vector of time-window conflicts for job j, machine k, and each

time window, such that each of its components represents the conflict value

j has with respect to other jobs from each of the ρ priority classes. Call this

vector TWCjk. (Actually, the components of TWC jk need only be defined

with respect to jobs of equal or lower priority. One conflict vector is considered

greater than another if it is lexicographically greater within priority classes.

In phase 1, jobs with fixed starting times within a priority class are

inserted first. The time window associated with the smallest conflict vector

TWCjk is identified for each such job j. These jobs are then sorted in descend-

ing order of TWCjk. Insertion attempts are based on the sorted order. Each

job is checked for insertion on the machine exhibiting the smallest conflict. If

the insertion is infeasible, the machine with the next-smallest conflict for that

job is considered. Either the job is inserted or all the machines are exhausted.

The pseudo-code summarizing the phase-1 procedure for jobs from a

single priority class is displayed in Figure 5.3. The procedure starts by at-

tempting to insert jobs with fixed starting times using the method previously

explained. The amount of flexibility associated with each remaining job is

calculated . Using these values, the best candidate is identified and inserted

into its best insertion point. Statistics of scheduled jobs are updated and the
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PROCEDURE Phase 1

Input: A schedule and a set of jobs P from the same priority class

Output: Feasible schedule, σ

begin

Insert Jobs with Fixed Starting Times
do

Calculate f(u), u ∈ P using Eq. (5.9).
Among jobs that can be inserted, find u∗ such that f(u∗) is maxi-
mized.
if (u∗ exists) then begin

Insert u∗ into its best insertion point.
Update forward time slacks and starting times of scheduled jobs.

end if

while (P 6= ∅) and (an insertion was made)

end

Figure 5.3: High-Level View of Phase 1

process is repeated for the remaining jobs.

5.2.1.5 Computational Complexity of Phase 1

The computational complexity of phase 1 is stated for a single priority

class since this represents the worst case. Let m be the number of machines

and n be the number of jobs. First, consider the complexity of the conflict-

insertion procedure. The calculation of the conflict value for each time window

of each job can be done in a preprocessing step. The sorting of jobs can be
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done in O(n log n) time. The sequential evaluation of jobs is executed in a loop

that is repeated O(n) times. For each job, an inner loop that considers the

job’s time windows is repeated O(m) times. Checking if a job can be inserted

into one of its time windows and the insertion step are of O(1) complexity.

Updating F and t for the scheduled jobs is of O(n) complexity. Therefore, the

complexity of the conflict-insertion procedure is O(mn2).

Next, consider the calculation of f(u) to determine which job is to be

inserted next among those that have a finite time window. This takes O(n+m)

time, i.e., the number of possible insertions on all m machines. The operation

is repeated O(n) times so its complexity is O(n2 +mn). Finding max{f(u)}

takes O(n) time, inserting u∗ takes O(1) time, and updating F and t takes

O(n) time. These operations must be done for each candidate u, implying

O(n) time. Therefore, the complexity of the overall procedure for inserting

jobs with finite time windows is O(n3 + mn2). Because the complexity of

this procedure dominates that of the conflict-insertion procedure, the overall

complexity of phase 1 is O(n3 +mn2).

5.2.1.6 Randomization of Phase 1

Determining the insertion locations for unscheduled jobs is a deter-

ministic procedure achieved by maximizing the residual slack. To introduce

randomness into phase 1, a restricted candidate list (RCL) of predetermined

size λ is used at each iteration to store a corresponding number of best jobs.

Here ‘best’ means the highest values of f(u) as determined by (5.9). The job
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that is actually inserted is randomly chosen from those on the list. For jobs

with fixed starting times, a second list is constructed based on the conflict

vectors.

5.2.2 Phase 2

In general terms, there are two ways to improve a schedule. The first

involves relocating a subset of the current jobs so that room becomes available

for additional insertions. The second involves removing a job from a machine

and inserting two or more in its place. In phase 2, a neighborhood of a feasible

schedule is repeatedly searched in an effort to achieve local optimality. The

two main steps are feasibility checking and improvement checking. Although

the presentation concentrates on a single priority class, the overall procedure

is carried out hierarchically from one priority class to the next.

5.2.2.1 Neighborhoods

In combinatorial optimization problems, local optimality is defined in

terms of neighborhoods. For our version of the PMSPTW, two different neigh-

borhoods will be searched, the first defined with respect to relocating scheduled

jobs, and the second with respect to interchanging jobs. The operations will

be done sequentially, starting with moves associated with jobs on the same

machine. The order of execution is a follows:

1. Relocating scheduled jobs. Up to three jobs will be relocated at a time

beginning with a single job. We adopt the method proposed by Or [77]
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for the TSP. It is a restricted variant of the 3-opt procedure in which

none of the tour segments is reversed, and is often referred to as the

Or-opt procedure. The two neighborhoods considered are (i) relocating

jobs on the same machine, and (ii) relocating jobs from one machine to

another.

2. Interchanging jobs. Only two jobs are involved in each interchange; i.e.,

one is exchanged with the other. The three neighborhoods considered

are (i) interchanging jobs on the same machine, (ii) interchanging jobs

on two different machines, and (iii) interchanging a scheduled job with

an unscheduled job.

Note that either interchanging or relocating jobs by themselves is not

considered a move for the PMSPTW because the objective function remains

unchanged. A complete move is a combination of a neighborhood search and

the insertion of an unscheduled job.

5.2.2.2 Searching a Neighborhood

Once the neighborhood search identifies an unassigned job that can be

inserted into the schedule, the insertion is made permanent. After updating

the incumbent, the search is restarted at the beginning of the defined neighbor-

hood. When no improvement is possible, the next neighborhood is examined.

Phase 2 terminates when all neighborhoods are examined and no improvement

is found.
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5.2.2.3 Searching Order of the Neighborhood

The order in which a neighborhood is searched can decrease the time

required for feasibility checking if it improves the efficiency with which the

forward time slacks and start times can be updated. The following order is

used in our implementation:

1. Relocating scheduled jobs. It is assumed that the current sequence is

(0, . . . , n+1), where 0 and n+1 are dummy jobs that represent the first

and last jobs in the sequence, respectively. Also, the relocation involves

the insertion of the string (i1, . . . , i2) between jobs {j, j + 1}, which can

be on the same or a different machine. Note that all indices used in this

section; i.e., i1, i2, and j, refer to the position of a job in the sequence

and not the identification number of the job itself.

(a) Relocating jobs within the same machine. A string of jobs (i1, . . .,i2)

on any machine k is chosen, starting with the string that begins

with the first job i1 = 1; this will be referred to as the outer loop.

After fixing the string, the insertion points (j, j + 1) on the same

machine are considered sequentially; this will be referred to as the

inner loop. When the location of the insertion points are before the

current string, we have a backward search; when the insertion points

are after the string we have a forward search (see Figure 5.4). In the

first case, (j, j+1) are selected to be (i1−2, i1−1), (i1−3, i1−2), . . . ,

(0, 1), respectively. The insertion point can be considered as moving
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backward through the sequence. In the forward search, (j, j + 1)

is selected to be (i2 + 1, i2 + 2), (i2 + 2, i2 + 3), . . . , (n, n + 1),

respectively, and the insertion point can be thought of as moving

forward through the sequence.

j i
1

i
2

i
1

i
2

j

j+1

j+1

Backward Relocation

Forward Relocation

j+1

Figure 5.4: Backward and Forward Relocation

The string size is initially set to one. The process is repeated with

the next string, one machine at a time. After examining all ma-

chines, the entire process is repeated for strings of size two and then

of size three.

(b) Relocating jobs from one machine to another. The string of jobs to

be relocated from the origin machine ko is (i1, . . . , i2) and the inser-

tion location at the destination machine kd is (j, j + 1) as shown in

Figure 5.5. Machines are indexed arbitrarily. In the outer loop, a

string is selected for relocation in reverse order starting with the last

job on ko. In the inner loop, insertion points are considered sequen-

tially in the reverse order of the job sequence on kd. The destination

is selected as the next machine in the numbering scheme. The in-

ner loop is executed on successive machines until all candidates are
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considered. The outer loop is incremented accordingly to ensure

that all machine combinations are considered. String sizes are set

to one, two, and three, respectively.

j

i
1

i
2

j+1Machine

Machine k

kd

o

Figure 5.5: Inter-Machine Relocation

2. Interchanging jobs. Three cases are considered for interchanging jobs i

and j:

(a) Same machine. Beginning with machine 1, jobs are selected one at

a time in the reverse order of the sequence; this is the outer loop.

In the inner loop, jobs preceding the one selected are considered

sequentially in the reverse order of the sequence for a possible in-

terchange (see Figure 5.6). The process is repeated for all jobs and

all machines.

j i

Figure 5.6: One-Machine Interchange
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(b) Two different machines. The searching order is similar to that de-

fined for relocating jobs from one machine to another. The differ-

ences are (i) only strings of one job are considered, (ii) the insertion

points are replaced by the interchanged jobs, and (iii) all possible
(

m

2

)

pairs of machines rather than all possible m(m − 1) ordered

pairs are candidates for exchanges. After fixing job i on machine ko

in the outer loop, job j is selected in the reverse order of the jobs

scheduled on machine kd in the inner loop (see Figure 5.7).

j

i

Machine

Machine k

k

o

d

Figure 5.7: Inter-Machine Exchange

(c) Interchange between a scheduled job and an unscheduled job. Sched-

uled jobs on each machine are sequentially considered in reverse

order for possible removal. Referring to Figure 5.8, let the priority

of job i be Pp and the priority of jobs j and l be Pq. If Pp = Pq, the

removal of i is made permanent only if at least two unscheduled jobs

from Pq can be inserted. If Pp 6= Pq, the removal is made perma-

nent only if an unscheduled job from Pp and at least one additional

unscheduled job from Pq can be inserted. Note that if Pp 6= Pq then

Pp > Pq because of the hierarchical nature of the search.
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i

j l

Machine

Unscheduled list

Figure 5.8: Scheduled-Unscheduled Interchange

5.2.2.4 Feasibility Checking of a Move

Checking the feasibility of a move is the most time-consuming compo-

nent of neighborhood search. We have implemented what has proven to be an

efficient scheme based on Savelsbergh’s approach for the VRPTW [93].

Backward relocation: In this operation a string (i1, . . . , i2) is considered for in-

sertion between (j, j+1) in a feasible schedule (0,. . .,(j, j+1),. . .,(i1,. . .,i2),. . .,

n + 1). If the relocation is made, the resulting sequence will be (0, . . . , j;

i1, . . . , i2; j + 1, . . . , i1 − 1; i2 + 1, . . . , n + 1). At the beginning of the inner

loop, (i1, . . . , i2) is inserted in front of the segment (j+1, i2+1, . . . , n+1). The

forward time slack F
(n+1)
j+1 of the subsequence (j + 1, i2 + 1, . . . , n+ 1) can be

updated using either (5.4) or (5.5) each time (j, j + 1) is moved backward. At

the first attempt at relocation j+1 = i1− 1 and F
(n+1)
i2+1 is computed using the

current values of ti1−1 and tj+1. In subsequent iterations, jobs are appended

sequentially to the head of (j + 1, i2 + 1, . . . , n + 1), thus (j, j + 1) moves

backward through the schedule and the value of F
(n+1)
j+1 associated with the

subsequence (j + 1, . . . , i1 − 1; i2 + 1, . . . , n+ 1) is updated recursively. Using

(5.10) or (5.11), the value of the processing start times tnew
i1

, . . . , tnew
i2

, tnew
j+1 are
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also updated recursively. A relocation is feasible if t
(new)
j+1 − tj+1 ≤ F

(new)
j+1 .

Forward relocation: In this operation, a string (i1, . . . , i2) is considered for

insertion between (j, j + 1) in a feasible schedule (0, . . . ,(i1, . . . , i2), . . . ,(j, j +

1), . . . , n+ 1). If the relocation is made, the resulting sequence will be (0, . . .,

i1− 1; i2 + 1, . . . , j; i1, . . . , i2; j + 1, . . . , n+ 1). Since the job representing the

insertion point j moves one step forward at each iteration of the inner loop,

tnew
j is updated recursively using tnew

j−1 from the previous iteration and either

(5.10) or (5.11). After the relocation, tnew
i1

and tnew
j+1 are similarly updated. The

new schedule is feasible if tnew
i1
− ti1 ≤ F

(i2)
i1

or tnew
j+1 − tj+1 ≤ F

(new)
j+1 .

Inter-machine relocation: Here, a string (i1, . . . , i2) on the origin machine ko

is considered for an insertion between (j, j + 1) on the destination machine

kd. If the relocation is made, the resulting sequences will be (0, . . . , i1− 1, i2 +

1, . . . , nmo
+ 1) on machine ko and (0, . . . , j, i1, . . . , i2, j + 1, . . . , nmd

+ 1) on

machine kd. Removing (i1, . . . , i2) from machine ko is always feasible so we

need only check the insertion of (i1, . . . , i2) between j and j + 1. The first

step is to verify that all the jobs in (i1, . . . , i2) can be processed on machine

kd. Then the starting times of the jobs are calculated using either (5.10) or

(5.11), given that i1 starts at the earliest possible time ai1kd
on machine kd.

With these starting times, F can be calculated for each job in (i1, . . . , i2) using

Theorem 5.1.2. If any F < 0, one of the jobs in the subsequence will violate

its time-window constraint so the relocation is infeasible. In the inner loop

where (j, j + 1) moves backward, tnew
i1

and tnew
j+1 , the starting times of i1 and
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j+1 after insertion, are recalculated. If tnew
i1
− ti1 > F

(i2)
i1

or tnew
j+1− tj+1 > Fj+1,

the relocation is infeasible.

One-machine interchange: Consider the sequence (0, . . . , j, . . . , i, . . . , n + 1)

where jobs i and j are interchange candidates. If the exchange is made, the

resulting sequence will be (0, . . . , j − 1, i, j + 1, . . . , i − 1, j, i + 1, . . . , n + 1).

Given job i, job j is sequentially selected in the reverse order from the partial

sequence preceding i. To check the feasibility of the exchange, tnew
i and tnew

j

need to be updated. Both of these terms take on different values at each

iteration. In the case where jobs may have two time windows, there is no

efficient way (i.e., O(1)) to recalculate tnew
j if tnew

i is not fixed. The values of t

for each job in the subsequence (i, . . . , j) must be computed recursively. The

complexity of this operation is O(na), where na is the number of jobs between

i and j. This will not noticeably increase the run time of the local search

procedure, though, unless the time windows of the jobs are extremely wide.

Feasibility checking is done by first calculating tnew
i from tj−1. Note

that moving job i to the current position of job j is always feasible because

i is moved forward in time. The new value tnew
j+1 is calculated from tnew

i . The

subsequence of intermediate jobs between i and j (i.e., (j + 1, . . . , i − 1))

grows one at a time as j moves towards the beginning of the sequence. Thus

the value of F
(i−1)
j+1 can be updated using Theorem 5.1.2 at each iteration.

If tnew
j+1 − tj+1 > F

(i−1)
j+1 , one or more of the time windows of the jobs in the

subsequence (j+1, . . . , i−1) is violated. Therefore, processing i at the location
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occupied by j is infeasible. If tnew
j+1 − tj+1 > F

(i−1)
j+1 and tnew

i ≤ a1
ik, i can be

discarded and the next job evaluated; otherwise, the same i is used as an

exchange candidate for the next choice of j. If tnew
j+1 − tj+1 ≤ F

(i−1)
j+1 , it is still

necessary to check for possible violation of the time windows associated with

(i− 1, j, i+ 1, . . . , n). The updated values of tnew
i−1 and tnew

j are now calculated

using (5.10) or (5.11). Recall that this takes O(na) time because the new

starting times of all jobs in (j + 2, . . . , i − 1) must be calculated in turn. If

tnew
i−1 is outside the time window of i− 1, or tnew

i+1 − ti+1 > Fi+1, the interchange

is infeasible.

Inter-machine interchange: This operation involves interchanging a job i on

the origin machine ko with a job j on destination machine kd. If the exchange

is made, the resulting sequence will be (0, . . . , i − 1, j, i + 1, . . . , nmo
+ 1) on

machine ko and (0, . . . , j − 1, i, j + 1, . . . , nmd
+ 1) on machine kd. Feasibility

checking in this case is relatively straightforward. The updated values of tnew
i

and tnew
j+1 on machine kd and tnew

j and tnew
i+1 on machine ko are calculated. The

exchange is feasible if tnew
i is feasible on machine kd, t

new
j is feasible on machine

ko, t
new
j+1 − tj+1 ≤ Fj+1 on machine d, and tnew

i+1 − ti+1 ≤ Fi+1 on machine ko.

Scheduled-unscheduled interchange: In this procedure, a job is temporarily

removed from the sequence on a specific machine and an attempt is made to

(i) insert at least two jobs of the same priority, or (ii) insert one job of the

same priority and one job of another (lower) priority. The same methodology

developed for phase 1 is used in this operation.
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5.2.2.5 Improvement Checking of a Move

A move is not accepted unless it leads to an improvement in the ob-

jective function. In the worst case, each unscheduled job must be checked for

insertion at all possible positions. This operation takes O(nuns) = O(n2) time,

where nu is the number of unscheduled jobs, ns is the number of jobs on the

machine, and n is the total number of jobs. The method used for checking

is the same as the phase-1 procedure for jobs with nonzero time windows. It

is performed each time an interchange or relocation operation proves to be

feasible.

The pseudo-code summarizing the phase-2 procedure for jobs from a

single priority class is displayed in Figure 5.9. The procedure starts by going

through each neighborhood. Modified schedules are produced from job relocat-

ing or interchanging as specified for the neighborhood. If the resulting schedule

is feasible, the move is deemed feasible. For each feasible move, unscheduled

jobs are tested for additional insertions. If insertion can be made, the job is

removed from the unscheduled list and the searching continues. Otherwise,

the process continues with the next neighborhood until all the neighborhoods

are exhausted.

5.2.2.6 Computational Complexity of Phase 2

The complexity results stated presently are for one priority class only

and represent the worst-case run time of a single call to a neighborhood search

procedure. First, consider the one-machine relocation neighborhood, which
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PROCEDURE Phase 2

Input: A schedule and a set of jobs P from the same priority class

Output: Feasible schedule, σ

begin

For each neighborhood,
do

Search and check for a feasible move.
if move leads to a feasible schedule

Do improvement checking to see if more jobs from P can be
inserted.
if insertion is made

Remove inserted job(s) from P .

while (P 6= ∅) or (an insertion was made)

end

Figure 5.9: High-Level View of Phase 2
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can be separated into the backward and forward operations. The total num-

ber of relocations is O(n2) while updating F and t, and the insertion of a

job can be done in O(1) time. Checking the feasibility of the relocations is

O(1) while checking for improvement is O(n2). Therefore, backward and for-

ward relocation on one machine is accomplished in O(n4) implying that the

complexity is O(mn4).

For the inter-machine relocation procedure, all O(m2) pairs of machines

are examined. The number of scheduled jobs and the number of new inser-

tion locations on another machine is bounded by O(n2). Updating F and t,

and making the insertion is of O(1) complexity. Checking for feasibility and

improvement is of O(1) and O(n2) complexity, respectively. Therefore, the

overall complexity of this procedure is O(m2n4).

Next, the one-machine interchange procedure is applied to all m ma-

chines. The number of jobs that can be exchanged between two machines is

O(n2). Checking feasibility and improvement is of O(n) and O(n2) complexity,

respectively. The complexity of this procedure is thus O(mn4).

Fourth, the inter-machine interchange procedure is applied to all possi-

ble O(m2) machine pairs. Because the maximum number of job interchanges

between two different machines is O(n2), and checking feasibility and improve-

ment is of O(1) and O(n2) complexity, respectively, the overall complexity is

O(m2n4).

The final procedure involves the interchange of scheduled and unsched-
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uled jobs. The number of scheduled jobs is O(n) so the outer loop is repeated

O(n) times. Removal of a job and updating its F and t values is of O(n)

complexity. Finding the number of possible insertions after the removal of a

job is of O(n3) complexity. Given that each iteration of the inner loop takes

O(n3) time, the overall complexity is O(n4). The complexity of phase 2 is the

maximum of the above procedures, which is O(m2n4).

5.2.3 Example

To illustrate the calculations, one GRASP iteration with RCL of size

1 (deterministic version) is presented. The problem is to schedule five jobs on

one machine over a ten-minute time horizon. All jobs have the same priority

and each may have two time windows. Input data are listed in Table 5.1. To

simplify the presentation, only relocation strings of size one and two will be

used in phase 2.

Table 5.1: Input Data for Example

Job Processing time Time window [a1
j , b

1
j ] Time window [a2

j , b
2
j ]

1 2 [7,8] –
2 3 [0,1] [6,7]
3 3 [0,1] [5,7]
4 1 [4,5] [8,9]
5 3 [1,2] [6,7]

Phase 1

Iteration 1: The schedule is empty: ().
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Calculating f̄(j) for all j using (5.8) and (5.9) gives

j 1 2 3 4 5
f̄(j) (−9) (−3) (−3) (−5) (−4)

Since maxj f(j) = f̄(2) = f̄(3), we arbitrarily select job 2 and insert it into

the schedule giving t2 = 0 and F2 = 7.

Iteration 2: The schedule is: (2).

The next job may go either before or after job 2. The f̄ values of the

remaining four jobs and a statement as to whether or not they can be inserted

in the schedule are summarized below.

Location j 1 3 4 5
f̄(j) (−2) 1 1 1

In front of job 2
Feasible Yes Yes Yes Yes
f̄(j) (−6) (−5) (−2) (−6)

Following job 2
Feasible Yes Yes Yes Yes
f(j) (−2) 1 1 1

A tie exists for the maximum value of f̄(j) so job 3 is arbitrarily selected and

inserted in front of job 2. The processing start time and forward time slacks

are t3 = 0 and F3 = 1, respectively. After updating, the corresponding values

for job 2 are t2 = 6 and F2 = 1.

Iteration 3: The schedule is: (3, 2).

At this stage, three insertion points exist for the remaining jobs. The

calculations are summarized below.
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Location j 1 4 5
f̄(j) −∞ −∞ −∞

In front of job 3
Feasible No No No
f̄(j) −∞ (−1) −∞

Between jobs 3 and 2
Feasible No Yes No
f̄(j) −∞ (−1) −∞

Following job 2
Feasible No Yes No
f(j) −∞ (−1) (−1)

Once again, a tie exists and job 4 is arbitrarily chosen and inserted between

jobs 3 and 2. This gives t4 = 4 and F4 = 1. The corresponding values for jobs

2 and 3 remain the same.

Iteration 4: The schedule is: (3, 4, 2).

It is not possible to insert job 1 or job 5 so phase 1 terminates.

Phase 2

The incumbent schedule is (3, 4, 2). Each neighborhood is now exam-

ined and if a feasible move leads to an improvement it is made permanent.

Backward relocation of string of size one:

Iteration Job to be moved New location Feasible Improvement

1 4 In front of job 3 No –
2 2 Between jobs 3 and 4 Yes No
3 2 In front of job 3 Yes No

Backward relocation of string of size two:
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Iteration Job to be moved New location Feasible Improvement
1 (4,2) In front of job 3 No –

Forward relocation of string of size one:

Iteration Job to be moved New location Feasible Improvement

1 3 Between jobs 4 and 2 No –
2 3 Following job 2 No –
3 4 Following job 2 Yes No

Forward relocation of string of size two:

Iteration Job to be moved New location Feasible Improvement
1 (3,4) Following job 2 Yes No

Job interchanges:

Iteration Jobs to be interchanged Feasible Improvement
1 4 and 2 Yes No
2 3 and 2 Yes Yes

At this stage, we see that the interchange of jobs 3 and 2 leads to an improve-

ment; i.e., it is possible to insert job 1 at the end of the sequence. The new

schedule is (2,4,3,1) with processing start times (0,4,5,8), respectively. A re-

examination of all neighborhoods fails to identify any improvement, so phase

2 terminates with the sequence (2,4,3,1).
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5.3 The Reddy - Brown Heuristic

For the TDRSS application, the first algorithm for solving the cor-

responding PMSPTW was developed by Reddy and Brown [88]. They pro-

posed a dynamic programming-like (DP) heuristic based on the idea of finding

the longest path through a directed graph defined by precedence relation-

ships among the requests. The major contribution of their work, summarized

presently, was the derivation of these precedence relations from several domi-

nance rules applicable for the single machine case. For the multi-machine case,

they applied the DP methodology sequentially such that the machine with the

least amount of possible processing time is scheduled first, and so on.

We begin with a description of the theory behind the heuristic, and

then offer a useful generalization that leads to a more efficient way of setting

up the dynamic program. This is followed by an overview of the heuristic and

an example to illustrate the computations. Finally, we discuss the framework

for extending the single machine heuristic to handle multiple machines.

The single machine problem has the objective of maximizing the weighted

number of requests scheduled from the set J = {1, 2, 3, . . . , n}. The parame-

ters are defined as follow.

ai : earliest starting time i

bi : latest starting time of request i

pi : duration of request i
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di : latest ending time or the deadline of request i, di = bi + pi

ci : earliest end time of request i, ci = ai + pi

For di ≥ 0, ai ≥ 0 for all i, and pi ≤ di−ai, it is possible to establish the

results presented below. These results are used to construct a directed graph in

which each node represents a job and each arc a precedence constraint between

job pairs.

Theorem 5.3.1. For any request i 6= j 6= k such that ai ≤ aj ≤ ak, request i

will not immediately precede request k in an optimal schedule if di ≤ bj and

max(di, aj) + pj ≤ ak.

Proof: By contradiction, assume request i immediately precedes request k in

the optimal schedule. Let ti and tk be the actual starting times of i and k in

the schedule, respectively, and let fi and fk be the actual ending times of i and

k in the schedule, respectively. An optimal schedule must be a feasible one;

therefore, fi ≤ di and tk ≥ ak. Since di ≤ bj, di + pj ≤ ak, and aj + pj ≤ ak,

j can be scheduled during the interval between max(di, aj) and min(dj, ak)

without changing the start times of i and k. This contradicts the assumption

that the schedule with request i immediately preceding request k is optimal.

This theorem defines the lower bound on the latest ending time of

potential immediate predecessors of a request. Thus it limits the set of requests

that must be considered when determining the immediate predecessor of a job

in an optimal schedule.
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Theorem 5.3.2. For any adjacent requests i and j in an optimal schedule, if

ai < aj and di < dj, request i can always precede request j without affecting

the optimality of the schedule.

Proof: Consider the following 4 cases.

Case 1: bi < cj and ci ≤ bj. By contradiction, assuming that j precedes i in the

optimal schedule. But since bi < cj, the schedule is infeasible, a contradiction.

Case 2: bi ≥ cj and ci ≤ bj. In this case, i can precedes j and j can precedes

i.

Case 3: bi < cj and ci > bj. From bi < cj, j cannot precede i. From ci > bj, i

cannot precede j. Contradict the fact that i and j are in the optimal schedule.

Case 4: bi ≥ cj and ci > bj. This implies di − pi ≥ aj + pj and ai + pi >

dj − pj. Add these two inequalities yields ai + di > aj + dj which contradict

the assumption that ai < aj and di < dj.

This theorem defines the upper bound on the earliest start time of

potential immediate predecessors of a request. Thus it also limits the set of

jobs that must be considered when determining the immediate predecessor of

a job in an optimal schedule.

Theorem 5.3.3. For any requests i 6= j, if ci > bj, request i will not immedi-

ately precede request j in an optimal schedule.
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Proof: If ci > bj, i cannot precede j since the resulting schedule would be

infeasible.

This theorem eliminates infeasible requests from the set of potential

immediate predecessors of a request as defined by Theorems 5.3.1 and 5.3.2.

5.3.1 Generalization

When ai ≤ aj implies di ≤ dj for all i, j ∈ J , Theorem 5.3.2 can be

applied directly. As a result, the predecessor sets of the requests are precisely

defined. When the condition does not hold for some pair of requests i and j, an

artificial request referred to as a mutually exclusive artificial alternate request

and denoted by i′, is created for i. In defining i′, the goal is establish precedence

relations such that i must precede j and i′ must succeed j. Nevertheless, a

feasible solution can have either the original request or its alternate request

but not both.

Definition 5.3.1. Suppose that request i and j are such that ai ≤ aj and

di > dj. Then the mutually exclusive alternate request for i is i′ where its

parameters are ai′ = aj + pj, di′ = di and pi′ = pi. Figure 5.10 shows an

example of a mutually exclusive alternate request.

Because i′ is an alternate request for i, scheduling i′ is equivalent to

scheduling i. Therefore, an optimal schedule with request j and i′ generated

under the assumption that i precedes j if ai ≤ aj is equivalent to an optimal

schedule with request i and j without any assumptions about the precedence
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ai ci bi di

aj cjbj dj

ai′ ci′ bi′ di′

Figure 5.10: Mutually exclusive alternate request

relationship between i and j. As a result, when some request pairs do not

satisfy the condition that ai < aj implies di < dj, mutually exclusive artificial

alternate for all such request pairs are created. Then the limited backtrack-

ing step of the heuristic, described in the next section, ensures the mutual

exclusion of the original and the alternate requests.

5.3.2 Overview of Heuristic for Single Machine Problem

Theorems 5.3.1 – 5.3.3 allow us to establish a set of immediate prede-

cessors for each job. Based on this set, a network is created where the nodes

represent the jobs and the directed arcs connecting any two nodes represent

precedence constraints. In other words, the immediate predecessor set of job j

defines the set of origin nodes for arcs that terminate at the node representing

j. Fictitious super-source and a super-sink nodes are added to represent the

start and end times of the scheduling horizon, respectively. The contribution

to the objective function for processing job j is represented by the length of

the arc leaving the corresponding node. For example, if job j has priority p,

the length of the arcs leaving node j are πp, the positive contribution to the

objective function of a priority p job.
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Given a path from source to sink, the corresponding schedule is feasible

if all the jobs along the path can be processed within their time windows. A

DP approach is used to find the longest path in the network in which the

time windows are enforced as side constraints during the computations. The

following notation is needed to present the model.

zj : maximum cumulative objective through completion of job j

πj : contribution of job j to the objective

fj : end time of the event of job j, fj = tj + pj

PREDj : set of immediate predecessors for job j

OPT (j) : the optimal immediate predecessor for job j

The element OPT (j) is determined by finding a job i ∈ PREDj that

maximizes πj + zi (5.11)

subject to fi ≤ bj (5.12)

Equation (5.12) guarantees that job j has sufficient time to meet its deadline.

The end time of request j is calculated as

fj = max{fi + pj, aj + pj}. (5.13)

The heuristic for finding the longest path starts by sorting all jobs in

increasing order of their start times. In case of ties, the order is chosen by the
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earliest end time. The first job in the sequence is job 0, the fictitious node

representing the start of the planning horizon, so we set z0 = 0. Based on

the job ordering, Eqs. (5.11) and (5.12) are used to find zi and the optimal

immediate predecessor for each job i. Note that the method is not exactly

a forward dynamic program because there is no step for recomputing the zi-

values based on updated information.

The solution is determined by backtracking through the optimal im-

mediate predecessors. The process starts from the fictitious dummy sink node

associated with the end of the planning horizon and continues until the source

node is reached. The effective earliest start and latest end times of the re-

quests are calculated during this process. These values define the band of

time that each request can be processed without affecting the ordering of the

final schedule. Mutually exclusive artificial alternate requests are introduced

for jobs that do not satisfy the condition in Theorem 5.3.2 but only one of

those jobs should exist in the final solution. To enforce feasibility in this case,

the backtracking operation is limited. In particular, it does not allow the

optimal immediate predecessors for a request to include any of its mutually

exclusive alternates.

In addition, if the data set contains requests with two time windows

which have been decomposed into separate requests, we need to consider them

in the same manner as we do mutually exclusive alternate requests. For a given

pair of jobs, whenever a check is made to determine whether or not they are

mutually exclusive, it is also necessary to check if they are the same job. The
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logic for doing this is included in the description of the algorithm presented in

Appendix A.

5.3.2.1 Reddy - Brown Example

The data set used to illustrate the R-B heuristic is summarized in

Table 5.2.

Table 5.2: Data of the requests for the Reddy and Brown heuristic example

Request (i) Earliest start (ai) Latest start (bi) Processing time (pi) Latest end (di)
1 1 3 2 5
2 0 3 3 6
3 4 5 3 8
4 0 6 4 10
5 0 8 5 13

The scheduling period begin time is 0 = min(1, 0, 4, 0, 0) and the schedul-

ing period end time is 13 = max(5, 6, 8, 10, 13). Let requests 6 and 7 be the

dummy requests representing the period begin time and end time of the plan-

ning horizon, respectively.

p6 = 0.1; d6 = 0.0; c6 = 0.0; a6 = 0.0− 0.1 = −0.1; b6 = 0.0− 0.1 = −0.1;

p7 = 0.1; a7 = 13.0; b7 = 13.0; d7 = 13.0 + 0.1 = 13.1; c7 = 13.0 + 0.1 = 13.1

Because the condition ai ≤ aj implies di ≤ dj for all i, j ∈ J in Theorem 5.3.2

does not hold for all pairs of requests, mutually exclusive artificial alternate

requests need to be created. These additional requests are summarized in

Table 5.3.
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Table 5.3: Additional mutually exclusive artificial alternate requests

Request (i) From Earliest start (ai) Processing time (pi) Latest end (di)

8 (2,1) 3 3 6
9 (4,1) 3 4 10
10 (4,3) 7 4 10
11 (5,1) 3 5 13
12 (5,3) 7 5 13

Assuming each request contributes equally to the objective, we set π1 =

π2 = π3 = π4 = π5 = π6 = π7 = π8 = π9 = π10 = π11 = π12 = 1.

From Theorems 1 – 3, the immediate predecessor sets are PRED1 = ∅,

PRED2 = {6}, PRED3 = {2, 4, 5, 1}, PRED4 = {2, 5}; PRED5 = {4},

PRED6 = ∅, PRED7 = {2, 4, 5, 1, 8, 9, 11, 3, 10, 12}, PRED8 = ∅; PRED9 =

∅; PRED10 = {2, 5, 1, 8}, PRED11 = ∅, PRED12 = {2, 4, 1, 8, 9, 3}. The

immediate predecessor relations among the jobs are illustrated in Figure 5.11.

Next, we sort the requests in the order of the earliest starting times, and

in case of ties, by the order of the deadlines. This order is (6,2,4,5,1,8,9,11,3,10,

12,7).

For request 6: z6 = 0.0; f6 = 0.0.

For request 2: PRED2 = {6}; z2 = z6+π2 = 0.0+1.0 = 1.0;OPT (2) =

6; f2 = max(f6 + p2, a2 + p2) = max(0.0 + 3.0, 0.0 + 3.0) = 3.0.

For request 4: PRED4 = {2, 5}, omit 5 since it is not in front of 4

in the ordering; z4 = (z2 + π4) = (1.0 + 1.0) = 2.0;OPT (4) = 2; f4 =
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Figure 5.11: Immediate predecessor graph

max(f2 + p4, a4 + p4) = max(3.0 + 4.0, 0.0 + 4.0) = 7.0.

For request 5: PRED5 = {4}; z5 = (z4+π5) = 2.0+1.0 = 3.0;OPT (5) =

4; f5 = max(f4 + p5, a5 + p5) = max(7.0 + 5.0, 0.0 + 5.0) = 12.0.

For request 1: PRED1 = ∅, set PRED1 = {6}; z1 = z6 + π1 =

0.0 + 1.0 = 1.0;OPT (1) = 6; f1 = max(f6 + p1, a1 + p1) = max(0.0 +

1.0, 1.0 + 2.0) = 3.0.

For request 8: PRED8 = ∅, set PRED8 = {6}; z8 = z6 + π8 =

0.0 + 1.0 = 1.0;OPT (8) = 6; f8 = max(f6 + p8, a8 + p8) = max(0.0 +

3.0, 0.0 + 3.0) = 3.0.

For request 9: PRED9 = ∅, set PRED9 = {6}; z9 = z6 + π9 =
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0.0 + 1.0 = 1.0;OPT (9) = 6; f9 = max(f6 + p9, a9 + p9) = max(0.0 +

4.0, 0.0 + 4.0) = 4.0.

For request 11: PRED11 = ∅, set PRED11 = {6}; z11 = z6 + π11 =

0.0+1.0 = 1.0;OPT (11) = 6; f11 = max(f6+p11, a11+p11) = max(0.0+

5.0, 0.0 + 5.0) = 5.0.

For request 3: PRED3 = {2, 4, 5, 1}, since f4 > b3 and f5 > b3,

predecessors 4 and 5 are infeasible; z3 = max(z2 + π3, z1 + π3) =

max(1.0+1.0, 1.0+1.0) = 2;OPT (3) = 2; f3 = max(f2 +p3, a3 +p3) =

max(3.0 + 3.0, 4.0 + 3.0) = 7.0.

For request 10: PRED10 = {2, 5, 1, 8}, since f5 > b10, predecessor 5 is

infeasible; z10 = max(z2 +π10, z1 +π10, z8 +π10) = max(1.0+1.0, 1.0+

1.0, 1.0 + 1.0) = 2.0;OPT (10) = 2; f10 = max(f2 + p10, a4 + p10) =

max(3.0 + 4.0, 0.0 + 4.0) = 7.0.

For request 12: PRED12 = {2, 4, 1, 8, 9, 3}; z12 = max(z2 + π12, z4 +

π12, z1 +π12, z8 +π12, z9 +π12, z3 +π12) = max(1.0+1.0, 2.0+1.0, 1.0+

1.0, 1.0 + 1.0, 1.0 + 1.0, 2.0 + 1.0) = 3.0;OPT (12) = 4; f12 = max(f4 +

p12, a5 + p12) = max(7.0 + 5.0, 0.0 + 5.0) = 12.0.

For request 7: PRED7 = {2, 4, 5, 1, 8, 9, 11, 3, 10, 12}; z7 = max(z2 +

π7, z4 +π7, z5 +π7, z1 +π7, z8 +π7, z9 +π7, z11 +π7, z3 +π7, z10 +π7, z12 +

π7) = max(1.0+0.0, 2.0+0.0, 3.0+0.0, 1.0+0.0, 1.0+0.0, 1.0+0.0, 1.0+

0.0, 2.0 + 0.0, 2.0 + 0.0, 3.0 + 0.0) = 3.0;OPT (7) = 5; f7 = max(f5 +

p7, a7 + p7) = max(12.0 + 0.1, 13.0 + 0.1) = 13.1.
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Backtracking begins at node 7. The optimal immediate predecessors

and the calculations of the effective earliest start and latest end times of the

requests are as follows.

OPT (7) = 5 implies request 5 is scheduled. The effective earliest

starting time and deadline for request 5 are: a′5 = f5−p5 = 12.0−5.0 =

7.0; d′5 = min(d5, a
′
7) = min(13.0, 13.0) = 13.0.

OPT (5) = 4 implies request 4 is scheduled. The effective earliest

starting time and deadline for request 4 are: a′4 = f4−p4 = 7.0−4.0 =

3.0; d′4 = min(d4, a
′
5) = min(10.0, 7.0) = 7.0.

OPT (4) = 2 implies request 2 is scheduled. The effective earliest

starting time and deadline for request 2 are: a′2 = f2−p2 = 3.0−3.0 =

0.0; d′2 = min(d2, a
′
4) = min(6.0, 3.0) = 3.0.

OPT (2) = 6 implies that all the scheduled jobs are identified given

that 6 is the dummy request representing the beginning of the planning

horizon.

The solution sequence is (6, 2, 4, 5, 7) which is shown as by the solid arrows

in Figure 5.11.

5.3.3 Solving the Multiple Machine Case

To find solutions to the parallel machine problem, the single machine

problem is solved sequentially m times. The order of application is based on
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the amount of schedulable service time; i.e., the sum of the processing times of

all requests that a machine can handled. The machine with the least amount

of schedulable service time is selected first, and so on.

5.3.4 Complexity of the R-B Heuristic

The R-B heuristic for the single machine problem consists of two com-

ponents as shown in Appendix A. In terms of the run time, the predominant

effort is in building the network. Most of this work is embodied in Step 6 of

the predecessor set determination procedure and can be done in O(k2) time,

given that the kth jobs is being considered. Because k takes on values from 1

to n, the overall complexity is
∑n

k=1 k
2 = O(n3).

5.4 Computational Results

The GRASP was implemented in C++ using the CC compiler version

2.0.1 on a SUN Sparcstation 10 with 96 MB of RAM. The program was com-

piled with the optimization flag set to -O and CPU times were collected using

the C function clock(). The overall complexity of phase 1 for RCL = 1 and

of phase 2 is O(n3 +mn2) and O(m2n4), respectively. Related computational

issues are investigated in the remainder of this section.

5.4.1 Data Sets

For testing purposes, five data sets containing five problem instances

each were randomly generated. Each instance consisted of six machines and
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400 jobs. These values reflect the application in Dodd and Reddy [30], as do

the parameter settings presented below. In the first data set, all jobs had the

same priority while in the second set two priority classes were created, each

with 200 jobs. The planning horizon for all instances was 86400 seconds (1

day). Seven different flag formations for machine feasibility were used: 111111,

111100, 110000, 001100, 000011, 000001, and 000010. Each formation had a

different probability of being selected for any job. The following distribution

was used.

Flag 111111 111100 110000 001100 000011 000001 000010

Probability 0.155 0.375 0.12 0.12 0.09 0.07 0.07

For jobs with formation 111111, processing times on machines 1 through

4 were allowed to differ from those on machines 5 and 6. Otherwise, each

job had the same processing time on its permissible machines. The lower

value of each job’s time window was randomly selected from U(0, 86400 −

time-window width), where the time-window width was calculated from two

randomly generated numbers: the processing time and the time-window tight-

ness. To generate different classes of data sets, the average processing time

that a job should have if all the available time is be scheduled was calculated to

be about 1300 ≈ 1296 = 6×86400
400

. This value is used as a threshold. The prob-

ability that each job has two time windows was set to 0.1. The five generation

schemes are now described.

1. Short processing time and loose time windows (spltw). If processing times

are short and time windows are loose, little conflict will exist among jobs
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so most heuristics will perform equally well. To avoid this situation but

to consider jobs with short processing times, the average value of the

parameter pik was constrained to be slightly higher than 1300. The

following probability distribution was used.

Processing time 50–295 295–540 540–785 785–1030 1030–1275
Probability 0.05 0.05 0.1 0.2 0.3

Processing time (sec) 1275–1520 1520–1765 1765–2010 2010–2255 2255–2500
Probability 0.1 0.05 0.05 0.05 0.05

For a given range, the exact value was randomly generated from a uni-

form distribution within that range. In addition, each job had a 0.1 prob-

ability of being fixed (time window width = processing time). For the

remainder, the time-window tightnesses was generated from U(0.2, 0.5).

Note that this range allowed the time windows to be two to five times

larger than the processing time.

2. Short processing time and tight time windows (spttw). The average pro-

cessing time of jobs in this category followed the same probability dis-

tribution as defined for loose time windows; however, each job had a 0.3

probability of having a fixed time window. The time-window tightnesses

of the remaining 70% were generated from U(0.5, 1).

3. Long processing time and loose time windows (lpltw). For this data

set the average processing times were randomly generated based on the

following probability distribution:

Processing time 50–295 295–540 540–785 785–1030 1030–1275
Probability 0.05 0.05 0.05 0.05 0.1

Processing time 1275–1520 1520–1765 1765–2010 2010–2255 2255–2500
Probability 0.3 0.2 0.1 0.05 0.05
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Once the range was selected, the exact processing time was randomly

generated uniformly within that range. Each job had a 0.1 probability

of having a fixed time window; otherwise, the time-window tightnesses

were generated from U(0.2, 0.5).

4. Long processing time and tight time windows (lpttw). The average pro-

cessing time of jobs in this data set followed the same probability distri-

bution as defined for long processing times, but each job had a 0.3 proba-

bility of having a fixed time window; otherwise, time-window tightnesses

were generated from U(0.5, 1).

5. Random instances (rand). The processing times were generated from

U(50, 2500). Each job had a 0.2 probability of being fixed; otherwise,

the time-window tightnesses were generated from U(0.2, 1).

5.4.2 Neighborhood Tests

To test the effectiveness of the five neighborhoods, the deterministic

version of the GRASP (RCL = 1) was run on 25 instances of one-priority

data sets generated with the above characteristics. This allowed us to isolate

phase 1 from phase 2. Results for the average number of jobs scheduled for

each of the five data-set types and the average CPU times (sec) obtained by

testing each neighborhood separately are summarized in Table 5.4. The neigh-

borhoods in the table are backward and forward relocation on one machine

(B-F Rel), inter-machine relocation (2mc-Rel), one machine interchange (1mc-

Inter), inter-machine interchange (2mc-Inter), and unscheduled-scheduled in-
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terchange (US-Inter), respectively. The row labeled ‘Phase 1’ displays the

results before the application of local search. The CPU times for the neigh-

borhood procedures are for phase 2 only.

Table 5.4: Neighborhood Test Results

Data set CPU time (sec)
Neighborhood lpltw lpttw rand spltw spttw Average Std dev

Phase 1 337.6 326.2 328.8 367.8 314.2 24.84 2.87
B-F Rel 344.0 334.2 333.6 373.6 315.2 0.62 0.42
2mc-Rel 357.4 342.2 346.8 382.6 331.0 0.77 0.23
1mc-Inter 341.6 330.0 331.8 370.8 314.2 0.28 0.26
2mc-Inter 338.4 328.8 329.6 368.0 314.8 0.77 0.23
US-Inter 347.2 339.6 334.2 371.0 321.4 19.84 12.68

Next the Friedman test (a nonparametric rank test: Conover [20]) was

conducted under the null hypothesis that the neighborhoods have identical ef-

fects. The alternative hypothesis was that at least one neighborhood yields a

larger number of scheduled jobs than one or more of the other neighborhoods.

The null hypothesis was rejected at the 0.01 level of significance (α). In ad-

dition, all the neighborhoods produced results that were significantly better

than the phase-1 result.

We also tested the following two neighborhood orderings: (1) B-F Rel,

2mc-Rel, 1mc-Inter, 2mc-Inter, US-Inter; and (2) 2mc-Rel, 2mc-Inter, B-F

Rel, 1mc-Inter, US-Inter. The first starts the search in neighborhoods that

are considered close to the feasible solution before examining those that are

further away. The second starts by trying to find the best clustering of jobs
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on machines (a common practice in vehicle routing), then seeks an optimal

sequence for each machine. Testing failed to show any difference in outcomes

so ordering (1) was selected.

5.4.3 GRASP Parameter Testing

A second series of tests was conducted to determine the best parameter

setting for the GRASP. Two different random data sets were examined, again

each with 25 problem instances. The first was composed of jobs of a single

priority class, the same set that was used for the neighborhood testings; the

second contained jobs equally divided between two priority classes. Parameters

tested included the size of the restricted candidate list and the number of

overall iterations. In a GRASP, phase 2 is generally run on a subset of the

phase-1 solutions due to its greater complexity. However, initial testing showed

that phase 1 took more time than did phase 2 for the 400 job data sets, so

phase 2 was applied at each iteration.

The following RCL sizes were tested: 1, 3, 5, and 7. When RCL = 1

the GRASP is deterministic so only one repetition is made. Before fixing the

upper bound on the number of iterations, several instances were run for up to

1000 iterations. The results indicated that the best solutions were often found

early on, so as a compromise the number of iterations for full testing was set

to 30 for the one-priority data sets and 60 for the two-priority data sets.
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5.4.3.1 Results for the One-Priority Data Sets

The average number of jobs scheduled with a RCL of 1, 3, 5, and 7

are presented in Table 5.5 for the one-priority data sets. Note that the total

number of jobs to be scheduled is 400 and each data set contains five random

instances.

Table 5.5: Number of Jobs Scheduled with Different RCL Sizes

RCL size
Data set 1 3 5 7

lpltw 360.2 362.8 362.6 362.6
lpttw 348.4 351.6 351.0 351.6
rand 350.0 355.4 354.2 355.4
spltw 384.2 388.0 388.6 388.0
spttw 336.0 340.0 340.2 338.8

The Friedman test on rank was conducted under the null hypothesis

that different RCL sizes have identical effects. The alternative hypothesis was

that at least one RCL size yields different results. The null hypothesis was

rejected at the 0.01 level of significance. A closer look at the output showed

that randomization improves performance but that there is no significant dif-

ference when RCL = 3, 5, or 7. On average, an RCL size of 3 gave the best

results.

Three statistics were collected as part of the experimental design: (1)

the iteration on which the best solution was found, (2) CPU times, and (3)

the percentage improvement realized by phase 2 with respect to the phase-1

solution averaged over the number of GRASP iterations. Table 5.6 presents
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the corresponding means and standard deviations (std dev) for these statistics.

Note that the iteration on which the best solution was found ± its standard

deviation is within the total number of iterations, 30. This suggests that 30

iterations is sufficient for instances similar to those tested. Also note that, on

average, phase 2 improved the phase-1 schedule by approximately 6%.

Table 5.6: Statistics for GRASP with Different RCL Sizes

RCL size
Statistics 1 3 5 7

Iteration of best solution (avg) 1.00 13.80 11.92 11.56
Iteration of best solution (std dev) – 8.69 9.38 8.04

Average CPU time (sec) 33.63 1030.11 1061.21 1059.65
Std dev CPU time (sec) 4.57 113.37 155.16 126.41

Average of phase 2 improvement (%) 6.28 6.29 6.64 6.66
Std dev of phase 2 improvement (%) 1.46 0.97 1.08 0.88

Table 5.7 presents the average CPU times required by phase 1 and

phase 2 for different RCL sizes. It shows that for these instances, phase 1 took

approximately 2.5 to 3 times longer than phase 2.

Table 5.7: Average CPU times (sec) for phase 1 and phase 2 with different
RCL sizes

RCL size
CPU phase 1 phase 2

1 3 5 7 1 3 5 7
Average 24.93 754.13 764.57 761.67 8.70 275.36 296.00 297.33
Std dev 3.03 89.81 91.23 86.27 6.11 170.41 198.90 184.16
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5.4.3.2 Results on the Two-priority Data Sets

The average weighted number of jobs scheduled by GRASP with an

RCL of 1, 3, 5, and 7 for the two-priority instances are presented in Table 5.8

along with average CPU times. Weight assignments were made to ensure strict

priority enforcement. In particular, lower-priority jobs were assigned a weight

of 1, while higher-priority jobs were given weights of 201. This scheme implies

an upper bound on the objective function of 40400.

Table 5.8: Weighted Objective Function Values using Different RCL Sizes

RCL size
Data set 1 3 5 7
lpltw1 40317.8 40360.8 40362.4 40361.2
lpttw1 40064.4 40108.0 40107.6 40107.4
rand1 39742.8 39905.2 39866.2 39903.6
spltw1 40306.4 40309.4 40309.2 40309.6
spttw1 38889.4 39172.4 39170.6 39212.8

avg CPU 17.70 1145.39 1149.94 1073.84
std dev CPU 1.60 322.69 323.37 114.52

Again, the Friedman test on rank was conducted. The null hypothesis

was that the RCL size does not affect the output while the alternative hypoth-

esis was that at least one RCL size yields different results. The null hypothesis

was rejected at the 0.01 level of significance. On average, an RCL size of 5

performed best though not in a statistical sense.

A comparison between the priority-one and priority-two jobs with re-

spect to the number of insertions made, the iteration on which the best solution
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was found, and the percentage improvement achieved by phase 2 averaged over

the number of GRASP iterations is presented in Table 5.9. Again, the aver-

age iteration on which the best solution was found ± its standard deviation

is within the total number of iterations, 60. Also note that, on average, the

phase-2 solution was approximately 2% better than the phase-1 solution for

priority-one jobs, and 16% for priority-two jobs. As expected, more priority-

one jobs than priority-two jobs were scheduled. Table 5.10 lists the average

CPU times used by phases 1 and 2 with different RCL sizes. On average,

phase 1 took approximately 3.75 times longer than phase 2.

Table 5.9: Statistics for Priority 1 and 2 Jobs with Different RCL Sizes

RCL size
Statistics Priority 1 Priority 2

1 3 5 7 1 3 5 7
Average insertions 197.56 198.08 198.04 198.12 154.60 157.08 157.16 156.80

Std dev 2.99 2.48 2.47 2.39 18.97 19.05 19.71 19.53
Iteration of best 1.00 3.68 2.64 5.04 1.00 22.12 26.84 19.84
solution (avg)

Iteration of best 0.00 7.17 3.45 9.81 0.00 17.35 18.59 14.52
solution (std dev)
Average of phase 2 1.68 1.81 1.88 1.90 16.05 15.86 16.41 16.46
improvement (%)
Std dev of phase 2 0.93 0.89 0.95 0.95 3.20 2.59 2.62 3.15
improvement (%)

Table 5.10: Average CPU Times for Phase 1 and Phase 2 with Different RCL
Sizes

RCL size
CPU times Phase 1 Phase 2

1 3 5 7 1 3 5 7
Average 13.98 900.83 914.05 841.72 3.72 243.74 235.04 231.32

Standard deviation 2.13 255.58 320.77 132.88 1.46 126.17 90.09 100.99
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5.4.4 Comparisons between GRASP and the Reddy-Brown Heuris-

tic

The only published solution methodology for the PMSPTW was devel-

oped by Reddy and Brown [88] for the TDRSS application. Their heuristic

uses ideas common to dynamic programming (DP) to find the longest path

through a directed graph defined by precedence relationships among the jobs.

The major contribution of their work was the derivation of these precedence

relationships from several dominance rules applicable for the single machine

case. The methodology was applied sequentially to the various machines such

that the machine with the least amount of possible processing time was sched-

uled first and so on.

Following the approach in Reddy and Brown [88], we implemented the

DP-like heuristic (hereafter referred to as the R-B heuristic) in exactly the

same environment as the GRASP. The same 50 instances described at the

beginning of the section along with one busy-day scenario associated with

NASA’s TDRSS were used to compare the two approaches. The latter instance

is similar to the one referenced in Dodd and Reddy [30].

5.4.4.1 Comparisons for the One-Priority Data Sets

The first group of experiments was conducted on the 25 one-priority

data sets used previously for GRASP parameter testing. The results the for

the R-B heuristic and the GRASP with an RCL of 3, 5, and 7 are plotted in

Figure 5.12. All GRASP runs were limited to 30 iterations.
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Figure 5.12: Comparisons on the One-Priority Data Sets

Notice that all the different settings of the GRASP outperformed the

R-B heuristic. To substantiate this observation, a Wilcoxon signed ranks test

was conducted for each GRASP under the null hypothesis that the number of

jobs processed by the R-B heuristic tended to be larger than those scheduled

by the GRASP. All three null hypotheses were rejected at the 0.0001 level,

implying that the number of jobs processed by the GRASPs tended to be

larger. Figure 5.13 plots the CPU time (sec) used by the heuristics.

5.4.4.2 Comparisons for the Two-Priority Data Sets

The second set of experiments was conducted on the 25 two-priority

data sets previously used for GRASP parameter testing. The comparative re-

sults are plotted in Figure 5.14. All GRASP runs were limited to 60 iterations.
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Figure 5.13: CPU Comparisons on the One-Priority Data Sets

Again notice that all three GRASP implementations outperformed the

R-B heuristic. Three Wilcoxon signed ranks tests were conducted, each under

the null hypothesis that the number of jobs processed by the R-B heuris-

tic tended to be larger than those scheduled by the GRASP. All three null

hypotheses were again rejected at the 0.0001 level. Figure 5.15 plots the ac-

companying CPU times (sec).

5.4.4.3 Comparisons for the One-Machine Data Sets

Since the R-B heuristic was originally developed for a single machine,

some additional results were collected to see how the R-B performed against

the GRASP on 30-job-one-machine data sets. The GRASP was run with RCL

= 1, 1 iteration for phase 1, and 100 iterations overall. These results are
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Figure 5.14: Comparisons on the Two-Priority Data Sets

summarized in Table 5.11 where all the GRASP solutions are no worse than

those by R-B. The results indicate the effectiveness of the GRASP over R-B

even on the single machine case.

5.4.4.4 Comparisons for NASA’s TDRSS Network Data Set

The final experiment was run on the TDRSS network data set. The

results, in terms of the number of jobs processed by priority level and the

computation times for each heuristic, are summarized in Table 5.12. Based

on the strict priority enforcement criterion, all three solutions provided by

the GRASP dominated the solution obtained with the R-B heuristic. This is

evidenced once the priority 3 user, SHUTTL-2, is reached and reenforces the

results obtained for the randomly generated data sets.
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5.4.5 Comparisons with Optimal Solutions

It was confirmed that a heuristic approach was called for when all

efforts to solve an integer-programming formulation associated with several

40-job, six-machine instances failed to find even LP-relaxed solutions due to

memory limitations on the SUN. In an effort to measure the distance from

optimality, we solved 25 20-job, two-machine instances. These data sets were

randomly generated under the same five schemes mentioned at the beginning

of the section. Optimal solutions were obtained by formulating the problem

as a mixed integer program and calling CPLEX 8.0. Each instance had 840

binary variables, 20 continuous variables corresponding to job start times, and

484 constraints. A 400 MHz Sun Ultra Enterprise with 56 GB of RAM was

used for the computations.
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For the comparisons, the GRASP was run for 100 iterations using an

RCL of 3 and found the optimal solution (0% gap) in 23 of the 25 instances

within 0.32 seconds, on average. The results are summarized in Table 5.13. As

can be seen, CPLEX was able to solve most problems quickly but struggled

with those in the first data set. These instances are characterized by loose

time windows. When we increased the number of jobs to 25 and set the time

limit to five hours, CPLEX only returned optimal or near-optimal solutions to

problems with very tight time windows, and then not in all cases.

Finally, we ran the dynamic-programming approach of Reddy and Brown

on the same 25 instances. The data in Table 5.13 indicate that the GRASP

produced better solutions on 20 instances, equal solutions on four, and a worse

solution on one, when compared to the R-B heuristic. In addition, the opti-

mality gaps associated with the R-B heuristic were excessive. These results

provide further evidence of the relative effectiveness of the GRASP.
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Table 5.11: Number of Jobs Scheduled on the One-Machine Data Sets for the
Two Heuristics

Name R-B GRASP

lpltw1 24 26
lpltw2 23 23
lpltw3 22 23
lpltw4 21 24
lpltw5 23 24
lpttw1 17 17
lpttw2 17 17
lpttw3 18 19
lpttw4 17 17
lpttw5 14 14
rand1 21 21
rand2 21 21
rand3 21 21
rand4 18 19
rand5 21 21
spltw1 22 24
spltw2 27 28
spltw3 22 23
spltw4 26 27
spltw5 24 26
spttw1 17 17
spttw2 19 19
spttw3 18 19
spttw4 18 18
spttw5 20 20

Average 20.44 21.12
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Table 5.12: Number of Jobs Scheduled and Accompanying CPU Times for
Different Heuristics

Number of jobs processed
Priority User name R-B GRASP(3) GRASP(5) GRASP(7) Total jobs

1 SPCE-STN 45 45 45 45 45
2 SHUTTL-1 46 46 46 46 46
3 SHUTTL-2 34 41 41 41 59
4 TMS 7 8 8 8 12
5 OTV 1 1 1 1 1
6 SPCE-TEL 23 27 27 27 30
7 ALOS 23 26 26 26 27
8 LARS 14 14 14 14 14
9 FIREX 6 5 5 5 15
10 MET-1 11 13 13 13 14
11 MET-2 14 14 14 14 14
12 BRTS-W 23 23 23 23 24
13 BRTS-E 24 24 24 24 24
14 BRTS-S 0 0 0 0 0
15 TOPEX 16 16 16 16 16
16 TH-MAP 9 10 8 9 15
17 AXAF 13 12 14 12 15
18 UARS-B 14 10 11 10 15
19 SURV-B 16 16 16 16 16
20 GRAV-B 16 16 16 16 16

Total 355 367 368 366 418

CPU (sec) 184 365 367 366
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Table 5.13: Comparison of GRASP and R-B Solutions with Optimal Solutions

Optimal GRASP R-B GRASP R-B CPU times (sec)
Problem value solution solution % gap % gap CPLEX GRASP R-B
lpltw1-20 16 16 16 0 0 8993 0.34 0.01
lpltw2-20 17 17 13 0 23.53 2522 0.33 0.01
lpltw3-20 17 17 13 0 23.53 2520 0.34 0.01
lpltw4-20 17 17 13 0 23.53 2525 0.33 0
lpltw5-20 16 15 13 6.25 18.75 478 0.33 0
lpttw1-20 12 11 12 8.33 0 7 0.22 0
lpttw2-20 13 13 13 0 0 2 0.33 0.01
lpttw3-20 13 13 13 0 0 1 0.35 0
lpttw4-20 13 13 13 0 0 1 0.35 0
lpttw5-20 13 13 11 0 15.38 1 0.3 0
rand1-20 14 14 13 0 7.14 12 0.25 0
rand2-20 14 14 13 0 7.14 469 0.4 0
rand3-20 14 14 13 0 7.14 468 0.4 0
rand4-20 16 16 15 0 6.25 5 0.28 0
rand5-20 16 16 15 0 6.25 5 0.29 0
spltw1-20 19 19 15 0 21.05 146 0.35 0
spltw2-20 19 19 15 0 21.05 149 0.35 0.01
spltw3-20 19 19 15 0 21.05 146 0.35 0.01
spltw4-20 17 17 15 0 11.76 24 0.33 0.01
spltw5-20 17 17 15 0 11.76 25 0.33 0
spttw1-20 14 14 13 0 7.14 2 0.34 0
spttw2-20 14 14 13 0 7.14 1 0.35 0
spttw3-20 14 14 13 0 7.14 1 0.35 0
spttw4-20 13 13 11 0 15.38 1 0.31 0
spttw5-20 13 13 11 0 15.38 1 0.23 0.01
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Chapter 6

The Exact Method

The chapter starts off with a discussion of three upper-bounding proce-

dures. Unfortunately, none proved effective. This motivated the development

of a column generation procedure based on Dantzig-Wolfe decomposition of

the original integer programming model. A branch-and-price strategy was used

to find solutions. The details of the implementation are presented throughout

the chapter along with several examples and a discussion of the computational

results.

6.1 Upper-Bounding Procedures

In the early stages of the analysis, three upper-bounding procedures

were developed to be used in conjunction with an exact method. Although

none was able to provide tight bounds, we feel that it is worthwhile document-

ing the results. The three procedures are (1) the linear programming relaxation

of the original mathematical formulation, (2) a max flow based reformulation,

and (3) the minimum partition into cliques-based reformulation.
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6.1.1 The Linear Programming Relaxation of the Original Mathe-

matical Formulation

The first procedure simply involved solving the the linear programming

relaxation of the original formulation, presented in Chapter 3. The LP is

created by relaxing the integrality requirements on xk
ij, y

1
ik, and y2

ik. The

preliminary experiments showed that using the linear programming relaxation

of the original formulation provided the worst possible bounds in all the cases

tested. These upper bounds had values equal to the total number of jobs.

Therefore, no exact methods based on the LP relaxation were pursued.

6.1.2 Max Flow-Based Reformulation

This upper bound is obtained by relaxing the non-preemption require-

ment, the integrality requirements of Eq. (3.11). The relaxation allows any

number of job preemptions either on the same machine or between different

machines without any additional cost. Based on this assumption, the problem

can be reformulated as a maximum flow problem. For simplicity, assume all

jobs are in the same priority class and define the following parameters: J set of

jobs; i ∈ J = {1, . . . , n}M set of machines; k ∈M = {1, . . . ,m} η = 2nm−1;

maximum number of time intervals rik, pi, dik release time, processing time,

and the deadline, respectively, of job i on machine k

The procedure can be summarized in the following steps.

Step 1 Rank the release times and deadlines in ascending ordering. This

results in at most η non-overlapping intervals. A job can be processed
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in interval l on machine k if rik ≤ (the beginning of interval l) and dik ≥

(the ending of interval l). Note that within each interval on a specific

machine, the set of available jobs does not change; i. e., the set {i : rik ≤

(the beginning of l) and (the ending of l) ≤ dik}.

Step 2 Define t(j) as the length of interval j, j = 1, . . . , η. Build a network

with three sets of nodes. The first set has a node for every job (job

nodes), the second set has a node for every job and interval (job-interval

nodes), and the third set has a node for every machine and interval

(machine-interval nodes). A super source node S is connected to all the

job nodes. The arc from the super source to the job node representing

job i has a capacity of pi. Job node i is connected to a job-interval node

(i, j) with arc capacity t(j) if job i can be processed in interval j. Then

a job-interval node (i, j) is connected to a machine-interval node (k, j)

with a capacity of t(j) if job i can be processed by machine k during

interval j. Finally, each machine-interval node (k, j) is connected to the

super sink node T with arc capacity t(j). The total number of nodes in

the network is n+ nη +mη + 2. An example of the resulting network is

illustrated in Figure 6.1.

Step 3 Find the maximum flow in the network. The solution provides an

upper bound on the maximum machine utilization.

Similar to the LP relaxation in 6.1.1, this relaxation is too loose to yield

a useful upper bounds. All of the tests resulted in the worst possible upper
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bound values.

6.1.3 Minimum Partition into Cliques-Based Reformulation

This upper bounding procedure is based on the idea by Gabrel [37].

Her work focused on the fixed job scheduling problem but mentioned a possi-

ble extension to the variable job scheduling problem. The method was based

on the idea of an incompatibility graph. In the graph, a node represents a

job-machine pair such that the job is processible on the machine. An edge is

placed between nodes if (1) the two nodes contain the same job or (2) the two

nodes contain the same machine and the processing period of their jobs over-

laps. The maximum independent set in the incompatibility graph represent

the maximum number of feasible jobs that can be scheduled. Since the mini-

mum partition into cliques of vertices is an upper bound on the cardinality of

the maximum independent sets, a heuristic for finding the minimum partition

into cliques of vertices in the incompatibility graph can be used to find an

upper bound. For the case where the start time of a job can be varied within

a time window, the definition of nodes was extended to a triplet that includes

a job, a machine, and an actual start time. To make the number of start times

finite, the time axis was discretized within the job’s time window. Unfortu-

nately, this led to huge number nodes in the network, making it impossible to

obtain useful results.
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6.2 Time Window Reduction

Tightening the time windows of a job shrinks the solution space of the

original problem and consequently may make it easier to solve. Desrochers et

al. [25] proposed some steps for reducing the time windows by calculating the

earliest start and latest end time for each job. Their idea cannot be applied

to PMSTW, however, because the earliest start time and the latest end time

of all jobs in PMSTW are 0 and the end of the planning horizon, respectively.

In other words, any job can be the first or last job in a schedule so the earliest

start and the latest end time of a schedule is 0 and the end of planning horizon.

As a result, no reduction on the time windows will be realized.

6.3 Branch and Price

Branch and price was implemented successfully for vehicle routing/sche-

duling problems (Desrosiers et al. [28], Desrochers et al. [25]), machine schedul-

ing problems (Chen and Powell [17], van den Akker, Hurkens, and Savelsbergh

[110], Chan, Muriel, and Simchi-Levi [16]). The general procedure of branch

and price may be summarized as follows (Barnhart et al. [7]).

The problem is first formulated as an integer program (IP). Then, by

using Dantzig-Wolfe decomposition, the problem is reformulated as a set par-

titioning problem and solved using branch and bound, where the bounds are

computed by solving linear relaxation of the IPs. The benefit of the set par-

titioning reformulation is that its linear programming relaxation bounds are

usually much tighter than the linear relaxation bounds of the original formu-
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lation. However, the set partitioning formulation consists of a large number of

columns that must be generated iteratively if the procedure is to be effective.

6.3.1 Set Packing Formulation

After applying Dantzig-Wolfe decomposition to the parallel machine

scheduling problem with time windows, a set packing problem rather than a

set partitioning problem results. Of course, one can be easily transformed into

the other with the addition of slack variables.

To see how the decomposition is carried out, define a partial schedule

as a feasible schedule on a single machine formed by a subset from the set of

available jobs N . Accordingly, a feasible solution to PMSPTW on M machines

is simply m partial schedules with no intersecting jobs. From the original

formulation of PMSPTW with one service only for each job defined by Eqs.

(3.1)–(3.11), the set of feasible partial schedules on machine k is

Max:
∑

i∈J

πPi
βi





∑

j∈J0\{i}
xk

ij



 (6.1)

subject to
∑

i∈J0\{j}
xk

ij −
∑

i∈J0\{j}
xk

ji = 0, j ∈ J0 (6.2)

ti + (pik + sijk)x
k
ij −

(

1− xk
ij

)

µij ≤ tj, i, j ∈ J,
i 6= j (6.3)

y1
ik + y2

ik −
∑

j∈J0\{i}
xk

ij = 0, i ∈ J2 (6.4)
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aik

∑

j∈J0\{i}
xk

ij ≤ ti, i ∈ J1 (6.5)

a1
iky

1
ik + a2

iky
2
ik ≤ ti, i ∈ J2 (6.6)



1−
∑

j∈J0\{i}
xk

ij



 bik+

bik
∑

j∈J0\{i}
xk

ij ≥ ti, i ∈ J1 (6.7)

(

1−
(

y1
ik + y2

ik

))

bik+
b1iky

1
ik + b2iky

2
ik ≥ ti, i ∈ J2 (6.8)

xk
ij ∈ {0, 1} for i, j ∈ J0; y1

ik, y
2
ik ∈ {0, 1} for i ∈ J2; and

ajk ≤ tj ≤ bjk for j ∈ J (6.9)

By applying Dantzig-Wolfe to the original formulation, the problem is decom-

posed into a master problem consisting of (3.1)-(3.3) and subproblems with

feasible regions defined by (3.4)-(3.11).

Let Ωk denote the set of all feasible partial schedules for machine k. For

each job j ∈ J and s ∈ Ωk, let δk
js = 1 if schedule s ∈ Ωk processes job j, and

0 otherwise. Let wk
s be the total weight of the jobs processed on machine k

using schedule s. Define a binary variable qk
s = 1 if schedule s ∈ Ωk is selected,

and 0 otherwise. The master problem MP becomes

Maximize
∑

k∈M

∑

s∈Ωk

wk
sq

k
s (6.10)
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subject to
∑

k∈M

∑

s∈Ωk

δk
jsq

k
s ≤ 1, j ∈ J (6.11)

∑

s∈Ωk

qk
s ≤ 1, k ∈M (6.12)

qk
s ∈ {0, 1}, s ∈ Ωk, k ∈M (6.13)

Let θj and φk be the dual variables associated with Eqs. (6.11) and

(6.12), respectively. The relative cost coefficient of the master problem is

w̄k
s = wk

s −
∑

j∈J

θjδ
k
js − φk (6.14)

so the optimality conditions are

wk
s −

∑

j∈J

θjδ
k
js − φk ≤ 0 (6.15)

Note that, as previously defined in Chapter 3, the priority- and benefit-weighted

objective function coefficient of job j is πPj
βj. Therefore, the total weight of

the jobs processed on machine k by schedule s is

wk
s =

∑

j∈J

πPj
βjδ

k
js (6.16)

Using Eq. (6.16) and multiplying through by (−1), the optimality condition

becomes
∑

j∈J

(

θj − πPj
βj

)

δk
js + φk ≥ 0 (6.17)

Because φk is common to all partial feasible schedules on k, it can be treated as

a constant when solving the subproblems. Therefore, the subproblem associ-

ated with machine k is to find a feasible partial schedule s ∈ Ωk with minimum
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total weight of jobs, where the weight of job j is
(

θj − πPj
βj

)

. Optimality of

the master problem is reached when the minimum total weight partial schedule

of each machine k ∈M satisfies the optimality condition (6.17).

To convert the variables in the master problem back to the original

variables, the following relationship can be used.

xk
ij =

∑

s∈Ωk

ek
ijq

k
s (6.18)

where es
ij = 1 if both i and j are included in schedule s and j follows i

immediately; otherwise, es
ij = 0.

The original formulation and the set packing reformulation are both

valid for PMSPTW so an optimal solution to one is optimal to the other.

Nevertheless, when the relaxed version of the set packing model is solved, it is

likely to produce a better bound, call it zCG, than the LP relaxation, zLP . It

is also more likely to yield feasible solutions because only convex combinations

of feasible sequences are permitted.

At any node in a branch and bound tree, the definition of a feasible

partial schedule needs to be extended to account for both explicit and implicit

job ordering restrictions. The former are those imposed by the precedence

constraints which are part of the original problem, while the latter are those

imposed by the branching constraints.
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6.3.2 The Subproblem: SPPTW and 2-cycle elimination procedure

The subproblem associated with machine k is to find a feasible partial

schedule with minimum total weight of jobs. This is equivalent to the elemen-

tary shortest path problem with time windows (ESPPTW) which is NP-hard

in the strong sense [31]. The existence of a pseudo-polynomial algorithm is

therefore unlikely. However, its relaxed version, the shortest path problem

with time windows (SPPTW), where each node may be visited more than

once, is NP-hard in the ordinary sense. Although, the nodes may be visited

more than once, the time window constraints guarantee that feasible paths are

finite.

Powell and Chen [82] developed an O(D3) label correcting procedure

for SPPTW that they called the generalized threshold algorithm (GTA). Em-

pirically, it was shown to run faster than the O(D2) label setting algorithm

of Desrochers and Soumis [24], where D =
∑

i∈V (bi − ai + 1). Because of its

better average performance, GTA was chosen to solve the subproblems at each

node of our branch and price algorithm.

According to Desrochers [25], the quality of the LP relaxation bound

of the set covering formulation may be improved by eliminating the solutions

that contain a 2-cycle. A path contains a 2-cycle if it revisits a node after

visiting exactly one other node; e. g., at some point the path visits node x

and then visits some other node y, and then immediately returns to node x.

To improve the quality of the solution to the subproblems, we have extended

GTA to include 2-cycle elimination logic. The algorithm is described below.
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Let G = (V,A) be a directed graph, where V = N ∪ {p, q} is the set of

nodes such that p is the source node and q is the sink node, and A is the set of

arcs. Each arc (i, j) ∈ A has a positive duration tij which is the time to travel

from i to j, and a cost cij. Each node i ∈ V has a time window [ai, bi] within

which it can be visited. The objective is to find the least cost path between p

and q while respecting the time windows of each visited node.

In the algorithm, a label (T k
i , C

k
i ) is assigned to each node, where T k

i

is the starting time of service at node i for path k and Ck
i is the cost of the

path. When comparing two labels, there are two types of ordering relationship:

dominance ordering and lexicographic ordering.

Definition 6.3.1. (T1, C1) dominates (T2, C2), written as (T1, C1) ≺ (T2, C2),

if and only if T1 ≤ T2, C1 ≤ C2 and at least one of the inequalities is strict.

Definition 6.3.2. (T1, C1) is lexicographically less than (T2, C2), written as

(T1, C1)
L
< (T2, C2), if and only if T1 < T2; or T1 = T2 and C1 < C2.

Definition 6.3.3. (T1, C1) is lexicographically less than or equal to (T2, C2),

denotes by (T1, C1)
L

≤ (T2, C2), if and only if (T1, C1)
L
< (T2, C2) or (T1, C1) =

(T2, C2).

A label (T,C) ∈ Q is the lexicographic minimum label of Q if (T̂ , Ĉ)
L

≤

(T,C); ∀(T,C) ∈ Q \ {(T̂ , Ĉ)}.

Definition 6.3.4. Let Q be a set of labels. A label (T,C) ∈ Q is efficient

with respect to Q if no other label in Q dominates it.
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An efficient label of a given node is the label that is efficient with respect

to the set of labels at the node. The path associated with the efficient label is

the efficient path for the node.

Define Ri = ∪k{(T
k
i , C

k
i )} be the set of efficient labels at node i. Given

an efficient label (Ti, Ci), an efficient path is the shortest path arriving at node

i at time no later than Ti.

Let (Tthres, Cthres) be the threshold label. At each iteration of the al-

gorithm, the following updating procedure is applied.

(T 0
thres, C

0
thres) = (Tbasic, Cbasic)

(T n+1
thres, C

n+1
thres) = (T n

thres, C
n
thres) + (1, 1) + (Tbasic, Cbasic)

where

(Tbasic, Cbasic) = (Tavg, Cavg)× PARAM/DENSE

such that

DENSE = min

(

50,
|A|

|V |

)

Tavg =
1

|A|

∑

(i,j)∈A

tij

Cavg =
1

|A|

∑

(i,j)∈A

cij

5 ≤ PARAM ≤ 10
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Note that (Tbasic, Cbasic) is computed from the characteristics of the network

with an adjustment factor PARAM . Based on empirical results, choosing a

value of PARAM between 5 and 10 is recommended.

6.3.3 GTA Algorithm

Let Q1, Q2, and Q3 be the three queues used during the algorithm for

maintaining a candidate list L of labels. A queue is a first-in-first-out data

structure where new objects are placed at one end and removed from the other.

The general steps of the algorithm follow.

Step 0 :

• Initialize the set of efficient labels for each node i ∈ V :

Rp = {(T 1
p = ap, C

1
p = 0)}

Ri = {(T 1
i = ai, C

1
i =∞)},∀i ∈ V \ {p}

• Initialize the three queues.

Q1 = {(T 1
p = ap, C

1
p = 0)}

Q2 = Q3 = ∅

• Initialize the threshold label

(Tthres, Cthres) = (Tbasic, Cbasic)

Step 1 : Select (T k
i , C

k
i ) from the bottom of Q1
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Step 2 : (Treat the label) For each j ∈ Γ(i)

2.1 : If T k
i + tij ≤ bj and selecting j does not create a 2-cycle in the effi-

cient path associated with (T k
i , C

k
i ), (T new

j , Cnew
j ) = (max{aj, T

k
i +

tij}, C
k
i + cij)

2.2 : If (T new
j , Cnew

j ) is not dominated by any label in Rj,

• For all labels (Tj, Cj) ∈ Rj, if (T new
j , Cnew

j ) ≺ (Tj, Cj), remove

(Tj, Cj) from Rj, Q1, Q2, and Q3

• Rj = Rj ∪ {(T
new
j , Cnew

j )}

• If (T new
j , Cnew

j )
L

≤ (Tthres, Cthres), add (T new
j , Cnew

j ) to the bot-

tom of Q2. Otherwise, add (T new
j , Cnew

j ) to the bottom of Q3.

Step 3 : Unless Q1 = ∅, go to Step 1.

Step 4 : (Partition labels) If Q2 6= ∅, transfer all labels in Q2 to Q1, Q2 = ∅.

Otherwise,

• ifQ3 6= ∅, update the threshold label and get (T new
thres, C

new
thres). If there

is no label (T,C) ∈ Q3 : (T,C)
L

≤ (T new
thres, C

new
thres), find (Tlexmin, Clexmin)

∈ Q3 : (Tlexmin, Clexmin)
L

≤ (T,C),∀(T,C) ∈ Q3 \ (Tlexmin, Clexmin),

then update (T new
thres, C

new
thres) = (Tlexmin, Clexmin) + (Tbasic, Cbasic).

• Remove all labels (T,C) ∈ Q3 : (T,C)
L

≤ (T new
thres, C

new
thres) and put

them on Q1.

Step 5 : Unless all the 3 queues are empty, go to Step 3.
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Theorem 6.3.1. The modified generalized threshold algorithm with the 2-

cycle exclusion step (2.1) yields an optimal solution to the SPPTW without

2-cycles.

Proof: The algorithm terminates with the optimal solution as long as no

labels generated are dominated. Therefore, the proof will show that the al-

gorithm will not choose a job for processing that will lead to a dominated

schedule. Assume that the partial schedule (a, b, c, . . . , i, j, k, j, l, . . .) is a fea-

sible, where (j, k, j) is the first 2-cycle in the schedule. Let (a, b, c, . . . , i, j, k, l)

be path P1 and (a, b, c, . . . , i, k, j, l) be path P2. Assume that the algorithm

generated P1 but (T P2
l , CP2

l ) ≺ (T P1
l , CP1

l ). Because the algorithm generated

P1, (T P1
j , CP1

j ) ≺ (T P2
k , CP2

k ). Also because the set of jobs preceding j in P1

and k in P2 are the same, CP1
j = CP2

k . From Definition 6.3.4, it follows that

T P1
j < T P2

k . Given that T P1
j < T P2

k , the finish time of k in P1 is less than the

finish time of j in P2. Therefore, T P1
l ≤ T P2

l . Now, because the set of jobs

preceding l is the same in both P1 and P2, C
1
l = C2

l . But from the assumption

that (T P2
l , CP2

l ) ≺ (T P1
l , CP1

l ), we have T P1
l > T P2

l which is a contradiction.

6.3.4 GTA Example

An instance with 3 jobs is used to illustrate the 2-cycle elimination

procedure. The data for the example are contained in Table 6.1, where ai is

the earliest start time of i and bi is the latest start time of i.

First, the basic label is calculated as (7.85714,−2.85714). Let p and q

be the dummy source node and sink node. A directed graph is created when
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Table 6.1: Data for GTA example

i pi ai bi
1 2 7 8
2 3 6 7
3 3 5 7

an arc exists between jobs i and j if job i can be processed immediately before

job j. The resulting adjacency list of the graph is p: {1, 2, 3}, 1: {p}, 2: {p},

3: {1, p}.

Iteration 1 Select the label (0, 0) of node p from Q1 (Step 1). After treating

the other nodes (Step 2), the resulting labels are as follow.

node 1 has a new label (7, 0)

node 2 has a new label (6, 0)

node 3 has a new label (5, 0)

All these new labels are efficient; therefore, placed on Q3.

Iteration 2 Select label (5, 1) of node 3 from Q1 (Step 1). Node 1 and p are

treated (Step 2) and the new labels are (7,−1) and (10,−1), respectively.

Both are efficient; therefore, placed on Q3 (Step 2.2).

Iteration 3 Select label (6, 0) of node 1 from Q1 (Step 1). The only efficient

label generated from node 1 is (10,−1) for node p (Step 2). The label is

efficient. Place it on Q3 (Step 2.2).
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Iteration 4 Select label (7, 0) of node 1 from Q1 (Step 1). One efficient labels

are created which is (10,−1) for node p (Step 2).

Iteration 5 Q1 is empty but Q3 is not. Transfer all the labels from Q3 to Q1

(Step 4). The labels are (10,−1) at p from node 1, (10,−1) at p from

node 2, (10,−1) at p from node 3, and (8,−1) at node 1 from node 3.

Iteration 6 Treating all the labels at node p yields no new label (Step 2).

Next, label (8,−1) at node 1 is selected and treated (Step 2). A new

label (10,−2) is created at p and placed on the queue (Step 2.2).

Iteration 7 Label (10,−2) at p is selected and treated (Step 2). No new label

is created.

Iteration 8 All queues are empty (Step 5). The final path is (p, 3, 1, q) with

the length of 2.

6.3.5 Branch-and-Price Implementation

Branch and price is a special type of branch-and-bound procedure where

upper bounds are found at each node by a column generation method. The

following notation will be used to describe the algorithm.

N = set of partial problems still open; i.e., set of all nodes currently in the

search tree

A = set of active nodes, A ∈ N
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P = set of all possible partial problems, where Pi ∈ P is the ith partial

problem in P

zbest = objective value of the incumbent solution

I = incumbent solution

s = search function; i.e., the procedure for selecting an active node for im-

mediate exploration

u = upper bound

G(Pi) = objective function value of the GRASP solution for Pi

ψ = number of iterations without any improvement in zbest

Ψ = frequency of GRASP calls

The algorithm starts with the linear programming relaxation of the

original set packing model Eqs. (6.10)–(6.13). If at some iteration the solution

is not integral or contains a cycle, an active problem Pi is chosen using the

search function s. If the current upper bound u(Pi) is less than or equal to

the objective value of the incumbent solution, zbest, the node is fathomed and

the next active problem is selected. Otherwise, the problem is set up with

the branching restriction of the current node Pi. If no improvement in the

incumbent solution is realized for at least Ψ consecutive iterations, GRASP

is run in hopes of finding a new lower bound. The incumbent is updated if a

better solution is found. Next, the upper bound is recalculated by solving the
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master problem using column generation. If the original variables, xk
ij, in the

solution are all integer, we check if there are any cycles in the schedules. If

no cycles are found and the objective function of the solution is better than

the incumbent, the incumbent is updated. Alternatively, if the solution is not

integral or some cycles exist and the upper bound shows that this node can

still lead to a better solution than the incumbent, the node is partitioned and

the set of active nodes A is updated. The upper bound of their parent is

inherited by its two new descendants.

The algorithm is summarized in Figure 6.2. The details of each com-

ponent are further discussed in the following subsections. These include the

branching schemes, how to apply the branching restrictions to the subprob-

lems, solving the master problem, what information to store at each node, how

a node is selected from the pool of active nodes, the data structure used, and

finally, the lower-bounding procedure.

6.3.6 Branching Schemes

The branch-and-price algorithm employs two different branching schemes:

time window branching and SOS branching. Each serves a unique purpose and

have proven to be effective complements of each other. The details are dis-

cussed in the following sections.
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PROCEDURE BRANCH AND PRICE

Initialize: A = P0, N = P0, z
best = −∞, I = ∅, ψ = 0.

while (A 6= ∅) do begin

Pi = s(A); A = A\Pi.
if (u(Pi) ≤ zbest) (UB-test)

continue

Set up problem with branching restrictions.

if (ψ ≥ Ψ)
Run GRASP.
if (G(Pi) > zbest)

Update zbest and I.

ψ = 0.

Calculate u(Pi) using column generation.

if xk
ij’s are integers

if u(Pi) > zbest and no cycles exist in active
columns,

Update zbest and I.

if (u(Pi) > zbest) (UB-test)
if cycle exist in active columns,

Time window branching.

else if xk
ij’s are not integer

SOS branching.

Add new nodes to A.

else

Terminate Pi.

ψ = ψ + 1.

end while

Figure 6.2: Overview of branch-and-price logic for PMSPTW
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6.3.6.1 Time Window Branching

This branching scheme is used when a cycle exists in the master problem

solution. A cycle occurs when a job is processed more than once on a specific

machine. In the current implementation, time window branching is applied

when an active column at node ν in the search tree contains a cycle. An

active column is one whose associated qk
s variable is nonzero; i.e., the column

is included in the current solution of the master problem MP
ν . Given a relaxed

solution, LP
ν , the algorithm searches for a job with (1) the highest priority

weight, (2) that is processed the most times, and (3) has the highest number

of time windows (maximum of 2), in that order. Given such a job, its time

window is partitioned using the following rules.

• If the job has two discrete time windows, create two descendent nodes,

one for each time window.

• If the job has only one time window, (ajk, bjk), check for the following

two cases. Let σj = bjk − ajk be the slack in the time window of job

j. Case I: the current time window has slack σj = 1. Now create the

left child with the time window [ajk, ajk] and the right child with the

time window [bjk, bjk]. Case II: the time window has slack greater than

1. Create the left child with the time window [ajk, ajk + bσ
2
c] and the

right child with the time window [ajk + bσ
2
c, bjk].

Time window branching for job j on a machine is exhausted once the

slack σj = 0. The method is summarized in Figure 6.3.
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PROCEDURE TIME WINDOW BRANCHING

begin

Find jobs visited multiple times in the solution.

Select a job j on machine k according to the following criterion
respectively: largest weight, number of visits, and number of
time windows.

if j has two active time windows, [a1
jk, b

1
jk] and [a2

jk, b
2
jk],

create left child with time window [a1
jk, b

1
jk] and right child

with [a2
jk, b

2
jk].

if j has only one active time window, [ajk, bjk],

create left child with time window [ajk, ajk + bx
2
c] and right

child with [ajk + bx
2
c, bjk].

end

Figure 6.3: Overview of the time window branching for PMSPTW
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6.3.6.2 SOS Branching

Special ordered set (SOS) branching is based on the current values of

the components of the inequality
∑

j∈J x
k
ij ≤ 1, for all i ∈ J and k ∈ M ,

which limits the number of predecessors of j to at most 1; see Eq. (3.2). If the

solution to the LP relaxation is fractional, the algorithm searches for
∑

j x
k
ij

that is most fractional; i.e., the algorithm searches for the i and k index whose
∑

j x
k
ij is closest to 0.5. Given such an i and k, two branches are created.

Let J̄ be a subset of J in which all variables xk
ij′ are free, j ′ ∈ J̄ ; i.e, none

are fixed to zero due to previous restrictions on the path from the root node

to the current node. Let J1 and J2 be a partition of the set J̄ such that

J1 ∪ J2 = J̄ and J1 ∩ J2 = ∅. SOS branching results in a left descendent

with the restriction
∑

j∈J1 xk
ij = 0 which implies

∑

j∈J2 xk
ij ≤ 1, and a right

descendent with the restriction
∑

j∈J2 xk
ij = 0 which implies

∑

j∈J1 xk
ij ≤ 1. To

keep these two nodes balanced, J̄ is partitioned so that
∑

j∈J1 xk
ij
∼=
∑

j∈J2 xk
ij

and the number of free xk
ij’s whose current value is zero are approximately the

same in J1 and J2.

For the special case where the inequality
∑

j x
k
ij ≤ 1 has only one

component, the left node is created with xk
ij = 0 and the right node is created

with xk
ij = 1 if either i or j is processed on machine k. SOS branching for job j

on machine k is exhausted when the corresponding inequality becomes empty.

A more detailed discussion on how to enforce the branching requirements while

solving the subproblem is presented in Section 6.3.7. Figure 6.4 summarizes

the procedure.
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PROCEDURE SOS BRANCHING

begin

Find i and k with the most fractional
∑

j x
k
ij in the solution.

if ∃ only one free variable in
∑

j x
k
ij,

create left child with restriction xk
ij = 0 and right child with

xk
ij = 1 if either i or j is processed on machine k.

if ∃ more than one free variable in
∑

j x
k
ij,

create left child with
∑

j∈J1 xk
ij = 0 and right child with

∑

j∈J2 xk
ij = 0 where J1 and J2 are such that

∑

j∈J1 xk
ij
∼=

∑

j∈J2 xk
ij and both have approximately the same number

of free variables at zero.

end

Figure 6.4: Overview of SOS branching for PMSPTW
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6.3.7 Application of the Branching Restriction

This section discusses how the branching restrictions associated with

given problem Pi are enforced while solving the SPPTW subproblems. We

must consider the following two cases.

6.3.7.1 Time Window Branching

The time window branching restriction is applied in a straightforward

manner by temporarily modifying the time window information of jobs. The

algorithm collects the time window branching restrictions of all the predecessor

nodes and updates the time windows of the associated jobs before solving

SPPTW or the GRASP.

6.3.7.2 SOS Branching

When the SOS inequality has more than one free variable, the branch-

ing requirements are to set some xk
ij to 0. Setting xk

ij = 0 can be implemented

directly in the subproblem by removing the corresponding arc in the network

of machine k. As a result, machine k will not be able to process job i im-

mediately before j. For the special case where the SOS inequality has only

one free variable, the subproblem is modified in exactly same manner when

the restriction is xk
ij = 0. The difference is when applying the complementary

restriction of setting xk
ij = 1. In this case, job i must be the immediate pre-

decessor of job j on machine k. Such a restriction cannot be enforced in an

efficient way in the subproblem. In fact, solving two SPTTW problems, one
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from the source node p to node i and the second from node j to the sink node

q does not necessarily provide the shortest path from p to q through (i, j).

Instead, we modify the subproblem network by removing all the arcs

(i, l) for l 6= j and (l, j) for l 6= i. This is equivalent to setting xk
il = 0 for l 6= j

and xk
lj = 0 for l 6= j. Hence, if either i or j is processed by k, both have to be

processed and i must immediately precede j. Although this implementation

is less restrictive than setting xk
ij = 1, it leads to a full partition of the feasible

region. As the tree grows, all feasible sequences of interest will eventually

be generated. At some point in the enumeration the remaining arcs in a

subproblem will consist only of those in a particular sequence. Because no

feasible sequence is excluded by this branching scheme, an optimal solution

will eventually emerge. The same approach was used by Desrochers et al. [25]

and Chen and Powell [17]. Its validity is formally stated below. Figure 6.5

(a) shows the subproblem network before applying the restriction xk
ij = 1 and

Figure 6.5 (b) shows the modified network after the restriction is applied.

Proposition 6.3.1. The branching restriction xk
ij = 1 imposed indirectly by

removing all arcs (i, l) for l 6= j and (l, j) for l 6= i from the subproblem

network, leads to a complete partition of the feasible region when coupled with

it complement xk
ij = 0. This scheme is equivalent to setting xk

il = 0 for l 6= j

and xk
lj = 0 for l 6= j.

When solving the GRASP at some node in the search tree, all SOS

restrictions are enforced only during phase 1. Because the idea is to perturb
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Figure 6.5: Example of subproblem network: (a) before applying xk
ij = 1

requirement; (b) after applying xk
ij = 1 requirement

the GRASP in hopes of finding a feasible solution better than the incumbent,

no checking is performed when running the local search in phase 2; i. e., local

search moves are not required to respect the SOS branching restrictions.

6.3.8 Upper-bounding Procedure

In this section, the method for generating the initial columns for the

master problem is explained. At the root node of the search tree, a feasi-

ble solution is first obtained by running the GRASP and the corresponding

schedules are used to initialize the LP. In other words, the LP is started with

one column per machine. At subsequent nodes, the initial columns are those

inherited from their immediate predecessor. However, some of them may be-

come infeasible due to the new branching restrictions. Rather than removing

the entire column to regain feasibility, a sequential search is conducted to find

and remove those jobs that are the cause of the problem. Note that a column

will never become infeasible with respect to the time window constraints when
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jobs are removed.

For time window branching, if the new restrictions at the node cause

a column to be infeasible, the job j associated with the violation is removed.

This guarantees a feasible sequence since the column was originally feasible

for the parent node and only became infeasible when the time window of j

was changed. Removing j from the sequence allows the remaining jobs to shift

back to their original starting times.

For SOS branching, the algorithm sequentially removes a job j that is

an immediate successor to i on k if the restriction is xk
ij = 0. The process is

repeated until no violation exists. In the rare case in which all the jobs are

removed from all columns, an initial column is generated with a single job

whose weight is the largest among those who are not restricted from being the

last job in the sequence.

Another parameter of the upper-bounding procedure is the number of

columns added to the master problem each time a subproblem is solved. This

number is set to 2 in the implementation so at most 2× |M | columns can be

added at each node of the search tree.

6.3.9 Information Stored at Each Node

Storing more information at a node can make the branch-and-price

algorithm more effective, but it can become a disadvantage in terms of the

memory usage as the size of the search tree grows. To achieve a balance

between speed and memory, we store the following information at each node
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κ.

1. Parent and children node information, Λκ = {λκ
p , λ

κ
l , λr}, where λκ

p is the

parent node λκ
l is the left child, and λκ

r is the right child.

2. The job sequence σκ
k for each column associate with machine k in the

master problem MP
κ.

3. The complete LP associated with the node, LP
κ. This is only stored

temporarily and removed once the node is partitioned.

4. Branching restrictions, Bκ = {βκ
TW , β

κ
SOS}, where βκ

TW is the time win-

dow branching restriction [aTW
ik , bTW

ik ] for job i on machine k, and βκ
SOS

is the SOS branching restriction associated with
∑

j∈J x
k
ij ≤ 1. To

track the status of each variable in this inequality, we define a vector

νκ = (νκ
1 , ν

κ
2 , . . . , ν

κ
|J |), where νκ

j takes on three values: νκ
j = 0 if xk

ij is

free, νκ
j = 1 if xk

ij = 0, and νκ
j = 2 if xk

ij = 1.

5. The upper bound uκ.

6. Node identification κ, where κ = 1 indicates the root node.

In summary form, the information stored at node κ is (Λκ, σκ, LP
κ,

Bκ, uκ). Note that the branching information at a node only contains the

restriction imposed by the partitioning decision at its parent node. To obtain

the entire set of restrictions for a node, those of all its predecessors are col-

lected. Let Nκ be the set of all the nodes on the path that joins κ and the

root node. The restrictions at κ are {Bκ
i }, i ∈ N

κ.
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6.3.10 Node Selection

The best bound criterion is used to select the next node for processing

from the active node pool, A. This method was chosen because it is not

computationally expensive and offers the prospect of finding good feasible

solutions quickly. It also produces a more balanced and swallow tree compared

to, say, depth-first search.

6.3.11 Data Structures

In order to do the best bound search efficiently during the node selection

step, another data structure is used for storing the set of active nodes A. These

nodes are sorted according to their upper bound values and stored as an AVL

tree (see Horowitz et al. [51]). The complexity of inserting, deleting, and

finding a node in an AVL tree is O(log n) . In addition, retrieving the node

associated with the maximum or minimum bound is also O(log n).

6.3.12 Lower-Bounding Procedure

The GRASP is called periodically in an attempt to convert a fractional

solution at a node into a feasible schedule. The logic used for this purpose is

based on the frequency with which the incumbent is updated during branch

and price. When no improvement in the incumbent is realized in more than Ψ

iterations, the GRASP is called with the following parameters: an RCL size

of 3, 1 iterations of phase 1, and 100 iterations of phase 2. Currently, Ψ = 1

due to the low computational burden of the procedure.
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6.3.13 Branch-and-Price Example

A 20-job, 6-machine instance is used to demonstrate the B&P com-

putations. Table 6.2 includes all the input data, where pi is the processing

time of job i, and aik and bik are the earliest and latest start time of job i on

machine k, respectively. If the aik and bik are not defined for a job i, it means

that i cannot be processed by machine k.

Table 6.2: Input data for 20-job, 6-machine example

i pi ai1 bi1 ai2 bi2 ai3 bi3 ai4 bi4 ai5 bi5 ai6 bi6

1 1017 1835 2038 2395 2524
2 1012 361 1293 1640 1723 17 726 1450 1825 195 773 1672 1930
3 1800 290 545 395 1727 391 584 566 1717
4 819 1208 2010 1825 1875
5 1615 598 598 1153 1153 1356 1356 1347 1347
6 467 497 535 719 720
7 971 1692 1692 576 576
8 64 911 913 2142 2162
9 639 2238 2305 2338 2467 1609 1666 2657 2756
10 1646 128 374
11 486 494 940 1813 1963
12 350 956 1079 1964 2021 1517 1618 2809 3019 582 1512 1974 2877
13 772 2752 2752 1346 1346 1007 1007 2817 2817
14 689 680 1241 597 733
15 660 989 1243 844 903 1276 1763 2812 2829
16 1525 599 1202 67 363 514 2008 317 702
17 434 2989 2997 1451 1466
18 542 2990 3015 1431 1720
19 638 596 940 2299 2358
20 1921 1435 1435 1544 1544 1225 1225 1113 1113

Branch and price starts by solving the restricted master problem with

an initial set of columns provided by the GRASP, one for each machine. For the

example, the six columns in terms of job sequences are: machine 1: (5,13), ma-

chine 2: (7,4), machine 3:(8,15,16), machine 4:(6,2,9), machine 5: (20,12,18),

and machine 6: (14,17,11). These results imply that zbest = 16.
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Iteration 1 At node 1 (root), a solution to the master problem is found

after 40 more columns are added. The objective function value of the

LP relaxation is u1 = 17. Some of the variables in the solution were

fractional but there are no cycles in any of the active columns so SOS

branching is invoked. The inequality
∑

j∈J x
1
2,j ≤ 1 is selected and two

descendent nodes are created based on the fact that x1
2,4 = 0.5 is the

only nonzero variable in the inequality and all the other variables are

free. The left child, indexed as node 2, has the branching restriction

x1
2,j = 0 for all j ∈ {1, 2, 3, 5, 6, 7, 8, 9, 10} and the right child, indexed

as node 3, has the restriction x1
2,j = 0 for all j ∈ {4, 11, 12, 13, 14,

15, 16, 17, 18, 19, 20}. Both nodes 2 and 3 are put in the active pool

A. Finally, the GRASP is run but did not provide an improved feasible

solution.

Iteration 2 Examining the active pool, we see that u2 = 17 and u3 = 17 so

there is no preference between nodes 2 and 3. The search function s(A)

arbitrarily selected node 3. The master problem MP
3 is then constructed

and solved to optimality after adding 36 more columns bringing the total

to 50. The rounded objective function of the LP relaxation is u3 = 17.

Although the solution is fractional, there are no cycles in any of the active

columns so SOS branching is invoked. The inequality
∑

j∈J x
5
12,j ≤ 1 is

selected and two descendent nodes are created based on the fact that

x6
12,18 = 0.5 is the only relevant nonzero variable. The left child, indexed

as node 4, has the branching restriction x6
12,j = 0 for all j ∈ {1, 2, 3, 4,
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5, 6, 7, 8, 9} and the right child, indexed as node 5, has the restriction

x6
12,j = 0 for all j ∈ {10, 11, 12, 13, 14, 15, 16, 17, 18, 19, 20}. Both node

4 and 5 are put on A and the GRASP is run. Once again, the solution

is 16, which is equal to zbest.

Iteration 3 Node 5 is selected next by the search function, s(A) = node 5.

The master problem MP
3 is generated and solved to optimality with 54

columns. The objective function value is 17, all the variables are integers,

and no cycle exists in the solution. Therefore, the incumbent is updated

by setting zbest = 17 and the node is fathomed. The corresponding

schedule is (2, 17, 13) on machine 1, (3, 1) on machine 2, (19, 15, 16) on

machine 3, (6, 8, 9) on machine 4, (20, 18) on machine 5, and (14, 17,

11, 12) on machine 6.

Iteration 4 The remaining nodes on A are 4 and 2. Both have an upper

bound value of 17 so they are fathomed and the algorithm terminates.

The full problem was solved in 0.27 seconds. As we shall see in the

next section, this type of performance is typical of problem instances with up

to 50 jobs and 2 machines.

6.4 Computational Results

The branch-and-price algorithm was implemented in C++ using the

gcc compiler version 3.3 on a Dell Precision 530 workstation running SuSE

linux 8.2. The Dell has dual 1.8GHz Xeon processors with 1 GB of RAM.
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CPU times were collected using the C function clock(). CPLEX version 7.5

was used to solve the linear program master problems.

For testing purposes, five data sets containing five instances each were

randomly generated for different problem sizes using the same scheme de-

scribed in Section 5.4.1. The problem sizes are: 20 jobs and 2 machines, 20

jobs and 6 machines, 30 jobs and 2 machines, 30 jobs and 6 machines, 50 jobs

and 2 machines, 50 jobs and 3 machines, and 100 jobs and 2 machines. In the

generation process, each job had a 10% chance of having two time windows.

The computational results are summarized in Tables 6.3 to 6.16.

The performance of the B&P algorithm for the 20 job, 2 machine in-

stances is presented in Table 6.3. The column headings are (1) problem name

which reveals some of its characteristics, (2) optimal objective function value,

(3) percentage gap between the LP objective value at the root node and the

optimal objective value, (4) number of columns generated at the root node to

solve the LP relaxation, (5) average number of columns generated per node (6)

index of the node where the first integer solution was found either by GRASP

or by the B&P algorithm, (7) total number of nodes in the search tree, (8)

number of times GRASP produced a new incumbent solution, (9) total num-

ber of times GRASP was called. With respect to heading (4), an entry of

−1 in the table indicates that the initial GRASP solution is optimal and that

B&P was able to confirm this at the root node after solving the LP relaxation.

Table 6.4 contains the computation times for the various components

of the algorithm for the 20 job, 2 machine instances. The column headings are
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(1) problem name, (2) total CPU time, (3) time to find best feasible (optimal)

solution, (4) time required to solve the LP relaxation at the root node, (5)

time spent on GRASP, and (6) average time spent at each node. Tables 6.5

to 6.16 present identical information for the remaining five data sets.

Generally speaking, problems with loose time windows tend to be the

more difficult ones. For the larger instances, this is evidenced by the size of the

search trees associated with the data sets lpltw and spltw data sets compared

to the others. In addition, all instances not solved belong to these two groups.

Looking at Table 6.14, for example, we see that no solutions were found for

four instances. In all cases, the computations terminated abruptly within 3 to

4 hours due to memory limitations.

Results for 50-job, 2-machine instances in which the jobs are evenly

divided into two priority classes are summarized in Table 6.17 and 6.18. The

optimal values in this case are the weighted number of jobs scheduled, where

the weights reflect the smallest possible values that ensure strict priority en-

forcement. For the priority 1 jobs, the weights are 26; for priority 2 jobs the

weights are 1. As can be seen, the results are similar to those obtained for

the single priority data sets. This was to be expected because the difference

between the two models is the definition of the cost coefficients.

Table 6.19 summarizes the computational results for all single priority

instances investigated. Problems with up to 100 jobs and 2 machines were

solved to optimality, most within a matter of seconds or minutes. Our experi-

ence with the branch-and-price algorithm confirmed the effectiveness of both
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the upper and lower-bounding procedures to limit the size of the search tree

to no more than a handful of nodes on average. For the 20-job, 2-machine

data sets, all 25 instances were solved at the root node and in all but one case

(rand4), both the GRASP and the LP relaxation produced convergent upper

and lower bounds, respectively. This observation is consistent with the results

obtained by Bard et al. [6] who embedded a GRASP in a branch-and-cut

procedure for the VRPTW.

The low average LP-IP percentage gap at the root node also supports

the claim. Using GRASP to find feasible solutions at a node was instrumental

in solving 18 out of the 175 instances. Some additional testing showed that

without the GRASP, several of those problems would not have been solved.

With regard to problem difficulty, increasing the number of machines appears

to have a pronounced effect on algorithmic performance. Examining the re-

sults for the 30-job, 6-machine instances, for example, we see that only 22 of

25 instances were solved to optimality while all 25 of the 50-job, 2-machine in-

stances were solved. The size of the search tree also grows much more rapidly

with the number of machines than with the number of jobs. These observa-

tions can partially be explained by the fact that the solution space is somewhat

symmetric with respect to the definition of the data sets and that its size grows

exponentially with the number of machines.

A second indicator of problem difficulty is the average number of columns

per node. For problems with loose time windows, many similar columns may

be generated before the master problem is solved. As is the case with stan-
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dard branch and bound, branch and price struggles if it is not able to find a

near-optimal solution within the first several dozen nodes. For those instances

in which the optimal solution was never found, no nodes were ever fathomed

due to integrality.
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Table 6.3: Computational results for 20 job, 2 machine instances (branch and
price)

LP Cols Avg Node
Opt % gap gen at cols with first Total GRASP GRASP

Name sol root root per node int sol nodes improves calls
lpltw1 16 0 34 34 −1 1 0 0
lpltw2 16 0 32 32 −1 1 0 0
lpltw3 16 0 34 34 −1 1 0 0
lpltw4 15 3.33 30 30 −1 1 0 0
lpltw5 15 0 27 27 −1 1 0 0
lpttw1 12 0 23 23 −1 1 0 0
lpttw2 10 0 13 13 −1 1 0 0
lpttw3 13 0 29 29 −1 1 0 0
lpttw4 12 0 26 26 −1 1 0 0
lpttw5 12 0 28 28 −1 1 0 0
rand1 13 0 28 28 −1 1 0 0
rand2 15 0 25 25 −1 1 0 0
rand3 14 0 22 22 −1 1 0 0
rand4 17 0 42 42 1 1 0 0
rand5 16 0 29 29 −1 1 0 0
spltw1 20 0 37 37 −1 1 0 0
spltw2 17 0 44 44 −1 1 0 0
spltw3 19 0.65 60 60 −1 1 0 0
spltw4 14 0 18 18 −1 1 0 0
spltw5 19 3.95 53 53 −1 1 0 0
spttw1 14 0 27 27 −1 1 0 0
spttw2 13 0 26 26 −1 1 0 0
spttw3 15 0 38 38 −1 1 0 0
spttw4 11 0 19 19 −1 1 0 0
spttw5 14 0 28 28 −1 1 0 0
Average 14.72 0.32 30.88 30.88 −0.92 1 0 0
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Table 6.4: Computational times for 20 job, 2 machine instances (sec)

Time Time Time
Total to best at for Avg time

Name time solution root GRASP per node
lpltw1 0.05 0 0.05 0 0.05
lpltw2 0.05 0 0.05 0 0.05
lpltw3 0.06 0 0.06 0 0.06
lpltw4 0.06 0 0.06 0 0.06
lpltw5 0.05 0 0.05 0 0.05
lpttw1 0.02 0 0.02 0 0.02
lpttw2 0.01 0 0.01 0 0.01
lpttw3 0.03 0 0.02 0 0.02
lpttw4 0.03 0 0.03 0 0.03
lpttw5 0.03 0 0.02 0 0.02
rand1 0.03 0 0.03 0 0.03
rand2 0.04 0 0.04 0 0.04
rand3 0.03 0 0.03 0 0.03
rand4 0.07 0.07 0.07 0 0.07
rand5 0.06 0 0.05 0 0.05
spltw1 0.07 0 0.06 0 0.06
spltw2 0.09 0 0.09 0 0.09
spltw3 0.16 0 0.16 0 0.16
spltw4 0.03 0 0.02 0 0.02
spltw5 0.2 0 0.18 0 0.18
spttw1 0.03 0 0.03 0 0.03
spttw2 0.02 0 0.02 0 0.02
spttw3 0.04 0 0.04 0 0.04
spttw4 0.02 0 0.01 0 0.01
spttw5 0.02 0 0.02 0 0.02
Average 0.052 0.0028 0.0488 0 0.0488
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Table 6.5: Computational results for 20 job, 6 machine instances (branch and
price)

LP Cols Avg Node
Opt % gap gen at cols with first Total GRASP GRASP

Name sol at root root per node int sol nodes improves calls
lpltw1 18 1.11 89 89.00 −1 1 0 0
lpltw2 19 0.00 71 71.00 −1 1 0 0
lpltw3 18 1.85 47 47.00 −1 1 0 0
lpltw4 18 5.05 103 103.00 −1 1 0 0
lpltw5 17 4.18 94 94.00 −1 1 0 0
lpttw1 15 1.67 31 44.52 115 115 0 19
lpttw2 14 3.57 57 57.00 −1 1 0 0
lpttw3 15 1.67 32 32.00 −1 1 0 0
lpttw4 14 0.00 36 36.00 1 1 0 0
lpttw5 14 0.00 29 29.00 −1 1 0 0
rand1 16 3.13 37 39.00 3 3 0 0
rand2 20 0.00 54 54.00 −1 1 0 0
rand3 16 4.17 46 46.00 −1 1 0 0
rand4 18 0.00 62 72.71 13 13 0 2
rand5 15 0.00 37 37.00 −1 1 0 0
spltw1 19 0.00 45 45.00 −1 1 0 0
spltw2 19 4.29 81 81.00 −1 1 0 0
spltw3 20 0.00 56 56.00 −1 1 0 0
spltw4 20 0.00 57 57.00 −1 1 0 0
spltw5 20 0.00 53 53.00 −1 1 0 0
spttw1 17 0.00 44 47.00 5 5 0 1
spttw2 17 0.00 37 37.00 −1 1 0 0
spttw3 16 3.13 49 49.00 −1 1 0 0
spttw4 15 0.00 25 25.00 −1 1 0 0
spttw5 20 0.00 51 51.00 −1 1 0 0
Average 17.20 1.35 52.92 54.09 4.68 6.28 0 0.88
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Table 6.6: Computational times for 20 job, 6 machine instances (sec)

Time Time Time
Total to best at for Avg time

Name time solution root GRASP per node
lpltw1 0.08 0 0.07 0 0.07
lpltw2 0.04 0 0.04 0 0.04
lpltw3 0.03 0 0.03 0 0.03
lpltw4 0.17 0 0.17 0 0.17
lpltw5 0.14 0 0.14 0 0.14
lpttw1 4.35 4.34 0.01 4.05 0.00
lpttw2 0.03 0 0.02 0 0.02
lpttw3 0.01 0 0 0 0.00
lpttw4 0.01 0.01 0.01 0 0.01
lpttw5 0.01 0 0 0 0.00
rand1 0.03 0.03 0.02 0 0.02
rand2 0.03 0 0.02 0 0.02
rand3 0.03 0 0.03 0 0.03
rand4 0.64 0.64 0.03 0.55 0.01
rand5 0.01 0 0.01 0 0.01
spltw1 0.04 0 0.04 0 0.04
spltw2 0.1 0 0.1 0 0.10
spltw3 0.04 0 0.04 0 0.04
spltw4 0.04 0 0.04 0 0.04
spltw5 0.04 0 0.04 0 0.04
spttw1 0.27 0.27 0.01 0.24 0.01
spttw2 0.01 0 0.01 0 0.01
spttw3 0.01 0 0.01 0 0.01
spttw4 0.01 0 0.01 0 0.01
spttw5 0.02 0 0.02 0 0.02
Average 0.25 0.21 0.04 0.19 0.04
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Table 6.7: Computational results for 30 job, 2 machine instances (branch and
price)

LP Cols Avg Node
Opt % gap gen at cols with first Total GRASP GRASP

Name sol at root root per node int sol nodes improves calls
lpltw1 25 0.00 61 61 1 1 0 0
lpltw2 22 5.11 63 68 −1 3 0 1
lpltw3 24 1.04 52 52 −1 1 0 0
lpltw4 21 0.00 31 31 1 1 0 0
lpltw5 24 0.00 41 41 1 1 0 0
lpttw1 20 0.00 42 42 1 1 0 0
lpttw2 17 2.94 14 14 −1 1 0 0
lpttw3 19 0.00 38 38 −1 1 0 0
lpttw4 19 0.00 32 32 1 1 0 0
lpttw5 17 0.00 21 21 −1 1 0 0
rand1 22 0.00 74 74 1 1 0 0
rand2 22 0.00 48 48 1 1 0 0
rand3 25 0.00 71 71 −1 1 0 0
rand4 22 0.00 39 39 −1 1 0 0
rand5 22 0.00 41 41 −1 1 0 0
spltw1 25 2.22 105 105 −1 1 0 0
spltw2 29 0.00 57 57 −1 1 0 0
spltw3 26 1.92 64 64 −1 1 0 0
spltw4 27 0.00 53 53 −1 1 0 0
spltw5 28 0.51 94 94 −1 1 0 0
spttw1 18 0.00 31 31 −1 1 0 0
spttw2 23 0.00 46 46 −1 1 0 0
spttw3 20 0.00 34 34 −1 1 0 0
spttw4 20 0.00 34 34 −1 1 0 0
spttw5 20 0.00 34 34 −1 1 0 0
Average 22.28 0.55 48.8 49.00 −0.44 1.08 0 0.04
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Table 6.8: Computational times for 30 job, 2 machine instances (sec)

Time Time Time
Total to best at for Avg time

Name time solution root GRASP per node
lpltw1 0.32 0.32 0.32 0 0.32
lpltw2 2.47 0 0.43 1.79 0.22
lpltw3 0.27 0 0.26 0 0.26
lpltw4 0.22 0.22 0.21 0 0.21
lpltw5 0.22 0.22 0.21 0 0.21
lpttw1 0.07 0.07 0.07 0 0.07
lpttw2 0.03 0 0.03 0 0.03
lpttw3 0.06 0 0.06 0 0.06
lpttw4 0.06 0.06 0.06 0 0.06
lpttw5 0.03 0 0.03 0 0.03
rand1 0.21 0.21 0.21 0 0.21
rand2 0.11 0.11 0.11 0 0.11
rand3 0.16 0 0.16 0 0.16
rand4 0.09 0 0.09 0 0.09
rand5 0.1 0 0.09 0 0.09
spltw1 0.44 0 0.44 0 0.44
spltw2 0.19 0 0.19 0 0.19
spltw3 0.23 0 0.23 0 0.23
spltw4 0.2 0 0.2 0 0.2
spltw5 0.78 0 0.78 0 0.78
spttw1 0.06 0 0.05 0 0.05
spttw2 0.1 0 0.1 0 0.1
spttw3 0.05 0 0.05 0 0.05
spttw4 0.06 0 0.06 0 0.06
spttw5 0.05 0 0.05 0 0.05
Average 0.26 0.05 0.18 0.07 0.17
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Table 6.9: Computational results for 30 job, 6 machine instances (branch and
price)

LP Cols Avg Node
Opt % gap gen at cols with 1st Total GRASP GRASP

Name sol at root root per node int sol nodes improves calls
lpltw1 28 2.21 144 208.43 1901 1901 1 317
lpltw2 25 2.40 129 147.00 8 11 1 2
lpltw3 23 1.09 88 118.67 29 29 0 6
lpltw4 27∗ 4.87∗ 125 * * 12250 * *
lpltw5 25∗ 9.2∗ 104 * * 31243 * *
lpttw1 23 2.61 94 94.00 −1 1 0 0
lpttw2 21 2.38 73 73.00 5 5 1 1
lpttw3 23 4.01 78 78.00 −1 1 0 0
lpttw4 26 0.27 93 109.37 17 71 1 14
lpttw5 21 0.00 53 53.00 1 1 0 0
rand1 26 1.91 125 132.50 11 11 1 2
rand2 27 2.47 123 129.00 5 5 1 1
rand3 26 0.00 108 108.00 −1 1 0 0
rand4 27 3.22 131 134.33 11 11 1 2
rand5 29 1.08 131 177.70 2 4605 1 767
spltw1 29 0.00 112 135.00 17 17 0 3
spltw2 29 2.02 158 224.87 119 119 1 20
spltw3 29 2.50 104 87.33 5.00 3 1 1
spltw4 29∗ 3.45∗ 107 * * 31077 * *
spltw5 30 0.00 104 104.00 −1 1 0 0
spttw1 23 3.56 80 80.00 −1 1 0 0
spttw2 26 1.28 106 106.00 −1 1 0 0
spttw3 29 0.00 87 126.83 21 21 1 4
spttw4 28 0.00 78 93.00 11 11 0 2
spttw5 26 2.23 91 93.67 5 5 1 1

Average† 26.1 1.6 104.1 118.8 98.3 310.6 0.6 52.0

* Indicates that branch and price ran out of memory before producing an optimal
solution. Values in column 2 and 3 are based on the initial GRASP solution.
† Average values based only on instances that were solved.
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Table 6.10: Computational times for 30 job, 6 machine instances (sec)

Time Time Time
Total to best at for Avg time

Name time solution root GRASP per node
lpltw1 237.95 237.81 0.5 190.08 0.05
lpltw2 2.18 2.14 0.32 1.44 0.12
lpltw3 7.19 7.19 0.36 5.67 0.08
lpltw4 5844 * 0.42 * *
lpltw5 5760 * 0.32 * *
lpttw1 0.07 0 0.07 0 0.07
lpttw2 0.65 0.64 0.05 0.58 0.02
lpttw3 0.05 0 0.05 0 0.05
lpttw4 9.51 9.51 0.08 8.76 0.01
lpttw5 0.04 0.04 0.04 0 0.04
rand1 1.96 1.92 0.23 1.43 0.08
rand2 0.89 0.88 0.15 0.7 0.06
rand3 0.07 0 0.07 0 0.07
rand4 1.88 1.84 0.18 1.53 0.06
rand5 761.42 761.35 0.41 664.16 0.04
spltw1 3.64 3.64 0.35 2.57 0.11
spltw2 30.9 30.63 1.26 18.04 0.21
spltw3 3.64 3.64 1.2 2.6 0.12
spltw4 5822 * 0.5 * *
spltw5 0.16 0 0.16 0 0.16
spttw1 0.05 0 0.05 0 0.05
spttw2 0.07 0 0.07 0 0.07
spttw3 2.87 2.84 0.06 2.59 0.02
spttw4 1.55 1.55 0.06 1.4 0.02
spttw5 0.63 0.6 0.09 0.5 0.04

Average† 48.52 48.46 0.28 41.00 0.07

* Indicates that branch and price ran out of memory before
producing an optimal solution.
† Average values based only on instances that were solved.
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Table 6.11: Computational results for 50 job, 2 machine instances (branch and
price)

LP Cols Avg Node
Opt % gap gen at cols with first Total GRASP GRASP

Name sol at root root per node int sol nodes improves calls
lpltw1 43 0.00 75 75.00 1 1 0 0
lpltw2 42 0.79 2031 2031.00 −1 1 0 0
lpltw3 40 3.50 127 556.14 −1 7 0 2
lpltw4 42 0.00 1088 1088.00 1 1 0 0
lpltw5 39 1.28 41 41.00 −1 1 0 0
lpttw1 31 0.00 37 37.00 −1 1 0 0
lpttw2 29 0.00 49 49.00 −1 1 0 0
lpttw3 28 0.00 40 40.00 −1 1 0 0
lpttw4 30 0.00 44 44.00 −1 1 0 0
lpttw5 30 0.00 40 40.00 −1 1 0 0
rand1 35 0.00 44 72.00 3 3 0 0
rand2 38 1.75 71 71.00 −1 1 0 0
rand3 33 0.00 48 48.00 1 1 0 0
rand4 34 0.00 67 67.00 −1 1 0 0
rand5 37 0.00 63 63.00 −1 1 0 0
spltw1 48 1.43 2015 2015.00 −1 1 0 0
spltw2 47 0.00 89 134.29 9 9 0 2
spltw3 44 1.25 1111 1111.00 −1 1 0 0
spltw4 44 0.00 88 88.00 −1 1 0 0
spltw5 45 0.00 78 78.00 −1 1 0 0
spttw1 33 0.00 91 91.00 1 1 0 0
spttw2 27 0.00 39 39.00 1 1 0 0
spttw3 33 0.00 48 48.00 −1 1 0 0
spttw4 33 0.00 49 49.00 −1 1 0 0
spttw5 35 0.00 27 27.00 −1 1 0 0
Average 36.8 0.40 300.0 320.10 −0.04 1.64 0.00 0.16
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Table 6.12: Computational times for 50 job, 2 machine instances (sec)

Time Time Time
Total to best at for Avg time

Name time solution root GRASP per node
lpltw1 0.43 0.43 0.43 0 0.43
lpltw2 49.11 0 49.02 0 49.02
lpltw3 55.51 0 0.96 6.35 6.99
lpltw4 14.82 14.82 14.77 0 14.77
lpltw5 0.17 0 0.17 0 0.17
lpttw1 0.09 0 0.09 0 0.09
lpttw2 0.07 0 0.07 0 0.07
lpttw3 0.08 0 0.07 0 0.07
lpttw4 0.08 0 0.08 0 0.08
lpttw5 0.09 0 0.09 0 0.09
rand1 0.28 0.28 0.14 0 0.13
rand2 0.23 0 0.23 0 0.23
rand3 0.13 0.13 0.13 0 0.13
rand4 0.14 0 0.14 0 0.14
rand5 0.15 0 0.15 0 0.15
spltw1 49.24 0 49.13 0 49.13
spltw2 7.63 7.63 0.62 5.67 0.27
spltw3 26.59 0 26.53 0 26.53
spltw4 0.36 0 0.36 0 0.36
spltw5 0.41 0 0.41 0 0.41
spttw1 0.15 0.15 0.14 0 0.14
spttw2 0.06 0.06 0.06 0 0.06
spttw3 0.08 0 0.07 0 0.07
spttw4 0.11 0 0.1 0 0.10
spttw5 0.08 0 0.07 0 0.07
Average 8.24 0.94 5.76 0.48 5.99
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Table 6.13: Computational results for 50 job, 3 machine instances (branch and
price)

LP Cols Avg Node
Opt % gap gen at cols with first Total GRASP GRASP

Name sol at root root per node int sol nodes improves calls
lpltw1 43∗ 4.88∗ 3101 * * 3394 * *
lpltw2 45∗ 2.96∗ 3102 * * 2501 * *
lpltw3 44 2.30 3146 3208.57 −1 7 0 2
lpltw4 43 0.42 3074 3290.57 111 171 0 28
lpltw5 44∗ 1.49∗ 3109 * * 3302 * *
lpttw1 36 0.00 85 85 1 1 0 0
lpttw2 40 1.25 152 267.326 20 269 2 45
lpttw3 33 1.52 60 70.9 39 39 0 6
lpttw4 37 0.00 116 326.267 27 27 1 5
lpttw5 37 1.35 98 141.091 5 43 1 7
rand1 45 3.70 206 3363.41 3458 3461 1 579
rand2 43 0.78 157 2249.44 17 215 1 36
rand3 43 0.55 1205 2988.12 23 29 1 5
rand4 39 0.00 148 399 17 17 0 3
rand5 45 1.90 1185 2313.83 32 35 1 6
spltw1 46∗ 6.21∗ 3200 * * 3195 * *
spltw2 48∗ 3.64∗ 3302 * * 2189 * *
spltw3 49 0.18 3186 3332.7 9 19 0 3
spltw4 48 2.09 3205 3417.9 307 311 1 52
spltw5 49 2.04 3070 3482.94 197 323 1 54
spttw1 43 0.00 148 506.833 11 11 0 2
spttw2 38 0.00 83 83 −1 1 0 0
spttw3 36 0.00 61 61 1 1 0 0
spttw4 43 0.00 1120 1120 1 1 0 0
spttw5 40 0.00 98 100.5 3 3 0 0

Average† 41.6 0.90 1030 1540.42 213.85 249.2 0.50 41.65

* Indicates that branch and price ran out of memory before producing an optimal
solution. Values in column 2 and 3 are based on the initial GRASP solution.
† Average values based only on instances that were solved.
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Table 6.14: Computational times for 50 job, 3 machine instances (sec)

Time Time Time
Total to best at for Avg time

Name time solution root GRASP per node
lpltw1 10811.00 * 522.41 * *
lpltw2 11042.00 * 454.60 * *
lpltw3 577.85 0 484.79 7.04 79.9
lpltw4 1371.28 1371.28 458.04 117.8 11.9094
lpltw5 10931.00 * 521.44 * *
lpttw1 0.2 0.2 0.19 0 0.19
lpttw2 239.43 239.24 0.51 177.47 0.444963
lpttw3 18.61 18.61 0.13 17.76 0.0395
lpttw4 33.85 23.13 0.24 16.27 1.16
lpttw5 22.63 22.63 0.26 20.36 0.0968182
rand1 1322.81 1322.01 1.25 1676.13 0.567001
rand2 207.91 207.9 0.61 101.95 0.581389
rand3 195.74 195.74 42.4 16.04 9.14176
rand4 34.54 34.54 0.65 9.03 2.82
rand5 120.8 120.64 19.45 19.25 5.07389
spltw1 12154.00 * 544.12 * *
spltw2 12344.00 * 546.22 * *
spltw3 307.81 307.81 209.97 9.82 27.06
spltw4 1241 1238.41 191.84 169.63 3.95288
spltw5 1821.98 1818.12 190.05 168.48 6.88877
spttw1 20.55 20.55 0.4 4.9 2.59
spttw2 0.2 0 0.2 0 0.2
spttw3 0.13 0.13 0.12 0 0.12
spttw4 12.94 12.94 12.91 0 12.91
spttw5 0.34 0.34 0.3 0 0.17

Average† 377.53 347.71 80.72 126.60 8.29

* Indicates that branch and price ran out of memory before pro-
ducing an optimal solution.
† Average values based only on instances that were solved.
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Table 6.15: Computational results for 100 job, 2 machine instances (branch
and price)

LP Cols Avg Node
Opt % gap gen at cols with first Total GRASP GRASP

Name sol at root root per node int sol nodes improves calls
lpltw1 86∗ 3.69∗ 2201 * * 1120 * *
lpltw2 84 0.60 2147 2374.44 17 17 0 3
lpltw3 80∗ 2.47∗ 2144 * * 1263 * *
lpltw4 84 0.60 2149 2597.17 5 361 1 69
lpltw5 83 0.80 2015 2335.88 79 79 1 14
lpttw1 60 0.00 79 86.5 3 3 0 0
lpttw2 66 0.00 118 451 5 5 1 1
lpttw3 61 0.00 59 75.6667 5 5 0 1
lpttw4 64 0.00 79 290.5 11 11 1 2
lpttw5 57 0.00 28 28 1 1 0 0
rand1 76 0.00 122 122 1 1 0 0
rand2 73 0.68 2095 2095 −1 1 0 0
rand3 77 0.00 170 945.5 7 7 0 1
rand4 71 0.00 144 1598.4 5 9 1 1
rand5 75 0.00 1974 1974 1 1 0 0
spltw1 84 0.89 2115 2306.17 23 23 0 4
spltw2 92 0.72 2312 2806.93 11 59 1 10
spltw3 91 1.65 2118 2424.29 53 83 0 14
spltw4 87 0.92 2196 3045.78 221 221 1 37
spltw5 88 0.88 2319 2482.5 15 15 0 2
spttw1 69 0.00 83 83 −1 1 0 0
spttw2 70 0.00 88 88 −1 1 0 0
spttw3 65 0.00 98 98 1 1 0 0
spttw4 66 0.00 71 109.4 9 9 0 1
spttw5 66 0.00 35 35 1 1 0 0

Averagea 73.9 0.32 930.32 1185.39 20.64 40.82 0.32 7.14

* Indicates that branch and price ran out of memory before producing an optimal
solution. Values in column 2 and 3 are based on the initial GRASP solution.
† Average values based only on instances that were solved.
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Table 6.16: Computational times for 100 jobs, 2 machines instances (sec)

Time Time Time
Total to best at for Avg time

Name time solution root GRASP per node
lpltw1 6411.25 * 126.54 * *
lpltw2 205.63 205.63 71.96 69.98 10.9822
lpltw3 6224.2 * 129.55 * *
lpltw4 4824.48 4824.48 125.49 1660.24 13.36
lpltw5 696.33 695.3 90.05 367.82 3.61
lpttw1 0.77 0.77 0.6 0 0.375
lpttw2 63.37 47.76 0.84 46.59 5.55
lpttw3 18.45 18.45 0.45 17.65 0.256667
lpttw4 79.93 79.93 0.75 63.58 2.70167
lpttw5 0.22 0.22 0.22 0 0.22
rand1 1.84 1.84 1.83 0 1.83
rand2 30.16 0 29.97 0 29.97
rand3 83.64 83.64 2.7 19.88 15.6225
rand4 90.38 90.38 2.14 31.42 9.974
rand5 42.94 42.94 42.75 0 42.75
spltw1 272.83 272.83 91.93 98.79 11.1575
spltw2 798.93 798.92 99.55 231.44 12.0207
spltw3 936.05 936.05 107.89 350.72 7.35071
spltw4 2779.23 2779.23 87.9 1018.89 12.58
spltw5 226.75 226.75 89.99 49.17 17.275
spttw1 0.47 0 0.45 0 0.45
spttw2 0.87 0 0.85 0 0.85
spttw3 0.51 0.51 0.5 0 0.5
spttw4 29.71 29.71 0.55 28.36 0.254
spttw5 0.28 0.28 0.28 0 0.28

Average† 499.01 496.82 35.35 181.12 8.59

* Indicates that branch and price ran out of memory before pro-
ducing an optimal solution.
† Average values based only on instances that were solved.
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Table 6.17: Computational results for 50 job, 2 machine, 2 priority instances
(branch and price)

LP Cols Avg Node
Opt % gap gen at cols with first Total GRASP GRASP

Name sol at root root per node int sol nodes improves calls
lpltw1 667 0.00 113 599.50 3 3 0 0
lpltw2 659 0.23 100 659.86 −1 7 0 2
lpltw3 668 0.11 2044 2145.43 4 7 0 2
lpltw4 667 0.00 145 145.00 −1 1 0 0
lpltw5 616 0.00 91 91.00 −1 1 0 0
lpttw1 531 0.00 22 22.00 −1 1 0 0
lpttw2 553 0.00 56 56.00 −1 1 0 0
lpttw3 580 0.00 47 47.00 −1 1 0 0
lpttw4 525 0.00 34 34.00 −1 1 0 0
lpttw5 505 0.00 39 58.50 3 3 0 0
rand1 611 0.00 102 111.00 3 3 0 0
rand2 611 0.00 68 68.00 −1 1 0 0
rand3 609 0.00 40 40.00 −1 1 0 0
rand4 611 0.00 54 62.00 2 3 1 1
rand5 559 0.00 68 68.00 −1 1 0 0
spltw1 670 0.10 1108 2062.58 23 23 0 4
spltw2 666 0.35 2035 2076.00 −1 3 0 1
spltw3 639 0.00 115 115.00 −1 1 0 0
spltw4 668 0.05 117 117.00 −1 1 0 0
spltw5 643 0.00 128 128.00 −1 1 0 0
spttw1 582 0.00 50 50.00 −1 1 0 0
spttw2 535 0.00 51 51.00 1 1 0 0
spttw3 560 0.00 53 53.00 −1 1 0 0
spttw4 612 0.00 85 85.00 1 1 0 0
spttw5 481 0.00 40 40.00 −1 1 0 0
Average 601 0.03 272.2 359.39 0.92 2.76 0.04 0.40
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Table 6.18: Computational times for 50 job, 2 machine, 2 priority instances
(sec)

Time Time Time
Total to best at for Avg time

Name time solution root GRASP per node
lpltw1 22.58 22.58 1.24 0 11.23
lpltw2 88.97 0 1.5 6.06 11.79
lpltw3 227.26 227.26 185.92 8.23 29.40
lpltw4 3.07 0 3.05 0 3.05
lpltw5 0.9 0 0.9 0 0.90
lpttw1 0.1 0 0.1 0 0.10
lpttw2 0.2 0 0.19 0 0.19
lpttw3 0.16 0 0.16 0 0.16
lpttw4 0.14 0 0.13 0 0.13
lpttw5 0.38 0.38 0.17 0 0.18
rand1 0.58 0.58 0.45 0 0.28
rand2 0.3 0 0.3 0 0.30
rand3 0.25 0 0.25 0 0.25
rand4 3.3 3.14 0.31 2.76 0.17
rand5 0.17 0 0.17 0 0.17
spltw1 181.67 181.67 38.32 13.86 12.08
spltw2 107.67 0 92.8 3.79 33.20
spltw3 0.9 0 0.89 0 0.89
spltw4 1.94 0 1.92 0 1.92
spltw5 1.38 0 1.37 0 1.37
spttw1 0.25 0 0.25 0 0.25
spttw2 0.24 0.24 0.24 0 0.24
spttw3 0.25 0 0.24 0 0.24
spttw4 0.35 0.35 0.34 0 0.34
spttw5 0.15 0 0.14 0 0.14
Average 25.73 17.45 13.25 1.39 4.36
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Table 6.19: Summary of branch-and-price computational results

Avg† Problems Problems Problems

Problem size optimal Avg† solved to solved at solved later
Jobs Machines solution LP-IP gap opt (of 25) root by GRASP

20 2 14.72 0.32 25 25 0
20 6 17.20 1.35 25 21 0
30 2 22.28 0.55 25 24 0
30 6 26.09 1.60 22 7 9
50 2 36.80 0.40 25 22 0
50 3 41.55 0.90 20 4 6
100 2 7.80 0.31 23 8 3

Avg† Avg† Avg†

Problem size total columns CPU
Jobs Machines nodes per node time

20 2 1.00 30.88 0.05
20 6 6.28 54.09 0.25
30 2 1.08 49.00 0.26
30 6 310.55 118.80 48.52
50 2 1.64 320.10 8.24
50 3 249.20 1540.42 377.53
100 2 40.82 1185.39 499.01

† Average values based only on instances that
were solved.
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Chapter 7

Conclusions

Parallel machine scheduling with time windows is an extremely difficult

combinatorial optimization problem, posing an array of challenges for the re-

search community. For the variant addressed in this dissertation, the first step

was to confirm that it was indeed NP-complete. The novelty of the problem,

which makes it especially difficult, is the presence of double time windows

and priorities, each adding a degree of complexity that required significant

developmental work.

Initial efforts were aimed at trying to solve several 20-job, 6-machine

instances with CPLEX. The general failure of this approach led to the de-

velopment of two heuristics – a GRASP and a dynamic programming-type

procedure originally proposed by Reddy and Brown. The motivation for their

work and hence the foundation for this dissertation concerned the scheduling

of requests on NASA’s tracking and data relay satellite system.

As part of the research, extensive testing was conducted to fine tune

the GRASP parameters and to investigate the importance and computational

effort involved in neighborhood search. From this phase of the testing it was

seen that the GRASP can find good feasible solutions to problems of practical
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size in a reasonable amount of time.

In the comparative testing phase, the results showed that the GRASP

consistently out-performed the Reddy-Brown dynamic programming heuristic

in its ability to find high quality solutions. This was confirmed by solving a

large-scale instance corresponding to a typical busy day and a host of randomly

generated instances with both procedures. The time required to find good

solutions with the GRASP, however, was found to be highly dependent on

the value of the input parameter “number of iterations,” and was often about

twice the time required for the Reddy-Brown heuristic.

After three attempts to find an effective upper-bounding procedure that

could be integrated with standard branch and bound failed, the problem was

reformulated using Dantzig-Wolfe decomposition and a branch-and-price al-

gorithm was developed. The upper bounds obtained from the LP relaxation

proved to be extremely tight. When coupled with the GRASP as a lower-

bounding procedure, problem instances with up to 100 jobs and 2 machines

were solved to optimality, often within a few dozen seconds and within the

first few nodes of the search tree. For the more difficult instances in which

the algorithm failed to converge after a large number of nodes was explored,

lack of sufficient memory was always the reason. In all likelihood, though, no

amount of memory would have changed these results. Empirically speaking,

we found that increasing the number of machines causes the problem to be

much more difficult than increasing the number of jobs. Because the algorithm

stalled when it was not able to solve a problem early in the tree, the develop-
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ment of more effective branching schemes might represent one area of further

research. Only time window and SOS branching were considered here. Other

possibilities for future research include more efficient column management and

the identification of cuts that could be included in the master problem.

In summary, the branch-and-price algorithm combined with the GRASP

was able to solve many instances that were believed to be beyond the capa-

bilities of exact methods. The success of the approach is mainly due to the

consistency with which it can generate extremely tight upper and lower bounds

throughout the search tree.

184



Appendices

185



Appendix A

Problem Sets

A.1 Description of TDRSS Input File

The data set of the TDRSS contains 20 users and 6 machines. There are

two TDRS satellites: TDRS-east and TDRS-west. Each satellite has two single

access (SA) antennas and one phased array multiple access (MA) antenna

capable of 1 forward link. Therefore, there are a total of six antennas. Each

is capable of providing one service at a time. Antennae 1, 2 and 3, 4 are the

SA type for TDRS-east and TDRS-west, respectively. Antenna 5 and 6 are

the MA type for TDRS-east and TDRS-west, respectively. Requests in the

data set may require 1 or 2 services. No sequence dependent setup times are

specified. Some requests may have discontinuous time windows within which

they can be processed. These discontinuities are represented as replications of

requests with different time windows. Time windows are machine dependent

but the processing times are not. Some of the high priority users may have

requests with fixed time windows (no slack time) because they want to use the

antennas whenever they are in view of the satellite. The offset (τi) which is a

fixed amount of time between the start of service one and service two for job

i is zero on all requests. Both services can be scheduled on the same antenna

only if the services have non-overlapping durations. In this data set, the two
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services must be on different antennas because of the zero offsets. An example

of the TDRSS input file is shown below.

20 20 6 470 {line 1}

1 SHUTTL-1 2

2 SHUTTL-2 3

3 SURV-B 19

4 SPCE-TEL 6 {line 5}

5 MET-1 10

6 UARS-B 18

7 AXAF 17

8 FIREX 9

9 TH-MAP 16 {line 10}

10 ALOS 7

11 GRAV-B 20

12 TOPEX 15

13 LARS 8

14 TMS 4 {line 15}

15 SPCE-STN 1

16 MET-2 11

17 OTV 5

18 BRTS-E 13

19 BRTS-W 12 {line 20}

20 BRTS-S 14
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1 TIME

2 TIME

3 TIME

4 TIME {line 25}

5 TIME

6 TIME

7 TIME

8 TIME

9 TIME {line 30}

10 TIME

11 TIME

12 TIME

13 TIME

14 TIME {line 35}

15 TIME

16 TIME

17 TIME

18 TIME

19 TIME {line 40}

20 TIME

15 2 111100000000000 000000000000000 1161. 1161.

0. 0. 0. 1118. 2279. 1118. 2279.

1118. 2279. 1118. 2279. 0. 0. 0.
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0. 0. 0. 0. 0. 0. 0.

0. 0. 0. 0. 0. 0. 0.

0. 0. 0. 0. 0.

13 10 000011000000000 000000000000000 600. 600.

0. 0. 0. 0. 0. 0. 0.

0. 0. 0. 0. 57576. 60360. 56160.

57131. 0. 0. 0. 0. 0. 0.

0. 0. 0. 0. 0. 0. 0.

0. 0. 0. 0. 0.

13 10 000011000000000 000000000000000 600. 600.

0. 0. 0. 0. 0. 0. 0.

0. 0. 0. 0. 60360. 60360. 59229.

60360. 0. 0. 0. 0. 0. 0.

0. 0. 0. 0. 0. 0. 0.

0. 0. 0. 0. 0.

line 1 :

Number of users, number of priority classes, number of antennas, maxi-

mum number of requests.

line 2 to 21 :

User number, user name, user priority.

line 22 to 41 :
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Priority class, objective is to maximize TIME or number of JOBS).

line 42 to 44 :

• User number

• Request number

• 15 schedulability flags for service one. A value of 1 on the nth flag

indicates service one can be provided on antenna n

• 15 schedulability flags for service two. A value of 1 on the nth flag

indicates service two can be provided on antenna n

• Minimum processing time of service one

• Maximum processing time of service one

• Minimum processing time of service two

• Maximum processing time of service two

• Offset between service one starting time and service two starting

time

• Release time of the request if scheduled on antenna 1

• Deadline of the request if scheduled on antenna 1

The time unit used in the input file is in seconds while 0 refer to the

reference starting time. Requests are those requiring services during a 24 hour

period. The release time and deadline is repeated for a total of 15 antennas

but only 6 are non-zero. If both release time and deadline are zero for antenna

190



k, the request cannot be scheduled on antenna k (this should coincide with

the kth flag). The minimum and maximum processing times are all equal,

indicating that the processing time durations are fixed. Lines 43 and 44 show

replications of requests from the same user. This implies that request number

10 of user 13 has a discontinuous time window range; i. e., from 56160 to 57131

and 59229 to 60360 on antenna 6. Therefore, the request can be scheduled

either between 57576 and 60360 on antenna 5, 56160 and 57131 on antenna 6,

or 59229 and 60360 on antenna 6.

A.2 Characteristic of the TDRSS Input File

The following is the summary of the characteristic that was drawn from

the available TDRSS input file.

• The planning horizon is 86400 seconds ( 1 day ).

• The total number of users is 20 and the number of requests is 418.

• Out of 418 requests, 366 requests have single time windows while 52

requests have double time windows. ( 87.56% and 12.44% )

• Only requests with single time window may have fixed time windows.

149 requests have fixed time windows and 217 requests have flexible

time widows. ( 40.71% and 59.29% )

• The total of all the processing time of requests is 433580 seconds ( 7226

minutes ). The average length of processing time is 1037.27 seconds.
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• The flag formation can be separated into two types (1) those whose

assignable machines are machine 1, 2, 3, and/or 4 and (2) those whose

assignable machines are machine 5 and/or 6.

Flag type No. of requests Tot. proc. time Avg. proc. time Expected Avg. proc. time
( seconds ) ( seconds ) ( seconds )

(1) 304 378380 1244.7 1136.8 = ( 86400∗4
304

)

(2) 114 55200 484.2 1515.8 = ( 86400∗2
114

)

• All request with flag type (2) are scheduled by GRASP(1,1,1) 254 out

of 304 requests with flag type (1) are scheduled by GRASP(1,1,1).

• All request with flag type (2) has different time windows on their ma-

chines.

• Information of requests categorized based on its flag formations are as

follows.

Proc. time TW tightness
Flag Count Double TW Tot. Min. Max. Tot. Min. Max. count

111100 199 26 174857 33 2458 448.584 0.0800641 1 848
110000 54 0 105113 370 2504 100.625 0.333333 1 108
001100 51 0 98410 380 2504 99.1611 0.484001 1 102
000011 66 26 26400 300 900 38.998 0.013166 0.916031 158
000001 25 0 15000 600 600 4 0.166667 0.166667 24
000010 23 0 13800 600 600 3.83333 0.166667 0.166667 23

Flag 111100
Proc (≤) 33–275.5 518 760.5 1003 1245.5 1488 1730.5 1973 2215.5 2458
Count 13 25 57 41 31 6 1 22 0 3
Flag 110000

Proc (≤) 370–583.4 796.8 1010.2 1223.6 1437 1650.4 1863.8 2077.2 2290.6 2504
Count 3 0 1 1 2 0 8 14 16 9
Flag 001100

Proc (≤) 592.4 804.8 1017.2 1229.6 1442 1654.4 1866.8 2079.2 2291.6 2504
Count 3 1 1 2 0 2 3 14 16 9
Flag 000011

Proc (≤) 360 420 480 540 600 660 720 780 840 900
Count 48 0 0 0 14 0 0 0 0 4

Note: the processing time of formation 000011 is either 300, 600, or 900.

Request number 1 of user 19 is an infeasible request.
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Flag 111100
TW 0.172 0.264 0.356 0.448 0.54 0.632 0.724 0.816 0.908 1

Count 130 134 128 38 66 46 34 24 16 232
Flag 110000
TW 0.3997 0.4664 0.5331 0.5998 0.6665 0.7332 0.7999 0.8666 0.9333 1

Count 4 0 8 2 0 0 0 0 0 94
Flag 001100
TW 0.5356 0.5872 0.6388 0.6904 0.742 0.7936 0.8452 0.8968 0.9484 1

Count 4 0 2 0 0 0 0 0 0 96
Flag 000011
TW 0.10348 0.19376 0.28404 0.37432 0.4646 0.55488 0.64516 0.73544 0.82572 0.916

Count 46 37 18 23 12 10 7 2 1 1

• Requests with single time windows and with flags 111100 has same time

windows on machine 1 and 2 and also on machine 3 and 4, requests with

flags 110000 and 001100 has the same time windows on both of their

schedulable machines.

• Only requests with flags 111100 and 000011 have double time windows.

Of jobs with double time windows 26 jobs have flag 111100 and 26 jobs

have flag 000011.

A.3 Development of Problem Sets

Since the number of data sets from the TDRSS system is limited, a

problem generator was created to generate random instances with properties

similar to the TDRSS data. Several input parameters for the problem gener-

ator can be controlled to obtain some desirable characteristics in the random

instances. These parameters are:

• Number of users

• Number of priority classes

• Number of antennas
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• Number of request (including replications)

For generating requests, the following additional information is needed:

• Identification number of the user who makes the request

• Name of the user who makes the request

• Priority class of the user who makes the request

• Number of requests made by the user

• Number of possible formations of schedulability flags

• A list of the formations of the schedulability flags

• Relations among time windows on different antennas for each flags for-

mation. The purpose of this is to allow users to make requests with the

same time windows on some of their schedulable antennas.

• Probability associated with each flag formation

• To randomly generate the processing time, the beginning and ending

of the possible processing time range are given. The range is divided

into a number of bins where the probability associated with each bin is

specified. First, a bin is randomly selected. Then, the processing time

is uniformly picked within the bin.
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• To generate the time window, the opening time and the width are needed.

The former is randomly selected from a uniform distribution ranging

from the starting time of the operation to the ending time of the opera-

tion minus the processing time of the request. A number between 0 and

1 which represents the ratio of the processing time to the time window

width is needed for generating the latter. The initial and final points of

the ratio’s range are provided. The range is divided into a number of

bins where the probability associated with each bin is specified. First, a

bin is randomly chosen. Then the ratio is uniformly selected from within

the bin. The time window width is obtained by dividing the processing

time by the selected ratio.

• The objective is to maximize machine utilization (time) or number of

jobs.

The original TDRSS data set was analyzed to determine the properties asso-

ciated with a typical user request. Input parameters can be set to randomly

generate data sets with characteristics similar to the original data set. The

characteristic of the original TDRSS data set are summarized in Tables A.1

and A.2.

A.4 Problem Generator

Several parameters can affect the performance of a GRASP heuristic.

The several experiments were conducted to help make the final decision on
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Table A.1: The characteristic of the original TDRSS data set

User # # of # of requests flags flags Same time
requests with multiple patterns patterns windows on

time windows frequency all machines?
1 46 0 001100 16 Yes

110000 15 Yes
111100 15 Yes

2 59 0 001100 17 Yes
111100 25 Yes
110000 17 Yes

3 16 9 000011 16 No
4 30 4 111100 26 Yes

001100 2 Yes
110000 2 Yes

5 14 3 111100 14 Yes
6 15 5 111100 15 Yes
7 15 1 111100 15 Yes
8 15 0 111100 11 Yes

110000 4 Yes
9 15 2 111100 15 Yes
10 27 2 111100 27 Yes
11 16 8 000011 16 No
12 16 4 000011 15 No

111100 1 Yes
13 14 5 000011 14 No
14 12 1 000011 4 No

111100 6 Yes
110000 1 Yes
001100 1 Yes
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User # # of # of requests flags flags Same time
requests with multiple patterns patterns windows on

time windows frequency all machines?
15 45 0 110000 15 Yes

111100 15 Yes
001100 15 Yes

16 14 8 111100 14 Yes
17 1 0 000011 1 No
18 24 0 000001 24 -
19 24 0 000001 1 -

000010 23 -
20 0 0 - - -

the most efficient parameter settings. This section discuss, in details, how

instances are generated and which GRASP parameters are tested.

To conduct the experiments, five generating schemes were used for gen-

erating instances with 400 jobs. In the first set of data, all the 400 jobs had

the same priority while in the second set two priority classes were generated

each with 200 jobs. The number of machines for each instance was six. The

planning horizon for these instances was 86400 seconds (1 day). Seven differ-

ent flag formations for machine feasibility were used: 111111, 111100, 110000,

001100, 000011, and 000001 and 000010. Each formation had a different prob-

ability of being selected for any job (this is based on the frequency collected

for each formation form the original data set).

Flag 111111 111100 110000 001100 000011 000001 000010

Probability 0.155 0.375 0.12 0.12 0.09 0.07 0.07
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Table A.2: The characteristic of processing times and time windows of the
original TDRSS data set

User # Range # of Prob. Range # of Prob.
of intervals of each of intervals of each

proc. time interval time window interval
1 773-2116 6 0.2,0.15,0, 1-1 1 1

0,0,0.65
2 33-2504 7 0.29,0.12, 0.6026-1 12 0.01,0,0,

0.07,0.05, 0,0,0,0,0,
0.05,0.03, 0,0,0,

0.39 0.99
3 300-300 1 1 0.0769-0.6211 6 0.56,0.02,

0.12,0.15,
0.05,0.1

4 250-1850 15 0.37,0,0, 0.0801-0.9302 10 0.23,0.3,
0.37,0,0, 0.12,0.07,
0,0,0,0,0, 0.1,0.08,
0,0,0,0.26 0.03,0.02,

0.02,0.03
5 900-900 1 1 0.2-0.9923 7 0.61,0.07,

0.03,0.16,
0,0.06,
0.07

6 600-600 1 1 0.1429-0.9868 8 0.54,0.086,
0.086,0.086,
0.086,0.086,

0,0.03
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User # Range # of Prob. Range # of Prob.
of intervals of each of intervals of each

proc. time interval time window interval
7 600-600 1 1 0.1657-0.8535 7 0.52,0.19,

0.23,0,
0.03,0,
0.03

8 1800-1800 1 1 0.3333-0.9709 7 0.27,0.54,
0,0.04,

0.07,0.04,
0.04

9 1200-1200 1 1 0.2414-0.9942 8 0.25,0.28,
0.13,0.06,
0.16,0.06,
0.03,0.03

10 400-920 13 0.37,0,0, 0.0933-0.878 10 0.25,0.2,
0,0,0,0,0, 0.27,0.12,
0,0,0,0, 0.07,0.03,

0.63 0.02,0,
0.02,0.02

11 300-300 1 1 0.0769-0.6757 6 0.575,0.05
0.2,0.1

0.05,0.025
12 290-610 16 0.92,0,0, 0.0132-0.6098 6 0.42,0.34,

0,0,0,0,0, 0.16,0.03,
0,0,0,0,0, 0,0.05
0,0,0.08

13 600-600 1 1 0.1429-0.916 5 0.58,0.15,
0.12,0.06,

0.09
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User # Range # of Prob. Range # of Prob.
of intervals of each of intervals of each

proc. time interval time window interval
14 850-1850 10 0.33,0,0, 0.2588-0.9777 6 0.21,0.05

0,0,0,0, 0.4,0.08
0,0,0.67 0.21,0.05

15 1023-2218 6 0.2,0.18, 1-1 1 1
0,0,0,0.62

16 600-600 1 1 0.1429-0.8108 8 0.47,0.11,
0.08,0.03,
0.11,0.06,
0.08,0.06

17 300-300 1 1 0.1163-0.1388 1 1
18 600-600 1 1 0.167-0.167 1 1
19 600-600 1 1 0.167-0.167 1 1
20 - - - - - -

For jobs with formation 111111, their processing times on machine 1

to 4 are allowed to be different from those on machine 5 and 6. The lower

value of each job’s time window was randomly generated from U(0, 86400 −

time window width) where the time window width was calculated from two

randomly generated number, the processing time and the time window tight-

ness. Based on the planning horizon length, the number of machines, and the

number of jobs, the average processing time of each job required to use up all

the available time is 6×86400
400

= 1296 ≈ 1300. This value is used as a threshold

for generating a data set with different level of activity. The probability that

each job has double time window is 0.1. The 5 generation schemes used are

described as follows.

1. Short processing time and loose time windows (spltw). The average

processing time of jobs is lower than 1300. However, if all the jobs have
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processing time less than 1300, there will not be many conflicts among

them. All jobs will be processible and every heuristic will perform equally

well. Therefore, the processing time was randomly generated slightly

higher than 1300 based on the following probability distribution.

Processing time 50–295 295–540 540–785 785–1030 1030–1275
Probability 0.05 0.05 0.1 0.2 0.3

Processing time 1275–1520 1520–1765 1765–2010 2010–2255 2255–2500
Probability 0.1 0.05 0.05 0.05 0.05

Once the range of the processing time was selected, the exact processing

time was randomly generated from a uniform distribution within that

range. Each job has 0.1 probability of being fixed; i. e., the time win-

dow width is equal to the processing time. For those with flexible time

windows, the time window tightnesses was generated from U(0.2, 0.5).

Note that this range of tightnesses allowed the time windows to be 2 to

5 times the size of the processing time.

2. Short processing time and tight time windows (spttw). The average

processing time of jobs followed the same probability distribution as

defined for a loose day but each job has 0.3 probability of having fixed

time windows; otherwise, the time window tightnesses were generated

from U(0.5, 1).

3. Long processing time and loose time windows (lpltw). To have a short

processing time, the average processing time of jobs should be higher

than 1300. Values were randomly generated based on the following prob-

ability distribution.
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Processing time 50–295 295–540 540–785 785–1030 1030–1275
Probability 0.05 0.05 0.05 0.05 0.1

Processing time 1275–1520 1520–1765 1765–2010 2010–2255 2255–2500
Probability 0.3 0.2 0.1 0.05 0.05

Once the range of the processing time was selected, the exact processing

time was randomly generated uniformly within that range. Each job

has 0.1 probability of having a fixed time window; otherwise, The time

window tightnesses were generated from U(0.2, 0.5).

4. Long processing time and tight time windows (lpttw). The average pro-

cessing time of jobs followed the same probability distribution as defined

for a long processing time but each job has 0.3 probability of having a

fixed time window; otherwise, the time window tightnesses were gener-

ated from U(0.5, 1).

5. Random instances (rand). The processing times were generated from

U(50, 2500). Each job has 0.2 probability of being fixed; otherwise, the

time window tightnesses were generated from U(0.2, 1).
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Appendix B

Reddy-Brown Single Machine Heuristic

B.1 Procedure for Determining the Predecessor Sets

Step 1: Create mutually exclusive artificial alternate for all request pairs not

satisfying the condition that ai < aj implies di < dj.

Step 2: Determine the maximum band length

MAXTOL← max
j

(dj − aj).

Step 3: Order the requests in increasing order of earliest starting times. That

is, find o[1], o[2], . . ., o[n] such that

ao[1] < ao[2] < . . . < ao[n].

Step 4: Initialize the current request to the first in the above order. That is,

put k ← 1 and K ← o[k].

Step 5: Set the current request to the next in the above order. That is, put

k ← k + 1 and K ← o[k].

Step 6: For the current request, find its earliest immediate predecessor. That

is, find smallest j such that if ai ≤ aj ≤ ak and requests i and j are
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not mutually exclusive alternates, then

di < bj ∀i ∈ {l : al < aj}

and

max{di, aj}+ pj < ak ∀i ∈ {l : al < aj}.

Denote such j as ĵ.

Step 7: Set the latest time a request can start such that it ends before the

earliest starting time of the current request. That is,

LPTo[k] ← max{do[i], ao[ĵ]} ∀i ∈ {l : al < aĵ}.

Step 8: Include in the immediate predecessor set of the current request

PREDo[k], every request l such that al > aĵ which satisfies the

following conditions:

a. Latest ending time is greater than the latest possible start time

of its predecessors which was calculated in Step 7 (Theorem 5.3.1).

That is, do[l] > LPTo[k].

b. Requests o[l] and o[k] are not mutually exclusive alternates.

c. Latest ending time not greater than the earliest starting time

of the current request plus the maximum band length. That is,

do[l] ≤ ao[k] +MAXTOL.

d. The earliest starting time not greater than the begin time of the

current request. That is, ao[l] ≤ ao[k].
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e. Earliest end time not greater than the latest start time of the

current request (Theorem 3). That is, co[l] ≤ bo[k].

Step 9: If k ≤ n, go to Step 5.

B.2 Heuristic for Sequencing Requests

Step 1: Initialize the On-Schedule-Flags to zero for all requests. That is,

put FLAGj ← 0 for all j.

Step 2: Set the schedule generation period begin time to the earliest start-

ing time of all the bands. That is, put SGB ← min
j
aj.

Step 3: Set the schedule generation period end time to the latest ending

time. That is, put SGE ← max
j
dj.

Step 4: Define a fictitious request to represent the schedule period begin

time. Set its duration to a small value, for example, 0.1. Set its

earliest starting time to the schedule generation period begin time

minus the small value. Set its latest ending time to the sched-

ule generation period begin time. That is, put p0 ← 0.1, d0 ←

SGB, c0 ← SGB, a0 ← SGB − 0.1 and b0 ← SGB − 0.1.

Step 5: Define a fictitious request to represent the schedule period end time.

Set its duration to a small value, for example, 0.1. Set its earliest

starting time to the schedule generation period end time minus the

205



small value. Set its latest ending time to the schedule generation

period end time plus the small value. That is, pn+1 ← 0.1, an+1 ←

SGE, bn+1 ← SGB, dn+1 ← SGB + 0.1 and cn+1 ← SGB + 0.1.

Step 6: Set the benefit associated with each request. The appropriate ben-

efit for a request is the duration of the request if the objective is to

maximize the total time scheduled. The appropriate benefit is 1 if

the objective is to maximize the number of events scheduled. That

is,

πj ← pj if objective is to maximize time scheduled

πj ← 1 if objective is to maximize the requests scheduled

(Note that πj has value 0 for fictitious requests, and value equal to

that of the original request if j is an artificial mutually exclusive

alternate.)

Step 7: Determine the set of immediate predecessor requests for each re-

quest using the above procedure. That is, determine PREDj for

each j. (Note that since a fictitious request is added and it can

precede any request, PREDj is not empty for any j.)

Step 8: Order the requests in increasing order of earliest starting times and,

in case of ties, in increasing order of latest ending times. That is,

find o[1], o[2], . . . , o[n] such that

ao[1] ≤ ao[2] . . . ≤ ao[n]
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and

do[j] ≤ do[j+1] if ao[j] = ao[j+1].

(Note that n is the number of the original requests plus the number

of mutually exclusive alternates created for each original request.

In addition, there are two fictitious requests giving a total of n+2.

However, the index of the first and last fictitious requests are zero

and n+ 1 so the request indices are 0, 1, . . . , n+ 1.)

Step 9: Initialize the end time and the maximum cumulative benefit real-

ized through the completion of an event for the schedule generation

period begin time fictitious request. That is, put f0 ← SGB and

z0 ← 0.

Step 10: Set the current request to the first request in the above order. That

is, put k ← 1 and K ← o[k].

Step 11: Set the current request to the next request in the above order. That

is, put k ← k + 1 and K ← o[k].

Step 12: Determine the maximum cumulative benefit and the optimal prede-

cessor for the current request using the following algorithm. Define

zj as the maximum cumulative benefit realized through com-

pletion of the event for request j,

fj as the end time of the event for request j,

PREDj as the set of predecessors for request j,
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OPT (j) as the optimal predecessor for request j.

Find p ∈ PREDo[k] to maximize zo[k] such that

(i) fp ≤ bo[k],

(ii) the optimal predecessor chain for request p does not include a

mutually exclusive alternate for the current request,

(iii) p < o[k] (to make sure that zp is already defined).

Then put

zo[k] ← πo[k] + zp

fo[k] ← max{fp + po[k], ao[k] + po[k]}

OPT (o[k])← p.

Step 13: If k ≤ n, go to Step 11.

Step 14: Set the current request to the fictitious request representing the

schedule generation period end time. That is, put k ← n+ 1.

Step 15: Calculate the earliest starting time of the effective band for the

current request. That is, put EFF (ak)← fn+1 − pn+1.

Step 16: Calculate the latest ending time of the effective band for the current

request. That is, put EFF (dk)← fn+1.

Step 17: Initialize the earliest starting time of the effective band of the im-

mediate successor request. That is, put BSUCCR← EFF (ak).
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Step 18: Find the optimal immediate predecessor of the current request.

That is, put p← OPT (k).

Step 19: Go to Step 26 if the optimal immediate predecessor of the cur-

rent request is the schedule generation period begin time fictitious

request. That is, go to Step 26 if p = o[0].

Step 20: Set the On-Schedule-Flag for the optimal immediate predecessor of

the current request to 1. That is, put FLAGj ← 1.

Step 21: Set the earliest starting time of the effective band for the opti-

mal immediate predecessor of the current request. That is, put

EFF (ap)← fp − pp.

Step 22: Set the latest ending time of effective band for the optimal imme-

diate predecessor of the current request. That is, put EFF (dp)←

min{dp, BSUCCR}.

Step 23: Reset the earliest starting time of the effective band of the imme-

diate successor request. That is, put BSUCCR← EFF (ap).

Step 24: Set the current request to its optimal immediate predecessor. That

is, put k ← p.

Step 25: Go to Step 18.

Step 26: Stop. The sequence of scheduled requests described by On-Schedule-

Flags and the effective bands define the schedule.
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