
Copyright

by

Steven Wayne Peters

2013



The Dissertation Committee for Steven Wayne Peters
certifies that this is the approved version of the following dissertation:

Low-Overhead Cooperation to Mitigate Interference in Wireless

Networks

Committee:

Robert W. Heath, Jr., Supervisor

Jeffrey G. Andrews

Scott M. Nettles

Lili Qiu

Haris Vikalo



Low-Overhead Cooperation to Mitigate Interference in Wireless

Networks

by

Steven Wayne Peters, B.S.E.E.; B.S.Comp.Engr.; M.S.E.

DISSERTATION

Presented to the Faculty of the Graduate School of

The University of Texas at Austin

in Partial Fulfillment

of the Requirements

for the Degree of

DOCTOR OF PHILOSOPHY

THE UNIVERSITY OF TEXAS AT AUSTIN

May 2013



Dedicated to my parents and my nieces.



Acknowledgments

This dissertation is the end product of years of my learning from people who

have gone before, went alongside, and followed after me. Dr. Robert Rogers was in-

strumental in bringing me to the University of Texas at Austin and guiding me through

the Master’s program. Prof. Jeff Andrews taught me digital communications and gave

me confidence in my work. Prof. Robert Heath, my doctoral advisor, challenged me to

continue improving and provided me opportunities I wouldn’t have gotten elsewhere. I

enjoyed learning from and alongside each of my fellow WSIL members and would not

have made it through without their moral support, particularly from Robert Daniels, Kien

Truong, Ramya Bhagavatula, and Omar El Ayach.

v



Low-Overhead Cooperation to Mitigate Interference in Wireless
Networks

Steven Wayne Peters, Ph.D.

The University of Texas at Austin, 2013

Supervisor: Robert W. Heath, Jr.

Wireless cellular networks, which serve a large area by geographically partition-

ing users, suffer from interference from adjacent cells transmitting in the same frequency

band. This interference can theoretically be completely mitigated via transceiver coop-

eration in both the uplink and downlink. Optimally, base stations serving the users can

utilize high-capacity backbones. to jointly transmit and receive all the data in the network

across all the base stations. In reality, the backbone connecting the base stations is of

finite capacity, limiting joint processing to localized clusters. Even with joint processing

on a small scale, the overhead involved in sharing data between multiple base stations

is large and time-sensitive. Other forms of cooperation have been shown to require less

overhead while exhibiting much of the performance benefit from interference mitigation.

One particular strategy, called interference alignment (IA), has been shown to exploit all

the spatial degrees of freedom in the channel provided data cannot be shared among base

stations.

Interference alignment was developed for the multi-user interference channel to

exploit independent channel observations when all of the links in the network have high
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signal-to-noise ratio, and assumes all the nodes utilizing the physical resources are par-

ticipating in the cooperative protocol. When some or all of the links are at moderate

signal-to-noise ratio, or when there are non-cooperating users, IA is suboptimal. In this

dissertation, I take three approaches to addressing the drawbacks of IA. First, I develop

cooperative transmission strategies that outperform IA in various operationg regimes, in-

cluding at low-to-moderate SNR and in the presence of non-cooperating users. These

strategies have the same complexity and overhead as IA. I then develop algorithms for

network partitioning by directly considering the overhead of cooperative strategies. Par-

titioning balances the capacity gains of cooperation with the overhead required to achieve

them. Finally, I develop the shared relaying model, which is equivalent to the interfer-

ence channel but with a single multi-antenna relay mediating communications between

transceivers. The shared relay requires less overhead and cooperation than interference

alignment but requires added infrastructure. It is shown to outperform conventional re-

laying strategies in cellular networks with a fixed number of total relay antennas.
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Chapter 1

Introduction

The proliferation of computers and networking have brought an age of instanta-

neous access to information. IBM estimates that nearly 5 exabytes of data were generated

per day in 2011 [1], and convenient access to information is vital to success in just about

every aspect of the human experience. Wireless communication has taken the lead role

of providing convenient access to the world’s information, and as a result mobile sub-

scriptions outnumber fixed wired data subscriptions globally [2]. As the total amount of

data increases along with the total number of devices providing access to that data, global

wireless data traffic is expected to grow by a factor of 13 between 2012 and 2017, with

more mobile devices than people by the end of 2013 [3].

Supply of wireless data has thus far been able to meet demand by reducing the

average distance between a mobile device and its servicing base station, increasing band-

width, and increasing spectrum efficiency. As engineers have devised more efficient

methods to send data over wireless links, and Moore’s Law has provided the capability

to perform more sophisticated signal processing, the practical capacity of point-to-point

links may be reaching its limits [21]. Wireless devices, however, do not operate in an

isolated point-to-point environment, however. Researchers have shown that allowing de-

vices to cooperate by jointly designing signals, network performance can be drastically
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improved and interference can be mitigated. Several technical hurdles remain before this

theory becomes practical. In this dissertation, I investigate practical forms of wireless de-

vice cooperation with the goal of increasing system capacity and meeting future wireless

data demands. I develop a suite of algorithms to adapt between cooperative and non-

cooperative approaches based on network state information, and derive suboptimal yet

computationally tractable approaches to cooperating in wireless networks.

1.1 Interference in Wireless Systems

To provide wireless broadband service to a large, densely populated area, service

providers typically divide the region into cells, each of which is serviced by a single base

station. The base station serves all the users in its cell, and has a high speed (often wired)

backbone connecting it to the provider’s network and the Internet. Cells are kept small to

minimize transmit power and maximize system capacity, and gaps in service are avoided

by overlapping cells geographically.

In such a scenario, we can identify five primary sources of interference: inter-

ference generated from network devices within a given cell, interference generated from

network devices outside of the cell, interference generated from hardware imperfections

within the device itself, interference generated from man-made devices not licensed to

operate in the given portion of the spectrum (e.g., illegal jammers), and interference gen-

erated from naturally occuring processes (e.g., solar flares). The most problematic sources

of interference in licensed commercial cellular networks are other devices in the network.

Since electromagnetic radiation at radio frequencies (RF) propagates as a wave,

the borders between two cells are not clearly defined in practice. Thus, if base stations in

2



two adjacent cells are operating in the same portion of the spectrum, a mobile device in

one of the cells is likely to receive interference from the other. This interference is known

as inter-cell interference and is the main focus of this dissertation. Interference generated

from network devices inside of a cell can typically be coordinated by the base station using

multiple access techniques such as single-carrier frequency domain multiple access (SC-

FDMA) [71] or multi-user multiple-input multiple-output (MU-MIMO) [29], as is done in

the 3rd Generation Partnership Project (3GPP) Long Term Evolution (LTE) standard [31].

Interference generated from unlicensed devices cannot be mitigated with user cooperation

and is typically more of a concern in defense networks [68]. Interference generated from

hardware imperfections can be problematic but addressable using statistical methods [72].

From a wireless engineer’s perspective, a cellular network is interference-limited

because the interference power is significantly larger than the thermal noise power, es-

pecially for devices located near the cell edges. In such networks, increasing transmit

power provides diminishing gains in system capacity since increasing the transmit power

in one cell increases the interference power in another. Physical layer design for mobile

networks is largely a matter of how much interference can be tolerated.

Conventional strategies for mitigating network interference can be broadly grouped

into either transceiver or architectural approaches. Transceiver approaches are illustrated

in Figure 1.1, where strategies are grouped by the layer where their implementation is

most significant. Architectural approaches include frequency reuse (both conventional

and fractional), cell miniaturization (e.g., pico- and femto-cells [15]), and distributed an-

tenna systems [39]. These strategies can be used in combination to improve network

interference conditions. For example, power control and intelligent scheduling can be

3
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PHY

RF

IntelligentOscheduling
Adaptation/feedback
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DirectionalOantennas

Figure 1.1: Examples of non-cooperative transceiver-based interference mitigation strate-
gies.

combined with varying levels of sophistication to reduce the probability that users are

experiencing significant interference from adjacent cells.

1.2 Cooperative Interference Mitigation

Each of the conventional strategies outlined in the previous section treat interfer-

ence as an unfortunate yet necessary burden on the network that is to be avoided as much

as possible while still ensuring desired signal levels are maintained. The information-

theoretically optimal strategy, however, is to enable the base stations to cooperate in both

the uplink and downlink [45]. In this manner, energy that is normally treated as interfer-

ence can instead be treated as part of the signal, and therefore exploited to ensure the most

reliable communication possible with the highest system capacity. This strategy is known

by several names, including base station coordination, coordinated multi-point (CoMP),

and network MIMO, the latter of which will be adopted in this dissertation.

Optimal network MIMO requires coordination of all base stations serving all

users, which is infeasible in a non-trivial network due to the amount of data and chan-

4



Maximize Sum 
Capacity

Figure 1.2: In a fundamental form of cooperative transmission, a 2-antenna base station
transmits to two single-antenna users to optimize the sum capacity of the network rather
than the individual capacity.

nel state information required to be shared with negligible delay among the base stations.

One important takeaway from network MIMO is that extra antennas, if utilized prop-

erly, can mitigate interference while increasing system capacity, whether the antennas

are co-located or not. When the antennas are not co-located at a single transceiver, then

any approach that jointly designs the transmission or reception strategies of the different

transceivers is deemed a cooperative strategy. The most basic example of this principle is

multiuser MIMO, or MU-MIMO. Consider Figure 1.2, where a two-antenna base station

is transmitting simultaneously in time and frequency to two separate single-antenna users.

Rather than maximizing the data rate delivered to any single user, the base station deliv-

ers a sub-optimal rate to each user simultaneously, with each message arriving without

interference from the other user’s signal. This approach aims to maximize the sum of the

5



rates of the two users, rather than the rate of any specific user.

Cooperation encompasses a broad variety of approaches that aim to enhance sys-

tem performance rather than that of an individual link. In this dissertation, I will consider

two cooperative strategies that have recently garnered significant attention from the wire-

less research community: interference alignment (IA) and relaying. I focus on IA because

its capacity scaling is optimal in networks where transceivers cannot share data (as they

do when performing network MIMO), and I focus on relaying because relays are consid-

ered a cost-effective way to increase system capacity without having to provide an extra

wired backhaul to the transceiver. The next two sections describe the basics of IA and

relaying, and more detailed background is provided in Chapter 2.

1.2.1 Interference Alignment

While IA was first applied to the MIMO X channel [66, 67], its most ground-

breaking results occurred when it was applied to the interference channel, where it was

shown to achieve a capacity scaling that was linear with the number of user pairs in the

network [11]. That is, wireless networks with sufficient resources are not interference-

limited, even without network MIMO. To understand interference alignment, it is helpful

to first become familiar with the K-user MIMO interference channel, illustrated in Fig-

ure 1.3. In this model, there are K transmitters and K receivers. The kth transmitter

has a message intended solely for the kth receiver. Users are able to synchronize in time

and frequency and share channel state information, while sharing of data symbols is not

considered practical in this model because of a lack of a wired backbone between the

transceivers. While a conventional approach to the interference in such a model would
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divide resources orthogonally, IA allows each user to communicate interference-free in

the same portion of the spectrum at the same time. All of the transmitters and receivers

participate in a protocol that decides the exact precoders each transmitter should use in its

multiple-antenna communication. The IA precoder for user k will depend on the chan-

nel matrices for all the other user pairs, and while the transmitter generally cannot steer

a null towards all the other users, it can force its interference into an interference sub-

space at each of the other receivers. When all of the interference lies in a subspace of a

user’s receive space, then the rest of the dimensions can be utilized for the desired signal,

interference-free.

The key result of interference alignment is that, provided a certain relationship

between the number of users and the number of antennas per user is met, system capacity

scales linearly with the number of users. The challenge, however, is that closed-form

solutions for IA precoders and equalizers have been found only in a few special cases [11].
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Figure 1.3: The K-user MIMO interference channel.
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Figure 1.4: The general shared relay channel is similar to the MIMO interference chan-
nel with a multi-antenna relay and the direct links ignored. The first hop is the MIMO
multiple access channel (MAC) and the second hop is the MIMO broadcast channel (BC).

Furthermore, while IA is an achievable strategy towards interference-free operation, it is

not sum-capacity optimal at finite SNR. Finally, the overhead involved in setting up a

synchronous network and sharing channel state information while computing precoders

and equalizers may cancel out any theoretical achievable rate gains IA can provide.

1.2.2 Shared Relaying

A shared relay, as originally proposed in [99], is a relay that is the subordinate

of multiple base stations—the base stations share the relay. Shared relaying has distinct

advantages over a conventional relaying model, where a relay is only associated with one

base station. The relay hasKM antennas, whereM is the number of base station antennas

serving each sector, and K is the number of base stations sharing the relay. For simplicity

in our analysis, M = 1, but the model is readily extendable to M > 1. Figure 1.5 shows

a typical configuration for a shared relay under the general cellular model presented in

Section 3.2. The relay is placed at the corner of three adjacent cells (hence K = 3, so that
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Figure 1.5: Models of systems using shared relays with (a) frequency reuse factor of 6 or
(b) frequency reuse factor of 1.

each base station has a sector pointing directly at the shared relay.

By placing many antennas at the shared relay, interference can be canceled in

both hops of communication. The shared relay behaves as a coordination of many single-

antenna relays, and thus alleviates the need for coordination among base stations. The

shared relay achieves much of the capacity gain of base station coordination without

the need for expensive information-passing between distributed base stations. Downlink

communication occurs in two time slots (since we assume no base station coordination,

even among sectors, the uplink analysis is identical to that of the downlink with lower

transmit power at the mobile). In the first hop, the relay receives from multiple base

stations, using MIMO multiple access principles, and capacity can be achieved via mul-
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tiuser detection at the relay. That is, no coordination is necessary among the base stations

beyond transmit frame synchronization.

Now that the relay has decoded signals for each of the users it is serving, it can

transmit the signals to the mobiles in the second hop at a different rate than the first hop.

It thus re-encodes the received vectors into another vector at the highest rate the second

hop can support. Note that this is the MIMO broadcast channel, and its capacity can be

achieved by performing an LQ factorization on the aggregate channel matrix, performing

dirty paper coding on the interfering signals, and waterfilling over the signals [96]. To

maximize the full link sum rate, the time sharing between first and second hop must be

carefully optimized since the relay communicates in half-duplex mode. The user receives

only its signal from the relay, plus interference from the external interferers (but not post-

processing interference from the other users served by the shared relay). In effect, the

shared relay channel is derived from the interference channel, but with a MIMO relay

placed between transmitters and receivers, as illustrated in Figure 1.4. The complexity of

interference alignment, which is distributed among the users, is now centralized at a single

transceiver which communicates with all the relevant nodes. Although the shared relay

was introduced in a standards contribution, the system model had not been developed and

its performance has not been characterized relative to conventional relay models prior to

my analysis.

1.3 Thesis Statement

Cooperative strategies, when designed with complexity and overhead in mind,

improve wireless network performance in the face of intra-network interference.
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1.4 Contributions

The contributions of this dissertation fall into three categories:

• Cooperative algorithms for the MIMO interference channel: I propose three

generalizations of IA for the multiple-antenna interference channel with multiple

users that account for colored noise, which models uncoordinated interference.

First, a minimum interference plus-noise leakage (INL) algorithm is presented and

shown to be equivalent to previous subspace methods when noise is spatially white

or negligible. This algorithm results in orthonormal precoders that are desirable for

practical implementation with limited feedback. A joint minimum mean square er-

ror design that jointly optimizes the transmit precoders and receive spatial filters is

then proposed, whereas previous designs neglect the receive spatial filter. Finally,

a maximum signal-to-interference-plus-noise ratio (SINR) algorithm is developed

and proven to converge, unlike previous maximum SINR algorithms. The sum

throughput of these algorithms is simulated in the context of a network with unco-

ordinated cochannel interferers that are not participating in the alignment protocol.

I show that a network with cochannel interference can benefit from employing pre-

coders that are designed to consider that interference, while in extreme cases, such

as when only one receiver has a large amount of interference, ignoring the cochan-

nel interference is advantageous.

• User partitioning of interference channels with overhead: I study the effects of

overhead on multiple-antenna interference channels, accounting for general over-

head as a function of the number of users and antennas in the network. The model
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includes both perfect and imperfect channel state information based on channel

estimation in the presence of noise. Three low-complexity methods are proposed

for reducing the impact of overhead in the sum network throughput by partitioning

users into orthogonal groups. The first method allocates spectrum to the groups

equally, creating an imbalance in the sum rate of each group. The second proposed

method allocates spectrum unequally among the groups to provide rate fairness.

Finally, geographic grouping is proposed for cases where some receivers do not ob-

serve significant interference from other transmitters. For each partitioning method,

the optimal solution not only requires a brute force search over all possible parti-

tions, but also requires full channel state information, thereby defeating the purpose

of partitioning. I therefore propose greedy methods to solve the problems, requiring

no instantaneous channel knowledge. Simulations show that the proposed greedy

methods switch from time-division to interference alignment as the coherence time

of the channel increases, and have a small loss relative to optimal partitioning at

moderate coherence times.

• Development and analysis of the shared relay model: I analyze the performance

of several emerging relay strategies in the context of interference-limited cellular

systems: one-way relays, two-way relays, and shared relays, which are developed

formally for the first time. The performance benefits of each relay strategy as a

function of location, sectoring, and frequency reuse is compared with local base

station coordination. Shared relaying is shown to approach many of the gains of

local base station coordination at reduced complexity, while two-way relaying fur-

ther reduces complexity but only works well when the relay is very close to the
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mobile device. Frequency reuse of one, where each sector and cell reuses the same

spectrum, is shown to have the highest network throughput. Simulations with real-

istic channel models provide performance comparisons that reveal the importance

of interference mitigation in multihop cellular networks.

1.5 Organization

Chapter 2 provides a survey of related work, including previous results and recent

results from other researchers extending my work. In Chapter 3, I design cooperative

algorithms for the MIMO interference channel that provide higher sum rates at finite SNR

than IA in various environments. In Chapter 4, I analyze the effect of overhead on the

MIMO interference channel and the operating regions where cooperative algorithms are

beneficial to non-cooperative algorithms. In Chapter 5, I develop the shared relay model

and analyze its performance in a cellular network relative to the one-way and two-way

non-shared relay models. Chapter 6 presents conclusions to the work and directions for

future work.

1.6 Notation

This dissertation uses the following notation. The log refers to log2. Bold upper-

case letters, such as A, denote matrices, bold lowercase letters, such as a, denote column

vectors, and normal letters such as a denote scalars. The letter E denotes expectation,

min{a, b} denotes the minimum of a and b, |a| is the magnitude of the complex number

a, and ‖a‖ is the Euclidean norm of vector a. Notations relevant to different contributions

are included in their respective chapters.
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Chapter 2

Related Work

This chapter summarizes research related the work presented in this dissertation

in the areas of the MIMO interference channel, interference alignment, and shared relay-

ing. This covers prior work as well as research that extends the results presented in this

dissertation. Section 2.1 discusses interference alignment, and Section 2.2 presents prior

work on shared relaying.

2.1 Interference Alignment

Breakthrough work on interference channels has shown that, theoretically, the

capacity of such networks increases linearly with the number of transmit/receive pairs in

the network [11, 30]. In particular, by intelligently precoding the transmitted symbols,

all the interference can be forced into a subspace of the received space at all receivers

simultaneously. This precoding operation is called interference alignment (IA).

Alternative IA precoder designs have been proposed for the single-antenna inter-

ference channel with time or frequency selectivity [17, 98]. Algorithms exploiting time

or frequency can achieve K/2 degrees of freedom in the interference channel but demand

more bandwidth or delay for more users and assume an unlimited amount of time or fre-

quency diversity to provide independent channels for alignment. Interference channels
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where precoding can only be done over one transmission slot are said to have constant

or static coefficients. For this case, which makes the fewest assumptions about channel

structure or resource availability, the achievable degrees of freedom was unknown after

initial studies of IA. In [80], I use a novel algorithm to compute an achievable degrees of

freedom using linear precoding, showing that the degrees of freedom do not scale linearly

with the number of users in this case. Three years later, this result was proven mathmati-

cally [87,109,117], Non-linear precoding might achieve KM/2 degrees of freedom with

M antennas at each transmitter and receiver [30, 69].

The MIMO interference channel is challenging because closed form solutions

have only been found in a few special cases [11]. Algorithmic techniques, such as al-

ternating minimization [19], have been proposed to find precoders and explore possible

degrees of freedom for the general case [32, 33, 80]. Such algorithms are promising both

for their ability to provide precoder solutions in a practical setting and their flexibility

in application to arbitrary networks for which closed-form solutions are unknown. The

subspace algorithms of [32, 33, 80], however, still use alignment as the main objective,

which is asymptotically optimal for the interference channel but has suboptimal through-

put at finite SNR and other regimes. They also neglect colored noise, possibly caused

by co-channel interference from outside the coordinating nodes. A maximum-SINR al-

gorithm was proposed in [33], but this algorithm does not optimize a global objective,

assumes white Gaussian noise, and is not shown to converge. Closed-form IA precoders

and achievable degrees of freedom for MIMO interference channel with infinitely selec-

tive channels have also been found for some asymmetric antenna arrangements [34], but

are not generally applicable to practical channels with arbitrary antenna allocations and
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finite bandwidth.

Although IA can achieve a linear rate scaling with the number of users in a net-

work, achieving the optimal scaling requires network channel state information (CSI)

when designing the precoders. In particular, with only two users, previous work has

shown a loss in capacity scaling with signal-to-noise ratio (SNR) when channel coeffi-

cients are not known at the transmitters [41, 123]. Other work has studied IA with statis-

tical channel state information [47] or for other channel models [35]. Iterative algorithms

have been proposed that can run in a distributed fashion requiring only local channel state

information at each node [32, 80, 81]. Such algorithms trade feedback overhead for the

overhead of iterating over the wireless medium. Previous work has shown that the num-

ber of total feedback bits for interference alignment scales as the square of the number

of users in the network [104]. This is because the total number of wireless links grows

with the square of the number of users in the network. CSI at the transmitter can also

be obtained through reciprocity, which requires calibration [36]. Such a procedure trades

feedback overhead for calibration and extra training overhead.

Beyond the requirement of CSI when designing precoders, there is no prior work

analyzing the interference channel without channel state knowledge at the receivers. All

current methods for maximizing degrees of freedom (DOF, the pre-log factor in the sum

capacity term related to the total number of spatial streams in the network) for the inter-

ference channel require channel training and estimation at each node even if no feedback

mechanism is employed. The requirement of CSI, even if only at the receivers, may still

dominate communication in an interference channel with many users, since training is

known to effectively reduce the degrees of freedom of a point-to-point link [38]. With
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low-to-moderate coherence times, the training required to estimate the K2 wireless chan-

nels in a K-user MIMO interference channel can last nearly as long as the coherence

time, leaving a very short amount of time for IA transmission before the CSI becomes

stale. Time and frequency synchronization among all nodes is also required for interfer-

ence alignment adding to the overhead burden of the network.

To mitigate the domination of scaling overhead in large interference channels,

prior work has considered clustering in a cellular network based on spatial proximity [106,

108], but this clustering is done without optimization and does not consider overhead.

Others have considered the impact of imperfect CSI on the achievable sum rate of inter-

ference alignment [105], but considered only the case where all links have the same chan-

nel estimation error. The number of bits of limited feedback desired for single-antenna

interference alignment was investigated in [104]. Overhead due to training was neglected

in both cases.

To optimize the performance of networks without channel state information at the

transmitters, researchers have consider the MIMO broadcast channel, which can be inter-

preted as equivalent to the MIMO interference channel with perfect coordination of the

transmitters, and find that without any instantaneous or statistical knowledge about the

channel, time division multiple access achieves the maximum degrees of freedom [42,

111]. Such work makes the assumption that the network is operating in an environment

where feedback overhead will dominate, and the total IA throughput will be smaller than

a suboptimal strategy with no feedback. This assumption is valid in quickly varying

channels. The overhead conditions are not quantified. This dissertation, specifically

Chapter 4, makes no such assumption and instead addresses the question, “how much
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overhead makes IA infeasible?” The question has not been addressed in the literature,

and its answer is unclear. With very static channels, we can dedicate long training se-

quences to generate high-fidelity training estimates that will be accurate for a long period

of time. Further, with quickly varying channels, obtaining a large amount of channel in-

formation is infeasible. For all the cases between these two extremes, the overhead must

be quantified.

Since the original publication of my IA contributions [80, 81, 83] presented in

Chapters 3 and 4, researchers have extended the basic idea that the network design must

be performed with overhead in mind. For example, the authors of [24] optimize the

length of training and feedback to maximize the network sum throughput. More recently,

researchers have developed allocation strategies where feedback does not provide the

entire channel state [20]. Researchers have also extended IA precoding algorithms to

cellular models that do not map exactly to the MIMO interference channel [101], and

developed maximum sum-rate algorithms [91].

2.2 Shared Relaying

The Third Generation Partnership Program’s Long-Term Evolution Advanced (3GPP-

LTE-Advanced) group is developing a new standard for mobile broadband access that will

meet the throughput and coverage requirements of a fourth generation cellular technol-

ogy [77]. One of the main challenges faced by the developing standard is providing high

throughput at the cell edge. Technologies like MIMO (multiple input multiple output),

OFDM (orthogonal frequency division multiplexing), and advanced error control codes

enhance per-link throughput but do not inherently mitigate the effects of interference.
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Cell edge performance is becoming more important as cellular systems employ higher

bandwidths with the same amount of transmit power and use higher carrier frequencies

with infrastructure designed for lower carrier frequencies [115]. One solution to improve

coverage is the use of fixed relays, pieces of infrastructure without a wired backhaul con-

nection, that relay messages between the base station (BS) and mobile stations (MSs)

through multihop communication [9, 58, 60, 74, 75, 85, 94, 100, 113].

Many different relay transmission techniques have been developed over the past

ten years. The simplest strategy (already deployed in commercial systems) is the ana-

log repeater, which uses a combination of directional antennas and a power amplifier

to repeat the transmit signal [23]. More advanced strategies use signal processing of

the received signal. Amplify-and-forward relays apply linear transformation to the re-

ceived signal [70, 78, 102] while decode-and-forward relays decode the signal then re-

encode for transmission [57]. Other hybrid types of transmission are possible including

the information-theoretic compress-and-forward [56] and the more practical demodulate-

and-forward [16]. In research, relays are often assumed to be half-duplex (they can either

send or receive but not at the same time) or full-duplex (can send and receive at the same

time) [7]. While full-duplex relays are under investigation, practical systems are consid-

ering half-duplex relay operation, which incur a rate penalty since they require two (or

more timeslots) to relay a message. Two-way relays avoid the half-duplex assumption by

using a form of analog network coding that allows two messages to be sent and received

in two time-slots [86]. Relaying has been combined with multiple antennas in the MIMO

relay channel [61, 112], and the multiuser MIMO relay [13]. Despite extensive work on

relaying, prior work has not extensively investigated the impact of interference as seen
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in cellular systems. One exception is [124], which utilizes resource allocation to avoid

interference. Conversely, this paper considers exploiting the interference using increased

spatial dimensions via extra antennas at the relay.

The first commercial wireless network to incorporate multihop communication

was IEEE 802.16j [79]. Its architecture constrained the relays to being served by a single

base station and allowed them to communicate in only one direction at a time (i.e., either

uplink or downlink). From a design perspective, unfortunately, IEEE 802.16j had several

restrictions that drastically limited its capability, e.g. the transparent mode that supports

relaying-ignorent mobile subscribers. Further, the relays were not designed to specifi-

cally mitigate interference. Consequently, future standards may consider more sophisti-

cated relay strategies and thus may expect larger performance gains from the inclusion of

relaying.

Researchers are considering more advanced relaying architectures for future wire-

less broadband standards. The coverage and throughput gains for an OFDMA network

have been numerically analyzed using both idealized terrain [22] and ray tracing software

applied to particular urban areas [44, 93]. The types of relaying strategies considered

in these papers were relatively simple, considering only one-way single-antenna decode-

and-forward relaying.

Since the original publication of my relaying contributions [84] presented in Chap-

ter 5, engineers have incorporated relaying into the latest broadband standards [62], ex-

tended the shared relay model [76], improved precoder design [54], and developed schedul-

ing and resource allocation strategies [59].
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Chapter 3

Cooperative Algorithms for the MIMO Interference
Channel

3.1 Introduction

Interference alignment has been shown to achieve the maximum capacity scal-

ing, also known as degrees of freedom, of the K-user interference channel, but at finite

transmit power it offers suboptimal achievable sum rate. Consequently, there is interest in

finding precoders for the interference channel that relax the perfect alignment constraint

with the objective of obtaining better nonasymptotic sum rate performance.

In this chapter I propose several alternative linear precoding designs for MIMO

interference channels. While maximizing the sum rate is the primary objective, we do not

directly maximize sum rate due to analytical intractability. Instead we approximate a sum

rate maximization via algorithms with varying performance and complexity tradeoffs.

First, we derive a generalization of subspace alignment that includes colored noise, which

biases the preferred alignment subspaces. The resulting objective, which minimizes the

interference plus noise leakage (INL), results in orthogonal precoders amenable to quan-

tized CSI. This algorithm is shown to be a special type of minimum mean squared error

(MMSE) design, and at high SNR or white noise at all receivers is shown to reduce to

the IA subspace methods of [32, 80]. From this, interference alignment is shown to be an
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MMSE-type solution at infinite SNR, where interference-suppression filters are optimal.

As with previous forms of interference alignment, the proposed minimum INL algorithm

does not consider the signal power at any given user and is thus suboptimal with finite

transmit power. Further, this algorithm and previous designs derive precoders but neglect

receiver design, which could be optimized jointly with the precoders.

Inspired by the connection between mutual information and mean-square error [37],

we derive an explicit joint MMSE precoder/receiver design for the interference channel.

Although it does not directly maximize the sum rate, the joint-MMSE design results in

a higher sum rate than subspace methods. It does not lead to orthonormal precoders,

making quantized feedback design more difficult. The MMSE design is shown to be a

generalization of previous approaches for point-to-point and multiuser settings [89, 90,

103, 114, 121]. Further, the design is more computationally complex and requires more

iterations at high SNR than subspace designs. MMSE-based designs have also recently

been developed independently in [92, 97].

To more directly optimize the sum rate we formulate a maximum SINR algorithm,

which is proven to converge via alternating minimization of a global performance func-

tion. The maximum SINR algorithm derived in [32] is shown to be an approximation

to the one derived in this chapter. On average, the two are shown to have the same per-

formance, but for any given channel realization may result in different sum rates. This

design often has increased throughput relative to MMSE and subspace approaches, but

finds nonorthogonal precoders and requires more channel state information if run in a

distributed manner.

In summary, this chapter proposes three algorithms that span the tradeoff between
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performance and complexity for the static MIMO interference channel. The minimum

INL algorithm has the same complexity as previous work but has improved performance

when colored noise exists at any receiver. The joint-MMSE design has further rate en-

hancements regardless of the noise covariance matrices but has a computationally more

complex optimization and non-orthogonal precoders. The maximum SINR design has

the best overall performance of all proposed strategies (in most cases, as shown in the

simulations), but requires more channel state information than the previous designs and

also results in non-orthogonal precoders which are difficult to quantize in a practical set-

ting [64]. The proposed algorithms are then simulated alongside existing methods in

regimes previously unconsidered in the literature. For example, the algorithms are sim-

ulated in an environment with an uncoordinated interferer that is not participating in the

alignment protocol. This colors the noise at each receiver, and if its power is scaled with

the rest of the transmitters, resulting in reduced capacity scaling. Each of the algorithms

can outperform the others in different regimes, and each of these regimes is simulated and

enumerated.

The rest of this chapter is organized as follows: Section 3.2 presents the system

model under consideration; Section 3.3 presents the new MMSE and INL algorithms and

derives a maximum SINR algorithm with proven convergence and analyzes each of the

methods; Section 3.4 presents simulations under uncoordinated interference and colored

noise; and Section 3.5 concludes the chapter.

Before proceeding, we introduce notation. The log refers to log2. Bold upper-

case letters, such as A, denote matrices, bold lowercase letters, such as a, denote column

vectors, and normal letters a denote scalars. The letter E denotes expectation, C is the
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complex field, R{a} is the real component of complex scalar a, min{a, b} denotes the

minimum of a and b, νRmin (A) is the matrix whose columns are the eigenvectors corre-

sponding to the R smallest eigenvalues of matrix A, tr (A) is the trace of matrix A, |a|

is the magnitude of the complex number a, ‖a‖ is the Euclidean norm of vector a, and

|A| is the determinant of square matrix A. A∗ is the Hermitian transpose of matrix A

and A−1 is its inverse. The matrices I and 0 are the identity matrix and all zero matrix,

respectively, of appropriate dimension. Finally, we use {F`} when referring to the set of

precoders and F` when referring to the precoder at transmitter `, and similarly for receive

spatial filters {Gk}.

3.2 System Model

Consider the K-user MIMO interference channel illustrated in Figure 3.1, with

K transmit-receive pairs. A wireless channel links each receiver to each transmitter, but

a given transmitter only intends to have its signal decoded by a single receiver. The

kth transmitter possesses Mk antennas with which to transmit Sk ≤ Mk spatial streams,

and the kth receiver (which is to decode the signal from the kth transmitter) possesses

Nk ≥ Sk antennas. In some analysis and simulations, all users will have the same antenna

configurations so thatMk = M,Nk = N , and Sk = S,∀k; we denote this symmetric case

as an (M,N,K) interference channel with S streams per user.

This chapter considers the narrowband MIMO interference channel where each

link is static for the duration of a transmission, but may change between successive trans-

missions. This is the block fading model where all the links in the network are constant for

the period of transmission, creating a tractable approximation to more realistic continu-
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Figure 3.1: The MIMO interference channel. Each transmitter is paired with a single
receiver, and all links are non-negligible.

ous fading models. Linear precoding is done independently over each channel realization,

favoring simplicity over the possible degrees of freedom gained by jointly precoding over

realizations. This is the same model as previous work on algorithms for the interference

channel [32,33,80]. The transmission of allK users is synchronized such that each begins

and ends each transmission simultaneously, and no frequency offsets exist in the network.

We therefore take the standard approach [32,80] and focus on the transmission of a single

vector symbol sk from transmitter k ∈ {1, . . . , K}, neglecting any time dependency.

Transmitter k uses linear precoder Fk ∈ CMk×Sk to map Sk symbols in sk to its

Mk transmit antennas,

xk = Fksk, (3.1)
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where the transmitted symbols are i.i.d. such that Esks
∗
k = I, the precoder is normalized

such that ‖Fk‖2
F ≤ ρk, and ρk is the transmit power at transmitter k. Receiver k observes

the signal

yk =
K∑
`=1

Hk,`F`s` + vk, (3.2)

where Hk,` is the channel between transmitter ` and receiver k and vk is Gaussian noise

at receiver k with spatial covariance matrix Rk = Evkv
∗
k. For the analysis in this chap-

ter I assume that the channels {Hk,`} are each full rank and mutually independent, the

transmitters send independent data (Esks
∗
` = 0 for k 6= `) and all transmitted sig-

nals are statistically independent from the noise at any receiver (Es`v
∗
k = 0 for all

(k, `) ∈ {1, . . . , K}2). No assumptions are made on the noise power or covariance at

any receiver. Rewriting (3.2), receiver k sees

yk = Hk,kFksk +
K∑
`=1
`6=k

Hk,`F`s` + vk. (3.3)

The vector sk is the signal to be decoded by receiver k, and the summation term in (3.3)

is called coordinated interference, since it is caused by transmitters that may coordinate

to minimize its effect. Once the precoders are designed, the instantaneous sum rate of the

system is

Rsum =
K∑
k=1

log
∣∣∣I + R̃−1

k Hk,kFkF
∗
kH
∗
k,k

∣∣∣ , (3.4)

where

R̃k = Rk +
K∑
`=1
`6=k

Hk,`F`F
∗
`H
∗
k,` (3.5)

is the interference plus noise covariance matrix at receiver k. The instantaneous sum

rate is an important metric for multiuser systems because of its ability to capture the
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total network throughput in a single scalar. Notice that Rsum assumes ideal non-linear

decoding of the signal. Although the proposed algorithms of Section 3.3 will design linear

processing matrices that can form a part of a linear receiver design, they serve mainly to

simplify the optimization and design of the precoders. Design of high performance linear

receivers is left to future work, except for the MMSE design presented in Section 3.3.3.

Thus for fair comparison, the sum rate equations assume an ideal decoding for all precoder

designs.

Previous authors have shown that KM/2 spatial degrees of freedom are achiev-

able in an (M,M,K) interference channel Degrees of freedom d is

d = lim
SNR→∞

Csum (SNR)

log SNR
, (3.6)

where Csum is the sum capacity of the network, rather than the sum rate for our linear

precoding model presented in (3.4).

The key idea of interference alignment is to make
∑

` 6=k S` interferers appear as

Nk−Sk interferers at receiver k for each k by having them span a subspace of dimension

Nk − Sk of the Nk-dimensional receive space. Mathematically,

∑
` 6=k

Hk,`F` =

Nk−Sk∑
i=1

aic
(i)
k ,∀k, (3.7)

where {c(i)
k } are basis vectors for the subspace at receiver k in which all interference must

lie. Then receiver k can then resolve its Sk streams with a linear receiver interference-

free [11]. For the three user interference channel it is possible to directly find closed-form

solutions to {F`}. for any S ≤ M/2. Such solutions for obtaining KM/2 degrees

of freedom, however, in the (M,M,K) interference channel with K > 3 users do not
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appear to be possible. Closed-form solutions, even for a reduced multiplexing gain, are

unknown [118] except in special cases [109]. A viable alternative for the general case

are alternating minimizations. The next section reviews the existing designs and proposes

new algorithms for finding high-rate solutions at finite-SNR in the MIMO interference

channel.

3.3 Iterative Algorithms Via Alternating Minimization

This section presents iterative solutions for precoders in the MIMO interference

channel using an alternating minimization to solve various optimization objectives. This

section proposes three new metrics which aim to approximate a sum rate maximization

with better finite-SNR rates than previous work.

The algorithms presented may be implemented in a distributed or centralized man-

ner similar to [80]. These algorithms share a common structure. Each algorithm is de-

signed to optimize a global objective J that incorporates the performance of each data link

in the network. The objective is a function of the precoders {F`}, the channels {Hk,`}

between all nodes1, and a processing matrix at each receiver, the structure of which will

vary across designs2. The free variables are the K precoders and K receive processing

matrices.

A closed-form solution for a global optimization of any of the objectives in this

1Some of the algorithms will not make use of the data links, instead focusing on minimizing post-
processing interference.

2These matrices are not necessarily designed to function as spatial equalizers, instead serving mainly to
simplify the design and optimization of the precoders. With the exception of our joint-MMSE algorithm,
design of high performance linear receivers is left to future work.
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section is unknown. We therefore turn to an alternating minimization3 approach for the

2K variables [19]. In general, an alternating minimization arbitrarily initializes 2K − 1

variables and, assuming these variables are fixed, solves for the remaining one. It stores

this solution, and moves to another variable, finding a new solution for it assuming the rest

of the variables are fixed. Each variable in turn is solved for during each iteration. Note

that this procedure is convenient only if there is a simple or even closed-form solution for

each of the variables assuming the rest are fixed. Finally, for each of the designs, with

the exception of the proposed maximum SINR design, the precoders may be derived in

parallel, since their solutions at any step of the algorithm do not depend on each other.

3.3.1 Subspace Optimization

A direct algorithm for the interference channel inspired by interference align-

ment [11] is to precode the signal at transmitter ` such that the coordinated interference

caused by transmitter ` at receiver k 6= ` is nearly orthogonal to a subspace (with or-

thonormal basis Φk) of its receive space [32, 80]. This subspace is then jointly designed

along with the precoders to optimize an appropriate cost function. One way of performing

this optimization is to minimize the total “leakage interference” [32] that remains at each

receiver after attempting to cancel the coordinated interference by left-multiplication with

Φ∗k for each k. The global function to optimize is thus

JIA =
K∑
k=1

E

∥∥∥∥∥∥∥Φ∗k
K∑
`=1
`6=k

Hk,`F`s`

∥∥∥∥∥∥∥
2

F

. (3.8)

3Alternating maximizations can be converted into alternating minimizations, so we focus on alternating
minimization.
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The expectation in JIA and all subsequent analysis is over sk (and vk where applicable),

k ∈ {1, . . . , K}. Evaluating the expectation and exploiting independence of the signals,

JIA =
K∑
k=1

K∑
`=1
`6=k

‖Φ∗kHk,`F`‖2
F , (3.9)

which is termed “interference leakage” in [32]. The precoders {F`} are constrained to

have mutually orthogonal columns with a per-stream power constraint so that F∗`F` =

ρ`
S`

I,∀`. Although we could enforce a total power constraint on the precoders (and, coin-

cidentally in this case, get the same solution), orthogonality is desired in MIMO precoding

designs to aid with feedback of channel state [63]. The receive subspace bases {Φk} are

orthonormal by definition so that Φ∗kΦk = I. The objective is thus

minimize JIA ({F`}, {Φ})

subject to F∗`F` = ρ`
S`

I, ` ∈ {1, . . . , K} (3.10)

Φ∗kΦk = I, k ∈ {1, . . . , K}.

The optimization (3.10) is intuitively pleasing since, with perfect interference alignment,

JIA = 0, and without interference alignment, JIA > 0. That is, interference alignment, if

possible, achieves the global minimum for this function.

Deriving a closed-form solution to (3.10) for K > 3 users is difficult due to

the inter-dependence of each precoder and receive interference-free subspace. A simple

approach, which is guaranteed to converge, is to use an alternating minimization [19].

The derivation of this solution is in [32] and our previous work in [80] and is not included
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here for efficiency. At each step, the solution for each F` is

F` = νSk
min

 K∑
k=1
k 6=`

H∗k,`ΦkΦ
∗
kHk,`

 , (3.11)

and, with all precoders given, the solution for each Φk is

Φk = νSk
min

 K∑
`=1
`6=k

Hk,`F`F
∗
`H
∗
k,`

 . (3.12)

Note that the complexity of the algorithm is O(K2N3) if run in a centralized manner.

To run the algorithm, arbitrary receive subspaces for each receiver are used for initializa-

tion and an arbitrary orthonormal basis Φk for each subspace is found. This subspace is

ideally reserved for user k’s signal, thus coordinated interference at receiver k is ideally

orthogonal to this subspace. Then, for each `, the algorithm finds the precoder matrix

F` such that total coordinated interference caused at each node (other than at node `)

has maximum squared Euclidean distance between it and the subspace spanned by the

columns of each Φk using (3.11). Given these new precoders, the algorithm can update

the receive subspaces to be those that span the columns of the matrices with minimum

sum squared Euclidean distance to the interference caused by the fixed precoders us-

ing (3.12) [80]. This can be carried out until JIA(t) < ε if feasibility conditions are met,

or JIA(t− 1)− JIA(t) < ε otherwise, for an arbitrary convergence threshold ε.

Note that each receiver must still separate the desired spatial streams after the

coordinated interference has been canceled with left multiplication of Φ∗. Standard linear

designs, such as zero forcing or MMSE, can be employed for this purpose. Thus, the

receiver can form a linear receive filter Gk by multiplying Φk and the linear spatial filter
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Interference Channel Interference Channel

Colored Noise Caused by Interference

Figure 3.2: Receivers modeled by an interference channel may experience uncoordinated
interference, modeled as colored noise, from part of the network not modeled as being a
part of the same interference channel.

Wk, which neglects coordinated inter-user interference and equalizes only the desired

signal, so that Gk = ΦkWk. Then the vector ŝk = G∗kyk is the interference-free estimate

of the original transmitted vector sk.

3.3.2 Minimum Interference Plus Noise Leakage (INL)

The subspace approach of [32, 80], outlined in Section 3.3.1, aims at aligning

interference, which is capacity-optimal as the ratio of signal power to receiver noise power

tends to infinity. If colored noise exists in any receiver, however, the IA subspaces might

be chosen to align with the noise to cancel it as well as the interference. Such colored

noise may be due to an interference source outside of the coordinated portion of the

network modeled as an interference channel, as shown in Figure 3.2. This interference

is referred to as uncoordinated interference. We therefore focus on algorithms that take

noise into account in their optimization. Note that these approaches have a “global”

objective function limited to the users cooperating in interference channel, such as inside
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a single cluster in Figure 3.2, and thus assume the uncoordinated interferers of other

clusters have fixed covariance over the optimization and transmission time.

The objective of the subspace algorithm of Section 3.3.1 is to minimize the total

post-processing coordinated interference power, also known as interference leakage or

interference power in [32, 33]. Thus, one intuitive solution is to minimize the total in-

terference plus noise leakage, or INL. Mathematically, this is represented with the global

performance function

JINL =
K∑
k=1

E

∥∥∥∥∥∥∥Φ∗k
 K∑

`=1
`6=k

Hk,`F`s` + vk


∥∥∥∥∥∥∥

2

F

, (3.13)

where vk is the received noise vector observed at receiver k. Expanding the expectation

and exploiting the independence of the signal and noise vectors, the objective becomes

JINL =
K∑
k=1

K∑
`=1
6̀=k

‖Φ∗kHk,`F`‖2
F + tr (Φ∗kRkΦk) , (3.14)

where Rk = Evkv
∗
k is the covariance matrix of the noise at receiver k. The objective is

then

minimize JINL ({F`}, {Φk})

subject to F∗`F` = ρ`
S`

I, ` ∈ {1, . . . , K} (3.15)

Φ∗kΦk = I, k ∈ {1, . . . , K}.

The constraints on the precoders and receive subspaces are identical to those in Sec-

tion 3.3.1. Further, since JINL is rotation-invariant to each of the variables, the solu-

tions lie on the Grassmann manifold and techniques derived for it can be used. Since
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‖A‖2
F = tr (AA∗), JINL can be rewritten as

JINL =
K∑
k=1

K∑
`=1
6̀=k

tr
(
Φ∗k
(
Hk,`F`F

∗
`H
∗
k,` + Rk

)
Φk

)
, (3.16)

which for fixed {F`} is minimized by [65]

Φopt
k = νSk

min

Rk +
K∑
`=1
`6=k

Hk,`F`F
∗
`H
∗
k,`

 . (3.17)

For the precoders {F`}, it is sufficient to note that, for fixed {Φk}, minimizing JINL

with respect to {F`} is equivalent to minimizing JIA with respect to {F`}, as is seen by

comparing (3.14) and (3.9). Thus, the precoder solution is identical to (3.11). This so-

lution effectively tries to align the coordinated interference with the dominant directions

of the noise (or uncoordinated interference) if the noise has significant energy. In par-

ticular, if the noise is highly correlated spatially with a rank-one covariance matrix, then

Rk = σ2
kaka

∗
k and this algorithm will attempt to align the interference to ak if possible.

Such noise, which may correspond to a single-stream uncoordinated interferer not part of

the cooperating network, might then be mitigated, although full removal is unlikely. We

can also prove the following quantitative conclusions.

Proposition 1. If Rk = σ2
kI ∀k ∈ {1, . . . , K}, then minimizing JINL is equivalent to

minimizing JIA.
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Proof: By definition,

JINL =
K∑
k=1

∥∥∥∥∥Φ∗k∑
`6=k

Hk,`F`

∥∥∥∥∥
2

F

+ tr (Φ∗kRkΦk)

=
K∑
k=1

∥∥∥∥∥Φ∗k∑
`6=k

Hk,`F`

∥∥∥∥∥
2

F

+ σ2
ktr (Φ∗kΦk)

= JIA +
K∑
k=1

σ2
kSk. (3.18)

Since the summation in (3.18) is independent of any of the free variables, minimizing

JINL is equivalent to minimizing JIA when the noise is spatially white at each receiver.

Proposition 2. As ρk → ∞ or ‖Rk‖F → 0 for all k, JINL converges to JIA. Thus,

the subspace algorithm with noise consideration has the same SNR scaling as the pure

interference alignment algorithm.

Proof: Define λk as the largest eigenvalue of Hermitian matrix Rk. Then,

JINL = JIA +
K∑
k=1

tr (Φ∗kRkΦk)

≤ JIA +
K∑
k=1

λkSk. (3.19)

For any arbitrary {Rk}, we define a sequence of functions

J
(n)
INL

.
= JIA +

1

n

K∑
k=1

λkSk, (3.20)

corresponding to a sequence of noise covariance matrices R
(n)
k = Rk/n, so that ‖Rk‖F →

0 as n→∞. Then for any ε > 0, ∣∣∣J(n)
INL − JIA

∣∣∣ ≤ ε (3.21)
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for all n >
∑K

k=1 λkSk/ε.

From the proof, we also note that JINL ≥ JIA and min JINL = 0 iff Rk is singular

for all k and the columns of the interference-aligning receiver matrices {Φk} lie in the

null spaces of their respective noise covariance matrices {Rk}. The metric JINL is, in fact,

likely to have a positive global minimum unless the total number of streams is reduced

below the degrees of freedom of the network, even if the noise is correlated, because

the noise subspaces at different receivers will be not perfectly alignable almost surely.

Adapting the number of streams in the network to improve finite-SNR performance is an

interesting problem that is beyond the scope of this dissertation.

In an idealized system with Gaussian signaling, colored noise may correspond to

uncoordinated interference from outside the network of interest. For instance, consider

the scenario of a cellular network across a metropolitan area. The strategy for this network

may be to coordinate three adjacent sectors to use interference alignment (via subspace

optimization) to transmit to one mobile per sector in the downlink. For a regular IA

solution, the uncoordinated interference arriving at each receiver from sectors outside

the coordination area would be ignored or modeled as spatially white. The min-INL

algorithm would be able to exploit the knowledge of this uncoordinated interference and

account for it as necessary.

The algorithms of Sections 3.3.1 and 3.3.2 aim to align the coordinated interfer-

ence, which in turn maximizes capacity in a fully connected high-SNR network. We

have seen in Proposition 1 that in finite-SNR environments, white Gaussian noise does

not change the solutions of subspace methods. Although this section has presented an ap-

proach for networks with colored noise, algorithms with better throughput performance in
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finite-SNR regimes are desired, especially since most networks are not likely to be fully

connected and thus may operate with low interference-to-noise ratio (INR), where sub-

space methods are not likely optimal even with colored noise considerations. To illustrate

the problem of implementing subspace algorithms in a real network, consider the follow-

ing argument. Suppose all interfering links {Hk,`}, k 6= ` have a path loss coefficient β

whereas direct links have a path loss coefficient of 1. The subspace precoder design will

then not depend at all on the value of β since the scalar multiplication does not change

the direction of the signal. If the receivers use their interference suppression filters {Uk}

to cancel the interference, then the throughput of the system will be independent of β.

Thus, subspace algorithms treat weak and strong interferers equally, without exploiting

the possible capacity gains available when interference is weakened. If no noise exists

in the system, this is perfectly fine, since the receiver will still have an interference-free

signal that it could decode perfectly. Realistically, however, a dynamic network would

benefit from adapting its behavior to the relative interference energy. As shown numeri-

cally in Section 3.4, the algorithms proposed in Sections 3.3.3 and 3.3.4 are more suited

to such adaptation than the subspace method of Section 3.3.1.

3.3.3 Mean Squared Error Minimization

A common metric for accounting for noise in linear receivers in wireless commu-

nication systems is the mean squared error. For example, a zero-forcing linear MIMO

receiver simply inverts the channel, and results in coloring and amplification of noise.

An MMSE receiver balances the effects of noise with that of inverting the channel de-

pending on the relative energy of each. This same concept can be applied to interference
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alignment, where the transmitter and receiver balance their wish to align the coordinated

interference with the need for keeping the signal level well above the noise.

Joint MMSE designs for MIMO channels have been studied for years and have

been applied to the point-to-point model [89,90,114] and the broadcast channel [103,121].

The development for the interference channel is distinguished from previous work in

that precoders and receivers need to be designed for multiple transmitters and receivers,

rather than just the multiple transmitters or receivers as in the multi-user case, or a single

transmitter and receiver in the point-to-point case.

As opposed to objectives discussed in Sections 3.3.1 and 3.3.2, the MMSE directly

designs the receive spatial filters {Gk}. That is, the output of the product G∗kyk is the

estimate ŝk of sk, and the MMSE criterion minimizes the expected sum of the norms

between each ŝk and sk for all k, yielding the objective

JMSE =
K∑
k=1

E‖G∗kyk − sk‖2. (3.22)

Substituting (3.3) for yk results in a global performance function of

JMSE =
K∑
k=1

E
∥∥∥∥G∗k(Hk,kFksk +

K∑
`=1
` 6=k

Hk,`F`s` + vk

)
− sk

∥∥∥∥2

F

, (3.23)

and an optimization objective of

minimize JMSE ({F`}, {Gk})

subject to ‖F`‖2
F ≤ ρ`, ` ∈ {1, . . . , K}. (3.24)
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Expanding the expectation and simplifying, the optimization is equivalent to

minimize
∑K

k=1 tr
(
G∗k

(
R̃k + Hk,kFkF

∗
kH
∗
k,k

)
Gk

)
−2R {tr (G∗kHk,kFk)}

subject to ‖F`‖2
F ≤ ρ`, ` ∈ {1, . . . , K}. (3.25)

In general, MMSE solutions with an orthogonality constraint are more difficult to

derive. Thus, we relax the orthogonality constraint to a total power inequality constraint

‖F`‖2
F ≤ ρ`, ∀`, and resort to a solution satisfying the Karush-Kuhn-Tucker (KKT) con-

ditions as in previous joint MMSE solutions for different channel models [110]. As shown

in Appendix 3.6.1, at each step the optimal precoders are

F` =

(
µ`I +

K∑
k=1

H∗k,`GkG
∗
kHk,`

)−1

H∗`,`G`, (3.26)

where µ` is the Lagrangian multiplier chosen to meet the power constraint. This may

require a simple optimization (detailed in Appendix 3.6.1) and has no known closed form.

The optimal receivers are

Gk =

(
K∑
`=1

Hk,`F`F
∗
`H
∗
k,` + Rk

)−1

Hk,kFk, (3.27)

where no further optimization needs to be performed because there is no constraint on the

receiver. As the following proposition shows, this design can be viewed as a generaliza-

tion of previous designs for the point-to-point case.

Proposition 3. With Hk,` = 0 for all `, k such that k 6= `, (3.26) and (3.27) are equivalent

to an MMSE design for a point-to-point scenario. Further, as ρk → ∞, the precoders

and receivers diagonalize their respective information links.
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Proof: This is proven by substituting 0 for each Hk,`, k 6= `, and referring to previous

point-to-point results [90, 114].

We also note that at high SNR and no coordinated inter-user interference, the

MMSE algorithm will converge with one step, since any initialization precoder F` is a

fixed point of the algorithm and will minimize the MSE.

The MMSE design is unique among those discussed in this chapter. As discussed

before, the MMSE receiver gives a direct estimate of sk, while the others require a con-

ventional MIMO receiver after Gk is applied. The MMSE receiver solution for fixed

F`, ` ∈ {1, . . . , K}, is simply the conventional MMSE MIMO receiver with colored

noise. Further, the solution at each step is not in closed form, as an optimization needs to

be done to meet the power constraint for the precoders. Lastly, the precoder solution is

not orthogonal (or, conversely, a solution with orthogonal constraints is difficult to find).

This algorithm may be difficult to implement because of these properties.

Finally, the min-INL optimization is equivalent to an MMSE problem that com-

pares the post-processing output to Φ∗kHk,kFksk instead of simply sk. That is,

JINL =
K∑
k=1

E ‖Φ∗kyk −Φ∗kHk,kFksk‖2
F . (3.28)

Thus, the receiver Φk is expected to remove only the effects of coordinated interference

and white noise instead of having to correct for distortion created by the channel as well.

This output must then be sent to a MIMO equalizer to remove inter-stream interference

before symbol-by-symbol demodulation.
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3.3.4 Signal-to-Interference-Plus-Noise-Ratio Maximization

The original subspace algorithm presented in Section 3.3.1 minimizes post-processing

coordinated interference energy. The min-INL algorithm in Section 3.3.2 adds considera-

tion for noise leakage as well, which can improve performance under colored noise. The

MMSE solution in Section 3.3.3 indirectly accounts for signal power by attempting to

force the received signal to look like the intended signal before precoding and transmis-

sion. It is clear, however, that a more desirable metric for maximizing the sum through-

put would directly account for the post-processing signal-to-interference-plus-noise ratio

(SINR).

This section presents an algorithm for maximizing total SINR in the network.

The optimization we use is not the only one that could be considered “maximum SINR”,

however, since total SINR for multiple nodes is not strictly defined in the literature. One

may construct any number of global SINR metrics. Previous authors have considered the

inter-stream interference for each transmit/receive pair and solved for the precoding and

receiver matrices one column at a time [32], resulting in non-orthogonal precoders and

receive spatial filters, as in the MMSE case. That approach, however, is not an alternating

optimization of a global objective function, and its convergence is unproven. We therefore

reformulate the problem into a maximization of the sum signal power across the network

divided by the sum interference power, incorporating the inter-stream interference for

each user. The performance function becomes

JSINR =

∑K
k=1

∑Sk

n=1 E
∣∣g(n)∗
k Hk,kf

(n)
k snk

∣∣2∑K
k=1

∑Sk

n=1 E
∣∣g(n)∗
k

(∑K
`=1
`6=k

rk,` + r
(n)
k,k + vk

)∣∣2 , (3.29)
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where g
(n)
k is the nth column of matrix Gk,

rk,` =

S∑̀
m=1

Hk,`f
(m)
` sm` (3.30)

is the pre-processing interference at receiver k from transmitter `,

r
(n)
k,k =

Sk∑
w=1
w 6=n

Hk,kf
(w)
k swk (3.31)

is the pre-processing self-interference from streams w 6= n at receiver k, and snk is the nth

entry of vector sk. Notice that

Rsum =
K∑
i=1

Si∑
n=1

log

(
1 +

P
(n)
i

I
(n)
i +N

(n)
i

)

≥ log

(
1 +

K∑
i=1

Si∑
n=1

P
(n)
i

I
(n)
i +N

(n)
i

)

≥ log

(
1 +

∑K
i=1

∑Si

n=1 P
(n)
i∑K

i=1

∑Si

n=1 I
(n)
i +N

(n)
i

)
= log (1 + JSINR) ,

where P (n)
i is the post-processing signal energy of the nth stream at the ith receiver, I(n)

i is

the post-processing interference energy, andN (n)
i is the post-processing noise energy seen

by the stream. The new objective (3.29) is the sum of signal power in the network divided

by the sum coordinated inter-user interference power and inter-stream interference power

after processing. By maximizing this ratio the algorithm can design the precoders to

either decrease post-processing interference (the denominator) or increase signal power

(the numerator) to improve total network performance.
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The function JSINR is a generalized Rayleigh quotient and can be solved using

generalized eigen decomposition. and the optimization problem is

maximize JSINR

(
{f (n)
` }, {g

(n)
k }
)

subject to ‖f (n)
` ‖2 = ρ`

S`
, ∀n, `. (3.32)

For tractability we constrain each stream’s precoder to have an norm equality constraint

so that ‖F`‖2
F = ρ`. For a larger objective function, and increased complexity, we could

also introduce an inequality constraint on each column and vary the transmit power over

the streams. As shown in Appendix 3.6.2, the solutions to the columns of the precoders

are

f
(n)
` =

√
ρ`
S`
νmax

((
S`q

(n)
` I +

S∑̀
w=1
w 6=n

H∗`,`g
(w)
` g

(w)∗
` H`,`

+
K∑
k=1
k 6=`

Sk∑
m=1

H∗k,`g
(m)
k g

(m)∗
k Hk,`

)−1

(
H∗`,`g

(n)
` g

(n)∗
` H`,` + S`r

(n)
` I

))
, (3.33)

where q(n)
` is the sum of the terms in the denominator of (3.29) that do not directly involve

f
(n)
` , and r(n)

` is the sum of the terms in the numerator of (3.29) that do not directly involve
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f
(n)
` . The solutions to the columns of the receivers are

g
(n)
k = νmax

((
q̂

(n)
k I +

Sk∑
w=1
w 6=n

Hk,kf
(w)
k f

(w)∗
k H∗k,k +

K∑
`=1
`6=k

S∑̀
m=1

Hk,`f
(m)
` f

(m)∗
` H∗k,`

)−1

(
Hk,kf

(n)
k f

(n)∗
k H∗k,k + r̂

(n)
k I
))

, (3.34)

where ν̃max (A,B) is the generalized eigenvector corresponding to the largest generalized

eigenvalue of the matrix pair (A,B), q̂(n)
k and r̂(n)

k are defined similarly as (3.33) but with

respect to g
(n)
k instead of f

(n)
` .

With all other variables fixed, the solutions in (3.33) and (3.34) maximize the

global SINR function (3.29), whereas the solutions in [32] give a suboptimal approxima-

tion to this solution. As shown in Section 3.4, this does not imply that an iterative algo-

rithm using the proposed solutions will converge to a larger objective than that of [32]. For

any given channel realization and initialization, the two algorithms may give an identical

result, or either may outperform the other. The simulation results in Section 3.4 suggest,

however, that the two algorithms perform similarly on average. Since the proposed de-

sign requires more network knowledge than that of [32], the latter is more attractive for

implementation. If the extra network state knowledge is available, however, an intelli-

gent design would be to run both algorithms and choose the design that works best for

each channel realization, resulting in a sum throughput higher than either algorithm could

produce individually.

Note that the IA algorithm will minimize the left-hand term of the denominator
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Figure 3.3: Sum rate vs. initialization for each algorithm discussed in Section 3.3 run
on a single channel realization of the (2, 2, 3) MIMO IC at 10 and 40 dB. Although the
MMSE algorithm varies the most for this channel realization, this is not a general trend.

in JSINR, and the min-INL algorithm will minimize the entire denominator (minus inter-

stream interference). Certainly, with no noise (or, more rigorously, as total signal to noise

ratio goes to infinity), the two solutions are equivalent since maximizing the SINR will

reduce to maximizing the SIR, which, as discussed before, IA does. This fact was proven

in [33].

3.3.5 Convergence and Initialization

This section analyzes some important details of the algorithms proposed in this

chapter. In particular, the focus is on variable initialization, algorithm convergence,

method of execution, obtainment of channel state, and precoder constraints. We have

found heuristically that arriving at a globally optimum point for the minimization algo-

rithms (global optimality cannot be identified with the max SINR algorithm) is highly
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likely even when initializing the precoders to truncated identity matrices; the throughput,

however, is the real objective we wish to optimize, and these algorithms only approximate

that optimization. Thus, different initializations of an algorithm may result in drastically

different throughputs, even if they result in the same final objective (or cost) function. For

example, consider Figure 3.3. Each of the algorithms discussed in Section 3.3 was run on

a fixed channel with 10 different random precoder initializations for the (2,2,3) MIMO IC

at ρ = 40 dB and ρ = 10 dB. For ρ = 40 dB, the MMSE algorithm varied most between

different initializations, but this is not indicative of the algorithms on the whole, just the

behavior for this particular channel. It appears that finding “good” initializations is not

difficult; experimentation has shown that random initializations give as good of rates in

these algorithms as any “intelligent” initialization tried. If possible, multiple runs of the

algorithm should be made with different initializations for the best performance in terms

of throughput, as shown in Figure 3.3.

Each of the algorithms from Section 3.3 are guaranteed to converge because the

objectives are bounded and at each step are moving monotonically in the direction of that

bound. Convergence to a global optimum is not guaranteed except when the objective

has certain convexity-like properties [19] that these algorithms are not proven to possess.

Also, convergence of the cost function does not automatically imply convergence of the

precoder designs, the analysis of which is beyond our scope.

3.4 Simulations

This section presents simulations of the algorithms presented in Section 3.3 to

substantiate our claims and show that each of the algorithms can outperform the others
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in different regimes since none explicitly maximizes throughput. All of the simulations

evaluate the expected sum rate with i.i.d. zero-mean unit-variance complex Gaussian co-

efficients for each channel, with the precoders for each realization calculated with perfect

CSI and as if the realization was flat in time and frequency. More realistic channel sce-

narios are considered in our related work [25]. Transmitter k is assigned a deterministic

transmit power ρk and the link from transmitter ` to receiver k has a deterministic path

loss coefficient αk,`. Whereas in preceding analysis αk,` was absorbed into Hk,`, in this

section we pull it out for exposition. We also define γk,` = αk,`ρk,` to be the expected

SNR at receiver k from transmitter `. Thus, the sum rate is

Rsum = E{Hk,`}

{
K∑
k=1

log
∣∣∣I + R̂−1

k αk,kHk,kFkF
∗
kH
∗
k,k

∣∣∣} , (3.35)

where

R̂k = Rk +
∑
` 6=k

αk,`Hk,`F`F
∗
`H
∗
k,` (3.36)

is the interference plus noise covariance. Precoders are initialized randomly with or-

thonormal columns, as discussed in Section 3.3.5, and each algorithm is presented with

identical initializations. Five random initializations are used for each channel realiza-

tion, as motivated in Figure 3.3, and the initialization that maximizes (3.35) is kept while

the others are thrown away. In each plot presented in this section, Rsum is computed

via Monte Carlo simulations using 1000 independent channel realizations. Each iterative

algorithm is run with 100 iterations each.

Each algorithm from Section 3.3 is compared with a random precoding scenario

where each precoder F` is chosen as the left singular vectors of a random Gaussian matrix,
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to enforce an orthogonality constraint. That is, by Random Beamforming, we mean that

F` =

√
ρ`
S`

U
(S`)
` , (3.37)

where U
(S`)
` are the first S` columns of the left singular matrix of a random matrix with

i.i.d. zero-mean unit-variance complex Gaussian coefficients. A greedy approach is also

included to show the benefit of cooperation in the MIMO interference channel [88, 116].

In this design, each precoder Fk, k 6= `, is held fixed when designing F`. Then

U`Σ`V
∗
` =

(
R` +

∑
k 6=`

α`,kH`,kFkF
∗
kH
∗
`,k

)−1/2√
α`,`H`,`, (3.38)

and

F` =

√
ρ`
S`

V
(S`)
` . (3.39)

The greedy algorithm is not guaranteed to converge since it is not optimizing a global

function, but it requires less channel estimation. Finally, when the K = 3 user interfer-

ence channel is considered, the closed-form solution from [11] is also used for a baseline

comparison.

We first introduce colored noise into the interference channel via an uncoordi-

nated rank-one interferer in the network, as discussed in Section 3.3.2. Defining Hk,E

as the MIMO channel from the uncoordinated rank-one interferer to receiver k in the

interference channel, then receiver k observes

yk =
K∑
`=1

√
αk,`Hk,`F`s` +

√
αk,EHk,EfEsE + vk, (3.40)

where since the uncoordinated interferer is rank-one, it is sending a single stream sE

precoded with vector fE . Each receiver sees spatially white additive noise on top of the
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signal and interference (coordinated and uncoordinated). Pure interference alignment will

ignore the uncoordinated interference, implicitly assuming it is spatially white. The rest

of the algorithms will take the uncoordinated interferer into account but will not be able

to fully suppress it without reducing the number of streams in the network since the un-

coordinated interferer, which is scaling its power with the transmitters inside the network,

is reducing the degrees of freedom of the network, making it interference-limited.

Figure 3.4 illustrates results for the rank-one interferer scenario for each algorithm

discussed in Section 3.3 with K = 3 users, M = N = 2 antennas at each node, and

S = 1 stream being transmitted between each transmit/receive pair for ρk = ρE = ρ,

∀k and α = 1. That is, the transmit power is equal at all transmitters, including the

uncoordinated interferer, and the path loss and fading statistics are identical on all links.

The MMSE algorithm has higher degrees of freedom in this case because of its

power inequality constraint on the precoders. This allows two transmitters to effectively

shut off while the third has a degree of freedom and can cancel the external interferer

with its extra receive antenna. This shows the flexibility of the MMSE design. Other than

MMSE, the max-SINR algorithm outperforms the others in the power ranges considered.

Note that, although on average the max SINR algorithm and the approximate max SINR

algorithm have nearly identical performance, for any given channel realization they may

have very different sum rates. IA performs the worst of all four iterative algorithms since

it is neglecting the uncoordinated interference. At high ρ, considering the colored noise

in the algorithm objective results in a roughly 20% increase in sum rate for this scenario.

Note that the two best-performing algorithms, MMSE and max-SINR, do not have or-

thogonal precoders and thus may be more complex to implement in a real system with
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Figure 3.4: Sum rate vs. ρk = ρE = ρ for each algorithm discussed in Section 3.3 for the
case where a rank-one uncoordinated interferer is introduced into the (2,2,3) network with
S = 1 stream per user. The interferer’s transmit power is scaled with the transmitters in
the network so the degrees of freedom are reduced, and the network is interference-limited
at high values of ρ. The MMSE algorithm is an exception because it has a power inequal-
ity constraint on its precoders and can thus allow two transmitters to turn off, giving the
remaining transmitter one degree of freedom, so the sum capacity scales linearly with ρ.
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feedback requirements. With its orthogonal design and improved performance over IA,

the min-INL algorithm is a good tradeoff between complexity and performance in this

scenario.

Next, we keep the same scenario but with fixed uncoordinated interference power,

so that the degrees of freedom are not reduced. Figure 3.5 gives the results of this experi-

ment. It shows that the uncoordinated interference, which is fixed at ρE = 0 dB, has little

effect on the system, even at low ρk = ρ. The algorithms, except random beamforming,

all scale at the same rate, and thus all exploit the maximum degrees of freedom in the net-

work. For a fixed number of iterations, however, the MMSE algorithm does not scale, as

it appears to require more iterations to converge than the others at high ρ. In particular, as

shown in Figure 3.5, when the MMSE design is run with 500 iterations, its performance

approaches that of the rest of the designs, while the other algorithms benefit very little

from the increase in iterations. This is consistently seen in the rest of the simulations in

this section. Analysis of this longer convergence is left to future work. Finally, we note

that iterative IA outperforms the closed-form solution because multiple IA solutions exist,

and iterative IA is better able to find the best one because of the multiple random initial-

izations. If the closed-form algorithm is modified to explore multiple possible solutions,

it would perform equally well in this case.

Now we remove the uncoordinated interferer from all but one receiver in the net-

work, and allow that uncoordinated interference power to scale with internal network

transmit power, so that ρk = ρE = ρ, but αk,E = 0 for k > 1 and α1,E = 1. Figure 3.6

shows the results. The maximum SINR and minimum INL algorithms suffer at high ρ

relative to pure interference alignment and MMSE. This is because these algorithms see
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ρE = 20 dB is introduced into the (2,2,3) network with S = 1 stream per user. The
degrees of freedom in this network are the same as if the interferer did not exist, and
each algorithm, with the exception of random beamforming, performs very similarly and
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Figure 3.6: Sum rate vs. ρk = ρE = ρ, with αk,E = 0 for k > 1 and α1,E = 1, for
each algorithm discussed in Section 3.3. In this case, a rank-one uncoordinated interferer
is sensed at only receiver 1 in the (2,2,3) MIMO interference channel with S = 1. The
interferer’s transmit power is scaled with the transmitters in the network so the degrees
of freedom are reduced. The network is not interference-limited, however, since only one
receiver sees the interference.
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the large interferer at receiver k = 1 as something to be overcome; these algorithms

are effectively concerned with the average performance of the network. IA is equally

concerned about the average performance but only in terms of coordinated interference,

whereas MMSE has flexibility to overcome the interference by reducing transmit power

of receiver 1. To maximize sum rate in this case, it appears one should either ignore the

external interference or include a power inequality constraint in the precoder design.

We now turn to the case of no uncoordinated interference, considering only the

conventional interference channel in isolation. In the first experiment, the transmit power

is kept fixed but the path loss coefficient αk,` is varied on the interfering links (k 6= `) only.

Figure 3.7 illustrates the results. The IA algorithm has constant throughput regardless of

the interference path loss coefficient, but the other iterative algorithms are able to exploit

the decrease in interference, converging to IA when the interference power is high.

3.5 Conclusions

This chapter has discussed the application and performance of iterative algorithms

in the MIMO K-user constant-coefficient interference channel under various operating

regimes. The convergence and optimality of the algorithms has been discussed, and simi-

larities between all of them have been derived. If an iterative solution for the interference

channel is ever practical in a real system, it is unlikely that a direct interference alignment

approach is desirable because of its suboptimality in environments where one or more

links have little energy relative to the others. Instead, the max SINR or MMSE metrics

are desirable in most environments because they flexibly adapt the solution between inter-

ference alignment (high interference power) and SVD precoding (no interference, fixed
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Figure 3.7: Sum rate vs. α = αk,`, k 6= `, for the (2, 2, 3) MIMO interference channel
with S = 1 stream per user. The iterative IA algorithm is not able to exploit reduced inter-
ference power, while all the other iterative algorithms can substantially improve through-
put. The SNR on the data links is fixed at γk,k = 40 dB.
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number of streams), and the MMSE solution in particular has a transmit power inequality

constraint. These algorithms, however, have relatively high implementation complexity

because of their nonorthogonality and lack of closed-form solutions at each step in gen-

eral cases. In particular, the MMSE algorithm requires some optimization for meeting the

power constraint, and the max-SINR algorithm requires more channel state knowledge

at each iteration than the others. The min-INL algorithm is a good tradeoff between the

three algorithms, since it has improved performance over IA in scenarios where there is

uncoordinated interference or colored noise, but still has relatively low implementation

complexity because of its simpler solutions and orthogonal precoders.

3.6 Appendices
3.6.1 Derivation of Mean Squared Error Minimization

Proof: For completeness, we restate the optimization from (3.24),

minimize JMSE ({F`}, {Gk})

subject to ‖F`‖2
F ≤ ρ`, ` ∈ {1, . . . , K}. (3.41)

where JMSE is defined in (3.25). We use the Karush-Kuhn-Tucker conditions to solve the

optimization at each step with all but one variable fixed. The Lagrangian of (3.24) is

L =
K∑
k=1

tr

(
G∗k

(
K∑
`=1

Hk,`F`F
∗
`H
∗
k,` + Rk

)
Gk

)
−

2R {tr (G∗kHk,kFk)}+
K∑
`=1

µ` (tr (F∗`F`)− ρ`) , (3.42)
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where µ` is the Lagrangian multiplier for the power constraint for precoder `. The KKT

conditions are

∇L = 0 (3.43)

µ` (tr (F∗`F`)− 1) = 0, ∀` (3.44)

tr (F∗`F`) ≤ ρ`,∀` (3.45)

µ` ≥ 0, ∀`. (3.46)

For fixed {F`} and {µ`}, {Gk} can be found by solving ∇Gk
L = ∇Gk

JMSE = 0 for

k ∈ {1, . . . , K} and the KKT conditions will be automatically met since there are no

constraints on {Gk}. This yields

Gk =

(
K∑
`=1

Hk,`F`F
∗
`H
∗
k,` + Rk

)−1

Hk,kFk, (3.47)

In solving for {F`}, we must ensure all of (3.43)–(3.46) are satisfied. To satisfy ∇F`
L =

0, we must have

F` =

(
µ`I +

K∑
k=1

H∗k,`GkG
∗
kHk,`

)−1

H∗`,`G`. (3.48)

If µ` = 0 satisfies (3.45), then all the KKT conditions are satisfied and the optimal F`

has been found for this step of the alternating minimization. Otherwise, we must solve

for µ` > 0 such that ‖F`‖F = ρ` to satisfy the KKT conditions. Although there is no

known closed-form solution for µ` in this case [110], ‖F`‖F is a monotonically decreasing

function of µ` for µ` > 0, so simple one-dimensional searches such as the bisection

method can be done to solve for {µ`}.
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3.6.2 Derivation of SINR Maximization

Proof: For completeness, we restate the optimization from (3.32),

maximize JSINR

(
{f (n)
` }, {g

(n)
k }
)

subject to ‖f (n)
` ‖2 = ρ`

S`
, ∀n, `. (3.49)

where JSINR is defined in (3.29). The optimization is performed on the columns of each

precoder F` and spatial equalizer Gk. In solving for the nth column of precoder F`, we

hold fixed every other precoder Fk, k 6= `, and other columns f
(w)
` , w 6= n of precoder

F`, as well as every receive combining matrix Gk, ∀k. The objective of (3.29) can be

rewritten as

JSINR =

∑K
`=1

∑Sk

n=1 f
(n)∗
`

(
C

(n)
` + S`r

(n)
` I
)

f
(n)
`∑K

`=1

∑Sk

n=1 f
(n)∗
`

(
S`q

(n)
` I + A

(n)
` + B

(n)
`

)
f

(n)
`

, (3.50)

where

A
(n)
` =

S∑̀
w=1
w 6=n

H∗`,`g
(w)
` g

(w)∗
` H`,` (3.51)

B
(n)
` =

K∑
k=1
k 6=`

Sk∑
m=1

H∗k,`g
(m)
k g

(m)∗
k Hk,` (3.52)

C
(n)
` = H∗`,`g

(n)
` g

(n)∗
` H`,` (3.53)

and q(n)
` is the remaining summation terms in the denominator of (3.29) that are inde-

pendent of f
(n)
` , contracted here for brevity. Similarly, r(n)

` is the remaining summation

terms in the numerator of (3.29) that are independent of f
(n)
` . The function in (3.50) is
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the generalized Rayleigh quotient which is well known to be solved by the generalized

eigen-vector of the numerator and denominator matrices,

f
(n)
` =

√
ρ`
S`
νmax

((
S`q

(n)
` I + A

(n)
` + B

(n)
`

)−1

(
C

(n)
` + S`r

(n)
` I

))
. (3.54)

The derivation of the receive combiner columns follows the same structure as the pre-

coders, but with a unit-norm constraint on the columns for simplicity (this removes the S`

multipliers in front of q(n)
` and r(n)

` ). Here we define r̂(n)
k to be the terms in the numerator

of (3.29) independent of g
(n)
k and similarly for q̂(n)

k in the denominator. The solution for

the nth column of the kth receive combiner is then

g
(n)
k = νmax

((
q̂

(n)
k I +

Sk∑
w=1
w 6=n

Hk,kf
(w)
k f

(w)∗
k H∗k,k +

K∑
`=1
`6=k

S∑̀
m=1

Hk,`f
(m)
` f

(m)∗
` H∗k,`

)−1

(
Hk,kf

(n)
k f

(n)∗
k H∗k,k + r̂

(n)
k I
))

. (3.55)
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Chapter 4

Interference Alignment with Overhead

4.1 Introduction

In this chapter I account for overhead in MIMO interference channels through

an overhead penalty factor on the sum throughput. The model assumes synchronized

narrowband block fading with overhead requiring access to the wireless medium at the

beginning of each frame. Using this model we show that the achieved sum rate with over-

head of interference alignment will go to zero with a large number of users, even if the

only overhead in the network is due to training. That is, even with a minimal amount

of overhead (minimum training lengths, no feedback, no synchronization overhead, no

medium access control overhead, etc.), IA does not have asymptotically increasing sum

rate as the number of users grows large. We then show that, if the overhead grows faster

than linearly with the number of users in the network, partitioning the network into or-

thogonally transmitting groups can increase the effective degrees of freedom. The rest of

the chapter is devoted to developing smart partitioning methods.

First, we consider a connected interference channel, where spatial clustering is

ineffective because of the proximity of all users. We derive an optimization to maximize

the sum rate when each group is allocated an equal amount of transmission time, and

the solution to this optimization is shown to be too complex to serve its purpose, requir-

60



ing global channel state information and comprehensive search. We therefore propose a

greedy algorithm that requires only large scale information (i.e., channel magnitude) on

the link between each transmit/receive pair, but not for the interfering links. The avail-

ability of such information is justified because it is likely to be correlated across channel

realizations. Based on an approximation to the sum rate for interference alignment using

linear precoding, the proposed algorithm efficiently partitions the network into IA groups.

Relative to our previous work [82], this chapter introduces new partitioning algorithms,

proposes geographical and equal-rate grouping, and includes analysis on training length.

Second, we derive an equal-rate unequal-time allocation between groups to en-

force sum-rate-fairness rather than time-slot-length fairness. This algorithm is shown to

require a small modification to the equal-time allocation algorithm and an additional final

step solving a linear system of equations. This solution is again based on a connected in-

terference channel where spatial clustering is not beneficial. In an unconnected network,

grouping together users that are geographically separated may allow them to transmit

nearly orthogonal in space with higher throughput due to significant path loss from inter-

fering transmitters. Conversely, a network can be partitioned into groups that are nearly

mutually orthogonal in space, such that the groups can transmit simultaneously (rather

than the users transmitting simultaneously while groups transmit orthogonally). Finally,

we derive greedy algorithms for both of these scenarios based on position information

obtained through GPS or similar positioning methods. The spatial clustering algorithms

are well-suited for dense ad hoc networks [5, 105, 107], where a natural spatial cluster-

ing may not be present or is distorted because of overhead. Assuming the existence of

an IA-enabling mechanism built into the network, these algorithms require no additional
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overhead.

In summary, this chapter proposes a suite of transmission strategies, and a method

for choosing among them, that trade increased overhead for increased capacity, or de-

creased capacity for decreased overhead. The strategies presented here are parameterized

by a single scalar parameter, the number of groups with which to partition the network.

The most complex strategy considered is interference alignment through the entire net-

work; the simplest strategy considered is time division multiple access (TDMA) across

the entire network. By partitioning the network into groups that transmit mutually orthog-

onally, but using IA inside the groups, the gap between IA and TDMA is filled using very

little network knowledge and processing. Previous work on grouping, for instance for

network MIMO [10] and interference alignment [106], was performed with the overall

goal of trading overhead and rate without explicitly taking overhead into account. Previ-

ous efforts to reduce the overhead of IA transmissions, including [32, 104], assume that

all the users are using IA simultaneously, which this chapter shows is often suboptimal.

Finally, previous work on imperfect channel state information in interference channels

finds rate bounds but does not optimize these rates as a function of length of the training,

as this chapter studies.

This chapter is organized as follows: Section 4.2 presents the model utilized in

this chapter; Section 4.3 discusses the problem of partitioning in general and shows why

optimal partitioning is impractical; Section 4.4 proposes greedy algorithms for partition-

ing the network based on equal time allocation, equal sum rate allocation, and geographic

nearness; Section 4.5 analyzes the relationship between partitioning and training over-

head; Section 4.6 presents computational simulations while Section 4.7 concludes the
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chapter.

Finally, a word on notation. The log refers to log2. Bold uppercase letters, such

as A, denote matrices, bold lowercase letters, such as a, denote column vectors, and

normal letters a denote scalars. The letter E denotes expectation, C is the complex field,

max{a, b} denotes the maximum of a and b, ‖A‖F is the Frobenius norm of matrix A,

and |A| is the determinant of square matrix A. The empty set is denoted as ∅, the identity

matrix of appropriate dimension is I, and IA×B is the A×B truncated identity matrix.

4.2 System Model

We consider a distributed MIMO network with 2K nodes. K of the nodes have

data to transmit via their Nt antennas to the other K nodes, each with Nr antennas, with

no multicasting or cooperative transmission. Transmitter k ∈ {1, . . . , K} has data des-

tined only for receiver k. We assume a narrowband block fading model where theNr×Nt

matrix channel Hk,` between transmitter ` ∈ {1, . . . , K} and receiver k ∈ {1, . . . , K}

is independently generated every T symbol periods ∀k, `. We assume transmissions are

frame and frequency synchronous. Thus, at any fixed moment in time, there is a K-user

MIMO interference channel with Nt antennas at each transmitter and Nr antennas at each

receiver, as illustrated in Figure 4.1. We consider scenarios where interference alignment

is considered to be theoretically amenable; that is, we consider channels in which, with-

out overhead, IA would be a good candidate transmission strategy, with strong channels

between all nodes. In scenarios where IA is not desirable, such as when interference

is much stronger than the signal, receiver methods such as successive interference can-

cellation (SIC) may be more attractive [4]. The assumption that all nodes have identical
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Figure 4.1: The MIMO interference channel. Each transmitter is paired with a single
receiver. In the model considered in this chapter, the channels Hk,` are block fading with
coherence time Tk,`.
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coherence times is justified because of previous work showing that multiuser transmission

is severely degraded in quickly changing channels [12, 120], meaning all candidates for

interference alignment are likely to have relatively static channels. Analysis for different

coherence times for each link is left for future work.

Communication is divided into frames of period T symbols, as shown in Fig-

ure 4.2. The beginning of each frame is devoted to overhead, which may include train-

ing, feedback, synchronization, higher layer overhead, and so on. We do not make as-

sumptions about the source or amount of overhead. Later we will explicitly model chan-

nel training and estimation, but this will not preclude the existence of other overhead

sources. For channel estimation, the transmitters send mutually orthogonal training se-

quences since the network is connected (i.e., spatially dense). This training is necessary

not only for coherent detection but also for CSI feedback required to exploit the full de-

grees of freedom in the network [41, 123]. Although reciprocity can be exploited [11],

it requires double the training and a special calibration procedure among all the nodes in

the network [36]. Overhead time is L(K,Nt, Nr) ≤ T symbol periods. Thus overhead

requires a fraction α = min{L(K,Nt, Nr)/T, 1} of the frame, while data is transmitted

during the remaining α = 1−α. This overhead model is an extention of the model in [38]

to the MIMO interference channel.

The data transmission portion of the frame begins after the first L(K,Nt, Nr)

symbols and ends when the channel changes T transmissions later. Information theoretic

results, which neglect overhead, suggest that all transmitters should send aligned signals

simultaneously to achieve the maximum degrees of freedom in the channel and thus ap-

proach its sum capacity with high transmit power [11, 30]. The overhead portion of the
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FRAME k FRAME k+1

Training + 
Feedback

Training + 
Feedback

Data (all nodes)

L(K,M) 
symbols

T - L(K,M) 
symbols

Figure 4.2: Illustration of the communication frame used for the model in this chapter.
The beginning of the frame is used for overhead of any nature, consuming L(K,Nt, Nr)
symbols. The remaining T −L(K,Nt, Nr) symbols are used for data transmission. New
channels, independent of previous realizations, are generated at the end of the frame.

frame has given the transmitters sufficient information to design linear precoders. While

linear precoding may not be sum-rate-optimal [30], it is a practical approach for immedi-

ate implementation because of the simplicity of the receiver signal processing. Transmit-

ter ` sends S` spatial streams to receiver `. At symbol period n, the signal observed by

receiver k ∈ {1, . . . , K} is

yk[n] =
√
ρk,kHk,kFksk[n] +

K∑
`=1
`6=k

√
ρk,`Hk,`F`s`[n] + vk[n], (4.1)

where ρk,` = Ekγk,`, Ek is the transmit power from transmitter k, γk,` is the fading coeffi-

cient from transmitter k to receiver `, Hk,` is theNr×Nt MIMO channel from transmitter

k to receiver `, F` is the Nt × S` unit-norm linear precoder used at transmitter `, s` is the

S`× 1 vector of symbols sent by transmitter `, and vk is zero-mean white circularly sym-

metric zero-mean complex Gaussian noise with covariance matrix Evkv
∗
k = Rk. The rest

of the chapter examines the implications of overhead as a function of the number of users

and proposes methods to find a balance between overhead and capacity gains.
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4.3 Optimal Partitioning to Reduce Overhead

This section introduces and motivates the notion of network partitioning to reduce

overhead. We first consider the case of maximizing the sum rate of a network with perfect

channel estimation. The model described in Section 4.2 is a K-user MIMO interference

channel during the data portion of the frame. Assuming the training performed in the first

part of the frame results in perfect CSI at both transmitter and receiver, with the overhead

model described in Section 4.2 and maximum likelihood reception, the sum rate of the

network in bits per transmission for a particular frame is then

Rsum = α
K∑
k=1

log

∣∣∣∣I + Ψ−1
k ρk,kHk,kFkF

∗
kH
∗
k,k

∣∣∣∣, (4.2)

where Ψk = Rk +
∑K
6̀=k ρk,`Hk,`F`F

∗
`H
∗
k,` is the interference plus noise covariance ma-

trix at receiver k.

When all the transmitters are communicating during the data portion of the frame,

the effective throughput is reduced by a factor of α relative to the information-theoretic

sum rate. The reduction factor α is a function of the number of symbols required for

overhead and the coherence time of the channel. Overhead includes symbols required

for training, feedback, synchronization, or any other spectrum utilization not used for

communication of data. It is thus a function of the number of users in the channel and the

number of antennas at each node.

Our claim is that, if the overhead in the network scales faster than linearly with

the number of users in the network, then the sum rate of the network may be increased

through partitioning. Figure 4.3 illustrates the concept of partitioning. Instead of all the

transmitters sending simultaneously throughout the data portion of the frame, the frame
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Figure 4.3: Illustration of a partition of theK-user interference channel into twoK/2-user
interference channels transmitting orthogonally to each other.

is divided into P sub-frames, each with an overhead and data portion. If overhead does

scale faster than linearly with K, then splitting the interference channel into P equally-

sized interference channels utilizing the spectrum equally but orthogonally will reduce

overhead. That is, if P > 1,

P

(
T/P − L(K/P,Nt, Nr)

T

)
=

T − PL(K/P,Nt, Nr)

T

>
T − L(K,Nt, Nr)

T
. (4.3)

Previous work has shown that feedback overhead for IA scales with the square of the

number of users [104]. A measurement study of a network not even performing coordi-

nated transmissions found that overhead scaled faster than linearly with the number of

users [40]. Orthogonalization thus has significant potential to improve the effective sum

rate by reducing total network overhead.

Since the capacity of IA is known to increase with the number of users K [11,30,

118], forcing all users to transmit orthogonally (time division multiple access, TDMA)
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TDMA
P=1 P=2 P=K...
IA

Increasing performance and overhead

Figure 4.4: Illustration of the parameterized suite of transmission strategies partitioning
provides. With P = 1, all K users transmit simultaneously using interference align-
ment, which provides capacity gains at the cost of increased overhead. At P = K, the
users transmit orthogonally in TDMA/FDMA fashion, with relatively low complexity and
overhead, but also lower capacities. For 2 ≤ P ≤ K − 1, the interference channel is par-
titioned into smaller groups which transmit IA within the groups, but orthogonal to other
groups.

is not optimal in general, though in some cases it may be. We therefore propose a suite

of transmission strategies, parameterized by the number of orthogonal groups P , span-

ning complexity and overhead from interference alignment to TDMA, as illustrated in

Figure 4.4. That is, for P = 1, all the users are transmitting simultaneously using IA,

and with P = K, the users are transmitting orthogonally in time-division fashion. For

1 < P < K, the network is using a hybrid of the two techniques.

Note that since the original K users were modeled as a connected interference

channel, where all receivers observe a signal from all transmitters above the noise floor,

any subset of transmit/receive pairs, in isolation, may also be modeled as a connected

interference channel. The interference channel can be modeled as a connected graph [49].

A vertex vk would include both the transmitter and receiver for user pair k. The cost of

each edge could be the signal-to-noise ratio from the transmitter in one vertex to the

receiver in the other vertex. In this model, the edge cost is assumed to be reciprocal,
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though this does not imply that the channel is reciprocal. The weight associated with

each vertex is the signal-to-noise ratio from the transmitter in one vertex to the receiver

in the same vertex.

Graph partitioning is an important, well-studied problem in combinatorial opti-

mization [53]. Standard graph partitioning methods, however, are not directly applicable

to the problem considered in this chapter. The main reason is that overhead is difficult to

incorporate into the graph model. That is, the sum weight of a group will depend on how

many vertices are assigned to the group, which is not reflected in the static weight/cost

model. In a non-connected interference channel, where some receivers do not observe

interference from some transmitters, graph partitioning can be directly applied to produce

non-orthogonal groups that attempt to transmit IA at the same time. This is described in

more detail in Section 4.4.3. We thus develop novel methods for the partitioning desired

in our network model.

If users in the interference channel are partitioned into P index sets {Kp}, with

Kp = |Kp| users in the pth group, then the sum rate of the network becomes

R̂sum =
P∑
p=1

αp
∑
k∈Kp

log

∣∣∣∣I + Ψ−1
k,pρk,kHk,kFkF

∗
kH
∗
k,k

∣∣∣∣, (4.4)

where

αp =
T/P − L(Kp, Nt, Nr)

T
, (4.5)

and

Ψk,p = Rk +
∑
`∈Kp

` 6=k

ρk,`Hk,`F`F
∗
`H
∗
k,`. (4.6)
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This extension of (4.2) sums the rate of each point-to-point MIMO link inside each group

(k ∈ Kp), and over all groups (p ∈ {1, . . . , P}), where only users in the same group

interfere with each other. We then aim to solve the following optimization:

maximize R̂sum

with respect to P ∈ N1, Kp ∈ N1∀p,F` ∈ CNt×S`∀`

subject to
∑P

p=1 Kp = K, ‖F`‖ ≤ 1. (4.7)

The solution to this optimization is computationally complex and involves not only a

brute force search over every possible grouping, but also the calculation of the desired

precoders for each grouping. Neglecting the precoder calculations, and assuming that we

have a priori knowledge that the optimal partition is to equally distributed users across

groups1, the number of searches required is still [53]
K∑
P=1

1

P !

(
K
K/P

)(
K −K/P
K/P

)
· · ·
(
K/P
K/P

)
. (4.8)

Further, such an optimization requires each link Hk,` to be trained and estimated, negating

the overhead reduction that partitioning provides. Obviously this is not a practical way

to optimize overhead in interference networks. In the next section we present a greedy

method for performing channel partitioning with only channel quality information.

4.4 Greedy Partitioning

The sum-rate-optimal partition was shown at the end of Section 4.3 to be too

complex for implementation. We thus turn to heuristic approaches to reduce not only

1This assumption is a good approximation in most cases, but is not optimal in every case. Not making
this assumption greatly increases the search complexity even further.
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Figure 4.5: Illustration of the modifications needed to transform an IA-only system into
a partitioning system. The partitioning function, if implemented in a greedy manner as
explained in this section, requires no more communication to or from the transmitters as
the IA-only system.

computational complexity but also the amount of network knowledge required for im-

plementation. We first develop a greedy method of partitioning the network where each

group is allocated the same amount of time for transmission. We then develop a method

for allocating time in an unbalanced fashion to make each group’s sum rate equal. Lastly

we consider geographic partitioning methods that can exploit an unconnected interference

channel.

For the following algorithms we assume a network mechanism exists to allow IA

transmissions simultaneously from all transmitters if needed. Such a mechanism can be

a central controller or a distributed protocol. The partitioning can be piggy-backed onto

this mechanism, as illustrated in Figure 4.5, with no additional communications overhead,

either through a wired backbone or the wireless medium.
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4.4.1 Balanced Time Allocation

To develop a greedy algorithm for partitioning the network, we must first define a

selection function that assigns a value of placing a user in a group. This function would

ideally be the sum rate increase of placing a user in a group. This is difficult in multiuser

networks since the actual sum rate increase will depend on which future users are assigned

to the group—knowledge that is unavailable in a greedy algorithm, which makes the

locally optimum choice at each step without global knowledge. Instead we resort to an

approximation of this sum rate increase.

After partitioning theK-user interference channel into P orthogonal groups, group

p will be a Kp-user interference channel that is restricted to utilizing only 1/P of the

spectrum or coherence interval. This enforces a time-sharing fairness constraint while

attempting to maximize sum throughput for the entire frame. An equal-rate-per-group

design, which involves unbalanced time allocations, will be investigated in Section 4.4.2.

Thus, interference alignment is a reasonable choice for precoder design in each group.

Although interference alignment requires extensive CSI and calculation of precoders to

find the exact sum rate, we note that the precoder solutions are independent from the di-

rect links {Hk,k},∀k. Thus, with interference alignment, the expected throughput will

be approximately the rate obtained from randomly generating orthogonal precoders Q

and combiners Φ of correct rank drawn uniformly from the Grassmann manifold in the

absence of interferers because of our lack of knowledge of the channel state affecting the

precoders and combiners. We then approximate the expected rate for user k in group p to

be

Rk,p ≈ αk,pEΦ,Q log

∣∣∣∣I +
ρk,k
Sk

Φ∗Hk,kQQ∗H∗k,kΦ

∣∣∣∣ , (4.9)
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where the scaling factor ρk,k/Sk is for power normalization and αk,p = (T/P − L(Kp +

1, Nt, Nr))/T . The expectation in (4.9) is an approximation because we draw Q and Φ

independently, whereas actual IA precoders and combiners are not mutually independent.

We then let Q = QUINt×Sk
and Φ = ΦUINr×Sk

, where QU and ΦU are random uni-

tary matrices of appropriate dimension and IA×B is the A × B truncated identity matrix.

Defining Ĥk,k = Φ∗UHk,kQU , then

Rk,p ≈ αk,pEΦU ,QU
log

∣∣∣∣I +
ρk,k
Sk

ITNr×Sk
Ĥk,kĤ

∗
k,kINr×Sk

∣∣∣∣ . (4.10)

Then, defining the matrix Ĥk = ITNr×Sk
Ĥk,kINr×Sk

, (4.10) becomes

Rk,p ≈ αk,pEΦU ,QU
log

∣∣∣∣I +
ρk,k
Sk

ĤkĤ
∗
k

∣∣∣∣
= αk,pEΦU ,QU

log

∣∣∣∣I +
ρk,k
Sk

Σ̂2
k

∣∣∣∣
= αk,pEΦU ,QU

Sk∑
i=1

log

(
1 +

ρk,k
Sk

σ̂2
k,i

)
, (4.11)

where Σ̂k is the Sk × Sk diagonal matrix of singular values of Ĥk Precise calcula-

tion of (4.11) is not trivial, so we resort to the bound
∑Sk

i=1 log(1 + σ2
i ) ≤ Sk log(1 +

(1/Sk)
∑Sk

i=1 σ
2
i ). This bound is tight when the singular values are roughly equal. Then, (4.11)

can be rewritten as

Rk,p ≈ αk,pSkEΦU ,QU
log

(
1 +

ρk,k
S2
k

‖Ĥk‖2
F

)
. (4.12)

Again with no knowledge of the channels {Hk,`}, k 6= ` on which IA precoder design is

based, we resort to computing the expectation

EΦU ,QU
‖ĤA‖2

F =
ρk,kS

2
k

NtNr

EΦU ,QU
‖Ĥk,k‖2

F (4.13)

=
ρk,kS

2
k

NtNr

‖Hk,k‖2
F . (4.14)
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Figure 4.6: Sum rate versus SNR of the approximation in (4.15) for the 3-user MIMO in-
terference channel with 4 antennas at each node and 2 streams per user. In this simulation
and unless noted otherwise, SNR is the signal-to-noise ratio of all links in the interference
channel, including interfering links.

Using Jensen’s inequality [18], we subsitute the right side of (4.14) into (4.12) and finally

have

Rk,p ≈ αk,pSk log

(
1 +

ρk,k
NtNr

‖Hk,k‖2
F

)
. (4.15)

This approximation is justified via the plot in Figure 4.6 for a 3-user 4-antenna system

transmitting 2 streams per user. Despite the seemingly large number of approximations

made in the derivation, the estimate is surprisingly tight, especially at moderate-to-high

SNR.

The estimation of (4.15) requires Kp, Nt, Nr, d(Kp, Nt, Nr) (since
∑

k∈Kp
Sk ≤

d(Kp, Nt, Nr), and the product ρk,k‖Hk,k‖F . Knowledge about the number of antennasNt

and Nr is assumed known a priori, and the degrees-of-freedom depends on the transmis-

sion strategies available [30, 118], which are also known in advance. The channel quality

75



metric ρk,k‖Hk,k‖2
F can be estimated from the previous channel realization since large

scale fading, including path loss and shadowing, is likely to be correlated across channel

realizations. If ρk,k‖Hk,k‖2
F is not known exactly, we can substitute Eρk,k‖Hk,k‖2

F in its

place, given previous channel measurements. At the beginning of the algorithm, how-

ever, Kp, p ∈ {1, . . . , P} is undefined because the number of groups P are unknown.

One could perform the greedy algorithm for each possible P and choose the one with the

highest sum rate, but this would increase the computational complexity of the algorithm

by a factor of K. We can instead intelligently choose P based solely on a priori knowl-

edge of Nt, Nr, T , L(K,Nt, Nr), and d(K,Nt, Nr). In particular, we define degrees of

freedom with overhead d̃K(k,Nt, Nr, T ) as

d̃K(k,Nt, Nr, T ) =
T/dK/ke − L(k,Nt, Nr)

T
d(k,Nt, Nr). (4.16)

We then choose

KO = arg max
k∈N1

d̃K(k,Nt, Nr, T ) (4.17)

and set P =
⌈
K
KO

⌉
. This choice of P will be near a good overhead-capacity tradeoff

since KO is the DOF-optimal number of users in an Nt × Nr interference channel with

overhead L(k,Nt, Nr) and coherence time T .

Once P is found, we can assign users to each group by their approximate rate

Rk,p. The algorithm is summarized in Table 4.1. The algorithm in Table 4.1 requires

P (
∑K−1

i=0 K − i) searches, which grows approximately with K3 assuming P grows lin-

early withK (P will not grow faster than linearly withK, so this is a worst-case analysis).

Further, relative to the optimal search, this algorithm does not require computation of pre-

coders (which may be an iterative procedure for K > 3), and does not require any of the
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1. Find KO according to (4.17)
2. P = d K

KO
e

3. Set KA = {1, . . . , K} and Kp = ∅ for p ∈ {1, . . . , P}
4. Find Rk,p for k ∈ KA and p ∈ {1, . . . , P}
5. Let {k′, p′} = arg maxk,pRk,p

6. Add k′ to the set Kp′ and remove from KA

7. If KA 6= ∅, return to 4; else done

Table 4.1: Greedy algorithm based on IA rate and group size approximations.

channel coefficients to be trained and estimated. Note that this algorithm is based on a

model with linear precoding, which does not result in a linear relationship betweenK and

d(K,Nt, Nr) [117, 118]. This algorithm can work for non-linear precoding [30], which

may increase the degrees of freedom in a constant-coefficient interference channel, with

an appropriate approximation of Rk,p. That problem is beyond the scope of this chapter.

Finally, because this is a greedy algorithm, the addition of a user to the network

is straightforward and efficient. One need only run the algorithm for the new user, with

a search complexity of P . After several users have joined the network, it will need to be

restructured (likely with higher P ), but for an incremental change, network topology does

not need to change. When a user leaves the network, the network can be maintained by

re-allocating the user with the worst performance in the network. This keeps the groups

balanced without having to restructure at every change. Detailed exploration of this matter

is left for other work [73].

4.4.2 Sum Rate Fairness

The algorithm of Section 4.4.1 allotted an equal amount of time in the frame for

each group and maximized the sum rate under this constraint. Maximizing the sum rate
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with unbalanced time allocation will lead to the group with highest sum rate transmitting

for the entire frame. Unbalanced time allocation can be used, however, to provide each

group with the same sum rate. A disadvantage of such a design is that the group with the

lowest sum rate is invariably using most of the frame. To mitigate such a scenario, we

must carefully assign users to groups.

We first define the estimated sum throughput of group p at any point in the algo-

rithm to beRp =
∑

k∈Kp
Rk,p. We then define network disparity for a particular allocation

of users as

ρ({Rp}) = max
p̂ 6=q̂

Rp̂ −Rq̂. (4.18)

We then modify Step 5 of the algorithm in Table 4.1 to be

{k′, p′} = arg min
k,p

ρ({R1, . . . , Rp +Rk,p, . . . , RP}). (4.19)

This modified algorithm will attempt to allocate sum rate equally among all groups. The

rate, in general, will not be equal even after this algorithm modification, so group trans-

mission times must be allocated unequally. This allocation can be done based on the

estimated sum rates {Rp} or the actual sum rates {Rp} if performed after all the training,

estimation, and feedback for the frame has occurred. For simplicity we will use {Rp}.

If group p is allocated µpT symbols for transmission (including overhead), then the sum

rate of the network becomes

Rsum =
P∑
p=1

µpT − L(Kp, Nt, Nr)

T
Rp (4.20)

We constrain
∑

p µp = 1 and µp ≥ 0,∀p. The sum rate of each group is an unknown R∗.

We can enforce the equal-rate constraint with a set of equations:

µpRp −R∗ = αpRp, p ∈ {1, . . . , P − 1}, (4.21)
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which we can then form into a linear relation
1 1 1 · · · 1 0
R1 0 0 · · · 0 −1
0 R2 0 · · · 0 −1
...

... . . . . . . ...
...




µ1

µ2
...
R∗

 =


1

α1R1
...

αPRP

 , (4.22)

The time allocation vector µ = (µ1, µ2, . . . , µP , R
∗)T has a unique solution since the left

matrix in (4.22) is square and non-singular.

4.4.3 Geographic Grouping

Since the greedy Balanced Time Allocation algorithm proposed in Section 4.4.1

estimates its rate based only on the SNR between user pairs ρk,k, and neglects inter-user

SNRs ρk,`, k 6= `, it does not take advantage of possible natural groupings that may

arise from geographical clusters. It has been shown that IA performs best, relative to

other transmission techniques, when all receivers have strong links to all transmitters.

This is because IA is a degrees-of-freedom-optimal transmission strategy, and degrees-

of-freedom are most important in the regime where all receivers have strong links to all

transmitters. Thus, a position- or signal strength-based algorithm could group geograph-

ically close users to maximize the benefit of IA. Conversely, if non-IA transmissions are

considered, a similar algorithm could group together users that are geographically sepa-

rated, choosing to transmit as if no interference existed. Since this regime is not “high

SNR” in the interference channel sense (some links may have strong power, but not all),

interference alignment is not the desired transmission strategy, and instead interference

can be ignored. This section analyzes the latter case, which, as we will show, is algorith-

mically equivalent to the first case.
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We study the problem of geographic grouping under time-orthogonal transmis-

sions, still considering the overhead model of previous sections. It is assumed that the

central controller executing the partitioning algorithm has position information for each

transmitter and receiver in the network, although this could be replaced with a channel

quality indicator for the channels between all receivers and transmitters in the network.

The position of receiver k is δk, while the position of transmitter ` is π`, so that the dis-

tance between transmitter ` and receiver k is ‖δk − π`‖. We then define

∆k,p = min
`∈Kp

‖δk − π`‖. (4.23)

If no user is allocated to the pth group, then we define ∆0 > 0 to be a small default

distance. Then ∆k,p = ∆0. We can then modify Step 5 of the algorithm in Table 4.1 to be

{k′, p′} = arg max
k,p

∆k,p. (4.24)

To group the closest users and perform IA, we can simply switch the max and min

in (4.23) and (4.24).

4.5 Optimizing Training Overhead with Partitioning

To analyze the relationship between channel partitioning and overhead, we con-

sider the physical layer overhead of training for channel estimation. While different in-

terference alignment techniques have varying requirements for transmit CSI (and thus

feedback overhead), they all require receive CSI for interference nulling. The obtainment

of receiver CSI is typically performed through transmission of a known training sequence

orthogonal to the data. In this section we find the optimal training lengths for a given

partition, and the effect that partitioning has on training length.
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In general, channel estimation is done in the presence of noise, which means im-

perfect CSI at both receiver and transmitter. In this case, (4.4) is no longer achievable.

To approach this problem, we first assume perfect feedback of the imperfect channel es-

timates {Ĥk,`}. Second, each receiver applies an interference-cancelling orthogonal filter

Uk to its received signal yk, such that zk = U∗kyk, and sk is estimated using ML detec-

tion from zk. Finally, we assume that the precoder design and receiver designs treat the

channel state knowledge as perfect.

Let

Ĥk,` = Hk,` − Ek,`, ∀k, `. (4.25)

If the receivers use a minimum mean square error (MMSE) estimator, and the channel

is being estimated in additive white Gaussian noise, then Ĥk,` and Ek,` are uncorrelated.

The precoder F̂` is based solely on {Ĥk,`}. The received signal is then

yk =
√
ρk,kHk,kF̂ksk +

∑
`6=k

√
ρk,`Hk,`F̂`s` + vk, (4.26)

and the filtered signal, after interference filtering, is

zk =
√
ρk,kÛ

∗
kĤk,kF̂ksk +

√
ρk,kÛ

∗
kEk,kF̂ksk +

Û∗k
∑
6̀=k

√
ρk,`Ek,`F̂`s` + Û∗kvk, (4.27)

since Û∗k
∑
6̀=k Ĥk,`F̂` = 0 through interference alignment. If the error matrix Ek,` is

drawn from a circularly symmetric complex Gaussian distribution, where each component

is independent with variance σ2
E ∀k, `, previous work [105] has found a lower bound on

the sum rate using interference alignment with linear precoders when all the links have
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equal channel estimation error:

REE ≥ α

K∑
k=1

log
∣∣∣β−1
k

(
ψkI + ρk,kH̃k,kH̃

∗
k,k

)∣∣∣ , (4.28)

where β = σ2
ESkγk,k+1 and ψk = 1+σ2

Eγk,k+
∑

`6=k σ
2
Eγk,`. Because of the homogenous

assumption of channel estimation error, this formulation is useful when each receiver is

roughly equidistant to each transmitter. In general, such an assumption may not be valid.

Further, by characterizing the error variance in terms of the training length, it is possible

to design the length of our training sequences to further trade overhead and rate.

Expanding the analysis to include unequal error variances as a function of training

length, we extend a previous model for point-to-point communications [38] to MIMO

interference channels. The residual interference term in (4.27) is possibly non-Gaussian

and dependent on the data we wish to decode [38]. We therefore find a lower-bound on

the capacity of this system by examining the worst-case additive noise that is uncorrelated

with the data. This noise model is tractable and has the same energy as the residual

interference term. The analysis from [38] is directly applicable because we are making the

same assumptions as Theorem 1 in that paper. Thus, the worst-case uncorrelated additive

noise is spatially white, zero mean, circularly symmetric, and Gaussian with covariance

matrix σ2
nk

I. Refer to the Appendix of [38] for proof. Define Ẽk,` = Û∗kEk,`F̂`. Assuming
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Es`s` = I,∀`, and Es`sk = 0,∀` 6= k, then

σ2
nk

=
1

Sk
trEnkn

∗
k

=
1

Sk
Etr

(
K∑
`=1

ρk,`
S`

Ẽk,`Ẽ
∗
k,`

)
+ 1

= 1 +
K∑
`=1

ρk,`
S`

Etr
(
Ẽk,`Ẽ

∗
k,`

)
= 1 +

K∑
`=1

ρk,`σ
2
Ẽk,`

. (4.29)

Define σ2
H̃k,k

= EtrH̃k,kH̃
∗
k,k, and by the orthogonality principle, σ2

H̃k,k
= 1 − σ2

Ẽk,`
.

Finally, we normalize each channel such that Hk,k = H̃k,k/σ
2
Ĥk,k

. The sum capacity with

overhead is bounded from below by

Rτ ≥ Eα̂
K∑
k=1

log

∣∣∣∣∣∣I +
ρk,kσ

2
H̃k,k

1 +
∑K

`=1 ρk,`σ
2
Ẽk,`

Hk,kH
∗
k,k

Sk

∣∣∣∣∣∣ , (4.30)

where α̂ = T−τ−L̂(K,Nt,Nr)
T

, τ is the number of transmissions per frame used for training,

and L̂(K,Nt, Nr) = L(K,Nt, Nr)− τ is the number of transmissions per frame required

for overhead other than training.

Utilizing orthogonal training sequences from each transmit antenna, we find that

σ2
H̃k,k

=
ρk,kτ

Sk + ρk,kτ
(4.31)

σ2
Ẽk,`

=
Sk

Sk + ρk,kτ
. (4.32)

The sum rate (4.30) can thus be rewritten as

Rτ ≥ Eα̂
K∑
k=1

log

∣∣∣∣∣I + ρeff,k

Hk,kH
∗
k,k

Sk

∣∣∣∣∣ , (4.33)
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where

ρeff,k =
ρ2
k,kτ

Sk + ρk,kτ +
∑K

`=1
Sk+ρk,kτ

S`+ρk,`τ
ρk,`S`

. (4.34)

The training length τ can then be found by Monte Carlo methods to maximize the lower

bound of (4.33).

At high SNR,

ρeff,k ≈
ρk,kτ

τ +
∑K

`=1 S`
, (4.35)

and the effect of the residual interferers is constant with respect to {ρk,`}, meaning that

there is no reduction in the degrees of freedom region compared to the perfect CSI case.

If {ρk,`} is fixed, however, and K increases, then sum throughput is reduced. Thus, to

maintain a sum rate increase with additional users, the signal power must increase with

the addition of each user. Increasing the training length can also improve ρeff,k, but is

detrimental to the pre-log overhead factor.

If the network is partitioned into P groups, each utilizing IA, then the rate is

bounded from below by

R̂τ ≥ E
P∑
p=1

α̂p
∑
k∈Kp

log

∣∣∣∣∣I + ρeff,k,p

Hk,kH
∗
k,k

Sk

∣∣∣∣∣ , (4.36)

where

ρeff,k,p =
ρ2
k,kτp

Sk + ρk,kτp +
∑

`∈Kp

Sk+ρk,kτp
S`+ρk,`τp

ρk,`S`
, (4.37)

α̂p = T/P−τp−L̂(Kp,Nt,Nr)

T
, and τp is the number of training symbols used in group p. In

this case, partitioning has the added potential to benefit the rate by reducing the total es-

timation error by reducing the number of channels to estimate. The rate bound of (4.36)
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allows an engineer to design the length of the training sequences as functions of the ex-

pected channel conditions. In summary, partitioning an interference channel can not only

increase throughput by reducing overhead, but it can also increase the reliability of chan-

nel estimations. Further, the amount of overhead, α, can be optimized through training

length minimization.

4.6 Simulations

This section presents numerical results demonstrating the effect of overhead on

the interference channel and comparing the greedy partitioning method of Section 4.4

to previous approaches. The simulations are done using iterative interference alignment

with linear precoding [32,80] with 100 iterations, although the analysis does not preclude

utilization of other IA designs. As in [81], five random initializations are used at each it-

eration, and the precoding design with best sum throughput among the different initializa-

tions is chosen as the design for that iteration. The degrees of freedom using this method

has been conjectured to be d(K,Nt, Nr) = (Nt + Nr)K/(K + 1) [118] and the number

of streams are varied according to this relationship. Thus, if a group has Kp users with M

antennas, each transmitter will send d(Kp,M)/Kp streams. When d(Kp,M)/Kp is not

an integer, some transmitters (chosen randomly) will transmit dd(Kp,M)/Kpe streams

and the rest will send bd(Kp,M)/Kpc streams such that the sum of streams in the net-

work is d(Kp,M). Unless noted otherwise, channels are generated with independent and

identically distributed (i.i.d.) zero-mean circularly symmetric complex Gaussian coef-

ficients with unit variance and ρk,` = 20 dB, all k and `, ensuring that the network is

fully connected as discussed in Section 4.2. At low SNR values, interference alignment
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has been shown to perform poorly [32], thus the moderately high SNR environment is

assumed. Generating the channels i.i.d. with a Gaussian distribution gives an idea of the

best possible performance, since correlation has been shown to reduce IA rates [26]. Ab-

solute values for coherence time and overhead are irrelevant, so the overhead percentage

of the coherence time, α = L(K,Nt, Nr)/T , or the data percentage of the coherence time

assuming P = 1 group, and α = (T −L(K,Nt, Nr))/T , are used. For TDMA, overhead

is assumed to scale linearly with the number of users (L = K), while for IA, it scales

with the square of the number of users [104] (L = K2).

Figure 4.7 demonstrates how the optimal number of groups in a partition of a 6-

user network varies with the coherence time of the channel. In this figure, P = 1 means

IA over the entire network, while P = 6 means TDMA over the entire network. Thus, P

can be viewed as a complexity parameter that can vary transmission complexity from IA

to TDMA with every combination thereof, as depicted in Figure 4.4. With low coherence

times (or high overhead percentage since overhead is constant for variable T ), IA over the

entire network results in overhead consuming the entire frame. TDMA gives a non-zero

sum rate but is still not optimal. Partitioning the network into 4 groups, 2 of which have

one user while the rest have two users, results in the highest sum rate when overhead is

considered. As the coherence time increases, however, IA gains start to outweigh the cost

of overhead and thus a single-group partition, equivalent to not partitioning the network,

is the best choice in terms of sum rate.

Figure 4.8 shows the sum rate of the greedy partitioning method and the exhaus-

tive partitioning method for K = 3 users for various α, with Nt = Nr = 2 antennas are

at each node. For exhaustive partitioning, all possible values for P are considered and
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Figure 4.7: Sum rate versus number of groups for the 6-user MIMO interference channel
with Nt = 3 and Nr = 4. In this figure, P = 1 groups corresponds to IA over the entire
network while P = 6 groups corresponds to TDMA. With large α, IA is not practical
because overhead dominates the frame. As the coherence time increases (α decreases),
however, P = 1 (i.e., applying IA over the network) is the sum-rate-optimal partition.
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Figure 4.8: Sum rate versus α for exhaustive search, greedy partitioning, IA, and TDMA.
For this simulation, the users are kept at K = 3 and there are Nt = Nr = 2 antennas at
each node, one stream is sent by each transmitter in groups utilizing IA, and 2 streams
are sent when a group consists of one node. The horizontal axis corresponds to the per-
centage of the coherence interval available for data transmission after overhead. At low
coherence times, the overhead required for IA dominates its performance and utilizing
TDMA results in a better sum rate. As the coherence time increases, IA gains begin to
outweigh the overhead costs, and IA has a higher sum rate.

the actual sum rate with global channel knowledge (4.4) is used. With a small coherence

time, TDMA outperforms IA, whereas with a large coherence time, IA throughput gains

outweigh the overhead cost of implementation, resulting in better sum rate than TDMA.

The partitioning algorithms are able to dynamically vary the network transmission strat-

egy as the coherence time changes. Further, the greedy partitioning method, approximates

the optimal partitioning without a brute force search, with its worst performance at mod-

erately low α due to the a priori choice of the number of groups based on degrees of

freedom with overhead. For K = 6 users, partitioning leads to a larger sum rate increase
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at moderate SNR versus switching between IA and TDMA, as shown in Figure 4.9. This

is due to the increased number of possible partitions. Greedy partitioning is again able to

adapt between the possible partitions as overhead is varied. Note that, although optimal

search is not shown in this figure due to computational complexity, we know that since the

greedy algorithm performs the partitioning based on large scale statistics, its throughput

curve as a function of 1 − α is a piecewise linear function. The different segments of

this function are points where a particular partition size is judged to be favorable when

averaged over small scale fading effects. This is visible in Figures 4.8, 4.9, and 4.10.

Thus, the greedy algorithm will be furthest from optimal in the switching regions, such

as around 1− α ≈ 0.5 in Figure 4.8. The gap between optimal and greedy will therefore

grow with the number of possible partitions, and thus the number of users.

Figure 4.10 demonstrates the gains of geographic grouping in a 6-cell network

with user locations drawn uniformly from a circle with radius 758 m around each base

station, which are placed 1.52 km apart. The channel model is the Type E model from

IEEE 802.16j [95], and the base stations transmit with Nt = 3 transmit antennas and

40 dBm transmit power. When the partitioning algorithm chooses P > 1, grouping the

users based on geographic distance outperforms the IA max-sum-rate algorithm because

the IA gains are smaller in this operating region and are offset by the relatively high

overhead of IA versus ignoring the interference. That is, users can be grouped to operate

in a high SIR region, where ignoring interference is preferable to aligning it. More spatial

streams can be exploited this way, utilizing less overhead because fewer channels must be

estimated and fed back. At large coherence times IA is still the preferred strategy because

the transmitters can utilize the entire frame after overhead for transmission.
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Figure 4.9: Sum rate versus α for greedy partitioning, IA, and TDMA. For this simulation,
the users are kept at K = 6 and there are Nt = 3 antennas at each transmitter and
Nr = 4 antennas at each receiver. As in Figure 4.8, the horizontal axis corresponds to
the percentage of the coherence interval available for data transmission after overhead.
A larger gain is available when partitioning with more users relative to the 3 users of
Figure 4.8.
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Figure 4.10: Sum rate versus α for greedy partitioning with geographic grouping, IA-sum
rate grouping, IA, and TDMA. For this simulation, a cellular channel model is used for a
6-cell arrangement.

Finally, Figure 4.11 demonstrates the lower bound on the sum capacity from Sec-

tion 4.5 as a function of the training length τ for M = 10 antennas, K = 4, 9, 19 users,

ρ = 0, 10, 20 dB on all links, and coherence time T = 200 symbols. In this case, the

optimal τ does not significantly vary for different K, but increases from 18 to 42 symbols

as ρ decreases from 20 dB to 0 dB.

4.7 Conclusions

This chapter demonstrated the limitations of cooperative protocols for interference

channels through overhead that scales faster than linearly with the number of users in the

network. In particular, as the network grows, the sum rate with overhead of interference

alignment goes to zero. By considering network overhead in the practical design for
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Figure 4.11: Sum rate lower bound versus τ for K = 4, 9, 19 users, M = 10 antennas,
ρ = 0, 10, 20 dB, and coherence time T = 200 symbols. Optimal τ values for ρ =
0, 10, 20 dB are 18, 26, and 42 symbols, respectively.
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the interference channel, this paper has found analytical and algorithmic methods for

trading off the overhead with the sum rate increase of cooperative transmission strategies

by partitioning the network into orthogonally transmitting groups. A suite of transmission

designs spanning the simplicity of TDMA to the performance of IA can be chosen using

the simple algorithms derived in this paper. The proposed algorithms attempt to maximize

the sum rate with overhead with fair time sharing of the channel, fair sum rate between

groups, or geographic grouping to exploit the reduced interference levels in unconnected

channels.
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Chapter 5

Shared Relaying

5.1 Introduction

In this chapter, we evaluate the benefits of several promising relaying strategies

for 3GPP-LTE-Advanced. We consider three specific strategies including one-way relays,

two-way relays, and shared relays. The one-way relay possesses only a single antenna

and is deployed once in every sector. It performs a decode-and-forward operation and

must aid the uplink and downlink using orthogonal resources. The shared relay concept

was recently proposed in IEEE 802.16m [99], but is readily applicable to 3GPP-LTE-

Advanced. The idea is to place a multiple antenna relay at the intersection of two or

more cells. The relay decodes the signals from the intersecting base stations using the

multiple receive antennas to cancel interference and retransmits to multiple users using

MIMO broadcast methods. The two-way relay, also called analog network coding [52]

and bidirectional relaying [55], is a way of avoiding the half-duplex loss of one-way

relays [6]. The key idea with the two-way relay is that both the base station and mobile

station transmit to the relay at the same time in the first time slot. Then, in the second time

slot, the relay rebroadcasts what it received to the base station and mobile station. Using

channel state information and knowledge of their own messages, the base and mobile

stations are able to decode information sent from the other party.
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To study the performance of each relaying strategy we derive expressions for their

achievable rate assuming Gaussian signaling. The rate expressions illustrate how other-

sector and other-cell interference impact performance and allow for efficient network sim-

ulation. For example, the analysis shows that two-way relaying has the potential for se-

vere interference enhancement since (i) there are more sources of interference and (ii) it

performs an amplify and forward that rebroadcasts the received interference. Shared re-

laying seems to offer the most resilience to interference since it exploits the MIMO MAC

(multiple access) channel to decode three signals co-channel and the MIMO broadcast

channel to deliver three interference-free signals. The direct path is neglected in each of

the relaying scenarios as the area under consideration is mainly the cell edge.

To compare the performance of different relay strategies, we compare their per-

formance using a system simulator. Channel models from the IEEE 802.16j specifica-

tion [95] are used since they include models for fixed relays. The simulator places users

in fixed locations in each sector, and computes the sum rates derived in this chapter as-

suming the channel is fixed over the length of the packet. These rates are reasonable in

that they are nearly achievable in real slow-fading systems with powerful coding and ag-

gressive adaptive modulation. Comparing the performance of different relaying strategies

in a single set of simulations provides extensive comparability that is not possible when

comparing different references.

As a baseline for performance comparison we compare with several different cel-

lular configurations including sectoring and frequency reuse. To be fair, we also compare

with an emerging transmission technique known as base station coordination [27, 48, 50,

119]. The idea is that by coordinating the transmission of multiple base stations, sharing
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data and channel state information, it is possible to eliminate interference by effectively

having the multiple base stations act as one single transceiver. Several suboptimal strate-

gies have been proposed to realize base station coordination such as coordinated resource

allocation [28] or clustered coordination [122]. Such strategies have made base station

coordination a viable technology for 3GPP-LTE-Advanced that may be complementary

to relaying or a more complex alternative.

The main conclusions of this chapter are as follows. The one-way relay enhances

capacity near the cell edge but is very limited by interference. The shared relay is able

to remove much of the dominant interference and provides much of the gain of localized

base station coordination, which gives the highest rates of the strategies compared in this

chapter. The two-way relay struggles to get any rate to the mobile-to-base station link

unless the relay is very close to the mobile station because of interference from adjacent

base stations. Further research into this area is warranted, however, by the success of the

two-way relay in the downlink combined with its simplicity. In all cases, frequency reuse

1 (where each sector and each cell uses the same spectrum) outperformed frequency reuse

6 (where the spectrum is divided into six bands, one for each sector).

The rest of this chapter is organized as follows. Section 5.2 introduces the general

cellular model considered in this chapter. Section 5.3 discusses the one-way architecture

as a baseline of comparison for the rest of the chapter. Section 5.4 considers two-way

relaying and derives the sum rate over a number of different CSI assumptions. Section 5.5

presents a transmission strategy for shared relaying and derives the sum rate. Section 5.6

discusses base station coordination over a limited area. Section 5.7 compares all of the

presented strategies under different frequency reuse plans. Section 5.8 gives a discussion
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of the results from the previous section while Section 5.9 summarizes the main results in

the chapter.

This chapter uses the following notation. The log refers to log2. Bold uppercase

letters, such as A, denote matrices, bold lowercase letters, such as a, denote column

vectors, and normal letters a denote scalars. The notation A∗ denotes the Hermitian

transpose of matrix A. The letter E denotes expectation, min{a, b} denotes the minimum

of a and b, |a| is the magnitude of the complex number a, and ‖a‖ is the Euclidean norm

of vector a.

5.2 System Model

In the analysis we consider an arbitrary hexagonal cellular network with at least

three cells as shown in Figure 5.1; the simulations will include an extra tier of cells, pro-

viding two tiers of total interference (see Section 5.7 for details). The base stations are

located in the center of each cell and consist of six directional antennas, each serving a

different sector of the cell. The antenna patterns are those specified in the IEEE 802.16j

channel models [95]. The channel is assumed static over the length of the packet and per-

fect transmit CSI is assumed in each case to allow for comparison of capacity expressions.

Thus, each cell has S = 6 sectors. The multiple access strategy in each sector is orthogo-

nal such that each antenna is serving one user in any given time/frequency resource. We

assume the channels are narrowband in each time/frequency resource, constant over the

length of a packet, and independent for each packet. This is known as the block fading

model. These assumptions correspond to one ideal LTE OFDM subchannel and, although

unrealistic in practice, are useful for deriving capacity equations that can be used for
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Figure 5.1: System model with 3 cells, each with 6 sectors. The analysis makes no
assumption on the number of cells, and the frequency reuse pattern varies for the different
architectures under consideration. This chapter focuses on the triangular region in the
center of the model.

deciding the actual data rate and for simulations deriving an upper bound on throughput.

Most of the analysis in this chapter will focus on downlink communication, but

a similar analysis can be applied to the uplink in each case. In the one-way and shared

relay cases, communication takes place in two orthogonal phases. In the first phase, the

base station transmits while the relay receives (the mobile may or may not receive) and in

the second phase the relay transmits while the mobile receives. There will be a capacity

penalty due to the use of two phases to transmit the same information. We assume that the

phases are synchronized so that the first phase and second phase occur simultaneously in

all cells. In the two-way case, the base station and mobile stations both transmit in the first

phase, while the relay transmits in the second phase, as will be explained in Section 5.4.
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We consider different rates of frequency reuse. For a reuse of r, the spectrum is

divided into r orthogonal bands where each one will be used in a regular pattern M/r

times over an area covering M cells. We refer to this as M × r reuse. In this chapter we

will consider only 1 × 1 reuse and 1 × 6 reuse, and thus for simplicity will henceforth

drop the M from the notation and refer to only reuse r. In this case, mutual information

will be scaled by 1/r to make fair comparisons. Different patterns of frequency reuse are

used in different scenarios as shown in Figure 5.2. For shared relaying and base station

coordination, the interfering sectors share the same frequency. For the one-way relay and

the two-way relay, the interfering sectors use different frequencies. The analysis assumes

one user per sector has been arbitrarily scheduled, meaning the exact scheduler is not

considered since we are not analyzing multiuser diversity.

The system details of each specific architecture are explained in their respective

sections. Specifically, we compare each transmission model with frequency reuse factors

of 1 and 6. The one-way model consists of one single-antenna relay per sector serving

only users in its sector. The shared relay is shared among three sectors in three adja-

cent cells (e.g., the sectors making up the center triangle in Figure 5.1), allowing it to

serve users in each of those sectors. The two-way model consists of a single amplify-

and-forward relay per sector and allows simultaneous uplink/downlink communication,

removing the half-duplex loss of conventional relaying. Base station coordination as-

sumes a lossless, zero-delay fiber link between adjacent sectors (the same ones serving

the shared relay) and allows the base stations to cooperatively transmit in the downlink

and receive in the uplink as if they were one large multiple-antenna transceiver. Each of

these models is discussed in the remainder of this chapter.
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Figure 5.2: Frequency reuse patterns with reuse 6 for (a) one-way and two-way relaying
and (b) shared relaying and base station coordination.

Each hop of communication is assumed to use ideal coding and adaptive modu-

lation so that mutual information may be used. This does not, however, guarantee that

the end-to-end capacity is reached as the relays are performing a strictly suboptimal strat-

egy (decode-and-forward for the shared and one-way relays, amplify-and-forward for the

two-way relay). Other-sector and other-cell interference is assumed Gaussian and treated

as noise unless specifically treated as in the shared relay case. All RF receive chains are

assumed to have identical noise variance σ2
N .
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5.3 One-Way Relaying Model

In this section we introduce the one-way transmission model, which resembles

IEEE 802.16j relaying. As with IEEE 802.16j, each relay has a single “parent” base sta-

tion, creating a tree architecture. The relay, which decodes its receives signal, is thus a

part of the cell its parent BS serves. Further, the uplink and downlink are divided or-

thogonally in time or frequency, depending on the duplexing method. Finally, the mobile

station is unable to exploit the direct link. To simplify the analysis and ensure for fair

comparison, we allow one single-antenna decode-and-forward relay per sector.

Assuming all base stations transmit at the same time, frequency, and power, and

that the cellular architecture is such that each cell sees the same interference (i.e., ne-

glecting network edge effects), we can focus on a single sector of a single cell and avoid

overuse of subscripts. As mentioned in Section 5.2, we assume an i.i.d. block fading

model and can thus focus on the transmission of a single block of packets over which the

channel is static. We also remove time indices of the symbols for ease of notation.

If the scheduled user is being served by the relay in its sector, the relay will receive

yR = hs+ h∗IsI + vR, (5.1)

where h is the BS-RS channel (transmit power is absorbed into h), s is the symbol trans-

mitted by the BS (normalized so that E |s|2 = 1), hI is the vector of channels between

the relay and all interfering base stations (including inter-cell and inter-sector), sI is the

vector of transmitted symbols from all the interferers, and vR is the additive white Gaus-

sian noise observed at the relay with variance σ2
N . The subscript I refers to interference,

N refers to noise, and the subscript R denotes that the reception is at the relay.
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Assuming that h∗IsI is Gaussian1 with variance σ2
hI

, then the relay can decode s

with arbitrary reliability if s is drawn from a Gaussian codebook with rate

R1 ≤ log

(
1 +

|h|2

σ2
hI

+ σ2
N

)
. (5.2)

The relay then re-encodes s into x with rate R2 and transmits x in the second

phase of transmission. The mobile receives

yM = gx+ g∗IxI + vM . (5.3)

Here, g is the RS-MS channel (with absorbed transmit power as in the first hop), gI is the

vector of channels between the mobile and all interfering relays, and xI is the vector of

transmitted symbols from all the interferers in the second phase of transmission. As in

the first hop, the interference is assumed to be Gaussian, and has variance σ2
gI

.

The mobile will theoretically be able to decode x with arbitrary reliability if it is

drawn from a constellation with rate

R2 ≤ log

(
1 +

|g|2

σ2
gI

+ σ2
N

)
. (5.4)

We assume the normalized durations of two phases of transmission are t and (1−t)

with 0 ≤ t ≤ 1. The capacity of the two-hop transmission is defined as the bottleneck of

the two hops with the optimal time sharing as [14]

R = min
0≤t≤1

{tR1, (1− t)R2}, (5.5)

1We assume no knowledge of hI and thus each interfering term is unlikely to be truly Gaussian, although
the sum over many interferers helps in this regard. This assumption is an ideality in order to treat the
interference as noise and is made frequently in the literature. Further, the variance of the interference will
change from block to block but will be constant over the packet.
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BS TX power PBS
Relay TX power PRS/3
Antennas per BS (sector) 1
Antennas per relay 1
Relays per sector 1
Antennas per mobile 1
Relay location 2/3 cell radius from BS

Table 5.1: System parameters for one-way relay model. The main differences between the
one-way relay model and the shared relay are the number of antennas per relay, the relay
transmit power, and the number of relays per sector. Since over a large network there will
be approximately 3 times as many relays for the one-way model than the shared relay
model, they are given 1/3 the transmission power and 1/3 the antennas.

Given R1 and R2, while tR1 is an increasing function of t, (1 − t)R2 is decreasing with

t. The time sharing is thus optimal when the two terms are equal, which results in the

optimal time sharing t∗ = R2

R1+R2
. When using optimal time-sharing, the rate of the two-

hop screnario is

rOW,DL =
R1R2

R1 +R2

. (5.6)

Here, the subscripts OW and DL refer to one-way relaying and downlink transmission,

respectively. Further, the letter r is used to refer to the rate of a single user rather than a

sum of users.

The rate in (5.6) is the downlink rate of one user in one sector of the network. In

the simulations of Section 5.7, we will focus on the sum rate over adjacent sectors, which

will simply be the sum of (5.6) over those users. The main assumptions and parameters

for the two-way model are given in Table 5.1.
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Figure 5.3: Base system model for two-way relaying. Each sector contains one single-
antenna amplify-and-forward relay, and there is no coordination between cells. The sec-
tors in a given cell may cooperate to decode the uplink signals from the users in the cell,
but do not cooperate in the downlink.

5.4 Two-way Relaying

Consider the cellular network model of Figure 5.3 where each cell is sectorized

and each sector has a single relay station (RS) serving a single mobile station (MS). There

are an arbitrary number of cells in the network and the base station (BS) in each cell is

equipped with one antenna per sector. As in previous sections, we can assume a large

number of cells to allow the analysis to focus on one arbitrary sector in one arbitrary

cell. The objective then is to transmit the symbol (again dropping the time index as in

previous sections) si from the ith BS to the ith MS and the symbol ui from the ith MS
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to the ith BS. The relays are designed to facilitate the downlink transmission of s and

the uplink transmission of u (where u = [u1u2 · · · ]T is the vector of transmitted symbols

from each mobile and similarly for s. simultaneously over two time slots, avoiding the

half-duplex loss of one-way relaying. We shall refer to this simultaneous uplink-downlink

transmission as one complete transmission cycle.

In this section we consider the case where the relays are utilized as bidirectional

terminals, a configuration also known as two-way relaying. Consider a single physical

layer frame in IEEE 802.16j [79]. There are four distinct parts of the frame: (1) the base

station transmits in the downlink then (2) the relay transmits in the downlink, then the

(3) the mobile transmits in the uplink and then the (4) relay transmits in the uplink. In

two way relaying this transmission cycle would be cut in half. That is, parts (1) and (3)

could take place simultaneously in one segment of the frame, and parts (2) and (4) could

take place simultaneously in the rest of the frame. During the first time slot (phase I)

all information-generating nodes in the cell (BSs and MSs), transmit their signals to the

relay. In the second time slot (phase II), and after proper processing, the RSs broadcast

symbols from which the network nodes, i.e. BSs and MSs, may extract their intended

signals. This two-phase operation is shown in Figure 5.4.

Phase I: We consider the signals from each relay in the sector since the base sta-

tion can utilize all antennas in all sectors to decode the uplink. Using Gaussian codebooks,

the BSs and MSs transmit s and u, respectively. Denote by H̃ and G̃ the channels from

the base station array and mobile stations to the relays, respectively. The received signal

at the relays in the cell of interest is then

yR = Hs + Gu + HICsIC + GICuIC + vR (5.7)
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Figure 5.4: Two-way relaying operation in a single cell. In the first phase, all transceivers
transmit except the relays. In the second phase, only relays transmit, and other
transceivers are able to cancel the interference they caused in the first phase.

where for the reuse pattern of Fig. 5.2, H and G contain only the diagonals of H̃ and

G̃. HIC is the channel from base stations serving other cells to each relay, GIC is the

channel from mobiles in other cells, and vR is zero-mean additive white Gaussian noise

at the relay with variance σ2
N . The subscript IC refers to inter-sector interference, whereas

(as in previous sections), the subscriptR refers to the relay andN refers to noise. Further,

transmit powers have been absorbed into the channels as in previous sections. Finally, the

channels H and G may have some zero entries depending on the frequency reuse factor

of the network, but the analysis is general to any reuse factor.

Phase II: Under a non-regenerative assumption, the output of each RS is a scaled
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version of the input ŷR = ΓyR where Γ is a diagonal matrix determined by the power

constraint E{ŷRŷ∗R} = I (since transmit powers are absorbed into the channels). Since

we allow the BS antennas to cooperate in decoding the uplink, we analyze the entire

received signal at the BS array.

yB = H̃∗ŷR + WICŷR,IC + vB

= H̃∗Γ(Hs + Gu + HICsIC + GICuIC + vR) + WICŷR,IC + vB (5.8)

where H̃ was defined before and WIC is the matrix channel from relays in other cells

to the base station, ŷR is the amplified signal from all the relays in the cell, ŷR,IC is the

amplified signal from relays in other cells, and the subscript B denotes that reception is

at the base station. The spatial covariance of the interference and noise at the base station

is then

RIN = H∗Γ
(
HICH∗IC + GICG∗IC + σ2

NI
)
ΓH̃ + WICŷR,ICŷ∗R,ICW∗

IC + σ2
NI. (5.9)

Note that the term ŷR,IC has information about the Phase-I signals transmitted in the cell

of interest even though it is an interference term. In fact, if the channels to nodes in other

cells were estimated, these terms could be canceled. However, we will assume only in-

cell channel state information in this paper. Since the base station can cancel the terms

that explicitly contain s, the uplink sum rate for the whole cell is

RTW,UL =
1

2
log
∣∣∣I + R−1

INH̃∗ΓGG∗ΓH̃
∣∣∣ , (5.10)

where subscript TW denotes two-way relaying and UL denotes the uplink. The rate for

any given user can be computed from this using the multiple access rates as given in

Section 5.5.
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For the downlink, the users cannot cooperatively decode and thus we can compute

the rate for the user in the sector of interest. This user will receive

yM = gŷR + q∗ISŷR,IS + q∗ICŷR,IC + vM , (5.11)

where qIS is the vector channel from the other-sector relays to the user, qIC is the vector

from other-cell relays to the user, and vM is the noise with variance σ2
N . Note that we

distinguish between the channels between other-cell mobiles and the relays of interest

GIC , and the channels between other-cell relays and the mobile of interest qIC . Note

also that ŷR,IS and ŷR,IC have information about both the uplink and downlink signal. In

particular, with the proper CSI, the mobile could cancel its signal from ŷR,IS and similarly

use what is available of the downlink signal in these terms to help decode; however, we

will not assume this complexity in this paper. The interference variance is then

σ2
I = |q∗ISŷR,IS|2 + |q∗ICŷR,IC |2 + |g|2‖hI‖2 + |g|2‖gI‖2, (5.12)

where hI is the vector channel of interferers seen by the relay in Phase I (relative to the

downlink transmitted symbol s) and gI is the channel of interferers seen by the relay in

Phase I (relative to the uplink transmitted symbol u). Thus, the downlink rate for this user

is

rTW,DL =
1

2
log

(
1 +

|gh|2

σ2
I + σ2

N

)
. (5.13)

We use the notation r instead of R to refer to a single user rather than the sum over users.

The main assumptions and parameters for the two-way model are identical to

those for the one-way model and are given in Table 5.1.
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Base station antennas
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Figure 5.5: Models of systems using shared relays with (a) frequency reuse factor of 6 or
(b) frequency reuse factor of 1.

5.5 Shared Relaying

A shared relay is a relay that is the subordinate of multiple base stations—the

base stations share the relay. As discussed in Section 5.3, IEEE 802.16j does not permit

this architecture, but shared relaying has distinct advantages over the one-way model.

The relay has KM antennas, where M is the number of base station antennas serving

each sector, and K is the number of base stations sharing the relay. For simplicity in

our analysis, M = 1, but the model is readily extendable to M > 1. Figure 5.5 shows

a typical configuration for a shared relay under the general cellular model presented in

Section 5.2. The relay is placed at the corner of three adjacent cells (hence K = 3, so that

each base station has a sector pointing directly at the shared relay.
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By placing many antennas at the shared relay, interference can be canceled in

both hops of communication. The shared relay behaves as a coordination of many single-

antenna relays, and thus alleviates the need for coordination among base stations. As

will be shown in Section 5.7, the shared relay achieves much of the capacity gain of

base station coordination without the need for expensive information-passing between

distributed base stations.

As in the one-way model, downlink communication occurs in two time slots (since

we assume no base station coordination, even among sectors, the uplink analysis is iden-

tical to that of the downlink with lower transmit power at the mobile). In the first hop, the

relay receives

yR =
K∑
k=1

hksk + HIsI + vR, (5.14)

where hk is the channel from the kth parent base station to the relay, sk is the symbol

transmitted by the kth base station (intended for the kth user being served by the shared

relay), HI is the matrix of channel coefficients from interfering base stations, sI is the

vector of symbols transmitted by the interferers, and vR is spatially white zero-mean

additive white Gaussian noise at the relay.

This first hop of communication is the MIMO multiple access channel, and its

capacity can be achieved via multiuser detection at the relay. That is, no coordination

is necessary among the base stations beyond frame synchronization. Assuming, without

loss of generality, that the users are ordered relative to channel SNR (i.e., ‖h1‖ > ‖h2‖ >

· · · > ‖hK‖), we will decode s1 first, and so on, so that sk is decoded in the midst of

interference from only the (k + 1) through Kth streams (and the term HIsI which is
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common to all streams). Then the mutual information for user k in the first hop is

R1k = log |I + A−1
k R−1

I1 hkh
∗
k|, (5.15)

where RI1 = HIH
∗
I + σ2

NI and Ak is defined recursively as

Ak = I + A−1
k+1R

−1
I1 hk+1h

∗
k+1, (5.16)

AK = I. (5.17)

Now that the relay has decoded the first hop, it can transmit the {sk} to the mobiles

in the second hop at a different rate than the first hop. It thus re-encodes the {sk} into

another vector {xk} at the highest rate the second hop can support. Note that this is the

Gaussian MIMO broadcast channel, and its capacity can be achieved by performing an

LQ factorization on the aggregate channel matrix, performing dirty paper coding on the

interfering signals, and waterfilling over the signals [96]. The user receives only its signal

from the relay, plus interference from the external interferers. This is modeled as

yM,k = gkxk + g∗I,kxI + vM,k, (5.18)

where gk is the effective channel after precoding, water-filling, and dirty paper coding

between the relay and the kth mobile station, gI,k is the vector channel from all the inter-

ferers to the kth mobile, xI is the transmitted vector at the interferers during the second

hop, and vM,k is the additive white Gaussian noise at mobile k.

For user k the rate in the second hop is

R2k = log

(
1 +

|gk|2

‖gI,k‖2 + σ2
N

)
. (5.19)
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BS TX power PBS
Relay TX power PRS
Antennas per BS (sector) 1
Antennas per relay 3
Relays per sector 1
Antennas per mobile 1
Relay location cell radius from BS

Table 5.2: System parameters for shared relay model. The main differences between the
shared relay model and the one-way relay are the number of antennas per relay, the relay
transmit power, and the number of relays per sector. Since over a large network there
will be approximately 3 times fewer relays for the shared model than the one-way relay
model, shared relays are given 3 times the transmission power and 3 times the antennas.

As in Section 5.3, we must optimize the time sharing between the two hops. In this case

however, we have to optimize the sum rate, and cannot optimize the rate for each user.

The sum rate is

RS = max
t∈[0,1]

K∑
k=1

min {tR1k, (1− t)R2k} . (5.20)

Here we use the subscript S to denote shared relaying. The main assumptions and param-

eters for the shared model are given in Table 5.2.

5.6 Base Station Coordination

Base station coordination allows distributed base stations to act as a single multi-

antenna transmitter by sharing the data to be transmitted via a high-capacity low-delay

wired backbone [27]. If all base stations can coordinate their transmissions to all sched-

uled users, then all interference can be removed. However, full coordination over a wide

area is impractical because of the complexity of coordinated transmission, so localized

coordination has been investigated recently [43]. Here, to give an interesting comparison
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to the shared relay, we allow coordination of sectors pointing at each other at each of the

corners of the cells, as shown in Figure 5.6. No relaying is performed under this architec-

ture. We assume a sum power constraint for all the coordinated antennas. Although this

assumption is not practical, the pooled power constraint is a very close approximation to

the per-base power constraint, with much lower complexity in calculation [46, 51].

As this channel model is again the Gaussian MIMO broadcast channel, the user

rates are similar to those achieved in the second hop of the shared relay transmission in

Section 5.5. Mobile k receives

y = hksk + h∗I,ksI + vk, (5.21)

where hk is the effective channel gain from the base stations to the kth mobile after pre-

coding, dirty paper coding, and waterfilling, sk is the transmitted symbol intended for the

kth mobile, hI,k is the vector channel from the interferers to the kth mobile, sI is the vec-

tor of symbols transmitted by the interferers, and vk is the additive white Gaussian noise

at the kth mobile. The rate for user k is thus

rk,BC = log

(
1 +

|hk|2

‖hI,k‖2 + σ2
N

)
. (5.22)

Here we have used the subscript BC to denote base station coordination and the notation

r instead of R to refer to a single user rather than the sum of users. The rate in (5.22)

is the rate of K users in K sectors and is thus directly comparable to (5.20) assuming

the services areas are the same for the two cases. For the uplink, the rates are that for

the MIMO multiple access channel (MIMO MAC), whose forms are identical to those

for the downlink but for the proper uplink channel substituted for hk and the interfering
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Figure 5.6: System models for base station coordination with (a) frequency reuse factor
of 6 or (b) frequency reuse factor of 1.
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channels [8]. The base station parameters for this model are the same as previous models,

and there are no relays included in this model.

5.7 Simulations

Each of the systems described in the previous four sections was tested under a

system-level cellular network simulation. A layer of interfering cells was wrapped around

the three main cells, as shown in Figure 5.7. These outer cells have the same architecture

as the inner cells for the respective simulations. For instance, a network implementing the

shared relay will contain a relay at each vertex of each hexagonal cell, as in Figure 5.7.

Since the sectors making up the central triangle are our area of interest, there are actually

two layers of interfering relays in this case.

The metric of comparison is the achievable sum rate (derived in each architec-

ture’s respective section) in the central triangle outlined in Figure 5.7. That is, the sum

rate is the rate of the three users in the three sectors making up the central triangle in

Figure 5.7, averaged over a number of fading and shadowing iterations. Since we have

assumed arbitrary scheduling and orthogonal signaling inside each sector (corresponding

to a single subchannel of the OFDM waveform), the sum rate is calculated over three

users. The parameters of the simulation are given in Table 5.3.

The Type H channel model specifies a channel from a node transmitting from

above the roofline to another node above the roofline. The fading is Rician with K-factor

4, the carrier frequency is 2 GHz, there is no shadowing, the relay height is 15m, and the

base station height is 30m. For the Type E channel model, for the BS-MS and RS-MS

links, the mobile is located 1m above the ground, the street width is 12m, the roof height is
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Base station antennas
Shared relay stations
Mobile stations

Figure 5.7: System model under consideration for the simulations presented in this chap-
ter. The focus is on the triangular area in the center of the network. This figure also shows
the frequency reuse pattern for the shared relay and base station coordination under reuse
factor 6.
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BS TX power 47 dBm
BS-RS channel model IEEE 802.16j, Type H [95]
BS-MS channel model IEEE 802.16j, Type E [95]
RS-MS channel model IEEE 802.16j, Type E [95]
# of Realizations 1000
Cell radius 876 m
Carrier frequency 2 GHz
Noise power -144 dBW
Mobile height 1 m
Relay height 15 m
BS height 30 m
Propagation environment Urban

Table 5.3: System parameters used for the simulations in this chapter.

15m, and the distance between building centers is 60m (based on an urban environment).

The noise power is -144 dBW, corresponding to a 10 MHz channel.

Figure 5.8 shows the downlink sum rate for each of the architectures presented in

this chapter as a function of relay transmit power for reuse factors r = 1, 6. For each case,

r = 1 outperforms r = 6 to varying degree. Base station coordination and conventional

transmission are constant across the plot because no relays are included in these system

models.

Base station coordination, unsurprisingly, gives the highest downlink sum rates, a

roughly 119% increase over a conventional architecture with no relaying or coordination.

More striking, however, is that shared relaying achieves approximately 60% of the gains

of base station coordination. When comparing the two systems, it must be emphasized

that shared relaying requires no coordination between its base stations beyond that needed

for synchronization in the multiple access channel of the first hop. Its main disadvantage
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Figure 5.8: Downlink sum rates for each of the strategies presented in this chapter as a
function of the relay transmit power. The solid lines represent reuse factor 1, while the
dotted lines represent reuse factor 6.
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relative to coordination is the half-duplex loss and delay associated with decode-and-

forward relaying. Note that for r = 6 the gains of shared relaying diminish relative to

r = 1.

The one-way architecture only gives a roughly 15% increase in rate relative to

a conventional system, whereas two-way relaying performs worse than conventional in

the regime plotted in Figure 5.8. Here, the multiplexing gain of the two-way relay is not

apparent because we are considering only the downlink.

Uplink sum rates are given in Figure 5.9. In this regime, conventional architec-

tures (without power control, soft handoff, or multiuser diversity which have been ab-

stracted out of the system) have extremely low uplink SINR, resulting in almost no rate.

Two-way relaying performs similarly since the interference from nearby base stations is

overwhelming the mobile device’s signal unless the relay is extremely close to it (as will

be discussed in the next section). The curves on this graph are flat partly because they are

already in the interference-limited regime and partly because, in the case of relaying, the

system is limited by the first hop, which is not a function of the relay transmit power.

In this regime, shared relaying achieves around 90% of the achievable rate of base

station coordination due to the relay’s ability to remove interference and its proximity to

the cell edge. The half-duplex loss is much less severe in this case. One-way relaying

achieves roughly 50% of the rates of base station coordination. As in the downlink case,

frequency use factor r = 1 drastically outperforms r = 6 across the board.

Figure 5.10 shows the downlink sum rate of coordination, shared relaying, and a

conventional system with no relaying or coordination throughout an entire sector. The
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Figure 5.10: (a) Downlink sum rate in one sector versus mobile station position for base
station coordination, shared relaying, and direct transmission. A reuse factor 6 is shown
because the curves are more separated in this case. By adapting between shared relaying
and direct transmission depending on user location, the rates of base station coordination
can be approached. (b) The geometry of the sector, explaining the x- and y-axes of part
(a).
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figure is for frequency reuse factor 6 because the curves are more separated in this case.

At around half-way between the base station and shared relay (which is located at the

left-most corner of the sector), direct transmission becomes more desirable than relaying.

By adapting between these two cases based on the position of the mobile station, the

downlink rate approaches that of base station coordination over the entire cell.

The simulations of the this section give relative performance gains between differ-

ent transmission strategies in a cellular network. This section describes the insight these

simulations can give and summarizes the general conclusions we can draw from them

beyond the relative performances. First, having a relay act as an interference-reducing

station gets nearly the gains of having BS coordination over the same area. The reason

this is not obvious is because of the half-duplex nature of the relay. This is made up for by

the fact that the relay can be placed in an LOS position with the BS and is closer to the MS

than the BS in the regime of interest. In more precise terms, the degrees of freedom lost in

performing half-duplex relaying are almost made up for by practical considerations such

as RS placement, all at a reduced complexity. The second conclusion we can draw is that

two-way relaying is severely limited in the uplink unless the relay is extremely close to

the mobile and does not in general compensate for the half-duplex loss of one-way relay-

ing in the simulated regime. We will discuss practical ways of overcoming this problem

in the next section.

5.8 Discussion

In the previous section, shared relaying was shown to be a simpler alternative to

base station coordination. Further, by spatially removing local interference, the shared
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relay outperforms one-way relaying by over 80% in the downlink. By allowing the relay

to be shared among multiple base stations, the shared relay avoids the BS coordination

task of associating each mobile station with multiple base stations. We now briefly discuss

some practical considerations for shared relaying.

5.8.1 Practical Shared Relaying

We have been assuming thus far that the shared relay is moderately complex.

Since it serves 3 adjacent sectors, there will be 1/3 as many relays in the network than

with the one-way model (neglecting the edge of the network). Thus, an increase in unit

complexity is at least partially offset by a decrease in deployment cost relative to the

one-way model.

The shared relay may also mitigate the need for coordinated scheduling between

the sectors. If the shared relay is allowed to transmit its own control information, as in

the non-transparent relay of IEEE 802.16j [79], it can achieve a large multiuser diversity

gain across sectors without the need for the base stations to share information.

It may also make handoff easier by allowing for a buffer zone where which base

station a mobile is associated with is unimportant. For example, consider a mobile station

moving away from a base station and towards a shared relay. As it enters the relay’s zone

of service, it is now served by this relay but still associated with its original base station.

As it continues past the relay and into the next cell, it is still served by the shared relay,

which may signal to the original base station that it is time to handoff the mobile to the

adjacent BS. So long as the handoff procedure is done before the mobile leaves the shared

relay’s zone of service, the mobile will stay connected to the network.

123



0 100 200 300 400 500 600 700 800 900
0

5

10

15

Mobile position [m]

U
pl

in
k 

su
m

 ra
te

 [b
ps

/H
z]

Shared Relaying
Conventional
BS Coordination
802.16j Relaying
Two−way Relaying

802.16j or two−way
relay position

toward base station

Figure 5.11: Uplink sum rate of two-way relaying and other strategies versus MS position
relative to cell edge. The relay station is located 440m from the base station.

5.8.2 Improving Two-Way Relaying

Recall that Figure 5.9 showed that uplink rates for two-way relaying were prac-

tically zero. In this scenario, since the base stations and mobile stations are transmitting

simultaneously, nearby base stations are drowning out the mobile stations. This can be

mitigated by only performing two-way relaying for mobiles that are very near the relay.

Figure 5.11 shows the uplink sum rate for various transmission strategies as a function

of the mobile station distance from the base station. Conversely, Figure 5.12 shows the
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downlink sum rate for the same strategies. In this case, the relay station is located 440m

from the cell edge. The mobile’s power begins to overshadow the adjacent BS interfer-

ence power at around 100m from the relay, and the sum rate quickly rises.

Two-way relaying aims to increase the sum uplink plus downlink rates relative

to conventional relaying. However, in a mobile broadband cellular network, the uplink

and downlink are inherently asymmetric, making this sum an inappropriate metric. For

instance, to truly maximize the uplink plus downlink rate, one will simply allow the down-

link to occur all the time.

Further, allowing adjacent base stations and mobile stations to transmit simulta-

neously is an inherently bad idea unless the receiver is located very close to the mobile.

For example, if we allow the mobile to transmit at 23 dB below the base station power,

and using simple free-space path loss, the relay would have to be approximately 36-times

closer to the mobile than the nearest out-of-cell base station for a 0 dB SINR. Of course,

this is a simple calculation intended only to show the nature of the problem.

One way of combating this is to use an antenna array at the relay to steer nulls

towards the nearest base stations. This risks a mobile being in the same direction as the

base station and being in the same null. Other strategies include conventional ways of

avoiding interference in cellular systems such as power control and frequency reuse.

5.9 Conclusions

We have analyzed and compared four cellular architectures for LTE-Advanced.

While base station coordination between adjacent sectors in neighboring cells achieved
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the highest rates, it is also the most complex architecture. Sharing a multi-antenna relay

among the same sectors is a simpler way to achieve much of the gains of local interference

mitigation, but still has significant complexity within the relay itself. One-way relaying,

where each relay is associated with only one base station, is unlikely to give substantial

throughput gains near the cell edge because it does not directly treat interference, and

two-way relaying overcomes the half-duplex loss of conventional relaying provided the

relay is extremely close to the mobile.

127



Chapter 6

Conclusion

6.1 Summary

In this dissertation, I have proposed strategies for practical user cooperation to

improve sum rate in wireless networks. For the MIMO interference channel, I have pro-

posed new algorithms to optimize performance in a variety of interference scenarios. I

have analyzed partitioning of users based on network overhead, as well as optimization

of training size in the face of partitioning. For the shared relay channel, I have formed

a system model, derived its sum rate by leveraging previous work on MIMO broadcast

and multiple access channels, and analyzed performance relative to conventional relay

topologies.

In Chapter 3, I discussed the application and performance of iterative algorithms

in the MIMO K-user constant-coefficient interference channel under various operating

regimes. The convergence and optimality of the algorithms has been discussed, and simi-

larities between all of them have been derived. If an iterative solution for the interference

channel is ever practical in a real system, it is unlikely that a direct interference alignment

approach is desirable because of its suboptimality in environments where one or more

links have little energy relative to the others. Instead, the max SINR or MMSE metrics

are desirable in most environments because they flexibly adapt the solution between inter-
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ference alignment (high interference power) and SVD precoding (no interference, fixed

number of streams), and the MMSE solution in particular has a transmit power inequality

constraint. These algorithms, however, have relatively high implementation complexity

because of their nonorthogonality and lack of closed-form solutions at each step in gen-

eral cases. In particular, the MMSE algorithm requires some optimization for meeting the

power constraint, and the max-SINR algorithm requires more channel state knowledge

at each iteration than the others. The min-INL algorithm is a good tradeoff between the

three algorithms, since it has improved performance over IA in scenarios where there is

uncoordinated interference or colored noise, but still has relatively low implementation

complexity because of its simpler solutions and orthogonal precoders.

In Chapter 4, I demonstrated the limitations of cooperative protocols for interfer-

ence channels through overhead that scales faster than linearly with the number of users

in the network. In particular, as the network grows, the sum rate with overhead of interfer-

ence alignment goes to zero. By considering network overhead in the practical design for

the interference channel, I found analytical and algorithmic methods for trading off the

overhead with the sum rate increase of cooperative transmission strategies by partitioning

the network into orthogonally transmitting groups. A suite of transmission designs span-

ning the simplicity of TDMA to the performance of IA can be chosen using the simple

algorithms derived in this paper. The proposed algorithms attempt to maximize the sum

rate with overhead with fair time sharing of the channel, fair sum rate between groups, or

geographic grouping to exploit the reduced interference levels in unconnected channels.

In Chapter 5, I analyzed and compared four cellular architectures for LTE-Advanced.

While base station coordination between adjacent sectors in neighboring cells achieved
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the highest rates, it is also the most complex architecture. Sharing a multi-antenna relay

among the same sectors is a simpler way to achieve much of the gains of local interference

mitigation, but still has significant complexity within the relay itself. One-way relaying,

where each relay is associated with only one base station, is unlikely to give substantial

throughput gains near the cell edge because it does not directly treat interference, and

two-way relaying overcomes the half-duplex loss of conventional relaying provided the

relay is extremely close to the mobile.

6.2 Future Work

This dissertation has laid the groundwork for several thrusts of future work toward

implementing cooperative transmissions in interference channels. Several important ideas

for future work are detailed below.

• Adaptation for the Interference Channel — Algorithms designed for the MIMO

interference channel perform best in slowly changing channels with high SNR on

each link. Further, the achievable rates, and thus the optimal digital constellations

for transmission, for each user depend on the directions of all of the precoders.

The constellation thus depends highly on the phase of the channels rather than

simply the magnitudes. While this is similar to the point-to-point MIMO chan-

nel, it is much more pronounced for the MIMO interference channel because the

reception is in the presence of very strong highly directoinal interference rather

than spatially independent noise as in the point-to-point channel. Modulation and

coding scheme may need to be adapted with each new precoder calculation. Low-

complexity, high-accuracy adaptation is thus required not only for practical opera-
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tion of interference-channel cooperative algorithms, but also for deciding whether

cooperative algorithms should be used or not.

• Further complexity reduction in precoder design — Precoder designs for the

MIMO interference channel center around iterative approaches. Such a design can

be implemented in one of two ways: Either all receive nodes feed back their CSI to

a central node for calculating the precoder, or the iterations must be performed over

the air. Clearly, the first approach is much less complex for anything more than a

couple iterations, but still may take time to calculate. Development of precoding de-

signs that require few–if any–iterations would allow for quicker use of the channel,

meaning more accurate CSI. The tradeoff between precoder iterations and sum rate

can be analyzed in a varying channel to provide optimal precoder complexity under

MIMO interference channel operation, although such analysis would be forced to

make assumptions about the computational speed of the precoder algorithm.

• Resource allocation for shared relaying — Resource allocation is a vital function

of base stations in cellular networks, where finite resources are centrally allocated

to a large number of users. With shared relaying, resource allocation is non-trivial.

The rate any particular user will achieve with shared relaying is dependent on the

quality and direction of the channels for other devices using the shared relay. This

is similar to multiuser MIMO channels, where a full body of research is devoted

to resource allocation. Scheduling for the shared relay channel, however, is more

complicated than for multiuser MIMO due to the two-hop communication and the

fact that multiple base stations are involved in the allocation.
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• Practical experimentation — The complexity of cooperative algorithms, specif-

ically for the MIMO interference channel, poses special problems for practical

implementation. Synchronizing multiple transmitters and receivers with minimal

overhead is a particular problem for multiuser prototyping. Practical protocols

for feedback, scheduling, precoder design, and adaptation are required for imple-

mentation and, once developed, must be tested with a representative system with-

out assumptions such as a wired feedback channel, common clock, or co-located

transceivers. Each transceiver must have multiple antennas in such an implemen-

tation, as evaluation of the practical limits of cooperation sizes can be investigated

if each node has at least 4 antennas (which can support 7 interference channel user

pairs).
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