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The Galois system provides a solution to the hard problem of parallelizing irregular 

algorithms using amorphous data-parallelism.  The present system works on the shared-

memory programming model.  The programming model has limitations on the memory 

and processing power available to the application.  A scalable distributed parallelization 

tool would give the application access to a very large amount of memory and processing 

power by interconnecting computers through a network. 

This thesis presents the design for a distributed execution programming model for 

the Galois system.  This distributed Galois system is capable of executing irregular graph 

based algorithms on a distributed environment.  The API and programming model of the 

new distributed system has been designed to mirror that of the existing shared-memory 

Galois.  This was done to enable existing applications on shared memory applications to 

run on distributed Galois with minimal porting effort.  Finally, two existing test cases have 

been implemented on distributed Galois and shown to scale with increasing number of 

hosts and threads. 
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Chapter 1 Introduction 

Algorithms that use pointer based data structures such as trees and graphs are irregular 

[3], the work done at runtime by these algorithms are dependent on the input data and the 

data structure used.  These algorithms are prevalent in domains such as social network 

analysis, natural language processing, data-mining and compilers.  Most irregular 

algorithms work on large sparse graphs. 

For instance, the page ranking algorithm used at Google calculates the ranking for every 

page on the internet [2].  The input to this algorithm could be a graph representation of 

the Internet, with webpages as nodes and links between them as edges.  Since each page 

links to just a few other pages, this graph is sparse. 

The memory available on a computer may not be enough to fit all the input data for large 

irregular programs, like those used for partitioning large graphs.  A possible solution to 

this problem is to use the memory available on more machines that are interconnected by 

a network.  This will require a distributed implementation of the algorithm. 

Regular problems that use dense array and matrix operations are well understood and 

techniques for parallelization exist even on distributed systems.  However, the execution 

for irregular algorithms is dependent on the data and the structure of the data structure 

making it much harder to parallelize. The information needed to process each node 

cannot be determined statically because each node’s neighborhood is only known at 

runtime. 

The Galois runtime system [3] introduces a possible solution to parallelize irregular 

algorithms using amorphous data-parallelism.  The Galois system, however, works only 

on shared memory machines.  In shared memory systems, all processors can access every 

other processor’s local memory.  Hence in the existing implementation of Galois the 
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amount of parallel processing is limited by the number of processing units available on 

the machine. 

This thesis discusses the design and implementation of a distributed version of Galois 

that solves the dual problem of providing the application with more memory and 

processing power.  This is done by taking advantage of the memory and processors 

available on another machine connected through a network.  The goal of the thesis is to 

design and implement scalable algorithms on the distributed Galois system.  The existing 

programming model and API of Galois are not modified in the distributed 

implementation. 

Section 2 of the thesis describes the features and the design constraints of the distributed 

Galois system.  In particular, the user's code for the existing shared-memory Galois 

implementation shouldn't have to be modified to take advantage of the distributed Galois 

system.  In section 3 the Distributed Galois design is discussed in detail.  The various 

components of the system and the implementation are also given.  The next section is on 

the directory design that is central in the implementation of distributed Galois.  The 

applications that have been implemented on distributed Galois are explained in section 5.  

The results of the algorithms are discussed in section 6.  And the report is concluded in 

section 7. 
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Chapter 2 Features and Design Constraints 

2.1 PROGRAMMING MODEL 

2.1.1 Irregular Algorithms 

The Galois system is designed to implement opportunistic parallelism called amorphous 

data-parallelism for irregular algorithms [4].  The data dependencies and available 

parallelism are determined by the input data in the case of irregular algorithms.  Parallel 

irregular algorithms use data structures like graphs and trees.  Many real world problems 

such as social network analysis and single source shortest path which use sparse graphs 

are examples of irregular algorithms. 

2.1.2 Operator Formulation 

Galois uses the operator formulation technique to solve irregular problems.  The 

algorithm is composed of individual operations performed on the active nodes of the 

graph.  The nodes or edges of the graph that are required for the computation of the active 

node constitute the neighborhood of the active node. 

For instance, Dijkstra's single source shortest path algorithm [7] can be viewed as the 

application the relaxation operation on the active node.  The active node in this case is the 

unvisited node that has the smallest distance.  In Dijkstra's SSSP algorithm the relaxation 

operation performed at each step, checks the distances computed so far on all the adjacent 

nodes, to update the distance of the active node.  Thus the neighborhood for the active 

node is the set of all its adjacent nodes and the edges connecting the active node to the 

adjacent node. 
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2.1.3 Amorphous data-parallelism 

Galois implements amorphous data-parallelism on the input algorithm using the specified 

operator for the active nodes.  Amorphous data-parallelism is obtained by speculative 

processing of the active nodes in parallel considering the neighborhoods of the active 

nodes.  Active nodes with overlapping neighborhoods cannot be processed in parallel.  So 

when two nodes with overlapping neighborhood are scheduled in parallel, one of the 

iterations is aborted.  This aborted iteration is rescheduled later. 

The iterations can only be aborted before any node in the neighborhood is modified.  This 

is implemented using exclusive locks on the nodes.  All the nodes in the neighborhood of 

the active node being processed are locked before use.  Conflicts are detected when an 

iteration tries to lock a node that has already been locked by another iteration.  Thus there 

is a cautious point before which all the objects used in the iteration should be locked.  

This cautious point demarcates the read and write phases before which all the nodes 

required for the iteration are read.  This is required for the speculative execution of the 

active nodes in parallel. 

2.1.4 Topology-driven and data-driven algorithms 

The order in which the nodes become active in an algorithm can be used to classify the 

Galois algorithms as either topology-driven or data-driven.  If the activity on an active 

node causes another node to become active the algorithm is data-driven.  In topology-

driven algorithms the graph determines the nodes that become active. 

For example, in Dijkstra’s single source shortest path algorithm [7], the node with the 

least tentative distance so far is selected as the active node.  Thus the operation in the 

previous step is used to determine the active node in this step, showing that Dijkstra’s 

algorithm is a data-driven algorithm.  In data-driven algorithms the active nodes cannot 

be determined in advance.  Execution of active nodes results in discovering more active 

nodes. 
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The Bellman-Ford single source shortest path algorithm [5] however, executes the 

operator on all the nodes in the graph at each step.  Thus the active nodes for each step 

are determined solely by the graph.  Thus the Bellman-Ford algorithm is topology-driven.  

The algorithm is also unordered where the active nodes can be handled in any order. 

Amorphous data-parallelism by definition works well on topology-driven unordered 

algorithms like Bellman-Ford. 

2.2 CONSTRAINTS 

An important design choice made early during the development of distributed Galois was 

to continue with the existing programming model of the shared-memory Galois system.  

This means that distributed Galois should continue supporting operation formulation for 

the active nodes.  The neighborhood constraints should still hold.  Thus when an activity 

specified by the operator is performed the neighborhood of the active node should be 

locked exclusively. 

Distributed Galois should allow amorphous data-parallelism among the active nodes.  

Thus speculative execution of the operator on the active nodes should not cause any 

problems.  There should be a cautious point before which all the nodes in the 

neighborhood should be locked.  The iterations should be aborted before the cautious 

point or proceed to completion, similar to the behavior in shared-memory Galois. 
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Chapter 3 Distributed Galois Design 

3.1 EXISTING SHARED-MEMORY IMPLEMENTATION 

In shared-memory Galois, multiple threads work in parallel to execute the Galois 

algorithm.  All the threads are involved in the execution of the Galois::for_each iterator.  

However, only the main thread executes all the other sections of the algorithm.  So a 

Galois program is very similar to other sequential object-oriented programming 

languages like c++.  The difference is mostly in the parallel for_each iterators. 

 

Figure 3.1: Example for each operator 

The above example shows an example of a for_each iterator.  The for_each adds all the 

elements from begin to end in a worklist as the initial set of active nodes.  The Process () 

operator is applied to each of these elements.  The execution of these active nodes 

happens in parallel using the multiple threads.  The user can specify the number of 

threads to be used for the execution. 

The operator acts on a set of nodes.  The nodes are accessed using a Galois provided data 

structure usually a graph.  Every node accessed is locked exclusively in the threads 
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context.  If any node is already locked by another thread, this iteration is marked as a 

conflict and aborted.  The aborted iterations are retried later. 

 

Figure 3.2: Interaction of the various components in shared memory Galois 

For the algorithm to function correctly, the operator should have a cautious point before 

which all locks for the iteration should be acquired.  Only after the cautious point, should 

the operator be allowed to modify the nodes in the graph.  This is required as the operator 

should be allowed to abort only before the cautious point and should never abort after 

crossing the cautious point.  This is required to enforce correctness in cases where the 

iteration has to be rescheduled. 

3.2 OVERVIEW OF THE DISTRIBUTED DESIGN 

The user interacts with the graph data structure for implementing the algorithms.  This is 

the same as in the existing shared-memory Galois.  An effort is made to hide the 

implementation details of distributed Galois completely from the user.  So the distributed 

design strives to let already implemented applications on shared-memory Galois run on 

distributed Galois without any additional porting. 

The user should be oblivious to the presence of local and remote data.  This means that 

accessing both types of objects should be the same and resolved automatically whether 

local or remote.  The user interacts with the underlying data structure (graph) to access 
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the objects.  This in turn speaks to the directory which resolves the object.  This 

knowledge of whether the data is local or remote is encoded in the directory.  However, 

accessing a remote object which has to be fetched by the directory, results in a conflict 

and aborts the iteration. 

 

Figure 3.3: (a) the requested object is returned immediately, (b) the requested object is 

returned after local use, (c) the remote requested object is recalled from host 2 

Accessing a remote object (say A) triggers a request to the owner of the object (say host 

1) through the network layer.  On the host 1 that owns the object, the network layer 

requests the local directory for the object.  If the object is present, it is locked by the 

directory and sent to the requesting host 0.  If the object however, is not available as it is 

used by a local iteration, the request is recorded by the directory and serviced at a later 

time.  And in case the object is sent to another host 2, the request for the object A is 

recorded and the object is recalled from host 2. 

The remote objects received by the directory are stored in the cache manager.  The cache 

is implemented using a hash table. 
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Figure 3.4: Various layers of Distributed Galois 

3.3 IMPLEMENTATION 

3.3.1 Granularity 

The granularity of data communication in distributed Galois is an object (node of the 

graph).  Whenever an iteration for an active node involves a remote object, it aborts the 

iteration after making a request for the object.  These aborts due to remote objects 

required by the transaction are handled by a separate abort queue.  Unlike local conflicts 

a remote conflict is rescheduled only when the remote object is received.  Thus the Galois 

system makes sure that remote abort queue is not accessed until the requested remote 

object is received. 

3.3.2 Remote Procedure Calls 

The messages communicated between the hosts are for objects however, the data is 

communicated as a stream of bytes.  This is a problem as the type of the object being 

passed has to be communicated to the receiver.   To solve this issue a landing pad for the 

data is sent with every message.  This landing pad is type aware and used by the 

receiving host to unpack the data. 
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Thus every message communicated executes a Remote Procedure on the receiving host.  

These RPCs are used to communicate the type of the object being sent to the host. 

3.4 TYPES OF OBJECTS 

The objects in distributed Galois can be classified as regular objects and persistent 

objects.  The persistent objects are copied from the owner during their first access and 

then never modified or deleted by the remote host.  These persistent objects are used for 

the implementation of distributed data structures.  For instance, one implementation of a 

graph would be to store the graph as a persistent object.  The persistent graph object 

could then point to the list of nodes on each host.  This was exactly how the first version 

of the distributed graph was implemented. 

The regular objects are local on the host that they are created and remote on the other 

hosts.  In the case of algorithms which iterate through all the nodes at each step of the 

algorithm, a good optimization would be to partition the graph and store the different 

parts on different hosts.  Each host can then iterate over their respective local nodes.  The 

Bellman-Ford algorithm for single source shortest path [5] is an example for such an 

algorithm which iterates through all the nodes at each step.  The neighborhood for each 

node is the set of all nodes connected by an edge.  Hence in this example all the 

neighbors of the active node are locked locally to execute the iteration.  If a node is 

locked exclusively by a remote host the iteration is aborted and a request is made for the 

remote object. 

Remote objects can also be acquired in the shared state.  In this case the object is 

acquired through the shared directory without acquiring an explicit lock in the local 

directory of the remote host.  All the shared objects can then be released by the user.  The 

shared state is useful in algorithms where there is contention on a few objects between 

the iterations.  For example, the calculation of the forces using the Barnes-Hut n-body 

algorithm requires the traversal of an octree.  Thus for every iteration the root of the tree 

is accessed, acquiring an exclusive lock will result in the serialization of the algorithm as 
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all the iterations will have to get a lock on the root node.  This issue is resolved using a 

shared lock on the root of the octree. 

3.5 NETWORK LAYER 

The network layer uses MPI for communication.  This follows a single program multiple 

data execution model [6].  Thus an execution of distributed Galois consists of a number 

of processes (hosts) each executing the same executable.  These hosts can communicate 

with each other and there is a unique rank associated with each host.  This rank is used 

along with the object’s address to form a global address space (Partitioned Global 

Address Space) to uniquely access any memory location in any host. 

Any host can request for any object in the global address space.  The request is forwarded 

to the corresponding owner (host) of the requested object. 

Distributed Galois also supports multiple threads on every host.  Most available MPI 

libraries however, are not thread-safe.  Thus early in the design phase a choice was made 

to limit all the MPI calls to the main thread.  The network layer has a queue for pending 

requests that are populated by all the threads.  The first thread periodically checks the 

queue and places the corresponding MPI requests. 

The Galois programming model dictates that only one thread should execute code that is 

not present in the for_each loop.  Hence, except the main thread on the first host (host 0) 

all other threads loop over the communication layer monitoring for any for_each 

execution requests.  Once the for_each is broadcast to all the hosts, the data for each host 

is communicated.  The remote hosts then execute the cautious operator over all the given 

data. 

3.6. DISTRIBUTED OBJECTS 

In distributed Galois each running process has a virtual address space that is uniquely 

addressable by that process.  Each location in the virtual address space maps to a 
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particular location in the physical address space of the machine.  These virtual addresses 

are used by the running process (host) to access an object in the memory.  However the 

virtual address available on one host is also available on every other host. 

Remote hosts can access a use a combination of MPI host id and the virtual address on 

the object in the process to uniquely identify any memory location on any running host.  

This leads to the implementation of distributed objects in the system using a Partitioned 

Global Address Space (PGAS) where each host has a local memory that can also be 

accessed by the remote hosts. 

Take the simple example of finding the sum of numbers stored in an array distributed 

among all the hosts of the application.  One way to solve this problem is to accumulate 

the sum of the elements in each host and eventually sum the accumulated values across 

all the hosts.  This algorithm requires that the variables used to calculate the local sum in 

each host, be finally accessible by one host which calculates the final total.  However 

these variables used to store the local sum are in the local address space of each host.  

Hence in this example, the virtual address space of each host should be accessible from 

other hosts.  Distributed Galois requires a globally unique address space across all the 

hosts of the application.  This ensures that any object created by a particular host can be 

accessed by all other hosts. 

The distributed objects in Galois are implemented using a distributed pointer.  Distributed 

pointers are a combination of the host id and the local address of the object on that host.  

The host id corresponds to the MPI rank of the process.  The combination of host rank 

along with the object’s address within the process gives a globally unique address space. 

The virtual address available to a particular process however is accessible only by that 

owner process.  To resolve this problem the dereference operator is overloaded for the 

distributed pointer.  Every time an object is dereferenced the directory is checked to make 

sure that the object is locally available.  If the object is locked exclusively by another 
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host, a network request for the object is sent to the remote host.  The iteration requesting 

this object is then aborted and rescheduled later when the object is available. 

3.7. SERIALIZATION AND DESERIALIZATION 

Distributed objects being transferred between the hosts have to be serialized by the 

sender and deserialized by the receiving host.  Another requirement is that the object’s 

type information has to be communicated to the receiving host.  As discussed in section 

3.3.2, type aware remote procedures are used to communicate the type information. 

The need for serialization is unique to distributed Galois and not required on shared-

memory Galois.  Thus every object that is communicated between the hosts should also 

have the implementation of their corresponding serialization and deserialization 

functions.  This is one change that the user should make for porting an existing shared-

memory algorithm to distributed Galois. 

The serialization process itself requires the encoding of individual fields of the object into 

a stream of characters.  The character stream is sent to the remote host using an 

asynchronous MPI call.  On the remote host the deserialization function for the object is 

called.  The deserialization involves interpreting the received character stream to the 

corresponding fields. 

The communication of plain old data types (pod) do not require the user to specify the 

serialization and deserialization functions, as they are interpreted as a stream of 

characters of the type.  The user has to just specify the fields of the object that have to be 

serialized.  These fields are recursively serialized until a type that is a plain old data type.  

Then the default implementation of the serialization function for the pod types is called 

for each of these fields.  A similar recursive implementation is used for deserialization of 

the object at the host receiving the data. 
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Serialization of objects is used when a node required by an iteration is remote.  The 

object is then serialized by the sender and deserialized on the host that receives the 

object.  Cautious operators executed by the Galois::for_each iterators may also have local 

data that should be communicated by the main thread to the other hosts before the 

iterations are executed on the remote hosts. 

 

Figure 3.5: Example of a distributed operator (with the methods for 

serialization/deserialization) 

In the above example the operator has a distributed object as local data that it updates 

while executing the operator on the active nodes.  The distributed pointer (gptr) has to be 

communicated to all the hosts before they begin execution of the operator for their 

respective local active nodes. 

Failure to communicate the distributed pointer will result in errors in the algorithm, as the 

different hosts will not use the same distributed object while executing the operator.  To 

accomplish this task the distributed pointer is communicated to all the remote hosts as a 

first step.  Thus the distributed pointer has to be serialized and deserialized. 
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Chapter 4 Directory 

The distributed objects are mapped to local objects using a directory lookup.  The 

directory is further subdivided into the following types, based on the type of the object 

being looked up. 

4.1 LOCAL DIRECTORY 

The local directory is used to track objects that are owned by the host.  Every time a local 

object is passed to a remote host an entry is made in the local directory.  In shared 

memory Galois whenever an object is accessed by an iteration the object is first locked in 

the thread’s context.  If any other thread executing another iteration tries accessing the 

same object a conflict will be signaled and the second thread’s iteration is aborted.  This 

ensures that no other thread can access the object when being used by one iteration. 

In distributed Galois, the object is locked by the local directory before being sent to 

another host, this prevents the remote object from being used in any local iterations.  

Local iterations trying to access this object locked by the local directory are aborted and 

scheduled later.  This model of exclusive locking by the local directory in distributed 

Galois conforms to the programming model of shared memory Galois. 

When an object sent to a remote host A is requested for another iteration in remote host 

B, the owner host C of the object sends a request to the host A for the object to be 

returned.  Host B’s request is also recorded and serviced when the remote host A returns 

the object.  Since the requests for an object are remembered, no request for an object has 

to be resent to a host.  This removes the need for extra communication between the hosts. 
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4.2 REMOTE DIRECTORY 

The remote directory tracks the distributed objects not owned by the host but required for 

an iteration running in this host.  The object is locked in the local directory of the owner 

and tracked using the remote directory on the remote host.  This object is serialized by 

the owner and sent by the network layer to the requesting remote host.  On the remote 

host a new object of the same type is allocated, initialized and the sent data is deserialized 

in the new object.  The cache manager stores the mapping from the object’s unique global 

address to this new local copy of the object. 

When the owner requests for the remote object.  A check is done to make sure the object 

is not locked locally by another iteration and sent back to the owner.  If in case the object 

is locked locally the request is stored and serviced later when the object is released by the 

local iteration. 

To ensure that forward progress occurs a remote object is locked in a special context by 

the remote directory of the requesting host.  When the iteration which previously aborted 

on this lock is rescheduled this object’s lock is transferred to the iteration’s context.  This 

is done to make sure that the application doesn’t enter into a live lock when multiple 

iterations request for the same object. 

4.3 PERSISTENT DIRECTORY 

There are objects that should be persistent in the host once it has been initialized.  They 

are never modified or lost once they are copied from the owner until the application 

terminates.  These objects can be used in the implementation of data structures.  They are 

useful to store pointers to the location of other data that are not moved. 

These persistent objects are stored using a persistent directory.  When a remote persistent 

object is first accessed the object is copied locally and a mapping to the local object is 
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stored in the persistent directory.  Any subsequent access to the object will refer this 

mapping and return the local object. 
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Chapter 5 Applications 

5.1 TRIANGLES 

The node iterator algorithm [12] used to find triangles in a graph was ported to 

Distributed Galois.  The triangles in a graph are cycles in the graph formed by three 

nodes.  Finding triangles in a graph has uses in various applications.  The clustering 

coefficient of a node calculated on social networks shows how closely knit the 

community around a node.  As described in [13] this computation can be reduced to 

counting the number of triangles incident on that node.  Counting triangles also has 

various uses in the analysis of large networks.  For instance, local clustering coefficient 

of a node gives the likelihood that two of its neighbors are connected. 

The node iterator algorithm used, is specified in [12] as the “node-iterator” algorithm.  

The algorithm iterates over all the nodes in the graph, while checking if any pair of 

neighbors of the node are connected by an edge. 

 

Figure 5.1: Node Iterator Algorithm 

The above figure gives the node iterator algorithm implemented in this test case.  This is 

implemented using the edge iterators available from the graph implementation.  All the 

nodes connected by edges to the active node constitute the neighborhood of the active 

node. 

The algorithm is highly parallel on shared memory Galois as none of the nodes are 

modified during execution.  However on distributed Galois some of the neighbors of the 
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node may be remote.  These remote neighbors will cause the iteration to abort while the 

remote object is fetched by the host. 

5.2 DELAUNAY MESH REFINEMENT 

The Delaunay Mesh is a mesh of triangles which satisfies the condition that no 

circumcircle of any triangle contains any other point from the mesh [4].  The algorithm 

generates a mesh which satisfies an additional quality constraint that no triangle has an 

angle less than 30 degrees.  Triangles which do not satisfy this quality constraint are 

referred to as bad triangles.  The algorithm works to remove all the bad triangles from the 

input mesh creating new triangles in the process.  If any of the new triangles do not 

satisfy the quality constraint they are processed by the algorithm again.  The mesh is 

modified till there are no bad triangles in the mesh. 

The following steps are performed by the algorithm: 

1. A bad triangle is selected to be worked on from the worklist. 

2. The neighborhood (cavity) around the bad triangle that would be affected by the 

operation is discovered. 

3. The cavity is worked on by the algorithm. 

4. Any new bad triangles created by the operation are added to the workist. 

The order in which the triangles are operated leads to different outputs.  However any 

output generated by the algorithm that has no bad triangle is a valid solution. 

 

Figure 5.2: Psuedocode for Delaunay mesh refinement [8] 
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The first line reads the input mesh.  In the second line all the bad triangles from the mesh 

are added to the worklist.  Each bad triangle is then selected and worked on by the 

algorithm.  The cavity for the bad triangle is created in the fourth line.  This is then 

expanded to select the neighborhood in line five.  New triangles are created to replace the 

selected cavity and the mesh is updated with these new triangles in the lines 6 and 7.  

Any new bad triangles created are added to the worklist the eighth line. 

 

Figure 5.3: The above diagram shows the steps of dmr: (a) Shows the initial mesh, (b) 

Bad Triangle, (c) Cavity (d) Retriangulation and (e) new triangles 

5.2.1 Selection of the Cavity 

The neighborhood is selected by placing a new point in the circumcenter of the bad 

triangle being worked on [4].  As stated earlier the constraint for a Delaunay mesh is that 

no point of the mesh should lie in the circumcircle of the triangles in the mesh.  All the 

triangles whose circumcircle contain this new point do not satisfy the Delaunay mesh 

constraint.  All such triangles are selected in the cavity of the bad triangle. 



21 

 

5.2.2 Parallelism 

The algorithm exhibits plenty of opportunities for exploiting parallelism.  Any two bad 

triangles can be operated on in parallel as long as their respective neighborhoods do not 

overlap.  This works well with the amorphous data parallelism used by Galois.  The 

discovery of all the triangles that constitute the cavity corresponds to the cautious point 

before which all the elements (triangles) that are modified should be locked.  After the 

cautious point is reached no more triangles that wasn’t already locked can be modified.  

This condition holds for the algorithm and can be worked on in parallel using the 

operator formulation by Galois. 

5.2.3 Partitioning the mesh 

The inputted mesh is a 2-dimensional Delaunay mesh.  As stated in the 5.1.2 section, this 

mesh can be worked on in parallel.  However to minimize data movement between the 

hosts (processors) as much as possible the mesh is further divided into 2-dimentional 

grids.  All triangles in a grid are stored together by the thread on the memory closest to 

the processor where the thread is bound.  This reduces the access time for the thread to 

access the cavity which it is working on.  Storing the spatially close triangles, together, 

reduces the chance of having to perform remote fetches on the triangles that are part of a 

cavity.  This reduction in data movement improves the overall performance of the 

algorithm. 

5.3 OPTIMIZATIONS FOR DISTRIBUTED DELAUNAY MESH REFINEMENT 

The performance of the resulting application depends on various optimizations.  These 

optimizations also help improve the scaling of the algorithm across threads and hosts. 

5.3.1 Prefetching the nodes 

The first phase of graph creation involves dividing the input mesh into partitions with 

each partition storing the triangles spatially close to each other as explained in the 
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previous section.  Next the graph nodes (triangles) in the various partitions are created on 

the local memories of corresponding processors.  The graph nodes are sent to the hosts 

running on the cluster if required, so that the nodes can be stored on the local memories 

of the remote processors.  This is followed by the creation of the edges between the 

created nodes (triangle) of the graph.  The nodes are moved around for the creation of 

edges.  As edges, connecting nodes across partitions, require at least one node to be 

moved to a remote processor for the creation of the edge. 

The subsequent process is to compute the list of bad triangles in the graph.  Since this 

step just requires a computation on the triangles itself and not on the neighbors, they can 

be processed locally on the processor that is closest to the memory where the triangle is 

stored.  This would reduce the communication of the graph nodes (triangles) in the 

subsequent steps thereby improving the performance. 

5.3.2 Avoiding Livelocks 

A problem noticed while executing Delaunay mesh refinement on distributed Galois was 

the possibility of livelocks.  These live locks mostly occurred due to sending back the 

received data without any forward progress.  This would result in the iteration going back 

to the previous state when the specified was requested to complete the iteration.  The 

following approaches to avoid the live lock was applied on the system. 

5.3.2.1Usage of a special context 

Received objects are placed in a special context.  They are then transferred to the context 

of the iteration which aborted as a result of requesting for this remote object.  This 

ensures that the local iteration that aborted at least one chance to use the object before 

releasing the object.  This however fails in the following case where two iterations on 

different hosts require the same 2 objects A and B but in different order. 
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Figure 5.4: Iterations on host 1 and 2 request same Objects A and B 

but in different order 

In the above figure the iteration on host 1 requests for the object A first and then after 

exclusively locking the object it requests object B.  Similarly the iteration on host 2 

requests object B first and then object A.  There is a possibility of a livelock in this case 

where the first time the iterations execute they acquire objects A and B respectively and 

abort requesting for B and A objects.  The next time these iterations are executed they 

have now the objects B and A locked in their respective contexts but fail again requesting 

for the other object.  This cycle of can theoretically continue forever and the system is 

busy transferring the objects between the 2 hosts. 

To solve this problem the iteration should not unlock the objects that it already held the 

last time the iteration executed.  However this solution was not possible as the existing 

programming model in Galois requires that the thread’s context be used for locks 

acquired while executing the iteration. 

5.3.2.2 Global Lock 

To avoid the livelocks in distributed Galois the use of a global lock was explored.  This 

required detecting iterations that resulted in livelocks and executing them serially.  The 

iterations are serialized using the global lock.  Where the iterations that result in a 
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livelock can be executed only if they hold the global lock.  Failure to acquire the global 

lock will result in the iteration aborting and getting rescheduled. 

The lock count during aborts is used to determine if the iteration is involved in a livelock.  

For instance, in the above example when the iteration in host 1 aborts as object B is 

remote it has a lock count of 1 as it has object A locked in its context.  However, when it 

runs again the object A is remote and this results in a lock count of zero.  Thus whenever 

an iteration’s lock count decreases in successive runs it indicates a possible livelock.  

This iteration will now require the global lock before it can proceed. 
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Chapter 6 Results 

The performance and the correctness of the algorithms were checked on three very 

similar machine in the ices department.  They have four Intel Xeon E7-4860 (2.27 GHz) 

processors which have 10 cores each.  The machines have 128GB RAM each and they 

are interconnected by gigabit Ethernet.  Gcc version 4.7.2 was used to compile the 

distributed Galois system.  OpenMPI version 1.6 was used as the message passing 

interface. 

6.1 TRIANGLES 

The input grid used for this test case was an ordered graph with 2e26 nodes.  Each node 

approximately has 2 edges.  The graphs are also ordered with neighboring nodes stored 

spatially closer to each other.  This helps distribute the nodes across the various hosts and 

threads with very few edges that cross the different hosts. 

 

Table 6.1: Runtimes of the Triangles application on an input with 2e26 nodes (in 

milliseconds). This is compared varying the threads on the specified number of hosts. 

The above table shows the runtimes of the Triangles application on 1, 2 and 3 hosts 

compared with the performance with the implementation on shared-memory Galois.  The 

last row gives the implementation on shared-memory Galois with the highly optimized 

NUMA graph.  To compare the relative performance on distributed Galois the 

implementation using the similar FirstGraph on shared-memory Galois is also given. 
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The scaling in the runtimes as the number of threads/hosts are increased is given in the 

below figure.  The scaling is given comparing the runtime for the specified number of 

threads to the single thread. 

 

Figure 6.1: Scaling of performance as the number of threads are increased 

As can be seen from the above chart the scaling is very similar to that seen on 1, 2 and 3 

hosts compared to shared-memory Galois up to 16 threads on the hosts. 

6.2 DELAUNAY MESH REFINEMENT 

The input graph used for these tests contains 5 million triangles.  The graph was 

generated by random triangularization of a square.  This was done by the addition of a 

random point in the grid at each step. 

The below chart gives the performance of distributed Galois comparing it with the 

performance of existing shared memory Galois.  The plots are for the runs on 1 host, 2 

hosts and 3 hosts for distributed Galois compared with the runs on shared memory Galois 

for the same input of 5 million nodes.  The change in performance as threads are added 

closely follows the pattern of shared memory Galois. 
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Figure 6.2: Runtimes for a graph with 5 million nodes 

The below table lists the runtimes for the various hosts varying the number of threads 

executed per host.  The performance of distributed Galois on one host is around half 

when compared to that on shared memory Galois for the same number of threads. 

 

Table 6.2: Runtimes in milliseconds for the 5 million node grid 
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Figure 6.3: Scaling relative to runtime with one thread 

The scaling in performance as the number of threads are increased follows the scaling 

exhibited by shared memory Galois.  However, shared memory Galois continues to scale 

as the number of threads are increased to 16 threads.  Distributed Galois stops scaling 

when the number of threads are increased to around 8 threads.  This can be attributed to 

the failure to pre allocate memory in distributed Galois. 
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Chapter 7 Related Work 

The prevalence of shared-memory multiprocessors, where each processor can access the 

local memory of every other processor, has introduced the need for a parallel shared-

memory programming model.  This has been implemented by systems like OpenMP [9] 

which provide a set of compiler directives and library functions that provide parallel 

runtime behavior.  OpenMP can be used for multithreading the iterations of a loop inside 

an application.  So existing sequential code can be easily modified to execute sections of 

it in parallel.  However OpenMP works on predetermined iterations of the loop and new 

iterations cannot be added during execution.  OpenMP also assumes that there are no 

dependencies between the iterations.  This works well for simple loops however complex 

irregular algorithms cannot make use of these constructs due to conflicting 

neighborhoods between the iterations.  Another limitation of the OpenMP model is that it 

works only on the shared memory model which places a restriction on the number of 

processors the program can scale to. 

To scale to the distributed memory model, there are a group of parallel programming 

languages that make use of the Partitioned Global Address Space [10].  These languages 

provide a global view of the available memory using the partitioned local memory of the 

individual processes or threads.  This is usually implemented with the SPMD (Single 

Program, Multiple Data) model where multiple tasks (processes or threads) are spawned 

on the available processors.  The user is oblivious to the implicit communication which is 

triggered by accessing the non-local data [6].  Thus they provide a higher-level 

mechanism for specifying communication.  This class of languages provide shared 

memory semantics on distributed memory architectures that traditionally use explicit 

message passing to communicate. 

Cilk is also a system for multithreaded parallelization [15].  The programmer marks the 

code that can be executed in parallel using a set of Cilk keywords.  Removing these 
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keywords, results in a valid sequential C program called the serial elison of the Cilk 

program.  The compiler and the runtime are responsible for scheduling the threads.  It 

uses work sharing and stealing techniques to balance the computational load on the 

system. 

Unified Parallel C is a PGAS language which lets the users have control over data 

placement and load balancing.  UPC also allows remote accesses using language-level 

one-sided communication [11].  UPC provides the user with shared and private 

memories.  All threads have access to read and write objects in the shared address space.  

However, accessing a shared object is significantly slower than the private objects.  The 

user can control the placement of data using shared arrays where the array is distributed 

as blocks over all the threads in a cyclic manner.  UPC provides calls for explicitly 

transferring of blocks of data from one thread to another.  This lets the user retain control 

over the communication of the data. 

The programmer decomposes the computation into objects which are then scheduled on 

virtual processors by Charm++ [14].  These parallel tasks called chares are scheduled by 

the runtime system (RTS) on a physical processor based on the workload.  The 

communication between the chares is also mediated by the RTS.  Hence the 

communication and the load balancing are optimized and handled automatically by the 

runtime system (RTS).  Messages during communication result in function calls on the 

destination chare.  Thus the execution model depends on the messages being sent by the 

chares in the system.  These messages trigger execution of an entry method. 

Chapel stands for Cascade High Productivity Language [10].  Chapel diverges from most 

other parallel languages as it doesn’t build on an existing language like C or Fortran.  

Locales are the computational units in Chapel which provide the high level abstractions 

for parallelism.  Every program is provided with an array of locales which present the 

underlying machine.  Domains are a language construct used to distribute arrays on the 

various locales.  Locales and domain distributions help the developer control where the 
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data is stored.  Domains are derived from the regions concept developed in ZPL.  Parallel 

tasks are coordinated using synchronization variables. 
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Chapter 8 Future Work and Conclusion 

The present system requires a distributed worklist to handle load balancing across 

different hosts.  This was not required for the applications discussed in this report.  The 

present system uses a global lock for avoiding livelocks across the hosts.  This solution 

becomes a severe overhead as the number of hosts increase.  A distributed worklist may 

help resolve this problem of livelock by moving the conflicting iterations onto a single 

host and executing the iterations sequentially on that host. 

The aim of the thesis was to design and implement a basic distributed execution model 

for the Galois system for irregular graph based algorithms.  A limitation placed on the 

design was that it should mirror the existing programming model for shared-memory 

Galois.  The final design as described in this report was modified extensively while 

implementing the Delaunay Mesh Refinement algorithm.  The system’s performance 

scales with increase in the number of threads and hosts on the applications analyzed so 

far.  This implementation of distributed Galois can serve as a platform for the future 

development of other distributed applications. 
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