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Abstract 

 

A Scalable Metric Learning Based Voting Method for Expression 

Recognition 

 

Shaohua Wan, M.S.E. 

The University of Texas at Austin, 2013 

 

Supervisor:  J. K. Aggarwal 

 

In this research work, we propose a facial expression classification method using 

metric learning-based k-nearest neighbor voting. To achieve accurate classification of a 

facial expression from frontal face images, we first learn a distance metric structure from 

training data that characterizes the feature space pattern, then use this metric to retrieve 

the nearest neighbors from the training dataset, and finally output the classification 

decision accordingly. An expression is represented as a fusion of face shape and texture. 

This representation is based on registering a face image with a landmarking shape model 

and extracting Gabor features from local patches around landmarks. This type of 

representation achieves robustness and effectiveness by using an ensemble of local patch 

feature detectors at a global shape level. A naive implementation of the metric learning-

based k-nearest neighbor would incur a time complexity proportional to the size of the 

training dataset, which precludes this method being used with enormous datasets. To 

scale to potential larger databases, a similar approach to that in [24] is used to achieve an 

approximate yet efficient ML-based kNN voting based on Locality Sensitive Hashing 
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(LSH). A query example is directly hashed to the bucket of a pre-computed hash table 

where candidate nearest neighbors can be found, and there is no need to search the entire 

database for nearest neighbors. Experimental results on the Cohn-Kanade database and 

the Moving Faces and People database show that both ML-based kNN voting and its 

LSH approximation outperform the state-of-the-art, demonstrating the superiority and 

scalability of our method. 
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Chapter 1:  Introduction 

1.1 MOTIVATION 

Human Computer Interaction (HCI) is a popular research area that lies at the 

interaction between computer science, behavioral sciences, design and several other 

fields of study. Two channels have been distinguished in the study of HCI [29]: one 

transmits explicit messages, which may be about anything or nothing; the other transmits 

implicit messages about the speakers themselves. Understanding the emotional state of a 

human is one of the key tasks associated with the second, implicit channel.  

Unlike other types of non-verbal communication, the human face is truly 

expressive and facial expressions are closely tied to emotional state. Ekman has 

recognized some basic categories of emotions (i.e., neutral, fear, anger, sadness, surprise, 

disgust and happiness) [30]. Every one of these emotions corresponds to a unique facial 

expression. Knowing the emotional state of the user makes machines communicate and 

interact with humans in a natural way: intelligent entertaining systems for kids, 

interactive computers, intelligent sensors, social robots, to name just a few.  

The automated recognition of facial expressions is a necessary first step for 

machines to understand human emotions. The promising future of emotion-aware 

machine intelligence has propelled researchers to build computer systems to understand 

and use this natural form of human communication [3].  

In this thesis, a scalable metric learning-based voting method for expression 

recognition will be presented. In the remaining of this chapter, a brief discussion of the 

techniques used in the facial expression recognition system are presented. 
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1.2 EXPRESSION REPRESENTATION 

An effective representation of facial expressions is a vital component of any 

successful facial expression recognition system. Various models and methods have been 

proposed to attack this problem. Seen from a geometric perspective, model-based 

approaches, as in [8, 9, 10, 11], iteratively register the face with a deformable shape 

model and capture the holistic geometric variation aspects of an expression. Appearance-

based approaches consider the varying pattern of pixel intensities as the distinguishing 

traits of an expression and design feature detectors for local skin patches, examples of 

which include SIFT [12], Local Binary Pattern [13], Local Directional Pattern [14], etc. 

To draw on the descriptive power of both shape and texture, [27, 28] use a combination 

of shape and texture models. 

In our method, a hybrid representation of facial expressions is also used by fusing 

a shape model of landmark points and an underlying appearance model of local patches 

of face images. Chapter 3 will discuss the details of our choice of representation of facial 

expressions. 

 

1.3 EXPRESSION CLASSIFICATION 

A good expression recognition methodology should consider classification as well 

as representation issues [1]. Donohue et al. [4] used the back-propagation algorithm to 

train a neural network, and a recognition rate of 85% based on 20 test cases was reported. 

Kotsia et al. [5] used Support Vector Machine to classify geometric deformation features. 

In [22], Condition Random Fields are used to model the temporal variations of face 

shapes and make classifications accordingly. Previous methods have demonstrated 

satisfactory categorization performance on exaggerated expressions. As categorization 

samples the semantic space more densely and naturally induced expressions are involved, 
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expression classification becomes quite difficult and previous methods are subject to 

severe accuracy degradation. 

We consider facial expression classification in the framework of measuring 

similarities mainly for the reason that it is conceptually simple and does not require direct 

access to the features of the samples -- it only requires the similarity function to be 

defined for any pair of samples. While nearest neighbor is a natural choice in this setting, 

its classification resolution is limited since there exists much overlapping between subtle 

expressions. Thus, a metric structure that adapts to the feature space embeddings is 

preferred over the default Euclidean metric as a measure of similarity. Inspired by the 

success of Metric Learning (ML) in learning domain specific distance metrics [24] [53-

57], we propose an expression classification method based on ML. In particular, a 

generalized Mahalanobis distance matrix is learned that satisfies pairwise 

similarity/dissimilarity constraints on distance between expression feature vectors. 

Afterwards, a kNN classifier equipped with this distance metric is used to assign the 

majority class label to the query expression. 

As far as we know, this is the first time ML has been used for expression 

recognition. Our ML-based kNN classifier can be used either as an expression detector, 

where a single category is discriminatively trained against all other categories, or as a 

multi-class classifier, where the metric structure for multiple expressions are 

simultaneously learned. The latter approach has the advantage of sharing useful metric 

structures across different expression categories. 

kNN classifier tends to Bayesian optimal as the dataset size tends to infinity  [6]. 

However, the time cost of searching all examples for nearest neighbors would become the 

bottleneck as more instances are added to the database. To scale up to potential larger 

database, a variant of the ML-based kNN voting method [24] based on Locality Sensitive 
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Hashing (LSH) [7] is used to speed up the kNN search process. This variant achieves 

efficiency by narrowing the search for candidate nearest neighbors down to only items 

sharing the same hash key in a pre-computed hash table. 

1.4 CONTRIBUTIONS 

The main contributions of this research work are summarized below: 

1. Metric learning is employed to train a domain-specific distance metric that is 

able to capture the inherent embeddings of feature space and yields more 

accurate and robust expression classification results; 

2. An approximation scheme based on LSH is used to speed up the nearest 

neighbor search process of ML-based kNN, making our method a real-time 

one and applicable to a large database; 

3. We also perform comparative experimental studies of various expression 

classification algorithms on two databases. Our ML-based kNN voting 

method compares favorably in terms of recognition rate, especially when it 

comes to subtle expressions. 

This thesis is structured in the following way. Chapter 2 will summarize the past 

research that is related to expression recognition. Chapter 3 will introduce the feature 

representation of facial expression. We then formulate expression classification as a 

metric learning problem in Chapter 4. In Chapter 5, how ML-based kNN can be sped up 

via the use of LSH is described. In Chapter 6, we present various experimental results 

and discussions followed by conclusions. 
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Chapter 2: Related Work 

2.1 ANATOMY OF AN EXPRESSION RECOGNITION SYSTEM 

Automated facial expression recognition has been an area of interest for several 

decades in the community of computer vision. It basically involves recognizing basic 

human expressions from 2-D or 3-D images. Six basic expressions defined by Ekman [2] 

are shown in Figure 2.1. A comprehensive survey of techniques to this purpose that have 

been developed can be found in [33].  

The problem of facial expression recognition from images presents various 

challenges. A robust expression recognition system should be able to handle intra-class 

variations since people can have different skull sizes and expressions of the same type 

can vary in degree. Occlusion and pose variations could cause much difficulty in 

localizing landmarks. Lighting condition is another important factor that affects the 

performance of an expression recognition system. Also, much information is lost when 

working with 2-D face images instead of 3-D face images, which may potentially harm 

the recognition process. An automated expression recognition system which is able to 

combat all these obstacles is yet to be developed; hence facial expression recognition 

remains an open research problem today. 

 

Figure 2.1: The building blocks of a typical facial expression recognition system. 

An automatic facial expression recognition system usually takes the form of a 

sequential configuration of processing blocks, which adheres to a classical pattern 

Image 
Acquisition 

Pre-
processing 

Feature 
Extraction 

Classification 
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recognition model (see Figure 2.1) [30]. The main blocks are: image acquisition, pre-

processing, feature extraction, and classification. In the following, the research work 

related to expression recognition will be presented in the order of these four building 

blocks.  

   

(a) Anger              (b) Disgust               (c) Fear 

   

(d) Happiness           (e) Sadness             (f) Surprise 

Figure 2.2: Examples of six basic facial expressions. 

2.2 IMAGE ACQUISITION  

With respect to the spatial, chromatic, and temporal dimensionality of input 

images, 2-D monochrome (gray-scale) facial image sequences are the most popular type 

of images used for automatic expression recognition [33-37]. In addition to that, there has 

been work that feeds other forms of input to the expression recognition system. 

Y. Yoshitomi [51] proposes a method that recognizes expressions from facial 

thermal images. The method is based on 2-dimensional detection of temperature 
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distribution of the face, using infrared rays. The front-view face in the input image is 

normalized in terms of the size and the location, followed by measurement of the local 

temperature difference between the averaged neutral and the unknown expressive faces. 

In [52], the depth image of a 3D facial point cloud is captured and combined with 

Zernike moments to tackle the problem of facial expression recognition, and proves to be 

robust to affine transformations of the data, such as translation, rotation and scaling. 

In the following, we will mainly focus on discussing facial expression recognition 

using 2-D frontal face images. 

2.3 PRE-PROCESSING  

Pre-processing is an important step before the extraction of features, and it is 

often done for the purpose of registration and normalization. A number of algorithms 

have been proposed to register a human face in an image.  

The Active Appearance Model [31] is a popular framework for face registration. 

It is a statistical model of face shape and appearance and finds the optimal match between 

the model instance and the input image by iteratively solving for incremental additive 

updates to the parameters. The Constrained Local Model [32] is another popular class of 

face registration method. Instead of registering a whole face at once, it makes 

independent predictions regarding locations of the model’s landmarks, which are 

combined by enforcing a prior over their joint motion. 

In order to remove variations of face shape in position, orientation, and size, 

Procrustes analysis is used to geometrically normalize the registered face. This 

normalization is usually based on iterative alignment to the mean shape of all training 

examples [60]. 
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Robust localization of face or its parts is difficult to attain in many real-world 

settings. Tracking is often implemented as localization of the face or its parts within an 

image sequence, whereby previously determined landmarks are typically used for 

estimating landmarks in subsequent image frames [58, 59]. 

2.4 FEATURE EXTRACTION.  

Feature extraction builds a high-level representation of expression from pixel 

information. Multiple types of feature descriptors can be extracted, including shape, 

texture, and motion. 

In [33], an automatic system is developed for analyzing subtle changes in facial 

expressions based on permanent facial features (brows, eyes, mouth) and transient facial 

features (deepening of facial furrows) in a nearly frontal image sequence. Continuous and 

discrete representation of magnitude and direction for motion of face parts (lips, eyes, 

brows, cheeks), as well as state-based (present/absent) representation of transient features 

(furrows and wrinkles) are extracted as characterizing features. 

Feature extraction in [34] is based on the Facial Action Coding System (FACS), 

which separates expressions into upper and lower face actions. Three types of facial 

expression information are extracted using the following approaches: (1) facial feature 

point tracking; (2) dense flow tracking with principal component analysis (PCA); and (3) 

high gradient component detection (i.e. furrow detection). 

The more successful approach has been to localize facial landmarks in order to 

obtain precise information about the face. These landmark points can then be used to 

derive geometric features [35]. Shape information encodes the geometric features of the 

face by using the localized landmark points or by computing various distances and angles 

between them [36] [37]. The appearance features can be computed over the entire face or 
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face patches around the landmark points. The appearance features usually represent the 

texture on the face. Several appearance features like Gabor Filters [38] [39] and Local 

Binary Pattern features [40] [41] have been used to recognize facial expressions 

successfully. 

2.5 EXPRESSION CLASSIFICATION 

There are basically two approaches to the problem of facial expression 

recognition, a static one and a dynamic one. In a static approach, an expression label is 

assigned according to the features extracted from a single face image. In contrast, a 

dynamic approach tries to model the temporal dynamics of facial expressions by looking 

at the entire sequence, and an expression label is assigned based on adjacent images in an 

image sequence.  

In [42], the expression recognition system uses a rank-weighted k-nearest 

neighbor classifier. First, the k nearest neighbors to the pattern being classified are found 

by calculating the inter-pattern distance. Then the rank order of these neighbors is 

reversed. Finally, the score for each known class of expression is calculated as the sum of 

the reverse rank of each nearest neighbor belonging to the class. 

In [45], Bartlett et al presents some preliminary results on a task of facial action 

detection in spontaneous facial expressions. Spontaneous facial expressions differ from 

posed expressions in terms of which muscles are moved, and in the dynamics of the 

movement, and are usually harder to recognize. In their work, a fully automatic system 

for recognition of facial actions from the Facial Action Coding System (FACS) [46] is 

used to detect facial muscle movements and can work in real time. Two machine learning 

methods, support vector machines and AdaBoost, are applied to texture-based image 

representations to predict action unit intensity. Such a real time system enables frame-by-



 10 

frame intensity measurements and help a great deal in investigation of the spontaneous 

expression dynamics. 

Irene Kotsia, et al [5] uses a dynamic approach that calculates the difference of 

landmark positions in adjacent frames in an image sequence. In particular, one has to 

manually place some of Candide grid nodes to landmarks at the first frame of the image 

sequence under examination. The grid is tracked across consecutive video frames over 

time using a deformable model based tracking system, as the facial expression evolves, 

until it reaches the frame that corresponds to the greatest facial expression intensity. The 

geometrical displacement of certain selected Candide nodes, defined as the difference of 

the node coordinates between the first and the greatest facial expression intensity frame, 

is used as an input to a multi-class Support Vector Machine (SVM) system of classifiers, 

which are used to recognize either the six basic facial expressions or a set of chosen 

Facial Action Units (FAUs). 

T. Otsuka and J. Ohya [44] use Hidden Markov Model to model the temporal 

sequence of a feature vector obtained from image processing. Image processing is 

performed in two steps. First, a velocity vector is estimated from every two successive 

frames in an image sequence using an optical flow algorithm. Then, a two dimensional 

Fourier transform is applied to the velocity vector field at the regions around the eyes and 

mouth. The coefficients for the lower frequencies are selected to form a feature vector. 

Although there is much work on facial expression recognition, little attention has 

been paid to the problem of expression recognition under occlusion. For example, long 

hair can hide eyebrows or eyes from image capturing systems, or only one half of the 

face is visible when seeing a person from the side. In these cases, a facial expression 

recognition system should be robust to partial occlusion. Bourel et al. [47] presents a data 

fusion approach to facial expression recognition in the presence of occlusion. Kanade-
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Lucas tracker [48] is used to detect one of 12 facial points that can be lost due to variation 

in lighting conditions, translation, motion, or head orientation. Then, multiple data and 

knowledge are integrated together by means of data fusion to form a collective 

representation of facial expression. In particular, a reference point based heuristic 

approach is performed to the visual properties of the face to get the lost facial points. A 

final classification result is produced by summing up the weighted cumulative scores 

output by each local classifiers. 

[61] proposes a view-invariant expression recognition method based on analytic 

shape manifolds. They use the equivalence class of shapes in a proper shape-space to 

remove the need for a pre-processing step to align the data to a common coordinate 

frame. It is showed that the affine shape-space for the facial landmark configurations has 

Grassmannian properties and therefore nonrigid facial deformations due to various 

expressions can be represented as points on the Grassmann manifold. The advantage of 

modeling the facial expressions on this manifold is that the variability being computed is 

from shape changes only and not the coordinate frame, thus achieving invariance to view 

point changes. 

K-Nearest Neighbors (K-NN) is a widely used example-based classification 

algorithm [62]. One of the advantages of K-NN is that it is well suited for multi-modal 

classes as its classification decision is based on a small neighborhood of similar objects. 

As a result, even if the target class is multimodal (i.e., consists of objects whose 

independent variables have different characteristics for different subsets), it can still lead 

to good classification accuracy. [63] classifies facial expressions using k-Nearest 

Neighbor classifier. However, the testing dataset used in the experiment is quite small 

and its classification accuracy remains to be coroborated. In this work, the proposed 

facial expression classification method is evaluated on two large-scale datasets with the 
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aim of achieving satisfactory classification accuracy. Moreover, this work differs from 

[63] in that Metric Learning is employed to reduce the confusion between overlapping 

classes, thus potentially giving more accurate classification result. 
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Chapter 3: Expression Representation 

This chapter outlines the method for representing facial expression in our work. 

We use a fusion of face shape and texture as the representation of facial expression. This 

hybrid representation is able to incorporate local pixel intensity variation pattern while 

still adhering to shape constraint at a global level, proving to be robust and effective. 

Necessary preprocessing steps prior to constructing such a representation are also 

described. 

3.1 FACE SHAPE 

In our work, a face shape is represented by a set of 68 points known as landmarks. 

These landmarks are distributed along the contour of the eyebrows, eyes, nose, mouth, 

and chin. Landmarks corresponding to six basic expressions are show in Figure 3.1. 

   

(a) Anger              (b) Disgust               (c) Fear 

   

(d) Happiness           (e) Sadness             (f) Surprise 

Figure 3.1: 68 landmarks that are used as characteristic points of the face shape of an 

expression. They are selected to lie on the contour of the eyebrows, eyes, 

nose, inner mouth lip, outer mouth lip, and chin. 
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As one can see, the face shapes denoted by these landmarks vary substantially in 

reference point, orientations and scale. Before comparing these shapes to each other, they 

must be first optimally superimposed, i.e. they must be optimally translated, uniformly 

scaled, and rotated to obtain a similar placement and size, by minimizing a measure of 

shape difference. 

In this work, Generalized Procrutes Analysis (GPA) is employed to align these 

face shapes to an optimally determined mean shape. The algorithmic steps are described 

as follows: 

 

Generalized Procrutes Analysis 

1. Set the reference shape as the mean shape of the current set of shapes; 

2. Update the current set of shapes by superimposing them to the reference shape; 

Compute the mean shape of the current set; 

3. If the Procrustes distance between the reference shape and the mean shape is 

above a threshold, set the reference shape to the mean shape and continue to step 2. 

Example Procrustes superimposition results from the CK+ dataset [20] are shown 

in Figure 3.2. The face shape landmarks are obtained using the automatic face image 

registrator from [9]. In total, shapes of seven basic expressions (including neutral) 

defined in [2] are given in seven subfigures [15]. Each subfigure is a superimposition of 

face shapes of all examples of a specific expression from the CK+ dataset [20]. Red 

landmarks denote the mean shape. In the following sections, we denote face shape feature 

vector   as 

     
    

    
    

      
    

   

where    
    

   denotes the x and y coordinates of the i-th landmark point. 
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(a) Neutral       (b) Anger       (c) Disgust       (d) Fear 

 

(e) Happiness       (f) Sadness       (g) Surprise 

Figure 3.2: Face shapes of seven basic expressions (including neutral) from the Cohn-

Kanade dataset after being aligned using Generalized Procrustes Analysis. 

Red denotes the mean shape of that particular expression. 

3.2 TEXTURE FEATURE 

The Gabor filter is a good model of simple cell receptive fields in cat striate 

cortex [49, 50]. A number of research works on expression recognition using Gabor 

features have reported improved recognition rate [16, 17, 18]. In our work, Gabor 

features are used as the texture feature extractor due to its optimal localization properties 

in both spatial and frequency domain. In this section, the procedures for extracting Gabor 

features are described. 

3.2.1 Face Image Normalization 

Face appearance can vary greatly among instances of subjects due to skull sizes, 

lighting conditions, image noise, and intrinsic sources of variability. To minimize 

geometric and luminance variances, two normalization techniques are applied to raw 

images before the actual extraction of Gabor features.  
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First, the face image is shifted, scaled and rotated so that the face shape in this 

image is aligned to the mean shape using affine transformation. An example affine 

transformation result of a face image is given in Figure 3.3. 

 

Figure 3.3: Example affine transformation result of a face image. The original image is 

scaled, shifted, and rotated so that the new face shape aligns to the optimally 

determined mean shape. 

Then from this affine-transformed image we calculate the self-quotient image to 

attenuate variation of illumination. This is accomplished by first convolving the 

transformed image with a Gaussian smooth filter and then dividing it by its smoothed 

version. Figure 3.4 illustrates how self-quotient image is obtained. 

 

 

Figure 3.4: Computation of self-quotient image. 
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3.2.2 Gabor Feature Extraction 

A family of Gabor filter can be expressed as a Gaussian modulated sinusoid in the 

spatial domain. Mathematically, a Gabor filter is defined as 

        
      

 

  
     

      
 
    

   
                    

  

 
   

where      
       

       
        

   

   and    
  

 
 are separately modulating frequency 

and modulating orientation,         are the pixel coordinates in the spatial domain. 

  is the orientation of a Gabor filter and   is the scale of a Gabor filter. The wavelength 

is decided by  . Furthermore, the second term of the Gabor filter       
  

 
  

compensates for the direct current component value, because the cosine component has a 

nonzero mean while the sine component has a zero mean. 

  

 

Figure 3.5: Original face image (left) and the set of output images of Gabor filter bank 

(right). The face image is from the Moving Faces and People dataset. It can 

be observed, from the figure, how the changes in orientation and wave-

factor in the Gabor filter affect the response of the image. 
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Figure 3.6: Face image patches where Gabor features are extracted. 

The response image output by a Gabor filter will have peak value at the 

orientation and frequency that matches with the Gabor filter. By using a Gabor filter bank 

of several scales and orientations, we can obtain a fairly high resolution in both the 

spatial and spectral domain. Our Gabor filter bank           consists of filters at 5 

scales             and 8 orientations           . Then, there are     Gabor 

wavelet kernel filters. An example of Gabor filtered images             is shown in 

Figure 3.5. 

Since it has been shown that the mouth contributes the most to a particular 

expression, followed by the canthus and eyebrows, we crop a total number of 7 patches 

from the self-quotient image to serve as expression identification regions, as shown in 

Figure 3.6. Gabor filter bank is then applied to these 7 patches respectively, resulting in a 

Gabor feature vector of dimension 560. To remove redundancy, Principal Component 

Analysis (PCA) is employed to reduce data dimension to 80 while retaining 98% of 

energy. 

Denoting the face shape vector and the Gabor feature vector as   and   

respectively, a particular expression could be represented as a concatenation   of  : 
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where   is a weighting factor balancing the relative importance of shape and texture. To 

further reduce data dimension, PCA is performed on   to derive the final representation 

of facial expression. Without causing confusion, we will still use   to represent facial 

expression in the later parts of this thesis. 

To select a proper   such that   and   are commensurate, we estimate the 

effect of varying   on   using a similar method in [8]. To do this, we displace   from 

its ground truth position and the RMS change in   per unit RMS change in   is 

recorded. The weighting factor   is set as the inverse of the average value of RMS 

change of all training examples. 
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Chapter 4: Distance Metric Learning 

Many algorithms in pattern recognition rely on some distance metric for 

measuring the similarity between two objects. A good metric should supply high 

similarity for objects of the same category, and a low one for those of different 

categories.    norm is a frequently used metric due to its simplicity. Kernel methods can 

be seen as an attempt to transform default Euclidean geometry with a non-linear kernel 

operation to a high dimensional feature space and has achieved wide applicability in the 

pattern recognition community. Other methods like Linear Discriminant Analysis seek to 

project data to a subspace that maximizes inter-class variance while keeping intra-class 

variance as small as possible. 

For a kNN classifier, the class label is determined by the consensus of k nearest 

neighbors. Traditionally, in the absence of prior knowledge on the statistical regularities 

in data, the Euclidean distance is used to measure the dissimilarity between instances. 

However, as shown by some researchers [25, 26], kNN performance can be significantly 

improved by exploiting the inherent data embeddings and learning a distance metric 

accordingly. 

Distance metric learning is an emerging method that allows for more flexible 

transformation of feature space so that in the derived feature space, similar examples are 

closer to each other while dissimilar examples are separated by a large margin.  

Distance metric learning can be supervised or semi-supervised, depending on the 

side-information that is available. In supervised metric learning, each input carries a label 

indicating the class it belongs to. Inputs that belong to the same class are considered 

similar; otherwise they are considered dissimilar. In semi-supervised metric learning, 

both labeled and unlabeled data is available. And for unlabeled data, the 
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similarity/dissimilarity relationship is directly given as a priori. In the following, we will 

mainly focus on discussing supervised metric learning.  

In supervised metric learning, each training example is annotated with its class 

label. Pairwise constraints on the data are inferred from the label information. There are 

two types of pairwise constraints: (1) equivalence constraints, which require that the 

given pair is semantically-similar because they have the same label and should be close 

together in the new feature space derived by the learned metric; and (2) inequivalence 

constraints, which state that the given points are semantically-dissimilar because they 

have different class labels and should be far away from each other in the deirved metric 

space. 

 

(a) Before metric learning         (b) After metric learning 

Figure 4.1: Schematic illustration of data distribution before and after metric learning. 

Class label is denoted by the color. The distance metric is optimized so that 

similarly labeled data is tightly clustered and differently labeled data is 

separated by a large margin. 

Let                               be the training data set of   data points, 

where each data point                   is a m-dimensional feature vector, and 

   is the corresponding class label. Let the set of similar examples be denoted by 



 22 

                   

and the set of dissimilar examples denoted by 

                   

The learning dynamics of distance metric learning are illustrated in Figure 4.1. 

Particularly, we seek a matrix        that parameterizes the (squared) generalized 

Mahalanobis distance between two examples    and   : 

                    
 
           

Metric learning can be realized in various ways. In Large Margin Nearest 

Neighbor Metric Learning (LMNN) [53], metric learning is realized. The goal is to learn 

a metric matrix        such that, in the derived feature space, each input    and its 

  nearest neighbors share the same label while inputs labeled differently are separated 

from    by a large margin. In particular, this procedure requires   target neighbors to 

be identified. Usually the   nearest neighbors within the same class under Euclidean 

geometry are selected to be the   target neighbors and should become the   nearest 

neighbors in the derived feature space. 

As compared to LMNN, Information Theoretic Metric Learning (ITML) [19] 

applies regularization to the distance metric during the learning process, making it less 

prone to overfitting. Thus, we choose ITML as the metric learning algorithm in this work. 

4.1 INFORMATION THEORETIC METRIC LEARNING 

In Information Theoretic Metric Learning, the objective is to learn a distance 

matrix        regularized by    that satisfies pairwise constraints imposed by 

label information: 
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where    is a known matrix and serves to regularize   so that overfitting is alleviated, 

             is the LogDet divergence between   and    ,     requires   to 

be semi-positive definite, and      and      are the lower and upper bound for similar 

and dissimilar pairs respectively.  

4.2 EXPRESSION CLASSIFICATION USING ITML 

In our work,    is chosen to be the inverse of the covariance matrix of the 

training data. For examples from two different categories,      is set as the      

percentiles of the sample histogram of distances between all dissimilar pairs of these two 

categories. For examples from the same category,      is set as the      percentile of 

the sample histogram of distances between similar pairs within category. In total, we use 

7 lower bounds and 21 upper bounds for a 7-class expression classification problem. To 

classify an unseen example, k nearest neighbors are first retrieved based on the learned 

metric, and weighting is further applied to the votes of these k nearest neighbors to 

determine the final wining expression category. 

The algorithmic steps used to perform the ML-based kNN voting are described as 

a two-stage process. In the very first stage, the bootstrapping stage, the model is 

constructed and the distance metric is learned. After the training is finished, our voting 

method proceeds to stage 2, where the classification decision is made. 
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In implementation,   is chosen to be 100 and    is chosen to be geometric 

progression with a common ratio of 0.9. This makes intuitive sense since the vote of a 

nearest neighbor with lower ranking should be weighted progressively less. (In our 

experiment, k and the common ratio is selected by linear grid search at regular intervals. 

We find that the common ratio affects the classification accuracy the most whereas k only 

has a slight impact on the classification accuracy.) 

 

Stage 1 Metric Learning 

Input: The training set of face images          with different expressions, the set of 

face shapes          and the set of expression labels         , the weighting factor   

to balance the relative importance of face shape and texture. 

Output: Distance metric  . 

1: Compute the optimally determined mean shape    from   using Generalized 

Procrustes Analysis; 

2: For each     , align    to    using affine transform      , then transform 

     with      . Still denote the resulting face image set and face shape set as   and   

respectively for convenience; 

3: For each     , extract Gabor features   ; 

4: Concatenate    and    to derive the final representation of expression 

              ; 

5: According to expression label information  , form the set of similar pairs   

and the set of dissimilar pairs   and calculate pairwise constraints      and     ; 

6: Optimize the distance metric   with the goal of satisfying pairwise constraints 

imposed by      and      using the ITML algorithm. 
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Stage 2 Classification 

Input: Distance metric  , query facial expression  , the number   of nearest 

neighbors to extract, weighting sequence                   controlling the decay of 

  votes of the nearest neighbors. 

Output: Winning expression label  . 

1: For a new expression  , calculate its distance to all examples in the dataset 

using  ; 

2: Retrieve the   nearest neighbors, rank them according to their similarity to  . 

Denote the corresponding expression label sequence as    
               ; 

3: Denote the score for each expression label as        and initialize each score 

to 0.0. Apply                   to the votes of    
                to derive the 

final score for each expression using the following routine: 

for   
  in    

                

       
          

      

4: Set the winning label   as the one that has the maximum score. 
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Chapter 5: Scaled ML-based KNN via LSH 

A k Nearest Neighbor classifier would require a linear scan of all examples in the 

database in order to find the most similar examples and produce a classification decision, 

thus being computationally expensive. While our ML-based k-NN classifier working at 

the scale of 10,000 facial images can reach a processing speed of 17fps on a Dell desktop 

with 3.6GHz Intel Core i7 CPU and 4G memory, this method would virtually become 

computationally infeasible as a REAL-TIME algorithm as new data-rich collections with 

more facial images and expression categories are continuously being introduced. To gear 

towards future large-scale data set, Locality Sensitive Hashing (LSH) [64] is adopted to 

increase the computation speed at the expense of acceptable loss in classification 

accuracy. 

Definition A locality sensitive hashing scheme is a distribution on a family   of 

hash functions operating on a collection of objects, such that for two objects   ,   , 

                                

where            is some similarity function defined on the collection of objects. Note 

that [7] gives a slightly different definition of LSH than that in [64], although in the same 

spirit. In [7], a family   is said to be              -sensitive for a similarity measure 

           if                        when               and 

                       when              . In this work, we adhere to the 

definition in [64]. Given a locality sensitive hash function family   that corresponds to 

similarity function            , it is showed that using such a hashing scheme could 

construct efficient data structures for retrieving approximate nearest-neighbor on the 

collection of objects. 
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The basic idea of LSH is to compute a hash key for each example   in the 

database using a family of hashing functions        so that similar examples will 

have a higher probability of collision in the hash table. The hash function      should 

satisfy the locality sensitive hashing property. 

Commonly used similarity function and corresponding hash function family are 

inner product similarity and random hyperplane projection defined as follows [64]: 

               
 

 
       

  
    

        
  

       
                  
                 

  

where   is a random vector drawn from multivariate normal distribution with zero mean 

and identity variance       . To estimate the similarity between two examples, the hash 

keys are formed by concatenating the output of   hash functions drawn from  , and the 

hamming distance between these two l-bit keys are calculated.  

To account for the effect of the learned metric from the previous chapter, we take 

the similar approach as proposed in [24] and adapt the similarity function and hash 

function to have the following form: 

               
 

 
       

  
     

          
  

       
                   
                 

  

where   is the Cholesky decomposition of   satisfying      . 

At query time, the vector representing an expression is hashed directly to a 

specific position in the hash table and all examples that are in the same place as the query 

vector are returned as similar candidates. The   nearest neighbors are then selected via a 
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linear search through similar candidates. The computational cost is incurred the most 

when taking the sequence of examples that collided and sorting them by their similarity 

to the query. Since the range of search for nearest neighbors is significantly reduced, LSH 

makes possible the faster search of high-dimensional feature space.  
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Chapter 6: Experiments and Results 

Our primary goal is to verify that the proposed metric learning method can indeed 

learn a metric that adapts to the feature embeddings of facial expressions, and improve 

the “hit rate” when retrieving nearest neighbors. To this end, we perform a comparative 

study of several widely used methods, including standard kNN [63], SVM [5], and 

LDCRF [15] (LDCRF is reported to give the highest recognition rate for a 7-class 

expression recognition problem). Experiments show that our method outperforms the 

state-of-the-art. In particular, we empirically derive the average recognition rate of 5 

classification methods on 2 different datasets and contrast the confusion matrix obtained 

from LDCRF [15] and our ML-based kNN. An interesting plot of the first 3 principal 

components of facial expressions before and after metric learning further demonstrates 

the discriminative power of our method on subtle expressions. We use LIBSVM [23] for 

experimenting on SVM, and implementation of LDCRF is based on [15]. 

6.1 OVERVIEW OF THE DATASET 
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Figure 6.1: Image sequences from CK+ database showing the formation of sadness from 

onset to peak. 

   

   

   

Figure 6.2: Image sequences from MFP database showing the formation of sadness from 

onset to peak. 

We evaluate our algorithm on two datasets, the Extended Cohn-Kanade (CK+) 

dataset [20] and the Moving Faces and People (MFP) dataset [21]. The first one, CK+, is 

one of the most widely used test-bed for face analysis algorithms and consists of AU-

coded and expression-labeled face images of individuals, taken under relatively 
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controlled viewpoints and illumination conditions. Current state-of-the-art expression 

recognition systems have saturated in performance on this dataset, and we include 

evaluation on it for the purpose of comparison of our method against other systems.  

We also evaluate our algorithm on a more challenging dataset, the MFP dataset. It 

contains a variety of still images and videos of individuals in natural context. Human 

expressions exhibited in MFP are all naturally induced by scenes from movies and 

television programs rather than posed ones, thus being subtle and more difficult to 

recognize. Figure 6.1 and Figure 6.2 show two image sequences demonstrating the 

formation of sadness from onset to peak, with the first from CK+ and the second from 

MFP. To the best of our knowledge, no previous experimental results of expression 

recognition on MFP are available, most probably due to the fact that it is a dataset of 

spontaneous, hard-to-classify facial expressions. 

One difference between CK+ and MFP motivates us to take different approaches 

when evaluating the performance of our method: CK+ carries ground-truth landmarks 

with itself but MFP does not. Hence, we implement the following three approaches of 

training and testing: 1) Training and testing on CK+ with ground truth facial landmarks 

and expression labels provided by the dataset itself; 2) Training and testing on MFP with 

ground truth facial landmarks and expression labels obtained by manual annotation; and 

3) Training and testing on MFP with ground truth facial landmarks and expression labels 

obtained from automatic annotation based on [9]. (It should be noted that a real facial 

expression recognition system need to automatically detect landmarks in test images.) To 

maximize the amount of training and testing data, a five-fold cross-validation 

configuration is used. 
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6.2 EXPERIMENTAL RESULTS 

6.2.1 CK+ 

CK+ contains 593 sequences from 123 subjects. Out of the 593 sequences, 309 

were labeled as one of the six basic expressions. Since all the sequences start from the 

neutral pose to the peak formation of the expression, to train a discriminative model, we 

split each continuous sequence into two halves: the first half is labeled as neutral, and the 

second half is labeled as expressive. As a result, we set up a 7-class classification 

experiment for CK+. 

 

 

Figure 6.3: Average recognition rate of various methods for expression classification. See 

text for detailed discussion. 

The average recognition rate of our method as well as the state-of-the-art methods 

is given in Figure 6.3. The confusion matrices of our method and LDCRF are given in 

Table 1 and Table 2 respectively (LDCRF [15] reports the best performance among the 

state of the art, so other methods' confusion matrices are not given here).  
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 Neutral Anger Disgust Fear Happiness Sadness Surprise 

Neutral 96.7 0.7 0.0 0.3 1.0 1.3 0.0 

Anger 11.1 84.9 0.0 0.0 0.0 0.0 0.0 

Disgust 15.2 0.0 83.1 0.0 1.7 0.0 0.0 

Fear 20.0 0.0 0.0 80.0 0.0 0.0 0.0 

Happiness 4.3 0.0 0.0 0.0 95.7 0.0 0.0 

Sadness 7.2 0.0 0.0 0.0 0.0 92.8 0.0 

Surprise 5.6 0.0 0.0 0.0 0.0 0.0 94.4 

Table 6.1: Confusion Matrix for 7-Class Expression Classification Using ML-based KNN 

on CK+. 

 Neutral Anger Disgust Fear Happiness Sadness Surprise 

Neutral 73.5 6.0 1.6 1.9 2.6 9.2 5.2 

Anger 20.6 76.6 1.1 0.0 1.6 0.0 0.0 

Disgust 2.7 6.2 81.5 0.0 9.6 0.0 0.0 

Fear 0.0 0.0 0.0 94.4 0.0 4.2 1.4 

Happiness 0.5 1.0 0.0 0.0 98.6 0.0 0.0 

Sadness 21.5 0.0 0.0 1.3 0.0 77.2 0.0 

Surprise 0.9 0.0 0.0 0.0 0.0 0.0 99.1 

Table 6.2: Confusion Matrix for 7-Class Expression Classification Using LDCRF on 

CK+. 
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From the comparison between Table 6.1 and Table 6.2, it is clear that ML-based 

kNN achieves less confusion between subtle expressions such as neutrality, anger, fear, 

etc, which is exactly the reason why our method outperforms others with a recognition 

rate of 89.4%. Of course, LDCRF is a probabilistic method of modeling dynamically 

varying patterns whereas our method tries to uncover the interrelationships between 

different examples in a static manner. The optimal way for the classification task at hand 

is to incorporate metric learning into the LDCRF model in a unified framework; this is 

subject for future research. 

6.2.2 MFP 

MFP is a database of static images and video clips of human faces and people. Of 

more interest to our investigation are the Dynamic Facial Expressions video clips that 

show spontaneous expressions of subjects watching a 10 minute video clip. There are 

several drawbacks to working directly with these video clips: a) Expressions in each 

video vary in length. Some occur over a few frames, others may last many seconds; b) 

These expressions are not verified and subjects may respond to stimulus with a non-

intended expression (e.g. aiming at inducing fear but actually getting disgust; c) Some 

clips contain more than one expression (e.g. a fear expression may be accompanied by a 

surprise); and d) None of these clips come with landmarks nor expression labels.  

 

Expression Anger Disgust Fear Happiness Sadness Surprise 

Number of 

Examples 
N/A 96 15 134 30 99 

Table 6.3: Statistics of the MFP Dataset after Validation. 
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 Neutral Disgust Fear Happiness Sadness Surprise 

Neutral 94.6 0.0 0.0 2.1 0.0 0.0 

Disgust 40.6 56.2 0.0 3.2 0.0 0.0 

Fear 80 0.0 20.0 0.0 0.0 0.0 

Happiness 3.5 0.0 0.0 96.5 0.0 0.0 

Sadness 0.0 0.0 0.0 0.0 100.0 0.0 

Surprise 15.2 0.0 0.0 0.0 0.0 84.8 

Table 6.4: Confusion Matrix for 6-Class Expression Classification Using ML-based KNN 

Trained on the Manually Annotated MFP. 

 

 Neutral Disgust Fear Happiness Sadness Surprise 

Neutral 68.6 1.3 13.4 3.1 4.1 9.5 

Disgust 8.4 81.9 1.2 0 7.7 0.8 

Fear 56.0 0.0 27.5 10.1 6.4 0.0 

Happiness 0.9 1.0 0.0 98.1 0.0 0.0 

Sadness 25.7 17.3 9.7 6.8 40.5 0.0 

Surprise 15.2 27.7 12.9 4.8 6.8 32.6 

Table 6.5: Confusion Matrix for 6-Class Expression Classification Using LDCRF 

Trained on the Manually Annotated MFP. 

To suit our needs, the following steps are taken to validate the dataset: 1) 

Manually examine each clip and discard those containing non-intended expressions; 2) 

For each valid clip, cut it short so that it contains exactly the formation of an expression 

from onset to peak; and 3) Manually annotate frames in each cut-short clip. Table 6.3 
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gives detailed statistics about the validated dataset. Note that anger is excluded from our 

experiment, and we only perform a 6-class classification on the MFP dataset since we 

found no valid examples of anger at all. 

With a validated MFP dataset, we first test the 5 expression recognition methods 

with the manually annotated landmarks, i.e. training and testing using approach 2. 

Furthermore, we also test the 5 expression recognition methods in a real-time setting 

using the auto face image annotator from [9], i.e. training and testing using approach 3. 

The average recognition rates of these 5 methods are given in Figure 6.3. Confusion 

matrices for ML-based kNN and LDCRF obtained using approach 2 are given in Table 

6.4 and Table 6.5 respectively (Confusion matrices obtained using approach 3 are not 

given here). 

Since MFP is a database of spontaneous expressions rather than acted ones, one 

should not be surprised that recognition rates on MFP decline significantly compared to 

those on CK+. However, ML-based kNN still gives much better results than other 

methods when tested on MFP. Through careful examination of Table 6.4 and Table 6.5, it 

is again evidenced that our method is conducive to high classification accuracy by 

removing indiscrimination between dissimilar examples while reinforcing alikeness 

between similar examples.  

We could also see in Figure 6.3 that approach 3 yields the lowest recognition 

accuracy among the three training/testing approaches. This is in part due to the subtlety 

of expression and in part due to the inferior CLM-based auto face registration. For this 

very reason, we call for improvement on current face registration and alignment 

techniques.  

What is noteworthy is that the recognition rate of LSH approximation of ML-

based kNN voting is consistently better than all but ML-based kNN. In our experiment, 
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the bit length of the hash key is selected to be 100, for which a frame rate of around 25 

fps could be attained. In fact, the length of hash key controls the tradeoff between 

accuracy and speed. We could potentially improve the accuracy of LSH approximation 

by using a longer hash key, at the expense of higher computational complexity and lower 

frame rate. It should be noted that too long  we do not observe any significant 

performance improvement beyond bit length of 130, where the program runs at a frame 

rate of 20 fps. The superior performance of the LSH approximation scheme demonstrates 

the scalability of our ML-based kNN voting method and qualifies itself as applicable to 

real world problems. 

6.3 VISUALIZATION OF FEATURE EMBEDDING TRANSFORMATION 

To exemplify the retrieval performance of ML-based kNN, we show in Figure 6.4 

and Figure 6.5 the nearest neighbors retrieved by ML-based kNN and standard kNN 

respectively given the same query images. Disgust, sadness and surprise are used as the 

query expressions. As can be seen, ML-based kNN gives quite satisfactory results 

whereas disgust, sadness and surprise are confused with happiness and neutrality by the 

standard kNN.  

To visualize the transformation effect of metric learning on feature space, we 

further show a comparative plot of the first 3 principal components of facial expressions 

in CK+ before and after applying ML-based transformation in Figure 6.6 and Figure 6.7 

respectively. Much overlap could be observed in Figure 6.6 between dissimilar 

expressions. The overlap is even exacerbated for subtle expressions such as anger, 

disgust, fear, and sadness. In contrast, Figure 6.7, which gives a PCA plot of expressions 

after ML-based transformation, shows a much better separated point distribution for 

differently labeled expressions, consequently facilitating higher recognition accuracy.  
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(a) Query image: disgust 

 

 
(b) Query image: sadness 
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(c) Query image: surprise 

Figure 6.4: Ranked list of nearest neighbors obtained using ML-based kNN along with 

the groundtruth labels. The ranked list is sorted from left to right, from top 

to bottom. 

 
(a) Query image: disgust 
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(b) Query image: sadness 

 
(c) Query image: surprise 

Figure 6.5: Ranked list of nearest neighbors obtained using standard kNN along with the 

groundtruth labels. . The ranked list is sorted from left to right, from top to 

bottom. 
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(a) Anger                  (b) Disgust                  (c) Fear 

 
(d) Happiness              (e) Sadness              (f) Surprise 

Figure 6.6: Plot of the first 3 principal components of different expression vectors 

BEFORE applying ML-based transformation. Blue denotes the expression 

of interest. Red denotes all expressions of non-interest. 

 

(a) Anger                  (b) Disgust                  (c) Fear 

 

(d) Happiness              (e) Sadness              (f) Surprise 
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Figure 6.7: Plot of the first 3 principal components of different expression vectors 

AFTER applying ML-based transformation. Blue denotes the expression of 

interest. Red denotes all expressions of non-interest. 
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Chapter 7: Conclusions 

We present a new expression classification method using Metric Learning-based 

k-Nearest Neighbor voting. The metric is optimized with the goal that all similarly 

labeled inputs have small pairwise distances, while all differently labeled inputs have 

large pairwise distances. This method alleviates confusion between subtle expressions 

such as neutral, angry, fear, etc., thus outperforming the state-of-the-art methods. To 

speed up our method, an approximate yet efficient variant scheme of ML-based kNN 

voting taken from [24] is used. LSH allows fast indexing of similar examples with the 

help of a precomputed hash table and significantly accelerates the nearest neighbor 

matching process. 

Experiments show that ML-based kNN demonstrates better classification 

especially when it comes to subtle expressions. Also, our LSH approximation scheme 

gives superior classification performance than the state-of-the-art, and more importantly, 

works at a faster speed, demonstrating the scalability and capability of our method. 
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