
Copyright

by

Oluwasanmi Oluseye Koyejo

2013



The Dissertation Committee for Oluwasanmi Oluseye Koyejo

certifies that this is the approved version of the following dissertation:

Constrained Relative Entropy Minimization with

Applications to Multitask Learning

Committee:

Joydeep Ghosh, Supervisor

Gustavo de Veciana

Dan Knopf

Russell Poldrack

Sujay Sanghavi



Constrained Relative Entropy Minimization with

Applications to Multitask Learning

by

Oluwasanmi Oluseye Koyejo, B.S.; M.S.E.

Dissertation

Presented to the Faculty of the Graduate School of

The University of Texas at Austin

in Partial Fulfillment

of the Requirements

for the Degree of

Doctor of Philosophy

The University of Texas at Austin

May 2013



To my parents Ebenezer and Emmanuella Koyejo,

and my siblings Mosimiloluwa and Titilopeoluwa Koyejo

for their endless encouragement and support.



Acknowledgments

This dissertation would not be possible without the guidance of my committee,

and the support of family, friends and colleagues. I am especially grateful to Prof.

Joydeep Ghosh for his patient advice through the years. Prof. Ghosh believed in

me from the beginning of my PhD studies and continued to support me through the

most difficult points of my research. I have gained a great deal from his mentorship.

I am deeply indebted to Prof. Gustavo de Veciana for his encouragement that kept

me going during the toughest parts of my PhD, and for insightful discussions that

led to some of the key ideas in this dissertation. I am also grateful to Prof. Russell

Poldrack for rekindling my imagination by exposing me to the scientific applications

of my work.

I would like to express my gratitude to the past and current members of

IDEAL for the happy memories. I will surely miss the Tuesday night dinners at Hai

Ky and our vigorous discussions on every conceivable topic. I thank Marcel Nassar,

Suriya Gunasekar, Yubin Park and Ayan Acharya for taking the time to review my

papers and provide extremely helpful comments. I am grateful for the opportunities

I have had to work with excellent collaborators during my PhD including Sreangsu

Acharyya, Cheng Lee, Mijung Park, Neeraj Gaur, Joyce Ho, Priyank Patel, Clinton

Jones and Prof. Jonathan Pillow.

I have learned a great deal from Sreangsu Acharyya and Priyank Patel in the

time I have spent at the University of Texas. I am constantly amazed at the breadth

v



of their knowledge, and I am grateful that they pushed me to be better. I am grateful

for the mentorship of Robert Marsa, Nena Marin, Shi Zhong, Peter Norwood and

others at Adometry. Working at Adometry was a great learning experience. I would

also like to thank to Richard Souvenir for his advice and support as co-chairs of the

AAAI symposium on manifold learning in 2010. I thank the ECE staff, in particular

Melanie Gulick, for helping to smooth the administrative bumps during my PhD.

To Kristine Resurreccion, you made the toughest days easier. I value your

companionship. Thank you. M.T.

Oluwasanmi Oluseye Koyejo

The University of Texas at Austin

May 2013

vi



Constrained Relative Entropy Minimization with

Applications to Multitask Learning

Publication No.

Oluwasanmi Oluseye Koyejo, Ph.D.

The University of Texas at Austin, 2013

Supervisor: Joydeep Ghosh

This dissertation addresses probabilistic inference via relative entropy minimization

subject to expectation constraints. A canonical representation of the solution is

determined without the requirement for convexity of the constraint set, and is given

by members of an exponential family. The use of conjugate priors for relative entropy

minimization is proposed, and a class of conjugate prior distributions is introduced.

An alternative representation of the solution is provided as members of the prior

family when the prior distribution is conjugate. It is shown that the solutions can be

found by direct optimization with respect to members of such parametric families.

Constrained Bayesian inference is recovered as a special case with a specific choice

of constraints induced by observed data.
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The framework is applied to the development of novel probabilistic models for

multitask learning subject to constraints determined by domain expertise. First, a

model is developed for multitask learning that jointly learns a low rank weight matrix

and the prior covariance structure between different tasks. The multitask learning

approach is extended to a class of nonparametric statistical models for transpos-

able data, incorporating side information such as graphs that describe inter-row

and inter-column similarity. The resulting model combines a matrix-variate Gaus-

sian process prior with inference subject to nuclear norm expectation constraints.

In addition, a novel nonparametric model is proposed for multitask bipartite rank-

ing. The proposed model combines a hierarchical matrix-variate Gaussian process

prior with inference subject to ordering constraints and nuclear norm constraints,

and is applied to disease gene prioritization. In many of these applications, the

solution is found to be unique. Experimental results show substantial performance

improvements as compared to strong baseline models.
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Chapter 1

Introduction

The principle of minimum discrimination information (Kullback, 1959) is a concep-

tual framework for updating a distribution given constraints. It defines a procedure

for estimating the distribution that satisfies the constraints and is as hard as pos-

sible to differentiate from a predefined prior distribution. This principle has a long

history in probabilistic inference going back to Jaynes’ principle of maximum en-

tropy (Jaynes, 1957) and the principle of insufficient reason commonly attributed to

Laplace (Uffink, 1995)1. In the machine learning and statistics literature, the prin-

ciple of maximum entropy has been cited a justification for log-linear models such

as logistic regression and conditional random fields (Manning and Klein, 2003), and

as justification for exponential family prior distributions (Bousquet, 2010). Further,

the Bayesian posterior distribution can be derived by relative entropy minimization

given a certain choice of expectation constraints (Williams, 1980).

It may be insightful to consider some key differences between Bayesian infer-

ence and constrained relative entropy inference. Bayesian inference is implemented

1There are many names in the literature for this class of methods. Entropy maximization is
often referred to as maxent. Relative entropy minimization is often referred to as minxent, though
there is an alternative class of methods with the same name that refer to cross entropy. (Dud́ık
et al., 2007) studied relative entropy minimization using the moniker generalized maxent. To avoid
confusion, we will refer only to relative entropy minimization and entropy maximization.
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using the Bayesian conditionalization rule for updating distributions given data. In

Bayesian inference, all the a-priori domain knowledge must be encoded in the prior

distribution. In some cases, the constraints on the probabilistic model as prescribed

by domain knowledge may be computationally intractable or inefficient to impose

by carefully selecting an appropriate prior distribution. Rejection sampling tech-

niques have been proposed as a solution (Gelfand et al., 1992). Unfortunately, the

proportion of discarded samples grows with increasing dimensions so this approach

is computationally intractable for high dimensional problems. In other cases, one

may seek constraints only in expectation, not on the full sample space. Constrained

relative entropy minimization is a viable approach for probabilistic inference in such

cases.

Constrained relative entropy minimization and constrained entropy maxi-

mization have been studied in several application domains including natural lan-

guage processing (Berger et al., 1996) and ecology (Dud́ık et al., 2007). Applications

in the machine learning literature include maximum entropy discrimination (MED)

(Jaakkola et al., 1999), and other models inspired by MED have been proposed for

combining nonparametric topic models with large margin constraints for document

classification (Zhu et al., 2009) and multitask classification (Zhu et al., 2011). Con-

strained relative entropy models have also been applied to collaborative filtering (Xu

et al., 2012) and link prediction (Zhu, 2012). In comparison to prior work, one of the

practical contributions of this dissertation is the consideration of general constraints

from domain knowledge that may not be directly associated with data samples, and

may correspond to complex nonconvex sets.

It is well known that the maximum entropy and relative minimum entropy

distributions subject to equality constraints can be represented as members of an

exponential family (Cover and Thomas, 2006) and similar results have been shown

for norm ball constraints and other convex constraint sets (Altun and Smola, 2006).
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This dissertation studies relative entropy minimization subject to expectation con-

straints that may be more general than the equality and inequality constraints that

have been studied in the literature. The constraints are specified as restrictions

on the expectations of feature functions, and may be specified to match empirical

averages computed from observations, or to match more general restrictions that

incorporate structure determined by domain knowledge.

In this dissertation, various applications of constrained relative entropy min-

imization and constrained Bayesian inference are proposed as probabilistic inference

subject to data and domain dependent constraints. In particular, this dissertation

will focus on applications to multitask learning (MTL). Multitask learning involves

the learning of several tasks simultaneously using their shared structure. MTL may

be contrasted with single task learning where each task is learned independently. If

the tasks are related, MTL exploits inter-task relationships and may improve the

representation and prediction quality as compared to single task learning (Evgeniou

et al., 2005). This dissertation will focus on MTL problems involving the predictive

modeling of recommender systems data, functional neuroimaging data and disease

gene prioritization.

Chapter 3 is devoted to the general class of problems involving the estimation

of the distribution that minimizes the relative entropy to a given prior distribution

subject to expectation constraints. Entropy maximization is discussed as a special

case of this framework when the prior distribution is uniform. The proposed ap-

proach to these problems generalizes earlier work by relaxing necessary conditions

on the constraint set such as the requirement for convexity. The resulting solution

has some interesting implications. It is shown that under mild conditions, there is a

canonical representation of solution of the constrained relative entropy optimization

problem as a member of the exponential family of distributions with base measure

given by the prior distribution and sufficient statistics given by the feature functions.
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A similar result is obtained for constrained entropy maximization as a special case.

Given this representation, it is shown that the constrained optimization over

the space of probability distributions can be reduced to a constrained optimization

with respect to the members of the relevant parametric family. The existence of a

conjugate family of prior distributions is shown. It is also shown that the solution can

be represented as a member of the family of distributions specified by the conjugate

prior. The practical advantage of these results is that the domain over which the

optimization is performed and the burden of dealing with the complexity of the

constraint set is shifted from the space of probability distributions to the subset of

distributions specified by the parametric family. This allows for the application of

the large class of efficient optimization tools for parametric optimization (Nocedal

and Wright, 2006).

Chapter 3 also discusses the special case of constrained Bayesian inference.

Constrained Bayesian inference is proposed as an approach that combines Bayesian

inference with additional constraints in a single framework. The additional con-

straints may be used to enforce structure recovered by domain knowledge that are

difficult or inappropriate to enforce using a prior distribution. Other researchers

have proposed various versions of regularized Bayesian inference. Ganchev et al.

(2010) proposed posterior regularization techniques2 for statistical word alignment,

multiview learning, dependency parsing and part of speech induction. Zhu et al.

(2012) proposed regularized Bayesian inference as a technique for nonparametric

document classification using the hinge loss. Similar approaches have also been

proposed for multitask classification (Zhu et al., 2011) and link prediction (Zhu,

2012). Following from the relative entropy minimization results, a novel representa-

tion approach for constrained Bayesian inference is presented subject to relatively

2The terms “posterior regularization” and “regularized Bayesian inference” are not used in this
dissertation to avoid confusion with the Bayesian posterior, and to emphasize the role of constraints
in the proposed formulation.
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weak conditions on the constraint set, conjugacy conditions are identified that may

further simplify the representation and optimization.

Constrained Bayesian inference is applied to parametric multitask learning

in Chapter 4. A linear model is presented for predicting task responses based on

example features and possible task features. Further structure is imposed on the

weight matrix via low rank constraints. In addition to the inference, constrained

parameter estimation is applied to recover prior precision structure that represents

a-priori conditional independence relationships. The proposed approach is moti-

vated by applications to the predictive modeling of recommender systems data with

multiple social networks, and the predictive modeling of functional neuroimaging

data. For the recommender system dataset, spectral features are extracted from

the various graphs, then the hyperparameter estimation approach is applied to esti-

mate diagonal prior variances for each feature. It is well known that such diagonal

covariance structure encourages sparse weights (Tipping, 2001). This intuition is

extended to the multitask domain. Chapter 4 also considers the estimation of more

general structured prior precision matrices to infer the prior conditional indepen-

dence relationships between the tasks (Friedman et al., 2008).

A novel nonparametric model for transposable matrix data with missing en-

tries is proposed in Chapter 5. The proposed approach incorporates additional

side information such as interaction networks between the rows, and between the

columns. Such information is used to extend the model predictions to new rows

and columns with no training set observations. Such matrices are often known as

transposable data as both the rows and columns of the data are of interest. This

is in contrast to standard matrix data where the rows and columns have intrin-

sic labels as “dimensions” or “examples”. A novel constrained Bayesian inference

approach is proposed based on the the non-parametric Gaussian process and an

inference procedure that enforces a nuclear norm constraint on the predictive mean.
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The nuclear norm constraint is implemented as a tractable surrogate regularization

for the low rank constraint, which is in turn motivated by parsimony of the low rank

representation, and the superior empirical performance of low rank models in many

application domains. The constrained Gaussian process is applied to recommender

systems data which involves predicting the item ratings of users using known associ-

ations as well as prior covariances induced by social networks. Experimental results

are presented that highlight the performance of the proposed approach as compared

to state of the art approaches in the domain.

Following the constrained relative entropy minimization framework, a novel

model for multitask bipartite ranking (MBR) is proposed in Chapter 6. The pro-

posed approach extends bipartite ranking to the multitask domain by combining

multitask regression with task-wise bipartite ranking. A hierarchical prior distribu-

tion is proposed that combines a matrix-variate Gaussian process (MV-GP) with

additive Gaussian noise. Inference for this model requires the computation of the

distribution that minimizes the relative entropy subject to ordering and compat-

ibility constraints on the expectation of the ranking variables, and nuclear norm

constraints on the expectation of the matrix-variate Gaussian process. The distri-

bution that minimizes the constrained relative entropy is found to be unique. The

resulting model is applied to the disease gene prioritization.

1.1 Main Contributions

This dissertation addresses probabilistic inference subject to general expectation

constraints. Expectation constraints derived from domain knowledge are considered

without the requirement for explicit dependence on observed data3. The proposed

framework extends Bayesian statistical inference to capture structure that may be

3To the best of my knowledge, we are the first to propose and apply probabilistic inference
subject to such general expectation constraints.
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difficult or inappropriate to enforce using a prior distribution alone. For example,

nonconvex constraint sets such as rank constraints are ubiquitous in machine learn-

ing. The results of this dissertation show that the tools of probabilistic inference

can be extended to such problems.

The contributions of this dissertation include the following:

• It is shown that the solution of (i) the relative entropy minimization problem,

(ii) the entropy maximization problem, and (iii) constrained Bayesian infer-

ence, subject to expectation constraints can be represented as a member of an

exponential family. The presented results relax the necessary conditions on

the constraint set such as convexity.

• The use of conjugate prior distributions is proposed for the relative entropy

minimization problem and the constrained Bayesian inference problem. Here,

conjugacy implies that the solutions can be represented as members of the

conjugate prior distribution family. A parametric family of relative entropy

conjugate prior distributions is introduced.

• Sufficient conditions are provided for a subset of distributions such that so-

lutions of the presented problems can be found by direct optimization with

respect to the members of the set. It is shown that these conditions are satisfied

by the exponential family corresponding to the representation of the solution,

and by the parametric family of the relative entropy prior distribution when

the relative entropy prior distribution is conjugate.

While the results of this dissertation have a wide scope and applicability,

they are illustrated in in detail via a set of important and challenging applications

to multitask learning. Specifically:

• A novel probabilistic model for rank constrained multitask learning is devel-

oped. The model is extended to enforce Kronecker decomposition constraints

7



on the second order expectations. The proposed approach combines con-

strained Bayesian inference with constrained hyperparameter estimation for

the parameters of the prior precision matrix.

• A novel application of constrained Bayesian inference is proposed for the pre-

dictive modeling of transposable data with missing entries. A nonparametric

matrix-variate Gaussian process prior is combined with nuclear norm expec-

tation constraints. The nuclear norm constraints typically result in a low rank

mean prediction function.

• A novel approach for multitask bipartite ranking (MBR) is proposed that

combines task-wise ranking with a nonparametric multitask regression. This

is achieved by applying ordering constraints to the expectation of the ranking

variables and nuclear norm constraints to the mean function of the underlying

matrix-variate Gaussian process.

The empirical performance of the proposed models is presented as applied to

recommender systems data, functional neuroimaging data and disease gene priori-

tization, showing that the proposed models outperform the state of the art domain

specific models.

1.2 Notation and Preliminaries

Vectors are denoted by lower case x and matrices by capital X. xi,j denotes the

(i, j)th entry of the matrix X. xi,: denotes the ith row of X and x:,j denotes the jth

column. Sets of entities are denoted by sans serif S. Function spaces are generally

denoted by script X . Unless otherwise noted, Hilbert spaces are denoted by H,

and Banach spaces are denoted by script B. Sample spaces are denoted by X. The

special case of the reals is denoted by R, and R+ denotes the positive reals.
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1.2.1 Preliminaries

This section contains a few basic definitions from convex analysis and probability

theory that will be useful in this dissertation. Let X be a Banach space and let X ∗

be the dual space of X . The Legendre-Fenchel transformation (of convex conjugate)

of a function f : X 7→ [−∞,+∞] is given by f∗ : X ∗ 7→ [−∞,+∞] as:

f∗(x∗) = sup
x∈X
{〈x, x∗〉 − f(x)}.

where 〈x, x∗〉 denotes the dual pairing. If B is complete with respect to 〈·, ·〉, then

B is a Hilbert space. See Borwein and Zhu (2005) for further details on Fenchel

duality, particularly as applied to variational analysis.

Let X 3 x denote a sample space and P = {p | p(x) ≥ 0,
∫
X p(x)dx = 1}

denote the set of probability densities on X. The relative entropy, also known as the

Kullback-Leibler divergence (KL divergence) of the continuous probability measure

P with respect to a background measure µ is given by:

KL(P‖µ) =

∫
X

∂P

∂µ
(x) log

∂P

∂µ
(x)∂µ(x),

where ∂P
∂µ is the Radon-Nikodym derivative. In this dissertation, we assume that P

is absolutely continuous with respect to the measure so there exists a density p ∈ P.

We will be primarily interested in two cases. First, when µ is the Lebesgue measure,

the relative entropy reduces to the differential entropy given by H(P ). To simplify

notation, we denote the differential entropy by:

H(p) = −
∫
X
p(x) log p(x)dx,

which reduces to the Shannon entropy H(p) = −
∑

X p(x) log p(x) for the counting

measure on a discrete set.
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The other case of interest is when the background measure is also a prob-

ability measure Q that induces a probability density q ∈ P, and P is absolutely

continuous with respect to Q. Here, our using simplified notation, the relative en-

tropy is given in terms of the densities as:

KL(p‖q) =

∫
X
p(x) log

p(x)

q(x)
dx

The relative entropy is strictly convex with respect to its first argument.

The expectation is a linear operator given by4 Ex∼P [ f(x) ] =
∫
X p(x)f(x)dx.

With some abuse of notation, we specify the expectation as Ep [ f ] = Ex∼P [ f(x) ].

Given a density p in a parametrized family G 3 p and a function f : X 7→ R (known

as the likelihood function in Bayesian statistics), p is the Bayesian conjugate prior

of f if there exists a density q that satisfies: (i) q(x) ∝ p(x)f(x) and, (ii) q ∈ G. In

this dissertation, we take a(x) ∝ b(x) to imply the existence of a constant C which

is independent of x (though C may be a function of other parameters) such that

a(x) = Cb(x). Further discussion on Bayesian conjugacy may be found in (Räıffa

and Schlaifer, 1968).

For the purposes of this dissertation, we define the delta function as a gen-

eralized function, or measure that satisfies:

∫
X
f(x)δa{dx} = f(a),

with respect to the measure dx (usually the Lebesgue measure), where f is absolutely

continuous with respect to dx, and a ∈ X. Following from the definition, the expec-

tation with respect to the delta function as a distribution satisfies Eδa [ f ] = f(a),

and given the density p, we have that Ep [ δa ] = p(a). Further, it can be shown that

KL(δa‖p) = − log p(a). This identity requires the basic definition of the relative en-

4We will not distinguish notation between the random variable and the samples when such
confusion is unlikely.
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tropy in terms of measures defined on a measurable space without the requirement

for absolute continuity. Further details may be found in the appendix of Williams

(1980).

We use the notation pθ ∈ P to denote a parametrized density with param-

eters θ. An exponential family is a class of probability distributions whose density

functions take the form:

pθ(x) = h(x)e〈η(θ),t(x)〉−A(θ),

η(θ) is known as the natural parameter vector, t(x) are the sufficient statistics,

h(x) is known as the base measure, and A(θ) is the the log-partition function. The

exponential family is in canonical form if η(θ) = θ. The domain of the parameter

θ is a convex set defined as:

Θ =

{
θ

∣∣∣∣ ∫
X
h(x)e〈η(θ),t(x)〉dx <∞

}
.

The log-partition function is a convex function defined on the domain Θ. Examples

of exponential family distributions in common use include the Gaussian, Bernoulli

and Poisson distributions. Further details on exponential family distributions may

be found in Brown (1986).

Let x ∈ RD be drawn from a multivariate Gaussian distribution. The mul-

tivariate Gaussian density is given as:

N (µ,Σ) =
exp

(
−1

2tr
[
(x− µ)>Σ−1(x− µ)

])
(2π)D/2|Σ|D/2

,

where µ ∈ RD is the mean vector and Σ ∈ RD×D is the covariance matrix. |·| denotes

the matrix determinant, (·)> denotes the matrix transpose and tr(·) denotes the

matrix trace. Let X ∈ RD×L be drawn from a matrix-variate Gaussian distribution.
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The density is given as:

MN (M,ΣR,ΣC) =
exp

(
−1

2tr
[
Σ−1
C (X−M)>Σ−1

R (X−M)
])

(2π)DL/2|ΣR|L/2|ΣC |D/2
,

where M ∈ RD×L is the mean matrix, ΣR ∈ RD×D is the row covariance matrix

and ΣC ∈ RL×L is the column covariance matrix.

Given a matrix A ∈ RD×L, vec(A) ∈ RDL is the vector obtained by concate-

nating columns of A. Given matrices A ∈ RD×L and B ∈ RD′×L′ , the Kronecker

product of A and B is denoted as C = A⊗B ∈ RDD′×LL′ with:

C =


a1,1B · · · a1,QB

...
. . .

...

aP,1B · · · aP,QB

 .

Let X ∈ RL×D′ , a useful property of the Kronecker product is the identity:

vec(AXB) = (B> ⊗A)vec(X).

We use ‖·‖ to denote vector norms and |||·||| to denote spectral (matrix) norms.

Let x ∈ RD, the squared l2 norm of x is given by ‖x‖22 =
∑D

i=1 x
2
i . The l0 pseudo-

norm of x is given by ‖x‖0 =
∑D

i=1 1[xi 6=0], where 1[·] is the indicator function defined

as:

1[b] =


1 if b is true,

0 otherwise.

When used as a regularizer, ‖x‖0 penalizes the number of non-zero entries of x, and

favors sparse solutions, but direct optimization of the l0 pseudo-norm is NP hard.

The l1 norm of x is given by ‖x‖1 =
∑D

i=1 |xi| and is the tightest convex hull of the

l0 pseudo-norm. Under certain conditions, l1 norm regularization results in a similar
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sparsity effect (Wainwright, 2009), and so the l1 norm is often used as a tractable

surrogate of the l0 pseudo-norm. The elastic net (Zou and Hastie, 2005), given by

the weighted sum of the l1 and l2 norms results in more stable selection than the l1

norm alone, particularly with correlated features.

Let A ∈ RD×L with singular values {ξi(A)}, the squared Frobenius norm is

given by the squared l2 norm of the spectrum of A as |||A|||22 =
∑min(D,L)

i=1 ξ2
i (A) =

tr
(
A>A

)
. The rank of A is given by the l0 pseudo-norm of the spectrum of A as

rank(A) = |||A|||0 =
∑min(D,L)

i=1 1[ξi(A)6=0]. Just as in the vector case, the l0 pseudo-

norm regularizer favors sparse solutions (Srebro and Shraibman, 2005), but direct

optimization is NP hard. The nuclear norm of A is given by the l1 norm of the

spectrum of A as |||A|||1 =
∑min(D,L)

i=1 ξi(A) = tr
(√

A>A
)

and is the tightest convex

hull of rank(A). If A is symmetric and positive semidefinite, |||A|||1 = tr(A), hence,

the nuclear norm is sometimes known as the trace norm. The nuclear norm is often

used as a tractable surrogate for rank regularization (Pong et al., 2010).

We will employ a coordinate optimization scheme for many of the applica-

tions in this dissertation. The following theorem characterizes behavior of coordinate

optimization, and will be useful in proving convergence to stationary points.

Theorem 1 (Bertsekas (1995)) Let function f(x1,x2) be continuously differen-

tiable in its domain ΠXi. Suppose for each i and x ∈ Xi the coordinate-wise min-

imum minξ∈Xi f(·, ξ, ·) is uniquely attained. Then every limit point of the sequence

of coordinate-wise minimizers is a stationary point of f.
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Chapter 2

Background

The work in this dissertation spans several sub-fields of statistical inference and

machine learning including relative entropy minimization, Bayesian inference, the

nonparametric matrix-variate Gaussian process, spectral regularization for compact

bilinear forms in reproducing Kernel Hilbert spaces, and bipartite ranking. This

chapter contains general background on these topics and a discussion of other work

related to this dissertation.

2.1 Constrained Relative Entropy Minimization

In the following, we provide an overview of relevant results from Altun and Smola

(2006). Let β represent feature functions that map X to a feature space with compo-

nents β(x) = {βj(x)}. We let p denote the prior distribution1 corresponding to an

initial choice of probability distribution on X. Altun and Smola (2006) considered

divergence minimization subject to norm ball constraints given by ‖Eq [β ]−b‖B ≤ ε

where ‖ · ‖B is the norm ball on a the Banach space B centered at b ∈ B, and ε ≥ 0

1also known as the default distribution.
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is the width. The solution was found by an elegant application of Fenchel duality2

for variational optimization (Borwein and Zhu, 2005).

The following Lemma characterizes relative entropy minimization subject to

norm ball constraints.

Lemma 2 (Altun and Smola (2006))

min
q∈P

KL(q‖p) s.t. ‖Eq [β ]− b‖B ≤ ε (2.1)

= max
λ
〈λ,b〉 − log

∫
X
p(x)e〈λ,β(x)〉dx− ε‖λ‖B∗ + e−1 (2.2)

and the unique solution is given by:

q∗(x) = p(x)e〈λ∗,β(x)〉−G(λ∗) (2.3)

where λ∗ is the solution of the dual optimization (2.2) and G(λ∗) ensures normal-

ization.

There may be several equivalent representations for a given density q ∈ P. However,

Lemma 2 shows that the density that minimizes relative entropy subject to norm

ball constraints, if it exists, has a canonical representation a member of the expo-

nential family with base measure p, natural statistics β and parameters λ∗. The

conditions for Lemma 2 include constraint qualification, which requires the existence

of densities that satisfy the set of constraints, and a finite cost (2.2) at the solution

λ∗. More details are given in Altun and Smola (2006) and Chapter 4 of Borwein and

Zhu (2005). Given M sample observations {z̃i}, the center b is typically specified as

an empirical average b =
∑M

m=1 β(z̃i). Thus, if the empirical center is used, we may

interpret Lemma 2 as a mechanism for estimating the closest distribution to a prior

2The Fenchel dual approach applied to variational optimization problems simplifies the analysis
required to ensure continuity and differentiability compared to the Lagrange dual approach using
variational calculus.
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distribution (in terms of KL divergence) such that its expectations approximately

satisfy the empirical averages.

An important special case of Lemma 2 occurs when the default distribution

is uniform with respect to the background measure. This characterizes the case with

no a-priori assumptions. The solution is given by the following Lemma.

Lemma 3 (Altun and Smola (2006))

min
q∈P

−H(q) s.t. ‖Eq [β ]− b‖B ≤ ε (2.4)

= max
λ
〈λ,b〉 − log

∫
X
e〈λ,β(x)〉dx− ε‖λ‖B∗ + e−1 (2.5)

and the unique solution is given by:

q∗(z) = e〈λ∗,β(z)〉−G(λ∗) (2.6)

where λ∗ is the solution of the dual optimization (2.5) and G(λ∗) ensures normal-

ization.

It follows that the density that maximizes the differential entropy subject to ex-

pectation constraints in the norm ball, if it exists, is a member of the exponential

family. When the sample space is discrete, the density (2.6) is sometimes known as

the Gibbs distribution (Dud́ık et al., 2007).

The following well studied examples illustrate the principle of maximum en-

tropy. Details may be found in Cover and Thomas (2006) and MacKay (2003).

Example 1 Let X = R and define the feature functions as the first and second

order functions β(x) = [ xx2 ] i.e. β1(x) = x and β2(x) = x2. Let the constraint set

correspond to equality constraints given by E [β(x) ] = E [ xx2 ] =
[

µ
µ2+σ2

]
, then the

constrained maximum entropy solution is a Gaussian distribution with mean µ and

variance σ2. Recall that for a Gaussian random variable x ∼ N
(
µ, σ2

)
, E [x ] = µ
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and E
[
x2
]

= µ2 + σ2. The entropy of the resulting distribution is given by σ2.

Example 2 Let X = R+ i.e. the positive reals, and define the feature function as

β(x) = x, and let the constraint set correspond to equality constraints E [β(x) ] = 1
c ,

then the constrained maximum entropy solution is an exponential distribution with

rate parameter c.

Much of the research on constrained relative entropy minimization and con-

strained entropy maximization have focused on finite dimensional discrete sample

spaces, particularly in the natural language processing domain (Berger et al., 1996).

Dud́ık et al. (2007) studied the constrained relative entropy minimization for finite

sample spaces where the constraint set is given by a l1, l2 or l1 + l2 norm ball. The

maximum entropy discrimination (MED) framework (Jaakkola et al., 1999) is a spe-

cial case of relative entropy minimization for classification where margin constraints

are imposed on the log likelihood ratios corresponding to each class. Jaakkola et al.

(1999) solved the constrained maximum entropy problem by direct optimization of

the dual cost function. This direct approach requires complicated high dimensional

integrals and is often intractable for complicated constraint sets (Zhu et al., 2012), or

with a complicated prior distribution. More recently, researchers have applied con-

strained relative entropy minimization techniques to combine nonparametric topic

models with large margin constraints for document classification (Zhu et al., 2009),

multitask classification (Zhu et al., 2011) and link prediction (Zhu, 2012). Zhu et al.

(2012) applied Fenchel duality for regularized relative entropy minimization in the

context of Bayesian inference.

The mechanics of constrained relative entropy minimization for probabilistic

inference are closely related to techniques for approximate variational Bayesian in-

ference (Bishop, 2006), used to approximate intractable Bayesian posterior densities.

The approximation constraints typically take the form of factorization assumptions

between subsets of the latent variables. Although approximate Bayesian inference
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also requires solving a constrained relative entropy minimization, it is clear that the

motivation for approximate Bayesian inference is quite different from the motivation

for probabilistic inference via constrained relative entropy minimization. Further,

the factorization constraints are quite different from the expectation constraints

used for relative entropy based probabilistic inference, and in general, the solutions

will not factorize over subsets of the variables.

2.2 The Matrix-Variate Gaussian Process

The Gaussian process (GP) describes the distribution of a collection of random

variables defined by their joint distribution for finite index sets, and is often used as

a prior distribution for functions (Rasmussen and Williams, 2005). Let J 3 j denote

the index space, we use the notation GP (µ, C) to denote the Gaussian process with

mean function µ : J 7→ R and covariance function C : J × J 7→ R. The GP is

completely specified by its mean function and its covariance function. In particular,

X ∼ GP (µ, C) implies that:

µ(j) = E [X(j) ] ,

C(j, j′) = E
[

(X(j)− µ(j))
(
X(j′)− µ(j′)

) ]
.

For any finite index set J ⊂ J with |J| = J , define the vector x ∈ RJ with entries xj =

X(j), then x ∼ N (µ,C), a multivariate Gaussian with mean µ ∈ RJ and entries

µj = µ(j) and covariance matrix C ∈ RJ×J with entries cj,j′ = C(j, j′). In other

words, a Gaussian process can be defined via its finite dimensional marginals, which

happen to be multivariate Gaussian distributed random variables. This important

property is a consequence of Kolmogorov’s extension theorem (Kolmogorov, 1933).

Although we will focus on the Gaussian process, this approach can be used to

construct other nonparametric infinite dimensional processes through their finite
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dimensional marginals (Orbanz and Teh, 2010). There is a close relationship between

Gaussian processes and reproducing Kernel Hilbert spaces (Seeger, 2004). Given a

Gaussian process with covariance function C, it can be shown that HC contains

related “smooth” functions such as expected values conditioned on a finite amount

of data (e.g. posterior mean functions).

The matrix-variate Gaussian (MV-G) distribution has emerged as a popular

model for matrix data (Allen and Tibshirani, 2010, 2012) where the number of rows

and columns are fixed. More general functional relationships in matrix data can be

captured via matrix-variate functions, with the added flexibility to model a variable

number of rows and columns. Like the GP, the matrix-variate Gaussian process

(MV-GP) describes the distribution of a collection of random variables defined by

their joint distribution for finite index sets. The MV-GP is often used as a prior

distribution for matrix-variate functions. Let M 3 m be the row index set and

N 3 n represent the column index set. We use the notation MGP (φ, CN, CM) to

denote the MV-GP with mean function φ : M × N 7→ R, row covariance function

CM : M×M 7→ R and the column covariance function CN : N×N 7→ R. The covariance

function of the MV-GP has a product structure (Álvarez et al., 2012), so the prior

covariance between matrix entries can be decomposed as the product of the row and

column covariances. Thus, the joint covariance function of the MV-GP decomposes

into product form as C ((m,n), (m′, n′)) = CM(m,m′)CN(n, n′). The MV-GP has

been applied to several problems in the literature including link analysis, transfer

learning (Yu and Chu, 2008), collaborative prediction (Yu et al., 2009) and multitask

learning (Bonilla et al., 2008).

The MV-GP is completely specified by its mean function and its covariance

19



X

CM, CNCM, CN

ym,n σ2σ2

J
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(b) Low rank factor Gaussian process model

Figure 2.1: Hierarchical matrix-variate Gaussian process models with independent
Gaussian observation noise. For the hierarchical latent matrix-variate Gaussian
process model (left), X(m,n) corresponds to a hidden noise-free matrix entry.

function. Let X ∼MGP (φ, CN, CM), then:

φ(m,n) = E [X(m,n) ] ,

C((m,n), (m′, n′)) = CM(m,m′)CN(n, n′)

= E
[

(X(m,n)− φ(m,n))
(
X(m′, n′)− φ(m′, n′)

) ]
.

For finite index sets M ⊂ M and N ⊂ N with sizes |M| = M and |N| = N , define

the matrix X ∈ RM×N such that xm,n = X(m,n), then vec(X) ∼ N (vec(Φ),C),

a multivariate Gaussian with mean vec(Φ) ∈ RMN so Φ ∈ RM×N with entries

φm,n = φ(m,n), and covariance matrix C ∈ RMN×MN with entries c(m,n),(m′,n′) =

C((m,n)(m′, n′)) = CM(m,m′)CN(n′, n′). As a result, the covariance matrix is given

by C = CN ⊗CM where CM ∈ RM×M and CN ∈ RN×N .

The MV-GP is typically combined with a Gaussian observation model. Given

the finite sampled set M × N ⊃ J 3 (m,n), samples from the hierarchical MV-GP

model are generated as follows (see Fig. 2.1(a)):
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1. draw X from a zero mean MV-GP X ∼MGP (0, CM, CN).

2. draw the observed response independently as ym,n ∼ N
(
xm,n, σ

2
)

given xm,n =

X(m,n).

The hidden matrix X ∈ RM×N with entries xm,n = X(m,n) may be interpreted

as the latent noise-free matrix. The inference task is to estimate the posterior

distribution X|D, where D = {y, J}. It follows that the posterior distribution is a

Gaussian process (Rasmussen and Williams, 2005) given by X|D ∼ GP (φ,Σ), with

mean and covariance functions:

φ(m,n) = CJ(m,n)[C + σ2I]−1y (2.7a)

Σ
(
(m,n), (m′, n′)

)
= C((m,n), (m′, n′))−CJ(m,n)[C + σ2I]−1CJ(m,n)>. (2.7b)

The covariance function CJ(m,n) ∈ R1×J corresponds to the sampled covariance

matrix between the index (m,n) and all training data indexes (m′, n′) ∈ J, C ∈ RJ×J

is the covariance matrix between all pairs (m,n), (m′, n′) ∈ J× J, and I is the J × J

identity matrix. The closed form follows directly from the definition of a MV-GP as a

scalar GP (Rasmussen and Williams, 2005) with appropriately vectorized variables.

The model complexity scales with the number of observed samples L. Storing the

covariance matrix requires O(J2) memory, and the näıve inference requires O(J3)

computation.

2.3 Statistical Models for Low Rank Matrix Comple-

tion

Rank constraints have become ubiquitous in matrix prediction tasks (Yu et al.,

2007; Zhu et al., 2009; Koyejo and Ghosh, 2011; Zhou et al., 2012). The low rank

assumption implies that the observed data can be decomposed as the inner product
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of low dimensional factors. This approach reduces the degrees of freedom in the

matrix model and can improve the parsimony of the results. Recent theoretical

(Candès and Recht, 2008) and empirical (Koren et al., 2009) results have provided

strong motivation for the low rank approach. The low rank assumption is also

motivated by computational concerns. Consider the computational requirements of

the MV-GP. Its memory requirements scale quadratically with data size, and näıve

inference scales cubically with data size (Álvarez et al., 2012). In contrast, training

costs for low rank models can scale linearly with the data size and quadratically with

the underlying matrix rank, and efficient optimization methods have been proposed

(Koren et al., 2009; Dud́ık et al., 2012).

Factor models such as principal component analysis (PCA) (Bishop, 2006)

and its variants are standard methods for modeling full matrix data. PCA can be

extended to handle missing data using a Bayesian approach (Bishop, 2006). The

Gaussian process latent variable model (GP-LVM) (Lawrence and Hyvärinen, 2005)

further extends Bayesian PCA to model non-linear relationships by replacing the

covariance matrix with a non-linear kernel. Here, either the row or the column factor

is integrated out, and the other factor is estimated as a parameter. We note that

the rank of the factor model must be pre-specified. A drawback of this approach

is that the Kernel PCA can only capture prior correlations over the rows or the

columns, but not both. The GP-LVM has been applied to non-linear low rank

matrix completion (Lawrence and Urtasun, 2009).

Partial Least squares (PLS) (Abdi, 2010) is a popular approach for low rank

multiple regression. PLS estimates low rank factors that best match the cross cor-

relation between the feature matrix and the response matrix and is known to be

especially effective when the features are very high dimensional and the feature ma-

trix has co-linear rows. Argyriou et al. (2007) and Yuan et al. (2007) proposed

models for multitask learning using a regularizer that penalizes the nuclear norm
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of the weight matrix. This constraint often results in a weight matrix of low rank.

Rai and Daumé III (2010) proposed a nonparametric Bayesian model for multitask

learning using the low rank factor representation. The proposed approach is able to

estimate the number of factors using the Indian buffet process prior.

The hierarchical low rank factor Gaussian process (factor GP) is a popular

nonparametric model for low rank matrix prediction (Yu et al., 2007; Zhu et al.,

2009; Zhou et al., 2012). Here, latent row and column factors of a user selected rank

are drawn from a Gaussian process prior, and the observation is generated using the

inner product of the factors. With a fixed model rank R, the generative model for

the factor GP is as follows (see Fig. 2.1(b)):

1. for each r ∈ {1 . . . R}, draw row functions: U r ∼ GP (0, CM). Let um ∈ RR

with entries urm = U r(m),

2. for each r ∈ {1 . . . R}, draw column functions: V r ∼ GP (0, CN). Let vn ∈ RR

with vrn = V r(n),

3. draw each matrix entry independently: ym,n ∼ N
(
u>mvn, σ

2
)
∀ (m,n) ∈ J,

where um is the mth row of U = [u1 . . .uR] ∈ RM×R, and vn is the nth row of

V = [v1 . . .vR] ∈ RN×R. Statistically, the factor GP prior may be interpreted

as the sum of rank-one factor matrices. Hence the law of large numbers can be

used to show that given zm,n = u>mvn, the prior distribution of Z converges to

MGP (0, CM, CN) as the rank R→∞ (Yu et al., 2007).

The posterior distributions of the parameters are generally analytically in-

tractable, so statistical estimation requires the use of sampling techniques Zhu et al.

(2009). However, the maximum a-posteriori (MAP) point estimate of the parameters

is computationally tractable, and recovers a generalization of the matrix factoriza-

tion algorithm popular in the recommender systems literature (Koren et al., 2009).

The MAP estimate and can be computed as the solution of the following nonconvex
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optimization problem:

arg min
U,V

[
1

σ2

∑
(m,n)∈J

(ym,n − u>mvn)2 + tr
(
U>C−1

M U
)

+ tr
(
V>C−1

N V
)]

. (2.8)

Using this mode, Yu et al. (2007) proposed a Laplace approximation to the posterior

distribution.

2.4 Spectral Norms for Matrix-Variate Functions

Gaussian processes inference requires the computation of expectations with respect

to the process after conditioning on a finite amount of data to compute moments

such as posterior mean functions. It is well known that such expectations can be

represented as functions in a reproducing Kernel Hilbert space (Seeger, 2004). We

will be interested in constraints applied to such expectations. This section provides

an overview of reproducing Kernel Hilbert spaces, and the notion of a nuclear norm

constraint for matrix-variate functions.

Given an input space I 3 i, a reproducing kernel Hilbert space (RKHS),

denoted by HK, is a Hilbert space of functions g : I 7→ R with bounded evaluation

functionals (Aronszajn, 1950). This implies the existence of a kernel function K :

I × I 7→ R. The kernel function is positive semi definite i.e. the square matrix K

with entries Ki,i′ = K(i, i′) must be positive semi-definite for any subset of I. Let

F (g,y, I) represent the loss function for a finite set of training data points I ∈ I with

observations yi for i ∈ I and let s represent a monotonically increasing function on

the domain [0,∞), the representer theorem (Schölkopf et al., 2001) states that any

g ∈ HK minimizing the regularized risk functional:

F (g,y, I) + s
(
‖g‖HK

)
,
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admits the representation:

g(i′) =
∑
i∈I

αiK(i, i′).

Let HCM 3 x denote the Hilbert space of functions induced by the row prior

covariance CM. Similarly, let HCN 3 y denote the Hilbert space of functions induced

by the column prior covariance CN. The mean function the MV-GP a matrix-variate

function, a bilinear form on HC = HCM ×HCN given by:

Ψ(m,n) = 〈xm,Wyn〉HCM ,

where W is the linear map W : HCM 7→ HCN .

Let B0 denote the set of compact bilinear operators mapping HCM 7→ HCN .

A compact operator W ∈ B0 admits a spectral decomposition (Abernethy et al.,

2009) with singular values given by {ξi(W )}. The spectral norms of the matrix-

variate function Ψ are represented by the spectral norms of the underlying bilinear

operator. The spectrum of a compact operator is finite if W has finite rank, with

the rank given by:

|||Ψ|||0 -HC =
∑
i

1[ξi(W ) 6=0].

The Hilbert norm is given by the l2 norm on the spectrum of W :

|||Ψ|||22-HC =
∑
i

ξ2
i (W ) (2.9)

and is identical to the induced Hilbert norm in the classic representer theorem

(Schölkopf et al., 2001). The nuclear norm is given by the l1 norm on the spectrum

of W :

|||Ψ|||1-HC =
∑
i

ξi(W ) (2.10)

Further details on such compact operators may found in (Berlinet and Thomas-
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Agnan, 2004).

Abernethy et al. (2009) proved a representer theorem for matrix-variate func-

tion estimation subject to spectral regularization of the underlying compact oper-

ators, extending the classic representer theorem (Schölkopf et al., 2001) from the

induced Hilbert norm to the general class of spectral norms. Let F (Ψ,y, J) represent

the loss function for a finite set of training data points J ∈ M×N with observations

ym,n for (m,n) ∈ J and let Q(Ψ) represent the spectral regularizer. We can define

the regularized risk functional:

F (Ψ,y, J) +Q(Ψ)

The function Ψ that optimizes the regularized risk can be represented as a finite

weighted sum of the prior covariance functions evaluated on training data, and can

be computed as:

Ψ(m,n) =
∑
m′∈M

∑
n′∈N

αm′,n′ CM(m,m′)CN(n, n′)

= CM(m)ACN(n) (2.11)

where A ∈ RM×N is a parameter matrix, CM(m) ∈ R1×M is the prior covariance

matrix evaluated between m and m′ ∈ M, i.e., the mth row of CM, and CN(n) ∈

RN×1 is the prior covariance matrix evaluated between n and all n′ ∈ N. Thus, the

infinite dimensional function Ψ can be represented using a finite set of parameters

corresponding to the training data.

The Hilbert norm is straightforward to compute:

|||Ψ|||22-HC = vec(A)>(CN ⊗CM)vec(A)

= tr
(
A>CMACN

)
, (2.12)
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but other spectral norms are generally more complicated. Representation and com-

putation of the spectral norms can be further simplified by applying a basis trans-

formation. With the index set J fixed, define bases GM ∈ RM×DM and GN ∈ RN×DN

that satisfy CM = GMG>M and CN = GNG>N . One such basis is the square root of

the prior covariance matrices GM = C
1
2
M and GN = C

1
2
N , or the Cholesky decom-

position. If the underlying feature space is finite dimensional i.e. CM = XMX>M

where XM ∈ RM×DM or CN = XNX>N where XN ∈ RN×DN , then the underlying fea-

ture matrices XN,XM are an appropriate basis. Using this basis, the mean function

can be re-parametrized as Ψ(m,n) = GM(m)BGN(n)>, where B ∈ RDM×DN . The

spectral norms are now given by the corresponding spectral norms of the parameter

matrix B. Thus, the function nuclear norm is given by the nuclear norm of the

parameter matrix:

|||Ψ|||1-HC = |||B|||1,

and the squared Hilbert norm is given directly by squared Frobenius norm of the

parameter matrix:

|||Ψ|||22-HC = |||B|||22.

We note that arbitrary positive weighted sums of the spectral regularizers also satisfy

the representation theorem.

2.5 Bipartite Ranking

Bipartite ranking involves learning an ordering for items drawn from two sets, known

as the positive set and the negative set, such that the items in the positive set are

ranked ahead of the items in the negative set (Agarwal and Niyogi, 2005; Kotlowski

et al.). Many models for bipartite ranking attempt to optimize the pair-wise clas-

sification cost, i.e., the model is penalized for each pair of data points where the

positive labeled item is ranked lower than the negative labeled item. Although this
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approach has proven effective, the required computation is quadratic in the number

of items. This quadratic computation cost limits the applicability of pair-wise bipar-

tite ranking to large scale problems. More recently, researchers have shown that it

may be sufficient to optimize a classification loss, such as the exponential loss or the

logistic loss, directly to solve the bipartite ranking problem (Kotlowski et al.; Gao

and Zhou, 2012). This is also known as the point-wise approach in the ranking lit-

erature. In contrast to the point-wise and pair-wise approach, the listwise approach

learns a ranking model for the entire set of items and has gained prominence in the

learning to rank (LETOR) literature (Ravikumar et al., 2011; Acharyya et al., 2012)

because of its strong theoretical guarantees and superior empirical performance.

We denote a vector in sorted (descending) order as ~v = sort(v). Let Rd↓
represent the set of d dimensional real valued vectors in partially sorted order given

by Rd↓ = {v |v ∈ Rd, vi ≤ vj ∀i > j} with v = [v1, v2, . . . , vd]
>. An isotonic vector

v satisfies total order or strict isotonicity when the ordering is a strict inequality,

i.e., vi < vj ∀i > j. The set Rd↓ is a convex cone. To see this, note that the convex

composition x = αu+(1−α)v, α ∈ [0, 1] of two isotonic vectors u ∈ Rd↓ and v ∈ Rd↓
preserves isotonicity. Further, any scaling αx where α > 0 preserves the ordering.

Let B = {+1,−1} represent a binary sample space, the set of binary valued isotonic

vectors is represented by Bd↓ = {v |v ∈ Bd, vi ≤ vj ∀i > j}.

We will also make use of the set of isotonic discrete probability distributions.

Let ∆d denote the set of real valued probability distributions of dimension d given

by ∆d = {x ∈ Rd |xi ≥ 0∀i ,
∑d

i=1 xi = 1}. The set of probability distributions in

sorted order is given by ∆d
↓ = Rd↓ ∩∆d = {x ∈ ∆d |xi ≤ xj ∀i > j}. The set ∆d is

the intersection of two convex sets and so it follows that ∆d
↓ is a convex set. The

following lemma provides a convenient representation for ∆d
↓.

Lemma 4 (Acharyya et al. (2012)) The set ∆d
↓ of all discrete probability distri-

butions of dimension d that are in sorted order is the image Dx where x ∈ ∆d and
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D is an upper triangular matrix generated from the vector v = {1, 1
2 , · · · ,

1
T } such

that D(i, :) = {0}i−1 × v(i :).

Compatibility is a useful concept for capturing the match between the sorted

order of two vectors.

Definition 5 (Compatibility (Ravikumar et al., 2011)) u is compatible with

v (denoted as u v) if for every pair of indexes (i, j), vi ≥ vj implies ui ≥ uj.

Compatibility is an asymmetric relationship, i.e., u v ; v u. It follows that

sorted vectors always satisfy compatibility, i.e., if ~u and ~v are sorted vectors, then

by Definition 5, ~u ~v and ~v ~u. Compatibility is straightforward to check when

the target vector is binary. Let u ∈ Rd and ~v = sort(v) ∈ Bd↓, and suppose the

vector v contains k elements with value of +1 and d − k elements with value −1,

then u ~v only requires that:

∃ b ∈ R s.t. min
1≤i≤k

ui ≥ b ≥ max
k<j≤d

uj . (2.13)

In words, compatibility u ~v is ensured if the minimum of values in u associated

with +1 is greater than the maximum of values associated with −1. Thus, given

vectors a ~v and b ~v, it is clear that u = αa + (1− α)b, α ∈ [0, 1] preserves the

maximum and minimum relationships and satisfies u ~v. It follows that given a

fixed v ∈ Bd, the set {u |u ~v} is a convex set.
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Chapter 3

Constrained Relative Entropy

Minimization

This chapter addresses probabilistic inference via relative entropy minimization sub-

ject to general constraints on the expectation. The duality results of Lemma 2 no

longer hold when the constraint set is nonconvex. This chapter proposes an alter-

native approach that does not depend on convexity. A canonical representation of

the solution is given by members of an exponential family. The use of conjugate

priors for relative entropy minimization is proposed, and a class of conjugate prior

distributions is introduced. As a result, we propose an alternative representation

of the solution as members of the prior family when the prior distribution and the

feature functions are conjugate. It is shown that the solutions can be found by direct

optimization with respect to members of such parametric families. The represen-

tation of the minimizer for relative entropy minimization is studied in Section 3.1.

Conjugate priors are introduced in Section 3.2, and a parametric family based on

Bayesian conjugate priors is proposed. We show that the solutions can be found by

direct optimization over the members of the respective families in Section 3.3. The

special case of entropy maximization is studied in Section 3.4, and the special case
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of constrained Bayesian inference is studied in Section 3.5. An illustrative example

is outlined in Section 3.6.

3.1 Exponential Family Representation

We propose an exponential family representation for the distribution that minimizes

the relative entropy subject to expectation constraints by extending the known

representation results for the equality constrained case. Given a Banach space Bc,

this dissertation will focus on expectation constraints of the form E [β ] ∈ C where

C ⊂ Bc is a constraint set of interest. Relative entropy minimization subject to

expectation constraints involves solving the variational optimization problem:

inf
q∈P

KL(q‖p) s.t. Eq [β ] ∈ C, (3.1)

Thus, the constrained relative entropy minimization problem may be regarded as

an information projection of the prior density p to the set of distributions that

satisfy the constraint E [β ] ∈ C (see Fig. 3.1). Let q∗ denote a solution of the con-

strained minimum relative entropy optimization. By construction, each q∗ satisfies

the constraints Eq∗ [β ] = a∗ for an a∗ ∈ C.

Given a fixed c ∈ C, the density that minimizes the relative entropy subject

to equality constraints, if it exists, is given by the argument at the solution of:

inf
q∈P

[
KL(q‖p) s.t. Eq [β ] = c

]
. (3.2)

For the rest of this chapter, we assume that the set of solutions q∗ is not empty so

the optimization problem (3.1) is well defined. This implies the existence of at least

one density q ∈ P that satisfies the constraints Eq [β ] ∈ C. This also implies that

the infimum of the variational optimization problem (3.1) is achieved at a density

q∗. Further, we assume that for each solution q∗, the expectation Eq∗ [β ] = a∗ is
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bounded to avoid the degenerate problem of unbounded constraints. Finally, we

assume that C ⊂ Bc is a closed set. This assumption is mostly for convenience and

clarity and can easily be relaxed.

Let S = {q∗} represent the set of solutions of the constrained relative entropy

minimization problem (3.1). The following proposition formally states the represen-

tation result, and is a direct consequence of Lemma 2 applied to the optimization

problem of (3.2) by setting the width of the ball to ε = 0.

Proposition 6 There exists a∗ ∈ C such that each density q∗ ∈ S that optimizes

the constrained relative entropy:

q∗ = arg min
q∈P

[
KL(q‖p) s.t. Eq [β ] ∈ C

]

can be represented in the parametric form:

q∗ = p(x)e〈λa∗ ,β(x)〉−G(λa∗ )

where λa∗ is the solution of (2.2) with ε = 0 and G(λa∗) ensures normalization.

It follows that any solution q∗ ∈ S has a canonical representation in terms of its

optimization parameters. The representation is as a member of the exponential

family with base measure p, natural statistics β and parameters λa∗ .

3.2 Conjugate Priors

In Bayesian statistical inference, a distribution is called a conjugate prior distribu-

tion if, given a likelihood, the posterior distribution is in the same family as the prior

distribution (Räıffa and Schlaifer, 1968). We re-use the term “conjugate prior” for

relative entropy minimization as such a prior distribution plays an equivalent role

here.
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Definition 7 Let G represent a family of distributions. The prior distribution p ∈ G

is a relative entropy conjugate prior distribution if any solution of q∗ of (3.1) can

be represented as a member of G.

Readers familiar with Bayesian inference will note the close similarity of

the relative entropy solution with the Bayesian posterior. The following Theorem

highlights this relationship in the case of conjugate prior distributions.

Theorem 8 Let p denote the prior density and β denote the feature functions.

Given λ∗, let f denote any Bayesian likelihood function that satisfies f ∝ e〈λ∗,β(x)〉.

If p is a Bayesian conjugate prior distribution to f with posterior g, then p is a

relative entropy conjugate prior distribution and the solution q∗ = g

Proof We give a simple constructive proof. Let g denote the Bayesian poste-

rior. Recall (Räıffa and Schlaifer, 1968) that the Bayesian posterior satisfies g(x) ∝

p(x)f(x). The existence of f implies that g(x) ∝ p(x)f(x) ∝ p(x)e〈λ∗,β(x)〉 ∝ q∗.

Further, the existence of g implies that
∫
X p(x)f(x) <∞, thus

∫
X p(x)e〈λ∗,β(x)〉 <∞.

It follows from the normalization of probabilities that g = q∗.

Surprisingly, it turns out that the class of Bayesian conjugate priors is un-

necessarily restrictive, as other distributions that do not satisfy Theorem 8 may still

satisfy the conditions of relative entropy conjugacy. We propose a larger class of

relative entropy conjugate prior distributions given by:

pη,ν(x) = h(x, ν)e〈η,β(x)〉−D(η,ν), (3.3)

The following Lemma shows that the solutions q∗ may be represented as member of

the same family as the prior.

Lemma 9 Given β, let the prior density p be a member of the conjugate parametric
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family (3.3), then any solution q∗ of the constrained relative entropy problem can be

represented as member of the same parametric family as the prior density.

Proof The solutions q∗ are given by Proposition 6. With the prior fixed in the

conjugate family (3.3), the solutions takes the form:

q∗(x) = pη,ν(x)e〈λ∗,β(x)〉−G(λ∗)

=
(
h(x, ν)e〈η,β(x)〉−D(η,ν)

)
e〈λ∗,β(x)〉−G(λ∗)

∝ h(x, ν)e〈η,β(x)〉+〈λ∗,β(x)〉

= h(x, ν)e〈η+λ∗,β(x)〉

= h(x, ν)e〈θ∗,β(x)〉

where θ∗ = η+λ∗. We note that if
∫
X p(x)e〈λ∗,β(x)〉 <∞, as required for λ∗ to be a

valid solution, then it follows that
∫
X h(x, ν)e〈θ∗,β(x)〉 <∞ as they only differ by the

constant scaling e−D(η,ν). The log-partition function is fully determined given other

parameters and it takes the same parametric form as the log-partition function of

the prior. Hence any q∗ corresponds to a solution:

q∗(x) = h(x, ν)e〈θ∗,β(x)〉−D(θ∗,ν)

represented as a member of the prior parametric family.

When h(x, ν) = h̃(x)ν , the family of densities represented by (3.3) corresponds to the

Bayesian conjugate prior for the exponential family likelihood f = h̃(x)b(λ)e〈λ,β(x)〉.

We note that this family does not satisfy the conditions of Bayesian conjugacy in

Theorem 8 as the density depends on a base measure h̃.

As in Bayesian inference, the choice of prior distribution is a difficult one. The

prior distribution should be determined based on a-priori knowledge of the problem

and the data. With limited prior knowledge, the feature functions capture most of
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P

F
q∗

p

Figure 3.1: Constrained relative entropy minimization as information projection. P
is the probability space, F is the feasible set corresponding to the constraints C, p
is the prior density. The resulting solution given by q∗ is the information projection
of p onto the set of distributions F .

what one assumes about the distribution. The conjugate prior can be motivated as

a natural choice as it intrinsically captures the distribution induced by the feature

functions, although it typically includes a bias e.g. normalization factors such as a

choice of base measure. Further, Theorem 8 and Lemma 9 suggest computational

tractability if a conjugate prior distribution is chosen. In this dissertation, we will

select the prior distribution based on maximum entropy. Further details of our

approach are provided in Section 3.6.1.

3.3 Representation Approach for Constrained Relative

Entropy Minimization

While Proposition 6 characterizes the representation of the solutions, we will be

interested in constrained relative entropy minimization by optimization with respect

to the members of specified families. Towards this end, we specify a feasible set of

distributions that satisfy the constraints. Let A ⊂ C represent the set of points c ∈ C

where c is bounded, and the optimization problem of (3.2) is finite and attained.

Assuming the existence of at least one solution q∗, it follows that the set A is not
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empty. We associate a density function qc with every element c ∈ A given by:

qc = arg min
q∈P

[
KL(q‖p) s.t. Eq [β ] = c

]
.

It follows that for c ∈ A, the minimizer is given by:

qc(x) = p(x)e〈λc,β(x)〉−G(λc), (3.4)

where λc is the solution of the dual optimization (2.2) with ε = 0. It can be shown

that the solutions q∗ correspond to the solutions of:

min
c∈A

[
min
q∈P

KL(q‖p) s.t. Eq [β ] = c

]
.

We define the feasible set as the set of densities F = {qc | c ∈ A}. The

following theorem characterizes the solution in terms of the feasible set.

Theorem 10 Let F = {qc | c ∈ A} denote the feasible set. Each member of the fea-

sible set satisfies the representation (3.4). Each solution of the constrained minimum

relative entropy problem is given by:

q∗ = arg min
q∈F

KL(q‖p)

and ∃ a∗ ∈ A such that q∗ = qa∗ .

Proof The exponential family representation of the feasible set is a direct appli-

cation of Lemma 2 with ε = 0. We prove that q∗ ∈ F by contradiction. Suppose

q∗ /∈ F , then q∗ = qv for v /∈ A. This is a contradiction by definition of A.

The representations shown in Section 3.1 and Section 3.2 inspire a novel

approach for optimization with respect to the members of the parametric family
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containing the solution. The representation approach may lead to a simplified op-

timization problem, particularly with a conjugate prior distribution. We begin by

specifying sufficient conditions on any subset Q ⊂ P so that it contains the solutions

q∗.

Theorem 11 Let Q ⊂ P specify a subset of distributions. If the set of solutions

S ⊂ Q, then the solutions q∗ of the constrained relative entropy problem are given

by:

f∗ = arg min
f∈Q

KL(f‖p) s.t. Ef [β ] ∈ C

Proof If every solution f∗ ∈ F , then the proof follows directly from Theorem 10.

If any f∗ /∈ F , feasibility implies that f∗ satisfies the constraints. Thus ∃ v such

that Ef∗ [β ] = v and v /∈ A. This is a contradiction by definition of A.

One implication of Theorem 11 is that to find q∗, we may optimize over any set of

distributions we choose as long as the choice contains the set of solutions S.

We now return to the exponential family representation of Section 3.1. An

important insight from Theorem 10 is that the members of the feasible set F =

{qc | c ∈ A} are members of the same parametric family of distributions determined

by the prior density p and the feature functions β as:

F =

{
q

∣∣∣∣ fλc(x) = p(x)e〈λc,β(x)〉−G(λc) ∀ c ∈ A

}
.

The results of Theorem 11 and the parametric representation of feasible set sug-

gests direct optimization over members of the exponential family as an approach

for solving the the constrained entropy minimization problem. Let E specify the

exponential family of distributions with measure p, natural statistics β, parameters

λ and log-partition function G(λ). Let Λ specify the domain of the log-partition

function as:

Λ =

{
λ

∣∣∣∣ ∫
X
p(x)e〈λ,β(x)〉dx <∞

}
,

37



The following corollary shows that the constrained relative entropy mini-

mization problem can be solved by direct optimization over the parametric family

E .

Corollary 12 Any solution of the constrained minimum relative entropy problem

q∗ ∈ S is given by q∗ = fλ∗ ∈ E where:

fλ∗ = arg min
fλ∈E

[
KL(fλ‖p) s.t. Efλ [β ] ∈ C

]
,

∃ λ∗ ∈ Λ s.t.

λ∗ = arg min
λ∈Λ

[
KL(fλ‖p) s.t. Efλ [β ] ∈ C

]
.

Proof Each parameter λ ∈ Λ corresponds to a distribution fλ ∈ E . Further,

each λ̃∗ corresponding to q∗ must satisfy λ̃∗ ∈ Λ for a solution to exist. Thus, by

construction, we have that S ⊂ F ⊂ E . The proof follows from Theorem 11.

Convexity of C is sufficient for uniqueness of q∗. This follows from the strict convexity

of the relative entropy. For uniqueness of the parameter λ∗ it is sufficient that q∗ is

unique, and the map λ 7→ fλ is a bijection for fλ ∈ S ⊂ E . For exponential family

distributions, a sufficient condition for the uniqueness of the parameter mapping is

affine independence of the feature functions β.

The solution of Corollary 12 requires the evaluation of the log partition func-

tion G(λ) which, in turn requires an integral that may be intractable. However, this

computation is unnecessary if the prior distribution is a relative entropy conjugate

prior with a tractable family. Alternately, the computation is simplified if compu-

tation and optimization of the KL divergence between members of the prior distri-

bution parametric family is straightforward. The following corollary characterizes

the parametric optimization solution using relative entropy conjugate priors.

Corollary 13 Let G denote the set of parametrized distributions corresponding to
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a conjugate relative entropy prior p, and let Θ 3 θ specify the domain of its param-

eters. Any solution of the constrained minimum relative entropy q∗ ∈ S is given by

q∗ = fθ∗ ∈ G where:

fθ∗ = arg min
fθ∈G

[
KL(fθ‖p) s.t. Efθ [β ] ∈ C

]
,

∃ θ∗ ∈ Θ s.t.

θ∗ = arg min
θ∈Θ

[
KL(fθ‖p) s.t. Efθ [β ] ∈ C

]
.

Proof Each parameter θ corresponds to a distribution fθ ∈ G. From Definition 7,

we have that S ⊂ G. The proof follows from Theorem 11.

Stronger conditions are required for uniqueness of the solution. We briefly outline

some sufficient conditions. q∗ = fθ∗ is unique if C is convex, and θ∗ is unique if

θ 7→ fθ is a bijection for fθ ∈ S ⊂ G.

The representation outlined in this chapter approach simplifies the estimation

of the distribution that minimizes the relative entropy to a specified prior distribu-

tion while satisfying a set of constraints. Constraint sets of interest may include

sparsity constraints, or low rank constraints for matrix-variate data.

3.4 Representation Approach for Constrained Entropy

Maximization

Differential entropy maximization subject to expectation constraints is a special case

of (3.1) where the default distribution is uniform with respect to the background
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measure on X and involves solving the optimization problem1:

sup
q∈P

H(q) s.t. Eq [β ] ∈ C

= inf
q∈P
−H(q) s.t. Eq [β ] ∈ C. (3.5)

The problem can be solved using identical steps as presented for constrained relative

entropy minimization. To avoid repetition, we present only main results. We use

identical notation to highlight the similarities.

Given a point c ∈ C, the solution of the constrained entropy maximization

problem subject to equality constraints, if it exists, is given by the argument of:

inf
q∈P

[
−H(q) s.t. Eq [β ] = c

]
. (3.6)

Next we show that the maximum entropy solution can be represented as a member of

the exponential family. Let S = {q∗} represent the set of solutions of the constrained

entropy maximization problem (3.6).

Proposition 14 There exists a∗ ∈ C such that each density q∗ ∈ S that maximizes

the constrained entropy:

q∗ = arg min
q∈P

[
−H(q) s.t. Eq [β ] ∈ C

]

takes the parametric form:

q∗ = e〈λa∗ ,β(z)〉−G(λa∗ )

where λa∗ is the solution of (2.5) with ε = 0 and G(λa∗) ensures normalization.

Thus, the solutions can be represented as members of the exponential family with

1As noted in Section 1.2.1, Shannon entropy is recovered as a special case where the base measure
is the counting measure for a discrete set. The results in this section apply directly.
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natural statistics β and parameters λa∗ .

In the following, we specify sufficient conditions on any subset Q ⊂ P so that

it contains the solutions q∗.

Proposition 15 Let Q ⊂ P specify a closed set of distributions. If S ⊂ Q, then

the solutions q∗ of the constrained maximum entropy problem are given by:

f∗ = arg min
f∈Q

−H(f) s.t. Ef [β ] ∈ C

Thus, we may optimize over any set of distributions we choose as long as the choice

contains the set of solutions S. The exponential family representation suggests

optimization over members of the parametric family given by:

E =

{
fλ

∣∣∣∣ fλ = e〈λ,β(z)〉−G(λ) ∀λ ∈ Λ.

}

where Λ represents the domain of the natural parameters of E .

Corollary 16 The constrained maximum entropy solution is given by q∗ = fλ∗

where:

λ∗ = arg min
λ∈Λ

[
−H(fλ) s.t. Efλ [β ] ∈ C

]
,

Conjugacy does not apply to this case as the entropy maximization does not

include a choice of prior distributions.

3.5 Constrained Bayesian Inference

Bayesian conditionalization is a principled approach for updating prior belief given

data. Let x ∈ X represent latent variables and y ∈ Y represent the observation

variables. The Bayesian posterior distribution p(x|y) is given by:

p(x|y) =
p(y|x)p(x)

p(y)
,
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where p(y|x) is known as the likelihood, p(x) is the prior distribution and p(y) is

known as the evidence. It is known that Bayesian conditionalization can be recovered

as a special case of relative entropy minimization with constraints corresponding

to certainty of the observed values (Williams, 1980). In light of this observation,

constrained Bayesian inference is proposed to combine Bayesian inference with other

constraints determined by domain knowledge.

Note: To simplify the use of joint and conditional distributions, we break with the

established notation in this section by including the variables in the densities2 e.g

p(x), p(y|x), p(x, y).

3.5.1 Constrained Relative Entropy Minimization Recovers the Bayesian

Posterior

The discussion in this subsection follows from the results in Williams (1980). Let

X×Y denote the joint sample space of the latent parameters x and the observations

y, and let p(x, y) denote the prior density over this combined sample space. Given

the observation ỹ ∼ Py, Bayesian inference is recovered from the constrained relative

entropy framework when the data constraints correspond to knowledge of the value

of y with certainty. This knowledge is encoded using the constraint Eq [ δỹ ] = 1

that must be satisfied by the estimated distribution q i.e. with the feature function

defined as a delta (generalized) function. The resulting constrained relative entropy

minimization problem is given by:

min
q∈P

[
KL(q(x, y)‖p(x, y)) s.t. Eq [ δỹ ] = 1

]
. (3.7)

It is clear that any distribution q that optimizes (3.7) must satisfy the equiv-

alent conditional distribution constraint q(y) =
∫
X q(x, y) = δỹ, so we will focus

2We also avoid the use of the notation px to avoid the confusion between random variables and
parameters
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on estimating the portion of the distribution that remains unknown, which, from

the basic rules of probability, is the conditional distribution q(x|y). Thus, it will

be useful to express the joint relative entropy in a form that separates the latent

variables from the observations via the identity:

KL(q(x, y)‖p(x, y)) = Eq(y) [ KL(q(x|y)‖p(x|y)) ] + KL(q(y)‖p(y)). (3.8)

Enforcing the constraint q(y) = δỹ, we recover:

KL(q(x|y)q(y)‖p(x|y)p(y)) = KL(q(x|y = ỹ)‖p(x|y = ỹ))− log(p(ỹ)),

The second term log(p(ỹ)) is the log evidence, and is fixed independent of the first

term. The first term is minimized when q(x|y = ỹ) = p(x|y = ỹ), recovering the

Bayesian posterior distribution. Thus, the solution of the relative entropy minimiza-

tion problem (3.7) takes the form of the generalized density q∗(x, y) = p(x|y = ỹ)δỹ.

For the rest of the discussion, we focus on q as a density with respect to X

(ignoring the implicit conditioning). It is instructive to expand the terms of the loss

function. The relative entropy expands as follows:

KL(q(x)‖p(x|y))− log p(y) (3.9a)

= Eq [ log q(x)− log p(x|y)− log p(y) ] (3.9b)

= Eq [ log q(x)− log p(x)− log p(y|x) ] (3.9c)

= KL(q(x)‖p(x))− Eq [ log p(y|x) ] . (3.9d)

where (3.9b) and (3.9d) follow directly by expansion of the KL divergence, and (3.9c)

follows from the rules of conditional probability as p(x|y)p(y) = p(x, y) = p(y|x)p(x).

The result of (3.9c) also recovers the identity discovered by Zellner (1988), who
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showed that the Bayesian posterior density is given by:

p(x|y) = arg min
q∈P

KL(q(x)‖p(x))− Eq [ log p(y|x) ] . (3.10)

The constrained relative entropy approach to Bayesian inference clarifies the choice

of the likelihood function as a choice of prior distribution before enforcing the data

constraints. We note that although the log evidence term log p(y) in (3.9a) is irrel-

evant for inference, it generally depends on the prior parameters, and thus it must

be included if we choose to employ hyperparameter optimization.

3.5.2 Constrained Bayesian Inference

Constrained Bayesian inference defines a procedure for enforcing constraints on la-

tent variables in addition to the constraints on the observation variables as defined

in Section 3.5.2. Let β denote feature functions and C denote a constraint set of

interest that satisfies the assumptions discussed in Section 3.1. The constrained

Bayesian inference procedure is defined by the following equivalent optimization

problems:

min
q(y), q(x|y)∈P

[
KL(q(x|y)q(y)‖p(x, y)) s.t.

Eq[ δỹ ]=1

Eq [β(x) ]∈C

]
(3.11a)

min
q∈P

[
KL(q(x)‖p(x|y)) s.t. Eq [β(x) ] ∈ C

]
(3.11b)

min
q∈P

[
KL(q(x)‖p(x))− Eq [ log p(y|x) ] s.t. Eq [β(x) ] ∈ C

]
(3.11c)

It is clear from (3.11b) that constrained Bayesian inference corresponds to an infor-

mation projection of the Bayesian posterior distribution to the set to distributions

q that satisfy the constraints Eq [β(z) ] ∈ C, or equivalently from (3.11a) that it

corresponds to an information projection of the joint prior distribution p(x, y) onto

the set of distributions that satisfy Eq [ δỹ ] = 1 and Eq [β(x) ] ∈ C. Note: The
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marginal distribution q(y) is fully determined by the observed data constraints in

(3.11a). Thus, we only need to solve for the unknown portion q(x|y). For the rest

of the dissertation, we will only consider q as a distribution over X.

Let q∗ denote a solution of constrained Bayesian inference, and S = {q∗}

represent the set of solutions. The following corollary of Proposition 6, shows that

the solutions can be represented as members of the appropriate exponential families:

Corollary 17 There exists a∗ ∈ C such that each density q∗ ∈ S that optimizes

the constrained Bayesian inference cost function (3.11) can be represented in the

parametric form:

q∗ = p(x|y)e〈λa∗ ,β(x)〉−G(λa∗ )

= p(x, y)e〈λa∗ ,β(x)〉−G̃(λa∗ )

where G̃(λa∗) = elog p(y)G(λa∗), λa∗ is the solution of (2.2) with ε = 0 and G(λa∗)

ensures normalization.

We have used the probability identity p(x, y) = p(x|y)p(y) to relate the solutions

that match the form of (3.11a) with those that match the form of (3.11b). Corol-

lary 17 shows that any solution q∗ ∈ S has a canonical representation as a member

of the exponential family with base measure given by the Bayesian posterior distri-

bution p(x|y), natural statistics β and parameters λa∗ .

The conditions for relative entropy conjugacy as shown in Section 3.2 also

apply. The following corollary of Lemma 9 show that the solution of constrained

Bayesian inference can be simplified further if the feature functions and the Bayesian

posterior distribution are relative entropy conjugates.

Corollary 18 Given β, Let the density p(x|y) be a member of the conjugate para-

metric family of the form (3.3), then any solution q∗ of the constrained Bayesian
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inference problem can be represented as member of the same parametric family as

p(x|y).

Another interesting result follows from Theorem 8 when the feature functions

correspond to the parametric family of the log likelihood.

Corollary 19 Let p(x, y) = p(y|x)p(x) denote the prior density. If the follow-

ing conditions hold (i) p(x) is a Bayesian conjugate prior of the likelihood p(y|x)

(ii) p(y|x) ∝ e〈t,β(x)〉 for some constant t, then p(x), p(x|y) and the constrained

Bayesian inference solution q∗(x) can be represented as members of the same para-

metric family of distributions, hence p(x|y) is a relative entropy conjugate of β.

Proof The Bayesian conjugacy of p(x) and the log likelihood p(y|x) implies that

the Bayesian posterior p(x|y) is in the same family as p(x). Further, the condition

p(y|x) ∝ e〈t,β(x)〉 for some constant t matches the parametric form of (3.3). The

proof follows from Corollary 18.

Condition (ii) of Corollary 19 is satisfied if p(y|x) is itself a member of an exponential

family distribution with sufficient statistics t(y) of the form p(y|x) ∝ e〈β(x),t(y)〉.

Finally, we note that the the representation approach to optimization as

outlined in Section 3.3 can be applied to solve constrained Bayesian inference. Let

E denote the exponential family corresponding to the constrained Bayesian inference

solution given by the equivalent representations:

E =

q ∣∣∣∣∣ fλ(x) =


p(x|y)e〈λ,β(x)〉−G(λ)

p(x, y)e〈λ,β(x)〉−G̃(λ)

∀ λ ∈ Λ

 .
where Λ specifies the domain of the log-partition function and G̃(λ) = elog p(y)G(λ).

The following is an application of Corollary 12 showing that the solutions can be

found using direct optimization with respect to the members of E .
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Corollary 20 Any solution of the constrained Bayesian inference problem q∗ ∈ S

is given by q∗ = fλ∗ ∈ E where:

fλ∗ = arg min
fλ∈E

[
KL(fλ(x)‖p(x|y)) s.t. Efλ [β ] ∈ C

]
,

∃ λ∗ ∈ Λ s.t.

λ∗ = arg min
λ∈Λ

[
KL(fλ(x)‖p(x|y)) s.t. Efλ [β ] ∈ C

]
.

or the equivalent problem:

fλ∗ = arg min
fλ∈E

[
KL(fλ(x)‖p(x))− Efλ [ log p(y|x) ] s.t. Efλ [β ] ∈ C

]
,

∃ λ∗ ∈ Λ s.t.

λ∗ = arg min
λ∈Λ

[
KL(fλ(x)‖p(x))− Efλ [ log p(y|x) ] s.t. Efλ [β ] ∈ C

]
.

Although not stated explicitly, the presented corollary also holds for the third for-

mulation given by (3.11a).

A similar result also holds when the Bayesian posterior distribution is a

relative entropy conjugate prior distribution. The following is an application of

Corollary 13 that recovers this result.

Corollary 21 Let G denote the set of parametrized distributions corresponding to

the family of the Bayesian posterior p(x|y) with parameters θ ∈ Θ, and let G corre-

spond to a relative entropy conjugate given the feature functions β. Any solution of

47



the constrained Bayesian inference problem q∗ ∈ S is given by q∗ = fθ∗ ∈ G where:

fθ∗ = arg min
fθ∈G

[
KL(fθ(x)‖p(x|y)) s.t. Efθ [β ] ∈ C

]
,

∃ θ∗ ∈ Θ s.t.

θ∗ = arg min
θ∈Θ

[
KL(fθ(x)‖p(x|y)) s.t. Efθ [β ] ∈ C

]
.

or the equivalent problem:

fθ∗ = arg min
fθ∈G

[
KL(fθ(x)‖p(x))− Efθ [ log p(y|x) ] s.t. Efθ [β ] ∈ C

]
,

∃ θ∗ ∈ Θ s.t.

θ∗ = arg min
θ∈Θ

[
KL(fθ(x)‖p(x))− Efθ [ log p(y|x) ] s.t. Efθ [β ] ∈ C

]
.

Sufficient conditions for uniqueness of the solution are the same as the general

constrained relative entropy problem. In particular, q∗ = fθ∗ is unique if C is

convex, and θ∗ is unique if θ 7→ fθ is a bijection for fθ ∈ S ⊂ G.

3.6 Discussion

We assume that information about structure is provided in multiple steps, and the

inference procedure is implemented to specify changes to the distribution given a

new set of constraints. For the purposes of this dissertation, we restrict the scope to

only two steps of inference. We assume three sources of information are provided.

These are:

• a sample space,

• specification of the prior assumptions (constraints),

• specification of a second level of inference constraints.
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The sample space will represent the domain of inference, and should include

the domain of any latent parameters and the domain of anticipated data. The

prior assumptions specify “general” properties for the first step of inference typi-

cally before the influence of data or the detailed guidance of domain experts. In this

dissertation, such information will generally take the form of equality constraints

to specified moments. We differentiate the prior constraints from the second level

of inference constraints, and assume these second level constraints specify informa-

tion based on data observations or other expert knowledge provided after the prior

information. Additional levels of inference may be specified to match specific prob-

lems. The two level approach specified here will be sufficient for the purposes of this

dissertation. Our approach will require the following steps:

• the specification of the prior distribution p starting from complete ignorance

about the distributions. Thus, the prior distribution is specified based on

differential entropy.

• constrained relative entropy based inference used to update the prior distri-

bution and specify q given the second of level constraints and observed data.

3.6.1 An Illustrative Example

This section outlines a detailed example of the probabilistic inference approach

proposed in this dissertation. The results of this section will be relevant to all of

the applications considered in this dissertation. Consider the following example.

Sample space: Let X = RD specify the sample space.

First level prior constraints: We assume knowledge of an a-priori mean

and covariance for the data. In particular, let µ ∈ RD specify the a-priori mean

and Σ ∈ RD×D specify the a-priori covariance. These correspond to expectation

constraints Ep [ x ] = µ and Ep
[

(x− µ)(x− µ)>
]

= Σ.
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Prior inference via constrained maximum differential entropy: The

solution for the distribution that maximizes the relative entropy follows directly

from Proposition 14 with feature functions given by β(x) =
[ x

(x−µ)(x−µ)>
]
. Thus

we can directly state that the prior distribution must take the form:

p(x) ∝ e〈λ,β(x)〉.

It follows that p must be a multivariate Gaussian distribution. Further, a∗ is given

by the singleton set a∗ = {µ,Σ}. We apply Corollary 16, and as the constraint

set is a singleton, the solution must take the parametric form p(x) = N (µ,Σ).

This result is well known (Cover and Thomas, 2006) and is discussed here in detail

mainly for pedagogical purposes. We note that more complicated optimization may

be required for more complicated problems.

Second level inference constraints: The second level inference con-

straints are specified as an expectation constraint Eq [ x ] ∈ C.

Inference via constrained minimum relative entropy: It will be useful

to check if the prior distribution satisfies the requirements of conjugacy as discussed

in Section 3.2, as this may simplify the inference. The prior does not satisfy the

Bayesian conjugacy requirements stated in Theorem 8, but as it turns out, any

Gaussian distribution can be represented in the family of the proposed relative

entropy prior distributions (3.3) with the parametrization:

h(x, ν) =
e−

1
2

tr(Σ−1xx>)√
(2π)D|Σ|

, η = Σ−1µ, β(x) = x, D(η, ν) =
1

2
tr
(
Σ−1µµ>

)
,

thus we can apply the results of Lemma 9, which specifies that the solution can be

represented by a Gaussian distribution, q∗ = N (m∗,S∗). From here, we can apply

Corollary 13 to show that that the solution parameters can be found by minimizing
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the KL divergence between the Gaussian distributions:

m∗,S∗ = arg min
{m,S}∈M

[
KL(N (m,S)‖N (µ,Σ)) s.t. m ∈ C

]
.

where M represents the domain of mean parameters for the Gaussian distribution.

This can be expanded to give (ignoring terms independent of the parameters

and positive scaling):

min
m,S

[
(m− µ)>Σ−1(m− µ) + tr

(
Σ−1S

)
− log |S|+ log |Σ| s.t. m ∈ C

]
.

This optimization decouples between the mean term and the covariance term. Thus,

it is clear that the relative entropy minimization reduces to constrained moment

matching for Gaussian distributions. The optimization with respect to the covari-

ance terms is given by:

min
S

[
tr
(
Σ−1S

)
− log |S|+ log |Σ|

]

This is minimized when S∗ = Σ, easily shown by computing the gradient with

respect to S and equating to zero:

0 = Σ−1 − S−1

The mean optimization is given by the solution of:

min
m

[
(m− µ)>Σ−1(m− µ) s.t. m ∈ C

]
.

It is worth noting that without quadratic (or higher moment) constraints, the opti-

mization will return a solution with the same covariance as the prior distribution.
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Chapter 4

Constrained Bayesian Inference

for Low Rank Multitask

Learning

This chapter covers a specific application of constrained Bayesian inference as out-

lined in Section 3.5 to multitask learning. Multitask learning involves the joint

modeling of related tasks to exploit shared structure. We estimate a linear mapping

between features and responses, included task features where available. We investi-

gate the use of constrained inference to enforce low rank constraints on a parameter

matrix. The low rank constraints indicate a latent low dimensional structure, and

are considered to enforce additional parsimony and regularization on the predictive

distribution. We study both low rank and nuclear norm constraints in this chapter.

The nuclear norm is the tightest convex hull of the rank, and it often results in

low rank parameters when used for regularization. We also study the application

of Kronecker constraints on the covariance. In addition to the constrained infer-

ence, constrained hyperparameter estimation is applied to estimate the structural

parameters of the prior distribution.
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The contributions of this chapter are as follows:

• We propose a constrained Bayesian inference approach for rank constrained

multitask learning.

• We propose a constrained Bayesian inference approach with Kronecker con-

straints on the postdata covariance.

• We apply constrained hyperparameter estimation to estimate the prior preci-

sion parameters.

The proposed approach is applied to the predictive modeling of recommender

systems with multiple graphs, and the predictive modeling of functional neuroimag-

ing data. We show that the combination of constrained Bayesian inference and

constrained hyperparameter estimation results in superior accuracy and structure

recovery as compared to strong baseline models. The data and prior model are

presented Section 4.1, the constrained Bayesian inference is discussed in Section 4.2

and hyperparameter estimation is discussed in Section 4.3 for the proposed rank

constrained multitask learning. Experimental results for simulated data and func-

tional neuroimaging data are presented in Section 4.5, and experimental results for

recommender systems data are presented in Section 4.6.

4.1 Setup and Prior Distribution

The observed data consists of a collection of responses collected into a matrix. The

work in this chapter is applied to both full matrices and partially observed matrices.

Without loss of generality, a unique index m ∈ M is assigned to each example with

M = |M| training examples, and the index n ∈ N to each task with N = |N|

tasks so the training data consists of observations at a subset of the matrix entries

(m,n) ∈ J ⊂ M×N with the number of observations given by J = |J|. The response
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for the mth row and nth column is given by zm,n ∈ R. Thus, z ∈ RJ = Z, represents

the collected training observations. We assume the existence of a weight matrix

W ∈ RK×L = W that maps example and task features to the observations. Thus,

the full sample space is given by Z×W.

Prior Constraints: We assume that the entries of the weight matrix wk,l ∈

W have zero mean and pair-wise covariance E
[

(wk,l)(wk′,l′)
]

= cm,m′rn,n′ where

R ∈ RK×K is a row feature covariance matrix, and C ∈ RL×L is a column feature

covariance matrix. Given fixed features xm ∈ RK associated with each example

and yn ∈ RL associated with each task, we assume that the each response zm,n is

conditionally independent with mean:

E [ zm,n|W ] = ẑm,n = x>mWyn.

The variances are specified as E
[

(zm,n − ẑm,n)(zm′,n′ − ẑm′n′)
]

= σ21[(m,n)=(m′,n′)].

The complete training data is given by the set of observations and features as D =

{zm,n,xm,yn}(m,n)∈J.

Prior Distribution: The prior distribution is specified as the distribution

with maximum differential entropy that satisfies the constraints. The steps required

to compute the maximum entropy distribution are outlined in Section 3.6.1. It

follows that the prior distribution is given by the jointly Gaussian distribution:

p(zm,n|W) = N
(
x>mWyn, σ

2
)
, p(W) =MN (0,R,C) .

where σ2 represents a shared variance. A plate model of this prior distribution is

shown in Fig. 4.1.

Data constraints and the Bayesian Posterior: Given observations, we

apply the constrained Bayesian inference approach as outlined in Section 3.5.2 which

fixes the marginal distribution of the observation variables zm,n. The Bayesian
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W

R,CR,C

zm,n

σ2σ2

J

xm yn

(a) Plate model

Input: {xm}, {yn},R,C, σ2, J.
Draw the weight matrix W ∼MN (0,R,C).
for all (m,n) ∈ J do

Set ẑm,n = x>mWyn
Draw zm,n∼ N

(
ẑm,n, σ

2
)

end for
Return: W, { zm,n}(m,n)∈J.

(b) Generative steps

Figure 4.1: Plate model for multitask learning prior distribution. C,R represent
the row and column covariances respectively, J is the index set of observed entries,
and σ2 represents a noise variance.

posterior distribution of the latent variables W can be computed in closed form. To

see this, first we vectorize the weight vector as w = vec(W) ∈ RK×L. Next, applying

the Kronecker identity, we find that the joint distribution can also be represented

as:

p(zm,n|w) = N
(
w>(yn ⊗ xm), σ2

)
, p(w) = N (0,C⊗R) .

Let X ∈ RM×K represent the collected matrix of example features so that

each row of X is given by xm, and let Y ∈ RN×L represent the collected vector of

task features so that each row of Y is given by yn. In addition, let P ∈ BJ×MN

be the binary matrix representing the selection map P : M × N 7→ J with elements

given by pj,(m,n) = 1[j=(m,n)]. With these matrices defined, the bilinear mapping

X × Y 7→ ẑ can be represented as an augmented linear mapping ẑ = Aw with

A ∈ RJ×KL given by A = P(Y ⊗X). Thus, the relevant marginal and conditional
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distributions take the form:

p(z|w) = N
(
P(Y ⊗X)w, σ2

)
, p(w) = N (0,C⊗R) .

In this linear system form, it is straightforward to compute the Bayesian posterior

distribution as (Bishop, 2006): p(w|z) = N (µ,Σ) where:

µ =
1

σ2
Σ(Y> ⊗X>)P>z (4.1)

Σ−1 = (C−1 ⊗R−1) +
1

σ2
(Y> ⊗X>)P>P(Y ⊗X) (4.2)

with µ ∈ RKL and Σ ∈ RKL×KL. In the special case that all the tasks are fully

observed (i.e. no missing entries), we have that P = I and:

µ =
1

σ2
Σ(Y> ⊗X>)z =

1

σ2
Σ
[
vec(X>ZY)

]
Σ−1 = (C−1 ⊗R−1) +

1

σ2
(Y>Y ⊗X>X)

where z = vec(Z).

Latent variable constraints: Our goal is to infer a more parsimonious

model for W by enforcing constraints that encourage low rank. Thus, we con-

sider two kinds of expectation constraints. The first is a nuclear norm constraint

|||Eq [ W ]|||1 ≤ ε, ε ≥ 0, which we will represent using the set Tε = {M | |||M|||1 ≤ ε}.

The second is a combination of nuclear norm and a rank constraint |||M|||0 ≤ R given

by the set Sε,R = {M | |||M|||1 ≤ ε, |||M|||0 ≤ R}. For implementation purposes, we

will apply the low rank variational representation (Dud́ık et al., 2012) of Sε,R using

low rank factors M = UV>, where U ∈ RK×R and V ∈ RL×R. The variational

representation of Sε,R is given by:

Sε,R =

{
M = UV>

∣∣∣ 1

2

(
|||U|||22 + |||V|||22

)
≤ ε
}

(4.3)
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Though the representation of Sε,R is not convex, it is known that i) if combined

with a suitable convex cost function and ii) if the rank constraint is sufficiently large

(R > Rmin), the stationary points of the resulting optimization are in fact global

minima (Proposition 5 of Abernethy et al. (2009)). Both Tε and Sε,R constraint sets

correspond to linear feature functions β(W) = W. For the discussion we use C to

represent either set.

4.2 Constrained inference

Given the prior distribution and the constraint set, constrained Bayesian inference

is given by the solution of the equivalent problems (3.11b) and (3.11c):

q(W) = arg min
q∈P

[
KL(q(W)‖p(W|D)) s.t. Eq [ W ] ∈ C

]
(4.4a)

= arg min
q∈P

[
KL(q(W)‖p(W))− Eq [ log p(z|W) ] s.t. Eq [ W ] ∈ C

]
. (4.4b)

The cost functions of (4.4) exactly match the form of the illustrative example out-

lined in Section 3.6.1, so we can directly recover that the solution will take the

form of a Gaussian distribution q(w) = N (m,S), and the covariance matches the

Bayesian posterior covariance S = Σ.

Using the cost function in terms of the Bayesian posterior (4.4a), the mean

optimization problem reduces to the quadratic optimization problem:

min
m

[
(µ−m)>Σ−1(µ−m) s.t. M ∈ C

]
. (4.5)

where m = vec(M). With Σ−1 specified, the resulting problem can be solved

using standard optimization tools. This requires computation and storage of the

Bayesian posterior covariance Σ. In many practical problems of interest, including

the applications we study here, the computational requirements for computing Σ−1
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are very high. In such situations, it is computationally efficient to estimate the

postdata mean using the Bayesian prior via the cost function (4.4b), as the prior

covariance decomposes into Kronecker form (C⊗R)−1 = C−1 ⊗R−1, and can be

efficiently implemented.

Ignoring constants independent of the mean, the cost function to (4.4b) is

given by the optimization problem:

min
M

[
1

σ2
‖z−P(Y ⊗X)m‖22 + m>(C⊗R)−1m s.t. M ∈ C

]

≡ min
M

 1

σ2

∑
m,n∈J

(
zm,n − x>mMyn

)2
+ tr

(
M>R−1MC−1

)
s.t. M ∈ C

 (4.6)

For optimization purposes, we replace the constraint set with a regularization

function. For the nuclear norm constraint set Tε, the corresponding optimization

problem is given by:

min
M

 ∑
m,n∈J

(
zm,n − x>mMyn

)2
+ tr

(
M>R−1MC−1

)
+ η|||M|||1

 (4.7)

where η ≥ 0 is a regularization parameter. For the combined nuclear norm and rank

regularization, the low rank representation M = UV> described in (4.3) is applied,

resulting in the optimization problem:

min
U,V

[
1

σ2

∥∥∥z−P(Y ⊗X)vec(UV>)
∥∥∥2

2

+ tr
(

(UV>)>R−1(UV>)C−1
)

+
η

2

(
|||U|||22 + |||V|||22

)]
. (4.8)
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This can be further simplified to:

min
U,V

 1

σ2

∑
m,n∈J

(
zm,n − x>mUV>yn

)2
+ tr

(
U>R−1UV>C−1V

)
+
η

2

(
|||U|||22 + |||V|||22

) .
4.2.1 Covariance constraints

Unlike the prior covariance, the posterior matrix does not decompose into Kronecker

form, so the size of the posterior covariance may be of computational concern.

We consider a structural constraint that imposes Kronecker factorization structure

for the postdata covariance matrix. The selected feature function captures the

un-centered second order statistics E
[
ww>

]
. Given a mean m, the Kronecker

constraint set is given by Bm =
{
B + mm> |B = H ⊗G

}
, where for the matrix

B ∈ RKL×KL, we have that G ∈ RK×K and H ∈ RL×L. Combined with the mean

constraints, we have that β(w) = [ w
ww> ], and we let D = C × Bm represent the

joint constraint set. Note that the covariance constraint set is coupled to the mean

constraint set through the mean m.

The result of this change is the new optimization problem:

q(W) = arg min
q∈P

[
KL(q(W)‖p(W|D)) s.t. Eq [β(W) ] ∈ D

]
(4.9a)

= arg min
q∈P

[
KL(q(W)‖p(W))− Eq [ log p(z|W) ] s.t. Eq [β(W) ] ∈ D

]
.

(4.9b)

As discussed in Section 3.6.1, the optimization problem may be simplified further

if the conjugacy conditions of Section 3.2 are satisfied. Recall that the Gaussian

distribution can be represented as a member of the exponential family with the

parametrization:

h(w) = (2π)−
KL
2 , η =

[
S−1µ
S−1

]
, β(w) = [ w

ww> ] , D(η) =
1

2

(
µ>S−1µ+ log |S|

)
,
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It is clear from this representation that the Gaussian distribution satisfies the condi-

tions of Bayesian conjugacy as described in Theorem 8, so the postdata distribution

will be a Gaussian distribution. Further, the Kronecker covariance constraints will

result in a solution that is a matrix-variate Gaussian q(W) =MN (M,G,H).

We employ the cost function (4.9b) to find the parameters, M,G and H.

Ignoring terms independent of the mean and postdata covariance, the cost reduces

to:

min
M,S


1

2σ2

∑
m,n∈J

(
zm,n − x>mMyn

)2
+ 1

2σ2 tr
(
P(Y ⊗X)S(Y> ⊗X>)P>

)
− 1

2 ln |S|

+1
2tr
(
M>R−1MC−1

)
+ 1

2tr
(
(C⊗R)−1S

) s.t. M,S ∈ D

 .

We employ an alternating optimization scheme. It is clear the mean opti-

mization follows the same steps as in discussed in the last section, so we can focus

on the covariance terms. Employing the representation of Bm, the new covariance

optimization takes the form:

min
G,H

 1
2tr
(
(C⊗R)−1(H⊗G)

)
+ 1

2σ2 tr
(
P(Y ⊗X)(H⊗G)(Y> ⊗X>)P>

)
− 1

2 ln |H⊗G|

 .
In the special case that all the tasks are fully observed (i.e. no missing

entries), we have that P = I and:

min
G,H

[
1

2
tr
(
C−1H

)
tr
(
R−1G

)
+

1

2σ2
tr
(
YHY>

)
tr
(
XGX>

)
−K ln |H| − L ln |G|

]
.

60



In such cases, the solution can be found via the fixed point iteration:

G−1 =
1

L

(
tr
(
YHY>

)
σ2

X>X + tr
(
C−1H

)
R−1

)
(4.10a)

H−1 =
1

K

(
tr
(
XGX>

)
σ2

Y>Y + tr
(
R−1G

)
C−1

)
(4.10b)

The fixed point iteration is closely related to the flip-flop algorithm proposed for

Kronecker covariance estimation (Zhang and Schneider, 2010). Recently, it has

been shown Kronecker structured covariance estimation possess a notion of geodesic

convexity (Wiesel, 2012) based an analysis of the exponential map on the manifold

of positive definite matrices, and the covariance can be estimated efficiently using

the fixed point iteration.

4.3 Hyperparameter estimation

The hyperparameters of the proposed model are given by the prior covariances and

the observation noise Θ = {R,C, σ2}. The constrained Bayesian inference approach

provides a mechanism for estimating the hyperparameters by optimizing1 (4.4b).

We employ a constrained hyperparameter estimation scheme using MAP estimation

with hyperpriors that encourage structure. We experiment with two kinds of prior

covariance matrices. In the first, we use a Laplace hyperprior to encourage sparsity

of the task and example precision matrices. This approach can be used to estimate

inter-task and inter-example conditional independence structure (Friedman et al.,

2008). We also experiment with simpler diagonal prior covariances motivated by

feature selection.

1Note that the “evidence” term must be added back in order to use the posterior form (4.4a)
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Laplace Prior: For the first class of models, we place Laplacian hyperpriors

(Stegle et al., 2011) on the row and column prior precision matrices:

p(R−1) ∝ exp
(
−λr

∥∥R−1
∥∥

1

)
[R−1 � 0],

p(C−1) ∝ exp
(
−λc

∥∥C−1
∥∥

1

)
[C−1 � 0].

These are coupled with the Kronecker constraints on the covariance of the solution

as discussed in Section 4.2.1. Ignoring terms independent of the precision matrices,

the resulting cost function is given by:

min
R−1,C−1

[
tr
(
R−1G

)
tr
(
C−1H

)
+ tr

(
M>R−1MC−1

)
−K log |R| −D log |C|+ λr

∥∥R−1
∥∥

1
+ λc

∥∥C−1
∥∥

1

]
(4.11)

We apply a fixed point alternating optimization approach, alternating between solv-

ing for R−1 and C−1. Each of these sub-optimization problems is a graphical lasso

problem (Friedman et al., 2008).

Diagonal Prior: For larger problems, we also considered the use of a diag-

onal structure on the covariance matrix. It is well known that such diagonal covari-

ance structure encourages sparse weights (Tipping, 2001) so this approach includes

an additional benefit of encouraging feature selection. We chose to model only the

relative strengths and not the overall scale, so we enforced simplex constraints on the

diagonal entries. The result is the example feature covariance structure R = diag(r)

together with the simplex constraints r ∈ ∆K and the task feature covariance struc-

ture C = diag(c) with the simplex constraints c ∈ ∆L. For very large problems,

even the model with Kronecker covariance constraints (see Section 4.2.1) is difficult

to scale. Thus, to simplify the hyperparameter estimation, we assume here that

the postdata distribution is highly peaked so its covariance vanishes S → 0. The
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resulting cost function is given by:

min
r,c

[
tr
(
M>diag(r)−1Mdiag(c)−1

)
−K

∑
i

log ri −D
∑
j

log cj s.t. r∈∆K

c∈∆L

]

The log determinant terms act as a barrier discouraging degenerate covari-

ances. When the covariance is diagonal, the result is a dimension-wise log barrier

away from 0. We chose to remove this barrier in order to encourage a sparser, more

parsimonious solution. It is clear that any dimensions ri → 0 or cj → 0 will encour-

age the corresponding row/column of M to zero as well. The resulting cost function

is:

min
r,c

[
tr
(
M>diag(r)−1Mdiag(c)−1

)
s.t. r∈∆K

c∈∆L

]
. (4.12)

We apply a fixed point alternating optimization approach, alternating between solv-

ing for r and c. Each of these sub-optimization problems can be optimized efficiently

using the exponentiated gradient (EG) algorithm (Kivinen and Warmuth, 1995) or

other simplex-constrained solvers. Note that the simplex constraints ensure that the

parameter vectors remain bounded away from the degenerate solution r = 0, c = 0.

Noise variance update: The output noise variance can also be estimated

conditioned on the other parameters. Ignoring terms independent of the σ2, we

recover the following loss function:

min
σ2

J log σ2 +
1

σ2

 ∑
m,n∈J

(
zm,n − x>mMyn

)2
+ tr

(
P(Y ⊗X)S(Y> ⊗X>)P>

) .
This can be solved in closed form. The solution is given by:

σ2 =
1

J

 ∑
m,n∈J

(
zm,n − x>mMyn

)2
+ tr

(
P(Y ⊗X)S(Y> ⊗X>)P>

) . (4.13)

The solution is further simplified in the special case that all the tasks are fully
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observed (i.e. no missing entries), and we apply the Kronecker constraint for the

covariance S = H⊗G. The result is given by:

σ2 =
1

KL

[∣∣∣∣∣∣∣∣∣Z−XWY>
∣∣∣∣∣∣∣∣∣2

2
+ tr

(
YHY>

)
tr
(
XGX>

)]
.

4.4 Implementation

We present experimental results comparing the proposed rank constrained varia-

tional approach to other matrix-variate learning models in the literature. The ap-

plication to simulated data and functional neuroimaging is outlined in Section 4.5,

and the application to recommender systems data is outlined in Section 4.6. We

implement constrained Bayesian inference by alternating between constrained infer-

ence and hyperparameter estimation steps. Constrained Bayesian inference involves

estimation of the postdata distribution q(W|Y) subject to rank constraints and

possibly covariance constraints, and constrained parameter estimation involves the

estimation of updated parameters Θ. The implemented algorithm is summarized

in Algorithm 1. Simplex constrained optimization was implemented using the ex-

ponentiated gradient (EG) algorithm (Kivinen and Warmuth, 1995). Graphical

lasso was implemented using the glasso implementation in the scikit-learn python

package (Pedregosa et al., 2011). The nuclear norm constrained optimization was

implemented using the algorithm outlined by Laue (2012). All other numerical op-

timization was implemented using the Broyden-Fletcher-Goldfarb-Shanno (BFGS)

algorithm.
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Algorithm 1 Constrained inference and parameter estimation for multitask learn-
ing.

Initialize S, Θ = {R,C, σ2}
repeat

Update M|S,Θ by solving (4.7) or (4.8)
repeat {Optional}

Update G|H,Θ using (4.10a)
Update H|G,Θ using (4.10b)

until converged
repeat

Update R|C,S by optimizing (4.11) or (4.12)
Update C|R,S by optimizing (4.11) or (4.12)

until converged
(Optional) Update σ2|M,S using (4.13)

until converged
Return M, S, Θ = {R,C, σ2}

4.5 Constrained Inference with Sparse Precision Ma-

trix Estimation

In this section, we focus on hyperparameter estimation for learning structured prior

precision matrices. The datasets studied in this section consist of full matrix data,

with relatively few examples M and few parallel tasks N . Here we applied the trace

norm regularization alone, combined with the sparse precision matrix estimation

procedure outlined in (4.11). We present experimental results comparing the results

to other matrix-variate learning models in the literature.

Compared models and experiments: We compared a large class of mod-

els in terms of regression accuracy and in terms of structure recovery for the under-

lying precision matrices. The compared models are as follows:

• Graphical Lasso (Friedman et al., 2008) (GLasso) estimates a sparse precision

matrix to match the sample covariance of the response matrix. GLasso was

used a the baseline for inter-task structure recovery.
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• Multiple regularized ridge regression (Ridge ) was used a the baseline for the

regression. Ridge does not estimate the precision matrix.

• Partial least squares (Abdi, 2010) (PLS ) estimates low rank factors that best

matches the cross correlation between the features and the response. The

resulting weight vector can be used for prediction. PLS does not estimate the

precision matrix.

• Nuclear norm regularized linear regression (Yuan et al., 2007) (Nuc. Norm )

estimates the regression matrix that best predicts the target response subject

to a nuclear norm constraint. The resulting weight matrix is often of low rank.

Nuc. Norm does not estimate the precision matrix.

• We implemented the matrix variate regression and sparse precision matrix

estimation procedure of (Stegle et al., 2011) (MVG ). Our approach fixed the

feature matrix instead of estimating it from data. Stegle et al. (2011) applied

a heuristic procedure with a degenerate posterior covariance for the model

inference. There is no low rank constraint applied to the model.

• We implemented a corrected matrix variate regression and sparse precision

matrix estimation procedure using the Kronecker product posterior covariance

constraint proposed in Section 4.2 (MVGcorr. ). There is no low rank constraint

applied to the model.

• We implemented the proposed nuclear norm constrained matrix variate re-

gression with postdata covariance constraints and sparse precision matrix es-

timation using the constrained Bayesian inference approach (MVGrank ). This

combines the nuclear norm and Kronecker covariance constrained inference

with l1 norm constrained precision matrix estimation.

We optimized MVGrank model by alternating between inference (4.7), (4.10a), (4.10b)

and parameter estimation (4.11), (4.13) as outlined in Algorithm 1. A similar proce-
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dure without the nuclear norm constraint was used to optimize MVGcorr. and MVG .

Nuc. Norm was optimized using a special case of MVGrank without any of the co-

variance matrices. GLasso, Ridge and PLS were optimized using implementations

from the scikit-learn python package (Pedregosa et al., 2011).

4.5.1 Simulated Data

The extra structure imposed by constrained inference is most useful when data is

scarce. Thus, we are most interested in high dimensional multiple regression where

there are more dimensions than samples. In such scenarios, the model constraints

can be critical for effective regression and parameter estimation. We performed

experiments using simulated data that matches the characteristics of functional

neuroimaging data. We fixed the row precision matrix and tested the models ability

of estimate the structure of the column precision matrix and the predictive accuracy

of the model.

We generated a random row precision matrix using the approach outlined in

Example 1 of Li and Toh (2010). We first generated a sparse matrix U with non-

zero entries equal to +1 or −1, then set C−1 = UU>. Finally, we added a diagonal

term to ensure C−1 was positive definite. The resulting column precision matrix

had a sparsity of 20%. The row precision was generated as the normalized Laplacian

matrix (Smola and Kondor, 2003) of a chain graph with a adjacency matrix set as

Ai,j = 1 if j = {i, i+ 1, i− 1} and zero otherwise.

We generated a low rank weight matrix using the factor model as W = AB>.

The columns of A were generated from the zero mean multivariate Gaussian distri-

bution N (0,R) and the columns of B were generated from the zero mean multi-

variate Gaussian distribution N (0,C). We also generated random high dimensional

feature matrices X ∈ RM×K with xi,j ∼ N (0, 1). Finally the response matrix was

generated as Z = XW + N where N represents independent additive noise with
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each entry ni,j ∼ N
(
0, σ2

)
. We selected σ2 to maintain a signal to noise ratio of 10.

Our domain of interest is characterized by high dimensional feature variables

and few samples. Hence we set the dimensions as M = 50, K = 200 and L =

N = 10. As the matrix is full, J = MN = 500. We performed experiments in

the low rank regime (Rank=2) and the full rank regime (Rank=10). Experiments

were performed using training, validation and test sets with the same number of

samples. All experiments were repeated 10 times. The validation set was used for

parameter selection. The regularization parameter for all the models except for

PLS were selected from the set {10−3, 10−2, . . . 103}. Note that MVGrank requires

only one parameter for the column precision regularizer as the row precision was

fixed as known. PLS is not regularized but requires selection of the number of

factors. These were chosen from the set {2, 4, . . . 10}.

The regression accuracy was measured using the coefficient of determination

on the test set. The R2 metric given by 1−
∑

(ŷ−y)2/
∑

(y−µ)2 where y is the tar-

get response with sample mean µ and ŷ is the predicted response. R2 measures the

gain in predictive accuracy compared to a mean model and has a maximum value of

1. The structure recovery was measured using the area under the roc curve (AUC )

(Cortes and Mohri, 2004) using the structure of the precision matrix as the binary

target, and the values in the recovered correlation matrix as the scores. AUC mea-

sures the quality of the ranking recovered by the estimated precision matrix. As a

baseline, we also present inference only results with the proposed models using the

known task precision matrix. The results from the simulated data experiments are

shown in Table 4.1.

Regression: We found that that accounting for the prior correlation struc-

ture had a significant effect on the quality of the recovered regression. Hence, al-

though the Nuc. Norm model performed slightly better than Ridge at low rank, over-

all, models that regressed to the target matrix directly performed worse than models
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Rank 2 Rank 10

Inference only

R2 AUC R2 AUC

GLasso – 0.610 (0.071) – 0.708 (0.071)
Ridge 0.219 (0.029) – 0.180 (0.036) –
PLS 0.214 (0.033) – 0.169 (0.037) –
Nuc. Norm 0.220 (0.035) – 0.168 (0.037) –
MVG 0.215 (0.033) – 0.179 (0.042) –
MVGcorr. 0.271 (0.038) – 0.246 (0.035) –
MVGrank 0.296 (0.038) – 0.246 (0.035) –

Inference and hyperparamter estimation

MVG 0.220 (0.035) 0.646 (0.048) 0.172 (0.037) 0.702 (0.068)
MVGcorr. 0.221 (0.035) 0.648 (0.069) 0.172 (0.038) 0.721 (0.071)
MVGrank 0.299 (0.038) 0.665 (0.064) 0.245 (0.033) 0.700 (0.052)

Table 4.1: Average (std.) regression accuracy (R2 ) and structure recovery (AUC )
for rank 2 and full rank simulated data. “Inference only” results use the true task
precision matrix.

that combined regression with structure recovery. We found that the PLS model

performed worse that the nuclear norm regularized model at low rank, but the re-

sults were reversed at high rank. These results show the importance of the low

rank constraint, and comparing PLS to Nuc. Norm shows the importance of regu-

larization. The corrected MVGcorr. outperformed the MVG in regression suggesting

the importance of capturing the posterior covariance for regression and parameter

estimation performance. We note that even when the rank is full, the underlying

weight matrix is given by the product of the factors and is not Gaussian distributed.

This may account for the observation that the Gaussian based models perform worse

for the full rank data. Another reason may be the significant increase in the effec-

tive dimensionality of the weight matrix parameter to be estimated using the same

amount of data.

Structure recovery: The accuracy of recovered precision structure im-

proved for all models as the rank was increased. The GLasso approach was very
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(c) MVG
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(d) MVGrank

Figure 4.2: Ground truth and recovered precision matrix structure with rank 2
simulated data. The figure shows the edges recovered in 70% of the training runs
with weight > 10−6. MVGrank is the most accurate in terms of structure recovery.

effective for the structure recovery overall. At the low rank, the MVGrank model

was the most effective for structure recovery, but the MVGcorr. model was the most

effective at high rank. We also found that correcting the inference procedure im-

proved the structure recovery performance by comparing MVGcorr. to MVG . We

counted the number of times each edge was selected over the random repetitions.

We present the recovered graphs for rank 2 simulated data showing links selected

in at least 70% of the repetitions in Fig. 4.2. MVG selected all the edges in this

experiment. We note that although GLasso and MVG selected many more edges,

the quantitative ranking comparison in Table 4.1 suggests that these models were
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more accurate in terms of ranking the edge importance.

4.5.2 Functional Neuroimaging Data

Functional magnetic resonance imaging (fMRI) is an important tool for non-invasive

study of brain activity. Most FMRI studies involve measurements of blood oxy-

genation (which are sensitive to the amount of local neuronal activity) while the

participant is presented with a stimulus or cognitive task. Neuroimaging signals

are then analyzed to identify which brain regions exhibit a systematic response to

the stimulation, and thus to infer the functional properties of those brain regions

(Poldrack, 2011). Functional neuroimaging datasets typically consist of a relatively

small number of correlated high dimensional brain images.

We completed experiments using brain image data from an extended set of

the openfmri database2. The data was preprocessed using a general linear model

with FMRIB Software Library (FSL) to compute contrast images for each subject

resulting in M = 452 contrast images for L = N = 25 contrasts. The target

contrasts were encoded into a response matrix using the 1-of-k representation, where

yn,k = 1 if image m corresponds to task n and is −1 otherwise. after masking, we are

left with K = 182609 dimensions. Each dimension in the brain image corresponds

to a spatial location in the brain. We used the normalized Laplacian of the 3-

dimensional spatial graph of the brain image voxels to define the row precision

matrix. This corresponds to the observation that nearby voxels tend to have similar

functional activation. Our approach is motivated by the observation that functional

neuroimages are highly correlated for different tasks (Poldrack, 2011).

We divided the training data into five sets using a stratified cross validation

to ensure that each training set contains a similar relative number of images corre-

sponding to each task. Note that ridge regression is exactly equivalent to the least

2https://openfmri.org/, extended data provided courtesy of the openfmri.
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Model Accuracy

LS-SVM 0.445 (0.058)
PLS 0.394 (0.029)
Nuc. Norm 0.423 (0.061)
MVG 0.451 (0.051)
MVGcorr. 0.451 (0.046)
MVGrank 0.492 (0.055)

Table 4.2: Average (std.) classification accuracy for the neuroimaging data

square support vector machine (LS-SVM) (Ye and Xiong, 2007) with a linear kernel.

For all models (except for PLS ), we selected the regularization parameter from the

set {10−3, 10−2, . . . 103}. The number of factors in PLS was selected from the set

{2, 6, 10, 14, 18, 22, 25}. the results are provided in Table 4.2.

4.6 Application to Recommender systems

This section describes the application of the constrained Bayesian inference approach

to the predictive modeling of recommender systems with multiple interaction net-

works graphs. The observation that social networks may influence user preferences

is the basis for several recommender system models. For example, Ma et al. (2008)

jointly factorized the ratings matrix and the social network, with the constraint that

both factorizations use the same user factors, and Jamali and Ester (2010) used the

graph to regularize on the user factors; so that the predicted factors vary smoothly

over the social graph. One notable feature of these models is that they require the

user to select special parameters that tune the effect of the social network. In con-

trast, our proposed model will automatically compute weights that parametrize this

effect, avoiding potentially expensive cross validation.

An interaction network is a description of the relationship between a group

of entities. For example, a social network is an interaction network between users

with links given by the social ties. A compact way of formally characterizing an
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interaction network is a graph G = (V, E ,A), where V = {vi} represents the set

of entities as vertices, E = {ei,j} represents the set of links between the entities vi

and vj , and the adjacency matrix A with entries {ai,j} represents the strength of

these links. In a social network, the edges ei,j may indicate a relationship between

two people, and the adjacency ai,j may represent the strength of those social ties.

Without loss of generality, we will assume that all the weights ai,j > 0. Further, we

will focus on interactions where the links are symmetric i.e. ai,j = aj,i.

The data consists of a sparsely sampled matrix with real valued entries

zm,n ∈ R. Our multitask learning approach treats each item to be rated as a sepa-

rate task. We extract features from the network side information and estimate the

distribution of the matrix entries using constrained Bayesian inference. In addition,

we apply constrained hyperparameter estimation to learn a prior covariance weight-

ing associated with each feature. As the data is large, we will apply the simplified

diagonal hyperparameter estimation approach outlined in Section 4.3 with simplex

constraints.

4.6.1 Feature Extraction

We extract features from multiple graphs based on the eigenvectors of the respective

graph Laplacian matrices. The Laplacian matrix encodes the smoothness properties

of the graph. In particular, smoothness of a function f with respect to the graph G

corresponds to a small average weighted square difference of the function evaluated

at adjacent vertices:
|V|∑
i,j=1

ai,j(f(vi)− f(vj))
2 < c,

where c is some user defined constant. If we organize the function evaluations into

a vector f ∈ R|V|, so that fi = f(vi), this is equivalent to the constraint 2f>Lf < c,

where L is the the graph Laplacian matrix of size |V| × |V|.
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The Laplacian matrix can be computed as L = D−A, where A is the graph

adjacency matrix and D is a |V| × |V| diagonal matrix with di,i =
∑

j ai,j . We may

also define a normalized smoothness penalty:

|V|∑
i,j=1

ai,j

(
f(vi)√
di,i
− f(vj)√

dj,j

)2

< c,

where the function values are normalized by the weight densities at the vertices.

This smoothness penalty is equivalent to constraint 2f>L̃f < C, using the Nor-

malized Laplacian L̃ = D−
1
2 LD−

1
2 = I −D−

1
2 AD−

1
2 . Several properties of these

matrices are well understood (Smola and Kondor, 2003). Both L and L̃ are symmet-

ric positive definite matrices. The eigenvalues of L̃ are bounded as 0 ≤ λi ≤ 2. The

smallest eigenvalue of both graph Laplacians is 0, and the number of zero eigenvalues

corresponds to the number of connected components in the graph.

The eigenvectors of the graph Laplacians form an orthonormal basis for

smooth functions on the graph. Therefore, any function that is smooth with re-

spect to the graph has a representation:

f(vi) =
∑
j

wjηj(vi).

Thus, the problem of learning a smooth function on the graph is reduced to learn-

ing the weight vectors wj . This basis can be arranged in order of smoothness; with

eigenvectors of the smallest eigenvalue corresponding to the smoothest function, and

larger eigenvalues corresponding to rougher functions. The eigenvectors correspond-

ing to the D smallest eigenvalues contain most of the smoothness information we

are interested in capturing. Therefore, for computational reasons, we will restrict

our basis to the D smallest eigenvectors of the Laplacian matrix. Given multiple

graphs, we extract the eigenvectors of each Laplacian matrix, then stack them to

specify the feature matrices for the rows and columns. We also append identity fea-
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tures for each user and item. Note that identity features, combined with low rank

constraints recover matrix factorization. Thus, the proposed approach subsumes

matrix factorization as a special case.

4.6.2 Experiments

We tested our model using the Last.fm and the Movielens datasets3. The data is pre-

processed by removing global bias effects, computed using an un-regularized global

linear model (global model). All other models are trained on the residual of the

global model. We compared the standard matrix factorization (MF) approach to

the proposed model with using the combined nuclear norm and low rank constraint

(4.3), combined with hyperparameter estimation using the diagonal prior covariance

(4.12) (MVGrank ) We also tested the model using only the constrained inference

with the hyperparameters fixed as uniform ri ∝ cj ∝ 1 (MVGunif. ). We note that

the proposed model subsumes matrix factorization as a special case when only the

identity features are active. We experimented with rank 5 and rank 10 factorization

models. The trace norm constraint regularization hyperparameter was selected from

the set {10−5, 10−4, 5× 10−4, 10−3, 5× 10−3}, and the noise parameter was fixed as

σ2 = 1.

We used the normalized Laplacian as the graph representation. Several of

the graphs are generated using implicit interactions. For example, the pair-wise

user similarity graph based on shared tags is extracted from the the user-item tag

graph. This symmetry leads to some redundancy that we may exploit to reduce the

computational overhead of computing the spectral representation. Let M be the

adjacency matrix of the implicit graph. Then the interaction is described by the

adjacency matrix A = MM>. Fortunately, the symmetric graph Laplacian shares

the same eigenvector space as the the weighted adjacency matrix. In other words,

3http://www.grouplens.org/node/462
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Figure 4.3: Histogram of Last.fm raw and log transformed listen counts.

the eigenvectors of L̃ = I −D−
1
2 MM′D

1
2 are identical to the left singular vectors

of D−
1
2 M, with eigenvalues given by 1 − σ2

i ; where σi are the singular of D−
1
2 M.

Using this identity, we may avoid computing the these interactions explicitly, and

avoid the factorization of a potentially large and dense graph.

Last.fm

The Last.fm task involves predicting the artist listening preferences of users. The

information available in the dataset includes a social network between users and

a set of user-artist tags. There are M = 1982 users and N = 17632 items, with

J = 92834 user-listened artist counts. This results in a user-artist matrix with a

density of 0.28%. Our hypothesis is that the number of times the user listens to an

artist is an indicator of user preference. Fig. 4.3(a) shows the histogram of raw user

counts with the probabilities on a log scale. Observe that the data is skewed with

a long tail. We log-transformed the counts of user listen counts. Figure Fig. 4.3(b)

shows the count distribution after log transformation. The data distribution is now

closer to a Gaussian. Our results are reported using the log rescaled data as the

target.

The user social network contains 25434 bi-directional links and 20 connected
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Rank 5 Rank 10

Global Model 1.502 (0.014) -
MVGunif. 1.492 (0.015) 1.498 (0.008)
MF 1.139 (0.006) 1.173 (0.010)
MVGrank 1.071 (0.009) 1.106 (0.006)

Table 4.3: Average (std.) cross validation RMSE on Last.fm

components. We extracted the first 50 eigenvalues of the normalized Laplacian to

describe the social network. We also extracted the user-tag artist network. We ig-

nored the tag counts and preserved only the presence/absence of a tag. We extracted

the first 100 eigenvectors of the user-user tag graph, and the first 100 eigenvectors

of the item-item tag graph. In all we extracted 150 user eigen-features and 100 item

eigen-features in addition to the identity features. The presence or absence of a

user-artist tag, and a constant bias term were used to learn the initial global model.

We randomly divided the observed preferences into five sets, and present the

5-fold cross validation performance using root mean square error (RMSE) metric (see

Table 4.6.2). The RMSE of the global model was comparable with the overall vari-

ance, suggesting that the global features were not informative. MVGunif. performed

only slightly better than the global model. Suggesting that the noise in the direct

average overwhelmed the useful signals. MVGrank out-performed plain matrix fac-

torization. We observed that the rank 10 model slightly underperformed the rank

5 model; suggesting that the true rank is less than 10, and the rank 10 model may

be over-fitting.

The MVGrank model selected relatively sparse prior variances. In most of

the runs, over 90% of the user prior variances and the item prior variances were

≈ 0. We extracted these learned variances and analyzed which of the features were

selected. Fig. 4.4(a) and Fig. 4.4(b) show a representative result from the algorithm.

The first eigen-feature was selected with the highest weight for the user, and self-
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Figure 4.4: Last.fm user and item (log) prior variances. User: Identity(1%), User
social network (93%), Tags (6%). Items: Identity(77%), Tags (23%)

correlation (identity) was selected with the highest weight for the items. On the

user side, less than 1% of the weight was assigned to the self-correlation, 93% of the

weight was assigned to the social network, and 6% of the weight was assigned to the

tag-based user similarity. On the item side, 77% of the weight was was assigned to

self-correlation, and the item tag interactions cumulatively contributed 23% of the

weight.

Movielens

The Movielens dataset contains user ratings expressing preferences for different

movies. The dataset contains J = 855598 ratings. The meta-data available include

user-movie tag information, movie genres, movie directors, country assignments,

and aggregate statistics of audience and critics ratings on the review site, rotten

tomatoes4. The movie data file contains 10197 movies, some of which had no user

ratings. We extracted the subset of N = 10109 movies that had been rated by the

M = 2113 users. The resulting matrix density was 4%. The ratings are one of 10

distinct values ranging from 0.5 to 5.0 in increments of 0.5. As we show in Fig. 4.5,

about half of the ratings are 4. The mean of the ratings is 3.4379 with a standard

4http://www.rottentomatoes.com
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Figure 4.5: Movielens rating distribution µ = 3.4379, σ = 1.0025.

Rank 5 Rank 10

Global Model 0.9478 (0.0018) -
MVGunif. 0.9471 (0.018) .9481 (0.0025)

MF 0.7749 (0.0023) .7706 (0.0016)
MVGrank 0.7742 (0.0024) .7691 (0.001)

Table 4.4: Average (std.) cross validation RMSE on Movielens

deviation of 1.0025.

We used the presence or absence of a tag as a global feature. We also used

the aggregate movie rating statistics provided, such as average critics rating and

average community rating of each movie; a total of 13 values per movie. This set

was repeated as appropriate to define global features used in the global linear bias

model. The user-movie tag matrix was used to extract 100 inter-user and 100 inter-

movie graph features. In addition, we also extracted 100 inter-movie interaction

features using the movie-actor and movie-director graphs. Finally, we extracted 20

graph features from the movie-genre graph.

We report the empirical performance using 5-fold validation. As shown in Ta-

ble 4.6.2, the MVGrank model out-performed MF. We found that the model assigned

the over 96% of the user weight to the self-correlation features (Fig. 4.6(a)), and less
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Figure 4.6: Movielens user and item (log) prior variances. User: Identity(96%),
Tags (6%). Items: Identity(98%), Tags (.8%), Actor (.3%), Director (.3%), Genre
(.08%).

Model RMSE

Global Model .9185
MVGunif. .9184

MF .8790
MVGrank .8728

Table 4.5: Global time split test RMSE on Movielens with Rank 5

than 4% to the user-tag interaction features. Similarly, 98% of the item prior co-

variance was assigned to the item self-correlation features (Fig. 4.6(b)). Therefore,

the resulting model was only slightly different from the matrix factorization result.

There may be several reasons for this, the most likely reason is that the extracted

graphs features are not sufficiently (linearly) correlated with ratings values. In ad-

dition, the data is relatively dense, so the information in the ratings history may

have been sufficient to explain most of the variation. In either case, these results

suggest that our model achieved our stated goal of automatically down-weighting

un-correlated features.

We also tested the model on a time based split of the data as shown in

Table 4.6.2. We sorted the ratings by time, then we extracted the first 90% of the
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ratings as training data, and predicted performance on the last 10%. We observed

that though the performance of both the MF and the MVGrank models degraded,

learning the interaction still out-performed matrix factorization.
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Chapter 5

A Constrained Matrix-Variate

Gaussian Process for

Transposable Data

This chapter covers a specific application of the constrained Bayesian inference as

outlined in Section 3.5 to the predictive modeling of transposable data. Transposable

data describes relationships between pairs of entities. Such data can be organized as

a matrix, with either set of entities as the rows, and the other set of entities as the

columns. Transposable data matrices are often sparse, and the primary interest is

the prediction of unobserved matrix entries. In addition to the matrix, transposable

datasets often include features describing each row entity and each column entity or

graphs describing relationships between the rows and the columns. These features

and graphs can be useful for extending model predictions outside of the observed

submatrix.

We propose a novel approach for capturing the low rank characteristics of

transposable data with a matrix-variate Gaussian process prior and constrained

Bayesian inference with nuclear norm constraints. The nuclear norm constraint typ-
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ically results in a low rank prediction. Other work using nonparametric priors (Zhu

et al., 2009, 2011) has resulted in intractable inference, requiring the application of

variational approximations with tractable assumptions made for the independence

structure and parametric families of the solution. Our work appears to be the first

that uses nonparametric prior distributions without requiring such simplifying as-

sumptions. This is partly due to the tractable properties of the Gaussian process.

The main contributions of this chapter are as follows:

• We show that the solution of the proposed constrained Bayesian inference

model for transposable data is a Gaussian process.

• We show that the optimization problem that results is strongly convex, and

we compute the unique optimizer.

• We evaluate the proposed model empirically and show that it outperforms

the state of the art domain specific models for the predictive modeling of

recommender systems ratings data using social network side information.

We begin in Section 5.1 with a description of the matrix-variate Gaussian process

prior distribution and the nuclear norm constraint set. The resulting constrained

Bayesian inference problem and its corresponding solution are discussed in Sec-

tion 5.2. In Section 5.4, we present the empirical performance of the proposed model

compared to state of the art domain specific models for recommender systems.

5.1 Nonparametric Model for Transposable Data

We begin by specifying the sample space and the constraints as discussed in Sec-

tion 3.6. The observed data consists of a collection of responses collected into the

sparsely sampled matrix. Without loss of generality, we assign a unique indexm ∈M

to each row and the index n ∈ N to each column so the observed data consists of
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observations at a subset of the matrix entries (m,n) ∈ J ⊂M×N with the number

of observations given by J = |J|. The response for the mth row and nth column

is given by ym,n ∈ R. Thus, y ∈ RJ = Y, and y represents the collected training

observations. We will associate a set of latent variables zm,n to each ym,n, and for

prediction purposes, we will allow the latent variable zm,n to be specified for any

(m,n) ∈ M × N, thus the space Z represents an infinite dimensional collection of

latent variables. The combined sample space is given by Y× Z.

Prior Constraints: We assume that the variables zm,n ∈ Z are zero

mean a-priori. The available data contains information about pair-wise correla-

tions E [ (zm,n)(zm′n′) ] = CM(m,m′)CN(n, n′) specified as a product of the row co-

variance function CM and the column covariance function CN. We also assume that

the responses ym,n are independent conditioned on a given mean value E [ ym,n ] =

zm,n with specified variances E
[

(ym,n − zm,n)(ym′,n′ − zm′n′)
]

= σ21[(m,n)=(m′,n′)].

These prior constraints incorporate the known prior covariance structure, and allow

the model to extend and predict new rows and columns.

Prior Distribution: The prior distribution is specified as the distribution

with maximum differential entropy that satisfies the constraints. The differential

entropy is not defined for infinite spaces, so instead, we will condition on a finite

index set, and later show that we can specify a Gaussian process which will maximize

the relative entropy conditioned on any finite set. Let I ∈ M × N specify a finite

index set so that I ⊇ J and select the vector z = {zm,n ∀(m,n) ∈ I}. It is clear that

the maximum entropy distribution that satisfies the first and second order moment

constraints is a Gaussian distribution (see Section 3.6.1). The prior distribution of

each observation is given by an independent Gaussian distribution p(ym,n|zm,n) =

N
(
zm,n, σ

2
)
, where σ2 represents a shared variance. Further, for each finite index

I, the distribution p(z) remains jointly Gaussian with the same covariance. Thus

we can apply Kolmogorov’s extension theorem (Kolmogorov, 1933; Seeger, 2004)

84



to recover that the solutions are consistent with a matrix-variate Gaussian process

p(Z) = MGP (0, CM, CN) with row covariance function CM and column covariance

function CN. Thus the prior distribution is given by a hierarchical Gaussian process

regression with Gaussian observations. A plate model of this prior distribution is

shown in Fig. 2.1(a).

Let M ⊂ M denote the smallest finite subset of row indexes, and N ∈ N

denote the smallest finite set of column indexes so that J ⊂ M × N. The sizes of

the index sets are given by M = |M| and N = |N| representing the number of rows

and number of columns in the latent matrix. The complete training data is given

by the set of observations and indexes as D = {y, J}. Let Z ∈ RM×N be the finite

matrix corresponding to the observed indexes with entries zm,n = Z(m,n) for every

(m,n) ∈ M× N collected into the vector z = vec(Z) ∈ RM×N .

Data constraints and the Bayesian Posterior: Given observations, we

apply the constrained Bayesian inference approach as outlined in Section 3.5.2 which

fixes the marginal distribution of the observation variables to match the observa-

tions. The Bayesian posterior distribution of the latent variables Z can be computed

in closed form and is given by a Gaussian process p(Z|D) = GP (φ,Σ) with mean

function φ and covariance function Σ as shown in (2.7).

Latent variable constraints: We enforce nuclear norm constraints on the

mean function of the estimated postdata distribution. This is applied as a nuclear

norm constraint on the expectation of the solution process1 |||Eq [Z ]|||1-HC ≤ ε where

ε ≥ 0 is a regularization parameter, and HC = HCM × HCN The nuclear norm

constraints are represented by the set Tε = {X | |||X|||1-HC ≤ ε}.
1See Section 2.4 for a description of the nuclear norm for matrix-variate functions.
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5.2 Constrained Bayesian Inference

With the prior distribution and the constraint set defined, constrained Bayesian

inference is given by the solution of the equivalent problems (3.11b) and (3.11c):

q(Z) = arg min
q∈P

[
KL(q(Z)‖p(Z|D)) s.t. Eq [Z ] ∈ Tε

]
. (5.1a)

= arg min
q∈P

[
KL(q(Z)‖p(Z))− Eq [ log p(y|Z) ] s.t. Eq [Z ] ∈ Tε

]
. (5.1b)

In the section, we will show that the optimization of (5.1) reduces to a finite dimen-

sional optimization, that the solution q(Z) is unique, and is given by a Gaussian

process.

5.2.1 The Relative Entropy

First, we consider the distribution of the solution process q(z) (representing the

vectorized form of the matrix-variate process q(Z)). Consider the cost function

(5.1a) for any finite index set I ⊂ J, and let v represent the finite representation

v = {zm,n∀ (m,n) ∈ I}. The cost is given as:

arg min
q∈P

[
KL(q(v)‖p(v|D)) s.t. Eq [ z ] ∈ Tε

]
.

The feature functions are given by linear functions β(v) = v, thus from Corollary 17,

the finite dimensional solution takes the form q(v) ∝ p(v|D)e〈λ,v〉, and is given by a

Gaussian distribution (see Section 3.6.1 for more details). This relationship holds for

any such index set I suggesting that the solution corresponds to a Gaussian process

(see Proposition 22). For now the Gaussian distributions will suffice.

The loss function in the prior form (5.1b) is also illuminating. Let I ⊂ J

correspond to any finite index set with I ⊃ M × N. The corresponding finite set

of random variables are given by v = {zm,n∀ (m,n) ∈ I}. Now, divide v into two
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sets v = z ∪ u with z = {zm,n∀ (m,n) ∈ M × N} and u = {zm,n∀ (m,n) /∈ M × N}.

Expanding the KL divergence between the finite dimensional Gaussian distributions,

the loss function of (5.1b) is given by:

arg min
q∈P

[
KL(q(v)‖p(v))− Eq [ log p(y|z) ] s.t. Eq [ z ] ∈ Tε

]
.

It is clear that the constraint set depends only on the mean of the underlying process.

Thus, from the results of Section 3.6.1, it follows that as a function of the mean,

the first term in the relative entropy will only depend on the Hilbert norm in the

RKHS2 defined by the covariance of marginal prior Gaussian process (Seeger, 2004).

Further, the log likelihood (the second term) only depends on the distribution of

the finite set of points corresponding to the indexes J. With this information, we

apply the representer theorem for spectral regularization (Abernethy et al., 2009),

which states that any solution will only depend on the basis defined by the finite

set of indexes M × N. It is worth noting that this result does not contradict the

results of (5.1b), as the mean of the Bayesian posterior process is also a function in

the RKHS defined by the covariance function of the marginal prior process.

Next we consider the form of the solution. It follows that:

q(v) = q(z,u) ∝ e〈λ,z〉p(z,u|D)

= e〈λ,z〉p(z|D)p(u|z,D).

2A non-zero mean prior process will result in a shifted Hilbert norm.
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As previously shown, q(z) ∝ e〈λ,z〉p(z|D) and:

q(z,u) = q(z)p(u|z,D)

= q(z)
p(z|D)

p(z|D)
p(u|z,D)

=
q(z)

p(z|D)
p(z,u|D).

This result trivially extends to any finite subset of indexes I ∈ J. Thus, the solution

q corresponds to a shift of the Bayesian posterior process by the factor q(z)
p(z|D) . An

equivalent result was outlined by Seeger (2004) in the context of Bayesian inference.

Informally, this shift can be written as:

q(z) =
q(z)

p(z|D)
p(z|D),

as the relationship holds for any choice of index set I.

Again fixing the v = {zm,n∀ (m,n) ∈ I ⊃ M × N}, the relative entropy is

given by:

KL(q(v)‖p(v|D)) = KL(q(z,u)‖p(z,u|D))

=

∫
log

(
q(z,u)

p(z,u|D)

)
q(z,u) d({z,u})

=

∫
log

(
q(z)

p(z|D)

)
q(z)

p(z|D)
p(z,u|D) d({z,u})

=

∫
log

q(z)

p(z|D)
q(z)

(∫
p(u|z,D) d({u})

)
d({z})

= KL(q(z)‖p(z|D)),

as the conditional distribution p(u|z,D) integrates to 1. So for any fixed index set

I ⊃ M × N, the relative entropy only depends on the finite set z. Hence, it will be

sufficient to optimize KL(q(z)‖p(z|D)) to find the parametric form of q(z). From
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the discussion of Section 3.6.1, it follows that the solution takes the parametric

form of a Gaussian distribution q(z) = N (ψ,S) with mean ψ = vec(Ψ) ∈ RMN ,

where Ψ ∈ RM×N and covariance matrix Σ ∈ RMN×MN . We will show that the

posterior process is recovered by the nonparametric extension of q(z) and is given

by q(z) = GP (ψ,Σ) so that (ψ)j = ψ(j) = Ψ(m,n) and (Σ)j,j′ = Σ(j, j′) for

j = (m,n).

5.2.2 Parametric Inference

Using the posterior form (5.1a), the postdata distribution is found by minimizing

the KL divergence between the Gaussian distribution N (ψ,S) and the Bayesian

posterior distribution N (φ,Σ). Let the vector φ = vec(Φ) ∈ RMN , where Φ ∈

RM×N corresponds to evaluations of the mean function Φ with entries given by

φm,n = Φ(m,n), and let Σ ∈ RMN×MN correspond to the covariance matrix sampled

at the observed data indexes with (Σ)j,j′ = Σ(j, j′). The solution is given by:

min
ψ,S

[
(φ−ψ)>Σ−1(φ−ψ) + tr

(
Σ−1S

)
− log |S|+ log |Σ| s.t. Ψ ∈ Tε

]
(5.2)

As was discussed in Section 3.6.1, the optimization decouples between the mean

term ψ and the covariance term S, and is minimized in terms of the covariance

when S∗ = Σ. The mean optimization is given by the solution of:

min
ψ

[
(φ−ψ)>Σ−1(φ−ψ) s.t. Ψ ∈ Tε

]
(5.3)

and is a constrained quadratic optimization.

The solution of (5.3) requires computation and storage of the Bayesian pos-

terior covariance Σ. This may become computationally infeasible for large datasets.

In such situations, it is computationally efficient to estimate the postdata mean

using the Bayesian prior via the cost function (5.1b), as the prior covariance C de-
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composes into Kronecker form, and can be efficiently implemented. This reduces to

the optimization problem:

min
ψ,S

[
EZ[ln p(Z)]− EZ[ln p(y,Z)] s.t. Ψ ∈ Tε

]
, (5.4)

Let P ∈ BJ×MN be the binary permutation matrix defining the selection map

P : M× N 7→ J with elements given by pj,(m,n) = 1[j=(m,n)]. We define SJ = PSP>

which corresponds to the covariance matrix for the subset of observed entries j ∈ J,

and we define CJ = PCP> which corresponds to the prior covariance matrix of the

same subset.

Evaluating expectations, the cost function (5.4) results in the following in-

ference cost function (omitting terms independent of ψ and S):

min
ψ,S

 1
2σ2

∑
m,n∈J(ym,n − ψm,n)2 + 1

2ψ
>C−1ψ

− ln |S|+ 1
2σ2 tr(SJ) + 1

2tr
(
C−1S

) s.t. Ψ ∈ Tε

 .
First, we compute gradients with respect to S. Setting the gradients to zero, we

compute that:

S∗ =

(
C−1 +

1

σ2
P>P

)−1

= C−CP>
(
CJ + σ2IJ

)−1
PC (5.5)

= Σ.

The second equality is a consequence of the matrix inversion lemma. We note that

this is exactly the same result as we found by using the posterior approach (5.2).

Collecting the terms involving the mean results in the optimization problem:

ψ∗ = arg min
ψ

[
1

2σ2

∑
m,n∈J

(ym,n − ψm,n)2 +
1

2
ψ>C−1ψ s.t. Ψ ∈ Tε

]
(5.6)
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This is a strongly convex regularized least squares problem with a convex constraint

set. Hence, (5.6) is convex, and ψ∗ is unique. Using the Kronecker identity, we can

re-write the cost function in parameter matrix form. We can also replace the nuclear

norm constraint with the regularizer corresponding to the Lagrange multiplier η ≥ 0.

This leads to the equivalent optimization problem:

Ψ∗ = arg min
Ψ

[
1

2σ2

∑
m,n∈J

(ym,n−ψm,n)2 +
1

2
tr
(
Ψ>C−1

M ΨC−1
N

)
+η|||Ψ|||1-HC

]
. (5.7)

Applying the representation theorem (2.11), we recover a parametric form of

the mean function Ψ ∈ HC as Ψ = CMACN where A ∈ RM×N . We may solve for

A directly:

min
A

 1

2σ2

∑
m,n∈J

(ym,n − (CMACN)m,n)2 +
1

2
tr
(
A>CMACN

)
+ η|||ΨA|||1-HC

 ,
(5.8)

where ΨA is the mean function corresponding to the parameter A, and |||·|||1-HC

represents the nuclear norm in the Hilbert space HC . Note also that the quadratic

regularizer is equivalent to the Hilbert norm of Ψ, so the cost function can be

rewritten in the equivalent form:

min
A

 1

2σ2

∑
m,n∈J

(ym,n − (CMACN)m,n)2 +
1

2
|||ΨA|||22-HC + η|||ΨA|||1-HC

 .
The identity is not unique to this cost function. It follows from the identification

of mean functions of a Gaussian process with functions in the reproducing Kernel

Hilbert space induced by the covariance (Seeger, 2004). Further implications of this

combined regularization are discussed in Section 5.2.3.

We will seek to extend the Gaussian distribution q(z) to its corresponding

Gaussian process q(z). This result is formally stated by the following proposition.
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Proposition 22 The solution of the constrained Bayesian inference problem (5.1)

given by q(z) is a Gaussian process. The solution can be identified as the nonpara-

metric extension of q(z) where z = {zm,n∀ (m,n) ∈ M× N}.

Sketch of proof : We showed in the beginning of Section 5.2.1 that q(z) is Gaussian for

any finite index set I. It remains to show that the resulting Gaussian distributions are

consistent with a Gaussian process. Suppose we extend the set of sampled points to

z̃ = {z, zm′,n′} and consider the solution of (5.1) on this set. It follows directly from

the solution of (5.2) that the covariance of the extended set matches the covariance

of the Bayesian posterior. Thus, the covariance matrix of q(z) is consistent with the

covariance matrix of q(z̃) for any index (m′, n′), and corresponds to the covariance

function:

Σ
(
(m,n), (m′, n′)

)
= C((m,n), (m′, n′))−CJ(m,n)[CJ + σ2I]−1CJ(m,n)>. (5.9)

where CJ(m,n) ∈ R1×J corresponds to the sampled covariance matrix between the

index (m,n) and all training data indexes (m′, n′) ∈ J, and I is the J × J identity

matrix. Consider the mean of the distribution q(z̃). From the representer theorem

(2.11), the mean depends only on the set M× N and takes the form:

Ψ(m′, n′) =
∑
m∈M

∑
n∈N

αm,n CM(m,m′)CN(n, n′), (5.10)

and as there are no observations corresponding to the index (m′, n′), solving (5.8)

returns the same result A. Thus, the mean of q(z) is consistent with the mean

of q(z̃). To complete the proof, we apply Kolmogorov’s extension theorem (Kol-

mogorov, 1933) to show that q(z) is a Gaussian process q(z) = GP (ψ,Σ) with mean

function (5.10) and the covariance function (5.9).
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5.2.3 Interpretation as the Spectral Elastic Net

The regularization that results from the constrained inference has an interesting

interpretation as the spectral elastic net regularization, an analogy to the vector

valued elastic net regularization of Zou and Hastie (2005). We define a spectral

elastic net given by a weighed sum of the l2 norm and the l1 norms on the spectrum

of Ψ:

Qα,β(ψ) = α|||Ψ|||22-HC + β|||Ψ|||1-HC (5.11)

where α ≥ 0 and β ≥ 0 are regularization constants. To the best of our knowledge,

this regularization has not been studied in the literature. Our work will uncovers its

relationship with probabilistic inference as it results from solution of a constrained

relative entropy problem. We will also investigate its empirical utility as compared

to the nuclear norm alone.

The spectral elastic net generalizes the matrix-variate spectral elastic net

recently proposed for finite dimensional matrices. The elastic net implements a

tradeoff between smoothness, encouraged by the l2 norm, and sparsity, encouraged

by the l1 norm. Similarly, as a norm the spectral elastic net implements a tradeoff

between the Hilbert norm, which encourages smoothness over the spectrum, and the

nuclear norm which encourages spectral sparsity. Harchaoui et al. (2012) proposed a

matrix-variate spectral elastic net regularizer for the weight matrix of a classification

model applied to high dimensional multitask images. Further analysis of the matrix-

variate spectral elastic net regularizer was given by Sun and Zhang (2012) in the

context of matrix completion. Sun and Zhang (2012) found the spectral elastic net

especially effective for very sparse matrices. Though the parametric model of (Sun

and Zhang, 2012) is a special case of the nonparametric approach we develop here,

we have found similar empirical evidence in our experiments.
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5.3 Hyperparameter estimation

The constrained Bayes approach also provides a mechanism for hyperparameter

estimation. The hyperparameters may be estimated by optimizing3 (5.1b) . The

optimization for the noise variance is given by:

min
σ2

J log σ2 +
1

σ2

 ∑
m,n∈J

(ym,n − ψm,n)2 + tr(SJ)

 .
This can be solved in closed form. The solution is given by:

σ2 =
1

J

 ∑
m,n∈J

(ym,n − ψm,n)2 + tr(SJ)

 .
Similarly, we can solve for the parameters of the covariance functions. Suppose the

row covariance and column covariance have parametric forms given by CM(ρ) and

CN(τ) respectively. Let C(ρ, τ) = CN(τ) ⊗ CM(ρ). We can select the covariance

parameters by optimizing (5.1b) as:

J(ρ, τ) = min
ρ,τ

1

2
log |C(ρ, τ)|+ 1

2
ψ>C(ρ, τ)−1ψ +

1

2
tr
(
C(ρ, τ)−1S

)
The gradient with respect to ρ is given by:

∂J(ρ, τ)

∂ρ
=
N

2
tr

(
CM(ρ)−1∂CM(ρ)

∂ρ

)
− 1

2
ψ>C(ρ, τ)−1dC(ρ, τ)

dρ
C(ρ, τ)−1ψ

−1

2
tr

(
C(ρ, τ)−1dC(ρ, τ)

dρ
C(ρ, τ)−1S

)

where ∂C(ρ,τ)
∂ρ = CN⊗ ∂CM(ρ)

∂ρ , and ∂CM(ρ)
∂ρ is the element-wise gradient. This can be

simplified further by collecting terms, and similar gradients can be computed with

respect to τ .

3Note that the “evidence” term must be added back in order to use the posterior form (5.1a)
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5.4 Experiments

We performed experiments with datasets from the recommender system domain.

The goal of a recommender system is to suggest items to users based on past feed-

back and other user and item information. Recommender systems may also be

used for targeted advertising and other personalized services. The low rank matrix

factorization approach has proven to be an effective model for the recommender

system task (Salakhutdinov and Mnih, 2008; Koren et al., 2009; Koyejo and Ghosh,

2011). Several authors (Yu et al., 2007; Zhu et al., 2009; Zhou et al., 2012) have

proposed the factor GP approach for recommender systems. In particular, (Koyejo

and Ghosh, 2011; Zhou et al., 2012) showed that prior covariances extracted from

the social network can improve the prediction accuracy and may be used to provide

predictions with no training ratings (also known as cold-start).

We present results comparing the following models:

• The proposed constrained MV-GP approach (Con. MV-GP).

• The standard MV-GP outlined in Section 2.2 (MV-GP). The MV-GP is a

full rank Bayesian model, and is included to highlight the performance of the

nuclear norm regularization .

• the kernel matrix factorization (KMF) model of Zhou et al. (2012) (Factor

GP). This kernel matrix factorization model has been shown to outperform

PMF (Salakhutdinov and Mnih, 2008) and SoRec (Ma et al., 2008), strong

baseline methods for predicting user item preferences with social network side

information. We note that KMF is identical to the factor GP approach out-

lined in Section 2.3. We will use the “Factor GP” moniker for consistency

with other work in this dissertation.

We initially implemented the MAP estimate of KMF using the low rank approach

outlined in (2.8), but we found the rank selection challenging, and the resulting
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optimization to be prone to local minima (see (Dud́ık et al., 2012) for similar obser-

vations). For this reason, all factor GP results refer to the convex approach using

nuclear norm regularization. Hence the presented results should be regarded as an

upper bound on the performance of the factor GP, assuming that a proper rank

was selected, and local minima issues were avoided. The standard MV-GP is often

implemented as a scalar GP with the row and column prior covariance matrices

multiplied. However, we found this approach computationally intractable. Instead,

we implemented the MV-GP in matrix form. This approach trades off computation

for memory and allowed us to scale the model to the larger datasets.

Prior covariances: All the datasets studied consist of multitask regression

matrices with corresponding row and/or column graphs. We experimented with the

identity prior covariance C = I, where I is the identity matrix, and the diffusion

prior covariance (Smola and Kondor, 2003) given as C = exp (−aL) + bI, where

L is the normalized graph Laplacian matrix. Let A be the adjacency matrix for

the graph and D be a diagonal matrix with entries Di,i = (A1)i. The normalized

Laplacian matrix is computed as L = I −D−
1
2 AD−

1
2 . We set the a = b = 1. No

further optimization was performed, and more detailed experimental validation of

covariance parameter selection is left for future work.

5.4.1 Implementation

The basis form of the mean function is often the most straightforward to implement.

With the index set fixed, define any basis4 GM ∈ RM×DM and GN ∈ RN×DN such

that CM = GMG>M and CN = GNG>N . The mean function can be re-parametrized as

Ψ(m,n) = GM(m)BGN(n)>, where B ∈ RDM×DN . The nuclear norm of Ψ can now

be computed directly as the nuclear norm of the parameter matrix. The resulting

4We used the Cholesky decomposition of the covariance matrices in the experiments.
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optimization problem is:

B∗ = arg min
B

 1

2σ2

∑
m,n∈L

(
ym,n − (GMBG>N )m,n

)2
+

1

2
|||B|||22 + η|||B|||1

 . (5.12)

In this form, the mean function optimization can be solved directly using standard

solvers for large scale nuclear norm constrained optimization (e.g. Dud́ık et al.

(2012); Laue (2012)). We note with these large scale solvers, the parameter matrix is

represented in low rank form, and the full matrix need not be computed. The rank of

the parameter matrix is automatically estimated during the optimization. We used

our implementation of the approach outlined by (Laue, 2012) for the experiments.

All numerical optimization was implemented using the limited memory Broyden-

Fletcher-Goldfarb-Shanno (L-BFGS) algorithm.

We experimented with learning the data noise variance term σ2, but found

the results worse than using direct hyperparameter selection. We plan to attempt

this again after introducing a prior distribution for it. The following is a parametriza-

tion of the mean function inference inspired by the elastic net for simplified hyper-

parameter selection. Let λ = σ2(1 + η) and α = ησ2

σ2(1+η)
. It is straightforward to

show that λ ≥ 0 and α ∈ [0, 1]. The cost function (5.12) can be parametrized as:

L(B) = min
B

1

2

∑
m,n∈J

(
rm,n − (GMBG>N )m,n

)2
+
λ(1− α)

2
|||B|||22 + λα|||B|||1


(5.13)

In this form, the spectral elastic net parametrization clarifies the tradeoff between

the nuclear norm and the Hilbert norm. The nuclear norm is recovered when α = 1,

and the Hilbert norm is recovered for α = 0.

The proposed representation is also useful for speeding up the computation

with warm-start i.e. for a fixed α, we may employ warm-start for decreasing values

of λ. Thus, we selected the hyperparameter λ = s ∗ λmax with 30 values of s
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logarithmically spaced between 10−3 and 1.0. Given the loss function L(B) in

(5.13), λmax is the maximum singular value of dL(B)
dB

∣∣
B=0

. It can be shown that the

optimization returns the zero parameter matrix B∗ = 0 for any λ > λmax (Dud́ık

et al., 2012). We used warm start to speed up the computation for decreasing values

of s. We selected α ∈ {1.0, 0.8, 0.6, 0.4, 0.0}.

5.4.2 Datasets and Results

Flixster Dataset: Flixster5 is a website where users share film reviews and ratings.

The users can also signify social connections. We utilized the dataset described by

(Jamali and Ester, 2010) which contains a ratings matrix and a the social network.

We selected the M = 5, 000 users with the most friends in the network and N =

5, 000 movies with the most ratings. This resulted in a matrix with L = 33, 182

(density = 0.001%) ratings and 211, 702 undirected user social connections. The

identity prior covariance was used for the movies. Ratings in Flixster take one of 10

values in the set {0.5, 1, 1.5, . . . , 5.0}.

Epinions Dataset: Epinions6 is an item review site. Users can also specify

directed association by specifying trust. We utilized the extended Epinions dataset

(Massa and Avesani, 2006) and converted all the directed trust links into undirected

links. We selected the M = 5, 000 users with the most trust links in the network

and N = 5, 000 movies with the most ratings. This resulted in a matrix with

L = 187, 163 (density 0.007%) ratings and 550, 298 user social connections. The

identity prior covariance was used for the items. Ratings in Epinions take one of

five values in the set {1.0, 2.0, . . . , 5.0}.

Metrics: The model performance was measured using a combination of

regression and ranking metrics. Recommender systems are typically most concerned

with presenting the few items that the user is very likely to be interested in, and

5www.flixster.com
6www.epinions.com
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Figure 5.1: Performance results on Flixster dataset. Recall @k = 1, 2, . . . , 20 with
20% (left) and 100% samples (right) of the data. The prior covariances and con-
straints have the largest effect for very sparse data. (I): Identity prior covariance,
(D): Diffusion prior covariance.

accurately predicting the score of the other items is less important. Several authors

(Steck, 2010; Steck and Zemel, 2010) have shown that measuring the recall (R@k)

(Davis and Goadrich, 2006) of the top relevant items compared to all available items

can provide an unbiased estimate of the predicted ranking. As suggested by (Steck,

2010; Steck and Zemel, 2010) we measure the ability of the model to predict relevant

items (ratings greater than 4) ahead of other entries (both missing and observed

entries with rating less than or equal to 4) using recall at 20 (R@20). Recall per

user was computed on the test set after removing all items that had been observed

in the training set, and averaged over all users. For regression, we used the root

mean square error (RMSE) metric (Koren et al., 2009). Lower values reflect better

performance for the RMSE.

We present 5-fold cross validation results on the full matrix for both datasets.

In addition, we also sampled 20% of the matrix at random, and present results on

that subsample. This measures the effect of matrix density. We note that the 20%

sample also contains cold start users. All the models were trained on the same

data partitions. Results for the Flixster experiments are presented in Table 5.1, and
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20% Sample 100% Sample

RMSE R@20 RMSE R@20

Con. MV-GP (I) 1.082 (0.002) 0.034 (0.005) 0.982 (0.001) 0.104 (0.004)

Con. MV-GP (D) 1.083 (0.002) 0.056 (0.002) 0.989 (0.002) 0.092 (0.012)

Factor GP (I) 1.082 (0.002) 0.023 (0.002) 0.982 (0.001) 0.093 (0.003)

Factor GP (D) 1.083 (0.002) 0.055 (0.007) 0.989 (0.002) 0.088 (0.008)

MV-GP (D) 1.098 (0.002) 0.054 (0.004) 1.066 (0.006) 0.067 (0.008)

Table 5.1: Flixster dataset. Avg. (std.) RMSE and R@20 performance compar-
ison. Smaller RMSE indicates better performance, Larger R@20 indicates better
performance. (I): Identity prior covariance, (D): Diffusion prior covariance.
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(a) Epinions 20%
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Figure 5.2: Performance results on Epinions dataset. Recall @k = 1, 2, . . . , 20 with
20% (left) and 100% samples (right) of the data. The prior covariances and con-
straints have the largest effect for very sparse data. (I): Identity prior covariance,
(D): Diffusion prior covariance.

results for Epinions are presented in Table 5.2. Graphs showing R@k are presented in

Fig. 5.1 and Fig. 5.2 . The rank selected by the large scale nuclear norm constrained

optimizer for the constrained MG-GP model averaged about 25 for the diffusion prior

covariance, and averaged about 40 for the identity prior covariance experiments.

On average, the factor GP model required about 10 more factors. The higher

rank selected may explain the superior results of the identity covariance in some

cases, and suggests that the scale for parameter selection may have to be selected

more carefully to account for the covariance matrices and the additional bias of the
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20% Sample 100% Sample

RMSE R@20 RMSE R@20

Con. MV-GP (I) 0.313 (0.002) 0.034 (0.002) 0.274 (0.006) 0.046 (0.002)

Con. MV-GP (D) 0.307 (0.002) 0.035 (0.002) 0.273 (0.005) 0.023 (0.001)

Factor GP (I) 0.313 (0.002) 0.032 (0.001) 0.274 (0.006) 0.041 (0.003)

Factor GP (D) 0.307 (0.002) 0.035 (0.002) 0.273 (0.005) 0.022 (0.001)

MV-GP (D) 0.325 (0.002) 0.029 (0.001) 0.323 (0.007) 0.016 (0.000)

Table 5.2: Epinions dataset. Avg. (std.) RMSE and R@20 performance compar-
ison. Smaller RMSE indicates better performance, Larger R@20 indicates better
performance. (I): Identity prior covariance, (D): Diffusion prior covariance.

multiple regularization. These issues are deferred to future work.

We found that the model selected using RMSE as the validation metric did

not always perform best in terms of recall (and vice versa). This matches the results

by other researchers (Steck, 2010; Steck and Zemel, 2010). Hence, we performed

cross validation separately for RMSE and R@20. The constrained MV-GP performed

best in all experiments. All the algorithms performed better on the denser matrix

than on the 20% sample. This matches with the expected effect of the data density.

We found that the identity prior covariance often outperformed the diffusion prior

covariance when the matrix was relatively densely sampled (100% Sample). The

diffusion prior covariance proved most useful for extremely sparse matrices (20%

Sample). Although this matches the results presented by other researchers (e.g.

Zhou et al. (2012)), it is likely that careful optimization of the prior covariance

hyper-parameters will show further improvement.

Comparing the constrained MV-GP with its unconstrained counterpart, it

was clear that the rank constraint resulted in better prediction performance, even

with the 20% sample where the model must rely on the prior covariances. The com-

parison of the constrained MV-GP with the factor GP also yielded some interesting

results. Our results suggest that if properly tuned, both models yield similar regres-

sion performance. Much of the performance gain from the extra regularization in the
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constrained MV-GP model was terms of the ranking performance as measured by

recall. This was particularly true at the first few items in the list, which are also the

is most important. These observations match the results of other researchers that

have experimented with similar models (Steck, 2010; Steck and Zemel, 2010). In

summary, our results suggest that the nuclear norm constrained MV-GP is effective

for regression and for ranking in recommender systems.
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Chapter 6

Multitask Bipartite Ranking for

Disease Gene Prioritization

This chapter covers an application of constrained relative entropy minimization as

outlined in Chapter 3 to multitask bipartite ranking (MBR). We develop a novel

approach that combines bipartite ranking and multitask learning. Our approach

will involve enforcing ordering constraints for each task. For this, we extend mono-

tone retargeting (MR) (Acharyya et al., 2012), an approach originally developed for

information retrieval applications. The ranking models of each list are coupled via

a multitask regression, implemented as a nonparametric matrix-variate Gaussian

process (MV-GP). Inspired by the parsimony and superior empirical performance of

low rank models, we enforce nuclear norm constraints on the mean of the resulting

distribution.

Although many ranking models are trained to predict the relevance scores,

there is no need to fit scores exactly. Any scores that induce the correct ordering will

suffice. MR minimizes a Bregman divergence between all monotonic transformations

of the target scores and an underlying regression function (see Fig. 6.1). We will

show that the optimization of the mean parameters of the proposed ranking model
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Figure 6.1: Bipartite ranking approach inspired by monotone retargeting (MR)
(Acharyya et al., 2012). Monotone retargeting searches for an order preserving
transformation of the target scores that may be easier for the regressor to fit.

subject to ordering constraints is equivalent to learning the target scores in MR.

Though we show this equivalence for the special case of bipartite ranking with

squared loss (corresponding to the Gaussian distribution), the equivalence holds for

more general Bregman divergences via the bijection between Bregman divergences

and exponential family distributions (Banerjee et al., 2005), and holds for more

general multilevel ranking tasks.

Multitask bipartite ranking is motivated by the scientific problem of disease

gene prioritization. Identifying causative or contributory genes for human diseases

is critical for developing new therapeutic approaches and improving care for afflicted

patients. However, despite significant efforts and progress, the genetic architectures

of many human diseases have not been fully elucidated. This is due in part to the

large number of human genes and the tedium and high cost of experimentally ver-

ifying the role of even a single candidate gene in the etiology of a disease. Various

computational approaches that produce prioritized lists of candidate genes for fur-

ther experimental evaluation have been proposed as means for reducing the search

space; a fairly comprehensive review of these methods has recently been published

(Piro and Di Cunto, 2012).
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We propose a novel approach for multitask bipartite ranking (MBR) via

the constrained relative entropy minimization framework that combines task-wise

ranking with a nonparametric multitask regression. The main contributions of this

chapter are as follows:

• Given the hierarchical Gaussian process prior, we find the solution of the

relative entropy problem subject to ordering constraints applied to the expec-

tation of the ranking variables and nuclear norm constraints applied to the

mean function of the underlying matrix-variate Gaussian process.

• We show that the solution is unique, and is given by a Gaussian process.

• We evaluate the empirical performance of the proposed model for disease gene

prioritization and show that it outperforms the state of the art domain specific

models. We also provide preliminary qualitative evaluation of the approach.

6.1 Prior Distribution and Constraints

The observed data consists of a collection of binary lists, collected into the sparsely

sampled rows of a binary matrix. Without loss of generality, we assign a unique

index n ∈ N for each item in all the lists (column), and assign a task index m ∈ M

to each list (row). Thus, the observed data consists of binary observations at a

subset of the matrix entries (m,n) ∈ J ⊂ M × N with the number of observations

given by J = |J|. Let M ⊂M denote the corresponding finite subset of row indexes,

and let N ∈ N denote the finite set of column indexes so that J ⊂ M×N. The sizes of

the index sets are given by M = |M| and N = |N| representing the number of rows

and number of columns in the latent matrix. The observed index set J is divided

into subset for each list as Jm = {n | (m,n) ∈ J} for the mth list with |Jm| = Jm.

The label for the observed nth item in mth list is given by ym,n ∈ B = {−1,+1}.
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All observed labels in the mth list are collected into a vector ym ∈ BJm . Let y ∈ BJ

represent the collected training observations.

The sample space and prior model are be closely related to the selections

made for matrix-variate regression in Section 5.1, so much of the following discussion

will be very similar to the discussion in that section. Sample Space: We associate

a random variable xm,n, known here as a ranking variable to each observation ym,n.

Thus x ∈ RJ = X, represents the collected training observations. We associate a

set of regression variables zm,n to each xm,n. Anticipating predictions at unknown

entries, we allow the latent variable zm,n to be specified for any (m,n) ∈ M × N,

thus the space Z represents an infinite dimensional collection of latent variables.

The combined sample space is given by X × Z. The sample space is selected to

decouple the tasks of regression and ranking.

Prior Constraints: We assume that the variables zm,n ∈ Z are zero

mean a-priori. The available data contains information about pair-wise correlations

E [ (zm,n)(zm′n′) ] = CM(m,m′)CN(n, n′) specified as a product of the row covariance

function CM and the column covariance function CN. We also assume that the vari-

ables xm,n are independent conditioned on a given mean value E [xm,n ] = zm,n with

specified variances E
[

(xm,n − zm,n)(xm′,n′ − zm′n′)
]

= σ21[(m,n)=(m′,n′)]. These

prior constraints incorporate the known prior covariance structure, and allow the

model to extend and predict new rows and columns.

Prior Distribution: The prior distribution is specified as the distribu-

tion with maximum differential entropy that satisfies the constraints. As shown in

Section 5.1, this will correspond to a hierarchical Gaussian process with Gaussian

“pseudo-observations”. The ranking variables will be conditionally Gaussian dis-

tributed as xm,n ∼ N
(
zm,n, σ

2
)
, where σ2 represents a shared variance. The mean

of each ranking variable is given by its corresponding regression variable zm,n; an

evaluation of the zero mean matrix-variate Gaussian process Z ∼ MGP (0, CM, CN)
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Z CM, CNCM, CN

xm,n σ2σ2

I

(a) Plate model

Input CM, CN, J, σ2.
Draw the function Z ∼MGP (0, CN, CM).
for all (m,n) ∈ J do

Set zm,n = Z(m,n)
Draw xm,n∼ N

(
zm,n, σ

2
)

end for
Return Z, {xm,n}(m,n)∈J.

(b) Generative steps

Figure 6.2: Hierarchical matrix-variate Gaussian process model with i.i.d Gaussian
“observations” and the associate generative steps. CM, CN represent the row and
column covariance functions respectively, J is the index set of observed entries, and
σ2 represents a noise variance. Z(m,n) is a hidden (noise-free) matrix entry.

with row covariance function CM and column covariance function CN. A plate model

of the combined prior distribution is shown in Fig. 6.2. We collect the ranking vari-

ables of each list into a vector xm ∈ RJm , and represent the entire “training” set of

ranking variables by x ∈ RJ . Thus, the complete set of random variables is given

by w = {x, Z}.

With the prior distribution fixed, we now turn our attention to the second

level of constrained inference. The ranking variable constraint: Recall that the

observed labels for each list ym are binary with dimensions ordered by the global

item index n. We are interested in defining constraints that capture the compatibility

structure induced by ym (see Definition 5). Recall that RJm↓ denotes the set of real

valued Jm dimensional vectors with ordered components. Let Γm 3 γ denote the set

of permutation operators that sort ym given by Γm = {γ | γ(ym) = ~ym}. Suppose

a fixed initial permutation γ ∈ Γm is specified, then the set of vectors that that are

sorted by the permutation γ are given by1 Rγ-m
↓ = {v |γ(v) ∈ RJm↓ }. Each vector

γ(v) ∈ Rγ-m
↓ satisfies compatibility γ(v) ~ym, and Rγ-m

↓ remains a convex set. In

1To control the proliferation of notation, we reuse the term R(·)
↓ to describe different sets when

there is unlikely to be confusion.
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practice, the ordering is not fixed, so the ranking constraint set is specified as the

union Rym
↓ = {∪γ∈ΓmR

γ
↓}. It follows that Rym

↓ fully represents the set of vectors

v that satisfy v ~ym for each ym. We specify the ranking variable constraints as

E [ xm ] ∈ Rym
↓ . The set Rym

↓ captures the assumption of an unobserved total order

underlying the partial order of ym. Further, the real valued ranking variables allow

for a more flexible representation than the given binary data.

The regression variable constraint: We also enforce nuclear norm con-

straints on the expectation of the regression variables, which, as we show will be

given by a matrix-variate Gaussian process. The nuclear norm constraints are im-

posed to regularize the rank of the mean function. In turn, constraints on the rank

are informed by the observed correlation between the lists in the target application,

which suggest latent low dimensional structure. The rank constraints are also in-

spired by the experimental success of low rank models, and the parsimony recovered

by a low rank representation. Direct regularization of the rank is computationally

intractable. Instead, we will apply the nuclear norm constraint as a tractable surro-

gate. The nuclear norm constraints are given by |||Eq [Z ]|||1-HC ≤ ε where ε > 0 is a

regularization parameter, and HC = HCM ×HCN . The nuclear norm constraints are

represented by the set Tε = {Φ | |||Φ|||1-HC ≤ ε}. The separation of the ranking vari-

ables from regression variables allows for a finer control of the penalty for violations

of order via the variance parameter σ2.

With the prior distribution and the constraint sets defined, the MBR model

is given by the solution of:

q(x, Z) = arg min
q∈P

KL(q(x, Z)‖p(x, Z)) s.t.
Eq [ xm ] ∈ Rym

↓ ∀m ∈ M

Eq [Z ] ∈ Tε

 , (6.1)

where p(x, Z) = p(Z)
∏

m,n∈J
p(xm,n|zm,n). Although this formulation satisfies all the

properties we have expressed, we find that the imposed constraints are insufficient
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to obtain a useful model. In particular, note that since the marginal distribu-

tions p(x) and p(Z) are zero mean, all the constraints are satisfied by the prior

distribution p(x, Z). Thus, the global minimum obtained of (6.1) is attained when

KL(q(x, Z)‖p(x, Z)) = 0 ⇐⇒ q(x, Z) = p(x, Z). It is clear that further restrictions

are required to ensure a non-degenerate solution2.

To fix this degeneracy, it is sufficient to bound the expected value of the

ranking variables away from the origin, so we can remove the degenerate solution

via the additional constraint Eq [ x ] ∈ Rd↓ ∩ H where H is any set that does not

include the origin. As in Acharyya et al. (2012), we select the simplex H = ∆d. For

a fixed ordering γ, the intersection Rd↓ ∩ ∆d retains the useful convexity property

of the constraint set, and we have found experimentally that by fixing the overall

scale, the simplex imposes useful regularity conditions on the results. The revised

constraint set is given by ∆ym
↓ = Rym

↓ ∩∆Jm . To simplify the notation, we introduce

the set Ry = ∆y1

↓ ×∆y2

↓ × . . .×∆yM
↓ . The optimization problem is now given by:

q(x, Z) = arg min
q∈P

KL(q(x, Z)‖p(x, Z)) s.t.
Eq [ x ] ∈ Ry

Eq [Z ] ∈ Tε

 . (6.2)

6.2 Inference

Inference involves solving (6.2) to specify the joint distribution of the ranking vari-

ables and the matrix-variate regression variables after the application of constraints.

This involves minimizing the relative entropy between non-parametric processes. We

will show that the problem forms a conjugate system, thus the solution can be rep-

resented as a Gaussian process. Following the results of Section 5.2.1, we then show

that the problem can be reduced to a finite dimensional subspace corresponding to

2A similar issue was described in Acharyya et al. (2012) based on the homogeneity of the squared
loss, and can be fixed by enforcing strict isotonicity of the mean of the ranking variables. This turns
out to be computationally challenging to accomplish. Instead, we employ the same fix suggested
by Acharyya et al. (2012).
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the observations. In Section 6.2.1, we show that the finite dimensional solution sat-

isfies the consistency rules of Kolmogorov’s extension theorem (Kolmogorov, 1933;

Seeger, 2004), thus the finite dimensional solution is consistent with a Gaussian

process solution. Some of the arguments in this section are similar to arguments

made in Section 5.2 for nonparametric constrained Bayesian inference, and relevant

results are repeated here for clarity.

Recall that J 3 (m,n) is the set of observed indexes and the set of ranking

variables is given by x ∈ RJ , with M 3 m denoting the finite set of sampled rows

and N 3 n denoting the finite set of sampled columns. Let Z ∈ RM×N be the finite

matrix corresponding to the observed indexes with entries zm,n = Z(m,n) for every

(m,n) ∈ M × N collected into the vector z = vec(Z) ∈ RM×N . As an analogy

to Gaussian process regression, the matrix Z may be considered the “noise free”

matrix. Let P ∈ BJ×MN be the binary permutation matrix defining the selection

map P : M × N 7→ J with elements given by pj,(m,n) = 1[j=(m,n)]. Conditioned on

the observed set, the prior distribution takes the convenient form:

x ∼ N
(
Pz, σ2I

)
, z ∼ N (0,CN ⊗CM) ,

where the row covariance is given by CM ∈ RM×M and the column covariance by

CM ∈ RN×N as described in Section 2.2. The variables x and z are jointly Gaussian

(Bishop, 2006) with joint distribution given by:

w =

x

z

 ∼ N (0,K) , K =

σ2I + PCP> PC

CP> C

 , (6.3)

where C = CN ⊗CM.

From the joint Gaussianity, it is clear that w is consistent with the Gaussian

process w ∼ GP (0,K) defined on the augmented index set I = J
⋃

(M × N). Let

I = J
⋃

(M× N) ⊂ I be the finite index set corresponding to the sampled data. The
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joint covariance matrix is defined as:

K(i, i′) =


ki,i′ if (i ∈ I and i′ ∈ I),

0 if (i ∈ J and i′ /∈ I), or if (i /∈ I and i′ ∈ J),

CM(m,m′)CN(n, n′) otherwise,

where ki,i′ correspond to entries of the matrix K as defined in (6.3), and J corre-

sponds to the index set of the ranking variables alone. The constraints are given

by linear functions β(w) = w, corresponding to expectation constraints E [w ] ∈

Ry × Tε, so as was shown in Section 3.6.1, the distribution q(w) corresponds to a

Gaussian distribution for any finite index set. As in Section 5.2.1, we will show that

the resulting marginals are consistent with a Gaussian process.

Consider the relative entropy of cost function (6.2), rewritten using the rel-

ative entropy identity (3.8) as:

KL(q(x, Z)‖p(x, Z)) = KL(q(Z)‖p(Z)) + Eq(Z) [ KL(q(x|z)‖p(x|z)) ] .

For any finite index set, the second term will depend only on a finite index set cor-

responding to J, and the first term will be reduced to a Hilbert norm of the mean

in the RKHS defined by the prior process (see discussion in Section 5.2.1). Further,

its is clear that the constraint set depends only on the mean of the underlying pro-

cess. Thus, applying the representer theorem for spectral regularization (Abernethy

et al., 2009), it follows that the marginal solution q(Z) will only depend on the basis

defined by the indexes M×N. Thus, the joint distribution only depends on the finite
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index set I = J
⋃

(M× N). For any finite index set I′ ⊂ I, we have that:

q(w(I′)) ∝ e〈λ,w〉p(w(I′)) = e〈λ,w〉
p(w)

p(w)
p(w(I′))

∝ q(w)

p(w)
p(w(I′)) = q(w(I′))

where w(I′) represents the set of variables {w(i)∀ i ∈ I′}. Thus, the solution cor-

responds to a shift of the prior process by the factor q(w)
p(w) . Let I′ ⊃ I, the relative

entropy may be computed as:

KL
(
q(w(I′))‖p(w(I′))

)
=

∫
log

(
q(w(I′))

p(w(I′))

)
q(w(I′)) d(w(I′))

=

∫
log

(
q(w)

p(w)

)
q(w)

p(w)
p(w(I′)) d(w(I′))

=

∫
log

(
q(w)

p(w)

)
q(w)

(∫
p(w(I′)|w) d(w(I′)\w)

)
d(w)

= KL(q(w)‖p(w)).

As the size of I′ is extended, the combined relative entropy is given by the

product of the relative entropy with respect to the finite set I and the integral of the

conditional distribution of the prior process on I′\I, which integrates to 1. Thus, the

relative entropy depends on the solution only through the term KL(q(w)‖p(w)),

and it will be sufficient to minimize this term. In Section 6.2.1, we show that

the recovered finite dimensional solution is consistent with the finite dimensional

marginals of a Gaussian process, and extend the result by applying Kolmogorov’s

extension theorem. Let the finite dimensional solution be given by:

q(w) = q(x, z) = N (µ,Σ) , µ =

 r

ψ

 , Σ =

 Σx Σx,z

Σ>x,z Σz

,
where we have partitioned the covariance matrices between the variables. The
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marginal distributions are given by q(x) ∼ N (r,Σx) and q(z) ∼ N (ψ,Σz). The

vector ψ = vec(Ψ) ∈ RMN , where Ψ ∈ RM×N corresponds to evaluations of the

mean function Eq [Z ] = Ψ with entries given by Ψ(m,n) = ψm,n. In the following,

we use ψ ∈ Tε to simplify the notation, but we emphasize that the nuclear norm

constraint is computed respect to the matrix-variate mean function Ψ, and not with

respect to the finite matrix Ψ.

The finite dimensional optimization problem is now given by the relative

entropy between Gaussian distributions:

µ∗,Σ∗ = arg min
µ∈Ry×Tε, Σ

KL(N (µ,Σ)‖N (0,K))

= arg min
µ∈Ry×Tε, Σ

[
µ>K−1µ+ tr

(
K−1Σ

)
− log

∣∣K−1Σ
∣∣] ,

where, in the second step we have omitted constant terms quantifying the dimension

|I| and the scaling factor of 1
2 . The mean and covariance optimization problems are

decoupled, and the is minimized in terms of the covariance term when Σ∗ = K (see

Section 3.6.1).

The optimization for the mean is given by:

r∗,ψ∗ = arg min
r∈Ry, ψ∈Tε

 r

ψ

>σ2I + PCP> PC

CP> C

−1  r

ψ

 . (6.4)

which can be expanded further as:

r∗,ψ∗ = arg min
r∈Ry, ψ∈Tε

 r

ψ

>  I/σ2 −P/σ2

−P>/σ2 C−1 + (P>P)/σ2

 r

ψ


= arg min

r∈Ry, ψ∈Tε

[
1

σ2

(
r>r− 2r>Pψ +ψ>P>Pψ

)
+ψ>C−1ψ

]
.
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Collecting the terms, the cost is given by:

r∗,ψ∗ = arg min
r∈Ry, ψ∈Tε

[
1

σ2
‖r−Pψ‖22 +ψ>C−1ψ

]

It is clear that the optimization takes the form of a constrained least squares re-

gression between the expected values of the ranking variables and the projected

expected values of the regression variables. The resulting cost is quadratic. Hence

assuming C is full rank, the loss function for the mean is strongly convex jointly in

the ranking variables and the regression variables. We propose an alternating opti-

mization scheme with respect to each set of mean parameters Ψ and r, and we will

prove that the alternating approach finds the global optimum of the loss function.

First, we optimize the matrix-variate regression. We will show that the

marginal distribution q(Z) is a Gaussian process. With the regression matrix Ψ

fixed, it is clear that the optimization for the mean ranking parameters r is em-

barrassingly parallel, decoupling for each list Jm. This observation leads to a sub-

stantial practical speedup of the inference. We propose an algorithm adapted from

(Acharyya et al., 2012) for optimizing the ranking variables, and show that it finds

the global optimum subject to the ordering constraint set.

6.2.1 Optimization of the Matrix Regression

With the ranking variables fixed, the optimization of the matrix regression is given

by a constrained least squares problem:

Ψ∗ = arg min
Ψ

 1

2σ2

∑
m,n∈J

(rm,n − ψm,n)2 +
1

2
ψ>C−1ψ s.t. Ψ ∈ Tε

 . (6.5)

This is a convex regularized least squares problem with a convex constraint set.

Hence, (6.5) is convex, and Ψ∗ is unique. A detailed discussion of an equivalent

mean function optimization is given in Section 5.2, thus we will only state the main
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result.

Applying the representation theorem (2.11), we recover a parametric form of

the mean function Ψ ∈ HC as Ψ = CMACN whereA ∈ RM×N as given in (5.8). The

marginal distribution q(Z) is a Gaussian process. To show this, note that following

the representation theorem, the expected value Eq [Z ] for any entry m ∈ M and

n ∈ N takes the functional form (2.11):

Ψ(m,n) =
∑
m′∈M

∑
n′∈N

αm′,n′ CM(m,m′)CN(n, n′).

We have already shown that optimization for the variance of Z returns the covariance

matrix of prior. The arguments of Proposition 22 can then be applied to show

that the solution satisfies the consistency requirements of Kolmogorov’s extension

theorem (Kolmogorov, 1933), thus q(Z) =MGP (Ψ, CM, CM).

6.2.2 Optimization of the Ranking Variables

With the regression variables fixed, optimization for the ranking variables is given

by the constrained least squares problem:

r∗ = arg min
r∈Ry

1

2σ2
‖r−Pψ‖22.

The loss function decouples between each list, so each optimization problem can be

solved independently. To simplify notation, let ψm ∈ RJm be the subset of regression

variables corresponding to the mth list, given by ψm = [ψm,n1 |ψm,n2 | . . . |ψm,nJm ]>

for each nl ∈ Jm. The loss function is given by:

rm∗ = arg min
rm∈∆ym

↓

1

2σ2
‖rm −ψm‖

2
2 ∀ m ∈ M. (6.6)
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We will solve this problem by optimizing alternately over permutations, and over

the ordered ranking representatives.

Representation of ∆ym
↓ Recall that Γm 3 γ represents the set of permu-

tations that satisfy γ(ym) = ~ym. Let Πm denote a dual inverse set, containing the

reverse operations Πm = {π |π = γ−1 ∀ γ ∈ Γm}. Lemma 4 provides a convenient

representation for the set of ordered probability vectors ∆Jm
↓ as ~rm = Dc where

c ∈ ∆Jm . Thus, we can represent the elements of the set ∆ym
↓ using π(Dc). The

solution now requires the joint optimization of πm and cm.

Ignoring the scaling term (which does not affect the results), the optimization

problem is given by:

cm∗, πm∗ = arg min
c∈∆Jm , π∈Πm

1

2

∥∥π(Dc)−ψm
∥∥2

2
∀m ∈ M. (6.7)

Setting γ(·) = π−1(·), it is clear that this is equivalent to:

cm∗, γm∗ = arg min
c∈∆Jm , γ∈Γm

1

2

∥∥Dc− γ(ψm)
∥∥2

2
∀m ∈ M. (6.8)

We present the equivalent forms as it clarifies some of the flexibility available for

implementations. We optimize (6.8) by alternating optimization. We first optimize

the vector cm and then optimize the permutation order γm. The discrete proba-

bility vector cm can be optimized efficiently using the exponentiated gradient (EG)

algorithm (Kivinen and Warmuth, 1995) or other simplex-constrained least squares

solvers.

Optimization of γm requires optimizing over all permutations of the vector.

This is näıvely solved by computationally expensive enumeration or by solving the

combinatorial assignment problem. The following Lemma shows that the optimal

permutation can be found simply by sorting.
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Lemma 23 ( Acharyya et al. (2012)) If u1 ≥ u2 and v1 ≥ v2, then:

‖[u1u2]− [v1v2]‖22 ≤ ‖[u1u2]− [v2v1]‖22 and ‖[v1v2]− [u1u2]‖22 ≤ ‖[v2v1]− [u1u2]‖22.

Lemma 23 implies that selecting the pair-wise sorted order for equivalent items

minimizes the loss, and it can then be extended to r ∈ Rd by induction over d.

Hence, selecting γm as the sorted block ordering of each block of equivalent values

(i.e. we simply sort the values corresponding to +1, and the values corresponding

to −1 ) minimizes (6.8).

There is no apriori guarantee that coordinate wise optimization using the

nonconvex parametrization we have chosen for the set ∆ym
↓ , as a collection of per-

mutations and ordered vectors will globally optimize the ranking loss function (6.6).

The following Lemma addresses this issue, showing that the alternating optimization

finds the unique parameters that minimize the (6.6).

Lemma 24 (Acharyya et al. (2012)) Let u be partitioned into two sets such

that u1 corresponds to the “positive” entries of y and u2 correspond to the “nega-

tive” entries of h. Let Π(ui) denote the set of all permutations of the vector ui and

u1 ≥ u2 represents element wise inequality. In addition, let:

[u∗1u∗2] = arg min
vi∈Π(ui)
v1≥v2

∥∥[v1v2]−
[
h1
h2

]∥∥2

2
,

then u∗i is isotonic with hi ∀i = 1, 2.

6.2.3 Discussion

The proposed MBR model is trained to estimate the distribution that minimizes the

constrained relative entropy (6.2). The overall alternating optimization is presented

in Algorithm 2.
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Algorithm 2 Alternating optimization of the ranking variables and regression func-
tion.

1: initialize Ψ, r
2: repeat
3: Update Ψ∗|r by solving (6.5).
4: for all m ∈ M do
5: Update γm∗|ψm by block sorting (Lemma 23).
6: Update cm∗|γm,ψm by solving (6.8).
7: end for
8: until converged
9: return Ψ∗, {(cm∗, γm∗) ∀m ∈ M}

Consider the optimality of the solution found by the outlined optimization

procedure. The covariance function of the solution is uniquely defined, so all that

remains is to analyze the mean optimization. First, we note that the loss function

for the mean (6.4) is strongly convex, so any stationary point corresponds to the

global minima. We have also shown that the coordinate optimization procedures

for the ranking variables Section 6.2.2 and for the mean variables Section 6.2.1 each

achieve the global minimum conditioned on the other parameter fixed. Applying

Theorem 1, it follows that the global minimum of the mean parameters is obtained

by the alternating optimization procedure outlined in Algorithm 2.

Non-zero mean prior: To simplify the discussion, we have assumed that

the prior Gaussian process has a zero mean. The non-zero mean case is a straight-

forward extension. Let bm,n represent the mean function hyperparameter of the

Gaussian process prior, i.e., Z ∼MGP (b, CM, CN). With a non-zero mean Gaussian

process, the regression function computation follows the same optimization, but with

the ranking variables shifted by the mean i.e. rm,n replaced by r̃m,n = rm,n − bm,n.

The resulting mean regression function must then be shifted by the bias function,

i.e., Eq [Zm,n ] = ψm,n + bm,n. The mean can be estimated as part of the optimiza-

tion. Suppose we choose to model a listwise bias, then solving the straightforward
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optimization, we find that the the listwise bias estimate is given by:

bm =
1

Jm

∑
n∈Jm

(rm,n − ψm,n).

The item rankings are predicted by sorting the expected scores of the trained

model Eq [ zm,n ] = Ψ(m,n). As discussed in Section 3.6.1, relative entropy mini-

mization reduces to constrained moment matching for Gaussian distributions. Thus,

without quadratic (or higher moment) constraints, the optimization does not affect

the covariance. This will not be a significant issue for our application as we focus

on the mean predictions using the marginals. If an estimate of the predictive vari-

ance is desired, we suggest the conditional distribution with the ranking variables

fixed at their mean i.e. q(Z|x = r). The result of this conditioning is a predictive

distribution of the form of the Gaussian process regression posterior (2.7) with the

ranking variables fixed as “pseudo-observations”.

6.3 Disease Gene Prioritization

Genes are segments of DNA that determine specific characteristics; over 20,000

genes have been identified in humans, which interact to regulate various functions

in the body. Researchers have identified thousands of diseases, including various

cancers and respiratory diseases such as asthma (NCBI, 1998), caused by mutations

in these genes. Genetic association studies (McCarthy et al., 2008) are the standard

approach for discovering disease-causing genes. However, these studies are often

tedious and expensive to conduct. Hence, computational methods that can reduce

the search space by predicting a prioritized list of candidate genes for a given disease

are of significant scientific interest. The disease gene prioritization task has been

the subject of a significant amount of study in recent years (Vanunu et al., 2010;

Li and Toh, 2010; Mordelet and Vert, 2011; Natarajan et al., 2011). The problem
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is challenging because all the observed responses correspond to known associations

and the states of the unobserved associations are unknown, i.e., there are no reliable

negative examples. Such problems are also known single class or positive-unlabeled

(PU) learning tasks (Elkan and Noto, 2008). A common approach for such problems

is to learn a model that maximizes the classification accuracy between the positive

class and the unlabeled class (Rendle et al., 2009).

Recent work suggests that a model trained to rank the positive class ahead of

the unknowns can be effective for ranking known and unknown positive items ahead

of unknown negative items (Elkan and Noto, 2008). Beyond modeling concerns, the

scientific use case and the performance metrics for gene prioritization depend on

the accuracy of the ranked lists produced (Vanunu et al., 2010; Mordelet and Vert,

2011). Hence, gene prioritization for each disease is well posed as a bipartite rank-

ing task. Domain experts have observed that the gene ranking profiles of diseases

exhibit strong correlations (Sun et al., 2011; Natarajan et al., 2011; Mordelet and

Vert, 2011), and sharing this information can improve the prediction performance

compared to learning each disease independently. Multitask learning (MTL) offers

a framework for sharing statistical strength between the ranking models of the dif-

ferent diseases. Thus multitask bipartite ranking is well suited to the disease gene

prioritization problem.

6.3.1 Datasets

We train and evaluate our models using two sets of gene-disease association data

curated from the literature. The first, which we call the OMIM data set, is based

on the Online Mendelian Inheritance in Man (OMIM) database and is representative

of the candidate gene prediction task for monogenic or near monogenic diseases, i.e.,

diseases caused by only one or at most a few genes. The data matrix contains a

total of M = 3,210 diseases, N = 13,614 genes, and T = 3,636 known associations
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(data density of 0.0083%). We note that the extreme sparsity of this data set makes

the prediction problem extremely difficult.

The second dataset, which we call the Medline data set, is a much larger

data set and is representative of predicting candidate genes for both monogenic as

well as polygenic diseases, i.e., diseases caused by the interactions of tens or even

hundreds of genes. The set of genes in this data set is defined using the NCBI

ENTREZ Gene database (Maglott et al., 2011), and the set of diseases is defined

using the “Disease” branch of the NIH Medical Subject Headings (MeSH) ontology

(National Library of Medicine, 2012a). We extract co-citations of these genes and

diseases from the PubMed/Medline database (National Library of Medicine, 2012b)

to identify positive gene-disease associations. This resulting data set contains a total

of of M = 4,496 diseases, N = 21,243 genes, and T = 250,190 known associations

(data density of 0.36%).

We use information about biological interactions among genes and known

relationships among diseases to improve the accuracy of our model, since similar

diseases very often have similar genetic causes. We derive gene networks from the

HumanNet database (Lee et al., 2011), a genome-wide functional network of human

genes constructed using multiple lines of evidence, including gene co-expression,

protein-protein interaction data, and networks from other species. For both the

OMIM and Medline data sets, our gene-gene interaction network contains a total of

433,224 links. Our disease network is derived from the term hierarchy established

in the 2011 release of the MeSH ontology. The disease network for the Medline

data set contains a total of 13,922 links. However, because we do not have a direct

mapping of OMIM diseases to MeSH terms, we do not use a disease network for the

OMIM data set. As a result, we are unable to test our model’s ability to produce

predictions for “new” diseases, i.e., diseases with no known associated genes.
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6.3.2 Models

We compare the performance of the bipartite ranking model using ProDiGe as the

“gold standard” benchmark. ProDiGe ranks candidate disease genes using multi-

task support vector machines trained with kernels derived from the gene and disease

networks; parameters were selected using the methods suggested by the method’s

authors (Mordelet and Vert, 2011). ProDiGe is a start-of-the-art baseline that

has been shown to be superior to previous top-performing approaches, including

distance-based learning methods like Endeavour (Aerts et al., 2006) and label prop-

agation methods like PRINCE (Vanunu et al., 2010). We completed the experiments

using the implementation of ProDiGe provided by Mordelet and Vert (2011).

We evaluate two variants of the multitask bipartite ranking model:

• a full-rank MV-GP model (rMV-GP): This model is designed to evaluate

the effectiveness of the bipartite ranking model without the nuclear norm

constraint. This model can be obtained from our framework by setting the

nuclear norm penalty parameter to 0. This model differs from ProDiGe in the

use of the bipartite ranking approach instead of the hinge loss.

• the proposed multitask bipartite ranking model (Cons. rMV-GP): This model

evaluates the effectiveness of both constraints i.e. the bipartite ranking con-

straints and the nuclear norm constraint.

The bipartite ranking models were trained using the alternating optimiza-

tion approach outlined in Algorithm 2. The nuclear norm constrained mean function

inference was implemented using the cost function (5.12) and solved using our im-

plementation of the algorithm outlined in Laue (2012). Like other large scale trace

constrained matrix optimizers, Laue (2012) maintains a low rank representation.

The rank is estimated automatically by the optimizer. We found that employing a

listwise bias improved the model performance, so we learned listwise biases while
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training. Note that the listwise bias does not change the ranking and hence are not

required for testing.

We implemented the full rank Gaussian process bipartite ranking model by

keeping the separate disease and gene kernels. This allowed us to scale the model

to the larger datasets at the expense of more computations. We observed that the

full rank model required a significant amount of computation time. We were unable

to scale ProDiGe, which requires the full kernel matrix, to the larger datasets. This

observation provides further motivation for the low rank approach. The full rank

Gaussian process was trained using the Broyden-Fletcher-Goldfarb-Shanno (BFGS)

algorithm.

6.3.3 Experiments

Experimental validation of disease-gene associations in a laboratory can be time

consuming and costly, so only a small set of the top ranked predictions are of prac-

tical interest. Hence, we focus on metrics that capture the ranking behavior of the

model at the top of the ranked list. In addition, all metrics are computed on the

test set after removing all relevant genes that had been observed in the training set.

All metrics are computed per disease and then averaged over all the diseases in the

test set. The metrics computed are as follows:

1. Area under the ROC curve (AUC): The AUC measures the overall ranking

performance of the model. Given a negative set of items D− and a positive set

D+, and a score vector r ∈ R|D+|+|D−|, the area under the ROC curve (AUC)

is given by the fraction of correctly ordered pairs:

1

|D+||D−|
∑
l∈D+

∑
l′∈D−

(
1[rl>rl′ ]

+
1

2
1[rl=rl′ ]

)
. (6.9)

2. The precision at k ∈ {1, 2, . . . , 100} computes the fraction of relevant genes
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retrieved out off all retrieved genes at position k.

P@k =

∑k
l=1 1[~gl=1]

k
.

3. The recall at k ∈ {1, 2, . . . , 100} computes the fraction of relevant genes re-

trieved out of all relevant genes that can be retrieved with a list of length

k

R@k =

∑k
l=1 1[~gl=1]

min(Gm, k)
.

4. Mean average precision at k = 100 (MAP@100) computed as the mean of the

average precision at k = 100. The average precision is given as:

AP@k =

∑k
l=1 1[~gl=1]P@l

min(Gm, k)

The MAP@100 metric was used for model selection over the cross validation runs.

Higher values reflect better performance for the AUC , P@k, R@k and MAP@100

metrics, and their maximum value is 1.0.

We partitioned each dataset into five-fold cross validation sets. The model

was trained on 4 of the 5 sets and tested on the held out set. The results presented are

the averaged 5-fold cross validation performance. All the models were trained on the

same data partitions. We selected the nuclear norm regularization hyperparameter

given by η using 5 values logarithmically spaced between 10−3 and 103 and selected

σ2 using 20 values logarithmically spaced between 10−3 and 103. For ProDiGe, the

SVM regularization parameter C was selected from {10−3, 10−2, . . . , 103}. We found

that the results quantitatively similar for different parameter settings.

Sampling unknown negative items: Recall that the observed data only

consists of known associations. Following ProDiGe (Mordelet and Vert, 2011) we

sampled “negative” observations randomly over the disease-gene association matrix.
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We sampled 10 different negatively labeled item sets. All models are trained with

the positive set combined with one of the negative labeled sets. The model scores

are computed by averaging the scores over the 10 trained models. All algorithms

were trained using the same samples.

Covariance/Kernels: The covariances for the MV-GP prior and the ker-

nels for ProDiGe were computed from gene graphs and the disease graphs. We

performed preliminary experiments with a large class of graph kernels (Smola and

Kondor, 2003) and selected the exponential kernel. We briefly outline covariance

computation for the genes. Let AM be the adjacency matrix for the gene-gene graph.

We computed the normalized Laplacian matrix as LM = I−D−
1
2 AMD−

1
2 , where I

is the identity matrix and D is a diagonal matrix with entries Di,i = (AM1)i. The

exponential kernel is given by exp (−LM). Following the suggestion in (Mordelet

and Vert, 2011) and preliminary experiments, we observed an improvement in per-

formance with the identity matrix added to the exponential kernel. Hence the final

covariance is given by CM = exp (−LM) + I. The disease covariance was obtained

using the same approach when a disease-disease graph was available. All algorithms

were trained using the same covariance matrices.

We were unable to run ProDiGe on the full dataset due to insufficient mem-

ory for storing the kernel matrix. Instead, we trained ProDiGe and the multitask

bipartite ranking models on a randomly selected 5% subsample of the associations.

We also provide results for the multitask bipartite ranking models trained on the

full dataset. We performed two kinds of experiments for the Medline dataset. The

first experiment (known diseases) tests the ranking ability of the model for associ-

ations selected randomly over the matrix. The second experiment (new diseases)

tests the generalization ability of the model for new diseases not observed in the

training set. For the known disease experiments, the cross validation associations

were randomly selected over the matrix. For the new disease experiments, the cross
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Cons. rMV-GP rMV-GP ProDiGe

AUC 0.793 (0.002) 0.687 (0.002) 0.716 (0.001)
MAP@100 0.042 (0.003) 0.009 (0.001) 0.003 (0.000)
P@100 0.065 (0.001) 0.028 (0.001) 0.014 (0.000)
R@100 0.194 (0.001) 0.083 (0.003) 0.039 (0.002)

Table 6.1: Medline data experiment (known diseases, 5% subsample) avg. (std.)
performance comparison. ProDiGe is a start of the art approach that has been
shown to outperform other methods including Endeavour and PRINCE.

validation was performed disease-wise, i.e., we partitioned the set of diseases into

training set diseases and test set diseases.

6.3.4 Results and Discussion

We present performance results for ProDiGe, the full rank multitask bipartite rank-

ing model (rMV-GP) and the proposed nuclear norm constrained multitask bipartite

ranking model (Cons. rMV-GP). Our first experiment was on the known disease

prediction with the 5% subset of the Medline data. This task is very challenging as

the training data consisted of an average of less than 3 known associations out the

possible 13, 614 per disease. The difficulty of this task is reflected in the performance

results shown in Table 6.1 and Fig. 6.3. We found that Cons. rMV-GP showed a

significant improvement in performance across metrics compared to ProDiGe and

rMV-GP. We also experimented with predicting the gene ranking of new diseases

not seen during training and found similar performance as shown in Table 6.2 and

Fig. 6.4. As this is new disease prediction, none of the known genes are removed

from the test diseases. Interestingly, we found that this seems to improve the model

performance as compared to the in-matrix prediction.

Next, we experimented with prediction on the full Medline dataset predicting

known diseases. We were unable run this experiment with ProDiGe due to memory

limitations. Hence, only results from the bipartite ranking models are shown. The
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Cons. rMV-GP rMV-GP ProDiGe

AUC 0.822 (0.014) 0.661 (0.018) 0.716 (0.001)
MAP@100 0.047 (0.009) 0.013 (0.004) 0.003 (0.000)
P@100 0.067 (0.014) 0.029 (0.009) 0.014 (0.000)
R@100 0.200 (0.019) 0.078 (0.011) 0.039 (0.002)

Table 6.2: Medline data experiment (new diseases, 5% subsample) avg. (std.) per-
formance comparison. ProDiGe is a start of the art approach that has been shown
to outperform other methods including Endeavour and PRINCE.
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Figure 6.3: Medline data (known diseases, 5% subsample) experiment results: pre-
cision (top) and recall (bottom) curves @k = 1, 2, . . . , 100. ProDiGe is a start of the
art approach that has been shown to outperform other methods including Endeavour
and PRINCE.

results are as shown in Table 6.3 and Fig. 6.5. As expected, we observed a significant

improvement in overall performance by using the entire dataset. Similar results were

observed for the new disease prediction as shown in Table 6.3 and Fig. 6.6. In all

models, we observed that Cons. rMV-GP out-performed rMV-GP. We especially

note the performance improvement at the top of the list, as these are the most

important to the domain.

Our final experiment was on the OMIM dataset. The results are as shown in

Table 6.4 and Fig. 6.7. We found that Cons. rMV-GP significantly outperformed

all other models in terms of ranking at the top of the list. ProDiGe out-performed
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Figure 6.4: Medline data (new diseases, 5% subsample) experiment results: precision
(top) and recall (bottom) curves @k = 1, 2, . . . , 100. ProDiGe is a start of the art
approach that has been shown to outperform other methods including Endeavour
and PRINCE.

Known diseases New diseases

Cons. rMV-GP rMV-GP Cons. rMV-GP rMV-GP

AUC 0.869 (0.001) 0.782 (0.001) 0.871 (0.009) 0.787 (0.015)
MAP@100 0.054 (0.001) 0.006 (0.000) 0.080 (0.018) 0.013 (0.003)
P@100 0.043 (0.000) 0.012 (0.000) 0.086 (0.021) 0.040 (0.010)
R@100 0.241 (0.001) 0.100 (0.001) 0.255 (0.021) 0.125 (0.013)

Table 6.3: Medline data experiment on full dataset avg. (std.) performance com-
parison. ProDiGe was unable to scale to the full dataset.

the rMV-GP in terms of recall, and the rMV-GP had the best overall ranking

performance as measured by AUC. We are investigating this observation further,

but preliminary investigation suggests that the metrics are more sensitive to small

changes in order when the data is very sparse. The sparsity also explains the signif-

icant drop in P@k as k grows.

We also evaluated the qualitative performance of the proposed constrained

multitask bipartite ranking model (Cons. rMV-GP). As Table 6.5 shows, the pro-

posed model is able to correctly identify several extensively studied and experimen-

tally validated gene-disease associations that were missing in various training sets
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Figure 6.5: Medline data (known diseases, full dataset) experiment results: precision
(top) and recall (bottom) curves @k = 1, 2, . . . , 100.

Cons. rMV-GP rMV-GP ProDiGe

AUC 0.654 (0.028) 0.686 (0.016) 0.524 (0.018)

MAP@100 0.041 (0.008) 0.001 (0.001) 0.001 (0.000)

P@100 0.001 (0.000) 0.000 (0.000) 0.000 (0.000)

R@100 0.097 (0.014) 0.009 (0.003) 0.021 (0.005)

Table 6.4: OMIM data experiment. avg. (std.) performance comparison. ProDiGe
is a start of the art approach that has been shown to outperform other methods
including Endeavour and PRINCE.

but present in the corresponding testing sets. Moreover, our method consistently

ranks these associations highly, which is significant and of practical importance as

researchers pursing candidate disease genes for experimental validation are unlikely

to look beyond the top several predictions.
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Figure 6.6: Medline data (new diseases, full dataset) experiment results: precision
(top) and recall (bottom) curves @k = 1, 2, . . . , 100.

Disease Gene Rank Description

Alzheimer’s APOE 16 Lipoprotein component (Bertram and Tanzi, 2012)
Asthma CD14 10 Immune receptor (Tesse et al., 2011)
High cholesterol APOE 3 Lipoprotein component (Greenow et al., 2005)
High cholesterol APOB 14 Lipoprotein component (Austin et al., 2004)
Prostate cancer CRP 2 Inflammation marker (Saito and Kihara, 2011)
Prostate cancer VEGFA 9 Vascular growth factor (Schweizer and Carducci, 2013)

Table 6.5: Examples of known disease genes in the Medline data set correctly iden-
tified in testing by the proposed multitask bipartite ranking model.

0 20 40 60 80 100

k

0.000

0.005

0.010

0.015

0.020

0.025

0.030

0.035

P
@
k

Cons. rMV-GP
rMV-GP
ProDiGe

(a) Precision @k = 1, 2, . . . , 100

0 20 40 60 80 100

k

0.00

0.02

0.04

0.06

0.08

0.10

R
@
k

Cons. rMV-GP
rMV-GP
ProDiGe

(b) Recall @k = 1, 2, . . . , 100

Figure 6.7: OMIM data experiment results: precision (top) and recall (bottom)
curves @k = 1, 2, . . . , 100. ProDiGe is a start of the art approach that has been
shown to outperform other methods including Endeavour and PRINCE.
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Chapter 7

Conclusion and Future Work

This dissertation considered the problem of estimating of the distribution that min-

imizes the relative entropy to a given prior distribution subject to expectation con-

straints. Constrained entropy maximization and constrained Bayesian inference

were considered as a special cases. It was shown that under mild conditions, the

solutions of these problems can be represented as members of the exponential family.

The use of conjugate prior distributions was proposed, and it was shown that the

distribution that minimizes the constrained relative entropy relative to a conjugate

prior distribution can be represented as a member of the conjugate distribution fam-

ily. These observations motivated a novel optimization approach over the members

of the respective parametric families. It was shown that a parametric optimization

approach recovers the solution, and may significantly reduce the complexity of the

optimization.

A novel nonparametric model for transposable data was proposed in Chap-

ter 5 as an application of constrained Bayesian inference. The proposed model

combined a matrix-variate Gaussian process prior and relative entropy minimiza-

tion subject to nuclear norm constraints, selected to encourage a matrix-variate

mean function of low rank. The solution was found to be unique, and given by a
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Gaussian process with a closed form covariance function, and a mean function as

the solution of a strongly convex optimization problem.To the best of our knowl-

edge, this work appears to be the first that uses nonparametric prior distributions

without a-priori assumptions of the parametric family of the solution. The proposed

approach was applied to ratings predictions and ranking for recommender systems

data. The experimental results showed that the proposed model was effective for

regression and for ranking with highly imbalanced data, and resulted in improved

performance compared to state of the art domain specific baseline models.

The multitask bipartite ranking problem was proposed in Chapter 6 as exten-

sion of bipartite ranking to the multitask domain by combining multitask regression

with task-wise bipartite ranking. The proposed model was implemented as an ap-

plication of the relative entropy minimization framework. Using a nonparametric

Gaussian process prior, the minimizer of the relative entropy subject was estimated

subject to ordering constraints on the expectation of ranking variables, and nu-

clear norm constraints on the expectation of the matrix-variate Gaussian process.

It was shown that the solution is unique. The multitask bipartite ranking model

was applied to disease-gene prioritization. The experimental results showed that

the proposed model significantly improved performance in terms of ranking metrics

as compared to the state of the art models in the domain. The qualitative results

of the proposed approach were also evaluated to show that the the model recovered

several known associations hidden during training.

7.1 Future Work

There are several available avenues for improvements and extensions that may be

fruitful to explore further. Relative entropy minimization is a powerful framework

for statistical inference as it can potentially employ some of the best techniques

from probabilistic inference and constrained optimization. This dissertation has
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only begun to consider the myriad applications of such a framework. Of particu-

lar interest are nonconvex constraint sets where the direct dual approach is longer

applicable, and complicated constraint sets where the Bayesian approach may not

be straightforward to apply. Compared to the Bayesian approach, a drawback of

relative entropy minimization for probabilistic inference is that the generative model

no longer fully specifies the modeling assumptions. A practical consequence of this

is that many sampling algorithms used for Bayesian inference such as Markov chain

Monte Carlo and Gibbs sampling are no longer straightforward to apply. These

sampling approaches are useful for problems are too complicated to be solved an-

alytically. Some progress has been made on using sampling methods for relative

entropy minimization with equality constraints (Schofield, 2006), but more research

is required to fully exploit sampling methods when the constraint sets are more

complicated.

Although the work in this dissertation has focused on relative entropy, the

approach outlined in this dissertation can be extended to other divergence metrics

such as Csiszár (Csiszar, 1975) and Bregman divergences (Bregman, 1967). The

presented results can also be extended to more general compact linear operators

other than expectations (such as marginal distribution constraints). It turns out

that the entire family of Csiszár divergences satisfy many of the conditions that

are typically cited as requirements of measures of entropy, leading to a debate on

which entropy is the correct choice (Uffink, 1995). In terms of optimization, the

exponential family is intrinsically tied to the relative entropy because the log term.

This is a consequence of the Fenchel duality between the logarithm and exponential

(Borwein and Zhu, 2005; Altun and Smola, 2006). Thus, the use of other divergences

will change the canonical representation of the solution from the exponential family

representation presented in this dissertation.

The relative entropy minimization results were applied to multitask learning,
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particularly with the use of Gaussian process prior distributions. Unfortunately, hy-

perparameter selection quickly becomes in intractable when using Gaussian process

models with large datasets. Further research is required into possible alternative

approaches for hyperparameter selection in Gaussian process models. In terms of

empirical observations, the results of the disease gene prioritization suggest further

investigation to fully understand the biological implications of the proposed ap-

proach. For future work, it may be useful to investigate the application of higher

order moment constraints. The proposed MBR model can also be extended to more

general ranking tasks, and further investigation of alternative prior distributions

may prove useful.
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Large-scale image classification with trace-norm regularization. In CVPR, pages

3386–3393. IEEE, 2012.

Tommi Jaakkola, Marina Meila, and Tony Jebara. Maximum entropy discrimina-

tion. In NIPS. MIT Press, 1999.

Mohsen Jamali and Martin Ester. A matrix factorization technique with trust

propagation for recommendation in social networks. In RecSys, pages 135–142,

2010.

E. T. Jaynes. Information Theory and Statistical Mechanics. Physical Review Online

Archive (Prola), 106(4):620–630, 1957.

Jyrki Kivinen and Manfred K. Warmuth. Exponentiated gradient versus gradient

descent for linear predictors. Information and Computation, 132, 1995.

A. N. Kolmogorov. Foundations of the theory of probability. Chelsea, New York,

1933. Trans. N. Morrison (1956).

139



Yehuda Koren, Robert Bell, and Chris Volinsky. Matrix factorization techniques for

recommender systems. Computer, 42:30–37, 2009. ISSN 0018-9162.

Wojciech Kotlowski, Krzysztof Dembczynski, and Eyke Huellermeier. Bipartite

ranking through minimization of univariate loss. ICML ’11, pages 1113–1120.

ACM.

Oluwasanmi Koyejo and Joydeep Ghosh. A kernel-based approach to exploiting

interaction-networks in heterogeneous information sources for improved recom-

mender systems. In HetRec ’11, pages 9–16, 2011.

Solomon Kullback. Information Theory and Statistics. Dover, 1959.
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