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Bottom-up protein tandem mass spectrometry is one of the most widely used 

high-throughput methods in proteomics and generally relies on the identification of 

proteins from the masses and fragmentation patterns of their proteolytic peptides.  Using 

this approach, peptides are identified through spectral alignment of the experimental 

peptide fragmentation spectra to in silico-generated peptide fragmentation spectra.  We 

introduce a probabilistic framework where each protein’s identification is dependent on 

several independent types of data such as precursor ion charge, precursor ion mass, MS2 

alignment, and chromatographic alignment.  We construct a parallel architecture platform 

ProteinFinder where we investigate various scoring schemes for these types of data and 

establish their relative contributions towards the overall protein identification.  In 

addition, we propose an approach that allows for protein identification from highly 

complex biological samples from the full scan data alone, or that may be used in 

conjunction with MS2 data to provide additional interpretative power.  The Peptide 
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Signature Method (PMS) analyzes correlations of peptide abundances across multiple 

experiments, exploiting the fact that peptides derived from the same protein should be 

present stoichiometrically, and therefore their concentrations will correlate as the 

protein’s concentration changes.  By comparing mass spectral peaks from several 

independent mass spectrometry experiments, peptides are clustered by the pattern of their 

abundances (“peptide signatures”) throughout the experiments.  Proteins are then 

identified via peptide mass fingerprinting of the peptide co-expression clusters.  We also 

apply a method called Expression Deconvolution to deconvolute the DNA microarray 

expression data and study relative contributions of different multiple myeloma pure 

expression programs towards the samples from mixed population of newly diagnosed 

multiple myeloma patients and multiple gammopathy of undetermined significance.  

Finally, to gain a better understanding of the determinants of protein folding rates, we 

apply the method of relative contact order to predict folding rates of proteins with known 

tertiary structure that are classified according to CATH hierarchy.  We survey the PDB 

database and establish the hierarchy levels that determine the protein folding properties.  

We also estimate the theoretical range of the folding rates for the single domain proteins 

and probe individual protein structures for fast and slow folding regions. 

 

 



 viii

Table of Contents 

List of Tables ......................................................................................................... xi 

List of Figures ....................................................................................................... xii 

List of Figures ....................................................................................................... xii 

Chapter 1:  Introduction ...........................................................................................1 
References.......................................................................................................4 

Chapter 2:  Protein Identification from Tandem Mass Spectrometry......................5 
Methods.........................................................................................................10 

MassSpec Database..............................................................................10 
In silico peptide fragmentation ............................................................12 
ProteinFinder: overall design...............................................................14 
ProteinFinder:  data structures .............................................................16 
ProteinFinder:  peptide mass score ......................................................18 
ProteinFinder:  spectral alignment score..............................................20 
ProteinFinder:  chromatographic alignment score...............................23 
ProteinFinder:  overall peptide and protein scores ..............................26 
Experimental data collection and analysis...........................................28 
Experimental datasets ..........................................................................29 

Catalase .......................................................................................29 
Lactoperoxidase ..........................................................................29 
6-protein mix...............................................................................30 
6-protein concentration gradient mix..........................................30 
9-protein mix 1, 10pmol .............................................................30 
9-protein mix 2, 20pmol .............................................................31 
E.coli K12 heat shock whole cell digest .....................................31 

Results and Discussion .................................................................................32 
Peptide mass score optimization..........................................................33 
Chromatographic alignment score optimization..................................36 



 ix

Optimizing for the experimental MS2 peak intensity threshold...........38 
ProteinFinder performance for databases of different sizes ................41 
ProteinFinder performance comparisons .............................................43 
Single protein data set benchmarking ..................................................44 
Protein mix benchmarking...................................................................46 

Conclusion ....................................................................................................60 
References.....................................................................................................63 

Chapter 3:  Peptide Signature Method...................................................................69 
Methods.........................................................................................................72 

Peptide signature method.....................................................................72 
Mass spectrometry simulation .............................................................75 
Experimental data collection................................................................77 
Alignment of the experimental LC/MS data........................................79 
Peptide mass fingerprint ......................................................................79 

Results...........................................................................................................81 
Discussion and conclusion............................................................................92 
References.....................................................................................................98 

Chapter 4:  Expression Deconvolution ................................................................101 
Methods.......................................................................................................104 

DNA microarray data.........................................................................104 
Expression Deconvolution .................................................................104 

Results.........................................................................................................107 
Discussion...................................................................................................113 
Conclusion ..................................................................................................117 
References...................................................................................................118 

Chapter 5:  Prediction of Protein Folding Rates ..................................................120 
Methods.......................................................................................................123 

Contact order......................................................................................123 
Hierarchical classification of proteins ...............................................126 

Results.........................................................................................................127 



 x

Protein folding rates among different classes of proteins..................127 
Protein folding rates among different architectures of proteins.........129 
Protein folding rates among different topologies of proteins ............131 
Protein folding rates at the level of homologous superfamily ...........135 

Discussion...................................................................................................140 
Conclusion ..................................................................................................145 
References...................................................................................................146 

Chapter 6:  Conclusion.........................................................................................148 

Bibliography ........................................................................................................150 

Vita 162 



 xi

List of Tables 

Table 2.1:  Proteins used for the experimental datasets.........................................29 

Table 2.2:  Execution time comparisons between Bioworks and the ProteinFinder.59 

Table 4.1:  Composition of basis vectors for expression deconvolution. ............105 

Table 5.1:  Summary of the predicted folding rates at various levels of CATH 

hierarchy. ........................................................................................140 



 xii

List of Figures 

Figure 2.1:  MassSpec V7 database schema. .........................................................11 

Figure 2.2:  Outline of the peptide fragmentation..................................................13 

Figure 2.3:  Overall design of the ProteinFinder. ..................................................15 

Figure 2.4:  Comparison between the linear array and the doubly linked circular list 

data structures. ..................................................................................17 

Figure 2.5:  ProteinFinder peptide mass score.......................................................19 

Figure 2.6:  The ProteinFinder spectral alignment method. ..................................22 

Figure 2.7:  Prediction of the peptide retention time (acetonitrile concentration).25 

Figure 2.8:  The overall peptide and protein scores...............................................27 

Figure 2.9:  Peptide level RPC plot of the ProteinFinder performance as a function of 

the standard deviation of the peptide mass score..............................35 

Figure 2.10:  The peptide-level RPC plot of the ProteinFinder performance as a 

function of the standard deviation of the chromatographic alignment 

score. .................................................................................................37 

Figure 2.11:  The observed MS2 scan of the 998.5mz precursor ion.....................39 

Figure 2.12:  Peptide level RPC plot of the ProteinFinder performance as a function 

of the experimental peak intensity threshold. ...................................40 

Figure 2.13:  The peptide level RPC plot of the ProteinFinder performance as a 

function of the predicted database size. ............................................42 

Figure 2.14:  The peptide level RPC plots of the ProteinFinder and the Bioworks 

performance. .....................................................................................45 

Figure 2.15:  ProteinFinder and Bioworks performance for the 6-protein mix dataset.

...........................................................................................................47 



 xiii

Figure 2.16:  ProteinFinder and Bioworks performance for the 6-protein 

concentration gradient dataset...........................................................51 

Figure 2.17:  ProteinFinder and Bioworks performance for the 9-protein mix dataset.

...........................................................................................................53 

Figure 2.18:  Protein scores for the heat shock E.coli K12 dataset. ......................55 

Figure 2.19:  Comparison between the ProteinFinder and the Bioworks protein 

identifications for the heat shock E.coli K12 whole cell digest........58 

Figure 3.1:  Outline of the peptide signature method. ...........................................73 

Figure  3.2:  Mass spectrometric simulation for a hypothetical protein A. ...........77 

Figure  3.3:  Experimental setup and data vectors for PSM. .................................78 

Figure  3.4:  PSM performance dependence on the experimental dimensionality 

(number of mass spec experiments)..................................................83 

Figure 3.5:  PSM tolerance of the random variations in abundance signal. ..........85 

Figure 3.6:  PSM tolerance of missing data and sparseness within the peptide vectors.

...........................................................................................................87 

Figure 3.7:  Peptide signature method’s performance for different dataset sizes..89 

Figure 3.8:  Experimental validation of the PSM soft-clustering of peptide vectors.

...........................................................................................................91 

Figure 3.9:  Soft-clustering of the peptide vectors is sufficient to allow protein 

identification. ....................................................................................95 

Figure 4.1:  Outline of the expression deconvolution method.............................106 

Figure 4.2:  Distribution of the three mixed cell populations. .............................107 

Figure 4.3:  Average proportions of the basis vectors among 74 MM samples. .109 

Figure 4.4:  Polar plot of the basis vector weights for each MM expression program.

.........................................................................................................111 



 xiv

Figure 4.5:  Polar plot of the basis vector weights for each normal expression 

program. ..........................................................................................112 

Figure 4.6:  SOM clustering of the deconvoluted MM samples..........................115 

Figure 5.1:  Description of the contact order measure.........................................124 

Figure 5.2:  Relationship between the relative contact order and the experimentally 

determined protein folding rates. ....................................................125 

Figure 5.3:  Predicted folding rates for the three major CATH classes...............128 

Figure 5.4:  Variation of the predicted folding rates among different CATH 

architectures. ...................................................................................130 

Figure 5.5:  Predicted folding rates for the proteins of the orthogonal bundle 

architecture......................................................................................133 

Figure 5.6:  Predicted folding rates for the proteins of the up-down bundle 

architecture......................................................................................133 

Figure 5.7:  Predicted folding rates for the proteins of the sandwich architecture.134 

Figure 5.8:  Predicted folding rates for the proteins of the 2-layer sandwich 

architecture......................................................................................134 

Figure 5.9:  Predicted folding rates for the proteins of the lysozyme topologies.136 

Figure 5.10:  Predicted folding rates for the proteins of the four helix bundle 

topologies........................................................................................137 

Figure 5.11:  Predicted folding rates for the proteins of the jelly roll topologies.138 

Figure 5.12:  Predicted folding rates for the proteins of the alpha-beta plaits 

topologies........................................................................................139 

Figure 5.13:  Relative contact order at the level of each alpha carbon for lectin and S-

lectin proteins..................................................................................142 



 xv

Figure 5.14.  Relative contact order at the level of each alpha carbon for two 

structures of ferredoxin protein.......................................................144 



 1

Chapter 1:  Introduction 

An emerging field of systems biology can be viewed as an umbrella that 

incorporates such disciplines as genomics, proteomics, and metabolomics.  The order of 

these disciplines also conveys the timeline of the development of each of the areas.  

Genomics emerged first and laid the groundwork for proteomics and metabolomics with 

genome sequencing projects, microarray-based expression profiles (Shoemaker and 

Linsley 2002) and phenotypic profiles at the cell and organism level (Gerlai 2002; 

Giaever, Chu et al. 2002).  While genomics focuses on the level of gene expression, 

proteomics and metabolomics study more direct biological insights into the function of 

the cell by measuring the expression levels of proteins and metabolites (Tyers and Mann 

2003).  Genomics, therefore, provides the necessary data as to the gene expression and 

formulates further biological questions proteomics and metabolomics try to address.  All 

of the above fields are heavily dependent on the experimental methods and 

instrumentation for the high-throughput data collection and analysis necessary to 

accomplish the ambitious goals of the analysis on a cell wide basis.  Experimental 

methods such as DNA microarrays, protein and metabolite mass spectrometry, and NMR 

profiling of metabolites make it feasible to address the biological questions of the “-

omics” era. 

 

Along with the instrumentation, the computational methods have evolved to 

process the large quantities of data and to draw meaningful scientific conclusions.  It is in 

this area of data analysis and computational method development that our research 

interests lay.  We construct a method of protein identification called ProteinFinder, which 

compares the observed mass spectrometry data to the database of the in silico simulated 
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data to identify peptides and proteins from a biological sample.  While this idea is not 

novel and was first proposed by John Yates et al. (Eng 1994; Yates, Eng et al. 1995) in 

1994, we introduce new types of data into the search and develop a novel probabilistic 

scoring function for protein identification.  We show the results of various parameter 

optimizations along with testing of the method’s robustness.  We also benchmark 

ProteinFinder against the industry standard TurboSequest algorithm and compare the 

sensitivity, accuracy and overall performance of each method. 

 

In addition to the database search method of ProteinFinder, we develop a novel 

approach to analysis of the mass spectrometry data called the Peptide Signature Method 

(PSM).  The PSM is geared toward protein identifications without, or as a complement 

to, the tandem mass spectrometry data (peptide sequence information via fragmentation).  

The main requirement of the PSM is availability of the data from multiple mass 

spectrometry experiments on related samples.  We determine a crucial set of 

experimental parameters and constraints for the method’s success and validate the PSM 

on simulated and experimental mass spectrometry data.  The PSM when used alone, or in 

conjunction with a database search method such as ProteinFinder, promises to offer 

additional protein identifications as well as information regarding the abundance 

variation of proteins among several mass spectrometry experiments. 

 

As mentioned before, the method of DNA microarray is the cornerstone of 

functional genomics.  We also extend the method of expression deconvolution (Lu, 

Nakorchevskiy et al. 2003) that is used to interpret the DNA microarray gene expression 

data, onto a new type of experimental data of multiple myeloma gene expression.  

Multiple myeloma (MM) phenotype is inherently heterogenic (Attal, Harousseau et al. 



 3

1996; Barlogie, Jagannath et al. 1999), which greatly complicates the task of establishing 

a comprehensive network of the genes that display altered expression programs during 

the onset of MM.  By applying the method of expression deconvolution we are able to 

reduce the complexity of the heterogenic gene expression program and to determine the 

major underlying trends behind certain gene expression programs.  We derive novel 

relationships between various multiple myeloma samples and the pure myeloid cell lines.  

For the validation we compare our results with the previously published hierarchical 

clustering analysis (Hardin 2004) of various multiple myeloma phenotypes. 

 

Finally, we approach the field of proteomics from the angle of structural and 

computational biology rather than bioinformatics.  We set off to profile folding rates and 

properties of a set of proteins with known tertiary structures.  We apply the method called 

relative contact order (Plaxco, Simons et al. 1998) to predict the folding rates of proteins 

on a large scale and to test the notion of the topology driven protein folding (Baker 

2000).  We use the hierarchical classification of CATH (Orengo, Michie et al. 1997) to 

systematically study the variation of the predicted folding properties for proteins with 

different architectures and topologies.  We also modify the relative contact order method 

and develop a “sliding window” approach to study protein structures as to the fast folding 

and slow folding regions of the tertiary structure.  As a result, we find the most likely 

determinant of protein folding properties and get a better understanding of the hierarchy 

of protein structural organization. 
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Chapter 2:  Protein Identification from Tandem Mass Spectrometry 

The field of proteomics, a term first coined in 1996 (Wilkins, Pasquali et al. 

1996), studies protein expression and function and heavily relies on the method of mass 

spectrometry.  Over the past ten years the scope of protein mass spectrometry has 

broadened from the analytical tool of studying physico-chemical properties of single 

proteins, to carrying out experiments of protein profiling, quantification, and protein-

protein interactions at the complexity level of a cell.  Protein profiling has been applied to 

study the genome-wide protein expression of organisms such as S.cerevisiae (Washburn, 

Wolters et al. 2001), Plasmodium falciparum (Florens, Washburn et al. 2002; Lasonder, 

Ishihama et al. 2002) and Deinococcus radiodurans (Lipton, Pasa-Tolic et al. 2002).  

TAP tagging and subsequent purification of protein complexes, followed by the mass 

spectrometry analysis of the S.cerevisiae proteome (Gavin, Bosche et al. 2002; Ho, 

Gruhler et al. 2002), have been applied to derive novel protein-protein functional 

interactions.  Stable-isotope dilution followed by mass spectrometry has been used to 

quantify and to compare protein expression from Myc+ and Myc cells and to study the 

chromatin-associated factors (Shiio, Donohoe et al. 2002; Shiio, Eisenman et al. 2003). 

 

The information-rich high-throughput experiments involving protein mass 

spectrometry were made possible due to the continuous improvements in instrumentation, 

methodology, and computational methods.  From the standpoint of instrumentation, such 

developments as the Electrospray Ionization (ESI) (Fenn, Mann et al. 1989) and the 

Matrix Assisted Laser Desorption-Ionization (MALDI) (Karas and Hillenkamp 1988) 

allowed for the soft ionization of complex mixtures of peptides and proteins with high 

sensitivity, high mass range, and low rates of thermal breakdown.  Advances in 
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separation techniques have allowed for interfacing the chromatographic peptide 

separation with ionization and mass analysis to create the LC-MS/MS platform (Hunt, 

Henderson et al. 1992).  Improvements of mass analyzers such as the 3-D ion trap and 

recently, the linear ion trap (Hager and Le Blanc 2003) have allowed for increased 

sensitivity, resolution, and the mass accuracy of the instruments.  These advances in 

technology drive the computational methods of protein mass spectrometry that have 

evolved in their scope from the single protein analysis to protein quantification of the 

whole cell digests. 

 

As the protein mixtures studied became increasingly complex, the peptide mass 

mapping techniques that identify proteins from the masses of their tryptic peptides 

(Pappin, Hojrup et al. 1993; Zhang and Chait 2000) generally became insufficient to 

unambiguously resolve the underlying identities of proteins.  The use of the Collision 

Induced Dissociation (CID), which provides the peptide sequence information from the 

MS2 fragmentation in addition to the peptide mass, has given rise to the tandem (one MS 

scan followed by several MS2 scans) mass spectrometry and the MudPIT (Washburn, 

Wolters et al. 2001) approaches.  These advances in methodologies were met by 

advances in computational methods necessary to interpret the tandem data relatively fast 

and without the need for manual curation by comparing the observed MS2 to the database 

of protein sequences (Eng 1994).  Two of the earliest and most popular methods, the 

Sequest (Eng 1994; Yates, Eng et al. 1995) and the Mascot (Perkins, Pappin et al. 1999), 

identify peptides by either correlating the reconstructed experimental MS2 scans to the 

predicted fragmentation pattern (Sequest, TurboSequest), or by applying the rules of 

probability (Mascot) to find the best matching predicted fragmentation pattern for the 

observed MS2 scan. 
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As the tandem mass spectrometry has solidified its primary position for a large 

scale protein profiling methodology, a multitude of database search methods have 

emerged.  The Sequest method uses the cross correlation coefficient XCorr which has 

proven to work very well, but does not reflect the similarity between two different 

identifications with similar scores.  Methods have been developed to both normalize the 

cross correlation scores (Yates, Morgan et al. 1998; MacCoss, Wu et al. 2002) and to 

convert the scores into a probabilistic framework.  Later methods include ProteinProphet 

(Keller, Nesvizhskii et al. 2002; Nesvizhskii, Keller et al. 2003), conversion of XCorr 

into the probabilistic expected value (Fenyo and Beavis 2003), the score distribution 

method (Lopez-Ferrer, Martinez-Bartolome et al. 2004), Qscore (Moore, Young et al. 

2002), and the neural networks classification method (Razumovskaya, Olman et al. 

2004).  In addition to the cross correlation methods, many probability based methods 

such as the Bayesian model based ProbID (Zhang, Aebersold et al. 2002), the 

hypergeometric distribution based Pep_Probe (Sadygov and Yates 2003), and TANDEM 

(Craig and Beavis 2004) were developed to match the observed MS2 spectra against the 

predicted database.  Yet there is another category of database matching methods that 

takes advantage of classification techniques such as support vector machine (Anderson, 

Li et al. 2003), suffix tree approach (Lu and Chen 2003), and dynamic programming 

alignment (Pevzner, Mulyukov et al. 2001). 

 

The improvements in methods that correlate the observed MS2 scans to the 

predicted fragmentation patterns do not necessarily guarantee improved protein 

identifications.  Experimental scan pre-processing, however, is an important first step that 

can greatly improve the quality of peptide and protein identifications (Moore, Young et 

al. 2000; Gentzel, Kocher et al. 2003; Kolker, Purvine et al. 2003).  Prediction of the 
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charge state of the precursor ion also improves the quality of the database matching 

(Sadygov, Eng et al. 2002; Colinge, Magnin et al. 2003).  The size of the database also 

has to be taken into account when assessing the fidelity of protein identifications 

(Eriksson and Fenyo 2004; Eriksson and Fenyo 2004).  Finally, careful thresholds have to 

be applied to the peptide scores to improve the overall quality of protein identifications 

(Han, Eng et al. 2001; Tabb, McDonald et al. 2002). 

 

We construct a probabilistic method of protein identification from tandem mass 

spectrometry data.  The method (ProteinFinder) is interfaced with a custom database 

(MassSpec) that contains the experimental and predicted data as well as the results of the 

searches.  The method is developed using parallel architecture which allows for 

drastically reduced search times.  ProteinFinder uses a Bayesian probability function to 

correlate the observed MS2 scans to the predicted fragmentation patterns from the 

database (spectral alignment score).  In addition to the spectral alignment function, the 

overall peptide score includes the probability of the mass match between the observed 

precursor ion and the predicted peptide mass from the database (peptide mass score), as 

well as the probability that the predicted peptide has the same chromatographic retention 

time as the observed parent ion (chromatographic alignment score).  Therefore, we go 

beyond the fragmentation-only matching towards a comprehensive peptide score that 

combines the independent probabilities of the different types of information.  We 

optimize various internal parameters of the method to maximize the accuracy and the 

number of peptide identifications.  We also test the method’s performance and robustness 

as to the quality of the experimental data and the size of the database.  In addition, we 

develop a flexible peptide score threshold and the probability based protein scoring 

function.  To test the method’s performance we compare the performance of 
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ProteinFinder to the performance of the Bioworks platform (Thermo Finnigan, 

TurboSequest (Eng 1994)) under similar search conditions.  The datasets used for the 

performance comparison range from the low complexity single protein digests, to various 

mixes of individual proteins, and to the whole cell E.coli K12 digest. 
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METHODS 

MassSpec Database 

The MassSpec relational database was implemented in MySQL v4.0 with the 

InnoDB storage engine.  The InnoDB format was chosen for the following reasons:  (1) 

availability of the stored foreign keys provides checking of constraints by the database 

server instead of the ProteinFinder application, which greatly reduces the possibility of 

inconsistent retrieval, (2) foreign keys allow for cascading updates and deletes that 

enhance the manageability of the large size database, (3) foreign keys allow for a faster 

result upload which reduces the database I/O for large volumes of data, (4) foreign keys 

generally help to maintain the integrity of the database.  The database schema is 

illustrated in Figure 2.1.  The in silico generated predicted data is stored in the tables on 

the left (ProtSeqTable, PredPepSeqTable, PredPepFragPropTable, and 

PredPepFragTable), while the experimental data is stored in the tables on the right 

(ExpScanPropTable, ExpScanTable).  The search results are populated into the 

PeptideOutputTable and the ProteinOutputTable. 

 

The ProtSeqTable stores the amino acid sequences of proteins that are 

subsequently proteolytically digested according to the protease selected (e.g. trypsin 

cleaves C-terminal to lysine and arginine unless followed by proline) and populated into 

the PredPepSeqTable.  Parameters such as peptide length, protease, and the number of 

missed cleavages are also stored in PredPepSeqTable.  The PredPepFragTable and the 

PredPepFragPropTable are populated with the fragmentation spectra and fragmentation 

spectra parameters of the peptides.  These parameters include the [M+H]+ value of the 

peptide (monoisotopic or average peptide mass plus one hydrogen), predicted retention 



time on the C18 column, and the predicted fragmentation spectrum of the peptide 

(including any chemical modifications to the peptide). 

 

 

 

 11
Figure 2.1:  MassSpec V7 database schema. 
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In silico peptide fragmentation 

A predicted fragmentation spectrum consists of the positively charged ion 

fragments of a peptide that has been broken down via low energy Collision Induced 

Dissociation (CID) by an inert gas (He).  The fragmentation predominantly occurs along 

the amide bonds with very little side chain fragmentation, which gives rise to a series of 

charged ion species classified according to the position of the bond cleavage and the post-

cleavage location of the charge (Roepstorff and Fohlman 1984).  Figure 2.2 illustrates an 

example of peptide fragmentation via CID for a hypothetical peptide DRVYK.  The 

entire ion series is diagrammed in Figure 2.2A with a, b, and c ions forming when the 

positive charge (localization of the proton) remains at the N terminus of the peptide 

fragment.  The x, y, z ion series is produced when the positive charge remains at the C 

terminus of the peptide fragment.  Peptide fragments are numbered from the N terminus 

for the a, b, c ion series and from the C terminus for the x, y, z ion series.  Figure 2.2B 

lists the corresponding chemical structures of the fragment ions.  The structure of the b1 

ion as an acyl cation is historical, and it has been shown that b ions exist as one of the 

two resonance structures – immonium ion or protonated oxalozone (Harrison, Csizmadia 

et al. 2000).  The b1 ions are almost never observed (Eckart 1998) breaking down to a1 

ions via the immonium intermediate (Figure 2.2C).  It is believed that the most stable 

conformation of the b ion is the protonated oxalozone (Yalcin 1995; Yalcin 1996) (Figure 

2.2C), which is only possible for b2 and higher order b-series ions.  The ion series 

observed is rather specific to the type of the mass spectrometer being used (Bean, Carr et 

al. 1991).  In the present case an ESI ion trap was used that produces abundant b and y 

ion series via low-energy CID (Roepstorff and Fohlman 1984; Papayannopoulos and 

Biemann 1992; Vachet, Ray et al. 1998).  Therefore, the PredPepFragTable is populated 



with the predicted b and y series ions (Figure 2.2D) and the neutral loss ions (H2O loss 

for S, T, E, D and NH3 loss R, K, Q, N , along with the H2O addition for R, H, K, N). 

 

 

Figure 2.2:  Outline of the peptide fragmentation. 
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(A) Entire fragment ion series for DRVYK.  (B) Chemical structures of the a, b, c, x, y, z 
ion series.  (C)  Degradation of b1 to a1 and the resonance structures of the b ions.  (D) 
Masses of the fragment ions expressed as [M+H]+. 
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ProteinFinder: overall design 

The ProteinFinder (current version 5.0) is written in ANSI C with MySQL API 

libraries and parallel computing architecture implemented via Message Passing Interface 

(MPI) libraries.  The message passing interface is implemented with the LAM/MPI 

(Burns 1994) version 7.0.4 open-source C libraries (www.lam-mpi.org).  The LAM 

implementation of MPI allows for creating a network of heterogeneous x86 nodes 

running various installations of Linux operating systems without the need for a 

proprietary cluster.  LAM/MPI also has little communication overhead at gigabit Ethernet 

speeds which scales well for the task of large scale mass spectrometry data transfer.  

LAM/MPI also allows for allocation of several virtual nodes (processing units) on a 

single processor, which takes advantage of the hyper threaded or multicore Intel 

processor capabilities. 

 

The overall design of ProteinFinder is diagrammed in Figure 2.3.  Upon 

submission of a query to search the tandem mass spectrometry run A against the database 

B with the parameters C, the root node initializes the LAM universe (computers running 

lam-mpi daemon) and processes the query.  This is followed by the data retrieval from 

the MySQL relational database, data format conversion, and allocation of the data 

structures.  The entire predicted data set, which consists of the peptide [M+H]+ m/z 

values, chromatographic retention times, the +1 charge state predicted fragmentation 

patterns, and relational indexes is subsequently broadcast to each client node (node-1 

through node-n).  Upon the transfer completion, client nodes request experimental data 

that are split into packets according to the size of the task (typically 0.01% of the entire 

experimental data).  To avoid the communication blocks and queuing delays (opposite to 

the parallelization), the data transfer is achieved via non-blocking calls. 



 

Figure 2.3:  Overall design of the ProteinFinder. 
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Each working node calculates the top 5 peptide hits per single experimental MS2 

scan and the results are populated into the PeptideOutputTable.  Client nodes proceed to 

request work until all of the experimental data are analyzed.  At this point the 

ProteinFinder exits.  Protein scores are further calculated from the peptide identification 

scores stored in the PeptideOutputTable and populated in the ProteinOutputTable. 

 

ProteinFinder:  data structures 

One of the primary goals behind implementing ProteinFinder is to reduce the time 

required for tandem mass spectrometry analysis.  This execution time reduction is 

achieved via a search parallelization and implementation of custom data structures.  The 

text format data stored in the database is converted into a series of floating point arrays 

upon retrieval by the root node.  This input data is subsequently memory copied into 

contiguous physical memory segments and transferred to each client node.  This packed 

data is extracted on the client side into a combination of linear arrays and structures 

(structure is the collection of several data types into a contiguous location in memory).  

The preliminary and the final result data are stored as structures in various 

implementations of the linked list data structure.  The use of linked lists for any instance 

of sorting, searching, inserting or updating (for example, when keeping the top-n 

identifications for every pass over the predicted database) has the speed advantage over 

linear arrays.  Inserting a value x into a sorted array has an O(n) complexity (order of n, 

where n is the size of the array).  This is illustrated in Figure 2.4A.  For an array, the 

insert consists of finding a place for the value x (8 steps) followed by auto incrementing 

the rest of the array by one (n-8 steps).  A circular doubly linked list (Figure 2.4B) is a 

data structure where data points are stored at arbitrary locations in memory, each with a 

pointer to both of its neighbors.  Upon the insertion of the value x, the search takes place 



from the root of the circle (min) in both directions at the same time (Step 1), thus 

reducing the search time to the maximum of O(n/2).  Once the insert takes place (Steps 2 

and 3), the -10 becomes the new (min), it is linked to the (max) value, and the old 

minimum is freed (Step 4 and 5).  The entire routine scales as the O(n/2) at the most.  

ProteinFinder, therefore, makes use of circular doubly linked lists when having to 

maintain various top-n lists for what scales as over 1x1010 iterations during the database 

search of the typical MudPIT experiment. 

 

 

Figure 2.4:  Comparison between the linear array and the doubly linked circular list data 
structures. 

(A) Example of the O(n) complexity insertion into a sorted array.  (B)  Example of the 
O(n/2) insertion into a doubly linked circular list. 
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ProteinFinder:  peptide mass score 

Collection of tandem mass spectrometry data occurs via a process of data-

dependent acquisition.  The ion trap instrument is configured to collect a series of 

analytical full scans followed by one or more MS2 scans.  The full scan, followed by MS2 

fragmentation scans, is called a duty cycle.  Once the full scan is collected, several high 

abundance ions (parent ions) are selected for the second round of MS, the MS2.  

Therefore, each selected parent ion’s m/z value and elution time (or analytical scan 

number) is associated with the fragmentation pattern from the subsequent MS2 scan.  We 

use the parent ion m/z information as a contribution towards the overall probability that a 

peptide in the database matches the experimental MS2 scan. 

 

The peptide mass score (mass score) is derived by matching the m/z value of the 

precursor ion to the predicted mass of a peptide in the database.  The mass score is 

calculated without the prior knowledge of the precursor ion’s charge state.  The 

ProteinFinder was developed using the ion trap data, which is limited in its accuracy 

(100ppm) and resolution (about 4,000) to de-isotope the +2 and +3 peaks consistently.  

Thus, it is presumed that the charge state of the precursor ion is either +1, +2, or +3.  

Peptide mass score is derived from the mass difference (∆mass) between the precursor 

ion’s m/z and the mass of the peptide from the database, converted into the m/z for a 

given charge state.  The mass score is expressed as the p-value, which is the negative 

logarithm of the random probability (1 – true probability) of the peptide match.  The mass 

scoring scheme is outlined in Figure  2.5.  The p_mass (Figure 2.5B) is a product of the 

mass score likelihood, which is derived from the area under the standard normal curve 

(assuming the normal distribution of ∆mass and given the zscore_mass of the mass 

difference) (Figure 2.5C), and the prior expectation for that mass match given the 



 

Figure 2.5:  ProteinFinder peptide mass score.  

The mass score (B) is a product of the prior expectation for a database being searched (A) 
and the likelihood of the mass match given by the area under the standard normal curve 
(C). 
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distribution of the peptide masses in the database searched (Figure 2.5A).  For example, 

for a potential peptide identification with a mass of 718.53Da from the Yeast database 

(220,000 tryptic peptides, 0 missed cleavages), there are 226 other peptides (binned to the 

nearest amu) that belong to the same mass bin.  Therefore, the identification for this 

particular mass range cannot have a lower random probability value than 
3101220000

226 −×=  (fpep term, Figure 2.5B).  Thus, the maximum p_mass is 3.0 for any 

match in this mass range.  In the final form of the peptide mass score, this prior 

expectation value is reduced according to the area under the standard normal curve 

(Figure 2.5C), determined by the zscore_mass and the ∆mass difference between the 

precursor ion’s m/z and the database peptide mass. 

 

ProteinFinder:  spectral alignment score 

The goodness of fit between the experimental MS2 scan and the database in silico 

fragmentation pattern is reflected by the spectral alignment score.  The ProteinFinder 

spectral alignment score is based on the ProFound Bayesian algorithm developed for the 

peptide mass fingerprint method (Zhang and Chait 2000).  Figure 2.6 illustrates the 

spectral alignment function.  According to Zhang et al. (Zhang and Chait 2000), the 

Bayesian probability of the identification is expressed as the posterior probability of the 

protein k being a match given the experimental data D and the background information I 

(P(k|I)).  The posterior probability (Figure 2.6A) equals to the prior probability P(k|I) of 

the protein k given only I multiplied by the likelihood probability that the experimental 

data D is explained by the protein k and the background I, P(D|kI); and normalized by the 

probability that the data D arises from the background information only, P(D|I).  This 

posterior probability has been modified and applied to the task of spectral alignment 
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between the experimental MS2 scans and the in silico predicted peptide fragmentation 

(Figure 2.6B). 

 

The posterior probability of the predicted fragmentation pattern of peptide p, 

given the experimental MS2 fragmentation F and background information I, correlates 

with the product of the prior expectation of observing p given the background I and the 

likelihood that the experimental fragmentation F is produced by the predicted peptide 

fragmentation pattern p and the background I (Figure 2.6B).  The flat prior consists of the 

database normalization term (DB_size).  The first part of the likelihood term represents 

the complexity of the experimental MS2 scan term, given the number of its peaks 

matched, 
!

)!(
N

rN − , where N is the number of observed peaks and r is the number of 

matched peaks.  The total likelihood in Figure 2.6B is a product of the individual 

likelihood probabilities of matching the experimental fragment’s m/z to the peaks from 

the predicted fragmentation pattern over the number of the matches, r.  The individual 

likelihood probabilities have the following terms (Figure 2.6B):  a probability term that is 

a sum of all of the matches for an experimental peak mzi  to predicted peaks mzij from a 

predicted pattern F, the width of the observed fragmentation pattern given by the 

i

mzmz
σ

minmax − , and the prior expectation of observing the fragment mzi by random, the fi.  

This last term is derived similarly to the peptide mass matching score prior fpep, and 

originates from the distribution of the predicted peptide fragments in the database being 

searched.  Finally, the posterior probability is converted into the p-value format (p_spec), 

similar to that of the peptide mass score. 

 

 21



 

Figure 2.6:  The ProteinFinder spectral alignment method. 

Bayesian probability of a protein match given its peptide masses (A) is converted into the 
probability of the peptide match given its fragmentation (B). 
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ProteinFinder:  chromatographic alignment score 

The cumulative peptide score includes the term which reflects the correlation 

between the observed and the predicted chromatographic elution time of the peptide.  

Presently ProteinFinder is configured to analyze the LC/MS data, therefore taking 

advantage of the elution time constraint.  

 

To construct the chromatographic retention time classifier we have collected a 

large number of mass spectrometric peptide identifications at high confidence.  As a 

peptide identification cutoff we used the Bioworks TurboSequest peptide XCorr higher 

than 2.5.  The peptide set included 1200 unique peptides.  We built a 22-dimension linear 

classifier that is outlined in Figure 2.7.  The peptides were expressed as 22-dimensional 

vectors that contained the relative amino acid frequencies, the peptide length, and the 

logarithm of the molecular weight of the peptide (Figure 2.7A).  Each of the 22 attributes 

is weighted according to its contribution (w) towards the elution time of the peptide.  The 

peptide set was randomly split into the training (66%) and the testing sets (34%).  

Subsequently, we constructed a system of over-determined linear equations where the 

vectors from the training set were fit to their elution times using the method of linear 

regression to solve for the weight of each attribute (Frank, Hall et al. 2004) (Figure 2.7B).  

The training was carried out with 10-fold cross validation.  The outcome of the fit was 

tested on the testing set, after which a new random training/testing set was selected for 

another round of linear fitting and validation.  This was repeated until the R2 of the fit 

was maximized (0.82) (Figure 2.7C).  The final attribute weights were used for the 

peptide retention time prediction (converted into the acetonitrile concentration given by 

the elution gradient) (Figure 2.7D). 

 



The final form of the chromatographic alignment score is as follows:  

.  The chromatographic alignment score is 

expressed as a p_AcN which is a negative logarithm of the probability of the random 

match.  The Prior is similar to the prior expectation for the peptide mass score (Figure 

2.5A) to where it reflects the distribution of the predicted acetonitrile concentration in the 

database searched.  The likelihood is the area under the standard normal curve from –z to 

+z (fitted to the exponential decay equation) assuming the normal distribution of the 

zscore_AcN.  The zscore_AcN is calculated from the difference between predicted 

acetonitrile elution concentration and the experimental acetonitrile elution concentration 

given the standard deviation.  The chromatographic alignment score is subsequently 

integrated into the overall peptide score. 

)_17.7exp(Prior_ AcNzscoreAcNp ×−×=
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Figure 2.7:  Prediction of the peptide retention time (acetonitrile concentration). 

Each peptide is expressed as a 22-dimensional vector (A).  The attribute weights are 
determined by solving an over determined system of linear equations (B).  The 
training/testing is repeated until the fit is maximized (C).  The attribute weights are used 
for predicting the retention times (acetonitrile concentrations) of the peptides (D). 
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ProteinFinder:  overall peptide and protein scores 

The overall peptide score is constructed from the mass score (Figure 2.5), spectral 

alignment score (Figure 2.6), and the chromatographic alignment score (Figure 2.7).  

Since each of the individual scores is expressed as the p-value, the cumulative peptide 

score p-value is the sum of the individual scores (Figure 2.8A).  Each cumulative peptide 

score is subsequently modified to reflect the multiplicity (redundancy) of each peptide.  

For example, if a peptide with the probability of 1 originates from 3 proteins in the 

database searched, the probability of peptide’s contribution toward each protein is 0.33.  

Therefore, the scores for the peptides with multiplicity higher than one are modified 

accordingly (Figure 2.8B).  The final protein score is derived as the sum of the peptide 

scores from that protein, normalized by protein’s amino acid coverage faa by the 

identified peptides (Figure 2.8C).  The expected value for the protein identification is 

calculated by taking a product of the protein score and the size of the database (Figure 

2.8D). 

 

It is worth mentioning that there is certain flexibility when determining a protein 

score from the individual peptide scores.  TurboSequest (Eng 1994) simply adds all of the 

peptide identifications towards the final protein score.  The DTASelect program (Tabb, 

McDonald et al. 2002), which is an addition to TurboSequest, requires at least 2 unique 

peptides to be identified per protein before it is counted as an identification.  

ProteinFinder peptide scores allow for a variety of protein scoring functions in addition to 

the one listed in Figure 2.8C.  One could choose to either include the highest unique 

peptide hits per protein, or all of the peptide identifications, as well as the option of not 

penalizing peptides with multiplicity higher than one. 

 



 

 

Figure 2.8:  The overall peptide and protein scores. 

(A) peptide score as a sum of the peptide mass score, spectral alignment score, and 
chromatographic alignment score.  (B)  peptide scores are modified according to the 
multiplicity of each peptide.  (C)  protein score is a sum of the peptide scores normalized 
by the amino acid coverage by the identified peptide.  (D)  expected value is calculated 
from the protein p-value score and the size of the database. 
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Experimental data collection and analysis 

All experimental spectra were collected using LCQ Deca XP Plus ion trap mass 

spectrometer running Xcalibur data acquisition software.  A typical tandem mass 

spectrometric run consisted of multiple discrete BioBasic-SCX column salt bumps 

followed by continuous elution off the BioBasic-C18 column inline with the ESI probe 

and data acquisition.  The flow rate was typically held at 2µL/min, the capillary 

temperature was set to 160°C with the ESI voltage set to 3.2kV.  MS2 spectra were 

acquired at CIDs of 35-45%.  The raw data files were converted into the text format for 

further analysis using the Xcalibur file conversion utility.  The whole cell protein digests 

were obtained by cell lysis, dithiothreitol reduction, urea denaturation, and digestion with 

TPCK trypsin.  Individual digested proteins were purchased from Michrom and 

MicroSolv.  All individual proteins were purified, DTT reduced, and carboxymethylated 

at the cysteine residue with iodoacetic acid.  The individual proteins used for the 

ProteinFinder development and benchmarking are listed in Table 2.1. 

 

The experimental dataset sizes range from 2,500 MS2 scans for the single salt step 

reverse phase elution to 30,000 MS2 scans for the MudPIT runs.  For testing and 

benchmarking purposes, each experimental dataset was matched against various 

predicted databases.  A predicted database always consisted of a large proteome of a 

specie such as E.coli K12 or S.cerevisiae (to provide the background and the measure of 

the false positive rate) supplemented with a much smaller database of the potential true 

positive identifications composed of the predicted data for the experimental sample. 
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No Protein Gi code Specie 
1 Aldolase 68184 Rabbit 
2 Cabronic Anhydrase 115453 Cow 
3 Myoglobin 70561 Equine 
4 Acid Glycoprotein 112877 Human 
5 Cytochrome C 117995 Equine 
6 Lysozyme 126608 Chicken 
7 immunoglobulin gamma 164503 Pig 
8 glycogen phosphorylase 7427923 Rabbit 
9 Glutamate dehydrogenase 118533 Cow 
10 Alpha-amylase precursor 113811 E.coli 
11 Glucoamylase 113791 Aspergillis Niger 
12 Catalase 115698 Cow 
13 Lactoperoxidase 129823 Cow 
14 BSA 1351907 Cow 
15 Serotransferrin 2501351 Cow 

Table 2.1:  Proteins used for the experimental datasets. 

Experimental datasets 

Catalase 

The catalase dataset (protein 12, Table 2.1) consists of 20pmol of digested protein 

acquired via a continuous reverse phase elution off the BioBasic C18 column for 85 

minutes with a final acetonitrile concentration of 45%.  The catalase dataset includes 

2357 MS2 spectra. 

 

Lactoperoxidase 

 The lactoperoxidase dataset (protein 13, Table 2.1) consists of 20pmol of 

digested protein acquired via a continuous reverse phase elution off the BioBasic C18 

column for 85 minutes with a final acetonitrile concentration of 45%.  The 

lactoperoxidase dataset includes 2089 MS2 spectra.
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6-protein mix 

The 6-protein mix (proteins 1 through 6, Table 2.1) consists of 75pmol of each 

digested protein acquired via a continuous reverse phase elution off the BioBasic C18 

column for 120 minutes with a final acetonitrile concentration of 65%.  The 6-protein 

mix includes 3775 MS2 spectra. 

 

6-protein concentration gradient mix 

The 6-protein concentration gradient mix was constructed as follows:  aldolase – 

100pmol, myoglobin – 50pmol, lysozyme – 10pmol, cytochrome C – 5pmol, human acid 

glycoprotein – 2.5pmol, and carbonic anhydrase – 1pmol.  The tandem data was collected 

via a continuous reverse phase elution off the BioBasic C18 column for 120 minutes with 

a final acetonitrile concentration of 50%.  The total number of MS2 scans is 3788. 

 

9-protein mix 1, 10pmol 

The 9-protein mix 1 consists of proteins 7 through 15 (Table 2.1) (10pmol each) 

collected in a MudPIT fashion.  The data was acquired via 10 discrete salt step elutions 

off the BioBasic SCX column, each followed by the continuous reverse phase elution off 

the BioBasic C18 column for 140 minutes with a final acetonitrile concentration of 65%.  

The total number of acquired MS2 scans is 24502.  
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9-protein mix 2, 20pmol 

The 9-protein mix 2 consists of proteins 7 through 15 (Table 2.1) (20pmol each) 

collected in a MudPIT fashion.  The data was acquired via 10 discrete elutions off the 

BioBasic SCX column, each followed by the continuous reverse phase elution off the 

BioBasic C18 column for 85 minutes with a final acetonitrile concentration of 45%.  The 

total number of acquired MS2 scans is 20592.  

 

E.coli K12 heat shock whole cell digest 

The experimental data was taken from the Open Proteomics Database (Prince, 

Carlson et al. 2004).  The E.coli K12 cells were grown in LB medium at 37°C until O.D. 

of 0.6, followed by the 5min heat shock at 42°C.  Following the cell lysis, the total 

protein was isolated, denatured, and digested with trypsin (Sigma T-6567).  The peptides 

produced from this digest were analyzed via 10 discrete elutions off the strong cation 

exchange column followed by the continuous reverse phase elution off the BioBasic C18 

column for 85 minutes with a final acetonitrile concentration of 45%.  The total number 

of acquired MS2 scans is 29232. 

 

 

 

 

 

 



RESULTS AND DISCUSSION 

In order to optimize various parameters of the ProteinFinder and to compare the 

program’s performance against the performance of other established methods of the 

tandem mass spectra identification, we used several data sets and modes of data 

acquisition.  The experimental datasets vary in their complexity from the single protein 

tandem mass spectrometry experiment, to a mixture of proteins at equal concentrations, 

mixture of proteins at varying concentrations, and the whole cell protein digests.  The two 

modes of data acquisition included the continuous single reverse phase column elution 

and the MudPIT data acquisition that consisted of discrete elutions followed by the 

continuous reverse phase elution. 

 

For both the tuning and benchmarking of the ProteinFinder we analyzed the 

method’s performance at the level of peptide identifications and at the level of protein 

identifications.  The ProteinFinder outputs the top 5 peptide identifications per 

experimental MS2 scan.  For the peptide-level optimization we used the visual 

representation of the recall-precision curves (RPC) to determine the influence of the 

scoring function parameters and options on the overall performance of the method.  The 

peptide-level performance optimization involves maximizing the recall of the true 

positive peptide identifications (TP) while minimizing the fraction of false positive 

identifications (FP) and therefore, maximizing the overall precision of these 

identifications 
FPTP

TPprecision
+

= .  The protein-level tuning includes establishing the 

confidence cutoffs for the identified peptides that contribute to the overall protein score.  

Subsequently, different overall protein scoring schemes were compared in order to 

maximize the final confidence of the protein identifications.  The benchmarking at the 

protein level also included assessment of the protein score differences between the true 
 32
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positive and the false positive identifications (average lift) as well as maximizing the 

peptide coverage of identified proteins. 

 

Peptide mass score optimization 

The overall ProteinFinder peptide score is a sum of the peptide mass score, 

spectral alignment score, and the chromatographic alignment score (Figure 2.8A).  The 

peptide mass score shows strong dependence on the standard deviation of the 

zscore_mass that is used in the mass match likelihood calculation (Figure 2.5B).  We 

investigated the performance of the ProteinFinder as a function of the standard deviation 

of the peptide mass score.  Figure 2.9 shows the influence of the mass score standard 

deviation on the performance of ProteinFinder as a peptide level RPC plot that illustrates 

the method’s precision and recall over a range of identifications.  The experimental data 

used for this study was the 6-protein mix (as described in Methods).  The experimental 

dataset was searched against the E.coli K12 proteome (105,000 peptides at 0 tryptic 

missed cleavages) supplemented with the experimental protein sequences.  It is evident 

from Figure 2.9 that the overall performance of the ProteinFinder increases as the 

standard deviation of the peptide mass score increases from 1 to 50.  The black curve 

represents the overall peptide score with no contribution from the mass score.  The 

standard deviation setting of 25 and higher (pink and cyan curves) perform slightly better 

than the peptide score without the mass score component.  Therefore, the low setting for 

the mass standard deviation (1, 2.5, 5, and 10 amu) discriminates against the legitimate 

TP hits that otherwise would be included as identifications.  This finding can be 

attributed to at least two factors. 
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First, the observed mass difference between the experimental and predicted 

peptide masses could possibly be explained as the neutral loss of H2O or NH3 molecules 

or an outcome of the thermal degradation during the process of electrospray ionization.  

The ESI is considered one of the softest ionization techniques, however, it may have 

incidental and transient characteristics of the APCI (atmospheric pressure chemical 

ionization) (which induces some thermal degradation due to the corona discharge 

ionization mechanism) depending on the solvent flow rates and the probe temperature 

(Nikolaev, Riter et al. 2004).  Some degree of fragmentation may also occur via an 

incidental source decay. 

 

The second contributing factor that could explain why widening of the standard 

deviation increases the number of peptide identifications is the type of the instrument and 

the data acquisition algorithm used in the development of the ProteinFinder.  An LCQ 

instrument has a resolution of around 4,000 (M/∆M where M is m/z of a peak and ∆M is 

the peak width at half maximum), which means that it should provide isotope profiles for 

the +1 charge state peaks up to 4000Da.  However, since the majority of the ESI-LCQ 

ions are either +2 or +3 charge states, reliable de-isotoping cannot be achieved for all 

peaks in the spectrum (thus, the reported precursor ions don’t have the associated charge 

state).  This is also compounded by the notion that the mass accuracy depends on the 

signal strength and the resolving power of the instrument (Blom 2001).  The data 

acquisition software Xcalibur (Thermo Finnigan) centroids each peak in the isotope 

profile to reduce the amount of data that has to be stored, and at high molecular weights 

and high charge states of peptides, the centroided data has less mass accuracy.  Also, the 

peak isolated for the fragmentation is often not the monoisotopic peak, but the A+1 or 

even A+2 peak from the isotope profile of the peptide molecule.  This effect is more 



pronounced for molecules with molecular weights higher than 1200Da where the second 

and the third most abundant isotopes are similar in their intensities to the monoisotopic 

peak.  Finally, the dynamic exclusion list that prevents the same ion from the repeated 

fragmentation for a period of time often forces the A+1 and A+2 peaks to be selected for 

fragmentation instead. 

 

Figure 2.9:  Peptide level RPC plot of the ProteinFinder performance as a function of the 
standard deviation of the peptide mass score. 

The x-axis represents the recall of the true positive peptides, and the y-axis represents the 
precision at given recall.  The curves represent different standard deviation settings:  no 
peptide mass score in the total peptide score (black), mass stdev 1 (red), 2.5 (green), 5 
(yellow), 10 (blue), 25 (pink), and 50 (cyan).  The dataset was searched against the E.coli 
K12 proteome (105,000 tryptic peptide, 0 missed cleavages) supplemented with the 6-
protein mix sequences. 
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Chromatographic alignment score optimization 

The chromatographic alignment score p_AcN is another contributing factor to the 

overall peptide score p_score.  We optimized the p_AcN score within the framework of 

the overall peptide score to maximize the number of correct identifications and minimize 

the false positive rate.  The experimental data used for this study was the 9-protein mix 1 

(as described in Methods).  The experimental dataset was searched against the E.coli K12 

proteome (105,000 peptides at 0 tryptic missed cleavages) supplemented with the 

experimental protein sequences.  Figure 2.10 illustrates this optimization as a peptide 

level RPC plot for a range of standard deviations that were used to calculate the 

zscore_AcN and the likelihood of the match between the experimental and the predicted 

chromatographic retention times (expressed in terms of the acetonitrile concentration).  

From Figure 2.10 it is apparent that incorporation of the chromatographic alignment 

score into the overall peptide score increases the area under the RPC plot, thereby 

increasing the ProteinFinder’s performance.  The blue curve in Figure 2.10 represents the 

peptide score that does not include the chromatographic alignment component.  Presence 

of the chromatographic alignment component at the standard deviations of either 1 or 2.5 

suppresses the predictive ability of the ProteinFinder method.  The optimum condition 

was found to be at the standard deviation of 50.  Therefore, widening the standard 

deviation setting to above 5% AcN results in additional identifications (Figure 2.10).  

This finding is not entirely surprising given the overall goodness of fit of the predicted 

acetonitrile concentration to the experimental data.  Only 82% of the variation in the 

observed elution for the peptides is explained in terms of the predicted elution.  The error 

and the standard error of the fit are respectively 9.60 and 3.10% AcN (Figure 2.7C).  

Thus, increasing the standard deviation for the chromatographic alignment score is 

similar to adjusting for the goodness of fit of the underlying model. 



 

Figure 2.10:  The peptide-level RPC plot of the ProteinFinder performance as a function 
of the standard deviation of the chromatographic alignment score. 

The x-axis represents the recall of the true positive peptides, and the y-axis represents the 
precision at given recall.  The curves represent different standard deviation settings:  no 
chromatographic alignment score in the total peptide score (blue), stdev 1 (yellow), 2.5 
(pink), 5 (black), 10 (red), and 50 (green).  The dataset was searched against the E.coli 
K12 proteome (105,000 tryptic peptide, 0 missed cleavages) supplemented with the 9-
protein mix sequences. 
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Optimizing for the experimental MS2 peak intensity threshold 

Following the optimization of the internal parameters such as the mass and the 

chromatographic retention score standard deviation values, we considered the 

ProteinFinder’s performance dependence on the data quality, both experimental and 

predicted.  Figure 2.11 shows a typical MS2 scan collected on the LCQ Deca XP via the 

Xcalibur (Thermo Finnigan) data acquisition software.  The parent ion that produced the 

fragmentation spectrum (not shown on the MS2 scan) is 998.50m/z +/- 0.5amu (isolation 

width setting) peak.  The 981.4m/z fragment peak has the highest intensity at 1.71x105 

and is probably the parent ion minus 17amu due to the NH3 loss.  It is easy to notice the 

large overall number of peaks in the fragmentation spectrum, with many peaks having 

intensities close to the baseline.  The near-baseline peaks are most likely noise peaks that 

would negatively influence the performance of database searching methods such as the 

ProteinFinder. 

 

In order to assess influence of the experimental noise we looked at the quality of 

the experimental MS2 data and its influence on the peptide identifications by 

ProteinFinder.  The experimental data used for this study was the 6-protein mix (as 

described in Methods).  The experimental dataset was searched against the E.coli K12 

proteome (105,000 peptides at 0 tryptic missed cleavages) supplemented with the 

experimental protein sequences.  Figure 2.12 illustrates the identifying ability of the 

ProteinFinder as a function of the peak intensity threshold.  It becomes apparent that as 

we increase the threshold from 0 (black line) to the 1x104 (yellow line) the method’s 

performance increases.  However, at the 1x105 setting, the recall drops off significantly, 

which indicates that many informative peptide fragments have intensities that range from 

1x104 to 1x105.  While keeping in mind that there is no optimal de-noising threshold due 



to the fact that the intensities of the peptide fragments are related to the intensity of the 

parent ion, applying a peak detection threshold generally improves the quality of 

identifications. 

 

 

Figure 2.11:  The observed MS2 scan of the 998.5mz precursor ion. 
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Figure 2.12:  Peptide level RPC plot of the ProteinFinder performance as a function of 
the experimental peak intensity threshold. 

The x-axis represents the recall of the true positive peptides, and the y-axis represents the 
precision at given recall.  The curves represent different intensity threshold settings:  no 
threshold (black), threshold 100 (red), threshold 1x103 (green), threshold 1x104 (yellow), 
and 1x105 (gray).  The dataset was searched against the E.coli K12 proteome (105,000 
tryptic peptide, 0 missed cleavages) supplemented with the 6-protein mix sequences. 
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ProteinFinder performance for databases of different sizes 

The ProteinFinder is a database search method of protein identification in which 

the experimental data such as the precursor ion mass, the chromatographic retention, and 

the fragmentation spectrum are compared to the predicted database of candidate peptides.  

Therefore, the performance of such a method is always dependent on the size of the 

database searched.  We investigate the method’s performance when the same 

experimental data is searched against databases of different sizes and complexities 

(Figure 2.13).  The experimental data was the 6-protein mix (as described in Methods).  

The following databases were used for the search:  E.coli K12 proteome – 4289 proteins, 

105,000 peptides at zero missed cleavages; S.pombe proteome – 5000 proteins, 190,000 

peptides at zero missed cleavages; S.cerevisiae proteome – 6333 proteins, 250,000 

peptides at zero missed cleavages; and Human proteome – 27,000 proteins, 1,700,000 

peptides at zero missed cleavages.  Each of the above databases was supplemented with 

the predicted data for the experimental proteins (6 proteins, 106 peptides at 0 missed 

cleavages).  According to Figure 2.13, there is a general decrease of both precision and 

recall as the number of false positives increases from 105,000 to 1,700,000.  This can be 

attributed to the search against larger databases introducing more potential false positive 

identifications.  Since ProteinFinder is a probabilistic method of protein identification, 

the scores are normalized according to the size of the search database.  However,  the 

ProteinFinder method is very robust to increasing database complexity to where the 

highest quality matches (graph regime at precision = 1) remain identical among the three 

curves with only minor performance decrease for the lower confidence peptide 

identifications for S.cerevisiae and S.pombe (precision 0.85 and lower).  A more 

significant recall decrease in case of the Human database is due to its very large size of 

1,700,000 peptides with only 102 true positive identifications. 



 

Figure 2.13:  The peptide level RPC plot of the ProteinFinder performance as a function 
of the predicted database size. 

The x-axis represents the recall of the true positive peptides, and the y-axis represents the 
precision at given recall.  The curves represent different predicted databases: E.coli K12 
(black), S.pombe (green), and S.cerevisiae (red).  The following databases were used:  
E.coli K12 proteome – 4289 proteins, 105,000 peptides at zero missed cleavages; 
S.pombe proteome – 5000 proteins, 190,000 peptides at zero missed cleavages; 
S.cerevisiae proteome – 6333 proteins, 250,000 peptides at zero missed cleavages; and 
Human proteome – 27,000 proteins, 1,700,000 peptides at zero missed cleavages. 
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ProteinFinder performance comparisons 

ProteinFinder method was compared to the TurboSequest algorithm (Eng 1994) 

that was implemented as TurboSequest v27 in the Bioworks 3.0 platform (Thermo 

Finnigan).  At this point, a brief description of the Turbo Sequest algorithm is in order.  

Originally developed in 1994, the Sequest method (later TurboSequest, Thermo 

Finnigan) has become the most commercially available and most popular method for 

tandem mass spectrometry data identification (Eng 1994; Yates, Eng et al. 1995; Yates, 

Eng et al. 1995).  An observed MS2 scan is filtered to the 200 most abundant peaks, their 

m/z values are rounded to the nearest integer, and their intensities are normalized.  

Subsequently, the precursor ion’s m/z value (+/- 3amu) is used to isolate all possible 

peptides matches from the database searched.  These peptides are in silico converted into 

the predicted fragmentation patterns of their b and y ion series.  A preliminary scoring 

function that is based on the number of the matching peaks (each with 2amu window) is 

used to identify the top 500 peptides.  A second function, the cross-correlation, is used to 

reorder the identifications and to extract the top 5 final identifications.  The cross-

correlation  coefficient is calculated by multiplying the Fourier transform of the observed 

curated MS2 scan and the conjugate of the Fourier transform for the predicted spectrum.  

The results are rank ordered according to their normalized cross-correlation coefficients.  

The Bioworks Turbo Sequest is an evolved version of the original method, however, any 

further algorithmic changes to the original Sequest are not transparent due to the 

proprietary nature of the Bioworks platform.  Some of the drawbacks of the Bioworks 

Turbo Sequest (XCorr) score are the general lack of meaning as to what it represents, the 

limited spectral alignment search predetermined by the precursor ion m/z window, the 

arbitrary nature of its protein score, and lack of any probabilistic information as to the 

significance of identifications.  Another limiting factor of the Bioworks method is the 
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speed of the searches that scale to approximately 12 – 24 CPU hours for a typical 

MudPIT run. 

 

All of the performance comparisons between the Bioworks and the ProteinFinder 

methods were carried out, to our abilities, under the conditions of maximum search 

parameter similarities.  Identical experimental data sets were searched using both 

ProteinFinder and Bioworks.  The experimental filtering conditions were identical for 

both methods.  Searches were performed on the same predicted database, and 

furthermore, the same parameters such as number of missed cleavages, type of the 

peptide mass (monoisotopic), the predicted ion series and the neutral loss ions with both 

methods.  This search parameter similarity was further extended when filtering the 

peptide identifications and generating the protein identifications with both methods. 

 

Single protein data set benchmarking 

ProteinFinder and Bioworks were compared using two single protein tandem 

mass spectrometry datasets.  The two datasets were catalase and lactoperoxidase (as 

described in Methods).   The peptide-level performance comparisons between Bioworks 

and ProteinFinder are illustrated in Figure 2.14A for catalase and Figure 2.14B for 

lactoperoxidase as RPC plots.  Both datasets were searched against the E.coli K12 

proteome (105,000 peptides at 0 tryptic missed cleavages).  The catalase performance 

data shows that ProteinFinder performs similar or worse than Bioworks at the high 

confidence regime (first 50 identified peptides), while outperforming Bioworks in both 

the number of total correct identifications and the area under the curve.  The 

lactoperoxidase data shows that ProteinFinder clearly outperforms Bioworks both in 

terms of accuracy and in terms of the number of identified peptides. 



 

Figure 2.14:  The peptide level RPC plots of the ProteinFinder and the Bioworks 
performance. 

The ProteinFinder performance (red curve) and the Bioworks performance (black curve) 
for the single-protein experimental datasets.  The x-axis represents the recall of the true 
positive peptides, and the y-axis represents the precision at given recall.  The single-
protein datasets are catalase (A) and lactoperoxidase (B).  Both datasets were searched 
against the E.coli K12 proteome with 0 missed cleavages (105,000 peptides) 
supplemented with the catalase and lactoperoxidase sequences. 
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Protein mix benchmarking 

Performance of ProteinFinder and Bioworks was compared on a dataset of mixed 

proteins.  The experimental data used for this study was the 6-protein mix (as described 

in Methods).  The experimental dataset was searched against the E.coli K12 proteome 

(105,000 peptides at 0 tryptic missed cleavages) supplemented with the experimental 

protein sequences.  The outcome of the benchmarking is illustrated in Figure 2.15.  

Figure 2.15A compares the peptide-level performance of both method via the RPC plot.  

Both methods show similar performance in terms of identification precision and in terms 

of the number of correct matches.  Both methods have identical performance at the high 

precision regime (precision = 1).  Bioworks (black curve) outperforms ProteinFinder (red 

curve) in the region of 270-370 identified peptides, while ProteinFinder has a better 

accuracy at the lower precision part of the RPC plot. 

 

At this junction, a brief comparison of the protein scoring schemes of the two 

methods is necessary.  The Bioworks protein scoring scheme is as follows:  each instance 

of peptide identification that meets certain criteria is counted toward the overall protein 

score.  For Bioworks this criteria is flexible, but usually involves a cutoff based on the 

XCorr.  For example, the +1 ions with XCorr better than 1.5, +2 ions with XCorr better 

than +2.0, and +3 ions with XCorr better than 2.5 count towards their respective protein 

scores.  If the peptide is ranked 1st (out of the top 5 identifications per experimental scan), 

it receives a score of 10, if 2nd – a score of 8, if 3rd – a score of 6, if 4th – a score of 4, and 

if 5th – a score of 2.  The XCorr scores of individual peptides have no contribution toward 

the overall protein score. 

 

 



 

Figure 2.15:  ProteinFinder and Bioworks performance for the 6-protein mix dataset. 

The peptide-level RPC plot of the ProteinFinder performance (red curve) and the 
Bioworks performance (black curve) for the 6-protein mix experimental dataset (A).  The 
x-axis represents the recall of the true positive peptides, and the y-axis represents the 
precision at given recall.  The dataset was searched against the E.coli K12 proteome with 
0 missed cleavages (105,000 peptides) supplemented with the protein sequences of the 6-
protein mix.  Protein scores for the ProteinFinder (B) and the Bioworks (C). 
 47
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The ProteinFinder’s protein scoring scheme is a cumulative probability of a 

protein given the individual probabilities of its peptides.  We use a peptide confidence 

cutoff of p_score better than 0.1, therefore, any peptide identification that exceeds the 

cutoff is counted towards its respective protein.  Each instance of the unique peptide 

identification from a protein is considered an independent event with its unique 

probability (expressed as p-value in Figure 2.8C).  Therefore, the cumulative probability 

of the protein is the sum of all of the p-values of the individual peptide scores normalized 

by the amino acid coverage (Figure 2.8C).  Empirically we find that normalization by the 

amino coverage is a necessary step because it discriminates against large proteins with 

very few peptide identifications (“one hit wonders”).  The protein probability and the 

expected values are calculated from the protein score.  In addition to the protein score 

illustrated in Figure 2.8C, when compiling the protein score one can choose to either 

count the single highest unique peptide score towards the overall protein score, or to 

count each instance of the peptide identification.  Either method has its advantages.  The 

unique-only scoring scheme reduces the rate of false positives, while the total sum 

approach greatly increases the confidence of the correct identifications.  As peptides 

elude off the reverse phase column, the peptide is usually selected for fragmentation 

several times.  Once an ion with a particular m/z has been fragmented, it appears on the 

exclusion list, which flags that ion and prohibits its fragmentation for a length of time.  

The exclusion list is implemented to prevent continuous sampling of the same high 

intensity ion.  However, a peptide is often multiply charged and if the +1 ion is entered 

into exclusion list, the +2 and +3 ions can be selected for the fragmentation.  Also, as 

mentioned during the mass score discussion, if the monoisotopic peak is excluded from 

the fragmentation, the A+1 or A+2 isotopes of the same ion specie can still be selected 

for fragmentation.  Therefore, the fragmentation sampling of a peptide ion usually 
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correlates with its abundance in the solution.  Thus, one might reason that the protein 

probability score should reflect favorably the multiple sampling of the same peptides.  

 

The protein scores for the ProteinFinder and the Bioworks methods are compared 

in Figures 2.15B and 2.15C.  All of the true positive proteins are ranked as the top 6 

identifications for both methods (highlighted in red for both methods).  In the case of 

ProteinFinder, the first columns of the protein score table (Figure 2.15B) is a cumulative 

p-value for the protein (negative logarithm of the random probability); the second column 

is the total number of scans that were identified by the peptides from that protein; the 

third column is the number of unique peptides; the fourth column is the amino acid 

coverage (faa Figure 2.8C); the fifth column is a gi code of the protein; the sixth column is 

the cumulative p-value normalized by the amino acid coverage (P_score, Figure 2.8C); 

the seventh column is the probability of being a random match; and the eighth column is 

the expected value (Figure 2.8D).  From Figure 2.15B, it is clear that ProteinFinder has 

scored all correct identifications with very high confidence while assigning negligible 

scores to the false positives.  The average score separation (lift) between the true positive 

scores and the first false positive is 2670 – 2.8 = 2667.2.  That is equivalent to going from 

the 1x10-2.8 random probability to the 1x10-2667.2 random probability of correct 

identification.  The Bioworks protein scores (Figure 2.15C) also show significant 

discrimination between the correct identifications and the false positives with an average 

lift of 561 – 20.3 = 540.7 of the Bioworks protein score units.  In this particular case, it is 

rather difficult to further compare the difference in performance between the two 

methods at the level of protein score due to the arbitrary nature of the Bioworks protein 

score.  Finally, both methods identify a similar number of peptides with Bioworks finding 

more peptides for the aldolase, myoglobin, and cytochrome C, while ProteinFinder has 
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more total identifications for carbonic anhydrase, human acid glycoprotein, and 

lysozyme. 

 

The two methods were compared as to their performance for another protein mix 

that contained different amounts of each protein by using the 6-protein concentration 

gradient mix (as described in Methods).  The experimental data was searched against the 

E.coli K12 proteome (105,000 peptides at 0 tryptic missed cleavages) supplemented with 

the experimental protein sequences.  Figure 2.16 illustrates the outcome of the search by 

two methods.  From the peptide-level RPC plot (Figure 2.16A) it is clear that both 

methods have comparable precision and recall at the peptide level.  Bioworks performs 

slightly better at the high confidence range while the ProteinFinder has a better overall 

identification profile.  Figures 2.16B and 2.16C compare the protein scores for the two 

methods.  Both methods identify only 5 out of 6 experimental proteins (highlighted in 

red).  The “missing” 6th protein is the carbonic anhydrase according to both methods.  

This finding not only allows us to compare the two methods, but also to establish the 

dynamic range of the protein concentration identifiable by our particular instrumental set 

up.  For a particular type of mass analyzer (ion trap, TOF-TOF, qTOF), the dynamic 

range depends on factors such as the length of the chromatography, type of the gradient, 

and method of ionization.  The results reported for the nano-ESI interface (Yates, 

McCormack et al. 1996; McCormack, Schieltz et al. 1997) indicate the 40fmol as the 

lowest amount of digested protein identifiable by tandem mass spectrometry.  In the same 

study, the 4pmol amount was indicated as the amount above which there was little 

improvement in the quality of the fragmentation spectra (judged by the number of 

identifications).  According to our results, confirmed by both ProteinFinder and 

Bioworks, the lowest amount identifiable is 1pmol.  The lower performance of our 



 

Figure 2.16:  ProteinFinder and Bioworks performance for the 6-protein concentration 
gradient dataset. 

The peptide-level RPC plot of the ProteinFinder performance (red curve) and the 
Bioworks performance (black curve) for the 6-protein concentration gradient dataset (A).  
The x-axis represents the recall of the true positive peptides, and the y-axis represents the 
precision at given recall.  The dataset was searched against the E.coli K12 proteome with 
0 missed cleavages (105,000 peptides) supplemented with the protein sequences of the 6-
protein mix.  Protein scores for ProteinFinder (B) and Bioworks (C). 
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instrument is an artifact of the ESI setup.  The Deca XP Plus is coupled with the micro-

ESI interface that has an order of magnitude higher lowest identifiable concentration than 

nano-ESI due to the faster HPLC flow rates (2µl/min compared to around 200nl/min for 

nano-ESI) and therefore, lower resolution of the low abundance peptide peaks.  The 

dynamic range ceiling, after which there is no observable improvement in the quality of 

fragmentation spectra, is myoglobin (Figure 2.16B, 3rd highest identification) present at 

the amount of 50pmol.  The ProteinFinder also rank ordered the correct identifications in 

the order of decreasing concentrations.  Finally, the ProteinFinder has a better 

performance for the 6-protein various concentration mix dataset than Bioworks.  As its 

top 5 identifications it has 5 out of 6 experimental proteins (Figure 2.16B).  Bioworks, 

however, correctly identifies the top 4 proteins (Figure 2.16C) with the score for the 

human acid glycoprotein being of marginal significance.  ProteinFinder also exhibits 

much higher average lift of 1,426 orders of magnitude of probability versus the 643 

protein score units for the Bioworks. 

 

The final protein mixture set analyzed was the 9-protein mix 2 (as described in 

Methods) acquired via MudPIT.  The experimental data was searched against the E.coli 

K12 proteome (105,000 peptides at 0 tryptic missed cleavages) supplemented with the 

experimental protein sequences.  The total number of acquired MS2 scans was 20,592.  

Figure 2.17 illustrates the performance of ProteinFinder and Bioworks.  ProteinFinder 

outperforms Bioworks (Figure 2.17A) in both high precision identifications and in its 

overall identification precision at the peptide level, while the total number of identified 

peptides was similar for both methods.  Both methods correctly identify all of the true 

positive proteins (Figure 2.17B,C).  The ProteinFinder method has an average lift of 360 

orders of magnitude of probability versus the 226 units of protein score for the Bioworks. 



 

Figure 2.17:  ProteinFinder and Bioworks performance for the 9-protein mix dataset. 

The peptide-level RPC plot of the ProteinFinder performance (red curve) and the 
Bioworks performance (black curve) for the 9-protein mix 2 experimental dataset (A).  
The x-axis represents the recall of the true positive peptides, and the y-axis represents the 
precision at given recall.  The dataset was searched against the E.coli K12 proteome with 
0 missed cleavages (105,000 peptides) supplemented with the protein sequences of the 9-
protein mix.  Protein scores for ProteinFinder (B) and Bioworks (C). 
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As the final test, ProteinFinder and Bioworks were compared as to their 

performance on a MudPIT dataset of high complexity data of the whole cell lysate digest 

from E.coli K12 (as described in Methods).  The experimental dataset was searched 

against the E.coli K12 proteome (105,000 peptides at 0 tryptic missed cleavages).   

 

To compare the performance of two methods on the test set without known 

correct identifications, we used the shuffled E.coli K12 database to establish cutoffs for 

credible protein identifications.  The shuffled E.coli K12 database was constructed by 

randomizing the amino acid positions within each protein without changing the relative 

amino acid frequencies.  Comparative searching against the real and the reversed 

databases was previously used to estimate the false positive rates to establish the score 

cutoffs for the protein identifications (Moore, Young et al. 2002; Resing, Meyer-Arendt 

et al. 2004).  We applied both ProteinFinder and Bioworks methods to search the heat 

shocked data set against the real and the shuffled databases.  Figure 2.18 shows the rank 

ordered protein identifications (x-axis) and their scores (y-axis) for the Bioworks method 

(A) and the ProteinFinder method (B).  The two curves on each plot represent the 

searches against the real database (black curve) and the shuffled database (red curve) 

scores.  The ProteinFinder method exhibits a more uniform and continuous change in the 

protein scores between the real and the shuffled databases.  The ProteinFinder also 

exhibits much smaller relative protein scores from a shuffled database search than the 

Bioworks method.  



 

Figure 2.18:  Protein scores for the heat shock E.coli K12 dataset. 

The x-axis contains the rank ordered protein identifications for Bioworks (A) and 
ProteinFinder (B) and the y-axis contains the protein scores.  The black curve of each 
graph represents the outcome of the search against the real database, and the red curve 
represents the search outcome against the shuffled E.coli database. 

 55



 56

We used the protein identifications from the real and the shuffled databases to 

further establish the 95% confidence cutoff protein lists for both methods.  To compile 

the lists we took the combined rank ordered protein identifications from both real and 

shuffled data for both methods and kept the identifications above 95% precision for the 

real identifications.  The precision was calculated as the fraction of the number of the 

protein identifications from the real data over the total number of identifications.  The 

outcome is illustrated in Figure 2.19A as the RPC curve that relates the  protein recall (x-

axis)  to the overall precision (y-axis) derived as a fraction of the identifications against 

the real database.  The number of proteins identified at 95% confidence was 117 for 

ProteinFinder and 46 for Bioworks.  The protein identifications from both methods 

overlap by 39 proteins.  ProteinFinder, therefore, identified over twice as many proteins 

than did Bioworks at the 95% level of confidence. 

 

To judge the validity of the protein identifications we looked for the enrichment 

of heat shock related proteins among the identified proteins.  We compiled a list of heat 

shock related proteins from the E.coli K12 proteome using the gene annotation keywords 

such as “heat shock”, “cold shock”, and “chaperonin”.  There are 54 proteins in the E.coli 

K12 proteome functionally linked to relieving the effects of heat shock.  Therefore, we 

further investigated the protein lists of ProteinFinder and Bioworks for the enrichment of 

the heat shock related proteins.  We used the hypergeometric distribution derived 

probability to calculate the significance of the heat shock protein identifications for both 

methods.  The hypergeometric distribution probability was calculated as follows: 
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where N is the total population size, M is the number of identified proteins, n is the 

number of heat shock related proteins, and k is the overlap between M and n.  Suppose 

there are n unique objects in the N-objects population.  Subsequently one selects M 

objects from the N-object population that contains k unique objects from the n-

population. The hypergeometric probability P represents the likelihood of observing this 

outcome by chance.  Figures 2.19B, C, and D illustrate the hypergeometric distribution 

calculations for the ProteinFinder results, Bioworks results, and the ProteinFinder unique 

results.  The blue rectangle represents the E.coli K12 proteome of 4289 proteins (N = 

4,289).  The grey circle represents the n = 54 heat shock related proteins in the E.coli 

K12 proteome.  The red circle in the Figure 2.19B represents the M = 117 proteins 

identified by ProteinFinder that contains k = 9 heat shock related proteins (shown as the 

overlap between the grey and the red circle).  The probability of finding 9 heat shock 

proteins in the total of 117 identifications out of the 4,289 proteins (that contain 54 heat 

shock proteins) is 2.5x10-6.  Therefore, the protein identifications by ProteinFinder are 

significantly enriched for the heat shock related proteins, which validates the protein 

identification results obtained by the method.  The Bioworks protein identifications 

(Figure 2.19C) contain 3 heat shock related proteins among the 46 total identifications.  

The hypergeometric probability of this event is 0.02.  Thus, the identifications by 

Bioworks are much less significant in terms of enrichment for the heat shock related 

proteins, which is considered a validation for either method.  Finally, we calculated the 

hypergeometric probability for the protein identifications exclusive to ProteinFinder 

(minus the proteins identified by both methods).  Figure 2.19D illustrates the outcome 
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with the hypergeometric distribution probability of 3.8x10-4.  Therefore, even after 

excluding the proteins identified by both methods from the ProteinFinder identification’s 

list, the likelihood of the heat shock related protein identifications by chance is still very 

insignificant. 

 

 

Figure 2.19:  Comparison between the ProteinFinder and the Bioworks protein 
identifications for the heat shock E.coli K12 whole cell digest. 

The protein-level RPC plot of the ProteinFinder performance (red curve) and the 
Bioworks performance (black curve).  Hypergeometric distribution probability for the 
ProteinFinder identifications (B), Bioworks identifications (C), and ProteinFinder unique 
identifications (D). 
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Finally, we performed execution time comparisons between the ProteinFinder and 

the Bioworks software.  The Bioworks timing was measured on a single 2.8Ghz 

PentiumIV HT processor with 2.0Gb RAM running Windows XP.  The timing 

measurements for the ProteinFinder were taken on a heterogeneous Linux cluster of 12 

computers running a 22-node lam universe.  The slowest node was a single 1.0Ghz 

PentiumIII computer, and the fastest node was a dual Pentium Xeon at 3.0Ghz.  The 

execution time for the  ProteinFinder scaled as O(n) for large n where n is the search size 

(product of the total number of observed MS2 scans and the size of the database 

searched).  For the relatively low complexity searches (1x108 – 1x109) the data transfer 

and the result upload times skew the O(n) model.  Table 2.2 lists the execution time 

comparisons between ProteinFinder and Bioworks. 

 
Search 
size n Bioworks ProteinFinder 

parallelized (22 nodes) 
ProteinFinder total 

CPU time 

3.7x108 45min 5min 110min 

2.2x109 148min (2.5 hrs) 7.5min 165min 

8.0x109 1,200min (20 hrs) 17.5min 385min 

Table 2.2:  Execution time comparisons between Bioworks and the ProteinFinder. 
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CONCLUSION 

Tandem mass spectrometry is one of the most popular methods for a large scale 

protein profiling.  We developed a database search method, ProteinFinder that has 

probabilistic scoring scheme for the peptides and proteins.  The ProteinFinder scoring 

scheme takes into account other types of information besides the fragmentation pattern 

matching, such as the peptide mass score and the chromatographic alignment score.  We 

also developed a flexible and comprehensive protein scoring function that takes into 

account the amino acid coverage of the identified protein, the multiplicity of each 

identified peptide, and the approximate peptide abundance expressed as the number of 

identifications of the unique peptide.  The parallel architecture of the method, the careful 

choice of the implemented data structures, and the MySQL database interface allows for 

a considerable reduction in the search time, which is critical when taking into account the 

rate of tandem mass spectrometry data acquisition. 

 

Parameter optimization is an essential part of any method development.  We 

optimized the peptide mass score and the chromatographic alignment score to maximize 

the recall of correct identifications and to minimize the false positive rate due to 

erroneous identifications.  Both optimizations revealed that in order to achieve the 

maximum performance, given the models for the mass and chromatographic alignment 

scores, the stringency of the scores (in terms of the standard deviation settings) has to be 

lowered to account for the underlying error associated with both precursor ion mass 

accuracy and retention time prediction.  Given the optimizations, both the peptide mass 

score and the chromatographic alignment score show valuable contributions towards the 

overall peptide score.  We optimized the search parameters such as de-noising of the 

experimental spectra and determined that the peak intensity level of 1x104 has the best 
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performance for the ProteinFinder method.  Furthermore, we show that the ProteinFinder 

method is robust against the large search databases with only a minor decrease in 

performance for the factor of 16 size increase. 

 

We carried out comparisons between the ProteinFinder and the leading tandem 

mass spectra searching software, Bioworks, to benchmark the method.  ProteinFinder 

exhibits similar or often superior performance to the Bioworks method.  ProteinFinder 

has consistently performed equal to or better than Bioworks at the level of peptide recall 

and precision.  ProteinFinder has also outperformed Bioworks as to the protein-level 

identifications by consistently yielding very high confidence scores for the correct protein 

identifications and by discriminating against the false positive matches to a larger degree 

than Bioworks.  ProteinFinder has performed considerably better than Bioworks when 

analyzing the most complex and information rich data such as the whole cell digest of an 

organism.  The confidence of ProteinFinder identifications were several orders of 

magnitude better that those for the Bioworks method.  Finally, the probabilistic nature of 

the ProteinFinder scores further removes ambiguities as to the meaning of the numerical 

scores associated with identifications. 

 

The ProteinFinder method could benefit in the future from the following 

improvements.  An addition of the charge state prediction will reduce the number of 

misidentifications by reducing the potential search size.  A more accurate mass 

measurement of the precursor ion will increase the predicting ability of the peptide mass 

score.  One possible solution is to go back to the analytical full scan in order to find the 

monoisotopic peak of the precursor ion.  To improve the chromatographic alignment 

score, the retention time prediction method needs to be re-trained on a larger set of 
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correct identifications.  Also, addition of the hydrophobicity indexes (for example, Kyle 

and Doolittle scale) as attributes into the linear regression model may further improve the 

model’s predicting ability.  The method would also benefit greatly from improvements 

when generating predicted fragmentation patterns of peptides.  Both the intensity of the 

ion peak (Schutz, Kapp et al. 2003; Tabb, Huang et al. 2004) and the sequence and 

charge specific fragmentation pattern (Wysocki, Tsaprailis et al. 2000; Kapp, Schutz et 

al. 2003; Tabb, Smith et al. 2003) can be modeled when generating the predicted 

fragmentation patterns. 

 

From the standpoint of the overall architecture, the ProteinFinder can be improved 

by not only dividing the experimental data into packets, but also by dividing the database 

into segments.  Even though, the ProteinFinder is not a very memory intensive 

application, the MudPIT scale searches against a database of larger than 2x106 peptides 

(more than 48,000 proteins) will be limited by the RAM memory available to each node.  

Finally, the ProteinFinder platform will contribute greatly from the graphical user 

interface. 

 

 

 

 

 

 

 

 



 63

REFERENCES 

 

Anderson, D. C., W. Li, et al. (2003). "A new algorithm for the evaluation of shotgun 
peptide sequencing in proteomics: support vector machine classification of 
peptide MS/MS spectra and SEQUEST scores." J Proteome Res 2(2): 137-46. 

Bean, M. F., S. A. Carr, et al. (1991). "Tandem mass spectrometry of peptides using 
hybrid and four-sector instruments: a comparative study." Anal Chem 63(14): 
1473-81. 

Blom, K. F. (2001). "Estimating the precision of exact mass measurements on an 
orthogonal time-of-flight mass spectrometer." Anal Chem 73(3): 715-9. 

Burns, G., Daoud, R., Vaigl, J., (1994). "LAM: an open cluster environment for MPI." 
Proceedings of Supercomputing Symposium: 379 - 386. 

Colinge, J., J. Magnin, et al. (2003). "Improved peptide charge state assignment." 
Proteomics 3(8): 1434-40. 

Craig, R. and R. C. Beavis (2004). "TANDEM: matching proteins with tandem mass 
spectra." Bioinformatics 20(9): 1466-7. 

Eckart, K., Holthausen, M.C., Koch, W., Spiess, J. (1998). "Mass spectrometric and 
quantum mechanical analysis of gas-phase formation, structure, and 
decomposition of various b2 ions and their specifically deuterated analogs." J. 
Am. Soc. Mass Spectrom. 9: 1002. 

Eng, J., McCormack, A., Yates, J. (1994). "An approach to correlate tandem mass 
spectral data of peptides with amino sequences in a protein database." 
J.Am.Soc.MassSpec. 5(11): 976-989. 

Eriksson, J. and D. Fenyo (2004). "Probity: a protein identification algorithm with 
accurate assignment of the statistical significance of the results." J Proteome Res 
3(1): 32-6. 

Eriksson, J. and D. Fenyo (2004). "The statistical significance of protein identification 
results as a function of the number of protein sequences searched." J Proteome 
Res 3(5): 979-82. 

Fenn, J. B., M. Mann, et al. (1989). "Electrospray ionization for mass spectrometry of 
large biomolecules." Science 246(4926): 64-71. 



 64

Fenyo, D. and R. C. Beavis (2003). "A method for assessing the statistical significance of 
mass spectrometry-based protein identifications using general scoring schemes." 
Anal Chem 75(4): 768-74. 

Florens, L., M. P. Washburn, et al. (2002). "A proteomic view of the Plasmodium 
falciparum life cycle." Nature 419(6906): 520-6. 

Frank, E., M. Hall, et al. (2004). "Data mining in bioinformatics using Weka." 
Bioinformatics 20(15): 2479-81. 

Gavin, A. C., M. Bosche, et al. (2002). "Functional organization of the yeast proteome by 
systematic analysis of protein complexes." Nature 415(6868): 141-7. 

Gentzel, M., T. Kocher, et al. (2003). "Preprocessing of tandem mass spectrometric data 
to support automatic protein identification." Proteomics 3(8): 1597-610. 

Hager, J. W. and J. C. Le Blanc (2003). "High-performance liquid chromatography-
tandem mass spectrometry with a new quadrupole/linear ion trap instrument." J 
Chromatogr A 1020(1): 3-9. 

Han, D. K., J. Eng, et al. (2001). "Quantitative profiling of differentiation-induced 
microsomal proteins using isotope-coded affinity tags and mass spectrometry." 
Nat Biotechnol 19(10): 946-51. 

Harrison, A. G., I. G. Csizmadia, et al. (2000). "Structure and fragmentation of b2 ions in 
peptide mass spectra." J Am Soc Mass Spectrom 11(5): 427-36. 

Ho, Y., A. Gruhler, et al. (2002). "Systematic identification of protein complexes in 
Saccharomyces cerevisiae by mass spectrometry." Nature 415(6868): 180-3. 

Hunt, D. F., R. A. Henderson, et al. (1992). "Characterization of peptides bound to the 
class I MHC molecule HLA-A2.1 by mass spectrometry." Science 255(5049): 
1261-3. 

Kapp, E. A., F. Schutz, et al. (2003). "Mining a tandem mass spectrometry database to 
determine the trends and global factors influencing peptide fragmentation." Anal 
Chem 75(22): 6251-64. 

Karas, M. and F. Hillenkamp (1988). "Laser desorption ionization of proteins with 
molecular masses exceeding 10,000 daltons." Anal Chem 60(20): 2299-301. 

Keller, A., A. I. Nesvizhskii, et al. (2002). "Empirical statistical model to estimate the 
accuracy of peptide identifications made by MS/MS and database search." Anal 
Chem 74(20): 5383-92. 



 65

Kolker, E., S. Purvine, et al. (2003). "Initial proteome analysis of model microorganism 
Haemophilus influenzae strain Rd KW20." J Bacteriol 185(15): 4593-602. 

Lasonder, E., Y. Ishihama, et al. (2002). "Analysis of the Plasmodium falciparum 
proteome by high-accuracy mass spectrometry." Nature 419(6906): 537-42. 

Lipton, M. S., L. Pasa-Tolic, et al. (2002). "Global analysis of the Deinococcus 
radiodurans proteome by using accurate mass tags." Proc Natl Acad Sci U S A 
99(17): 11049-54. 

Lopez-Ferrer, D., S. Martinez-Bartolome, et al. (2004). "Statistical model for large-scale 
peptide identification in databases from tandem mass spectra using SEQUEST." 
Anal Chem 76(23): 6853-60. 

Lu, B. and T. Chen (2003). "A suffix tree approach to the interpretation of tandem mass 
spectra: applications to peptides of non-specific digestion and post-translational 
modifications." Bioinformatics 19 Suppl 2: II113-II121. 

MacCoss, M. J., C. C. Wu, et al. (2002). "Probability-based validation of protein 
identifications using a modified SEQUEST algorithm." Anal Chem 74(21): 5593-
9. 

McCormack, A. L., D. M. Schieltz, et al. (1997). "Direct analysis and identification of 
proteins in mixtures by LC/MS/MS and database searching at the low-femtomole 
level." Anal Chem 69(4): 767-76. 

Moore, R. E., M. K. Young, et al. (2000). "Method for screening peptide fragment ion 
mass spectra prior to database searching." J Am Soc Mass Spectrom 11(5): 422-6. 

Moore, R. E., M. K. Young, et al. (2002). "Qscore: an algorithm for evaluating 
SEQUEST database search results." J Am Soc Mass Spectrom 13(4): 378-86. 

Nesvizhskii, A. I., A. Keller, et al. (2003). "A statistical model for identifying proteins by 
tandem mass spectrometry." Anal Chem 75(17): 4646-58. 

Nikolaev, E., L. S. Riter, et al. (2004). "Trace analysis of organics in air by corona 
discharge atmospheric pressure ionization using an electrospray ionization 
interface." Eur J Mass Spectrom (Chichester, Eng) 10(2): 197-204. 

Papayannopoulos, I. A. and K. Biemann (1992). "Fast atom bombardment and tandem 
mass spectrometry of synthetic peptides and byproducts." Pept Res 5(2): 83-90. 

Pappin, D. J., P. Hojrup, et al. (1993). "Rapid identification of proteins by peptide-mass 
fingerprinting." Curr Biol 3(6): 327-32. 



 66

Perkins, D. N., D. J. Pappin, et al. (1999). "Probability-based protein identification by 
searching sequence databases using mass spectrometry data." Electrophoresis 
20(18): 3551-67. 

Pevzner, P. A., Z. Mulyukov, et al. (2001). "Efficiency of database search for 
identification of mutated and modified proteins via mass spectrometry." Genome 
Res 11(2): 290-9. 

Prince, J. T., M. W. Carlson, et al. (2004). "The need for a public proteomics repository." 
Nat Biotechnol 22(4): 471-2. 

Razumovskaya, J., V. Olman, et al. (2004). "A computational method for assessing 
peptide- identification reliability in tandem mass spectrometry analysis with 
SEQUEST." Proteomics 4(4): 961-9. 

Resing, K. A., K. Meyer-Arendt, et al. (2004). "Improving reproducibility and sensitivity 
in identifying human proteins by shotgun proteomics." Anal Chem 76(13): 3556-
68. 

Roepstorff, P. and J. Fohlman (1984). "Proposal for a common nomenclature for 
sequence ions in mass spectra of peptides." Biomed Mass Spectrom 11(11): 601. 

Sadygov, R. G., J. Eng, et al. (2002). "Code developments to improve the efficiency of 
automated MS/MS spectra interpretation." J Proteome Res 1(3): 211-5. 

Sadygov, R. G. and J. R. Yates, 3rd (2003). "A hypergeometric probability model for 
protein identification and validation using tandem mass spectral data and protein 
sequence databases." Anal Chem 75(15): 3792-8. 

Schutz, F., E. A. Kapp, et al. (2003). "Deriving statistical models for predicting peptide 
tandem MS product ion intensities." Biochem Soc Trans 31(Pt 6): 1479-83. 

Shiio, Y., S. Donohoe, et al. (2002). "Quantitative proteomic analysis of Myc oncoprotein 
function." EMBO J 21(19): 5088-96. 

Shiio, Y., R. N. Eisenman, et al. (2003). "Quantitative proteomic analysis of chromatin-
associated factors." J Am Soc Mass Spectrom 14(7): 696-703. 

Tabb, D. L., Y. Huang, et al. (2004). "Influence of basic residue content on fragment ion 
peak intensities in low-energy collision-induced dissociation spectra of peptides." 
Anal Chem 76(5): 1243-8. 

Tabb, D. L., W. H. McDonald, et al. (2002). "DTASelect and Contrast: tools for 
assembling and comparing protein identifications from shotgun proteomics." J 
Proteome Res 1(1): 21-6. 



 67

Tabb, D. L., L. L. Smith, et al. (2003). "Statistical characterization of ion trap tandem 
mass spectra from doubly charged tryptic peptides." Anal Chem 75(5): 1155-63. 

Vachet, R. W., K. L. Ray, et al. (1998). "Origin of product ions in the MS/MS spectra of 
peptides in a quadrupole ion trap." J Am Soc Mass Spectrom 9(4): 341-4. 

Washburn, M. P., D. Wolters, et al. (2001). "Large-scale analysis of the yeast proteome 
by multidimensional protein identification technology." Nat Biotechnol 19(3): 
242-7. 

Wilkins, M. R., C. Pasquali, et al. (1996). "From proteins to proteomes: large scale 
protein identification by two-dimensional electrophoresis and amino acid 
analysis." Biotechnology (N Y) 14(1): 61-5. 

Wysocki, V. H., G. Tsaprailis, et al. (2000). "Mobile and localized protons: a framework 
for understanding peptide dissociation." J Mass Spectrom 35(12): 1399-406. 

Yalcin, T., Csizmadia, I.G., Peterson, M.R., Harrison, A.G., (1996). "The structure and 
fragmentation of Bn (n > 3) ions in peptide spectra." J Am Soc Mass Spectrom 7: 
293. 

Yalcin, T., Khouw, C., Csizmadia, I.G., Peterson, M.R., Harrison, A.G., (1995). "Why 
are B ions stable species in peptide mass spectra." J. Am. Soc. Mass Spectrom. 6: 
1165. 

Yates, J. R., 3rd, J. K. Eng, et al. (1995). "Mining genomes: correlating tandem mass 
spectra of modified and unmodified peptides to sequences in nucleotide 
databases." Anal Chem 67(18): 3202-10. 

Yates, J. R., 3rd, J. K. Eng, et al. (1995). "Method to correlate tandem mass spectra of 
modified peptides to amino acid sequences in the protein database." Anal Chem 
67(8): 1426-36. 

Yates, J. R., 3rd, A. L. McCormack, et al. (1996). "Future prospects for the analysis of 
complex biological systems using micro-column liquid chromatography-
electrospray tandem mass spectrometry." Analyst 121(7): 65R-76R. 

Yates, J. R., 3rd, S. F. Morgan, et al. (1998). "Method to compare collision-induced 
dissociation spectra of peptides: potential for library searching and subtractive 
analysis." Anal Chem 70(17): 3557-65. 

Zhang, N., R. Aebersold, et al. (2002). "ProbID: a probabilistic algorithm to identify 
peptides through sequence database searching using tandem mass spectral data." 
Proteomics 2(10): 1406-12. 



 68

Zhang, W. and B. T. Chait (2000). "ProFound: an expert system for protein identification 
using mass spectrometric peptide mapping information." Anal Chem 72(11): 
2482-9. 



 69

Chapter 3:  Peptide Signature Method 

Mass spectrometry is one of the key methods in experimental proteomics, making 

a transition within the last 20 years from a small-molecule analytical tool to a large-scale 

biological discovery and quantification method (Tyers and Mann 2003).  One powerful 

approach to mass spectrometry proteomics is the “bottom-up” or “shotgun” MudPIT 

experiment (Washburn, Wolters et al. 2001; Wolters, Washburn et al. 2001): Proteins in a 

complex mixture (tens to thousands of proteins) are digested with a sequence-specific 

protease (e.g., trypsin) to yield peptides, which are subsequently separated via several 

dimensions of high-pressure liquid chromatography (HPLC), either online or offline with 

respect to the mass spectrometer.  A chromatographic fraction is ionized and introduced 

into the instrument where mass-to-charge (m/z) ratios of (typically) positively charged 

species are recorded to produce a full-scan analytical mass spectrum.  Several precursor 

ions are selected from the mass spectrum for subsequent fragmentation via collision 

induced dissociation with a neutral gas.  These fragmentation spectra (MS2 scans) convey 

information about the sequence of the precursor peptide (Hunt, Yates et al. 1986), usually 

interpreted by mass matching of the precursor ions against a database of in silico digested 

proteins, combined with spectral matching of experimental fragmentation data against the 

database of predicted peptide fragments (Yates, Eng et al. 1995; Clauser, Baker et al. 

1999; Perkins, Pappin et al. 1999; Nesvizhskii, Keller et al. 2003).  Another approach to 

identification of MS2 spectra is de novo peptide sequencing where the goal is to find the 

theoretical peptide sequence which yields fragment ions with matching m/z values to the 

subset of the experimental MS2 scan (Dancik, Addona et al. 1999; Chen, Kao et al. 2001). 
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Powerful as these methods are, they have several intrinsic limitations.  One 

technical limitation is the rate at which full scan MS and MS2 scans can be acquired – for 

example, a widely used mode of such data-dependent acquisition is 3 averaged MS2 scans 

from the 3 highest precursor ions per 1 full analytical MS scan.  Since electrospray ion 

trap instruments are usually coupled to continuous on-line liquid chromatography, the 

necessity to collect fragmentation spectra on a previously acquired sample allows for an 

average of ¾ of the biological sample to flow through undetected.  Acquisition of MS2 

scans can even occupy higher fraction of the instrument’s duty cycle with longer 

injection times and higher number of MS2 scans averaged (Wenner and Lynn 2004).  

Latest generation mass spectrometers have begun to address this problem through faster 

acquisition and less averaging of the MS2 scans. 

 

A more serious limitation is that the fragmentation data interpretation often 

becomes complicated:  the current models of peptide fragmentation are imperfect, 

reducing the fidelity of spectral alignment and peptide/protein identification.  The 

efficiency of peptide dissociation depends on many factors such as the instrument type, 

parent ion charge (Willard and Kinter 2001; Tabb, Smith et al. 2003), peptide 

conformation, presence and position of basic residues within the peptide, presence of 

proline, etc (Breci, Tabb et al. 2003; Tabb, Huang et al. 2004).  There have been 

successful attempts to construct predictive models and classifiers of sequence and charge-

dependent peptide fragmentation (Kapp, Schutz et al. 2003; Schutz, Kapp et al. 2003).  

However, these attempts are still limited by the amount of training data and our 

understanding of the gas-phase chemistry of CID.  Also, a spectral alignment that takes 

into account post-translational modifications is still a very difficult computational 

problem (Pevzner, Mulyukov et al. 2001).  In spite of these efforts, in a typical high-
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throughput shotgun proteomics experiment fewer than 20% of the MS2 spectra are ever 

interpreted successfully.  Therefore this approach is currently limited not as much by data 

acquisition, but by data interpretation. 

 

Here we propose an approach to both acquisition and analysis of large-scale mass 

spectrometric proteomics data that does not require collection of MS2 fragmentation 

spectra for protein identification, and, therefore, does not require spectral alignment 

against a database of theoretical fragmentation spectra for protein identification.  The 

method relies on computationally identifying the mass spectral peaks derived from 

peptides from the same protein.  Once such clusters of peaks are obtained, protein 

identification is achieved via peptide mass fingerprinting (Perkins, Pappin et al. 1999; 

Zhang and Chait 2000) of m/z values from each cluster.  We show this soft-clustering of 

peptide ion peaks originating from the same protein is possible when several mass 

spectrometry data sets are collected from the same sample prepared under multiple 

conditions in which the protein abundances are varied.  By comparing results from the 

different mass spectrometry experiments, one can cluster peptide peaks that derive from 

the same protein based on the unique variation of their intensities throughout the 

experiments.  We call this approach the “Peptide Signature Method” and demonstrate the 

technique using simulated and experimental mass spectrometric data. 
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METHODS 

Peptide signature method 

The Peptide Signature Method (PSM) is a comparative mass spectrometry method 

where the simultaneous analysis of multiple biological experiments provides the basis for 

peptide and protein identification.  The critical idea behind PSM is that peptides that arise 

from the same protein are typically present stoichiometrically, and will vary in their 

abundance in a correlated fashion as that protein’s expression level changes across 

biological experiments.  Therefore, it may be possible to identify peptides by looking for 

correlations in their abundances across mass spectrometry proteomics experiments, as 

outlined in Figure 3.1. 

 

The implementation of PSM is as follows:  samples of complex protein mixtures 

(e.g., protein fractions of cell lysates) are analyzed by the bottom-up approach, in which 

the protein component of the cell is proteolytically digested to yield peptides.  First, the 

full-scan MS data is acquired on several samples of the same origin (i.e., same organism) 

under similar experimental conditions (Step1).  The samples can represent related sample 

in which protein concentrations are expected to change, such as different phenotypes of 

the same organism or different growth programs.  Each sample should be prepared in the 

same manner utilizing identical protein isolation techniques and proteolytic digestion 

conditions.  Once the mass spectrometry data from several experiments is available, the 

corresponding spectra are aligned to find equivalent peaks (Pevzner, Mulyukov et al. 

2001; Bandeira, Larsson et al. 2004).  For LC/MS or MudPIT experiments this would 

require aligning LC/MS runs along the chromatographic elution axes (Bylund, 

Danielsson et al. 2002; Listgarten and Emili 2005). 

 



 

Figure 3.1:  Outline of the peptide signature method. 

The PSM incorporates data acquisition, alignment of mass spectra to produce peak 
vectors, soft-clustering using correlation between the peak vectors, and peptide mass 
fingerprinting analysis of the resulting soft clusters. 
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The outcome of the alignments is a set of peak expression signature vectors, each 

of which has n dimensions corresponding to n experiments.  Each vector is associated 

with a measured m/z ratio and elution time/scan number, and is populated with that 

peak’s intensities in each of the experiments (a table in Step2).  Therefore, each peak 

vector represents that peak’s abundance history or “signature” across the n experiments.  

This is represented by a graph at Step2 where each peak’s abundance is depicted with a 

curve (red colored curves and table entries are peptides from the same protein).  Note that 

the mapping of equivalent peaks between experiments is crucial for the PSM method:  

Each peptide’s chromatographic retention time is affected by numerous extrinsic factors 

such as immediate chemical environment, chromatographic flow rate, and amount of 

sample loaded on a column.  The alignment of MS spectra is carried out to maximize the 

likelihood that each peak vector is populated with abundances of the same ion specie. 

 

Once the “peak-by-experiment” matrix is populated, all pairs of vectors are 

compared in order to soft-cluster the peaks according to the similarity in their signatures.  

Peaks are soft-clustered based on the similarity of the change of their intensities 

throughout all of the experiments/dimensions (Step 3), calculating the Pearson’s 

correlation coefficient between signature vectors to determine, for each vector, the most 

similar set of other vectors.  Therefore, for m unique peak vectors of n dimensions 

(experiments), the outcome is the m soft clusters of k peaks closest to the seed of the 

cluster (Step 4).  The k peak m/z values in each cluster are then submitted for protein 

identification via peptide mass fingerprinting (Step 5). 

 

 



Mass spectrometry simulation 

In order to test the peptide signature method of protein identification, we 

simulated the production of full scan mass spectra from complex protein mixtures across 

experiments with changing protein levels.  Simulated data were produced for the 

following samples:  a small set of 12 proteins, a sample of moderate complexity derived 

from the S.pombe chromosome 3 proteome (900 proteins), the complete E.coli K12 

proteome (4,288 proteins), and the complete S.cerevisiae proteome (6,333 proteins).  For 

most simulations, the E. coli K12 proteome was used.  When digested in silico with 

trypsin, allowing 0 missed cleavages, this proteome yields 92,272 peptides. 

 

The data were simulated as follows:  To generate mass spec data for a single 

experiment (of several required experiments/dimensions), each protein was assigned a 

random integer abundance value drawn from the proteome’s dynamic expression range.  

Here, the dynamic expression range reflects the minimum and the maximum levels of 

protein expression within the proteome in arbitrary units.  The dynamic expression ranges 

from zero to as high as .  However, in the majority of simulations, the ceiling is set 

to , and the dynamic expression range to 4 orders of magnitude, in order to reflect 

the experimental evidence from the yeast proteome (Ghaemmaghami, Huh et al. 2003).  

All proteins from a sample are in silico digested with trypsin (digesting C-terminal to 

lysine or arginine if not followed by P) with 0 missed cleavages.  Each peptide inherits its 

parent protein’s abundance.  In the case of two peptides having an identical sequence, 

they are treated as a single entity for the purposes of mass spectrometry, receiving the 

sum of their parent protein’s abundances.  Individual peptide’s abundances are then 

modified according to a model of experimental noise.   

8101×
4101×
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Both random and systematic noise was added to better imitate actual electrospray 

mass spectra.  The ionization efficiency of each peptide was represented as systematic 

noise by introducing a multiplicative error term.  Each peptide sequence i was associated 

with its own unique ionization efficiency (IEi) generated randomly and ranging from 0 to 

1.  Here, a zero value indicates that the peptide cannot be detected in the mass 

spectrometer, and 1 indicates that 100% of the peptide is ionized and detected by the 

mass analyzer.  Once a peptide of a particular sequence receives its unique ionization 

efficiency, it is assumed that it will not change throughout the course of simulated mass 

spectrometry experiments.  This artificial ionization efficiency is meant to capture the 

phenomenon of ion suppression of species with different chemical properties (King, 

Bonfiglio et al. 2000; Schmidt, Karas et al. 2003). 

 

In addition to the multiplicative error, an experiment-by-experiment random error 

term (Vari) is introduced into each peptide’s abundance.  Benchmarking of the PSM 

method was performed with levels of random additive noise of up to +/- 100% of the 

ionized peptide abundance.  Each abundance intensity value is rounded off to the nearest 

integer.  Figure 3.2 illustrates the simulation where a hypothetical protein (protein A) is 

digested to yield 9 peptides originally having the same abundance as the original protein 

(CA).  Each peptide also inherited a random unique sequence-dependent ionization 

efficiency (IEi; [0-1]) and random variation (Vari; up to +/- 50% in Figure 3.2).  The final 

abundance of peptide i can be expressed as: iiAiAi VarIECIECInt ××±×= )( . 
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Figure  3.2:  Mass spectrometric simulation for a hypothetical protein A. 

The intensity (Inti) of the mass spectral peak of peptide i is expressed as a function of the 
parent protein’s concentration (CA), modified by a peptide-specific error model that 
includes ionization efficiency (systematic noise, IEi) and signal abundance variation 
(random noise, Vari).  The outcome is conversion of the constant peak heights (center 
graph) to the more varied distribution (right graph) expected in mass spectrometric 
experiments. 

 

Experimental data collection 

Experimental spectra were collected using a Thermo-Finnegan LCQ Deca XP 

Plus electrospray (ESI) ion trap mass spectrometer coupled to HPLC with a BioBasic-

C18 column inline with the ESI probe.  The flow rate was held at 2µL/min, the capillary 

temperature was set to 160°C with the ESI voltage set to 3.2kV.  Full-scan analytical data 

sets were collected in a positive centroided mode in the mass range of 800-2000 Da.  The 

two-protein data set consisted of myoglobin (horse) and alpha-glycoprotein 1 (human 

AGP1).  Proteins were reduced by DTT, carboxymethylated at the cysteine residues, and 

digested with TPCK trypsin (MicroSolv).  Figure 3.3A shows the final abundances of the 

proteins in 50µL of the sample analyzed during each of the five mass spectrometry 

experiments (dimension).  Each mass spectrometric experiment was acquired for 140min 
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using an H20/Acetonitrile gradient of 5% to 35% acetonitrile in 120min followed by the 

95% acetonitrile bump and column equilibration step. 

 

 

Figure  3.3:  Experimental setup and data vectors for PSM. 

(A) Protein abundances of myoglobin (open circle solid line) and AGP1 (open circle 
dashed line) in a two-protein 5-dimension experiment (pmol).  Myoglobin amounts:  100, 
1, 2.5, 10, and 100 pmol.  AGP1 amounts:  1, 100, 10, 2.5, and 1 pmol.  (B) Graphic 
representation of experimental peak intensities for the 600 extracted peak vectors of 
myoglobin-AGP1 data set.  Darker bars indicate higher signal intensity. 
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Alignment of the experimental LC/MS data 

Centroided raw mass spectrometry data were rounded to the nearest m/z and data 

interpolated along the time axis in 12 second intervals using piecewise cubic hermite 

interpolation as implemented in the SLATEC PCHIP (Fritsch 1984) library to create a 

matrix of evenly spaced intensities.  Peaks with m/z values less than 400 were discarded.  

Distinct mass spectrometry experiments were aligned using the global Dynamic Time 

Warping algorithm (Aach and Church 2001) with Pearson's product-moment correlation 

(Pearson's R) to compare spectra and a linear gap penalty function equal to the average 

value of the scoring matrix.  High confidence anchor points were selected from the 

alignment by subdividing the alignment path into 20 evenly spaced intervals and taking 

the highest scoring point in each.  PCHIP interpolation between the anchor points then 

afforded a smooth function for weighting the addition of the aligned data sets.  The 600 

tallest chromatographic peaks in the resulting aligned (composite) data set were selected 

for further processing.  The boundaries of each peak were defined by locating the point at 

which the signal intensity dropped below the median of the lowest 20th percentile of the 

surrounding background within a certain tolerance (+/- 1 to 3 m/z and +/- 24 to 96 

seconds).  Smaller peaks overlapping larger peaks by more than 1% of their area were 

discarded.  Peak volumes for each experimental data set were then calculated by adding 

the signal within the defined peak boundaries and subtracting the background. 

 

Peptide mass fingerprint 

Peptide mass fingerprinting was done using Mascot for the simulated data and an 

in-house implementation of ProFound (Perkins, Pappin et al. 1999; Zhang and Chait 

2000) for the experimental data.  In short, Mascot calculates the cumulative probability 

for a protein in the database being found by random given the experimental peptide m/z 



values.  The probabilistic score is converted to a MOWSE score, which is 

.  A MOWSE score of 70 or higher is considered significant.  The 

ProFound scoring scheme employs a Bayesian method to calculate the probability that a 

protein sequence in the database matches the experimental scan (Zhang and Chait 2000).  

Probability scores were converted into p-value scores (

)log(10 randP∗−

)1log( truePvaluep −−=− ) 

indicating the probability of a database match occurring by random.  All searches of 

simulated data were carried out with Mascot against the NCBInr E. coli taxonomy, which 

included multiple E. coli strains and digestion parameters and ±  1.0 Da. peptide mass 

tolerance for the searches.  All simulated peptide masses were rounded to the nearest 

integer m/z.  Searches of experimental data were carried out using ProFound against the 

E. coli K12 proteome with the addition of myoglobin and AGP1.  The sequence of AGP1 

was truncated to leave out the 5 tryptic peptides previously shown to be N-glycosylated 

by various glycoforms (Sullivan, Addona et al. 2004). 
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RESULTS 

In order to test the PSM method, we varied a number of parameters during the 

simulations and observed the performance of the PSM approach at correctly associating 

peptides from the same parent protein.  The following parameters were evaluated:  (i) the 

number of different experiments required to achieve reasonable peak clustering, (ii) the 

method’s performance at different levels of systematic and random noise, (iii) the effect 

of the dataset size or number of peak vectors m (Step 4, Figure 3.1), (iv) the effect of the 

dynamic expression range of the proteome, and (v) the method’s performance in the 

presence of missing data. 

 

We first evaluated the PSM method by testing how well it associated peptides 

derived from the same parent protein.  As mentioned previously, the PSM method takes 

as an input a data set of m unique peptide vectors across n experiments, using these to 

construct an m x n matrix of all peptide abundances throughout the experiments.  Each of 

the peptide vectors is, in turn, designated as a “soft cluster seed” and compared to the rest 

of the peptide vectors using Pearson’s correlation coefficient.  For each seed, the 50 

peptides with the most strongly co-varying peptide signature vectors are extracted and 

rank ordered by their correlation coefficients.  Repeating for all seeds creates m soft 

clusters of 50 peptides each.  The performance of the method was evaluated as how well 

it clusters peptide vectors originating from the same parent protein as the cluster seed.  

The measure of cumulative accuracy (CA = TP/(TP + FP)) was calculated for each 

peptide vector position in the rank order (i.e., 1st closest, 2nd closest, …, 50th closest 

peptide vector) across all of the clusters.  For example, if the CA value of the 10th closest 

peptide vector is 0.5, it means that for each of the m clusters, there is a 50% chance that 

all of the 10 highest-ranked peptide vectors come from the same protein. 



We examined the relationship between the number of experiments (number of 

dimensions in each peak vector) and the method’s ability to soft-cluster peptides that 

belong to the same protein.  Figure 3.4A shows the outcome of the simulation on the E. 

coli K12 proteome with [0- ] dynamic protein expression range and 20% signal 

variability.  Not surprisingly, the method’s performance increases with an increasing 

number of experiments, increasing the uniqueness and singularity of each peptide vector.  

The CA values of the highest ranked peptide vector in a cluster are respectively 0.13 

(inset), 0.66, and 0.96 for 5, 7, and 10 experiments.  Therefore, the PSM method correctly 

clusters the first two highest scoring peptides from the same protein 96% of the time 

when 10 experiments are collected under the assumptions of this simulation.  Under the 

same conditions there is approximately 75% chance that the 10 highest scoring peptides 

in a cluster come from the same proteins.  Figure 3.4B shows that increasing noise and 

decreasing protein dynamic range result in performance decrease.  At [0- ] dynamic 

protein expression range and 50% signal variability, it takes 20 mass spec experiments on 

an E. coli K12-sized proteome to yield 0.90 cumulative accuracy for the highest ranked 

peptide vector, which decreases to 0.34 and 0.02 (inset) for 10 and 5 mass spec 

experiments.  Both simulations show that lowering the number of experiments reduces 

the singularity of each peptide vector, thus increasing the difficulty of distinguishing 

vectors originating from the same protein. 
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Figure  3.4:  PSM performance dependence on the experimental dimensionality (number 
of mass spec experiments). 

E. coli K12 proteome simulation is carried out with 4288 proteins.  Trypsin digested 
proteome includes 92272 peptide vectors.  Each peptide sequence has been assigned a 
random ionization efficiency value ranging from 0 to 1.  (A) Protein dynamic expression 
level is set to [0- ] and the signal variability maximum is 20%.  (B) Protein 
dynamic expression level is set to [0- ] and the signal variability maximum is 50%.  
Peptide vectors are soft clustered using Pearson’s correlation coefficient and the results 
for the highest 50 covarying peptide vectors are plotted.  Each point on both graphs is a 
cumulative accuracy (y-axis) of clustering a peptide vector that originated from the same 
protein as the cluster seed in that particular position (x-axis).  Different curves in (A) 
represent 10 dimensional experiment (●), 7 dimensions (○), and 5 dimensions (▼, inset).  
The curves in (B) correspond to 20 dimensions (●), 10 dimensions (○), and 5 dimensions 
(▼, inset). 

8101×
4101×
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We also studied the impact of introducing fluctuations into each peptide’s 

abundance levels to address the issues of ion suppression, instrument sensitivity, peptide 

mixture complexity, and fluctuations in chromatographic separation.  To benchmark the 

method’s performance given the unreliable correlation of peptide concentration in 

solution to peptide ion’s abundance in the ion trap two types of errors were introduced:  

ionization efficiency and random variability in signal strength, as discussed in the 

Method section.  As the ionization efficiency term remains constant for a given peptide 

sequence throughout all of the experiments, this parameter turns out not to affect the 

ability of the PSM method to identify peptides from the same protein, due largely to the 

fact that peptide vectors are clustered using Pearson’s correlation coefficient.  In this 

measurement, it is the rate of abundance change within each vector not the abundance 

levels themselves that have to co-vary in order for two or more peptide vectors to be 

similar.  Note that the assumption of a constant ionization efficiency is reasonable when 

sufficient pre-MS separation is performed (Pascoe, Foley et al. 2001). 

 

However, the second type of error modeled, capturing experiment-specific 

random fluctuations in signal variability, strongly affects PSM performance.  Figure 3.5 

shows the method’s accuracy at different levels of random signal variation for the set of 

10 experiments (dimensions) and [0-1x104] dynamic range.  Increasing the amount of 

noise introduced into each peptide’s abundance reduces the cumulative accuracy of the 

soft clustering.  When allowing for up to ±50% random signal variability the accuracy of 

the first highest co-varying peptide reduces from 0.99 (at 10% variability) to 0.35.  

However, even at 50% random signal variability, for the top 10 soft clustered peptide 

vectors from each cluster there is 23% chance of having all of the matches originate from 

the same protein as the cluster seed. 



 

 

Figure 3.5:  PSM tolerance of the random variations in abundance signal. 

E. coli K12 proteome simulation is carried out with 4288 proteins.  Trypsin digested 
proteome includes 92272 peptide vectors.  The dynamic expression range was set to [0-

].  Each peptide sequence has been assigned a random ionization efficiency value 
ranging from 0 to 1.  Peptide vectors are soft clustered using Pearson’s correlation 
coefficient and the results for the highest 50 covarying peptide vectors are plotted.  Each 
point on both graphs is a cumulative accuracy (y-axis) of clustering a peptide vector that 
originated from the same protein as the cluster seed in that particular position (x-axis).  
Different curves represent random noise levels of up to:  ±10% (●), ±20% (○), ±30% 
(▼), …, ±100% (∆) of the overall signal.  ±0% random noise level curve is not shown 
(1.0 accuracy among the top 50 covarying peptides). 
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As actual mass spectrometry experiments often exhibit missing data, we evaluated 

the effect of missing peptide abundance values on the PSM method.  As we’ve described 

it, the PSM method requires an alignment of the mass spectra from different experiments 

in order to match up peaks and populate the peak vectors.  There will certainly be times 

in which alignments fail to find matching peaks, resulting in sparse peptide vectors.  

Also, variable post-translational modifications will cause peptides to change mass, 

increasing the difficulty of mapping their peaks consistently across experiments.  To test 

the importance of vector sparseness, we carried out simulations using peptide vectors 

with missing abundance values.  Figure 3.6 illustrates the peptide signature method 

performance under various degrees of sparseness of the peptide vectors for a dataset of 10 

experiments (dimensions) with [0-1x104] dynamic range and up to 20% random signal 

variability.  An increase in vector sparseness results in decreasing PSM efficiency: the 

plotted performance starts at 0.97 accuracy for 100% peptides present and decreases to 

0.03 for only 40% of peptide abundances present in the peptide vectors.  However, since 

this effect roughly matches the outcome of having collected fewer experiments in the first 

place (Figure 3.4), it can be overcome by merely collecting enough additional 

experiments to compensate for degree of the vector sparseness and does not present an 

intrinsic barrier to the method. 

 

 

 

 



 

Figure 3.6:  PSM tolerance of missing data and sparseness within the peptide vectors.   

E. coli K12 proteome simulation is carried out with 4288 proteins.  Trypsin digested 
proteome includes 92272 peptide vectors.  The dynamic expression range was set to [0-

].  Each peptide sequence has been assigned a random ionization efficiency value 
ranging from 0 to 1.  Signal variability was assigned randomly of up to the level of 20% 
of the overall signal.  Peptide vectors are soft clustered using Pearson’s correlation 
coefficient and the results for the highest 50 covarying peptide vectors are plotted.  Each 
point on both graphs is a cumulative accuracy (y-axis) of clustering a peptide vector that 
originated from the same protein as the cluster seed in that particular position (x-axis).  
Different curves represent different levels of sparseness where 100% peptides present 
means that each position in all of the peptide vectors is populated with a non-zero 
abundance value.  100% (●), 90% (○), 80% (▼), 60% (

4101×

), and 40% (■) peptides 
present. 
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Next, we tested the dependency of the PSM method on the number of peptide 

vectors to be clustered, here measuring how well PSM would be expected to perform 

given different size proteomes (Figure 3.7).  Four datasets of increasing size were 

considered, including a small dataset of 12 proteins (553 peptides), the partial proteome 

from S.pombe chromosome 3 (900 proteins, 29382 peptides), the complete E.coli K12 

proteome (4,288 proteins, 92,272 peptides), and the complete S.cerevisiae proteome 

(6,333 proteins, 219,538 peptides).  Each simulation was carried out with 10 experiments 

(dimensions), [1-1x104] dynamic range and up to 50% random signal variability.  The 

method’s ability to identify peptide vectors from the same protein decreases as the overall 

number of peptide vectors increases.  For a small set of proteins, the PSM method is 

remarkably accurate, with 1st highest scoring peptide vector deriving from the correct 

protein 96% of the time on for the small dataset of 553 peptides.  This value drops to 

34% for the 1st highest scoring peptide vector derived from the yeast proteome.  Here, the 

method’s performance deterioration is due largely to the increased number of false 

positive competing peptide vectors as the dataset size increases.  It is rather remarkable 

that the outcomes for E. coli and yeast proteomes look very similar (Figure 3.7) 

considering that yeast proteome has more than twice as many peptides as that of E. coli.  

Nevertheless, even for the complete proteomes of E. coli and yeast, the first several co-

varying peptides in this simulation are significantly enriched for originating from the 

same parent protein. 

 

 

 

 

 



 

Figure 3.7:  Peptide signature method’s performance for different dataset sizes. 

Each simulation was carried out with [0- ] dynamic protein expression range, [0-1] 
random peptide ionization efficiency, and up to 50% random signal variability.  Peptide 
vectors are soft clustered using Pearson’s correlation coefficient and the results for the 
highest 50 covarying peptide vectors are plotted.  Each point on both graphs is a 
cumulative accuracy (y-axis) of clustering a peptide vector that originated from the same 
protein as the cluster seed in that particular position (x-axis).  Different curves represent 
553 peptide vectors (●), 29382 peptide vectors (○), 92272 peptide vectors (▼), and 
219538 peptide vectors (

4101×

). 
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To experimentally validate the PSM approach, we constructed a simple two-

protein system.  Myoglobin and AGP1 were combined at various concentrations that span 

2 orders of magnitude (Figure 3.3A) to create 5 samples of varied protein concentration.  

Each sample was subsequently analyzed via mass spectrometry to yield 5 

experiments/dimensions.  The experiments were aligned using Dynamic Time Warping 

(Aach and Church 2001), after which the peaks were extracted to yield 600 unique peak 

vectors of integer precision m/z values (Figure 3.3B).  Each vector potentially represents 

the abundance of a peptide ion of unknown charge state across the 5 experiments.  Using 

PSM, the peak vectors were soft-clustered according to the similarity of their abundance 

changes.  The resulting 600 soft clusters of 20 m/z values each were searched against the 

E. coli K12 taxonomy plus the sequences for myoglobin and AGP1, using a peptide mass 

fingerprint search.  Lacking knowledge of the charge state of each peak, the clusters were 

searched against +1, +2, and +3 charge states of peptides in the database.  A cumulative 

score was calculated for each protein by keeping the top 50 protein identifications for 

each cluster and adding the p-values for each protein across the clusters.  (For example, if 

a cluster contains a protein with a p-value of 5 as one of the top 50 identifications, and a 

second cluster identified the same protein in its top 50 with a p-value of 3, the cumulative 

score for the protein is 8.)  Figure 3.8 (black bars) shows the outcome of the search.  Both 

myoglobin (cumulative protein score = 108.1) and AGP1 (cumulative protein score = 

18.4) are the two top identifications with the corresponding probabilities of being 

identified by random of 10-108 and 10-18.    Myoglobin was identified in 130/600 clusters 

and AGP1 was found in 87/600 clusters.  These are significantly higher than other 

identifications — 2477 total proteins were found during the search but their average p-

value scores were only 0.09 (probability random = 0.81).  In order to test that the 

identification was contingent upon the PSM clustering, and not simply the outcome of 



analyzing peaks in this manner from a two-protein, low complexity system in which 

peptides only come from either one of two proteins, we performed a randomization of the 

peak cluster assignments and repeated the database search.  We shuffled the m/z values 

among all of the clusters to break down the correlation afforded by PSM (Figure 3.8, grey 

bars).  The AGP1 score after shuffling is very insignificant (p-value = 0.21, now the 

281st ranked protein), while the myoglobin score dropped significantly (p-value = 30.4), 

less than 1/3 of the original score.  Therefore, even in a simplified system, the PSM soft-

clustering results in an additional correct identification (AGP1) and greatly increases the 

separation between correct and incorrect identifications. 

 

 

Figure 3.8:  Experimental validation of the PSM soft-clustering of peptide vectors.  

The cumulative protein scores (y-axis) are plotted against the rank ordered protein 
identifications.  Both proteins are correctly identified using the PSM method (black bars), 
but show significantly decreased signal when the PSM cluster assignments are 
randomized (grey bars), indicating that the correct protein identifications rely upon the 
PSM clustering.  
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DISCUSSION AND CONCLUSION 

We have described a comparative approach for conducting and interpreting large-

scale mass spectrometry proteomics experiments.  A particular strength of this approach 

is the lifting of the requirement for collecting MS2 spectra.  However, the method could 

be combined directly with MS2 spectral matching in order to make stronger 

identifications.  The main attraction of this method is the ability to go beyond 

interpretation of single mass spectrometry experiments in order to exploit the information 

on peptides and proteins revealed only by comparisons across mass spectrometry 

experiments.  For example, the PSM method offers a technique for associating stably 

post-translationally modified peptides to their parent protein: these peptides’ signature 

vectors should covary with other peptides from the same protein, establishing a linkage 

between the modified peptide and the parent protein from which it derives.  The merit of 

this approach is that it would not require prior knowledge of the mass of the modification. 

 

This potential for identifying stably modified peptides suggests a hybrid approach 

for combining PSM and MS2 may be best:  In this mode, one could identify a peptide by 

MS2 then search for co expressing peptides by PSM.  These would be candidate peptides 

from the same protein, potentially enriched for stably post translationally modified 

peptide.  Association of the peptides with the parent protein might then help to suggest 

the nature of the modification.   

 

Through simulation, we’ve evaluated a number of aspects likely to be critical to 

the method’s performance.  The peptide signature method is sensitive to many aspects of 

the mass spectrometric experiment.  Collection of several mass spectrometry experiments 

on biologically related samples is essential for the method to be successful.  Since the 



method works by pooling peptide ion vectors originating from the same protein, the 

peptide ion vectors should generally be unique.  Therefore, increasing the number of 

dimensions (experiments) increases the vectors’ singularity and the methods’ 

performance.  The method’s performance is also dependent on the peak abundance 

variations that would arise due to the limited sensitivity of the instrument, 

chromatographic separation and ion suppression effects.  Finally, the mass spectrometry 

experiments have to be properly aligned to ensure that each vector represents the 

abundance of the single peptide ion specie. 

 

In spite of these dependencies, the PSM method’s performance appears quite 

robust to noisy data. As seen in Figure 3.5, for an E. coli K12 proteome with the dynamic 

range of [0- ], ionization efficiency of [0 – 1], and the random signal abundance 

variation of up to ±50% of the original signal, the cumulative accuracy of the nearest 

peptide vector is 0.34.  The cumulative accuracy decreases to 0.24 for the 10

4101×

th nearest 

peptide vector, which means that across all of the soft clusters (92272) there is a 2.4% 

chance that all 10 peptide vectors come from the same protein.  The fidelity of soft 

clustering decreases even further when allowing for missing values in peptide vectors 

(Figure 3.6), which should be considered as an inevitable artifact of mass spectra 

alignment.  Therefore, beyond certain levels of noise no single soft cluster will yield 

unambiguous protein identification via peptide mass fingerprinting due to the large 

fraction of false positive peptide vectors. Nonetheless, the extent of peptide association is 

still often sufficient to make protein identification using the peptide mass fingerprinting 

approach.  In this case extracting top protein hits for each soft cluster and adding their 

scores may “enrich” the scores of true positive hits. 
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We tested this notion on one of the simulated soft-clustered E. coli K12 data sets 

(Figure 3.5, ±50% variation).  A single protein was picked at random (amino acid 

transport protein yaaJ; gi code 1786188).  When tryptically digested with 0 missed 

cleavages, it yielded 17 peptides.  After clustering the peptide vectors of the entire 

genome, the soft clusters seeded by the 17 peptides from the amino acid transport protein 

were selected for validation via peptide mass fingerprinting using MASCOT (Figure 

3.9A).  Peptide vectors that originated from the same protein are colored in green.  

Peptide fingerprinting was carried out against the E. coli taxonomy, which incorporates 

proteomes from several E. coli strains.  The outcome of peptide mass fingerprinting, with 

respect to the target amino acid transport protein, is listed in Figure 3.9B.  Only 7 out of 

17 clusters have identified a true positive protein as the number one hit.  6 out of 17 

clusters did not have the target protein among the highest 20 scores.  The top 20 protein 

hits per each sort cluster were extracted, their MOWSE scores were added, and the 

“cumulative” MOWSE are plotted in Figure 3.9C.    

 

The 3 highest scoring proteins are all equivalents of the target protein in various 

E. coli strains (Figure 3.9D), with the true positive being ranked first (MOWSE score 

675).  The remaining 269 proteins have an average cumulative score of only 35.5.  

Therefore, even given that the simulation had a relatively high degree of random 

variation and the clustering yielded relatively poor overall confidence of the correct 

protein identification, it is still feasible to make a correct identification.  By combining 

the scores from top protein hits, it may generally be possible to enrich the confidence of 

target protein identification.  As the simple example we present is seeded by peptides 

known to be derived from the same protein, the example should be interpreted as a test of 

the signal strength provided by the combined PSM/MASCOT approach, rather than a 



practical recommendation for filtering data; this strategy will clearly require additional 

testing to determine its general applicability. 

 

 

Figure 3.9:  Soft-clustering of the peptide vectors is sufficient to allow protein 
identification. 

Clusters that belong to the E. coli amino acid transport protein yaaJ (NCBI gi accession # 
1786188) were selected (A), and their m/z values were submitted for peptide 
fingerprinting (B) via Mascot algorithm.  Panels C and D illustrate the cumulative 
MOWSE score distribution and the protein identification results.  The yaaJ proteins from 
three E. coli strains are correctly seen to be the top-scoring hit by this approach (panel D) 
with their cumulative scores being considerably higher than the rest of the candidates 
(panel C). 
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Finally, according to a simple experiment of a two-protein mixture using PSM, 

soft-clustering enhances both correct identification (AGP1) and increases the separation 

of scores between correct and incorrect identifications.  Although myoglobin is still 

identified after randomization of the peak clusters (Figure 3.8), this is most likely due to 

the simplicity of the experimental test and not to the shortcomings of PSM approach, as 

myoglobin was present at high concentrations in 2 of the 5 experiments, with AGP1 only 

in 1, giving a higher fraction of myoglobin peaks to select at random.  Importantly, the 

less abundant protein AGP1 was only identified after PSM soft-clustering of peak vectors 

and cannot be seen with any significance in the random test. 

 

The peptide signature method is an approach that can be used as a stand-alone 

solution to protein identification or, more likely, as an addition to a conventional peptide 

ion mass – fragmentation spectra matching algorithms.  The only requirement of the PSM 

is for several sets of experimental data to be collected on the sample of the same origin.  

Also, the multidimensional mass spectra have to be collected under similar 

experimental/chromatographic conditions to simplify the alignment of spectra.  In 

addition to protein identification, the PSM peak vectors present an “abundance history” 

of the peptide species across the experiments.  Therefore, the peptide peak abundance 

change, which is the means of subsequent protein identification, is now additional 

information illustrating the protein’s abundance change among the experiments.  

 

The simulations suggest that PSM will require adjusting the number of 

experiments according to the complexity of the sample and the expected dynamic range 

of the protein concentration changes.  Although the experimentalist may not have the 

control over the sample complexity, high complexity can be overcome by collection of 
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additional experiments.  In practice we expect that at least ten to fifteen 

experiments/dimensions would be required for samples as complex as E.coli lysate.  We 

expect that PSM should be a natural extension of mass spectrometry methods estimating 

peptide abundance from changes in peak heights across experiments, such as the ICAT 

(Gygi, Rist et al. 1999; Smolka, Zhou et al. 2001) or stable isotope incorporation 

approaches (Lill 2003).  In these approaches, peptides are quantified, more easily mapped 

between the experiments and naturally result in the peptide expression vectors 

appropriate for the PSM analysis.  Therefore, one recommendation for practical 

implementation is to interface PSM with an isotope labeling approach. 
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Chapter 4:  Expression Deconvolution 

High throughput experiments such as DNA microarrays (DeRisi, Iyer et al. 1997) 

and protein mass spectrometry enable us to investigate many aspects of cell functionality 

by measuring the levels of gene and protein expression.  Availability of fully sequenced 

genomes has allowed for DNA microarray experiments to measure programs of 

transcription of nearly every gene in the organism in a single experiment (Spellman, 

Sherlock et al. 1998).  A culture of cells that provides total mRNA for a DNA microarray 

experiment is, however, a mixture of cells of different expression programs.  Thus, very 

often the overall gene expression of a cell learned from the DNA microarray experiment 

is a weighted average of the individual transcriptional programs of various cell types and 

subpopulations.  Therefore, high-throughput experiments including DNA microarrays try 

to go beyond a phenotypic gene expression profiling of a specie as a whole, towards 

getting an insight into the dynamics of the population of cells where one might expect 

distinct programs of transcription (Su, Cooke et al. 2002), a mixture of different cell 

types (Stern and Fraser 2001), and different stages in the cell cycle (Cho, Campbell et al. 

1998; Spellman, Sherlock et al. 1998).   

 

We have introduced a method called Expression Deconvolution (Lu, 

Nakorchevskiy et al. 2003) to deconvolute the DNA microarray expression data and 

study relative contributions of different distinct cell types and transcription programs 

towards the overall gene expression.  This method has been applied to measure the 

population dynamics of yeast cells grown at various conditions such as the steady state 

heat shock, sporulation, and DNA damage.  Furthermore, expression deconvolution was 
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used to analyze 287 DNA microarray experiments, each representing a distinct deletion 

mutant genotype (Lu, Nakorchevskiy et al. 2003). 

 

Here we apply the expression deconvolution method to a DNA microarray study 

of multiple myeloma (MM) gene expression (Zhan, Hardin et al. 2002).  Multiple 

myeloma is a fatal lymphoid tumor that manifests itself in accumulation of malignant 

plasma cells in bone marrow (Kees 2004).  The disease usually progresses from 

preneoplastic state, also known as monoclonal gammopathy of undetermined significance 

(MGUS), to a myeloma state (MM).  MGUS is a benign plasma cell hyperplasia which 

clinically manifests itself  by high levels of monoclonal immunoglobulin and 

proliferation of the plasma cell/B lymphoid clone (Kyle and Rajkumar 1999).  MGUS is 

considered to be one of the first stages during the onset of MM, and it has been shown 

that approximately 2% of MGUS cases will result in MM within the first year of onset 

(2003).  Clinical manifestation of MM is an aggressive proliferation of the plasma cells, 

which are normally non-dividing cells, followed by lytic bone lesions and anemia. 

 

Genetic abnormalities in MM cell lines span as many as 7 chromosomes 

(Harousseau, Attal et al. 1995), which complicates the task of establishing correlations 

between genotypes and clinical outcomes (Attal, Harousseau et al. 1996; Barlogie, 

Jagannath et al. 1999).  A cytokine interleukin-6 has been linked to increased cell 

division and decreased apoptosis in myeloma cells via activation of transcription 3 and 

extracellular signal-regulated kinase 1/2 (Ishikawa, Tsuyama et al. 2003).  It is believed 

that the myeloid cell population is vastly heterogeneous both genetically and 

immunophenotypically with some subtypes not responding to IL-6 activation, however, 

all express a wide array of different surface antigens.  The heterogeneity of the myeloid 
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cells complicates the task of establishing a genetic network responsible for the onset and 

propagation of MM via DNA microarray analysis from a single experiment.  The 

outcome often represents a scrambled average of genetic programs of several cell types 

(Zhan, Hardin et al. 2002). 

 

We apply the method of expression deconvolution to analyze the DNA 

microarray data of various mixed myeloid cell populations as well as normal cell types to 

identify the differences among the normal and MM cells, and among different subgroups 

of cancerous cells.  Deconvoluting a mixed cell population also reveals the relative 

proportions of different MM subtypes and healthy plasma cells that make up a 

heterogeneous myeloid sample.  Finally, we compare the outcome of the expression 

deconvolution analysis to the published analysis of the data (Zhan, Hardin et al. 2002). 
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METHODS 

DNA microarray data 

Affymetrics GeneChip microarray datasets were obtained from the Lambert 

Laboratory of Myeloma Genetics (http://lambertlab.uams.edu) (Zhan, Hardin et al. 2002).  

The datasets include the Affymetrix HuGeneFL arrays of 74 diagnosed multiple 

myelomas, 31 normal bone marrow derived healthy plasma cells, 5 MGUS cell types, and 

8 multiple myeloma pure cell lines.  The complexity of the datasets is roughly 6,100 

individual gene expression measurements among 118 plasma cell samples.  The absolute 

mRNA expression values were normalized within each sample to add up to one, with the 

missing expression values being set to zero. 

 

Expression Deconvolution 

A heterogeneous cellular population (whether it consists of the cells in different 

phases of the cell cycle, different phenotypes, or different genotypes) is a mixture of the 

corresponding gene expression programs, each having an additive weighted effect on the 

overall pattern of gene expression.  By knowing the gene expression patterns of the 

homogeneous cellular populations, it is possible to model the overall expression data as a 

weighted linear combination of the corresponding "pure" gene expression programs.  

Each such distinct program will contribute according to the relative abundance of that 

cellular type in the overall expression pattern.  The nine basis vectors were set up as 

follows:  the first basis vector b0 was set to represent the healthy non-myeloid plasma 

cell expression profile and was constructed from averaging a random selection of 10 

normal, healthy plasma cell samples.  Vectors b1 through b8 were constructed using a 

different pure MM cell line expression profile.  The basis vectors are listed in Table 4.1. 

http://lambertlab.uams.edu/
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Basis Vector Composition 
b0 Average of 10 healthy plasma cells
b1 RPMI-8226 MM cell line 
b2 ANBL-6 MM cell line 
b3 ARH77 MM cell line 
b4 ARP1 MM cell line 
b5 CAG MM cell line 
b6 H929 MM cell line 
b7 U266 MM cell line 
b8 UUN MM cell line 

Table 4.1:  Composition of basis vectors for expression deconvolution. 

 

The schematic representation of the expression deconvolution method is 

illustrated in Figure 4.1.  The expression level of gene i (ei,population) in the mixed cell 

population equals the weight/fraction of the healthy plasma cells (hpc) gene i (fhpc) times 

the expression level of that gene in the healthy plasma cells (ei,hpc), plus the fraction of 

RPMI-8226 gene i (fRPMI) times the expression level of that gene in the RPMI-8226 cell 

types, and so on.   The fractions of different cellular subtypes add up to one.  In order to 

determine the fractions of the different cellular subtypes one has to solve an over 

determined system of roughly 6,100 linear equations of 9 unknowns (number of basis 

vectors).  Here we applied a simulated annealing algorithm to identify the fractions of 

each distinct cellular subtype (Kirkpatrick 1983).  The algorithm works by maximizing 

the Pearson’s correlation coefficient between the expression vector from the mixed cell 

population and the composite expression vector weighted by the contribution of each 

distinct cell type. 



 

Figure 4.1:  Outline of the expression deconvolution method. 

Mixed cell population is modeled as a weighted sum of expression programs of 
individual cell types.  For a given gene, each basis vector contributes the expression level 
of its discrete cell type, multiplied by its weight.  Deconvolution of the mixed population 
expression profile is achieved by solving for the weights of each basis vector in the 
model.  Adapted from  (Lu, Nakorchevskiy et al. 2003). 
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RESULTS 

Here we present the results of the expression deconvolution analysis performed 

on the expression data of normal plasma cells (31 patients), newly diagnosed MM (74 

patients), and monoclonal gammopathy of undetermined significance MGUS (5 patients).  

Figure 4.2 illustrates the distribution of the healthy plasma cells, MM cells, and MGUS 

cells according to the weight of the deconvoluted healthy plasma cell basis vector (b0) for 

each subpopulation. 

Weights of the b0 vector
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Figure 4.2:  Distribution of the three mixed cell populations. 

Distribution of the three mixed cell populations (31 normal plasma cells – black, 74 MM 
phenotypes – red, and 5 MGUS phenotypes – green) as a function of the weight of the 
healthy plasma cell vector (b0).  The 9 basis vector weights add to one.  
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The average weight of the b0 vector for the normal plasma cell population is 0.95 

with the standard deviation of 0.06.  The b0 average for the MM cell population is 0.69 

with the standard deviation of 0.15, while the MGUS b0 average is 0.87 with the standard 

deviation of 0.06.  These results are consistent with previously published data for the 

same DNA microarray experiments for the normal plasma cells, mixed MM cell 

populations, and MGUS (Zhan, Hardin et al. 2002; Magrangeas, Nasser et al. 2003), 

where the 31 normal plasma cell populations were the most homogenous from the stand 

point of gene expression, followed by the MGUS and MM cells.  Based on the expression 

deconvolution, MGUS cell types are much closer in their expression programs to the 

normal cells than to MM cell lines.  This finding is not surprising since MGUS is one of 

the early stages of the healthy plasma cell progression towards the multiple myeloma 

phenotypes.  Previous unsupervised hierarchical clustering results of the three cellular 

populations have shown tight clustering of normal plasma cells with the MM cell 

populations being the least homogenous and consisting of several subgroups (Zhan, 

Hardin et al. 2002).  It is also evident from the expression deconvolution that 74 MM 

expression profiles form a trimodal distribution with three local maxima at roughly 0.2, 

0.45, and 0.78 fraction of the b0 (Figure 4.2). 

 

The genetic programs of the most heterogeneous group – MM patients, have 

various relative amounts of pure myeloid cell expression-like characteristics (Figure 4.3).  

Aside from the b0 basis, the most dominant components are ANBL-6 cell line (b2), H929 

cell line (b6), and U266 cell line (b7).  Basis vector b8 has an average weight of 0 

indicating that the expression program of the pure UUN cell line is more distinct from the 

other pure myeloid cell lines and is not represented in any of the MM samples. 
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Figure 4.3:  Average proportions of the basis vectors among 74 MM samples. 

Vertical bar chart of the average proportions of each basis vector in the overall expression 
program for 74 MM samples.  Basis vectors are color coded according to their types, and 
the standard deviations are illustrated as error bars for each basis vector. 
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The overall basis vector compositions for each MM sample and for each normal 

sample are summarized in Figures 4.4 and 4.5.  Each radial projection contains nine data 

points that correspond to the weights of the basis vectors used for the expression 

deconvolution.  Different subtypes of the multiple myeloma phenotype (Figure 4.4) vary 

greatly as to their composition of underlying basis vectors, but on average have lower b0 

vector weights than the normal samples (Figure 4.5).  The apparent severity of myeloid 

phenotype also varies among the patients diagnosed with multiple myeloma.  Patient id 

171 (number 56 in Figure 4.4) has an expression program similar to that of the samples 

with healthy plasma cell phenotype, while patient ids 75 and 51 (numbers 28 and 16 in 

Figure 4.4) show the most severe MM expression pattern.  On the other hand, the 31 

normal samples in Figure 4.5 look much more homogeneous with the weights of b1 

through b8 basis vectors being considerably lower than the corresponding weights for the 

MM samples (Figure 4.4). 



 

Figure 4.4:  Polar plot of the basis vector weights for each MM expression program.   

Basis vector composition for samples 1 through 74 of the mixed MM population is 
plotted on the angular axis counterclockwise.  The radial axis represents the weight of 
each pure basis vector from 0 to 1.  Black data points represent b0, red – b1, green – b2, 
yellow – b3, blue – b4, pink – b5, cyan – b6, grey – b7, and dark red – b8 basis vectors.  
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Figure 4.5:  Polar plot of the basis vector weights for each normal expression program.  

Basis vector composition for samples 1 through 31 of the normal, healthy plasma cell 
population is plotted on the angular axis counterclockwise.  The radial axis represents the 
weight of each pure basis vector from 0 to 1.  Black data points represent b0, red – b1, 
green – b2, yellow – b3, blue – b4, pink – b5, cyan – b6, grey – b7, and dark red – b8 
basis vectors. 
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DISCUSSION 

We were able to differentiate among several cellular populations by applying the 

method of expression deconvolution to a heterogeneous sample of different multiple 

myeloma phenotypes.  According to our results the normal healthy plasma cell 

population has the most homogeneous gene expression pattern, which is dominated by 

the weights of the b0 basis vector.  The MGUS subtype has more of the pure MM cell 

line characteristics than the normal healthy plasma cell.  The average weight of the b0 

vector in among MGUS samples is 0.87 compared to the 0.95 for the normal, healthy 

population.  The difficulty of distinguishing MGUS cell types from MM cell types has 

been previously documented (Hardin 2004) from the outcome of the DNA microarray 

expression profiling.  According to the expression deconvolution results, 4 out of 5 

MGUS samples form a cluster that follows all of the normal samples and precedes the 

MM samples when sorted according to the weight of the b0.  The method of expression 

deconvolution, therefore, offers the means to discriminate not only between various MM 

subpopulations, but also between the MM population and MGUS without the need to rely 

on the identification of the subset of genes. 

 

To further classify a heterogeneous sample like an MM cell population we 

determined the intrinsic relationships among subgroups within a mixed population.  We 

used the Kohonen’s "self-organized maps" (SOM) (Kohonen 1973) mapping to establish 

these relationships.  SOM classification works by first defining an arbitrary structure of 

interconnected processing units, which is a linear or rectangular map.  Each 9-

dimensional representation of the MM sample is then projected onto the map in the 

training/testing fashion to maximize the similarity function between the projections of the 

real data. 
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As a validation of our method of expression deconvolution we compared our 

results to the previously published results.  Zhan et al. used unsupervised hierarchical 

clustering to classify 74 MM cell populations into one of the 4 subgroups according to 

gene expression patterns and the degree of MM phenotype severity (Zhan, Hardin et al. 

2002).  Subgroup MM1 contains the samples that are the closest to the normal healthy 

plasma cells while subgroup MM4 contains the samples which closely resemble pure 

MM cell lines.  As illustrated in Figure 4.6, the severity of the myeloid phenotype, 

regardless of the subtype (relative contributions from basis vectors b1 through b8), 

increases from the top of the "map" to the bottom.  In addition to this general trend, MM 

samples also tend to cluster on the pattern of the basis vector weight values forming 

subcategories.  We mapped the outcome of the hierarchical clustering (Zhan, Hardin et al. 

2002) onto the SOM classification.  The lower portion of Figure 4.6 (labeled with the 

black bracket) contains 25 out of 33 MM samples previously clustered into MM3 and 

MM4 – the most severe MM subcategories (Zhan, Hardin et al. 2002).  The previously 

classified groups MM1 and MM2 are found organized towards the top of the hierarchy. 

 

The expression deconvolution method has, therefore, established the following 

aspects of multiple myeloma heterogeneous data: (i) – normal healthy plasma cells are 

the most homogeneous and have the characteristics of the normal b0 basis vector; (ii) – 

MGUS samples are more homogeneous than MM samples and very similar to the healthy 

plasma cells in terms of the basis vector contributions; (iii) – MM samples are the most 

heterogeneous in their expression programs ranging from the normal-like (sample id's 

157, 144, 131 – Figure 4.6, correspond to the sample numbers 52, 49, 47 – Figure 4.4) to 

the very MM pure cell type-like expression pattern (sample id's 55, 75, 51 – Figure 4.6, 

correspond to the sample numbers 20, 28, 16 – Figure 4.4).  



 

Figure 4.6:  SOM clustering of the deconvoluted MM samples. 

Results of the expression deconvolution fitting followed by SOM clustering of the basis 
vector weights for 74 MM patient samples.  Each basis vector weight (y-axis, b0 through 
b8) is color coded according to its value.  High values are displayed in red while low 
values are displayed in black in a gradient fashion.  Each row represents an MM sample 
positioned according to the SOM clustering outcome.  Two highlighted regions in the 
picture correspond to the mapping of the published clustering results (Zhan, Hardin et al. 
2002) onto the SOM clustering. 
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Expression deconvolution has further identified different contributions of each 

pure MM cell type expression program towards the overall expression pattern, thus 

providing a diagnostic power for a particular type of MM.  Finally, combination of the 

expression deconvolution and SOM classification has given us the opportunity to 

organize various mixed MM samples according to their similarity, which comes not from 

the entire gene expression pattern, but from the relative abundances of certain pure 

expression programs in the overall expression pattern. 
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CONCLUSION 

The method of expression deconvolution offers a different outlook on the DNA 

microarray data analysis.  Given the availability of discrete gene expression programs (in 

case of MM these are the averaged random healthy plasma cell data sets and the pure 

MM derived cell types), it is possible to deconvolute the gene expression program from a 

heterogeneous population.  The outcome of deconvolution is information as to the types 

of discrete gene expression programs that contribute toward the heterogeneous pattern 

and the degree to which this contribution is achieved.  Therefore, one could draw the 

conclusion that the heterogeneous sample is either a mixture of cells with discrete 

expression programs or a phenotypically distinct specie having characteristics of several 

discrete systems.  In either case, not only is this information useful from the standpoint of 

classification, but it also assists in the discovery of new gene expression patterns 

associated with previously unknown basis vector compositions.  This approach has 

proven to be powerful in associating the observed gene expression pattern of a 

heterogeneous system with its composition from pure homogenous types, once the 

underlying makeup was unveiled via expression deconvolution (Lu, Nakorchevskiy et al. 

2003).  A particular gene expression pattern may yield novel genetic interactions once a 

heterogeneous system is reduced to its components.  In addition, the post-expression 

deconvolution low-dimension data (9 in case of MM expression deconvolution) can still 

be classified further (hierarchical clustering, k-means, SOM) to reveal intrinsic 

relationships among the heterogeneous populations.  As discussed earlier, secondary 

clustering validation with SOM has shown that even after a considerable reduction in 

complexity (6100 dimensions of various MM datasets to 9 dimensions of the basis vector 

weights), the finer details of gene expression programs can be classified.
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Chapter 5:  Prediction of Protein Folding Rates 

Physical and chemical properties of many molecules can almost always be 

explained in terms of several parameters such as molecular weight, chemical 

composition, melting point, thermal stability, solubility, electronegativity, affinity to 

donate/absorb a charged specie, an extent of the electron delocalization, a presence of a 

leaving group, and so on.  It is usually in the millions of functional groups that the 

functionality of the small organic molecule is conveyed.  Biological molecules such as 

proteins also belong to the class of organic compounds and carry out myriads of different 

chemical reactions and functions inside living cells, yet their overall composition and 

variety of functional groups is very constant and limited.  How can a chemically uniform 

polymer molecule composed of the repeating 20 chemically similar building blocks be a 

cornerstone of a living organism?  It is through the formation of the tertiary and 

quaternary structures that proteins assert their rich functionality.  Throughout the 

evolution the primary sequences and chemical composition of viable proteins change, yet 

their function remains constant.  Therefore, it is the foldability, stability, and the protein 

structure that determine the function of proteins.  We have set out to predict the kinetic 

rates with which proteins fold and to determine the correlations between the folding rates 

and the topological features of a subset of proteins with known tertiary structures. 

 

A considerable amount of research has been devoted to understanding the 

mechanism of protein folding in the last 50 years (Mirny, Abkevich et al. 1998).  The 

Levinthal Paradox (Levinthal 1969) is an accepted notion that proteins do not fold by a 

random unbiased search, otherwise it would take an infinite amount of time for each 

protein to reach the native conformation.  It is believed that proteins fold via discrete 
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sequential steps (Daggett and Fersht 2003).  The nucleation-growth model (Wetlaufer 

1973) postulates that the protein’s tertiary structure is formed due to the propagation of 

the local nucleus of the initial secondary structure.  The framework model explains the 

mechanism of protein folding and the existence of folding intermediates in terms of the 

overall secondary structure formation, followed by the docking of the secondary structure 

elements (Kim and Baldwin 1982; Gilmanshin and Ptitsyn 1987).  The diffusion collision 

(Karplus and Weaver 1976), hydrophobic collapse (Schellman 1955; Baldwin 1989), and 

the molten globule intermediate (Ptitsyn 1995) models were proposed to include the 

influence of hydrophobic interactions as media to stabilize the initial secondary 

structures.   

 

Previous studies have revealed that certain single-domain proteins fold via a so-

called two-state model (Jackson and Fersht 1991; Otzen, Itzhaki et al. 1994) where the 

only states along the energy landscape are unfolded and folded polypeptide chain with no 

observable intermediate.  This new mechanism has led to the introduction of the latest 

model – the nucleation condensation mechanism. The nucleation-condensation model is a 

combination of the framework model (secondary structure first, tertiary second) and the 

hydrophobic collapse model (stabilizing effect of the long range hydrophobic interactions 

on the secondary structure).  Later this model, combined with the φ-value analysis, was 

adopted to study the transition states of two-state folders, which turned out to be the 

native-like distorted conformations where the folding nucleus contains the most 

structured residues.  A φ-value analysis (Leatherbarrow, Fersht et al. 1985) is an 

approach where point mutations are introduced into the protein sequence to probe for 

location of the putative folding nucleus.  Mutations that occur in the folding nucleus tend 

to destabilize the transition state and, therefore, raise the transition state energy and lower 



 122

the folding rate of the protein.  This notion of the native-like structure of the folding 

nucleus for the two-state folders has been furthered by discoveries of folding rate 

conservation among homologous proteins despite their difference in primary sequence 

(Grantcharova, Riddle et al. 1998; Perl, Welker et al. 1998), and therefore the overall 

topology of a protein has been presently solidified as the major determinant of the protein 

folding rate (Baker 2000). 

 

We have set out to address the following issues regarding protein folding:  the 

extent to which the topology and architecture of proteins determine their folding rates, 

whether the folding rates of proteins are sensitive to fine sequence details, the variability 

of the protein folding rates within the same architecture and topology, and the theoretical 

folding range among all of the classes of protein molecules. 

 

In the present study we use a method of protein folding rate prediction known as 

contact order or relative contact order (CO) (Plaxco, Simons et al. 1998) to investigate 

the potential folding rates of proteins with different architectures and topologies.  Protein 

contact order has been shown to correlate with the refolding rates for a set of the two-

state, single domain proteins (Plaxco, Simons et al. 1998) by correlating the extent of the 

long-range atomic interactions within a protein and its loss of conformational freedom to 

its folding rate.  We have used the entire PDB depository at RCSB (www.rcsb.org) to 

predict folding rates of the proteins that were classified according to Class Architecture 

Topology Homologous superfamily (CATH) nomenclature version 2.4 (Orengo, Michie 

et al. 1997).  We further used the measure of the relative contact order called a “sliding 

window” approach to predict the fast and slow folding regions within individual proteins. 



METHODS 

Contact order 

The contact order was calculated according to Plaxco et al. (Plaxco, Simons et al. 

1998) for the proteins with a known tertiary structure.  Certain small, single domain 

proteins obey the two-state folding model (Jackson and Fersht 1991; Otzen, Itzhaki et al. 

1994) where a transition state ensemble is the highest energy barrier in the unimolecular 

reaction of protein folding.  Going along the free energy landscape there is a trade off 

between a gain in the enthalpy, which is favorable and mostly constant due to 

hydrophobic and hydrogen-bond interactions, and the loss of the configurational freedom 

or entropy.  This loss in the entropy term increases with the increased number of long 

range loops that a protein closes on its way to the folded state.  Therefore, the overall 
height of the transition state barrier of a folding protein ( ≠∆ fG ) would have a negative 

favorable enthalpic contribution ( ≠∆ fH ) and a positive unfavorable entropic term ( ≠∆ fS ).  

This unfavorable ≠∆ fS  term increases with the increased sequence separation among the 

contacting residues.  The contact order method is outlined in Figure 5.1. 

 

The contact order method was tested on a set of 14 proteins (Plaxco, Simons et al. 

1998) that was later expanded as the new experimental data on the two-state folders 

became available (Plaxco, Larson et al. 2000).  We took the following protein structures 

(Plaxco, Simons et al. 1998; Gromiha and Selvaraj 2001) (1aps, 1pks, 1hqi, 1wit, 1ten, 

1shg, 1fkb, 1aey, 1hdn, 1tit, 1coa, 1cis, 1srl, 2ptl, 1nyf, 1shf, 1mjc, 3mef, 1urn, 2abd, 

1pba, 1vik, 1csp, 1imq, 1ubq, 1hrc, 1ycc, 2pdd) and their measured  folding rates (kf) to 

reconstruct the experimental set (Figure 5.2).  The R2 of the linear fit is 0.64.  One of the 

factors affecting the goodness of the fit is the cis/trans proline isomerization and the 

presence of cysteine residues that form disulfide bonds.  These factors have been shown  
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Figure 5.1:  Description of the contact order measure. 

Contact order measure is a sum of the total amino acid residue separation for all of the 
contacts in the protein structure.  The relative contact order (CO) is the total amino acid 
residue separation normalized by the length of the protein and by the total number of 
contacts.   
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Figure 5.2:  Relationship between the relative contact order and the experimentally 
determined protein folding rates. 

Dependence of the natural logarithm of the predicted folding rates (y-axis) on the relative 
contact order (x-axis) for a set of two-state folding proteins.  Each data point corresponds 
to the protein’s relative contact order and its experimentally determined folding rates.  
The liners fit has the R2 of 0.64 with the algebraic equation of ln(kf) = -69.4CO + 15.4. 
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to decrease the rates of protein folding (Plaxco, Simons et al. 1998).  The outcome of the 

linear regression is the equation: 

 

4.154.69)ln( +×−= COk f  (1) 

 

Hierarchical classification of proteins 

Protein structures from the PDB repository were classified according to Class, 

Architecture, Topology, and Homologous superfamily (CATH) nomenclature version 2.4 

(Orengo, Michie et al. 1997).  CATH is a hierarchical classification of protein domains.  

While the class is derived from the secondary structure content, architecture describes the 

orientation of the secondary structure elements, topology is assigned based on the 

connectivity of the supersecondary structure elements, and homologous superfamilies are 

assigned according to the overall structural and functional similarity among the different 

domains. 

 

The January 2003 PDB database release used for this study included 19,920 X-ray 

and NMR structures.  In order to apply the contact order measure of predicting the 

folding rates of proteins, the entire PDB set was reduced to 3,149 entries of proteins that 

met the constraint of being a non-redundant single domain protein with a length less than 

200 amino acids and the resolution (X-ray only) better than 3Å.  Since the contact order 

measure has been shown to correlate with the experimental folding rates of two-state 

folding proteins, the above selection criteria were chosen to maximize the likelihood that 

the final set of proteins would obey the two-state folding kinetics.  The relative contact 

order was calculated for each protein structure from the final set using a suite of Perl 

scripts. 
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RESULTS 

Protein folding rates among different classes of proteins 

Protein class is the top level within the CATH hierarchy that reflects the gross 

secondary structural content of a protein.  We calculated the contact order for the three 

(alpha, beta, mixed) out of four (alpha, beta, mixed, and few secondary structures) CATH 

classes.  The alpha, beta, and mixed classes contained 1,133, 1,033, and 983 protein 

structures.  The fourth class did not have enough representation after applying the 

necessary cutoffs to maximize the likelihood of the two-state folding mechanism.  The 

distribution of the relative contact order scores (converted into ln(kf), equation (1), 

methods) is illustrated in Figure 5.3.  Alpha class is the population with the highest 

average folding rates (lowest relative contact order), followed by the mixed class, and the 

beta class.  The alpha class is the least widely distributed, followed by the beta class and 

the mixed class.  This result indicates that proteins with the highest alpha helical content 

have the lowest relative contact order and fold the fastest with an average CO of 0.08, 

standard deviation of 0.03, and the average ln(kf) of 9.88.  Thus, the alpha helical proteins 

have fewer long range interactions and form more local intra-helical contacts that are 

favorable from the standpoint of the conformational entropy loss during the folding 

process.  The beta class has turned out to be the slowest folding population with an 

average CO of 0.186, CO standard deviation of 0.05, and ln(kf) of 2.49.  This discovery is 

not entirely surprising since the beta sheet formation requires the presence of the long 

range interactions to stabilize the beta strands.  The beta class distribution seems to have 

three local maxima, two of them positioned approximately in the regions of the alpha and 

the mixed class maxima (Figure 5.3).  The mixed class has the widest distribution with an 

average CO of 0.15, CO standard deviation of 0.05, and ln(kf) of 5.24.  It is also worth 

mentioning that we have not found any correlation between the length of the protein and 



its folding rate.  We also did not find any observable contact order bias of the either X-

ray or NMR-determined structures, or protein structures that included a small molecule 

cofactor.  Therefore, the observed predicted folding rate correlations are probably due 

solely to the difference among the protein topological features. 
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Figure 5.3:  Predicted folding rates for the three major CATH classes. 

 
Distribution of the predicted protein folding rates (expressed as the natural logarithm of 
the predicted folding rates) for the three major CATH classes of proteins alpha (black 
line), beta (red line), and mixed (green line).  The x-axis is the natural logarithm of the 
predicted folding rates, and the y-axis is the relative frequency of the proteins. 
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Protein folding rates among different architectures of proteins 

Protein architecture is the second level of CATH hierarchy that is defined by the 

orientation of secondary structures into supersecondary structures such as an orthogonal 

bundle and a 3-layer sandwich.  To determine whether the protein architecture is a 

primary determinant of its folding rate we have averaged the predicted folding rates 

across all 20 of the different architectures for the PDB protein set.  The 3,149-member 

protein set was further curated to remove multiple entries of the same protein structure, 

which yielded 2,733 unique proteins.  Figure 5.4 illustrates these results, plotted in order 

of decreasing folding rates (or increasing contact order) for each of the protein 

architectures.  Each data point represents the average predicted folding rate for that 

particular architecture.  The vertical error bars represent the standard deviation, while the 

data labels include the name of the architecture and the number of protein structures.  The 

predicted folding rates vary by over 7 orders of magnitude, with the fastest folding 

protein architecture being the horseshoe, and the slowest being the single sheet.  The 

alpha class protein architectures (1.x on the x-axis) contain some of the fastest folders 

and appear rather clustered, followed by the less clustered mixed (3.x) and the beta (2.x) 

architectures.  The variability of the predicted folding rates seems to depend on both the 

number of the representative protein structures and the type of the protein architecture.  

The barrel (2.40), 2-layer sandwich (3.30), roll (2.30 and 3.10), and the up-down bundle 

(1.20) are the top heterogeneous architectures in respect to the folding rates.  Proteins that 

belong to these architectures vary by as much as 5 orders of magnitude in their folding 

rates.  On the other hand, such architectures as the horseshoe, trefoil, distorted sandwich, 

and the 3-layer sandwich have a relatively large number of unique proteins with rather 

similar folding rates.  There are also examples of architectures with few members, but 



very high variability in the predicted folding rates (barrel 3.20, complex 2.170, and the 

aligned prism 2.100). 
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Figure 5.4:  Variation of the predicted folding rates among different CATH architectures.   

The data are plotted in order of decreasing folding rate.  The x-axis represents the number 
of the architecture.  Individual data points are the average predicted folding rates for each 
architecture with the vertical error bars being the standard deviations of the folding rates.  
Data points are labeled with the name of the architecture followed by the number of the 
representative protein structures. 
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The CATH architecture level of hierarchy represents the gross orientation of the 

secondary structures independent of their connectivities, while the next level – topology 

takes into account the connections between the secondary structures.  From the data in 

Figure 5.4 it is apparent that for most architectures with high variability, it is the deeper 

levels of hierarchy that determine the folding properties of a protein, while for such 

architectures as the trefoil, horseshoe, 7-propeller, distorted sandwich, and the single 

sheet the level of supersecondary structure is roughly sufficient to describe the folding 

properties of their members. 

 

Protein folding rates among different topologies of proteins 

The hierarchical level of architecture does not account for all of the variability of 

protein folding rates.  We further looked at whether a protein’s topology is a better 

determinant of its folding properties by examining topologies from the most 

heterogeneous architectures.  The orthogonal bundle architecture (1.10, Figure 5.4) 

contains 839 proteins and has the variability of nearly two orders of magnitude.  The 

distribution of the topologies for the orthogonal bundle architecture is illustrated in 

Figure 5.5.  Each data point represents a unique protein topology (for example, 1.10.530 

– lysozyme).  The y-axis contains the relative frequency of the proteins for each topology 

while the x-axis represents the average predicted folding rate for that topology.  The 

horizontal error bar is the standard deviation that represents the variability of the 

predicted folding rates of individual proteins within that topology.  The four most 

abundant topologies in the orthogonal bundle architecture are 1.10.530 – lysozyme, 

1.10.490 – globin-like, 1.10.10 – arc repressor, and 1.10.238 – recoverin.  Each of the 

highly represented topologies, with the exception of the globin-like topology, shows a 

high degree of variability which suggests that the hierarchy of topology is not sufficient 
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to explain the folding properties of the orthogonal bundle.  The globin-like topology 

contains 179 structures with the average kf of 10.4 and standard deviation of 0.72.  Thus, 

protein folding properties of the globin-like topology members can be explained at this 

level of hierarchy. 

 

Figures 5.6 through 5.8 contain similar data for the 1.20 (up-down bundle, 138 

proteins), 2.60 (sandwich, 296 proteins), and the 3.30 (2-layer sandwich, 344 proteins) 

topologies.  The variance of the predicted folding rates within the examined topologies 

ranges from roughly two-fold (1.20.5, 1.20.90 and 3.30.505, Figures 5.6 and 5.8) to over 

two orders of magnitude (1.10.10 and 2.60.40, Figures 5.5 and 5.7) and higher (2.60.120, 

Figure 5.7).  Even at this lower CATH hierarchy level of topology, it is apparent that 

each of the top abundant topologies for the orthogonal bundle, up-down bundle, 

sandwich, and the 2-layer sandwich has a high degree of variability, which indicates that 

it is the homologous superfamily hierarchy that determines the folding properties of the 

proteins from these topologies. 
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Figure 5.5:  Predicted folding rates for the proteins of the orthogonal bundle architecture.   

The most abundant topologies are labeled.  The y-axis contains the relative frequencies of 
the topologies, the x-axis has the predicted protein folding rates.  The horizontal error 
bars represent the standard deviations of the average folding rates of each topology. 
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Figure 5.6:  Predicted folding rates for the proteins of the up-down bundle architecture.   

The most abundant topologies are labeled.  The y-axis contains the relative frequencies of 
the topologies, the x-axis has the predicted protein folding rates.  The horizontal error 
bars represent the standard deviations of the average folding rates of each topology. 
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Figure 5.7:  Predicted folding rates for the proteins of the sandwich architecture. 

The most abundant topologies are labeled.  The y-axis contains the relative frequencies of 
the topologies, the x-axis has the predicted protein folding rates.  The horizontal error 
bars represent the standard deviations of the average folding rates of each topology. 
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Figure 5.8:  Predicted folding rates for the proteins of the 2-layer sandwich architecture.   

The most abundant topologies are labeled.  The y-axis contains the relative frequencies of 
the topologies, the x-axis has the predicted protein folding rates.  The horizontal error 
bars represent the standard deviations of the average folding rates of each topology. 
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Protein folding rates at the level of homologous superfamily 

After examining several architectures and topologies in a search for the 

determinants of variability of protein contact order and its folding properties we looked 

yet deeper into the level of homologous superfamily.  By definition the homologous 

superfamily hierarchy clusters proteins with highly similar structures and functions 

(Orengo, Michie et al. 1997).  We looked into the 1.10.530 – lysozyme (271 proteins), 

1.20.120 – four helix bundle (83 proteins), 2.60.120 – jelly roll (68 proteins), and the 

3.30.70 – alpha-beta plaits (116 proteins) topologies.  Figures 5.9 through 5.12 illustrate 

the predicted folding rate distribution for the homologous superfamilies of the above 

topologies.  The lysozyme topology (Figure 5.9) gives rise to two homologous 

superfamilies 1.10.530.10 and 1.10.530.40 having average predicted folding rates within 

one order of magnitude (ln(kf) of 8.8 to 11.9).  Both superfamilies are very homogenous 

in their respective folding properties and almost entirely consist of different lysozyme 

isoforms and mutants and the alpha-lactalbumin homologues.  It is therefore unclear 

whether the folding properties are determined at the level of homologous superfamily or 

at the level of individual protein structure given the overall predominance of lysozyme 

structures.  The difference between the two superfamilies most likely comes from the 

slight differences in structures of the two types of lysozyme protein, the T4 bacteriophage 

1.10.530.40, and the hen-type 1.10.530.10 lysozyme. 
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Figure 5.9:  Predicted folding rates for the proteins of the lysozyme topology. 

The most abundant homologous superfamilies are labeled.  The y-axis contains the 
relative frequencies of the superfamilies, the x-axis has the predicted protein folding 
rates.  The horizontal error bars represent the standard deviations of the average folding 
rates of each superfamily. 

 

The four helix bundle topology (1.20.120, Figure 5.10) has 12 different 

homologous superfamilies with the 1.20.120.200 superfamily accounting for over 40% of 

its member proteins.  The above superfamily contains members with a variety of folding 

properties, which is reflected by its large standard deviation.  The member proteins are 

interferon gamma, interleukin, leukemia inhibitory factor, and the human growth 

hormone.  The high degree of variability within the 1.20.120.200 superfamily is primarily 

due to the unique structural properties of individual proteins.  Therefore, the 1.20.120.200 

superfamily does not have a common folding property. 
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Figure 5.10:  Predicted folding rates for the proteins of the four helix bundle topology. 

The most abundant homologous superfamilies are labeled.  The y-axis contains the 
relative frequencies of the superfamilies, the x-axis has the predicted protein folding 
rates.  The horizontal error bars represent the standard deviations of the average folding 
rates of each superfamily. 

 

The jelly roll topology (2.60.120) displays a number of homologous superfamilies 

with the most abundant 2.60.120.60 superfamily having a large variation (6 orders of 

magnitude) of predicted folding rates that stems from two populations of proteins of the 

lectin family (Figure 5.11).  These are the lectin isoforms and the S-lectin (beta-

galactoside binding lectins) isoforms.  The 2.60.120.40 superfamily is composed of 

various homologues of the TNF extracellular domain protein which also has a wide 

variety of structural diversity, which in turn explains the high variability of its folding 

properties.  On the other hand, the 2.60.120.180 superfamily consists of several xylanase 

structures, all having similar fine structural details, which results in the low variability of 

the folding rates for that superfamily.  Thus, the homologous superfamily level of 

classification is a sufficient determinant of folding rates for the xylanase superfamily. 
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Figure 5.11:  Predicted folding rates for the proteins of the jelly roll topology. 

The most abundant homologous superfamilies are labeled.  The y-axis contains the 
relative frequencies of the superfamilies, the x-axis has the predicted protein folding 
rates.  The horizontal error bars represent the standard deviations of the average folding 
rates of each superfamily. 

 

Finally, the 3.30.70 (alpha-beta plaits) topology is also very diverse both in terms 

of the number of homologous superfamilies and intra-superfamily variation in the 

predicted folding rates (Figure 5.12).  The 3.30.70.20 superfamily (ferredoxin) has the 

two-order of magnitude variability due to the different types of ferredoxin proteins, with 

the ferredoxin III proteins having the lowest predicted folding rate (highest contact 

order). The 3.30.70.330 superfamily consists of several proteins from Drosophila 

Melanogaster and Human taxonomies that vary by 5 orders of magnitude in their 

predicted folding rates and contain the sex-lethal protein, splicing factor U2, and antigen 

C. 
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Figure 5.12:  Predicted folding rates for the proteins of the alpha-beta plaits topology. 

 The most abundant homologous superfamilies are labeled.  The y-axis contains the 
relative frequencies of the superfamilies, the x-axis has the predicted protein folding 
rates.  The horizontal error bars represent the standard deviations of the average folding 
rates of each superfamily. 

 

From the analysis of the homologous superfamily hierarchy it becomes clear that 

members of the same superfamily can have vastly different folding properties that span 

roughly six orders of magnitude.  Therefore, neither the architecture, nor topology, nor 

homologous superfamily membership is the consistent determinant of the folding 

properties of a protein. 
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DISCUSSION 

The nucleation-condensation mechanism (Jackson and Fersht 1991; Otzen, 

Itzhaki et al. 1994) of protein folding postulates that an overall topology of the protein 

molecule is a predominant determinant of its folding properties such as the kinetic 

folding rate (Grantcharova, Riddle et al. 1998; Perl, Welker et al. 1998; Baker 2000).  

Therefore, we systematically applied a measure of the folding rate prediction (contact 

order) to different hierarchies of the protein structure in search of the structural 

classification level that resolves the heterogeneity of the protein folding properties.  Table 

5.1 lists the summary of our results. 

 
CATH  Categories ln(kf) min ln(kf) max stdev max stdev average Resolution
C 3 2.01 9.69 3.45 2.97 1 
CA 20 0.46 10.82 7.71 2.22 1.4 
CAT 196 -5.07 12.89 8.80 0.80 3.7 
CATH 374 -5.07 13.05 8.81 0.65 4.5 

Table 5.1:  Summary of the predicted folding rates at various levels of CATH hierarchy. 

Applying the CATH classification to investigating the folding rates of proteins is 

similar to increasing the resolving power of our method by applying it to progressively 

more homogeneous population at each level of hierarchy.  Indeed, the average standard 

deviation of the predicted folding rate measurement decreases as one descends from the 

level of the class classification to the level of homologous superfamily (2.97 to 0.66).  

Expressing this measure of variability in terms of resolution, this equals to a 4.5 fold 

increase in potential information gained from the classification.  However, we learned 

that in the task of protein folding rates prediction even the lowest level of hierarchy does 

not offer a unified answer of what level of protein structure is a consistent determinant of 

its folding properties.  While the average heterogeneity of folding properties seems to 
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decrease, the individual minima and maxima of the distinct protein folding rate 

variability increase.  The final level of uncertainty for protein folding rates within the 

same homologous superfamily is 8 orders of magnitude (-5.06 to 13.04 on the natural 

logarithmic scale).  While for some of the populations of proteins studied certain levels of 

hierarchy do offer an explanation for their folding properties, in majority of cases it is the 

actual individual protein structure that explains the variability. 

 

To illustrate this discovery we measured the individual relative contact order of 

every alpha carbon in the protein.  Therefore, instead of the contact order used throughout 

this study (which gives the average extent of the long range interactions per protein) we 

measured this parameter on a per amino acid basis (“sliding window” approach).  Figure 

5.13 shows two proteins, lectin (1loe.pdb) and S-lectin (1slt.pdb) that belong to the 

2.60.120.60 homologous superfamily, and therefore were expected to fold with similar 

predicted rates.  However, the predicted folding rate kf for lectin (Figure 5.13 A) is 

2.5x103 s-1, while the rate for S-lectin (Figure 5.13B) is 3.3x10-2 s-1.  Both proteins are 

colored according to the individual contact order of each amino acid from blue (low 

contact order) to red (high contact order).  From Figure 5.13 it is evident that S-lectin has 

a more extended beta sheet that makes more long range interactions with the rest of the 

protein, thereby increasing its overall contact order and decreasing its predicted folding 

rate.  It is also evident that the final hierarchy that explains the folding properties for 

these two molecules is much lower than the topology and homologous superfamily 

memberships. 

 

 



 

Figure 5.13:  Relative contact order at the level of each alpha carbon for lectin and S-
lectin proteins. 

Relative contact order at the level of each alpha carbon for (A) lectin – 1loe.pdb and (B) 
S-lectin – 1slt.pdb.  The protein structures are colored according to the contact order of 
their amino acids from blue (low) to red (high). 
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Finally, we used the “sliding windows” approach to examine the differences 

between two structures of the ferredoxin protein 3.10.20.30 (Figure 5.14).  The predicted 

folding rate constants for the 1doi.pdb ferredoxin (Figure 5.14A) and the 1fxi.pdb 

ferredoxin (Figure 5.14B) are  2.0x101 s-1 and 1.1 s-1 respectively.  This evidence shows 

that even for structures of the same protein from different species there can still be 

considerable variation among the predicted folding rates. 

 

We have applied a measure of the relative contact order to survey the predicted 

folding rates of proteins from various niches of the structural classification spectrum and 

learned that the extent of the long range interactions and protein folding rates cannot, in 

general, be classified on any other level higher than the protein structure itself.  Neither 

the level of topology nor homologous superfamily is entirely sufficient to classify a 

protein according to its folding rate.  We have also established the theoretical upper and 

lower limits for the folding rates of the single-domain proteins.  According to our 

method, the fastest folding protein is the 107 amino acid long spectrin protein (2spc.pdb) 

from Drosophila Melanogaster with the kf of 5x105 s-1 and the slowest folder is Human 

102 amino acid adipocyte complement related protein precursor ACRP30 with the kf of 

3.6x10-3 s-1. 

 



 

Figure 5.14.  Relative contact order at the level of each alpha carbon for two structures of 
ferredoxin protein. 

Relative contact order at the level of each alpha carbon for (A) ferredoxin 1doi.pdb and 
(B) ferredoxin 1fxi.pdb.  The protein structures are colored according to the contact order 
of their amino acids from blue (low) to red (high). 
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CONCLUSION 

We used the relative contact order to study a large number of protein structures in 

search of the determining level of structural hierarchy that explains folding properties of 

proteins.  However, we did not find any hierarchy above the structure itself that would 

explain the predicted folding rates.  It is possible that the measure of contact order is too 

sensitive to the fine structural details and, therefore predicts different folding rates for the 

proteins with very similar structures (two homologous superfamilies of lysozyme 

1.10.530.10 and 1.10.530.40).  One could also argue about the applicability of the contact 

order method to proteins with unknown folding mechanisms that could be drastically 

different from the two-state.  In a broader sense, the measure of contact order can be 

thought of as a measure of the folding property and the structural uniqueness of a protein, 

if not its actual folding rate.  Therefore, by applying this measure one finds protein 

structures with the highest degree of structural similarity.  One of the possible future 

applications of the contact order could be as a tool to classify proteins according to their 

tertiary structure.  Contact order can also be used as a measure of the fidelity of protein 

and domain classification.  Finally, applying the “sliding window” contact order 

approach to a protein structure can reveal the high and the low connectivity regions that 

could correlate with experimentally determined kinetic intermediates or predicted folding 

nuclei of proteins. 
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Chapter 6:  Conclusion 

Protein mass spectrometry is a powerful tool that combines the brute force of 

thorough sampling of a complex mixture with the sensitivity and resolution to sequence 

peptides and proteins.  The method of ProteinFinder was developed to achieve fast 

identifications and timely data processing while integrating various types of information 

for protein identification.  The additive probabilistic setup of ProteinFinder affords a high 

degree of flexibility to change and include various scoring functions into overall peptide 

and protein scores.  Currently configured to analyze LS-MS data, ProteinFinder can be 

used for the off-line separation setups like MALDI TOF-TOF.  The chromatographic 

retention time constraint could be substituted for a charge-size classifier that is best suited 

for the 2D gel electrophoresis analysis.  Since the computational methods in mass 

spectrometry are heavily driven by instrumentation, algorithms like ProteinFinder 

constantly undergo changes to catch up with the improvements of parameters such as 

sampling rate, mass resolution, dynamic range, and sensitivity.  However, aside from the 

advancements in the instrumentation, several areas of the ProteinFinder platform need to 

be addressed.  These are the parent ion charge state prediction, consistent isolation of the 

monoisotopic parent ion peak, and improving the overall performance of the 

chromatographic alignment function. 

 

The Peptide Signature Method (PSM) is another way to look at mass spectrometry 

data.  It promises and experimentally delivers (as seen in Chapter 3) extra constraints as 

to protein identification that does not require tandem data analysis.  However, PSM relies 

heavily on the quality of chromatography and the resolution of the instrument in order to 

cluster the peptides that potentially come from the same protein.  Such limitations can be 
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overcome in time with improved methodologies.  However, PSM is very sensitive to such 

intrinsic properties of data as the dynamic range of peptides and proteins.  Therefore, the 

nature of the sample and the availability of the multiple experiments collected with 

similar chromatographic conditions will remain the major limiting factor for the wide 

applicability of PSM. 

 

The method of expression deconvolution has offered additional knowledge as to 

the origins of heterogeneity, which is intrinsic to any DNA microarray experiment.  It can 

be used in combination with such methods as hierarchical clustering to delineate the 

subpopulations within the mixed sample, and therefore to discover new sets of 

dependencies between the learned state of the sample and its expression program 

manifestation.  However, expression deconvolution is only as informative as the 

underlying basis vectors, therefore the availability of the pure population data will remain 

the limiting factor behind the method’s applicability. 

 

Finally, our profiling of the proteins’ folding properties has revealed that given 

the assumptions of the contact order model, there is no higher hierarchy of the protein 

structure that is responsible for the observed predicted folding rates.  This approach can 

still be useful as a classifier of protein structures as well as a measure of similarity at the 

structural level.  In addition, the “sliding window” approach has some potential in 

mapping of regions of proteins involved in the transition state stabilization during the 

folding process. 



 150

Bibliography 

(2003). "Criteria for the classification of monoclonal gammopathies, multiple myeloma 
and related disorders: a report of the International Myeloma Working Group." Br 
J Haematol 121(5): 749-57. 

Aach, J. and G. M. Church (2001). "Aligning gene expression time series with time 
warping algorithms." Bioinformatics 17(6): 495-508. 

Aebersold, R. and M. Mann (2003). "Mass spectrometry-based proteomics." Nature 
422(6928): 198-207. 

Alm, E. and D. Baker (1999). "Matching theory and experiment in protein folding." Curr 
Opin Struct Biol 9(2): 189-96. 

Anderson, D. C., W. Li, et al. (2003). "A new algorithm for the evaluation of shotgun 
peptide sequencing in proteomics: support vector machine classification of 
peptide MS/MS spectra and SEQUEST scores." J Proteome Res 2(2): 137-46. 

Attal, M., J. L. Harousseau, et al. (1996). "A prospective, randomized trial of autologous 
bone marrow transplantation and chemotherapy in multiple myeloma. Intergroupe 
Francais du Myelome." N Engl J Med 335(2): 91-7. 

Bafna, V. and N. Edwards (2001). "SCOPE: a probabilistic model for scoring tandem 
mass spectra against a peptide database." Bioinformatics 17 Suppl 1: S13-21. 

Baker, D. (2000). "A surprising simplicity to protein folding." Nature 405(6782): 39-42. 

Baldwin, R. L. (1989). "How does protein folding get started?" Trends Biochem Sci 
14(7): 291-4. 

Baldwin, R. L. and G. D. Rose (1999). "Is protein folding hierarchic? II. Folding 
intermediates and transition states." Trends Biochem Sci 24(2): 77-83. 

Bandeira, N., C. Larsson, et al. (2004). "Shotgun Protein Sequencing by Tandem Mass 
Spectra Assembly." Analytical Chemistry 76(24): 7221 - 7233. 

Barlogie, B., S. Jagannath, et al. (1999). "Total therapy with tandem transplants for newly 
diagnosed multiple myeloma." Blood 93(1): 55-65. 

Bean, M. F., S. A. Carr, et al. (1991). "Tandem mass spectrometry of peptides using 
hybrid and four-sector instruments: a comparative study." Anal Chem 63(14): 
1473-81. 



 151

Blom, K. F. (2001). "Estimating the precision of exact mass measurements on an 
orthogonal time-of-flight mass spectrometer." Anal Chem 73(3): 715-9. 

Breci, L. A., D. L. Tabb, et al. (2003). "Cleavage N-terminal to proline: analysis of a 
database of peptide tandem mass spectra." Anal Chem 75(9): 1963-71. 

Burns, G., Daoud, R., Vaigl, J., (1994). "LAM: an open cluster environment for MPI." 
Proceedings of Supercomputing Symposium: 379 - 386. 

Bylund, D., R. Danielsson, et al. (2002). "Chromatographic alignment by warping and 
dynamic programming as a pre-processing tool for PARAFAC modelling of 
liquid chromatography-mass spectrometry data." J Chromatogr A 961(2): 237-44. 

Chamrad, D. C., G. Korting, et al. (2004). "Evaluation of algorithms for protein 
identification from sequence databases using mass spectrometry data." Proteomics 
4(3): 619-28. 

Chen, T., M. Y. Kao, et al. (2001). "A dynamic programming approach to de novo 
peptide sequencing via tandem mass spectrometry." J Comput Biol 8(3): 325-37. 

Cho, R. J., M. J. Campbell, et al. (1998). "A genome-wide transcriptional analysis of the 
mitotic cell cycle." Mol Cell 2(1): 65-73. 

Clauser, K. R., P. Baker, et al. (1999). "Role of accurate mass measurement (+/- 10 ppm) 
in protein identification strategies employing MS or MS/MS and database 
searching." Anal Chem 71(14): 2871-82. 

Colinge, J., J. Magnin, et al. (2003). "Improved peptide charge state assignment." 
Proteomics 3(8): 1434-40. 

Craig, R. and R. C. Beavis (2004). "TANDEM: matching proteins with tandem mass 
spectra." Bioinformatics 20(9): 1466-7. 

Csete, M. E. and J. C. Doyle (2002). "Reverse engineering of biological complexity." 
Science 295(5560): 1664-9. 

Daggett, V. (2002). "Molecular dynamics simulations of the protein unfolding/folding 
reaction." Acc Chem Res 35(6): 422-9. 

Daggett, V. and A. R. Fersht (2003). "Is there a unifying mechanism for protein folding?" 
Trends Biochem Sci 28(1): 18-25. 

Dancik, V., T. A. Addona, et al. (1999). "De novo peptide sequencing via tandem mass 
spectrometry." J Comput Biol 6(3-4): 327-42. 



 152

De Prat Gay, G., J. Ruiz-Sanz, et al. (1995). "Folding of a nascent polypeptide chain in 
vitro: cooperative formation of structure in a protein module." Proc Natl Acad Sci 
U S A 92(9): 3683-6. 

DeRisi, J. L., V. R. Iyer, et al. (1997). "Exploring the metabolic and genetic control of 
gene expression on a genomic scale." Science 278(5338): 680-6. 

Dobson, C. M. (1992). "Resting places on folding pathways." Curr Biol 2(7): 343-5. 

Eckart, K., Holthausen, M.C., Koch, W., Spiess, J. (1998). "Mass spectrometric and 
quantum mechanical analysis of gas-phase formation, structure, and 
decomposition of various b2 ions and their specifically deuterated analogs." J. 
Am. Soc. Mass Spectrom. 9: 1002. 

Eng, J., McCormack, A., Yates, J. (1994). "An approach to correlate tandem mass 
spectral data of peptides with amino sequences in a protein database." 
J.Am.Soc.MassSpec. 5(11): 976-989. 

Eriksson, J. and D. Fenyo (2004). "Probity: a protein identification algorithm with 
accurate assignment of the statistical significance of the results." J Proteome Res 
3(1): 32-6. 

Eriksson, J. and D. Fenyo (2004). "The statistical significance of protein identification 
results as a function of the number of protein sequences searched." J Proteome 
Res 3(5): 979-82. 

Fenn, J. B., M. Mann, et al. (1989). "Electrospray ionization for mass spectrometry of 
large biomolecules." Science 246(4926): 64-71. 

Fenyo, D. and R. C. Beavis (2003). "A method for assessing the statistical significance of 
mass spectrometry-based protein identifications using general scoring schemes." 
Anal Chem 75(4): 768-74. 

Florens, L., M. P. Washburn, et al. (2002). "A proteomic view of the Plasmodium 
falciparum life cycle." Nature 419(6906): 520-6. 

Frank, E., M. Hall, et al. (2004). "Data mining in bioinformatics using Weka." 
Bioinformatics 20(15): 2479-81. 

Fritsch, F. N. (1984). "A method for constructing local monotone piecewise cubic 
interpolants SIAM." Journal on Scientific and Statistical Computing 5(2): 300-
304. 

Gavin, A. C., M. Bosche, et al. (2002). "Functional organization of the yeast proteome by 
systematic analysis of protein complexes." Nature 415(6868): 141-7. 



 153

Gentzel, M., T. Kocher, et al. (2003). "Preprocessing of tandem mass spectrometric data 
to support automatic protein identification." Proteomics 3(8): 1597-610. 

Gerlai, R. (2002). "Phenomics: fiction or the future?" Trends Neurosci 25(10): 506-9. 

Ghaemmaghami, S., W. K. Huh, et al. (2003). "Global analysis of protein expression in 
yeast." Nature 425(6959): 737-41. 

Giaever, G., A. M. Chu, et al. (2002). "Functional profiling of the Saccharomyces 
cerevisiae genome." Nature 418(6896): 387-91. 

Gilmanshin, R. I. and O. B. Ptitsyn (1987). "An early intermediate of refolding alpha-
lactalbumin forms within 20 ms." FEBS Lett 223(2): 327-9. 

Grantcharova, V. P., D. S. Riddle, et al. (1998). "Important role of hydrogen bonds in the 
structurally polarized transition state for folding of the src SH3 domain." Nat 
Struct Biol 5(8): 714-20. 

Gromiha, M. M. and S. Selvaraj (2001). "Comparison between long-range interactions 
and contact order in determining the folding rate of two-state proteins: application 
of long-range order to folding rate prediction." J Mol Biol 310(1): 27-32. 

Gygi, S. P., B. Rist, et al. (1999). "Quantitative analysis of complex protein mixtures 
using isotope-coded affinity tags." Nat Biotechnol 17(10): 994-9. 

Hager, J. W. and J. C. Le Blanc (2003). "High-performance liquid chromatography-
tandem mass spectrometry with a new quadrupole/linear ion trap instrument." J 
Chromatogr A 1020(1): 3-9. 

Han, D. K., J. Eng, et al. (2001). "Quantitative profiling of differentiation-induced 
microsomal proteins using isotope-coded affinity tags and mass spectrometry." 
Nat Biotechnol 19(10): 946-51. 

Hardin, J., Waddell M. (2004). "Evaluation of Multiple Models to Distinguish Closely 
Related Forms of Disease Using DNA Microarray Data:  an Application to 
Multiple Myeloma." Statistical Applications in Genetics and Molecular Biology 
3(1): 21. 

Harousseau, J. L., M. Attal, et al. (1995). "Autologous stem cell transplantation after first 
remission induction treatment in multiple myeloma: a report of the French 
Registry on autologous transplantation in multiple myeloma." Blood 85(11): 
3077-85. 

Harrison, A. G., I. G. Csizmadia, et al. (2000). "Structure and fragmentation of b2 ions in 
peptide mass spectra." J Am Soc Mass Spectrom 11(5): 427-36. 



 154

Ho, Y., A. Gruhler, et al. (2002). "Systematic identification of protein complexes in 
Saccharomyces cerevisiae by mass spectrometry." Nature 415(6868): 180-3. 

Hunt, D. F., R. A. Henderson, et al. (1992). "Characterization of peptides bound to the 
class I MHC molecule HLA-A2.1 by mass spectrometry." Science 255(5049): 
1261-3. 

Hunt, D. F., J. R. Yates, 3rd, et al. (1986). "Protein sequencing by tandem mass 
spectrometry." Proc Natl Acad Sci U S A 83(17): 6233-7. 

Ishikawa, H., N. Tsuyama, et al. (2003). "Interleukin-6, CD45 and the src-kinases in 
myeloma cell proliferation." Leuk Lymphoma 44(9): 1477-81. 

Jackson, S. E. and A. R. Fersht (1991). "Folding of chymotrypsin inhibitor 2. 1. Evidence 
for a two-state transition." Biochemistry 30(43): 10428-35. 

Kapp, E. A., F. Schutz, et al. (2003). "Mining a tandem mass spectrometry database to 
determine the trends and global factors influencing peptide fragmentation." Anal 
Chem 75(22): 6251-64. 

Karas, M. and F. Hillenkamp (1988). "Laser desorption ionization of proteins with 
molecular masses exceeding 10,000 daltons." Anal Chem 60(20): 2299-301. 

Karplus, M. and D. L. Weaver (1976). "Protein-folding dynamics." Nature 260(5550): 
404-6. 

Kauzmann, W. (1959). "Some factors in the interpretation of protein denaturation." Adv 
Protein Chem 14: 1-63. 

Kees, U. R. (2004). "Gene expression signatures in lymphoid tumours." Immunol Cell 
Biol 82(2): 154-60. 

Keller, A., A. I. Nesvizhskii, et al. (2002). "Empirical statistical model to estimate the 
accuracy of peptide identifications made by MS/MS and database search." Anal 
Chem 74(20): 5383-92. 

Kim, P. S. and R. L. Baldwin (1982). "Specific intermediates in the folding reactions of 
small proteins and the mechanism of protein folding." Annu Rev Biochem 51: 
459-89. 

King, R., R. Bonfiglio, et al. (2000). "Mechanistic investigation of ionization suppression 
in electrospray ionization." J Am Soc Mass Spectrom 11(11): 942-50. 

Kirkpatrick, S. G., C.D.; Vecchi M.P. (1983). Science 220: 671-680. 



 155

Kohonen, T. (1973). "A new model for randomly organized associative memory." Int J 
Neurosci 5(1): 27-9. 

Kolker, E., S. Purvine, et al. (2003). "Initial proteome analysis of model microorganism 
Haemophilus influenzae strain Rd KW20." J Bacteriol 185(15): 4593-602. 

Kyle, R. A. and S. V. Rajkumar (1999). "Monoclonal gammopathies of undetermined 
significance." Hematol Oncol Clin North Am 13(6): 1181-202. 

Lasonder, E., Y. Ishihama, et al. (2002). "Analysis of the Plasmodium falciparum 
proteome by high-accuracy mass spectrometry." Nature 419(6906): 537-42. 

Leatherbarrow, R. J., A. R. Fersht, et al. (1985). "Transition-state stabilization in the 
mechanism of tyrosyl-tRNA synthetase revealed by protein engineering." Proc 
Natl Acad Sci U S A 82(23): 7840-4. 

Levinthal, C. (1969). "How to fold graciously." In Mossbauer Spectroscopy in Biological 
Systems: 22-24. 

Lill, J. (2003). "Proteomic tools for quantitation by mass spectrometry." Mass Spectrom 
Rev 22(3): 182-94. 

Lipton, M. S., L. Pasa-Tolic, et al. (2002). "Global analysis of the Deinococcus 
radiodurans proteome by using accurate mass tags." Proc Natl Acad Sci U S A 
99(17): 11049-54. 

Listgarten, J. and A. Emili (2005). "Statistical and computational methods for 
comparative proteomic profiling using liquid chromatography-tandem mass 
spectrometry." Mol Cell Proteomics 4(4): 419-34. 

Lopez-Ferrer, D., S. Martinez-Bartolome, et al. (2004). "Statistical model for large-scale 
peptide identification in databases from tandem mass spectra using SEQUEST." 
Anal Chem 76(23): 6853-60. 

Lu, B. and T. Chen (2003). "A suffix tree approach to the interpretation of tandem mass 
spectra: applications to peptides of non-specific digestion and post-translational 
modifications." Bioinformatics 19 Suppl 2: II113-II121. 

Lu, P., A. Nakorchevskiy, et al. (2003). "Expression deconvolution: a reinterpretation of 
DNA microarray data reveals dynamic changes in cell populations." Proc Natl 
Acad Sci U S A 100(18): 10370-5. 

MacCoss, M. J. (2005). "Computational analysis of shotgun proteomics data." Curr Opin 
Chem Biol 9(1): 88-94. 



 156

MacCoss, M. J., C. C. Wu, et al. (2002). "Probability-based validation of protein 
identifications using a modified SEQUEST algorithm." Anal Chem 74(21): 5593-
9. 

Magrangeas, F., V. Nasser, et al. (2003). "Gene expression profiling of multiple myeloma 
reveals molecular portraits in relation to the pathogenesis of the disease." Blood 
101(12): 4998-5006. 

Mann, M. and M. Wilm (1994). "Error-tolerant identification of peptides in sequence 
databases by peptide sequence tags." Anal Chem 66(24): 4390-9. 

McCormack, A. L., D. M. Schieltz, et al. (1997). "Direct analysis and identification of 
proteins in mixtures by LC/MS/MS and database searching at the low-femtomole 
level." Anal Chem 69(4): 767-76. 

Mirny, L. A., V. I. Abkevich, et al. (1998). "How evolution makes proteins fold quickly." 
Proc Natl Acad Sci U S A 95(9): 4976-81. 

Moore, R. E., M. K. Young, et al. (2000). "Method for screening peptide fragment ion 
mass spectra prior to database searching." J Am Soc Mass Spectrom 11(5): 422-6. 

Moore, R. E., M. K. Young, et al. (2002). "Qscore: an algorithm for evaluating 
SEQUEST database search results." J Am Soc Mass Spectrom 13(4): 378-86. 

Myers, J. K. and T. G. Oas (2001). "Preorganized secondary structure as an important 
determinant of fast protein folding." Nat Struct Biol 8(6): 552-8. 

Nesvizhskii, A. I., A. Keller, et al. (2003). "A statistical model for identifying proteins by 
tandem mass spectrometry." Anal Chem 75(17): 4646-58. 

Nikolaev, E., L. S. Riter, et al. (2004). "Trace analysis of organics in air by corona 
discharge atmospheric pressure ionization using an electrospray ionization 
interface." Eur J Mass Spectrom (Chichester, Eng) 10(2): 197-204. 

Orengo, C. A., A. D. Michie, et al. (1997). "CATH--a hierarchic classification of protein 
domain structures." Structure 5(8): 1093-108. 

Otzen, D. E., L. S. Itzhaki, et al. (1994). "Structure of the transition state for the 
folding/unfolding of the barley chymotrypsin inhibitor 2 and its implications for 
mechanisms of protein folding." Proc Natl Acad Sci U S A 91(22): 10422-5. 

Papayannopoulos, I. A. and K. Biemann (1992). "Fast atom bombardment and tandem 
mass spectrometry of synthetic peptides and byproducts." Pept Res 5(2): 83-90. 

Pappin, D. J., P. Hojrup, et al. (1993). "Rapid identification of proteins by peptide-mass 
fingerprinting." Curr Biol 3(6): 327-32. 



 157

Pascoe, R., J. P. Foley, et al. (2001). "Reduction in matrix-related signal suppression 
effects in electrospray ionization mass spectrometry using on-line two-
dimensional liquid chromatography." Anal Chem 73(24): 6014-23. 

Perkins, D. N., D. J. Pappin, et al. (1999). "Probability-based protein identification by 
searching sequence databases using mass spectrometry data." Electrophoresis 
20(18): 3551-67. 

Perl, D., C. Welker, et al. (1998). "Conservation of rapid two-state folding in mesophilic, 
thermophilic and hyperthermophilic cold shock proteins." Nat Struct Biol 5(3): 
229-35. 

Pevzner, P. A., Z. Mulyukov, et al. (2001). "Efficiency of database search for 
identification of mutated and modified proteins via mass spectrometry." Genome 
Res 11(2): 290-9. 

Plaxco, K. W., S. Larson, et al. (2000). "Evolutionary conservation in protein folding 
kinetics." J Mol Biol 298(2): 303-12. 

Plaxco, K. W., K. T. Simons, et al. (1998). "Contact order, transition state placement and 
the refolding rates of single domain proteins." J Mol Biol 277(4): 985-94. 

Prince, J. T., M. W. Carlson, et al. (2004). "The need for a public proteomics repository." 
Nat Biotechnol 22(4): 471-2. 

Ptitsyn, O. B. (1995). "Structures of folding intermediates." Curr Opin Struct Biol 5(1): 
74-8. 

Razumovskaya, J., V. Olman, et al. (2004). "A computational method for assessing 
peptide- identification reliability in tandem mass spectrometry analysis with 
SEQUEST." Proteomics 4(4): 961-9. 

Resing, K. A., K. Meyer-Arendt, et al. (2004). "Improving reproducibility and sensitivity 
in identifying human proteins by shotgun proteomics." Anal Chem 76(13): 3556-
68. 

Roepstorff, P. and J. Fohlman (1984). "Proposal for a common nomenclature for 
sequence ions in mass spectra of peptides." Biomed Mass Spectrom 11(11): 601. 

Sadygov, R. G., D. Cociorva, et al. (2004). "Large-scale database searching using tandem 
mass spectra: looking up the answer in the back of the book." Nat Methods 1(3): 
195-202. 

Sadygov, R. G., J. Eng, et al. (2002). "Code developments to improve the efficiency of 
automated MS/MS spectra interpretation." J Proteome Res 1(3): 211-5. 



 158

Sadygov, R. G., H. Liu, et al. (2004). "Statistical models for protein validation using 
tandem mass spectral data and protein amino acid sequence databases." Anal 
Chem 76(6): 1664-71. 

Sadygov, R. G. and J. R. Yates, 3rd (2003). "A hypergeometric probability model for 
protein identification and validation using tandem mass spectral data and protein 
sequence databases." Anal Chem 75(15): 3792-8. 

Schellman, J. A. (1955). "The stability of hydrogen-bonded peptide structures in aqueous 
solution." C R Trav Lab Carlsberg [Chim] 29(14-15): 230-59. 

Schmidt, A., M. Karas, et al. (2003). "Effect of different solution flow rates on analyte 
ion signals in nano-ESI MS, or: when does ESI turn into nano-ESI?" J Am Soc 
Mass Spectrom 14(5): 492-500. 

Schutz, F., E. A. Kapp, et al. (2003). "Deriving statistical models for predicting peptide 
tandem MS product ion intensities." Biochem Soc Trans 31(Pt 6): 1479-83. 

Shakhnovich, E., V. Abkevich, et al. (1996). "Conserved residues and the mechanism of 
protein folding." Nature 379(6560): 96-8. 

Shiio, Y., S. Donohoe, et al. (2002). "Quantitative proteomic analysis of Myc oncoprotein 
function." EMBO J 21(19): 5088-96. 

Shiio, Y., R. N. Eisenman, et al. (2003). "Quantitative proteomic analysis of chromatin-
associated factors." J Am Soc Mass Spectrom 14(7): 696-703. 

Shoemaker, B. A., J. Wang, et al. (1997). "Structural correlations in protein folding 
funnels." Proc Natl Acad Sci U S A 94(3): 777-82. 

Shoemaker, B. A., J. Wang, et al. (1999). "Exploring structures in protein folding funnels 
with free energy functionals: the transition state ensemble." J Mol Biol 287(3): 
675-94. 

Shoemaker, D. D. and P. S. Linsley (2002). "Recent developments in DNA microarrays." 
Curr Opin Microbiol 5(3): 334-7. 

Smolka, M. B., H. Zhou, et al. (2001). "Optimization of the isotope-coded affinity tag-
labeling procedure for quantitative proteome analysis." Anal Biochem 297(1): 25-
31. 

Spellman, P. T., G. Sherlock, et al. (1998). "Comprehensive identification of cell cycle-
regulated genes of the yeast Saccharomyces cerevisiae by microarray 
hybridization." Mol Biol Cell 9(12): 3273-97. 



 159

Stern, C. D. and S. E. Fraser (2001). "Tracing the lineage of tracing cell lineages." Nat 
Cell Biol 3(9): E216-8. 

Su, A. I., M. P. Cooke, et al. (2002). "Large-scale analysis of the human and mouse 
transcriptomes." Proc Natl Acad Sci U S A 99(7): 4465-70. 

Sullivan, B., T. A. Addona, et al. (2004). "Selective detection of glycopeptides on ion 
trap mass spectrometers." Anal Chem 76(11): 3112-8. 

Tabb, D. L., Y. Huang, et al. (2004). "Influence of basic residue content on fragment ion 
peak intensities in low-energy collision-induced dissociation spectra of peptides." 
Anal Chem 76(5): 1243-8. 

Tabb, D. L., W. H. McDonald, et al. (2002). "DTASelect and Contrast: tools for 
assembling and comparing protein identifications from shotgun proteomics." J 
Proteome Res 1(1): 21-6. 

Tabb, D. L., A. Saraf, et al. (2003). "GutenTag: high-throughput sequence tagging via an 
empirically derived fragmentation model." Anal Chem 75(23): 6415-21. 

Tabb, D. L., L. L. Smith, et al. (2003). "Statistical characterization of ion trap tandem 
mass spectra from doubly charged tryptic peptides." Anal Chem 75(5): 1155-63. 

Taylor, J. A. and R. S. Johnson (2001). "Implementation and uses of automated de novo 
peptide sequencing by tandem mass spectrometry." Anal Chem 73(11): 2594-604. 

Tyers, M. and M. Mann (2003). "From genomics to proteomics." Nature 422(6928): 193-
7. 

Vachet, R. W., K. L. Ray, et al. (1998). "Origin of product ions in the MS/MS spectra of 
peptides in a quadrupole ion trap." J Am Soc Mass Spectrom 9(4): 341-4. 

Von Haller, P. D., E. Yi, et al. (2003). "The Application of New Software Tools to 
Quantitative Protein Profiling Via Isotope-coded Affinity Tag (ICAT) and 
Tandem Mass Spectrometry: II. Evaluation of Tandem Mass Spectrometry 
Methodologies for Large-Scale Protein Analysis, and the Application of 
Statistical Tools for Data Analysis and Interpretation." Mol Cell Proteomics 2(7): 
428-42. 

Washburn, M. P., D. Wolters, et al. (2001). "Large-scale analysis of the yeast proteome 
by multidimensional protein identification technology." Nat Biotechnol 19(3): 
242-7. 

Wenner, B. R. and B. C. Lynn (2004). "Factors that affect ion trap data-dependent 
MS/MS in proteomics." J Am Soc Mass Spectrom 15(2): 150-7. 



 160

Wetlaufer, D. B. (1973). "Nucleation, rapid folding, and globular intrachain regions in 
proteins." Proc Natl Acad Sci U S A 70(3): 697-701. 

Wilkins, M. R., C. Pasquali, et al. (1996). "From proteins to proteomes: large scale 
protein identification by two-dimensional electrophoresis and amino acid 
analysis." Biotechnology (N Y) 14(1): 61-5. 

Willard, B. B. and M. Kinter (2001). "Effects of the position of internal histidine residues 
on the collision-induced fragmentation of triply protonated tryptic peptides." J 
Am Soc Mass Spectrom 12(12): 1262-71. 

Wolters, D. A., M. P. Washburn, et al. (2001). "An automated multidimensional protein 
identification technology for shotgun proteomics." Anal Chem 73(23): 5683-90. 

Wysocki, V. H., G. Tsaprailis, et al. (2000). "Mobile and localized protons: a framework 
for understanding peptide dissociation." J Mass Spectrom 35(12): 1399-406. 

Yalcin, T., Khouw, C., Csizmadia, I.G., Peterson, M.R., Harrison, A.G., (1995). "Why 
are B ions stable species in peptide mass spectra." J. Am. Soc. Mass Spectrom. 6: 
1165. 

Yalcin, T., Csizmadia, I.G., Peterson, M.R., Harrison, A.G., (1996). "The structure and 
fragmentation of Bn (n > 3) ions in peptide spectra." J Am Soc Mass Spectrom 7: 
293. 

Yates, J. R., 3rd, J. K. Eng, et al. (1995). "Mining genomes: correlating tandem mass 
spectra of modified and unmodified peptides to sequences in nucleotide 
databases." Anal Chem 67(18): 3202-10. 

Yates, J. R., 3rd, J. K. Eng, et al. (1995). "Method to correlate tandem mass spectra of 
modified peptides to amino acid sequences in the protein database." Anal Chem 
67(8): 1426-36. 

Yates, J. R., 3rd, A. L. McCormack, et al. (1996). "Future prospects for the analysis of 
complex biological systems using micro-column liquid chromatography-
electrospray tandem mass spectrometry." Analyst 121(7): 65R-76R. 

Yates, J. R., 3rd, S. F. Morgan, et al. (1998). "Method to compare collision-induced 
dissociation spectra of peptides: potential for library searching and subtractive 
analysis." Anal Chem 70(17): 3557-65. 

Zhan, F., J. Hardin, et al. (2002). "Global gene expression profiling of multiple myeloma, 
monoclonal gammopathy of undetermined significance, and normal bone marrow 
plasma cells." Blood 99(5): 1745-57. 



 161

Zhang, N., R. Aebersold, et al. (2002). "ProbID: a probabilistic algorithm to identify 
peptides through sequence database searching using tandem mass spectral data." 
Proteomics 2(10): 1406-12. 

Zhang, W. and B. T. Chait (2000). "ProFound: an expert system for protein identification 
using mass spectrometric peptide mapping information." Anal Chem 72(11): 
2482-9.



 162

Vita 

Aleksey Alfred Nakorchevskiy was born on the 12th of March 1975 in the city of 

Kiev, Ukraine.  His predisposition to natural sciences was shaped early by his mother, 

Ludmila, an electrical engineer and his father, Alfred, a physicist.  After attending and 

even graduating from the city of Kiev public schools #29, #14 and #157, Aleksey was 

admitted into the Department of Chemical Engineering at the Kiev Polytechnic Institute 

(alma mater to K. Tsiolkovsky, the inventor of the space travel theory, and a faculty 

position to D. Mendeleev, creator of the Periodic Table of Elements) in 1992.  In the fall 

of 1994 he entered an undergraduate student exchange program at the University of 

Oklahoma.  After the initial agoraphobia subsided, Aleksey did a year-long 

undergraduate research in organic chemistry with Ronald Halterman and decided that 

zirconium substituted chiral porphyrin derivatives were NOT awesome and that organic 

synthesis was a dangerous and often stinky affair.  He transferred to the University of 

Oklahoma the next year in 1995 and completed his B.S. degree in Biochemistry in the 

summer of 1997.  His undergraduate research involved alanine screening and the steady 

state kinetic characterization of the mitochondrial malic enzyme from Ascaris suum (tape 

worm).  Wanting to finish his project, i.e. lacking a clear idea of what else to do, Aleksey 

stayed at OU and received his M.S. in Biochemistry.  Feeling unfulfilled that the word 

Biochemistry did not appear more than twice on his diplomas; he started the 

Biochemistry program at UT Austin in the fall of 1999.  Aleksey spent his first year and a 

half doing a brief rotation with Ken Johnson and a more extended stay with Jon Robertus.  

In the research group of Jon Robertus Aleksey’s project was to crystallize the 

recombinant Shiga toxin catalytic subunit from Shigella taxonomy.  In April of 2001, 

while passing through the MBB and pondering why his 20th consecutive ligation reaction 



 163

of Shiga toxin failed, he joined the Edward Marcotte’s research group.  His research 

projects varied from the protein folding rate prediction to the DNA microarray analysis 

and the protein mass spectrometry.  During his academic career Aleksey has gained much 

teaching and research experience and successfully avoided to ever hold a real job.  His 

publications and poster presentations include: 

 
Keystone Symposia poster.  Aleksey A. Nakorchevskiy, Edward M. Marcotte.  

Application of statistical methods to database lookup for protein identification via 
LCQ mass spectrometry.  Proteomics:  Technologies and Applications (E2), 
March 25 – 30, 2003, Keystone, CO. 

Lu P, Nakorchevskiy A, Marcotte EM.  Expression deconvolution: a reinterpretation of 
DNA microarray data reveals dynamic changes in cell populations.  Proc Natl 
Acad Sci U S A. 2003 Sep 2;100(18):10370-5. Epub 2003 Aug 21. 

Smriti Ramakrishnan, Rui Mao, Aleksey Nakorchevskiy, John Prince, Willard Willard, 
Weijia Xu, Edward Marcotte, Daniel Miranker.  A Fast Coarse Filtering Method 
for Mass Spectrometry.  Bioinformatics (under review). 

Aleksey A. Nakorchevskiy, Alex T. Adai, John T. Prince Edward M. Marcotte.  
Proteomics by Comparative Mass Spectrometry Using the Peptide Signature 
Method:  A Complementary Approach to MS2 Spectra Identification.  Analytical 
Chemistry (under review). 

53rd ASMS Conference poster.  Aleksey A. Nakorchevskiy, Edward M. Marcotte.  
Protein Identification via Tandem Mass Spectrometry with ProteinFinder; a 
Probabilistic Approach using all-vs.-all Search Space and Parallel Architecture. 
(TP 381). 

Aleksey A. Nakorchevskiy, Edward M. Marcotte.  Protein Identification via Tandem 
Mass Spectrometry with ProteinFinder; a Probabilistic Approach using all-vs.-all 
Search Space and Parallel Architecture (in preparation). 

 

Permanent address: 3206 Stardust Dr., Austin, TX 78757 

This dissertation was typed by Aleksey A Nakorchevskiy 

http://www.ncbi.nlm.nih.gov/entrez/query.fcgi?cmd=Retrieve&db=pubmed&dopt=Abstract&list_uids=12934019

	List of Tables
	List of Figures
	Chapter 1:  Introduction
	References

	Chapter 2:  Protein Identification from Tandem Mass Spectrom
	Methods
	MassSpec Database
	Figure 2.1:  MassSpec V7 database schema.

	In silico peptide fragmentation
	Figure 2.2:  Outline of the peptide fragmentation.

	ProteinFinder: overall design
	Figure 2.3:  Overall design of the ProteinFinder.

	ProteinFinder:  data structures
	Figure 2.4:  Comparison between the linear array and the dou

	ProteinFinder:  peptide mass score
	Figure 2.5:  ProteinFinder peptide mass score.

	ProteinFinder:  spectral alignment score
	Figure 2.6:  The ProteinFinder spectral alignment method.

	ProteinFinder:  chromatographic alignment score
	Figure 2.7:  Prediction of the peptide retention time (aceto

	ProteinFinder:  overall peptide and protein scores
	Figure 2.8:  The overall peptide and protein scores.

	Experimental data collection and analysis
	Table 2.1:  Proteins used for the experimental datasets.

	Experimental datasets
	Catalase
	Lactoperoxidase
	6-protein mix
	6-protein concentration gradient mix
	9-protein mix 1, 10pmol
	9-protein mix 2, 20pmol
	E.coli K12 heat shock whole cell digest


	Results and Discussion
	Peptide mass score optimization
	Figure 2.9:  Peptide level RPC plot of the ProteinFinder per

	Chromatographic alignment score optimization
	Figure 2.10:  The peptide-level RPC plot of the ProteinFinde

	Optimizing for the experimental MS2 peak intensity threshold
	Figure 2.11:  The observed MS2 scan of the 998.5mz precursor
	Figure 2.12:  Peptide level RPC plot of the ProteinFinder pe


	ProteinFinder performance for databases of different sizes
	Figure 2.13:  The peptide level RPC plot of the ProteinFinde

	ProteinFinder performance comparisons
	Single protein data set benchmarking
	Figure 2.14:  The peptide level RPC plots of the ProteinFind

	Protein mix benchmarking
	Figure 2.15:  ProteinFinder and Bioworks performance for the
	Figure 2.16:  ProteinFinder and Bioworks performance for the
	Figure 2.17:  ProteinFinder and Bioworks performance for the
	Figure 2.18:  Protein scores for the heat shock E.coli K12 d
	Figure 2.19:  Comparison between the ProteinFinder and the B

	Table 2.2:  Execution time comparisons between Bioworks and 




	Conclusion
	References

	Chapter 3:  Peptide Signature Method
	Methods
	Peptide signature method
	Figure 3.1:  Outline of the peptide signature method.

	Mass spectrometry simulation
	Figure  3.2:  Mass spectrometric simulation for a hypothetic

	Experimental data collection
	Figure  3.3:  Experimental setup and data vectors for PSM.

	Alignment of the experimental LC/MS data
	Peptide mass fingerprint

	Results
	Figure  3.4:  PSM performance dependence on the experimental
	Figure 3.5:  PSM tolerance of the random variations in abund
	Figure 3.6:  PSM tolerance of missing data and sparseness wi
	Figure 3.7:  Peptide signature method’s performance for diff
	Figure 3.8:  Experimental validation of the PSM soft-cluster





	Discussion and conclusion
	Figure 3.9:  Soft-clustering of the peptide vectors is suffi

	References

	Chapter 4:  Expression Deconvolution
	Methods
	DNA microarray data
	Expression Deconvolution
	Table 4.1:  Composition of basis vectors for expression deco
	Figure 4.1:  Outline of the expression deconvolution method.



	Results
	Figure 4.2:  Distribution of the three mixed cell population
	Figure 4.3:  Average proportions of the basis vectors among 
	Figure 4.4:  Polar plot of the basis vector weights for each
	Figure 4.5:  Polar plot of the basis vector weights for each




	Discussion
	Figure 4.6:  SOM clustering of the deconvoluted MM samples.

	Conclusion
	References

	Chapter 5:  Prediction of Protein Folding Rates
	Methods
	Contact order
	Figure 5.1:  Description of the contact order measure.
	Figure 5.2:  Relationship between the relative contact order


	Hierarchical classification of proteins

	Results
	Protein folding rates among different classes of proteins
	Figure 5.3:  Predicted folding rates for the three major CAT

	Protein folding rates among different architectures of prote
	Figure 5.4:  Variation of the predicted folding rates among 

	Protein folding rates among different topologies of proteins
	Figure 5.5:  Predicted folding rates for the proteins of the
	Figure 5.6:  Predicted folding rates for the proteins of the
	Figure 5.7:  Predicted folding rates for the proteins of the
	Figure 5.8:  Predicted folding rates for the proteins of the




	Protein folding rates at the level of homologous superfamily
	Figure 5.9:  Predicted folding rates for the proteins of the
	Figure 5.10:  Predicted folding rates for the proteins of th
	Figure 5.11:  Predicted folding rates for the proteins of th
	Figure 5.12:  Predicted folding rates for the proteins of th





	Discussion
	Table 5.1:  Summary of the predicted folding rates at variou
	Figure 5.13:  Relative contact order at the level of each al
	Figure 5.14.  Relative contact order at the level of each al



	Conclusion
	References

	Chapter 6:  Conclusion
	Bibliography
	Vita


<<
  /ASCII85EncodePages false
  /AllowTransparency false
  /AutoPositionEPSFiles true
  /AutoRotatePages /All
  /Binding /Left
  /CalGrayProfile (Dot Gain 20%)
  /CalRGBProfile (sRGB IEC61966-2.1)
  /CalCMYKProfile (U.S. Web Coated \050SWOP\051 v2)
  /sRGBProfile (sRGB IEC61966-2.1)
  /CannotEmbedFontPolicy /Warning
  /CompatibilityLevel 1.4
  /CompressObjects /Tags
  /CompressPages true
  /ConvertImagesToIndexed true
  /PassThroughJPEGImages true
  /CreateJDFFile false
  /CreateJobTicket false
  /DefaultRenderingIntent /Default
  /DetectBlends true
  /ColorConversionStrategy /LeaveColorUnchanged
  /DoThumbnails false
  /EmbedAllFonts true
  /EmbedJobOptions true
  /DSCReportingLevel 0
  /EmitDSCWarnings false
  /EndPage -1
  /ImageMemory 1048576
  /LockDistillerParams false
  /MaxSubsetPct 100
  /Optimize true
  /OPM 1
  /ParseDSCComments true
  /ParseDSCCommentsForDocInfo true
  /PreserveCopyPage true
  /PreserveEPSInfo true
  /PreserveHalftoneInfo false
  /PreserveOPIComments false
  /PreserveOverprintSettings true
  /StartPage 1
  /SubsetFonts true
  /TransferFunctionInfo /Apply
  /UCRandBGInfo /Preserve
  /UsePrologue false
  /ColorSettingsFile ()
  /AlwaysEmbed [ true
  ]
  /NeverEmbed [ true
  ]
  /AntiAliasColorImages false
  /DownsampleColorImages true
  /ColorImageDownsampleType /Bicubic
  /ColorImageResolution 300
  /ColorImageDepth -1
  /ColorImageDownsampleThreshold 1.50000
  /EncodeColorImages true
  /ColorImageFilter /DCTEncode
  /AutoFilterColorImages true
  /ColorImageAutoFilterStrategy /JPEG
  /ColorACSImageDict <<
    /QFactor 0.15
    /HSamples [1 1 1 1] /VSamples [1 1 1 1]
  >>
  /ColorImageDict <<
    /QFactor 0.15
    /HSamples [1 1 1 1] /VSamples [1 1 1 1]
  >>
  /JPEG2000ColorACSImageDict <<
    /TileWidth 256
    /TileHeight 256
    /Quality 30
  >>
  /JPEG2000ColorImageDict <<
    /TileWidth 256
    /TileHeight 256
    /Quality 30
  >>
  /AntiAliasGrayImages false
  /DownsampleGrayImages true
  /GrayImageDownsampleType /Bicubic
  /GrayImageResolution 300
  /GrayImageDepth -1
  /GrayImageDownsampleThreshold 1.50000
  /EncodeGrayImages true
  /GrayImageFilter /DCTEncode
  /AutoFilterGrayImages true
  /GrayImageAutoFilterStrategy /JPEG
  /GrayACSImageDict <<
    /QFactor 0.15
    /HSamples [1 1 1 1] /VSamples [1 1 1 1]
  >>
  /GrayImageDict <<
    /QFactor 0.15
    /HSamples [1 1 1 1] /VSamples [1 1 1 1]
  >>
  /JPEG2000GrayACSImageDict <<
    /TileWidth 256
    /TileHeight 256
    /Quality 30
  >>
  /JPEG2000GrayImageDict <<
    /TileWidth 256
    /TileHeight 256
    /Quality 30
  >>
  /AntiAliasMonoImages false
  /DownsampleMonoImages true
  /MonoImageDownsampleType /Bicubic
  /MonoImageResolution 1200
  /MonoImageDepth -1
  /MonoImageDownsampleThreshold 1.50000
  /EncodeMonoImages true
  /MonoImageFilter /CCITTFaxEncode
  /MonoImageDict <<
    /K -1
  >>
  /AllowPSXObjects false
  /PDFX1aCheck false
  /PDFX3Check false
  /PDFXCompliantPDFOnly false
  /PDFXNoTrimBoxError true
  /PDFXTrimBoxToMediaBoxOffset [
    0.00000
    0.00000
    0.00000
    0.00000
  ]
  /PDFXSetBleedBoxToMediaBox true
  /PDFXBleedBoxToTrimBoxOffset [
    0.00000
    0.00000
    0.00000
    0.00000
  ]
  /PDFXOutputIntentProfile ()
  /PDFXOutputCondition ()
  /PDFXRegistryName (http://www.color.org)
  /PDFXTrapped /Unknown

  /Description <<
    /FRA <>
    /ENU (Use these settings to create PDF documents with higher image resolution for improved printing quality. The PDF documents can be opened with Acrobat and Reader 5.0 and later.)
    /JPN <FEFF3053306e8a2d5b9a306f30019ad889e350cf5ea6753b50cf3092542b308000200050004400460020658766f830924f5c62103059308b3068304d306b4f7f75283057307e30593002537052376642306e753b8cea3092670059279650306b4fdd306430533068304c3067304d307e305930023053306e8a2d5b9a30674f5c62103057305f00200050004400460020658766f8306f0020004100630072006f0062006100740020304a30883073002000520065006100640065007200200035002e003000204ee5964d30678868793a3067304d307e30593002>
    /DEU <>
    /PTB <>
    /DAN <>
    /NLD <>
    /ESP <>
    /SUO <>
    /ITA <>
    /NOR <>
    /SVE <>
  >>
>> setdistillerparams
<<
  /HWResolution [2400 2400]
  /PageSize [612.000 792.000]
>> setpagedevice


