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Abstract 

 

Using Machine Learning Techniques to  

Simplify Mobile Interfaces 

 

Matthew Stephen Sigman, M.S.E. 

The University of Texas at Austin, 2012 

 

Supervisor:  Christine Julien 

 

This paper explores how known machine learning techniques can be applied in 

unique ways to simplify software and therefore dramatically increase its usability. 

As software has increased in popularity, its complexity has increased in lockstep, 

to a point where it has become burdensome.  By shifting the focus from the software to 

the user, great advances can be achieved by way of simplification.   

The example problem used in this report is well known: suggest local dining 

choices tailored to a specific person based on known habits and those of similar people. 

By analyzing past choices and applying likely probabilities, assumptions can be made to 

reduce user interaction, allowing the user to realize the benefits of the software faster and 

more frequently.  This is accomplished with Java Servlets, Apache Mahout machine 

learning libraries, and various third party resources to gather dimensions on each 

recommendation. 
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Introduction: Less is More 

Software has traveled an interesting path over the past 50 years.  Douglas 

Engelbart proposed in his 1962 paper Augmenting Human Intellect: A Conceptual 

Framework (Engelbart 1962) that the state of the then-current technology was limiting 

what software developers could create for users.  In turn, if better development 

technology were available, developers could create better software.  As history has shown 

this has in fact been true: software now is far more complex, filled with features, and 

autonomous.  The advent of integrated development environments, development 

frameworks, and Rapid Application Development tools has enabled developers to build 

software that has every feature anyone could dream of.  (Newman 1982) 

This has turned into something of a problem.  Today’s software now has more 

features, options, user preferences, and choices than ever before.  Products attempt to 

include all the features of their predecessors, as well as those of competitors, all while 

introducing yet more features.  This focus on the quantity of features has resulted in 

bloated products that are cumbersome to use, simply because of the sheer volume of 

choices that a user must make to navigate through it. 

While this trend has been marginally mitigated through improvements in the 

overall user experience, such as utilizing larger and even multiple displays, mice with 

multiple dedicated buttons, keyboards with hotkeys, and so on, the mobile space is 

different.  This space is particularly sensitive to interface issues because the screen size is 

small relative to the average desktop resolution, and exacerbated by the limited interface, 

which is typically a miniature QWERTY keyboard or a touch screen interface. 

While the hyper-focus on features has been going on, developments on another 

front have been quietly swelling: the concept of machine learning, that an algorithm can 
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be developed to evaluate empirical data to make accurate predictions, has become a 

reality.  The idea is that an algorithm can be designed to: 

a) Quantify complex relationships between data that identifies relevant 

features of the underlying domain, and; 

b) Employ these identified patterns to make accurate predictions against new 

data. 

The purpose of this paper is to establish that these machine learning algorithms 

can be applied to patterns of user behavior for a given domain, in order to reduce the 

perceived complexity of the software.  In other words, the same benefit can be realized 

with less effort on the part of the user. 

Separately, in combination with machine learning techniques, if careful attention 

is paid to reducing software design complexity, certain assumptions can be made to 

further simplify interfaces without reducing the effectiveness or usefulness of the 

software.  The hypothesis is that increased usability is inversely correlated with user 

interaction. 

POWER USERS 

There is also the Pareto Principle or the Law of Vital Few: that 80 percent of 

people use 20 percent of a product, as first postulated by Vilfredo Pareto (1848 – 1923).  

He observed in 19th century Italy that 20 percent of the population owned 80 percent of 

the usable land. (Narula n.d.)  Whether correct or not (Spolsky 2006), this same 

distribution can be found in other economical and natural processes, and is often applied 

to software design.  In this way, software scope is often reduced to focus on the 20 

percent that is most frequently used.  This begs the question of the additional needs of the 
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remaining 20 percent of users.  Those users are often referred to as “power users” and 

often have increased requirements.   

While the majority of users prefer simplicity, these power users might prefer the 

ability to customize the application to their liking.  In some circumstances it has even 

been observed that “people are not willing to pay for a system that looks simpler because 

it looks less capable.” (Norman 2007)  Thus, complexity is sometimes added to products 

to improve the perceived value.   

For either reason, this could be accomplished in YouChoose by introducing a 

“Preferences” section.  This section could allow the user to explicitly state preferences to 

tailor the user experience as necessary.  Specific options are discussed in more detail later 

in this paper.  
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Restaurant Recommendations 

The problem domain selected to exemplify these concepts should be familiar to 

anyone living in an urban or suburban environment: selecting a nearby restaurant to dine 

at that would be personally appealing.  This simple concept was implemented as a 

mobile-friendly application called YouChoose.  However, there are several mobile 

applications that already exist to fill this niche. Before diving in to the details of the 

YouChoose application, some similar products will be discussed and contrasted to 

YouChoose, as it is assumed the reader may have some familiarity with them.  It will 

then be easier to highlight the differences between the known applications and the new 

one. 

 

Table 1: Differences between YouChoose and existing applications 

Existing Application Differences with YouChoose 

Yelp Mobile 1. User must navigate to desired function prior to results 

2. Results presented as list 

3. User must choose a place and then request directions 

Ness 1. User must choose a category prior to results 

2. Results presented as a list 

3. User must choose a place and then request directions 

4. Ness uses social media to make suggestions  

Urbanspoon 1. User must navigate to desired function prior to results 

2. Results presented as a list, split screen with map 

3. User must choose a place and then request directions 
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YELP MOBILE 

Yelp Mobile (Yelp n.d.) offers many features, and displaying local 

recommendations is only one of them.  The first difference is that the user must perform 

several actions before he is presented with any restaurants at all.  Another difference is 

that the results are presented in list form, with very few details available for each item.  

This is the greatest flaw in this design.  Assuming the user is new to the area or not 

already familiar with the local places (it is reasonable to assume this is the reason the user 

consulted the application in the first place), presenting a list of names of places will be of 

little value.  The user does not know what each item is, and therefore is unable to make 

educated choices. The user must scroll through this long list before making a choice, and 

only after making a choice is he given more details about the location and the option to 

get directions. 
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Figure 1: Yelp Mobile home screen 

  

This is the home screen of the Yelp Mobile 

application.  Immediately the user has to make a 

choice about what he wishes to do.  In this case, 

he would need to tap the “Nearby” icon. 

 

Figure 2: Yelp Mobile category 

selection screen 

He is then brought to the category page, where he 

must choose the type of establishment to search 

for.  In this example, he would choose 

“Restaurants.” 
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Figure 3: Yelp Mobile search results 

list screen 

Finally the list of nearby restaurants is displayed.  

However, they are not tailored to the user with 

any sort of machine learning algorithm.  Instead 

they are sorted by a proprietary algorithm 

consisting of distance, ratings quantity, and rating 

score. The sorting is the same for all users of the 

site. 

 

Figure 4: Yelp Mobile restaurant 

information screen 

After selecting a restaurant, additional details are 

displayed about that location, including an option 

to get directions.  In total it takes 4 taps to get 

directions after launching.  
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NESS 

Ness (Ness n.d.) requires the user to choose a category, such as “Vegetarian” or 

“Vietnamese” prior to finding local suggestions.  Similar to Yelp Mobile, Ness also 

presents these nearby locations as a list, with very little information displayed about each 

one.  The interesting aspect of Ness is that it does perform machine learning if the user 

creates an account, except it does it with a social media twist.  Ness scans Facebook, 

Twitter, and other social media sites to find popular places that the user might like.  The 

restaurants are then ranked by a combination of his personal preferences, the preferences 

of his or her friends, and the restaurants overall popularity. (Geron 2011)  Conversely, 

YouChoose does not use social media at all, and instead relies on 27 dimensions of the 

restaurants themselves to predict what a user will like. 
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Figure 5: Ness home screen 

This is the home page of the Ness application.  The 

user has to choose a category before he is even able 

to search for nearby results. 

 

Figure 6: Ness search results 

screen 

After selecting a category, results are displayed.  

Although Ness uses a type of machine learning, it is 

different from what YouChoose does.  Ness scans 

social media instead of analyzing user preferences. 
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Figure 7: Ness restaurant 

information screen 

Tapping a suggestion brings the user to the detail 

page, where he must then tap More Info to get 

directions. 

 

Figure 8: Ness restaurant 

additional details screen 

Finally, the user can tap the address to get directions 

to the restaurant.  In total it takes 5 taps to display 

the directions. 
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URBANSPOON 

Urbanspoon (Urbanspoon n.d.) is similar to Yelp Mobile in that it offers many 

features, and displaying local recommendations is only one of them.  The user has to 

indicate that this is the function he wishes to perform before he is presented with a list.  

The results are again presented in list form, with very few details available for each item, 

except with this particular application the screen is split between a map and the list, 

making the list even smaller and less useful.  This is the greatest flaw in the design.  The 

user must scroll through the list before making a choice, and only after making a choice 

is he given more details about the location, and the option to get directions.  See the 

screenshots and more detailed descriptions of this app below and on the following pages. 

 

 

 

Figure 9: Urbanspoon home screen 

The home page of the Urbanspoon application.  To 

see a list of nearby restaurants, the user must tap 

“Nearby.”  There is an intriguing option called 

Shake, which is somewhat similar to the 

YouChoose application in that it displays a result 

immediately.  However, unlike YouChoose it does 

not use any machine learning and is completely 

random.  See Figure 10 for a screenshot of this 

feature. 
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Figure 10 Urbanspoon Shake 

feature 

The user can physically shake the mobile device or 

tap the Shake button, and the three lists 

(neighborhood, category, price range) spin, 

simulating a slot machine.  They are completely 

random and do not do any sort of user preference 

tracking or personalized recommendations. 

 

Figure 11: Urbanspoon search 

results screen 

The suggestion screen is split evenly with a map.  

This is problematic because it is now extremely 

difficult for the user to make an informed decision.  

There is no machine learning aspect to this list; it 

is sorted strictly by distance from the user’s 

location.   
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Figure 12: Urbanspoon restaurant 

details screen 

 

After choosing a restaurant, the details are 

displayed.  The details are similar to what is 

available from Yelp, including reviews, price 

range, neighborhood, and so on.  It also displays 

the address and allows the user to tap it to see 

directions. 

 

Figure 13: Urbanspoon map screen 

By tapping the address on the previous screen, 

directions are displayed.  In total it takes 3 taps to 

get to this point.  The directions are embedded 

within the Urbanspoon appliaction and does not 

automatically use the native mapping appliaction, 

though this is displayed as an option and the user 

can access it by tapping “Open in Maps.” 
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YOUCHOOSE 

The YouChoose interface fills this gap by simplifying the user experience to only 

one click: either for “Yes, I like this place” or “No, show me something different.”  Every 

time the user performs this action, it is recorded so that future suggestions can be 

improved.  Instead of presenting the user with a long scrolling list, a single suggestion is 

made.  Because the entire screen is dedicated to this one suggestion, details about that 

place can be displayed on screen, such as Yelp and Google ratings, the ambiance, and 

whether the restaurant offers a takeout option.  This way the user can fully evaluate the 

suggestion before making a decision.  If he chooses “no,” the system records the 

preference and immediately makes another choice.  If he chooses “yes,” the system 

displays driving directions to that location right away. 

The purpose of this simple design is to eliminate confusing and unnecessary 

clutter from the screen.  If the user is launching the application, it is assumed that he is 

interested in finding a nearby place to eat.  Along the same lines, there is no user account 

creation or login step necessary.  The first time a new user launches the application, a 

cookie is placed on his device.  This cookie identifies the user so his preferences can be 

recorded.  Future versions could add the option (although not require it) to allow a user to 

manually enter a user ID in case he has multiple devices or accidentally cleared his 

cookies. 

When the user chooses “yes,” another assumption is made that the user wants to 

go to the selected restaurant.  Rather than requiring him to indicate this, directions are 

immediately displayed to guide him there. 

But putting aside these assumptions that simplify the user experience, the 

principal technique used to simplify this application was machine learning.  The 
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innovation of this is that the user is not even aware it is happening.  This is discussed in 

detail later in the paper. 

 

 

 

 

Figure 14: YouChoose state transition diagram 
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Figure 15: YouChoose home screen 

This is the first screen displayed immediately 

upon launch.  At this stage, the user’s location 

coordinates are recorded, the user is identified, 

and that data is forwarded to the web service.  

When the suggestion is ready, the user is 

forwarded to the next screen.  Depending on how 

many local results have previously been cached, it 

could take as little as one second. 

 

Figure 16:YouChoose restaurant 

suggestion screen 

This is the display of the top suggestion for the 

user’s current location and known preferences.  It 

prominently displays the name of the place, as 

well as some relevant details.  In future versions, 

singular value decomposition (Ientilucci 2003) 

could be used to identify the dimensions 

important to this user and display the attributes 

for those.  This technique is also known as 

principal component analysis, and is widely used 

to reduce a dataset containing a large number of 

values to a dataset containing significantly fewer 

values: the principal values that influence the set. 
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Figure 16, cont. (The International Research Institute for Climate 

and Society n.d.) The thumb up records an 

affirmative preference and displays a turn-by-turn 

map from the user’s present location to the 

restaurant.  The thumb down records a negative 

preference and immediately generates another 

suggestion. 

 

 

 

Figure 17: YouChoose map screen 

The map uses any native mapping found on the 

phone, for example new Apple iPhones would use 

the native Apple Maps application to display turn-

by-turn and spoken directions.  Google Maps 

would be used on Android and in the case the user 

is on a desktop, Google Maps is also utilized.  It 

automatically starts at the user and his present 

location, and uses the accepted restaurant as the 

destination. 
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The Recommender 

Every time a user expresses a like or dislike of a suggested restaurant, that 

preference is saved to compare future restaurants against the known preferences for that 

user.  Whereas in the context of a movie recommendation application users may express 

a preference from 1 to 5, in this case there is only a notion of acceptance or not.  Because 

there are only two possible options (“like” or “dislike”), this is referred to as a Boolean 

data model.  These preferences are then stored in a database and contain three relevant 

pieces of information.  This is to match the implementation of the 

MySQLJDBCDataModel (The Apache Software Foundation 2008 - 2011) class within 

Mahout.  This class defines a preference and expects these three primary pieces of 

information: 

a) User ID 

b) Restaurant ID 

c) Boolean preference 

There are 27 dimensions for each restaurant, gathered from a variety of sources 

and discussed in greater detail later in this paper. There is some additional information 

stored but that is for future use and not of particular relevance to the recommendation 

process itself.   

APACHE MAHOUT 

The machine learning algorithm was implemented using an open source machine 

learning Java library from Apache called Mahout. (Apache Mahout: Scalable machine 

learning and data mining n.d.)  It implements various algorithms under the umbrella of 

machine learning and collective intelligence.  Primarily, it offers recommender engines 

(collaborative filtering), clustering, and classification algorithms.  Additionally, it also 
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offers support for performing distributed computations, though that aspect of the library 

was not used for this project.  Mahout offers a number of item-item recommendation 

algorithms to choose from.  They appear in the following table, along with the primary 

features of each one. 

 

Table 2: Item-item recommenders and their key features in Mahout 

Recommender Key features 

GenericUserBasedRecommender Fast when the number of users is small. 

GenericItemBasedRecommender Fast when number of items is small or 

when an external notion of item similarity 

is available. 

SlopeOneRecommender Suitable when the number of items is small 

and able to be pre-computed. 

SVDRecommender High quality results but requires significant 

pre-computation. 

KnnItemBasedRecommender Good when number of items is small. 

TreeClusteringRecommender Good when number of users is small and 

able to be pre-computed. 

 

For this project, the KnnItemBasedRecommender was selected because there is a 

small number of potential restaurants to choose from, and it automatically determines the 

important features to compare against.  Although there is a notion of similarity for 

restaurants, the author did not want to bias the results by making unfounded assumptions 

about importance.  For example, on the surface, it would seem reasonable to assume that 
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a restaurant’s category (genre) would be a primary deciding factor in whether to eat there.  

However, when considering other dimensions such as price, attire, and whether they offer 

takeout, a case could be made that for many users, these dimensions are equally or more 

important.  Therefore, the KnnItemBasedRecommender is the best engine to choose 

because it does not require certain assumptions to be built in at design time; instead it 

uses linear interpolation to accurately assess the important features.  This is discussed 

more in the following sections.  

 

ITEM-BASED RECOMMENDATION VERSUS USER-BASED RECOMMENDATION 

Item-based recommendation is derived from how similar items are to other items, 

instead of user to user.  This means one restaurant is compared to another to come up 

with a mathematical representation of similarity.  If the proposed restaurant is similar to 

one that the user has previously expressed a preference for, the suggestion is weighted 

positively. 

This method of weighting recommendations was selected because the initial 

amount of known information on restaurants is far greater than what is available 

regarding the users.  This is partially because a new piece of software on the market will 

have a smaller user base, and partially because of the inherent delay for users’ 

preferences to begin accumulating.  In comparison, the number and details of nearby 

restaurants is already known, and can be accessed for analysis.   

As the application becomes more widely used, and while the number of users 

grows, the number of restaurants will remain relatively constant. This ensures high 

performance during rapid application scaling.  Also, restaurants are typically less subject 
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to change than users.  Over time, as more details of the restaurants emerge, it can be 

expected that estimates of their similarities will converge. 

Conversely, a user-user comparison would find a user that was similar, and 

suggest a restaurant that he liked.  Both methods rely on a similarity metric, or notion of 

sameness; however one compares similar users while the other compares similar items. 

It is noted that, once the user base grows to a sizable amount, user-user 

recommendations could be used for brand new users to greatly increase early 

suggestions.  This would further reduce the startup time cost for new users since they 

would not need to complete a certain number of “random” suggestions before arriving at 

the useful ones; it will also simplify the user experience.  This is a summary of how the 

user-user algorithm could be implemented for new users: 

 

 

Figure 18: Pseudocode for user-user recommendation algorithm  

 

LINEAR INTERPOLATION ITEM-BASED RECOMMENDATION 

The recommendation engine itself is an item-based recommender using linear 

interpolation, implemented with k-Nearest Neighbor (KNN).  It is based off the work of 

Robert M. Bell and Yehuda Koren in Advances in Collaborative Filtering. This is the 

same algorithm that won the Netflix Progress Prize in 2007, 2008, and went on to 

for every item i that u has no preference for yet 

 for every other user v that has a preference for i 

 compute similarity s between u and v 

 add v’s preference for i, weighted by s, to a running average 

return the top item, ranked by weighted average 
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become the Grand Prize winner of the competition for their submission in 2009. (Netflix 

Prize: Forum / Grand Prize award to team BellKor's Pragmatic Chaos n.d.)  The Netflix 

Prize was an open competition for the best collaborative filtering algorithm to predict 

user ratings of films, based on previous ratings, and without any other information about 

the users or films. 

The engine estimates preference values by a weighted average of the items the 

user has already expressed a preference for, but the algorithm calculates the optimal set 

of weights to use between all pairs of items using linear algebra instead of a constant 

similarity metric.    For each item, it calculates a neighborhood of items most similar to 

the target item, the subject restaurant under evaluation, using a log-likelihood similarity 

metric.   

Log-likelihood is based on the number of features in common between two items, 

but its value is expressed as how unlikely it is for two items to have those features in 

common, given the total number of items in the set and the number of items each user has 

a preference for.   

Then it uses a quadratic programming-based strategy to calculate the linear 

interpolation, or the weight, to apply to each restaurant. 

 

 

Figure 19: Psuedocode for item-item recommendation algorithm 

for every item i that u has no preference for yet 

 for every item j that u has a preference for 

 compute similarity s between i and j 

 add u’s preference for j, weighted by s, to a running average 

return the top item, ranked by weighted average 
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INFERRING PREFERENCES FOR UNKNOWN USERS 

New users will quite obviously have no preferences stored for them yet.  While 

there is a brief 20-restaurant survey administered for every new user, this is still only 

vaguely useful.  To assist with this common scenario, the application will use implicit 

feedback to infer some preferences based on relatively confident assumptions made 

during design time.  For example, if the time is currently 12 PM, we can infer that the 

attribute denoting “Good for lunch” will become especially relevant, and apply a 

preference for this dimension.  This is implemented by filling in a default value for this 

dimension for the user. 

This strategy was introduced in early research papers on the topic of machine 

learning, but has since fallen out of favor in the community because in general, making 

up information and assigning it to dimensions does not provide any tangible benefits, but 

does have the unfortunate side effect of increasing computation time drastically.  

However, when applied intelligently with broadly accepted notions, such as a user will 

probably not be interested in bars at 10 AM, the assumptions can yield some very 

tangible benefits.  On the converse side, the user is always free to specify that in fact he is 

interested in bars in the morning by indicating “no” for the suggestion, so the potential 

drawback is minor. 
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Gathering Values for Each Dimension 

There are 27 dimensions for each restaurant, gathered from a variety of sources.  

These dimensions are listed on the following page in Table 3.  Figure 19, below, contains 

a sequence diagram of the various steps performed for each recommendation.  

 

 

Figure 20: YouChoose sequence diagram 
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Table 3: Restaurant dimensions within YouChoose 

Dimension Possible values Source 

Accepts credit cards Yes, No Yelp 

Address <any> Google 

Ambiance Classy, Casual, Romantic Yelp 

Attire Casual, Formal Yelp 

Categories Asian Fusion, Barbeque, Bars, Breakfast & 

Brunch, Burgers, Fast Food, Food, Indian, 

Italian, Japanese, Nightlife, Pizza, 

Restaurants, Sandwiches, Seafood, 

Steakhouses, Sushi Bars, Tex-Mex, Thai, 

Vietnamese 

Yelp 

Dogs allowed Yes, No Yelp 

Good for breakfast Yes, No Yelp 

Good for children Yes, No Yelp 

Good for dinner Yes, No Yelp 

Good for groups Yes, No Yelp 

Good for lunch Yes, No Yelp 

Google Rating 1 – 5 Google 

Has outdoor seating Yes, No Yelp 

Has takeout Yes, No Yelp 

Has TV Yes, No Yelp 

Has Wifi Yes, No Yelp 

Name <any> Google 
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Table 3, cont. 

Noise level Average, Loud, Quiet Yelp 

Parking Street, Private Lot Yelp 

Plays music Yes, No Yelp 

Price range 1 – 4 Yelp 

Serves alcohol Full Bar, Wine and Beer, Beer only, Wine 

only, None 

Yelp 

Table service Yes, No Yelp 

Takes reservations Yes, No Yelp 

Vegetarian friendly Yes, No Calculated 

Wheelchair accessible Yes, No Yelp 

Yelp Rating 1 – 5 Yelp 

 

A brief summary of the steps taken to get the dimensions are listed here, and 

detailed in the sections immediately following. 

1. Ascertain user location – Get the geospatial coordinates for the user’s 

present location.  These are then fed into Google Maps API. 

2. Obtain 20 nearest locations – Google Maps API returns a list of the 20 

closest locations. 

3. Contact Yelp API for path to each – Each result is then fed into the Yelp 

API to get the URL to the official Yelp page for that business. 

4. Scrape Yelp page – Populates the remaining dimensions. 

5. Return list of locations to recommendation engine for machine learning 

algorithm. 

6. Return top result to the user. 
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Ascertain User Location 

This stage requires the latitude and longitude coordinates of the user.  The front 

end application is written in HTML and JavaScript and encapsulated in a web page for 

maximum portability.  It is compatible with iOS, Android, and desktop OS’s (Windows, 

Linux, MacOS).  This was achieved by using a new feature introduced with HTML5 

called Geolocation. (Geolocation API Specification 2012)  This specification was drafted 

in May 2012 by the World Wide Web Consortium (W3C), Andrei Popescu, and Google, 

Inc.  It is already supported by many popular browsers including Internet Explorer, 

Safari, and Chrome.   

 

navigator.geolocation.getCurrentPosition(foundLocation, noLocation); 

 

Figure 21: Example HTML5 code to obtain user coordinates 

The retrieval is asynchronous and near-instantaneous and once finished, calls a 

function specified by the caller.  This function then forwards the user to the next page 

that contacts the YouChoose server via a web service. 
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Obtain 20 Geographically Nearest Locations 

Once the YouChoose web service receives the request, it uses the location 

coordinates and contacts Google Places API (Google Maps API - Google Developers 

n.d.), which returns a list of the 20 closest places.  Google defines places as 

“establishments, geographic locations, or prominent points of interest.”  At this point they 

are sorted only by distance and are not specific to any particular user. 

Communicating with the API is straightforward: a potential developer must 

request an API key (through an automated process that grants the key immediately), then 

make calls to the web service, and finally parse the JSON results.  To prevent abuse, 

Google places limits on API requests. The company offers two methods of 

authentication: simple access, where the developer key is passed as an argument with 

each request, or by using the OAuth 2.0 specification (Using OAuth 2.0 to Access 

Google APIs n.d.). 

Using a valid OAuth token or API key allows the developer to exceed anonymous 

limits by connecting requests back to the project.  The OAuth 2.0 flows cover common 

web server, JavaScript, device, installed application, and server to server scenarios.  

OAuth 2.0 is a relatively simple protocol, described in the official OAuth 2.0 

Authorization Protocol  as: “The OAuth 2.0 authorization protocol enables a third-party 

application to obtain limited access to an HTTP service, either on behalf of a resource 

owner by orchestrating an approval interaction between the resource owner and the 

HTTP service, or by allowing the third-party application to obtain access on its own 

behalf.” (Hammer-Lahav, et al. 2011)  In summary, an application is registered with 

Google, and when a user request comes in, the request is redirected to a URL, and a token 

is parsed from the response, and sent to the Google API with the request.   
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Figure 22: Google OAuth sequence diagram 

For this sample project, with few users anticipated, the simple authentication 

method was selected.  Yelp API also implements the OAuth 2.0 specification; however it 

is mandatory for that system.  Therefore OAuth library was necessary and so it would be 

trivial to use the OAuth authentication method for Google API access if necessary. 

Several methods are available via the API, and the one used in this project is the 

Search method.  It is available by making an HTTP GET to the following service URL: 

https://maps.googleapis.com/maps/api/place/search/json 
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The following parameters are also included in the URL: 

a. Key – The simple API key granted to the developer 

b. Location – Comma delimited tuple consisting of latitude and longitude 

c. Radius – The distance in meters within which to return Place results 

d. Types – Restricts results to Places matching the specific types.  The entire 

list is quite expansive, including detailed types such as “liquor store,” 

“insurance agency,” and “locksmith.”  For this application, only 

“restaurant” was supplied.  
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Retrieve Yelp Information for Each One 

The majority of the attributes are gathered from Yelp.  Permission to use the Yelp 

API was graciously granted to the author with a limit of 2,000 queries per day.  While 

this is helpful in gathering the interesting attributes, and although the Yelp website 

displays the information publicly, unfortunately many of the attributes are not available 

via the Yelp API.  Therefore this is done in a two-part process: 

a) Run each name through Yelp API to get the Yelp URL 

b) Run Yelp URL through screen scraping routine to parse and extract 

pertinent information for each dimension 

By retrieving the contents of the URL and parsing the HTML into a Document 

Object Model (DOM) like structure, it is possible to extract the interesting information 

from the raw HTML.  This process is commonly referred to as “screen scraping.”  This 

has proven to be an effective method, with the most notable downside being the 

additional delay of performing two queries instead of one.  It also opens the application to 

the risk of Yelp changing their site layout, which could potentially break this portion of 

the process (and therefore all steps that follow).  Unfortunately there are no alternatives 

since the requisite information is not available via the API. 
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Apply Recommendation Engine and Rank 

Once the nearest 20 locations have been found, and their attributes populated with 

values, they are ready to be sent to the recommendation engine.  This is where the 

machine learning makes its first appearance. 

Using the Mahout recommenders is very straightforward. The most difficult is 

simply getting the Mahout libraries successfully loaded into the project, since they 

introduce a number of dependencies themselves, such as Maven (Maven - Welcome to 

Apache Maven n.d.).  However once configured and compiling, the remainder of the 

setup is trivial: o-+)02.+ 

7  bgfderne must simply choose and instantiate the similarity algorithm to use, an 

optimizer, and the recommender.  The code used in YouChoose can be seen in Figure 23. 

 

private Recommender buildRecommender(DataModel model) 

{ 

  ItemSimilarity similarity = new LogLikelihoodSimilarity(model); 

  Optimizer optimizer = new NonNegativeQuadraticOptimizer(); 

  return new KnnItemBasedRecommender(model, similarity, optimizer, 10); 

} 

Figure 23: Example code for instantiating recommendation engine 
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Return Top Result to User 

The top result is then returned to the user.  Returning only a single suggestion was 

an intentional design decision to streamline user experience.  As discussed earlier in the 

paper, there are several existing products in the marketplace that provide a list of results, 

but this forces users to scan through the list arbitrarily.  Instead, YouChoose applies the 

machine learning algorithm to select what it believes is the best choice, and presents only 

that one.  In this way, the user is freed from the arbitrary list selection process. 
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Application Design 

For this project, a web site was created to consume the web service. The site is 

mobile optimized and tested on iOS/Android/Desktop.  It was written using Java with the 

NetBeans IDE.  It uses plain HTML5 with CSS for the style and structure, but its primary 

function is to serve as consumer of the web service described later in this paper. 

 

PERFORMANCE IS A FEATURE 

One commonly overlooked aspect of modern software development is 

performance.  Engineers often refer to this quality as a “non-functional requirement,” and 

while they have the best intentions, typical program managers or other business 

stakeholders tend to discount anything they hear described as “non-functional.”  The 

author asserts that performance is in fact a functional requirement: it’s a feature.  

Therefore, much time was invested in the design of the application up front to ensure that 

suggestions would be delivered to the user in a very short time.   

Baseline Metric 

Before any performance improvements were made, the results were loaded 

sequentially from Google Maps API, Yelp API, and Yelp, one at a time.  The total 

duration for those operations, performed sequentially, averaged 75 seconds.   

Multi-Threading 

To hasten the gathering of attributes, the Yelp steps were multi-threaded using 

Java Executor framework (Executors (The Java Tutorials > Essential Classes > 

Concurrency) 1995, 2012).  In a typical multi-threaded environment, allocating and de-

allocating thread objects creates a significant memory management overhead.  This 
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framework allows using worker threads to minimize the overhead due to thread creation 

and allocation.  First, several worker threads are instantiated, and then a queue is created 

with the various restaurants that need to be looked up.  The threads take turns picking the 

top item off the queue until it has been emptied, and then gracefully exit.   

By performing the Yelp gathering steps in parallel, execution duration was 

reduced from 75 seconds to approximately 4 seconds. 

Caching 

Restaurants, along with their attributes, are stored in the database for faster 

retrieval in the future.  They are user agnostic and therefore can be shared between all 

users of the application.  This means the restaurant database will grow very quickly as 

users access the site.  Even a single user, traveling to different geographic areas, could 

easily populate the database with hundreds or even thousands of restaurants. When 

Google Maps API returns a nearby location, it is checked against this repository to 

determine if it has previously been loaded.  If so, the attributes can be re-loaded very 

quickly, and only any cache misses would need to go through the Yelp API/Yelp screen 

scraping process.  This means that as a user continues to use the application in a 

relatively small geographic area, the suggestions will become extremely fast, often 

returning in under 1 second. 

WEB SERVICE 

Access to the recommendation engine is provided through a web service.  A web 

service is a software system designed to support interoperable machine-to-machine 

interaction over a network.  This was selected due to its flexibility and its natural 

friendliness to mobile development.  Because the web service is device agnostic, it 

doesn’t matter whether the consumer of the service is a native iOS app, an Android app, 
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or a web site, the recommendation engine and the associated stored data can be accessed 

just the same.  This means that in the future, a native app could be developed to take 

advantage of the same recommendations and preferences, and the user could seamlessly 

switch between them. 

APPLICATION STRUCTURE 

There were a number of libraries used in this project.  Their names and purposes 

are detailed in Table 4.  Class structure was modeled from an n-tier architecture with 

repository pattern.  Data Transfer Objects (DTO’s) were used to transfer information 

from the Repository class to all consumer classes.  A Yelp class was created to 

encapsulate the communication with Yelp API.  There was also a GooglePlaces class 

created for this purpose, however as of this writing it has not been implemented.  
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Table 4: Java libraries used within project 

Library Name Purpose 

Apache Commons 

Codec 

The codec package contains simple encoder and decoders for 

various formats such as Base64 and Hexadecimal. 

Google Gson Gson is a Java library that can be used to convert a Java object 

into its JSON representation.  It can also be used to convert a 

JSON string into an equivalent Java object.  It is used to encode 

objects returned from the Google Places and Yelp API’s. 

Jsoup Jsoup is a Java library for parsing HTML. It provides an API 

for extracting and manipulating data, using DOM, CSS, and 

jquery-like methods for rapid development.  It is used to scrape 

and parse HTML from the Yelp website. 

Apache Mahout Mahout captures the core algorithms of recommendation 

systems, classification, and clustering in ready-to-use, scalable 

libraries.  It is used as the basis of the recommendation engine, 

as described earlier in this paper. 

Metro Metro is a high-performance and extensible service stack for 

creating web services.  It is the foundation of the web services 

provided by the application. 

MySQL Connector/J MySQL Connector/J is a native Java driver that converts JDBC 

(Java Database Connectivity) calls into the network protocol 

used by the MySQL database.  It is used for all database 

communications including caching results and storing user 

preferences. 
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Figure 24: YouChoose class diagram 
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Future Enhancements 

During the course of this project, the author noted several areas that could be 

improved or changed to provide a better user experience.   

GENERAL ENHANCEMENTS 

a) Determine if user is moving and if so, prompt for destination address and 

perform search there instead of present location.  This could also be 

accomplished by polling the user’s location, pausing for a short period such as 

1 second, then polling again.  If the location is the same, assume user is 

stationary.  If it has changed, assume the user is mobile. 

b) Do not suggest same place two consecutive days.  If a suggestion is made, 

irrespective of whether the user lodged a positive or negative preference for it, 

do not suggest the same place in the following 24 hour period. 

c) Apply algorithm to data mine review text to asses vegan/vegetarian 

friendliness score.  The application has access to the Yelp user review text via 

the screen scraping mechanism.  Therefore, the text could be saved, stemmed, 

and then count the occurrences of the stem word “veg.” 

d) Write native applications for Android and iOS.  Although the YouChoose 

website is highly mobile optimized, native applications could provide a better 

user experience, particularly through improved performance. 

e) Calculate and display distance to recommendation.  Right now, distance is 

treated solely as a dimension for inclusion in the machine learning algorithm, 

but is not displayed to the user.  This is an important metric for the user to be 

aware of, and could easily be added to the details screen on the application. 

f) Expire the restaurant cache results after a certain period of days 
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g) Use Singular Value Decomposition (SVD) to isolate which dimensions most 

affect a user’s decision.  Then, display these attributes for each restaurant on 

the details page.  For example, one user could most value “vegetarian 

friendliness” and “price,” whereas another user could value “distance” and 

“ambiance.” 

h) If there are many restaurants in walking distance, provide walking directions 

instead of driving.  This would be well-suited for densely populated urban 

areas such as downtown Austin.  Additionally, public transportation routes 

could be displayed for users in areas such as New York City that have well-

established transportation networks. 

i) Add a third option to the preferences called “Never.”  This option would be 

used to indicate a strong dislike of a recommendation, for example a 

vegetarian might use it for a steakhouse.  By introducing this third option, 

YouChoose could move away from a Boolean recommender and instead use a 

linear scale of 1 – 3 (Like, Dislike, Never) to improve accuracy. 

USER PREFERENCES 

To accommodate other user scenarios, a new “Preferences” section could be 

added that allows a power user to tailor the application behavior to his personal taste.  

This could include many preferences, some of which are outlined below. 

a) Maximum distance willing to travel 

b) Genre of restaurants liked (or conversely, disliked) 

c) List of attributes to display with each suggestion 

d) Whether to display an option to call an accepted restaurant instead of 

automatically displaying turn by turn directions 
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e) Whether to display an option to visit the restaurant’s website instead of 

automatically displaying turn by turn directions 

f) Whether to display an option to email the suggestion to another person, for 

example if the user was meeting someone there 

g) Give more than one suggestion at a time, retaining ability to record 

preference for each 

h) Whether to display directions as driving, public transportation, or walking 

In this way, YouChoose enables a user who has certain requirements or 

preferences to customize the software to more closely meet his needs without sacrificing 

the overall streamlined experience for other users. 
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