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This dissertation describes a methodology for automated recognition of complex

human activities. The dissertation presents a general framework which reliably

recognizes various types of high-level human activities including human actions,

human-human interactions, human-object interactions, and group activities. Our

approach is a description-based approach, which enables a user to encode the struc-

ture of a high-level human activity as a formal representation. Recognition of human

activities is done by semantically matching constructed representations with actual

observations. The methodology uses a context-free grammar (CFG) based represen-

tation scheme as a formal syntax for representing composite activities. Our CFG-
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based representation enables us to define complex human activities based on simpler

activities or movements. We have constructed a hierarchical framework which auto-

matically matches activity representations with input observations. In the low-level

of the system, image sequences are processed to extract poses and gestures. Based

on the recognition of gestures, the high-level of the system hierarchically recog-

nizes complex occurring human activities by searching for gestures that satisfies

the temporal, spatial, and logical structure described in the representation. The

concept of hallucinations and a probabilistic semantic-level recognition algorithm is

introduced to cope with imperfect lower-layers. As a result, the system recognizes

human activities including ‘fighting’, ‘assault’, ‘a person leaving a suitcase’, and ‘a

group of thieves stealing an object from owners’, which are high-level activities that

previous systems had difficulties. The experimental results show that our system

reliably recognizes sequences of various types of complex human activities with a

high recognition rate.
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Chapter 1

Introduction

A high-level understanding of human activities is essential for various applications,

including surveillance systems and human computer interaction systems. In par-

ticular, a human activity recognition system may enable the detection of abnormal

activities as opposed to the normal activity of persons using public places such as

airports and subway stations. The automated recognition of human activities may

also be useful for real-time monitoring of elderly people, patients, and babies. In

this dissertation, we develop a general recognition framework for high-level human

activities and apply the framework to actual sequences of videos, while especially

focusing on the semantic-level aspect of the recognition. Methodologies developed

for representation and recognition of various human activities including human ac-

tions, human-human interactions, human-object interactions, and group activities

are presented and discussed throughout the dissertation.

The dissertation introduces a new probabilistic description-based approach

for the recognition of high-level human activities. Our approach is to incorporate

humans’ conceptual knowledge of the structure of human activities into the recogni-

tion process, by enabling the system to maintain formal programming language-like

representations of human activities. Our representation explicitly describes the tem-

1



poral and spatial structure of human activities that the system aims to recognize

using a context-free grammar (CFG) based representation scheme: a human ac-

tivity is represented by decomposing it into multiple sub-events and by specifying

their temporal, spatial, and logical relationships. A sub-event of one activity may

be composed of multiple sub-events of itself, capturing the hierarchical structure of

human activities. Once human activities are hierarchically represented, our method

is able to recognize them by performing semantic matching between the representa-

tion and the observed images from a given sequence in a video. The probability (i.e.

confidence) associated with an activity being matched is also computed for reliable

recognition of the activity.

The process of the approach can be clearly illustrated with the following

example: the recognition of the human-human interaction ‘assault’. The interac-

tion ‘assault’ indicates a situation where one person suddenly approaches and starts

attacking another. Following our description-based approach, we are able to rep-

resent the ‘assault’ in terms of three sequential sub-events, ‘approach’, ‘attacking’,

and ‘fighting’, which may be decomposed themselves into their sub-events until the

atomicity is obtained. As a result, the ‘assault’ corresponds to several atomic-level

actions, ‘stretching a hand’ or ‘raising a hand’ for example, which are organized

sequentially or concurrently. Therefore, detecting these atomic actions with statis-

tical models (e.g. hidden Markov models) and hierarchically matching those results

with the representation will enable the system to recognize the high-level activity

‘assault’. Further, based on the probability of the occurrence of atomic actions,

the probability for the ‘assault’ maybe computed, measuring the confidence of the

match.

The contribution of this dissertation is on the development of the general

recognition methodology for complex high-level activities and the implementation

of the framework for processing of real videos. Particularly, this dissertation is

2



presenting the state-of-the-arts methodology which is able to recognize high-level

human activities that previous systems had difficulties recognizing. For example,

human activities composed of interactions between two groups, such as ‘two groups

fighting’ and ’a group of thieves stealing an object from a group of owners’, have

successfully been recognized with the system presented in this dissertation.

The approach presented in this dissertation has several advantages that dis-

tinguishes it from previous approaches. First, the approach is able to represent

and recognize human activities of any level of hierarchy. Such an ability enables

our approach to recognize extremely high-level activities such as ‘assault’, ‘fighting’,

and ‘stealing’, which has not been attempted by previous approaches. Secondly,

our approach is designed to recognize activities composed of sub-events having com-

plex sequential and concurrent relationships. Concurrent sub-events must be rep-

resented in order to recognize high-level activities with a complex structure, while

most of the previous approaches including previous statistical approaches (using dy-

namic Bayesian networks or hidden Markov models) and syntactic approaches (using

stochastic context-free grammars) were limited in the case of recognizing activities

with concurrent sub-events. Finally, our approach is probabilistic, compensating for

the failures of its low-level recognitions (the gesture layer may fail in the recognition

of one gesture for example). Even though probabilistic frameworks have been com-

mon for statistical approaches, research to integrate a probabilistic decision into a

description-based approach handling complex concurrency has not been conducted

previously.

Based on our new framework and algorithms, we constructed a human activ-

ity recognition system and tested the system with real videos containing sequences

of high-level human activities. The system successfully recognized relatively simple

two person interactions such as ‘pushing’ and ‘hugging’ with high accuracy. Fur-

thermore, the experiments described in this dissertation illustrates the recognition

3



results of complex recursive activities like ‘fighting’, ‘greeting’, ‘assault’, and ‘pur-

suit’ that previous system have not attempted to recognize. Interactions between

multiple humans and objects including ‘a person taking another’s suitcase’ and ‘a

person placing a box into a trash bin’ are also recognized by the system. Finally,

recognition results of complex group activities such as ‘a group carrying a large

object’ and ‘group stealing’ are provided.

The dissertation is organized as follows. In Chapter 2, we present a complete

review of works done by other researchers while comparing their work to our new

approach. Chapter 3 presents the representation and recognition methodology for

single-person actions and person-person interactions. The recognition methodology

for interactions between humans and objects is described next, in Chapter 4. Next,

we introduce the group activity recognition method in Chapter 5. Since reliable

tracking of humans and objects are essential for recognition of their activities, we

provide a robust algorithm that is able to track humans and objects under severe

occlusion in Chapter 6.

4



Chapter 2

Related works

There are various types of human activities, and we plan to discuss all of them

in this chapter. Depending on their complexity, we conceptually categorize human

activities into four different levels: gestures, actions, interactions, and group ac-

tivities. Gestures are elementary movements of a person’s body part, and are the

atomic components describing meaningful motion of a person. ‘Stretching an arm’

and ‘Raising a leg’ are good examples of gestures. Actions are the single person

activities that may be composed of multiple gestures organized temporally, such as

‘walking’, ‘waving’, and ‘punching’. Interactions are human activities that involve

two or more persons and/or objects. For example, ‘two persons fighting’ is an in-

teraction between two humans and ‘a person stealing a suitcase from another’ is a

human-object interaction involving two humans and one object. Finally, group ac-

tivities are the activities whose actors are conceptual groups of multiple persons. ‘A

group of persons marching’, ‘A group having a meeting’, and ‘two groups fighting’

are typical examples of group activities.

This chapter provides a complete overview of state-of-the-art human activity

recognition methodologies. We discuss the various types of approaches designed for

the recognition of different levels of activities, including methodologies developed

5



for the analysis of high-level activities.

Figure 2.1 illustrates the overview of the tree-structured taxonomy that this

chapter follows. We have chosen an approach-based taxonomy. All activity recogni-

tion methodologies are first classified into two categories, single-layered approaches

and hierarchical approaches. Single-layered approaches are approaches that repre-

sent and recognize human activities directly based on sequences of images. Because

of their nature, single-layered approaches are suitable for the recognition of gestures

and actions with sequential characteristics. On the other hand, hierarchical ap-

proaches represent high-level human activities by describing them in terms of other

simpler activities, which they generally call ‘sub-events’. Therefore, hierarchical

approaches recognize human activities hierarchically from bottom to top. At the

bottom most level, single-layered recognition methodologies are usually adopted to

recognize gesture-level activities. Non-bottom level activities are recognized based

on the recognition results of their sub-events.

Single-layered approaches are again classified into two types depending on

how they model human activities: space-time approaches and sequential approaches.

Space-time approaches view an input video as a 3-dimensional (XYT) volume while

sequential approaches interpret it as a sequence of observations. Space-time ap-

proaches are further divided into three types based on what features from the 3-D

space-time volume they extract: trajectories, volumes, and local descriptors. Se-

quential approaches are also classified depending on whether they use data-based

recognition methodologies or model-based recognition methodologies. Figure 2.2

shows a detailed taxonomy used for single-layered approaches covered in the chap-

ter, together with a number of publications corresponding to each category.

Hierarchical approaches are classified based on the recognition methodolo-

gies they use: statistical approaches, syntactic approaches, and description-based

approaches. Statistical approaches construct hierarchical statistical models (e.g.
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hierarchical hidden Markov models) to represent and recognize high-level human

activities. Similarly, syntactic approaches use a grammar syntax such as stochastic

context-free grammar (SCFG) to model sequential activities. They essentially are

modeling a high-level activity as a string of atomic-level activities. Description-based

approaches represent human activities by describing sub-events of the activities and

their temporal, spatial, and logical structures. Figure 2.3 presents lists of publica-

tions corresponding to categories.

In addition, in Figures 2.2 and 2.3, we have indicated previous works recog-

nizing human-object interactions and group activities by using different colors and

by attaching ‘O’ and ‘G’ tags to the right-hand side. The recognition of human-

object interactions requires the analysis of interplays between object recognition

and activity analysis. This chapter provides a survey on the methodologies focus-

ing on the analysis of such interplays for improved recognition of human activities.

Similarly, the recognition of groups and analysis of their structures is necessary for

group activity detection, and we cover them as well in this chapter.

This chapter is organized as follows: Section 2.1 covers single-layered ap-

proaches. In Section 2.2, we review hierarchical activity recognition approaches for

analysis of high-level activities. Subsection 2.3.1 discusses recognition methodologies

for interactions between humans and objects, while especially concentrating on how

previous works handled interplays between object recognition and motion analysis,

and Subsection 2.3.2 presents works on group activity recognition. Fianlly, Section

2.4 summarizes the chapter.

2.1 Single-layered approaches

Single-layered approaches are approaches that recognize human activities directly

from a video data. These approaches consider an activity as a particular class of

image sequences, and recognize the activity from unknown image sequences (i.e.
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Hierarchical approaches

Statistical Syntactic Description
-based

Human activity recognition

Single-layered approaches

Space-time approaches Sequential approaches

Trajectories Space-time 
shapes

Space-time 
features

Matching-based State-based

Figure 2.1: The hierarchical approach-based taxonomy of this chapter.

Single-layered approaches

Space-time approaches

Trajectories Space-time volume Space-time features

Template 
matching

Neighbor-based 
(including SVM)

[Yamato et al. ’92]

[Starner and Pentland ’95]

[Bregler ’97]

[Bobick and Wilson ’97]

[Oliver et al. ’00]

*[Park and Aggarwal, ’04]

[Natarajan and Nevatia ’07]

[Moore et al. ’99]O

[Gupta and Davis ’07]O

[Yilmaz and Shah ’05]

[Ke et al.’ 07]

Statistical 
matching

[Bobick and J. Davis ’01]

[Shechtman and Irani ’05]

[Efros et al. ’03]

[Shuldt et al. ’04]

[Blank et al. ’05]

[Scovanner et al. ’07]

[Chomat and Crowley ’99]

[Niebles et al. ’06]

[Lv et al. ’04]G

[Sheikh et al. ’05]

[Khan and Shah ’05]G

[Laptev and Lindeberg ’03]

[Dollar et al. ’05]

[Campbell and Bobick ’95]

[Rao and Shah ’01]

Sequential approaches

Data-based State model-based

[Darrell and Pentland ’93]

[Gavrila and L. Davis ’95]

[Yacoob and Black ’98]

*[Ali and Aggarwal ’01]

[Veeraraghavan et al. ’06]

[Lublinerman et al. ’06]

[Jiang et al. ’06]

[Vaswani et al. ’03]G

*[Sato and Aggarwal ’04]

Figure 2.2: Detailed taxonomy for single-layered approaches and the lists of publi-
cations corresponding to each category.
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Syntactic approaches Description-based 
approaches

[Pinhanez and Bobick ’98]Human actions [Nguyen et al. ’05]

[Intille and Bobick ’99]

[Vu et al. ’03]

*[Ryoo and Aggarwal ’06]

[Ivanov and Bobick ’00]

[Joo and Chellapha ’06]
Human-Human 

interactions
*[Park and Aggarwal. ’04]

[Siskind ’01]O

[Hongeng et al. ’04]O

*[Ryoo and Aggarwal ’07]O

[Shi et al. ’04]O

*[Yu and Aggarwal ’06]O

[Moore and Essa ’02]O

[Minnen et al. ’03]O
Human-Object 

interactions

[Cupillard et al. ’02]G

[Gong and Xiang ’03]G

[Zhang et al.’06]G

[Dai et al.’08]G

*[Ryoo and Aggarwal ’08]GGroup activities

Figure 2.3: Detailed taxonomy for hierarchical approaches and the lists of publica-
tions corresponding to each category.

inputs) by categorizing them into the correct class. Various representation method-

ologies and matching algorithms have been developed to enable the recognition

system to make an accurate decision whether an image sequence is in a certain ac-

tivity class or not. The single-layered approaches are most effective when particular

sequential patterns describing an activity can be captured from training sequences

by the system. Because of their nature, the main objective of the single-layered

approaches has been to analyze relatively simple (and short) sequential movements

of humans, such as gestures and single-person actions. Simple human actions like

walking, jumping, and waving are good examples of activities that the single-layered

approaches usually recognize.

In this chapter, we categorize single-layered approaches into two: space-time

approaches and sequential approaches. This categorization is done by applying our

methodology-based taxonomy. That is, we conceptually divide the single-layered

approaches by focusing on what activity representation they use and how they rec-

ognize activities using the representations.

Space-time approaches model human activities as a curvature or a volume
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in a space-time dimension. They concatenate appearance and shape information of

images in a space dimension (XY or XYZ) along time axis (T), computing the 3-D

XYT (or 4-D XYZT) structure corresponding to the images observed during the

activity. They recognize activities by directly matching the appearance and shape

of 3-D or 4-D models with the new inputs or by matching the features extracted

from them.

On the other hand, sequential approaches treat a human activity as a se-

quence of particular observations. More specifically, they represent a human activ-

ity as a sequence of feature vectors. They extract features from each image frame

and recognize activities by matching the sequence of feature vectors with the activ-

ity model they maintain. Approaches using hidden Markov models (HMMs) have

been particularly successful, since HMMs provide a probabilistic method to model

sequences and that to match them with the model.

2.1.1 Space-time approaches

An image is 2-dimensional data describing a projection of a 3-D real-world scene,

and it contains spatial configurations (e.g. shapes and appearances) of humans and

objects. A video essentially is a sequence of those 2-D images ordered by time.

Therefore, a video input containing an execution of a particular activity can be

represented as a particular 3-D (XYT) space-time volume by concatenating 2-D

(XY) images along time (T).

Space-time approaches are approaches that recognize human activities by

analyzing these space-time volumes of the activity executions. A typical space-time

approach for human activity recognition is as follows. Based on the training videos,

the system constructs a model 3-D (XYT) space-time volume representing each

activity. When an unlabeled video is provided, the system constructs a 3-D space-

time volume corresponding to the new video. The new 3-D volume is compared
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with each activity model (i.e. template volume) to measure the similarity in shape

and appearance between the two volumes. The system finally deduces that the new

video corresponds to the activity that has the highest similarity. This example can

be viewed as a typical space-time methodology using the ’3-D space-time volume’

representation and the ’template matching’ algorithm for the recognition.

In addition to the pure 3-D volume representation, there are several varia-

tions of the space-time representations. First, the system may represent an activity

as trajectories (instead of a volume) in a space-time dimension. If the system is able

to track feature points such as estimated joint positions of a human along time, the

movements of the person performing an activity can be represented more explicitly

as a set of trajectories. Secondly, instead of representing activities directly in terms

of volumes or trajectories, the system may represent an action as a set of features

extracted from the volumes or trajectories. Since 3-D volumes can be viewed as rigid

objects, global and local features describing the common patterns of 3-D volumes

can be extracted to represent the activities.

Researchers have also focused on developing various recognition algorithms

using space-time representations to correctly match volumes, trajectories, or their

features. We already have seen the typical example of an approach using a template

matching, which constructs a representative model (i.e. a volume) per action using

training data. Activity recognition is done by matching the model with the volume

constructed from inputs. Neighbor-based matching algorithms have also been applied

widely. In the case of neighbor-based matching, the system maintains a set of sample

volumes (or trajectories) to describe an activity. The recognition is performed by

matching the input with all (or a portion) of them. Finally, statistical matching

algorithms have been developed, which match by explicitly modeling a posterior

probability or the likelihood distribution of an activity.

Accordingly, we have classified space-time approaches into several categories.
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Representation-based taxonomy and recognition-based taxonomy have been jointly

applied for the classification. That is, each of the activity recognition publications

with space-time approaches are assigned to a slot corresponding to a specific (repre-

sentation, recognition) pair. Figure 2.2 shows a detailed hierarchy tree of space-time

approaches. We have divided the representations of the approaches into three types:

trajectories, space-time volumes, and space-time local features. Similarly, recogni-

tion methodologies are also divided into three types as we have discussed above:

template matching, neighbor-based matching, and statistical matching.

Action recognition with space-time trajectories

Trajectory-based approaches are the recognition approaches interpreting an activity

as a set of space-time trajectories. In the trajectory-based approaches, a person is

represented as a single point in a 2-dimensional (XY) image frame or a set of points

corresponding to his/her joint positions. Human body part estimation methodolo-

gies, especially the stick figure modeling, have widely been used to extract the joint

positions of a person from an image frame. As a human performs an action, his/her

joint position changes are recorded as 3-D space-time (XYT) trajectories, construct-

ing the representation of the action. Furthermore, if the system is able to recover the

original 3-D (XYZ) configuration of a scene at each time point, concatenating them

along time will generate a representation composed of 4-D (XYZT) trajectories.

Campbell and Bobick [9] recognized human actions by representing them as

a curve in a multi-dimensional “phase space”. In order to track joint positions, they

took advantage of 3-D body-part models of a person. Based on the 3-D models

estimated for each frame, they have defined “body phase space” as a space where

each axis represents an independent parameter of the body (e.g. ankle-angle or

knee-angle) or its first derivative. In their phase space, a person’s static state at

each frame corresponds to a point and an action corresponds to a set of points (i.e.
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curve). Importantly, they have represented an action as space curves in subspaces

of the phase space. That is, they have projected the curve in the phase space into

2-D subspaces, and maintained the projected curves to represent the action. Each

curve is modeled to have a cubic polynomial form, indicating that they assume the

actions to be relatively simple in the projected subspace. Among all possible curves

of 2-D subspaces, their system automatically selects the top k stable and reliable

ones to be used for the recognition process.

Once an action representation, a set of projected curves, has been con-

structed, Campbell and Bobick recognized the action by converting an unseen video

into a set of points in the phase space. Instead of explicitly analyzing the dynamics

of the points from the unseen video, their system simply verifies whether the points

are on the maintained curves (i.e. trajectories in the subspaces) when projected.

That is, the system essentially is representing an action by maintaining a set of

poses observed during the action, and recognizing it if a human is constantly show-

ing those poses. Even though they are ignoring the temporal continuity information

of actions, they have shown that their system can reliably recognize human actions

with markers attached to him/her to track joint positions. Various types of basic

ballet movements have been recognized successfully.

Rao and Shah [46] represented a human action as a motion trajectory of a

hand. They have tracked the position of a hand in 2-D (XY) image space using the

skin pixel detection, obtaining a 3-D (XYT) space-time curve. They particularly

focused on analyzing the curvature shape of trajectories, in order to develop a view-

invariant recognition methodology. Their system extracts the positions of peaks of

trajectory curves, representing an action as a set of peaks and intervals between

them. They have verified that these peak features are view-invariant. Automated

learning of the human actions is possible for their system, incrementally constructing

several action prototypes as representations of human actions. These prototypes can
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be considered action templates, and the overall recognition process can be regarded

as a template matching process. As a result, by analyzing peaks of trajectories,

their system was able to recognize human actions in an office environment such as

‘opening a cabinet’ and ‘picking up an object’.

Sato and Aggarwal [55] presented a human-human interaction recognition

framework using human trajectories obtained by applying the temporal spatio-

velocity (TSV) transform to image sequences. TSV transform provides a reliable

and efficient way to track persons, not only by considering spatio-temporal relation-

ships but also by considering the velocity information of each person. Their work

focused on the blob-level analysis of human interactions: i.e. their system treats

one person as a single blob. Once trajectories of center coordinates of blobs (i.e.

humans) are computed by using the TSV transform, meaningful trajectory features

are extracted. The velocities of two persons, relative distances between two per-

sons, and the change of two persons’ relative distances are the features extracted

for each time frame from the trajectories. These features are normalized by the

distance between persons and the camera, to make the framework invariant to the

view change. The recognition of human activities is done by detecting a salient

change of extracted features. Whenever the system detects a salient change, the

system uses the nearest mean method to classify the interaction between two per-

sons. The system summarizes the extracted features into a matrix, and compares it

with a model matrix for each interaction. As a result, they successfully recognized

10 types of simple interactions including ‘apart’, ‘follow’, and ‘meet’ of two persons.

Sheikh et al. [59] also presented a human action recognition framework using

a trajectory-based approach. Their approach focuses on body-part level analysis of

human actions, capturing more detailed motion of persons compared to [55]. Their

method first reconstructs a stick figure composed of 13 joints for each person in the

scene. Then, tracking is performed for each joint, obtaining a total of 13 trajectories
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for each person. Trajectories are modeled as a set of 4D points: a point in the [X

Y Z T] dimension. They project the 4D points into 3D points [x y t] using a

special case of an affine projection which they call a ‘weak-perspective projection’

that normalize styles and speed variations of an action. Once points are projected

into a 3D plane, their method uses a set of projected points to recognize an action.

Actions are defined as a linear combination of action bases, where action bases are

meaningful predefined segments that decompose various actions. Hence, an action

can be represented as a set of weights corresponding to action bases. The recognition

of actions of a person is done by measuring the distance between the weights of

examplers of actions and the weights calculated from unidentified trajectories of

joints of a person. They have shown that their system can reliably recognize four

simple actions, sitting, standing, running, and walking.

Action recognition with space-time volumes

Activity recognition approaches using 3-dimensional volumes are typical space-time

approaches. A space-time volume constructed by concatenating an image sequence

describes the shape and appearance changes of a person during an activity execu-

tion. Similar to the space-time trajectory-based approaches, human activities are

recognized by matching a space-time volume of an input sequence with the activity

models.

The core of the recognition using space-time volumes is in the similarity mea-

surement between two volumes. The system must be able to compute how similar

humans’ movements described in two volumes are. In order to calculate the cor-

rect similarities, various types of space-time volume representations and recognition

methodologies have been developed. Instead of concatenating entire images along

time, some approaches only stack foreground regions of a person (i.e. silhouettes) to

track shape changes explicitly [7, 73]. Shechtman and Irani’s approach [58] is to use
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an entire space-time volume while maintaining appearance patches that capture a

set of local movements. Ke et al.[28] used over-segmented volumes to automatically

calculate a set of over-segmented volumes that corresponds to a moving human. In

this subsection, we cover each of the approaches while focusing on ‘what types of

space-time volume they use’ and ‘how they match volumes to recognize activities’.

Bobick and Davis [7] constructed a real-time action recognition system using

template matching. Instead of maintaining a 3-dimensional space-time volume of

each action, they have represented each action with a template composed of two

2-dimensional images: a 2-dimensional binary motion-energy image (MEI) and a

scalar-valued motion-history image (MHI). The two images are constructed from a

sequence of foreground images, which essentially abstract motion information from

3D space-time volume. The MEI specifies where motion has occurred in a scene

while the MHI represents the recentness of the motion at the pixel location. An area

where motion occurred is estimated by differencing two consecutive image frames,

and the MEI is constructed by accumulating the area with motion from a sequence

of images. On the other hand, the MHI is maintained by updating the pixels in new

motion areas to a constant value while decreasing the pixel values in older motion

areas. That is, each pixel value in MHI is proportional to ’how recent the area was

involved in a motion’. By applying a traditional template matching technique to a

pair of (MEI, MHI), their system was able to recognize simple actions like sitting,

arm waving, and crouching. Further, their real-time system has been applied to the

interactive play environment of children called ‘Kids-Room’.

Shechtman and Irani [58] have estimated motion flows from a 3-D space-

time volume to recognize human actions. They have computed a 3-D space-time

video-template correlation, measuring the similarity between an observed video and

maintained templates. A space-time template contains several small space-time

patches where each patch corresponds to a single uniform motion (i.e. space-time
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lines) or motion discontinuity (space-time corners). Each patch captures the flow of a

particular local motion, and the correlation between two patches gives a local match

score to the system. By aggregating the local score, the overall correlation between

the template and a video is computed. When an unknown video is given, their

system searches for a subspace in 3-D that matches with the template. Their system

was able to recognize various types of human actions, including ballet movements,

pool dives, and waving.

Yilmaz and Shah [73] also proposed an action recognition approach using

3-D space-time volume. In contrast to [58] which used an entire image to construct

the volume, Yilmaz and Shah concatenated the contours (i.e. outer boundaries) of a

human to build a 3-D volume surface. That is, they focused on the analysis of shape

changes of human contours by detecting peaks, puts, valleys, and saddle valleys in a

3-D surface, instead of analyzing appearance information. They have named those

surface types ‘action sketches’, and described actions using them. In addition, they

have verified that the action sketches are view-invariant.

Since each action is considered a 3-D rigid object, its recognition is done by

matching 3-D objects. More specifically, an action is recognized by comparing the

action sketches (i.e. local maxima and minima) of a given input sequence with pre-

labeled sample sketches of actions. This methodology has proven to be successful

in recognizing ’atomic-level’ actions, including walking, kicking, tennis strokes and

aerobic actions.

Ke et al. [28] used spatio-temporal volumes to model human activities. Their

approach is to analyze a video by over-segmenting the entire 3-D space-time dimen-

sion constructed by concatenating image frames of the video. Their system applies a

hierarchical meanshift on the 3-D volume to cluster similarly colored voxels, obtain-

ing several segmented spatio-temporal volumes. Recognition is done by searching

for a set of over-segmented spatio-temporal volumes that best matches the shape of
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the action model. That is, they have designed an extended version of the template-

matching technique which calculates shape matching between a set of volumes with

one template. Notably, in order to consider the interval motion of an object, they in-

corporated flow-based matching methods adopted from [58] with their shape-based

methods. Support vector machines (SVM) have been applied to recognize human

actions while considering both shape-based matching and flow-based matching. As

a result, their system recognized simple actions such as hand waving and boxing

from KTH actions database [56] as well as tennis plays in videos.

Action recognition using space-time local features

The approaches discussed in this subsection are approaches using local features ex-

tracted from 3-dimensional space-time volumes to represent and recognize activities.

The motivation behind these approaches is in the fact that a 3-D space-time volume

essentially is a rigid 3-D object. This implies that if 3-D space-time volumes can

correctly be calculated and if appropriate features describing the characteristics of

volumes of an action can be extracted, the system is able to recognize an activity

by solving an object matching or object recognition problem.

In this subsection, we discuss each of the approaches using 3-D space-time

features, while especially focusing on three aspects: what 3-D local features the

approaches extract, how they represent an activity in terms of the extracted features,

and what methodology they use to classify activities. In general, we are able to

describe the activity recognition approaches using local features by presenting the

above three components. Similar to the object recognition process, the system

first extracts specific local features that have been designed to capture the local

motion information of a person from a 3-D space-time volume. These features are

then combined to represent the activities while considering their spatio-temporal

relationships or ignoring their relations. Finally, recognition algorithms based on

18



local features are applied to classify the activities.

We use the terminology ‘local features’ and ‘interest points’ interchangeably,

similar to the case of object recognition problems. Several approaches extract these

local features at every frame and concatenate them temporally to describe the overall

motion of human activities [10, 17, 6]. The other approaches extract sparse local

features from 3-D space-time volumes directly, similar to the concept of the ’interest

points’ in 2-D images detected for object recognition [30, 56, 16, 40, 57].

Chomat and Crowley [10] proposed an idea of using local appearance de-

scriptors to characterize actions, thereby enabling the classification of them based

on the descriptors. Motion energy receptive fields together with Gabor filters are

used to capture motion information from a sequence of images. More specifically, lo-

cal spatio-temporal appearance features describing motion orientations are detected.

Multi-dimensional histograms are constructed based on detected local features, and

the posterior probability of an action occurring given detected features is calculated

using the Bayes rule based on the histogram. Their system first calculates the local

probability of an activity occurring at each pixel location, and integrates them for

a final recognition of the actions. Their system was able to recognize simple actions

and gestures such as ‘come’, ‘go’, ‘left’, and ‘right’. Even though only the simple

gestures are recognized due to the simplicity of their motion descriptors and the

fact that they estimate the global motion by averaging all local motions, they have

shown that local appearance detectors may be utilized for the recognition of human

activities.

Efros et al. [17] presented a methodology for recognizing actions at a dis-

tance, where each human is around 30 pixels tall. Soccer game broadcasts are typical

examples of the resolution that they are aiming to handle. In order to recognize

actions in such environments where the detailed motion of the humans is unclear,

they used local motion descriptor based on optical flows obtained from 3-D space-
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time volume. Their system first computes the space-time volume of each person

being tracked, and then calculates 2-D (XY) optical flows at each frame by tracking

humans using a temporal difference image similar to [7]. They used blurry motion

channels as a motion descriptor, converting an optical flow into a spatio-temporal

motion descriptor. That is, they are interpreting a video of a human action as a

sequence of motion descriptors obtained from optical flows of the human.

The basic nearest neighbor classification method has been applied to the se-

quence of motion descriptors for the recognition of actions. That is, their system

maintains multiple sample sequences of actions, and recognizes actions by compar-

ing a new unseen sequence with maintained samples. The similarity between two

sequences is measured by calculating frame-to-frame similarities between all possible

pairs of frames from two sequences (i.e. a frame-to-frame similarity matrix). For

each pair, a spatio-temporal cross correlation between two frames is computed by

summating distances between motion descriptors of each frame. The recognition

is done by detecting diagonal patterns in the frame-to-frame similarity matrix, by

convolving it with an identity matrix of the same size. A diagonal pattern implies

that two sequences show identical patterns with a similar execution rate, suggesting

an action has occurred. Their system was able to classify ballet movements, tennis

plays, and soccer plays even from moving cameras. Furthermore, they were able to

synthesize 2-D/3-D skeletons from the data using action recognition.

Similarly, Blank et al. [6] calculated local features at each frame. In-

stead of utilizing optical flows for the calculation of local features, they calculated

appearance-based local features at each pixel by constructing a space-time volume

whose pixel values are solutions to the Poisson equation. The solution to the Poisson

equation has proven to be able to extract a wide variety of useful local shape prop-

erties, and their system have extracted local features capturing space-time saliency

and space-time orientation using it. Each sequence of an action is represented as a
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set of global features, which are the weighted moments of the local features. They

have applied a simple nearest neighbor classification with Euclidian distance to rec-

ognize the actions. Simple actions such as ‘walking’, ‘jumping’, and ‘bending’ as

well as basic ballet movements have been recognized successfully.

Laptev and Lindeberg [30] recognized human actions by extracting spatio-

temporal features (i.e. interest points) from videos. They have extended local

spatial feature detection methods commonly used for object recognition, the Harris

and Forstner’s interest point detector, in order to detect interest points in space-time

volume. This scale-invariant interest point detector searches for spatio-temporal cor-

ners in 3-dimensional space (XYT), which captures various types of non-constant

motion patterns (i.e. spatio-temporal corners). Motion patterns such as the direc-

tion change of an object, the splitting and merging of an image structure, and/or

collision and bouncing of objects, are detected as a result.

In their work, an action is recognized from video data by modeling them

with the spatio-temporal interest points. First, based on a set of training sequences,

their system calculates the features detected consistently in most of the training

data. They have clustered interest points obtained from multiple training sequences

using k-means, and have only chosen populated clusters as representative features to

avoid noise. Next, each action is modeled as a spatio-temporal position of interest

points frequently detected during an execution of the action. Their work focuses on

the cyclic pattern of an action, modeling actions to be repeatedly generating interest

points. Once the action has been modeled, it is recognized from unseen videos by

finding the transform of the action model that best matches with interest points

detected for the unseen videos. The Gauss-Newton optimization method has been

applied to multiple candidate time windows to search for the optimal match while

considering speed variations. The human action of walking has been modeled and

has successfully been recognized using their system. In addition, a human’s static
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pose has also been estimated based on the actions recognized.

A paradigm of recognizing actions by extracting local interest points from

3-dimensional space-time volume (XYT) has been adopted by several researchers.

They have focused on the fact that sparse local features characterizing local motion

are sufficient to represent actions, as [30] have suggested. These approaches are

particularly motivated by the success of the object recognition methodologies using

sparse local appearance features, such as SIFT descriptors [31]. Instead of extracting

features at every frame, these approaches extract features only when there exists a

salient appearance or shape change in 3-D space-time volume.

Schuldt et al. [56] used the same spatio-temporal local features proposed in

[30]. Motivated by the success of the object recognition techniques using support

vector machines (SVM) to classify objects based on local features, they applied SVM

to recognize actions. Notably, they have constructed a new database called ‘KTH

actions dataset’ to test their system. Their dataset contains human performing

simple actions such as ‘walking’, ‘jogging’, ‘boxing’, ‘hand waving’, and so on. The

KTH dataset has widely been used by other researchers for test purposes [16, 40, 28].

Dollar et al. [16] proposed an approach extracting new local features from

3-D space-time volume for the recognition of human (and animal) actions. Their

local feature detector not only detects spatio-temporal corners similar to [30] but

also detects space-time points with local periodic motions. In addition, they have

associated a small 3-D volume called ’cuboid’ to each interest point detected. Each

cuboid captures pixel appearance values of the neighborhoods of each interest point.

They have tested various transformations to be applied to cuboids to extract final

local features, and have chosen the flattened vector of brightness gradients that

shows the best performance. A library of cuboid prototypes is constructed per each

dataset by clustering cuboid appearances with k-means. As a result, each action is

modeled as a histogram of cubiod types detected in 3-D space-time volume. They

22



have recognized facial expressions, mouse behaviors, and human activities using

their method. The KTH dataset [56] has been used for measuring the performance

of human activity recognition.

Niebles et al. [40] presented an unsupervised learning and classification

method for human actions. Their method is inspired by object recognition tech-

niques using a bag of words to model object classes. In their work, they have

extracted local space-time interest points from 3-D space-time volume, and mod-

eled an action class as a collection of them. Local features (i.e. spatio-temporal

words) are designed to capture characteristics of motion, and a probabilistic Latent

Semantic Analysis (pLSA) has been applied to recognize actions using them sta-

tistically. Their system classifies actions by calculating the posterior probability of

an action class based on local features observed. In addition, their system had the

ability to recognize multiple consecutive actions in a long sequence. As a result,

they were able to recognize simple actions from the KTH dataset [56] as well as

actions in figure skating videos successfully.

Scovanner et al. [57] designed the SIFT descriptor for detection of local

features in a space-time volume. The SIFT descriptor has widely been used for

local appearance feature detection in object recognition, and their contribution is

on the extension of the SIFT descriptors to be applied for 3-D space-time volume

for action recognition. The concept of the bag-of-words was taken to model actions

classes similar to [40], and SVM has been used to classify actions similar to [56].

In most approaches using sparse local features, temporal relationships among

detected interest points are ignored. The approaches that we have discussed have

proven that actions can successfully be recognized even without any spatial and

temporal information among features. This is similar to the success of object recog-

nition techniques ignoring local features’ spatial relationships, typically called a

bag-of-words.
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2.1.2 Sequential approaches

Sequential approaches are the single-layered approaches that recognize human activ-

ities by analyzing sequences of features. They consider an input video as a sequence

of observations (i.e. feature vectors), and deduce that an activity has occurred in

the video if they are able to observe a particular sequence characterizing the activity.

That is, they are defining an activity as a class of particular sequences of feature

vectors, and are recognizing the activity by solving a classification problem with the

sequences. For example, if the system is able to keep track of changes in the arm

joint angle, the system will be able to represent and recognize human actions with

arms in terms of the angles.

Sequential approaches first convert a sequence of images into a sequence of

feature vectors by extracting feature vectors describing the status of a person per

image frame. Human body-part models have commonly been used to obtain mean-

ingful features abstracting the body-part state of each frame. Once feature vectors

have been extracted, the sequential approaches analyze the sequence to measure

how likely the video is generated by the person performing the activity. If the like-

lihood between the sequence and the activity class (or the posterior probability of

the sequence belonging to the activity class) is high enough, the system decides that

the activity has occurred.

We classify the sequential approaches into two categories using a methodology-

based taxonomy: data-based recognition approaches and state model-based recog-

nition approaches. Data-based sequential approaches describe classes of human

actions using training samples directly. They maintain either a representative se-

quence per class or a set of training sequences per activity, and match them with

new sequences to recognize activities. On the other hand, state model-based se-

quential approaches are approaches that represent a human action by constructing

a model which is trained to generate sequences of feature vectors corresponding to
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Figure 2.4: An example matching between two sequences with different non-linear
execution rates.

the activity. By calculating the likelihood (or posterior probability) that a given

sequence is generated by each activity model, the state model-based approaches are

able to recognize the activities.

Data-based approaches

Data-based approaches represent human activities by maintaining a template se-

quence or a set of sample sequences of action executions. When a new input video

is given, the data-based approaches compare the sequence of feature vectors ex-

tracted from the video with the template sequence (or sample sequences). If their

similarity is high enough, the system is able to deduce that the given input contains

an execution of the activity. Figure 2.4 shows a conceptual matching between two

sequences with different execution rates.

The key to the recognition processes is in the methodology that matches two

sequences. That is, the system must be able to make a correct decision whether two

sequence are similar or not. More specifically, two sequences obtained from execu-

tions of an identical activity must have a high similarity while two from different

activities must have a low value. This is a challenging task even if sequences contain-

ing action executions are correctly segmented. Humans may perform an identical

activity in different styles and/or different rates. Particularly, the system must be

able to handle linear and nonlinear speed variations in the executions of an activity.
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The dynamic time warping (DTW) algorithm, originally developed for speech pro-

cessing, has been widely adopted for matching two sequences. The DTW algorithm

finds an optimal nonlinear match between two sequences with a polynomial amount

of computations.

Darrell and Pentland [15] proposed a methodology to recognize gestures using

view-based models to represent the dynamics of articulated objects. Their system

maintains multiple models (i.e. template images) of an object in different condi-

tions, which is called ‘views’. Each view-model abstracts a particular status of an

articulated object such as a hand. Instead of recovering a sequence of 3-D models

(XYT) of a human from a video, their system models an action as a sequence of

discrete 2-D views that captures the transformation of an object including rotation,

scale, and articulation changes.

In order to recognize gestures, their system estimates the view model of an

object in the scene at each time frame by calculating the likelihood (i.e. correlation)

between an image and each view. As a result, a space-time sequence of views is

obtained from a video, which can be interpreted as a discrete version of a space-

time volume. The calculated space-time sequence is matched with previously trained

gesture models using the dynamic time warping (DTW) technique often used for

speech recognition. The DTW is able to consider speed variations of the action

execution when matching the observations with the trained models. Their system

successfully recognized ‘hello’ and ‘good-bye’ gestures, and was able to distinguish

them from other gestures such as a ‘come closer’ gesture.

Gavrila and Davis [19] proposed a 3-dimensional (XYZ) model-based tracking

methodology for the recognition of human actions. The motivation is to estimate

a 3-D skeleton model at each image frame and to analyze his/her movement by

tracking them. Multiple cameras have been used to obtain 3-D body-part models

of a human, which is composed of a collection of segments and their joint angles
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(i.e. the stick figure). This stick figure model with 17 degree-of-freedom (DOF) is

tracked throughout the frames, recording the values of joint angles. These angle

values are treated as features characterizing human movement at each frame. These

sequences of angle values are analyzed using the dynamic time warping (DTW)

algorithm to compare them with a reference sequence pre-trained per action. The

DTW algorithm searches for the optimal sequential match between two sequences

whose ending times are assumed to be identical. Thus, at each time point t, the

DTW algorithm searches for an action pattern with its ending time at t. Gestures

including ‘waving hello’, ‘waving-to-come’, and ‘twisting’ have been recognized with

their system.

Yacoob and Black [70] have treated an input as a set of signals (instead

of discrete sequences) describing sequential changes of feature values. They have

decomposed signals using singular value decompositions (SVD). That is, they used

principle component analysis (PCA)-based modeling to represent an activity as a

linear combination of a set of ‘activity basis’ which essentially is a set of eigen

vectors. When a new input is provided to the system, their system calculates the

coefficients of the activity basis while considering transformation parameters such as

scale and speed variations. The similarity between the input and an action template

is measured by comparing the coefficients of the two. They have tested two different

types of features to recognize activities. For walking-related activities, they have

estimated the position of body parts and tracked them to represent the activities.

For the recognition of speech based on lip movements, they used eight basis flows

calculated by applying PCA to optical flows as features of the activities (i.e. lip

movements corresponding to alphabets).

Ali and Aggarwal [3] presented a methodology to recognize continuous exe-

cutions of multiple activities. Their system automatically segments a video input

into several separate actions and identifies each action. That is, their system is able
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to recognize a sequence of human actions automatically. Their system first obtains

a sequence of foreground images using background subtraction. Using a skeletoniza-

tion technique, a human skeleton model composed of three body parts (torso, upper

leg, and lower leg) is extracted. Joint angles among them are considered as a ‘feature

vector’ extracted per image.

By keeping track of changes of the values in feature vectors (i.e. joint angles),

the breaking points of a continuous image sequence are detected. Breaking point

implies that one action has terminated and a person is transiting to another action.

They have classified each image frame as a breaking point and non-breaking point

using a nearest neighbor technique with training samples. As a result, any inter-

vals between two breaking points are segmented as actions. A sequence of feature

vectors obtained from an interval is normalized, and then classified into a correct

action category using a nearest neighbor classifier. Their system compares a new

sequence segment from input with sequence segments from training samples it is

maintaining. Continuous executions of simple one-person actions such as walking,

sitting, standing up, and bending are recognized with their system.

Lublinerman et al. [32] presented a methodology that recognizes human

activities by modeling them as linear time invariant (LTI) systems. Their system

converts a sequence of images into a sequence of silhouettes, extracting two types

of contour representations: silhouette width and Fourier descriptors. An activity is

represented as a LTI system capturing dynamics of changes in silhouette features.

Support vector machines (SVM) has been applied to classify a new input which has

been converted to the parameters of a LTI model. Four types of simple actions,

‘slow walk’, ‘fast walk’, ‘walk on incline’ and ‘walk with ball’ have been correctly

recognized as a consequence.

Veeraraghavan et al. [66] described an activity as a function of time describ-

ing parameter changes similar to [70]. The main contribution of Veeraraghavan et
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al.’s system is in the explicit modeling of inter- and intra-personal speed variations

of activity executions and the consideration of them for matching activity sequences.

Depending on the type of activities, humans may be able to change the speed of an

execution of a part of the activity while it may not be possible for the other parts.

This suggests that each activity has different speed constraints and variations, and

they are highly nonlinear.

In order to correctly recognize human activities under such variations, Veer-

araghavan et al. have represented an activity in terms of two components: (i) a

function of feature changes over time and (ii) a function space of possible time

warping. Similar to the other data-based approaches, a function of feature changes

over time is learned from the training data. Simultaneously, their system estimates

the function space of time warping: they define the time warping to be a monoton-

ically increasing function, and calculate the upper bound function and lower bound

function based on training data. That is, their system learns the nature of time

warping transformation per activity. They are modeling an action execution as the

function (i) applied to a function instance from the space (ii) applied to a time.

They have developed an extension of a dynamic time warping (DTW) matching al-

gorithm to take time warping function into account when matching two sequences.

Human actions including ‘picking up and object’, ‘throw’, ‘push’, and ‘wave’ have

been recognized with a high recognition accuracy.

State model-based approaches

State model-based approaches are the sequential approaches which represent a hu-

man activity as a model composed of a set of states. The model is statistically

trained to correspond to sequences of feature vectors belonging to an activity class.

More specifically, the statistical model designed to generate a sequence with a cer-

tain probability. Generally, one statistical model is constructed for each activity.
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For each model, a probability of the model generating an observed sequence of fea-

ture vectors is calculated to measure the likelihood between the action and the input

image sequence. Either the maximum likelihood estimation (MLE) or the maximum

a posteriori probability (MAP) classifier can be constructed as a result, in order to

recognize activities.

Hidden Markov models (HMMs) and dynamic Bayesian networks (DBNs)

have been widely adopted for state model-based approaches. In both cases, an ac-

tivity is represented in terms of a set of hidden states. A human is assumed to be

in one state at each time frame, and each state generates an observation (i.e. a fea-

ture vector). In the next frame, the system transit to another state considering the

transition probability between states. Once transition and observation probabilities

are trained for the models, activities are recognized by solving the ’evaluation prob-

lem’. The evaluation problem is a problem of calculating the probability of a given

sequence (i.e. new input) generated by a particular state-model. If the calculated

probability is high enough, the state model-based approaches are able to decide that

the activity corresponding to the model occurred in the given input.

Yamato et al. [71]’s work is the first work applying standard hidden Markov

model (HMM) to recognize activities. They adopted HMMs which originally has

been widely used for speech recognition. At each frame, their system converts a

binary foreground image into an array of meshes. The number of pixels in each

mesh is considered a feature, thereby extracting a feature vector per frame. These

feature vectors are treated as a sequence of observations generated by the activity

model. Each activity is represented by constructing one HMM that probabilistically

corresponds to particular sequences of feature vectors (i.e. meshes). More specifi-

cally, parameters of HMMs (transition probabilities and observation probabilities)

are trained with a labeled dataset with standard learning algorithm for HMMs.

Once each of HMMs is trained, they are used for the recognition of activities
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by measuring the likelihoods between a new input and the HMMs. They essentially

measure the probability the HMM generated the observations. If it is high, they

deduce that the activity corresponding to the HMM is occurring in a given input

sequence. As a result various types of tennis plays, such as ‘backhand stroke’, ‘fore-

hand stroke’, ‘smash’, and ‘serve’, have been recognized with Yamato et al.’s system.

They have shown that the HMMs are able to model feature changes during human

activities reliably, encouraging other researchers to pursue further investigations.

Starner and Pentland [63] used a standard hidden Markov model (HMM) to

recognize American Sign Language (ASL). They adopted HMMs which originally

had been widely used for the speech recognition. Their method tracks the location

of hands, and extracts features related to shape and position of hands. Each vo-

cabulary of ASL is modeled as one HMM generating a sequence of hand shapes and

position features, similar to the case of [Yamato et al., 1992]. Their method uses the

Viterbi algorithm for each HMM, to estimate the probability the HMM generated

the observations. The Viterbi algorithm provides an efficient approximation of the

likelihood distance, enabling an unknown observation sequence to be classified into

most suitable vocabulary. Their system has correctly recognized the vocabularies of

sign language with the Viterbi approximation.

Bobick and Wilson [8] also recognized gestures with state models. By extract-

ing sample points from motion trajectories of a gesture, their system has maintained

a /prototype gesture/ per each gesture type. A prototype gesture is represented as

a sequence of states: Their system converts a motion trajectory (usually a hand tra-

jectory) into a sequence of vectors connecting a pair of sample points, and associates

a state with each vector. Furthermore, each state is made to be fuzzy, in order to

consider speed and motion variance in executions of the same gesture. As a result,

a gesture is represented as a sequence of fuzzy states, which is similar to a fuzzy

version of a sequential Markov model (MM). Transition costs between states, which
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correspond to the transition probabilities in the case of HMMs, are also defined in

their system.

For the recognition of gestures with their model, a dynamic programming

algorithm is applied. Their system measures an optimal matching cost between the

given observation (i.e. motion trajectory) and each prototype using the dynamic

programming algorithm. If the match between the input and the prototype is high

enough, the system decides that the gesture is detected. Applying their framework,

they have successfully recognized two different types of gestures: ‘wave’ and ‘point’.

Park and Aggarwal [42] analyzed the motion of each body part to recog-

nize human actions (or gestures), such as ’stretching an arm’ and ’turning a head

left’. Park and Aggarwal used a tree-structured dynamic Bayesian network (DBN)

instead of basic HMMs for the recognition, in order to take advantage of the depen-

dent nature among body parts’ motion. Unlike basic HMMs that contain only one

hidden node for each time point, their DBN is composed of multiple conditionally

independent hidden nodes that generate observations at each time frame directly or

indirectly. An action is modeled as a sequence of state transitions of a hidden node

in one time point to the next time point, where the hidden node corresponds to a

static configuration of a body part called ’pose’. Each pose is designed to generate

a set of features associated with the body part related to the pose. The ratio of a

skin region (i.e. face) of a person’s head and the direction of the face are features

extracted for the head pose. The location of the maximum curvature point and the

ratio and orientation of the fitted ellipse are used as features for the arm pose and

the leg pose. As a result, their system recognizes actions of multiple body parts

while considering the body parts’ relationships.

In addition, approaches using variants of HMMs (CHMM and CHSMM) also

have been developed for human activity recognition [41, 37]. Similar to previous

frameworks for action recognition using HMMs [71, 63, 8, 42], they construct one
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model (HMM) for each activity they want to recognize, and use visual features from

the scene as observations directly generated by the model. The methods with ex-

tended HMMs are designed to handle more complex activities (usually combinations

of multiple simple actions) as well by extending the structure of the basic HMM.

Oliver et al. [41] constructed a variant of the basic HMM, the Coupled

HMM (CHMM), to model human-human interactions. The major limitation of the

basic HMM is its inability to represent activities composed of motions of two or

more agents. A HMM is a sequential model and only one state is activated at

a time, preventing it from modeling the activities of multiple agents. Oliver et

al. introduced the concept of CHMM to model complex interactions between two

persons. Basically, a CHMM is constructed by coupling multiple HMMs, where

each HMM models the motion of one agent. Since their system focuses on the

recognition of human-human interaction, two HMMs are coupled. More specifically,

they coupled hidden states of two different HMMs by specifying their dependency.

As a result, their system was able to recognize complex interactions between two

persons, such as concatenation of ‘two persons approaching, meeting, and continuing

together’. They have proven that a CHMM is powerful enough to represent and

recognize a concatenation of multiple simple human-human interactions with only

one model.

Natarajan and Nevatia [37] developed an efficient recognition algorithm using

coupled hidden semi-Markov models (CHSMMs), which explicitly models the dura-

tion of an activity staying in each state. In the case of basic HMMs and CHMMs,

the probability of a person staying in an identical state decays exponentially as

time increases. In contrast, each state in a CHSMM has its own duration that best

models the activity the CHSMM is representing. As a result, they were able to

construct a statistical model that captures the characteristics of activities that the

system wants to recognize better compared to HMMs and CHMMs. Similar to [41],
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they tested their system for the recognition of human-human interactions. Because

of CHSMMs’ ability to model the duration of the activity, the recognition accuracy

using CHSMMs were better than other simpler statistical models.

2.2 Hierarchical approaches

The main idea of the hierarchical approaches is to enable the recognition of high-level

activities based on the recognition results of other simpler activities. The motivation

is to let the simpler sub-activities (also called sub-events), which can be modeled

relatively easily, to be recognized first, and then to use them for the recognition

of higher-level activities. For example, a high-level interaction of ‘fighting’ may be

recognized by detecting a sequence of several ‘punching’ and ‘kicking’ interactions.

Therefore, in hierarchical approaches, a high-level human activity (e.g. fighting)

that the system aims to recognize is represented in terms of its sub-events (e.g.

punching), which themselves may be decomposable until the atomicity is obtained.

That is, sub-events are served as observations generated by higher-level activities.

The paradigm of hierarchical representation not only makes the recognition pro-

cess computationally tractable and conceptually understandable, but also reduces

redundancy in the recognition process by reusing recognized sub-events multiple

times.

In general, common activity patterns of motion that appear frequently during

high-level human activities are modeled as atomic-level (or primitive-level) actions,

and high-level activities are represented and recognized by concatenating them hier-

archically. In most hierarchical approaches, these atomic actions are recognized by

adopting single-layered recognition methodologies which we presented in the previ-

ous section. For example, the gestures ’stretching hand’ and ‘withdraw hand’ occur

often in human activities, implying that they can become good atomic actions to

represent human activities such as ‘shaking hands’ or ‘punching’. Single-layered

34



approaches such as sequential approaches using HMMs can safely be adopted for

recognition of those gestures.

The major advantage of hierarchical approaches over non-hierarchical ap-

proaches (i.e. single-layered approaches) is its ability to recognize high-level activi-

ties with a more complex structure. Hierarchical approaches are especially suitable

for the semantic-level analysis of interactions between humans and/or objects as

well as complex group activities. This advantage is a result of two abilities of hier-

archical approaches: the ability to cope with less training data, and the ability to

incorporate prior knowledge into the representation.

First, the amount of training data required to recognize activities with hier-

archical models is significantly less than that with single-layered models inherently.

Even though it is also possible for non-hierarchical approaches to model complex

human activities, they generally require a large amount of training data. For ex-

ample, even though it is also possible for single-layered HMMs to model complex

human activities, they need a large amount of training data to learn transition

and observation probabilities, since the number of observations and hidden states

needed increases as the activities get more complex. By encapsulating on struc-

turally redundant sub-events shared by multiple high-level activities, hierarchical

approaches model the activities with a lesser amount of training and recognize them

more efficiently.

In addition, the hierarchical modeling of high-level activities makes recog-

nition systems to incorporate with human knowledge (i.e. prior knowledge on the

activity) much easier. Human knowledge can be imposed on the system by list-

ing semantically meaningful sub-activities composing a high-level activity and by

specifying their relationships. As mentioned above, when modeling high-level activ-

ities, non-hierarchical techniques tend to have complex structures and observations

features which are not easily interpretable, preventing a user from imposing prior
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knowledge. On the other hand, in the case of hierarchical models, observations of

high-level activities are its sub-events which are encapsulated to be semantically

interpretable.

Using an approach-based taxonomy, we categorize hierarchical approaches

into three groups: statistical approaches, syntactic approaches, and description-

based approaches. Figure 2.3 illustrates our taxonomy tree as well as the lists of

previous works corresponding to the categories.

2.2.1 Statistical approaches

Statistical approaches are approaches that use statistical models to recognize activ-

ities. In the case of hierarchical statistical approaches, multiple layers of statistical

models (usually two layers) such as hidden Markov models (HMMs) and dynamic

Bayesian networks (DBNs) are used to recognize high-level activities with sequen-

tial structures. At the bottom layer, atomic actions are recognized from sequences

of feature vectors, just as in single-layered sequential approaches. As a result, a

sequence of feature vectors are converted to a sequence of atomic actions. The

second-level models treats this sequence of atomic actions as observations generated

by the second-level models. For each model, a probability of the model generating

a sequence of observations (i.e. atomic-level actions) is calculated to measure the

likelihood between the activity and the input image sequence. Either the maxi-

mum likelihood estimation (MLE) or the maximum a posteriori probability (MAP)

classifier can be constructed as a result. Figure 2.5 shows an example model of an

statistical hierarchical approach, which is designed to recognize ‘punching’.

Park and Aggarwal [43] presented a hierarchical framework to recognize hu-

man actions and interactions from pixel level images. The framework abstracts

image sequences into poses, gestures, actions, and interactions. Their system uses

extracted body part knowledge to estimate poses for each frame, and then estimates
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Punching

Arm stretch : 0.8
Arm stay stretched : 0.15
Arm stay withdrawn : 0.05

Arm withdraw : 0.85
Arm stay withdrawn: 0.10
Arm stay stretched : 0.05

Upper-layer

Arm stretch Arm withdraw

……

… … … … … …
Lower-layer

Arm stay stretched Arm stay withdrawn

……

… … … … … …

Figure 2.5: An example hierarchical hidden Markov model (HHMM) for recognizing
an activity ‘punching’. The model is composed of two layers. In the lower layer,
HMMs are used to recognize various atomic-level activities, such as ‘stretching’
and ‘withdrawal’. The upper layer HMM treats recognition results of the lower
layer HMMs are an input, recognizing ‘punching’ is ‘stretching’ and ‘withdrawal’
occurred in a sequence.
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the most dominant gesture based on a sequence of poses. Their system can be di-

vided into two layers: the layer to recognize gestures (i.e. atomic actions) and that

to recognize interactions.

At the first layer of the activity recognition system, Bayesian networks are

constructed to estimate the poses, and dynamic Bayesian networks are trained to

recognize gestures. A gesture recognized through DBNs is directly converted into a

single action, represented as the operation triplet. At the second layer, two concur-

rent operation triplets of different persons are combined to form interactions, and

two interactions might be combined to present the cause and effect of interactions.

An interaction represented in terms of two or four atomic actions are statistically

matched with the recognition results of atomic actions using a decision tree. Their

system successfully recognized atomic components of human interactions, gestures,

and interactions composed of two or four gestures, such as ‘punching’ and ‘hugging’.

Nguyen et al. [39] constructed hierarchical HMMs of two layers to recognize

complex sequential activities. Similar to [43], the bottom layer HMMs recognize

atomic actions of a single person by matching the models with the sequence of feature

vectors extracted from images. Once atomic actions are recognized, the upper layer

HMMs treats recognized atomic actions as observations generated by the upper layer

HMMs. That is, they essentially are representing a high-level activity as a sequence

of atomic actions by making each state in the upper layer HMM to probabilistically

correspond to one atomic action. As a result, they were able to recognize high-level

human activities including ‘a person having a meal’ and ‘a person having a snack’.

The paradigm of multi-layered HMMs has been explored by various re-

searchers. Zhang et al. [75] constructed multi-layered HMMs to recognize group

activities occurring in a meeting room. Their framework is also composed of two-

layered HMMs. Their system has recognized atomic actions of ‘speaking’, ‘writing’,

and ‘idel’ using the lower-layer HMMs. With the upper-layer HMMs, group activi-
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ties such as ‘monologue’, ‘discussion’, and ‘presentation’ have been represented and

recognized with the atomic actions. Yu and Aggarwal [74] used a block-based HMM

for the recognition of a person climbing a fence. This block-based HMM can also

be interpreted as a hierarchical HMM having two layers.

In addition, approaches using dynamic Bayesian networks (DBNs) have been

studied for the recognition of complex activities. DBNs may contain multiple levels

of hidden states, suggesting that they inherently are able to represent hierarchical

human activities. Gong and Xiang [20] have extended traditional HMMs to con-

struct dynamic probabilistic networks (DPNs) to represent activities of multiple

participants. Their DBNs were able to recognize group activities of trucks load-

ing and unloading cargo. Dai et al. [14] constructed DBNs to recognize group

activities in a conference room environment similar to [75]. High-level activities of

‘break’, ‘presentation’, and ‘discussion’ were recognized based on the atomic actions

‘talking’, ‘asking’, and so on.

Shi et al. [60] proposed a hierarchical approach using a propagation network

(P-net). The structure of a P-net is similar to that of a HMM: an activity is

represented in terms of multiple state nodes, their transition probabilities, and the

observation probabilities. Their work also decomposes actions into several atomic

actions, and constructs a network describing the temporal order needed among them.

The main difference between the P-net and HMMs is that the P-net allows activation

of multiple state nodes simultaneously. This implies that a P-net is able to model

high-level activity composed of concurrent as well as sequential sub-events. If the

sub-events are activated in a particular temporal order specified through the graph,

the system is able to deduce that the activity occurred. They have represented

an activity of a person performing a chemical experiment using P-net, and have

successfully recognized it.

Statistical approaches are especially suitable when recognizing sequential ac-
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tivities. With enough training data, statistical models are able to reliably recognize

corresponding activities even in the case of noisy inputs. The major limitation of

statistical approaches are their inherent inability to recognize hierarchical activi-

ties with complex temporal structures, such as an activity composed of concurrent

sub-events. For example, HMMs and DBNs have difficulty modeling the relation-

ship of activity A occurred ‘during’, ‘started with’, or ‘finished with’ activity B.

The edges of HMMs or DBNs specify the sequential order between two nodes, sug-

gesting that they are suitable for modeling sequential relationships, not concurrent

relationships. In addition, as an activity gets more complex, statistical approaches

need a greater amount of training data, preventing the approach from being applied

to highly complex activities.

2.2.2 Syntactic approaches

Syntactic approaches model human activities as a string of symbols, where each sym-

bol corresponds to atomic-level actions. Similar to the case of hierarchical statistical

approaches, syntactic approaches also requires atomic-level actions to be recognized

first, using any of the previous techniques. Human activities are thus represented

as a set of production rules generating a string of atomic actions, and adopt parsing

techniques from the field of programming language to recognize the activities from

a given string. Context-free grammar (CFG) and stochastic context-free grammar

(SCFG) have been adopted by previous researchers to recognize high-level activi-

ties. Production rules of CFGs naturally lead to a hierarchical representation and

recognition of the activities, where each symbol of the string is considered an atomic

action. Figure 2.6 shows an example SCFG for the human activity ‘fighting’.

Ivanov and Bobick [26] proposed a hierarchical approach for the recognition

of high-level activities, which models human activities with a stochastic context-free

grammar (SCFG). They divided the framework into two layers: the lower layer using
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Punching -> stretch withdraw : 0.8
| stretch stay_withdrawn : 0.1
| stay_stretched withdraw : 0.1

Fighting -> Punching : 0.3
| Punching Fighting : 0.7

Figure 2.6: The figure shows a simplified version of SCFGs used for representing
and recognizing ‘fighting’ interaction. The ‘fighting’ is defined as any number of
consecutive ‘punching’ action which itself can be decomposed into ‘stretching’ and
‘withdrawal’ similar to Figure 2.5.

HMMs for the recognition of simple actions, and the higher layer using stochastic

parsing techniques for the recognition of high-level activities. The recognition result

of the lower layer of the system is converted as a sequence of simple actions. The

higher layer treats the sequence as a string of simple actions, enabling the parsing

techniques to be applied. The overall recognition process is done probabilistically,

since the activities are represented in terms of stochastic production rules.

Moore and Essa [35] used SCFG for recognition of activities as well, focusing

on multi-task activities. By extending [26], they have introduced more reliable

error detection and recovery techniques for recognition. Adopting the Earley-Stolcke

algorithm for parsing, they were able to recognize human activities happening in the

Blackjack card game, such as ‘a dealer dealt a card to a player’, with high accuracy.

Minnen et al. [34] also adopted SCFG for recognition. Their system fo-

cuses on the segmentation problem of multiple objects. They have shown that the

semantic-level processing of activities using CFG may help the segmentation and

the tracking of objects. The concept of hallucinations is introduced to explicitly

compensate for the failures of atomic-level recognition. Taking advantage of the

parsing techniques for the SCFG together with hallucinations, they have recognized

the activity of a person working on the ‘Tower of Hanoi’ problem. Importantly, they

were able to correctly recognize the activities without the appearance information

of objects, by depending solely on the motion information of the activities.

Joo and Chellappa [27] designed an attribute grammar for recognition, which
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is an extension of SCFG. Their grammar attaches semantic tags and conditions to

the production rules of SCFG, enabling the recognition of more descriptive activities.

That is, their grammar is able to describe feature constraints as well as temporal

constraints of atomic actions. Only when the observations satisfy the syntax of the

SCFG (i.e. only when the string can be generated by following the production rules)

and the feature constraints are satisfied, their system decides that the activity has

occurred. As a result, they have recognized events in a parking lot by tracking cars

and humans. Atomic actions including ‘parking’, ‘pick up’, and ‘walk though’ are

first detected based on location changes of cars and humans. By representing the

typical ’normal activity’ in a parking lot, normal and abnormal activities are finally

distinguished.

The main limitation of syntactic approaches is in the recognition of concur-

rent activities. Syntactic approaches are able to probabilistically recognize hierar-

chical activities composed of sequential sub-events, but are inherently limited on

activities composed of concurrent sub-events. Since syntactic approaches are mod-

eling a high-level activity as a string of atomic-level activities composing them, the

temporal ordering of atomic-level activities has to be strictly sequential. In addition,

for their system, the user must provide all possible production rules for all possible

events, even for large domains.

2.2.3 Description-based approaches

Description-based approaches are approaches that recognize human activities by

maintaining their description (or representation) on the temporal and spatial struc-

ture of the activities which they want to recognize. They represent a high-level

human activity in terms of relationships between simpler activities (i.e. sub-events)

composing the activity. In description-based approaches, a time interval is usually

associated with an occurring sub-event to specify necessary temporal relationships
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among sub-events. That is, description-based approaches model a human activity

as an occurrence of its sub-event (which might be composed of their own sub-events)

that satisfies certain temporal and spatial relationships. All description-based ap-

proaches are inherently hierarchical, since they use sub-events for the representation

and recognition of human activities.

Allen’s temporal predicates [4, 5] have been widely adopted for these ap-

proaches to specify relationships (sequential, concurrent, and their combinations)

between time intervals explicitly. These relationships not only include simple se-

quential relations between two time intervals, but also combinations of complex

concurrent relations. More specifically, seven basic predicates that Allen has de-

fined are: before, meets, overlaps, during, starts, finishes, and equals. Note that

the predicates before and meets describe sequential relationships while the other

predicates are used to specify concurrent relationships.

In description-based approaches, CFG is widely used as a formal syntax of

the representation (similar to those of programming languages), and an approxi-

mation algorithm for the constraint satisfaction problem is generally designed for

the recognition of represented activities. Even though description-based approaches

often take advantage of CFG as well, their usage and syntactic approaches’ usage

of CFG is completely different. Syntactic approaches directly use CFG for recogni-

tion. Description-based approaches use CFG as a formal syntax of the representation

(note that the syntax does not have to be expressed in terms of CFG).

Pinhanez and Bobick [45] directly adopted the concept of Allen’s ‘interval

algebra constraint network (IA-network)’[4] to describe the temporal structure of

activities. In an IA-network, sub-events are specified as nodes and their temporal

relationships are described with typed edges between them. Pinhanez and Bobick

have developed a methodology to convert an IA-network into a ‘(past, now, future)

network (PNF-network)’. The PNF-network that they have proposed is able to de-
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scribe the identical temporal information contained in the IA-network, while making

it computationally tractable.

They have developed a polynomial time algorithm to process the PNF-

network. Their system recognizes the top-level activity by checking which sub-events

have already occurred and which have not. One of the drawbacks of their system is

that a sub-network corresponding to a sub-event has to be specified redundantly if

it is used multiple times. They have shown that their representation is expressive

enough to recognize cooking activities occurring in a kitchen environment, such as

’picking up a bowl’. Atomic-level actions are manually labeled from the video in

their experiments, and their system was able to recognize the activities even with

one failure among them.

Intille and Bobick [24] designed a description-based recognition approach

to analyze plays in American football. Even though their system was limited to

use conjunctions of relatively simple temporal predicates (before and around) each

describing a simple sequential relation and a vague concurrent relation, they have

shown that complex human activities can be represented by listing the temporal

constraints. By describing the temporal structure of activities based on their sub-

events, they have represented human activities with three levels of hierarchy: atomic-

level, individual-level, and team-level activities. Representations of activities were

constructed in a format similar to that of programming languages.

A Bayesian belief network is constructed for the recognition of the activity,

based on its temporal structure representation. The root node of the belief network

corresponds to the high-level activity that the system aims to recognize. The other

nodes correspond to the occurrence of sub-events or describe the temporal rela-

tionships between sub-events. The nodes become ‘true’ if the sub-events occur and

the relationships are satisfied. Only when all nodes are probabilistically satisfied

and propagated to the root node, the activity is said to be detected. They have
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recognized football plays from manually extracted trajectory data.

Siskind [61] also proposed a hierarchical description-based approach for hu-

man activity recognition. Siskind’s method especially focuses on recognition of

‘liquid’ and ‘semi-liquid’ events. Events (or activities) are said to have a liquid

property, if the following statement is true: If an event occurred in time interval t,

then the event occurred in any sub-interval of t. His approach used ‘force dynamics’

for the recognition of simple actions, and used the description-based approach called

‘event logic’ to recognize high-level activities. Notably, his system was able to rep-

resent and recognize high-level activities with more than three levels. His approach

computes the time interval of a recognized activity by calculating ‘union’ and ‘in-

tersection’ of sub-events’ time intervals. This suggests that the recognized activity

itself can be used as a sub-event of a higher-level activity, but is only permitted to

be used once.

Hongeng et al. [23][38] presented a human activity recognition system using

a description-based approach with three levels of hierarchy. They classified human

activities into three categories: primitive events, single-thread composite events, and

multi-thread composite events. They have constructed a representation language to

describe three classes of activities using temporal relationships among sub-events,

spatial relationships among participants, and logical predicates to combine them.

Single-thread composite events are represented only as a ‘sequence’ of primitive

events. Multi-thread composite events are represented in terms of primitive events

and single-thread composite events that may have any temporal relationship. As

a result, the hierarchy of human activities is fixed to have three levels. Bayesian

networks are used for the primitive event recognition, and HMMs are used for the

recognition of single-thread composite events. Since finding an optimal solution for

multi-thread composite events is a constraint satisfaction problem that is NP-hard,

a heuristic algorithm is designed for them. Interactions between multiple persons
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are recognized as a result. They defined the time interval of a recognized activity

to be the time interval that covers the time intervals of sub-events.

Vu et al. [68]’s approach was also description-based. Similar to [23], they

represented activities (which they call a scenario representation) by specifying nec-

essary conditions using Allen’s temporal predicates [5] and other spatial predicates.

Notably, their representation is able to describe high-level activities with any level

of hierarchy. They have shown successful experimental results with the activity of

a person stealing from a bank. However, unlike Hongeng et al.’s system, only con-

junctive predicates are allowed when concatenating multiple temporal relationships

(i.e. only ‘and’ concatenations allowed, not ‘or’).

2.3 Human-object interactions and group activities

In this section, we present and summarize previous works on the recognition of

human-object interactions and those on the recognition of group activities. Those

approaches fall into different categories if the approach-based taxonomy of the previ-

ous sections is applied as shown in Figures 2.2 and 2.3. However, even though they

use different methodologies for the recognition, they exhibit interesting common

properties and characteristics since they all have the same objective. Therefore, we

compare and contrast the approaches with the same objective together in this sec-

tion. In the first subsection, we discuss approaches for analyzing interplays between

humans and objects. Next, we compare various recognition approaches for group

activities.

2.3.1 Recognition of interactions between humans and objects

In this subsection, we discuss recognition methodologies focusing on interactions

between humans and objects. In order to recognize interactions between humans

and objects, an integration of multiple components is required. The identification
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of objects and motion involved in an activity as well as analysis of their interplay

is essential for the recognition of human activities involving humans and objects.

While we provide an overview of general human-object recognition approaches, we

particularly focus on the approaches that studied interplays between object recog-

nition, motion estimation, and activity-level analysis toward reliable recognition of

human-object interactions.

The most common type of human-object interaction recognition approach is

the approach ignoring the interplay between object recognition and motion estima-

tion. In those works, objects are generally recognized first, and activities involving

them are recognized by analyzing the objects’ motion. They have made the ob-

ject recognition and motion estimation independent or made it so that the motion

estimation is strictly dependent on the object recognition. Most of the previous

recognition approaches fall into this category, including the approaches that we

have discussed in previous sections [61, 68, 23, 60, 74].

On the other hand, several researchers have studied relationships and depen-

dencies between objects, motion, and human activities to improve object recogni-

tions as well as activity recognitions [36, 21]. In principle, these components are

highly dependent on each other: objects have their own roles, suggesting that the

way humans interact with an object depends on the identity of the object. For

example, an object ‘water bottle’ is expected to be involved in a particular type of

interaction: ‘drinking’. Therefore, the motion related with the water bottle must

be different from that of ‘spray bottle’, even though their appearances are similar.

Several researches have designed probabilistic model describing mutual information

between objects and humans’ inherent motion with the objects. The results suggest

that the recognition of objects can benefit activity recognition while the activity

recognition helps the classification of objects, and we discuss those approaches one

by one.
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Moore et al. [36] constructed the system that compensates for the failures

of the object classification with the recognition results of simple actions. Most of

the time, their system performs the object recognition first, and then estimates

human activities with objects depending on the object recognition results as most

of the other researchers have done. However, when an object component fails to

make a concrete decision, action information of objects is used to compensate for

the object recognition. In order to recognize actions, their system first estimates

the position of hands and tracks them. Hidden Markov models (HMMs) are used to

characterize actions based on the tracking results. Finally, object-based evidences

are integrated with action-based evidences using a Bayesian network to decide the

final class of the object, making the system recover from the failure of the object

recognition. They have tested their system with various objects in office, kitchen,

and automobile environments (such as books, phones, bowls, cups, and steering

wheels). Even though the actions their system recognized were simple actions of a

single person, their system was able to cope with failures of the object recognition

or the action recognition component.

Gupta and Davis [21] proposed a probabilistic model integrating an objects’

appearance, human motion with objects, and the reactions of objects toward bet-

ter classification of objects. Similar to [36], a Bayesian network is constructed to

combine cues. Humans’ two types of motion with objects, ‘reach motion’ and ‘ma-

nipulation motion’, are estimated using trajectories as well as HMMs. Reactions

of objects, i.e. effect of human activities with objects such as ‘a light going on af-

ter pressing the switch’, are considered as well for the classification. The Bayesian

network integrates all of this information, and makes a final decision to recognize

human activities. Human-object interactions involving cups, spray bottles, phones,

and flash lights have been recognized in their experiments.

48



2.3.2 Recognition of group activities

Group activities are the activities whose actors are one or more groups. If multiple

persons who may be conceptually grouped participate in an activity, we call it a

‘group activity’. ‘A group of soldiers marching’ and ‘a group of persons carrying a

large object’ are simple examples of group activities. In order to recognize group

activities, the analysis of activities of individuals as well as their overall relation

becomes essential. In this subsection, we summarize the previous recognition ap-

proaches on group activities, while focusing on the types of activities that they have

recognized. There are various types of group activities and most of the previous

works have specialized in recognizing a particular type among them.

First of all, researchers have focused on the recognition of group activities

where each group member has its own role different from the others [13, 20, 33, 75,

14]. The goal of these approaches is to recognize an activity of a single group with a

limited number of members who exhibit non-uniform behaviors. A group activity of

‘presentation’ with a fixed number of participants in a meeting room is an example

of this type: the presenter will be ‘talking’ while the other members will be ‘taking

notes’, ‘asking questions’, and/or ‘listening’. For this type of group activity, the

system must recognize the activities of each individual member and then analyze

their structures. By nature, most of these approaches are hierarchical approaches

since there exist at least two-levels of activities: activities of the group and activ-

ities of individual persons. Statistical hierarchical approaches have been especially

popular, which use state models as we have discussed in Subsection 2.2.1. This type

of group activity essentially is equivalent to multi-agent interactions recognized by

[24, 26, 68, 23, 27].

Cupillard et al. [13] have recognized a group activity using a finite state

machine, which is equivalent to a fully observable Markov model. They have used

multiple cameras, and were able to recognize an activity ‘a group is fighting’ which
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essentially is intra-group fighting of a group composed of two members. Similarly,

as presented in Subsection 2.2.1, Gong and Xiang [20] used variations of dynamic

Bayesian networks (DBNs) to recognize group activities. With their system, they

have recognized ‘a group of trucks loading (or unloading) baggage on to an airplane’

which is a group activity of a fixed number of trucks and an airplane. Lv et al.

[33] also recognized intra-group fighting from the PETS 2004 dataset. The PETS

2004 dataset has defined two-person fighting as a group activity, and Lv et al. have

recognized it using the Bayesian a posteriori probability calculation with histograms

of features. Zhang et al. [75] recognized a group activity occurring in a meeting

room using DBNs, similar to [20]. Sequentially organized group activities including

‘monologues’, ‘discussion’, ‘presentation’, and ‘note-taking’ have been successfully

recognized. Similarly, Dai et al. [14] have recognized ‘break’, ‘presentation’, and

‘discussion’ using DBNs with hierarchical structures.

The second type of group activity is the activities which are characterized by

the overall motion of entire group members. A group of people ‘parading’ or ‘march-

ing’ is a typical example of this type. In contrast to the first type of group activities

where the individual activities of specific members are important, the analysis of

overall motion and formation changes of entire group members are important for

the second type of group activities. By their nature, single-layered approaches are

appropriate for their recognition since the entire motion of group members must be

considered simultaneously [65, 29].

Vaswani et al. [65] have recognized group activities of people interacting

with an airplane. Their approach corresponds to the category of single-layered

data-based sequential approaches that we presented in Subsubsection 2.1.1. They

have represented a group activity as a shape change over time frames. At each

frame, they have extracted k point objects, and constructed a polygon by treating

the extracted points as corners. The points are tracked, and the dynamics of shape
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changes following the statistical shape theory are maintained. Their system was

able to distinguish normal and abnormal activities by comparing the activity shape

extracted from an input with a maintained model in a tangent space. Similarly,

Khan and Shah [29] have recognized a group of people ‘parading’ by analyzing the

overall motion of group members. Their approach is a single-layered space-time

approach using trajectory features, discussed in Subsubsection 2.1.1. They have

extracted the trajectory of each group member, and analyzed their activities by

fitting a 3-D polygon to check the rigidity formation of the group.

2.4 Summary

We have provided an overview of human activity recognition approaches. Human

activity recognition has been developed since the early 1990’s, and is still an area

with many unsolved problems. Through this chapter, we summarized the method-

ologies that have previously been explored for the recognition of human activities,

and discussed advantages and disadvantages of those approaches. An approach-

based taxonomy has been designed and applied to categorize previous works. We

have discussed non-hierarchical approaches developed for the recognition of gestures

and actions as well as hierarchical approaches for the analysis of high-level interac-

tions between multiple humans and objects. Non-hierarchical approaches are again

divided into space-time approaches and sequential approaches, and we have dis-

cussed the similarities and differences of the two approaches thoroughly. Previous

publications following statistical, syntactic, and description-based approaches have

been compared for hierarchical approaches.
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Chapter 3

Human Actions and

Interactions

In this Chapter, we present a methodology that is able to recognize high-level hu-

man actions and interactions with complex temporal, spatial, and logical structures.

we have developed a description-based activity recognition approach which uses a

context-free grammar (CFG) as syntax of the representation language. In Section

3.1, we describe the overall framework of the system, and illustrate the role of each

component. Section 3.2 illustrates the low-level components for pose and gesture

estimation of persons. Section 3.3 and Section 3.4 presents detailed recognition

methodology used in the high-level of the system, the semantic layer. Section 3.3

illustrates a formal representation scheme to describe the temporal, spatial, and

logical structure of high-level human activities. In Section 3.4, the hierarchical

methodology to recognize represented activities from video sequences are presented.

Section 3.5 discusses the recognition of activities with recursive and continuous

characteristics (e.g. fighting). Techniques to enable the probabilistic recognition of

activities are presented in Section 3.6. Experimental results are provided in Section

3.7 with real-world videos of human activities.
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Table 3.1: A table comparing abilities of previous systems and our new approach.

Approaches
Levels of
hierarchy

Complex
temporal
relations

Complex
logical

concatenations

Recognition of
recursive
activities

Handle
imperfect
low-levels

Statistical
[39, 42, 60]

limited
(depends on
data amount)

v

Syntactic
[26, 35, 34]

unlimited v v

Siskind [61] unlimited
a sub-event
participates
only once

v

Hongeng et al.
[23]

limited
(3-levels)

v v

Vu et al. [68] unlimited v
conjunctions

only

Our approach unlimited v v v v

Table 3.1 compares the abilities of previous approaches and our new method-

ology presented in this chapter. As shown in the table, the system we design and

implement in this chapter is able to recognize high-level human activities with any

levels of hierarchy. The range of activities that our system is able to represent is

broader compared to the previous approaches, enabling the recognition of high-level

activities composed of sub-events with logical concatenations of complex temporal

relationships (especially concurrent relationships). Recursive activities are also rep-

resented and recognized as a consequence. Furthermore, our proposed system has

the ability to handle noisy recognition results from the low-level, gesture recognition

for example. A recognition system which has all of above mentioned abilities has

not been developed previously.

3.1 Framework

This section presents a general framework that can be used for different scales of

human activity recognition problems. Overall, the system can be divided into two
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levels: the low-level corresponding to three layers (the body-part layer, the pose

layer, and the gesture layer), and the high-level corresponding to the semantic layer.

The low-level of the system recognizes atomic components of human activities, i.e.

gestures, based on the sequence of input frames using various existing computer

vision techniques. The high-level of the system, the semantic layer, is designed to

maintain the semantic structure (temporal, spatial, and logical) of human activities

encoded by a human expert. In the semantic layer, human activities are finally rec-

ognized by hierarchically matching recognition results given from the low-level with

the representation of activities defined by the user, while considering the probability

of matching. Figure 3.1 shows the overall framework of our system. Our focus is on

the semantic layer.

Any technique can be used for the low-level of the system, if it correctly

detects a starting point and an ending time of an occurring gesture. In order for

the semantic layer to recognize complex high-level activities, raw pixel-level image

sequences must be processed up to the atomic components in the low-level. We

adopt the framework developed by Park and Aggarwal [42, 44] for the low-level of

the system. Their system is able to reliably recognize gestures such as ‘a person

raising his/her arm’ and ‘a person’s head turning left’ using various computer vision

techniques. Their framework to recognize gestures is composed of several layers:

the body-part layer, the pose layer, and the gesture layer. The body-part layer,

the lowest layer, estimates the numerical status of each body part per image frame.

Taking those numerical values as parameters, the pose layer extracts poses for each

frame. The gesture layer then generates sequences of gestures from given sequences

of poses. A pose is the abstraction of the state of one body part, and a gesture is

the abstraction of meaningful sub-sequence of those poses. There is a one-to-one

correspondence between an occurring gestures and an atomic action. Various pixel-

level techniques are used for the body-part extraction layer. Bayesian networks
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Semantic layer

Gesture layer
Recognize a gesture by analyzing a body-part’s motion.

• A gesture is an atomic-level movement of one body-part.
• Ex> ‘staying stationary’, ‘arm stretching/withdrawing’, …

• Hidden Markov models are used for gesture detection.

Atomic action1

Maintains knowledge on 
semantic structure
(temporal, spatial, and
logical) of high-level 
human activities.

Representation

…

Composite action1

Composite action2

Interaction1

Interaction2

…

…

…

Hierarchical recognition

…

Probability calculation
P(Interaction2<s, e> | I1…T ) = 

P(Int.2<s, e> | gesture1<s1, e1>, g2<s2, e2>, …) i P(gi<si,ei> | I)

Pose layer
Estimate a pose for each body-part in each frame.

• A pose is a discrete value abstracting a status of a body-part.
• Ex> ‘arm fully stretched/withdrawn’, ‘arm fully raised’, …

• Bayesian networks are used for pose estimation.

For each body-part (ex> upper-body) per frame, extract features
• Ratio of bounding box, position of skin region, …
• Uses background subtraction, blob finding, and blob tracking.

Body-part layer

Input video: a sequence of image frames

Figure 3.1: Figure illustrating the overall framework of the system.

55



are used to implement the pose layer, and dynamic Bayesian networks (DBNs) are

implemented for the gesture layer.

The high-level of the system (i.e. the semantic layer) recognizes human ac-

tivities, from atomic-level actions to high-level interactions, by comparing detection

results from the low-level with representations of activities it wants to recognize.

The semantic layer is designed to maintain its knowledge on the temporal and spa-

tial structure of a human activity as a ‘representation’. Using the representation

of the activity, the system hierarchically matches the representation with detected

gestures, recognizing time intervals of occurring activities. In addition, the prob-

ability associated with the detected time interval is computed, by measuring the

confidence of the matching and that of low-level detections. As a result, the sys-

tem probabilistically detects time intervals of human activities, which are classified

into three types depending on the structure of the representation: atomic actions,

composite actions, and interactions.

If a human activity has no sub-events and can be recognized directly from

low-level of the system, it is classified as an atomic action. If the activity has multiple

sub-events (atomics actions and/or composite actions), but all sub-events are of the

same person, we call it a composite action. Otherwise, if the activity has sub-

events of more than one person, the activity is classified as an interaction. Since an

interaction can always be decomposed into actions of two persons, all interactions

have composite characteristics inherently. As shown in Figure 3.1, a composite

action can have simpler composite actions as its sub-events, and an interaction can

have other interactions as its sub-events. This suggests that the maximum number of

levels of hierarchy that our system recognizes is not fixed, unlike previous approaches

[23, 39, 42, 43, 60].

The intuition behind dividing the recognition process into two levels is to

enable the system to integrate advantages of both statistical computer vision tech-
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Pose of the left 
person

Head pose :
Upper-body pose :
Lower-body pose :

<facing left>
<low, withdrawn>
<low, withdrawn>

<facing left>
<half-raised, stretched>

<low, withdrawn>

<facing left>
<raised, stretched>
<low, withdrawn>

Gesture: hand raising.

Figure 3.2: An example figure showing poses of each frame and the overall gesture.
The left person is constantly raising his hand to point the other person.

niques and concepts from the field of artificial intelligence. Statistical computer

vision methods are able to cope with noise while they are difficult to train, in the

case of complicated activities. Instead of applying statistical computer vision meth-

ods (e.g. Bayesian networks and hidden Markov models) for the recognition of

composite activities, our system uses statistical methods only for the recognition of

human gestures. Data on gestures, such as ‘stretching an arm’ or ‘withdrawing an

arm’, are relatively common, enabling the system to reliably recognize them even

with noise. In the high-level of the system, we adopt concepts and predicates from

Allen’s temporal logic [5], and represent human activities in terms of simpler sub-

events in the format close to the full first-order logic. A probabilistic recognition

algorithm is newly designed to take advantage of both the low-level detection results

and the high-level representations.

3.2 Low-level processing of the system

3.2.1 Body-part layer

The objective of the body-part layer is in the estimation of features in each frame so

that the pose layer can correctly estimate the pose of each body part. The body-part

layer contains pixel-level, blob-level, and object-level processing to extract meaning-
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ful information from a sequence of raw images. We use a hierarchical methodology

developed by Park and Aggarwal [42, 44], in order to construct quantitative image

features from one input frame. Their system parameterized the state of three body

parts (head, upper-body, and lower-body) in terms of ellipses and convex hulls.

Maintaining the overall structure of the system, we have re-implemented the frame-

work to extract additional features for more reliable analysis of the status of body

parts. Our new system explicitly tracks the hand position, which provides addi-

tional important features. The new system also considers the fact that skin blobs

can merge during the interactions. As a result, the body-part layer of our system

is more reliable compared to the previous system in tracking body-parts, extracting

three features: ellipses of each body part, convex hulls of each body part, and the

explicit hand position.

3.2.2 Pose layer

In the pose layer, a pose for each body part is estimated based on features extracted

by the system’s body-part layer. A pose is the abstraction of the body part’s static

state in one image frame. For each image frame, the pose that best describes the in-

stantaneous configuration of the body part is selected based on parameters from the

body-part layer. We constructed one-dimensional states for a head pose, describ-

ing the torso direction. Upper-body and lower-body poses have a two dimensional

structure, each corresponding to vertical and horizontal positions of a hand and a

leg. For example, assume that a person is standing still, facing left with his/her arm

fully raised and stretched. Then, his/her head pose will be left, the upper-body

pose will be 〈high, stretched〉, and the lower-body pose will be 〈low,withdrawn〉.

Figure 3.2 shows example results of the pose estimation.

Extending Park and Aggarwal’s work [42], Bayesian networks are imple-

mented to estimate a pose of each body part. The body-part parameters, estimated
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V8V3

V1: angle of vector from head to face
V2: ratio of face to head
V3: y-position of hand blob
V4: y-pos of far most point of upper body
V5: upper body ellipse ratio
V6: upper body ellipse rotation
V7: x-position of hand blob
V8: x-pos of far most point of upper body
V9: y-pos of far most point of lower body
V10: lower body ellipse ratio
V11: lower body ellipse rotation
V12: x-pos of far most point of lower body

H1: Head ={0:front, 1:left, 2:right, 
3:rear}

H2: ArmV={0:high, 1:mid-high, 
2:mid-low, 3:low}

H3: ArmH={0:withdrawn, 
1:intermediate, 2:strecthed}

H4: LegV={0:high, 1:middle, 2:low}
H5: LegH={0:withdrawn, 

1:intermediate, 2:strecthed}

Head BN Upper body BN Lower body BN

H1 H2 H3 H4 H5

V1 V7V6V5V4V2 V12V10V9 V11

Figure 3.3: Figure of the Bayesian network and explanation of meaning of nodes.
The Bayesian network estimates the state of hidden nodes (i.e. poses), based on
observations. The Bayesian network reduces dimensions from twelve into five.

from the lower-layer, are converted into discrete values and are treated as obser-

vations produced by a specific pose. Bayesian networks estimate the pose for each

frame, from the given observations and probabilities in the network. Once these

Bayesian networks are pre-trained with appropriate training images with correct

poses labeled by a human (i.e. supervised learning), they probabilistically estimate

a pose corresponding to each body part per frame. Figure 3.3 illustrates the struc-

ture of the Bayesian networks and possible states for the pose of each body part,

which is a final output of the pose layer. Note that new features, hand positions,

are added: V 3 and V 7. As a result of the pose layer, an input image sequence is

converted into a sequence of poses.
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3.2.3 Gesture layer

A gesture is an elementary movement of a body part. Taking the sequence of poses

for each body part as input, the gesture layer detects possible gestures occurring

along the sequence. Essentially, gestures are sub-sequences of a sequence of poses.

The objective of the gesture layer is to recognize a set of all occurring gestures.

Each occurring gesture has its starting time and ending time, which might overlap

with other gestures. Example results of the gesture detection based on the pose

estimation results are shown in Figure 3.2.

We construct hidden Markov models (HMMs) to detect the gestures occur-

ring inside the sequence of frames. In order to recognize a sequence of gestures for

each body part, we constructed one HMM per each gesture type. Types of gestures

which our system is recognizing in this subsection are similar to those in the paper

presented by Park and Aggarwal [42]. In addition to the gestures they recognized,

our system recognizes ‘start stretched’, ‘stay withdrawn’, ‘stay raised’, and ‘stay

lowered’ gestures for the ‘upper-body’ and ‘lower-body’. As a result, the body part

head has six possible gestures: ‘keep facing front’, ‘keep facing back’, ‘keep facing

left’, ‘keep facing right’, ‘turn left’, and ‘turn right’. The body part ‘upper-body’

has two separate dimensions of gestures, each corresponding to the horizontal move-

ment and the vertical movement of the arm. Gestures ‘stretch’, ‘withdraw’, ‘stay

withdrawn’, and ‘stay stretched’ correspond to the former case, and gestures ‘raise’,

‘lower’, ‘stay raised’, and ‘stay lowered’ correspond to the latter case. The gestures

possible for the lower-body are exactly the same as that of the upper-body, except

that now the subject of the gesture is the leg, not the arm. The structure of the

HMMs is shown in Figure 3.4.

The objective of the gesture layer is to detect which HMM created the ob-

served sequence of poses and at what point. This is the traditional evaluation

problem of the HMM. More specifically, the evaluation problem of the HMM is to
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Figure 3.4: Structure of ‘noise HMM’ and other HMMs. For each gesture to be
recognized, one HMM will be constructed in order to recognize corresponding ges-
tures. Additionally, for each body part, one noise HMM will be created. Probability
aij corresponds to the transition probability from state wi to wj . Probability bjk
corresponds to the probability of observing k, when the real state of model is wj .

determine the probability that a particular sequence of visible states, i.e. poses in

our case, was generated by a corresponding model. In the gesture layer, each of the

HMMs runs in parallel, measuring the likelihood of the corresponding gesture based

on input. Additionally, for each body part, the ‘noise HMM’ is constructed to cover

input sequences that are not related to any gesture we defined. The ‘noise HMM’

tends to have the highest likelihood for meaningless sequences, making all gestures

not to be detected.

These HMMs are pre-trained to generate observations corresponding to each

gesture. The training videos with correct gesture labels attached to time intervals

(i.e. a pair of a starting time and an ending time) are given to the HMMs, in order

to estimate the transition and observation probabilities of the HMMs. Once the

HMMs are trained, they are used by the system for the automated recognition of

gestures.

Our approach use the backward-looking forward algorithm to calculate the

likelihood for each HMM. This works in the same way as a forward algorithm until

detecting the ending point of the gesture. If the likelihood of a HMM exceeds the

probability threshold at frame t, we assume that the gesture corresponding to the
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HMM occurred, and the ending time of that gesture is t. Once the ending time of

the gesture is detected, then the algorithm runs a backward algorithm to find the

starting point of the gesture. After detecting the starting time and ending time

of the gesture correctly, the algorithm proceeds to frame t + 1. As a result of the

gesture layer, a set of gestures labeled with starting and ending times is created for

each body part. Input noises and miscalculation from lower layers are handled in

this layer through HMM.

3.3 Semantic layer: representation

In the semantic layer, the system maintains representations of human activities

which are encoded based on their semantic structure. The hidden Markov models

presented in the previous section is able to recognize gestures such as ‘arm stretch-

ing’ and ‘arm withdrawing’, but HMMs themselves are not sufficient to recognize

high-level interactions like ‘pushing’ and ‘hand shaking’. In order to recognize high-

level activities based on gesture detections, we took a description-based approach in

the semantic layer. That is, our system maintains the representation of an activity

describing how gestures must be concatenated temporally, spatially, and logically in

order to form the activity, and takes advantage of them for the recognition. In this

section, we introduce the key concepts essential to represent activity structures, and

present a formal representation syntax to describe activities using them. The recog-

nition algorithm using the constructed activity representations will be discussed in

the next section.

Our representation approach is a hierarchical approach, which decomposes

an activity into several simpler activities called ‘sub-events’ and describes necessary

relationships among the sub-events. We first present the concept of ‘time intervals’,

which are associated with activities and their sub-events to represent their starting

and ending time. Next, we introduce the ‘predicates’ used to formally describe
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this==Push_interactions(p1,p2)

i=Stretch(p1’s arm) j=Stay_Stretched(p1’s arm)

l =Depart(p2, p1)k =Touching(p1, p2) 

Figure 3.5: Example of necessary relationship among time intervals for interaction
‘push’.

temporal relations between time intervals, spatial relations between persons, and

logical relations concatenating other relations. Finally, a programming language-

like representation syntax is provided, which allows the description of structures of

activities using time intervals and predicates.

3.3.1 Time intervals

A time interval intuitively is the time associated with an occurring activities. The

time intervals we discuss throughout this dissertation are always associated with

designated actions or interactions that we are interested in. In Allen and Ferguson’s

interval temporal logic [5], a time interval is defined in the linear time line, with a

fixed starting point and ending point. Since activities are rarely instantaneous but

take certain periods of time when occurring, the interval representation of time is

appropriate for describing activities. Allen and Ferguson attempted to represent an

event by presenting necessary conditions for the event’s time interval. Our system

follows their approach, while representing hierarchical activities explicitly. The sys-

tem associated time intervals to the activity being represented and its sub-events,

and represent the activities by presenting their temporal structure.

The intuition behind time interval associations is to describe necessary tem-

poral structure of an activity in terms of the relations among intervals. Figure 3.5
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shows the example time intervals of the human-human interaction ‘push’ and its

sub-events. As shown in the figure, time intervals ‘i’, ‘j’, ‘k’, ‘l’, and ‘this’ are asso-

ciated with activities, and the intervals are organized sequentially and concurrently.

Each time intervals ‘i’, ‘j’, ‘k’, and ‘l’ corresponds to a simpler activity. The variable

‘this’ is a special variable, always indicating the time interval of the defining activity

itself.

Figure 3.5 explicitly illustrates the temporal structure of the interaction

‘push’. In order for the interaction ‘push’ to occur, all of time intervals of its

sub-events ‘i’, ‘j’, ‘k’, and ‘l’ has to be detected and they have to satisfy following

temporal orders: (i) The time interval ‘this’, assigned for the pointing interaction

itself, must start with time interval ‘i’ and finish with time interval ‘j’, each assigned

for an arm stretching activity and a staying arm stretched activity of person1. (ii)

Time intervals ‘i’ and ‘j’ must happen consecutively, and ‘i’ must be before ‘j’. In

addition, (iii) time interval ‘k’ must occur during ‘this’, where ‘k’ indicates touch-

ing interaction of two persons. Finally, (iv) ‘k’ and ‘l’ must occur consecutively,

suggesting that one person must be forced out as a consequence of the push.

We should note that time intervals of simpler activities are used when repre-

senting the relationships. This enables the system to use already defined activities

to define new higher-level events, providing a concept of hierarchical activity repre-

sentation. We denote all activities included in the relationships as ‘sub-events’ of

defining activity. That is, activity ‘Stretch(p1’s arm)’, ‘StayStretched(p1’s arm)’,

‘Touching(p1, p2)’, ‘Depart(p2, p1)’ are sub-events of the activity ‘push interaction’

in this example.

Special time interval ‘this’

The concrete definition of the time interval ‘this’ is the key for hierarchical activity

representation. Once the activity is correctly represented in terms of ‘this’ and other
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sub-events, the activity can be used as a sub-event of other higher-level activities.

It is the ‘this’ which is providing robustness to our system compared to previous

description-based recognition systems. In most of the previous description-based

approaches, the time interval that includes time intervals of all of its sub-events is

defined to be the resulting time interval of a represented activity [23, 61, 68]. On

the other hand, our system uses the special variable ‘this’ to define the resulting

time interval. We already saw an example of the use of ‘this’ in Figure 3.5.

There are several advantages to having a separate variable indicating the

resulting time interval of a represented activity. First of all, as mentioned above, it

is the special variable ‘this’ which is giving us the power of hierarchical representa-

tion. Secondly, our representation has freedom in setting the range of resulting time

intervals. The ‘this’ can be defined within any range the user chooses. This gen-

eralization is useful when representing human activities with pre-conditions and/or

effects. In addition, the variable ‘this’ enables us to represent an important class of

high-level activities called ‘recursive activities’, which will be discussed in Section

3.5. Finally, our representation can be easily converted into the equivalent first-order

logic, enabling the system to take advantage of research from the field of artificial

intelligence.

3.3.2 Predicates

In the above example, all necessary conditions and relationships for the event are

explained in English. Conceptually, the verbal description of time intervals and

their relationships presented in the previous subsection is a valid form of the human

activity representation. However, since it is not humans but the computer system

that has to maintain the representation, a formal method of expressing the relation-

ships is needed. In order to provide a formal methodology to describe relationships,

we present three categories of predicates in this subsection: temporal, spatial, and
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logical predicates. Temporal predicates express the relationship among time inter-

vals of sub-events. Spatial predicates, on the other hand, describe the relationship

between persons involved in the interactions. Logical predicates, ‘and’, ‘or’, and

‘not’, concatenate multiple temporal and spatial predicates to construct an overall

representation for the event description.

Temporal predicates

Temporal relationships are extremely important when describing human actions and

interactions. Usually, actions and interactions of humans consist of sequences of sub-

events. Temporal predicates not only provide us with a mechanism to define such

sequential relations, but also help us to provide restricting conditions for the actions

and interactions. We directly adopt the temporal relations among time intervals

introduced in Allen’s interval temporal logic [4]. ‘before’, ‘meets’, ‘overlaps’, ‘starts’,

‘during’, and ‘finishes’ are the predicates defined in Allen’s interval temporal logic.

Each predicate takes two time intervals as a parameter for the predicates, and

decides whether they are true or false. Let a and b be the time intervals, (astart, aend)

and (bstart, bend).

before(a, b) ⇐⇒ aend < bstart

meets(a, b) ⇐⇒ aend = bstart

overlaps(a, b) ⇐⇒ astart < bstart < aend

starts(a, b) ⇐⇒ astart = bstart and aend < bend

during(a, b) ⇐⇒ astart > bstart and aend < bend

finishes(a, b) ⇐⇒ aend = bend and astart > bstart
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Spatial predicates

Spatial predicates define the spatial relationship between two agents or objects.

Thus, they can be defined only in terms of interactions. If any interaction contains

some spatial predicates, and t is the satisfying time interval of that event, those

spatial predicates will always be true in the time interval t.

We designed two spatial predicates: ‘near’ and ‘touch’. The ‘near’ predicate

provides us with information on whether two persons are closer than a given relative

distance value or not. The distance between two persons is divided by the mean

of their heights, producing the relative distance. The ‘touch’ predicate is true if

and only if the boundary ratio that two persons share is greater than the threshold

parameter.

near(person i, person j, threshold) ⇐⇒

(Relative distance between i and j) < threshold

touch(person i, person j, threshold) ⇐⇒

(Overlapping boundary of i and j) > threshold

Logical predicates

Logical predicates include the ‘and’, ‘or’, and ‘not’ predicate. These are elementary

logical predicates. All these predicates can take any relationship as a parameter. The

‘and’, ‘or’, and ‘not’ predicates are defined in an obvious manner. That is, logical

predicates can concatenate temporal and spatial predicates to express relationships.

The predicate ‘and’ holds if and only if relations described in all two parameters are

satisfied. The predicate ‘or’ holds if more than one of two parameters is satisfied.

We say that the ‘not’ of a relationship is satisfied if and only if the relationship

parameter is false.
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3.3.3 Representation

In this subsection, we present a methodology to construct a formal and machine-

understandable representation of human activities. As we have discussed, the repre-

sentation of an activity must consists of two essential components: the time intervals

associated with the sub-events, and the necessary conditions needed among them.

What we present in this subsection is a formal representation syntax, which enables

the usage of the time intervals and the predicates to describe the semantics of the

activities. We use context-free grammar (CFG) to describe the syntax of the rep-

resentation, similar to that of programming languages. Following the syntax, one

is able to construct machine-understandable descriptions of human activities. The

constructed representations are maintained by the system for the recognition of the

activities, which we will discuss in the next section.

We considered the hierarchical nature of human activities when constructing

the representation. A human activity is described in terms of simpler activities,

i.e. sub-events of the activity, which themselves might be composed of their own

sub-events. We start constructing the representation by first defining the ‘atomic

actions’, the elementary components of human actions not having any sub-events.

Using atomic actions as basic building blocks, composite actions are represented

next. Composite actions, once defined, can be treated as a sub-event of other com-

posite actions, representing higher-level actions. Furthermore, actions of multiple

persons can be concatenated to construct interactions, which themselves may be

used as a sub-event of higher-level interactions. As a result, one is able to construct

a human activity with any levels of hierarchy.

Atomic action representation

Atomic actions are the most elementary component of human activities, which may

not be divided into simpler meaningful movements. Atomic components of human
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actions and interactions are the gestures, recognized through system’s lower-level.

Therefore, one can construct one atomic action from one gesture. However, gestures

solely are insufficient to represent the actions. In order to represent actions, the

system needs to explicitly specify the subject and object of the actions. Following

the linguistic theory of ‘verb argument structure’, We represent atomic actions as

< agent−motion−target >, adopting Park’s operation triplet [42]. Putting subject

and object information together with the gesture, we construct the operation triplet.

For example, ‘person 1 stretched his hand to the person 2’s head’ is an atomic action,

because only one gesture is involved in the action. Gesture ‘stretch’ is the motion

of this atomic action. In the operation triplet, ‘person 1’s hand’ is the agent and

‘person 2’s head’ is the target.

Composite action representation

If an action contains two or more atomic actions, it is classified as a composite action.

Sub-events of composite actions can be atomic actions, or even other composite

actions. The only constraint when constructing composite actions is that only the

actions of the same person can become the sub-events. Otherwise, it becomes an

interaction, rather than a composite action.

Figure 3.6 illustrates the example time intervals and their relationships of

the composite action, ‘shake-hands action’. The ‘shake-hands action’ represents

an action that a person is performing in the hand shake interaction. That is, the

person stretches his/her arm, stays stretched for some period, and then withdraws

it. There are three sub-events participating in the ‘shake-hands action’: ‘stretch’,

‘stay stretched’, and ‘withdraw’. Each sub-event has an associated time interval

variable: ‘x’, ‘y’, and ‘z’. In addition, the figure describes that ‘x’, ‘y’, and ‘z’ has

to be done in a sequential order.

As we have discussed in Subsection 3.3.1, the figure description of temporal
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this=ShakeHands_action(person1)

x=Stretch(p1’s arm) z=Withdraw(p1’s arm)

y=Stay_Stretched(p1’s arm)

Figure 3.6: Example illustrating the atomic actions’ time intervals and their rela-
tionships needed for the composite action, ‘shake-hands action’.

structure of the activity using time intervals is a sufficient form of representation

since it is capturing necessary temporal relations among them. The problem is

to convert this human-understandable conceptual representation into a machine-

understandable programming language-like representation of the activity. Therefore,

we construct the representation syntax that the user should follow when encoding

the representation.

The representation for composite actions consists of two parts: a list of vari-

ables corresponding to time intervals associated with designated sub-events, and the

relationships among those variables. The first component can be represented as a

list of (time interval, sub-event) pairs. The second component, which represents nec-

essary conditions for composite actions, is defined through predicates mentioned in

Section 3.3.2. Variables that are defined and the special variable ‘this’, representing

the defining action itself, are used in order to specify the relationships. Therefore,

a person is able to represent a composite action in terms of the relationship be-

tween ‘this’ and other time interval variables ‘t1’, ‘t2’, ..., which are time intervals

of sub-events.

As a format of the representation syntax, we use a context-free grammar

(CFG). CFG naturally leads the representation to use concepts recursively, enabling

the action to be defined based on sub-events. We emphasize once more that our
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CFG-based representation scheme is a formal syntax to generate the representa-

tion, not a recognition methodology itself. This differentiates our work from the

work done by Ivanov and Bobick [26] and other similar conventional uses (i.e. syn-

tactic approached presented in Subsection 2.2.2) of CFG for syntactic recognition

processes.

The CFG described in this dissertation does not generate sequences of poses

or gestures directly. Rather, we construct a representation of composite actions

using the CFG. A representation built through the CFG describes all participating

sub-events, and their relationships. Sub-events can either be atomic actions or

other already represented composite actions. Even though the CFG does not create

the sequences of poses or gestures directly, we will be able to recognize composite

actions through detecting sequences that satisfy the representation constructed with

our CFG. With our CFG, we are able to represent any action if its temporal, spatial,

and logical structure can be described in terms of the predicates we have defined.

The full representation syntax is presented in the next subsection, Subsection

3.3.4. This is similar to the syntax of programming languages (note that syntax for

C and Java is in CFG). Following the syntax, one is able to represent semantics

of an activity by specifying sub-events composing the activity, associating time

interval variables with the sub-events, and describing necessary relationships using

the predicates.

For example, let’s look into the composite action ‘shake-hands action’ again.

As we informally defined previously in Figure 3.6, we associate variable ‘x’, ‘y’, and

‘z’ with sub-events ‘stretch’, ‘stay stretched’, and ‘withdraw’. Then, relationships

are represented in terms of predicates: meets(x, y), meets(y, z), starts(x, this), and

finishes(z, this). Therefore, the formal representation of ‘shake-hands action’ is

defined through our CFG scheme as follows.

StretchHand(i) = atomic action(< person i′s hand, stretch, other person >);
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StayStretchedHand(i) = atomic action(< personi′shand, stay stretched, otherperson′shand >);

WithdrawHand(i) = atomic action(< person i′s hand, withdraw, null >);

ShakeHandsAction(i) = (

list( def(x, StretchHand(i)),

list( def(y, StayStretchedHand(i)),

def(z,WithdrawHand(i) ) )

),

and( meets(x, y),

and( meets(y, z),

and(starts(x, this), finishes(z, this) ) )

)

);

Interaction representation

Interactions are composed of the actions and/or interactions of two persons. In the

case of actions, actions are classified into atomic actions and composite actions. On

the other hand, all interactions have composite characteristics. Therefore, except

for the fact that sub-events of interactions can be actions of both persons, the CFG

production rule, i.e. representation scheme, of interactions is almost identical to

that of composite actions. Further, spatial predicates also can be used to describe

relationships for interactions. The full CFG syntax is presented in Subsection 3.3.4.

The following example shows how a ‘hand-shake’ interaction can be repre-

sented by following the CFG syntax. The already defined composite action, ‘shake-

hands action’ of two persons, is used as a sub-event of the interaction ‘shake-hands

interaction’. If person i and j do the action ‘shake-hands action’ concurrently, and

their hands touch, the system regard it as a hand shake interaction.

TouchingInteraction(i, j) = (null, touch(i, j, 0));

ShakeHandsInteractions(i, j) = (
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list( def(x, ShakeHandsAction(i)),

list( def(y, ShakeHandsAction(j)),

def(z, TouchingInteraction(i, j)) )

),

and( and( during(z, x), during(z, y)),

and( starts(z, this), finishes(z, this) )

)

);

3.3.4 Context-free grammar representation syntax

In this subsection, we present full context-free grammar (CFG) syntax of our ac-

tivity representation. We first provide a brief explanation of general context-free

grammars. Next, the full syntax for our representation is described.

Context-free grammar

In the formal language theory, context-free grammars denote a particular class of

languages which generate strings of terminals (i.e. symbols). CFG has first been

defined by Chomsky [11], and it has often been used to describe syntax of program-

ming languages, such as Algol, C, C++, and Java. The advantage of CFGs is that

they are expressive enough to describe complex languages like programming lan-

guages, while parsing them is computationally tractable. Efficient polynomial time

parsers (e.g. LL and LR parsers) have been developed.

A context-free grammar is described based on four components. We represent

a CFGG by four components, asG = (V, T, P, S). V is the set of variables, T denotes

the terminal, P describe the set of production rules, and S is the start symbol.

Each variable, also called a non-terminal, corresponds to a set of strings that can

be generated by following production rules starting from the variable. Terminals

are a finite set of symbols that appear in a language. For example, integer numbers
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are terminals for a numerical expression. Production rules are the rules to generate

a sequence of terminals. By consecutively applying productions rules to replace

variables with a sequence of terminals, a string of symbols following the syntax can

be constructed. The start symbol is the variable which the application of production

rules has to be started with.

Let’s look into an example CFG for generating mathematical expressions. For

simplification, we limit the expressions to the operators + and *, which represent

the addition and the multiplication. We also limit the expressions to use only a, b,

and c as their symbols. The full syntax G = (V, T, P, S) can be expressed as follows:

V = E, T = {a, b, c}, S = E, and P which is listed below.

E → E + E

E → E ∗ E

E → I

I → a

I → b

I → c

As a result, strings such as a+ b, a ∗ b+ a, and a+ a+ b+ c ∗ b can be generated.

Only the strings that can be generated by the production rules are the valid strings

satisfying the syntax. Thus, strings such as −a, ab+, and d ∗ e are invalid strings

which are syntactically incorrect.

Full CFG representation syntax

Here, we present the full CFG representation syntax for human activities. We

describe the representation syntax for atomic actions, composite actions, and inter-

actions. We start with the presentation of the syntax for actions (i.e. atomic actions
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and composite actions), and then describe the syntax for interactions.

The CFG syntax presented in this subsection is a detailed and formalized

version of the CFG syntax presented in Ryoo and Aggarwal’s earlier works [49, 50].

As mentioned in the previous subsection, a CFG G consists of four components:

G = (V, T, P, S) where V is the set of variables, T is the terminals, P is the set

of productions, and S is the starting variable. In the case of our CFG syntax for

actions, V = { ActionDefine, ActionName, Action, ActionExp, ActionDefs, Action-

Relationship, Logical-Predicate, Temporal-Predicate, name, c, var, person, operation

triplet }, T = { atomic action, list, def, null, ‘this’, and, or, not, before, meets,

overlaps, starts, during, finishes, (, ), =, ;, ,, {all alphabet characters} }, and S =

ActionDefine. P , the production rules, is presented below. Parameters were added

to the variables when describing the production rules P , to illustrate the semantic

constraints for composite actions. The P is a formal and complete description of

production rules for our representation syntax without any parameters. Parameters

were added not to describe syntax, but to describe semantic characteristics of our

representation.

Non-terminal ActionExp(i) indicates the action of person i. ActionExp(i)

can be either an atomic action, or a composite action defined with two components:

ActionDefs(i, var) and ActionRelationship(var). The first component, ActionDefs(i,

var), defines the variables for corresponding time intervals of sub-events. Param-

eter var is defined to be the list of variables associated with sub-events. Action-

Defs(i,var) is the list of several def(c,Action(i)), and this defines the contents of

list var. Statement def(c,Action(i)) associates a variable with the time interval of a

denoted sub-event. As a result, list var contains a list of variables associated with

time intervals of the corresponding sub-events.

The second component is ActionRelationship(var). With temporal and log-

ical predicates, ActionRelationship(var) defines all necessary conditions for the ac-
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tion using all variables in var and the special variable ‘this’. A combination of any

temporal predicates presented in Subsection 3.3.2 can be used to define ActionRela-

tionship(var). The time interval ‘this’ satisfying all necessary conditions will be the

corresponding time interval for the action.

ActionDefine(i)

→ ActionName(i)“ = ”ActionExp(i)“; ”

ActionName(i) → name“(”person(i)“)”

Action(i) → ActionExp(i) | ActionName(i)

ActionExp(i)

→ “(”ActionDefs(i, var)“, ”

ActionRelationship(var)“)”

| “atomic action”“(”operationtriplet“)”

ActionDefs(i, var)

→ “list”“(”“def”“(”c“, ”Action(i)“)”“, ”

ActionDefs(i, var − c)“)”

| “def”“(”c“, ”Action(i)“)”

| “null”

ActionRelationship(var)

→ LogicalPredicate“(”ActionRelationship(var)“, ”

ActionRelationship(var)“)”

| TemporalPredicate“(”“this”“, ”var(a)“)”

| TemporalPredicate“(”var(a)“, ”“this”“)”

| TemporalPredicate“(”var(a)“, ”var(b)“)”

| “null”

LogicalPredicate → “and”|“or”|“not”

TemporalPredicate → “before”|“meets”|“overlaps”

|“starts”|“during”|“finishes”

name → char∗
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c → char∗

var → char∗

person → char∗

Similarly, the production rules for the interaction representation can be de-

scribed as follows. The only difference between the production rules for composite

actions and that for interactions is that the production rules for interactions allow

description of two different persons as participants. As a result, the spatial predi-

cates describing spatial relations between two persons may also be listed following

the syntax.

InteractionDefine(i, j)

→ InteractionName(i, j)“ = ”InteractionExp(i, j)“; ”

InteractionName(i, j)

→ name“(”person(i)“, ”person(j)“)”

Interaction(i, j)

→ InteractionExp(i, j)

| InteractionName(i, j)

InteractionExp(i, j)

→ “(”InteractionDefs(i, j, var)“, ”

InteractionRelationship(i, j, var)“)”

InteractionDefs(i, j, var)

→ “list”“(”“def”“(”c“, ”Interaction(i, j)“)”“, ”

InteractionDefs(i, j, var − c)“)”

| “list”“(”“def”“(”c“, ”Action(i or j)“)”“, ”

InteractionDefs(i, j, var − c)“)”

| “def”“(”c“, ”Interaction(i, j)“)”

| “def”“(”c“, ”Action(i or j)“)”

| “null”

InteractionRelationship(var)
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→ LogicalPredicate“(”

InteractionRelationship(var)“, ”

InteractionRelationship(var)“)”

| TemporalPredicate“(”“this”“, ”var(a)“)”

| TemporalPredicate“(”var(a)“, ”“this”“)”

| TemporalPredicate“(”var(a)“, ”var(b)“)”

| SpatialPredicate“(”person(i)“, ”person(j)“, ”

threshold“)”

| “null”

SpatialPredicate → “near”|“touch”

3.4 Semantic layer: recognition

The semantic layer recognizes human activities by analyzing whether its sub-event

detection results satisfy the representation of the activity it wants to recognize.

Atomic actions are directly recognized using the gesture recognition results from

the low-level of the system. Composite actions are recognized based on the recog-

nition result of atomic actions and other composite actions. In the recognition of

interactions, recognition results of any simpler activities, including other interac-

tions, can be used. In the case of composite actions and interactions, recognition

of activities is done by finding time intervals that satisfy all temporal and spatial

relationships needed for the special variable ‘this’.

3.4.1 Atomic action recognition

An atomic action is represented in terms of an operation triplet. By definition, an

occurring time interval of an atomic action is that of a gesture specified through the

motion term in the operation triplet < agent −motion − target >. If the gesture
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Shake-hands
Interaction(i, j)

Touching duringduringShake-hands
Action(i)

Shake-hands
Action(i)

Arm stretch Arm stay Arm withdrawmeetsmeets

Gesture detection results from the Lower layers

Figure 3.7: Example recognition process tree of the interaction ‘shake-hands inter-
action’.

layer recognized a gesture specified in motion term of the triplet, and its subject

and object corresponds to the agent and target term of operation triplet, the system

concludes that the atomic action is recognized in that time interval.

3.4.2 Composite activity recognition

As we have presented in the previous sections, a representation of a composite

action or an interaction has two components: time interval variable definitions and

their relationship descriptions. Therefore, the recognition of composite actions and

interactions requires two steps. In the first step, the system must recognize all

of its sub-events. In the second step, the system needs to check whether the time

intervals detected for the sub-events satisfy the relationships described in the activity

representation. If they do, the system can safely deduce that the activity occurred

with the sub-events detected. However, this is not a trivial process since an activity

described to be a sub-event of another activity may occur multiple times. Among

multiple occurrences of the sub-event, the system must decide which among them (if
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there is any) contributed to the occurrence of the activity. That is, each variable has

multiple possible time interval assignments, and the system must choose the correct

one to be assigned and check its relationships in order to recognize the activity.

The system searches for a combination of time interval assignments that sat-

isfy relationships needed for the activity. If there are n variables and m1, m2, . . .,

mn number of time intervals for each variables, then there exist
∏

i=0 to nmi possi-

ble combinations of (variable, time interval) pairs. In addition, the special variable

‘this’ can be associated with T 2 number of time intervals where T is the total num-

ber of frames. The goal is to find the combination among T 2 ·
∏

i=0 to nmi of them,

which satisfies the relationships specified in the representation. This is a traditional

constraint satisfaction problem. The system must find a specific combination of

(variable, time interval) pairs that satisfies relationships, among all possible combi-

nations.

We have developed a heuristic to approximate the correct solution in a poly-

nomial amount of computation. Originally, the constraint satisfaction problem is a

NP-hard problem, which requires O(T 2 ·
∏

i=0 to nmi) time complexity in our case.

One of commonly used approximation techniques is to reduce the number of can-

didate assignments, mi. That is, instead of searching for all possible assignments,

we may search for time intervals only within a certain window at each time point.

The system require to repeatedly search for the correct combination after each time

frame, but this reduces the number of candidate time intervals per variable dramat-

ically.

The extreme case of this is to make the system only use the most recent time

interval per variable. This simplification always gives the correct result with the

assumption that ‘one sub-event occurs only once during an execution of a human

activity’. In practice, this is a good assumption which is true in most cases. There-

fore, at each time point, there exists only one combination to check its relationships.
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In addition, once a combination has been found, the time interval for ‘this’ can be

calculated by narrowing its range based on other detected time intervals. For exam-

ple, assume that the time interval for ‘x’ is (1, 4) and that for ‘z’ is (10, 15) in case

of ‘shake-hands’ (Figure 3.6). The time interval for ‘this’ has to be (1, 15), since

it has to start with ‘x’ and has to end with ‘z’. As a result, We have developed a

recognition algorithm which only requires the time complexity of O(rT ), where r is

the number of relationships per action.

Since our representation for actions and interactions has a hierarchical struc-

ture, i.e. one action or interaction has multiple sub-events which might be decom-

posable as well, the action and interaction recognition is done in hierarchical way.

If a composite action or an interaction A has actions B and C in its variable list,

i.e. B and C are sub-events of A, then the recognition system first recognizes action

B and C. If B and C are composites themselves, they again trigger recognition of

their sub-events in the variable list. At some point, all the sub-events will be atomic

actions, which the system recognizes using the algorithm described in the previous

subsection. This is similar to tree traversal where activities are nodes, variable lists

specify edges, and atomic actions are leaves. In order to recognize the root action

or interaction, the system must recognize its child. This process continues until the

system reaches the leaves. Once the system reaches leaves, the system is able to

compute time intervals of composite actions or interactions that have atomic ac-

tions as sub-events. The system traverses back to the root, recognizing all internal

nodes from leaves to the root. At each internal node, the system has to solve the

constraint satisfaction problem that we have discussed above. Figure 3.7 illustrates

the recognition process of the ‘shake-hands interaction’.
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3.5 Recursive activities

In previous sections, we represented human activities in terms of a strictly fixed

number of sub-events. However, for abstract high-level human activities such as

‘fighting’ or ‘greeting’, the number of sub-events is not clear. We cannot say that

the person punching the other three times is a fighting activity while the person

punching four times is not. Rather, those high-level human activities tend to have

recursive characteristics. Assume that the system detected a fighting interaction in

some time interval. If another punching interaction is directly followed by a detected

fighting interaction, the system must detect a longer fighting interaction covering

the latest punching, based on the detection of the shorter fighting interaction.

3.5.1 Recursive activity representation

Here we provide a concept of recursive representation for human activities. In the

case of recursive actions and interactions, a human activity being represented can

become a sub-event of itself. We do not describe the actual overall length of the

defining human activity, but instead use a simpler (or shorter) identical activity as

a sub-event. This recursive representation is able to catch the varying length of the

defining activity, since the level of hierarchy can grow infinitely.

Essentially, the syntax provided in the CFG-based representation scheme

is able to describe recursive activities without any modification. Modification is

not needed for the syntax, but for the interpretation in the representation scheme.

Previously, the InteractionName(i, j) in the CFG syntax (Subsection 3.3.4) can only

denote activity names (strings of characters) that had been defined already. That

is, only an activity that has been defined may be used as a sub-event. If we modify

the interpretation of InteractionName(i, j) a little bit, enabling the user to use the

name of the defining activity also, the recursive activities can be represented easily.

Another important characteristic of the recursive activities is the existence of
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this=Fighting_interactions(person1,person2)

x=Fighting(p1,p2) y=NegativeInteraction(p1,p2)

or

y=NegativeInteraction(p1,p2)

this=Fighting_interactions(person1,person2)

Figure 3.8: The necessary temporal relationship among time intervals for recursive
interaction ‘fighting’. The base case is shown in bottom.

the base case. Recursive activities are recognized by detecting the simpler identical

activity. Therefore, at some point, the system needs the seed (or core) activity of

the detection, which does not rely on the detection of a simpler identical activity.

This is called a base case of the recursive activity. When representing the recursive

activity, the user must always construct the base case of the activity. Otherwise the

system will fail to understand the activity.

Let’s look at the actual ‘fighting’ interaction for example. In principle, the

interaction ‘fighting’ is defined as a concatenation of a simpler ‘fighting’ and one

‘negative interaction’ as illustrated in Figure 3.8. The ‘negative interaction’ is dis-

junctive concatenation (i.e. ‘or’ product) of ‘punch’, ‘kick’, and ‘push’, which are

composing activities of the fighting. The base case of the ‘fighting’ is one ‘negative

interaction’. The ‘greeting’ interaction can be represented in a similar manner. In

the case of the ‘greeting’ interaction, the interaction must contain at least one ‘shake

hands’ interaction which is a core of ‘greeting’. Thus, the base case of the greeting is

the single hand shaking interaction. The following shows the formal representation

for ‘negative interaction’, ‘fighting’, and ‘greeting’.

NegativeInteraction(i, j) = (

list( def(x, PunchInteraction(i, j)),

list( def(y,KickInteraction(i, j)),
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def(z, PushInteraction(i, j)))

),

or( equals(this, x),

or(equals(this, y), equals(this, z))

)

);

FightingInteraction(i, j) = (

list( def(x, F ightingInteraction(i, j)),

def(y,NegativeInteraction(i, j))

),

or( equals(y, this),

and( meets(x, y),

and( starts(x, this), finishes(y, this)))

)

);

GreetingInteraction(i, j) = (

list( def(x, ShakeHandsInteraction(i, j)),

list( def(y, PositiveInteraction(i, j)),

def(z,GreetingInteraction(i, j)))

),

or( equals(x, this),

or( and( meets(y, z),

and( starts(y, this),

finishes(z, this))),

and( meets(z, y),

and( starts(z, this),

finishes(y, this))))

)

);
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Detect ( i n t e r a c t i o n i ) {
i f ( i i s non−r e c u r s i v e ) {

for i ’ s ( v=var i ab l e , j=sub−event ){
add (v , Detect ( j ) ) to the l i s t ;
r e s u l t = CSP( l i s t , i ) ;

}
}
else r e s u l t = Recurs iveDetect ( i ) ;
return r e s u l t ;

}

Recurs iveDetect ( i n t e r a c t i o n i ) {
l e t x denote the r e c u r s i v e sub−event ;
for i ’ s ( v=var i ab l e−x , j=sub−event ){

add (v , Detect ( j ) ) to the l i s t ;
r e s u l t = CSP( l i s t , i ) ;

}
l i s t . x = null ;
do {

r e s u l t = CSP( l i s t , i ) ;
l i s t . x = Union ( current , r e s u l t ) ;

} while ( r e s u l t != cur rent ) ;
}

Figure 3.9: The algorithm for the recognition of recursive activities.

3.5.2 Recursive activity recognition

For the recognition of recursively described actions and interactions, an iterative

approach is used. We explain this iterative algorithm with the example, the ‘fight-

ing’ interaction. The system starts with setting time interval ‘x’, corresponding to

sub-event ‘fighting’, to null. Then, the system is only able to find base cases. In the

case of ‘fighting’, a single ‘negative interaction’ corresponds to a base case. Once

the system found some initial ‘fighting’ interactions, the system now treats those

detected ‘fighting’ as sub-events of the 2nd iteration. The ‘fighting’ interactions

found through the 2nd iteration serve as a sub-event of the 3rd iteration. Iteration
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continues until no ‘fighting’ is detected additionally. The detection result of nth

iteration serves as a sub-event of (n+1)th iteration. With this iterative algorithm,

given the detection result of the 1st iteration, i.e. the base case detection, the system

is able to detect recursive activities. The pseudo-code of the complete algorithm is

provided in Figure 3.9. The function CSP implies that we are solving the constraint

satisfaction problem mentioned in Subsection 3.4.2. The system finds the occur-

ring activity by checking all possible combinations of (variable, time interval) pairs,

whether they satisfy the activity’s representation or not.

3.6 Probabilistic recognition

In this section, we introduce the methodology for the probabilistic recognition of

human activities. First, we present a method to probabilistically recognize an activ-

ity when time intervals of all gestures composing the activity are provided together

with their confidence probabilities from the gesture layer. Even when few gestures

composing a high-level activity are detected with low confidence, this method gives

the system an ability to recognize the activity if time intervals of all the gestures

are correctly detected and the confidence of the detected gestures are mostly high.

Next, the concept of ‘hallucination’ time intervals is introduced, which enables the

system to recognize activities even with the complete failures of gesture detections

(i.e. the situation where no correct time interval is detected by the gesture layer at

all) by hallucinating the missing time intervals. Since our system models halluci-

nated gestures as ‘liquid’ activities in order to handle them efficiently, we present a

fast algorithm to recognize high-level activities from liquid sub-events as well. Liq-

uid activities are activities that have a continuous nature, ‘touching’ for example.

Hallucinations and liquid activities will be defined more formally in Subsection 3.6.2,

and the algorithm to recognize activities with them will be presented in Subsection

3.6.3.
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3.6.1 Probability calculation

Our probabilistic recognition algorithm consists of two parts: the time interval

detection procedure and the probability calculation procedure for each time interval

detected.

First, using the algorithm presented in Section 3.4.2, time intervals associated

with a high-level activity can be detected hierarchically based on time intervals of

detected gestures. However, unlike in the case of the deterministic recognition, even

a time interval of a gesture detected with a small probability is now considered a

valid candidate time interval in the case of probabilistic recognition. The gesture

layer is asked to generate time intervals with the confidence probabilities attached

to them, whenever the probability of a gesture occurring reaches any local maximum

(i.e. the likelihood of the HMM reaches a local maximum). Except for the fact that

more time interval candidates are associated with each gesture, generating more

time intervals for atomic actions, the overall algorithm is equivalent. As a result, a

time interval associated with a high-level activity is detected, and time intervals of

gestures composing the activity is identified.

Once time intervals of an activity being recognized are detected, the system

then computes the probability (or confidence) of the activity by considering prob-

abilities associated with the detected gestures composing the activity. By avoiding

deterministic decisions to be made by the gesture layer, our probabilistic algorithm

is able to recognize human activities more reliably and accurately. The objective is

to calculate the probability of an activity occurring in one time interval, given the se-

quence of images. If we denote images from frame 1 to T as IT , then the conditional

probability of the activity R occurred in the time interval < s, e > can be expressed

as P (R<s,e> | IT ). The goal of our algorithm is to calculate P (R<s,e> | IT ) based

on the recognition results of gestures, P (G<si,ei>
i | IT ) where Gi is the ith gesture

composing the activity.
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In order to calculate probability of a high-level activity, the system uses the

dependency information between the activity and its sub-events. The hierarchy tree

(e.g. Figure 3.7) illustrates dependencies among the activities similar to the Bayesian

network. Activities associated with child nodes depend on the activity associated

with a parent node. By the definition of the operation triplets, the gesture specified

in an operation triplet depends on that atomic action, i.e. the leaf node. The main

difference between the dependency among nodes in the hierarchy tree and those

in the Bayesian network is that siblings of the hierarchy tree are not conditionally

independent given the parent node; sub-events tend to occur together, implying that

they are highly correlated.

We denote a union of sub-events of each element in set S as sub(S). When

an element a of the set S does not have any sub-events, the sub(S) is defined to be

sub(S−a) ∪ a. Then, the probability P (R<s,e> | IT ) can be enumerated using the

dependency among nodes, as follows:

P (R<s,e>|IT )

= P
(
{R}|sub({R})

)
× P

(
sub({R})|sub

(
sub({R})

))
× . . .× P

(
subd({R})|IT

)
=

d−1∏
i=0

P
(
subi({R})|subi+1({R})

)
× P

(
subd({R})|IT

)
=

d−1∏
i=0

P
(
subi({R})|subi+1({R})

)
× P

(
a1, . . . , an|IT

)
(3.1)

where a1, a2, . . ., an are leaf nodes of the tree and d is the depth of the tree.

Because of the characteristics of our representation, we can safely assume

that an activity occurs if and only if all of its sub-events occur. That is, for all set

of siblings S in the tree, P (S|sub(S)) = 1.

Therefore, P (R<s,e> | IT ) can be simplified into the product of conditional

probabilities among atomic actions and gestures. If we assume conditional inde-

pendence among recognitions made by the gesture layer, the probability can be
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enumerated as follows:

P (R<s,e>|IT )

=
d−1∏
i=0

P
(
subi({R})|subi+1({R})

)
× P

(
a1, . . . , an|IT

)
= 1× P

(
a1, . . . , an|IT

)
=
∑
g1

. . .
∑
gn

[
P
(
a1, . . . , an|g1, . . . , gn

)
× P

(
g1, . . . , gn|IT

)]
(3.2)

We estimate the probability P (a1, . . . , an|g1, . . . , gn) using the regression

techniques with binary features [g1, g2, . . . , gn]. Both the linear regression with

a minimum and maximum value of 0 and 1 and the logistic regression have been

applied to estimate the probability value P (a1, . . . , an|g1, . . . , gn), resulting a similar

outputs. In the case of linear regression, we assume the P (a1, . . . , an|g1, . . . , gn) to

be a linear function of [g1, . . . , gn]. That is, we calculated the expectation (i.e. E)

of the probability as,

E
[
P
(
a1, . . . , an|g1, . . . ,gn

)]
= E

[
a1, . . . , an|g1, . . . , gn

]
= α+ β

[
g1, . . . , gn

]
+ γ
[
g1, . . . , gn

]2 (3.3)

where parameters α, β, and γ are estimated through training.

In contrast to the training full conditional probability table that has O(2n)

cases even for binary features, only O(n) parameters need to be trained for the linear

and logistic regressions. As a result, the high-level of the system can be trained with

less training data, while appropriately estimating the real probability distribution.

After calculating the probability associated with an activity’s time interval,

i.e. P (R<s,e> | IT ), the system can make a recognition decision by accepting time

intervals with the probability above a certain threshold probability value and re-

jecting others. That is, only the time intervals with high confidence probability

are recognized. Because of the characteristics of the linear (or logistic) regression,

the probability of an activity tends to be high when one or more gestures have low

confidence probability but all the others have high enough probability.
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Recursive activities can also be recognized probabilistically using the method

presented in this sub-section. Gestures composing a recursive activity can be re-

vealed using the algorithm presented in Section 3.5.2, and the regression technique

can be applied in a similar way to estimate the probability, theoretically. One prac-

tical problem arises when calculating the probability of recursive activities is on the

number of training examples needed. Because of the characteristics of the recursive

activities, the number of gestures composing the activity is not limited. For example,

the number of gestures is six if the fighting is composed of three punching actions,

while it is ten if the fighting is composed of five punching actions. In order for the

regression technique to estimate the probability correctly, it must be trained with

sufficient examples for each case. Theoretically, they can simply be trained with

large training data. In practice, we usually limit the size of the recursive activities,

since the amount of data that can be obtained is limited.

3.6.2 Concepts of hallucinations and liquid activities

In this sub-section and the following sub-section, we present a methodology for the

semantic layer to overcome complete failures of the gesture layer. For reliable recog-

nition of high-level activities, the system must be able to detect occurring activities

even when time intervals associated with one or few gestures are not detected be-

cause of the failure. The probability calculation method presented in the previous

sub-section requires all gestures composing an activity to have associated time inter-

vals at least with a low probability in order for it to recognize the activity. Therefore,

we introduce the concept of ‘hallucination’ time intervals, which is inserted in the

place of missing gestures with an extremely low probability. With hallucinated time

intervals of gestures, our approach is able to recognize high-level activities even with

imperfect lower layers probabilistically.

‘Hallucinations’ are time intervals which are inserted regardless of the gesture
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recognition results, to compensate for the failures of the gesture layer. Our usage of

hallucinations is similar to that in previous syntactic approaches [34]. The difference

is in the locations where hallucinations must be inserted, and the algorithm to

recognize activities with concurrent hallucinations. Since syntactic approaches focus

on the recognition of sequential activities, inserting hallucinations between correctly

detected gestures was sufficient for them. However, our approach is designed not

only to recognize sequential activities but also to recognize activities composed of

complex concurrent sub-events. That is, in our representation, gestures may occur

in time intervals with any starting time and any ending time, implying that the

ability to insert hallucinations in all possible intervals is required. In principle,

the system may put hallucination time intervals with all possible starting time and

ending time, generating T 2 number of intervals where T is the number of observed

frames. However, maintaining T 2 number of time intervals for each gesture results in

an exponential amount of computation for recognitions (more specifically, O(nT 2n)

where n is the number of gestures composing the activity).

In order to model hallucinations concisely, we introduce the concept of ‘liquid’

and ‘semi-liquid’ time intervals. Siskind [61] introduced the concept of liquid and

semi-liquid events. Occurring time intervals of those activities are modeled with a

range of starting time and a range of ending time. A liquid (or semi-liquid) time

interval represents all time intervals whose starting time is within the specified range

of it and whose ending time is within its range. If the range of its starting time and

ending time are identical, the time interval is called a ‘liquid’. Otherwise, it is called

a ‘semi-liquid’. The human activity ‘touching’ is a good example of an activity which

can efficiently be modeled using a liquid time interval. If two persons are touching

from time frame 5 to time frame 15, two persons are essentially touching in any time

interval whose starting and ending are within [5, 15].

We model a hallucinated time interval of a gesture as a liquid interval whose
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range of starting time and ending time is from 0 to T . Therefore, only one liquid

time interval needs to be maintained as a hallucination for each gesture (instead of

maintaining T 2 intervals).

3.6.3 Recognition of liquid activities

We construct an efficient algorithm to recognize human activities when one or more

sub-event composing them are liquid time intervals. More specifically, a linear time

algorithm is developed to check whether given combinations of sub-events’ time

intervals (including liquid time intervals) satisfy the specified temporal relationship

or not. The process of the algorithm is as follows. First, the algorithm converts the

formal representation of the human activity into a directed graph form, similar to

[52]. Next, the algorithm associates a range of time for each node in the graph, and

checks whether assigning an integer value within the range to each node is possible

or not. If possible, it suggests that there exists at least one valid time interval

combination that satisfies the temporal constraints.

Conversion into a directed graph representation

In our directed graph representation, a vertex is a time point (either starting time

or ending time of a sub-event), and an edge from vertex t1 to vertex t2 implies t1 <

t2. The purpose of this conversion is to calculate the necessary temporal ordering

between times associated with an activity’s sub-events. The procedure to convert

the programming language-like representation into a directed graph representation

is presented below.

First, the system must convert Allen’s temporal predicates for time intervals

into equalities and inequalities among time points. In the programming language-

like representation, temporal relationships are specified as a logical formula of Allen’s

temporal predicates. Following the definition of temporal predicates, the representa-
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Figure 3.10: The directed graph representation of ’shake-hands’. x, y, and
z are time intervals of sub-events, each associated with ShakeHandAction(i),
ShakeHandAction(j), and TouchingInteraction(i, j) as illustrated in Subsection
3.3.3.

tion can be converted into equalities and inequalities among time points as follows:

Let a and b be the time intervals, (astart, aend) and (bstart, bend).

before(a, b) =⇒ aend < bstart

meets(a, b =⇒ aend = bstart

overlaps(a, b) =⇒ astart < bstart < aend

starts(a, b) =⇒ astart = bstart and aend < bend

during(a, b) =⇒ astart > bstart and aend < bend

finishes(a, b) =⇒ aend = bend and astart > bstart

Also, we add one trivial inequality astart < aend for all time intervals a. As

a result, logical concatenations of Allen’s temporal predicates are converted into

logical concatenations of equalities and inequalities among time points. Next, the

system removes the predicate ‘not’, as follows. First, the system applies De Morgan’s

laws to enumerate the inequalities to make ‘not’s are only attached to a single
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predicate. Then,

not(t1 < t2) =⇒ t2 < t1 or t1 = t2

not(t1 = t2) =⇒ t1 < t2 or t2 < t1

The system then converts a logical formula into a disjunctive normal form

(DNF). The end product is the disjunction of conjunctive clauses of pure equali-

ties and inequalities. This suggests that the activity representation can be divided

into several conjunctive clauses, where each clause presents necessary temporal con-

ditions for the activity. There is no semantic difference between the DNF repre-

sentation and the directed graph representation one plans to construct. For each

clause, we formulate one directed graph to help the user visualize the representation.

The system first calculates time points that are equal, checking the equalities in a

clause. The system assigns one vertex for a set of time points which are equal. For

example, if t1 = t2 and t2 = t3, only one vertex is assigned for a set {t1, t2, t3}.

Then, an edge is constructed from a vertex v1 to a vertex v2, if ∃t1, t2 such that

(t1 ∈ v1 and t2 ∈ v2 and t1 < t2). What this directed graph representation sug-

gests is that the activity can be completed if and only if an integer value is correctly

assigned for each vertex while satisfying the temporal order of the graph.

For example, the representation of the human-human interaction ‘shake-

hands’ can be converted into a directed graph form as follows. The formal rep-

resentation of it is presented in Subsection 3.3.3. First, the temporal predicates are
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converted into equalities and inequalities.

(xstart < zstart and ystart < zstart and

zend < xend and zend < yend and

xstart < xend and ystart < yend and zstart < zend

thisstart = zstart and thisend = zend)

This already is a DNF composed of only one conjunctive clause. Figure 3.10

shows a final directed graph representation of the example.

Temporal constraint verification

Once the direct graph is constructed, the system associates the range of time to

each node based on time intervals detected for sub-events. Next, the system tries to

detect any contradiction caused by the association. Each node corresponds to either

the starting time or ending time of a sub-event, whose range are specified based on

liquid time intervals. For each given time range association, the system must verify

that there exists at least one value in the assigned range for each node which does not

result any temporal contradiction. In the temporal graph, the value of an ancestor

node must be strictly less than its descendants. That is, since the system keeps

track of time in a frame-based fashion (i.e. a time points is an integer value), the

value of a child node must be greater than or equal to the (value of its parent) + 1.

Figure 3.11 illustrates an example of valid integer value assignments that satisfy the

temporal constraints.

Therefore, the following constraint is posed for a time range association to

verify that the association avoids the temporal contradiction of the activity.

∀t1, t2 : (t2.rangemax − t1.rangemin) ≥ distance(t1, t2)
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where t2 is a descendant of t1.

This condition can be checked for each time range assignment in linear time

using an algorithm similar to the tree traversal algorithm. Figure 3.12 shows the

pseudo code of this linear time algorithm. In addition, after verifying that the

condition is satisfied, the system can also compute a desired range for the time

interval ‘this’ as follows:

this(start or end).rangemin

= maxt1(distance(t1, this) + t1.rangemin)

this(start or end).rangemax

= mint2(t2.rangemax − distance(this, t2))

where t1 is an ancestor of this(start or end) and t2 is a descent of this(start or end),

and this(start or end) can either be a starting time or ending time of the time interval

‘this’.

Overall, the algorithm to recognize human activities based on liquid time

intervals is developed. As a result, high-level activities can be recognized hierarchi-

cally even with imperfect gesture recognition by modeling hallucinations as liquid

time intervals.

3.7 Experiments

3.7.1 Recognition of eight simple interactions

We have tested the system to recognize the following eight simple (though com-

posite) two-person interactions: approach, depart, point, shake-hands, hug, punch,

kick, and push. Interaction videos taken by Sony VX-2000 were converted into se-

quences of image frames with 320*240 pixel resolution, obtained at a rate of 15
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Range of valid time interval
assignments:

x = ([1, 4], [10, 15])
y = ([3, 8], [16, 16])
z = ([6, 13], [6, 13])

If we choose x=(2,15), y=(6,10),
and z=(10,12), temporal
constraints are satisfied without
any contradiction.

Figure 3.11: The directed graph representation of ‘shake-hands’ with ranges for
time intervals associated. The two blue numbers on the left of each node show
the minimum and maximum value of a valid time assignment. The red numbers
on the right of the nodes are time values assigned within the range, which satisfy
the temporal constraints of the graph without any contradiction. The goal of the
algorithm is to check whether there exists such assignment when a range for each
node is given.

frames per sec. Eight persons participated in the experiment and 24 sequences were

obtained. In each sequence, participants were asked to perform a number of the

above interactions consecutively and continuously. Overall, each simple interaction

was performed 12 times.

The representations for the eight interactions were constructed manually us-

ing our CFG-based representation scheme. Usually, a composite action is first de-

fined in order to represent a meaningful one-person movement in the interaction. For

example, in the previous sections, the composite action ‘shake-hands action’ was de-

fined first in order to represent interaction ‘shake-hands interaction’. The composite

action ‘shake-hands action’ and the interaction ‘touching’ were sub-events.

Figures 3.13 and 3.14 show the intermediate outputs of each layer. In this

experiment, two persons performed three interactions consecutively: shake−hands,

point, and hug. The body-part layer extracts features for each body part per frame.

Figure 3.13 shows the sequences of raw images, and processed images for extracting

body-part parameters. Once the features for each frame are extracted, the pose layer

converts them into a discrete pose for each body part. The gesture layer converts
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LiquidConstCheck ( I n t e r a c t i o n i , Ranges r )
{

G = Directed graph r e p r e s e n t a t i o n of i ;
for ( a l l node n in G) {

I n i t i a l i z e G[ n ] ’ s (min , max) with r ;
}
for ( a l l node s without a parent node ) {

r e s u l t = AssignMinValue ( s , G, 0 ) ;
i f ( r e s u l t==f a l s e ) return f a l s e ;

}
return t rue ;

}

AssignMinValue (Node n , Graph G, i n t m)
{

m++;
i f (G[ n ] ’ s min > m) m = G[ n ] ’ s min ;
else G[ n ] ’ s min = m;

i f (G[ n ] ’ s min > G[ n ] ’ s max) return f a l s e ;
else {

i f ( v i s i t e d [ any parent of n]== f a l s e )
return t rue ;

else {
v i s i t e d [ s ] = true ;
for ( a l l c h i l d node c of n) {

r e s u l t = AssignMinValue ( c , G, m) ;
i f ( r e s u l t==f a l s e ) return f a l s e ;

}
}
return t rue ;

}
}

Figure 3.12: The algorithm for checking the temporal constraint of time range
associated for an interaction.
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Figure 3.13: Fig (a) shows sequences of raw images of consecutive three interactions:
shake hands, point, and hug. Fig (b) illustrates processed sequence of images by
body-part layer.
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P1:Head :222222222222222222222222222222222222222222222222233
P1:ArmV :322021221111111111223332310000000000000333332100000
P1:ArmH :100022222222222222211000122222222222222000011221111

P2:Head :111111111111111111111111111111111111111111131113333
P2:ArmV :132221111111111111223333333312222222222323223321102
P2:ArmH :012222222222222222221000000000000000000000000100111

P1:Arm Stretch :
P1:Arm Stay Stret. :
P1:Arm Withdraw :
P2:Arm Stretch :
P2:Arm Stay Stret. :
P2:Arm Withdraw :

Touching :
Hand Shaking :
Pointing(P1) :
Hugging :

Time

Figure 3.14: Outputs of the pose layer, the gesture layer, and the action and inter-
action layer. Time intervals of atomic actions and interactions are presented.

100



Table 3.2: A table showing recognition accuracy of eight simple interactions.

Interaction Deterministic system Probabilistic system
approach 12/12 12/12

depart 12/12 12/12
point 11/12 12/12

shake hands 11/12 11/12
hug 10/12 10/12

punch 11/12 11/12
kick 10/12 11/12
push 11/12 11/12
total 88/96 90/96

sequences of poses into sequences of gestures. The recognition algorithms provided

in the previous sections are then used to recognize interactions based on information

from the gesture layer. Figure 3.14 shows the result of the pose layer, the gesture

layer, and the final result of interaction recognitions.

Table 6.1 shows the performance (rate of true positives) of the recognition

system on eight simple interactions. Because of the accurate representation on com-

posite actions, the system is superior to all previous systems. Moreover, the results

are obtained from sequences of consecutive interactions, not segmented manually.

The system was able to recognize sequences of actions and interactions with a high

degree of accuracy. The system taking advantage of hallucinations and the prob-

abilistic recognition algorithm is compared with the deterministic version of the

system. False positive rates of both systems were almost 0, since the probability of

detecting multiple sub-events satisfying a particular temporal order ‘by mistake’ is

extremely small.

3.7.2 Recognition of high-level interactions

Most of the eight simple interactions presented above were constructed as a con-

catenation of composite actions and simpler interactions, such as touching. Those
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composite actions were constructed based on atomic actions. Therefore, a simple

interaction can be interpreted as a composition of composite human actions (i.e.

3-levels). Our system has the ability to represent and recognize even higher-level

interactions composed of those eight simple interactions. We conducted experiments

on the recognition of two recursive interactions, fighting and greeting, which have

a set of eight simple interactions as their sub-events. In addition, the high-level

interaction assault and pursuit were also represented and recognized. The assault

and pursuit contain the interaction fighting as their sub-event.

The representation of the fighting and greeting, constructed using our CFG-

based representation scheme, are presented in Section 3.5. Both of them are repre-

sented recursively. The interaction assault and pursuit are also represented using

CFG-based representation scheme, as a concatenation of the fighting interaction

and other simpler interactions. The assault indicates a situation where one person

approaches and tries to damage the other person who was staying peacefully. The in-

teraction fighting follows as a consequence of the assault. The pursuit is initiated by

two persons running in the same direction. If one person starts attacking the other

and fighting follows as a consequence, we call it pursuit. The actual representation

of assault and pursuit is presented below.

AssaultInteraction(i, j) = (

list( def(a,Approach(i, j)),

list( def(n,NegativeInteraction(i, j)),

def(f, F ightingInteraction(i, j)))

),

and( and( meets(a, n),meets(n, f)),

and( starts(a, this), finishes(f, this)))

);

PursuitInteraction(i, j) = (

list( def(m1,Move(i, direction1)),
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list( def(m2,Move(i, direction1)),

list( def(n,NegativeInteraction(i, j)),

def(f, F ightingInteraction(i, j))))

),

and( and( meets(m1, n),meets(m2, n)),

and( meets(n, f),

and( starts(m1, this), finishes(f, this)))

)

);

Participants were asked to perform pure fighting and greeting interactions six

times each. Also, assault and pursuit were performed six times. Since each assault

or pursuit interaction contains one fighting interaction, the interaction fighting was

performed 18 times total. Tables 3.3 and 3.4 show the recognition results of our

system. Again, false positive rates were almost 0 because of the complex structure

of the activities. In the case of recursive interactions such as fighting or greeting,

multiple time intervals are detected for one long sequence of fighting. For example,

if three consecutive punching actions occurred, then fighting interactions composed

of one, two, and three punching actions must be detected. In this case, there

are 3 fighting interactions composed of only one punching, 2 fighting interactions

composed of two punching, and 1 fighting interaction composed of three punching.

Only when the longest of them is detected, we evaluate that sequence as ‘correct’.

Figures 3.15 and 3.16 illustrate examples of time intervals detected for fighting and

assault. We can observe that multiple time intervals are detected for each fighting

interaction and assault interaction.

3.7.3 Recognition with noise

We have further conducted experiments to verify the applicability of our methodol-

ogy on real-world systems. In the case of real-world applications such as an auto-
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P1:ArmV :3112222222131121000012112331133103
P1:ArmH :1000000011111112222212111110001222

P2:ArmV :3332100000121122222120111110000022
P2:ArmH :0001121222211000000111111112211222

P1:Arm Stretch :
P1:Arm Withdraw :
P2:Arm Stretch :
P2:Arm Withdraw :

Punching(p1) :
Punching(p2) :
Pushing(p2) :
Fighting(p1,p2) :

Time

Figure 3.15: Time intervals of atomic actions, simple interactions, and the recursive
interaction fighting are detected.
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Approach(p1,p2) :
NegativeInt(p1,p2) :
NegativeInt(p2,p1) :

Fight(p1,p2) :

Assault(p1,p2) :

Time

Figure 3.16: Example recognition results of the interaction assault.

Table 3.3: A table showing recognition accuracy of recursive interactions fighting
and greeting.

Interaction Deterministic system Probabilistic system
fighting 13/18 17/18
greeting 4/6 5/6

total 17/24 22/24
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Table 3.4: A table showing recognition accuracy of recursive interactions assault
and pursuit.

Interaction Deterministic system Probabilistic system
assault 4/6 6/6
pursuit 4/6 6/6
total 8/12 12/12

mated surveillance system using CCTV cameras, low-level components of the system

including pose estimation and gesture detection tend to have relatively low accuracy

due to noise and occlusions. What we verify through the experiment in this subsec-

tion is that the semantic layer we have proposed in this chapter is able to reliably

recognize high-level activities even under noisy low-level detections by probabilis-

tically compensating for their failures. The motivation behind the design of the

probabilistic semantic layer is to enable the system to handle noisy low-levels, and

we here verify that our approach successfully handles them.

In order to simulate realistic environments where the low-level components

(i.e. gesture recognition) have difficulties, we have added artificial noise to the

gesture detection. The gesture detection accuracy of the low-level of the system

is originally between 0.9 and 0.95 for datasets we have seen in Subsections 3.7.1

and 3.7.2. By making the system to randomly throwing out detected gestures with

0.2 probability, we were able to simulate the situation where the gesture detection

accuracy is between 0.7 and 0.8. We have re-trained the parameters of the system

for new noisy inputs, while suppressing the false positive rate to be approximately

0. The evaluation were done using the identical datasets that we have used in the

previous subsections.

Table 3.5 shows the overall performance of the system. The performance of

the deterministic version of our system and the probabilistic version of our system

is measured and compared. Both systems are evaluated with a normal gesture

106



Table 3.5: A table comparing recognition accuracies of systems with noisy gesture
detections.

System 8-Simple Recursive
Deterministic 0.917 0.694

Deterministic (noisy inputs) 0.615 0.361
Probabilistic 0.938 0.944

Probabilistic (noisy inputs) 0.740 0.833

detection results as well as noisy gesture detection results.

As expected, the deterministic version of the system (i.e. the system with-

out the probabilistic hallucinations) performed poorly on both the recognition of

8 simple interactions and that of recursive activities. Since all gestures composing

an activity must be detected in order for the deterministic system to recognize the

activity, the system missed many occurring activities. In contrast, the probabilistic

version of the system was able to cope with noisy inputs. Especially in the case

of activities composed of many gestures (e.g. pushing, shake − hands, fighting,

assault, ...), the system was able to overcome few failures of the gesture detection

based on the other gestures which are correctly detected. If the majority of gestures

composing an activity were detected, our system was able to recognize the activity

by generating probabilistic hallucinations for missing gestures

The total time complexity of the semantic layer on recognizing an activity is

O(
∑

k=0 to h nCh ·r ·T ) where n is the number of the sub-events, h is the maximum

number of hallucinations allowed by the system, r is the number of relationships

of the activity, and T is the number of frames. Generally, the maximum possible

hallucinations, h, is set to be a small number, resulting overall complexity to be

in a polynomial number. As a result, the semantic layer recognizes activities from

gesture detection results in real-time with our semi-optimized C++ implementation.

That is, if the low-level components of the system are functioning in real-time, the

whole system is able to recognize activities in real-time from raw video sequences.

107



Chapter 4

Human-Object Interactions

In this chapter, we present a methodology for the recognition of interactions between

humans and objects. As mentioned in the introduction, surveillance cameras becom-

ing increasing available, and constructing an intelligent monitoring system utilizing

them is obtaining an increasing amount of societal interest. Human activities that

these types of systems would like to recognize are not the simple gestures or actions

of a single person. Rather, the goal of these systems is to analyze and document

complicated ongoing human activities where humans and several objects drawn from

multiple categories participate in activities. Most human activities in public places

involve objects, and thus a system for the recognition of high-level human-object in-

teractions is essential for constructing automated surveillance systems, smart spaces,

and human-computer interaction systems in public. For example, in the case of the

surveillance system for an airport environment, a system needs to consider object

information as well as its movements to analyze and distinguish ‘a person simply

carrying his/her suitcase’ from ‘a person snatching another’s suitcase in the absence

of the person’. Here, we present a novel framework for the recognition of human-

object interactions composed of three main components: the component for object

recognition, motion estimation, and semantic-level activity recognition.
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The recognition framework proposed in this chapter addresses three key is-

sues, adopting the advantages of previous systems and improving the drawbacks

of them. First of all, as mentioned above, the system must be able to recognize

human activities with several objects drawn from multiple categories. This suggests

that the system needs to consider the object classification problem as well as the

recognition of object motion. Secondly, the system must aim to recognize high-

level activities, which are usually hierarchical. Finally, the system must recognize

human-object interactions reliably and correctly even when one of its components,

object recognition for example, fails. Constructing a system that achieves three

goals simultaneously is a challenging problem.

We have constructed a probabilistic framework where the three main com-

ponents (object recognition, motion estimation, and semantic-level activity recog-

nition) complement each other to handle noise and the uncertainties of inputs. In-

teractions among components play a key role in achieving above-mentioned three

goals. We focused on the fact that an object has its own functionalities and thus

different types of human activities involve different types of objects. Detected ob-

jects and motions enable the semantic layer to recognize high-level activities, while

the semantic-level analysis of an activity may help the object layer or the motion

layer to recover from failure by providing feedback.

Our focus in this chapter is on the semantic layer, which recognizes high-

level human-object interactions. We present a reliable recognition algorithm that

is able to cope with object recognition or motion estimation errors. An algorithm

for detecting the time interval of occurring activities and calculating the probability

associated with that interval has been developed, similar to Chapter 3. The ability

to cope with errors not only increases the recognition performance, but also enables

the semantic layer to provide feedback to the other layers. For example, if the

system recognized an activity ‘person carrying his/her suitcase’, then the object
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that participated in that activity must be a suitcase.

We introduce the overall framework in Section 4.1 with detailed explanations

of the segmentation layer, the object layer and the motion layer. Section 4.2 de-

scribes formal language-like representation that our semantic layer uses to recognize

human-object interactions. Actual recognition algorithm is presented in Section

4.3, where we present mechanism to associate probability with time intervals to

cope with erroneous inputs. Experimental results are shown in Section 4.4. The

system recognizes high-level human-object interactions occurring in an airport-like

environment. The work described in this chapter has been presented in [51].

4.1 Framework

For the reliable recognition of human-object interactions, we designed a framework

composed of four layers: the segmentation layer, the object layer, the motion layer,

and the semantic layer. Each of these four layers has its own functionalities. The role

of the segmentation layer is to segment and track objects in the scene using pixel-

level and blob-level processing. The object layer identifies categories of segmented

objects, while the motion layer estimates movements of objects. The results of

the object layer and the motion layer are given to the semantic layer, which takes

advantage of detected objects and their motion in order to recognize the final high-

level activity. In the semantic layer, the activities are recognized hierarchically from

most simple activities, i.e. atomic actions, to composite human-object interactions.

The semantic layer represents a high-level activity in terms of its sub-events

using a language-like representation scheme, and probabilistically recognizes the

represented activity with a hierarchical matching algorithm. Our semantic layer

has two significant advantages over traditional statistical methods such as dynamic

Bayesian networks (DBNs) that has been commonly used for the activity recognition

[43, 39]. First, our semantic layer is able to deal with high-level activities composed
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of sub-events with various types of temporal relationships. DBNs are able to model

activities with sequential sub-events, but they lack the ability to model sub-events

with concurrent relationships such as ‘sub-event1 must occur during sub-event2’ or

’sub-event1 and sub-event2 must occur exactly at the same time’. Secondly, our

semantic layer requires significantly less amount of training data to learn high-level

activities, since the system incorporates expert knowledge on temporal structure of

activities instead of learning them solely from the training data.

Furthermore, unlike most previous systems, the layers in the framework of

this chapter are designed to influence each other. The object layer classifies objects

not only based on features extracted in the segmentation layer, but also by the

decision made by the motion layer and the semantic layer. Similarly, the motion

layer estimates movements of objects using information from the segmentation layer,

the object layer, and the semantic layer. High-level activities are recognized in

the semantic layer, using the outputs of the object recognition and the motion

estimation. A failure of recognition in the object layer or the motion layer does not

imply the failure of recognition of the semantic layer. As a consequence, the semantic

layer is able to help the other layers via feedback when they fail in recognition. The

overall framework of the system is shown in Figure 4.1.

4.1.1 Segmentation layer

Algorithms for background subtraction, blob detection, and blob tracking are used

for the segmentation layer. The segmentation layer basically segments a cluster of

separated blobs as one object. However, when a person is carrying objects such as

suitcases or boxes, object blobs and human blobs form one large cluster rather than

two separated clusters. In order to segment objects such as suitcases or boxes from

the person who is carrying it, a blob-based version of Haritaoglu et al.’s algorithm

[22] is used. Their algorithm uses symmetry and periodicity information of people
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Figure 4.1: Details of the framework for recognition of high-level human-object
interactions.

to segment objects from people.

As a result of the segmentation layer, the system estimates positions, shapes,

and movements of the objects in the scene.

4.1.2 Object layer and motion layer

The object layer and the motion layer are designed to take advantage of decisions

made by each other. The intention is to make the recognition process of objects

and motions more reliable by considering the relationship between objects and their

motions. However, this design principle generates a cycle in the process. The system

must know the output of the object layer in order to recognize the motions. The

recognition process of objects needs outputs of the motion layer.

The system constructed by Moore et al. [35] avoids this cycle between the

object layer and the motion layer by giving a priority to the decision of the object

layer to that of the motion layer: In most situations, objects are decided first and

motions are estimated based on the recognized object. Only when the object layer

failed to identify an object, the motion layer is able to help the object layer. There
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is no cycle in this process, since the system always tries to recognize the object first.

The system assumes that the object layer either correctly recognizes an object or

labels it as an unclear object.

Our system is designed to overcome this cycle of process by constructing a

primitive object module and motion module inside the object layer and the motion

layer. The primitive modules are basic classifiers that make a decision solely based

on visual observations, without outputs from each other. The two primitive modules

are independent. The object layer and the motion layer avoid the cycle of process

by treating the primitive module of each other as an estimation of decision of each

other. Any of the previously developed object recognition and motions estimation

techniques can be safely adopted for each module.

Primitive object module

We use a k-nearest neighbor (k-NN) classifier to recognize objects. The classifier

uses six features that have been used commonly for the object classification. Area,

height, width, angle of major axis, compactness, and mean color are the features

used to classify objects.

Primitive motion module

A hidden Markov model (HMM) is constructed for each motion. HMMs have been

widely used for gesture recognition [71, 63]. A HMM treats features extracted from

each object, such as ’change of the center of mass’ in our case, as ’observations’

generated by the hidden nodes of the model. Motion is detected at local maxima of

the probability of a HMM generated current sequence of observations. A forward

algorithm of HMM is used to detect the ending time of a motion, and a backward

algorithm is used to detect the starting time.

A naive Bayesian classifier is constructed for each layer to make the final
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decision. The object layer and the motion layer use each other’s primitive module

to take advantage of each other. The motion layer estimates object motions based on

its primitive module, the primitive object module and, feedback from the semantic

layer. The object layer classifies objects using its primitive module, feedback from

the semantic layer, and the entire history of motions estimated by the primitive

motion module. Dotted line of Figure [63] illustrates this process.

4.2 Semantic layer: representation

In order to recognize high-level human-object interactions, the system must have

knowledge on the temporal and spatial structure of the human activities that it

desires to recognize. Our approach is to make human’s conceptual knowledge on

human-object interactions encoded as an activity representation, whose format is

similar to that of a programming language.

We extended the representation of human-human interactions presented in

the previous chapter (Section 3.3) to represent human-object interactions formally.

Our previous representation scheme described a high-level activity based on its sub-

events and their temporal [5], spatial, and logical relationship. Unlike previous ap-

proaches [26, 34, 43], our representation scheme is able to represent human activities

composed of sequential and concurrent sub-events. If an activity has no sub-event,

we call it an ‘atomic action’. If not, we call it ‘composite activity’. In principle,

sub-events of an activity can be any composite activities or atomic actions that have

been represented, suggesting that the activities are represented hierarchically.

The major extension made in the activity representation presented in this

chapter is on the syntax to describe participating objects of interactions. Similar

to the previous chapter, an atomic action is represented in terms of the ‘operation

triplet’ : (agent, motion, target). The difference is that now the agent and the

target is not limited to a person; it can be an object from a number of categories.
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In addition, all participating objects must be specified when representing composite

human activities with objects. The extended version of CFG-based representation

scheme is as follows:

InteractionName(ParameterObjectParticipants) = (

InteractionDefs,

InteractionRelationship

);

InteractionDefs specifies the list of sub-events and InteractionsRelationship

specifies necessary relationship needed among sub-events. ParameterObjectPartic-

ipants are list of all participating objects, which can be described as ObjectClass

ObjectName. For example, the interaction ‘person stealing another’s suitcase’ is as

follows:

Steal(Personp1, Suitcases1, P ersonp2) = (

list( def(i, Carry(p1, s1)),

list( def(j, Stay(s1)),

def(′, Carry(p2, s1)))

),

and( and( equals(this, k),

and( meets(i, j),meets(j, k)))

)

);

Carry(Personp1, Suitcases1) = (

list( list(def(mlp,MoveL(p1)), def(mls,MoveL(s1))),

list(def(mrp,MoveR(p1)), def(mrs,MoveR(s1)))

),

and( touching(p1, s1),

or( and(equals(this,mlp), equals(mlp,mls)),

and(equals(this,mrp), equals(mrp,mrs)))

)

115



);

4.3 Semantic layer: recognition

In the semantic layer, high-level human-object interactions are recognized using our

new probabilistic algorithm. The recognition of human-object interactions is done

based on the matching between the language-like representation of the activities

constructed by human users and the recognition results from the object layer and

the motion layer. Given the detection results of objects and motions, the semantic

layer of the system must detect the valid combination of objects and motions that

matches the representation of activities with high probability.

4.3.1 Time interval detection algorithm

As described in the previous chapter (Subsection 3.3.1), a time interval is time as-

sociated with an occurring activity, composed of starting time and ending time.

‘Participants’ are all objects which are involved in the activity. Therefore, recog-

nizing an activity is equivalent to detecting (participants, time interval) pairs that

satisfy the representation of the activity with high probability. In this sub-section,

we present an algorithm which searches for combinations of objects and motions in

order to detect valid participants and time intervals of represented activities. We

show that time intervals can be computed based on the object and motion detection

results. The algorithm presented in this sub-section calculates possible candidate

(participants, time interval) pairs of activities based on objects and motions de-

tections, while the probability (or confidence) of them are computed in Subsection

4.3.2.

The hierarchy tree of the activity illustrates the process of our algorithm. The

structure of the activity described by its language-like representation is interpreted

into the hierarchy tree. A node of the hierarchy tree corresponds to an activity, and
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P Obj: (person p1, suitcase s1) P Obj: (person p2, suitcase s1)

Steal(p1, s1, p2)

Carry(p1, s1)

Parameter Objects: 
(person p1, suitcase s1, person p2)

Carry(p2, s1)

meets meets

MoveL(s1)MoveL(p2)MoveL(s1)MoveL(p1)

Stay(s1)

Recognition results from the object and motion layers

equals equals

Figure 4.2: Example hierarchy tree of the interaction steal (p1, s1, p2). Dotted
boxes are atomic actions. The activity carry actually has two more sub-events that
correspond to moveright actions of a person and a suitcase, which has been omitted
here.

an edge specifies which activity is the sub-event of which activity. If an activity is a

sub-event of another activity, the former becomes a child of the latter in the hierarchy

tree. By definition, all leaf nodes are atomic actions, while all internal nodes are

composite activities. Particular temporal relationships exist among siblings of the

tree, and spatial relationships exist among objects associated with siblings. Figure

4.2 shows the hierarchy tree of the interaction steal (p1, s1, p2).

Our algorithm to recognize human activities essentially is a hierarchical

matching algorithm using the hierarchy tree. At each node, the system matches

the temporal structure of the activity with time interval detection results of the

sub-events, and checks whether the participant objects of sub-events satisfy the
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RECOGNIZE(Activity a) {
for all sub-events si, list[i] = RECOGNIZE(si);
for each combination c = (j1, …, jn) where ji∈list[i]

if (CheckTemporal(c.t)==false) continue;

else result_t = CalculateThis(c.t);
for each c.o[i] that is a defined object of a
let all.o[i]k be a object of sub-event that has to 
be identical to c.o[i].

if(o[i]1=o[i]2=…=o[i]n) result_o[i] = o[i]1;

else continue;
result.add((result_o, result_t));

return result;
}

Figure 4.3: Pseudo code of the hierarchical recognition algorithm.

spatial structure of the activity or not. Given a combination of (participants, time

interval) pairs where each of them are associated with a child node, the system

checks whether the assignments on child nodes satisfy necessary spatio-temporal

relationship among them. For each valid combination of (participants, time inter-

val) assignments on child nodes, the time interval of the parent node is computed

by calculating the range of the special time interval ‘this’ associated with itself in

the representation. Participants of the parent node can be calculated based on the

participants of sub-events. Each participant of the parent node corresponds to one

(or more) of the participant of sub-events. Figure 4.3 shows the pseudo code of the

algorithm.

Searching for valid combinations of a (participants, time interval) pair as-

signments is a typical constraint satisfaction problem. There are multiple candidate

assignments for each child node, and the system must find a valid combination of

them which satisfies spatio-temporal constraints. For the efficiency of our algorithm,

we take advantage of the linear characteristics of the activities. We limit our repre-

sentation to not use two identical activities with identical objects as sub-events of

one activity. With this constraint, most of the activities show linear characteristic;

among time intervals of sub-events associated with identical participants, only the
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most recent one is involved in the activity.

The overall process is done bottom-up. Initially, leaf nodes (i.e. atomic ac-

tions) are recognized through searching for the recognition results of objects and

their movements. Thus, each ‘participant’ associated with an atomic action is iden-

tical to a single detected object, and each ‘time interval’ associated with an atomic

action is identical to those of the detected object’s motions. Once (participant,

time interval) pairs of atomic actions are recognized, other high-level activities con-

structed based on the atomic actions can be recognized bottom-up. At each inter-

nal node, matching is performed between each valid combination of (participants,

time interval) assignments on child nodes and the spatio-temporal structure needed

among them.

When detecting (participants, time interval) pairs for atomic actions, we do

not discard the time intervals of object motions even when the object label mis-

matches the operation triplet with high probability. The penalty for the mismatch

will be covered when calculating the probability of occurrence of the atomic action

in that time interval. The probability of occurrence of the atomic action will be

low if the object detection result does not match the operation triplet of the atomic

action. The main idea is to let the probability calculation mechanism decide the

mismatch between the representation of the activity and the recognition results from

the lower layers. The role of the time interval detection algorithm is to provide as

many valid candidates of time intervals associated with the activity as possible for

the probability calculation system to take advantage of them.

4.3.2 Calculating the probability of occurring activities

The objective of the algorithm presented in this sub-section is to calculate the prob-

ability of an occurring activity associated with a time interval, given the sequence

of images. If we denote images from frame 1 to T as IT , then the conditional prob-
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ability of the activity R occurred in the time interval < s, e > can be expressed as

P (R<s,e>|IT ). The goal of our algorithm is to calculate P (R<s, e > |IT ) based on

the recognition results of objects, P (Oi = j|IT ) where Oi is the id of the object and

j specifies the category, and the recognition results of motions, P (M<s,e>
i = j|IT )

where Mi is the id of the motion and j specifies its category.

In order to calculate probability of a high-level activity, we use the depen-

dency information between the activity and its sub-events. The hierarchy tree illus-

trates dependencies among the activities similar to the Bayesian network. Activities

associated with child nodes depend on the activity associated with a parent node.

By the definition of the operation triplets, the object and its motion specified in

an operation triplet depend on that atomic action, i.e. the leaf node. The main

difference between the dependency among nodes in the hierarchy tree and those in

the Bayesian network is that siblings of the hierarchy tree are not conditionally in-

dependent given the parent node; sub-events tend to occur together, implying that

they are highly correlated.

As we have calculated in Equation (3.1), we take advantage of the char-

acteristic of the representation that all sub-events are required to occur when a

high-level activity is occurring. Therefore, similar to Equation (3.2), the probability

P (R<s, e > |IT ) for the human-object interaction R is enumerated as follows:

P (R<s,e>|IT ) =
d−1∏
i=0

P
(
subi({R})|subi+1({R})

)
× P

(
a1, . . . , an|IT

)
=
∑
o1

. . .
∑
on

∑
m1

. . .
∑
mn

[
P
(
a1, . . . , an|o1, . . . , on,m1, . . . ,mn

)
× P

(
o1, . . . , on,m1, . . . ,mn|IT

)]
=
∑
o1

. . .
∑
on

∑
m1

. . .
∑
mn

[
P
(
a1, . . . , an|o1, . . . , on,m1, . . . ,mn

)
×

n∏
i=0

P
(
oi|IT

)
×

n∏
i=0

P
(
mi|IT

)]

(4.1)

Similar to Equation (3.3), regression techniques are used to estimate the
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P (a1, . . . , an|o1, . . . , on,m1, . . . ,mn):

E
[
P
(
a1, . . . , an|o1, . . . ,on,m1, . . . ,mn

)]
= E

[
a1, . . . , an|o1, . . . , on,m1, . . . ,mn]

= α′ + β′
[
o1, . . . , on,m1, . . . ,mn

]
+ γ′

[
o1, . . . , on,m1, . . . ,mn

]2
(4.2)

where parameters α′, β′, and γ′ are estimated through training.

4.3.3 Error handling

In this sub-section, we describe how our algorithm handles errors from the segmen-

tation layer, the object layer, and the motion layer. The semantic layer must have

power to recover from the failures of the segmentation layer, the object layer, and

the motion layer. The segmentation layer may fail to track to objects, the object

layer may mis-classify objects, and the motion layer may mis-estimate object mo-

tions. The power to handle errors of the lower layers is not only important for the

reliably recognition but also for providing feedback. The semantic layer must pro-

vide feedback to the layer that made a failure, telling the layer to ‘rethink’ about

the decision it made. In this sub-section, we present how our recognition algorithm

handles those failures and recognize human-object interactions reliably.

Tracking failure

The segmentation layer may fail to track objects because of occlusions. For example,

when a person is stealing another’s suitcase, the segmentation layer may label the

suitcase that is being stolen by the thief as a different suitcase than the initial one.

The tracking failure can be crucial, since our time interval detection algorithm in

4.1 assumes that all objects are tracked correctly.

In order to cope with tracking failures, we have modified the algorithm pre-

sented in Subsections 4.3.1 and 4.3.2. Previously, the algorithm checks whether

the object in one frame is identical to the object in another frame solely based on
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tracking results. Now, when detecting the time intervals, the algorithm considers

the object match between the sub-events probabilistically. That is, in the case of

the stealing interaction, the system calculates the probability that the suitcase that

owner was carrying is identical to the suitcase that the thief is carrying later. If

we denote objects in sub-events that have to be identical as (o1i , o
2
i , ..., o

k
i ), then the

probability of the activity is as follows.

P (R<s,e>|IT ) =
∑
o1

. . .
∑
on

∑
m1

. . .
∑
mn

[
P
(
a1, . . . , an|o1, . . . , on,m1, . . . ,mn

)
×

n∏
i=0

P
(
oi|IT

)
×

n∏
i=0

P
(
mi|IT

)
×

n∏
i=0

P
(
o1i = o2i = . . . = ok

i

)] (4.3)

Object recognition failure

The algorithm presented in Subsections 4.3.1 and 4.3.2 is able to handle object

recognition failures without any modification. Basically, any object with non-zero

probability of being classified into the desired category will be considered a candidate

participant of the activity. If a time interval is detected treating a misclassified

object as a participant, the probability of the activity containing the misclassified

object will be calculated accordingly using mechanisms presented in 4.3.2. If overall

probability is high enough, the system recognizes the activity even with the failure

of the object layer.

Motion recognition failure

Subsection 4.3.1 presented how the system calculates the candidate time intervals

which satisfy the language-like representation constructed for the activity. In Sub-

section 4.3.2, a mechanism to associate probability with each time interval is shown.

However, the process presented in both sections relies on the fact that the motion

layer detects time intervals correctly, at least with very low probability. That is,

the system presented in 4.3.1 and 4.3.2 shows how to recognize a high-level activity
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j=Stay(s1) 

i=Carry(p1, s1) k=Carry(p2, s1)

this=Steal(p1, s1, p2)

Figure 4.4: Example of the ‘hallucination’ for recognizing human-object interaction
steal (p1, s1, p2). The sub-event stay of the suitcase was not detected because of
error. The dotted arrow indicates the hallucination to help system recognize person2
stealing person1’s suitcase.

even with some of sub-events having a low probability, but it does not show how to

overcome the complete failure of the motion layer. If the motion recognition fails

completely, so even a local maximum having very small probability does not exist,

then our time interval detection algorithm cannot detect any time intervals for a

high-level activity which has that motion somewhere below the hierarchy tree.

We introduce the concept of ‘hallucination’ similar to [34] to overcome the

complete failure of the motion layer. The hallucinations are time intervals of object

motion that are inserted by the system, even when no motion was detected in the

time intervals. The role of hallucinations is to complement the failure of the motion

layer, by making the semantic layer think as if there exists a correctly detected

motion of an object. We normally insert hallucinations between nearby sub-events.

The probability associated with hallucinations is set to a very low value. Figure 4.4

shows an example of the hallucination.

4.4 Experiments

We tested our framework to recognize meaningful activities in an airport-like envi-

ronment. Four categories of objects participated in the activity: humans, suitcases,

123



boxes, and trash bins. Object motions are placed into five classes: move left, move

right, move upward, move downward, and stay stationary. Based on these four cat-

egories of objects and five classes of motions, high-level human-object interactions

are represented and recognized. ‘a person carrying a suitcase’, ‘a person leaving

his/her suitcase’, ‘a person stealing another’s baggage’, ‘a person carrying a box’,

‘a person leaving a box’, and ‘a person placing a box into the trash bin’ are six

high-level human-object interactions that our system recognizes.

A Sony VX-2000 camcorder is used to record videos of human-object inter-

actions. The video was taken at 320*240 pixel resolution with 15 frames per second.

The system is implemented in C++ in the Windows platform. There were 45 se-

quences of images total (over 2000 frames), each sequence containing more than one

human-object interaction. As a result, dataset contains total 80 high-level interac-

tions, and each human-object interaction was taken at least 10 times. The object

layer and the motion layer are trained with 5 sequences randomly drawn from the

total set. In the semantic layer, the high-level representation of human activities is

constructed by human expert. The parameters in the regression part are initialized

with domain knowledge, and updated with chosen 5 sequences. The system was

tested for entire dataset, recognizing objects, motions, and activities.

Figures 4.5 and 4.6 presents the segmentation result, the object recognition

result, the motion recognition result, and the final recognition result of human-

object interactions ‘a person placing a box into the trash bin’ and ‘a person stealing

another’s baggage’. The segmentation between the objects (humans, boxes, trash

bins, and suitcases) was done correctly. Objects were classified and their motions

were estimated accordingly. Time intervals associated with the motion estimation

results are also illustrated. Finally, the figure presents time intervals associated with

the recognition results of high-level human-object interactions ‘a person placing a

box into the trash bin’ and ‘a person stealing another’s baggage’.
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t=31 t=43 t=51t=21 t=64

Object recognition results:
(numbered from left to right) 

Object #1: Human 0.99 Trash bin 0.01
Object #2: Box 0.98 Suitcase 0.02
Object #3: Trash bin 0.93 Suitcase 0.07

Motion recognition results
MoveLeft(o1) [4, 19], [23,40]
Stay(o1) [1, 4], [19, 23], [40, 64]
MoveLeft(o2) [10, 16], [21, 32], [37, 41]
Stay(o2) [17, 21], [33, 37], [41, 47]
MoveDown(o2)[47, 52]
Stay(o3) [1, 64]

Final human-object recognition results
Carry(o1, o2) [10, 16], [21, 32], [37, 40]
Drop(o1, o2) [47, 52]
PlaceBoxTrash(o1, o2, o3) [37, 52]

Figure 4.5: Example recognition results of the human-object interaction ‘person
placing a box into the trash bin’. The object recognition, the motion recognition,
and all intermediate human-object interaction recognition results are presented.
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t=52 t=64 t=85t=22 t=120

Object recognition results:
Object #1: Human 0.99 Trash bin 0.01
Object #2: Suitcase 0.83 Trash bin 0.17
Object #3: Human 0.98 Trash bin 0.02

Final human-object recognition results
Carry(o1, o2) [22, 25]
Stay(o2) [26, 76], [82, 90], [96, 104]
Carry(o3, o2) [107, 117]
Steal(o1, o2, o3)     [107, 117]

Figure 4.6: Example recognition results of the human-object interaction ‘a person
stealing another’s baggage’.
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Table 4.1: Overall recognition accuracy of the system.

Interaction atomics spatials Algo. w/o prob. Algo. with prob.
Carry(p1,s1) 2 1 0.866 0.933
Leave(p1,s1) 3 1 0.8 0.9

Steal(p1,s1,p2) 5 2 0.7 0.9
Carry(p1,b1) 2 1 0.9 0.95
Leave(p1,b1) 3 1 0.7 0.8

Trash(p1,b1,t1) 3 3 0.4 0.9
Total 0.778 0.911

The recognition accuracy of six human-object interactions is presented in

Table 4.1. In order to illustrate the power of our new probabilistic recognition

algorithm, the recognition result of the system with probabilistic error-handling

algorithm is compared to the system without it. The number of atomic actions

and spatial relationships that compose the interactions is also listed to show the

complexity of the activity. The rate of ’true positives’ are shown in Table 1, while

false positive rates were omitted because they were almost 0. The result shows that

our new algorithm enables the system to recover the failures of the object recognition

or motion estimation, especially in case of complicated activities. Particularly, the

recognition rate of the non-probabilistic algorithm for the activity ’a person placing

a box into the trash bin’ was low because the motion layer was not able to reliably

estimate one of its sub-events, ’move down’ motion of a box (motion estimation

accuracy 0.6). Our probabilistic semantic layer compensated for such failure with a

hallucination generated based on the other sub-events, acquiring significantly higher

recognition rate. As the number of sub-events increases, the chance of compensating

increases which results the high-level activities to be recognized reliably.

In addition, we also conducted experiments to show that the feedback from

the accurate semantic layer improves the performance of the object recognition and

the motion estimation. The experimental results justify our approach to integrate
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Table 4.2: Object recognition accuracy.

Object primitive final
Human 0.937 0.957
Suitcase 0.895 0.946

Box 0.952 0.971
Trash bin 0.883 0.982

Total 0.918 0.957

Table 4.3: Motion estimation accuracy.

Motion primitive final
Human 0.957 0.985
Suitcase 0.6 0.85

Box 0.794 0.941
Total 0.856 0.952

the result of object recognition, the result of motion recognition, and the feedback

from the semantic layer to help the object recognition and motion estimation.

Table 4.2 shows the performance of our object recognition. Final recognition

performance of the object layer is compared with that of the primitive object module,

which recognizes objects solely based on the input features. We were able to observe

that our primitive module tends to confuse suitcases and trash bins because of the

similarity between their shapes. The final classification decision made by the object

layer overcame this problem by taking advantage of the recognition results of the

other layers. The table clearly illustrates that accuracy of the object layer increases

as a result of the compensation.

The recognition accuracy of objects’ motion is illustrated in table 4.3. Be-

cause of the shadow changes, the primitive motion module was weak on estimating

‘staying’ motion. Also, the primitive motion module sometimes fails to estimate

‘move down’ motion of a box due to occlusions between a human and the box. Ta-

ble 4.3 shows that our system was able to compensate those failures with the help
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of the object layer and the semantic layer.
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Chapter 5

Group activities

A significant amount of research has addressed the recognition of human activities

recently. Researchers are particularly successful in recognizing the activities of one

individual or between two individuals, such as pushing and fighting. Notably, we

in the previous chapters of this dissertation (3, 4) have presented a representation

scheme to describe high-level human-human interactions based on their sub-events,

and proposed a hierarchical algorithm to recognize represented interactions. Not

only simple interactions such as punching, kicking, and shaking hands are recog-

nized, but also recursive interactions like ‘fighting’ between two persons are recog-

nized with our previous framework. In this chapter, we take our next evolutionary

step in human activity recognition: recognition of group activities.

Group activities are the activities that can be characterized by movements of

members who belong to one or more conceptual groups. Recognition of groups and

their activities will make detection of high-level events possible, which are seman-

tically meaningful when overall actions of multiple persons are considered jointly

but not when they are considered individually. Automated recognition of suspicious

groups and their activities such as ‘a group of thieves robbing the bank’ are essential

for the construction of high-level surveillance systems. The analysis of movements
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and plays in team sports also becomes possible with the group activity recogni-

tion system. The semantic understanding of military operations and joint works is

another application of group activity recognition.

In this chapter, we present a novel methodology for the recognition of high-

level group activities. Extending the paradigm discussed in the previous chapters,

our approach is to encode human knowledge on the structure of group activities,

and make the system recognize group activities based on their representation hier-

archically. That is, we are crossing the horizon of previous description-based human

activity recognition approaches [61, 68, 23] toward the recognition of group activities.

We believe that ours is the first work presenting general recognition methodology

for group activities with complex temporal, spatial, and logical structures. We focus

on both a new format for the group activity representation and a new recognition

algorithm.

Unlike previous group activity recognition systems, our system is designed

to represent and recognize as broad range of high-level group activities as possible

(including group actions, group-persons interactions, group-group interactions, and

inter-group interactions), making the system more robust and generally applicable.

Khan and Shah recognized group activities based on rigidity formation [29]. They

focus on recognizing spatially structured groups and their activities such as a parade

which is a type of ’all members of a group showing identical action’. Researchers

have recognized inter-group fighting (a fight between two members of a group) which

has been labeled as a group activity in PETS’04 dataset [33]. Zhang et al. [75] rec-

ognized inter-group interactions among limited number of participants in a meeting

room using multi-layered hidden Markov models. Gong and Xiang [20] successfully

recognized interactions between multiple objects using dynamic probabilistic net-

works. Their system also focuses on only one class of group activity, inter-group

interactions, and the number and types of participants are also fixed, as in [75]. Sim-
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ilarly, Cupillard et al. [13] recognized inter-group interactions with fixed number of

participants. In addition, most of previous works assume that group members are

spatially separable from non-members in order to recognize group activities.

Our system describes group activities in terms of a formal representation

using context-free grammar (CFG) as its syntax. A group activity is decomposed

into several single person actions and person-person interactions among members

of groups, and our language-like representation describes the activity by attach-

ing universal quantifiers (∀) and/or existential quantifiers (∃) to those sub-events.

For example, the group activity ‘all members are carrying their baggage’ must be

represented by applying the universal quantifier to the individual activity ‘a per-

son carries baggage’, while ’one member of the group raises his/her hand’ must be

represented by applying the existential quantifier to ‘a person raises his/her hand’.

Spatial constraints such as ‘all members of one group should be spatially close’ must

also be listed as well.

Our system recognizes group activities by searching for individuals whose ac-

tivities satisfy the representation of the group activity. That is, our system does not

rely on the correct segmentation of groups based on spatial information like most

of previous systems. In our approach, individual activities of persons in the scene

are first recognized, and then used for the group activity recognition by comparing

them with the representation. For example, recognition of the group activity ‘all

members are carrying their baggage’ is done by detecting individuals who performed

the activity ‘a person carries baggage’ at the same time. As a result of the algo-

rithm, group activities and groups performing the group activities are recognized

simultaneously. Figure 5.1 shows example group activities.

The work described in this chapter has been presented in [53].
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Figure 5.1: Snapshots of group activities. The left figure shows a group-group in-
teraction, ‘group stealing’. The right figure shows a group-group interaction, ‘group
arresting’.

5.1 Representation

The approach we take to represent high-level group activities is to decompose them

into several simpler activities, which we call ‘sub-events’ of the activity. Sub-events

of a group activity can be actions of a group member, interactions between the

members, and/or other group activities of the same group. We first discuss differ-

ent types of group activities that our system represents, and then present formal

representation syntax.

5.1.1 Types of group activities

We categorize group activities by considering the number of participating groups,

the number of participants not in any group, and types of the activities’ sub-events.

Group actions

If a group activity can be specified only using actions of its group members, we call

it a ‘group action’. ‘Marching’ is a typical example of group actions: the activity

can be characterized as all group members showing one type of individual action,

‘moving’. The ‘marching’ can be denoted as March(Group G1).
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Group-persons interactions

If a group as well as persons outside of the group participates in the activity, we

denote it as a ‘group-persons interaction’. The activity ‘march by signal’, which

indicates an activity where a group starts marching after getting an order from a

commander outside the group, is an example. ‘March by signal’ is denoted in the

form of MarchBySignal(Group G1, Person p1).

Group-group interactions

Two groups fighting and two groups having a conversation are good examples of

group-group interactions. A group-group interaction can be composed of the actions

of a group member of any group and/or interactions between two members from each

group. A group-group fighting can be notated as GroupGroup-Fighting(Group G1,

Group G2).

Inter-group interactions

‘Inter-group interactions’ are group activities that involve interactions between mem-

bers of a same group as sub-events. A group activity indicating that two members

of a group are fighting is an example of inter-group interactions: InterGroupFight-

ing(Group G1).

Combinations

Our system is designed to represent group activities of above-mentioned four ele-

mentary types as well as more complicated activities that can be decomposed into

several group activities of the elementary types (i.e. interactions between multiple

groups and persons).
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5.1.2 Group activity representation

We present general representation syntax that is able to describe group activities

of any of above-mentioned categories hierarchically. The concept of the ‘member

variables’ and the ‘group spatial predicates’, which have not been covered by any

of previous activity representation methodologies, are newly introduced to denote

participating group members and to describe spatial constraints needed among the

group members. Based on new concepts and predicates, we represent a group activ-

ity in terms of time intervals of activities of individual members (or other simpler

group activities) composing it, the relationship specifying the temporal structure

among sub-events, and necessary spatial conditions among group members. De-

tailed context-free grammar (CFG) syntax of our representation is presented.

Member variables

A member variable is a variable used to denote one arbitrary member or all members

of a group. We attach an existential quantifier (∃) or a universal quantifier (∀) to

a member variable, in order to describe conditions that have to be satisfied by

one member or all members of a group. If an existential quantifier is attached to

a member variable, there has to be at least one individual member of the group

who can be associated with the member variable to make related conditions to be

true. If a universal quantifier is attached, all members of the group must be able

to be associated with the member variable. That is, by using member variables as

participants of sub-events, we are able to describe sub-events need to be performed

by all group members or by any one member. In addition, sub-events need to be

performed by the same individual may also be specified by using the same member

variable as their participant. Our syntax to represent a list of member variables and

its example are presented below.

MemberV ariableDefs
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→ MemberV ariableDef“, ”MemberV ariablsDefs

| MemberV ariableDef

MemberV ariableDef

→ Quantifier person var “in” group var

Quantifier

→ “∀”|“∃”

Ex > ∀ a in G1, ∃ b in G2, ∃ c in G3, ...

Time intervals

A time interval specifies a starting time and an ending time of an occurring sub-

event. A group activity is composed of multiple sub-events whose participants are

specified using member variables and/or other non-member participants. In order

to describe temporal structure of a group activity, both the sub-events composing

the group activity and their time intervals must be listed. The formal syntax is as

follows:

TimeIntervalDefs

→ “list”“(”“def”“(”time var“, ”Activity“)”“, ”TimeIntervalDefs“)”

| “def”“(”time var“, ”Activity“)”

| “null”

Ex > list( def(t1, Carrying(a)), def(t2, ...))

Predicates

Predicates are binary functions that are used to describe temporal, spatial, and log-

ical relationships needed for the activity. Our system adopts Allen’s temporal pred-

icates (before, meets, overlaps, during, starts, finishes, and equals) [5], which

have been widely used to specify temporal structures. Spatial predicates between
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individual persons, near and touch, are also used. Spatial predicates for describing

the spatial status of a group are newly designed and added for the representation,

whose definition is listed below. The predicate dense and sparse describe whether

all group members are close to each other or not. Logical predicates (and, or, and

not) are defined in a conventional manner to concatenate multiple predicates.

dense(Group G, threshold) ⇐⇒

(Relative distance between any two group members) < threshold

sparse(Group G, threshold) ⇐⇒

(Relative distance between any two group members) > threshold

Therefore, CFG syntax to represent necessary relationships of a group activ-

ity is defined using predicates. Note that the special time interval ‘this’ is used to

specify the temporal relationship between the defining group activity itself and its

other sub-events.

Relationship(var)

→ LogicalPredicate“(”Relationship“, ”Relationship“)”

| TemporalPredicate“(”“this”“, ”person var“)”

| TemporalPredicate“(”person var“, ”“this”“)”

| TemporalPredicate“(”person var“, ”person var“)”

| IndividualSpatialPredicate“(”person var“, ”person var“, ”

threshold“)”

| “null”

IndividualSpatialPredicate → “near”|“touch”

GroupSpatialPredicate → “dense”|“sparse”

As a result, the full representation is composed of three main parts: a list of

member variables MemberVariableDefs, a list of time intervals of sub-events TimeIn-

tervalDefs, and a list of relationships Relationship. Participants, member variables,
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and time intervals defined through participants, MemberVariableDefs, and TimeIn-

tervalDefs are used in the term Relationship to describe necessary relationships.

Three terms are integrated in our final CFG syntax where GroupActivityDefine is

the starting variable. Example representations of the group activity ‘a group of peo-

ple are carrying a large object by command of another person’ and ‘group fighting’

are presented as well.

GroupActivityDefine

→ name“(”participants“)”“ = ”

“(”MemberV ariableDefs“, ”TimeIntervalDefs“, ”Relationship“); ”

Examples:

CarryByCommand(Group G1, P erson p1) = (

∀a in G1,

list( def(t1, Carry(a)), def(t2, Command(p1))),

and( equals(t1, this),meets(t2, t1))

);

GroupGroupFighting(Group G1, Group G2) = (

∀a in G1,∃b in G2,

list( def(t1, Approach(G1, G2)), def(t2, F ight(a, b))),

and( and( dense(G1), dense(g2)),

and( equals(t1, this),meets(t1, t2)))

);

A group activity can always be decomposed into four elementary types if and

only if member variables can be divided into independent pairs and/or singles. That

is, we limit a member variable to have interaction with only one other variable to

make the recognition process tractable.
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5.2 Recognition

This section discusses an algorithm to recognize high-level group activities that have

been represented using the CFG syntax. Our recognition process conveys the hier-

archical structure of our group activity representation, recognizing group activities

based on the recognition results of their sub-events. Once candidate time intervals

of sub-events are detected, the system searches for valid combinations of time in-

tervals that satisfy temporal constraints of the group activity. Next, the system

checks whether persons who performed the sub-events can form correct groups or

not. Only when valid groups satisfying the spatial constraints can be constructed

with participants of the sub-events, the system is able to deduce that the group

activity occurred with the sub-events.

5.2.1 Base case: recognition of individual activities

The base case of the group activity recognition is the recognition of individual activ-

ities. High-level group activities are represented in terms of activities of individual

persons and other simpler group activities (which themselves can be decomposed

as well), suggesting that the recognition of human actions and human-human in-

teractions must be performed first. We in the previous chapter of this dissertation

(Chapters 3 and 4) have presented an activity recognition methodology which is able

to recognize human-humans interactions such as a ‘fighting’. In this subsection, we

construct new low-level components of the system for object recognition and motion

estimation, in order to enable the system to detect human interactions (i.e. base

cases) more reliably with our previous human activity recognition system.

For each frame, the low-level of our system first performs background sub-

traction to segment foreground regions. Since one foreground region may contain

multiple persons due to their occlusions, our system takes advantage of head detec-

tion using object detector developed by Viola and Jones [67]. Persons’ bounding
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Figure 5.2: Low-level processing of the system.

boxes are placed considering foreground regions as well as positions of detected

heads. This person-segmentation method is similar to that of W4 [22], which also

takes advantage of head detection for segmenting occluded persons. The details of

the person segmentation and tracking will be discussed in the following chapter,

Chapter 6. Once a person is correctly tracked, color histograms are used to classify

the type of the person (e.g. policeman vs pedestrians), if needed. Viola and Jones’s

detector [67] is also used for objects (e.g. laptop computer). Hidden Markov mod-

els are constructed to estimate motion of each individual, where width/height ratio

and the center position of a bounding box are used as features for the HMM. These

results are passed to the higher-level of the system, recognizing human actions and

interactions.

5.2.2 Hierarchical temporal constraint matching

The recognition of group activities is done using a hierarchical algorithm from bot-

tom to top. We discussed the recognition of base cases in the previous subsection.

For all non-base cases, i.e. all group activities constructed based on individual

activities, the sub-events of a group activity are recognized first and temporal rela-

tionship among detected time intervals are analyzed next. Once a group activity is

recognized, the results can hierarchically be used for the recognition of a higher-level

group activity that contains the activity as its sub-event.

The problem of checking whether detected time intervals satisfy a temporal

relationship or not is one of the traditional constraint satisfaction problems. An
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activity can occur multiple times, suggesting that each sub-event has multiple valid

time intervals. Therefore, if r is the average number of time intervals of one sub-

event and n is the number of sub-events, there are rn possible combinations of time

interval associations. The goal of the system is to search for combinations that

satisfy the temporal relationship of a represented group activity.

In order to detect such combinations efficiently without spending an expo-

nential amount of computations, we model the relationship of a group activity as

a set of trees: We first enumerate relationships to make them in DNF (disjunctive

normal form). Each clause of DNF is a conjunction of temporal relations, and we

construct an undirected graph for each clause where variables indicating time inter-

vals are nodes and predicates between them are edges. In the case when temporal

relationships for a group activity contain a cycle, our system removes the cycle (i.e.

converts to a tree) to perform the recognition process, which is an approximation of

the actual temporal constraints. With the assumption of a tree structure of tempo-

ral relationships, searching for a valid combination can be done in polynomial time.

Figure 5.3 shows detailed pseudo code of our time interval detection algorithm. For

each tree, our algorithm searches for valid combinations by assigning time intervals

to nodes (i.e. time variables) from the root to leaves.

The algorithm treats sub-events done by any persons as valid candidate time

intervals as long as they satisfy the temporal constraints. However, in order for a

group activity to occur, the sub-events associated with the same member variable (or

same participant of the group activity) must be done by the same person. Therefore,

our system discards time interval combinations which violate the constraint that

‘sub-events associated with the same member variable must be done by the same

person’.

As a result, valid combinations are detected, and individuals are assigned to

a member variable for each combination. Individuals who performed a sub-event
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CONSTRAINT_CHECK(Activity a) {
Let tr be a tree where time interval variables are

node and temporal predicates are edges;
Node r = root node of tr;
ASSIGN(r);
if (all nodes of tr is assigned) return true;
else return false;

}
ASSIGN(Node n) {

Node p = n’s parent;
List a = List of candidate time intervals that can be 

assigned to n;
if (p==null) n.a = a;
else{ for (each time interval t in a)

for (each time interval pt in p.a)
if (t and pt satisfies temporal relationship)

add t to n.a; }
for (each node c who is a child of n) ASSIGN(c);

}

Figure 5.3: Pseudo code of the temporal constraint check algorithm.

are assigned to the member variable corresponding to the actor of the sub-event.

We must note that more than one person can be assigned to each member variable,

since multiple persons can perform an identical sub-event in the same time interval.

In the case when a sub-event is an interaction between two member variables, a

person assigned to one member variable may depend on a person assigned to the

other member variable. In this case, instead of assigning persons to each member

variable independently, our system assigns pairs of persons to two member variables

jointly.

Once valid time intervals of sub-events are calculated, time intervals of a

group activity itself can also be computed by calculating the range of the special

time interval ‘this’. The time complexity of the overall algorithm is O(r2 +m) where

m is the total number of combinations satisfying temporal constraints.
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5.2.3 Group actions and group-persons interactions

Detected time intervals of sub-events form a group activity only when their temporal

constraints are satisfied, and only when a group can be formed with persons assigned

to member variables. If a valid group can be formed, our system can conclude that

the group activity occurred in the calculated time interval with a group of individuals

who executed the sub-events. That is, our system is defining a group as a set of

individuals who satisfy the representation of a group activity, and recognizing the

group activity by searching for such set. Therefore, in this subsection, we present an

algorithm to calculate a valid group from individuals assigned to member variables

of a group action or a group-persons interaction.

For each member variable, the system computes the range of a valid group

so that it includes persons assigned to the member variable or excludes persons

not assigned, depending on the type of the quantifier. If the quantifier attached

to the member variable is an existential quantifier (∃), the range of a group is

decided to be any set of individuals that contains at least one of the persons who

are assigned to the member variable in a given time interval. If the quantifier is a

universal quantifier (∀), the group must be a subset of all individuals assigned to

the member variable, implying that the maximum range of a valid group is the set

of all individuals assigned.

We represent the range of a group calculated for each member variable as

follows, in terms of a set with tags attached to its member. For a member variable

with an existential quantifier, the valid group is represented as a set of entire persons

with a uniform tag attached to the persons who are assigned to the member variable.

That is, if there are six persons, and person 1, person 2, and person 5 are assigned to

one member variable, the valid range of it is represented as {1c, 2c, 3, 4, 5c, 6}. Any

subset of the represented set can become a valid group, if and only if it contains at

least one member with the tag. If a universal quantifier is attached to the member
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Algorithm in sub-section 3.1 verified that sub-events done 
by following subjects satisfied temporal constraints:

Holding: Person #1, #2, #5
Moving: Person #1, #2, #6

Calculate valid ranges of 
the group based on the 
sub-event ‘holding’.

1
2
3
4
5
6

1
2
3
4
5
6

or

1
2
3
4
5
6

or

1
2
6

1
2
6

Do conjunction.

or

1
2
6

Calculate valid ranges of 
the group based on the 
sub-event ‘moving’.

3
4
5

Figure 5.4: Example process flow of the recognition of group action ‘group carry’.
The ‘group carry’ is represented as all group members (∀) ‘moving’ into one direction
while any of group member (∃) ‘holding’ the object.
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variable, the range is simply represented as a set of persons assigned to the variable.

For example, if person 1, person 2, and person 6 have been assigned, the valid range

is represented as {1, 2, 6}. Again, we can see that any subset of a represented set is

a valid group.

Once a valid range of the group has been represented for each member vari-

able, the system combines all of them to calculate the final range. The system

computes a conjunction of ranges calculated by the member variables, since all

member variables belong to one group in case of a group action or a group-persons

interaction. That is, the system is detecting the group that is within the ranges

calculated for member variables. For example, if the range of one member variable

of a group action is represented as {1c, 2c, 3, 4, 5c, 6} and that of the other mem-

ber is {1, 2, 6}, the conjunction of them {1c, 2c, 6} represents the total range of a

valid group. The example process of our algorithm is presented in figure 4. If two

ranges calculated with existential quantifiers such as {1c, 2c, 6} and
{

1, 2d, 6d
}

are

combined, two tags need to be maintained as
{

1c, 2c,d, 6d
}

. Any subsets containing

both tags c and d are valid.

If a group action or a group-persons interaction contains simpler group activi-

ties as its sub-event, the system again computes the conjunction of ranges calculated

based on the member variables and a range of the group performing the sub-event.

The overall computation can be done in O(k) where k is the number of persons

appearing in the scene.

Spatial constraints are further applied to get the final group who has per-

formed the represented group activity. For example, if the group must satisfy the

spatial constraint ‘dense’, the represented range will be divided into several clusters

that are spatially separated.
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Figure 5.5: Diagram illustrating member relationships in 4 cases.

5.2.4 Group-Group and inter-group interactions

Unlike group actions or group-persons interactions, sub-events of group-group inter-

actions can be associated with two member variables of two different groups. This

suggests that the valid range of one group is dependent on the range of the other

group. In order to calculate the valid ranges of two groups based on member vari-

ables of a group-group interaction, our system decomposes a list of member variables

into multiple independent pairs and singles. Because of the characteristics of our

representation, one member variable is dependent at most on one other variable,

which makes the division of the full list of member variables into several indepen-

dent pairs possible. Our system analyzes valid ranges of two groups for each pair,

and then combines them by finding a conjunction of ranges calculated.

We present an algorithm to calculate and represent valid range of each pair

of two dependent groups. Types of quantifiers attached to two member variables

decides characteristics of valid ranges, dividing them into four different cases: ∃∃,

∀∃, ∀∀, and ∃∀. A method to calculate a conjunction of calculated ranges is also

presented. After calculating the final ranges of two groups, spatial relationships

are checked as in Subsection 5.2.3. Inter-group interactions can be interpreted as a

special case of group-group interactions, where two participating groups must be an

identical group.
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Case 1: ∃∃

The algorithm presented in Subsection 5.2.2 assigns pairs of persons to pairs of

two dependent member variables. In the case when two existential quantifiers are

attached to two member variables, at least one assigned pair of persons has to

be allocated for two groups by definition. For example, suppose the ‘group trading’

activity of two groups are defined as having a sub-event of ‘trade’ interaction between

at least a pair of individual members from each group: If persons (1, 5) and (4, 6)

are pairs of persons who performed the sub-event ‘trade’, then (G1 must contain

person 1 and G2 must contain person 5) or (G1 must contain 4 and G2 must contain

6). Our system represents these ranges of two groups in terms of an array, where

tags similar to that of Subsection 5.2.3 are attached to cells of an array. In the

above example, only S[1,5] and S[4,6] of the array S will be set to the tag value c.

Case 2: ∀∃

This is the case where all members of the first group must have more than one

corresponding person in the other group. That is, any person i of the first group

has some corresponding person j in the other group, where the pair (i, j) is an

assigned pair of two member variables. For example, a group activity representing all

members of one group attacking someone in the other group is this case. Our system

represents a valid range of two groups as two sets with specific tags attached to

members, similar to the case of ‘group action’. While the first group is represented as

a set of members who has at least one corresponding persons in the other group, the

other group is represented as a set of member with tags indicating the corresponding

person in the first group. For example, if (1, 3), (1, 5), and (2, 4) are assigned pairs

of variables, the valid range is represented as {1, 2} and
{

3c 1, 4c 2, 5c 1, 6
}

. Any

pair of subsets of two sets is a valid group, if and only if the following constraint

is satisfied: For each member in the first group, at least one member in the second
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group must have the tag corresponding to it. For example, {1} and {3, 6} is a valid

pair of groups, while {1, 2} and {3, 6} is not since it is missing c 2.

Case 3: ∀∀

In this case, a pair of any member of the first group and any member of the second

group must be an assigned pair of two member variables (e.g. group- group fighting).

Our system uses a greedy heuristic approximation to represent all possible ranges of

valid groups. The system finds multiple candidate pairs of sets that do not overlap

each other. This is done by iteratively detecting a valid pair of sets which makes

any pair of their subsets to be valid as well. For example, if two groups {1, 2} and

{3, 4, 5} are detected to be one of the valid ranges, their subsets {1} and {3, 5} also

forms a valid pair.

Case 4: ∃∀

Case 4 can be thought as a soft version of case 3. In case 4, only one member in

the first group needs to be associated with all members in the second group. An

identical algorithm can be applied for the detection of valid ranges. The first group

is represented as a set of all members, and a tag attached to the members who

are associated with all members in the second group. The second group is simply

represented as a set of members associated with the member in the first group. For

example, if person 1 and person 2 are associated with all members in {3, 4, 5}, it

can be represented as {1c, 2c, 6} and {3, 4, 5}.

Combinations

We take a conjunction of decomposed pairs of member variables. As a result of a

conjunction, the system maintains two types of representations. An array represen-

tation generated by case 1 and set representations generated by cases 2, 3, and 4.
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Only one array is needed to represent conjunctions of multiple arrays produced by

case 1. Case 2 always generates only one pair of ranges. On the other hand, case

3 and case 4 generate multiple candidate pairs of two sets as a valid range, sug-

gesting that their conjunction also generates multiple pairs. The maximum number

of set representations constructed as a result of conjunction is k2 where k is the

number of persons in the scene, since sets constructed in case 3 and 4 do not over-

lap each other. Therefore, the complexity of calculating valid range of groups is

O(k2). When calculating a conjunction of ranges, tags attached to members of sets

must always be preserved. For example, if pairs of ranges {1, 2}-
{

3c 1, 4c 2, 5c 1, 6
}

,

{1, 2}-
{

3d 1, 4d 1, 6d 2
}

, and {1e, 2, 7}-{3, 4, 5, 6} are combined, the result is {1e, 2}-{
3c 1,d 1, 4c 2,d 1, 6d 2

}
. That is, {1}-{3, 4} is a valid pair of groups, while {1, 2}-{3, 4}

is not since the second set is missing d 2.

5.3 Experiments

We implement the system presented in this chapter, and test it to recognize high-

level group activities such as ‘group stealing’ and ‘group arresting’. Notably, we

are using CCTV videos that have been downloaded from YouTube as well as videos

that we have taken in various environments. We implement and test our group

activity recognition system for various types of group activities, while measuring

the performance of our system compared to the previous recognition approach.

We have represented seven different types of group activities, and tested the

system with videos downloaded from YouTube and videos taken with total of six

participants in various environments. ‘Group move’, ‘group carry’, ‘group carry by

signal’, ‘group fighting’, ‘inter-group fighting’, ‘group stealing’, and ‘group arresting’

are the activities tested. ‘Group move’ indicates a group of people moving in the

same direction and ’group carry’ describes a group of people carrying a table or other

large objects. We already have defined and represented ‘group carry by signal’ and
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‘group fighting’ in Subsection 5.1.2. ‘Inter-group fighting’ is an inter-group version

of group fighting. ‘Group stealing’ is a complex group-group interaction where one of

thieves is stealing an object (e.g. laptop) while other thieves are distracting a group

of owners of the object. ‘Group arresting’ indicates the situation where policemen

are arresting a group of criminals. A total of 35 sequences, five videos per group

activity, are tested to measure the performance.

The videos were taken in 15 frames per second in the resolution of 320*240.

As a result, approximately 8000 frames were obtained from 35 sequences. We have

randomly chosen 800 frames of sub-sequences, in order to train the object detector

(i.e. head detector) and HMM for motion estimation. The representation of group

activities is encoded by a human expert, following our representation scheme. For

example, the representation of ‘group stealing’, a complex group activity with 3

quantifiers, is as follows:

GroupStealing(Group Thieves,Group Owners) = (

∃a in Thieves, ∀b in Owners, ∃c in Thieves,

list( def(t1, Approach(Thieves,Owners)),

list( def(t2, TakeObject(a)),

def(t3, Distract(c, b) ) )

),

and( equals(t2, this),

and( before(t1, t2), during(t2, t3) )

)

);

Once the low-level part of our system is trained and the representation is encoded by

the human expert, our group activity recognition system behaves fully automatically.

The system was tested on all 35 sequences.

Figure 5.6 shows the example sequences of group activities which our system

successfully recognized. Bounding boxes have been drawn for each person. Groups
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frame6 frame47 frame69 frame116 frame147frame26

frame12 frame164 frame179 frame201 frame227frame119

frame3 frame344 frame448 frame528 frame657frame240

Figure 5.6: Processed video sequences of group activities. The top-most sequence
and the middle sequence are example videos of ‘group stealing’. The bottom-most
sequence is an example video of ‘group arresting’. The top sequence and the bottom
sequence are from real CCTV videos that have been downloaded from YouTube, and
the middle sequence is from the videos that we have taken in an office environment.
In case of ‘group stealing’, red bounding boxes are used to denote thieves, while
green bounding box are used to denote owners. A cyan bounding box is used to
label the object, a laptop. In case of ‘arresting’, green boxes indicate policemen, and
cyan boxes indicate persons being arrested. (This figure is best viewed in color.)

this = GroupStealing(G1, G2)

t3 =Distract(c, b)t1 =Approach(G1, G2)

t2 =TakeObject(a)

12 29 164 201 282

Figure 5.7: Example time interval detection results of ’stealing’.
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Table 5.1: Recognition accuracy of the system.

Activity Type Qntfs. Prev. Method Our System
Move GA ∀ 5/5 5/5
Carry GA ∀ 3/5 5/5

Carry by signal GP ∀ 3/5 4/5
Fight GG ∀∃ 3/5 4/5
Fight IG ∃∃ 4/5 4/5
Steal GG ∃∀∃ 2/5 4/5

Arrest GG ∀∃ 4/5 4/5
Total 24/35 30/35

detected as a result of our algorithm are indicated using the color of bounding boxes.

Figure 5.7 shows example time interval recognition results of the top-most sequence,

the YouTube downloaded video of ‘group stealing’.

Table 5.1 illustrates the final recognition accuracy of our algorithm. The

type of each group activity is specified: GA stands for ‘group action’, GP for ‘group-

persons interaction’, GG for ‘group-group interaction’, and IG for ‘inter-group in-

teraction’. Types of quantifiers attached to member variables of each activity are

also listed. The performance is compared with a system implemented following the

‘previous method’. The ‘previous method’ is our implementation of group activity

recognition system following the previous paradigm. Previous systems designed for

the recognition of simple group activities generally recognizes groups using spatial

information first and then analyzes their activities next [29, 75]. In order to show

the advantage of our recognition algorithm over previous systems, we have imple-

mented another version of our system called ‘previous method’ which uses identical

representation but follows previous recognition paradigm.

Table 5.1 shows true positive rates. False positive rates were almost 0 in all

cases with both systems, since recognizing multiple sub-events satisfying the specific

relationship by ‘mistake’ is extremely unlikely. The recognition accuracy depends

on the inherent characteristics of the group activity. We are able to observe that
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our system performs superiorly over the previous method. The previous method did

not perform well especially when recognizing ‘group stealing’, since spatial distance

among thieves was changing over time.
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Chapter 6

Tracking

Tracking, an automated calculation of object trajectories from video data, is an im-

portant problem. Reliable tracking of humans and objects are particularly essential

for analysis of human activities. In order to make our activity recognition system

presented in the previous sections more robust and reliable to noise and occlusion,

we develop a new tracking algorithm in this chapter.

However, occlusions among multiple humans, objects, and scene objects make

tracking a difficult problem. Figure 6.1 shows several types of occlusions that may

occur in typical monitoring environments: (a) a person occluding other persons, (b)

a scene (e.g. a pillar) occluding persons, and (c) the scene occluded by another

scene object (e.g. subway train). Tracking a human fully occluded by a scene or

another human is a particularly challenging problem, since image information of

the person becomes completely unavailable during the period of the occlusion. A

tracking system that is able to consider all of the above-mentioned occlusions has

not been studied in depth previously.

In this chapter, we present a novel methodology for reliable tracking of hu-

mans and objects, which is especially designed to handle severe inter-object and

scene-object occlusions. We extend the Bayesian formulation of the tracking prob-
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(a) (b) (c)

Figure 6.1: A figure of example occlusions that may occur in monitoring systems.

lem so that it can handle occlusions explicitly, and present a new paradigm for

finding optimum trajectories with the maximum a posteriori probability given im-

ages. The paradigm of observe-and-explain is introduced, as opposed to the previ-

ous paradigm of hypothesize-and-test that has been widely adopted for probabilistic

tracking.

Whenever there are multiple possibilities for tracking, our system goes into

‘observation’ mode and waits until sufficient information is concatenated, thereby

saving unnecessary computations during which the status of the tracking is unclear.

Later, in order to enumerate possibilities of tracking, the system probabilistically

generates ‘explanations’ that correspond to observations. The chapter describes de-

tails of the tracking algorithms following the new paradigm of observe-and-explain,

while mathematically illustrating computational advantages of the observe-and-

explain compared to the hypothesize-and-test under severe occlusion. Furthermore,

we implement the tracking system following our new paradigm and experimentally

verify that the new system performs superior over previous approaches.

In section 6.1, we discuss several previous tracking approaches. Section 6.2

describes the Bayesian problem formulation of object tracking. We define the track-

ing problem as a Bayesian inference of finding the optimum sequence of states. Sec-

tion 6.3 presents the paradigm of observe-and-explain while comparing it with the
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previous paradigm of hypothesize-and-test. Section 6.4 illustrates detailed descrip-

tion of implementation of our tracking system following the paradigm of observe-

and-explain. Experimental results are presented in section 6.5. The work described

in this chapter has been presented in [54].

6.1 Related works

The problem of tracking has widely been studied by previous researchers [72]. Re-

cently, there has been significant effort to address tracking problems under occlusion.

Haritaoglu et al. [22] designed a head detection method using x and y projections,

and successfully segmented a connected foreground region composed of more than

two persons. They also proposed a heuristic methodology to track persons over-

lapped completely. They detected the ‘merge’ event between two human blobs, and

tried to match the persons before the ‘merge’ and after the ‘merge’. Elgammal

and Davis [18] attempted to handle occlusions more explicitly, analyzing multiple

hypotheses describing which person is in front of the other person when occluded.

Zhao and Nevatia [76] estimated the depth information of detected persons based on

their head position, and used it to handle occlusions. Wu and Nevatia [69] adopted

part-based models to overcome partial occlusions between tracked persons.

Reid [47] has established the concept of a multiple hypothesis tracker (MHT),

and proposed a system for probabilistic tracking. Several researchers have conducted

research to extend the MHT framework, while focusing on the method to overcome

the main drawback of the MHT: MHT requires an exponential amount of compu-

tations to enumerate all possible hypotheses. As a result, various approximation

algorithms have been developed for efficient tracking. Some of them have limited

the total number of hypotheses maintained using pruning [12, 18], while others have

developed heuristic tracking algorithms such as those using particle filtering [64, 25]

and Markov chain Monte Carlo (MCMC)-based methods [77, 62].
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Figure 6.2: Figure of an example state describing an image frame.

What we must note is that all of the above mentioned approaches with

multiple hypotheses derived from [47] follow the paradigm called hypothesize-and-

test : they generate multiple hypotheses when the state of the tracking is unclear, and

evaluate the hypotheses as new observations are given later. However, this paradigm

may either take an exponential amount of computations or lead to poor performance

when an object (or a person) becomes fully occluded while moving, since there does

not exist any clue to prune the hypotheses. A person passing a pillar in a subway

station environment is a good example. Linear estimation of movements, using a

Kalman filter for example [48], is one solution. However, linear estimations cannot

handle movement changes during the occlusion period (e.g. a person changing the

direction or velocity while occluded), and thus is not accurate. Therefore, in this

chapter, we present an alternative paradigm for handling multiple hypotheses called

observe-and-explain, in order to overcome the problem of hypothesize-and-test for

handling long-term occlusions.
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6.2 Bayesian problem definition

Here, we define the problem of tracking as a Bayesian inference of calculating the

posterior probabilities of trajectories. Trajectories of humans and objects in a video

are modeled as a sequence of ‘states’ (or ‘tracking states’), where each of them

describes the locations of persons (or objects) being tracked in an image frame. In

previous systems with a Bayesian tracking problem definition, these locations have

commonly been described in terms of 2D coordinates or estimated 3D coordinates

[47, 12, 64, 25, 77, 62]. In our approach, a tracking state of each time frame, Si, is

defined as a set of 2D coordinates of bounding boxes of persons, Ci, together with

a relative depth order among persons overlapped, Oi: Si = (Ci, Oi) at time frame

1 ≤ i ≤ n. More specifically, Ci is a union of a person’s id associated with the (x, y)

coordinate and (width, height) of its bounding box, Ci = ∪ {(k, (xk
i , y

k
i , w

k
i , h

k
i ))},

and Oi is a directed graph describing the order: a ‘child’ person is occluding its

‘parent’. Figure 6.2 shows an example state of an image frame. In summary,

Si = (Ci, Oi)

where Ci = ∪{(k, (xk
i , y

k
i , w

k
i , h

k
i ))}, and Oi = a directed graph describing the order

among persons.

As a result, trajectories of persons in a sequence of image frames can be

described as a sequence of states: S1, S2, S3, ..., Sn. In the Bayesian formulation

of tracking, the goal is to find the optimal sequence of states that maximizes the

posterior probability of the state sequence given the input frames. That is, the goal

is to detect argmax(S1,S2,...,Sn)P (S1, S2, ..., Sn|I1, I2, ..., In) where each Ii indicates

an image at frame i.

In principle, there are an exponential number of possible sequences to enu-

merate: O(rn) where r is an average number of possible states per single image
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frame. Further, the size of r is quadratic (or even larger) to the size of the image

frame, preventing a brute force search from being applied.

6.3 Hypothesize-and-test vs. observe-and-explain

6.3.1 Hypothesize-and-test

Hypothesize-and-test is a paradigm for heuristic methodologies to find a solution

for the Bayesian formulation of the tracking problem. In the hypothesize-and-test

paradigm, each sequence of states (S1, S2, S3, ..., Sn) is treated as a ‘hypothesis’

of the tracking, and the system ‘tests’ them by calculating a posteriori probabil-

ity for each hypothesis. In order to estimate the optimum hypothesis among the

exponential number of possible hypotheses, hypothesize-and-test approaches take

advantage of other existing elementary object detectors and trackers. Instead of

searching for all possibilities for each frame, hypothesize-and-test approaches main-

tain a few promising ‘hypotheses’ and update (and diverge) each hypothesis using

an elementary detector and tracker. Object detection methods such as a foreground

blob detector using a background subtraction have widely been used as elemen-

tary detectors, while tracking algorithms like meanshift and blob trackers have been

adopted as elementary trackers.

In approaches following the hypothesize-and-test paradigm, whenever a new

image frame at time n is given, each hypothesis of frame 1 to frame (n − 1),

(S1, S2, S3, ..., Sn−1) is updated to obtain (S1, S2, S3, ..., Sn) by calculating the new

state Sn based on the state Sn−1. Results of elementary detectors and trackers

applied to the frame n are used to update the state Sn−1. That is, Markov assump-

tions are usually made so that an elementary tracker can efficiently update each

hypothesis iteratively. This update may cause one hypothesis to diverge into two

or more hypotheses, if there are more than two possibilities of the status change
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of the person. For example, a hypothesis may diverge into two if there exists a

newly detected person: one including the new person to be present, and the other

excluding the new person as a noise detection.

Maintained hypotheses are pruned probabilistically by ‘testing’ the hypoth-

esis. After updating hypothesis at time n, the hypothesize-and-test system evaluates

each of them by measuring the posterior probability of the hypothesis (S1, S2, S3, ..., Sn)

given a sequence of images (I1, I2, I3, ..., In). More formally, the probability of up-

dated hypotheses can be calculated as follows:

argmax(S1,...,Sn) P (S1, ..., Sn|I1, ..., In) = argmax E(n)

where
E(n) = P (I1, ..., In|S1, ..., Sn) · P (S1, ..., Sn)

= P (In|Sn) · P (Sn|Sn−1)

· P (I1, ..., In−1|S1, ..., Sn−1) · P (S1, ..., Sn−1)

= P (In|Sn) · P (Sn|Sn−1) · E(n− 1)

In most systems, rules to make a decision to diverge a hypothesis are encoded

a priori for computational efficiency of the system. For example, as mentioned above,

a rule specifying that the system should diverge a hypothesis when a new person is

likely to be added or removed from the scene must be encoded a priori. Figure 6.3

illustrates the process of the hypothesize-and-test system.

Diverging processes may lead the system to maintain an exponential num-

ber of hypotheses. Most of the previous systems limited the number of maximum

hypotheses to maintain, in order to prevent this problem. Approaches using parti-

cle filtering or Markov chain Monte Carlo (MCMC) avoid the hypothesis diverging

process by performing stronger hypothesis analysis at each frame (i.e. pruning all

but the most promising one) with probabilistic reversible dynamics. However, in

the case of full occlusions, strong pruning may be dangerous since the appearance

of occluded persons (or objects) becomes unobservable, preventing any meaningful
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Figure 6.3: An example process of a hypothesize-and-test system.

evaluation on hypotheses.

6.3.2 Observe-and-explain

We introduce our new paradigm called observe-and-explain, an alternative approach

for finding the sequence of tracking states that maximizes the posterior probabil-

ity. Observe-and-explain enables the efficient enumeration of multiple possibilities

of tracking, thereby improving reliability and accuracy of the tracking system. In-

stead of diverging and maintaining all intermediate possibilities at every time frame,

observe-and-explain ‘observes’ until enough information is concatenated to make any

meaningful analysis, and then probabilistically generates the most likely ‘explana-

tions’ on the movements of a person corresponding to the observation history.

The intuition behind the observe-and-explain is to enumerate tracking possi-

bilities only when the system has enough information to evaluate them. As a result,

the observe-and-explain approach avoids the enumeration of an exponential number
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of possibilities that may occur when pruning is not possible due to insufficient data

(e.g. during when a person is fully occluded). If the system deduces that there

may be multiple possibilities regarding the status of a person, the system postpones

analyzing the status of the person temporarily until the system ‘observes’ (i.e. re-

ceives) future image frames. Later, after the system decides that it has sufficient

information to analyze the status of the person, multiple ‘explanations’ are gener-

ated stochastically. An ‘explanation’ is a candidate sequence of states that is likely

to match input frames given during the ‘observation’ period. The detailed process

of the approach is as follows.

If there is no occlusion, appearance, or disappearance of persons, the system

iteratively updates the locations of persons being tracked using an elementary de-

tector and tracker. That is, if state diverging is not necessary, the system always

has a sufficient amount of information to update the tracking state of all persons: a

single image of the next frame is sufficient to update the state using an elementary

tracker. However, when the system decides that the tracking process must consider

multiple possibilities because of a location of a particular person (or because of a

relationship between two persons), the system labels the location of the person (or

the relationship between the persons) as ‘to be determined’ and continues updating

the other persons. The person (or the relationship between persons) is left as ‘to

be determined’ until the system deduces that sufficient information to analyze pos-

sibilities of the status of the person (or the relationship between persons) has been

obtained. After the system obtains sufficient information, the system generates sev-

eral candidate ‘explanations’, which is a sequence of the status of the person labeled

as ‘to be determined’ in the observed image frames. The likelihood between ex-

planations and image frames observed are measured probabilistically, and the ones

with low probability are pruned.

Figure 6.4 illustrates the process of the observe-and-explain system. The sys-
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Figure 6.4: An example process of an observe-and-explain system.

tem may prune all but the state with the most likely ‘explanation’ or may maintain

multiple hypotheses stochastically, depending on the implementation. Similar to a

hypothesize-and-test approach, rules to label a location or a relationship as ‘to be

determined’ and rules to remove the label by generating ‘explanations’ are generally

encoded a priori, for efficient tracking.

Formal equations for labeling processes and label removing processes are as

follows:

argmax(S1,...,Sn) P (S1, ..., Sn|I1, ..., In)

= argmax F (S1, ..., Sn)

For update:

F (S1, ..., Sn) = F (S1, ..., Sn−1) · P (In|Sn) · P (Sn|Sn−1)

For going into the observation period:

F (S1, ..., S
−k
n ) = F (S1, ..., Sn−1) · P (In|S−k

n ) · P (S−k
n |Sn−1)

Update during observation period:

F (S1, ..., S
−k
n ) = F (S1, ..., S

−k
n−1) · P (In|S−k

n ) · P (S−k
n |S−k

n−1)
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For generating explanations to exit observation period:

F (S1, ..., Sn) = F (S1, ..., Sm−1, S
−k
m , ..., S−k

n )

·P (sk
m, ..., s

k
n) ·

∏
i=m to n

P (Ik
i |sk

i )

where S−k
n indicates kth object in the scene is labeled as ‘to be determined’, Ik

i is

an image region related to the kth object in the scene, and sk
i is state information

related to the kth object in the scene Si. The labeling of multiple persons as ‘to

be determined’ is also possible. Multiple labels are concatenated and maintained

independently.

The main advantage of the observe-and-explain is on its ability to efficiently

track objects even if they are fully occluded. Assume that a person walked behind

a pillar while the system is tracking him/her, for example. During the period of

the occlusion, the observe-and-explain system just ‘observes’ given images, even

though there are an exponential amount of possibilities of movements of the person

behind the pillar. Later, if a new person is detected around the pillar, the system

will generate a limited number of ‘explanations’: one describing the person is still

behind the pillar, and the others describing that the person who went behind the

pillar just came out. An ‘explanation’ assuming linear motion of the person will

have the highest prior probability. As a result, the observe-and-explain is able to

save O(qt) amount of unnecessary computations during the occlusion period, where

q is an average number of motion possibilities at each frame, and t is the period of

the occlusion.

6.4 Implementation of tracking system with observe-

and-explain

In this section, we present a detailed algorithm and an implementation of the track-

ing system for humans and objects based on observe-and-explain. We first describe
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the elementary detectors and trackers which our new tracking system takes ad-

vantage of. A method to calculate the likelihood between an image and a state

is presented next, which is essential for a posteriori calculation process. Finally,

heuristic rules for updating the state, rules to label a tracked human in order to

enter ‘observation period’, and rules to remove labels by constructing ‘explanations’

are presented. These rules enable an efficient search of the optimum tracking solu-

tion with the observe-and-explain.

6.4.1 Elementary detectors and trackers

In order to provide information on a person’s existence, two elementary object de-

tectors have been implemented. One is a human-blob segmentation method using

a background subtraction technique. Similar to [22] and [76], foreground blobs are

segmented, and peaks of foreground regions are detected to estimate positions of hu-

man heads. Peaks which are reliably detected throughout a certain period of time

frames are considered candidate head positions of a person. The second elementary

detector is head detection using Viola and Jone’s object detector [67]. As a result,

bounding boxes of humans are estimated based on the locations of peaks and heads

using the 3D camera model of the scene. At each frame, results of the elementary

detectors are given to the high-level of the system, so that it can update the state

of the scene based on the detections.

In addition, we implement an elementary tracking algorithm in order to help

the efficient updating of states. Each person who is currently in the state is tracked

using an elementary tracker. We implement a tracker adopted from [76]. The tracker

maintains an appearance model of each person in the scene. The appearance model

consists of two arrays whose sizes are normalized. One array, M , contains a mean

pixel value of a person, and the other array, W , contains a probability of each pixel

being a foreground. Figure 6.5 shows an example of an appearance model of a
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(c)(a)

(b)

Figure 6.5: (a) shows detection results of the elementary detectors. Green rectangles
are the heads detected and cyan dots are the peaks. Yellow rectangles are the
estimated bounding boxes based on the elementary detectors. (b) shows example
appearance models of persons being tracked. (c) shows an example order of the
matching-masking task of an elementary tracker.

person.

The elementary tracker estimates the next location of the person by match-

ing the image frame with the appearance model of the person. The coordinate

information of the persons, Cn−1, and their relative depth order, On−1, are used

to search for the next location of the person. Basically, the location of kth person

at frame n, ckn, is first estimated based on the location of ckn−1 and the velocity of

the person k. The system searches for nearby image regions from the next location

of the person estimated using its velocity with the minimum distance between an

image region and the appearance model. When matching, the perspective distortion

is considered to update the size changes of bounding boxes.

The matching process is done starting from the person who is closest to the

camera, and continues following the relative depth order, which is specified in On.

Once an image region is decided to be corresponding to a person, the image region is

masked so that it does not influence the matching process of the persons on his/her
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back. Formally,

(xk
n, y

k
n, w

k
n, h

k
n) = argmax(x,y,w,h)

∑
p

(match(Mk
p , p) ·W k

p )

where p is an each pixel in (x, y, w, h), and match(Mk
p , p) is a constant value if p is

already masked.

6.4.2 Measuring image likelihoods

Assume that a state describing the persons in the current scene is provided. In order

to evaluate an explanation and calculate a posteriori probabilities, the system must

be able to calculate the likelihood of the image, P (Ii|Si). We assume conditional

independence among persons in the image given the state. That is, we calculate

P (Ii|Si) as:

P (Ii|Si) =
∏

k=0 to maxk

P (Ik
i |sk

i ) =
∏

k=0 to maxk

P (Ik
i |bki )

where bki indicates a bounding box region of kth object not occluded by others.

The likelihood between each image region and a given bounding box from

the state, P (Ik
i |bki ), is measured by counting a ratio of a foreground region and by

calculating pixel-wise color distances. That is,

P (Ik
i |bki ) = P (FgrndLkhdk

i |bki ) · P (ColorLkhdk
i |bki )

where we estimate P (FgrndLkhdk
i |bki ) to have a Gaussian distribution over the ratio

of foreground pixels in the region bki , and P (ColorLkhdk
i |bki ) to have a Gaussian

distribution over the sum of color distances of pixels in bki .

In addition, we consider the probability of a state indicating a person ‘not ex-

isting’ in a scene. Since handling ‘addition’ and ‘deletion’ of a person from the state

will stochastically generate two possibilities (one with a person and the other without

a person), the system must have the ability to calculate the probability of a person
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in ‘nowhere’. Similar to positive likelihood calculations, our system models the like-

lihood of a person ‘not’ in a certain location bki , P (Ik
i |¬bki ), in terms of two indepen-

dent Gaussian distributions: P (BkgrndLkhdk
i |¬bki ) and P (ColorNotLkhdk

i |¬bki ).

Since an identical person can exist at only one location at the same time, we calcu-

late the expectation of the probability of a kth person being nowhere, P (Ik
i |¬sk

i ),

by calculating P (Ik
i |¬bki ) based on the locations that the system believes the object

to be.

If a person k is labeled as ‘to be determined’ because of the observation

period, the system sets P (Ik
i |sk

i ) = 1.

6.4.3 State update policies for observe-and-explain

We have discussed fundamental equations in section 6.3.2. The rules present in this

subsection are an implementation of observe-and-explain, which has been designed

to track humans and objects under severe occlusions such as persons moving while

fully occluded. At each frame, the system needs to update the state sequence of the

currently maintained hypotheses based on results from elementary detectors and

trackers. Probabilities of state transition as well as likelihoods we discussed in the

previous subsection are considered for a posteriori probability calculation.

Basic updates. If there is no more than one possibility of an update, the system

simply updates the state based on the results from the elementary tracker. We

assume that the results of the elementary tracker are the optimum updates that

maximize a posteriori probability. As a result, Sn−1 is updated to obtain Sn as

follows.

F (S1, ..., Sn) = F (S1, ..., Sn−1) · P (In|Sn) · P (Sn|Sn−1)

‘Explaining’ additions and deletions. When one of the elementary detectors

detects a new person from the next image frame, there are three possibilities of
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updates: the update considering new detection as a new location of an existing

person, the update treating new detection as a newly appearing person, and the up-

date ignoring the new detection as noise. Whenever the new detections are provided,

three ‘explanations’ corresponding to three cases must be generated and evaluated.

In order to construct explanations, the newly detected person is tracked reversely

starting from the current frame, for a certain number of previous frames. The in-

tuition is to construct history trajectories of the newly detected person to analyze

whether the new detection is noise.

F (S1, ..., Sn−1, (C ′n, O
′
n)) = F (S1, ..., Sn−1, (Cn, On)) · a1

F (S1, ..., Sn−t−1, (Cn−t + ckn−t, On−t), ..., (Cn + ckn, On))

= F (S1, ..., Sn) · a2 ·
∏

i=n−t to n

P (Ik
i |sk

i )

F (S1, ..., Sn−t−1, Sn−t + ¬sk
n−t, ..., Sn + ¬sk

n)

= F (S1, ..., Sn) · (1− a1− a2) ·
∏

i=n−t to n

P (Ik
i |¬sk

i )

where Cn is coordinates of tracked persons which are updated based on the elemen-

tary tracker, C ′n is coordinates of tracked persons which are updated based on the

new detection, ck is a coordinate of the new kth person, t is a number of time frames

to analyze, and + sign indicates that we are adding new coordinate information to

an existing state.

Constant a1 is the a priori probability of an elementary detector detecting

a new location of an existing person, and a2 is the a priori probability of a new

person appearing in a scene. a2 generally is significantly smaller than (1 − a2). In

our implementation, we have empirically chosen a1 to be 0.3 and a2 to be 0.1.

Equations for handling deletions of existing bounding boxes of tracked per-
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sons can be posed in a similar fashion:

F (S1, ..., Sn−t−1, (Cn−t − ckn−t + ¬ckn−t, On−t),

..., (Cn − ckn + ¬ckn, On))

= F (S1, ..., Sn) · a3 ·
∏

i=n−t to n

(
P (Ik

i |¬sk
i )/P (Ik

i |sk
i )
)

where ck is a coordinate of the existing kth person and a3 is a priori probability of

a removal. We empirically set a3 as 0.1 when it is not near the scene boundary and

as 0.9 when near the boundary.

‘Explaining’ occlusions. There are two possibilities of a depth order between

two occluded persons, and the tracking system must find the order which better

matches with the observed images. However, at the initial stage of occlusion (i.e.

when two persons are simply touching), there is not enough information to analyze

the ordering between the two. Therefore, the system must go into the observation

mode.

If overlap(k, l) becomes larger than 0 at time n,

F (S1, ..., S
−k,−l
n ) = F (S1, ..., Sn−1) · P (S−k,−l

n |Sn−1)

Later, when the ratio of an occluded area exceeds a certain threshold, the

system generates two ‘explanations’ describing the relative depth order.

If overlap(k, l) becomes larger than τ at time n,

F (S1, ..., (Cn, O
k>l
n )) = F (S1, ..., Sm−1, S

−k,−l
m , ..., S−k,−l

n )

· d ·
n∏

i=m

P (Ik
i |(Ci, O

k>l
i )k) ·

n∏
i=m

P (I l
i |(Ci, O

k>l
i )l)

F (S1, ..., (Cn, O
k<l
n )) = F (S1, ..., Sm−1, S

−k,−l
m , ..., S−k,−l

n )

· (1− d) ·
n∏

i=m

P (Ik
i |(Ci, O

k<l
i )k) ·

n∏
i=m

P (I l
i |(Ci, O

k<l
i )l)

where Ok>l
i indicates the kth object is in front of lth object in frame i. The variable
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d is a prior probability, which we model to have a logistic distribution over (yk
n−yl

n),

whose mean is set to 0.

‘Explaining’ occluded motion. When a person becomes fully occluded by a

larger object (e.g. a pillar), the system must stop tracking the person and go into

the observation mode. That is,

If overlap(k, l) becomes almost 1 at time n and k is the occluded object,

F (S1, ..., S−k
n ) = F (S1, ..., Sn−1) · P (S−k

n |Sn−1)

Whenever a new person appears (i.e. whenever an elementary detector de-

tects a new person) near the object occluding the person, there are two possibilities.

The newly detected person might be an irrelevant person, or he/she might be the

person who hid behind the pillar previously. In the former case, the person who

hid must still be behind the pillar and the newly detected person must be handled

as we have discussed in the subsection “Explaining addition and deletion”. In the

latter case, the person must have moved through the pillar during the observation

period.

We synthesize the most likely motion of the person who hid, assuming that

the person’s latest position is the location of the person newly detected. The mo-

tion we generate is a two-step linear motion: the first part is the person going into

the object occluding the person, and the second part is the person going out of

the occluding object. Movements are estimated based on the velocities of the per-

son before being occluded and the person after reappearing. Based on the motion

estimated, the locations of the person during the observation period, sk
i , can be
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recovered, enabling the calculation of P (Ik
i |sk

i ). Thus, the probability function F is:

F (S1, ..., Sn) = F (S1, ..., Sm−1, S
−k
m , ..., S−k

n ) · e

·
∏

i=m to n

P (Ik
i |sk

i )

F (S1, ..., S
−k
n ) = F (S1, ..., S

−k
n−1) · (1− e) · P (In|S−k

n )

where the variable e is a prior probability associated with the motion of the occluded

person. We estimate the variable e to have a Gaussian distribution over difference

between velocities of two steps of the motion, whose mean is 0.

6.5 Experiments

We test the system on the i-Lids dataset [2]. The i-Lids dataset is composed of

videos taken at a subway station in London, UK at the resolution of 720*576 at the

rate of 25 fps. The video contains a large number of occlusion events among pedes-

trians and a pillar. Total of 5060 frames of the AVSS-AB-hard sequence have been

used as test data. We not only implement our new system following the paradigm

of observe-and-explain, but also construct a system following the previous approach

of hypothesize-and-test which can be viewed as our implementation of [47, 12]. Two

systems are implemented to spend a similar amount of computations, by making

hypothesize-and-test to maintain maximum h hypotheses. The tracking accuracy of

the systems are measured and compared. In both systems, two likelihood functions

(P (FgrndLkhdi
n|bin) and P (ColorLkhdi

n|bin)) and priors are estimated with sepa-

rate training data. Locations of scene objects (e.g pillar) and scene boundaries are

provided to the systems a priori.

Table 6.1 shows the overall tracking accuracy of two systems on the test

dataset. TP measures true positive trajectories (i.e. totally correct) without any

errors, and FP shows the number of false positive persons the system detected.

Fgmt, Drft, and Swtch are types of tracking errors, where Fgmt indicates that a
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System Total TP Fgmt Drft Swtch FP
ObsvAndExpn 72 49 15 11 1 4
HypoAndTest 72 33 27 13 3 4

Table 6.1: Overall tracking accuracy of the systems on i-Lids dataset.

System Full SO Full OO Partial OO Total
ObsvAndExpn 35/45 18/31 29/34 82/110
HypoAndTest 16/45 14/31 27/34 57/110

Table 6.2: Accuracy of the systems in handling occlusions.

trajectory obtained has been fragmented, Drft indicates that a tracked person’s ID

has been drifted to another person, and Swtch specifies the number of ID switches

between two different persons. In addition, the performance of the system in han-

dling occlusions (e.g. whether the system was able to successfully track a person

moving behind a pillar) is measured in table 6.2. SO indicates “scene occlusions”

and OO indicates “inter-object occlusions”. We are able to observe that our sys-

tem with observe-and-explain performs superior to the previous system, mainly

because of our system’s ability to handle full occlusions. As we can see from table

6.2, observe-and-explain handles full occlusions (both scene-object and inter-object)

more reliably than the previous system, thus causing the overall accuracy shown in

table 6.1 to increase.

In addition, in order to illustrate the robustness of our system, we analyze

the difficulty of the i-Lids dataset over other datasets in the aspect of occlusions. We

compare the rate of an average person being occluded (at least partially) and fully

occluded in two datasets: the i-Lids dataset and the CAVIAR dataset [1], which

has been commonly used for evaluating a pedestrian tracking system. In the case of

the CAVIAR dataset, an average number of occlusions per person is approximately

0.5 and that of full occlusions is 0.15. In the case of i-Lids dataset, the numbers are

1.52 for occlusions and 1.05 for full occlusions. In the i-Lids dataset, full occlusion
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Figure 6.6: Example tracking results of our system tested on the i-Lids dataset.
(This picture is best viewed in color)

occurs frequently because of the pillars.

The state-of-the-art systems show 0.6˜0.7 accuracy on the CAVIAR dataset

[77, 69]. We are able to observe that our new system performs comparably to

previous systems (or better than in the aspect of occlusion handling) even with more

difficult dataset, i-Lids. Furthermore, we have tested half of the CAVIAR dataset

(all files with suffix “1cor.mpg”), obtaining overall tracking accuracy of 0.78.
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Chapter 7

Conclusion

We presented the general methodology for the automated recognition of complex

human activities. The fundamental idea is to use the CFG representation syntax

to represent high-level activities, and to recognize represented activities by per-

forming the hierarchical matching. High-level activities including human actions,

human-human interactions, human-object interactions, and group activities have

been recognized throughout the dissertation.

Our CFG representation syntax provides a formal method to define occurring

time intervals of composite actions and interactions. The idea of hierarchically

representing complex actions and interactions as a composition of simpler actions

and interactions was the key. Based on the constructed representation of activities,

the recognition was performed hierarchically and probabilistically. Our experiments

show that the system can represent and recognize complex human activities with a

high recognition rate.

The novelty and contribution of our work is in the framework and algo-

rithms to represent and recognize high-level hierarchical activities from a raw image

sequence. The algorithm enables the recognition of human activities with any level

of hierarchy, whose sub-events are organized sequentially and/or concurrently. In
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addition, our representation explicitly captures the hierarchical and recursive na-

ture of actions and interactions. Recursive representation was allowed to describe

high-level activities, enabling the system to recognize human activities with a con-

tinuous characteristic. Our system has the ability to use represented actions as

sub-events of higher-level actions, thereby minimizing the redundancy. Finally, the

recognition process was probabilistic, enabling the system to handle noisy inputs

and compensate for the failures of low-level processing.

Notably, the methodology presented in this dissertation is able to recognize

complex group activities that previous researchers have not attempted to recognize,

such as interactions between two groups. Up to our knowledge, this is the first work

to analyze complex group-group interactions like ‘group stealing’. Our system is

designed to be general, recognizing various classes and types of group activities.

The main drawback of our system is in the time complexity to find optimum

recognition solution: it is a NP-hard problem. We overcome this by developing new

heuristic algorithms with good recognition accuracy. Experimental results suggest

that our methodology is reasonable and gives good results.
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