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This dissertation defends a certain view of the mind/body relation, according to which 

although there is a sense in which everything is physical, there is also a sense in which mental 

phenomena are irreducible to physical phenomena.  The reason for this irreducibility, 

according to the position defended in this work, is that the mental has a certain normative 

character which the physical lacks. 

 The central thesis defended in the first part of the work is the claim, advanced by 

Donald Davidson among others, that the mental realm is governed by constitutive principles 

of rationality.  I both attempt to explain what this means precisely and provide arguments as 

to why we should think that it is true.  Having defended the thesis, I then turn to show that it 

entails that certain mental phenomena are normative.  If the normative is generally irreducible 

to the non-normative – as I argue there is good reason to hold – it then follows as a special 

case that the mental phenomena in question are irreducible to any (non-normative) physical 

phenomena. 
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 Is this form of antireductionism scientifically respectable?  In the second part of the 

dissertation I attempt to establish that it is by showing that the view can be reconciled with a 

physicalistically acceptable account of mental causation.  Focusing on the causal exclusion 

problem advanced by Jaegwon Kim among others, I critically discuss both reductive and 

certain nonreductive solutions to the problem that have been advanced by various 

philosophers.  I then propose my own nonreductive solution to the problem, and attempt to 

draw out some of the consequences of this solution both for physicalism and for the nature of 

normativity. 
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Introduction  

 The mental is normative.  Or so a number of philosophers say, at least.  For various 

reasons, those who say it often make a point of avoiding putting the matter in overly 

metaphysical terms.  So for instance Donald Davidson, in setting up a defense of the mental’s 

normative status, writes that “the mental is not an ontological but a conceptual category . . .  

To say of an event, for example an intentional action, that it is mental is simply to say that we 

can describe it in a certain vocabulary.”1  The mental’s normative-based irreducibility to the 

physical, then, is a mere conceptual irreducibility, for Davidson.  It is the irreducibility of 

normative mental concepts to non-normative physical concepts.2 

In a similar vein Robert Brandom provides part of the historical context of his own 

normative view of mind when he writes that the 

emphasis on the normative significance of attributions of intentionally contentful 
states marks a decisive difference between Kantian and Cartesian ways of conceiving 
cognition and action . . .  Where Descartes puts forward a descriptive conception of 
intentionality, Kant puts forward a normative or prescriptive one – what matters is 
being the subject not of properties of a certain kind but of proprieties of a certain 
kind.3 

 
It goes without saying, no doubt, that the Kantian conception is the deeper of the two by 

Brandom’s lights. 

 One of the central claims defended in this work is that the proprieties Brandom 

mentions just are properties, and properties distinct from any which are not proprieties.  Thus, 

a new Cartesian/Kantian synthesis is offered.  Or, at least, what is offered is a view according 

to which the mental’s normative status sets it apart metaphysically – and not merely 
                                                 
1 Davidson (1987b: 114). 
2 Davidson is not completely consistent on the matter.  In other works he expresses his irreducibility claim at the 
level of properties rather than concepts. 
3 Brandon (1995: 9). 
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conceptually – from the physical.  This normative status renders mental properties irreducible 

to physical properties, though not in a way that is incompatible with physicalism.  Inspired in 

no small part by Davidson’s classic paper “Mental Events,” my normativism about the mental 

aspires to be a novel form of nonreductive physicalism. 

 A consequence of my metaphysical focus is that the metaphysics of normativity, and 

of the relation between the normative and the non-normative, comes to play an absolutely 

central role in the discussion.  If the mental’s normative status is supposed to be what 

guarantees its irreducibility to the physical, then presumably the normative itself must be 

irreducible to the physical, or more generally to the non-normative.  In this work I argue that 

this is indeed the case.  In doing so, I end up occupying a metaphysical view of the normative 

that is importantly like G. E. Moore’s antireductionism in metaethics.  There are occasional 

references to Moore in Davidson’s own defense of antireductionism about the mental, and in 

the works of certain philosophers sympathetic to Davidson, like John McDowell.4  The 

metaphysical focus of the present work leads to an expanded role for Moore, though, or at 

least for a broadly Moorean sort of view. 

 This appropriation of Moore would appear to create tension for my claim that the view 

being defended is physicalistic.  After all, Moore himself is a non-naturalist about 

normativity.  It is in the attempt to alleviate this apparent tension that I turn to the causal 

exclusion problem facing nonreductive physicalists.  If my normativity-based 

antireductionism about the mental can be reconciled with a physicalistically acceptable 

account of mental causation, then that would seem to undermine the charge that my view is 

                                                 
4 See McDowell (1985). 
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not sufficiently physicalistic.  And this in turn would eliminate one of the most serious 

barriers to embracing an antireductionist view of normativity and (thus) the mental.  Even 

aside from wanting to have an acceptable account of mental causation for its own sake, then, I 

turn to the causal exclusion problem partly for the purpose of earning a physicalist credential 

for my antireductionist view. 

 Given the themes set out, there are bound to be important similarities between the 

position defended in this work and Davidson’s.  There are also important differences, 

however, some of which are explained in Chapter 1.  One of the primary differences is that I 

am highly suspicious of the sort of causal argument for physicalism which is at the center of 

“Mental Events.”  I contend that though the causal argument is sound, there are reasons to 

think that it is not cogent – that is, that the argument cannot help one come to learn (for the 

first time) the truth of physicalism.  This is because the most plausible way of defending the 

causal argument ends up committing its defenders to an epistemically problematic form of 

non-causal overdetermination.  We ought to be physicalists, but probably not on the basis of 

the reasoning offered by the causal argument. 

 In Chapter 2 I turn to the claim defended by Davidson and others that the mental realm 

is governed by constitutive principles of rationality.  What does this constitutive rationality 

thesis mean exactly?  I borrow the machinery of Ramsification to try to formulate the thesis in 

as clear terms as possible.  Briefly stated, the idea is that this constitutive rationality thesis is 

true just in case the theory that specifies the essences of mental states (the theory being 

Ramsified) includes normative clauses.  The thesis so understood does not outright contradict 

causal functionalism, but a kind of tension with causal functionalism is set up at this point. 
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 I then turn in Chapter 3 to defending the constitutive rationality thesis just formulated.  

I develop two distinct arguments, one from essential causal powers and one from 

counterpossibles.  The argument from essential causal powers says that while belief actually 

has many different sorts of causal powers, the only powers that are essential to it are its 

rational powers – that is, its powers whose exercise are to the rational credit of believers.  If 

this is correct it is something that calls out for explanation, and only the constitutive 

rationality thesis is able to explain it adequately.  The argument from counterpossibles 

involves assessing what would follow if (per impossibile) normative eliminativism were true.  

One thing that would follow, I claim, is that there would be no beliefs.  Defending this claim 

requires establishing the conceivability of belief zombies – that is, physical duplicates of us 

who lack beliefs.  In attempting to do this, I build on Jaegwon Kim’s critique of Quine’s 

naturalized epistemology. 

 With the close of Chapter 3 I take myself to have established the truth of the 

constitutive rationality thesis.  I then begin chapter 4 by arguing that it follows from the thesis 

that belief properties themselves are normative.  Now, this normative status does not by itself 

entail that belief properties are irreducible.  What is needed for this conclusion is the further 

premise that normative properties in general are irreducible.  The remainder of the chapter is 

spent building toward this further premise.  In arguing that normative properties are 

irreducible, I draw on the parallels that philosophers including Frank Jackson and others have 

noted between certain views of normativity and certain views of phenomenal consciousness.  

While these parallels are interesting for their own sake, the primary reason for appealing to 

them is that they genuinely help clarify the views of normativity in question, since the 
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metaphysical differences between the relevant views of phenomenal consciousness have been 

worked out to some extent.  Given this framework, I observe that my antireductionism about 

normativity is like David Chalmers’ antireductionism about phenomenal consciousness in 

important respects. 

 There are also important differences between the two views, however.  In particular, 

antireductionism about normativity and thus belief is compatible with at least a moderate form 

of physicalism, or so I suggest in Chapter 5.  I begin by noting that normative 

antireductionism is compatible with the metaphysical (as opposed to mere nomological) 

supervenience of everything on the physical.  The question then is whether such 

supervenience is sufficient for physicalism, as is often thought.  Terence Horgan has argued 

that it is not.  Horgan claims that physicalism requires not just supervenience, but 

superdupervenience.  I concede that my antireductionist view is incompatible with 

superdupervenience.  Still, a further physicalist credential for my view would be secured if I 

could show that my normativity-based antireductionism about belief properties is compatible 

with a physicalistically acceptable account of mental causation.  This would distinguish my 

view from others that are incompatible with superdupervenience, like standard emergentist 

views, which seem to require physicalistically objectionable forms of downward causation.  I 

thus turn to the causal exclusion problem. 

 I set out the exclusion problem as a demonstration that six theses, each of which is 

independently plausible, are jointly inconsistent.  One of the theses must be rejected then.  

Out of the six, only three are real options for rejection, given physicalism.  Chapter 6 is 

devoted to examining different reductionist accounts, which reject the thesis that mental 
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properties are irreducible to physical properties.  What the various reductionist views in 

question have in common is that they all deny the existence of properties that are both natural 

and multiply realizable. 

 In Chapter 7, I try to show what is problematic about such a denial.  I develop an 

empirical, inference to the best explanation (IBE) argument against reductionism.  The key 

idea is that antireductionists are better positioned to explain the truth of certain empirically 

discovered generalizations than are reductionists.  The IBE argument is heavily influenced by 

Jerry Fodor’s argument against reductionism from special science laws, though there may be 

certain differences.  Also, I show that the generalization of the causal exclusion problem leads 

to difficulties for reductionists, not because it is especially absurd to think that various special 

science properties are epiphenomenal, but because the generalization of the problem deepens 

the pool of potential empirical evidence available to the IBE argument. 

 In Chapter 8, I turn to consider those philosophers who respond to the causal exclusion 

argument by embracing pervasive causal overdetermination.  I claim that Stephen Yablo’s 

account of mental causation can be understood in this way, at least insofar as it relies on his 

notion of proportionality.  I attempt to show that there are possible counterexamples to 

Yablo’s account.  Moreover, I attempt to show that Yablo’s core problem is not the details of 

his account, or his reliance on counterfactuals, but rather the underlying thought that the 

causal efficacy of mental properties turns on how things go for the different physical realizers 

of those properties.  This thought seems compelling only if we think of mental and physical 

phenomena as causally competing with one another.  Once we reject this competition 

metaphor, there is no longer any reason to embrace the thought in question. 
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 Finally in Chapter 9 I offer my own favored solution to the causal exclusion problem, 

which involves denying any causal competition between mental and physical properties.  In 

order to set out my proposed solution in a clear way, I provisionally assume the truth of a 

Sydney Shoemakeresque view, which combines a reductive form of causal structuralism 

together with a subset view of realization.  This allows us to see how mental and physical 

phenomena could have a shared structure, which kills the appearance of causal competition 

between them.  Think of the property of being the striking of a match as compared to the 

property of being the striking of a dry match.  The properties are distinct, and yet there is no 

causal competition between them.  The Shoemakeresque view allows us to see how mental 

and physical properties could stand in a relevantly similar relation to one another.  Having set 

out this account, I then consider how it fits with my own brand of antireductionism about the 

mental.  I conclude that though my antireductionism requires us to reject elements of the 

Shoemakeresque view, it nevertheless fits with the account of mental causation itself.  In this 

way, I take the causal exclusion problem for my antireductionistic normativist view to have 

been solved. 
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1. Divergences from Davidson 

 As I mentioned in the introduction, the idea from Davidson I’ll be defending in this 

work is that the mental realm is governed by constitutive principles of rationality, and that 

from this it follows that mental phenomena have a certain normative character.  It’s this 

normative character which is the basis of my own antireductionism about the mental, not the 

multiple realizability considerations cited by standard nonreductive physicalists.1  Chapters 2 

through 4 will be devoted to working out my nonstandard version of nonreductive 

physicalism in some detail.  Here in Chapter 1, though, I want to start things off by outlining 

some of the ways in which my position diverges from Davidson’s.  Davidson’s view of the 

mind-body relation, and by extension of how mental causation works, is extremely well 

known.  Also well known are a number of the quite daunting problems his view faces.  Here 

at the outset I hope to head off suspicions that my own position will be subject to the very 

same problems. 

 The explicit aim of “Mental Events” is to show how three theses standing in apparent 

conflict can be reconciled.2  The theses go as follows. 

The Principle of Causal Interaction: At least some mental events causally interact with 
physical events. 
 The Principle of the Nomological Character of Causality: Where there is causality, 
there must be a law: events related as cause and effect fall under strict deterministic laws. 
 The Anomalism of the Mental3: There are no strict deterministic laws on the basis of 
which mental events can be predicted and explained. 
 

If causal relations are always backed by strict deterministic laws while there aren’t any 

such psychological laws, then it might seem there can be no mental causation (or, for that 
                                                 
1 As we’ll see, though, my view of multiple realizability-based arguments against reductionism is somewhat 
complicated. 
2 Davidson (1970). 
3 Not to be confused with anomalous monism itself. 
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matter, any mental effects of causes).  This is the apparent conflict.  Davidson’s strategy for 

conflict resolution is to embrace a token identity theory (a.k.a. token physicalism) according 

to which every mental event token is identical to some physical event token.  If mental events 

just are physical events – that is, if every event with a mental property also has some physical 

property4 – then causal interactions involving mental events could always be backed by strict 

deterministic laws, laws pertaining to the physical properties of such events rather than their 

mental properties.  In short, the three theses could all be true.  To whatever extent we deem 

the three theses to be independently plausible, we then face pressure to accept Davidson’s 

token physicalism.  In this way, “Mental Events” provides an argument for physicalism. 

1.1 Objections to Davidson’s Argument 

 I now want to set out a number of objections to the argument just presented.  My 

purpose in going through these objections isn’t necessarily to conclusively refute Davidson.  

It may be that he could successfully respond to some or all of the objections I raise.  Instead, 

my primary aim is to begin to differentiate my view from Davidson’s: in sections 1.2 through 

1.4, we’ll see that the objections laid out here don’t pose even a prima facie problem for my 

view, as they do for Davidson’s. 

 The objections I want to consider can be divided into four groups.. 

1.1.1 OBJECTIONS TO THE TRUTH OF THE ARGUMENT’S PREMISES 

As it is initially formulated in “Mental Events,” The Principle of the Nomological 

Character of Causality rules out the possibility of causal relations backed by indeterministic 

laws.  The actual existence of quantum indeterminacy would seem to offer a fairly compelling 

                                                 
4 Davidson (1970) always puts his claims in terms of predicates rather than properties.  Throughout this work, 
though, I’ll generally be translating his predicate talk into my own property talk. 
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reason to reject the principle so stated.  Davidson is aware of the potential problem here and 

responds to it by dropping the requirement that causal relations be backed by deterministic 

laws.  He keeps the requirement that they must be backed by strict laws, though, where at 

least some indeterministic laws (e.g., quantum mechanical ones) can count as strict.  This 

revision is meant to keep the original spirit behind The Principle of the Nomological 

Character of Causality in tact – think of being deterministic as a kind of ideal toward which 

strict laws strive but sometimes fall short. 

Once we strike ‘deterministic’ from The Principle of the Nomological Character of 

Causality, though, we’re also going to have to strike it from The Anomalism of the Mental if 

the argument for token physicalism is to go through.  This move is potentially problematic.  

For, while it’s fairly uncontroversial that there aren’t any deterministic psychological laws – 

this is something that’s accepted by a wide range of philosophers of mind who otherwise 

agree about little – it’s impossible to say how plausible the claim that there are no strict 

psychological laws is until we know exactly what is meant by ‘strict.’  And, since Davidson’s 

argument for token physicalism depends on the independent plausibility of his three 

principles, to whatever extent the revised version of The Anomalism of the Mental is less 

plausible than the widely accepted unrevised version, his argument will be weakened by the 

revision. 

An account of strictness is needed, then.  Davidson’s discussion of homonomic and 

heteronomic generalizations is meant to gesture at least at such an account,5 though 

notoriously, the discussion is a bit obscure.  Without trying to retrace Davidson’s 

                                                 
5 Davidson (1970: 219). 
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homonomic/heteronomic distinction or otherwise offering an interpretation of his views on 

strictness, we can at least say this.  However the details of the account of strictness end up 

going, it will need to satisfy each of the following requirements: (i) it will need to make it 

plausible that at least some actual indeterministic physical laws get to count as strict – 

otherwise, the motivation for having revised The Principle of the Nomological Character of 

Causality will have been lost; (ii) it will need to make it plausible that no true psychological 

generalizations, not even the extremely robust generalizations discovered in studies on vision 

or language processing, say, get to count as strict – otherwise The Anomalism of the Mental 

will be false; and (iii) it will need to make it plausible that the sort of strictness in question is 

in some sense required for causation, so that there can be no causal interactions which are not 

backed by strict laws – otherwise, we will have good reason to reject even the revised version 

of The Principle of the Nomological Character of Causation.  Unless Davidson can come up 

with an account of strictness satisfying each of these three desiderata at once – and I think we 

ought to be extremely skeptic in advance that he can – he loses his argument for token 

physicalism. 

1.1.2 OBJECTIONS TO THE ARGUMENT’S VALIDITY 

Moving on, let’s now consider objections which grant Davidson the truth of his three 

theses but which deny the inference from the theses to the conclusion of token physicalism.  

Let ectoplasm be a spooky sort of non-physical, non-mental stuff.  Nothing in Davidson’s 

argument rules out the possibility that a property like that of being made of ectoplasm might 

figure in strict laws.6  But if this possibility has not been ruled out, we do can accept 

                                                 
6 This point is also made by Johnston (1985: 411). 
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Davidson’s three principles while avoiding his token physicalism.  If mental events were 

token identical to ectoplasmic rather than physical events, and there were strict ectoplasmic 

laws, then Davidson’s three theses could all be true while token physicalism was false. 

Presumably there are good reasons to accept token physicalism rather than this sort of 

token ectoplasm-ism.  Whatever those reasons may be, they don’t emerge from the argument 

contained in “Mental Events.”  And so, if Davidson wants to rule out the token ectoplasm-ism 

hypothesis, he needs to introduce some further considerations.  The problem with this is that 

these further considerations will then be doing a good portion of the work that any decent 

argument for physicalism really ought to do on its own.  In short: if the argument from 

“Mental Events” needs to be supplemented in this way to rule out certain anti-physicalist 

views, then the argument itself must be rather weak. 

 Ectoplasm can be set aside to raise a related but distinct objection.  Davidson operates 

with an unusual conception of the mental in “Mental Events,” a conception which potentially 

limits the scope of his token physicalist conclusion.  His criterion for mental events goes as 

follows: an event is mental if and only if it satisfies some predicate that contains a 

propositional attitude term essentially.7  But then, what about pains, say?  If an event e is a 

pain, then e will satisfy the predicate ‘is a pain.’  Since this predicate contains no 

propositional attitude term, e’s satisfaction of it doesn’t by itself guarantee that e counts as a 

mental event. 

 Davidson recognizes this consequence of his criterion for mental events but thinks that 

it isn’t genuinely problematic.  On a second glance, he says, the worry shouldn’t be that the 

                                                 
7 Davidson (1970: 211).  In this particular case, I think things will be clearest if I use Davidson’s own predicate 
talk instead of translating it into my own property talk, as I do elsewhere. 
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criterion for mental events is too restrictive; if anything, it’s too liberal.  Let e* be an event 

which is intuitively non-mental, like the collision of two stars in distant space.  Now, suppose 

that e* is simultaneous with Jones noticing that a pencil starts to roll across his desk.  Then e* 

satisfies the predicate, ‘is a collision of two stars and is simultaneous with Jones noticing that 

a pencil starts to roll across his desk.’  This predicate contains the propositional attitude term 

‘noticing’ essentially, and so by Davidson’s criterion, e* counts as a mental event. 

But, if the collision of two stars counts as a mental event, then presumably every event 

will count as mental, including the pain e.  We can suppose, for instance, that e satisfies ‘is a 

pain and occurs two seconds after Smith thought that roses are red.’  If so, e counts as a 

mental event.  According to Davidson, the counter-intuitive result that every event is mental is 

tolerable within the context of his argument: “We can accept Spinozistic extravagance with 

the mental since accidental inclusions can only strengthen the hypothesis that all mental 

events are identical with physical events.  What would matter would be failure to include 

bona fide mental events, but of this there seems no danger.”8 

There is reason to suspect that this move is too clever by half, though.  Davidson’s 

unusual conception of the mental is meant to be used in understanding the various claims he 

makes, including The Anomalism of the Mental.  Given the conception of the mental that is 

operative, the Anomalism of the Mental must be interpreted to mean that there are no strict 

laws pertaining to events insofar as they satisfy a predicate which contains a propositional 

attitude terms essentially.  So understood, the Anomalism of the mental does indeed entail 

that there are no strict laws governing e insofar as e satisfies the predicate ‘is a pain and 

                                                 
8 Davidson (1970: 212). 
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occurs two seconds after Smith thought that roses are red,’ but it does not entail that there are 

no strict laws governing e insofar as e satisfies ‘is a pain.’  But then, for all Davidson’s 

defense of The Anomalism of the Mental might establish, it cannot establish that there are no 

strict laws governing e qua pain.  If the possibility of such strict laws is not excluded by 

Davidson’s argument, though, then Davidson has failed to give us a reason to think that e 

must be a physical event. 

This conclusion will generalize to any non-propositional attitude type of mental event.  

And so, Davidson’s argument for token physicalism provides us with no ammunition to use 

against an anti-physicalist philosopher who grants that every belief, desire, intention, etc., is 

identical to some physical event, but who maintains that every pain, afterimage, raw feel, etc., 

is identical to no physical event. 

1.1.3 OBJECTIONS TO THE SIGNIFICANCE OF THE CONCLUSION 

 Next let’s consider objections that grant the soundness of Davidson’s argument but 

call into question the significance of its conclusion.  In particular, I want to consider doubts as 

to whether the sort of physicalism Davidson establishes is either necessary or sufficient for 

physicalism as philosophers have typically understood the notion. 

Start with necessity.  Some philosophers of mind believe that mental events are 

constituted by physical events rather than identical to them, in much the same way that some 

metaphysicians believe that statues are constituted by lumps of clay rather than identical to 

them.  Whatever objections this sort of token constitution thesis might face, it is not naturally 

classified as a form of anti-physicalism.  More generally, it seems to be perfectly possible to 

be a good physicalist while holding that the determination relation which obtains between 
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mental and physical events is something other than identity. 

 Now for sufficiency.  While Davidson makes a point of noting in “Mental Events” that 

his token physicalism is consistent with psychophysical supervenience,9 no argument he 

presents in the paper actually entails the truth of any supervenience thesis.  And in fact it’s not 

obviously incoherent to hold (with Davidson) that every mental event is identical to some 

physical event while also holding (pace Davidson) that there can be entities that are physically 

indiscernible but mentally discernible, contradicting all supervenience theses.  So, for 

instance, it’s not obviously incoherent to hold that there are a pair of mental events e and e* 

which are also physical events and which are physically indiscernible (even when extrinsic 

physical properties are taken into account) while being mentally discernible.  Thus, if 

psychophysical supervenience is regarded as at least a minimal requirement of standard 

physicalism, as at usually is, then it appears that the truth of Davidson’s token identity thesis 

is compatible with the falsity of standard physicalism. 

 Let me emphasize that the point here is not that Davidson isn’t enough of a 

physicalist.  He, after all, accepts psychophysical supervenience.  Rather, the point is that 

since Davidson’s argument for token physicalism does not by itself seem to entail any 

supervenience thesis, it does not seem to be properly regarded as an argument for 

physicalism.   

1.1.4 OBJECTIONS TO DAVIDSON’S VIEW OF MENTAL CAUSATION 

 Finally, let’s consider what are probably the most serious and the most well-known 

objections to Davidson’s position.  Set aside the argument for token physicalism and consider 

                                                 
9 Davidson (1970: 214). 
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the view of mental causation defended in “Mental Events.”  If mental events are identical to 

causally efficacious physical events, as Davidson holds, then by Leibniz’s Law it follows that 

mental events are causally efficacious.  However, this point by itself doesn’t guarantee that 

mental events are causally efficacious qua mental – that is, by virtue of their mental 

properties.  And it’s this that seems to be needed to vindicate commonsense and scientific 

attributions of mental causation. 

 To take an example from Fred Dretske, imagine a soprano singing the word “shatter” 

at an extremely high pitch.10    Suppose that the metaphysics of the situation is such that this 

singing is a single event having two distinct properties: that of meaning shatter and that of 

being high pitched.  Now imagine that the soprano’s singing causes a nearby glass to break.  

Intuitively, the soprano’s singing being high pitched is causally relevant to the glass breaking 

in a way that its meaning shatter is not – in fact, the property of meaning shatter seems 

completely causally irrelevant here. 

According to a number of critics, Davidson’s view either entails or at least fails to rule 

out the possibility that in all cases of causation by mental events, it is only the physical 

properties and not the mental properties of such events that are causally efficacious.  That is, 

Davidson’s view either entails or at least fails to rule out the possibility that mental events’ 

mental properties are like the property of meaning shatter in the soprano example, while their 

physical properties are like the property of being high pitched.11  This is unacceptable.  Surely 

the mental properties of mental events aren’t epiphenomenal in this way.  To establish the 

causal efficacy of mental properties over and above the causal efficacy of token mental 

                                                 
10 Dretske (1989). 
11 See for instance Honderich (1982), Sosa (1984), and Kim (1984). 
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events, though, Davidson will need to say more than he does in “Mental Events.” 

1.2 Events 

 With these objections on the table, I now want to consider three important differences 

between Davidson’s position and my own.12  As we will see, these differences will ensure 

that none of the problems raised for Davidson in the preceding section will be problems for 

m

 The first crucial difference is that even when working within a coarse-grained, 

Davidsonian conception of events,

e. 

 

ith 

’m 

 

s is not identical to the firing 

events.  Throughout most of this work, though, I’ll be using the more fine-grained property-
                                                

13 I reject the token identity theory.  I believe that mental 

events are not identical to physical events but rather are realized by them, in a sense I hope to

make clearer in this work.  Imagine that I’m in pain, and that my pain is realized by firing C-

fibers.  Imagine next that my firing C-fibers are removed and instantaneously replaced w

silicon chips which also realize a pain in me.  On my view it’s possible for the pain I

feeling before the replacement to be token identical to the pain I’m feeling after the 

replacement, even though the original physical realizer of my pain, the firing C-fibers, has 

been removed.  After the replacement, my pain might go on to cause effects, like my wincing, 

that the firing C-fibers clearly isn’t causing.  And so, if events are individuated by their causes

and effects, it follows that the pain realized by the firing C-fiber

C-fibers.14  Thus, I reject the monism in anomalous monism.15 

 In the preceding paragraph I assumed a coarse-grained, Davidsonian conception of 

 
12 There are further differences that we will see along the way. 
13 Set out in the papers contained in the second section of Davidson (1980). 
14 Obviously, I’m relying in part on multiple realizability considerations here.  As I mentioned in n. 1 above, my 
position regarding multiple realizability is somewhat complicated. 
15 Later on we’ll see that I’m neutral on the anomalousness part. 
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exemplification account of events originally defended by Jaegwon Kim.16  On Kim’s view, 

events are instantiations (or “exemplifications”) of properties by things at times.  My entire 

reason for going with the property-exemplification model is just that I find it more convenient 

in certain ways than the Davidsonian model is – I don’t have any strong views about what the 

real and true nature of events is.  I assume that problems pertaining specifically to mental 

causation are neither solved nor created by which account of events one uses, and so I don’t 

intend for my reliance on the property-exemplification model to do any interesting 

philosophical work for me. 

1.3 The Causal Argument for Physicalism 

 Perhaps an even deeper divergence from Davidson is that in this work I won’t be 

committing myself to any very specific view about the nature of causation, and so I’ll be 

remaining neutral on The Principle of the Nomological Character of Causality.  Because of 

this, I’m unable to help myself to Davidson’s argument for the token identity thesis.  Or, more 

to the point (since I already rejected the token identity thesis), I’m unable to help myself to 

even a modified version of Davidson’s argument aiming to establish just that mental events 

are determined by physical events in some physicalistically acceptable way. 

 I don’t think this is a great loss.  For Davidson’s argument is a special version of the 

so-called causal argument for physicalism, and I think there are independent reasons to reject 

the causal argument.  While different philosophers have developed the argument in subtly 

                                                 
16 Kim (1973) and (1976). 
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different ways,17  for present purposes I’ll be focusing on the following canonical version of 

it. 

 (P1): The physical realm is causally closed: any physical event which has a cause at 
some time t has a physical cause at t. 
 (P2): All mental events have physical effects. 
 (P3): The physical effects of mental causes are not all causally overdetermined. 
 (C): Mental events are identical to physical events.18 
 
For the sake of the objections I want to raise I’m willing to grant that each of the argument’s 

premises is true and that the argument itself is valid.19  Even if the causal argument is sound, 

I’ll be claiming, there is still something wrong with it. 

1.3.1 WARRANT TRANSMISSION 

 Consider two different epistemic routes a subject S might take in coming to know that 

(P1) is true.  On the first route, S acquires evidence for the following proposition. 

(P*): All events are physical events. 

On the basis of this evidence, S comes to know that (P*).  Next, S draws out various trivial 

consequences of (P*) and comes to know them too.  These consequences include the 

propositions that every event which took place on March 30th 1983 was a physical event, that 

all mental events are physical events (i.e., (C) from the causal argument), and that any 

physical event which has a cause at some time t has a physical cause at t (i.e., (P1)).  This is 

the first epistemic route to knowing that (P1).  On the second epistemic route, S acquires 

evidence directly supporting (P1) – that is, evidence that supports (P1) without doing so by 

virtue of first supporting (P*).  Through this direct evidence, S comes to know that (P1). 

                                                 
17 In addition to Davidson this includes Lewis (1966), Papineau (2001), and Melnyk (2003). 
18 This version of the argument is based on that given in Papineau (2001), with minor adjustments. 
19 Thus, in order to discuss the argument, I’m willing to grant that mental events are identical to physical events. 
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 Now, consider an epistemic situation (a possible world) where the causal argument is 

sound but where only the first route to knowing that (P1) is available to subjects.  Within that 

situation, any suitably rational subject who knows that (P1), and thus is in a position to allow 

the causal argument to get started, will already know that (C) prior to running through the 

argument.  And so, within that epistemic situation no suitably rational subject who knows that 

(C) will have acquired her knowledge from the causal argument.  To clarify the point, let’s 

take S to inhabit the epistemic situation in question.  If S is to be such that she at least could 

acquire the knowledge that (C) via the causal argument, she will first need to know that (P1).  

If S doesn’t antecedently know that (P1), then running through the argument won’t be of any 

help to her in coming to know that (C).  But if S already knows that (P1), the she must also 

know that (P*) and have inferred (P1) from (P*), since this is the only route to knowing that 

(P1) in the epistemic situation.  But then, since S knows that (P*) and (P*) entails (C), it 

follows that if S is suitably rational – meaning here just that she would infer that (C) if she 

knew that (P*) – she will know that (C) even prior to running through the causal argument. 

 In fact, if S knows that (P1) and is suitably rational, she will know that (C) even if she 

rejects the causal argument because she (mistakenly) rejects either (P2) or (P3) or both: (P*) 

entails (C) independently of the truth values of (P2) and (P3).  What’s more, the causal 

argument will not provide S with any further reason to believe that (C) that she does not 

already have – that is, any reason over and above that which is provided by the available 

evidence supporting (P*) together with the fact that (P*) entails (C).  With respect to (C), 

then, the causal argument is completely epistemically useless to S. 
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 The problem with the causal argument within the epistemic situation we’ve been 

considering is that even though it’s sound, it would be impossible for a suitably rational 

subject to come to know its conclusion on the basis of the argument.  This way of putting 

things is meant to resonate with the recent work on warrant transmission done by Crispin 

Wright, Martin Davies, and others.20  Using the terminology from that literature, the problem 

with the causal argument within the epistemic situation we are imagining is that, for a suitably 

rational subject, the only possible warrant for (P1) will be incapable of transmitting across the 

argument to (C).  Or in other words, the argument is not cogent, in a sense of this term which 

has been used in discussions of warrant transmission.21 

 So far I haven’t said anything that a proponent of the causal argument must (or should) 

reject.  Such a philosopher can grant that there are (merely) possible epistemic situations in 

which the causal argument wouldn’t be cogent.  What she must deny is just that our actual 
                                                 
20 See for instance Wright, (2003), (2004); Davies (2004). 
21 Wright (2003: 57) writes that “a valid argument with warranted premises cannot be cogent if the route to 
warrant for its premises goes – of necessity, or under the particular constraints of a given epistemic context – via 
a prior warrant for its conclusion.”  In the case we have been considering, though, the warrant for (C) isn’t prior 
to the warrant for (P1) – what’s prior here is the warrant for (P*), which entails both (P1) and (C).  In terms of 
priority of warrant, (P1) and (C) “tie.” 
     Two things can be said here.  First, I find it natural to expand on Wright’s understanding of cogency in such a 
way that the causal argument counts as uncogent in the epistemic situation we have imagined even though the 
warrant for (C) is not prior to the warrant for (P1) there.  Second, there is a generalized version of the causal 
argument with precisely the sort of structure Wright describes.  The generalized argument goes as follows. 
 (P1): The physical realm is causally closed (this premise is unchanged). 
 (P2’): Generalized causal influence: all physical events, chemical events, biological events, mental 
events, etc. – that is, all events – have physical effects. 
 (P3’): Generalized no universal overdetermination: the physical effects of physical causes, chemical 
causes, biological causes, mental causes, etc. – that is, all causes – are not all overdetermined. 
 (C’): Generalized physicalism: Physical events, chemical events, biological events, mental events – that 
is, all events – are physical events. 
The conclusion of this generalized argument, (C’), is identical to the proposition (P*).  And so, since the warrant 
for (P*) is prior to the warrant for (P1) in the epistemic situation we have been imagining, it follows that the 
warrant for this generalized causal argument’s conclusion will be prior to the warrant for its premise (P1) within 
that epistemic situation.  Proponents of the (restricted) causal argument for physicalism about the mental often 
endorse this sort of generalized causal argument; see for instance Papineau (2001: p. 33 n. 5).  In what follows I 
will assume that it is legitimate for me to leave this generalized argument aside and press my cogency concerns 
while focusing on the restricted causal argument. 
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epistemic situation is relevantly like this.  Reconsider the second epistemic route to knowing 

that (P1), whereby one acquires evidence that directly supports (P1) without first supporting 

(P*).  In an epistemic situation in which this route to knowledge of (P1) is available, the 

causal argument might be cogent.  The question then is, what is the actual world like?  Here in 

the actual world, does (P1) possess a warrant capable of transmitting across the causal 

argument?22 

 To establish cogency, what proponents of the causal argument need is a separate 

argument, an argument that provides a warrant for (P1) but not by virtue of first providing a 

warrant for (P*).  One initially promising option here is to make an inductive argument for 

(P1), broadly along the lines suggested in the following passage from Andrew Melnyk. 

Nor is it true that in order to be persuaded of the causal closure of the physical one 
must already be persuaded of physicalism.  To see this, it is necessary only to review 
how the closure principle is usually evidenced.  First we become persuaded, on the 
basis of observational evidence and ordinary canons of scientific reasoning, that 
various physical effects have sufficient physical causes, since the best available 
explanations of those effects posit physical and only physical causes; surely no 
assumption of physicalism is needed to take the first step.  Then, employing 
enumerative induction, we treat these well-supported explanations as evidence that all 
physical effects have sufficient physical causes.23 
 
While there are other conceivable forms that a direct argument for (P1) might take, an 

inductive argument of this sort strikes me as the strongest.  Part of what I’ll be arguing in the 

remainder of this section is that this sort of inductive argument for (P1) can’t work.  If I can 

succeed in showing this, then it won’t immediately follow that the causal argument isn’t 

                                                 
22 It may be that (P1) actually has multiple warrants.  In order for the causal argument to be cogent, all that’s 
required is that some actual warrant for (P1) is capable of transmitting across it.  It’s no problem if it’s also the 
case that some warrants are incapable of transmitting. 
23 Melnyk (2003: 289-290).  See also Papineau (2001) for a similar thought. 
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cogent – again, maybe a different sort of argument for (P1) can be made – but the causal 

argument’s cogency will have been seriously called into question. 

1.3.2 THE CAUSAL ARGUMENT’S GUIDING THOUGHT 

 Before proceeding with the main thread of the discussion here, let me shift away a bit 

from the apparatus of cogency and warrant transmission and try to provide a more intuitive 

gloss on what’s at stake here.  Suppose it turns out that the causal argument isn’t cogent.  

What exactly hangs in the balance? 

 I take the guiding idea behind the causal argument to be that dualists have a special 

causal problem: if you’re a dualist, you’re going to have to accept epiphenomenalism or some 

other deeply problematic view regarding mental causation.  Think of the dialectic like this.  

Occasionally, philosophers find themselves drawn to dualism by certain considerations, like 

the conceivability of zombies or Mary’s room.  These philosophers begin to think seriously 

about becoming dualists.  At this moment, proponents of the causal argument rush in and use 

dualists’ alleged causal problem to cudgel these philosophers back into physicalism.  A 

representative illustration of this dynamic is provided by the following passage from David 

Papineau. 

If conscious properties were non-material, they would thus be epiphenomenal 
‘danglers’, caused by physical occurrences but themselves having no effects on 
physical activities . . . if there were compelling independent grounds for holding that 
conscious properties are non-material, then we would have no option but to accept 
epiphenomenalism about consciousness.24 
 

 If the causal argument isn’t cogent, though, then regardless of whether or not dualism 

is in fact true, dualists’ alleged causal problem disappears entirely.  For if the causal argument 

                                                 
24 Papineau (2001). 
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isn’t cogent, then whatever reasons we have to believe (P1) depend completely on the prior 

reasons we have to believe (P*).  But, if one is a dualist, then one must take whatever reasons 

there are that speak in favor of (P*) to be outweighed by those reasons that speak against it.  

And so, given dualism, one will have no remaining reasons to believe (P1) – whatever reasons 

one might have previously had to believe (P1) (i.e., prior to one’s conversion to dualism) will 

have been completely undercut given the rejection of (P*).  If one is a dualist, then, one will 

have absolutely no reason to shy away from giving a thoroughgoing interaction dualist 

account of mental causation, in flagrant violation of (P1) – giving such an account won’t 

require one to reject anything one presently accepts.  Metaphorically, the idea here is that if 

the causal argument isn’t cogent, then the entire epistemic cost of dualism will be attached to 

the initial purchase of non-physical events.  Once this cost has been paid, not accepting (P1) is 

something that gets thrown in for free. 

 Consider unicorns.  No one thinks that unicorns have a special causal problem; no one 

tries to argue against their existence by contending that if there were unicorns they would be 

epiphenomenal (or otherwise causally problematic).  And this is because though we believe 

that there are no unicorn effects (i.e., events caused by unicorns), we take our reasons for this 

belief to depend entirely on our reasons for first thinking that there are no unicorns.  Consider: 

if, say, God came down and whispered in our ears that unicorns really do exist, we would then 

take our previous reasons for believing that there are no unicorn effects to be completely 

undercut.  If the causal argument for physicalism isn’t cogent, then non-physical mental 

events are like unicorns in this respect.  Pace Papineau, if we were to learn that non-physical 
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mental events exist, we would then have no remaining reason to believe (P1), and thus there 

would be absolutely no pressure on us at all to become epiphenomenalists. 

 None of this is to say that if the causal argument isn’t cogent, dualism is more 

plausible than we presently think it is.  After all, even though there’s no causal argument 

against unicorns to be had, the view that they exist isn’t plausible.  However, it is to say that if 

the causal argument isn’t cogent, then we physicalists will need to give up on arguing against 

dualists by contending that they have a special causal problem.  Unicorns don’t have a special 

causal problem, dragons don’t have a special causal problem, witches don’t have a special 

causal problem, etc.  Why think that non-physical mental events would be different in this 

respect from all these other non-existents? 

1.3.3 THE METAPHYSICS BEHIND (P1) 

 Let’s return now to the prospects of making an inductive argument for (P1).  I want to 

temporarily shift the focus away from epistemological questions concerning how we might 

know that (P1) is true to the metaphysical question of what about the world might explain its 

truth.  Here are two proposals.  First, it might be that (P1) is a natural law.  Second, it might 

be that what explains (P1)’s truth is a mere absence of non-physical events, and thus of 

potential falsifiers of (P1).  That is, it might be that (P*) explains (P1). 

 In considering the first proposal it’s important to bear in mind the distinction between 

laws and non-lawlike true generalizations.  If (P1) is true, this by itself doesn’t entail that it’s 

a law.  Consider a world w in which there are no non-physical events – that is, where (P*) is 

true.  Since (P*) entails (P1), it then follows that (P1) will be true at w.  Still, (P1) might not 

be a law at w.  Given the close connection between laws and counterfactuals, whether or not 
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(P1) is a law at w will be reflected in the truth values of certain counterfactuals evaluated with 

respect to there.  So, for instance, consider the following counterfactual. 

 (CF): If there were non-physical events, (P1) would still be true. 

If (P1) is a law at w then presumably (CF) will be true there, while if (P1) is a mere true 

generalization at w then presumably (CF) will be false there.  The important point is that these 

are both real options.  While the truth of (P*) entails the truth of (P1) at w, it leaves it open 

whether or not (P1) is a law and thus whether or not (CF) is true. 

 Now, imagine that God is building a world and that the one thing he wants to 

guarantee about it is that (P1) is true there.  Well, he’s got some options for how to do this.  

First, he could declare that no non-physical events are to be created – that is, that (P*) is to be 

true.  If he did this, he wouldn’t also need to make (P1) a law.  The truth of (P*) would be 

enough to ensure (P1)’s truth even though it’s not a law.  Second, he could declare that (P1) is 

a law.  If he did this, he wouldn’t also need to make sure that no non-physical events are 

created.  The law-status of (P1) would be enough to ensure its truth even if there are non-

physical events floating around.  Third, God could do both these things.  That is, he could 

both declare that no non-physical events are to be created and also declare that (P1) is a law.  

A God who did all this to guarantee that (P1) is true, though, would be a God with obsessive-

compulsive disorder.  Or at least, it would be a God who’s done more than what’s really 

needed. 

What this is meant to help illustrate is that in a world in which it’s both the case that 

(P*) is true and also that (P1) is a law, the truth of (P1) will be, in a sense, overdetermined.  

This isn’t a form of causal overdetermination, of course.  It’s not that (P1)’s status as a law 
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causes it to be true, for instance.  Still, it involves there being two completely independent 

facts – that of there being no non-physical events, and that of (P1) being a law – each of 

which is by itself fully sufficient for guaranteeing the truth of (P1).  We might think of this as 

explanatory overdetermination.  It seems to me that causal overdetermination, of the sort that 

figures in (P3) of the causal argument, is really just a special case of this broader category of 

explanatory overdetermination. 

 At any rate, I claim that if causal overdetermination is problematic, as proponents of 

the causal argument insist it is when they defend (P3), then the sort of explanatory 

overdetermination of the truth of (P1) that we’re presently considering is problematic in 

exactly the same way.  Now, what exactly is the problem with overdetermination (of either 

sort)?  Well, I assume the problem isn’t that overdetermination is metaphysically impossible.  

There are, I take it, possible worlds where every effect produced by a mental event is causally 

overdetermined, just as there are possible worlds where everybody who dies is killed by a pair 

of simultaneous gunshots to the heart.  Rather, the problem is that it’s difficult to see what 

could reasonably convince us that we lived in such a world.  If we can give fully sufficient 

causal explanations for all physical events in terms of other physical events, what reason 

could there be to posit mental causes of physical events in addition?  They seem completely 

gratuitous. 

 Similarly, I claim, the problem with holding that the truth of (P1) is explanatorily 

overdetermined in the way described isn’t that such overdetermination is metaphysically 

impossible.  Rather, it’s that it’s hard to see what could convince us that it actually obtains.  

To see this, suppose that we already know that (P*) is true.  Then what could reasonably lead 
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us to suppose in addition that (P1) is a law?  Clearly, this won’t cut it: going out and 

observing a bunch of causal chains that are in compliance with (P1) while observing no causal 

chains that are in violation of it.  Observed compliance with (P1) puts no pressure on us at all 

to suppose that (P1) is a law, since we already have in hand a fully sufficient explanation for 

such compliance – the truth of (P*). 

1.3.4 NON-CAUSAL OVERDETERMINATION 

 I now want to bring these metaphysical conclusions to bear on the causal argument for 

physicalism taken in conjunction with the inductive argument for (P1).  In short, my 

complaint is that philosophers making this combination of arguments are committed to the 

kind of problematic explanatory overdetermination of the truth of (P1) we were just 

considering.  As physicalists, such philosophers are committed to holding that (P*) is true.  

Since (P*) entails (P1), this gives them one explanation of (P1)’s truth.  As proponents of the 

inductive argument for (P1), such philosophers are committed to holding that (P1) is the kind 

of generalization that can be confirmed by its instances – that is, to holding that (P1) is a law 

as opposed to a mere true generalization.  This gives them a second explanation for the truth 

of (P1).  But this is one explanation too many. 

 As further confirmation for my charge here that those proponents of the causal 

argument who hope to make an inductive argument for (P1) treat (P1) as a law, consider the 

passage from Papineau quoted above.  Papineau claims that if dualism were true, 

epiphenomenalism would follow.  I take it then that Papineau holds that (CF) is true: he holds 

that even if there were non-physical events, (P1) would still be true.  According to Papineau’s 
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view, then, (P1) interacts with counterfactuals in just the way laws do, not the way mere true 

generalizations do. 

 Before explicitly connecting the present point back to cogency and warrant 

transmission, let me press a few separate (though perhaps related) concerns here.  First, the 

view that (P1) is a law seems to be no commitment of physicalism itself.  It would seem that a 

perfectly good physicalist could hold on the one hand that there are no non-physical events 

and thus that (P1) is in fact true while on the other hand that if there were non-physical events 

(P1) would be false.  By analogy, one can be a unicorn-denier in good standing who holds on 

the one hand that there are no unicorns but on the other hand that if there were, there would be 

unicorn effects.  Thus, in making an argument that requires (P1) to be a law, causal argument 

proponents are taking on a position that is a good deal stronger than physicalism itself.  Now, 

it may turn out that this is the only viable way to defend physicalism.  If so, though, it would 

be unfortunate for physicalists; it would be far better if we had an argument that allowed us to 

be agnostic on whether or not (P1) is a law, since physicalism itself doesn’t force us to take 

one view or another. 

 Second, I have claimed that explanatory overdetermination of any sort is problematic.  

This is at least somewhat controversial, though – after all, a number of philosophers have 

responded to the causal argument by rejecting (P3) and embracing the pervasive causal 

overdetermination of the effects of mental events.  This poses a challenge to those proponents 

of the causal argument who hope to make an inductive argument for (P1).  They need to come 

up with grounds for holding that their own particular brand of explanatory overdetermination 

is unproblematic even while the sort of causal overdetermination embraced by those who 
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reject (P3) is problematic.  I think we should be skeptical in advance that this needle can be 

threaded.  Intuitively, what’s problematic about causal overdetermination isn’t the causal part, 

it’s the overdetermination part. 

1.3.5 EVIDENCE FROM THE PHYSICAL SCIENCES 

 Above, I suggested that the underlying problem with overdetermination is epistemic, 

not metaphysical: even if overdetermination is metaphysically possible, it’s hard to see what 

could reasonably convince us that it actually obtains.  This, I think, is the real problem facing 

those causal argument proponents who hope to make an inductive argument for (P1).  If, as 

I’ll now argue, they cannot get a transmittable warrant for (P1) in this way, then this is 

because of the general epistemic problems facing overdetermination views, I believe. 

 Now, it’s not implausible to think that differently located causal chains we might 

observe might bear differentially on the inductive case for (P1).  As a rough way of marking 

the sort of distinction I have in mind, let’s separate between inductive evidence for (P1) that 

comes from the physical sciences, and inductive evidence for (P1) that comes from the 

neurosciences.25  I want to begin by focusing on evidence from the physical sciences, the 

traditional focus of proponents of the causal argument.26  One reason for this traditional focus 

is the following not implausible thought: if we have any reason at all to think that the entire 

physical realm is causally closed, that reason will be provided by physics; not by, say, 

functional neuroanatomy. 

 To give ourselves a concrete example of the sort evidence from the physical sciences 

that might support (P1), let’s suppose that we observe a particular chemical process 

                                                 
25 Papineau’s (2001) causal argument relies on a similar distinction. 
26 See for instance Lewis (1966), and again the discussion in Papineau (2001). 
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(occurring outside the brain) that terminates in protons being donated from hydrochloric acid 

molecules mixed with water.  Think of this final proton donation event as a physical event 

having a physical cause at each step in the observed causal chain leading up to it.  The 

question then is, does this piece of evidence, which is to be regarded as but a single 

representative of a much larger body of similar evidence, give us good (direct) inductive 

grounds for accepting (P1)? 

 The answer, I believe, is No.  For think about how induction works.  As we observe 

more and more positive instances of a given generalization without observing any 

counterinstances, we come under more and more pressure to infer that the generalization in 

question is a law, and thus to infer that there are no counterinstances to it anywhere.  That is, 

we come under pressure to infer lawhood provided that no better explanation of our 

observations is available.  When a better explanation is available our observations often fail to 

put pressure on us to think that the generalization in question is a law, or perhaps even that it’s 

true.  So, for instance, while we presently know of billions of positive instances and no 

counterinstances for the generalization that all intelligent life in the universe is on Earth, we 

don’t regard this knowledge as lending much inductive support for this generalization, and we 

certainly don’t think it supports the hypothesis that the generalization is a law.  This is 

because an alternative explanation of why we have the knowledge we do is available: our 

ability to observe other parts of the universe is extremely limited. 

 Applying this general point about induction to the present case, the observed causal 

chain leading up to the proton donation event fails to inductively support (P1) because it fails 

to give us any reason to think that (P1) is a law without counterinstances.  And the reason it 
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fails to do this is because an alternative explanation of the causal chain’s observed compliance 

with (P1) is available.  Namely, the observed compliance with (P1) is sufficiently explained 

by the complete absence of non-physical events anywhere in the vicinity of the causal chain in 

question.  Given this complete absence of non-physical events as at least candidate causes, of 

course the observed causal chain complies with (P1) – it’s inconceivable that it would fail to 

do so.  It’s not just that there is some alternative explanation or another for the observed 

compliance that is available here.  Rather, this alternative explanation is uncontroversially 

correct.  It’s completely uncontroversial that there are no non-physical events lurking around 

causal chains taking place outside the brain, like the one leading up to the proton donation 

event. 

I’ve been speaking here of non-physical events failing to “lurk around” or “be in the 

vicinity of” causal chains like that leading up to the proton donation event.  How is this 

locational talk to be understood?  What I mean is that there are no non-physical events that are 

either (i) spatially proximal to the physical events constituting the observed causal chain, or 

(ii) nomologically linked to the kinds of events that make up the chain, in a way that would at 

least potentially call into question whether the observed chain really complies with (P1).27  

That there are no non-physical events satisfying either (i) or (ii) is what I take to be 

uncontroversial. 

Maybe there are non-physical events nomologically correlated with physical events in 

the brain.  This is in dispute.  What’s not in dispute is that there aren’t any such events 

nomologically correlated with the types of physical events involved in the observed causal 

                                                 
27 If one thinks that to be non-physical is ipso facto to lack a spatial location, then one will take condition (i) to 
be trivially satisfied. 
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chain.  Because of this, trying to gather inductive support for (P1) by observing this causal 

chain seems a bit like trying to gather inductive support for the hypothesis that fire is 

epiphenomenal by renting some scuba gear, observing a number of underwater events far 

away from the nearest fire, and determining that fire hasn’t caused any of these events. 

 Because we have a fully sufficient, uncontroversially correct explanation of why the 

observed causal chain complies with (P1), we’re under absolutely no pressure to respond to 

this observed compliance by inferring that (P1) is a law without counterinstances.  What 

we’re encountering here is really just the sort of evidentiary problem that was noted above in 

connection with overdetermination.  Given the absence of non-physical candidate causes, 

responding to the observed compliance by inferring that (P1) is a law seems gratuitous.  

Supposing that (P1) is a law helps us explain absolutely nothing about our observations that 

we can’t already explain.  But, to say that the evidence fails to give us a reason to think that 

(P1) is a law is just to say that it fails to give (P1) the sort of (direct) inductive support that 

causal argument proponents are seeking. 

 The argument I’ve just presented turns in part on the claim that it’s uncontroversial 

that there are not any non-physical events lurking around the observed causal chain.  This 

feature of the argument might spark concern.  After all, the only reason this claim is 

uncontroversial is because we presently know, thanks to quantum mechanics, that chemical 

events like those involved in the observed causal chain are physical.  If the way we 

established that chemical events are physical was by reasoning broadly in the style of the 

causal argument, then it’s illegitimate for me to help myself to this knowledge in the present 

context.  This worry is understandable.  It is also unfounded.  It’s both the case that the 
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knowledge in question is based on causal argument-style reasoning (or at least very well 

might be) and also the case that it’s legitimate for me to rely on such knowledge.  Let me 

explain. 

 For the sake of argument, I’m willing to suppose that the way it was established that 

chemical events are physical was by first functionalizing chemical event types – that is, by 

construing them as the types of events that enter into certain characteristic causal relations – 

and then identifying a specific physical event type (or maybe types) that enters into those 

causal relations.28  Once we did this, we were licensed to identify physical events of the type 

in question with chemical events of the type in question.  The crucial difference between this 

procedure and the causal argument as we’ve been considering it is that no inductive leap to 

(P1) played any role at all here.  The vast bulk of the work in carrying out chemical event 

identifications consisted in the sort of empirical work involved in, say, figuring out the 

specific physical mechanism responsible for hydrogen bonding.  If quantum physicists hadn’t 

identified these specific physical mechanisms, if they had merely gestured at an inductive 

case for (P1), we would be far less impressed by their proposed reduction of chemistry to 

physics.29  If proponents of the causal argument knew of some fairly specific physical 

mechanisms in the brain that are causally responsible for everything that mental events are 

supposed to cause, then I would grant in a heartbeat that they had a compelling and cogent 

argument for (C).  They don’t know in any detail what those physical mechanisms are, 

though.  This is why they are forced to make an inductive argument for (P1). 
                                                 
28 This is Kim’s (2005) model of reduction, though here I mean to be neutral on whether it’s best thought of as a 
model of reduction or physical analysis in some weaker sense. 
29 Even aside from the sorts of issues relating to emergence and quantum chemistry raised in Kronz and Tiehen 
(2002), there are questions about whether the relation between chemistry and physics is best thought of as that of 
reduction.  We can leave this aside here however. 
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 The point I’m making here is closely connected to the thought that while laws are 

confirmed by their instances, non-lawlike generalizations are not – they are confirmed only 

through brute enumeration.  I am skeptical about whether (P1) is really a law.  This 

skepticism is in no way skepticism about whether it could be shown via brute enumeration 

that (P1) is true,30 or whether it could be shown via brute enumeration that certain limited 

causal chains are in compliance with (P1).  I take it that a restricted form of this sort of brute 

enumeration is what takes place when physicists specify the physical mechanisms underlying 

chemical events.  With respect to the distinction between laws and non-lawlike true 

generalization, there is all the difference in the world between brute enumeration and 

confirmation by positive instances, and so I am able to help myself to the knowledge that 

chemical events are physical even as I argue against causal argument proponents that there is 

no good reason to think that (P1) is a law. 

1.3.6 EVIDENCE FROM NEUROSCIENCE 

 If evidence from the physical sciences fails to give us a good reason to think that (P1) 

is a law, it would be surprising if evidence from the neurosciences succeeds in doing so.  It 

would be even more surprising if, though (P1)’s status as a law is in question, the 

neuroscientific evidence showed that some more restricted causal closure principle, applying 

only to neural events, is a law.  In light of these considerations, I think we should be skeptical 

in advance that neuroscientific evidence can lend the sort of direct inductive support for (P1) 

that causal argument proponents need. 

                                                 
30 I don’t think this is the only way we can show that (P1) is true.  I also think we can make compelling 
arguments for (P*) and then infer from these arguments the truth of (P1).  It is on the basis of these arguments 
that I accept (P1). 
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 None of this is to say that our neuroscientific evidence doesn’t provide us with a 

powerful consideration in favor of physicalism.  Surely it does.  While our knowledge of the 

brain’s causal goings on is far from complete at this point, we can at least say that we 

presently know of no causal chains in the brain clearly in violation of (P1).  Surely this 

bolsters the physicalists’ case.  What I deny is just that this bolsters the physicalists’ case in 

the way that causal argument proponents need.  To see how this could be, let me lay out an 

alternative, absence of evidence argument in favor of physicalism. 

 Think again of unicorns.  The impressive thing about the case against their existence is 

not that we know of lots and lots of non-unicorns.  It would be crazy to try to argue that 

unicorns don’t exist by going out and observing lots and lots of things that have the property 

of being a non-unicorn, and then inductively inferring that absolutely everything has this 

property.  Rather, the impressive thing about the case against unicorns is that despite plenty of 

looking, we don’t know of any.  We don’t even know of any evidence that unicorns exist.  

Given this complete absence of evidence, we have reason to believe that there are no 

unicorns.  As something of an afterthought, given that we have reason to believe this, we also 

have reason to believe that there are no unicorn effects. 

 I believe that the case for physicalism based on neuroscientific evidence should be 

construed broadly along these lines.  Given certain assumptions – namely, (P2) and (P3) from 

the causal argument – we know that a good place to look for evidence for the existence of 

non-physical mental events is in the form of physical events, presumably located in the brain, 

lacking fully sufficient physical causes.  Though our knowledge of the brain’s causal 

processes is far from complete at this point, we can at least say that as of right now, we 
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possess no such evidence.  Given this complete absence of evidence, we have reason to 

believe that (P*).  As something of an afterthought, given that we have reason to believe that 

(P*), we also have reason to believe that (P1). 

 Obviously, this absence of evidence argument for physicalism is extremely similar in 

certain ways to the causal argument.  There’s a crucial difference though.  The warrant that 

the absence of evidence argument supplies for (P1) depends on the warrant it antecedently 

supplies for (P*).  If despite the present absence of evidence, God came down and whispered 

in our ears that unicorns really do exist – though, we can stipulate, without explicitly telling 

us anything about their causal status – our prior reasons for holding that there are no unicorn 

effects would be completely undercut.  This is how absence of evidence arguments work: if 

one eventually acquires some evidence, then whatever conclusions one had reached on the 

basis of the prior absence of evidence will be completely undercut.  Similarly, if despite the 

present absence of neuroscientific evidence we were to learn that non-physical mental events 

exist – if, say, David Chalmers came and whispered in our ears that zombies are conceivable 

and thus possible – then, at least from the standpoint of the absence of evidence argument just 

set out, we would have no remaining reason to believe that (P1).  Thus, the absence of 

evidence argument for physicalism fails to capture in any way the guiding idea behind the 

causal argument, which is that dualists have a special causal problem.  From the standpoint of 

the absence of evidence argument, dualists have no more of a causal problem than believers in 

unicorns do.  Instead, their problem is evidentiary – specifically, that there is no evidence to 

back their view up. 
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 Both the inductive argument for (P1) and the absence of evidence argument say that 

our present neuroscientific evidence supports (P1).  There is a difference though.  The former 

argument says this support is direct while the latter says it is indirect – that is, via (P*).  This 

difference leads to an apparent asymmetry regarding how strong the two arguments need the 

neuroscientific evidence to be.  The inductive argument for (P1) requires the neuroscientific 

evidence to be extremely strong.  It must be strong enough that it would continue to support 

(P1) even if we were to learn that non-physical mental events exist.  It is possible to be a 

perfectly good physicalist who is thoroughly impressed by the neuroscientific case for 

physicalism without thinking the evidence for (P1) is quite this robust.  It is possible to be a 

perfectly good physicalist while holding that our neuroscientific knowledge of the brain’s 

causal chains is presently fairly spotty – spotty enough that if we were to learn that non-

physical mental events exist, it would then be unsurprising if some of the causal chains in the 

brain that we haven’t yet been able to adequately track are in violation of (P1). 

 The absence of evidence argument will be perfectly agreeable to physicalists of this 

sort since it doesn’t require nearly so much from our neuroscientific evidence vis-à-vis (P1).  

The absence of evidence argument requires only that our neuroscientific evidence actually 

support (P1); it doesn’t require in addition that our evidence continue to support (P1) even if 

we were to learn that non-physical mental events exist.  This is closely connected to a point 

made above.  Proponents of the causal argument who hope to make an inductive argument for 

(P1) are committed to defending a position stronger than physicalism itself.  They are 

committed to defending physicalism-plus – that is, physicalism plus the further thesis that 

(P1) is a law.  The absence of evidence argument commits one just to physicalism, not 

 38



 

physicalism-plus.  It would be unsurprising if an argument for physicalism-plus requires more 

out of our evidence than an argument just for physicalism itself. 

 Reflection on unicorns prompts the following challenge to those proponents of the 

causal argument who hope to make an inductive argument for (P1).  Can they point to 

anywhere else in all of science where we reason along the lines suggested by their argument 

as opposed to the lines suggested by the absence of evidence argument?  For just about 

everything I can think of that we don’t presently believe in – unicorns, dragons, witches, 

phlogiston, etc. – it seems to me that our reasons for not believing in these things is just that 

we have no evidence for their existence.  It’s not that their existence would be somehow 

causally problematic.  If this is right, if causal arguments are extremely rare and absence of 

evidence arguments extremely common, it would strongly suggest that when our intuitions 

tell us that our neuroscientific evidence supports the case for physicalism, our intuitions aren’t 

tracking the sorts of considerations that causal argument proponents need.  Our intuitions 

aren’t telling us that our neuroscientific evidence shows that (P1) is a law, or, equivalently, 

that (P1) is directly inductively supported by such evidence.  As a physicalist, I find this 

unsurprising.  More specifically, as someone who holds that (P*) is true and who thinks there 

are genuine epistemic problems facing overdetermination views, what I would find surprising 

is if there were empirical evidence supporting the hypothesis that (P1) is a law. 

1.3.4 CONCLUSION 

 If it turns out that the causal argument isn’t cogent, then it would follow that the 

reason we should hold that the physical realm is causally closed is because we accept 

physicalism, not vice versa.  Intuitively, this strikes me as the proper order of our 
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commitments.  Where the causal argument goes wrong is in trying to reverse this order.  

Bringing this all back to Davidson, I won’t be viewing is as an obligation of the present work 

to defend claims either about causation in general or about mental causation in particular that 

somehow feed into an argument for physicalism, ala Davidson in “Mental Events.”  Instead, I 

will take physicalism’s truth more or less for granted and seek to defend a view of the 

mind/body relation, together with an accompanying account of mental causation, that is 

compatible with its truth.  And so, I’m in general agreement with Jerry Fodor when he writes, 

I don’t pretend to do what Davidson seems to think he can, viz., get physicalism just 
from considerations about the constraints that causation places on covering laws 
together with the truism that psychological laws aren’t strict.  That project was 
breathtakingly ambitious but maybe not breathtakingly well advised.  My guess is, if 
you want to get a lot of physicalism out, you’re going to have to put a lot of 
physicalism in.31 
 

1.4 MENTAL CAUSATION 

 As important as these first two points of divergence with Davidson are, the third one 

will swamp them throughout the present work: I regard it as a genuine obligation of any 

account of mental causation to show not just that mental events are causally efficacious, but 

that they are efficacious thanks to their mental properties.  I agree with those critics who 

charge that Davidson fails to meet this obligation in “Mental Events.”  Much of what I will be 

trying to do in the present work is show that a broadly Davidsonian account of the mind/body 

relation can be made to square with an account of mental causation that satisfies this 

obligation. 

 Now, in “Thinking Causes,” a response to the many critics of “Mental Events,” 

Davidson makes a move that I want to discuss a bit here.  He claims that contrary to what his 

                                                 
31 Fodor (1989: 159, n. 18). 
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critics might say, mental properties do matter to causal relations on his account, because they 

supervene on physical properties.  Davidson: 

supervenience as I have defined it does, as we have seen, imply that if two events 
differ in their psychological properties, they differ in their physical properties (which 
we assume to be causally efficacious).  If supervenience holds, psychological 
properties make a difference to the causal relations of an event, for they matter to the 
physical properties, and the physical properties matter to causal relations.  It does 
nothing to undermine the argument to say ‘But the mental properties make a 
difference not as mental but only because they make a difference to the physical 
properties’.  Either they make a difference or they don’t; if supervenience is true, they 
do.32 
 
There are several problems with this line.  First and most seriously, there are good 

reasons to think that Davidson is simply wrong here and that psychophysical supervenience is 

perfectly compatible with mental properties being epiphenomenal.33  This point has been 

widely discussed in the literature, so I won’t dwell on it here.  Instead, I want to focus on a 

problem that arises from the combination of (i) the sort of content externalism originally 

defended by Putnam and Burge and later embraced by Davidson,34 and (ii) any account of 

mental causation that tries to ground the causal efficacy of mental properties either in 

psychophysical supervenience itself or in some other relation – like the realization relation (at 

least on many views of it) – which entails psychophysical supervenience. 

For the sake of the objection I want to raise, I want to grant both that content 

externalism is true and that wide mental properties can be causally efficacious.35  Now, wide 

mental properties don’t supervene on intrinsic physical properties, but they do supervene on 

extrinsic physical properties, perhaps including properties like that of bearing a certain causal 
                                                 
32 Davidson (1993: 14). 
33 Kim (1993a: 23) makes this point. 
34 Putnam (1975), Burge (1979), Davidson (1987). 
35 Throughout this work I’m going to avoid taking an official stand on the content internalism/externalism 
debate. 
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relation to H2O (as opposed to XYZ).36  Thus, given Davidson’s acceptance of content 

externalism, we know that when he appeals to supervenience in the passage just cited, he must 

mean the supervenience of mental properties on extrinsic physical properties.  The thought 

that the causal efficacy, or at least the “causal-explanatory relevance” (if this is somehow 

different), of mental properties can be grounded in supervenience (or in some other relation 

which entails supervenience) is not unique to Davidson.  In The Things We Mean, Stephen 

Schiffer concludes in his discussion of the causal-explanatory role of propositional attitudes 

that 

the most reasonable thing to hold at this stage in the history of our subject is that 
propositional-attitude facts can’t be identified with physical or topic-neutral facts, but 
that they do supervene on physical facts and that it is this supervenience that explains 
the counterfactual value of propositional-attitude because statements.  Ava stepped 
back because she saw that a car was speeding towards her, and this implies that, absent 
an extremely rare kind of overdetermination, she wouldn’t have stepped back when 
she did if she hadn’t seen that a car was speeding towards her.  This is because if she 
hadn’t seen that a car was speeding towards her, then she wouldn’t have been in a 
certain neurophysiological state that was a cause of her stepping back.  And this in 
turn is because her seeing that a car was speeding towards her supervened on a very 
large physical state, perhaps one stretching back into the past and taking in very 
complex relations to all sorts of distal things that included the neurophysiological 
state, and that neurophysiological state is a part of the large subvening state that 
wouldn’t have obtained if the propositional-attitude state hadn’t obtained.37 
 

To get at what I think the problem is with view like Davidson’s and Schiffer’s, consider the 

thought experiment of Ectoplasm Earth. 

 It seems we can distinguish between physicalism as a general thesis – a thesis about 

everything – and a more restricted form of physicalism – physicalism as a thesis about minds.  

So, for instance, imagine that central state materialism were the correct mind/body theory, but 

                                                 
36 The distinctions between weak, strong, and global supervenience won’t matter for my argument, so I’ll be 
ignoring them. 
37 Schiffer (2003: 349). 
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that much to our amazement, water isn’t actually H2O but rather the spooky non-physical stuff 

ectoplasm.  Then physicalism as a general thesis would be false but, I take it, physicalism 

about minds would still be true.38  It’s surprisingly difficult to say what the thesis of 

physicalism about minds amounts to exactly – for reasons we’ll see shortly – so instead of 

trying to define it I will rely just on the intuitive grasp of the notion I take it we presently 

have. 

 Let’s suppose that physicalism as a general thesis is true at the actual world, and thus 

that physicalism about my mind is true here too.  Now consider a single possible world which 

contains a pair of intrinsic duplicates of me, one who lives on the planet Ectoplasm Earth and 

another who lives on the planet Twectoplasm Earth.  The physical environments of these two 

planets are exactly alike, and each is a great deal like (actual) earth.  The one difference 

between the planets is this: on Ectoplasm Earth, the watery stuff that fills lakes and rivers is 

the spooky non-physical stuff ectoplasm, while on Twectoplasm Earth the watery stuff that 

fills lakes and rivers is the distinct spooky non-physical stuff twectoplasm.   

 If, as we’re supposing, content externalism is true, then for standard Twin Earthian 

reasons my two duplicates in this possible world will have thoughts with different wide 

contents.  For instance, one will believe that ectoplasm-water is wet, while the other will 

instead believe that twectoplasm-water is wet.  What is novel about the thought experiment is 

that not only will my two duplicates be alike in all their intrinsic physical properties, they will 

also be alike in all their extrinsic physical properties.  By assumption, what differentiates my 

two duplicates is not anything physical but rather the different relations they bear to the non-

                                                 
38 Here, as in the original Putnam thought experiment, I’ll be ignoring complications arising from the presence of 
water in human bodies. 
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physical stuffs ectoplasm and twectoplasm.  But, if there is a mental difference between my 

two duplicates without a corresponding difference in even their extrinsic physical properties, 

it follows that mental properties fail to supervene on even extrinsic physical properties at their 

world. 

 This has a few interesting implications.  First, it would seem to suggest that the 

restricted thesis of physicalism cannot be understood in terms of supervenience or any other 

relation that entails supervenience.  By assumption, physicalism is true of my mind here in the 

actual world.  But, it does not seem that the mental lives of my intrinsic duplicates in this 

thought experiment metaphysically differ from my own in any deep or interesting sense.  

Because of their causal interactions with ectoplasm and twectoplasm (respectively), perhaps 

my duplicates can think about these non-physical stuffs in ways I cannot, but this point by 

itself wouldn’t seem to make their minds non-physical in any deep or interesting sense.  Thus, 

I claim, since physicalism about my mind is by assumption true, physicalism about my 

duplicates’ minds is true, despite the failure of psychophysical supervenience at their worlds.  

Thus, physicalism about minds doesn’t require the supervenience of mental properties on 

even extrinsic physical properties. 

 Relatedly, I claim that however it is that the metaphysics of mental causation work in 

the actual world, nothing about the conditions stipulated in the thought experiment give us a 

good reason to think they will work fundamentally differently in my duplicates world.  Maybe 

swapping ectoplasm or twectoplasm for H2O would lead to a drastic change in how aquatic 

causation works, but such a swap would not by itself seem to alter anything very important 

about how mental causation works.  If mental causation works in the actual world in much the 
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same way it works in my duplicates’ world, though, then given the failure of psychophysical 

supervenience there, it follows that psychophysical supervenience or any relation that entails 

psychophysical supervenience cannot be what accounts for the causal efficacy of mental 

properties here in the actual world. 

 In reaching this conclusion, I don’t think I’ve implicitly relied on any (illicit) 

internalist assumptions.  The point here isn’t that wide mental properties must be causally 

inert, or that they metaphysically uninteresting.  The point is rather that if content externalism 

is true, then the fact that mental properties supervene on extrinsic physical properties here in 

the actual world seems to be something of an accident, at least with respect to how mental 

causation works and what it is for minds to be physicalistically acceptable.  That mental 

properties so supervene is partly due to certain facts, like that of the actual watery stuff being 

H2O rather than ectoplasm or twectoplasm, which, it seems, don’t really matter to the issues at 

hand.  If it’s a kind of accident from the standpoint of mental causation that mental properties 

supervene on physical properties, then it would be a mistake to rely on such supervenience in 

trying to account for the causal efficacy of mental properties, as Davidson and Schiffer do. 

 Let me conclude this section by going beyond anything I have proven with this 

argument.  I believe that the proper account of mental causation, when combined with the set 

of environmental physical facts (if content externalism is true), will explain why mental 

properties supervene on extrinsic physical properties.  This, on my view, is the proper order of 

explanation.  By trying to explain mental causation in terms of supervenience, I believe that 

Davidson and Schiffer have reversed the proper explanatory order. 
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2. Constitutive Rationality: What it Means 

 Now that we’ve gone over several important points of divergence, I want to shift the 

discussion to the primary point of convergence between Davidson’s position and the one I’ll 

be defending in this work, the idea that the mental realm is governed by constitutive 

principles of rationality.  Call this the constitutive rationality thesis (CRT).  In the present 

chapter I’ll be explaining in as precise terms as possible what I understand the (CRT) to mean.  

Once we’re clear on what it means I’ll use Chapter 3 to argue for the (CRT)’s truth and 

Chapter 4 to argue that its truth (together with other defensible premises) entails the mental’s 

irreducibility to the physical. 

2.1 Some Varieties of Functionalism 

 In order to explicate the (CRT) I find it useful to rely on the idea one finds in 

functionalist works, that there is a certain psychological theory that specifies the essences, in 

some sense, of mental states.  Later on I’ll be taking pains to distinguish my view from 

standard versions of functionalism.  At least as a first approximation, however, the view I’m 

defending can be usefully thought of as a special kind of functionalism.  Casting myself as a 

functionalist, then, I want to use the present section to say a few things about the kind of 

functionalist I am. 

 While all functionalists can be construed as holding that there is a certain 

psychological theory that specifies the essences, in some sense, of mental states, they disagree 

among one another as to what the source of that theory is.  According to commonsense 

functionalists, the specifying theory is a priori and is somehow grasped by all ordinary 
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people.1  Perhaps this folk psychological theory is derivable from platitudes about mental 

states that everyone recognizes as true.  Perhaps instead it is as internally represented theory, 

not unlike an internally represented grammar, in which case the clauses of the folk theory 

needn’t be any more platitudinous than are the grammatical rules we readily employ when 

communicating but have trouble explicitly articulating.2  Either way, the idea here – that the 

folk know the specifying theory (at least tacitly) – is notably opposed by psychofunctionalists, 

who claim instead that the specifying theory is a posteriori and comes from (a perhaps 

completed version of) empirical psychology. 

 There are, I believe, compelling (and widely known) reasons to be a commonsense 

functionalist as opposed to a psychofunctionalist.3  In this work, I’ll be taking a commonsense 

functionalistic framework for granted.  This means that in settling questions about the 

essences of mental states, I will be assuming without serious argument that the proper 

methodology to use is to appeal to shared modal intuitions about those states.  That is, as 

opposed to appealing to the sorts of empirical results produced by, say, cognitive psychology.  

This being said, I won’t be completely ignoring empirical findings in this work.  In particular, 

in Chapter 3 I will address how the (CRT) is to be reconciled with the massive psychological 

literature detailing human beings’ systematic irrationality. 

 Again, all functionalists agree that there is a psychological theory specifying the 

essences, in some sense, of mental states.  But in what sense, exactly?  On this there is 

                                                 
1 Sometimes defenders of this view call themselves “analytic functionalists.”  For reasons that will soon emerge, 
though, I want to avoid using this label. 
2 On the debate between these two versions of commonsense functionalism, see for instance Braddon-Mitchell 
and Jackson (1996). 
3 Specifically, I find compelling the chauvinism objection to psychofunctionalism, developed in works like 
Block (1978) and Shoemaker (1981). 
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disagreement.  According to what I will be calling nominal essence functionalists, what the 

specifying theory does is fix the meanings of mental terms.  Mental terms have functional 

definitions, on this view.  According to what I will be calling real essence functionalists, on 

the other hand, what the specifying theory does is fix the underlying metaphysical natures of 

mental states.  Mental states have functional (real) essences, on this view.4 

 To the extent that my view is properly categorized as a kind of functionalism, it is a 

version of real essence functionalism.  I will be arguing that mental states have functional 

essences of a sort, and that this essence precludes their being reducible to physical states.  In 

this work, I won’t directly be addressing the nature of the meanings of our mental terms.  

Perhaps ‘belief’ is a disguised rigid description which means, roughly, the mental state having 

the real essence that the specifying psychological theory says belief has.  Or maybe ‘belief’ 

just means belief – that is, the state having the real essence that the specifying psychological 

theory says belief has.5  Each of these views (among others) is compatible with the view I’ll 

be defending here. 

 Putting together the two positions I have staked out in this section: I am a 

commonsense, real essence functionalist.  I take there to be a folk psychological theory that 

posits the existence of various mental states having certain specified real essences.  If the 
                                                 
4 Shoemaker (1981) introduces the real essence/nominal essence distinction in his discussion of functionalism, 
but not in a way I accept.  He takes commonsense functionalists to be, ipso facto, nominal essence functionalists, 
and psychofunctionalists to be real essence functionalists.  I regard the two distinctions as completely 
orthogonal. 
5 Something like this view is expressed by Fodor (1994: 121, n.2) when he writes, 

The notion of multiple realization belongs to metaphysics, and the notion of functional definition 
belongs to semantics (and/or the philosophy of science), and it’s perfectly possible to believe in one but 
not in the other.  I am myself inclined to doubt that there are functional definitions because I am 
inclined to doubt that there are any definitions (hardly).  But I think that many of the properties that 
figure in special science laws, and probably most of the properties that figure in psychological laws, are 
multiply realized; specifically, they are not constituted by microstructural ‘hidden essences’. 

Instead, such properties are constituted by functional essences. 
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world turns out not to contain states possessing those essences, then it follows that folk 

psychology is in error and the mental states it posits don’t actually exist.  If, on the other hand, 

the world turns out to contain states possessing the essences in question, then it follows that 

those states just are (that is, are identical to) the mental states folk psychology posits.6 

2.2 Ramsification 

 To develop these last thoughts in a more exact way, it will be helpful to borrow the 

machinery of Ramsification that functionalists have been using ever since David Lewis.7  

While Lewis’s method of Ramsifying theories in order to derive functional definitions will be 

familiar to philosophers at this point, I want to briefly review it here because I will be 

tweaking Lewis’s original idea just a bit in order to suit my purposes. 

Lewis’s original proposal can be illustrated using a toy model.  Let T be a theory 

consisting entirely of the following three clauses. 

(i): Tissue damage causes pain. 
(ii): Pain causes anxiety. 
(iii): Anxiety causes heart rate acceleration. 
 

T, then, is to be understood as the conjunction, (i) & (ii) & (iii).  In our model, T’s mental 

vocabulary consists entirely of two names for mental states, ‘pain’ and ‘anxiety.’  The Ramsey 

Sentence of T is formed by replacing these mental terms with variables and then prefixing the 

resulting open sentence with existential quantifiers binding those variables.  It looks like this: 

                                                 
6 The folk don’t know water’s real essence a priori, so why should we think that mental states will be any 
different (as my combination of positions entails)?  There are many (naturalistically acceptable) responses 
available to this question.  Without committing myself to any particular response, here’s an example of one.  
Science discovers (real) essences.  Natural selection has equipped us with an intricate, internally represented 
psychological theory, but with no such theory of water.  This psychological theory is, in important respects, just 
like a scientific theory.  And so, however it is that science discovers essences, that’s what’s going on here. 
7 Lewis (1966), (1970), (1972). 
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The Ramsey Sentence of T: ∃x∃y(tissue damage causes x & x causes y & y causes 
heart rate acceleration). 
 
What the Ramsey Sentence of T asserts is that T is “realized,” at least in one sense of 

this term.8  That is, the Ramsey Sentence of T says that there exist states possessing the 

various properties and standing in the various relations (both to one another and to other 

states) that T says pain and anxiety do.  On this conception of realization, then, what gets 

realized in this case is the theory T, while what does the realizing is the n-tuple (or n-tuples) 

of states satisfying T’s Ramsey Sentence. 

 The modified Ramsey Sentence of T says that T is not just realized but uniquely 

realized.  For our toy model, it will look like this: 

The Modified Ramsey Sentence of T: ∃1x∃1y(tissue damage causes x & x causes y & y 
causes heart rate acceleration).9 
 

With the modified Ramsey Sentence of T in hand, we can now illustrate Lewis’s proposal for 

deriving functional definitions. 

For any possible world w, if the modified Ramsey Sentence of T is true at w then the 

denotation of the ith mental term occurring in T will be the state which is the ith component of 

the n-tuple of states uniquely realizing T at w, while if the modified Ramsey Sentence of T is 

false at w then the mental terms of T will all be denotationless there.  So, suppose that F and 

G are a pair of states such that, at the world w’, tissue damages causes F, F causes G, and G 

causes heart rate acceleration.  Suppose also that no other pair of states enters into these 

relations at w’.  Then the ordered pair (F, G) uniquely realizes T at w’, and Lewis’s proposal 

                                                 
8 This isn’t the same sense I’m using when I claim that mental events are realized by physical events. 
9 That is, ∃x∃y∀z∀z’((tissue damage causes x & x causes y & y causes heart rate acceleration) & (tissue damage 
causes z & z causes z’ & z’ causes heart rate acceleration) ⊃ ((x = z) & (y = z’))). 

 50



 

entails that at w’, ‘pain’ (the first mental term occurring in T) denotes F (the first element of 

the ordered pair uniquely realizing T at w’) and ‘anxiety’ (the second mental term occurring in 

T) denotes G (the second element of the ordered pair uniquely realizing T at w’).  Lewis’s 

proposal tells us the denotations of the mental terms of T not just at w’ but at all possible 

worlds, and so if we take meanings to be intensions – construed as functions from worlds to 

extensions – it provides us with the meanings of those mental terms. 

 Before we get to my plans for tweaking Lewis’s account, I want to make a quick point 

about the primitive vocabulary of theories being Ramsified.  Given a particular Ramsification 

of a theory, those theoretical terms that aren’t replaced by variables in the formation of the 

theory’s Ramsey sentence comprise the primitive vocabulary of the theory, relative to that 

Ramsification.  In our example, T’s primitive vocabulary relative to the way in which we’ve 

Ramsified it would be ‘causes,’ ‘tissue damage,’ and ‘heart rate acceleration’ (in addition to 

the logical terms figuring in T).  In emphasizing that the primitiveness of a vocabulary is 

relative to a particular Ramsification, I mean to be covering two separate but related points. 

First, the theoretical terms that are primitive relative to a given Ramsification need not 

be primitive in any absolute sense.  Thus, in adopting the Ramsification of T that we have, we 

are in no way committing ourselves to the view that ‘causes,’ ‘tissue damage,’ and ‘heart rate 

acceleration’ are themselves completely undefinable. 

Second, and more interestingly for my purposes, there will always be more than one 

way to Ramsify a theory, and the vocabulary that is primitive relative to one Ramsification 

need not be primitive relative to another.  So, for instance, an alternative Ramsification of T 

would have us leave the mental terms ‘pain’ and ‘anxiety’ untouched while replacing the term 
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‘causes’ with a bound variable.10  This would be the way to proceed if what we wanted to do 

was define causation as the relation that obtains between tissue damage and pain, between 

pain and anxiety, and between anxiety and heart rate acceleration.  Of course we wouldn’t 

really want to do this, but set that aside. 

The point I want to note here is that there’s nothing in principle to prevent us from 

adopting one Ramsification of a theory in order to use a first subset of the terms of that theory 

(the primitive vocabulary relative to that Ramsification) to define a second subset of terms, 

and then turning around and adopting a second Ramsification of the same theory in order to 

use that second subset of terms (the primitive vocabulary relative to the second Ramsification) 

to define the first subset of terms.  If we were to make both of these moves, we would be 

embracing a kind of circularity in the functional definitions obtained, but perhaps such 

circularity needn’t be objectionable.  If we thought that the two subsets of theoretical terms 

were interdefinable and equally basic, going in for the two rounds of Ramsification would be 

a way of capturing this. 

Now, this opportunity to Ramsify twice over will be declined by standard 

functionalists, who take one of the chief appeals of functionalism to be its promise of defining 

mental terms in completely non-mental terms (i.e., terms that are neither mental themselves 

nor defined in mental terms).  For reasons we’ll see at the end of this chapter though, it’s at 

least not obvious that the view I’ll be defending should follow standard functionalists on this 

point.  It may be that the most plausible way to develop my position involves embracing 

                                                 
10 ‘Causes’ isn’t a name, so in making this move we would need to either introduce second order quantification 
or translate T into a language whose causal terms are all names, following Lewis (1970). 
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something like the circularity in question.  We’ll discuss these issues more below.  Here, I just 

want to flag the point to set up that later discussion. 

Now let’s turn to the ways in which I’ll be adjusting Lewis’s original proposal.  The 

reason adjustment is required is because Lewis, as a nominal essence functionalist, is offering 

a recipe for functionally defining mental terms, while I, as a real essence functionalist, am not 

directly interested in definitions.  I need to find a way to convert Lewis’s original semantic 

proposal into a kind of metaphysical proposal, then.  In carrying this conversion out, the idea I 

want to guide us is that folk psychology purports to provide a complete list of the essential 

features of mental states, and thus to specify the real essences of those states.  So, for instance, 

imagine that folk psychology just were the theory T we’ve been considering.  Then according 

to my guiding idea, part of what folk psychology says, in effect, is that the essence of pain is 

to be the state caused by tissue damage and causing anxiety.  If we could then find some state 

having this essence – which requires, at a minimum, that the state in question possess these 

features in all possible worlds – folk psychology would license us to identify pain with that 

state. 

Perhaps the most straightforward way we could try to convert Lewis’s original 

semantic proposal into a metaphysical one successfully capturing these thoughts would be to 

construe properties themselves as functions from worlds to extensions and then identify those 

functions obtained using Lewis’s original method with the appropriate mental properties.  So, 

for instance, we would take the function from worlds to extensions that Lewis identifies with 

the meaning of ‘pain’ and we would instead identify it with the property of pain itself.  This, 
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in effect, is what role-state functionalists do.11  To a first approximation, it’s what I want to 

do as well. 

There are several potential objections to the sorts of mental property identifications we 

are presently contemplating, but for the time being I want to focus exclusively on the one I 

accept.12  I accept a fine-grained conception of properties according to which necessarily 

coinstantiated properties can be distinct.  What’s more, I regard this conception of properties 

as a nonnegotiable element of nonreductive physicalism – not just the version I will be 

defending, but standard alternative versions as well.  Without arguing for this conception of 

properties just yet, let me note that if I’m right and properties slice things more finely than 

necessary coextensionality does, then we won’t generally be able to identify properties with 

functions from worlds to extensions – they’re too coarse-grained.13  This point now having 

been noted, in this work we’ll often be able to make simplifying assumptions which allow us 

to ignore it.  When those assumptions are in place, my view in effect is, again, that mental 

properties are identical to the functions from worlds to extensions obtained using Lewis’s 

method. 

2.3 Normative Clauses 

                                                 
11 We’ll look at role-state functionalism in detail in Chapter 6.  Lewis (1994) rejects property identifications of 
the sort being proposed and so rejects role-state functionalism; on his view, the property in question shouldn’t be 
identified with pain but rather with the distinct property being in pain.  Chapter 6 contains an extended 
discussion of Lewis’s views on the matter.  More generally, given his acceptance of “Humean supervenience,” 
Lewis would deny that there is any property at all having the essence we are presently supposing pain to have, 
that of being caused by tissue damage and causing anxiety. 
12 An objection I will be completely passing over here is that the sorts of properties in question are too wildly 
disjunctive to possess causal powers, and so don’t possess any causal powers essentially.  Again, see Lewis 
(1994).  Again, we’ll be discussing Lewis’s view in Chapter 6. 
13 Analogously, if meanings slice things more finely than necessary coextensionality, we can’t generally identify 
the meanings of mental terms with the intensions delivered by Lewis’s account of functional definitions. 
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 Summarizing where things presently stand then, the view I’m defending is a forms of 

commonsense, real essence functionalism which follows Lewis’s method for deriving 

functional definitions, except that it identifies mental properties themselves (to a first 

approximation) with the entities that Lewis takes to be the meanings of mental terms.  I now 

want to turn to what is really the central issue of this chapter, the nature of the clauses that 

comprise the specifying psychological theory. 

According to most standard functionalists, the clauses of the specifying theory will all 

be causal in nature.  For instance, Sydney Shoemaker writes in setting out his view that 

One starts off with a theory which incorporates propositions stating all of the causal 
facts about mental states – about their relations to inputs, outputs, and one another – in 
terms of which one proposes to define them.  One then constructs the Ramsey 
Sentence of this theory . . .14 
 

What one does next was described in the previous section; the point I’m calling attention to 

here is just that Shoemaker envisions the specifying psychological theory as being composed 

entirely of propositions stating causal facts about mental states.  Call this view, that the 

clauses of the specifying theory are all causal in nature, causal functionalism.  I take most 

standard functionalists to be causal functionalists like Shoemaker.15 

                                                 
14 Shoemaker (1981: 261). 
15 I say “most” because there is a question of whether Lewis counts as a causal functionalist by the present 
criterion.  In multiple works he has written things that seem to clearly indicate that he accepts causal 
functionalism as I have defined it, but in Lewis (1972: 257-258) he writes,  

Think of common sense psychology as a term-introducing scientific theory, though one invented long 
before there was any institution as professional science.  Collect all the platitudes you can think of 
regarding the causal relations of mental states, sensory stimuli, and motor responses. . . .  Add also all 
the platitudes to the effect that one mental state falls under another . . .  Perhaps there are platitudes of 
other forms as well. 

That Lewis takes the specifying psychological theory to include both clauses about how one mental state (e.g., 
anger) falls under another (e.g., emotion) and also – perhaps – clauses of some other unspecified nature calls into 
question his status as a causal functionalist. 
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 In contrast to causal functionalism – perhaps – the view I will be defending in this 

work is that at least some of the clauses that comprise the specifying psychological theory are 

normative in nature, by which I mean that they ascribe properties that are uncontroversially 

normative to the subjects of mental states.  The type of normativity at issue here is that 

specifically pertaining to rationality, both practical and theoretical.16  In the discussion that 

follows, however, I will generally leave this qualification implicit by speaking just of 

normativity.  

 It is along these lines that I will be understanding the (CRT).  More specifically, I will 

take the (CRT) to be true just in case the psychological theory specifying the essences of 

mental states contains normative clauses.  In defining the (CRT) in this way, I’ve abstracted 

away from my own commitment to commonsense, real essence functionalism.  As I’ve put 

the (CRT), a psychofunctionalist or a nominal essence functionalist could accept it.  

Throughout the remainder of this work, however, I will generally take my commonsense, real 

essence functionalist perspective for granted.  And so, for instance, I will drop the neutrality 

that comes with speaking of the specifying psychological theory, and instead just speak of folk 

psychology. 

 Let me now say a few things about the nature of the normative clauses I’m 

envisioning.  I take folk psychology to contain a number of different types of normative 

clauses, ascribing a number of different sorts of normative properties to the subjects of mental 

states.  For presentational purposes, I will restrict my attention here to two different types of 

clauses that involve rational obligations.  This focus on obligation shouldn’t be regarded as a 

                                                 
16 In this work I’ll be taking no stand on the relation between practical rationality and morality, or on whether the 
specifying psychological theory contains moral clauses. 
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commitment to the view that obligation is in some sense the fundamental normative notion, or 

to the view that that all of folk psychology’s normative clauses involve obligations somehow.  

Clauses of the first type, which I will be calling obligation-imposing clauses, can be 

illustrated with examples like the following. 

(OI): If a subject’s total evidence supports the proposition that P, then that subject 
ought to believe that P. 
 

This clause counts as normative by the criterion provided above because it ascribes to subjects 

the property of being such that they ought not to do something, a property which is 

uncontroversially normative in nature. 

 Clauses of the second type, which I will be calling obligation-satisfying clauses, can 

be illustrated with examples like the following. 

(OS): A subject who believes that P will believe many of the things that she ought to 
believe, given P – for instance, she will believe many of P’s logical consequences. 
 

This clause counts as normative because it ascribes to subjects who believe that P the property 

of being such that they believe a number of the things they ought to believe given P, which 

again is uncontroversially normative. 

 Obligation-imposing clauses impose rational obligations on the subjects of mental 

states (hence the name), obligations which those subjects may then go on to meet or fail to 

meet.  Such clauses entail nothing about how rational subjects actually are.  They do entail 

that the subjects of mental states are appropriate targets for evaluation with respect to 

rationality, however.  Imagine a subject who believes that ~P while possessing a mountain of 

evidence in favor of P and not a shred of evidence in favor of ~P.  According to (OI) this 

subject has failed in a way.  She does not believe what she ought to believe. 
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 Obligation-satisfying clauses, by contrast, state that it is a condition on entering into a 

given mental state that subjects satisfy certain rational obligations (hence the name).  So, for 

instance, if (OS) is true then it is a condition on a subject’s believing that P that she believe a 

number of P’s logical consequences.  Subjects who don’t do this are, ipso facto, not believers 

of P.  Obligation-satisfying clauses, then, do entail something about how rational subjects 

actually are.  If (OS) is true, then there is a minimal threshold of rationality below which no 

believers of P fall. 

 Those philosophers most often associated with the idea that the mental realm is 

governed by constitutive principles of rationality – philosophers like Davidson, Lewis, and 

Daniel Dennett17 – typically focus on the claim that believers must meet certain standards of 

rationality.  To whatever extent this claim provides a reason to accept the (CRT),18 it does so 

by providing a reason to hold that folk psychology contains obligation-satisfying clauses, not 

obligation-imposing clauses.  Again, obligation-satisfying clauses entail that the subjects of 

mental states are in fact rational in certain ways, while obligation-imposing clauses do not. 

Conversely, when critics object to the claims advanced by the philosophers in 

question, they don’t generally mean to be denying that the sorts of propositions expressed by 

obligation-imposing clauses are true, they mean to be denying only that the sorts of 

propositions expressed by obligation-satisfying clauses are true.  For instance, such critics 

generally wouldn’t want to deny the truth of (OI).  They often would want to deny the truth of 

(OS) though.  Such critics often do want to claim that a subject can believe P without 

believing a good number of P’s logical consequences. 

                                                 
17 See for instance Lewis (1974), Lewis (1986: Ch. 1), and Dennett (1987). 
18 For questions as to whether it actually does so, see subsection 2.4.3 below. 
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 The point here, in short, is that obligation-satisfying clauses rather than obligation-

imposing clauses seem to be the focus of most discussions of constitutive rationality and the 

mental.  Again though, I take normative clauses of both sorts to be contained in folk 

psychology.  Thus, when I turn to argue for the truth of the (CRT) in Chapter 3, I will appeal 

to considerations based on both sorts of clauses. 

2.4 Points of Clarification 

 Finally, before we get to next chapter’s arguments for the (CRT)’s truth, let me say a 

few things (sometimes programmatic in nature) about how the (CRT) is related to various 

other theses. 

2.4.1 THE (CRT) AND FUNCTIONALISM 

 Is the (CRT) compatible with functionalism?  This, of course, partly depends on 

what’s meant by “functionalism.”  While most philosophers who describe themselves as 

functionalists are causal functionalists, there’s nothing inherent to Lewis’s method of 

Ramsifying theories and deriving functional definitions which requires this.  Thus, if one 

understands functionalism primarily in terms of the use of this method, then the (CRT) is 

clearly a form of functionalism.  In connection with this point, consider the view Frank 

Jackson and Philip Petit have defended in metaethics which goes by the name moral 

functionalism.19  The central feature of moral functionalism is the claim that through the use 

of Ramsification, moral terms can be defined in non-moral terms.  Jackson and Pettit 

explicitly deny, however, that the clauses that make up folk morality are all causal in nature, 

or that moral terms can be defined in entirely causal terms.  If moral functionalism is properly 

                                                 
19 Jackson and Pettit (1995), Jackson (1998). 
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regarded as a kind of functionalism, then there doesn’t seem to be a good reason to deny that 

the (CRT) is a kind of functionalism too. 

 Setting aside this point, even if functionalism is understood in a narrower, exclusively 

causal way – even if functionalism is taken to be just causal functionalism – the (CRT) still 

seems to be compatible with it.  For, if normativity can be given some sort of broadly causal 

analysis, then presumably normative clauses like (OI) and (OS) will be equivalent, either in 

meaning or at least in terms of picking out the same state of affairs, to purely causal clauses.  

In that case, both causal functionalism and the (CRT) would be true.  Folk psychology would 

consist entirely of causal clauses, some of which are also normative clauses. 

 More generally, the (CRT) itself takes no stand on the status of normativity, on 

whether or not normative properties are reducible to non-normative ones.  Thus, if one wants 

to use the (CRT) as the basis of an argument against reductionistic accounts of mental 

phenomena – as I will be doing in this work – then one presumably will need an independent 

argument against the reducibility of normativity. 

2.4.2 MORE ON THE (CRT) AND FUNCTIONALISM 

 The (CRT) says that folk psychology contains normative clauses, but it doesn’t say in 

any detail what those clauses are like.  In fact, aside from giving possible examples of such 

clauses here and there, at no point in this work will I be going into detail about them.  In 

setting out and defending the (CRT), I see my role as analogous to that of causal 

functionalists, who often gesture toward a few of the causal clauses they take folk psychology 

to contain – that tissue damage causes pain, that pain causes wincing, etc. – but who never try 

to spell out in detail every last causal clause.  Surely, this is legitimate.  Causal functionalists 
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needn’t go into such detail in order to defend what I take to be their central claim, that mental 

states have causal essences.  Analogously, I as a defender of the (CRT) needn’t go into much 

detail about the sorts of normative clauses I take folk psychology to contain in order to defend 

what is really my central claim, that mental states have partly normative essences. 

 In connection with this point, let me acknowledge that, at least when it comes to 

obligation-satisfying clauses, the more specific the claim a normative clause makes, generally 

the less plausible it seems that the clause is truly picking out an essential feature of mental 

states.20  To see this, consider the following obligation-satisfying clause. 

(OS2): If a subject believes that P and that if P then Q, then she will reason in a way 
she ought to believe given these two beliefs – namely, she will either revise one of the 
beliefs or she will infer that Q. 
 
(OS2) makes a highly specific claim about a form of rationality that all believers 

supposedly exhibit.  This claim is not one that I myself would want to defend.  It seems to me 

that I can imagine possible subjects who satisfy (OS2)’s antecedent without satisfying its 

consequent (though, I should add, I do feel at least a bit of a pull toward the conclusion that 

the subjects I’m imagining don’t genuinely believe both that P and that if P then Q).  If such 

subjects are possible, then it can’t be part of belief’s essence that subjects with beliefs satisfy 

the rational obligation (OS2) describes. 

I do not think that there is a deep problem here for the (CRT).  To see why not, 

consider first that causal functionalists seem to confront a similar situation.  A causal 

functionalist about pain will contend that folk psychology contains clauses like (P). 

 (P): Pain tends to cause wincing. 

                                                 
20 That the same doesn’t seem to be true of obligation-imposing clauses is connected to the point that obligation-
imposing clauses don’t entail anything about how rational the subjects of mental states must be. 
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Is it plausible that (P) really describes an essential feature of pain though?  Imagine a state F 

in a world w which is just like pain here in the actual world in almost all causal respects.  At 

w, F is caused by tissue damage, causes crying, “Ouch!” exclamations, gnashing of the teeth, 

and so on.  The only catch is that F never causes wincing.  Very few causal functionalists 

would want to maintain that F’s failure to possess this single causal power entails that 

subjects who are in F aren’t thereby in pain.  Instead, most causal functionalists would want 

to allow that since F has the vast majority of causal powers that go with pain, subjects in F are 

in pain.  But, if subjects at w who are in F are thereby in pain, it seems to follow that (P) must 

not describe an essential feature of pain. 

 Obviously, this point will generalize.  What’s true of wincing is true of tissue damage, 

crying, “Ouch!” exclamations, teeth-gnashing, and so on.  Imagine a state G at a world w’ 

such that G enters into all the causal relations pain does except that G never causes gnashing 

of the teeth, etc.  Following along this path, we eventually seem to be led to the conclusion 

that it’s not really part of pain’s essence to possess any particular causal power.  But then, 

how could pain nevertheless have a causal essence in the way causal functionalists claim? 

 One response to this question that causal functionalists have available to them is to 

adopt Lewis’s account of near realization.21  Within the context of Lewis’s original proposal 

for deriving functional definitions from a theory, the idea behind near realizations is that in a 

world in which there is an n-tuple of states almost (but not quite) possessing all the properties 

and standing in all the relations that the specifying psychological theory says mental states 

stand in – that is, in a world where the theory is almost (but not quite) realized by the n-tuple 

                                                 
21 Lewis (1970: 432). 
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in question – the mental terms of the theory should (despite the near miss) still be taken to 

denote the appropriate components of that n-tuple.  On this proposal then, even if F never 

causes wincing at w it could still be the pain-component in an n-tuple of states that nearly 

realizes the specifying psychological theory there, in which case F would still be the 

denotation of ‘pain’ at w on Lewis’s view. 

 The way the intuitive ideas laid out here are captured within Lewis’s framework is by 

construing theories not as conjunctions of their clauses, but rather as disjunctions of 

conjunctions of most of their clauses.  So, for instance, instead of construing the theory T 

from section 2.2 above as the conjunction, (i) & (ii) & (iii), we might instead construe it as the 

disjunction, ((i) & (ii) & (iii)) v ((i) & (ii)) v ((i) & (iii)) v ((ii) & (iii)).  After this initial 

change to the way in which theories are construed, Lewis’s original proposal for deriving 

functional definitions need not be altered in any way. 

 Incorporating this proposal into the broader discussion now, if causal functionalism is 

true then for that disjunction which is folk psychology, each disjunct will consist of a 

conjunction of entirely causal clauses.  In this way we can understand how causal 

functionalists could consistently maintain that mental states have broadly causal essences 

even as they avoid committing themselves to taking any very specific causal power to be 

essential to a given mental state. 

 Similarly, if we follow Lewis’s lead and construe theories not as conjunctions of their 

clauses but rather as disjunctions of conjunctions of most of their clauses, then we should 

reinterpret the (CRT).  Specifically, we should take the (CRT) to be asserting not just that folk 

psychology contains normative clauses, but that for the disjunction which is folk psychology, 
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ach disjunct will consist of a conjunction which contains normative clauses as conjuncts.  This 

gives us a rigorous way of understanding how defenders of the (CRT) could consistently 

maintain that mental states have essences that are at least partly normative without asserting 

that any very specific normative obligation must be satisfied in order to enter into a given 

mental state. 

2.4.3 CONSTITUTIVE RATIONALITY WITHOUT NORMATIVITY 

 Sometimes philosophers arguing that certain principles of rationality are constitutive 

of the mental realm make a point of adding that, at least insofar as they play this constitutive 

role, the principles in question aren’t genuinely normative.22  Now, I deny that there’s an 

inherent conflict between a principle’s being normative and its being constitutive in the 

required sense.  Still, it seems to me that these philosophers may be on to something right.  To 

develop their thought a bit, let’s focus on consistency as our example.  As a way of trying to 

capture the idea that consistency is somehow constitutive of belief, let’s suppose that folk 

psychology contains the following clause. 

 (C): Subject’s belief sets are largely consistent. 

Question: Does (C) count as a normative clause?  

 Well, there’s no doubt that having a largely consistent belief set is a very good thing, 

but its goodness seems rather irrelevant to the claim that (C) describes an essential feature of 

belief.  One way of seeing this is to imagine that normative eliminativism were the correct 

metaphysical view – imagine, for instance, that our (accurate) scientific worldview simply 

                                                 
22 Perhaps this is what Lewis (1986: 36) means when he writes, “We suppose that people tend to behave in a way 
that serves their desires according their beliefs.  We should take this principle of instrumental rationality to be 
neither descriptive nor normative but constitutive of belief.” 
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leaves no place for normativity.  If normative eliminativism were true we would be forced to 

reject the idea that there are certain ways one ought to reason, or that there are certain beliefs 

one ought to hold.  Presumably, though, we wouldn’t be forced to reject the very idea of 

consistency.  If normative eliminativism were true, it’s not that there would be no such thing 

as consistent, or largely consistent, or thoroughly inconsistent belief sets.  Rather, it’s that 

there wouldn’t be anything better about having a consistent belief set than an inconsistent one. 

 Even if normative eliminativism were true, then, it seems that (C) could still be true.  

Compare the normative clauses (OI) and (OS) on this point.  If normativity weren’t real, then 

presumably it couldn’t be literally the case that subjects ought to follow the principle of total 

evidence, or that subjects who believe that P believe many of the other things they ought to 

believe, given P.  This seems like an important difference between (C) and (OI)/(OS).  What I 

take it to show is that while the properties that (OI) and (OS) ascribe to the subjects of belief 

are uncontroversially normative, the property that (C) ascribes to the subjects of belief is not.  

If this is correct, then according to the criterion provided above, (C) doesn’t count as a 

normative clause. 

 The property of having a largely consistent belief set, I find it plausible to say, is not 

itself something normative.  However, setting normative eliminativism aside and assuming the 

truth of normative realism, it is a property whose instantiation entails the instantiation of 

normative properties.  A subject whose belief set is largely consistent will invariably be a 

subject whose belief set is good in a certain respect. 

 In Chapter 3 I will return at much greater length to the issues touched on here.  For 

now, the main point I want to make is that the inclusion in folk psychology of clauses 
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relevantly like (C) would not entail the truth of the (CRT), as I’m understanding it.  For the 

(CRT) to be true, folk psychology needs to include clauses like (OI) and (OS) – that is, 

genuinely normative clauses.  A philosopher who takes folk psychology to contain clauses 

like (C) will not count as a defender of the (CRT) in this work if she does not also take it to 

include clauses like (OI) or (OS).  When I turn to argue for the truth of the (CRT) in Chapter 

3, I take part of my obligation to be to present arguments that support the (CRT) against this 

constitutive-rationality-without-normativity alternative.23 

2.4.4 THE PRIORITY OF NORMATIVITY TO THE MENTAL 

 What is it to instantiate mental properties like belief properties?  According to the 

(CRT), it is at least in part to instantiate certain normative properties.  If the (CRT) is true, 

then, there would seem to be a sense in which mental properties depend on normative 

properties.  Thus, the (CRT) appears to be incompatible with metaphysical accounts 

attempting to reductively explain normative facts in terms of mental facts.  Maybe other 

reductive approaches to normativity could work – the (CRT) by itself doesn’t generally rule 

out such approaches.  But, if the (CRT) is true, then it seems that accounts taking mental 

properties to be more metaphysically fundamental than normative ones are doomed. 

 If mental properties depend on normative properties, then are normative properties 

more fundamental than mental ones?  The (CRT) is compatible with such a metaphysical 

view, but it doesn’t seem to me to require it.  Perhaps the arrows of dependence point both 

                                                 
23 Schroeder (2003) argues that Davidson’s theory of the mind is not genuinely normative.  The present 
subsection offers one way of understanding how this could be despite Davidson’s constant talk of constitutive 
rationality.  It should be emphasized here that in various works – including his (1985), for instance – Davidson 
explicitly contends that the mental is normative.  So, the question isn’t whether Davidson is trying to defend a 
normative view of the mind but rather whether the specific view of mind he in fact defends properly counts as 
normative. 
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ways.  Perhaps mental and normative properties are intimately bound up in such a way that 

they can be said to depend on each other.  In section 2.2, we considered the possibility of 

going through two rounds of Ramsification for a theory, using one subset of the theory’s 

terms to define a second subset, and then turning around and using the second subset to define 

the first.  Maybe this is what the relation between mental and normative properties is like.  

Maybe a complete specification of mental properties’ essences requires us to invoke 

normative properties, while a complete specification of normative properties’ essences 

requires us to invoke mental properties. 

 If the (CRT) is true while mental and normative properties depend on one another in 

this way, then functionalists’ goal of specifying the essences of mental states in completely 

non-mental terms would seem to be unachievable.  Now, it’s not clear that this result would 

be incompatible with the truth of physicalism.  It doesn’t seem to be incompatible with the 

truth of strong psychophysical supervenience, for instance, and so if physicalism is 

understood in terms of such supervenience it could still be true.24  The result does seem to be 

incompatible with certain common physicalist ambitions, however, such as explaining mental 

facts entirely in terms of physical facts. 

 We will touch more on these issues and especially on what physicalism requires in 

Chapter 4.  At no point in this work, however, will I be taking a stand on whether normative 

properties are more fundamental than mental properties or on whether the two sets of 

properties are equally fundamental.  I suspect that the latter line provides the more promising 

                                                 
24 On the idea of strong supervenience, see for instance Kim (1990). 
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way to develop my view.  Actually carrying out the project of developing this line falls 

outside the scope of the present work however. 
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3. Constitutive Rationality: Arguments in its Favor 

 In this chapter I will offer a pair of arguments for the (CRT), the first aimed at 

defending the claim that folk psychology contains obligation-satisfying clauses, and the 

second aimed at defending the claim that folk psychology contains obligation-imposing 

clauses.  As a way of crystallizing what exactly an argument in favor of the (CRT) needs to 

establish, it will be helpful to imagine a very specific opponent of the thesis.  Let’s imagine a 

causal functionalist who denies that normative properties can be given a causal analysis, and 

so who takes each of the clauses in folk psychology to be causal in nature without also being 

normative.  I don’t want us to suppose that this causal functionalist is a normative 

eliminativist.  In fact, I want us to suppose that she holds that a mental state’s normative 

properties – including those normative properties which the (CRT) assigns to mental states 

essentially – supervene on the causal role her causal functionalist theory assigns to mental 

states. 

 The reason to call attention to this specific sort of causal functionalist is because she 

and the defender of the (CRT) will (or at least can) agree regarding which mental states all 

possible subjects are in.  Where the two will disagree is strictly on what grounds subjects’ 

being in the mental states they are.  So, for instance, the causal functionalist we’re imagining 

and the defender of the (CRT) might agree that the subject S in the world w believes that 

snow is white.  However, while the defender of the (CRT) will hold that S’s having this belief 

partly depends on her possessing certain normative properties – for instance, on S’s being 

such that she believes many of the things she ought to believe given that snow is white – the 

causal functionalist will hold that S’s having this belief doesn’t depend in any way on her 
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possessing these normative properties, but rather depends entirely on the causal relations S’s 

states enter into.  Now, this causal functionalist can add, since normative properties supervene 

on causal roles, it follows that any possible subject who’s in a state standing in these causal 

relations will possess the normative properties in question.  So, for instance, any such subject 

will believes many of the things she ought to believe given that snow is white.  But the 

possession of these normative properties is no part of the account of what it is for a subject 

like S to believe that snow is white.  Possession of these normative properties is merely 

something that always (across all possible worlds) happens to accompany believing that snow 

is white. 

 Reflection on this view should help us appreciate two things.  First, if causal 

functionalism (at least about belief states) isn’t crazy, then the (CRT) isn’t crazy either.  Or at 

least, the (CRT) can’t be too crazy.  After all, even though the causal functionalist we’ve been 

considering rejects the (CRT), her view is still modally equivalent to the (CRT).  Given this 

modal equivalence, there would seem to be a lower threshold on just how implausible she can 

regard the (CRT) as being.  In light of this first point, we can see that many of the 

considerations often used to support causal functionalism will also support the (CRT) as well.  

I won’t be focusing on these considerations here just because they don’t uniquely support the 

(CRT).  

 Second, and following up on this first point, any argument seeking to establish the 

truth of the (CRT) will need to be a very precise tool if it’s to do its job.  Given the modal 

equivalence in question, an argument for the (CRT) won’t have established everything it 

needs to establish merely by showing that the (CRT) correctly handles all possible cases.  
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Correctly handling all possible cases would certainly speak in the (CRT)’s favor, but it would 

fail to differentiate the (CRT) from the modally equivalent version of causal functionalism 

we’ve been considering.  It wouldn’t speak in favor of the (CRT) to the exclusion of all other 

theories. 

 This second point imposes a severe constraint on the form that my arguments in favor 

of the (CRT) can take.  I need arguments that not only speak in favor of the (CRT), but also 

that speak against the form of causal functionalism we’ve been considering (among other 

views).1  The two arguments I provide in the present chapter aim to do this. 

3.1 The Argument from Essential Causal Powers 

 My first argument for the (CRT) attempts to establish that folk psychology contains 

obligation-satisfying clauses like (OS) from Chapter 2, which again says that a subject who 

believes that P will believe many of the things she ought to believe given P.  The first premise 

of the argument is (P1). 

(P1): Some mental states, and belief in particular, possess some of their actual causal 
powers essentially. 
 

(P1) will of course be accepted by causal functionalists, and in fact I’m counting on the same 

sorts of considerations that generate support for causal functionalism to support (P1).  That 

being said, I believe that (P1) should be accepted even by philosopher who think causal 

functionalism is wrong and that there’s more to mental states than the causal relations they 

enter into. 

                                                 
1 The arguments needn’t speak against causal functionalism itself.  Again, the (CRT) is compatible with causal 
functionalism, provided that a broadly causal analysis of normativity is available.  However, the arguments must 
speak against the form of causal functionalism we’ve been considering, which rejects the (CRT). 
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Try to imagine a possible token of the belief that snow is white which possesses none 

of the causal powers that go with this belief here in the actual world, but instead possesses the 

causal profile that here in the actual world goes with being a pain, or with being a copper 

atom, or with being a gunshot.  I claim that such belief tokens are impossible – inconceivable, 

even – and that the reason this is so is because at least part of what makes a belief a belief is 

the causal powers it possesses.  A philosopher who rejects causal functionalism can agree 

with this verdict, she just needs to insist that there is also an additional component to belief’s 

essence – perhaps a normative one, perhaps a phenomenal one, perhaps one of some other 

sort. 

Taking (P1) as having been established, then, let’s now focus on belief’s causal profile 

here in the actual world.  Which of belief’s actual causal powers does it possess essentially?  

The powers that comprise belief’s actual causal profile can be divided into three mutually 

exclusive and exhaustive categories: (i) irrational powers, that is, powers whose exercise 

exhibits irrationality on the part of the believer; (ii) arational powers, that is, powers whose 

exercise exhibits neither irrationality nor rationality on the part of the believer; and (iii) 

rational powers, that is, powers whose exercise exhibits rationality on the part of the believer.  

I now will argue that though here in the actual world belief possesses powers belonging to 

each of these three categories, it is only belief’s rational powers which belong to its causal 

profile essentially.2 

                                                 
2 Consider a subject who initially believes that P and that ~Q who then comes to believe that if P then Q.  
Employing modus ponens, she now infers that Q, failing to recognize that this is inconsistent with her belief that 
~Q.  Is the causal power that is exercised in this inference to be categorized as a rational power, since modus 
ponens is a valid argument form, or an irrational power, since the resulting belief set is inconsistent? 
     My reply is that there are multiple causal powers being exercised here, as is generally the case in instances of 
causation.  Consider arsenic.  Arsenic possesses a pair of distinct causal powers: the power to kill a person, and 
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3.1.1 IRRATIONALITY 

 To make this case, let’s start by focusing on belief’s actual irrational powers.  Now, a 

number of irrational powers are known to belong to belief’s actual causal profile without the 

aid of serious scientific investigation.  For instance, it doesn’t take serious science to know 

that people occasionally deny the antecedent.  Or, to put the point explicitly in terms of 

belief’s causal powers: it doesn’t take serious science to know that a subject’s believing that if 

P then Q and that ~P can sometimes cause her to form the belief that ~Q.  When this causal 

power is exercised, a specific form of theoretical irrationality is exhibited by the subject of the 

beliefs, which is why the power in question is categorized as an irrational power.  To shift 

from theoretical to practical irrationality, it doesn’t take serious science to know that subjects 

occasionally succumb to weakness of will.  In cases of weakness of will, a distinct irrational 

power of belief is exercised, a power to interact with desires in a certain way in producing 

intentions and, subsequently, actions. 

 Again, both of these are examples of irrational causal powers we know belief to 

actually possess without the aid of science.  A number of irrational powers are known to 

belong to belief’s actual causal profile only thanks to recent empirical investigations of 

irrationality, however.  For instance, the psychologists Amos Tversky and Daniel Kahneman 

have documented in detail people’s susceptibility to the conjunction fallacy, best known from 

                                                                                                                                                         
the power to poison a person.  That these powers are distinct is demonstrated by the fact that a speeding bullet 
possesses the first but not the second.  When a person ingests arsenic and dies, both of the causal powers in 
question are exercised.  Similarly, I take inferences to Q from P and if P then Q to involve the exercise of a 
rational causal power, and inferences to Q from P and if P then Q when one believes that ~Q to involve the 
exercise of a irrational causal power (assuming that one retains the belief that ~Q).  Thus, in the example 
provided, two distinct causal powers are exercised, one which is rational and one which is irrational. 
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their well known experiment involving Linda.3  In the experiment, subjects are given a 

description of Linda stating that, inter alia, she participated in antinuclear demonstrations as a 

student and was deeply concerned with issues involving discrimination and social justice.  

The subjects are then asked to rank the probability of various propositions.  In overwhelming 

numbers, they judge that the proposition that Linda is a bank teller is less likely to be true than 

is the proposition that Linda is a bank teller and is active in the feminist movement.  But, this 

judgment is irrational since the latter proposition is a conjunction containing the former 

proposition as one of its conjuncts – the latter proposition can’t be true unless the former is. 

 We can think of Tversky and Kahneman’s experiment as empirically revealing that 

belief possesses a certain causal power, a power which is exercised when subjects commit the 

conjunction fallacy.  Granting that the conjunction fallacy really is a form of irrationality, this 

power belongs to the category of irrational powers.  It is along these lines that I propose to 

understand the voluminous psychological findings regarding other forms of irrationality as 

well, including base rate neglect, the susceptibility to framing effects, risk-aversion, and so 

on.4  That is, I interpret this work as empirically revealing more and more irrational powers 

belonging to belief’s actual causal profile. 

 Thus, belief actually possesses many, many irrational causal powers.  Do these 

irrational powers belong to belief’s causal profile essentially, though?  I claim they do not.  

For, consider a state F at a possible world w such that F’s causal profile at w is just like 

belief’s causal profile here in the actual world, except that F at w doesn’t possess any of the 

irrational causal powers that belief actually possesses.  Subjects in F at w, then, never do the 

                                                 
3 See for instance Tversky and Kahneman (1983). 
4 See Shafir and LeBoeuf (2002), for an overview of the psychological literature. 
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equivalent of denying the antecedent or succumbing to weakness of will; they never do the 

equivalent of committing the conjunction fallacy; etc.5  On the other hand, since F at w 

possesses all of belief’s non-irrational causal powers, subjects in F at w do do the equivalent 

of carrying out rationally justifiable inferences and acting rationally, in much the way we do.  

Thus, there is some amount of overlap between F’s causal profile at w and belief’s causal 

profile here at the actual world, but there are also many differences.  The question is, are the 

causal differences enough to disqualify subjects who are in F at w from thereby being in 

belief states?6 

It seems completely clear to me that the intuitive answer to this question is No.  It 

seems to me that this should be absolutely uncontroversial: a subject who is insusceptible to 

the forms of irrationality that we are still could be a believer.  If anything, I’m almost inclined 

to hold that subjects in F at w are better qualified to count as believers than we are.  Leaving 

this stronger claim aside, if I’m right and the causal differences between F at w and belief 

here in the actual world fail to disqualify subjects in F at w from thereby being in belief states, 

then it seems to follow that those causal powers possessed by belief here in the actual world 

but lacked by F at w – that is, all of belief’s actual irrational causal powers – are not essential 

to belief.  This conclusion is what I had hoped to establish in this subsection. 

The argument just presented doesn’t appear to turn on the point we noted in Chapter 2 

in connection with Lewis’s treatment of near realization, the point that no very specific causal 

power seems to be essential to mental states.  For, first, we aren’t dealing with a very specific 
                                                 
5 I need to put this in terms of doing the equivalent of denying the antecedent, for instance, since genuinely 
denying the antecedent presumably requires having beliefs, while it’s an open question at this point whether 
subjects in F at w have beliefs. 
6 In speaking of subjects who are in F at w as thereby being in belief states, I mean to be covering both the 
possibility that F itself is a belief state and also the possibility that F is a physical realizer of a belief state. 
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causal power in the present argument, but rather with a broad range of causal powers.  If the 

thought experiment I’ve presented is successful, what it shows is that even if a possible state 

is missing each and every irrational causal power in belief’s actual causal profile – and again, 

there are many, many such irrational powers – this by itself isn’t enough to disqualify subjects 

in that state from thereby being in belief states.  Second, it seems to me that in cases of near 

realization, I feel a kind of mild intuitive pull that is altogether lacking here.  Could there be, 

say, an intention to wiggle one’s toes that completely lacked the power to cause one’s toes to 

wiggle?  I suspect that there could be if a near realization scenario were involve – that is, if 

the state possessed enough of the other causal powers that typically go with intentions to 

wiggle one’s toes.  That being said, I do feel at least a little bit of an intuitive pull toward 

saying that any state lacking this causal power is, ipso facto, not really a toe wiggling 

intention.  In the present case involving belief and irrational causal powers, however, I feel 

not even the slightest bit of pull toward saying that, because of the causal differences, subjects 

in F at w are disqualified from thereby being in belief states. 

Before moving on, I want to say a few more things about the (CRT) and irrationality.  

The first point to make is that the conclusion I’ve reached here, that irrational causal powers 

don’t belong to belief’s causal profile essentially, doesn’t in any straightforward way 

undermine the interest of empirical research on irrationality.  Even if one is generally 

sympathetic to the thought that science discovers essences, one is going to need to allow that 

this isn’t all that science does.  At least some of science’s discoveries aren’t discoveries of 

essences.  According to the conclusion I’ve argued for in this subsection, the psychological 

discoveries regarding human irrationality fall into this category. 
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 More than this, though, I believe that the views I’ve defended in this subsection fit 

naturally with how typical empirical researchers of irrationality understand their work.  The 

heuristics and biases program initiated by Tversky and Kahneman takes as one of its starting 

points the idea that because the real world imposes limitations on human beings of time, 

resources, computing power, and so on, human minds should be expected to have hit upon 

quick-but-dirty heuristics which generally produce rational results but which are inevitably 

subject to certain biases.7  So, for instance, what Tversky and Kahneman take human beings’ 

susceptibility to the conjunction fallacy to reveal is that in our reasoning, we employ a 

representativeness heuristic8 which generally can be counted on to produce rational results 

but which in certain circumstances, like that created for subjects participating in the Linda 

experiment, yields predictably irrational results. 

 Minds facing different sorts of limitations of time, resources, computing power, and so 

on – perhaps minds facing different selection pressures in their evolutionary histories, for 

instance9 – might well hit upon different sorts of heuristics than the ones our minds have, 

resulting in different patterns of irrationality than the ones we fall into.  Perhaps in the limit, a 

mind facing absolutely no limitations of time, resources, computing power, and so on, 

wouldn’t need to settle for quick-but-dirty heuristics, but instead would be able to achieve 

                                                 
7 See for instance Kahneman (2003).  The heuristics and biases program is heavily influenced by Herbert 
Simon’s notion of bounded rationality; see for instance Simon (1957). 
8 The rough idea is that given the description of her, the proposition that Linda is a bank teller and that she is 
active in the feminist movement seems more “representative” of Linda than does the proposition that she is a 
bank teller, and it is this representativeness subjects are tracking when they judge the former proposition more 
likely than the latter.  Tversky and Kahneman (1982) provides an extended discussion of the representativeness 
heuristic. 
9 On the links between bounded rationality and evolutionary biology, see the papers collected in Gigerenzer 
(2000).  While Gigerenzer is critical of the heuristics and biases program in certain ways, it’s tempting to think 
that there’s not all that much difference between his views and those of researchers like Tversky and Kahneman.  
On this point, see Samuels, Stich, and Bishop (2002). 
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perfect rationality.  At any rate, no small part of the interest in research on irrationality is 

guided by the thought that a good way to find out which of the indefinitely many heuristics 

we might conceivably be employing in our reasoning – each of which is compatible with our 

general rational acumen – is to determine the forms of irrationality we systematically fall into.  

By its biases, a heuristic is known.10 

 A natural way of incorporating these thoughts into our metaphysics of mind is to hold 

that these empirically discovered irrational powers belong to belief’s causal profile 

contingently, not necessarily.  Minds employing alternative heuristics could then still be in 

belief states even though they aren’t prone to the same systematic forms of irrationality our 

minds are – even though they are perhaps prone to their own systematic forms of 

irrationality.11  In light of this natural way of viewing things, I don’t want to claim merely that 

my above conclusion, that belief’s actual irrational causal powers aren’t essential to it, is 

compatible with empirical research on irrationality.  Rather, I want to make the stronger claim 

that my above conclusion is supported by such work, at least insofar as its interpreted broadly 

along the lines suggested by researchers belonging to the heuristics and biases program.  

Think of this as a challenge, then, to those philosophers who would deny the present 

subsection’s conclusion: can they square their view with empirical research on irrationality? 

                                                 
10 An analogy commonly offered is that of optical illusions: just as optical illusions are thought to be especially 
good tools for revealing how our vision systems work, “cognitive illusions” like our susceptibility to the 
conjunction fallacy are thought to be especially good tools for revealing how our reasoning systems work. 
11 In effect, I’m appealing to a kind of multiple realizability argument here.  The focus isn’t (directly) on the 
most basic physical level of realization, however, but rather on a mid-level form of realization.  To invoke 
Marr’s (1982) three levels of description, the idea is roughly that belief is a kind of computational (upper) level 
property, while the heuristics a believer employs in reasoning correspond to algorithmic (mid) level properties.  
Both of these are to be distinguished from implementatioal (lower) level properties.  On Marr’s (1982: 26) 
account, it’s generally the case that a single computational level property can be realized by multiple algorithmic 
level properties. 
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 The other point I wanted to make before moving on is that neither the letter nor the 

spirit of the (CRT) is compromised by supposing, as I have here, that actual people are 

irrational in many, many ways.  For my purposes in this work, I’m willing to suppose that the 

standards of rationality that subjects must meet to qualify as believers are relatively low.  

Now, it may be that this sort of “minimal rationality” view, in Christopher Cherniak’s 

phrase,12 is not robust enough to sustain all the arguments that those philosophers associated 

with constitutive rationality want to make.  For instance, Cherniak claims that Davidson’s 

objection to the “very idea” of conceptual schemes13 requires that there be fairly high 

standards of rationality that all possible believers must meet.14  Regardless of whether or not 

Cherniak is right on his reading of Davidson, none of the arguments I’ll be making in this 

work require standards of rationality that are all that strong. 

 To anticipate myself a bit, in Chapter 4 what I’ll be arguing is that mental properties 

are themselves normative, and that because normative properties are generally irreducible to 

non-normative properties, it follows that mental properties are irreducible to physical 

properties.  As we’ll see, the irreducibility thesis about normative properties I’ll be defending 

is similar to G. E. Moore’s non-naturalism in metaethics in certain respects.15  Now, for many 

philosophical purposes, the difference between, say, being saintly and merely being kinda 

good may matter quite a bit.  With respect to Moore’s non-naturalism, however, the difference 

between these two properties isn’t especially important.  If non-naturalism is correct, then 

neither of the properties will be reducible to non-normative properties.  Analogously, for the 

                                                 
12 Cherniak (1986). 
13 Davidson (1974). 
14 Cherniak (1986: 130-131).  See also Stich (1990: Ch. 2). 
15 Moore (1903). 
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purposes of the antireductionist argument I’ll be making, it won’t really matter whether the 

rational obligations a subject must meet to qualify as a believer require that subject to be 

rationally saintly, so to speak, or whether they require here to be merely rationally kinda 

good. 

3.1.2 ARATIONALITY 

 If (P1) is true then belief possesses at least some of its causal powers essentially.  But, 

as I just argued, it doesn’t possess any of its actual irrational powers essentially.  Thus, all of 

its essential powers must be either arational or rational powers.  In the present section I will 

be arguing that none of belief’s actual arational powers are essential to it. 

 What are examples of belief’s actual arational powers?  Here are some plausible 

candidates.  Believing that embarrassing information has just been revealed about oneself can 

cause one to blush.  Believing that there will be many Christmas presents to open in the 

morning can cause a child to have trouble sleeping.  Believing that one’s life is in immediate 

peril can cause one to lose one’s appetite.  Each of these powers is known to belong to belief’s 

actual causal profile without the aid of serious science, but consider the placebo effect, which 

was discovered only through medical research.  On the conventional understanding, what the 

placebo effect involves is a subject’s belief causing her medical condition to improve.  For 

instance, a subject’s belief that the sugar pill she’s been taking is medicine causes her 

headaches to become less frequent and severe. 

 In each of these examples of powers belonging to belief’s actual causal profile, it 

seems plausible that the exercise of the power in question exhibits neither rationality nor 

irrationality on the part of the believer.  It seems plausible that it is neither rational nor 
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irrational to blush, to be unable to sleep, to lose one’s appetite, or to fall prey to the placebo 

effect.  Is there anything else that unites these arational causal powers?  Clearly there is.  Each 

of the powers in question is a power to produce a bit of behavior that does not qualify as an 

intentional action.  Blushing, being unable to sleep, losing one’s appetite, and falling prey to 

the placebo effect are not actions that subjects perform, they are things that happen to 

subjects.  That this turns out to be the unifying feature bonding the disparate examples 

together is not a coincidence, I take it, given that we’re presently restricting our focus to 

belief’s arational causal powers.  For actions are the sorts of things that are rational or 

irrational, at least in the minimal sense of either serving or failing to serve a subject’s desires, 

given her beliefs.  Thus I take it that all (or at least many) of belief’s actual powers to cause 

action fall outside the category of arational powers, belonging either to the category of 

irrational or rational powers.16 

 Thus far, each of the examples of an arational power we’ve considered has been a 

power to cause behavior as opposed to other mental states.  Let’s now shift our focus.  It 

seems plausible that when certain transitions in thought are made, those transitions exhibit 

neither rationality nor irrationality on the part of the thinker.  For instance, a French author’s 

occurrent belief that the madeleine he’s tasting is delicious might cause him to recall 

memories of his childhood in Combray.  A fraternity pledge’s belief that he’s about to be 

                                                 
16 Are there no arational actions at all?  Hursthouse (1991) argues that there are, focusing on actions like jumping 
for joy or strumming one’s fingers, which she claims are done for no reason (at least in a certain sense).  Rey 
(2002) and (2007) relies partly on Hursthouse’s argument in developing an objection to normativist views of 
mind like Davidson’s, and like the one I’m in the midst of defending.  I myself am inclined to accept Davidson’s 
view, set out in works like his (1963), (1970b), and (1982), according to which it’s constitutive of actions that 
they be done for reasons, in which case there can be no arational actions in the relevant sense.  For the purposes 
of the argument I’m leading up to in the text, however, I’d be willing to grant Hursthouse and Rey that the 
actions they describe are genuinely arational. 
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branded with a red hot iron might cause him to experience as hot (at least for a moment) the 

ice cube to which he’s exposed instead.  In these and other similar examples, it seems 

plausible that the exercise of the causal power in question exhibits neither rationality nor 

irrationality on the part of the subject.  Neither making Proustian leaps of thought nor having 

one’s anticipations color one’s subsequent experiences seems either rational or irrational. 

 Is there anything else that unites these causal powers?  There is.  Each of the mental-

to-mental transitions we’ve just considered is not an inference.  Again, this doesn’t seem to be 

a coincidence.  For inferences, like intentional actions, are the sorts of things that are rational 

or irrational.  Thus, as in the case of powers to cause actions, I take it that all (or at least 

many) of belief’s actual inferential causal powers fall outside the category of arational 

powers.17 

 Given this setup, I’m now going to run the same sort of argument I ran in the previous 

subsection in connection with irrational powers.  Consider a state G at a possible world w’ 

such that G’s causal profile at w’ is just like belief’s causal profile here in the actual world, 

except that G at w’ doesn’t possess any of the arational powers that belief possesses here in 

the actual world.  G states at w’, then, never cause blushing, or trouble falling asleep, or the 

loss of appetites, or the equivalent of the placebo effect.  G states at w’ also never cause the 

sorts of non-inferential leaps between mental states that beliefs actually cause.  On the other 

hand, G states at w’ do cause both the equivalents of actions and inferences, both rational and 

                                                 
17 Just as I granted in the previous note that there may be some arational actions, I’m willing to grant for the sake 
of argument that there may be some arational inferences. 
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irrational, in just the way that beliefs cause actions and inferences here in the actual world.18  

Thus, there is some amount of overlap between G’s causal profile at w’ and belief’s causal 

profile here in the actual world, but there are also causal differences.  The question is, are the 

causal differences enough to disqualify subjects who are in G at w’ from thereby being in 

belief states? 

 Again it seems completely clear to me that the intuitive answer to this question is No.  

Once again, this strikes me as being about as intuitively clear as these things tend to get.  I 

don’t want to suggest that the powers to cause behaviors that aren’t actions and to cause leaps 

of thought that aren’t inference are somehow unimportant or uninteresting aspects of our 

actual beliefs.  Our mental lives surely would be importantly different without these powers.  

That being said, the powers in question strike me as literally inessential.  If tomorrow we 

discovered Martians and learned that they were capable of the equivalent of rational and 

irrational action and inference, but incapable of blushing or having troubles sleeping or losing 

their appetites or etc., it would be crazy to take these incapabilities to show that Martians 

aren’t genuine believers.  And so, as I did with respect to irrational causal powers in the 

previous subsection, I conclude that none of the arational powers in belief’s actual causal 

profile are essential to it. 

3.1.3 RATIONALITY 

 The conclusions of the two preceding subsections jointly entail the second premise of 

my argument for the (CRT). 

                                                 
18 In light of the concessions made in the preceding two notes, G states at w’ won’t be capable of causing 
whatever arational actions or inferences there may be.  In the remainder of this subsection I will leave this 
qualification implicit. 
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 (P2): Every actual causal power that is essential to belief is a rational power. 

Together, (P1) and (P2) entail that at least some of belief’s actual rational causal powers are 

essential to it.  This strikes me as extremely plausible.  To make an independent case for this 

conclusion, let’s return to the style of argument I’ve been using in the last two subsections. 

 Consider a state H at a possible world w’’ such that H’s causal profile at w’’ is just 

like belief’s causal profile here in the actual world, except that H at w’’ doesn’t possess any of 

the rational causal powers that belief possesses here in the actual world.  H states at w’’ never 

cause the equivalent of rationally justifiable actions or rationally justifiable inferences, then, 

as our beliefs sometimes do.  On the other hand, H states at w’’ do sometimes cause their 

subjects to do the equivalent of committing the conjunction fallacy; they do sometimes cause 

their subjects to blush; and so on, for all of belief’s actual irrational and arational causal 

powers.  Thus, there is some amount of overlap between H’s causal profile at w’’ and belief’s 

causal profile here in the actual world, but there are also many differences.  The question is, 

are the causal differences enough to disqualify subjects who are in H at w’’ from thereby 

being in belief states? 

 Anyone who thinks (as I do) that causal functionalism is at least remotely plausible 

with respect to belief will be under pressure to give a Yes answer to this question, given the 

conclusions reached in the last two subsections.  But even if one ultimately rejects causal 

functionalism (as I do), it seems to me that Yes is clearly the intuitively correct answer.  A 

capacity for rational action and inference strikes me as a nonnegotiable, essential aspect of 

being a believer.  Subjects in H states at w’’ don’t have this capacity (or, at least, they don’t 

have it by virtue of being in H states), and thus they are missing something essential to being 
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a believer.  Thus, I conclude, H’s causal profile at w’’ does indeed differ from belief’s causal 

profile here in the actual world in ways that disqualify subjects who are in H at w’’ from 

thereby being in belief states.  And this shows that some of belief’s actual rational causal 

powers are essential to it. 

 Now, that all of belief’s essential causal powers belong to the category of rational 

powers is not inconsistent with all views that reject the (CRT).  For instance, it’s not 

inconsistent with the causal functionalist view we considered in the introduction to this 

chapter, the one that rejects the (CRT) even while it agrees with it about which mental states 

are possessed by all possible subjects.  A philosopher holding that view can consistently 

maintain that the only causal powers that are essential to belief are those which we’ve been 

calling “rational powers,” while denying that those powers’ link to rational normativity plays 

any role in the account of what makes a belief a belief 

 Consistency is not the problem.  The problem is that it seems like a remarkable fact 

that out of the many, many causal powers that belief actually possesses – powers belonging to 

each of the three categories we’ve been considering – the only causal powers belief possesses 

essentially are its rational powers.  That this should be so cries out for further explanation: 

why these and just these powers?  Views like that of the causal functionalist we’ve been 

considering are incapable of giving a satisfactory answer to this question, it seems to me.  

From the standpoint of this causal functionalist’s view, there wouldn’t appear to be any 

special reason at all to expect belief’s essential causal powers to belong exclusively to the 

category of rational powers.  If it had turned out that belief’s essential causal powers were 

sprinkled evenly across the three categories, this would’ve fit her view just as well.  Thus, it 
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seems to me, this causal functionalist will need to treat the joint truth of (P1) and (P2) as a 

kind of coincidence, a fact defying further explanation.  It’s just a brute fact about belief’s 

causal profile that it happens to essentially possess the causal powers that it does. 

 In contrast, views embracing the (CRT) can provide a natural explanation of the joint 

truth of (P1) and (P2).  If folk psychology contains obligation-satisfying clauses, then subjects 

will need to satisfy certain rational obligations if they are to enter into belief states.  To satisfy 

these obligations, certain causal powers will need to be exercised, and thus possessed.  In 

particular, powers to cause rationally justifiable actions and inferences will need to be 

possessed, since these are the powers whose exercise will result in the satisfaction of rational 

obligations.  Thus, if folk psychology contains obligation-satisfying clauses – in which case 

the (CRT) will be true – it’s inevitable that belief will possess certain rational powers 

essentially. 

 But why should belief’s essential causal powers belong exclusively to the category of 

rational powers?  This can be explained by the following view, which entails the (CRT).19  

Beliefs, in the first place at least, aren’t really causal states so much as they are normative 

ones.  To the extent that beliefs have any essential causal powers at all, what explains why 

this should be so is that the instantiation of certain normative properties – like that of 

satisfying a certain rational obligation – requires the exercise and thus possession of such 

powers.  Thus, when philosophers sometimes say that the mind is a causal system, or, more 

specifically for the purposes of the present discussion, that beliefs are causal states, it’s not 

that what they’re saying is wrong so much as that what they’re saying fails to capture the 

                                                 
19 The (CRT) does not entail the truth of this view, so one can accept the (CRT) without hold this view. 
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nature of belief at its deepest level.  Beliefs are (in the second place) causal states, only 

because they are (in the first place) normative states. 

 If something like this view is right and beliefs are (in the first place) normative rather 

than causal states, then presumably there would be no reason at all to expect beliefs to 

essentially possess any causal powers other than rational ones.  More than this, there 

presumably would be reason to expect that belief won’t possess any such causal powers 

essentially.  In this way, the view just set out predicts the joint truth of (P1) and (P2).

 Obviously, I haven’t surveyed every conceivable explanation of the joint truth of (P1) 

and (P2) in this subsection.20  However, it is hard to envision a significantly different 

alternative explanation that could convincingly make the joint truth of (P1) and (P2) 

something that is to be expected, as the explanation just provided succeeds in doing.  And so, 

here is my third and final premise in my argument for the (CRT). 

(P3): The joint truth of (P1) and (P2) is best explained by views that accept the (CRT). 
 

Until we’re provided with a better or at least equally good explanation of the joint truth of 

(P1) and (P2), I think we should accept (P3).  But then, via abductive inference, we should 

infer that the (CRT) is true. 

 This completes my first argument for the truth of the (CRT).  To present everything all 

together, I’ll set out the argument’s premises and its conclusion one last time to wrap up this 

section. 

                                                 
20 Can the sort of constitutive-rationality-without-normativity view described in subsection 2.4.3 adequately 
explain the joint truth of (P1) and (P2)?  I don’t think it can, because I don’t think such a view can adequately 
explain why principles of rationality like consistency would be constitutive of the mental.  This response requires 
more elaboration than I’m able to give it here, but at any rate, my second argument for the (CRT) clearly tells 
against the view. 
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(P1): Some mental states, and belief in particular, possess some of their causal powers 
essentially 

 (P2): Every causal power that is essential to belief is a rational power 
(P3): The joint truth of (P1) and (P2) is best explained by views that accept the 
(CRT)._________________________________________________________ 

 (C): The (CRT) is true. 

3.2 The Argument from Counterpossibles 

 My second argument for the (CRT) aims to establish that folk psychology contains 

obligation-imposing clauses like (OI) from Chapter 2.  The guiding thought behind this 

argument is that while a proponent of the (CRT) agrees with the causal functionalist we’ve 

been considering on which mental states are possessed in all possible cases, perhaps there is 

disagreement between the two views on which mental states are possessed in certain 

impossible cases.  Consider the following conditional. 

 (CP): If normative eliminativism were true, then there would be no beliefs. 

 By normative eliminativism, I mean the thesis that the world is just as it actually is in 

terms of the distribution of non-normative properties,21 but no normative properties are 

instantiated.  Now, as a normative realist, I hold that normative properties are in fact 

instantiated in the actual world.  Given the widely held thesis that normative properties 

metaphysically supervene on non-normative properties,22 my view entails that there are no 

metaphysically possible worlds at all where the antecedent of (CP) is true.  Thus, (CP) is a 

counterpossible, a counterfactual whose antecedent is metaphysically impossible.  My second 

argument for the truth of the (CRT) is that the (CRT) predicts correctly predicts that 

                                                 
21 ‘Non-normative properties’ is to be understood on analogy with ‘non-physical properties’ in discussions of 
physicalism, meaning that it’s not a contradiction in terms to suppose that normative properties might be 
identified with non-normative ones. 
22 That is, the thesis that across all metaphysically possible worlds, entities that are indiscernible with respect to 
their non-normative properties are indiscernible with respect to their normative properties. 
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counterpossibles like (CP) will be true while alternative views incorrectly predict such 

counterpossibles will be false. 

3.2.1 PRELIMINARY REMARKS REGARDING COUNTERPOSSIBLES 

 Before getting to the core of this argument, a few preliminary remarks about 

counterpossibles are in order.  While I won’t be committing myself in this work to any 

specific proposal for analyzing counterpossibles, I am committed to rejecting the analysis 

counterpossibles are given on the standard Stalnaker-Lewis account of counterfactuals.23  On 

the standard account, a counterfactual is substantively true if its consequent is true at the 

closest world(s) where its antecedent is true, while it’s vacuously true if there are no worlds 

where its antecedent is true.  The standard account thus entails that all counterpossibles are 

alike in being vacuously true. 

 Intuitively though, there seem to be important differences among counterpossibles.  

Naively, some seem truer than others.  Compare (CP2) to (CP3). 

 (CP2): If as a child my uncle had succeeded in proving that there really is a greatest 
prime, he would be world-famous today. 
(CP3): If as a child my uncle had succeeded in proving that there really is a greatest 
prime, green would’ve ceased being a color. 
 

(CP2) and (CP3) are both counterpossibles since their (shared) antecedents are metaphysically 

impossible.  There seems to be an important difference though.  Naively, (P2) seems plausibly 

true in a way (P3) does not.  In Counterfactuals, Lewis considers various ways of capturing 

intuitive differences of this sort among counterpossibles before finally settling on the idea of 

handling such differences in terms of assertability.24  To illustrate the proposal using the 

                                                 
23 Stalnaker (1968), Lewis (1973).   
24 Lewis (1973: 24-25). 
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present case, Lewis’s thought would be that (CP2) is assertable in a way (CP3) is not even 

though they are both vacuously true. 

 Regardless of whether or not this is the proper way to handle this specific case, I must 

reject Lewis’s proposal as a general approach to counterpossibles.  Given the metaphysical 

conclusions I eventually want to use (CP) to draw, it’s crucial to my argument that (CP) be 

substantively true.  There are analyses available according to which at least some 

counterpossibles are substantively true, including analyses that don’t require a major revision 

of the standard approach to counterfactuals.  For instance, on one analysis what we do is 

introduce certain impossible worlds into our ontology alongside possible ones, and then 

extend the standard analysis of counterfactuals in the obvious way.  On this view, which 

Lewis briefly entertains, a counterpossible like (CP) will be substantively true if its 

consequent is true at the closest impossible world(s) that its antecedent is.  I don’t mean to 

commit myself to this view; the point here is just that I’m going to need some such analysis of 

counterpossibles to be workable if my second argument for the (CRT) is even to get off the 

ground. 

 Now, it seems extremely plausible that if a counterpossible is going to be capable of 

expressing a substantive truth, its antecedent must be conceivable in some fairly robust 

sense.25  As an example of a counterpossible violating this requirement, consider (CP4). 

 (CP4): If some bachelors were married, interest rates would be slightly lower. 

(CP4)’s antecedent is metaphysically impossible.  More than this, though, it’s presumably 

analytic that no bachelors are married, and so (CP4)’s antecedent is inconceivable according 

                                                 
25 On this point, and providing a broader defense of the use of counterpossibles when dealing with necessarily 
false metaphysical theses, see Sider (1999: 339-340) and also Merricks (2003: 5-8). 
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to standard view of inconceivability.26  We have no genuine conception of what it would be 

for some bachelors to be married, and so we have no real grasp on how to make sense of 

claims about what would follow if they were.  Thus, even if some counterpossibles express 

substantive truths or falsehoods, as my argument for the (CRT) requires, not all 

counterpossibles must do so, and (CP4) seems like an excellent candidate for one that doesn’t. 

 As I turn to make my argument for the truth of (CP), I will be assuming that (CP)’s 

antecedent is not inconceivable in the way (CP4)’s antecedent is.  That is, I’ll be assuming 

that it’s not a contradiction in terms to suppose that non-normative properties were distributed 

just as they actually are while no normative properties were instantiated, in the way it is a 

contradiction in terms to suppose that some bachelors were married.  This assumption strikes 

me as extremely plausible.  It seems to me that it really is at least conceivable that, say, our 

scientific worldview might entail that there simply is no place for normativity within our best 

metaphysical theories – that (inter alia) it simply is not literally the case that subjects ought to 

do or believe anything..27 

 In assuming that (CP)’s antecedent is conceivable, I am in effect assuming that certain 

accounts of normativity are false.  Specifically, I’m assuming the falsity of analytical 

reductionist versions of normative realism, according to which the totality of normative truths 

are analytically entailed by the totality of non-normative truths.28  According to analytical 

                                                 
26 For instance, on the accounts of conceivability that are derivable from the two-dimensionalist frameworks 
defended by Chalmers (1996) and Jackson (1998), and also on the alternative account of conceivability sketched 
in Yablo (1993). 
27 Gibbard (2003) offers what in effect is an argument for the conceivability of (CP)’s antecedent.  See also 
Sturgeon (1985: 251), who entertains a counterpossible relevantly like (CP) in responding to an argument of 
Gilbert Harman’s. 
28 What I’m calling “analytical reductionism” is similar to what Smith (1994: Ch. 2) calls “definitional 
naturalism” and what Jackson (1998: Ch.6) calls “analytical descriptivism.”  Neither of these alternative labels is 
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reductionists, normative eliminativism is a contradiction in terms in just the way married 

bachelors are.  I will directly argue against analytical reductionism in Chapter 4, when I 

critically discuss various metaphysical accounts of normativity.  In the present chapter, 

though, I just want to rely on the prima facie plausibility – the significant prima facie 

plausibility, in my view – of the thought that normative eliminativism is at least conceivable. 

3.2.2 THE CRT ENTAILS THAT (CP) IS TRUE 

 Why appeal to counterpossibles in arguing for the truth of the (CRT)?  The intuitive 

idea is that different theories of the essences of mental states take on different commitments 

about what must be the case if subjects are to be in mental states, with the central commitment 

of the (CRT) being that the subjects of mental states must possess certain normative 

properties.  Conditionals like (CP) offer a natural way of trying to capture this commitment.  

Because normative realism, like many other metaphysical theses, is necessarily true if it’s true 

at all, such conditionals will almost inevitably be counterpossibles, as (CP) is.  Thankfully, 

there’s no glaring reason to think that this counterpossible status is especially problematic for 

the purposes of capturing the (CRT)’s commitment to the claim that subjects of mental states 

must possess certain normative properties.  Thus, it seems natural and correct to regard the 

(CRT) as being committed to the truth of (CP). 

 In contrast, it seems that views rejecting the (CRT) avoid this particular commitment.  

Again, consider the causal functionalist we’ve been imagining.  Presumably, her view is 

committed to the claim that there must be causal relations if subjects are to be in mental 

states.  If it were to turn out that, say, the fundamental laws of physics aren’t causal, and in 

                                                                                                                                                         
to my liking, which is why I’ve introduced a new term.  Analytical reductionism about moral normativity is 
defended by Lewis (1989) and Jackson (1998) among others. 
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turn that causation doesn’t somehow emerge as we rise above fundamental physics – in short, 

if it were to turn out that nothing literally causes anything – then on her view it would follow 

that subjects aren’t literally in mental states.  However, this causal functionalist isn’t 

committed to the claim that subjects of mental states must possess normative properties.  If 

non-normative properties were distributed just as they actually are, including the distribution 

of causal relations just as they actually are, then on this causal functionalist’s view nothing 

essential to belief would be missing.  And so, it seems natural and correct to say that this 

causal functionalist, along with various other philosophers who reject the (CRT), require that 

(CP) be false. 

 Before moving on to address the question of whether (CP) is in fact true or false, let 

me conclude this subsection by noting that counterpossibles like (CP) seem like an extremely 

useful tool for thinking about the (CRT) even outside the context of the present argument.  No 

matter how similar in various respects a given view might be to the (CRT) – think again of the 

causal functionalist we’ve been imagining, or of the constitutive-rationality-without-

normativity view we examined in subsection 2.4.3 – if that view entails that mental states 

would be left in place even if the whole of normativity were somehow carved off the world, 

then that view must not really subscribe to the (CRT) as I’ve set it out.  The test for whether a 

philosopher accepts the (CRT), then, is whether or not she accepts counterpossibles like (CP). 

3.2.3 BELIEF ZOMBIES 

 The argument for the (CRT) from essential causal powers which I presented in the 

first section of this chapter gives us one reason to hold that (CP) is true, but here I want to 

provide an independent argument for (CP)’s truth, one that could potentially persuade those 
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who weren’t persuaded by the first argument, and one that focuses on obligation-imposing 

clauses rather than obligation-satisfying ones.  To set up the argument I want to make, let’s 

first consider an objection to (CP)’s alleged truth. 

 The most compelling objection I can think of goes as follows.  If all non-normative 

properties were distributed in just the way they actually are while no normative properties 

were instantiated, then subjects would be in the very same physical and causal-functional 

states that we are here in the actual world.  But then if (CP) were true, these conceivable 

physical and causal-functional duplicates of ourselves would have no beliefs at all.  They 

would be belief zombies, analogous to the phenomenal zombies who come up in discussions 

of consciousness, but lacking belief states rather than phenomenal conscious states.  Many 

philosophers of mind, including many physicalists, allow that phenomenal zombies are at 

least conceivable regardless of whether they think they are genuinely possible.  But 

comparatively few philosophers of mind, and no physicalists that I know of, allow that belief 

zombies of the sort in question are conceivable.29  In fact, this is often viewed as one of the 

central differences between beliefs (along with other propositional attitude states) and 

phenomenal conscious states. 

 Why would one deny the conceivability of belief zombies?  For broadly causal 

functionalistic reasons, most likely.  Belief zombies would go through the very same sorts of 

physical motions we go through when performing intentional actions, they would produce the 

very same sounds and other physical marks we do when speaking and communicating, they 

would transition between their internal states in ways that are completely isomorphic to the 

                                                 
29 That is, no physicalists that I know of explicitly say that belief zombies are conceivable. 

 94



 

various mental transitions we go through in thought.30  More generally, they would be in 

states possessing all the same causal powers that our mental states possess, including states 

possessing all the irrational, arational, and rational causal powers described above that belong 

to our beliefs.31  And as a topper, they would be completely physically indistinguishable from 

us.  To many philosophers it seems inconceivable that beings like us in these various ways 

could fail to have beliefs.32  If these philosophers are right about this – and I think there’s at 

least a strong initial intuitive inclination to say that they are – then (CP) will be false.  In 

short, then: the (CRT) requires that if normative eliminativism is conceivable, as we’ve been 

assuming that it is, then belief zombies are conceivable too.  Thus, if it’s implausible that 

belief zombies are conceivable, then the (CRT) is implausible. 

 This strikes me as a very powerful argument for the falsity of (CP).  I see no way to 

finesse the points it addresses.  To defend the claim that (CP) is true then, and by extension to 

defend the (CRT) itself, I will need to argue that contrary to initial appearances, belief 

zombies are indeed conceivable.  A defense of the conceivability of belief zombies will 

inevitably touch on issues closely connected to physicalism: if belief zombies are conceivable, 

how are we to block the (presumably antiphysicalistic) inference that they’re genuinely 

possible?  We will get to these issues, but not until Chapter 5, where I discuss how the (CRT) 

bears on physicalism.  For now, I want to limit my focus to establishing the conceivability of 

belief zombies. 

                                                 
30 I’m assuming the truth of physicalism in making these claims, and in particular the causal closure of the 
physical realm. 
31 Of course the names “irrational,” “arational,” and “rational” causal powers would be inappropriate if there 
were no such thing as rational normativity, but the powers would be the same without these names. 
32 See for instance Kim (2006: 301-302).  Kim is explicitly addressing the question of whether phenomenal 
zombies would have beliefs, but the arguments he makes would seem to have straightforward implications for 
the present discussion. 
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3.2.4 KNOWLEDGE 

 As a way of softening us up for an eventual acceptance of the conceivability of belief 

zombies, I want to shift our focus temporarily away from belief to another mental state: 

knowledge.  Consider the following analog to (CP). 

 (CP5): If normative eliminativism were true, there would be no knowledge. 

I take something like (CP5) to be one of the central premises in Kim’s well known objection 

to Quine from his “What is ‘Naturalized Epistemology’?” paper.33 

On Kim’s reading, Quine’s brand of naturalized epistemology is eliminativist about 

epistemic normativity.34  Given this eliminativism, Kim contends that Quine’s epistemology 

allows no place for the concept of justification, since justification seems to be clearly 

normative in nature.35  But, Kim continues, given the intimate link between justification and 

knowledge, any epistemology that doesn’t allow a place for the concept of justification won’t 

be able to allow a place for the concept of knowledge either.  In fact, Kim claims, the intimate 

connection between justification and knowledge entails that the concept of knowledge itself is 

normative.  Since a field of inquiry that has no place for the concept of knowledge cannot be 

properly classified as a form of epistemology, Kim concludes that Quine’s so-called 

naturalized epistemology isn’t really epistemology at all.  It’s more like a branch of 

psychology. 

I find this critique of Quine completely convincing.  One natural way to cast the 

central part of Kim’s argument, it seems to me, is as follows. 

                                                 
33 Kim (1988), which is a response to Quine (1969). 
34 Kim (1988: 234).   
35 I follow Kim by putting things in terms of the concept of justification rather than in terms of justification itself.   
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 (P1): Quine’s naturalized epistemology entails that normative eliminativism is  
true. 
(P2): (CP5). 
(C): Quine’s naturalized epistemology entails that there is no knowledge. 

 
However, if we accept Kim’s objection to Quine while continuing to suppose that normative 

eliminativism is at least conceivable, then we seem to commit ourselves to the conceivability 

of knowledge zombies, beings who are physical and causal-functional duplicates of ourselves 

but who completely lack knowledge.  If (CP5) is true, as Kim’s argument requires (at least as 

I’ve cast it), while normative eliminativism is conceivable, as we’ve been assuming, then 

knowledge zombies must be conceivable too. 

 Contraposing this conditional: the only ways to block the conclusion that knowledge 

zombies are conceivable are either to reject Kim’s critique of Quine or to deny the 

conceivability of normative eliminativism.  This latter move would presumably involve 

embracing analytical reductionism and holding that the totality of normative truths is 

analytically entailed by the totality of non-normative truths.  Each of these moves strikes me 

as deeply objectionable, and so I think we should embrace the conceivability of knowledge 

zombies. 

3.2.5 THE SPACE OF REASONS 

 Now that we can see why one would think that knowledge zombies are conceivable, 

let’s shift our focus back to belief.36  Reconsider (OI), the obligation-imposing normative 

clause which was first introduced in Chapter 2. 

(OI): If a subject’s total evidence supports P, then that subject ought to believe that P. 
 

                                                 
36 Kim (1988) himself goes on argue that belief is normative just as knowledge is. 
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If normative eliminativism were true then it wouldn’t be the case that subjects ought to do 

anything, and so (OI) would be false.  But then, I claim, something essential about belief 

would be missing.  Just as knowledge is tied to justification in such a way that you can’t have 

the former without the latter, belief is tied to rational obligations of the sort expressed by (OI) 

in such a way that you can’t have belief without such obligations. 

 To maintain a sort of symmetry with obligation-satisfying clauses, I’ve phrased the 

obligation-imposing clause (OI) using the normative ‘ought.’  To give my present claims 

more resonance with the views of other philosophers, though, it might help to translate (OI)’s 

ought-talk into reasons-talk.37 

(OI*): If a subject’s total evidence supports P, then that subject has an (overall) reason 
to believe that P. 
 

(OI*) is meant to express at least roughly the same proposition that (OI) does.  Having a 

reason, just like being such that one ought to do something, is an uncontroversially normative 

property, and so (OI*) counts as a normative clause. 

 If normative eliminativism were true then subjects wouldn’t have reasons to believe 

that which their total evidence supports, and so (OI*) would be false.  More generally, if 

normative eliminativism were true then subjects would never have any reasons to believe 

anything, and subjects’ beliefs would never provide them with any reasons for action or 

further belief.  The causal functionalist we’ve been considering, along with all other 

philosophers who would deny (CP), seem to be committed to the view that belief’s relation to 

this “space of reasons” is not truly essential to it, at least in the sense that there could be 

                                                 
37 I especially have in mind the views of philosophers like Sellars (1956), McDowell (1985) and (1994), and 
Brandom (1994). 
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beliefs even if there were no reasons.  This view of the relation between beliefs and reasons 

strikes me as deeply unattractive, and perhaps even incoherent.  I find far more compelling the 

view that part of the essence of belief is to be bound up with reasons in such a way that it 

makes no sense to speak of beliefs in the complete absence of reasons,38 just as it makes no 

sense to speak of knowledge in the complete absence of justification.  Carve the space of 

reasons off the world and you carve belief off as well.  Because this seems right to me, I 

accept (CP): if normative eliminativism were true, and thus there were no reasons, there 

would be no beliefs. 

 Those who would deny the conceivability of belief zombies face a dilemma.  They can 

deny the conceivability of normative eliminativism – again, presumably by embracing 

analytical reductionism.  Or they can sever the connection between beliefs and reasons, deny 

that it’s truly part of belief essence to stand in any relation to a space of reasons.  There 

doesn’t appear to be a third option.  Each of the two available moves strikes me as extremely 

unattractive, and so I embrace the conceivability of belief zombies.  Their apparent 

inconceivability is, on my view, superficial.  On first thought, it does indeed seem that the 

physical and causal-functional duplicates of us in question would have everything it takes to 

be believers.  On second thought, though, we appreciate that these duplicates inhabit a place – 

an impossible, but conceivable place – where there are no reasons.  And a place without 

reasons is, ipso facto, a place without beliefs. 

                                                 
38 An especially succinct statement of this view from the philosophers cited in the last note is provided by 
Brandom (1994: 5): “attitudes we adopt in response to environing stimuli count as beliefs just insofar as they can 
serve as and stand in need of reasons.” 
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 This completes my second argument for the truth of the (CRT).  In this argument I’ve 

tried to show that the (CRT) predicts that the counterpossible (CP) will be (substantively) true 

while alternative theories of the essences of mental states predict that (CP) will be false.  I’ve 

then tried to establish that given the intimate connection there is between beliefs and reasons, 

it’s highly plausible that (CP) is true, even though this entails the conceivability of belief 

zombies.  Since the (CRT) correctly predicts (CP)’s truth while its competitors incorrectly 

predict (CP)’s falsity, I thus conclude that we should infer that the (CRT) is true. 
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4. Normativism and Irreducibility 

 Like Davidson, I hold that the mental realm is governed by constitutive principles of 

rationality.  The past two chapters were devoted to explaining what I take this to mean exactly 

and providing arguments for why I think it’s true.  Also like Davidson, I hold that the mental 

realm’s being so governed entails that the mental is normative, and that this normative 

dimension ensures the mental’s irreducibility to the physical.  The present chapter is devoted 

to arguing for these claims. 

4.1 Normativism 

 Let normativism be the thesis that mental states are normative in nature.1  In this 

section I will argue that the (CRT) entails at least a restricted form of normativism.  The 

central claim of my argument is that counterpossibles like (CP) from Chapter 3 can be used to 

test a property’s normative status: if (CP) is true, then it follows that belief is normative.  I 

take there to be a good deal of prima facie plausibility to this thought.  (CP) says in effect that 

if no normative properties were instantiated, belief properties wouldn’t be instantiated.  If this 

doesn’t show that belief is normative, what would?  If my proposed test for normative status 

is adequate, then since the (CRT) entails that (CP) is true, as I argued in Chapter 3, it follows 

that the (CRT) entails normativism about belief.  The central question that will occupy this 

section is whether my proposed test for normative status is indeed adequate. 

4.1.1 WHY THE TEST IS USEFUL 

 How can the proposed test for normative status be useful?  In order to assess what 

would follow if normative eliminativism were true, we need to have a prior grasp on what 

                                                 
1 I take the term from the exchange between Rey (2007) and Wedgwood (2007), although I don’t understand it in 
quite the way they do. 
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normative properties are.  And this might seem incompatible with using a counterpossible like 

(CP) to argue for a property’s normative status.  It’s not though.  For, the intuitive idea behind 

my use of the test is that belief’s normative status follows from its intimate relation with 

certain properties that are uncontroversially normative. 

 Without trying to say what normativity itself is, we can at least say that certain 

properties are uncontroversially normative in nature.  Examples include properties like that of 

being such that one ought to do certain things, and that of being such that one has done certain 

things that ought to have been done.  When we conceive of normative eliminativism, we are 

in the first place conceiving that uncontroversially normative properties of this sort are not 

instantiated.  This is the prior grasp on normative properties we must have.  Now, these 

uncontroversially normative properties stand in various relations to other properties, including 

properties whose normative status is more controversial.  Belief properties are a case in point.  

If the (CRT) is true, then the relations between belief properties and certain uncontroversially 

normative is extremely intimate – so intimate that the former wouldn’t be instantiated if the 

latter weren’t.  What the proposed test for normative status in effect entails is that when a 

given property P is intimately related in this way to uncontroversially normative properties, P 

itself is normative.  Thus, the test entails, given the (CRT), belief properties are normative. 

 In connection with these thoughts, again consider knowledge.  A natural way to try to 

establish that knowledge is normative is by pointing to the intimate relation between 

knowledge and justification, which itself is uncontroversially normative.  This is what Kim 

does in his objection to Quine, as we saw.  My use of (CP) to test for belief’s normative status 

is meant to rely on the same sort of idea. 
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4.1.2 POTENTIAL COUNTEREXAMPLES 

 Are there any counterexamples to the sort of test for normative status I’m proposing?  

That is, are there any properties that are intimately related to normative properties, in much 

the way belief is, but which aren’t themselves normative in any interesting sense?  If there are 

any such properties, this would call into question whether I can use (CP)’s truth to argue that 

belief is normative. 

Consider the following Davidson-inspired potential counterexample: the property of 

being the collision of two distant stars in a world in which a rationally justifiable inference is 

drawn somewhere.  If normative eliminativism were true then this property couldn’t be 

instantiated since there would be no rationally justifiable inferences.  Given my proposed test 

for normative status, it thus follows that this star collision property is normative.  But, if this 

counts as a normative property, then everything will possess lots and lots of normative 

properties.  Is this a reductio for my proposed test? 

 I don’t think it is.  For on the one hand, it doesn’t strike me as all that counterintuitive 

to say that the property in question is normative.  Not the star collision part, to be sure, but the 

part about occurring in a world where a rationally justifiable inference is drawn.  And on the 

other hand, it seems to me that whatever lingering counterintuitiveness remains here can be 

handled by relying on a distinction I want to draw anyway, that between natural and unnatural 

properties.2  Given my proposed test for normative status, it does follow that everything 

possesses lots and lots of normative properties.  But, the vast majority of these will be 

                                                 
2 In this work, I will operate with an abundant conception of properties, according to which every predicate 
corresponds to some property.  Within this abundant realm, though, I recognize a distinction between natural 
properties and unnatural properties.  This view is inspired by Lewis (1983).  There will be much more on the 
distinction between natural and unnatural properties in the chapters ahead. 
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unnatural properties, and everything possesses lots and lots of unnatural properties anyway, 

even independently of the proposed test: the property of being an alarm clock made in 1989, 

the property of being an alarm clock made in 1989 or an ostrich, etc.  Since belief properties 

are plausibly natural, if they pass the proposed test and thus count as normative, they will be 

importantly unlike any of the unnatural normative properties in question. 

 A different kind of potential counterexample to the proposed test is provided by pain.  

Suppose that it’s part of pain’s essence to cause certain beliefs, like the belief that I’m in pain.  

Then the truth of (CP) would then presumably entail that if normative eliminativism were 

true, there would be no pains: if normative eliminativism were true there would be no beliefs, 

but if there were no beliefs there would be no pains.  By the proposed test, pain would then 

count as a normative property.  That is, a rational (as opposed to strictly moral) normative 

property.  But, one might think, this is implausible.  Pain is outside the bounds of rationality 

in any interesting sense, and so whatever relations it might bear to various rational normative 

properties, those relations had better not count as intimate enough for pain itself to qualify as 

something (rationally) normative.   

 There are different responses available here, including biting the bullet (supposing it is 

a bullet) and concluding that pain is normative in the relevant sense.  My response, though, is 

to deny that it’s part of pain’s essence to cause beliefs.  Pain does cause beliefs of course; just 

not essentially.  If a power to cause beliefs were part of pain’s essence, then it would seem to 

follow that beings who are incapable of belief, or perhaps even just beings who lack the 

concept of pain but who are otherwise capable of belief,3 are incapable of being pained.  This 

                                                 
3 I’m assuming the concept of pain is required to believe that I’m in pain, for instance. 
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presumably includes a number of actual beings, such as various lower animals and perhaps 

even pre-linguistic children.  Any view that entails that these beings are incapable of being 

pained is absurd, and so I deny that it’s any part of pain’s essence to cause beliefs.  Because I 

deny this I’m able to deny that if normative eliminativism were true there would be no pains, 

and thus in turn I’m able to deny that pain is normative.. 

 More generally, while I don’t deny that there’s a good deal of truth to the thought that 

the mental is “holistic” or that mental states “stand or fall together,” the point seems to me to 

be occasionally overstated, at least when it comes to specifying the essences of mental states.  

It doesn’t strike me as obviously incoherent to hold that there can be full-fledged perceptual 

states in beings that are incapable of belief.4  Nor does it strike me as obviously incoherent to 

hold that there can be full-fledged desires in beings that aren’t capable of full-fledged beliefs 

– perhaps beings that are capable only of “proto-belief” states.5  Without defending either of 

these particular claims or anything else so controversial, let me just note that of all mental 

properties, the only ones I’ll be explicitly arguing are normative are belief properties.  If my 

argument is sound and belief is normative, it then may be fairly difficult to block the inference 

that certain other mental states are normative as well.  For instance, it then may be hard to 

deny that intending is normative too.  Officially, though, my commitment to normativism in 

this work is restricted entirely to belief properties. 

In close connection with this point, let me note that none of the arguments in favor of 

the (CRT) that I advanced in Chapter 3 turned directly on belief’s intentional content as 

                                                 
4 This is one of the driving thoughts behind the introduction of nonconceptual content. 
5 There is at least a good deal of empirical evidence suggesting that young children possess the concept of desire 
before they possess the concept of belief.  See for instance Nichols and Stich (2003: 75), and the psychological 
sources cited there. 
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opposed to its psychological mode.  Thus, in arguing presently that belief is normative, I’m 

not committed to the claim that the content component of a belief state is what makes it 

normative.  It’s perfectly consistent with the view advanced in this work that standing in the 

belief relation to the proposition P is something normative while standing in, say, the 

perception relation to the same proposition P is not.  More generally, my present argument 

that belief is normative takes on no major commitments regarding the nature of intentional 

content – I’m not committed to an inferentialist or otherwise holistic account of content.  In 

not basing my argument for belief’s normative status directly on considerations having to do 

with belief’s intentional content, I depart from most normativists, including Davidson 

himself.6  Though obviously less sweeping than the thesis that all intentional states are 

normative, I take my limited thesis that belief is normative still to be of significant 

philosophical interest. 

Neither pain nor the star collision property considered above has provided us with a 

counterexample to my proposed test for normative status.  I cannot think of any additional 

potential counterexamples that seem interestingly different from these two.  Even if there are 

no clear counterexamples, though, maybe there are other reasons to think that the test is 

inadequate. 

4.1.3 COUNTERPOSSIBLES AND METAPHYSICS 

Here’s a potential concern.  According to the proposed test, the truth of 

counterpossibles like (CP) can entail certain metaphysical conclusions.  I’m taking (CP)’s 

                                                 
6 See for instance Davidson (1973) and (1974b) in addition to his (1970).  Other normativists who locate the 
mental’s normative status in its intentional content include McDowell (1994), Brandom (1995), Wedgwood 
(2007), and Putnam (1983), who defends a Davidson-inspired interpretationist account of wide content. 
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truth to establish something about the metaphysical nature of belief, namely that it’s a 

normative property.  But, one might wonder, how can a metaphysical conclusion of this sort 

be sustained by a conditional whose antecedent is conceivable but not possible?  Think about 

the role phenomenal zombies play in discussions of consciousness.  If phenomenal zombies 

are conceivable, this may by itself tell us something about our phenomenal concepts.  

Specifically, it might tell us that they are distinct from both our physical and causal-functional 

concepts.7  In order to establish the metaphysical claim that phenomenal properties are 

distinct from both physical and causal-functional properties, though, it’s generally thought 

that phenomenal zombies must be more than merely conceivable, they must be genuinely 

possible.  In light of this, even if we grant that (CP) is true, why think that this reflects 

something about the property of belief as opposed to just our concept of belief? 

 I have two responses to this objection.  First, regardless of whatever we ultimately 

decide about (CP), it’s clearly the case that at least some counterpossibles can be used to 

reach metaphysical conclusions of the sort in question.  Imagine two physicalists who agree 

that it’s conceivable but not possible that a physical and causal-functional duplicate of me 

could be a phenomenal zombie.  Where these physicalists disagree is on whether my 

phenomenal zombie duplicate would have all the same beliefs I do.8  The first physicalist says 

he would, the second says he wouldn’t.  According to the second physicalist, certain belief 

contents are partly determined by their subject’s phenomenal states, and so since my 

                                                 
7 On phenomenal concepts, see for instance Loar (1990) and Tye (2000: Ch. 2). 
8 Suppose that the phenomenal zombies is embedded in the same sort of environment I am. 
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phenomenal zombie duplicate and I differ in our phenomenal states, we differ in some of our 

belief contents.9 

A natural way of capturing this disagreement is by using the following 

counterpossible. 

(CP6): If there were a phenomenal zombie duplicate of me, he would share all my 
beliefs. 
 

The first physicalist asserts that (CP6) is true, the second that it’s false.  They both agree that 

(CP6)’s truth value reflects something about the metaphysical nature of belief content – 

namely, whether it’s partly determined by a believer’s phenomenal states.  They both deny 

that (CP6)’s truth value reflects something merely about our concept of belief content. 

 Setting this first point aside, the second point I want to make will be clearest if we 

develop the phenomenal zombie analogy a bit further by setting out a certain account of 

normativity.  Metaphysical reductionism is the normative realist view according to which the 

totality of non-normative truths does not analytically entail the totality of normative truths 

(and so analytical reductionism is false), but normative properties are reducible to non-

normative properties, and so the totality of non-normative truths metaphysically entails the 

totality of normative truths.10  Metaphysical reductionism is naturally combined with the view 

that our normative concepts are distinct from our non-normative concepts, including our 

physical and causal-functional concepts.11  In fact, this difference in concepts presumably is 

required if, as metaphysical reductionists hold, the totality of non-normative truths fails to 
                                                 
9 See Chalmers (1996: 203-209). 
10 This is like the view in metaethics which Smith (1994) calls “metaphysical naturalism” and which Jackson 
(1998) calls “ontological descriptivism.”  Views like Sturgeon (1985), Railton (1986), Boyd (1988), and Brink 
(1989) are compatible with metaphysical reductionism, but perhaps they don’t require it.  See the below 
discussion of Cornell realism. 
11 On normative concepts, see Gibbard (2003). 
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analytically entail the totality of normative truths.  Thus, metaphysical reductionism about 

normativity is closely analogous to the physicalist view in the philosophy of mind we’ve been 

considering, according to which phenomenal properties are reducible to physical or causal-

functional properties but our phenomenal concepts are distinct from our physical or causal-

functional concepts. 

 The metaphysical reductionist will grant that normative eliminativism is conceivable, 

and thus that (CP) is capable of expressing a substantive truth.  Supposing that (CP) is in fact 

true, as I’ve now argued, what should the metaphysical reductionist take this to reflect?  In the 

first place, I propose that she should take it to reflect that our concept of belief is a normative 

concept.  But wait, doesn’t this concede the present objection?  No, because normative 

concept pick out normative properties.  And so in the second place, the metaphysical 

reductionist should take (CP)’s truth to reflect that belief is a normative property.  Of course, 

given her views, the metaphysical reductionist will take this normative property to be 

reducible to some non-normative property.  However, this commitment to reductionism by 

itself gives the metaphysical reductionist absolutely no reason to deny the claim we’re 

presently considering, that if (CP) is true then belief is a normative property.  Compare: 

physicalists of the sort we’ve been considering don’t deny that phenomenal concepts pick out 

phenomenal properties, they deny just that these phenomenal properties are physically 

irreducible.  Thus, the metaphysical reductionist can (and should) agree that my proposed test 

for normative status is adequate.12 

                                                 
12 Suppose that metaphysical reductionism is true and that a certain normative property is reducible to the 
physical property P.  Given that P is a physical property, the following counterpossible is false. 
 (CP7): If normative eliminativism were true, P wouldn’t be instantiated. 
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4.1.4 (CP) AND DIFFERENT ACCOUNTS OF NORMATIVITY 

 More generally, the proposed test for normative status appears to be compatible with a 

wide variety of views about the nature of normativity, although precisely what the truth of 

(CP) will be taken to reflect might differ from view to view.  The antireductionist account of 

normativity that I’ll begin defending in the next section will take (CP)’s truth to reflect that 

the property of belief possesses certain features that no non-normative property possesses.  A 

normative eliminativist will take (CP)’s truth to reflect that belief is purported to have such 

features.  Since nothing in fact has those features, belief eliminativism ensues.13  At least 

some alternative forms of normative antirealism, which aren’t naturally categorized as 

eliminativist, will be able to give their own gloss on (CP).14  For instance, a philosopher who 

takes normative properties to be mind-dependent in a sense that’s incompatible with a 

thoroughgoing normative realism might take (CP)’s truth to reflect that belief properties are 

mind-dependent in the same realism-undermining way.  Such a position would seem to fit 

well with the antirealist view often attributed to Davidson and Dennett, according to which 

having a belief is nothing more than being such that a suitable interpreter would take you to 

have that belief.  I myself reject such antirealist views and will be defending a realist account 

of normativity and belief instead.  And so, if Davidson really is best classified as a kind of 

                                                                                                                                                         
Thus, it doesn’t follow from the proposed test for normative status that P is normative, even though by 
assumption it is.  This is no objection to the test though, which is meant to provide only a sufficient condition on 
a property’s being normative, not a necessary one. 
13 Of course a normative eliminativist will insist that (CP)’s antecedent is true and thus will deny that (CP) is a 
counterpossible. 
14 The versions of antirealism I have in mind might grant that (CP) is true and, in turn, that things possess 
normative properties, but they will provide minimalist accounts of what this amounts to. 
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antirealist about the mental,15 this marks a further point of divergence between his position 

and my own. 

 The one view that clearly must deny that the proposed test for normative status is 

adequate is analytical reductionism, the view we first considered in Chapter 3.  Because 

analytical reductionists maintain that the totality of non-normative truths analytically entail 

the totality of normative truths, they will deny that (CP)’s antecedent is conceivable and thus 

that (CP) is capable of expressing a substantive truth.  Analytical reductionism is not 

incompatible with normativism about belief however.  If analytical reductionism is true, then 

an alternative test for normative status will be available: normativism about belief will be true 

just in case the totality of normative truths, which are analytically entailed by the totality of 

non-normative truths, includes the truth that belief is normative. 

 While we’re on the compatibility of different theses, let me also note here that both 

normativism about belief and my proposed test for normative status are compatible with 

causal functionalism.  To see this, imagine a causal functionalist who’s also a metaphysical 

reductionist about normativity, holding that normativity can be given a broadly causal 

reductive analysis.  Given her metaphysical reductionism, this philosopher can accept that 

(CP) is true and that it follows from this that belief is a normative property, just as was 

explained in the above discussion.  Since on her view normative properties are causally 

reducible, none of this compromises her causal functionalism.  She can still hold that belief 

                                                 
15 Though see Davidson (1997) for a repudiation of antirealism about the mental. 
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has a causal-functional real essence.16  My argument against causal functionalism hasn’t 

arrived yet; it’s still coming. 

4.1.5 CONCLUSION 

 Returning to the point we started with, I think there’s a good deal of initial plausibility 

to the thought that if (CP) is true, then normativism about belief follows.  In this section we 

considered a series of objections aimed at challenging this thought, but none of these 

objections were found to be very compelling.  At this point, then, I conclude that my proposed 

test for normative status is adequate, and thus that if (CP) is true then belief is normative.  

Given the pair of arguments for the (CRT) I provided in Chapter 3, each of which entails 

(CP)’s truth, I now conclude that belief is in fact normative.  I now will argue that this 

normative status entails that belief is irreducible to any physical properties. 

4.2 Irreducibility 

 Antireductionism about normativity is the normative realist view according to which 

normative properties are irreducible to non-normative properties, but metaphysically 

supervene on non-normative properties.17  Because of this supervenience, the totality of non-

normative truths metaphysically necessitates the totality of normative truths.  G. E. Moore’s 

non-naturalism in metaethics clearly counts as antireductionistic in the present sense.18  

However it’s not immediately clear that any antireductionistic view of normativity must be, 

ipso facto, either non-naturalistic or antiphysicalistic. 

                                                 
16 A causal functionalist who accepts analytical reductionism could also accept normativism about belief, but 
then she will drop my proposed test for normative status. 
17 That is, normative properties strongly supervene on non-normative properties, where both quantifiers over 
worlds (in the possible worlds formulation of strong supervenience) range over all metaphysically possible 
worlds.  There will be much more discussion of antireductionism and supervenience in Chapter 5. 
18 Moore (1903). 
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If antireductionism about normativity is true, then given last section’s conclusion that 

belief is normative and the (uncontroversial) premise that physical properties are non-

normative, it follows that belief is irreducible to any physical property.  This is the extent of 

the antireductionistic claims about mental properties I’ll be advancing in this work.  It is 

compatible with the view defended here that qualia, intentions, desires, perceptual states, etc., 

are all physically reducible in as strong a sense of physically reducible as there is.  I believe 

that the prospects of reduction are implausible for at least some of these mental states, but that 

this is so is not something I will try to argue in this work. 

 Antireductionism about normativity is also incompatible with causal functionalism, 

provided that the (CRT) is true.  If the (CRT) is true, then folk psychology contains normative 

clauses like (OS) and (OI) from Chapter 2.  If antireductionism about normativity is true, then 

no purely causal clauses will be equivalent to these normative clauses, either in meaning or in 

terms of picking out the same state of affairs.  But, causal functionalism as I defined it just is 

the thesis that all the clauses of the psychological theory specifying mental states’ essences 

are causal in nature.  Thus, taking the (CRT) to now be established, my argument in favor of 

normative antireductionism is, in effect, an argument against causal functionalism. 

4.2.1 CORNELL REALISM AND STANDARD NONREDUCTIVE PHYSICALISM 

 Light can be shed on antireductionism by considering the family of metaethical views 

that has come to be known as Cornell realism.19  Cornell realists generally take their view to 

be compatible with certain forms of reductionism about normative properties.  However, they 

also generally take their view to be compatible with certain nonreductive accounts of 

                                                 
19 See Sturgeon (1985), Railton (1986), Boyd (1988), and Brink (1989). 
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normative properties, and in fact they have occasionally suggested that these nonreductive 

views are the most plausible in the end. 

The nonreductive views that the Cornell realists envision are inspired by the standard 

versions of nonreductive physicalism which have been advanced in the philosophy of mind by 

people like Putnam, Fodor, Boyd, and others.20  According to standard nonreductive 

physicalists, neither mental properties nor biological properties nor economic properties nor 

the vast majority of the various other sets of properties associated with different special 

sciences are reducible to physical properties.  Cornell realists hold that normative properties 

are (or at least probably are) similarly irreducible – not just to physical properties, but also to 

mental properties, biological properties, economic properties, etc.  Now, the Cornell realists 

are indisputably naturalists in metaethics, and so given their own antireductionistic views, it 

follows that at least some forms of antireductionism about normativity are compatible with 

naturalism.  However, there is a question as to whether Cornell realists count as 

antireductionists in my sense.  In this subsection I want to address this question and, with it, 

the related question of whether antireductionism about normativity (in my sense) is 

compatible with a naturalistic outlook, or whether it entails a form of non-naturalism like 

Moore’s. 

 Before we try to answer these questions, I want to issue something like an apology for 

introducing the naturalism/non-naturalism distinction from metaethics.  It would be nice if 

this distinction mapped smoothly onto a pair of distinction we already have on the table, that 

between physicalism and antiphysicalism and that between reductionism and antireductionism 

                                                 
20 Putnam (1967), Fodor (1974), Boyd (1980).   
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about normativity.  Unfortunately, it’s unclear whether this is the case.  Normative 

reductionism can be true while naturalism is false: normative properties might be reducible to 

non-normative supernatural properties (e.g., if a divine command theory is true).  Physicalism 

can be false while naturalism is true: naturalism is compatible with non-physical mental 

properties but physicalism is not.  In Chapter 5 I’ll be arguing that my antireductionism about 

normativity is compatible with a moderate form of physicalism.  One might expect that 

compatibility with physicalism entails compatibility with naturalism, or that compatibility 

with a moderate form of physicalism entails compatibility a moderate form of naturalism.  In 

each case one would be wrong.  Or at least, one would be wrong given how certain 

philosophers we’ll be considering understand the views in question.21 

Returning to the question of whether Cornell realism is antireductionistic in my sense, 

here’s a reason to think it might not be.  I take it that on the standard nonreductive physicalist 

view, various special science properties are to be identified with certain causal-functional 

properties, or at least with something very much like causal-functional properties.  So, for 

instance, pain is something roughly like the second order property of having a first order 

property whose instantiations are typically caused by tissue damage and typically cause 

wincing, crying, swearing, etc.  Because causal-functional properties of this sort are multiply 

realizable by underlying physical properties, it’s widely thought that they are irreducible to 

those underlying physical properties.   

                                                 
21 Can irreducibly normative properties still count as natural properties?  It might not matter with respect to 
naturalism.  On Brink’s (1989: 159) account, naturalism might be true even if normative properties are neither 
natural themselves nor reducible to natural properties. 
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 Now, causal-functional properties are paradigm cases of non-normative properties.  

And so, if Cornell realists mean for their analogy between normative properties and special 

science properties to be so tight it implies that normative properties are also causal-functional 

properties, it then follows that their view isn’t a form of antireductionism according to my 

definition.  Instead, it’s a form of (metaphysical) reductionism.  Though normative properties 

wouldn’t be reducible to physical properties, they would be reducible to other non-normative 

properties – namely, causal-functional ones.  Similarly, people sometimes say that standard 

nonreductive physicalism in the philosophy of mind is nonreductive in one sense but 

reductive in another.  It denies the reducibility of mental properties to physical properties but 

affirms the reducibility of mental properties to causal-functional ones. 

 In fact, though, it’s not completely clear that the Cornell realists do mean for the 

special sciences analogy to be this tight.  It’s not completely clear that in contemplating 

nonreductive views, they mean to be contemplating just views according to which normative 

properties are causal-functional.22  If not, though, then what is the analogy supposed to show?  

Perhaps it’s meant to show just that normative properties are multiply realized by non-

normative properties.23  But “realized” in what sense?  On one familiar conception of 

realization – the one we were implicitly using above in discussing standard nonreductive 

physicalism – a realized property must be something like a causal-functional property.24  It’s 

not completely clear that this is the sense of “realization” Cornell realists have in mind, 

                                                 
22 Brink (1984) explicitly entertains a causal functionalist account of normative properties, but I don’t take this to 
be essential to his broader views. 
23 The language of “realization” is used by Sturgeon (1985: 250, n. 26) and Brink (1989: 157-158). 
24 See for instance Kim (1998: 19-23). 
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though, since again it’s not completely clear that they mean to be committing themselves to 

the view that normative properties are causal-functional. 

Sometimes philosophers have operated with a much looser conception of realization 

and (especially) multiple realization.  According to this looser conception, a property is 

multiply realized just in case it is a supervening property with multiple subvening bases.  

Even Moore will accept that normative properties are multiply realized by non-normative 

properties on this looser conception, however, and so the looser conception will be useless for 

the purpose of distinguishing Moore’s non-naturalism from Cornell realists’ naturalism.25 

 The issue we’re encountering here should seem unsurprising in a way.  Only very 

recently have a number of philosophers of mind come to appreciate that the nature of the 

realization relation isn’t as clear as one might have first thought.26  It would thus be to be 

expected if this lack of clarity infected Cornell realists’ attempts to use the realization relation 

in setting out their own positions.  One real possibility here, it seems to me, is that in the end 

there isn’t really an interesting metaphysical difference between Cornell realism and Moore’s 

non-naturalism.  To whatever extent this suggestion initially seems unacceptable, we can try 

to make it more palatable by noting that there still would be an important epistemological 

difference between the two views.  Moore’s non-naturalism is generally taken to include 

several distinct components, including his acceptance of normative intuitionism.27  Much of 

                                                 
25 Brink (1989: 157-159) alternates between taking the relation between normative and non-normative properties 
to be that of realization and taking it to be that of constitution.  Even setting aside questions about how to 
understand constitution as a relation between properties (as opposed to particulars), the same sorts of issues just 
raised regarding realization would seem to arise, mutatis mutandis, for Brink’s understanding of constitution.  
26 We will be discussing different views of realization at length in the chapters that follow. 
27 It also includes a semantic component which Cornell realists accept: the claim that moral terms are not 
equivalent in meaning to non-moral terms.  On the metaphysical, epistemological, and semantic components of 
non-naturalism, see for instance Ridge (2003). 
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the Cornell realists’ own work has consisted in developing an alternative normative 

epistemology that treats our knowledge of normative truths as on a par with our knowledge of 

scientific ones.28 

While my own defense of normative antireductionism is inspired in no small part by 

Moore’s metaphysics, it is in no obvious way committed to his intuitionism.  Thus, if we were 

ultimately to judge that it’s just Moore’s epistemology and not his metaphysics which makes 

him a non-naturalist, then it would presumably follow that there is no conflict between 

naturalism and the normative antireductionism I defend in this work.29 

Quite possibly, though, this isn’t the proper way to view things.  Perhaps there really 

is an important metaphysical difference between Moore’s view and the nonreductive views 

contemplated by Cornell realists.30  Fully sorting these matters out would seem to require us 

to fully sort out the distinction between naturalism and non-naturalism, and by all accounts 

this is one of the murkiest distinctions in all of metaethics.  And so in the end, I’m not entirely 

clear on whether the Cornell realists count as my antireductionistic allies or my reductionistic 

foes.  I suspect that their nonreductive views are most naturally cast as a form of 

(metaphysical) reductionism, in my sense, though whether or not this is so will turn on how 

their views regarding realization are ultimately to be understood. 

                                                 
28 See especially Boyd (1988) and Brink (1989: Ch. 5). 
29 Support for the conclusion that Moore’s metaphysics isn’t inherently non-naturalistic seems to be found in 
Brink (1989: 165, n. 16), who argues that Moore’s acceptance of the strong supervenience of normative 
properties on natural ones is incompatible with his non-naturalism.  If, as Brink’s argument suggests, an 
acceptance of strong supervenience is enough to qualify one as a naturalist metaphysically, then my own 
antireductionism is clearly naturalistic. 
30 The most promising thought here is that a metaphysical difference can be grounded in how the two views 
explain the supervenience of normative properties on non-normative properties.  Unfortunately, there are 
questions about how the Cornell realists do explain supervenience; see for instance Darwall, Gibbard, and 
Railton (1992: 171).  This is part of the point of the above discussion of how Cornell realists understand the 
realization relation. 
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At any rate, there is an important difference between my antireductionism about 

normativity and the Cornell realists’ views.  I want to explicitly deny that normative 

properties are reducible to causal-functional properties or to anything remotely similar to 

causal-functional properties.  Thus, my antireductionistic position regarding normativity, and 

thus regarding belief properties, is importantly unlike standard nonreductive physicalists’ 

position regarding special science properties, including belief properties.  My 

antireductionism about normativity isn’t based on multiple realizability considerations, no 

matter how loosely we understand the realization relation.  Even if it were to turn out that a 

certain normative property P and some non-normative property Q were coinstantiated across 

al metaphysically possible worlds, I would deny that P is reducible to Q. 

 This is a negative characterization of my view.  I have explained what it is by saying 

what it’s not.  Is a positive characterization possible?  I doubt that I can improve much upon 

what I’ve already said: on my view, normative properties are irreducible to non-normative 

properties.  On my view, then, normativity is primitive or sui generis.31  Like Moore, I say 

that normativity is what it is and not another thing.32  Give the similarities between my view 

and Moore’s, it’s probably most natural to classify my view of normativity as non-naturalistic 

(pardon the pun).  In Chapter 5, however, I will be arguing that my view is compatible with at 

least a moderate form of physicalism.  If it’s not a contradiction in terms, then, my view 

                                                 
31 It’s not that we can’t in any way explain the possession of normative properties in terms of the possession of 
non-normative properties.  Not even Moore holds this.  The Nazis were bad because they killed lots of people – 
this is an explanation of what made the Nazis bad.  Rather, the claim is that we can’t reductively explain the 
possession of normative properties in terms of the possession of non-normative properties. 
32 Contrast this with Fodor’s (1987: 97) line on intentionality: “if aboutness is real, it must be really something 
else.”  The apparent contrast seems to be lost, though, when Fodor allows that demonstrating that intentional 
properties supervene on non-intentional properties might qualify as demonstrating that aboutness is really 
something else. 
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should be construed as a non-naturalistic form of (moderate) physicalism.  If this is a 

contradiction in terms, then construe me as arguing that the metaphysical component of 

Moore’s view isn’t really a form of non-naturalism – it’s compatible with (moderate) 

physicalism and thus (moderate) naturalism.  Nothing that really matters hangs on which of 

these two ways my view is construed. 

4.2.2 FINE-GRAINED PROPERTIES 

 Normative antireductionism as I’ve defined it requires a fine-grained conception.  It 

allows that for any normative property P, there will be some non-normative property Q – 

where Q is either non-disjunctive or else it’s the disjunctive property formed by taking P’s 

various non-normative subvening base properties as disjuncts – such that P and Q are distinct 

but necessarily coinstantiated.  There are a number of well known arguments for a fine-

grained conception of properties, and I’m happy to enlist these arguments in my defense of 

antireductionism.  For present purposes though, I want to focus on the following point. 

 There’s reason to think that nonreductive physicalism in general – and not just the 

specific version of nonreductive physicalism I want to defend – requires a fine-grained 

conception of properties.  Again, standard nonreductive physicalists base their case for the 

irreducibility of mental properties on multiple realizability considerations.  For instance, they 

take pain to be a univocal property realized by different physical properties in different 

physical systems: by firing C-fibers in humans, by inflating D-tubes in Martians, and so on.  

Given multiple realizability, pain isn’t necessarily coinstantiated either with firing C-fibers, or 

with inflating D-tubes, or with . . ., etc.  But, what about the following disjunctive property: 

(firing C-fibers or inflating D-tubes or . . ., etc.)?  It seems that pain will be necessarily 
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coinstantiated with this property.  Does it then follow that pain is identical to this disjunctive 

property? 

 Accepting this property identification would force us either to deny that pain is a 

natural property or to hold that certain disjunctive properties are natural, including the one 

we’re contemplating identifying with pain.  While there are philosophers who’ve made each 

of these two moves, I regard them both as extremely unattractive.33  It would be far better if 

we could hold both that pain is natural and also that any disjunctive property is, ipso facto, not 

natural.  And in fact, we can do this.  But it requires that we deny that pain and the disjunctive 

property it’s necessarily coinstantiated with are identical.  Because this seems like the most 

plausible way to proceed, I conclude that the most plausible ways of developing standard 

nonreductive physicalism will require a fine-grained conception of properties. 

 The upshot of this is that if that if one assumes a coarse-grained conception of 

properties at the outset, according to which necessarily coinstantiated properties are always 

identical, then this coarse-grained conception will by itself be enough to establish that 

nonreductive physicalism is wrong, or at least that all the most plausible versions of it are.  

But then there will be no need to consider the causal exclusion argument, or any other distinct 

argument against nonreductive physicalism.  These further arguments will have been rendered 

superfluous by the coarse-grained conception of properties.  Is this really the way 

reductionists want to argue against nonreductive physicalists?  The conclusion to draw here is 

that in discussing nonreductive physicalism, we can’t assume a coarse-grained conception of 

                                                 
33 Kim has denied that pain is a natural property in various works while Clapp (2001) has argued that some 
disjunctive properties are natural.  I grant Clapp that the properties he describes might be natural but deny that 
they are properly viewed as disjunctive; my objections to Kim’s view are set out in Chapters 6 and 7. 
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properties at the outset.  To whatever extent certain nonreductive physicalist views are judged 

to be attractive, they should be regarded as providing us with reasons to reject a coarse-

grained conception in favor of a fine-grained one. 

Bringing things back to the particular form of nonreductive physicalism I’m 

defending, I conclude that it’s no embarrassment of my view that it requires a fine-grained 

conception of properties.  Or, at least, if it is an embarrassment, then it’s an embarrassment 

that all the most plausible versions of nonreductive physicalism have to bear.  Now that this 

commitment to a fine-grained conception of properties has been set on the table, we can say 

more about what the truth of (CP) reflects according to normative antireductionism.  It reflects 

that the property (as opposed to the concept) of belief possesses a certain normative 

dimension – a connection to an objective to-be-doneness, if you will34 – that no non-

normative property possesses, not even the non-normative (perhaps disjunctive) property that 

is necessarily coinstantiated with belief. 

In general, if a fine-grained conception of properties is correct, then counterpossibles 

will be a natural tool for drawing out the different metaphysical features that distinct but 

necessarily coinstantiated properties have.  For instance, it would be natural for a standard 

nonreductive physicalist to use the following counterpossible to express her view that though 

pain is a natural property, the disjunctive property it’s necessarily coinstantiated with is not. 

(CP8): If pain weren’t a natural property, there would be no natural property shared by 
humans with firing C-fibers and Martians with inflating D-tubes.35 
 

                                                 
34 Regard to-be-believedness as a kind of to-be-doneness. 
35 I take it that if a property is natural, it’s necessarily natural.  I also take it that it’s an empirical matter which 
properties are natural.  Thus I assume that (CP8)’s antecedent is impossible but conceivable. 
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 Similarly, given normative antireductionism, (CP) is a natural way to express the view that 

belief possesses a certain feature possessed by no non-normative property. 

4.2.3 THE PROBLEM WITH ANALYTICAL REDUCTIONISM 

 In the preceding two subsections I’ve tried to clarify what my normative 

antireductionism amounts to; I now want to turn to arguing for its truth.  I take the broader 

dialectic here to be such that there is some sort of initial presumption in favor of realist as 

opposed to antirealist accounts of normativity.  The practical upshot of this for the present 

work is that to the extent one can show that some realist account of normativity is 

unproblematic, one will have thereby undermined the motivation for opting for an antirealist 

account.  Using this as my justification, I won’t be directly arguing against antirealist 

accounts of normativity in this work.  I will be arguing against the different reductionistic 

forms of normative realism we’ve been considering, however.  Seeing the problems these 

reductionistic views face will help us fully appreciate some of the virtues of antireductionistic 

views.  In the present subsection, I will be focusing on the biggest problem facing analytical 

reductionism. 

 Again, analytical reductionism is the view that the totality of non-normative truths 

analytically entails the totality of normative truths.  If this view were correct, then normative 

eliminativism as we’ve been understanding it should be inconceivable in just the same way 

that married bachelors are inconceivable.  It’s generally agreed that the single most daunting 

challenge that analytical reductionists face is posed by Moore’s open question argument (or at 

least by some version of Moore’s argument).36  For any non-normative (perhaps complex) 

                                                 
36 Moore (1903). 
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term that an analytical reductionist might propose as being equivalent in meaning to ‘good,’ 

for instance, it seems to be an open question whether things satisfying that non-normative 

term are really good.  In contrast, it doesn’t seem to be an open question whether people 

satisfying the predicate ‘unmarried male’ are really bachelors.  Or, to put the same idea in 

terms that are more obviously relevant to (CP): given any non-normative description of the 

world, no matter comprehensive, it seems to be an open question what the normative truths 

are.  If this is indeed an open question, then it would seem that the relations between non-

normative truths and normative truths can’t be those of analytic entailment. 

 Perhaps the central task for analytical reductionists seeking to defend their view is to 

come up with a response to the open question argument.  While they’ve thought of some 

things to say,37 few have found what they’ve said convincing.  In fact, it’s possible to cast 

nearly the whole of contemporary metaethics as starting with the premise that Moore has 

refuted analytical reductionism, and then trying to figure out where to go from there.38  At any 

rate, I believe that we should take the open question argument to provide as conclusive a 

refutation of analytical reductionism as we can reasonably hope to get. 

 Without trying to provide any further objection against analytical reductionism, I want 

to try to locate my use of Moore’s argument within a framework that will be familiar to 

philosophers of mind.  To set up this framework, let’s return to (CP).  Back when (CP) was 

first introduced in Chapter 3, we assumed without serious argument that its antecedent is 

conceivable.  At the time, we relied just on the prima facie plausibility of the thought that 

                                                 
37 See for instance Jackson (1998: 150-153), who emphasizes that the relevant analytic entailments will be 
extraordinarily complex. 
38 This is approximately how Darwall, Gibbard, and Railton (1992) cast things. 
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normative eliminativism isn’t a contradiction in terms.  Now we can provide further support 

for this assumption.  Anyone who denies that (CP)’s antecedent is conceivable, it seems, is 

committed to refuting the open question argument.  For, if a fully comprehensive non-

normative description of the world leaves it an open question what the normative truths are, 

then presumably it also leaves it an open question whether there are any normative truths at 

all – that is, whether normative eliminativism is true. 

 For what it’s worth, I’m inclined to think that analytical reductionism about 

normativity is much less promising than the analogous sort of analytical reductionism about 

phenomenal consciousness, according to which the totality of physical and causal-functional 

truths analytically entails the totality of phenomenal conscious truths.39  Given the close 

connection between Moore’s open question argument and Hume’s contention that no “ought” 

claim can be derived entirely from “is” claims,40 one way I might put the point is like this: 

intuitively, the is-ought gap strikes me as wider than the explanatory gap.41  I find it vastly 

more plausible that the explanatory gap pertaining to phenomenal consciousness might be 

closed via further empirical discovery or breakthroughs in imagination than that the is-ought 

gap could be closed in these ways.  Because this is where my intuitions fall, I’m actually 

drawn to the (admittedly initially counterintuitive) view that it’s clearer that belief zombies 

are genuinely conceivable than it is that phenomenal zombies are.42  To be sure, I don’t 

                                                 
39 This is roughly the view Chalmers (1996) labels “Type A” physicalism.  A notable recent proponent of the 
view is Jackson (2003). 
40 Hume (1737). 
41 That is, the supposed explanatory gap pertaining to phenomenal consciousness, as described by Levine (1983) 
and others. 
42 Of course, the conceivability of belief zombies doesn’t follow directly from Hume’s is-ought gap/Moore’s 
open question argument.  A further premise is needed, such as that beliefs are essentially connected to reasons in 
the way described in section 3.2. 
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expect to encounter uniform intuitions about which of the two gaps is more profound, though, 

and so I won’t be trying to get much mileage out of my comparative intuitions. 

 To conclude this subsection, let me draw on the parallels we’ve noted in this section in 

providing a final defense of the methodology I’ve been employing in this work.  In the end, I 

regard my heavy reliance on (CP), a counterpossible, as not being interestingly different from 

other philosophers’ reliance on the conceivability of phenomenal zombies in making their 

arguments.  I mean here not just those dualists who take phenomenal zombies’ conceivability 

to entail their possibility, but also those physicalists who take the conceivability of 

phenomenal zombies to show that our phenomenal concepts are different from our physical 

and causal-functional concepts.  If it’s methodologically justifiable for philosophers 

discussing phenomenal consciousness to use the conceivability of zombies to draw 

substantive (though not necessarily dualistic) conclusions, then I don’t easily see how it could 

be methodologically unjustifiable for me to use (CP) in arguing for the (CRT), as I did in 

section 3.2, or to argue that belief is normative, as I did in section 4.1. 

 Let me pose this as a dilemma, then, for potential critics of my heavy reliance on (CP).  

What is it they object to?  It seems that they must either have an argument against the 

conceivability of (CP)’s antecedent – which means they have a refutation of Moore’s open 

question argument, and a way to close Hume’s is-ought gap – or else they must an incredibly 

wide ranging argument against the general idea of reaching substantive philosophical 

conclusions on the basis of conceivability considerations, an objection which inevitably will 

target not just my arguments in the present work but also those philosophers who appeal to 

the conceivability of zombies in their works.  In the absence of such arguments, I conclude 
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that my methodology is defensible, regardless of whether the conclusions I’ve reached using 

it are. 

4.2.4 METAPHYSICAL REDUCTIONISM 

 Next on our list of normative realisms is metaphysical reductionism.  This, recall, is 

the view that the totality of non-normative truths does not analytically entail the totality of 

normative truths, but normative properties are reducible to non-normative properties, and so 

the totality of non-normative truths metaphysically entails the totality of normative truths.  No 

small part of the inspiration behind metaphysical reductionism is to devise a realist view 

which on the one hand isn’t susceptible to Moore’s open question argument but which on the 

other hand isn’t non-naturalistic like Moore’s own view. 

 In proposing that normative properties can be identified with non-normative 

properties, metaphysical reductionists take as their model the sorts of necessary a posteriori 

identifications first discussed by Kripke.43  That the bathtub is filled with H2O doesn’t 

analytically entail that it’s filled with water, as is demonstrated by the existence of subjects 

who possess the concept of water but not the concept of H2O.  Nevertheless, water is identical 

to H2O.  According to metaphysical reductionists, the relation between the normative and the 

non-normative is just like this.  Normative properties are identical to non-normative 

properties, but our normative concepts are distinct from our non-normative concepts, which 

means that there are no analytic entailments of the sort that lead to problems vis-à-vis 

Moore’s argument. 

                                                 
43 Kripke (1980). 
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 Metaphysical reductionism is an attractive view in certain ways.  I do not think the 

problems it faces are as decisive as those facing analytical reductionism.  However, I think we 

should be skeptical that it ultimately can work.  For one thing, there’s reason to doubt that 

metaphysical reductionists have really come to grips with the full depth of the open question 

argument.  Consider water and H2O a bit more.  Is it an open question whether water is really 

H2O?  Well, if we were to learn tomorrow that we’ve been massively wrong and that the 

watery stuff of our acquaintance is actually XYZ rather than H2O, then the proper conclusion 

would be that water is XYZ, not H2O.  And this does seem to give us a sense in which it’s an 

open question whether water is really H2O.  However, given that the watery stuff of our 

acquaintance is H2O, the question no longer seems open.  Given the totality of H2O truths, 

then, including the truth that H2O is the watery stuff of our acquaintance, the question of 

whether water is H2O appears to be settled: it is.  But then, if the analogy to water and H2O is 

to be preserved, it seems that metaphysical reductionists will need it to be the case that if we 

were given the totality of non-normative truths, including truths relevantly similar to the H2O 

truth that the watery stuff of our acquaintance is H2O, then all normative questions will be 

similarly settled.  But this is just what Moore’s open question argument denies.  And so it 

seems that the metaphysical reductionists don’t really have a better response to Moore’s 

argument than the analytical reductionists do.44 

 We’ve already noted the parallel between metaphysical reductionism about 

normativity and those physicalist views that grant the conceivability of phenomenal zombies 

but try to account for it by invoking phenomenal concepts.  The argument just presented 

                                                 
44 For similar arguments, see Horgan and Timmons (1992) and Jackson (1998: 151). 
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against metaphysical reductionism is importantly like the argument against such views of 

phenomenal consciousness that has been made by David Chalmers and Frank Jackson in their 

“Conceptual Analysis and Reductive Explanation.”45  In that paper, Chalmers and Jackson 

argue that reductive explanations require analytic entailments.46  I’m inclined to think this is 

correct.  This view of reductive explanations together with the open question argument would 

seem to entail that antireductionism about normativity is true if any realist view is.47 

Admittedly, though, Chalmers and Jackson’s view of the relation between analytic 

entailment and reductive explanation is extremely controversial.48  The argument I’ve just 

presented against metaphysical reductionism about normativity figures to be controversial for 

just the same reasons.  And so, while I regard the argument presented as posing a serious 

challenge to metaphysical reductionism, I concede that it’s less obvious that the open question 

argument cripples metaphysical reductionism than it is that it cripples analytical reductionism. 

 Now that Chalmers has officially entered the fray, let me make explicit an analogy 

I’ve been gradually building toward throughout the chapter.  Chalmers’ phenomenal zombies 

are importantly like my belief zombies.  Chalmers’ relation to the explanatory gap is 

importantly like my relation to the is-ought gap.  Chalmers antireductionism about 

phenomenal consciousness is importantly like my antireductionism about normativity and 

(thus) belief.  There are, to be sure, also important differences between the two views.  

                                                 
45 Chalmers and Jackson (2001).  See also Chalmers (2006). 
46 They actually put their claims in terms of a priori entailment, but I take their views about the relations 
between a prioricity and meaning to entail that my formulation is equivalent to theirs. 
47 Again, bear in mind that Jackson rejects the open question argument; see n. 36.  Thus he would reject the 
antireductionistic conclusion I reach here.  By a similar token, Jackson thinks that the totality of microphysical 
truths analytically entails the totality of phenomenal truths, and so he rejects Chalmers’ antireductionistic 
conclusions about phenomenal consciousness. 
48 See Block and Stalnaker (2001). 
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Perhaps most crucially, I hold that normative properties supervene on non-normative 

properties with metaphysical necessity, while Chalmers holds that phenomenal properties 

supervene on microphysical properties with only nomological necessity.49  As a way of 

getting a first grasp on the sort of antireductionism about normativity I’m defending, though, 

Chalmers’ antireductionism about phenomenal consciousness strikes me as an especially 

useful reference point. 

 Moving on, a second potential problem for metaphysical reductionists concerns the 

point first raised back in subsection 2.4.4.  If belief is normative, as I’ve now argued, then it 

follows that no reductionist account of normativity can appeal to belief in its proposed 

analysis.  This imposes a severe constraint on the forms reductive accounts can take.  To 

illustrate the point through an example, imagine an account of normativity that attempts to 

characterize certain (epistemic) normative properties, like the property of justification, at least 

partly in terms of the production of true beliefs.  Nothing in my argument for normativism 

about belief precludes such an account from being true or highly informative.  However, it 

does preclude such an account from being reductive, since the property of belief figures in 

what would be the analysans and belief itself is something normative.  In the present context, 

recall that my argument that belief is normative doesn’t presuppose my own normative 

antireductionism.  Thus, it’s in no way question begging for me to rely on that argument’s 

conclusion here. 

                                                 
49 For reasons closely related to this difference, I’m committed to rejecting Chalmers’ own two-dimensionalist 
framework and also to rejecting his view of the relation between conceivability and possibility.  As was first 
noted in Chapter 3, and as we’ll see again in Chapter 5, I deny that belief zombies’ conceivability entails their 
possibility. 
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 The present argument doesn’t purport to show that no metaphysical reduction of 

normative properties can succeed, just that any such reduction will need to proceed entirely in 

terms of physical, causal-functional, and various other non-normative properties.  It cannot 

proceed in terms of belief properties.  This surely makes the prospects for such reductionistic 

accounts that much dimmer.  Without claiming that either this or the above concerns 

regarding the open question argument decisively refute metaphysical reductionism, I believe 

that we can at least say that the problems facing metaphysical reductionism are serious 

enough that we ought to give antireductionism a look. 

4.2.5 CONCLUSION 

 Antireductionistic accounts of normativity don’t face those problems plaguing 

reductionistic accounts that we’ve just been considering.  This is the payoff for holding that 

normativity is what it is and not another thing.  The widely alleged price is that normative 

antireductionism is incompatible with our scientific view of the world.  If this is indeed the 

price, it’s one that comparatively few are willing to pay.  Because of this, one form that an 

argument for antireductionism can take is to try to demonstrate that the view isn’t really 

incompatible with our scientific worldview: we can get the payoff without having to pay the 

price.  This is the form that my own argument for normative antireductionism will take, 

starting in the next chapter. 
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5. Physicalism 

 I take the most serious problem facing antireductionistic accounts of normativity to be 

that they stand in apparent tension with our contemporary scientific worldview.  Here and in 

effect throughout the remainder of this work, I will be arguing that this is not so.  More 

specifically, what I will be arguing is that my antireductionism about normativity and thus 

belief is compatible with at least a moderate form of physicalism.  Establishing that this is so 

would by no means establish that antireductionism about normativity is completely lacking in 

problems.  However, I believe that it would establish that the most daunting challenge facing 

antireductionists is one that can be met. 

5.1 Supervenience 

 Let’s begin with normative antireductionists’ acceptance of the thesis that normative 

properties metaphysically supervene on non-normative properties.  For our purposes, it will 

be convenient to formulate this thesis using the “possible worlds” analysis of strong 

supervenience.1 

Normative Supervenience: for any objects x and y and any metaphysically possible 
worlds w and w’, if x in w is non-normatively indiscernible from y in w’ (i.e., if x 
instantiates all the same non-normative properties in w that y does in w’) then x in w is 
normatively indiscernible from y in w’ (i.e., x instantiates all the same normative 
properties in w that y does in w’). 
 

Given my acceptance of this thesis, my antireductionism about normativity and thus belief is 

compatible with the metaphysical supervenience of mental properties on physical properties.2  

Though in Chapter 4 I compared my antireductionism about normativity and thus belief with 

                                                 
1 Taken from Kim (1990: 141). 
2 Understand the set of physical properties here to include the properties possessed by physical properties of 
entering into various purely physical laws, including causal laws. 
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Chalmers’ antireductionism about phenomenal consciousness, here we have a profound 

difference between the two views.  On Chalmers’ view, phenomenal mental properties 

supervene on physical properties with only nomological necessity. 

 Often, physicalism has been understood entirely in terms of metaphysical 

supervenience (or something similar).  Complications about alien properties and the like 

aside, the idea is that physicalism is true just in case everything metaphysically supervenes on 

the physical: just in case all truths metaphysically supervene on physical truths, just in case all 

properties metaphysically supervene on physical properties, etc.3  If physicalism is 

understood in these terms, then my antireductionism about normativity and th

straightforwardly compatible with physicalism, while Chalmers’ antireductionism about 

phenomenal consciousness is not. 

us belief is 

                                                

 There are reasons to think that physicalism requires something more than just 

metaphysical supervenience however.  In fact, one of these reasons just is that Moore’s non-

naturalism in metaethics, which again my own normative antireductionism is partly modeled 

after, is compatible with the metaphysical supervenience of everything on the physical.  

“Surely no materialist or naturalist metaphysical position could embrace Moore’s metaethics,” 

Terence Horgan writes in his attempt to motivate the claim that physicalism requires 

something more than supervenience.4  We will get to Horgan’s views in time.  Here at the 

outset let me say just that the existence of Moore’s view is not by itself a decisive 

consideration against those attempts to understand physicalism entirely in terms of 

metaphysical supervenience.  For as I noted in Chapter 4, it’s not fully clear what Moore’s 

 
3 See for instance Lewis (1983), Chalmers (1996), Braddon-Mitchell and Jackson (1996), and Stoljar (2001). 
4 Horgan (1993: 561). 
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non-naturalism amounts to exactly, and one possibility is that by accepting metaphysical 

supervenience Moore (unwittingly) committed himself to a metaphysical position that today 

we would describe as physicalistic. 

To get at essentially the same point in another way, imagine that Moore had not 

poisoned the well as he did by using the label “non-naturalism.”  Imagine that he held 

substantively the same metaphysical view that he actually did but marketed his view as a 

novel form of nonreductive physicalism.  The Moore you are now imagining is me – at least 

roughly.  In what way would this Moore have been making a mistake by calling himself a 

physicalist?  Before we attempt to answer this question, I want to build some of my 

physicalist credentials up by tracing out a few of the consequences that follow from my 

acceptance of the metaphysical supervenience of mental properties on physical properties. 

5.1.1 CONCEIVABILITY, POSSIBILITY, AND THE DIFFERENCE BETWEEN THE 

NORMATIVE AND THE PHENOMENAL 

 I have argued for the conceivability of belief zombies.  Assuming now that they are 

conceivable, how are we to block the antiphysicalistic inference to their possibility?  Partly by 

holding that a conditional version of the normative supervenience thesis we’ve been 

considering is an analytic truth: it’s analytic that if there are normative properties, they 

metaphysically supervene on non-normative properties.  If this conditional supervenience 

thesis is analytic then its negation is inconceivable, and thus impossible.  Below, this will help 

us block the inference from conceivability to impossibility.  That the conditional 

supervenience thesis is analytic is not in any way a special commitment of normative 

antireductionism, but rather is accepted by every remotely plausible metaphysical account of 
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normativity that there is, including all standard versions of analytical reductionism, 

metaphysical reductionism, eliminativism, non-eliminativist antirealism, etc.5 

 One way of illustrating the analytic nature of the conditional supervenience thesis is 

by considering difficult moral cases.  For the sake of argument, let’s suppose that the 

execution of Saddam Hussein provides such a case.  That is, let’s suppose that we can feel the 

pull both of considerations suggesting that the execution was morally justified – Saddam was 

an especially bad guy – and also of considerations suggesting that it was not – is capital 

punishment ever justified?  Even as we remain undecided regarding which of these two moral 

judgments to make, one thing is clear.  It is inconceivable that another execution could 

possess all of the non-normative properties this one did – properties like that of being the 

execution of a person responsible for the death of so many people – and yet differ in moral 

status from this one.  If Saddam’s execution was justified, then any execution non-

normatively indiscernible from it must also be justified.  If Saddam’s execution was not 

justified, then any execution non-normatively indiscernible from it will also not be justified.  

Anyone who denies the supervenience principle being illustrated here can be fairly accused of 

failing to fully grasp the normative concepts involved. 

 The analytic status of the conditional normative supervenience thesis leads to deep 

differences between belief zombies and phenomenal zombies.  Even aside from my present 

effort to block conceivability to possibility entailment, these differences should be stressed.  

Those who take phenomenal zombies to be conceivable hold that it’s conceivable that a 

                                                 
5 Those normative antirealists who deny that there are any normative properties may accept this conditional 
supervenience thesis because they accept some other supervenience claim – for instance, that normative claims 
(perhaps not normative truths) supervene on non-normative claims. 
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physical duplicate of me could be a phenomenal zombie even given that I myself am not one.  

The analog to this is inconceivable when it comes to belief zombies.  It’s conceivable that all 

physical duplicates of me (including myself) possess beliefs, and it’s conceivable that all 

physical duplicates of me (including myself) are belief zombies.  But, it’s inconceivable that I 

possess beliefs while some physical duplicate of me is a belief zombie.  That this is 

inconceivable follows directly from the analytic status of the conditional normative 

supervenience thesis.  When it comes to conceiving of belief zombies, you can turn all the 

lights on, and you can turn all the lights off.  You cannot turn some of the lights off while 

leaving others on though. 

Compare Saddam’s execution on this particular point.  It’s conceivable that the 

execution and all possible non-normative duplicates of it are morally justified.  It’s also 

conceivable that the execution and all possible non-normative duplicates of it are not morally 

justified – that is, it’s conceivable that they are all justification zombies, as it were.  It’s 

inconceivable, though, that Saddam’s execution is morally justified while some non-

normative duplicate of it is not (or vice versa). 

 There is a real sense, then, in which we cannot keep both a true believer and also a 

belief zombie of the sort I have discussed before our minds at the same time, as we can keep 

both a true conscious experiencer and a phenomenal zombie before our minds at the same 

time.  Perhaps this is part of the explanation of why so few philosophers have countenanced 

the conceivability of belief zombies.  Given that we ourselves are true believers, belief 

zombies are inconceivable.  Thus, conceiving of belief zombies involves either conceiving of 

oneself as a belief zombie or, alternatively, ignoring one’s own status as a true believer.  As 
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someone who continues to insist that belief zombies are conceivable, I claim that this is 

something that can be done. 

 If the conceivability of belief zombies is now starting to sound even more incredible 

than it originally did, it may be helpful here to introduce Chalmers’ distinction between 

negative and positive conceivability.6  On Chalmers’ account, a proposition P is negatively 

conceivable just in case its negation isn’t analytically true – that is, just in case P itself isn’t a 

contradiction – while P is positively conceivable just in case we can imagine a specific 

configuration of objects and properties such that given that configuration, P would be true.  

My focus in this work has been on analytic entailment, and so my claim that belief zombies 

are conceivable should be understood more specifically as the claim that they are negatively 

conceivable.  In asserting that we can (negatively) conceive of belief zombies, what I am 

maintaining is just that we can entertain the proposition that belief zombies exist without 

entertaining a contradiction.  Nothing more is involved.  When I assert that (normativity-

based) belief zombies are inconceivable given our status as true believers, what I am 

maintaining is that we entertain a contradiction when we entertain the proposition that we 

possess those normative properties required to be true believers while physical duplicates of 

us fail to possess these normative properties.  That this is a contradiction follows from the 

analytic status of the conditional supervenience thesis. 

 I am in no way committed to the further claim that belief zombies are positively 

conceivable.  Perhaps due to contingent limitations on our imagination, we have trouble 

actively imagining a situation in which belief zombies exist because we have trouble setting 

                                                 
6 Chalmers (2002).  
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aside our own status as true believers.  This would not undermine any argument I have made 

in this work.  In fact, it would potentially strengthen my arguments by lessening whatever 

remaining implausibility there is to my conclusions.  If belief zombies were merely negatively 

conceivable while phenomenal zombies were both negatively and positively conceivable (or 

even just positively conceivable), this would allow me to acknowledge the intuitive difference 

between the two without threatening my claim that belief zombies are conceivable (negatively 

conceivable, that is). 

 At this point I have endorsed a whole package of claims about what’s conceivable and 

what’s not, about what’s analytic and what’s not.  Do these claims really fit together?  In 

particular, how can I hold that the conditional supervenience thesis is analytically true while 

at the same time denying that the totality of non-normative truths fails to analytically entail 

the totality of normative truths?  Just so we’re clear, the worry here is not that this 

combination of views involves an outright contradiction on my part.  It’s no outright 

contradiction to hold that it’s an analytic truth that Saddam’s execution and all of its non-

normative duplicates share the same normative status while at the same time denying that the 

normative status they do share analytically follows from the totality of non-normative truths 

about them.  Still, one might feel that there is a kind of tension here.  How can the analytic 

status of the conditional supervenience thesis be explained given my denial of any more 

specific analytic entailments from the non-normative to the normative? 

 When one wonders this, one is falling into the grips of a powerful argument against 

normative realism: Simon Blackburn’s supervenience argument.7  We can reconstruct 

                                                 
7 Blackburn (1971), (1985). 
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Blackburn’s argument as follows.  Just as we’ve been supposing, the conditional 

supervenience thesis is analytically true.  Now, that it’s analytically true is something that 

cries out for explanation.  Analytical reductionism about normativity could potentially do the 

job, if only the open question argument had not conclusively refuted it.  No alternative 

versions of normative realism can adequately explain the analytic status of the conditional 

supervenience thesis.  Certain forms of normative antirealism can, however, and thus we 

ought to be antirealists about normativity. 

 At least prima facie, I find Blackburn’s argument fairly compelling.  One thing it does 

is help bring out a potential further difference between Chalmers’ view and my own.  While 

the biggest threat to Chalmers’ antireductionism about phenomenal consciousness is no doubt 

some form of reductionistic realism about consciousness, it is quite possible that the biggest 

threat to my antireductionism about normativity and thus belief is some form of normative 

antirealism, like that defended by Blackburn. 

 As a normative realist I am committed to rejecting Blackburn’s argument, though I 

won’t attempt to provide a refutation here.  Instead, I just want to say that Blackburn has 

fairly characterized the lot of the normative realist.  Just as Blackburn claims, the conditional 

supervenience thesis is an analytic truth.  And just as Blackburn claims, the open question 

argument shows that analytical reductionism is not viable.  A normative realist who wants to 

respond to Blackburn’s argument should not pin her hopes on rejecting one of these two 

premises.  But, given these two premises together with my further claim that belief properties 

are intimately related to certain uncontroversially normative properties, it follows that belief 

zombies are conceivable even though we can’t conceive of them while taking ourselves to be 
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true believers.  Anyone who wants to reject this conclusion must reject at least one of the two 

premises taken from Blackburn’s argument or sever the tie I claim exists between belief 

properties and uncontroversially normative properties.  Each of these moves strikes me as 

deeply unattractive, and so I embrace the conclusion. 

 Returning to the question with which we started this subsection, how do I block the 

inference from the conceivability of belief zombies to their possibility?  By claiming that 

normative properties actually are instantiated and then appealing to the analytic truth that if 

there are normative properties, they metaphysically supervene on non-normative properties.  

These two claims together imply that there are no metaphysically possible worlds in which 

normative eliminativism is true, and thus that there are no metaphysically possible physical 

duplicates of me who fail to possess the normative properties required to be a believer.  

Normativity-based belief zombies are thus metaphysically impossible. 

 Now that this question has been answered, we can turn the tables on those like 

Chalmers who claim that conceivability entails possibility (in some sense) by asking a pointed 

question of our own.  Which of the following three claims do they want to deny? 

 (i): The truth of normative eliminativism is conceivable. 
 (ii): The falsity of normative eliminativism is conceivable. 

(iii): The falsity of the conditional normative supervenience thesis is inconceivable.8 
 
Chalmers (among others) must deny at least one of these three claims since (iii) entails that 

either the truth of normative eliminativism is impossible or else the falsity of normative 

                                                 
8 Essentially the same argument can be run switching (i) and (ii) for more intuitively graspable propositions.  So 
for instance, (i’): That Saddam’s execution is morally justifiable is conceivable, and (ii’): That Saddam’s 
execution is not morally justifiable is conceivable. 
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eliminativism is impossible,9  while together (i) and (ii) say that these two things are 

conceivable.  Thus, (i), (ii), and (iii) jointly entail that something conceivable is impossible.  

What’s more, they do so entirely by relying on claims about what’s conceivable and what’s 

inconceivable. 

 What we have here is a trilemma.  Denying (iii) is not a serious option.  Again, every 

remotely plausible metaethical view accepts that the conditional supervenience thesis is 

analytically true.  Denying (ii) involves committing oneself to an extraordinarily strong form 

of normative eliminativism.  According to those who deny (ii), it’s not that we should deny 

that normative properties are instantiated just because such properties fail to figure in our best 

explanations, or because they are queer in a way that fails to fit smoothly with our scientific 

conception of the world.  Rather, according to those who deny (ii), the problem with those 

who accept that normative properties are instantiated10  in the actual world is that they accept 

a contradiction – a literal contradiction, just like the proposition that some bachelors are 

married.  On this view, given the totality of non-normative truths, it’s analytic that no 

normative properties are instantiated.  Many of the stoutest skeptics of normativity will shy 

away from defending a claim this strong.  Finally, denying (i) involves committing oneself to 

the truth of analytical reductionism about normativity and thus to refuting the open question 

argument and closing the is-ought gap.  Unless one can stomach one of these three options, 

one will need to reject the view that conceivability entails possibility.11 

                                                 
9 Here I’m relying on the uncontroversial principle that negative inconceivability implies impossibility – that is, 
the principle that it’s impossible for contradictions to be true. 
10 Not necessarily irreducible normative properties, just normative properties of any sort. 
11 For a similar point, see Yablo’s (2002) discussion of conceivability, possibility, and morality.  Chalmers 
(2002) briefly considers how considerations like the ones being raised here might pose problems for his account, 
but doesn’t give these problems due weight in my view. 
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5.1.2 SUPERVENIENCE AND REDUCTION 

 Sometimes philosophers have argued that metaphysical supervenience entails 

reducibility.12  If so, then my antireductionism about normativity is incoherent.  Thankfully, 

every argument along these lines that I know of relies on premises I am willing to reject.  For 

instance, one might argue that metaphysical supervenience entails reducibility by relying on a 

coarse-grained conception of properties.  As I explained back in subsection 4.2.2, however, I 

independently reject a coarse-grained conception of properties, and so I reject any such 

argument.  Instead of focusing directly on whether metaphysical supervenience entails 

reducibility, I think it will be more enlightening to consider whatever other problems my 

antireductionism about normativity may face.  If it faces other problems that are crippling, 

then the question of whether or not metaphysical supervenience entails reducibility will be 

moot.  If it faces no other problems, however, then this degree of internal coherence could 

perhaps be taken to suggest that metaphysical supervenience doesn’t entail reducibility after 

all. 

 By allowing that mental properties metaphysically supervene on physical properties, I 

take on a much stronger supervenience thesis than Davidson does.  Davidson explicitly 

accepts the view that mental properties weakly supervene on physical properties.13  We can 

state this view as follows. 

Weak psychophysical supervenience: no metaphysically possible world contains 
objects, x and y, such that x and y are physically indiscernible and yet mentally 
discernible.14 
  

                                                 
12 Bonevac (1995: 125) writes, “strong supervenience has precisely the ontological implications of reduction.” 
13 Davidson (1993: 4, n. 4). 
14 Kim (1990: 141). 

 142



 

Davidson’s reason for accepting weak as opposed to strong psychophysical supervenience is 

that he takes the existence of psychophysical laws to be entailed by strong supervenience 

(regardless of whether one accepts a metaphysical form of strong supervenience, as I do, or 

merely a nomological form of it, as Chalmers does).  The reason one would think this is 

because strong psychophysical supervenience entails that the supervenience conditionals 

linking physical properties to mental properties will be at least nomologically necessary.  If 

one takes their nomological necessity to mean that these conditionals are laws, it then follows 

that they are psychophysical laws.15  Since Davidson rejects the existence of psychophysical 

laws, he rejects supervenience. 

 Davidson’s rejection of psychophysical laws is closely tied to his antireductionism 

about the mental.  According to the accounts of reduction to which he was responding, 

(intertheoretic) reduction is to be understood broadly in terms of the derivability of one theory 

from another.16  In order to carry out such derivations, bridge principles are needed linking 

the terms from the reduced theory to those of the reducing theory.  These bridge principles, it 

was thought, must express laws.  Thus, by denying the existence of psychophysical laws 

                                                 
15 I believe that what Davidson really should have done is accept strong supervenience but then deny that the 
nomologically necessary supervenience conditionals that come in its wake qualify as laws.  See Loewer (1995: 
224, n. 12) for a similar thought.  Many propositions are nomologically necessary without being laws.  For 
instance, it’s nomologically necessary but not a law that all emeroses are gred, where ‘emeroses’ is defined from 
‘emeralds’ and ‘roses’ while ‘gred’ is defined from ‘green’ and ‘red’ in the obvious grue-like ways.  (The 
example comes from Davidson (1966), but I’m using it in precisely the opposite way that Davidson does.)  
Though nomologically necessary, this proposition is not confirmed by its instances and does not support 
counterfactuals in the ways laws do.  The central question for the strategy I’m offering to Davidson is whether 
we can understand nomologically necessary supervenience conditionals broadly along these lines without also 
supposing that mental and physical properties are unnatural gruesome properties, in the way that being an 
emerose and being red are.  The issues here are closely related to those that arise in Davidson’s (1970: 218) 
dispute with Goodman over whether laws link properties that are “made for each other.” 
16 Nagel (1961) is one of the main defenders of this view. 
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Davidson denies the existence of bridge principle of the sort needed to carry out the red

of psychology to physic

uction 

s. 

                                                

 Today it is widely thought that reduction requires something more than the existence 

of such bridge principles together with the derivability of one theory from another.  It is often 

(though not universally) held that in addition, reduction requires property identities.17  If so, 

or perhaps even if reduction requires something just in the general vicinity of property 

identities, then my position regarding normativity and thus belief is safely antireductionistic 

regardless of whether or not I allow that there are laws linking normative and physical 

properties.  Because of this, I’m willing to allow that there are such laws.  In doing this, I’m 

giving up on the anomalousness part of anomalous monism.  Given my rejection of the 

monism part back in Chapter 1, I’ve now rejected both components of the view.  I am a 

“nomological dualist” on Davidson’s taxonomy – though, I should again emphasize, my event 

dualism is meant to be as physicalistically acceptable as statue/clay dualism is. 

Weak psychophysical supervenience is compatible with the nomological possibility of 

a world physically indiscernible from our own but completely lacking in mentality.18  Thus, if 

Davidson truly is best read as accepting mere weak supervenience, it follows that his view is 

compatible with the genuine possibility of belief zombies.19  That is, it’s compatible with the 

nomological possibility of belief zombies.  Upon noting this very consequence, Brian 

McLaughlin concludes that Davidson’s physicalism is “bland.”20  No doubt, a better thing to 

say is just that Davidson is no physicalist at all – or at least, that he isn’t a physicalist insofar 
 

17 Causey (1972). 
18 Kim (1989: 269). 
19 As well as desire zombies, intention zombies, etc.   
20 McLaughlin (1985: 366).  In fairness, McLaughlin is just echoing Davidson’s (1970: 214) own 
characterization of his view. 
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as he really accepts mere weak supervenience.  At any rate, it is clear that the position being 

defended in this work is more physicalistic than Davidson’s is. 

5.1.3 SUPERDUPERVENIENCE 

 Part of the original idea behind formulating physicalism as a supervenience thesis was 

that such a formulation promised not to be overly reductionistic.  Physicalism doesn’t require 

reductionism, it was thought.  Of course, not every form of antireductionism is compatible 

with physicalism.  For instance, Chalmers’ dualism isn’t.  But, according to the original idea, 

we can use metaphysical supervenience to distinguish those varieties of antireductionism that 

are compatible with physicalism from those that aren’t.  If metaphysical supervenience really 

is the test, then my antireductionism about normativity and thus belief passes: it’s 

physicalistically acceptable. 

 Maybe metaphysical supervenience shouldn’t be the test though.  Recently, a number 

of philosophers have argued for an alterative understanding of physicalism, with Horgan’s 

discussion of superdupervenience leading the way.21  Superdupervenience is supervenience 

that’s explainable in a physicalistically acceptable way.22  What counts as a physicalistically 

acceptable explanation of a supervenience relation?  There is room for debate about this.23  

One thing that clearly doesn’t count, though, is taking supervenience relations to be primitive.  

Primitive supervenience relations are by definition unexplainable; a fortiori, they are not 

explainable in a physicalistically acceptable way.  On the other hand, one form of explanation 

that clearly is physicalistically acceptable is that which is available for the supervenience of 

                                                 
21 Horgan (1993).  See also Kim (1998: Ch. 1), Melnyk (2003: Ch. 1-2), and Wilson (1999) among others. 
22 Horgan (1993: 566). 
23 Wilson (1999) challenges Horgan’s own account. 
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causal-functional properties on physical properties.  If pain is the second order property of 

having a first order property that occupies a certain causal role, then pain’s supervenience on 

first order physical properties is fully explained by facts about those physical properties, and 

in particular facts about the causal roles they occupy.24 

 I have denied that normative properties and thus belief properties are causal-functional 

properties, and so I must deny that the metaphysical supervenience of normative properties 

and thus belief properties on physical properties can be explained in this way.  Can I hold that 

the supervenience relations my antireductionism leads me to posit are explainable in some 

other way?  In general, I don’t think it’s especially enlightening to cast antireductionists as 

committed to accepting primitive supervenience relations.  For present purposes, however, 

I’m willing to grant that they are.25  At least for the sake of argument, then, I’m willing to 

grant that my antireductionism about normativity and thus belief is incompatible with the 

superdupervenience of everything on the physical.  Thus, if physicalism is understood as the 

thesis that everything superdupervenes on the physical, the position I have defended is 

incompatible with physicalism. 

5.1.4 PHYISCALISM AND MENTAL CAUSATION 

 The question, then, is whether physicalism really should be understood in this way.  I 

grant that there really are considerations in favor of doing so.  If we are forced to posit 

primitive supervenience relations between belief properties (among other normative 

properties) and physical properties, then certain ambitions quite common among physicalists 

                                                 
24 See Kim (1998: 23-27), Melnyk (2003: Ch. 2). 
25 I believe that an antireductionist about normativity can explain the interesting supervenience relations she 
posits, she just cannot do so in a reductive way.  However, the sorts of explanations I have in mind will certainly 
not be regarded by Horgan as compatible with superdupervenience, so it’s not a point worth pressing here. 
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will have been frustrated.  On the other hand, I think that there are also considerations that 

speak against understanding physicalism in terms of superdupervenience.  Consider the 

following passage regarding the causal argument, which comes from no less an authority on 

physicalism than David Papineau. 

While some philosophers have supposed that mathematical or moral facts do have 
physical effects, this is not the normal way to think about them.  And, if we do deny 
that moral or mathematical facts have physical effects, then our causal argument will 
 provide no basis for identifying them with physical facts.  I myself think this 
limitation on the causal argument constitutes a genuine boundary to the proper 
ambitions of physicalism.  I think that physicalism is best formulated, not as the claim 
that everything is physical, but as the significantly weaker claim that everything which 
interacts causally with the physical world is physical.  This leaves it open that there 
may be non-causal realms of reality which are not physically constituted, such as the 
realm of moral worth, or of beauty, or of mathematical truths.26 
 
Passing over the claim about mathematics here and focusing just on normativity, the 

first thing to note is that Papineau seems to be allowing for the combination of views I first 

described in Chapter 4: non-naturalist physicalism.  This by itself is no consolation for me, 

since Papineau clearly states that the sorts of views of normativity he has in mind deny that 

there are causal interactions between the normative and physical realms.  I must reject such 

views of normativity since belief properties are normative on my view and yet surely causally 

interact with physical properties. 

 Nevertheless, a thought presents itself here.  What if I could show that whatever causal 

interactions there are between normative and physical properties on my antireductionistic 

view are physicalistically acceptable?  This would seem to secure for me a further physicalist 

credential.  Shifting away from normativity in general and focusing specifically on belief 

                                                 
26 Papineau (2001).  The objection I raised against the causal argument in Chapter 1 is irrelevant for present 
purposes. 
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properties, the idea here is that if I could show that my antireductionist account of belief is 

compatible with a physicalistically acceptable account of mental causation, then that would 

strengthen the case that my view ought to be regarded as a form of physicalism.  That is, if my 

antireductionism about belief can be combined with a solution to the causal exclusion 

problem which faces all nonreductive physicalists, then I ought to be allowed into the 

physicalists’ club. 

 Think of it like this.  I’m trying to inch my way toward physicalism by showing that 

my position is more physicalistic than various other views.  It’s more physicalistic than 

Davidson’s anomalous monism since it accepts a strong supervenience thesis rather than just a 

weak one.  It’s more physicalistic than Chalmers’ dualism since it accepts that everything 

metaphysically supervenes on the physical.  Now, by granting that the supervenience relations 

that obtain between belief properties and physical properties are primitive, I’ve moved away 

from uncontroversially physicalistic views like causal functionalism and toward views like 

those of the British Emergentists.27  This is unfortunate for my cause since the Emergentists, 

though not traditional dualists, are not physicalists either.  At least potentially, though, there is 

an important difference between my view and that of the Emergentists.  The Emergentists 

believed in downward causation – causal relations between higher level phenomena and 

physical phenomena that violate the causal closure of the physical realm.  If I could show that 

my own antireductionism about belief properties is compatible with an account of mental 

causation that doesn’t require downward causation – that is, which violates neither the letter 

                                                 
27 See McLaughlin (1992).  Along with Moore’s non-naturalism, Horgan uses the British Emergentists as one of 
his central examples to motivate the claim that physicalism requires superdupervenience. 
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nor the spirit of the causal closure principle – then this would distinguish my view from that 

of the British Emergentists 

 If my antireductionism about belief is compatible with a physicalistically acceptable 

solution to the causal exclusion problem, then I believe that my position should be classified 

as at least a moderate form of physicalism.  “Moderate” because there is still the 

incompatibility with superdupervenience.  If someone were simply to insist that nothing short 

of accepting superdupervenience can really qualify one as a physicalist – moderate or 

otherwise – then I will reluctantly give up the physicalist label.  In that case, though, I’ll insist 

that it be acknowledged that my position is the most physicalistic view out there that falls 

short of physicalism.  Again, it’s more physicalistic than anomalous monism or dualism or 

emergentism or any other view I know of that doesn’t qualify as a form of physicalism.  If in 

the end my antireductionism about normativity and thus belief isn’t quite physicalism, then I 

claim it’s nevertheless something near enough to physicalism28 to be scientifically 

respectable. 

5.2 Causal Exclusion 

 Turning now to the causal exclusion problem, there are two things that a solution to 

the problem will accomplish for my view.  First, it will show that my antireductionism about 

belief is compatible with an acceptable account of mental causation.  This is something that 

any view of the mental must do, regardless of whether it is dualist, reductionistic, or whatever.  

Davidson’s failure to provide a satisfactory account of mental causation is what led so many 

to object to his view.  Second, it will earn me a further physicalist credential, provided that 

                                                 
28 This is a reference to the title of Kim (2005).  In truth, though, provided that I can solve the causal exclusion 
problem, my view is nearer enough to physicalism than Kim’s is. 
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my solution to the exclusion problem is physicalistically acceptable.  Again, the reason I want 

to obtain as many physicalist credentials as I can is because doing so will help support my 

antireductionism about normativity and thus belief.  If my antireductionism isn’t incompatible 

with the metaphysical thesis of physicalism, then the charge that it is scientifically 

unrespectable will have been undermined.  In light of this second point, my attempt to solve 

the causal exclusion problem in the remainder of this work in effect constitutes an (indirect) 

extended defense of my normative antireductionism. 

 These two tasks which I hope to accomplish are really just different sides of the same 

coin, it seems to me.  The causal exclusion problem facing all nonreductive physicalists is not 

generally cast in the way I am casting it here for my own view, but it can be.  Often, it’s 

simply granted that standard nonreductive physicalism really is a form of physicalism, while 

what’s called into question is whether this form of physicalism allows for genuine mental 

causation or whether it renders mental properties epiphenomenal.  Alternatively, though, we 

might think of things this way.  The causal exclusion problem shows that at least prima facie, 

mental properties are epiphenomenal according to standard nonreductive physicalist views.  

Now, in response to this prima facie problem, nonreductive physicalists might simply posit – 

that is, they might simply write it down in hand, as it were – that mental properties really do 

possess causal powers on their view. 

The question will then become whether or not they can do this in a way that is 

compatible with physicalism.  In positing these additional causal powers, do they mean to be 

supposing that there are fundamental forces beyond the four that physics says there are?  If so, 

then their view is incompatible with physicalism.  Of course, no genuine nonreductive 
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physicalist will self-conscious posit a fifth fundamental force, or do anything remotely 

similar.  The question, though, is whether there is any way she can allow for mental causation 

without violating physicalism in some way roughly similar. 

 The upshot of this discussion is that my hope to establish physicalist credentials by 

solving the causal exclusion problem doesn’t really set me apart from the position that 

standard nonreductive physicalists find themselves in.  In responding to the exclusion 

problem, we’re all trying to establish our physicalist credentials. 

5.2.1 SIX THESES 

I now want to move toward providing a clear statement of the exclusion problem.  My 

presentation here is heavily influenced by Kim’s presentation of his “supervenience 

argument” in his most recent works,29 but I will be pursuing things slightly differently from 

Kim.  I find it useful to think of the exclusion problem as arising from an argument 

demonstrating that six theses, each of which is independently plausible, are jointly 

inconsistent.  The problem then consists in deciding which of the six theses to give up.  The 

first two of the six theses are required by physicalism. 

 (Closure): If a physical event e has a cause occurring at time t, then e has a 
 physical cause at t.30 

                                                 
29 Especially Kim (2003) and (2005). 
30 This is Kim’s (2005) formulation of the closure principle.  It is extremely difficult to formulate a closure 
principle that (i) is easy to understand intuitively, (ii) doesn’t pack so much into the notion of closure that it begs 
the question against nonreductive physicalists, and (iii) is completely insusceptible to counterexamples.  The 
present closure principle has problems with respect to (iii).  Suppose that physical-to-mental causal interactions 
are instantaneous.  Then, consider a physical event p occurring at time t which instantaneously causes a mental 
event m also occurring at t.  In the next step in the causal chain, m directly causes a distinct physical event p’, 
which occurs at t’.  Given that the causal connection from p to p’ goes through m, intuitively this causal chain 
should not count as being in compliance with the causal closure of the physical realm – if all causal chains were 
like this, we wouldn’t want to say that the physical realm is causally closed.  However, the causal chain 
described is consistent with (Closure).  This point is due to Rob Koons.  This counterexample having been noted, 
(Closure) scores as well on (i)-(iii) as any alternative formulation of causal closure I’ve seen or been able to 
think of, so in what follows I rely on it. 
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(Supervenience): Necessarily, any entity instantiating a mental property M will also 
instantiate some physical property P such that, necessarily, any entity which 
instantiates P will also instantiate M. 
 
We first discussed (Closure) back in Chapter 1 when I was laying out my objection to 

the causal argument for physicalism.  (Supervenience) relies on the “modal operator” 

formulation of strong supervenience rather than the “possible worlds” formulation used earlier 

in this chapter.31  The two different formulations are at least nearly equivalent; the only 

reason for switching from one to the other here is that they differ in which features of strong 

supervenience they most clearly bring out.  Kim runs his version of the exclusion argument 

while understanding the modal operators in (Supervenience) to concern nomological rather 

than metaphysical necessity.  The weaker the supervenience principle one uses the stronger 

the inconsistency result, so here we can follow his lead. 

 Moving on, the third thesis will be accepted by anyone who is not a reductive 

physicalist. 

(Irreducibility): Mental properties are not reducible to physical properties. 
 
As we’ve already touched on a bit, there is a question about how to understand property 

reduction.  For the time being we can rely just on the uncontroversial assumption that 

property identities are sufficient for reductions.  In Chapter 6, we will entertain the possibility 

that at least some non-identity relations may also suffice for reduction. 

 The fourth thesis asserts that mental events are causally efficacious. 

 (Mental Causes): There are mental and physical events having mental causes. 

                                                 
31 Again, see Kim (1990: 141). 
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 Nonreductive physicalists will not want to reject any of these first four theses.  

Rejecting (Closure) or (Supervenience) is incompatible with their physicalism, rejecting 

(Irreducibility) is incompatible with their antireductionism, and rejecting (Mental Causes) is 

giving up the game and acknowledging that their view cannot be reconciled with an 

acceptable account of mental causation. 

The fifth thesis goes as follows. 
 
(Competition): If P and Q are properties neither of which is reducible to the other, and 
if some event e is caused both by an instantiation of P at t and by an instantiation of Q 
at t, then e is overdetermined. 
 

This thesis is called “(Competition)” because it’s meant to capture the idea that properties that 

are irreducible to one another causally compete with one another.  I won’t say anything more 

about this thought here but we’ll discuss it at length in Chapters 8 and 9. 

 The sixth thesis has been saved for last because it feeds in a special way into the 

demonstration of inconsistency. 

(No Overdetermination): It is not the case that both all of the mental effects and all of 
the physical effects of mental causes are causally overdetermined.32 

 
(No Overdetermination) consists of two parts – the first about the mental effects of mental 

causes, the second about the physical effects of mental causes. 

5.2.2 THE DEMONSTRATION OF INCONSISTENCY 

The demonstration that the six theses are jointly inconsistent proceeds in two stages.  

In the first stage it is shown that the first part of (No Overdetermination) is jointly inconsistent 

with the other five theses; in the second stage it is shown that the second part of (No 

                                                 
32 Stronger overdetermination theses are also extremely plausible, but again, the weaker the thesis we use here 
the stronger the inconsistency result. 

 153



 

Overdetermination) is jointly inconsistent with the other five theses.  The demonstration will 

proceed in numbered steps, with a justification provided after each step. 

(1): There is some mental property MC whose instantiation by some entity x at some 
time t causes an instantiation of some mental property ME by some entity y at some 
time t’. 

 
(1) is guaranteed by (Mental Causes).  Nothing in (1) rules out the possibility that x and y are 

identical, or that t and t’ are. 

(2): y instantiates some physical property PE at t’ such that, necessarily, anything 
instantiating PE will instantiate ME. 

 
This follows from (1) together with (Supervenience). 

(3): The instantiation of PE by y at t’ has a cause at t. 
 

There are a couple different ways one could try to justify this step.  First, one could invoke the 

principle that the only way to cause the instantiation of a supervening property is by causing 

the instantiation of one of its subvening base properties.  This principle, together with (1) and 

(2), entails (3).  Kim has defended this principle, and in the end I think it should be accepted.  

It is potentially controversial however.33  Alternatively, one could invoke the principle that if 

the instantiation of a supervening property has a cause at a time t, then the instantiation of the 

relevant subvening base property also has some cause or other at t – that is, the relevant 

subvening base property instantiation isn’t simply uncaused at t.  This second principle is 

entailed by the first and so inevitably will be less controversial.  Together with (1) and (2), it 

too entails (3). 

(4): The instantiation of PE by y at t’ has a physical cause occurring at t. 
 
This follows from (3) together with (Closure). 

                                                 
33 Shoemaker’s (2001) subset account of realization seems to require the rejection of this principle. 
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(5): There is some physical property PC instantiated by some entity z at t such that the 
instantiation of PC by z at t causes the instantiation of PE by y at t’. 
 

(5) follows from (4); it’s really just an unpacking of what it means to say that the instantiation 

of PE by y at t’ has a physical cause at t.  While the demonstration can allow that x is identical 

to z, this is not required.  Also, while the demonstration can allow that the physical property 

PC is a subvening base for the mental property MC, this is not required.  Sometimes when 

philosophers think about causal exclusion, they focus on the possibility that the instantiation 

of a given mental property will be causally preempted by the instantiation of a physical 

property which is a subvening base for that mental property.34  The threat of preemption need 

not come from this particular direction for the exclusion argument to have its force however.  

This point is potentially relevant in the context of discussions of content externalism, though 

this is not something I will pursue here. 

 (6): The instantiation of PC by z at t causes the instantiation of ME by y at t’. 

Again, we need to introduce a further principle to justify this step in the 

demonstration.  Here what’s needed is that an event that causes the instantiation of a 

subvening base property also causes the instantiation of the relevant supervening property.  

That this is so should be relatively uncontroversial.  Here is how the principle is being used to 

derive (6): by (2) we know that that PE is a subvening base for ME; by (5) we know that the 

instantiation of PC by z at t causes the instantiation of PE by y at t’; using the present principle, 

(6) then follows. 

 (7) MC is not reducible to PC. 
 
This is guaranteed by (Irreducibility). 

                                                 
34 See for instance Kim (2003). 
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 (8) The instantiation of ME by y at t’ is causally overdetermined. 
 
This follows from (1), (6), (7), and (Competition). 
 

(9)  Every mental effect of a mental cause is overdetermined. 
 

The conclusion reached in (8) generalizes to all mental effects of mental causes since 

there was nothing special about the properties, entities, or times used.  (9) is inconsistent with 

the first part of (No Overdetermination).  This concludes the first stage of the demonstration.  

Now on to the second stage. 

(1’): There is some mental property MC whose instantiation by some entity x at some 
time t causes an instantiation of some physical property PE by some entity y at some 
time t’. 
 
This analog to (1) is guaranteed by (Mental Causes). 

(2’): The instantiation of PE by y at t’ has a physical cause occurring at the time t at 
which x instantiates ME. 

 
(2’) is identical to step (4) from above and receives a similar justification. 
 

(3’): There is some physical property PC instantiated by some entity z at t such that the 
instantiation of PC by z at t causes the instantiation of PE by y at t’. 

 
(3’) is identical to step (5) from above and receives the same justification. 
 
 (4’): MC is not reducible to PC. 
 
(3’) is identical to step (7) from above and receives the same justification. 
 
 (5’): The instantiation of PE by y at t’ is causally overdetermined. 
 
This follows from (1’), (3’), (4’) and (Competition). 

 (6’): Every physical effect of a mental cause is overdetermined. 
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The conclusion reached in (5’) generalizes to all physical effects of mental causes since there 

was nothing special about the properties, entities, or used.  Together (9) and (6’) contradict 

(No Overdetermination), and so the six theses are jointly inconsistent. 

5.2.3 LOOKING AHEAD 

 I take the preceding demonstration to be sound, in which case a philosopher really 

must reject at least one of the six theses.  In Chapters 6 and 7 we will examine the prospects 

of rejecting (Irreducibility) and embracing some form of reductive physicalism.  I do not want 

to rely on my own antireductionism about normativity and thus belief in arguing against this 

option, since part of what I’m hoping to get out of my discussion of the exclusion problem is a 

defense of my antireductionism.  What I hope to show in Chapters 6 and 7 is that regardless of 

what one thinks of my own antireductionist views, the proper response to the exclusion 

problem is not to embrace reductive physicalism.  In Chapter 8 we will consider views that 

reject (No Overdetermination), while in Chapter 9 I will defend my own favored solution to 

the exclusion problem, which involves rejecting (Competition).  Nowhere in this work will I 

be seriously considering the options of responding to the exclusion problem by rejecting 

either (Closure), (Supervenience), or (Mental Causes).  Each of these moves would be 

antithetical to my purpose, which again is to show that my antireductionist view is compatible 

with a physicalistically acceptable account of mental causation. 
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6. Reductionism 

 One potential response to the causal exclusion problem involves rejecting the 

(Irreducibility) thesis and embracing reductive physicalism.  Reductive physicalism can take 

different forms; my aim in the present chapter is to clarify the most important similarities and 

differences between some of the forms of reductionism that philosophers have recently 

defended.  This discussion will set up my master argument against reductive physicalism, 

which I’ll be setting out in Chapter 7. 

6.1 Realizer-State Functionalism 

 There are many different forms of causal functionalism.  Some of these forms purport 

to be reductive while others purport not to be.  In the present section I want to examine what 

is presently the best known version of reductive causal functionalism, the so-called realizer-

state functionalism defended by David Armstrong, David Lewis, Frank Jackson, and others.1  

Causal functionalists of all sorts agree that mental properties are in some sense specified by 

specifying their causal roles.  What is distinctive about realizer-state functionalists is that they 

hold that for any given mental property M, M is the physical property P that occupies or 

“realizes” – in a sense of this term we will try to get clearer on below – the causal role 

characteristic of M. 

Now, when the realizer-state functionalist says that M is P, she takes herself to be 

asserting something that is only contingently true.  According to realizer-state functionalists, 

mental terms are non-rigid property designators.  Here in the actual world M is P since P is 

                                                 
1 The term ‘realizer-state functionalism’ is taken from Braddon-Mitchell and Jackson (1996).  Among other 
places, the view is defended in Armstrong (1968); Lewis (1966), (1972), (1980), (1994); Jackson Pargetter and 
Prior (1982), Braddon-Mitchell and Jackson (1996), and Jackson (1996). 
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the physical property that occupies M’s causal role.  But in another world w where P fails to 

occupy this role, M isn’t P.  If at w the distinct physical property P* occupies M’s causal role, 

then there M is P*.  The realizer-state functionalist’s assertion that M is P should be 

understood on analogy with the assertion that Benjamin Franklin is the inventor of bifocals, 

then.  If we are willing to allow that some identity statements have their truth values only 

contingently, we can regard these assertions as identity statements.  I am willing to allow this.  

Thus, in what follows I will talk of realizer-state functionalists (contingently) identifying 

mental properties with physical properties.  Realizer-state functionalism, then, marries causal 

functionalism with a version of the type-type identity theory. 

6.1.1 ROLE-STATE FUNCTIONALISM 

It is useful to contrast realizer-state functionalism with role-state functionalism.2  

According to role-state functionalists, for any given mental property M, M is the second order 

property F of having some property (e.g., the first order physical property P) that occupies 

M’s characteristic causal role.  This type of second order property is what I have been calling 

a causal-functional property in previous chapters.3  When the role-state functionalist asserts 

that M is F, she is asserting a proposition that she takes to be necessarily true.  Suppose that 

here in the actual world P occupies M’s causal role while in another world w P* occupies the 

role instead.  According to the role-state functionalist, M is F in both these worlds.  What 

changes between worlds is not the property M is identified with, but rather the property it is 

“realized” by – again, in a sense of this term we will try to get clearer on below.  Here in the 

                                                 
2 This term also comes from Braddon-Mitchell and Jackson (1996).   
3 Braddon-Mitchell and Jackson (1996) refer to these second order properties as “causal roles”; hence the name 
“role-state functionalism.” 
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actual world M is realize by P, but in w M is realized by P*.  Thus, a role-state functionalist 

can regard mental terms as rigid designators of causal-functional properties, and we can take 

her assertion that M is F to be an identity statement regardless of whether or not we are 

willing to countenance contingent identity statements. 

For concreteness, imagine that an entity instantiates the property pain just in case it 

instantiates a property whose instantiations are typically caused by tissue damage and 

typically cause wincing.4  Next imagine that empirical discovery reveals that firing C-fibers is 

the first order physical property that occupies this causal role.  Then according to realizer-

state functionalists, pain is firing C-fibers, while according to role-state functionalists, pain is 

the causal-functional property of having some property whose instantiations are typically 

caused by tissue damage and typically cause wincing.  That is, the firing C-fibers is not itself 

pain but rather is the physical realizer of pain. 

6.1.2 REALIZER-STATE FUNCTIONALISM AND MENTAL CAUSATION 

 It is generally thought that causal-functional properties are irreducible to physical 

properties, at least in the sense of reducibility relevant to the causal argument.5  If this is 

correct then role-state functionalism is incompatible with rejecting (Irreducibility), in which 

case role-state functionalists will need some to reject some other thesis in response to the 

causal exclusion problem.  Realizer-state functionalists don’t need to reject some other thesis.  

Again, realizer-state functionalists are type-type identity theorists – more specifically, they are 

type-type identity theorists who hold a certain (causal functionalistic) account of the meanings 

                                                 
4 This way of putting things is meant to be neutral with respect to the split between realizer-state functionalists 
and role-state functionalists. 
5 This thought is challenged by Kim, as we’ll see below. 
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of mental terms6 – and so they reject (Irreducibility).  While it notoriously had its problems, 

something that wasn’t a problem for the old type-type theory originally defended in the 

1950s7 was its ability to account for the causal efficacy of mental properties.  If mental 

properties just are certain physical properties, and those physical properties are causally 

efficacious, it then follows that mental properties are causally efficacious.  If, say, pain just is 

firing C-fibers, then the causal efficacy of firing C-fibers ensures the causal efficacy of pain 

without any further moves being made.  It is on this point that realizer state functionalists 

possess their greatest prima facie advantage over role-state functionalists and all other 

nonreductive physicalists. 

6.1.3 MULTIPLE REALIZABILITY 

Realizer-state functionalists also possess a prima facie disadvantage in comparison to 

role-state functionalists and other certain other nonreductive physicalist views, however: 

realizer-state functionalists seem to have trouble accounting for multiple realizability.8  

Suppose that Martians are conscious and intelligent beings that are radically unlike us 

physically.  In Martians, pain’s characteristic causal role is occupied not by firing C-fibers but 

rather by the wholly different physical property of inflating D-tubes.9  To give ourselves a 

shorthand way to refer to these two physical properties, let’s use ‘PH’ (for human) to stand for 

the property of firing C-fibers and ‘PM’ (for Martian) to stand for the property of inflating D-

tubes. 

                                                 
6 Realizer-state functionalists are what I called nominal essence functionalists back in Chapter 2. 
7 By Place (1956), Feigl (1958), and Smart (1959). 
8 The classic antireductionistic arguments based on multiple realizability considerations are made by Putnam 
(1967) and Fodor (1974). 
9 The example is taken from Lewis (1980). 
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Now again, realizer-state functionalists hold that for any given mental property M, M 

is to be identified with the physical property P that occupies the characteristic causal role 

associated with M.  But then, what if there is not a unique physical property P occupying a 

given causal role?  For instance, what if both PH and the distinct physical property PM occupy 

pain’s causal role, as we’re now imagining?  The realizer-state functionalist cannot identify 

pain with both PH and PM since identity is transitive while PH and PM are non-identical.  She 

cannot reasonably identify pain with one of these physical properties to the exclusion of the 

other, since doing so would be unjustifiably arbitrary.  This is the prima facie problem that 

multiple realizability poses to realizer-state functionalism. 

Realizer-state functionalists are well aware of this supposed problem, and have 

developed what is by now a standard response to it.  The realizer-state functionalist response 

can be decomposed into two moves. 

(1): They settle for restricted identities. 

So for instance, instead of identifying pain simpliciter with either PH or PM, a realizer-state 

functionalist will settle for the restricted identification of pain-in-humans with PH, and of 

pain-in-Martians with PM.10   

 Before continuing on to (2), I want to make a couple of observations regarding (1).  

First, let’s be clear that with (1), the realizer-state functionalist is taking certain mental 

properties to be natural which, naively, we would not have thought were natural.  Suppose 

that I walk from my kitchen to my bedroom, suffering a headache along the entire way.  No 

philosopher of mind thinks that the underlying metaphysics here is that there is one natural 

                                                 
10 This move was first made in Lewis (1969).  It continues to be popular with reductionists who don’t sign on for 
everything realizer-state functionalism entails, like Bickle (1998). 
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mental property, kitchen-pain, which I possess at the beginning of my walk but lose by the 

end, when I come to possess the wholly distinct natural mental property of bedroom-pain.  

When the metaphysics of mind is finished and we have an exhaustive list in hand of the 

natural mental properties, that list will almost certainly not include kitchen-pain, 50-miles-

from-a-burning-barn-pain, or pain-and-first-observed-before-the-year-3000-or-tickle-and-

first-observed-in-3000-or-later.  It is far more plausible that the list will instead include just a 

single natural property pain which is instantiated sometimes in kitchens, sometimes by beings 

50 miles from a burning barn, and sometimes by beings prior to the year 3000.  (The list will 

also presumably include a single property tickle that is instantiated sometimes by beings in 

the year 3000 or later.) 

 By identifying pain-in-humans with PH and pain-in-Martians with PM, however, the 

realizer-state functionalist is committing herself to the view that these are two wholly distinct 

natural mental properties.  Few rival philosophies of mind will follow the realizer-state 

functionalist’s lead on this.  A typical role-state functionalist, for instance, will no more take 

pain-in-Martians to be a natural mental property than she will take kitchen-pain to be a natural 

mental property. 

The upshot here is that when realizer-state functionalists posit restricted identities of 

the sort in question, they are committing themselves to certain consequences that are at least 

somewhat counterintuitive, in roughly the way that any view taking kitchen-pain to be a 

natural mental property is somewhat counterintuitive.  Taken by itself, how serious a problem 

is this counterintuitiveness for realizer-state functionalism?  Perhaps not very serious at all.  

After all, the question of which properties are natural and which are not is, in no small part, to 
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be settled empirically.  We presently think that being an electron is a good candidate for a 

natural property while being jade is not.  This isn’t based (purely) on a priori intuitions, it’s 

based on empirical discoveries we’ve made concerning electrons and jade.  Similarly, a 

realizer-state functionalist can contend, our best empirical theories give us good reason to 

think that drawing a distinction between pain-in-humans and pain-in-Martians is a way of 

cutting nature at its joints.  If this were correct it would give us a good reason to regard pain-

in-humans and pain-in-Martians as two distinct natural mental properties, regardless of 

whatever naïve intuitions we may have to the contrary.11 

 Now for my second observation regarding (1).  Provisionally granting the realizer-

state functionalist that pain-in-humans and pain-in-Martians are distinct natural mental 

properties, it is fair for us to ask her what entities possessing these properties have in common 

metaphysically.  Given that the two mental properties are as different as firing C-fibers is 

from inflating D-tubes, is the occurrence of ‘pain’ in both ‘pain-in-humans’ and ‘pain-in-

Martians’ a kind of orthographic accidence from the perspective of metaphysics?  So far, the 

realizer-state functionalist hasn’t given us a reason to think otherwise.  It will be convenient to 

attach a name to the objection I am driving at here. 

Common Feature Objection: According to realizer-state functionalism, different 
pained beings need not have anything of metaphysical significance in common; they 
need not have any metaphysically significant common feature.12 

                                                 
11 Before continuing on let me note that a property like pain-in-humans cannot be identified with a conjunctive 
property like (pain & being in humans).  If it could be, then perhaps a case could be made that any plausible 
philosophy of mind will need to regard pain-in-humans as a natural property.  One way to see that the proposed 
identification is illegitimate is to recognize that though the realizer-state functionalist has told us at this point 
which property pain-in-humans is (it’s PM), she hasn’t yet said anything about which property is pain simpliciter 
– that is, pain unhyphenated.  For more on this point, see the below discussion of realizer-state functionalism and 
eliminativism.  For an additional reason why the realizer functionalist cannot identify pain-in-humans with the 
sort of conjunctive property in question, see Lewis (1994: 307). 
12 The upshot of my first observation regarding (1) is that realizer-state functionalists draw a metaphysical 
distinction where naively we wouldn’t have thought there is one, between pain in humans and pain in Martians.  
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It is in response to this sort of objection that realizer-state functionalists make the second of 

their two moves. 

(2): They introduce some new notion, like being in pain, to pick out the feature 
common to different pained beings. 

 
Lewis defines ‘being in M’ (where M is a mental property variable) as the property such that, 

for any possible being x, x has it just in case x possesses some property occupying M’s 

characteristic causal role.13  So for instance, a being will possess the property of being in pain 

just in case it possesses some property or other occupying pain’s characteristic functional role.  

Since a human instantiating PH and a Martian instantiating PM both satisfy this condition, they 

both instantiate the property of being in pain.  Thus, pace the Common Feature Objection, 

they share a common feature after all according to realizer-state functionalism. 

6.2 The Nature of Realization 

 In order to assess whether this response to the Common Feature Objection is adequate, 

I want to look more closely at the nature of the realization relation than we have thus far in 

this work. 

6.2.1 BEING IN PAIN AND ROLE-STATE FUNCTIONALISM 

 On realizer-state functionalists’ account, being in pain is a causal-functional property 

of the sort we discussed above in connection with role-state functionalism.  In fact, it is the 

                                                                                                                                                         
The upshot of the Common Feature Objection is that realizer-state functionalists seem to be ignoring what 
naively we would have thought is a metaphysical similarity, the similarity between pain in humans and pain in 
Martians. 
13 Lewis (1994: 307).  Lewis’s definition of ‘being in M’ includes a relativization to kinds and worlds which I 
have dropped here.  He takes the notion of ‘being in M’ from Jackson, Pargetter, and Prior (1982), but here I use 
the later Lewis formulation because it makes it easier to see the point I want to make. 
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very same causal-functional property which role-state functionalist calls ‘pain.’14   That the 

realizer-state functionalist has found the need to posit causal-functional properties and make 

them an integral part of her philosophy of mind is not necessarily an embarrassment to her 

view, although once we recognize that this is what she has done a question arises.  Has the 

difference between realizer-state functionalism and role-state functionalism proven to be 

merely verbal?  The two views agree on the physical and causal-functional properties 

possessed by pained beings.  It now might seem that all they disagree about is which property 

deserves which name: role-state functionalists hold that ‘pain’ should be taken to designate a 

certain causal-functional property, while realizer-state functionalists hold that this property 

should be called ‘being in pain’ and that ‘pain’ itself should be taken to designate a certain 

physical property. 

 In fact, though, the difference between the two views is deeper than this.  Ultimately, 

the dispute between realizer-state functionalists and role-state functionalists boils down to the 

substantive question of whether causal-functional properties (call them what you will) are 

causally efficacious.  Role-state functionalists say they are; realizer-state functionalists say 

they are not.  Why think that causal-functional properties are not causally efficacious?  

Because, as Lewis has put it, thinking otherwise seems to “lead to absurd double-counting of 

causes.”15  For instance, it would lead us to say that some wincings (namely, those occurring 

in humans) are caused both by an instantiation of the physical property PH (the property of 

pain-in-humans, to use the realizer functionalists’ term) and also by an instantiation of the 

causal-functional property of possessing some property or other that occupies the causal role 

                                                 
14 Lewis (1994: 307). 
15 Lewis (1994: 307). 
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characteristic of pain (the property of being in pain, to again use the realizer functionalists’ 

term).  When realizer-state functionalists insist that the term ‘pain’ should not be taken to 

designate causal-functional properties, they do so because they hold that causal-functional 

properties are epiphenomenal, while pain cannot be something epiphenomenal. 

We have already touched on realizer-state functionalism’s prima facie advantage over 

role-state functionalism regarding mental causation, so I don’t want to focus here on this 

aspect of the dialectic.  Instead, I want to focus on the consequences that follow from these 

causal claims that realizer-state functionalists are advancing. 

6.2.2 NATURAL AND MULTIPLY REALIZABLE PROPERTIES 

 Let’s say that a property MR is natural and multiply realizable just in case it satisfies 

both of the following conditions. 

(i): MR is multiply realizable in the sense that it can be instantiated by virtue of 
different entities instantiating different realizers of MR. 
(ii): MR is a natural property. 
 

In addition, let’s say that a property is causally efficacious and multiply realizable just in case 

it satisfies (i) together with (iii). 

 (iii): MR is a causally efficacious property.  That is, its instantiations are causes. 

In the discussion that immediately follows I will focus largely on the notion of natural and 

multiply realizable properties.  The reason for additionally introducing the notion of causally 

efficacious and multiply realizable properties here is because below we will be considering a 

view according to which some unnatural properties are causally efficacious. 

 With (i) I mean to be providing a gloss only on the relatively clear multiplicity 

component of multiple realizability, not on the far less clear realizability component.  
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Different accounts of the realization relation will generally lead to different accounts of what 

is involved in instantiating a multiply realizable property “by virtue of” instantiating one of its 

realizers, as (i) puts it.  Regardless of which account of realization one accepts, however, I 

take it that (i) will be unobjectionable.  Whatever realization consists in exactly, multiple 

realizability must consist in the relation described by (i). 

 Realizer-state functionalists deny that there are any natural and multiply realizable 

mental properties in the sense just set out.  This is clear from the pain example we’ve been 

considering.  Both pain-in-humans and pain-in-Martians satisfy (ii) but not (i); being in pain 

satisfies (i) but not (ii); and there are no further candidates for a mental property satisfying 

both conditions.  If we assume the truth of the widely accepted principle that causally 

efficacious properties must be natural, it then follows that realizer-state functionalists also 

deny that there are any causally efficacious and multiply realizable mental properties. 

 Consider pain simpliciter – that is, pain unhyphenated.  If pain simpliciter is taken to 

be a property which is both causally efficacious (and thus natural given our assumption) and 

shared by all pained beings, then realizer-state functionalists must deny that there is any such 

thing as pain simpliciter.  This seems like a completely reasonable view of what pain must be, 

and so we can detach the consequent here.  According to realizer-state functionalism, there is 

pain-in-humans, there is pain-in-Martians, and there is being in pain.  There is no plain old 

unhyphenated pain, however. 

 Realizer-state functionalism entails a form of eliminativism, then, which will 

generalize to other unhyphenated mental properties.  Of course, the realizer-state functionalist 

need not call for an end to our use of unhyphenated mental terms like ‘pain.’  She might for 
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instance think of ‘pain’ as having a fixed character, given by a definite description picking out 

the occupant of pain’s characteristic causal role, and a content that varies depending on which 

property that description picks out in a given context.  On such a view, there will be a clear 

sense in which ‘pain’ means the same thing whether it is being used to refer to pain-in-

humans or to pain-in-Martians, much as there is a clear sense in which ‘the president of the 

United States’ means the same thing whether it is used today to refer to George W. Bush or 

back in 1998 to refer to Bill Clinton.  The possibility of such a treatment of the semantics of 

‘pain’ shouldn’t obscure the metaphysical point here though, which is that there is no 

unhyphenated property pain instantiated both in humans and in Martians. 

 In reaching this conclusion, I am following the lead of Kim in his paper “Multiple 

Realization and the Metaphysics of Reduction.”16  In that work, Kim embraces something 

very close to realizer-state functionalism, and accepts the eliminativist consequences I have 

been describing.  This, I claim, is what the realizer-state functionalist must do.  She must grant 

that strictly speaking she is an eliminativist about pain, while perhaps quickly adding that hers 

is a comparatively benign eliminativism.  After all, she can note, she is still a realist about 

pain-in-humans, pain-in-Martians, and a myriad of other hyphenated mental properties. 

 Returning now to the Common Feature Objection, if we understand the demand for 

“metaphysically significant” common features as a demand for shared natural properties, then 

the objection is perfectly correct: there is nothing of metaphysical significance (i.e., no shared 

natural property) that different pained beings must have in common according to realizer-state 

functionalism.  On this understanding of the objection the realizer-state functionalist’s 

                                                 
16 Kim (1992).  See also Lewis (1986b: 224).  Lewis’s conclusions there about dispositions like immunity match 
well with my claims about the relation between realizer functionalism and (unhyphenated) pain. 
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introduction of unnatural properties, like that of being in pain, is nothing but a distraction.  

What realizer-state functionalist must do is concede the point that the Common Feature 

Objection raises but try to show that their view is nevertheless tenable.  That is, they must 

show that there is no need for a metaphysically significant feature (i.e., natural property) 

common to all pained beings. 

6.2.3 WHAT KIND OF RELATION IS REALIZATION? 

 I have just argued that realizer-state functionalism is incompatible with the view that 

mental properties are both natural (or causally efficacious) and multiply realizable.  Often, 

though, realizer-state functionalists have written as though their view can easily accommodate 

multiple realizability, and that their many opponents who think otherwise are somehow 

confused.17  I suspect that this is at least partly due to the different ways in which the 

realization relation has been understood in the literature. 

Let us distinguish between a metaphysical and a semantic conception of realization.  

On the metaphysical conception, realization is to be construed as a relation between a pair of 

natural properties: one mental and the other physical.18  So for instance, a physical property 

like PH is said to realize a mental property like pain.  The metaphysical conception of 

realization has drawn a good deal of recent philosophical attention, and there is still no 

universally accepted view of how it should be understood.  According to the most familiar 

view, which we have in effect already been considering in connection with role-state 

functionalism, realization should be understood as a relation between a first order property 

                                                 
17 Lewis (1969) first took this line in response to the antireductionistic conclusions Putnam drew from multiple 
realizability. 
18 For simplicity, I’ll be ignoring realization as a relation between events here. 
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meeting a certain specification and the second order property of possessing some property or 

other which meets that specification.  There are alternative metaphysical accounts of 

realization however.  For instance, in Chapters 8 and 9 we will be looking closely at Sydney 

Shoemaker’s “subset” account.19 

On the semantic conception, by contrast, realization is understood as a relation 

between properties and something linguistic, like the relation between the physical property 

PH and the term ‘pain’; or similarly, as a relation between properties and concepts, like the 

physical property PH and our concept of pain; or similarly, as a relation between an n-tuple of 

properties and a so-called functional description.20  When realizer-state functionalists claim 

that their view is compatible the multiple realizability, they must be understood as operating 

with a semantic conception of realization rather than the sort of metaphysical conception just 

described.  They must be understood as claiming something to the effect that their view can 

be reconciled with a semantic account according to which ‘pain’ can refer to both PH and PM 

(in different contexts).   

Now, this attribution of a semantic conception of realization might seem to be 

undermined by the fact that realizer-state functionalists sometimes say that it is causal roles 

that are multiply realizable on their view.21  What is a causal role exactly?  According to the 

realizer-state functionalists in question, causal roles are just the causal-functional properties 

we have already been considering.  So, for instance, pain’s causal role is just the same second 

order property that also goes by the name of ‘being in pain’ (at least for the realizer-state 

                                                 
19 See Shoemaker (2001). 
20 Lewis (1969). 
21 As in Braddon-Mitchell and Jackson (1996). 

 171



 

functionalist).22  But then, if realizer-state functionalists hold that what gets multiply realized 

are second order properties of the sort in question, while what does the realizing are first order 

properties, it would seem that they understand the realization relation in precisely the way that 

role-state functionalists do.  Above I said that role-state functionalists operate with the most 

familiar metaphysical conception of the realization relation.  How then can I now claim that 

realizer-state functionalists instead operate with a semantic conception? 

The answer to this question is closely tied to the point made back in subsection 6.2.1, 

that despite initial appearances to the contrary, the difference between realizer-state 

functionalism and role-state functionalism is more than merely verbal.  Role-state 

functionalists must hold that the causal-functional properties with which they identify mental 

properties are natural – they need to be natural if they are to be causally efficacious.  Because 

of this, the role-state functionalist takes that realization relation that obtains between first 

order physical properties and second order causal-functional properties to be a relation 

between two different natural properties. 

By contrast, realizer-state functionalists take the realization relation to obtain between 

certain natural properties and certain unnatural properties.  Why are the unnatural properties 

in question of any interest to us?  Because they are closely tied to the meanings of mental 

terms.  If we think of properties as intensions, construed as functions from worlds to 

                                                 
22 There are alternative accounts of what causal roles are.  For instance, according to Schiffer (1987) they are 
second level properties rather than second order properties – that is, they are properties of properties.  I find this 
use of the terminology more natural, though for our purposes the difference between the two accounts doesn’t 
really matter. 
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extensions, then pain’s causal role (a.k.a., the property of being in pain) just is the intension of 

the term ‘pain’ according to realizer-state functionalists.23 

At bottom, then, even when realizer-state functionalists put their view in terms of the 

multiple realizability of causal roles, they are most naturally read as operating with a semantic 

conception of realization, not a robustly metaphysical one.  The things that are multiply 

realizable on their view are not natural mental properties but rather entities that are either 

identical or else at least closely related to the meanings of mental terms.  And again, to say 

that realizer-state functionalism is compatible with the multiple realizability of these entities 

is really just to say that realizer-state functionalism can be reconciled with a semantic account 

according to which mental terms like ‘pain’ can be used to refer to multiple properties, like PH 

and PM (in different contexts). 

Very few opponents of realizer-state functionalism deny this claim.  Very few 

opponents try to argue that the semantics of realizer-state functionalism doesn’t work.  What 

they argue instead is that realizer-state functionalism cannot account for multiple realizability 

construed in a metaphysically robust way – that is, construed as involving a realization 

relation that obtains between distinct natural properties.24  These opponents are right, I have 

argued: realizer-state functionalism does deny the existence of natural and multiply realizable 

mental properties.  Demonstrating that there is some distinct semantic conception of multiple 

realizability with which realizer-state functionalism is compatible does nothing to address this 

point.  Realizer-state functionalists would be far better served by simply granting their 

                                                 
23 This point was first noted back in Chapter 2. 
24 Fodor’s (1974) classic argument against reductionism is specifically based on the claim that there are mental 
and other special science properties that are multiply realizable and yet enter into natural laws – that is, and yet 
are natural. 
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opponents’ claim that their view is incompatible with (the metaphysical conception of) 

multiple realizability and then trying to demonstrate that this doesn’t add up to a decisive 

objection against their view. 

Maybe realizer-state functionalists can even take the present point and work it up into 

an argument in their favor.  Presently, it’s not entirely clear what the metaphysical relation of 

realization amounts to exactly.  As I mentioned above, a number of competing accounts of the 

relation have been offered by philosophers, and none have yet gained widespread acceptance.  

Perhaps it’s a virtue of realizer-state functionalism that it doesn’t require a metaphysically 

robust realization relation.  Realizer-state functionalist don’t need such a relation since on 

their view all natural mental properties are (contingently) identical to natural physical 

properties, not realized by them.  Unlike realization, we presently have a pretty good 

understanding of the identity relation.  Whether or not an argument along these lines can be 

made very compelling, this response would at least genuinely grapple with the issue that the 

opponents of realizer-state functionalism raise. 

6.2.4 CONCLUSION 

 I have not yet tried to show what the problem is with denying the existence of natural 

and multiply realizable mental properties.  I have tried to show only that realizer-state 

functionalists are in fact committed to such a denial.  We will use this as a launching point for 

my master objection to realizer-state functionalism in Chapter 7.  First, though, I want to 

consider a few alternative forms of reductive physicalism. 

6.3 Kim’s Disjunction Identity Theory 
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 Kim is both a reductionist of sorts and a causal functionalist of sorts.  Thus, his 

position inevitably bears certain important similarities to realizer-state functionalism, as 

several commentators have noted.25  However, there are also important differences between 

Kim and realizer-state functionalists.  One difference centers around the distinction we have 

drawn between first order physical properties and second order causal-functional properties.  

Realizer-state functionalists accept this distinction, exploiting it, even, when they introduce 

causal-functional properties in their attempt to respond to the Common Feature Objection.  

Kim, by contrast, denies the distinction’s legitimacy.  Kim writes that when we set aside 

multiple realizability concerns, if  

F is the property of having some property that meets specification H [e.g., a 
specification of some causal role], and P is the property that meets H . . . [then] F is 
the property of having P.  But in general, the property of having Q = property Q.  It 
follows then that F is P.26 

 
 That this conclusion is highly contentious may not be immediately obvious.  Even 

without relying on multiple realizability, there are different ways philosophers have tried to 

resist Kim’s proposed property identification.  Ned Block argues that while P is an intrinsic 

first order property, F is an extrinsic second order property (as all causal-functional properties 

are).  If this is right, then by the non-identity of discernibles it would seem to follow that P 

and F are non-identical.27  A second way is by arguing that contrary to what Kim asserts at 

the end of the above passage, it is not generally the case that the property of having Q = the 

                                                 
25 For instance, David (1997), Horgan (1997), and Jackson (2002). 
26 Kim (1998) p. 98-99.  I have put ‘F’ in place of ‘M’, the letter Kim uses, in order to make it clear that in this 
passage Kim is not simply identifying a mental property with a physical property.  The realizer-state 
functionalist accepts such property identifications.  Instead, Kim is identifying a causal-functional property 
(which also happens to be a mental property) with a physical property.  And this sort of property identification 
the realizer-state functionalist reject. 
27 Block (2003). 
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property Q.  According to Jackson, it is not the case, for instance, that the property of having 

the sky’s color = the sky’s color.28 

 For my purposes here, I’m not especially interested in whether such responses to Kim 

are ultimately right or wrong.  I mention them only to help us get a handle on what Kim is 

claiming in the above passage, which requires that we see that his claim is not at all trivial.  I 

am willing to provisionally grant Kim that when multiple realizability considerations are left 

aside, F would be identical to P.  Less important than whether this identity really holds is 

Kim’s underlying thought here, which is that existentially quantifying over a domain of 

properties cannot literally produce a new property.  To think otherwise would be to believe in 

“sheer magic,” according to Kim.29 

 If P is the only property meeting specification H, then the expression ‘having some 

property which meets H’ shouldn’t be regarded as a device for picking out some property 

which is distinct from P, according to Kim.  It should be regarded instead as a device for 

picking out P in a new way, a “second order way” we might say.  Thus, Kim: “it is less 

misleading to speak of second order descriptions or designators of properties, or second order 

concepts, than second order properties.”30  By extension, it is less misleading to speak of 

causal-functional descriptions or designators of physical properties, or causal-functional 

concepts, than causal-functional properties.  But if there aren’t really distinct causal-

                                                 
28 Jackson (2002). 
29 Kim (1998: 103). 
30 Kim (1998: 104).  
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functional properties, then there is no distinction to be drawn in the first place between causal-

functional properties and physical properties.31 

 If F is identical to P (as I’m willing to grant) when we set multiple realizability 

considerations aside, what happens when we don’t set such considerations aside?  What 

happens to F when H is a specification met by both P and P*, where these two properties are 

non-identical?  Kim’s view on how to answer this question has evolved in recent years.  To 

help us work out his present view, I want to begin by considering one potential answer to this 

question which Kim has rejected in earlier works, including even his recent (1998) Mind and 

World, but which he seriously entertains in his more recent (2002) précis to Mind in a 

Physical World: that of identifying F with the disjunction of those properties meeting H.  Call 

this view the disjunction identity theory. 

6.3.1 INTRODUCING THE DISJUNCTION IDENTITY THEORY32 

The disjunction identity theory is a reductionistic view that merits attention for its own 

sake.  However, we should bear in mind throughout our discussion of it that at no point does 

Kim fully commit himself to it.  Some of my reasons for discussing the view, then, are 

instrumental: I hope to use the disjunction identity theory as a tool to get us clear on Kim’s 

core views – those to which he is fully committed. 

                                                 
31 We can thus think of Kim as providing two independent arguments against nonreductive physicalism.  First 
there is his supervenience argument, which is meant to show that no version of nonreductive physicalism is 
viable.  Second, there is his present argument against the existence of causal-functional properties.  If there are 
no causal-functional properties, then there is no coherent version of role-state functionalism – that is, no version 
that avoids collapsing into a reductive form of physicalism.  But role-state functionalism seems to be one of the 
more promising, well-articulated versions of nonreductive physicalism that there is, and so its incoherence would 
strike a blow against the chances of nonreductive physicalism being true. 
32 Throughout my discussion of the disjunction identity theory, I will be pretending that the metaphysics of 
disjunctive properties are much less problematic than they really are.  So for instance, I will not hesitate to speak 
of disjunctive properties as literally having disjuncts which are properties.  See though Clapp (2001).   
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Here is what a disjunction identity theorist would say about the pain example we have 

been considering.  Pain is identical to the property of having some property that occupies 

pain’s characteristic causal role.  This property is identical to the property which occupies that 

role if there is just one such property, or to disjunction of those properties which occupy the 

role if there is more than one.  In our example, both PH and PM occupy pain’s causal role.  If 

we now assume that no other property does so as well, then pain is identical to the disjunctive 

property (PH or PM). 

 Let’s now try to locate the disjunction identity theory with respect to the larger issues 

we have been considering throughout the chapter.  Is the disjunction identity theory 

reductionistic?  Well, if the set of physical properties is closed under the operation of property 

disjunction, then the disjunction identity theory entails that mental properties are identical 

(and so reducible) to certain physical properties – namely, to disjunctive ones.  There may be 

ways to resist the claim that the set of physical properties is closed under disjunction, but I 

don’t want to challenge the point here.  I want to grant that the claim is correct and thus that 

the disjunction identity theory is reductionistic. 

6.3.2 A MODIFIED CAUSAL EXCLUSION ARGUMENT 

 Notice, though, that the sort of reducibility just conceded does not obviously ensure 

the causal efficacy of mental properties.  Pain, for instance, will be causally efficacious only if 

(PH or PM) is.  Many philosophers deny that disjunctive properties are ever causally 

efficacious however.  This should make us sensitive to a possibility we had not previously 

considered: the identification of mental properties with physical properties does by itself 

guarantee the causal efficacy of those mental properties.  What’s needed is that mental 
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properties be identified with the right physical properties – that is, with causally efficacious 

ones.  It’s not at all clear that the disjunction identity theory succeeds in doing this.  Putting 

the point in terms of the six theses set out last chapter: the negation of (Irreducibility) does not 

entail the truth of (Mental Causes), even assuming the truth of the other four theses. 

 In connection, there is reason to worry that the disjunction identity theory is 

susceptible to a modified version of the causal exclusion argument.  Consider the following 

two principles about disjunctive properties.  First, disjunctive properties can never be 

instantiated in the absence of an instantiation of at least one of their property disjuncts.  So for 

instance, (PH or PM) can never be instantiated by an entity that instantiates neither PH nor PM.  

This first principle, I take it, is absolutely uncontroversial.  Second, there are no effects caused 

by the instantiation of a disjunctive property but not caused by the instantiation of one of that 

disjunctive property’s disjuncts.  So, for instance, suppose that Marvin the Martian 

instantiates PM and thereby instantiates (PH or PM).  According to this second principle, there 

won’t be any effects that are caused by Marvin’s instantiation of (PH or PM) but not by his 

instantiation of PM.  This second principle is more controversial than the first, but still strikes 

me as acceptable. 33 

Consider then an instantiation of (PH or PM) by some entity x which causes an effect e.  

Given our first principle regarding disjunctive properties, it follows that x must also 

                                                 
33 Even if a disjunction identity theorist rejects this second principle, there is reason to think it won’t help her get 
out of the causal exclusion problem I’m setting up for her.  Remember, the disjunction identity theorist we are 
considering is a causal-functionalist who identifies pain with the disjunction of those properties whose 
instantiations are typically caused by tissue damage and typically cause wincing.  Thus, if PM is one of the 
property disjuncts, its instantiations must typically cause wincing.  But then, regardless of whether a disjunction 
identity theorist generally accepts the second principle, she will need to say that in Martians, wincing is typically 
caused by both instantiations of PM and instantiations of pain – that is, (PH or PM).  This concession by itself will 
allow me to run a modified causal exclusion argument against the disjunction identity theorist. 
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instantiate either PH or PM.  Suppose x instantiates PM.  Given our second principle about 

disjunctive properties, if e is caused by x’s instantiation of (PH or PM) then e must also be 

caused by x’s instantiation of PM.  Now (PH or PM) and PH are of course non-identical 

properties.  Does it make any sense to say that disjunctive properties are reducible to their 

property disjuncts?  Does it make any sense to say, for instance, that (PH or PM) is reducible to 

both PH and PM, where PH and PM are non-identical?  Let’s first suppose that this does not 

make sense.  Then (PH or PM) is irreducible to PM.  But then by (Competition) it follows that 

since e is caused by both an instantiation of (PH or PM) and an instantiation of PM, e is causally 

overdetermined.  This conclusion will generalize to all effects of mental causes, which is 

inconsistent with the truth of (No Overdetermination).  In this case the disjunction identity 

theory will have just as much of a problem with causal exclusion as do nonreductive forms of 

physicalism.34 

Let’s now suppose that it does make sense to speak of disjunctive properties being 

reducible to their property disjuncts, and that in fact (PH or PM) is reducible to PM.  Then 

(Competition) will be inapplicable here.  We can’t use it to show that e is overdetermined if it 

is caused by both an instantiation of (PH or PM) and an instantiation of PM.  The disjunction 

identity theory is not out of the woods just yet though.  (Competition) provides only a 

sufficient condition for causal overdetermination, not a necessary one.  It is fair for us to ask 

why we don’t have overdetermination in the present case, given the non-identity of (PH or PM) 

and PM. 

                                                 
34 In this modified exclusion argument, the first principle about disjunctive properties plays a role similar to that 
played by (Supervenience) in the original exclusion argument, while the second principle about disjunctive 
properties plays a role similar to that played by (Closure) in the original argument. 
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A disjunction identity theorist does not adequately answer this question merely by 

pointing out that (PH or PM) is reducible to PM.  If pain were identical to PM, it would be clear 

enough why there is no causal overdetermination.  In the present case, though, there is 

reduction without identity.  What is the nature of this non-identity reduction relation such that 

it is not causal overdetermination engendering?  This is something that needs to be explained.  

Property reduction without identification is not well enough understood in advance that one 

can simply take for granted that it solves all causal exclusion difficulties. 

6.3.3 INSTANTIATION IDENTITIES WITHOUT PROPERTY IDENTITIES 

 We can read Kim as in effect responding to our question in the following passage. 

What I argue in Mind in a Physical World, perhaps not entirely explicitly, is that for 
the physicalist what happens with M, what we say about the status of M, doesn’t really 
matter . . .  What’s important is the fact that every M [instantiation] is a Pi 
[instantiation], for some i.35 
 

In saying that it doesn’t matter what happens to M, Kim partly means to be contrasting his 

view with those of realizer-state functionalists and other type-type identity theorists.  

According to Kim it doesn’t matter with respect to causal exclusion whether mental properties 

are identified with first order physical properties like PM, or whether they are identified with 

disjunctions of first order physical properties like (PH or PM), or even whether they are 

ultimately eliminated (more on this below).  What matters is just that we are able to identify 

mental property instantiations with first order physical property instantiations whose causal 

efficacy is not in doubt. 

                                                 
35 Kim (2002: 672-673).  I have put things here in terms of property instantiations rather than property instances, 
as Kim does.  It should be noted that Kim understands ‘Pi’ here to range over first order physical properties like 
PH, not over disjunctions of physical properties. 

 181



 

There is a question, though, of whether anything short of identifying mental properties 

with first order physical properties will license the sort of property instantiation identifications 

that Kim says are needed.  To see how the disjunction identity theory at least potentially could 

yield such property instantiation identifications, consider the following principle. 

The Disjunctive Property Instantiation Principle (DPIP): The instantiations of 
disjunctive properties are numerically identical to the instantiations of their property 
disjuncts.  If D is the disjunctive property (P1 or P2 or . . . or Pn), then every 
instantiation of P1, and every instantiation of P2, and . . . and every instantiation of Pn, 
will be numerically identical to an instantiation of D, and every instantiation of D will 
be numerically identical to either an instantiation of P1, or an instantiation of P2, or . . . 
or an instantiation of Pn. 
 

 Unless the (DPIP) is true, I don’t see how both the disjunction identity theory could be 

true and yet every M instantiation could be identical to a Pi instantiation for some i.  Closely 

related to this point, once we assume that the (DPIP) is true we can see why there is no threat 

of causal exclusion in our case in which the effect e is caused by “both” a PM instantiation and 

a (PH or PM) instantiation: the given PM instantiation is numerically identical to the given (PH 

or PM) instantiation.  Since there is just one property instantiation here, there is no threat of e 

being causally overdetermined.  The upshot of this all is that if the sense in which (PH or PM) 

is reducible both to PH and to PM without being identical to either is just that every 

instantiation of (PH or PM) is numerically identical to an instantiation of PH or PM, as follows 

from the (DPIP), then we can see why this non-identity reduction relation isn’t causal 

overdetermination engendering.  We can see how the disjunction identity theory manages to 

avoid causal exclusion troubles.36 

                                                 
36 Could a nonreductive physicalist try to co-opt the disjunction identity theorist’s strategy here by accepting 
property instantiation identities without property identities?  Kim (2003: n. 7) writes, “the relevant sense in 
which an [instantiation] of M = an [instantiation] of P requires either property identity M = P or some form of 
reductive relationship between them.”  He provides no defense of this claim however.  
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Now at least at first glance, the (DPIP) is not completely implausible.  If Marvin the 

Martian instantiates PM, it seems reasonable to say that there aren’t really two things going 

on: Marvin’s instantiation of PM and, in addition, his instantiation of (PH or PM).  However, 

the (DPIP) is incompatible with the identity condition for events originally proposed by Kim.  

According to the original identity condition, events e and e* are identical just in case the 

individual, time, and property that are constitutive of e are identical to the individual, time, 

and property (respectively) that are constitutive of e*.37  So either the (DPIP) must be rejected 

or else Kim’s original identity condition for events must be amended.  Consider then the 

following proposed amendment: events e and e* are identical just in case the individual, time, 

and natural property that are constitutive of e are identical to the individual, time, and natural 

property that are constitutive of e*.  In an earlier writing, Kim has in fact entertained 

something like this amendment.38  If disjunctive properties are ipso facto unnatural – as is 

widely held, and as Kim himself holds even as he entertains the disjunction identity theory – 

then the (DPIP) is consistent with this amended version of Kim’s identity condition for 

events. 

6.3.4 A NEW CAUSAL PROBLEM 

 The (DPIP) was introduced partly to respond to the causal exclusion worries we were 

raising for the disjunction identity theory.  However, the (DPIP) gives rise to a new sort of 

causal problem.  Kim holds, as many do, that the causal status of properties is derivative from 

the causal status of their instantiations: a property is causally efficacious only in the sense that 

its instantiations are causes.  Assuming that this is correct, consider an event which is my 

                                                 
37 Kim (1973: 9). 
38 Kim (1993b: 364-365, n. 5). 
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alarm clock’s beeping at 7:00 a.m., and suppose that this event causes me to wake up.  By the 

(DPIP), this event is numerically identical to the instantiations of the following properties by 

my alarm clock at 7:00 a.m.: that of (beeping or failing to beep), that of (beeping or failing to 

beep or being epiphenomenal), that of (beeping or failing to beep or being epiphenomenal or 

being a banana), and so on, for each of the infinitely many disjunctive properties that can be 

constructed having the property of beeping as one of their property disjuncts.  If, as we are 

supposing, the causal status of properties is derivative from the causal status of their 

instantiations, then there seems to be nothing to distinguish the causal status of the beeping in 

this case from that of these various disjunctive properties.  This is counterintuitive though: my 

alarm clock’s beeping seems to directly causally matter to my waking up in a way that its 

(beeping or failing to beep or being epiphenomenal or being a banana) does not. 

 Here we are encountering a special case of a general problem faced by proposed 

solutions to the causal exclusion problem.  Pre-theoretically, an ideal account of mental 

causation would establish the causal efficacy of mental properties without generalizing to 

establish the causal efficacy of a great many other properties which aren’t obviously causally 

efficacious.  In other words, the trick is to devise an account that bestows the honor of causal 

efficacy on mental properties without cheapening the honor by bestowing in on a motley crew 

of other properties as well.  The disjunction identity theory seems to be unable to do this.  If 

the property pain has no better causal status vis-à-vis my wincing than the property (beeping 

or failing to beep or being epiphenomenal or being a banana) has vis-à-vis my waking up, this 

by itself seems to be a blow to mental causation.  If the principle that the causal status of 

properties is derivative from the causal status of their instantiations together with the (DPIP) 
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seem to suggest otherwise, then perhaps this gives us a good reason to reject one of these two 

things – most likely, the (DPIP). 

 I regard this as a serious problem for the disjunction identity theory, though perhaps 

not a decisive one.  For the sake of the master argument against reductionism that I will be 

presenting Chapter 7, I can afford to provisionally grant that perhaps this problem can be 

solved.  My argument will focus on our grounds for thinking that natural and multiply 

realizable properties exist, so let’s now conclude this section by seeing how the disjunction 

identity theory fares on this front. 

6.3.5 THE DISJUNCTION IDENTITY THEORY AND MULTIPLE REALIZABILITY 

 Assuming the (DPIP), the disjunction identity theory is compatible with the existence 

of causally efficacious and multiply realizable mental properties.  According to the 

disjunction identity theory, there is a causally efficacious property that is shared by pained 

humans and pained Martians, the property (PH or PM).39  At least as it is developed by Kim, 

however, the disjunction identity theory denies the existence of natural and multiply realizable 

mental properties.  Again, even as he entertains the theory, Kim explicitly denies that 

disjunctive properties are natural, contending that they are neither projectible nor able to 

figure in natural laws.  This is the most important conclusion of the present section: like 

realizer-state functionalism, Kim’s disjunction identity theory denies the existence of natural 

and multiply realizable mental properties.40 

                                                 
39 Here I’m assuming that the relation between disjunctive properties and their property disjuncts can be viewed 
as that of multiple realizability. 
40 Could the disjunction identity theory be developed together with a view that takes at least some disjunctive 
properties to be natural?  Clapp (2001) defends a position along these lines.  There is much that can be said about 
this combination of views, but perhaps the bottom line is that I deny that the properties Clapp describes are 
properly viewed as disjunctive. 
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6.4 Eliminativist Functionalism 

 Again, though Kim entertains the disjunction identity theory, he never commits 

himself to it.  Another option he entertains is eliminativism about mental properties.  Kim’s 

flirtation with eliminativism is meant to be of a piece with his claim, quoted above, that “what 

happens with M, what we say about the status of M, doesn’t really matter.”  It doesn’t even 

matter if M is eliminated outright from our ontology, by Kim’s lights, so long as every 

instantiation of M is identical to an instantiation of Pi for some i.  Just as we asked above 

regarding the disjunction identity theory, though, we can ask now whether any form of 

eliminativism will license such property instantiation identifications.  If there really isn’t any 

such thing as the property M, then how can we identify instantiations of M with instantiations 

of physical properties that really do exist? 

 It may be that the sort of eliminativism Kim has in mind is one that looks just like the 

disjunction identity theory except that it operates with a sparse conception according to which 

only natural properties properly qualify as properties.  The idea would be that the disjunction 

identity theory is roughly correct, but we don’t call things like (PH or PM) “properties.”  If this 

is how he is thinking of eliminativism, it would explain why Kim regards the difference 

between preserving mental properties within our ontology (by identifying them with 

disjunctive properties) and eliminating them outright as something that is not nearly as deep 

as it might initially sound.  However, I want to offer Kim an alternative form of 

eliminativism, one that seems to accord with much of what he says while differing enough 

from the disjunction identity theory that it may offer some non-trivial advantages over it. 

6.4.1 A SCOPE DISTINCTION 
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 When we speak of property instantiations a scope distinction can be drawn.  Compare 

the following two things. 

 (i):  (My favorite property) instantiations 
(ii):  My favorite (property instantiations) 
 

If I have no favorite property then there will be nothing to which (i) refers.  However, even if 

I don’t have a favorite property there may be certain property instantiations I like a lot, 

instantiations which are my favorites.  If so, then (ii) will refer even while (i) fails to do so.  

On analogy, consider the following distinction. 

 (iii)  (Mental property) instantiations 
 (iv)  Mental (property instantiations) 
 
If there are no mental properties, then (iii) will fail to refer.  However, just as in the relation 

between (i) and (ii), (iv) could successfully refer even while (iii) fails to do so.  That is, there 

could be mental (property instantiations) even if there were no mental properties to be 

instantiated.  Here is one way this might work. 

 Typical functionalisms attempt to provide accounts of the nature of mental properties.  

However, a functionalism that bypassed mental properties entirely and instead focused 

directly on mental property instantiations – that is, on mental (property instantiations) – seems 

coherent.  So for instance, instead of trying to say what pain is, this alternative functionalism 

would try to say what pains are.  More specifically, it would specify pains as follows: 

something is a pain just in case it is an instantiation of some property whose instantiations are 

typically caused by tissue damage and whose instantiations typically cause wincing.  Just as I 

can have favorite property instantiations without having a favorite property, proponents of this 

alternative functionalism will maintain that there are pains even though there is no such 
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property as pain, no property common to all pained entities.  Call this view eliminativist 

functionalism. 

 I do not know of an author who has explicitly advanced this form of eliminativist 

functionalism.  Realizer-state functionalists have occasionally objected to the idea that there is 

any viable form of functionalism that licenses the (token) identity of mental and physical 

events without licensing the identity of mental physical properties.41  However, the arguments 

they have advanced do not touch the present proposal, for they operate on the assumption that 

any form of functionalism which eschews property identities will make no appeal to 

properties at all.  Eliminativist functionalism as I have described it unabashedly appeals to 

properties however.  It just doesn’t appeal to mental properties. 

6.4.2 HOW ELIMINATIVIST FUNCTIONALISM DIFFERS FROM OTHER VIEWS 

 The eliminativist functionalist will agree both with the disjunction identity theorist and 

with the realizer-state functionalist on which events are pain for all possible events.  So then, 

how does her view differ from these other two views?  Unlike the disjunction identity theorist, 

the eliminativist functionalist is not committed to holding that disjunctive properties like (PH 

or PM) are causally efficacious.  Thus, unlike the disjunction identity theorist we’ve been 

considering, she can reject the (DPIP) and the thesis that some unnatural properties are 

causally efficacious.  Unlike the realizer-state functionalist, the eliminativist functionalist can 

agree with the vast majority of philosophies of mind by denying that there is any such thing as 

pain-in-humans or pain-in-Martians.  Of course, she won’t deny that PH and PM are real 

                                                 
41 See Jackson, Pargetter, and Prior (1982: 220-221) and Lewis (1994: 306). 
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properties.  What she denies is just that these physical properties are mental properties.  There 

are no mental properties of any sort, on her view. 

6.4.3 CONCLUSION 

 Eliminativist functionalism does not face all the same problems that realizer-state 

functionalism and the disjunction identity theory do, but it does have one major problem in 

common with these views.  Eliminativist functionalism denies the existence of mental 

properties; a fortiori, it denies the existence of natural and multiply realizable mental 

properties, just as the other two views do.42  Why this is a problem is what I will try to 

explain in Chapter 7. 

                                                 
42 Of course, eliminativist functionalism also denies the existence of causally efficacious and multiply realizable 
mental properties. 
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7. The IBE Argument against Reductionism 

 Each of the forms of reductionism examined in Chapter 6 denies the existence of 

natural and multiply realizable mental properties.  This denial can be cast as the rejection of a 

certain realist thesis.  The views in question each deny that all pained beings, for instance, 

share a metaphysically significant feature (i.e., a natural property) – something completely 

independent of our ways of grouping such beings together with concepts, or of semantic facts 

about the meaning of our word ‘pain.’  A common way to defend realist theses in general is 

by making some sort of inference to the best explanation (IBE) argument: antirealist views 

may be consistent with certain data, but only realist views can adequately explain that data.  

This, in fact, is the sort of argument I will be making in this chapter.  I will attempt to show 

that the reductionists we have been considering are not able to adequately explain certain 

empirical findings, while those nonreductive physicalists who are realists about natural and 

multiply realizable properties are able to do so. 

7.1 Three Types of Causal Generalizations 

 Exposition will go smoothest if we start by focusing on just one of the forms of 

reductionism we’ve been considering, realizer-state functionalism say, and then later 

generalize the conclusions we reach to cover alternative reductionisms.  Assuming realizer-

state functionalism, then, suppose that each of the following causal generalizations is true. 

(1): Human pains, when of a certain duration and intensity, typically cause hair loss. 
(2): Both human pains and Martian pains typically cause wincing. 
(3): Both human pains and Martian pains, when of a certain duration and intensity, 
typically cause hair loss. 

 
I want to examine each of these generalizations in turn and consider how a realizer-state 

functionalist could try to account for its truth. 
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7.1.1 EXPLAINING (1) 

 The feature of (1) that is of special interest to us is that the causal power it describes – 

the power to cause hair loss in the specified circumstances – is not one that the realizer-state 

functionalist we have been imagining takes to be built into pain’s causal role.  Now, as long as 

this feature is taken by itself, it poses no real threat to the realizer-state functionalist.  She can 

fully accept that there might be empirical discoveries about the causal powers possessed by a 

property like firing C-fibers (a.k.a. PH, a.k.a. pain-in-humans), that is, a property that occupies 

a given causal role. 

In fact, it would be disastrous for realizer-state functionalists if they could not allow 

for this sort of thing.  For surely, firing C-fibers (or, for that matter, any other physical 

occupant of pain’s causal role) will possess many, many such causal powers.  For instance, 

firing C-fibers will possess a certain mass, and so they will exert a certain gravitational force 

on the planet Neptune.  No realizer-state functionalist will want to take this power to be part 

of pain’s defining causal role though – if she did, she would need to deny that anything more 

massive or less massive than firing C-fibers could occupy pain’s causal role.  Thus, the 

realizer-state functionalist needs to allow that there inevitably will be true generalizations 

relevantly like (1) out there to be discovered.  Perhaps they will be discovered through 

psychology, perhaps through neuroscience, and perhaps through yet other scientific 

disciplines. 

Something close to the present point can also be expressed if we put things in terms of 

causal laws rather than causal powers.  Realizer-state functionalists can consistently allow that 

 191



 

(1) is an empirically discovered causal law.1  This sort of translation from powers talk to laws 

talk will be helpful at certain points in the discussion that follows, so I will make free use of 

it.  I want to emphasize in advance, though, that I won’t be try to get any real metaphysical 

mileage out of it.  For the sake of the argument I want to make, I can grant that (1) is not 

really a law.  For instance, I can grant that the implicit ceteris paribus clause in (1) – marked 

by the word “typically” – disqualifies it from properly counting as a law. 

7.1.2 EXPLAINING (2) 

 Moving on, the feature of (2) that is of special interest to us is that it ranges over 

events that are physically dissimilar, events that are the instantiations of two wholly distinct 

natural physical properties, PH and PM.  Again though, as long as this feature is taken by itself, 

it poses no real threat to realizer-state functionalism.  If the realizer-state functionalist is right 

about the meanings of our mental terms, than (2) is something like an analytic or conceptual 

truth: ‘pain’ just means something like the property whose instantiations are typically caused 

by tissue damage and typically cause wincing.2  According to the realizer-state functionalist, 

if instantiations of PH and instantiations of PM didn’t typically cause wincing, then the term 

‘pain’ wouldn’t properly apply to them in the first place. 

 Think about if from an epistemological angle.  Imagine that the way we first learn of 

Martians is by receiving a radio transmission from an astronaut of ours who is exploring their 

planet.  The transmission tells us two things: Martians exist and they sometimes suffer pains.  

If realizer-state functionalism is correct, then even with this minimal empirical knowledge we 

                                                 
1 Here and throughout this chapter I will assume that laws are generalizations, but nothing of importance turns on 
this. 
2 I want to ignore here the complications that are introduced with near realization, which we discussed back in 
Chapter 2 in connection with Lewis. 
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have just acquired there will be excellent reason to expect that Martian pains will typically 

cause wincing.  It is not on the basis of induction that that this expectation would be justified.  

It is not that our past observations of various human pains that cause wincing constitute 

empirical evidence for (2) (which entails that Martian pains typically cause wincing).  Rather, 

our expectation is justified on the conceptual grounds that if whatever physical property 

occupying pain’s causal role in Martians didn’t have instantiations that typically cause 

wincing, then ipso facto it would not count as an occupant of pain’s causal role. 

7.1.3 EXPLAINING (3) 

 Finally consider (3), which is the sort of generalization that will interest us most in this 

chapter.  Like (1) but unlike (2), (3) is no analytic or conceptual truth by the realizer-state 

functionalists’ lights.  Like (2) but unlike (1), (3) ranges over physically dissimilar events.  

When these two features are combined together, a problem arises for the realizer-state 

functionalist.  Realizer-state functionalists, it seems, are forced to regard the truth of (3) as a 

certain kind of coincidence.  To clarify the sort of coincidence involved, let me first say what 

sort of coincidence is not involved. 

 Given the metaphysics of realizer-state functionalism, (3) can be true only if the 

physical properties PH and PM both contain within their causal profiles the power to cause hair 

loss.  Translating this powers talk into laws talk, (3) can be true only if there is a law that PH 

instantiations cause hair loss and also a law that PM instantiations cause hair loss.  These laws 

taken jointly entail that (3) is nomologically necessary.  Given this result, whatever the sense 

is in which (3) would be a coincidence if realizer-state functionalism were true, it must be 

importantly different from the sense in which we might call accidentally true generalizations 
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“coincidences.”  The accidentally true generalization that all the objects in Nelson Goodman’s 

pocket are made of silver is importantly unlike (3) in that there are nomologically possible 

worlds where Goodman’s pocket contains pennies (or other objects not made of silver), but 

there are no such worlds where (3) is false. 

 Rather, the sense in which (3) would be a coincidence if realizer-state functionalism is 

true is like the sense in which it’s a coincidence that both emeralds and alligators are green.  

Being an emerald and being an alligator are two wholly distinct natural properties (suppose 

they are genuinely natural), and so the fact that all alligators are green is completely 

metaphysically independent from the fact that all emeralds are green.  What’s more (further 

suppose), it’s no analytic truth that either emeralds or alligators are green.  If realizer-state 

functionalism is true, then the truth of (3) is relevantly like this.  There is no underlying 

unified explanation of why both PH and PM typically cause hair loss.  Rather, the explanation 

is just that there is one fact that PH instantiations do so, and another completely independent 

fact that PM instantiations do so. 

 Again, think of it from an epistemological perspective.  Imagine that before receiving 

any further radio transmissions from our astronaut on Mars, a psychological study is released 

here on Earth stating that (1) is true: human pains do cause hair loss.  Do we then have good 

reason to expect that Martian pains will cause hair loss as well?  Given that there is no 

analytic truth in play this time, the question here is whether our newly gained empirical 

knowledge that human pains cause hair loss gives us good inductive grounds for expecting 

that Martian pains will cause hair loss too.  That is, does (1) inductively support (3)? 
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It seems that if realizer-state functionalism is correct, the answer to this question must 

be no.  The truth of (1) tells us something about the causal profile of PH, and this may give us 

reason to infer something about the behavior of all unobserved PH instantiations.  But unless 

PH is also the occupant of pain’s causal role in Martians, this would give us no reason to infer 

anything about the behavior of pains in Martians.  If pain’s causal role is occupied by some 

other physical property in Martians – like PM, as we’ve been supposing – then the truth of (1) 

will tell us nothing about this physical property’s causal profile.  In short, taking (1) to 

support (3) would be like comparing emeralds to alligators.  Even if we discover that every 

last emerald in the world is green, this gives us no compelling inductive reason for thinking 

that all alligators are green.  Of course, as it turns, out all alligators are green.  And similarly, 

we can suppose, as it turns out, Martian pains typically cause hair loss.  In each case, though, 

that things turn out in this way is just a kind of coincidence. 

This is not an inevitable consequence for a metaphysics of mind.  Reconsider the case 

while supposing that, pace realizer-state functionalism, pain is a natural and multiply 

realizable mental property.  If so, then both human pains and Martian pains will be 

instantiations of that single natural property.  But then, discovering that human pains cause 

hair loss in the specified circumstances really would seem to give us good inductive reason to 

expect that Martian pains will too: (1) really would inductively support (3).  For, (1)’s truth 

would show that one of the powers belonging to pain’s causal profile is that of causing hair 

loss.  Since it is a general metaphysical principle – accepted by many philosophers, including 

each of the reductionists we have been considering – that natural properties bestow the same 

causal powers on their various instantiations, it would then follow that the power to cause hair 
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loss will be bestowed on those instantiations of the (natural and multiply realizable) property 

pain that occur in Martians.  And so, we would have reason to expect that Martian pains will 

typically cause hair loss in the specified circumstances. 

The key issue here is the link between a property’s being natural and its being 

projectible – that is, its ability to figure in justifiable inductive inferences.3  Nonreductive 

physicalists who take pain to be a natural and multiply realizable property regard it as 

projectible, meaning that it can figure in justifiable inductive inferences of the sort we’ve been 

considering.  Realizer-state functionalist who deny the existence of natural and multiply 

realizable mental properties must deny that there is a projectible property common to both 

human pains and Martian pains.  Because of this, they are committed to denying the sort of 

inductive inferences we’ve been considering.  The IBE argument against reductionism turns 

on this difference in projectibility between reductive and nonreductive views. 

7.2 The Trouble with Coincidences 

 Call any true generalization that is like (3) in that it both ranges over physically 

dissimilar events and does not express an analytic truth a C-generalization (for coincidence).4  

The more true psychological C-generalizations we empirically discover, the less plausible 

realizer-state functionalism becomes. 

7.2.1 THE IBE ARGUMENT 

 Suppose that in addition to confirming the truth of (3), we discover that in certain 

specified circumstances both human pains and Martian pains cause bloodshot; in other 
                                                 
3 Goodman (1979). 
4 In speaking of ranging over physically dissimilar events, I mean to include generalizations that range over 
events that are physically realized in dissimilar way.  Thus, even if nonreductive physicalism is true, (3) counts 
as ranging over physically dissimilar events (and not just as ranging over non-physical mental events) for my 
purposes. 
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circumstances, they both cause ingrown toenails; and in yet in other circumstances, they both 

cause failing kidneys.  To introduce generalizations that add a new dimension to the 

discussion, suppose that after we discover Martians we further discover Venusians, 

Jupiterians, Mercurians, etc.  In each of these species, a different physical property occupies 

pain’s causal role.  And yet in each of these cases, the newly discovered pains cause hair loss, 

bloodshot eyes, ingrown toenails, failing kidneys, etc.5 

This sort of confluence of causal powers across pains is something that would cry out 

for explanation.  Again, the hypothesis that pain is a natural and multiply realizable mental 

property would straightforwardly explain why all the pains in question behave alike: it would 

be just a special case of the general rule that different instantiations of a single natural 

property behave alike.  The realizer-state functionalist, by contrast, has no good explanation.  

It seems that she would need to treat such findings as just coincidence after coincidence, akin 

in each case to the discovery that both emeralds and alligators are green.  Gradually, this 

explanatory strategy becomes untenable.  It becomes too implausible to think we keep 

discovering just coincidence after coincidence.  The better (best) explanation is that pain is a 

natural and multiply realizable property.  But reductionists deny that there are any such 

properties.  Thus, according to the IBE argument, we ought to reject reductionism. 

 It’s not that there is any strict threshold, a magic number n such that once we discover 

n many true psychological C-generalizations, realizer-state functionalism will have been 

disproved.  Rather, it’s that realizer-state functionalism gives us absolutely no reason to 

expect to find true psychological C-generalizations, while alternative metaphysics of mind do.  

                                                 
5 My discussion in the text focuses on common effects of pains.  I could also focus on common causes of pain 
though – these would support the argument I want to make just as well. 
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As is generally the case in abductive inference, the theory that predicts the results we are 

imagining to obtain provides a better explanation for those results than does a theory that, 

though not inconsistent with the results, makes them seem surprising.  Each true 

psychological C-generalization we discover is surprising from the standpoint of realizer-state 

functionalism, and so each such generalization we discover is a further bit of evidence in the 

accumulating abductive case against the view. 

 This is a thoroughly empirical argument (or rather, argument scheme at this point, 

since we have not yet considered C-generalizations that are actually true).  There are certain 

areas of metaphysics in which empirical checks on our judgments are difficult if not 

impossible to come by.  Thankfully, the area of which properties are natural is not one of 

them.  It is, in fact, a paradigm case of an area of metaphysics that is amenable to empirical 

checks.  After all, the only reason that realizer-state functionalists (or anyone else for that 

matter) thinks that various physical properties are natural is because of the empirical success 

of physics.  By taking on certain commitments regarding what sorts of properties are natural 

and what sorts are not, realizer-state functionalists subject their view to empirical 

disconfirmation in just the same way that the metaphysical thesis that being jade is a natural 

property has been empirically disconfirmed. 

 Any nonreductive physicalist who posits natural and multiply realizable mental 

properties will need to accept (Irreducibility), and so any such philosopher will need to reject 

either (No Overdetermination) or (Competition) or both.  But what if it turns out that these 

theses cannot be rejected in an intuitively satisfying way?  In light of the present argument, a 

case can be made that we nevertheless ought to reject (at least) one of them.  For one of the 
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absolutely central tasks for an account of natural properties is to render our scientific 

successes unmiraculous.  Any account that cannot do this must be rejected, whatever its other 

virtues.  If we think of empirical psychology as devoted in no small part to discovering true 

psychological C-generalizations, then realizer-state functionalism’s metaphysics renders 

empirical psychology’s successes on this front miraculous.  We can read something like this 

thought into the following passage from Fodor. 

Science postulates the kinds [i.e., natural properties] it needs in order to formulate the 
most powerful generalizations that its evidence will support.  If you want to attack the 
kinds, you have to attack the generalizations.  If you want to attack the generalizations, 
you have to attack the evidence that confirms them.  If you want to attack the evidence 
that confirms them, you have to show that the predictions that the generalizations 
entail don’t come out true.  If you want to show that the predictions that the 
generalizations entail don’t come out true, you have actually to do the science.  Merely 
complaining that the generalizations that the evidence support imply a philosophically 
inconvenient taxonomy of kinds cuts no ice at all.  So far, anyhow, when the guys in 
the laboratories actually do the science, they keep finding that mental kinds are 
typically MR [multiply realized], but that the predictions that intentional psychology 
entails are, all the same, quite frequently confirmed.6 
 

 I don’t agree with everything Fodor says here.  As I’ve already explained, I take 

realizer-state functionalism (and reductionist views generally) to be consistent with the 

predictions Fodor mentions – that is, predictions regarding the truth of psychological C-

generalizations.  In my view, the real issue is that if realizer-state functionalism gives us no 

good reason to expect those predictions to come out true, and so we would need to regard it as 

a matter of luck when they do come out true.  This disagreement with Fodor is a quibble 

though.  If the realizer-state functionalist’s position is to be at all plausible, then she needs to 

“do the science” and show that the predictions in question turn out to be (at least often) 

wrong. 

                                                 
6 Fodor (1997: 161-162). 
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 To connect this back to the point about (No Overdetermination) and (Competition), 

suppose again that it turns out that there are no intuitively satisfying ways to reject either of 

these theses.  If the choice is then between rejecting one of them in an intuitively unsatisfying 

way and adopting a metaphysics that renders our scientific success miraculous, then a strong 

naturalistic case can be made that we ought to go with the former option.  Thankfully, I do not 

think this is a dilemma we actually face.  I believe it is possible to reject (Competition) in an 

intuitively acceptable way.  But if it weren’t, I’m inclined to think we should just be happy 

that this area of metaphysics, unlike others, provides us with external, empirical checks on the 

correctness of our intuitive views. 

 This line of argument touches on a sentiment one finds both in Fodor’s writings and in 

the writings of other philosophers who argue against reductionism along lines broadly similar 

to the ones I’m pursuing here.  It is that reductionists – or at least those reductionists who, like 

realizer-state functionalists, are driven to their position by metaphysical considerations such 

as those pertaining to causal exclusion – are not sufficiently naturalistic.7  Less paradoxically, 

we might instead say that these philosophers’ naturalism is dominated too much by an 

appreciation of physics to the exclusion of special sciences like psychology.   

7.2.2 FODOR’S ARGUMENT FROM SPECIAL SCIENCE LAWS 

The IBE argument just presented is heavily inspired by another thoroughly empirical 

argument against reductionism, Fodor’s argument from the existence of special science laws.8  

Perhaps, though, the IBE argument manages to avoid some of the more controversial premises 

of Fodor’s original argument; or, failing this, perhaps it manages to highlight the argument’s 

                                                 
7 For instance, see Baker (1993), Burge (1993), and Van Gulick (1993).   
8 First presented in Fodor (1974), it receives further development in his (1989, (1991), and especially (1997). 
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real crux in a useful way.  Fodor’s argument turns on the thesis that there are certain 

empirically discovered special science laws – more specifically, laws in the form of C-

generalizations – for which reductionist views are unable to account.  That is, reductionists 

are unable to treat these laws as laws.  In defending this claim Fodor appeals to several highly 

disputed (though perhaps ultimately defensible) theses about laws.  This includes theses about 

how laws are individuated, whether there are any special science laws at all, and (closely 

connected with this last point) whether there are ceteris paribus laws. 

Instead of directly getting caught up in these issues, I find it more helpful to focus on 

the question of whether true generalizations relevantly like (3) should be regarded as 

coincidences in the sense described.  If we empirically discover that human, Martian, 

Venusian, and Jupiterian pains all cause hair loss, and then we inductively infer from this that 

Mercurian pains cause hair loss too, would this inference be justifiable?  If it proved to be 

correct, should we regard this as mere luck? 

Perhaps the IBE argument can be made without signing on to every controversial 

claim Fodor advances regarding laws.  Suppose for instance that a property can qualify as 

natural even if it figures in no natural laws.  If so this would allow us to remain neutral on 

whether pain figures in any natural laws even as we use the IBE argument to attempt to 

establish that pain is a natural (and multiply realizable) property.  This in turn would allow us 

to remain neutral on the theses Fodor advances regarding laws.  In that case, those 

philosophers who object to Fodor because they deny that there are any special science and/or 

ceteris paribus laws need not find anything objectionable in the IBE argument.9  In effect, 

                                                 
9 This includes for instance Schiffer (1991) and Earman, Roberts, and Smith (2002). 
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such philosophers could be broken off from those reductionists who oppose Fodor on grounds 

that will also require them to oppose the IBE argument. 

Perhaps, though, the link between natural properties and natural laws cannot be cut in 

this way.  If not, then presumably the IBE argument’s establishing that pain is a natural (and 

multiply realizable) property would entail that various ceteris paribus generalizations in which 

pain figures, like (3), qualify as psychological laws.  If so, it would then seem that one of the 

more power arguments to be made against those philosophers who deny that there are any 

special science and/or ceteris paribus laws is that they are forced to regard those true C-

generalizations we discover as coincidences in the sense described.  That is, the views of these 

philosophers, just as much as the views of realizer-state functionalists, would then be 

susceptible to the sort of IBE argument I have set out. 

7.2.3 EXTENDING THE ARGUMENT 

While I have been focusing on realizer-state functionalism, the IBE argument 

obviously generalizes to the other reductionist views that we considered in Chapter 6, since 

both the disjunction identity theory and eliminativist functionalism deny the existence of 

natural and multiply realizable mental properties.  I do not know of a knockdown way of 

establishing that the IBE argument will apply to any conceivable form of reductionism, since I 

do not know of a knockdown way of establishing that any view that is reductionistic must 

ipso facto deny the existence of natural and multiply realizable mental properties.  However, 

 202



 

in advance of seeing a worked out view that is both intuitively reductionistic and yet fully 

accepting of such properties, I’m inclined to think that it can’t be done.10 

7.3 Qualifications and Complications 

First I state the IBE argument in a streamlined and somewhat simplified way, now I 

qualify it and introduce complications. 

7.3.1 ALTERNATIVE REDUCTIVE EXPLANATIONS 

 In my initial presentation of the IBE argument I have acted as though there is simply 

no way for reductionists to explain the truth of C-generalizations other than by regarding them 

as coincidences in the sense described.  In fact though, this is not the case.  Reductionists have 

at least a few explanatory strategies available to them. 

Suppose, purely for the sake of argument, that wincing is a natural physical property.  

If so, then when humans, Martians, etc., wince, they all instantiate this same natural property.  

Next suppose that this natural property of wincing contains within its causal profile the power 

to cause hair loss.  Given these two assumptions together a reductionist will be able to explain 

the truth of (3) without invoking any coincidences.  For on the scenario we are envisioning, 

(3)’s truth follows from the analytic truth that pain causes wincing together with the single 

fact that the natural physical property of wincing contains within its causal profile the power 

to cause hair loss.  Now, even if this scenario were to obtain it might be that a successful IBE 

                                                 
10 Shapiro (2004: 145) explicitly rejects the claim that reductionism requires that all natural properties be (non-
multiply realizable) physical properties.  However, it seems to me that his argument shows just that certain 
common reductionist ambitions can be satisfied even if there are natural and multiply realizable (non-physical) 
properties.  Another way a reductionist can respond to the IBE argument is by following Heil (2003: 40-41), who 
tries to help himself to properties that are projectible without being natural (Heil operates with a sparse 
conception of properties, and so would not put it in quite these terms).  I do not think this is ultimately viable 
though.   
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argument against reductionism could still be made.  In that case, though, the truth of (3) 

would not properly count as part of the abductive evidence relevant to that argument.11 

 A different strategy a reductionist can employ is to try to dwindle down the overall 

number of coincidences she is stuck with by using certain coincidental C-generalizations to 

explain others.  To see how this might work, let’s suppose that reductionists have no choice 

but to treat (3)’s truth as a coincidence.  Next imagine that losing hair is a natural physical 

property, and in addition that it contains within its causal profile the power to cause weight 

gain.  Given the scenario we are now envisioning, the truth of (4) would seem to follow. 

(4): Both human pains and Martian pains, when of a certain duration and intensity, 
typically cause weight gain. 
 

 This qualifies as a C-generalization in our sense: (4) ranges over physically dissimilar 

events and it is not an analytic truth.  However, given the scenario, (4) does not count as a 

further coincidence reductionists are forced to posit, over and above (3).  For the truth of (4) 

follows from the truth of (3) together with the single fact that the natural property of losing 

hair contains within its causal profile the power to cause weight gain.  With respect to the IBE 

argument, then, it would be fair for us to count the truth of (3) as a bit of abductive evidence 

against reductionism, but then we could not properly count the truth of (4) as a further bit of 

evidence.  The truth of (4) would not render reductionism any less plausible than the truth of 

(3) does by itself.  Even if the reductionist is forced to posit some coincidences, if she can 

keep that number relatively low she can lessen the abductive evidence against her view, 

strengthening her position. 
                                                 
11 See Kim’s (1998: 54, 129 n. 43) discussion of Block’s example that dormitivity might cause cancer.  A true 
generalization to the effect that dormitivity is correlated with cancer would be relevantly like a C-generalization 
for our purposes, and the explanatory strategy Kim employs to account for how this correlation could obtain is 
relevantly like the explanatory strategy discussed in the text. 
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 What these two examples show is that the reductionist does have some potential 

explanatory resources at her disposal for accounting for the truth of C-generalizations.  

However, it is still the case that she has fewer resources available to her than do those 

nonreductive physicalists who believe in natural and multiply realizable mental properties.  In 

explaining the totality of true psychological C-generalizations, the reductionist can 

legitimately appeal to any analytic truth about mental states together with the stock of natural 

physical properties she posits.  The nonreductive physicalists can appeal to both these things 

and in addition to a stock of natural and multiply realizable mental properties.  Really, this is 

just what it is to be a reductionist – to hold that we can get by with fewer explanatory 

resources than antireductionists say we need.  However, it is this comparative lack in 

explanatory resources that gets reductionists into trouble vis-à-vis the IBE argument. 

 In this subsection I have offered reductionists a pair of strategies for explaining the 

truth of psychological C-generalizations.  I take one of the central tasks facing contemporary 

reductionists to be establishing that they can employ these strategies (perhaps along with other 

similar ones) to show that their view does not entail that the world is intolerably coincidence-

filled, or that our scientific successes have been miraculous.  In advance to seeing this worked 

out, I think we should be skeptical it can be done. 

7.3.2 KIM’S PUZZLE 

 In addition to the influence of Fodor’s argument from special science laws, the IBE 

argument is partly inspired by the arguments Kim presents in his paper “Multiple Realization 

and the Metaphysics of Reduction.”12  In that work, Kim raises an objection to the possibility 

                                                 
12 Kim (1992). 
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of natural and multiply realizable properties which can be reconstructed as follows.  For any 

multiply realizable property MR, the properties P1, P2,…, Pi that are MR’s realizers will have 

distinct causal profiles.  If they did not, it is arguable that they would not count as distinct 

properties in the first place.13  Even if we do not want to embrace this strong claim of 

entailment, though, it is at least clear that the distinct physical realizers that nonreductive 

physicalists usually envision have distinct causal profiles.  Firing C-fibers, for instance, exerts 

a certain gravitational force on the planet Neptune while some other physical realizer of pain 

will exert a somewhat different force. 

Now, the following causal inheritance principle seems not implausible: if an MR 

instantiation is realized by a Pi instantiation, then the causal powers possessed by that MR 

instantiation will be identical to those possessed by that Pi instantiation.14  This creates a 

problem for natural and multiply realizable properties however.  For the assumption that the 

causal profiles of MR’s realizers are non-identical together with the causal inheritance 

principle jointly entail that the various instantiations of MR will differ from one another in 

their causal powers.  Those MR instantiations that are realized by P1 instantiations will 

possess the powers contained in the P1 causal profile, those MR instantiations that are realized 

by P2 instantiations will possess the different powers contained in the P2 causal profile, and so 

on.  But, it is plausibly a necessary condition on a property’s being natural that its various 

instantiations be alike in their causal powers.  If so, it seems that there can’t be any natural 

and multiply realizable properties. 

                                                 
13 This conclusion follows on Shoemaker’s (1980) view of properties, for instance. 
14 Kim (1992: 326).  Kim slightly revises his causal inheritance principle in later works, but there is reason to 
begin by considering this principle. 
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 Kim’s argument, if successful, would establish that the IBE argument against 

reductionism cannot so much as get off the ground (nor can Fodor’s argument from special 

science laws, Kim’s original target).  For if it is successful, Kim’s argument would show that 

there is something incoherent about taking a property to be both multiply realizable and 

natural.  Whatever it is that the existence of true psychological C-generalizations may support, 

it cannot support an incoherent hypothesis. 

 There are different ways one might try to block Kim’s conclusion.  The way I intend 

to do so is by rejecting his causal inheritance principle.  In Chapter 8 I will argue that we 

ought to hold that an instantiation of a multiply realizable property has causal powers over 

and above those possessed by the instantiation of its realizer.  Despite initial appearances to 

the contrary, such a position is straightforwardly physicalistically acceptable, I will argue.  

Without jumping too far ahead of myself, the point here is just that there are ways to oppose 

Kim’s argument.  The coherence of the thesis that there are natural and multiply realizable 

properties can be saved. 

7.3.3 HAVE ANY COINCIDENCES BEEN ELIMINATED? 

 Suppose that a view that takes pain to be a natural and multiply realizable property is 

true.  For concreteness, suppose more specifically that role-state functionalism is true.  If so, 

then a generalization like (3) which is about pain is about a certain natural property shared by 

humans and Martians.  Such generalizations are not about properties like PH and PM, which 

aren’t shared by humans and Martians.  And this is why a role-state functionalist can avoid 

the realizer-state functionalist’s fate of being forced to treat (3)’s truth as a coincidence.  But 
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now, while continuing to assume the truth of role-state functionalism, consider the following 

generalization. 

(3’): Both PH instantiations and PM instantiations, when of a certain duration and 
intensity, typically cause hair loss. 
 

While the realizer-state functionalist takes (3) and (3’) to be equivalent, the role-state 

functionalist recognizes a difference between the two: (3) is about pain itself while (3’) is 

about its physical realizers.  Still, if (3) is true then it seems that role-state functionalists will 

need to hold that (3’) is true as well.  If pain causes hair loss, then it seems that its physical 

realizers must do so as well, given the truth of physicalism. 

Now, (3’) is a C-generalization just as much as (3) is: it ranges over physically 

dissimilar events and is not an analytic truth.  But then, how does the role-state functionalist 

propose to explain (3’)’s truth?  If the reason that realizer-state functionalists (among other 

reductionists) are forced to treat the truth of (3) as a coincidence is because they hold that 

human pains and Martian pains are the instantiations of two wholly distinct natural properties, 

then by parity of reasoning won’t role-state functionalists have to treat the truth of (3’) as a 

coincidence as well?  After all, (3’) clearly involves the instantiation of two wholly distinct 

natural properties. 

The problem with reductionism, according to the IBE argument, is that reductionists 

are forced to regard the world as intolerably coincidence-filled.  But in light of (3’), the worry 

now arises that the world is just as coincidence-filled on the nonreductive physicalist’s view.  

It’s not that the role-state functionalist, for instance, has avoided any of the realizer-state 

functionalist’s coincidence, it’s that in addition to being saddled with those coincidences, the 

role-state functionalist posits further generalizations which are not coincidences.  So for 

 208



 

instance, in addition to being saddled with (3’), which looks threateningly coincidental on her 

account, the role-state functionalist in addition accepts (3) and insists that (3) is not 

coincidental.  But then, it seems that the considerations raised by the IBE argument could not 

really favor role-state functionalism over realizer-state functionalism – or, more generally, 

nonreductive physicalism over reductive physicalism.  If everybody has to posit the same 

coincidences (or at least, the same number of coincidences), then positing coincidences 

cannot be regarded as a special problem for reductionists. 

 In setting out this problem, I have been focusing just on the IBE argument against 

reductionism, but something like the same underlying issue faces Fodor’s argument from 

special science laws.  Fodor’s argument requires in effect that we treat a generalization like 

(3) as a law while denying law-status to (3’).  (3’) is too disjunctive to qualify as a law, the 

thought goes.  But how can we hold both these things at once?  How can we hold, for 

instance, that (3) is confirmed by its instances while (3’) is not, given that the truth of (3) 

requires the truth of (3’)?  In developing the objection I have in this subsection, I mean to be 

pursuing a line similar to Kim’s objection to Fodor. 

 Is a nonreductive physicalist truly forced to treat the truth of a generalization like (3’) 

as a coincidence?  Perhaps not.  Perhaps a nonreductive physicalist who believes in the 

existence of natural and multiply realizable mental properties can explain the truth of a C-

generalization like (3’) in terms of the truth of a C-generalization like (3) – that is, a C-

generalization that is not coincidental on her account.  If nonreductive physicalists can explain 

the truth of C-generalizations like (3’) in this way, then they will have retained their 

advantage over reductionists.  The crucial question, then, is whether the direction of 
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explanation can be made to flow downward in this way, without violating physicalism.  I 

believe that it can be.  In setting out a nonreductive account of mental causation in Chapter 9, 

I will regard it as a burden of my account to explain how this is possible. 

7.4 Generalizing the Exclusion Problem 

 The causal exclusion problem generalizes.  It arises not just for the mental realm, but 

for all realms that are not on their face physical: the chemical, the biological, the geological, 

etc.  Some philosophers believe have taken this to show that those who push the exclusion 

problem are in error somehow.  But what exactly is the error supposed to be? 

7.4.1 A REDUCTIO? 

 One thought is that the fact that the exclusion problem generalizes constitutes a kind 

of reductio for those who push it.  Thus, Robert Van Gulick:  

reserving causal status for strictly physical properties would make not only intentional 
properties epiphenomenal, it would also make the properties of chemistry, biology, 
neurophysiology, and every theory outside microphysics epiphenomenal.  If the only 
sense in which intentional properties are epiphenomenal is a sense in which chemical 
and geological properties are also epiphenomenal, need we have any real concern 
about their status: they seem to be in the best of company and no one seems worried 
about the causal status of chemical properties.15 
 

 This seems to me to misconceive the dialectic though.  For first, if the point of those 

pushing the exclusion problem were that all mental properties are epiphenomenal, then this 

conclusion by itself would seem to be sufficiently absurd for us to reject their view.  Any 

position denying the causal efficacy of all mental properties is unacceptable.  Any position 

that denying in addition the causal efficacy of special science properties across the board is, at 

worst, somewhat more unacceptable than this already plenty unacceptable view.  But then, 

                                                 
15 Van Gulick (1992: 325).  For similar thoughts see Fodor (1989), Baker (1993), and Burge (1993). 
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introducing special science properties and the generalized causal exclusion problem into the 

discussion does not really advance things much. 

 Second, the point of those like Kim and realizer-state functionalists who push the 

exclusion problem is not that mental properties are epiphenomenal, it is that they are 

reducible.16  If the causal exclusion problem generalizes, what these philosophers ought to 

conclude is that special science properties across the board are reducible to physical 

properties.  On a comprehensive reductionist view of this sort, just as much as on Van 

Gulick’s own view, the causal efficacy of chemical properties (inter alia) would not be 

seriously in doubt.  However, this causal efficacy would be grounded in the reducibility of 

chemical properties (inter alia) to physical properties.  This cannot qualify as a reductio, 

though.  It is no reductio of reductionism that its proponents are really serious reductionists. 

7.4.2 INCREASING THE POOL OF EVIDENCE 

 Nevertheless, I think there is something to the thought that the fact that the causal 

exclusion problem generalizes creates trouble for the reductionists we have been considering.  

The IBE argument I have set out in this chapter is an empirical argument that depends on the 

availability of a certain kind of evidence.  The more abductive evidence we obtain, the 

stronger the empirical case against reductionism becomes.  The reason the generalization of 

the exclusion problem is significant is because it tremendously increases the pool of potential 

abductive evidence.  Consistency requires that the reductionists we have been considering 

deny not only the existence of natural and multiply realizable mental properties, but also the 

                                                 
16 See Kim (1998: 77-80) 
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existence of natural and multiply realizable special science properties generally.17  But this 

means that the abductive evidence relevant to the IBE argument is not limited to just true 

psychological C-generalizations.  Rather, true C-generalizations from across the special 

sciences will all qualify as evidence against the reductionist’s position. 

 What’s more, there is reason to think that this potential increase to the evidential pool 

is absolutely crucial to the IBE argument against reductionism.  For the IBE argument to 

operate, it must be fed actually true C-generalizations.  Inconveniently, there are no Martians, 

and so (3) itself does not qualify.  More generally, a number of more empirically minded 

reductionists have argued recently that the empirical evidence for the actual multiple 

realization of mental properties has been wildly overstated by nonreductive physicalists. 

7.3.3 THE EVIDENCE FOR MENTAL MULTIPLE REALIZATION 

 For instance, Lawrence Shapiro has recently argued along these lines while advancing 

several important claims regarding the nature of the realization relation.18  Shapiro 

emphasizes that not just any underlying physical or neural difference between a pair of 

subjects in the same mental state should qualify as a case of multiple realization.  Imagine that 

while C-fibers in most people are a brainy grey, in a certain portion of the population they are 

a royal blue.  Assuming that the color of C-fibers is irrelevant to the fact that their firing is 

typically caused by tissue damage and typically causes wincing – that is, to firing C-fibers’ 

ability to occupy pain’s causal role – it seems that we should not view this difference in color 

as a cause of multiple realization.  Rather, we should regard firing C-fibers as a single 

                                                 
17 And perhaps also the existence of natural and multiply realizable physical properties, though this is potentially 
more controversial. 
18 Shapiro (2000), (2004).  Another influential argument against the actual multiple realization of mental 
properties is made by Bechtel and Mundale (1999). 
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physical realizer of pain, not splinter it up into a pair of distinct physical realizers, blue firing 

C-fibers and grey firing C-fibers. 

Shapiro’s thought is that various underlying neural differences can be viewed along 

broadly these lines; or, at least, that there’s no compelling reason to think otherwise at this 

point.  So for instance, take the discovery that while the language processing center of most 

adult human beings is located in their brain’s left hemisphere, the language processing center 

of people who suffer injuries to their left hemisphere in early childhood develop in their 

brain’s right hemisphere instead.19  In their classic paper “What Psychological States are 

Not,” Block and Fodor appeal to this specific example of neural plasticity as empirical 

evidence for the actual multiple realization of mental properties.20  But why think that 

hemispheric location is any more relevant to multiple realization than neuronal color?  As 

Shapiro writes, 

If language is achieved in the same way by neurons in the right hemisphere as it is by 
neurons in the left, this lends no support to [the thesis that multiple realization actually 
obtains].  If, on the other hand, the neurons in the right hemisphere produce language 
through a very different set of processes from those through which the neurons in the 
left hemisphere tend to produce language, then [that thesis] begins to look plausible.  
But, again, showing this is no easy task, and, until we know a lot more about the brain, 
one must be very cautious in drawing conclusions about whether minds are multiply 
realizable from the fact that the brain is labile.21 
 
Not infrequently, empirically minded reductionists about the mind express a kind of 

disdain for cases of pure science fiction, like our Martians with their inflating D-tubes.  Such 

                                                 
19 Bates and Roe (2001). 
20 Block and Fodor (1972).   
21 Shapiro (2004: 59). In fairness, I should note that Block and Fodor (1972: 80) conclude their discussion of the 
location of the language center by writing, “Of course, the point is not conclusive, since there may be some 
relevant neurological property in common to the structures involved.”  The present point, though, is that 
difference in hemispheric location, taken by itself, no more suggests actual multiple realization than does 
difference in color. 
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an attitude is purely optional however.  An empirically minded reductionist could coherently 

take the following line.  Yes, Martian pain is possible.  But, as realizer-state functionalism, 

the disjunction identity theory, and eliminativist functionalism go to show, this possibility is 

fully compatible with a heavy-duty reductionism about mental properties.  Now in light of the 

IBE argument, we concede that if there actually were a number of true psychological C-

generalizations, this might make reductionism about the mental untenable.  In fact, though, 

there are compelling empirical reasons to think that there actually are no such true 

generalizations.  And this is because there are compelling empirical reasons to think that 

mental properties are not actually multiply realized. 

7.3.4 CONCLUSION 

 This is where the generalization of the causal exclusion problem steps in and saves the 

day, at least for my own brand of antireductionism about the mental.  Because my own 

antireductionism about belief properties is not based on multiple realizability considerations, I 

can grant (at least for the sake of argument) that the empirical evidence for the actual multiple 

realization of mental properties – and thus, the empirical evidence for belief’s being a natural 

and multiply realizable property – is fairly weak at this point.  So long as the empirical 

evidence for the actual multiple realization of various other special science properties is rather 

strong – or, more specifically, so long as the empirical evidence for the truth of special 

scientific (but not necessarily psychological) C-generalizations is rather strong – then this 

would be enough for my purposes.  This would be enough to establish via an IBE argument 

that a comprehensive reductionism about all special science properties is untenable. 
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If such a comprehensive reductionism is untenable, though, then it cannot be the case 

that the proper general response to causal exclusion problems is to become a reductionist.  In 

short, either causal exclusion considerations give us compelling reasons to be reductionists 

about all special science properties or else they give us compelling reasons to be reductionists 

about no special science properties.  The IBE argument could help us establish the latter 

hypothesis even if none of the actually true C-generalizations that feed into it is a 

psychological generalization.  Of course, showing that causal exclusion considerations fail to 

provide a solid basis for reductionism would leave it open as to whether there are other 

considerations that speak in favor of the reducibility of a given set of special science 

properties.  Maybe non-causal exclusion considerations suggest that chemical properties are 

reducible to physical properties for instance, or (pace my own antireductionism about belief) 

that mental properties are reducible to neural properties.  For the sake of my present aim, 

which is just to show that the causal exclusion problem fails to give us compelling reasons to 

become reductionists, I could afford to grant these points. 

So then, in light of worries about the empirical case for the actual multiple realization 

of mental properties, the crucial question is whether a stronger empirical case can be made for 

the actual multiple realization of various non-mental special science natural properties.  The 

answer to this question seems to be Yes.  Consider for instance the sorts of examples Fodor 

uses in motivating his view – properties like that of being a monetary system, being a 

mountain, being an airfoil, etc.22  I take it that no small part of his reason for working with 

examples like these is that they allow him to discuss properties that are more obviously 

                                                 
22 These examples are taken from his (1974) and (1989). 
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multiply realized than mental properties themselves are.  Prima facie, many, many of the 

properties with which we are familiar in everyday life seem to be actually multiply realized, 

and they seem to figure in actually true C-generalizations.  Until the reductionist can show 

that she can account for the truth of such generalizations without simply positing coincidence 

after coincidence, I think we have compelling reasons not to view the rejection of 

(Irreducibility) as the proper response to the causal exclusion problem. 
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8. Overdeterminationism 

 I have now explained why I deny that the causal exclusion problem puts pressure on 

us to reject (Irreducibility).  Along the way, I have noted a couple of desiderata that I believe 

any acceptable nonreductive account of mental causation should satisfy: it should reject 

Kim’s causal inheritance principle in an acceptable way, and it should illuminate how it is that 

nonreductive physicalists are able to avoid positing the sorts of coincidences that reductionists 

are saddled with.  In the present chapter I hope to explain why we should not reject (No 

Overdetermination) in response to the causal exclusion problem, and to begin to set out my 

own positive account of mental causation. 

Now, some nonreductive accounts of mental causation are explicitly put in terms of 

overdetermination.  However, it is not always clear that those authors who adopt this language 

understand overdetermination as I will be doing so here.  As a rough first gloss, I will say that 

a view rejects (Competition) if it grounds the causal efficacy of the mental in the same thing 

in which it grounds the causal efficacy of the physical, while it rejects (No 

Overdetermination) if it grounds the causal efficacy of the mental in something different.  

Slightly less roughly, I will say that a view rejects (Competition) if it takes the causal efficacy 

of a given mental property instantiation to be guaranteed by the causal efficacy of the physical 

property instantiation that realizes it together with facts about the nature of the realization 

relation, while I will say that a view rejects (No Overdetermination) if it holds that further 

facts must be enlisted to guarantee the causal efficacy of the mental. 

I think that each of these characterizations is helpful up to a point, but I suspect things 

will be clearest if we simply consider different views.  There are certain accounts of mental 
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causation that intuitively seem to involve a form of causal overdetermination – regardless of 

whether they use overdeterminationist language are not – while there are other accounts that 

do not.  The view of mental causation I will be defending does not.  Whatever other 

drawbacks it may have, no one will reasonably think it involves a form of causal 

overdetermination.  Before we get to the account I am defending, though, let me try to 

differentiate it from other sorts of nonreductive accounts by explaining why I reject 

overdeterminationist views. 

8.1 Proportionality 

 I will take as my primary case of an overdeterminationist view Stephen Yablo’s 

account of mental causation, at least insofar as it relies on the notion of proportionality.1  This 

choice of targets is somewhat paradoxical, but, I think ultimately justifiable.  To see how 

Yablo’s account works, consider the following case. 

8.1.1 GILMORE’S PAIN 

 Gilmore is in agony.  The toothache he has been suffering now for days has gotten to 

be so severe that he has started to sob.  Suppose that firing C-fibers (PH) is the physical 

property whose instantiation realizes Gilmore’s pain.  Then letting ‘M’ stand for the 

proposition that Gilmore is in pain, ‘PH’ for the proposition that his C-fibers are firing, and ‘S’ 

for the proposition that he sobs, the following counterfactual might be true.  

 (Sob): (M & ~PH) > S. 

That is, it might be true that if Gilmore had been in pain without being in PH, he still would 

have sobbed. 

                                                 
1 See Yablo (1992).  See also his (1997) and (2003). 
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 To see one way this could be true, suppose that pain is a natural and multiply realized 

property, with some pains being realized by PH instantiations and the rest being realized by PM 

instantiations.  Next, suppose that the closest world w where Gilmore is in pain but not in PH – 

that is, the closest world where the antecedent of (Sob) is true – is a world where Gilmore’s 

pain is instead realized by a PM instantiation.  Finally, suppose that it is a physical law that PM 

instantiations causally necessitate sobbing, and that this law obtains at w just as it does at 

Gilmore’s world.  Given this setup, the consequent of (Sob) will be true w.  But then, on the 

standard analysis of counterfactuals (Sob) will be true at Gilmore’s world. 

 A number of philosophers believe that counterfactuals relevantly like (Sob) are of 

tremendous importance in solving the causal exclusion problem.2  Here though I want to 

focus on the role such counterfactuals play in Yablo’s extremely influential account of m

causation.  In discussing Yablo’s view, I hope to establish three things.  First, I want to show 

that Yablo’s specific account of mental causation is mistaken.  Second, I want to show that 

the problem lies not in the details of Yablo’s account but rather in his broader orientation to 

the causal exclusion problem.  Any philosopher who shares this broader orientation – 

regardless of what sort of causal significance she assigns to counterfactuals like (Sob) – will 

inherit Yablo’s problem.  And third, I will be offering a positive proposal about the nature of 

the realization relation in light of the problem I pose to Yablo. 

ental 

                                                

8.1.2 YABLO’S ACCOUNT 

 It is possible to divide Yablo’s account of mental causation into two components.  

First, he argues that the realization relation that obtains between mental and physical 

 
2 Others who hold this include LePore and Loewer (1987), Loewer (2001), and Bennett (2003). 
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phenomena is identical (or at least very similar) to the determination relation that obtains 

between determinables and their determinates.  On Yablo’s view, the sense in which being 

scarlet and being crimson are different ways of being red is importantly like the sense in 

which instantiating PH and instantiating PM are different ways of being pained.  Now, if 

determinables generally do not compete with their determinates for causal influence, as Yablo 

claims, then this move by itself promises to go some way toward dissolving the causal 

exclusion problem.3 

 I am broadly sympathetic with Yablo here.  I believe that the realization relation is 

importantly like the determination relation at least in certain respects.  For the purposes of the 

present argument, I am willing to grant Yablo that realization just is determination in the 

present sense.  The target of my objection will instead be the second component of Yablo’s 

account.  According to Yablo, causes are generally proportional to their effects, meaning 

(inter alia) that causes do not corporate detail which is irrelevant with respect to bringing their 

effects about.  This thought is meant to be capture with the following proportionality principle 

(PP): A state D incorporates detail which is irrelevant with respect to an effect E, and 
so does not cause E, if there is some state C such that C is a determinable of D and the 
following counterfactual is true: (C & ~D) > E. 

 
 To see (PP) in action, consider Yablo’s example of Sophie the trained pigeon who 

pecks whenever she sees red.4  One day Sophie is presented with a scarlet triangle; scarlet 

being a shade of red, Sophie pecks.  Now, is the triangle’s being scarlet properly regarded as 

causing Sophie’s pecking?  No it is not, according to (PP).  For being red is a determinable of 

                                                 
3 Yablo (1992: 273) does not think that this goes all the way toward dissolving the problem, which is why we 
turns to the second component of his view. 
4 Yablo (1992: 257). 
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being scarlet, and had the triangle been red without being scarlet – for instance, had it been 

crimson instead – Sophie still would have pecked.  The intuition one is meant to have here is 

that it is the triangle’s being red, and not its being scarlet per se, which causes Sophie’s 

pecking.  (PP) helps capture this sort of intuition.5 

 In granting Yablo that the realization relation just is the determination relation, I have 

in effect ensured that (Sob) is the sort of counterfactual relevant to (PP).  What (PP) tells us 

about the Gilmore case is that if (Sob) is true then Gilmore’s PH instantiation incorporates 

detail that is irrelevant with respect to his sobbing, and so is not properly regarded as causing 

the sobbing.  This opens the door to the possibility that it is Gilmore’s pain that causes his 

sobbing, just as in the Sophie case it is the triangle’s being red and not its being scarlet that 

causes the pecking.  The intuitive idea here is that what the truth of (Sob) shows is that the 

crucial thing vis-à-vis Gilmore’s sobbing is his pain itself rather than the particular way it 

happens to be physically realized.  After all, the sobbing still would have occurred even if 

pain were realized in some other physical way – for instance, by a PM instantiation. 

 When counterfactuals like (Sob) are false, on the other hand, Yablo’s account says that 

it will be the underlying physical property instantiation, rather than the mental property 

instantiation it realizes, that causes the effect in question.  So, for instance, imagine that there 

is a PH-detector pointed at Gilmore while he undergoes his pain, and let ‘B ’ be the (true) 

proposition that the detector beeps, registering the presence of a PH instantiation.  Then the 

following counterfactual will be false. 

                                                 
5 In the present example (PP) is not meant to ensure by itself that the triangle’s being red causes the pecking.  
Rather, (PP) is meant merely to open the door to this possibility by declaring that the triangle’s being scarlet did 
not cause the pecking. 

 221



 

 (Beep): (M & ~ PH) > B. 

Had Gilmore’s pain had been realized by anything other than a PH instantiation – for instance, 

had it had been realized by a PM instantiation instead – the PH-detector would not have 

beeped.  According to Yablo’s account, what the falsity of (Beep) shows is that it is Gilmore’s 

PH instantiation and not his pain which causes the beeping.  In this case at least, the amount of 

detail that the PH instantiation incorporates is just right with respect to the effect in question.6 

 Summarizing then, on Yablo’s account the truth values of counterfactuals like (Sob) 

and (Beep) are crucial to our commonsense and scientific attributions of mental causation.  

When such counterfactuals are true, as in the case involving (Sob), such attributions will be 

correct: it really is Gilmore’s pain that causes him to sob.  When such counterfactuals are 

false, as in the case involving (Beep), such attributions will be incorrect: it isn’t Gilmore’s 

pain but his PH instantiation which causes the PH-detector to beep.  His PH instantiation 

causally excludes his pain with respect to this particular effect. 

8.1.3 YABLO AS AN OVERDETERMINATIONIST 

 On Yablo’s view, if (Sob) is true then it is Gilmore’s pain and not his PH instantiation 

that causes him to sob.  And yet, he emphasizes, the PH instantiation still has some sort of 

positive causal status – it is still causally sufficient for the sobbing.7  Now, however the 

details of his view go here exactly, Yablo must understand causal sufficiency in a fairly robust 

sense.  In particular, causal sufficiency must be robust enough to underwrite the causal 

closure of the physical realm, since Yablo’s account is meant to be compatible with the truth 

of physicalism.  It is because Yablo’s robust causal notions split apart in this way that I 

                                                 
6 Compare Yablo’s (1992: 277-278) discussion of the epiphenomenalist neuroscientists. 
7 Similarly, the triangle’s being scarlet is causally sufficient for Sophie’s pecking.   
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categorize him as a kind of overdeterminationist.  That Gilmore’s pain causes his sobbing 

grounded in one thing – namely, the pain’s being proportional to the sobbing.  That Gilmore’s 

PH instantiation is causally sufficient for his sobbing is grounded in something else – it cannot 

be grounded in proportionality, since the PH instantiation isn’t proportional to

is 

 the sobbing.8 

                                                

 Already I think we have the makings of a problem for Yablo’s view here.  Again, it is 

absolutely crucial according to Yablo that mental events be proportional to their purported 

effects.  The vital role of proportionality is perhaps made clearest by Yablo’s suggestion that a 

proportional mental cause is required if a bit of behavior is to qualify as an intentional action.9  

If this suggestion is correct, then a world in which all mental events are disproportional to 

subsequent effects – in the way that Gilmore’s pain is disproportional to the beeping of the 

PH-detector – will be a world in which there are no intentional actions.  Maybe some hands go 

up in a world where all counterfactual relevantly like (Sob) and (Beep) are false, but none of 

those hands are raised.10 

 But, we might wonder, is there any causal relation – be it a relation of causal 

sufficiency, causal relevance, causal influence, causation itself, or whatever11 – such that (i) it 

is absolutely crucial to mental causation that the relation in question obtains between mental 

events and their purported effects, so that in the absence of that relation obtaining there can be 

no intentional action; and yet (ii) it is not crucial from the standpoint of physicalism that the 

 
8 Below we will see that Yablo also counts as an overdeterminationist according to my second gloss on 
overdeterminationism, provided in the introduction to this chapter. 
9 See the final section of Yablo (1992).  Bealer (unpublished) extends this suggestion to cover not just intentional 
action but inference as well. 
10 For more on the centrality of proportionality to Yablo’s account of mental causation, see his later (1997) and 
(2003), where proportionality continues to play a major role even while the role played by the 
determinable/determinate/ component of his view seems to be diminished. 
11 Yablo (1992) introduces each of these causal notions. 
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relation obtain between physical events, so that even if this relation often fails to obtain 

between physical events (especially those events that realize mental events), the physical 

realm could still be causally closed in the way that physicalism requires.  I find it wildly 

implausible that there could be any causal relation satisfying both (i) and (ii).  If 

proportionality is such a precious thing that there could be no robust mental causation without 

it – and so no intentional action, for instance – then surely it is something that a properly 

formulated causal closure principle ought to require between physical events as well.  On the 

other hand, if proportionality between physical events is something that a properly formulated 

causal closure principle will not require, then surely it is not something that mental causation 

requires either.  It is this latter option I will be exploring; I believe that there can be robust 

mental causation in the absence of proportional mental causes. 

8.2 Mental Causation without Proportionality 

 Often, critics of counterfactual approaches to the causal exclusion problem complain 

that the counterfactuals in question could be true even while the mental was causally inert.12  

In effect, such critics charge that counterfactual approaches of the sort in question fail to come 

to grips with the true depth of the causal exclusion problem.  I will be arguing in roughly the 

opposite direction.  What I want to show is that there are cases in which counterfactuals 

relevantly like (Sob) or (Beep) are false and yet nevertheless there is mental causation.  In 

effect, my charge is that Yablo takes the causal exclusion problem too seriously.  He concedes 

too much to those who push the problem. 

8.2.1 THE EXPANDED GILMORE CASE 

                                                 
12 See for instance Leiter and Miller (1994), who object along these lines to the counterfactual approach 
advanced by LePore and Loewer (1987), which is similar in important ways to the approach defended by Yablo. 
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 I want to try to construct a counterexample to Yablo’s account.  For these purposes, 

let’s suppose that the laws of nature are such that there are exactly four nomologically 

possible physical realizers of pain: PH, PH*, PM, and PM*.  PH and PH* are physical realizers of 

pain that are found only in human beings, while PM and PM* are physical realizers of pain that 

are found only in Martians.  PH and PH* are physically quite similar to one another, while each 

is physically quite different from both PM and PM*.  Next, suppose that while PH, PM, and PM* 

all causally necessitate sobbing, PH* does not.  In fact, let’s suppose that it is nomologically 

impossible for a being instantiating PH* to sob. 

 Given this setup, I claim (Sob) would be false.  Gilmore is a human being, and so if he 

had been in pain but not instantiated PH he would have instantiated PH*.13  But, as a matter of 

nomological impossibility, subjects instantiating PH* do not cry.  Thus, had Gilmore been in 

pain but not in PH he would not have sobbed.  (Sob) is false.  Nevertheless, I claim, this gives 

us no good reason to think that Gilmore’s actual pain, realized as it is by a PH instantiation 

rather than a PH* instantiation, does not cause his actual crying.  If Gilmore’s actual pain 

causes his actual crying even though (Sob) is false, though, then Yablo’s account of mental 

causation must be wrong. 

 Before turning to assess what further conclusions should be drawn in light of the 

problem I have just posed for Yablo, I want to consider two ways one might try to deny that I 

have succeeded in constructing a counterexample to his account.  Neither of these two ways is 

very promising, it seems to me. 

                                                 
13 I can actually make do with a weaker claim here: if Gilmore had been in pain but not in PH, he might have 
been in PH*.  This would leave it open that he also might have been in PM or PM*.  Given the standard analysis of 
counterfactuals, this might-claim would be enough to guarantee the falsity of (Sob).  I make the stronger claim in 
the text to help clarify my argument by simplifying things, and because I think this stronger claim is true. 
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8.2.2 FIRST RESPONSE 

 First, a defender of Yablo might argue that I have failed in my attempt to construct a 

counterexample to his account because I have failed to successfully describe a scenario in 

which (Sob) would be false.  There are different ways one might try to show this.  For 

instance, one might raise broadly causal-functionalist worries about the very possibility of PH* 

qualifying as a physical realizer of pain, given that it is nomologically impossible for subjects 

in PH* to sob while it is something like a platitude that subjects in pain sob.14  To quell these 

worries we can suppose that PH* does an otherwise perfect job at occupying pain’s causal role.  

PH* instantiations are causally necessitated by tissue damage while they causally necessitate 

wincing, gnashing of the teeth, “Ouch!” exclamations, etc.  The only catch is that subjects in 

PH* never sob.15  I take it that if PH* does such a near-perfect job at occupying pain’s causal 

role, the present causal-functionalist inspired objection won’t seem very compelling at all.16
 

 Here is a different way a Yablo defender might try to deny that (Sob) is false in the 

scenario I have described.  She might argue that since PH* does not causally necessitate 

sobbing, PH* is a comparatively unusual physical realizer of pain.  So unusual, in fact, that the 

nearest world where Gilmore is in pain but not in PH won’t be a world where his pain is 

realized by PH* (such worlds are comparatively far away).  Rather, it will be a world where his 

pain is realized by PM or PM*.  If so, then since PM and PM* causally necessitate sobbing, (Sob) 

will be true, not false.  The core thought behind this objection, then, is that the unusualness of 

                                                 
14 Fodor (1991) briefly considers this sort of response to an objection made by Schiffer (1991) – a paper which 
partly inspired my own arguments here.  Ultimately, though, he sets it aside. 
15 And so, it may be that if Gilmore had been in pain but not in PH he would have winced, or gnashed his teeth, 
or exclaimed “Ouch!”, or etc.  It’s just that he would not have sobbed. 
16 Following Lewis’s (1970: 432) lead, we might say that if PH* does such a near-perfect job at occupying pain’s 
causal role then it counts as a near realizer of pain, and so as a realizer simpliciter of pain. 
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PH* qua realizer of pain trumps the physical similarity between PH and PH* when it comes to 

determining the proximity of worlds for the purpose of evaluating (Sob). 

 We can head off this line of defense, though, by simply stipulating that PH* isn’t a 

comparatively unusual realizer of pain.  That is, we can just stipulate that PH* does as well at 

occupying pain’s causal role as do its other nomologically possible physical realizers.  Maybe 

it is nomologically impossible for subjects in PH to wince, for subjects in PM to gnash their 

teeth, and for subjects in PM* to exclaim “Ouch!”  If so, then contrary to the present line of 

defense, PH* won’t be a comparatively unusual physical realizer of pain at all. 

8.2.3 COUNTERPART GILMORE 

 I cannot think of another plausible argument for denying that (Sob) is false in the 

scenario I have described.  So then, let’s now consider a second way one might try to defend 

Yablo from my alleged counterexample.  A Yablo defender might concede that (Sob) is false 

but then contend that this is no problem for Yablo, because the correct verdict in the case is 

that Gilmore’s pain does not cause him to cry. 

 I have two arguments against this response.  The first turns on Counterpart Gilmore, 

an intrinsic duplicate of Gilmore’s who inhabits some other possible world.  Counterpart 

Gilmore’s world is as much like Gilmore’s as possible except for the following respect: at 

Counterpart Gilmore’s world, PH* does causally necessitate sobbing.  Now being a Gilmore 

duplicate, Counterpart Gilmore also has a pain, and his pain is also realized by a PH 

instantiation, and he also sobs.  When evaluated with respect to Counterpart Gilmore’s pain, 

though, (Sob) will be true, not false.  Had Counterpart Gilmore been in pain but not in PH, his 

pain would have been realized by a PH* instantiation.  At Counterpart Gilmore’s world (unlike 
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Gilmore’s world), PH* causally necessitates crying.  And so, if Counterpart Gilmore’s pain 

had instead been realized by PH*, he still would have cried. 

 On Yablo’s account, then, there is an important causal difference between Gilmore’s 

pain and Counterpart Gilmore’s pain.  Because (Sob) is true when evaluated with respect to 

Counterpart Gilmore but false when evaluated with respect to Gilmore, it follows that 

Counterpart Gilmore’s pain is proportional to his (respective) sobbing while Gilmore’s pain is 

not.  And so, on the Yablo account it follows that Counterpart Gilmore’s pain causes the 

relevant bout of sobbing while Gilmore’s pain does not. 

 I find it extremely implausible that the two pains could differ in this way however.  If 

the only difference between the two pains is the described difference in the causal laws at 

their respective worlds – and specifically, what we’re talking about here is a difference in the 

causal laws governing PH*, a physical property which neither Gilmore nor Counterpart 

Gilmore is in – then how could the two pains interestingly differ in causal status?  We can 

perhaps add to the rhetorical force of this question by further supposing that neither Gilmore 

nor Counterpart Gilmore ever in their lives instantiate PH*, or even have a causal interaction 

with a PH* instantiation.  If Gilmore and Counterpart Gilmore are so utterly disconnected from 

PH*, then I do not see how the causal status of their pains could depend on how things stand 

with PH* at their respective worlds, as the Yablo account entails. 

 The argument as I have been presenting it turns on a comparison of intrinsic duplicates 

from different worlds governed by different physical laws.  This form of argument might 

spark a concern: we do not generally expect that intrinsic duplicates will be causally alike if 

the causal laws at their worlds differ.  I do not think this concern is well founded though.  For 

 228



 

first, I believe that it really is implausible that Gilmore’s pain and Counterpart Gilmore’s pain 

could interestingly differ in causal status if the only difference in the laws at their respective 

worlds concerns a physical property, PH*, from which they are so utterly disconnected.  Much 

of what I have already said is meant to support this. 

 Second, and perhaps more importantly, essentially the same argument can be 

reformulated in epistemic terms in a way that eliminates the comparison across worlds with 

different laws.  In the epistemic version of the argument, we are again to imagine that we 

know of four nomologically possible physical realizers of pain: PH, PH*, PM, and PM*.  

Suppose also that we know that PH, PM, and PM* all causally necessitate sobbing.  What we do 

not presently know is whether or not PH* does.  Maybe the only human beings who instantiate 

PH* live far away, in a distant corner of the universe.  Finally, suppose that we know that 

Gilmore’s pain is realized by a PH instantiation, and that his pain is accompanied by his 

sobbing.  Given this setup, what we want to determine is whether Gilmore’s pain causes his 

sobbing. 

 If Yablo’s account of mental causation is correct, then in order to answer this question 

we will need to find out that which we do not presently know, whether or not PH* causally 

necessitates sobbing.  To discover that it does would be to discover that (Sob) is true, in which 

case we ought to conclude that Gilmore’s pain does cause his sobbing.  To discover that it 

does not would be to discover that (Sob) is false, in which case we ought to conclude that 

Gilmore’s pain does not cause his crying.  The same issue which arose in the original modal 

version of the argument arises again in the present epistemic version: how could the causal 
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status of Gilmore’s pain depend in this way on what we learn about PH*, given how utterly 

disconnected Gilmore is from PH*? 

 In certain ways this epistemic version of the argument strikes me as more compelling 

than the original, modal version.  I find that my own intuitions regarding what we ought to 

conclude if we were to discover certain facts of the sort in question are somewhat firmer than 

are my intuitions regarding what we ought to conclude from a comparison between intrinsic 

duplicates at worlds with different laws.  Still, the Gilmore/Counterpart Gilmore split, which 

comes with the modal version of the argument, is especially useful in certain ways, and so in 

the discussion that follows I will focus more on the modal version than the epistemic one. 

 Summarizing then, Yablo’s account entails that Gilmore’s pain and Counterpart 

Gilmore’s pain differ in causal status.  I claim that this is completely implausible.  Thus, I 

think we ought to conclude, Yablo’s account must be wrong.  What’s more, I take it that if 

there is any mental causation at all, then it should be absolutely uncontroversial that there is 

mental causation in the case of Counterpart Gilmore’s pain.  But then, since Gilmore’s pain 

and Counterpart Gilmore’s pain can’t plausibly differ in causal status, we ought to conclude 

that Gilmore’s pain also causes his sobbing. 

8.2.4 THE ABSENCE OF STRICT LAWS 

 Let me now turn to my second argument against denying that Gilmore’s pain causes 

his sobbing.  One thing that might motivate such a denial is a hankering for strict, 

exceptionless laws to back causal relations.  Pain is not always and without exception 

accompanied by sobbing at Gilmore’s world, and so there will be no strict, exceptionless 
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psychological law linking pain and sobbing there.  If there can be no causation in the absence 

of such strict laws, it then seems to follow that Gilmore’s pain does not cause his sobbing. 

 A major problem with this argument in the present context – that is, as part of a 

defense of a nonreductive account of mental causation – is that it is widely conceded by 

philosophers of mind that if there are any psychological causal laws at all, they are not strict 

and exceptionless.17  At best what we can hope to find are ceteris paribus psychological 

causal laws.  Now, perhaps the most influential account of ceteris paribus psychological laws 

is due to Fodor.18  For the sake of the present point I do not need to commit myself to holdin

that everything Fodor says is right, or even to holding that ceteris paribus psychologi

generalizations are best thought of as laws.  The point I want to make here is just that the 

connection between pain and sobbing at Gilmore’s world fits Fodor’s account perfectly. 

g 

cal 

                                                

 It seems correct to say that at Gilmore’s world, pain is accompanied by sobbing, 

ceteris paribus.  Sobbing accompanies pain, provided that the pain is not realized by a PH* 

instantiation.  PH* realized pains, then, constitute what have been called “absolute exceptions” 

to the ceteris paribus generalization that sobbing accompanies pain19  On Fodor’s view, the 

ceteris paribus character of psychological generalizations is generally to be explained in terms 

of absolute exceptions of this sort.  That is, it’s precisely because there are such absolute 

exceptions that psychological generalizations hold only ceteris paribus rather than without 

exception.20 

 
17 This is widely held even by those philosophers who reject Davidson’s (1970) reasons for holding it. 
18 Fodor (1974).  See also the further discussion in Fodor (1987) and (1991). 
19 The term is taken from Schiffer (1991). 
20 See Fodor (1974: 438). 
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 For our purposes, the significance of this point is as follows.  Again, it’s relatively 

uncontroversial that whatever true psychological causal generalizations there may happen to 

be obtain only ceteris paribus, not without exception.  But then, if Fodor’s explanation of why 

psychological generalizations obtain only ceteris paribus is correct – regardless of whether his 

broader account of ceteris paribus laws is correct – it follows that the sort of absolute 

exception we find in the Gilmore case in the form of PH* realized pains is not anything 

unusual, it’s the rule. 

 Thus, if we deny that there is any mental causation in the Gilmore case on the grounds 

that PH* realized pains are not accompanied by sobbing, it’s quite possible that we are going 

to be forced to deny that there is any mental causation anywhere at all, since it seems quite 

possible that we will find absolute exceptions for any psychological causal generalization 

whatsoever.  Admittedly, if there is no mental causation anywhere at all, then Yablo’s account 

does not go wrong by entailing that Gilmore’s pain does not cause his sobbing.  This would 

be a rather pyrrhic victory though.  Provided that we want to say that there is at least some 

mental causation, we had better say that there is mental causation in Gilmore’s case. 

8.2.5 CONCLUSION 

 At this point I have argued that (Sob) is false and yet Gilmore’s pain causes his 

sobbing.  If this is right, then Yablo’s account of mental causation must be wrong.  It cannot 

be that what really matters for mental causation is whether counterfactuals relevantly like 

(Sob) are true or false.  I now want to show that the underlying problem here lies not with the 
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details of Yablo’s account – not with the specific way in which he uses counterfactuals like 

(Sob) – but rather with the broader picture with which he seems to be operating.21 

8.3 The Broader Picture 

 A number of philosophers working on mental causation have adopted something like 

Yablo’s account of proportionality even while avoiding committing themselves to the 

specifics of Yablo’s counterfactual-based account or even while explicitly rejecting those 

specifics in favor of a non-counterfactual-based approach to causation.22  Seeing how this 

might work will help us distill what I regard as the underlying thought behind proportionality.  

So then, imagine a new type of Yablo defender who concedes that last section’s argument 

shows that Yablo’s account is flawed as it stands, but who insists that Yablo is still getting at 

something importantly right.  According to this defender, a crucial fact about the Gilmore 

case is that even if PH* realized pains are never accompanied by sobbing at Gilmore’s world, 

it is still generally the case that sobbing accompanies pain there.  Again, there seems to be 

something like a ceteris paribus law (or generalization, at least) linking pain and sobbing 

there. 

 According to this defender, the underlying idea we ought to take from Yablo is that in 

order to determine whether a putative instance of mental causation is genuine, we need to 

                                                 
21 One thing to emphasize at this point is that the objection I have just laid out against Yablo is in no way an 
objection to standard counterfactual analyses of causation.  One could coherently respond to my preceding 
objection by concluding that counterfactuals in the form of (Sob) are irrelevant to mental causation while at the 
same time holding that causation is ultimately to be analyzed in terms of other sorts of counterfactuals.  Standard 
counterfactual analyses of causation, like Lewis (1973b), rely on  counterfactuals of the form ~C > ~E, not (C & 
~D) > E as we find in (Sob).  
22 See for instance Shoemaker (2001) and Williamson (2000) and (2005).  Shoemaker (2001: 81) appeals to 
proportionality, but explains proportionality in terms of his own subset model of realization rather than explicitly 
in terms of counterfactuals.  Williamson (2000: 82) cites Yablo and relies on something like his notion of 
proportionality in arguing for the causal efficacy of knowledge, but as he later (2005) makes explicit, this 
reliance it not meant to include a reliance on counterfactuals like (Sob) and (Beep). 
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look around at what happens when mental states of the same type as the supposed mental 

cause are differently physically realized.  In the Gilmore case this amounts to looking at what 

happens when pain is realized by something other than PH instantiations.  Now, the way 

Yablo attempted to capture this idea of “looking around” at alternative physical realizers was 

by using counterfactuals like (Sob).  If there are problems with his attempt – as last section 

showed that there are – then the proper response is not to reject this idea of looking around 

but rather to find some alternative way of capturing it. 

8.3.1 A SIMPLEMINDED APPROACH 

 One usefully simpleminded way we might try to retain this looking around idea is by 

adopting the following view.  To determine whether an instantiation of a mental property M 

causes an instantiation of E, divide M’s physical realizers into two camps: (i) those that 

causally necessitate E instantiations, and (ii) those that don’t.  The putative mental causation 

is genuine just in case the number of physical realizers that falls into camp (i) is more than the 

number that falls into camp (ii).  In the Gilmore case, PH, PM, and PM* all belong to (i), while 

only PH* belongs to (ii).  Since three is more than one, we ought to conclude that Gilmore’s 

pain causes his sobbing.  On the other hand, reconsider the beeping PH-detector case.  There, 

only PH belongs to (i), while PH*, PM, and PM* all belong to (ii).  Since one is less than three, 

we ought to conclude that Gilmore’s PH instantiation and not his pain causes the detector to 

beep.  What this simple counting approach illustrates is that there are ways to retain the spirit 

of proportionality, the idea of looking around at other physical realizers, even while dropping 

counterfactuals like (Cry) and (Beep) from one’s account entirely. 
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 I now will try to show that Yablo’s core problem lies with this looking around idea, 

not with his use of counterfactuals.  Any account, like the simple counting approach just set 

out, that attempts to incorporate this idea will be susceptible to variants on the 

counterexample presented in the preceding subsection.  To establish that this is so, let me 

construct a new, starker, Gilmore case. 

8.3.2 GILMORE’S ANXIETY 

 In order to alleviate his toothache, Gilmore schedules a trip to the dentist.  In the hours 

leading up to his appointment he experiences an intense anxiety that putatively causes his 

heart to race.  Let’s suppose that there are four nomologically possible physical realizers of 

anxiety: PH’, which realizes anxiety in all human beings (including Gilmore); PM’, which 

realizes it in all Martians; PV’, which realizes it in all Venusians; and PJ’, which realizes it in 

all Jupiterians.  Let’s also suppose that PH’ causally necessitates an accelerated heart rate.  

Finally, let’s suppose that the alien species in question are biologically different from us in the 

following ways: Martians don’t have hearts, they have glowing orbs instead; Venusians have 

hearts, but hearts which are made of silver and always beat at the same rate; and finally 

Jupiterians have hearts physically indistinguishable from our own, but the wiring connecting 

their hearts to their brains is completely different from ours, so Jupiterian hearts actually 

decelerate when they experience anxiety. 

 The upshot of all this is that at Gilmore’s world, it is only when anxiety is physically 

realized by a PH’ instantiation that it is accompanied by an accelerated heart rate.  So then, 

letting ‘A’ stand for the proposition that Gilmore is in anxiety, ‘PH’’ for the proposition that he 
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is in PH’, and ‘H’ for the proposition that his heart rate accelerates, the following analog to 

(Sob) is presumably false. 

 (Heart): (A & ~PH’) > H. 

 More importantly for present purposes, however, is this.  No matter how, exactly, we 

try to cash out Yablo’s guiding idea of looking around at how things go with alternative 

physical realizers, it seems that any account of mental causation that attempts to incorporate 

that idea will be forced to rule that Gilmore’s anxiety does not cause his heart rate to 

accelerate, his PH’ instantiation does.  Take the simple counting approach, for instance.  One is 

less than three, and so according to that approach Gilmore’s anxiety does not cause his 

accelerated heart rate.  So much the worse for that simple counting approach, I say.  And 

more generally, so much for accounts of mental causation that incorporate Yablo’s looking 

around idea. 

 For all we presently know, it may turn out that the actual world is just like Gilmore’s 

world.  Would discovering that there actually are aliens whose hearts are made of silver and 

always beat at the same rate (for instance) put any pressure on us at all to deny what presently 

seems obviously true, that in us at least, anxiety causes accelerated heart rates?  Clearly not, it 

seems to me.  However it is that attributions of mental causation work exactly, they just are 

not hostage in this way to the future discoveries of alien biology. 

8.4 The No Competition Approach to Mental Causation 

 If the conclusions reached thus far are correct, they will have consequences for what 

the correct nonreductive account of mental causation will look like.  In order to draw out these 
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consequences, it will be helpful to return to Yablo’s own account and to counterfactuals like 

(Sob). 

8.4.1 COUNTERFACTUALS AND CAUSAL REASONING 

 Whatever the exact relation between causation and counterfactuals may be, it is 

undeniable that we often do appeal to counterfactuals relevantly like (Sob) in sorting out 

causal matters.  Imagine that a helicopter crash has taken place and that investigators have 

come up with two competing hypotheses as to why the crash occurred.  The first hypothesis 

says that the crash was caused by high winds at the time of takeoff, while the second says it 

was caused by a malfunction in the tail rotor.  In assessing which of these two competing 

hypotheses is correct, the following counterfactual, which has the same structure as (Cry), 

seems highly relevant: if the tail rotor had been replaced but the wind was blowing just as 

hard, the crash still would have occurred.  The truth of this counterfactual would strongly 

suggest that the high winds hypothesis is correct and the malfunctioning tail rotor hypothesis 

is incorrect, while the falsity of this counterfactual would strongly suggest the opposite 

conclusions. 

 Yablo takes this sort of counterfactual reasoning, which seems so natural in cases like 

that involving the helicopter, and applies it to the causal exclusion problem.  If I want to deny 

that this application is legitimate – which I do – then I need to point to some relevant 

difference between the helicopter case and the Gilmore cases we have been considering.  Here 

is that relevant difference: in the helicopter case, we stipulated that the two hypotheses 

regarding the crash stand in competition with one another; but, I claim, there is no interesting 

 237



 

sense in which mental properties or their instantiations stand in any sort of competition with 

physical properties or their instantiations.23 

 Let’s focus on the anxiety case, because it allows me to make my point most clearly.  

If one takes there to be a causal competition between the mental and the physical, then one 

will be forced to conclude that in the scenario I have described it is Gilmore’s PH’ 

instantiation rather than his anxiety which wins that competition.  After all, PH’ necessitates 

heart rate acceleration, while anxiety is accompanied by heart rate acceleration only when it is 

realized by PH’.  But it is implausible that Gilmore’s anxiety does not cause his accelerated 

heart rate; thus, so much the worse for thinking of things in terms of causal competition. 

8.4.2 CAUSES AND BACKGROUND CONDITIONS 

 The competition metaphor is hardly obligatory.  Once we reject it, an alternative way 

of viewing the anxiety case makes itself available.  Instead of taking Gilmore’s PH’ 

instantiation to be causally competing with his anxiety, we might instead regard it as part of 

the background conditions which must obtain in order for anxiety to cause heart rate 

acceleration.  Or, more aptly, we might think of the relation between Gilmore’s anxiety and 

his PH’ instantiation as similar to – perhaps even exactly like – the relation between a cause 

which operates against a certain set of background conditions, and a broader cause which 

incorporates some of those background conditions within itself. 

 Suppose that I strike a match, causing it to light.  The striking causes the lighting only 

because certain background conditions obtain – for instance, only because the match is dry.  

Now, the property of being the striking of a match differs from the property of being the 

                                                 
23 Pace Yablo (1992: 274), who claims that though mental events and the physical events which realize them do 
not compete with respect to causal relevance and causal sufficiency, they do compete for the role of cause. 
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striking of a dry match, since the former but not the latter is instantiated when a wet match is 

struck.  Since that these two properties are distinct, we can apply the same sort of 

counterfactual reasoning to the present match case that we applied above to the helicopter 

case.  In the present case, the counterfactual will go as follows: if the striking of the match 

had still occurred but had not been the striking of a dry match, the match still would have lit.  

Presumably this counterfactual is false: if the match had been wet when it was struck, it would 

not have lit.  But then, if we apply the same sort of reasoning that we use in the helicopter 

case, we ought to conclude from the falsity of this match counterfactual that striking the 

match did not really cause it to light. 

 To draw this conclusion would be to badly misconceive the relation between causes 

and their background conditions, or more precisely between causes operating against certain 

background conditions and broader causes that incorporate those background conditions.  

There is no causal competition between the two properties we have isolated, and so the 

counterfactual reasoning which we employ in the helicopter case is completely out of place 

here. 

 I claim that we ought to view the anxiety case in at least roughly the same way.  That 

is, we should no more take the falsity of (Heart) to show that Gilmore’s anxiety does not 

cause his heart rate to accelerate than we take the falsity of the match counterfactual to show 

that striking the match did not cause it to light.  What the falsity of the match counterfactual 

shows is that striking a match can cause it to light only if certain further conditions obtain – 

specifically, only if the struck match is dry.  Similarly, I claim, what the falsity of (Heart) 

shows is that anxiety can cause heart rate acceleration only if certain further conditions obtain 
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– specifically, only if the anxiety is realized by a PH’ state.  A view along these lines yields 

what I regard as the intuitively correct results on the anxiety and pain cases we have 

considered in this chapter; Yablo’s proportionality view does not. 

 Before moving on, let me emphasize here that this background-conditions-approach to 

mental causation which I’m advocating, and which I will defend at greater length in Chapter 

9, owes quite a bit to the first component of Yablo’s account of mental causation, his claim 

that the realization is relevantly like the determination relation.  In his paper “Wide 

Causation” he writes the following. 

Admittedly, the pain/ PH : red/scarlet analogy isn’t perfect.  This doesn’t concern me, 
unless the disanalogies are such as to make pain more causally competitive with PH 
than colors are with their shades.  As far as I can see, all that “Y is a determinate of X” 
needs to mean . . . is that Y necessitates X . . . because X is immanent in or included in 
Y.  This is all it takes to kill the appearance of causal competition.  To illustrate with a 
deliberately farfetched example, suppose that physical states turned out to be 
conjunctions with mental states as conjuncts.  Conjunctions are not in any traditional 
sense determinates of their conjuncts, but so what?  They do determine them in the 
sense just explained, and that is enough; P&Q can no more preempt P then scarlet can 
preempt redness.24 
 

 Let the property of being the striking of a match be P and let the property of being dry 

(or perhaps of being a dry match) be Q.  Then the property of striking a dry match is the 

property P&Q.  In further developing my background-conditions-approach to mental 

causation, I will in effect be pursuing a fairly literally minded defense of the “deliberately 

farfetched” idea Yablo describes here. 

8.4.3 REALIZATION-SENSITIVE CAUSAL POWERS 

 Again, I take it that natural properties bestow the same causal powers on their various 

instantiations.  How can this view be reconciled with the claims I have advanced in this 

                                                 
24 Yablo (1997: 275, n. 22). 
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chapter?  If anxiety causes heart rate acceleration only when it is realized by a PH’ 

instantiation, and not when it is otherwise physically realized, doesn’t it follow that different 

anxiety instantiations are bestowed with different causal powers?  If so, then it seems to 

follow that anxiety is not a natural property. 

 The way I want to try to block the entailment here is by introducing what I will be 

calling realization-sensitive causal powers.  Many of the causal powers that natural properties 

bestow are conditional in nature, meaning that they can be exercised only when certain 

specified conditions obtain.  To take Shoemaker’s example, the property of being knife-

shaped bestows on its instantiations the power to cut wood, provided that the knife-shaped 

thing is made of steel.25 

 In the anxiety case, my suggestion is that we ought to view anxiety as a natural 

property that contains within its causal profile the conditional power to cause heart rate 

acceleration, provided that the anxiety is realized by a PH’ instantiation.  On my view we 

should take this conditional power to be bestowed on all anxiety instantiations, not just those 

which are realized by PH’.  What is special about PH’ realized anxieties is that only they are 

able to exercise this causal power.  Compare the property of being knife-shaped on this point.  

According to Shoemaker, this property bestows on all its instantiations the power to cut wood, 

provided that the knife-shaped thing is made of steel.  If the thing is instead made of plastic, 

this power to cut will not be exercised.  Plastic knives cannot cut wood. 

 Realization-sensitive causal powers as I am envisioning them would appear to violate 

Kim’s causal inheritance principle, introduced back in subsection 7.3.2.  Recall, Kim’s 

                                                 
25 Shoemaker (1980). 
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principle say that for any multiply realizable property MR, if an MR instantiation is realized 

by a Pi instantiation, then the causal powers possessed by that MR instantiation will be 

identical to those possessed by that Pi instantiation.  Now consider what the present account 

entails for an instantiation of anxiety that is realized by an instantiation of PM’, say.  The 

anxiety in question possesses the power to cause heart rate acceleration if it is realized by PH’, 

but (presumably) this is not a causal power that the PM’ instantiation can possess.  Thus, the 

mental property instantiation possesses causal powers over and above those of its physical 

realizer, violating Kim’s principle.  Still, it is not as though these further causal powers are 

completely physically ungrounded, they are not “sheer magic,” as Kim puts it.  For, the 

additional causal power in question is grounded in the fact that an alternative physical realizer 

of anxiety, PH’, possesses this causal power.  Given this physical grounding I deny that the 

present view is physicalistically objectionable, despite its violation of Kim’s principle. 

 One way to reinforce the compatibility with physicalism is as follows.  Shifting from 

anxiety back to pain, imagine that I experience a pain which is realized by firing C-fibers.  

Now, suppose that my pain has all the causal powers that the firing C-fibers instantiation has.  

Thus far, we have not supposed anything that violates physicalism or Kim’s principle.  Next, 

suppose that as I experience my pain, I undergo neurosurgery which involves removing my C-

fibers and instantaneously replacing them with silicon chips that are also capable of realizing 

pain.  I am conscious throughout the surgery, and recognize no change in my pain throughout 

the entire ordeal.  Question: as physicalists, are we forced to say that my pain prior to surgery 

is numerically distinct from my pain after it?  I do not think that we are. 
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Perhaps just as the Ship of Theseus persists even while all of its original wooden 

planks are replaced, pains can persist even while their underlying physical realizers are 

replaced.26  Of course, there are questions that can be raised about how this sort of 

constitution without identity works.  It may be that the notion is deeply metaphysically 

problematic.  All that the present argument requires, though, is that it not be physicalistically 

problematic.  And it seems clear that it is not.  After all, it does not appear to be specifically 

physicalistically objectionable to hold that the Ship of Theseus survives the replacement of its 

planks. 

 Suppose for the sake of argument, then, that my (token) pain survives the surgery.  

Now, what happens to all of its original causal power?  If my pain’s causal powers are 

essential to it – and it seems plausible that in general an event’s causal powers are essential to 

it – it then follows that these causal powers will persist after the surgery.  But then, if firing C-

fibers has any causal powers that silicon chips lack – as it surely will (like the power to cause 

a firing C-fiber detector to beep) – it follows that after the surgery, my pain will have causal 

powers which its (new) physical realizer lacks, in violation of Kim’s causal inheritance 

principle.  Again though, none of the premises that have led us to this conclusion seem 

obviously physicalistically objectionable.  Thus, I deny that physicalism demands the truth of 

Kim’s causal inheritance principle: physicalism can be true even if mental events have (many) 

more causal powers than the physical events that realize them do, provided that those 

additional causal powers are realization-sensitive. 

                                                 
26 Pereboom (2002) defends such a view. 
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 This way of rejecting the causal inheritance principle can be usefully contrasted with 

the way in which Shoemaker rejects it.27  According to Shoemaker’s account, which we will 

examine at greater length in Chapter 9, the causal profile of a mental property M is a (not 

necessarily proper) subset of the intersection of the causal profiles of M’s physical realizers.  

If, say, M is multiply realized by P and P*, and P’s causal profile is {a, b, c} while P*’s 

causal profile is {a, b, d}, then M’s causal profile will be a (not necessarily proper) subset of 

{a, b}.  This view entails that each mental property instantiation will have fewer causal 

powers than the physical property instantiation that realizes it.  In other words, Shoemaker 

rejects the causal inheritance principle by going in the opposite direction of the way I go.  

This is how he seeks to maintain that mental properties are natural.28 

 I believe that the same sorts of considerations that speak against proportionality speak 

against Shoemaker on the present point.  If Shoemaker’s view is right, then Gilmore’s anxiety 

does not cause his heart rate acceleration and – to focus on my stronger case – his pain does 

not cause his sobbing.  For, neither of these causal powers will belong to the intersection of 

the causal profiles of the relevant physical realizers in our example.  These causal powers are 

more like c or d in the preceding paragraph than they are like a or b – they are possessed by 

some physical realizers, but not all.  For the reasons already set out in this chapter, I think that 

this consequence of Shoemaker’s view is implausible. 

8.4.4 PUTNAM’S PEG 

                                                 
27 Shoemaker (2001). 
28 Presumably to account for views like Shoemaker’s, Kim has reformulated his causal principle in later works.  
See Kim (1998: 54, and 129 n. 45). 
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 In closing, let me make a kind of concession to Yablo’s proportionality, and to those 

accounts of mental causation that have been inspired by it.  I take it that many of the causal 

powers of mental properties are realization-insensitive, at least more or less.  If this were not 

so, then differently physically realized instantiations of any given mental property would 

behave completely differently.  Presumably, though, this is now how things go. 

 In fact, Chapter 7’s argument against reductionism depends on things not going this 

way.  If all causal powers were realization-sensitive, then there would be no C-generalizations 

of the sort that the IBE argument against reductionism requires.  More generally, there would 

be no “higher level patterns” of the sort that so many nonreductive physicalists appeal to in 

making their case against reductionism.  One of the best known illustrations of this idea of 

higher level patterns is provided by Putnam’s example of the peg that is able to pass through a 

square hole but not through a round one.29 

 According to Putnam, an explanation of why the peg is able to pass through one hole 

but not the other which cites the specific microphysical properties instantiated by the peg is a 

worse explanation (perhaps it is even no explanation at all) than one that abstracts away from 

this level of detail and instead cites the higher level geometrical properties possessed by the 

peg.  And this is because the higher level explanation is more general, meaning that it would 

continue to hold even if the peg instantiated different microphysical properties while 

continuing to possess the higher level geometrical properties in question.  Yablo’s account of 

proportionality fits well with this thought. 

                                                 
29 Putnam (1975b: 295-298). 
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 Now, I readily accept that higher level patterns of the sort can be used to construct a 

case against reductionism.  In addition, I am willing to grant that explanations that are more 

general in the present sense – and more specifically, explanations that cite proportional 

causes, in Yablo’s sense – are better than explanations that do not.  What I deny is that this is 

what matters most to us when it comes to mental causation.  When Gilmore’s anxiety causes 

his heart rate to accelerate, this causal relation does not fit into a higher level pattern of the 

sort Putnam describes.  Nevertheless, provided that the anxiety still causes the heart rate 

acceleration – as I have argued is the case – what matters to us most about mental causation 

will be in place, regardless of whether or not the causal interaction fits into a higher level 

pattern of the sort Putnam describes. 

 In one of the most widely quoted passages in all of the mental causation literature, 

Fodor writes,  

if it isn’t literally true that my wanting is causally responsible for my reaching, and my 
itching is causally responsible for my scratching, and my believing is causally 
responsible for my saying . . . , if none of that is literally true, then practically 
everything I believe about anything is false and it’s the end of the world.30 
 

Again, I do not deny that Yablo’s notion of proportionality is useful for capturing at least part 

of the sort of value of higher level explanations that Putnam describes.  What I deny is that it 

would be the end of the world if it isn’t literally true that my wanting is proportional to my 

reaching, and my itching is proportional to my scratching, and my believing is proportional 

to my saying . . ..  If none of these mental events were proportional to their effects, then I 

would be an extremely anomalous person in certain ways.  Each bit of behavior I engage in 

and each transition in thought I carry out would elude higher level patterns; I would be always 

                                                 
30 Fodor (1989: 156).   
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the exception, never the rule.  Still, provided that my mental events genuinely cause the 

effects in question, my world would continue on.31 

                                                 
31 Objection: but causal relations must be backed by patterns of some sort.  Reply: well, there is a pattern of 
some sort even in the anxiety case.  It is a pattern that PH’ instantiated anxieties cause accelerated heart rates. 
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9. The Solution 

 Davidson thought that the key to accounting for mental causation was to identify 

mental and physical events.  As his critics rightly noted, this by itself is not enough.  For, not 

all of an event’s properties are causally efficacious.  Still, it would be an overreaction to jump 

from this good point to the conclusion that just one of the properties possessed by a coarse-

grained, Davidsonian event will be the causally efficacious one.  Again, suppose that I strike a 

match causing it to light.  The coarse-grained event that is the striking possesses many 

properties that are causally irrelevant to the lighting: that of occurring in the year 2007, that of 

occurring within the United States, that of being described by me here in this chapter, and so 

on.  However, the striking also possesses many distinct properties that are all causally relevant 

to the lighting: that of being the striking of a match, that of being the striking of a dry match, 

that of being the striking of a match in the presence of oxygen, and so on. 

Some of the striking’s causally efficacious properties are nested within others: being 

the striking of a match is in some sense included in being the striking of a dry match.  Some 

of the striking’s causally efficacious properties merely share a common component without 

there being any such nesting: being the striking of a dry match and being the striking of a 

match in the presence of oxygen have something in common, but each property also possesses 

a feature the other lacks.  And some of the striking’s causally efficacious properties are 

completely independent of one another: being the striking of a match and being something 

that occurs in the presence of oxygen have no feature in common. 

 The point translates over when we drop the Davidsonian conception of events in favor 

of the Kimian one.  If events are fine-grained, then the striking of the match, the striking of 

 248



 

the dry match, and the striking of the match in the presence of oxygen are all distinct events.  

Each of these events is causally relevant to the match’s lighting however.  Now naively, the 

match’s being struck and its being struck and dry do not causally compete with one another.  

Relatedly, if we say that each event is causally relevant to the lighting, we do not seem to be 

committing ourselves to any easily recognizable form of causal overdetermination.  And this 

is because causes generally operate only against certain background conditions.  Striking a 

match can cause it to light, but only if certain background conditions obtain, including that the 

match is dry.1  Striking a dry match – that is, the match’s instantiation of the conjunctive 

property (being a struck match & being dry)2 – is a kind of composite event which brings 

cause and background condition together here.  Rather than causally competing with one 

another, the events and properties in this case seem to entail one another’s positive causal 

status. 

I believe that the relation between mental and physical properties is relevantly like the 

relation between the match’s property of being struck and its property of being struck and dry.  

Or more accurately (for reasons connected to my normativism about belief properties), I hold 

that it is relevantly like the relation between the match’s property of being struck and dry and 

its property of being struck and in the presence of oxygen.  The analogy is not perfect, as we 

will see.  But, I think it works well enough.  Just as there is no causal competition in the 

match case, so too there is no causal competition between mental and physical properties, I 

claim.  Thus, the solution to the causal exclusion problem which I set out in this chapter 

                                                 
1 For the point of the present discussion, it does not matter if there is no sharp distinction to be drawn between 
what qualifies as the cause of some effect and what qualifies as its background conditions. 
2 I am assuming here that the set of natural properties is closed under conjunction, and thus that an instantiation 
of a conjunctive property of this sort can be a genuine event. 
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involves rejecting (Competition).  Before we get to my proposed solution, and before we see 

how it applies to my own particular brand of antireductionism about the mental, we will first 

need to lay a bit of groundwork. 

8.1 A Shoemakeresque View 

 In this section I set out what I will be calling a Shoemakeresque view.  The 

Shoemakeresque view combines a reductive form of causal structuralism together with a 

version of the subset view of realization.  The view is Shoemakeresque in the sense that it 

resembles Sydney Shoemaker’s own view in important respects.  However, it decidedly is not 

Shoemaker’s own view.  It includes some elements that Shoemaker himself explicitly rejects, 

and gives an unconventional gloss on other elements that he would accept.  It also is not 

necessarily a view I would recommend Shoemaker to accept.  My primary reason for 

discussing the Shoemakeresque view at the length I do is not because I think it’s true – in fact, 

I reject each of its two components – but rather because it sets up an especially clear view of 

what a nonreductive physicalist solution to the causal exclusion problem might look like.  

Later on, we will consider how a philosopher who rejects the Shoemakeresque view may be 

able nevertheless to incorporate into her own position the account of mental causation that the 

view makes available. 

9.1.1 REDUCTIVE CAUSAL STRUCTURALISM3 

 It is uncontroversial that (at least many) natural properties bestow causal powers on 

their instantiations.  The property of being copper, for instance, bestows on its instantiations 

the power to reflect reddish light waves (while absorbing other light waves), the power to 

                                                 
3 The term “causal structuralism” is taken from Hawthorne (2001), a paper to which this subsection’s discussion 
is heavily indebted. 
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conduct electricity extremely efficiently, the power to boil at 2835 K, and so on.  The 

complete set of causal powers that a natural property bestows on its instantiations is what I 

have been calling that property’s causal profile in this work.  So then, what is uncontroversial 

is that (at least many) natural properties have causal profiles in the sense described.  What is 

controversial is the precise nature of the relation between natural properties and their causal 

profiles. 

 At one end of the spectrum there are those like Lewis who take the relation to be 

thoroughly contingent.4  On this view, there are possible worlds governed by different causal 

laws at which natural properties like copper possess causal profiles other than the ones they 

actually possess.  So for instance, there are worlds where copper possesses the very causal 

profile that sulfur possesses here in the actual world, and so where copper is yellowish in 

color rather than reddish, a poor conductor of electricity rather than a good one, boils at the 

much lower temperature of 717.8 K, and so on.  At such worlds, copper behaves indiscernibly 

from the way sulfur behaves here in the actual world.  If (per impossibile) one were given 

both a sample of this-worldly sulfur and a sample of other-worldly copper, one could not tell 

the difference between the two. 

 At the other end of the spectrum there are causal structuralists like Shoemaker who 

hold that a natural property’s essence is in some sense wholly constituted by its causal profile, 

and thus that the relation between natural properties and their causal profiles is necessary 

rather than contingent.5  According to causal structuralists, a natural property is as it does (or 

at least, as it is capable of doing).  On this view, there will be no worlds where copper 

                                                 
4 This is part of Lewis’s Humean supervenience.  See the introduction to his (1986c). 
5 See for instance Shoemaker (1980), (1998) and (2001). 
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behaves just as sulfur actually does.  If some property P possesses the same causal profile at a 

world w that sulfur possesses here in the actual world, then P just is sulfur.  For the purpose of 

setting up my favored solution to the causal exclusion problem, it is causal structuralist views 

that I want to focus on. 

 Now among causal structuralists there is room for disagreement as to whether natural 

properties can be, in some sense, reduced to their causal profiles.  Typically when we specify 

a causal power of some natural property, we invoke some other natural property.  So for 

instance, we might say that the property P possesses the power to cause Q instantiations, 

thereby mentioning Q in our specification of P’s power.  A causal structuralist might think 

that this sort of reference to natural properties in the specification of causal power is 

ineliminable.  If so, she will deny that natural properties generally can be non-circularly 

reduced to their causal profiles.  Such a causal structuralist might regard natural properties 

and causal powers as equally basic but mutually dependent metaphysical notions.  In his more 

recent writings, Shoemaker seems to be defending a view along these lines.6 

 Alternatively, a causal structuralist might think that though we typically refer to 

natural properties while specifying causal powers, this reference is eliminable.  In his paper 

“Causal Structuralism,” John Hawthorne describes how one might try to use the method of 

Ramsification to eliminate such reference.7  Instead of Ramsifying folk psychology (or some 

other specifying psychological theory) as causal functionalists in the philosophy of mind do, 

one could instead Ramsify a “lawbook,” a theory conjoining all the causal laws of a world.  

Just as Ramsification promises to allow functionalists in the philosophy of mind to avoid 

                                                 
6 See especially Shoemaker (1998) and the appendix to Hawthorne (2001). 
7 Hawthorn (2001: 369-370). 
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circularity in their proposed analyses of mental states in terms of causal inputs and outputs, 

perhaps Ramsification will allow causal structuralists to avoid circularity in analyzing natural 

properties in terms of causal powers. 

Call the view that proposes to analyze natural properties in this way reductive causal 

structuralism.  According to reductive causal structuralists, natural properties are nothing over 

and above clusters or sets of causal powers.  So for instance, all there is to a thing’s being 

made of copper is its having the power to reflect reddish light, to conduct electricity 

efficiently, to melt at 2735 K, and so on.  In his earliest articulation of his view, there are 

points at which Shoemaker seems to be embracing reductive causal structuralism of this sort.8 

 Reductive causal structuralism provides a kind of simplicity that nonreductive causal 

structuralism does not.  Given that my interest here is primarily to set up my favored solution 

to the causal exclusion problem, and not to defend any very specific view about the nature of 

properties, this simplicity wins the day.  In what follows then let’s provisionally assume the 

truth of reductive causal structuralism. 

9.1.2 CAUSAL POWERS: TYPES AND TOKENS 

 Now, what exactly are the causal powers that comprise causal profiles?  Though I 

have been speaking of causal powers throughout this work, I have yet to provide an account 

of them.  Causal powers seem to admit of type/token distinctions.  In the billiard room there is 

both a candlestick and a revolver.  Both of these objects possess the power to kill a person, 

but in the murder of Mr. Body, it was the candlestick’s power that was exercised, not the 

                                                 
8 Shoemaker (1980). 
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revolver’s.  Given this type/token distinction, we can think of causal powers simply as 

properties and their instantiations. 

 In saying that causal power types are properties, I do not mean to be suggesting that 

they are natural properties.  If they were, then there would be no hope of reducing natural 

properties to their causal profiles, and reductive causal structuralism really would be circular.  

Instead, causal power types should be viewed as a separate though still metaphysically 

interesting set of properties.  Circularity is thus avoided.  Now, allowing that there are 

properties that are metaphysically significant without being natural might initially seem more 

problematic or at least unconventional than it really is.  It isn’t really though.  To show this, 

consider the following verbal variant of the present view. 

 According to this variant, the set of natural properties is somewhat larger than is often 

thought.  In addition to the traditional natural properties – things like copper, or firing C-

fibers, or being an electron – there are certain untraditional natural properties – namely, 

causal power types.  These untraditional natural properties are just as natural as traditional 

natural properties are.  What makes them untraditional is just that philosophers have not as 

widely thought of them as natural properties.  Given this setup, reductive causal structuralism 

can be reinterpreted as the view that all traditional natural properties can be non-circularly 

analyzed in terms of untraditional natural properties. 

 What this is meant to show is that in entertaining reductive causal structuralism, we 

need not think of ourselves as positing entities of some radically new sort.  Instead, we should 

think of causal powers as being the exact same sorts of entities with which we are already 

familiar.  In the discussion that follows I will reserve the term ‘natural properties’ for 
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traditional natural properties, not applying it to causal power types.  This is done solely for the 

purpose of minimizing confusion. 

9.1.3 CONJUNCTIVE PROPERTIES AND COMPOSITE EVENTS 

 Once we appreciate that causal powers are just properties and their instantiations, a 

certain analysis of (traditional) natural properties suggests itself.  We can think of all natural 

properties as being conjunctive in nature, where their individual property conjuncts are the 

causal power types that make up their causal profiles.  So for instance, copper can be 

identified with the following conjunctive property: (the power to reflect red light & the power 

to conduct electricity efficiently & the power to boil at 2835 K & etc.).  By extension, an 

instantiation of copper can be thought of as a conjunctive, or better, a composite event, whose 

parts are tokens of these causal power types.9 

 Again, it is uncontroversial that (at least many) natural properties bestow causal 

powers on their instantiations.  The analysis just proposed offers a way of explaining what 

this bestowal relation amounts to exactly.  According to the analysis, a natural property 

“bestows” causal powers on its instantiations in the sense that a natural property just is a 

conjunction of causal power types, and thus its instantiations just are composite events having 

causal power tokens as parts.  A good portion of the discussion that follows will be devoted to 

making moves of this sort.  That is, to taking some relatively widely accepted philosophical 

claim, and working out how exactly that claim should be understood on the Shoemakeresque 

view. 

9.1.4 THE SUBSET VIEW OF REALIZATION 

                                                 
9 The main reason for putting things in terms of composite events is to eventually connect up with Shoemaker’s 
own talk of parts and wholes, to be considered below. 
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 While continuing to assume the truth of reductive causal structuralism, I now want to 

develop a variant on Shoemaker’s subset view of the realization relation.  Let’s begin by 

defining realization as a relation that obtains between natural property instantiations.  

Specifically, let’s say that a natural property instantiation e realizes a natural property 

instantiation e* just in case the set of causal power tokens that compose e* is a proper subset 

of the set of causal power tokens that compose e.10  This entails that if e realizes e*, then e* 

will be a proper part of e.11  A war metaphor may be helpful here.  The relation between e and 

e* is relevantly like the relation between World War II and the Battle of the Bulge.  Both the 

war and the battle are events that are composed of small-scale skirmishes (further events), 

which are relevantly like token causal powers.  The set of skirmishes that compose the Battle 

of the Bulge is a proper subset of the set of skirmishes that compose the whole war itself.  

From this it follows that the Battle of the Bulge is a proper part of World War II.  The war is 

like the realizer, the battle is like the realizee. 

 Let’s now derivatively define a realization relation that obtains between natural 

properties themselves.  Specifically, let’s say that a property P realizes a property P* just in 

case, necessarily, every P instantiation realizes a P* instantiation.12  P* is then multiply 

realized just in case it is realized by more than one property.  This account of realization and 

multiple realization entails that the causal profile of a multiply realizable property will be (i) a 

proper subset of the causal profiles of each of its realizers, and (ii) a not necessarily proper 

subset of the intersection of the causal profiles of its realizers. 
                                                 
10 For now, I will be ignoring what Shoemaker calls “backward-looking causal powers.”  Such powers will 
become a focus in section 9.3 below. 
11 Shoemaker (2001: 435-436) himself uses this part/whole talk in connection with realization. 
12 The “necessarily” is redundant given our assumption of reductive causal structuralism, but it may help to 
throw it in there. 
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 To see the subset view of realization in action, let’s return to pain and suppose that it 

has five different physical realizers, one found in human beings, one in Martians, one in 

Venusians, one in Jupiterians, and one in Mercurians.  Now, take the following five sets of 

causal power types to be these physical properties’ causal profiles. 

PH: {a, b, c, d, e, f, g, h} 
PM: {a, b, c, d, e, i, j, k} 
PV: {a, b, c, d, f, i, n, n} 
PJ:  {a, b, c, d, k, n, o, r} 
PMe:  {a, b, c, d, j, m, s, u} 
 
The intersection of these five sets is the set {a, b, c, d}.  These are the causal power 

types that belong to the causal profiles of each of pain’s physical realizers.  To inject some 

concreteness into the discussion, think of these causal power types as being things like the 

power to cause wincing, the power to cause sobbing, the power to cause teeth-gnashing, and 

so on.  The subset view of realization entails that pain’s causal profile is a not necessarily 

proper subset of {a, b, c, d}.  Let’s suppose that pain’s causal profile just is this set itself (the 

subset is improper in this case).  Then given reductive causal structuralism, or more 

specifically given the analysis of natural properties provided in subsection 9.1.3, it follows 

that pain can be identified with the conjunctive property (a & b & c & d).  More concretely, it 

follows that pain can be identified with the following conjunction of causal power types: (the 

power to cause wincing & the power to cause sobbing & the power to cause teeth-gnashing & 

etc.). 

 The symmetric difference of the causal profiles of the five different physical realizers 

of pain is the set {e, f, g, h, i, j, k, l, m, n, o, p, q, r}.  This is the set of causal power types that 

belong to some but not all of the causal profiles of pain’s physical realizers.  Members of this 
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set will include causal power types like the following, which we can suppose all belong to 

firing C-fibers’ causal profile: the power to exert a certain gravitational force on the planet 

Neptune, the power to reflect light of a certain wavelength, the power to cause various neural 

events, and so on.  These causal power types will not belong to the causal profiles of those 

physical realizers of pain that differ somewhat from firing C-fibers in terms of mass, color, or 

ability to appropriately interact with neural events.13  The subset view of realization entails 

that causal power types of these sorts will not belong to pain’s causal profile itself.  This 

result is not prima facie implausible.  Most dualists think that pains exert no gravitational 

force on Neptune.  The present account promises to offer physicalists a way to accept this 

view as well. 

9.1.5 TRADITIONAL CONJUNCTIVE PROPERTIES AND REALIZAITON 

 Again, given reductive causal structuralism we can identify pain with the conjunctive 

property (a & b & c & d).  The physical properties that realize pain will then be broader 

conjunctive properties that take pain as one of their conjuncts.  So for instance, given its 

causal profile we can identify PH with the conjunctive property (a & b & c & d & e & f & g & 

h), which is equivalent to (pain & e & f & g & h).  Similarly, PM can be identified with the 

conjunctive property (pain & e & i & j & k).  This provides us with a partial explanation of 

the supervenience of mental properties on physical properties.  Why do all beings who 

instantiate PH instantiate pain?  For the same reason that all beings who instantiate (P & Q) 

instantiate P.  This is about as far from treating supervenience relations as primitive as one 

                                                 
13 Inflating D-tubes, we can suppose, are unable to causally interact with neural events. 
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can possibly get, and so there seems to be little threat of running afoul of superdupervenience 

here.14 

 Recall that in a passage cited back in Chapter 8, Yablo described as “deliberately 

farfetched” the idea that physical properties are conjunctions with mental properties as 

conjuncts.15  Similarly, Shoemaker considers and rejects the though.  There is far less 

difference between these authors’ views and present proposal than it might initially seem 

however.  For let Shoemaker explain why he rejects the conjunctive view. 

A realizer of the property of being in pain cannot be being in pain and being F for 
some F.  And that goes with the fact that not every subset of a property’s causal 
features defines a property having just that set of causal features.  To put it in another 
way, not every subset of the conditional powers conferred by a property is such that 
there is a property that confers just that subset.16 
 

It is easy to accommodate this thought within the present proposal. 

 On analogy to the distinction between traditional and untraditional natural properties 

which we briefly considered back in subsection 9.1.2, let’s say that a natural property is a 

traditional conjunctive property just in case (i) it is a conjunctive property, and (ii) it can be 

decomposed into conjuncts, each of which is a natural property.  An untraditional conjunctive 

property, then, is a property that satisfies (i) but not (ii).  Traditional conjunctive properties 

are meant to be just what they sound like.  They are those natural properties that philosophers 

traditionally regard as conjunctive, like (being red & being round).  Now suppose that, 

persuaded by the above passage from Shoemaker, we deny that every conjunction of causal 

                                                 
14 We will not have fully explained the supervenience of the mental on the physical until we explain why every 
mental event is realized by a physical event – why are there no instantiations of (a & b & c & d) that are not 
physically realized?  However, there is no obvious reason to think the Shoemakeresque view will have special 
trouble accounting for this. 
15 Yablo (1997: 275, n. 22). 
16 Shoemaker (2001: 443). 
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power types is identical to some natural property.  Then, even as we embrace the conjunctive 

proposal and hold that every natural property is conjunctive, we will be deny that every 

natural property is a traditional conjunctive property. 

Take copper for instance.  According to the conjunctive proposal, copper is identical 

to the conjunctive property (the power to reflect red light & the power to conduct electricity 

efficiently & the power to boil at 2835 K & etc.).  If this conjunctive property cannot be 

decomposed into conjuncts in such a way that each of those conjuncts is itself a natural 

property, it will then follow that copper is not a traditional conjunctive property.  Rather, it 

will be an untraditional conjunctive property. 

 With this distinction between traditional and untraditional conjunctive properties in 

hand, let’s now return to the realization relation that obtains between natural properties.  

According to the view we are presently considering, PH is identical to the conjunctive 

property (pain & e & f & g & h).  Now, pain is a natural property.  Suppose, though, that (e & 

f & g & h) is not identical to some natural property, nor can it be decomposed into conjuncts 

each of which is a natural property.  Suppose also that this is how things generally go for 

pain’s physical realizers.  Then following Shoemaker we will be able to say that no physical 

realizer of pain is identical to pain and F, for some natural property F.  Rather, each physical 

realizer of pain will be identical to pain and G, for some conjunction of causal powers G that 

is neither a natural property itself nor decomposable into natural properties.  In other words, 

even though pain’s physical realizers are conjunctive properties having pain as one of their 

conjuncts, they are not traditional conjunctive properties.  Instead, they are untraditional 

conjunctive properties. 
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 Now, Shoemaker builds non-conjunctiveness into his own account of realization as a 

relation between natural properties.17  If we wanted to do so, we could follow his lead on this 

point by developing an account of traditional realization and traditional multiple realization.  

Such an account would build traditional non-conjunctiveness into the very notions of 

traditional realization and multiple realization.  However, nothing of real value would be 

obtained by going to the trouble of doing so.  Things will be kept simplest if we leave 

traditional conjunctive properties and traditional realization and multiple realization to the 

side.  The point of touching on the issue at all is that to the extent that Yablo and Shoemaker 

are getting at something important when they distinguish the realization relation from the 

relation between a conjunctive property and its conjuncts, it seems that we can get at 

essentially the same point on the present account, even as we take realizing properties to be 

(untraditional) conjunctions having realized properties as conjuncts. 

9.1.6 CONCLUSION: THE METAPHYSICAL PICTURE 

 Before turning to see how mental causation works on the Shoemakeresque view we 

have now set up, let’s pause to make sure we have fully taken this view in.  We might think of 

the world as follows.  At the most basic level, there are objects, there are the causal powers 

objects possess (instantiate), and there are facts about how causal powers tend to cluster 

together (about how they are coinstantiated).  So for instance, in connection with the 

Shoemaker claim considered in the previous subsection, perhaps it is a fact that while a 

number of objects possess all of the causal powers from the set {a, b, c, d, e, f, g, h} few or no 

                                                 
17 Shoemaker (2001: 432). 
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objects possess just the causal powers e-h without also possessing the causal powers a-d.  If 

so, this would be in effect a fact about the natural properties pain and PH. 

 Groups of causal powers tend to travel together, like groups of friends.  The causal 

powers e-h are like friends of friends who are not really friends themselves.  Such people 

might travel together, but probably only if their mutual friends travel along with them – that 

is, only if people relevantly like the causal powers a-d are traveling as well.  To push the 

metaphor further, imagine a married couple who sometimes travels with one group of friends, 

and sometimes travels with a different group of friends.  This is relevantly like multiple 

realization according to the Shoemakeresque view.  Sometimes the causal powers a-d travel 

with the causal powers e-h, sometimes they travel with the causal powers e, i, j, and k, and 

sometimes they travel with yet other groups of causal powers.  That is just to say, sometimes 

pains are realized by PH instantiations, sometimes they are realized by PM instantiations, and 

sometimes they are realized by the instantiations of yet other physical properties. 

 As we touched on back in Chapter 7, nonreductive physicalists often hold that there 

are patterns – true generalizations – at many different levels of nature.  Typically, these 

different levels are pictured as being arranged vertically, so that the mental level is above the 

biological level, which in turn is above the chemical level, which in turn is above the physical 

level.  On the Shoemakeresque view, though, it is more natural to picture the levels of nature 

as being nested within in one another, like Russian matryoshka dolls.  The physical level is 

“thicker” than the mental level, not “beneath” it.  Nested as opposed to vertical levels actually 

seems to fit better with claims occasionally voiced by nonreductive physicalists to the effect 

that mental properties (and “higher” level properties generally) are more abstract than 
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physical properties.  If you take a physical realizer of pain, like PH, and abstract away from it 

the right causal power types, like the types e-h, you will be left with the property of pain 

itself. 

 The Shoemakeresque view seems to help with the outstanding problem we were left 

with back in Chapter 7.  Recall that the worry there was that though a nonreductive physicalist 

who believes in natural and multiply realizable properties may be able to avoid treating the 

truth of a generalization like (3) as a coincidence, it seems that she might be forced to treat the 

a generalization like (3’) as one. 

(3): Both human pains and Martian pains, when of a certain duration and intensity, 
typically cause hair loss. 
(3’): Both PH instantiations and PM instantiations, when of a certain duration and 
intensity, typically cause hair loss. 
 

But, if the nonreductive physicalist is forced to treat (3’) as a coincidence, then she loses her 

advantage over the reductionist vis-à-vis the IBE argument. 

If PH and PM are conjunctive properties, though, which both include pain as one of 

their property conjuncts, then this would seem to go some way toward explaining the truth of 

(3’).  That PH instantiations and PM instantiations behave similarly in various ways would be 

explained by the fact that both conjunctive properties include within themselves as conjuncts 

the same natural property pain.  Analogously, the fact that red circles and red triangles behave 

similarly in various ways is explained by the inclusion of the property of being red in each of 

the conjunctive properties, (being red & being round) and (being red & being triangular).  No 

explanation of this sort appears to be available to the reductionist, and so the Shoemakeresque 

view promises to sustain the nonreductive physicalist’s alleged advantage. 

9.2 Mental Causation 
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 Sometimes philosophers who accept a view roughly like the Shoemakeresque view 

seem to hold that the key to solving the causal exclusion problem is to accept a kind of token 

identity thesis.  Not the Davidsonian token identity thesis, according to which mental events 

are identical to physical events.  Davidsonian events are too coarse-grained.  Rather, the key 

is to accept a causal power token identity thesis, according to which the token causal power 

that is exercised in an instance of mental causation is identical to a token causal power that is 

exercised in a related bout of physical causation.  Token causal powers are as fine-grained as 

our finest causal distinctions, and so a token identity thesis of this sort might just do the trick, 

the thought seems to go.  The account of mental causation I now want to give fits well with 

this view.  First, though, let me say a bit about what it is for a causal power token to be 

exercised. 

9.2.1 THE EXERCISE OF CAUSAL POWERS 

 Regardless of whether or not one accepts the Shoemakeresque view, one will want to 

say that causal power tokens are sometimes exercised – recall the candlestick and revolver 

example from above.  But now, how should we understand this talk of causal powers being 

exercised on the Shoemakeresque view?  A natural thought would be to understand the 

exercise of causal power tokens in terms of the obtaining of causal relations between natural 

property instantiations.  But, it is unclear that such an understanding is consistent with the 

reductive causal structuralism we are assuming.  Do we then need to treat the exercise of 

token causal powers as a new primitive notion? 

 No we do not.  Token causal powers are property instantiations, or events, and events 

are the sorts of things that generally can enter into causal relations.  In light of this, let’s say 
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that a token causal power is exercised just in case it causes some effect.18  Just as causal 

powers need not be understood as entities of some drastically new sort, the exercise of causal 

power tokens need not be understood as anything drastically new.  It is just a matter of certain 

events (causal power tokens) causing effects. 

 Understanding the exercise of causal powers in these terms involves attributing causal 

efficacy to powers themselves.19  So for instance, it involves saying that a sleeping pill’s 

dormitive power causes the person taking it to fall asleep.  Obviously, some philosophers will 

find this objectionable.  For some, this is because the connection between dormitivity and 

falling asleep is necessary, while causal relations are often thought to be contingent.20  We 

parted company with these philosophers long ago, though – back when we began entertaining 

causal structuralism in the first place (of either the reductive or nonreductive variety).  If the 

relation between natural properties and their causal profiles is necessary, then the sort of 

necessary connection that obtains here between dormitivity and sleeping will be characteristic 

of all causal relations. 

                                                 
18 Causal powers have a kind of physical intentionality, in George Molnar’s (2003) phrase.  A P instantiation’s 
power to cause Q instantiations “points” to Q, as it were.  Perhaps a more natural account of the exercise of 
causal power tokens would involve saying that a token is exercised just in case it causes the kind of effect it 
points at.  However, I take it that the condition offered in the text entails this one: any effect a causal power 
token causes is either an effect of the kind it points at or one that it causes by virtue of causing an effect of the 
kind it points at. 
19 If causal powers are causally efficacious, then causal power types themselves must have causal profiles.  No 
problem: a causal power type’s causal profile will be the set having just itself as a member.  Shoemaker (2001: 
437) talks of some causal powers realizing others.  If we understand realization in accordance with his own 
subset view, though, what are we to make of a realization relation alleged to obtain between causal powers 
themselves?  Attributing causal profiles to causal powers themselves, as we are now doing so, would allow us to 
understand the realization relation between causal powers in precisely the same terms we understand the 
realization between natural properties and their instantiations. 
20 Or perhaps the issue is analyticity rather than necessity.  Block (1990) discusses the causal efficacy of 
dispositions in the context of worrying about the causal efficacy of causal-functional properties. 
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 In taking causal powers themselves to enter into causal relations, then, it does not 

seem we are burdening the Shoemakeresque view with any further implausibility, that is, any 

implausibility over and above that which it already faces.21 

9.2.2 MENTAL CAUSATION AND THE PART/WHOLE CAUSATION THESIS 

 After just one more definition, we will finally get to the account of mental causation.  

Let’s say that a token causal power of a natural property instantiation is exercised just in case 

(i) that token causal power is a part of the natural property instantiation in question, and (ii) 

that token causal power causes some effect.  Generally when philosophers speak of a token 

causal power being exercised, what they mean is that a token power of some specific natural 

property instantiation is exercised.  The present definition is meant to capture such talk. 

 Given this setup, consider the following substantive metaphysical thesis. 

The Part/Whole Causation Thesis: A natural property instantiation causes some effect 
just in case some of its token causal powers are exercised in bringing about that effect.  
That is, just in case some of its token causal powers cause that effect.  That is, just in 
case some of its parts cause that effect. 
 

According to this thesis, when a natural property instantiation causes an effect it is relevantly 

like the Battle of the Bulge causing the Germans to retreat to the Siegfried Line.  A natural 

property instantiation’s parts, certain causal power tokens, cause the effect in question, just as 

the Battle of the Bulge’s parts, certain small-scale skirmishes, cause the German retreat.  

Causation is like touching, according to the thesis.  If the top half of a baseball touches a bat, 

the baseball itself (a whole) touches that bat.  Again, the part/whole causation thesis is not a 

definition but a substantive metaphysical claim that can be coherently denied.  Below we will 

                                                 
21 In the course of setting out his account of mental causation, Shoemaker (2001: 450) himself defends the causal 
efficacy of dormitivity. 
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consider objections to the thesis.  For now, though, let’s provisionally grant its truth and see 

what follows. 

 Given the part/whole causation thesis, it follows that if some causal power token is a 

part of two non-identical natural property instantiations, both of those natural property 

instantiations will cause any effect that is caused by the causal power token itself.  Consider a 

token of the causal power type b which is a part of both a pain instantiation and a PH 

instantiation.  Suppose that this b-token causes some effect.  Then given the whole/part 

causation thesis, it follows that this effect is caused by both the pain and the PH instantiation.  

Intuitively, though, we no more have causal overdetermination in this case than we have 

causal overdetermination in the case of the Battle of the Bulge, where both the battle itself and 

the many small-scale skirmishes that compose it cause the German retreat. 

 Philosophers discussing the causal exclusion problem often make a point of 

emphasizing that mental events are not partial causes which, acting in concert with physical 

events, bring about their effects.22  This is correct, according to the present account of mental 

causation, but only thanks to the inclusion of the italicized bit.  Every effect has as a full cause 

a physical event, we can grant.  But mental events are parts of physical events, and so we can 

still think of mental events as partial causes of their effects without positing 

overdetermination. 

Imagine a PH instantiation that realizes a pain, and suppose that all of the causal power 

tokens that compose the PH instantiation conspire together to cause some effect in such a way 

that the PH instantiation qualifies as the full cause of that effect.  Then, the pain that the PH 

                                                 
22 See for instance Schiffer (1987: 150). 
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instantiation realizes is a partial cause of that effect while the other partial cause is the 

instantiation of (e & f & g & h).  This conjunctive property is no natural property, let’s 

assume following Shoemaker, but rather a motley conjunction of causal powers.  Thus, the 

other partial cause of the effect in this case is not some physical event, and much less a mental 

event, but rather just a composite event made up of a motley collection of causal power 

tokens.  Again though, this is completely compatible with the full cause of the effect being a 

physical event. 

 Think back to the match striking example used in the introduction to this chapter.  We 

can regard the striking of a dry match as a composite event with two parts, the match’s being 

struck (one property instantiation) and its being dry (another property instantiation).  If the 

striking of the dry match causes it to light, then, intuitively, the striking of the match is a 

partial cause of this effect, a cause that acts in concert with the match’s being dry.  And 

intuitively, at least, this involves no recognizable form of causal overdetermination. 

 According to the present account of mental causation, the relation between mental 

events and the physical events that realize them is at least somewhat like the relation between 

the striking of a match and the striking of a dry match.  The striking of a match will cause that 

match to light only if it is dry.  At least somewhat similarly, according to the Shoemakeresque 

view, a causal token of a pain instantiation – a b-token, say – will be exercised only if it is 

coinstantiated with certain other causal power types.  For instance, only if it is coinstantiated 

with tokens of the causal power types e-h, or tokens of the causal power types e, i, j, and k, or 

etc.  That is, only if the pain is physically realized in some way or other.  If physicalism is true 

then every pain will be physically realized in some way or other, and so no causal power 
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token of pain will be exercised in the absence of this sort of coinstantiation.  In this way, at 

least, the relation between pain and its physical realizers is like the relation between the 

striking of a match and the striking of a dry match. 

9.2.3 CATEGORIZING THIS ACCOUNT 

 This account of mental causation, which is inspired in no small part by the views of 

Yablo and Shoemaker (once they have been rightfully purged of their proportionality 

elements), is extremely promising, it seems to me.  If it works, it effectively reduces the 

problem of nonreductive, physicalistic mental causation to something that intuitively seems 

far less problematic, part/whole causation.  Back in Chapter 8, I said that a nonreductive, 

physicalistic account of mental causation counts as rejecting (Competition) rather than (No 

Overdetermination) if it grounds the causal efficacy of the mental in the same thing in which 

it grounds the causal efficacy of the physical.  The present account is meant to capture that 

thought.  It claims that the same causally efficacious causal power tokens that are parts of 

mental events are also parts of the physical events that realize those mental events.  Even 

aside from my way of trying to characterize the divide between rejecting (Competition) and 

(No Overdetermination), though, it seems to me that intuitively, the present account should be 

viewed as a rejection of (Competition).  Intuitively, it’s not that mental and physical 

phenomena causally compete but “tie,” according to the present view.  (This is how we should 

think of overdeterminationist views, it seems to me.)  Rather, it’s that there is no causal 

competition in the first place. 

9.2.4 WATERED DOWN PROPORTIONALITY 
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 It may be helpful to incorporate a greatly watered down conception of proportionality 

into the present account.  While Yablo takes proportionality to figure in the account of 

causation itself (as does Shoemaker, apparently), it strikes me as far more plausible to think 

of proportionality as part of the account of how, given multiple events that all causally 

contribute to some effect, we pick out some event as the cause of that effect.23  Suppose that I 

light a match in the middle of a desert, where everything is bone dry for miles and miles.  

Given the context, it would be odd to single out the match’s being dry as the cause of its 

lighting.  By extension, it might also be odd to single out the match’s being struck and dry as 

the cause of its lighting.  A far more natural selection as the cause would be just the match’s 

being struck.  Similarly perhaps, it may be that when a mental event, rather than the physical 

event that realizes it, is proportional to some effect, it will be most natural to call that mental 

event the cause of that effect. 

 I assume here that nothing of real metaphysical importance turns on which event we 

select as the cause of an effect.24  How we pick out one event rather than another as the cause 

of an effect seems to be a largely pragmatic affair, reflecting our own explanatory interests as 

much as anything.  If this is right, then from the standpoint of what really matters regarding 

mental causation, it would appear to be of no real consequence at all whether or not mental 

events should be singled out as the cause of their purported effects.  If it were to turn out that 

mental events are causally related to their purported effects “merely” in the way that the 

desert match’s dryness is causally related to its lighting, it seems to me we should regard that 

                                                 
23 Yablo invariably avoids the cause locutions, always putting things in terms of causation itself.  Bealer’s 
(unpublished) Yablo-inspired account puts things in terms of the cause though. 
24 This is widely thought.  See for instance Mill (1846), Lewis (1973b: 162), Schaffer (2003). 
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as the complete vindication of mental causation.  If mental events are not the causes of their 

effects, it would be nowhere near the end of the world Fodor describes. 

 Still, it will be useful to introduce watered down proportionality into the present 

account, if just to use it in precisely the opposite way that Yablo does.  The idea is this.  To 

the extent that the present account of mental causation yields certain results that initially 

appear somewhat counterintuitive or otherwise problematic, perhaps we can explain those 

appearances away as the result of mere, metaphysically uninteresting, watered down 

proportionality considerations.  So for instance, perhaps watered down proportionality 

considerations show that for some physical effect, the cause of that effect is a mental event 

rather than the physical event which realizes it.  Would this undermine (Closure)?  No, 

because all we are talking about here is what gets to be called the cause of the physical effect 

in question, not anything more metaphysically interesting.  Even if it were to turn out that 

physical events are never best singled out as the causes of physical effects, no physicalist 

should regard this as the end of her world.25 

9.2.5 OBJECTIONS TO THE PART/WHOLE CAUSATION THESIS 

 I now want to consider a pair of objections to the part/whole causation thesis which is 

at the center of the present account of mental causation.  First, consider an objection derived 

from Trenton Merricks’ Overdetermination Argument against the existence of ordinary 

material objects, like baseballs.26  Imagining a case in which an (alleged) baseball causes an 

(alleged) window to shatter, Merricks sets out his argument as follows. 

                                                 
25 This is a way of answering one of the questions we posed to Yablo back in Chapter 8: why is it that a robust 
causal closure principle does not require physical events to be proportional to physical effects?  Answer: because 
proportionality is metaphysically uninteresting.  Of course, this is not an answer Yablo can give. 
26 Merricks (2003: 56). 
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(P1): The baseball – if it exists – is causally irrelevant to whether its constituent atoms, 
acting in concert, cause the shattering of the window. 
(P2): The shattering of the window is caused by those atoms acting in concert. 
(P3): The shattering of the window is not overdetermined. 
(C): If the baseball exists, it does not cause the shattering of the window. 
 

Merricks takes this argument to generalize to all purported effects of alleged (non-living) 

macrophysical objects.  But, if such objects do not cause any effects, then plausibly they do 

not really exist.  Merricks embraces this eliminativist conclusion, denying the existence of 

baseballs and the rest. 

 Merricks’ original argument is restricted to composite objects, but it is not difficult to 

imagine how an analogous argument applying to composite events might go.27  Given the 

nature of Merricks’ argument, it is fair for me to pick any composite event I please to play the 

role that Merricks’ baseball plays for him.  So I pick the striking of a dry match.  Given this 

choice, here is the analog to Merricks’ argument. 

 (P1’): The match’s being struck and dry – if it (the composite event) exists – is 
causally irrelevant to whether its constituent events, the match’s being struck and its 
being dry, acting in concert, cause the match to light. 
(P2’): The match’s lighting is caused by its being struck and its being dry, acting in 
concert. 
(P3’): The lighting of the match is not overdetermined. 
(C’): If the match’s being struck and dry exists, it does not cause the match to light. 
 

 In short, the idea is that given that the match’s being struck together with its being dry 

fully account for its lighting, there is no room for its being struck and dry to do any causal 

work.  I find it difficult to work myself up into a frame of mind from which this version of the 

argument seems compelling.  Surely, I want to say, if a match’s being struck and dry is 

incapable of causing it to light, then this is a bad way of trying to light it: making sure the 

                                                 
27 Olson (2002) notes in passing that Merricks’ argument will apply equally to events. 
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match is dry, and then striking it.  That is, the truth of (C’) seems to me to entail the negation 

of (P2’).  The only real question is whether to reject (P1) or deny the argument’s validity.  

Given how Merricks defines “causal irrelevancy” in his original argument, the proper choice 

is to deny validity.28  The causal efficacy of the match’s being struck and dry seems about as 

relevant as anything possibly could be to the causal efficacy of the match’s being struck, 

acting in concert with the background condition of the match’s being dry.  But given 

Merricks’ definition, we must regard this as a form of non-causal relevancy.29 

 Even aside from the details of my objection to Merricks’ argument (or at least its 

analog for composite events), there is a broader and more important point to make here.  

Presently, there are several loosely related causal exclusion problems floating around in 

philosophy: one that applies to irreducible mental phenomena, another that applies to 

composite material objects, and yet others that apply to various other entities.  Much of the 

appeal of the present account of mental causation is that it assimilates mental/physical 

causation to causation by distinct wholes which have parts in common.  At least naively, 

part/whole causation does not seem especially problematic, and so this assimilation seems to 

constitute genuine progress in accounting for mental causation.  Given this context, part of 

the threat of Merricks’ argument is that it might seem to show that no real progress has been 

made, since wholes face a causal problem of their own.  What’s more, it might seem to show 

                                                 
28 According to Merricks’ (2003: 58) definition, an object O is causally irrelevant to whether a collection of 
objects, the xs, cause a certain effect E just in case (i) O is not one of the xs, (ii) O is not a partial cause of E 
alongside the xs, (iii) none of the xs cause O to cause E, and (iv) O does not cause any of the xs to cause E. 
29 Merricks (2003: 58-59) attempts to cast those inclined to deny his original argument’s validity as really 
denying (P3), the premise that there is no causal overdetermination.  But the lighting of the match is not causally 
overdetermined in any straightforward, natural sense if it is caused by both the match’s being struck and its being 
struck and dry, while Merricks insists that when he speaks of causal overdetermination, he means the term in its 
most straightforward and natural sense. 
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this regardless of whether or not the argument is sound.  Suppose there is some flaw with 

Merricks’ argument.  Even so, if we now must make further moves to diagnose that flaw, then 

how has the present account of mental causation advanced the discussion in any way?  Why 

not just make those further moves and leave the present account of mental causation 

completely to the side? 

 What this line of questioning overlooks is that, despite bearing a kind of family 

resemblance to one another, the two causal problems in question are importantly different.  

Solutions available for one causal problem may be unavailable for another.  Consider for 

instance the view that composition is identity, defended in a strong form by Donald Baxter 

and in a more modest form by David Lewis.30  If composition is identity, then presumably 

there is no causal competition between parts and wholes, just as if mental properties are 

identical to physical properties, there is no causal competition between them.  Notice, though, 

that the view that composition is identity would not in any way undermine the nonreductive 

status of the present account of mental causation.  If composition is identity then mental 

events are identical to the causal power tokens that compose them, while physical events are 

identical to the distinct causal power tokens that compose them.31  Given this distinctness, the 

irreducibility of the mental to the physical is preserved. 

Moreover, the considerations that speak for and against the view that composition is 

identity are generally quite different from the considerations that speak for and against the 

view that mental properties are identical to physical properties.  Thus, there need not be even 

                                                 
30 Baxter (1988), Lewis (1991: 81-87). 
31 Of course, mental events are parts of physical events on the Shoemakeresque view.  But the composition is 
identity thesis is not that wholes are identical to some of their parts, to the exclusion of others. 
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the slightest tension in holding on the one hand that wholes are identical to their parts while 

holding on the other that mental properties and events are distinct from physical properties 

and events.  There is a loose connection between the different causal exclusion problems, but 

that is all that there is. 

My aim here is not to defend the view that composition is identity, or any other 

similarly specific view.  Rather, it is to observe that the assimilation of mental/physical 

causation to causation by distinct wholes having parts in common can and does constitute 

genuine progress in solving the causal exclusion problem facing irreducible mental 

phenomena, regardless of whether some philosophers have raised supposed causal problems 

for wholes.  If the account of mental causation presently under consideration were able to 

show that nonreductive physicalistic mental causation is no worse off than is causation by a 

match’s being struck and dry, that would constitute remarkable philosophical progress. 

Let’s now turn to the second objection to the part/whole causation thesis.  Not all parts 

of whole are related to one another in the way that the striking of a match is related to the 

match’s being dry.  Consider a skirmish occurring within the Battle of the Bulge that causes 

the death of a soldier.  Suppose that even if the skirmish had not been part of a larger battle, 

the soldier still would have died, provided that the skirmish occurred just as it did.  Then 

unlike the match striking case, the rest of the Battle of the Bulge (the battle’s other parts) does 

not seem to constitute a background condition which the skirmish was operating against in 

causing the soldier’s death.  Do we nevertheless want to say that the Battle of the Bulge itself 

causes the soldier’s death? 
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 It seems that we should.  If we deny that the battle causes this soldier’s death, then 

presumably we will also need to deny that the battle causes any soldier’s death.  So the battle 

causes no deaths at all.  Generalizing, presumably no battle causes any deaths.  Generalizing 

further, presumably no war causes any deaths.  But if wars do not cause deaths, then it is hard 

to see how they could cause any effects at all.  If wars cause no effects, though, then 

presumably they do not exist.  This conclusion is too good to be true.  The present objection 

to the part/whole causation thesis appears to end up being not much less radical than the 

objection derived from Merricks considered above. 

 The far more natural way to handle the case here, it seems to me, is to hold that the 

battle itself does cause the soldier’s death, but allow that it might be odd to single out the 

battle as opposed to the skirmish as the cause of the death, given the proportionality 

considerations in play – that is, given that the death would have occurred so long as the 

skirmish occurred, even if it were not part of a larger battle.  This result would be perfectly 

consistent with the part/whole causation thesis, which says nothing about when parts as 

opposed to wholes (or vice versa) will be most deserving of the label of the cause for some 

effect.  We will return to these issues in the section that follows. 

9.3 Normative Mental Causation 

 While we have used the Shoemakeresque view to set up the preceding account of 

mental causation, there is reason to think that the account does not require the 

Shoemakeresque view to work.  What it requires is just that mental and physical properties 

and events share a common structure while remaining distinct, and more specifically it seems 

to require that mental events and the physical events that realize them share token causal 
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powers.  A philosopher who accepts the Humean view according to which natural properties 

are related only contingently to their causal profiles, just as much as a reductive causal 

structuralist, could try to capture this idea of shared structure by identifying physical 

properties with conjunctive properties having mental properties as conjuncts.  Or perhaps she 

can capture the idea in some other (perhaps more plausible) way.  The main reason we have 

been using reductive causal structuralism to set up the account of mental causation provided is 

just that reductive causal structuralism makes it especially easy to see how this idea of shared 

structure might work.  Reductive causal structuralism in effect renders natural properties, 

including both mental and physical properties, as molecular rather than atomic things.  Once 

this structure is in place, the subset view of realization helps us see how structure might be 

shared without there being the sort of reductive relations that nonreductive physicalists hope 

to avoid. 

 I would like for last section’s account of mental causation to be as neutral as possible 

with respect to underlying metaphysical framework, that is, with respect to views about the 

nature of natural properties, their connection to their causal profiles, the nature of causation 

itself, realization, etc.  To the extent that some metaphysical framework is incompatible with 

the preceding account of mental causation though, it seems to me that this could be viewed as 

a potential objection against that framework.  After all, if the considerations raised in Chapter 

7 are correct, then one of the central tasks for any view of natural properties is to explain how 

nonreductive mental and special science causation works.  The present account of mental 

causation does just that, and it seems to do it in a more satisfying way than does any 

significantly different account that I know of. 

 277



 

 In this last section, I hope to show how my own antireductionism about belief 

properties can be reconciled with the present account of mental causation.  In doing this, I will 

be showing what I vowed to show back in Chapter 5, that my antireductionism about belief is 

compatible with a physicalistically acceptable account of mental causation. 

9.3.1 INCLUSION AND OVERLAP 

 Both Yablo and Shoemaker take part of the key to solving the causal exclusion 

problem to be the idea that mental phenomena are in some sense included within physical 

phenomena.  The Shoemakeresque view captures this inclusion idea in an especially literal-

minded way, treating mental events as parts of physical events and mental properties as 

conjuncts of conjunctive physical properties.  If inclusion is what is crucial to solve the 

exclusion problem, though, then my antireductionism about belief properties would appear to 

be in trouble: I take belief properties and events to have normative features which in some 

sense are not included within the physical properties and events that realize them. 

 As a first step toward addressing this prima facie problem my for view, let me observe 

that though the idea of inclusion is captured by the Shoemakeresque view which we used to 

set up the present account of mental causation, inclusion per se seems to play no essential role 

on the account.  Given the part/whole causation thesis, a mental event and a physical event 

will cause a common effect if they share a part (a causal power token) that causes that effect.  

Now, one way that wholes can share parts is if one is the part of the other.  This is not the 

only way though.  Consider two wholes, one composed of a b-token, a c-token, and a d-token, 

and the other composed of that very c-token, that very d-token, and an e-token.  Though they 

share parts, neither of these wholes is a part of the other – each has a part the other lacks.  
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Suppose next that one of their shared parts, the c-token say, causes some effect.  Given the 

part/whole causation thesis, it then follows that each of these wholes causes that effect. 

Two composite events that are related in precisely this way are the striking of a dry 

match – that is, the match’s instantiation of (being struck & being dry) – and the striking of a 

match in the presence of oxygen – that is, that very match’s instantiation of (being struck & 

being in the presence of oxygen).  If there is no causal competition between the striking of a 

match and the striking of a dry match, then surely there is likewise no causal competition 

between the striking of a dry match and the striking of that match in the presence of oxygen. 

Inclusion, then, does not seem to be required to kill the appearance of causal 

competition.  And this would appear to be a good thing for Yablo’s and Shoemaker’s sakes.  

For, even aside from my own normativity-based antireductionism, there is reason to think that 

Yablo and Shoemaker will need to give up on the idea of inclusion in favor of the sort of 

partial overlap we have been describing.  For something that we have completely left out of 

the picture thus far are natural properties’ causal liabilities.  That is, the propensities that 

natural property instantiations have to be caused by certain events.  Causal liabilities are what 

Shoemaker calls “backward-looking” causal powers, although to minimize confusion I will 

not refer to them as powers at all.  Let us now turn to some of the complications that arise 

once causal liabilities are introduced. 

9.3.2 CAUSAL LIABILITIES 

To have an example of a causal liability, consider pain.  Not only does pain tend to 

cause wincing, sobbing, teeth-gnashing, etc., but it tends to be caused by tissue damage.  For a 

causal-functionalist account of the mind to have any hope of being viable, it will need to take 
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into account such causal inputs of pain as well as its causal outputs.  Similarly, for a form of 

causal structuralism (reductive or not) to have any hope of being viable, it will need to include 

causal liabilities just as much as causal powers in its account of the relation between natural 

properties and their causal profiles. 

The reason causal liabilities pose a problem for the idea of inclusion is that realized 

properties seem to have more causal liabilities than do the physical properties that realize 

them, not less.  As Shoemaker himself recognizes, it seems that the set of causal liabilities of 

a multiply realizable property will be a superset of each of the sets of causal liabilities of its 

physical realizers.32  To see why this is, imagine a firing C-fiber stimulator, a devise that 

causes C-fibers to fire when it is pointed at them.  Since firing C-fibers realizes pain, anything 

that causes C-fibers to fire will also cause pain to be instantiated.  So then, one of pain’s 

causal liabilities will be that instantiations of it tend to be caused by firing C-fiber stimulators.  

But now, consider inflating D-tubes.  A firing C-fiber stimulator cannot cause D-tubes to 

inflate, and so this particular causal liability will not belong to the causal profile of inflating 

D-tubes.  Thus, this causal liability will belong to pain’s causal profile without belonging to 

the causal profile of one of its physical realizers.  And the point generalizes. 

 Shoemaker thinks that causal liabilities can be set aside for the purpose of setting out 

his subset view of realization.33  This is incorrect though.  Consider a physical property PZ 

whose instantiations typically cause wincing, sobbing, teeth-gnashing, etc., but whose 

instantiations never, as a matter of nomological impossibility, are caused by tissue damage.  

Given a broadly causal-functionalist view, PZ should then not qualify as a physical realizer of 

                                                 
32 Shoemaker (2001: 432-433, n. 8). 
33 Shoemaker (2001: 433, n. 8). 

 280



 

pain.  It lacks the right sorts of causal inputs.  On Shoemaker’s subset view of realization, 

though, with its focus on causal powers to the exclusion of causal liabilities, PZ will qualify as 

a pain realizer: pain’s set of causal powers (excluding its liabilities) will be a subset of PZ’s 

set of causal powers (excluding its liabilities).  To block this consequence the subset view will 

need to be amended somehow, it will need to take liabilities into account as well.  I suspect 

there are ways this can be done which retain the general spirit of Shoemaker’s original 

account, although carrying this out does not seem to be completely unproblematic, and the 

resulting view cannot be called a literal subset view, it seems to me. 

 Let’s set aside the fate of the subset view of realization, though, while pretending at 

this point that the notion of realization is in no way problematic.  For our purposes, the most 

important consequence of the introduction of causal liabilities is that it now seems impossible 

to maintain that mental properties are fully included within the multiple physical properties 

that realize them.  For each physical realizer property will lack certain features possessed by 

the mental property it realizes.  And a similar conclusion seems to apply to events as well.  

For the same sorts of reasons that came up in connection with Kim’s argument against natural 

and multiply realizable properties, unless we want to deny that mental properties are natural, 

it seems we will need to hold that they bestow the same causal liabilities on each of their 

various instantiations.  But then it follows that every mental event will possess certain features 

which the physical event realizing it lacks.  If this is right, then it is impossible to maintain 

that mental events are fully included within the physical events that realize them. 

 There are different ways we could try to introduce causal liabilities into the 

metaphysical framework we have constructed in this chapter.  Perhaps the most 
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straightforward way would be to treat them on analogy with the way we have treated causal 

powers – that is, as properties and their instantiations.  We could then continue to treat natural 

properties as conjunctions, but with conjuncts that include both causal power types and causal 

liability types.  Pain and firing C-fibers will both be conjunctive properties that have certain 

conjuncts in common, but each property will have conjuncts that the other does not.  

Similarly, we could continue to treat natural property instantiations as composite events, but 

with parts that include both causal power tokens and causal liability tokens.  Pains and firing 

C-fibers events will then have parts in common, but each will have parts the other does not. 

 On this view, mental events will not be parts of the physical events that realize them.  

Again though, this is not something that matters from the standpoint of the account of mental 

causation set out in the previous section.  What matters is just that mental and physical events 

have parts in common and that those parts cause effects.  And this condition is satisfied on the 

present view.  Every causal power token that is a part of a mental event will also be a part of 

the physical event which realizes that mental event.  Because of this, whenever such a causal 

power token causes some effect, that effect will be caused by both the mental event and the 

physical event of which that causal power token is a part, given the part/whole causation 

thesis. 

9.3.3 PURE NORMATIVE TYPES AND TOKENS 

 Given this treatment of causal liability types and tokens, I now want to introduce what 

I will be calling pure normative types and tokens, and treat them in a similar fashion.  What 

makes these normative types and tokens pure is something that will become clearer below, 

but for now we simply can ignore this part of the story.  On the view described in the 
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preceding subsection, natural properties are conjunctive but their conjuncts include both 

causal power types and causal liability types.  When we try to fit my antireductionism about 

belief properties into this sort of framework, we can think of it as follows: belief properties 

are conjunctive, but their conjuncts include pure normative types in addition to causal power 

and liability types.  Given my antireductionism about normativity, these pure normative types 

are to be regarded as irreducible to causal power or liability types.  Their introduction thus 

marks a departure from causal structuralism to be sure, but not a completely radical one.  

Let’s call the resulting metaphysical view causal/normative structuralism. 

 According to this view, belief events will be composites whose parts include causal 

power tokens, causal liability tokens, and pure normative tokens.  Just as we saw above in 

connection with causal liabilities, the present view is compatible with holding that every 

causal power token that is a part of a belief event is also a part of the physical event that 

realizes it.34  Given the part/whole causation thesis, it then follows that whenever such a 

causal power token causes some effect, that effect will be caused by both the mental event and 

the physical event of which that causal power token is a part.  Since this is but a single causal 

power token, albeit one that belongs to two distinct wholes, there is no room for causal 

competition between the mental event and the physical event in question. 

 That’s it.  That is my account of how nonreductive mental causation works.  While I 

have formulated the account using the framework provided by causal/normative structuralism, 

again I would prefer to avoid committing myself to this or any similarly specific view.  The 

                                                 
34 Even after pure normative types and tokens have been introduced, I do not see a compelling reason not to 
understand realization in purely causal terms.  Thus, I do not see a compelling reason to deny that the relation 
between belief properties and events and underlying physical properties and events is that of realization. 
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key idea according to the present account is not that of inclusion but rather that of partial 

overlap, both between mental and physical properties and between mental and physical 

events.  I claim that such partial overlap kills the appearance of causal competition, which is 

the key to solving the causal exclusion problem.  If alternative metaphysical frameworks can 

capture this idea of partially shared structure, then I would be willing to consider adopting 

those frameworks instead.   

9.3.4 PURE NORMATIVE EPIPHENOMENALISM? 

 This account of nonreductive mental causation is extremely attractive, it seems to me.  

However, the view is not completely without its potential problems.  Appreciating these 

problems will help us get a better handle on the account.  To set up its problems, let’s begin 

by getting clear on what are not problems for the view.  Satisfying both the letter and spirit of 

(Closure) is not a problem for the view, I claim.  If every causal power token is a part of some 

physical event, which is fully compatible with the present view, then it follows that whenever 

any casual power token at all is exercised, the resulting effects are caused by physical events.  

And these physical causes will be complete, we can suppose, in the sense that every causally 

relevant power token will be a causal power token of a physical event.  There is nothing 

causal here which is non-physical. 

 If there is a problem with the present view, it comes from the opposite direction: the 

view seems to render the normative epiphenomenal.  Some care must be taken in stating the 

supposed problem here, for not all normative properties and events are epiphenomenal 

according to the view.  In particular, belief properties and events are not epiphenomenal, and 

yet they are normative.  What appears to be epiphenomenal are the pure normative types and 
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tokens: if, as we were just supposing, all causes are either causal power tokens or wholes that 

have causal power tokens as parts, then it would seem to follow that pure normative tokens 

will not be causes. 

 Let me try to state the matter a little more clearly.  I want to take the notion of pure 

normative types as primitive.  Below I will offer a few examples of potential candidates for 

pure normative types, but for now such examples would be distracting.  Let’s then say that a 

normative type is impure if it is a conjunctive property having as conjuncts pure normative 

types, causal power types, and causal liability types.  Similarly, a normative token will be 

impure if it is a composite event having as parts pure normative tokens, causal power tokens, 

and causal liability tokens.  According to the view defended in this work, belief properties 

will then count as impure normative types while belief events will count as impure normative 

tokens.  The causal power tokens that are parts of belief events will sometimes cause effects.  

When they do, the belief events of which those causal power tokens are parts will themselves 

cause those effects, given the part/whole causation thesis.  However, the pure normative 

tokens that are parts of belief events will cause no effects.  Thus, the component of belief that 

makes belief normative is epiphenomenal.  Or so it seems. 

 Beliefs appear to have epiphenomenal parts then.  This thought might tempt us to want 

to rethink the part/whole causation thesis.  Or, abstracting way from the details of the 

metaphysical framework I have adopted in this chapter, it might tempt us to think that the 

present account of mental causation has a flaw similar to the one Davidson’s original account 

is thought to have: if a state qualifies as a belief only by virtue of having certain (pure) 

normative features, while no events are ever causes by virtue of their pure normative features, 
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then it might seem that no events are ever causes by virtue of being beliefs.  In the subsection 

that follows I will be addressing the objection at this higher level of abstraction, though what I 

say will in effect constitute a further defense of the part/whole causation thesis. 

9.3.5 “BY VIRTUE OF” RUN AMOK 

 Setting aside normativity and regardless of how one understands the relation between 

natural properties and their causal powers, it seems that one will have to admit that for any 

given effect caused by a natural property instantiation, not all of the features of the 

instantiation will be relevant to the effect.  Suppose that electricity is conducted through a 

wire made of copper.  Is it by virtue of the wire’s being made of copper that this effect is 

caused?  Well, copper has many features that appear causally irrelevant to the conduction.  

For instance, that copper reflects reddish light seems causally irrelevant: had the laws of 

nature been somewhat different and copper reflected a different colored light, the conduction 

of electricity still would have occurred, provided that copper still had the electrical resistivity 

that it does.  Analogous considerations seem to suggest that copper’s having the boiling point 

it does is also causally irrelevant.  And this conclusion appears to generalize fairly widely. 

 Many of copper’s features, then, appear to be causally irrelevant to the conduction of 

electricity through the wire.  Should we then deny that the wire conducts electricity by virtue 

of being made of copper?  If we do, we will be headed down a path which most likely will 

have us denying the causal efficacy of all natural properties and their instantiations, since the 

situation we are encountering with copper seems to be the rule rather than the exception.  

Now, belief differs from copper in that a belief’s pure normative features appear to be 

causally irrelevant to all effects, while the copper wire’s ability to reflect reddish light, say, is 
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causally relevant to some effects but not others.  But it is unclear why this difference should 

be relevant to the present point.  If a belief’s having epiphenomenal features disqualifies it 

from being a cause of any effect, then presumably copper’s having features that are causally 

irrelevant with respect to the conduction of electricity should disqualify the wire’s being made 

of copper from being a cause of the conduction of electricity.  But this latter conclusion 

should clearly be resisted, and so the former one should be too.35 

 We can accept this result even as we hold that Davidson’s critics had a point in 

pushing their by-virtue-of objections against him.  If mental events are not causally 

efficacious by virtue of their mental properties, this would seriously undermine mental 

causation.  According to the present view, though, mental events are causally efficacious by 

virtue of their mental properties.  While states qualify as beliefs partly by virtue of their 

normative features, they also qualify as beliefs partly by virtue of their causal features.  Thus, 

when some effect is caused through the exercise of such a causal feature, that effect is caused 

by virtue of part of what makes a state a belief.  The issue here is that mental events are not 

causally efficacious by virtue of their pure normative components.  What is threatened here is 

not mental causation but pure normative causation. 

9.3.6 EMBRACING PURE NORMATIVE EPIPHENOMENALISM? 

 What I promised back in Chapter 5 was an account of mental causation, and this I 

have now provided.  No promises about pure normative causation were ever made.  Still, let 

                                                 
35 The preceding discussion is influenced by Yablo’s (1997) critique of “superproportionality.”  Yablo’s critique 
is made within the context of a defense of the causal efficacy of wide mental states.  There are close connections 
between my present defense of the causal efficacy of beliefs despite their having certain epiphenomenal 
components and certain defenses of the causal efficacy of wide mental states, including Yablo’s in certain 
respects.  However, I will not try to draw those connections here. 
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me set describe what strikes me as the two most promising ways that the view defended here 

could be further developed.  I am undecided between which of these two options I prefer. 

The first option involves simply embracing pure normative epiphenomenalism.  This 

embrace will be most plausible if we combine with the claim that many of the normative 

types that most interest us are pure normative types, just as belief properties are.  Perhaps we 

can riff off Bernard Williams’s distinction between thick and thin normative concepts at this 

point.36  Just as physical properties and events are “thicker” than mental properties and events 

are on the Shoemakeresque view, impure normative types and tokens will be thicker than pure 

normative types and tokens on the view defended in this section.  Every impure normative 

token will be a whole composed of pure normative tokens, causal power tokens, and causal 

liability tokens, but no pure normative token will have causal power tokens or (thus) impure 

normative tokens as parts.  Similarly, every impure normative type will be a conjunctive 

property having pure normative types, causal power types, and causal liability types as 

conjuncts, but no pure normative type will have causal power types or (thus) impure 

normative types as conjuncts. 

 The invocation of Williams is meant to be partly suggestive of which sorts of 

normative types and tokens will qualify as impure (thick) and which will qualify as pure 

(thin).  There is room for disagreement about individual cases, but impure normative types 

presumably will include things like being courageous, being treacherous (these first two are 

taken from Williams), being justified, being rational, and being a believer (according to the 

view defended in this work).  Pure normative types might then include things like being right 

                                                 
36 Williams (1985).  The proposal that follows is meant only to be very loosely based on Williams’s distinction. 
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and being as one ought to be (again, both examples are taken from Williams).  The rough idea 

guiding the distinction here is that impure normative types and tokens have pure normative 

components to them.  So, for instance, a component of being courageous, say, is being as one 

ought to be.  However, impure normative types and tokens also have non-normative 

components to them.  So, for instance, a component of being courageous is having certain 

thoroughly non-normative causal dispositions, dispositions which conceivably could be 

possessed even if there were no normativity – even if normative eliminativism were true.  By 

contrast, pure normative types and tokens do not have such non-normative components to 

them.  What is the non-normative component of being as one ought to be? 

 Just as belief properties and events are causally efficacious on the present account, so 

too will be all impure normative types and tokens.  Thus, we will be able to say truly that a 

soldier acted as he did because he is courageous – this can be a correct causal explanation.  

Similarly, we will be able to say truly that a student stayed in and studied the night before the 

final rather than going out and partying because she is rational.37  Still, pure normative types 

and tokens will not be causally efficacious.  In connection, what makes impure normative 

types and tokens normative will be epiphenomenal, just as in the case of belief. 

 There is plenty of normative causation then, the question is just whether there is 

enough of it – that is, enough for both the metaphysics and epistemology of normativity.  

Offhand, I do not find it obvious that pure normative epiphenomenalism would bring with it 

the end, in the way that it does seem obvious that mental epiphenomenalism would be world-

                                                 
37 We can “invoke rationality to explain happenings,” in Gibbard’s (2003) phrase.  Despite coming at things 
from very different angles, there is a fair amount of overlap between the view presently being explored and 
Gibbard’s. 
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ending, or perhaps even that general normative epiphenomenalism would be world-ending.  

There is at least something to be said for the idea that pure normative types and tokens of the 

sort that seem to be in question do not even purport to be causal.  However, much more work 

would need to be done before it could be shown that this option is fully acceptable. 

9.3.7 A DOUBLE ASPECT THEORY? 

 Here would be a happy thought, perhaps: the pure normative epiphenomenalism that 

seems to be forced on my view is really just an artifact of the casual/normative structuralism I 

have been using to formulate my view as clearly as possible, but which is not really essential 

to my position.  One thing which suggests that this might be so is that the assumption of 

physicalism, and more specifically of (Closure), plays absolutely no role in pressuring my 

view toward pure normative epiphenomenalism.  Suppose physicalism and (Closure) were 

false.  That is, on the causal/normative structuralist view, suppose that some causal power 

tokens are not parts of physical events.  It still seems that since pure normative types and 

tokens are things of one sort while causal power types and tokens are things of another sort, 

the threat of pure normative epiphenomenalism looms just as large. 

 Causal powers and liabilities are often contrasted with qualities, the standard examples 

of which are often taken to be qualia.  Now, reductive causal structuralists attempt to do 

without qualities.  They attempt to account for all features of properties completely in terms 

of causal powers and liabilities.  In introducing pure normative types as distinct from causal 

power and liability types, what I am in effect claiming is that this cannot be done.  In making 

this move, my position effectively assigns pure normative types a role analogous to that 

played by qualities on certain other metaphysical views that are opposed to causal 
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structuralism: roughly, I claim that pure normative types are property-like entities over and 

above causal powers and liabilities, while other philosophers make similar claims about 

qualities. 

 Just as my pure normative types seem to run into causal problems, qualities, once they 

are set alongside causal powers and liabilities, seem to run into causal problems.  John Heil 

expresses the point like this: “Purely qualitative properties appear epiphenomenal.  A world 

containing purely qualitative and purely dispositional properties looks like a combination of 

two bad ideas: a world of pure powers and a world of inert undetectable qualities.”38  Heil 

thinks that the way to solve this apparent problem is not to do away with qualities, as causal 

structuralists do, or to drain causal powers of their power, as Humeans like Lewis do.  Rather, 

the way to solve it is to adopt a kind of double aspect theory, according to which some or all 

of a natural property’s causal powers and liabilities are essential to it, but they do not exhaust 

that property’s essence.  According to Heil, we are to think of 

power-bestowing properties as qualitative: the possession of a property is the 
possession of a powerful quality.  Differently put: properties (intrinsic properties of 
concrete objects) are both qualitative and dispositional; every such property is a 
quality and is a power.  Although a position of this kind produces its share of 
incredulous stares, I think it both utterly plausible and perfectly natural.39 
 
If such a double aspect theory for qualities and powers/liabilities could be made to 

work, then perhaps I could appropriate it to the view being defended here.  The idea is not 

necessarily that pure normative types are qualities, but rather that the same sorts of moves that 

can be made to endow qualities with causal efficacy will be available for normative types as 

well.  I cannot say that I have much confidence at this point that this really can be done.  I do 

                                                 
38 Heil (2003b: 28). 
39 Heil (2003b: 28).  Heil’s double aspect theory is developed at much greater length in his (2003).   
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not fully understand how double aspect theories like Heil’s are supposed to work – I am one 

of the incredulous starers, at least for now. 

Still, perhaps solace can be taken in the thought that the causal problem that pure 

normative types seem to be running up against on my view is just a special case (or at least 

something like a special case) of a causal problem that faces the qualitative component or 

aspect of natural properties of any sort – physical, mental, normative, etc.  If so, then the view 

defended in this work solves certain causal problems while leaving us with no causal problem 

that we – that is, all philosophers, regardless of whether or not they are antireductionists either 

about the mental or normativity – do not have to solve anyway.  If so, this would constitute 

genuine philosophical progress. 
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