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 Abstract 

 

GPU-Accelerated High-Performance Computing for  

Architecture-Aware Wave Simulation based on 

Discontinuous Galerkin Algorithms 

 

Bagus Hanindhito, MSE 

The University of Texas at Austin, 2020 

 

Supervisor: Lizy Kurian John 

 

Full-waveform inversion has been an essential method for oil and gas 

industries to approximate the properties of the Earth’s surface without the need to 

see them directly by digging, drilling, or tunneling, and thus lowering exploration 

costs. This method relies on the use of generated seismic waves and the acquisition 

of the reflected wave data. Since each type of rocks, sediments, and materials have 

different properties, the acquired data can be used to approximate the location of 

mineral and oil repository, for example.  

The first problem, which is the focus of this research, is called the forward 

problem, which aims to generate synthetic seismograms based on the given model. 

The second problem is the inverse problem, which tries to find the optimum model 

that can best describe the obtained data. Generally, the area of the seismic survey 

is massive and can easily generate a vast amount of data, which is used to find the 

best Earth model. Therefore, a considerable amount of computing power is required 
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to help in solving these problems. Industrial-scale wave simulators typically use 

multiple CPUs to accelerate computation. As the size of the problem increases, the 

time needed to run the simulation will increase accordingly.  

In this thesis, we investigated the implementation of a CPU-based wave 

simulator to find available parallelism that can be extracted. We mapped the 

massive number of parallelism to GPU which has thousands of cores, and thus 

suitable for doing this job. We performed additional optimization of the basic code 

to improve the performance. We also developed a method to verify the functionality 

of our implementation against the original code.  

The GPU-accelerated version of the code is then compared to the original 

CPU code. We run the simulation for different levels of discretization both in 

consumer-class GPU and datacenter-class GPU. For the double-precision run, our 

benchmark results show the speed-up over 120x,  210x, and 330x in GeForce GTX 

1080Ti, Tesla P100, and Tesla V100 GPU, respectively, compared to the dual Intel 

Xeon Platinum 8160 CPUs with a total of 48 cores.  
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 Chapter 1 

 

Introduction 

In this chapter, we would like to give an overview of the work that we have 

done in this thesis. We will start with the background of the problem as our 

motivations to give the reader the idea of how important the work is. Then, we 

formulate the problem that we want to solve in this work, leading to the research 

objectives. Furthermore, we present the problem boundary and assumption that 

we used in this work, the hypotheses of this research, and our contributions in this 

field. Finally, we explain our research methodology and the organization of this 

manuscript. 

1.1 Background 

Seismic survey [1], [2] has been becoming a primary method to approximate 

the properties of the Earth’s subsurface without the need to see them directly by 

means of digging, drilling, or tunneling, and thus lowering exploration costs. As 

the name implies, this survey is conducted by creating a seismic wave that travels 

into the Earth.  This wave is then reflected back to the surface by the subsurface 

formations, which will be recorded for further analysis. This type of survey is called 

reflection seismology, which, rigorously speaking, is an older method for oil and gas 

exploration [3], and was wildly popular before we have petascale computers. With 

the availability of petaflop computing, a more rigorous approach, named full-

waveform inversion, became more attractive. 
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The seismic wave is generated at the surface of the Earth using artificial 

sources, such as an air-gun, which is usually used in marine environments, and 

dynamite, which is used in land environments. For marine environments, the 

hydrophone is used to detect seismic energy in the form of pressure changes in 

water. As an addition, geophone is also used both onshore and offshore seabed to 

detects the ground velocity generated by the seismic waves [2]. Since each type of 

rocks, sediments, and materials have different wave-reflection and wave-refraction 

properties [4], the recorded reflection can be used to approximate the model of the 

Earth. An accurate model of the Earth is valuable for identifying the natural 

resources depository, such as oil and gas reservoirs. 

In oil and gas exploration, the seismic surveys itself can cover hundreds of 

kilometers square in area and the order of 10 kilometers in depth. This survey can 

generate a vast amount of seismic data. We will take an example given by Martin-

D. Lacasse et al. [5]. Consider an area of a seismic survey of 40km by 40km of the 

sea using a ship. The seismic source is triggered (called shot) every 50 m while the 

ship is moving and then captured by the hydrophones located every 12.5 m in eight 

8-km length cables. Therefore, there are 40,000 shots needed to cover the full survey 

area. Every seismic trigger will generate 5,120 seismograms (traces). With a 

sampling period of 2 ms and a 24-bit data format, this survey will easily generate 

3.1 Tbytes of data.  

There are two problems of finding the best Earth model in order to 

reproduce the data obtained from the seismic surveys. The first problem, which 

will be the focus of this work, is the forward problem, which aims to generate 

synthetic seismograms based on the given 3D Earth model [5], [6]. The second 

problem is called the inverse problem of finding the optimum model of the Earth 
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that can best describe the data obtained from the seismic surveys [5], [7]–[9]. This 

second problem is basically “optimizing the optimizer” based on constrained partial 

differential equation (PDE). 

The PDE solver, used as a base case here, is capable of taking advantage of 

multiple CPUs to accelerate the computation and reduce the time needed for 

simulation. As the problem becomes large, the simulation run-time becomes longer 

accordingly [5], and thus finding new ways to accelerate the software will make 

sense. Based on the character of the problem itself, the computation algorithm that 

is used, and the nature of the discretized data, there is a vast amount of parallelism 

that can be extracted and mapped into GPUs.  

The thesis work is aimed to map the massive number of available parallelism 

into a GPU. We will develop a GPU version of the PDE solver in the hope to 

significantly accelerate the computation. As an addition, we will compare the CPU 

version to GPU version in terms of performance and functionality (e.g., numerical 

accuracy). We will also try to identify the bottleneck and optimize the algorithm 

to better suit the hardware. The vast amount of processing cores available in the 

GPU will undoubtedly be suitable to perform the computation of this problem.  

1.2 Problem Formulation 

Based on the background that we have explained earlier, we formulate the 

problem that we want to investigate in this thesis as follows.  

“How many parallelisms that can be extracted from the PDE solver software 

as we go to a higher level of discretization and how to optimize the algorithm 

and map these parallelisms to GPU to improve the performance and reduce 
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the time needed to run the simulation while maintaining numerical accuracy 

and functionality of the solver?” 

1.3 Research Objectives 

We derive our research objectives based on the formulated problem as 

follows. 

a. Find the parallelism that potentially be extracted from the original PDE 

solver software. 

b. Identify the bottleneck and optimize the algorithm of the software to 

suit better the hardware on which it will run. 

c. Develop the GPU version of the software to accelerate the computation 

further and reduce the time needed for simulation while maintaining the 

numerical accuracy and functionality.  

d. Evaluate the performance and functionality by comparing the original 

CPU version with the GPU version.  

1.4 Problem Delimitation and Assumptions 

We are aware that the problem which we want to investigate is broad and 

we may not be able to cover all of them in this work. Therefore, we would like to 

establish the boundaries and assumptions to limit the scope of the problem as 

follows. 

a. The mathematics formulation as the foundation of the computation 

should hold for every level of problem discretization. 

b. We only deal with uniform discretization, which means that the problem 

domain is divided into the same size of finite elements. 



 5 

c. We assume that the problem can fit inside both CPU memory and GPU 

memory, and thus we can focus on optimizing the computation part of 

the problem. 

d. We only use single CPU and single GPU, and thus the data exchange 

only happens between the CPU and GPU.   

1.5 Hypothesis 

Our hypotheses for this research are explained below. 

a. As we go to higher discretization level of a problem domain, the amount 

of parallelism that can be extracted increases because of more finite 

elements that can be computed in parallel. 

b. With the vast amount of computing cores, GPU is suitable hardware to 

accelerate PDE solver software. It will give a significant amount of speed-

up depends on the number of parallelisms that can be extracted. 

c. The optimization of the compute part of the PDE solver in GPU yields 

significant improvement in performance until the communication part 

dominates the total time needed to run the simulation; that is when the 

problem is no longer fit into GPU memory. 

Based on these hypotheses, we derive our thesis statement, which we will 

prove in this thesis as follows. 

The higher-level of problem space discretization yields more parallelism that 

can be extracted and mapped into GPU, where the vast number of 

processing cores meets the massive amount of data-level parallelism, 

producing significant speed-up over the CPU version until the 

communication part dominates the total time needed to run the simulator. 
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1.6 Contributions 

 This thesis is one step towards developing novel computing paradigms for 

partial differential equations. We select the acoustic wave equation for its simplicity 

and note that concepts developed in this work may be extendable to more 

complicated equations. Although it is not the first time that the works involving 

discontinuous Galerkin method in solving partial differential equations have been 

done, our study is unique and essential. In our work, people with algorithm and 

hardware expertise are working closely together to address the problems that are 

important to the industries. It has a co-design spirit, in the sense that we are willing 

to make algorithmic modifications in order to get the most performance out of the 

hardware, and hence architecture-aware.  

Our work will be centered on the effort to develop the GPU version of the 

PDE solver to accelerate the simulation based on this co-design spirit. We perform 

design-space exploration to find the most effective granularity level at which the 

parallelisms should be extracted and to apply appropriate optimization on the 

algorithm for computation. We also investigate whether it is beneficial to extract 

more parallelisms with additional overheads associated with it (e.g., more 

communication between threads, more redundant operations) to overall 

performance. With this approach, we can achieve a significant speed-up on our 

GPU-accelerated simulator compared to the CPU version. 

1.7 Research Methodology 

We develop our research methodology based on the objectives that we want 

to achieve. It consists of the steps that we will follow in this work and are 

summarized below. 
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a. Mathematical review and literature study 

We derive useful mathematical equations as the underlying theorem for 

the computation that will be performed. We also summarize the earlier 

works related to the objectives of this thesis to get an additional point 

of view. 

b. Observation and analysis 

We disassemble the current PDE solver implementation and analyze the 

findings. We also study the flow of the data inside the software. 

c. Design and implementation 

This step is where we perform the design and the implementation of the 

GPU version of the PDE solver. 

d. Evaluation 

We develop a method to verify the functionality of the GPU version of 

the PDE solver. We also perform benchmarks to compare the 

performance of the GPU version of the PDE solver with the original 

CPU version. 

e. Conclusion 

We conclude our work to answer our research objectives and hypotheses 

and prove the thesis statement. 

1.8 Thesis Organization 

We documented the works that we have done alongside with the data that 

we have obtained in this manuscript. This manuscript is organized into seven 

chapters, as explained below. 
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a. Chapter 1: Introduction 

We explain the background, problem formulation, research objective, 

problem delimitation and assumption, hypotheses, and the research 

methodology. 

b. Chapter 2: Mathematical Review 

We derive and explain the mathematical formulation as the foundation 

of the computation that we perform. 

c. Chapter 3: Related Works 

We summarize the related works that align with the research objectives 

of this work. We also list some of the scientific research that uses GPU 

to accelerate their computation. 

d. Chapter 4: Analysis and Observation of Current Simulator 

Implementation 

We dismantle and analyze the current simulator implementation. The 

findings will be used for developing the GPU version of the simulator. 

e. Chapter 5: Design and Implementation of GPU-Accelerated Simulator 

We describe the design and implementation processes of the GPU version 

of the simulator, including the development of the stand-alone version of 

the simulator, analysis of the potential parallelism that can be extracted, 

and optimization that can be carried out. 

f. Chapter 6: Performance and Functionality Evaluation 

We evaluate both the performance and functionality of the GPU version 

of the simulator. We develop a method to verify the functionality of the 

GPU code against the original CPU code.  
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g. Chapter 7: Conclusion and Future Work 

We write the conclusion of our work. Moreover, based on the result of 

this research, we also summarize the future works that we plan to do to 

improve the GPU version of the simulator.  
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 Chapter 2 

 

Mathematical Review 

In this chapter, we would like to derive the mathematical equations, which 

serve as the fundamental theorem of this work. We may not be able to explain 

them thoroughly as it only means to give basic knowledge before moving forward 

to the next chapter. The reader should consult the references listed in the 

bibliography for a more detailed explanation.  

2.1 The Acoustic Wave Equation 

Figure 2.1 shows the cross-section of the Earth in 2D space. We will only 

focus on the single uniform material in this work (i.e., the one the right) to simplify 

the problem. Although the equations here are for 2D space, it is easy to extend 

them to 3D space.   

 

 

Figure 2.1 Two-dimension cross-section of the Earth surface (left) that is 
simplified by having homogenous material with perfect shape (right). 

Let say, inside the fluid, we want to compute pressure 𝑝(𝑥, 𝑦, 𝑡) and particle 

velocity 𝑣(𝑥, 𝑦, 𝑡), which are functions of 2D space and time. The pressure is related 

to the wave velocity. The acoustic wave equations can be written, as shown in 

Liquid

Solid Liquid
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Equation (1) and (2). These are the equations we will solve in the simulator. The 

𝜅 is the bulk modulus that defines the resistance of a material to compression. On 

the other hand, the 𝜌 is the density of the material. Both of them are material 

properties that we will use throughout the simulation. 

 
𝜕𝑃

𝜕𝑡
+ 𝜅∇𝑣 = 0 (1) 

 
𝜕𝑣

𝜕𝑡
+
1

𝜌
∇𝑝 = 0 (2) 

We can further expand Equation (1) by opening the divergence operator, as 

shown in Equation (3). Similarly, we can expand the Equation (2) by opening the 

divergence operator for each direction, as shown in Equation (4). Every time step, 

we compute both pressure and particle velocity, assuming that we know the 

material properties. The wave velocity can be written as the function of bulk 

modulus and material density, as shown in Equation (5). In water, the value of 𝐶𝑝 

will be around 1,440 m/s. 

 
𝜕𝑝

𝜕𝑡
+ 𝜅 (

𝜕𝑣𝑥
𝜕𝑥

+
𝜕𝑣𝑦

𝜕𝑦
) = 0 (3) 

 

𝜕𝑣𝑥
𝜕𝑡

+
1

𝜌
 
𝜕𝑝

𝜕𝑥
= 0

𝜕𝑣𝑦

𝜕𝑡
+
1

𝜌
 
𝜕𝑝

𝜕𝑦
= 0

}
 
 

 
 

 (4) 

 𝐶𝑝 = √
𝜅

𝜌
 (5) 
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2.2 Discontinuous Galerkin (DG)-based Discretization 

In this section, we would like to give a brief overview of the discontinuous 

Galerkin (DG) method that we will use throughout our work. We would not be 

able to cover it in detail, and thus the reader should consult the book by Jan S. 

Hesthaven and Tim Warburton [10] to get a more thorough explanation of the 

method. The DG method is a compact and robust finite element method that is 

locally conservative, stable, and high-order accurate [11], [12]. This method can 

easily handle complex geometries, approximations of the polynomials in different 

degrees between different elements, and irregular meshes with hanging nodes.  

The DG is well suited for large-scale time-dependent computations with high 

accuracy. As explained in the work by Abdelkader Baggag et al. [13], in the DG 

method, the resulting equations are local to each finite element. In contrast, the 

solution within each finite element is not reconstructed by looking to neighboring 

elements. Therefore, each element can be considered as an individual entity that 

needs to obtain some boundary data from its neighbors. This is the reason that 

makes DG appropriate for parallel computation since each element can be 

computed independently.  

We perform the discretization of the problem domain, such as the one that 

is shown in Figure 2.1. We formulate the problem of discretization, as shown in 

Equation (6). To simplify the explanation, we start with a 1D problem with a 

domain of Ω shown in Figure 2.2. The 𝑓 is flux function which is known               

(e.g., 𝑓 = 𝑎 ∙ 𝑢) while 𝑢(𝑥, 𝑡) is an unknown function. In the previous section, this 

unknown function is the pressure 𝑝(𝑥, 𝑡) and the particle velocity 𝑣(𝑥, 𝑡).  

 
𝜕𝑢

𝜕𝑡
+
𝜕𝑓

𝜕𝑥
= 0, 𝑥 ∈ Ω (6) 



 13 

 

Figure 2.2 An example of problem domain discretization in 1D space. 

Substituting 𝑓 with 𝑎 ∙ 𝑢, we get Equation (7). If we look closely, Equation 

(7) is a generalization of Equation (1) and Equation (2).  

 
𝜕𝑢

𝜕𝑡
+ 𝑎

𝜕𝑢

𝜕𝑥
= 0, 𝑥 ∈ Ω (7) 

Ideally, we want to compute 𝑢(𝑥, 𝑡) for every 𝑥 in the problem domain, but 

it is too expensive in terms of computation. This is where the discretization comes 

into play. Since it is impossible to compute 𝑢(𝑥, 𝑡) for every 𝑥, we could instead 

solve 𝑢(𝑥, 𝑡) for some discrete nodes in the problem domain, as shown in          

Figure 4.2. The same thing also applies to the problem in 2D space and 3D space, 

as shown in Figure 2.3 and later in Figure 4.7.  

The problem domain is discretized into smaller elements that are generally 

called quadrilaterals and hexahedra in 2D and 3D space, respectively.  The red 

dots are the discrete points in space where we want to evaluate the unknown 

function 𝑢(𝑥, 𝑡) for 1D space or 𝑢(𝑥, 𝑦, 𝑡) for 2D space. These points are called 

observation points or nodes. In the software, we use NNODE_1D to denote the number 

of nodes in one dimension. For 2D space and 3D space, the total nodes will be the 

square of NNODE_1D and cube of NNODE_1D, respectively. Each element can have a 

x...Domain 

... ...Subdomain 
e

 (3 elements) 

... ...Subdomain 
e
 (4 elements) ...

We wish to find u(x,t) at these discrete nodes
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higher number of nodes (i.e., higher-order) to improve the numerical fidelity at the 

expense of more computation efforts. Higher-order elements will be helpful for 

evaluating high-frequency waves since they will give sharper images. 

The high-frequency waves are more susceptible to a phenomenon called 

dispersion, which will cause the waves to be distorted as they travel in space. Babak 

Poursartip et al. has emphasized this dispersion issue, and the mitigation will 

require more computing power [14]. The solution is to use a finer mesh (i.e., divide 

mesh into even smaller elements) or increase the order of each element by placing 

more nodes. It is more economical to place more nodes compared to the finer mesh 

in terms of hardware and numerical perspective. From the hardware perspective, 

the high order elements have a higher arithmetic intensity and are more cache-

friendly compared to having a finer mesh. From the numerical perspective, we will 

have more spectral accuracy as we go higher-order elements, and it is more efficient 

in a mathematical perspective as it converges quickly. 

In Figure 2.3, the nodes that are circled in green are where the solution is 

discontinuous because of the DG discretization. Those nodes are touching each 

other (i.e., in the same coordinate in space), but the solutions are computed 

multiple times inside different elements. Hence, the solutions can be different (i.e., 

discontinuous). Everything inside an element the solutions are continuous, but 

between elements, they can be discontinuous. This phenomenon is specific to the 

discontinuous Galerkin method that we are using, which will take care of the 

discontinuity as we go into more detail. 

Let say; we multiply the Equation (6) with a test function �̃�, which is a nice 

function (i.e., smooth function) and integrate that over a one element Ω𝑒 as shown 
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in Equation (8). We will do this for each element inside the mesh. In this way, we 

move from a differential form to an integral form, which we call the strong form. 

 

 

Figure 2.3 An example of problem domain discretization in 2D space and the 
solution discontinuity as a result of DG discretization. 

 ∫ �̃� (
𝜕𝑢

𝜕𝑡
+
𝜕𝑓

𝜕𝑥
)

 

Ω𝑒
𝑑𝑥 = 0 (8) 

Now, we want to discretize the 𝑢 and 𝑓 function in Equation (6) over ℎ 

field, as shown in Equation (9). If 𝑢 is the exact solution, we instead compute the 

approximate solution 𝑢ℎ. Because 𝑢ℎ is the approximate solution to 𝑢, it may not 

satisfy the Equation (6).  

 
𝜕𝑢ℎ
𝜕𝑡

+
𝜕𝑓ℎ
𝜕𝑥

≠ 0 (9) 

If we multiply the Equation (9) with a test function �̃� and convert it to an 

integral form as we have done in Equation (8), we can say the equation will equal 

to zero, as shown in Equation (10). The test function �̃� is a function of space (i.e., 

�̃�(𝑥) for 1D space, �̃�(𝑥, 𝑦) for 2D space). 

Domain  

Boundary  One element with
NNODE 1D=3_

Mesh with 2x2 Elements

Discontinuity
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∫ �̃� (

𝜕𝑢ℎ
𝜕𝑡

+
𝜕𝑓ℎ
𝜕𝑥
)

 

Ω𝑒
𝑑𝑥 = ∫ �̃�

𝜕𝑢ℎ
𝜕𝑡

𝑑𝑥
 

Ω𝑒⏟        
𝑡𝑒𝑚𝑝𝑜𝑟𝑎𝑙
𝑡𝑒𝑟𝑚

+∫ �̃�
𝜕𝑓ℎ
𝜕𝑥

𝑑𝑥
 

Ω𝑒⏟        
𝑠𝑝𝑎𝑡𝑖𝑎𝑙
𝑡𝑒𝑟𝑚

= 0 
(10) 

Next, we want to move the derivative from 𝑓ℎ to �̃� in the spatial term using 

integration by part, as shown in Equation (11). The element interior term is 

performed inside the element while the element boundary term is performed on the 

boundary of the element, as shown in Figure 2.4. The 𝑛 is the normal vector at the 

boundary, which is a vector perpendicular to the boundary. The 𝑑𝑠 is over the 

boundary of an element while 𝑑𝑥 is over interior of an element.  

 

 

Figure 2.4 The boundary of an element (highlighted in green), the vector normal 
to the boundary, and how the elements are touching each other. 

...
e

e 

n n

e 

e

nn

e

2D space

1D space

n

n
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∫ �̃�

𝜕𝑓ℎ
𝜕𝑥

𝑑𝑥
 

Ω𝑒
= ∫ �̃� 𝑓ℎ 𝑛 𝑑𝑠

 

∂Ω𝑒⏟        
𝑒𝑙𝑒𝑚𝑒𝑛𝑡
𝑏𝑜𝑢𝑛𝑑𝑎𝑟𝑦

−∫
𝜕�̃�

𝜕𝑥
 𝑓ℎ 𝑑𝑥

 

Ω𝑒⏟        
𝑒𝑙𝑒𝑚𝑒𝑛𝑡
𝑖𝑛𝑡𝑒𝑟𝑖𝑜𝑟

= 0 
(11) 

Until this point, each element has not talked to each other because the 

integration is done over each element. Without talking to each other, the solution 

can be discontinuous at the boundary. We need to find a way to allow each element 

to talks to each other. So, we rewrite Equation (11) to Equation (12) as follows. 

The 𝑓ℎ
∗  is the numerical flux which responsibles for conveying the information 

from one element to the other.  

 
∫ �̃�

𝜕𝑓ℎ
𝜕𝑥

𝑑𝑥
 

Ω𝑒
= ∫ �̃� 𝑓ℎ

∗ 𝑛 𝑑𝑠
 

∂Ω𝑒⏟        
𝑟𝑒𝑞𝑢𝑖𝑟𝑒 𝑛𝑒𝑖𝑔ℎ𝑏𝑜𝑟

𝑒𝑙𝑒𝑚𝑒𝑛𝑡

−∫
𝜕�̃�

𝜕𝑥
 𝑓ℎ 𝑑𝑥

 

Ω𝑒⏟        
𝑖𝑛𝑡𝑒𝑟𝑛𝑎𝑙 𝑡𝑜
𝑒𝑙𝑒𝑚𝑒𝑛𝑡

= 0 
(12) 

As we have explained earlier, the solution can be discontinuous at the 

boundary (i.e., at the interface of two elements). This discontinuity will make the 

solution no longer single-valued. The responsibility of the numerical flux is to 

resolve this discontinuity problem (e.g., by performing an average of two solutions). 

Different people may propose different numerical flux since the numerical flux is 

not unique. For example, if 𝑓 = 𝑎 ∙ 𝑢, then we can use numerical flux, as shown in 

Equation (13) which performs averaging between two solutions from each element 

that touches each other. 

 𝑓ℎ
∗  =

1

2
((𝑎 ∙ 𝑢)𝐿𝑒𝑓𝑡 + (𝑎 ∙ 𝑢)𝑅𝑖𝑔ℎ𝑡) (13) 

Next step, we perform partial integration on the internal term of the 

Equation (12) to move the derivative to 𝑓ℎ as shown in Equation (14). 
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 ∫
𝜕�̃�

𝜕𝑥
 𝑓ℎ 𝑑𝑥

 

Ω𝑒
= ∫ �̃� 𝑓ℎ 𝑛 𝑑𝑠

 

∂Ω𝑒
−∫ �̃�

𝜕𝑓ℎ
𝜕𝑥

𝑑𝑥
 

Ω𝑒
 (14) 

Now we rewrite Equation (12) and (13) into Equation (15) as follows. We 

then perform simplification into Equation (16). 

 ∫ �̃�
𝜕𝑓ℎ
𝜕𝑥

𝑑𝑥
 

Ω𝑒
= ∫ �̃� 𝑓ℎ

∗ 𝑛 𝑑𝑠
 

∂Ω𝑒
−∫ �̃� 𝑓ℎ 𝑛 𝑑𝑠

 

∂Ω𝑒
+∫ �̃�

𝜕𝑓ℎ
𝜕𝑥

𝑑𝑥
 

Ω𝑒
 (15) 

 ∫ �̃�
𝜕𝑓ℎ
𝜕𝑥

𝑑𝑥
 

Ω𝑒
= ∫ �̃� (𝑓ℎ

∗𝑛 − 𝑓ℎ𝑛)  𝑑𝑠
 

∂Ω𝑒
+∫ �̃�

𝜕𝑓ℎ
𝜕𝑥

𝑑𝑥
 

Ω𝑒
 (16) 

Finally, we can rewrite Equation (10) by substituting the spatial term with 

Equation (16) as shown in Equation (17). This equation is our final continuous 

weak-form, and the next step is to discretize this.  

 ∫ �̃�
𝜕𝑢ℎ
𝜕𝑡

𝑑𝑥
 

Ω𝑒
+∫ �̃� (𝑓ℎ

∗𝑛 − 𝑓ℎ𝑛)  𝑑𝑠
 

∂Ω𝑒
+∫ �̃�

𝜕𝑓ℎ
𝜕𝑥

𝑑𝑥
 

Ω𝑒
= 0 (17) 

2.3 Discretization in Space 

The next step is to represent the Equation (17), which is in integral form, 

with polynomial approximation. Therefore, we want to go from integration to the 

linear algebra. In the end, we will do matrix multiplication with linear algebra. Let 

suppose we have one element with 𝑢(𝑥) as the unknown shown in Figure 2.5. We 

can approximate the 𝑢(𝑥) as shown in Equation (18) using the Ψ(𝑥) as a shape 

function. For example, for 𝑢(𝑥1) = 𝑢1 because Ψ1(𝑥1) = 1, Ψ2(𝑥1) = 0 and 

Ψ2(𝑥1) = 0. 

We can write Equation (18) in matrix notation, as shown in Equation (19) 

and (20) as follows. We call Equation (20) as polynomial interpolation. The 𝑢𝑒 is 

 𝑢(𝑥) = Ψ1(𝑥)𝑢1 +Ψ2(𝑥)𝑢2 + Ψ3(𝑥)𝑢3 (18) 
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inside an element. The shape function Ψ(𝑥) is known and the solution is only for 

the unknown 𝑢(𝑥). The shape function Ψ(𝑥) will depend on the NNODE_1D that we 

are using. For example, if NNODE_1D is 8, then we will have eight shape functions. 

 

 

Figure 2.5 Illustration of discretization in space and approximation using 
polynomial 

 𝑢(𝑥) = [Ψ1(𝑥) Ψ2(𝑥) Ψ3(𝑥)]
𝑇 ∙ [

𝑢1
𝑢2
𝑢3
]

⏟
𝑐𝑜𝑛𝑠𝑡𝑎𝑛𝑡

 (19) 

 𝑢(𝑥) = 𝑁𝑇𝑢𝑒 (20) 

 Now, we can rewrite 𝑢 and �̃� as the polynomial interpolation, as shown in 

Equation (21), (22), (23), and (24). Note that 𝑁𝑥
 𝑇 is the derivative of shape 

functions. 

 𝑢(𝑥) = 𝑁𝑇𝑢𝑒 (21) 

  �̃�(𝑥) = 𝑁𝑇�̃�𝑒 = (�̃�𝑒)
𝑇
𝑁 (22) 

  
𝜕𝑢

𝜕𝑥
=
𝜕Ψ1(𝑥)

𝜕𝑥
𝑢1 +

𝜕Ψ2(𝑥)

𝜕𝑥
𝑢2 +

𝜕Ψ3(𝑥)

𝜕𝑥
𝑢3 = 𝑁𝑥

 𝑇𝑢𝑒 (23) 

x1 x2 x3

u(x)

u3u2u1

1=

2=

3=

1

1

1

x
1

x
2

x
3

x
1

x
2

x
3

x
1

x
2

x
3



 20 

 
𝜕𝑢

𝜕𝑡
=
𝜕

𝜕𝑡
(𝑁𝑇𝑢𝑒) = 𝑁𝑇

𝜕𝑢𝑒

𝜕𝑡
= 𝑁𝑇�̇�𝑒 (24) 

We are now ready to write Equation (17) with the polynomial interpolation 

that we have prepared in Equation (21), (22), (23), and (24). First, we rewrite 

Equation (17), as shown in Equation (25). 

 
∫ �̃�

𝜕𝑢ℎ
𝜕𝑡

𝑑𝑥
 

Ω𝑒⏟        
𝑡𝑖𝑚𝑒
𝑡𝑒𝑟𝑚

+∫ �̃� (𝑓ℎ
∗𝑛 − 𝑓ℎ𝑛)  𝑑𝑠

 

∂Ω𝑒⏟              
𝑓𝑙𝑢𝑥

𝑐𝑜𝑛𝑡𝑟𝑖𝑏𝑢𝑡𝑖𝑜𝑛𝑠 𝑡𝑒𝑟𝑚

+ ∫ �̃�
𝜕𝑓ℎ
𝜕𝑥

𝑑𝑥
 

Ω𝑒⏟        
𝑣𝑜𝑙𝑢𝑚𝑒

𝑐𝑜𝑛𝑡𝑟𝑖𝑏𝑢𝑡𝑖𝑜𝑛𝑠 𝑡𝑒𝑟𝑚

= 0 
(25) 

Secondly, we manipulate the time term in Equation (25) by simply 

substitute �̃� and 
𝜕𝑢ℎ

𝜕𝑡
 with the polynomial approximation, as shown in           

Equation (26). 

 ∫ �̃�
𝜕𝑢ℎ
𝜕𝑡

𝑑𝑥
 

Ω𝑒
= ∫ ( �̃�𝑒)𝑇𝑁 𝑁𝑇�̇�𝑒 𝑑𝑥

 

Ω𝑒
= ( �̃�𝑒)𝑇 (∫ 𝑁 𝑁𝑇 𝑑𝑥

 

Ω𝑒
)

⏟        
𝑚𝑎𝑠𝑠 𝑚𝑎𝑡𝑟𝑖𝑥

�̇�𝑒 (26) 

We define the mass matrix, as shown in Equation (27). 

 𝑀 = ∫ 𝑁 𝑁𝑇 𝑑𝑥
 

Ω𝑒
 (27) 

Take an example from Figure 2.5, the mass matrix can be written as shown 

in Equation (28) and can be rewritten into Equation (29) by opening the matrix 

multiplication (note that to simplify the writing, we omit (𝑥) in the function 

symbol). 

 𝑀 = ∫ [

Ψ1(𝑥)

Ψ2(𝑥)

Ψ3(𝑥)
] ∙ [Ψ1(𝑥) Ψ2(𝑥) Ψ3(𝑥)]  𝑑𝑥

 

Ω𝑒
 (28) 

 𝑀 = ∫ [
Ψ1Ψ1 Ψ1Ψ2 Ψ1Ψ3
Ψ2Ψ1 Ψ2Ψ2 Ψ2Ψ3
Ψ3Ψ1 Ψ3Ψ2 Ψ3Ψ3

] 𝑑𝑥
 

Ω𝑒
 (29) 
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With a particular integration scheme called GLL (Gauss-Lobatto-Legendre) 

[15], [16], the matrix in Equation (29) becomes a diagonal matrix if we pick the 

integration points carefully. With the mass matrix becomes a diagonal matrix, 

computing the inverse is a very cheap operation.  

Next, we manipulate the volume contributions term in Equation (25) with 

𝑓ℎ = 𝑎 ∙ 𝑢. We do the same substitution as the previous one to get Equation (30).  

 ∫ �̃�
𝜕𝑓ℎ
𝜕𝑥

𝑑𝑥
 

Ω𝑒
= ∫

𝜕�̃�

𝜕𝑥
 𝑎𝑢 𝑑𝑥

 

Ω𝑒
= ∫ (�̃�𝑒)𝑇𝑁 𝑎 𝑁𝑥

 𝑇𝑢𝑒  𝑑𝑥
 

Ω𝑒
 (30) 

Rearrange the term we get the Equation (31). 

 
∫

𝜕�̃�

𝜕𝑥
 𝑎𝑢 𝑑𝑥

 

Ω𝑒
= ∫ (�̃�𝑒)𝑇𝑁 𝑎 𝑁𝑥

 𝑇𝑢𝑒  𝑑𝑥
 

Ω𝑒
= (�̃�𝑒)𝑇 (∫ 𝑎𝑁 𝑁𝑥

 𝑇  𝑑𝑥 
 

Ω𝑒
)

⏟          
𝑠𝑡𝑖𝑓𝑓𝑛𝑒𝑠𝑠 𝑚𝑎𝑡𝑟𝑖𝑥

𝑢𝑒 
(31) 

We define the stiffness matrix, as shown in Equation (32). 

 𝐾 = ∫ 𝑎𝑁 𝑁𝑥
 𝑇  𝑑𝑥 

 

Ω𝑒
 (32) 

Finally, we manipulate the flux contributions terms in Equation (25). We 

do the same substitution as the previous one. 

 
∫ �̃� (𝑓ℎ

∗𝑛 − 𝑓ℎ𝑛)  𝑑𝑠
 

∂Ω𝑒
= (�̃�𝑒)𝑇∫ 𝑁 𝑛 (𝑓∗ − 𝑓) 𝑑𝑠

 

∂Ω𝑒⏟            
𝑓𝑙𝑢𝑥 𝑐𝑜𝑛𝑡𝑟𝑖𝑏𝑢𝑡𝑖𝑜𝑛

 
(33) 

We define the flux contribution, as shown in Equation (34). 

 𝐹 = ∫ 𝑁 𝑛 (𝑓∗ − 𝑓) 𝑑𝑠
 

∂Ω𝑒
 (34) 

Let us combine Equation (26), (31), and (33) to form Equation (35). 

 ( �̃�𝑒)𝑇 (∫ 𝑁 𝑁𝑇 𝑑𝑥
 

Ω𝑒
) �̇�𝑒 + (�̃�𝑒)𝑇 (∫ 𝑎𝑁 𝑁𝑥

 𝑇  𝑑𝑥 
 

Ω𝑒
)𝑢𝑒 + (�̃�𝑒)𝑇∫ 𝑁 𝑛 (𝑓∗ − 𝑓) 𝑑𝑠

 

∂Ω𝑒
= 0 (35) 



 22 

Since we can have arbitrary values for test function �̃� (i.e., non-zero value), 

we can remove the test function from Equation (35) to form Equation (36). 

 (∫ 𝑁 𝑁𝑇 𝑑𝑥
 

Ω𝑒
) �̇�𝑒 + (∫ 𝑎𝑁 𝑁𝑥

 𝑇  𝑑𝑥 
 

Ω𝑒
)𝑢𝑒 + ∫ 𝑁 𝑛 (𝑓∗ − 𝑓) 𝑑𝑠

 

∂Ω𝑒
= 0 (36) 

Substituting Equation (27), (32), and (34) to Equation (36), we get 

Equation (37) as follows. 

 
𝑀 �̇�𝑒 + 𝐾 𝑢𝑒 + 𝐹⏟      

𝐶

= 0 
(37) 

2.4 Discretization in Time 

We rewrite Equation (37) as Equation (38) as follows where 𝐶 is the 

contributions from volume and flux. 

 𝑀 �̇�𝑒 + 𝐶 = 0 (38) 

We do the time-stepping with time-step of Δ𝑡, as shown in Equation (38). 

 𝑀 
�̇�𝑒

(𝑛+1) − �̇�𝑒
(𝑛)

Δ𝑡
+ 𝐶𝑛 = 0 (39) 

Rearranging the Equation (39), we get Equation (40). The  𝑀−1 is the 

inverse mass matrix, which is a diagonal matrix.  

 �̇�𝑒
(𝑛+1) = �̇�𝑒

(𝑛) − Δ𝑡 𝑀−1 𝐶𝑛 (40) 

2.5 Discontinuous Galerkin (DG) in Acoustic Wave Equation 

We have established the acoustic wave equation in the first section. We also 

have derived the discretization using the DG method in space, as shown in the 

previous section. This section is mainly used to apply DG to the acoustic wave 

equation in 2D space that we can easily extend to 3D space. 
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To simplify the equation writing, we rewrite Equation (3) and (4) as 

Equation (41) and (42), respectively. Note that we replace derivative of pressure 𝑝 

and 𝑣 with respect to time as �̇� and �̇�, respectively. 

 �̇� + 𝜅(𝑥)∇𝑣 = 0 (41) 

  �̇� +
1

𝜌(𝑥)
∇𝑝 = 0 (42) 

Then, we write the weak-form as shown in Equation (43) and (44) with a 

test function of �̃� and  �̃�. 

 ∫ �̃�
 

Ω𝑒
(�̇� + 𝜅∇𝑣) 𝑑𝑥 = 0 (43) 

  ∫  �̃� 
 

Ω𝑒
(�̇� +

1

𝜌
∇𝑝) 𝑑𝑥 = 0 (44) 

2.5.1 Deriving The Weak Form 

For Equation (43), we perform the same operation as when we go from 

Equation (10) to Equation (16). 

 ∫  �̃�
 

Ω𝑒
𝜅 ∇𝑣 𝑑𝑥 = ∫ �̃� 𝜅 𝑣 𝑛 𝑑𝑠 

 

𝜕Ω𝑒
−∫ 𝜅 ∇�̃�

 

Ω𝑒
𝑣 𝑑𝑥 (45) 

 
∫  �̃�
 

Ω𝑒
𝜅 ∇𝑣 𝑑𝑥 = ∫ �̃� 𝜅  (𝑣 𝑛)

∗

⏟  
𝑛𝑢𝑚𝑒𝑟𝑖𝑐𝑎𝑙

𝑓𝑙𝑢𝑥

 𝑑𝑠
 

𝜕Ω𝑒
− ∫ 𝜅 ∇�̃�

 

Ω𝑒
. 𝑣 𝑑𝑥  

(46) 

  ∫  �̃�
 

Ω𝑒
𝜅 ∇𝑣 𝑑𝑥 = ∫ �̃� 𝜅 (𝑣 𝑛)

∗
 𝑑𝑠

 

𝜕Ω𝑒
−∫ �̃� 𝜅 𝑣 𝑛 𝑑𝑠

 

𝜕Ω𝑒
+∫ 𝜅 �̃�

 

Ω𝑒
∇𝑣 𝑑𝑥  (47) 

  ∫  �̃�
 

Ω𝑒
𝜅 ∇𝑣 𝑑𝑥 = ∫ �̃� (𝜅(𝑣 𝑛)

∗
− 𝜅(𝑣 𝑛)) 𝑑𝑠 

 

𝜕Ω𝑒
+∫ 𝜅 �̃� ∇𝑣 𝑑𝑥 

 

Ω𝑒
 (48) 
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We also do the same for Equation (44) as follows. For this, we will not show 

the complete steps. 

 ∫  �̃� 
 

Ω𝑒

1

𝜌
∇𝑝 𝑑𝑥 = ∫

1

𝜌
 𝑝 �̃� 𝑛 𝑑𝑠 − ∫

1

𝜌
 𝑝 �̃� ∇𝑝 𝑑𝑥 

 

Ω𝑒
 

 

𝜕Ω𝑒
 (49) 

  ∫  �̃� 
 

Ω𝑒

1

𝜌
∇𝑝 𝑑𝑥 = ∫ �̃� (

1

𝜌
(𝑝 𝑛)

∗
−
1

𝜌
(𝑝 𝑛)) 𝑑𝑠 + ∫ �̃�  

1

𝜌
 ∇𝑝 𝑑𝑥 

 

Ω𝑒

 

𝜕Ω𝑒
 (50) 

Then, we rewrite a complete weak form by combining the time, flux 

contributions, and volume contributions, as shown in Equation (51) and (52). 

 ∫ �̃� �̇� 𝑑𝑥 
 

Ω𝑒
+∫ 𝜅 �̃� ∇𝑣 𝑑𝑥

 

Ω𝑒
+∫ �̃� (𝜅(𝑣 𝑛)

∗
− 𝜅(𝑣 𝑛)) 𝑑𝑠

 

𝜕Ω𝑒
= 0 (51) 

  ∫ �̃� . �̇� 𝑑𝑥 + 
 

Ω𝑒
∫ �̃� 

1

𝜌
 ∇𝑝 𝑑𝑥 

 

Ω𝑒
+ ∫ �̃�  (

1

𝜌
(𝑝 𝑛)

∗
−
1

𝜌
(𝑝 𝑛))𝑑𝑠

 

𝜕Ω𝑒
= 0 (52) 

2.5.2 Discretization in Space 

We do the same for discretization in space, as we have previously done. We 

define shape functions in 2D space, as shown in Equation (53). 

 𝑝(𝑥, 𝑦) = 𝑝1 𝜓1(𝑥, 𝑦) + 𝑝2 𝜓2(𝑥, 𝑦) + ⋯+ 𝑝𝑛 𝜓𝑛(𝑥, 𝑦) = 𝑁
𝑇𝑝𝑒 (53) 

Then, we perform polynomial approximation and define several equations, 

as shown in Equation (54), (55), and (56). 

 
𝜕𝑝

𝜕𝑥
=
𝜕𝜓1
𝜕𝑥

𝑝1 +⋯+
𝜕𝜓𝑛
𝜕𝑥

𝑝𝑛 = 𝑁𝑥
 𝑇𝑝𝑒 (54) 

  
𝜕𝑝

𝜕𝑦
=
𝜕𝜓1
𝜕𝑦

𝑝1 +⋯+
𝜕𝜓𝑛
𝜕𝑦

𝑝𝑛 = 𝑁𝑦
 𝑇𝑝𝑒 (55) 

  𝑣 = (
𝑣1 = 𝑁

𝑇𝑣1
𝑒

𝑣2 = 𝑁𝑇𝑣2𝑒
) (56) 
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We then write the following terms, as shown in Equation (57), (58), and 

(59) as follows. 

 �̃� ∇𝑣 = �̃� (
𝜕𝑣1
𝜕𝑥

+
𝜕𝑣2
𝜕𝑥
) = (𝑝𝑒)

𝑇

𝑁 (𝑁𝑥
 𝑇𝑣1

 𝑒 +𝑁𝑦
 𝑇𝑣2

 𝑒)⏟            
𝑑𝑖𝑣−𝑣

 (57) 

 ∇𝑝 =

(

 

𝜕𝑝

𝜕𝑥
𝜕𝑝

𝜕𝑦)

 = (
𝑁𝑥
 𝑇𝑝𝑒

𝑁𝑦
 𝑇𝑝𝑒

)
⏟      
𝑔𝑟𝑎𝑑−𝑝

 (58) 

 �̃�∇𝑝 = (𝑣1 ̃𝑣2̃)  (
𝑁𝑥
 𝑇𝑝𝑒

𝑁𝑦
 𝑇𝑝𝑒

) = ((𝑣1
 ̃𝑒)

𝑇
𝑁 (𝑣2

 ̃𝑒)
𝑇
𝑁)(

𝑁𝑥
 𝑇𝑝𝑒

𝑁𝑦
 𝑇𝑝𝑒

) (59) 

We define 𝑔𝑟𝑎𝑑_𝑝[0] = 𝑁𝑥
 𝑇𝑝𝑒 and 𝑔𝑟𝑎𝑑_𝑝[1] = 𝑁𝑦

 𝑇𝑝𝑒, and thus we can 

rewrite Equation (59) to Equation (60) as follows. 

 �̃�∇𝑝 = ((𝑣1
 ̃𝑒)

𝑇
(𝑣2

 ̃𝑒)
𝑇
) (
𝑁 ∗ 𝑔𝑟𝑎𝑑_𝑝[0]

𝑁 ∗ 𝑔𝑟𝑎𝑑_𝑝[1]
) = (𝑣𝑒)

𝑇
(
𝑁 ∗ 𝑔𝑟𝑎𝑑_𝑝[0]

𝑁 ∗ 𝑔𝑟𝑎𝑑_𝑝[1]
) (60) 

Then, we rewrite Equation (51) as shown in Equation (61) and substitute 

Equation (54), (55), (56), (57), (58), (59), and (60) to form Equation (63). 

 ∫ �̃� �̇� 𝑑𝑥 
 

Ω𝑒
+∫ 𝜅 �̃� ∇𝑣 𝑑𝑥

 

Ω𝑒
+∫ �̃�(… )𝑑𝑠

 

𝜕Ω𝑒
= 0 (61) 

 ∫ (�̃�𝑒)
𝑇

𝑁 𝑁𝑇 �̇�𝑒 𝑑𝑥 
 

Ω𝑒
+∫ (�̃�𝑒)

𝑇

𝑁 ∗ 𝑑𝑖𝑣_𝑣 ∗ 𝜅𝑑𝑥
 

Ω𝑒
+∫ (�̃�𝑒)

𝑇

𝑁(… ) 𝑑𝑠
 

𝜕Ω𝑒
= 0 (62) 

 
∫ 𝑁 𝑁𝑇 �̇�𝑒 𝑑𝑥 
 

Ω𝑒
+∫ 𝑁 ∗ 𝑑𝑖𝑣_𝑣 ∗ 𝜅𝑑𝑥

 

Ω𝑒⏟            
𝑣𝑜𝑙𝑢𝑚𝑒 𝑡𝑒𝑟𝑚

+∫ 𝑁(… ) 𝑑𝑠
 

𝜕Ω𝑒⏟        
𝑓𝑙𝑢𝑥 𝑡𝑒𝑟𝑚

= 0 
(63) 

We do the same for Equation (52) as shown in Equation (64) and substitute 

Equation (54), (55), (56), (57), (58), (59), and (60) to form Equation (64). 
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 ∫ �̃� . �̇� 𝑑𝑥 + 
 

Ω𝑒
∫ �̃� 

1

𝜌
 ∇𝑝 𝑑𝑥 

 

Ω𝑒
+∫ �̃� (… )𝑑𝑠

 

𝜕Ω𝑒
= 0 (64) 

We define the following substituent, as shown in Equation (65) and (66). 

 �̃�. �̇�𝑇 = �̃�1 �̇�1 + �̃�2 �̇�2 = (�̃�1
𝑒)
𝑇

𝑁 𝑁𝑇�̇�1
𝑒 + (�̃�2

𝑒)
𝑇

𝑁 𝑁𝑇�̇�2
𝑒
 (65) 

 �̃�. �̇�𝑇 = ((�̃�1
𝑒)
𝑇

(�̃�2
𝑒)
𝑇
) (
𝑁 𝑁𝑇�̇�1

𝑒

𝑁 𝑁𝑇�̇�2
𝑒) = (�̃�

𝑒)
𝑇
(
𝑀  �̇�1

𝑒

𝑀  �̇�2
𝑒) (66) 

Finally, we substitute Equation (66) to Equation (65) as follows. 

 ∫ (
𝑁 𝑁𝑇�̇�1

𝑒

𝑁 𝑁𝑇�̇�2
𝑒)𝑑𝑥 

 

Ω𝑒
+∫

1

𝜌

 

Ω𝑒
(
𝑁 ∗ 𝑔𝑟𝑎𝑑_𝑝[0]

𝑁 ∗ 𝑔𝑟𝑎𝑑_𝑝[1]
) 𝑑𝑥 + ∫  

 

𝜕Ω𝑒
(
𝑁 (… )

𝑁 (… )
)  𝑑𝑠 = 0 (67) 

2.5.3 Discretization in Time 

We also follow the same rule for discretization in time. Here are the semi-

discretized equations for both pressure and particle velocity, as shown in Equation 

(68) and (69), respectively. 

 𝑀 �̇�𝑒 + 𝐶𝑝 = 0 (68) 

 
𝑀 �̇�1

𝑒 + 𝐶𝑣1 = 0

𝑀 �̇�2
𝑒 + 𝐶𝑣2 = 0

} (69) 

Finally, we use the same formula as Equation (39) and (40) to do the time-

stepping. 

2.6 The Runge-Kutta Integration Method 

As stated by Van Der Houwen [17], a widely-used method for time 

integration of time-dependent partial differential equations is the method of lines. 

The PDE is transformed into a system of ordinary differential equations by 

discretizing the space variables and use an ordinary differential equation (ODE) 
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solver for the time integration. Unfortunately, not every ODE solver is appropriate 

for the structure of space-discretized PDE. The Runge-Kutta method is used to 

numerically integrating ODE by canceling out lower-order error terms using a trial 

step at the midpoint for higher-order [18], [19].  

For given initial conditions and using a suitable integration method, the 

ODEs can be stepped forward in time. For complex systems, the number of coupled 

ODEs can be very large and may be limited by the available memory of the system. 

The Low-Storage Runge-Kutta (LSRK4) method is a version of the Runge-Kutta 

method that significantly reduced memory requirements while maintaining the 

versatility and robustness of traditional explicit Runge-Kutta.  

In this work, we will use the four-order Low-Storage Runge-Kutta method 

for integration (LSRK4). While we will not give a detailed explanation of the 

Runge-Kutta method itself, the reader should consult the recommended reading 

[20]–[22] to get a thorough explanation. Specific to discontinuous Galerkin method, 

the reader is suggested to study the relevant materials [23]–[25] we give as 

references. 

2.7 The p4est Adaptive Mesh Refinement Library 

The simulator in this work highly depends on the use of p4est to manage 

the discretization of the problem domain into multiple elements. In 2D space and 

3D space, the elements are called quadtrees and octrees. The p4est is a library to 

manage the mesh of computational cells that covers the domain of interest that 

mostly used in applied mathematics and numerical simulation. The p4est supports 

dynamic adaptive change of the mesh during the simulation by local refinement 

and or coarsening. Moreover, it also able to distribute (partition) the mesh between 
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multiple processors where each processor ideally receives an equal share of the 

computational load.  

In other words, the p4est will take care of the task of parallel dynamic 

adaptive mesh refinement (AMR), coarsening, and load balancing by encapsulating 

algorithms that scale well to a large number. In this work, we will often use some 

terms that originated from p4est documentation. The reader is suggested to consult 

the p4est documentations [26]–[28] to get a thorough explanation of the p4est 

library and how it works.  

One useful work would be to adapt the p4est library to be able to run on 

GPU and distributes the job across multiple GPUs in multiple compute nodes. The 

work done by Luo et al. implemented adaptive mesh refinement (AMR) in GPU 

[29]. 
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 Chapter 3 

 

Related Works 

In this section, we would like to summarize previous works by other people 

that are related to what we have done in this thesis to give the reader additional 

views of this field. We would like to start with the works that use GPU to accelerate 

numerical computation based on the Galerkin method. Then, we also list more 

general scientific works that use GPU to accelerate their computation to give the 

reader an idea of the importance of GPUs in scientific research. 

3.1 GPU Acceleration in Galerkin Method 

The work by Abdi et al. [30] tried to solve three-dimensional Euler equations 

that govern the thermodynamic state and the motion of the atmosphere. The 

acceleration of the computation is essential to obtain more accurate results within 

a given simulation time limit. They used Nvidia Tesla K20x GPU to accelerate 

their computation and achieved 15x speed-up over 16-core AMD Opteron 6274. 

They extended their work to support multiple GPUs for up-to 16,384 GPUs with 

scaling efficiency of 90%.  

Another effort of accelerating computation based on the Galerkin method 

was made by Chan et al. [31]. They tried to use GPU to accelerate the 

discontinuous Galerkin method problem for hybrid meshes. The hybrid meshes that 

they used contain vertex-mapped hexahedral, wedge, pyramidal, and tetrahedral 

elements. They also presented energy-stable discrete formulation using both Gauss-

Legendre and Gauss-Legendre-Lobatto nodal bases for the hexahedron. They did 

not compare the speed-up they obtain using GPU to the CPU implementation. 
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Instead, they presented the computational efficiency of the solver in terms of 

floating-point operation per second and estimated bandwidth when running in 

single Nvidia GTX980 GPU in single precision. 

Gandham et al. [32] used GPU to accelerate discontinuous Galerkin methods 

for solving shallow water equations for modeling tsunamis, storm surges, and tidal 

waves. They use OpenCL to map nodal DG discretization into GPU for both AMD 

(AMD Radeon HD7970) and Nvidia (Nvidia Tesla C2050) GPU, which consists of 

volume kernel, surface kernel, and update kernel. Depends on the polynomial order 

that is used, the time-step efficiency on GPU is up-to 8x higher than Intel Core i7-

3930K CPU. 

Moreover, Karakus et al. [33] are used GPU to accelerate the discontinuous 

Galerkin method for incompressible flow solver. The equations are unsteady 

incompressible Navier-Stokes, which are discretized in time using a semi-implicit 

scheme consists of implicit treatment of the split Stokes operator and explicit 

treatment of the nonlinear term. They optimized the performance of the most time-

consuming kernel by tuning bandwidth usage, memory utilization, and fine-grain 

parallelism. They did not compare the GPU implementation to CPU 

implementation. Interestingly, they presented a roofline model for the achieved 

floating-point performance for various implementation of the GPU kernel. 

Mu et al. [34] did one of the closest works to ours where arbitrary high-order 

discontinuous Galerkin (ADER-DG) method for solving 3D elastic seismic wave 

was successfully ported to GPU on unstructured tetrahedral meshes. They reached 

speed-up of 24.3x for the single-precision and 12.8x for the double-precision on 

Nvidia Tesla C2075 GPU compared to the single-core version of CPU code running 

on Intel Xeon W5880.  
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Moreover, the work by Modave et al. [35] tried to analyze GPU performance 

on acoustic and elastic models using a nodal discontinuous Galerkin method. They 

did not compare the speed-up to the CPU version. They performed analysis and 

comparison of three different GPU kernels in terms of net arithmetic throughput, 

which was obtained by dividing the total number of FLOP per time-step by the 

run-time required for one time-step update.  

Alternatively, the work done by Heinecke et al. [36] uses Many Integrated 

Core (MIC) hardware instead of GPU. They used Intel Knights Mill CPU and 

Intel Knights Landing CPU to accelerate fused discontinuous Galerkin simulation. 

They compare the performance of Intel Xeon Phi 7250 processor (Knights 

Landing), Intel Xeon Phi 7295 processor (Knights Mill), and dual Intel Xeon 

Platinum 8180 (Skylake) in terms of non-zero peak efficiency. For single-precision 

computation, the Skylake reaches the highest non-zero peak efficiency, followed by 

Knights Landing and Knights Mill. For the double-precision workload, the Knights 

Mill reaches the highest non-zero peak efficiency, followed by Skylake and Knights 

Landing.  

Lastly, the work done by Cheng et al. [37] discussed on level set 

reinitialization for an adaptive discontinuous Galerkin method. It used OCAA as 

an abstract programming model to encapsulate native languages for CUDA, 

OpenCL, Pthreads, and OpenMP. There are three significant computations for 

finding the solution: volume integrals, surface integral, and time-step update. Each 

of them is implemented on separate GPU kernels. They compare the performance 

on each kernel between Nvidia Tesla C2075 GPU using OpenCL-compiled kernel 

and CUDA-compiled kernel, and Intel Xeon E5-2670 using OpenMP-compiled 

kernel. In single-precision computation, the OpenCL-compiled kernel and CUDA-
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compiled kernel achieve speed-up up-to 8x and 6x for volume kernel and up-to 18x 

and 20x for surface kernel compared to OpenMP-compiled kernel.    

3.2 GPU Acceleration in General Scientific Applications 

Outside the problems that use discontinuous Galerkin Method, there are 

still many works that use GPUs to accelerate scientific computation. For example, 

the GPU is used to accelerate lattice Boltzmann solver [38]–[43], modeling 

smoothed particle hydrodynamics of granular flow [44], solve elliptic problems on 

unstructured hexahedral meshes [45], and accelerate genetic algorithms [46]. 

As an addition, the compute acceleration offered by GPU is also beneficial 

for calculating time integration of the shallow water equations on the sphere [47], 

perform red blood cells simulation [48], finite volume coastal ocean modeling [49], 

computational diffusion MRI [50], asteroid shape modeling [51], simulation of 

channeling radiation of relativistic particles [52], and accelerate Monte-Carlo 

simulation [53]. These works show how important the GPUs for scientific 

computation as they can potentially speed-up the computation.  
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 Chapter 4 

 

Analysis and Observation of  

Current Simulator Implementation 

In this chapter, we will discuss in detail a CPU-based wave simulator that 

uses the discontinuous Galerkin method. This simulator is written in C++ 

programming language and is capable of running multiple threads in CPU. It uses 

MPI to perform communication between threads and p4est to distribute the works 

to each thread. A comprehensive study of the CPU-based code is crucial to 

understanding the dataflow it uses and the potential parallelism that can be 

extracted. The study will help determine the appropriate approach to map the 

simulator from CPU to GPU. Since the simulator uses methods that p4est provides, 

we also need to understand how the internal engine of p4est works, primarily how 

the works are distributed across multiple compute nodes. Finally, our analysis and 

observation in this chapter will be helpful for us to design and implement the GPU-

accelerated version of the simulator.  

4.1 The Current Simulator Overview 

We refer to the CPU-based simulator as PDEBlaster, and thus we will call 

the original implementation of the simulator using this name. It is developed as a 

computational platform that provides capabilities for solving partial differential 

equations with the hardware-aware algorithms on current and emerging computer 

hardware. As we progress to the next chapter, we will introduce two versions of 

the simulator called PDEBlaster-SA and PDEBlaster-CUDA, which are the stand-
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alone version of the simulator and the GPU-accelerated version of the simulator, 

respectively.  

4.1.1 Compiling and Running PDEBlaster 

The recommended build tools to compile the PDEBlaster are compiler that 

supports C++ 14 (e.g., GCC 8.2.0 or higher), CMAKE 3.0.0 or higher, and 

OpenMPI 3.1.3 or higher. There are also third-party packages that need to be 

available as follows. 

• p4est 2.2, which is the parallel adaptive mesh refinement library with 

which the works are distributed across multiple threads.  

• catch 2.2.3, which is a single-header file test framework for C++ and 

Objective-C with support for multiple test paradigms. 

• protoproc 0.3, which is a pre-processor to create C++ classes with 

property validation for simulation input data. 

Unfortunately, in TACC Maverick2, the latest supported GCC version is 7.3.0. 

Since we do not have root access to the compute node, we decided to compile the 

required build tools from its source. We use GCC 8.3.0, GLIBC 2.31, Binutils 2.34, 

OpenMPI 4.0.2, lapack 3.9.0, Make 4.3, and CMAKE 3.16.4. 

We have successfully compiled PDEBlaster in the TACC Maverick2 

environment using custom build tools that we built from their source. To run the 

PDEBlaster, we need to use mpirun and specify the number of MPI process that we 

want to use. Code 4.1 and Code 4.2 are the output of PDEBlaster after running 

using single MPI process and 16 MPI processes, respectively, with the example 

configuration provided in the JSON file. The simulation start time and end time 

for the sample problem are 0.0s and 0.5773s with a time-step of 0.0024s. 
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Code 4.1 The output of PDEBlaster for 1 MPI process, 240 timesteps, 4096 octrees, and 343 
nodes per octree 

[p4est] ------------------------------------------ 
[p4est] Range of computed solution: 
[p4est] ------------------------------------------ 
[p4est]    p in [-9.999999999748064e-01 , 9.999999999748124e-01] 
[p4est]  v_x in [-5.757683389957802e-09 , 5.757656753495669e-09] 
[p4est]  v_y in [-5.757683271237664e-09 , 5.757656302575985e-09] 
[p4est]  v_z in [-5.757683049084639e-09 , 5.757656965240353e-09] 
[p4est] ------------------------------------------ 
[p4est] Simulation performance (in seconds):       
[p4est] ------------------------------------------ 
[p4est]  volume:           163.22         64 %   
[p4est]  flux:              35.22         14 %   
[p4est]  integrate:         20.08          8 %   
[p4est]  ghost exchange:     0.00          0 %   
[p4est]  overhead:          36.98         14 %   
[p4est]  time stepping:    255.51              
[p4est] ------------------------------------------ 

 
Code 4.2 The output of PDEBlaster for 16 MPI processes, 240 timesteps, 4096 octrees, and 343 

nodes per octree 
[p4est] ------------------------------------------ 
[p4est] Range of computed solution: 
[p4est] ------------------------------------------ 
[p4est]    p in [-9.999999999748054e-01 , 9.999999999748124e-01] 
[p4est]  v_x in [-5.757683389957802e-09 , 5.757656753495669e-09] 
[p4est]  v_y in [-5.757683271237664e-09 , 5.757655513059963e-09] 
[p4est]  v_z in [-5.757683049084639e-09 , 5.757656965240353e-09] 
[p4est] ------------------------------------------ 
[p4est] Simulation performance (in seconds):       
[p4est] ------------------------------------------ 
[p4est]  volume:            15.68         26 %   
[p4est]  flux:               4.52          7 %   
[p4est]  integrate:          2.03          3 %   
[p4est]  ghost exchange:    29.02         48 %   
[p4est]  overhead:           9.34         15 %   
[p4est]  time stepping:     60.59              
[p4est] ------------------------------------------ 

As shown in Code 4.1, for a single MPI process, the simulation takes 255.51s, 

which is dominated by the time needed for computing the volume contribution 

(64%). As we add more nodes to each element (i.e., use higher order of element), 

the time needed for computing the volume contribution will become more dominant 

to the total time needed to run the simulation. On the other hand, in Code 4.2, 

the simulation using 16 MPI processes takes only 60.59s, which is 4.2x faster than 

the single MPI process. Even though it is faster, the run-time is dominated by the 

time needed to exchange the data between MPI processes, denoted by the ghost 

exchange (48%). We will explain what ghost exchange is in the next section.  
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The PDEBlaster can be configured to output the simulation result to a file 

in a particular time-step by modifying the appropriate parameter in the JSON file. 

We configured the PDEBlaster to output the simulation result for each time-step. 

The simulation result can be displayed using ParaView [54], [55], as given in Figure 

4.1. Due to limited space, we only show the simulation results at some time-steps. 

The simulation results show the value of pressure in a three-dimensional space 

(x,y,z).  

The space denoted by a cube is called a problem domain, that is where the 

simulation is performed to represent the real-world model. For example, the 

problem domain can be an ocean with an area of 100 square kilometers with a 

depth of 10 kilometers. As we proceed to the next time step, we can see a wave 

travels throughout the space, as indicated by the changing of the pressure over 

time for a particular point in space. This can be used to determine the materials 

where the wave travels. 

Moreover, the PDEBlaster result shows the range of computed solutions, 

which is important to make sure that the simulation does not blow-up. The time-

step that is chosen for the simulation is responsible for the stability of the numerical 

methods used in the simulator. The chosen time-step depends on how we discretize 

the problem domain into elements, and the spacing between observation points 

(nodes) of an element. We should use smaller time-step as we increase the 

refinement level of the problem (i.e., discretize the problem into more, smaller 

elements). We should also use smaller time-step as we increase the number of nodes 

inside the octree. Smaller time-step will make the simulation runs more steps to 

achieve the same simulation end time, which is a trade-off between having higher 

numerical fidelity at the expense of longer total simulation time. 
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Figure 4.1 The output of PDEBlaster as rendered in 3D using ParaView for some 
time steps using single MPI process. 
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Figure 4.2 The high-level data flow diagram of PDEBlaster 

4.1.2 PDEBlaster High-Level Data Flow 

The top-level file of PDEBlaster is called PDEBlaster.cpp. In this file, the 

MPI and p4est are initialized. This is also where the problem context 
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of the PDEBlaster, where the simulation events take place. At the end of the 

simulator, the PDEBlaster will clean-up the memories and handles that have been 

used during the simulation. Figure 4.2 shows the high-level data flow of the 

PDEBlaster. We will explain each of the components in more detail in the next 

section.  

The PDEBlaster begins by initializing the MPI and p4est. This step is 

crucial since the PDEBlaster depends highly on those two libraries. Then, the 

parameters defined in the JSON file is read to initialize the problem context. These 

parameters are stored in ProblemContextBase object that can be accessed throughout 

the simulation and are explained below. 

• The type of the problem that will be simulated. Currently, PDEBlaster 

only supports acoustic problems. 

• The property of the elements whether they are curvilinear or not. In this 

thesis, we only use non-curvilinear (rectangular) elements. 

• The option to run the diagnostic and to control the quadtrees (2D) or 

octrees (3D) distribution across MPI processes. 

• The start time, end time, and the time-step of the simulation. 

• The refinement level of the mesh. This will be explained in detail in the 

next section. 

• The uniformity of the mesh. In this thesis, we only use uniform mesh. 

• The output and visualization option to control how the PDEBlaster 

writes the result of simulation for viewing in ParaView later. 

Then, a SimulationEngine object is initialized. This initialization will be 

explained in detail in the next section. After the initialization is performed, the 

simulation can be started. First, the initial ghost data exchange is performed, and 
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the inverse of the diagonal mass matrix is computed. Then, there are two main 

loops as the central part of the simulation: the time-step loop and the low-storage 

Runge-Kutta integration loop. The time-step loop depends on the start time, end 

time, and time-step, while the low-storage Runge-Kutta integration loop is fixed 

at five iterations. In the end, the reporting and diagnostics are performed by the 

simulation engine. The last thing that PDEBlaster does is cleaning-up memory and 

handles.  

4.1.3 PDEBlaster Compile-Time Global Configuration 

PDEBlaster can also be configured at compile-time. Previously, the JSON 

configuration file is used for the run-time configuration of PDEBlaster, which 

means that we do not need to recompile PDEBlaster to change any parameter on 

the JSON configuration file. The compile-time configuration allows the PDEBlaster 

to be configured with different problem parameters, such as the number of nodes 

per octrees, the integration method, and the precision it uses for computation. This 

compile-time global configuration can be done by modifying Globals.h file and 

recompile the PDEBlaster. Some of the parameters that can be configured during 

the compile-time are as follows. 

• The type of problem. Currently, PDEBlaster only supports acoustic 

problems.  

• The dimensionality of the problem. We can choose between a 2D 

problem (uses p4est) and a 3D problem (uses p8est). In this work, we 

will solve the 3D problem.  

• The integration methods. Currently, we use the low-storage Runge-

Kutta method with four orders and five stages (LSRK4).  
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• The number of variables. Currently, we have four variables to be 

computed: pressure, which is a scalar, and particle velocity, which is a 

vector (i.e., two variables for 2D problem, three variables for 3D 

problem). 

• The number of nodes (observation points) that an octree has. We will 

use eight nodes per axis, bringing a total of 64 nodes for 2D problem and 

512 nodes for 3D problem.  

• The number of materials. Currently, we only use one material to simplify 

our problem. 

• The precision that is used for computation. In this work, we will use 

double precision. It is worth looking into single- and half-precision 

implementations, as they can potentially enable more acceleration. 

4.2 Problem Domain Discretization 

In this section, we will explain how PDEBlaster discretizes the problem 

domain to performs the computation using the nodal discontinuous Galerkin 

method. The problem domain can be a vast ocean, as illustrated in Figure 4.3. 

Then, we divide this large domain into smaller pieces of cube called an element. 

The number of elements that we produce depends on the refinement-level that we 

use. Each element will have some observation points called nodes. These are where 

we evaluate the contribution of each variable (pressure 𝑝 and particle velocity 𝑣) 

for each time-step and perform integration to update the variables at the end of 

the integration step. Therefore, there is a massive number of data-level parallelisms 

that can potentially be extracted from the problem discretization itself. 
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Figure 4.3 The high-level overview of problem domain discretization in 
PDEBlaster. The problem domain is discretized into smaller octrees, 
and all octrees represent the whole problem domain.  

4.2.1 The Refinement Level 

The refinement level controls how deep we divide the problem domain into 

quadtrees (2D problem) or octrees (3D problem). Since our problem in this work 

is in 3D space, we will illustrate the discretization of the problem domain in 3D 

space as we go into a higher refinement level.  

 

 

Figure 4.4 Refinement-Level 0 and Refinement-Level 1 of the problem domain 
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Refinement-level 0 means that the problem space is only divided into single 

octree, as illustrated in Figure 4.4. This octree has a width of 1, height of 1, and 

length of 1. Then, as we increase the refinement-level into refinement-level 1, we 

divide the large octree into eight smaller octrees, called the first-level octree. Each 

first-level octree will have a width of 0.5, a height of 0.5, and a length of 0.5. We 

assign the numbering to the first-level octrees by following the convention used by 

p4est. The numbering starts in the x-axis direction, then continue to the y-axis, 

and continue to the z-axis. The numbering scheme is essential to determine the 

neighbor of an octree, as we will discuss in the next chapter.  

 

 

Figure 4.5 Refinement-Level 2 and Refinement-Level 3 of the problem domain 

We can go into a higher level of refinement, as illustrated in Figure 4.5. For 

refinement-level 2, we divide each level-1 octrees into eight smaller octrees called 

second-level octrees with a total of 64 second-level octrees. Within the same parent, 
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the numbering scheme of second-level octrees follows the same rule as the previous 

one. For global numbering, we need to consider the numbering of their parent as 

the offset that needs to be added in such a way each second-level octrees has a 

unique number. The same thing also valid if we go to the refinement-level 3 and 

refinement-level 4, which has 512 third-level octrees and 4096 fourth-level octrees, 

respectively.  

As we go higher in refinement-level, we discretize the problem domain into 

smaller pieces, and hence we can expect more numerical accuracy from the 

simulation. Increasing the refinement-level will also increase the time needed to 

perform the computation and the possible data-level parallelism that can be 

extracted. Lastly, we should choose a smaller time-step for a higher refinement-

level to conserve the numerical stability of the simulator, which means that for the 

same simulation end time, the simulator will need more time-steps. This will 

increase the time needed to perform the computation.  

One of the approaches to maintaining numerical accuracy without sacrificing 

too much of the computation time is by using non-uniform refinement-level. For 

the problem space that requires higher accuracy, it can be divided into a higher 

refinement-level. Usually, this is done for a problem space where two or more 

different materials met (i.e., boundary) or a problem space where the rate of change 

of a variable is significant. The p4est can manage non-uniform refinement-level, 

but we will focus only on uniform refinement-level to simplify our problem. 

Finally, the p4est distributes the jobs to each MPI process at the octrees-

level. The p4est will try to balance the number of octrees that each MPI processes 

are responsible for computing. Figure 4.6 illustrates how the octrees in a problem 

domain are distributed across different MPI processes. The color map shows the 
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MPIRank where those octrees live. If, at some point, processing an octree requires 

the data owned by neighbor octree that lives in another MPI process, then 

communication between MPI processes need to be made. We call this 

communication as ghost data exchange. 

 

Figure 4.6 An example of job distribution done by p4est where a group of octrees 
are ideally distributed to each MPI processes equally 

4.2.2 The Observation Points (Nodes) 

Previously, we have seen how our problem domain is decomposed into 

smaller octrees to increase numerical accuracy with a trade-off of longer simulation 

time. An octree itself has its own size in space; the smallest octrees for refinement-

level 3 and refinement-level 4 have 0.125x0.125x0.125 and 0.0625x0.0625x0.0625 

size, respectively. Depends on the problem domain size, which usually large, the 

space that is covered by an octree may still too large to be covered by single 

observation point (e.g., at the center of an octree). Therefore, we can add more 

observation points inside an octree to increase numerical fidelity. We will call this 

observation point as a node.  

In PDEBlaster, NNODE_1D refers to the number of nodes in single axis, 

NNODE_FACE refers to the number of nodes in two-dimension space, and NNODE refers 
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to the number of nodes in three-dimension space. For the 3D problem, NNODE_FACE 

equals the square of NNODE_1D, while NNODE equals the cube of NNODE_1D. As an 

addition to extracting parallelism at octrees-level, we can also potentially extract 

more data-level parallelism at observation points level since each point can be 

computed independently. 

 

 

Figure 4.7 An example arrangement of observation points inside a quadtree (left) 
and an octree (middle). Multiple octrees combined to form the problem 
domain, each with 27 observation points (right). 

Figure 4.7 gives an illustration to understand the arrangement of these 

observation points better. The quadtree on the left has NNODE_1D of 8, and thus both 

NNODE_FACE and NNODE equal to 64. On the other hand, the octree on the middle has 

NNODE_1D of 3, NNODE_FACE of 9, and NNODE of 27. The problem domain on the right 

consists of eight octrees, each of them has NNODE of 27. If we look closely, there are 

some observation points from different octrees that overlap each other (i.e., they 

have the same 3D space coordinate). Although they live in different octrees, the 

Quadtree with 
NNODE=64

Octree with 
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Eight Octrees, 
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computed value must be the same to avoid discontinuity on the underlying partial 

differential equation. Fortunately, the discontinuous Galerkin method takes care of 

this problem in the form of numerical flux (see Section 2.3). 

We also need to introduce the numbering scheme for the observation points 

(nodes) and the face associated with it. The numbering scheme follows the scheme 

that is used to number the octrees; that is, we begin with the x-axis, then continue 

to the y-axis, before going to the z-axis, as illustrated in Figure 4.8. The difference 

is that the numbering of faces and nodes need to be unique only inside an octree. 

  

 

Figure 4.8 Numbering scheme for faces and nodes of an octree. 

The face numbering scheme is useful to find which face of octree touches 

which face of the neighbor octree. The node numbering scheme is also useful to 

determine which nodes are located in which particular face. Both of the schemes 

will be highly used during flux contribution computation (see Equation (12)). 
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4.2.3 Data Structure in Octrees 

From the previous two sections, we have had a clear picture of how 

PDEBlaster discretize the problem space into octrees and observation nodes. In 

this section, we will explain how the data structure of an octree is implemented in 

PDEBlaster. The data structure of an octree is defined in the ElementDataBase class 

inside the PDEBlaster. Table 4.1 lists the contents of the data structure of an 

octree as defined in the ElementDataBase class. 

Table 4.1 The ElementDataBase data structure members 

Member Size 
Data 

Format 
Explanation 

xt DIMENSION*NNODE Real 
Space coordinate (x, y, z) of each 
observation points (nodes). 

is_element_curvilinear 1 Boolean 
Determine whether the element is 
rectangular or curvilinear. 

jacobian_det_domain 1 Real 
Determinant jacobian for 
structure grids. 

jacobian_inverse_domain DIMENSION Real 
Diagonal matrix for structure 
grids. 

jacobian_det_boundary DIMENSION Real 
Determinant jacobian at each face 
for structure grids. 

mass_inverse NNODE Real 
Inverse of the diagonal mass 
matrix. 

variables NUM_VARS*NNODE Real Variables that are computed. 

contributions NUM_VARS*NNODE Real Contributions that are computed. 

auxiliary NUM_AUX*NUM_VARS*NNODE Real Temporary variable for integrator. 

materials NUM_MATERIALS*NNODE_MATERIALS Real Material property. 

The xt stores the space coordinate of each observation points (nodes) inside 

an octree. The size depends on the number of nodes that an octree has (NNODE) and 

the dimensionality of the problem. The is_element_curvilinear store the property 

of an octree, whether it is a rectangular element or curvilinear element. For our 

work, we only deal with the rectangular element. The jacobian_det_domain, 

jacobian_inverse_domain, and jacobian_det_boundary store the determinant 

jacobian, diagonal matrix, and determinant jacobian at each face for structure 

grids, respectively.  
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The mass_inverse stores the inverse of the diagonal mass matrix to perform 

the integration operation (see Equation (26)). The variables store the units that 

we want to compute. In our case, the variables consist of pressure (𝑝), particle 

velocity in the x-direction (𝑣𝑥), particle velocity in the y-direction (𝑣𝑦),  and 

particle velocity in the z-direction (𝑣𝑧). The contributions store the volume and 

flux contributions to each variable that will be used by the integrator to update 

the variables on a particular time-step (see Equation (36)). The materials store the 

material properties. We have two material properties that we use in our work: the 

density of the material (𝜌) and the bulk modulus (elastic property) of the material 

(𝜅). To simplify our problem, the problem domain that we compute has uniform 

material, and thus NNODE_MATERIALS equals 1. 

The data format of real_t can be configured to either single-precision (float) 

or double-precision (double) by modifying the PDEBlaster compile-time 

configuration file (i.e., Globals.h). The single-precision use in PDEBlaster is still 

under investigation, whether it will cause numerical instability or not. As an 

addition, the p4est needs to be modified to support single precision. Therefore, we 

will use double-precision in this work. In the future, it could be beneficial to 

investigate whether going to half-precision is feasible as it will reduce the 

computation effort and, thus, faster simulation run-time.  

Finally, we can calculate the size of each octree based on its data structure. 

For double-precision, we need 8 bytes to store each real data. Therefore, for 

NNODE=512 in 3D problem space, the size of the data structure of each octree will be  

65,609 bytes consists of 8,201 of double-precision data (8 bytes) and one boolean 

data (1 byte). Unfortunately, due to how the data is stored in memory, there are 
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some paddings to make the data multiples of 8, and thus the size of the data 

structure will be 65,616 bytes (including the padding).   

4.2.4 The Discretization Class on PDEBlaster 

The PDEBlaster has a class called Discretization, where methods are 

implemented to handle the problem domain discretization. PDEBlaster will call 

these methods when performing initialization, volume contribution computation, 

and flux contribution computation. We list the methods that are provided by 

PDEBlaster in Table 4.2.  

Table 4.2 The Discretization Class methods 

Methods Explanation 

get_GLL_info 
This method retrieves the Gauss-Legendre-Lobatto (GLL) 
points and weights for a particular NNODE_1D. 

compute_1D_shape_derivatives 
This method computes the derivative of shape functions at a 
given 1D coordinate. It depends on NNODE_1D. 

shape_2D_p1 
This method computes the 2D linear shape functions at a given 
2D coordinate.  

shape_3D_p1 
This method computes the 3D linear shape functions at a given 
3D coordinate. 

find_nodes_on_element_face 
This method determines the list of observation points (nodes) 

for a particular octree’s face.  

compute_normal_to_face This method computes the normal vector to a face. 

p4est_qcoord_to_vertex_all This method converts p4est coordinate into physical coordinate. 

construct_GLL_xyz 

This method constructs Gauss-Legendre-Lobatto (GLL) points 
for all observation points (nodes) in an octree (i.e., initialize the 
value of xt). 

shape_GLL 
This method evaluates the shape function at a particular Gauss-
Legendre-Lobatto (GLL) point. 

jacobian_operations 
This method computes the determinant and inverse matrix of 
jacobian. 

compute_jacobian_for_structured_grids This method computes the jacobian for structure grids. 

compute_div_velocity_and_grad_pressure 

This method computes velocity divergent and gradient pressure 
for both 2D and 3D structure grids. This is used during volume 
contribution computations. 

4.3 Initialization of Octrees 

The first step in the SimulationEngine class is to initialize the engine itself. 

This includes initialization of the kernel with which the computation is performed, 
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initialization of the integrator, generation of the p4est mesh, allocation of ghost 

elements to facilitate data exchange between MPI process, and initialize the 

reporting and diagnostic routine. The generation of the p4est mesh is done by using 

the callback method to initialize_problem. The data flow diagram of this step is 

shown in Figure 4.9. 

 

Figure 4.9 The data flow diagram for initialization step of simulation engine. 

The initialization is started by initializing the kernel, which will be used to 
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kernel acoustic. Then, the integrator is initialized. Currently, PDEBlaster only has 

one integrator method, which is four-order low-storage Runge-Kutta (LSRK4). 

Next, the mesh on p4est is initialized using the p4est_new_ext method. This 

method has a callback to initialize_problem method. The p4est method will iterate 

through all octrees owned by an MPI process to initialize the members. The first 

step is to initialize the is_element_curvilinear property based on the JSON 

configuration file. Then, the octree space physical coordinate is determined to help 

to construct the Gauss-Legendre-Lobatto (GLL) for each observation points 

(nodes). This will initialize the member xt inside the octree. For rectangular octree 

(element), we need to compute the jacobian. This will initialize the member 

jacobian_det_domain, jacobian_inverse_domain, and jacobian_det_boundary.  

Finally, the kernel method is called to initialize the material properties (i.e., 

member materials inside the octree data structure). The kernel also initializes the 

initial state of the variables: the pressure and particle velocity. The member 

contributions and auxiliary are initialized to zero.  

Depending on how many MPI processes are used and how the octrees are 

distributed across these MPI processes, the memory for storing the ghost data is 

allocated for facilitating ghost data exchange between MPI processes. Finally, the 

reporting and diagnostic routines are initialized. The ghost data will be 

synchronized for the first time when the simulator engine runs.  

4.4 The Compute Mass Inverse 

As shown in Figure 4.2, after synchronizing the ghost data for the first time, 

the simulation proceeds by computing the inverse of the diagonal mass matrix. The 

computation is only performed once throughout the simulation runs and is 
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independent of the ghost data. This step will initialize the member mass_inverse 

inside each octree. This member will be used multiple times during the integration 

step throughout the simulation runs. Each MPI process iterates through all octrees 

that live in the MPI process using the p4est method called p4est_iterate as shown 

in Code 4.3. Note that, in the 3D problem, the call will be automatically aliased 

into  p8est_iterate.  

 

Figure 4.10 The data flow diagram for compute mass inverse. 
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As illustrated in Figure 4.10, there are three nested loops in computing mass 

inverse where each loop iterates over an axis. The first computation that is 

performed is computing the jacobian_det_w_star, which needs jacobian_det_domain 

and the GLL weights at a particular point in 3D space. Then, the mass inverse is 

computed by calculating the inverse of jacobian_det_w_star.  

 
Code 4.3 p4est callback method to iterate over octrees to compute inverse of diagonal mass 

matrix. 
void KernelAcoustic::compute_mass_inverse(p4est_t *p4est) 
{ 
  p4est_iterate( 
    p4est, // p4est forest 
    NULL,  // ghost data 
    NULL,  // user data 
    compute_mass_inverse_acoustic, // iterate over octrees interior callback  
    NULL,  // iterate over face between octrees callback 
    NULL,  // iterate over edge between octrees callback 
    NULL   // iterate over corner between octrees callback 
  ); 
} 

4.5 The Compute Volume Contributions 

As shown in Code 4.1 and Code 4.2, the compute volume contributions 

consume most of the time of the total simulation time, although it does not depend 

on the ghost element. Therefore, accelerating the compute volume contributions 

will significantly reduce the simulation time, especially for higher refinement-level 

and the higher number of observation points (nodes) in each octree. We use the 

same p4est_iterate method to iterate over octrees to perform the volume 

contribution computation, as shown in Code 4.4. The data flow diagram for 

computing volume contributions is shown in Figure 4.10. Three nested loops iterate 

over the z-axis, y-axis, and x-axis. Then, there is a call to 

compute_div_velocity_and_grad_pressure, which is a method implemented in the 

Discretization class.  
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Figure 4.11 The data flow diagram for compute volume. 
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Code 4.4 p4est callback method to iterate over octrees to compute the volume contributions. 
void KernelAcoustic::compute_volume(p4est_t *p4est) 
{ 
  p4est_iterate( 
    p4est, // p4est forest 
    NULL,  // ghost data 
    NULL,  // user data 
    compute_volume_acoustic, // iterate over octrees interior callback  
    NULL,  // iterate over face between octrees callback 
    NULL,  // iterate over edge between octrees callback 
    NULL   // iterate over corner between octrees callback 
  ); 
} 

At first, the jacobian_det_w_star is computed, which needs 

jacobian_det_domain and the GLL weights at a particular point in 3D space. Then, 

there is a call to compute_div_velocity_and_grad_pressure method to compute the 

gradient of 𝑝 and divergent of 𝑣. In this method, there are three independent loops: 

iterate over the x-axis, iterate over the y-axis, and iterate over the z-axis. First, 

the accumulation variables are set to zero. These variables are used to accumulate 

divergent of 𝑣 (see Equation (57)), the gradient of 𝑝 in the x-axis direction, the 

gradient of 𝑝 in the y-axis direction, and the gradient of 𝑝 in the z-axis direction 

(see Equation (60)). 

In each loop, the computation is done as follows. First, the derivative of 

shape function is evaluated using jacobian_inverse_domain and the 1D shape 

derivatives. Then, the divergent of 𝑣 is accumulated with a result of multiplication 

between variable 𝑣 on a particular axis and the derivative shape function. The 

gradient of 𝑝 for a particular axis is also accumulated with a result of multiplication 

between variable 𝑝 and the derivative shape function. 

Finally, the divergent of 𝑣 is used to compute contributions of 𝑝 by 

multiplying it with jacobian_det_w_star and the bulk modulus 𝜅 of the materials. 

The contributions of 𝑣 for each axis are computed by the gradient of 𝑝 on a 

particular axis, the inverse material density (1/𝜌), and the jacobian_det_w_star.  
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4.6 The Compute Flux Contributions 

The compute flux contributions are the only computation that dependents 

on the neighbor octrees in PDEBlaster. Since the octree has six faces, there are 

possible six neighbor octrees for each octree. The octree that is located at the edge 

of the problem domain may have fewer neighbors. If the neighbor lives on another 

MPI process, then the neighbor is the ghost data, which needs to be updated at 

the end of each iteration. The compute flux uses p4est_iterate to iterate through 

all octrees, but, instead of using the interior callback, it uses the face callback as 

shown in Code 4.5. The ghost data also needs to be passed to the p4est_iterate as 

well. 

 
Code 4.5 p4est callback method to iterate over octrees to compute flux contributions. 
void KernelAcoustic::compute_flux (p4est_t *p4est,  
                                   p4est_ghost_t* ghost,  
                                   ElementDataBase* ghost_data) 
{ 
  p4est_iterate( 
    p4est, // p4est forest 
    ghost,  // ghost data 
    (void*) ghost_data,  // user data 
    NULL,  // iterate over octrees interior callback  
    compute_flux_acoustic,  // iterate over face between octrees callback 
    NULL,  // iterate over edge between octrees callback 
    NULL   // iterate over corner between octrees callback 
  ); 
} 

As shown in Figure 4.12, the compute flux contributions depend heavily on 

the p4est method to determine the neighbor of a particular octree and which faces 

are touching each other. The p4est_iterate is used to iterate over a collection of 

octrees in a MPI process face-by-face for every octree instead of octree-by-octree. 

First, using p4est method, a neighbor for a particular face of an octree is 

determined. There are two possible outcomes: the octree has a neighbor octree for 

that particular face, or the octree does not have a neighbor octree for that 

particular face (e.g., for octree that is located in the boundary).   
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Figure 4.12 The data flow diagram for compute flux. 
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Figure 4.13 The data flow diagram for compute boundary flux vector (left) and 
compute flux vector (right). 
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only if the octrees live in local MPI process (i.e., not a ghost data) by calling 

update_quadrant. 

The compute_flux_vector method has a dataflow, as shown in Figure 4.13. It 

starts by getting the jacobian_det_boundary based on the faces that are being 

visited. Then, two nested loops iterate over all observation points in a particular 

face of an octree and opposite face of the neighbor octree. The loop starts with 

computing the jacobian_det_w_star, which needs jacobian_det_domain and the GLL 

weights at a particular point in 2D space. Then, we compute the 𝑝 bracket, 𝑣 

bracket for x-direction, 𝑣 bracket for y-direction, and 𝑣 bracket for z-direction for 

both octrees.  

Next, we compute the common flux factors from the first octree to the 

second octree and vice-versa. The common flux factors depend on the material 

properties, the 𝑝 bracket and 𝑣 bracket, and the jacobian_det_w_star. Finally, we 

compute the flux contribution for 𝑝 by multiplying the flux common factors with 

the bulk modulus (𝜅) and flux contribution for 𝑣 by multiplying the common flux 

factors with inverse material density (1/𝜌). If the octree is not a ghost element, 

the contributions member inside the octree is updated by adding the flux 

contributions to all variables.  

For the octree that does not have a neighbor for a particular face, the flux 

contribution computation is more straightforward since it does not need another 

octree to calculate the flux contribution. The process starts by creating a list of 

observation points (nodes) that are on a particular face. Then, the 

set_boundary_flux_vector method is called. The flux contribution computation is 

much simpler since it only depends on the variables inside the octree. 
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4.7 The Low-Storage Runge-Kutta Integration 

At the end of the iteration, we update the variables inside the octrees by 

integrating the contributions. We use LSRK4, which is four-order Low-Storage 

Runge-Kutta Integration. The data flow diagram of the integration is shown in 

Figure 4.14.  

 

Figure 4.14 The data flow diagram for integration with Low-Storage Runge-Kutta 
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This integration has five stages, and thus the inner loop of PDEBlaster, the 

integration loop, is executed five times for each time-step. It uses the auxiliary 

member inside each octree to store the lower-order intermediate results. During 

stage 0, the auxiliary should be initialized to zero. The integration uses 

p4est_iterate to iterate through each octree, and it does not depend on the ghost 

element, as shown in Code 4.6.  

 
Code 4.6 p4est callback method to iterate over octrees to compute integration. 
void SimulationEngine::_integrate() 
{ 
  p4est_iterate( 
    _p4est_context, // p4est forest 
    NULL,  // ghost data 
    NULL,  // user data 
    Integrate_one_element, // iterate over octrees interior callback  
    NULL,  // iterate over face between octrees callback 
    NULL,  // iterate over edge between octrees callback 
    NULL   // iterate over corner between octrees callback 
  ); 
} 

The integration will update the current auxiliary based on the lower-order 

auxiliary, the contributions, the time step, the mass inverse, and the integration 

coefficient _rk4a. Then this newly computed auxiliary is used to update and 

accumulate variables by multiplying it with the integration coefficient _rk4b. If the 

trees are not uniform, then the integration needs another coefficient of _rk4c.  
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 Chapter 5 

 

Design and Implementation of 

GPU-Accelerated Simulator 

In this chapter, we will explain our approach to design and implement the 

GPU-accelerated version of PDEBlaster. We begin the effort by creating a stand-

alone version of PDEBlaster called PDEBlaster-SA. The stand-alone version does 

not need p4est library to operate. Therefore we also need to implement some 

functionalities embedded in p4est by ourselves. Moreover, the PDEBlaster-SA 

makes it easier to modify the code, optimize the performance, and verify the 

functionality of the individual modules. From the stand-alone version, we map the 

computation to GPU by implementing the CUDA [56] version of the PDEBlaster 

called PDEBlaster-CUDA. This CUDA version will be able to take advantage of 

massive parallel processing offered by Nvidia GPUs to reduce simulation time 

significantly while maintaining functionality and accuracy. At the end of this 

chapter, we also build a functionality test method that will be used to verify both 

PDEBlaster-SA and PDEBlaster-CUDA against the original PDEBlaster 

implementation.  

5.1 Stand-Alone p4est Functions 

In this work, both PDEBlaster-SA and PDEBlaster-CUDA are implemented 

without p4est library, which means that we need to write an alternative function 

that performs the same functionality as the p4est methods that are called in 

PDEBlaster. We also only consider a single-thread CPU execution model for this 
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work, and thus there will be no ghost data exchange needed. This will significantly 

simplify our effort to build PDEBlaster-SA and PDEBlaster-CUDA.  

From the previous chapter, we have learned that p4est_iterate is used for 

computing mass inverse (Code 4.3), volume contributions (Code 4.4), flux 

contributions (Code 4.5), and integrations (Code 4.6). This makes the 

p4est_iterate an important p4est function that we must write for both the stand-

alone version and the CUDA version.  

5.1.1 Iterate Over Octrees’ Interior 

The first functionality p4est_iterate is to iterate over each octree. For each 

octree, a callback method is executed. This iteration is used by compute mass 

inverse, compute volume contributions, and integration. Fortunately, writing a 

stand-alone function for this iteration method is simple. We replace the iteration 

over each octrees function call with a simple for loop over each octree as 

demonstrated in the Code 5.1. 

 
Code 5.1 Implementation of iterate over octrees’ interior 
// using p4est library 
p4est_iterate( 
    p4est, // p4est forest 
    NULL,  // ghost data 
    NULL,  // user data 
    interior_method, // iterate over octrees interior callback  
    NULL,  // iterate over face between octrees callback 
    NULL,  // iterate over edge between octrees callback 
    NULL   // iterate over corner between octrees callback 
  ); 
 
// stand-alone version 
for(int eldbID=0; eldbID<NUM_ELEMENT_DATABASE; eldbID++) 
{ 
  interior_method(eldbID); 
} 

Since we only have single-thread on CPU, we do not need to have a list of 

octrees that live in each MPI process since all of them live in single MPI process. 
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The implementation should be changed if we further extend our code to use 

multiple MPI processes, multiple GPUs, or even multiple MPI nodes.  

The NUM_ELEMENT_DATABASE is the number of octrees which depends on the 

refinement-level that is used during the simulation. The refinement-level 4, 5, and 

6 will have 4,096 octrees, 32,768 octrees, and 262,144 octrees, respectively. For a 

single MPI process, all of the octrees live in the single process; therefore, we can 

safely iterate through them. If multiple processes are used, then the for-loop above 

should only be executed to all octrees that live only in local trees. We also need a 

map function between eldbID and the actual octrees numbering, as shown in    

Figure 4.4. 

5.1.2 Iterate Over Face Between Octrees 

This p4est_iterate call is done only by the compute flux contributions. 

Unfortunately, the stand-alone implementation of this function is more complicated 

than the previous one. We need to create a method to determine the neighbor of 

an octree in a particular face. The method should be able to hold for various 

refinement-level configuration. We put the stand-alone method in Code 5.2, where 

we will explain the code line-by-line.  

There is a method named get_neighbors, which has inputs of the axis, the 

direction, and the numbering of an octree (ElementDataBaseID). The axis has a value 

of 0 for the x-axis, 1 for the y-axis, and 2 for the z-axis. The direction is basically 

a vector normal to a particular face (i.e., vector perpendicular to a particular face). 

The normal vector pointing to the positive side of an axis has a value of +1 while 

the normal vector pointing to the negative side of an axis has the value of -1. The 

ElementDataBaseID is the same as the eldbID used in the previous section. It helps 
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to access the octrees using its unique ID that is assigned based on the numbering 

scheme we have explained earlier. This method will return the ElementDataBaseID 

of the neighbor of an octree at a particular face. This method will return -1 if an 

octree does not have a neighbor for a particular face. 

 
Code 5.2 Implementation of iterate over face between octrees 
// using p4est library 
p4est_iterate( 
    p4est, // p4est forest 
    NULL,  // ghost data, no ghost layer needed because single-thread only 
    NULL,  // user data, no ghost data needed because single-thread only 
    NULL, // iterate over octrees interior callback  
    face_method,  // iterate over face between octrees callback 
    NULL,  // iterate over edge between octrees callback 
    NULL   // iterate over corner between octrees callback 
  ); 
 
// stand-alone version 
int get_neighbors(int axis, int direction, int ElementDataBaseID) 
{ 
  int temp_id         = ElementDataBaseID; 
  int axis_factor     = 1 << axis; 
  int neighbor_id     = -1; 
  int child_step      = 1; 
  int substractor     = 0; 
  int local_child; 
  int local_coordinate; 
  int neighbor_coordinate; 
  for(int i=0; i<REFINEMENT_LEVEL; i++) 
  { 
    local_child         = temp_id % NUM_REFINEMENT_CHILDREN;  
    temp_id             = temp_id / NUM_REFINEMENT_CHILDREN;  
    local_coordinate    = (local_child / axis_factor) % 2; 
    neighbor_coordinate = local_coordinate + direction; 
    if((neighbor_coordinate==0 || neighbor_coordinate==1) & neighbor_id==-1) 
    {    
      neighbor_id = ElementDataBaseID + direction  
                    * (child_step * axis_factor - substractor); 
    } 
    substractor = substractor + child_step * axis_factor; 
    child_step  = child_step << DIMENSION; 
  }  
  return neighbor_id; 
} 
 
for(int eldbID=0; eldbID<NUM_ELEMENT_DATABASE; eldbID++) 
{ 
  for(int axisID=0; axisID<DIMENSION; axisID++) 
  { 
     int neighborIDpos = get_neighbors(axisID, +1, eldbID); 
     face_method(eldbID, neighborIDpos); 
     int neighborIDneg = get_neighbors(axisID, -1, eldbID); 
     face_method(eldbID, neighborIDneg) 
  } 
} 



 67 

The axis_factor is used for multiplication or division purposes. The x-axis, 

y-axis, and z-axis have axis factors of 1, 2, and 4, respectively. The child_step is 

the number of smallest octrees at a particular refinement-level. Since we start the 

loop from the lowest refinement-level (i.e., refinement-level 0), the child_step is 

initialized as 1 (i.e., there is only one octree at this refinement-level). For 

refinement-level 1, 2, and 3 in 3D space, the child_step will be 8, 64, and 512, 

respectively. The subtractor is used to accumulate the multiplication of child_step 

and axis_factor during the loop over refinement-level.  

The local_child is basically the local ID of an octree inside its parent, as 

shown in Figure 4.4. The possible values for local_child in 3D space are 0 through 

7. The local_coordinate is used to determine the position of an octree inside its 

parent. For example, children 0, 2, 4, and 6 are at position 0 on the x-axis while 

children 1, 3, 5, and 7 are at position 1 on the x-axis. Likewise, children 0, 1, 4, 

and 5 are at position 0 on the y-axis, and children 2, 3, 6, and 7 are at position 1 

on the y-axis. Finally, children 0, 1, 2, and 3 are at position 0 on the z-axis while 

children 4, 5, 6, and 7 are at position 1 on the z-axis.  

The neighbor_coordinate is the addition between local_coordinate and 

direction. If the neighbor_coordinate is 0 or +1, then the neighbor octree is located 

inside the same parent, and thus we do not need to go to higher refinement-level 

to search for a common parent. If the neighbor_coordinate is -1 or +2, then we need 

to go to a higher refinement-level to search for a common parent. Finally, the loop 

will iterate throughout the refinement-level to find the neighbor octree.  

Lastly, the iteration over the face between octrees is implemented using two 

nested loops. The outer loop is the loop over octrees, while the inner loop is the 

loop over the axis. Then, we have two possible directions of a vector normal to 
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faces. We can say that the inner loop is a loop over faces. In 3D space, there will 

be six faces (i.e., two faces for each axis). 

5.2 Global Optimization 

Before moving directly into GPU implementation, we perform optimization 

on the CPU version of the code to get the most performance of it. The optimization 

that we have done is reducing the redundant computation and flattening the nested 

loops. 

5.2.1 Reduce Redundant Computation 

In the octree data structure, the redundant computation is avoided by 

precomputing the inverse of the diagonal mass matrix and precomputing the 

jacobians (i.e., jacobian determinant domain, jacobian inverse domain, and 

jacobian determinant boundary). The inverse of the diagonal mass matrix is used 

multiple times during the integration, while the jacobians are used throughout the 

simulation. The precomputation of those values has a trade-off; the octree data 

structure becomes larger to store the precomputed value. The effectiveness of 

precomputing compared to recomputing for the octree data structure has yet to be 

determined for future work. 

On the other hand, we have found that there is redundant computation on 

determining the derivative shape function. The method, 

compute_1D_shape_derivatives (Table 4.2), is called multiple times, especially during 

computing the volume contributions. We decided to precompute the derivative 

shape functions and store them as constant. For NNODE_1D equals to 8, we only need 

64 double-precision constants. Later in GPU implementation, these constants will 

be stored inside symbol memory, which has speed as fast as the register.  
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We perform a simple benchmark to compare the time needed to run 163,840 

times of the compute volume contributions method. The benchmark runs single-

thread on Intel Core i7 3630QM CPU and Ubuntu 16.04. As shown in Table 5.1, 

the precompute version is up-to 2.5x faster than the original (recompute) version. 

Based on this benchmark, we will use the precompute version for both stand-alone 

and GPU version of the PDEBlaster. 

Table 5.1 Precompute against original performance comparison 

Compiler Options Original Precompute 

-O0 (default) 17.01s 10.52s 

-O3 5.57s 2.10s 

-O3 -funroll-loops 5.39s 2.08s 

5.2.2 Flatten Nested Loop 

In the previous chapter, we have investigated the data flow of each 

simulation kernel and integration module in PDEBlaster. We often see that there 

are two or three nested loops which make it difficult to convert into parallel code 

in CUDA. While we do not see this effort as giving more performance, we have 

found it helpful for writing the parallel code version in CUDA. Code 5.3 

demonstrates the original nested-loop and the flattened-loop version. 

5.2.3 Merge Independent Loop 

We also encounter multiple independent loops that have the same iteration 

index, which makes it possible to join them together. One of the example in 

PDEBlaster is in compute_div_velocity_and_grad_pressure method (Figure 4.11). 

There are three independent loops that iterate over NNODE_1D. We can join the three 

loops together by defining some regular expression based on the dimension. 
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Code 5.3 Conversion from nested loop to flatten loop 
// Nested Loop 
for (int k = 0; k < NNODE_1D; ++k) 
{ 
  for (int j = 0; j < NNODE_1D; ++j) 
  { 
     for (int i = 0; i < NNODE_1D; ++i) 
     { 
       // do something 
     } 
  } 
} 
 
// Flattened Loop 
for(int node = 0; node < NNODE_1D*NNODE_1D*NNODE_1D; node++) 
{ 
   int i = node                           % NNODE_1D; 
   int j = (node / NNODE_1D)              % NNODE_1D; 
   int k = (node / (NNODE_1D*NNODE_1D))   % NNODE_1D; 
    
   // do something 
} 

5.2.4 Unroll Loop 

If the loops are too short, such as the loop over the dimension, we unroll the 

loop. This will reduce the operation needed to execute the loop. One thing that we 

have to consider is the customizability of the code. We do not want to unroll the 

loops that depend on configuration parameters that can be changed both during 

run-time or compile-time. Instead, we let the compiler does the unroll. 

5.2.5 Determine the Number of Observation Points (Nodes) 

In this work, we use NNODE_1D of 8, which results in 64 observation points 

(nodes) for the 2D problem and 512 observation points (nodes) for the 3D problem. 

The reason for this is to keep the number of parallelisms multiples of 32. A warp 

in CUDA has 32 threads, and thus it would be better if the number of threads that 

we use is multiple of 32. As a level where we can extract the parallelism, the number 

of observation points that is not multiple of 32 will make it inefficient in GPU. We 

should still be able to implement it in GPU, but some of the threads may become 
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dummy threads (i.e., a thread that does nothing), reducing the efficiency of the 

parallel computation. 

5.3 GPU-Accelerated Compute Mass Inverse 

In this section, we implemented the stand-alone version of the compute mass 

inverse. We also analyze the potential parallelism that can be extracted before 

implementing the GPU version of the compute mass inverse. Since this method is 

only called once throughout the simulation, the performance benefit of having 

compute mass inverse run on GPU may not be significant. In the future, we plan 

to do everything in GPU to minimize the data movement between CPU and GPU, 

and thus it makes sense to move the compute mass inverse to GPU. 

5.3.1 Stand-Alone Implementation 

The implementation of the stand-alone version of compute mass inverse is 

pretty straightforward as it does not need to call other methods in PDEBlaster. As 

we have seen from Figure 4.10, there are three nested loops inside the compute 

mass inverse. We flattened these loops as a part of optimization. The iteration over 

octrees is done using the code implemented in Code 5.1. 

5.3.2 Potential Parallelism 

There are two levels of parallelism that can be extracted from the compute 

mass inverse. The first level is at the octrees level (i.e., ElementDataBase level). 

The number of parallelisms will be equal to the number of octrees, which depends 

on the refinement-level. The second level is at observation points (nodes) level. The 

number of parallelisms will be equal to the number of octrees multiplied by the 

number of observation points (nodes) inside an octree.  
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5.3.3 CUDA Implementation 

Based on the potential parallelism that can be extracted, we implemented 

two different GPU kernels that extract parallelism at a different level, as shown in 

Table 5.2. Both kernel model implementation is straightforward; we just need to 

parallelize each for-loops that present on the stand-alone code.  

Table 5.2 GPU kernel implementation of compute mass inverse 

Model Potential Parallelism 

Model A NUM_ELEMENT_DATABASE  

Model B NUM_ELEMENT_DATABASE * NNODE 

5.4 GPU-Accelerated Compute Volume 

As shown in Code 4.1, the compute volume contributions is the most 

compute-intensive part of the simulator, and thus it will make sense to move the 

computation into GPU. The compute volume contributions has a function call to 

the compute_div_velocity_and_grad_pressure, as shown in Figure 4.11. To iterate 

throughout the octrees, it uses Code 5.1. 

5.4.1 Stand-Alone Implementation 

The stand-alone implementation of compute volume contributions was done 

by copying the compute_volume_acoustic methods alongside with 

compute_div_velocity_and_grad_pressure. We flattened the three loops inside the 

compute_volume_acoustic and merged the three independent loops inside 

compute_div_velocity_and_grad_pressure. As we have explained previously, we also 

did precomputation on the derivative shapes, and thus the stand-alone version does 

not need to call compute_1D_shape_derivatives anymore. The precomputed 

derivative shapes are stored as constant.  
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5.4.2 Potential Parallelism 

The apparent parallelism that can be extracted is at the octrees level (i.e., 

ElementDataBase level). The number of parallelisms will be equal to the number 

of octrees, which depends on the refinement-level. Then, the second level 

parallelism that can be extracted is at observation points (nodes) level, which will 

be equal to the number of octrees multiplied by the number of observation points 

(nodes) inside an octree. If the three independent loops inside 

compute_div_velocity_and_grad_pressure are not merged, we can also extract 

additional parallelism from here. Finally, we can also extract parallelism at the 

NNODE_1D level of each independent loops inside  

compute_div_velocity_and_grad_pressure. However, the last level of parallelism may 

not be worth it since all of the three loops require a reduction tree to accumulate 

the results.  

5.4.3 CUDA Implementation 

Based on the potential parallelism that can be extracted, there are four 

different GPU kernels that can be implemented to extract parallelism at a different 

level, as shown in Table 5.3. For model A and model B, the implementation will 

be the same as in the compute mass inverse.  

For model C, the three independent loops inside 

compute_div_velocity_and_grad_pressure are not merged; they can be executed in 

parallel. Since it is easier to manage the threads in GPU if it is multiple of 4, the 

dimension of the problem is added by one. Therefore, 25% of the threads will be 

dummy threads that do not do any useful works.  
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Table 5.3 GPU kernel implementation of compute volume 

Model Potential Parallelism 

Model A NUM_ELEMENT_DATABASE  

Model B NUM_ELEMENT_DATABASE * NNODE 

Model C NUM_ELEMENT_DATABASE * NNODE * (DIMENSION+1) 

Model D NUM_ELEMENT_DATABASE * NNODE * (DIMENSION+1) * NNODE_ID 

The model D kernel is not implemented in this work since it is the most 

difficult one to implement. It further extracts the parallelism from the for-loop 

inside the compute_div_velocity_and_grad_pressure. Unfortunately, the operations 

in these loops are accumulation operations. We can use a parallel reduction tree 

[57] to perform parallel accumulation, as shown in Figure 5.1, or use CUDA atomic 

operation [58]. This may reduce the benefit of parallelizing the loop itself. We can 

also use CUDA Dynamic Parallelism [59], [60], to launch the reduction kernel from 

the device. We doubt that we need to do this since, at some point, the 

communication part will dominate the total simulation time, and thus improving 

the computation part will not be helpful. 

 

 

Figure 5.1 The parallel reduction tree that can be implemented for GPU kernel 
model D of compute volume contributions 
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5.5 GPU-Accelerated Compute Flux 

The compute flux contribution is the most complex method in PDEBlaster 

since the computation of contribution inside each octree depends on the variables 

inside the neighbor octrees. The actual computation itself is not as intensive as the 

compute volume contributions as shown in Figure 4.12 and Figure 4.13. To iterate 

over faces between octrees, it uses Code 5.2. 

5.5.1 Stand-Alone Implementation 

The compute flux contribution needs several functions from PDEBlaster to 

operate. The compute_flux_vector and set_boundary_flux_vector are the methods to 

compute flux contribution for octree that has a neighbor and does not have a 

neighbor, respectively. The update_quadrant is used to update the contributions of 

an octree with computed flux contribution. Only non-ghost data need to be 

updated. Another methods that are used in compute flux contribution are 

find_nodes_on_element_face and compute_normal_to_face.  

The first step of optimization is flattening the two nested loops inside 

compute_flux_vector and set_boundary_flux_vector. Since we do not have any ghost 

elements, we perform further optimization by merging the update_quadrant method 

inside both compute_flux_vector and set_boundary_flux_vector. In this way, we 

remove the need for intermediate storage to store the computed flux contributions 

and eliminate the overhead of passing the intermediate storage between two 

methods.  

The third step of optimization is replacing the method 

find_nodes_on_element_face. The original method will return the list of nodes that 

live on a particular face, which is very difficult to be parallelized. Using the 
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numbering scheme of nodes as illustrated in Figure 4.8, we implemented 

getNodeIndex method, as shown in Code 5.4. 

 
Code 5.4 Find the nodes that live on a particular face of an octree. 
int getNodeIndex(int faceID, int nodeID) 
{ 
  int primary_axis = faceID / 2;  
  int face_position = faceID % 2;     
  int axis_step     = 1; 
  int node_index    = 0; 
  int temp_nodeID = nodeID; 
  int local_coordinate; 
   
  for (int i = 0; i < DIMENSION; i++) 
  { 
    if (i!=primary_axis) 
    { 
      local_coordinate = temp_nodeID % NNODE_1D; 
      temp_nodeID      = temp_nodeID / NNODE_1D; 
      node_index       = node_index + local_coordinate * axis_step; 
    } 
    else 
    { 
      local_coordinate = local_coordinate; 
      temp_nodeID      = temp_nodeID; 
      node_index       = node_index + face_position * (NNODE_1D - 1) * axis_step; 
    } 
    axis_step = axis_step * NNODE_1D; 
  } 
  return node_index; 
} 

The primary_axis is the axis where the face is located. For example, the Y-

Z surface, X-Z surface, and X-Y surface have the primary axis of x, y, and z, 

respectively. The axis coding is the same as Code 5.2, where the x-axis is denoted 

by 0, the y-axis is denoted by 1, and the z-axis is denoted by 2. The face_position 

determines the normal vector direction. As shown in Figure 4.8, the south, west, 

and bottom faces will have face_position of 0 while the north, east, and top faces 

will have face_position of 1.  

The axis_step determines the value that must be added to find node_index. 

The x-axis, y-axis, and z-axis will have node_index steps of 1, NNODE_1D, and 

NNODE_FACE, respectively. The local_coordinate is the coordinate of a node in a 

particular axis. The loop will iterate through each dimension (i.e., each axis). If the 
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axis is not the primary axis, we can start calculating the node_index since the face 

is a surface laid on another axis. If the axis is the primary axis, we can calculate 

the offset for node_index from the origin since the step is based on the primary axis. 

In each iteration, we increment the axis_step. 

There are two problems associated with the compute flux contributions: the 

double computation problem and the race condition problem. The double 

computation problem happens when the iteration on different octrees yields the 

same faces pair. For example, the octree 0 will have a neighbor of octree 1, and the 

flux contributions are computed between those two octrees. However, when we 

arrive at octree 1 for the next iteration, it will have a neighbor of octree 0, and 

thus the flux contributions for this pair is computed twice. To avoid this double 

computation, we only compute the flux contributions if the numbering of the 

neighbor octree is larger than a particular octree that is currently being visited. 

Another problem is the race condition problem, which will happen when we 

extract parallelism at face level. For example, there are six faces for each octree. 

Our intuition will be to extract the parallelism by computing flux contribution for 

each face in parallel. This will cause a race condition, as illustrated in Figure 5.2. 

In Figure 5.2, the green nodes are the corner nodes, while the blue nodes are 

the edge nodes. When iterating over the faces highlighted in yellow, the flux 

contributions will be updated to the nodes on these faces. For the blue nodes and 

green nodes at the bottom, it is possible that their values are also being updated 

by the faces at the bottom, yielding an incorrect result. To solve this problem, we 

serialize the iteration over faces (i.e., avoid extracting parallelism at face level), as 

shown in Code 5.5. This is a slight modification of Code 5.2 by moving the iterate 

over the axis and the direction as the outer loop and merge them. The get_neighbors 
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is moved inside the face_method where the axisID and the direction (i.e., vector 

normal to face) can be further calculated. 

 

 

Figure 5.2 Race condition of compute flux contribution when parallelizing at face 
level. It is possible that one node is updated at the same time for 
different faces pair. 

Code 5.5 Serialization of iterate over faces 
for(int faceID=0; faceID<NUM_FACES; faceID++) 
{ 
  for(int eldbID=0; eldbID<NUM_ELEMENT_DATABASE; eldbID++) 
  { 
     face_method(eldbID, faceID); 
  } 
} 

5.5.2 Potential Parallelism 

The parallelism that can be extracted is at the octrees level (i.e., 

ElementDataBase level). The number of parallelisms will be equal to the number 

of octrees, which depends on the refinement-level. We can also go deeper into the 

compute_flux_vector and set_boundary_flux_vector methods, where the parallelism 
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can be extracted at the NNODE_FACE level. This will yield potential parallelism of the 

number of octrees multiplied by the number of observation points (nodes) live in 

the face of an octree. With the reason that has been explained previously, we should 

not extract parallelism at face level. 

5.5.3 CUDA Implementation 

Based on the potential parallelism that can be extracted, there are two 

different GPU kernels that can be implemented to extract parallelism at a different 

level, as shown in Table 5.4. For model A and model B, the implementation will 

be the same as in the compute mass inverse. We are aware that because of avoiding 

the double computation, half of the threads may do nothing. In the future 

implementation, we will improve the thread occupancy of the GPU by refactoring 

the code on how we extract parallelism.  

Table 5.4 GPU kernel implementation of compute flux 

Model Potential Parallelism 

Model A NUM_ELEMENT_DATABASE  

Model B NUM_ELEMENT_DATABASE * NNODE_FACE 

5.6 GPU-Accelerated Integration 

We also want to move the integration into GPU as well to reduce the data 

movement between CPU and GPU. The Low-Storage Runge-Kutta Integration 

with order 4 (LSRK4) that we use in PDEBlaster requires some constants (_rk4a, 

_rk4b, and _rk4c) for the computation. We can just store these constants as a 

constant in CPU or symbol in GPU.  The integration uses Code 5.1 to iterate over 

all octrees. 
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5.6.1 Stand-Alone Implementation 

The stand-alone implementation is straightforward as it consists of two 

nested loops. We did flatten the two nested loops inside the integration to make 

us easier to extract the parallelism. During stage 0, we need to initialize the 

auxiliary to 0. This is done in the original implementation by using memset to set 

the whole auxiliary member to 0.  We modified this by setting up one element of 

the auxiliary member at one time during each loop iteration.  

 The original PDEBlaster implements the integrator as an object so that 

the current stage number is recorded as a member of the object. There are also 

some methods associated with integration object: the reset to reset the stage of the 

integration, next_stage to advance to the next stage of integration, and is_running 

to determine whether the integration has reached the final stage. In the stand-

alone implementation, we do not need to store the stage of integration since the 

integration loop will manage it. As a side note, the integration is also the step that 

requires the most number of accesses to the memory. It needs access to the 

auxiliary, mass inverse, contributions, and variables members of an octree.  

5.6.2 Potential Parallelism 

As usual, the first level of parallelism comes at the octrees level (i.e., 

ElementDataBase level). The number of parallelisms will be equal to the number of 

octrees, which depends on the refinement-level. Then, we can extract more 

parallelism at the flattened loop inside the integrator itself. This will bring the 

possible number of parallelism by the number of octrees multiply by the number 

of variables and the number of observation points (nodes).  
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5.6.3 CUDA Implementation 

The CUDA implementation is done by parallelized each level of parallelism, 

as described in the previous section. There are two different GPU kernels that can 

be implemented to extract parallelism at a different level, as shown in Table 5.5. 

For model A and model B, the implementation will be the same as in the compute 

mass inverse.  

Table 5.5 GPU kernel implementation of integration 

Model Potential Parallelism 

Model A NUM_ELEMENT_DATABASE  

Model B NUM_ELEMENT_DATABASE * NNODE * NUM_VARS 

5.7 PDEBlaster-SA and PDEBlaster-CUDA 

We put each module together by following the data flow of the original 

PDEBlaster, as shown in Figure 4.2. The stand-alone version will be the CPU 

version that is only able to run on single-thread. This will not be used to compare 

the performance to the original PDEBlaster; instead, we will use it to help verify 

the functionality of the PDEBlaster-SA and PDEBlaster-CUDA as we refactor and 

rewrite the implementation codes in the future. Meanwhile, the PDEBlaster-CUDA 

is the GPU-accelerated version of PDEBlaster with simulation events that can be 

executed on GPU.  

Our current implementation uses the single-thread CPU to move the data 

back and forth between CPU and GPU, launch the GPU kernel, and verify the 

computation result. The current implementation only supports the use of single 

GPU to perform the computation. The data flow diagram for both PDEBlaster-SA 

and PDEBlaster-CUDA is shown in Figure 5.3. 
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Figure 5.3 The data flow diagram for PDEBlaster-SA and PDEBlaster-CUDA 
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In the current implementation, we need the initialized octrees as an input 

to both PDEBlaster-SA and PDEBlaster-CUDA. The octrees data is stored in the 

binary file and is dumped just before the compute mass inverse on the original 

PDEBlaster. At the end of the simulation, we also read the reference octrees data, 

which is obtained by dumping the octrees just before the simulation finishes on the 

original PDEBlaster. We will explain how we dump the octrees data into a binary 

file in the next section.  

Currently, we have not developed the stand-alone version of the 

initialization steps of the original PDEBlaster. Since the initialization is executed 

only once throughout the simulation run, we think that optimize it will not give 

much performance benefit, and thus we give less priority on it. In the future, we 

plan to move this initialization steps to GPU as well because it will eliminate the 

need to copy the data from CPU to GPU at the beginning of the simulation.  

For the GPU run, the CPU needs to copy the octrees data to GPU memory 

before running the entire simulation on GPU. For both CPU and GPU version, 

the time-step loop and the integration loop are managed by CPU. In GPU version, 

CPU is responsible to launch GPU kernel to perform the computation. At the end 

of the simulation, the computed octrees are copied back from GPU memory to 

CPU memory for further validation. 

Finally, we use separate compilation and linking [61], [62] of NVCC to 

compile and link CUDA device codes. In this way, we do not need to use 

cudaMemCpyToSymbol to setup the constant data that we need. This will be more 

efficient since cudaMemCpyToSymbol only has file-level scope instead of global scope. 

Moreover, using separate compilation and linking allows us to use CUDA Dynamic 

Parallelism in the future.  
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5.8 Functional Verification Method 

In this section, we will describe our method to perform functional 

verification of the PDEBlaster-SA and PDEBlaster-CUDA. The baseline will be 

the original version of the PDEBlaster. The functional verification method begins 

by obtaining the reference data, which is the data of the octrees, from the original 

version of the PDEBlaster. Then, this reference data is used as a baseline 

comparison to the octrees data that are processed by PDEBlaster-SA and 

PDEBlaster-CUDA.  

5.8.1 Obtain Octrees Data 

Typically, we can dump an object in C++ to an external binary file using 

the provided fwrite method. In this problem, the octrees are organized by the p4est 

and may live in multiple MPI processes, which make dumping the octrees object 

to an external binary file more difficult. The p4est itself has provided a method to 

dump the entire forest structure alongside the octrees data using the p4est_save_ext 

method. Unfortunately, this method dumps the structure of the forest, which we 

will not be needed since the dumped file will be read by our PDEBlaster-SA and 

PDEBlaster-CUDA that does not use p4est.  

Furthermore, according to our experience, the p4est_save_ext method 

consumes a considerable memory. We often run out of memory when we try to 

dump a large number of octrees. One of the examples is when we try to dump 

2,097,152 octrees that consume around 128GB of memory. Although our system 

has 192GB of memory, the p4est_save_ext failed to dump the whole octrees to the 

disk because of an out-of-memory error.  
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Therefore, we have to write the method to dump the whole octrees in the 

original PDEBlaster to a binary file so that we can read the data in PDEBlaster-

SA and PDEBlaster-CUDA. We use MPI_File_open, which is a method provided by 

the MPI for file I/O. Each MPI process will open the same file in append mode. 

Then, depends on the MPIRank, we calculate the offset of the file where each rank 

should begin writing all of the octrees they owned and set the write pointer using 

the MPI_File_seek method. We have to be careful when calculating the offset to 

avoid the MPI processes overwrites each other parts. Then, the binary file can be 

read normally using fread method in binary mode.  

By using this method, we can generate test data for both PDEBlaster-SA 

and PDEBlaster-CUDA. For example, if we want to verify the functionality of 

compute volume contribution, then we dump all the octrees just before the compute 

volume contributions call to the external file. We also dump all of the octrees just 

after the compute volume contributions call. Both of the data are initial data and 

final data, respectively. Then, we use the initial data as an input to the stand-alone 

or CUDA version of compute volume contributions. Finally, we can compare the 

result of the stand-alone version or CUDA version with the final data to verify the 

functionality of our implementation.  

5.8.2 Compare Octrees Data  

While it seems trivial to compare the result with the reference data, we need 

to take care of a few things. First, the floating-point operation is not commutative. 

For example, 𝑎 + (𝑏 + 𝑐) may not return the same value as the (𝑎 + 𝑏) + 𝑐. 

Therefore, the differences in the order of computation will slightly affect the final 
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result. This usually happens when we try to optimize our code as we change how 

a particular function is implemented.  

In parallel computing, each thread will be assigned a particular job. Most of 

the time, the operations inside the job are the same across the threads since we 

extract the data-level parallelism. At some point, the result from several threads 

may need to be accumulated. We cannot determine the exact time when each 

thread finishes their job and which thread finishes their job first.  

Therefore, we cannot directly compare the result with the reference data 

using just an equality sign since it will be rarely satisfied. Instead, we need to define 

a tolerance value that we can to say both data are equal safely. An error tolerance 

value of 10−15 seems to be appropriate for double-precision data. Therefore, if the 

result and the reference have an absolute difference of less than 10−15 we can safely 

say that both data are equivalent.  

The second problem is that the accumulation of the numerical differences. 

We are aware of the possibility when a computation is performed and returns a 

result with a slight difference to the reference result, the next computation that 

uses this result will return another result that has a more considerable difference 

compared to the reference. In the field, as long as the final results retain the 

similarity beyond 8 to 9 significant digits behind the decimal point, then it is 

considered to be safe.  
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 Chapter 6 

 

Performance and Functional Evaluation 

In this chapter, we will explain the evaluation that we did to compare the 

performance and functionality of the GPU version of PDEBlaster, the PDEBlaster-

CUDA, with the original implementation of PDEBlaster. We will compare the 

speed-up of PDEBlaster-CUDA over PDEBlaster for various refinement-level, both 

for the contained problem and uncontained problem. We also compare each GPU 

kernel implementation to find the best level where we should extract the 

parallelism. Lastly, we provide the detailed result obtained using profiler tools as 

an insight into our future work.   

6.1 System Configuration for Benchmarking 

We use three systems available on the Texas Advanced Computing Center 

(TACC) Maverick2 supercomputer, as shown in Table 6.1. For the baseline, we 

will run the original PDEBlaster in CPU-only system that has a total of 48 cores 

Intel Xeon Platinum 8160. The PDEBlaster will run by fully utilizing 48 cores 

available on the system using parameter mpirun -np 48. We use three types of 

Nvidia GPU to evaluate the performance of PDEBlaster-CUDA: GTX 1080Ti, 

which is a consumer-class GPU with Pascal architecture, Tesla P100 [63], which is 

a datacenter-class GPU with Pascal architecture, and the Tesla V100 [64], which 

is a datacenter-class GPU with Volta architecture. The consumer-class GPU is 

mostly oriented to achieve higher single-precision performance. In contrast, the 

datacenter-class GPU is mostly designed to achieve both higher double-precision 

and single-precision performance. 
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Table 6.1 System configuration for performance evaluation 

Parameter CPU (Baseline) GTX 1080Ti Tesla P100 Tesla V100 

CPU 

Model 
2 x Intel Xeon 
Platinum 8160 

2 x Intel Xeon 
E5-2620 v4 

2 x Intel Xeon 
Platinum 8160 

2 x Intel Xeon 
Platinum 8160 

Architecture Skylake Broadwell Skylake Skylake 

Frequency 2.10GHz 2.10GHz 2.10GHz 2.10GHz 

# cores 2 x 24 2 x 8 2 x 24 2 x 24 

Memory 192GB DDR4 128GB DDR4 192GB DDR4 192GB DDR4 

GPU 

Model - 
Nvidia GeForce GTX 

1080Ti (PCIe) 
Nvidia Tesla P100 

(PCIe) 
Nvidia Tesla V100 

(PCIe) 

Architecture - Pascal Pascal Volta 

# cores - 3,584 CUDA Cores 3,584 CUDA Cores 5,120 CUDA Cores 

Memory - 11GB GDDR5x 16GB HBM2 16GB HBM2 

DP FLOP/s - 354.4 GFLOP/s 4.7 TFLOP/s 7 TFLOP/s 

SP FLOP/s - 11.34 TFLOP/s 9.3 TFLOP/s 14 TFLOP/s 

6.2 Compute Mass Inverse GPU Kernels 

We compare the time needed to compute the inverse diagonal mass matrix 

for kernel Model A and Model B. Both of the kernels are launched 5,120 times with 

512 threads per thread block. The comparison in terms of execution time is given 

in Table 6.2. The time is measured using the Nvidia Profiling tool (NVprof). It is 

not surprising that the kernel Model B performs significantly better than kernel 

Model A because the GPU has more parallel works to do. For refinement-level 4, 

the Model B is 2.68x, 8.64x, and 14.45x faster than Model A in GTX 1080Ti, Tesla 

P100, and Tesla V100, respectively. Therefore, we will use the kernel model B for 

our PDEBlaster-CUDA implementation.  

Table 6.2 Compute mass inverse GPU kernel execution time comparison 

Kernel 
GTX 1080Ti Tesla P100 Tesla V100 

Avg Min Max Avg Min Max Avg Min Max 

Refinement Level 4 (4,096 octrees, 512 nodes per octree) 

Model A 292.36us 280.52us 366.86us 402.27us 397.15us 445.18us 383.36us 379.84us 421.95us 

Model B 109.06us 96.514us 126.79us 46.533us 44.159us 50.655us 26.530us 25.151us 28.256us 

Refinement Level 5 (32,768 octrees, 512 nodes per octree) 

Model A 7.012ms 6.968ms 7.089ms 2.794ms 2.747ms 2.894ms 1.083ms 1.066ms 1.149ms 

Model B 770.29us 759.93us 894.74us 339.91us 339.04us 343.39us 195.66us 193.98us 198.33us 
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6.3 Compute Volume Contributions GPU Kernels 

For compute volume contributions, we have three different kernel models 

that we want to compare: model A, model B, and model C. Same as the previous 

one, all of the kernels are launched 5,120 times with 512 threads per thread block. 

From Table 6.3, model B has the fastest execution time compared to the other two 

models. The model C, although we can extract more parallelism, the number of 

overhead works that need to be done outweigh the number of parallelisms that can 

be extracted. Besides, model C requires more memory due to the intermediate 

result that needs to be stored.  

Table 6.3 Compute volume contributions GPU kernel execution time 
comparison 

Kernel 
GTX 1080Ti Tesla P100 Tesla V100 

Avg Min Max Avg Min Max Avg Min Max 

Refinement Level 4 (4,096 octrees, 512 nodes per octree) 

Model A 50.564ms 50.431ms 50.680ms 38.844ms 38.810ms 40.138ms 18.087ms 18.023ms 18.390ms 

Model B 1.0175ms 1.0046ms 1.3038ms 512.41us 505.88us 545.63us 226.71us 222.91us 241.25us 

Model C 6.0515ms 5.9579ms 6.4455ms 3.8953ms 3.8105ms 4.1612ms 1.7888ms 1.7621ms 1.9085ms 

Refinement Level 5 (32,768 octrees, 512 nodes per octree) 

Model A 470.41ms 470.22ms 471.54ms 225.87ms 225.18ms 226.02ms 146.97ms 146.87ms 147.07ms 

Model B 8.0752ms 7.9839ms 8.1157ms 3.9708ms 3.9632ms 4.1815ms 1.7384ms 1.7283ms 1.7474ms 

Model C 48.268ms 48.009ms 49.577ms 30.285ms 30.099ms 31.739ms 14.967ms 14.093ms 15.060ms 

For refinement-level 4, the Model B is 49.69x, 75.80x, and 79.78x faster than 

Model A in GTX 1080Ti, Tesla P100, and Tesla V100, respectively. For refinement-

level 5, the Model B is 58.25x, 56.88x, and 84.54x faster than Model A in GTX 

1080Ti, Tesla P100, and Tesla V100, respectively. Therefore, we will use the kernel 

Model B for our PDEBlaster-CUDA implementation. 

6.4 Compute Flux Contributions GPU Kernels 

For compute flux contributions, there are two kernel models: model A and 

model B. We use the same approach as the previous section, which has the result 
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shown in Table 6.4. The model B shows significant improvements over the model 

A because of the higher number of parallelism. The other thing that we want to 

highlight is the large differences in maximum execution time and the minimum 

execution time of compute flux contributions kernels. This is caused by the double 

computation prevention that we have explained in the previous section. Because of 

this prevention, each kernel calls have a different number of workloads. 

Table 6.4 Compute flux contributions GPU kernel execution time comparison 

Kernel 
GTX 1080Ti Tesla P100 Tesla V100 

Avg Min Max Avg Min Max Avg Min Max 

Refinement Level 4 (4,096 octrees, 512 nodes per octree) 

Model A 598.17us 39.105us 1.2062ms 446.60us 48.927us 912.53us 226.16us 31.423us 471.00us 

Model B 102.27us 10.848us 1.0406ms 65.161us 13.664us 206.01us 47.104us 7.4550us 147.30us 

Refinement Level 5 (32,768 octrees, 512 nodes per octree) 

Model A 6.637ms 48.705us 13.342ms 3.1712ms 55.423us 6.3036ms 2.7547ms 38.880us 5.5455ms 

Model B 778.11us 83.138us 2.4334ms 495.59us 111.52us 1.5523ms 358.13us 56.224us 1.1315ms 

For refinement-level 4, the Model B is 5.85x, 6.85x, and 4.80x faster than 

Model A in GTX 1080Ti, Tesla P100, and Tesla V100, respectively. For refinement-

level 5, the Model B is 8.52x, 6.40x, and 7.69x faster than Model A in GTX 1080Ti, 

Tesla P100, and Tesla V100, respectively. Therefore, we will use the kernel model 

B for our PDEBlaster-CUDA implementation. 

6.5 The Low-Storage Runge-Kutta Integration GPU Kernels 

Finally, we also compare the kernel model A and kernel model B for the 

integration. The result of the comparison is given in Table 6.5. For refinement-

level 4, the Model B is 7.73x, 16.53x, and 14.93x faster than Model A in GTX 

1080Ti, Tesla P100, and Tesla V100, respectively. For refinement-level 5, the 

Model B is 27.07x, 19.71x, and 27.06x faster than Model A in GTX 1080Ti, Tesla 
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P100, and Tesla V100, respectively. Therefore, we will use the kernel model B for 

our PDEBlaster-CUDA implementation. 

Table 6.5 Integration GPU kernel execution time comparison 

Kernel 
GTX 1080Ti Tesla P100 Tesla V100 

Avg Min Max Avg Min Max Avg Min Max 

Refinement Level 4 (4,096 octrees, 512 nodes per octree) 

Model A 7.7234ms 7.4506ms 8.1913ms 10.421ms 9.3155ms 11.316ms 6.2444ms 6.1092ms 7.4795ms 

Model B 999.47us 834.49us 1.0406ms 630.49us 544.09us 654.84us 417.95us 369.15us 430.91us 

Refinement Level 5 (32,768 octrees, 512 nodes per octree) 

Model A 216.07ms 214.37ms 222.31ms 99.117ms 98.504ms 100.98ms 89.225ms 88.384ms 91.923ms 

Model B 7.9800ms 6.7694ms 8.2930ms 5.0280ms 4.3450ms 5.2007ms 3.3297ms 2.9564ms 3.4269ms 

6.6 Comparing PDEBlaster-CUDA to PDEBlaster 

In this section, we will compare the performance and functionality of 

PDEBlaster-CUDA with the original PDEBlaster version. The original PDEBlaster 

will run using 48 threads to utilize all of the 48 cores available on the system 

entirely. The PDEBlaster-CUDA will be implemented using model B kernels 

because extracting parallelism at octree-level and node-level is the most efficient, 

as shown in previous sections.  

The comparison will be made for refinement-level 4, refinement-level 5, and 

refinement-level 6. The performance is compared by measuring the time needed to 

perform the whole simulations. For PDEBlaster-CUDA, there are two time-values: 

the compute-only time, which is the time measured to launch all of the GPU 

kernels, and the total time which is the compute-only time plus the time needed to 

transfer the octrees data between CPU and GPU.  

6.6.1 Performance Comparison for Refinement-Level 4 

At this refinement level, there are 4,096 octrees; each has 512 nodes. The 

total data of the octrees is around 256 Mbytes, which is still fit in GPU memory. 
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We use the time-step of 0.0008s with a start time of 0.0s. For eight time-steps run 

and 1024 time-steps run, the end time will be 0.0056s and 0.8203s, respectively.  

The simulation time comparison between the PDEBlaster and the 

PDEBlaster-CUDA for refinement-level 4 is given in Table 6.6. The speed-up is 

calculated by dividing the total baseline time with the GPU total time. For 256MB 

of octrees, the data movement overhead between CPU and GPU is around 0.09s.  

Table 6.6 Performance comparison between PDEBlaster-CUDA and original 
PDEBlaster for refinement-level 4 

System Compute Time Total Time Speed-up  

8 time-steps 

CPU (baseline) - 16.04s 1.00x 

GTX 1080 Ti 0.11s 0.17s 94.35x 

Tesla P100 0.07s 0.16s 100.25x 

Tesla V100 0.04s 0.13s 123.38x 

1024 time-steps 

CPU (baseline) - 1,751.21s 1.00x 

GTX 1080 Ti 14.01s 14.13s 123.94x 

Tesla P100 8.22s 8.33s 210.23x 

Tesla V100 5.12s 5.25s 333.56x 

Table 6.7 Variables result comparison between PDEBlaster-CUDA and original 
PDEBlaster for refinement-level 4 

System Max. Difference Result Reference 

8 time-steps 

GTX 1080 Ti 4.649e-16 0.01466557864938171 0.01466557864938124 

Tesla P100 4.649e-16 0.01466557864938171 0.01466557864938124 

Tesla V100 4.649e-16 0.01466557864938171 0.01466557864938124 

1024 time-steps 

GTX 1080 Ti 4.940e-15 0.26778943815691703 0.26778943815691209 

Tesla P100 4.940e-15 0.26778943815691703 0.26778943815691209 

Tesla V100 4.940e-15 0.26778943815691703 0.26778943815691209 

For eight time-steps, the PDEBlaster-CUDA that runs on GTX 1080Ti, 

Tesla P100, and Tesla V100 is 94.35x, 100.25x, and 123.38x faster, respectively, 
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compared to the PDEBlaster. This speed-up increases as we run the simulation for 

more time steps. We can achieve speed-up of 123.94x, 210.23x, and 333.56x when 

running PDEBlaster-CUDA in GTX 1080Ti, Tesla P100, and Tesla V100 for 1024 

time-steps, respectively.  

6.6.2 Comparison for Refinement Level 5 

At this refinement level, there are 32,768 octrees; each has 512 nodes. The 

total data of the octrees is around 2,050 Mbytes, which is still fit in GPU memory. 

We use the time-step of 0.0008s with a start time of 0.0s. For eight time-steps run 

and 1024 time-steps run, the end time will be 0.00561s and 0.8203s, respectively.  

Table 6.8 Performance comparison between PDEBlaster-CUDA and original 
PDEBlaster for refinement-level 5 

System Compute Time Total Time Speed-up  

8 time-steps 

CPU (baseline) - 126.70s 1.00x 

GTX 1080 Ti 0.81s 1.45s 87.38x 

Tesla P100 0.48s 1.35s 93.85x 

Tesla V100 0.29s 1.19s 106.47x 

1024 time-steps 

CPU (baseline) - 14,034.98s 1.00x 

GTX 1080 Ti 106.48s 107.05s 131.10x 

Tesla P100 61.59s 62.67s 223.95x 

Tesla V100 37.33s 38.03s 369.05x 

Since the octrees data is larger, the overhead time of copying data between 

CPU and GPU increases to around 0.8s. The performance comparison is given in 

Table 6.8. For eight time-steps run, the speed-up over the original PDEBlaster is 

87.38x, 93.85x, and 106.47x for GTX 1080Ti, Tesla P100, and Tesla V100, 

respectively. This speed-up increases as we run more time-steps for the simulation. 

For 1024 time-steps, the speed-up is 131.10x, 223.95x, and 369.05x for GTX 1080Ti, 
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Tesla P100, and Tesla V100, respectively. We also verify the GPU computation 

results by comparing them to the CPU computation results. As shown in Table 

6.9, the maximum differences in variables are less than 10−15 which is acceptable. 

Table 6.9 Variables result comparison between PDEBlaster-CUDA and original 
PDEBlaster for refinement-level 5 

System Max. Difference Result Reference 

8 time-steps 

GTX 1080 Ti 7.910e-16 0.013130351927320245 0.013130351927321036 

Tesla P100 7.910e-16 0.013130351927320245 0.013130351927321036 

Tesla V100 7.910e-16 0.013130351927320245 0.013130351927321036 

1024 time-steps 

GTX 1080 Ti 7.105e-15 -0.27083180304916576 -0.27083180304917287 

Tesla P100 7.105e-15 -0.27083180304916576 -0.27083180304917287 

Tesla V100 7.105e-15 -0.27083180304916576 -0.27083180304917287 

6.6.3 Comparison for Refinement Level 6 

At this refinement level, there are 262,144 octrees, and each octree has 512 

nodes. The total data of the octrees is around 16,404 Mbytes which is no longer fit 

in GPU memory. In this part, we will demonstrate what happens to the overall 

speed-up if the problem size cannot be fit inside the GPU memory. To be able to 

run the simulation at refinement-level 6, we use cudaMallocManaged to use CUDA 

Unified Virtual Memory [65], [66]. The device will manage which data it needs for 

a particular computation, and it will automatically bring the data from CPU 

memory to GPU memory. If the data is no longer needed, then it will automatically 

move the data back to CPU memory. Although it makes the implementation easier, 

the efficiency of this method may not be better than carefully-managed memory 

by hand for most access patterns [66]–[68].  

We have to use smaller time-step as we go to higher refinement-level or 

higher number of nodes. We use the time-step of 0.000075s with a start time of 
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0.0s. We only run this demonstration for eight time-steps run with the end time of 

0.000601s. The performance comparison result is shown in Table 6.10. As we can 

see, the uncontained problem hurts the speed-up significantly since the GPU spent 

most of the time moving the data back and forth to CPU. Meanwhile, Table 6.11 

shows the correctness of this implementation where the maximum differences in 

variables are less than 10−15. 

Table 6.10 Performance comparison between PDEBlaster-CUDA and original 
PDEBlaster for refinement-level 6 (uncontained) 

System Compute Time Total Time Speed-up  

8 time-steps 

CPU (baseline) - 957.74s 1.00x 

GTX 1080 Ti - 745.91s 1.28x 

Tesla P100 - 715.50s 1.33x 

Tesla V100 - 697.20s 1.37x 

Table 6.11 Variables result comparison between PDEBlaster-CUDA and original 
PDEBlaster for refinement-level 6 (uncontained) 

System Max. Difference Result Reference 

8 time-steps 

GTX 1080 Ti 4.440e-16 0.7007803922301914 0.7007803922301918 

Tesla P100 4.440e-16 0.7007803922301914 0.7007803922301918 

Tesla V100 4.440e-16 0.7007803922301914 0.7007803922301918 

Next, we can fit the problem size at refinement-level 6 by performing some 

modification. If we look closely at Table 4.1, the xt of an octree is only used once 

during initialization. There is no reason to copy xt to the GPU as it will not be 

used. If we remove xt, we reduce the size of an octree to 53,328 bytes from 65,616 

bytes. With this size of an octree, the total size of the octrees at refinement-level 6 

will be 13,332 Mbytes, which will fit inside both Tesla P100 and Tesla V100. We 

did not run the PDEBlaster-CUDA with GTX 1080Ti since the problem size is 

still larger than the available GPU memory. 
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As shown in Table 6.12, the CPU runs for 1024 time-steps need more than 

one day to finish while the Tesla P100 and Tesla V100 finish the same amount of 

work for under 8 minutes and 5 minutes, respectively. This translates to the speed-

up 216,37x and 360.99x for Tesla P100 and Tesla V100, respectively.  

Table 6.12 Performance comparison between PDEBlaster-CUDA and original 
PDEBlaster for refinement-level 6 (contained) 

System Compute Time Total Time Speed-up  

8 time-steps 

CPU (baseline) - 957.74s 1.00x 

Tesla P100 3.87s 10.16 94.26x 

Tesla V100 2.30s 6.82 140.43x 

1024 time-steps 

CPU (baseline) - 107,610.07s 1.00x 

Tesla P100 493.91s 497.33 216.37x 

Tesla V100 293.46s 298.09s 360.99x 

Table 6.13 shows the maximum difference between the results obtained by 

PDEBlaster and the results obtained by PDEBlaster-CUDA after this 

modification. The maximum differences in variables are acceptable since the 

difference starts at the 14th significant digit behind the decimal point. Our 

modification does not have an impact on the accuracy of the results.  

Table 6.13 Variables result comparison between PDEBlaster-CUDA and original 
PDEBlaster for refinement-level 6 (contained) 

System Max. Difference Result Reference 

8 time-steps 

Tesla P100 4.440e-16 0.7007803922301914 0.7007803922301918 

Tesla V100 4.440e-16 0.7007803922301914 0.7007803922301918 

1024 time-steps 

Tesla P100 3.086e-14 0.66852239856135609 0.66852239856132523 

Tesla V100 3.086e-14 0.66852239856135609 0.66852239856132523 

For our future work, we need to think about how we handle a large problem 

that will not fit inside the GPU memory. We have to efficiently manage the usage 
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of GPU memory and hide the time needed to move the data back-and-forth 

between CPU and GPU memory. One of several ways of doing this is by 

overlapping the compute with data-movement. We also need to think about how 

to implement the ghost data exchange since we may need to implement it as the 

problem size in the real world will not be fit inside the single system. Thus the use 

of multiple nodes with multiple GPUs may become a solution.  

6.7 Investigating Data Movement Costs 

In the previous section, we have shown that the problem domain with 

refinement-level 6 cannot fit inside GPU memory. At first, we try to overcome this 

issue by using CUDA Unified Virtual Memory as an easy-to-implement solution 

that allows the GPU to manage the usage of its memory. Unfortunately, this 

solution hurts the speed-up that we can potentially obtain from using GPU. The 

time needed to move data between CPU and GPU dominates the total time to run 

the simulation, and thus we get very little to none speed-up over the CPU. 

In this section, we would like to show how severe the data movement cost 

affects the overall speed-up. We would like to implement a hybrid PDEBlaster 

which combines both CPU and GPU to do computation. The CPU part is taken 

from the PDEBlaster-SA while the GPU part is taken from PDEBlaster-CUDA. 

We decided to move the most compute-intensive part of the simulation, as shown 

in Code 4.1 to GPU, which is the compute volume contributions. Therefore, all of 

the simulator parts except the compute volume contributions will run on CPU 

using single thread while the compute volume contributions will run on GPU. We 

compare the total time needed to run the simulation for 1024 time-steps between 

the hybrid solution and the full CPU implementation of PDEBlaster-SA. The result 
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is shown in Table 6.14. Note that, the GTX 1080Ti system has a different CPU 

than Tesla P100 and Tesla V100 systems. The full-CPU solution is run on Intel 

Xeon Platinum 8160 CPU using one thread only. 

Table 6.14 Performance comparison between full CPU solution (PDEBlaster-SA) 
and hybrid CPU-GPU solution 

System 
Total Simulation Time 

Refinement-Level 4 Refinement-Level 5 

Full-CPU 411.72s 3476.26s 

Hybrid-GTX 1080Ti 582.90s 4193.97s 

Hybrid-Tesla P100 734.53s 6094.18s 

Hybrid-Tesla V100 713.93s 5904.42s 

As we can see from Table 6.14, the full-CPU implementation has lower total 

execution time compared to the hybrid one even though it only uses one thread in 

CPU. Furthermore, we can use Nvidia Profiling Tool (NVprof) to find out the 

execution time breakdown for the hybrid solution, as shown in Table 6.15. 

Although the hybrid solution is successfully significantly speed-up the most 

compute-intensive operation, which is the compute volume contributions, the time 

needed to move the data back and forth between CPU and GPU outweighs the 

computation performance gain. Moreover, the time needed to move the data 

between the CPU and GPU depends on the topology of the PCIe bus that connects 

the CPU and GPU.  

This shows how expensive the data movement is. We have tried to minimize 

it by moving everything to GPU as long as the GPU memory can hold the problem 

size that is being computed. In future work, we will focus on developing the 

strategies to move the data efficiently between CPU and GPU if the problem is no 

longer fit inside the GPU memory.  
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Table 6.15 The breakdown of time spent on GPU for hybrid CPU-GPU solution 

Activity 
Total Time Spent 

GTX 1080Ti Tesla P100 Tesla V100 

Refinement-Level 4 

Compute Volume Kernel 5.29912s 2.76231s 1.21917s 

[CUDA memcpy HtoD] 176.058s 280.195s 280.587s 

[CUDA memcpy DtoH] 111.538s 263.722s 246.474s 

Refinement-Level 5 

Compute Volume Kernel 41.7147s 20.3209s 8.89958s 

[CUDA memcpy HtoD] 1.7e+03s 2.4e+03s 2.3e+03s 

[CUDA memcpy DtoH] 1.4e+03s 1.2e+03s 2.0e+03s 

6.8 GPU Kernel Execution Time Profiling 

In this section, we would like to profile the PDEBlaster-CUDA to see the 

benefits of moving the computation to GPU for each kernel. We will use Nvidia 

Profiling Tool (NVprof) to obtain the average time needed to execute each kernel 

in GPU.  All of the GPU kernels that we use are model B, as recommended in the 

previous section. We will run the simulation for 1024 time-steps using refinement-

level of 4 and 5. The result is shown in Table 6.16.  

Table 6.16 GPU kernel average execution time comparison 

GPU Kernel 
Average Execution Time 

GTX 1080Ti Tesla P100 Tesla V100 

Refinement-Level 4 

Compute Mass Inverse 125.06us 50.400us 27.776us 

Compute Volume Contributions 1.0187ms 512.16us 226.58us 

Compute Flux Contributions 99.389us 65.139us 47.095us 

Integration 989.92us 630.52us 417.98us 

Refinement-Level 5 

Compute Mass Inverse 761.31us 377.79us 202.40us 

Compute Volume Contributions 8.1332ms 3.9696ms 1.7386ms 

Compute Flux Contributions 755.01us 495.64us 358.11us 

Integration 7.9022ms 5.0279ms 3.3298ms 
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In the GTX 1080Ti system, the compute volume contributions kernel is the 

most time-consuming kernel, followed by integration kernel. Meanwhile, in the 

Tesla P100 and Tesla V100, it is the other way around; the integration kernel is 

the most time-consuming kernel, followed by compute volume contributions. The 

reason behind this is that the compute volume contributions can benefit from 

having more Streaming Multiprocessors (SMs) inside the GPU. As we move from 

GTX 1080Ti to Tesla P100 and Tesla V100, we see the significant reduction in 

average execution time for compute volume contributions.  

On the other hand, the integration kernel does not scale as well as the 

compute volume contributions kernel. As we have explained earlier, the integration 

kernel has the most memory accesses compared to other kernels. Thus the time 

spent in this kernel is mostly dominated by memory accesses. The Tesla P100 has 

HBM2 memory that provides more bandwidth compared to the GDDR5X memory 

that the GTX 1080Ti has. Therefore, the execution time of the integration kernel 

reduces significantly as we move from GTX 1080Ti to Tesla P100. Meanwhile, we 

do not see a significant decrease in execution time when we move from Tesla P100 

to Tesla V100 as both of them have the same HBM2 memory.  

The compute flux contributions kernel is the most inefficient because it has 

much divergence in the form of conditional branches. The thread divergence 

degrades the overall performance of the GPU kernel because of the additional 

overheads [69]. The GPU will execute one branch at the same time before moving 

to the other branch, and hence the number of parallelisms is also reduced (i.e., 

both branches cannot be run in parallel anymore) [70]. Lastly, the compute mass 

inverse kernel may not give significant differences in total simulation time since it 

is only executed once throughout the simulation. 
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 Chapter 7 

 

Conclusion and Future Work 

In the last chapter, we would like to summarize the works that we have 

done. We would also like to list our plan for our future work to improve the 

PDEBlaster-CUDA to support more functionality.  

7.1 Conclusion 

In this thesis, we are successfully implemented the GPU-accelerated version 

of PDEBlaster, the PDEBlaster-CUDA. The development of the PDEBlaster-

CUDA begins by creating the stand-alone version of PDEBlaster (i.e., PDEBlaster-

SA), where we remove the dependency from the p4est library. We implemented 

p4est functionalities, primarily the methods to iterate over the octrees. The 

functional verification is done by comparing the octrees data from the original 

version of PDEBlaster with the octrees data obtained from PDEBlaster-CUDA. 

The problem domain of PDEBlaster has a vast number of data-level 

parallelism that can be extracted. This parallelism comes from the discretization 

of the problem domain into smaller octrees by increasing the refinement-level to 

improve numerical accuracy. Each octree may have more observation points 

(nodes) where the physics are evaluated to increase the numerical fidelity. The 

discontinuous Galerkin-Method takes care of the discontinuity between two 

overlapped nodes of different octree that occupy the same position in space. Our 

experiments show that the best level to extract parallelism is at octree-level and 

node-level. 
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For the problem size that can fit inside the GPU memory, the speed-up 

obtained is impressive. At refinement-level of 4, GTX 1080Ti, Tesla P100, and 

Tesla V100 have a speed-up of 123.94x, 210.23x, and 333.56x, respectively, 

compared to the original version of PDEBlaster that runs on dual Intel Xeon 

Platinum 8160 CPUs with 48 cores total. Moreover, at refinement-level of 5, GTX 

1080Ti, Tesla P100, and Tesla V100 have a speed-up of 131.10x, 223.95x, and 

369.05x, respectively, compared to the baseline CPU.  

Unfortunately, using the original data structure of an octree, the refinement-

level of 6 will no longer fit into GPU. Using the CUDA Unified Virtual Memory to 

let the device manage the data, its need to perform computation hurts the speed-

up since the device spent most of the time moving data back and forth between 

CPU and GPU. We modified the data structure of an octree by eliminating the 

data that is not needed for computing in GPU, and thus reducing the size of an 

octree.  

We are able to fit the problem for refinement-level 6 with a speed-up of 

216.37x and 360.99x for Tesla P100 and Tesla V100, respectively. The CPU version 

of the PDEBlaster needs more than one day to run the simulation while Tesla P100 

and Tesla V100 finish the same job just under 8 minutes and 5 minutes, 

respectively.  

As we go to higher refinement-level, a smaller time-step should be used to 

maintain the numerical stability of the simulator. A smaller time-step is also needed 

if we increase the number of observation points (nodes) inside an octree. Finally, 

we are able to maintain acceptable numerical accuracy compared to the original 

implementation of PDEBlaster, which is essential. 
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7.2 Future Work 

We put some lists of the future works that we want to do to improve our 

PDEBlaster-CUDA based on the result of this thesis.  

7.2.1 Support for Problem Larger Than GPU Memory 

As we have seen in Chapter 6, the uncontained problem hurts the speed-up 

significantly. The CUDA Unified Virtual Memory (UVM) that lets the device 

manage which data it must fetch from CPU memory does not work very well with 

our access patterns. To address this issue, we have to develop methods to carefully 

manage the data movement between CPU and GPU memory so that it will not 

dominate the total computation time. One of the ways is by overlapping memory 

access and computation, such as by implementing multiple CUDA streams and 

implementing tiling/blocking of the problem.  

7.2.2 Support for Multiple GPUs and Multiple Compute Nodes 

As the problem grows large, the use of multiple GPUs may become 

interesting. We plan to extend the functionality of PDEBlaster-CUDA to use 

multiple GPUs to support larger problem and potentially gives higher speed-up for 

large problem size. We also have to find out how the best way to use the CPU is. 

Currently, the CPU is only responsible for data transfer between CPU and GPU. 

Most of the time, the CPU is idle. We also need to develop a method to distribute 

the job over multiple GPU nodes (e.g., using MPI). Therefore, we have to consider 

how we store and exchange the ghost data between GPU nodes. 
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7.2.3 Investigate Recomputing and Precomputing 

It is always an exciting discussion of trade-off in computation. In refinement-

level 6, for example, we can fit the problem by removing unnecessary data inside 

the octrees. There are more data that we can remove in an octree besides the xt 

that only used once during initialization. The mass_inverse can be removed from 

the octrees as well. However, removing the mass_inverse means that we need to 

recompute them during the integration. The effectiveness of recomputing and 

precomputing has yet to be investigated in our future work.  
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