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Throughout our life, we humans perceive the visual world, connect what
we see over time, and make sense of the world around us. Today’s computer
vision systems observe the same visual world, but do not see it as we do.
They parse only independent snapshots, without connecting them to form a
complete understanding. What limits the current computer vision systems?
Historically, computer vision research has been advanced through careful choice-making given computational constraints. For example, from the
1970s to the 1990s, many vision systems were built on detected edges but not
full images to save computations (e.g., [16, 68]). Similarly, in the 2000s, researchers built datasets on tiny (32×32) images [175]. Many of these simplifications have been removed over time through advances in both hardware and algorithms. However, a long-lasting simplification remains popular: “instead of
dealing with the full visual stream in a video, let’s focus on one single image.”
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While this simplification drastically reduces the computational cost, it
also discards useful signals, such as motion, 3D structures, long-term context,
and many more. This potentially makes computer vision unnecessarily hard
and misses out on the essential ingredients of our ultimate system.
In this thesis, we aim to enable vision systems to efficiently operate on
long videos, rather than just images, so that they can reason through time and
more deeply understand the visual world around us.
Towards this goal, in Part I, we study and propose methods to address
the scalability issues from multiple aspects of the status quo pipeline, ranging
from recognition to compression and training. We show how to leverage the
temporal structures of videos, such as redundancy, for efficient processing of
videos without sacrificing performance.
More importantly, in Part II, we verify that being able to model the
long-term connections between visual signals over time is indeed advantageous.
In particular, we propose new models for long-form videos and demonstrate
a significant performance gain over existing image-based or short-term video
models. Furthermore, we show that enabling vision models to operate on
long-form videos also enables understanding of the ‘full picture’ of a long
visual stream. We show how to achieve this by analyzing the complex synergy
between all objects and people in a long-form video. Finally, to facilitate future
research, we introduce a new benchmark for long-form video understanding.
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Chapter 1
Introduction

Since hundreds of millions of years ago, animals have been watching
the world day and night. For many, this vision system is an essential part of
survival. It is used to hunt, to escape from predators, or to navigate in different
environments. Since a few decades ago, however, animals are no longer the
only ones that can see — billions of cameras all around the globe see the world
with us. Like human vision systems, the captured videos document various
aspects of human society, important moments in our daily life, or a wide
range of intriguing natural phenomena. However, unlike humans, computer
vision systems have a limited understanding of what they see. After decades
of research, state-of-the-art systems can still only accurately parse some predefined aspects of one single snapshot. So, why is vision so hard?
One main reason is its extremely high computational cost. Human eyes
sample the world at 30 frames per second at a resolution of 576,000,000 pixels.
This means that a human-like computer vision system must process 1.7 · 1010
pixels to just parse one second of what it sees. This cost is prohibitively high
considering the amount of video data created every day — on YouTube alone,
500 hours of video are being uploaded every single minute; even more data are
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being generated by our phones, laptops, home security cameras, dashcams,
and so on.
Historically, computer vision researchers have made various careful
choices to accommodate the high costs under computational constraints (e.g.,
CPU speed, memory size, disk space, etc.). For example, from the 1970s to the
1990s, many vision systems were built on detected edges but not the full RGB
images to save computations (e.g., [16, 68]). Good ideas in neural networks
had been proposed [95], but less computationally intensive designs such as kernel methods [143] were more widely used. Similarly, in the 2000s, researchers
started to collect large image datasets but had to reduce the resolution to
32×32 (i.e., 500,000× lower-resolution than what human eyes see) to reduce
the infrastructural costs [175].
Some of the constraints have been relaxed over time due to advances
in hardware and algorithms. For example, today’s vision systems are able to
operate on higher-resolution full RGB images using computationally intensive
deep networks (e.g., [135], [65]). Nonetheless, there is still a long-lasting constraint: We are still not able to process videos efficiently and are “forced ” to
focus on images or very short videos.
“Image-centric” computer vision drastically reduces the computational
costs (e.g., reducing from a 2-hour movie to one image gives a 216,000× reduction in the pixel count). However, it also misses out on important signals
because how things change over time conveys rich information. For example,
in Figure 1.1, we see that even just the change within a few seconds already
2

Figure 1.1: How visual world changes over time conveys much more beyond
what a static image can convey. (Two men fencing. Photogravure after Eadweard Muybridge, 1887.)
contains rich interesting information beyond what a static image can convey,
let alone the full temporal horizon of all videos collectively. Thus, an imagecentric design constrains us to a shallow understanding within a static view.
Moreover, this simplification discards useful signals, such as motion, 3D structures, long-term context, causal relationships, and many more. Not leveraging
all available signals potentially makes computer vision unnecessarily hard.
In this thesis, we aim to remove the image-centric simplification and
enable vision models to operate on the full spatiotemporal extent of the visual
contents. To achieve this, we need to rethink and address the scalability issues
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in various aspects, such as storage, runtime, training, and memory usage. We
propose a number of methods to leverage temporal structures of videos, such as
the high temporal redundancy, to improve their scalability in all these aspects.
Furthermore, we study whether enabling vision models to process longterm visual contents is indeed advantageous. We propose a number of models
that are designed for long-form videos and evaluate the benefits of long-term
modeling. In addition, vision systems operating on long-form video also opens
new possibilities in long-form video understanding, which aims at understanding the “full picture” of a long-form video. Examples include understanding
the storyline of a movie, the relationships among the characters, the message
conveyed by their creators, the aesthetic styles, etc. It is in contrast to ‘shortform video understanding’, which models short-term patterns to infer local
properties.
Long-form video understanding is challenging, as notions such as human behaviors, goals, or cultures naturally arise. It also requires more complex
reasoning across different points of time. How to build such a system is largely
unexplored. We propose an object-centric model that models how objects, including people, interact with each other in a long-form video and introduce a
large-scale benchmark to evaluate the progress in this direction.
Through extensive quantitative and qualitative analysis, we demonstrate that our systems are significantly more efficient than prior state-of-theart methods, in terms of both inference and training time while improving
the accuracy. Our learned video compression works on part with widely used
4

H.264, which took decades of engineering to build, demonstrating its promising
potential. Finally, we show that the proposed long-form models significantly
outperform traditional short-term methods, on both existing benchmarks and
our newly proposed long-form video understanding benchmark. Our results
validate that enabling vision models to operate on the full spatiotemporal extent of the visual contents is indeed an important step towards more accurate
and more insightful visual understanding.

1.1

Overview
In this thesis, we first discuss how to leverage temporal structures in

videos for efficient video understanding (Part I). We then introduce approaches
and benchmarks for scaling video models for understanding long-term patterns
(Part II).
Part I: Exploiting Temporal Redundancy. In Chapter 4, 5, and 6, we
describe how we leverage the temporal redundancy of videos to make video
understanding efficient.
In Chapter 4, motivated by that the superfluous information can be
reduced by up to two orders of magnitude by video compression (using H.264,
HEVC, etc.), we propose to train a deep network directly on the compressed
video. This representation has a higher information density, and we found the
training to be easier. In addition, the signals in a compressed video provide
free, albeit noisy, motion information. We propose novel techniques to use
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them effectively. On multiple action recognition datasets, we demonstrate
greatly improved efficiency with improved accuracy.
In Chapter 5, we discuss scalable storage and transmission through
video compression. Video contents consume 82% of current Internet traffic [121]. Strong compression significantly reduces the traffic, saves storage
space, and increases throughput. It drives applications like cloud gaming,
real-time high-quality video streaming [136], or 3D and 360-videos. Despite
obvious importance, video compression algorithms are still hand designed.
We show that the compression itself is end-to-end learnable. We propose methods to build video compression algorithms using deep networks.
Different from traditional hand-designed codecs, our data-driven approach
learns complex visual patterns in a video, which are hard to model by handengineering. Our deep video codec works on part with strong widely-used
codecs that took decades of engineering to build. Our approach benefits from
the rapid advances in deep learning, image generation, and interpolation, and
will steadily improve.
In Chapter 6, we describe how to train video models efficiently through
a multigrid method. This is of great practical importance, because long training time slows progress in video understanding research, hinders scaling out
to real-world data sources, and consumes significant amounts of energy and
hardware. So, we ask is this slow training unavoidable, or might there be
video-specific optimization strategies that can accelerate training?
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Our method uses variable mini-batch shapes with different spatialtemporal resolutions that are varied according to a schedule. We show that
this approach leverages redundancy in videos effectively, and brings consistent
4-6× speedup without losing accuracy across a wide range of model design,
datasets, and training settings.
Part II: Understanding Long-Term Patterns. In Chapter 7 and 8, we
describe methods for scaling existing systems to understand long-term visual
patterns.
In Chapter 7, we propose an approach that enables short-term recognition models to incorporate long-term context. Our method, termed long-term
feature bank (LFB), augments video models with rich supportive information,
which can be efficiently accessed to facilitate recognition. We will present
extensive experiments on multiple datasets and demonstrate consistent performance gains, with only a small computational overhead.
In Chapter 8, instead of looking at short-term recognition like prior
work, we take a step towards long-form video understanding, which aims to
understand the “full picture” in a long-form video. We introduce a framework
for modeling long-form videos and develop evaluation protocols on large-scale
datasets. We show that existing state-of-the-art short-term models are limited
for long-form tasks. A novel object-centric transformer-based video recognition
architecture performs significantly better.
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Discussion and Future Directions. Finally, in Chapter 9, we summarize
the contributions of this thesis and discuss the potential impacts of our research
on research community, real-world applications, and other broader impacts.
We will conclude this thesis with a number of future research directions.
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Chapter 2
Related Work

In this chapter, we review related prior work to both provide the context of this thesis and discuss related ideas proposed previously. In Section 2.1,
we will start with reviewing literature in video understanding from various aspects, ranging from model design, learning paradigms to benchmarking and
practical hardware considerations. Since in Part I we will discuss the interplay between recognition and video compression, we review video compression
literature in Section 2.2.

2.1

Video Understanding
Understanding videos has been a central goal of computer vision since

day one [126]. In the 2000s, most prominent methods utilize hand-crafted features, such as Histogram of Oriented Gradients (HOG) [30] or Histogram of
Optical Flow (HOF) [92], both sparsely [92] and densely [188] sampled. While
early methods consider independent interest points across frames, smarter aggregation based on dense trajectories have been used [129, 186, 187].
In the early 2010s, deep networks started to show promise in image
recognition and soon were adapted to become the dominant approach for video
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understanding [20, 40, 41, 84, 134, 150, 177, 178, 182, 190, 194, 207]. This includes
the two-stream networks [84, 150, 190] and 3D convolutional neural networks
(3D CNNs) [20, 41, 48, 72, 109, 112, 130, 134, 177, 179, 180, 194, 207]. Currently,
most state-of-the-art approaches are based on 3D CNNs. In the following, we
review related lines of research in the deep learning era.
Efficient Video Models. The high computational cost of current video models is a well-known problem [177, 207]. Designing lighter-weight models has
drawn increasing attention [19, 27, 41, 72, 77, 96, 102, 109, 130, 134, 163, 179, 189,
220]. Successful approaches include efficient alternatives to temporal convolution [19,27,77,96,109,130,134,163,179,189], modeling only temporal patterns
across only high-level, but not low-level features [72, 102, 219, 220], and optimizing network scaling [40]. Nonetheless, state-of-the-art efficient models are
still ∼30× more expensive than an image-based counterpart [41]. In Chapter 4,
we will show orthogonal approaches that leverage video compression.
Efficient Training. A few lines of work for efficient training has been proposed through, e.g., optimization methods (e.g., [37,86,133,153]), pre-training [20,
46], distributed training [58, 212], or advances in hardware [82] or software design [23,28]. These methods, nonetheless, do not exploit the rich structures of
visual data. In Chapter 6, we will propose a new direction in multigrid training,
which leverages spatiotemporal redundancy in visual contents. We will show
this approach speeds up training significantly.
Multigrid methods were originally proposed for numerical boundary
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value problems and later developed into an entire field in computational mathematics [15]. They typically involve iterating through cycles of coarse and fine
problems and exploit the fact that a coarse problem can be solved efficiently
to speed up the overall problem-solving. He and Xu [62] connect multigrid
methods to deep networks by identifying the correspondence between steps
in traditional multigrid methods and operators in a convolutional neural network. In Chapter 6, we take inspiration from multigrid concepts from a more
abstract view to accelerate video model training.
Short-Term Video Understanding. Most existing video models are shortterm, in the sense that they only recognize local patterns, such as human
actions or objects, within a few seconds or even a specific frame [20,40,41,150,
179,194,219,220]. These methods however ignore the useful context beyond the
local window. In Chapter 7, we propose methods to leverage long-term context
for short-term understanding and show that this is significantly advantageous.
The proposed method will be evaluated on the task of spatiotemporal action
localization [54,60,69,128,152,199]. This is a challenging yet important direction, as it requires a more detailed understanding than traditional video-level
classification tasks. Most recent approaches for this task extend object detection frameworks [51,135] to first propose tubelets/boxes in a short clip/frame,
and then classify the tubelets/boxes into action classes [60,69,83,128,141,141].
The detected tubelets/boxes can then be optionally linked to form full action
tubes [54, 69, 83, 128, 141, 152].
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Long-Form Video Understanding. Much fewer methods explore the understanding of the full picture of a much longer video (e.g., minutes or longer).
Tapaswi et al . [168] introduce a movie question answering dataset based on
both text and video data. The benchmark, however, is dominated by languageonly approaches [168], making it less ideal for evaluating the progress of computer vision. Vicol et al . [184], Xiong et al . [208], and Huang et al . [70] use
vision-only movie understanding datasets, but their videos are not publicly
accessible due to copyright issues. Bain et al . [11] and Zellers et al . [215] propose joint vision-language benchmarks for text-to-video retrieval and question
answering, respectively. In Chapter 8, we introduce a new long-form video
understanding benchmark of 9 vision-only tasks on more than 30K freely accessible videos. Our evaluation is relatively simple compared to prior work
that involves language components in evaluation protocols.
Some efficient architectures we discussed earlier, such as efficient architectures [72, 84, 219], sparse sampling [45, 50, 190], or those that utilize precomputed features [98, 116, 167, 213], may operate on long-form videos efficiently. These methods primarily focus on the interactions between adjacent
frames, while our method in Chapter 8 captures the long-range interactions
between tracked objects.
Interaction Modeling. Methods that model the interactions among local
regions (e.g., grid locations, objects, or frames) are also widely studied. Interaction modeling for images is widely studied for improving, e.g., object detection [25], human action recognition [53], or 3D recognition [217]. For videos,
12

a growing line of work models interactions among objects or features for improving short-term recognition [13,48,75,110,114,118,169,195,218]. Instances
include RNNs that model the evolution of video frames [36, 97, 101, 162, 213]
and multilayer perceptrons that model ordered frame features [219]. To model
finer-grained interactions, a growing line of work leverages pre-computed object proposals [195] or detections [13,110], and models their co-occurrence [110,
161,195], temporal order [13], or spatial arrangement [195] within a short clip.
They mainly leverage spatial but not temporal structures of a video.
Information ‘Bank’ Representations. In Chapter 7, our Long-Term Feature Bank method is inspired by prior works in information ‘bank’ representations, such as object bank [100], detection bank [7], and memory networks [158]
have been used as image-level representations, for video indexing and retrieval,
and for modeling information in text corpora. In Chapter 7, we draw inspiration from these approaches and develop methodologies for detailed video
understanding tasks.
Instance-Level Representations. Representing instances in a video as a
space-time trajectory has a long history in computer vision [38,54,56,132]. For
example, Gorelick et al . [56] analyzes the space-time silhouettes in a video for
action recognition. Our long-form video model in Chapter 8 takes inspiration
from these concepts, but further considers inter-instance relationships.
Self-Supervised Learning. Self-Supervised methods drive the success of
natural language processing models [33, 91, 105], visual pattern learning [24,
13

57, 63, 74, 117, 123, 127, 196], and image-language joint representation learning [26, 99, 108, 157, 164]. Some of these methods are video-based similar to
what we propose in Chapter 8, but aim at learning robust spatial rather than
temporal features [57, 74, 117, 196]. For example, Jabri et al . [74] track spatial features across frames to learn viewpoint-, scale-, or occlusion-invariant
features for each instance. Instead, our goal is to learn long-term and highlevel interaction patterns. Several other papers leverage multiple modalities
for learning joint concepts [8, 87, 119, 157, 159]. In Chapter 8, the proposed
method requires only visual data. Chen et al . [160] recently propose a joint
language-vision model for learning long-term concepts on cooking videos. It
shares a similar goal to our approach. The main difference is that they use
a ‘frame-as-word’, ‘video-as-sentence’ analogy, while we build object-centric
representations. Our model captures interactions between objects, while a
‘frame-as-word’ approach captures the interactions between adjacent video
frames. We will show the significance of this design in experiments.

2.2

Video Compression
Video compression is a critical component in a video modeling pipeline

but often taken for granted. In fact, the videos we store, share, or create
every day are all compressed by default. In Chapter 4, we will describe how
to leverage existing compression for efficient recognition, and in Chapter 5,
introduce an end-to-end learned video compression approach powered by deep
learning. We review video compression and related research below.

14

Traditional Video Compression. Hand-designed video compression algorithms, such as H.263, H.264 (AVC) or H.265 (HEVC) [93] build on two simple
ideas: They decompose each frame into blocks of pixels, known as macroblocks,
and they divide frames into image (I) frames and referencing (P or B) frames.
I-frames directly compress video frames using image compression. Most of the
savings in video codecs come from the referencing frames. P-frames borrow
color values from preceding frames. They store a motion estimate and a highly
compressible difference image for each macroblock. B-frames additionally allow bidirectional referencing, as long as there are no circular references. The
main disadvantages of traditional video compression is the intensive engineering efforts required and the difficulties in joint optimization.
Deep Image Compression. For images, deep networks yield state-of-the-art
compression ratios with impressive reconstruction quality [12,80,137,170,173].
Most of them train an autoencoder with a small binary bottleneck layer to
directly minimize distortion [80, 137, 173]. A popular variant progressively encodes the image using a recurrent neural network (RNN) [10, 80, 173]. This
allows for variable compression rates with a single model. Deep image compression algorithms use fully convolutional networks to handle arbitrary image
sizes. However, the bottleneck in fully convolutional networks still contains
spatially redundant activations. Entropy coding further compresses this redundant information [12, 115, 137, 170, 173].
Learning the binary representation is inherently non-differentiable, which
complicates gradient-based learning. Toderici et al . [173] use stochastic bina15

rization and backpropagate the derivative of the expectation. Agustsson et
al . [6] use soft assignment to approximate quantization. Balle et al . [12] replace the quantization by adding uniform noise. All of these methods work
similarly and allow for gradients to flow through the discretization.
Combining this bag of techniques, deep image compression algorithms
offer a better compression rate than hand-designed algorithms, such as JPEG
or WebP [4], at the same level of image quality [137]. Deep image compression
algorithms heavily exploit the spatial structure of an image. However, they
miss out on a crucial signal in videos: time. Videos are temporally highly
redundant. No deep image compression can compete with state-of-the-art
(shallow) video compression, which exploits this redundancy.
Learned Video Compression. Learning-based video compression is largely
unexplored, in part due to difficulties in modeling temporal redundancy. Tsai et
al . propose a deep post-processing filter encoding errors of H.264 in domainspecific videos [181]. However, it is unclear if and how the filter generalizes in
an open domain. In Chapter 5 we describe, to the best of our knowledge, the
first general deep network for video compression. There has been a rapidly
growing body of literature on learned video compression methods [61,107,138]
by the time this thesis is written. We refer readers to these newer methods for
a complete picture of the area.
Image Interpolation and Extrapolation. The video compression algorithm proposed in this thesis will leverage image interpolation. Image inter-

16

polation seeks to hallucinate an unseen frame between two reference frames.
Most image interpolation networks build on an encoder-decoder network architecture to move pixels through time [76, 78, 106, 122]. Jia et al . [76] and
Niklaus et al . [122] estimate a spatially-varying convolution kernel. Liu et
al . [106] produce a flow field. All three methods then combine two predictions, forward and backward in time, to form the final output.
Image extrapolation is more ambitious and predicts a future video from
a few frames [113] or a still image [185, 209]. Both image interpolation and
extrapolation works well for small timesteps, e.g., for creating a slow-motion
video [78] or predicting a fraction of a second into the future. However, current
methods struggle for larger time steps, where the interpolation or extrapolation
is no longer unique, and additional side information is required.
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Chapter 3
Preliminaries

In this chapter, we will first briefly review the video understanding tasks
and approaches that this thesis will build on. We will than define notations
and briefly review image and video compression algorithms, which will be used
in Chapter 4 and 5. We define other chapter-specific notations in each chapter.

3.1

Video Understanding
In this thesis, we will evaluate our methods on a number of video-level

classification and spatiotemporal localization tasks.
Video-Level Classification. A video-level classification task aims to classify
the full video into one of the predefined categories. The definition of categories
varies across datasets; many of them focus on human actions [59, 85, 90, 154].
The performance is typically measured by top-1 and top-5 accuracy [85]. A
deep network classifier typically predicts a distribution vector ŷ ∈ ∆C−1 for a
C-way classification task and is optimized with a cross-entropy loss − log(ŷc ),
where c denotes the ground-truth label.
Spatiotemporal Localization. A spatiotemporal localization task, on the
other hand, additionally requires spatiotemporally localizing a target. For ex18

ample, a spatiotemporal action localization task requires predicting a bounding
box for each of the person in a video in addition to classifying the associated
actions [60]. Compared with video-level classification tasks, spatiotemporal
localization tasks offer a more detailed understanding of a video.
In Chapter 6, 7, 8, we will evaluate our methods on the AVA dataset [60],
which is a multi-label task, i.e., each person may be associated with more than
one action label (e.g., ‘walking’ while ‘talking’). The performance is measured
by mAP [60] with an IoU threshold of 0.5. To perform this task, our methods predict the probability of presence, ŷa , produced by a sigmoid function
for each action a and optimize the network with a binary cross-entropy loss
P
− a (ya log(ŷa ) + (1 − ya ) log(1 − ŷa )), where ya ∈ {0, 1} denotes the groundtruth label.

3.2

Image and Video Compression
In Chapter 4 and 5, we will describe methods related to compression

algorithms. We denote a series of RGB frames of width W and height H by
(t)

I (t) ∈ RW ×H×3 for t ∈ {0, 1, . . .} of a video. Ii

denotes a pixel i in I (t) .

Deep Image Compression. Image compression algorithms compress each
frame I into a binary code b ∈ {0, 1}N . An encoder E : I → b and decoder
D : b → Iˆ compress and decompress the image, respectively. E and D have two
competing aims: Minimize the total bitrate N , and reconstruct the original
image as faithfully as possible. The reconstruction error can be measured with,
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ˆ I) = kIˆ − Ik1 .
e.g., an L1 loss `(I,
Deep Video Compression. Extending the image-compression design above
to a sequence of frames gives an video compression algorithm. Namely, it compresses a sequence of frames {I (0) , I (1) , . . .} into binary codes {b(0) , b(1) , . . .}
with an encoder E. A decoder D then decompress the binary codes back to
{Iˆ(0) , Iˆ(1) , . . .}. The simplest encoders and decoders process each frame independently: EI : I (t) → b(t) , DI : b(t) → Iˆ(t) by, e.g., deep image compression.
In Chapter 5, we will propose an interpolation-based method that better exploits the redundancy in videos.
Traditional Video Codecs. Traditional codecs on the other hand are not
end-to-end trained, but rather handcrafted. Most of them first split a video
into I-frames (intra-coded frames), P-frames (predictive frames) and zero or
more B-frames (bi-directional frames). I-frames are regular images and compressed as such. P-frames reference the previous frames and encode only the
‘change’. A part of the change – termed motion vectors – is represented as the
movements of block of pixels from the source frame to the target frame at time
t, which we denote by T (t) . Even after this compensation for block movement,
there can be difference between the original image and the predicted image
at time t. We denote this residual difference by ∆(t) . Putting it together, a
P-frame at time t only comprises motion vectors T (t) and a residual ∆(t) . This
gives the recurrence relation for reconstructing P-frames as
(t)

Ii = I

(t−1)

(t)
i−Ti
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(t)

+ ∆i ,

(3.1)

for all pixel i, where I (t) denotes the RGB image at time t. The motion
vectors and the residuals are then passed through discrete cosine transform
(DCT) and entropy-encoded. A B-frame may be viewed as a special P-frame,
where motion vectors are computed bi-directionally and may reference a future
frame as long as there are no circles in referencing. Both B- and P- frames
capture only what changes in the video, and are easier to compress owing to
smaller dynamic range [136].
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Part I
Exploiting Temporal
Redundancy
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Chapter 4
Compressed Video Recognition

In this chapter, we address the high computational cost of video models.1 As discussed in Chapter 1, videos are highly redundant. Standard video
compression (using e.g., H.264, H.265) can typically reduce a video’s size by
∼200×

without introducing noticeable differences. Despite this, existing meth-

ods operate on highly repetitive raw pixels that have low information density.
In this chapter, we propose to exploit the compressed representation
developed for storage and transmission of videos, rather than operating on the
raw frames (Figure 4.1). Our model consists of multiple CNNs that directly
operate on the motion vectors, residuals, in addition to a small number of
complete images. Why is this better? Video compression removes up to two
orders of magnitude of superfluous information, making interesting signals
prominent. Also, the motion vectors in video compression provide us the
motion information that lone RGB images do not have.
In Section 4.1, we will describe how to model the compressed representations and address training difficulties induced by the long chain of depen1

The work in this chapter was originally published in: “Compressed Video Action Recognition”. Chao-Yuan Wu, Manzil Zaheer, Hexiang Hu, R. Manmatha, Alexander J. Smola,
Philipp Krähenbühl. In CVPR, 2018 [204].
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Traditional CNN
Decoded
Stream

Codec

Compressed
Stream

I-frame

P-frame

P-frame

P-frame

Our CNN

Figure 4.1: Traditional architectures first decode the video and then feed it
into a network. We propose to use the compressed video directly.
dencies in compressed data. In Section 4.2, we will validate that compressed
video is a better representation, leading to good accuracy and high speed.

4.1

Modeling Compressed Representations
Our goal is to design a recognition system that operates directly on

the stored compressed video. The compression is solely designed to optimize
the size of the encoding, thus the resulting representation has very different
statistical and structural properties than the images in a raw video. So we
ask, how to adapt the successful deep learning techniques to compressed representations?
Feeding I-frames into a deep network is straightforward since they are
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t=1

t=4

t=7

t=10

P-frame

Motion
vectors

Residual

Accumulated
motion
vectors

Accumulated
residual

Figure 4.2: Original motion vectors and residuals describe only the change
between two frames. Usually, the signal-to-noise ratio is very low and hard to
model. The accumulated motion vectors and residuals consider longer-term
difference and show clearer patterns. Assume I-frame is at t = 0. Motion
vectors are plotted in HSV space, where the H channel encodes the direction
of motion, and the S channel shows the amplitude. For residuals, we plot the
absolute values in RGB space. Best viewed in color.
just images. How about P-frames? From Figure 4.2 we can see that motion
vectors, though noisy, roughly resemble optical flows. As modeling optical
flows with CNNs has been proven effective, it is tempting to do the same
for motion vectors. The third row of Figure 4.2 visualizes the residuals. We
can see that they roughly give us a motion boundary in addition to a change
of appearance, such as the change of lighting conditions. Again, CNNs are
well-suited for such patterns. The outputs of corresponding CNNs from the
image, motion vectors, and residual will have different properties. To combine
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t=1

t=2

t=3

t=4

t=4

Figure 4.3: We trace all motion vectors back to the reference I-frame and
accumulate the residual. Now each P-frame depends only on the I-frame but
not other P-frames.
them, we tried various fusion strategies, including mean pooling, maximum
pooling, concatenation, convolution pooling, and bilinear pooling, on both
middle layers and the final layer, but with limited success.
Digging deeper, one can argue that the motion vectors and residuals
alone do not contain the full information of a P-frame — a P-frame depends on
the reference frame, which again might be a P-frame. This chain continues all
the way back to a preceding I-frame. Treating each P-frame as an independent
observation clearly violates this dependency. A simple strategy to address this
is to reuse features from the reference frame, and only update the features
given the new information. This recurrent definition screams for RNNs to
aggregate features along the chain. However, preliminary experiments suggest
the elaborate modeling effort in vain.The difficulty arises from the long chain
of dependency of the P-frames. To mitigate this issue, we devise a novel yet
simple back-tracing technique that decouples individual P-frames.
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I-frame

…

…

…

…
P-frame

I-frame

(a) Original dependency.

P-frame

(b) New dependency.

Figure 4.4: We decouple the dependencies between P-frames so that they can
be processed in parallel.
Decoupled Model. To break the dependency between consecutive P-frames,
we trace all motion vectors back to the reference I-frame and accumulate the
residual on the way. In this way, each P-frame depends only on the I-frame
but not other P-frames.
Figure 4.3 illustrates the back-tracing technique. Given a pixel at lo(t)

cation i in frame t, let µT(t) (i) := i − Ti

be the referenced location in the

previous frame. The location traced back to frame k < t is given by
(t,k)

Ji

:= µT(k+1) ◦ · · · ◦ µT(t) (i).

(4.1)

Then the accumulated motion vectors D(t) ∈ RH×W ×2 and the accumulated
residuals R(t) ∈ RH×W ×3 at frame t are
(t)

(t,k)

Di := i − Ji
(t)

(k+1)

Ri := ∆

(t,k+1)

Ji

, and
+ ··· + ∆

(t−1)
(t,t−1)

Ji

(t)

+ ∆i ,

respectively. This can be efficiently calculated in linear time through a simple
feed-forward algorithm, accumulating motion and residuals as we decode the
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video. Each P-frame now has a different dependency
(t)

Ii = I

(0)

(t)

(t)

i−Di

+ Ri ,

t = 1, 2, . . . ,

as shown in Figure 4.4b. Here P-frames depend only on the I-frame and can
be processed in parallel.
A nice side effect of the back-tracing is robustness. The accumulated
signals contain longer-term information, which is more robust to noise or camera motion. Figure 4.2 shows the accumulated motion vectors and residuals
respectively. They exhibit clearer and smoother patterns than the original
ones.
Proposed Network. Figure 4.5 shows the graphical illustration of the proposed model. The input of our model is an I-frame, followed by T P-frames,
i.e. (I 0 , D(1) , R(1) , . . . , D(T ) , R(T ) ). For notational simplicity we set t = 0 for
the I-frame. Each input source is modeled by a CNN, i.e.
(0)

xRGB := φRGB I (0)
(t)



xmotion := φmotion D(t)
(t)



xresidual := φresidual R(t)
(0)


(t)

(t)

While I-frame features xRGB are used as-is, P-frame features xmotion and xresidual
(0)

need to incorporate the information from xRGB . There are several reasonable
candidates for such a fusion, e.g. maximum, multiplicative or convolutional
pooling. We also experiment with transforming RGB features according to
the motion vector. Interestingly, we found a simple summing of scores to work
best. This gives us a model that is easy to train and flexible for inference.
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Scores

CNN

I-frame

Scores

Scores

CNN

CNN

P-frame

CNN

CNN

P-frame

Figure 4.5: Decoupled model. All networks can be trained independently.
Models are shared across P-frames.
Implementation. Note that most of the information is stored in I-frames,
and we only need to learn the update for P-frames. We thus focus most of
the computation on I-frames and use a much smaller and simpler model to
capture the updates in P-frames. This yields significant saving in terms of
computation, since in modern codecs most frames are P-frames.
Specifically, we use ResNet-152 (pre-activation) to model I-frames, and
ResNet-18 (pre-activation) to model the motion vectors and residuals [66].
This offers a good trade-off between speed and accuracy. For video-level tasks,
we use Temporal Segments [190] to capture long term dependency, i.e. feature
at each step is the average of features across k = 3 segments during training.

4.2

Experiments
We now validate for action recognition that (i) compressed video is

a better representation (Section 4.2.1), leading to (ii) good accuracy (Sec-
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tion 4.2.3) and (iii) high speed (Section 4.2.2). However, note that the principle of the proposed method can be applied effortlessly to other tasks like video
classification [5], object detection [140], or action localization [148]. We pick
action recognition due to its wide range of applications and strong baselines.
Datasets and Protocol. We evaluate our method Compressed Video Action
Recognition (CoViAR) on three action recognition datasets, UCF-101 [154],
HMDB-51 [90], and Charades [148]. UCF-101 and HMDB-51 contain short
(< 10-second) trimmed videos, each of which is annotated with one action
label. Charades contains longer (∼ 30-second) untrimmed videos. Each video
is annotated with one or more action labels and their intervals (start time, end
time). UCF-101 contains 13,320 videos from 101 action categories. HMDB-51
contains 6,766 videos from 51 action categories. Each dataset has 3 (training,
testing)-splits. We report the average performance of the 3 testing splits unless
otherwise stated. The Charades dataset contains 9,848 videos split into 7,985
training and 1,863 test videos. It contains 157 action classes.
During testing, we uniformly sample 25 frames, each with flips plus
5 crops, and then average the scores for final prediction. On UCF-101 and
HMDB-51 we use temporal segments, and perform the averaging before softmax following TSN [190]. On Charades we use mean average precision (mAP)
and weighted average precision (wAP) to evaluate the performance, following
previous work [147].
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Training Details. Following TSN [190], we resize UCF-101 and HMDB-51
videos to 340 × 256. As Charades contains both portrait and landscape videos,
we resize them to 256 × 256. Our models are pre-trained on the ILSVRC
2012-CLS dataset [32], and fine-tuned using Adam [86] with a batch size of 40.
Learning rate starts from 0.001 for UCF-101/HMDB-51 and 0.03 for Charades.
It is divided by 10 when the accuracy plateaus. Pre-trained layers use a 100×
smaller learning rate. We apply color jittering and random cropping to 224 ×
224 for data augmentation following TSN [190]. Where available, we select
the hyper-parameters on splits other than the tested one. We use MPEG-4
encoded videos, which have on average 11 P-frames for every I-frame. Optical
flow models use TV-L1 flows [214].
4.2.1

Ablation Study
Here we study the benefits of using compressed representations over

RGB images. We focus on UCF-101 and HMDB-51, as they are two of the most
well-studied action recognition datasets. Table 4.1 presents a detailed analysis.
On both datasets, training on compressed videos significantly outperforms
training on RGB frames. In particular, it provides 5.8% and 2.7% absolute
improvement on HMDB-51 and UCF-101 respectively.
Quite surprisingly, while residuals contribute to a very small amount
of data, it alone achieves good accuracy. Motion vectors alone perform not
as well, as they do not contain spatial details. However, they offer information orthogonal to what still images provide. When added to other streams,
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I

M

R

I+M

I+R

I+M+R (gain)

UCF-101
Split 1
Split 2
Split 3
Average

88.4
87.4
87.3
87.7

63.9
64.6
66.6
65.0

79.9
80.8
82.1
80.9

90.4
89.9
89.6
89.9

90.0
89.6
89.4
89.7

90.8
90.5
90.0
90.4

(+2.4)
(+3.1)
(+2.7)
(+2.7)

HMDB-51
Split 1
Split 2
Split 3
Average

54.1
51.9
54.1
53.3

37.8
38.7
39.7
38.8

44.6
43.1
44.4
44.1

60.3
57.9
58.5
58.9

55.9
54.2
55.6
55.2

60.4
58.2
58.7
59.1

(+6.3)
(+6.3)
(+4.6)
(+5.8)

Table 4.1: Action recognition accuracy on UFC-101 [154] and HMDB-51 [90].
Here we compare training with different sources of information. “+” denotes
score fusion of models. I: I-frame RGB image. M: motion vectors. R: residuals.
The bold numbers indicate the best and the underlined numbers indicate the
second-best performance.
it significantly boosts the performance. Note that we use only I-frames as
full images, which is a small subset of all frames, yet CoViAR achieves good
performance.
Accumulated Motion Vectors and Residuals. Our back-tracing technique not only simplifies the dependency but also results in clearer patterns
to model. This improves the performance, as shown in Table 4.2. On the first
split of UCF-101, our accumulation technique provides 5.6% improvement on
the motion vector stream network and on the full model, 0.4% improvement
(4.2% error reduction). Performance of the residual stream also improves by
0.9% (4.3% error reduction).
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Original
Accumulated

M

R

I+M

I+R

I+M+R

58.3
63.9

79.0
79.9

90.0
90.4

89.8
90.0

90.4
90.8

Table 4.2: Action recognition accuracy on UFC-101 [154] (Split 1). The two
rows show the performance of the models trained using the original motion
vectors/residuals and the models using the accumulated ones respectively. I:
I-frame RGB image. M: motion vectors. R: residuals.
Visualizations. In Figure 4.6, we qualitatively study the RGB and compressed representations of two videos of the same action in t-SNE [111] space.
We can see that in RGB space the two videos are clearly separated, and in motion vector and residual space they overlap. This suggests that an RGB-image
based model needs to learn the two patterns separately, while a compressedvideo based model sees a shared representation for videos of the same action,
making training and generalization easier.
In addition, note that the two ways of the RGB trajectories overlap,
showing that RGB images cannot distinguish between the up-moving and
down-moving motion. On the other hand, compressed signals preserve motion. The trajectories thus form circles instead of going back and forth on the
same path.
4.2.2

Speed and Efficiency
Our method is efficient because the computation on the I-frame is

shared across multiple frames, and the computation on P-frames is cheaper.
Table 4.3 compares the CNN computational cost of our method with state-
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Video 1

Video 2

Joint space

Residual

Motion vectors

RGB

+

Figure 4.6: Two videos of “Jumping Jack” from UCF-101 in their RGB, motion vector, and residual representations plotted in t-SNE [111] space. The
curves show video trajectories. While in the RGB space the two videos are
clearly separated, in the motion vector and residual space, they overlap. This
suggests that with compressed signals, videos of the same action may share
statistical strength better. Also note that the RGB images contain no motion information, and thus the two ways of the trajectories overlap. This is in
contrast to the circular patterns in the trajectories of motion vectors. Best
viewed on screen.
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Accuracy (%)

ResNet-50 [43]
ResNet-152 [43]
C3D [177]
Res3D [178]
CoViAR

GFLOPs

UCF-101

HMDB-51

3.8
11.3
38.5
19.3
4.2

82.3
83.4
82.3
85.8
90.4

48.9
46.7
51.6
54.9
59.1

Table 4.3: Network computation complexity and accuracy of each method.
Our method is 4.6x more efficient than state-of-the-art 3D CNN, while being
much more accurate.
of-the-art 2D and 3D CNN architectures. Since for our model the P- and
I-frame computational costs are different, we report the average GFLOPs over
all frames. As shown in the table, CoViAR is 2.7× faster than ResNet-152 [65]
and is 4.6× more than Res3D [178], while being significantly more accurate.
A more detailed speed analysis is presented in Table 4.4. The preprocessing time of the two-stream methods, i.e. optical flow computation, is
measured on a Tesla P100 GPU with an implementation of the TV-L1 flow
algorithm from OpenCV. Our preprocessing, i.e. the calculation of the accumulated motion vectors and residuals, is measured on Intel E5-2698 v4 CPUs.
CNN time is measured on the same P100 GPU. We can see that the optical flow computation is the bottleneck for two-stream networks, even with
low-resolution 256×340 videos. Our preprocessing is much faster despite our
CPU-only implementation.
For CNN time, we consider both settings where (i) we can forward
multiple CNNs at the same time, and (ii) we do it sequentially. For both
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Two-stream
BN-Inception
ResNet-152
CoViAR

Preprocess

CNN
(sequential)

CNN
(concurrent)

75.0
75.0
2.87/0.46

1.6
7.5
1.3

0.9
4.0
0.3

Table 4.4: Speed (ms) per frame. CoViAR is fast in both preprocessing and
CNN computation. Its preprocessing speed is presented for both single-thread
/ multi-thread settings.
100

Two-stream

CoViAR

Accuracy

Res3D

80

ResNet-152
Compressed RGB RGB+Flows
video

60
100

101
Inference time (ms per frame)

102

Figure 4.7: Speed and accuracy on UCF-101 [154], compared to a two-stream
network (TSN) [150, 190], Res3D [178], and ResNet-152 [65] trained on RGB
frames. Node size denotes the input data size. Training on compressed videos
is both accurate and efficient.
settings, our method is significantly faster than traditional methods. Overall, our method can be up to 100 times faster than traditional methods with
multi-thread preprocessing, running at 1,300 frames per second. Figure 4.7
summarizes the results. CoViAR achieves the best efficiency and good accuracy, while requiring a far lesser amount of data.
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4.2.3

Accuracy
We now compare the accuracy of CoViAR with state-of-the-art models

in Table 4.5. For a fair comparison, here we focus on models using the same
pre-training dataset, ILSVRC 2012-CLS [32]. While pre-training using Kinetics yields better performance [20], since it is larger and more similar to the
datasets used in this chapter, those results are not directly comparable.
From the upper part of the table, we can see that our model significantly
outperforms traditional RGB-image based methods. C3D [177], Res3D [178],
P3D ResNet [134], and I3D [20] consider 3D convolution to learn temporal
structures. Karpathy et al . [84] and TLE [35] consider more complicated
fusions and pooling. MV-CNN [216] apply distillation to transfer knowledge
from an optical-flow-based model. Our method uses much faster 2D CNNs
plus simple late fusion without additional supervision, and still significantly
outperforms these methods.
Two-stream Network. Most state-of-the-art models use the two-stream
framework, i.e., with one stream trained on RGB frames and the other on
optical flows. It is natural to ask: What if we replace the RGB stream with
our compressed stream? Here we train a temporal-stream network using 7 segments with BN-Inception [73] and combine it with our model by late fusion.
2

Despite our best efforts, we were not able to reproduce the performance reported in
the original paper. Here we report the performance with our implementation. For a fair
comparison, we use the same data augmentation and architecture as ours. The training
follows the 2-stage procedure described in [35]. We reached out to the authors, but they
were unable to share their implementation.
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UCF-101

HMDB-51

Without optical flow
Karpathy et al . [84]
ResNet-50 [65] (from ST-Mult [43])
ResNet-152 [65] (from ST-Mult [43])
C3D [177]
Res3D [178]
TSN (RGB-only) [190]*
TLE (RGB-only) [35]2
I3D (RGB-only) [20]*
MV-CNN [216]
P3D ResNet [134]
Attentional Pooling [49]
CoViAR

65.4
82.3
83.4
82.3
85.8
85.7
87.9
84.5
86.4
88.6
90.4

48.9
46.7
51.6
54.9
54.2
49.8
52.2
59.1

With optical flow
iDT+FV [187]
Two-Stream [150]
Two-Stream fusion [44]
LRCN [36]
Composite LSTM Model [156]
ActionVLAD [50]
ST-ResNet [42]
ST-Mult [43]
I3D [20]*
TLE [35]2
L2 STM [162]
ShuttleNet [144]
STPN [197]
TSN [190]
CoViAR + optical flow

88.0
92.5
82.7
84.3
92.7
93.4
94.2
93.4
93.8
93.6
94.4
94.6
94.2
94.9

57.2
59.4
65.4
44.0
66.9
66.4
68.9
66.4
68.8
66.2
66.6
68.9
69.4
70.2

Table 4.5: Accuracy on UCF-101 [154] and HMDB-51 [90]. The upper lists
real-time methods that do not require optical flow; the lower part lists methods
using optical flow. Our method outperforms all baselines in both settings. An
asterisk indicates results evaluated only on split 1 of the datasets (purely for
reference).
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UCF-101
HMDB-51
CoViAR Flow CoViAR+flow CoViAR Flow CoViAR+flow
Split 1
Split 2
Split 3
Average

90.8
90.5
90.0
90.4

87.7
90.2
89.1
89.0

94.0
95.4
95.2
94.9

60.4
58.2
58.7
59.1

61.8
63.7
64.2
63.2

71.5
69.4
69.7
70.2

Table 4.6: Action recognition accuracy on UFC-101 [154] and HMDB-51 [90].
Combining our model with a temporal-stream network achieves state-of-theart performance.
mAP (%) wAP (%)
Without optical flow
ActionVLAD [50] (RGB only)
Sigurdsson et al . [147] (RGB only)
CoViAR

17.6
18.3
21.9

25.1
29.4

With optical flow
Two-stream [150] (from [148])
Two-stream [150] + iDT [187] (from [148])
ActionVLAD [50] (RGB only) + iDT
Sigurdsson et al . [147]
CoViAR + optical flow

14.3
18.6
21.0
22.4
24.1

29.9
32.3

Table 4.7: Accuracy on Charades [148]. Without using additional annotations
as Sigurdsson et al . [147], our method achieves the best performance.
Table 4.6 summarizes the results. The lower part of the table compares our method with state-of-the-art models using optical flow. CoViAR
outperforms all of them. LRCN [36], Composite LSTM Model [156], and
L2 STM [162] use RNNs to model temporal dynamics. ActionVLAD [50] and
TLE [35] apply more complicated feature aggregation. iDT+FT [187] is based
on hand-engineered features. Again, our method simply uses 2D CNNs without complicated fusion or RNNs, yet still outperforming these models.
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Finally, we evaluate our method on the Charades dataset (Table 4.7).
As Charades consists of annotations at frame-level, we train our network to
predict the labels of each frame. At test time we average the scores of the
sampled frames as the final prediction. Our method again outperforms other
models trained on RGB images. Note that Sigurdsson et al . use additional
annotations including objects, scenes, and intentions to train a conditional
random field (CRF) model [147]. Our model requires only action labels. When
using optical flow, CoViAR outperforms all other state-of-the-art methods.
The effectiveness on Charades demonstrates the effectiveness of CoViAR for
both video-level and frame-level predictions.

4.3

Discussion
In this chapter, we propose to train deep networks directly on com-

pressed videos. This is motivated by the practical observation that either
video compression is essentially free on all modern cameras, due to hardwareaccelerated video codecs or that the video is directly available in its compressed
form. In other words, decompressing the video is actually an inconvenience.
We demonstrate that, quite surprisingly, this is not a drawback but
rather a virtue. In particular, video compression reduces irrelevant information
from the data, thus rendering it more robust. After all, compression is not
meant to affect the content that humans consider pertinent. Secondly, the
increased relevance and reduced dimensionality make computation much more
effective (we are able to use much simpler networks for motion vectors and
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residuals). Finally, the accuracy of the model actually improves when using
compressed data, outperforming existing methods.
However, the compression codec itself is hand-crafted and never optimized for recognition tasks. Thus while CoViAR based on an existing compression codec is convenient, going forward it is likely suboptimal in terms of
accuracy. In Chapter 5, we ask, can we learn a compression codec instead?
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Chapter 5
Video Compression

Now we have scalable video models operating on compressed videos.
How about the compression itself? Is hand engineering unavoidable, or might
there be learning-based methods that leverage recent progress in deep learning? This chapter presents, to our knowledge, the first end-to-end trained deep
video codec.1 (See Figure 5.1 for example results.) The main insight of our
codec is a different view on video compression: We frame video compression as
repeated image interpolation and draw on recent advances in deep image generation and interpolation. We first encode a series of anchor frames (key frames),
using standard deep image compression. Our codec then reconstructs all remaining frames by interpolating between neighboring anchor frames. However,
this image interpolation is not unique. We additionally provide a small and
compressible code to the interpolation network to disambiguate different interpolations and encode the original video frame as faithfully as possible.
The rest of this chapter will proceed as follows: In Section 5.1, we will
describe our interpolation model and show how to incorporate motion information and incompressible details to improve compression rates. In Section 5.2,
1

The work in this chapter was originally published in “Video Compression through Image
Interpolation”. Chao-Yuan Wu, Nayan Singhal, Philipp Krähenbühl. In ECCV, 2018 [203].
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MPEG-4 Part 2
(MS-SSIM = 0.946)

H.264
(MS-SSIM = 0.980)

Ours
(MS-SSIM = 0.984)

Figure 5.1: Comparison of our end-to-end deep video compression algorithm to
MPEG-4 Part 2 and H.264 on the Blender Tears of Steel movie. All methods
use 0.080 BPP. Our model offers a visual quality better than MPEG-4 Part 2
and comparable to H.264. Unlike traditional methods, our method is free of
block artifacts. The MS-SSIM [198] measures the image quality of the video
clip compared to the raw uncompressed ground truth. (Best viewed on screen.)
we present ablation studies on our design choices and detailed quantitative
and qualitative evaluation compared against existing hand-designed codecs.

5.1

Video Compression through Interpolation
Our codec first encodes I-frames using the compression algorithm of

Toderici et al . [173], see Figure 5.2a. We chose every n-th frame as an Iframe. The remaining n − 1 frames are interpolated. We call those frames
R-frames, as they reference other frames. We choose n = 12 in practice but
also experimented with larger groups of pictures. We will first discuss our
basic interpolation network, and then show a hierarchical interpolation setup,
that further reduces the bitrate.
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(a) I-frame model.

(b) Final interpolation model.

Figure 5.2: Our model is composed of an image compression model that compresses the key frames and a conditional interpolation model that interpolates
the remaining frames.
5.1.1

Interpolation network
In the simplest version of our codec, all R-frames use a blind interpo-

lation network to interpolate between two key-frames I1 and I2 . Specifically,
we train a context network C : I → {f (1) , f (2) , . . .} to extract a series of
feature maps f (l) of various spatial resolutions. For notational simplicity let
f := {f (1) , f (2) , . . .} be the collection of all context features. In our implementation, we use the upconvolutional feature maps of a U-net architecture with
increasing spatial resolution

W
8

×

H W
, 4
8

×

H W
, 2
4

×

H
,
2

W × H, in addition to

the original image.
We extract context features f1 and f2 for key-frames I1 and I2 respectively, and train a network D to interpolate the frame Iˆ := D (f1 , f2 ). C and
D are trained jointly. This simple model favors a high compression rate over
image quality, as the R-frames capture only information in the I-frames.
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Without any further information, it is impossible for the network to
faithfully reconstruct a frame. What can we provide to the network to make
interpolation easier?
Motion compensated interpolation. A great candidate is ground truth
motion information. It defines where pixels move through time and greatly
disambiguates interpolation. We tried both optical flow [39] and block motion
estimation [136]. Block motion estimates are easier to compress, but optical
flow retains finer details.
We use the motion information to warp each context feature map
(l)
(l)
f˜i = fi−Ti ,

(5.1)

at every spatial location i. We scale the motion estimation with the resolution
of the feature map and use bilinear interpolation for fractional locations. The
decoder now uses the warped context features f˜ instead, which allows it to
focus solely on image creation, and ignore motion estimation.
Motion compensation greatly improves the interpolation network, as
we will show in Section 5.2. However, it still only produces content seen in
either reference image. Variations beyond motion, such as a change in lighting,
deformation, occlusion, etc. are not captured by this model.
Our goal is to encode the remaining information in a compact form.
Residual motion-compensated interpolation. Our final interpolation model
combines motion-compensated interpolation with compressed residual infor-
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mation, capturing both the motion and appearance difference in the interpolated frames. Figure 5.2b show an overview of the model.
We jointly train an encoder ER , context model C and interpolation
network DR . The encoder sees the same information as the interpolation
network, which allows it to compress just the missing information, avoiding
redundant encoding. Formally, we follow the progressive compression framework of Toderici et al . [173], and train a variable bitrate encoder and decoder
conditioned on the warped context f˜:
r0 := I
bk := ER (rk−1 , f˜1 , f˜2 , gk−1 ), rk := rk−1 − DR (bk , f˜1 , f˜2 , hk−1 ), for k = 1, 2, . . .
This framework allows the encoder to learn a variable rate compression
at high reconstruction quality. The interpolation network generally requires
fewer bits to encode temporally close images and more bits for images that are
farther apart. In one extreme, when key frames do not provide any meaningful
signal to the interpolated frame, our residual motion-compensated interpolation reduces to image compression. In the other extreme, when the image
content does not change, our algorithm reduces to a vanilla interpolation and
requires close to zero bits. In the next section, we use this to our advantage and design a hierarchical interpolation scheme, maximizing the number
of temporally close interpolations.
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5.1.2

Hierarchical interpolation
The basic idea of hierarchical interpolation is simple: We interpolate

some frames first and use them as key-frames for the next level of interpolations. See Figure 5.3 for example. Each interpolation model Ma,b references a
frames into the past and b frames into the future. There are a few things we
need to trade-off. First, every level in our hierarchical interpolation compounds
error. The shallower the hierarchy, the fewer errors compound. Empirically,
the error propagation for more than three levels reduces the performance of
our codec. Second, we need to train a different interpolation network Ma,b
for each temporal offset (a, b), as different interpolations behave differently.
To maximally use each trained model, we repeat the same temporal offsets as
often as possible. Third, we need to minimize the sum of temporal offsets used
in interpolation. The compression rate directly relates to the temporal offset,
hence minimizing the temporal offset reduces the bitrate.
Considering just the bitrate and the number of interpolation networks,
the optimal hierarchy is a binary tree cutting the interpolation range in two at

DI

DR

DR

DR

DI

Figure 5.3: We apply the interpolation in a hierarchical manner. Each level
in the hierarchy uses previously decompressed images.
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each level. However, this cannot interpolate more than n = 23 = 8 consecutive
frames, without significant error propagation. We extend this binary structure
to n = 12 frames, by interpolating at a spacing of three frames in the last
level of the hierarchy. For a sequence of four frames I1 , . . . , I4 , we train an
interpolation model M1,2 that predicts frame I2 , given I1 and I4 . We use
the exact same model M1,2 to predict I3 , but flip the conditioned images I4
and I1 . This yields an equivalent model M2,1 predicting the third instead of
the second image in the series. Combining this with an interpolation model
M3,3 and M6,6 in a hierarchy, we extend the interpolation range from n = 8
frames to n = 12 frames while keeping the same number of models and levels.
We tried applying the same trick to all levels in the hierarchy, extending the
interpolation to n = 27 frames, but performance dropped, as we had more
distant interpolations.
To apply this to a full video of N frames, we divide them into dN/ne
groups of pictures (GOPs). Two consecutive groups share the same boundary
I-frame. We apply our hierarchical interpolation to each group independently.
Bitrate optimization. Each interpolation model at a level l of the hierarchy
can choose to spend Kl bits to encode an image. Our goal is to minimize
the overall bitrate, while maintaining a low distortion for all encoded frames.
The challenge here is that each selection of Kl affects all lower levels, as errors
propagate. Selecting a globally optimal set of {Kl } thus requires iterating
through all possible combinations, which is infeasible in practice.
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We instead propose a heuristic bitrate selection based on beam search.
For each level, we chose from m different bitrates. We start by enumerating all
m possibilities for the I-frame model. Next, we expand the first interpolation
model with all m possible bitrates, leading to m2 combinations. Out of these
combinations, not all lead to a good MS-SSIM per bitrate, and we discard
combinations not on the envelope of the MS-SSIM vs bitrate curve. In practice,
only O(m) combinations remain. We repeat this procedure for all levels. This
reduces the search space from mL to O(Lm2 ) for an L-level hierarchy. In
practice, this yields good bitrates.
5.1.3

Implementation

Architecture. Our encoder and decoder (interpolation network) architecture
follows the image compression model in Toderici et al . [173]. While Toderici
et al . use L = 32 latent bits to compress an image, we found that for interpolation, L = 8 bits suffice for distance 3 and L = 16 for distance 6 and 12.
This yields a bitrate of 0.0625 bits per pixel (BPP) and 0.03125 BPP for each
iteration respectively.
We use the original U-net [139] as the context model. To speed-up
training and save memory, we reduce the number of channels of all filters by
half. We did not observe any significant performance degradation.
To make it compatible with our architecture, we remove the final output
layer and takes the feature maps at the resolutions that are 2×, 4×, 8× smaller
than the original input image.
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Conditional encoder and decoder. To add the information of the context
frames into the encoder and decoder, we fuse the U-net features with the individual Conv-LSTM layers. Specifically, we concatenate the input of each
Conv-LSTM layer by the corresponding U-net features of the same spatial
resolution. To increase the computational efficiency, we selectively turn some
of the conditioning off in both the encoder and decoder. In experiments, we
found that fusing the U-net features at resolution

W
2

×

H
2

yields good per-

formance for all models. Fusing features at more resolutions improves the
performance slightly but requires more memory and computation. We additionally use
and

W
8

W
4

×

H
4

features for the encoder of M1,2 and M3,3 , and

W
4

×

H
4

× H8 features for the decoder of M3,3 . Models are selected based on the

performance on the validation set. To help the model compare context frames
and the target frame side-by-side, we additionally stack the two context frames
with the target frame, resulting in a 9-channel image as the encoder input.
Entropy coding. Since the model is fully-convolutional, it uses the same
number of bits for all locations of an image. This disregards the fact that
information is not distributed uniformly in an image. Following Mentzer et
al . [115], we train a 3D Pixel-CNN on the {0, 1}

W/16×H/16×L

binary representa-

tions to obtain the probability of each bit sequentially. We then use this probability with adaptive arithmetic coding (ACC) to encode the feature map. AAC
relies on a good probability estimation for each bit, given previously decoded
bits, to efficiently encode a binary representation. To estimate the probability,
we follow Mentzer et al . and use a 3D-Pixel-CNN model [115,124]. The model
50

contains 11 layers of masked convolution. Each layer has 128 channels and
is followed by batch normalization [73] and relu. We train the models using
Adam [86] with a learning rate of 0.0001 for 30K iterations.
Motion compression. We store forward and backward block motion estimates as a lossless 4-channel WebP [4] image. For optical flow, we train a
separate lossy deep compression model, as lossless WebP was unable to compress the flow field.
Bitrate Optimization Figure 5.4a shows the explored performance at the
first level of the hierarchy. We pick good combinations from the envelope of
the curves, and they proceed to the next level. Figure 5.4b presents the final
combinations. We use these combinations for the experiments in this chapter
unless otherwise noted.

5.2

Experiments
In this section, we perform a detailed analysis on the series of interpo-

lation models (Section 5.2.1), and present both quantitative and qualitative
(Section 5.2.2) evaluation of our approach.
Datasets and Protocol. We train our models using videos from the Kinetics
dataset [20]. We only use videos with a width and height greater than 720px.
To remove artifacts induced by previous compression, we downsample those
high-resolution videos to 352 × 288px. We allow the aspect ratio to change.
The resulting dataset contains 2.8M frames in 75K videos. We train on 65K,
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Figure 5.4: Bitrate optimization. K0 , K1 , K2 and K3 correspond to the
number of iterations used in the I-frame model, M6,6 , M3,3 and M1,2 respectively. (a) Beam search at the first level of the hierarchy. Picked (K0 , K1 )combinations proceed to the next level. (b) Final combinations returned by
our algorithm.
use 5K for validation, and 5k for testing. For faster testing on Kinetics, we
only use a single group of n = 12 pictures per video.
We additionally test our method on two raw video datasets, Video
Trace Library (VTL) [3] and Ultra Video Group (UVG) [2]. The VTL dataset
contains ∼ 40K frames of resolution 352 × 288 in 20 videos. The UVG dataset
contains 3, 900 frames of resolution 1920 × 1080 in 7 videos.
We evaluate our method based on the compression rate in bits per pixel
(BPP), and the quality of compression in multi-scale structural similarity (MSSSIM) [198] and peak signal-to-noise ratio (PSNR). We report the average
performance of all videos, instead of the average of all frames, as our final
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performance. We use a GOP size of n=12 frames for all algorithms by default.
Training Details. All of our models are trained from scratch for 200K iterations using ADAM [86], with gradient norms clipped at 0.5. We use a batch
size of 32 and a learning rate of 0.0005, which is divided by 2 when the validation MS-SSIM plateaus. We augment the data through horizontal flipping.
For image models, we train on 96 × 96 random crops, and for the interpolation models, we train on 64 × 64 random crops. We train all models with 10
reconstruction iterations.
5.2.1

Ablation study
We first evaluate the series of image interpolation models in Section ??

on the VTL dataset. Figure 5.5a shows the results. Image compression model
requires by far the highest BPP to achieve high visual quality and performs
poorly in the low bitrate region. This is not surprising as it does not exploit any
temporal redundancy and needs to encode everything from scratch. Vanilla
interpolation does not work much better. We present results for interpolation
from 1 to 4 frames, using the best image compression model. While it exploits
the temporal redundancy, it fails to accurately reconstruct the image.
Motion-compensated interpolation works significantly better. The additional motion information disambiguates the interpolation, improving the
accuracy. The presented BPP includes the size of the motion vectors.
Our final model efficiently encodes residual information and makes good
use of hierarchical referencing. It achieves the best performance when com53
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Figure 5.5: MS-SSIM of different models evaluated on the VTL dataset.
bined with entropy coding. Note the large performance gap between our
method and the image compression model in the low bitrate regime – our
model effectively uses context information and achieves good performance even
with very few bits per pixel.
As a sanity check, we further implemented a simple deep codec that uses
image compression to encode the residual R in traditional codecs. This simple
baseline stores the video as the encoded residuals, compressed motion vectors,
in addition to key frames compressed by a separate deep image compression
model. The residual model struggles to learn patterns from noisy residual
images and works worse than an image-only compression model. This suggests
that trivially extending deep image compression to videos is not sufficient. Our
end-to-end interpolation network performs considerably better.
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Motion. Next, we analyze different motion estimation models and compare
optical flow to block motion vectors. For optical flow, we use the OpenCV
implementation of the Farnebäck’s algorithm [39]. For motion compensation,
we use the same algorithm as H.264.
Figure 5.5b shows the results of the M6,6 model with both motion
sources. Using motion information clearly helps improve the performance of
the model, despite the overhead of motion compression. Block motion estimation (MV) works significantly better than the optical-flow-based model (flow).
Almost all of this performance gain comes from better compressible motion
information. The block motion estimates are smaller, easier to compress, and
fit in a lossless compression scheme.
To understand whether the worse performance of optical flow is due to
the errors in flow compression or the property of the flow itself, we further
measure the hypothetical performance upper bound of an optical-flow-based
model assuming a lossless flow compression at no additional cost (flow? ). As
shown in Figure 5.5b, this upper bound performs better than motion vectors,
leaving room for improvement through compressible optical flow estimation.
However, finding such a compressible flow estimate is beyond the scope of this
chapter. In the rest of this section, we use block motion estimates in all our
experiments.
Individual interpolation models and entropy coding. Figure 5.5c shows
the performance of different interpolation models with and without entropy
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coding. For all models, entropy coding saves up to 52% BPP, at low bitrate
regions, and at least 10% BPP, at high bitrate region. More interestingly,
the short time-frame interpolation is almost free, achieving the same visual
quality as an image-based model at one or two orders of magnitude fewer
bits per pixel. This shows that most of our bitrate saving comes from the
interpolation models at lower levels in the hierarchy.
5.2.2

Comparison to prior work
We now quantitatively evaluate our method on all three datasets and

compare our method with today’s prevailing codecs, HEVC (H.265), H.264,
MPEG-4 Part 2, and H.261. For consistent comparison, we use the same GOP
size, 12, for H.264 and HEVC. We test H.261 on only VTL and Kinetics-5K,
since it does not support the high-resolution (1920×1080) of UVG.
Figures 5.6-5.8 present the results. Despite its simplicity, our model
greatly outperforms MPEG-4 Part 2 and H.261, performs on par with H.264,
and close to state-of-the-art HEVC. In particular, on the high-resolution UVG
dataset, it outperforms H.264 by a clear margin and matches HEVC in PSNR.
Our testing datasets are not just large in scale (>100K frames of >5K
videos), they also consist of videos in a wide range of sizes (from 352 × 288 to
1920 × 1080), time (from the 1990s for most VTL videos to 2018 for Kinetics),
quality (from professional UVG to user uploaded Kinetics), and contents (from
scenes, animals, to the 400 human activities in Kinetics). Our model, trained
on only one dataset, works well on all of them.
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Figure 5.6: Performance on the UVG dataset.
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0.6

Finally, we present qualitative results of three of the best performing
models, MPEG-4 Part 2, H.264 and ours in Figure 5.9. All models here use
0.12 ± 0.01 BPP. We can see that in all datasets, our method shows faithful
images without any blocky artifacts. It greatly outperforms MPEG-4 Part 2
without bells and whistles and matches state-of-the-art H.264.

5.3

Discussion
This chapter presents, to the best of our knowledge, the first end-to-

end trained deep video codec. It relies on repeated deep image interpolation.
To disambiguate the interpolation, we encode a few bits representing information not inferred from the neighboring key frames. This yields a faithful
reconstruction instead of pure hallucination. The network is directly trained
to optimize reconstruction, without prior engineering knowledge.
Our deep codec is simple, and outperforms the prevailing codecs such
as MPEG-4 Part 2 or H.261, matching state-of-the-art H.264. We have not
considered the engineering aspects such as runtime or real-time compression.
We think they are important directions for future research. In short, video
compression powered by deep image interpolation achieves state-of-the-art performance without sophisticated heuristics or excessive engineering.
Together with Chapter 4, we have made video storage/transmission
and modeling efficient. Nonetheless, obtaining an accurate video model still
requires a computationally intensive training process. In the next chapter, we
will address this issue.
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MPEG-4 Part 2

H.264
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(b) VTL

(c) UVG

Figure 5.9: Comparison of compression results at 0.12±0.01 BPP. Our method
shows faithful images without any blocky artifacts. (Best viewed on screen.)
More examples and demo videos showing temporal coherence are available at
https://chaoyuaw.github.io/vcii/.
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Chapter 6
Efficient Video Model Training

Training deep networks on video is more computationally intensive than
training 2D CNN image models, potentially by an order of magnitude. In this
chapter, we address the high training cost for video models.1
The status quo video model training uses mini-batch optimization methods (e.g., SGD) that process one mini-batch per iteration. The mini-batch
shape (B×T ×H×W ) is typically constant throughout training. The batch
dimensions T ×H×W are typically large in order to improve accuracy, e.g., as
observed in [41, 180, 194]. This heuristic is only one possible choice, however,
and in general there are trade-offs. For example, one may use a smaller number
of frames and/or spatial size while simultaneously increasing the mini-batch
size B. With such an exchange, it is possible to process the same number
of epochs with lower wall-clock time because each iteration processes more
examples. The resulting trade-off is faster training with lower accuracy.
In Section 6.1, we will propose a “multigrid ” method to avoid this
trade-off—i.e., to have faster training without losing accuracy—by making the
1

The work in this chapter was originally published in: “A Multigrid Method for Efficiently Training Video Models”. Chao-Yuan Wu, Ross Girshick, Kaiming He, Christoph
Feichtenhofer, Philipp Krähenbühl. In CVPR, 2020 [202].

60

Validation top-1 accuracy

Multigrid
4.5× faster, 76.4%

80

Baseline
75.6%

75

70

Multigrid training (ours)
Baseline training

65
0

5

10

15

20

25

30

Wall-clock training time in hours

Figure 6.1: Training time vs. top-1 accuracy on Kinetics-400 with a
ResNet-50 SlowFast network. Each point corresponds to a model trained for
a specific number of epochs. Multigrid training, the method developed in
this chapter, obtains a significantly better trade-off than baseline training. For
example, under default settings, multigrid training is 4.5× faster while achieving higher (+0.8% absolute) top-1 accuracy. All methods here, and throughout
the paper, use the same hardware and software implementation.
mini-batch shape variable during training. Intuitively, if we use large minibatches with relatively small time and space dimensions (a ‘coarse grid’) early
in training and small mini-batches with large time and space dimensions (a
‘fine grid’) later, then SGD may scan through the data more quickly on average
while finally solving for a high accuracy model, akin to how coarse grids enable
solving problems on finer grids more rapidly in multigrid numerical solvers [15].
In the rest of this chapter, we will first describe the multigrid training
concepts and a number of concrete instantiations of our methods (Section 6.1).
We will then demonstrate that it works robustly out-of-the-box for different
models, datasets, initializations, and hardware scales (Section 6.2-6.5 and Figure 6.1 as an example).
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6.1

Multigrid Training for Video Models
To develop our multigrid training method we will consider a reference

video model (e.g., C3D [177], I3D [20]) that is trained by a baseline mini-batch
optimizer (e.g., SGD) that operates on mini-batches of shape B×T ×H×W
(mini-batch size × number of frames × height × width) for some number of
epochs (e.g., 100). The spatial-temporal shape, T ×H×W , arises from resampling source video clips in the training dataset according to a sampling grid
that is specified by a temporal span, a spatial span, a temporal stride, and a
spatial stride (defined in Section 6.1.1). These concepts intuitively correspond
to a grid’s duration/area (span) and sampling rate (stride). The baseline optimizer holds the mini-batch shape constant across all training iterations.
Proposed Multigrid Method. Inspired by multigrid methods in numerical
analysis, which solve optimization problems on alternating coarse and fine
grids, the core observation in this work is that the underlying sampling grid
that is used to train video models need not be constant during training. In
fact, we will show in experiments that by varying the sampling grid and the
mini-batch size during training it is possible to reduce training complexity
substantially (in terms of total FLOPs and wall-clock time) while achieving
similar accuracy in comparison with the baseline.
The fundamental concept that enables our multigrid training approach
is the balance between computation allocated to processing more examples
per mini-batch vs. the computation allocated to processing larger time and
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space dimensions. To control this balance, we will consider temporal and
spatial shapes t×w×h that are formed by resampling source videos with a
new sampling grid that has its own spans and strides. When changing the
input shape we use a scaled mini-batch size b satisfying the relation b·t·h·w =
B·T ·H·W , or:
b=B

THW
,
t h w

(6.1)

which yields computation (in FLOPs) that is roughly equal to the computation
of the aforementioned baseline mini-batch for typical 3D CNNs.2
Our multigrid method uses a set of sampling grids and a grid schedule
that determines which grid to use in each training iteration. If training is
run for a similar number of epochs regardless of the choice of grids,3 then by
making b>B on average the entire training process can use fewer total FLOPs
and have a lower wall-clock time.
We will experimentally investigate two questions: (i) is there a set of
grids with a grid schedule that can lead to faster training without a loss in
accuracy? and, (ii) if so, does it robustly generalize to new models and datasets
without modification? In the following, we will develop the core multigrid
training concepts in detail (Section 6.1.1), provide an implementation (i.e., a
2

In practice, the computation is not exactly equal, because of rounding (e.g., w can be
padding, and, e.g., fully connected or non-local layers. We ignore these subtleties and
only use approximate FLOPs as a rough design principle. All speedups are measured by
wall-clock time.
3
In practice, a similar number of epochs (e.g., within a factor of 2) are typically used for
a given dataset, even for very different models.
W
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Figure 6.2: A general and robust grid schedule (Section 6.1.2). We
contrast multigrid training with standard baseline training. (a) Baseline
training methods typically use a fixed mini-batch shape throughout the training. (b) Multigrid long cycles loop over inputs from small shapes (with
large mini-batch sizes) to large shapes (with small mini-batch sizes), staying
on each shape for several epochs. (c) Multigrid short cycles rapidly move
through a variety of spatial shapes, changing at each iteration. (d) Multigrid
long + short cycles (our default setting) combines long and short cycles
and moves through shapes at two frequencies simultaneously. Dark green
points in (b), (c), and (d) correspond to one full period of a long cycle, a full
short cycle, and a long+short cycle, respectively.
set of grids and a grid schedule) that work well in practice (Section 6.1.2), and
then explore ablation and generalization experiments (Section 6.2).
6.1.1

Multigrid Training Concepts

Sampling Grids. Each video in a dataset is a discrete signal that was sampled from an underlying continuous signal generated by the physical world.
The video has some number of frames and pixels per frame, which are related
to the physical world by the temporal and spatial resolution of the recording
device (which depends on a number of camera properties). When using one
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of these source videos in a training mini-batch, a sampling grid is used to
resample it.
A sampling grid in one dimension (space or time) is defined by two
quantities: a span and a stride. Their units are defined w.r.t. the source video
being resampled.4 For the time dimension, the units are frames while for the
spatial dimensions the units are pixels. The span is the support size of the
grid and defines the duration or area that the grid covers. The stride is the
spacing between sampling points. Dividing the span by the stride gives the
number of points in the grid, which determines the shape of the input data.
Note that different grids can yield the same data shape, which implies that the
mini-batch size will only change (Equation (6.1)) if a change in the sampling
grid also changes the data shape.
We note that spatial sampling grids already appear in the baseline
optimizer if it uses multi-scale spatial data augmentation [29, 89, 149]. Under
our multigrid perspective, multi-scale spatial data augmentation changes the
spatial spans and strides of the resampling grid proportionally so that the
resulting mini-batch always has the same H×W spatial shape. In contrast,
we will change spans and strides at different rates, which results in a different
spatial shape h×w for each grid (and likewise for the time dimension).
4

Between two videos these units may have different physical meanings if the videos were
captured by cameras with different properties (e.g., a 24 frame span from a 24 FPS video
vs. a 24 frame span from a 30 FPS video). These properties may be unknown and therefore
we define grid units with respect to source videos, not the physical world.
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Grid Scheduling. We use mini-batch optimizers, which have as their most
basic scheduling unit a single mini-batch iteration in which one model update
is performed. The training schedule consists of some number of mini-batch
iterations and is often expressed in terms of epochs. For example, training
may consist of 100 or 200 epochs worth of iterations. Within this overall
training schedule, it is common to let the learning rate vary, such as annealing
it according to a schedule defined in terms of iterations or epochs.
Scheduling other training properties is also possible. Central to our
multigrid method is the idea of scheduling the sampling grids that are used
throughout the training. When changing grids, the mini-batch size is always
scaled according to Equation (6.1) so that mini-batch FLOPs are held roughly
constant. Grid scheduling is highly flexible, admitting a large design space
from simply cycling through a sequence of pre-defined grids to using randomized grids. In Section 6.1.2 we will present a randomized, hierarchical schedule
that works well in practice.
Multigrid Properties. Multigrid training relies on two properties of the
data and model. First, resampling the data on different grids requires a suitable operator. For video, this operator can be a reconstruction filter applied
to the source discrete signal followed by computing the values at the points
specified by the grid (e.g., bilinear interpolation).
Second, the model must be compatible with inputs that are resampled
on different grids and therefore might have different shapes during training.
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Models that are composed of functions that use weight sharing across the
dimensions that are resampled, e.g., 2D and 3D convolutions, recurrent functions, and self-attention, are compatible and cover most of the commonly used
architectures; fully-connected layers, unless their inputs are pooled to a fixed
size, are not compatible.5 We will focus on models that use 2D and 3D convolutions, as well as self-attention operations in the form of non-local blocks [194];
all models end with global average pooling and a single fully-connected layer
as the classifier, as is common practice.
Training and Testing Distributions. The focus of this work is on multigrid
methods for training and therefore we use a standard inference method that
uses a single shape for the testing data. This choice, however, may introduce a
mismatch between the data distribution used to train the model and the data
distribution used at test time. To close this gap, training may be finished with
some number of ‘fine-tuning’ iterations that use grids more closely aligned with
the testing distribution, e.g., see [176]. We find that fine-tuning gives a small,
but consistent improvement.
5

If an appropriate operator exists for ‘resampling’ model parameters so that they are
compatible with new input shapes, then these parameters may still be usable with multigrid
training. This concept can be combined with weight sharing, e.g., by dilating or resizing
model filters to mirror the data sampling grid, though preliminary experiments did not
improve results.
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6.1.2

Implementation Details
Multigrid training involves a choice of sampling grids and a grid sched-

ule, which leads to a rich design space. We use a hierarchical schedule that
involves alternating between mini-batch shapes at two different frequencies: a
long cycle that moves through a set of base shapes, generated by a variety of
grids, staying on each shape for several epochs, and a short cycle that moves
through a set of shapes that are ‘nearby’ the current base shape, staying on
each one for a single iteration. This hierarchical grid schedule is described in
more detail shortly and illustrated in Figure 6.2.
The remainder of this subsection provides details for this design, which
we have found to work well in practice. After presenting these details, we will
explore what design decisions are important in ablation experiments.
Optimizer. We use SGD with momentum and a stepwise learning rate decay
schedule since these are common choices in practice [41,65,89,177]. Using other
learning rate schedules and optimizers is also possible. Specific schedules are
given in each experimental section.
Long Cycle. We use sampling grids that result in an ordered sequence of
S=4 base mini-batch shapes of non-decreasing size along each dimension:
W
W
, 4B× T2 × √H2 × √
, 2B× T2 ×H×W , and B×T ×H×W . These
8B× T4 × √H2 × √
2
2

four shapes cover an intuitive range and work well in practice. The long cycle
is synchronized with the stepwise learning rate decay schedule: a full cycle
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over the S shapes occurs exactly once for each learning rate stage. We train
on each shape for the same number of iterations.
We use a simple randomized strategy to generate a mini-batch with the
target input shape for each training iteration. For each video to be used in the
mini-batch, we select a random span from a specified range and set the stride
such that the desired shape is produced when sampling on the resulting grid.
For the spatial dimensions, this strategy amounts to resizing a random crop to
the desired shape using bilinear interpolation (similar to random cropping used
in image classification [65,89, 151]). For the temporal dimension, this strategy
amounts to selecting a random temporal crop and subsampling its frames. The
sampling range for spans is specified in each experimental section.
Short Cycle. The short cycle rapidly moves through a variety of spatial
shapes, changing at each iteration. By default, we use the following 3-shape
short cycle. For iteration i, let m = i (mod 3); if m=0, then the current base
spatial shape from the long cycle is used; if m=1, then we set the spatial shape
to

W
H
√
×√
;
2
2

otherwise, we use

H
× W2 .
2

The short cycle can be applied on its own or in conjunction with the
long cycle. The mini-batch size is again scaled using Equation (6.1). The same
randomized grid strategy is applied to sample data for the target mini-batch
shape.
Learning Rate Scaling. When the mini-batch size changes due to the long
cycle, we apply the linear scaling rule [58] to adjust the learning rate by the
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mini-batch size scaling factor (thus either 8×, 4×, 2×, or 1×). We found that
this adjustment is harmful if applied to mini-batch size changes due to the
short cycle and therefore we only adjust the learning rate when the long cycle
base shape changes.
Fine-Tuning Phase. If the baseline optimizer uses L learning rate (LR)
stages, we apply the long and short cycles in the first L−1 LR stages. We
use the corresponding L-th stage for fine-tuning to help match the training
and testing distributions, similar to [176]. In the first half of the fine-tuning
iterations, we use the L−1-st learning rate and in the second half, we use the
final (L-th) learning rate. While fine-tuning we use the short cycle (as data
augmentation), but not the long cycle.
Batch Normalization. The behavior of Batch Normalization (BN) [73] depends on mini-batch statistics. In traditional trainers, the constant mini-batch
size is also a hyper-parameter that impacts BN behaviors (e.g., the noisiness
of the statistics). As our multigrid method uses variable mini-batch sizes, it
is desirable to decouple its impact on BN from that of training speedup. The
following heuristic works well in practice: we compute BN statistics with a
standardized sub-mini-batch of size 8; when the short cycle increases the overall mini-batch size by 2× or 4×, we likewise increase the BN sub-mini-batch
size to 16 and 32, respectively.
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Validation top-1 accuracy

Default multigrid
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1.0×
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Default baseline
Multigrid (default: long+short cycle)
Multigrid (long cycle only)
Multigrid (short cycle only)
W
Baseline (constant shape: 8B× T4 × √H2 × √
)
2
Baseline (default constant shape: B×T ×H×W )
15

20

25

30

35

2.0×

40

Wall-clock time in hours (same hardware and software implementation for all methods)

Figure 6.3: Multigrid vs. baseline training. Each point corresponds to
one model trained with a specific schedule choice. Annotations denote training epochs relative to the baseline 1.0× schedule. For example, ‘1.5×’ denotes
training for 1.5× more epochs than the default ‘1.0×’ baseline schedule (112k
iterations or ∼239 epochs). We see that all variants of multigrid training achieve a better trade-off than baseline training, which uses a
constant mini-batch shape. Also, note that multigrid training can iterate
through the same number of epochs more efficiently.

6.2

Experiments on Kinetics
We conduct ablation studies on the Kinetics-400 dataset [85], which

requires classifying each video into one of 400 categories. It contains ∼240k
training videos and ∼20k validation videos on which we report results. Performance is measured by top-1 and top-5 accuracy.
Baseline Model and Training. We use a ResNet-50 (R50) SlowFast network [41, 65] with a 32-frame fast pathway, speed ratio α = 4, and channel
ratio β = 1/8 as our default model. Input frames are sampled at a temporal
stride of 2.

71

Our baseline training recipe follows Feichtenhofer et al . [41]. We run
synchronous SGD for 112k iterations on 128 GPUs with a mini-batch size of 4
clips per GPU (∼239 epochs) with an initial learning rate of 0.8. (We perform
single GPU experiments in Section 6.3.) The learning rate is decreased by 10×
at iterations 44k, 72k, and 92k.6 We use a weight decay of 10−4 , momentum
of 0.9, and a linear learning rate warm-up [58] from 0.002 over 16k iterations.
Input clips are random 224×224 spatial crops from clips that are randomly
resized such that the shorter side ∈ [256, 340] pixels.
At test time, we sample 10 clips per video with uniform temporal spacing and combine the predictions with average pooling following [41, 88, 194].
We use 224×224 center crop testing by default [88] and present results with
other settings in Section 6.6.
We select these training and inference procedures based on validation
accuracy using the baseline training method. We adopt the exact same recipe
for multigrid training experiments, aside from multigrid specific changes. This
choice may put multigrid training at a disadvantage, but it reflects the realistic
scenario in which one wants to apply multigrid training to accelerate an already
known training schedule without further tuning.
Evaluation. Speedup factors are based on wall-clock GPU training time on
P100 GPUs with CUDA 9.2 and cuDNN 7.6.3. For a fair comparison, the same
6
We use the stepwise learning rate schedule rather than the cosine schedule used in
Feichtenhofer et al . [41] because it is still more common. Results with a cosine schedule are
available in Section 6.6.
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hardware and software implementation is used for all methods. We note that
multigrid training exploits larger mini-batches, which increases data loading
throughput requirements. Training may become IO bound if the data loader is
not optimized appropriately or if remote data access is used. We verified that
with sufficient local disk and an optimized data loader training is typically not
IO bound.
Multigrid Training Details. To sample data with spatial shape h×w that
is smaller than H×W , we change the default random short-side interval to
[256 Hh , 340], noting that w=h in our experiments. For the temporal dimension,
we take t (t<T ) frames with random stride in [2, 2 Tt ].
6.2.1

Main Results
We compare multigrid training to baseline training in Figure 6.3. In

addition to the default baseline, one could speed up training by using a smaller
spatial-temporal shape with a larger mini-batch size and learning rate, so we
also compare to this baseline variant. For each method, we experiment with
training schedules that range from 0.25× to 3× the number of baseline epochs
(∼239) to study the trade-off between training time and accuracy. Overall,
multigrid training always achieves a better trade-off than baseline training. For
example, multigrid training with both the long and short cycles can iterate
through 1.5× more epochs than baseline method, while only requiring 1/3.4×
the number of iterations, 1/4.5× training time, and achieving higher accuracy
(75.6% → 76.4%). The wall-clock speedup is greater than the iteration reduc73

tion factor, as a larger mini-batch with smaller space/time dimensions is more
parallelism-friendly on modern GPUs. Both the long and short cycles improve
the trade-off and using both together performs the best.
In Figure 6.3 we also observe that baseline training suffers a decline
in accuracy when training for ≥1.5× epochs. With either long and/or short
cycles, a decrease in accuracy is not observed for schedules up to 2.0× epochs,
indicating that variable grids can help prevent overfitting.
In the following, we use multigrid training with long and short cycles
and 1.5× more epochs than the baseline as our default since it obtains a good
trade-off.
6.2.2

Ablation Experiments

Long Cycle Design. By default, we use S=4 long cycle shapes with a 1.5×
epoch schedule. In Table 6.1a, we explore using fewer shapes, where we take
the last S 0 <S shapes, for S 0 ∈{1, 2, 3}. The short cycle is used in these experiments, and the S 0 =1 setting is equivalent to using the short cycle only. We
run all variants for the same number of training iterations (to roughly preserve
total training FLOPs), noting that methods that use fewer shapes will process
fewer epochs due to having smaller mini-batches on average compared to the
S=4 design.
We see that using each additional shape improves accuracy and saturates at S=4 (default). The improvement in accuracy is possibly due to the
more examples seen by the model given the same amount of iterations. Com74

long cycle design
speedup top-1 top-5
Baseline 75.6 91.9
1-shape (short cycle only) 4.0×
74.0 91.4
2-shape
4.3×
75.5 92.1
Multigrid
3-shape
4.4×
76.2 92.4
4-shape (default)
4.5× 76.4 92.4
(a) Long cycle design (with default short cycle)
short cycle design
speedup top-1 top-5
Baseline 75.6 91.9
1-shape (long cycle only) 4.2×
74.5 91.6
Multigrid 2-shape
4.3×
75.5 92.1
3-shape (default)
4.5× 76.4 92.4
(b) Short cycle design (with default long cycle)

Table 6.1: Ablation Study. We perform ablations on Kinetics-400 using an
R50-SlowFast network. We analyze the impact of the long cycle (Table 6.1a)
and short cycle (Table 6.1b) designs. All variants of multigrid training use the
same number of training iterations as our default 1.5× epoch schedule; this
roughly preserves the total training FLOPs. We report wall-clock speedup
relative to the baseline trained for 1.0× epochs.
pared with S=1 (i.e., short cycle only), our default choice improves the top-1
accuracy by absolute 2.4% (74.0% → 76.4%), while being slightly faster (4.0×
→ 4.5×). All results use the fine-tuning phase, which we find is beneficial to
varying degrees in different settings. With the default schedule, it leads to
0.4% absolute gain (76.0% → 76.4%; not shown in table).
Short Cycle Design. Adding each input shape to the short cycle leads to
a clear accuracy improvement, Table 6.1b. Our default short cycle design
(3-shape) improves over 1-shape (i.e., no short cycle / long-cycle only) by
absolute 1.9% (74.5% → 76.4%) in top-1 accuracy.
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Baseline
Multigrid
Baseline
Multigrid

pre-train? speedup
4.5×
X
X
4.5×

top-1
75.6
76.4
75.4
76.0

top-5
91.9
92.4
91.9
92.4

T
16
16
32
32
64
64

top-1
74.8
75.2
75.6
76.4
75.9
77.6

top-5
91.4
91.9
91.9
92.4
92.1
93.2

(b) Temporal shape T

(a) Pre-training
H×W
224
224
320
320

speedup
Baseline
Multigrid 4.0×
Baseline
Multigrid 4.5×
Baseline
Multigrid 5.5×

speedup
Baseline
Multigrid 4.5×
Baseline
Multigrid 6.5×

top-1
75.6
76.4
75.1
76.8

top-5
91.9
92.4
91.8
92.8

(c) Spatial shape H×W

Table 6.2: Generalization Analysis. We study how multigrid training generalizes to models both with and without ImageNet pre-training (Table 6.2a)
and models of different temporal (Table 6.2b) and spatial (Table 6.2c) shapes.
All experiments use R50-SlowFast with results on Kinetics-400. We use the default setting for multigrid training (1.5× more epochs, corresponding to 3.4×
fewer iterations than baseline) in all settings. We observe that the default
choice brings consistent speedup and performance gain in all cases.
6.2.3

Generalization to Different Training Settings
Next, we study how multigrid training generalizes to different training

settings that are common in practice.
Pre-training. In our main results, we train models from random initialization. We see in Table 6.2a that with ImageNet [140] pre-training, our multigrid method obtains a similar speedup and performance gain. (We will present
more results on ImageNet-pre-trained models in Section 6.2.4.)
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Temporal Shape. Next, we show the generalization of multigrid training
for models of different temporal shapes T . We compare models that use 16frame, 32-frame (default), and 64-frame input clips.7 In all cases (Table 6.2b),
multigrid training achieves a consistent accuracy gain and speedup. The 64frame model enjoys the largest performance gain (75.9% → 77.6%) and the
best speedup (5.5×).
Spatial Shape. We also demonstrate the generalization of our method for
models of different spatial shapes H×W . We increase the baseline shape
from 224×224 (default) to 320×320 and study the impact. Inference for the
320×320 model is analogous to the 224×224 case; we resize the shorter side
to 352 pixels and test on center 320×320 crops. In Table 6.2c, we see that
multigrid training leads to an even larger performance gain (75.1% → 76.8%)
and a more significant speedup (6.5×) in the 320×320 case. Also note with the
baseline method 320×320 does not work better than 224×224, possibly due to
overfitting, similar to what is reported in Tan et al . [165]. On the other hand,
with multigrid training, spatial scaling brings improvement, possibly due to
the data augmentation brought by multigrid training.
6.2.4

Generalization to Different Models
So far we have focused on state-of-the-art SlowFast network [41] for

analysis. We next demonstrate the generalization of multigrid training to
7

α=2 in the 16-frame model to avoid a degenerated slow pathway.
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different networks by presenting results using a standard R50-I3D model [20,
65] and its extension with non-local blocks (I3D-NL) [194].
Implementation Details. Both models are ImageNet-pre-trained with 3D
convolutions inflated from 2D convolutions following common practice [20, 42,
194]. Each input clip consists of 16 frames, sampled at a stride of 4. I3D-NL
additionally contains 5 (dot product) non-local blocks [194] in res3 and res4
stages. The I3D and I3D-NL architectures used in generalization analysis are
shown in Table 6.3.
Layer
conv1
pool1
res2

res3

res4

res5

Specification
1×7×7, 64, stride 1, 2, 2
1×3×3 max, stride 1, 2, 2


1×1×1, 64
 1×3×3, 64
×3
1×1×1, 256


1×1×1, 128
 1×3×3, 128 ×4
1×1×1, 512


3×1×1, 256
 1×3×3, 256 ×6
1×1×1, 1024


3×1×1, 512
 1×3×3, 512 ×3
1×1×1, 2048

Output size
16×112×112
16×56×56
16×56×56

16×28×28

16×14×14

16×7×7

Table 6.3: I3D and I3D-NL architectures in generalization analysis.
Here we assume 16×224×224 inputs. ‘I3D-NL’ additionally uses non-local
operators [194] after blocks 1 and 3 of res3 , and blocks 1, 3, and 5 of res4 .
The baseline recipe trains for 100k iterations using 128 GPUs, with a
mini-batch size of 2 clips per GPU (∼106 epochs) and a learning rate of 0.04,
which is decreased by a factor of 10 at iteration 37.5k and 75k. We do not use
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model
I3D
I3D
I3D
I3D-NL
I3D-NL
I3D-NL

Baseline
1
Baseline 3.3
Multigrid
Baseline
1
Baseline 3.3
Multigrid

speedup
3.3×
3.9×
3.3×
3.3×

top-1
74.4
71.1
74.8
75.5
72.3
75.5

top-5
91.4
89.9
91.7
92.1
90.6
92.4

Table 6.4: Kinetics-400 accuracy with I3D and I3D-NL. While developed on SlowFast [41], multigrid training provides a consistent speedup and
performance gain with I3D [20] and I3D-NL [194].
learning rate warm-up [58] following prior work [194]. Other training details
are analogous to SlowFast training. We note again that this training recipe is
selected to be the best for the baseline training method and we apply multigrid
training on top without further tuning.
Evaluation. We summarize the results in Table 6.4. For both I3D and I3DNL, multigrid training with the default schedule (1.5× epoch) obtains similar
or better accuracy, while being up to 3.9× faster. We also experiment with
a shorter baseline schedule (‘baseline

1
’
3.3

in table), which trains for the same

number of iterations as the multigrid training. The shorter baseline schedule
obtains a lower accuracy (3.7% and 3.2% absolute top-1 lower than multigrid).
We also see that I3D-NL has a lower speedup than I3D. This is in part due to
the less optimized NL operator than convolution, consuming a large portion of
the training time. We observe consistent improvements with larger backbone
models (R101); see Section 6.6.
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6.3

Case Study: 1-GPU Training on Kinetics
Our experiments thus far use a large number of GPUs (128) in parallel.

However, a more common training recipe may use far fewer GPUs (e.g., 1 to
8). Given that one of our goals is to make video research more accessible by reducing computational requirements, it is important to explore the application
of our multigrid method in the few-GPU regime, without any tuning.
As a case study, we use a single GPU to train an I3D model on Kinetics400 using the quick training recipe from the public repository8 of Wang et
al . [194]. We apply multigrid training on top without further tuning. This
schedule trains for 1200k iterations (after adjusting with the linear scaling
rule [58]) on one GPU with 8 clips (∼40 epochs). The learning rate is 0.00125,
which is decreased by a factor of 10 at iteration 600k and 1000k. Dropout
and random scaling are disabled to accelerate convergence given the short
schedule. Each input clip consists of 8 frames, sampled at a stride of 8 when
using the baseline optimizer. Other training details are the same as the I3D
experiments.
Table 6.5 shows that multigrid training generalizes well out-of-the-box
to a few-GPU, short-schedule setting. With multigrid training we are able to
achieve 72.5% (73.1% with 30-crop testing [194]) top-1 accuracy in 2 days using
only 1 GPU, while the baseline method would need nearly 1 week (when using
a small model, we observe a smaller wall-clock speedup of ∼3.3× compared to
8

https://github.com/facebookresearch/video-nonlocal-net
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Baseline
Multigrid

training time (days)
6.7
2.0

top-1
72.5
72.5

top-5
90.4
90.4

Table 6.5: Case study: 1-GPU training on Kinetics-400. Multigrid
training reduces the training time from nearly 1 week to 2 days on a single
GPU. We hope the reduced training time will make video understanding
research more accessible and economical.
a larger model, which typically yields a ∼4.5× speedup). We hope the reduced
training time with multigrid training will make video understanding research
more accessible and economical.

6.4

Experiments on Something-Something V2
We next evaluate multigrid training on the Something-Something V2

dataset [59], which contains 169k training, and 25k validation videos. Each
video shows an interaction with everyday objects. The task is classification
with 174 action classes. Performance is evaluated by top-1 and top-5 accuracy. This task is known to require more ‘temporal modeling’ to solve than
Kinetics [207].
Implementation Details. We use an R50-SlowFast model [41, 65] with a
64-frame fast pathway with speed ratio α=4 and channel ratio β=1/8. The
model is pre-trained on Kinetics-400 following prior work [102]. The baseline
training recipe trains for 230k iterations on 8 GPUs, with a mini-batch size of
2 clips per GPU and a learning rate of 0.03, which is decreased by a factor of
10 at iteration 150k and 190k. We use a linear warm-up [58] for 2k iterations
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Baseline
1
Baseline 5.2
Multigrid 1.0×
1
Baseline 3.4
Multigrid 1.5× (default)
1
Baseline 2.6
Multigrid 2.0×

speedup
5.2×
8.3×
3.4×
5.6×
2.6×
4.2×

top-1
60.9±0.31
54.6±0.13
60.0±0.31
57.3±0.13
61.2±0.18
58.7±0.06
61.7±0.20

top-5
87.2±0.13
83.0±0.14
86.8±0.05
84.7±0.15
87.4±0.12
85.8±0.15
87.8±0.12

Table 6.6: Results on Something-Something V2. Multigrid training
achieves a better trade-off than baseline training. Results are the mean and
standard deviation over 5 runs.
from 0.0001 and a weight decay of 10−6 . As Something-Something V2 requires
distinguishing between directions, we disable random flipping during training.
Following [102], we use segment-based input frame sampling, i.e., we split each
video into segments, and from each of them, sample one frame to form a clip.
Other training details are analogous to Kinetics experiments.
Results. Similar to what we observe on Kinetics, multigrid training obtains
a better trade-off than baseline training on Something-Something V2 (Table 6.6). With the default 1.5×-epoch training, multigrid training is 5.6×
faster while obtaining a slightly higher accuracy. Multigrid training behaves
consistently for the ‘spatial heavy’ Kinetics dataset and the ‘temporal heavy’
Something-Something V2 dataset.
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speedup
5.3×
8.6×
3.5×
5.7×
2.6×
4.3×

Baseline
1
Baseline 5.3
Multigrid 1.0×
1
Baseline 3.5
Multigrid 1.5× (default)
1
Baseline 2.6
Multigrid 2.0×

mAP (%)
38.0±0.18
27.5±0.15
36.8±0.31
31.5±0.26
38.2±0.06
33.6±0.13
37.4±0.15

Table 6.7: Results on Charades. Multigrid training shows consistent
speedups compared with the other datasets. Results are the mean and standard deviation over 5 runs.

6.5

Experiments on Charades
We finally evaluate our method on the Charades dataset [148], which

is relatively small, consisting of only 9,848 videos in 157 action classes. The
task is to predict all actions in a video. Performance is measured by mAP.
Implementation Details. We use the same R50-SlowFast model [41, 65],
with the same Kinetics pre-training as the Something-Something experiments.
The baseline method trains for 28k iterations with a learning rate of 0.0375,
which is decreased by a factor of 10 at iteration 20k and 24k.
Results. Overall we observe consistent results compared with Kinetics and
Something-Something V2 (Table 6.7). The default multigrid training is 5.7×
faster while achieving slightly better mAP. Overall, we see that even for
the smaller Charades dataset, with strong large-scale pre-training, multigrid
training is beneficial.
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6.6

Supplementary Experiments

R101-SlowFast Results. We demonstrate the generalization of multigrid
training to deeper backbones by extending our default R50-SlowFast network to R101-SlowFast. All other designs and training procedures remain
unchanged. We present the results in Table 6.8. As expected, R101-SlowFast
outperforms R50-SlowFast and we observe a consistent speedup and accuracy
gain over the baseline with multigrid training.
backbone
R50 (default)
R50 (default)
R101
R101

speedup
Baseline
Multigrid 4.5×
Baseline
Multigrid 4.4×

top-1
75.6
76.4
76.5
77.0

top-5
91.9
92.4
92.4
92.9

Table 6.8: Additional results with R101-SlowFast.
Long Cycle Design. By default, we use multiple long cycles that are synchronized with the stepwise learning rate (LR) schedule (i.e., one long cycle
period per LR stage). We compare our default design (‘multi-cycle’) with an
alternative that uses only a single long cycle period (‘single-cycle’) throughout
all of the training in Table 6.9. Note that the single-cycle design does not use
a fine-tuning phase as it is unclear how to incorporate it into this design. We
observe that our default, multi-cycle design works better. In the multi-cycle
design, the later shapes, which are closer to the final testing distribution, are
used with each LR. We conjecture that exposing the model to these shapes
with the larger (earlier) LRs is important for generalizing to the testing distribution. In contrast, the single-cycle design only uses the later shapes with
relatively low LRs.
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long cycle design
speedup
Baseline single-cycle
5.2×
Multigrid
multi-cycle (default) 4.5×

top-1
75.6
74.4
76.4

top-5
91.9
91.8
92.4

Table 6.9: Results on addition long cycle design.
Cosine Learning Rate Schedule. We develop multigrid training assuming
a stepwise LR schedule. Next, we experiment with a cosine LR schedule.
We experiment with both the multi-cycle and the single-cycle design for long
cycles. No further modifications are applied to multigrid training. We present
the results in Table 6.10. We observe that multigrid training on a cosine
schedule obtains a slightly lower accuracy than the default stepwise schedule.
The lower accuracy is possibly due to the relatively smaller LRs used in larger
(later) shapes as the LR is monotonically decreasing in a cosine schedule.
However, it still obtains a consistent speedup and a comparable accuracy to
baseline, suggesting the robustness of the multigrid strategy. The two longcycle designs obtain a similar accuracy.
LR schedule
Stepwise (default)
Cosine

Baseline
Multigrid
Baseline
Multigrid
Multigrid

speedup
4.5×
(single long cyc.) 5.2×
(multi long cyc.) 4.2×

top-1
75.6
76.4
75.8
75.4
75.3

top-5
91.9
92.4
92.0
92.1
92.1

Table 6.10: Results with cosine learning rate schedule.
Testing Settings. Next, we present results with additional test-time settings
that are common in the literature in Table 6.11. Here we use the 64-frame R50SlowFast due to its high accuracy. Our multigrid method trains this model
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5.5× faster than the baseline. As expected, using 3-crop (left-center-right)
testing improves accuracy for both baseline and multigrid training.

Baseline
Multigrid

center
top-1
75.9
77.6

2242
top-5
92.1
93.2

3-crop
top-1
76.5
78.1

2242
top-5
92.2
93.5

3-crop 2562
top-1
top-5
77.2
92.5
78.1
93.4

Table 6.11: Results with additional testing settings.

6.7

Discussion
In this chapter, we show that the training cost of video models can be

reduced significantly. Together with other chapters of this part (Chapter 4 and
5), we address multiple efficiency issues in video modeling, from compression
to recognition, from model design to training.
Furthermore, the improved scalability opens up possibilities to model
longer videos. However, naı̈vely extending existing short-term models to longform videos is likely suboptimal, as this ignores the important structures and
properties of long-form videos. In Part II, we will take a step towards addressing these issues and understanding long-form videos.
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Part II
Understanding Long-Term
Patterns
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Chapter 7
Long-Term Feature Banks

In Part II, we will discuss how to scale video models to capture longerterm patterns. We will start by discussing the benefits of long-term pattern
modeling for existing short-term tasks and present methods to perform this
efficiently (Chapter 7). We will then describe a new benchmark and methods
towards understanding the ‘full picture’ of long-form video (Chapter 8).
In this chapter, we propose the idea of a long-term feature bank that
stores a rich, time-indexed representation of the entire movie.1 Intuitively, the
long-term feature bank stores features that encode information about past and
(if available) future scenes, objects, and actions. This information provides a
supportive context that allows a video model, such as a 3D CNN, to better
infer what is happening in the present (see Figure 7.1, 7.2, and 7.5).
In Section 7.1, we will describe the technical details of our long-term
feature bank method. In Section 7.2-7.6, we will present an extensive ablation
study establishing that the improvements on these tasks arise from the integration of long-term information. We will also present experiments demonstrating
1

The work in this chapter was originally published in: “Long-Term Feature Banks for Detailed Video Understanding”. Chao-Yuan Wu, Christoph Feichtenhofer, Haoqi Fan, Kaiming
He, Philipp Krähenbühl, Ross Girshick. In CVPR, 2019 [201].
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Target frame

Input clip (4 seconds)

Figure 7.1: What are these people doing? Current 3D CNN video models operate on short clips spanning only ∼4 seconds. Without observing the longerterm context, recognition is difficult. (Video from the AVA dataset [60]; see
next page for the answer.)
that augmenting 3D CNNs with a long-term feature bank yields state-of-theart results on three challenging video datasets.

7.1

Long-Term Feature Bank Models
For computer vision models to make accurate predictions on long, com-

plex videos they will certainly require the ability to relate what is happening in
the present to events that are distant in time. With this motivation in mind,
we propose a model with a long-term feature bank to explicitly enable these
interactions.
7.1.1

Method Overview
We describe how our method can be used for the task of spatiotemporal

action localization, where the goal is to detect all actors in a video and classify
their actions. Most state-of-the-art methods [47,60,161] combine a ‘backbone’
3D CNN (e.g., C3D [177], I3D [20]) with a region-based person detector (e.g.,
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...

...
3D CNN input
Long-Term Feature Bank

Figure 7.2: The action becomes clear when relating the target frame to
the long-range context. Our long-term feature bank provides long-term
supportive information that enables video models to better understand the
present. (AVA ground-truth label: ‘listening to music’.)
Fast/Faster R-CNN [51, 135]). To process a video, it is split into short clips
of 2-5 seconds, which are independently forwarded through the 3D CNN to
compute a feature map, which is then used with region proposals and region of
interest (RoI) pooling to compute RoI features for each candidate actor [47,60].
This approach, which captures only short-term information, is depicted in
Figure 7.3a.
The central idea in our method is to extend this approach with two new
concepts: (1) a long-term feature bank that intuitively acts as a ‘memory’
of what happened during the entire video—we compute this as RoI features
from detections at regularly sampled time steps; and (2) a feature bank
operator (FBO) that computes interactions between the short-term RoI features (describing what actors are doing now) and the long-term features. The
interactions may be computed through an attentional mechanism, such as a
non-local block [194], or by feature pooling and concatenation. Our model is
summarized in Figure 7.3b. We introduce these concepts in detail next.
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Classifier

Feature bank operator:
~
FBO(S, L)

Classifier

~
L

Short-term
features: S

Short-term
features: S

RoI Pool

RoI Pool

backbone

backbone

… video

…

Long-term
…
feature bank: L

frames

(a) 3D CNN

…

…
feature
extractor

… video

frames

(b) 3D CNN with a Long-Term Feature
Bank (Ours)

Figure 7.3: We contrast our model with standard methods. (a) 3D CNN:
vanilla 3D CNNs process a short clip from a video (e.g., 2-5 seconds) and use
pooling to obtain a representation of the clip (e.g., [20, 177, 194]). (b) LongTerm Feature Bank (Ours): We extend the vanilla 3D CNN with a longterm feature bank L and a feature bank operator FBO(S, L̃) that computes
interactions between the short-term and long-term features. Our model is able
to integrate information over long temporal support, lasting minutes or even
the whole video.
7.1.2

Long-Term Feature Bank
The goal of the long-term feature bank, L, is to provide relevant con-

textual information to aid recognition at the current time step. For the task
of spatiotemporal action localization, we run a person detector over the entire
video to generate a set of detections for each frame. In parallel, we run a
standard clip-based 3D CNN, such as C3D [177] or I3D [20], over the video at
regularly spaced intervals, such as every one second. We then use RoI pooling
to extract features for all person detections at each time-step processed by the
3D CNN. Formally, L = [L0 , L1 , . . . , LT −1 ] is a time-indexed list of features
for video time steps 0, . . . , T − 1, where Lt ∈ RNt ×d is the matrix of Nt d-
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dimensional RoI features at time t. Intuitively, L provides information about
when and what all actors are doing in the whole video and it can be efficiently
computed in a single pass over the video by the detector and 3D CNN.
7.1.3

Feature Bank Operator
Our model references information from the long-term features L via

a feature bank operator, FBO(St , L̃t ).

The feature bank operator accepts

inputs St and L̃t , where St is the short-term RoI pooled feature and L̃t is
[Lt−w , . . . , Lt+w ], a subset of L centered at the current clip at t within ‘winP
dow’ size 2w + 1, stacked into a matrix L̃t ∈ RN ×d , where N = t+w
t0 =t−w Nt0 .
We treat the window size 2w + 1 as a hyperparameter that we cross-validate in
our experiments. The output is then channel-wise concatenated with St and
used as input into a linear classifier.
Intuitively, the feature bank operator computes an updated version of
the pooled short-term features St by relating them to the long-term features.
The implementation of FBO is flexible. Variants of attentional mechanisms
are an obvious choice and we will consider multiple instantiations in our experiments.
Batch vs. Casual. Thus far we have assumed a batch setting in which the
entire video is available for processing. Our model is also applicable to online,
casual settings. In this case, L̃t contains only past information of window
size 2w + 1; we consider both batch and causal modes of operation in our
experiments.
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7.1.4

Implementation Details

Backbone. The 3D CNN architecture we use is a ResNet-50 [65] that is pretrained on ImageNet [140] and ‘inflated’ into a network with 3D convolutions
(over space and time) using the I3D technique [20]. The network structure
is modified to include non-local operations [194]. After inflating the network
from 2D to 3D, we pre-train it for video classification on the Kinetics-400
dataset [20]. The model achieves 74.9% (91.6%) top-1 (top-5) accuracy on the
Kinetics-400 [20] validation set. Finally, we remove the temporal striding for
conv1 and pool1 following [195], and remove the Kinetics-specific classification
layers to yield the backbone model. Table 7.1 presents the exact specification.
The resulting network accepts an input of shape 32 × H × W × 3,
representing 32 RGB frames with spatial size H × W , and outputs features
with shape 16×H/16×W/16×2048. The same architecture is used to compute
short-term features S and long-term features L. Parameters are not shared
between these two models unless otherwise noted.
RoI Pooling. We first average pool the video backbone features over the time
axis. We then use RoIAlign [64] with a spatial output of 7 × 7, followed by
spatial max pooling, to yield a single 2048 dimensional feature vector for the
RoI. This corresponds to using a temporally straight tube [60].
Feature Bank Operator Instantiations. The feature bank operator can be
implemented in a variety of ways. We experiment with the following choices;
others are possible.
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Stage
conv1
pool1

res2



pool2

res3




res4




res5



Specification
5×7×7, 64, stride 1, 2, 2
1×3×3 max, stride 1, 2, 2

3×1×1, 64
×3
1×3×3, 64
1×1×1, 256
2×1×1 max, stride 2, 1, 1

3(1)×1×1, 128
1 ×3×3, 128 ×4, NL: 1, 3
1 ×1×1, 512

3(1)×1×1, 256
1 ×3×3, 256 ×6, NL: 1, 3, 5
1 ×1×1, 1024

3(1)×1×1, 512
1 ×3×3, 512 ×3
1 ×1×1, 2048

Output size
32×112×112
32×56×56
32×56×56
16×56×56
16×28×28

16×14×14

16×14×14

Table 7.1: ResNet-50 NL-I3D [60,65,194] backbone used in this chapter. Here
we assume input size 32×224×224 (frames×width×height). ‘NL: i0 , i1 , . . . ’ in
stage ‘resj ’ denotes additional non-local blocks [194] after block i0 , i1 , . . . of
resj . 3(1)×1×1 denotes that we either use a 3×1×1 or a 1×1×1 convolution.
Specifically, we use 3×1×1 for block 0, 2 of res3 , block 0, 2, 4 of res4 , and
block 1 of res5 , and use 1×1×1 for the rest.
– LFB NL: Our default feature bank operator FBONL (St , L̃t ) is an
attention operator. Intuitively, we use St to attend to features in L̃t , and
add the attended information back to St via a shortcut connection. We use
a simple implementation in which FBONL (St , L̃t ) is a stack of up to three
non-local (NL) blocks [194]. We replace the self-attention of the standard
non-local block [194] with attention between the local features St and the
long-term feature window L̃t , illustrated in Figure 7.4. In addition, our design
uses layer normalization (LN) [9] and dropout [155] to improve regularization.
We found these modifications to be important since our target tasks contain
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Nt × 512

~
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N × 512
Linear

N × 512

Lt

~

N × 512

Lt

Figure 7.4: Our modified non-local block design. Here we plot the first
(1)
layer St = NL0 θ1 (St , L̃t ) as an example. ‘⊗’ denotes matrix multiplication,
and ‘⊕’ denotes element-wise sum.
relatively few training videos and exhibit overfitting. The stack of modified
non-local blocks, denoted as NL0 , is iterated as:
(1)

= NL0 θ1 (St , L̃t ),

(2)

= NL0 θ2 (St , L̃t ),
..
.

St

St

(1)

where θ{1,2,... } are learnable parameters. Similar to Wang et al . [195], we use
a linear layer to reduce the FBONL input dimensionality to 512 and apply
dropout [155] with rate 0.2. Thus the input of the final linear classifier is 2048
(St ) + 512 (FBONL output) = 2560 dimensional.
– LFB Avg/Max: This version uses a simpler variant in which
FBOpool (St , L̃t ) = pool(L̃t ), where pool can be either average or max pool95

ing. This implementation results in a classifier input that is 2048 (St ) + 2048
(FBOpool output) = 4096 dimensional.
Training. Joint, end-to-end training of the entire model (Figure 7.3b) is not
feasible due to the computational and memory complexity of back-propagating
through the long-term feature bank. Instead, we treat the 3D CNN and detector that are used to compute L as fixed components that are trained offline,
but still on the target dataset, and not updated subsequently. We have experimented with alternating optimization methods for updating these models,
similar to target propagation [94], but found that they did not improve results.
Dataset-specific training details are given later.
A Baseline Short-Term Operator. To validate the benefit of incorporating
long-term information, we also study a ‘degraded’ version of our model that
does not use a long-term feature bank. Instead, it uses a short-term operator
that is identical to FBONL , but only references the information from within
a clip: STO(St ) := FBONL (St , St ). STO is conceptually similar to [195] and
allows for back-propagation. We observed substantial overfitting with STO
and thus applied additional regularization techniques.

7.2

Experiments on AVA
We use the AVA dataset [60] for extensive ablation studies. AVA con-

sists of 235 training videos and 64 validation videos; each video is a 15-minute
segment taken from a movie. Frames are labeled sparsely at 1 FPS. The labels
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are: one bounding box around each person in the frame together with a multilabel annotation specifying which actions the person in the box is engaged in
within ±0.5 seconds of the labeled frame. The action label space is defined as
80 ‘atomic’ actions defined by the dataset authors.
The task in AVA is spatiotemporal action localization: each person
appearing in a test video must be detected in each frame and the multi-label
actions of the detected person must be predicted correctly. The quality of an
algorithm is judged by a mean average precision (mAP) metric that requires at
least 50% intersection over union (IoU) overlap for a detection to be matched
to the ground-truth while simultaneously predicting the correct actions.
7.2.1

Implementation Details
Next, we describe the object detector, input sampling, and training and

inference details used for AVA.
Person Detector. We use Faster R-CNN [135] with a ResNeXt-101-FPN [103,
206] backbone for person detection. The model is pre-trained on ImageNet [140]
and COCO keypoints [104] and then fine-tuned on AVA bounding boxes. We
use Faster R-CNN [135] with a ResNeXt-101-FPN [103,206] backbone for person detection. The model obtains 56.9 box AP and 67.0 keypoint AP on COCO
keypoints. Model parameters are available in Detectron Model Zoo [52]. We
fine-tune the model on AVA bounding boxes from the training videos for 130k
iterations with an initial learning rate of 0.005, which is decreased by a factor
of 10 at iteration 100k and 120k. To improve generalization, we train with
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Support (sec.)
2
3
5
10
3D CNN
22.1 22.2 22.3 20.0
STO
23.2 23.6 23.3 21.5
LFB (causal) - 24.0 24.3 24.6
LFB (batch)
- 24.2 24.7 25.2

15
19.7
20.9
24.8
25.3

30
17.5
18.5
24.6
25.3

60
15.7
16.9
24.2
25.5

(a) Temporal support (mAP in %)

Avg pool
Max pool
NL

mAP
23.1
23.2
25.5

(c) LFB operator

3D CNN
3D CNN ×2
STO
STO ×2
LFB (2L)
LFB (3L)

params FLOPs mAP
1×
1×
22.1
2×
2×
22.9
1.00× 1.12× 23.2
2.00× 2.24× 24.1
2.00× 2.12× 25.5
2.00× 2.15× 25.8

(f) Model complexity

mAP
19.7
24.3
25.5

(b) Feature decoupling

mAP
24.9
25.1
25.1
25.5

Global pool
2 × 2 Grid
4 × 4 Grid
Detection

K400 feat.
AVA feat.
LFB

(d) LFB spatial design
mAP
R50-I3D-NL
center-crop (default) 25.8
R101-I3D-NL
center-crop (default) 26.8
3-crop
27.1
3-crop+flips
27.4
3-crop+flips+3-scale 27.7

(g) Backbone & testing

mAP
1L
25.1
2L (default)
25.5
2L w/o scale
25.2
2L w/o LN
23.9
2L w/o dropout 25.4
2L (dot product) 25.5
2L (concat)
25.3
3L
25.8
(e) LFB NL design
model
AVA [60]
ACRN [161]
RTPR [97]
9-model ens. [79]
R50-I3D-NL [79]
RTPR [97]
Girdhar et al . [47]
LFB (R50)
LFB (best R101)

flow
X
X
X
X

val
15.6
17.4
22.3
25.6
19.3
20.5
21.9
25.8
27.7

test
21.1
21.0
24.8
27.2

(h) Comparison to prior work

Table 7.2: AVA ablations and test results. STO: 3D CNN with a nonlocal (NL) short-term operator; LFB: 3D CNN with a long-term feature
bank; the LFB operator is a two-layer (2L) NL block by default. We perform ablations on the AVA spatiotemporal action localization. The results
validate that longer-term information is beneficial, that the improvement is
larger than what would be observed by ensembling, and demonstrate various
design choices. Finally, we show state-of-the-art results on the AVA test set.
random scale jittering (from 512 to 800 pixels). The final model obtains 93.9
AP@50 on the AVA validation set.
98

Temporal Sampling. Both short- and long-term features are extracted by
3D CNNs that use 32 input frames sampled with a stride of 2 spanning 63
frames (∼2 seconds in 30 FPS video). Long-term features are computed at
one clip per second over the whole video, with a 3D CNN model (Figure 7.3a)
fine-tuned on AVA.
Training. We train our models using synchronous SGD with a minibatch size
of 16 clips on 8 GPUs (i.e., 2 clips per GPU), with batch normalization [73]
layers frozen. We train all models for 140k iterations, with a learning rate
of 0.04, which is decreased by a factor of 10 at iteration 100k and 120k. We
use a weight decay of 10−6 and momentum of 0.9. For data augmentation, we
perform random flipping, random scaling such that the short side ∈ [256, 320]
pixels, and random cropping of size 224×224. We use both ground-truth
boxes and predicted boxes with scores at least 0.9 for training. This accounts
for the discrepancy between ground-truth-box distribution and predicted-box
distribution, and we found it beneficial. We assign labels of a ground-truth
box to a predicted box if they overlap with IoU at least 0.9. A predicted
box might have no labels assigned. Since the number of long-term features
N differs from clip to clip, we pad zero-vectors for clips with fewer long-term
features to simplify minibatch training.
Inference. At test time we use detections with scores ≥ 0.85. All models
rescale the short side to 256 pixels and use a single center crop of 256×256.
For both training and inference, if a box crosses the cropping boundary, we
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pool the region within the cropped clip. In the rare case where a box falls out
of the cropped region, RoIAlign [64] pools the feature at the boundary.
7.2.2
A

Ablation Experiments
P( talking )?

4 sec.
6 sec.
8 sec.
10 sec.

B

45.5%

65.9%

20.3%

40.4%

35.9%

47.5%

P( talking )?

4 sec.
6 sec.
8 sec.
10 sec.

D

19.2%

P( holding an object )?

4 sec.
6 sec.
8 sec.
10 sec.

C

14.9%

7.2%

11.2%

28.9%

31.2%

P( listen to )?

4 sec.
6 sec.
8 sec.
10 sec.

47.0%

34.1%

35.7%

12.8%

Figure 7.5: Example Predictions. We compare predictions made by models
using LFB of different window sizes. Through LFB, the model is able to exploit
information distant in time, e.g., the zoomed-in frames in examples A and C,
to improve predictions. We encourage readers to zoom in for details. (Blue:
correct labels. Red: incorrect labels. Best viewed on screen.)

Temporal Support. We first analyze the impact of increasing temporal support on models both with and without LFB. For models without LFB, we
evaluate a vanilla 3D CNN (Figure 7.3a) and a 3D CNN extended with STO
(denoted ‘STO’ in tables). To increase their temporal support, we increase the
temporal stride but fix the number of input frames so that the model covers
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a longer temporal range while still being feasible to train. To increase the
temporal support of LFB models, we increase the ‘window size’ 2w + 1 of L̃t .
Table 7.2a compares model performance. Increasing temporal support
through striding in fact hurts the performance of both ‘3D CNN’ and ‘STO’.
Temporal convolution might not be suitable for long-term patterns, since longterm patterns are more diverse, and include challenging scene cuts. On the
other hand, increasing temporal support by adding an LFB steadily improves
performance, leading to a large gain over the original ‘3D CNN’ (22.1 → 25.5).
The online (causal) setting shows a similar trend.
Overall we observe strong improvements given by long-range context
even though AVA actions are designed to be ‘atomic’ and localized within ±0.5
seconds. For the rest of the ablation study, we focus on the batch setting and
use a window size of 60 seconds due to the strong performance.
Feature Decoupling. In Table 7.2b, we compare our decoupled feature approach with prior long-term modeling strategies where a single, pre-computed
feature type is used (e.g. [98, 116, 167, 213]). To do this, we use the same
3D CNN for both short-term and long-term feature bank computation and
keep it fixed during training; only the parameters of the FBO and classifier
are updated. We consider two choices: a Kinetics-400 [20] pre-trained 3D
CNN (‘K400 feat.’) and a 3D CNN that is fine-tuned on AVA (‘AVA feat.’).
Our decoupled approach, which updates the short-term 3D CNN based on the
long-term context, works significantly better.
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FBO Function Design. We next compare different FBO function designs in
Table 7.2c. We see that a non-local function significantly outperforms pooling
on AVA. This is not surprising, since videos in AVA (and videos in general) are
multi-actor, multi-action, and can exhibit complex interactions possibly across
a long range of time. We expect a more complex function class is required for
reasoning through the complex scenes. Nonetheless, pooling still offers a clear
improvement. This again confirms the importance of long-term context in
video understanding.
FBO Input Design. What spatial granularity is required for complex video
understanding? In Table 7.2d, we compare constructing long-term features
using detected objects (‘Detection’), regular grids (‘Grid’), and non-spatial
features (‘Global pool’). In the ‘Grid’ experiments, we divide the feature map
into a k×k grid, for k = 2, 4, and average the features within each bin to obtain
a localized representation without an object detector (similar to ACRN [161]).
Table 7.2d shows that the actor-level features (‘Detection’) works better
than coarser regular-grid or non-spatial features. We believe this suggests a
promising future research direction that moves from global pooling to a more
detailed modeling of objects/actors in video.
Non-Local Block Design. Next, we ablate our NL block design. In Table 7.2e, we see that adding a second layer of NL blocks leads to improved performance. In addition, scaling [183], layer normalization [9], and dropout [155]
all contribute to good performance. Layer normalization [9], which is part of
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our modified NL design, is particularly important. As found in [194], the
default embedded Gaussian variant performs similarly to dot product and
concatenation. (Later we found that adding a third layer of NL blocks further
improves accuracy, but otherwise use two by default.)
Model Complexity. Our approach uses two instances of the backbone model:
one to compute the long-term features and another to compute the short-term
features. It thus uses around 2× more parameters and computation than our
baselines. What if we simply use 2× more computation on baselines through
an ensemble? We find that both ‘3D CNN’ or ‘STO’ are not able to obtain a
similar gain when ensembled; the LFB model works significantly better (Table 7.2f).
Example Predictions. We qualitatively present a few examples illustrating
the impact of LFB in Figure 7.5. Specifically, we compare predictions made by
models with LFB of different window sizes, from 4 seconds to 10 seconds. We
see that when observing only short-term information, the model is confused
and not able to make accurate predictions in these cases. When observing more
context, e.g., zoomed-in frames (example A, C) or frames that give clearer cue
(example B, D), an LFB model is able to leverage the information and improve
predictions.
Backbone and Testing. So far for simplicity, we have used a relatively
small backbone of R50-I3D-NL and performed center-crop testing. In Table 7.2g, we show that with an R101-I3D-NL backbone, LFB (3L) achieves
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26.8 mAP, and with standard testing techniques, 27.7 mAP. We use short side
∈ {224, 256, 320} pixels for 3-scale testing.
Comparison to Prior Work. Finally, we compare with other state-of-theart methods (Table 7.2h). For a fair comparison, we follow Girdhar et al . [47]
and train on both the training and validation set for test set evaluation.2 For
this model, we use a 1.5× longer schedule due to the larger data size.
Our model, using only RGB frames, significantly outperforms all prior
work including strong competition winners that use optical flow and large
ensembles. Our single model outperforms the best previous single-model entry
by Girdhar et al . [47] with a margin of 5.8 and 6.2 points mAP on validation
and test set respectively.

7.3

LFB vs. Improving Backbones
A large body of recent research focuses on improving 3D CNN architec-

tures, i.e., improving the modeling of short-term patterns. LFB, on the other
hand, aims at improving the modeling of long-term patterns. How do these
two directions impact video understanding differently?
We plot the per-class impact of LFB in Figure 7.6, the per-class impact
of improving backbone in Figure 7.7, and compare them in Figure 7.8. The
error bars are plus/minus one standard error around the mean, computed
from 5 runs. We see that they lead to an improvement in different action
2

Test set performance evaluated by ActivityNet server.
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classes. Using LFB leads to improvement in many interactive actions, such
as ‘play musical instrument’ or ‘sing to’, while improving backbone leads to
improvement in more standalone actions, such as ‘hand shake’ or ‘climb’. This
suggests that improving long-term modeling (through LFB) and short-term
modeling (through improving backbone) are complementary; we believe both
are important for future video understanding research.
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Figure 7.6: Impact of LFB. We compare per-class AP of 3D CNN (22.1
mAP) and LFB model (25.5 mAP) on AVA. LFB leads to larger improvement
on interactive actions, e.g., ‘sing to’, ‘play musical instrument’, or ‘work on
a computer’. (Bold: 5 classes with the largest absolute gain. Blue: 5 classes
with the largest relative gain. Red: classes with decreased performance.
Classes are sorted by frequency. )

7.4

Experiments on EPIC-Kitchens
The long-term feature bank is a generalizable and flexible concept. We

illustrate this point on two tasks in the EPIC-Kitchens dataset [31] for which
we store different types of information in the feature bank.
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Figure 7.7: Impact of improving backbone. We compare per-class AP of
3D CNN with the default backbone (R50-I3D-NL; 22.1 mAP) and a stronger
backbone (R101-I3D-NL; 23.0 mAP) on AVA. Improving backbone leads to
larger improvement in standalone actions, such as ‘crouch/kneel’, ‘read’, or
‘hand shake’. (Bold: 5 classes with the largest absolute gain. Blue: 5 classes
with the largest relative gain. Red: classes with decreased performance. )
The EPIC-Kitchens dataset consists of videos of daily activities recorded
in participants’ native kitchen environments. Segments of each video are annotated with one verb (e.g., ‘squeeze’) and one noun (e.g., ‘lemon’). The task
is to predict the verb, noun, and the combination (termed action [31]) in each
segment. Performance is measured by top-1 and top-5 accuracy.
The dataset consists of 39,594 segments in 432 videos. Test set annotations are not released; for validation, we split the original training set into
a new training/validation split following Baradel et al . [13]. We train independent models to recognize verbs and nouns, and combine their predictions
for actions. For actions, we additionally use a prior estimated from the class
frequencies of verbs and nouns in the training set.
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Figure 7.8: Adding LFB vs. improving backbone. We compare the absolute improvement (in AP) brought by LFB and the improvement brought by
improving backbone. We see that they lead to an improvement in different action classes. This suggests that improving long-term modeling (through LFB)
and short-term modeling (through improving backbone) are complementary;
we believe both are important for future video understanding research.
7.4.1

Implementation Details

Long-Term Feature Banks. Recognizing which object a person is interacting with (the noun task) from a short segment is challenging because the
object is often occluded, blurred, or can even be out of the scene. Our LFB is
well-suited for addressing these issues, as the long-term supporting information can help resolve ambiguities. For example, if we know that the person
took a lemon from the refrigerator 30 seconds ago, then cutting a lemon should
be more likely. Based on this motivation, we construct an LFB that contains
object-centric features. Specifically, we use Faster R-CNN to detect objects
and extract object features using RoIAlign from the detector’s feature maps
On the other hand, for recognizing verbs we use a video model for LFB
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construction to capture motion patterns. Specifically, we use our baseline 3D
CNN fine-tuned on EPIC-Kitchens verbs to extract clip-level features every 1
second of a video. Our default setting uses a window size of 40 seconds for the
verb model and 12 seconds for the noun model, chosen on the validation set.
Adaptation to Segment-Level Tasks. To adapt our model for segmentlevel predictions, we replace the RoI pooling by global average pooling, resulting in S ∈ R1×2048 . For the STO baseline, we use a slightly modified formulation: STO(St0 ) := FBONL (St , St0 ), where St0 contains 16 spatially pooled
features, each at a temporal location, and St is St0 pooled over the time axis.
STO learns to interact with information at different time steps within the
short clip.
Training Details. We train the verb models for 36k iterations with 10−5
weight decay and a learning rate of 0.0003, which is then decreased by 10 times
at iteration 28k and 32k. For the noun models, we train for 50k iterations with
weight decay 10−6 and a learning rate of 0.001, which is decreased by 10 times
at iteration 40k and 45k. Other training and inference details are analogous
to our AVA experiments.
7.4.2

Quantitative Evaluation
We now quantitatively evaluate our LFB models. Table 7.3 shows that

augmenting a 3D CNN with LFB significantly boosts the performance for all
three tasks. Using object features for the noun model is particularly effective,
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Validation
Baradel [13]
3D CNN
3D CNN ens.
STO
STO ens.
LFB NL
LFB Avg
LFB Max
∆
Test s1 (seen)
TSN RGB [31]
TSN Flow [31]
TSN Fusion [31]
LFB Max
Test s2 (unseen)
TSN RGB [31]
TSN Flow [31]
TSN Fusion [31]
LFB Max

Verbs
top-1
top-5

Nouns
top-1
top-5

Actions
top-1
top-5

40.9
49.8
50.7
51.0
51.9
51.7
53.0
52.6
+3.2

80.6
81.2
80.8
81.2
81.2
82.3
81.2
+1.7

26.1
27.8
26.6
27.8
29.2
29.1
31.8
+5.7

51.3
52.8
51.5
52.5
55.3
55.4
56.8
+5.5

19.0
20.0
19.5
20.5
21.4
21.2
22.8
+3.8

37.8
39.0
38.3
39.4
40.2
40.8
41.1
+3.3

45.7
42.8
48.2
60.0

85.6
79.5
84.1
88.4

36.8
17.4
36.7
45.0

64.2
39.4
62.3
71.8

19.9
9.0
20.5
32.7

41.9
21.9
39.8
55.3

34.9
40.1
39.4
50.9

74.6
73.4
74.3
77.6

21.8
14.5
22.7
31.5

45.3
33.8
45.7
57.8

10.1
6.7
10.9
21.2

25.3
18.6
25.3
39.4

Table 7.3: EPIC-Kitchens validation and test server results. Augmenting 3D CNN with LFB leads to significant improvement.
leading to 5.7% (26.1 → 31.8) absolute improvement over our strong baseline
model. On verb recognition, LFB with 3D CNN features results in 3.2% (49.8
→ 53.0) improvement and outperforms previous state-of-the-art by Baradel
et al . [13] by 12.1% (40.9 → 53.0).
We also observe that FBOMax and FBOAvg outperform FBONL on
EPIC-Kitchens. We conjecture that this is due to the simpler setting: each
video has only one person, doing one thing at a time, without the complicated
person-person interactions of AVA. Thus a simpler function suffices.
On the test set, our method outperforms prior work by a large margin
on both the ‘seen kitchens (s1)’ and ‘unseen kitchens (s2)’ settings. Our LFB
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model outperforms the Two-Stream [150] TSN [190] baseline by 50% relatively
for s1, and almost doubles the performance for s2, in terms of top-1 action
accuracy.

7.5

Experiments on Charades
Finally, we evaluate our approach on the Charades dataset [148]. The

Charades dataset contains 9,848 videos with an average length of 30 seconds.
In each video, a person can perform one or more actions. The task is to
recognize all the actions in the video without localization.
7.5.1

Implementation Details
We use the RGB frames at 24 FPS provided by the dataset authors.

We sample training and testing clips (32 frames) with a temporal stride of 4
following STRG [195], resulting in input clips spanning 125 frames (∼5.2 seconds). The LFB is sampled at 2 clips per second. We found a post-activation
version of NL0 to work better on Charades, so we adopt it in the following
experiments. Other details are identical to the verb model for EPIC-Kitchens.
iterations / lr / wd
3D CNN
STO

50k / 0.0025 / 1e-4 [195]
33.8
37.8

24k / 0.02 / 1.25e-5
38.3
39.6

Table 7.4: Training schedule on Charades. Our 2× shorter schedule works
significantly better than the schedule used in STRG [195].

Training and Inference. We train 3D CNN models for 24k iterations with
a learning rate of 0.02 and weight decay of 1.25e-5. Note that these hyper110

2-Strm. [150] (from [147])
Asyn-TF [147]
CoViAR
MultiScale TRN [219]
I3D [20]
I3D [20] (from [194])
I3D-NL [194] (from [195])
I3D-NL [194]
STRG [195]
STRG [195]
3D CNN
3D CNN ens.
STO
STO ens.
LFB Avg
LFB Max
LFB NL
3D CNN
3D CNN ens.
STO
STO ens.
LFB Avg
LFB Max
LFB NL

backbone
VGG16
VGG16
R50
Inception
Inception-I3D
R101-I3D
R50-I3D-NL
R101-I3D-NL
R50-I3D-NL
R101-I3D-NL
R50-I3D-NL
R50-I3D-NL
R50-I3D-NL
R50-I3D-NL
R50-I3D-NL
R50-I3D-NL
R50-I3D-NL
R101-I3D-NL
R101-I3D-NL
R101-I3D-NL
R101-I3D-NL
R101-I3D-NL
R101-I3D-NL
R101-I3D-NL

modality
RGB+Flow
RGB+Flow
Compressed
RGB
RGB
RGB
RGB
RGB
RGB
RGB
RGB
RGB
RGB
RGB
RGB
RGB
RGB
RGB
RGB
RGB
RGB
RGB
RGB
RGB

train / val
18.6
22.4
21.9
25.2
32.9
35.5
33.5
37.5
37.5
39.7
38.3
39.5
39.6
40.0
38.4
38.6
40.3
40.3
41.7
41.0
42.3
40.8
40.9
42.5

trainval / test
34.4
37.2
39.5
40.8
43.4

Table 7.5: Action recognition accuracy on Charades. (mAP in %)
parameters are different from STRG [195], which uses a longer schedule (50k
iterations), a smaller learning rate (0.0025), and larger weight decay (1e-4).3
Table 7.4 compares the two settings, and we see that surprisingly our 2×
shorter schedule works significantly better. With the new schedule, a simple
NL model without proposals (STO) works as well as the full STRG method
(37.5% mAP) [195]. We observe that the benefit of using the short-term operator becomes smaller when using a stronger baseline. In all the following
3

The original STRG [195] uses a batch size of 8. For a clear comparison, we use the same
batch size as ours (16), but adjust the learning rate and schedule according to ‘Linear Scaling
Rule’ [58]. We verified that the accuracy matches that of the original 4-GPU training.
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experiments we use our 24k schedule as default, and use a 2-stage training
approach similar to STRG [195] for training LFB models. At test time, we
sample 10 clips per video and combine the predictions using max pooling following prior work [194,195]. We use 3-crop testing following Wang et al . [194].
7.5.2

Quantitative Evaluation
For Charades, we experiment with both ResNet-50-I3D-NL and ResNet-

101-I3D-NL [20, 65, 194] backbones for a consistent comparison to prior work.
Table 7.5 shows that LFB models again consistently outperform all models
without LFB, including prior state-of-the-art on both validation and test sets.
The improvement on Charades is not as large as other datasets, in part due
to the coarser prediction task (video-level).

7.6

Cross-Dataset Comparison
Figure 7.9 shows the relative gain of using LFB of different window

sizes.4 We see that different datasets exhibit different characteristics. The
movie dataset, AVA, benefits from a very long context lasting 2+ minutes. To
recognize cooking activities (EPIC-Kitchens), context spanning from 15 to 60
seconds is useful. Charades videos are much shorter (∼30 seconds), but still,
extending the temporal support to 10+ seconds is beneficial. We conjecture
that more challenging datasets in the future may benefit even more.
4

For each dataset, we use its best-performing FBO. Standard error is based on 5 runs.
The temporal support here considers the support of each clip used for computing L, so
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Figure 7.9: Relative improvement of LFB models with different window
sizes over vanilla 3D CNN.

7.7

Discussion
In this chapter, we propose a long-term feature bank that enables video

models to model long-term context. We show that enabling video models with
access to long-term information, through an LFB, leads to a large performance
gain and yields state-of-the-art results on challenging datasets like AVA, EPICKitchens, and Charades. The proposed solution is scalable; The computational
cost stays roughly constant with the video lengths.
Improving recognition of short-term contents is, however, only scratching the surface of long-term pattern modeling. In the next chapter, we will take
a step towards a more complete and deeper understanding of videos, through
modeling the long-term synergy within a video.

Charades’s support starts at a higher value due to its larger 3D CNN clip size (∼5.2 seconds).
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Chapter 8
Towards Long-Form Video Understanding

In this chapter, we study long-form video understanding problems (Figure 8.1), which aims at understanding the “full picture” of a long-form video.
Compared with tasks we studied in previous chapters that only aim to recognize the present — objects, places, shapes, etc., in this chapter, we take one
step further and connect the present to the past or future, so we understand
not only the ‘what’, ‘who’, and ‘where’, but also connect these elements to
form a full picture.
In the following sections, we first design a novel object-centric longterm video recognition model. Our model detects and tracks all objects,
including people, throughout a video, and captures the complex synergies
among objects across time in a transformer-based architecture [183], called
Object Transformers. The model can be trained directly for a specific endtask or pre-trained in a self-supervised fashion similar to models in image
recognition [24, 63, 123, 127, 171] and language understanding [33, 91, 105, 211].
To evaluate our approach’s understanding of long-form concepts, we
introduce a large-scale benchmark, which comprises of 9 diverse tasks on about
1,400 hours of video in Section 8.3. Tasks range from content analysis to
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Figure 8.1: Long-Form Video Understanding aims at understanding the
“full picture” of a long-form video. Examples include understanding the storyline of a movie, the relationships among the characters, the message conveyed
by their creators, the aesthetic styles, etc. It is in contrast to ‘short-form video
understanding’, which models short-term patterns to infer local properties.
predicting user engagement and higher-level movie metadata.
Finally, in Section 8.4, we will compare Object Transformers with existing state-of-the-art methods on most of the long-form tasks and existing
datasets, such as AVA 2.2.

8.1

Preliminaries
Existing short-term models parse many aspects of a video. They de-

tect objects, track boxes, etc. This local understanding forms a useful building
block for our Object Transformers. Instead of “re-learning” these short-term
concepts from scratch, our method builds on these short-term recognition modules. We briefly review these methods and introduce notations below.
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Figure 8.2: We leverage short-term detection
and tracking to form instance representations.

Action and Object Detection. The states and properties of humans and
objects take a central role in the story told by the visual world. In this paper,
we use an action detection model [41] to recognize the atomic actions [60] of
humans, and an object detector [135] to find objects with their categories.
We denote the bounding box of a detected person or object i at frame t by
st,i ∈ R4 , and the associated feature representation by zt,i .
Tracking. An instance often appears in multiple frames. Tracking algorithms
track these appearances over time and associate them to their identity [120,
174]. τt,i denotes the associated instance index of detection i at time t.1
Shot Transition Detection. Shot transitions or “cuts” segment a video into
shots. They form natural semantic boundaries. A rule-based thresholding
strategy typically suffices for shot transition detection [21]. cu denotes the
shot an instance u is in.
The methods above parse local properties of a video but do not connect
them to form a complete picture of the whole video. We tackle this issue next.
1

In instance segmentation literature [64], the term ‘instance’ often refers to one appearance in one frame. We extend the definition and use ‘instance’ to refer to one appearance
in a space-time region, which may comprise multiple frames.
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(a)

Long-Form
Understanding

(b)

Masked-Instance
Pre-Training

(c)

Compatibility
Pre-Training

Figure 8.3: Long-Form Video Understanding with Object Transformers. Object Transformers take in instance-level representations and model
the synergy among them for long-form video tasks (8.3a). To address the
sparsity in supervising signals, we pre-train the model to predict the semantic
representations of randomly masked instances (8.3b) and/or predict “compatibility” between two videos (8.3c). Both pre-training tasks encourage Object
Transformers to learn long-term semantics, commonsense, or human social
behaviors.

8.2

Long-Form Video Understanding
We propose Object Transformers for long-form video understanding. It

builds on two key ideas: 1) An object-centric design, and 2) a self-supervised
learning approach.
8.2.1

Object-Centric Design
Instead of modeling videos as width×height×time volume of pixels, we

take a more structured approach and model how each instance evolves in space
and time and the synergy between the instances.
Consider a set of instances U (people, tables, cars, . . . ) found and
tracked by short-term models (Section 8.1). Each instance u ∈ U is associated
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with features in space-time {(t, st,i , zt,i ) | τt,i = u, ∀t, i} (Figure 8.2), where t,
st,i , zt,i , and τt,i denote the time stamp, spatial locations, short-term features,
and the tracked identity, respectively.
We build a transformer-based architecture [183] to model both how
each instance u ∈ U evolves and interacts with other instances. The transformer takes a set of representation vectors as input. In our case, each vector
corresponds to a box-level representation together with its position, link, and
shot information. Namely, for each (t0 , s0 , z0 ) associated with u, we construct
one input vector
(temporal)

y0 :=W(feat) z0 + W(spatial) s0 + Et0
+ E(instance)
+ E(shot)
+ b,
u
cu

(8.1)

where the matrices W(feat) and W(spatial) project z0 and s0 into a shared 768dimensional vector space, and b is a bias term. E(temporal) and E(shot) are position embeddings [33] indexed by ‘time stamp’ and ‘shot index’, respectively.
We additionally add a learned instance-level embedding vector E(instance) so
that the model knows what inputs belong to the same instance. However,
learning instance-specific embeddings cannot generalize to new videos with
unseen instances. We thus randomly assign instance indices at each forward
pass. This encourages the model to leverage only “instance distinctiveness”
rather than memorizing instance-specific information.
We use a learned vector E[CLS] to be the first token of each example
(similar to the “[CLS]” special token in Devlin et al . [33]), and use the output
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vector corresponding to that position, v[CLS] , as the video-level representation.
We use a linear output head h(task) (v[CLS] ) to perform each video-level endtask. Figure 8.3a illustrates our model. In Section 8.2.2, we will introduce
additional output heads, h(mask) and h(compat) along with the associated loss
functions `(mask) and `(compat) for pre-training object transformers in a selfsupervised manner.
Discussion: Object-Centric vs. Frame-Centric vs. Pixel-Volume. Most
existing methods either view a video as a list of 2D images (e.g., [84, 160]) or
a width×height×time pixel volume (e.g., [20, 41, 177]). While these views are
convenient, we argue that they are unnatural ways to look at the signals, possibly leading to difficulties in learning. After all, a video frame is simply a
projection of (constantly changing) objects and scenes in a 3D world snapshotted at a particular point of time. Modeling videos through modeling the
interactions among a list of 2D images likely suffers from model misspecification, because the projected 2D images do not interact with each other — It is
the objects in our 3D world that interact with each other. Object Transformers
directly model these interactions.
Modeling a video as a width×height×time pixel volume [177] amplifies
the problem even more, especially for long videos, because the pixel volume
is simply a stack of the 2D projections, with arbitrary camera positions. The
semantic of the viewed world is, however, invariant to these artifacts introduced
by observers. The pixel-volume view ignores this invariance, and thus likely
hurts data efficiency, let alone the prohibitive cost to scale 3D CNNs to long119

form videos. Object Transformers leverage tracking and avoid these issues.
In Section 8.4, we will empirically demonstrate the advantage of the objectcentric design over existing frame-list or pixel-volume designs.
8.2.2

Self-Supervision
Long-form video understanding also brings challenges in supervision.

Intuitively, long-form videos could enjoy less ‘supervising signal’ per pixel,
given its potentially larger number of pixels per annotation. In Section 8.4,
we will see that a long-form video model trained from scratch indeed suffers
generalization challenges in many tasks. One way to alleviate the supervision
issue is to first pre-train our model in a self-supervised fashion on unlabeled
videos, before fine-tuning on the end-tasks.2 We present two pre-training
strategies below.
1) Masked-Instance Prediction. One natural choice of the pretext task
is a masked instance prediction task, similar to Context Encoders [127] or
BERT [33]. Namely, we mask out features of randomly selected instances
M ⊂ U, and train our Object Transformers to predict the “semantics” (e.g.,
object categories, person actions) of the masked instances. Note that we mask
out only the feature vector z, but retain time stamp t, spatial position s,
instance embedding E(instance) , and shot embedding E(shot) for specifying ‘where
2

These pre-training methods are self-supervised, because they do not require additional
annotations to perform. Our full approach is not self-supervised because the short-term
features are learned from labeled data.

120

in a video’ to predict. Following standard practice [33], masked feature z is
replaced by a learned embedding z(mask) with 80% probability, replaced by a
randomly sampled feature with 10% probability, and stays unchanged with
the remaining 10% probability. At each output position corresponding to the
masked inputs, we use a output head h(mask) to predict a probability vector
p̂ ∈ ∆d−1 that regresses the pseudo-label3 p ∈ ∆d−1 using distillation loss [67]
(with temperature T = 1),
(mask)

`

(p, p̂) :=

d−1
X
k=0

−pk log (p̂k ) .

(8.2)

Figure 8.3b presents a visual illustration. Intuitively, this task asks
‘What object might it be? ’ or ‘What a person might be doing? ’ in the masked
regions, given the context. We humans can perform this task very well, given
our social knowledge and commonsense. We train Object Transformers to do
the same.
Discussion: Masked-Instance Prediction vs. Masked-Frame Prediction. Our method share similar spirits with Sun et al . [160]’s ‘Masked-Frame
Prediction’ pretext task (if removing their language components), but with important distinctions. ‘Masked-Frame Prediction’ is in fact quite easy, as linear
interpolation using the 2 adjacent frames already provides a strong solution in
most cases due to continuity of physics. This observation is consistent with the
observations in Sun et al . [160] that such pre-training method is data-hungry
3

We infer pseudo-labels using the same short-term model that is used to compute the
feature vector z.
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and that their ‘visual-only’ variant (without using language) is not effective.
Masked-Instance Prediction, on the other hand, does not suffer from the trivial
solution. It directly models how objects interact with each other, rather than
learning to interpolate in the projected 2D space.
Discussion: Masked-Instance Prediction vs. Spatial-Feature Learning Methods. Also, note that our goal of pre-training is different from the
goal of most prior work on self-supervised method on videos [8, 57, 74, 87, 117,
196]. They typically involve tracking an object or an interest point over time
to learn (e.g., view-point, scale, occlusion, lighting) invariance on one instance.
Their goal is learning robust spatial representations. In this paper, we aim at
learning longer-term patterns in videos.
2) Span Compatibility Prediction. The second pre-training pretext task
we use is to classify whether two spans of video are “compatible”. For example, we may define two spans to be compatible when they come from the same
scene or happen one after another. To solve this task, the model is encouraged to learn high-level semantics concepts, e.g., ‘wedding ceremony’ should
be more compatible with ‘party’ and ‘dinner ’ than ‘camping’ or ‘wrestling’.
Figure 8.3c illustrates this method. We use an output head h(compat) to obtain

v = h(compat) v[CLS] and use the InfoNCE loss [125] for compatibility training:
(compat)

`

+

v, v , v

−



+
e(v·v )
= − log
P −1 (v·vn− ) ,
e(v·v+ ) + N
n=0 e

(8.3)

where v+ and vn− correspond to the spans compatible and incompatible with
v, respectively.
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Discussion: Comparison to Next-Sentence Prediction. Compatibility
prediction is a modified version of the “next-sentence prediction” task commonly used in NLP [33]. One distinction is that while languages typically
have strict grammar and rich structures, videos are more flexible in structure.
For example, an event of ‘dinner’ can take place with an arbitrary number
of people for arbitrarily long and potentially presented in multiple shots in a
video. We thus relax the requirement of predicting immediate adjacency and
enforce a more relaxed “compatibility” objective. We will describe our exact
instantiation in Section 8.2.3.
8.2.3

Implementation Details

Instance Representations. We use a Faster R-CNN [135] with ResNet101 [65] backbone and FPN [103] pre-trained on COCO [104] to find nonhuman objects. The model obtains 42.0 box AP on COCO. We use the
RoIAlign [64] pooled feature from the Faster-RCNN as feature vector z. For
action detection, we adopt a Faster-R-CNN-based person detector [135] (∼93.9
AP@50 on AVA [60]) to detect people first, and use a ResNet-101 [65] SlowFast network [41] with non-local blocks [194] to compute RoIAlign [64] pooled
features as z for each person box. The model is pre-trained on AVA [60]
and achieves 29.4% mAP on the AVA validation set. We represent si,j as the


(top) (bottom) (left) (right)
positions of the four corners si,j , si,j
, si,j , si,j
, where each of the
values are normalized in [0, 1]. For tracking, we adopt the algorithm described
in Gu et al . [60]. We use PySceneDetect [21] for shot transition detection.
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Figure 8.4: The Long-Form Video Understanding (LVU) Benchmark.
Here we present three examples with their annotations for each task. LVU
contains a wide range of tasks for probing different aspects of video understanding research and model design. The full list of classes for each task, more
details, and more examples are available in Appendix A.
Compatibility Prediction. The MovieClips dataset [1] we use contains (typically one-to-three-minute-long) segments of movies. In this paper, we define
two spans to be compatible if they come from the same segment.
When training with compatibility prediction, each mini-batch of size
n comprises n/2 pairs of positive examples (v, v+ ). Each pair uses all other
examples in the same mini-batch as negative examples v− .
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avg
rank relation
(↑)
R101-SlowFast+NL
2.33 46.9±0.0
VideoBERT [160]
2.33 48.4±1.0
Object Transformer 1.33 52.5±1.4

content
speak
(↑)
35.8±0.0
37.9±0.9
39.4±1.2

user engagement
metadata
scene
like
views director genre writer
year
(↑)
(↓)
(↓)
(↑)
(↑)
(↑)
(↑)
56.3±0.0 0.386±0.000 3.77±0.00 44.9±0.0 53.0±0.0 36.3±0.0 52.5±0.0
55.2±1.0 0.320±0.016 4.46±0.07 47.3±1.7 51.9±0.6 38.5±1.1 36.1±1.4
56.9±1.0 0.230±0.0053.55±0.05 51.2±0.8 54.6±0.6 34.5±0.9 39.1±1.2

Table 8.1: Comparison to Prior Work. Our Object Transformer outperforms both baselines by a clear margin in terms of the overall ranking. The
results support that modeling the synergy across people and objects is important for understanding a long-form video. Interestingly, short-term models
suffice to work well for year prediction, which matches our expectation, since
the year can often be recognized through solely the picture resolution/quality
(Figure 8.4i). We report the average over 5 runs with standard error for
VideoBERT and Object Transformer.
Output Heads. Following prior work [33], h(mask) is a 2-layer MLP. h(compat)
and all end tasks use dropout with rate 0.1 followed by a linear layer.

8.3

The Long-Form Video Understanding (LVU) Benchmark
We introduce a new benchmark that contains 9 tasks for evaluating

long-form video understanding. The benchmark is constructed on the publicly available MovieClips dataset [1], which contains ∼30K videos from ∼3K
movies.4 We resize all videos such that their height is 480 pixels. Each video
is typically one-to-three-minute long.
Tasks. Our tasks cover a wide range of aspects of long-form videos, including content understanding (‘relationship’, ‘speaking style’, ‘scene/place’ ),
4

Videos are accessed on February 26, 2020. Animations are excluded. Outros are removed
for all videos.

125

user engagement prediction (‘YouTube like ratio’, ‘YouTube popularity’ ),
and movie metadata prediction (‘director’, ‘genre’, ‘writer’, ‘movie release
year’ ). Figure A.1 presents examples of each task. For content understanding
tasks, we parse the description associated with each video and use the most
common discovered categories (e.g., ‘friends’, ‘wife & husband’, etc.) to form
a task (e.g., ‘relationship’ prediction). We use YouTube statistics for user
engagement prediction tasks. For metadata prediction tasks, we obtain the
metadata from the corresponding IMDb entries5 . Task construction details,
statistics, and more examples are available in Appendix A.
Evaluation Protocol. Content understanding and metadata prediction tasks
are single-label classification tasks, evaluated by top-1 classification accuracy.
User engagement prediction tasks are single-valued regression tasks, evaluated
by mean-squared-error (MSE). Compared to existing tasks [11, 215] on this
dataset, the output space and evaluation protocol of LVU is relatively simple.
We hope this choice makes result interpretation easier. Each task is split into
70% for training, 15% for validation, and 15% for testing. Since we predict
“movie” specific metadata for metadata prediction tasks, we make sure the
three splits contain mutually exclusive sets of movies. We select hyperparameters based on validation results and report all results on test sets.
5

https://www.imdb.com/
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8.4

Experiments

Pre-Training Details. We pre-train our models on the MovieClip videos for
308,000 iterations with a batch size of 16 (2 epochs of all possible, overlapping
spans) using Adam [86], with a weight decay of 0.01 and a base learning rate
of 10−4 . We use linear learning rate decay and linear warm-up [58, 65] for the
first 10% of the schedule, following prior work [105]. We sample 60-second
video spans for training our models.6 Since each example contains a different
number of instances of different lengths, we perform attention masking as
typically implemented in standard frameworks [200].
End-Task Fine-Tuning Details. Following prior work [105], we perform
grid search on training epochs and batch size ∈ {16, 32} on validation sets.
We report the average performance over 5 runs in Section 8.4.1. We use a base
learning rate of 2e-5 (the same as what is used in BERT [33]), which we find to
work well for all tasks. Other hyperparameters are the same as pre-training.
8.4.1

Main Results
We start with evaluating different state-of-the-art existing methods on

long-form tasks, and comparing them with the proposed Object Transformers.
Compared Methods. The most prominent class of video understanding
methods today is probably 3D CNNs with late fusion [20, 41, 177, 179, 194],
6

In preliminary experiments, we do not see advantages with a longer training schedule
or using spans longer than 60 seconds.
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which has been widely used for a wide range of tasks [85, 90, 148, 154]. To
compare with this category of methods, we use a large state-of-the-art model,
a ResNet-101 [65] SlowFast network [41] with non-local blocks [194] running
on 128 frames, pre-trained on Kinetics-600 [17] and AVA [60] as a baseline
method. We train the network using SGD with cosine learning rate schedule, linear warmup [58], and a weight decay of 10−4 , following standard practice [41]. We select the base learning rate and the number of training epochs
on the validation set for each task.
Another promising baseline we compare to is the recently proposed
frame-based long-term models, VideoBERT [160]. We compare with its visiononly variant since language is beyond the scope of this paper.7
Results. Table 8.1 shows that our Object Transformer outperforms both
baselines by a clear margin in terms of the overall ranking. The short-term
model (‘R101-SlowFast+NL’), is not able to perform well even with a large
backbone and strong pre-training (Kinetics-600 [17] and AVA [60]). This validates the importance of long-term modeling. We also observe that objectcentric modeling (Object Transformers) is advantageous compared with framecentric modeling (‘VideoBERT’ [160]). Interestingly, short-term models suffice
to work well for year prediction. This should not come as a surprise, since local
statistics such as image quality or color style already capture a lot about the
7

We reached out to the authors of VideoBERT [160], but they were not able to share
the code with us. We thus present results based on our re-implementation. We select
hyperparameters for VideoBERT [160] with the same grid-search protocol as our method
for a fair comparison.
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pre-train
relation speak
None
46.9
39.8
Mask
54.7
40.3
Mask+Compat 50.0
32.8
∆
(+7.8) (+0.5)

scene
53.8
58.0
60.0

like↓ views↓ director genre
0.262
3.44
43.0
55.8
0.238
3.71
53.3
56.1
0.234 3.37
58.9
49.3

writer
34.5
35.1
32.7

year
35.0
40.6
39.9

(+6.2)

(-.028)

(+0.6)

(+5.6)

writer
28.6
37.5
32.7
35.1

year
37.8
32.9
34.3
40.6

writer
35.1
36.3

year
40.6
42.0

writer
32.7
35.1

year
37.8
40.6

(-.07)

(+15.9)

(+0.3)

(a) Pre-training

relation speak
Short-term
50.0
40.3
Avg pool
37.5
36.8
Max pool
50.0
37.8
Transformer 54.7
40.3

scene
52.9
57.1
58.8
60.0

like↓ views↓ director genre
0.366
3.57
54.2
52.9
0.496
3.82
40.2
54.4
0.284
3.78
52.3
55.8
0.234 3.37
58.9
56.1

(b) Long-term module

Person
Person+Obj.

relation speak
54.7
40.3
54.7
37.8

scene
60.0
58.8

like↓ views↓ director genre
0.234 3.37
58.9
56.1
0.223 3.67
48.6
55.8

(c) Modality

10k
30k (all)

relation speak
50.0
40.8
54.7
40.3

scene
58.0
60.0

like↓ views↓ director genre
0.230 3.42
53.3
53.2
0.234 3.37
58.9
56.1

(d) Number of pre-training videos

Table 8.2: Ablation Experiments. Our results validate that self-supervised
pre-training brings consistent gains across tasks (8.2a). We also observe that
simpler pooling methods are not as effective as a transformer, supporting that
object-level interaction modeling is beneficial (8.2b). Modeling non-person
objects is beneficial for a few tasks, but modeling humans along is already
strong in most of the tasks (8.2c). Finally, pre-training on more data helps in
most cases (8.2d), suggesting promising future work using even larger datasets.
(↓: lower is better)
‘year ’ of a video (e.g., as shown in Figure 8.4i). VideoBERT [160] works well
for writer prediction, suggesting that this task might not require too much
detailed interaction modeling.
In short, a long-term and object-centric design is important for a wide
range of LVU tasks.
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8.4.2

Ablation Experiments

Pre-Training. We first evaluate the impact of the proposed pre-training
methods. Table 8.2a shows that on all tasks we evaluate, pre-training is beneficial.8 In particular, Masked Instance Pre-Training alone works well in almost
all tasks, while adding Compatibility Pre-Training helps in 4 out of the 9 tasks.
Interestingly, our results are similar to observations in NLP research, where
the ‘masked-language model’ alone works well on some tasks (e.g., [81]), while
additionally using ‘next-sentence-prediction’ helps on others (e.g., [33]). In
other parts of this paper, we use the best performing pre-training method
(selected based on validation results) as the default for each task.
Long-Term Module. Most existing methods perform either pooling-based
aggregation [190] or no aggregation at all (late fusion only) [41, 194] when it
comes to long-term modeling. Table 8.2b compares our Object Transformer
with these approaches. All methods in Table 8.2b build on the same input
features. The only difference is the module built on top of these features.
Object Transformer works better on 8 out of the 9 tasks, showing that for longform video understanding, a more powerful object-level interaction modeling is
advantageous. Interestingly, for ‘movie writer ’ prediction, a transformer does
not outperform even average pooling. We conjecture that writer prediction
might require a higher level of cognition or abstraction ability, which is beyond
8
In ablation experiments, we report the results without averaging over 5 runs due to computation resource constraints. Thus the results are almost the same, but slightly different
from the results reported in Table 8.1.
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what transformers can do. We think studying this task is an interesting future
direction.
Modality. While humans are arguably the most central elements for understanding a video, we study the benefit of including other objects. Table 8.2c
shows that adding objects brings only mild improvement on three tasks. This
suggests that human behavior understanding plays a crucial role in most longform tasks.
Number of Pre-Training Videos. A great advantage of our pre-training
methods is that they are self-supervised, not requiring any human annotations.
It is thus relatively easy to pre-train on large-scale datasets. Table 8.2d shows
that on most tasks, pre-training on more data helps, suggesting promising
future research that leverages even more data.
Model Complexity. Table 8.3 presents a breakdown analysis for complexity
in terms of both model size and FLOPs. We see that our Object Transformer
is small and efficient. It is 2.2× smaller and takes only 0.7% of the FLOPs
compared to short-term action detection. We thus expect future research on
long-form video understanding to be accessible.
Example Predictions of Masked Instance Prediction. Finally, we present
a case study to understand what the model learns with Masked Instance Prediction. Figure 8.5 presents three examples from a hold-out dataset of AVA [60]
along with the model outputs. We see that our model leverages the context,
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params (M)
FLOPs (G)

Action Detection
59.2
242.0

Object Detection
60.6
88.6

Transformer
27.0
1.8

Table 8.3: Inference Complexity Breakdown. Object Transformer is small
and efficient — taking only 0.7% of the FLOPs and being 2.2× smaller compared to Action Detection.
some of them not on the same frame, and make sensible predictions without
seeing the actual content. This validates that long-term human interactions
can indeed be learned in a self-supervised way.
8.4.3

Experiments on AVA
So far we have evaluated Object Transformers on long-form video tasks.

We next evaluate its ability to improve “short-form” recognitions through incorporating long-term context. Here evaluate our method on AVA [60] V2.2
for spatial-temporal action detection. Performance is measured by mAP, following standard practice [60].
Adaptation to AVA. Note that directly fine-tuning Object Transformers
to predict the box-level AVA outputs would lead to a “short-cut” solution,
where the model directly looks at the corresponding input feature z without
long-term modeling. We thus mask out the input features z for the target
instances (similar to masked-instance pre-training) when fine-tuning the AVA
model. This, however, would put our model at a disadvantage, since prediction
given only the context is much harder than the original task. We thus take a
simple approach of late fusing the short-term prediction, and fine-tuning only
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AVA V2.1
AVA [60]
ACRN [161]
STEP [210]
Zhang et al . [218]
RTPR [97]
Girdhar et al . [48]
LFB
AVSlowFast [205]
AVA V2.2
AVSlowFast [205]
AIA [166]
X3D-XL [40]
SlowFast R101 [41]
Object Transformer (masked)
Object Transformer

input

pre-train

mAP

FLOPs

V+F
V+F
V
V
V+F
V
V
V+A

K400
K400
K400
K400
ImageNet
K400
K400
K400

15.6
17.4
18.6
22.2
22.3
25.0
27.7
27.8

-

V+A
V
V
V
V
V

K400
K700
K600
K600
K600
K600

28.6
32.3
27.4
29.4
29.3
31.0

1.000×
1.007×
1.007×

Table 8.4: Action Recognition Results on AVA. Object Transformer
outperforms prior work, which uses only short-term information. Our results
suggest that long-term interaction and context are beneficial for short-form
tasks as well. (V: Visual; A: Audio; F: Flow; K400: [85]; K600: [17]; K700:
[18].)
the final linear layer (for 2000 iterations using a base learning rate of 10−4 ).
This procedure is efficient, as no updating of the attention layers are involved.
Results. We evaluate and compare our Object Transformer with prior work
in Table 8.4. We see that without using optical-flow [60, 97, 161], audio [205],
or task-specific engineering, our Object Transformer outperforms state-of-theart short-term models that use comparable (K600 [17]) feature pre-training by
1.6% absolute (29.4% → 31.0%). This shows that even for short-form tasks,
it is beneficial to consider the long-term context to supplement or disambiguate
cases where local patterns are insufficient. Note that this improvement comes
almost “for free”, as it only uses 0.7% of additional FLOPs and fine-tuning
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Predictions: stand (99.2%), answer phone (97.8%)

Predictions: hand clap (79.1%), stand (71.5%), watch (a person) (69.4%)

Predictions: play musical instrument (90.1%), sit (56.9%)
Figure 8.5: Masked Instance Prediction Examples. Here we present
three examples along with their masked instances, and the actions of these
instances predicted by our model.† Without seeing the actual content, our
model leverages long-term context and makes plausible predictions. Some of
these (e.g., the top example) are not possible without modeling the longerterm context. (Best viewed on screen.)
†

: Here we list predictions with ≥50% probabilities. We present only 7 frames for each
example at 0.5 FPS due to the space constraint;

of a linear layer. Interestingly, a “masked” Object Transformer without late
fusion (denoted ‘Object Transformers (masked)’ in Table 8.4), still achieves
29.3, demonstrating that “given context only”, our model is able to leverage
context and predict the semantics of the masked parts of a video with stateof-the-art quality (also see Figure 8.5 for qualitative results).
In short, plugging an Object Transformer into a short-form task is easy,
and it leads to a clear improvement.
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8.5

Discussion
In this chapter, we take a step towards understanding the full picture

of long-form videos. We build a new benchmark with 9 tasks on publicly
available large datasets to evaluate a wide range of aspects of the problem.
We observe that existing short-term models or frame-based long-term models
are limited in most of these tasks. The proposed Object Transformers that
model the synergy among people and objects work significantly better.
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Chapter 9
Discussion and Future Directions

In this thesis, motivated by that the current computer vision systems
are “forced ” to take a short-term view due to computational constraints, we
introduce a number of methods to alleviate these constraints and demonstrate
the promising potential of longer-term vision models.
In Part I, we show that the efficiency of video systems can be greatly
improved through leveraging the temporal redundancy of videos. In Chapter 4,
we show that we can apply a video model directly on compressed videos,
devoid of redundancy, for efficient recognition. In Chapter 5, we introduce a
simple deep-network-based video compression codec that performs on par with
prevailing codecs that requires significantly more engineering. In Chapter 6,
we propose a multigrid training method that enables 4-6× speedup in video
model training.
While we still have not completely removed the computational constraints for video modeling, our results validate the promising potential of the
proposed directions. A number of recent works have shown promising improvements over what we described to further improve efficiency [107,138,145,191].
For example, Shou et al . [145] extend CoViAR by predicting finer motion de-
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tails and achieve an improved efficiency-accuracy trade-off. Rippel et al . [138]
propose a new framework with learned states and jointly compressed motion
estimates, leading to compression rates better than HEVC/H.265, AVC/H.264,
and VP9. We hope step by step, we will remove the computational constraints
and enable vision models to see a longer temporal horizon.
Furthermore, in Part II, we validate that enabling video models to have
a long-term view is indeed advantageous. In particular, we demonstrate that
long-term context leads to more accurate recognition (Chapter 7) and modeling
the long-term synergy allows us to tackle more challenging video understanding problems (Chapter 8). We think long-form video understanding still has
great room for improvement. Humans can infer significantly more properties,
recognize more events, and understand much more complex interactions than
current video models.
Fortunately, we have observed a steady and promising improvement in
long-term video modeling recently. For example, methods using LFB have
been improved quickly and leading on standard benchmarks [22, 193]. The
research on temporal modeling [72,84,219] and interaction modeling [13,48,75,
110, 114, 118, 169, 195, 218] has also drawn growing attention. We expect quick
advances brought by these lines of work. We also hope our newly proposed
benchmark will facilitate related research.
Some of our methods have led to practical impacts or new applications.
For example, our multigrid training method (Chapter 6) has been implemented
in large corporates including Google [131], Amazon [172], Facebook [201], and
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SenseTime to reduce the training cost of video models. Regarding new applications, our compressed video recognition method (Chapter 4) has led to new
possibilities for recognition on embedded-devices [71]. Deep video compression (Chapter 5) has been applied to video conferencing [192]. Extensions of
LFB (Chapter 7) have demonstrated applications in wildlife behavior understanding and vehicle detection [14]. We hope scalable video understanding will
continue to bring new possibilities and relax the computational constraints.
In short, we have presented a number of methods towards scalable and
long-term video understanding in this thesis. We hope this is a step towards
a deeper, more detailed, and more insightful understanding of our endlessly
evolving visual world, with computer vision.
Challenges and Limitations. The video recognition models we describe in
this thesis typically require a large number of training data. Generalization to
real-world unseen scenarios or “tail-classes” remain challenging (e.g., can be
seen in Figure 7.6). One potential reason is that prevailing computer vision
methods mainly operate on 2D camera frames, without considering the original 3D world structure, making them harder to generalize to unseen camera
viewpoints. Furthermore, going towards long-form video understanding, the
supervision could become sparser, in the sense that an instance of a long-term
notion corresponds to more pixels than short-term tasks. Collecting labels for
long-form understanding could also be more challenging as the label taxonomy is less well-defined. Incorporating additional structures, such as 3D or
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physics, or additional modalities, such as sound, smell, touch, or language, is
one potential strategy for alleviating this issue.

9.1

Future Directions
In this thesis, we have examined each aspect of scalable video under-

standing approaches in isolation for clarity. These methods are complementary, and a logical extension is to integrate these strategies. For example,
jointly optimizing compressed video recognition (Chapter 4) and deep video
compression (Chapter 5) might potentially improve recognition while making
compression semantic-aware.
Furthermore, as we discussed in Chapter 1, longer-term video understanding blends in notions such as psychology, cultures, physics, causality, or other common sense. A rich body of literature studies these problems [55, 142, 146]; we think incorporating them into a perception system is
important for building a truly “intelligent” machine.
Finally, so far we mainly focus on understanding the contents of a video.
Nonetheless, many videos, such as TV shows, movies, or Vlogs are created,
filmed, and edited the way they are for a reason, e.g., to tell a story, to entertain
viewers, or to introduce a product. Human watchers can typically get these
messages. Enabling computer vision systems to do the same is potentially
useful for applications such as search engines, recommender systems, or user
experience research.

139

Appendices

140

Appendix A
Long-Form Video Understanding (LVU)
Benchmark Details

In this appendix, we provide additional details for the 9 LVU tasks.
The dataset will be released upon acceptance.
• Relationship prediction is a 4-way classification task over ‘friends’, ‘wifeand-husband ’, ‘boyfriend-and-girlfriend ’, and ‘ex-boyfriend-and-ex-girlfriend ’.
The ground-truth labels are mined from the description associated with each
video. For example, given the description, ‘Rosemary (Mia Farrow) and her
husband (John Cassavetes) quarrel about doctors; she feels the baby kicking.’, we can infer the ‘wife-husband ’ relationship for this video. This task
contains 399 videos.
• Way of speaking prediction is a 5-way classification task over ‘explain’,
‘confront’, ‘discuss’, ‘teach’, and ‘threaten’. The labels are mined analogously to the relationship prediction task. This task contains 1,345 videos.
• Scene/place prediction is a 6-way classification task over ‘office’, ‘airport’, ‘school ’, ‘hotel ’, ‘prison’, and ‘restaurant’. The labels are mined analogously to the relationship prediction task. This task contains 796 videos.
• Director prediction is an 8-way classification task over ‘Ron Howard ’,
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‘Martin Scorsese’, ‘Steven Spielberg’, ‘Quentin Tarantino’, ‘Ridley Scott’,
‘Peter Jackson’, ‘Robert Rodriguez ’, and ‘Mark Atkins’. These classes correspond to the 10 most frequent directors in our dataset, excluding Ethan
Coen and Joel Coen. The Coen brothers co-direct frequently; we remove
them to set up a single-label task. This task contains 950 videos.
• Writer prediction is 7-way classification task over ‘Stephen King’, ‘Sylvester
Stallone’, ‘John Hughes’, ‘Ian Fleming’, ‘Akiva Goldsman’, ‘David Koepp’,
and ‘no writer ’ (e.g., documentary). They correspond to the 10 most frequent writers in our dataset, excluding Ethan Coen and Joel Coen (due to
the same reason we discussed above) and Richard Maibaum, whose movies
largely overlap with Ian Fleming movies. This task contains 1,111 videos in
total.
• Genre prediction is a 4-way classification task over ‘Action/Crime/Adventure’,
‘Thriller/Horror ’, ‘Romance’, and ‘Comedy’. The labels are obtained through
IMDb. We exclude videos that belong to more than one of these genres.
There are 4,307 videos in this task.
• Year prediction is a 9-way classification task over the movie release “decades”,
in ‘1930s’, ‘1940s’, . . . , ‘2010s’. The labels are obtained through IMDb.
This task contains 1,078 videos.
• YouTube like ratio prediction is regression task to predict how much
a video is “liked”, namely,
1

likes
likes+dislikes

· 10.1 We access the like and dislike

We scale the target by 10 (thus the target is in [0, 10]) for consistency with recommen-
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counts using YouTube Data API V32 on August 4th, 2020. We use videos
with at least 30,000 votes in this task. The most liked video is the ‘A
Pocketful of Sunshine’ scene from movie ‘Easy A (2010)’3 with 32,967 likes
and 242 dislikes. The least liked video is the ‘Seeing an Old Friend ’ scene
from movie ‘Enter the Ninja (1981)’4 with 18,595 likes and 15,432 dislikes.
This task contains 940 videos in total.
• YouTube view count prediction is a regression task. The view counts
are also accessed using YouTube API V3 on August 4th, 2020. Since the
view counts follow a long-tail distribution, we predict log(views) in this
task. To control the effect of video upload time, all videos in this task were
uploaded to YouTube in the same year (2011). The most viewed video is the
‘Kong Battles the T-Rexes’ scene from ‘King Kong (2005)’5 with 132,862,771
views. The least viewed video is the ‘Margo to the Rescue’ scene from ‘The
Locksmith (2010)’6 with 531 views. This task contains 827 videos.
Figure A.1 presents example frames for all classes in each classification task.

dation system literatures (e.g., [34]), where the scale of ratings are often in [0, 10].
2
https://developers.google.com/youtube/v3
3
https://www.youtube.com/watch?v=ylvh800i85I
4
https://www.youtube.com/watch?v=G_1jQkCRF58
5
https://www.youtube.com/watch?v=ZYZsJYZVt5g
6
https://www.youtube.com/watch?v=oGKr8bdx_5E
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Figure A.1: Additional Examples for Classification Tasks. Here we
present example frames for all the classes in each classification task. (Best
viewed on screen.)
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