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Along the Antarctic coastline, ice shelves extend over the ocean, forming where glacial

ice streams flow from the land to the sea. Ice shelves are important structures for the

climate system, as they hold back land ice from reaching the ocean and contributing to

sea level rise. In the Amundsen Sea region of Antarctica, ice shelves are in contact with

warm, subsurface ocean waters, which is likely a key driver of high meltrates, thinning,

and glacial mass loss. Numerical models of the ocean circulation in the Amundsen Sea

have been essential for building our understanding of the mechanisms responsible for heat

delivery and meltrate response. However, these computational models are subject to a host

of uncertainties stemming from the representation of external forcing and unresolved physical

processes. The primary goal of this work is to address this issue.

We develop a numerical model of the ocean circulation in the cavity formed by the Pine

Island ice shelf, which is fed by one of the fastest flowing glaciers in Antarctica. We then

formulate a two-stage Bayesian inverse problem in which we constrain the open boundary

conditions of the model to the sparsely available observations of the ocean state in Pine

Island Bay. In the inference problem we specify our prior uncertainty according to Gaus-

sian statistics. We build off of previous work to develop a general covariance model that is
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appropriate for applications with complex boundaries, multivariate control parameters, and

highly anisotropic length scales - a common scenario in oceanography. In the first stage of

the inference problem we solve an optimal interpolation problem to inform an initial esti-

mate of the mean and posterior uncertainty of the open boundary conditions. We use this

initial estimate to refine the nonlinear forward model configuration. We evaluate the sub

ice shelf cavity circulation and meltrate response to parameterizations of (1) subgrid-scale

ocean turbulence and (2) ice-ocean interactions. We find that a recently developed param-

eterization scheme based on quasi-geostrophic dynamics together with a velocity dependent

meltwater flux provides a reasonable representation of the circulation, and serves as our

baseline numerical model. In the second stage of the inverse problem, we condition the open

boundary conditions on mooring data, subject to the dynamics of this numerical model. We

then use an adjoint-based method to propagate uncertainty onto the simulated sub ice shelf

meltrate. We find that most of the information gained in the temperature and salinity fields

is achieved during the optimal interpolation problem. In the second stage of the inverse

problem, however, we further reduce our uncertainty stemming from the velocity field. We

emphasize that no direct observations of the velocity field are considered during this stage,

highlighting the success of the numerical model in transferring information from observed to

unobserved quantities.
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Notation

α The square of the order of the Matérn Laplacian-like operator, equal to

ε+ d/2 (chapter 2)

A The discretized form of the Matérn SPDE defined in chapter 2

β A regularization parameter

c(x̂1, x̂2) Covariance between the points x̂1 and x̂2, defined in equation (2.2)

C A matrix defined by a differential operator that forms the covariance ma-

trix CCT . In Table 4.1, CLeith, C4Leith, and CQGLeith refer to nondimen-

sional constants for the Leith and QG Leith parameterizations.

D Diagonal matrix containing λi/(λi + 1)

D̂ Diagonal matrix containing µi/(µi + 1)

Dδ Diagonal matrix containing δi (chapter 2)

Dz Diagonal matrix containing a normalization for the right hand side of the

discretized Matérn SPDE (chapter 2)

d, dOI Vector denoting data values used in the inverse problem. No subscript

refers to the mooring data used in the second stage, and the OI subscript

refers to the CTD/LADCP data used in the OI problem (first stage).

d Dimension of the Gaussian field in chapter 2, usually 2 in this work. (Note

difference between data vector is that this is not bold).
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δ The scaling parameter used in the Matérn function and SPDE, appropriate

for the computational domain, Ω (chapter 2)

δ̂ The analog of δ in the transformed space Ω̂ (chapter 2)

ei Canonical basis vector

Ei A grid cell

∂Ei Grid cell boundary

ε Mean-square differentiability of a Matérn field (chapter 2)

η Sea level anomaly (chapter 1)

f Function mapping the parameter field m to the location of mooring ob-

servations (parameter to observable map)

Fm Jacobian of the parameter to observable map with respect to the control

parameters, ∂f/∂mT

F A generic flux field

g The gravitational constant, '9.81 m/s2 (chapter 1)

G The interpolation operator. Subscripts refer to a specific variable, e.g. Gθ

operates on the potential temperature field

γ The ice-ocean transfer coefficient, subscripts indicate the appropriate co-

efficient for temperature and salinity (chapter 4)

Γ Covariance matrix, e.g. Γprior is the prior covariance. Subscripts denote

a covariance for a single variable, e.g. Γprior,θ is the prior covariance for

temperature at the open boundary

H The Hessian of the regularized misfit cost function used in chapter 6

HOI The Hessian of the regularized misfit cost function used in the OI problem

(chapter 3)

H̃OI, H̃ The prior preconditioned misfit Hessians defined in chapters 3 & 6, re-

spectively.
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Chapter 1

Introduction

1.1 Motivation

The Antarctic ice sheet gains mass via snowfall over land, and loses mass to melt induced

continental runoff and the flux of gravity driven ice streams into the sea. Along the Antarctic

coastline, ice shelves form where these ice streams reach the sea and form floating extensions

over the ocean surface. Ice shelves in the Amundsen Sea in West Antarctica (Figure 1.1) are

characterized by high basal meltrates, and account for roughly a quarter of the meltwater

flux from the Antarctic continent over the last two decades (Adusumilli et al., 2020). For

many of the ice shelves in the Amundsen Sea, high meltrates lead to ice shelf thinning,

which reduces lateral buttressing: a mechanism responsible for holding back upstream ice

from reaching the sea e.g. (Dupont and Alley, 2005). Decreased buttressing can therefore

lead to an increase in mass loss from grounded ice, and sea level rise (Gudmundsson et al.,

2019; Fürst et al., 2016).

Our best estimates of meltrates have been derived from high resolution satellite imagery,

providing temporally averaged (Rignot et al., 2013; Depoorter et al., 2013) and more re-

cently the temporal evolution of (Adusumilli et al., 2020) meltwater fluxes from Antarctic

ice shelves. Detailed analysis of satellite imagery suggests that ice shelf melting and thinning

is driven by oceanic forcing (Rignot, 2002). However, understanding the ocean’s true role in

1



(a) (b)

Figure 1.1: The study area. (a) The Amundsen Sea, West Antarctica. The region’s location
relative to Antarctica is indicated by the box in the globe in the upper left corner. The
colorbar indicates bathymetry on the continental shelf and height of land ice. The white
areas refer to the major floating ice shelves in the region, and the computational domain
is indicated by the box around the Pine Island ice shelf. The topography and ice shelf
locations are from BedMachine Antarctica Morlighem et al. (2020); Morlighem (2019). (b)
Water column depth of the computational domain. Depth is obtained after regridding the
ice topography and bathymetry shown in panel (a). The orange line shows the approximate
icefront location, such that the Pine Island ice shelf lies to the east. Locations of observations
used in this study are shown in white. This figure is also shown in Smith (2021).
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driving ice shelf melting requires a deeper synthesis of (1) observations of the surrounding

ocean and (2) the dynamical laws of its motion. Past work has been limited in its ability

to integrate data with high fidelity, realistic simulations of the ocean circulation in order

to provide this synthesis. For instance, Jacobs et al. (2011) used temperature, salinity, and

velocity observations from 1994 and 2009 to infer that the increase in melting under the Pine

Island ice shelf during that time coincides with an increase in the strength of the surrounding

ocean circulation. This conclusion makes an important link: ocean forcing is a prime candi-

date for driving high meltrates, and subsequently ice shelf thinning, under the Pine Island

ice shelf. However, in this case the details of the ocean circulation that leads to increased

melting are somewhat murky because this inference is based on idealizations of the ocean

flow (thermal wind balance) between sparse observations.

On the other hand, general circulation models of the ocean circulation in the Amundsen

Sea can provide a rich, three dimensional description of the dynamics that link ocean forcing

and ice shelf melting in the region. For instance, modelling efforts have repeatedly shown

that relatively warm Circumpolar Deepwater (CDW) is driven onto the continental shelf by

Ekman pumping at the shelf edge, (Thoma et al., 2008; Webber et al., 2018; Dotto et al.,

2019). The CDW is then steered topographically via troughs to the base of the ice shelves

e.g. (St-Laurent et al., 2012; Nakayama et al., 2019, 2017; Kimura et al., 2017; Nakayama

et al., 2018).

These free running numerical models, however, are subject to a number of uncertainties

that can limit the interpretation of their predictions. For example, uncertainties in models of

the Amundsen Sea circulation can arise from the prescribed external (atmospheric or oceanic

boundary) forcing, the representation of bedrock and ice shelf topography, the representation

of ice-ocean interactions, and the parameterization of subgrid-scale ocean turbulence. Ideally,

we would like to constrain these uncertainties with available data sources in a high fidelity

model - providing the best of both worlds from numerical modelling and observation-based
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inference. More importantly, we wish to quantify our uncertainty in model predictions in

order to provide a sense of confidence in the simulation results. To address these issues,

we are motivated to formulate a Bayesian inference problem in which we quantify how well

ocean observations inform our estimate of ice shelf melting.

The Bayesian framework provides a rigorous methodology for uncertainty quantification

(UQ), incorporating our prior knowledge and assumptions together with observation errors

into the estimation of uncertain parameters and their impact on predictions. The result of

Bayesian inference (detailed in section 1.3) is a joint probability distribution, describing the

probability of a parameter set or prediction given available observations. We consider this

result to be extremely valuable, as it allows one to assess our confidence in model predictions

and the information gain from assimilating data.

Uncertainty quantification has had limited development in oceanography due to a num-

ber of challenges that arise in Bayesian inference. The most notable challenge stems from

the extreme computational demands of simulating the ocean circulation in a realistic config-

uration. For many oceanographic problems, Bayesian inversion is intractable as it requires

the solution of a high dimensional, coupled set of partial differential equations (see section

1.2 for details) for any parameter set, i.e. point on the posterior distribution. As a result,

past work in oceanographic UQ has required a number of approximations to the problem

formulation. For instance, Kalmikov and Heimbach (2014, 2018) quantify the uncertainties

in initial conditions, bottom drag, and wind stress and their impact on the simulated Antarc-

tic Cirumpolar Current strength in a global barotropic model. The barotropic assumption

significantly reduces the computational costs by assuming the ocean is a single layer fluid:

resulting in a time evolving 2D flow that has a much shorter adjustment timescale than

for 3D flows. More recently, Loose et al. (2020); Loose and Heimbach (2021) quantify un-

certainties relevant to a realistic, Boussinesq model in 20 year state estimate of the global

ocean circulation. Their analysis focuses on isolating the information gain in various quan-
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tities of interest, such as heat transport near the Greenland ice sheet, stemming from a few

observation locations based on the deterministic state estimate presented in Forget et al.

(2015).

Our work is motivated to extend these past efforts and build a computational framework

for end-to-end uncertainty quantification of predictions from ocean general circulation mod-

els. We use this framework to quantify the degree to which sparse observations of oceanic

conditions in the Amundsen Sea inform the cavity circulation under the Pine Island ice shelf.

We then scalably propagate the resulting uncertainties onto the simulated meltrate in order

to show how well these observations constrain ocean driven melting.

In the following sections, we provide some context for this Bayesian inversion. In section

1.2 we provide a more complete description of our computational domain and the forward

model that is encompassed in our ocean general circulation model. In section 1.3, we outline

the Bayesian inversion methodology. Finally, in section 1.4, we provide an outline of the

work, highlighting the main contributions.

1.2 Simulating the ocean circulation under the Pine Island ice

shelf

In this work we simulate the ocean circulation in Pine Island Bay and underneath the Pine

Island ice shelf, which is fed by one of the fastest flowing glaciers in Antarctica, e.g. (Rignot

et al., 2011). Our forward modelling framework builds on models developed by Dansereau

et al. (2014) and Heimbach and Losch (2012). The computational domain includes the sub

ice shelf cavity and extends westward to 102.75◦W and northward to approximately 74.46◦S.

The extent of the computational domain is shown by the black box in the bottom right

corner of Figure 1.1(a), and in more detail in panel (b) and Figure 1.2. The computational

domain, Ω, is comprised of the ocean, and is bounded by solid boundaries (∂Ωsolid) imposed
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by the ice (∂Ωice) and bedrock topography (∂Ωbed), such that ∂Ωsolid := ∂Ωbed ∪ ∂Ωice. The

open ocean surface in Pine Island Bay is referred to as ∂Ωsurf. The boundary at the northern

side of the domain is assumed to be completely solid (i.e. ∂Ωbed) as only 2% of the area along

this boundary is open. The western boundary is a so-called “open boundary”, ∂Ωopen, where

temperature, salinity, and normal velocity (which is the zonal component in this case) must

be prescribed in some manner.

We use the Massachusetts Institute of Technology general circulation model (MITgcm)

(Campin et al., 2021; Marshall et al., 1997a) to simulate the fluid flow underneath the ice

shelf, approximating the flow as Boussinesq, hydrostatic, and incompressible. We omit the

representation of sea ice because observations show that Pine Island Bay is largely free of

sea ice during the simulated time period (Scambos et al., 1996), see Appendix A. In this

case, the prognostic equations are to solve for the horizontal velocity components (zonal:

“in the direction of longitude”, and meridional: “in the direction of latitude”), temperature,

and salinity. At each time step, vertical velocity is diagnosed from the continuity equation.

Together, these equations are:

Dvh
Dt

+ (2ω × vh) +
1

ρ0

∇p = ∇ · ν∇vh + Fvh
drag

∂w

∂z
+∇hvh = 0

Dθ

Dt
= ∇ ·K∇θ + F θice

DS

Dt
= ∇ ·K∇S + FSice

∈ Ω . (1.1)
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These equations are subject to the boundary conditions:

v · n = 0 ∈ ∂Ωsolid

∂v||
∂n

= 0 ∈ ∂Ωsolid

n ·K∇θ = 0 ∈ ∂Ωbed

n ·K∇S = 0 ∈ ∂Ωbed

v = (uW , 0, 0) ∈ ∂Ωopen

θ = θW ∈ ∂Ωopen

S = SW ∈ ∂Ωopen .

(1.2)

Here v = (u, v, w) is the velocity vector, vh = (u, v) is the horizontal velocity vector, θ is

potential temperature, S is salinity, ω is the Earth’s rotation rate, ρ0 = 1030 kg/m3 is an

assumed reference density, and p is pressure. The vector invariant form is used, and thus

the material derivative in the horizontal momentum equations is

Dvh
Dt

=
∂vh
∂t

+ (∇× vh)× vh +∇
{

1

2
(vh · vh)

}
. (1.3)

At each time step, density: ρ = ρ(θ, S, p) is diagnosed according to the nonlinear equation

of state from Jackett and McDougall (1995). The sea surface is computed from hydrostatic

balance and a vertically integrated continuity equation,

1

ρ

∂p

∂z
= −g

∂η

∂t
= −∇h ·

∫ 0

−H
vh dz

∈ Ω . (1.4)

Here g is the gravitational constant, H = H(x), x ∈ ∂Ωbed is the local depth of the water

column, and η is the sea surface height. We note that at the surface the following relation
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holds: w = ∂tη|z=0 ∈ ∂Ωsurf. The solution method for the free surface is obtained via a

projection method that is described in detail in Appendix 2 of Marshall et al. (1997b).

The forcing terms on the right hand side of equation (1.1) are described as follows. The

representation of subgrid ocean turbulence is represented by the rank two tensors, ν and

K. These terms resemble molecular viscosity and diffusion, except that the elements of the

tensors take on larger values to account for the representation of subgrid processes and to

obtain numerical stability. The latter is often established empirically. There are a number

of ways to parameterize these terms, and this is discussed at greater length in chapter 4.

However, as a simple, illustrative example, one may prescribe the diagonal elements and

assign values representing the transfer of tracer properties and momentum in the horizontal

and vertical separately, e.g.

ν =


νh 0 0

0 νh 0

0 0 νr

 K =


κh 0 0

0 κh 0

0 0 κr

 . (1.5)

At the bottom boundary, bottom drag dissipates momentum via a quadratic drag law encap-

sulated in Fvh
drag. The fluxes of heat and salt imposed by ice shelf, F θice and FSice, are subject

to parameterizations that are more fully described and tested in chapter 4.

1.3 Bayesian inversion: a two stage approach

Determining the inference parameters. In the governing equations above, the most

notable sources of uncertainties arise from the representation of subgrid turbulence, the pa-

rameterization of ice-ocean interactions, the representation of bathymetry, and the prescribed

open boundary conditions. The dimensionality of each of these parameterizations is shown

in Table 1.1, after the equations from the previous section are discretized according to the
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(◦C)

Figure 1.2: (left) A view of the computational domain in height - longitude space. The
computational domain, Ω, is shown with potential temperature (colorbar) computed from
the model used in chapter 6. (right) Figure 1.1(b), repeated with a white line indicating the
slice shown in here in left panel.

details presented in chapters 2 & 4. Inferring all of these parameters presents a serious chal-

lenge due to the high dimensionality and nonlinearity of the governing equations. To make

matters worse, the number of available observations is relatively low. Figure 1.2 shows the

location of data used in this study: four moorings providing temperature and salinity data

at about five vertical levels each, and vertical profiles at nine locations from Conductivity,

Temperature, and Depth (CTD) and Lowered Acoustic Doppler Current Profilers (LADCP)

casts (Appendix A). We note that the sparsity of data is due to the fact that it is extremely

expensive and logistically challenging to obtain ocean based observations near Antarctica.

Given these challenges, we assume that the main parameters to be inferred are the open

boundary conditions, prescribing temperature, salinity, and zonal velocity at the western

boundary. We assume that bedrock and ice shelf topography is well specified by the BedMa-

chine Antarctica dataset (Morlighem, 2019; Morlighem et al., 2020). Additionally, while we

do not explicitly quantify uncertainties related to the parameterization of subgrid ocean tur-

bulence and ice-ocean interactions, we perform a suite of forward modelling experiments in

chapter 4 and Smith (2021) to justify their prescription. Specifically, we show that employing

subgrid turbulence and ice-ocean transfer parameterizations that are nonlinear functions of
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Table 1.1: Approximate dimensionality of the main sources of uncertainty, upon discretiza-
tion discussed in chapters 2 & 4. The number of degrees of freedom for ν could, for instance,
apply to νh and νr separately, and similarly for κ. The degrees of freedom of the meltrate
fluxes, F θice and FSice, provides a representation for any coefficient involved in their parame-
terization, for example. Numbers are rounded to the nearest hundred.

ν, κ H(x) F θice, FSice uW , θW , SW
Domain Ω ∂Ωbed ∂Ωice ∂Ωopen

#DOF 427,000 23,200 16,700 3,800

the locally resolved flow properties (i.e. they are “flow aware”), together with data-informed

boundary conditions produces a model that best resembles observations due to physical

mechanisms generated by these parameterizations.

The inference methodology. Broadly speaking, we inherit the Bayesian inference method-

ology from Tarantola (2005), which has formed the basis for a number of successful large

scale, probabilistic geophysical inverse problems, e.g. (Alghamdi et al., 2021, 2020; Isaac

et al., 2015; Kalmikov and Heimbach, 2014; Bui-Thanh et al., 2012; Flath et al., 2011). We

make a slight modification, and take a two stage approach to the inverse problem, which

we describe here. We define the generic control vector, comprised of temperature, salinity,

and zonal velocity at the open boundaries as m := [θT ,ST ,uT ]T ∈ RNm . This definition

assumes the structured, finite volume discretization that is detailed in chapters 2 & 4. The

probability distribution, expressing any prior knowledge and assumptions about m is defined

generally as πprior(m).

In the first stage of the inverse problem, we obtain a data-informed approximation for

the open boundary conditions by solving an optimal interpolation (OI) problem. In the OI

problem we employ the CTD (for temperature and salinity) and LADCP (for velocity) casts

near the western boundary of the domain, which are located at the white dots in Figure 1.2.

The data are assumed to deviate from a “true value” according to the conditional probability

distribution πobsOI(dOI|dtruthOI). We define a simple interpolation operator, G : RNm → RNOI ,
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which maps a parameter field m to the locations of the CTD and LADCP observations near

the western boundary. The conditional likelihood describing the probability of obtaining the

observed values from a parameter field, m, in this case is:

πlikeOI(dOI|m) := πobsOI(dOI|G(m)) . (1.6)

Accordingly, Bayes rule allows us to write the posterior distribution in terms of these prior

and likelihood distributions as:

πpostOI(m|dOI) ∝ πprior(m)πlikeOI(dOI|m) . (1.7)

In the second stage of the inverse problem, we invoke the full nonlinear forward model,

and inherit the OI posterior, πpostOI(m|dOI), as the new prior. In this stage, we consider the

vector of mooring observations, d, that exist inside the computational domain (see moorings

labelled BSR5, iStar8, PIG N, and PIG S in Figure 1.2). Similar to the cast data, the

moorings are assumed to be defined as having deviations from true values described by the

distribution: πobs(d|dtruth). We define the parameter to observable map: f : RNm → RNd .

This mapping involves solving the forward model described in section 1.2, and subsampling

the ocean state (temperature and salinity) at the various points in space where the moorings

have instruments. A more detailed formulation of f is given in chapter 6. The conditional

likelihood can then be written as:

πlike(d|m) := πobs(d|f(m)) , (1.8)

and at last, we can write the posterior distribution from both stages of the inverse problem
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as:

πpost(m|d) ∝ πlike(d|m)πpostOI(m|dOI)

∝ πlike(d|m)πlikeOI(dOI|m)πprior(m) .

(1.9)

Our reasoning for formulating the problem in two stages can now be made clear. We

observe that evaluating the posterior distribution at any point in parameter space involves

an evaluation of the expensive forward model encapsulated in πlike through f(m). Therefore,

any methodology for approximating πpost(m|d) that relies purely on sampling will be com-

putationally intractable. This motivates us to take advantage of the correspondence between

the solution of a deterministic optimization problem and the maximum a posteriori (MAP)

point of the posterior, e.g. (Isaac et al., 2015; Alghamdi et al., 2020; Flath et al., 2011; Bui-

Thanh et al., 2012). Here, we proceed by first finding the MAP point of the OI problem. We

then use this information as an initial guess to an optimization problem with the MITgcm.

It is well known that providing a good initial guess to any nonlinear optimization problem

is crucial to achieving a reasonable result. For instance, this concept is highlighted from a

fresh perspective of optimal control in the context of chaotic dynamical systems in Gebbie

and Hsieh (2017). We find that solving the OI problem first gives us an excellent initial

guess before undergoing optimization with the full nonlinear model. As a result, we are able

to show the posterior distribution conditioned on all of the data shown in Figure 1.2 in a

computationally efficient manner. The many details that go into this two stage process are

outlined in the following section.

1.4 Outline

In this section we provide a high level description of the contributions within this work,

broken down by chapter. In general, the main contribution is the computational infras-

tructure for end-to-end uncertainty quantification in predictions of oceanographic quantities
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of interest within the context of realistic simulations governed by the equations shown in

section 1.2. However, performing the Bayesian inference problem outlined in section 1.3

required a number of additional developments. These developments make up chapters 2-5,

and the overarching inference problem is addressed in chapter 6.

Bayesian inverse problems necessitate the specification of prior knowledge through a

probability distribution, e.g. equation (1.9). As a matter of computational practicality in

large-scale inverse problems, Gaussian distributions are often used, e.g. (Forget et al., 2015;

Moore et al., 2011b; Isaac et al., 2015; Alghamdi et al., 2020). Specifying Gaussian prior

statistics allows one to apply the action of the prior covariance (or its square root) via a

Laplacian-like operator (Lindgren et al., 2011; Weaver and Courtier, 2001). In chapter 2,

we present a practical approach to formulating the differential operator that corresponds

to a Matérn covariance function that is relevant for anisotropic and multivariate parameter

fields - as is the case in this work and more generally in oceanographic state estimation.

The formulation is motivated by a scaling analysis, and blends the Laplacian-like operator

presented in Lindgren et al. (2011) with a multivariate methodology that is commonly used

in oceanographic state estimation (Weaver and Courtier, 2001). Our methodology presents

some advantages, which we discuss in section 2.5.

In chapter 3, we formulate and solve the optimal interpolation problem to infer tem-

perature, salinity, and zonal velocity fields at the western boundary of our computational

domain. This chapter makes use of the covariance formulation from chapter 2 to specify the

prior distribution, and we explore a variety of hyperparameter choices associated with the

prior. We obtain open boundary fields that reasonably fit the data and conclude that the

fields are plausible, as they bear the signature of a previously noted gyre in Pine Island Bay.

These open boundary conditions serve as a starting point for the forward model, which

is the subject of chapter 4. Here we present final details of the discretized forward model,

and motivate some crucial modelling decisions. Specifically, we employ a suite of numerical
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experiments to test parameterizations of (1) subgrid ocean turbulence and (2) ice-ocean

interactions. Our tests employ the mooring data, and recently obtained satellite-derived

meltrate fields as references for validation. We show that it is crucial for both the turbulence

and ice-ocean interaction parameterizations to be dependent on the locally resolved flow

(flow aware) in order to accurately represent the hydrography in Pine Island Bay and the

details of the meltrate pattern under the Pine Island ice shelf. Additionally, we show that

employing a flow aware, subgrid turbulence parameterization that informs the buoyancy

closure (in addition to the traditional momentum closure) invigorates the cavity circulation

via a thermal wind driven feedback effect. We conclude this effect to be realistic, given

a comparison with the satellite derived meltrate fields. In terms of the overall inference

problem, the result of these tests is a forward model that resembles observations before any

optimization with the MITgcm, providing a good “first guess” of the model trajectory. The

results of this chapter are also presented in Smith (2021).

The final ingredient to the overarching inverse problem is a timescale that characterizes

water mass interactions between the sub ice shelf cavity and Pine Island Bay (i.e. the nearby

open ocean). This quantity is useful to any modeller as it gives an understanding of the nec-

essary simulation time to accurately represent the ice shelf cavity circulation. In this specific

application, the simulation timescale is necessary for two purposes. First, it gives an indi-

cation of how long the adjoint model must be integrated in order to accurately characterize

the sensitivity of any modelled quantity to the control parameters. This is a critical compo-

nent of the Quasi-Newton optimization problem in the second stage of the inverse problem.

Secondly, it provides an indication of how long the forward model should be integrated to

achieve an approximate steady state, given the control parameter adjustments during each

iteration of the optimization. In chapter 5 we characterize this timescale by computing the

“residence time” - a quantity developed in numerical hydrological modelling. The residence

time relies on an adjoint model, and previous derivations showing this connection have done
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so by defining an infinite dimensional Lagrangian (Delhez et al., 2004). We provide a deriva-

tion that explicitly shows how the residence time can be computed from an adjoint model

obtained with algorithmic differentiation, which is used to enable the adjoint mode of the

MITgcm. We use this framework to explore the timescales relevant to the circulation in

the sub ice shelf cavity, and arrive at a single representative simulation timescale for the

inference problem.

The culmination of this work is presented in chapter 6, where we carry out the second

stage of the inverse problem discussed in the previous section. We provide details on the

formulation of the inverse problem, and show the information gain (uncertainty reduction)

afforded by the in situ ocean observations on the open boundary conditions. We propagate

this uncertainty reduction onto our quantity of interest: the simulated Pine Island ice shelf

meltrate. We discuss the physical mechanisms that are responsible for propagating informa-

tion from the temperature and salinity observations at the mooring locations to the open

boundaries, and then onto the simulated meltrate field.
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Chapter 2

A Practical Gaussian Covariance Formulation for Anisotropic and

Multivariate Applications

A fundamental requirement for the inverse problem that we address in this work is the

specification of a prior distribution, πprior(m). Recall from chapter 1 that the multivariate

control vector m consists of the potential temperature, salinity, and zonal velocity at the

western boundary of the domain: m := [θT ,ST ,uT ]T ∈ RNm . As is common in large scale

geophysical inverse problems, we specify the prior distribution for the control vector to be

Gaussian: πprior(m) := N (m0,Γprior).

Our first objective in the inverse problem is to specify the prior covariance Γprior. To do

this, we obtain univariate prior covariances for each individual field: Γprior,θ, Γprior,S, Γprior,u,

which are then stacked block-diagonally to form Γprior (see below for details). Our primary

focus in this chapter is to describe the generic formulation for each of these univariate covari-

ance matrices. To facilitate the discussion, we refer to a generic univariate control variable

ϑ(x) (or ϑ upon discretization), which in our specific case is a placeholder for temperature,

salinity, and zonal velocity, and is similarly applicable to other inverse problems. We use the

general methodology outlined here to specify a prior covariance in chapter 3.

In oceanographic inverse problems, covariance models must address at least these three

issues.

1. Irregular boundaries imposed by continents
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2. Anisotropy due to the shallow fluid-like nature of the ocean

3. Multivariate control parameters

It is common to use covariance models based on differential operators in order to handle

irregular boundaries, and the question is then how to address the other two issues within a

differential equation.

A common approach to specifying the prior covariance in oceanographic inverse problems

is based on a generalized diffusion equation (Weaver and Courtier, 2001). In this chapter, we

outline an alternative approach that brings some practical advantages which are discussed

in section 2.5. We define a differential operator that can be represented by the matrix C,

that follows the flexible development from Lindgren et al. (2011). We note that the matrix

form is used for convenience, but that matrices are never explicitly formed. We show that

the operator C specifies the covariance matrix CCT , that is almost identical to a Matérn

covariance aside from boundary affects imposed by C. We then augment this differential

operator with a sequence of factors that are suggested by Weaver and Courtier (2001). That

is, we incorporate the sequence of operations: ΣXC, where

X := diag {1/σ̂i}Ni=1

is a normalization matrix computed from the pointwise marginal variance at grid cell i: σ̂2
i ,

and

Σ := diag {σϑ}Nϑ

i=1

is the specified magnitude of prior uncertainty (standard deviation) for a generic univariate

parameter field ϑ ∈ RNϑ (e.g. initial temperature). With these definitions, XCCTX is a

correlation matrix, and

Γϑ := ΣXCCTXΣ = Γ
1/2
ϑ Γ

T/2
ϑ (2.1)
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defines the covariance for a generic univariate parameter field ϑ.

The full prior covariance for a general multivariate application is then formed by speci-

fying individual covariance operators as above, and stacking them together block diagonally.

To be concrete, the prior covariance for the specific inverse problem in this work, i.e. for the

steady state temperature, salinity, and velocity fields at the open boundary of the computa-

tional domain, is formulated as

Γprior :=


Γprior,θ

Γprior,S

Γprior,u

 .

To keep this chapter general, we focus on specifying the covariance for a generic univariate

control parameter, ϑ(x) which can be considered a placeholder for each variable temperature,

salinity, and velocity separately. We wait until chapter 3 to discuss the specification of the

prior for each parameter, as this is becomes specific to our application. Finally, we note

that nonzero off diagonal terms in Γprior above (or an additional operator) could be used to

specify cross covariance between each variable. We consider this future work, and discuss

potential options in section 7.1.

In the following sections we review the general Matérn type covariance form that is

suggested by Lindgren et al. (2011). We then develop the differential operator, C, that

forms the backbone of our covariance model. We show that our numerical implementation

of the covariance model produces correlation length scales that are expected from the analysis

in section 2.3. We conclude by discussing some advantages that this approach offers.
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2.1 Review of the Matérn class covariance

In this section we review the link between an elliptic stochastic partial differential equation

(SPDE) and Gaussian random fields. The Matérn covariance function between two points,

x̂1, x̂2 ∈ Ω̂ = Rd can be expressed as:

c(x̂1, x̂2) =
σ2

2ε−1G(ε)

(√
δ̂||x̂2 − x̂1||

)ε
Bε
(√

δ̂||x̂2 − x̂1||
)
. (2.2)

Here || · || as the Euclidean norm in Ω̂, G is the Gamma function, Bε is the modified Bessel

function of the second kind and order ε, σ2 is the marginal variance, δ̂ > 0 is a scaling

parameter, and ε > 0 controls the mean-square differentiability of the underlying statistical

process described by the Matérn covariance. The reason for defining symbols with a hat (̂·),

will become clear in the next subsection. Throughout, we refer to a “Matérn field” as any

Gaussian field that has covariance that can be described by the Matérn covariance function,

equation (2.2).

The key relationship discussed in Lindgren et al. (2011) is that any Matérn field, ϑ̂(x̂),

is a solution to the elliptic SPDE:

(
δ̂ − ∇̂ · ∇̂

)α/2
ϑ̂(x̂) = Ŵ(x̂) . (2.3)

Here α = ε + d/2, Ŵ is a white noise process defined on the space Ω̂. We note that the

Matérn covariance function describes covariances that are stationary and isotropic. That is,

stationarity implies that correlation length scales are determined purely by the Euclidean

distance between two points and this does not change as a function of location in the domain.

Isotropy implies that correlation lengths are the same for the same Euclidean distance along

any dimension.

The original connection between the Matérn covariance function and solutions to equation
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(2.3) was proven by Whittle (1954, 1963), who used the spectral properties of the operator

(δ̂−∇̂ · ∇̂)α/2 to show that Matérn fields are the only stationary solutions to equation (2.3).

The result shown in Lindgren et al. (2011) is that there is an explicit link between discrete

solutions to equation (2.3) for any triangulation or rectangular lattice of Rd and Matérn

class Gaussian fields. The punch line is that we can use all of the computational tools for

solving discretized elliptic equations to apply a covariance operator that is formally dense.

More importantly, Lindgren et al. (2011) showed that the SPDE form allows one to easily

describe Gaussian fields with more general covariance structures. For instance, by allowing

the parameter δ̂ to vary in space, the solution becomes nonstationary and the Matérn co-

variance applies locally.

A more general covariance model. In Lindgren et al. (2011) it is suggested that

solving the SPDE in a transformed coordinate system can allow for a Matérn class covariance

model that can easily incorporate anisotropy and nonstationarity. Consider the isotropic and

stationary case, described by equation (2.3). The field ϑ̂(x̂) is defined in a transformed, or

“deformed” (Sampson and Guttorp, 1992), space Ω̂. Assume that we have a mapping ϕ that

maps between this transformed space and our computational domain, Ω:

ϕ : Ω̂ 3 x̂→ x ∈ Ω .

With this mapping, we can employ a change of variables (Smith, 1934) to rewrite the SPDE

in the computational domain as:

1

det (Φ(x))

(
δ̂ − det (Φ(x))∇ · Φ(x)Φ(x)T

det (Φ(x))
∇
)
ϑ(x) = det (Φ(x))−1/2W(x) .
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Here we have defined the Jacobian as

Φ(x0) :=
∂ϕ

∂x̂

∣∣∣
ϕ−1(x0)

,

and for now we assume that ϕ−1(x0) is well defined. For our purposes, this turns out to be

the case, but this becomes clear when Φ is defined in section 2.3. Notice that we have taken

the exponent α/2 to be 1, avoiding fractional or higher order operations for simplicity. All

of the future formulations and experiments will make this assumption, although this can be

relaxed in future work. With the following definitions:

K(x) :=
Φ(x)Φ(x)T

det (Φ(x))
δ(x) :=

δ̂

det (Φ(x))
(2.4)

the SPDE in the computational domain’s coordinate system can be written as

(
δ(x)−∇ ·K(x)∇

)
ϑ(x) = det (Φ(x))−1/2W(x) . (2.5)

We note as in Lindgren et al. (2011) that this reproduces the deformation method introduced

in Sampson and Guttorp (1992). The key feature of this formulation is that the deformation

map, ϕ, is not actually necessary, only its Jacobian. The question then becomes, how does

one specify Φ and δ̂? This is the primary question we wish to address. However, we first

develop the discretized form of this SPDE that is relevant to the finite volume grid of our

computational model, the MITgcm.

2.2 Discretization of the Matérn SPDE

In the following analysis we consider a 2D field ϑ(x), x ∈ ∂Ωopen since this is relevant to our

control parameters, although we note that the extension to 3D is relatively straightforward.
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Figure 2.1: The structured finite volume grid used in the MITgcm. The left two figures show
the horizontal grid, viewed from above. The right figure shows the vertical grid. In each
figure, u, v, and w mark the location where velocities exist on the grid cell interfaces. The
open circles denote the tracer location at the grid cell center, where fields like temperature
and salinity are located. Figures are from Campin et al. (2021).

We carry out the discretization on a structured nonuniform grid according to the finite

volume method - as is the general setting in the MITgcm. We note that our development is

similar to Fuglstad et al. (2014), who show a differential operator for a 2D field on a uniform

grid.

Figure 2.1 shows the general structure of the grid, and defines the various grid cell

distances used in the derivation. We begin by integrating equation (2.5),

∫
∂Ωopen

δ(x)ϑ(x) dx−
∫
∂Ωopen

∇ ·K(x)∇ϑ(x) dx =

∫
∂Ωopen

W(x)det (Φ(x))−1/2 dx

∑
j,k

∫
Ej,k

δ(x)ϑ(x) dx−
∑
j,k

∫
Ej,k

∇ ·K(x)∇ϑ(x) dx =
∑
j,k

∫
Ej,k

W(x)det (Φ(x))−1/2 dx ,

(2.6)

where in second line we distribute the integral across each grid cell Ej,k ⊂ ∂Ωopen.

Starting with the first term,

δj,k :=
1

Vj,k

∫
Ej,k

δ(x) dx
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so that ∫
Ej,k

δ(x)ϑ(x) dx = Vj,k δj,k ϑj,k

where Vj,k = ∆yjg∆r
k
f is the grid cell volume, indicated by Figure 2.1. We note that a carte-

sian style notation is used, but spherical polar coordinates are used in the computation, and

the MITgcm supports generic curvilinear coordinates. Generally, the coordinate directions

(x, y, z) correspond to (λ, φ, r), i.e. longitude, latitude, and height. In the spherical polar

case, the differential elements are

∆x = r0 cos(φ)∆λ ∆y = r0∆φ ∆z = ∆r

where r0 = 6, 378 km is the nominal radius of the earth, and note that in this coordinate

system latitude φ is defined to be 0 at the equator.

The third term is, from the definition of a white noise process (Adler and Taylor, 2007),

∫
Ej,k

det (Φ(x))−1/2W(x) dx =

√
Vj,k

det (Φj,k)
zj,k

where zj,k is an uncorrelated (independent) standard Gaussian at each grid cell center j, k,

and we used:

det (Φj,k) :=
1

Vj,k

∫
Ej,k

det (Φ(x)) dx .

The second term, containing the Laplacian is handled as follows

∫
Ej,k

∇ ·K(x)∇ϑ(x) dx =

∫
∂Ej,k

K(x)∇ϑ(x) · n̂ ds

where n̂ is an outward normal to the cell boundary ∂Ej,k. Throughout this work, we assume
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the tensor K(x) to be represented as the diagonal matrix:

K(x) =

κvy(x) 0

0 κwz(x)

 .

Our choice here is discussed later, and could be generalized in future work. We represent

the discretized form of this tensor as

Kj,k =

κvyj,k 0

0 κwzj,k

 ,

where the elements κvyj,k and κwzj,k are located at the v and w grid cell locations in Figure 2.1.

Additionally

κvyj,k :=
1

∆rj,kf

∫
∂ES

j,k

κvy(x) dx κwzj,k :=
1

∆yj,kg

∫
∂EB

j,k

κwz(x) dx

where ∂ES
j,k and ∂EB

j,k are the southern and bottom boundaries of the grid cell. The dis-

cretized gradient is approximated via the finite difference directional derivative at each cell

face:
∂ϑ

∂y
(xSj,k) '

ϑj,k − ϑj−1,k

∆yj,kc

∂ϑ

∂y
(xNj,k) ' ϑj+1,k − ϑj,k

∆yj+1,k
c

∂ϑ

∂z
(xBj,k) '

ϑj,k − ϑj,k−1

∆zj,kc

∂ϑ

∂z
(xTj,k) ' ϑj,k+1 − ϑj,k

∆zj,k+1
c

for the south, north, bottom, and top cell faces, respectively. Putting these definitions
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together,

∫
∂Ej,k

K(x)∇ϑ(x) · n̂ ds :=[(
κvy ∆rf

∆yc

)
j+1,k

(ϑj+1,k − ϑj,k)−
(
κvy ∆rf

∆yc

)
j,k

(ϑj,k − ϑj−1,k)

]
+[(

κwz ∆yg
∆rc

)
j,k+1

(ϑj,k+1 − ϑj,k)−
(
κwz ∆yg

∆rc

)
j,k

(ϑj,k − ϑj,k−1)

]
.

(2.7)

With each term in equation (2.6) defined above, we have the system of equations in matrix

form:

(Dδ − L)ϑ = Dzz

Aϑ = Dzz

(2.8)

where we have (left) divided by grid cell volume so that:

Dδ := diag{δi}Nϑ
i=1 Dz := diag

{
1√

Vi det (Φi)

}Nϑ

i=1

where for notational simplicity we index each grid cell with i, rather than j and k as above.

Finally, L is defined by appropriately gathering terms in equation (2.7), applying the bound-

ary conditions discussed in the next subsection, and left dividing by grid cell volume.

At last, the covariance matrix associated with the vector ϑ can be obtained by considering

the joint probability distribution of z ∼ N (0, I) and the relation z = D−1
z Aϑ, obtained from

equation (2.8). That is,

π(z) ∝ exp

{
−1

2
zTz

}
∝ exp

{
−1

2
ϑTAD−2

z Aϑ

}
∝ π(ϑ) ,

where we note that A = AT . Thus, we define the differential operator for our covariance
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model as

C := A−1Dz .

Neumann boundary conditions. So far we have omitted the discussion of boundaries for

the sake of simplicity. We employ the Neumann boundary condition:

K(x)∇ϑ(x) · n̂ = 0 x ∈ ∂Ωbed .

which are implemented in equation (2.7) simply by zeroing out the gradient term at solid

boundaries. We note that this has an impact on the covariance structure that is discussed

more concretely with the numerical results in section 2.4.

Generic form of the covariance. With the Matérn covariance operator C defined, we

recall that

Γϑ = Γ
1/2
ϑ Γ

T/2
ϑ = ΣXCCTXΣ ,

and all that is left to define are the operators X and Σ. We reserve the definition of Σ to

chapter 3, as this becomes somewhat specific to our application. Recall that X is defined

through the pointwise marginal variance of the covariance operator C. This can feasibly

be computed as eTi CC
Tei, with ei being the canonical basis vector associated with the

ith element of the grid. However, we compute an approximation based on samples from

the covariance model, as suggested in Weaver and Courtier (2001) (and references therein).

Samples of the Gaussian random variable with mean ϑ0 and covariance CCT are computed

as

ϑ = ϑ0 + Cz .
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We find X by computing the standard deviation from a sample size of N = 1000. We note

that using this approach to approximate the variance of C scales well to higher dimensional

applications. Additionally, this approach fits well into our computational framework, since

computing these random samples is a necessary first step for the randomized eigenvalue

decomposition algorithm that is fundamental to our inference problem.

2.3 Specification of covariance model hyperparameters

Rescaling the Laplacian term. Consider a 2D spatial field ϑ(x) that exhibits spatial

variability at the length scales Ly and Lz in each dimension. We motivate our approach by

considering the magnitude of the Laplacian term without any rescaling (i.e. without K):

∇2ϑ(x) ∼ U

L2
y

+
U

L2
z

(2.9)

where we suppose that ϑ(x) ∼ U . We finally suppose that Ly >> Lz, such that the

field experiences highly anisotropic fluctuations. This is a common situation in large scale

geophysical fluid dynamics, where fields (e.g. temperature, salinity, velocity) exhibit length

scales of variability that are much greater in either horizontal dimension compared to the

vertical. We make a note on the terminology used here. In oceanography, the difference in

horizontal and vertical scales is a result of the small aspect ratio, or the shallow fluid nature

of the ocean. Because of the vast difference in scales, the horizontal dimensions are usually

considered entirely independent of the vertical, and “anisotropy” is typically used to refer to

heterogeneity between the horizontal components. However, here we use anisotropy to refer

to the difference between horizontal and vertical scales, resulting from the small aspect ratio

(Vallis, 2006).

The specification of an isotropic covariance model amounts to specifying scalar parame-

ters in equation (2.3). In our hypothetical anisotropic situation, this would result in unre-
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alistically large or small correlation lengths along either dimension. Numerically this occurs

because of the lack of balance between the terms in equation (2.9): U/L2
y << U/L2

z. Our

goal is therefore to define the elements of K such that

∇ ·K∇ ∼ (a+ b)U

where a ∼ b are of the same order of magnitude.

To achieve this balance between Laplacian terms, we suggest a straightforward, perhaps

obvious, specification of Φ:

Φ =

Ly 0

0 Lz

 ,

where we simply ignore the off-diagonal elements of Φ. The determinant in this case is

det
(
Φ
)

= LyLz and according to the definitions in equation (2.4):

K =

Ly/Lz 0

0 Lz/Ly

 ,

so that

∇ ·K(x)∇ϑ(x) ' Lϑ ∼ 2

LyLz
U .

The key is that K scales each term in the Laplacian so that they are approximately the

same, and the operator is balanced in either direction.

The range parameter. The other term in equation (2.5) to be defined is δ̂. Here we resort

to the empirical relation suggested in Lindgren et al. (2011):

ρ̂ =

√
8ε

δ̂
.
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The so-called range parameter, ρ̂, defines the distance between two points at which corre-

lation drops to 0.1. While this may seem like swapping one unknown for the other, it is

usually easier to define correlation length scales than simply guessing values for δ̂. With this

relation we have

δi =
8ε

ρ̂2det (Φi)

=
8

ρ̂2LyLz
,

where we have substituted ε = 1, avoiding fractional or higher order exponents in the SPDE

(recall equation (2.3)), and det (Φi) = LyLz. Note that both this term and the Laplacian

term are now of a similar order of magnitude

Dδϑ ∼ Lϑ ∼ O
(

1

LyLz

)

Practical specification of the hyperparameters. With the definitions above, now one

has to assign Ly, Lz, and ρ̂. Considering the discretization of the Laplacian, a simple and

intuitive choice for Ly and Lz would be grid scale elements ∆y and ∆r, or factors thereof.

From a scaling analysis, this seems intuitive since

Dz = diag

{
1√

Videt (Φi)

}Nϑ

i=1

= diag

 1√
∆yig∆r

i
fdet (Φi)


Nϑ

i=1

= diag

{
1

∆yig∆r
i
f

}Nϑ

i=1

,
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for instance if Ly = ∆yg and Lz = ∆rf , so that

Dzz ∼ O
(

1

LyLz

)
,

and all terms are of the same order of magnitude. In general circulation models, these choices

for Ly and Lz are generally reasonable because anisotropy is encoded into the mesh. It turns

out that specifying the length scales as such provides for a practical implementation, as the

range parameter can be chosen as a simple scaling to amplify or attenuate the correlation

lengths. One can then intuitively regard ρ̂ as a nondimensional parameter that controls

the “number of neighboring grid cells” at which correlation decays to 0.1. Our numerical

experiments in section 2.4 make this clear.

2.4 Application to the Pine Island ice shelf domain

Here we show the implementation of the covariance model within the MITgcm, using the

computational grid that we will employ to study the Pine Island cavity circulation. We

discuss more details on how the grid is obtained in chapter 4. However, we mention that

the horizontal grid scale is approximately ∆x ' ∆y ' 600 m, and the vertical grid scale

is ∆r = 20 m. Finally, we note that applying C to a random gaussian vector z requires

the solution to an inverse elliptic operator, which we obtain with an implementation of a

block-Successive Over Relaxation (SOR) method. The MITgcm uses no external packages,

so interfacing with e.g. PETSc is not an option for any code that is meant to be contributed

to the main MITgcm distribution - which is our intention. While the solver is far from

perfect, it provides decent performance and is easy to implement. We discuss details of the

implementation and performance in Appendix B.

Samples from the covariance model. Figure 2.2 (top row) shows samples from the

30



normalized covariance at the western open boundary of the computational domain, XCz.

In all cases we use Ly = 2∆y and Lz = ∆r, so correlation length scales vary purely by the

specification of ρ̂. The approximate length scale associated with ρ̂ is indicated by the arrows

on the bottom right corner of each plot, which qualitatively compares well to the structure

of the random samples. We note that their is high anisotropy in the domain: the meridional

extent at Z = 0 (i.e. non-gray distance along the x-axis at the top of each figure) is ∼73 km,

while the maximum depth is ∼ 1 km.

The random samples in Figure 2.2 (top row) are normalized by X to have approximately

unit variance. The pointwise marginal standard deviation, σ̂, which is the inverse of the

diagonal elements of X, is shown in Figure 2.2 (bottom row). With larger correlation length

scales, the standard deviation of C increases. This is particularly true near the boundaries

of the field, where we see narrow bathymetric trenches extending to depth.

Correlation length scales. Here we show that the correlations obtained from random

samples agree well with the structure that one would expect from the Matérn model. We

consider the correlation function associated with the isotropic Matérn covariance from equa-

tion (2.2):

r(ρ̂, x̂1, x̂2) = r(ρ̂, ||x̂1 − x̂2||)

= c(x̂1, x̂2)/σ2

=
1

2ε−1G(ε)

(√
8ε

ρ̂
||x̂2 − x̂1||

)ε

Bε

(√
8ε

ρ̂
||x̂2 − x̂1||

)
,

which emphasizes that correlation is determined purely by Euclidean distance in the trans-

formed space.

We compare correlation distances in the computational domain to the theoretical value,

r(ρ̂, ||x̂1 − x̂2||), by using the mapping method described in section 2.1. Specifically, we
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Figure 2.2: Normalized samples and pointwise standard deviation from the covariance model.
(top row) Samples from the covariance model, normalized by the pointwise standard devia-
tion. Each column shows increasing correlation length scales, which is regulated by ρ̂. The
arrows in the bottom right corner of each plot show the approximate length scales that are
covered by ρ̂Ly and ρ̂Lz, respectively. Here we have used Ly = 2∆yg and Lz = ∆rf , see
Figure 2.1 for a notational reference. We note that the standard normal vector z is unique
in each figure. (bottom row) Pointwise standard deviation of the covariance operator CCT ,
estimated from a sample size of N = 1000. The diagonal matrix X is comprised of the
inverse of this field.
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compute the correlation coefficient from the random samples used to approximate X as a

function of distance in the computational domain. We then map these distances back to

the “transformed” space Ω̂ via the inverse map ϕ−1. We note that ϕ has a differentiable

inverse ϕ−1 by construction through the inverse function theorem, as a result of defining

ϕ through its Jacobian Φ such that det (Φ(x)) 6= 0 ∀ x ∈ ∂Ωopen. Specifically, distances

in the computational domain are mapped to the transformed space for arbritrary points

x1,x2 ∈ ∂Ωopen such that x̂1 := ϕ−1(x1) and x̂2 := ϕ−1(x2) as follows:

x̂2 − x̂1 = ϕ−1(x2)− ϕ−1(x1)

=
(
ϕ−1(x1) + Φ−1

∣∣
x1

(x2 − x1) +O(||x2 − x1||)
)
− ϕ−1(x1)

' Φ−1
∣∣
x1

(x2 − x1) .

That is, we use the inverse Jacobian to map distances in the computational domain to the

transformed space Ω̂, where we can compare correlation statistics to the Matérn formula. We

make one final approximation to ease the process. In the spherical polar coordinate system

used, recall that ∆y = r0∆φ, i.e. the meridional grid spacing varies with latitude. However,

the meridional extent of our computational domain is relatively small, such that ∆y only

varies from ∼ 582 − 620 m. We therefore assume that Φ−1
∣∣
x1

= Φ−1 ∀ x1 ∈ ∂Ωopen simply

for the sake of this calculation.

The sample correlation coefficent computed from the 1000 random samples are shown for

various values of ρ̂ in Figure 2.3. We separately compute distances in the meridional (left

panel) and vertical (right panel) directions as

δŷ = Φ−1δy δẑ = Φ−1δz .

Each colored curve shows the domain averaged correlation coefficient for a particular ρ̂, and

the spread denotes one standard deviation above and below the mean. Each black curve
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Figure 2.3: Correlation coefficient corresponding to different distances in the (left) meridional
and (right) vertical directions. The coefficient is computed from the random samples used to
estimate σ̂ and X. Each color denotes correlations computed for a different value of ρ̂, and
the spread is determined by one standard deviation around the domain averaged correlation
coefficent. The black curve denotes the predicted isotropic correlation predicted by equation
(2.4) with the appropriate value for ρ̂.

shows the theoretical, predicted correlation for the distances in the deformed space δŷ and

δẑ. At larger values of ρ̂, the spread in correlation coefficient and mismatch between the

theoretical prediction grow larger. We attribute this to boundary effects, and note that this

slice of the computational domain has at its maximum extent 60 Ly and 53 Lz. Thus, we

expect some degree of difference between the SPDE derived correlation and the functional

form of the covariance model. However, in general we find the agreement to be quite good.

The result is that we can formulate the covariance model (i.e. choose ρ̂) based on our intuition

from the simple isotropic form, and this is easily mapped to the computational domain.

2.5 Discussion

We have shown the general formulation of the covariance model that is used to specify the

prior within our inverse modelling framework. A key issue that was addressed here was
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anisotropic length scales, which is a common occurrence in geophysical fluid dynamics. Our

formulation involves a mapping that re-scales the Matérn SPDE. As a result, we must spec-

ify the hyperparameters ρ̂, Ly, and Lz (and we note that at least one more parameter, e.g.

Lx would be required for a 3D field). By selecting Ly and Lz based on the numerical grid,

we are able to encode anisotropy that is already considered when formulating the forward

model. Thus, we are effectively left with a single hyperparameter, ρ̂, which can be thought

of as a dial controlling the number of neighboring grid cells across which variations are corre-

lated. From a modeller’s perspective, this allows for an intuitive specification of covariance.

Our numerical results show that this intuitive relation coincides with the Matérn correlation

function.

Comparison to Weaver and Courtier (2001). In essence, our covariance model has

taken the sequence of operations proposed by Weaver and Courtier (2001) and swapped

out the differential operator for the inverse Laplacian-like operator in the Matérn SPDE.

For comparison, the differential model used in their original formulation is the repeated

application of a diffusion operator

CWC01 = (I + L)pW−1/2 ,

where L is a discretized Laplacian that can (and usually does) contain a “diffusion” tensor,

W = diag{Vi}Nϑ
i=1 is a diagonal matrix of grid cell volume elements, and p is the number of

times the operator is applied. Note that our use of the notation C, L, and p is different than

what is used in their work. We note a few differences that we find advantageous about our

approach compared to this, which we order by importance.

1. A crucial aspect of our inverse modelling framework is the adjoint model, which is

generated by an algorithmic differentiation software called TAF (Giering et al., 2005).
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Repeated application of the diffusion operator as in CWC01 unfortunately requires the

intermediate storage of results during its application, due to the “pseudo-timestepping”

nature of the operator. On the other hand, the operator developed here, C = A−1Dz

is easily implemented in an adjoint model as A and A−1 are self adjoint. As a result,

this implementation reduces I/O during the adjoint model, which is often the biggest

constraint on performance.

2. The number of pseudo-timesteps, p, in CWC01 is controlled by the diffusion stability

requirement, p > 2(l/∆x)2, where l is a length scale associated with the diffusion

tensor in the operator L. In our experience, the number of time steps required is

usually much greater than this requirement, and as a result there is usually a bit of

guess work required to determine p. Here, the solution of an inverse elliptic operator is

clear - we employ an iterative solver that proceeds until a desired tolerance is achieved.

3. It is often the case that the diffusion operator CWC01 is applied separately to the vertical

and horizontal dimensions, e.g. (Moore et al., 2011b; Forget et al., 2015). As noted in

Moore et al. (2011b), there is no overwhelming evidence that enables this assumption,

but it is carried out nonetheless for computational convenience. We note that the

scaling procedure developed here avoids this assumption entirely.

4. By defining the covariance model through the inverse of an elliptic operator, we have

easy access to its inverse through A. We find that this is useful in formulating the

regularization term in an inverse problem, in which control vector updates are penalized

by C−1 (see chapter 6, section 6.2 for details). Applying A rather than A−1 in an

iterative optimization scheme affords a modest computational cost savings, and is easy

to implement in a large code base. We recognize, however, that this cost savings is

dwarfed by the solution of the coupled set of PDEs in the forward model.

Nonstationarity. The mapping method outlined in sections 2.1 & 2.3 open the door to a
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very general covariance model. Namely, by allowing Φ(x) to vary in space, one can easily en-

code nonstationarity into the covariance. We have neglected to address this issue here, since

we have no prior knowledge that would guide the specification of strong spatial variations

into the prior. Additionally, we found the correlation length scales and random samples to

be indistinguishable when a constant Ly and Lz were used, when compared to using the

grid-scale that weakly varies with latitude. However, this generalization may be beneficial

for global ocean models, since as an example, we know a priori that spatial scales of vari-

ability correlate with latitude. For instance, global ocean models often have a refinement

at the equator to represent important small-scale processes there, e.g. (Forget et al., 2015).

Additionally, the length scale of baroclinic instabilities varies with latitude according to the

deformation radius (see chapter 4). Both of these issues are addressed to some degree in the

computational grid of many ocean models, and could easily be incorporated into the Matérn

covariance operator as suggested here. In future work, we plan to investigate how well the

mapping method preserves the correlation structure in the case of nonstationarity.
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Chapter 3

Optimal Interpolation for Open Boundary Conditions in Pine

Island Bay

The prescribed ocean state at the western boundary of the computaional domain serves

as an important forcing mechanism for the ice shelf and ocean circulation. The goal of

this chapter is to determine a realistic initial guess and uncertainty estimate for the steady

state temperature, salinity, and zonal velocity fields at the boundary. To do this in a rela-

tively straightforward fashion, we find the solution to an optimal interpolation (OI) problem

conditioned on the Conductivity, Temperature, and Depth (CTD) and Lowered Acoustic

Doppler Current Profiler (LADCP) ship casts taken during 2009 and 2014. The locations of

these data are shown as white dots in Figure 1.2, and details related to data selection and

preprocessing can be found in Appendix A.

We begin by discussing the formulation of the interpolation operator, then formulate

the OI problem. We show motivation for choosing various hyperparameters associated with

the prior covariance that specify the pointwise standard deviation and correlation length

scales. We conclude by showing the maximum a posteriori (MAP) point for each field, and

the imprinted features that are relevant to the gyre dynamics within Pine Island Bay. An

analysis of the uncertainty reduction is postponed until chapter 6, in order to facilitate a

comparison of the information gained by each stage of the inverse problem.
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3.1 The interpolation operator

We briefly recall some definitions from chapter 1. We define the generic control vector

consisting of the elements after discretization of the temperature, salinity, and zonal velocity

fields at the open boundaries as m = [θT ,ST ,uT ]T ∈ RNm . Here we define the simple

interpolation operator that maps a vector of parameters to the locations of the CTD and

LADCP casts, G : RNm → RNOI .

We make the following simplifying assumptions for the interpolation. First, we assume

that all of the observations are taken exactly at the longitude 102.75◦W, i.e. at the western

open boundary. This assumption simplifies the situation, so that both the values of the ob-

servations and control field can be defined by latitude and depth coordinates. Secondly, we

define a linear interpolation operator, which simplifies the inverse problem described in the

next section. For 2D fields, linear interpolation can be considered a bilinear operation, by

interpolating in one dimension, then the other. Because we are interpolating from a grid at

predefined locations, to another set of predefined locations, we can capture these two inter-

polation steps into a single matrix, G ∈ RNOI×Nm . The following subsection documents the

fairly tedious steps involved in establishing this matrix. We note that in all of the following

sections and chapters of this work, we refer to G as the matrix established here, rather than

a general operator.

Details in formulating the interpolation operator. For simplicity, we consider mapping

a single field, u from the model grid to the observed locations. Figure 3.1 shows an example

of the interpolation stencil between neighboring model grid points and a single observation,

denoted by the location (y∗, z∗), where y is used as a coordinate for latitude and z for height.

We describe the formation of a single row of the matrix G. For a single observation
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Figure 3.1: Interpolation stencil, illustrating the notation used to formulate the interpolation
matrix G. The green star indicates an observation location, and the four black circles are
the nearest neighboring model grid points.

location, we assume the following simple, linear relationships:

y∗ − yj
yj+1 − yj

=
ujk − uj,k

uj+1,k − uj,k
yj+1 − y∗

yj+1 − yj
=

uj+1,k − ujk
uj+1,k − uj,k

which can be combined to approximate the potential temperature at the observed latitude

y∗ for model grid depth level k:

ujk =
1

2

(
1 +

∆yloj
∆yj

−
∆yhij
∆yj

)
︸ ︷︷ ︸

ghij

uj+1,k +
1

2

(
1 +

∆yhij
∆yj

−
∆yloj
∆yj

)
︸ ︷︷ ︸

gloj

uj,k .

The same operation is repeated for depth level k + 1,

ujk+1 = ghij uj+1,k+1 + gloj uj,k+1 ,

40



and the two operations are repeated in a similar fashion for the depth dimension:

u∗ = ghik u
j,k+1 + glok u

j,k .

The above operations can be represented by a row vector operating on the column vector u

u∗ =

(
· · · (gloj g

lo
k ) (ghij g

lo
k ) · · · (gloj g

hi
k ) (ghij g

hi
k ) · · ·

)



...

uj,k

uj+1,k

...

uj,k+1

uj+1,k+1

...



.

The process is repeated row by row for each observation location to form the matrix Gu ∈

RNOI,u×Nu . Interpolation operators are similarly formed for temperature and salinity. The

full interpolation matrix is then formally represented as stacking these operators block di-

agonally

G :=


Gθ

GS

Gu

 .

3.2 Formulation of the optimal interpolation problem

We recall from chapter 1 that the posterior distribution from the first stage of the inverse

problem is

πpostOI(m|dOI) ∝ πprior(m)πlikeOI(dOI|m) .
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In the optimal interpolation problem, we assume that the distributions representing prior and

observational uncertainty can be captured by Gaussian statistics. The likelihood distribution

can therefore be expressed as

πlikeOI(dOI|m) ∝ exp

{
−1

2
(dOI −Gm)T Γ−1

obsOI (dOI −Gm)

}
,

where dOI ∈ RNOI are the observed values of temperature, salinity, and velocity at the

CTD/LADCP cast locations, and ΓobsOI is the observational error covariance. We further

specify the observational covariance as the diagonal matrix:

ΓobsOI := diag
{
σ2
i

}NOI

i=1
,

where the standard deviations for each observation location is discussed in Appendix A.

The prior distribution is expressed as

πprior(m) ∝ exp

{
−1

2
(m−m0)T Γ−1

prior (m−m0)

}
,

where m0 ∈ RNm is the initial guess or prior mean for the optimal interpolation problem and

Γprior is a Matérn class covariance formulated based on the developments in chapter 2. We

specify the initial guess, m0 = [θT0 ,S
T
0 ,u

T
0 ]T as follows. Simple inspection of the temperature

and salinity data shows that these fields have mostly vertical structure, with slight variations

in the depth of thermocline and halocline due to their horizontal location. Therefore, we

specify θ0 and S0 as vertical profiles based on polynomial regressions of the data. We note

that using this has similar results to specifying θ0 = 0◦C and S0 = 34.36 g/kg. The spatial

structure of the velocity data is less obvious a priori and we therefore specify u0 = 0 m/s.

With the specification of Gaussian prior and likelihood distributions, as well as the linear-

ity of the interpolation operator, the inverse problem is linear, and the posterior distribution
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is Gaussian. The solution to the OI problem can therefore be written analytically as

mOI = m0 + ΓpostOIG
TΓ−1

obsOI (dOI −Gm0)

ΓpostOI =
(
GTΓ−1

obsOIG+ Γ−1
prior

)−1
,

where mOI and ΓpostOI specify the maximum a posteriori (MAP) point (equivalently the

mean, here) and posterior covariance, respectively.

We make one more important assumption for the OI problem. We specify no prior

knowledge of the relationship between temperature, salinity, and zonal velocity fields at the

boundary. In other words, we specify no cross correlation between each control variable. As

a result, the prior covariance can be written as the block diagonal matrix

Γprior =


Γprior,θ 0 0

0 Γprior,S 0

0 0 Γprior,u


where, e.g. Γprior,θ specifies the prior covariance only for temperature at the open boundary,

and so on. Because the prior covariance is block diagonal, its inverse is block diagonal as

well where each block is inverted (Petersen and Pedersen, 2012). Considering that the obser-

vational error covariance is diagonal and that the interpolation operator is block diagonal,

the inverse problem can be solved separately for each variable:

θOI = θ0 + ΓpostOI,θG
T
θ ΓobsOI|−1

θ (θobsOI −Gθθ0) ΓpostOI,θ =
(
GT

θ ΓobsOI|−1
θ Gθ + Γprior,θ

)−1

SOI = S0 + ΓpostOI,SG
T
SΓobsOI|−1

S (SobsOI −GSS0) ΓpostOI,S =
(
GT

SΓobsOI|−1
S GS + Γ−1

prior,S

)−1

uOI = u0 + ΓpostOI,uG
T
uΓobsOI|−1

u (uobsOI −Guu0) ΓpostOI,u =
(
GT

uΓobsOI|−1
u Gu + Γ−1

prior,u

)−1
.

The solution is obtained by representing the posterior covariance for each variable with

an eigenvalue decomposition in a similar fashion to e.g. Flath et al. (2011); Bui-Thanh et al.
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(2012). To do this, we note that the solution to the OI problem is also the solution to the

minimization problem

mOI = arg min
m∈RNm

JOI(m) (3.1)

where

JOI(m) =
1

2
||Gm− dOI||2Γ−1

obsOI
+

1

2
||m−m0||2Γ−1

prior
. (3.2)

The Hessian of the cost function JOI can be written as

HOI = GTΓ−1
obsG+ Γ−1

prior

= Γ
1/2
prior

(
Γ
T/2
priorG

TΓ−1
obsGΓ

1/2
prior + I

)−1

Γ
T/2
prior

= Γ
1/2
prior

(
H̃OI + I

)−1

Γ
T/2
prior

where H̃OI is the prior preconditioned misfit Hessian. We implement the randomized algo-

rithm presented in Halko et al. (2011) to obtain the decomposition

H̃OI = V ΛV T ' VrΛrV
T
r

where Λr := diag {λi}ri=1 ∈ Rr×r and Vr := (v1 v2 · · · vr) ∈ RNm×r, for the eigenpairs (λi, vi)

and truncation r. From the Sherman-Morrison-Woodbury formula we represent the inverse

(I +HOI)
−1 = I − VrDrV

T
r +O

(
Nm∑
i=r+1

λi
λi + 1

)

where Dr := diag {λi/(1 + λi)}ri=1 ∈ Rr×r. This formulation allows for the computationally

efficient representation of the posterior:

ΓpostOI ' Γprior − ṼrDrṼ
T
r
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where

Ṽ := Γ
1/2
priorV .

Implementation. The bulk of the OI problem involves obtaining a representation of the

posterior covariance, ΓpostOI, and the most expensive component of this problem is applying

A−1 (contained in applying Γ
1/2
prior, see equation (2.8)). To solve this problem efficiently, we

developed an object oriented algorithm in python that schedules each stage of the REVD

algorithm, successively building up the eigenvalue decomposition {λi, vi}. Specifically, we

use a base class OIDriver, and create objects for each individual OI problem (temperature,

salinity, and velocity). Whenever the operator A−1 is applied, the OIDriver object schedules

a job using SLURM (Yoo et al., 2003) that calls the Block SOR solver implemented with

in the MITgcm code base (Appendix B). The overall python numerical implementation is

therefore easy to read and use, while harnessing the efficient FORTRAN based solver to

handle the high dimensional elliptic problem across multiple compute nodes flexibly in an

HPC environment.

3.3 Prior uncertainty hyperparameters

Solving the optimal interpolation problem requires the specification of the magnitude of the

prior uncertainty through Σ and the length scales associated with C as discussed in chapter

2. Here we present results that help guide our choices in these parameters.

Determining the magnitude of prior uncertainty. It is unclear how to systematically

assign the magnitude of prior uncertainty associated with the hydrographic state at the open

boundaries. In oceanographic state estimation, there have been a number of developments
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to address this problem for the variety of control variables that exist. A number of previous

studies have used oceanographic variability estimates from Forget and Wunsch (2007) as

prior weights in the control problem e.g. (Nguyen et al., 2021; Fenty et al., 2017; Fenty

and Heimbach, 2013). In a state estimate of the California Coastal Current system, prior

uncertainties were specified based on the climatological variance of a free running model

prior to any data assimilation (Moore et al., 2011a).

Here we seek a systematic approach to assigning the prior uncertainty before running a

numerical model at all. We therefore explore the connection between the Tikhonov regu-

larization parameter in deterministic inversion and the magnitude of the prior uncertainty.

This allows us to view the prior uncertainty as a weight that can be determined via an

L-Curve analysis, e.g. (Hansen, 2000). We begin by admitting that we have no knowledge

of any spatial structure in the standard deviation, and therefore specify Σ via the scalars σθ,

σS, and σu,

Σθ = σθI ΣS = σSI Σu = σuI .

Thus, we can view σ2 as the inverse of a Tikhonov regularization parameter as follows using

temperature as an example:

||θ − θ0||2Γ−1
prior,θ

= ||C−1X−1Σ−1
θ (θ − θ0)||22

=
1

σ2
θ

||C−1X−1(θ − θ0)||22

= β2
θ ||C−1X−1(θ − θ0)||22 ,

where we call β2
θ = 1/σ2

θ the regularization parameter for potential temperature, and similarly

for salinity and velocity. We therefore solve the OI problem repeatedly for many values of σ

and seek the value that provides the best balance between the smoothness of the prior and

the fit to the data.

The L-Curve for potential temperature is shown in Figure 3.2, where each point cor-
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Figure 3.2: L-Curve from the potential temperature OI problem. Each point represents a
solution to the OI problem for a given prior uncertainty, σθ. The regularization and misfit
terms are shown in equation 3.2. The solutions shown here correspond to ρ̂ = 15, Ly = 2∆y,
and Lz = ∆r.

responds to a separate solution to equation (3.2) with different values of σθ. Ideally, the

optimal regularization parameter is the one that provides the best balance between regular-

ization and data misfit. That is, the parameter value at which the L-Curve has maximum

curvature. According to this criterion, the optimal value would be σθ ' 8.32. However,

this solution exhibits undesirable high (spatial) frequency variability that originates from

the data. Figure 3.3 (a,b,c) makes this clear. Panels (a) and (c) show observed temperature

values at two CTD locations, which exhibit local fluctuations of about 0.5◦C at about 200 m

depth. The cause of the fluctuations is unclear, but we recall that the CTD casts are taken

at a single point in time and these features are likely a signature of a highly localized process.

The imprint of the fluctuations is evident in the OI solution at the approximate point of

maximum curvature on the L-Curve, see white arrows in panel (b). Given that our goal is

to represent the steady state ocean circulation, we discard the solution due to the highly

localized fluctuations in the temperature field.

It is not entirely clear why the L-Curve framework does not “work” in this case. Chang-

ing the observational uncertainty profile to grow linearly from the ocean floor to the surface,
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somewhat corresponding with increasing fluctuations in the data, did not change the overall

result appreciably. Any initial guess used: a constant value, polynomial regression, or linear

profile, all resulted in the same situation. Previously Hansen (2000); Hanke (1996) have

illustrated that the L-Curve can fail when the true solution is very smooth. Hansen (2000)

in particular shows in simplified experiments that the true solution in these cases is usually

predicted by the L-Curve to be over-regularized. We conclude that this is a reasonable ex-

planation given the desired smoothness compared to the noisy features in the temperature

observations that are also present to some extent in the other data streams (see Figure 3.6

for all CTD and LADCP casts). Thus for each parameter we choose an “optimal” σ value

based on the principals that motivate the L-Curve, as outlined above for temperature. Panel

(d) in Figure 3.3 shows a solution that we find to strike this balance, and we take σθ = 0.13

as the approximate “optimal” solution. Panel (e) shows the other end of the spectrum for

reference. The solution is clearly over-regularized as it is almost identical to the initial guess.

Correlation length scale. An important aspect of the prior covariance model is to appro-

priately specify the length scales at which control parameters are correlated. This is partic-

ularly important in the OI problem, since the prior is essentially responsible for “spreading”

information between data locations. In general, we varied the length scale by adjusting ρ̂ and

the meridional length scale. The latter of which was adjusted by tuning ξ, where Ly = ξ∆y

and recall that ∆y ' 600 m.

Figure 3.4 shows the optimal interpolation result for salinity for a few correlation length

scale choices. Panel (a) shows a case where the length scales are probably too short for this

particular case. Here, ρ̂ = 10 and ξ = 1, and therefore correlation is about 0.1 at a distance

of ∼6 km in the meridional direction. The two arrows in the figure show streaks of high

salinity at the locations of two CTD casts that are about 11 km apart. Since the prior is

not broad enough to maintain any correlation between these two data locations, the region
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Figure 3.3: Observed values and OI solutions of potential temperature at the open boundary
at various values of σθ. (a & c) Observed potential temperature at (a) 75.07◦W and (c)
74.66◦W from CTD casts. (b, d, & e) OI solutions for potential temperature at the indicated
values of σθ. A typical L-Curve analysis would indicate that the optimal value is σθ ' 8.32.
However, this solution shows undesirable noisy local features evident in the observations,
which are highlighted by the white arrows. All OI solutions are obtained with the values
ρ̂ = 15, Ly = 2∆y, Lz = ∆r.
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Figure 3.4: OI results for salt with different length scale choices in the prior covariance. (a)
ρ̂ = 10, Ly = 2∆y. The correlation is at 0.1 at ∼ 6 km. The arrows indicate to CTD cast
locations, which are ∼ 11 km apart. (b & c) Solutions that correspond to correlation of 0.1
at meridional distances of ∼ 18 km (b) and ∼36 km (c). All solutions are shown with an
“optimal” σS, considering the tradeoffs shown in Figure 3.2.

in between resembles the initial guess. The two streaks seem unphysical, and we therefore

deem the length scales to be inappropriate for the task.

The salinity fields in Figure 3.4 (b) and (c) show the result of using larger length scales,

which correspond to a correlation of 0.1 at 18 km and 36 km in the meridional direction,

respectively. We note that the results for each of these length scales is virtually indistin-

guishable. Both show a smooth pattern that is plausible given the gyre dynamics in Pine

Island Bay (see next section for discussion). We notice similar behavior for temperature and

zonal velocity - with correlation lengths larger than ρ̂ = 15 and ξ = 2, the OI results are

indistinguishable. We therefore choose these hyperparameters as they specify a “minimum”

correlation length scale that provides reasonable results at this stage, and avoid a prior that

might be too aggressive in the second stage of the inverse problem.
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3.4 Data-informed open boundary conditions

The open boundary conditions resulting from equation (3.1) are shown in Figure 3.5. The

upper row shows the potential temperature (a), salinity (b), and zonal velocity (c). We high-

light a few noteworthy features in the open boundary conditions. The zonal velocity (Figure

3.5(c)) clearly shows the gyre-structure noted in previous work by Thurnherr et al. (2014),

who approximate the center of the gyre to be at approximately 74.875◦S. For reference, we

compute the location of zero velocity to be at about 74.871◦S, for depths above 300 m. The

strongest flows are ∼ 0.1 − 0.22 m/s in magnitude, and preside at depths shallower than

400 m. The hydrography shows relatively warm (> 1◦C) and salty (> 34.65 g/kg) waters

below 600 m depth that is likely CDW fed. This vertical structure is consistent with previous

studies e.g. Christianson et al. (2016); Nakayama et al. (2019). At the center of the gyre

there is a notable rise in the thermocline (Figure 3.5(a)) and halocline (Figure 3.5(b)). At

the southern and northern boundaries of the gyre, the 0◦C isotherm lies at (75.1◦S, 375 m)

and (74.64◦S, 350 m), respectively, and elevates to its shallowest depth at approximately

(74.875◦S, 200 m). The elevated thermocline and halocline could be driven by upwelling

from Ekman pumping within the gyre.

The lower row (Figure 3.5 (d-i)) shows the observed values compared to the optimal

interpolation result for the latitudes 75.03◦S and 73.66◦S to highlight the inflow and out-

flow properties. The interpolated temperature (d & e) and salinity (f & g) fit the data

well within one standard deviation. The zonal velocity (h & i) shows a weaker circulation

than the observations above 300 m, but the general structure of the inflow and outflow is

represented. In general, the interpolated temperature and salinity fields tend to fit the data

better than the zonal velocity. We attribute the better fit to the fact that the temperature

and salinity observations have a much more coherent, meridionally correlated structure. In

contrast, the velocity observations show less coherence in both the vertical and meridional
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directions. Optimal interpolation relies on filling the data gaps with a simple correlation

length prescription that must be large enough to fill the space between data locations. At

the same time, longer correlation length scales effectively smooth out local heterogeneities in

the velocity data. The results shown here are based on numerous attempts to balance these

two competing aspects of optimal interpolation. Comparisons at all CTD and LADCP data

locations are shown in Figure 3.6.
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Figure 3.5: Data-Informed Western Open Boundary Conditions. (a-c) Fields resulting from
optimally interpolating the CTD and LADCP data shown in Figure 1.2. Data locations
are shown as faint white dotted and solid lines. We use ρ̂ = 15, Ly = 2∆y, Lz = ∆r,
σθ = 0.13, σS = 0.25, and σu = 0.011. (d-i) Comparison of the optimal interpolation results
(OI; green line) and observational mean plus standard deviation (Obs; blue line). Each line
plot corresponds to one of the two solid lines in the panel above. The selected latitudes are
chosen to show the inflow and outflow of the gyre, and give a representative view of misfits.
This figure is also shown in Smith (2021).

53



Figure 3.6: Optimal interpolation results (OI; green line) compared to data (Obs; blue line)
at all CTD/LADCP locations used to compute the open boundary conditions. (a-1 − a-9)
potential temperature, (b-1 − b-9) salinity, (c-1 − c-9) zonal velocity. This figure is also
shown in the supporting information for Smith (2021).
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Chapter 4

Simulating the Cavity Circulation Under the Pine Island Ice Shelf

The goal of this chapter is to obtain a baseline forward model of the ocean circulation under

the Pine Island ice shelf that resembles observations. In order to obtain this baseline model,

we test the effect of various parameterization schemes relevant to the domain. Many of the

results, figures, and discussion presented in this chapter are also presented in Smith (2021).

Dansereau et al. (2014) use a suite of numerical experiments to study the impact of var-

ious parameterization choices at the ice-ocean boundary on meltwater flux representation

and the sub ice shelf circulation. They show that using an ice-ocean transfer parameteriza-

tion that is dependent on the near-wall velocity is physically justifiable as it captures high

meltrates at the location of strong outflow plumes and fast mixed layer currents. However,

their simulations exhibit low meltrates near the grounding line, which contradicts recent

observational estimates that show some of the highest meltrates exist in this grounding zone

(Shean et al., 2019).

Here, we resolve this apparent conundrum by studying ice-ocean boundary parameter-

izations in conjunction with subgrid-scale parameterizations for the transfer of momentum

and tracer properties. To this aim, we focus on simulating the ocean circulation underneath

the Pine Island ice shelf, building on models developed by Heimbach and Losch (2012) and

Dansereau et al. (2014). We use a recent estimate of Antarctic bedrock and ice shelf topogra-

phy (Morlighem et al., 2020; Morlighem, 2019) and data-informed open boundary conditions
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to prescribe the flow into and out of Pine Island Bay. With this setup, we develop a suite

of numerical experiments that test a variety of parameterization schemes for the representa-

tion of subgrid-scale ocean turbulence and fluxes at the ice-ocean interface. To validate our

experiments, we compare to in situ ocean observations taken during the austral summers of

2009 and 2014 (Christianson et al., 2016; Jacobs et al., 2011), and satellite-derived meltrate

fields (Shean et al., 2019). Finally, we discuss the physical mechanisms which link the rep-

resentation of subgrid-scale ocean turbulence to simulated meltrates via the resolved cavity

circulation. We note that while our experiments are based on a realistic representation of

the cavity circulation underneath the Pine Island ice shelf, we expect that the mechanisms

discussed here would generalize to other ice shelves in the Amundsen Sea.

4.1 Discretization and forward model details

Modelling the ocean circulation in the Amundsen Sea requires a high horizontal grid reso-

lution. Resolving mesoscale phenomena on the Antarctic continental shelf requires a grid

resolution of ∼1-2 km (Mack et al., 2019), owing to weak stratification, shallow depths, and

a large Coriolis parameter at high latitudes (Dinniman et al., 2016). Explicitly resolving

processes at this scale is important because mesoscale eddies play an important role in car-

rying CDW onto the continental shelf (Martinson and McKee, 2012; Stewart and Thompson,

2015). Resolution requirements become even stricter as one tries to represent processes in-

side ice shelf cavities with greater detail. Årthun et al. (2013) showed that capturing the flow

of high salinity shelf water into an ice shelf cavity requires a sub-kilometer grid resolution.

Here, we model the circulation underneath the Pine Island ice shelf using a nominal hori-

zontal grid resolution of 600 m×600 m to capture these processes. We specify the bathymetry

and ice topography by regridding output from BedMachine Antarctica v1 (Morlighem, 2019;

Morlighem et al., 2020) onto a spherical polar grid using the conservative regridding alorithm
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from Zhuang et al. (2020). We discretize the vertical coordinate into 62 vertical levels that

are 20 m tall. The resolution of our model is chosen to balance computational efficiency while

capturing the sub-kilometer scale channels in the ice, e.g. (Dutrieux et al., 2013), which are

evident in the BedMachine dataset. The vertical grid uses a partial cell approach to ap-

proximate partially closed grid cells at the intersection with ice topography and bathymetry

(Adcroft et al., 1997), where the minimum cell size is 2 m. All spatial computations are

calculated according to the finite volume discretization presented in Campin et al. (2021);

Marshall et al. (1997b)

We remove ice from grid cells where the regridded ice topography is only < 0.2 m, such

that these grid cells are ice-free. We remove ice from these areas because the computed heat

fluxes in these areas is unreasonably high, due to a division by the ice thickness. We note

that the cutoff chosen here (0.2 m) is arbitrary, and we found values less than ∼ 5 m to have

little impact on the equilibrium state of the model. The ice shelf is assumed to be floating in

isostatic equilibrium on top of the water column. We use the Jackett and McDougall (1995)

formulation for the equation of state. All simulations use a virtual salt flux and a linear free

surface formulation. With a virtual salt flux, meltwater does not add volume locally to the

water column and we therefore found the nonlinear free surface formulation (Campin et al.,

2004) to have a negligible impact on the model’s equilibrium state.

We approximate an initial condition for the model spinup by “extruding” the tempera-

ture and salinity open boundary conditions in the longitudinal direction to cover the whole

domain, and use an initial velocity field of 0 m/s. All models are then integrated forward in

time for ten years with a quasi-second order Adams-Bashforth method, at which point an

approximate steady state is reached. All model quantities shown are computed as an average

over the final year of spinup. All experiments use a time step of 150 s for numerical stability,

except for Leith and QGLeith (section 4.3), which are able to use a larger time step without

diminishing the representation of the ocean state (Fox-Kemper and Menemenlis, 2008), see
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Table 4.1.

Before the OI solution can be used directly as forcing for the ocean model, the spatial

integral of the zonal velocity field is removed from the zonal velocity:

ũOI = uOI −
∑
i

(uOI∆yg∆rf )i

for each grid cell Ei = {E : x ∈ ∂Ωopen} with area (∆yg∆rf )i. Removing the spatial mean

ensures that we do not add or remove mass from the domain, and there is no artificial sea

level rise during the spinup to reach equilibrium. In practice, this corresponds to removing

a small average velocity, 0.00943 m/s.

4.2 Parameterizations at the ice-ocean boundary

We represent the exchanges of heat and salt fluxes at the ice-ocean boundary with the

three equation model (Hellmer and Olbers, 1989), in its conservative formulation following

Jenkins et al. (2001). This parameterization amounts to a balance of heat and salt fluxes at

the ice-ocean interface, along with a linearized equation of state:

−QmeltSb = QS
m

−LmQmelt = QT
m +QT

I

Tb = aSb + bpb + c .

Here Lm = 334 kJ/kg is the latent heat of melting, a, b, c are empirical constants, Qmelt

is the meltrate as a mass flux where negative (positive) values imply melting (freezing),

and Tb, Sb, pb are the in situ temperature, salinity, and pressure at the base of the ice shelf

which are assumed to be at the freezing point. All fluxes represent vertical exchanges, since

the parameterization scheme makes the common assumption used for Antarctic ice shelves
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Table 4.1: Configuration summary for each numerical experiment performed. Each exper-
iment takes on the parameter values or description given for the base experiment, unless
noted otherwise. See section 4.3 for the definitions of νL and ν4L.

Experiment
Name

Ice-Ocean
Thermal
Transfer

Coefficient

Viscosity Diffusivity ∆t

base γT = f(u∗)

Flow Independent

νh = 0.2 νL

ν4h = 0.02 ν4L

νr = 10−4 m2/s

Flow Independent

κh = 0.01 m2/s

κr = 10−4 m2/s

150 s

constIO γT = 10−4

smallVisc
νh = 0.03 νL

ν4h = 0.003 ν4L

Leith

Flow Aware

CLeith = 2

C4Leith = 2

300 s

QGLeith

Flow Aware

CQGLeith = 2

Flow Aware

CQGLeith = 2 300 s
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that horizontal exchanges are negligible. The assumption is justified by the fact that the

horizontal interface at the ice shelf (across which vertical fluxes are normal to) is much

larger than the vertical components of the interface. We make the following connections to

the forcing terms in equation 1.1,

FSice = −QmeltSbk

F θice = −LmQmeltk

∈ ∂Ωice ,

where k is a unit vector in the vertical direction. The term QT
I is a diffusive flux of heat

through the ice (Holland and Jenkins, 1999), and QT
m, QS

m are the fluxes of heat and salt

through a boundary layer in the ocean just below the ice shelf:

QT
m = ρ0γT (T − Tb)

QS
m = ρ0γS(S − Sb) ,

where ρ0 = 1030 kg/m3 is the reference density and T, S are the in situ temperature and

salinity in the boundary layer just below the ice shelf. The most important parameter choice

in the three equation model is the specification of the heat and salt transfer coefficients,

γT and γS (Holland and Jenkins, 1999), which represent the rate of heat and salt transfer

through the oceanic boundary layer.

As a simplified case, in the constIO experiment we use a simple constant to specify the

thermal transfer coefficient γT = 10−4, Table 4.1. For this constant coefficient case, we make

the assumption that γS = 5.05 × 10−3γT . In all other experiments, we use a form of the

transfer coefficients that is dependent on the near wall velocity:

γT,S = ΓT,Su
∗ ,
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where ΓT,S are turbulent exchange coefficients (see Holland and Jenkins (1999) and Appendix

B in Dansereau et al. (2014) for details). The friction velocity is:

u∗ =
√
CdU2

M ,

where Cd = 1.5× 10−3 is the drag coefficient at the ice-ocean interface, and UM is the near

wall velocity:

(UM)i,j =

√
1

2

[
(ūBLi )2 + (ūBLi+1)2

]
+

1

2

[
(v̄BLj )2 + (v̄BLj+1)2

]
.

Here (̄·)BL denotes a vertical volumetric average over a boundary layer that is one grid

cell (20 m) thick, and i and j denote zonal and meridional grid cell indices, respectively.

This formulation takes into account the boundary layer parameterization outlined in Losch

(2008), such that the volume underneath the ice shelf that is used to compute vertical

fluxes is constant, no matter where the vertical grid intersects with the ice shelf topography.

Horizontal averaging is necessary because of the Arakawa C grid discretization (Arakawa

and Lamb, 1977).

4.3 Parameterizations of subgrid ocean turbulence

Representing the effect of subgrid-scale ocean turbulence on the transport of momentum,

heat, and salt is a crucial aspect of any ocean model. Here we make the common assumption

that these effects can be captured with a dissipative Laplacian and/or biharmonic operator.

It then remains to specify the horizontal and vertical components shown in equation (1.5).

In the following discussion we explain how the horizontal viscosity and diffusivity, νh and κh,

respectively, are defined for each experiment. We add a background vertical viscosity and

diffusivity of νr = 10−4 m2/s and κr = 10−4 m2/s, respectively, in all experiments.
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It is often the case that viscosity and diffusivity coefficients are chosen to be constant, or

to vary weakly with the grid scale of the domain e.g. (Mack et al., 2019; Dansereau et al.,

2014; Heimbach and Losch, 2012; Goldberg et al., 2019, 2020). We consider this to be our

starting point, and use viscosity and diffusivity coefficients that are approximately constant

for the base, constIO, and smallVisc experiments, see Table 4.1. In these experiments the

Laplacian and biharmonic viscosities are chosen to be a fraction of:

νL =
L2

4∆t
ν4L =

L4

32∆t

based on the CFL criterion for numerical stability (Griffies and Hallberg, 2000), where in

this chapter L is the local grid scale:

L =

√
2

(∆x)−2 + (∆y)−2
. (4.1)

With a nominal grid spacing such that L ' 600 m across the domain, and ∆t = 150 s for these

four experiments, the Laplacian (biharmonic) viscosity is roughly 120 m2/s (540,000 m4/s)

for base and constIO, and 18 m2/s (81,000 m4/s) for smallVisc. We note that the viscosity

values for the first two experiments appear to be high, but are necessary for numerical

stability in constIO. We therefore use the same values in base for comparison. We specify

only a Laplacian diffusivity for horizontal tracer transport, which is taken as a small constant

following the “do no harm” principle, e.g. (Fox-Kemper and Menemenlis, 2008). The idea

behind this principle is to avoid damping the effect of eddy induced tracer transport that is

already resolved.

Previous studies of eddy activity on the marine margins of Antarctica have shown that

these regions exhibit a wide range of spatial scales relevant to the transfer of momentum,

heat, and salt (Mack et al., 2019; Årthun et al., 2013; Hattermann et al., 2014). Figure
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4.1 (a) shows that even in this relatively small regional domain, the cavity-type geometry

of the ice shelf and highly variable bathymetry impose a range of scales to be represented.

Specifically, Figure 4.1 (a) displays the ratio of the local grid scale (equation (4.1)) to the

first baroclinic Rossby radius of deformation given by Chelton et al. (1998):

LD =
1

π|f |

∫ 0

−H

√
− g

ρ0

∂ρ

∂z
dz . (4.2)

Near the grounding line this ratio is below 2, such that the effect of the largest eddies

and baroclinic instabilities are only partially resolved (Hallberg, 2013). On the other hand,

farther away from the grounding line the resolution is well above the deformation radius.

Therefore, even at this sub-kilometer resolution, the model is in a gray zone, motivating

us to test parameterizations that are “flow aware”. Flow aware parameterizations adjust

their local impact based on properties of the resolved flow (Bachman et al., 2017). In the

following paragraphs, we describe the flow aware parameterizations used in our numerical

experiments.

First, we test the flow aware parameterization developed by Leith (1968, 1996), with the

biharmonic stabilization suggested by Fox-Kemper and Menemenlis (2008). The Leith pa-

rameterization is motivated by representing the enstrophy cascade present in 2D turbulence.

The specification of nondimensional parameters for the experiments Leith (Table 4.1) are

chosen for numerical stability. In these simulations, it is unclear how to specify the diffusivity

field, and we therefore tested the effect of various formulations for the diffusivity tensor and

intensity κh. With a diffusivity tensor acting aligned with the grid, we tested κh = 1.0 m2/s,

which made no discernible difference to κh = 0.1 m2/s in Leith. We additionally tested the

effect of rotating the diffusion tensor along isopycnals as in Redi (1982), and found that this

had a negligible effect on the resulting simulation as well.

Our final experiment uses a recently developed parameterization termed QG Leith (Bach-
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man et al., 2017). We find this scheme to be advantageous from a modelling perspective

because it provides theoretical grounding for the specification of unresolved, eddy-induced

effects in the tracer equations as well as in the momentum equation. Specifically, the scheme

results in a formulation of an eddy viscosity, νh, and suggests to set the transfer coeffi-

cient of the Gent and McWilliams (1990) (GM) eddy advection transfer coefficient such that

κGM = νh. In our simulations we use the skew flux implementation of the GM scheme

(Griffies, 1998), such that κρ = κGM = νh. The resulting diffusion tensor is:

K = κρ


1 0 0

0 1 0

2Sx 2Sy |S|2

 ,

where Sx = −∂xσ/∂zσ and Sy = −∂yσ/∂zσ are the isoneutral slopes and σ is the locally

referenced potential density. While this formulation implies a small vertical diffusivity, we

add an additional background value of κr = 10−4 m2/s for numerical stability.

The time-averaged Laplacian viscosities obtained from the final year of a ten year spinup

are shown in Figure 4.1 (b & c) for Leith and QGLeith, respectively. The viscosity fields

show that the impact of a flow aware subgrid parameterization is particularly important. In

both experiments viscosities are as high as ∼60 m2/s in a large southern channel (marked

by a black triangle in Figure 4.1(b)) and along the icefront, where there is strong shear

due to interaction with the ice shelf topography. The biggest differences between the two

viscosity fields are seen near the black dot in Figure 4.1(b), where the water column is <50 m

deep. The larger values in QGLeith are due to a physcial mechanism discussed in section

4.5, which arises because the QG Leith parameterization specifies flow aware diffusivities as

well as viscosities.

Finally, we note that we also tested the effect of using the parameterization presented in

Griffies and Hallberg (2000); Smagorinsky (1963). In our experiments, this scheme produced
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Figure 4.1: (a) The ratio of the grid scale to the first baroclinic deformation radius: L/LD,
see equations (4.1) & (4.2). A red contour line is added to emphasize where the grid scale
is approximately twice the deformation radius. (b & c) Nonlinear Laplacian viscosities
computed in the Leith (b) and QGLeith (c) experiments. The maximum value over the
vertical dimension is shown as a representative view. The high spatial variability results
from the fact that the Leith and QG Leith parameterizations are flow aware. All other
experiments use a viscosity coefficient that is nearly constant across the domain. The black
triangle in panel (b) marks the location of a southern channel in the ice shelf topography, and
the black circle approximately marks the furthest seaward extent of an ice plain (discussed
in section 4.5). This figure also appears in Smith (2021).

similar viscosity values as shown for Leith and had negligible differences on the results, so

we omit its presentation.

4.4 Model comparison to mooring data

Here we compare the temperature and salinity structure computed from each numerical

experiment to the Pine Island Bay mooring data. The ocean states presented here are

obtained by integrating each experiment described in Table 4.1 forward for 10 years, subject

to the boundary conditions described in section 3.4. In all cases, the values shown are an

average over the final simulation year.

A summary plot of the model-data comparison is shown in Figure 4.2. The left two
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plots show a representative vertical profile of temperature (a) and salinity (b) for each model

(colored lines), compared to the mooring data (x’s), or CTD data in the case of some salinity

depth levels (see Appendix A). Figure 4.2(c) shows a quantitative comparison for each model

against all of the data based on the metric Jmisfit:

Jmisfit =
∣∣∣∣∣∣f(m)− d

σ

∣∣∣∣∣∣2
2

(4.3)

Here f : RNm → RNd is the parameter observable map, and d = {di}NObs
i=1 are the values from

the model and observations at each location, i, respectively. The vector σ = {σi}NObs
i=1 consists

of the standard deviations associated with each data value (Appendix A). Lower values of

Jmisfit imply a closer fit to the data, and we note that Figure 4.2(c) shows log10 Jmisfit such

that values below zero imply that the misfit is smaller than the assumed standard deviation.

The base and QGLeith experiments produce the least error compared to the observa-

tions, fitting the data within 2 standard deviations. On the other hand, the constIO exper-

iment shows the largest deviations from the data, beyond 2-3 standard deviations in many

instances. In these experiments, models that use a velocity dependent ice-ocean transfer

parameterization tend to fit the data better than constIO. This indicates that a flow aware

ice-ocean parameterization is important for correctly representing the ocean circulation, even

away from the ice shelf.

4.5 Evaluation of simulated meltrate and circulation

In Figure 4.3 we qualitatively compare the meltrate patterns generated by each model (a-e)

to the 2008-2015 average value inferred from high resolution satellite-derived digital elevation

models (f) (Shean et al., 2019). To enable comparison, we convert the modelled meltrates

from kg/s to m/yr or Gt/yr assuming a meltwater density of 1000 kg/m3 and 360 days per

year. The meltrate is largely determined by the sub ice shelf circulation, especially since most
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Figure 4.2: Comparison of the numerical experiments to mooring observations. (a-b) Profiles
of potential temperature (a) and salinity (b) for each experiment (colored lines) correspond-
ing to the BSR5 mooring data, with observed mean and standard deviation represented by
the x’s and horizontal bars. (c) Summary of the total misfit for each model experiment
represented as log10 Jmisfit, see equation (4.3). The misfit is shown separately for potential
temperature (blue) and salinity (green). Lower numbers imply a better fit, and the base-10
logarithm is shown to emphasize that experiments with a value less than zero imply that the
data misfit is lower than the standard deviation. This figure is also shown in Smith (2021).
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simulations employ a velocity dependent ice-ocean transfer parameterization. We therefore

present the barotropic streamfunction underneath the ice shelf to give a summarized view

of the circulation in each case, Figure 4.4.

We note at the outset of this discussion that no model represents the broad pattern of

intense melting (> 100 m/yr) just seaward of the grounding line (near the white dot in Figure

4.3(a) and in the hatched area of Figure 4.3(f)), which is a key feature in the satellite-based

estimate. Instead, each model shows a dark region where meltrates are nearly zero. This

region is referred to as an “ice plain” (Corr et al., 2001; Thomas et al., 2004), and in our

model the ice shelf here is mostly ungrounded, with a water column height of < 50 m. The

weak simulated meltrates in this region can be partially attributed to the fact that only one

or two vertical grid cells in the water column are active here, such that any flow induced

melting is not well resolved. The discrepancy between models and observations could be

further accentuated by subglacial discharge. Drainage is not captured by the models, but

satellite derived digital elevation models provide some evidence that this occurs somewhat

regularly near the Pine Island Glacier grounding line, and could be a reason for high meltrates

(Joughin et al., 2016). In any case, we limit our discussion here to a qualitative comparison,

rather than quantitative, due to this major difference, and focus on aspects of the meltrate

pattern that the ocean models can reasonably capture. To aid in the visual comparison, the

region where this large discrepancy occurs is hatched in panel (f) of Figure 4.3.

The base experiment exhibits the lowest domain integrated meltrate, 24.8 Gt/yr, and a

muted spatial pattern throughout the domain (Figure 4.3(a)). In the region surrounding the

ice plain there is little melting. Some of the highest meltrates are in the southern channel,

marked by the white triangle in Figure 4.3(a). The low meltrate in this experiment coincides

with a weak circulation: the barotropic streamfunction has a maximum of 0.05 Sv under

the ice shelf (Figure 4.4(a)). We attribute the weak circulation and low meltrates to the

relatively large viscosities used.
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Figure 4.3: (a-e) Meltrate patterns computed from each numerical experiment. (f) 2008-
2015 average meltrate patterns inferred from satellite observations (Shean et al., 2019). The
white triangle in panel (a) marks the location of the large southern channel in the ice shelf
topography, and the white circle approximately marks the furthest seaward extent of an ice
plain that is discussed in the text. The hatching in panel (f) denotes the ice plain discussed
in the text. This figure is also shown in Smith (2021).
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Figure 4.4: Barotropic streamfunction underneath the ice shelf in each experiment. Arrows
indicate the sense of the circulation, and the color and linewidth indicate the intensity. The
region outside of the ice shelf is omitted as all simulations show a cyclonic gyre with a
maximum strength of 1.55 Sv, driven by the open boundary conditions. This figure is also
shown in Smith (2021).
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The smallVisc experiment shows the effect of reducing the base viscosities to a value

that is likely to be more practical at this resolution. In particular the circulation is much

stronger underneath the ice shelf: the barotropic streamfunction is almost quadrupled to

0.18 Sv (Figure 4.4(c)). As a result, the total meltrate is increased to 37.8 Gt/yr (Figure

4.3(c)). However, the spatial pattern still exhibits relatively low values near the ice plain,

particularly on the northern side.

Upon first glance, the meltrate pattern shown in the constIO experiment appears credible

because it exhibits high meltrates near the grounding line, reaching 72 m/yr (Figure 4.3(b)).

Additionally, the high meltrates correspond to the observations such that the highest values

are obtained close to the grounding line, and attenuate farther away from this area. How-

ever, we note a few subtle, but important discrepancies with the observed spatial pattern.

First, the meltrate seems to be artificially high in the northern ice shelf cavity (north of

approximately 74.8◦S), and it is likely the case that the simple guess of γT = 10−4 m/s is too

high in this area. Secondly, the pattern in the southern channel is exactly the opposite of

what is shown in the observations and in almost all other experiments. That is, the meltrate

is lowest exactly in the channel where the most vigorous outflow is, but it is high in the re-

gion surrounding the channel. Both of these cases show that choosing a constant coefficient

ice-ocean parameterization is deficient because it does not adapt to the flow field.

Before comparing the Leith and QGLeith experiments, it is useful to note the similarities

and differences between the Leith and QG Leith schemes. While the viscosity formulation

is somewhat similar in Leith and QG Leith (Bachman et al., 2017), the main difference

between these two parameterizations lies in the representation of tracer diffusion. Recall

that when QG Leith is implemented with the skew flux implementation of GM (Griffies,

1998), the spatially varying tracer diffusion coefficient is set equal to the Laplacian viscosity

values shown in Figure 4.1(c). The most notable difference between the QGLeith and Leith

experiments is a broad pattern of high meltrate flanking the ice plain to the north and
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south, with values reaching up to 66 m/yr (Figure 4.3(e)). Correspondingly, the gyre-like

flow near the grounding line is more vigorous in QGLeith than in Leith, see Figure 4.4(d

& e). Comparing the spinup period of these two experiments explains why this accentuated

meltrate pattern and enhanced flow appears in QGLeith but not Leith.

Figure 4.5 shows the difference between the QGLeith and Leith simulations during spinup

(a-i) along a section of the domain near the grounding line indicated in panel (j). The left

column (Figure 4.5(a,d,g)) shows the difference in the total horizontal diffusive flux of salt

between the two experiments. This difference in diffusion is entirely due to the spatially

varying diffusivity coefficient set by the QG Leith parameterization. Negative values indicate

that the QGLeith experiment exhibits more diffusion of freshwater away from the ice shelf,

resulting in a relatively buoyant layer surrounding the ice shelf. Note that in this domain

buoyancy is largely driven by salinity differences rather than temperature differences. The

middle column, Figure 4.5(b,e,h), shows the density difference between the two experiments,

δρ = ρQGLeith−ρLeith. The density difference is generally negative near the ice shelf, implying

that water near the ice shelf is more buoyant in QGLeith than in Leith. This layer of buoyant

water establishes a horizontal density gradient, with lighter waters close to the ice shelf

and heavier waters away from the ice shelf. The horizontal density gradient subsequently

enhances the flow via thermal wind balance:

(∂uTW
∂z

,
∂vTW
∂z

)
=
( g

fρ0

∂ρ

∂y
, − g

fρ0

∂ρ

∂x

)
.

The right column, Figure 4.5(c,f,i), shows the velocity difference between the two exper-

iments, δv⊥ = v⊥QGLeith − v⊥Leith. Here v⊥ is the velocity normal to the section indicated

in Figure 4.5(j). Negative (positive) values indicate that the flow toward (away from) the

grounding line is larger in QGLeith than in Leith. We note that the sense of the mean

flow in Leith and QGLeith is similar (Figure 4.4(d & e)). Therefore, the structure of the
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differences shown in Figure 4.5(c,f,i) show that the inflow and outflow is stronger in QGLeith

than Leith.

The result of this mechanism is fast flowing, cyclonic “mini-gyres” on the north and

south sides of the ice plain which are evident in Figure 4.4(e) for QGLeith. The flow in these

gyres results in higher velocities at the ice-ocean interface, which drive larger meltrates due

to the velocity-dependent formulation of the ice-ocean transfer coefficient. Considering the

spatially integrated meltrate in a 15 km radius around the white circle in Figure 4.3(a),

the invigorated flow amounts to a grounding zone meltwater flux that is 2 Gt/yr larger

in QGLeith than Leith. Additionally, the maximum meltrate within this radius is about

14 m/yr larger in QGLeith than Leith, at 66 m/yr.

We note that the extent of the cyclonic gyres is, however, limited by the presence of the

bathymetric ridge underneath the ice shelf. In the QGLeith experiment, four small cyclonic

gyres are present, where the two closer to the icefront are separated from the two closer to

the grounding line by the ridge. The imprint of this separation can be seen in the meltrate

pattern, Figure 4.3(e). The enhanced meltrate due to the thermal wind driven flow stops at

the bathymetric ridge, suggesting that it blocks the ocean circulation from advancing high

meltrates further into the domain.

4.6 Discussion

In this chapter, we have shown that using flow aware subgrid-scale parameterizations of ocean

turbulence together with a flow aware parameterization at the ice-ocean interface provides

the most reliable means to represent the cavity circulation and meltrate pattern under the

Pine Island ice shelf. Specifically, the QGLeith experiment shows the best balance between

fitting the in situ mooring data while generating a credible meltrate pattern compared to

the satellite-based estimates from Shean et al. (2019).
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Figure 4.5: Comparison of QGLeith and Leith during the first 30 (a-c), 60 (d-f), and 90
(g-i) days of spinup. All quantities shown are extracted along the slice indicated by the
black line in the map on panel (j). In each plot (a-i), the difference QGLeith - Leith, is
shown, indicated by the δ. (a,d,g) The difference in the total horizontal diffusivity of salinity
in the direction tangent to the black line in panel (j). Negative values indicate that there
is a net transport of freshwater away from the ice shelf. We note that the field shown was
modified by multiplying the values on the left side of the white line by -1 in order to aid
the visualization. (b,e,h) The difference in density, where positive (negative) values indicate
regions where water is heavier (lighter) in QGLeith than in Leith. (c,f,i) The difference in
velocity normal to the black line in panel (j), where positive (negative) indicates stronger
flow in QGLeith that is away from (toward) the grounding line. This figure is also shown in
Smith (2021).
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The results from the base and constIO experiments provide a similar conclusion to those

in Dansereau et al. (2014). That is, while the velocity dependent parameterization seems to

be more physically plausible in its formulation, meltrates near the grounding line are greatly

diminshed compared to the constant coefficient case and observation-based estimates. Here

the conundrum is further exacerbated by the fact that constIO deviates from the Pine

Island Bay mooring data by over 2 standard deviations, while the base experiment fits the

observations quite well. With the more recent meltrate observations from Shean et al. (2019),

we are able to detect subtle features in meltrate patterns that the velocity independent

parameterization misses in constIO. From these comparisons to the data, we determine the

constIO experiment to be invalid.

The smallVisc experiment hints that the representation of subgrid-scale turbulence could

explain reduced meltrates in velocity dependent simulations, and the QGLeith experiment

makes this clear. The contrast between the equilibrium state of QGLeith and Leith further

highlights the importance of employing flow aware, subgrid parameterizations for momentum

and tracer transfer because of the thermodynamic interactions at the ice-ocean boundary.

Enhanced diffusion directly underneath the ice shelf creates a layer of buoyant meltwater,

which strengthens the horizontal density gradient. The inflow and outflow is subsequently

invigorated by thermal wind, creating fast flowing “mini-gyres” underneath the ice shelf that

are in close contact with the ice-ocean interface. Increased near-wall velocities then drive

higher meltrates due to a velocity dependent ice-ocean parameterization. As a result, the

QGLeith experiment exhibits some of its highest meltrates on either side of the ice plain in a

zone bounded by the bathymetric ridge, similar to the satellite derived estimates from Shean

et al. (2019). We therefore use the QGLeith configuration as our baseline, or initial guess, in

the second stage of the inference problem.
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Chapter 5

Estimating the Timescale of the Pine Island Ice Shelf Cavity

Circulation

The purpose of this chapter is to develop our understanding of the timescales that govern the

circulation underneath the Pine Island ice shelf. To be concrete, we consider the following

questions:

• How long does it take for a water mass to travel from the sub ice shelf cavity to the

open ocean, or the gyre in Pine Island Bay?

• What are the pathways a water mass originating under the ice shelf might take on its

journey?

These questions are important for understanding the processes that dictate the meltwater

distribution in Pine Island Bay, which has implications for the stratification on the continen-

tal shelf and biological productivity, e.g. (Biddle et al., 2017). From a practical standpoint in

the ocean modelling community, these questions help us understand how long a simulation

should be integrated to capture the most important physical processes governing the cavity

circulation.

To answer these questions, we compute the “residence time” of the cavity circulation. The

residence time is a concept originally developed in the environmental hydrological modelling

community, and gives an estimate of the renewal rate of a semi-enclosed body of water
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(Eriksson, 1971; Bolin and Rodhe, 1973; Takeoka, 1984; Delhez et al., 2014). In the case

of steady state fluid flow, a single integration of an adjoint passive tracer transport model

provides the spatial distribution of the residence time (Delhez et al., 2004).

We begin by reviewing the residence time in a more formal manner, and outline the

specifics for our computational setting. We then provide a derivation of the adjoint model

that is obtained from algorithmic differentiation, and show how this can be used to compute

the residence time. We show the spatiotemporal evolution of the adjoint passive tracer

equations, which highlights the water mass transport pathways underneath the ice shelf.

Finally, by considering the “population” of water mass underneath the ice shelf, we compute

the cavity’s mean lifetime, or e-folding time, as an approximate domain-averaged circulation

timescale in addition to the domain averaged residence time.

5.1 Review of the residence time

The residence time can be considered as the amount of time a water mass spends within

some sub-domain of interest, after being released at a specific point in time and space, e.g.

(Delhez et al., 2014). In hydrological modelling, this is a useful quantity to estimate how

long a pollutant might exist within an aquifer, for instance. Here, we find it to be a useful

quantity to characterize the timescale of ice shelf cavity circulation.

To define the residence time more formally, we begin by describing the advection-diffusion

equations for a passive tracer with concentration φ(t,x) for t ∈ [t0, tf ] and x ∈ Ω. Recall that

Ω is our entire computational domain, and here we consider a subregion of interest Ω̃ ⊂ Ω,

which we take to be the volume of water underneath the ice shelf. The time evolution of an

77



initial point release of the passive tracer is described as

Dφ

Dt
= ∇ ·K∇φ x ∈ Ω

φ(t0,x) = δ(x− x0) x ∈ Ω

n̂ ·K∇φ(t,x) = 0 x ∈ ∂Ωbed

n̂ · v = 0 x ∈ ∂Ωbed

φ(t,x) = 0 x ∈ ∂Ωopen

(5.1)

where D
Dt

is the total derivative defined in the vector invariant form, and the velocity field v

is obtained from the Boussinesq equations (1.1). We use the same diffusion tensor K as for

salinity and potential temperature.

The “mass” of the tracer within the subdomain after the point release at x0

r(t,x0) :=

∫
Ω̃

φ(t,x; x0) dx

is used to define the determine the amount of the tracer within the subdomain at any time

t ≥ t0 as follows

r̂(t,x0) :=

∫
Ω̃
φ(t,x; x0) dx∫

Ω̃
φ(t0,x; x0) dx

. (5.2)

The mean residence time given a release of the tracer at time t0 from the point x0 ∈ Ω̃ is

defined as (Bolin and Rodhe, 1973; Takeoka, 1984; Delhez et al., 2014)

T (x0) :=

∫ ∞
t0

r̂(t,x0) dt . (5.3)

Throughout, we refer to the mean residence time simply as the residence time. Considering

a Lagrangian perspective, the residence time is evaluated by tracking the amount of time

for a water parcel to exit the domain. From an Eulerian perspective, this amounts to the
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final boundary condition shown in 5.1, i.e. setting the concentration to zero at the open

boundaries. We follow the definitions given by Delhez et al. (2004) and further specify that

we compute the definitive residence time, which considers the amount of time for a water

parcel to exit the computational domain such that it can exit and re-enter the subdomain

of interest on its path. We note that this is in contrast to the strict residence time, which

is the amount of time for the water parcel to leave the subdomain for the first time. The

definitive residence time is described by the equations above, while the strict residence time

would further require us to set the concentration to zero for any x ∈ Ω \ Ω̃.

With only these forward equations, evaluating the residence time for all points x0 ∈ Ω̃ is

tedious and computationally intractable since it requires their solution for each point release

x0. Delhez et al. (2004) showed that we can evaluate the residence time in a much more

tractable manner with an adjoint model. Specifically, they showed that if φ∗ solves a set of

adjoint advection-diffusion equations, then

r̂(t0 + τ,x0) = φ∗(tf − τ,x0) . (5.4)

That is, the relative mass after some time τ ≤ (tf − t0) can be determined by the adjoint

concentration φ∗ after back-propagating by τ . In the case of steady state flow, the residence

time can be evaluated for all points x0 ∈ Ω̃ with a single integration of the adjoint model.

The derivation shown by Delhez et al. (2004) was given in the context of the infinite

dimensional variable φ∗. For our purposes, it is unclear a priori if the definitions they laid out

coincide with the adjoint model attained from the algorithmic differentiation (AD) software

TAF (Giering et al., 2005) - which is our basis for obtaining an adjoint model. Thus, in the

following section we show a succinct version of the discretized advection-diffusion equations

above, and provide a derivation to show how we can compute the residence time using an

AD-based adjoint model.
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5.2 Computing the residence time using algorithmic differentia-

tion

We begin by defining each of the quantities above according to a standard finite volume

discretization. The vector containing the volume average concentration at each grid cell, φ,

has as its elements

φi(n) :=
1

Vi

∫
Ei

φ(t,x; x0) dx

where we use Ei to denote the ith grid cell, Vi =
∫
Ei
dx, and n refers to the discrete point in

time n∆t given our time step ∆t = 5 min for n ∈ [0, 1, ..., Nf ]. We use j to indicate the grid

cell at which a “point mass” of tracer is released, x0 ∈ Ej ⊂ Ω̃. The initial condition is then

defined as follows

φi(0) := δij =


1, i = j

0, otherwise .

We can express the initial condition in vector form simply by using ej to refer to the vector

with a 1 at the jth element and 0’s otherwise,

φ(0) = ej .

From here we have the mass remaining in the control domain at timestep n

rj(n) =

∫
Ω̃

φ(t,x; x0) dx '
NΩ̃∑
i=1

Viφi(n)
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and the mass relative to initial release

r̂j(n) =

∫
Ω̃
φ(t,x; x0) dx∫

Ω̃
φ(t0,x; x0) dx

'
∑NΩ̃

i=1 Viφi(n)∑NΩ̃
i=1 Viφi(0)

=
1

Vj
rj(n)

Our final definition is a very general form of the discretized advection-diffusion equations

relevant to the MITgcm

φ(n+ 1) = M |nφ(n) n ∈ {0, 1, ..., Nf − 1}

φ(0) = ej .

(5.5)

Here we represent the entire discretized version of the forward-in-time advection-diffusion

propagator from time step n to n+ 1 with M |n. This allows for a compact presentation that

is relevant to the many advection schemes available in the MITgcm. Additionally, we have

simplified the time stepping by assuming an explicit propagation from n to n+ 1. In reality,

our numerical model employs a quasi-second order Adams-Bashforth method in which the

vertical (not the horizontal) diffusive fluxes are treated implicitly for numerical stability. For

the rest of this section we omit these details as they only cloud the presentation, and refer

the reader to Marshall et al. (1997b); Campin et al. (2021) for details.

To arrive at the set of equations that define the adjoint model consistent with the algo-

rithmic differentiation we formulate an objective function from which the adjoint is defined.

In what follows we use the Euclidean inner product, 〈f , g〉 =
∑NΩ

i figi. We note that in

the infinite dimensional case, it may be appropriate to define a mass weighted inner product

as in Bui-Thanh et al. (2013) relating to the original function space of the fields at hand.

However, the AD tool does not “know” what space any variables live in, and so the Euclidean
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inner product is appropriate in this case, since the adjoint is defined from the discretized

equations.

We define our objective function as the total mass in the control domain at final time

Nf ,

r(Nf ) = 〈eΩ̃,Wφ(Nf )〉

= 〈wΩ̃,φ(Nf )〉

where W := diag{Vi}NΩ
i=1, eΩ̃ is a vector indicating grid cells that are in the control domain,

with elements:

eΩ̃; i :=


1, Ei ⊂ Ω̃

0, otherwise ,

and we have defined wΩ̃ := WeΩ̃. We then form the Lagrangian

L(φ,φ∗) = r(Nf )−
Nf∑
n=1

〈φ∗(n), (φ(n)−M |n−1φ(n− 1))〉

= 〈wΩ̃,φ(Nf )〉 −
Nf∑
n=1

〈φ∗(n), (φ(n)−M |n−1φ(n− 1))〉 ,

(5.6)

where we have introduced the arbitrary Lagrange multiplier, φ∗. By taking the derivative

with respect to the Lagrange multiplier we recover the forward model equations

∂L
∂φ∗(n)

= 0 = φ(n)−M |n−1φ(n− 1) n ∈ {1, 2, ...Nf} .

By taking the derivative with respect to the concentration at final time we get

∂L
∂φ(Nf )

= 0 = 〈wΩ̃,1〉 − 〈φ
∗(n),1〉 ,
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where 1 is a vector of 1’s and thus

φ∗(Nf ) = wΩ̃ . (5.7)

Next, we consider the derivative of the Lagrangian with respect to φ(n) for n ∈ {0, 1, ..., Nf − 1}

∂L
∂φ(n)

= 0 = −〈φ∗(n),1〉+ 〈φ∗(n+ 1),M |n1〉

= −〈φ∗(n),1〉+
〈
M |Tnφ∗(n+ 1),1

〉
from which we see

φ∗(n) = M |Tnφ∗(n+ 1) n ∈ {0, 1, ..., Nf − 1} . (5.8)

Equations (5.7) and (5.8) formulate the initial conditions and reverse propagation of the

adjoint model, MT , which we restate for clarity

φ∗(n) = M |Tnφ∗(n+ 1) n ∈ {0, 1, ..., Nf − 1}

φ∗(Nf ) = wΩ̃ .

(5.9)

At last, the connection between the adjoint variable, φ∗, and the residence time can be
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made clear. We rewrite the objective function together with the Lagrange multipliers

rj(Nf ) = 〈wΩ̃,φ(Nf )〉 −
Nf∑
n=1

〈φ∗(n),φ(n)〉+

Nf∑
n=1

〈φ∗(n),Mn−1φ(n− 1)〉

= 〈wΩ̃,φ(Nf )〉 −
Nf∑
n=1

〈φ∗(n),φ(n)〉+
〈
M |Tn−1φ

∗(n),φ(n− 1)
〉

= 〈wΩ̃,φ(Nf )〉 −
Nf∑
n=1

〈φ∗(n),φ(n)〉+

Nf−1∑
n=0

〈φ∗(n),φ(n)〉

= 〈φ∗(0),φ(0)〉

= 〈φ∗(0), ej〉 .

That is, the mass left in the control domain at time Nf , given a point release at grid cell

index j, can be determined simply by selecting the adjoint variable at index j. We note that

our decision to choose grid cell j is arbitrary, and thus the mass at all points in the control

domain can be computed from a single integration of the adjoint model, equation (5.9),

subject to the “initial” condition φ∗(Nf ) = wΩ̃. A final consideration is that the choice of

our time horizon is arbitrary as well, and therefore the adjoint variable at any intermediate

point in time can be used to evaluate the time evolution of r:

φ∗(Nf − τ) = r(τ) τ ∈ {0, 1, 2, ..., Nf} . (5.10)

We recall that r̂j(τ) = rj(τ)/Vj and therefore the residence time can be approximated as

Tj '
Nf∑
n=0

r̂j(n) =

Nf∑
n=0

1

Vj
φ∗j(Nf − n) (5.11)

with a “long enough” time horizon Nf .

Interpretation of the adjoint variable. The main difference between the adjoint variable
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shown here and the adjoint variable resulting from the infinite dimensional derivation in

Delhez et al. (2004) is the presence of the volumetric elements Vj. As a result, the adjoint

variable has a different interpretation. In our case φ∗ = r, while in their case φ∗ = r̂.

This shows how the definition of the adjoint model can change depending on the definition

and representation of the objective function, and it is important to be consistent with the

underlying computational framework.

We make one more important note on the interpretation of the adjoint variable in the

finite and infinite dimensional cases that has previously caused some degree of confusion. In

the finite dimensional case, the adjoint variable can be interpreted as the sensitivity of the

objective function to the state variable. In our case, this is seen most easily at final time Nf :

∂rj
∂φ∗(Nf )

= wΩ̃ .

That is, the sensitivity of the mass in the control domain to the tracer concentration is sim-

ply given by the volume taken up by the tracer at each location. The benefit of algorithmic

differentiation is that this is always the case - the adjoint state variable can always be inter-

preted as the sensitivity of the objective function to the corresponding forward state variable,

e.g. (Giering and Kaminski, 1998; Marotzke et al., 1999; Heimbach et al., 2011; Heimbach

and Losch, 2012). Thus, the sensitivity for all intermediate variables and parameters can be

diagnosed from a single integration of the adjoint model. On the other hand, the interpreta-

tion of the infinite dimensional adjoint variable is not inherently the sensitivity. Rather, in

this case the sensitivity is usually determined by taking the variation of a similarly defined

Lagrangian with respect to the desired control parameter. As a result, a new set of equations

must be derived any time one is interested in the sensitivity to a new control parameter. For

a concrete example of this process, consider the Lagrangian formed from a standard, reg-

ularized model-data misfit objective function in Alexanderian et al. (2016), equation (5.3).
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From this Lagrangian, the forward model, adjoint model, and control parameter sensitivities

are derived and defined by their equations (5.4, a-c).

5.3 Timescales of the Pine Island cavity circulation

In this section we present the results from integrating the adjoint model, equation (5.9). Our

forward model is outlined in chapters 1 & 4. We use the QGLeith setup described in chapter

4, and apply a small minimum viscosity and diffusivity of 4 m2/s. The model is integrated

forward for 10 years, achieving an approximate steady state circulation. We then initialize a

1 year forward simulation from this spunup state. During this integration, the full nonlinear

model (equation (1.1)) is evaluated and used to provide the flow information to the passive

tracer advection-diffusion equations. The results presented here are based on the adjoint

state variables after integrating the adjoint model in reverse over the same year.

Spatial variability in the flow field. Figure 5.1(a-c) shows the quantity r̂ at various time

intervals τ in the latitude-longitude plane at 450 m depth. The results here are based on

the definitive residence time description, such that there is no modification of the boundary

conditions shown in equation (5.1). Conceptually, this corresponds to a Lagrangian tracer

release, where the tracer is allowed to advect out and back into the ice shelf cavity. The ice

front is denoted by the blue line, and the cavity lies to the east of that line. Because we use

the definitive residence time metric, φ∗ has nonzero values outside of the ice shelf, in Pine

Island Bay (to the west of the blue line). While this has no formal interpretation in terms

of r̂, i.e. the relative mass remaining under the ice shelf, it highlights the gyre dynamics in

Pine Island Bay. The regions of nonzero value indicate the inflow of water masses from the

northern side of the open boundaries. The term “inflow” may be confusing when considering

r̂ or φ∗, since these quantities are dictated by the reverse dynamics of the adjoint model.
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Therefore, we show Figure 5.1(d) to give a clear sense of the forward flow field, represented

by the vertically integrated horizontal velocity.

Figure 5.1(d) indicates the location of four mini-gyres underneath the ice shelf that

exhibit the most intense localized flow. The W marks the west-most gyre, which is the

approximate location of a channel in the ice shelf topography where meltwater is funnelled

rapidly out of the cavity. Any water mass originating from this area quickly exits the cavity.

Accordingly, we see that after a time interval of 7 days, r̂ is close to zero throughout the

channel and in the southern portion of the domain (Figure 5.1(a)). After 14 days, the spatial

pattern of r̂ shows a pathway by which the gyres marked W and S are connected (Figure

5.1(b)). Considering the forward circulation shown in panel (d) and the “ring” in panel (b)

where r̂ < 0.25, we see a pathway: water masses enter the cavity north of W, quickly loop

toward the grounding line around S, and follow the topographically constrained channel out

of the domain. This region has the most intense circulation, quantified by a relatively large

amplitude barotropic streamfunction and accordingly low values of r̂ after 1-2 weeks.

After about 40 days, water masses originating from underneath most of the main cavity

(south of N) have exited, as indicated by low values of r̂ in Figure 5.1(c). By inspecting the

spatial patterns of the flow field in panel (d) and the relative mass in panel (c), we see how the

gyre at location E is connected to S and W. At gyre E, the circulation is cyclonic, such that

water masses on its northern edge are pushed clockwise, bounded by an ice plain discussed

in chapter 4. From here, water masses are topographically steered along a bathymetric ridge

that splits the domain, at which point the flow connects with the S and W gyres.

The northern region of the domain exhibits much more stagnant flows, as indicated by

relatively high values of r̂ for all τ considered. We note that the exception to this is a region

of the northern cavity that is close to the open boundaries. However, this area is not shown

well by the selected depth slice (450 m). Throughout the entire northern cavity, meltrates

are relatively low (Figure 4.3) and therefore the buoyancy driven flow is relatively weak. As
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Figure 5.1: (a-c) The relative mass, r̂(τ), shown in the latitude-longitude plane at 450 m
depth, computed with the definitive residence time criteria, i.e. with the open boundary
conditions in equation (5.1). The blue line indicates the approximate location of the icefront,
and locations to the east of this line are under the ice shelf. (d) The barotropic streamfunction
(color) and vertically integrated flow (streamlines). The labels mark four mini-gyres by their
approximate cardinal location relative to one another.

a result, the residence time across most of this subdomain is high compared to the rest of

the cavity, which we make clear in the next subsection.

The residence time of the Pine Island ice shelf cavity. Here we approximate the

residence time via equation (5.11), integrating over a one year period. We summarize the

spatial pattern of the residence time by considering the quantity

ζ(τ) := 1−
∑NΩ̃

i=1 ViT̂i(τ)∑NΩ̃
i=1 Vi

, (5.12)

where T̂ (τ) indicates grid cells for which the mean residence time is less than or equal to τ :

T̂i(τ) :=


1, Ti ≤ τ

0, otherwise .

(5.13)

Intuitively, the quantity ζ(τ) indicates the volume fraction of fluid that would still be in the
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cavity after a point release τ days earlier. Figure 5.2(a) shows this quantity for the entire

cavity (blue curve). To be concrete, this curve indicates that about 36% of the cavity volume

requires more that 120 days to be flushed out.

The gray curve in Figure 5.2(a) indicates that the cavity water masses approximately

obey first order exponential decay. That is,

∂ζ

∂τ
' − 1

τ0

ζ ,

and τ0 = 120 days corresponds well with the numerical results. As such, we can consider

the e-folding time or mean lifetime of the cavity water masses to be about 120 days. We

note that this compares well to the domain averaged mean residence time, which is about

115 days. Thus, we consider 120 days to be a well-justified timescale of the sub ice shelf

cavity circulation.

The other curves in Figure 5.2(a) show ζ for subregions of the cavity, which give a

summarized view of the spatial patterns discussed in the previous subsection. Specifically,

the green and red curves in panel (a) show ζ for the subcavities that are approximately south

and north of the “N” in Figure 5.1(d), respectively. We refer to these subregions as the main

trunk and northern cavity, respectively. In the first 90 days, about half of the sub ice shelf

fluid is flushed out of the cavity. Beyond this point, we see the effect of the more stagnant

circulation in the northern cavity - it takes about 9 months for 80% of the water mass to

exit. On the other hand, the main cavity reaches this level in about 6 months.

Finally, Figure 5.2(b) shows ζ for each of the subregions previously defined, except here

we only consider the upper 600 m of the water column. Clearly, this upper layer of fluid

exhibits a much faster circulation than the deeper regions of the water column. Specifically,

about 90% of the volume above 600 m depth has left the main trunk after about 3 months,

and the entire domain reaches this level after about 4 months. Moreover, this upper layer
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Figure 5.2: The quantity ζ for the ice shelf cavity and various subregions of the cavity, see
equation (5.12). (a) The volumetric fraction ζ, considering the full ice shelf cavity (blue),
only the main trunk (green curve; i.e. south of the N in Figure 5.1(d)), and only considering
the northern cavity (redcurve; i.e. north of the N). As an example, the blue curve indicates
that 36% of the ice shelf cavity requires more than 120 days to be flushed out. The gray curve
indicates exponential decay with a mean lifetime of 120 days. (b) The volumetric fraction
for each of the subregions, but only considering the upper 600 m of the water column.

of fluid in the sub ice shelf cavity has a mean lifetime of roughly 60 days - about half of

the circulation time for the full domain. These results show a summarized view of the affect

that the meltwater flux has on the cavity dynamics. In general, we see the signature of a

velocity field whose vertical profile is to first order in thermal wind balance, such that the

upper layer circulation is stronger (cf. section 4.5).

5.4 Discussion

In this chapter we have shown the appropriate means to estimate the residence time with

an adjoint model that is formulated by algorithmic differentiation. The difference between

our definition of the adjoint variable and the definition in Delhez et al. (2004) stems from

the point of discretization. In Delhez et al. (2004), a Lagrangian is formed and the infinite

dimensional form of the adjoint equation is derived in order to compute the residence time in

the eastern English Channel and southern North Sea. In our case, we derive the adjoint model

90



equation based on the discretized representation of the objective function. We emphasize that

this approach is consistent with algorithmic differentiation, which “automatically” derives

the adjoint model based on the discretized equations represented by the MITgcm FORTRAN

code. The practical difference between the two approaches is subtle, and essentially boils

down to the presence of grid cell volume within the adjoint variable.

The spatiotemporal evolution of the adjoint passive tracer transport model provides rich

information about the dynamical pathways of water masses within the ice shelf cavity. Our

results show the role of the mini-gyres underneath the ice shelf, which generally feed into

a vigorous, topographically constrained outflow through a channel in the southwest portion

of the domain. Finally, we provide a concise representation of the residence time. We

estimate that an approximate mean lifetime or e-folding time of the water masses originating

underneath the ice shelf is about 120 days. This estimate compares well to the domain

averaged residence time, which is about 115 days.

We make an important note about the timescales discussed here compared to the adjoint-

based sensitivity experiment by Heimbach and Losch (2012). In our experiment, the adjoint

model represents the dynamics of the advection-diffusion equation. On the other hand,

Heimbach and Losch (2012) considered the sensitivity of ice shelf melt to temperature and

salinity within the domain. As a result, their definition of the adjoint model corresponds

to the linearization of the general circulation model, equations (1.1). Sensitivities in their

case highlight the pathways relevant to linear perturbations in the model state, rather than

the more simple case here showing water mass transport. They estimate that after a time

horizon of 60 days, the sub ice shelf melting shows little sensitivity to the temperature and

salinity underneath the ice shelf. Despite the difference in experimental design, including

bathymetry and ice shelf topography, we note that this corresponds to the results shown

here. Specifically, we see that the upper 600 m of the water column exhibits a circulation

timescale of about 60 days, and this is largely driven by ice shelf melting.
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The domain integrated timescales discussed here agree surprisingly well with previous

estimates of the domain averaged residence time obtained from idealized simulations of Pine

Island-like ice shelf cavities. Holland (2017) showed both the equilibrium and transient re-

sponse of ice shelf melt to various forcing regimes, using a Boussinesq and hydrostatic model

with an idealized geometry. He showed that the equilibrium response to 0-2◦C of thermal

forcing exhibits a domain averaged residence time of 108-115.2 days, based on the area av-

eraged barotropic streamfunction. In an even more idealized setting, Zhao et al. (2018)

simulated two layer, quasi-geostrophic dynamics to study the influence of the bathymetric

ridge on the circulation under various physical regimes. They estimate the domain averaged

residence time of 3-5 months, depending on the stratification. Considering the broad agree-

ment from all of these perspectives, we conclude that 4 months (120 days) is a good estimate

of the circulation timescale for our purposes. We use this timescale to guide our experiment

design in chapter 6.
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Chapter 6

Parameter Inference and Uncertainty Quantification

This chapter presents the culmination of the entire work. We employ all of the tools de-

veloped in each of the previous chapters to assess the degree to which ocean observations

can constrain the simulated Pine Island sub ice shelf cavity circulation and meltrate. Our

prior uncertainty is characterized by the covariance model developed in chapter 2, which is

an important ingredient to our data-informed initial guess obtained in chapter 3. At this

stage, we employ a computationally intensive general circulation model as our “dynamical

interpolator” of the mooring data. The implementation of the numerical model here is based

on the QGLeith experiment shown in chapter 4, where we provide justification based on the

fit to the data and a qualitative assessment of the general circulation. Finally, the simula-

tion timescale of our numerical model is informed by the residence time metric discussed in

chapter 5.

We begin by providing more details on the formulation of the inverse problem, and our

general methodology for quantifying uncertainties. We then discuss some specifics related

to the numerical simulation and the methods employed in the inference problem, and then

provide an estimate of the computational cost to estimate the uncertainties. Finally, we

show the inference results, and first characterize the knowledge gained in the open boundary

conditions in the context of the surrounding gyre circulation. We finish by propagating the

uncertainties onto the simulated meltrate, and show the information gained by each step of

93



the inverse problem.

6.1 Formulation of the inverse problem

We recall some definitions from chapters 1-3. The posterior distribution of the inverse

problem is

πpost(m|d) ∝ πlike(d|m)πpostOI(m|dOI)

∝ πlike(d|m)πlikeOI(dOI|m)πprior(m) ,

(6.1)

where m is the multivariate control vector consisting of the temperature, salinity, and ve-

locity at the western open boundary of the domain: m = [θT ,ST ,uT ]T ∈ RNm . The prior

distribution is assumed to be Gaussian,

πprior(m) ∝ exp

{
1

2
(m−m0)T Γ−1

prior (m−m0)

}
,

with the block diagonal prior covariance

Γprior =


Γprior,θ 0 0

0 Γprior,S 0

0 0 Γprior,u

 ,

which is a result of the assumption that prior covariance between individual variables is

negligible. The OI likelihood is also assumed to be Gaussian,

πlikeOI(dOI|m) ∝ exp

{
1

2
(dOI −Gm)T Γ−1

obsOI (dOI −Gm)

}
,
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with ΓobsOI = diag{σi}NOI
i=1 . Finally, recall that since the interpolation operator is linear and

block diagonal, and the prior is block diagonal, the OI posterior is block diagonal

ΓpostOI =


ΓpostOI,θ 0 0

0 ΓpostOI,S 0

0 0 ΓpostOI,u

 ,

where each covariance matrix (block) is obtained separately with an independent eigenvalue

decomposition.

In this stage of the inverse problem, the distribution πpostOI(dOI|m) acts like the prior,

as it is our updated prior knowledge given an initial inference conditioned on dOI, the CTD

and LADCP data near the open boundary. Now our task is to condition the parameters on

the mooring data within the computational domain, subject to the nonlinear forward model

dynamics. As with the likelihood distribution in the OI problem, we represent the likelihood

here with a Gaussian distribution:

πlike(d|m) ∝ exp

{
1

2
(d− f(m))T Γ−1

obs (d− f(m))

}
.

Here d ∈ RNd are the observed temperature and salinity values at the mooring locations,

and Γobs describes the error covariance, which is assumed to have the diagonal structure

Γobs := diag
{
σ2
i

}Nd

i=1
,

where σi are the standard deviations corresponding to each observation location as discussed

in Appendix A.

The key to this stage of the inverse problem is that the parameter to observable map,

f(m), involves a solution of the nonlinear general circulation model. As a result, πpost(m|d)
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is not Gaussian, even though πpostOI(m|dOI) and πlike(d|m) are. The standard method of

choice for exploring such a posterior distribution is Markov Chain Monte Carlo (MCMC),

which involves sampling the posterior from which we can compute sample statistics. How-

ever, for this problem MCMC methods are still intractable due to the high dimensional

parameter space (O(104) degrees of freedom) and, more importantly, the expensive time-

dependent nonlinear forward model that would need to be evaluated at each sample. To

make this concrete, consider the scaling results presented in Appendix C and the represen-

tative timescale discussed in chapter 5. At optimal parallel efficiency on the computational

resources available, the forward solver takes about 70 minutes to simulate the cavity circu-

lation for four months. A typical Metropolis Hastings algorithm can require sample sizes in

the millions to converge (Petra et al., 2014). Evaluating each sample through this sequential

accept/reject algorithm would require over one hundred years of computational time. We

also consider the gradient and Hessian informed algorithms from Petra et al. (2014) and Al-

ghamdi et al. (2021), as they show much better computational performance. In particular,

the ISMAP algorithm shown in Petra et al. (2014), seems attractive because all samples

can be evaluated in parallel. However, this still requires O(104) samples, amounting to a

little over 80 core-years to evaluate. Given our locally available computing resources, this

would take ∼2 months to evaluate - assuming full machine utilization and no interruptions

between sample evaluations. To make matters worse, all of these estimates are based on

evaluating a single MCMC chain, and evaluating the posterior could require many more.

While investigating such methods is an important area of future work, it is not feasible and

out of scope for the current study. We therefore make assumptions similar to e.g. Isaac et al.

(2015) to approximate the posterior.

We make a quadratic approximation of the negative log of the posterior shown in equa-

tion (6.1), which amounts to a Gaussian centered at the maximum a posteriori (MAP)

point: N (mMAP,Γpost). Obtaining the MAP point is equivalent to solving the deterministic
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minimization problem

mMAP := arg min
m∈RNm

J (m) (6.2)

where the cost function, J , is defined with weighted norms consistent with the definition of

the posterior,

J (m) :=
1

2
||d− f(m)||2

Γ−1
obs

+
1

2
||m−mOI||2Γ−1

postOI
. (6.3)

The posterior covariance can then be represented by the Hessian of J (m)

Γpost = H−1 =
(
F T
mΓ−1

obsFm + Γ−1
postOI + Jmm

)−1
, (6.4)

where

Fm :=
∂f

∂mT

∣∣∣
m

and

Jmm :=

(
∂2f

∂m∂mT

∣∣∣
m

)T
Γ−1

obs (d− f(m)) .

In this work we make that Gauss-Newton approximation of the Hessian, such that

H ' HGN = F T
mΓ−1

obsFm + Γ−1
postOI

and

Γpost '
(
F T
mΓ−1

obsFm + Γ−1
postOI

)−1
.

Our justification for this assumption is that the weighted misfit, (d − f(m))/σ, is small at

the MAP point and the term Jmm is therefore negligible. Moreover, this form of the Hessian

is far less computationally demanding than the full form as it only involves first derivatives,

and is guaranteed to be positive definite. Evaluating or representing the Gauss-Newton

Hessian, and its inverse, is still a computational challenge because it is formally a matrix
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withO(108) entries. In the following sections, we provide more details on our implementation

for evaluating the MAP point and approximating the Gauss-Newton Hessian (which of course

we do not form explicitly) and its inverse.

6.2 Quasi-Newton optimization for the MAP point

We employ the iterative, limited-memory BFGS Quasi-Newton optimization algorithm de-

scribed in Gilbert and Lemaréchal (1989, 2009) to find an approximate solution to equation

(6.2). At each descent step of the algorithm the parameters are updated according to

δmk+1 = δmk + αkhk , (6.5)

where δmk := mk −mOI is the control vector updates at step k, αk is determined by a line

search subject to the Wolfe conditions, and hk is the search direction. We allow a maximum

of 60 previous gradient evaluations and control vector updates to approximate the Hessian.

Each descent step of the optimization algorithm may involve more than one cost function

evaluation (forward PDE solve) and gradient evaluation (adjoint PDE solve). To be clear

about the notation, we refer to actual steps shown by equation (6.5) as “descent steps”,

while noting the total number of forward and adjoint solves required.

Simulation time period. The goal of the optimization is to find the optimal parameter

values such that the approximate steady state circulation is consistent with the observations.

As a result, we require an approximate equilibrium model trajectory for evaluating both the

cost, J (mk) (forward model) and the gradient ∇mJ (mk) (adjoint model). Therefore, each

iteration of the algorithm requires some degree of model spinup to equilibrate the model

dynamics with respect to the parameter update δmk = mk−mOI. We recall from chapter 5

that 64% of the water mass underneath the ice shelf have a mean residence time of 4 months
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or less. Conceptually, this indicates that after 4 months most of the sub ice shelf water masses

have interacted with the open boundaries. Therefore, at each iteration we integrate the model

forward for 4 months as a rapid spinup period. Then, forward and adjoint simulations that

also cover a 4 month time period are initialized from this quick spinup. This process ensures

that the misfit is relevant to the steady state given the parameter update, and the gradient

sufficiently captures the relevant dynamics of the adjoint model that propagate the misfit

information to the domain’s open boundaries. Considering the time averaging, we write the

parameter to observable map with a bit more formality as

f(m) =
1

tf − t0

∫ tf

t0

I(M(m, t)) dt . (6.6)

Here tf − t0 is four months starting from t0 given by the last 4 month spinup period.

M(·, t) : RNm → RNu generically represents the forward model at time step t, mapping

the parameters to the model state, and I : RNu → RNd selects the model state at the appro-

priate observation locations.

Square root of the inverse OI posterior covariance. Here we discuss details related

to the implementation of the regularization term in the cost function, equation (6.3). We

show a derivation for the inverse square root of the posterior from the optimal interpolation

problem that is used to compute the proper weighting for the regularization norm. The

derivation is similar to the one shown in the Appendix of Bui-Thanh et al. (2013), which

is for the square root of a posterior covariance. Recall that Γ−1
postOI is the Hessian of the OI

cost function

Γ−1
postOI = HOI = GTΓ−1

obsOIG+ Γ−1
prior .

To obtain the solution to the OI problem, we computed a reduced eigenvalue decomposition
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of the prior preconditioned misfit hessian, H̃OI ' VrΛrV
T
r , which we utilize here as follows

HOI = Γ
−T/2
prior (I + H̃OI)Γ

−1/2
prior

' Γ
−T/2
prior (I + VrΛrV

T
r )︸ ︷︷ ︸

B

Γ
−1/2
prior .

At this point it becomes clear that we need a square root decomposition of B to obtain a

square root decomposition of HOI. First we rewrite B as

B =
Nm∑
i=1

viv
T
i︸ ︷︷ ︸

I

+
r∑
i=1

λiviv
T
i

=
r∑
i=1

(λi + 1)viv
T
i +

Nm∑
i=r+1

viv
T
i

Now B1/2 can be expressed following the standard definition of the square root of a positive

self adjoint operator (Arbogast and Bona, 2008),

B1/2 =
r∑
i=1

√
λi + 1viv

T
i +

Nm∑
i=r+1

viv
T
i

=
r∑
i=1

(√
λi + 1− 1

)
viv

T
i +

Nm∑
i=1

viv
T
i

= VrYrV
T
r + I

where Yr := diag
{√

λi + 1− 1
}r
i=1

. At this point we can define the square root

Γ1/2 := Γ
−T/2
prior B

1/2
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and we see that Γ1/2 is the approximate square root operator we desire:

Γ1/2(Γ1/2)∗ = Γ1/2ΓT/2 = Γ
−T/2
prior B

1/2B1/2Γ
−1/2
prior

= Γ
−T/2
prior BΓ

−1/2
prior

' HOI .

To be explicit,

Γ
−1/2
postOI '

(
I + VrYrV

T
r

)
Γ
−1/2
prior .

Nondimensional control vector. During the optimization, we operate on a nondimen-

sional parameter via the change of variables:

δm̂k = Σ−1δmk

where δm := m − mOI is the vector of parameter field updates with units, while δm̂ :=

m̂− m̂OI is nondimensional. Recall that Σ = diag {σi}Nm

i=1 contains the prescribed standard

deviation for each element of the control vector. We use a nondimensional control vector in

order to balance all inputs to the multivariate regularization term. Additionally, we argue

that nondimensionalizing the controls in this way allows for a more intuitive balance between

the misfit and regularization terms in the cost function. With this nondimensionalization
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we write the regularization term as a function of the nondimensional control vector m̂:

||δm||2
Γ−1

postOI
= ||Γ−1/2

postOIδm||
2
2

' ||(VrYrV T
r + I)Γ

−1/2
prior δm||22

= ||(VrYrV T
r + I)C−1X−1Σ−1δm||22

= ||Γ̂T/2m̂||22 ,

where Γ̂T/2 = ΓT/2Σ = (VrYrV
T
r + I)C−1X−1. At last, the cost function is

Ĵ (m̂) :=
1

2
||f̂(m̂)− d||2

Γ−1
obs

+
1

2
||Γ̂1/2δm̂||22 .

where f̂( · ) := f(Σ · ).

Implementation. During the second stage of the inverse problem, we use the same model

configuration here as we did in chapter 5 to obtain a flow field for the passive tracer experi-

ment. That is, we use the same configuration as the QGLeith experiment in chapter 4, and

employ a small minimum viscosity of 4 m2/s. Additionally, we note that while open bound-

ary conditions have been used as control variables in previous deterministic optimization

problems with the MITgcm, e.g. (Gebbie et al., 2006), incorporating these in a proba-

bilistic inversion required a more general rewrite of their implementation in the MITgcm.

Importantly, the new implementation makes use of the Γ
−1/2
postOI as a regularization in the

optimization problem. We note that we implemented a similar python scheduler to manage

the optimization as with the OI problem (section 3.2). That is, a new driver class is used to

schedule MITgcm jobs via SLURM during each step of the optimization, corresponding to (1)

the cost function and gradient evaluation with the adjoint MITgcm, (2) the line search and

descent step calculations, and (3) the rapid spinup with the forward mode of the MITgcm.
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Finally, a consequence of assigning the boundary conditions at the center of the gyre in Pine

Island Bay is that the vortex stretching term, which is used to diagnose the nonlinear eddy

viscosity in the QG Leith parameterization, spikes in this exact location. While this is to be

expected, and is generally not an issue for the forward model due to the implementation of

the QG Leith parameterization in the MITgcm, it does bring some complications that have

to be treated in the adjoint to get useful gradient information such that the optimization

algorithm progresses. The treatment of this term is discussed in Appendix D.

6.3 Randomized eigenvalue decomposition to estimate the poste-

rior covariance

We approximate the posterior covariance with the inverse of the Gauss-Newton Hessian,

which is linearized about the MAP point. To scalably form the Gauss-Newton Hessian, we

build up a reduced eigenvalue decomposition based on the randomized algorithm presented

in Halko et al. (2011). We begin by forming the prior preconditioned misfit Hessian, which

after some manipulation (as in chapter 3) is:

H̃ := Γ
T/2
postOIF

T
mΓ−1

obsFmΓ
1/2
postOI .

We note that the form of the square root of the OI posterior covariance, Γ
1/2
postOI, is given

by a very similar derivation that is shown in the previous section for its inverse, see also
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Bui-Thanh et al. (2013). We simply state that

ΓpostOI = Γ
1/2
postOIΓ

T/2
postOI

Γ
1/2
postOI ' Γ

1/2
prior

(
I + VrPrV

T
r

)

where Pr := diag
{

1/
√
λi + 1− 1

}r
i=1

. With these ingredients we build up a reduced eigen-

value decomposition of the prior preconditioned misfit Hessian,

H̃ = U Λ̂UT ' UlΛ̂lU
T
l

where Ul := (u1 u2 · · · ul) ∈ RNm×l and Λ̂l := diag{µi}li=1 ∈ Rl×l are formed by the eigenpairs

(µi, ui). With the eigenvalue decomposition of the prior preconditioned misfit Hessian, we

approximate the posterior covariance similar to chapter 3 as follows

Γpost ' ΓpostOI − Γ
1/2
postOIUlD̂lU

T
l Γ

T/2
postOI

= ΓpostOI − ŨlD̂lŨ
T
l

' Γprior − ṼrDrṼ
T
r − ŨlD̂lŨ

T
l

(6.7)

where D̂l := diag{µi/(µi + 1)}li=1 ∈ Rl×l and Ũl := Γ
1/2
postOIUl. Here we see that the posterior

covariance matrix is composed of our prior information together with the information gain

from the first stage of the inverse problem through ṼrDrṼ
T
r and the second stage of the

inverse problem through ŨlD̂lŨ
T
l .

Computational cost of the randomized eigenvalue decomposition. Forming the

eigenvalue decomposition for H̃ is computationally demanding. Note that evaluating the

action of the H̃ requires an evaluation of the tangent linear model (TLM) and the adjoint
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model (ADM), which are linearized about the MAP point and weighted by the appropriate

covariance matrices:

H̃ = Γ
T/2
postOIF

T
mΓ−1

obsFmΓ
1/2
postOI

= Γ
T/2
postOIF

T
mΓ
−1/2
obs︸ ︷︷ ︸

ADM

Γ
−1/2
obs FmΓ

1/2
postOI︸ ︷︷ ︸

TLM

.

Forming the eigenvalue decomposition therefore requires 2l evaluations of the TLM and 2l

evaluations of the ADM, the latter of which is the dominant cost of the algorithm. The

linear algebra operations involve a QR decomposition and eigenvalue decomposition on a

reduced system, which are negligible by comparison. The computational cost of the TLM is

unfortunately ∼1.9 times the cost of a forward model evaluation. This extra cost is due to

the way the TLM code is produced by the algorithmic differentiation software TAF (Gier-

ing and Kaminski, 1998): during each evaluation of the TLM, the model re-evaluates the

trajctory of the nonlinear forward model alongside the TLM evaluation. The cost of the

evaluating the adjoint model is ∼5.8 times the cost of a forward model evaluation, due to

the three level checkpointing scheme and heavy I/O requirements to restore the forward state.

Square root of the posterior covariance. The square root of the posterior covariance is

used to scalably propagate uncertainties from the parameters to simulated meltrates (section

6.5). The square root of the posterior covariance has a very similar structure to what is shown

for the OI posterior, but we show it here to be explicit. We approximate the square root

with the reduced eigenvalue decompositions as

Γ
1/2
post ' Γ

1/2
postOI

(
I + UlP̂lU

T
l

)
= Γ

1/2
prior

(
I + VrPrV

T
r

) (
I + UlP̂lU

T
l

)
where P̂l := diag{1/

√
µi + 1− 1}li=1 ∈ Rl×l.
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Implementation. Our implementation to evaluate the randomized eigenvalue decomposi-

tion formulated by Halko et al. (2011) takes advantage of the parallel nature of the algorithm.

As with the OI problem and optimization problems, we developed an object oriented python

based algorithm to schedule each stage, where each execution of the MITgcm (i.e. tangent

linear or adjoint solve) is launched via SLURM (Yoo et al., 2003). We find the implementa-

tion to be advantageous as all the driving routines are easy to read and use in python, while

the heavy computing associated with the MITgcm is handled efficiently in FORTRAN. In

particular, the linear algebra is all performed in python using numpy (Harris et al., 2020) and

xarray to manage the multi-dimensional data (Hoyer and Hamman, 2017). With a control

space of Nm ∼ O(104), the reduced linear algebra problems easily fit in memory on a single

compute node on computing resources. However, the infrastructure could easily be extended

to use dask (Dask Development Team, 2016) to handle larger control spaces in multi-node

environments.

6.4 Parameter inference results

The goal of this section is to assess the knowledge gained in the open boundary conditions at

the western boundary of the domain. We begin by focusing on the Quasi-Newton optimiza-

tion results, highlighting the updates to the model trajectory at the observation locations.

We then consider the posterior uncertainty estimates from both stages of the inverse prob-

lem, considering the informed directions of parameter space in terms of the prior, the data,

and the relevant geophysical fluid dynamics.

Quasi-Newton optimization results. We obtain an approximate MAP point in param-

eter space via a two stage inverse problem, beginning with an initial guess obtained from

the OI solution presented in chapter 3. In chapter 4, we used the mooring data and satellite
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Figure 6.1: The misfit term in the cost function, equation (6.3), over the course of 37 Quasi-
Newton descent steps. The left axis shows the misfit, and the right axis shows the misfit
relative to the initial guess.

based meltrate estimates to justify parameterization choices in the forward model. The result

of these efforts is an initial guess that fits the mooring data within one standard deviation at

most of the observation locations. At last, we carry out the Quasi-Newton algorithm for 37

descent steps, corresponding to 39 cost function evaluations and adjoint model solves. The

total computational cost is 13 days of CPU walltime, 18,720 core-hours. The evolution of

the misfit term of the cost function, Jmisfit = ||f(m)− d||Γ−1
obs

, is shown in Figure 6.1. Over

the course of the optimization, the misfit is reduced by ∼39%. The resulting temperature

and salinity profiles, f(mMAP), are shown in Figure 6.2. The optimization shows incremental

changes to the model’s representation of the observations. The most notable changes are

at the BSR5 mooring (left column), where the initial estimate of salinity and temperature

below 400 m depth is now 0.06◦C warmer and 0.01 g/kg saltier.

Adjustments to the open boundary conditions. The control parameter updates re-

sulting from the optimization are shown in Figure 6.3. The amplitude of the adjustments is

relatively small, but bears the signature of the gyre dynamics and meltwater export in the

domain. The largest amplitude adjustments to the temperature and salinity fields generally
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Figure 6.2: Profiles of potential temperature and salinity at each mooring location compared
to the model solution. (top row) Potential temperature at each mooring location (column),
showing the data mean value (x) and standard deviation, compared to the initial guess
f(mOI) (dotted line), and the approximate MAP f(mMAP) (solid line). (bottom row) Similar
profiles showing salinity at each mooring location.
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Figure 6.3: Control parameter adjustments δmMAP = mMAP−mOI corresponding to poten-
tial temperature (a), salinity (b), and zonal velocity (c).

hug the northern boundary of the main basin (Figure 6.3(a & b)). The location of these

adjustments corresponds to the source of incoming water masses to the gyre and ice shelf

cavity. Recall the inflow pathways highlighted by the adjoint passive tracer experiment in

chapter 5. We therefore conclude that the control parameters are informed by the mooring

observations via a geostrophically driven flow, propagating with topography “to-the-left” in

the Southern Hemisphere.

The structure of the zonal velocity updates, Figure 6.3(c), shows a somewhat “two-layer”

circulation in Pine Island Bay. The adjustments generally increase the flow at depths below

∼400-600 m and increase the flow away from ice shelf at depths above this level. The pat-

tern resembles an overturning structure that one might expect in a thermohaline circulation

driven by an ice shelf, e.g. (Hellmer and Olbers, 1989). We note that there were no direct

observations of velocity ingested during the optimization problem. Thus, we conclude that

the adjustments show the information gained about the circulation from hydrographic mea-

surements via the buoyancy driven flow induced by ice-ocean interactions.
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Information gain at the open boundary. Here we consider the uncertainty reduction

afforded by both stages of the inverse problem. Recall from equation (6.7) that the informa-

tion gain from prior to posterior is represented by the eigenvalue decompositions {λi, vi}ri=1

and {µi, ui}li=1 from the first and second stages of the inverse problem, respectively. Figure

6.4 shows the eigenvalues from these decompositions. The eigenvalue spectrum indicates the

dimensionality of the informed subspace afforded by the inversion, since values below one

are not well informed by the data, but instead by the prior.

Recall that the OI problem is solved separately for temperature, salinity, and velocity due

to the interpolation operator and assumed structure of the prior. Figure 6.4(a) shows that

the CTD and LADCP casts in Pine Island Bay near 102.75◦W inform 59, 36, and 14 modes

of parameter space for the salinity, temperature, and zonal velocity fields, respectively. The

difference in these numbers reflect the unique situation of each independent OI problem. We

recall that the temperature observations exhibit large (> 0.5◦C), spatiotemporally localized

fluctuations, while any of these patterns are much more muted in the salinity observations

(section 3.3, Figure 3.6). Thus, the temperature profiles were assigned a relatively high

observational uncertainty (Appendix A). The difference between the number of informed

modes between temperature and salinity likely reflects this relatively larger uncertainty in

the temperature observations. Similarly, the velocity field resulting from the OI problem

generally does not fit the data as well as the inferred temperature and salinity fields. In

section 3.4 it was concluded that this had to do with a fairly complicated structure in the

velocity data that is penalized by the prior uncertainty. The resulting dimensionality of the

informed subspace for the velocity field is therefore relatively low, compared temperature

and salinity.

The eigenvalue spectrum resulting from the second stage of the inference problem is

shown in Figure 6.4, which considers the multivariate control vector of temperature, salin-

ity, and velocity combined. Here we see that only one direction in parameter space is well
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Figure 6.4: Eigenvalues of the prior-preconditioned misfit Hessian from both stages of the
inverse problem. (a) Eigenvalues from the OI problem discussed in chapter 3. Recall that
separate solutions are obtained for each variable (temperature, salinity, and velocity) owing
to the design of the interpolation operator and the assumption of no off diagonal blocks in
the prior covariance. The units of each eigenvalue are indicated in the figure legend. (b)
Eigenvalues of the Gauss-Newton Hessian evaluated at mMAP, as outlined in section 6.3.

informed by the data, which we attribute to the sparsity of the data and prior constraints.

The data in this stage are quite sparse - there are four mooring locations (Figure 1.2) with

a total of 49 observables, considering temperature and salinity observations at each depth

level separately. Additionally, any information afforded by these observations must be unique

“enough” compared to the OI results which we recall provide an initial guess that is mostly

within one standard deviation of the observations.

The informed subspace. Figure 6.5 shows some of the most informed directions in pa-

rameter space for each variable. The top two rows (a-f) show the first two eigenvectors from

the OI problem, and the lower row (g-i) shows the leading mode from the second stage of

the inference problem. We note that the pointwise variance fields (not shown) indicate a

similar structure to these eigenvectors, except that they do not indicate a sense of direction

(i.e. positive/negative sign). We therefore show the leading eigenvectors.

The first (a-c) and second (d-f) eigenvectors from the OI problem show that in this stage
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uncertainty is primarily reduced directly at the data locations. In panel (a), the specific

location of each CTD/LADCP cast is indicated by black triangles at the top of the plot.

Correspondingly, we see vertical lines in the leading eigenvectors of each field, indicating

that the most information gain from the OI problem is localized to the vertical profile from

the CTD/LADCP cast. Additionally the regions with the largest amplitudes are generally

based on where the data are clustered together: mostly toward the southern and northern

boundaries of the main basin. Beyond the ship casts, information is spread throughout the

region from the correlation structure of the prior.

The eigenvector(s) from the second stage of the inverse problem (g-i) show what is to be

gained from combining a general circulation model with the observations. Unsurprisingly,

we see similar features to the control parameter adjustments: the most notable temperature

and salinity structures hug the northern topography and the velocity field shows an over-

turning circulation. We note two differences that are visible in the eigenvectors. First, we

see the influence of the OI posterior in this stage of the inverse problem as clear lines at the

locations of the CTD and LADCP casts. There is apparently no information to be gained

from this stage at these locations, indicated by near zero values where the OI posterior is

most informed. Secondly, the velocity eigenvector indicates that the “subcavity” north of

74.6◦S is well informed by this stage of the inference problem. Considering the lack of obser-

vations here, this shows a clear signal coming from the mooring observations via the flow field

in the general circulation model. This pattern is somewhat visible in the salinity field, as well.

6.5 Quantifying uncertainty in the simulated meltrate

The final goal of this work is to show the information gain in the simulated meltrates afforded

by the ocean observations, stemming from the open boundary conditions. We estimate this
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Figure 6.5: Eigenvectors from both stages of the inverse problem. The upper two rows show
the first (a-c) and second (d-f) leading eigenvectors, considering each variable separately. The
lower row (g-i) shows the leading eigenvector from the second stage of the inverse problem,
restricted to each variable separately. The colorbar below panels (d-f) corresponds to the
two plots above it, while the colorbar below panel (g-i) is relevant to the bottom row. The
triangles above panel (a) indicate the location of the ship-based CTD/LADCP casts which
inform the parameter space during the OI problem.113



quantity using an adjoint method, similar to Loose and Heimbach (2021); Loose et al. (2020);

Isaac et al. (2015), based on a linearization of the control parameter uncertainty pushed

forward onto the meltrate estimate. First, we define the scalar Quantity of Interest (QoI) to

be the spatially integrated and temporally averaged meltrate:

Q(m) =
1

tf − t0

∫ tf

t0

∫
∂Ωice

FSice(m; x, t) dxdt ' 1

Nf

Nf∑
n=1

N∂Ωice∑
i=1

(V Qmelt(m;n))i (6.8)

where FSice(m; x, t) and Qmelt(m;n) represent the infinite dimensional and discretized meltrate

fields under the ice shelf, respectively, given a model trajectory resulting from the control

parameter m. We note that tf − t0 = Nf∆t is four months, consistent with the cost function

evaluation, and that t0 starts after a four month spinup period initialized with mMAP. The

linearized QoI sensitivity is approximated via the adjoint model

q =
∂Q
∂mT

∣∣∣
m
∈ RNm . (6.9)

We note that this can be obtained from a similar derivation to the one shown in section 5.2.

To compute the linearized estimate of uncertainty in the QoI with respect to some co-

variance Γ = Γ1/2ΓT/2, we compute:

qTΓq = qTΓ1/2ΓT/2q = ||ΓT/2q||22 , (6.10)

where Γ represents the prior, OI posterior, and posterior covariance in what follows. We note

that the linearization in equation (6.9) is about mOI when projecting onto the prior and OI

posterior, and about mMAP when projecting onto the posterior. However, the sensitivities

are not appreciably different. We note that similarly, the MAP estimate of meltrate does

not change significantly from the first to second stages of the inverse problems. That is,

Q(mOI) = 47.8 Gt/yr, and Q(mMAP) = 48.4 Gt/yr.
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Projection of uncertainty. The sensitivity of the temporally averaged, spatially inte-

grated meltrate field to the open boundary conditions is shown in Figure 6.6(a-c). The

sensitivities show some similarities to the control adjustments and eigenvectors. Namely,

the strongest patterns are once again located at the gyre inflow constrained to the northern

boundary of the basin. The meltrate pattern this time also shows increased sensitivity to

the basin’s boundary. Additionally the vertical structure is slightly more complicated than

the simple overturning structure shown earlier. We note that the sensitivity field shows a

sharp “split” down the center, and this is not a plotting artefact. This feature arises because

the open boundaries are located at the center of a gyre, and the right half of the split has a

larger amplitude because this is where the gyre inflow originates from (i.e. the adjoint model

propagates toward). See for instance Figure D.1(a) in Appendix D, which shows the center

of the gyre where the vortex stretching term is largest.

The sensitivities are used to obtain a linearized estimate of the prior, OI posterior, and

posterior covariance onto the QoI. We show the projection of prior and posterior uncertainty

onto the QoI in Figure 6.6, i.e. ΓT/2q where Γ1/2 takes on the square root of the prior

(d-f) and posterior (g-i) covariance. By comparing the two rows we see regions where the

“mapped sensitivity” has decreased in amplitude from prior to posterior. Correspondingly,

the total meltrate variance computed by equation (6.10) is shown for each stage in Figure

6.7, partitioned by each variable. The meltrate variance at the start of the inverse problem is

10.51 (Gt/yr)2, where this amplitude is largely determined by the prior standard deviations

(section 3.3; see also section 6.6 for discussion on these values). Most meltrate uncertainty is

reduced during the first stage of the inverse problem, where variance is reduced by about 74%.

Figure 6.7(b) indicates that the temperature and salinity fields show no further reduction

of uncertainty after this stage. We note that the salinity field shows greater uncertainty

reduction compared to temperature, and we suggest that this is due to the relatively lower
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uncertainty and variability in the CTD data.

During the second stage of the inverse problem, variance is reduced by another ∼6.5%

relative to the prior. Here the biggest information gain is in the velocity field at the open

boundaries. By comparing the mapped sensitivities from the OI posterior and the posterior,

(not shown) we see that the most uncertainty reduction comes from the small cavity on the

northern edge of the domain, north of 74.6◦S. Recall that in this region there are no CTD or

LADCP casts, and therefore we infer the following. Temperature and salinity observations

at the mooring locations in Pine Island Bay inform the unobserved velocity field via the

thermohaline circulation represented in the general circulation model. This information

is transferred via the reverse dynamics of the adjoint model to the northern edge of the

open boundaries where the gyre inflow originates. The sensitivity in Figure 6.6 indicates

that the same physical mechanisms responsible for this information transfer are responsible

for adjustments in the total meltrate. The result is that the velocity field maintains an

“effective proxy potential” (Loose and Heimbach, 2021), such that uncertainty reduction in

this property transfers to our estimate of the ice shelf melt via the underlying theory of

dynamical model.

6.6 Discussion

In this chapter we have shown the degree to which observations in the open ocean can

inform the Pine Island Bay hydrography and Pine Island ice shelf melting, subject to our

computational framework. The results have integrated all of the developments from the rest

of this work: the prior covariance model, the data-informed initial guess of the hydrography,

and the dynamics and timescales relevant to the cavity circulation. Our results are also

dependent on the parameterization choices made in the nonlinear forward model, based on

the analysis in chapter 4. While the uncertainties stemming from these choices are not
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Figure 6.6: (a-c) The sensitivity of the spatially integrated, temporally averaged meltrate to
each parameter field. The lower two rows show the projection of meltrate sensitivity onto
the prior covariance (d-f) and posterior covariance (g-i). Note the difference in scale between
the bottom two rows.
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Figure 6.7: Variance in the estimate of spatially integrated, temporally averaged meltrate
field during each stage of the inverse problem. (a) The total meltrate variance, according to
the projection of uncertainty estimated via the adjoint method discussed in the text. The
variance decreases from a prior uncertainty of 10.51 (Gt/yr)2 to 2.71 then 2.04 (Gt/yr)2 dur-
ing the first and second stages of the inverse problem, respectively. (b) The contribution to
meltrate variance from each variable during each stage of the inverse problem. For reference,
the MAP estimate of the total meltrate is Q(mMAP) = 48.4 Gt/yr.

explicitly quantified, they play an important role in establishing a reliable model trajectory.

We find that most of the adjustments and information gain in the open boundary conditions

afforded by the dynamics of the general circulation model stem from the gyre inflow, via

a topographically constrained flow. We conclude that this inflow pathway serves as an

important region to deploy observations in order to further inform our understanding of the

ocean-induced sub ice shelf melting.

Our framework has indicated that most of the information gain during the inverse prob-

lem was obtained during the optimal interpolation stage. We discuss several factors that

play into this result. First, we note that during the OI stage, observations are ingested in

very close proximity to the open boundary conditions. It is perhaps no surprise that direct

observations provide the most information to the full field reconstruction of the parameters,

even without specifying knowledge of the general circulation. Secondly, the data used in

this work is incredibly sparse. We note that observational campaigns continue to survey the

Amundsen Sea to the degree that weather and logistical constrains permit. The computa-
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tional infrastructure developed during this work can therefore be useful in considering the

information gain of additional observations as they are available.

Finally, we provide a post hoc evaluation of the prior uncertainties. Recall that the prior

standard deviation values were

σθ = 0.13 ◦C σS = 0.025 g/kg σu = 0.011 m/s .

These values were determined in chapter 3 to provide the best balance between the data

misfit and the desired smoothness imposed by the prior. Moreover, open boundary condi-

tions are notoriously challenging control parameters because small adjustments can lead to

unphysically large responses in the forward model, which is thoroughly illustrated by Gebbie

et al. (2006). We therefore surmised that specifying relatively low prior standard deviation,

and therefore a high penalty on adjustments during the optimization, could be beneficial for

numerical stability of the model. However, we consider two issues. First, the low standard

deviation values are likely the cause for the incremental changes during the optimization

phase. Secondly, the uncertainties are quite small compared to what an oceanographer

might say the true uncertainty in our modelled parameter fields is. For intuition, consider

for instance the 0.25◦C, 0.1 g/kg spread in the simulated temperature and salinity fields at

the BSR5 mooring location shown in Figure 4.2.

To address these concerns, we present one final result that suggests that indeed, for this

second stage of the inverse problem, larger uncertainties would be appropriate. Alongside

the probabilistic inversion presented in this chapter, we ran three other cases in which we

varied a Tikhonov regularization parameter β2 ∈ {10−3, 10−2, 10−1} where

Jreg =
β2

2
||m−mOI||2Γ−1

prior
. (6.11)

Figure 6.8 shows a summary of the optimization results from the case of β2 = 0.01 compared
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Figure 6.8: Results from applying a weighting of β2 = 0.01 to the regularization term of
the cost function, as shown in equation (6.11). (a) The misfit term corresponding to the
probabilistic case as discussed throughout the rest of this chapter (blue curve; β2 = 1)
and an optimization problem with β2 = 0.01 (green curve). (b) Salinity at the PIG N
mooring location, with a similar interpretation as Figure 6.2, except here the solid green
curve corresponds to the β2 = 0.01 case.

to the case developed in this chapter. We see that the misfit is almost immediately reduced

after only three descent steps, and has decreased by 64% after 26 descent steps (33 forward

and adjoint solves). Correspondingly, the temperature and salinity profiles seem to show a

better fit to the data, and we show the salinity at the PIG N mooring as a summarized view.

From these results, we conclude that the prior standard deviation could reasonably be taken

as an order of magnitude larger for the second stage of the inverse problem. These results

highlight a well known challenge in data assimilation, which is to assign the appropriate

balance between observational and prior uncertainties.
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Chapter 7

Conclusions and Outlook

Ice shelves in the Amundsen Sea, West Antarctica, are characterized by high basal meltrates,

which can lead to ice shelf thinning and increased mass flux from upstream glaciers into

the sea (Gudmundsson et al., 2019; Fürst et al., 2016). Previous studies, e.g. (Jenkins

et al., 2010; Jacobs et al., 2011; Dutrieux et al., 2014), have shown that ocean forcing is

a major driver of high meltrates underneath the Pine Island ice shelf. However, so far

it has been unclear exactly how well observations of the nearby ocean conditions inform

our estimates of meltrates. In this study, we formulated a Bayesian inference problem to

address this issue. Specifically, we quantified how well ocean observations inform, or reduce

uncertainty in, the meltrate under the Pine Island ice shelf, subject to the dynamics of a

high fidelity numerical model of the ocean circulation. Our results provide an estimate of

meltrate and uncertainty that is independent of satellite observations, and provide insight

into the oceanic processes that propagate information from the open ocean to the ice shelf

cavity. Additionally, this work is based on a novel computational infrastructure for end-

to-end uncertainty quantification for predictions from an ocean general circulation model.

While we have focused on applying this framework to the cavity circulation under the Pine

Island ice shelf, a similar framework can now be applied to other domains and quantities of

interest.

The inference problem outlined above is the main contribution of this work. However, a
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number of additional developments and decisions needed to be addressed in order to perform

the inversion. The contributions relevant to each of these developments are summarized in

the following paragraphs, concluding with a summary of the inference results.

We integrate the generic framework of Lindgren et al. (2011) and Weaver and Courtier

(2001) to develop a flexible covariance model appropriate for applications with complex

boundaries, multivariate control parameters, and highly anisotropic correlation length scales.

We derive the discretized form that is relevant to the MITgcm’s finite volume discretization

in chapter 2, and show that a single hyperparameter can be tuned to achieve a desired

correlation length, approximately coinciding with the theoretical Matérn covariance function.

We discuss the performance of the implementation within the FORTRAN code base in

Appendix B. This covariance model is used to specify our prior uncertainty in the inference

problem.

Models of the ocean circulation in the Amundsen Sea are subject to uncertainties aris-

ing from prescribed external (atmospheric or open boundary) forcing, the representation

of bedrock and ice topography, the parameterization of subgrid ocean turbulence, and the

parameterization of fluxes at the ice-ocean interface. Given the sparsity of available data

and the high dimensionality of our discretized computational domain, we choose not to infer

all of these fields directly (see chapter 1 for details). We choose the western open boundary

conditions, specifying the temperature, salinity, and zonal velocity in Pine Island Bay, to

be the control parameters which we infer in this study. We implement a python and FOR-

TRAN based optimal interpolation algorithm to acquire initial, data-informed estimates of

these fields, along with posterior uncertainty estimates. These results are shown in chapter 3,

together with some justification for hyperparameter choices that were involved in specifying

our prior uncertainty.

Modelling the ocean circulation underneath Antarctic ice shelves requires the specifi-

cation of a number of parameterizations in order to represent unresolved turbulence and
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exchanges at the ice-ocean interface. As noted previously, we do not to infer these pa-

rameterizations directly due to the ill-posed nature of such an inverse problem. Rather, in

chapter 4, we formulate a suite of forward modelling experiments to determine how best

to specify these parameterizations. We first reproduce the same conundrum that was high-

lighted by Dansereau et al. (2014). That is, the more physically justifiable ice-ocean transfer

parameterization produced the least realistic representation of sub ice shelf melting. Our

numerical modelling experiments resolve this issue by showing that this ice-ocean param-

eterization can produce a realistic circulation and meltrate when it is used in conjunction

with a flow aware subgrid turbulence parameterization. We find the recently developed QG

Leith parameterization (Bachman et al., 2017) to be effective, since this provides a means

to capture the impact of subgrid turbulence on the transfer of heat and salt. We show that

representing the subgrid thermodynamic interactions at the ice-ocean interface in this way

communicates the meltwater flux into the resolved portion of the cavity circulation. We

provide a quantitative assessment considering the available data, and we find this model

configuration to give an accurate baseline representation of the austral summer steady state

circulation under the ice shelf.

In chapter 5 we use the high fidelity general circulation model and its adjoint to better

understand the timescales of the circulation relevant to the Pine Island ice shelf cavity. We

show a derivation of the adjoint passive tracer equations that is relevant to the MITgcm,

which uses algorithmic differentiation to obtain an adjoint model. Our derivation shows a

slightly different interpretation of the adjoint variable as Delhez et al. (2004), highlighting

how the definition of “the adjoint model” can change based on the context of the problem

(i.e. the point of discretization and the objective function). We employ this framework in

the MITgcm to show how water masses are guided through the gyre, along a topographic

constraint and into the ice shelf. We highlight fast flowing and stagnant regions under the ice

shelf, providing an understanding of the processes that govern the circulation. We conclude
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with an approximate “mean lifetime” of 4 months for water masses under the ice shelf, which

coincides well with past work in more idealized settings.

At last, in chapter 6 we carry out the second stage of the inverse problem, where we

condition the open boundary conditions on the mooring data, subject to the information

from the OI stage and the dynamics of the numerical model. Our solution relies on an inte-

grated python/FORTRAN implementation where the MITgcm (in forward, tangent linear,

or adjoint mode) is called via a python driving class and SLURM scheduler. We show that

the most informed directions in parameter space coincide with the location of CTD/LADCP

casts from the OI stage. The second stage shows that the informed directions in parameter

space are exactly where the gyre inflow originates, implying that the connection is via a

topographically constrained flow through the basin. We use an adjoint-based approach to

approximate the inferred uncertainty in the simulated meltrate. We show that most of the

information gain is obtained during the OI stage, and this is particularly true for the temper-

ature and salinity fields. The velocity field, however, is further informed during the second

stage. We infer that the mooring observations inform the same buoyancy driven compo-

nent of the flow that the meltrate is sensitive to. We emphasize that no direct observations

of velocity were ingested during this stage, highlighting that the numerical model, and its

adjoint, successfully transfer the information from the observed to the unobserved variables.

7.1 Future work

There are a number of extensions of this work to be explored in the future. We discuss some

of these possible extensions here, and broadly group them into developments pertaining to

the covariance model, the forward model, and the inverse modelling framework.

Covariance Modelling. The generalized mapping method introduced by Lindgren et al.
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(2011) and Sampson and Guttorp (1992) that was further refined here provides a flexible

formulation for covariance modelling. We discuss in section 2.5 that our scaling analysis

naturally lends itself to a nonstationary form that is relevant to oceanographic modelling.

Specifically, it is common for the grid scale to vary with the first baroclinic Rossby radius

of deformation as this provides one means to determine the length scales of variability in

the ocean. Employing a covariance model that takes this local grid scale into account could

easily be implemented using the framework developed in chapter 2. It remains to be seen

how this would compare to the theoretical Matérn correlation function.

Another possible extension is one that is suggested by Weaver and Courtier (2001). That

is, the tensor in the SPDE Laplacian could further be modified to rotate with the (assumed)

locally varying isopycnal slope. This rotation could eliminate unwanted numerical diffu-

sion across isopycnals that is purely introduced by the discretization. We note that this

rotation was probably not necessary in our case, as the isopycnal slopes are relatively flat

(Figure 1.2(a)). However, this is generally not always true.

Numerical simulation of sub ice shelf cavity circulation. In chapter 4 we focused

our attention on simulating the cavity circulation and meltrate patterns under the Pine

Island ice shelf. By focusing on developing a realistic numerical model of this particular

ice shelf, we were able to validate our experiments with observational data. However, we

expect that the thermal wind enhanced flow shown here would manifest in simulations of

the cavity flow under other ice shelves in the Amundsen Sea. In particular, this mechanism

relies simply on cyclonic flow inside of an enclosed cavity, where relatively warm and salty

waters enter on the north/east boundary, and cold and fresh meltwater is driven outward

on the south/west boundary, generated by an ice shelf above. Idealized experiments from

Little et al. (2008) show that this general circulation is a common feature of ice shelves no

matter the bathymetric or ice shelf slope orientation. Observations at the front of the Dotson
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(Jenkins et al., 2018) and Getz (Wåhlin et al., 2020) ice shelves indicate that such a cyclonic

flow could exist under the shelves. Therefore, we surmise that a similar acceleration and

meltrate enhancement would occur in other Amundsen Sea ice shelf cavity flow simulations,

and suggest experimentation with flow aware subgrid-scale turbulence parameterizations in

future studies.

For our application, we found the QG Leith parameterization formulated by Bachman

et al. (2017) to provide a reasonable representation of subgrid processes. We note that

this parameterization is based on QG turbulence, but this assumption may not be valid

everywhere underneath the ice shelf. Determining the best representation of subgrid-scale

ocean turbulence in this context, for instance with an even higher resolution nonhydrostatic

model, could be considered for future work.

In all of the simulations shown, we made a number of assumptions that would need to

be relaxed before using any of these models to simulate the time evolution of the ocean

circulation under the Pine Island ice shelf, rather than a steady state solution as shown here.

We did not simulate sea ice, which may be valid for the time period we wished to represent,

January through March. However, sea ice is present in Pine Island Bay during other months

of the year (Scambos et al., 1996). The atmospheric state is also not prescribed or simulated,

since we assume that the data-informed open boundary conditions that force the model bear

the imprint of atmospheric forcing. We additionally do not represent the effect of tides,

based on previous results indicating that their inclusion has a relatively small effect on Pine

Island ice shelf melting (Jourdain et al., 2019). Finally, our model omits the representation

of ice shelf calving and iceberg melting within the computational domain. Representing

these effects is not straightforward in ocean-only models, but is important future work for

determining the ocean’s role in and response to future changes in Pine Island Glacier mass

loss (De Rydt et al., 2021).

Our computational models employ a high resolution grid: ∼600 m in the horizontal and
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20 m in the vertical. Still, the simulated meltrate patterns show a “shadow region” near

the grounding line that is essentially unresolved, but is an area of extremely high meltrates

(> 100 m) in the satellite-derived estimates. This discrepancy suggests at least two areas of

future work. First, the presence of subglacial discharge could be responsible for these high

meltrates (Joughin et al., 2016). Specifically, subglacial discharge increases the buoyancy

driven convection, and subsequently the meltrate, under the ice shelf at the source of the

discharge near the grounding line (Jenkins, 2011). Discharge has been shown to be an im-

portant driver of melting under the Getz ice shelf (Wei et al., 2020). Additionally, initial

experiments have shown that subglacial discharge increases the meltrate in localized regions

near the grounding line of the Pine Island ice shelf (Nakayama et al., 2021). It therefore

seems necessary to incorporate this forcing mechanism into sub ice shelf cavity circulation

models to further understand how discharge affects ice-ocean interactions and the relevant

ocean dynamics. Secondly, representing meltrate patterns in these small-scale regions of ice

shelves is even more computationally demanding for models that capture a larger spatial

area, for instance in models of the entire Amundsen Sea Embayment (Figure 1.1). Our hope

is that unstructured meshing strategies, e.g. (Timmermann et al., 2012; Kimura et al., 2013),

can alleviate the computational burden for such simulations by resolving the fine-scale in-

teractions underneath ice shelves, while using a larger grid-scale farther away from the cavity.

Oceanographic inverse modelling and uncertainty quantification. A number of

challenges persist for oceanographic inverse problems and uncertainty quantification. Data

are usually sparse, the governing equations are highly nonlinear, and numerical models often

employ high dimensional control spaces and require long simulation timescales. We discuss

only some of these issues.

We carried out a two stage inverse problem to obtain a good initial guess (with uncer-

tainty) for the model trajectory in order to aid the nonlinear optimization in the second stage.
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We found this to be effective in providing a good initial estimate, but the most informed

directions of control parameter space from the OI problem provide no useful information

about the general circulation. In the future, the off diagonal terms in the prior covariance

model relating each individual variables could be formulated based on idealizations of the

flow - for instance they could enforce thermal wind or geostrophic balance. Thermal wind

is specified in this way within in the data assimilation framework presented by Moore et al.

(2011b). Similarly, Gebbie et al. (2006) specify thermal wind as a soft constraint to their

open boundary control parameters, but in this formulation the probabilistic interpretation

of the cost function is unclear. In any case, specifying these multivariate correlations could

be considered for future problems in which a data-informed initial guess is desired.

Nonlinearity presents a fundamental limitation in the interpretation of the inference

results in chapter 6. However, as far as we are aware (section 6.1), sampling based approaches

are usually not feasible. The work of e.g. Petra et al. (2014); Alghamdi et al. (2021), however,

provide some derivative informed approaches that could potentially be explored for future

oceanographic applications. Future work could also explore the use of derivative informed

surrogate models such as O’Leary-Roseberry et al. (2020) to enable sampling algorithms.

A major goal of this work was to assess uncertainties in the spatiotemporally integrated

meltrate - our quantity of interest (QoI). Here we assessed uncertainties by projecting the

basis of informed directions in parameter space onto the QoI via an adjoint method. How-

ever, Spantini et al. (2017) showed that this basis is a suboptimal approximation of the

direction in parameter space that are relevant to the QoI. Future work could extend the

computational infrastructure developed here to take this goal oriented approach to uncer-

tainty quantification.

Finally, the deployment of ocean observing systems is logistically challenging, expensive,

and even hazardous. However, observations in regions like Pine Island Bay are critical

for constraining our theoretical and numerical representations of the circulation. These
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challenges motivate the question: where should observations be deployed to maximize their

information content? This describes the work of optimal experimental design (OED), or

optimal observing system design. Given the challenges of quantifying uncertainties with

sparse data and an expensive nonlinear forward model, OED remains a difficult problem.

We note the work of Wu et al. (2020, 2021), who show a scalable offline-online approach

to OED that could potentially be feasible for expensive, high dimensional applications like

oceanography. Extensions of this framework to the nonlinear case would be a useful line of

future work.
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Appendix A

Observational Data and Preprocessing

A.1 In situ ocean observations

In this study we use observations of the ocean hydrography in Pine Island Bay taken from

moorings, Conductivity, Temperature, and Depth (CTD) casts, and velocity from Lowered

Acoustic Doppler Current Profiler (LADCP) casts (Christianson et al., 2016; Jacobs et al.,

2011; Dutrieux et al., 2014; Assmann et al., 2013; Webber et al., 2017). Figure 1.2 shows the

location of the moorings used: BSR5, iStar8, PIG N, and PIG S. The moorings provide a

long temporal record at fixed locations, and approximately cover the time periods: 2009-2014

(BSR5) (Jacobs and Huber, 2015; Carbotte et al., 2007), 2012-2014 (iStar8), and 2014-2016

(PIG S & PIG N). The CTD and LADCP casts (Thurnherr, 2015; Carbotte et al., 2007)

provide a snapshot of the ocean state at many locations throughout Pine Island Bay and,

due to weather constraints, can only be taken during austral summer.

Here we use the data for two purposes. First, we use CTD and LADCP data near the

open boundary of the domain (white dots in Figure 1.2) to generate data-informed open

boundary conditions via optimal interpolation. Specifically, we use CTD and LADCP casts

taken during 2009 and 2014 (Thurnherr, 2015). We find that it is appropriate to blend the

data taken separately during 2009 and 2014 because the mean state (e.g. thermocline depth)

is roughly similar in Pine Island Bay during these years (Webber et al., 2017).
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Secondly, we use the mooring data within the computational domain to validate (or

invalidate) the equilibrium state of the numerical experiments described previously. For this

task, we must choose a subset of the mooring data that is consistent with the data that is

used to obtain the open boundary conditions. Therefore, we select data taken from January

through March during 2009 and 2014 as available from each of the moorings. We note that

it would be inconsistent to use data from 2011-2013 for this task, as there was a documented

cooling in Pine Island Bay (Webber et al., 2017). Finally, Pine Island Bay is largely free

of sea ice during January through March from 2009-2014 (Scambos et al., 1996). This is

consistent with our modelling assumption that sea ice is excluded.

We compute the temporal mean and standard deviation of the mooring data at each

instrument location during the time periods outlined above to obtain a representative state

we can compare our models to. At most depth levels the temporal standard deviation, σ, is

small, so we prescribe the minimum values:

σM,θ = max(0.25, σ) ◦C

σM,S = max(0.025, σ) g/kg ,

which provides a means of representation error, i.e. error due to misrepresentation of point

data within the model grid cells. Using these minimum values also accounts for potential

conflicts between different observed values that correspond to the same grid cell, or nearby

neighbors.

A.2 Preprocessing

First we describe the steps we took to prepare the CTD and LADCP data for our study.

We convert the vertical coordinate of the 2014 CTD and LADCP casts from pressure to

depth using PyGSW (Campbell, 2012), assuming the mean latitude of the selected casts.
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For some of the casts, there is a discrepancy between the maximum depth of the data and

the bathymetry regridded from BedMachine. In all instances, the data go deeper than our

model’s bathymetry, and we neglect these data values. There are no uncertainty estimates

associated with potential temperature and salinity, so we use the values:

σCTD,θ = 0.5 ◦C σCTD,S = 0.05 g/kg .

We use these values to account for measurement error and, more importantly, representation

error, accounting for spatiotemporally localized features that we cannot or do not want to

infer. The potential temperature data show spurious jumps, see for example in Figure 3.5(e)

at∼200 m depth. These temperature fluctuations are likely due to spatiotemporally localized

phenomena that the optimal interpolation cannot succsefully capture, and we do not wish

to represent in our equilibrium-state model. As such, we choose a fairly large uncertainty to

cover these cases. The salinity data shows no such jumps, so it seems reasonable to provide a

relatively small uncertainty. Finally, we note that we only use data with the highest quality

control flag, but that this did not remove any data that we considered using.

Next, we describe the steps we took to prepare the mooring data for our study. We first

bin average the temporal data to hourly time stamps. All data from a single instrument are

assumed to be at a single depth level. This assumption ignores temporal depth variability,

which we find to be reasonable because the amplitude of variability is well below the vertical

resolution of our grid (20 m).

Some moorings do not have salinity data, so in these cases we represent salinity at

these locations with data from the nearest CTD, which is <1 km away. In such instances,

we double the observational uncertainty of the salinity estimate, noting that this makes it

consistent with the CTD data described above: σCTD,S = 2σM,S. With in situ temperature

and salinity at each mooring depth, we convert in situ temperature to potential temperature
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using PyGSW (Campbell, 2012).

In the case of the PIG S mooring during 2014, data at some depth levels are inconsistent

beyond one standard deviation from CTD casts taken at the same time period, less than 1

km away, as well as mooring data from BSR5 during 2009. These inconsistencies occur at

592, 525, 492, and 358 m depth, and in these cases the data from PIG S is not considered,

as it shows temperatures colder at depth than any other measurements available.

The iStar9 mooring was hit by an iceberg during November, 2013 (Webber et al., 2017),

and we omit its data in order to avoid any quality control issues.
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Appendix B

A Block Successive Over Relaxation Method

Applying the Matérn type prior covariance operator, C, outlined in chapter 2 requires the

solution to an elliptic equation. We outline here a block-Successive Over Relaxation (SOR)

method that was implemented to solve this problem. We first make a few notes regarding

why we chose this algorithm, and why it had to be implemented at all.

For better or for worse, the MITgcm is a standalone package, and any code modifications

must not rely on outside packages in order to be incoroporated in the main distribution.1

Therefore, incorporating a solver from e.g. PETSc is not allowed. The MITgcm does con-

tain a conjugate gradient solver, but this relies on a preconditioning that is motivated by

geophysical fluid dynamics that may not be relevant to the more general Matérn SPDE

structure. Thus, we use the SOR method as it is generally easy to implement, and is “fast

enough” noting that the computational cost of most elliptic solvers will be inconsequential

when compared to the time-dependent forward model.

The SOR method is an iterative method for solving Ax = b. At iteration k, the elements

of x are xki (similar notation for other variables), and we seek the update:

x̃k+1
i = (1− ω)xki +

ω

aii

(
bi −

∑
j<i

aijx̃
k+1
j −

∑
j>i

aijx
k
j

)
, i = 1, 2, ..., N , (B.1)

1The notable exception being the expensive, proprietary algorithmic differentiation software TAF (Giering
et al., 2005) that is tightly interwoven into the code to enable the adjoint model.
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Figure B.1: Performance of the SOR algorithm for various settings of ω. Average number
of SOR or Jacobi iterations to convergence are shown based on solving equation (2.8) with
1000 samples from a standard normal as the right hand side. Here ξ = 1.

where ω is the SOR parameter. We compare this method to the standard Jacobi update

x̃k+1
i = xki +

∑
i 6=j

aijx
k
j

aii
, i = 1, 2, ..., N .

Here the notation x̃k+1
i refers to the fact this is a local update, i.e. there is no communication

between the processes assigned to each portion of the computational domain. The only

areas where this local update causes the algorithm to deviate from a true SOR method is

where neighboring elements x̃k+1
j , i 6= j are in the “halo” regions (i.e. outside of a process’s

subdomain). In this case, x̃k+1
j = xkj .

We find this simple modification to be an effective means of speeding up the linear solve.

Figure B.1 shows that the number of iterations required for convergence is reduced to about

30% of the Jacobi scheme. Of course, a major drawback of the SOR algorithm is exhibited

here as well: the efficiency is highly sensitive to the parameter ω, as shown in right panel of

Figure B.1. We additionally find the performance to be dependent on the length scales used

in the Jacobian Φ, defined in section 2.3. To facilitate the discussion, we define Ly = ξ∆y,

where ξ is some multiple that accentuates length scales further in the meridional direction
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Table B.1: Optimal SOR parameter ω∗ as a function of ξ, where Ly = ξ∆y.

ξ = 1/2 ξ = 1 ξ = 2 ξ = 5
ω∗ 1.8 1.6 1.3 1.2

(e.g. ξ = 2 in many of the results shown in chapter 2). The vertical length scale is kept the

same as before, i.e. Lz = ∆r. We report here that the optimal SOR parameter depends on

ξ, as shown in Figure B.1, and the optimal parameter for each ξ tested is shown in Table

B.1. As ξ increases, ω∗ → 1, and the algorithm approaches the standard Jacobi algorithm.

Finally, we note that in the current implementation of this algorithm we update the

“halo” regions of x, i.e. x̃→ x, at the end of each iteration in the solver. We recognize that

performance could be improved further by increasing the number of iterations taken before

updating the halo regions, in to reduce communication. This possible performance benefit

could be explored in future work.
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Appendix C

Strong Scaling of the General Circulation Model

Here we test the strong scaling of the MITgcm, which is implemented in FORTRAN and

uses MPI routines to scale across multiple compute nodes on an HPC cluster. All tests are

performed on a cluster that has 36 compute nodes, where each node has 28 CPUs, 64 GB

RAM, and an approximate clockspeed of 2.4 GHz. In our tests we consider the impact of

two factors. We consider the strong scaling of the adjoint model, as this is the most compu-

tationally intensive component of the optimization problem and eigenvalue decomposition.

We test this with a one month (8640 timestep) simulation as a representative case.

First, we vary the domain decomposition to determine the optimal scaling in terms of

communication between individual compute nodes. The domain decomposition in general

circulation models is usually performed in the horizontal, and our choice boils down to how

large of a latitude-longitude slice to keep on each individual processor. Secondly, we test the

number of timesteps that are kept in memory during the adjoint solve. In general, the adjoint

model requires access to the forward model trajectory in order to evaluate the adjoint state.

We employ the MITgcm’s three level checkpointing scheme to handle this, and generally it

is best to maximize the number of timesteps kept in memory to reduce the I/O required to

restore the model state in adjoint mode.

The results of the scaling experiments are shown in Figure C.1. We see from panels

(a) and (b) that the model scales nearly linearly: with each additional core beyond the
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Figure C.1: Strong scaling results with the MITgcm considering a one month (8640 timestep)
adjoint model simulation, computing the sensitivity of meltrate with respect to the open
boundaries. (left) Walltime in minutes for various domain decomposition configurations and
core-counts. The dashed line indicates the time we would expect if speed increased linearly
with the number of CPUs. The spread indicates the average over several runs, including
varying the number of in-memory timesteps in the adjoint. (middle) Speedup, using the 20
CPU case as a baseline. (right) Efficiency compared to the 20 CPU case.

20 core base configuration, we get a linear increase in speedup. Panel (c) shows that the

computational efficiency drops once the model is farmed out to more than 60 cores, likely

due to communication costs associated with the adjoint model. Given these results, we use

the 60 core configuration in the numerical experiments of this work as this has the highest

speedup and a computational efficiency greater than one. At this core count, we empirically

found that we were able to keep a maximum of 40 timesteps in memory during the adjoint

solve, and this showed the best performance.
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Appendix D

Treatment of the Vortex Stretching Term in QG Leith in the

Adjoint Model

The vorticity equations are obtained from taking the curl of the momentum equations. The

vertical component of vortex stretching is

(
2ω +∇× v

∣∣
z

) ∂w
∂z

.

The term describes the corresponding increase in absolute vorticity (the term in the paren-

theses) associated with vertical motions. Conceptually, one can envision a figure skater who

might draw in (push out) their arms to increase (decrease) their rate of rotation. Considering

that the western open boundary splits the cyclonic gyre in Pine Island Bay, it is perhaps

no surprise that nonnegligible vortex stretching is present there. We see this to be the case

in Figure D.1, which shows the term directly at the open boundary (a) and one grid cell

(∼ 600 m) eastward (b; i.e. the first grid cell in the interior of the computational domain).

The term is appears to be most important precisely at the open boundary, and importantly

it varies sharply by orders of magnitude over small meridional distances.

The QG Leith parameterization that is discussed extensively in chapter 4 is based on

quasi-geostrophic (QG) turbulence, where the vortex stretching term is not negligible (Bach-

man et al., 2017). The parameterization is stable in the forward model, and is stable in the
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adjoint mode in the sense that the simulation does not crash. However, the sensitivity in-

formation is not useful. This is because the amplitude of the nonlinear viscosity term in

QG Leith is dependent on the horizontal gradient of vortex stretching. Therefore, in reverse

mode, any spikes in the vortex stretching term are propagated onto the ocean state - and

are most visible in the adjoint velocity field. Figure D.1(c) shows the impact of this term of

the sensitivity of the cost function, equation (6.3), to the velocity field at the open bound-

ary. Here we see two spots of much higher amplitude, resulting from the stretching term

propagating into the adjoint state variables. We note that these “spikes” show up for any

objective function or quantity of interest.

Clearly, these features are undesirable in the sensitivities, and we noticed that these

results hindered the progress of the optimization routine. To obtain useful sensitivity in-

formation, we simply neglect the adjoint vortex stretching variable within the QG Leith

code. We emphasize that this only impacts the adjoint mode of the simulation, and only

impacts the connection between vortex stretching and the adjoint state within the QG Leith

paramterization. From our experience, all other adjoint state variables appear exactly the

same, and the only difference is that these “spikes” are no longer present in the adjoint

open boundary control parameters. With this adjustment, the optimization successfully

minimizes the misfit cost function. Thus, we conclude that the inaccuracy introduced by

omitting the vortex stretching term in the QG Leith parameterization calculations of the

adjoint model serves to provide gradient information that is more useful than when it is

included. This omission may only be necessary in situations similar to this one, where the

the vortex stretching term exhibits “spikes” in very localized patterns.
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Figure D.1: The vortex stretching term at the western open boundary (a) and one grid cell
to the east, inside the computational domain (b). We show the base-10 logarithm of the
absolute value of the vortex stretching term for visualization. Panel (c) shows the sensitivity
of the cost function with respect to the velocity field at the open boundary. Two clear spikes
emerge, which hinder the optimization routine from progressing.
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Herraiz-Borreguero, L., Heuzé, C., Jenkins, A., Kim, T. W., Mazur, A. K., Sommeria, J.,
and Viboud, S. (2020). Ice front blocking of ocean heat transport to an Antarctic ice shelf.
Nature, 578(7796):568–571. Number: 7796 Publisher: Nature Publishing Group.

Yoo, A. B., Jette, M. A., and Grondona, M. (2003). SLURM: Simple Linux Utility for
Resource Management. In Feitelson, D., Rudolph, L., and Schwiegelshohn, U., editors,
Job Scheduling Strategies for Parallel Processing, pages 44–60, Berlin, Heidelberg. Springer
Berlin Heidelberg.

Zhao, K. X., Stewart, A. L., and McWilliams, J. C. (2018). Sill-Influenced Exchange Flows
in Ice Shelf Cavities. Journal of Physical Oceanography, 49(1):163–191.
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