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A High-Intensity Cold Atom Source

Michael Borysow, Ph.D.

The University of Texas at Austin, 2012

Supervisor: Daniel J. Heinzen

Presented in this thesis is the design and characterization of a new,

high-flux source of cold atoms based on continuous, post-nozzle injection of

lithium atoms into a cryogenic, supersonic helium jet. To date, experiments

have been performed with lithium injection fractions up to ≈10−6, where fluo-

rescence spectroscopy reveals successful capture and thermalization of lithium

atoms within the helium jet. The observed lithium beam copropagates with

the helium jet and has a temperature of less than 10 mK, a brightness of

1.1 × 1019 m−2 s−1 sr−1, and a brilliance of 3.1 × 1020 m−2 s−1 sr−1. Lithium

atoms contained within a solid angle of ≈0.018 sr are good candidates for fu-

ture magnetic extraction. This results in a potentially capturable lithium flux

of 1.1 × 1012 s−1, comparable to the existing record for a cold atomic beam.

Also presented is preliminary data showing lithium fluorescence nearly 1 m

downstream, demonstrating that the cold lithium beam can be successfully

extracted from the seeding region. Numerical simulations reproduce capture

efficiency to within 50%, suggesting that the process is well understood. We be-

lieve that successful seeding may be possible at a fraction up to 10−4. Seeding
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at this rate could produce an atomic beam with a flux as high as 1.3×1014 s−1

at a phase-space density up to 1.6 × 10−7, corresponding to brightness and

brilliance of order 1022 m−2 s−1 sr−1 and 1024 m−2 s−1 sr−1, respectively. If

this novel cooling method performs as well at higher incident lithium flux, it

could serve as a pump source and pave the way to the realization of the first

truly continuous atom laser.
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Chapter 1

Introduction

Cold atomic and molecular beams have a rich history as tools used for

precision spectroscopy, collision studies, and many other areas of research. The

small thermal velocity spreads in the center-of-mass reduce Doppler broaden-

ing. In addition, for molecular beams, operating at low temperatures results in

fewer populated vibrational and rotational levels. This reduces the complexity

of the observed spectra significantly.

Continuous, high-flux, cold atomic and molecular beams are also ideal

sources for high-precision measurements. High fluxes help to reduce statisti-

cal uncertainties, and low temperatures can reduce thermal broadening, and

provide longer interaction times that lead to narrower linewidths. In the field

of atom optics [1, 2] there was an initial burst of activity in the early 1990s.

Unfortunately, the low brightness of available atomic beams at that time sig-

nificantly limited the success of atom optics for various applications. Creation

of better sources could renew interest in atom optics, and bring new possibili-

ties to the areas of atom interferometry [3,4], atom lithography [5,6], and atom

holography [7]. Also, cold atom sources are the starting point for experiments

with quantum gases; our primary long-term motivation is to use this source

1



as a pump for an atom laser [8–10].

1.1 This Work

This thesis describes the design, construction, and characterization of

an apparatus we have built to explore a new technique for providing very high-

flux, cold atomic beams. Our technique involves cooling atoms via post-nozzle

injection into a continuous, cryogenic, supersonic helium jet. This method

differs from conventional seeding techniques in that we operate with stagnation

temperatures below 5 K, and that the seeding is performed around 50 nozzle

diameters post-aperture. The basic procedure is outlined in the beginning of

section 4.1 and illustrated in figure 4.1.

Herein we present working proof-of-concept for our new cooling method.

Current experiments have been performed while seeding lithium atoms at rel-

ative fractions up to ≈10−6, where fluorescence spectroscopy reveals successful

entrainment and thermalization. A cold lithium beam has been observed co-

propagating with the helium jet at temperatures below 10 mK. We believe

that we are capable of magnetically extracting those atoms that are entrained

within a solid angle of 0.018 sr using a magnetic hexapole lens (section 4.7)

that we have developed to focus these atoms out of the helium flow. This corre-

sponds to a total cold lithium flux of 1.1×1012 s−1, comparable to the existing

record for atoms in a cold1 atomic beam [11]. The observed beam has a bright-

1T ≤ 100 mK
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ness of 1.1× 1019 m−2 s−1 sr−1 and a brilliance of 3.1× 1020 m−2 s−1 sr−1. We

have also acquired preliminary data (section 5.3) where a cold lithium beam is

clearly visible approximately 1 m downstream, demonstrating that successful

extraction from the seeding region can be achieved.

Numerical simulations reproduce capture efficiency to within a factor

of two and show that the initial seeding capability was flux-limited by our

original source of lithium. Using what we learned from these simulations, we

have designed a new lithium source (section 4.5.3) that should enable us to

reach seeding fractions as high as 10−4 in the near future. Seeding at this rate

could produce an atomic beam with a magnetically extractable flux as high

as 1.3× 1014 s−1 at a phase-space density up to 1.6 × 10−7, corresponding to

brightness and brilliance of order 1022 m−2 s−1 sr−1 and 1024 m−2 s−1 sr−1,

respectively. This technique should be adaptable to a variety of atomic and

molecular species, and such beams would be useful for a wide variety of spectro-

scopic and atom-optical experiments. Also, such a beam might have sufficient

brightness to successfully pump and sustain oscillation of a truly continuous

atom laser, and thus contribute to realization of this long-sought-after goal.
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Chapter 2

Source Physics

The first part of this chapter contains a brief review of several topics

pertinent to atomic sources and to the experiment. These topics include atomic

collisions, cooling techniques, types of atomic sources, and the behavior of

supersonic jets. The second part covers the early numerical models that were

used to determine feasibility and find reasonable operating parameters for the

source described in this thesis.

2.1 Physics of Cold Atom Sources

Collisions between atoms play a crucial role in the design of this source.

The nature of the collisions between helium atoms within the jet, as well

as those between lithium atoms and helium atoms, has a profound impact

when determining the success, and, eventually, the performance limitations of

the source. Note, that since the rates of two-body and three-body collisions

scales with the number density n and n2, respectively, at the moderate number

densities and short time scales reached in the source, two-body collisions will

dominate. As such, we limit our discussion momentarily to two-body collisions,

though three-body collisions may eventually play a role (section 2.4.3.2). In

4



addition, since the density of lithium is significantly lower than the density of

helium atoms, we can further restrict our attention to only He-He and Li-He

collisions.

Throughout this section we consider only the 4He isotope of helium

and the 7Li isotope of lithium. The 4He atom has a mass of 4.003 amu and

is a spin 0 particle. The 7Li atom has a mass of 7.016 amu and has two

ground-state hyperfine levels1, F=1 and F=2, where the hyperfine splitting is

803.5 MHz [12]. There is also the projection quantum number MF , which can

take on integer values where |MF | ≤ F . In the presence of a magnetic field

this will result in additional energy splittings.

For many years, it was uncertain as to whether He2 possessed either

no bound states, or a single very weakly bound state with rotational quantum

number J=0. Evidence for the existence of the helium dimer was eventually

observed in experiments with expanded helium jets [13, 14]. The binding en-

ergy of the dimer was later measured by observing the transmission of dimers

through a nanostructured grating. The resulting value for the energy of the

He2 bound state is −1.1−0.3
+0.2 mK [15]. Modern ab initio potentials (shown in

figure 2.1) for He2 are now accurate enough to predict a single bound state,

consistent with experiments. A recent, very accurate potential predicts a sin-

1The quantum number F represents the total angular of the atom and is the sum of
the total nuclear spin I, and the net angular momentum due to electrons J. The electronic
ground state of 7Li has I=3/2 and a single unpaired valence electron whose spin can either
be aligned (J=+1/2) or anti-aligned (J=-1/2) with the nuclear spin, resulting in possible
ground state values of F=1 and F=2.

5



Figure 2.1: Shown above are the theoretical two-body interaction potentials
for He-He and Li-He.
The He-He potential is that of Tang, Toennies, and Yiu [18].
The Li-He potential is that of Partridge, Stallcop, and Levin [19].

gle bound state with a binding energy of -1.728 mK [16]. In this thesis we will

treat the binding energy of the helium dimer as -1.5 mK, as this value rep-

resents a midpoint between experimental measurements and the most recent

theoretical values [17].

The Li-He potential is much less well understood. Scattering exper-

iments have been carried out between lithium and helium [20], though they

mainly probe the inner repulsive wall of the potential. The pressure-broadened

6



red wing of the lithium D lines has also been studied [21], and is sensitive to

the ground state Li-He potential [22]. Theoretical ab initio potentials for Li-

He are available as well [19, 23, 24], though they are considered less accurate

than those for He-He.

Li-He, like He-He, is predicted to have a single very weakly bound

J=0 state [24]. With a larger reduced mass and stronger interaction, this is

somewhat surprising, considering that He2 barely exists. The lithium atom,

however, is much larger than the helium atom, and thus the repulsive wall

occurs at larger distance (see figure 2.1), which tends to increase the energy of

any bound states. The net result is that the Li-He interatomic potential also

supports a single bound state. However, since the theoretical Li-He potentials

are less accurate than those for He-He, the predicted binding energies are not

as tightly confined. Calculations performed using existing potentials result in

values ranging from -2.805 mK [17] (derived from the potential in reference

[23]) to -5.622 mK [24]. It is difficult to say how accurate they truly are, but

likely they are within a few mK [25]. At this time, the Li-He molecule has

not yet been experimentally observed, so theoretical predictions are the best

evidence available.

Two-body collisions between helium atoms must be elastic due to con-

servation of energy. Two-body collisions between a lithium atom and a helium

atom, though, may be inelastic, where some of the kinetic energy in the col-

lision is transferred to an internal state of the lithium atom. In principle

collisions like He + Li(F, MF ) → He + Li(F′, M′
F ) are possible. However,

7



because the He-Li interaction is highly isotropic (essentially no torques are

present that can flip the spins of the lithium atom), these interactions are

highly suppressed. In effect, two-body collisions between lithium and helium

atoms are predominantly elastic.

The relative collision energies in this experiment span all the way from

≈1000 K down to a few mK. For collisions involving energies above roughly

10 K, classical scattering theory is sufficient, and several methods exist for

approximating the scattering cross sections. We will address these collisions

first.

For the He-He cross section, we can first approximate the scattering

process as a collision between two hard spheres of diameter D. We can then

deduce the hard-sphere cross section (πD2) from a comparison of measured

gas-transport properties with theoretical hard-sphere values. In this fashion

one can deduce D(He) = 2.128 × 10−8 cm and σHS,He−He = πD2 = 1.49 ×

10−15 cm2 [26]. Note that the hard-sphere diameter for helium is very close to

the location 5a0 = 2.6 × 10−8 cm (2.6 Å) of the repulsive wall, as is evident

in figure 2.1, where a0 is the Bohr radius. Exact agreement is not expected

since the real potential is not actually a hard-sphere potential. These hard-

sphere cross sections generally scale with the atomic size. The cross section can

also be calculated from the classical viscosity cross sections of Toennies and

Winkelman [27], where they find thermally averaged values of 4.5× 10−15 cm2

at 10.9 K, 1.5× 10−15 cm2 at 109 K, and 1.0× 10−15 cm2 at 1090 K. There are

also direct measurements of the total cross section [28]. The thermal-averaged
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total scattering cross section at room temperature is 4.3±0.2×10−15 cm2. This

number is larger than the hard-sphere cross section, as is expected, because the

total scattering cross section integrates the differential scattering cross section

over all angles, whereas those derived from transport properties do not give

much weight to small-angle scattering.

For the Li-He cross section, we can take advantage of our knowledge

of the He-He cross section. The location of the repulsive wall in the Li-He

potential shown in figure 2.1 is near 10a0. We can reduce it by the same

factor as for helium, which results in D(Li-He) = 4.4 × 10−8 cm and a hard-

sphere cross section of σHS,Li−He = 6 × 10−15 cm2. This can be compared

to measurements of the total cross section [20]. At room temperature, the

mean velocity of a lithium atom relative to a helium atom is
√

8kBT/(πµ) =

1.58× 105 cm/s, where µ is the reduced mass [26]. According to ref. [20], the

total scattering cross section at this relative velocity is 1.3 × 10−14 cm2. As

with the case of He-He, this is greater than the cross section derived from the

radius of the repulsive wall. Assuming the same factor of adjustment as for

helium implies a hard-sphere cross section of ≈4.3× 10−15 cm2.

At the lower end of the relative energy range, the collisions must be

treated quantum mechanically [29]. The dynamics of a two-body collision

between atoms A and B separates into a center-of-mass degree of freedom

and a relative degree of freedom. For isotropic interaction potentials such as

those here, the angular and radial degrees of freedom of the relative motion

also separate, and the relative degree of freedom evolves as a particle of mass
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µ = MAMB

MA+MB
moving in the interatomic potential VAB(R), where R is the

distance between the atoms. The relative collision energy is then E = ~2k2
2µ

,

where k is the wavevector of the relative motion of the particles.

The elastic scattering cross section for He-He (identical bosons) takes

on the familiar form of a partial wave expansion,

σ(E) =
8π

k2

∞∑
`=0,2,4,...

(2`+ 1) sin2(η`), (2.1)

where ` is the relative angular-momentum quantum (“partial wave”) number

of the colliding particles, and η` is the phase shift of the outgoing component

of the radial wavefunction of the `th partial wave, relative to the phase shift for

zero interaction potential. For identical bosons, only even ` terms contribute

to the sum. For He-Li collisions (distinguishable atoms), equation 2.1 becomes

σ(E) =
4π

k2

∞∑
`=0

(2`+ 1) sin2(η`), (2.2)

and in this case all partial waves ` = 0, 1, 2, ... are included in the sum.

At long range, the interaction potential is the sum of an attractive van

der Waals interaction and a repulsive centrifugal potential V = −C6

R6 +
~2`(`+1)
2µR2 ,

where C6 is the van der Waals coefficient. This potential has a long-range

centrifugal barrier with a height proportional to `(`+1). At collision energies

that are comparable to or less than the height of the barrier for ` = 1 or 2,

only a few partial waves contribute to the cross section. That is because the

atoms cannot tunnel through the barrier for higher `, and only see the long-

range centrifugal repulsion, which is present even in the absence of any atomic
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interactions. For very low energy, only the s-wave (` = 0) contribution to the

cross section is nonzero.

It can be shown that lim
k→0

k cot η0 = a, so that in the limit of pure

s-wave scattering, the elastic collisional cross section is σ = 4πa2 (Li-He)

or σ = 8πa2 (He-He). The quantity a is called the scattering length. For

He-He, the potential in reference [16] gives a scattering length a(He-He) =

8.75 nm [17], which corresponds to a cross section σ(He-He) = 8πa2 = 1.9 ×

10−11 cm2. For Li-He, the potential of reference [24] gives a scattering length

a(Li-He) = 4.88 nm, which corresponds to a cross section σ(Li-He) = 4πa2 =

3.0× 10−12 cm2.

In the low, but nonzero-energy regime, we can establish the energy

dependence of the He-He and Li-He collisional cross sections using what is

known as the effective-range approximation. This approximation gives

σ(k) =
4πa2

(1− 1
2
k2ar0)2 + k2a2

. (2.3)

where r0 is known as the effective range. The effective range r0(He-He) =

2.67 Å [27] and r0(Li-He) = 13.738 Å [30]. In general, this approximation is

considered accurate so long as 1
2
k2ar0 � 1, which is true for Li-He at energies

less than a few mK, and for He-He at energies less than ≈25 mK. At slightly

higher energies,

σ(k) =
4π

k2
, (2.4)

known as the unitary limit for s-wave scattering, can be a reasonable estimate

of the cross section. This is true so long as the collision energy is low enough
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that the scattering is still purely s-wave, yet high enough that equation 2.4 is

less than the zero energy cross section.

Contributions to the cross section should be s-wave only in this regime.

When simulating the lithium thermalization process, the total cross section

σLi−He(E) is evaluated frequently and is always done so using equation 2.4.

If, for a given value of k, σLi−He(E) is smaller than the classical hard-sphere

value σHS, then σHS is used. Or if, for a given value of k, σLi−He(E) is greater

than the pure s-wave scattering zero-energy limit, then the value of that limit

is used. Otherwise, the evaluated value of equation 2.4 is used. This rough

approximation for σLi−He(E) used in our numerical models of the capture

process is plotted in figure 2.7.

More accurate energy-dependent cross sections (for T ≤ 10 K) have

recently been calculated for us by Hiroya Suno, and relayed to us by Brett

Esry [25]. These are non-thermal-averaged cross sections and can be seen in

figure 2.2.

2.2 Bose-Einstein Condensation2

The idea of Bose-Einstein condensation began with Satyendra Nath

Bose in 1924 [32], when he used what is now known as Bose statistics to

describe the quantum statistical nature of photons. Einstein, in collaboration

with Bose, extended the idea to all Bosons (particles with integer spin) shortly

2An excellent overview of Bose-Einstein condensation (BEC) can be found in refer-
ence [31].
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Figure 2.2: A plot of the theoretical Li-He and He-He total cross sections.
(Calculated by Hiroya Suno [25])
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thereafter [33]. He also observed that for noninteracting Bosons there should

exist a very low temperature below which a large portion of the population

will ‘condense’ into the lowest quantum energy state of the system, creating a

macroscopic quantum mechanical system.

Around the same time, Louis de Broglie postulated that not only pho-

tons, but all particles exhibit wave-like behavior. Thus, massive particles can

be described by a wavefunction with a wavelength of λdB = h
p
, where λdB is

known as the de Broglie wavelength, h is Planck’s constant, and p is the parti-

cle’s momentum. The thermal-average de Broglie wavelength for an ensemble

of particles can then be calculated as

λdB =
h√

2πmkBT
. (2.5)

Bose-Einstein condensation occurs when the ratio of the thermal de Broglie

wavelength to the interatomic spacing is of order unity. A more formal way of

defining this transition uses what is known as the phase-space density.

The phase-space density ρ, is the average number of particles that exist

within a characteristic volume λ3
dB. The phase-space density is thus given by

ρ = nλ3
dB, (2.6)

where n is the particle number density. The phase transition from a classical

thermal gas to a quantum degenerate Bose gas is defined in terms of the critical

temperature, Tc, and is given by

Tc =

(
n

ζ(3/2)

)2/3
2π~2

mkB
. (2.7)
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ζ is the Riemann zeta function, and ζ(3/2) ≈ 2.612. With a little algebra it

can be shown that the critical temperature is reached, and thus Bose-Einstein

condensation occurs, when ρ = 2.612. The temperature at which condensation

occurs in most experiments tends to be of order a few hundred nanokelvin.

The first observations of a quantum degenerate, Bose-condensed gas

were achieved by the groups of Wolfgang Ketterle, Carl Weiman, and Eric

Cornell [34,35] using dilute gases of alkali atoms. In 2001, they were awarded

the Nobel prize in physics for their work. Since then, many other groups have

created condensates using a variety of atomic species [36–39].

Existing BECs are generally created using a fairly well-established ‘recipe’

that results in a stationary, magnetically-trapped, Bose-condensed dilute gas

with populations of order 105 to 107 atoms. Significant interest lies in creating

coherent matter waves, or condensates with nonzero center-of-mass velocity,

otherwise known as an atom laser [8–10,40]. Existing atom lasers are created

by coupling a small fraction of atoms out of a stationary condensate (either

pulsed or continuously) via RF or Raman transitions to untrapped or anti-

trapped states. These atoms then leave the trap, retaining coherence. They

are often directed by gravity or by a waveguide. Current atom lasers have

limited duty factors and fluxes due to relatively low initial condensate pop-

ulations in combination with the (relatively) significant condensate creation

cycle time. So far, no truly continuous atom lasers exist, however efforts are

ongoing to create one [41,42].
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2.3 Cooling Techniques

2.3.1 Laser Cooling

Laser cooling refers to various methods of cooling species via laser in-

teraction. The simplest laser-cooling mechanism is referred to as Doppler

cooling, first proposed in 1975 by Wineland and Dehmelt [43] and by Hänsch

and Schawlow [44]. The first experimental demonstration came soon after by

Wineland, Drullinger, and Walls [45]. Doppler cooling involves a configuration

of counter-propagating laser beams with a cloud of atoms at their intersection.

In the 3D configuration, there are three orthogonal pairs of laser beams. These

lasers are all slightly red-detuned with respect to an atomic transition. Due to

the Doppler effect, atoms with velocity components opposite the laser k-vector

will see the laser field as blue-shifted nearer to the resonance frequency. These

atoms will preferentially absorb photons and receive a momentum kick of ~k in

the laser propagation direction. The photon absorption is quickly (≈10 ns) fol-

lowed by spontaneous decay, where a photon is emitted in a random direction,

and in order to conserve momentum, the atom receives another momentum

kick in the direction opposite emission. Since the probability to emit photons

in opposing directions is equal, the net effect on the atom’s momentum aver-

ages to zero. Since the momentum kick from absorption is preferentially in

the direction opposite the atom’s velocity vector, the net result is a reduc-

tion in the atom’s velocity in the dimension parallel to the laser propagation,

effectively cooling the atom. In practice, polarization gradient cooling is of-

ten important, and results in lower temperatures than expected from Doppler
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cooling [46].

There are several limitations to laser cooling, the first of which is a

restriction on eligible species. Laser cooling requires a species with optically

accessible atomic transitions as well as some restrictions on level structure.

This limits application to the alkali atoms, alkaline earth atoms, metastable

rare gas atoms, and a few other species. In addition, for those species that can

be laser cooled, there are further fundamental limits to the temperature and

density that can be achieved. The achievable temperature and number density

of laser-cooled atoms depends on the slope of the velocity dependence of the

optical force, and on the size of the fluctuating forces associated with random

spontaneous emission events. Also, forces due to reabsorption of spontaneously

emitted photons by other atoms within a sample can play an important role.

It is not possible to give a general limit that applies to all cases. However,

for alkali atoms it is generally the case that for relatively large clouds contain-

ing more than 109 atoms, it is difficult to obtain densities much in excess of

1011 atoms cm−2, or phase-space densities much in excess of 10−5. Significantly

higher number and phase-space densities can be obtained, but only for much

smaller atom number. From the point of view of this work, one can say that

laser cooling is a very mature area, so that very large increases in the achiev-

able number and phase-space densities for most atomic species are unlikely.

In general, our goal is to develop a source that is substantially brighter over a

wider range of species than has been achieved up to now with laser cooling.
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2.3.2 Evaporative Cooling

The final step in the creation of a condensate is evaporative cooling [47].

Evaporative cooling was first proposed by Harold Hess in 1986 [48], and can

refer to any technique that selectively removes only those particles from the

system which carry a disproportionately large amount of energy. That is, it

removes particles that have more energy (kinetic + potential) than the thermal

average. It can be explained readily in the following way:

Imagine a thermal ensemble of particles at an initial temperature T0,

trapped in a harmonic potential. In the classical picture, one can view these

particles as oscillators in the trap. When a particle is located at the bottom

of the trap, all of its energy is kinetic energy, and at the edge of the trap, it is

all potential energy. So, particles with more energy are able to ‘slide’ higher

up in the trap. Since the particle velocity distribution is represented by a

Maxwell-Boltzmann distribution, there will always be a portion of the particle

population with higher than average energy. For trapped atoms, evaporative

cooling can be implemented by adjusting the trap depth to be a few times

kBT, so that particles with greater energy than the trap depth escape. As

these particles leave, they carry energy away with them, and the total energy

available per particle is reduced. The ensemble then equilibrates at a lower

temperature, T1. Evaporative cooling would normally cease once the sample

temperature becomes much less than kBT. To overcome this limitation, ‘forced

evaporative cooling’ is used, in which the trap depth is steadily lowered as the

sample cools. It must be kept in mind, that in order to maintain thermal
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equilibrium the ensemble must always remain collisional, and that this cooling

technique involves significant particle losses. Evaporative cooling has been

widely used to bridge the gap between phase-space densities accessible with

laser cooling, and the phase-space density required for quantum degeneracy.

Typically, about six orders of magnitude in phase-space density can be gained,

and at the expense of a loss of about three orders of magnitude in atom number.

Evaporative cooling of guided atomic beams has also been demonstrated by

several groups [49–52].

2.4 Atomic Sources

Production of atomic beams is achieved through the use of several dif-

ferent types of sources. The majority are fairly similar in their design, but

differ significantly in their behavior based on operating parameters. These

sources typically consist of a reservoir of gas kept at a constant pressure and

temperature and a small aperture through which that gas can escape into

vacuum. Often, the atomic beam source contains the vapor in thermal equi-

librium with its solid or liquid phase, and is heated to obtain the desired vapor

pressure. Several excellent books and review articles have been written that

cover atomic sources of many types, including [53, 54], and probably the best

known is the one written by Norman Ramsey [55].

The operation of these sources is generally split into two distinct regimes

based upon the collisionality of the emerging beam. The first of these is the

effusive regime, in which the mean free path of the atoms in the source is large
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compared to the aperture diameter. The second, is the supersonic regime, in

which the mean free path of atoms in the source is small compared to the

aperture diameter. Sources can also operate in the so-called hydrodynamic

regime, intermediate between these two.

2.4.1 Brightness and Brilliance of Atomic Beams

Before describing the types of sources themselves, it is worthwhile to

discuss how atomic beams can be characterized. The quality or utility of

an atomic beam can be difficult to quantify. For the purposes of evaluating

individual atomic beams for use in areas such as lithography and collision

studies, and in an effort to make an analogy with optical beams, one can

compare atomic beams in terms of their brightness and brilliance [56].

The brightness of a beam is defined in terms of a four-dimensional phase

space. Two of the dimensions are the transverse spatial dimensions, and the

other two are the transverse momenta. Brightness represents the number of

particles, per unit time, per unit volume in the four-dimensional phase space.

Brightness, often referred to by the term radiance, is given by

R =
I

πr2
1

∆Ω
, (2.8)

where I is the intensity of the beam (s−1), and r is its radius. ∆Ω is the

geometrical solid angle to which the atoms are confined due to thermal ve-

locity spreads or other interactions within the beam, and is independent of

whether the beam is either collimated or expanding due to geometry. For
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small divergences, using the paraxial approximation gives

∆Ω ≈
(
∆v⊥
v

)2

, (2.9)

where ∆v⊥ is the spread in the transverse velocity components, and v is

the mean atomic velocity [57]. If a beam (of uniform brightness) propagates

through an ideal optical system (i.e., one in which there are no aberrations),

the beam’s brightness will remain constant, as any spatial broadening is com-

pensated for by a decrease in the angular spread.

To make this description of atomic beams further analogous to optical

beams, they can be characterized in terms of what is called brilliance. The

brilliance of a beam is defined in terms of a six-dimensional phase space, in

contrast to the four-dimensional phase space that brightness describes. In

addition to the transverse momenta and spatial dimensions, brilliance factors

in the relative longitudinal momentum spread as well. The brilliance, B is

given by

B = R
v

∆vz
, (2.10)

where ∆vz is the spread in the longitudinal velocity of the beam.

2.4.2 Effusive Sources

An effusive source, otherwise known as a thermal beam source, is pri-

marily defined by the absence of collisions between source atoms near the

aperture. In other words, the mean free path for an atom exiting the source is

much larger than the aperture diameter. One important consequence of this
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low collisionality is that as the source atoms enter the vacuum, collisions are

not frequent enough to maintain local thermal equilibrium. In other words,

the expansion is non-adiabatic. Therefore, the velocity distribution of atoms

leaving the source is sampled from the equilibrium distribution within the

source, and does not undergo any hydrodynamic evolution. In addition, the

emitted beam follows a cosine (Lambertian) distribution [55].

The total rate of particles Q, emitted from an effusive source having

an aperture of area A, with a source density of n, and an average velocity of

v̄, is simply [55]

Q =
1

4
nv̄A. (2.11)

When the effusion is from a long channel, the total rate emitted will be

reduced by a factor κ. Provided that the mean free path is large with respect

to its length, the rate of atoms in the direction of the channel should remain

unchanged. For a long circular tube with l � r, this factor is given by [55]

1

κ
=

8

3

r

l
. (2.12)

2.4.3 Supersonic Jets

In contrast to effusive sources, atoms leaving a supersonic source (often

referred to simply as a free jet source) undergo many collisions near the aper-

ture, or nozzle. That is, the mean free path for an atom exiting the source is

much smaller than the nozzle diameter. In this case, in order to describe the

behavior, simple gas kinetics are no longer sufficient, and hydrodynamic mod-
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eling is required. The plume of gas that exits the source is underexpanded and

undergoes a subsequent isentropic expansion, resulting in significant cooling.

In an isentropic expansion, entropy, and thus phase-space density is

conserved. This is an important aspect of the experiment, since it means that

so long as the expanding flow remains isentropic, then anywhere in the jet the

local phase-space density will be the same. This is particularly of interest,

since for helium, phase-space densities over 10−3 can be easily achieved at

equilibrium within the nozzle. In order for the flow to remain isentropic, the

following conditions must be met, all of which are discussed later: no heat

may be added to the gas from external sources, the gas must stay collisional

enough to remain in local thermal equilibrium, no cluster formation can occur,

and no shock fronts may be present [53].

Supersonic sources also vary from effusive sources in that the flux den-

sity of the gas is enhanced in the forward direction, where it follows a cos2(θ)

distribution, compared to the cos(θ) distribution of an effusive source. It is also

possible to further enhance the confinement of the jet using specially shaped

nozzles [58].

In the absence of both a shock structure and the formation of clus-

ters (to be detailed shortly), the steady-state characteristics of the expansion

depend only on the stagnation pressure P0 (the pressure before the nozzle),

the stagnation temperature T0 (the temperature before the nozzle), the nozzle

diameter d, and the specific heat ratio γ. The specific heat ratio is defined as

Cp/Cv, and for an ideal, monatomic gas, γ = 5/3. For an isentropic expan-
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Figure 2.3: A schematic identifying several key features of supersonic jets.
(Adapted from [53])

sion of a monatomic gas, the atomic number density and the temperature are

related by

n

n0

=

(
T

T0

)3/2

. (2.13)

Beyond several nozzle diameters and into the far-field, the flow resembles

a spherical expansion emanating from a point near the nozzle [53]. For a

monatomic gas, this point is approximately a tenth of a nozzle diameter down-

stream. In a spherical expansion, the density falls off as 1/R2, and so we expect

the density and temperature along the centerline of the jet axis to evolve as

n(z) ∝ 1

z2
, T (z) ∝ 1

z4/3
. (2.14)

During the expansion, the pressure gradient in the source performs

work on the gas, accelerating it rapidly. The gas asymptotically approaches
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a terminal velocity, v∞, directed along a vector emanating from a point near

the nozzle. For an ideal gas, the terminal velocity is given by

v∞ =

√
2kBT0

m

(
γ

γ − 1

)
, (2.15)

where kB is the Boltzmann constant. Within only several nozzle diameters,

the mean velocity of the gas will already be within a couple percent of the

terminal velocity.

The terminal velocity is an important parameter of the experiment,

as any seeded atoms that successfully thermalize with the jet will also travel

at this velocity. Ultimately, our goal is to load the beam of lithium atoms

into a circular magnetic waveguide. The required magnetic field gradients will

then be dependent on the terminal velocity. To confine a particle of mass M ,

having a magnetic dipole moment µ equal to one Bohr magneton, moving at

a velocity v∞, to a circular ring of radius R, would require a magnetic field

gradient of

dB

dr
=

Mv2∞
µBR

. (2.16)

So in fact the required field gradient is proportional to v2∞, and this is the

main reason we have chosen to use a cryogenic source. Even at nearly 5 K,

where we intend to operate, the terminal velocity is of order 200 m/s. The

magnetic field gradient required to keep lithium atoms confined to a ring one

meter in diameter while traveling at 200 m/s is approximately 1 T/cm. This

is certainly not a small field gradient, but it is reasonably achievable using

permanent rare-earth magnets. If the helium were to begin at a significantly
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Figure 2.4: Example jet trajectory (isentrope) plotted on the 4He phase dia-
gram.

higher temperature, the requirements for lithium confinement would likely be

unrealistic and some form of additional slowing would be required to load the

atoms into a magnetic storage ring.

As the gas continues to expand, it eventually becomes so rarefied that

collisions no longer occur frequently enough to keep the gas in local thermal

equilibrium. The point where this occurs is known as the quitting surface.

Beyond this surface the expansion transitions to free molecular flow, the lo-

cal temperature remains constant or ‘frozen,’ and equation 2.14 no longer

describes the flow conditions.
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2.4.3.1 Shock Formation

One of the consequences of becoming supersonic is that in the expansion

region the flow cannot ‘sense’ downstream boundary conditions. Information

can only travel at the speed of sound, and yet the flow is moving faster than

this, and in fact often many times faster. The way in which the boundary

condition is satisfied is by the formation of shock waves, which are thin, non-

isentropic regions with large gradients in the flow properties. As such, they

add entropy to the gas and effectively heat the jet. The shock front that forms

on the sides of the jet is known as the barrel shock. The shock front that forms

directly downstream of the jet, is known as the Mach disk shock, and is the

one that is most detrimental to the extracted beam quality. The location of

both of these shock fronts is illustrated in figure 2.3.

There are two common ways to go about dealing with the Mach disk

shock. First, it is useful to understand that the location xM of the Mach disk

is predicted as [53]

xM

d
= 0.67

(
P0

Pb

)2

, (2.17)

where Pb is the background pressure in the expansion region. For a given

source with a fixed stagnation pressure P0 and fixed nozzle diameter d, the

position of the Mach disk is dependent only on the background pressure Pb.

This is important because the thickness of the Mach disk is on the order of

the local mean free path. With a sufficiently low background pressure, it is

possible to have the shock form far downstream in a region of very low density,

where the local mean free path may be very large. In this case, there is no
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truly distinct shock region, and the expansion smoothly transitions into free

molecular flow. This can be achieved either through an increase in pump

speed, or a reduction in the duty factor of the source.

The second way of dealing with shock formation, is through the use

of a skimmer. A skimmer is a cone-like structure with sharp edges placed

downstream of the flow. Its purpose is to ‘pierce’ the shock structure and

extract the central portion of the beam. This is also beneficial in that it allows

differential pumping by reducing the gas load downstream. A schematic of

our apparatus that includes illustration of a skimmer can be seen in figure 4.1.

Though initially we were very concerned about shock formation (motivating

the construction of the cryosorption pump described in section 4.3.1), we have

yet to see firm evidence of any shock formation in our apparatus. The skimmer

in our apparatus exists primarily for other purposes, which include a reduction

in the downstream gas load and limiting the amount of blackbody radiation

that reaches cold surfaces.

2.4.3.2 Cluster Formation

If high flux and low temperature are the ultimate goals, then another

area of concern is cluster formation. During the expansion, the gas crosses

the vapor line on the phase diagram, as seen in figure 2.4. Beyond this point,

the local helium pressure is higher than the corresponding vapor pressure for

its temperature. In other words, the gas is supersaturated and in thermal

equilibrium at that temperature and pressure it would normally exist as a
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liquid. With enough time the helium will condense, however the beginning of

this process may be slow. This is because condensation requires three-body

collisions, and when the density of the gas is very low, these are infrequent.

That is why the gas at this point is often referred to a metastable dilute gas.

The problem with condensation is that it is an exothermic process, and releases

energy in the form of the latent heat of condensation. In general, this energy

is confined to internal vibrational and rotational states, but these internal

degrees of freedom will thermodynamically couple to the translational degrees

of freedom via collisions. The degree to which this coupling occurs varies

significantly from species to species.

The onset of clustering, as well as the average cluster size, can be

described by an empirical scaling parameter Γ∗ known as the Hagena param-

eter [59]. The Hagena parameter is often written as

Γ∗ = κ
P0d

0.85

T0
2.29 (2.18)

where P0 and T0 are the pressure and temperature of the gas behind the nozzle,

respectively, d is the nozzle diameter, and κ is a scaling factor describing the

proclivity for a particular gas species to condense. The value of κ for several

commonly used gases are given in table 2.1.

Of immediate note is the small value of κ for helium relative to the other

noble gases. Helium’s weak condensation behavior is due to the extremely low

binding energy of the helium dimer. Not only is it difficult to form, but it is

also easy to break apart and tends to be thermally dissociated in the region

29



Gas Species κ

He 3.85

Ne 185

Ar 1650

Kr 2890

Xe 5500

Table 2.1: Jet Condensation Parameters [60].

where the density and temperature are still high. It is precisely for this reason

that helium makes such an excellent carrier gas in seeded expansions (see

section 2.4.3.3). Its low rate of condensation allows for very high brightness

and low temperatures without fear of heating due to cluster formation.

Since the scattering process is elastic, any two-body interaction will

remain in a scattering state throughout the interaction. In order to create

a bound state, there must exist some mechanism to remove energy from the

system while the atoms are in close proximity. The mechanism through which

this occurs during the expansion is via the presence of a third atom in the

collision. In three-body collisions where one particle leaves with a majority of

the energy, it is possible for the remaining two particles to be left in a bound

state. Of course, the rate of three-body collisions rises with increasing density.

To be more precise, the rate of two-body collisions scales as P0d/T0 and the

rate of three-body collisions scales as P 2
0 d/T

2
0 . In general, cluster formation

begins when Γ∗ > 200 [59] and large scale cluster formation takes off above

Γ∗ ≈ 300 [61]. Several groups have performed measurements of mean cluster
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Figure 2.5: Experimental measurements of average cluster size in a jet as a
function of the Hagena parameter. Data from several experiments aggregated
by ref. [61].

size vs. Hagena parameter over a wide range of values and for a variety of

species. The results of some of these measurements can be seen in figure 2.5.

Our interest is in creating a lithium beam with as high of an intensity

as possible. So, we desire as large of a ‘thermal reservoir’ of helium atoms as

we can get away with. In that regard, we would like to have as many helium

atoms in the jet as we can sans clustering. The final flux of the lithium beam

produced by this apparatus will almost inevitably be limited by the helium

flux due to cluster formation.
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2.4.3.3 Seeding of Supersonic Jets

Cooling directly using supersonic expansions is not universally appli-

cable. Most species do not have sufficient pressure at ambient (or reasonably

achievable) temperatures. Those that do, are more likely than not going to

have large condensation factors, and as mentioned in section 2.4.3.2, the de-

gree of cooling achievable in supersonic expansions is often limited by cluster

formation. In order to skirt around this limitation, one can make a jet with a

gas which has a small condensation parameter and ‘seed’ it with a small frac-

tion of another species of interest. The cooling of the species of interest then

occurs sympathetically via collisions with the expanding majority ‘carrier’ gas.

The noble gases listed in table 2.1 are particularly resistant to clustering

and can achieve significant cooling and high flux. Conventionally, seeding is

performed before the expansion (pre-nozzle), by the introduction of a small

fraction (1-2%) of a species of interest within the carrier gas (often helium

or argon). The expansion behavior of the jet is then defined by the majority

population carrier gas. The carrier gas expands and cools as if it were the sole

participant, and the seeded gas is cooled sympathetically via collisions with

the majority carrier. This is a simple procedure for any species that is already

in the gas phase. Many, however, will not be.

A commonly used method for seeding condensable species involves laser

ablation. For solid substances, a rod or disk is placed within a narrow channel

upstream of the jet aperture. The rod or disk can be adjusted so as to provide a

consistent target for ablation. The laser enters through a window (orthogonal
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Figure 2.6: A schematic of a supersonic jet with the pre-nozzle and post-nozzle
seeding regions indicated.
(Adapted from [53])

to the channel axis) and vaporizes a small quantity of the seed species. A pulse

of the carrier gas is then allowed to pass through this channel, entraining the

seed vapor. The mixture then undergoes a free expansion into vacuum after

passing through an aperture shortly downstream. This laser ablation-type

source is known as a Smalley source, named after Richard Smalley. Such a

source led to the initial discovery of Buckminsterfullerene (C60) [62].

In contrast to the above, where seeding is performed before the expan-

sion, the seeding of jets can alternatively be performed during the expansion,

or post-nozzle as we have done in our apparatus. In this case, seeded atoms or

molecules to be cooled must originate external to the jet, in a secondary beam

source. Warm atoms then enter the jet as it is expanding and thermalize via

collisions much as they would if they were seeded pre-nozzle. The primary ad-
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vantages of this method are that it enables continuous seeding at high fluxes,

even of condensable substances. This is of particular importance, since if one

is interested in manipulating the resulting cooled beam magnetically, then the

final forward velocity (which is set by the jet according to equation 2.15) is

of great concern. Since the forward velocity is inversely related to the initial

jet temperature, it behooves one to operate at very low temperatures, where

everything save helium can be considered ‘condensable.’ Post-nozzle seeding

of jets is less common. It is also generally used for the study of clusters, and

not with the goal of producing cold beams with continuous operation and

high flux. One recent group to perform post-nozzle seeding of a supersonic

jet is that of Ed Hinds. Their pulsed source uses laser ablation immediately

post-nozzle to create a cold beam of YbF radicals [63].

The primary difference in post-nozzle seeding, of course, is that the

species of interest does not begin the process already embedded within the

flow. In this case, the seed atoms must first be able to penetrate the jet.

Here, it turns out that the importance of the energy dependence of the total

cross section σ (section 2.1) cannot be understated. Post-nozzle seeding sets

two opposing requirements on the collisional thickness of the supersonic jet.

On the one hand, it is clearly desirable to achieve a high rate of capture and

thorough thermalization. Thermalization and entrainment occur via collisions,

and so this creates a requirement of high collisional thickness. On the other

hand, it will only be possible to extract a modest solid angle of the captured

species of interest, centered on the jet axis. Thus, the seeded species must be
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able to penetrate to the center of the jet, and this creates a requirement of

low collisional thickness. Fortunately, these two requirements can in fact be

simultaneously satisfied via the energy dependence of σ.

In the case of a lithium-seeded helium jet, as an energetic (2000 m/s)

lithium atom first enters the jet, the amount of energy available in a collision

is very large, and thus σLi−He(E) is very small. It is however, not zero, and

a few collisions do occur in the extremities of the jet. Since lithium and

helium have similar masses, early on in its trajectory a lithium atom loses on

average roughly half of its energy in each collision. After several collisions

the relative kinetic energies become much smaller and σLi−He(E) begins to

increase. Ideally, this occurs as the lithium atom is nearing the center of the

jet, where additionally, the density of helium is highest. Primarily due to the

larger cross section, but enhanced by the higher helium density, the frequency

of collisions increases rapidly and full thermalization and entrainment can

occur. The details of this behavior are further covered in section 2.5, and an

illustration of the behavior can be observed in the simulation results shown in

figure 2.8.

As mentioned earlier, so long as the flow remains isentropic, phase-

space density is conserved. For the conditions at which our source operates,

the phase-space density in the helium jet is of order 4× 10−3. So long as the

heat added by incoming lithium atoms remains a small perturbation and we

assume the lithium fully thermalizes with the helium, then we can relate the
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lithium phase-space density to that of the helium. Then,

ρLi =

(
mHe

mLi

) 3
2 nLi

nHe

ρHe, (2.19)

where nLi

nHe
is the ratio of the density of lithium to helium on the jet-axis and

is often referred to here as the seeding ratio.

There is the possibility that the presence of a seeded species may en-

hance cluster formation in the jet and thus limit achievable temperatures.

There is in fact some evidence that seeded jets do exhibit clustering at lower

phase-space densities than pure helium jets, as seen in ref. [64]. While this is

a concern in our source, it may not actually pose a problem. On the one hand,

just like He-He, the Li-He dimer has only one very weakly bound state with a

few mK binding energy. Therefore, lithium looks somewhat like helium from

the perspective of two-body collisions. In addition we are anticipating seeding

at fairly low seeding rates, in contrast to the several percent used in ref. [64].

On the other hand, the Li-He-He three-body rate constants may be large, so

we cannot dismiss this possibility out of hand.

Since we are concerned about the helium flow remaining isentropic,

there is some worry that a significant amount of heat may be added to the

helium expansion in the form of the kinetic energy of the incoming lithium

atoms. This leads us to one further possible benefit of the energy-dependent

behavior of σ(E). The He-He scattering cross section follows a similar curve

to the one shown for Li-He in figure 2.7. The first few collisions that occur in

the periphery of the jet result in a large transfer of energy from a lithium atom
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to a helium atom. This may lead to a sufficient reduction in the He-He cross

section that the newly energetic helium atom resulting from that collision is

able escape the region without further interaction with the jet. This would

allow it to carry away a modest amount of energy, and allow us to increase the

number of lithium atoms entering the jet. This possibility is discussed slightly

more at length in section 6.2.

2.4.4 Buffer-Gas-Cooled Sources

Buffer-gas cooling is a cooling technique that was first performed by the

De Lucia group [65] and more recently advanced by John Doyle’s group [66].

It is a technique that involves the sympathetic cooling of a species of interest

via elastic collisions with a cold background gas, or ‘buffer’ gas, that acts as

a thermal reservoir. Since cooling via elastic collisions does not rely on any

particular internal structure, it is applicable to any species of interest. Buffer-

gas cooling can produce populations of cooled atoms (or molecules) within

a stationary trap or within a beam. Recently, John Doyle’s group has had

further success with the creation of a BEC of metastable 4He∗ [67]. This was

achieved without the use of laser cooling.

The basic design of such a source includes a small chamber having

volume of order a cm3 where the walls are held at a low temperature. The

buffer gas is introduced into this chamber and allowed to thermalize with the

walls. The temperature at which the walls are kept depends on the buffer gas

that is used, and must be high enough so that the buffer gas retains sufficient
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density in the gas phase so as to be collisional. This works out to temperatures

as low as ≈180 mK (for 3He) [68]. A species of interest (in the gas phase) is

then introduced into the chamber by one of several possible means, including

laser ablation and beam injection. The species of interest is then allowed to

thermalize with the buffer gas via collisions.

This technique is improved upon by utilizing the cold species of interest

to either fill a magnetic trap3 or to create a cold beam. In several experiments,

a magnetic trapping potential is located in the center cold chamber [66]. As the

species of interest interacts with the buffer gas, individual particles dissipate

sufficient energy to ‘fall’ into the trap. As the population in the trap increases,

eventually the loss rate due to collisions becomes comparable to the trapping

rate. At this point the buffer gas is pumped away and only the trapped species

of interest remains.

Buffer-gas cooling can also create beams. In this case, the species of

interest thermalizes with the buffer gas, and the cold mixture is allowed to es-

cape through an aperture and into the vacuum. This can be performed either

continuously or in a pulsed fashion, depending on the species and manner of

introduction (i.e., laser ablation necessitates pulsed operation). This is the

technique most similar to the one we have employed. Prof. Doyle’s exper-

iments have focused on the hydrodynamic regime [69] in order to minimize

forward velocity, whereas we work with a supersonic beam in order to max-

3Once magnetic manipulation is involved applicability becomes limited to paramagnetic
or polar molecular species.
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imize brightness. A particular buffer-gas cooling setup for the creation of a

continuous beam of cold potassium is described in section 3.3, and is likely the

most comparable to our source.

2.5 Feasibility: Predictive Numerical Models1

Initial feasibility studies were performed using a custom-written 2D nu-

merical simulation that is a hybrid of a pseudo-classical Monte Carlo and a

continuous viscous-damping-force model. In this model, initial particle tra-

jectories are randomly sampled from a Maxwell-Boltzmann distribution. The

sampled velocities are centered around the vector connecting the lithium source

aperture and a point4 1 cm downstream of the helium nozzle. Each particle

is then numerically integrated along its trajectory through the force field. In

reality, this integration represents the average trajectory of all particles having

the same initial conditions. If the medium were so dense that collisions were

very frequent, this would be a good approximation and could be used to make

a modest attempt at predicting performance in terms of capture efficiency.

However, in our case the collisionality changes throughout the trajectory, and

is rather low early on. Thus, this model suffers in that it is unable to account

for the large degree of branching due to sparse collisions. In other words, it

1Two separate numerical simulations are described in this thesis. The first was used as
a rough predictor of average capture behavior, and is briefly described here. The second is
a fully three-dimensional pseudo-classical Monte Carlo simulation and will be discussed in
more depth in section 5.2.

4This ‘target’ location is often referred to herein as the seeding target or seeding distance.
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should accurately predict the average result, but the standard deviation is

likely to be large, and thus not very precise for performance estimates. It was,

however, invaluable for predicting the feasibility of this new and untested tech-

nique, as well as probing for operating parameters that might provide optimum

performance. In addition, it allowed us to study characteristics of the process,

such as the minimum number of collisions required for full entrainment.

Though mentioned earlier, the behavior of the lithium-helium colli-

sional cross section as a function of energy is critical to the experiment, and

bears repeating for emphasis. Classically, one would treat room-temperature

collisions between helium and lithium as hard-sphere scattering with a col-

lisional cross section of order 10−15 cm2. At lower energies, however, the

collisional cross section becomes strongly energy dependent. As the amount

of energy in the collision provided by the lithium atom is reduced (dissipated

via earlier collisions), it becomes necessary to calculate the collisional cross

section quantum mechanically (section 2.1). This is a crucial concept in this

experiment, as the cross section spans more than three orders of magnitude

over the temperature range involved (see figure 2.7). One of the central facets

of the apparatus is the ability for an incoming particle to simultaneously be

capable of penetrating the jet, and becoming successfully entrained. These re-

quirements would normally seem at direct odds with each other, as the former

requires a low collisional thickness and the latter requires the opposite. The

reconciliation of the two occurs by means of the cross section’s temperature

dependence. As lithium atoms impinge on the jet the initial high-energy colli-
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Figure 2.7: Energy-dependence of 7Li-4He collisional scattering cross section
as approximated for simulations.

sions are sparse, as the cross section is small and the density of helium is low.

As a given atom proceeds further into the jet it has likely undergone several

collisions, and the cross section rapidly increases. The ideal, capturable atoms,

will be those where the rapid expansion of the cross section occurs just prior

to reaching the center of the jet. This behavior, as modeled with the above

mentioned simulation, can be seen in figure 2.8.

For simplicity, equation 2.4 is used to interpolate between the extrema

of the classical high temperature limit and the zero temperature, pure s-wave

scattering limit. When evaluating the cross section, if the calculated value

for σLi−He(E) provided by equation 2.4 is smaller than the high temperature
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classical limit (1.5× 10−15 cm2), then the value of the limit is used. Likewise,

if the calculated value for σLi−He(E) is greater than the low temperature,

pure s-wave scattering limit given by equation 2.3 (5.47 × 10−12 cm2), then

the value of the limit is taken. If the calculated value lies between the two

aforementioned limits, then that value is used.

In the model used here the viscosity η is calculated as [70],

η =
1

3
ρHevλ, (2.20)

where ρHe is the density of helium, v is the mean thermal speed, and λ is the

mean free path. The mean free path λ for a single lithium atom in the jet is

simply

λ =
1√

2nHeσLi−He(E)
. (2.21)

The lithium atom will then feel a damping force in the direction of helium flow

proportional to the viscosity and the magnitude of the relative velocity vector.

The actual collision rate Γ for a lithium atom is given by

Γ = nHeσLi−He(E) |~vrel| , (2.22)

where nHe is the local helium density as given by equation 5.2, and |~vrel|

is the magnitude of the relative velocity vector between the current lithium

atom and the local mean helium velocity. The relative velocity at any point

is always approximated as |~vrel| =
√

|~vHe − ~vLi|2 + v2He−rms, where ~vHe is the

local mean helium velocity, ~vLi is the instantaneous velocity vector of the
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Figure 2.8: Early 2D simulation (viscous-damping-force model) showing the
integration of a single lithium trajectory through the jet. The trajectory is
plotted against a color map representing the log of the local helium temper-
ature. A white hash is drawn over the trajectory every time the integrated
value for the number of collisions crosses an integer value.
[Relevant Simulation Parameters: ΦHe = 142 SCCM, THe,0 = 4.2 K]

individual lithium atom being simulated, and vHe−rms is the local helium rms

velocity in the moving frame.

From the beginning of this project, we had a rough idea of potential

operating parameters. However, since the collisional thickness varies so rapidly

due to the energy dependent cross section, relying on simpler calculations to

perform any kind of optimization was difficult. These early simulations allowed

us to get a better grasp on where to begin experimentally by allowing us to

probe large areas in parameter space.

One design parameter that was heavily influenced by information gleaned

from early simulations was distance at which to place the magnetic lens. An

early observation was made that the collision rate for particles within the mag-
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netic lens region increases. This can somewhat be seen in figure 2.9 (2D Monte

Carlo, not viscous damping) by the increased density of white hash marks (in-

dicating individual collisions) within the magnet. This is of great concern,

as a collision here occurs with the lithium atom’s trajectory at a large angle

relative to the local helium velocity vector, leading to a high-energy collision.

Thus, any collision occurring in this region results in an effectively lost lithium

atom. So, clearly, these collisions should be avoided.

It turns out that two factors influencing the collision rate change very

rapidly in this region. Just prior to entering the magnet, the lithium is well

thermalized and entrained in the jet. That is, locally, the relative velocity

between a lithium atom and its neighboring helium atoms is just going to be

of order
√
v2Li,rms + v2He,rms, which is very small (a couple m s−1). Once the

lithium atom enters the lens, its trajectory is bent towards the jet axis. As this

occurs, the relative velocity in the center-of-mass frame increases substantially

(to of order 20-30 m s−1 for large-angle trajectories). From equation 2.22

one can see that this should indeed lead to an increase in the collision rate.

Fortunately, this behavior is tempered by the fact that the as the relative

velocity increases, the energy-dependent cross section decreases. However, as

evidenced by the net increase in the collision rate, the relative velocity factor

dominates, but not drastically.

If cost is not an issue, the solution is to place the lens far away from

the nozzle, after the helium density has become low enough that collisions are

rare. In this case, the lens must be made correspondingly large in order to
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Figure 2.9: Early 2D simulation (pseudo-classical Monte Carlo) showing a
variety of entrained lithium trajectories as they pass through the magnetic
lens. The trajectory is plotted against a colormap representing the log of the
local helium density. A white hash is drawn over the trajectory every time a
unique scattering event occurs. The magnet lens region is indicated visually
between 50 cm and 75 cm.

capture the same solid angle. As the rare-earth magnets used in the magnetic

lens are expensive, some compromises had to be made, and the final design

for the magnetic lens can be seen in section 4.7.

These initial numerical models allowed to say with some certainty that

post-nozzle capture and thermalization of the lithium atoms, as well as subse-

quent magnetic extraction were indeed feasible. With these results as confir-

mation, we proceeded to the design and construction phase for the source.
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Chapter 3

Context: Source Comparisons

In this chapter we compare the performance of our source relative to a

variety of others. Cold atomic beams have several figures of merit, and which

of these are relevant will depend on the intended application. Our primary

interest is in the eventual production of a truly continuous atom laser. Previous

efforts to produce one have used laser-cooled sources, and have been limited by

the brightness of those sources. To compare with these we focus on brightness,

brilliance, phase-space density, and the corresponding atom production rate.

This particular application, however, is not the only one to which these criteria

are relevant. Sources that perform well in these areas will also benefit fields

such as precision spectroscopy and atom optics, where bright (yet incoherent)

atomic beams are of great value. We believe that the source we have developed

has the potential to greatly outperform existing sources in this context, and

pave the way to the demonstration of a continuously pumped atom laser.

3.1 Zeeman Slower

Laser cooling (section 2.3.1) can be used to produce cold beams of

atoms. The basic design of such a source begins with an effusive thermal
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beam of atoms produced by an atomic oven. A small solid angle of this beam

is allowed to pass through an aperture and then travel down the axis of a long

tube. A laser propagates up the tube, counter to the atomic beam direction.

The laser is red-detuned so that the Doppler shift causes it to be on resonance

with an atomic transition, resulting in laser cooling and thus slowing of the

beam. As the beam slows down, the magnitude of the Doppler shift decreases

so that the laser appears further and further from resonance. To compensate

for this, a solenoid is used to produce a magnetic field that varies spatially

along the length of the tube. The magnetic field induces a Zeeman shift in the

magnetic sublevels of the atoms, shifting the resonance frequency an amount

proportional to the magnitude of the field. With the appropriate field profile,

the atoms in the beam can be made to remain on resonance with the laser

along the entire length of the tube, resulting in significant deceleration. This

type of source is known as a Zeeman slower [71].

Zeeman slowers are often used as a step in the production of Bose-

Einstein condensates. They can be used to load magneto-optical traps, such

as the one described in section 3.2. Typical Zeeman slowers have fluxes of order

109 − 1010 s−1. The current record for flux of atoms in a cold (T ≤ 100 mK)

beam is 3 × 1012 s−1 and is held by a Zeeman slower used in the production

of a 87Rb beam in Lene Hau’s group (Slowe et al. [11]).

The 87Rb beam produced by Lene Hau’s group begins with a ther-

mal source of rubidium at 160 ◦C, having a mean velocity of approximately

300 m s−1. A small solid angle (one-tenth of a radian half-angle) of this ther-
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mal beam passes through an atomic collimator, about 15 cm in length. The

collimator consists of a pair of mirrors. The first mirror’s surface is parallel to

the atomic beam’s propagation vector, and the second is tilted at a small angle

with respect to the first. A laser beam is introduced at an angle such that

it reflects off the mirrors many times along the length of the collimator. The

relative angle between the mirrors has the effect of causing the laser’s prop-

agation vector to move closer to normal with respect to the atomic beam’s

propagation vector on each reflection. Thus, transverse radiation pressure is

consistently applied through the region, resulting in collimation.

Once the beam has been collimated, it passes through a 5 cm long

region of 2D optical molasses, another laser-cooling method. The optical mo-

lasses provides considerable cooling in the transverse directions. The resulting

collimated, transversely-cooled beam then enters the Zeeman slower. In the

Zeeman slower, the atoms are slowed from 300 m s−1 down to velocities as low

as 40 m s−1, requiring the scattering of up to 40,000 photons.

At its peak flux, the final longitudinal velocity is 115 m s−1. In this

case, the atomic beam that emerges from the Zeeman slower has a flux of

3.2×1012 s−1, an intensity of 7.9×1015 m−2 s−1, a density of 6.8×1013 m−3, a

brightness of 3.3×1019 m−2 s−1 sr−1, and a brilliance of 4.5×1020 m−2 s−1 sr−1.

The phase-space density in the beam is 4.9× 10−13.

While Zeeman slowers have proven capable of producing beams with

combinations of high flux, very low temperature, and high initial phase-space

density, these features each come at the cost of significant added complexity.
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In addition, the list of compatible species has similar limits to other laser-

cooling techniques. Zeeman slowers do, however, have the advantage of being

time-tested and well understood.

3.2 Magneto-Optical Trap

The magneto-optical trap (MOT) [72] is a workhorse of atomic physics.

MOTs can be used to create stationary populations of cold atoms (3D), or they

can be used to make cold atomic beams (2D). For comparison between tradi-

tional coherent-matter production methods and the source we have developed,

the most applicable direct comparison would be with the 3D MOT. This is

because there is already an established route that leads from the 3D MOT

to a stationary condensate and then to an atom laser. In particular, we refer

here to the reported performance characteristics of a 3D MOT utilized in the

production of 87Rb BECs in Wolfgang Ketterle’s group (Streed et al. [73]).

The 3D MOT is a configuration of three orthogonal pairs of counter-

propagating laser beams that pass through the same spot at the bottom of

a magnetic trapping potential. In addition to the Doppler cooling described

in section 2.3.1, the magnetic field gradient in the trap induces a Zeeman

shift that also moves the atomic resonance closer to the laser frequency. The

magnitude of the Zeeman shift increases with displacement from the center

of the trap and helps drive the atoms towards the trap center. Also, there

exists a finite region of phase space that a MOT can trap. Some MOTs are

loaded by the introduction of a thermal vapor in the trap region, where only
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a small portion of the atoms can be captured. Alternatively, a MOT can be

configured to capture the output of a Zeeman slower, where the atoms have

been slowed and cooled so as to maximize the fraction of atoms that the MOT

can accept. The loading rate is limited by the production of atoms in this

capturable region of phase space.

The MOT in ref. [73] is loaded using a Zeeman slower that can load

to the MOT’s equilibrium population of ≈4 × 1010 atoms in ≈2 s. The ap-

proximate conditions in the MOT are a density of 1016 m−3, a temperature

of 150 µK, a thermal velocity of 210 mm s−1, and a phase-space density of

order 10−7. Following additional steps involving a compressed (or dark) MOT,

optical molasses, and evaporative cooling in a magnetic trap, the BEC phase

transition (ρ=2.61) can be reached in another 15-40 s. The resulting conden-

sates have populations of order 2 × 107 atoms. The effective loading rate at

degeneracy is then in the range of 4.6× 105 − 1.1× 106 s−1.

In combination with a Zeeman slower, the 3D MOT can create large

populations of atoms at considerable instantaneous rates with very low tem-

peratures and very high phase-space density. However, due to the limited

equilibrium population, the resulting rate at degeneracy suffers due to the low

duty factor. In addition, they suffer from the same species limitations as the

Zeeman slower. Further, they have considerable complexity.
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3.3 Buffer-Gas Cooling

Recent advances in buffer-gas cooling have been pioneered by John

Doyle’s group. Buffer-gas cooling can produce trapped populations of cooled

atoms as well as pulsed and continuous beams of a large variety of species, both

atomic and molecular, including ND3, O2, ThO, K, Na, Rb and Yb [74]. Our

work is comparable to the extracted beams that result from buffer-gas-cooled

sources. The most relevant and comparable of these would be the continuous

buffer-gas-cooled source of potassium, so that is the case that will be used for

comparison.

The potassium beam apparatus of Patterson et al. [75] is a continuous

source that uses neon as a buffer gas. Room-temperature neon gas flows

through a tube and over a pot of molten potassium at 550 K, entraining

some of the potassium vapor (≈1 Torr) as it passes. The hot gas mixture

then passes through a heated ‘injection needle’ and into a region where the

walls are held at 100 K. Further downstream, through a small aperture, lies a

second region where the walls are held at 15 K. The buffer gas (20 K) can be

introduced into either of these regions to sympathetically cool the potassium

(which has a high probability of sticking to the walls if it reaches them).

Once the neon-potassium mixture reaches the 15 K region it escapes through

a final aperture and into the vacuum, where the beam can be detected and

characterized through laser spectroscopy.

Using this technique, Doyle’s group observed a cold potassium beam

with a temperature of 17 K, a density of 8 × 1017 m−3, a beam diameter of
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≈1 cm, a total beam flux of 1 × 1016 s−1, and a beam divergence of around

0.7 sr. The mean forward velocity of the beam is reported as 130 m s−1, and

the full-width at half-maximum of the forward velocity, ∆vz, is reported as

120 m s−1. Using equations 2.8 and 2.10 we can calculate the brightness and

brilliance to be around 1.8 × 1020 m−2 s−1 sr−1 and 2.0 × 1020 m−2 s−1 sr−1,

respectively. The phase-space density is approximately 3× 10−13.

Buffer-gas-cooled sources offer several advantages over conventional

laser-cooled sources, the first of which being that they are significantly less

complex. They are capable of very high fluxes, several orders of magnitude

larger than even the best Zeeman slower. They are also broadly applicable

to practically any paramagnetic or polar molecular species (if collimation is

required). Of course, these sources are not without downsides. The high

fluxes (as described in the particular source above) are achieved at signifi-

cantly higher temperature, and relatively low phase-space density. Further, at

temperatures like 17 K, the divergence is very large, and losses during colli-

mation and confinement would likely be significant. In addition, the beam is

embedded within a buffer gas (where it is the minority population) and must

be carefully isolated.

3.4 This Work: Post-Nozzle-Seeded Cryogenic Super-
sonic Jet

The technique we have developed involves continuous post-nozzle injec-

tion of a lithium atomic beam into an expanding, cryogenic, supersonic helium
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jet. The operating parameters and performance characteristics for the most

well-understood data set are presented here. The finer details of the apparatus

design are described in chapter 4.

For the data set where the highest flux has been observed, the helium

in the jet’s reservoir is held at about 4.6 K and 25 Torr. The helium is allowed

to escape through a nozzle that is 0.2 mm in diameter, resulting in a net flux

of ≈9×1019 s−1. This corresponds to a Hagena parameter Γ∗ of approximately

350. Despite this high value, no obvious effects due to clustering are apparent

in the near-field1 (within ≈5 cm of the nozzle) and this remains the peak value

for efficient capture. A thermal beam source (see section 4.5.2) operating at

≈970 K produces a beam of lithium atoms, which after passing through a

cold aperture is roughly 0.64 cm in diameter. The rate of lithium passing

through the aperture is ≈2.5×1014 s−1 with a mean velocity in the propagation

direction of about 2000 m s−1. The lithium beam is oriented 45◦ with respect

to the helium jet and is aimed at a point approximately 1.7 cm downstream

of the nozzle.2

Measurements performed around 5.4 cm downstream of the nozzle us-

ing fluorescence spectroscopy reveal a cold, entrained beam of lithium atoms.

1Newer, preliminary far-field (≈1 m downstream) data does indicate some degree of
heating that is proportional to helium flow and requires investigation. It is possible that
this is evidence for clustering or the existence of a weak shock front. At present, this data
only exists for a higher lithium flux with a second generation lithium source, where no
corresponding near-field data exists.

2Intended seeding distance is actually ≈1 cm
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The entrained beam has a temperature3 TLi ≤ 10 mK, a peak density nLi of

around 1× 1014 m−3, and a mean forward velocity vLi of roughly 200 m s−1.

For the given helium jet parameters the expected helium temperature (in the

absence of seeded lithium) at this position is roughly 0.7 mK and the local

density would be around 1.3× 1020 m−3. If we define the seeding ratio as the

local ratio of the lithium density to the helium density, this would result in a

seeding ratio of 8 × 10−7 for this data set. We proceed with an assumption

that the temperature is at our experimental upper bound of 10 mK. We also

offer comparison later in table 3.1 for performance characteristics with the as-

sumption that the lithium is in fact at the expected local helium temperature.

With these values, we arrive at a phase-space density ρLi of 2.8× 10−11.

The beam is not collimated at this point, and is expanding simply due

to the fact that it is entrained within a spherical expansion. If we define the

size of the beam in terms of the solid angle capturable by the magnetic lens

(0.075 radian half angle), then at 5.4 cm this corresponds to a beam diameter

of about 0.80 cm. The production rate of capturable lithium is then around

1 × 1012 s−1. For the measured results above, we find a peak brightness of

1.1× 1019 m−2 s−1 sr−1 and a peak brilliance of 3.1× 1020 m−2 s−1 sr−1.

The results described above as well as potential source characteristics

if seeding can be achieved at ratios as high as 10−4 are provided in table 3.1

3We believe the lithium temperature may in fact be as low as 1 mK. Due to the currently
limited resolution at which we can measure the Doppler-broadened linewidth, we can only
establish that it is ≤10 mK.
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for both the case where the beam is believed to be fully thermalized to the

local (expected) helium temperature, and where it is actually at the finite,

higher temperature of 10 mK. We have recently designed a new lithium source

(section 4.5.3) which should be able to deliver a high enough flux to seed at a

ratio of 10−4.

Similar to the buffer-gas-cooled source, the post-nozzle-seeded source

benefits from having very high possible flux, potentially broad applicability,

and only moderate complexity. It further has the advantage of reaching tem-

peratures as low as a Zeeman slower. Depending on the maximum achievable

seeding ratio, it has the potential to reach phase-space densities near that of

a 3D MOT with significantly higher flux and the added benefit of continuous

operation. It does however share a disadvantage with the buffer-gas-cooled

source in that the cold beam of interest is embedded within a much more pop-

ulous beam from which it must be isolated. It also has a considerable forward

velocity of order 200 m s−1, which will require more effort to manipulate.

Limitations

The fundamental limitation to the helium flux in our apparatus could

potentially be the formation of helium clusters. As the local temperature in

the jet approaches the binding energy of the helium dimer (≈1.5 mK), the

likelihood of three-body collisions that result in two helium atoms left in a

bound state increases. If the dimer fraction becomes substantial, the rate at

which large clusters form will presumably rise quickly. The issue here is that
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when this occurs, heat is released in the form of the heat of condensation,

resulting in heating of the jet. Additionally, the source could end up being

limited by direct heating of the helium jet by the impinging lithium atoms.

While we only intend to (eventually) inject approximately 1 lithium atom for

every 104 helium atoms, each lithium atom carries with it over 1000 K of

energy on average. With the current operating parameters, if heating were an

issue it would likely not be resolvable. At present, with an injection fraction

of roughly 2× 10−6, no evidence of heating in this fashion has been observed.

3.5 Performance

Since the eventual goal of this source is the creation of a continuous-

wave atom laser, it is useful to succinctly show where our source lies with

respect to other sources that might be used for this purpose. It is difficult to

describe all of these sources by a singularly important metric, so we do so here

in terms of several. These metrics include the brightness, brilliance, and phase-

space density, each in conjunction with the atom production rate. In addition

to the sources outlined in sections 3.1, 3.2, and 3.3, we include comparisons

with the sources described by Metcalf [57, p. 186] and Lison [56]. All of these

additional sources are comprised of some combination of Zeeman slowers, and

atomic funnels (2D MOTs) [76, 77]. The additional sources mentioned are

those of Riis et al. [77], Molenaar et al. [78], Hoogerland et al. [79], Scholz et

al. [80], Lu et al. [81], Schiffer et al. [82], and Dieckmann et al. [83]
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3.5.1 Brightness

Brightness, described in section 2.4.1, is a metric that describes the

degree to which an atomic beam is confined in terms of flux density and diver-

gence angle. There is a limit to the spatial region and angular divergence that

the magnetic lens, and eventually any waveguide we construct, can accept and

successfully confine. Thus, the magnetic lens and waveguide impose limits on

the region in this 4D phase space that a particle may occupy and still be cap-

turable. With a limited area of usable phase space, it is important to maximize

the number of particles within that area. Any efforts to maximize brightness

can be thought of as efforts to maximize loading rates, and brightness can be

a valuable metric in this respect when evaluating sources.

Plotted in figure 3.1 is the total flux vs. brightness for a variety of

atomic beam sources. In terms of brightness and flux, early experimental

results show promise and are not far behind the current record holder.

3.5.2 Brilliance

Characterizing an atomic beam by its brilliance (also described in sec-

tion 2.4.1), goes beyond brightness by incorporating the spread in the longi-

tudinal velocity component in addition to the spread in the transverse com-

ponents. Brilliance can be thought of as describing spectral density. As an

analogy to light sources, a broad spectrum (white) light source would have very

low brilliance, where as a monochromatic light source would have a very high

brilliance. Brilliance, in addition to brightness, is important in characterizing
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Figure 3.1: Shown above is source flux vs. brightness for a variety of cold
atomic beams. Numbers in parentheses for the current work are the seed
ratio and temperature. “Theoretical” refers to the brightness that would be
obtained if the jet could be seeded with the indicated lithium concentration
and temperature.

58



the beam because the focal length of a magnetic lens (see equation A.3.4) is

strongly dependent on velocity. So for two otherwise similar sources, the one

with the higher brilliance (using again the analogy with light sources), will

suffer less from the inherent ‘chromatic’ aberrations in the lens. In addition,

since the brilliance is proportional to (∆px∆py∆pz)
−1, it is also proportional

to phase-space density. For otherwise identical beam parameters, maximizing

the brilliance will reduce the effects of chromatic aberrations in the lens, as well

as increasing the initial phase-space density in the waveguide. Both of these

are important in terms of characterizing the source for use as an atom-laser

pump source.

Plotted in figure 3.2 is the total flux vs. brilliance for the same sources as

plotted in figure 3.1. Similarly to the comparison of source flux vs. brightness,

our source is close to the record holder and could soon be able to surpass it.

3.5.3 Phase-Space Density and Atom-Laser Pump Rate

While, as stated earlier, it is not an easy task to define a single metric

that determines the ‘best’ pump source for a potential cw atom laser, we

can still attempt to do so. Any single such metric would likely involve the

phase-space density and the flux, and a plot showing source rate vs. phase-

space density can be seen in figure 3.3. Making some admittedly simplistic

assumptions, we can attempt to relate the initial phase-space density and flux

to the final output rate of an atom laser.

We begin by defining the pumping rate of the source Φpump, the ini-
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Figure 3.2: Shown above is source flux vs. brilliance for a variety of cold
atomic beams. Numbers in parentheses for the current work are the seed
ratio and temperature. “Theoretical” refers to the brilliance that would be
obtained if the jet could be seeded with the indicated lithium concentration
and temperature.
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Figure 3.3: Shown above is source flux vs. the initial phase-space density for
a variety of cold atomic sources. Evaporative cooling will move initial source
conditions towards the matter-wave threshold along a line with negative slope
equal to ξ−1, where ξ is the logarithmic cooling efficiency (equation 3.1). Num-
bers in parentheses for the current work are the seed ratio and temperature.
“Theoretical” refers to the phase-space density that would be obtained if the
jet could be seeded with the indicated lithium concentration and temperature.
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tial phase-space density ρpump, and the atom laser output coupling rate as

ΦatomLaser. In addition, we can define what is known as the logarithmic cool-

ing efficiency, ξ, as

ξ = − d ln(ρ)

d ln(Φ)
. (3.1)

If we assume that any increase in the phase-space density can only come from

evaporative cooling, then ξ describes how many orders can be gained in phase-

space density for a corresponding number of orders lost in number (moderately

efficient cooling has ξ ≈ 3/2). So, we can say that the fraction of atoms re-

maining after evaporatively cooling to the matter-wave threshold (ρ = 2.612),

is given by (
ρpump

ρatomLaser

) 1
ξ

=
(ρpump

2.612

) 1
ξ
, (3.2)

which we can then relate to the laser output coupling rate by

ΦatomLaser ∝ Φpump

(ρpump

2.612

) 1
ξ
. (3.3)

From equation 3.3, one can see that to maximize ΦatomLaser, we want

to maximize the product of Φpump and ρ
1/ξ
pump. Unfortunately, it is very difficult

to predict ξ beforehand. Also, for sources like the 3D MOT described in

section 3.2, significant enhancements can be provided by laser cooling, but

then the duty factor of / 0.1 is not included. Conversely, sources like the

buffer-gas-cooled source described in section 3.3 have very large divergence,

making the inevitable losses in any kind of collimation step significant. In our

case, we envision loading a circular storage ring. It may be possible to load the

ring for multiple round trips, and thus the initial phase-space density could be
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higher than it is in the beam. So, while this metric comes closer to being called

definitive, a lot of information is still neglected. Nevertheless, by this metric

or any other, it remains clear that our source has considerable potential.
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Flux Temp Rho Brightness Brilliance

[s−1] [K] [m−2s−1sr−1] [m−2s−1sr−1]

Heinzen 1.0× 1012 1.0× 10−2 2.8× 10−11 1.1× 1019 3.1× 1020

Seed: 8×10−7 ≈1× 10−3 1.3× 10−9 1.3× 1020 1.4× 1022

(Measured)1

Heinzen 5.6× 1012 7.5× 10−2 3.1× 10−14 3.1× 1016 3.4× 1017

Seed: 5×10−6 —– —– —– —–

(Measured)2

Heinzen 1.3× 1013 1.0× 10−2 3.6× 10−10 1.3× 1020 3.9× 1021

Seed: 1×10−5 ≈1× 10−3 1.6× 10−8 1.7× 1021 1.7× 1023

(Theoretical)

Heinzen 1.3× 1014 1.0× 10−2 3.6× 10−9 1.3× 1021 3.9× 1022

Seed: 1×10−4 ≈1× 10−3 1.6× 10−7 1.7× 1022 1.7× 1024

(Theoretical)

Z. Slower 3.2× 1012 2× 10−3 (⊥) 4.9× 10−13 3.3× 1019 4.5× 1020

( [11] ) 9× 10−2 (‖)
3D MOT 2× 1010 1.5× 10−4 1× 10−7 —— ——

( [73] )

Buffer Gas 1× 1016 17 2.5× 10−13 1.8× 1020 2.0× 1020

( [75] )

Table 3.1: Shown above are key metrics for comparison between the sources
described here.
1: Measured on-axis, 5.4 cm from the nozzle.
2: Measured on-axis, ≈90 cm from the nozzle.
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Chapter 4

Apparatus and Experimental Procedures

4.1 Apparatus Overview

An overall schematic of the apparatus appears in figure 4.1. The appa-

ratus itself is composed of several components. In figure 4.1 they are labeled

as the Helium Source, Lithium Source, Charcoal Pump, Skimmer, Magnetic

Lens, and Storage Ring.

The experimental procedure begins in the helium source (section 4.5.1).

Helium is precooled in two stages to around 4 K, with an initial phase-space

density of order 10−3. The helium is then allowed to escape through a 0.2 mm

aperture into vacuum at a rate of order 1020 atoms s−1. The helium leaves

the nozzle in a supersonic expansion. As it exits underexpanded, it undergoes

an isentropic expansion, rapidly cooling to temperatures in the millikelvin

regime. Since the entropy remains constant, phase-space density is conserved

throughout the expansion. The expanding, cooled helium jet can be treated

as a thermal reservoir, and can be used to sympathetically cool our species of

interest, lithium.

A beam of lithium atoms is produced by a thermally shielded atomic

oven (sections 4.5.2-4.5.3). The lithium beam trajectory is oriented at 45◦
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Figure 4.1: This figure shows an overview of the complete apparatus. Com-
ponents within the dashed box are the primary focus of this thesis. These
components are drawn more or less to proportion. For a sense of scale, the
radiation shielding is a cubic box that is 18 inches on each side. Compo-
nents outside of the dashed box are either not yet built, or simply not yet
implemented.
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relative to the helium jet, and is aimed approximately 1 cm downstream1 of

the helium nozzle. Lithium atoms collide with the cold helium atoms in the

jet, thermalize, and become entrained within the flow. Following entrainment,

a large skimmer (section 4.6) downstream allows the central portion of the co-

propagating cold helium and lithium beams to leave the seeding region. Once

the two beams leave, the lithium beam needs to be isolated. To do this we

take advantage of a disparity between the lithium and helium beams. Due

to lithium’s unpaired valence electron, it has a net magnetic dipole moment,

whereas the closed-shell helium atom does not. We have designed and con-

structed (although not yet implemented) a magnetic hexapole lens (section 4.7)

for this purpose. As the two beams pass through the lens, the lithium atoms

are focused towards the jet axis. The helium atoms however, continue through

unaffected, scatter off the chamber walls, and are eventually pumped away.

Future work lies in the design and construction of a storage ring for the

cold lithium atoms. Once coupled into the ring, evaporative cooling, perhaps

with the enhancement of laser cooling [84], is planned. The ultimate goal is

to achieve quantum degeneracy. If successful, the stored atoms could then be

coupled out of the ring as a coherent matter wave, or atom laser.

1Referred to interchangeably as either the seeding distance or seeding target.
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4.2 Lithium Selection

Though the technique being employed here should be expandable to

other species, there are a number of reasons why lithium is an ideal first

candidate. The first reason is that lithium is a very light element, which

provides several benefits. If our final goal is to reach quantum degeneracy2 in

a storage ring it should prove easier with a smaller mass. This is primarily

true because if the seeded species successfully thermalizes with the helium, its

velocity will approach the jet’s terminal velocity. This leads to heavier elements

ending up with more momentum, and thus following entrainment, magnetic

focusing and eventual trapping would be made more difficult. For heavier

species, it may be necessary to implement additional magnetic slowing (such

as ref. [87]) of the beam prior to loading into a waveguide. Also, if a seeded

species is able to fully thermalize with the jet, we can estimate its phase-

space density by taking into account the relative number densities and the

mass dependence of the thermal de Broglie wavelength. For a sympathetically

cooled, seeded gas, the maximum achievable phase-space density will be given

by equation 2.19. With ρHe starting around 4 × 10−3 and a lithium seeding

ratio of 1 × 10−4, lithium phase-space densities as high as 2 × 10−7 may be

possible. A lighter mass will also make it easier to entrain in the helium jet.

Having less initial momentum at a given temperature means it will require

fewer collisions to thermalize.

2Bose condensates of 7Li and quantum degenerate fermi gases of 6Li have already been
demonstrated [85,86].
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Another reason for starting with lithium is predictability. Unlike many

other X-He pairs, relatively accurate theoretical potentials for Li-He are avail-

able [88, 89] (see section 2.1). This allows us to know something about the

scattering cross section at low temperatures, and in combination with the

well-understood properties of continuous supersonic jets, enables us to per-

form numerical simulations of the lithium thermalization process.

Lithium is also an alkali atom, and so has optically accessible transitions

for which lasers are readily available. This allows us to directly view the

atoms using fluorescence spectroscopy throughout their interaction with the

jet. It also leaves the door open for potential additional improvement via laser

cooling. Also, our group has some previous experience working with lithium

in the past and were already in possession of a working laser system.

4.3 Vacuum

The vacuum vessel for the experiment operates in the moderately high-

vacuum regime of around mid 10−7 Torr to high 10−8 Torr. Due to the large

gas load provided by the helium supersonic jet, lower pressures are not easily

achievable without differential pumping. Prior to cooling down, the chamber is

pumped down to about 10−5 Torr with an 18" wide diffusion pump (pumping

speed of order 8000 l/s, 10000 l/s for helium).

The diffusion pump’s foreline is pumped on by a rotary-vane mechan-

ical pump. Mechanical pump oil is notorious for backstreaming into vacuum

chambers and has relatively high vapor pressure (10−6 to 10−5 Torr), so we
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have employed several measures to try and ensure that as little oil as possible

finds its way into the main chamber. The foreline is equipped with a trap,

a shut-off valve, and a bleed valve. The trap is filled with a molecular sieve

(13X Zeolite), a porous material with a pore size optimized for adsorption of

large hydrocarbons like mechanical pump oil. The bleed valve allows a small

amount of argon gas to be ‘bled’ into the foreline, an amount sufficient to

keep the pressure around 100 mTorr. This elevated backing pressure is main-

tained to ensure that any mechanical pump oil in the foreline is never in the

free-molecular-flow regime. Also, atop the diffusion pump is a custom-built,

chilled-water-cooled baffle. The baffle is kept at around −20◦C, and provides

a cold surface for oil to condense onto should any make it that far.

4.3.1 Toroidal Charcoal Cryosorption Pump

Loading the chamber with large rates of helium requires significant

pumping speeds to keep the background pressure low. If the background pres-

sure in the vicinity of the nozzle is too high, one runs the risk of shock formation

(see section 2.4.3.1). Formation of a Mach disk shock in the helium jet too

close to the nozzle will effectively destroy the beam. The distance from the

nozzle to the shock is inversely proportional to the square root of the back-

ground pressure (see equation 2.17). In addition, the thickness of the shock

will tend to be on order of the local mean free path. The goal then, is to

operate with sufficiently low background pressure, that the shock front forms

far enough away from the nozzle that the transition from supersonic expansion
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to free molecular flow is essentially continuous. Reduction in the background

pressure can be achieved in one of two ways. It can be done either through

a reduction in the duty factor or by an increase in the pumping speed. In an

effort to maximize intensity and to retain continuous operation (duty factor of

one), we employ the latter method. Other continuous free jet sources are able

to achieve very high effective pumping rates by operating directly above the

mouth of a large diffusion pump. With the nozzle in our helium source oper-

ating below 5 K, this is not feasible. The required radiation shielding to keep

blackbody heat loads manageable results in very low effective conductance to

the diffusion pump. The solution is to have the helium jet region surrounded

by a cryosorption pump.

The cryosorption pump we have designed is a toroidal configuration

of charcoal-coated fins that completely surround the seeding region. It is

composed of 60 individual 4"x16" thin sheets of C101 Alloy Copper. Each fin

is coated on both sides with 12x30 grain-size activated coconut charcoal. The

charcoal is adhered to the copper with a thin layer of Stycast 2850FT Epoxy,

a thermally conductive epoxy commonly used at cryogenic temperatures. The

epoxy was mixed with Catalyst 23 LV, a low viscosity catalyst that allows the

epoxy to be painted on with a brush. During operation, the pump is held at

temperatures between 3.5 K and 5.5 K, dependent on the rate of helium flow.

There is one caveat of using this pump in the system: there is a trou-

blesome failure mode that must be kept in mind. Both the sticking probability

and the capacity of the charcoal are temperature dependent [90,91]. If the heat
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load from the incoming helium gas is high enough to bring the temperature

of the charcoal above approximately 6 K, some helium will begin to liber-

ate itself from the charcoal and the background pressure will begin to rise.

This increase in pressure leads to a corresponding increase in the rate of heat

transfer between each cryogenic stage through conduction by the background

helium gas. Further heating of the charcoal leads to further liberation of gas

and a subsequent runaway condition that results in full helium liberation. The

final outcome is a pressure in the 10-200 Torr range (depending on the amount

of helium trapped in the pump) and temperatures above 100 K. The entire

process takes only a couple of minutes (the heat capacity of copper at these

temperatures is quite low). Even at full capacity, the charcoal pump will never

contain enough to helium to overpressurize the vacuum chamber. Once the

diffusion pump’s inlet pressure rises above 1-2 Torr, the diffusion pump will

no longer be able to operate properly. At these elevated pressures, convection

currents will begin to carry diffusion pump oil into the main chamber.

At this point the true speed of the cryosorption pump remains unknown,

as it is difficult to measure pressures in cryogenic environments. In theory,

with the entire seeding region surrounded by a very efficient getter material,

effective pumping speeds should be very, very large. To date we have not seen

any evidence of shock front formation in the helium jet. This confirms to us

that the cryopump operates at high enough speeds to keep the background

pressure of helium in the seeding region low enough for successful operation of

the experiment.
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4.4 Cryogenics

Cooling of the apparatus is provided by a Cryomech PT410, a two-

stage, pulse tube cryorefrigerator [92, 93]. The pulse tube refrigerator is a

relatively new device on the market, similar to a Gifford-McMahon refrigerator

[94], except without moving parts in the coldhead. It provides a significant

improvement in reliability and a reduction in vibrations. One of the primary

benefits of using a cryofridge, is that it eliminates the need to work with liquid

cryogens, which can be cumbersome, and in the case of liquid helium, can

become extremely expensive over time. A review of various cryocoolers can be

found in ref. [95]. The cryorefrigerator’s first-stage heat exchanger is capable

of pulling away 40 W while remaining at or below 45 K. The second-stage heat

exchanger is capable of pulling away 1 W while remaining at or below 4.2 K.

The base temperatures (zero heat load) for the first-stage and second-stage

heat exchangers are approximately 28 K and 2.8 K, respectively. One of the

most time-consuming efforts on this project has been understanding heat loads

and reducing them to acceptable levels. The desire to have an object at 4 K

(the helium nozzle) only 6 cm from an object at 1100 K (the lithium source)

presents an immediate difficulty, albeit one that we have successfully resolved.

The cryogenic components can be briefly described as a set of nested

boxes. The first cryogenic stage3 acts primarily as a radiation shield for the

second stage4. It has an 18”x18”x18” cubic, copper skeletal structure on to

3Often referred to simply as the 45 K stage
4Often referred to simply as the 5 K stage
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which are attached 1/16-inch thick annealed C101 alloy copper sheets. The

first stage is suspended from the top of the room-temperature vacuum vessel

by four thin-walled stainless steel tubes. The cryosorption pump described

in section 4.3.1 is similarly suspended within the first cryogenic stage. The

dimensions are selected such that at their equilibrated temperatures, following

thermal contraction, both stages will be centered in the chamber.

Of concern when evaluating acceptable thermal gradients is the tem-

perature dependence of the thermal conductivity. At room temperature, the

copper’s composition has negligible effect on its performance at carrying away

heat. At cryogenic temperatures however, the purity of the copper and its

state (annealed vs. hard) can change its thermal conductivity by several or-

ders of magnitude [96]. This large variation in thermal conductivity is caused

by the behavior of the majority thermal carriers (electrons) in different tem-

perature regimes. At room temperature, thermal conductivity is limited by

the scattering of electrons off of lattice excitations, or phonons. At lower tem-

peratures, as the vibrational modes of the lattice are frozen out, the limit is

set by scattering off of defects as well as the thermal-average velocity of the

electrons. Defects can refer to either impurities or dislocations in the lattice

crystal structure introduced by the development of grain boundaries (work

hardening). In addition, it seems that a great deal of variation can be found

in materials that are labeled with the same specification between different

manufacturers, and even between different batches from the same manufac-

turer [96]. One of the few copper manufacturers willing to offer a specification
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for thermal conductivity of its various grades of copper at low temperatures is

Hitachi Cable. As such, the C101 (99.99% Oxygen Free) copper used in the

apparatus was, whenever possible, acquired in the annealed state and from a

distributor for Hitachi Cable.

4.4.1 Optical Access

Optical access to the seeding region is necessary and creates some

unexpected complications. Trivial of these is the requirement that room-

temperature blackbody radiation is unable to directly reach the second-stage

cryogenic surfaces. Thankfully, while quartz has very high transmission in the

visible spectrum, it is opaque at wavelengths between 4.5 µm and ≈40 µm.

Since the room-temperature blackbody spectrum peaks just below 10 µm,

very little light is expected to pass through even a thin window. In fact, a

1/8-inch (3.2 mm) thick fused-quartz window (our original window) at 70 K

should transmit only 0.12 % of the incident room-temperature blackbody radi-

ation [97]. Since the (2.5 inch × 2.5 inch) cryogenic windows directly view the

room-temperature windows (with an effective emissivity near unity), the worst

case for heat load for our configuration would then be only ≈6 mW. This result

is misleading. Quartz has a very low thermal conductivity of 1.38 W m−1 K−1.

The power that does not make it to the second-stage cryogenics is absorbed

in the window, and having rather large, thin windows, results in the center of

the windows equilibrating at an elevated temperature. Once we were alerted

to this possibility, calculations revealed that the center of the windows could
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potentially be as high as 200 K, depending on the quality of the thermal con-

tact (which initially was somewhat poor) between the window and the copper

shielding. The result is that these cryogenic windows simply re-radiate heat to

the second cryogenic stage. These windows were replaced with a new set that

are 1/2-inch thick. To ensure good thermal contact, a 1/16-inch thick indium

wire is placed around the inner border. The windows are then clamped in

place, compressing the wire. This single change brought the second cryogenic

stage temperatures down approximately 1 K.

4.4.2 Flexible Thermal Links

The pulse tube refrigerator that cools the experiment imposes rather

strict weight restrictions. Cryomech recommends that no more than 22 pounds

be attached to the first-stage heat exchanger, and no more than 11 pounds be

attached to the second-stage heat exchanger. The cryogenic components of our

apparatus weigh considerably more than this, so a non-load-bearing thermal

contact is required. The solution is to use flexible thermal links [98, 99].

Flexible thermal links are generally made of either copper or aluminum

in the form of a braided wire or stack of foil. The braid or foil is then attached

to a very flat mounting plate on both ends. The plate can be attached by

soldering, welding, or by using a high-pressure swage method. The mount-

ing plates are then rigidly affixed to the two components between which heat

transfer is required, using an appropriate interface material if necessary, such

as Apiezon N, Crycon, or indium. A good review article discussing the Kapitza
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resistance (thermal boundary resistance) between pressed contacts at low tem-

peratures can be found in ref. [100]. Lacking the tools to produce high enough

pressures for swaging, and wanting to avoid the additional thermal boundary

resistance introduced by soldering, we opted to have our machine shop weld

our links.

The links we constructed are made from C101, a 99.99% pure, oxygen-

free copper alloy. The braids were a custom order from Cooner Wire, part

number NE486036, a net 1-gauge rectangular braid composed of 2880 36-

gauge wires. The end plates were designed with several slots on each end to

allow for a tight fit of several braids. The braid was then welded to the end

plates. While a thorough thermal characterization was not performed, when

taking into account the boundary resistance from mounting the end plates to

their respective components, the links seem to perform nearly as well as bulk

material.

4.4.3 Thermal Insulation

The predominant heat load on the cryogenic components is from black-

body radiation. The power radiated by a surface of area A, at a temperature

T , with an emissivity of ε, is given by the Stefan-Boltzmann law,

P = εσAT 4, (4.1)

where σ is the Stefan-Boltzmann constant. The surface area of the 45 K

chamber is approximately 1.3 m2. Both the warm and cold surfaces involved in
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the radiative heat transfer were initially covered with a single layer of reflective

coating (3M #425 Aluminum Tape) [101]. The radiative heat transfer between

two parallel surfaces is given by

P =
ε1ε2

ε1 + ε2 − ε1ε2
σA(T1

4 − T2
4). (4.2)

The reflective tape used is known to have an emissivity of about 0.03. The ini-

tial resulting heat load was larger than expected, likely due to a large number

of crevices in the apparatus that act as near-perfect absorbers. The net heat

load was in the ballpark of 40 W. As stated in section 4.4, our heat budget

for the cold plate is 40 W at 45 K, resulting in a base temperature of roughly

45 K. This seemed adequate at first, as the primary purpose was only to act

as a radiation shield. Our initial assumption turned out to be not entirely cor-

rect due to two factors. Firstly, over time the emissivity degrades a moderate

amount, possibly due to adsorption of small amounts of backstreamed pump

oil. Secondly, this ends up imposing a limit on the helium flux. Having the

initial cooling stage for the helium gas at an elevated temperature, results in

too large of a heat load on the 4 K stage, and subsequently on the cryopump.

In order to reduce the heat load from blackbody radiation, we crafted and

implemented blankets of superinsulation [102]. Details of the superinsulation

construction and assembly can be found in Appendix 2.

Superinsulation, otherwise known as Multilayer Insulation (MLI), is

composed of multiple layers of highly reflective radiation shields. These shields

are placed perpendicular to the heat flow and are usually separated by an in-

sulating spacer material or standoffs. The cheapest and most readily available
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form of MLI is NRC-2. NRC-2 is a crinkled, 24-gauge Mylar film with a 250 Å

thick aluminum coating on one side and generally comes in long rolls 1.4 m

wide. It is effectively “Christmas tinsel” in sheet form. The crinkling makes

it simple to deploy since the crinkles can act as a standoff themselves, lim-

iting planar contact for thermal conduction. The effective emissivity of the

aluminized surface is 0.03.

To monitor the temperature of a number of components in the experi-

ment, we use silicon diodes along with a Lakeshore 330 temperature controller.

The temperature of the helium nozzle is monitored using a model S900 silicon

diode from Cryogenic Control Systems, Inc. It is not individually calibrated

but is binned to a tolerance of ±0.1 K with respect to a standard response

curve. The temperature of the charcoal pump, as well as that of the second-

stage cold plate, is measured using Model Si-410 silicon diodes from Scientific

Instruments. These are also binned to within ±0.1 K. In order to understand

the heat load well and be able to understand the heat gradients and flow of the

large second stage, we wanted to have many sensors in a variety of locations.

To achieve this on a budget, we purchased and calibrated about ten off-the-

shelf BAS16 silicon diodes and potted them into small copper mounts using

Stycast 2850 FT epoxy, similar to reference [103]. These diodes are proba-

bly only good to ±1 K, but they were binned so as to give similar response

and allow us to still observe temperature gradients. It should be noted that

with so many sensors and limited electrical feedthroughs, we decided to use

the sensors in a two-lead configuration. The temperature controller provides a
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constant 10 µA excitation current and then measures the forward bias voltage.

In a two-lead configuration, the voltage is read across the same leads through

which current flows, leading to a small offset due to a voltage drop across the

leads. This results in the sensors appearing to be at a slightly lower tempera-

ture. For the lead resistances involved, at a temperature of 5 K this offset is

only of order 50 mK, and we do not correct for this effect.

If no heat load is applied to the cryorefrigerator, the base temperatures

of the first-stage and second-stage cold plates are 28 K and 2.8 K, respectively.

The cold-plate temperature is to a moderate approximation linear with heat

load between this base temperature and the rated temperatures. Thus, the

heat load on the first stage can be estimated as P1ststage = 2.35(T1ststage−28K).

Likewise, the heat load on the second stage can be estimated as P2ndstage =

0.714(T2ndstage − 2.8 K). To estimate the effectiveness of the MLI, the lowest

temperatures observed (with the windows covered and prior to the addition

of the skimmer and oven) were ≈2.90 K and ≈29.4 K for the first-stage and

second-stage heat exchangers, respectively. That equates to a net heat load of

3.3 W on the first stage and 70 mW on the second. In the current setup, with

neither the helium source or lithium source operating, the base temperatures

of the cold plates are about 37 K and 3.1 K, implying total heat loads of

around 21 W and 250 mW. With the new lithium source operating above

800◦ C, the heat load on the second stage is nearly undetectable due to careful

shielding. Because of the still relatively large heat capacity and large thermal

mass, the time constant of the first stage is much larger than that of the second
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stage. Over the course of a several hour runtime with both the helium and

lithium sources operational, the first stage’s base temperature rises by only

about 1-2 K.

4.5 Atomic Sources

Two atomic beam sources are used in this experiment. The first of

these is a cryogenic supersonic source of helium. We also have a (now decom-

missioned) lithium atomic oven source (effusive), which was used to collect all

of the data presented here5. In addition, we have built a new lithium source,

capable of significantly increased flux, that has just been put into service.

4.5.1 Helium Source

The nozzle portion of the helium source is a fairly standard continuous-

flow type. It differs in that the stagnation reservoir and nozzle are kept near

5 K. Room-temperature 4He gas passes through a tube where it undergoes two

stages of cooling before escaping into the vacuum through a 0.2 mm aperture.

The first cooling stage of the helium source is flexibly coupled to the first-stage

radiation shielding and the second stage is flexibly coupled to the second-stage

cold plate of the cryorefrigerator. The thermal coupling to the cold plates is

achieved using flexible thermal links (section 4.4.2). At each stage, the gas

passes through a short, helical section of tubing where the helium is able to

thermalize. The source is capable of providing flow rates up to 350 SCCM,

5Except for the preliminary data presented near the end of chapter 5.
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limited currently by heating of the cryopump. It is also potentially limited

by the formation of helium clusters. Although we have taken data at Hagena

parameters of nearly 425, we have yet to see any clear evidence of the onset

of helium cluster formation near the nozzle. Newer, preliminary data taken

with the second-generation lithium source shows some evidence of heating in

the far-field; however, the cause is not yet known for certain.

Since measuring the pressure behind the nozzle is non-trivial, it is ac-

tually inferred from a combination of the temperature and the gas flow rate.

The flow rate is controlled far upstream by a mass flow controller, a Model

1159B MKS Mass-Flo Controller with a range of 0-2000 SCCM.

Figure 4.2: Schematic of the Helium Source
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4.5.2 First-Generation Lithium Source

The motivation during the preliminary design phase was to assemble

a working apparatus that could provide proof-of-concept. Thus, the primary

goal in designing the initial lithium source was to create one that could reliably

provide lithium atoms without producing too much heat. To accomplish this

goal we based the design loosely on that of a conventional oven-type source,

with modifications to reduce the heat load. A schematic of this source can be

seen in figure 4.3.

The source has two separately heated portions consisting of a reservoir

filled with molten lithium, and an exit channel. The lithium reservoir is a

3/8-inch diameter stainless steel tube with 0.020 inch thick walls. The out-

side wall of the lithium reservoir is exposed to air and is heated by a tightly

wound Aerorod heater wire. It is insulated from the environment with a tight

packing of fibrous ceramic insulation. The reservoir has been operated at

temperatures up to 700◦ C, requiring ≈40 W of heat. The exit channel is a

thin-walled (0.010 inch), 1/4-inch diameter stainless steel tube and has vac-

uum on both sides. It is heated by passing a current (≈37 A) directly through

the tube. The exit channel has been operated at temperatures as high as

750◦ C, requiring about 80 W of heat. Stainless steel wires connect the end of

the exit channel to the room-temperature copper radiation shield. The wires

complete the electrical circuit and also serve to hold the tube centered within

the copper shield. The gauge and number of wires were chosen so as to match

the temperature of the exit-channel tubing at the same current flow. Their
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Figure 4.3: A schematic of the final revision of the first-generation lithium
source. Components are not drawn to scale.
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length was made sufficient to not pull away too much heat.

When the exit channel and reservoir are heated they undergo significant

thermal expansion. This prevents us from constraining both ends. In order

to accommodate the thermal expansion and keep the exit channel aperture

centered, we set the air-side of the inner assembly on a spring-loaded bellows.

The spring coefficient and size were chosen carefully so that as the tubes

expand, there would always be a modest force pulling along the axis of the

tube. This is to ensure that the tube expands outwards into the room, rather

than bending or moving to the side. The springs are compressed to provide

a total of roughly three pounds of force above atmospheric pressure when

the internal assembly is cold, and a little under two pounds over atmospheric

pressure when the assembly is hot.

Estimating the flux from an effusive source is fairly straightforward.

Knowing the number density n of atoms in the source, the mean velocity v̄,

and the aperture area A, one can calculate the total rate of particles Q coming

from the source using equation 2.11. When that effusion is from a long channel,

the total rate emitted is reduced by a factor κ, which, for a long circular tube

with l � r is given by equation 2.12. So long as the mean free path is large

with respect to the length of the tube, the flux in the direction of the channel

will remain undiminished.

The lithium oven, when operated at low capacity, has effectively two

channels in series. The first is the empty portion of the lithium reservoir which

has a radius of 0.167 inches and a maximum length of 7 inches. The second,
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narrower tube that leads to the aperture, has a radius of 0.115 inches and a

length of 7 inches. The first channel results in 1
κ1

= 0.044 and the second

channel results in 1
κ2

= 0.064. The two values should add as their inverses, to

leave us with 1
κeff

= 0.0261.

Taking equation 2.11, in combination with 1
κeff

we can find that the

total predicted rate of lithium atoms emitted by the source. For a reservoir

temperature of 915 K, this should be 3×1017 s−1. For a reservoir temperature

of 975 K, it would be roughly 1× 1018 s−1.

The simplest way to measure the total rate of atoms coming from the

source is to measure the time that it takes for the source to exhaust itself of a

known quantity of lithium. This measurement was performed with the lithium

reservoir at 915 K and the exit channel near 1000 K. The measured total rate

was ≈6×1016 s−1. Because the aperture size is known and the average velocity

for an atomic beam is given by [57]

v̄ =

√
9π

8

√
kBT

M
, (4.3)

this measurement also nets us the density, and thus the mean free path at the

exit of the source. So, at 915 K, the density at the exit of the source is only

around 1.2× 1012 cm−3, with a corresponding mean free path of 560 cm. Near

the exit at least, the source fits the criteria for an effusive source.

The actual experimental data was taken with the lithium reservoir held

at 975 K. In a truly effusive source, the total rate would be proportional
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to the relative density and mean velocity of atoms in the reservoir, and the

corresponding rate would be roughly 2× 1017 s−1.

If the source were acting as an effusive channel, a large fraction of these

atoms should be entering the seeding region, as the flux in the direction of the

channel should be undiminished. The proportion of atoms leaving an effusive

source (with no channel) and remaining with an angle α of the normal, is given

by

Qfrac = 2

∫ α

0

cos θ sin θdθ. (4.4)

For the angular limitation imposed by the aperture of the 45 K radiation shield,

roughly 0.032 radians, this factor is 0.0010. If the predicted total flux were

correct, then the expected rate of atoms entering the seeding region would be

1.0× 1015 s−1. Measuring the true rate (section 5.1.3) using laser fluorescence

results in 2.5× 1014 s−1. It seems however, that our limitation here may be in

the channel. If a particle begins on axis, at the bottom of the exit channel, the

maximum angle it can travel at without striking a wall is 0.016 radians. Using

equation 4.4 one finds that the fraction of atoms passing within this angle

is 0.00027, almost a factor of four lower. This may account for the reduced

performance.

It should be noted, that at 975 K, the vapor pressure of lithium pro-

duces a density of around 3× 1015 cm−3. Approximating the scattering cross

section as 1.0×10−15 cm2 results in a mean free path of approximately 0.22 cm.

So, in the reservoir this source does not meet the criteria for free molecular
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flow, as this is small relative to the tube diameter. Free molecular flow con-

ditions are not reached until the density has dropped some distance down the

tube.

The data acquired with the first-generation lithium source taught us

a lot about the seeding process, though at peak flux it only allowed us to

seed at a ratio of ≈10−6. With the knowledge that this early data provided,

in conjunction with more accurate simulations (section 5.2), we set out to

design a replacement that would allow us to test the limits of our new cooling

technique.

4.5.3 Second-Generation Lithium Source

Once it became apparent that the initial lithium source design could

not produce sufficient flux, a redesign was undertaken. With the benefit of

hindsight, it was possible to avoid many of the earlier limitations and pitfalls

that we encountered. The new design would provide greater flux, lower heat

loads on cold components, less complexity, and a simpler refill procedure.

In addition, the first-generation source design when fully assembled (semi-

permanently), had several regions (specifically the inside of the bellows) that

were inaccessible for cleaning and remain at room temperature. It is very likely

that there was considerable buildup of outgassing materials in these areas. A

schematic of the new design can be seen in figure 4.4.

The primary goal for the source was to comfortably provide a two orders

of magnitude improvement in flux relative to the old source, an improvement
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Figure 4.4: Schematic of the Second-Generation Lithium Source

that would result in a rate of roughly 2×1016 s−1 through the 1/4-inch aperture

in the cryogenic radiation shield. It was not feasible to create a fully effusive

source and provide this type of flux with a reasonable run time. Also, lithium

has a very low vapor pressure. Creating a source that would be guaranteed

to be fully supersonic would require a temperature where the convenience of

stainless steel and heater wires is no longer possible. We decided to create

a modestly supersonic source with a shaped (conical) nozzle, hoping that it

would be sufficiently collisional that the conical nozzle would enhance the

confinement of the jet. The drawback to this design is that in the intermediary

regime between free molecular flow and fully developed hydrodynamic flow it

is difficult to predict behavior.
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When calculating properties of a supersonic jet with a conical nozzle, it

is generally done in terms of an equivalent nozzle diameter deq, given by [104]

deq = 0.779
d

tan θ
, (4.5)

where d is the actual aperture diameter, and θ is the half-angle of the cone. It

is recommended that the length of the conical portion of the nozzle satisfy the

relation l ≥ 5deq. A cone angle of 18◦ was recommended to us anecdotally

[105] as one where tight confinement has been seen. After some tweaking,

we arrived at an initial aperture of 0.30 mm and a cone half-angle of 18◦,

resulting in an effective diameter of 0.72 mm. The nozzle length was set to

≈10deq so that if the resulting flux were too small, the aperture diameter could

be doubled.

While designing the source, it became obvious that the degree to which

it would behave like a supersonic jet was somewhat questionable. Lithium’s

vapor pressure is significantly lower than even sodium’s, the closest of the

alkalis. At 1000 K, the vapor pressure of sodium is nearly 200 Torr, while

lithium’s is only around 0.7 Torr. Even at 900◦ C (the realistic temperature

limit imposed by the heater wires), the stagnation pressures would only be

about 20 Torr. For the beam to evolve as a supersonic expansion requires

a mean free path that is small relative to the nozzle size. Operating in an

intermediate regime with a source that is not quite effusive, nor fully supersonic

makes it difficult to predict performance. Any inquiry with colleagues made it

clear that any sources designed were generally made to operate well into one

regime or the other, for this very reason.
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In the end, the source was designed with the assumption that the be-

havior would lie somewhere in between the effusive and supersonic regimes.

Consequently, the design parameters were chosen with the hope that a tightly

confined beam could be achieved, but that regardless of the behavior, adequate

fluxes would be achievable. The difference between the two operating cases

would lie in the fraction of lithium atoms that are ‘wasted,’ and thus it would

influence the heat load and the runtime.

The Hagena parameter over the operating range for this source never

exceeds 15. Based on similar sources [106] and calculations as in ref. [107], the

expected equilibrium dimer fraction is roughly 2-3 percent. Due to the low

Hagena parameter, further dimerization in the expansion is not expected.

One concern during the design phase was whether any screws would be

usable when cycled from room temperature to 1100 K fairly frequently. At

these high temperatures, metal from screws tends to diffuse and gall, effec-

tively fusing the screw permanently in place. Various coatings are marketed

to avoid this, but none are commonly rated to these temperatures. Even sil-

ver, which does not melt until it reaches over 1200 K, is not recommended.

Manufacturers were unable to give a reason upon inquiry. However, observing

the vapor pressure curve of silver, one of the better high temperature coatings,

one notices that it is already nearing 10−4 Torr at these temperatures. Perhaps

it also diffuses and acts as a slow solder.

In general, any applicable anti-seize that does not degrade at these

temperatures is not vacuum compatible, but Boron Nitride is a notable excep-
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tion. Commonly referred to as “white graphite,” it is a vacuum-compatible,

sprayable lubricant that is good to 1400◦C in vacuum. The Boron Nitride we

use is an aerosol from ZYP Coatings. As a precaution, it is reapplied any

time a screw is removed. So far, after several cycles and run times exceeding

48 hours, no screws have bound.

In order to reduce the heat required to reached the desired operating

temperature, the new source is surrounded by five layers of radiation shielding

made of 2-mil thick stainless steel. Without knowing ahead of time how effec-

tive this radiation shielding would be, heater wire specifications were chosen

that would provide enough power even without it. So, should the need arise

to operate near the heater-wire-limited temperature of 950◦ C, we have ample

heating power available to do so.

Upon receiving the oven from ARi Industries with the heater wire

brazed on, an attempt was made to characterize the new source’s performance.

We have a dual-purpose vacuum chamber that was designed for isolated test-

ing of both the lithium oven and the pulse tube refrigerator. The new lithium

oven was filled with about 0.15 g of lithium and loaded into the test chamber.

In the orientation used when testing the atomic sources, the lithium oven is

mounted so that it points in the direction of the ceiling. At the top of the

test chamber are 5 vacuum ports. One of these is a view port directly above

the oven which is expected to coat over with lithium fairly quickly. Below

the top viewport are four orthogonal ports in the plane normal to the lithium

beam. Three of these are view ports and the remaining one is covered by
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a blank flange that has been blackened to reduce reflections when observing

fluorescence.

During the test, enough power was applied to the oven sufficient to

run at 750◦ C. The time required to reach this temperature is approximately

45 minutes. Before the oven had even reached this temperature, however, all

four windows were already opaque due to lithium buildup. The latent heat

of vaporization at the lithium flux predicted for this temperature is ≈0.25 W,

and is about 1% of the total power applied near this temperature, which is

25.6 W. So, when the lithium source is fully exhausted, we expect to see the

temperature of the reservoir increase slightly. After approximately 3.5 to 4

hours, the oven did have a slight jump in temperature of roughly 8◦ C. This

was very close to the expected run time. At this point the oven was shut off.

Examination of the reservoir after it was out of the vacuum showed that it

was indeed completely empty. While we were unable to measure the angular

distribution of lithium, we were able to obtain a lower bound for the total flux.

Since the measured exhaustion rate agrees reasonably with the expected

value, we should be able to determine a range of possible seeding rates that

are possible, dependent on the degree of hydrodynamic development in the

beam. The ‘worst’ case scenario, would be the case where the source is still

purely effusive with a cos θ flux distribution. The best case scenario, would

be a tightly confined supersonic jet. The rate of lithium atoms entering the

seeding region in these two scenarios is ≈4 × 1015 s−1 and ≈8 × 1017 s−1,

respectively. This is a spread of over two orders of magnitude. Judging only
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by the rate at which the side view ports in the test chamber were covered,

it seems likely that at this temperature the source is nearer the lower of the

two values (although the pressure in the test chamber is only 10−5 Torr, so

scattering off of background gas likely occurs). However, this lower value is

already a factor of 15 greater than the limit reached with the old oven. The new

oven is easily capable of achieving temperatures 100◦ C higher, which should

correspond to roughly another fivefold increase in the flux. This neglects any

further possible enhancement in the jet confinement as the source operates

nearer to the supersonic regime. As a contingency, the length of the conical

nozzle is currently ten times the effective diameter. The recommended length

to effective diameter ratio is five, effectively leaving the door open to doubling

the aperture of the source if necessary.

With the included multilayer radiation shielding, the power required

to heat the new oven is substantially less than the old one, even at higher

temperatures. At 750◦ C the lithium nozzle requires 4.6 W, and the reservoir

requires 21 W. At the highest operating temperature so far, 815◦ C, only

6.2 W and 27.6 W are used to heat the nozzle and reservoir, respectively.

In comparison, the former lithium source required about 130 W in total to

reach 700◦ C, a considerable fraction of which radiates to the outer cryogenic

shielding.

The temperature of the two components of the oven is not actively

controlled. The voltage applied to the heater wire is controlled with a series

of variable AC transformers (Variacs). An initial variac steps down the wall
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voltage from 120 V to around 35 V, which is more than will be applied to

either heater. Two more variacs are plugged into the first, providing a range

of 0-35 V and an improvement in precision.

The final result is a lithium source that is clearly capable, possibly

through minor modification, of providing sufficient flux to achieve our seeding

goals. The only unknown variable is what fraction of the emitted lithium

atoms enter into the seeding region. This factor will determine the maximum

possible runtime between refills as well as the amount of heat deposited on the

cryogenic radiation shield by ‘wasted’ atoms.

4.6 Skimmer

The skimmers used in supersonic jet experiments resemble cones with

the apex cut off. The edge near the top is very sharp and at a steep angle.

The angle chosen must be small enough to prevent gas on the source side

from scattering back into the jet, yet large enough that any spread (thermal

or secondary expansion) on the exit side also does not strike it. Most often,

the skimmer utilized is small and quite close to the nozzle. It is used to pierce

the Mach disk shock and allow a central portion of the jet to escape without

being disrupted by a shock front.

Seeding post-nozzle limits how close a skimmer may be placed. In

addition, we have not seen evidence for shock formation. Our skimmer is ac-

tually quite large and moderately far away. The total length of the skimmer is

≈6.5 inches with an internal half-angle of 14◦. Near the apex it has a 0.5-inch-
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long section where the external half-angle is 27◦ and elsewhere it is the same

as the internal half-angle. The aperture near the apex is 1 inch in diameter

and the aperture on the far end is approximately 4.5 inches in diameter. The

skimmer’s primary purpose is to provide a way for the capturable portion of

the jet to leave the cryogenic region without disruption. It also serves to limit

the gas load reaching later regions of the chamber that will be differentially

pumped. Its dimensions were primarily guided by a desire to limit blackbody

radiation entering the seeding region.

4.7 Magnetic Lens

The magnetic lens is a component that was primarily designed and

constructed by Travis Briles, a former undergraduate student in our group.

The lens itself is a Halbach cylinder [108] in the hexapolar configuration. The

intent is for the lens to act as a focusing optic for the lithium atoms, which

have a net magnetic dipole moment due to the presence of an unpaired valence

electron. As a magnetic dipole passes through the lens, it will see a radial

harmonic potential, and consequently, feel a radial linear restoring force. A

schematic of the lens, including magnetization directions of the individual

magnets can be seen in Figure 4.5. The maximum expected capture half-angle

is around 0.075 radians, and the focal length is ≈25 cm (for lithium atoms at

roughly 200 cm/s), and is calculated in Appendix 3.

The lens is composed of ten 1-inch thick layers, each made up of 24 Nd-

FeB permanent rare-earth magnets acquired from Amazing Magnets. These
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Figure 4.5: Schematic of a slice of the magnetic lens. Large arrows represent
the magnetization direction of individual magnets. The lines labeled A-E
illustrate the angular position of various radial magnetic field profiles in later
figures.
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ten layers are sandwiched together to make the lens, consisting of a total of 240

magnets. The individual magnets are mounted in aluminum holders and fixed

into place with Torr-seal, a vacuum-compatible epoxy. Due to the large oppos-

ing magnetic fields, the potential for demagnetization exists. The ability for a

material to maintain its magnetization in the presence of an opposing field is a

function of its coercivity. Further, the coercivity is a function of temperature.

Consequently, the standard-grade NdFeB magnets can be demagnetized at the

field strengths involved if the temperature were to rise above approximately

30◦ C. In order to avoid the possibility of this ever happening, the inner ring

of magnets is made of a higher grade of NdFeB that has a larger coercivity.

Using Comsol, a finite-element analysis suite, the magnetic lens is mod-

eled as an infinitely thick slab having a cross section that would look like

figure 4.5. The expected radial field profile is calculated along several slices

through the lens at a variety of angles. These profiles are plotted in fig-

ure 4.7(a), along with a fit to the function

B(r) = A0(x− A1)
2. (4.6)

Residuals, showing any departure from harmonic behavior, are plotted in fig-

ure 4.7(b). The specific slices along which the field profile is calculated are

shown in figure 4.5 as lines labeled A-E.

Once constructed, the magnetic lens was characterized by the same un-

dergraduate. The magnitude of the field was measured using a magnetometer

with a 3D probe. The lens was mounted in a cradle on top of the motorized
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Figure 4.6: A plot showing the measured field depth at various positions along
the length of the lens. The solid vertical lines represent the location of the
entrance and exit planes.

stage of a milling machine. The stage was used to move the probe in a con-

trolled fashion during characterization. Measurements of the magnetic field

depth along the length of the lens can be seen in Figure 4.6.

In the interest of determining how well the real lens approximates a

radial harmonic potential, additional measurements were made. These are

comparable to the simulated profiles shown in figure 4.7 and similarly, they

are fit to equation 4.6 with the residuals plotted alongside. Measurements were

taken along line profiles A and E at two different depths in the lens. The first
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set was taken at a depth of 0.5 inches, which places the probe at the center of

the first magnet layer. The second set was taken at a depth of 3.5 inches, which

is the center of the fourth layer. The results are plotted in figure 4.8. The

measurements made further into the lens show negligible angular dependence

on the radial field profile. In addition, the residuals show the field to be almost

perfectly harmonic all the way to the edge of the lens. In the outer layer,

however, a small, but noticeable angular dependence is apparent. In addition,

the trap depth is lower than predicted, which is not entirely surprising since the

real lens is not an ‘infinitely thick slab.’ Potentially troubling is the departure

from harmonic behavior evident in the residuals. Fortunately, the radial extent

of the focusable lithium population is at its smallest in the first and last layers,

as is roughly illustrated in figure 4.1. It will be interesting to see what effect

this anharmonicity has when the lens is implemented.

4.8 Data Acquisition

4.9 Fluorescence Spectroscopy

To image the lithium atoms we use fluorescence spectroscopy. A laser

is tuned over the 7Li D2 line (670.776 nm), or the 2S1/2 →2P3/2 transitions

shown in figure 4.9. As the laser is tuned over resonance, some of the atoms

in the 2S1/2 ground state are excited into one of the 2P3/2 states. After some

time, these atoms spontaneously decay and emit a photon randomly over 4π

steradians, which we then observe with a camera. The allowed transitions are

those where |∆F | ≤ 1. Atoms that are excited from the F=2 ground state to
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(a) Simulated Magnetic Field Slices

(b) Simulated Fit Residuals

Figure 4.7: (a) Plots showing the simulated radially-dependent field strength
at various angles. (b) Plots showing the residual after fitting the profiles to a
second order polynomial. (both) The location of the various slices is illustrated
in figure 4.5
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(a) Layer 1 Profiles (b) Layer 1 Fit Residuals

(c) Layer 4 Profiles (d) Layer 4 Fit Residuals

Figure 4.8: (a,c) Plots showing the measured radially-dependent field strength
at various angles. (b,d) Plots showing the residual after fitting the profiles to
a second order polynomial. (all) The location of the various slices is illustrated
in figure 4.5
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Figure 4.9: Hyperfine Structure of The 7Li D2 Line

the F=1 or F=2 excited states can potentially decay to the F=1 ground state.

If this occurs, these atoms will no longer be accessible by the probe laser. This

is referred to as optical pumping. In order to prevent this, when we operate at

higher intensities a second repumper beam is used to pump these atoms back

into the F=2 ground state.

4.9.1 Setup

The fluorescence laser is an extended cavity diode laser. It is a home-

built grating-tuned laser in the Littrow configuration, based on a design by

T.W. Hänsch [109]. The laser diode is a SAL-670-15 from Sacher Lasertechnik

and is AR-coated. Once it has been set up, it is tunable via the application
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of a voltage to a piezo stack. It has a tuning range of approximately 5 GHz

and tends to be single-mode and mode-hop free over this range. A double-pass

AOM is set up to create a second repumper beam ≈803 MHz away from the

probe beam to account for optical pumping to the inaccessible ground state.

Data acquisition is automated and controlled by a computer running

a custom Labview application. The laser frequency is tuned by modulation

of the piezo voltage by the analog output voltage of a National Instruments

PCI-6251 Data Acquisition card. Images of the fluorescence are captured by a

Thorlabs DC1545M CMOS camera that is synchronized with the laser tuning.

Various configurations of laser relative to helium jet propagation were

utilized, however the most useful diagnostics were performed with the probe

laser counter-propagating along the helium jet axis. A diagram of this setup

can be seen in Figure 4.10. Several raw fluorescence images acquired with only

the probe beam are provided as examples in figure 4.11.

4.9.2 Lamb Dip

To know the exact laser operating frequency, it is convenient to use

a known optical transition as a reference signal. In order to do this we use

saturated absorption spectroscopy on a heated gas cell filled with 7Li. The

setup used was inherited from Emek Yesilada, a former student in the group.

The setup for lithium is more complicated than it is when using refer-

ence gas cells of other alkalis. The first issue, is that lithium has a particularly

low vapor pressure. This requires that the cell be at an elevated temperature
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Figure 4.10: Diagram of the laser fluorescence setup
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(a) I=0.055 mW/cm2 (0.02Isat) (b) I=1.75 mW/cm2 (0.68Isat)

Figure 4.11: Example Fluorescence Images. Optical pumping effects are
clearly visible in the higher intensity images (shown on the right), as illus-
trated by the relative reduction in the downstream signal level.
[Relevant Experimental Parameters: ΦHe=196 SCCM]
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to have sufficient lithium in the gas phase for absorption. The second issue, is

that lithium at elevated temperatures attacks glass. To circumvent this we use

a heat pipe oven. The cell is a long, narrow stainless steel tube with windows

on each end. To prepare the cell, a small piece of lithium is placed in the

center of the tube. The cell is then evacuated and backfilled with ∼20 mTorr

of argon gas. The center of the tube is then heated to 400◦ C to reach the

desired density of lithium in the gas phase near the center of the cell. The

argon gas and cool ends of the cell prevent lithium from easily reaching the

windows and coating them.

4.9.3 Camera Calibration

In order to acquire an accurate conversion from analog-to-digital units

(ADU) to photon intensity, we performed a simple calibration of the Thorlabs

DC1545M camera. Laser light of the same frequency as used during data

acquisition was passed through a diffuser, and then through a moderately sized

pinhole. The total power passing through the pinhole was measured with a

calibrated power meter. The camera lens was then removed and the camera

placed behind the pinhole. After subtracting a dark frame, the remaining

signal was summed over all the pixels and divided by the expected power.

This procedure was repeated at various different illuminations and levels of

electronic gain to ensure linearity. At low gain levels the conversion works

out to 9.56 × 10−17 J/ADU/pixel or in terms of voltage on the ADC, 1.12 ×

10−14J/V.
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4.9.4 Image Processing

All of the image processing is performed in Python using NumPy and

SciPy [110] along with PyFITS [111]. The NumPy library is designed for work-

ing with large numerical arrays in Python, and is extremely efficient relative

to native implementations. The PyFITS library is used for convenient manip-

ulation of images in the Flexible Image Transport System (FITS) format. One

data run will generally produce a single stacked (3D) FITS file containing any-

where from 500 to 4000 images. Each image taken with the camera must be

appropriately processed before any meaningful information can be extracted.

The first correction applied is a dark image subtraction. Even when

not exposed to light, pixels on devices like CCDs and CMOS cameras still

generate signal from what is known as dark current. Dark current is caused

by thermal excitation of electrons from the valence band into the conduction

band. An oft-mentioned rule of thumb is that a reduction of about 2x in dark

current can be achieved for every 7◦C reduction in temperature. The CMOS

device used in this experiment is not cooled, so dark current is significant for

low laser intensity exposures.

For each scan a single dark image is created. The lens cap is placed

on the camera and a sequence of 50 images are taken at the same gain and

exposure time as the data. The average of a large number of images is used

to reduce read noise. These 50 images are averaged into a single dark image,

and then subtracted from each image in the stacked FITS file acquired during

the data run. In general, due to temperature drifts in the room, the dark
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image needs to be obtained in close temporal proximity to the data, since the

dark current is temperature-dependent. In addition, some caution needs to be

exercised when rapidly taking many sequential images in low light conditions,

as running the camera increases the temperature, and thus the dark current.

The next correction to be applied is flat field division. Not every pixel

on the sensor will register the same value for a given intensity. The variations

can come from the imaging system, or from variation in the ADCs. Since

uniformity on CMOS sensors is known to be moderate, and we are without an

integrating sphere, we only correct for changes in pixel uniformity. To do so,

we first create a flat-field image.

First we removed the lens from the camera to expose the sensor. Then,

to uniformly illuminate the pixels, a distant white-light source is passed through

several diffusers and allowed to shine directly onto the sensor. As with the dark

image acquisition, due to the large read noise in low-light exposures a sequence

of 50 images was captured and averaged to create a single image. A dark frame

is subtracted from this image to create our flat-field frame. Finally, we divide

each pixel by the average signal value over the entire image. The resultant

pixel values in the resulting image represent the relative sensitivity of each

pixel. In order to correct an existing (already dark-subtracted) data image for

this variation, data image is divided by the flat-field image.
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4.9.5 Laser Jitter Correction

Due to the wide frequency range over which we tune the laser during a

scan (≈1 − 2 GHz), we are unable to lock the laser to a reference signal and

modulate it. To make matters worse, the experiment is run in a noisy environ-

ment due to a chilled-water pump, mechanical pump, and the cryorefrigerator’s

compressor. Also, the temperature in the room is not very stable. While ef-

forts were made to isolate the laser mechanically, thermally, and acoustically,

occasional jumps and drifts do occur. In order to keep these from corrupting

our data, we implemented a low finesse etalon into the laser system in the

reflecting mode to monitor the laser’s behavior. The reason for using a low

finesse etalon is to ensure that we have a measurable signal at all frequencies.

We then fit the etalon’s response curve using the Lamb-dip signal to provide

two fixed reference frequencies. The resulting parametrized fit is used as a

wavelength calibration.

We chose an uncoated 15 mm thick etalon made of fused silica with a

corresponding free spectral range (FSR) of 6.8 GHz and a finesse of approx-

imately 1. To calibrate the etalon we tune over the full range of the laser

(≈5 GHz), monitoring the reflected power from the etalon with a photodiode.

What we wish to extract from the etalon is a functional relationship between

the voltage V applied to the piezo in the laser cavity, and the output wave-

length λ. In other words, we want the fit parameters A0, A1, and A2 from the

function

λ(V ) = A0V
A1 + A2
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With the two Lamb-dip peaks as reference points, we then fit the etalon’s

response curve to

Preflect = A(1− 1

1 + F sin2(δ/2)
)

where F is the coefficient of finesse, and δ is the phase delay per reflection.

Assuming that the incoming light is normal to the etalon, then

δ = 2nl
2π

λ(V )
,

where n is the index of fraction, and l is the thickness of the etalon. Since we

know the actual etalon specifications, setting up the initial guess parameters

for the fitter becomes much easier this way.

To make use of the etalon, immediately following the final image ac-

quired in a sequence, a fast, synchronized scan of the Lamb dip and etalon

response is taken for later frequency calibration. In addition, during data

acquisition, and specifically during camera exposures, the etalon is read out

about 100 times over the course of the exposure. The mean and standard

deviation are recorded in the FITS file for each exposure. This way, upon in-

spection it is immediately obvious if there were any mode hops or small drifts

in the laser frequency over the course of the scan.

For scans with sufficient signal, where short exposure times are possible,

the entire scan can take less than a minute. When this is the case, rather than

correcting for laser jitter, 4-5 duplicates are taken of each scan. Any of these

scans that exhibit observable jitter on the etalon while the laser is in the
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vicinity of the fluorescence peak are discarded.

4.10 Analysis

4.10.1 Lithium Temperature

The setup to measure the lithium population’s temperature is the same

as illustrated in Figure 4.9.1 except that the pump laser is turned off. Doing

this simplifies the spectrum that we will need to fit. In order to minimize opti-

cal pumping into inaccessible dark states, the probe laser operates at very low

intensities. So long as the fluorescence intensity remains linearly proportional

to the input laser intensity, we can neglect optical pumping effects. Likewise,

if the repumper is turned on and the sum of the individual fluorescence signals

adds up to the fluorescence signal with both beams on, then it is unlikely that

a significant amount of optical pumping is occurring. Proceeding this way does

have the unfortunate side effect of limiting how far away from the nozzle the

temperature can be measured, since optical pumping will eventually become

significant (given a sufficient number of atom-photon interactions).

The laser is tuned over the 2S1/2 → 2P3/2 transition in 7Li and an image

is captured at 1-3 MHz intervals. The scan often spans both of the hyperfine

ground states, but only the fluorescence profile for atoms originating in the

F=2 ground state is used for temperature extraction.

In the presence of Doppler broadening (finite temperature), a single

hyperfine transition will produce a lineshape known as a Voigt profile. A

Voigt profile is the convolution of a Gaussian and a Lorentzian lineshape. In
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this case, it is this convolution of the Doppler-broadened lineshape (Gaussian)

with the natural lineshape (Lorentzian) and the laser spectral profile (here,

assumed to be Lorentzian). The intensity as a function of frequency is given

by

I(ω) = A0

∫ ∞

0

e
−( c

vp

ω0−ω′
ω0

)2

(ω − ω′)2 + (γ/2)2
dω′, (4.7)

where c is the speed of light, vp =
√

2kBT/m, the most probable speed, ω

is the current laser frequency, ω0 is the central frequency of the transition,

and γ is the FWHM of the laser spectral profile convolved with the natural

line. It is convenient to remember that Lorentzians convolve with each other

in such a way that γAB = γA + γB and Gaussians convolve with each other

in such a way that σAB =
√

σ2
A + σ2

B. Since the natural lineshape and the

laser spectral profile both follow a Lorentzian distribution, we simply take

γNat+Laser = γNat + γLaser. The natural linewidth of the lithium D2 line is

2π × 5.86 MHz. The laser linewidth is ≤ 2 MHz, as acquired by measuring

the high frequency jitter amplitude on our low-finesse etalon. Due to the fact

that every value of ω requires a numerical integration, an approximation for

the Voigt profile is usually used. However, due to the availability of CUDA

(section 5.2) and the resulting computational power, it is possible to solve

equation 4.7 by numerical integration even many thousands of times in a short

period.

Unfortunately, we must fit to more than one peak. There are in fact

three transitions in this region that we are unable to resolve. So, the actual fit

performed is to the sum of three Voigt profiles with relative intensities fixed
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by calculation, and relative spacings fixed by previous measurements [12]. An

example set of data is plotted in figure 5.1.

The relative strength of the transitions is calculated as

SFF ′ = (2F ′ + 1)(2J + 1)

{
J J ′ 1
F ′ F I

}2

. (4.8)

For the 7Li transitions we are fitting to (those resulting in excitations from the

F=2 ground state), the coefficients are given in table 4.1.

Transition SFF ′ Shift

F ′ = 3 → F = 2 7/10 ∆ν = −6.929 MHz

F ′ = 2 → F = 2 1/4 ∆ν = +2.457 MHz

F ′ = 1 → F = 2 1/20 ∆ν = +8.346 MHz

F ′ = 2 → F = 1 5/12 ∆ν = +2.457 MHz

F ′ = 1 → F = 1 5/12 ∆ν = +8.346 MHz

F ′ = 0 → F = 1 1/6 ∆ν = +11.180 MHz

Table 4.1: 7Li D2 Line: Transition Strengths

As a calibration step, simulated datasets were created using a variety

of possible values for the laser spectral width and lithium temperatures. The

fitting algorithm had no difficulty extracting the correct temperature from the

fit if a reasonable approximation of the laser linewidth was provided.

4.10.2 Lithium Density and Flux

Two different methods can be used to determine the lithium density.

The first method operates with both the probe and repumper beam well above
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the lithium saturation intensity (2.56 mW/cm2). This allows one to forgo

knowledge of the absorption cross section since the emission rate of photons

for a single atom will just be approximately Γ/2. It also ensures that we do

not need to know the laser intensity precisely, which can be difficult due to

depletion via absorption by downstream lithium.

The acquired fluorescence images are actually 2D projections. Know-

ing that the laser has roughly cylindrical symmetry we can approximate the

volume of atoms emitting photons by measuring the FWHM of the fluores-

cence seen in the camera image. We further approximate it as a Gaussian.

This is not quite correct due to the saturation behavior, however it should

give roughly the right result. The photon emission rate per unit volume will

then be

ṅs = n0
Γ

2
e−

2x2

w2 , (4.9)

where w is the waist of the fluorescence measured in the image. The intensity

on the camera then, is then given by

Icam =
wn0Γ

2

√
π

2

∆Ω

4π
M2(~ω), (4.10)

where ∆Ω is the solid angle of light that is collected and M is the level of

magnification by the lens.

Next, one takes the maximum signal level acquired during a data run

and converts it to an intensity using the camera calibration performed in sec-

tion 4.9.3. Then, using equation 4.10 and setting Icam to the known intensity,

one simply solves for the atomic number density n0.
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The second method is done with a single laser beam and thus operates

at low intensity to avoid optical pumping. In the absence of lithium, we

know the intensity profile of the laser relatively well, as it is measured at an

equidistant point on the optical table with a knife edge. In order to estimate

how much power has been depleted from the laser, we approximate the density

of lithium beyond our probe point as falling off roughly as z2. That is, we

approximate the on-axis lithium density as

nLi(z) =
nLi,0

z2
, (4.11)

where nLi,0 is the lithium density extrapolated to z=1 cm. To calculate the

remaining laser power, we integrate over the absorption from far downstream

up to the location we are measuring. The intensity then varies as

I(z) = I0e
−σnLi,0(

1
z
− 1

z0
)
. (4.12)

Here, σ is an approximation of the average, or effective, absorption cross sec-

tion. If for a particular case, the Doppler-broadened linewidth is roughly

three times the natural linewidth, we take σ to be one third of the resonant

absorption cross section. Similarly to the previous method we can arrive at

an initial estimate for the lithium density. In this case, the preliminary result

assumes that there is no depletion of laser power. With an initial guess for

nLi(z=5.4 cm), we then can estimate what fraction of the laser would have

been absorbed before reaching this point. Hence, the signal we measure was
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actually produced by less laser light, and the lithium density must actually be

higher. This procedure is repeated until the result is self-consistent, and for

these measurements has generally provided an increase of roughly 30% between

the initial guess and the final self-consistent density. This method produces

density measurements approximately twice as high as the earlier one, and is

generally considered less reliable, as it requires knowledge of the downstream

density, and the relative scattering cross section.

To convert from density to flux we need to know the mean lithium

velocity. To find the velocity we measure the amount by which the peak

of the fluorescence spectrum has been Doppler-shifted. With the Lamb-dip

profile acquired in section 4.9.2 we have an absolute frequency reference. Using

the etalon as in section 4.9.5 we can acquire a relative frequency scale, from

which we find the frequency separation between the Lamb-dip peak and the

corresponding peak in the cold-lithium fluorescence. This difference is the

Doppler shift which correlates with the mean velocity as

vLi =
∆f

f0
c (4.13)

where ∆f is the frequency shift, f0 is the original frequency, and c is the speed

of light.

The flux at this point is simply calculated as,

ΦLi = nLivLi. (4.14)

Then, if these measurements were taken at a distance x from the nozzle, and

the known capturable angle is α, then the actual production rate of capturable
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cold lithium is

ṄLi = πα2x2ΦLi (4.15)

We make the approximation here that the lithium density here is constant over

this solid angle. Spatial variations of the cold lithium flux observed in some

simulations were in the range of 20% (Figure 5.13), suggesting that this is at

least a reasonable approximation.
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Chapter 5

Atom Capture

5.1 Experimental Results

Following the procedures in section 4.9, we are able to study the tem-

perature, density, and flux of the entrained lithium jet at various distances

from the nozzle, and for various operating parameters.

5.1.1 Temperature

Using the techniques described in section 4.10.1, it is possible to study

various aspects of the entrainment process. An example of a single scan over

both of the 7Li D2 lines is shown in figure 5.1. One particular feature worth

inspecting is the rate of thermalization. As can be seen in figure 5.2, the

entrained lithium population is in fact very rapidly cooled to its equilibrium

temperature. For a sense of these distances in terms of nozzle diameters,

2.0 cm is equal to 100 nozzle diameters. If a lithium atom manages to have

even just a few collisions early upon entering the jet, the collisional cross

section becomes very large, and subsequent thermalization is thus very rapid.

This is the expected behavior based on early simulations, as evidenced by the

rapid decrease in the mean free path, and overall frequency of later collisions

as seen in figure 2.8.
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Figure 5.1: Shown above is the response of a (8-Nearest-Neighbor Averaged)
single pixel (plotted in blue) as a function of laser frequency. This pixel is
located approximately 5 cm from the nozzle and is centered on the jet axis. A
fit is plotted in green (difficult to see) and the extracted parameters from that
fit are shown.
[Relevant Experimental Parameters: THe = 4.6 K, ΦHe = 196 SCCM, Seeding
Distance=1.7 cm]

One concern is that it in figure 5.2 it seems as though the lithium does

not reach the expected helium temperature. It is also interesting that over a

relatively wide range of flow rates (164-229 SCCM), the equilibrium lithium

temperature does not vary much. One possible explanation could be that

the helium itself is actually at an elevated temperature, although for several

reasons this seems improbable.

It is unlikely that the helium is at an elevated temperature due to

cluster formation, as one would expect a larger temperature variation between

the flow rates plotted in figure 5.2. It is also unlikely to be due to direct

heating by lithium atoms, as the amount of energy deposited at this seeding
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Figure 5.2: Experimentally measured temperature of the entrained lithium
population as a function of distance from the nozzle. Several different helium
flow rates are plotted. The expected helium temperature (in the absence of
clustering or heating by lithium) is plotted as well.
[Relevant Experimental Parameters: Seeding Distance=1.7 cm]

121



ratio is very small1. One more potential source of deviation might be that

the helium is no longer collisional enough to maintain thermal equilibrium.

While the location of the quitting surface (section 2.4.3) is difficult to predict

a priori, we can at least calculate the approximate collision rate. This can

allow us to qualitatively say something about how close the expansion might

be to the free molecular flow regime.

Since the measured lithium temperature is ≤10 mK, it is safe to assume

that the helium temperature is at least as low. The He-He cross section for

T < 10 mK is of order 1× 10−11 cm2, based on figure 2.2. The local collision

density β [collisions cm−1] can be approximated by

β(z) =
Γ(z)

v∞
=

nHe(z)σHe−Hevrel
v∞

(5.1)

where Γ is the local collision rate, v∞ is the terminal velocity, nHe is the local

helium number density, and vrel is the mean relative velocity between two he-

lium atoms (section 2.1). Even as far downstream as 5.4 cm, this works out to

a collisional density β ≈ 15 collisions cm−1, so one should reasonably expect

the gas to cool adiabatically at least up until that point. Similarly, one can

use the same procedure for Li-He collisions. This allow us to determine if the

lithium is still collisional enough with the jet to remain thermalized. Calcu-

lating the collisional density for lithium atoms within the jet (Li-He collisions)

3 cm downstream using equation 5.1 results in β of order 15 collisions cm−1.

1≈2.5 mK averaged over all helium atoms. This neglects any reduction from effects such
as those described in section 6.2.
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Based on the above reasoning it seems that the helium should still be

adiabatically cooling and the lithium should be capable of remaining ther-

malized. This leads us to believe that in fact the lithium is likely at a lower

temperature than measured and that we simply cannot resolve Doppler broad-

ened linewidths for T / 10 mK.

5.1.2 Density and Flux

Following the procedure outlined in section 4.10.2, we are able to ac-

quire a value for the on-axis density of thermalized lithium. The lithium den-

sity was measured as far downstream as was visible with our camera setup,

or roughly 5.4 cm downstream of the nozzle. Initial measurements were per-

formed with a seeding distance of ≈1.7 cm and a helium flux of ≈200 SCCM.

To measure the flux we extract the mean lithium velocity, as described

in section 4.10.2. For this data set the Doppler shift is approximately 320 MHz,

corresponding to a mean entrained velocity of 2.15 × 104 cm/s. Using equa-

tion 4.14, we combine nLi and v̄Li to arrive at an intensity of 2.2×1018 m−2 s−1.

Finally, having settled upon an estimated capturable half-angle of 0.075

radians (see Appendix 3), we can calculate the production rate of capturable

lithium atoms using equation 4.15. The resulting flux in this configuration is

≈1.1× 1012 s−1.

123



5.1.3 Capture Efficiency

One important characteristic of the experiment we need to know is the

capture fraction. Given a particular number of lithium atoms impinging on the

helium jet, what fraction of these do we expect to not only become entrained

and cooled, but be contained within a solid angle capturable by the magnetic

lens? To find this value, the incoming lithium flux needs to be measured.

For this measurement, the helium flow is shut off and the lithium beam

is allowed to travel undeterred. The laser beam profile used for this measure-

ment is rectangular in shape. In the dimension perpendicular to the captured

image plane it is roughly flat with a FWHM of 0.35 mm, and is roughly

Gaussian with a waist of 5.25 mm in the dimension parallel. This profile was

primarily used to visualize the lithium capture process, as it is tall enough to

probe a large percentage of the visible area involved at the same time. At the

same time, this profile is narrow enough in the other dimension to limit the

depth of the lithium volume that is projected into the YZ (image) plane. In

this particular measurement, it had the added advantage of simplifying the es-

timation of the illuminated lithium volume due to the relatively flat intensity

profile in one dimension. Only the probe beam is used with a peak intensity of

1.27 mW/cm2, roughly half the lithium saturation intensity (2.56 mW/cm2).

One concern here is whether optical pumping can be neglected. If the

laser intensity is sufficiently below saturation, the number of atom-photon in-

teractions will be proportional to the product of the laser intensity and the

time spent in the laser field. We can determine the significance of optical
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Figure 5.3: Raw camera image of the lithium beam with zero helium flow. Im-
age captured with laser frequency near the peak intensity visible in figure 5.4.
Peak laser intensity is ≈1.27 mW/cm2. TLi = 1000 K.

pumping by comparing this value to a scan with helium where we have de-

termined optical pumping is not occurring. For a scan taken at zero helium

flow, the atoms spend about 7.5 × 10−6 seconds in a field with an intensity

of 1.27 mW/cm2. Scans with helium and a laser intensity of 0.071 mW/cm2

show no evidence of optical pumping between 3.5 cm and 5.5 cm from the

nozzle. Lithium atoms spend an average time of ≈1 × 10−4 seconds in this

field. The ratio of atom-photon interactions between the zero helium flow and

helium flow case is about 1.3. So, for a comparable number of excitations, we

do not expect much optical pumping to occur.

For the operating parameters used in this section, the incoming lithium

flux is estimated then at approximately 2.5 × 1014 s−1. With the capturable

flux rate estimated in section 5.1.2 we arrive at a capture fraction of 0.0044,

or 0.44%.
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Figure 5.4: Raw lithium fluorescence spectrum taken at zero helium flow.
The plot represents the (8-Nearest-Neighbor averaged) value of an individual
pixel’s response vs. relative laser frequency. One pixel from the camera image
in Figure 5.3 corresponds to a single data point near the peak intensity. Laser
intensity is ≈1.27 mW/cm2. TLi = 1000 K. All six transitions from table 4.1
are present and unresolvable.

5.1.4 Measured Achievable Phase-Space Density

As we have stated before, nominally, since the helium expansion process

is isentropic, phase-space density is conserved. That is, in the expansion we

trade a spread in momentum space (behind the nozzle) for a spread in position

space (after the nozzle). In the ideal case, the presence of the seeded lithium

remains a small perturbation on the expansion and the entropy is to first

approximation unchanged. Based on these (albeit optimistic) assumptions, we

can make an estimate of the maximum achievable lithium phase-space density

using the measured lithium density relative to the helium jet properties.

The on-axis lithium density of ≈1.0 × 108 cm−3 referred to here was

measured 5.4 cm away from the nozzle. The relevant experimental parameters

for this measurement are a stagnation temperature of 4.6 K, a stagnation
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density of n0 = 6.0× 1019 cm−3, and a nozzle diameter of d = 0.2 mm.

The goal here is to arrive at an approximation of the actual seeding ratio

that we have achieved. To do this, we compare the measured on-axis lithium

density with the expected local density of helium based on our knowledge of

supersonic jets. With the assumption that, locally, the lithium and helium are

in thermal equilibrium, we should then be able to use equation 2.19 to estimate

the maximum achievable phase-space density. First, using equations 2.5 and

2.6 to calculate the initial phase-space density of the helium in the nozzle we

arrive at a value of ≈4.0×10−3. Next, we need to know how the helium density

falls off as it leaves the nozzle. We know that [53]

n

n0

=

(
1 +

γ − 1

2
M2

)−1/(γ−1)

, (5.2)

where M is the local Mach number of the jet. Our measurement is taken

270 nozzle diameters downstream. At large distances from the nozzle, the jet

resembles a spherical expansion emanating from a location x0/d. From this

can be obtained an approximation for the local Mach number. If (x/d) � 1,

then the Mach number is given by [53]

M = A

(
x− x0

d

)γ−1

, (5.3)

where the constant A is 3.26 for a monatomic gas, and x0/d=0.075. For our

initial parameters we arrive at a local helium density of 1.2× 1014 cm−3.

If we define the seeding ratio as simply the ratio nLi/nHe then the

measured seeding ratio is ≈8 × 10−7. Using equation 2.19, we arrive at a
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potential phase-space density of ≈1.3 × 10−9 at a rate of ≈1.1 × 1012 s−1. If

the lithium atoms are actually at a temperature of ≈10 mK, then the phase-

space density falls to ≈2.8× 10−11.

5.2 Comparison with New Simulations

The first successful data runs showed significant cooling, but the total

production rate was considerably lower than expected. The initial suspicion

was that the lithium source was not producing sufficient flux. However, before

spending time redesigning a component, it made sense to first try to under-

stand the results. In order to do so, it was decided that the previously written

numerical simulations should be expanded upon and configured to match the

actual operating parameters as closely as possible. Since our interest now in-

cluded acquiring performance predictions with good statistics, the previous

two-dimensional hybrid model would no longer be appropriate. The new sim-

ulation would need to be a full three-dimensional Monte Carlo. With the

addition of an extra dimension and a desire for good statistics, computational

performance would now be an issue.

To accommodate these needs, the new simulation is written in C++ and

utilizes Nvidia’s Compute Unified Device Architecture (CUDA) Library [112].

CUDA is a library that allows one to write code to run on Nvidia Graph-

ics Processors (GPUs), which are inherently massively parallel and extremely

efficient at floating point math. Using CUDA and a modern graphics card,

it is possible to write code that simultaneously calculates many thousands of
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trajectories. With moderate optimization and running on a Nvidia GTX470,

a consumer-grade graphics card, this new simulation can compute between

12,000 and 15,000 trajectories per second, depending on the precision speci-

fied. For contrast, the former (unoptimized) Python simulation ran at between

10 and 15 trajectories per second. A simplified behavioral description of the

simulation is described in Appendix 1.

The simulation begins by setting up initial conditions for the next batch

of particles. Initial positions are taken as a fixed point in x, y, and z (the

lithium-source aperture). Since an effusive source is Lambertian (a cosine

emitter), the initial velocity vector is randomly sampled from a cos(θ) distri-

bution. The magnitude of the vector is randomly sampled from the velocity

distribution of an atomic beam [57]. All probability distribution sampling is

performed with a rejection-sampling algorithm. Once the initial particle con-

ditions are loaded, they are transferred to the GPU and the simulation is run.

Similar to section 2.5, the helium supersonic jet is treated as a background

gas, and heating and cluster formation in the jet is neglected. The simulation

proceeds stepwise through the trajectory. The particle is allowed a period

of free flight for approximately 1/100 of its current mean free path. At the

end of this free flight, a random number is generated, and the possibility of a

scattering event occurs. If this comes up true, we perform an elastic collision.

The scattering process is approximated to be isotropic (true for pure s-wave),

and the particles are scattered through a random angle in the center-of-mass

frame. Precautions are included to shrink the free flight time if the mean free
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path is changing rapidly. The only deviation from the description above oc-

curs as the particle passes through the magnet. In that region, the particle

feels a constant force due to the magnetic field gradient, and its trajectory and

collision probability are altered accordingly.

One distinction that should be made, is that in this context a scattering

event is exactly that — a discrete, localized (relatively) collision with another

particle. This is in contrast to pseudo-classical Monte Carlo simulations for

electrons in a semiconductor, where scattering is a continuous process and

scattering ‘events’ are used to represent evolution of a wavefunction defined in

terms of eigenstates of the unperturbed Hamiltonian. In other words, in the

semiconductor case the simulation produces a mathematically accurate result

for the aggregate behavior, but it is nonsensical to talk about the behavior of

a single electron trajectory.

To match existing operating parameters the seeding distance is ap-

proximated, using figure 5.3, as 1.7 cm. With a known incoming flux, velocity

distribution, and seeding distance, we run the simulation and analyze the re-

sults.

First we ask the important question: does the simulation accurately

predict the measured results? The answer, thankfully, is yes. The histogram

in figure 5.5(a) shows the distribution of velocity magnitudes (5.4 cm from the

jet and relative to the local helium center of mass velocity) for all simulated

lithium atoms that are both thermalized and within a solid angle capturable

by the magnetic lens. The result fits well to a Maxwell-Boltzmann distribution
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with a temperature of≈7×10−4 K. This is very close to the helium temperature

(though some error in the fit is introduced by the histogram binning), so this

is not surprising. As this is somewhat lower than our experimentally measured

temperature, it may be worth mentioning again that the model is idealized and

neglects cluster formation, shock formation, as well as any lithium-induced

effects on the jet. More importantly, the simulated local lithium density at

this location is 1.48×108 cm−3 corresponding to a capture efficiency is 0.0065,

or 0.65%. This result is within 50 percent of our experimental result. With

some confidence that the simulation models the experiment with reasonable

accuracy, we can see what there is to learn about the thermalization process

and how we might optimize it.

Figure 5.7 shows 2D histograms in the XZ plane containing the jet axis

(designated plane A in figure 5.6). These histograms represent the relative

number of lithium atoms that would have passed through a given (binned)

position in plane A based solely on their initial velocity vectors (I.e., if no

helium were present, they would represent cross-sectional flux profiles of the

lithium beam in this plane). Histogram (a) shows all simulated lithium trajec-

tories. Histogram (b) shows only those lithium trajectories that become fully

thermalized and end up within the designated capturable solid angle.

Immediately apparent is the less than optimal seeding distance. The

incoming lithium distribution seen in histograms (a) and (c) in figure 5.7 is

relatively flat (save the 45◦ slice of the profile). Judging by histograms (b) and

(d), capturability is strongly dependent on the target location of the initial tra-
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(a) Seeding Distance=1.7 cm, Nparticles = 3.0x107

(b) Seeding Distance=1.0 cm, Nparticles = 2.5x108

Figure 5.5: 1D Histograms of simulated lithium velocity magnitudes as they
cross the XY plane at z=5.4 cm away from the nozzle. Only shown are lithium
atoms that are considered thermalized and within a capturable solid angle.
Velocity magnitudes are all taken relative to the local mean helium velocity
vector. The histograms are fit to a Maxwell-Boltzmann distribution.
[Relevant Simulation Parameters: THe = 4.6 K, ΦHe = 196 SCCM, TLi =
1000 K]
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Figure 5.6: A schematic indicating the approximate location of several rele-
vant geometric planes referenced in the discussion of 2D Histograms resulting
from simulations.
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(a) All Atoms, Seeding Distance: 1.7 cm (b) Capturable Atoms, Seeding Distance: 1.7 cm

(c) All Atoms, Seeding Distance: 1.0 cm (d) Capturable Atoms, Seeding Distance: 1.0 cm

Figure 5.7: 2D Histograms in the XZ plane containing the jet (labeled ‘A’ in
figure 5.6). Represented is the relative number of lithium atoms that would
have passed through a given position (binned) in this plane based solely on
initial velocity vectors and thus without interaction with the jet (I.e., initial
trajectory targets). Horizontal (X) and vertical (Z) axes are in centimeters
and relative to the helium nozzle. The colorbar represents the number of
occurrences.
[Relevant Simulation Parameters: THe = 4.6 K, ΦHe = 196 SCCM, TLi =
1000 K, (a,b) Nparticles = 3.0x107, (c,d) Nparticles = 2.5x108]
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jectory vector. It is desirable, then, to target the region of maximal capture

efficiency. Tweaking the parameters of the simulation reveals that peak cap-

ture efficiency (for this value of helium flow) lies approximately 1.0 cm from

the helium nozzle. Histogram (d) represents a simulated configuration where

the seeding distance is 1.0 cm.

Our initial seeding distance was actually intended to be ≈1.0 cm, based

on the results of early simulations (section 2.5). Unfortunately, setting this

distance in the experiment a priori is a little difficult. This is the reason

behind the late seeding distance in the experimental results presented here.

This issue has since been resolved, but a comprehensive experimental data

set for the corrected configuration does not yet exist. For the purposes of

comparison to the experiment, some simulations were configured to match

this suboptimal seeding distance. Most of the other simulations are intended

to explore the properties of the jet in general and predict peak performance,

so they are performed with the optimized seeding distance of 1.0 cm.

5.2.1 Helium-Flow-Dependent Capture

Of great interest is the optimization of lithium atom capture rates.

Several experimental parameters are adjustable, including the helium flow rate,

helium nozzle temperature, and the seeding distance. Other areas to explore

include different helium nozzle diameters and the use of a shaped nozzle. Also,

judging by figure 5.7, the capture efficiency near the edges of the lithium beam

is suboptimal. If heating of the jet becomes an issue, it may then be possible
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to further optimize capture rates by shrinking the aperture on the incoming

lithium beam. This possibility depends on how deposited energy migrates

within the jet and how localized it is (see section 6.2).

One of the simplest parameters to adjust is the helium flow. The simula-

tions here were intended to model the actual experiment closely. So, at present

the helium flow rate is coupled to the nozzle temperature due to the increased

heat load provided by additional helium. The lithium entrainment fraction

is plotted as a function of helium flow rate in figure 5.8(a). As can readily

be seen, entrainment improves continuously with increasing helium flow rate.

However, the figure of merit is actually the fraction of lithium atoms that are

not only entrained but also within a capturable solid angle. The capturable

lithium fraction is plotted in figure 5.8(b) and clearly has an optimal value.

To explain this behavior one need only observe the spatial distribution

of cold lithium atoms in the XY plane where the entrained/capturable condi-

tion is evaluated. This can be seen at various helium flow rates in figure 5.9.

As the helium flow increases, the entrainment fraction increases. However, due

to the corresponding increase in collisional thickness, most of the thermalized

lithium atoms never make it to the center of the jet and become entrained in

the lower extremity instead.

The closest thing to experimental confirmation of this behavior can be

seen in figure 5.10. Instead of directly observing fluorescence of lithium, we

measure the peak integrated absorption fraction of the laser along the jet axis

from z=∞ to z=0. This is done by observing the power reflected from the
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(a)

(b)

Figure 5.8: (a) Shows the total fraction of all incoming simulated lithium
atoms that become entrained and fully thermalize with the helium. (b) Shows
the total fraction of all incoming lithium atoms that become entrained, are
fully thermalized, and are located within a capturable solid angle. (both)
The Entrained/Capturable condition is evaluated when the particle in the
simulation crosses the XY plane 5.4 cm from the helium nozzle.
[Relevant Simulation Parameters: TLi=1000 K]
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(a) Helium: 52 SCCM / 3.6 K (b) Helium: 98 SCCM / 3.9 K

(c) Helium: 196 SCCM / 4.6 K (d) Helium: 327 SCCM / 5.5 K

Figure 5.9: 2D Histograms in the XY plane, centered on the jet axis (la-
beled plane ‘B’ in figure 5.6). Represented is the relative number of lithium
atoms (fully thermalized and entrained only) that pass through a given posi-
tion (binned) in this plane at several different helium flow rates. Horizontal
(X) and vertical (Y) axes are in centimeters and relative to jet axis. The
colorbar represents the number of occurrences. The black circle indicates the
region of space that is within the capturable solid angle.
[Relevant Simulation Parameters: Seeding Distance=1.0 cm]
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Figure 5.10: Integrated absorption fraction of the laser as a function of helium
flow (probe beam only).
[Relevant Experimental Parameters: Seeding Distance=1.7 cm]

helium nozzle as a function of laser frequency. This measurement provides a

value for the integrated optical thickness of the on-axis lithium population. In

the plot shown, a laser intensity was chosen to maximize the dynamic range.

It is was low enough for the reflected intensity to not saturate the camera, and

high enough to prevent complete absorption. As it only uses the probe beam

it is not a good measurement for extracting an absolute integrated density,

due to optical pumping. However, as the laser power is fixed it should still

provide a good measurement of relative density at different helium flow rates.

As can be observed by the relative absorption of the weaker hyper-
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fine transitions originating from the F=1 ground state, the integrated lithium

density reaches a peak near 225 SCCM, and appears to fall off slightly at

higher helium flow. Unfortunately, this data was taken using the later seeding

distance of 1.7 cm, whereas the simulation results shown in figure 5.8 were

mostly performed at 1.0 cm. The closest simulation for direct comparison

near the experimental peak is one with an early seeding distance and a flow

rate of 98 SCCM. This is true both in terms of capture efficiency (visible in

figure 5.8), and entrained particle distribution at 5.4 cm, as it very closely

resembles figure 5.9(b).

Using the same data set, we can perform a thermalization ‘sanity check.’

As mentioned earlier, the temperature of the helium nozzle is currently coupled

to the helium flow rate due to the additional heat load. From equation 2.15

we can see that the terminal velocity of the helium jet is proportional to the

square root of the stagnation temperature. Thus, we should see the absorption

peak shift in position as a function of helium flow (temperature). Indeed, this

is visible in figure 5.11. It should be noted, that data taken at higher helium

flow rates is acquired quickly, so as not to risk overloading the cryosorption

pump. The measured nozzle temperature oscillates slowly over several tenths

of a kelvin before settling after several minutes. Thus, when rushed, the nozzle

temperature is approximated somewhat at these higher flow rates, which might

explain the noisy nature of the data in this figure.
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Figure 5.11: The expected and measured relative frequency shift of the in-
tegrated lithium absorption peak (figure 5.10) as a function of helium flow
(coupled to nozzle temperature).
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5.2.2 Dependence on Lithium Energy

One item worthy of note is that, surprisingly at first, an atom’s cap-

ture probability seems mostly independent of its initial energy. Figure 5.12

(a) shows a histogram that contains the initial velocity magnitude of all sim-

ulated lithium atoms. Figure 5.12 (b) shows the initial velocity magnitude

only for those atoms that successfully meet the definition of capturable de-

scribed in figure 5.8. One immediately notices that the distributions seem

more or less identical. With some consideration, it is actually not so surpris-

ing, since all of these particles are well into the classical scattering regime.

When a lithium particle first enters the seeding region, its mean free path is

just 1/(
√
2nHeσ(E)). Two hot lithium atoms (with disparate energy) travers-

ing the same path into the jet, will initially be indistinguishable in terms of

their mean free path. This will continue to be the case until they are somewhat

cooled and probably already in a region where rapid collisions begin, ensuring

complete thermalization regardless of initial conditions (within reason). This

implies that outside of the macroscopic heating of the helium jet, capture rates

should be moderately independent of lithium source temperature.

5.2.3 Partially Thermalized Lithium Atoms

Another area of concern is what becomes of lithium atoms that only

undergo a few collisions and never become fully thermalized. A quantitative

analysis to estimate how many exist within our capture angle and how ener-

getic they are would be valuable. To do this, we look at the simulated data
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(a) All Simulated Particles

(b) Entrained Simulated Particles

Figure 5.12: 1D histograms showing the distribution of initial velocity mag-
nitudes for all particles vs. those that are entrained. From these it can be
seen that there is no substantial dependence on individual particle speed, and
thus temperature of the lithium source (neglecting heat load on the jet), for
whether a particle becomes entrained within the jet.
[Relevant Simulation Parameters: ΦHe = 196 SCCM]
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set for which the capture fraction is at its maximum. These recent simula-

tions were only run out to 5.4 cm from the helium nozzle, as they were only

intended to help understand the behavior in this region. However, past this

point the helium density has dropped sufficiently that any lithium atoms that

are not already well into the quantum scattering regime are also unlikely to

undergo many additional collisions. In addition, any fully thermalized lithium

atoms will essentially continue along the local helium flow line (neglecting

small thermal perturbations). As such, here we simply extrapolate the final

velocity vectors for all particles still within the capture angle at 5.4 cm out to

the XY plane that contains the entrance to the magnetic lens, or about 50 cm

from the nozzle.

The resulting 2D histograms can be seen in figure 5.13. Histogram (a)

shows only those particles that, at 5.4 cm, were fully entrained and within a

75 milliradian half angle. Histogram (b) shows all remaining particles within

the 75 milliradian half angle at 5.4 cm. The red circle indicates the location

of the inner radius of the lens. For these particular simulation parameters,

one can see that there is in fact a large population of partially cooled lithium

that will enter the magnetic lens. If the simulations accurately model the

thermalization process, however, these warm lithium atoms are unlikely to

interact with the cold population for several reasons.

First of all, these partially cooled atoms are still very hot in the local-

ized frames of the jet. The histograms in figure 5.14 show the z-component of

the velocity (in the local helium center-of-mass frame) for both the cold and
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(a) Thermalized and Entrained Lithium Atoms

(b) All Other Lithium Atoms

Figure 5.13: 2D histograms of lithium atom positions in the XY plane at the
magnetic lens face (50 cm from the nozzle), as extrapolated from 5.4 cm. Only
lithium atoms still within the capturable solid angle at 5.4 cm are shown. The
red circle indicates the lens aperture. Vertical and horizontal axes are both
centimeters.
[Relevant Simulation Parameters: ΦHe = 196 SCCM, Seeding Dis-
tance=1.0 cm] 145



warm lithium populations. Though the low-velocity tail is difficult to see in

histogram (b), it is clear that the majority of ‘warm’ particles have substan-

tially more energy than the entrained population. This indicates two things.

First, their collisional cross sections will be reduced and they are not likely

to interact with any of the cold lithium atoms. Second, even if they are able

to pass through the magnetic lens, the focal length is strongly dependent on

velocity (equation A.3.4). Thus, they are unlikely to cross the jet axis near the

cold-lithium focus, where the likelihood of a collision would be at its greatest.

It is more probable, that they will not cross the jet axis at all.

To further illustrate the difference between these two populations, we

can look at how thermalization relates to the number of collisions undergone by

a particular particle. In figure 5.15 we show a 2D histogram plotting the final

velocity magnitude in the local helium center of mass frame vs. the number of

collisions. This histogram includes all lithium atoms within the 75 milliradian

half-angle at 5.4 cm. No additional cuts are performed other than to limit

the plotting region. Here we try to illustrate (again, if the simulation models

this accurately), that full thermalization tends to require many collisions. and

that particles are either entrained, or not, with a ‘desert’ existing between

the two populations. This empty space reinforces what was stated earlier:

the only particles that become fully entrained, are those that have several

collisions early on in their trajectory. These particles end up with a very large

cross section in regions of the jet where the density is still high, similar to the

behavior exhibited in figure 2.8.
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(a) Thermalized and Entrained Lithium Atoms

(b) All Other Lithium Atoms

Figure 5.14: 1D histograms showing the z component of lithium atom velocities
relative to the local mean helium value. Values are obtained as each particle
crosses the XY plane at 5.4 cm from the nozzle. Only those atoms that are
within the capturable solid angle at that point are included.
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Figure 5.15: 2D histogram showing the correlation between the number of
collisions a particular simulated particle has, and its velocity magnitude in the
local helium center of mass frame (at z=5.4 cm). Only lithium atoms that
lie within the capturable solid angle are shown. No cuts on temperature are
made other than limiting the plotted region.
[Relevant Simulation Parameters: ΦHe = 196 SCCM, Seeding Dis-
tance=1.0 cm]
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Figure 5.16: 2D histogram of lithium atom positions in the XY plane, 5.4 cm
from the nozzle. All lithium atoms are shown. A lower helium flow simulation
is presented to emphasize the population of lithium atoms that pass through
the jet without interaction (circled in red).
[Relevant Simulation Parameters: ΦHe = 98 SCCM]
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5.3 Preliminary Far-Field Observations

We have recently demonstrated successful extraction of the lithium

beam from the cold region, in the form of fluorescence data well into the

far-field, or approximately 90 cm downstream of the helium nozzle. This

was achieved using the second-generation lithium source (section 4.5.3) and

the skimmer (section 4.6), both of which have only very recently been im-

plemented. At a helium flow rate of 130 SCCM, an estimated lithium flux of

5.5×1012 s−1 was observed within the capturable solid angle, at a temperature

of ≈73 mK. This output flux is roughly five times higher than has previously

been observed, and was acquired with a corresponding fivefold increase in the

lithium input flux, as confirmed via fluorescence of the incoming warm lithium.

This data set is not yet completely understood. It was also taken

following several coincident changes to the apparatus, which makes it difficult

to isolate any correlations between changes in input and observations. So

prior to discussing the observed behavior, it is worth elaborating slightly on

the conditions under which this data was acquired. Firstly, due to lack of time

and minor technical issues, this is the first and only data set acquired in the

far-field, and lacks a corresponding near-field set. It is also the first and only

data obtained using the second-generation lithium source. While this source

seems to work well and provides good flux, it still has some minor technical

‘kinks’ that must be resolved. For the presented data, the lithium source was

operated with the reservoir at around 785◦C and the nozzle around 750◦C.

Normally, one would run such a source with the nozzle at least 50◦C hotter
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(a) ΦHe = 130 SCCM, Γ∗ = 225, TLi = 73 mK

(b) ΦHe = 165 SCCM, Γ∗ = 261, TLi = 89 mK

(c) ΦHe = 200 SCCM, Γ∗ = 292, TLi = 121 mK

Figure 5.17: Preliminary far-field (≈90 cm) fluorescence data using the second-
generation lithium source. Measured lithium flux (at ΦHe=130 SCCM) ΦLi ≈
5.5× 1012 s−1.
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than the reservoir so as to prevent clogging and also to aid in the break-up of

dimers. While there is no indication that clogging occurred, these conditions

may have enhanced dimer formation, which could have affected the seeding

behavior unexpectedly.

ΦHe [s
−1] TNozzle [K] Γ∗ TLi [mK]

130 4.7 225 73

165 4.9 261 89

200 5.1 292 121

Table 5.1: Preliminary Far-Field Results

The major item of note is that the measured lithium temperature is

not only significantly warmer than previously observed, but it also increases

with the helium flow rate. This is not entirely surprising based only on the

relative Hagena parameters, which can be seen in table 5.1. The onset of

cluster formation is expected to begin for Hagena parameters in the range

of 100-300, with larger cluster formation beginning at values around 300. If

cluster formation were occurring, one might expect to see an increase in the

temperature at precisely this region in parameter space. This behavior is only

surprising due to the lack of evidence for cluster formation in the near-field

based on fluorescence data as far out as 250 nozzle diameters. Admittedly,

this is for older data taken with the first-generation lithium source at lower

lithium flux, and hence the reason for pointing out the lack of a corresponding

near-field data set. In addition, based on the integrated signal it appears that

as the helium flow rate is increased, the far-field lithium not only increases
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in temperature, but becomes less populous. Neither simulation nor previous

measurements have shown lithium flux dependence to be quite so strong in this

regime, and we do not expect cluster formation to affect the flux significantly.

This indicates to us that the observed behavior may actually be evidence for

the formation of a weak shock, and this will be investigated in the future.
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Chapter 6

Future Work and Conclusions

With a new lithium source capable of producing significantly higher

fluxes, the obvious future course lies in exploring the limitations of this new

cooling technique at very high seeding ratios. This would be followed by imple-

mentation of the magnetic lens (section 4.7). Next would be the construction

of a device to merge the input lithium beam into the storage ring, as well as

the design, construction, and loading of the ring itself as pictured in figure 4.1.

Other possible areas of research include cold collision physics, determination

of how the presence of lithium may impact helium nucleation, and attempts

to confirm the existence of the 7Li4He bound state.

6.1 Predicting Future Performance

Based on the numerical simulations and the experimental data we have,

it is possible to extrapolate out to estimate future performance. Earlier mea-

surements were performed at a later than optimal seeding distance. Seeding

closer to the nozzle should increase capture rates by ≈35% for the same he-

lium flow rate and lithium flux. Also, the first-generation lithium source served

us well in demonstrating proof-of-concept, but is unable to produce sufficient
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flux reach our target seeding ratio of 1× 10−4. Our current plan is to increase

lithium flux by about a factor of 100, which hopefully will not result in signif-

icant heating of the helium jet. With this flux, and a proper seeding distance,

we should be able to attempt seeding ratios as high as 1×10−4. Subsequently,

this would result in a maximum achievable lithium phase-space density of

≈1.6 × 10−7 with a production rate of 1.3 × 1014 s−1. This corresponds to a

brightness of 1.7×1021 m−2 s−1 sr−1 and a brilliance of 1.7×1024 m−2 s−1 sr−1.

We can potentially extrapolate further to find the loading rates as

scaled to a phase-space density of unity, or the onset of quantum degener-

acy. Without any laser cooling, any improvements to the phase-space density

will be achieved via evaporative cooling. A general rule of thumb is that dur-

ing moderately efficient evaporation, one gains three orders of magnitude in

phase-space density for every two orders of magnitude lost in number. If we

can achieve this level of efficiency, we could potentially reach loading rates at

degeneracy as high as 2×109 s−1. These numbers of course neglect losses that

are inevitable at various stages in the procedure, so this number will undoubt-

edly fall somewhat. An important thing to remember, however, is that many

design decisions were influenced by a desire to maintain the source’s ability to

operate in a continuous fashion. If we can continue to preserve a duty factor

of one, this would be a significant advantage over other sources, even if our

loading rates become diminished.
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6.2 Heating of the Helium Jet

One of the possible limitations on achievable flux is the heating of

helium atoms in the jet by incoming lithium. Experimental data has not been

acquired at a sufficiently high lithium flux to either confirm or rule out that

heating of the jet is a performance limitation. In figure 5.2 it can be seen that

equilibrium lithium temperatures as low as 10 mK have been achieved for data

taken at helium flow rates between 164 and 229 SCCM. As a sanity check, it is

worth estimating whether we could measure any heating effect at the current

rates of lithium and helium.

As a first approximation, we assume that the combined energy of every

incoming lithium atom is absorbed by the jet and that the energy is evenly

distributed across the helium population. Simulations show that the first as-

sumption is likely correct. The majority of a lithium atom’s energy is lost in the

first few collisions and only a very small fraction of lithium atoms have no col-

lisions at all. At even modestly higher flows than simulated in figure 5.16, the

indicated population of collisionless trajectories is almost nonexistent. Thus,

it is likely that the majority of the energy in the lithium beam ends up at the

very least being carried by helium atoms. The assumption of even distribution

of energy, however, deserves more scrutiny and will be discussed shortly.

According to theory, if cluster formation is not occurring, and the he-

lium jet remains collisional, then in the absence of heating the predicted helium

temperature 5.4 cm from the nozzle is ≈0.7 mK. We assume that the 1000 K

lithium source provides a flux of 2.5 × 1014 atoms s−1, and that the lithium
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atoms distribute their energy to 1.0 × 1020 s−1 of helium (200 SCCM). If all

this energy were evenly distributed (without affecting any other aspects of the

expansion), then the helium jet should see a temperature increase of

∆T ≈ ṄLi

ṄHe

TLi = 2.5 mK.

The minimum achievable temperature would then be 3.0 mK, which is not far

from the minimum observed lithium temperature. The corresponding Doppler

broadening is ≈6.6 MHz. At a slightly lower flow rate of 164 SCCM this min-

imum temperature would be 4 mK, with a corresponding Doppler broadening

of 7.6 MHZ. This difference is likely unresolvable at the moment and will be

better probed with the new, higher-flux lithium source.

The second assumption made in the above approximation would be

interesting to study. As mentioned in section 2.5, presumably, the first few

collisions for a lithium atom will often occur on the extremities of the jet.

In these collisions, a highly-energetic lithium atom will transfer on average

half of its energy to the helium atom involved in the collision. So, this type

of collision results in a highly-energetic helium atom which is also, clearly,

on the extremity of the jet. These now highly energetic helium atoms will

have a significantly diminished He-He cross section. These early, post-collision

helium atoms could potentially be capable of leaving the jet region entirely

with a large amount of energy in tow.

To evaluate this behavior, one could run the existing 3D Monte Carlo

simulations, and store the post-collision helium atom properties for all colli-
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sions involving a lithium atom with energy above some threshold. One could

then simulate the helium atoms’ post-collision trajectories. The easiest prop-

erty to estimate would probably be the amount of energy that leaves the

region entirely. To do this one need only track all helium atoms that escape

beyond a specified radius without any collision. Going one step further, a

crude approximation of an energy deposition map could be obtained based on

later interaction of the tracked helium with the jet, tracking the additional

post-collision energetic particles created as was done with the lithium-helium

collisions. This procedure can be branched off any number of times and is lim-

ited only by desired precision and computing power. At high lithium fluxes,

this model clearly is not self-consistent, as it does not account for the actual

macroscopic heating of the jet. This would likely affect the collision probability

with the jet when treated as background for scattering. It would, however, be

an excellent start towards estimating where the majority of heat is deposited,

how it begins to flow, and at what lithium flux heating might become large

enough to affect things macroscopically.

The new lithium oven is capable of providing much larger fluxes, so the

relationship between minimum lithium temperature and lithium flux can be a

future avenue of study. The results could then be compared to simulations.
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6.3 Three-Body Collision Physics and Cluster Forma-
tion

The estimated three-body recombination constant for He+He+He→He2+He

over the temperature range of 1 to 10 mK has a peak value of K ≈ 2 ×

10−26 cm6 s−1 [25]. With jet parameters similar to the ones we have used,

at a distance of 1 cm from the nozzle, the local temperature and density in

the helium jet are on order 8 mK and 2 × 1015 cm−3, respectively. The re-

combination rate can then be estimated as R = Kn2 ≈ 1 × 105 s−1. Since

by this point the helium should already be very close to its terminal ve-

locity, we can approximate the characteristic time spent in this region as

τ = 1 cm/2×104 cm/s= 5×10−5 s. This predicts that an average helium atom

will undergo about 5 recombination events in this region. Since the helium

dimer is so very weakly bound these helium dimers are broken up easily by the

reverse process of He2+He→He+He+He. Thus, the existence of three-body

recombination does not necessarily imply substantial cluster formation.

It is clear that the formation of He2 should be occurring during the

expansion. This is not surprising, seeing as how the data presented here with

ΦHe = 196 SCCM corresponds to a Hagena parameter of almost 350. However,

we can still say with some confidence that substantial formation of larger

clusters is not occurring. If it were, a significant temperature increase would be

evident due to the heat of condensation, and the observed lithium population

would not be as cold. In addition, since the dimer binding energy is so small,

only ≈1.5 mK, it is still relatively small compared to kBT . This implies that
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in all likelihood, He2+He→He+He+He is still a prevalent process, and the

dimer fraction in thermal equilibrium is likely still small.

Although the binding energy of 7Li4He is not as certain, it is believed

to be similar to He2, though there seems to be no relevant experimental data.

Some calculations predict a binding energy for 7Li4He of only several times that

of 4He2, or in the range of 3-5 mK [17,24]. The bond length is predicted to be

≈37 Å [30], compared to the ≈50 Å bond length of 4He2 [15]. The presence of

the 7Li4He dimer could potentially be observed through an absence of lithium

detected by fluorescence spectroscopy, relative to what is expected based on

simulation. This could allow us to put a constraint on the Li+He+He three-

body recombination rate or the molecular binding energy of 7Li4He.

6.4 Conclusions

In this thesis we have presented the preliminary characterization of a

novel, continuous source of cold atoms. This source is based on post-nozzle

injection of lithium atoms into a cryogenic, supersonic helium jet. Initial

measurements performed at low lithium injection rates demonstrate that it

works as proof-of-concept and produces a cold beam of lithium atoms entrained

within the jet. The cold lithium beam has been characterized using fluores-

cence spectroscopy. Measurements indicate a temperature of less than 10 mK,

a brightness of 1.1× 1019 m−2 s−1 sr−1, a brilliance of 3.1× 1020 m−2 s−1 sr−1,

and a phase-space density of 2.8× 10−11. Lithium atoms within a solid angle

of ≈0.018 sr are good candidates for future extraction by a magnetic hexapole
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lens, resulting in a total flux of ≈1.1 × 1012 atoms s−1. These results were

acquired using a lithium to helium seeding ratio of only 8× 10−7 and are very

encouraging. Numerical simulations reproduce capture efficiency to within

50%, suggesting that the seeding process is well understood. We have also

shown preliminary fluorescence measurements of the cold lithium beam at a

distance of almost 1 m downstream of the helium nozzle, demonstrating that

the cold lithium beam can be successfully extracted from the seeding region.

We believe that it may be possible to operate at a seeding ratio as

high as 1 × 10−4, without significantly impacting the helium expansion, and

should be able to attempt it soon. If seeding at this rate is possible, then

this source could produce an extraordinarily intense cold beam. The resulting

lithium beam acquired at such a high seeding ratio could have a total flux

of 1.3 × 1014 atoms s−1, a brightness as high as 1.7 × 1022 m−2 s−1 sr−1, a

brilliance as high as 1.7×1024 m−2 s−1 sr−1, and a phase-space density as high

as 1.6×10−7. If the source does in fact perform as well at higher seeding ratios

it could potentially lead to the realization of a truly continuous atom laser.

In order to achieve this goal we intend to extract the cold lithium beam from

the helium jet using the magnetic hexapole lens. The lithium atoms would

then be loaded into a circular storage ring, after which evaporative cooling to

quantum degeneracy would be attempted.
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Appendix 1

Simulation Description

1. The rejection sampler generates ≈ 50,000 particles. Each particle has

the following properties:

• Initial Position (xi, yi, zi): Fixed

• Initial Angle (θi, φi): Randomly Sampled

θ is weighted to cos(θ) sin(θ) (Lambertian distribution) and limited

to the angle that passes through the cryogenic radiation shield.

• Initial Velocity Magnitude |~v|: Randomly Sampled

The velocity magnitude is sampled from the velocity distribution

of an atomic beam, as in [57].

2. The initial conditions for all particles are uploaded to the GPU.

3. The GPU is initialized and all particles are simulated simultaneously as

follows:

(a) The mean free path λ is evaluated as in equation A.1.1.

(b) An initial timestep ∆t is chosen such that the distance travelled ∆s

is ≈ λ/100.
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(c) The mean free path is evaluated locally and compared to the mean

free path after a time ∆t of free flight.

• If the local mean free path λ0 differs from the destination mean

free path λ1 by more than a certain threshold, the current step

is aborted. A new timestep ∆tnew = ∆told/3 is chosen, and we

return to step c.

• If the local mean free path λ0 differs from the destination mean

free path λ1 by less than a certain threshold, the simulation

continues, however ∆t for the next iteration is increased.

• The following additional constraints are set on the simulation

step for optimization:

– ∆s ≯ λ/100

– minTimeStep < ∆t < maxTimeStep

– minSpaceStep < ∆s < maxSpaceStep

(d) Proceed with a period ∆t of free flight to acquire a new particle

location.

• If the particle has left the defined bounding box, stop the sim-

ulation and proceed to (4)

(e) The probability pcollision of a scattering event is evaluated as ∆s
(λ0+λ1)/2

.

(f) A random number χ is generated between 0 and 1.

• If χ > pcollision, then no scattering event has occurred.

Repeat procedure beginning at (c).
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• If χ < pcollision, then a scattering event has occurred.

Proceed to evaluate scattering event.

(g) Evaluate the scattering event:

i. Generate the random velocity vector for a single thermal helium

atom.

ii. Transform to a new reference frame in the center of mass.

iii. Scatter through a random angle θscat, φscat (uniformly sampled

from the unit sphere).

iv. Transform back to the lab frame.

v. Increment the number of collisions.

4. Download the results. (Only the initial and final conditions for each

particle are saved due to space constraints)

5. Save the results to local data file (HDF5 Format). Each particle has the

following properties:

• Initial Position (xi, yi, zi)

• Initial Angle (θi, φi)

• Initial Velocity (dxi, dyi, dzi)

• Final Position (xf , yf , zf )

• Final Velocity (dxf , dyf , dzf )

• Helium Temperature at Final Position (Tf,He)
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• Helium Mean Velocity at Final Position (dxf,He, dyf,He, dzf,He)

• Number of Time Step (iterations)

• Total Flight Time (τ)

• Number of Collisions (Nc)

λ =
1√

2nσ(k)
(1.1)
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Appendix 2

Superinsulation Construction

The first set of MLI blankets was created to shield the outer cryogenic

surfaces from room-temperature blackbody radiation. These blankets were

made using NRC-2/Two from Oxford Engineering. NRC-2/Two is similar to

NRC-2 except that it is aluminized on both sides. To allow for evacuation,

each sheet has 1/8-inch holes punched over its entirety to net a couple percent

in open area. To prevent heat transfer by conduction, a fine mesh polyester

netting is used a spacer.

To create the blankets, an initial template is made from a regular light-

duty aluminum foil (measured and cut to shape). The aluminized Mylar is

pinned to a large tabletop, with the foil template pinned atop. Thin strips of

aluminum tape are used to mark the boundaries on the Mylar, offset outwards

by about 1/8-inch. The Mylar is then cut at the inside edges of the tape to

produce a slightly oversized copy of the template. The last layer of Mylar

that will become the top of the blanket has about an additional half-inch wide

strip of aluminum tape following its inside border. The reason for the taped

border is that the Mylar rips very easily, and once stitched, without the foil

tape reinforcing it, the top layer could just be torn off easily. The layers of
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netting are produced in similar fashion.

Assembly of the blanket is straightforward. The foil template is kept

as the bottom layer to make the assembly more rugged, since the aluminized

Mylar is easily torn. Atop the foil are 5-7 alternating layers of polyester netting

and superinsulation for a total of 11-15 layers. The top layer, is the Mylar

piece that has aluminum tape on its border. The assembly is tacked at the

edges with small pieces of aluminum tape. Using a sewing awl and 0.021 inch

PTFE-coated fiberglass thread, a stitch is made around the entirety of the

outer edge, inset by roughly 1/4-inch. Using sharp scissors, the blanket is

trimmed to match the outer edge of the template.

Holes for windows, orifices, or protrusions need to be cut out of the

MLI blankets. The easiest way to accomplish this, is to temporarily mount

the blanket where it will eventually be attached. The bottom aluminum foil

layer should be very malleable, and pressing against the mounting surface

along the edge of any features should leave an impression in the foil. Next,

using the awl, holes are punched through the blanket along the indentations so

the locations are visible from the top of the blanket. A wide piece of aluminum

foil tape is applied to the top of the blanket, straddling the holes. Using the

awl again, a stitch is run around the intended hole, offset by approximately

1/8 inch from the intended hole edge. Once the stitch is completed, a razor

can cut a slit in the middle of the hole, and the hole can then be cut out with

sharp scissors.

The completed MLI blankets are then attached to the cryogenic sur-
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faces. The top blanket just rests on the top of the cryogenic box. The blankets

that cover the source and skimmer sides of the vessel are supported by pro-

tuberances and remain in place without any further adhesion. The remaining

three sides (bottom and two side panels), are covered by a single long MLI

blanket. This long blanket is the only one that requires attachment. It is

adhered with aluminum tape between the bottom surface of the MLI and the

copper shielding itself. Due to the cubic shape of the outer cryogenic box,

there are several blankets of MLI that leave gaps between them. In order the

cover these, some of the blankets have a flap of Mylar (with foil-taped edges

to prevent tears) on the side. When the blankets are in place, these flaps can

be folded over the gap and lightly tacked to a neighboring blanket.

The number of layers used here might be considered overkill for our

needs, and in fact earlier renditions of the blankets had fewer layers. As it turns

out, the outer (chilled) layers are excellent adsorbers of vacuum pump oil, and

over time the performance of the MLI degrades. So, we targeted specifications

for heat transfer that assumed the top two reflecting layers would eventually

deteriorate.

One additional stage of radiation shielding was added between the 45 K

surface and the 4 K surface. NRC-2 does not reduce radiative heat loads as

well between colder surfaces. We presume the reason is possibly that near

45 K, the blackbody spectral distribution peaks around 60 µm, compared to

9.8 µm at room temperature. At room temperature, at 60 µm, the skin depth

of aluminum is around 110 Å, which is only half the aluminum layer thickness.
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The skin depth varies with temperature and with purity of the aluminum,

so it is difficult to say conclusively whether this is the reason. However, the

recommended insulation at these temperatures is NRC-2 500, which is the

same Mylar, aluminized on a single side at twice the thickness, or 500 Å.

Two layers of NRC-2 500 are wrapped around the charcoal pump to reduce

blackbody radiation, due to it being essentially black.
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Appendix 3

Magnetic-Lens Capture Angle and Focal

Length

The actual design process of the lens is iterative and somewhat complex.

Once it has been constructed and characterized however, we can determine the

actual focal length and the maximum acceptance angle. The acceptance angle

of the magnetic lens is what sets a limit on the spatial region of the cold

lithium beam that can be captured. A schematic is shown in figure A.3.1 for

reference.

From characterizations of the lens shown in figure 4.6, we know that

the field strength at the magnet face B0 is ≈ 1 T. The radial potential felt by

a magnetic dipole in the lens is

U(r) = µBB0

( r

R

)2

, (3.1)

where µB is the Bohr magneton, R is the radius of the lens aperture (5 cm),

and r is the radial position in the lens. If a lithium atom enters the lens at an

entry radius re as shown in figure A.3.1, then the potential it would need to

overcome in order to reach the magnet face is given by

U(R)− U(re) = µBB0

(
1− re

R

)2

. (3.2)
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Figure 3.1: A schematic showing relevant quantities for capture of lithium
atoms by the magnet.

So long as the radial kinetic energy of the lithium is less than U(R) − U(re),

then the lithium atom is capturable. The radial kinetic energy then will just

be 1
2
mLiV

2
⊥. V⊥ is the radial velocity magnitude and

V 2
⊥ = V 2

∞
r2e

r2e + d2
, (3.3)

where V∞ is the terminal velocity of the jet (equation 2.15, and d is the distance

from the nozzle to the entrance of the magnetic lens. So, really what we solve

for initially is the maximum entry radius, where we set equation A.3.2 equal

to the radial kinetic energy and solve. With a lens distance of d = 50 cm and

a terminal velocity V∞ ≈ 200 m/s, one finds that the maximum capture angle

is around 85 milliradians. Since the actual lens boundary is relatively close to

this, at 97 milliradians, due to the departure from harmonic behavior observed

in section 4.7 at large radii, we consider the maximum capture angle closer to

around 75 milliradians.
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In addition, we can determine the focal length F of the lens, which is

given by [57]

F =
Ek

U(R)

R2

L
, (3.4)

where Ek is the kinetic energy of the atom, and L is the length of the lens.

For lithium atoms with a velocity of ≈ 200 m/s, our lens has a focal length of

≈ 25 cm.
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