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We develop a class of models to represent the dynamics of a virus

spreading in a cellphone network, employing a taxonomy that includes five

key characteristics. Based on the resulting dynamics governing the spread, we

present optimization models to rapidly detect the virus, subject to resource

limitations. We consider two goals, maximizing the probability of detecting a

virus by a time threshold and minimizing the expected time to detection, which

can be applied to all spread models we consider. We establish a submodularity

result for these two objective functions that ensures that a greedy heuristic

yields a well-known constant-factor (63%) approximation. We relate the latter

optimization problem, under a specific virus-spread mechanism from our class

of models, to a classic facility-location model.

Using data from a large carrier, we build several base cellphone con-

tact networks of different scale. We then rescale these base networks using

the so-called c-core decomposition that removes vertices of low degree in a

recursive way. We further show that this down-sampling strategy preserves,
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in general, the topological properties of the base networks, based on testing

several measures.

For the objective that maximizes the probability that we detect a virus

by a time threshold, we provide a sample-average optimization model that

yields an asymptotically-optimal design for locating the detection devices, as

the number of samples grows large. To choose a relevant time threshold, we

perform a simulation for some spread models. We then test the performance

of our proposed solution methods by solving the presented optimization mod-

els for some spread dynamics using some of the contact networks built after

the c-core decomposition. The computational results show that the greedy

algorithm is an efficient way to solve the corresponding sample-average ap-

proximation model, and the greedy solutions outperform some other simple

solution approaches.
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Chapter 1

Introduction

1.1 Background and Motivation

Since the introduction of smartphones to the mobile telecommunica-

tions market, the number of smartphone users has increased rapidly. In ad-

dition to being able to call other phones, mobile smartphones can send and

receive email, transmit instant messages, and access the Internet. This access-

ability makes it possible for people to do more activities (e-commerce and In-

ternet banking, etc.) that require high-level security with greater convenience,

as is the case with personal computers. On the other hand, smartphone manu-

facturers have focused more on developing new features rather than enhancing

security issues [27]. As a consequence, smartphone networks are increasingly

vulnerable to attack from viruses. Recently, the New York Times [43] pointed

out that the dangers posed by cellphone malware and spyware are growing, and

the situation is bound to get worse as the prevalence of smartphones increases.

Therefore, network providers should consider a suite of methods for detecting

and counteracting such attacks. We consider the problem of detecting a virus

in a cellphone contact network, although some of our observations could also

be important in combating a virus once it has been detected. Furthermore,

while we describe our work in the context of cellphone networks, the models
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and methods we develop apply more generally to the notion of detecting an

anomaly propagating according to stochastic dynamics on a network.

According to Wang et al. [53], the two most prominent mechanisms by

which viruses can spread are via Bluetooth (BT) and the Multimedia Mes-

saging System (MMS). Cellphone viruses can also spread via the Internet,

essentially replicating the means by which many computer viruses spread; see,

e.g., [16]. A BT-based virus can infect all BT-activated phones in a range of

10 to 30 meters. So, the spread of such a virus depends on the distance from

an infected phone to other phones. This means that modeling the spread of

such a virus requires modeling the proximity and physical movement of users,

but not their set of contacts, for example. An MMS-based virus spreads in a

very different manner. The most natural mechanism by which an MMS-based

virus will spread is for an infected phone to send copies of the virus, or per-

haps links to the virus, to other users based on the infected phone’s contact

list. Therefore, the spread of such MMS viruses depends on the more stable

contact network of users.

The study of cellphone viruses is at this point somewhat nascent.

Schevchenko [45] gives a brief history of cellphone viruses. The first known

cellphone virus, called Cabir, was written for the Symbian operating system

and spread via Bluetooth. It was actually designed as a proof-of-concept virus,

purely to demonstrate that malicious code could be created for Symbian. How-

ever, the development of Cabir, and the publication of its source code on the

Internet, resulted in the dissemination of a large number of modified viruses

2



[45]. The Cabir virus propagated at an Olympic stadium in Finland during

the World Championships in Athletics in August 2005, resulting in dozens

of attendees’ phones being infected [52]. Wang et al. [53] report simulation

results for both BT- and MMS-based viruses, focusing on the percentage of

phones with various operating systems. Their results suggest that the threat

of viruses should increase significantly as the percentage of users with smart-

phones grows and the market share of the dominant operating systems grows.

Although it is not clear how the competition among various operating systems

will play out, it is all but certain that the percentage of users with smartphones

will increase rapidly.

We focus on a virus that can spread through an existing contact network

of smartphone users (e.g., via an MMS-based virus). We assume that the

virus can spread to any user in the network. We seek to detect an outbreak as

quickly as possible. While further remedies, e.g., the distribution of software

patches, are beyond the scope of the development here, we see rapid detection

as the first step in effectively thwarting the spread of a virus. Furthermore, our

models and objectives align closely with other contact models of interest: the

spread of infectious diseases in human contact networks (e.g., [19]), the spread

of advertisements in viral marketing campaigns (e.g., [26]), and the spread of

computer viruses (e.g., [6]).
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1.2 Message Transfer Architecture

In order to provide an idea on how to detect a virus in a contact net-

work, we first review the basic framework of how messages are sent from one

user to another. Our focus is on viruses that spread through a contact net-

work because we are concerned with viruses that use the MMS architecture to

facilitate their spread.

There are three main processing components through which an MMS

message is sent from sender to recipient: the Wireless Application Proto-

col (WAP) gateway, the Multimedia Message Service Center (MMSC) and

the Short Message Service Center (SMSC). The WAP gateway functions as a

translation of a WAP-based send (or, retrieve) request into an HTTP-based

one, where HTTP represents Hypertext Transfer Protocol. Once the message

has been translated, the WAP gateway forwards it to the MMSC. The MMSC

consists mainly of the MMS Relay and the MMS Server. The former plays a

role in actual message transfer, and the latter stores the translated message

and decides when to execute sending it to the final recipient. Thus, the MMS

server records the users’ messaging history for billing purposes.

When a sender attempts to send a message, there are two main pro-

cesses, the sending and retrieval processes. For the sending process, the mes-

sage is first delivered to the WAP gateway for translation. Then, the WAP

gateway forwards it to the MMS Server via the MMS Relay in the MMSC.

After completion of this sending process, the retrieval process starts by send-

ing a notification to the recipient (or recipients), which is generated by the

4



MMS Relay via the SMSC. Once the recipient has been notified, the system

sends the MMS Relay a request to get the message via the WAP gateway.

Finally, the MMS Relay sends the actual message via the WAP gateway to

the recipient. We refer the reader to the work of Mulliner and Vigna [40] for

more details on the message transfer architecture.

1.3 Computer Network Security

Because of the similarity of smartphones to computers in terms of their

functionality, viruses and worms targeting smartphones can be very similar to

those designed to attack computer networks. In this section, we review some

detection mechanisms of computer viruses, which are widely used in computer

networks. These mechanisms are classified mainly to two forms: Signature-

and behavior-based detections.

The signature-based detection uses an anti-virus program. Typically,

this works in the following way: Upon installing an anti-virus program, virus

signature files are stored in the computer. Once a virus whose information is

stored enters the computer, it can be detected, quarantined and subsequently

patched. So, detecting and counteracting viruses and worms that intrude the

computer requires consistent updates to obtain new signature files. Although

the signature-based methods have a drawback in protecting computers from

unknown viruses, these are the most common way in industry [49].

The behavior-based detection mechanism enables to detect such un-

known viruses, and this provides a way to protect a network from a network

5



provider perspective, while the signature-based scheme focuses more on pro-

tecting a computer itself. The basic framework of this detection system is to

monitor the activities of individual computers on the network. If the system or

network provider recognizes a computer that behaves sufficiently suspiciously,

then it quarantines that computer, i.e., removes that computer from the net-

work. There have been studies to propose an efficient way to recognize such

abnormal activity via a specialized algorithm [51], behavior checker based on

the historical data [34], agent-based simulation [32], data mining [48], etc.

1.4 Cellphone Network Security

As a consequence of considering smartphones as hand-held comput-

ers, smartphone security has, in part, relied on developing anti-virus software

(e.g., F-Secure [25]) as for computer viruses, although more recently many

researchers have investigated more effective ways to counteract these threats.

Most anti-virus software for smartphones work in the same way as in comput-

ers, which means smartphones are also required to accept regular updates over

time and store new signature files.

The vulnerabilities of smartphone security largely stem from the issues

with updates. First, smartphones have limited bandwidth usage and this re-

stricts the flow of traffic, i.e., with such a bandwidth limitation, updates of

anti-virus software or patch programs are not possible to all smartphones in

a network simultaneously. Another limitation comes from cellphones’ battery

power. This reduces the ability to keep accessing the most recent updates,
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which results in delay and failure to update new virus signatures in a timely

manner. These limitations are severe in the sense that before virus propa-

gation, smartphones must have the relevant signatures to prevent a network

outbreak, and their propagation occurs much faster relative to Bluetooth-based

viruses. So, rapid updates of signature files are critical from both the user and

network perspectives. Finally, smartphones have limited computing power,

i.e., CPU processing capability and memory storage, although their capacities

have improved rapidly. This makes smartphones unable to store too many up-

dates and signatures. In addition, a high level of memory usage causes other

operational problems (e.g., low-speed accessibility to the Internet and other

unsatisfied services for smartphone users).

There have been some studies that provide new approaches from the

service provider perspective to overcome the smartphone security issues de-

scribed above. We now summarize some of the representative studies.

Bose and Shin [12] provide a proactive detection system which is acti-

vated at an early stage of virus propagation. They present an algorithm that

identifies the most vulnerable users in a network automatically, based on mon-

itoring the interactions between users via the SMS/MMS server. The main

difference between their method and the traditional way of using anti-virus

software is that their detection system monitors the system using inter-user

communication behavior. So, this does not require continuous updates of sig-

natures, resulting in a smaller burden on user resources. However, they use a

server (e.g., the MMS server) as their detection system, and this may require
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significant processing effort as more viruses emerge and more users are intro-

duced into the network. Clearly, a large computational burden at the server

level may cause delays in the recognition of suspicious behavior.

Another model based on behavior detection appears in Cheng et al.

[16]. They propose a proxy-based detection system that they call SmartSiren.

The idea in this work is as follows: There is a centralized detection system that

collaboratively communicates with smartphone users to monitor their activi-

ties and investigate suspicious behavior. Similar to the work of Bose and Shin

[12], this reduces the processing burden for the resource-limited smartphones.

However, they also point out that a single centralized system may become a

bottleneck when traffic is increased between the system and the users. Al-

though their work focuses on a single centralized proxy-based system, they

also mention that multiple systems could be deployed in a network to mitigate

the flow of traffic.

More recently, Xie et al. [56] propose a malware detection engine that

distinguishes suspicious behavior from the regular user’s activities with a prob-

abilistic approach via a hidden Markov model. While the previous detection

systems use a proxy-based or centralized monitoring mechanism, they use the

smartphone itself as a monitoring point to detect viruses more quickly. The

motivation on this work comes from the desire to achieve “real-time” detection.

In the sense of rapid detection, detection of a virus directly from smartphone

itself must be much faster than detection via an external agent. And, this also

has the potential to more rapidly detect and thwart a virus outbreak across
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the network since, before going to an external agent such as a server or proxy,

detection is made and traffic is blocked from that source phone. Unlike the

previous approaches that propose a network-level detection system, this work

focuses more on self-protection of smartphones from threats at the smartphone

user level.

Although many detection schemes such as the ones described above

have been suggested in the literature, none of these has actually been deployed

[56]. However, based on these various detection systems, deployment of virus

detection software on users’ smartphones would be indispensable to detection

and protection in the early stages of an outbreak. While the detection engine

proposed in [56] is primarily designed for the self-protection of smartphones,

we propose a similar but different detection system or software that is able

to not only detect a virus, but report the intrusion to the system manager in

order to initiate response measures.

Software to detect anomalous behavior can sit on each cell phone and

report such behavior to the service provider, once that behavior commences.

However, this allows virus developers to more easily exploit the specific design

of the detection software. So, the anomaly detection system we envision is

operated by the service provider, and amounts to remotely monitoring a lim-

ited number of cell phones for suspicious behavior. The fact that the service

provider is limited in the number of cell phones that can be monitored arises

again because of the bandwidth limitations discussed above. With this small

number of smartphones being monitored, we have one centralized external
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agent such as the one described in [16] in order to collect and monitor the

deployed software’s reports.

Our proposed detection scheme may be advantageous for the following

reasons: First, from an economical perspective, one centralized system moni-

toring a small number of smartphones should not be too expensive, compared

with other schemes proposed. Next, the monitoring of a limited number of

phones also incurs modest bandwidth requirements. Finally, monitoring the

behavior of individual smartphones is in line with more recent work aspiring

to real-time detection. Therefore, such a detection scheme should be econom-

ically competitive, uses a limited bandwidth effectively, and detect viruses in

a timely manner.

1.5 Assumptions

In the mathematical models of interest, vertices in a graph represent

individual cellphone users. Undirected edges connect vertices in the graph.

An edge between vertices i and j implies that user j is in user i’s contact list.

For simplicity, we assume a symmetric contact relationship, i.e., that user i

is also in user j’s contact list. An asymmetric version of the contact network

could be modeled by a directed graph, but we do not pursue this variant here.

As discussed in Section 1.4, we monitor a limited number of phones.

Borrowing terminology from the literature on computer viruses [47], we use

the term honeypot to represent the monitoring of each such phone; i.e., we

speak of “installing” a honeypot on the phone, even though the monitoring is
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remote. We further assume for simplicity that if a virus attempts infection of

a honeypot the system detects the virus with probability one, although this

assumption may not be practical since there might exist some detection error

or false detection as described in [56]. We consider, in turn, two objectives:

maximizing the probability of detecting a virus by a given threshold time and

minimizing the expected time to detection.

1.6 Overview

The next chapter gives a more detailed description of the various stochas-

tic models governing virus spread that we study, and formulates optimization

models based on the objectives mentioned above, with some theoretical re-

sults pertaining to greedy solution methods. Chapter 3 builds sample contact

cellphone networks based on call data provided by a large carrier, rescales

the networks using a down-sampling scheme, and analyzes the down-scaled

networks to investigate their topological properties through several measures.

Chapter 4 provides an alternative way to solve our optimization problems in

an asymptotically optimal manner based on Monte Carlo approximation, and

shows some computational results. Finally, we conclude with further research

directions in Chapter 5.
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Chapter 2

Spread Dynamics and Performance Measures

In this chapter, we develop a class of spread dynamics for cellphone

viruses. The underlying motivation for this development, as briefly discussed

in Chapter 1, is that we do not know how viruses spread due to their various

number of modifications and unknown attempts. To classify such dynamics,

we consider the five characteristics that we describe in Section 2.1. After de-

veloping the dynamics of spread models, we present our performance measures

that we want to optimize, to rapidly detect a virus in a network. We formulate

these optimization models as mixed-integer programs. With these formulation,

we establish their submodularity (or, supermodularity) properties, so that we

can use a greedy algorithm which guarantees a certain solution quality.

2.1 Dynamics of Spread Models

We presently develop the dynamics of our class of virus spread models.

We organize the model classification by considering the following questions:

• How does the virus disseminate through the network?

• How long are users “contagious”?
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Characteristics Models

Replication
Virus transits from vertex to vertex (T ),
Virus replicates itself and sends copies (R).

Persistence
Only newly infected vertices distribute the virus (N),
All infected vertices distribute the virus (A).

Propagation
Virus propagates to one randomly selected neighbor (1),
Virus propagates to every neighbor (E).

Transmissability
Virus is transmissable with probability 1 (1),
Virus is transmissable with probability p < 1 (P ).

Latency

Transmission occurs
in constant unit time steps (C),
according to an exponential distribution (M),
according to a general distribution (G).

Table 2.1: Nomenclature for models of virus spread.

• How does the virus select contacts for replication?

• How prone are users to the virus?

• What model of time dynamics should be used to represent the virus

behavior?

We label the model characteristics implied by answers to the questions

above as follows: replication, persistence, propagation, transmissability, and

latency. Varying these characteristics generates a diverse array of spread mod-

els, some of which have appeared in the literature before. The set of models

is summarized in Table 2.1.

Replication. A virus may either simply transit (T) the network with-

out creating copies, or replicate (R) itself by sending copies throughout the
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network. The former mode would seem to only model a virus written by a

highly unambitious hacker, but we include this case because it relates closely

to other well-known models in the literature.

Persistence. A virus may only attempt to infect other vertices one time

or it may persistently attempt to infect other vertices. In discrete-time models

this corresponds to only newly (N) infected vertices spreading the virus, or all

(A) infected vertices spreading the virus.

Propagation. This property determines how many neighbors the virus

will attempt to infect. When attempting infection it may choose one ran-

domly selected neighboring vertex (1) or it may attempt infection of every (E)

neighboring vertex. Of course, another model variant would allow the virus

to choose a random subset of neighbors to attempt to infect, but we do not

investigate such models here.

Transmissability. Transmissability refers to the behavior of vertices

receiving the virus. Some viruses require the recipient to take some action, e.g.,

open an MMS attachment for them to be transmitted. Some savvy users may

not open every attachment. So, we distinguish the case where transmission of

a virus from an infected vertex to any targeted vertices is successful so that

every vertex that receives a virus becomes infected (1), from the case in which

each attempted transmission succeeds independently with probability p (P).

Latency. Latency indicates how much time passes before an infected

vertex takes action to infect another vertex, or vertices. Under constant la-

14



tency (C), we have a discrete-time model. Under exponential (M) latency, the

model becomes a continuous-time Markov chain. Generally distributed (G)

latency, in most cases, require a more complex stochastic model (such as a

semi-Markov process).

To denote a specific spread model, we use a string of five letters and

numbers. For example, RNE1C represents the spread model in which the virus

replicates and sends copies from newly infected vertices to all neighbors, with

probability one, in constant unit time. This paper does not aim to discuss all

the models defined by this taxonomy in detail, but we make a few observations

below on various model classes.

First, consider models whose designation begins with T. In such models,

the virus hops from one vertex to another. In particular, the virus exists only

at one vertex at a time. In this replication mode, the sets of designations

TA*** and T*E** (here * is a wildcard) do not make sense. So, we can

restrict attention to the models in the class TN1**. The models TN11C and

TN1PC can be represented by discrete-time Markov chains (DTMCs). In the

former model, the virus hops from vertex to vertex by randomly selecting a

neighboring vertex. The latter model could be interpreted similarly, but with

the additional possibility that the virus can remain at the same vertex at

subsequent time steps. The models TN11M and TN1PM are just continuous-

time analogs of the first two models mentioned and can thus be represented by

continuous-time Markov chains (CTMCs). Using uniformization, it is possible

to analyze the continuous-time models via their discrete-time counterparts.
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Finally, the related models TN11G and TN1PG can be represented by semi-

Markov processes (SMPs).

Now, consider spread models whose designation begins with R. The dif-

ference between the classes RN*** and RA*** is whether the infected vertices

persist in attempting infection. Furthermore, we have equivalence between

the classes RAE1* and RNE1*, since the set of infected vertices is the same in

either class. The spread model RAE1C is a special case in which an infected

vertex replicates and sends copies to every neighboring vertex in discrete time,

and this is the only model under consideration with completely deterministic

dynamics. That said, even with a deterministic model of spread, the model

has stochastic elements in that we allow the initial location of the virus to be

random in the next section.

As mentioned above, the spread models we describe can be represented

as DTMCs, CTMCs, SMPs, or even more general stochastic processes. For

most models with the latency classified as G, they require a Markov process

framework to accurately represent the model. The latency generally requires

the tracking of so-called residual sojourn times, which implies an uncountable

state space. Another note of caution relates to the size of the state space.

Consider the two spread models: TN*** and R****. In the former class,

one need only keep track of the currently infected vertex, but the latter class

requires a state space whose dimension is the number of vertices in the network,

in order to keep track of the subset of currently infected vertices.
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Although all the spread models based on our classification may not be

considered in this study, this taxonomy provides a basic framework to classify a

specific spread dynamics. There are several researches in the literature, which

study cellphone virus propagation and show some simulation results. Wang

et al. [53] consider the spread model that we call RAEPG in simulating the

propagation of MMS-based viruses. Their latency is very close to the constant

one with 2 minutes, but this time takes for each neighboring vertex so that

the total time to attempt to send a virus to all neighbors depends upon the

number of neighboring vertices. Similar studies are conducted by Bose and

Shin [11], and Fleizach et al. [20] to see how quickly a virus outbreaks a

network. The former uses RA1PC as their virus spread model, and the latter

considers the spread dynamics, RA1PG, whose latency follows a mixture of

two Normal distributions. Zhu et al. [58] also simulate the virus outbreak

under the spread model RAEPC.

The following sections develop two optimization models to rapidly de-

tect a virus under any of the spread models we describe in the previous section.

First, we define a cellphone network G = (V,E) on a set V of vertices and a set

E of undirected edges, where |V | and |E| denote the number of vertices and

edges, respectively. The vertices represent cellphones, and the edges connect

them via their contact lists. We call two vertices neighbors if an edge connects

them. We assume that a known probability distribution governs the single

initial vertex from which the virus begins to spread, and we let wi, i ∈ V ,

denote that probability mass function.
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We consider two metrics to capture the goal of rapidly detecting a virus.

For each metric, some fixed set of vertices, S ⊆ V , called honeypots must be

chosen in advance, and we detect the virus when it first attempts to infect a

vertex in S. Thus, any realization of the virus propagation process yields a

detection time. In the optimization model under our first metric, we choose S

to maximize the probability of detecting the virus by a given time threshold

(MPT) that we discuss in Section 2.2. In our second optimization model, we

choose S to minimize the expected time to detection (MET) that is described

in Section 2.3. In each case, the requisite probability distribution governing

propagation derives from the probability mass function that governs the initial

location of the virus and the model of spread that we assume from the previous

section.

2.2 Maximizing Detection Probability by a Time Thresh-

old

First, we maximize the probability of detecting the virus by a given

time threshold, under the constraint that we can install at most k honeypots

in the network. Let t0 denote the time threshold and let TS be the first-passage

time for the process to hit the set S. Then, the MPT optimization model can

be stated as follows:

z∗P = max
S⊆V

f(S) ≡ P (TS ≤ t0)

s.t. |S| = k.
(2.1)

We next reformulate model (2.1) and then establish a submodularity property

of its objective function.
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2.2.1 Reformulation

Integer programming provides a computational tool to solve combina-

torial optimization models. So, we now reformulate model (2.1) as an integer

program. Moreover, the reformulation helps characterize submodularity of the

objective function, f(S), in Section 2.2.2. And, the reformulation suggests a

Monte Carlo approximation that we develop in Chapter 4. We reformulate

model (2.1) by enumerating all realizations, where a realization is the subset

of vertices that the virus infects up to time t0. Each spread model from Sec-

tion 2.1 is a stochastic process, and a realization is the set of vertices the virus

infects in the network up to time t0 on a sample path of that process. Multiple

sample paths can correspond to the same realization because a realization does

not capture the order in which the virus infects vertices. Let ω ∈ Ω index these

realizations and let Pω ⊆ V be the realization, i.e., the vertices infected up to

t0. Note that |Ω| ≤ 2|V | is finite on a finite graph. Let φω be the probability

mass function determined by the distribution governing the initial location of

the virus and the model of virus spread.

A binary decision variable, yω, indicates whether realization ω contains

a honeypot in its set of vertices, Pω. Another set of binary decision vari-

ables, xj , j ∈ V , determines the set of honeypots. This leads to the following
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reformulation of model (2.1):

z∗P = max
x,y

∑

ω∈Ω

φωyω (2.2a)

s.t.
∑

j∈V

xj = k (2.2b)

yω ≤
∑

j∈Pω

xj , ω ∈ Ω (2.2c)

xj ∈ {0, 1}, j ∈ V (2.2d)

yω ∈ {0, 1}, ω ∈ Ω. (2.2e)

Constraint (2.2c) allows yω to be 1 only if the realization indexed by ω con-

tains at least one honeypot. The objective function computes the probability

mass associated with such realizations. Constraint (2.2b) limits the number of

honeypots to be k while constraints (2.2d) and (2.2e) enforce binary restric-

tions. Given the former set of binary restrictions, the latter can be relaxed to

0 ≤ yω ≤ 1, ω ∈ Ω.

The validity of model (2.2) for all of the spread models that we describe

in Section 2.1, and indeed for any other model of virus spread, hinges on

the existence of sets Pω with a corresponding probability mass function φω,

ω ∈ Ω. From a modeling perspective, the strength of model (2.2) comes from

it covering all of the spread models we have introduced. On the other hand, we

may not be able use this model directly to solve the problem, since enumerating

all realizations and computing the associated probability mass function could

be expensive or impossible. So, we may need an alternative way to solve our

MPT optimization model (2.1). We begin with a heuristic solution method
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next and later turn to a Monte Carlo approximation scheme.

2.2.2 Submodularity and Greedy Heuristic

Our function f defined in model (2.1) is a real-valued function defined

on the power set of V , i.e., f : 2V → R. The function f is nondecreasing:

f(S ∪ {j}) ≥ f(S), ∀S ⊆ V, j ∈ V \S. (2.3)

In addition, the function f is said to be submodular if

f(S1 ∪ {j})− f(S1) ≥ f(S2 ∪ {j})− f(S2), ∀S1 ⊆ S2 ⊆ V, j ∈ V \S2. (2.4)

A function f is nonincreasing and supermodular when the two respective in-

equalities in (2.3) and (2.4) are reversed.

In general, cardinality-constrained maximization of a submodular func-

tion, f ,
z∗ = max

S⊆V
f(S)

s.t. |S| = k,
(2.5)

is NP-hard [41]. A greedy heuristic to solve model (2.5) works as follows.

First, we solve model (2.5) with k = 1 to obtain j1 ∈ argmaxj∈V f({j}).

Then, we require j1 to be in the solution and we add the next best element of

V , i.e., we find j2 ∈ argmaxj∈V f({j, j1}). This process repeats until the k-th

element of V has been added, with ties broken in an arbitrary manner. Let

Sh = {j1, j2, . . . , jk} denote the resulting heuristic solution. Nemhauser et al.

[41] show that if f is nondecreasing, submodular and f(∅) = 0 then this greedy

heuristic guarantees that f(Sh)/z
∗ ≥ (1 − 1/e). Thus, this greedy heuristic
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provides a guarantee that the solution is suboptimal by no more than a factor

of (1− 1/e) ≈ 63%.

The objective function, f(S), defined in model (2.1) for the MPT prob-

lem clearly satisfies the conditions that f(∅) = 0 and that f is nondecreasing.

We now show that the f(S) of model (2.1) is submodular so that we can apply

the greedy algorithm and obtain the (1−1/e) constant factor guarantee. Given

our construction in the reformulated model (2.2), we can fix the x-variables

for a given set S and compute f(S) via

f(S) = max
y

∑

ω∈Ω

φωyω

s.t. yω ≤
∑

j∈Pω

xj , ω ∈ Ω

0 ≤ yω ≤ 1, ω ∈ Ω, (2.6)

xj = 1, j ∈ S

xj = 0, j ∈ V \S.

Let y∗(S) denote the optimal solution to (2.6). For a realization ω ∈ Ω, if Pω

includes at least one honeypot then y∗ω(S) = 1 and this contributes φω to the

objective value of model (2.6). Therefore, f(S) =
∑

ω∈Ω:Pω∩S 6=∅ φω.

Proposition 1. Let G = (V,E) be connected with |V | < ∞. Let S ⊂ V be a

set of honeypots, let TS be the hitting time of the stochastic process governing

virus spread to set S, and let f(S) = P(TS ≤ t0) denote the probability of

detecting the virus by time t0 > 0. Then, f(S) is submodular.
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Proof. We have f(S) =
∑

ω∈Ω:Pω∩S 6=∅ φω. Assume j /∈ S. Then, similarly

f(S∪{j})−f(S) sums values of φω for the realizations that do not include any

vertices in S but include vertex j, i.e., f(S∪{j})−f(S) =
∑

ω∈Ω:Pω∩S=∅,Pω∋j
φω.

Given S1 ⊆ S2 and j /∈ S2 we then have f(S1 ∪ {j})− f(S1) ≥ f(S2 ∪ {j})−

f(S2), which completes the proof.

The value of Proposition 1 is that we can employ a greedy heuristic

to obtain an a priori guarantee that the resulting heuristic solution will have

an objective function value within a factor of (1 − 1/e) of the optimal value.

Moreover, submodularity can be exploited to compute tighter posterior bounds

on the quality of the solution that we discuss in Section 2.4.

2.3 Minimizing Expected Detection Time

Now, we turn to minimizing the expected time until we detect the

virus, again under the constraint that we can install at most k honeypots in

the network. As before, we let TS be the first-passage time for the process to

hit set S. The MET optimization model can then be stated as:

z∗E = min
S⊆V

g(S) ≡ ETS

s.t. |S| = k.
(2.7)

In Section 2.3.1, we establish a supermodularity property for model (2.7)’s

objective function and discuss greedy algorithms.
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2.3.1 Supermodularity and Penalty-reduction Model

We show that g = ETS is supermodular and then discuss implications

for heuristic solution procedures.

Proposition 2. Under the hypotheses of Proposition 1, let g(S) = ETS denote

the expected time to detect the virus. Then, g(S) is supermodular.

Proof. Extending the notation of Section 2.2, let F (S, t) = P (TS ≤ t) denote

the probability of hitting set S by the general threshold time t. Then, we can

express g(S) as

g(S) = ETS =

∫ ∞

0

[1− F (S, t)]dt.

From Proposition 1, we know that F (·, t) is submodular for any t > 0, i.e.,

F (S1 ∪ {j}, t)− F (S1, t) ≥ F (S2 ∪ {j}, t)− F (S2, t), S1 ⊆ S2 ⊆ V, j ∈ V \S2.

(2.8)

So,

g(S1 ∪ {j})− g(S1) =

∫ ∞

0

[1− F (S1 ∪ {j}, t)] dt−

∫ ∞

0

[1− F (S1, t)] dt

=

∫ ∞

0

[F (S1, t)− F (S1 ∪ {j}, t)] dt

≤

∫ ∞

0

[F (S2, t)− F (S2 ∪ {j}, t)] dt

= g(S2 ∪ {j})− g(S2),

where the inequality follows from (2.8). This completes the proof.

The validity of Proposition 2 for all of our spread models is clear be-

cause its proof hinges on submodularity of P(TS ≤ t), which in turn is valid for
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all of our spread models. That said, the results for supermodular minimization

are not quite as “clean” as those for submodular maximization. We essentially

have two options. First, we can exploit direct results for supermodular min-

imization that we discuss shortly. Second, we can redefine our optimization

model using a penalty-reduction function as the objective function, and we

turn to this momentarily.

The fact that g(S) is supermodular, nonincreasing and g(V ) = 0 means

that a “backward” greedy algorithm can be applied to obtain a constant

factor guarantee [23]. In the backward greedy algorithm, we first find j1 ∈

argminj∈V g(V \ {j}). Then, we require j1 to be out of the solution and re-

move the next worst element of V , i.e., we find j2 ∈ argminj∈V g(V \ {j, j1}).

This process repeats until the (|V | − k)-th element has been removed, and

we let Sh = V \ {j1, j2, . . . , j|V |−k} denote the elements that remain, i.e., the

honeypots selected by the backward greedy algorithm. Il’ev [23] shows that

g(Sh)/z
∗
E ≤ (et − 1)/t where t is a certain “steepness” parameter of the func-

tion g. Il’ev further shows that the forward greedy algorithm described in

Section 2.2.2 can yield arbitrarily poor solutions for supermodular minimiza-

tion. In our setting, since we have a potentially very large set V and we

anticipate installing honeypots on a small fraction of vertices, there are obvi-

ous disadvantages to running the backward greedy algorithm.

An alternative is to introduce a penalty function ρ(·) that takes as its ar-

gument the expected detection time. Assume ρ(·) is increasing and ρ(∞) <∞.

Note that one appropriate function for ρ is ρ(x) = 1 − e−x. If we establish a
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supermodularity result for ρ(ETS) then we can define f(S) = ρ(∞)− ρ(ETS),

where f is a penalty-reduction function. We then have that f(S) is submod-

ular, nondecreasing and f(∅) = 0 because T∅ = ∞. So, we can employ the

forward greedy algorithm for f(S). See, for example, Krause et al. [29] for

more on this notion. We discuss this idea in a specific context in Section 2.3.2.

Of course, obtaining a (1 − 1/e) constant factor guarantee for the penalty-

reduction function f is not the same as a (1−1/e) guarantee for g, even when

we are in a setting where ρ can be the identity function.

2.3.2 Relation to k-median Problem

We now consider the special case of the spread model R*E1C for the

MET model (2.7), and we show that this problem is equivalent to the k-median

problem (see, e.g., [38]). Model R*E1C reflects the spread model of the MMS-

based virus in discrete time. Once the virus begins to propagate from an initial

vertex, it spreads out by replicating itself and sending copies to all neighboring

vertices in discrete time steps. With the virus beginning at an initial vertex at

time 0, we can detect the virus at time 1, if we install a honeypot at any of the

neighbors of that initial vertex. More generally, the number of time steps until

detection is the number of “hops” that the virus must take before reaching

the first honeypot. Let dij denote the number of hops between vertices i and

j. Given G = (V,E), we can compute dij as the length of the shortest path

between i and j, where each edge in the network has unit length. We can

find dij from one i ∈ V to all j ∈ V in O(|E|) time using a breadth-first
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search algorithm; see Ahuja et al. [2]. And, to solve the all-pairs variant of the

problem we can perform this |V | times for a complexity of O(|V ||E|). Indeed,

this result is the best possible for the all-pairs shortest-path problem on an

undirected graph with unit edge lengths; see [14].

To compute the optimal locations for k honeypots, we first obtain dij

for all i, j ∈ V as just indicated. As in Section 2.2, we use the binary decision

variable xj to determine whether (xj = 1) or not (xj = 0) vertex j is a

honeypot. Binary decision variables yij take value 1 to indicate that origin

vertex i has its closest honeypot at vertex j. We formulate the associated

optimization model using the following integer program (IP):

min
x,y

∑

i∈V

∑

j∈V

widijyij (2.9a)

s.t.
∑

j∈V

xj = k (2.9b)

∑

j∈V

yij = 1, i ∈ V (2.9c)

yij ≤ xj , i ∈ V, j ∈ V (2.9d)

xj ∈ {0, 1}, j ∈ V (2.9e)

yij ∈ {0, 1}, i ∈ V, j ∈ V. (2.9f)

Decision variable yij indicates that a honeypot at j first detects a virus origi-

nating at i and hence
∑

j∈V dijyij is the number of hops, and hence time steps,

until that virus is detected. The objective function in (2.9a) weights that by

the probability that the virus begins at i and sums over all vertices i, yielding

the expected time until detection. Constraint (2.9b) requires that k honeypots
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be installed. Constraint (2.9c) requires each origin vertex to be assigned to

exactly one honeypot and constraint (2.9d) allows such an assignment only if

vertex j has a honeypot. Constraints (2.9e) and (2.9f) require x and y to be

binary. That said, the latter constraint can be relaxed to 0 ≤ yij ≤ 1 because

y is naturally binary in an optimal solution, given that x is binary.

Model (2.9) is the well-known k-median problem. We can attempt to

solve it by integer-programming algorithms, with a modest-size network. For

large networks, approximation algorithms are required. One possibility is to

employ a Lagrangian relaxation; see, e.g., [50]. Another possibility is to exploit

supermodularity of the objective function. As before, we write

g(S) = min
y

∑

i∈V

∑

j∈V

widijyij

s.t.
∑

j∈S

yij = 1, i ∈ V

0 ≤ yij ≤ 1, i ∈ V, j ∈ S

yij = 0, i ∈ V, j ∈ V \ S.

Submodularity for the maximization variant of g was established in Cornuejols

et al. [18] and further developed in Nemhauser et al. [41]. This well-known

result is the special case of Proposition 2 under the R*E1C spread model.

As an example of the penalty-function approach that we sketch in Sec-

tion 2.3.1, we can introduce an additional honeypot, |V | + 1, that is always

present and define d|V |+1,j = |V |+1, for all j, so that we have fewer hops from

any j to a honeypot from V . Then, defining f(S) = |V | + 1 − g(S) we have
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that is submodular, nondecreasing and f(∅) = 0. Minimizing g(S) and maxi-

mizing f(S) are clearly equivalent. This puts us squarely in the setting of [41],

and we can employ the greedy algorithm to obtain a (1 − 1/e) performance

guarantee, albeit for the penalty-reduction function f rather than the original

function g.

2.4 Posterior Bounds and Lazy Greedy Heuristic

As described in Sections 2.2 and 2.3, our two optimization models,

MPT and MET, have submodularity and supermodularity properties, respec-

tively. Furthermore, supermodular minimization can be exploited by submod-

ular maximization with a penalty-reduction model, as discussed in Section 2.3.

Thus, the optimization models we describe can be approximated via a greedy

heuristic, which obtains a priori bounds. Here, we discuss to compute tighter

bounds that can be obtained after finishing to implement a greedy heuristic.

The so-called posterior bounds are first developed by Nemhauser et al. [41].

2.4.1 Posterior Bounds

Recall the solution obtained from a greedy heuristic, Sh = {j1, j2, . . . , jk}.

We define

δj(Sh) = f(Sh ∪ {j})− f(Sh), ∀j ∈ V \Sh, (2.10)

as the marginal function value for an element j that failed to be in the greedy

solution. According to [41], the following statement is equivalent to inequality
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(2.4), and so defines submodularity:

f(S2) ≤ f(S1) +
∑

j∈S2\S1

δj(S1), ∀S1 ⊆ S2 ⊆ V. (2.11)

Since the function f is nondecreasing, we have

f(S∗) ≤ f(S∗ ∪ Sh), (2.12)

where S∗ is an optimal set. Now, we set S2 = S∗ ∪ Sh and S1 = Sh to the

equivalent definition of submodularity (2.11) to obtain

f(S∗ ∪ Sh) ≤ f(Sh) +
∑

j∈S∗

δj(Sh)

≤ f(Sh) +

k
∑

j=1

δ(j)(Sh), (2.13)

where

δ(1)(Sh) ≥ δ(2)(Sh) ≥ · · · ≥ δ(|V |)(Sh).

Combining (2.12) and (2.13) provides the following posterior bounds:

f(S∗) ≤ f(Sh) +

k
∑

j=1

δ(j)(Sh). (2.14)

Therefore, after implementing a greedy heuristic we obtain a posterior bound

by computing δj(·) for all j ∈ V (for j ∈ Sh, δj(·) = 0), sorting them in

decreasing order, and adding k largest δj(·) values to the greedy solution value

f(Sh).
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2.4.2 Lazy Greedy Heuristic

We discuss fast implementation of a greedy heuristic, first introduced by

Minoux [37] and later developed by Robertazzi and Schwartz [44], which we call

lazy greedy heuristic. Suppose that we have obtained the set S, where |S| =

s < k in an intermediate step of the greedy heuristic, i.e., S = {j1, j2, . . . , js}.

Then, in the next iteration of the greedy heuristic we have to compute δj(S)

for all j ∈ V \S one at a time to select the next best element js+1 to be in the

solution. From the previous iteration, we know that

δjs(S − {js}) ≥ δjs+1
(S − {js}) ≥ · · · ≥ δj|V |

(S − {js}).

Instead of evaluating δj(·) for all j = js+1, js+2, . . . , j|V |, the lazy greedy

heuristic first marks all such j as invalid. Then, it evaluates the top left

element in decreasingly sorted order, i.e., js+1. Then, we obtain δjs+1
(S),

mark the corresponding js+1 as valid, and reinsert δjs+1
(S) into the decreasing

order. So, the lazy greedy heuristic always evaluate the element at the top left

of the order, and if that element is valid we end up with the next best element,

because according to submodular property,

δjs+1
(S) ≥ δjs+2

(S − {js}) ≥ δjs+2
(S).

So, this does not require the full recomputation of δj(·) for the remaining

elements, so that we can implement the greedy heuristic faster.
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2.5 Related Results

We point to how our results relate to existing results. There are a

number of related results in the literature. Berman et al. [9] and Gutfraind et

al. [21] consider the spread model that we call TN1*C. While their applica-

tions differ from ours, in our terminology they install honeypots to maximize

the probability of detecting the virus before the virus reaches a “bad” ver-

tex, and they establish a submodularity result for that objective function.

Krause et al. [29] install sensors in a municipal water system to detect the

malicious introduction of contaminants. They consider criteria including the

expected time to detect the contaminants, the expected population affected

by the contaminants, the expected amount of contaminated water consumed

prior to detection, and the probability of detecting the contaminants. They

formulate optimization models based on maximizing the reduction in a penalty

function, as we describe above, and establish a submodularity result for this

penalty-reduction function. Kempe et al. [26] consider the problem of maxi-

mizing influence in a social network. Here, information is inserted at selected

vertices in a social network after which the information diffuses across that

network. The goal is to select the vertices of insertion to maximize influence.

They establish submodularity properties for influence functions under a class

of diffusion models.
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Chapter 3

Data Extraction and Analysis

This chapter discusses how to build, rescale and analyze cellphone con-

tact networks from the real data provided by a large Asian telecommunications

company (abbreviated LAT henceforth). We first describe how to extract the

data, which we want to obtain from the LAT’s database, to build contact

networks. Forming vertices and edges to build the networks, we use a down-

sampling scheme to scale them down. Finally, for the down-scaled networks

we perform some analysis to investigate their topological properties through

several measures.

3.1 Call Records from LAT

LAT provided with a sample containing comprehensive data on about

10% of transactions of their customers. The data includes calls/texts sent and

received, handset and plan type, etc. They have such data over a three year

period (2006-2009) resulting in about 54 terabytes of data. We use a database

management system, MySQL, to extract call records for some periods.

In order to build realistic contact networks, we extracted a portion of

the data from LAT, specifically the data on calls made and received. We use
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month number of distinct call pairs
December 31,272,417
November 28,840,329
October 30,683,774

September 30,027,390
August 28,466,483
July 29,836,046
June 29,066,859
May 29,228,027
April 28,481,486
March 27,989,330

February 25,666,459
January 26,093,863

Table 3.1: Number of monthly distinct calls in 2009.

the 1-year call data from the carrier recorded in 2009. When building the

contact network from the database, an undirected arc is created when there

is a call between two users. The callers are obviously all LAT customers,

but the recipients need not be. We restrict our attention to LAT customers

for the following reasons: 1) from LAT’s perspective, protection of their own

customers takes priority, and 2) we have limited information on non-LAT

customers (i.e., we only know the phone number). Therefore, when we extract

the call records from the database we extract all distinct calls between two

LAT customers, using MySQL query. Table 3.1 shows the number of distinct

calls for each month of 2009 with 28.8 million distinct calls per month on

average.

With this data in hand, we cumulate the data over a one year period
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in month-long blocks to see how the topological structure changes.

3.2 Building Contact Networks

3.2.1 Cumulating Distinct Call Pairs

As a new month’s data is added to our current network, we must check

if a potentially new edge is already part of the network. Note that in just

1-month’s data there are about 30 million distinct calls on average. Obvi-

ously, as the network grows in size as more months are added, this process

becomes more and more time-consuming. We seek a faster way to find edges

that need to be added as compared to simple MySQL queries. Our raw data

consist of caller-recipient pairs, and here caller and recipient are represented

by the corresponding customers. Due to security concerns, the phone num-

bers are actually coded as 8-digit strings of letters and numbers. We change

these strings to numbers to easily compare them. When extracting one month

call pairs using MySQL, if we add primary key on these pairs then MySQL

automatically sort the pairs lexicographically in increasing order, i.e., it sorts

the callers in increasing order and for a given caller it sorts the recipients in

increasing order.

Now, suppose that for each month we have extracted call pairs sorted in

increasing order. Let Cr denote the set of call pairs that we extracted for r-th

month. Let Er be the set of a cumulated call pairs up to the first r months.

Clearly, E1 = C1. In order to obtain Er+1 from given Er and Cr+1, we must

pick the call pairs from the set Cr+1 that do not appear in the set Er. Let

35



Nr+1 be such a set, i.e., Nr+1 = Cr+1 − Er ∩ Cr+1. Then, Er+1 = Er + Nr+1.

If we run a naive MySQL query to obtain Er+1 from Er and Cr+1, for each

call pair in Cr+1 the query checks whether the pair is in Er. In other words,

running a naive MySQL query requires O(|Er||Cr+1|) time complexity. Since

|Cr| is about 30 millions on average, this will require significant processing

effort as r grows large. We present an algorithm that takes O(|Er| + |Cr+1|)

running time, i.e., it requires a single search for each pair. The algorithm uses

the fact that the call pairs on both Er and Cr+1 are sorted lexicographically

in increasing order. Starting with empty set of Er+1, we compare the first pair

in Cr+1 with the first pair in Er. Er+1 inserts the smaller indexed pair, and

the algorithm selects the next pair, whose previous pair are taken by Er+1,

and compare it again with the pair that are not taken by Er+1. So, Er+1 takes

always a smaller indexed pair, and this procedure continues until all the pairs

in Cr+1 are searched. Algorithm 3.1 formalizes these procedures, and Example

3.1 shows how this algorithm works with simple call data.

Example 3.1. Suppose that we have the following sets of Er and Cr+1. This

example shows how Algorithm 3.1 creates Er+1. Note that both Er and Cr+1

Er Cr+1

(a1, b1) = (2, 3) (c1, d1) = (1, 2)
(a2, b2) = (2, 4) (c2, d2) = (2, 3)
(a3, b3) = (3, 1) (c3, d3) = (3, 4)
(a4, b4) = (3, 4) (c4, d4) = (3, 5)
(a5, b5) = (5, 2) (c5, d5) = (6, 4)

have pairs that are sorted lexicographically in increasing order. And, we insert
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Algorithm 3.1 Cumulating distinct call pairs

Input: Er = {(ai, bi), i = 1, . . . , I}, dummy pair (aI+1, bI+1) where aI+1

and bI+1 are sufficiently large numbers, and Cr+1 = {(cj, dj), j = 1, . . . , J}
Output: Er+1 = {(uk, vk), k = 1, . . . , K}

initialize k = 1, i = 1, and j = 1
repeat

if ai < cj, or ai = cj and bi < dj then
(uk, vk) = (ai, bi); k ← k + 1; i← i+ 1

else if ai > cj, or ai = cj and bi > dj then
(uk, vk) = (cj , dj); k ← k + 1; j ← j + 1

else if ai = cj and bi = dj then
j ← j + 1

end if

until j = J

repeat

if i < I then

(uk, vk) = (ai, bi); k ← k + 1; i← i+ 1
end if

until i = I
return (uk, vk)
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the dummy pair (100, 101) to the bottom of Er, i.e., (a6, b6) = (100, 101). To

create Er+1, the algorithm first starts with the first pair, (c1, d1) = (1, 2) in

Cr+1, to be compared with the first pair, (a1, b1) = (2, 3), in Er. The algo-

rithm examines which caller has a smaller index. Since c1 < a1, we insert

the corresponding pair, (c1, d1) = (1, 2), in (uk, vk) with k = 1, and we set

k = 2. Since (c1, d1) has been selected from Cr+1, we now examine the second

pair (c2, d2) = (2, 3) in Cr+1 by comparing it again with (a1, b1) = (2, 3) in

Er. Since these pairs are equivalent, we simply go to the next pair in Cr+1,

(c3, d3) = (3, 4), without inserting any pair in (u2, v2). Now, a1 < c3, we

insert (a1, b1) = (2, 3) in (u2, v2), and set k = 3. Since this pair was in

Er, the next pair to be compared is (a2, b2) = (2, 4) in Er. a2 < c3, and

so (a2, b2) = (2, 4) is inserted in (u3, v3) and set k = 4. In the same way,

(a3, b3) = (3, 1), (c3, d3) = (3, 4), (c4, d4) = (3, 5), (a5, b5) = (5, 2) are, in

turn, inserted in Er+1. Finally, the last pair, (c5, d5) = (6, 4), in Cr+1 re-

mains to be compared with (a6, b6) = (100, 101), (c5, d5) = (6, 4) is inserted

in Er+1, and the algorithm terminates. So, Er+1 has the following elements:

(1, 2), (2, 3), (2, 4), (3, 1), (3, 4), (3, 5), (5, 2), (6, 4). Note that the resulting Er+1

has the call pairs sorted lexicographically in increasing order, so we can directly

use this set to obtain Er+2.

We denote Gr = (Vr, Er) as our r-month contact network, where Vr is

the set of vertices and Er is the set of edges in this network. For example, G6

represents the contact network constructed after 6-month observational period,

i.e., from July to December 2009. The biggest value of r is 12, i.e., 1-year
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Gr |Er|
G1 31,272,417
G3 59,329,219
G6 92,556,677
G9 123,109,834
G12 148,721,984

Table 3.2: Number of edges with different cumulation periods.

contact network. Table 3.2 reports |Er| for different values of r, presumably,

just for 2009. With Er, we obtain Vr in the next section.

3.2.2 Obtaining Vertices from Distinct Call Pairs

We have obtained Er up to r = 12 above. To construct a corresponding

contact network, we need to identify the vertices from edge lists. To do this

for a particular Gr, we first create a column and insert, in turn, all callers and

recipients in this column. Then, we create a set of distinct callers/recipients.

Since the size of this column is 2|Er|, using MySQL to extract distinct vertices

may require excessive processing time, especially when r = 12. Instead, we

cumulate the data month by month as done in obtaining the distinct call

pairs. For each month the column has an average of 60 million entries, and we

determine the distinct entries via MySQL. Analogous to the process of paring

call pairs, we have an existing vertex set, Vr, and a new vertex set, NVr,

obtained frow the current month to be incorporated. Algorithm 3.2, a simple

variant of Algorithm 3.1, creates an updated vertex set. After obtaining the

set Vr for a particular period r, finally we reindex the vertices from 1 to |Vr|,
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and then change the edge lists using these reindexed vertices.

Algorithm 3.2 Obtaining the cumulated vertex set

Input: Vr = {ai, i = 1, . . . , I}, dummy vertex aI+1 with a sufficiently large
number, and NVr+1 = {bj , j = 1, . . . , J}
Output: Vr+1 = {vk, k = 1, . . . , K}

initialize k = 1, i = 1, and j = 1
repeat

if ai < bj then
vk = ai; k ← k + 1; i← i+ 1

else if ai > bj then
vk = bj ; k ← k + 1; j ← j + 1

else if ai = bj then
j ← j + 1

end if

until j = J

repeat

if i < I then

vk = ai; k ← k + 1; i← i+ 1
end if

until i = I
return vk

3.3 Results of Contact Networks with Different Obser-

vational Time Periods

Table 3.3 summarizes the process of building contact networks using

various periods of data collection. Here, davg and dmax are the average and

maximum degree of the corresponding network, respectively. The average

degree in the networks was computed using 2|Er|/|Vr|. Although the average
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Gr |Vr| |Er| davg dmax

G1 13,748,461 31,272,417 4.5 2125
G3 17,137,361 59,329,219 6.9 4980
G6 19,622,089 92,556,677 9.4 8849
G9 21,649,040 123,109,834 11.4 12047
G12 22,931,058 148,721,984 13.0 15343

Table 3.3: Contact networks with different cumulation periods.

degree increases as the observation period increases, the rate decreases. The

same holds for the number of newly added vertices and edges, as shown in

Figure 3.1. Surprisingly, the maximum degree observed over one month was

2125, which means one of the users in this network called 2125 different people

in a month. On average, this person called someone different about every 20

minutes throughout the month. Moreover, the increase of the maximum degree

as months are added is quite substantial.

3.3.1 Connected Contact Networks

We restrict our attention to connected networks in the following two

senses: First, many empirical real-world networks such as the Internet, social

and biological networks have been shown to be small-world networks in which

the distance between any two randomly selected vertices are proportional to

the logarithm of |V |, according to Watts and Strogatz [55]. Although we are

not sure whether our cellphone contact networks exhibit such “small-world”

properties, we believe that the true underlying contact network is likely to be

connected based on empirical analysis of other networks (e.g., see [3]). Next,
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Figure 3.1: (a) Cumulated and newly added edge size. (b) Cumulated and newly
added vertex size.

in the computational perspective of our solution methods if the network is not

connected, when we do not install any honeypot in a certain component and a

virus occurs from that component, there is no chance to detect a virus. In this

case, before placing a honeypot in a specific vertex, we may need to consider

how to distribute a limited number of honeypots across the components that

are not connected one another. This may pose a completely different problem.

For these two main reasons from a practical and computatonal perspectives,

we focus on a connected network.

We check the connectedness of the contact network by breadth-first

search (BFS) [2], which selects one vertex arbitrarily, stores the neighboring

vertices in a first-in first-out (FIFO) list, and repeats the procedure for the

next vertex in the list until it is exhausted. If the network is not connected,
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Gr |Vr| |LCr| % of |Vr| in |LCr|
G1 13,748,461 13,683,151 99.52%
G3 17,137,361 17,123,988 99.92%
G6 19,622,089 19,615,666 99.96%
G9 21,649,040 21,644,618 99.97%
G12 22,931,058 22,927,621 99.98%

Table 3.4: Largest component size of contact networks with different cumulation
periods, where LCr represents the largest component of Gr.

i.e., the list created by the BFS does not include all vertices in the network,

then we find the largest component in the network, again using BFS. Here,

we might use BFS multiple times in case one component that we find includes

small number of vertices (e.g., less than |V |/2).

Table 3.4 shows the size of the largest component for each network, Gr,

r = 1, 3, 6, 9, 12. As can be seen from the table, these contact networks are well-

connected with very few vertices that do not belong to the largest component.

Furthermore, the results show that as r increases, i.e., with more cumulated

call records, the percentage of total vertices not in the largest component

decreases. Another observation is that even with only 1-month of call records

over 13 million people are connected through their contact lists, and in 12-

month contact network almost 23 million people are connected. We take these

largest components for each observation period r as our initial contact networks

for down-sampling procedures described in the next section.
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Gr |Vr| |Er| davg dmax

G1 13,683,151 31,231,085 4.6 2125
G3 17,123,988 59,321,217 6.9 4980
G6 19,615,666 92,552,929 9.4 8849
G9 21,644,618 123,107,251 11.4 12047
G12 22,927,621 148,719,957 13.0 15343

Table 3.5: Initial contact network after taking the largest component.

3.4 Down-sampling Scheme

We have built contact networks using data from epochs of varying size.

In this section, we scale these large-scale contact networks down using a c-core

decomposition technique that uses a recursive vertex removal strategy, and

observes how the size of networks changes as we perform the c-core decompo-

sition with increasing values of c.

The notion of core in a network was first introduced by Seidman [46],

and we now review some fundamental definitions related to c-core decomposi-

tion.

Definition 3.1. Given a graph G = (V,E), GS = (VS, ES) is a subgraph of

G that takes VS ⊂ V and ES = {(i, j) ∈ E : i ∈ Vs, j ∈ Vs}. A subgraph

GS = (VS, ES) induced by the set VS ⊂ V is a c-core if and only if GS is a

maximum subgraph that satisfies that the degree of every vertex v ∈ VS in GS

is greater than or equal to c.

Definition 3.2. A vertex has shell index c if it belongs to the c-core but not

to (c+1)-core. Furthermore, a set Sc is the set of vertices that have shell index
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c.

According to these basic concepts, a c-core can be expressed as ∪c′≥cSc′.

A c-core decomposition obtains a c-core of a network by recursively removing

vertices until there are no more vertices that have the degree less than c.

Note that a maximum subgraph need not be connected, and thus, a c-core

of a graph G is not necessarily connected. Since we focus on the connected

graphs, we take the largest component of a c-core after implementing a c-core

decomposition as the last step.

We implement the c-core decomposition in a successive way, i.e., we

start by identifying a 1-core and use this to obtain the 2-core, etc. To obtain a

c-core of a network, we arbitrarily choose a vertex of degree c′ < c, and delete

this vertex as well as the edges emanating from this vertex. This creates other

vertices that should be removed even if they had initially degrees greater than

or equal to c. This elimination continues until all the remaining vertices have

degree of c or greater than c. Then, as a final step of the c-core decomposition

we find the largest component of the corresponding residual network. Since the

number of vertices that we can remove is |V | and in each pruning step a vertex

i from the network requires O(di) calculations, the complexity of implementing

the c-core decomposition is O(|V |+ |E|). Algorithm 3.3 formalizes the c-core

decomposition.

Note that the 1-core is already obtained from the previous section by

finding the largest component of the original contact network. Thus, the
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Algorithm 3.3 c-core decomposition

Input: (c− 1)-core of a contact network G = (V,E)
Output: c-core of G

repeat

if 0 < di < c, i ∈ V then

di = 0; remove all edge lists of i
for j such that (i, j) ∈ E, dj = dj − 1; remove i from the edge lists of j

end if

until di ≥ c or di = 0 ∀i ∈ V

Use BFS to find the corresponding largest component

return c-core

algorithm starts by obtaining 2-core. For five different contact networks,

G1, G3, G6, G9, and G12, we implement the c-core decomposition with c ≤ 20.

Figure 3.2 and Figure 3.3 display the c-core and c-shell size as a function of

c, respectively. And, Table 3.6 shows more detailed results that describe the

basic properties of the contact network after the c-core decomposition.

From these results, we observe that at the c-cores with small value

of c, the c-shell size, the difference between c-core and (c + 1)-core size, is

large, and this difference decreases as more c-cores with bigger value of c is

obtained. Furthermore, at some point of c, there is no more drastic decrease

in c-core size. G1 has very few size of the 7-core, and from that point of c,

the decreasing rate of c-core size is very little. The same results are shown

in all other graphs, even though their starting point is different. This implies

that recursive removing vertices of lowest degree in a resultant graph leads to
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Figure 3.2: c-core size of contact networks for c ≤ 20.
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Figure 3.3: c-shell size of contact networks for c ≤ 20.
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Gr c-core |Vr| |Er| davg dmax

G1

10-core 909 9581 21.0 134
15-core 92 1257 27.3 69
20-core 56 752 26.8 60

G3

10-core 92,114 870,566 18.9 538
15-core 3217 55,900 34.7 452
20-core 1036 22,479 43.4 361

G6

10-core 2,732,757 30,647,776 22.4 6013
15-core 18,179 335,825 36.9 906
20-core 5637 140,890 49.9 799

G9

10-core 4,494,438 57,083,008 25.4 9777
15-core 1,410,772 21,543,029 30.5 6209
20-core 12,409 324,567 52.3 1083

G12

10-core 5,857,785 80,670,365 27.5 13422
15-core 2,529,342 42,085,201 33.2 10200
20-core 24,167 615,209 50.9 3266

Table 3.6: Contact networks after the c-core decomposition.
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a very dense graph, and removing the lowest-degree vertices no longer affect

too much to creating other vertices to be removed. With fewer call records,

the corresponding contact network size more quickly decreases, e.g., G1 only

requires a 7-core to reduce the number of vertices to less than 20,000, almost

10% of the original number of vertices, |V1|. On the other hand, G12 requires a

20-core to have 10% of |V12|. This shows that longer call record epochs produce

a graph in which the decreasing pattern of c-core size keeps for bigger value

of c. The consequence of the c-core decomposition of the contact networks

for various call record epochs suggests that down-sampling with the c-core

decomposition is efficient up to some value of c, since after that, the network

size decreases very slowly.

3.5 Analysis of Contact Networks

We can efficiently down-sample contact networks using the c-core method

described in the previous section. However, an open question is whether or not

relevant properties of the original network are preserved using this method.

One prominent framework to analyze real-world networks is given in

Barabási and Albert [7]. They define a scale-free network as a network whose

degree distribution is of the form of a power law, at least for large degree

values. In other words, the probability P (k) that a vertex has k neighboring

vertices is asymptotically αk−γ, where α is a normalizing constant and γ is a

parameter. This framework has been proposed to explain the topology of real-

world networks such as social contact networks (e.g., [26]) and the World Wide
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Web [1]. However, this analysis only focuses on analyzing a degree distribution.

In fact, Alderson [4] states that degree distribution-based network analysis is

not sufficient to reflect the properties of complex networks. In particular,

suppose that we know only a degree distribution of any real-world complex

network without any more information. We may want to generate random

networks that follows this degree distribution. One main claim of Alderson [4]

is that we could generate networks with vastly different characteristics, even

though they have the same degree distribution.

Alvarez-Hamelin et al. [5] use the c-core decomposition to analyze and

characterize Internet graphs, and this is the first study in which real networks

are analyzed via the c-core decomposition. They also propose the c-core de-

composition not only as a network analysis method that is able to uncover the

network’s structural properties which are not captured by the degree distribu-

tion, but as a useful tool for scaling down complex networks by showing that

the c-core decomposition keeps the properties of the original network (e.g.,

degree distribution, neighbors’ degree distribution, clustering spectrum, etc).

More recently, Zhang et al. [57] analyze large-scale software systems using

the c-core decomposition from both the hierarchy and centrality perspectives.

Following the work of Alvarez-Hamelin et al. [5], we use three measures rep-

resenting the properties of a network: Degree distribution, neighbors’ average

degree distribution, and clustering spectrum.
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3.5.1 Degree Distribution

Although a degree distribution is not sufficient to characterize a net-

work, it is still an important basic measure of the “scale-free” property of

networks. Figure 3.4 depicts the empirical probability mass function for the

degree distribution of the c-core obtained from our analysis. Examining the

graph in Figure 3.4, the general shape of the mass function appears to be of

the scale-free form. Assuming then a power-law distribution, we estimate γ

for this data using linear regression by taking the natural logarithms:

lnP (k) = lnα− γ ln k.

Figure 3.5 depicts the results on a log-log plot, and Table 3.7 shows the re-

gression analysis results of the estimated power-law parameter γ with a 95%

confidence interval and R2 as a measure of goodness-of-fit.

Based on these linear regression analyses, a power-law distribution, in

general, seems to be a good fit, usually producing R2 values close to one

(except, e.g., the 20-core of G3). This implies that the corresponding graphs

of c-cores display the scale-free property. The values of γ are also very typical

of many real-world networks. Note that the value of γ for a specific graph

increases as c increases for the first several c-cores, and at some point it starts

to decrease with bigger values of c. The same phenomena can be observed in

the value of R2. Meanwhile, an error term of the point estimate for γ shows

an opposite pattern, i.e., starting with a relatively big error it decreases, and

similarly at some point it again increases. From these observations, we see
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Figure 3.4: Degree distributions after obtaining c-cores for (a) G3. (b) G6. (c) G9.
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graph c-core γ (± error) R2

G3

1-core 2.36 (± 0.050) 0.958
5-core 2.82 (± 0.038) 0.978
10-core 3.3 (± 0.080) 0.970
15-core 2.33 (± 0.121) 0.917
20-core 1.95 (± 0.173) 0.815

G6

1-core 1.81 (± 0.042) 0.984
5-core 2.14 (± 0.014) 0.999
10-core 2.55 (± 0.019) 0.998
15-core 2.45 (± 0.066) 0.980
20-core 2.46 (± 0.114) 0.941

G9

1-core 1.75 (± 0.046) 0.981
5-core 2.06 (± 0.011) 0.999
10-core 2.36 (± 0.009) 0.999
15-core 2.72 (± 0.016) 0.999
20-core 2.29 (± 0.061) 0.980

G12

1-core 1.72 (± 0.049) 0.977
5-core 2.01 (± 0.013) 0.999
10-core 2.28 (± 0.008) 0.999
15-core 2.54 (± 0.009) 0.999
20-core 2.36 (± 0.040) 0.988

Table 3.7: Regression analysis results of contact networks for c-cores.
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that moderate size c-cores (e.g., 5-core to 10-core) gives the networks that

have a much better fit to a power-law distribution than large or small values

of c (e.g., 1-core or 20-core) since the corresponding R2 values are very close

to one with a smaller confidence interval half width of γ. We can also observe

these phenomena in Figure 3.5 which shows that while the 1-core and 20-

core of each network have a concave-like curve and a fat tail, respectively, the

5-core, 10-core, and 15-core graphs produce straighter lines.

3.5.2 Neighbors’ Average Degree Distribution

A second measure to characterize a network that we consider is the

average degree of the nearest neighbors of vertices of degree k, nn(k) [42]:

nn(k) =
1

nk

∑

j∈V :dj=k

ndj,

where ndj is the average degree of vertex j’s neighbors,

ndj =
1

dj

∑

i∈V :(i,j)∈E

di,

and nk is the number of vertices of degree k. The measure, nn(k), indicates

how the degree of a vertex itself correlates with the degree of its neighbors.

If nn(k) increases as k grows, then this implies that vertices with high degree

are more likely to be connected to other high degree vertices. On the other

hand, nn(k) decreases as k grows when vertices with a small degree have more

connections to vertices with large degrees.

Figure 3.6 displays the results of computing nn(k) as a function of

k. The results show that vertices of low degree seems to be connected to

55



0 50 100 150 200
0

30

60

90

120

150
(a)

k

n
n

(k
)

 

 

0 50 100 150 200
0

50

100

150

200

250

300
(b)

k

n
n

(k
)

 

 

0 50 100 150 200
0

50

100

150

200

250

300

350
(c)

k

n
n

(k
)

 

 

0 50 100 150 200
0

50

100

150

200

250

300

350
(d)

k

n
n

(k
)

 

 

1−core

5−core

10−core

15−core

20−core

1−core

5−core

10−core

13−core

14−core

15−core

20−core

1−core

5−core

10−core

15−core

16−core

17−core

20−core

1−core

5−core

10−core

15−core

17−core

19−core

20−core

Figure 3.6: Average degree of nearest neighbors of various c-cores for (a) G3. (b)
G6. (c) G9. (d) G12.
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high degree vertices originally, and this becomes more apparent as we build a

contact network with more call data, i.e., with a longer observational period.

The c-core decomposition reduces this pattern as c grows by the simple fact

that the remaining vertices have increasingly larger degree. With vertices

whose degree is above some thresholds, the corresponding average neighbors’

degree seems to be more constant. For example, in graph G9, the vertices of

degree more than 40 have a value of nn(k) very close to 50, and this value is

almost constant even with values of k larger than 40, except for the c-cores with

c ≥ 17. This implies that removing, in turn, the lowest-degree vertices that are

located at the most external part in the network does not affect significantly to

the vertices of high degree located at the relatively central part of the network.

From some point of c, the corresponding nn(k) no longer shows such regular

decreasing and constant shape. It turns out that as we remove more vertices

through the c-core decomposition with some large value of c, this does not

preserve the properties of the original contact networks because this recursive

removing strategy makes the resulting network highly dense.

3.5.3 Clustering Spectrum

The last measure that we consider is the clustering spectrum, cs(k)

[55]. This is defined as:

cs(k) =
1

nk

∑

j∈V :dj=k

ccj,
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where ccj is the clustering coefficient of vertex j,

ccj =
2Nj

dj(dj − 1)
,

and Nj is the number of edges whose both end points are the neighbors of

vertex j. So, ccj is the ratio of the number of actual connections between

neighbors of j, Nj, to the number of all possible connections between them,

dj(dj−1)/2. Thus, the clustering spectrum of vertices of degree k is the average

fraction of connected neighbors of vertices having degree k. This measures how

the local communities of an entire graph are interconnected. If cs(k) increases

with k, this implies that high degree vertices are in a more interconnected

community. An opposite case occurs when low degree vertices are connected

to the community in which there are more connections in between them.

Figure 3.7 shows the resulting clustering spectra for various c-cores of

different contact networks. Similar to the results on the average neighbors’

degree in Section 3.5.2, the clustering spectrum is, in general, decreasing in

k for most c-cores. From these results, we infer that while the vertices to

which a low-degree vertex is connected are well interconnected, the neighbors

of a high-degree vertex have fewer interconnections. However, removing low-

degree vertices from the network through successive c-cores does not keep this

property with a lot of fluctuations in a decreasing pattern. That said, the

corresponding clustering spectra gradually decrease. Note that for graph G3,

up to the 5-core the clustering spectra have nearly the same pattern of decrease.

For graphG6, the same pattern appears up to the 10-core. Finally, both graphs
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Figure 3.7: Clustering spectra of various c-cores for (a) G3. (b) G6. (c) G9. (d)
G12.
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G9 and G12 almost perfectly match in their clustering spectra up to the 15-

cores. This implies that a network built with fewer cumulated call records

(e.g., G3) loses the property of high clustering for low-degree vertices faster

than the one with more cumulated call records (e.g., G12). Although other

metrics could be considered, the clustering spectra for our contact networks

suggest that the c-core decomposition is a suitable way to scale the networks

down without changing the properties of clustering up to some value of c.

3.6 Discussion

We have used call data provided by a large carrier to build sample

contact networks. To cumulate the distinct call records from 1-month to 1-

year observation, we use an efficient algorithm that takes advantage of sorted

call pairs rather than simply using MySQL. After building several contact

networks with different scales, we employ a c-core decomposition to scale these

networks down in a recursive manner. From the scalability perspective, the

c-core decomposition shows a stable decrease in network size as measured by

the c-core and c-shell size. This becomes more stable when performing the

c-core decomposition with a network of longer period call data.

The computational results in Section 3.5 indicate, that c-core decom-

position is relatively robust with respect to the metrics we chose. In the next

chapter, we will use the three contact networks, the 20-cores of G6, G9 and G12

to solve the optimization models described in Chapter 2 for different spread

dynamics.
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Although we do not pursue other measures than the above three mea-

sures, we briefly describe some possible measures that can characterize the

properties of a network. Here we introduce three measures to examine a bot-

tleneck in terms of network flow: Conductance (a.k.a. Cheeger constant), ver-

tex expansion, and expander ratio (a.k.a. isoperimetric number) [17]. These

measures have been originally introduced to examine how fast a Markvov chain

reaches its stationary distribution, i.e., mixing time of a Markov chain [39].

These measures are all related to the problem of bipartitioning a network in

a suitable way to achieve the value of these measures. Unfortunately, all the

problems obtaining the exact value of these measures are known as NP-hard

[22]. We can approximate some of these values using eigenvalues of the so-

called Laplacian matrix [17]. More recently, Hochbaum [22] proposes spectral

techniques to approximate some variants of these measures. That said, based

on our preliminary tests these approaches provide a very poor approxima-

tion. Moreover, our contact networks are, in general, of very huge, and the

approximation via eigenvalues of the Laplacian matrix are not relevant.
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Chapter 4

Optimization and Algorithms

In Chapter 2, we show that the probability we detect the virus by a

specified time threshold is submodular as function of the set of honeypot lo-

cations. In Chapter 2 we used this to employ a greedy heuristic. This chapter

describes how to implement the greedy heuristic for some specific spread mod-

els, and develops a sampling-based approximation to the MPT model. As is

the case for our submodularity results, the sampling-based approximation we

describe applies to all of the spread models we consider. We use three networks

of different size, which we obtain from the 20-core decomposition of G6, G9,

and G12, denoted by Graphs 1, 2, and 3, respectively, in Section 3.4. Table

4.1 lists the basic characteristics of these networks including the number of

vertices (|V |), the number of edges (|E|), the average and maximum degree

(davg) and (dmax), respectively, and the average and maximum distance (hops)

between vertex pairs (cavg) and (cmax), respectively, obtained from solving an

all-pairs shortest path problem via BFS for each network. Using these net-

works and the distance for all pairs in these networks as input data, we solve

the sampling-based approximations and show the performance of the proposed

solution methods.
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Graph |V | |E| davg dmax cavg cmax

Graph 1 5,637 140,890 49.9 799 3 7
Graph 2 12,409 324,567 52.3 1,083 3.3 7
Graph 3 24,167 615,209 50.9 3,266 3.3 7

Table 4.1: Basic characteristics of three test networks

4.1 How to Choose a Time Threshold t0

In model (2.1), we use maximization of the probability that we detect

a virus by a time threshold, t0, as a proxy for rapidly detecting a virus. What

we mean by “rapid” clearly depends on the spread model and how quickly

the virus spreads across the network. To choose an appropriate value of t0,

we need to understand how quickly various proportions of the vertices in the

graph become infected.

To understand this, we simulate stochastic spread to estimate the av-

erage time it takes to infect a given percentage of the graph’s vertices for

various spread models. In the simulation, we first decide where a virus begins

according to the probability mass function that governs its initial location.

We terminate the simulation when the number of infected vertices exceeds a

prespecified percentage of the total number of vertices. Here we count any

vertex that was ever infected for the TN*** models, and in fact this is also

relevant for other models (e.g., RN*** models). Then, we record the time

for this infection percentage. We replicate these simulation procedures several

times, and compute the average. Let m be the replication size, and t̂0(j) be
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Model Graph
% of vertices infected

0.1% 0.5% 1% 5% 10%

RAE1C
Graph 1 1.00 1.41 1.79 2.07 2.27
Graph 2 1.00 1.67 1.94 2.17 2.49
Graph 3 1.23 1.84 1.99 2.47 2.74

RA11C
Graph 1 3.01 5.31 6.58 9.69 11.21
Graph 2 4.03 6.92 8.08 11.04 12.74
Graph 3 5.07 7.96 9.10 11.95 13.52

TN11C
Graph 1 4.09 28.32 58.63 316.21 667.41
Graph 2 11.33 64.42 132.54 700.58 1480.84
Graph 3 23.80 125.19 254.66 1342.11 2842.41

Table 4.2: Simulation results estimating a time threshold t0 for various spread
models

the recorded time in the j-th replication, j = 1, 2, . . . , m. We use t̂0 to denote

the average time, i.e., t̂0 =
1
m

∑m
j=1 t̂0(j). Taking the size of each network into

account, we use m = 5000, m = 12, 000, and m = 24, 000 for Graphs 1, 2,

and 3, respectively. Table 4.2 shows the simulation results for various spread

models with different percentages of the vertices being infected.

The simulation results show that under the model RAE1C, a virus

infects a network most quickly, while the virus that simply transits from one

to another under the model TN11C spreads very slowly. Based on these results,

it is reasonable to take the time threshold t0 = 1 if our goal is to detect a virus

before 0.1% of the vertices are infected in all three networks under the model

RAE1C. Under the model TN11C, we may take t0 ≤ 4 in case we wish to

detect the virus before 0.1% infection in Graph 1.

All the spread models that we use in this simulation have a transmiss-
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ability of 100%. In other words, models TN11C, RA11C, and RAE1C, are

special cases of TN1PC, RA1PC, and RAEPC, respectively, in which trans-

mission occurs with probability 1. Turning the focus to models RA1PC and

RAEPC, we perform the same simulation for various values of the transmission

probability, p. As we discuss in Chapter 2, the virus copies itself and attempts

transmission to one randomly selected neighboring vertex under the model

RA1PC, and the selected vertex succumbs to this attempt with probability

p. Similarly, an infected vertex attempts to infect every one of its neighbors

under model RAEPC, and each neighbor succumbs to this attempt indepen-

dently with probability p. We show the estimated time thresholds for these

two classes of models in Table 4.3.

Figure 4.1 shows the same type of information for various values of p for

the same two classes of spread models. The percentage of the graph’s vertices

that are infected follows a pattern of exponential grow associated with the

spread of an epidemic across a population. Of course, as p grows larger the

virus spreads more quickly. For a fixed infection percentage, we investigate the

relationship between time threshold and transmission probability in Figure 4.2.

For low transmissability (a small value of p), the increase of this probability

contributes more to decreasing the time threshold. When p ≥ 0.4, the time

threshold is less sensitive to the value of p, because t0 is already quite small.
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Model Graph
% of vertices infected

0.1% 0.5% 1% 5% 10%

RAEPC
(p = 0.3)

Graph 1 1.02 1.90 1.99 2.69 3.00
Graph 2 1.52 2.00 2.16 2.91 3.27
Graph 3 1.86 2.18 2.47 3.14 3.50

RAEPC
(p = 0.5)

Graph 1 1.00 1.75 1.93 2.32 2.68
Graph 2 1.14 1.94 2.00 2.58 2.94
Graph 3 1.70 1.99 2.14 2.83 3.11

RAEPC
(p = 0.8)

Graph 1 1.00 1.53 1.84 2.11 2.39
Graph 2 1.00 1.85 1.96 2.27 2.63
Graph 3 1.42 1.96 2.00 2.60 2.86

RA1PC
(p = 0.3)

Graph 1 7.60 14.94 18.02 26.65 30.63
Graph 2 11.33 18.32 21.59 30.22 34.35
Graph 3 14.26 21.15 24.36 32.49 36.39

RA1PC
(p = 0.5)

Graph 1 4.82 9.56 11.55 17.00 19.65
Graph 2 7.20 11.72 13.76 19.34 22.09
Graph 3 9.11 13.53 15.58 20.81 23.34

RA1PC
(p = 0.8)

Graph 1 3.36 6.50 7.85 11.58 13.34
Graph 2 4.86 7.96 9.39 13.20 15.04
Graph 3 6.19 9.22 10.65 14.20 15.97

Table 4.3: Simulation results estimating a time threshold t0 for the two classes of
models RAEPC and RA1PC.
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Figure 4.1: Simulation results of a virus outbreak for various transmission prob-
abilities p. (a) Spread model RA1PC for Graph 1. (b) Spread model RAEPC for
Graph 1. (c) Spread model RA1PC for Graph 2. (d) Spread model RAEPC for
Graph 2. (e) Spread model RA1PC for Graph 3. (f) Spread model RAEPC for
Graph 3.

67



0 0.2 0.4 0.6 0.8 1
0

20

40

60

80

100
(a)

transmission probability, p

tim
e 

th
re

sh
ol

d,
 t 0

0 0.2 0.4 0.6 0.8 1
1

2

3

4

5
(b)

transmission probability, p

tim
e 

th
re

sh
ol

d,
 t 0

 

 

0 0.2 0.4 0.6 0.8 1
0

20

40

60

80

100
(c)

transmission probability, p

tim
e 

th
re

sh
ol

d,
 t 0

0 0.2 0.4 0.6 0.8 1
1

2

3

4

5
(d)

transmission probability, p

tim
e 

th
re

sh
ol

d,
 t 0

0 0.2 0.4 0.6 0.8 1
0

50

100

150
(e)

transmission probability, p

tim
e 

th
re

sh
ol

d,
 t 0

0 0.2 0.4 0.6 0.8 1
1

2

3

4

5
(f)

transmission probability, p

tim
e 

th
re

sh
ol

d,
 t 0

0.1% infection 1% infection 10% infection
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Graph 1. (b) Spread model RAEPC for Graph 1. (c) Spread model RA1PC for
Graph 2. (d) Spread model RAEPC for Graph 2. (e) Spread model RA1PC for
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4.2 Greedy Heuristic for the RAE1C Model

In this section, we consider the spread model, RAE1C. As we discuss in

Section 2.1, RAE1C is equivalent to RNE1C in terms of hitting times because

of its deterministic dynamics. The only randomness in this spread model

involves the initial location of the virus.

We discuss how to apply a greedy heuristic to this model. Given the

initial vertex i ∈ V , where the virus begins, and the honeypot set S ⊂ V , the

probability of detecting the virus by time t0 is the following:

P(TS ≤ t0|initial location = i) =

{

1 if dmin(i, S) ≤ t0
0 otherwise,

(4.1)

where dmin(i, S) denotes the length of the shortest path (number of hops) from

i to the nearest vertex in S, which can be computed via BFS. In other words,

if we know the initial location of the virus, then we are sure to detect the virus

when the nearest honeypot is reachable from that location within t0 hops.

We assume that the initial location is uniformly distributed, i.e.,

P(initial location = i) = wi =
1

|V |
, ∀i ∈ V.

Thus,

P(TS ≤ t0) =
∑

i∈V

P(initial location = i)P(TS ≤ t0|initial location = i)

=

∑

i∈V P(TS ≤ t0|initial location = i)

|V |

=

∑

i∈V I(dmin(i, S) ≤ t0)

|V |
,
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where I(·) denotes the indicator function. Note that the last equality follows

from the conditional probability (4.1), and the numerator on the right-hand

side of this equality counts the number of vertices that are within t0 hops of

the set S.

The greedy algorithm recursively takes the s-th element (s ≤ k), js to

be in the solution set, given S = {j1, j2, . . . , js−1} in such a way that

js ∈ argmax
j∈V \S

{

∑

i∈V

I(dmin(i, {j} ∪ S) ≤ t0)

}

. (4.3)

Given the set S, we already know from the previous iteration whether vertex

i has a distance to set S, dmin(i, S), which exceeds t0. Let V +(S) = {i : i ∈

V, dmin(i, S) > t0}, and let dij denote the precomputed distance between i and

j. This then provides an equivalent expression for (4.3) that better lends itself

to computation:

js ∈ argmax
j∈V \S







∑

i∈V +(S)

I(dij ≤ t0)







. (4.4)

We formalize the greedy scheme in Algorithm 4.1.

We solve instances of the MPT model via Algorithm 4.1, and report the

associated computational results. Given a graph, there are two free parameters

that we must specify to form an MPT instance, t0 and k. Since the virus under

the RAE1C model spreads very quickly as seen in the simulation results, we use

t0 = 1 for rapid detection, and we can see from Table 4.2 that this means 0.1%

of the graph’s vertices are infected by t0 = 1. We use k = 20, 40, . . . , 200, k =

40, 80, . . . , 400, and k = 100, 200, . . . , 1000 for the three respective networks.
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Algorithm 4.1 Greedy algorithm for MPT with spread dynamics RAE1C
(or, equivalently RNE1C)

Input: distance dij between all pairs of vertices i ∈ V and j ∈ V , time
threshold t0, and the number of honeypots k
Output: greedy solution Sh

initialize Sh = ∅ and s = 0
repeat

s← s+ 1
solve (4.4) to obtain js
Sh ← Sh ∪ {js}

until s = k (|Sh| = k)
return Sh

The maximum value of k for each network is less than 5% of the corresponding

|V |. After obtaining a greedy solution, Sh and f(Sh) = P(TSh
≤ t0), we

compute an a priori upper bound using e
e−1

f(Sh) ≥ f(S∗), and a posterior

upper bound using (2.14). Table 4.4 shows the corresponding results for each

network with t0 = 1. Because we seek to maximize a probability, we modify

the a priori bound to be max{ · , 1} and similarly modify the posterior bound.

The resulting a priori bounds in this computational study are not competitive

with the posterior bounds, and so we do not report them here. The table’s

column labeled “Gap (%)” indicates the relative gap between the probability

given by f(Sh) and the posterior bound.

Figure 4.3 plots the same results to show the following: Greedy solu-

tions show diminishing returns as k increases. As k grows, the prior bound

quickly reaches its cap of 1. While the posterior bound is better, when the de-

tection probability is relatively large (about 0.85, say), this bound also reaches
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Graph k f(Sh) Posterior Gap (%) CPU time (sec.)

Graph 1

20 0.635 0.868 36.70 5.69
40 0.803 0.982 22.24 7.35
60 0.881 1 13.47 9.32
80 0.926 1 8.01 9.91
100 0.955 1 4.68 10.72
120 0.974 1 2.64 11.40
140 0.987 1 1.31 12.35
160 0.996 1 0.45 12.79
180 1 1 0 14.39
200 1 1 0 14.51

Graph 2

40 0.651 0.858 31.91 22.08
80 0.803 0.971 20.88 27.83
120 0.878 1 15.02 34.37
160 0.921 1 11.85 35.94
200 0.949 1 9.48 38.53
240 0.968 1 7.68 40.86
280 0.982 1 5.94 44.37
320 0.991 1 4.37 46.46
360 0.998 1 2.91 47.07
400 1 1 0 52.95

Graph 3

100 0.678 0.862 27.17 154.85
200 0.820 0.977 19.13 240.62
300 0.891 1 12.26 267.91
400 0.933 1 7.14 291.75
500 0.961 1 4.05 316.27
600 0.979 1 2.10 351.04
700 0.992 1 0.83 387.04
800 0.999 1 0.11 406.36
900 1 1 0 439.45
1000 1 1 0 439.77

Table 4.4: Greedy solutions with posterior bounds under the RAE1C model.
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the trivial bound of 1. This means that the submodular bounds are not useful

when the corresponding greedy solutions are close to the trivial bound. To see

how the upper bounds play a role in assessing the solution quality, we perform

additional computations with k ≤ 50, k ≤ 100, and k ≤ 250 for Graph 1, 2,

and 3, respectively. As seen in Figure 4.4, the posterior bounds provide, in

general, tighter upper bounds (i.e., better than 63% optimality) while the a

priori bounds still quickly reach 1. Furthermore, the relative gap between the

upper and lower bounds decreases as k grows large.

For t0 = 1, a greedy heuristic finds an optimal solution of value 1 in

Graph 1, Graph 2 and Graph 3 with k = 180, k = 400 and k = 900. The

greedy solutions for Graph 1 and Graph 3 have values 0.996 and 0.992 with

k = 160 and k = 700. These values of k are about 3% of the number of vertices

in the graph. This means that the greedy solution guarantees detection with

probability of nearly one by t0 = 1 with k ≈ 0.03|V |.

4.3 Monte Carlo Approximation

In this section, we describe a way to solve model (2.1) in an asymptot-

ically optimal manner. We can view model (2.1) as the “true” or population

problem and we can approximate it with a Monte Carlo sample-average ap-

proximation of the following form:

z∗n = max
S⊆V

1

n

n
∑

ℓ=1

I
(

T ℓ
S ≤ t0

)

s.t. |S| = k,

(4.5)

74



0 10 20 30 40 50
0

0.2

0.4

0.6

0.8

1
(a)

|S|

f(
S

)

 

 

0 20 40 60 80 100
0

0.2

0.4

0.6

0.8

1
(b)

|S|
f(

S
)

 

 

0 50 100 150 200 250
0

0.2

0.4

0.6

0.8

1
(c)

|S|

f(
S

)

 

 

0 50 100 150 200 250
10

20

30

40

50

60
(d)

|S|

G
a

p
 (

%
)

 

 
Graph 1
Graph 2
Graph 3

Greedy solution

Prior bound

Posterior bound

Greedy solution

Prior bound

Posterior bound

Greedy solution

Prior bound

Posterior bound

Figure 4.4: Submodular bounds for the three graphs with relative optimality gaps
when t0 = 1. (a) Greedy solutions for Graph 1 when k ≤ 50. (b) Greedy solutions
for Graph 2 when k ≤ 100. (c) Greedy solutions for Graph 3 when k ≤ 250. (d)
Relative gap between a greedy solution and a posterior bound for the three graphs.

75



where T ℓ
S, ℓ = 1, 2, . . . , n, are independent and identically distributed (i.i.d.)

observations of the time to detection given that the honeypots are installed at

locations specified by S. In the same way we reformulate model (2.1) as an

integer program in Chapter 2, we now reformulate model (4.5) as an integer

program.

Specifically, we simulate n observations of the virus spread up to time t0.

As we discuss in Section 2.2.1, this amounts to simulating a sample path from

a spread model to obtain the vertices infected up to time t0 and forming the

resulting subset of vertices, Pℓ ⊆ V . Carrying out n i.i.d. replications of such a

simulation yields subsets of vertices that we denote Pℓ, ℓ = 1, 2, . . . , n. Using

these sampled observations we can form the sample average approximation

model:

z∗n = max
x,y

1

n

n
∑

ℓ=1

yℓ (4.6a)

s.t. x ∈ X (4.6b)

yℓ ≤
∑

j∈Pℓ

xj , ℓ = 1, 2, . . . , n (4.6c)

yℓ ∈ {0, 1}, ℓ = 1, 2, . . . , n, (4.6d)

where X = {x :
∑

j∈V xj = k, xj ∈ {0, 1}, j ∈ V }. Model (4.6) has the same

form as model (2.2) except that instead of ℓ spanning all possible realizations

it only spans the sampled observations and the objective function sums over

observations with equal weights. Note that as in model (2.2), for a fixed

deployment plan of honeypots, i.e., given x̂ ∈ X , y can be relaxed to 0 ≤ yℓ ≤

1, ℓ = 1, . . . , n.
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Let S∗
n denote an optimal solution to model (4.5), or equivalently x∗

n

denote an optimal solution to model (4.6). The fact thatX is a finite set means

that limn→∞ z∗n = z∗P , with probability one (w.p.1), and all limit points of {S∗
n}

and {x∗
n} solve the respective models (2.1) and (2.2), w.p.1. See, for example,

Kleywegt et al. [28]. Moreover, model (4.6) allows us to assess the posterior

quality of the solution S∗
n for a finite sample size n by forming an approximate,

say, 95% confidence interval (CI) on the optimality gap z∗P − P(TS∗
n
≤ t0). To

do so, we can employ simulation-based procedures described in Bayraksan

and Morton [8] and in Mak et al. [35]. These procedures require a function

evaluation or a point estimate of f(S∗
n) = P(TS∗

n
≤ t0), conditional on S∗

n.

Given the candidate design for the set of honeypots, S∗
n, forming a point

estimate of f(S∗
n) via 1

n′

∑n′

ℓ=1 I(T
ℓ
S∗
n
≤ t0) can be done with a sample size

n′ ≫ n because evaluating I(T ℓ
S∗
n
≤ t0) requires only simulation effort and

no combinatorial optimization. That said, in some special cases of our spread

models, f(S) = P(TS ≤ t0) can be evaluated exactly given S, including S = S∗
n.

In particular, for the spread models TN1*C, we can compute f(S) =

P(TS ≤ t0) numerically, i.e., effectively exactly, given S. We can think of each

honeypot in S as a state from which the virus transits to a new super-sink

state with probability one in one step. The first passage time distribution in

the resulting DTMC can be computed using the following one-step transition

matrix:

P =

[

A a
0 1

]

.

Here, A is a sub-stochastic matrix that does not contain the row and column
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corresponding to the absorbing super-sink vertex, and a is a column vector

that denotes the one-step transition probability to the absorbing vertex. We

let T = TS + 1 denote the random variable that represents the first passage

time to hit the super-sink absorbing state. Then, the distribution of T can be

computed as follows:

P(T = t) = w⊤At−1a, t = 2, 3, . . . ,

where, in addition to the matrix A and the vector a, P(T = t) depends on the

probability mass function governing the initial location of the virus, wi, i ∈ V .

We have P(T = 1) = P(TS = 0) =
∑

i∈S wi, and thus, P(T = t) in the above

equation is defined for t ≥ 2. Using this, the probability of detecting the virus

by threshold t0 is

P(TS ≤ t0) = P(T ≤ t0 + 1) =
∑

i∈S

wi +

t0+1
∑

t=2

P(T = t). (4.7)

4.4 Computational Studies

In this section, we show computational results with respect to the

sample-average approximation model (4.6) for some spread models. We know

that Ez∗n− z∗P ≥ 0 and Ez∗n ≥ Ez∗n+1 for all n. This means that z∗n is positively

biased, and on average this bias shrinks as the sample size increases. Thus,

to obtain better estimates of the optimal value, we need to solve model (4.6)

with a larger sample size. The number of decision variables and the number

of (structural) constraints in model (4.6) are |V | + n and n + 1, respectively,
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and increasing n affects both. Solving an MIP as an instance of model (4.6)

with a large number of constraints and decision variables may require signifi-

cant computational effort. Instead of solving this MIP optimally, we may use

a greedy heuristic. Note that we establish submodularity results for model

(2.1), which is the true problem for model (4.5), and thus the corresponding

sampling-based model (4.5) also has a submodular objective function. This

enables us to employ a greedy heuristic to approximately solve model (4.5).

Let Sh
n denote the greedy solution to model (4.5), or equivalently let xh

n de-

note the greedy solution to model (4.6). Although x∗
n is the solution of higher

quality than xh
n for the same instance of model (4.6), obtaining x∗

n for some

large n may be expensive. However, a greedy heuristic can handle model (4.6)

even when sample size n is relatively large. We compare the results of opti-

mally solving model (4.6) with the ones of using a greedy heuristic in both the

computational effort and solution quality perspectives.

We first discuss how to implement a greedy heuristic for more general

spread models than the RAE1C model that we present in Section 4.2. We

express constraint (4.6c) in the following succinct form:

Ax ≥ y,

where A ∈ R
n×|V | is an incidence matrix in which Aℓj is 1 if Pℓ includes

vertex j, and 0 otherwise, and x and y are the appropriate dimensional vector-

valued decision variables. Given a solution set, S = {j1, j2, . . . , js−1}, let L

index the set of sample realizations, i.e., L = {1, 2, . . . , n} from (4.6c) where
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the sampling has been done according to the spread model of interest. Let

L+(S) = {ℓ : ℓ ∈ L,
∑

j∈S Aℓj = 0}. The greedy algorithm takes the s-th

element, js, such that

js ∈ argmax
j∈V \S







∑

ℓ∈L+(S)

Aℓj







. (4.8)

The set L+(S) identifies which realizations are not yet detected by the cur-

rently deployed honeypots, and the next honeypot is installed in the vertex

that covers the maximum number of undetected realizations by solving (4.8).

4.4.1 The TN11C Spread Model

In this section, we solve model (4.6) under the spread model TN11C.

The TN11C spread model can be considered as a DTMC whose state space is

the set of vertices. We assume that the transition occurs from a current vertex

to one randomly selected neighbor equally likely with the initial location of

the virus uniformly distributed over the vertices.

As input parameters, we use t0 = 4 and k = 100, 200, . . . , 500 for Graph

1. The choice of t0 is based on the simulation results in Section 4.1, which

indicate approximately 0.1% of the graph is infected by t0 = 4. To sample each

realization ℓ ∈ L, we first generate a random initial location where the virus

begins to spread, according to a uniform distribution over the vertices. The

virus then moves randomly, by sampling according to the one-step transition

probabilities. We keep track of the virus to build the set Pℓ of vertices visited

by the time threshold t0. Note that |Pℓ| ≤ t0 + 1 for all ℓ under the spread
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model TN11C.

We use sample size up to n = 50, 000, starting from n = 1000, depend-

ing on computational effort. To solve the instances of the MIP model (4.6), we

use CPLEX’s callable library [24], using C++. When solving the correspond-

ing MIP model (4.6) via CPLEX, we terminate when we achieve a 1% solution

tolerance, i.e., a 1% relative gap between the best integer objective value z∗n

and the best LP-relaxed objective value z̄∗n, and we take the corresponding

best integer solution as S∗
n. With the same sampled realizations that we use

in solving the MIP, we also approximately solve it via the greedy algorithm

using (4.8). Let zhn be the objective value obtained from the greedy solution

Sh
n . We then compare the greedy solutions with the MIP solutions. Table 4.5

shows this comparison. As seen in this table, the greedy algorithm provides

competitive solutions that are very close to optimality in many instances. Al-

though z∗n > zhn for some instances, the greedy solutions are of high quality,

i.e., the relative gap between zhn and z̄∗n are all within 3.5% in these instances.

Given a candidate solution S, we can evaluate f(S) = P(TS ≤ t0) via

f̄n′(S) = 1
n′

∑n′

ℓ=1 I(T
ℓ
S ≤ t0). Under the TN11C model, we can obtain the

true probability f(S) via (4.7). Table 4.6 reports both point estimates and

the corresponding true probabilities for f(S) to compare the MIP and greedy

solutions. Here we use n′ = 107 for the estimator. Note that in similar fashion

to how we use the same n observations to compare z∗n and zhn above, we use

the same n′ sampled observations for f̄n′(S∗
n) and f̄n′(Sh

n) with independence

between the sets of n and n′ observations. The results show that as n grows
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MIP solution Greedy solution
k n z∗n z̄∗n CPU time (sec.) zhn CPU time (sec.)

100 1000 0.4830 0.4830 0.1 0.4800 0.4
5000 0.3694 0.3694 0.9 0.3692 0.9
10,000 0.3588 0.3588 1.7 0.3587 1.7
30,000 0.3436 0.3467 14.7 0.3466 4.8
50,000 0.3390 0.3417 138.3 0.3417 9.8

200 1000 0.7410 0.7410 0.1 0.7300 0.3
5000 0.5640 0.5687 0.9 0.5676 1.0
10,000 0.5414 0.5450 4.3 0.5443 1.8
30,000 0.5237 0.5273 28.6 0.5264 4.9
50,000 0.5179 0.5222 750.4 0.5210 8.7

300 1000 0.9220 0.9306 0.2 0.9000 0.3
5000 0.7026 0.7087 3.6 0.7052 1.0
10,000 0.6709 0.6757 23.5 0.6743 1.8
30,000 0.6462 0.6527 175.9 0.6497 5.2
50,000 0.6424 0.6488 2462.9 0.6448 6.5

400 1000 0.9920 1 0.2 1 0.3
5000 0.8082 0.8157 103.1 0.8040 1.0
10,000 0.7681 0.7749 529.2 0.7679 1.9

500 1000 1 1 0.1 1 0.3
3000 0.9313 0.9406 117.5 0.9197 0.7

Table 4.5: Comparisons of the MIP and greedy solutions of model (4.6) with com-
putational effort under the TN11C spread model for Graph 1 with t0 = 4.
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MIP solution Greedy solution
k n f̄n′(S∗

n) ǫL f(S∗
n) f̄n′(Sh

n) ǫL f(Sh
n)

100 1000 0.23925 0.00026 0.23903 0.24413 0.00027 0.24383
5000 0.31266 0.00029 0.31237 0.30708 0.00029 0.30677
10,000 0.32886 0.00029 0.32857 0.32825 0.00029 0.32806
30,000 0.33159 0.00029 0.33130 0.33470 0.00029 0.33441
50,000 0.33481 0.00029 0.33452 0.33709 0.00029 0.33682

200 1000 0.36069 0.00030 0.36029 0.36867 0.00030 0.36833
5000 0.46955 0.00031 0.46936 0.47204 0.00031 0.47186
10,000 0.49173 0.00031 0.49148 0.49332 0.00031 0.49314
30,000 0.50689 0.00031 0.50653 0.50755 0.00031 0.50724
50,000 0.50913 0.00031 0.50881 0.51155 0.00031 0.51119

300 1000 0.44399 0.00031 0.44389 0.46182 0.00031 0.46168
5000 0.57679 0.00031 0.57659 0.57690 0.00031 0.57678
10,000 0.60290 0.00030 0.60284 0.60531 0.00030 0.60516
30,000 0.62366 0.00030 0.62345 0.62346 0.00030 0.62322
50,000 0.63146 0.00030 0.63117 0.63196 0.00030 0.63170

400 1000 0.49236 0.00031 0.49219 0.53577 0.00031 0.53570
5000 0.66031 0.00029 0.66024 0.65360 0.00029 0.65362
10,000 0.68607 0.00029 0.68601 0.68236 0.00029 0.68221

500 1000 0.50345 0.00031 0.50321 0.58023 0.00031 0.58017
3000 0.68486 0.00029 0.68490 0.69012 0.00029 0.69001

Table 4.6: Comparisons of the point estimates with the sampling errors, ǫL, asso-
ciated with two-sided approximate 95% CIs, and the true probabilities for the MIP
and greedy solutions under the TN11C spread model for Graph 1 with t0 = 4. We
use n′ = 107 for the estimator.
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k zhn f(Sh
n) CPU time (sec.)

100 0.3395 0.3393 138.1
200 0.5189 0.5186 154.5
300 0.6391 0.6386 182.3
400 0.7261 0.7257 193.2
500 0.7923 0.7920 224.5

Table 4.7: Greedy solutions with sample size n = 106 and the corresponding true
probabilities f(Sh

n) under the TN11C spread model for Graph 1 with t0 = 4.

large, the corresponding true probability f(S) increases. When we solve an

MIP optimally, obtaining S∗
n with a large sample size n is very expensive com-

pared to the greedy solution. Taking advantage of the relatively inexpensive

computational effort of the greedy algorithm, we approximately solve the same

problems with a large sample size of n = 106 via the greedy algorithm. Table

4.7 reports the corresponding greedy solutions. The true values of f(Sh
n) are

the best among our computations including the results in Tables 4.5 and 4.6,

especially as the value of k grows.

Given a candidate solution Ŝ, we now assess how close its objective

function value is to the true optimal value, z∗P . Here we use a greedy solution

as our candidate due to its dominance in solution quality. We use a multiple

replications procedure (MRP) described in Bayraksan and Morton [8] and

Mak et al. [35]. The MRP solves model (4.6) multiple times to estimate Ez∗n.

Here we use the replication size ng = 20. Let z̄∗n(j) denote the best upper

bound (LP-relaxed objective value) on z∗n obtained from (4.6) for the j-th
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replication, j = 1, 2, . . . , ng for the MRP. Ū(ng) = 1
ng

∑ng

j=1 z̄
∗
n(j) is a point

estimate for Ez∗n, and we form an approximate 95% CI with a sampling error

ǫU . Using this, we form a one-sided upper confidence bound on the optimality

gap, µŜ = z∗P − P(TŜ ≤ t0), by (Ū(ng) − P(TŜ ≤ t0))
+ + ǫU . Table 4.8 shows

the quality of our candidate solutions obtained from the greedy algorithm.

As seen in these results, a larger value of n improves the solution quality by

shrinking the confidence bound on the optimality gap, but it also requires

excessive computational effort as reported in Table 4.5 for a single replication.

We finally examine how many honeypots are required for a high de-

tection probability. To see this, we approximately solve the problem via the

greedy algorithm with n = 106 by increasing the value of k. Figure 4.5 depicts

the true probabilities f(Sh
n) for different values of k. When k = 1000, we can

detect the virus with probability 0.95. This means that to obtain a high de-

tection probability, using a (suboptimal) greedy strategy, (say, 0.95) we need

to install the honeypots on about 18% of vertices in Graph 1.

4.4.2 The RA1PC Spread Model

The TN11C model is not an accurate reflection of many realistic spread

scenarios. This depends on the way in which the virus is designed and the

operating system it can infect. This section considers the RA1PC model under

which the virus makes a single replication of itself in each time period from

every infected phone and sends it to one randomly selected neighbor with

transmission probability p ≤ 1. As discussed in Wang et al. [53], currently, a
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MRP with ng = 20
k f(Sh

m) n Ū(ng) ǫU Optimality gap

100 0.3393 1000 0.4792 0.0048 0.1447
5000 0.3703 0.0024 0.0334
10,000 0.3549 0.0016 0.0172
30,000 0.3459 0.0011 0.0077
50,000 0.3437 0.0009 0.0053

200 0.5186 1000 0.7397 0.0042 0.2253
5000 0.5699 0.0022 0.0536
10,000 0.5442 0.0012 0.0269
30,000 0.5285 0.0010 0.0110
50,000 0.5249 0.0009 0.0073

300 0.6386 1000 0.9278 0.0029 0.2921
5000 0.7087 0.0019 0.0720
10,000 0.6755 0.0011 0.0381
30,000 0.6542 0.0008 0.0164
50,000 0.6499 0.0007 0.0120

400 0.7257 1000 1 0 0.2743
5000 0.8142 0.0016 0.0902
10,000 0.7751 0.0010 0.0504

500 0.7920 1000 1 0 0.2080
3000 0.9392 0.0013 0.1484

Table 4.8: Assessing the quality of greedy solutions, Sh
m, using the MRP for Graph

1 with t0 = 4 under the TN11C spread model. Here “Optimality gap” denotes an
upper 95% confidence bound on z∗P −f(Sh

m). The value of m used in Sh
m is m = 106,

from Table 4.7.
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Figure 4.5: The true probabilities f(S) for varying size of k, when S = Sh
n with

n = 106 under the TN11C spread model for Graph 1 with t0 = 4.

cellphone virus can infect only phones running on the same operating system.

This means that the market share of a specific operating system affects the

transmission probability, and thus, one dominating operating system with a

high market share could cause a network outbreak very quickly as shown in

the simulation results of Wang et al. [53]. Another consideration related to

the transmission probability is that cellphone users need to take action (i.e.,

open an MMS message) to activate the virus.

We use different transmission probabilities (p = 0.3, 0.5, 0.8, 1) to inves-

tigate how many honeypots are required to obtain a high detection probability,

depending on transmissability. Based on our simulation results in Section 4.1,

we choose t0 = 5, t0 = 6, and t0 = 8 for Graphs 1, 2, and 3, respectively,
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by which time no more than 0.1-0.5% (approximately) of the corresponding

graph is infected.

We sample each realization ℓ ∈ L in the following way: We first generate

a random initial location i0 of the virus, according to a uniform distribution

over the vertices. We denote the set of infected vertices at time t by I(t).

Clearly, I(0) = {i0}. From the set I(t−1) where t ≥ 1, we obtain I(t) in such

a way that each vertex in I(t − 1) selects one of its neighbors randomly with

an equal probability. We then check if such a selected neighboring vertex is

in the set I(t− 1), and insert the corresponding vertex into the set I(t) with

probability p if it is not an element of I(t− 1). So, I(t) is updated by adding

newly infected vertices to I(t− 1). We obtain I(t0) for each realization ℓ ∈ L,

and the set I(t0) for the ℓ-th sampled realization is Pℓ. After constructing Pℓ

for all ℓ ∈ L, we solve the corresponding MIP (4.6) to within a 1% relative gap

between the best lower bound, z∗n, and the best upper bound, z̄∗n. The same

instances are also solved approximately via the greedy algorithm to compare

the solutions. Table 4.9 shows the computational results for Graph 1 when

p = 0.3. When n ≥ 30, 000, the greedy solutions outperforms the MIP best

integer solutions in our instances. On the other hand, the MIP best integer

solutions are of higher quality than the greedy solutions for some instances

with small sample size n, e.g., n ≤ 10, 000. However, even in these instances,

the relative gap between zhn and z̄∗n are all within 1%, which means that the

greedy solutions show the same performance with less computational effort as

the MIP solutions since we use a 1% solution tolerance when solving the MIP
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model.

Now we compare f(S∗
n) with f(Sh

n). As in the TN11C model, f̄n′(S∗
n)

and f̄n′(Sh
n) are point estimates of f(S∗

n) and f(Sh
n) with the sampling errors,

ǫL, associated with two-sided approximate 95% CIs. We again use n′ = 107 for

the estimator, and generate n′ scenarios using the random number generator of

L’Ecuyer [31]. The resulting point estimates of f(S∗
n) and f(Sh

n) in Table 4.11

show that the greedy solutions provide statistically better lower bounds except

in one instance where k = 400 with n = 10, 000. We further examine these two

estimates of f(Sh
n) and f(S∗

n) by forming a confidence interval for the difference

µ = f(Sh
n)− f(S∗

n). To do so, we construct a CI based on the ideas associated

with McNemar’s procedure [36] using the 2 × 2 contingency table shown in

Table 4.10. In this table, n11 is the number of detected sample realizations by

both the greedy and MIP solutions among all samples n′′. Similarly, n22 is the

number in which both the greedy solution and the MIP solution fail to detect

the virus, n12 is the number in which the greedy solution detected the virus

but the MIP solution did not, and n21 is the complement in which the MIP

solution detected the virus but the greedy solution did not.

We construct a two-sided 100(1−α)% CI of the difference between the

marginal proportions via

d̂ =
n12

n′′
−

n21

n′′

with sample variance

s2(d̂) = (n′′)−1

[

n12

n′′
(1−

n12

n′′
) +

n21

n′′
(1−

n21

n′′
) + 2

n12n21

(n′′)2

]

,
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MIP solution Greedy solution
k n z∗n z̄∗n CPU time (sec.) zhn CPU time (sec.)

100 5000 0.2766 0.2766 0.4 0.2766 0.8
10,000 0.2545 0.2545 0.9 0.2543 1.3
30,000 0.2422 0.2444 4.1 0.2441 3.7
50,000 0.2407 0.2431 10.1 0.2429 6.2

200 5000 0.4204 0.4233 0.5 0.4220 0.8
10,000 0.3892 0.3907 1.0 0.3900 1.4
30,000 0.3711 0.3746 4.3 0.3739 3.9
50,000 0.3682 0.3714 11.0 0.3706 6.5

300 5000 0.5278 0.5319 0.6 0.5292 0.9
10,000 0.4889 0.4894 1.2 0.4887 1.5
30,000 0.4641 0.4670 5.3 0.4660 4.2
50,000 0.4582 0.4623 22.4 0.4612 7.2

400 5000 0.6114 0.6136 0.6 0.6100 0.9
10,000 0.5631 0.5645 1.5 0.5637 1.6
30,000 0.5344 0.5383 9.5 0.5364 4.6
50,000 0.5278 0.5329 49.9 0.5304 7.7

500 5000 0.6756 0.6791 0.5 0.6738 0.9
10,000 0.6219 0.6267 2.25 0.6250 1.7
30,000 0.5899 0.5952 14.4 0.5927 5.3
50,000 0.5840 0.5889 102.8 0.5862 9.1

Table 4.9: Comparisons of the MIP and greedy solutions of model (4.6) and their
computational effort under the RA1PC spread model for Graph 1 with t0 = 5 and
p = 0.3.

MIP positive MIP negative total

Greedy positive n11 n12 n11 + n12

Greedy negative n21 n22 n21 + n22

total n11 + n21 n12 + n22 n′′

Table 4.10: “Greedy positive” indicates that with the greedy solution Sh
n, the sam-

ple realization is detected, and “Greedy negative” indicates the virus is undetected
with the greedy solution. Similarly, “MIP positive” and “MIP negative” indicate
whether or not the virus is detected.
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and an approximate 100(1− α)% CI of

[

d̂− zα/2s(d̂), d̂+ zα/2s(d̂)
]

,

where zα/2 is a normal quantile such that P(−zα/2 ≤ Z ≤ zα/2) = 1 − α. We

report two-sided 99.9% CIs in Table 4.11. Note that none of the CIs cover

zero indicating that differences we see in f(Sh
n) and f(S∗

n) are statistically

significant at the 0.999 level.

We additionally solve model (4.6) approximately via the greedy algo-

rithm with larger sample size n. Table 4.12 shows the greedy solutions with

n > 50, 000 up to n = 106, and the greedy solutions obtained with n = 106

provide the best solutions as measured by forming point and interval estimates

of f(Sh
n) after performing function evaluations of f(Sh

n). We then use these

greedy solutions as candidate solutions to assess the quality of these candi-

dates via the MRP. Table 4.13 shows the results of assessing solution quality.

Similar to the results of the TN11C model in Table 4.8, the MRP results show

that as we use a larger sample size n, the corresponding upper confidence

bound on the optimality gap shrinks, but it also requires more computational

effort. These results also indicate that our candidate solutions from the greedy

algorithm with a large sample size, in general, are of high quality by showing

the optimality gap is quite small. Here we use the value of k up to 500 which

is about 10% of |V | of Graph 1, and this does not result in a high detection

probability. To examine how many honeypots are required to obtain a high

detection probability (say, more than 0.95), we use larger values of k and ap-

proximately solve model (4.6) via the greedy algorithm again with n = 106.
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MIP solution Greedy solution
99.9% CI

k n f̄n′(S∗
n) ǫL f̄n′(Sh

n) ǫL
100 5000 0.2174 0.00026 0.2180 0.00026 [0.00037, 0.00058]

10,000 0.2276 0.00026 0.2288 0.00026 [0.00111, 0.00142]
30,000 0.2330 0.00026 0.2350 0.00026 [0.00176, 0.00197]
50,000 0.2339 0.00026 0.2360 0.00026 [0.00184, 0.00215]

200 5000 0.3168 0.00029 0.3215 0.00029 [0.00436, 0.00488]
10,000 0.3397 0.00029 0.3435 0.00029 [0.00366, 0.00396]
30,000 0.3544 0.00030 0.3572 0.00030 [0.00259, 0.00295]
50,000 0.3580 0.00030 0.3599 0.00030 [0.00170, 0.00198]

300 5000 0.3904 0.00030 0.3965 0.00030 [0.00557, 0.00608]
10,000 0.4214 0.00031 0.4233 0.00031 [0.00160, 0.00195]
30,000 0.4378 0.00031 0.4404 0.00031 [0.00253, 0.00285]
50,000 0.4427 0.00031 0.4457 0.00031 [0.00274, 0.00309]

400 5000 0.4392 0.00031 0.4487 0.00031 [0.00920, 0.00974]
10,000 0.4816 0.00031 0.4815 0.00031 [-0.00040, -0.00001]
30,000 0.5018 0.00031 0.5036 0.00031 [0.00163, 0.00201]
50,000 0.5072 0.00031 0.5102 0.00031 [0.00279, 0.00316]

500 5000 0.4876 0.00031 0.4918 0.00031 [0.00396, 0.00455]
10,000 0.5270 0.00031 0.5295 0.00031 [0.00222, 0.00263]
30,000 0.5528 0.00031 0.5550 0.00031 [0.00211, 0.00251]
50,000 0.5582 0.00031 0.5615 0.00031 [0.00290, 0.00327]

Table 4.11: Point estimates of f(Sh
n) and f(S∗

n) with the sampling errors, ǫL,
associated with two-sided approximate 95% CIs, and the results of a 99.9% CI for
f(Sh

n) − f(S∗
n) under the RA1PC model for Graph 1 with t0 = 5 and p = 0.3. We

use n′ = 107 for the estimator and n′′ = 107 for for the CI.
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k n zhn f̄n′(Sh
n) ǫL

100 100,000 0.2406 0.2369 0.00026
500,000 0.2405 0.2392 0.00026
1,000,000 0.2404 0.2395 0.00026

200 100,000 0.3663 0.3623 0.00030
500,000 0.3662 0.3652 0.00030
1,000,000 0.3660 0.3656 0.00030

300 100,000 0.4548 0.4493 0.00031
500,000 0.4538 0.4523 0.00031
1,000,000 0.4531 0.4528 0.00031

400 100,000 0.5226 0.5147 0.00031
500,000 0.5206 0.5185 0.00031
1,000,000 0.5198 0.5189 0.00031

500 100,000 0.5776 0.5675 0.00031
500,000 0.5745 0.5717 0.00031
1,000,000 0.5735 0.5722 0.00031

Table 4.12: Greedy solutions with a larger sample size up to n = 106 under the
RA1PC model for Graph 1 when p = 0.3 and t0 = 5. We use n′ = 107 for f̄n′(Sh

n),
a point estimate of f(Sh

n), and the sampling error, ǫL, associated with a two-sided
approximate 95% CI.
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MRP with ng = 20
k n Ū(ng) ǫU Optimality gap

100 5000 0.2729 0.0018 0.0355
10,000 0.2580 0.0016 0.0203
30,000 0.2467 0.0011 0.0086
50,000 0.2445 0.0007 0.0059

200 5000 0.4202 0.0021 0.0570
10,000 0.3941 0.0016 0.0303
30,000 0.3758 0.0012 0.0117
50,000 0.3722 0.0007 0.0076

300 5000 0.5276 0.0023 0.0775
10,000 0.4920 0.0016 0.0411
30,000 0.4672 0.0014 0.0161
50,000 0.4624 0.0008 0.0106

400 5000 0.6101 0.0022 0.0937
10,000 0.5675 0.0017 0.0506
30,000 0.5379 0.0013 0.0206
50,000 0.5319 0.0008 0.0141

500 5000 0.6763 0.0022 0.1066
10,000 0.6295 0.0017 0.0593
30,000 0.5947 0.0013 0.0241
50,000 0.5878 0.0008 0.0167

Table 4.13: Assessing the greedy solution quality via the MRP for Graph 1 under
the RA1PC spread model when p = 0.3: Optimality gap is estimated by (Ū (ng)−
f̄n′(Sh

m))++ ǫU + ǫL. The value of m used in Sh
m is m = 106, from Table 4.12. Using

ng = 20, we evaluate a point estimate of Ez∗n, Ū(ng), and the sampling error, ǫU ,
associated with a two-sided approximate 95% CI. According to Mak et al. [35], [0,
(Ū(ng)− f̄n′(Sh

m))+ + ǫU + ǫL ] is an approximate 90% CI for the optimality gap at
Sh
m.
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k f̄n′(Sh
n) ǫL

1000 0.7363 0.00027
1500 0.8226 0.00024
2000 0.8775 0.00020
2500 0.9063 0.00018
3000 0.9213 0.00017
3500 0.9362 0.00015
4000 0.9511 0.00013

Table 4.14: Point estimates of f(Sh
n), f̄n′(Sh

n), and the sampling errors, ǫL, asso-
ciated with two-sided approximate 95% CIs for Graph 1 under the RA1PC model
when p = 0.3. We use n′ = 107 for the estimator and n = 106 for the greedy algo-
rithm. Then, [f̄n′(Sh

n)− ǫL, ∞] is a one-sided confidence bound of the true optimal
objective value, z∗P , with probability 0.95.

Table 4.14 shows the resulting detection probability with a growing number

of honeypots, k, in increments of 500. Based on our computational results for

Graph 1 under the RA1PC spread model with p = 0.3, roughly speaking we

need to install at least 4000 honeypots based on the greedy solution to achieve

a detection probability of 0.95, which is almost 70% of the vertices in Graph

1. In addition, when the detection probability is high, installing an additional

500 honeypots induces a small marginal increase in the detection probability.

Now we change the value of the transmission probability p, and approx-

imately solve model (4.6) via the greedy algorithm with sample size n = 106

for Graph 1. Table 4.15 reports point and interval estimates of the detection

probabilities associated with the greedy solutions. As transmission probability

grows large, i.e., p becomes close to 1, deploying a small number of honeypots
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k f̄n′(Sh
n) ǫL

p = 0.5 200 0.6047 0.00030
400 0.7689 0.00026
600 0.8470 0.00022
800 0.8907 0.00019
1000 0.9186 0.00017
1200 0.9373 0.00015
1400 0.9505 0.00013
1600 0.9606 0.00012

p = 0.8 100 0.7479 0.00027
200 0.8954 0.00019
300 0.9478 0.00014
400 0.9704 0.00011
500 0.9814 0.00008

p = 1 100 0.9138 0.00017
200 0.9861 0.00007
300 0.9972 0.00003

Table 4.15: Point estimates of f(Sh
n), f̄n′(Sh

n), and the sampling errors, ǫL, asso-
ciated with two-sided approximate 95% CIs for Graph 1 under the RA1PC model
when p is 0.5, 0.8, and 1. We use n′ = 107 for the estimator and n = 106 for the
greedy algorithm. Then, [f̄n′(Sh

n) − ǫL, ∞] is a one-sided confidence bound of the
true optimal objective value, z∗P , with probability 0.95.

on the graph leads to a high detection probability, e.g., a detection probability

of more than 0.95 with k = 400 when p = 0.8, and 0.997 with only k = 300

when p = 1. This means that as p grows large, the virus quickly spreads over

the network and this also implies that rapid virus detection can be achieved

with a relatively small number of honeypots.

We perform the same computations for Graphs 2 and 3. Figure 4.6

depicts for each graph how detection probability grows as we increase the
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number of honeypots, k, in a greedy manner for a different value of p. Focusing

more on the number of honeypots that provides a high detection probability

for each graph with different transmission probabilities, we examine the value

of k for the detection probability more than 0.95 via the greedy solutions

obtained with a sample size of n = 106 as for Graph 1. As p grows large,

this percentage decreases drastically as shown in Figure 4.7. This implies that

as transmission occurs with a high probability, installing honeypots only in a

small proportion of vertices achieves rapid detection with high probability.

4.4.3 The RAEPC Spread Model

This section considers the RAEPC spread model, which is a generaliza-

tion of the RAE1C discussed in Section 4.2. While under the RA1PC spread

model the virus attempts to spread to only one randomly selected neighbor,

the virus attempts to infect every neighbor under the RAEPC model. This

model is a reasonable reflection of the behavior of the known MMS-based virus.

We use the same values of p as used for the RA1PC model (with the exception

of the p=1 case). As seen in the simulation results in Section 4.1, under the

RAEPC model the virus spreads most quickly. As a consequence, the only

time threshold that we can choose for rapid detection is t0 = 1 for all three

graphs, by which time approximately 0.1% of the vertices are infected.

When sampling each realization ℓ ∈ L, we use a simple variant of the

scheme used for the RA1PC model: Instead of randomly selecting one neigh-

bor of each infected vertex, in this model each infected vertex selects every
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Figure 4.6: Statistical lower bounds (estimated by f̄n′(Sh
n)− ǫL) on detection prob-

ability, depending on the percentage of honeypots in the three graphs under the
RA1PC model for different values of p.
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Figure 4.7: The percentage of honeypots in the three graphs that approximately
provides a statistical lower bound more than 0.95 on detection probability under
the RA1PC model, as p increases.

neighboring vertex and infects it with probability p. That is, starting with

I(t−1), I(t) is generated by adding newly infected vertices from I(t−1) such

that each neighbor of I(t − 1) is infected independently with probability p.

Since we set t0 to be 1 for all three graphs, |Pℓ| = |I(1)| ≤ 1 + di0 assuming

that i0 is the initial vertex. Thus, |Pℓ| ≤ 1 + dmax for all ℓ ∈ L. Consider-

ing the transmission probability p, E|Pℓ| ≤ 1 + pdmax for all ℓ ∈ L. We first

compare the MIP solutions with the greedy solutions in Table 4.16. For some

instances, the greedy solutions outperform the MIP best integer solutions, and

by computing the relative gap between zhn and z̄∗n, we conclude that the greedy

solutions are all within at most 4% optimality. Unlike the TN11C and RA1PC

models, we use a relatively small sample size n because of computational limi-

tations. When k = 100, generating only 2000 random observations and solving
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MIP solution Greedy solution
k n z∗n z̄∗n CPU time (sec.) zhn CPU time (sec.)

100 500 0.8920 0.8986 1.4 0.8660 0.3
1000 0.7920 0.7996 344.9 0.7770 0.4
2000 0.7130 0.7201 67 hours 0.7095 0.5

200 500 1 1 0.2 1 0.3
1000 0.9950 1 64.2 0.9690 0.4

300 500 1 1 0.1 1 0.3
1000 1 1 1.9 1 0.4
2000 0.9920 1 985.4 0.9805 0.6

400 500 1 1 0.1 1 0.5
1000 1 1 0.4 1 0.6
3000 0.9910 1 2101.0 0.9973 0.7

500 500 1 1 0.1 1 0.3
1000 1 1 0.3 1 0.4
3000 0.9910 1 1360.0 1 0.8
5000 0.9902 1 3.4 hours 0.9978 1.1

Table 4.16: Comparisons of the MIP solutions and greedy solutions for Graph 1
with t0 = 1 and p = 0.3 under the RAEPC model.

the corresponding MIP model requires a substantial computational effort (67

hours). This is mainly because under the RAEPC model, |Pℓ| for each ℓ ∈ L

is relatively large, compared to the TN11C and RA1PC models, which conse-

quently results in constraints (4.6c) inducing excessive computational effort.

Using these solutions, point estimates of f(S∗
n) and f(Sh

n) and the results of a

99.9% CI are reported in Table 4.17. As shown in this table, a greedy solution

is of a statistically higher quality in most instances except for some instances

where k = 100.

In particular, under the RAEPC model solving an MIP model directly
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MIP solution Greedy solution
99.9% CI

k n f̄n′(S∗
n) ǫL f̄n′(Sh

n) ǫL
100 500 0.4796 0.00031 0.5029 0.00031 [0.02314, 0.02410]

1000 0.5358 0.00031 0.5273 0.00031 [-0.00868, -0.00785]
2000 0.5709 0.00031 0.5702 0.00031 [-0.00085, -0.00025]

200 500 0.5698 0.00031 0.6131 0.00030 [0.04247, 0.04360]
1000 0.6510 0.00030 0.6547 0.00029 [0.00365, 0.00460]

300 500 0.6513 0.00030 0.6760 0.00029 [0.02334, 0.02448]
1000 0.6787 0.00029 0.7181 0.00028 [0.03896, 0.04002]
2000 0.7443 0.00027 0.7657 0.00026 [0.02111, 0.02201]

400 500 0.6979 0.00028 0.7242 0.00028 [0.02510, 0.02623]
1000 0.7243 0.00028 0.7582 0.00027 [0.03332, 0.03439]
3000 0.7945 0.00025 0.8361 0.00023 [0.04113, 0.04202]

500 500 0.7369 0.00027 0.7623 0.00026 [0.02439, 0.02549]
1000 0.7600 0.00026 0.7888 0.00025 [0.02814, 0.02918]
3000 0.7882 0.00025 0.8586 0.00022 [0.07002, 0.07095]
5000 0.8473 0.00022 0.8848 0.00020 [0.03697, 0.03776]

Table 4.17: Point estimates of f(Sh
n) and f(S∗

n) with the sampling errors, ǫL,
associated with two-sided approximate 95% CIs, and the results of a 99.9% CI for
f(Sh

n) − f(S∗
n) under the RAEPC model for Graph 1 with t0 = 1 and p = 0.3. We

use n′ = 107 for the estimator and n′′ = 107 for the CI.
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is quite expensive due to its computational effort, whereas solving it via the

greedy algorithm is not. Thus, we approximately solve model (4.6) via the

greedy algorithm to obtain a greedy solution Sh
n with n = 106, and then use it

for point and interval estimates of f(Sh
n) with n′ = 107 to obtain f̄n′(Sh

n)±ǫL as

an approximate 95% CI. Table 4.18 reports the corresponding results for Graph

1 with different values of p (p = 0.3, 0.5, 0.8). As k grows large, the evaluated

detection probability increases but the corresponding sampling error decreases.

Furthermore, as transmission probability grows large, a high statistical lower

bound, f̄n′(Sh
n)− ǫL, (say, 0.95) on detection probability can be achieved with

a small number of honeypots, e.g., k = 600 when p = 0.3, k = 300 when

p = 0.5, and k = 200 when p = 0.8 for Graph 1.

For various values of k, we approximately solve the problem via the

greedy algorithm with sample size n = 106, and Figure 4.8 depicts the solu-

tion values for the three graphs. As p increases, the percentage of honeypots

in the graph decreases to maintain a certain level of detection probability.

For a fixed value of p, the increasing rate of detection probability decreases

as we install more honeypots. We examine approximately the percentage of

honeypots in each graph required to achieve a high detection probability (say,

more than 0.95). As shown in Figure 4.9, about 12% of vertices in a graph

need a honeypot to approximately obtain a detection probability of 0.95 when

p = 0.3. As p grows large, with a very small proportion of honeypots in each

graph we can achieve a high detection probability.
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k zhn f̄n′(Sh
n) ǫL

p = 0.3 100 0.6289 0.6281 0.00030
200 0.7865 0.7860 0.00025
300 0.8625 0.8617 0.00021
400 0.9061 0.9049 0.00018
500 0.9337 0.9324 0.00016
600 0.9521 0.9506 0.00013
700 0.9650 0.9634 0.00012
800 0.9743 0.9725 0.00010

p = 0.5 100 0.7798 0.7786 0.00026
200 0.9065 0.9055 0.00018
300 0.9543 0.9534 0.00013
400 0.9762 0.9751 0.00010
500 0.9873 0.9862 0.00007

p = 0.8 100 0.9035 0.9029 0.00018
200 0.9786 0.9783 0.00009
300 0.9949 0.9945 0.00005
400 0.9988 0.9984 0.00002
500 0.9998 0.9995 0.00001

Table 4.18: Point estimates of f(Sh
n), f̄n′(Sh

n), and the sampling errors, ǫL, asso-
ciated with two-sided approximate 95% CIs for Graph 1 under the RAEPC spread
model with different values of p (p = 0.3, 0.5, 0.8) when t0 = 1. We use n′ = 107

for the estimator and n = 106 for the greedy algorithm. Then, [f̄n′(Sh
n)− ǫL, ∞] is

a one-sided confidence bound on the optimal objective value, z∗P , with probability
0.95.
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Figure 4.8: Statistical lower bounds (estimated by f̄n′(Sh
n)− ǫL) on detection prob-

ability, depending on the percentage of honeypots in the three graphs under the
RAEPC model for different values of p.
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Figure 4.9: The percentage of honeypots in the three graphs that approximately
provides a statistical lower bound more than 0.95 on detection probability under
the RAEPC model, as p increases.

4.5 Algorithm Comparisons

In this section, we compare the solutions that we obtain via the greedy

algorithm with solutions based on other simple approaches. We consider the

following three solution methods.

• Highest degree: We choose the k vertices with highest degree. We note

that choosing such vertices is one of the standard approaches in the field

of social networks and is also known as “degree centrality” [54].

• Shortest average distance: We choose the k vertices with the shortest

average distances to all other vertices. Unlike degree centrality, this

approach is known as “distance centrality.”
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• Degree discount: Chen et al. [15] propose the degree-discount heuristic in

maximizing influence in a social network by improving a simple highest-

degree heuristic. The underlying idea of the degree-discount heuristic is

that after selecting the highest-degree vertex in the current iteration, we

decrease the degree of the neighboring vertices of the selected high-degree

vertex in order to prevent the heuristic from selecting the immediate

neighbor of the selected vertex. Suppose that we have selected u such

that u ∈ argmaxj∈V dj to be in the solution set S. Then, for each

neighbor v of u such that v ∈ V \S, we update tv = tv + 1 and dv =

dv − 2tv − (dv − tv)tvq, where initially tj = 0, j ∈ V , and q = 0.01 is a

parameter.

These approaches are very simple to implement and are independent

of spread model. For Graph 1, we obtain a solution with each approach, and

then compare them with the greedy solution. We first consider the TN11C

model. For k = 100, 200, . . . , 1200, with t0 = 4 as in Section 4.4.1, we compute

f(S), effectively exactly, via (4.7). Figure 4.10 shows the greedy heuristic

outperforms other simple heuristics in these instances under the TN11C spread

model.

Now, we consider the RA1PC spread model. Using the same parame-

ters that we use in Section 4.4.2, we again compare the four different solutions

for Graph 1. As shown in Figure 4.11, the greedy solutions outperform all other

solutions although the gap between the greedy solution and others decreases
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Figure 4.10: Comparisons of the four different solutions under the TN11C model
for Graph 1 when t0 = 4: Here, degree indicates the solutions of the highest-degree
heuristic, distance indicates the solutions of the shortest average distance heuristic,
and degree discount indicates the solutions of the degree-discount heuristic.
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as k grows large. Based on these results, the greedy heuristic seems to con-

sistently outperform the simpler heuristics. We finally consider the RAEPC

spread model. The resulting comparisons are shown in Figure 4.12. As in the

TN11C and RA1PC models, the greedy heuristic outperforms all other simple

heuristics.

4.6 Robustness of Greedy Algorithm

In addition to comparing the greedy algorithm with some other simple

heuristics we describe in Section 4.5, we examine how robust solutions to the

greedy algorithm are as we vary the model governing the spread dynamics. The

issue here is that there is “model uncertainty” with respect to spread dynamics.

We can imagine that a virus could be constructed to spread according to any of

the dynamics we consider. We examine robustness as follows. Under a specific

spread model, we can employ the greedy algorithm and obtain a solution. To

examine the “robustness” of the greedy solutions, we take the greedy solution

from one spread model, and see if that solution also provides a high detection

probability for other spread models.

We first check how many honeypot vertices are in common across greedy

solutions from different spread models and from the degree-discount heuristic.

Table 4.19 shows the percentage of honeypot vertices that overlap between

pairs of solutions for Graph 1. As the table shows, the solutions from the

degree-discount heuristic have greater overlap with greedy solutions from the

TN11C and RA1PC models than from the RAEPC model. In particular, when
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Figure 4.11: Comparisons of the solutions under the RA1PC model for Graph
1 with a different values of p when t0 = 5: We obtain a statistical lower bound
estimated by f̄n′(S)− ǫL for each solution S.
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Figure 4.12: Comparisons of the solutions under the RAEPC model for Graph
1 with a different values of p when t0 = 1: We obtain a statistical lower bound
estimated by f̄n′(S)− ǫL for each solution S.
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the transmission probability in the RA1PC model is small, the corresponding

solution has greater overlap with the solution of the degree-discount heuristic.

When comparing between the greedy solutions with different spread models,

the percentage of overlapping honeypots depends on how rapidly the virus

spreads. Roughly, the order of spread speed is TN11C < RA1PC < RAEPC,

and for the same spread model, as transmission grows large so does the spread

speed. In this sense, we may order the spread speed T < R1 < R2 < R3 <

R4 < RE1 < RE2 < RE3 as indicated in Table 4.19. Using this order we

can observe that any two solution sets have higher overlap as their orders in

this inequality are closer. For example, T and R1 share more than 90% of the

same vertices while T and RE3 have about 45% of their vertices in common.

This suggests that as spread models become more dissimilar with respect to

rapidity of spread, the solutions have fewer vertices in common.

Now we compute the detection probability using one spread model but

we compute that detection probability with respect to greedy solutions ob-

tained from other spread models. Here we wish to assess whether we still

obtain a relatively high probability of detection even if the solution was ob-

tained using an incorrect model of spread. We also include the best-performing

heuristic from Section 4.5 that uses only topological properties of the graph,

i.e., we also use solutions from the degree-discount heuristic. We first compute

the exact values of detection probabilities under the TN11C model via (4.7),

and Figure 4.13 shows the corresponding results. The RA1PC model with low

transmission probability (say, 0.3) also provides high detection probabilities
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k = 100 D T R1 R2 R3 R4 RE1 RE2 RE3

D 68% 66% 60% 49% 46% 42% 35% 29%
T 94% 85% 76% 69% 67% 58% 45%
R1 87% 76% 70% 67% 59% 46%
R2 86% 80% 78% 68% 54%
R3 92% 85% 72% 57%
R4 85% 74% 58%
RE1 83% 64%
RE2 72%
RE3

k = 500 D T R1 R2 R3 R4 RE1 RE2 RE3

D 63% 64% 62% 60% 49% 40% 35% 31%
T 93% 93% 88% 69% 64% 55% 45%
R1 92% 86% 69% 63% 54% 45%
R2 89% 69% 65% 56% 46%
R3 70% 65% 56% 47%
R4 60% 51% 43%
RE1 78% 63%
RE2 66%
RE3

k = 1000 D T R1 R2 R3 R4 RE1 RE2 RE3

D 60% 61% 60% 56% 32% 36% 32% 25%
T 92% 91% 82% 44% 59% 52% 35%
R1 92% 81% 43% 58% 51% 36%
R2 82% 43% 59% 52% 35%
R3 43% 58% 51% 35%
R4 40% 37% 31%
RE1 71% 44%
RE2 44%
RE3

Table 4.19: Percentage of overlapping vertices of honeypots between pairs of so-
lutions for different values of k: “D” indicates the solution obtained from degree-
discount heuristic, “T” for the greedy solution from the TN11C spread model, “R”
for the greedy solution from the RA1PC with transmission probability p, and simi-
larly “RE” from the RAEPC model. The numbers, 1, 2, 3, and 4, indicate transmis-
sion probabilities 0.3, 0.5, 0.8, and 1, respectively. For example, “R1” is the greedy
solution from the RA1PC model with transmission probability 0.3.
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Figure 4.13: Computations of f(S) with other solutions for the TN11C model in
Graph 1.

that are almost the same as the TN11C model. The RAEPC models does

not provide competitive values of detection probability, when the transmission

probability is high. The degree-discount solution provides very similar detec-

tion probabilities to the RAEPC model with p = 0.3, but does not dominate

the solutions from the RA1PC models.

We perform the same comparisons for the RA1PC and RAEPC spread

models. Figures 4.14 and 4.15 show the results for the RA1PC and RAEPC

models, respectively. As seen in these figures, the solutions obtained from

the TN11C and RA1PC models again outperform solutions from the degree-
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discount heuristic. This suggests that even when we do not know the spread

dynamics prior to solving the problem, application of some moderate spread

models in the sense of their spread speed (e.g., TN11C or RA1PC with p =

0.3) and solving it via the greedy algorithm provides competitive detection

probabilities rather than simply solving the problem with simple heuristics

(e.g., degree-discount heuristic). That said, there are significant advantages to

knowing the correct spread model. For example, consider the p = 0.5 graph

for RAEPC in Figure 4.15. The RA1PC solution with p = 0.3 requires about

300 honeypots to achieve a 90% probability of detecting the virus prior to t0.

However, if we run the greedy algorithm with the correct objective function

(under RAEPC with p = 0.5) we can achieve the same performance with 200

honeypots. Such results become even more pronounced as we increase the

desired coverage probability from 90% to larger values.

4.7 Concluding Remarks

In this chapter, we perform some numerical tests for various spread

models with the three contact networks that we obtain through a down-

sampling procedure, in order to show the performance of our solution methods.

We first determine a time threshold t0 based on simulations for a fixed trans-

mission probability in the three networks. This provides a benchmark time

threshold for rapid detection.

We suggest that the model maximizing the probability of detecting a

virus by a given time threshold can be solved via Monte Carlo-based sample
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Figure 4.14: Statistical lower bounds of f(S) via f̄n′(S) − ǫL with other solutions
for the RA1PC model with different transmission probabilities p in Graph 1.
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Figure 4.15: Statistical lower bounds of f(S) via f̄n′(S) − ǫL with other solutions
for the RAEPC model with different transmission probabilities p in Graph 1.
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average approximation as an alternative. The resulting model is a stochastic

mixed-integer program, and this causes some difficulty in solving the prob-

lem with reasonable computational effort as is typical for large-scale mixed-

integer programs. The greedy heuristic, however, is much more computa-

tionally tractable, even when implemented using a relatively large number of

scenarios. As a special case, under the RAE1C spread model, which is a com-

pletely deterministic spread model with randomness only in the initial location

of the virus, we employ a greedy heuristic to a deterministic model given the

probability mass function governing the initial location.

We also examine how many honeypots are required to obtain a high

detection probability, depending on the spread model and transmission prob-

ability. Several statistical approaches are also used to estimate the unknown

detection probability for a fixed set of honeypots, to assess the solution quality

via the multiple replications procedure, and to compare two different solutions,

f(Sh
n) and f(S∗

n). It turns out that with a more quickly spreading dynamics

and a high transmission probability, the virus very quickly spreads across the

network but this also makes it possible for us to detect the virus with a small

number of honeypots by a given time threshold.

We compare the greedy heuristic with three other simple solution strate-

gies, based on degree centrality, distance centrality, and an improved version of

degree centrality. Although these three approaches are very easy to implement,

because they are independent of the spread model, their solution values are

not competitive with the greedy solutions in our instances. Finally, the greedy
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heuristic for the spread models under which the virus does not too quickly

spread show robustness of their solution quality, and this may provide insight

into where to install honeypots without knowledge of virus spread dynamics.
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Chapter 5

Conclusion

In this dissertation, we provide a framework for rapid detection of

viruses in cellphone networks. We first develop a class of spread dynamics

that governs how a cellphone virus may spread across a contact network. We

employ a taxonomy that includes five key characteristics to classify the spread

models. Based on the resulting spread dynamics, we employ two performance

measures, the probability we detect the virus by a given time threshold and the

expected time to detection. We establish that these two objective functions

are submodular and supermoduar, respectively, as set functions with respect

to the set of vertices, S ⊂ V , selected as honeypots. As a result, we can em-

ploy a greedy heuristic and obtain a solution that has value with an a priori

constant factor of optimum. Furthermore, the two objective functions that

establish submodularity and supermodularity are valid for all spread mod-

els that we develop. As a special case, under a deterministic spread model,

RAE1C, the model of minimizing the expected time to detection is equivalent

to a well-known facility-location model.

We use real data provided by a large carrier to build realistic con-

tact networks. For various observational periods, we aggregate call record,
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and down-sample the size of the contact network through the so-called c-core

decomposition. We also analyze the networks to examine their topological

properties with several different measures including investigation of power-law

properties. While down-sample, these networks are still large in scale and

arguably realistic, and we use them to test our algorithms.

When maximizing the probability of detecting the virus by a given time

threshold, we suggest that the same models can be solved via a Monte Carlo

sampling-based approximation that yields an asymptotically-optimal design

for locating the detection devices, as the number of samples grows large. We

compare our solution methods in order to understand the relative effectiveness

of Monte Carlo approximation and greedy heuristics to produce good solutions

on graphs of various scale. In particular, when solving the sample-average ap-

proximation problems, solving MIPs with large sample size n requires signifi-

cant computational effort even if it gives higher quality solutions. The greedy

heuristics provides both high quality solutions in general and much less compu-

tational effort than the MIP solutions. Moreover, the best solutions obtained

via the greedy heuristic with a quite large sample size outperform the solu-

tions from other simple approaches such as vertex selection based on degree

or distance centrality. In addition to examining the computational effort and

rapidity of spread, we have also examined how many honeypots are required

for a high detection probability for a fixed time threshold and transmission

probability.

For future research, we may consider more general models by relaxing
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some of our assumptions: First, a honeypot may not work perfectly, i.e., the

detector may have false negatives. This will require a modification of the for-

mulation to deal with the failure to detect the virus even though it visits a

honeypot node. Next, we may model latency as being a continuous stochastic

parameter. Although this can be handled by the models we have presented,

investigating a relevant time threshold and generating the corresponding ran-

dom observations should be done with care. Finally, instead of using a fixed

transmission probability for all attempts, we may use a different transmission

probability for each attempt, depending on the pair of vertices.

We could consider the network’s topological dynamics. In particular,

as in many social networks vertices and edges change over time, i.e., some new

vertices are introduced to the network and make a connection with the existing

vertices, and some vertices leave the network removing the associated vertices

and all edges connected to those vertices. Furthermore, taking the dynamics

of the network into account and solving the corresponding optimization mod-

els involve stochastics in both network topology and the virus spread. This

presents challenges in model formulation, including characterizes performance

measures, as well as presenting challenges for solution methods.

Finally, our framework for rapid detection of cellphone viruses in a net-

work would provide insight into the security resources necessary for detection

in large real-world cellphone networks. We hope these insights can be applied

to the problem of patching a network which has already been breached by a

virus.
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Can you infect me now? Malware propagation in mobile phone networks.

In Proceedings of the 2007 ACM Workshop on Recurring Malcode, 2007.

[21] A. Gutfraind, A. Hagberg, and F. Pan. Optimal interdiction of unreactive

Markovian evaders. In Proceedings of the 6th International Conference

124



on Integration of AI and OR Techniques in Constraint Programming for

Combinatorial Optimization Problems, pages 102–116, Springer, Berlin,

2009.

[22] D. Hochbaum. Replacing spectral techniques for expander ratio, nor-

malized cut and conductance by combinatorial flow algorithms. arXiv,

1010.4535, October 2010.

[23] V. P. Il’ev. An approximation guarantee of the greedy descent algorithm

for minimizing a supermodular set function. Discrete Applied Mathemat-

ics, 114:131–146, 2001.

[24] ILOG. ILOG CPLEX 10.0 User’s Manual, January 2006.

[25] F-Secure Inc. Mobile security, 2012. http://f-secure.mobi.

[26] D. Kempe, J. Kleinberg, and E. Tardos. Maximizing the spread of

influence through a social network. In Proceedings of the 9th ACM

SIGKDD International Conference on Knowledge Discovery and Data

Mining, Washington, DC, USA, 2003.

[27] S. Khadem. Security issues in smartphones and their effects on the

telecom networks. Master’s thesis, Chalmers University of Technology,

2010.

[28] A. Kleywegt, A. Shapiro, and T. Homem de Mello. The sample aver-

age approximation method for stochastic discrete optimization. SIAM

Journal on Optimization, 12:479–502, 2001.

125



[29] A. Krause, J. Leskovec, C. Guestrin, J. VanBriesen, and C. Faloutsos.

Efficient sensor placement optimization for securing large water distribu-

tion networks. Journal of Water Resources Planning and Management,

134:516–526, 2008.

[30] A. M. Law. Simulation Modeling and Analysis. McGraw-Hill, New York,

USA, 2006.

[31] P. L’Ecuyer. Good parameters and implementations for combined mul-

tiple recursive random number generators. Operations Research, 47:159–

164, 1999.

[32] J. S. Lee, J. Hsiang, and P. H. Tsang. A generic virus detection agent on

the Internet. In Proceedings of the 30th Hawaii International Conference

on System Sciences, pages 210–219, Hawaii, USA, 1997.

[33] Y. Li, P. Hui, D. Jin, L. Su, and L. Zeng. An optimal distributed malware

defense system for mobile networks with heterogeneous devices. In The

8th Annual IEEE Communications Society Conference on Sensor, Mesh

and Ad Hoc Communications and Networks, pages 314–322, Salt Lake

City, Utah, USA, 2011.

[34] J. Luke and C. J. Harris. The application of CMAC based intelligent

agents in the detection of previously unseen computer viruses. In In-

ternational Conference on Information Intelligence and Systems, pages

662–666, Bethesda, Maryland, USA, 1999.

126



[35] W. K. Mak, D. P. Morton, and R. K. Wood. Monte carlo bounding

techniques for determining solution quality in stochastic programs. Op-

erations Research Letters, 24:47–56, 1999.

[36] Q. McNemar. Note on the sampling error of the difference between

correlated proportions or percentages. Psychometrika, 12:153–157, 1947.

[37] M. Minoux. Accelerated greedy algorithms for maximizing submodular

set functions. Lecture Notes in Control and Information Sciences, 7:234–

243, 1978.

[38] P. B. Mirchandani and R. L. Francis. Discrete Location Theory. Wiley,

New York, USA, 1990.

[39] R. Montenegro. Vertex and edge expansion properties for rapid mixing.

Random Structures and Algorithms, 26:52–68, 2005.

[40] C. Mulliner and G. Vigna. Vulnerability analysis of mms user agents. In

Proceedings of the 22nd Annual Computer Security Applications Confer-

ence, Miami Beach, Florida, USA, 2006.

[41] G. L. Nemhauser, L. A. Wolsey, and M. L. Fisher. An analysis of ap-

proximations for maximizing submodular set functions. Mathematical

Programming, 14:265–294, 1978.

[42] R. Pastor-Satorras, A. Vázquez, and A. Vespignani. Dynamical and

correlation properties of the Internet. Physical Reveiw Letters, 87:258701,

2001.

127



[43] R. Richmond. Security to ward off crime on phones. The New York

Times, February 24, 2011.

[44] T. G. Robertazzi and S. C. Schwartz. An accelerated sequential algo-

rithm for producing D-optimal designs. SIAM Journal on Scientific and

Statistical Computing, 10:341–358, 1989.

[45] A. Schevchenko. An overview of mobile device security, 2005. ;available

at www.securelist.com/en/analysis?pubid=170773606.

[46] S. B. Seidman. Network structure and minimun degree. Social Networks,

5:269–287, 1983.

[47] G. Serazzi and S. Zenaro. Computer virus propagation models. perfor-

mance tools and applications to networked systems. Lecture Notes in

Computer Science, 2965:26–50, 2004.

[48] D. H. Shih, H. S. Chiang, and D. C. Yen. Classification methods in the

detection of new malicious emails. Information Sciences, 172:241–261,

2005.

[49] D.-H. Shih, B. Lin, H.-S. Chiang, and M.-H. Shih. Security aspects of

mobile phone virus: A critical survey. Industrial Management and Data

Systems, 108:478–494, 2008.

[50] D. Simchi-Levi, X. Chen, and J. Bramel. The Logic of Logistics: Theory,

Algorithms, and Applications for Logistics and Supply Chain Manage-

ment. Springer, New York, USA, 2005.

128



[51] G. Tesauro, J. O. Kephart, and G. B. Sorkin. Neural networks for com-

puter virus recognition. IEEE Expert, 11:5–6, 1996.

[52] I. Thomson. Cabir mobile virus strikes in Finland, August 2005. ;avail-

able at www.vnunet.com/vnunet/news/.

[53] P. Wang, M. C. Gonzalez, C. A. Hidalgo, and A. L. Barabási. Un-

derstanding the spreading patterns of mobile phone viruses. Science,

324:1071–1075, 2009.

[54] S. Wasserman and K. Faust. Social Network Analysis. Cambridge Uni-

versity Press, Cambridge, UK, 1994.

[55] D. J. Watts and S. H. Strogatz. Collective dynamics of ‘small-world’

networks. Nature, 393:440–442, 1998.

[56] Liang Xie, Xinwen Zhang, Jean-Pierre Seifert, and Sencun Zhu. pBMDS:

A behavior-based malware detection system for cellphone devices. In

Proceedings of the 3rd ACM Conference on Wireless Network Security,

Hoboken, New Jersey, USA, 2010.

[57] H. Zhang, H. Zhao, W. Cai, J. Liu, and W. Zhou. Using the k-core

decomposition to analyze the static structure of large-scale softerware

systems. Journal of Supercomputing, 53:352–369, 2010.

[58] Z. Zhu, G. Cao, S. Zhu, S. Ranjan, and A. Nucci. A social network

based paching scheme for worm containment in cellular networks. In

Proceedings of the IEEE INFOCON, 2009.

129



Vita

Jinho Lee was born in Busan, South Korea on 8 December 1979, the son

of Jaeyoung Lee and Inja Kim. He received the Bachelor of Engineering degree

in Electrical Engineering from the Republic of Korea (ROK) Naval Academy

and was commissioned an Officer in the ROK Navy in 2002. After working on

warships for two years, he was started graduate studies as selected from the

ROK Navy for the professorship in Department of Management Science at the

ROK Naval Academy, and received the Master of Science degree in Industrial

Engineering from Yonsei University, Seoul, Korea in 2006. He then taught

some classes at the ROK Naval Academy as a full-time instructor. After one-

year teaching experience there, in August 2007 he began to pursue the PhD

in Operations Research and Industrial Engineering graduate program at the

University of Texas at Austin.

Permanent address: Dept. of Management Science, ROK Naval
Academy, Anggok-dong, Jinhae-gu, Changwon,
Kyungsangnam-do, South Korea 645-797

This dissertation was typeset with LATEX
† by the author.

†LATEX is a document preparation system developed by Leslie Lamport as a special
version of Donald Knuth’s TEX Program.

130


