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Abstract 

 

Using Sentence-Level Classification to Predict Sentiment at the 

Document-Level 

Amanda Rachel Hutton, M.S. Stat. 

The University of Texas at Austin, 2012 

 

Supervisor:  Pradeep Ravikumar 

 

This report explores various aspects of sentiment mining. The two research goals 

for the report were: (1) to determine useful methods in increasing recall of negative 

sentences and (2) to determine the best method for applying sentence level classification 

to the document level. The methods in this report were applied to the Movie Reviews 

corpus at both the document and sentence level. The basic approach was to first identify 

polar and neutral sentences within the text and then classify the polar sentences as either 

positive or negative. The Maximum Entropy classifier was used as the baseline system in 

which the application of further methods was explored. Part-of-speech tagging was used 

for its effectiveness to determine if its inclusion increased recall of negative sentences. It 

was also used to aid in the handling of negations within sentences at the sentence level. 

Smoothing was investigated and various metrics to describe the sentiment composition 

were explored to address goal (2).  Negative recall was shown to increase with the 

adjustment of the classification threshold and was also seen to increase through the 

methods used to address goal (2).  Overall, classifying at the sentence level using bigrams 

and a cutoff value of one was observed to result in the highest evaluation scores. 
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Chapter 1: Introduction  

Sentiment mining is an application of text classification. The most common 

objectives in text classification are to classify texts into fairly objective categories such as 

topics, but in sentiment mining the core objective is to identify the polarity of opinions, 

emotions, and evaluations.  The classification of sentiment and subjective texts poses 

different challenges than the classification of objective texts (see Pang and Lee, 2008).  

This report explores two aspects of sentiment mining: (1) to determine useful 

methods in increasing recall of negative sentences and (2) to determine the best method 

for applying sentence level classification to the document level.  The first aspect 

(increasing negative recall) is a theme still maintained throughout the second part, though 

it is not the main focus of that section. 

1.1 Increasing Negative Recall of Classifier 

The subjective texts most commonly used in sentiment mining are reviews 

(product, movie, etc.).  Reviews are known to be valuable to both consumers and 

producers.  Consumers may look to reviews to find out the quality of another individual’s 

experience to make a more informed decision on a purchase.  A producer may be 

interested in reviews to learn what consumers think about their products or to find out 

what about their product needs improvement.  It is easy to imagine a scenario in which an 

individual (consumer or producer) may be interested in a certain type of sentiment, 

specifically negative sentiment.  Since reviews are known to contain mixed sentiment, a 

customer may wish to not only view all negative reviews of a product but also view 

drawbacks of a product mentioned within a positive or neutral review.  On the other 

hand, a producer may wish to view all negative opinions toward their product in order to 

figure out areas for improvement.  In these cases it is important to increase a classifier’s 
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recall (see section 2.3 for definition) on negative opinions.  When recall for the negative 

class is increased, it may be the case that the classifier simply classifies more documents 

to the negative class.  In some scenarios it could be more important and beneficial to the 

end user to receive all negative opinions even while also receiving noisy misclassified 

positive opinions.  Ideally, a classifier would increase the recall of the negative 

documents without decreasing the classifier’s precision and overall accuracy.  One facet 

of this report explores methods to increase the recall of negative documents while 

minimally decreasing precision and accuracy.  

1.2 Document Classification at the Sentence-Level 

Pang and Lee (2008) note current challenges faced in the area of sentiment 

mining and provide an extensive survey of current research addressing these problems.  

One problem discussed in this paper is that, when determining sentiment, large amounts 

of the text being classified are actually irrelevant to the classification problem.  These 

irrelevant texts are typically more objective in nature.  The challenge that must first be 

addressed is to determine which text is relevant and then determine the sentiment (or 

polarity) of the relevant text.  Similar to text classification, most tasks focus on 

classifying entire documents, however some research has found sentence- and phrase-

level classification to be useful when classifying opinions (e.g. Riloff and Wiebe, 2003; 

Pang and Lee, 2004).     

In text classification, common classification subjects are news articles, research 

papers, and novels, but in sentiment mining texts are usually reviews of products or 

movies.  Reviews differ from news articles and other objective texts for several reasons.  

Reviews often consist of sentences that are objective as well as sentences that are 

subjective.  It is rare to find a review (especially a movie review) that does not include 
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some sort of summary of the movie.  The movie summaries in the review are generally 

objective and do not contain personal opinions about the movie.  Sentence-level 

classification offers the benefit of classifying the sentences that are relevant, i.e. 

subjective sentences, without classification being influenced by the text in objective 

sentences.  The main challenge of sentence-level classification is that there is not a 

generally accepted method of using sentence-level classification of a review to 

summarize the classification of the whole review.   

When attempting to extrapolate sentence-level classification to predict the 

sentiment of the whole review, there are a few concerns that arise.  Not only do reviews 

contain objective sentences that are not relevant to the sentiment classification, but 

additionally they often contain mixed sentiment, e.g. listing pros and cons.  This presents 

a problem when aggregating sentence-level classification to the document level.  Another 

potential problem is that classifiers are not perfect; they misclassify texts, and the more 

classification that is being done, the more opportunity there is for error to be introduced.  

This report explores methods for mediating these issues to develop an accurate 

classification at the document level through sentence-level classification. 

  



 4 

Chapter 2: Sentiment Mining 

In this chapter, a general introduction of the techniques used in this paper is 

provided.  Before continuing on to more specific tools used in the report, a brief overview 

of the process of text classification follows. 

Most text classification models use a bag-of-words (BOW) approach.  This 

approach involves breaking a document into a vector of the words that comprise the 

document along with the individual word counts for each word that was present in the 

document.  When words are represented individually, they are known as unigrams.  

Bigrams are another technique for representing words within a document.  Bigrams are 

pairs of neighboring words in a sentence coupled together to create new features 

consisting of two words.  Consider the sentence, “A cold glass of water sweats in the 

summer.” When this sentence is represented with unigrams, each word is an individual 

feature: {a, cold, glass, of, water, sweats, in, the, summer}.  However, the bigram 

representation couples the words into pairs such that the sentence’s feature representation 

becomes, {a cold, cold glass, glass of, of water, water sweats, sweats in, in the, the 

summer}. 

A classifier is then trained on a training set in which it learns various parameter 

values for its model.  Once a classifier has been trained, it can be used to classify the 

documents in a test set.  The classifier is evaluated on its performance on the test set.  

Two commonly used classifiers in sentiment mining are Maximum Entropy and Naïve 

Bayes. While this technique describes classification at the document level, finer grained 

classification can be done at the sentence- and phrase-level. This technique is introduced 

in Section 2.2.   
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Though there are many alterations that can be made to this process (e.g. feature 

weighting, feature selection, etc.), the techniques that are most relevant to this report are 

part-of-speech tagging and word sense disambiguation.  These techniques are described 

in more detail in the following section. 

The last topics introduced in this chapter are two important measures for 

evaluating classifier accuracy, precision and recall.  It is important to understand these 

measures because a key goal of this report deals with increasing recall of the negative 

class. 

2.1 Part-of-Speech Tagging 

Part-of-speech (POS) tagging refers to the process of marking a word with its 

corresponding grammatical part-of-speech.  Both, a word’s definition and the context 

surrounding a word, are important when making this determination.  There are some hand 

tagged corpora available (Brown Corpus and Penn Treebank) that contain thousands of 

words that have been annotated with particular parts-of-speech.   

Collections like the Brown Corpus typically serve as more of a starting point for 

POS-tagging algorithms rather than the final decision of a word’s POS-tag.  This is 

because a problem arises when words are ambiguous.  Consider the sentence, “The child 

loved to race around the park.” In this sentence the word race is acting as a verb.  In 

another sentence, “Yesterday, the woman completed her fiftieth race.” in which the word 

race is acting as a noun.  It is cases like these that the context surrounding the word is 

important.  Statistical based algorithms can incorporate this surrounding context and have 

frequently been used as a highly accurate method for POS-tagging (e.g. Brants, 2000; van 

Halteren et al., 2001). 
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POS-tagging can be used to incorporate richer features into a BOW model as well 

as assisting in some rule based classification.  POS-tags are also extremely helpful when 

attempting to determine the sense of a word. Word sense disambiguation (WSD) refers to 

the process of determining the sense or meaning of a word as it is used in a particular 

sentence.  In the following section, sentence-level classification is described.  WSD can 

be extremely useful when classifying at the sentence level.  

2.2 Sentence-Level Classification 

In the introduction of this chapter, a description of text classification at the 

document level was provided.  Sentence-level classification is very similar to 

classification at the document level, however, instead of using an entire document, a 

document is broken down into sentences and each sentence is represented by an 

individual vector of words and word counts.  The sentences are then treated in a similar 

manner to documents in document-level classification and the classifier is trained on a 

training set and can then be used to classify sentences in the test set. 

Andreevskaia and Bergler (2008) compared accuracies between training a 

classifier at the document/sentence-level and testing a classifier at the 

document/sentence-level.  They found that training and testing at the same level is best.  

These results were taken into consideration when comparing methods in this report.  

They also found that bigrams resulted in the highest accuracy for the document-level and 

that unigrams are always best at the sentence level.    These results, however, differ from 

results found in this report.  Since the corpus used in Andreevskaia and Bergler (2008) 

and the corpus used in this report is the same, the only difference between the 

experiments is the classifier used.  Andreevskaia and Bergler (2008) used the Naïve 

Bayes (NB) classifier while this report uses the Maximum Entropy (MaxEnt) classifier.  
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When calculating feature weights, the NB classifier treats each feature as an independent 

event however the MaxEnt classifier takes into account feature dependence.  This is 

likely the reason that the NB classifier performed worse with bigrams than unigrams 

while MaxEnt displayed an increase in accuracy when switching from unigrams to 

bigrams. 

Another key difference between document-level classification and sentence-level 

classification is that sentence-level classification deals with texts that are much shorter in 

length.  Documents usually contain hundreds and thousands of words but sentences only 

contain roughly 10 – 20 words.  This can become a problem because words carry more 

weight at the sentence level than they would normally at the document level.  One can 

imagine that the sense of the word becomes very important at this level which is why 

WSD and POS-tagging are used in this report. 

2.3 Precision and Recall 

In text classification and sentiment mining there are various ways to evaluate 

classifier correctness.  Beyond the measure of accuracy, i.e. the number of correctly 

classified documents out of the total number of documents, measures of precision and 

recall are used.  In term of the negative class, precision measures how many of the 

documents that were classified as negative sentiment are truly negatively sentimented 

documents.  Recall measures how many of the total negative documents were correctly 

classified as negative.  The following are the equations for both precision and recall: 

TP: the number of documents that the classifier has determined to be 

of positive sentiment that are actually positive 

TN: the number of documents that the classifier has determined to be 

of negative sentiment that are actually negative 
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FP: the number of documents that the classifier determines to be of 

positive sentiment that are not positive 

FN: the number of documents that the classifier determines to be of 

negative sentiment that are not negative 

 

 

 

 

 

 

 

By increasing negative recall, we will increase the number of negatively 

sentimented documents that the classifier correctly identifies.  In doing this, there will 

likely be more positive documents incorrectly classified as negative.  This will result in 

decreased negative precision and the overall classifier accuracy.  The goal is to develop a 

method that will increase negative recall without greatly reducing these other metrics.  

Specific techniques are discussed in Chapter 5 of this report. 
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Chapter 3: Related Work 

This chapter gives an overview of current work that is related to this report.  The 

chapter is broken into two sections, each section relating to the techniques used in the 

methods for each research goal. 

3.1 Using Part-of-Speech Tagging and Word Sense 

When looking at the whole document level for classification, it is not uncommon 

for complicated models using part-of-speech tagging and other language structured 

information to not result in much improvement of accuracy over the standard bag-of-

words approach.  However, when looking at a finer granularity, such as sentence-level 

classification, there is less information to provide to the classifier.  It has been shown that 

extracting additional information from lexical characteristics present in the sentence has 

proved to be useful and has further been supported when considering sentiment sentences 

(Pang and Lee, 2008).  We can use language based clues to help us determine the sense 

of words thus allowing more information to make the classification decisions.  

It has been asserted that adjectives hold a majority of the sentiment orientation 

(Agarwal et al., 2009; Voll and Taboada, 2007; Subrahmanian and Reforgiato, 2008; 

Andreevskaia and Bergler, 2006; Andreevskaia and Bergler, 2008).  While this is not a 

fool-proof approach, there is a large amount of sentiment to be found in adjectives. Ding 

et al. (2008) caution that there are many adjectives that do not have sentiment orientation 

(e.g. “external”, “digital”) and that there are also many situations in which a word’s 

orientation is dependent on the context that it appears. 

Much of sentiment orientation is dependent on the subject of the opinion; some 

research has found it to be useful to maintain that relationship during the classification 

process.  Kessler and Nicolov (2009) use SVM to rank potential target topics of a 
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sentiment expression and found that RankSVM outperforms all methods they compared.  

Voll and Taboada (2007) provide an example movie review that demonstrates why 

determining the relationship of the opinion and target is important: “This movie was 

fantastic, although the popcorn was soggy and stale.” Here, fantastic is a positive 

expression and describes the movie, but soggy and stale are negative opinions of the 

popcorn, which has nothing to do with the movie. To mitigate this problem, a decision 

tree is used to find the sentences that are on-topic and those that are off-topic and weigh 

the adjectives in accordance with their relevance.  Additionally, the authors create three 

measures of semantic orientation and hypothesize that location of the adjectives also has 

an impact on whether or not it is a polar adjective. 

Andreevskaia and Bergler (2008) present an interesting approach combining 

domain specific knowledge and out-of-domain information using an ensemble system.  

This allows for the system to be portable across different applications.  Lexical 

information, such as WordNet provide general knowledge to the ensemble system while 

the domain specific knowledge is revealed through a classifier trained on a small subset 

of in-domain training data.   

Agarwal et al. (2009) present a method to predict contextual polarity of subjective 

phrases within a sentence using lexical scoring derived from the Dictionary of Affect in 

Language (DAL).  DAL provides words with scores of pleasantness, activeness, and 

imagery, which help measure the emotional meaning of text.  The authors break 

sentences into phrases and determine neutral and polar parts of the sentence.  The 

assumption is that neutral phrases are more subjective than the polar phrases and the 

DAL scores are used to normalize the phrases in order to determine which are neutral.  

Ku et al. (2007) suggest that the opinion of the entire sentence is a function of the 

sentiment words, negation words, opinion operators, and opinion holders within the 
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sentence.  Though the actual application is to characters of Chinese text, it does provide 

some interesting insight into the Gestalt-like relationship of language.  Ding et al. (2008) 

provide a method in dealing with multiple conflicting opinion words in a sentence by 

accounting for the distance of the opinion word from the feature.  They found that this 

function works better than simply summing up the orientation of all of the words in the 

sentence.   

3.2 Sentence-Level Classification 

Sentence-level classification attempts to determine the overall sentiment of a 

document by looking at the characteristics of each sentence contained in the document.  

There are different approaches to decide what information is extracted from individual 

sentences.  Some methods attempt to determine whether a sentence is objective or 

subjective in nature (Riloff and Wiebe, 2003) while others focus on whether it is of 

positive or negative sentiment (Andreevskaia and Bergler, 2008).  There are also hybrid 

approaches (Pang and Lee, 2004; Wilson et al., 2005; Yu and Hatzivassiloglou, 2003) 

that blend these two methods in which the first aim is to identify the subjective sentences 

and then of these subjective sentences, determine their polarity. 

Previously, research has shown that lexical information is useful when working at 

the sentence- or phase-level.  Part-of-speech tagging and rule-based classification are 

methods that make use of the language characteristics with text.  Another important 

lexical consideration, uniquely important to sentence- and phrase-level classification, is 

to appropriately deal with negations.  Much research is readily available offering 

suggestions on how to handle negations at this level.   

Riloff and Wiebe (2003) use bootstrapping methods to separate the subjective 

sentences from the objective sentences.  Instead of hand-annotating sentences, they use a 
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high-precision classifier to classify sentences as subjective or objective. Since the 

classifier is very accurate it does not have a high recall rate (the main trade-off in 

classification); however, the authors argue that high recall is not necessary when a large 

number of sentences is used.  For example, 30% recall with high precision is acceptable 

when 10,000 sentences have been used because a training set of 3000 sentences has been 

created. 

Naughton et al. (2008) present a similar application at sentence-level for 

determining event classification.  The main difference of event classification is that 

instead of determining polarity of a sentence, the objective is to determine whether a 

sentence contains an instance of the target event or not.  In this paper the authors discuss 

how the word “die” can exist as an accurate instance of the target event and also exist as 

an inaccurate instance of the event.  The authors find that the most effective method to 

mitigate this duality of words in event classification is through using the Support Vector 

Machine (SVM) classifier in a reduced feature space. 

Several papers have combined methods of polarity classification at the document-

level with techniques of extracting subjective text at the sentence- and phrase-level for 

improved results (Pang and Lee, 2004; Wilson et al., 2005; Yu and Hatzivassiloglou, 

2003).  Wilson et al. (2005) first determine whether an expression is neutral or polar and 

then decide on its polarity.  Pang and Lee (2004) use minimum cuts in graphs to extract 

the subjective portions of documents and then use SVM and Naïve Bayes (NB) to 

determine sentiment of the subjective sections.  

Yu and Hatzivassiloglou (2003) first extract the opinion sentences from the 

document and then classify the opinion sentences as positive or negative in terms of the 

main perspective expressed in the opinion.  For classifying the opinion sentences the 

authors use a similarity approach under the hypothesis that under a specific topic opinion 
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sentences will be more similar than fact based sentences. To determine if an opinion 

sentence is positive, negative, or neutral the authors base the decision on the strength and 

frequency of semantically oriented words in the sentence.  Using this information, a 

measure of the average per-word log-likelihood scores is calculated. Next, cutoffs for 

positive and negative sentences are found from training data.  The final polarity 

determination is established through the comparison of the score and the polarity cutoffs.  

If a sentence has a score lower than the negative cutoff, it is classified as negative.  If the 

score is higher than the positive cutoff then it is positive and if it is between the two 

cutoffs it is classified as neutral.  
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Chapter 4: Experiment Setup 

4.1 Data 

The corpus used in this report was the Rotten Tomatoes movie reviews found at 

http://www.cs.cornell.edu/people/pabo/movie-review-data/.  The experiments presented 

in this report made use of the sentence-level dataset, the full reviews dataset, and the 

subjectivity dataset.  The full reviews dataset contains 2000 labeled full reviews (1000 

positive and 1000 negative).  The sentence-level dataset contains 10662 labeled sentences 

(5331 positive and 5331 negative). The subjectivity dataset consists of 5000 subjective 

and 5000 objective sentences.  Though these datasets are all movie reviews, they do not 

overlap completely. Preprocessing of the data included minimal stop-word removal, only 

removing “a”, “the” and  “.”. 

4.2  Baseline System 

The baseline system for this report was the Maximum Entropy (MaxEnt) 

algorithm implemented by Speriosu et al. (2011).  Several papers have found this 

classifier to be very useful in text classification, often times, more so than Naïve Bayes 

(Nigam et al., 1999, Ratnaparkhi 1997, Berger et al. 1996).  The basic preprocessing 

described above is applied to the data before feeding the data to the MaxEnt classification 

system.  The experiments included 10-fold cross-validation.   

The MaxEnt classifier was used as a baseline for both the document-level 

classification and the sentence-level classification.  The main focus of this report was at 

the sentence-level classification but the document-level was also be used for accuracy 

comparison.  Following advice from Andreevskaia and Bergler (2008) sentence trained 

classifiers were only tested on sentence level classification and document trained 

classifiers were only tested at the document level. 

http://www.cs.cornell.edu/people/pabo/movie-review-data/
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4.3 Precision-Recall Curve 

In the results chapter of this report, most experimental results are displayed in a 

precision-recall curve.  The precision-recall curve plots a classifier’s precision scores 

against its recall scores.  Davis and Goadrich (2006) demonstrate that the precision-recall 

curve is the best method for visualizing classifier performance and that it often allows for 

a better comparison between various algorithms.  The following steps were used to 

calculate the points along the precision-recall curve: 

1. For each document or sentence in the test set, find the probability that each 

example is negative. 

2. Find the minimum, min, and maximum, max, probabilities and generate a set 

of ten equally partitioned thresholds from [min, max].  

3. For each threshold, classify the documents negative if their probability is 

above the threshold. 

4. Once all documents in the test set are classified at the specified threshold, 

calculate the precision and recall scores. 

Once the precision and recall scores are calculated at the ten threshold values the points 

are plotted along a curve.  Because a main objective of this report involves increasing 

negative recall, each precision-recall curve displays the scores for the negative class. 
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Chapter 5: Method 

The first goal of this report was to identify as many negative sentences in a 

document as possible while maintaining reasonable levels of precision and accuracy. The 

first approach for addressing this goal focused on increasing recall of negative sentences 

at the sentence-level. Generally, increasing recall implies that the classification needs to 

be more sensitive to negative sentences than positive ones. 

Several approaches were explored to help increase negative recall.  The first 

method simply explored the difference in effectiveness of bigrams versus unigrams. The 

second looked at different cutoffs for the number of times a word must appear in the 

corpus or the document to be included in the BOW. The default cutoff for the MaxEnt 

system implemented by Speriosu et al. (2011) is five. There were a number of reasons for 

adjusting this number, but mainly the interest was to include more bigrams in the 

classification and to include more features from the next approach, part-of-speech 

tagging.  

Part-of-speech tagging was used in two ways, 1) using the tagged words as 

features, and 2) assisting in locating certain lexical patterns of negated adjectives and 

verbs. The last method, and probably the most effective method, was to explore different 

threshold values that the positive class prediction needed to be above the negative 

prediction.  These are discussed in Section 5.1. 

The second objective of this report was to determine a method for applying 

sentence-level classification to the document level.  All sentences within the document 

were classified individually and various summing methods were calculated to find the 

best metric to extrapolate the classified sentences to the document level.  Removing 

objective sentences first and then classifying on the remaining polar sentences was also 
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tested. Smoothing techniques between sentences within a document were used with 

various parameters tested. 

In the following subsections, the plan of action for this report is discussed in more 

detail: parts-of-speech tagging methods and uses, sentence-level classification techniques 

that include machine learning and rule-based approaches, techniques for smoothing 

between sentences, and finally methods for extrapolating sentences for a measure of the 

whole. 

5.1 Increasing Negative Recall 

5.1.1 Part-of-Speech Tagging 

As previously noted, part-of-speech tagging has proven to be useful with 

sentiment analysis at the sentence-level.  For this report, the OpenNLP maximum entropy 

part-of-speech tagger was used.   The first approach involved using the tagged words (i.e. 

sunny_JJ -> sunny is an adjective) to train the baseline classifier. The next use of the 

tagged words was to encode some rule based information into the sentences, discussed in 

the next section.  

5.1.2 Negation Handling 

An important aspect to consider when working at the sentence- or phrase-level is 

the effect that negations have on the overall sentiment of the sentence or phrase.  When 

working at the whole document level, these effects are trivial but due to the sensitivity of 

the classifier at the finer granularity, these effects need to be considered.  Ding et al. 

(2008) provide suggestions for rules dealing with negations.   

Ding et al. (2008) take advantage of traditional negation words such as “no”, 

“not”, and “never” however they extend these simple rules to include pattern-based 

negations such as “stop” + “vb-ing”, “quit” + “vb-ing”, and “cease” + “to vb”.  Though 
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the implementation for this report was not as extensive as the methods discussed above, 

some negation handling was explored.   

As mentioned, sometimes within text a typically positive word, for example 

“enjoy”, is preceded by a negation. For this report, the part-of-speech tagging was used to 

change adjectives and verbs that were preceded by “not”, to the form “not-<old_word>”. 

For example, “not fun” would be changed to “not not-fun” where the single token “not” 

is still an independent feature and “fun” has become the token “not-fun.” During the 

classification, the word “not-fun” will be treated as a unique token.  This was done to 

separate cases where words like “fun” were used in a positive sentiment from the cases 

where words like “fun” were used in negative sentiment. Cases in which the “not” 

modifier was separated by words like “so” and “much” were also accounted for similarly. 

For example “not so fun” would be changed to “not so not-fun”.  It is acknowledged that 

this is by no means the ideal implementation but it was a fairly simple implementation 

that was explored. 

5.1.3 Positive vs. Negative Threshold 

A simple adjustment to classifier recall to negative sentences is to classify more 

negative sentences by default. One way that this was addressed was to explore different 

thresholds and observe the effect they had not only on negative recall.  Because this 

technique will inevitably affect accuracy and precision, these measures were also 

considered when analyzing the results.  The ideal scenario would result in an increase to 

recall with minimal decrease to accuracy and precision.  

The threshold refers to value that the difference between the predicted positive 

probability and the predicted negative probability must be above in order for the 
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document to be classified as positive.  The following rule was used in determining an 

items class. 

 

  

The assumption is that most of the misclassified negative sentences are barely 

positive and by requiring a certain distance between the class probabilities we will be 

able to capture more negative sentences.  This technique essentially explores various 

points on the precision-recall curve that correspond to a fixed set of threshold values.  

The goal was to explore the effects of different threshold values and to determine the best 

threshold for distinguishing between the two classes. 

5.2 Document-as-Sentence Classification 

The main consideration for this section was to find a method of aggregating the 

sentence orientations that accurately predicts the class. For both approaches explored in 

the subsections, the following procedure was performed:  

1. Each document was broken into sentences and then a classifier was 

trained on a subjective-objective training set.   

2. The trained classifier was then used to identify the subjective sentences 

and the sentences classified as objective were removed.   

3. A different classifier was used to classify the sentiment of the 

sentences.  

The ground truth used for this section was the overall document level class. These 

methods were compared with their ability to accurately predict the overall class based on 

the classified sentences. 
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5.2.1 Sentence-Level Classification for Document Sentences 

The basic approach for using sentence-level classification to predict the class at 

the document-level is to treat each sentence in the document as an independent sentence. 

Classification is done individually for each sentence and in the end the sentences’ classes 

are put together in a way that will hopefully predict the overall document class.  

In the movie reviews corpus, many of the reviews start with a summary of the 

movie.  These sentences are typically neutral in sentiment. Previous research has found it 

beneficial to identify the polar sentences first, and then classify the polar sentences as 

positive or negative (Pang and Lee, 2004; Wilson et al., 2005; Yu and Hatzivassiloglou, 

2003). The first step of this section was to separate the neutral sentences from the opinion 

sentences.  

Once the opinion sentences were identified the next step was to classify the 

sentences as positive or negative.  For this, the baseline system was used.  These results 

were compared with different smoothing and summing methods to optimize correct 

classification. 

5.2.2 Smoothing 

One can assume to a reasonable degree of confidence that language within a text 

will exhibit some flow and that positively oriented sentences will gradually shift to 

negative sentences.  Though there may not be an exact clustering of sentences by their 

polarity, one would not expect to see, “I loved this movie.  I hated the acting.”  We would 

expect to see something along the lines of, “While I loved this movie, I hated the acting.” 

or “I loved this movie. However, I hated the acting.” For cases that do not include these 

key negation clues, smoothing techniques may be useful in predicting from one sentence 

to the next.   
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While this is not “smoothing” in the traditional sense, where scores are flattened 

towards the center of the distribution, it is expected that there will be a similar effect.  

This method would of course use both polar and neutral sentences but it may be 

interesting to see if this helps some less extreme sentences. 

Two types of smoothing were applied, weighted sliding averages and non-

weighted sliding averages.  Sliding averages entail averaging across a certain number of 

sentences to calculate an average that is dampened slightly.  The weighted average 

weights sentences furthest from the main sentence less than ones closest to it. Another 

parameter explored was the effect of the number of sentences that were used in the 

sliding average.   

Two levels were explored, sliding averages at the probability level and sliding 

averages at the label level (i.e., 1 or -1).  For each item classified (document or sentence) 

the MaxEnt classifier outputs probabilities for each class.  The class with the highest 

probability is the class labeled for that item.  The probability level uses the classifier’s 

probability as the value for each sentence when averaging.  The label level assigns to 

value of 1 to the positive class sentences and -1 to the negative class sentences.  These {1, 

-1} values are used as the value for each sentence when averaging.  

5.2.3 Exploring Extrapolation Metrics 

  The most obvious solution to extrapolating sentence-level classification to the 

document level would be to find the average orientation of all sentences.  Again, two 

levels were explored, averaging at the probability level and averaging at the label level 

(i.e., 1 or -1). 

Other metrics were considered for extrapolating sentence classification to the 

document level. The methods that were used included the median and the most extreme 
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probability. As it is seen in the results section, these, not surprisingly, fared poorly 

against the averages.  

5.2.4  Training a Classifier on a non-Bag-of-Words Feature Set 

As noted in the introduction of Chapter 2, using the bag-of-words as a feature set 

is the most common approach for training a classifier.  There are a several reasons why 

this approach has become the preferred method, namely its simplicity to generate and its 

effectiveness.  When using bag-of-words (BOW), you get the most return for your effort 

in the sense that it is quick and easy to generate and it produces highly accurate results.  

In general text classification, it has usually been found that one is only able to slightly 

improve accuracy above the bag-of-word model, even when using more complicated 

methods.  Though this is true, sentiment mining poses different challenges than general 

text classification and using a non-BOW feature set may prove to be useful.  

This section explores the use of various aspects of the sentences from a document 

as the feature set for classification.  This section differs from the last section in that it 

does not draw conclusions about the document class solely from the metrics themselves; 

however, it uses the metrics as features to train a separate classifier.  The features that 

were used in the section included total number of sentences, total number of subjective 

sentences, total number of negative sentences, subjective sentence ratio, negative 

sentence ratio, orientation of the first subjective sentence and orientation of the last 

subjective sentence.   
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Chapter 6: Results 

This chapter reports the results from experiments for the methods described in the 

previous chapter.  First, results from the baseline experiments are shown for comparison 

against other methods (Section 6.1).  An overall trend found among the baseline results 

was that using bigrams to represent the words in a document produced higher accuracy, 

precision, and recall.  In the case of sentence classification, bigram representation paired 

with the cutoff value of one was consistently the best combination.   

The results found for increasing negative recall (Sections 6.2 and 6.3) also 

reflected the trend observed in the baseline results such that the bigram representation 

and the cutoff value of one was the most accurate combination as well as the combination 

that maintained the highest scores along a majority of the precision-recall curves. In these 

sections, as well as the baseline section, an interesting observation was made from the 

precision-recall curves.  In most cases, the best and worst methods do not overlap much, 

indicating that regardless of the level of precision one method always yields the best 

results.  This observation is further depicted in the table from Section 6.4. 

Among the methods explored for classifying a document at the sentence level, the 

averaging of the sentences produced the highest accuracy, though it did not outperform 

the baseline classifier.  This method also produced very high recalls for the negative 

class.  A slight trend was observed from these sections that using the class label values 

rather that the classifier probabilities when aggregating the sentence scores to the 

document level tended to be the better method. 



 24 

6.1 Baseline System 

Baseline results were performed at the document level and sentence level for the 

polar datasets and at the sentence level for the subjectivity dataset. In this section, various 

cutoffs for the number of times a word has to appear to be counted were also explored.  

For the document level ground truth, the cutoff was left at the default of five. The 

cutoff value was not explored this level because there are so many words in one single 

review that dropping a few words was not make much of a difference. Table 1 shows that 

bigrams resulted in the highest accuracy, 0.82. 
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Unigram 0.79 0.73 0.92 0.89 0.66 

Bigram 0.82 0.77 0.91 0.89 0.72 

Table 1 Results for documents 

Figure 1 also illustrates that the bigram model maintains higher values on the 

precision-recall curve than the unigram model, which means that the bigram model 

consistently resulted in the highest recall for all values of precision. 
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Figure 1 Precision-recall curve for documents 

At the sentence level of the polarity dataset, cutoff values of 1 and 5 were 

considered.  Table 2 shows that bigrams result in the highest accuracy and we can see 

that with both, bigrams and unigrams, accuracy is best when the cutoff is 1. In fact, all 

scores improve when the cutoff was one, including precision and recall for both positive 

and negative classes. This indicates that when zero words are discarded, the classification 

is highest. 
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Sentence Positive Negative 
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Unigram 5 0.76 0.76 0.76 0.76 0.76 

Unigram 1 0.78 0.78 0.78 0.78 0.78 

Bigram 5 0.77 0.76 0.77 0.77 0.76 

Bigram 1 0.79 0.79 0.79 0.79 0.79 

Table 2 Results for sentences 

 

Figure 2 Precision-recall curve for sentences 
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The next baseline experiment was conducted on the subjectivity dataset. These 

baselines were quite high compared the others. Again the trend holds that classification 

increases when the cutoff value is set to one.  

Tables 2 and 3 show that with both sentence-level baseline experiments the same 

seems to hold true: the best accuracy, precision, and recall, for both classes, is achieved 

using bigrams and setting the cutoff value to one.  Figures 2 and 3 illustrate that the 

bigram model with cutoff = 1 maintains the highest precision-recall scores along the 

curve. 

 

Subjectivity Subjective Objective 
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Unigram 5 0.91 0.91 0.92 0.92 0.91 

Unigram 1 0.92 0.92 0.93 0.93 0.92 

Bigram 5 0.92 0.91 0.92 0.92 0.91 

Bigram 1 0.93 0.93 0.93 0.93 0.93 

Table 3 Results for subjective sentences 
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Figure 3 Precision-recall curve for subjective sentences 

6.2 Part-of-Speech Tagging 

The results reported in this section are from classification of the polarity sentence 

dataset. The features classified were the token tag pairs, which were found using the 

OpenNLP part-of-speech tagger. 

Not surprisingly, the same trend was found in this section, that the 

bigram/cutoff=1 combination is optimal. Unfortunately, this actually performed worse on 

all counts than the ground truth for the polarity sentences. This may be due to the fact that 

the part-of-speech tagger is not entirely accurate, which may introduce more error and 

variability into the training model. 
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POS-Tagging Positive Negative 
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Unigram 5 0.75 0.75 0.77 0.76 0.74 

Unigram 1 0.77 0.76 0.77 0.77 0.76 

Bigram 5 0.76 0.75 0.77 0.76 0.74 

Bigram 1 0.78 0.78 0.79 0.78 0.78 

Table 4 Results for part-of-speech tagging 

 

Figure 4 Precision-recall curve for part-of-speech tagging 
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6.3 Negation Handling 

This section and the previous section were the motivation behind exploring 

different cutoff values. The modification of some of the features to include the “not-” 

prefix inevitably decreases the number of times the old word appears, and the likelihood 

that the new “not-” word will appear in the corpus a large number of times is not high. It 

was believed that lowering the cutoff would be beneficial in this case. 
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Unigram 5 0.76 0.76 0.76 0.76 0.76 

Unigram 1 0.78 0.78 0.78 0.78 0.78 

Bigram 5 0.77 0.77 0.77 0.77 0.77 

Bigram 1 0.79 0.79 0.79 0.79 0.79 

Table 5 Results for negation handling 

The results show no change from the ground truth of the polarity dataset. This 

may suggest that the negations may not have as large of an impact as what was initially 

hypothesized.  However, further exploration with the addition of more rules needs to be 

done before these results carry any weight. 
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Figure 5 Precision-recall curve for negation handling 

6.4 Positive vs. Negative Threshold 

Threshold testing was done for the normally processed sentences as well as to 

part-or-speech tagged tokens and the “not”-prefixed sentences. Three threshold levels 

were tested: 0.05, 0.1, and 0.2. Since we have consistently seen from the past experiments 

that the best combination is to use bigrams and set the cutoff to one, the following results 

displayed are of that form. 

It is shown in the following table that the minimum threshold, 0.05, typically does 

not affect the overall accuracy but it does increase the negative recall from 0.78 to 0.87. 

Also, negative precision at this level only drops a few points as well.  At a threshold of 

0.2, negative recall nears 1, but accuracy is greatly reduced, as is precision. 
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0.05 0.78 0.84 0.7 0.74 0.87 

0.1 0.76 0.88 0.59 0.69 0.92 

0.2 0.67 0.94 0.36 0.6 0.98 
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0.05 0.78 0.84 0.68 0.73 0.87 

0.1 0.73 0.89 0.54 0.67 0.93 

0.2 0.64 0.94 0.3 0.58 0.98 

N
eg

at
io

n
 

0.05 0.78 0.84 0.7 0.74 0.87 

0.1 0.76 0.88 0.59 0.69 0.92 

0.2 0.67 0.93 0.36 0.6 0.97 

Table 6 Results for threshold testing 

6.5 Sentence-Level Classification for Document Sentences 

This section investigates methods for extrapolating sentence level classification to 

the document level. These results explore removing the objective sentences before 

classifying their sentiment. This was done by training a classifier on the subjectivity 

dataset and then classifying the objective sentences in the review. The objective 

sentences were removed and the final classification was done on the subjective sentences.    

 

 

 Positive Negative 
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Probs 0.68 0.89 0.4 0.61 0.95 

Label 0.68 0.93 0.39 0.61 0.97 

Y
es

 

Probs 0.7 0.92 0.44 0.63 0.96 

Label 0.7 0.94 0.42 0.63 0.98 

Table 7 Results for sentence-level classification for document sentences 

Results are reported for the cases when the objective sentences were and were not 

removed. In this section, the method for predicting the overall class was done by 

averaging over all of the sentences. There were two levels explored for averaging at the 

predicted probability and at the {1, -1} class label (described in Section 5.2.2). 

When using the class label for averaging the sentences, it is virtually the same as 

using the frequency of positive and negative sentences to predict the overall document 

class.  The accuracies indicate that there is a slight advantage to the prior removal of 

objective sentences. This accuracy is quite a bit below the accuracy for the classification 

at the document level.   
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Figure 6 Precision-recall curve for sentence-level classification for document sentences 

Figure 6 displays the precision-recall curve for the negative class.  Removing 

objective sentences and using class labels for averaging the sentences maintain higher 

scores along most of the curve; however, there is more interaction between the methods 

than previously seen.  This indicates that the best method depends on the portion of the 

curve under question and no single method prevails as the best.  In the areas where 

precision is highest, the methods where the objective sentences were not removed tended 

to fare better.  However, for over half the curve and when recall is highest, removing 

objective sentences was best.    
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6.6 Smoothing 

This section further explores methods for using sentence level classification to 

predict the document level class. The smoothing technique described earlier, sliding 

average, was implemented with various parameters. The number of sentences that were 

used at a time for the sliding average was tested for 5, 10, and 20 sentences. Weighted 

and unweighted sliding averages were also implemented. Results have been reported for 

the case where objective sentences were and were not removed prior to classification. 

Figure 7 displays the accuracies for the case where the objective sentences are not 

removed prior to classification and Figure 8 displays the accuracies for the case where the 

objective sentences are removed prior to classification. In both cases, accuracy still does 

not reach the accuracy of classifying at the document level. Accuracy is generally higher 

when objective sentences are removed and the use of the sliding average did slightly 

improve accuracy compared to just using the average. Also, accuracy does not fluctuate 

very much and in most cases it does not change at all when the sliding size is changed.  

Overall averaging at the class label level appears to be best. In the second case, the 

unweighted sliding average does better. 
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Figure 7 Accuracies for smoothing with objective sentences 

 

 

Figure 8 Accuracies for smoothing without objective sentences 
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Figure 9 Precision-recall curve for smoothing with objective sentences 

Figure 9 displays the precision-recall curve for the case where the objective 

sentences are not removed prior to classification and Figure 10 displays the precision-

recall curve for the case where the objective sentences are removed prior to classification.  

These two figures illustrate that in most cases a slide value of 20 maintains the highest 

scores along the precision-recall curve.  In both cases, using the label values {1, -1} for 

averaging and a slide value of 20 appears to be the best.  For the most part there is 

improvement above the methods of averaging without any sort of smoothing. 
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Figure 10 Precision-recall curve for smoothing without objective sentences 

6.7 Exploring Extrapolation Metrics 

The purpose of this section was to explore different methods beyond merely 

averaging the sentences within the document together. Beyond the average, both the 

median value and the most extreme value were used to predict class. This was only done 

for probabilities, since the class label scores are binary and the median and most extreme 

sentence value would not have provided any interesting information.  

Neither of the tested methods resulted in accuracies higher than the average, in 

fact they performed quite poorly. 
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Average 0.68 0.89 0.4 0.61 0.95 

Median 0.58 0.59 0.49 0.56 0.66 

Most Extreme 0.49 0.49 0.54 0.49 0.44 

Y
es

 

Average 0.7 0.92 0.44 0.63 0.96 

Median 0.5 0.5 1 0 0 

Most Extreme 0.49 0.49 0.52 0.49 0.46 

Table 8 Results for extrapolation metrics 

6.8 Training a Classifier on a non-Bag-of-Words Feature Set 

In this section, the effectiveness of using a feature set other than the traditional 

bag-of-words approach was explored.  Three classifiers were tested using the special 

feature set including Naïve Bayes (NB), Support Vector Machines (SVM), and Logistic 

Regression (from the WEKA package, http://www.cs.waikato.ac.nz/ml/weka/).  Table 9 

shows the accuracies and the precision and recall scores for the results of the classifiers 

trained on the non-bag-of-words (non-BOW) features set along with the results from the 

baseline document level classification and the top performing extrapolation metric from 

the last section, which was averaging.  

The top scores for each evaluation measure are highlighted.  The results show that 

the classifiers trained on the non-BOW feature set do not possess in any of the highest 

scores, however they also do not result in the lowest scores.   

 

http://www.cs.waikato.ac.nz/ml/weka/
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nonBOW-SVM 0.78 0.81 0.74 0.76 0.83 

nonBOW-NB 0.76 0.78 0.73 0.75 0.8 

nonBOW-Logistic 0.79 0.8 0.76 0.78 0.81 

DocLevel-MaxEnt-Unigram 0.79 0.73 0.92 0.89 0.66 

DocLevel-MaxEnt-Bigram 0.82 0.77 0.91 0.89 0.72 

DocAsSentence-w/oObj-Probs 0.7 0.92 0.44 0.63 0.96 

DocAsSentence-w/oObj-Label 0.7 0.94 0.42 0.63 0.98 

Table 9 Results from training on non-BOW feature set  

Table 10 displays the differences between the best score for each evaluation 

measure and the reported score for each method.  This table allows us to see that the non-

BOW method does not give us the best scores but in a way, it smoothes out the scores to 

produce more rounded scores all around.  For example, the document level classification 

gives the best accuracy, positive recall and negative precision but gives subpar results in 

the areas of positive precision and negative recall in comparison to the average score of 

all sentences within a document.  The average score does very poorly for positive recall 

and negative precision.  The non-BOW trained classifiers faired only slightly lower on 

accuracy than the document level classification.  This area may prove to be useful in 

future research, especially with more time spent on tuning or weighting the model and the 

identification of useful features. 
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nonBOW-SVM -0.04 -0.13 -0.18 -0.13 -0.15 

nonBOW-NB -0.06 -0.16 -0.19 -0.14 -0.18 

nonBOW-Logistic -0.03 -0.14 -0.16 -0.11 -0.17 

DocLevel-MaxEnt-Unigram -0.03 -0.21 0 0 -0.32 

DocLevel-MaxEnt-Bigram 0 -0.17 -0.01 0 -0.26 

DocAsSentence-w/oObj-Probs -0.12 -0.02 -0.48 -0.26 -0.02 

DocAsSentence-w/oObj-Label -0.12 0 -0.5 -0.26 0 

Table 10 Differences from column best (for training on non-BOW feature set) 

6.9 Summary of Results 

Overall, the results show that bigrams consistently resulted in the highest 

accuracy, precision, and recall at both the document level and the sentence level.  It was 

also shown that a cutoff value of one was best when classifying at the sentence level.  

Adjusting the classification threshold did increase the recall for negative documents but 

precision and accuracy were observed to decrease in most cases.  Exploration should be 

done when using this method to find the threshold that gives the desired results for recall 

as well as precision and accuracy.  Lastly, it was shown that extrapolating sentence-level 

classification to the document level also resulted in increased recall for the negative class.  

Using the non-BOW feature set produced an increase in negative recall above the 

document-level classification while minimally decreasing the overall accuracy. 
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Chapter 7: Conclusion 

This report explored different techniques for improving negative recall and for 

extrapolating sentence level classification to the document level.  In the case of 

increasing negative recall, there were some promising results. The improvement in 

classification due to the adjustment of the cutoff level for features presents an interesting 

outcome.  Exploring these results in future work in other corpora may be a possibility.  

Additionally, slightly increasing the threshold showed to improve recall on negative 

reviews without drastically decreasing accuracy or precision, though this technique is 

probably not easily comparable to the other methods.  This application may not be 

universally useful; however, there are some cases where some of these methods may 

prove to be beneficial, especially if the goal is merely to improve negative recall. 

Upon investigating techniques for summarizing a document’s sentiment based on 

the sentiment of the sentences that comprise it, less noteworthy results were observed.  

However, these approaches did proceed to further improve recall on negative documents, 

which was an overall goal of this report.  The average classification for all sentences in 

the document produced the highest recall on negative documents, but suffered quite a bit 

in other areas.  Using the non-BOW feature set also increased negative recall (though, not 

as much as the average sentence class) and further, it maintained decent accuracies and 

relatively high precision scores (especially when compared to the average sentence class).  

Overall, the techniques investigated in this report did not outperform traditional 

document level classification, which is not surprising given other results found in the 

literature. This report did, however, demonstrate methods that significantly improve 

negative recall both at the document level and at the sentence level.   
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